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Tuning a Fuzzy Logic Controller: 
On the GARIC Architecture 
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Eindhoven University of Technology 
Faculty of Mechanical Engineering 

Department of Mechanical Engineering Fundamentals 

Abstract 
In this paper the GARIC (Generalized Approximate Reasoning-based Intelligent Control) architecture, 

as proposed by Berenji and Khedkar [5 ] ,  wil l  be investigated. GARIC learns to control a system by means 
of reinforcement learning. The fuzzy controller in GARIC learns by tuning its membership functions. 
Attention will be paid to the operatio-. sf GARIC =BI ts hey: ai.V what it !earns. The GAXIC architectwe 
is applied to a rotationJtranslation-robot to illustrate its operation. 

i Introduction 
Fuzzy controllers have recently received growing attention from many areas in industry, university and others. 
The power of fuzzy controllers is their simplicity and the fact they do not need a model of the system to be 
controlled, which makes it easy to control non-linear systems as well. The design of the controller however, is 
not always simple. It is difficult to find a good set of rules and membership functions to control the system. 
Many researchers have paid attention to this problem. 

A number of them try to design a fuzzy controller that emulates either a human expert or an existing 
controller using desired output data. Supervised learning methods are used to minimize the error in the 
output. Guély and Siarry [SI and Nomura, Hayashi and Wakami [16] use a gradient descend method to change 
the shape and position of the membership functions to minimize the error in the output of the controller. 
Kahn and Venkatapuram [li] mould the fuzzy controller in a neural network-like shape and train the network 
to learn input-output data by error backpropagation, which is very similar to gradient descent. Lin and 
Lee [15] also use a neural network based fuzzy controller, but they begin with unsupervised training to find 
clusters in the training data to determine the positions of the membership functions. After this the controller 
is fine tuned by adjusting the membership function with error backpropagation. Jang’s ANFIS [9] also uses a 
neural network representation of a fuzzy controller and a gradient descend method to update the controller, 
but he does this without the use of expert data. He directly uses the error in the system state. To do this, 
however, knowledge is needed about the system’s dynamics. 

Other researchers (e.g. Pham and Karaboga [17] and Lee and Tagaki [14]) have used genetic algorithms, 
which are based on evolution theory, to optimize fuzzy controllers. With this method several controllers, 
defined by the position and shape of its membership functions and its rule base, are decoded into bytes of 
ones and zeros. The algorithm combines two controllers by crossing over and mutating the bytes and then 
tests the newly formed controller. Only the fittest controllers ‘survive’ after each step. 

In this paper Beren$ and Khedkar’s GARIC architectlire (Gsnsralizec! Approxiir,ate Reasoning-Sased 1x1- 
telligent Control) will be investigated. An important property of GARIC is that it does not need information 
in the form of desired controller outputs. No knowledge of the proces to be controlled is necessary. Neither 
do we need data from the controlled proces to train the neural networks that GARIC employs. GARIC learns 
and controls at the same time. The controller learns from a critic. Whereas in supervised learning a teacher 
provides quantitative information about the error in the output, a critic only provides qualitative informa- 
tion about how well (or bad) the controller’s performance is. The critic learns to criticize by the method of 
temporal differences and reinforcement learning, during trials of the controller to control the system. 

‘F. Segers has done research on GkiZiC for iiis graduation. 
1. 5. S&ts hes beex the a~thors coach during the grachatioii period. 



2 Tuning a Fuzzy Logic Controller 

Some fundamentals of fuzzy theory and neural networks are given in Appendices A and B respectively. In 
Section 2 the GARIC architecture and its elements are discussed. Section 3 is about learning in GARIC. In 
Section 4 results are shown of simulations with the rotation/transiation robot. in the last section conclusions 
are drawn and some recommendations are given on future research. 

- 

I 

2 The GARIC architecture I 
I 

The Garic architecture is schematically shown in Figure 1. It consists of three parts: the Action Selection 
Network (ASN), the Action Evaluation Network (AEN) and the Stochastic Action Modifier (SAM). 

The ASN receives the current system state 3 as its input 
and computes a recommended action F .  The AEN also re- 
ceives the system state. The failure signal T takes values of 
only O and -1: if the system fails (i.e. the controller has not 
succeeded in doing its task, for example when some state vari- 
able moves beyond a specified bound), then T = -1. In all 
other cases r = O. The output of the AEN is a signal v which 
is a measure of state goodness. This signal, together with the 
failure signal T ,  is used to produce the internal reinforcement 
T. The SAM uses T to change the recommended action into 
it:: action F‘, which is sent to the plant. The perturbation s 
is a measure for the magnitude of the difference between F 
and F’. In [5] both i. and s are used & learning factors in 
the learning proces. 

Figure 1: The GARIC architecture 

2.1 The Action Selection Network 
The ASN determines an action based on the system’s state. It is a fuzzy logic controller (FLC) represented 
as a neural network, using nodes and weighted connections. Figure 2 shows a network that represents a FLC. 

layer 1 layer 2 layer 3 layer 4 layer 5 
inputs antecedents rules consequents output 

Figure 2: A neural network based fuzzy logic controller. 

There are five layers of nodes. Because the ‘neurons’ in this network operate in a different way from the 
standard operation (see Appendix B) we will not refer to them as ‘neurons’ but as nodes. 
Layer 1. The nodes in this layer receive the n1 values of the crisp measured variables and pass them to the 
following layer. 
h y e ï  2. In th is  kyer t he  kzzificzttion takes place. Each node contains a membership function that decribes 
a linguistic value (for example Negative or Positive) for one of the input variabies. Tne output of that node 
is the truth value of the crisp input. Suppose we have defined mi labels for input variable i. Then the output 
of layer 2 is a vector of n2 = mi elements. The first ml elements represent the truth values of all labels 
defined for the first input variable. The next m2 elements represent the truth values of all labels defined for 
the second variable. Etc. 
Layer 3. A node in layer 3 corresponds to a rule in the rule base. The inputs of node j in this layer are the 
outputs of n1 nodes in the preceeding layer: one label for every measured variable forms an antecedent of a 
d e .  The output of node j ,  the firing strength of rule j ,  is the conjunction of the antecendents. The most 
commonly seen conjunction is the minimum operator. 
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Layer 4. The nodes of layer 4 contain the membership functions for the output variable. Node i in this 
layer represents the consequent of one or more rules in the rule base. If a connection exists between node j 
in layer 3 and node i in layer 4 this means that the i’th label for the output variabìe is a consequent of 
rule j .  Through this connection the firing strength of rule j is passed to node i. The output of node i is the 
inverse membership function at the firing strength. The computation of the inverse for triangular membership 
functions is described in Appendix A. 
Layer 5. The node in layer 5 combines the outputs of layer 4 to form one non-fuzzy controller output. How 
this is done is decribed in Appendix C. The output is the recommended action 

- 
- 

with wj  the firing strength of rule j and pT1(wj) the inverse of the membership function that is the consequent 
of rule j .  
We see that in Eq. (1) we use outputs of the nodes in layer 3 ,  w j .  This is the reason why the nodes in 
layer 3 are connected to the node in layer 5.  These connections are characteristic for the so called LMOM 
defuzzification met ho d. 

Representing a FLC as a neural network makes it easier to calculate the controller’s actions. Especially 
the rule matching proces, in which has to be checked which rules are active, becomes easy to perform. It is 
reduced to multiplying weights with signals and some simple calculations to determine the conjunction at the 

there is no connection. In the next section we will see that the ASN does not learn by changing its weights: 
the weights of the ASN are constants. 

cl.:,.-l lillllu l...- iayeï. Nûte that the weights in this netu7erk are either 1 0. When a weight, is LCFO, this means that 

2.2 The Action Evaluation Network 
The AEN is a neural network that evaluates the state of the 

system. This evaluation is called prediction of reinforcement, u. 
It is used to produce the internal reinforcement, T .  
The AEN has three layers of neurons as shown in Figure 3.  It 
has n = n1+ 1 input neurons, h hidden neurons and one output 
neuron. The input to the network is a vector containing the n1 
system states plus a constant bias 20. By using a bias we add 
a number of extra weights to the network. These extra weights 
make it easier for the AEN to learn the desired mapping, be- 
cause they increase the degrees of freedom for the network. The 
influence of the extra weights is determined by the magnitude 
of XO. The output of the network is the prediction of reinforcement u. As the AEN learns, it learns to predict 
f a k e e  System states that have a high probability to lead to failure will result in large negative values of u. 
Safe states will lead to less negative values. Note that the AEN does not learn to predict the failure signal. 
It forms a smooth function that maps the system state to a ‘safety measure’. 

‘0 

21 U 

20 

Figure 3: The AEN network. 

The output of the units in the hidden (second) layer is 
/ n  

with 

The time indications are discrete time points. t + 1 means one time step later than t .  g(s) is an S-shaped 
neuronal function that introduces non-linearity into the AEN. This allows the AEN to form a non-linear map- 
ping. Without the use of non-linear neuronal functions, the AEN-mapping would always be a flat hyperplane 
in the input-output space. 

In matrix notation Eq. (2) becomes 

with A a m-atrix that contains all the weights between the first and second layer. 
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Contrary to common neural networks, the output of the AEN not only uses the output of the preceeding 
layer, but also from the input layer - 

n h 

i=l i= l  

Or, in matrix notation 

v ( t ,  t + 1) = B(t)g(t + i) + C(t)y(t, - t + 1). (5) 

We see that v is linear in the state variables g. 
The internal reinforcement is defined by 

O initially 
~ ( t  + 1) - v ( t ,  t )  if the system fails 

yv( t ,  t + 1) - v ( t ,  t )  otherwise. 

As mentioned before, ~ ( t  + 1) = -1 when the system fails and zero in all other cases. y is the discount rate. 
It has a constant value between 0 and 1. If the system does not fail and it keeps the same state, then T will be 
positive if y < 1 (remember that v is negative). So by choosing y < 1 actions that do not change the system 
state are considered to be good actions. If however the system moves to a worse state (i.e. v ( t ,  t + 1) < v ( t ,  t ) ) ,  
there will not always be a punishment if y < 1; T is negative only when v ( t , t  + 1) < $ v ( t , t ) .  The value of y 
influences the eventual mapping from system state to  a ‘safety measure’, as will be shown in Section 4. 

The internal reinforcement T ( t  + 1) can be used to  evaluate the action that was sent to the system at time t .  
Suppose the system does not fail. Then T ( t  + 1) = y v ( t ,  t + i) - v ( t ,  t) .  If the system moves to a better state 
in the interval [t,t + i] then the action at time t was good and T ( t  + 1) will be positive. A positive internal 
reinforcement is called a reward. A negative internal reinforcement is called a punishment. 

The double time dependencies are used because we want to evaluate changes in v as a result of changes in 
x only. Thus, when calculating T we do not change the weights of the AEN. 

2.3 The Stochastic Action Modifier 
The SAM uses the internal reinforcement to determine an action F’ that is applied to the plant. F’(t) is a 
gaussian random variable with mean F ( t )  (the recomended action by the ASN). The standard deviation of 
F’(t) is a function of the internal reinforcement. In [5] a perturbation s is defined as 

Berenji defines the standard deviation as u = e-F(t-l). A question that we have not been able to answer is 
why he does not use T ( t )  instead of T ( t -  1). We have seen that T ( t +  1) evaluates the action that was sent to the 
system at timet, being F’(t). T(t - i )  evaluates the action of two time steps earlier. At timet the recommended 
action F ( t )  is available and the system has state ~ ( t ) .  With Eq. (6) we can already calculate T ( t ) .  So it is 
possible to determine F’(t) based on T ( t )  instead of T(t  - 1). 

If T is negative (i.e. the last action was not good) the difference between F’(t) and F ( t )  will be large. If T 
is positive the last action was good and the difference will be small. The actual form of the function a(?) 
should be chosen in a way that the difference between the actual and recommended action is proportional to 
the magnitude of the recommended action. 

3 Learning in GARIC 
Both the AEN and ASN learn during trials of the controller to control the system. The AEN learns to evaluate 
states, the ASN learns to control the system. Every time the system fails, the failure signal T is set to -1 and 
the system is reinitialized. This means that we reset the system state to the initial state. After this a new 
trial is started. 

3.1 Learning of the AEN 
The AEN’s weights are intidizrc! to random vahes betweer? -0.1 and 0.1. The !earning mechanism used is 
the method of Teinpoïa! Diffeïences (TE) [I$]. With this methcd the AEN learns to predict failure. Our 
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problem is a so called multi-step prediction problem: correctness of a prediction, the actual failure signal, is 
revealed several time steps after the prediction is made. We cannot use a supervised learning law, because we 
do not receive information about the correctness every time step. 
Another example of a multi-step prediction problem is predicting the weather. Suppose we want to make a 
prediction of the weather a week from now. We can adjust our prediction every day by observing the weather 
and the change in the wheater. Every day our prediction will be more accurate as we get closer to day seven. 
But we cannot use information about the actual weather a week from now. 

The learning equations for the weights of the AEN are derived in Appendix D. The general learning equation 
is 

Here CY is a constant positive value, the learning rate. It determines learning speed. Too large a value of CY will 
lead to instabilities. In most cases a has a value smaller than 1. V , v ( t , t )  is the gradient of v with respect to 
the weights. 

The three learning laws for the weights of the AEN are 

a i j ( t+  1) = a i j ( t )  + p a  ( v ( t , t +  i )  -v(t,t))ciyi(t,t)(I - yi(t,t))zj 
6i(t + i) b i ( t )  + pa ( v ( t , t  + 1) - v ( t , t ) )  Z i ( t )  

C i ( t  + i )  C i ( t )  + p c  ( v ( t , t  + i) - v ( t , t ) )  Yi(t, t ) .  
= 
= 

Here Pa, pa and Pc are the learning rates. 
Using Eq. (6) we can substitute w(t, t + 1) - v ( t ,  t )  with T ( t  + 1). This is not entirely correct, since Eq. (6) 

uses the discount parameter y. In Section 4 different y’s will be used to investigate its influence. The learning 
laws then become 

The definition of ensures that at failure the actual failure signal r is used instead of v ( t , t  + 1). With the 
definition of T ( t  + 1) we also see that if the system fails ( ~ ( t  + 1) = -1) and the AEN predicted this failure 
( v ( t , t )  = -l), T ( t  + 1) will be zero. This means that the AEN’s weights will not change if it makes good 
predictions of failure. 

3.2 Learning of the ASN 
The action selection network must learn to control the system. Learning of the ASN consists of changing the 
shape and position of the membership functions of both the input and output variables. In our simulations we 
have used membership functions defined by three parameters: the center c, the left-spread SL and the right- 
spread SR (see Figure 19 in Appendix C). Changing the shape means adjusting the left and right spreads, s~ 
and SR. The position is changed by adjusting the center c of the function. 

Because the AEN directly evaluates system states, we can use its output as a criterium in learning of the 
ASN. Large negative values of v indicate bad states, so the ASN’s parameters should be updated in a way 
that maximizes v .  Suppose that at time t we have a state ~ ( t )  = 5. This state leads to an action F ( t )  by 
the ASN. Now suppose that the AEN’s weights have converged and that the AEN makes good evaluations of 
the states. The AEN evaluates the state ~ ( t )  with v(t ,  t ) .  State g(t + i)> which is a result of applying F ( t )  to 
the plant (assuming that the change in F by the SAM is small), is evaluated with v ( t , t  + 1). Updating the 
parameters in a way that maximizes v means that the next time the system has state E+, the ASP? YiiU give 
an action that leads to a larger value of v than the previous time. In other words, the ASN will recommend 
an action that leads to a better state than the previous action for state 5.  

Suppose p is a parameter we want to adjust. This can be any of the three parameters (c, SL or SR) that 
define any membership function in the ASN. Maximizing v means that we have to change p in a direction 
that increases v .  So 

av av aF 
ap aF a p ’  Ap = q-  = q-- 

with 17 the learning rate. 



6 Tuning a Fuzzy Logic Controller 

The dependence of F on w is not completely known and very complex. Therefore we approximate the derivative 
& with __ 

(13) 
aw aw v( t  - i,t) - v( t  - i,t - i) -=--  
aF dF - F ( t )  - F( t  - 1) 

Since we do not use the partial derivative, it is a poor estimator of the needed derivative. We will therefore 
use only its sign. 

Via the ASN we know exactly how F depends on the parameters p .  Appendix D shows how the derivative 
of F with respect to p can be determined for triangular membership functions. If we know the gradients, we 
can update the parameters of the ASN. Instead of using (12) we will use the following learning equation for 
the ASN 

We see that the learning rate contains an extra term: the internal reinforcement ?(t). Berenji uses two extra 
terms in his learning equation. In addition to T ( t )  he also uses the perturbation s(t) .  

Two questions arise at this time. First of all the reason for introducing the perturbation s in the learning 
equation. From Eq. (7) we see that the sign of s is completely random. u is always positive and F‘ is a 
gaussian random variable which can be greater or smaller than F .  So ifs is used in this way, the direction in 
which we update the parameters is completely random also. Simulations have shown that removing s from 
the learning equation leads to faster learning. 
Secondly the introduction of T in the learning equation. According to Berenji and Khedkar [5], the goal of 
learning the ASN is to maximize the prediction of reinforcement w. This seems logical since large values of w 
indicate safe states. From Eq. (14) we see that the parameters are not always updated in the positive e 
direction, since T is not always positive. Simulations have shown that T does play an essential role in the 
learning equation. 

4 Simulations of the Translation/Rotation-robot 

Figure 4:  De RT-robot 

If the robot spins with a constant 

pi? - (pir  - p2)w2 = F 
2(p i r  - p ~ ) w +  = T 

In this section the GARIC architecture is applied to a rota- 
tion/translation robot. The RT-robot is schematically shown 
in Figure 4. The effector has mass mi, the center of the robot 
has a inertia J. The bar, with length I ,  that connects the 
effector to the center has mass m. The effector is at distance r 
from the center. F is the force that directly changes r and T 
is the torque that spins the robot. The robot moves in a 
horizontal plane, so there is no influence of gravity. Our goal 
is to let the robot spin around its anis at constant speed and 
keep the effector at a fixed radius r d .  Due to coriolis and 
centrifugal forces the effector radius will be unstable if we do 
not apply a radial force to the robot. 

The equations of motion for the RT-robot are given by I X 

Pi? - (Pir - m)P= F, { (p3 - 2p2r + p i r2 )4  + 2(p l r  - p2)$+ = T, 
__ nrl,,, :cl. p i  = in f i n r ,  i j 2  = fml  aiid ij3 = 3 4- ~ m P .  

(15) 

angular velocity w ,  the equations are reduced to 

For control of the radius r we define the radius error e and its time derivative è 

e = r - r d  
i = +. 

Our god now is to keep the error e smaller than some boundary e j  which we will define later. If the absolute 
error exceeds e;, the failure signa! T is set to -1 and a new trial is started. 
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The Action Selection Network 
~ We startloy designing the ASN. As shown in Sectio2 2 the ASN has five layew o€ nodes. Since we use the two 

error signals to control the system, there are two nodes in the input layer. For each input variable we define 
five membership functions: Negative Large (NL), Negative Small (NS), Zero (ZE), Positive Small (PS) and 
Positive Large (PL). Hence layer 2 of the ASN has ten nodes. For the output variable, the force F, we define 
the same five labels as for the error signals. This means that the fourth layer has five nodes. The output layer 
only has one node, since we control only with the force F. The number of nodes in layer 3 corresponds to the 
number of rules in the rule base. We will use the maximum number of rules, so the third layer has 5 x 5 = 25 
nodes. 

The design of a rule base for our problem is fairly simple; we can easily find a good action for every 
combination of the two error signals. A rule base that successfully controls the radius is shown in Table 1. It 
shows the consequents of every possible pair of antecedents. The membership functions are shown in Figure 5 .  
Note that these choices for the membership functions and the rule base are not the only correct ones. There 
are many other possible rule bases and membership functions to control the robot. 

e 

è 

Table i: Rule base for RT-robot 

o.:; 

O 
-0.05 4.04 -0.03 -0.02 4.01 O 0.01 0.02 0.03 0.04 0.05 

o.:; 

01 0.8 -0.6 -0.4 0.2 O 0.2 0.4 0.6 0.8 1 
dot-e [rnls] 

o.:; 

O 
-25 -20 -15 -10 -5 O 5 10 15 20 25 

F [NI 

Figure 5: Xembedìip fiinctiuììs for e, k and P.  

The Action Evaluation Network 
The AEN has three layers of neurons. The input layer for our problem has three neurons: two neurons for 
the two error signals and one for the bias input. We will use different numbers of neurons in the second 
layer to see the influence on the performance. The output layer has one neuron. The inputs €or the AEN 
are normalized, because large differences between the seperate inputs are unfavourable. The radius error is 
normalized to values between [-1, i]. Because we don’t know the magnitude of the velocity error we cannot 
normdize thi5 error to u, specific range. Therefore we normalize it by trial and error to values approximately 
in the ïange [-i, i]. The weights o€ the AEN are initia!ized to values between -0.1 and 0.1. 
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2 .  

O‘ 

-2 ’ 
> 

internal reinforcement r prediction of reinforcement v(t-1 ,t) 
1 4, I 

- 

normalized inputs 

4 .  

-6 

Figure 6: Simulation with RT-robot. y = 0.9, h = 5. W-ithout use of SÁM 

Results 

As mentioned in Section 2.3 the reason for introducing the perturbation s in the learning equation for the ASN 
is not clear to us and does not seem logical. In the first simulations the SAM is not used. This means that 
the recommended action from the ASN is sent to the system, instead of first modifying it. In the simulations 
only the consequent membership functions are tuned in order to reduce the complexity and for the sake of 
clearness. In all simulations the centers of all membership functions are set to zero. So when the simulations 
start there is no difference between the labels. The angular velocity of the robot is set to w = x [rad/s] and 
the desired radius is rd = 0.5 [m]. Failure occurs when the absolute radius error lel exceeds e j  = 0.02 [m]. 
In this section results are shown of simulations that investigate the influence of the number of hidden nodes h 
and the discount parameter y. Simulations have also been done with various values of the bias input for the 
AEN. The results will also illustrate the way GARIC operates. 

In the first simulation all learning rates are set to values used in [5]. This means the discount factor for 
calculating T, y = 0.9, the learning rates for the AEN, pa = pb = pc = 0.3, the number of hidden nodes in 
the AEN, h = 5 and the bias input is set to 0.5. The learning rate for the ASN has been set to q = 1. In [5] 
q is set to 0.001, but in our case this leads to very slow learning. 

Figure 6 shows the results of this simulation. The upper left graph shows T, the upper right graph shows 
w(t - l , t ) ,  the lower left graph shows the inputs for the AEN and the lower right graph shows the center 
of the five consequent labels. GARIC learns to control the system in 21 trials. The radius error does not 
converge to zero however. Only three membership functions are shifted. Two labels are constant over the 
whole learning period. Appendix D shows that only active labels are updated. This means that the labels 
that are constant, are never active and in fact redundant. 
Initially the AEN’s output shows a very irregular behaviour due to the random initial weights. After four or 
five failures the AEN has learned to distinguish dangerous states from safe states. We see that as the system 
ïìiOV€3 towards f a h r e ,  the AEN’s ciitpiit heccmes rmre negative. At the point of failure however the AEN 
does not predict the complete failure signal T = -1; w is then still larger then -1. As a result of this the 
internal reinforcement T still has a negative peak at the times of failure. When we look at the centers of 
the labels we see that this is not unfavourable, because these peaks shift the centers the most in the right 
direction. 

In Figure 7 the initial and learned mapping of the AEN are plotted. These three dimensional plots show 
the output v of the AEN for the relevant inputs. ‘The upper graph shows the random mapping that the 
AEN starts with at the beginning of the simulation. We see that dangerous states (i.e. large error and large 
ve!ocit,y) are evaluated with larger w’s than safe states (i.e. zero error and zero velocity). The initial mapping 
is ohvicusly a bad one. The !ower graph shows the mapping that the AEN has learned after the 21 trials. 
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initial mapping 

0.2 

> 0.1 3 

O 
O 

e 
learned mapping 

dot-e 
e 

Figure 7: AEN mappings. Initial: highest point= 0.14, lowest point= 0.04. Learned: highest point= 0.26, lowest 
point= -0.75. 

Now safe states are evaluated with small positive values, while dangerous states are evaluated with negative 
values. The learned mapping shown in Figure reffigla.eps is not the mapping that GARIC used during all 
trials. In Figure 6 we see that after three or four trials is negative only. The learned mapping evaluates safe 
states with positive values. Apparently after GARIC has learned to control the system it changes the AEN 
during the final period in which it successfully control the system. 

The non-linear neuronal function g(s) of the hidden neu- 
rons in the AEN allows the AEN to form a non-linear map- 
ping. Figure 8 shows the shape of g(s). Our normalized 
radius error lies in [-1, i]. The normalized velocity error lies 
approximately in [-1, i] also (see Figure 6). After the simu- 
lation the weights of the AEN turn out to lie approximately 
in the range [-1, i]. As a result of this the input signals for 
the hidden units lie approximately in the range [-1.5,0.5]. 
From Figure 8 we see that the non-linearity of g(s) doens’t 
have much effect for inputs in this range, because for these - 
inputs the function is approximately linear. In order to intro- 

Figure 8: Non-linear function for hidden neurons. duce more non-linearity in the AEN we introduce a factor k 
in the function g(s) with which we can change the transition steepness from O to 1 of the function. g(s) then 
becomes 

In the learning equation for the weights aij of the AEN we have to account for this extra factor, because 
now the derivative of g(s) with respect to s has an extra factor I C .  This simply means that the change in 

m ~ s t  be mukiplied by k. 11, cther words the  learriing rzte pa changes. Figire 9 shows the resirlts 
of simulations done with different values of A. In these simulations all other constants are the same as in 
Figure 6. Every simulation starts with the same initial (random) AEN setting. This setting is the one used 
in the simulation of Figure 6. Apparently a value of 10 leads to faster learning than a value of 50, but a value 
of 100 leads to even faster learning than a value of 10. We also see that the setting of the controller at which 
it has learned to control the system is approximately the same in all three cases and also the same as in the 
simulation if Figure 6. 

In Figure 10 the results of simulations with different numbers of hidden neurons in the AEN are shown. 
The first simulation was done with h = 20. Because the number of hidden neurons is larger than the five 
we used in the previow simdations, the dimensions of weight matrices A and C change. The initial weight 



10 Tuning a Fuzzy Logic Controller 

k=10 
0.52 

Ë I 
0.51 

u E 
0.5 

O 2 4 6 

O. 52 

Ë 
._ 5 0.51 
s u 

0.5 
O 2 4 6 

" I  1 - 

-10 -20 o~ 

O 2 4 6 

-201 I 
O 2 4 6 

k=100 ~l~i 
-10 

-20 
O 2 4 6 

Figure 9: Simulations with different k's. y = 0.9, h = 5. Without use of SAM 
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Figure 10: Simulations with different h's. y = 0.9, k = 50. Without use of SAM 

matrices from the previous simulations were taken and the appropriate number of random values were added 
to give weight matrices of the right dimensions. In the following simulations, for h = 10 and h = 7, the same 
initia! weight xatrices were used with B ::umber ef weights remewd i:: crder te chtai:: the right dimenvimv. 
The weights were removed in a way that the weight matrix for h = 10 ( h  = 7) is part of the weight matrix for 
h = 20 (h  = 10). This was done so that the results would not be influenced by differences in initial weights. 
We see that for h = 10 and h = 20 (both 5 trials) GARIC learns to control the system faster than for h = 7 
(8 trials). With h = 7 learning is faster than with h = 5 (21 trials, see Figure 6). For h = 20 the radius 
oscillates more before it becomes stationary. We also see that there are slight differences in the resulting label 
positions. 

Figure 11 shows the result of simulations with different values for the discount parameter y. All simulation 
start with the same initial AEN. We see a considerable improvement in learning speed compared to  the 14 
trials it took with y = 0.9 (see Figure 9). For -y = 1.0 the AEN ends i ~ p  with a positive evahatioo. GARIC 
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Figure 19: Highest and lowest points: initial (0.16, -0.02), first (0.4, -0.96), second (0.41, -0.42), third (0.23, -1.07). 
y = 0.9, h = 5, k = 50. Without use of SAM 

learns to control the system because of large reinforcements at failure. The AEN has not had time to learn 

Figure 12 shows four AEN mappings. Every next mapping is the result of a simulation that was started 
with the previously learned mapping. So the AEN was not initialized randomly before every simulation. The 
first simulation took 14 trials, the second took 6 trials, the third took 15 trials. The AEN does converge 
after every simulation, but it does not converge over all simulations. With every next simulation it changes 
the shape of the mapping. Not shown in the picture is that the output of the AEN has the same irregular 
behaviour at the beginning of every simulation as in Figure 6. The reason for this is that the AEN mapping 
at the end of the simulation is not the same as at the time GARIC has learned to control the system. On 
page 9 ure saw that, the AEN is changed during the period in which GARIC successfully control the system. 

Findly, we hsve dons several simdations in which we did use the SAM. In these simulations we let the 

to  evâ!Uate the states pper!y. 
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SAM change the recommended action of the ASN into an action F’(t) that was sent to the system. F’(t) was 
a gaussian random variable with mean F ( t )  and standard deviation u(t). u(t) was a function of the internal 
reinforcement T ( t ) ,  which was defined as 

~ - 

- T ( t )  + 0.2 i: 5 o 
0 . 2 . e - ~  + > O  u(+) = { 

We did not use the perturbation s in the learning equation for the ASN. All other parameters were the same 
as in the first simulation (Figure 6) in which it took 21  trials to learn to control the system. 
With u defined as above we have done six simulations. Every simulation was started with the same initial 
conditions. The numbers of trials needed were: 14, 20, 13, 16, 17, 19. The variation in these numbers is 
caused by the random character of the SAM. We see however that on average the numbei. of trials is less thaa 
the 21 it took without the use of the SAM. Increasing the standard deviation with a factor of two did not 
affect the results substantially: 18, 20, 13, 7, 15, 16 trials. 

5 Conclusions and recommendations 
GARIC is essentially different from other methods that tune membership functions. Most other methods use 
supervised learning methods to force the output of the fuzzy controller towards a desired one. GARIC learns 
from trial and error and tunes the membership functions globally. Other methods use fuzzy controllers in 
which every rule has its own consequent meiribership frinctioii. This irieanû thot there m e  as mmy corisrqreot 
labels as there are rules. With GARIC it is also possible to give every rule its own consequent membership 
function which results in local tuning. 

It is not clear to us why the internal reinforcement is introduced in the learning equation for the ASN. It 
is however essential. The reason for introducing the perturbation s is not clear to us either. It is desirable to 
investigate the exact reasons for introducing s and Tin the equation. Using the SAM to alter the recommended 
action does improve learning speed. 

It is still necessary to design a rule base for the controller. GARIC does not change rules. On one hand 
this may be a disadvantage, but if knowledge about the system to be controlled is available, it is possible to 
incorporate this knowledge in the controller in the initial design. It may be possible to use GARIC to change 
the weights of the connections that form the rules. This way GARIC could learn which rules are important 
and which are not. Because GARIC only updates membership functions which are active (see Appendix D), 
one can see which rules are never active, by looking at the consequent label parameters. If all parameters of a 
consequent are constant over the whole learning time, it is very likely that rules which have such label as their 
consequents are never active and therefore redundant. This indicates that the rule base should be changed. 

The accuracy with which the controller learns to control the system is completely determined by the user. 
As soon as the controller has learned to keep the system from failing, learning will stop and the controller will 
not become more accurate. 

GARIC is very sensitive to changes in learning rates and other parameters such 2s the discount parameter, 
the number of hidden nodes and the bias. It is difficult to find optimal values for these parameters. 

Besides the inverted pendulum, which is used in [5], GARIC is also able to learn to control the RT-robot 
successfully. It should be noted however that these two problems are very similar. Controlling the radius 
of the RT-robot is a simple problem. GARIC should be tried out on a more difficult problem. For example 
following a trajectory with a certain accuracy or following a trajectory with a flexible drive. 
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Fuzzy Sets and Fuzzy Controllers 

A.1 Fuzzy Theory 
Suppose we have a crisp (=non-fuzzy) set A defined on the universe of discourse X .  An element x of X either 
belongs to the set A or it does not. This means that there are only two possible membership values for z, 

The membership function ~ A ( z )  maps X to the set {O, l}, 

P A ( X )  : x {0,1}. 

Zadeh extended these crips sets to fuzzy sets. In fuzzy set theory the membership value is not limited to 
values {O, i}, but it can take any value in the interval [O, i]. So for a fuzzy set A 

P A ( x )  : x [o, 13. 

This meam that ar, element u of X c m  belong partia!!y to A. 
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By using fuzzy sets, we can use linguistic variables in a ’more natural’ way. A linguistic variable is a 
variable that can take linguistic values (such as hot, cold, short, long, etc.) Let us take the human length as 
an example: when is someone tall? If we were using crisp sets, we would have to define a certain length above 
which people are tall. No matter which point we choose, we will never find a right one; why is a person who 
is one millimeter shorter than the limit we chose not tall? If we use a fuzzy set for the linguistic value ’tall’, 
we can define its membership function as a monotonic non-decreasing function (see Figure 13). This means 
that someone who is one millimeter shorter than another person (in the range [1.80,1.95]), is a little less tall. 

- 

I 
U 

Figure 13: Linguistic expression ‘tall’ as a fuzzy set Figure 14: Membership fuctions for a measured variable. 
NE=negative, ZE=zero, PO=positive 

A.2 Fuzzy Logic Controllers 
A Fuzzy Logic Controller (FEC) is a controller that uses fuzzy logic to determine the input for a system. 
Fuzzy Logic Controllers use linguistic variables like we described in the previous section. A FLC operates in 
three steps: 

o fuzzification of input data, 

o rule matching, 

defuzzification. 

F’uzzification 
In the fuzzification phase the controller fuzzifies the measurements from the system. In the design of the 
controller we have defined a number of membership functions for each measured variable. Each membership 
function defines a fuzzy set for a linguistic value. These sets are also called labels. An example of such 
labels is given in Figure 14. After fuzzification the variable x can be Negative, Zero and Positive. Figure 14 
demonstrates that 2 can be both Negative an Zero at the same time, with different membership values p ~ , q ( z )  
and P Z E ( X ) .  

Rule matching 
A FLC has a rule base which contains information about what action should be taken when a certain combi- 
nation of the input variables appears. An example of a rule in the rule base is 

if X I  is Positive and 2 2  is Zero then y is Negative. 

Here we see that both the antecendent variables (21 and x 2 )  and the consequent variable (y) of a rule are 
fuzzy variables. During the rule matching phase, the rule base is checked to see which rules are active. If a 
r d e  is active, the= its ccnseqilerit is als9 ’activated’. This means that the consequent wil! contribute to the 
actual output of the controller. The degree of activation of a consequent is the conjuction of the membership 
values of its antecedents. Different conjunctions can be used. The most commonly used method is that of 
taking the minimum of all antecedent membership values (see Figure 15). Berenji [5] however, has introduced 
a softmin operator, which is defined as follows 

For E --f 08 the operator resu!ts in the min operator. For smaller values of IC (10 for example) the softminimum 
af two values is net t he  mininxm, but 2, vahe that !ies between the two arguments. The consequence for a 
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Figure 15: The firing strength of the consequent is the 
minimum of the membership values of the antecedents 

Figure 16: A membership function can be cut off at or 
multiplied by its activation 

Figure 17: Three membership functions put together in different ways. The middle function has a maximum of 1 (fully 
activated). (a) Maximum. (b) Added. (c) Added with a maximum of 1. 

FLC is that a rule can be active even though one of its antecedent variables has a membership value of zero 
(because softmin(0, a) # O). 

Defuzzificat ion 
After the controller has determined which rules are active, the consequents of these rules have to be combined 
to give a non-fuzzy output, that can be sent to the system. There are two ways of doing this. 

first combine, then defuzzify 

With this method all the activated consequent membership functions are joined to form one activation function 
for the output variable. This function can be seen as a fuzzy action. This fuzzy action has to be defuzzified 
to give a non-fuzzy output. A very frequently used defuzzification method is taking the center of gravity of 
the activation function. The non-fuzzy output y' is then 

There are different ways of combining the membership functions. The difference lies in the way the activation 
of each label is applied to the membership function and in the way the seperate membership functions are 
joined. Figure 16 shows that the activation can be used to simply cut off the membership function or it can 
be used as a multiplication factor. Figure 17 shows three different ways to  put the membership functions 
together. In figure (a) the maximum of all membership functions is taken at each point. In figure (b) the 
membership functions are added. In figure (c) they are also added, but this time with a maximum of 1. 

first defuzzify, then combine 

The second method first determines a real value for each output membership function and then combines 
these values to give one value that is sent to the system. 
Again there are several ways of defuzzufying each membership function and combining the non-fuzzy results. 
The center of gravity method can be used for defuzzification for example. To combine the results the mean 
can be taken. Berenji has introduced the Local Mean Of Maximum (LMOM) [5].  More about LMOM can be 
found in Appendix C. 
An advantage of these defuzzification methods is that they are less complex and hence can be calculated 
faster. 
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B Neural Network Theory 

B. l  Neural networks 

layer 1 layA 2 l a y 2 3  layer 4 

v U 

Figure 18: A neural network with four layers of neurons. 

A neural network is a network of connected neurons. It operates similarly to the human brain, but it has 
much less neurons and is much simpler. The most commonly seen networks have different layers of neurons. 
Connections only exist between neurons of different layers. Figure 18 shows such a network with four layers. 

An incoming signal passes the layers via the connections. Each connection has a weight that strengthens 
or weakens the signal passing through the connection. When a neuron receives a signal, it transmits another 
signal according io its neürona: fünction. The üüipüi signa: of iieiiron i in the j'th layer is 

with xj, the input signal to that neuron. It is possible to add an extra bias to each neuron. Equation (18) 
would then be yj, = F(xj, + bjt) .  

The neuronal function 3 i j  can be any function you wish. Commonly used functions are step functions 
(which are only positive for positive input values and zero or negative for negative input values), sigmoidal 
functions (either between -1 and 1 or O and 1) and linear functions. Normally all neurons in the same layer 
have the same neuronal function. 
The input to neuron i in layer j is the sum of all outputs from neurons in the preceeding layer multiplied by 
the weights, 

Neural networks can easily be represented by matrices. These matrices contain the weights between each pair 
of layers. A weight matrix between successive layers p and q takes the form 

Element wij corresponds to the weight of the connection between neuron j of layer p and neuron i of layer q. 
The input to the network and the output of each layer can be represented as vectors with as much elements 
as there are inputs or neurons. The output of layer p can be written as 

The output of layer q then becomes 
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B.2 Learning networks 
If we have % neurons iñ the input layer and m neurons in the output layer, then the neurai network is a 
mapping (or function) from R" to Rm. The shape of this function can be changed by changing the weights 
of the network. If we change these weights according to a certain method, a learning law, the network can 
learn a function. There are many methods to adjust the weights, but they can be devided in three categories, 
being 

- 

1. Supervised learning. 
This method assumes that for each input the desired output of the network is known. The desired output 
can be used to form an error measure which indicates the network's performance. Several learning laws 
can be used to minimize the error measure and thus maximize the performance. For example, we can 
train a network to learn a specific function by feeding it pairs of input and corresponding output data 
and minimizing the sum of squared errors over all data by using the backpropagation method [12] to 
adjust the weights. 

2. Unsupervised learning. 
With unsupervised learning we do not make demands on the outputs for each specific input, but we 
want the network to classify the input data. We can of course make demands on the number of classes. 

3. Reinforcement learning/Temporal Difference learning. 
In reinforcement learning there is no teacher who knows what the output should be, but the learning 
is not entirely unsupervised either; learning is supervised by a critic. This critic can indicate how good 
the performance of the network is by feeding it a reinforcement signal. The reinforcement signal can 
be positive and negative. A positive (negative) reinforcement means that the network performed well 
(poorly), so a reward (punishment) is given. 
In Temporal Difference (TD) learning the network learns from successive predictions. This method is 
applied to networks who's output depends on a series of inputs. Outputs of such a network to only 
part of the whole input series are merely predictions of the actual output. Instead of learning only after 
the actual outcome of a trial (by comparing the actual output to the disired output), the weights are 
updated after every prediction of the network. More about reinforcements learning and TD learning 
can be found in the main article and in [18] 

C Local Mean Of Maximum defuzzification 
LMOM defuzzification first defuzzifies and then combines the non-fuzzy results. The defuzzification is done 
with the inverse membership function p-'(w), which finds a real value for a membership value (firing strength) 
w (see Figure 19). For non-monotonic membership functions the inverse has to be defined by the user. For 
triangillar functions Berenji defines it as 

1 
2 (20) PL-l(w) = + -(SR - sL)(1 - w). 

with e, SR, SL the center, right spread and left spread of the function, respectively. 
Figure 19 shows that the inverse function defined by (20) 

is a straight line from the top of the triangle to the centre of 
the base. Using this straight line as a membership function 
produces the same resuit. in Îact in his ÂRiC architecture [4], 
which is similar to the GARIC architecture, Berenji uses only 
these Enear merribership functions. A k h ~ ü g h  it boks Eke he's 
has added something new by introducing a way to compute 
the inverse of a triangular function, he has not. Applying 

P ( 4  
I T )  

W ~ , , l . ~ ~  u 
-5R = 00 

&L-1 w 

5L % 
(20) to symmetric triangular functions leads to a constant 
value of the inverse. 

After crisp values have been determined for each label, 

Figure 19: LMOM defuzzification. Inverse of tri- 
angular membership functions. 

these values-are combined to result in one value, the controller output. The output is calculated as 
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with wr the firing strength of rule r .  
A label for the output variable, a node in layer 4: can be the consequent of several rules. When this is the 

case, the node receives different firing strengths and should produce different actions for each of these firing 
strengths. To overcome this problem the way in which the defuzzification is performed is sligtly changed, but 
will still give the same result. 

With Eq. (20) the terms of the numerator in (21) can be written as 

The output of node i in layer 4 is changed to the sum of terms wrp;l over all rules that have label i as their 
consequents. 

r=Con(i) 

We see that we simply sum the firing strengths of all rules with consequent label i. 
Equation (21) takes the sum over all the rule-nodes in layer 3. If we now take the sum of all outputs of 

the nodes in layer 4 instead, then we have the same result as the numerator of Eq. (21). With this we can 
calculate the force as 

D 
D.l Learning of the AEN 
We have a sequence of predictions Pt, which are a function of the input state gt and the network’s weight 
matrix. A supervised learning law would update the weights in a direction that minimizes some error measure. 
A frequently used error measure is the summed squared error. Suppose 

Learning equations for AEN and ASN 

1 
2 

Et = -(zt - Pt)2,  

with zt the desired output for input Et. 
Then the summed squared error is 

E = c E t .  
t 

We want to change the weights in a direction that minimizes E.  This leads to 

W + W - (Y * (Ow E ) .  

Here (Y is the learning rate. V w E  is the gradient of E with respect to the weights. 
From Eq. (25) we see that 

t 

We can calculate the contribution of each error Et to the change in the weights seperately, 

AWt = - .*(Vw&) 
= 4.t - Pt ) (VWW 
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After the whole sequence of inputs has been processed the weights are updated according to 

W + W + C A W t .  
t=l 

When dealing with a multi-step prediction problem the weights can be updated in this way too. The difference 
is that in this case there is no sequence of desired outputs zt, but only the actual outcome a. To be able to 
calculate all the errors, you would have to wait until the actual outcome becomes available and there would 
be no question of prediction anymore. 
The resulting change in W from Eq. (27) can also be achieved with an equation for AWt that can be computed 
incrementally. To achieve this we represent the error z - Pt as a sum of changes in predictions 

n 

k=t  

with Pn+l = z. 
Now eqs. (27) and (26) can be combined as 

r a n  n 

t=l  t=l  k=t  
n k  

t=l  k = l  

So the change at every time step to be used in Eq. (27) is 
t 

AWt = Q(Pt+1 - Pt) E v w P k  1 5 t 5 12, 
k = l  

with Pn+l = z .  
This incremental equation does not need the actual outcome at every step. It is known as the TD(1) procedure. 
Eq. (28) can be generalized to give the TD(X) procedure. This procedure computes the weight changes as 

t 

AWt = Q(Pt+l - Pt) C X t - k v w P k  1 5 t 5 12, (29) 
k = l  

with O 5 X 5 1 and Pn+l = z. 
With TD(X) the effect of the weight on more recent predictions is more important. 

is used. 
The AEN uses the TD(0) procedure to update its weights. So only the effect on the most recent prediction 

AWt = &(Pt+l - Pt)VwPt W = {A,  B ,  C} .  (30) 
When we compare Eq. (30) with Eq. (26) we see that the only difference is that Eq. (30)  uses Pt+1 where 
Eq. (26) uses zt .  So TD(0) does not use the actual outcome z of the multi-step prediction problem, because z 
is not available. Instead, it uses the most recent prediction of z ,  Pt+1. When z does become available, it does 
not use a prediction, but the actual signal. Because Pn+l = z.  
For the GARIC architecture we want to update the weights immediatly instead of saving up every AWt. 

We want to use the change in prediction due to changes in the state only. Therefore the weights are kept 
c~nstazt when we ca!cc!zte the predictions. Note that e coiddn’t use Wt+i if we wanted to, because it’s not 
available yet. The general learning law then has the following form 

Wt+l = Wt + Q ( W ( W t , Z t + l )  - .(Wt, Z t ) )  VwV(Wt, Z t )  

Wt + Q ( v ( t ,  t + 1) - w(t, t ) )  Vwv(t ,  t )  = 
Next we will derive the specific learning laws for the weights in A, B en C. 
For convenience we will repeat equations (2) and (4) for the AEN. 
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h 

The learning law for weights bi (weight matrix B) according to (31) is 

dv( t ,  t )  bi ( t  + 1) = b i ( t )  + p b  ( v ( t ,  t + 1) - v(t, t ) )  

b i ( t )  + p b  (v ( t ,  t + 1) - v( t ,  t ) )  zi(t). = 

Here /3b is the learning rate. 
The learning law for ci (weight matrix C) is derived similarly 

8 4 ,  t )  
C i ( t )  + p c  (v( t ,  t + 1) - v( t ,  t ) )  - 

dC,  

+ P c  (v ( t ,  t + 1) - v( t ,  t ) )  Y&, t )  

C i ( t  + 1) = 

= 

For weights uij (weight matrix A) Eq. (31) becomes 

1 If g(s) = - then 

so 

D.2 Learning of the ASN 
In this section the derivative of F with respect, to parameter pi for triangular nlembership filnctions wi!l be 
determined. These membership functions are defined by three parameters: the center c, the right spread SR 
and the left spread SL (see Figure 19). pi can be any of these parameters of the i’th label in layer 2 or layer 4. 
For the force F Eq. (1) holds 

with z,(w,.) = rypl(w,.> = c+ ~ ( s ~ - s ~ ) ( l - w ~ ) ,  the inverse ofthe membership function that is the consequent 
of rule T .  

-With this we can compie the derivative of F with respect to  any of the three parameters of the i’th 
consequent label (in the fourth layer), 

The sum over T = con(pi) means that we take the sum over all rules that have label i âs their consequent. We 
could take the sum over all rules, but since % = O for rules T that do not have label i as consequent, this is 
unnecessary. Eq. (35) shows that only consequent labels which are active (i.e. which receive signals w, f C 
from one or more rule nodes), are updated. 
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If rule T has label i as its consequent then the derivatives for the three label parameters are 

8%' - = 1  aci 
32,. 1 - -  - ; ( I - " ' )  asRI 
- -  azr - - - ( 1 - w r )  1 
asLi 2 

For the antecedent labels (in the second layer) the computation is a little more complex. The derivative 
f i ~ m  F to parameters of the i'th antecedent labe! is 

r 1 

Here pi(") is the membership value of 2 for the i'th antecedent label. 
Again we do not take the sum over all rules, because $ = O when rule r does not have label i as one of its 
antecedents. We take the sum over all rules that have label i as one of their antecedents ( r  = Ant(pi)). 
With (34) we find 

1 with &(Wr)  = 2 = -&i% - SL). 
The derivative of w,. with respect to pi depends on which conjuction is used at the third layer. When using 

the popular minimum operator the derivative is 

Our triangular membership functions have the following form 

1 - t E [c, c+  SR] 
2 E [ C - - S L , C ]  

O otherwise. 

This yields for the derivatives with respect to  the three parameters 

2 E [ C , C + S R ]  

2 E [c- S L , C ]  OL otherwise, 
(43) 

From Eq. 39 we see that labels which are not active (i.e. pi(.) = O), are not updated since % = O for these 
labels. 
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