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A B S T R A C T

A lot of work has already been done on efficient algorithms on (grid)
graphs. Minimum Spanning Tree and shortest paths calculations are
two well-known problems in this area. When using large graphs, I/O
efficiency comes into play. In the last couple of years more and more
algorithms that take this into account are presented.

In the last five years General Purpose GPU computing, and in par-
ticular Nvidia’s CUDA, has gotten a lot of attention. By using the
GPU to do complex and / or computationally hard calculations, one
can speed up some algorithms a lot. However, not all algorithms can
be run efficiently on a GPU.

In this thesis we try to combine the ideas behind I/O efficient grid
graph algorithms with CUDA; we try to create I/O efficient GPU-
optimized algorithms for calculating the Minimum Spanning Tree
and shortest paths in a grid graph. We compare the speed results
obtained by these algorithms to their well-known CPU counterparts,
both the practical running time as well as the theoretical running time
(big-O notation). We will see that this can give quite an improvement
over the CPU version. We will also see that making efficient GPU al-
gorithms requires quite some work for the programmer and that GPU
algorithms are limited in what they can do. Furthermore, we will see
that making I/O efficient algorithms also has its downfalls, like the
available memory and the concurrency that is possible.
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Part I

I N T R O D U C T I O N





1
I N T R O D U C T I O N

Graphs are a big subject in algorithm research. A graph is basically
a set of vertices connected with a set of edges. More specifically, a
graph is a tuple G = (V ,E), where V is a set of vertices. A common
way to represent V is by using natural numbers starting from 0 or
1 and going up. So in a graph with n vertices, the vertices are num-
bers 0, 1, . . . ,n− 1 or 1, 2, . . . ,n. The edges E are a subset of tuples
of vertices: E ⊆ (V × V). Graphs can appear in all kinds of “shapes”:
undirected (an edge from a to b is the same as an edge form b to a) /
directed (the edges (a,b) and (b,a) are different and it is possible to
only have one), weighted (all edges have some kind of weight / label,
so E ⊆ (V × V ×X) for some set X), trees, etc. A lot of algorithms are
known for graphs. Some problems have multiple (useful) algorithms,
all with different restrictions on the input.

1.1 graph problems studied in this thesis

In this master’s thesis we will discuss two graph problems, namely
MST and SSSP. We will now shortly explain both of them and some
traditional algorithms used to solve these problems. Note that these
algorithms are not I/O efficient yet.

1.1.1 MST

One well-known problem on graphs is calculating a Minimum Span-
ning tree (MST). MST algorithms operate on a weighted, connected,
undirected graph. A tree is a graph where each pair of vertices is
connected with only one (simple) path (a list of connected edges). A
spanning tree is a tree which contains all vertices. A spanning tree is
minimum if and only if the sum of the weights of all edges in the
spanning tree is less than or equal to the total weight of every other
spanning tree of that graph.

Two algorithms for MST are commonly used, namely Prim’s Al-
gorithm and Kruskal’s Algorithm. These algorithms are explained in
depth by Cormen et al. [6, p. 482-486], but we’ll discuss them shortly
here.

Prim’s Algorithm basically keeps track of a set A of edges. The edges
in this set form a single tree. Every iteration, the algorithm adds an
edge e = (v1, v2) to A, such that v1 is in the vertices that are contained
in A and v2 is not. If multiple of these edges exists, it will choose
one of them with the lowest weight. Prim’s algorithm does not have

3



4 introduction

any restrictions on the set of weightw, i. e. they can also be negative.
Using an adjacency matrix to store the edges the running time of this
algorithm is O(V2), but by using an adjacency list and a binary heap
to search for the correct edge this can be brought down to O(E logV).

Kruskal’s Algorithm works differently. It keeps track of a forest F and
a set S. Initially F contains all vertices but no edges (i. e. all vertices are
a separate tree) and S contains all edges in G. It then takes an edge
with minimum weight from S. If this edge connects two different
trees in F, then it will be added to F. Otherwise the edge will be
discarded. This is repeated until S is empty. The total running time
for this algorithm in O(E logV). Kruskal’s algorithm also allows for
negative edge weights.

1.1.2 SSSP

Another problem on graphs is how to calculate the shortest path from
one vertex to another. Two different kinds of problems are common.
One is to calculate the distance between each pair of vertices, also
known as the All-Pairs Shortest Paths (APSP) problem. The other one,
which will be discussed here, is to calculate the distance from one ver-
tex to all (other) vertices. This is known as the Single-Source Shortest
Paths (SSSP) problem.

The most well-known algorithm that solves the SSSP problem is
Dijkstra’s Algorithm, as explained by Dijkstra [9]. This algorithm as-
sumes the weights of all edges are non-negative1. The basic idea of
this algorithm is as follows:

1. Each vertex gets a “tentative” distance. The source vertex has
tentative distance 0 and the other vertices have tentative dis-
tance ∞.

2. All vertices are marked as unvisited and the source vertex is
marked as current.

3. For the current vertex, take all unvisited neighbors and update
their tentative distance by adding the tentative distance of the
current vertex to the weight of the edge between the two ver-
tices. The new tentative distance will be the minimum of the
old one and the newly calculated one.

4. When all neighbors of the current vertex are processed, mark
the current vertex as visited. The distance for this vertex is now
final.

5. When the set of unvisited vertices is empty or when the smallest
tentative distance in the unvisited set is ∞ then stop.

1 For graphs with negative edge weights, one can use the Bellman-Ford Algorithm, as
explained by Cormen et al. [6, p. 498-500] in detail
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6. The unvisited vertex with the smallest tentative distance is now
marked as the current vertex. Return to step 3.

1.2 grid graphs

In this thesis we will not consider all graphs, but so called grid graphs:

Definition 1 A grid graph is a graph in which the vertices are laid
out on an evenly-spaced grid. Vertices are connected with either their
(at most) four neighbors (north, east, south, west) or their eight neigh-
bors (north, north-east, east, south-east, south, south-west, west, north-
west). Vertices on the “edge” of the graph are connected to less ver-
tices (i. e. the graph does not “wrap around”).

Figure 1.1 shows both a grid graph where each vertex has four
neighbors (Figure 1.1a) and a grid graph where each vertex has eight
neighbors (Figure 1.1b). Figure 1.1a shows how we number the ver-
tices (that is from left to right and then from top to bottom, also
known as “row-major order”) in this thesis. For the sake of simplicity
this thesis assumes the width and height of the grid graphs we use
are the same and are both a power of two2.

1 2 3 4 5 6 7

8 9

16

56 57 63

0

Width / number of columns: 8

H
ei
gh

t
/
n
u
m
b
er

of
ro
w
s:

8

(a) With four neighbors and identifiers (b) With eight neighbors

Figure 1.1: Two grid graphs

Another assumption we make about the input graphs is that all
the weights are non-negative. For our algorithms it does not matter
whether each vertex is connected to all eight neighbors or only to four
of them.

1.3 z-order

Grids are usually stored in one of three ways. This can be in row-
major order (Figure 1.2a) or in column-major order (Figure 1.2b). A

2 We will later see why this is simpler. However, it is not really hard to generalize the
given ideas.
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third way to store a grid is using the so called z-order. In z-order the
binary representations of the x- and y-coordinates are “interleaved”.
This gives a result as in Figures 1.2c, 1.2d and 1.2e. As can be seen,
this resembles a lot of z’s, hence the name z-order. To go from x- and
y-coordinates to z-coordinates, one interleaves the bits of the x- and
y-coordinates. To go from z-coordinates back to x- and y-coordinates,
simply do the reverse. Figure 1.2f shows this visually.

(a) Row-major order (b) Column-major order

(c) z-order, highest level (d) z-order, middle level

(e) z-order, lowest level

x:
0 1 2 3 4 5 6 7

000 001 010 011 100 101 110 111
y: 0
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(f) Calculating index in z-order from x-
and y-coordinate

Figure 1.2: Different ways to store grids
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1.4 about i/o efficiency

Normally the CPU running time (number of operations on the CPU)
is used to present the theoretical speed of algorithms. However, if the
(input) data is too big to fit in the main memory of a computer, the
computer will start swapping data. Swapping means that data from
the main memory is stored on the hard disk and so other data can
be stored in main memory. Computers usually do this in a least re-
cently used way: evict blocks (a block is a number of consecutive bytes
of memory and has a fixed size per machine) that were used least
recently, because it is proven that if an optimal replacement strategy
makes T memory transfers, then a least recently used approach makes
at most 2T memory transfers. See also the article by Sleator and Tar-
jan [17] for a proof of this. An online policy is a policy that decides
which blocks to evict by only knowing which blocks where accessed
in the past and when.

However because hard disks are a lot slower than main memory,
this means that in order to give useful information about algorithms
on large datasets, one also needs to take into account how many I/O-
operations (an I/O-operation is reading a block from a hard disk to
the main memory or writing a block from main memory to a hard
disk) a computer performs while running the algorithm. Therefore, it
is desired to also provide I/O-bounds for algorithms that act on big
data. The Big-O notation is used for this, just like for CPU running
times.

In I/O analysis two units are important. M is the total size of the
main memory and B is the size of a block on the hard disk. There are
two kinds of I/O models: cache-aware and cache-oblivious. Cache-aware
algorithms know M and B and can use that information in their al-
gorithms. Cache-oblivious algorithms do not know these values, but
they can of course be used in the analysis of the number of I/O op-
erations. Aggarwal et al. [1] describe the cache-aware algorithm and
Frigo et al. [10] describe the cache-oblivious model.

1.5 about the dataset

The dataset used in this thesis is of the Neuse Watershed in North
Carolina, USA. The dataset contains elevation levels and three differ-
ent resolutions of these elevation levels are available. Table 1.1 shows
the different resolutions and the number of sample points in each file.
The 40 feet resolution dataset is used mostly, because that dataset is
already big enough to give nice experimentation results.
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resolution sample sample total

points points sample

(horizontal) (vertical) points

40 feet 17.630 12.555 221.344.650

20 feet 35.260 25.110 885.378.600

10 feet 70.520 50.220 3.541.514.400

Table 1.1: Number of vertices per resolution

1.5.1 Converting the dataset

The dataset is provided in ASCII-files in the format listed in List-
ing 1.1. This is not ideal for a couple of reasons:

• The files are in ASCII format, meaning that they are just plain
text. This requires more effort to read. One can not simply mem-
ory map the file to an array.

• There are negative numbers in the file, namely the ones which
are unknown.

• The first six lines are different from the rest and this makes it
harder to read.

• The file is in row-major order. Because we are later going to
read the file in square blocks (i. e. the width and the height of
the blocks are the same) we would prefer z-order, because in
that way the blocks are stored contiguous on disk.

• The width and height of the input are not the same and are not
a power of two.

1 north: 965200

2 south: 463000

3 east: 2636900

4 west: 1931700

5 rows: [r: number of rows]

6 cols: [c: number of columns]

7 r rows with c decimal numbers between 0.0 and 1000.0, or -9999.0

if the number is not known. Numbers are separated by a space

Listing 1.1: The dataset format

Because of these reasons, we first wrote a little helper program that
converts this file format to a different file format:

• The numbers are stored in z-order.
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resolution binary filesize

40 feet 2,15 GB

20 feet 8,59 GB

10 feet 34,36 GB

Table 1.2: Filesizes of the different resolutions

• All negative values are set to 0 and all numbers are rounded to
the nearest integer.

• The width and height are rounded to the nearest number that
is at least as big as the maximum of both and is a power of two
(all added values are set to 0).

• The file is stored in a binary format, i. e. we memory map a new
file and just use it as an array.

Because of the fact that we add quite some values (because we want
to make the width and height a power of two) the file sizes do not
really shrink, but this new format is easier and faster to work with.
Filesizes of the different resolutions can be found in Table 1.2.

Note that this dataset only has a value per vertex and not per edge.
For the weight of an edge (vi, vj) we will use max(val(i), val(j)) for
the MST algorithm and abs(val(i) − val(j)) for the SSSP algorithm,
where val(k) (for 0 6 k < N) is the value of vertex vk.

1.6 about the hardware used

The hardware used in this thesis is the following:

• Apple Macbook Pro.

• Intel Core i7 dual core processor with a speed of 2.66 GHz.

• 4 GB of DDR3 RAM.

• A 128 GB intel solid state disk to store the operating system and
the applications.

• A 500 GB hard disk to store all the data used in the computa-
tions.

• A Nvidia GeForce GT 330M mobile graphics card with 512 MB
of memory and 6 multiprocessors each having 8 cores (this card
supports CUDA capability 1.2).

Note that we allowed the algorithms to use as much memory as they
needed. When comparing the I/O efficient SSSP algorithms, we used
a different system where we can limit the memory:
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• An AMD Sempron 140 Processor at 800 Mhz.

• 238 MB of main memory, of which approximately 128 MB is
usable for applications.

• A 1 TB hard disk.

We could not limit the memory on the original system, because that
system was running Mac OS X and that operating system did not
allow us to do so3.

1.7 related work

More work has already been done on I/O efficient algorithms on
(grid) graphs. Hazel et al. [14] looked at solving a problem similar
to the SSSP problem using the open source Geographic information
systems (GIS) system GRASS. Instead of having one source vertex, they
had many source vertices and wanted to know the distance to the
closest one. They also looked at how to speed up this algorithm by
using a distributed computer network. Their solution allows to com-
pute solutions online, i. e. it is possible to change the source vertices
without needing to recompute everything.

In the last years more work has been done on I/O efficient algo-
rithms and data structures, both in theoretical and practical sense.Arge
[4] show an overview of some external memory data structures like
B-trees and buffer trees. They also show some algorithms using these
data structures, like planar point location and range searching. Vitter
[18] gives a nice introduction to the I/O efficient algorithms field by
explaining the terminology and some algorithms like sorting, string
algorithms and I/O efficient geometric algorithms.

Kumar and Schwabe [16] show an I/O efficient algorithm that

needs O
(
V +

E

B
log(V)

)
I/O’s for solving the SSSP problem on a gen-

eral undirected graph. For some types of graphs, like planar and grid

graphs, algorithms with O
(
V

B
logM

B
(
V

B
)

)
I/O operations are known,

see for example Arge et al. [3] and Chiang et al. [5].
I/O efficient external memory algorithms for finding a MST are also

known. Dementiev et al. [8] present a simple algorithm to find a MST

and show that its I/O complexity is O
(
E

B
logM

B

(
E

B

)⌈
log
(
V

M

)⌉)
.

They also show that
V

M
6 16 on a well balanced machine and they

show that in sparse graphs the I/O complexity of their algorithm is

O

(
E

B
logM

B

(
E

B

))
.

3 We tried installing Linux on it, but this did not succeed. Therefore we decided to use
a different machine when we needed to limit the memory.
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1.8 general purpose gpu computing

The last few years General Purpose Computing on Graphics Process-
ing Units (GPGPU) is becoming more popular. Traditionally GPU’s
were only used for computer graphics. The GPU had a specific pipeline
which determined how computations are performed. However, with
newer GPU’s developers can program the GPU more generally. This
can be very useful, because GPU’s generally have many more proces-
sor cores in them than normal CPU’s.

Running a normal CPU algorithm on the GPU would not be useful,
because those algorithms are mainly sequential. Even if it was desired
some restrictions would apply:

• The cores of the GPU are divided in groups. The cores in each
group all perform the same operation at the same time, i. e. they
run in lock-step. However, those operations can be performed
on different data elements per thread. A thread in the sense of
GPGPU computing is quite the same as a thread on a CPU: it is
a sequence of instruction that can be managed independently.

• It is important to run some operations atomically. For example
if different threads read from and write to the same memory
address, this should be done one at a time. GPGPU frameworks
normally support this with some atomic operations (such as
min, max, add, etc.), but not on all data types. Furthermore,
this will slow down the running time of the program, because
threads need to wait for each other. Although it seems that the
fact that GPU’s run in lock-step prohibits atomic operations
within a group, this is possible. The exact implementation is
not known to us.

• Because the GPU has its own memory, all data required on the
GPU needs to be copied there. This operation is pretty slow
and should be avoided as much as possible. If the data is later
needed on the CPU again it needs to be copied back.

• The GPU has different kinds of memory (per processor cache,
global memory, etc.) which all have advantages and disadvan-
tages. Using the right memory type can make a big difference
in performance.

• GPU’s are generally not that good with floating point numbers,
so these should be avoided as much as possible.

1.8.1 Nvidia CUDA

Nvidia’s Compute Unified Device Architecture (CUDA)4 is a GPGPU
framework developed by Nvidia. It allows developers to write their

4 http://www.Nvidia.com/object/cuda_home_new.html

http://www.Nvidia.com/object/cuda_home_new.html
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code in “C for CUDA”, which is normal C with some extensions and
restrictions to allow for running code on a Nvidia GPU. Advantages
over other GPGPU frameworks are that CUDA allows shared memory
access, has support for integer and bit operations and allows reading
from arbitrary addresses in memory. Some limitations also apply, the
biggest one of course being that CUDA is only supported on Nvidia
GPU’s and not on AMD, Intel or other GPU’s. Open Computing Lan-
guage (OpenCL)5 overcomes this issue, but is generally a bit harder
to work with. Another limitation is that recursion is not allowed in
CUDA. All Nvidia GPU’s form the G8x series onward support CUDA,
but some features are only supported by newer cards.

A small CUDA program can be found in Listing 1.2. This sim-
ple program takes an array and squares each element. This exam-
ple is copied from http://llpanorama.wordpress.com/2008/05/21/

my-first-cuda-program/.

1 #include " stdafx .h"
2 #include <stdio.h>

3 #include <cuda.h>

4

5 // Kernel that executes on the CUDA device

6
__global__ void square_array(float *a, int N) {

7 int idx = blockIdx.x * blockDim.x + threadIdx.x;

8 if (idx<N) a[idx] = a[idx] * a[idx];

9 }

10

11 // main routine that executes on the host

12 int main(void) {

13 float *a_h, *a_d; // Pointer to host & device arrays

14 const int N = 10; // Number of elements in arrays

15 size_t size = N * sizeof(float);

16 a_h = (float *)malloc(size); // Allocate array on host

17 cudaMalloc((void **) &a_d, size); // Allocate array on device

18 // Initialize host array and copy it to CUDA device

19 for (int i=0; i<N; i++) a_h[i] = (float)i;

20 cudaMemcpy(a_d, a_h, size, cudaMemcpyHostToDevice);

21 // Do calculation on device:

22 int block_size = 4;

23 int n_blocks = N/block_size + (N%block_size == 0 ? 0:1);

24 square_array <<< n_blocks, block_size >>> (a_d, N);

25 // Retrieve result from device and store it in host array

26 cudaMemcpy(a_h, a_d, sizeof(float)*N, cudaMemcpyDeviceToHost);

27 // Print results

28 for (int i=0; i<N; i++) printf("%d %f\n", i, a_h[i]);

29 // Cleanup

30 free(a_h); cudaFree(a_d);

31 }

Listing 1.2: A simple CUDA program

5 http://www.khronos.org/opencl/

http://llpanorama.wordpress.com/2008/05/21/my-first-cuda-program/
http://llpanorama.wordpress.com/2008/05/21/my-first-cuda-program/
http://www.khronos.org/opencl/
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1.9 theoretical analysis

Although it is interesting to see how algorithms perform in practice, it
is even more important to know their theoretical bounds. One wants
to be able to bound several aspect of an algorithm: the running time,
the space complexity and, in some cases, the I/O efficiency.

One can use the Big-O notation for these bounds. Let f(x) and g(x) be
some functions. We say

f(x) = O(g(x))

if and only if there is some c > 0 and some x0 such that

f(x) 6 c · g(x) for all x > x0

One can use this to upper-bound a function with some other function.
Similar notations exists for lower bounds (f(x) = Ω(g(x))) and both
upper and lower bound (f(x) = Θ(g(x))).

We will use this notation to bound aspects of the algorithms used
in this thesis. We want to bound three things:

• The running time.

• The space complexity (i. e. the total memory used by this al-
gorithm, including both disk and main memory). We are also
interested in the memory used on the GPU.

• The I/O efficiency, i. e. the number of I/O operations.

To be able to do this, we need some parameters which we can use
to denote some input variables. Recall from Section 1.4 a hard disk is
split up in blocks which needs to be read from and written to at once.
We use the following parameters in this thesis:

N The total number of vertices. Normally written as V or |V |, but
we use N, because in our case E = O(V), i. e. the number of
edges is asymptotically the same as the number of vertices.

M The total size of the main memory. Note that we assume that
M > c · B2 for some constant c, i. e. the main memory is big
enough; this is called the tall-cache assumption (see Demaine [7]).

B The size of one block on the hard disk, i. e. the minimal size of
data that can be read from / written to a hard disk.

G The total size of the GPU memory.

T The total number of threads available on the GPU to run algo-
rithms concurrently.

C The size of one GPU block, i. e. the number of vertices in one
block as it is passed to the GPU.
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When talking about I/O efficiency, some shorthands are often used.
One writes scan(N) to denote the number of I/O operations required

to scan a file of size N; scan(N) = Θ(
N

B
). Furthermore, one writes

sort(N) to denote the number of I/O operations required to sort a

(contiguous) file of size N; sort(N) = Θ(
N

B
logM/B(

N

B
)). Demaine [7]

show these algorithms.
We assume the input files are stored in z− order on disk. An al-

gorithm to convert from row-major or column-major order to z-order
exists and requires O(scan(N)) I/O’s and runs in O(N) time with a
space complexity of O(N) (when assuming a tall-cache) as shown by
Haverkort and Janssen [13].



Part II

M I N I M U M S PA N N I N G T R E E





2
I / O E F F I C I E N T M S T O N G R I D G R A P H S U S I N G T H E
C P U

Haverkort [12] showed an easy way to compute a MST on a grid graph
in an I/O efficient way. To understand what happens, we first need
to know how to divide a graph in subgraphs. For this, we use the as-
sumption that both the width and height of a graph are the same size
and a power of two. We will call the level of a block (or cluster) a num-
ber h such that the width and height of that block are 2h. Figure 2.1
shows levels 3, 2, 1 and 0 of a graph of total width 8. The red ver-
tices in each figure denote the boundary vertices. The black lines are
the edges belonging to a sub-block. The blue lines (those connect two
boundary vertices) will be called the separator edges. The subgraphs
of a block are the four blocks that are one level deeper than this block
and contain all vertices and edges in that block.

(a) Blocks at level 3 (b) Blocks at level 2

(c) Blocks at level 1 (d) Blocks at level 0

Figure 2.1: Dividing blocks into subgraphs

17
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Three observations are used to make the algorithm fast (see the
appendices of Haverkort [12] for proofs):

Observation 2 If one has MST’s of the four sub-blocks of a block and
adds all edges in between the blocks (the blue ones in Figure 2.1),
then calculating the MST of this will also give a MST of the whole
block.

Observation 3 All branches in the MST of a sub-block that do not
contain vertices on the boundary (the red ones in Figure 2.1) must
be completely contained in the MST of the bigger block. We can thus
safely store these dead ends in a separate file. We don’t need them to
calculate MST’s of bigger blocks. Later on, we can add them in again.

Observation 4 Let γ be a path v0, v1, . . . . , vk in a sub-block such that
all vertices vi with 0 < i < k are not a boundary vertex and have
degree 2 (after removing dead ends). In the intersection of the MST of
the super-block of this block and this sub-block itself, all the vertices
along γ must be connected to either v0 or vk, so at most one edge of
this path will be removed. We can replace γ with one edge (v0, vk)
with weight max06i<kweight(vi, vi+1). When computing the MST of
the merged blocks we thus only need to check whether the whole
path γ would be added to the MST by checking if the edge (v0, vk) is
in the MST. If so, we add all edges of the path γ again. If not, we add
all edges of γ except one with maximum weight.

These observations give us the following idea to compute the MST

in a I/O efficient way. Start with the clusters of level h = 0 and work
your way “up” the clusters. For each level, retrieve the MST’s of the
four sub-blocks (except for the lowest level of course). We add all
edges in between these four blocks and compute the MST of this graph.
We then remove the dead ends and collapse paths as described above,
save the results and move on to the next level. Figure 2.2 shows these
steps.

When all levels are processed we work in the opposite direction to
add back the dead ends and expand the paths again, until all levels
are processed.

2.1 theoretical analysis

Haverkort [12] shows that this algorithm runs in O(scan(N)) I/O’s.
Now let us look at the running time of this algorithm. Comput-

ing a MST of a grid graph of size N can be done in O(N logN) time.
Contracting paths and removing dead ends both require O(N) time,
because we look at each vertex and edge at most once. After con-
tracting paths and removing dead ends in a complete cluster of size
C, only O(

√
C) vertices (and edges) remain; namely the vertices on

the boundary of a cluster and a maximal of O(
√
C) vertices in the
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(a) The MST’s of the sub-blocks (b) MST’s with dead ends removed and
paths collapsed

(c) Adding the separator edges (d) The MST of the merged blocks

(e) MST of merged blocks without dead
ends and with paths collapsed

Figure 2.2: Dividing blocks into subgraphs
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interior that connect the vertices on the boundary. Of course, in to-
tal log(

√
N) levels exists in the cluster-hierarchy. The lowest level re-

quires O(N) time, because we only have a constant time per vertex.
After that, each cluster in level h only has O(2h) vertices (because
we removed dead ends and contracted internal paths) and thus only
requires O(2h log 2h) = O(h× 2h) time. The total running time for
this algorithm is thus

O (N) +

log2(
√
N)∑

h=1

(
N

4h
×O

(
h× 2h

))

= O (N) +N×
log2(

√
N)∑

h=1

O

(
h

2h

)

Since
log2(

√
N)∑

h=1

(
h

2h

)
is bounded by a geometric series its sum is

bounded by some constant. Therefore we can conclude that the above
is equal to:

O (N) +O (N)×
log2(

√
N)∑

h=1

(
h

2h

)
= O (N) +O(N)×O(1)
= O (N)

Now for the space complexity. The number of edges and vertices
stored on each level is N

4h ×O(2h). Since

O

log2 (
√
N)∑

h=0

(
N

4h
× 2h

) = O(N)

the total space complexity for this algorithm is O(N).
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G P U - O P T I M I Z E D V E R S I O N O F M S T

The algorithm described in Section 2 is I/O efficient, but can not be
run on the GPU as is. Although the algorithm splits up the input in
blocks, which is also something we want for the GPU, the normal
MST algorithms are not really made for the GPU, because they do not
support concurrency. In this chapter we will look at a MST algorithm
that can be run on the GPU and how we optimized it so that it is
much faster than the MST algorithm on the CPU. Note that there is a
restriction on the input, namely that the dimensions and the precision
of the weights are bounded by a specific value. We will later see what
this value is and why this is the case.

3.1 basic idea

An algorithm to calculate the MST of a graph on the GPU is presented
by Harish et al. [11]. We will first explain the algorithm and later, in
Algorithm 1, show the corresponding pseudocode.

The algorithm uses the notion of a supervertex. A supervertex is ba-
sically a set of vertices that act as one vertex. The paper by Harish
et al. [11] uses colors to represent supervertices. During each itera-
tion of the algorithm a supervertex finds a minimal outgoing edge to
another supervertex. These supervertices are then merged.

Because during these iterations it is possible that cycles occur, Har-
ish et al. [11] detects them afterwards and removes then again. They
find these cycles by assigning degrees to supervertices (i. e. counting
the number of outgoing edges of each supervertex). Afterwards they
iteratively 1-degree supervertices, until only higher degree superver-
tices remain. The supervertices that remain contain cycles. Because
cycles always happen between pairs of supervertices (i. e. a cycle does
not happen between more than two supervertices), now one of two
edges per cycle needs to be removed. One is chosen arbitrarily, be-
cause they have both the same weight thus it does not matter which
one is chosen.

We will optimize the algorithm in parts, so that we can see what
happens to the speed with each optimization. We will start by replac-
ing the calculation of the block-MST’s of the algorithm described in
Section 2 with Algorithm 1. However, the algorithm from Section 2

starts with blocks at level 0 and we want to use bigger blocks on the
GPU. Therefore we will not start at level 0, but at a higher level, such
that big blocks are calculated on the GPU.

21
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However, we can get rid of a big part of the algorithm by Harish
et al. [11], namely the part about detecting and fixing cycles. We want
to make sure we don’t create any cycles. That means that if a super-
vertex sv1 chooses an edge (a,b) (where a and b are vertices, not
supervertices) to another supervertex sv2 and sv2 chooses an edge
(c,d) to sv1, we want to make sure that a = d∧b = c. We can do this
pretty easy. Each vertex in a supervertex chooses its outgoing edge
using the following checks:

1. First, take only the edges which end in another supervertex. If
there no such edges, don’t choose any at all and skip this vertex.

2. If multiple edges remain, choose only the edges with minimal
weight.

3. If multiple edges still remain, choose the edge which endpoint
has the minimal index. Note that we look at the endpoint of
the edge not in the current supervertex, as the endpoint in the
current supervertex is always the same for a specific vertex. This
can be only one edge. Note that we number vertices in row-
major order.

Now we have a set of possible edges per supervertex (because each
vertex in a supervertex possibly chooses an edge). We choose the one
to put in the MST as follows:

1. First, choose edges with minimal weight.

2. If multiple edges remain, take only the edges with lowest mini-
mal index of its endpoints.

3. If multiple edges still remain, take only the edge with minimal
direction. We store the direction of an edge as a number. Fig-
ure 3.1 shows how we number the edges. Note that by using
this numbering, edges to lower indices always get picked be-
fore edges to higher numbers. We use the direction from the
lowest endpoint to the highest endpoint.

Because there is only 1 edge between each pair of vertices this edge
will be unique and both supervertices will choose the same edge. To
prove this, we will first prove that a cycle can not happen between
more than two supervertices. Let A,B,C be (different) supervertices
and a,b, c,d, e, f be vertices. Assume supervertex A chooses an edge
(a,b) to supervertex B, supervertex B chooses an edge (c,d) to su-
pervertex C and supervertex C chooses an edge (e, f) to supervertex
A (thus forming a cycle). This means that the weights of the three
edges must be the same, because if the weight of one of the edges
would be higher, that edge would not be chosen (but an edge with
lower weight). So that means that either the minimal indices per ver-
tex should be different, or that the minimal indices are the same, but
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0 1 2

3 4

5 6 7

Figure 3.1: Numbering the direction of an edge

the directions of the vertices are different. If the minimal indices are
the same, then that means that the edges point to the same vertex
and thus the same supervertex. But we assumed that A,B and C were
different, so this can not happen. Now assume the minimal indices
are different. For supervertex A to choose edge (a,b) and not (e, f),
it must hold that min(a,b) 6 min(e, f). But likewise it also holds
that min(c,d) 6 min(a,b) and min(e, f) 6 min(c,d). This means
min(a,b) = min(c,d) = min(e, f), and thus the endpoints are the
same. This proves that a cycle can not happen between more than
two supervertices.

Now lets look at a cycle between two supervertices. Let A,B be su-
pervertices and a,b, c,d be vertices. Assume a,d are in supervertex A
and b, c are in supervertex B. Assume supervertex A chooses the edge
(a,b) to supervertex B and supervertex B chooses the edge (c,d) to
supervertex A. Now the weights of (a,b) and (c,d) must be the same
again. So again two things can happen: the minimal index of a,b is
different from the minimal index of c,d or the minimal indices are
the same and the direction is different. First assume the minimal in-
dices are different. Assume min(a,b) < min(c,d)1. But that means
that supervertex B would have chosen a different edge, namely the
edge with minimal endpoint min(a,b). So no lets assume the mini-
mal indices are the same but direction is different. That means either
a = d or b = c. Assume a = d2, this means that both edges end in
the same vertex in A, but with a different direction. Assume b > c

and b > a. Now we would have stored the direction from a to b and
from a to c (because we use the direction from the lowest endpoint
to the highest). But that means that we would not have chosen the
edge (a,b), but the edge (a, c), because this direction is lower. For
the other cases, the proofs are analogous. So, cycles can not happen.

Also note that choosing these edges between supervertices needs
to happen atomically on the GPU, because multiple threads will try
to run their code simultaneously. CUDA only supports atomic op-

1 The proof for the other case is analogous.
2 For b = c the proof is analogous.
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erations on some datatypes, the biggest one being a 32-bit integer3.
Therefore, we use bit-shifting to put all requirements in one 32-bit in-
teger. However this means that the resolution of the weights and the
size of a block are limited. In practice, this is not really a problem.
Our input has weights ranging from 0 to approximately 1000. Fur-
thermore, we need to keep track of which of the two endpoints of the
edge is stored. Storing the weight requires 10 bits, the direction re-
quires 3 bits and we need 1 bit to store which endpoint and direction
we store. That means we have 32− 10− 3− 1 = 18 bits left for the
index. Indices can thus not be bigger than 262.144, i. e. the width and
height of a block can not be bigger than

√
262.144 = 512. Figure 3.2

shows how we store this data in 32 bit.

0 1 2 3 4 5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20 21 22 23 24 25 26 27 28 29 30 31

Weight Lowest index Direction

Which vertex?

Figure 3.2: Using 32 bits to store information about an edge

The code in Algorithm 1 shows the pseudo-code of our adaption
of the algorithm by Harish et al. [11]. The code in Algorithms 2, 3,
4 and 5 show how each of the individual lines 2-5 are implemented.
Variable Cia is the color index array, Cua is the color update array and
Ca is the color array. These are used to keep track of the “colors” of
each vertex / supervertex, where the color update array is used to
prevent read-before-write inconsistencies. Aca keeps track of which
colors are active in this iteration.

Algorithm 2 is run per vertex and calculates which edge to use per
vertex. Afterwards we atomically update the edge to chose per super-
vertex, thus making sure we only choose one edge per supervertex.
As explained before, we use bit shifting to choose the edge such that
cycles will not happen. Most of Algorithm 2 is to choose the correct
edge per vertex (namely lines 7 until 24).

Algorithm 3 extracts each edge that we calculated in the previous
algorithm and adds it to the MST.

Algorithm 4 calculates the parents of all vertices in the currently
calculated part of the MST, so that we can propagate the parents and
find to which supervertex each vertex belongs.

Lastly, Algorithm 5 just updates the color of all vertices to the cor-
rect color for the newly found supervertex.

Note that we removed all checks for cycles from the original al-
gorithm, because we made sure cycles do not happen. We use C++’s
std::vector’s for the CPU calculations. Furthermore, we use the Boost
Graph Library (BGL)4 to calculate the MST’s of the blocks on the CPU,
so that we can compare the running times.

3 CUDA version 2.0 and up supports atomic operations on 64-bit integers
4 http://www.boost.org/doc/libs/1_49_0/libs/graph/doc/index.html

http://www.boost.org/doc/libs/1_49_0/libs/graph/doc/index.html
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Algorithm 1 Calculating MST on the GPU

1: while There is more than 1 supervertex do
2: For each vertex: find the minimum weighted outgoing edge

from each supervertex to another supervertex with lowest color
index and store it in a special format in NMST

3: For each supervertex: add the found edges to the MST using the
temporary list NMST (by extracting the edge from the special
format)

4: For each vertex: calculate the parents of each vertex in the cur-
rently calculated part of the MST

5: For each vertex: each vertex update its color to the correct color
using the parents calculated in the previous step

6: end while

What Running time – CPU Running time – GPU Speedup

Maximum 418 507 −21%

Minimum 251 124 51%

Average 260 171 34%

Table 3.1: Running times per block for baseline MST algorithm (in millisec-
onds)

Table 3.1 shows the results of running these algorithms. As can be
seen, the GPU version is around 35% faster than the CPU version
on average, although there are some cases in which the CPU version
is faster. Note that for this test, and all other tests in this chapter
unless stated otherwise, we ran the algorithm on the 10.000 center
blocks of size 256 × 256 of the 40 feet dataset. We used the center
blocks, because the most useful data is available in that part. Each
GPU block was processed by 16×16 threads. We will use these results
as a baseline for all other results in this chapter.

3.2 theoretical analysis

The number of I/O’s is still O(scan(N)), because we did not really
change anything in how we read and write data from and to disk.

More interesting is of course the running time of this algorithm.
Note that we assumed a block passed to the GPU has size C and we
can use T threads simultaneously on the GPU. Now the running time
of line 2 in Algorithm 1 is

O

(
C

T

)
because for each vertex we only do O(1) work; we look at all (at most
eight) outgoing edges and perform some calculations. For line 3 we
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Algorithm 2 Implementation of line 2 of Algorithm 1

1: for all vertices in parallel on the GPU do
2: idx← the index of this thread (i. e. index in this block)
3: cid← cia[idx]

4: col← ca[cid]

5: minweight←∞
6: minidx←∞
7: for all neighbours nidx of idx do
8: col2← Ca[Cia[nidx]]

9: if col 6= col2∧ there is no edge in MST yet from idx to nidx
then

10: skip← false

11: curweight← weight(idx,nidx)
12: if curweight > minweight then
13: skip← true

14: end if
15: if !skip ∧ curweight = minweight ∧ nidx > minidx

then
16: skip← true

17: end if
18: if !skip then
19: minweight← curweight

20: minidx← nidx

21: dir← the direction of the edge between idx and nidx
22: end if
23: end if
24: end for
25: if minidx < idx then
26: Store minweight, minidx and dir in number by bit-shifting
27: else
28: Storeminweight, idx and (7−dir) in number by bit-shifting

and store that this edge is stored by its other endpoint
29: end if
30: Atomically update NMST [col] to the minimum of NMST [col]

and number
31: Aca[col]← true

32: end for
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Algorithm 3 Implementation of line 3 of Algorithm 1

1: for all vertices in parallel on the GPU do
2: idx← the index of this thread (i. e. index in this block)
3: if Aca[idx] then
4: Get theidx and weight from the number stored in

NMST [idx]

5: Calculate otheridx: the other index of the edge just calcu-
lated

6: Atomically store the edge (theidx,otheridx) in the MST

7: end if
8: end for

only need O
(
C

T

)
time, because it is only one operation per super-

vertex.
Since we can update the parents of all supervertices in O(logC)

steps by propagating parents up in the hierarchy (as can be seen in

Algorithm 4), line 4 will requireO
(
C logC
T

)
time. Line 5 will require

O

(
C

T

)
time again. So in each iteration the lines 2 until 5 will require

O

(
C logC
T

)
time.

It remains to give an upper bound on the number of times the loop
in line 1 is run. In the worst-case, supervertices pair up: at each itera-
tion a supervertex sv1 connects to a supervertex sv2 and sv2 connects
back to sv1. This is indeed worst-case; in every iteration every su-
pervertex has to merge with at least one other supervertex. Figure 3.3
shows such a worst-case example. The maximal total iterations is thus
O (logC)

This automatically means the total running time per block on the
GPU is

O

(
logC× C logC

T

)
= O

(
C logC logC

T

)
Per block we still contract paths and remove dead ends on the CPU,
which requires O(C) time. The total running time per block is thus

O

(
C+

C logC logC
T

)
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Algorithm 4 Implementation of line 4 of Algorithm 1

1: for all vertices in parallel on the GPU do
2: idx← the index of this thread (i. e. index in this block)
3: Pa[idx]← idx

4: end for
5: for all vertices in parallel on the GPU do
6: cid← the index of this thread (i. e. index in this block)
7: if Aca[cid] then
8: Get theidx and weight from the number stored in

NMST [cid]

9: Calculate otheridx: the other index of the edge just calcu-
lated

10: othercid← Cia[otheridx]

11: if theidx < otheridx then
12: Get theidx2 and weight2 from the number stored in

NMST [cid2]

13: Calculate otheridx2: the other index of the edge just calcu-
lated

14: othercid← Cia[otheridx2]

15: if otheridx2 6= theidx then
16: Pa[cid]← Ca[othercid2]

17: end if
18: else
19: Pa[cid]← Ca[othercid2]

20: end if
21: end if
22: end for
23: for i← 1 to dlog2Ce do
24: for all vertices in parallel on the GPU do
25: cid← the index of this thread (i. e. index in this block)
26: if Aca[cid] then
27: Pa[cid]← Pa[Pa[cid]]

28: end if
29: end for
30: end for

Algorithm 5 Implementation of line 5 of Algorithm 1

1: for all vertices in parallel on the GPU do
2: cid← the index of this thread (i. e. index in this block)
3: Ca[cid]← Pa[cid]

4: end for
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(a) Initial graph (b) Graph after 1 iteration

(c) Graph after 2 iterations (d) Graph after 3 iterations

(e) Graph after 4 iterations (f) Graph after 5 iterations

(g) Graph after 6 iterations

Figure 3.3: Worst-case supervertex merging
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The rest of the algorithm is unchanged with respect to the CPU
algorithm, except that we start at a higher level, so the total running
time of the GPU version of the algorithm is:

N

C
×O

(
C+

C logC logC
T

)
+

log2(
√
N)∑

h=log2(
√
C)

(
N× h
2h

)

= O
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N

C
×
(
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C logC logC
T

))
+O (N)×

log2(
√
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h=log2(
√
C)

(
h

2h

)

= O

(
N+

N logC logC
T

)
+O(

N√
C
)

= O

(
N+

N logC logC
T

)
The space complexity on the CPU has not changed, it is still O(N).
On the GPU we need O(C) to store everything per block.

3.3 optimizations

Although the experimental results in the previous section already
showed an improvement in speed, we are going to improve the run-
ning time of the GPU algorithm even more, by optimizing more parts
of the algorithm. Note that some of these improvements really de-
pend on the language used for implementation, which was C / C++.

3.3.1 Improving MST calculation of merged blocks

The first thing we are going to improve is actually not related to the
GPU version of the algorithm. As said before, we used the Boost
Graph Library to implement the CPU version of the algorithm. How-
ever, by using the BGL we are required to convert the data in the
correct format for the BGL before running the MST algorithm and con-
vert it back afterwards. Furthermore, we do not know exactly what
Boost does when running the MST algorithm. Therefore, we will cre-
ate or own MST algorithm. We could have just implemented Kruskal’s
or Prim’s algorithm, but we can do it easier.

Because our graph is a grid graph, we have that O(E) = O(V). Be-
cause of this, we can use a tournament tree using the MST algorithm5.
A tournament tree over the set S = {s1, s2, . . . , sn} is a balanced bi-
nary tree with n leaves. Leaf i corresponds to si, and contains a label
(namely i) and a key. In our case these keys are at least 0 and can
also be ∞. Internal nodes also contain a key and a way to know from

5 Although the tournament tree is on V , we perform O(E) operations of O(logV)
time each, therefore making it important that O(E) = O(V); otherwise Kruskal’s
algorithm or Prim’s algorithm would be faster.
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which leaf this key was (by keeping track of a label). All nodes (leaves
and internal nodes) also keep track of a number that corresponds to
an endpoint of an edge. Building this tree can be done in O(n) time.

All the keys in our tournament tree are ∞ initially. Figure 3.4a
shows an example graph6 and Figure 3.5a shows the corresponding
tournament tree. The upper numbers in each leaf represent the index,
the lower numbers represent the key. The upper numbers in each
internal node represent the label of the leaf the key came from. The
lower number is the corresponding key. The blue, thick lines show
where the keys come from.

Next, we mark the first vertex as done (we take the vertex with
index 0, because this can be chosen arbitrary). When marking a ver-
tex as done, we look at all outgoing edges of that vertex that end in
an unvisited vertex and update the key of the corresponding leaves
in the tournament tree to the minimum of the current key and the
weight of the edge (this resembles the distance of that vertex to the
already visited vertices). We also store the index of the current vertex
(the one that we marked as visited) in the corresponding leaf. After
updating each key (which can be done in O(1) if we keep track of
the leaves), we “propagate” to the top. This means we go up in the
tree and compare the the keys of both children. We save the lowest
key (and corresponding endpoint) and go up higher in the tree, until
we reach the root. Propagating can be done in O(log(N)) time. Fig-
ure 3.4b shows the graph with the first vertex marked as done and
Figure 3.5b shows the corresponding tournament tree.

Then we repeat the following until all vertices are marked as done.
Take the index of the root-node of the tree. This will be the next
vertex we visit. We add the edge that corresponds to that index and
the endpoint we stored to the MST. After that, we look all outgoing
edges to unvisited vertices again and repeat what was described in
the previous paragraph. Figure 3.4c shows the graph after another
iteration and Figure 3.5c shows the corresponding tournament tree.
Figure 3.4d and 3.5d show another iteration.

After we have visited all vertices we are done and the MST is com-
plete. This algorithm will run in O(N log(N)) time, where N is the
number of vertices in a grid graph.

This algorithm will be faster than the baseline algorithm from Sec-
tion 3.1 one when using the CPU, because we do not need to convert
data anymore. On the GPU we don’t expect much savings. Table 3.2
shows the running times of this version of the algorithm. The column
marked with [1] shows the speedup or slowdown of the CPU version
compared to the results of the baseline CPU algorithm (as described
in Section 3.1) and the column marked with [2] shows the speedup or

6 Note that this graph does not have the same width and height, but this is to make
the example not too big.
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What Running time Running time Speedup [1] [2]

CPU GPU

Maximum 483 670 39% −16% −32%

Minimum 185 123 34% 26% 1%

Average 220 180 18% 15% −5%

Table 3.2: Results for MST algorithm with tournament tree (in milliseconds)
and comparison with baseline

slowdown of the GPU version compared to the results of the baseline
GPU algorithm.

3.3.2 Not really deleting edges

When removing dead ends or contracting paths we delete edges that
we do not need anymore. However, when deleting an edge in the
middle of an array, all edges after that edge must be “moved” one
index earlier. This requires quite some overhead. Therefore, instead
of removing an edge, we will mark it as removed. This means an edge
can appear more than once in an array, namely if we remove it and
later add it again. However, each edge gets removed at most once and
added at most once: we remove an edge either when removing dead
ends, and will then not add it anymore, or we will not remove the
edge when removing dead ends at all, but we can remove it when
contracting paths. Our implementation contracts all path, also those
of length 1. Therefore, a path of length 1 can be removed and later
replaced by the same edge. Note that we do remove the edges that are
marked as deleted as soon as we write out the data to disk, i. e. we
write those removed edges to a different file, but we do not propagate
these edges up to the next block.

This means that an array that has n edges initially will have at most
n ∗ 2 edges at the end, of which at most n are marked as removed.

Table 3.3 shows the results of this algorithm. The column marked
with [1] again shows the speedup or slowdown of the CPU version
compared to the results of the baseline CPU algorithm and the col-
umn marked with [2] again shows the speedup or slowdown of the
GPU version compared to the results of the baseline GPU version. As
can be seen, this actually is a big slowdown from the original algo-
rithm. In the next chapter we will see why and how we fixed this.
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(a) Initial graph
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(b) Graph after 1 iteration
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(d) Graph after 3 iterations

Figure 3.4: Graphs during the MST algorithm using a tournament tree.
The red vertices are marked as visited and the orange edges de-
note edges currently in the tournament tree
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(b) Tournament tree after 1 iteration
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(c) Tournament tree after 2 iterations
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(d) Tournament tree after 3 iterations

Figure 3.5: Tournament trees in the MST algorithm
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What Running time Running time Speedup [1] [2]

CPU GPU

Maximum 767 2100 −174% −83% −314%

Minimum 380 375 1% −51% −202%

Average 422 570 −35% −62% −233%

Table 3.3: Results for MST algorithm when not really deleting edges (in mil-
liseconds) and comparison with baseline

3.3.3 From std::vector to arrays and getting rid of dynamic memory alloca-
tions

C++ has a Standard Template Library (STL)7 that supports some stan-
dard data structures using templating. One of these data structures is
std::vector<T>, which is a dynamic array with elements of type T. Dy-
namic in this context means that elements can be added to the end
and the data structure will resize itself automatically when required.
Our first implementations used this structure to store vertices and
edges.

However, it turned out that this data structure was relatively slow.
The real operations performed by std::vector are not know and thus
we decided to use something different. We created our own dynamic
arrays that resize themselves if they are full. When they are full, their
capacity is doubled to make sure we do not perform an allocation
every time. We used such an array for the vertices. For the edges
we pre-created an array of size 8 ∗ 2 (when using grid graphs with 8
edges), because that is the maximum number of edges per vertex. We
use pointers to point each vertex to an edge list.

To get rid of the random memory accesses as much as possible,
we decided to get rid of the dynamic memory allocations. We pre-
allocate an array with N vertices once (so not for each block, but
only once for all blocks) and an array with N× 16 edges, also only
once. A vertex i knows where to find its edges, namely at indices
i× 16, i× 16+ 1, i× 16+ 2, . . . , (i+ 1)× 16− 1. After visiting a block
we mark all vertices and edges as empty (i. e. we do not really delete
them). In this way we only allocate once for the whole program.

Table 3.4 shows the running times of this version of the algorithm.
The column marked with [1] again shows the speedup or slowdown
of the CPU version compared to the results of the baseline CPU algo-
rithm and the column marked with [2] again shows the speedup or
slowdown of the GPU version compared to the results of the baseline
GPU algorithm.

The results for this show a big speedup when using the GPU com-
pared to the baseline algorithm.

7 See http://www.sgi.com/tech/stl/

http://www.sgi.com/tech/stl/


36 gpu-optimized version of mst

What Running time Running time Speedup [1] [2]

CPU GPU

Maximum 311 330 −6% 26% 35%

Minimum 162 60 63% 35% 52%

Average 184 81 56% 29% 53%

Table 3.4: Results for MST algorithm when using arrays and not using dy-
namic memory allocations (in milliseconds) and comparison with
baseline

3.3.4 Removing dead ends and contracting on the GPU

As we stated before, we still ran the removing of dead ends and the
contraction of internal paths on the CPU. We will now look at a way
to do this on the GPU. But before doing that, we first decomposed
the running time of the algorithm in five parts:

1. The time it takes to actually calculate a MST.

2. The time it takes to copy data from the GPU to the CPU.

3. The time it takes to remove dead ends.

4. The time it takes to contract paths.

5. The time it takes to perform other operations (writing data to
disk, etc.).

Figure 3.6 shows this decomposition. As can be seen, removing
dead ends and contracting paths take up about 75% of the total run-
ning time, thus it makes sense to optimize these parts.

For removing dead ends, this is really easy. We first count the num-
ber of edges for each vertex in a block. This is the initialization. After-
wards we denote all vertices (that are not on the boundary) that have
only one outgoing edge as removed, because these are dead ends.
We also remove the corresponding edges and update the number of
edges for each vertex. We keep repeating this until no change occurs
anymore. Note that in theory this step can be repeated O(C) times for
a block with C vertices, if the internals of this block consists of one
long path. However, in practice this will not be likely to happen and
in each iteration multiple dead ends will be removed, thus improving
the practical running time.

For contracting internal paths, the algorithm is a little less straight-
forward. We first determine the vertices that can be removed by con-
tracting paths. This are exactly the vertices that do not lie on the
boundary and have two outgoing edges. Afterwards we contract these
paths. We do this by starting at a non-contractable vertex that lies
next to a contractable vertex and then follow the path until we find
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Figure 3.6: Decomposition of MST algorithm running times

What Running time [1]

GPU

Maximum 190 166%

Minimum 24 80%

Average 102 40%

Table 3.5: Results for MST algorithm when removing dead ends and contract-
ing on the GPU (in milliseconds) and comparison with baseline

another non-contractable vertex. Again in practice the interior of a
block could contain one large contractable path, thus making the the-
oretical running time O(C), but this will not be likely to happen in
practice. Note that it is maybe possible to come up with a logarithmic
version of this algorithm. However, we did not manage to do this.

Table 3.5 shows the running time of this GPU algorithm. Note that
we did not run the CPU version again, as we did not change anything.
The column marked with [1] shows the speedup compared to the
baseline GPU algorithm. As can be seen, the results vary a lot. We
suspect this is the case because in some block there are bigger and /
or more paths to contract and more dead ends to remove. On average
this version of the algorithm is faster than the baseline algorithm, but
it is slower than the best version of the algorithm described in this
chapter. Because more data needs to be transferred from and to the
GPU, this also gives a bigger overhead.
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What CPU GPU

Number of I/O’s O(scan(N))

Running time O(N) O

(
N+

N logC logC
T

)
Space complexity (main memory) O(N)

Space complexity (GPU) - O(C)

Table 3.6: Theoretical results for MST

What Running time Running time Speedup

Fastest CPU Fastest GPU

Maximum 311 339 −9%

Minimum 162 60 63%

Average 184 81 56%

Table 3.7: Final Results for MST algorithm (in milliseconds)

3.4 final results

Table 3.6 show the theoretical results for the MST algorithm. As can
be seen, all bounds are comparable, except for the running time. The
GPU algorithm performs asymptotically not worse if

logC logC < T

Table 3.7 shows a comparison of the fastest CPU and GPU versions
of the algorithm we developed, and the speed improvement in the
GPU algorithm. As can be seen, the GPU algorithm is around 50%
faster than the CPU version for the first phase of the I/O efficient
MST algorithm.

In the next chapter we will look at the complete algorithm and
see whether these improvements have a serious impact on the total
running time of the algorithm.

3.5 implementing and comparing the full i/o efficient

mst algorithm

To see how good the GPU version of the I/O efficient MST algorithm
is doing, we implemented all three phases of the I/O efficient MST,
where we implemented the first phase both on the CPU and the GPU.
This section shows what we did and what the results are.
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Phase Running time Running time

I/O efficient CPU version I/O efficient GPU version

Phase 1 approx. 45 minutes approx. 22 minutes

Phase 2 approx. 4 minutes

Phase 3 approx. 3 minutes

Total running time approx. 52 minutes approx. 29 minutes

Table 3.8: Running time of different phases of I/O efficient MST algorithm

3.5.1 Implementation of I/O efficient MST

We used the algorithms that gave the best results from the previ-
ous sections for the first phase of the MST algorithm. For the second
and third phase, i. e. the merging of blocks and calculating the final
MST, we used the CPU and we implemented them as described by
Haverkort [12]. We think that it is possible to use the GPU for the sec-
ond phase and that this would possibly speed up this phase as well,
but we did not do this.

3.5.2 Comparison of running times

We ran the first phase of the algorithm both on the CPU and the GPU.
We only ran the last two phases once, as we did not have special
versions for the GPU. This test is conducted on the complete dataset
with a 40 feet resolution. As can be seen in Table 3.8, the first phase is
the phase which takes most time. The running time of the complete
algorithm is around 44% faster when using the GPU. Note that it is
not that useful to speed up the second phase of the algorithm using
the GPU, as it only accounts for a small part of the total time.
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I / O E F F I C I E N T S S S P O N G R I D G R A P H S U S I N G T H E
C P U

Haverkort [12] explained an I/O efficient way to compute the SSSP

of a grid graph. His idea is based on the idea by Arge et al. [2]. The
algorithm works in three phases. First, each cluster is processed. The
distance between each pair of vertices on the boundary of the cluster
is calculated. This is done by running a SSSP algorithm for each vertex
on the boundary1. Then all vertices on the boundary are added to a
graph G ′. Edges are added to G ′ between all pairs of vertices with as
weight the calculated distance. Edges between boundary vertices of
different clusters are also stored in that graph (with the weight from
the original graph). We now have a graph that contains two types of
distances: the distance between two vertices on the boundary of the
same cluster and the distance between two vertices of neighboring
clusters. Figure 4.1 shows this process for a small graph. Note that in
this example G does not contain diagonal edges, to make the graph
more readable. In my experiments I did add diagonal edges to G.

After this initial phase, distances from the source vertex s to all
boundary edges are calculated. We store distance estimates d[t] from
s to each vertex t in G ′. We also store whether each distance is ten-
tative or final. Initially all distances are ∞, tentative. Then the cluster
which contains s is read and the distance from s to all vertices t on
the boundary of that cluster is calculated and stored (tentatively). A
priority queue is created with one element representing that cluster.
As key for this item, the smallest d[t] is used (i. e. the smallest tenta-
tive distance to a boundary vertex). Then, while the priority queue
is not empty, the cluster Q with smallest key is fetched. Let this key
be d. A vertex on the boundary of Q with (tentative) distance d is
marked as final and the distances of the neighbors of this vertex are
updated. The keys of all clusters that were touched (i. e. that we calcu-
lated a new distance to) are updated to the smallest tentative distance
in that cluster. If all distances in a cluster are final, the cluster is not
added to the priority queue again. Figure 4.2 shows an example of
this process.

In the final step of the algorithm each cluster is read one by one.
Then Dijkstra’s algorithm is run per cluster. Instead of using a start
vertex, the priority queue in Dijkstra’s algorithm is initialized with
the distances of the boundary vertices (which we calculated in the

1 An APSP algorithm can also be used, but this would have running time O(N3) com-

pared to O
(
N
√
N× logN

)
, where N is the number of edges / vertices
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(a) Original graph G

(b) The graph G ′

Figure 4.1: Creating G ′ from Gwith a 16× 16 graph with blocks of size 4× 4
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s

(a) s is the source verte

s(1, t)

(4, t)

(2, t)

(b) Initialize priority queue with dis-
tances of source vertex block. t =

tentative, f = final. All blue ver-
tices without distance have distance
(15, t); all other vertices have dis-
tance (∞, t)

s

(4, t)

(2, t)

(1, f)

(c) Mark smallest tentative distance as
final

s

(4, t)

(2, t)

(1, f)

(d) Update distance of all outgoing
edges. Imagine the yellow edge has
weight 2

s

(4, t)

(2, t)

(3, t) (1, f)

(e) New distance of vertex on the other
end of yellow edge

s

(4, t)

(3, t) (1, f)

(2, f)

(f) Now take the next vertex with small-
est distance and mark it final

Figure 4.2: Part of the second phase of the I/O efficient SSSP algorithm
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Figure 4.2: Part of the second phase of the I/O efficient SSSP algorithm (con-
tinued)
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previous step). When this last step is done, all distances from s are
known and calculated.

This algorithm can be optimized further, as shown by Haverkort
[12]. In the second step of the algorithm, a hierarchy of clusters will
be used instead of only one level. The higher levels will use the data
from the lower levels to compute their values. The main idea is still
the same.

4.1 theoretical analysis

As shown by Haverkort [12] the number of I/O operations for the
optimized algorithm is O(scan(N)), while the number of I/O opera-

tions for the non-optimized version is O
(
scan(N) + sort

(
N√
M

))
.

The running time depends on M. The first phase of the algorithm
requires O(

√
M×M× log(M)) per cluster (running Dijkstra O(

√
M)

times on a graph of size O(M)), for a total of O(N×
√
M× log(M)).

The second phase operates in N√
M

steps. Each steps first needs to find

a vertex with minimal weight, which requires O(
√
M). Then it up-

dates the distance of O(
√
M) vertices (all connected edges) and after-

wards updates the priority queue. This requiresO
(√

M× log
(
N√
M

))
=

O
(√
M× log (N)

)
per step (because M 6 N), making a total of

O (N× log (N)). The last phase runs Dijkstra on each cluster, requir-
ing O(M× log(M)) time per cluster, making a total of O(N× log(M))

for this phase.
The total running time of the non-optimized algorithm is thus

O
(
N×

(√
M× log (M) + log (N)

))
. Note that the optimized version

would have a running time of O(N), as proved by Henzinger et al.
[15]. However, we did not implement this version, so we will only
look at the non-optimized version.

The space complexity for the first phase is O(M+
√
M×

√
M) =

O(M) per cluster, for a total ofO(N). The second phase needsO(
√
M)

space per cluster, so O
(
N√
M
×
√
M

)
= O(N) in total. The last phase

requires O(N) space, making the total space required for this algo-
rithm O (N).
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G P U - O P T I M I Z E D V E R S I O N O F S S S P

To make the algorithm described in Chapter 4 work on the GPU, we
adapt some parts of it. As can be expected, we keep the idea of the
blocks, but we will do the computations in a block differently. We
also compare the results to the CPU version of the algorithm to see
whether a speedup can be seen in practice. Furthermore, we come up
with a different I/O efficient GPU algorithm.

5.1 basic idea

Harish et al. [11] show an algorithm to solve the SSSP problem on the
GPU. Their idea is really easy: while something changes, they look
for each vertex at all neighbors and update their cost. To determine if
something has changed and to prevent read-after-write inconsistencies,
they use an updating array: they split up the calculation in two sepa-
rate CUDA kernels. The first kernel writes to the updating array and
the second kernel reads from it and updates the original array. The
second kernel also checks if something has changed and if so, both
kernels will be run again.

We can use this algorithm in the I/O efficient SSSP algorithm. In
the first phase of the SSSP algorithm we need the distance between
each pair of boundary vertices of a block. In this chapter we will call
these blocks I/O-blocks, because we will use different kinds of blocks.
The idea is to split an I/O-block, which has size O(M), up in smaller
blocks of size C, for some constant C. These blocks also have the
property that their width and height are the same and a power of
two. We will call these blocksGPU-blocks, as these blocks are used on
the GPU. Now we run the algorithm by Harish et al. [11] on each
of these blocks, but we adapt it so that we can calculate the distance
from all boundary vertices at the same time.

The pseudo-code for this algorithm can be found in Algorithm 6.
Ma is a (two-dimensional) boolean array that keeps track of which
vertices to process per boundary vertex. Ca holds the current cost for
each pair of vertices that we need (this array is also two-dimensional).
Cua is used to resolve read-after-write inconsistencies and is also two-
dimensional.

Afterwards we have all needed distances within a GPU-block, but
we need the distances between boundary vertices in an I/O-block. To
get to this result, we create a tournament tree again. This tree will

have O
(
M√
C

)
leaves, corresponding to all vertices on the boundary
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Algorithm 6 Calculating shortest paths on the GPU

1: Initialize Ma to be true for all vertices (v, v) where v lies on the
boundary of this block and false for other vertices

2: Copy the current block to the GPU memory
3: terminate← false

4: while ¬terminate do
5: Run Algorithm 7 for all vertices concurrently on the GPU
6: Wait until all threads on the GPU are complete
7: Run Algorithm 8 for all vertices concurrently on the GPU
8: Wait until all threads on the GPU are complete
9: Copy terminate from the GPU memory to the CPU

10: end while
11: Copy Ca from the GPU to the CPU

Algorithm 7 Updating Cua on the GPU

1: idx← the index of this thread (i. e. index in this block)
2: for all vertices vidx on the boundary do
3: if Ma[vidx][idx] then
4: Ma[vidx][idx]← false

5: for all neighbors nidx of idx do
6: Atomically update Cua[vidx][nidx] to the minimum of

Cua[vidx][nidx] and Ca[vidx][idx] +weight(idx,ndix)
7: end for
8: end if
9: end for

Algorithm 8 Copying Cua to Ca on the GPU

1: idx← the index of this thread (i. e. index in this block)
2: for all vertices vidx on the boundary do
3: if Ca[vidx][idx] > Cua[vidx][idx] then
4: Ca[vidx][idx]← Cua[vidx][idx]

5: Ma[vidx][idx]← true

6: terminate← false

7: end if
8: Cua[vidx][idx]← Ca[vidx][idx]

9: end for
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of all GPU-blocks. We store these leaves sorted per GPU-block, such
that the vertices of a GPU-block are in a contiguous part of the tree.
Initially the keys of all leaves are ∞. We also store the distances from
each boundary vertex of the I/O-block to each other boundary vertex
of the I/O-block. Initially all these distances are also ∞ and they are
marked as not final. Finally, we use a set to keep track of which nodes
in the tournament tree we need to visit. We will call this set ci.

Now, for every boundary vertex of the I/O-block we will do the
following. First we set the key of the vertex corresponding to this
boundary vertex to 0 in the tournament tree, because the distance
from that vertex to itself is of course 0. We also propagate this value
to the root of the tree. Now, while there is a non-infinite key in the
tournament tree, we repeat the following steps. Start

√
C+ 5 threads

on the GPU, one for each vertex on the boundary of the GPU-block
of the current vertex and one for each possible outgoing edge of the
current vertex (which can be 5 if the current edge is on a corner of
a GPU-block). The current vertex is the vertex corresponding to the
key of the root of the tree. All these threads first set the distance
of the current vertex to the key of the root of the tree and marks it
as final. Now the first

√
C threads store the index of the leaves of

the tournament tree corresponding to the
√
C vertices of the current

GPU-block in ci. The other 5 threads store the index of the leaves
of the tournament tree corresponding to the other endpoint of the
edges going from the current vertex to another GPU-block in ci. These√
C+ 5 leaves we need to process and propagate up.
Next, we start

√
C + 5 threads again and update the keys of the√

C+ 5 leaves of the tournament tree stored in ci to the new tentative
distance from the current vertex to the vertex corresponding to the
leaves of the tree. We also store these tentative distance in the distance
array. Also, we update ci such that it now contains the parents of the√
C+ 5 leaves in the tree that were stored in ci, because these nodes

need to update their key and index. Note that these
√
C + 5 leaves

have at most
√
C

2
+ 5 parents. Now we repeat the following, until

we processed the root of the tree: Start one thread for every value
in ci. Each of these threads calculates the new key and index of the
corresponding node in the tournament tree (by looking at its two
childs and choosing the correct one). It also updates ci by storing the
parent of the current node. Note that in each iteration the number of
elements in ci gets approximately halved. When the root is processed,
we are ready for the next iteration of this loop.

When there is an infinite key in the root of the key, we processed
all vertices and we are done for the current boundary vertex of the
I/O-block. We then continue on with the next boundary vertex.

To compare the running time of this algorithm, we also imple-
mented the first phase of the I/O efficient CPU algorithm as ex-
plained in the previous chapter.
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GPU CPU

M C

642 1282 2562 5122

642 768 minutes – – – 50 seconds

1282 1546 minutes 912 minutes – – 106 seconds

2562 4752 minutes 2160 minutes xx – 233 seconds

5122 8840 minutes 5712 minutes xx xx 493 seconds

Table 5.1: Approximate running times for the SSSP algorithm on the GPU
and CPU for 220 vertices

When we ran the algorithm for some values of M and C and it
turns out in practice this algorithm is really slow. Table 5.1 shows the
time it takes for the first phase to complete for 220 vertices for differ-
ent values of M and C as well as the running time of the I/O efficient
CPU algorithm. Note that we did not let all tests run for the entire
time, but that we stopped some of them earlier; for these runs we
calculated the total time by extrapolating the time. Furthermore we
also ran both tests with smaller values for M and C, but we did not
put them here, because in those cases the CPU version was also a lot
faster. The values denoted as xx did not run because our GPU had not
enough memory. As can be seen the CPU version is in all cases faster
than the GPU version. Furthermore we found out that the algorithm
was faster for higher C. The first part was slower for higher C, but the
second part was quite a bit faster. This gave us the idea that CUDA
was the bottleneck here. Because we need to start a lot of CUDA ker-
nels for lower C, this can have a negative impact on the algorithm. For
6 = example for M = 64 and C = 16, we have 16 ∗ 4− 4 = 60 bound-
ary vertices per GPU-block and we have 64

16

2
GPU-blocks, making

for a total of 60 ∗ 16 = 960 boundary vertices. For each of these 960
GPU-block boundary vertices we start 2 + dlog2(960)e = 12 CUDA
kernels, for a total of 11520 CUDA kernels per I/O-block boundary
vertex. Because we have 64 ∗ 4− 4 = 252 I/O-block boundary vertices,
we would need to start almost three million CUDA kernels for each
I/O-block. This is a lot and if the overhead in starting these kernels
is significant, this would have a big negative impact on the running
time.

5.2 theoretical analysis

The I/O efficiency and space do not change compared to the CPU
version of the algorithm. Because we only use the GPU for the first
phase of the algorithm, that is the only part where the running time
differs. In the worst case, the loop starting at line 4 of Algorithm 6 is
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run O(C) times per GPU-block. Both sub-algorithms 7 and 8 require
O(C ×

√
C
T ) time, making the total time per GPU-block O(C

2×
√
C

T ).
This gives a total running time of O(M×C×

√
C
T ) for the first part of

the first phase of this algorithm per I/O-block, for a total of O(N×
C×

√
C
T ) for all I/O-blocks.

Now for the second part of the first phase, we do O(
√
M) iterations,

namely for each boundary vertex. Each of these iterations perform

O

(
M√
C

)
steps, namely for each boundary vertex of all GPU-blocks.

Each of these steps start a total of O(
√
C) threads, because they start√

C+ 5 for the lowest level of the tree, and the number of threads is
approximately halved each step up in the tree. Each thread only does

O(1) work, so the total time for these threads is O

(√
C

T
+ log (M)

)
1.

Multiplying this with the number of boundary vertices of all GPU-

blocks gives O
(
M

T
+
M× log(M)√

C

)
. For all boundary vertices of the

I/O-block this would give O

(√
M×M
T

+

√
M×M× log(M)√

C

)
and

this is O

(√
M×N
T

+

√
M×N× log(M)√

C

)
for all I/O-blocks. The

complete first phase thus takesO

(
N×C×

√
C

T
+

√
M×N
T

+

√
M×N× log(M)√

C

)
.

Adding the running times of the other phases to this, we get a total

running time ofO

(
N× log(N) +

N×C×
√
C

T
+

√
M×N
T

+

√
M×N× log(M)√

C

)
.

The space complexity on the GPU for this algorithm inO(C×
√
C+

M), because we store O(C) items for each of the O(
√
C) boundary

vertices of a GPU-block during the algorithm and we need to store
the O(

√
M×

√
M) distances between boundary vertices of the I/O-

block.

5.3 optimizations

For the SSSP algorithm, we also want to know how certain modifica-
tions change the running time of the algorithm. This section goes into
detail on these modifications.

5.3.1 Using three-dimensional grids on the GPU

The algorithm described before uses 2D GPU-grids for each GPU-
block in the first step of the first phase of the algorithm, where the x-
and y-dimension of the grid correspond to the x- and y-dimension of

1 The log(M) is for the height of the tree.
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What Running time – GPU Speedup compared to 2D grids

Maximum 1112 −128%

Minimum 738 −315%

Average 956 −295%

Table 5.2: Results for the 3D GPU version of the SSSP algorithm (in millisec-
onds)

the GPU-blocks. But we can also use 3D grids, where the z-dimension
corresponds to the boundary vertices. By doing this, we hope to speed
up the algorithm because we can run the algorithm for all boundary
vertices concurrently.

However, as the results in table 5.2 show, this idea does not speed
up the algorithm. We suspect that this is the case because the graphics
card used can not really use 3D grids on the GPU2. Therefore, CUDA
uses 2D grids to simulate 3D grids. The first dimension of the 2D
grid is used to represent the first two dimensions of the 3D grid. This
means our x- and y-coordinates are combined. Now a GPU block
is a strip of height 1 instead of a (square) block. When calculating a
shortest path, it is expected that, when now working on a vertex (x,y),
one will look at surrounding vertices in the next step. Because each
vertex has eight neighbors, we would do a lot of these calculations
concurrently. However, if the GPU blocks are laid out as strips, a lot
of the threads per block do not have to do any calculations (because
they are not close to each other). Since CUDA runs threads in a block
in lock-step, a lot of these threads have to wait for another thread to
complete. Furthermore, because we now use more than one thread
in the z-direction simultaneously, we can not use as many threads in
the other directions (this is a limitation of the hardware). We used 8
threads in all directions for our tests. This can also slow down the
algorithm.

5.3.2 Computing in z-order

As said in the previous section, we suspect that the GPU used 2D
grids to simulate 3D grids. Therefore, we want to know whether us-
ing z-order for the indices of the blocks will speed up the algorithm.
In this way, we only need two dimensions to accommodate for both
the indices in the blocks as well as the boundary vertices. We imple-
mented this version of the algorithm and Table 5.3 shows the results.
Unfortunately, this algorithm is even slower than the 3D version de-
scribed above. We suspect this is the case because a z-order is not

2 This is introduced in CUDA capability 2.0, while our video card only has CUDA
capability 1.2
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What Running time – GPU Speedup compared to 2D grids

Maximum 10700 −210%

Minimum 3540 −189%

Average 6740 −269%

Table 5.3: Results for the z-order GPU version of the SSSP algorithm (in mil-
liseconds)

ideal in this situation. Furthermore, we still use threads for the “z”
direction, thus leaving less threads for the other directions.

5.4 a different sssp algorithm

We also came up with and tested a different algorithm to solve the
SSSP problem using the GPU. The basic idea is to run the I/O efficient
SSSP algorithm described by Haverkort [12] on multiple I/O-blocks
simultaneously. Of course there are some restrictions as to what we
can do on the GPU. This section shows how we implemented this
idea, what its negative aspects are and what the results are when this
algorithm is used.

5.4.1 Implementation

We want to implement the first phase of the algorithm described in
Chapter 4 on the GPU, such that we can run this algorithm on mul-
tiple blocks at the same time. However, the algorithm described uses
a priority queue to keep track of which vertex to visit next and CUDA

does not allow dynamic memory allocations; all memory has to be
allocated beforehand. Therefore, we will use a tournament tree as
described in Section 3.3.1 for each block. The algorithm to perform
the first phase of the I/O efficient SSSP algorithm is described in Algo-
rithm 9. This seems like a big algorithm, but the code is quite detailed
and easy to understand. Basically we just initialize a tournament tree
and copy it to the GPU a number of times. Afterwards we initialize

the SSSP algorithm and then, in O(
M

T
) steps, we calculate the dis-

tances. This we do for every boundary vertex.

The running time of this phase is O
(
M

T
log
(
M

T

))
per boundary

vertex per block, because blocks can now only be O(
M

T
) in size, other-

wise they would not fit in the memory of the GPU. The total running

time for all boundary vertices per block is thusO

(
M

T
×
√
M

T
× log

(
M

T

))
,
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Algorithm 9 Running the first phase of the SSSP algorithm on multiple
blocks

1: Let threads be the number of blocks to run concurrently in one
direction (x or y; so the total number of blocks to run concurrently
is threads2)

2: Let blockSize be the width (and height) of a block
3: Let mem be the input, with a total of numElems vertices
4: Create (on the CPU) a tournament tree with blockSize2 leaves,

named tree
5: totalBlocks← numElems

blockSize× blockSize
6: for currentBlock ← 0 to totalBlocks with steps of threads ∗
threads do

7: for boundaryVertex ← 0 to the number of boundary vertices
(blockSize ∗ 4− 4) do

8: boundaryVertexId ← the index of the boundaryVertex-th
boundary vertex

9: Copy tree threads2 times to the GPU memory
10: Copy the correct blocks from mem to the GPU memory
11: Allocate space for the distances (dists) and a boolean array

(done) (both having blockSize× blockSize elements)
12: for The threads2 blocks simultaneously on the GPU do
13: dists[boundaryVertexId]← 0

14: Update the key of leaf boundaryVertexId in the correct
tree to 0 and propagate up in the tree

15: end for
16: for i← 0 to blockSize× blockSize do
17: for The threads2 blocks simultaneously on the GPU do
18: curVidx ← the current index of the root of the correct

tree
19: done[curVidx]← true

20: Set the key of leaf curVidx in the correct tree to ∞ and
propagate up in the tree

21: for All neighbors nVidx of curVidx do
22: if ¬done[nVidx] then
23: curDist← dists[curVidx]

24: updDist← curDist+weight(curVidx,nVidx)
25: newDist← min(updDist,dists[nVidx])
26: dists[nVidx]← newDist

27: Update the key of leaf nVidx in the correct tree to
newDist and propagate up in the tree

28: end if
29: end for
30: end for
31: end for
32: Read back dists from the GPU to the main memory and save

on disk
33: end for
34: end for
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making a total of O

(
N

T
×
√
M

T
× log

(
M

T

))
for all blocks, because

we run T of these calculations simultaneously. The total running time

for the complete algorithm is thusO

(
N

T

√
M

T
log
(
M

T

)
+N log (N) +N log

(
M

T

))
.

The I/O efficiency is still O(scan(N)), the space complexity on the
GPU does not change either; it is still O(N). The space complexity on

the GPU is O

(
M

T
×
√
M

T

)
per block, for a total of O

(
M×

√
M

T

)
for the T blocks that are run simultaneously.

The algorithm described in Algorithm 9 assumes blockSize and
threads are known, but how to determine them? On the GPU we
have four data structures that we need per block:

1. block: an integer array with blockSize2 elements: the input
data.

2. done: a boolean array with blockSize2 elements: wether we al-
ready processed this vertex.

3. dists: an integer array with blockSize2 elements: the output
distances.

4. tree: a tournament tree with blockSize2 leaves. This tree keeps
track of three variables per node (both leaves and internal nodes):

a) idx: which index this node belongs to (an integer).

b) key: the key of this node (an integer).

c) infinite: a boolean wether this key is infinite.

The total number of nodes in a full binary tree with blockSize2

leaves is blockSize2 ∗ 2− 1.

These data structures of course require memory on the GPU. Be-
cause the memory on a GPU is limited, this immediately puts an
upper bound on the combination of threads and blockSize. On my
GPU, which has 512 megabytes of memory, of which approximately
200 megabytes can be used for CUDA applications, this limit is that
blockSize× threads 6 1024, i. e. we can process 1024× 1024 = 220

vertices simultaneously3. This means for example that if blockSize is
64, that threads can be at most 16.

To test how fast this algorithm is, we ran the CPU algorithm as ex-
plained in the previous chapter and this second algorithm on blocks
of sizes 8× 8, 16× 16 and 32× 324. We then computed the average

3 Remember that both threads and blockSize are in one direction, so we need to
square the values to get the real numbers

4 We tried running the new algorithm on blocks of size 64× 64, but the GPU couldn’t
handle this
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Block size I/O efficient CPU algorithm Second GPU algorithm Speedup

8× 8 8.1 10.7 −32%

16× 16 10.2 7.4 27%

32× 32 19.6 9.9 49%

Table 5.4: Results for the second SSSP algorithm for 220 vertices (in seconds)

time it would take to calculate X blocks, where X =
220

blockSize ∗ blockSize ,

i. e. the time it would take to calculate the distances of 220 vertices.
Table 5.4 show these results. For smaller block sizes the CPU algo-

rithm is faster, but for bigger block sizes the new GPU algorithm is
faster. What can also be seen is that the CPU algorithm is the fastest
with a block size of 16× 16, while the CPU algorithm is fastest with a
block size of 8× 8. Later on we will see that the second phase of the
I/O efficient algorithm runs faster with higher block sizes, although
the asymptotical running time is the smae. This means we need to
choose which block size is ideal, because this first phase runs slower
with higher block sizes.

5.5 final results

In Table 5.5 one can find the theoretical results for the SSSP algorithms.
The column titled GPU, first algorithm corresponds to the algorithm
described in Section 5.1 and the column titled GPU, second algorithm
corresponds to the algorithm described in Section 5.4. As can be seen,
the first GPU algorithm can perform asymptotically not worse for
certain values of T and C. The first phase of the algorithm can even
perform asymptotically better on the GPU for some values of T and
C, namely if

C×
√
C <

√
M× log(M)

Because C 6M, this corresponds to

C < log(M)

The second GPU algorithm actually never performs asymptotically
worse than the CPU algorithm. However, the space complexity on the
GPU is higher, thus in practice one can only use smaller blocks for
this algorithm. Furthermore, as we will see in the next section, the
practical running of the second phase is lower for higher block sizes.

Table 5.6 shows the results of the fastest SSSP algorithm we tested,
which was the second algorithm described, where we ran multiple
I/O-blocks simultaneously on the GPU. As can be seen, the GPU
algorithm is 49% faster with a block size of 32× 32. In the next section
we will see how big this impact is on the complete algorithm, when
we also run the second and third phase of the algorithm.
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What CPU GPU, GPU,

first algorithm, second algorithm

Number of I/O’s O

(
scan (N) + sort

(
N√
M

))
Running time N log(N) N log(N) N log(N)

O(. . . ) +N
√
M log(M) +

N×C×
√
C

T
+
N

T

√
M

T
log
(
M

T

)
+
N×
√
M

T
+N log

(
M

T

)
+
N
√
M log(M)√
C

Space complexity O(N)

(main memory)

Space complexity - O(C×
√
C+M) O

(
M×

√
M

T

)
(GPU)

Table 5.5: Theoretical results for SSSP

Block size I/O efficient CPU algorithm Second GPU algorithm Speedup

8× 8 8.1 10.7 −32%

16× 16 10.2 7.4 27%

32× 32 19.6 9.9 49%

Table 5.6: Results for the final SSSP algorithm for 220 vertices (in seconds)
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5.6 implementing and comparing the full i/o efficient

sssp algorithm

As said before, we also want to know how the I/O efficient GPU
version of the SSSP algorithm compares to the CPU version of this
algorithm. Therefore we implemented the second and third phase of
the algorithm by Haverkort [12] on the CPU, although we adapted
some parts of it. This section first explains how we implemented the
algorithm and afterwards gives a comparison of the practical running
times.

5.6.1 Implementation of I/O efficient SSSP

We implemented the algorithm with O

(
scan (N) + sort

(
N√
M

))
I/O operations as described by Haverkort [12], but with some modi-
fications.

In the first phase, we did not use one big file to store the whole of
G ′, but we use multiple files. One file for each block is used to store
the edges between boundary vertices. Furthermore we use two files
for each block to store edges between blocks5:

• One file to store the edges to the block which is to the right of
this block.

• One file to store the edges to the block which is to the bottom
of this block.

Note that we also store the edges that connect this block diagonally
to another block. The edge to the block which is to the bottom-right
of the current block is thus saved twice. See Figure 5.1 to see which
edges are stored where.

The reason to do this is to make it easier to find an edge: we just
need to know in which file the edge will be, load the file and then
determine the correct index based on the type of edge.

The second phase of the algorithm is unchanged, except that of
course we look in the files as created in the first phase. Furthermore,
we keep the results of the initialization of this phase, i. e. we store the
distance from the source vertex s to all vertices in the block in which
s resides, as we need this in the last phase. Note that we store this
information in memory, although it is easy to store it on disk instead.

The third phase is the same as described by Haverkort, although
he did not mention that there is a special case for the block in which
s resides; instead of using the results of the third phase, we need
the results of the initialization of the previous phase, as otherwise
the distances to vertices in this initial block would be wrong. The

5 Of course, if blocks don’t exists (because of edge-cases), we don’t save anything.
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Figure 5.1: Which edges are stored in which file. Green: file for storing edges
between boundary vertices. Red: file for storing edges to right
block. Blue file for storing edges to lower block.
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M Phase CPU algorithm Second GPU algorithm

162

Phase 1 Approx. 70 minutes Approx. 10 minutes

Phase 2 Approx. 50 minutes

Phase 3 Approx. 0.5 minutes

Total Approx. 120.5 minutes Approx. 60.5 minutes

322

Phase 1 Approx. 27 minutes Approx. 12 minutes

Phase 2 Approx. 17 minutes

Phase 3 Approx. 0.5 minutes

Total Approx. 44.5 minutes Approx. 29.5 minutes

642

Phase 1 Approx. 15 minutes > 200 minutes

Phase 2 Approx. 10 minutes

Phase 3 Approx. 0.5 minutes

Total Approx. 25.5 minutes > 200 minutes

Table 5.7: Running times of the phases of the SSSP algorithm

distances would then not be direct distances from s to each vertex t,
but would go from s via a boundary vertex to t.

5.6.2 Comparison of running times

We ran the second GPU algorithm described in this chapter as well as
the CPU version of the first phase. Afterwards we ran the second and
third phase as described in the previous section. Note that we used
the special I/O-bound computer machine as described in Section 1.6
for the second and third phase and that the actual memory in this sys-
tem is more but we limited it to 238 MB. Furthermore, we stopped all
other processes on this machine which were not necessary to operate.

We ran all three phases with different values for M, to see what
different values of M would do to the algorithm. We ran both algo-
rithm on the 40 feet resolution dataset, but we only used the middle
8192× 8192 elements, because otherwise the algorithm would have
taken too long to complete. Table 5.7 shows these results. As can be
seen, running the GPU algorithm with M = 642 took more than 200
minutes. When it still wasn’t complete at that time, we stopped it.
We also tested the CPU version with M = 128, but the first phase
took over 100 minutes, so we did not test the other two phases. The
CPU version was fastest with M = 64. Although the GPU version
was faster for M = 16 and M = 32, the second phase of the algorithm
dominates the first phase in these cases. Therefore, it would be inter-
esting to see if it is possible to speed up this part of the algorithm
with the GPU. We believe this is harder, as one needs more memory
for this part and the GPU does not have this.
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C O N C L U S I O N S

We have seen that adopting algorithms for use on the GPU is not a
straight-forwarded task; it requires some specifics about your algo-
rithm, like how you access the memory and how much operations
you can do on the GPU before requiring any interaction with the
CPU.

When calculating a MST for a very large graph, using the GPU can
be quite useful. Our fastest implementation is more than 50% faster
than its CPU counterpart for the first step of the algorithm. Even
for the CPU algorithm it is important that one uses optimal mem-
ory access (i. e. allocating everything once and doing as few dynamic
memory allocations as possible). Doing this different can have a huge
impact on the running time. We have also seen that for a graph with
O(E) = O(V) there is an easy CPU algorithm for calculating the MST

using tournament trees. Looking at theoretical running times also
shows that the GPU algorithm is asymptotically faster than the CPU
version in most practical cases.

We also saw that the I/O efficient GPU version of the algorithm
outperformed the I/O efficient CPU version of the algorithm.

For the SSSP algorithm we saw that it is a bit harder to make the
GPU version faster than the CPU version. Our first approach did not
work in practice, but when we ran the CPU version of the algorithm
on multiple blocks simultaneously, the GPU version was faster for
the same value of M. However, bigger values of M did not fit in the
memory of the GPU and the second part of the algorithm dominates
in running time for lower values of M. Therefore the GPU version
was not really useful.

6.1 further work

As stated before, we only performed the first step of the I/O efficient
MST algorithm on the GPU. We think it is possible to use the GPU
when merging the blocks together. We suspect that the theoretical as
well as the practical running times of the algorithm would improve
by doing so. It is also interesting to test whether the algorithm will be
even faster when using newer generations of Nvidia GPU’s, which
support 64-bit integer atomics. This would allow us to use bigger
blocks.

For the SSSP algorithm, it is interesting to see what happens when
one would use newer GPU’s which support 3D grids and/or more
GPU threads. Furthermore, it would be ideal if the second phase of

65
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the algorithm could also be sped up using the GPU, as this part is the
bottleneck for lower values of M.

We only looked at solving two problems on (grid) graphs I/O effi-
ciently using the GPU. Of course there are a lot more of these prob-
lems and it would be interesting to know if and how one can use the
GPU to speed up these algorithms. Furthermore, it would be interest-
ing to know how to generalize the ideas presented here so that they
would also work on non-grid graphs.
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