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Abstract 
 
For this master’s thesis, a data visualization tool is extended to allow for interactive grouping 
of data.  

 

Clustering is a technique for grouping similar data. It is not evident what similar data is; this 
depends on a domain or even on a specific situation. Therefore, a user might be engaged in 

the clustering process, so he1 can transfer his domain knowledge. To do so, clustering tools 
usually allow users to set input parameters beforehand, to control, for instance, a similarity 

measure for the data. 

 
If users are allowed to interact with the data and with the grouping, in particular in a visual 

way, the user is provided with better means to add his knowledge. Moreover, from the step-
by-step user interaction, the intended grouping can even be assessed automatically, and, 

also takes away the requirement to thoroughly understand the underlying algorithms. 

 
We allow for interactive grouping of multi-relational data. For instance, all grades from a 

student can represent that student; or all treatments of a patient together represent that 
patient. 

 

Normally, multi-relational data requires a different approach to compare data than data from 
just one table; no longer are two vectors of attribute values compared, but two sets of 

vectors. These sets may not be of equal size, which results in comparisons that are either 
time-consuming (and thus infeasible for an interactive environment), or have poor quality. 

Our method uses the data visualizations created by the user to derive distance functions. 

These fast distance functions can be used to calculate a similarity between sets of data 
vectors.  

 
A full implementation was made in an existing commercial data visualization tool, and tested 

with real-world data. A user test was performed to verify the intuitiveness of the user 

interface. Results from this user test show that users liked working with our system.  
 

 
1 In this document he and she are interchangeable. 
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1 Introduction 

Nowadays, more and more data is collected everywhere. This data may be analyzed to find 
interesting and useful patterns. To do so, information workers often apply categorization or 

grouping techniques.  
 

For example, a supermarket may want to find the main routes people use in the store. To do 

so, similar routes may be grouped together. Based on the groups created, a supermarket 
may optimize product placement. A website owner may want to group visitors in different 

visitor types, based on the pages they visit. Different advertising campaigns may be used for 
different visitor types. A large company may track for all executed processes the executed 

actions. Groups of similar processes may be created. Outliers may contain incorrectly 

executed processes that may cause problems in the future. 
 

Most of these tasks have underlying rules which define the groups, however, not all these 
rules might be clear to the user performing the task. Also, exceptions that do not conform to 

the rules will occur and these should not be ignored. 

 
Grouping problems are harder when databases contain multiple tables and relations between 

those tables. When grouping data, often only items from one table should be grouped, based 
on information in other tables. Think for example of a database containing a patient table and 

a symptoms table. When we want to group patients based on their illness, their symptoms 

should be taken into account. In this thesis, we will call the elements from the table of 
interest, combined with the information in related tables, the entities. In the patients’ 

example, a patient and his symptoms, form an entity.  
 

Clustering is an area of research that is concerned with grouping data. The goal of 

traditional, automated, clustering is to partition a group of entities into multiple groups which 
have a high inter-group similarity and a low intra-group similarity. There often is no single, 

right grouping. However, based on an objective function and parameters such as similarity, 
algorithms will return one particular clustering. However, this clustering may not always be 

the one intended by the user. 

 
If, for example, three algorithms with different similarity metrics are used to cluster a set of 

papers, one groups all similar authors, another groups similar topics and the third groups 
similar writing styles. Which one has performed best? Even worse, if an algorithm grouped 

based on the authors while the user needed groups of similar topics, “there are relatively few 

systematic mechanisms for us to convey this to a clustering algorithm, and we are often left 
tweaking distance metrics by hand” [42]. 

 
Clustering algorithms usually allow the user to set some parameters beforehand. The 

algorithm then runs for a while and produces some groups as a result. If the groups are not 

the ones desired by the user, parameters must be changed and the algorithm must be rerun. 
Once the clustering algorithm is running, the user cannot monitor or steer the cluster 

process, which makes it hard to incorporate domain knowledge into the clustering process 
[6].  

 

To let users add domain knowledge and gain more insight in the clustering process, some 
research has been done in letting users interactively change parameters of clustering 

algorithms. These algorithms often provide some visualization of the current state of the 
clustering process. Some consider visualization as a crucial aspect of cluster exploration and 

verification in cluster analysis. However, as Zhang [43] states “most visualization techniques 
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employed in cluster analysis are mainly used as tools for information rendering, rather than 

for investigating how groups change with the variations of the parameters of the algorithms”. 
In addition, the visualizations used cannot cope with multi-relational data and the user has 

limited influence in the way his data is visualized. 
 

Even if visualization would be used correctly, the algorithms used are based on traditional 

clustering algorithms, which may make the user’s intended grouping hard, or even 
impossible, to create. This may be solved for some cases where two groups are merged or 

one group is split. However, “automatic algorithms or statistical methods are not flexible 
enough to adapt all application-specific requirements” [43]. 

 

Because groups desired by the user can be of any shape or size, traditional methods which 
rate clustering algorithms are ineffective at rating these groups. These ratings often penalize 

high inter-group similarity, which may sometimes even be required by the user. 
 

Other approaches allow users to group entities by interactively training classifiers [29] in a 

visual environment. Each item that has been placed in a group may make the underlying 
rules more clear and may be used to group other items. However, a recent paper [3] shows 

that very limited work has been done in this field. As far as we know, none of the proposed 
systems allow for multi-relational data to be interactively grouped. Also, these systems allow 

only for marginal influence in the data visualization techniques used. 
 

This leads to the central question of this thesis: 

 
How can we help a user to interactively and intuitively group his, possibly multi-relational, 

data in a visual environment? 

 
In this thesis, we give an answer to this question. We present and implement a method 

where a user can interactively create groupings of his data, using intuitive methods. 
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1.1 Terminology 

In this section some terms used in this thesis are explained. We assume that the reader is 
familiar with Microsoft Excel or another spreadsheet program. See Figure 1 for some 

examples. 

 
Record A row in a dataset. 

Attribute A column in a dataset. 
Attribute value A Cell in a dataset.  

Category One of the values of an attribute. One category for “Tariff” is highlighted in 

Figure 1. 
Entity A record or a combination of multiple records of interest.  

 
Figure 1. An excel table where used terminology is highlighted. 

 
Grouping data can be seen as adding a new attribute. This attribute maps each record to a 

category. Groups can thus be seen as the categories for that attribute. 

1.2 Overview 

In chapter 2 of this thesis, previous work is described. First, work on data mining and 

visualization is presented. Next, related work in both of these fields is discussed as well as 

their weak and strong aspects. In chapter 3, the approach we take for this thesis is 
presented. Chapter 4 describes user actions that allow interaction with the system, as well as 

the feedback from the system. In chapter 5, the underlying data structures and models are 
explained. Chapter 6 describes how the work in this thesis was integrated in the visualization 

tool MagnaView. In chapter 7, real world examples are presented. Chapter 8 contains results 

from user tests. Finally, conclusions, future work and recommendations to MagnaView are 
presented in chapter 9. 
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2 Related Work 

Work related to the topic of this thesis is presented as follows. First, some general data 
mining terms and algorithms are explained. Next, algorithms which incorporate the user are 

given. Some visualization terms are described next. Finally, a conclusion is presented. 

2.1 Data Mining 

Data mining is a field of research which focuses mainly on finding patterns in data. The field 

can be divided into two: supervised learning and unsupervised learning. Clustering is the 
best known unsupervised learning technique: it can be used to group similar entities. 

Classification is the best known supervised learning technique: it can be used to group 

entities based on entities that are already grouped. Both techniques are explained in some 
detail in the next sections. 

 

Both techniques can be used in a similar way. Figure 2 shows a model which applies to most 
current, pure data mining tools.  

 A user sets the input parameters used by a data mining engine. 

 The data mining engine runs on the input data. 

 The output of the data mining engine is shown to the user. 

 The user looks at the result and may decide to change the parameters and restart the 

process. 

 
Figure 2. Data mining process. 

 

2.1.1 Clustering 

Clustering, or cluster analysis, is one of the techniques to group similar data [17]. Some 

algorithms for clustering take a dataset and a number as input, and will partition the given 

dataset into the specified number of groups, where similar entities will be placed in the same 
group. To do so, some similarity measure is needed. The goal of traditional clustering is to 

partition a group of entities into multiple groups which have a high inter-group similarity and a 
low intra-group similarity. 

 

The process of clustering is usually carried out automatically. Initially, the user only needs to 
set parameters that influence the method of calculating distances between entities and the 

target number of groups. Because these algorithms run automatically, the user can only 
change a few input parameters and re-run the clustering algorithm to get a new result if he is 

not satisfied with the current one. These input parameters, however, are usually hard to 

understand and the relation between them and the resulting groups may not be apparent to 
the user. Due to the unintuitive parameters and the fact that the algorithm cannot guess 
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which groups the user is looking for in his data, it is hard or even impossible for the user to 

create the groups he wants. 
 

Even when a user can set parameters of the clustering algorithm, some groupings cannot be 
found by the majority of algorithms. See for example Figure 3. This figure shows a scatterplot 

based on two numerical attributes; one for each axis. Here, three distinctive groups are 

visible as shown in Figure 3b. Many clustering algorithms do not allow a result with two 
groups in such a way that one equals the center visible cluster and one contains both the left 

and the right visual clusters. These algorithms do not allow for an input distance function 
which returns this result.  

Figure 3a. 2D Scatterplot showing 36 data points. Figure 3b 3 distinctive groups are visible. 

 
In this thesis we often use scatterplots showing two numerical attributes to explain how the 

distances between entities affect algorithms. 2-D scatterplots have as main advantage that 

entities which are similar are visually close to each other (See section  5.1). Note, however, 

that each of the algorithms used can handle more than two attributes, but a scatterplot using 
more than two attributes may not give the same insight. 

 

The clustering task is proven to be NP-hard [15]. To obtain results reasonably fast, multiple 
algorithms have been devised to approximate an optimal clustering result. K-Means [20] is 

one of these algorithms. The exact goal for K-means is: 
 

Given a set of entities, K-means clustering aims to group the entities into K groups 

while trying to minimize the total distance between entities within each group. 

 
K-Means represents each group as a so called centroid, which can be seen as a virtual 

record, with a value for each attribute. The distance between an entity and a centroid can be 
calculated based on the attribute values from the entity and the centroid using some distance 

measure. For more information see chapter  5. For a more elaborate explanation of K-means 

we refer to [20]. 

 
In short, K-Means works as follows: 

1) Create and initialize K centroids. 

2) Repeat  

3)   Group all entities to their closest centroid. 

4)   Update each centroid to be the average of all its entities. 

5) Until stopping criteria hold. 

2.1.2 Classification 

Classification is a data mining technique which predicts missing or new attribute values of 

entities. Classification is a supervised machine learning technique: it requires input data 
which guides the classification process. A typical use case for classification is a situation 

where a user has a dataset that is already grouped, and the user wants entities from another 

dataset to be placed in one of the groups. 
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Figure 4. The classification process. 

 
Figure 4 shows how the classification process works. Usually, classification algorithms build 

some sort of classification model from the grouped training data. This can be, for example, a 
decision tree, a Bayesian network, or a neural network. The classification model is then used 

to group new entities. See Figure 5 for an example of a decision tree used to group different 

kinds of fruit. This tree has been build based on a dataset containing information about four 
different kinds of fruit. It can be used to place any observed fruit based on its size and color 

into any of the four fruit groups in the leaf nodes. 
 

 
Figure 5. Decision tree which groups four kinds of fruit. 

 
One of the best known classification algorithms is the Nearest Neighbor (NN) algorithm. 

When this algorithm places a new data point in a group, it will choose the group in which the 
closest training data point has been assigned to. 

 

Figure 6 shows an example. This figure shows a scatterplot containing 50 entities of two 
different groups. Entities in one group are represented by circles, in the other group by 

squares. A Voronoi diagram is included in which lines show the points that have the same 
distance to their closest entities. The areas indicate all points that are closest to the enclosed 

entity. When we want to group the diamond shaped entity, we look at the closest entity, 

which, in this case, is a square. The diamond will thus be placed in the square group. 
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Figure 6. 1-Nearest neighbor Voronoi diagram, new entity is placed in the striped group. From [29]. 

 

K-nearest neighbor is a generalization of the NN algorithm. In this algorithm, the new group 
of a new entity is the mode of the groups of the K closest entities. This majority may be 

weighted with the distance to the new entity. K-nearest neighbor performs better than NN 

when the training data contains noise. 

2.1.3 Active Learning 

In some cases, the training data for classification algorithms can only be obtained with 
significant effort and costs. A database may contain, for example, lots of patients and 

symptoms, whereas their disease is unknown. To obtain the illness of a patient, the patient 
needs to be tested, which requires effort and budget. When the illness of multiple patients is 

known, a classification model can be updated to more accurately determine the illness of 

other patients.  
 

Active learning is a data mining technique that helps users select those ungrouped entities 
that improve the classification model most if they would have been added to the grouped 

training data. By using active learning, the size of the training set used may be relatively 

small while the classification precision remains the same.  
 

See for example Figure 7. This scatterplot shows a training set of seven entities, which 
represent two different groups. Since each entity in the training data represents the grouping 

of each neighboring entity, we can easily see that the bottom entities should be put in the 

blue group while the top-right entities should be red. The grouping of the top-left entities 
(within the grey circle) however, is uncertain. There is no entity in the training data which 

represents this area, which results in an area where the grouping might not be as intended 
by the user. When using active learning, we show to the user which entity should be added 

to the grouped training data in order to improve the classification quality most. 
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Figure 7. A poor choice of leaders will result In uncertain followers. 

 

Usually, active learning is implemented greedily. This means that one entity is calculated that 
will give the most improvement in certainty when added to the training data. The certainty 
states how well a classification model predicts missing values. Another approach would be to 
ask the user how many entities he wants to add and then choose that many entities which 
together improve certainty most. This batch mode active learning performs better, but, in 
many situations this type of active learning is computationally infeasible [36].  
 

The problem of selecting the entity that, if grouped, will give the most information is NP hard 

[19]. In order to use active learning in an interactive environment, different approximation 
approaches have been used. When the classification model returns certainties for each 

grouped entity, these certainties can be used to select the next entity to add [34][23]. One 

approach is to select the least certain entity as the next entity to add, however, this entry may 
be the only one in its neighborhood. Therefore in the worst case, more information is gained 

only on the grouping of the newly added entity. 

2.1.4 Multi-Relational Data 

While most existing data mining approaches look for patterns in a single data table, multi-
relational data mining approaches look for patterns that involve multiple tables (relations) 

from a relational database [22][9]. The relation between the data in the tables should be 

known in advance. 
 

An example where multi-relational data mining is useful is the case where each patient in a 
hospital can have multiple treatments. This data is stored in a database containing two 

tables, one for the patients and one for the treatments. For each patient, the address and 

name are stored and for each treatment the name, data, and duration are stored. Figure 8 
shows a visual representation. The data in this dataset can be represented into a single, 

flattened table, which will result in patient information duplication. Figure 9 shows an example 
of a flattened-table containing the data shown in both tables. In this example, we want to 

compare different patients. Therefore each patient can be considered as a single entity, even 

though it may be represented by multiple records. 
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Figure 8. One patient can have multiple treatments. 

 

 
Figure 9. Example flat table containing patient data. 

 
Most of today’s datasets contain multi-relational data. Therefore, we are also interested in 
finding patterns in multi-relational data. A clustering algorithm could for example group 

patients which have had similar treatments. This is explained in detail in section  5.2.  

2.2 Interactive Data Mining 

In the previous sections we explained some data mining algorithms like clustering and 

classification. The algorithms given do not involve the user for making decisions. 
 

This section describes systems which allow users to input their domain knowledge into the 
data mining tasks. Interactive data mining allows the user to gain insight in the data or the 

created data model during the data mining task.  

 
Some systems describe how user interaction on visualized data may add information into the 

data mining system. The next sections describe some methods and systems for interactive 
data mining.  

2.2.1 Interactive Clustering 

In section  2.1.1, we discussed clustering, which aims to group entities while minimizing a 

distance between entities inside groups. We also stated that this problem is NP-hard and 
showed an approximation algorithm. Another approach to solve the clustering problem is by 

involving a user. By involving the user, a system may be able to find a better clustering than 

an algorithm that does not involve the user. This approach is also called semi-supervised 
machine learning. 

 
Another reason to involve the user in the clustering process is to solve the problem of 

unintuitive or inadequate parameters. The user may have a desired clustering in mind but 

may not be able to reproduce it with a pure clustering tool. Involving the user during the 
clustering process might solve this problem. 

 
The most popular approach to the interactive clustering of data is constraint-based 

clustering. This approach limits available groupings by a number of constraints on the 

grouping of entities. One constrained based method that involves the user is to let users 
specify which entities may or may not be in the same resulting group. These constraints are 

often called “must link” and ”cannot link” [39]. 
 

Algorithms using these constraints often use an adapted version of the K-means algorithm. 

They first run the K-means algorithm where must-link entities have a distance of 0 and 
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cannot-link entities have a distance of ∞. If no grouping is possible with the given constraints, 

some constraints may be ignored.  
 

Cohn et. al. [7] describe a clustering method which uses these constraints. K-means 
clustering is used to group all entities, users can then critique on the groups by adding 

constraints, after which K-means is re-run. Cohn et. al. state that it is easier to critique than 

to construct groups. Some users do not know the exact groups they are looking for: these 
users may gradually obtain insight in their data during the grouping process. 

 
Davidson et. al. [8] state that the previous method has a large disadvantage, the groups 

created can change a lot when re-clustering. The user may have liked the existing grouping 

and there is no guarantee that a similar grouping would be found when reapplying the 
algorithm. They propose a method which minimizes changes in groups when adding or 

removing constraints.  
 

DesJardins et. al. [18] implemented a system based on the constraints. They allow the user 

to drag and drop visualized data between groups. Constraints are derived from these user 
actions.  

 
Some constraints are more important than others [4], therefore, when active learning is used, 

fewer constraints are needed to obtain the same groups. 

 
The main disadvantage of these methods is that they rely on the K-means algorithm, which is 

unable to find complex structures in data. The number of groups created can be set once; no 
new groups can be added or removed. 

2.2.2 Interactive Classification  

Interactive classification systems allow users to create the classification model by interacting 

with the visualized model or data. The main difference between interactive clustering and 

classification is that, while in clustering all data is visualized in the groups that are calculated, 
classification algorithms know the desired grouping of all training data and aim to create a 

model based on this data. 
 

There are two popular approaches for interactive classification. The first method visualizes 

the training data using decision trees (See section  2.1.2). For each split in the tree, the effect 
on the training data is shown. Users can interact with a visualized decision tree to add, 

remove or manipulate the splits. Examples are [1], [30], and [24]. 
 

Another approach is to let users draw the data splits in scatterplots of the training data using 

lines or polygons. [35][25]. This approach focuses less on the model that was created and 
more on the effect of the model on the data. The goal is the same: split the data in such a 

way that mostly pure groups of training are shown. While not explicitly visualized, the model 
can then be used to group input data. 

 

Where clustering tools try to minimize distances between groups, classification tools try to 
create a model which groups entities based on previously grouped entities. The classification 

precision, or percentage of correctly grouped entities, can be predicted by splitting the 
original training data into two sets. One set is used to (interactively) create the classification 

model, the other is used to test the model by letting the model group the entities and 

compare that value with the actual group the entities belonged to. 
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2.2.3 Interactive Grouping 

Interactive grouping systems allow users to create any grouping of data they like. Initially, the 

system has no grouping information of the entities. It could even be the case that the user 

does not even know the target grouping in advance; this grouping comes about during the 
interaction. 

 
These systems are different from interactive clustering systems, since the user can control to 

a large extent which groups can be created and how these groups are shaped. The target of 

interactive grouping systems is not to create a grouping which minimizes distances between 
groups, but to create any grouping the user desires. Usually, these tools create a 

classification model based on user interaction. 
 

However, interactive grouping is also different from interactive classification. Where 

interactive classification tools create a classification model based on only the training data, 
interactive grouping applies the classification model to all entities in the dataset. Initially, no 

training data is available.  
 

One such system is presented by Basu et. al. [3]. They propose a system which visualizes 

entities in a plane. They allow users to create groups of entities interactively by dragging 
them. Groups can be created and entities can be put into those groups. When putting an 

entity in a group, similar entities will also be placed in that same group. Entities which do not 
belong in a user defined group will be put into a rest or “miscellaneous” group. 

 

Seifert et. al. [33] describe another system. This system visualizes all entities using a 
“information landscape” visualization, which shows the relation between entities and groups 

created. The user can then select entities and can create a new group from the selected 
entities. Again, a classifier is trained in the background based on the user interaction. 

 

Chen and Lui [6] take a different approach. They first use the interactive clustering approach 
to create groups. After these groups are created, these can be manipulated by dragging 

entities between groups, merging groups or splitting groups. Groups can also be named to 
present the findings. Table 1 gives a small overview of the different data mining techniques 

discussed. 

 

 Traditional Interactive 

Clustering Automatically group similar data. Group similar data with the help from the 
user. 

Classification Create a model based on training 
data. This model is used to group 

new data. 

Create model with help from the user. 
Based on training data. 

Grouping - Create any grouping of data the user wants. 

Table 1. Relation between data mining tasks and interactiveness. 

2.3 Visualization  

In the previous section, we described some systems which allow for interactive grouping of 

data. These systems use some predefined visualizations with which the user can interact. 

This section describes some visualization tools which allow users to create custom 
visualizations themselves. These visualizations can be used to interactively explore data. 

 
One of the focuses of the visualization field is the generation of graphical representations of 

data. Many tools are able to create visualizations of data, for example Microsoft Excel [11] 

allows the creation of a variety of visualizations of user data. These include bar charts, 
scatterplots, pie charts and doughnut charts. 
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For most of these visualization types, Excel uses aggregation based on some sort of 

grouping to combine multiple entities into a single value. For example, a bar in a bar-chart 
often represents the aggregated value of hundreds of records. The visualizations created in 

Excel will change when the underlying data changes. When the user hovers over the 
visualization, some information about the aggregation is provided. 

 

Other tools [26][2][16][31] allow users to interactively gain insight and explore their data. 
Visualizations created in these tools are interactive: while hovering over a part of a 

visualization, the underlying data may be shown to the user. The underlying data can be 
visualized by drilling down on it. Data used in visualizations can be chosen using filters, or 

removed by selecting individual entities and consecutively hiding them.  

 
These interactive visualization tools are heavily based on the groupings that attribute 

categories impose on a dataset. Wilkinson [41] shows how this can be done. Some 
examples are: 

 The color of a visualized entity can be chosen based on an attribute, for example when 

using a numerical attribute a red-green color scale can be used to color glyphs. On 

categorical data, each category could have its own color to make it easy for the user to 

find distinction between attribute values. 

 Size could be set using numerical attributes; larger visualized entities means that the 

entities have higher values.  

 Positioning of entities, for example the position in a scatterplot, or sorting of bars in bar 

charts.  

 Filters that allow entities to be hidden based on the filter’s selected attribute values.  

 Labels that show the value for an attribute.  

 Glyphs for different categories of an attribute. 

 Grouping of entities based on their attribute value. This tells a visualization algorithm for 

example which bars should be used in a bar chart or which slices in a pie chart.  

Multiple levels of data grouping are possible in most visualization tools. Figure 11, for 

example, shows a pie-chart with two levels of division. In the inner circle, the division of sales 

is shown per country, where the size of each slice represents the number of sales. The outer 
circle shows the sales per city. Figure 10 shows a stacked bar chart, where sales are first 

divided into months, resulting in one bar per month. Next, each month is divided into sales 
persons with one colored rectangle per person. Figure 12 shows a visualization created in a 

third tool, in which first telephone calls are grouped per sales person, next per number called. 

As can be seen, groups in which data can be split play an important role in many 
visualization tools. 

Figure 10. A Stacked bar chart containing 
two division levels in Tableau. 

Figure 11. A pie chart containing two 
division levels in QlikView. 
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When the grouping of entities is stored in an attribute and each group is represented as one 
of that attribute’s categories, the grouping of entities can be visualized easily using the 

methods described in this section. 

2.3.1 MagnaView 

MagnaView is a visualization tool not unlike those discussed in the previous sections, It 
allows all of the options described. An example is presented in Figure 13. Here, sales data is 

visualized. Each sales record is grouped by sales person, colored on product type and sized 

according to product’s price. 
 

MagnaView allows actions to be defined on data in the visualization. When the user clicks, 
double-clicks, drags or drops something on a region where data is visualized, the action 

assigned to that region is executed. 

 
These actions allow for interactive manipulation of visualizations. Actions can be added by a 

developer, allowing new data mining techniques to be added. 
 

 
Figure 13. A visualization using a different attribute for color, size and grouping of the data. 

  

Figure 12. A treemap containing two division levels in Advizor [2]. 
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2.4 Conclusion and Requirements 

In the previous sections we covered the current state of research of interactive grouping and 
visualization of data. In this section we draw conclusions from the previous work and state 

the requirements for our work. 

 
Data visualization is a field of research concerned with creating visual representations of 

data. Often data visualization tools allow the user to interactively create different 
visualizations of their data and allow filtering, highlighting and drilling down on data. In 

general, visualizing data enables users to gain more insight. 

 
Data mining is a field of research that focuses mainly on algorithmically finding patterns in 

data. Clustering algorithms automatically find groupings in data based on a similarity 
measure. These clustering algorithms are often hard to use by non-experts, due to their 

unintuitive parameters [13]. 

 
To utilize both humans and machines to explore data, Data mining and visualization could be 

combined. However, according to Bertini and Lalanna only few integrated visualization and 

data mining tools exist [5]. Even worse, Seo and B. Shneiderman [32] state that in the field of 
data mining “A large number of clustering algorithms have been developed, but only a small 

number of cluster visualization tools are available to facilitate researchers’ understanding of 
the clustering results”.  

 

Keim et. al. [21] state that visual analytic tools should integrate data mining with visualization 
techniques. Many visualization tools claim to do so [2][16][31]. However, these tools are in 

fact just visualization tools that contain some data mining techniques, which are not an 
integrated part of the tool. 

 

To integrate grouping of data into a visualization tool, we define the following requirements, 
also based on the requirements for a good clustering visualization tool [43]. 

 
R1 The user should be able to create any grouping of data.  

Whenever the user sees patterns he finds interesting and wants to group data based on 

these patterns, our tool should allow the user to do so.  
 

R2 The system should be interactive. 
Since there is a need for users to be actively involved in the grouping process, the system 

should allow the user to add knowledge. To do so efficiently, our system should allow the 

user to interact with the created groups and the underlying entities. Response times on user 
actions should be within reasonable time constraints. This imposes some limits on the type of 

data mining algorithms that can be used. 
 

R3 The system should help the user to create groupings efficiently. 

The simplest method to group entities is to put the entities in a group one by one. However, 
for datasets with many entities, this becomes infeasible. Therefore the system should learn 

how to efficiently group all entities from user interaction. 
 

R4 The system can incorporate user-defined visualizations in the grouping process. 

Patterns made visible in one visualization might not be visible in other visualizations. Thus, 
when the user sees these patterns and wants to create groups based on these patterns, the 

visualizations created by the user should be used as a basis for the interactive process. Also, 
the user knows the meaning of his data better than the system and has a visualization tool to 

gain the required insight in his data and to create visualizations that represent the groups he 

wants to find. Since we explicitly choose to use the user-defined visualizations as a basis for 
the grouping process, we assume that the user can create visualizations with a visualization 

tool. Users should be able to interact with the user-created visual representations of their 
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data. This allows users to retain understanding of their data and helps the system to gain 

domain knowledge. 
 

R5 The system should be easy to use. 
As stated before, data mining tools are often hard to use. We should make it easy for the 

user to understand what user interaction is possible and what effect the user interaction has 

on the groupings. To improve the user’s understanding of the system we should introduce 

some kind of intuitive metaphor. This is further explained in chapter  3. 

 
R6 The system should allow for incremental changes of groupings. 

Traditional clustering algorithms will, after setting a fixed set of parameters, result in some 
partitioning of a dataset. Changing one parameter might result in a completely different 

clustering, which the user did not expect. Users should be able to refine the grouping they 

created. This should be made possible by allowing users to add information about the 
clustering into the system, instead of changing a fixed set of parameters. This functionality is 

given in section  2.2.3. 

 

R7 The system should allow for multi-relational data to be grouped. 
Multi-relational data is a form of structure in a database. Many datasets contain multi-

relational data. If a dataset does, our system should be able to perform groupings on these 

structured data entities.  
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3 Approach 

In this chapter we present our solution for the interactive grouping problem. This solution 
fulfills the requirements stated in the previous chapter. Firstly, we describe the global view of 

our approach. Next, a model is presented that describes the environment in which our 
approach is used. Finally, some algorithms and reasons to use them are discussed. 

3.1 Interactive Grouping 

We propose the following iterative method as a solution to the grouping problem. This 

method is based on the interactive grouping methods as described in section  2.2.3. 

 
1. Let the user interactively change the current grouping by one of the following actions:  

 Splitting all ungrouped entities into multiple groups using a clustering 

algorithm. 

 Splitting an existing group using a clustering algorithm. 

 Merging existing groups. 

 Creating a new group.  

 Moving an entity from one group to another. 

 Reducing the number of entities in a group. 

 Increasing the number of entities in a group. 

2. Automatically re-group all entities, using the NN classification algorithm. 

3. If the current grouping is not the intended one, go to the first step. 

Using these steps a user can interactively and iteratively create the grouping he intends. The 

algorithm that re-groups all entities in step  2 is the nearest-neighbor classification algorithm. 

As a result, whenever an entity is put into a new or different group, entities similar to that one 

will also be put into that group (see section  3.7.2). 

 

When a user starts grouping entities, his first action may be to cluster the entities 

automatically, this provides first insight in similarity among entities. As others show, when 
grouping data, it is often more easy to critique than to construct [7]. Clustering thus provides 

a starting point which the user can manipulate into the intended grouping.  
 

However, the user does not need to stick to automatically created groupings. If the user 

knows some desired grouping of several entities, he may choose to put them into the desired 
groups one-by-one. If a user would like similar entities to be in the same group, only 

representatives of each similar group need to be manually grouped. In case the user does 
not want similar entities to be placed in the same group, each wrongly grouped entity can be 

manually re-grouped. In the worst case, the user would need to set each entity’s grouping 

manually. 
 

See for an example Figure 14. This figure shows how a user can create a grouping by 
manipulating groups. Figure 14a shows a scatterplot with all entities put in a rest group. 
Figure 14b shows the groups after the user has chosen to split the rest group into 4 different 
sub groups. Each group has its own color, some outliers remain in the rest group. Figure 14c 
shows the same groups, where the red group has grown to include some blue outliers. 
Figure 14d shows the same groups where the user chooses to put one of the top right yellow 
entities in the green group, taking along a number of other yellow entities. Figure 14e shows 
the groups after the user creates a new group based on one of the red entities. Figure 14f 
shows the groups after the red group has been merged with the green one. 
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a) Start, all entities are placed in the rest group. 

 
b) After splitting into 4 groups, some entities 

remain ungrouped. 

 
c) Resizing the red group. d) Adding a yellow entity to the green group. 

 
e) Adding a purple entity to the red group. 

 
f) Merging the red with the green group. 

Figure 14. Manipulating groups. 

 
Our solution has several advantages over traditional clustering tools. First of all, by allowing 
users to create their groupings interactively, they may gain more and more insight in the 
desired grouping over time. As Cohn et al. [7] state “The very act of human browsing can 
lead to the discovery of what clusters are desired.” 
 
Also, by allowing users to put entities into groups manually, we are able to group data in 
ways that are hard or even impossible to create with traditional, or even interactive clustering 
tools. By doing this iteratively, the user can steer us in the direction of these groupings. 
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3.2 Visual Interactive Grouping 

While other systems visualize the user’s entities using some default visualization method, we 
allow users to define their own visualizations. To do so, we added a Step 0 in the iterative 

solution from the previous section. In this step, the user visualizes the entities and their 

grouping. Using user-designed visualizations has several advantages over non visual 
systems or system which use a default visualization technique.  

 
First of all, because the user interacts with visualized data, the user may gain a good 

understanding of both the groups he created, and the entities inside these groups. Visual 

representations, especially interactive visualization, can be very powerful in revealing trends, 
highlighting outliers, showing clusters, and exposing gaps [6]. 

 
Secondly, because each step is visualized using settings set by the user, he can re-use 

visualizations that he created earlier to show the effect of the groups he created for his data. 

 
Finally, since the user created the visualizations himself, these visualizations reflect the 

domain knowledge of the user. The settings used in these visualizations allow us to gain 

more information about the structure of his data. In section  5.2.2, we explain how this is 

accomplished. 

 
We allow multiple visualizations to be shown to the user at the same time. Users are able to 

visualize all entities in any of the used visualizations. This enables users to gain different 
insights from different visualizations at the same time. For instance, one visualization could 

show all the created groups and their sizes, where another visualization could show the 

relation between the entities, for example, using a bar chart and a scatterplot.  

3.3 Active learning 

In section  0 we showed that active learning can be used to help users select those entities 

which will improve the classification model most when added to the training data. Since we 

use a classification algorithm to place all entities into groups and we obtain the training data 

from the user interaction, active learning can be used to help the user select the most 
important entities to group. 

 
To do so, we added another step in our iterative solution. Before visualizing all entities, active 

learning is used to calculate which entity will improve the classification model most, 

improving the certainty in which our classification groups entities. This calculated entity is 
optionally highlighted in the visualization step. 

 
The user can choose to place the highlighted entity into a group using the user actions 

provided. 

3.4 Application Model 

From the user’s perspective, a visualization of the grouped data is shown. The user can 
interact with that visualization by dragging and dropping visualized entities and groups. After 

performing the actions, the visualization is updated and the new grouping is shown. Figure 
15 shows the entire grouping process with interaction on visualized data. This process goes 

as follows: 
1. A user is looking at his data in one or more visualizations. These visualizations show 

the current grouping of its entities.  

2. The user can perform certain actions on these visualizations. These actions are 

explained in detail in chapter  4. 

3. Actions update the parameters of the data mining engine used.  
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4. The grouping engine will use the original input data and the updated set of input 

parameters to create a new grouping of the data. 

5. This new grouped data is then used as input in the displayed visualizations, as 

described in step 1. 

This process is initiated by the user telling creating a certain visualization which displays 

editable groupings of his data. 
 

 
Figure 15. Overview of the user-system interaction. 

3.5 Leaders and Followers 

To understand the effect of each action better, we use a metaphor for the data mining terms 

used. Dix et al. [12] suggest that, “Metaphors are used quite successfully to teach new 
concepts in terms of one’s which are already understood”.  

 

Entities which have been manually put into a group are used to group other entities. These 
entities are used as training data for our classification algorithm. Other entities follow the 

entities with a group assigned to them. Therefore we choose to use leaders and followers as 
our metaphor.  

 

Leaders are the entities that are put into a group manually; followers are the other entities, 
whose grouping is based on their closest leaders. See below for a more detailed description. 

Here,   represents the function which returns the distance between an entity and a leader. 

This function is explained in detail in chapter  5. 

 

Entities are the objects of interest. We denote the set of all entities as follows: 
 

  
 

The set of leaders   consists of uniquely identifiable entities.  

 

             

 

A Group is defined by a set of leaders. The set of all groups is thus a subset of the powerset 
of all Leaders. The groups are restricted such that a leader is only in one group and each 

leader must be in a group. 

G      
 

An entity follows its closest leader, or the leader with the lowest index if two leaders are tied 

for closest. 
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The followers of a group are defined as follows: 
 

          

   

  

 
In order to help users identify outliers, we introduce a rest group. The size of this group is 

determined using a variable r, which limits entities from following leaders as follows.  

 

                         
 

Note that the definition of group followers uses this new definition. 
 

          

   

  

 
Some entities remain ungrouped. We re-define the rest group as all those ungrouped 

entities. 

            

   

 

 
Entities are thus grouped into their closest leader’s group, as long as the closest leader is 

closer than r. Each entity is put into at most one group. Entities may not have a leader closer 

than r, those are thus placed in the rest group. 
 

Leaders also have a charisma value. This charisma value is used to calculate the distance 
between the leader and another entity. The more charisma a leader has the closer entities 

will be to that leader, the more followers that leader will get. This is explained further in 

sections  4.7 and  5.3 

 

When a follower has been assigned a group by the user, this entity will become a leader. 
This will be called promoting that follower to a leader. That leader is then representing that 

group. When a leader is no longer representing a group, that leader is demoted and 
becomes a follower. 

 

Each of the user actions changes the existing groups, leaders or the charisma of a leader.  

3.6 Visualization 

As stated before, users may define the visualizations used for the user interaction 

themselves. We used an existing visualization tool do so. Figure 16 shows two visualizations 
which can be created by the user. These visualizations show the same state in the grouping 

process.  

Figure 16a shows a bar chart where each group is given a separate bar. The size of the bar 
corresponds with the number of entities in the bar’s group. Note that seven leaders exist in 

two different groups; they are highlighted in black in both visualizations. The suggested 
active learning entity is highlighted in yellow. We use similar highlighting of leaders and 

active learning entities (if used) in visualizations during the rest of our thesis. The first bar 

contains the rest group (See section  3.7.2). The last, empty, bar is used for creating new 

groups, which is explained in chapter  4.  
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Figure 16b shows the same grouping with the same leaders in a scatterplot, entities from the 

same group have the same color. This visualization shows how the leaders define the 
grouping. When the dataset used only contains two attributes, the scatterplot is a good way 

to show correlations between attributes and the resulting groups. Note that since we allow for 
multiple visualizations to be shown to the user, both methods can be used at the same time. 

 

 
Figure 16. Two visualizations showing the same data and grouping. Leaders and the active learning 

entity are highlighted. Not every entity is close enough to a leader to be grouped. 

 

3.7 Algorithms 

This section describes the existing data mining algorithms that we use. How these algorithms 

work is described in chapter  2. We use K-means to automatically split entities into similar 

groups, nearest neighbor is used to automatically group followers based on the leaders. 

3.7.1 K-means 

Each clustering algorithm has its own strengths and weaknesses. Our need for a clustering 
algorithm is based on the creation of groups of data which are similar. Since we assume that 

users want to put entities which are similar in the same group, clustering can be used to 
discover which groups of similar entities exist. Any reasonable clustering of entities will 

improve the user’s insight in his data; flaws of the clustering algorithm can later on be fixed 

by the user. 
 

K-means is an easy to implement algorithm which approximates a good clustering of data. 
The algorithm is relatively efficient, it has a runtime of O(tKn), where n is the number of 

entities, K is the number of clusters, and t is the number of iterations. 

3.7.2 Nearest Neighbor 

Since we divide entities into groups after each user action, we need an algorithm which can 

do this, based on the information given by the user. Classification algorithms require a set of 
example entities for which the grouping is known. This set is then used to put other entities 

into an appropriate group. The user interaction we allow, generates this training data for us 
automatically, in the form of leaders. Each time a user puts a certain entity into a group, we 

can say that the entity becomes a leader for that group. Our algorithm gains more and more 

information each time the user creates more leaders. 
 

As classification algorithm we chose the nearest-neighbor (or NN) algorithm which is 

described in section  2.1.1. NN is an algorithm that is fast and needs no classification model 

to be built. It is an algorithm which handles correlated features well and allows for any group 
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shape. This means that it supports requirement R1: the user can create any partitioning he 

wants. Seifert et. al. [33] state that NN training performance is suitable for frequently 
changing training sets where leaders group are added (or removed) fairly often, and where 

groups need to be reorganized from time to time.  
 

NN requires, like K-means, a distance measure between entities. We choose to use the 

same distance functions for both algorithms. The distance functions are explained in chapter 
 5. 

 
The algorithm also allows for an easy rest group mechanism. Entities furthest away from any 
leader may be left ungrouped.  

3.7.2.1 Stability of NN 

Because NN uses the nearest example entities when grouping entities, creating a new leader 
will only change the grouping of entities which are close to that new leader. Because of this, 

the grouping remains stable, as stated by requirement R6. 
 

Moreover, any promotion of a new leader will only change entities into that leader’s group. 

See for example Figure 17. Figure 17a shows a scatterplot with two highlighted leaders. The 
gray line represents the line where distances between each leader are equal. When adding 

another leader like in Figure 17b, only the followers closest to the newly created leader will 
change groups. Followers that have changed will only follow the newly created leader. 

 

 
Figure 17. a) Two leaders creating two groups are shown. The gray line separated the groups created. 

b) Another leader is created, only entities closest to that leader will change their grouping. 
 

3.7.2.2 NN Relation to K-means. 

Using the same distance function in both K-means and NN has several advantages. First of 
all, distance measures can be shared between these algorithms. Also, groupings created 

when running K-means to cluster entities can easily be approximated using NN. This can be 

done by creating a leader from the closest entity to each centroid. Figure 18 shows an 
example of this. In this figure, 22 entities are shown in two scatterplots. In Figure 18a, the 

entities are clustered using the K-means algorithm. Gray diamonds represent the final 
position of the 4 centroids used. Grey lines show the resulting K-means partitioning. In Figure 

18b, the closest entities to each centroid have been promoted to leaders for the NN 

algorithm. In this case, not only the number of created groups is the same, but those groups 
also contain the same entities as with the K-means clustering. 

 
This does not always need to be the case. Figure 19a shows another set of entities which 

are clustered using K-means. Figure 19b shows the grouping which results from promoting 

all entities closest to the centroids to leaders for the NN algorithm. As we can see, one entity 
which first was in the right cluster is now part of the left group. In practice, this does not seem 

to be a big problem. In real data, there is usually an entity near a centroid. If not, the 
clustering might change slightly. This is not a problem here, because the created groups are 

only used as a starting point from which the user can critique. 
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Figure 18 a) 22 entities are clustered, the diamonds represent the final centroid positions. b) Entities 

closest to the centroids are promoted to leaders.  

 

 
Figure 19 a) 9 entities are clustered, the diamonds represent the final centroid positions. b) Entities 

closest to the centroids are promoted to leaders.  
 

3.7.3 Active Learning 

Leaders play an important part in defining the grouping of data. Therefore important leaders 
are suggested to the user. We do this by implementing active learning. 

 
We implemented an approach which uses a combination of entity density and their 

uncertainty. This goes as follows, see Figure 20 for the visual representation of each step. 

1. Figure 20a. Start in a state where leaders and followers may exist.  

2. Figure 20b. Remove the followers which have the highest certainty. They are already 

close to a leader, so there is no need for them to be a leader themselves.  

3. Figure 20c. Use the K-means algorithm to create clusters of these less certain clusters. 

Clusters are highlighted. 

4. Choose the cluster which represents the most uncertain entities (See next sections), in 

this example the right bottom.  

5. Figure 20d. Show to the user the entity closest to the cluster’s center, by highlighting that 

entity. 

6. The user sets the grouping of that entity, by setting the selected entity from any 

visualization to the correct group. (See section  4.3). 

7. Repeat for the next entity by going to step 1. 

Note that the user only sees that an entity becomes selected in his visualizations. This may 
be a glyph in a scatterplot, but also a tile in a bar chart. When using scatterplots, the user 

can see why entities are chosen. When using bar charts, the user may not have an 
understanding of the underlying distances between entities. Note that the user does not need 

to use active learning. He can manipulate the group of any entity he chooses. 

Selecting the best cluster can be accomplished using different metrics. We take the cluster 
which has the highest combined distance to a leader. The further away an entity is from a 
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leader, the less certain that entity is placed in its group. This method thus selects the least 

certain group. 
 

 
Figure 20. Four steps in our active learning algorithm. 
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4 Interactive Group Manipulation 

To help the users to create a grouping of entities, we allow them to perform actions based on 
the visualized data. As stated in requirements R1 and R3, these actions should support 

creating any possible partition of data, while keeping the number of actions performed low.  
 

The actions we created in our system are derived from work discussed before. Together they 

allow users to create any possible grouping of data. In chapter  6, the user interface and 

methods for executing actions is explained. The following sections introduce the actions. 

4.1 Adding Groups 

Since the user should be able to create any grouping of data, we must support them with 

creating these groups. Since a group can only contain entities if it has leaders, and thus 

possibly followers, creating a group also adds a leader to that group. 
 

A1 Create a new group based on one or more selected entities 
This action creates a new group and promotes the entities selected by the user to become 

leaders for the new group. Figure 21 shows an example where the user creates a new group 

based on one entity. Followers of the new leader will be put into the new group. 
 

 
Figure 21. Two views shown at the same time. Before (top visualizations) and after (bottom 

visualizations) executing action A1. The entity to be promoted is highlighted in yellow. 
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4.2 Removing Groups 

If a group is no longer needed, it may be deleted. This can be done with the following action: 
 

A2 Deleting a group. 
This action demotes all existing leaders in a group. 

4.3 Moving Entities to an Existing Group 

Entities can be put into an existing group. When doing so, the entities will be promoted to 

leaders of that group. This can be used near the borders of a group, to extend the group in a 
certain direction. Active learning may suggest which entity should change its grouping; but 

users are allowed to change the grouping of any visualized element. 
 

A3 Moving one or more selected followers to an existing group, and promoting them to 

leaders. 
When moving an entity to a group, that entity will become a leader for the target group. 

Figure 22 shows an example where a moved entity was put in another group. Figure 23 
shows an example where the moved entity was put into the group it already belonged to. In 

both cases the highlighted entity is promoted to leader of the red group. Followers of the new 

leader are put into the red group.  
 

 
Figure 22. a) Before and b) after setting the yellow highlighted entity to the red group via action A3. 

 
Figure 23. a) Before and b) after setting the yellow highlighted entity to the red group via action A3. 

 

A4 Moving one or more leaders to an existing group. 

When moving a leader to a different group than it represents, that leader will represent that 
group instead.  
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4.4 Demoting Leaders 

Leaders can be demoted. That leader will no longer represent a group. The group it first 
represented may lose followers. 

 

A5 Demoting a leader. 
This action will demote the leader. That leader will become a follower. Figure 24 shows an 

example of this. Notice that in this example the original leader is still part of the group it first 
represented, but that group’s size has been reduced. 

 

 
Figure 24. a) Before and b) after demoting the yellow highlighted leader via action A5. 

4.5 Splitting Groups 

We also allow users to split a group into multiple, smaller groups of similar entities. Because 

this automatically finds possible interesting groups, the user may gain more insight in his 
data. In addition, these groups may be used as a basis on which the user can critique again.  

 
A6 Splitting a group into multiple smaller groups. 

When choosing this action, the user is asked the target number of groups which the chosen 

group must be split into. We then perform a K-means clustering on the chosen group to find 
the centroids which represent different new groups. Next, leaders are chosen such that the 

new groups are represented by a leader, as described in section  3.7.2.2.  

 

All new leaders created this way will have the average charisma of the original leaders in the 
group. We find that in practice, the new groups together contain a similar number of followers 

as the original group. 

 
We also allow users to split-up the rest group; this may provide users with a starting point 

from which they can continue the grouping process, or find new patterns in ungrouped 
entities. 

 

Figure 25 shows an example where a group is split into four different groups. Figure 25a 
shows the situation before the split, Figure 25b after the split. The leaders which represent 

the top right and bottom center groups are left unchanged, new groups are represented by a 
single leader.  

4.5.1 Problems with Splitting Groups 

The method we use for splitting groups may result in changes of grouping which are not 

intended by the user. The two highlighted areas in Figure 25b show an example of this. The 

small area contains one entity which first belonged to the large group which has been split, 
whereas it now belongs to the bottom center group. The other area contains entities which 

first belonged to the bottom center group, while they now belong to one of the new groups. 
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Figure 25. a) Before and b) after splitting the blue group into 4 groups via action A6. 

 

This phenomenon may not be a bad thing, it usually occurs near the borders of the groups 

where the grouping of entities is uncertain. There are cases where the unexpected changing 
of groups is hard to avoid. Figure 26 shows example where one group cannot be split easily; 

the outer group, represented by six leaders may not be split into two groups easily. When 
only two leaders may be placed, one group will always be merged with the center group. This 

problem may be solved by having more than two leaders to only represent the two groups.  

 

 
Figure 26. While the blue group can be easily split into two, this is not easy for the red group. 
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4.6 Merging groups 

While grouping the entities, a user might want to merge two groups, for example when 
splitting one group did not have the desired effect or when the user came to a different 

insight in his data. While the user can merge groups by moving all leaders of one group into 

the other group, this might be time-consuming when many leaders are used. Therefore we 
allow the following action. 

 
A7 Merging one group with another one. 

This action will change the grouping of all leaders from one group to represent another 

group, without changing their charisma. 

4.7 Changing a Group’s size 

Users are able to change the size of groups. To do so, users are able to change the 

charisma of the leaders inside a group. The more charisma a leader has, the more followers 
will follow that leader. This can be used to find small features or correct entities’ grouping 

near borders (like Figure 25b). Changing the size of a group can be done using the following 

action: 
 

A8 Changing the size of a group. 
The user can directly change the number of entities which will be put into the group. He can 

choose any number of items ranging from the number of leaders in this group to the number 

of non-leaders in all groups. When two entities have the same distance to a leader however, 
both entities must be either in, or out the group. 

 
Figure 27 shows an example where the size of a group is changed. The charisma of the right 

bottom group was increased which resulted in more entities being put into that group. The 

direction in which entities are added depends on the distance measures used (See section 

 5.1). 

 
Figure 27. a) Before and b) after changing the charisma of one leader via action A8. 

 
By allowing users to change the size of a group, we also allow them to overcome some 

negative aspects of the NN algorithm. Figure 28 shows an example of this. Here we see that 

it is not trivial to create groups of different sizes. In Figure 28b, the leftmost group has been 
increased in size until it contained the entities we liked. Another method would have been to 

decrease both right clusters in size.  
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Figure 28. a) Before and b) After changing charisma of leaders. 

4.8 Naming Groups 

We allow users to name each created group. This allows users to specify why groups are 
created. Group names can be used to display labels in a visualization, as can be seen in the 

bar charts shown in this chapter. Group names can be changed by using the following action. 

 
A9 Changing a group’s name. 

After choosing this action, we ask the user to enter a new name for the group. The visual 
representation of that group is changed according to the new name.  

4.9 Verification of Requirements 

This section describes some properties of the proposed actions. For each action we describe 

whether it can be cancelled-out by another action. Symmetry between actions allows users 
to explore their datasets more efficiently, it allows users to try out actions and play with them. 

Symmetric actions are thus more easy to use, as stated by requirement R5. 
 

Each action may be undone using multiple actions, for example splitting a group into two 

might undo a delete group action. However, the delete group action can be reversed more 
efficiently by promoting the demoted leaders to leaders again. Reverse actions are rated 

from reversible in one action (+) to reversible using some actions (o) to not or hard to reverse 
(-). We also implemented an undo/redo stack, in order to correct mistakes more easily. 

 

We also show how each action affects parts of the grouping. When the user changes 
properties about a leader or group, the user expects the grouping only to be changed near 

that leader or group. As explained in section  4.5.1, action A6 is the only action which might 

return slightly unexpected results. Allowing for local, incremental actions fulfills requirement 

R6. The locality of actions is rated from resulting in only local changes (+) to resulting in non-
local changes (-).  

 

The relative speed of each of the actions is also shown. In order for the system to be 
interactive, as required by requirement R2, actions need to be fast. Except for action A6, 

each of the actions performs a simple change on the set of leaders and the NN algorithm is 
rerun. Action A6 also needs the K-Means algorithm to be run, which is slower. The speed is 

rated from fast (+) to slower (-). 

  



35 

 

Action Reverse action  Local  Speed 

A1 New group A2 + / A5 o + + 

A2 Delete group A1 o + + 

A3 Move entities A5+ + + 

A4 Move leaders A4+ + + 

A5 Demote leader A3+ + + 

A6 Split group A7 o - - 

A7 Merge group A6 o / A4 o + + 

A8 Change group Size A8+ + + 

A9 Change group name A9+ + + 

 
As we can see, most actions can be easily reversed, or reversed using a few actions. 

Furthermore, each action, apart from action A6 is both local and fast. 

4.10 Multi-Relational Data 

Each of the previous actions that can be performed on an entity can also be performed when 
multi-relational data is used. In this case, each entity is represented by the underlying 

records in the dataset. The user is then able to manipulate any entity by its visual 
representation. Figure 29 shows an example of this. Here, three groups and four leaders are 

visible. Each entity consists of more than one record, as can be seen by the small colored 

rectangles. The grouping of all entities may be manipulated by interacting with their visual 
representation. 

 

 
Figure 29. A multi-relational environment. Each patient is represented by its treatments. treatments of 

different type have a different color. 
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5 Distance Measures 

In the previous chapters, we saw that the used distance measures are of importance for 
creating groups. They are used to calculate the distance between two entities; the distance, 

in return, is used to calculate their similarity. In this chapter we list the distance measures we 
use. To do so, we first introduce some notations.  

 

     Set of records. 

             Set of attributes. 

        Attribute a’s value for record r. 

               The set of attribute a’s categories. 

         Each entity     consists out of one or more records.  

5.1 Distance Measures for Single Records 

Both K-means and NN require a measure that calculates a distance between two entities. 

We use a distance that combines distance measures for individual attributes. In this section 
the distance between two records is defined, in the next sections, the distance between two 

entities is defined. Equation (1) presents the distance between two records    and   , based 

on attribute distance measures    (see Equation (2)).  

 

             
            

   

  
 

(1) 
 

 

We make a distinction between numerical and categorical attributes in our attribute distance 
measures. For a numerical attribute, we calculate the absolute difference between the two 

records’ values for that attribute. As will be described in the next section, this value is then 

scaled to a value between 0 and 1. For categorical attribute values we use a method that 
returns 0 if the values are equal and 1 if the values are different [14]. This gives the following 

distance measure for an attribute   and      . Here   is the set of all records in the 

dataset. 
 

         

 
 

 
    

     

                  
                      

                         

  

 

(2) 

 

 
Different attributes may have different units of measurement. One attribute may contain 

values between 0 and 1000 if measured in millimeters, while it contains values between 0 

and 1 if measured in meters. Both NN and K-means are sensitive to the unit of 
measurement, Figure 30 shows two scatterplots to illustrate this. In Figure 30a, the attribute 

mapped to the horizontal axis has values which are relatively close to each other, the 
diamond shape is closest to a rectangle. In Figure 30b, the values are relatively far away 

from each other, the diamond is closest to a circle. Both scatterplots show the same data, 

with a smaller unit of measurement for the second scatterplot. 
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Figure 30. Which entity is closest to the diamond? Two scatter plots where unit of measurement for 

the horizontal axis differs from the unit of measurement of the vertical axis. Image from [29]. 

 

To reduce this problem, the axes, or attribute values, are often scaled. Since categorical 
distances return distances 0 and 1, we also scale all numerical distance values to lie 

between 0 and 1. This can be seen in Equation (2). 

5.2 Distance Measures for Multi-Relational Data 

As stated in requirement R7, we allow for multi-relational data to be used. When using multi-
relational data, two entities cannot be compared as easily as described in the previous 

section. An entity can exist of multiple records and two entities can contain different numbers 
of records. For example, a patient with hundreds of treatments can be compared with a 

patient that has ten treatments. So, when comparing two entities, we do not compare two 

records, but two sets of records. Table 2 and Table 3 show an example of this, here two 
patients are shown. 

 

PatientNr Name Adress TreatmentId Treatment Date Duration

1 John Kerkstraat 1 Interview with optrician 40461 15

1 John Kerkstraat 5 Laser treatment 40467 60

1 John Kerkstraat 8 Aftercheck 40470 30  
Table 2. Three records of a single patient. 

 

PatientNr Name Adress TreatmentId Treatment Date Duration

3 Jacob Den dolech 3 Orthopedic cast 12-10-2010 30

3 Jacob Den dolech 4 Removing cast 14-10-2010 40  
Table 3. Two records of a single patient. 

5.2.1 Aggregation 

The naive approach to compare two sets of records is to aggregate each attribute per entity 

into a fixed set of values. When doing so, the distance between two entities can be 

calculated as described in section  5.1. There are many natural and useful aggregations 

[10][28][22]. We choose the following aggregations to be used per attribute per entity. 
 

For categorical attributes 

Mode Attribute value that occurs most frequently 

For numerical attributes 

Median Value that separates lower half from higher half of all values 

Mean Average of all attribute values  

Minimum Minimum attribute value 

Maximum Maximum attribute value 

For any attribute 

Count unique The number of different attribute values 
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Figure 31 shows an example where patients can have multiple treatments. The Treatment, 

Date and Duration attributes are aggregated into values which describe the original values. 
The patient table now contains 2 additional attributes for the categorical Treatment attribute, 

and 5 additional attributes for the numerical Duration and Date attributes. These additional 

attributes can be used in the same manner as described in section  5.1. 

 

 

 

Many different records from one table may be aggregated into a couple of values in another 

table. Therefore, the difference between two entities can be compared relatively fast.  

However, this approach has as main disadvantage that it loses information that was first 

present in the data. More aggregation functions could be used, to describe the original 

attribute, but the relation between two attributes may not be recovered.  

Other approaches to compare two entities usually require each and every record that is 
related to one entity to be compared to each record that is related to the other entity. This 

gives better distance results, but is slow, and therefore infeasible in an interactive 

environment. 

5.2.2 Extracting Distance Measures 

Our approach to obtain a good distance measure is based on the visualizations the user has 
created. The way the aggregated data for each entity is visualized provides information about 

the attributes that are important and how they are combined to represent that entity. 
 

Figure 32 shows how we do this. We obtain visualization settings that state how the records 

from each entity are visually grouped and colored, as well as the size of each visualized 
record. This information is then used as input for our distance measure, which compares two 

entities.  
 

 
Figure 32.The visualization is used to derive a distance function which compares two entities. 

 

Figure 33 shows three different methods of visualizing web site visits. The entities in this 

case are the users of the web site. Two users are shown, each user has a square for each of 
the pages that he visited. All records in the visualizations are visually grouped per user per 

web page visited and are colored by page visited. Only the size of the displayed page visits 
differ between visualizations. 

 

Figure 31. The patient table is extended with aggregated treatments. 
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As becomes apparent, both users have visited each page multiple times. In Figure 33a, all 

visualized records are of equal size. We can see that user 1 visited more pages than user 0, 
even though they both visited the “Home” page an equal number of times. In Figure 33b, 

both users are visualized using the same size, all visualized records of a user are of equal 
size. We can see that the “Home” page was visited relatively often by user 0 compared to 

user 1. In Figure 33c, each of the visualized records’ size is determined by the amount of 

time spent on the web page, users are visualized the same size. We can thus see the 
relative time spent per web page. The time spent per web page for user 0 and user 1 is fairly 

similar. 
 

 
Figure 33. Three methods of visualizing two users of a website. a) Each of the records is the same 

size. b) All users are of equal size. c) The sizes of the visualized data records may differ per visit. 

 
We can see that the size of a record tells us a lot about what the user finds important in his 

data. In the same manner, the visual groupings made are of importance when comparing two 
entities. Therefore, when calculating the difference between two entities, we take into 

account both the visualized groups as well as the records’ sizes. 

 
To explain how we use this, we extend the definitions presented earlier. For the remainder of 
this section we assume that                is the subset of attributes of interest. These 
are the attributes used to color the records and the attributes used to group records from an 
entity. Our method works in essence as follows: Per entity per attribute-value-combination, 
we keep track of which records have attribute values equal to that value combination. When 
calculating the difference between two entities, the visualized size of each attribute-value-
combination is compared. This is explained in detail below. 
 

Let   be all possible attribute value combinations for attributes in  . 

 

              
 

A function    which returns the visualized size for a set of records, based on the current 

visualization mechanism. 
 

      

 
A function  , which requires an entity     and an attribute value combination    , it 

returns all records from that entity which have the given attribute value combination. 
 

                               
 

The function      which compares two entities and returns a distance value, based on all 

possible attribute value combinations. 
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5.2.3 Binning Numerical Attributes 

In order to reduce the amount of attribute value combinations, we bin the domain of 
numerical attributes. Thus, numerical attributes return a range of values instead of a single 

value in the definitions above. The categories for numerical attributes are thus ranges of 
values. 

5.2.4 Example Using One Attribute 

An example which shows how to compare two entities is shown using Figure 34. This 

visualization shows three patients and their treatments. Patient 1, patient 2 and patient 3 

have had respectively 13, 12 and 10 treatments. Each treatment type is visualized using a 
different color. We can see that each patient has had five different treatments, most of them 

multiple times.  
 

When the user visualizes many patients using this method and uses this visualization in a 

grouping process, he may want similar visualized patients to be placed in the same group. 
To do so, we create a distance measure based on this visualization. In this case the set of 

attributes of interest,  , only consists of the Treatment Type attribute, so   only contains the 

different treatment types. The sizes of all shown treatments are equal.  
 

 
Figure 34. Three patients (entities) and their treatments (records). 

 

We calculate per entity   per attribute value   the total size of all visualized records. Figure 

35 visualizes        for all        .  

 

 
Figure 35. Per patient the number of different treatments.  B(Patient1, treatmenttype 5) is highlighted 

in black. 
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To calculate the difference between two patients, we calculate the sum of the differences 

between the visualized size per treatment.  
 

When we calculate the distances to patient 1, we get the following results: 

                                           

                                           

 
As expected when looking at Figure 34, we can see that patients 1 and 2 are more similar 

than patients 1 and 3. 

5.2.5 Example Using Two Attributes 

Figure 36 shows a visualization where   contains two attributes. Here, two patients are 

visualized. Each treatment type is given a different color, based on the treatment type, and 
all treatments are visually grouped by weekday. We thus calculate a difference between two 

patients using the two attributes Weekday and Treatment Type. See for example Figure 37. 
Here, two patients and their treatments are shown. Five workdays are shown and five 

different treatment types (represented by numbers) are shown. B(Patient1, (Wednesday, 

Treatmenttype 3)) is highlighted in black. 
 

In this case, the difference between two patients can be calculated by summing the 
difference in visualized sizes for each cell in Figure 37. We can see that the main difference 

between the two patients is in treatment types 3 and 4. 

 

 
Figure 36. Two patients and their treatments per weekday. 

 

  
Figure 37. Per patient the number of treatments per treatment type per weekday.  
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5.2.6 Blurring 

For numerical attributes, it often holds that attribute values that are close result in higher 

similarity than values far away from each other. However, the method described above only 

compares attribute values which are equal to each other. Therefore, we allow blurring on any 

of the attributes to be used. Blurring the visualized size of each        to neighboring         
will make sure that visually similar entities will return a closer distance. See for example 
Figure 38. This figure shows the distribution of two attribute’s values for three entities, similar 

to Figure 37. When comparing two of the entities using the method described earlier, the 

difference between any two entities will be the same. However, when both of the two 
attributes used are numerical, entity a should be more similar to entity b than to entity c. 

 

 
Figure 38. Three entities and their distribution of attribute values. High densities are darker than low 

densities 

 

Figure 39 shows a blurred distribution of the same attribute values for the three entities. 
When comparing the blurred bins, we get as result that entity a is more similar to entity b 

than to entity c. Currently, we use a simple blurring mechanism in which each        adds a 

proportion of its weight to all         where    are those combinations of attribute values in 
which one attribute value differs one category, or in the example here, one cell adds its value 

to its top, left, right, and bottom cell. Tests show that this approach works reasonably well for 
any number of attribute values. A better approach might be to use a Gaussian blur in which 

the kernel size depends on the number of categories for each attribute.  

 

 
Figure 39. Three entities and their blurred distribution of attribute values. 

 

5.3 Distance between entities 

The distance measures as described in the previous sections are used to calculate a 

distance between entities. Figure 40 shows how user actions from chapter  4 influence the 

stored classification model. The leaders, distance measures and input data are combined in 
the data mining engine. This data mining engine then returns the grouped input data. 

 



43 

 

 
Figure 40. Data model. 

 

To let users control how distance measure should contribute to the total distance, we allow 
users to set a weight for each of the distance measures. Setting the weight for one attribute 

at 0 will make sure the attribute has no effect on the NN and K-means algorithms. 
 

Equation (3) shows how the leaders and measures are combined to define the distance 

between two entities. First, the Euclidian distance between the leader and the entity is 
calculated based on each of the used weighted distance measures. These distance 

measures may be any distance measure as described in sections  5.2.1 and  5.2.2, the set of 

all used distance measures is represented by  . For each distance measure, the distance 

between    and    is calculated, squared and weighted using that distance measure’s 

weight. All distances calculated that way are summed and square rooted to get the final 
distance. This distance is used in the K-means algorithm for clustering entities. 

 
Equation (4) shows how distances between a leader and an entity are calculated. This 

equation is similar to (3), with the exception that the final distance is weighted with the 

inverse leader’s charisma. The more charisma a leader has, the lower the distance to that 
leader. This distance is used in the classification step as described in 3.1. 

 

              
        

   

 

 

(3) 

 

        
 

  
       

 

(4) 
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6 Application 

This chapter contains some of the implementation choices we made for realizing our system. 
Firstly some algorithm parameters are described. Next the environment in which our system 

is implemented and some guidelines how to use our system are presented. 

6.1 K-Nearest Neighbor 

We choose not to use the K-NN algorithm as described in  2.1.2 although this algorithm is 

more robust than NN in most cases [27]. In practice we find that many created groupings 
contain groups which are represented by only one leader. When a K higher than 2 is chosen, 

that group will never get any followers. 
 

Furthermore, in section  3.7.2.1 we show that the NN algorithm is stable. Promoting an entity 

to be a leader for one group, will only change followers to follow that leader. In general, this 

is not the case for K-NN when K is larger than 2.  

 
In addition, a higher K only improves the classification result when there are many leaders. In 

practice however, the number of leaders is low, since they are set by user interaction. 

6.2 K-Means 

We limited the number of iterations t to 8. We find that in practice, after 8 steps the K-means 

algorithm finds reasonable clusters for most of the datasets we tested. Note that K-means 

only needs to supply a reasonable starting point where entities which are similar have been 
grouped together. Even if the user intends to create a clustering of similar entities, only a 

relative small number of user actions is needed to get from a sub-optimal clustering to the 
optimal one. 

  

The number of clusters, K is usually relatively low. Clustering will be used to group similar 
entities together in order for the user to get a good starting point from which he can critique. 

Since the user can re-cluster created groups, there is no need to cluster data into many 
clusters. We allow users to split entities using K-means into a maximum of 100 clusters. If 

the user wants to, resulting groups can then be re-clustered again into 100 clusters. 

 
Since we fixed the number of iterations to 8 and the number of clusters to a maximum of 100, 

the algorithm is guaranteed to have a linear run-time in the number of elements to cluster, 
which results in the algorithm running fast enough for an interactive environment, even with 

reasonably large datasets (50.000 entities).  

 

6.3 MagnaView 

Our system is realized within the tool MagnaView. We used and extended MagnaView’s 

clicking and dragging mechanism to realize interactive grouping. 
 

MagnaView contains different attribute types. Some examples of these are presented below. 

 Data store attributes represent data directly loaded from a database. 

 Expression attributes allow the user to calculate expressions based on the record’s 

value for other attributes. 

 Map attributes map attribute values from one attribute into customizable bins. 
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We implemented our grouping mechanism in MagnaView by adding a new type of attribute. 

This attribute is regarded in MagnaView as any other attribute. Thus, our             

and                            . An attribute used for grouping, contains as attribute 

values, all groups created as well as the “new” group. 
 

When this attribute is used in a visualization, the different groups are visualized. Actions 

based on groups, like splitting a group are available via a right-click popup-menu on the 
visualized groups. 

 
We allow for dragging and dropping of visualized entities and groups within and between 

visualizations to execute the defined actions. During the remainder of this document, when 

we use the terms dragging a group or entity, we mean the dragging of the visual 
representation of a group or entity. 

 
A dragging action can be started on any visual representation of an entity or group. This 

includes the displayed text, glyph or colored rectangle. An entity or group may be dragged 

from any visualization in which it is displayed. 
 

User drag actions trigger the following actions. These actions can also be executed by using 
a popup menu. 

 

User drag action Executed action 

Dragging an entity to a visualized “new group” area A1 Create a new group based on one or 
more selected entities 

Dragging an entity to a group A3 Moving one or more selected followers to 

an existing group, and promoting them to 
leaders. 

Dragging a leader to a group A4 Moving one or more leaders to an 

existing group. 

Dragging a group to another one A7 Merging one group with another one. 

Dragging a leader to the rest group A5 Demoting a leader. 

 
When action A8 is chosen via the popup menu, a slider will appear where the group is 

visualized. This slider represents the size of the group, when it is dragged leftmost, the group 

will only contain its leaders, when it is dragged rightmost, the group will also contain all 
existing non-leaders in the dataset. Each tick will roughly add one entity to the group. See 

Figure 41 for an example of the slider. 
 

 
Figure 41. Three visualizations of data using the same leaders, Group B’s size varies depending on 

the scrollbar position. a) group B contains some followers. b) group B only contains its leaders, the 

slider is leftmost. c) Every follower will follow a leader in group B. 
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6.3.1 System Feedback  

Some drag actions make no sense in our system. See for example Figure 42, here, we can 

see that all entities are grouped into three groups. Each of those groups is again divided into 

a male and female subgroup, this gender subgroup is available in the original data. Since we 
do not allow users to change the original dataset, we do not allow a male to become a 

female. To show this to the user, we grey-out all areas which should not be dragged to. 
When the user still drags the highlighted male entity to a grayed-out female area in Group A, 

that male is put into Group A, but it is still a male. 

 

 
Figure 42 Groups A,B and C are created by the user. The male-female-subdivision is visible once for 
each group. When dragging the highlighted (male) node, it should not be dropped on any female sub-

division. 

 

The previous example showed us a case where first the user-defined grouping and then 
another division was made. Figure 43 shows another case, here, the user defined groups are 

used after the gender split. Again, a male is dragged. The entire female group is grayed- out. 

 

 
Figure 43. Groups A and B are visible twice, once for each gender. All females are grayed out while 

grouping the highlighted (male) node. 

 

6.4 Integration 

Our grouping attributes are fully integrated in MagnaView. This means that our attributes can 

be used where all other attributes could be used. For example when filtering, sorting or 
coloring entities. 

 

Furthermore, we allow any glyph, text field or rectangle to be shown only on leaders. This 
allows users to gain insight in how the groups are created. 



47 

 

 

Also, we allow some statistics about these groupings to be used in MagnaView’s expression 
language. This language can be used for example when deriving attributes, similar to 

functions in Excel. The following functions were added to the expression language 

             : This function will return the inverse distance of one entity to its closest 

leader. The closer an entity is to a leader, the higher the certainty. 

                       : This function will return for the entity the inverse distance to 

the closest leader of a given group. 

            : This function will return the number of leaders. 

Figure 44 shows an example where multiple visualizations in combination with the available 

expressions are used. The top right visualization shows a scatterplot where leaders are 
highlighted with a black border. One other entity is highlighted; this is the entity that is 

hovered by the mouse. Entities are colored based on the group they reside. The intensity of 
the color is based on the distance to their closest leader.  

 

The bottom visualization shows the same entities, each entity is grouped based on the value 
for the grouping attribute as described by Vliegen et al. [38]. The size of each entity 

describes its distance to that entity’s closest leader. 
 

The top left visualization shows for the currently hovered entity the certainties for each group. 

Since the blue bar is the largest one, the entity is placed to the blue group. We can see that 
the entity has a relatively small distance to Group B and a large distance to group C. 

 

 
Figure 44. Example where multiple visualizations are used. One entity is highlighted, that entity’s 

distances to each group is shown in the top left. 
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6.5 Coloring Groups. 

To assign colors to groups, we choose to use the fixed color palette as defined by Wijffelaars 
et. al. [40]. These colors are chosen to maximize distinctions between groups, display no 

order and are chosen in such a way that for N different colors, the first N colors of the palette 

should be used. 
 

When creating a new group, that group will be colored using the first available color from this 
palette. All groups keep their current color when another group is deleted or merged. This 

ensures that the user understands the effect of the actions performed. Figure 45 shows an 

example of this. Here, the blue group, which is the first color in our palette, is split into 
multiple other groups. Other groups retain their color. 

 

 
Figure 45. a) Before and b) after splitting the blue group into 4 groups. 
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7  Results 

This chapter contains some examples of datasets where we used our tool to create groups of 
entities. Some results are shown and examined in depth. 

7.1 Real World Examples 

We used our tool on four datasets. The first dataset is the well-known Adult Data Set [37]. 
The second dataset contains information about processes in a company. The third dataset 

contains the routes people use in a supermarket. The last dataset contains information about 
patients and their treatments. 

 

7.1.1 UCI Tax Payer Data 

The UCI Adult Data Set contains information of around 50.000 different Americans. The 

dataset contains their age, race, occupation, education, relationship status and much more. 
The original goal set for this dataset was to successfully group each person into the “earns 

more than 50.000” and “earns less than 50.000” groups. Figure 46 shows a project in 
MagnaView based on this data and uses our grouping techniques to create the two 

classification target categories. We removed the original training data from the project.  

 
The project shows multiple visualizations based on the data. Each visualization shows other 

properties which may have a relation to the income of a person. These visualizations can be 

used in the grouping process. For instance, young people, people with low education and 
females’ income is below average. One entity is highlighted in all visualizations; this person 

is selected using active learning. Based on the visualizations shown, we can see that this 
person is of medium age, and a poorly educated white farmer or fisherman. This entity can 

be dragged onto the “less” group to improve the groups created. 

 

 
Figure 46. Multiple visualizations showing the same tax payer dataset. 

 

Because the actual groupings do exist in the data, we can compare how well groups were 

created using our tool. Active learning can select the next entity to learn, we can set that 
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entity to the group it belongs according to the original data. If we repeat this process, we can 

see that after more and more entities are grouped, the original groups are more and more 
accurately reproduced. We compared our method for actively selecting the next leader with 

two other methods. The first method selects the entity which has the worst certainty, we call 
this method worst. The other method, random, randomly selects an entity. Figure 47 shows 

the average percentage of correctly grouped followers per 10 runs of each active learning 

method over the number of leaders added. 
 

 
Figure 47. Different lines represent different methods for choosing the next leader. 

 
We can see that the random method starts with a relatively low percentage of correctly 

classified entities. After adding roughly 20 leaders, the method still performs slightly worse 

than our method. Both our method and worst methods start at a higher percentage, our 
method remains at a relatively high percentage, while worst performs worse when many 

entities are promoted. The reason that the worst method is less smooth is because that 
method is the same on all 10 runs. 

 

In Figure 20 we can see why the worst method does not work well. Choosing the least 
certain points will first return the topmost entity, then the rightmost one, after that the 

bottommost and finally some nodes in one of the clusters. However, to gain as much 
information as possible, one of the nodes in a similar cluster should be promoted next, since 

this minimizes the absolute distance to all other nodes of the cluster. 

 
We can see that, in this case, with few leaders, our method performs relatively well, which 

means that when few leaders exist, our method finds clusters of entities in the same group. 

When many leaders exist, our method still performs better than both of the other methods 
tested. Other means of actively selecting leaders may perform even better; these methods 

must be tested in future research.  

7.1.2 Processes 

We used our system on a dataset which contains over 6000 different process instances, and 
the actions taken as part of these process instances. The processes are visualized as shown 

in Figure 48. Here we can see 10 process instances and the actions taken in these 

processes. Actions of the same type are colored using the same color. The first two process 
instances look similar color wise, but the second one has twice as many actions as the first 

one.  
 

Our system learned a distance measure based on the action type, which is the only attribute 

used to visualize a process. Because this distance measure is based on a visualization 
similar to Figure 48, this distance measure not only uses the counts of each action type, but 

also their visualized sizes. The top two processes will thus have a distance of 0 for the 
distance measure derived. 
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Figure 48. 10 processes and their actions. Each process is visualized as a horizontal bar. This bar is 

divided in actions. Each action is colored based on its type. 

 

Our goal is to find process instances of interest. We do this by using our grouping 
mechanism to group similar process instances. Figure 49a shows process instances that are 

grouped automatically using action A6, choosing 16 groups to be created. The first bar 
contains all process instances in the rest group, all other bars each contain process 

instances from one of the created groups. Notice that not all process instances are shown, a 

vertical scrollbar was needed to scroll the visualization to show all process instances. 
 

In Figure 49b, similar groups are merged using action A7 multiple times. The groups 
represented by the 5th till the 10th bars were merged, as well as the last bar with the fourth. In 

Figure 49c, some groups were filtered, these groups only contained process instances which 

were simple and of no interest to us. For example the second group, which contained 784 
process instances, only contained process instances of which we knew were straightforward. 

 
The remaining groups may again be split to find similar process instances, and process 

instances which are not of interest may be filtered. After repeating this process several times, 

the number of process instances of interest was reduced to less than 100. These process 
instances may contain bottlenecks or might have been executed wrongly. 
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Figure 49. 3 steps in creating groups. a) After splitting in 16 groups. The first group represents the rest 

group. b) After merging similar groups. c) After filtering uninteresting groups. 
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7.1.3 Supermarket Paths 

The next example is based on the routes people take in a supermarket. Around 1350 routes 

which contained in total over 300.000 positions were retrieved via sensors placed in one 

store. Figure 50 shows an example of a single retrieved route in the supermarket. Although 
the retrieved data points contain noise, we can see that this customer entered the store in 

the top left, walked almost straight to the bottom right, walked around a bit and then went to 
the rightmost cash register. 

 

 
Figure 50. Example route in a supermarket. 

 

We created a visualization which plots routes on top of each other; coloring high density 
area’s darker than low density areas. Also, we chose to partition all routes based on the 

created groups. Figure 51 shows the result after interactive grouping and naming the groups. 
Our system learned to use the correlation between the x- and y-axis as described in section 

 5.2.2. While some entities remain in the rest group, 88% of the routes have been placed in 

similar groups.  

 

 
Figure 51. Similar paths are grouped. 

We can see, for example, the top right group. Most of the routes in this group went directly to 

the microwave meals and after that, the cash registers. The breakfast group is also 
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interesting. This group contains paths that went directly to bread and breakfast supplies. 

Normal clustering would put the breakfast group together with the bottom left group, since 
they look similar. Closer inspection allowed us to split these groups from each other by 

promoting new leaders. 

7.1.4 Patient Treatments  

Our next example was created with a database which contains treatments for patients. Each 
patient is visualized as a horizontal bar and each treatment is a small rectangle on that bar. 

Treatments of the same type have the same color. Figure 52 shows 9 sample patients, each 

represented as one bar. We use the same visualization method as described in section  0, 

bars are divided horizontally in rectangles, each represents a single treatment. These 

rectangles are colored and grouped together by the treatment type. We can see the fourth 
patient from the top has had lots of treatments, many of which were the same type. 

 
We use a dataset that contains 1157 patients and 44173 treatments. Our goal is to group all 

patients which have had the same treatments. We consider the bottom two patients 

visualized in Figure 52 as patients which had the same treatments, even though one patient 
has had more treatments of each type. 

 
Figure 52. 9 patients and their treatments. Each patient is visualized as a horizontal bar. This bar is 

divided in treatments. Each treatment is colored based on the type of treatment. 

 
Figure 53 shows the groups which we created using our method. Because of some large 

groups, only the top part of the visualization is shown. Here, we can see 16 groups of 

patients, each visualized using the method of Figure 52. Some groups, like the first and 
second one, consisted of patients which had only one treatment. Each of the groups created 

is sorted on descending certainty. Entities most similar to a leader in the group are placed 
higher than others. This can be observed in the third group, the leader is a patient with only 

one treatment type. The higher the percentage of other treatments, the more to the bottom 

that patient is shown in the group. 
 

When we compared the groups created with the assigned patient illness codes, we saw that 
some patients which have the same treatments were assigned different codes for the 

pathology (illness) of the patient, which was also available in the data as an attribute. Further 

investigation of these patients revealed that some illness codes had been assigned 
incorrectly, which may cost either the hospital or insurance company more money than 

needed. 
 



55 

 

 
Figure 53. 16 groups of patients, leaders are highlighted. 

 
Figure 54 shows a subset of the data used in the previous visualization. Here, patients which 

have fewer treatments are visualized smaller. Again, we used our grouping mechanism to 
group similar patients. We can see the first group of patients as visualized in Figure 53 

contains patients having had only a certain treatment type. This group has been split into 

multiple groups in Figure 54. Group 10 shows all patients which have has a single treatment 
of that type, group 9 shows all patients which have had two treatments, while group 8 shows 

all patients which have had more than two treatments of that type. We can also see that 

groups 4 and 5 are now two groups, whereas they were a single group previously. 
 

As stated by requirement R4, we take the user-defined method of visualizing data into 
account when creating groups. Different methods of visualizing the data may result in 

different groups. 

 

 
Figure 54. Patients which have less treatments are visualized smaller. 
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7.2 Comparison 

Comparing with other tools is not possible, because, as far as we know, this is the only tool 
that is able to group multi-relational data by interacting with visualized entities in an 

environment where the user can easily re-use insight gained by visualizing his data, as well 

as use and explore the created groups interactively. 
 

Traditional clustering tools only cluster the data, based on a fixed set of parameters. They 
can only create certain groups in the data, while using parameters which are often hard to 

understand. 

 
Classification tools have a different type of input data. They require a training set, which 

contains examples for entities in which group they should be placed. We do not have this 
training set, our system allows interactive creation of such a set by the user. 

 

Some systems come closer to our system, for example desJardins et. al. [18] describe a 
system where interactive grouping of data is somewhat possible by setting must- and cannot-

link relations between entities. However, this system cannot cope with multi-relational data 

and does not learn distance functions. Also, since the entire dataset is re-clustered, all of the 
current clustering may be different, even though the user might have liked most of the groups 

[8]. Furthermore, the system uses a single, predefined, visualization. This not only prevents 
users from re-using previously gained insight in the data, but it also limits users from gaining 

certain new insight in their created clustering. 

 
Another system which provides functionality similar to that of our system is described in [3]. 

However, this system also cannot cope with multi-relational data, and it uses one single 
predefined visualization technique.  
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8 User tests 

To verify that our system is usable in practice, we performed a restricted user test. The user 
test was carried out with 11 users, all of which were familiar with data visualization. The user 

tests consisted of three successive parts, which are described in the sections below. 

8.1  Method 

During the first part of the user test, users were made familiar with the visualization 

techniques used. During the user test we used similar patient data and visualization 

techniques as described in section  7.1.4. 

 
During the second part, the concept of leaders and followers was explained. Based on this 

concept, the different actions which can be performed on the visualized data were explained. 

Users were asked to play with the actions to see how they were executed and which effect 
they had on the groups.  

 
Finally, each user was asked to group the patients in such a way that patients with similar 

treatments were placed in the same group. Users had to judge for themselves if the groups 

were good enough or needed further refining. Users were given 15 minutes to create the 
groups, but were allowed to stop when they were satisfied with the created groups. During 

the grouping process, the performed actions were monitored. Afterwards, the user was 

asked to answer a questionnaire.  
 

Via this questionnaire, we asked users to rate the groups they created. Users were asked if 
they wanted to make further improvements in their groups and which actions they would 

have liked to do so. The intuitiveness of each action was rated on a five point scale from 

unintuitive to very intuitive. Furthermore, users were asked if they liked dragging visualized 
data, the used metaphor, and the feedback from the system. 

 
During the user test, users were shown only a visualization of the patient data, no additional 

information about the treatments was shown. Users were not able to add domain knowledge 

into the system, this user test was only carried out to evaluate the user interface of our 
system. 

8.2 User test results 

The questionnaire revealed that one user was not satisfied with the created groups. That 
user expected that only one leader per group was possible; when dragging an entity to a 

group, the user expected the current leader to be removed and a new leader to be added to 

the group. Table 4 shows for all closed questions the answers provided by the users. 
 

Other users were either moderately or fully satisfied. When asked what they would like to 
change in the groups they had created, 4 users responded that they would like to change the 

order in which the groups were shown. Some users wanted the order within the groups 

changed, which was not possible during the user test. Overall, the users thought it was easy 
to create the groups they intended. Except for actions to manipulate the order of the groups, 

users missed no actions to manipulate the groups. 
 

One user requested an action to set a group’s size automatically. The user did not like the 

current action to change a group’s size. In general, users found the effect of this action the 
least intuitive almost half of the users were either neutral or negative towards the 

intuitiveness of the change group size action.  
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Table 4. The closed questions and the number of times each question was answered. Not every 

question is answered by each user. 

 

The intuitiveness of the other actions was rated higher. Most of these actions were rated as 
either mostly intuitive or entirely intuitive. However, some users suggested that actions like 

split or merge group would be better understood when the effect of the action was shown 

explicitly.  
 

The questionnaire also revealed that all users regarded dragging and dropping of visualized 
data as a good method to group that data. Also, all but one user both understood and liked 

the concept of leaders and followers.  

8.2.1 Resulting Groups 

The average duration of the grouping part of the user test was around 10 minutes with the 

shortest time being 5 minutes and the longest time 16 minutes.  
 

Five users chose to start the grouping process by splitting all patients into four or more 
groups. Actions A1 and A3 which allowed users to move an entity to another or a new group, 

were executed most. For 2 users, these were the only actions executed. 

 
Figure 55 shows the groups created by one of the users. This user created the most groups 

of all participants and removed the rest group. We can see some groups which also existed 
in the dataset used in section 7.1.4. While most groups contain only one leader, the group 

represented by the fifth bar contains 8 leaders. The user tried to create a separate group for 

all patients having both a purple and an orange treatment, which is hard, because these 
patients are similar to those in the seventh group. 

 
Most users found the same features in the given data. For example, the patients which 

contain a large number of yellow treatments (the second bar in Figure 55), was given a 

separate group by 9 of the users. The patients which had a large portion of red treatments 
(The sixth bar in Figure 55), was given a separate group by less than half the users. 

 

 Number of users that responded: 

Question Not at all 
Not 

really 

No 

opinion 
Mostly Entirely 

Are you satisfied with the created groups?  1  8 2 

Do you think dragging visualized data is a good 
method of grouping data? 

   2 9 

Did you understand the metaphor of Leaders and 
followers? 

   3 8 

Did you like that followers automatically followed 
their most similar leader? 

   3 7 

Was the effect of the following drag and drop actions intuitive? 

 Create a new Group based on one patient    4 7 

 Add a patient to an existing group    5 6 

 Merge two groups  1 1 4 5 

Was the effect of the following popup menu actions intuitive? 

 Change a group’s size  2 3 3 3 

 Split one Group into multiple groups    2 5 4 

 Remove a group   1 3 7 

 Change the name of a group   1 1 8 
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Figure 55. 23 groups created by one of the user test participants. 

 

Figure 56 shows the created groups by another participant. This user kept the rest group, 

which is shown in the first column. We can also see that the user merged three groups which 
contained only patients who have had only a single treatment. This group is shown in the fifth 

bar. 
 

 
Figure 56. Rest group (first column) and 17 created groups by one of the user test participants. 

8.3 Conclusion  

In conclusion, users liked the presented method of creating groups. They found it intuitive to 

create the groups they liked and had only few remarks on how to improve their groups. 
Additional feedback, possibly in the form of animation, may further improve the intuitiveness 

of the grouping process. Using animation, the effect of each user action on each separate 

entity can be shown. Animation, for example, solves the problem that most users would like 
more insight in which followers follow a newly created leader. Animation would also give 

insight into where all of the followers come from. 
 

Further user tests with domain experts need to be carried out to verify that our system can be 

used in a real life situation.  
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9 Conclusion 

Research in the field of interactive grouping of data has led to only a few implementations of 
actual systems which allow users to partition data in the way they desire, e.g. which fits with 

their domain knowledge. These systems cannot cope with multi-relational data and do not 
allow users to define their own visualizations in which the grouping of entities is carried out. 

 

We propose a system which allows for multi-relational data to be grouped interactively, using 
active learning, and based on visualizations created by the user. This system was realized by 

extending an existing, commercial visualization tool, MagnaView. We allow users to perform 
intuitive actions on their visualized entities in order to manipulate the groups. 

 

The environment in which a user groups his data can also be manipulated by the user. 
MagnaView allows users to create their own visualizations, on which we allow users to 

perform actions.  
 

Since the user knows his own data best, we derive distance measures from user-defined 

visualizations. When compared with this distance measure, visual similar entities have a low 
distance, dissimilar entities have a high distance. This distance measure is used to group 

entities.  
 

To help users understand the underlying algorithms in our grouping process, we introduce 

the metaphor of leaders and followers. Overlays, such as rectangles and text fields can be 
made visible only on leaders, which helps user understand why entities are grouped. 

 
To let users create groups faster, active learning is used to select leaders which add most 

information for our grouping algorithm.  

 
We tested the usability of our system via user tests. Results showed that users were able to 

use our system to create groups. When asked to rate the groups users created, all users 
responded to be satisfied or only had small remarks on the created groups. 

 

When asked to rate the intuitiveness of each action, users responded mostly positive. 
Furthermore, users agree that dragging visualized data is a good method to create groups. 

 
We have shown that our system can be used to group different multi-relational datasets. 

Shopping paths were categorized into several frequent routes. Patients were grouped based 

on their treatments, which revealed several distinctive types of treatments, independently 
from the patients’ illnesses. Also, we used our system to find interesting processes in a 

company, by first finding and filtering similar, and less interesting, processes. 
 

In conclusion, we designed an easy to use mechanism to group entities. We allow users to 

create groups by manipulating the visual representation of their data. This mechanism is 
implemented in the visualization tool MagnaView. We have shown that the system can be 

used in practice to group multi-relational datasets. 

9.1 Future Work 

Despite the fact that user actions seem intuitive, the user may not always know what the 

exact effect of a drag action is. This may be improved, for example, by hinting the user to 

which entities will be changed when an entity would be promoted to a leader. The entities 
which will follow the newly promoted leader could be highlighted while the user is dragging 

that entity. This allows the user to gain insight in to the effect of his action. An even better 
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solution might be to not show which entities are changed, but what the resulting groups 

would look like.  
 

The data structure to store the leaders does not allow entities to be removed from the 
dataset. This can be changed by not storing which entities are leaders, but by storing the 

attribute values of those leaders. Doing so however, will make it harder to visualize the 

leaders of groups, since they may no longer reside in the actual data. 
 

As mentioned before, splitting a group may not always split the entire group into different 
subgroups. A solution for this may be to create multiple leaders for the created groups. This 

way, the resulting groups may be of more complex shapes. Hierarchical grouping or a 

different clustering algorithm may also solve the problem, as long as representative leaders 
can be obtained from it.  

 
Since most user actions are local, only parts of the current groups are changed after user 

actions. Currently, the classification algorithm classifies all entities after each user action. 

However, most user actions can be processed faster. When for example deleting a leader, 
only the followers of that leader need to be classified using the classification algorithm. 

Merging two groups does not even require classifying at all, we know to which group each 
entity belongs. By only classifying some entities, user actions will execute faster. 

 

Another way to increase the speed of user actions is to cache distances between entities and 
the current leaders. Distance measures derived from a visualization are currently slow when 

many categories exist for each of the used attributes. 
 

Currently, we use a very simple method to blur in our proposed distance measure. This 

method does not depend on the number of categories for ach attribute. Other methods of 
blurring, such as adaptive Gaussian blur, may improve similarity between entities. These 

methods should be investigated. 
 

The active learning method we currently use tries to find leaders which attract followers 

which are furthest away from any other leader. Other approaches, which might not be 
greedy, may improve the created groups faster. These methods should be investigated. 

 
During the user tests, users were asked which actions they were missing to create the 

groups they liked. Some users asked for a method to influence the order in which groups are 

shown. We recommend that an action is added to do so, possibly by adding an extra menu 
item in the popup menu. 

 
User tests also revealed that the intuitiveness of the grouping process may be improved by 

adding more feedback, possibly in the form of animation of transitions between groups. 

Further user tests need to be performed in order to test if our system can be used by domain 
experts in real-life multi-relational environments.  

9.2 Recommendations to MagnaView 

MagnaView has been provided with functionality that allows users to create an environment 
in which they can group data. This section contains some recommendations to how 

MagnaView should use the additions we added. 

 
Some user actions only work when the grouping attribute is used on a division level (to 

visually group entities). For example, groups may only be merged when the groups are 
displayed. At least one of the displayed visualizations should have a division level based on 

the grouping attribute. To prevent problems with multi-relational data, this grouping level 

should be the first division level.  
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While creating the groups, the grouping attribute should either be used to visually group the 

entities, or to color entities. 
 

We added an option to show an overlay only on leaders. When grouping data, this option 
should be used to highlight the leaders. When using scatterplots, each glyph may be 

highlighted by adding a circle glyph with a transparent center on leaders. Other visualizations 

may show a rectangle on tiles which represent leaders. 
 

There are many options available to the user to create the environment in which he can 
group data. MagnaView should help users to create their groups by providing preset 

grouping environments. Different settings can be set in each preset environment. For 

example highlighting leaders can be used by default, entities may be sorted or colored based 
on how certain they are placed in a group, or filters may be added for each created group. 
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