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Houwers, W.P.M.
Local-feature-Based Recognition of Partially-Occluded Objects using a Neural Network Classifier.
M.Sc. Thesis, Eindhoven University of Technology, Department of Electrical Engineering,
Measurement and Control Section, April 1995

Neural networks are widely used in the area of machine perception and, in particular, in the area
of object recognition. This thesis describes a new method of recognizing partially occluded ob
jects with the use of an artificial multilayer neural network (perceptron). In the low-level vision
system a boundary description of the object is given in line- and arc-segments. From this
description, a set of local features is formed and these local features are learned by the neural
network. In the recognition stage the neural network uses these local features to recognize dif
ferent objects in the scene. Although the learning stage of the neural network is computationally
time-consuming, the recognition is carried out on-line. In order to prevent the neural network
from getting stuck at a local minimum of the error surface and to reduce training time in the
learning stage of the network, an improved learning algorithm, which uses a momentum term, is
proposed. This method is derived from the well-known error-back-propagation training
algorithm. Furthermore, in order to find the optimal network topology a dynamic-node-creation
method is proposed. The neural network has been applied in practice and the results of this
network are encouraging. The experimental results show that the local-feature based system
outperforms the existing 2-D system, provided that in the learning stage the training algorithm
succeeds to converge.

Houwers, W.P.M.
Herkenning, gebaseerd op lokale kenmerken van gedeeltelijk overlappende objecten met
gebruikmaking van een neuraal netwerk.
Afstudeerverslag, Vakgroep Meet en Regeltechniek, Faculteit Elektrotechniek, Technische
Universiteit Eindhoven, april 1995

Neurale netwerken worden tegenwoordig veelvuldig toegepast op het gebied van machine
waarneming en, in het bijzonder, op het gebied van objectherkenning. Dit afstudeerverslag
beschrijft een nieuwe methode voor het herkennen van gedeeltelijk elkaar overlappende objecten
waarbij gebruik wordt gemaakt van een neuraal netwerk dat is opgebouwd uit een aantallagen
(perceptron). In het low-level visionsysteem wordt een omschrijving van de contouren van het
object gegeven in lijn- en arc-segmenten. Met deze omschrijving wordt een groep lokale
kenmerken gevormd; deze lokale kenmerken worden daarna geleerd door het neurale netwerk.
In de herkenningsfase gebruikt het neurale netwerk deze lokale kenmerken om verschillende
objecten in het beeld te herkennen. Ofschoon de leerfase van het neurale netwerk computer
technisch erg tijdrovend is, wordt de herkenning "on-line" uitgevoerd. Om te voorkomen dat het
neurale netwerk vastloopt op een lokaal minimum van het error oppervlak en om training tijd in
de leerfase te verkorten, wordt het gebruik van een verbeterd leer-algoritme, dat gebruikt maakt
van een richtings gemiddelde, toegepast. Dit algoritme is afgeleid van het bekende back
propagation leer-algoritme. Om de optimale netwerk-topologie te vinden wordt vervolgens een
methode voor-gesteld die dynamisch netwerk-elementen creeert en toevoegt. Het neurale
netwerk is toegepast in de praktijk en de resultaten zijn bemoedigend. Resultaten uit de
experimentele fase geven aan dat het systeem gebaseerd op lokale kenmerken, veel betere
resultaten oplevert dan het bestaande 2D systeem op voorwaarde dat in de leerfase het trainings
algoritme erin slaagt te convergeren.

3



Contents

- Preface .- :- .- : - - -.- - - : 2

Abstract 3

1. Introduction 5

2. Description of the system _ 7
2.1 Model-based vision system _ 8
2.2 Low-level processing _ 9
2.3 Model-representation _ 11
2.4 Recognition and verification 12
2.5 Proposed system with artificial neural network 13

3. Neural Network _ 14
3. 1 Associative memory 15

3.1.1 The Hopfield neural network 16
3.1.2 Implementation and conclusions 19

3.2 Feedforward multilayer perceptron 21
3.2.1 Error-back-propagation 24
3.2.2 The delta rule 26
3.2.3 Delta rule with momentum 26
3.2.4 Dynamic-node-creation 29

3.3 Classification using a multilayer perceptron 31
3.3.1 Description of the local features 32
3.3.2 Local features inputted to the neural network 32
3.3.3 The proposed total neural network _.33

4. Implementation of the network 35
4.1 Implementation in Borland C++ 35
4.2 Benefits of object oriented programming 40

5. Experimental results of the neural network 44
5.1 How good can the network generalize? _ 44
5.2 Testing the performance of the system 48
5.3 Recognizing a single object (tracking) 50

6. Conclusions and recommendations 54
6.1 Conclusions _ _ 54
6.2 Recommendations _ 55

References _ 59

Appendix A: Symbolic description of the spanner, from Figure 2.4 (a) 61

4



1. Introduction

The Eindhoven University ofTechnology in The Netherlands participates in a cooperation
program with Xi'an Jiaotong University in the People's Republic of China. In the scope of
this program a M. Sc. project has been carried out in the Institute of Artificial Intelligence
and Robotics of the Xi'an Jiaotong University.

In the Institute research in the field of computer vision, image analysis, pattern
recognition, robot control and digital signal processing (DSP) is carried out. One project
is the development ofa computer vision system to recognize industrial machine parts in a
two-dimensional scene. The performance of the developed system is very good if the
objects are separated from each other, but if partial occlusion of the objects occurs the
system is computationally very time-consuming in recognizing the different occluded
objects. Also the recognition accuracy of the system seriously decreases if the region of
partial occlusion of the parts increases largely. The cause of these problems is that the
method of training used in the existing system lacks of robustness. Additionally, the
matching procedure is essentially a sequential operation.

In order to overcome the shortcomings of the existing system, a new method is proposed
of recognizing partially occluded objects with the use of a neural network. The neural
network is trained by using a set of local features derived from the edge description of
objects which are the outputs of the low-level vision part of the existing system. This
particular way of low-level processing and edge description has been used only for
convenience. The neural network is not dependent on the existing system. There are also
other methods of low-level processing that can represent an object in the same symbolic
presentation [9], which can be used as input patterns for the neural network in the learning
stage and recognition stage.

Extensive research has been done on a Hopfield neural network classifier. First, such a
neural network has been implemented. The performance of this network turned out to be
not satisfying, due to the limited storage capacity. Because of these shortcomings, the
Hopfield network will be described briefly; detailed information can be found in the
literature [e.g., 4,6,7,13].
Consequently an artificial multilayer feedforward neural network (perceptron) has
been implemented to estimate the identity of the unknown objects. This neural network
has also been applied in practice. Although the learning stage of the network is
computationally time-consuming, the recognition is carried out on-line and the results
achieved by using the network are encouraging.

To get some insight in the computer vision system as a whole, a short description of this
system is given in chapter 2.
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The development that makes the training of a multilayer network possible is the error
back-propagation algorithm. This algorithm is a powerful supervised learning rule to train
neural networks with hidden layers. The algorithm calculates the error between the desired
and actual outputs of the network. In our implementation it then employs the delta rule to
update the weights and biases.

The standard back-propagation algorithm. however. has the disadvantage that the system
usually converges to a local minimum of the error surface. and that convergence (learning
rate) is slow. In order to prevent the network from getting stuck at such a local minimum
and to reduce training time, an adjusted learning algorithm using a momentum term is
used. Furthermore, experiments have shown that the frequency of"getting stuck"
increased when the network topology was too big (i.e., was built out of too many nodes).
To find an optimal solution for the number of nodes that should be applied for the network
we used a dynamic-node-creation method. Although these methods are used,
convergence is dependent on the initial weights connected to the added nodes of the
network and is still not guaranteed. i.e., sometimes the network will converge to a local
minimum and "get stuck" there. Further research has to be done on this issue. The
different neural networks and their learning algorithms are discussed in chapter 3.

Artificial neural networks have been studied for many years in the hope of achieving
human-like performance in the field of speech and image recognition. Neural networks
have great potential in these areas. where many hypotheses are pursued in parallel, high
computation rates are required. and the current best systems are far from equaling human
performance. By implementing a neural network one tries to simulate the behavior of the
human brain. though this behavior is not yet well-understood. In our implementation a
normal personal computer is used which performs a series of instructions sequentially as in
a Von Neumann computer. The network has been implemented in the programming
language BORLAND C++. Object oriented programming is an advantage for
programming a neural network as will be explained in chapter 4.

The results achieved with the neural network as a classifier are encouraging. provided that
the training algorithm succeeds to converge in the learning stage. Though the total system
hasn't been perfected yet. the results obtained so far, are satisfactory. Because of the
ability of the neural network to "generalize". the performance is very good especially in
case the objects in the scene are occluded with each other. which is the goal ofour
research. Some results are given in chapter 5.

Finally, some conclusions and recommendations are given in order to improve the
computer vision system in the future.
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2. Description of the system

In the Research Institute of Artificial Intelligence and Robotics of Xi'an Jiaotong
University an advanced computer vision system has been developed. The goal in computer
vision systems is to analyze data collected from the environment and to derive an
interpretation for completing a specified task. The task of the developed system is to
recognize industrial machine parts in a two-dimensional scene in order to control a robot
to do some specific tasks with the recognized objects. The system has to recognize
different objects independently of their position and rotation in the captured video image,
i.e., the system has to be invariant for translation and rotation. However, it has to be
dependent on the size of an object because some industrial objects have the same shape
but vary in size; in this case a different size means a different object, e.g., a nut ofa bolt.

The vision system tasks may be divided into: data acquisition (capture TV camera image),
low-level processing (represent the "raw" data of the image in a suitable description),
determining the boundary description and extracting features, storing this description in a
model-base, and classifying subtasks, as shown in Fig. 2. I. A more detailed description of
model-based vision will be given in § 2.1.

,------

Malching
and

recognizingJ'"'' ~ li~d;Y, "low-level ~ descripllOn
. / [[Yo' processing--" and rc~lure

(2 // 7f\ I exlrucllOn

rec:ogll i lIol1
(oil-line)

(

{s·L
-- Verification

result

Objecls Camera
store/ '-
learn (off-line)

Model
base

Figure 2.1 The block diagram of the existing computer vision system

The system as mentioned above has a very good performance. The speed of recognition is
very high if the objects are separated from each other. This excellent performance is a
result of the used method and also because of the use of special advanced hardware.
However, due to these methods used the speed of recognition decreases quickly if partial
occlusion of the objects occurs.

The task at hand is to find a solution for this problem. To achieve better results, when
partial occlusion of the objects occurs, an artificial neural network is employed to
recognize the objects in the scene. In order to test whether the performance of the system
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is improved by using such a network, the following implementation is proposed, see Fig.
2.2,
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processingll)

Objects Camera

Figure 2.2 System to test the neural network's performance

There are two major differences between the existing system and the system in Fig. 2.2.
The first is the use of a neural network as a classifier, and the second is that the system has
no feedback loop. The neural network will c1assity all objects in the scene by one sweep
through the network, giving a decision for all objects that are completely or partially seen.
This is contrary to the system in Fig. 2.1 where the model-base is searched for the model
that can be verified. To get a better understanding of model-based vision it will be
explained briefly.

2.1 Model-based vision system

The goal of a vision system is to identify and locate specific objects in the scene. In this
case, the vision systems must have knowledge of the shape of the desired objects. Such
a priori knowledge of the objects is provided by models of the objects, containing
information regarding the shape of the objects. A vision system that makes use ofan
object model is referred to as a model-based vision system.

An ideal model-based vision system should be able to locate objects in a scene, assuming
that all of the following conditions are true:

1. Objects may have arbitrary and complex shapes or forms.
2. Objects may be viewed from any direction, and
3. Objects may be partially occluded by other objects.

To design such systems, one must deal with:
- the means of describing the collected data from the scene and the model,
- the methods of constructing the necessary object model, and
- the methods of matching the descriptions obtained from the input data to that of the model.
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The tasks of the vision system may be divided into: data acquisition, representation,
construction of a model, and matching strategies, as shown in Fig. 2.3, where a general
model-based computer vision system is given [2].

desCl'lp; I- I dllalyzel'

r-------

~ Low-level -- Inpul dala
---- processlIlg -~ descriplion On-line

Malching -----.-

----------------------------------------------1I' - --- - -- - - --

~ Model - Model Off-lineModel

Dala -1
Collecli~

Figure 2.3 A general paradigm in model-based computer vision

A key issue in a computer vision system is to represent the collected data and the modeled
objects. The 20 array of gray-value-numbers provided by a TV camera is not of much use
in its "raw" form. A suitable representation of the objects must therefore be used to
describe the objects in the scene and the model. A representation is desired if it is
unambiguous (no two different objects have the same representation), unique (there is a
single description for each object using the representation scheme) and convenient to use,
in the matching stage and for storage.

Once the appropriate descriptions of the objects in the scene have been derived from the
input data and the models, the vision system is able to match the two descriptions,
completing the task of object recognition. How the descriptions are derived from the
"raw" image grasped by the TV camera will be explained in the next section.

2.2 Low-level processing

After image acquisition from the TV camera (data collection), the data must be
represented using a symbolic description to enable the system to carry out the specified
high-level processes. The low-level vision part consists of: data collection (TV camera),
low-level processing, and boundary description plus feature extraction (see Fig. 2.2).
Output {s;} of the low-level vision part of the system are such symbolic descriptions; it is

a set of boundary descriptions in line- and arc-segments of every object in the scene.
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To represent this boundary, first the edges of the objects are detected. If the contrast in
the scene is low, a special gradient-based algorithm is used for edge detection. However,
the examples given in this report are binary images, ,:"hich are black objects on a white
background and vice versa, thus well-known algorithms can be used to detect the edges of
the objects (17]. After edge detection a thinning algorithm is applied on the image to
narrow the edges to a one-pixel line [12]. A simple method to describe the shape of a
contour is the use of chain codes [3 p. 183, 17 p.7-IO]. In chain coding we try to follow
the contour of the line-image by searching the direction of the next pixel. In the chain code
the upper left corner of the object is used as a starting point and 8-connectivity [17 p.
6.19] is used to search for the direction. The start direction is agreed on clockwise as
shown by Liu [12].

The description of every object in the scene now consists of small line-segments. The
individual line-segments generated by the above-mentioned method, the so-called linear
feature detection process, are of little use in generating initial hypotheses since any line in
the scene may be considered as any line in the object-representation. This will make
recognition an impossible task, therefore the search space has to be reduced. This is done
by representing the object in a boundary description of line- and arc-segments.

To form the line-segments a recursive end-point-fit algorithm is used [12]. To form the
arc-segments the program tries to fit every three successive line-points, i.e. two adjacent
lines with start and endpoints, to an arc-segment. If the system can fit these three points to
an arc-segment, allowing a small error, the program will use the next points to extend the
arc-segment and will stop the extension, if a line-segment is encountered that does not fit
in the existing arc-segment, and so on. Finally the boundary description is filtered and only
long line-segments and large arc-segments will be used for recognition, not regarding the
small segments, Fig. 2.4 shows two samples of boundary descriptions.

~-----------~-----.

~--~---

(a) Spanner

(~l

I I
~_I

(b) Plug

Figure 2.4 Two samples of boundary representations
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Notice in Fig. 2.4 that some corners of the objects are not connected. After a model of the
object has been made in the above-described way, it is stored in a model-base which will
be described in the next section.

2.3 Model-representation

Representations are used to describe shapes. The description of complex shapes requires
hundreds of parameters in "raw" form and is too complicated. Nowadays such
representation is not computationally feasible if it is intended to be used in matching two
objects.

With low-level processing the objects can be described in a symbolic representation. In the
model-base all the symbolic representations of the objects are stored1

. Appendix A shows
how the symbolic representation of the spanner in Fig. 2.4 (a) is stored on disk. Note that
only integer numbers are used in this representation. This is done because numbers
represented by integer values are processed with a higher calculation speed.

The first line gives the number of corners of the object. Every three lines after this number
represent a corner. We will only describe the first three lines in appendix A which
represent the first corner of the object, the rest can be described in the same way.
The first of these lines represents the corner tag (type of corner) and the value of the
corner angle in degrees. From the previous section we know that an object is represented
with two different features, namely line- and arc-segments, this implies that we have four
different corners, namely, line-line corners, arc-line corners, line-arc corners and arc-arc
corners. As was shown in the previous section, some corners are not continuous, i.e. there
are some gaps between the connecting features (Iine- and/or arc-segments) in the
representation (as shown in Fig. 2.4). The angle of the corners have to be calculated
though, and in such a case this is done by extending the line- and arc-segments until they
meet. However, the angle between two lines intersected with each other can have two

values, namely a and 3600
- a, that is why the direction of the normal on the corner is

used to detect the proper one. The angle of the intersection is the second digit in our
representation.

The next two lines in the file are descriptions of the left and right adjacent segments of the
corner. The description of these two lines is similar, therefore only one line will be
explained. The first digit in a line is the so-called segmentation tag; it describes the shape
of the segment. Zero means that a line is concerned, 1 is an arc-segment that rotates
counterclockwise between two given point-coordinates, and 2 refers to a clockwise

1 The developed system uscs special advanced hardware. The ncural network in Fig. 2.2 can not directly
be implementcd in the system. That is why thc models arc first stored on disk. the neural nctwork loads
thcse modcls from disk to prcscnt Ihcm as input patterns to thc network.
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rotated arc-segment. The next two digits are the starting-coordinates (x,y coordinates in
the plane seen by the camera) of that segment, and the following two are the end
coordinates. The last three digits in the line are especially for arc-segments. The first two
'ofthese three digits stand for the coordinates of the center-point of the arc-segment, and
the last digit is the length of the radius. Note in appendix A that if a line is concerned all
these three digits are zero.

Now that is known how the objects in the scene and the object-models in the model-base
are described, we can try to match these two descriptions, completing the task of object
recognition, as we will see in the next section.

2.4 Recognition and verification

From the previous section, we learned that the models carry the a priori geometrical
knowledge of a set of objects which remain to be recognized by the vision system. This
knowledge is being compared with the descriptions of the input object-models, obtained
through low-level processes in the recognition stage, deriving an interpretation of the
input objects.

Once the appropriate description of an object in the scene is derived and the appropriate
model has been stored in the model-base, the vision system has to be able to match the
two descriptions completing the task of object recognition. One of the problems
concerning object recognition systems is how to search the model-base where all the
models are stored, to select possible candidate models. In the implemented system the
selection of the possible candidate is done in a deeply nested if .. then computer structure.
First, the structure tries to recognize salient features, i.e. long line-segments or parallel line
structures. If it fails to recognize this kind of features it goes deeper inside the structure to
recognize the less salient features, and so on.

The word "possible candidate" explains that verification is needed. In the recognition stage
it is necessary to verify that a candidate, found by searching through the model-base, is the
same as the input object-model derived from the scene. This is done by constructing the
input object-model, rotating it and trying to match it with the possible candidate model,
allowing a small error to make the system more robust.

One can imagine that if objects in the scene are occluded with each other some or all
salient features will be lost, this implies that the algorithm sometimes has to search
through the whole model-base before the object-model in the scene can be recognized
(verified). This step is computationally very time-consuming when a large model-base is
concerned.
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To increase the recognition rate and recognition speed of the system, the use of an
artificial neural network to search for possible candidates is employed.

2.5 Proposed system with artificial neural network

As has been indicated in the introduction, an artificial neural network is proposed to deal
with the task of object recognition. The implementation of the network in the existing
computer vision system is shown in Fig. 2.5.

Verificalion
result

compare
Sloringl
Weight~

recognilion
(on-line)

r-------, (

Boundary {s .} Recognizing
low-level descripllOn wilh ~eural
processing -- and re~lure Network

~lrlJcllOn _

Store 011 fiil1e ---IOlld Illodrls
( . . ) from file for
olf-llne \1/ Ie<H'nillg lite

_'L- neul'lll nelwol'k
I Model- l (off line)
[ base f----------------'

1/)
Objects Camera

Figure 2.5 The block diagram of the proposed system using a neural network

There are several advantages when using an artificial neural network for recognition.
Neural networks provide a greater degree of robustness or fault-tolerance because they
have many processing nodes, each with primarily local features. Damage to few nodes or
links therefore need not impair the overall performance significantly. Neural network
classifiers are also non-parametric and make weaker assumptions concerning the shapes of
underlying distributions compared to traditional statistical classifiers. They may thus prove
to be more robust when distributions are generated by non-linear processes and are
strongly non-Gaussian.

Training the neural network, i.e., finding the right set of weights, is computationally very
time-consuming. When the network learned all the objects in the model-base the weights
which represent this learning can be stored in a file to prevent that objects from the model
base are learned twice. So when recognizing objects from a certain model-base which has
been learned before, the weights can be retrieved from file and can be used without the
time-consuming learning step. The network topology and the learning algorithms of the
neural network will be explained in the following chapter.
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3. Neural Network

A.multilayer artificial neural network or simply "neural network" attempts to achieve good
performance via dense interconnection of simple computational elements, called nodes. In
this respect, an artificial neural network structure is related to our present understanding
of biological nervous systems. A neural network has greatest potential in areas such as
speech and image recognition where many hypotheses are pursued in parallel, high
computation rates are required, and the current best systems are far from equaling human
performance. Instead of performing a program of instructions sequentially as in a Von
Neumann computer, a neural network explores many competing hypotheses
simultaneously using a massively parallel network composed of many computational
elements connected by links with variable weights.

Computational elements or nodes used in a neural network are non-linear, are typically
analog, and may be slow compared to modern digital circuitry. The simplest node sums N
weighted input elements and passes the result through a non-linearity as shown is Fig. 3.1.

()

Xo o,_._~~ \¥
w '--.<., -. , I

X
· 1 '--7· r11~ y1 ()..... -........ ." L . '

--.:::;:-:.- f b.) ~~
w2.,._:.""'-\X ().,,, . .." " OUTPUT2 ' / --._.-

Figure 3.1 One node of the network

The basic components ofa neural network are these nodes (also called neurons).
Associated with each node is a weight vector and an offset e or internal threshold. The
node yields its output by forming the weighted sum of the output elements of the nodes in
the immediately preceding layer, adding the offset, and passing the result through the non
linear function known as the activation function or the node non-linearity j(a.). The
operation of a node is characterized by the offset and by the type of non-linearity. The
sigmoid function and hard limiter functions are two widely used types ofnon-linearities
as illustrated in Fig. 3.2. The parameter s in the sigmoid function specifies the steepness of
the activation function.
More complex nodes may include temporal integration or other types of time
dependencies and more complex mathematical operations than summations.
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Figure 3.2 Two widely used activation functions

An artificial neural network is an interconnection of nodes. The network is specified by the
way these nodes are connected with each other (i.e., network topology), the node
characteristics, and training or learning rules. These learning rules specifY an initial set of
weights and indicate how weights of the network should be adapted during their use to
improve its performance. Learning takes two forms. A supervised learning scheme
repeatedly presents known input patterns or input pattern pairs to the network and adjusts
the weights and other network parameters to minimize some measure of classification or
pattern association error. Unsupervised learning lets a network accumulate impressions of
repeated or frequently occurring input patterns or input pattern pairs without such explicit
supervision. A network distributes the stored information over many connection weights
in such a way that learned patterns can still be recalled when part of the network is
disabled.

In recent years many network topologies and learning algorithms have been developed.
One type of neural network that was proposed to deal with the task of object classification
is the Hopfield neural network which can act as an associative memory, and subsequently
these associations can be used to handle the classification problem.

3.1 Associative memory

An associative memory (also called pattern associator), maps each of a set ofN specified
input patterns into a corresponding specified output pattern. The input may be corrupted
by noise or erasures. In a special case, each desired output pattern of the associative
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memory may be the arranged version of the corresponding input pattern itself. Such a
device can serve as a content-addressable-memory2 .
An example of a classical associative memory is a fully connected feedback network
proposed by Hopfield.Extensive research has been done on this kind of network. In
§ 3.1.2 it is explained that such an associative memory has some disadvantages compared
to other neural network topologies. Because of these limitations the network is not imple
mented in the final vision system, that is why this network will only be discussed briefly.

3.1.1 The Hopfield neural network

Dr. John J. Hopfield of the California Institute ofTechnology, published a paper that,
according to many neural network researchers, played a more important role than any
other single paper in reviving the field of neural networks [7]. He used binary node
activation functions (hard limiter of Fig. 3.2). This network can be used as an associative
memory or to solve optimization problems. We use the version of the network which can
be used as an associative (content-addressable-) memory and has sigmoid non-linear
activation functions [8]. If the Hopfield network is suitably stable3

, the output elements
will converge for different constant input patterns. These so-called attractor points
(pattern) are local minima of an energy function [5].

This network, shown in Fig. 3.3, has N nodes containing hard limiting non-linearities and
binary input and output elements taking on the values + I and -I (see the hard limiter
function in Fig. 3.2).

The output of each node is fed back to all the other nodes via weights. The operation of
this network is described in the box on page 18. First, weights are set using the given
calculations and the input patterns for all classes. Then an unknown pattern is imposed on
the network at time zero by forcing the output of the network to match the unknown
pattern. Following this initialization, the network is considered to have converged when
the output elements no longer change on successive iterations. The pattern specified by
the node outputs after convergence is the net output.

Hopfield and others have proven that this net converges when the weights are symmetric
(W lj = W Ji) and node outputs are updated asynchronously using the equation as given in

the box on page 18. The learning rules applied in step I are proposed by D. Hebb who
called it Hebbian learning. These rules are not difficult to implement and take only little
computation time because the weights are updated only once.

2 Content-addressable-mcmory is a memory that produces its contents when prcsented with partial cues,
i.e., a network that recognizes or completcs partial or noisy input- or initial pattern.
3 Ncural nctwork models ought to be stable in the sense that small perturbations of initial conditions,
inputs. bias values. weights and network parameters ought to produce only small output changes in the
course of time.
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Figure 3.3 A Hopfield neural network

Hopfield also demonstrated that the network converges when graded non-linearities
similar to the sigmoid non-linearity in Fig. 3.2, are used. When the Hopfield network is
used as an associative memory, the network output after convergence can be used directly
as the complete restored memory. However, in our implementation the Hopfield network
has been used as a classifier, so the output after convergence must be compared to the set
ofM learned input patterns to determine if it matches an input pattern exactly. If it does,
the output is the class whose learned input pattern matched the output pattern. If it does
not, a "no match" result occurs.

The Hopfield network has two major [imitations when used as a content-addressable
memory. First, the number of patterns that can be stored and accurately recalled is
severely limited. If too many patterns are stored, the network may converge to a new
spurious pattern different from all learned input patterns (basin of attraction). In our case,
where the network has been used as a classifier, such a spurious pattern will produce a "no
match" output, giving wrong decisions. Hopfield showed that this occurred infrequently
when the set of input patterns are generated randomly and the number ofclasses (M) is
less than 0.15 times the number of the input elements or nodes in the network (N).
The number of classes must thus be typically kept below 0.15N. For example, a Hopfield
network for only 15 classes might require more than 100 nodes and more than roughly
10000 connection weights.
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A second limitation of the Hopfield network is that an input pattern will be unstable if it
has many bits in common with another input pattern. Here an input pattern is considered
unstable if it is applied at time zero and the network converges to some other pattern.
Hopfield himself showed that the patterns stored in the network must be chosen so that
the Hamming distance is about 50 percent of the number of nodes. The Hamming distance
between two binary patterns is the number of bits in which the values are different [5].
This problem can be eliminated and performance can be improved by a number of
orthogonalization procedures and/or other learning rules.

Hopfield Network Algorithm

step 1. Assign Connection Weights

M-I

"'" S SL,.x, x).
$=0

i:t=j

0, i=j, O~i.j~M-l

In this formula lllij is the connection weight from node i to node} and XiS

which can be +1 or -1 is element i of the input pattern for class s.

step 2. Initialize with unknown input pattern

y'; (0) = x;. 0~ i ~ N -1

In this formula y'; (t) is the output of node i at time t, and x j which can be
+1 or -I is element i of the input pattern.

step 3. Iterate until convergence

The function j~ is the sigmoid non-linearity from Fig. 3.2. The process is
repeated until node outputs remain unchanged with further iterations. The
node outputs then represent the exemplar pattern that best matches the
unknown input.

step 4. Repeat by going to step 2
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3.1.2 Implementation and conclusions

The Hopfield network has been implemented and tested in the system ofFig. 2.5.
It is normally used with binary input elements. This network is most appropriate when
exact binary representations are possible, but less appropriate when input values are
actually continuous, because a fundamental representation problem must be addressed to
convert the analog quantities to binary values. This digitization, however, is not
straightforward like in digital coding. See for instance the four 5-bit binary representations
00001, 000 10, 1000 I and 10010 which have the decimal values 1, 2, 17 and 18,
respectively. Assume a Hopfield network consisting of 5 nodes has learned the binary
representations 0000 I (l) and 10010 (18). If we input the digital value 00010 (2) to the
network it has to converge to the digital value 00001 (I), i.e., the pattern that (in a
decimal sense) is closest to the inputted pattern. However, when inputting the binary value
000 I0 (2), this pattern will converge to the binary value 100 I0 (18), because they only
differ in one bit, giving wrong convergence. The best solution for this problem is changing
the code in a way that the difference of the digital code, in bits, is proportional to the
difference in decimal values as shown in Table 3.1, see also [I]. In this table the digital
code is represented in I and 0, but bit values of I and -1 result in simplified mathematics.
That is why we use the I and -1. When using this code, right convergence is achieved
when inputted patterns are slightly different from the learned patterns, i.e., the network
can generalize correctly.

decimal value Digital coded Pattern

0 0000000 ...

1 1000000 ...

2 1100000 ...

3 1110000 ...

4 1111000 ...

Table 3.1 Suitable binary code

We will see in § 3.3. I that the local features which are the input patterns to the network,
consist of non-binary elements, therefore we need to convert these local features to a
binary representation to be able to use the discussed Hopfield neural network. We recall
from the previous section that the Hopfield network needs a lot of nodes to achieve good
results.

In an industrial vision system it is not rare that 50 up to 100 objects can be recognized in a
scene. This implies that the Hopfield network needs at least 350 up to 670 nodes (that are
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roughly 122500 up to 448900 connections). It is obvious that computer systems have
great difficulties to handle such large input, output and weight vectors. To solve this
problem, iterative learning strategies can be implemented to train the Hopfield network to

-- -store and recall-up to N (number of nodes) input patterns, and from literature it is shown
that this is the maximum number of patterns that can be stored in a Hopflcld network
[4, 6].

Using these learning methods the Hopfield network can be implemented with the number
of 50 up to 100 nodes (2500 up to 10000 connections), which is acceptable for any
computer system to handle. The above-mentioned learning algorithms were implemented
and, using them to actually learn this number of input patterns, we found that these
iterative algorithms were computationally very time-consuming. To give an indication the
algorithm proposed by Gardner [6] needed 10 minutes of computation time on a 486PC to
learn 50 input patterns using a 100 nodes network. Inputting strong resembling patterns to
the network even tripled this time in the learning stage. Also the distortion we could add
to a learned input pattern so that the network would still converge to the correct output
pattern was for some patterns limited to 20%.

Looking ahead without going into detail, the network has to learn local features of the
objects. Local features are descriptions ofa corner; this involves the description of the
corner angle and the description of its two adjacent segments. The angles can range from
1 to 360 degrees and the maximum length of the adjacent segments can become about 400
(pixel width that gives a good resolution), digitizing this in the above-described way
would give us a network of 1200 nodes. At this time we can consider to implement a 1200
nodes Hopfield network (i.e. about 1440000 connections) without the iterative learning
algorithms mentioned above. This will give great difficulties in the implementation stage,
because of the use of very large vector calculations. A second solution is the development
of a 100 nodes Hopfield network with the use of the iterative learning algorithms, but as
already stated these methods are computationally very time-consuming. Making the length
of the input (=output) vector smaller we have to address a different representation
problem to convert the analog quantities to binary values. This can be done, but without
doubt at the expense of accuracy.

Due to the two major limitations of the Hopfield neural network stated is § 3.1. 1, the
difficulties described in this section and also because of the limited literature available on
the Hopfield network as a classifier, another type of neural network topology is
implemented. This topology has found wide application in many classification problems
that deal with the task of pattern classification_ It will be described in the next section. The
two major advantages of this network topology is that the classification is done by the
network itself, this in contrary to the Hopfield classifier where there need to be a mapping
of the output pattern with all the classes. The second advantage is that the input elements
to the network can be analog representations of the input patterns.
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3.2 Feedforward multilayer perceptron

Another type of neural network that has found wide application in many classification
problems is the feedforward multilayer perceptron, as shown in Fig. 3.4.

• • • ') output
nodes

( ) ••• ) Hidden

- /- ;--- nodes,\ //

" ,-j ,\~ .. -

'.~"~ '. '\

.' - .\/
I I I l

Xl XN-l Input

direction
of flow

Figure 3.4 Artificial multilayer feedforward neural network

In such a feedforward network the nodes are arranged in consecutive layers. The input
elements to a node in a particular layer are composed solely of the outputs of the nodes in
the immediately preceding layers. A widely used activation function is the sigmoid as
shown in Fig. 3.2, given by

I -so.-e
f(a) = 1 -so.

+e
(3.1)

which will also be used in our implementation. The parameter s in (3.1) specifies the
steepness of the sigmoid curve in Fig. 3.2.

Every node forms the sum

The subscripts are used to identify the layer and the position within the layer of a

particular node. Thus, the vector xpi ::::: [x pll ,xpl2 ' " .. " ., X pINr,where T denotes
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transpose, is the input vector to any node in the lth layer corresponding to the pth pattern
presented to the network. Associated with the nth node in the lth layer is a weight vector

!Vln = [Wbl11 wIn2,·· .. ·, wlnNr and an offset 8//1 ~ N is the number of weights in the layer.

Augmenting XI'I by 1 as a constant-valued input of -I and Win by Sin allows this sum to

be implemented in a simpler form as

Ta pin = x pi win

where x pl and Win are now N+ 1 vectors. The output of the node is

y pin = j (a. Pin)

The input to any node in the next layer is then

X 1'.1+ 1 = [x1'.1+ 1.1' xp.l + I.~ ...... , X1'.1+ I.) ] T

Xp.l+ 1 = [Yp/l,YI'IZ ...... ,ypur

(3.3)

where J is the number of nodes in the lth layer. The nodes in the (l+ 1)st layer generate
their output elements, which are the input elements to the nodes in the next layer, and this
continues up to the nodes in the output layer whose output elements are the network
output (see Fig. 3.4).

For our implementation the neural network can be seen as mapping a set of input vectors
to another set of desired output vectors. The neural network is trained and will perform
the desired mapping when the weight vectors of each node are such that the output of the
network is within a specified tolerance of the desired output. Training the network implies
training each node in the network. The portion of the node that generates the weighted
sum (L in Fig. 3.1) is known as the linear combiner. The network uses the sigmoid
function, so the outputs of the linear combiner are known as

where j-I (yPin) is the inverse sigmoid function (3.1).

The training of the neural network is supervised, so every desired output value of every
node is known. Therefore also the desired output values of the linear combiner dp ,

p=1,2, ....... ,M, are known, where M is the number of patterns in the input set. The error of
a node corresponding to pattern p is defined as
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(3.4)

where a. p =w TX p is the actual output of the linear combiner, and d p is the desired

output. The total mean squared error of the node is

(3.5)

To find the optimum weight vector that minimizes E, we can take the gradient ofE with
respect to wand set it to zero:

M

'VE =-2:(dp - WTXp~p =0
p=1

From this it follows that

Defining

and

we can write Equation (3.6) in matrix form as

Rw=p

(3.6)

(3.7)

(3.8)

(3.9)

(3.10)

The matrix R can be interpreted as the correlation matrix of the input set, and the vector p
as the cross-correlation between the training pattern and the corresponding desired
responses.
Equation (3.10) is referred to as the deterministic normal equation in the context of
adaptive filtering and the optimum weight vector is the solution to (3.10).
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This equation can be solved iteratively by a number of descent methods, such as the
method of steepest descent, which results in the so-called delta rule; or the conjugate
gradient method, which results in the delta rule with momentum; and several quasi
Newtonfnethods,· which are slightly more complex co~putatio~al1y but have fast
convergence.
Ideally the quantity to be minimized during training is the mean squared error over the
entire set given by (3.5). This requires that the weights be held fixed during an epoch (a
presentation of the entire set), and only one update be made per epoch, but this is
inefficient. The general practice is to update the weights in the direction of minimizing
(3.4) after each presentation of an input x p to the network. It is pointed out in literature

that this is a good approximation to minimizing the mean square error over the entire set
as long as the amount of update is kept small [14].

The supervised training ofa multilayer feedforward perceptron is subject of the next
section.

3.2.1 Error-back-propagation

The iterative methods mentioned in the previous section requires knowledge of the error
at the output of the linear combiner for each node. However, except for the nodes in the
output layer, this error is not known. Actually, there are more possible weight sets that
minimizes E, this implies that there are a lot of different concepts for the hidden nodes.
Therefore, the desired response of a node in the hidden layer is not known, and the
concept of error is not defined for the nodes in the hidden layers. To develop a generalized
error concept for the nodes in the hidden layers, we begin by considering

E rp = LEprn
n

(3.11 )

where E rp is the total mean squared error of the network associated with the pth training

pattern, L is the number of layers in the network, and the index 11 is over the nodes in the
output layer. Note that since (3.11) defines the error at input to the non-linearity, d pLn is

the desired response referring to the input of the non-linearity at the output node n. In
other words, if the desired output response of the 11th node in the output layer is d' pLn'

then the desired input to the non-linearity d pLn ' which is the output of the linear

combiner, has to be j-I (d'PLn). We note from (3.11) and (3.4) that the error

BpLn =d pLn - a pLn

associated with the pth training pattern at the 11th output node can be expressed as
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_ 8E
TPDpLn ---

oo.pLn

(3.13)

Based on this observation, we now define the error associated with any node, hidden or
otherwise, as the derivative of E TP with respect to the linear combiner output at that node

8E
TPDpln =---

00. pLn

(3.14)

A value of Dpin close to zero indicates that the value of a pLn is just the right value for the

node n in layer I; that is, no weight adjustment in that node is necessary at iteration p.
The task at hand is to calculate Dpin at every node. For the output nodes the desired result

is given by (3. 12). For the hidden layers (i. e., for I = 1,2......•L-l) note that

8 =_ oETp =_oErp 0'1'111

pili aa rl" Oa
1'111 (/.J' 1'111 1'111

(3.15)

By the chain rule [15. p.66-73]. the first factor in (3.15) can be expressed as a linear
combination of the derivatives of ETP with respect to the variables associated with the

nodes in the next layer 1+ 1 as follows:

8ETP == L _8_£-...:TI:...-'_ _Ca.----:.p_.I _+'_.r

0'1'111 r 00. p.l+l.r OYpin

where r is over the nodes in the layer 1+ 1.
Using (3.14) in (3.16), we get at the recursion

8 pin == I'{a. pln):I: Dp.I+I.rWI+1.r .n
r

where

f '( )= Qvplna. pin aa. pin

by definition.

(3.16)

(3.17)

(3.18)

In short, the output errors calculated from (3.12) are back-propagated to the hidden layers
by recursively using (3.17).
Once the error is available in a particular node it can be used in a number ofdifferent ways
to update the weights. see next section.
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3.2.2 The delta rule

Consider noden in layer I. L~t theweight vector at iteration t be win (t). The simplest

method of solving Rw =p (3. 10), or, equivalently, minimizing E, is to calculate the

gradient ofE (or that of Ep) with respect to the weight vector and to adjust win (t) in the

direction of steepest descent:

(3.19)

where Ii is a suitable small number known as the step size.
Since we have

we conclude that
8ETp

VEl' =--·Vaaa pin
pin

Substituting (3.14) in (3.21) and observing from (3.20) that Va pin =x pl ' we find

VE p =-0 plnx pi

Thus we have

(3.20)

(3.21)

(3.22)

(3.23)

Equation (3.23) is variously called the delta rule, the LMS algorithm, or the method of
steepest descent.
When (3.23) is used in conjunction with (3.12) and (3.17), the resulting iterative scheme is
referred to in literature [14] as the error-back-propagation algorithm. In the box on page
28, a summary of the back-propagation algorithm is given.

3.2.3 Delta rule with momentum

If the weights are changed after each pattern presented to the network, the network
spends a lot of time going back and forth. What it learns on one pattern is frequently
unlearned on the next. Hatching is one solution to this problem. By basing the weight
change on the total derivatives over a number of patterns presented to the network, we
arrive at a change that is correct on average.
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Another solution is called momentum [15]. Momentum is a different method of
averaging. Rather than averaging the derivatives, momentum averages the weight changes
themselves. We first calculate the change that would correspond to the direction of
steepest descent at the current weight-point. But the change we actually make is the
average between this indicated change and the last actual change. Since the previous
change was itself such an average, this is a recursive process. As learning proceeds, prior
error-derivatives continue to influence subsequent weight changes, although with
decreasing effect.

Mathematically we accomplish this by using an exponentially decreasing average. At each
weights update, the change in the weights is

Win (1 + 1) = WI" (J) + ~lO pl"XI'I + E("",,(I) - w,n(t - I») (3.24)

where e is a parameter that must be less than 1 but greater than or equal to 0, and is called
the learning rate.

Equation (3.24) extends (3.23) with the term e(""n (I) - ""n (I - I») , which is called the

momentum term. The idea behind momentum is apparent from its name, the current
gradient tugs on the weights, but they have inertia and continue to some extent to move in
the direction in which they have been moving recently.

Ife is 0, the weights change is not influenced by past changes and the weights do not have
momentum. As e increases, the momentum increases, and a change in the direction of
steepest descent must exist for a longer time to affect the direction in which weights are
changed. This allows the network to ignore short-term fluctuations in the gradient and to
follow the general downward slope averaged over a series of epochs, or patterns
presented to the network. The behavior of the system is not highly sensitive to the value of
e. A value ofe=0.9 is commonly used, so also in our implementation.

The box on the next page gives an example of how the momentum term is included in the
back-propagation training algorithm.
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The back-propagation training algorithm

The back-propagation training algorithm is an iterative gradient algorithm designed to
minimize the mean square error between the actual output of a multilayer feedforward
perceptron and the desired output. It requires continuous differentiable non-linearities.
The following assumes the sigmoid non-linearity in (3. I).

step 1. Initialize weights and offsets
Set all weights and node offsets eto small random values.

step 2. Present input and desired output patterns
Present a continuous-valued input vector xo, x I , ..... , X N -1 , and specify the desired

output d'o ,d', , ..... ,do M -I' The network is used as a classifier in our application, so

all desired output elements are typically set to -1 except for those corresponding to
the class the input is from. That desired output is I. The input could be new on
each trial or samples from a training set could be presented cyclically until weights
stabilize.

step 3. Calculate actual output patterns
Calculate Yp by propagating x p through the network. Calculate output elements

YO'YI ..... ·'YAf-1 with the use of the summer and the sigmoid non-linearity (3.1) for

each node.

step 4. Calculate the error
Calculate the error of the nodes according to (3.4).

step 5. Adapt weights
Use a recursive algorithm starting at the output nodes and working back to the first
hidden layer. Adjust weights by

Win (I + I) = Win (I) + 110 pinX pi (3.23)

where 0 pin is an error term and is given by (3.12) if node 11 is an output node, and

by (3.17) if node 11 is a hidden node.

Internal node thresholds are adapted in a similar way by assuming they are
connection-weights on links from auxiliary constant-valued input elements.
Convergence is faster if the momentum term is added and weight changes are
smoothed by (see § 3.2.3).

Win (I + 1) = Win (I) + ~LO f'lnX pi + E( Win (I) - U'tn(1 - 1))

where 0 < E < 1.

step 6. Repeat by going to step 2
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3.2.4 Dynamic-node-creation

The delta rule learning algorithm or the improved learning algorithm which uses the
momentum term are practical methods for properly calculating the weights and thresholds
of nodes. However, it provides no insight into the problem of how to calculate the
network architecture that is appropriate for the solution of a given problem. How many
hidden nodes are needed? If the number of hidden nodes is too small, no weights can be
calculated that perform the correct input-output mapping, and the network will fail in the
learning stage. If the number is too large, many different solutions will exist, most of
which will not result in the ability to generalize correctly for input representations that are
not learned, and the network will usually fail in the operating stage. Instead oftearning
salient features of the underlying input-output relationship, the network simply learns to
distinguish somehow between the various input patterns of the training set and to
associate them with the correct output.

In general there are two approaches to find the optimal network architecture. The first
involves starting from a larger than necessary topology which is trained to learn the
desired mapping. Then, nodes are eliminated if they are not actively used. By this
removing of nodes. the network is eventually reduced in size. The shortcomings of this
approach are that one first has to deal with an unnecessarily large network, which is
computationally wasteful, and that the removing process may get stuck in an intermediate
size solution, which cannot be smoothly deformed into the optimal network architecture.

The second approach follows the opposite line, starting with a small network and adding
nodes until a solution can be found. If performed in a sufficiently careful manner, this
method is guaranteed to find the smallest possible network that solves the task, at least for
the architecture we use consisting of only a single layer of hidden nodes. However, it is
necessary to retrain the complete network after the addition ofeach single new node, in
order to make sure that a further increase in size occurs only ifconvergence of the
learning procedure cannot yet be achieved. The simplified version of this approach, where
only the newly added node and its weights are trained and all old parameters remain
frozen, does not. in general. find the optimal solution.

The second approach involving full retraining ofthe network was studied by Ash4
, who

called it the dynamic-node-creation method. The decision to add a new hidden node and
its weight connections with the input and output layers is based on the following
considerations. When the network is trained (by the back-propagation algorithm or an
algorithm derived from the back-propagation algorithm), the mean squared error £
between actual and desired output (3.5) decreases with time t, for this reason we will call
this error £, . However, if no solution can be found the rate of decrease slows down

4 Dynamic Node Creation in Back-propagation Networks, ICS Report 8901. San Diego (1989).
Unfortunately this paper was not available. only some information and the reference was found in (131.

29



drastically before £, has reached the desired small value; a new node should be added

then. More precisely, the condition for adding a node is

-1,£.:..-i':"_E--,-,_~oI A - ( )
- < Or, 1 ~ 10 + cr (3.25)

E,.

where to is the time of creation of the previous new node, a denotes the interval over

which the slope of the error curve £t is calculated, and ~r is the trigger slope. The last

condition in (3.25) ensures that at least atraining steps are taken before a new node is
added. The whole procedure is stopped when £, becomes sufficiently small or some other

measure ofconvergence is fulfilled.

There were several remarkable results after the above-described dynamic-node-creation
method was implemented:

• Even involving full retraining of the network after adding every new node, the
computation time that was needed never exceeded the time used where one started
right away with the optimal network architecture. Apparently the effort spent in
training the network when it is still too small is not lost, but prepares the base for
training the network ofoptimal size. One could verify this by noticing the descending
ofthe total error E t which rose only very little after adding a node but never returned

to its initial high value. In general one could say that the error kept decreasing, also
after adding new nodes.

• In most of the cases, node generation during training was the only way to get
convergence in back-propagation learning.

An interesting (but open) question is whether the network architecture and the specific
solutions found by the dynamic-node-creation method also yield optimal properties
concerning generalization to input patterns not contained in the training set (for the
generalization aspects see § 5.1). The solution can achieve the desired input-output
mapping, but is it really optimal? In our implementation we are concerned with the
computation time needed for the network to learn and recall. However, if we compare the
dynamic-node-creation method with how the human brain works (which we try to
simulate using neural networks) we can conclude that this method is not an optimal
solution concerning generalization, because the human brain, by birth, starts with a large
(larger than necessary) network topology, and up to this day the human brain is the neural
network that can generalize the best. So maybe the first method mentioned earlier in this
chapter, which involves starting with a larger than necessary network, has to be applied to
achieve optimal generalization abilities. However, this method is computationally wasteful.
Maybe the best solution can be found by a combination of the two methods.
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3.3 Classification using a multilayer perceptron

Basically we want neural networks to make decisions, adapting to changing conditions as
needed. The decision operation, in essence, classifies a set of input patterns by mapping
each input pattern into one of a set of categories (classes), typically a finite set. Then we
can implement decisions corresponding to each selected category. The input patterns are
the local features ofobjects. The output categories present the objects the input patterns
belong to. Once all the input patterns (local features in the scene) are found, they can be
inputted to the neural network for learning.

Human beings have the capability to recognize objects that are known by them by just
seeing a part of it. If the part of an object that is seen has a special shape, i.e., is a salient
feature, the success of recognition of the object is increased. Inspired by this phenomenon,
an attempt is made to the give an artificial neural network the same capability as a human
being. This means that alI (salient) features of an object are learned by the network. In the
recognition stage this learned information can be used for classification. The task at hand
is how to define the salient features. From (everyday life) experiments we know that a
human being sometimes only needs one small salient feature to recognize an object,
provided that the complete shape of the object is already known (seen before), see Fig. 3.5
for an example.
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Figure 3.5 Examples of (partial) boundary descriptions of
(a) Reference object.
(b), (c), etc. Visible small local features of object (a) and other objects.
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In Fig. 3.5, the human neural network (vision part of the human brain) is capable of
recognizing the object (a) out of the Figures (b), (d), (e), and (g) without any problem,
although some Figures are not as obvious as others. One will reject the Figures (c), (t),

. and (h) because the brain tries to match these patterns on the reference object without
success. This proves that a human being sometimes only needs small features for
successful recognition. Using this information we can implement an artificial neural
network, and learn the network all features an object has, these are the so-called local
features. The network will use this learned features in the recognition stage to classify the
object. How these features are described will be explained in what follows.

3.3.1 Description of the local features

As shown in § 2.3 the description of an object consists of line- and arc-segments. This
description is very useful for our experiments. Recall Fig. 3.5 (b) where we can recognize
an object if only the corner with its two adjacent line-segments are visible, or Fig. 3.5 (e)
where the corner between two arc-segments is visible. We can define a local feature such
as this corner with its adjacent segments. If a network has learned all the corner angles
with the type and length of adjacent segments of an object, it will completely be known by
the network. Note that the requirements for a representation of an object described in §
2.1 (uniqueness etc.) are met using such a description.

In short, we can say that the input patterns to the network are composed of the
descriptions of all the local features an object has. A local-feature consists of the value of
the corner angle and the description (which kind, and length) of the two adjacent
segments.

3.3.2 Local features inputted to the neural network

In general we can describe a neural network classifier [II] as shown in the block diagram
of Fig. 3.6.

We see that input and output patterns to the neural network classifier are in parallel and
also the internal computations are performed in parallel. As is shown in previous chapters
the internal parameters or weights are typically adapted or trained in the training or
learning stage, using the output values and labels specifying the correct class.

The network of Fig. 3.6 can learn the descriptions of the local features as described in
§ 3.3. 1. Assume that there are several objects in the scene whether or not occluded with
each other. To enable the network to recognize these objects, all their local features have
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to be learned in the learning stage of the network. More specific, all the local features of
all the objects in the model-base have been learned. Note that this learning is done off-line.
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Figure 3.6 General block diagram of a neural network classifier

After learning, the network can decide to which output (object) a specific local feature
belongs. The network simply maps the input patterns retrieved from the local features to
the output patterns, the way it has learned. Inputting all the local features of all of the
objects in the scene to the network will give a decision of how many of the learned objects
in the scene can be recognized. Thus isolated objects will be recognized for 100%, and
occluded objects will be recognized for less than 100%, depending on the rate of
occlusion. However, if the occlusion rate is very low the network still succeeds to
recognize the object for 100% due to the ability of the neural network to generalize (see
§ 5.1 for these abilities).

3.3.3 The proposed total neural network

We implemented a network that we can train to map several local features to different
output patterns, dependent on the output that the local feature belongs to. After learning
we have to input all the local features that are derived through low-level processing and
boundary extraction to the network. Up till now we have discussed only one network that
learned all the local features, therefore we have to input all the local features sequentially.
However, this mapping can take a while if there are a lot oflocal features (objects) in the
scene. To reduce the time needed for recognition we can put several networks in parallel,
as shown in Fig. 3.7 on the next page. Note that all these so-called sub-networks perform
the same input-output mapping, they are all identical in topology and weights settings. In
future implementations these networks can be given specialized mappings to increase
accuracy. In this case, however, some preliminary classification, i.e., division of input
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patterns into sub-classes, has to be done. This preliminary classification can also be done
by another (type of) network.

The· sub-networks inrig. 3.7 are exactly the same, therefore, only one network has to be
trained. In the recognition stage all the sub-networks are lIsed to lead to an output pattern
that can give a decision if an object is present in the scene. The input to the total system is
a model-description of the input. This input-model is derived from a boundary description,
and in this stage it is not yet known if this boundary description belongs to an isolated
object or to more than one object which are occluded with each other. From this input
model the local features are extracted. Consequently, all these different local feature
descriptions, derived from one boundary description, are simultaneously inputted to the
sub-networks. Every sub-network tries to map its inputted feature to an output class. The
final decision, counts all the features that are recognized (hits) for every learned object to
give a matching result. Note that this matching result concerns all the learned objects, i.e.,
the total output pattern is a vector that consists of elements that belong to each learned
object. The number of hits for each object determines how much of the objects in the
boundary description is seen.
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Figure 3.7 Block diagram of the neural network and its sub-networks
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4. Implementation of the network

True artificial neural network nodes, which would permit massively parallel operations,
are still in the research stage, and most neural networks are programmed on single or
multiple digital computers. Most current networks classify input patterns to make
relatively simple decisions and adapt, at best, quasi-statically to slowly-changing patterns.
Nevertheless, even software-implemented neural networks already have useful applications
and promise more, because they may replace expensive design and programming efforts by
inexpensive self-training hardware.

An interesting fact is that relatively small networks (100 to 4000 interconnections) suffice
for many of these applications so that implementations on small digital computers or
accessory processors are reasonable. Perhaps the most important applications of simple
neural networks are to pattern recognition. Two and three-dimensional pattern recognition
may require very fast and/or parallel computation.

This chapter illustrates how the different networks are implemented on a 386 and 486 PC
using C-programming language and the BORLAND C++ language. The last mentioned is
an object oriented language, and it will be explained that an object oriented language has
some advantages over other languages when programming a neural network, especially
concerning memory allocation and access.

4.1 Implementation in Borland C++

While implementing the Hopfield neural network as described in § 3. 1 in the "normal" C
(ANSI C) programming language, we already encountered great difficulties allocating
memory for the large input, weights, and output vectors. The vectors were stored in big
arrays and special pointers (far pointers) were needed to access this memory,
unfortunately, slowing it down considerably. In § 3.1.2 it is explained that the network
proposed by Hopfield has some major limitations. These limitations and the memory
problems result in a system that is not very suitable. Therefore, a multilayer artificial neural
network (perceptron) has been implemented.

To overcome the difficulties ofallocating and accessing a great amount of memory the
system is implemented using the BORLAND C++ programming language, where the
memory can be allocated (and accessed) in the so-called classes, which is one great
advantage of this language.
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We implemented an artificial two-layeredS neural network6 as shown in Fig. 3.4. Many
articles have been written about these multilayer neural networks, and especially about the
different ways of training these kinds of networks, how better and how faster the designed
algorithms are compared to the standard error-back-propagation algorithm. Comparing
the amount of literature written on these different learning methods, little effort has been
put into making the standard back-propagation algorithm faster and better. However,
because of the large input pattern sets used, the standard back-propagation algorithm has
serious problems to find convergence (i.e., finding a proper set of weights that could
perform the desired input-output mapping). To overcome this limitation some attempts
were made to improve the algorithm. This was done by using the delta rule with
momentum method as described in § 3.2.3, which sometimes (about three out often
attempts) achieves faster convergence.

Experiments showed that the learning rate decreases drastically if a network topology is
used which is bigger than necessary, i.e., too many hidden nodes, are used. To find an
optimal topology the dynamic-node-creation method as described in § 3.2.4, was
implemented. Much effort has been made to implement the total neural network as
described in § 3.3.3, to obtain conclusions on the network's performance, and to give
some recommendations how the network can be implemented in the total vision system,
which is described in § 2.5.

To explain how the back-propagation algorithm was implemented, we will start by
describing the special input-output handling that has to be done. The input elements Xi in

Fig. 3.4, are presented to the network simultaneously (in our neural network, which is
implemented on a Von Neumann computer, we must actually process the data serially).
Every input vector is the description ofa local feature, described in § 3.3.1 and § 3.3.2. In
§ 2.3 it is explained how the model ofan object is represented in the model-base. From
this representation (see also appendix A) the input and output patterns (vectors) are
formed. The input vectors consist of six input elements, namely the analog scaled values
of; the corner tag, corner angle, segmentation tag left, segmentation tag right, length of
the left segment, and finally, the length of the right segment. These input elements are
scaled to get symmetry around zero. All input elements are scaled to values between -1
and 1. We don't use zero to represent input values, because input values of zero do not
contribute tot the overall performance of the network, they have no effect in equation
(3.3).

To determine the lengths of the segments we use Pythagorean calculation on the start and
endpoints, which are given in the model-representation. So, for the length of an arc-

S In literature the number of layers a neural network consist of is ambiguous. Some authors count the
input-layer as a separate layer, but actually this layer does not contain any nodes, it is only a layer used for
distributing the input elements to the hidden layers. Therefore, we don't count this input layer as a
separate layer.
6 In this chnpter by writing "network" we actually mean a sub-network in Fig. 3.7.
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segment we actually calculate the chord between these start and endpoints, the line A-B in
Fig. 4.1. The angle calculated from the boundary description is y (LABe).

Figure 4.1 Corner between line- and arc-segment.

Such input vector is made of every corner of an object. These input vectors compose the
input patterns to the neural network. However, to train a neural network (supervised
learning) also the output patterns have to be available. These output patterns are vectors
that consist of elements that have the values -1, except the output element that classifies
the particular object. This output has the value 1. We will try to illustrate this with an
example. Assume the neural network has to learn three simple objects. The first object
consists of three corners (e.g., isosceles triangle), the second of four (e.g., rectangle), and
the fifth object of five corners (e.g., house-shaped). Of these shapes the input and output
patterns are given in Table 4.1. Because the network has to recognize three objects the
output vector consists of three clements. Every element represents an object.

After we have a scaled set of input and output patterns, the input elements of the network
simply distribute the signal along multiple paths to the hidden layer of processing nodes. A
weight is associated with each connection to a hidden node. Note that each input element
is connected to every node of the hidden layer (fully connected network). Likewise, each
node of the hidden layer is connected to every node of the output layer. Also note that
every connection and all the data-flow goes from bottom to top in Fig. 3.4. (a so-called
feedforward network). In contrast to the Hopfield network a feedforward network has no
feedback loops, not even from a node to itself Almost all back-propagation
implementations, including ours, are feedforward and use the sigmoid function as the non
linear activation function f(o.) of every node, as illustrated in Fig. 3.1 and Fig. 3.2.
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input pattern output pattern
element L. tag' L. angleS tag left9 tag right sg. left lO sg. right obj. 1 obi. 2 obj.3
~gyilateral -1 0.5. 1 1 0.5 0.5 1 -1 -1

triangle -1 0.25 1 1 0.5 0.707 1 -1 -1
-1 0.25 1 1 0.707 0.5 1 -1 -1
-1 0.5 1 1 0.7 0.5 -1 I -1

square -1 0.5 1 1 0.5 0.7 -1 1 -1
-1 0.5 1 1 0.7 0.5 -1 1 -1
-1 0.5 1 1 0.5 0.7 -1 1 -1
-1 0.5 1 1 0.212 0.212 -1 -1 1
-1 0.25 I 1 0.212 0.3 -1 -1 1

house -1 0.5 1 1 0.3 0.3 -1 -1 1
shape -1 0.5 1 1 0.3 0.3 -1 -1 1

-1 0.25 I 1 0.3 0.212 -1 -1 1

Table 4.1 Input and output patterns of three simple objects

How the output is calculated after presenting an input pattern to the network has already
been explained in § 3.2. How to train the network that it performs the desired input-output
mapping is also explained in § 3.2. Both kind of learning, as described in § 3.2.2 and
§ 3.2.3, have been implemented. No remarkable improvements of the learning rate was
found using the back-propagation algorithm that uses the extra momentum term. Though,
from the several hundred test runs we made, it seemed that the algorithm sometimes found
faster convergence than the standard back-propagation algorithm, we have to admit that
also the opposite occurred.

Many test runs were made, every time with a different number of nodes in the hidden
layer, trying to get fast convergence of the network. With a particular set of input
patterns, and with a particular number of nodes, convergence occurred. However, it was
not clear how the number of nodes had to be calculated. Also, the solutions found in
literature11 were not satisfying. One remarkable phenomenon we discovered was that
convergence almost never was completed (or only after an unacceptable number of
iterations) if the network was "over-dimensioned", i.e., more hidden nodes were used than
necessary. This brings us back to the question how many hidden nodes should be assigned

7 A comer tag value of -I stands for a line-line corner, -0.5 for a line-arc corner, +0.5 for an arc-line
corner, and +1 for an arc-arc comer.
8 Values of the angles are scaled from O<L<360 to -1<L<l.
9 Segmentation tag -I means an arc-segment counterclockwise, -0.5 means an arc-segment clockwise, and
+1 means that a line is involved.
10 sg. = length of segment, in this case the left and right length of the corners are taken randomly.
11 For instance Eberhart and Dobbins (5) write: "A reasonable number in many cases can be obtained by
taking the square root of the number of input plus output nodes, and adding a few"
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to a network which has to learn a given input-output pattern set, so that the network
yields fast convergence.

To find a solution to this question the computer program was changed so that, starting
with a smalI number of nodes, nodes could be added to the network during the learning
stage. In the first phase these nodes could be added manually by the user of the program.
The program displayed the overall error, calculated over all the input patterns p, and from
equation (3. II) this overall error can be given as

(4.1)

After some experience in following the trend of this error, hidden nodes could be added at
special times, and very good results were achieved. Compared to the standard back
propagation method a better convergence rate in the learning stage of the network was
found using this method. This method needed some special skills from the user, and on
fast computers special waiting loops had to be implemented so that the user could follow
the trend of the error and give him time to decide whether or not to add a node. However,
this slowed down the system unnecessarily, therefore a method was searched in literature
to computerize this adding of nodes. The method was studied by Ash in 1989, who called
it dynamic-node-creation and is described in § 3.2.4. Very good results were achieved
when using this dynamic-node-creation method, especially concerning the convergence
rate in the learning stage of the network.

Convergence strongly depends on the number of input-output patterns that had to be
learned by the network. The network has difficulties in finding convergence if a lot of
input patterns are used. The network had severe problems in the learning stage if strongly
resembling input patterns where presented.

Objects that don't have a complex shape (like the objects shown in Fig. 2.4) consist of
about 10 corners, therefore, about 10 patterns have to be learned for every object by the
sub-networks in Fig. 3.7. In § 3.1.2 it is already said that in an industrial vision system it is
not rare that 50 up to 100 objects have to be recognized in a scene, this implies that every
sub-network has to learn about 500 to 1000 input patterns. It is needless to say that every
kind of neural network, developed to this day, has great difficulties handling such large
input pattern sets. Therefore, the number ofobjects that can be learned/recognized by the
network is severely limited, as will be explained in chapter 5.

39



4.2 Benefits of object oriented programming

.In the previous chapter it was_already explained that most of the networks developed on a
normal PC are able to deal with the large input, output, and weights vectors in very big
computer arrays. In our implementation we met severe difficulties using this kind of
programming techniques. Especially the vectors connected to the hidden layer were a big
problem, because for a large set of input-output patterns a very large number of hidden
nodes were needed to learn the desired mapping. The problems we met involved, memory
allocation, memory access, and the freeing ofallocated memory. Also difficulties were
encountered to perform operations on these big arrays, but this was actually a matter of
speed (you can not say that waiting for several minutes is a difficulty?).

One programming language that provides very convenient allocation and access to
memory is the programming language BORLAND C++ used in this project. This
programming language has several advantages over other languages. For instance the way
this language handles memory. Another is that the language provides access control to the
allocated memory (data) and functions, i.e., the language provides data encapsulation.
Because all the nodes of the network are separate, isolated entities with a weight vector
attached to them, we can protect (encapsulate) the data that belongs to each node from
data used for other nodes.

The feature that provides encapsulation in BORLAND C++ is the use of classes. Classes
are computer structures that can contain data (so-called instance variables), and functions
that can perform operations on the instance variables belonging to the same class (so
called member functions). To create these classes special functions called constructors,
declared inside the regarded class, are used and these functions take care of memory
allocation, without difficulties. On the other hand by exiting the program, special functions
called destructors are called to free all the allocated memory, again without any
difficulties. Within the program, a class can be used for storing, retrieving, and doing
special operations on the data.

For further research, but without going into detail, we will give a description of how our
computer program has been built. In general we declare two classes. One is used for
storing the input and output pattern sets, the other to store all the nodes with the member
functions to perform operations on these node-classes. The node-class consists of the
instance variables ~l, 0 pIn' E, a pointer to the weight vector wln{t), and a pointer to the

weights vectors increment .1w1n =~lO plnx1'1 + a(WIn (I) - WIn (t - 1)) , which is calculated in

the class member functions, see also equation (3.24). Furthermore, the output state ofa
node, i.e., the output of the non-linearity, is an instance variable of the node-class. These
states can be used to sweep through the network (i.e., forward or backward sweep).
Because the calculations for the 8 pIn differ from the hidden and output nodes, we have to
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give the nodes different implementations. This was done by deriving them from the base
class nodes, this implies that they share all the member functions and instance variables
declared in the base-class, except the member functions that calculate 8 pi" , the latter are

declared in the derived-classes used to distinguish the difference between hidden and
output nodes. With the combination of the two mentioned base-classes together with their
member functions for learning, the program is implemented. To give an example how the
program works we will include a box, in which is shown how the interactions between the
program and the user are implemented.

>
>Which Object to recognize (q to quit): spanner.dat~

>
>To which output does this pattern belong:

>(number<= 1) <hit enter for output 1>: ~

>
>Object loaded ... OK

>
>Which Object to recognize (q to quit): plug.dat~

>
>To which output does this pattern belong:

>(number<= 2) <hit enter for output 2>: ~

>
>Object loaded ... OK

>
>Which Object to recognize (q to quit): q~

>

>Which weights file to open (type r for random weights): r~

Learning using 'back-propagation'

Gradient descent method with momentum term

(hit ESC to break)

Epoch 1 Error= 40.111559

Epoch 2 Error= 42.374585

Epoch 3 Error= 33.471162

Epoch 4

In the box we see that the objects (see Appendix A for their description) are loaded one by
one. The output the object belongs to can be assigned manually but the program also
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keeps track of the output patterns automatically. The manual assignment to the output
vector has been implemented to create some flexibility in the system. Slightly different
model-descriptions of the same object can be presented to the network forlearning by
assigning them to the same output vector. This has also been done to obtain some
conclusions of the network being learned by unsupervised learning methods. In f ...tme
implementations feedback of the output through the model-representation can be
implemented. In previous chapters it is already mentioned that due to different lighting
conditions, and/or position, and/or rotation ofan object in the scene, different model
representations of the same object may be not identical. All these different model
representations of one object can be learned by the network, i.e., the program can map the
local features belonging to these different representations to the same output vector. This
means that two or more model-representations of the same object are actually being
learned as one object with an over-dimensioned set of local features. The underlying idea
of this implementation is for the future use of unsupervised learning techniques. When
using these techniques, the by the network not learned local features, encountered in the
recognition stage can be added to the input-output pattern sets. However, the system has
to verify that these kind of features belong to a certain object without supervision.

During the learning stage, after pressing the 'ESC' key the following options can be done,
see following box.

Press a key

ESC: quit

c/c: to continue with another run (don't change parameters)

piP: Change parameters and continue this run

sis: Change parameters and start a new run

alA: Add one input/output pattern

n/N: Add one node

diD: Delete one node

tiT: Test inputloutput relations

w/W: Change weights (sign of weights to give another direction)

vlV: Show the value of the parameters

Any other key to continue ...

Several hundreds of test runs were made using the implemented options in order to obtain
some conclusions of the learning rates, and to consider the performance of the network
after convergence. Many runs were made to find optimal values for the parameters Jl and
e, which are the step size and the momentum learning parameter, respectively.

42



Unfortunately, there is no general criterion how these parameters are to be chosen. The
optimal values depend on the input-output pattern sets to be learned by the network. In
many articles, values!:! W=O.05 and e~O.9 are used. Values that deviate considerably from
these values, had slow convergence, and values that deviate slightly from these values had
no influence on the learning rates, so we use the above-mentioned values in our
implementation of the network as well.

After the network had succeeded to converge for a given input-output pattern set, the
network was tested in the operating stage, using the hard limiter activation function of the
output nodes to get the proper output results. Note that in the learning stage sigmoid
functions were used for these output nodes.

If one of the objects learned by the network is the spanner in Fig. 2.4, which consists of
ten local features, the recognition of it would go as follows:

Hits: 10

Object 1 <d:\wiek\spanner.dat> is 100% recognized

Test another object (y/n):n

Notice from the "hits", being the local features that are recognized, that the complete
object is recognized. In this case one would think that no verification has to be done, the
object is recognized completely anyway, but this is not applicable because the
generalization aspects can introduce wrong decisions which will become apparent in
§ 5.2.

12 Note lhat the step size j.1 has to be suitably small, and that the learning rate I:: has to be less than 1.
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5. Experimental results of the neural network

To test the network, both inlearning and in operation stage, hundreds oftest runs have
been done. Since the experiments are done on a 386PC without co-processor, we limited
our system to recognize only up to 5 objects, to have some reasonable learning times,
therefore our input pattern set consists of about 100 input patterns for every sub-network
to learn.

5.1 How good can the network generalize?

Up to now we have discussed how a feedforward, layered neural network (perceptron)
can learn to represent given input-output relations, such as the optimal reaction to an
external input pattern, by a suitable choice of weights and activation thresholds. If this
were all there is, the neural network would only act as a convenient storage and recall
device for known information, similar to the associative memory networks discussed in
chapter 3. The underlying idea is, of course, to use the network, after completion of the
training stage, to process also input patterns that were never learned. In other words, one
would like to know whether the neural network can generalize the acquired knowledge in
a meaningful way. Neural networks often succeed in this task, but not always, and
sometimes only to a certain degree. This has various reasons and conditions.

• The new and previously unknown input patterns must not deviate too much from the
examples used in the learning stage.

• The generalization of a given set oflearned examples is never unique. As was stated
earlier, the weights set for a learned set of examples is not unique; different weight sets
can represent the same input-output mapping. This implies that generalization is not
umque.

• The information required for the correct generalization must not be covered by other
properties of the input patterns in the training set. Essential patterns must not be
hidden by more obvious details of information.

• The information required for correct generalization must not lie hidden deeply in the
form of the input pattern.

It has become clear that generally valid statements concerning the ability of neural
networks to "generalize" are difficult. That is why we limit our findings of generalization
of the applied neural network to exemplary studies.

Up till now no low-level vision system has been developed that is perfect. Every system
has its advantages and its disadvantages. This statement can also be applied to the used
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system mentioned in § 2.2. In every try it will represent the same object in a slightly
different model-representation. These model differences imply changes of some local
features and, even worse, local features are added or subtracted every time a model
representation is calculated. The differences occur because the used algorithms in the low
level processing and boundary representation are depending on the camera position,
object position/rotation, and lighting conditions of the object. Furthermore, the camera
noise and other noise in the system contributes to these model differences.

Returning to the main question of this chapter; "How good can the neural network
generalize?", we will give some examples of the unstable detection of the vision system,
and how the learned neural network responds to them.

However, we have to keep in mind that when using neural networks there is no general
rule concerning generalization as we stated in the beginning of this chapter. This has
become clear from the test runs that have been made. Every time the network found
convergence in the learning stage with another initial weight set, it lead to different
generalization abilities in the recognition stage. This makes it very difficult to formulate
these abilities and the best way to show what a neural network can do is to give practical
expenences.

Generalization of (long) line-segments

If the boundary of an object consists oflong straight lines or slightly curved lines the
algorithms that calculates the model-descriptions have difficulties in matching these
features exactly. Especially under different lighting conditions or rotations of the objects in
the scene. This holds for instance the line-segment A-B in Fig. 5.1 (a), which we assumed
has been learned by the network. Due to the conditions mentioned above, this line
segment may be represented in the recognition stage as line-segment A-B in Fig. 5.] (b),
which is broken in point C. How does the network handle this kind of differences?

Most of the times the network can generalize correctly, in the case of the broken line
segments described above. The corner angles ex. and Pin Fig. 5.1 (a) have almost the same
values as the angles in Fig. (b). The only differences between the learned local features and
the inputted local features, are the length of the right line-segment for corner A, and the
length of the left line-segment for corner B. It is not difficult for the network to map these
inputs to the right output vector. However, note that the representation in Fig. (b)
introduces an extra local feature, consisting of the corner y with the adjacent line-segments
AC and CB. Which output vector the network gives after it is inputted to the network is
undefined. If there are other local features that strongly resemble this feature, the network
will probably output the output pattern belonging to this resembling feature, giving wrong
decisions. A solution has to be found in the verification part of the system, where now the
complete objects are verified. This should be changed in trying to match every single local
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feature that is recognized with the corresponding feature retrieved from the model-base to
verify if they are actually the same or if the network's ability to generalize entered
incorrect decisions.
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Figure 5.1 Example of differences between learned and on-line local features:
(a) Possible representation oflocal features learned by the network.
(b) Possible representation of the same features on-line.

Generalization of arc-segments

Another difficulty for the modeling algorithms is the fitting of curved lines which in fact
are not exactly arc-segments but resemble them strongly (e.g., elliptic). For instance the
segment A-B in Fig. 5.2 (a) (solid line). The model-representation algorithm tries to fit
this segment to an arc-segment (dashed line). In the fitting algorithms certain errors are
allowed to make the system more robust, that is why the difference between the real
segment and the arc (between the points A and C) is allowed. However, point C in this
figure is not clearly defined. Also the point where the line-segment starts in Fig. 5.2 (b), is
not well defined. How does the network deal with this kind of differences?

Most of the times the network can generalize correctly, in the case of the different position
of the arc-fitting point C. However, in Fig. 5.1 (a) and (b) we saw that the corner angles a.
and palmost have the same values. From the figure pairs (a)-(c) and (b)-(d) in Fig. 5.2 we
see that when point C is calculated on a slightly different place, the angle y also changes.
This also contributes to the local feature difference between learned and on-line features,
apart from the changes in the segmentation lengths. The changes in the value of the corner
angle is an undesirable effect. Note that even with occluded objects the corner angles
almost never change, contrary to the segmentation length. This implies that the calculation
of the corner angle has to be as stable as possible. Better results can be achieved when the
angle between two arc-segments (Fig. 5.2 (a» or the angle between a line- and arc
segment (Fig. 5.2 (b» are calculated using the point of tangency or the tangent on the arc
segment(s), respectively, where the corner-points (point C in this case) serve as point of
contact.
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Figure 5.2 Examples of segment fitting:
(a) Difference between actual segment (solid line) and to fit arc-segment (dashed).
(b) The exact arc-segment AC connected to the line-segment CB.
(c) Representation of the local feature from Fig. (a) (solid).
(d)Representation of the local feature from Fig. (b) (solid).

Generalization of line-segments and their corners

Similar to the arc-arc corner described above we can look at line-line corners and
determine how good the ability of the network to generalize is on differences of these
corners. The line-fitting algorithm is more stable than the arc-fitting algorithm; however,
some difficulties arise where two lines meet, in § 2.2 we saw that the low-level processing
dealt with these instabilities. The only possible difference in model-descriptions involves a
slightly different value for the corner angle. The network can still recognize these
differences correctly.

Generalization of segmentation tags

Up till now we saw that the network still could recognize the different model-descriptions.
This is different, if owing to unstable arc- or line-fitting algorithms, segments are
represented with other segmentation tags than the learned segmentation tags. In most of
these cases the local features can not be recognized correctly. See for instance Fig. 5.3.
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Figure 5.3 Example of differences between learned and on-line local features:
(a), (b) Possible representations oflocal features learned by the network
(dashed) and the possible representation of the same features on-line (solid).

Let us assume that the network learned the arc-segment AD in Fig. 5.3 (a) as represented
by the dashed line. If the input-model is represented as the LABC and LBCD, there is no
way for the network to recognize these features. Also, recognition fails in Fig. 5.3 (b)
where a learned line-arc corner LACB is unsuccessfully fitted to an arc-segment on-line.

5.2 Testing the performance of the system

To show how the network performs we will give some experimental results. The learning
set consists of 4 objects. Two are already shown in Fig. 2.4, and the other two are
displayed below.

(a) (b)

Figure 5.4 Two more objects presented to the network to learn and recognize

The object in Fig. 5.4 (a) consists of twelve local features, and the object in Fig. (b)
consist of thirteen local features. From Appendix A we know that the object from Fig. 2.4
(a) consists often local features, and finally Fig. 2.4 (b) consists of fourteen local features.
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The objects are occluded with each other and the network is tested on its performance.
Some occluded objects are shown in Fig. 5.5.
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Figure 5.5 Examples of the learned objects occluded with each other

All the objects in Fig. 5.5 are recognized for more than 50% which is a satisfying result.
The recognition of the two comers in the Fig. 5.5 (a) and (b) that are marked with an
asterisk were recognized dependent on the initial weights set. Sometimes the network
could generalize properly but sometimes it failed to recognize these corners.
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Figure 5.6 Examples of the learned objects occluded with each other

Even in Fig. 5.6 (a) where the object from Fig. 5.4 (b) was viewed with a camera angle
that differed in some degrees from the original camera angle (around 20°), the network
had also no problems in recognizing this object. However, when the network tried to
recognize Fig. 5.6 (b), we encountered some difficulties. The Fig. consists of the object
from Fig. 2.4 (b) occluded with a "key". The representation of the key was not learned by
the network. One of the characteristics of a neural network is that such a network always
gives an output pattern, independent whether the network had learned this pattern before,
or not. In most of the times such patterns lead to not pre-defined output patterns. This
would result in incorrect recognition, even if the network leads to output pattern that is
pre-defined, because this output pattern belongs to another object. By allowing only one 1
in an output pattern it is possible to control the not pre-defined output pattern. However,
the input pattern from a not learned object that resembles the pattern for a learned object,
form a problem because they will give wrong recognition results. A solution for this
problem is to learn (or unlearn) the network also the local features of the "key" object and
the output pattern will give correct results. We can conclude that the network's
performance is optimal if all the objects that can be in the scene are learned by the
network.

5.3 Recognizing a single object (tracking)

Complexly shaped objects consist of many local features; therefore learning the network
several of these objects implies that a very large input pattern set has to be learned. The
more input patterns presented to the network to learn, the higher the chance of the
network's getting stuck in a local minimum of the error surface, if the network can
converge at all. To get satisfying results in recognizing these complex shaped objects, the
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network tries to learn only one object and subsequently use the trained network to find
this specific object in the scene, were it can be occluded by other objects. To train the
network all the local features of a complex shaped object (which can consist ofmore than
100 local features) didn't cause any problems. The network was able to learn all complex
shaped objects in just a few iterations. Note that we only have one output element in this
case, which has to be 1 if a local feature of the object is inputted to the network, and -1 if
a local feature is encountered that does not belong to the object. However, the network is
only trained to map the learned input patterns to the output pattern value 1. The mapping
of input patterns to the output value -1 is not included in the learning stage of the
network. What happens in the recognition stage of the network is, that almost all local
features inputted to the network are mapped to the output value of I, so almost all
randomly chosen input patterns will be recognized as features of the learned object, which
is very disadvantageous.

There are two possible solutions to solve this problem. The first is to learn the network all
the random input patterns, that don't belong to the object, to be mapped to an output
value of -I. However, this is an infinite input pattern set, so to find convergence by the
network would take a long time, if at all. Supposedly not all random patterns have to be
learned to obtain good results but the question arises how to select the random patterns
that will contribute to good results. A second, and probably better solution for the
problem is to add an extra output element. The network can learn to map all the error
limits to this output. We can call this element the output-error-element. Error-limits refer
to a maximum allowed deviation of a local feature in either direction. Retrieved local
features from the scene that lie in-between these error-limits are supposed to belong to the
learned object, and in this case output element 1 has to become the value 1. Observed
local features that deviate too much, i.e., deviate more than the error-limit, have to result
in a "no match" and the second output element has to become the value I. We will try to
illustrate this with Fig. 5.7. Note that we have a network topology that consists of six
input elements, two output elements, and a number of hidden nodes that are not yet
known.

:

Figure 5.7 Error limits on a corner

Assume the network will learn all the local features that belong to a certain object to map
them to output element 1. Subsequently, all error-limits are mapped to output element 2.
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The error-limits are the local features represented by the dashed line-segments in Fig. 5.7.
So, the pattern that represents this upper error-limit is an input pattern which has a slightly
higher.value for the .comer angle y, and higher values for the length of both of the adjacent
segments. On the other hand the lower error-limit pattern has a lower value for the corner
angle, and also higher values for the length of the segments. However, it was shown that
this is not complete. When the network had learned to recognize only one comer with its
error-limits as shown in Fig. 5.7, we found that deviations in the kind of segment, i.e.,
deviations in the segmentation tags, tend to lead to wrong output patterns. We will try to
illustrate this with an example.

Assume the network learned the line-line corner of Fig. 5.7 (solid lines) and its error limits
(dashed lines). Ifwe input an arc-line corner with the same length for the segments to the
learned network. the network will tend to map this input as belonging to the learned
corner, because the input and the learned corner only differ in the segmentation tags,
leading to wrong decisions. If we want to get accurate results using this method, we have
to extend the error-limit input patterns to all possible combinations of segmentation tags
with all kinds of different values for the length of the segments. The network's learning of
the above-described corner, implies learning the corner itself (one input pattern) to be
mapped to output element 1, and to achieve good results, tests have shown that at least 16
error-limit patterns have to be learned by the network to map them to output element 2.

The network's learning an object with 10 local features involves learning 10 input patterns
to be mapped to output element I. and 160 input patterns to be mapped to output 2.
When we tried to train our network one corner with its error-limits we already ran into
difficulties. Most of the time the network got stuck at a local minimum. However, when
the network found convergence. the results achieved to recognize only the learned corner
in the scene, were very good. When we chose proper error-limits, we could achieve a
network that was very "sensitive" to deviations of the corner angle and less dependent on
the length of the adjacent segments. so that partially occluded segments didn't result in a
"no match".

Trying to learn complete objects with their error-limits in the above-described way failed.
In several hundreds of test runs the network found no convergence. Every run it got stuck
in a local minimum of the error-surface. The reason that no convergence was found is that
the input patterns were too similar. As stated above, learning to recognize only one corner
was possible. so by using the system as described in § 3.3.3, it is possible to implement a
system that can track down one object in the scene. By this method you learn every sub
network in Fig. 3.7 to recognize only one local feature (corner) with its error-limits.
Inputting a set ofmodel-(boundary) descriptions retrieved from a TV camera image to the
network now implies searching for all the local features that belong to the learned object
and giving a decision if the object is completely or partially seen. Although a trained
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network that had learned only one local feature performed well, no attempts were made to
implement the total system, to get some conclusions of the overall performance.

In short. if the local features and the error-limits ofan object are learned by the network,
recognition (we can better call it identification) of an object in the scene involves mapping
local features from the scene extracted through low-level processing to the output vector.
Local features that yield an output value of 1 for output element 1 most probably belong
to the object that has to be identified. Local features that yield an output value of 1 for
output element 2 most probably don't belong to the object. A decision can be made from
the results of the output patterns derived by inputting all the local features in the scene to
the network. This decision shows whether the learned object is completely or partially
present in the scene.
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6. Conclusions and recommendations

6.1 Conclusions

The system has no problems in recognizing13 objects in the scene that are isolated entities.
Recognition is invariant for the object position, rotation, and to a certain extent also to
scale. Even objects that are viewed from a slightly different (camera) angle are recognized
with ease. Occluded objects are presented as one object to the network for recognition;
also in these cases the results obtained by the neural network can give decisions of how
much of the occluded objects were recognized.

A major advantage using a neural network is that the speed of computing an output
vector, which represents a decision about the objects in the scene, is independent of the
position and number of objects in the scene, even if occlusion occurs. This in contrary to
the already existing system where the recognition speed is dependent on the position and
number of objects in the scene.

If the learned objects are occluded with other objects ofthe same kind or disturbed in the
scene, the neural network will stilt converge to the right output vectors, because of the
ability of the network to generalize (see § 5.1). On the one hand this generalization is
beneficial so that the network can stilt recognize disturbed or occluded input patterns. On
the other hand, due to this phenomenon, local features from objects that are not learned by
the network wilt convert to the output patterns of objects that are learned, giving incorrect
decisions, which may disturb the recognition process. We can conclude that the network's
performance is optimal if the objects that can be present in the scene have all been learned.

Convergence of the error-back-propagation algorithm to train the neural network is not
guaranteed when starting the learning process with a random set of initial weights.
Convergence of the training algorithm was especially difficult when we tried to train the
network very large input-output pattern sets. To overcome these difficulties other learning
methods have been considered (e.g., second order descent methods). Implementing these
algorithms, however, would take too much time and that is why an attempt was made to
improve the network learning rate by improving the standard back-propagation learning
algorithm. This was done by introducing a momentum term in the back-propagation
algorithm. However, in the learning stage as welt as operating stage, there are no
remarkable differences between the standard back-propagation algorithm and the back
propagation algorithm which uses the momentum term. The shortcomings, such as
inconsistent training, getting stuck (i.e., failing to converge for a choice of initial weight

13 Whenever we refer to recognition by the network. we assume that the training algorithm did succeed to
converge in the learning stage.
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vectors), and slow convergence, were slightly better using the delta rule with momentum,
but they still have not been solved yet and convergence can not be guaranteed.

Convergence of the network's learning algorithms was largely dependent on the topology
of the network, i.e., the number of hidden nodes the network consists of With an "over
dimensioned" network (i.e., too many hidden nodes) the learning algorithm couldn't
converge. Better results have been achieved using the dynamic-node-creation method as
described in § 3.2.4. This method tries to find the optimal number of hidden nodes that a
network needs to perform the desired input-output mapping. Although convergence was
found more often using this method, it can still not be guaranteed; many times the network
got stuck in a local minimum of the error surface.

In the existing system the speed and accuracy is achieved by using advanced hardware and
specially developed software implementations. However, the implemented neural network
has a very good ability to generalize, i.e., it gives a very good interpretation of input
patterns that have never been learned before, this compared to the existing system that
derives an interpretation to unknown input patterns in a LMS sense. Because of these
generalization characteristics, the high accuracy, and the special advanced hardware, are
not necessarily needed. Thus, for the low-level processing and the boundary description,
less accurate and therefore faster (and less expensive) hardware can do the job.

In § 4.1 we described that the dynamic-node-creation method achieved better results. It is
also mentioned that in the first phase of this dynamic creation of the network the user had
to add nodes manually to achieve an "optimal" network that found convergence. Starting
with exactly the same initial weights set, test runs showed that the manual adding of nodes
(depending on the skills of the user) sometimes found a smaller network than the dynamic
node-creation method as described in § 3.2.4. From these experiments we can conclude
that this dynamic-node-creation method is not optimal, and that the system can be
improved using other methods.

6.2 Recommendations

It is generally known that, starting with a random set of initial weights, the convergence of
the learning algorithm in the learning stage of the network is not guaranteed using the
error-back-propagation learning method. The convergence rate increases slightly with the
use of the delta rule with momentum method (see § 3.2.3), but experiments showed that
convergence is still not guaranteed. In our implementation one hidden layer is used in the
network and probably better results will be achieved using two or more hidden layers.

Other solutions to guarantee the convergence of the network are: use of other methods to
train the neural network, proposed are the use of second-order methods [15] or the quasi-
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Newton methods mentioned in § 3.2 to find a solution for equation (3.10). Sometimes,
with the use of a specific random set of initial weights, the error-back-propagation method
converged, and a solution can be found by computing thi~ initial set in a way that
convergence of the error-back-propagation algorithm can be guaranteed.

In the learning stage of the neural network an attempt has been made to give a bigger
basin of attraction to salient features, e.g., very sharp angles. Due to occlusion or
disturbances of the input image, angles of corners can be found in the image, that were
near to the angle whose attraction is very big. In this case these features are attracted by
this so-called attractor, i.e., lead to the output of the object the attractor belongs to. This
is a highly undesirable effect of the network, and gives incorrect information in the
recognition stage. To solve this problem error limits have to be implemented on every
strengthened attractor. If an angle exceeds these error limits no convergence to the
attractor must occur. To solve this problem the features converging to the wrong output,
i.e., features in the image that are outside the error limits, have to be unlearned.
Unlearning in our case implies convergence to a pre-defined output (error) vector (§ 5.3).
Because the input patterns to learn and unlearn are very similar, the probability of finding a
suitable weights set, i.e., convergence of the learning algorithm of the network fails using
this method. A solution for this problem can be found in using other learning algorithms or
other network topologies which can give fast and guaranteed convergence in the learning
stage, independent of the input pattern set presented to the network.

In our implementation of the network all features are learned separately from each other,
and further research can be done on relating them. Possible solutions are: giving a relation
through the input pattern vectors presented to the network, or changing the network's
topology. For the latter suggestion the use of a locally connected network, to speed up
convergence of the learning algorithm, may give a good solution.

Even though we only use supervised learning, most of the classification problems often
use unsupervised learning. In our implementation, the algorithm adapts weights during the
learning stage, and uses the set of found weights in the recognition stage, provided that
convergence of the learning algorithm did occur. The majority of neural network
algorithms also adapts connection weights in time to improve the performance, based on
current results. This implies that in the recognition stage weights are updated after each
input pattern is presented to the network. This can be called continuous supervision. One
disadvantage of this method is that it slows down the total recognition system, especially
with a large number of objects in the scene because for every recognized object a weight
update must be made. Another disadvantage is that the program itself has to supervise the
learning of the network, therefore strict rules on input-output pattern handling have to be
implemented. However, this type of adaptation will improve the performance of the
system, providing an even greater degree of robustness or fault-tolerance. Besides
updating the weights for a recognized object it is possible to update the weights for an
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object that can not be recognized, so-called unlearning, i.e., an object in the scene that is
not stored in the model-base. This implies that if for an object in the scene a "no match"
occurs, i.e., an object in the scene can be verified as "not stored in the model-base", all
local features of this object has to be unlearned, which computationally would take too
much time in the recognition stage, especially with the use of a personal computer that
performs a series of instructions sequentially. For this adaptation algorithm a massively
parallel computer is needed, which probably will be designed in the near future. However,
if all the objects that possibly can be in the captured video image, are known, this learning
and unlearning of the network can be done in the learning stage. Because of limited time
for the project no research has been done on this kind ofalgorithms but it is worthwhile to
do further research into this matter.

To calculate the value of the corner angle in which there is an arc-segment involved, the
low-level processing actually calculates the angle between the chords of the arc-segments
(see Fig. 4.1). Because the value of this angle is one of the input elements to the network
to learn, this feature has to be as stable l4 as possible. However, the arc-fitting algorithms
in low-level processing are not very stable and in this case the calculated angles between
an arc-segments with another segments are not stable. Better results will be achieved when
the angles are calculated using the tangent on the arc-segment where the comer-points
serve as point of contact (between line- and arc-segments) or point of tangency (between
two arc-segments) because this angle is not strongly dependent on the length of the arc
segments.

All the sub-networks shown in Fig. 3.7, have the same set of weights, they perform the
same input-output mapping. Better results may be achieved if the different sub-networks
have different specialized input-output mappings, i.e., every sub-network only learned a
partial set of the input patterns, for which it is specialized. Such an implementation has the
advantage that for every sub-network the number of input patterns is increased, achieving
faster convergence for every sub-network. In this case, however, there needs to be a
mechanism (this can also be in the form of a neural network, but not necessarily) that
selects which sub-network has to be used for every presented input pattern to the
classification system.

In § 5. 1 it is written that every time a model-representations is made of the same object,
these representations can differ from each other due to the unstable fitting algorithms. In
these cases some local features will be different and sometimes local features will be added
to the model-representation. Due to the ability of the network to generalize it has no
difficulties recognizing the different represented local features. However, it is not defined
what the network does with the added local features. If another object that is learned by
the network, has a similar feature, the added feature will probably be recognized as

14 Stable in this sense means that there are no significant changes in the model-representation every time
this representation or the Same (nor occluded) object is calculated.
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belonging to that object, which leads to incorrect recognition. A possible solution for this
problem is changing the verification of the objects. The verification is now done by
matching the complete input-model to the recognized model retrieved from the mooel
base. LMS algorithms decide whether or not the models are the same. The verification
should be changed in trying to match every single local feature that is recognized with the
corresponding feature retrieved from the model-base to verify if they are actually the same
or if the network's ability to generalize entered wrong decisions.

All the operations described in this thesis are really rather primitive, compared to the
human brain mechanism. More capable machines or physiological models must store and
generate pattern sequences ("sequential" neural networks) and, above all, combine
multiple simple neural networks and other dynamic systems into complex feedback loops.
In short we can say that there is still a long way to go before a computer model can be
made that even comes close to the human brain mechanism. Above all, to have some
acceptable learning rates, the use of a massively parallel computer is indispensable
(essential).
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Appendix A: Symbolic description of the spanner, from
Figure 2.4 (a).

10
4 57
2 -91 -13 -107 -23 -92 -30 17
1 -107 -23 -156 0 -126 1 30
3 357
1 -107 -23 -156 0 -126 1 30
0 -156 0 -132 -13 0 0 0
1 235
0 -156 0 -132 -13 0 0 0
0 -132 -13 -116 -5 0 0 0
1 251
0 -132 -13 -116 -5 0 0 0
0 -114 1 -116 17 0 0 0
1 233
0 -114 1 -116 17 0 0 0
0 -116 17 -137 29 0 0 0
2 171
0 -116 17 -137 29 0 0 0
1 -134 34 -100 21 -128 2 34
3 202
1 -134 34 -100 21 -128 2 34
0 -94 18 115 23 a a 0
2 102
0 -94 18 115 23 0 a 0
1 128 18 120 -23 113 a 23
3 82
1 128 18 120 -23 113 0 23
0 120 -23 -91 -13 0 0 0
2 215
0 120 -23 -91 -13 a 0 0
2 -91 -13 -107 -23 -92 -30 17

61


	Voorblad
	Preface
	Summary
	Samenvatting
	Contents
	1. Introduction
	2. Description of the system.
	3. Neural network.
	4. Implementation of the network.
	5. Experimental results of the neural network.
	6. Conclusions and recommendations.
	References
	Appendix



