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Abstract
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The MPEG-2 Advanced Audio Coding (AAC) standard was completed in April 1997 and is
the latest MPEG audio coding standard. The AAC standard is non-backwards compatible
with earlier MPEG audio standards, which enables it to apply the latest coding techniques.

The purpose of the research project is to develop the available AAC coder public software, in
such a way that the audio quality achieved is comparable to that found in state-of-the-art
solutions from companies which were more directly involved in the development of the AAC
standard.

The AAC coding scheme is a transform coder, and primarily uses the characteristics of
human hearing in order to reduce the amount of audio information which needs to be
transmitted.

The public software, written in the C-programming language, is a simple implementation of
the main coding tools used in the AAC coding scheme. The coding tools can be categorised
into tools dealing with either the perceptually irrelevant audio information, which cannot be
heard and thus do not need to be encoded, or redundant audio information which is removed.

The coding tools involved in providing high audio quality were analysed, and the necessary
improvements and additions were made to the public software. The perceptual model, used
for determining the irrelevant audio information, has proved to be the most complex tool to
develop.

Listening tests were performed to ascertain the performance of the encoder. The listening test
for mono audio has shown that a number of improvements will be necessary to obtain a high
audio quality. However, it is not known if the state-of-the-art solutions are even capable of
achieving the 'indistinguishable' (from the original) audio quality criterion, which is
commonly used to grade audio coders.

The listening test for stereo audio has shown that the quality obtained compares favourably
with that found in the official stereo verification tests of the AAC coding scheme. There are
certain problems which must still be addressed, but an 'indistinguishable' audio quality is
nonetheless well within reach.

The computational complexity and memory usage of the encoder must still be improved to
make the encoder suitable for commercial, real-time applications.
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1. Introduction

1.1 Audio coding in perspective
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Audio coding technology has in the past decade enabled many new applications to become
commercially viable. With the advent of the Compact Disk it was thought that there would be no need
for audio compression, but the number of applications using audio compression has since increased
dramatically.

Audio compression technology has enabled the limited capacity of transmission and storage devices to
be utilised cost effectively. Low bit rate audio coding generally uses a lossy coding method, which
means that some information is lost, but this does not necessarily mean that the audio quality is
degraded. By lowering the bit rate, however, the audio quality may be gradually degraded. Applications
must find a balance between low bit rates and high audio quality.

Applications of low bit rate audio coding include broadcasting systems, such as digital television
(HDTV) and Digital Audio Broadcasting (DAB). Distribution systems such as video-on-demand and
the Internet (electronic music stores) [1.5] are also taking advantage of the high quality provided at low
bit rates. Digital storage devices such as Video CD and Digital Versatile Disk (DVD) also benefit from
audio coding. Applications which use more than 2 audio channels, multi-channel configurations with
surround sound, are becoming more popular, especially in the film industry and consumer electronics.

References [5],[6],[7],[8],[9] and [10] provide a good overview of (low bit rate) audio coding.

1.2 MPEG audio standardisation

The Moving Pictures Expert Group (MPEG) is a group within the International Organisation of
Standardisation (ISO) which has developed a number of audio-visual standards. In the audio coding
field the MPEG-I[12] and MPEG-2 [38] standards have been completed. The MPEG-l standard
describes a method for coding of mono and stereo audio. The MPEG-2 Backward-Compatible (Be)
standard has additional multi-channel coding techniques and supports lower sample rates down to 16
kHz. The MPEG-2 BC is compatible with the MPEG-I standard, which means that a MPEG-l decoder
can decode the stereo part of the MPEG-2 BC coded bitstream, and skip the multi-channel extension.

The MPEG-2 Advanced Audio Coding (AAC) standard (ISOIIEC 13818-7, completed in April 1997)
[I] [2] is a member of the MPEG-2 family of standards and is not backward-compatible with the
MPEG-I standard. The constraint of backward-compatibility has been dropped, allowing for more
freedom in the coding methods used. Currently a new standard is being developed, the MPEG-4
standard, wherein the core of the AAC standard is included. The MPEG-4 standard is a multi-purpose
audio coding standard, incorporating several standards from both speech and audio coding.

The MPEG-2 AAC standard is a joint effort of a number of companies, including the main contributors:
AT&T Laboratories, Dolby Laboratories and Lucent Technologies Bell Laboratories from the USA,
FhG-IIS and the University of Hannover from Germany and NEC and Sony Corporation from Japan.
The standard incorporates a number of features from proprietary coding schemes, and features
implemented in the MPEG-I and MPEG-2 BC standards (mostly from MPEG-2 Layer III, commonly
referred to as 'MP3').
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The MPEG-2 AAC standard describes the functionality ofthe decoder and the bitstream syntax. The
functionality of the encoder is not specified, allowing for future developments and application specific
designs.

The AAC standard supports both constant and variable bit rates, up to 48 audio channels and sampling
rates ranging from 8 kHz to 96 kHz [3]. The AAC standard allows for ITU-R 'indistinguishable' quality
at data rates of 320 kbps for five full-bandwidth channel audio signals; which is equivalent to a
compression ratio of 12: 1 for a 16 bits audio signal. It is the first audio coder to achieve
'indistinguishable' audio quality according to the ITU-R requirements [49] for stereo audio channels at a
bit rate of 128 kbps.

A modular approach was used in the development of the AAC standard. The standard was developed
from a set of semi-independent audio coding tools, which were combined to form a series of reference
models. Source code of the reference models was made available to aid the development of the AAC
codec. The source code describes a simple software implementation of the encoder and decoder [1.2].
This source code was used as a starting point for the research project.

1.3 Scope of the research project

The research project is aimed at improving and developing the available encoder source code in such a
way that the audio quality is comparable to that obtained by state-of-the-art solutions from other
companies.

The research project is aimed at achieving the highest possible audio quality for a 16 bits PCM audio
signal sampled at 48 kHz, and coded at a constant bit rate of 64 kbps per channel. Primarily mono and
stereo audio signals are to be investigated, at coding bits rates of 64 kbps and 128 kbps respectively.

The perfonnance of the AAC coding scheme at lower bit rates, allowing for degradation in the audio
quality, is not investigated. Complexity of the AAC coding scheme is also not a priority, and is only
briefly mentioned in this report.

This report will describe the key areas involved in obtaining high audio quality at low bit rates. It is not
intended as a complete guide to the AAC standard, and where necessary, references will be given.

1.4 Structure of this report

The following chapters will highlight the main topics which have been investigated. Each topic will be
dealt with in the following manner:

• background,

• problem specification,

• implementation,

• discussion,

• conclusions and recommendations.

The topics which will be discussed all deal with obtaining the highest audio quality at a bit rate of 64
kbps per channel. For this reason, not all the available functionality of the AAC coding scheme is
utilised. The investigation concentrated on the main profile (see chapter 2), which includes all tools
except the gain control tool. Multi-channel coding methods, such as matrixing and channel coupling,
have also not been investigated.
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The AAC coding scheme is made up of a number of semi-independent tools, and therefore each tool
will be dealt with as a separate unit. Where necessary, the relations between the different tools will be
discussed. The implementations given in each chapter will be own implementations, unless stated
otherwise.

Chapter 2 will give an overview of the MPEG-2 AAC standard.

In chapter 3 the perceptual model is discussed. The perceptual model is an important tool in the
encoder, as it determines the perceptually irrelevant components of the audio signal. The perceptual
model effects all the coding tools, and its performance is vital for the overall performance of the
encoder.

The key features of the filterbank (with exception of block switching) will be highlighted in chapter 4.
The filterbank is the first stage of the coding process, and it determines the initial form of the input
signal to be coded. Chapter 5 will describe the Pre-echo Problem, a phenomena that occurs when
coding transient signals, and also the tools used to counter it are described. These tools include gain
control, block switching and the newly developed Temporal Noise Shaping.

Chapter 6 will describe the prediction tool. The prediction tool is used to remove the intra-channel
redundancy present in relatively stationary signals, for example, in signals containing tonal components
and harmonics.

Chapter 7 will describe the two stereo coding methods employed, Intensity Stereo and MIS coding.

The rate-distortion process, including quantization and noiseless coding, will be described in chapter 8.
The rate-distortion loop, controlled by the perceptual model, will be detailed. The noiseless coding
techniques used, Huffman coding, spectrum clipping and short window grouping and interleaving, will
also be addressed.

The performance of the encoder implementation, including both the listening tests performed and
complexity, are the subjects of chapter 9. The coding examples given in all chapters, will make use of
the critical audio test items used in the stereo and mono listening tests, described in section 9.1.

Finally, chapter 10 will give the conclusions, whilst recommendations ofthe research project detailed in
the final chapter.
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The AAC coding scheme utilises the perceptual characteristics of human hearing [10][17] to achieve a
higher compression ratio than would be possible with only statistical coding methods. The AAC coding
scheme can be described as a transfonn-coder because it codes the frequency domain representation of
the audio signal, as opposed to coding the time domain samples.

Reference [1] gives a general overview of the AAC standard and coding tools employed.

2.1 Redundancy and irrelevancy

The tools, described briefly in section 2.2, may be divided into two categories: tools that reduce
statistical redundancy and tools that reduce perceptual irrelevancy).

The linear correlation present between audio samples can be seen as statistical redundancy. Audio
information which is present in multiple samples, is redundant. The removal of this redundancy is done
by de-correlating the audio samples. If compared to visual information, for example, the amount of
statistical redundancy present in audio is limited, and therefore limited coding gains are obtained by
removing only statistical redundancy.

The AAC standard is a generic coding scheme, which means that it does not have knowledge about the
source characteristics. In speech coding, for example, the source of the speech signal is known, and the
characteristics of this source (redundancy) can be utilised to obtain a higher coding gain. In generic
audio coding, however, there is no general source model available.

Although there is no general source model, there is a known sink, human hearing. The characteristics of
hearing have been investigated for quite some time now, and a perceptual (psychoacoustic) model is the
result of these efforts. This model is far from complete, but it nonetheless allows substantial gains to be
achieved in audio coding.

The perceptual model describes the perception of sounds. This model can be used to estimate which
sounds are perceptually irrelevant. Perceptually irrelevant sounds need not be encoded, and this
considerably reduces the information required. The gain far exceeds that obtained from removing only
the redundant information.

2.2 Description of the AAC coding scheme

The AAC coding scheme defines three profiles, which offers the possibility to make a trade-off between
audio quality and coder complexity.

• Main profile: All tools, except the Gain Control tool, are available in this profile. The
Main profile provides the highest audio quality in applications where memory and
computational complexity are not an issue.

1 A category of tools aim to limit the occurrence of pre-echo's and these tools could be placed in the irrelevancy category. Pre
echo's result from the assumption that the input signal is stationary within the frame being coded - the signal is assumed to be
stationary and the actual time domain fine structure is irrelevant. Not all signals have this quality, and therefore these signals
need special attention.
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• Low-complexity (LC) profile: This profile is a reduced complexity version of the main
profile, where the complexity of the TNS tool is reduced and the Prediction tool may not
be used.

• Scaleable Sampling Rate (SSR) profile: This profile is derived from the Low-Complexity
profile and uses the Gain Control tool. The Gain Control tool offers the possibility to code
with a reduced audio bandwidth, and thus scaling the complexity of the coder.

The tools available in the AAC coding scheme will be described using the block diagram of the encoder
shown in figure 2.1. The block diagram of the decoder is shown in figure 2.2, and it performs the
inverse operation of the encoder.

The input to the AAC encoder are the time domain PCM samples. These samples are first processed in
the Perceptual Model, which controls the subsequent coding of the samples in the coding section.

Gain Control: The gain control tool may only be used in the Scaleable Sampling Rate profile. It splits
the input time signal into four frequency bands of equal bandwidth using a Polyphase Quadrature
Filterbank (PQF). The encoder can choose to code all four frequency bands, or less than four, starting
from the lowest frequency band. Additionally gain control can be performed in each band to reduce pre
echo effects.

Filterbank: The filterbank transforms the input time signal into the frequency domain using a Modified
Discrete Cosine Transform (MDCT). The filterbank can essentially choose between two block types,
short and long, resulting in 128 and 1024 frequency coefficients respectively. Furthermore, there are
two window shapes from which to choose.

TNS: The Temporal Noise Shaping Tool (TNS) is used to shape the quantization noise within the
transform window. Frequency coefficients within selected scalefactor bands are filtered, essentially
resulting in the extraction of the input signal's temporal structure within the transform window. The
temporal structure is recovered in the decoder by performing an inverse filter operation, thus shaping
the quantization noise in the same fashion as the original input signal.

Intensity Stereo: The Intensity Stereo tool allows multiple channels to be combined, and transmission
of only a single channel with corresponding scaling and directional side information. The tool can be
applied selectively to the scalefactor bands.

Prediction: The Prediction tool is a second-order backward-adaptive predictor used to remove intra
channel redundancy. It is especially useful when coding relatively stationary signals.

MIS: Mid/Side stereo coding is used for the efficient coding of stereo signals, allowing either coding of
the left and right channels, or the mid and side channels. The tool can be applied selectively to the
scalefactor bands.

Rate-distortion process: The rate-distortion process performs the quantization and noiseless coding of
the frequency coefficients. The total quantization noise is shaped by controlling the amount of
quantization noise within each scalefactor band and to some extent by also using a non-uniform
quantizer. Noiseless coding is primarily in the form of Huffman coding. Twelve fixed Huffman
codebooks may be used to code pairs or quadruples of coefficients

Scalefactor bands: The frequency coefficients are grouped into scalefactor bands, sharing a non
uniform quantizer and a corresponding scalefactor. The scalefactor represents the gain value used to
control the quantization noise level within the scalefactor band. In this way the total quantization noise
is shaped in the frequency domain such that the audible distortion is minimised. The coding tools
described above, are applied selectively to an integer number of scalefactor bands.

Bitstream multiplex: The bitstream multiplexer combines all the side information and coded spectral
coefficients into the AAC raw bitstream.
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3. The Perceptual Model

3.1 Background
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The perceptual modetl [14][15] describes the characteristics of human hearing relevant to audio coding.
The perceptual model estimates which audio infonnation is perceptually irrelevant. This estimate is
used to control the various coding processes, and in particular, the quantization process.

The perceptual model estimates the allowed noise threshold3
, which will primarily be used in the rate

distortion process, described in chapter 8. The allowed noise threshold is also used to estimate the bit
need and help to choose the block type and window shape for the next frame to be coded. As the block
type is not known beforehand, the perceptual model must calculate the allowed noise threshold for all
block types. The allowed noise threshold is calculated one frame ahead of coding.

The aim of this section is to give a short description of the perceptual model.

3.1.1 Sound pressure level

The sound pressure p. is related to the standard sound pressure Po, 20IlPa, and the sound pressure level
SPL (in decibel dB) is defined as,

L =20.1ogL dBSPL (3.1)
Po

After the process of recording and digitising the sound, the information relating to the actual sound
pressure level is generally lost. One of the ways to be able to say something about the level, it to assume
that the maximum representable level corresponds to 96dBSPL. The sound pressure level necessary to
be audible, for a frequency component at 1 kHz, equals OdBSPL.

3.1.2 Masking

The masking effect is the primary property of human hearing that is used to reduce the amount of audio
information transmitted. The masking effect describes the phenomena that a sound (masker) renders a
weaker sound (target) inaudible. The objective of audio coding is to minimise the bit rate such that the
coding distortion is masked, and therefore inaudible.

Threshold in quiet

The minimum audible level is called the threshold in quiet, and is shown in figure 3.1. The figure shows
a reduced sensitivity for high and low frequencies and a heightened sensitivity for frequencies around
305kHz. If the sound energy is below this threshold. then it is inaudible.

2 The perceptual model used in audio coding is called the psychoacoustic model; the psychoacoustic model describes the way
sounds are perceived by the human auditory system. As the topic of this report is only that of audio coding, the psychoacoustic
model will be referred to as the perceptual model.
3 The most direct, and intended, fonn of coding distortion introduced in the audio coder is that of quantization noise. The
quantization noise is shaped using the estimated allowed noise threshold. Other, indirect, sources of coding distortion must be
included in the threshold. The perceptual model makes an estimate of the allowed noise threshold, and not the masked threshold.
A masked threshold does not take into account distortion introduced by other coding processes.
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Just-Noticeable Difference

The main masking effects, is that of just-noticeable difference, JND The perceptual resolution of sound
level differences is limited, and therefore distortions which cause sound level differences within a
certain range are inaudible. The amount of distortion which is inaudible in the presence of a masker, is
in most cases 1 dB. If the combined level of distortion and masker together, causes a level difference of
1 dB in the masker, then the distortion becomes audible4

•

Auditory filters

The masking effect is best utilised in the frequency domain (or a linear transformation thereof) because
it is best described in this domain.

Human hearing can be modelled as a series of overlapping auditory filters. These filters have a
bandwidth, called the critical bandwidth. The critical bandwidth is dependent on the method employed
to measure its value and the definition of bandwidth used. A related measure is that of the critical-band
rate, which expresses the change in the bandwidth as function of the frequency; the unit of critical-band
rate is Bark5 [14]. Figure 3.2 illustrates the critical bandwidth as function ofthe frequency. For
frequencies below 500 Hz the critical bandwidth is equal to about 100 Hz, and above I kHz the
bandwidth is approximately a factor 0.2 times the centre frequency of the critical band.

The auditory filters are not only characterised by their bandwidth, but also by their slopes. The auditory
filter slopes result in the spreading that a frequency component undergoes when processed in the
hearing system. The perceptual excitation is the convolution of the frequency spectrum with the
auditory filter responses.

The filter slopes are often assumed to be flat within the critical bandwidth, or a portion thereof. This
simplifies the calculation of the allowed noise threshold and its application to the quantization process.

4 The JND is not the only factor which determines the masking abilities of human hearing. Factors such as the familiarity with a
panicular sound excerpt or the duration of the masker also playa role. These factors are, however, not included in most
perceptual models used in audio coding.
, The Bark scale is not the only scale used; the Equivalent Rectangular Bandwidth (ERB) scale [15] is another example.
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On the scale of auditory filters, the target sound is masked if the change in level of the masker and
target, at the output of the auditory filter, does not exceed the masker level by more than ldB.

Simultaneous, pre- and post masking

Masking can be subdivided into three categories, simultaneous, pre- and post-masking. Figure 3.3
serves as an illustration of these different forms of masking. Simultaneous masking refers to the
situation where both masker and target (maskee) sound are present at the same time. This is the main
form of masking used in audio coding.

Pre- and post-masking refers to the masking that occurs before and after the masker, respectively. The
pre-masking effect is of shorter duration than that of post-masking. Values ranging from 1 ms to 20 ms
have been measured for pre-masking and 10 ms to 200 ms for post-masking. The degree of masking is
to a large extent dependen t on the duration and frequency of the masker.
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Figure 3.3 . Simultaneous, pre- and post masking
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The bandwidth of the auditory filters, as can be seen in figure 3.2, widens as the centre frequency
increases, and thus the impulse response of these auditory filters shorten. The slopes of pre- and post
masking are dependent on the duration of the impulse response of the auditory filters associated with
the masker.
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Asymmetry between tonal and noise maskers
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The amount of masking that a masker provides depends mainly on its tonality - if one assumes that the
quantization distortion is uncorrelated, white noise. The more tonal the masker, the less it masks. The
quantization noise introduced in the coding process must therefore be less for a tonal masker than for a
noise masker.

3.1.3 Scalefactor bands

The AAe coding scheme shapes the quantization noise at the level of scalefactor bands. The scalefactor
bands have been designed to match the bandwidth of the auditory filters. The scalefactor bands,
however, do not overlap, but match a set of adjacent, non-overlapping auditory filters. The scalefactor
bands have been chosen to have a bandwidth of about 112 a critical band (0.5 Bark). Figure 3.4 illustrates
the bandwidth (in Bark) of the scalefactor bands for a sample rate of 48 kHz.
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Figure 3.4. Bandwidth of scaleraclor bands (up to 20 kHz).

Figure 3.4 shows that the bandwidth is on average equal to about 0.5 Bark (for scalefactor bands < 30).
The number of frequency coefficients within a scalefactor band must be a multiple of4 for Huffman
coding (chapter 8.5), and this explains the zigzag pattern seen. The bandwidth (in Bark!) decreases after
scalefactor band 30 because the scalefactor bands are not only used to shape the quantization noise, but
also for selectively applying the other coding tools and for Huffman coding.

3.1.4 An example of an estimated allowed noise threshold

An example of the output of the perceptual model is shown in figure 3.5. This shows the allowed noise
threshold for one frame of the Glockenspiel test item.
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Figure 3.5. Allowed noise threshold for 1 frame of Glockenspiel item (te6).

The input signal energy and allowed noise threshold, in dBSPL, are shown per scalefactor band (total :;;;;
49). The Glockenspiel item contains a series of tones, and this tonal characteristic can be clearly seen in
the peaks in the input signal energy. Three significant tones are present in the frame shown,
corresponding to frequencies of about 2.5 kHz, 6.5 kHz and 12.5 kHz respectively. The effect of the
auditory filters can be seen in the allowed noise threshold which exceeds the input signal energy level
just to the right of the first tone, and to the left of the third tone. The influence of the threshold in quiet
is clearly seen in the high and low frequency regions. The input signal energy to allowed noise
threshold (SNR) in the low frequency region is much smaller, and input signal energy levels in the high
frequency region are well below the minimum audible level, and therefore these components need not
be coded at all.

3.2 Problem specification

The perceptual model is an important part of the AAC coding scheme. It is important for an accurate
estimate of the allowed noise threshold used in the quantization process and it is important for the other
coding processes.

The informative part of the MC standard [2] describes a implementation of the perceptual modd. The
AAC model has, to a certain extent, been implemented in the public software. This model is just an
example and it does not necessarily perform as well as the state-of-the-art models developed by Philips
or other companies. The objective if to test the performance of this model and to make changes or
additions were necessary. The aim is to better the performance but not to design a whole new perceptual
model.

Philips have developed their own perceptual model, the ASAL-E (ASA Labs - Eindhoven) perceptual
model. The objective is to implement this model, making the necessary changes to make it suitable for
the AAC coding scheme. The performance must then be compared with that obtained with the AAC
model.

6 The perceptual model described in the informative part of the MPEG-2 AAC standard will be referred to as the AAC model.
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The perceptual model must provide the means to achieve high (transparent) audio quality at a bit rate of
64 kbps per channel. The coding processes in the AAC coding scheme must be able to efficiently utilise
the infonnation from the perceptual model.

3.3 Implementation

The AAC model implementation will be briefly described in the next section. The functionality and
performance of the ASAL-E model will be compared with that of the AAC model in section 3.4.1.

3.3.1 Basic outline of the AAC model

The block diagram of the AAC model is shown in figure 3.6.

Allowed
noise

threshold ~ ----.J

Convert to
Scalelaetor

bands

SNR per scale'aclor band

Figure 3.6 Block diagram of the AAC model.

The time signal is transformed into the frequency domain by using a Hann window and a DFT
transform. The Hann window (h(n)) is a shifted version (n+O.5) of the Hanning window,

I 21l" (n +OS))
h(n)=05-05.co\ N ; O~n<N (3.2)

The result of the shift is that the first component (n=O) of the Hann window is non-zero, and therefore
the first resulting time domain sample is non-zero.

The tonality of the individual components resulting from this transformation is found by using a simple
prediction calculation,

rprod i =r;_1 + (r;_I-r;_2),

<ppred i =<Pi-l + (lpi-I-<Pi-2).

(3.3)
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(3.4)c=

where i is the current frame, r is the amplitude and cp the phase of the frequency components.
Both phase and amplitude are used, and the normalised amplitude of the prediction error vector
determines the tonality (c),

(r. cos(rp) - rpred ·cos(rppred)r+ (r. sin(rp) - rpred . sin(CfJpred)r
r + Irpredl

The perceptual model is simplified by performing a decimation operation and doing all succeeding
calculations on this reduced scale. The frequency components are now grouped into disjunct partitions
which encompass about a 1/3 of a critical band.

The tonality per partition is calculated by weighting the tonality of each component with the
corresponding signal energy, and integrating within each partition. The energy per partition is
calculated by integrating the energy within each partition.

Next, the spreading function is used to spread both the energy and tonality; the energy and tonality are
convoluted with the spreading function. The spreading function models the influence that each partition
has on the surrounding partitions. The spreading function is shown in figure 3.7. The energy per
partition is spread, forming the 'perceived' energy per partition. The tonality, weighted by the signal
energy, is also spread, and models the influence that the tonality of a partition has on the tonality of the
surrounding partitions. The end result is the perceived energy and weighted tonality per partition.
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The spread and weighted tonality is renormalized with respect to the spread energy within the partition.
The tonality determines the degree of masking within the partition, expressed as a Signal-to-Noise Ratio
(SNR) called the masking index. The masking index is an interpolation between the SNR corresponding
to Noise Masking Tone (NMT) and the SNR corresponding to Tone Masking Noise (TMN).

The spread energy per partition is re-normalised with respect to the spreading function? This re
normalised energy is then used as the basis for the calculation of the initial allowed noise threshold. The
initial allowed noise threshold per partition is calculated as the energy per partition divided by the
masking index. The maximum of the initial allowed noise threshold and threshold in quiet is taken,
resulting in the allowed noise threshold per partition.

7 De-convolution of the spread energy is necessary because the (quantization) noise introduced in the audio signal is also subject
to processing by the hearing system, i.e. both the original audio signal (masker) and the coding distortion (target) are spread. It
was found [17] that the de-convolution operation is unstable and often leads to artefacts such as negative energy. The (non
optimal) alternative was to use re-normalisation. Reference [19] suggests a solution to this problem.
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The allowed noise threshold has been calculated on the scale of partitions. The actual coding is done on
the scale of scalefactor bands, and thus the threshold must be converted to scalefactor bands. The
conversion involves the assignment of each scalefactor band with an allowed noise threshold, such that
the allowed noise threshold of all partitions is guaranteed. The scalefactor bands are assigned the
minimum allowed noise threshold of all partitions overlapping with the scalefactor band. Figure 3.8
illustrates the conversion from partitions to scalefactor bands.

The allowed noise threshold within a partition is assumed to be distributed uniformly over the
coefficients within the partition. The allowed noise threshold for the scalefactor band is taken as the
minimum level of the partitions overlapping the scalefactor band. The scalefactor band allowed noise
threshold is therefore the minimum partition level, spread over the whole scalefactor band.

Model partitions

Partition i

Coding scalefactor bands

Figure 3.8 Conversion from partitions to scalefactor bands.
Scalefactor band j

Partition i+1

The allowed noise threshold per scalefactor band is used in the coding section as a ratio (SNR) of the
allowed noise threshold to signal energy within the scalefactor band.

3.3.2 Additional features of the AAC model

Pre-echo control

The perceptual model includes a mechanism for controlling the effects of pre-echo's. The Pre-echo
Problem is described in chapter 5.

The control mechanism, prior to incorporating the threshold in quiet in the allowed noise threshold,
compares the current and previous allowed noise thresholds. A change in the allowed noise threshold
indicates that the characteristics of the audio signal have changed in the second half of the current frame
(50% overlap!). A transient in the second half will raise the energy levels, and also raise the
corresponding allowed noise threshold.

The signal energy calculated using a DFT, describes the average energy of each spectral coefficient
within the frame. The raised energy levels for the second half, will raise the average energy of the
corresponding spectral coefficients.

The corresponding allowed noise threshold will generally be lower than would be the case when the
(raised) energy level was present in the frame. The relatively lower allowed noise threshold will not in
all cases compensate for the effects of quantization noise spreading in the frame. The pre-masking
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slope, in figure 3.3, will not be able to mask this spreading. This is especially true for the AAC coding
scheme, where a long block has a duration of 43 ms.

To control the occurrence of pre-echo's, the higher (relative to the previous frame) allowed noise
threshold is limited in its level. In the case of short blocks, where the signal is transient, the allowed
noise threshold may not exceed the initial allowed noise threshold calculated in the previous frame. The
allowed noise threshold of long block is allowed to increase a factor 2 (3 dB).

Stereo coding

Additional calculations must be perfonned when stereo channels are coded. The allowed noise
threshold must be calculated for both the left/right channel pair and the mid/side channel pair. Chapter 7
will describe the additions to be made to the perceptual model.

3.3.3 Key changes made to the AAC model

This section will describe the important changes and additions made to the AAC model. These changes
include the stereo coding described in the section above.

Threshold in quiet

The threshold in quiet, implemented in the public software encoder, did not allow for true variable bit
rate coding with transparent quality. The threshold in quiet was more suitable for shaping the
quantization noise than for defining a minimum allowed noise threshold.

The new threshold in quiet is similar to that shown in figure 3.1, and is derived from the following
formula:

f 1 f
thrq = -6.5· e-0.6-( 1000-3.3) +0.001· ( 1000)4 dBSPL (3.5)

where thrq is the new threshold in quiet and! is the centre frequency of the critical bands in Hz. The
minimum threshold in quiet within the partition is taken. The upper slopes, from about 8 kHz upwards,
have been lowered slightly to improve the quality for the Pitch Pipe (te5) audio item. The coded item
has problems with high frequency oscillations.

Spreading function

The slopes of the spreading function have, in psychoacoustic experiments, been found to be dependent
on the level and the tonality of the masker. The spreading function has been changed so that it better
matches the observations made in psychoacoustic experiments.

Figure A.l in annex A shows an example of the masking thresholds for both a noise and tone masker, at
11.5 Bark and with critical-band noise as target [20]. One can see that the slopes of the masking
thresholds differ for noise and tone maskers; the noise masker has steeper upper slopes. The slopes are
also dependent on level; the slopes become steeper with decreasing masker level.

The spreading function has been adapted to better model the level and tonality dependency of the
masking threshold. The upper slope is made steeper for lower levels and tonality; the lower slope is
kept constant.
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The masking indexes used in the AAC model are 6dB for noise masking tone (NMn and 18 dB for
tone masking noise (TMN). The NMT index is not suitable for use in the coding scheme if one assumes
that the quantization noise is white; a noise masking noise would be more suitable (NMN). The indexes
also do not take into account that other processes introduce unwanted distortions, requiring a larger
masking index. Furthermore, psychoacoustic tests in general show that the masking index is dependent
on the frequency [20].

For these reasons the masking indexes have been raised and made dependent on frequency. The actual
values which must be used is not clear at the moment, and will require further study. The maximum
values in the final implementation are 22 dB for NMN and 28 dB for lMN. The masking index
problem will be explained further in section 3.5.1.

Transition blocks

The model must calculate the allowed noise thresholds for all possible block types (section 5.5). The
original implementation only calculated the allowed noise threshold for the long and short block types.
Two other block types are used, namely the transition blocks long-short and short-long. Using the
allowed noise threshold of the long block for these blocks, will often lead to a poor results, and
therefore the allowed noise threshold for these block types must also be calculated.

Conversion from partitions to scalefactor bands

The allowed noise threshold per partition is converted to scalefactor bands by taking the minimum
allowed noise threshold of the partitions overlapping the scalefactor band. As will be explained in the
next section, this could result in a overcoding of the coefficients within the scalefactor band. The
calculation of the allowed noise threshold for scalefactor bands with sufficient frequency coefficients is
done by taking the average instead of the minimum partition allowed noise threshold. This is done
because the scalefactor bands are smaller than 1 Bark and the larger scalefactor bands are more
susceptible to overcoding when taking the minimum partition threshold, which may be present in only a
small fraction of the scalefactor band.

3.3.4 Conversion allowed noise threshold to coding domain

The SNR values calculated in the model must be applied to the coefficients in the coding section. A
MDCT, instead of a DFT, is used in the coding section, and the energy within a particular scalefactor
band may differ from that found in the perceptual model. Figure 3.9 shows a comparison between the
perceptual model and coding section energy per scalefactor band for a frame of the Male German
Speech item.
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Figure 3,9 Comparison of model and coding domain scalefactor band energy,

The lower scalefactor bands, especially bands 8 (4 coefficients) and 10 (8 coefficients), show large
differences between the energy calculated in the perceptual model (using a DFT) and the energy
calculated in the coding section (using a MDeT).

Instead of applying the SNR calculated using the signal energy of the perceptual model (as was done in
the public software), the (absolute) allowed noise threshold is transferred from the model domain to the
coding domain, and a new SNR is calculated using the signal energy of the coding domain. This means
that relatively less quantization noise is allowed in band 8, but more is allowed in band 10. The total
quantization noise allowed, however, is equal to that estimated in the perceptual model. The audio
quality of the critical test items improved when using this method.

3.4 Discussion

3.4.1 Comparison between the AAC-model and ASAL·E model

The ASAL-E perceptual mode) is similar to model I described in the informative part of the MPEG-I
standard [12].

The ASAL-E model was engineered to be used in the MPEG-2 BC encoder developed at Philips. This
means that it has been optimised for that particular coding environment. The ASAL-E model therefore
differs in a number of areas from the AAC model.

The MPEG-2 BC coder is a subband coder and uses a uniform quantizer. This means that the resolution
at which the quantization noise can be controlled is different; subbands versus scalefactor bands. The
components within a subband have an interpretation in the time domain, while the components within a
scalefactor band have a frequency domain interpretation. The distribution of the quantization noise and
the form of quantization employed, therefore have different effects in the two coders.

There are a number of important differences between the two models.
• Tonality: The ASAL-E model calculates the tonality by timing the duration of the

frequency component in question. If the component is deemed to be stable for a certain
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time duration, then it is classified as tonal. This method only looks at the stability of the
amplitude, while the AAC model also looks at the stability of the phase, and therefore
could give more accurate estimates of the tonality.

• De-convolution: The AAC model performs a de-convolution, or a approximation thereof,
and the ASAL-E model does not.

• Pre-echo control: The AAC model includes pre-echo control; necessary because of the
lower temporal resolution of the long block in the AAC coding scheme compared with
that in other coding schemes (see chapter 5).

• Threshold in quiet: The threshold in quiet in the ASAL-E model is much lower than that
used in the (changed) AAC model.

The main changes made to the ASAL-E model, so that it can be used in the AAC coding scheme, are
the following:

• calculation of masking threshold for both long and short blocks,
• adjustment of tonality calculation for different block lengths,
• conversion from ASAL-E partitions to scalefactor bands.

The ASAL-E model has been tested in the AAC encoder implementation, but has not provided the same
audio quality as that achieved with the AAC model. The bit rate required to achieve transparent coding
with the ASAL-E model far exceeded that needed with the AAC model. Coding at 64 kbps per audio
channel requires larger adjustments to the allowed noise threshold calculated in the ASAL-E model and
the artefacts are more annoying than those heard when using the AAC model.

The ASAL-E model was changed and adapted such that it could be used in the AAC coding scheme.
The results obtained were lower than that achieved with the AAC model and the development of the
perceptual model is only one of the areas for research. It was therefore decided to use the AAC model.

The decision to use the AAC model was taken about halfway through the project. The audio quality
achievable with the ASAL-E model may, in the final implementation, be better with the subsequent
improvements made to the other coding tools.

3.4.2 Conversion from partitions to scalefactor bands

The perceptual model initially outputs the allowed noise threshold for each partition, which is about a
1/3 Bark in length. The first translation involves converting these partition values to values per
scalefactor band.

It is assumed that the energy per partition is spread uniformly, and subsequently, that the noise
threshold is also spread uniformly. Taking the average partition allowed noise energy within the
scalefactor band does help to prevent these situations from occurring, but it might result in a allowed
noise threshold which is to high.

If the actual energy distribution used in the coding section is known, then this would make the
translation a lot simpler. There would be no need to assume uniform distribution of the allowed noise
within the partitions. Furthermore, one could take advantage of the characteristic of the non-uniform
quantizer which is used in the coding section. The distribution of the noise, for a fixed SNR, is
dependent on the energy levels and thus the minimum allowed noise threshold used could be adjusted to
take into account the energy level differences of the partitions overlapping the scalefactor band.

3.4.3 The DFT frequency domain versus the MDCT frequency domain

The perceptual model is calculated in the Discrete Fourier Transform (OFf) frequency domain.
Coding, on the other hand, takes place in the Modified Discrete Cosine Transform (MDCT) (section
4.2) frequency domain. While both transforms have frequency domain interpretations, they do not have
the same interpretation at the level of individual frequency components. The energy per scalefactor



Analysis and improvement ofa MPEG-2 Advanced Audio Coder 25

band (or per partition) are of special concern, because it is at this level that the infonnation calculated in
the perceptual model is used in the coding section. The MDCT, as explained in section 3.3.4, results in
a different distribution of its total energy over the respective frequency coefficients compared to the
DFf. This means that a noise threshold calculated in the DFf domain is not necessarily an accurate
estimation of the noise threshold for the MDCT domain.

Figure 3.9 illustrates this point for the Male Gennan Speech test item. As can be seen in this figure, the
energies differ especially in the lower scalefactor bands; the validity of the noise thresholds is now
questionable. The upper scalefactor bands contain more frequency coefficients, and therefore the
differences between the DFf and MDCT domain are less noticeable.

The poor match between the DFf and MDCT domain for the lower scalefactor bands could be the
reason that the (mono) Male Gennan Speech item is difficult to code with high quality at 64 kbps. The
fundamental frequency (±120 Hz) of the speech is much lower than that in the Suzanne Vega item for
example, and could be more susceptible to the distortions mentioned above.

3.4.4 The transform window shape

The coding section can choose between two transfonn window shapes, either a Sine or a Kaiser-Bessel
Derived (KBD) window (see section 4.4). The window providing the most coding gain is chosen.

The perceptual model uses a Hann window, which has good properties for most input signals. The
accuracy of the allowed noise threshold calculated in the perceptual model, depends on the frequency
selectivity of the transfonn window. The allowed noise threshold must be applied in the coding section,
and therefore the validity is questionable if the coding section uses another transfonn window shape.
The transfonn window shape is not only important for giving an accurate estimate of the short-time
frequency characteristic, but it is also important for the reconstruction process (TDAC, see section 4.3).
The reconstruction distortion is difficult to control, especially if the model and coding domain
transfonn window shapes differ.

3.4.5 Shifting the allowed noise threshold

The critical audio items used to test the AAC coder, all require an adjustment of the allowed noise
threshold when coding a monophonic channel at a constant bit rate of 64 kbps. The adjustment must be
made to such that there is Minimum Noticeable Distortion (MND) [10). In section 8.2.3.2 various
adjustment methods will be discussed.

The method chosen depends on the characteristics of the perceptual model. The ASAL-E model, for
example, has a relatively low threshold in quiet. When using the threshold shift method, the influence
that the low threshold in quiet has, is that the artefacts heard are primarily produced in those regions
where the threshold in quiet has little or no influence. The regions where the threshold in quiet has little
influence, are generally more significant, and thus the artefacts can be rather annoying. The (mono)
Male Gennan Speech item, for example, suffers from the 'whisper' phenomena; a second' whispering'
voice is heard next to the original voice.

When shifting the allowed noise threshold, the possibly incorrect asymmetrical settings for noise and
tonal maskers are heard more clearly. The noise masker or tonal masker, whichever is relatively
undercoded, will be the first to produce artefacts.

3.4.6 Threshold in quiet

The Pitch Pipe item suffers from high frequency oscillations; probably produced by an incorrect
threshold in quiet. Coding with a constant bit rate enhances the effects of these oscillation because the
audio quality is not kept constant; constant bit rate keeps the bit rate constant and not the audio quality.
The varying audio quality, although coded transparently according to the model, shows that the noise
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threshold calculated by the model is incorrect. The effect is less pronounced when coding at a variable
bit rate because in that case the audio quality is kept constant and there are less oscillations.

The threshold in quiet will have to be lowered or adjusted in some way to transparently code items such
as the Pitch Pipe item. Already the upper slopes of the threshold in quiet have been made steeper, but
still the high frequency oscillations can be heard.

3.4.7 Validity (application) of the allowed noise threshold

As mentioned before, the perceptual model calculates the allowed noise threshold, which is used in the
quantization process. This allowed noise threshold is not the masked threshold, but includes distortions
introduced by other processes in the coding section.

The distortions introduced by other processes are usually non-deterministic and the perceptual model
must assume the worst case situation. The perceptual model must therefore be optimised for the coding
scheme in which it is used; using a generic perceptual model will not work. This is one of the reasons
that the ASAL-E model could not be directly used in the AAC coding scheme.

The indirect sources of distortion within the AAC coding scheme include aliasing which is not
cancelled in the decoding process, stereo coding methods assuming irrelevancy, unexpected effects of
pre- and post masking, masked noise level inaccuracies when employing Temporal Noise Shaping,
quantization on the level of scalefactor bands, assumptions made in the perceptual model etc..

3.4.8 Bit rate requirement performance of the AAC model

The perceptual model is the most important factor in determining the bit requirements. The bit rate
requirement performance of the AAC model for the critical test items has been investigated.

Table 3.1 shows the bit rate requirements set by the perceptual model, in relation to the average bit rate
required for coding at 64 kbps per channel, i.e. 128 kbps for the stereo items. The table shows that, on
average, te3, te8, te9, tell and tel6 require more bits than are available. The other items require, on
average, less bits.

te3
te4
teS
te6
te7
te8
te9
tell
te16
te22

35
~i4

-25
-66
-34
16
73
45
53

-12
Table 3.1 Bit rate requirements according
to perceptual model (variable bit rate).

In table 3.2 the percentage of frames requiring more bits than that which is available is shown. All items
have at least one frame requiring an upward shift of the allowed noise threshold to obtain a bit rate
below the maximum allowed. The frames coded with short blocks almost always require more bits than
available. The items te3, te9, te II and te 16 have difficulty meeting the bit rate requirements set by the
perceptual model.
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Table 3.2 Percentage of frames which
require more bits than available.

The average upwards shift of the allowed noise threshold is shown in table 3.3. Items with a large
percentage of short blocks, such as te3, have high average adjustments because short blocks require
more bits than long blocks. The average adjustment needed is about 4 dB.

te3
•• te4 .....

te5
te6
te7
te8 ..
te9

te16
ten',
Table 3.3 Average allowed noise
threshold adjustment.

3.5 Conclusions and recommendations

3.5.1 Calculation of the allowed noise threshold

Threshold in quiet

27

The Pitch Pipe item is not transparently coded, and this is partly because the threshold in quiet has not
been properly defined. The item suffers from high frequency oscillations effects. The threshold in quiet
will have to be lowered further or its fonn has to be changed for transparent coding of this item.

Spreading function

The spreading function implemented, is dependent on both the tonality and level of the masker. The
dependency on tonality is actually modelled by the spreading of the tonality, and therefore, need not be
incorporated in the spreading function.



Anal~ andimpro~t ofaMJ'EG.2 Advanced Audio Codec

Masking indices
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The masking indexes in the current implementation do not have values which have been properly or
thoroughly tested. The reason is that there was not a good basis for doing a proper test, where results
can be analysed and meaningful conclusions drawn.

The masking indices can be characterised by their absolute values, the relative values of TMN and
NMN, and their frequency dependence. The values used in the current implementation provide better
results than those originally used. but their optimality is doubtful. The masking indices in other
perceptual model implementations, such as the ASAL-E model, increase with frequency. The current
implementation does just the opposite, the values decrease. This difference might be justifiable in the
context of the current implementation,if one recalls the problems occurring in the lower scalefactor
bands.

3.5.2 The perceptual model in the AAC coding scheme

Accuracy of the perceptual model

The perceptual model calculates an allowed noise threshold, which must take into account all
(additional) distortions introduced in the coding process [18]. The amount of distortion introduced is
not known and therefore assumptions must be made.

The allowed noise threshold is also subject to a number of conversion operations, such as the
conversion from partitions to scalefactors bands. These operations introduce a number of uncertainties
which means that a worst-case situation must be assumed. Matching the partitions with the scalefactor
bands may reduce the number of assumptions which must be made.

A perceptual model which calculates a pure masked threshold would be impractical. as it would require
a comparison to be made of the input signal and the final, post decoder distortion. The whole decoding
operation will have to be performed to obtain the final distortion, greatly increasing the complexity.
Furthermore, the quan tization process is very difficult to control if the effects of all the other processes
are to be taken into account.

The perceptual model does not take into account that the frames are involved in a reconstruction
process, where adjacent blocks are overlapped and added. The coding noise, within a particular frame.
is therefore dependent on three frames; the current, previous and next frame. The perceptual model
could, for instance, take into account the coding noise introduced in the previous frame and estimate the
coding noise for the next frame, and therefore make a better estimate of the allowed noise threshold for
the current frame.

MDCT frequency domain versus FFTfrequency domain

The allowed noise threshold is calculated using a OFT, while the coding section uses a MOCT. This
creates a number of problems, which require adjustment and conversions of the threshold. It would be a
lot simpler if the allowed noise threshold is calculated using a MOCT.

The OFT has two main advantages which would have to be compensated:
• Tonality measure: The Off produces both amplitude and phase information. and this is

useful for estimating the tonality. A new tonality measurement technique has been
proposed (mentioned in [4]) which calculates the smoothness of the energy envelope in
each auditory filter. It is claimed that this technique makes more accurate distinctions
between tonal and noise maskers. This technique might not require the use of a Off. and
could therefore be used in a perceptual model based on a MOCT.
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• Spectral energy: The Off makes a more accurate estimate of the spectral energy. The
spectral energy calculated using the MOCT is dependent on the phase of the input signal.
Using a MDCT does, however, reduce the need to make assumptions about the
distribution ofthe signal energy within the partitions or scalefactor bands. This knowledge
could help to make the conversion from partitions to scalefactor bands more accurate.

Using a MOCT instead of a Off does raise the question if the human hearing system can still be
accurately modelled.

A mapping from the Off scalefactor band energies to MOCT scalefactor band energies is another
possibility. In this way the allowed noise threshold calculated using the Off can be mapped to an
allowed noise threshold in the MDCT domain. The difficulty is that the MOCT energy is dependent on
the phase of the frequency coefficients, and therefore the mapping is dependent on the phase
characteristics of the quantization noise.

3.5.3 Computational complexity

The perceptual model is computationally the most complex tool. The perceptual model has been
engineered to provide the highest possible audio quality, and little time has been spent on the
optimisation of its computational complexity. In Chapter 9 a comparison is made between the
computational complexity of the different tools.
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4. The Filterbank
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The filterbank is used to transform the time domain samples into frequency domain coefficients. The
filterbank is the first step in obtaining the highest possible audio quality. The following sections will
describe the properties of the filterbank and the influence that it has on the other coding processes.

The temporal resolution, or alternatively, the frequency resolution of the filterbank may be chosen by
selecting the corresponding block type. Block switching is closely related to the Pre-echo Problem
discussed in chapter 5, and the algorithm for selecting the block type will therefore be discussed in
section 5.5.

The transform window shape used in the filterbank influences the frequency selectivity and thus the
coding gain achievable; the window switching algorithm will be discussed in section 4.4.

4.1 Transform coding

The AAC coder is a transform-coder [21] and therefore coding takes place in the frequency domain
instead of in the time domain. The filterbank transforms the input time domain samples into frequency
domain coefficients.

Coding in the frequency domain simplifies the removal of perceptually irrelevant information. The
perceptual model determines in the frequency domain which information is irrelevant. The removal of
this irrelevant information is therefore much easier performed in the frequency domain, avoiding
conversions of the allowed noise threshold.

Another reason why transform coding is used, is that it provides a coding gain. Sampled audio signals
contain redundancy in the form of correlation between the samples, and this redundancy can be
removed by either using predictive coding in the time domain or coding of the coefficients in the
frequency domain [21]; the latter method is used in the AAC coding scheme.

4.2 The Modified Discrete Cosine Transform

The filterbank ideally minimises the redundancy and produces an output which has a frequency domain
interpretation. The Modified Discrete Cosine Transform (MDCT) [26] approaches this ideal, and is the
transform used in the AAC coding scheme.

The forward MDCT (applied in the encoder) is defined as follows in the AAC standard,

N-I {2Jr 1 ) N
Xi.k =2'L,Zi," co -(n+no)(k+-) for O~k~-,

"=0 N 2 2

and the inverse MDCT (applied in the decoder) is defined as follows,

where,
Xi,k = frequency coefficients k of frame i,

(4.1)

(4.2)
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Zi,n =original time domain sample n of frame i,
Xi,n = inverse transformed time domain sample (+aliasing) n of frame i,
N = frame length,
no =(N/2+1Y2.

Optimality of the MDCT
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The MDCT has several properties which make it a good choice when compared with other transform
types such as DFf and OCT.

As mentioned before, the ability of the transform to remove redundancy, is a valid reason to choose a
particular transform type. If the redundancy is viewed as the linear correlation present between the
samples, then the discrete Karlhunen-Loeve Transform (KL1) [21] is the ideal choice. This transform
diagonalizes the autocorrelation matrix of the input signal and therefore no linear correlation remains
between the transformed samples. The information is now contained entirely in the variances of the
transform coefficients. The KLT also distributes the total variance in the minimum amount of
coefficients.

The problem with the KLT is that it is dependent on the input signal and therefore, after determining the
transform basis vectors and applying them in the encoder, the basis vectors must be transmitted to the
decoder. It is also requires in the order of N2 multiply/add operations (N being the number of input
samples) to calculate and it does not have a interpretation in the frequency domain.

A transform with fixed basis vectors is preferred. The DCT, and similarly the MDCT, is near optimal
for 151 order Markov processes with adjacent-sample correlation approaching unity. Audio signals are
generally low-pass in nature, and therefore the near-optimality for 151 order Markov processes is a
desirable property for reducing the redundancy.

The MOCT transform has the property that a shifted time domain repetition, resulting from the discrete
representation in the frequency domain, is inverted relative to the adjacent windows. This is an
advantage over OFf, for example, because when the frequency domain coefficients are quantized, edge
effects playa less important role.

The MOCT can be efficiently computed using a FFr [27] or using a Fast Cosine Transform (FC1) [28].

4.3 Time Domain Aliasing Cancellation

The AAC coding scheme uses of a technique called Time Domain Aliasing Cancellation (TDAC)
[22)[23]. The DCT, which is commonly used in image coding, is modified (MDCT) to produce a
transform which has TDAC properties.

Advantages ofthe TDAC in combination with transform coding

Transform coders, using a DCT, generally have a broader channel response compared with the channel
response of a subband coder, for an equal number of channels. This means that a transform coder has
less frequency selectivity and thus less coding gain for an equal number of channels. The transform
coder has the advantage that increasing the number of channels requires less additional complexity.

A higher frequency selectivity would improve the performance of the transform coder. The channel
response of the transform coder is limited in its width by the window length; which is in turn is limited
by the amount of overlap distortion permitted. The TDAC technique allows for 50% overlap between
adjacent windows, without introducing distortion, and therefore a narrower channel response is
obtained compared to the situation where the overlap allowed is limited and the windows are shorter in
length.
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The audio signal is critically sampled, with 50% overlap, without an increase in the number of samples
to be coded. The added overlap results in an narrower channel response and thus a higher coding gain.
Additionally, block edge effects, resulting from independent coding of each frame, are reduced by the
'soft' transition between frames.

The TDAC technique places a number of constraints on the transfonn window (h) namely:
• the window must be symmetrical,

h[N-l-nl=h[nl ; O~n<N (4.3)

• the squared window must overlap and add to I,

h
2
[nl+h

2
[n+ ~]=l ; O~n< ~ (4.4)

where Nis the window length, and h[n] is window value n. The block types and the corresponding
window shapes used in the AAC coding scheme all comply with these requirements.

How the TDAC technique works

The audio signal in the encoder is critically sampled in the frequency domain, introducing time domain
aliasing. The aliasing is cancelled in the decoder and perfect reconstruction is possible if no coding
distortion is introduced in the encoder.

Figure 4.1 illustrates how the TDAC technique works. The input time domain signal is windowed and
coded in the encoder. Adjacent frames have 50% overlap. In the decoder the inverse operation is
perfonned, resulting in the original time domain signal (repeated) and the corresponding aliasing
(repeated). The time domain signal is then multiplied with the transfonn window, isolating the single
frame. Adjacent frames are then overlapped and added, resulting in cancellation of the aliasing
components.

Time domain aliasing distortion

The TDAC technique provides perfect reconstruction if no coding distortion is introduced in the
encoder. For low bit rate audio coding, coding distortion is introduced in the encoder, and therefore the
encoder must take the 'extra' aliasing distortion into account. The lNS tool (chapter 5), for example, is
influenced by the presence of aliasing distortion. The effects of aliasing distortion is one of the areas in
audio coding which still requires research.

Reference [24] suggest ways to control the aliasing distortion. For example, it is suggested to introduce
equal coding noise in successive frames for aliasing cancellation.
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4.4 Window shape switching

4.4.1 Background
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The window shape [28] switching tool must determine which transform window shape should be used
for the next frame to be coded. In the case of short blocks (section 5.5) the same window shape is used
for all eight blocks.

There are two window shapes from which to choose, the Sine and Kaiser-Bessel Derived (KBD)
window; annex B, figure B.t. Both window shapes comply with the requirements set by TDAC. The
window shapes differ in the frequency selectivity they provide; the Sine window is chosen for its
relatively narrow pass-band response and the KBD window for its high stop-band attenuation.

The window shape must provide the highest possible frequency selectivity for the particular frame in
question. The perceptually significant frequency coefficients, are those coefficients which are above the
allowed noise threshold estimated in the perceptual model. The windowing operation 'spreads' the
frequency coefficients, and the idea is to minimise the effects that this spreading has on the perceptually
significant coefficients. The available bits can therefore be spent more efficiently on the perceptually
significant coefficients if they are properly isolated.

Figure's B.2 to B.5 in annex B illustrate the frequency selectivity for both window shapes and for both
long and short blocks respectively. Figure's B.2 and B.3 illustrate the performance of the two window
shapes. The Sine window has more attenuation in the pass-band for frequencies below 70 Hz.
Perceptually significant spectral components spaced closer than 140 Hz would benefit from the use of
this window shape. Components spaced farther apart would benefit from the use of the KBD window
shape. The same idea applies for short windows, shown in figures BA and B.5, where perceptually
significant spectral components spaced closer than 1100 Hz would benefit from the use of the Sine
window. The KBD window is preferred otherwise.

The long-short and short-long transition blocks have a different frequency selectivity than that obtained
with a long or short block. Figure B.6 illustrates the frequency selectivity of a long-short block with a
KBD window shape for both halves. It is clearly seen that the frequency selectivity is less than that
obtained with a long block. The reduced selectivity is a result of the block type (section 5.5) and the
fact that the effective window length is shorter than that for a long block (22% shorter).

4.4.2 Problem specification

The window shape switching tool must choose the window shape that provides the highest coding gain.
The input signal characteristics of the current frame must be analysed, and based on this analyses a
window shape is chosen which is expected to provide the highest coding gain. The analyses must enable
an accurate prediction to be made of the coding gain obtained when using a particular window shape.

4.4.3 Implementation

A window shape is either chosen for its pass-band or stop-band performance. Two methods have been
implemented and tested.

Stop-band performance method

The stop-band method tests the stop-band performance and is similar to the implementation described
in [29].
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The analysis is performed up to a frequency of 16 kHz and uses the spectral input signal energy
calculated in the perceptual model. The maximum signal energy component is used as a reference. The
percentage of the signal energy which is 60 dB below the reference signal energy is calculated. If this
percentage exceeds 5% of the total signal energy then a good stop-band performance is needed and the
KBD window shape is chosen; otherwise the Sine window is chosen..

Pass-band performance method

The pass-band method tests the pass-band performance.

The analysis, again, is performed up to a frequency of 16 kHz and uses the spectral input signal energy
calculated in the perceptual model. The normalised auto-correlation matrix (Rn('t» of the logarithm of
the energy spectrum is calculated,

L,loglO (xCi» ·loglo(x(i+ 'T»
R

n
('T) =!req(iH)SI600 2

~)OgI0 (xCi»
!req(i)SI600

(4.5)

where x(i) is the coefficient with index i, andfreq(i) is the frequency of the coefficient with index i. The
logarithm of the energy spectrum is used because the significance of the coefficients is better expressed
on a logarithmic scale.

The order of the matrix depends on the sample frequency and the block length. For example, for a
sample frequency of 48 kHz and for a long block, the order equals 6. This corresponds to the amount of
coefficients which fit into the 140 Hz pass-band area, critical when using of the Sine window, i.e.,

pass- band width 140
order = bin width 23.44 := 6 (4.6)

The normalised autocorrelation matrix coefficients are summed and compared with a threshold value (a
threshold value of 0.93 has been found to give good results). If the sum exceeds this value then this
indicates a high correlation between coefficients within 140 Hz of each other, and the Sine window is
chosen. If the sum does not exceed the threshold value, then the KED window shape is chosen.

Performance ofwindow shape switching methods

Table B. I in annex B show a comparison between the performance of the two method described above.
The left channel of the audio items used in the listening test were used. The values shown in the table
are the number of bits used to encode the quantized spectral components (excluding side information)
using the long blocks only

The stop-band method performs slightly better than the pass-band method.

Additional criteria for window shape switching

Another consideration is the possible use of Temporal Noise Shaping (TNS) in the next frame (section
5.6). The noise which is unavoidably shaped into the aliasing components can be reduced by choosing a
window shape which provides the highest attenuation at the outer edges; the KED window has this
property (figure B. I) and should therefore be used.

The window switching tool needs to predict the use of the TNS tool in the next frame. A temporal
flatness measure (tfm) (time domain equivalent of the spectral flatness measure sfm [21].) is calculated
to measure the transient nature of the time domain signal. A non-flat time domain signal would
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probably require time domain noise shaping and therefore it is assumed that the TNS tool would be
used. The temporal flatness measure is calculated as follows:
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-L,logex;eN 0

tfm= 1 N-l
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N ;=0

(4.7)

where N equals the number of time domain samples within the frame, and X; the time domain samples.
The measure relates the geometric mean to the arithmetic mean.

When coding stereo channels, it is desirable to choose the same window shape for both channels. The
reason is that when using stereo coding, the window shape must be shared between the two channels. If
different window shapes are chosen then this tool cannot be used and a potential coding gain is lost.
The coding gain achieved using the MIS tool exceeds, in most cases, that achieved using different
window shapes and therefore, when coding stereo channels, the window shapes are chosen equal.

4.4.4 Discussion

Optimum window shape choice

The aim of the window switching tool is to choose the window shape that will provide the highest
coding gain. The bits used to code the quantized spectral coefficients for a KBD and Sine window
respectively, are shown in tables B.2 and B.3 in annex B. The left channel of the audio items of the
listening test are used. The KBD window shape generally results in less bits needed for coding the
quantized spectral components.

It would seem logical to choose the window shape which provided the highest coding gain. Table B.4
shows the results if, for every frame, the best window shape is chosen; the best window shape being the
one that uses less bits when exclusively coding with either a KBD or Sine window. The gain (%)
relative to using exclusively the KBD window is also shown. It can be seen that the gain when applying
window switching is relatively small. The items te4, te5 and te6 benefit the most from window
switching.

The coding gain when using window switching is less than would be expected because the problem is
more complex than first assumed.

The audio frames have a 50% overlap and the window shape of the current frame is determined by the
window shape of the previous frame and the window shape decided upon for the current frame. If these
window shapes differ then the frequency selectivity will be different from those in shown in figures B.2
to B.5. Figure B.7 shows the frequency selectivity for a KBD-Sine long block; the channel response is
now a mixture of both window shapes.

The gain from using a particular window shape is therefore influenced by the previous window shape.
This would partly explain the small gains achieved when choosing the 'best' window shape. The window
switching methods described, do not take this into account. A form of hysteresis in the thresholds values
has been tried, but only a slight « I %) improvement has resulted.

The coding gain using a particular window shape is influenced by the other coding processes (TNS,
Prediction, Huffman coding etc.) and this makes predicting the final coding gain very difficult. The
window switching method cannot anticipate the effects of the other coding tools on the coding gain.
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The window shape switching tool implementation, used to code the audio items used in the listening
test, does not use window switching at all, but uses the KED window for all frames, for all block types.

The coding and perceptual model domains

The perceptual model uses a Hann window which has frequency selectivity properties between that of
the Sine and KED windows. The coding gain achieved is related to the use of the Hann window in the
perceptual model. Using another window shape in the perceptual model will result in different coding
gains.

It could be argued that the perceptual model should use the same window shape as that used when
coding the audio signal. The perceptual model should use the window shape with the best frequency
selectivity and calculate an accurate estimate of the allowed noise threshold. The coding gain would
result from a more accurate estimate of the allowed noise threshold.

Using different window shapes in the perceptual model and the actual coder could result in an incorrect
estimate of the allowed noise level for the windowed input signal used in the coding section.

The audio quality obtained when using the Sine window for short blocks, has been found to be worse
than that found when using a KBD window. This is possibly the result of the use of different window
shapes in the perceptual model and coding process, or could be a result of the aliasing problems
associated with TNS (section 5.6). The reference items in the listening test used the Sine window shape
for short blocks, and this could explain the poor quality heard in the Castanets item when listening with
the headphones (section 9.1).

4.4.5 Conclusions and recommendations

The window shape switching methods have not provided a significant improvement to the overall
coding gain, when compared to using exclusively the KBD window. The difficulty lies in the ability to
predict the effects that a particular window shape has on the other coding processes and the overall
coding gain.

The perceptual model currently uses a window shape that is independent from the window shape used
in the coding section. A better match between the perceptual model and coding section would give a
more accurate estimate of the allowed noise threshold. Furthermore, the coding gain would be achieved
in the perceptual model, where the window shape is chosen with the highest frequency selectivity, and
not from the disparity between the window shape used in the perceptual model and coding section.

Matching the window shape in the perceptual model to that used in the coding section would require
window shape switching prior to calculating the allowed noise threshold in the perceptual model. Both
methods described use the signal energy calculated with a DFf. The DFT would have to be calculated
twice if these methods are used; another window shape switching method would have to be found if
encoder complexity is an issue.
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5. The pre-echo problem

5.1 Background
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Coding with insufficient time resolution causes the occurrence of the pre-echo phenomena [29]. The
insufficient time resolution results in an uncontrolled spreading of the coding noise within the frame
been coded.

The perceptual model assumes that the input time signal is stationary within the frame, and therefore
that the masked threshold estimated in the frequency domain is also valid in the time domain. If the
input signal is non-stationary, however, then unmasking may occur, where the coding noise exceeds the
masked threshold in the time domain. The time resolution is insufficient to shape the noise in such a
way that it is masked.

The coding noise introduced in audio signals which have transient, or non-stationary, behaviour, are
subject to simultaneous masking, pre-and post-masking. Simultaneous masking predominates when the
input signal is stationary. Pre- and post-masking becomes an important factor when the input signal has
transient behaviour.

In chapter 3 it was explained that pre- and post-masking differ greatly in the amount of masking they
produce; around 1 to 20 ms for pre-masking compared to 10 to 200 ms for post-masking. It is for this
reason that one speaks predominantly of a pre-echo problem rather than of a post-echo problem. The
spread of coding noise before the onset of an attack - a pre-echo - is therefore perceptually more
annoying than the same amount of spreading of coding noise after an decay (inverse of an attack) - a
post-echo.

Example ofa pre-echo

Figure's 5.1 and 5.2 illustrate a pre-echo resulting from coding an audio signal which typically suffers
from pre-echo's, Castanets (te3).
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Figure 5.1 Original frame of audio signal
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In figure 5.1 we see the original coding frame of the audio signal, with the frame time shown on the x
axis and the sound pressure level shown on the y-axis.
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Figure 5.2 Coded frame of audio signal

The coded audio signal, shown in figure 5.2, contains a significant amount of coding noise prior to the
attack; a pre-echo is the resultS.

The allowed noise threshold calculated for the same frame is shown in figure 5.3. The scalefactor bands
are given on the x-axis, while the sound pressure level is displayed on the y-axis. It can be seen that the
distortion introduced is below that which is allowed according to Ihe perceptual model. The perceptual
model has not taken into account the non-stationary behaviour of the audio signal, and therefore an
incorrect estimation is made of the allowed noise threshold.
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Figure 5.3 Allowed noise threshold estimated in perceptual model

8 It can be seen that the coding noise slopes downwards at the start of the frame. This is because the frame is multiplied with the
transform window (a Kaiser-Bessel Derived window) prior to performing the overlap-and-add operation with the previous frame.
The coding noise from the previous frame is much less than that of the frame which contains the attack
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5.2 Problem specification

The aim of the pre-echo reduction techniques, described in the following chapters, is to reduce the
occurrence or level ofpre-echo's with a minimal loss in coding gain.

High quality audio coding requires the reduction of pre-echo' s to a level that is inaudible. The
techniques employed must limit the bit rate requirements necessary to code transients, such that the
maximum bit rate need not be exceeded.

5.3 Pre-echo reduction techniques
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A number of methods may be used to counter the effects ofpre-echo's (and to a lesser extent post
echo's). The first method, gain control, will only be briefly described in chapter 5.4. It is exclusively
used in the Scaleable Sampling Rate profile, and this profile has not been investigated or utilised in the
current encoder implementation.

Block switching will be discussed in chapter 5.5. This method controls the use of either a long block or
a short block in the filterbank. In chapter 5.6 a relatively new technique, called Temporal Noise
Shaping (TNS), will be described. Chapter 3 has already highlighted a third technique, pre-echo
control, which operates on the initial allowed noise threshold calculated in the perceptual model.

The AAC coding scheme additionally has a bit reservoir mechanism. This mechanism allows for short
term bit rate variations, absorbing the increased bit rate required when coding transients.

If one looks at the length of the two main block types, one sees that the long block covers 2048 time
samples, while the short block covers 256 samples; a ratio of 8: 1. This ratio differs considerably from
that used in other coding standards: MPEG-l Layer III, for instance, has a ratio 3:1 (576: 192 time
sample ratio) and Dolby AC-3 [13] has a ratio 2:1 (512:128 time sample ratio). The longer long block
in the AAC coding scheme provides an increased frequency resolution, and therefore a higher coding
gain. The downside is that the negative effects of coding noise spreading are more evident. The AAC
coding scheme compensates for the increased susceptibility for pre-echo's by providing a number of
techniques, including the newly developed Temporal Noise Shaping, to counter these effects.

5.4 Gain control

The gain control tool is used exclusively in the Scaleable Sampling Rate (SSR) profile. The gain control
tool has a dual purpose, namely scalability and gain control in the time domain. The gain control tool
will be briefly described as it does not feature in the encoder implementation which uses the Main
profile to achieve the highest possible audio quality.

5.4.1 Scalability

The SSR profile allows the encoder to code with a reduced audio bandwidth. The advantage of
scalability is that the complexity can be reduced with the reduced audio bandwidth.

The bandwidth is divided into four equal frequency bands by a Polyphase Quadrature Filter (PQF)
[7][10]. If a sampling rate of 48 kHz is used the PQF produces four bands of 6 kHz. The encoder can
reduce the output sampling rate by ignoring frequency bands, starting from the upper frequency band.
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5.4.2 Gain Control

The function of the gain control is primarily to reduce pre-echo effects in the output signal.
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The gain control is used to detect transients (attacks and decays) and to minimise their effects. When a
transient is detected by the encoder at a certain time instance, the signal amplitude after the transient is
attenuated so that the unwanted coding noise resulting from the transient is reduced.

How this works is as follows:
When a transient occurs, the signal amplitude is attenuated after the transient by a factor
relative to the magnitude of the transition. The coding noise spread into the region prior to the
attack is less because the total energy has been reduced. In the decoder the inverse attenuation
is performed. The coding noise energy in the region prior to the attack is left unchanged, and
is, compared to the situation where no gain control is used, reduced.

The gain control tool has a time resolution of around 0.7 ms for a sampling rate of 48 kHz; a transient
can be detected and processed every 0.7 ms. This resolution is, in most situations, adequate to control
the effects oftransients. (The amount of pre-masking ranges from Ims - 20 ms and for post-masking
values range from 10 ms - 200 ms.)

The gain control tool attenuates the input signal in the time domain. This makes the task of estimating
the allowed noise threshold in the perceptual model difficult. The perceptual model should. ideally,
calculate the allowed noise threshold for the original input signai, but this would make the rate
distortion process difficult to control.

5.5 Block switching

5.5.1 Background.

There are essentially two block types which can be selected; either a long block or a short block. The
decision to switch from one block to the other or to retain a particular block type is based on both
perceptual considerations and coding gain. The block type decision is a compromise between frequency
and temporal resolution. A higher frequency resolution comes at the cost of a lower temporal
resolution, and vice versa.

Block switching is one way to match, to some degree, the coding spectro-temporal resolution to that of
the human ear. The bandwidth of the auditory filters at the lower frequencies are narrower than those at
the higher frequencies. Consequently, the time resolution required for the lower frequencies is less than
that required for the higher frequencies. Ideally we would want a filterbank which matches the spectro
temporal resolution of the ear. A simple alternative is to use block switching, where the choice of the
spectro-temporal resolution is limited, for the whole frequency range, to two possibilities.

The long block provides a relatively high frequency resolution while the short block provides relatively
high temporal resolution. A higher frequency resolution allows the perceptual model to determine a
more precise distribution of the allowed quantization noise and therefore a higher coding gain can be
achieved. The coding gain achieved with the long block, is offset by the loss of temporal resolution
which is necessary to code transient regions in the audio signal.

When the audio signal is transient, a higher temporal resolution is necessary because the distribution of
the quantization noise in the time domain becomes critical. The short block provides a higher temporal
resolution at the expense of lower frequency resolution, and therefore a reduced coding gain.
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In annex C, figure C.l the long, short and transition (long-short and short-long) block types are
illustrated. The long block covers 2048 time samples, while the short block covers 256 samples; a ratio
of 8: I. For a sample rate of 48 kHz the long block has an temporal resolution of 26 ms and a frequency
resolution of 23.4 Hz. The short block has an temporal resolution of 2.6 ms and a frequency resolution
of 187.5 Hz. Short blocks are always used in groups of 8, such that synchronisation between the audio
channels is retained.

Examples

In annex C two examples are given of frequency and time resolution requirements. Figure C.2 and C.3
show the spectrograms of the Castanets item, using the short block and long block respectively. It can
be seen from this example that a short block provides a higher time resolution which enables an
adequate control of the pre-echo effect. In figure CA and C.5 the spectrogram of the Pitch Pipe item is
shown, using the frequency resolution of the long block and short block respectively. The frequency
resolution of the long block provides a higher frequency resolution and therefore a higher coding gain.

Figure 504 illustrates the use of block switching on an audio signal which suffers from pre-echo effects;
Castanets. The block switching tool looks one frame ahead for a transient region. Once a transient has
been detected, the coding section uses a transitional block (long-short block, 1) followed by a series of
8 short blocks (2) to code the region. Once the transient region has been passed, the coding section
reverts back to the long block (0); after first applying a transition block (short-long block, 3).

o 0 123 0123012301223000

{ 0 = long block; 1 = long-short block, 2 = short block, 3 = short-long block}

Figure 5.4 Block switching for Castanets.

5.5.2 Problem specification

The goal of block switching is to choose the block type that provides the highest audio quality. This
means that the chosen block type must minimise the effects that coding of transients has, using the
minimum number of bits.

The long block generally provides a higher coding gain, but is more expensive (and difficult to use)
when coding transients, without introducing audible artefacts. The short blocks are better suited for
coding of transients, and require less bits to achieve the same audio quality.
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The block switching tool must detennine if the audio signal in the next frame is transient. If it is
transient then the short block will be used, otherwise the long block is used. A higher coding gain for
short blocks is also a reason to switch to short blocks.

The method implemented to detect transients, uses the change in the Perceptual Entropy [16][17]. The
Perceptual Entropy is defined as the 'bound on bit rate for transparent coding'. The Perceptual Entropy
is defined and calculated as follows:

sJbm..- 1

PE = L sfbwidth (i) ·]oglO (SNR(i»
i=SJbmiD

for SNR(i) "* 0 (5.1)

where sjbwidrii) is the number of frequency coefficients within scalefactor band i. The signal-to-noise
ratio (SNR(i» in scalefactor band i is calculated in the perceptual model. The Perceptual Entropy is
calculated for the scalefactor bands ranging from sjbmin to sjbmnx-1.

The blocks have a 50% overlap and therefore changes in the Perceptual Entropy from one block to the
other indicate a change occurring in the second half of the current block.

The Perceptual Entropy for both long and short blocks is calculated using the allowed noise thresholds
(SNR) calculated in the perceptual model. The Perceptual Entropy, for a sample frequency of 48 kHz,
is calculated for long blocks for scalefactor bands below a frequency of 3 kHz, and for short blocks
above a frequency of 3 kHz. This separation frequency scales with the sample frequency.

The reasoning behind this differentiation between high and low frequencies is that the temporal
resolution of the auditory filters for lower frequencies is less than that for the higher frequencies. The
detection time for low frequency transients must therefore be greater.

A distinction is made between two basic transients, namely attacks and decays. Perceptually, attacks are
more harmful because of the limited pre-masking effect, while the post-masking effect has a longer
duration and provides more masking in the event of a decay. The 'degree' of attack requiring short
blocks to be used, is therefore less than that required for decays.

An attack or decay is detected when the change in the Perceptual Entropy exceeds a fixed threshold
value. It is important to note that the Perceptual Entropy is calculated using the allowed noise threshold
(SNR), and this includes values which exceed the actual signal energy present. These virtual noise
energies also contain vital infonnation about the audio signal and are necessary to adequately detect
changes between successive audio frames.

The block switching thresholds used for the detection of transients are lowered after a transient is
detected. The reduced masking abilities of the masker for shorter masker duration, is the reason for
lowering the thresholds for the frame directly following the frame with the transient.

If the bits needed to code short blocks far exceeds that which is available, then the decision is made to
use a long block instead.

5.5.4 Discussion

Decay detection

The block switching tool not only detects attacks but also decays; the duration of the long block (42.6
ms) requires the additional detection of decays. It is therefore insufficient, in the context of the AAC
coding scheme, to only use an attack detector. Other coding schemes use shorter long blocks; for
example MPEG-2 BC Layer III, a duration of 12.0 ms and Dolby AC-3 a duration of 10.7 ms for a
sample rate of 48 kHz. The effect of decays in these schemes is less of a problem.
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Switching between long and short blocks requires the use of transition blocks, long-short and short
long. The transitional block has a reduced frequency resolution because of its shape and length (see
chapter 4.4). In certain situations it might be desirable to have the frequency resolution of a long block,
whilst been able to directly switch to a short block. The AAC coding scheme does allow for such direct
transitions and several other transitions are possible.

The block switching method has its advantages and drawbacks. Other block switching methods
(advanced block switching, ABS) [34] have been tested during the development ofthe standard, but
have not provided enough gains to warrant there use in the AAC coding scheme.

5.5.5 Conclusions and recommendations

The block switching method described gives good results for the critical items used in the listening test.

The method is dependent on the allowed noise threshold calculated in the perceptual model, and
therefore must be optimised for the particular model used. The 'virtual' allowed noise thresholds
calculated in the perceptual model are important for adequate detection of transients.

The performance ofthe block switching tool also depends on the relative coding gains obtained when
using either long or short block. The non-optimality of the perceptual model can make the short block
more expensive than is absolutely necessary, and therefore preventing its use in situations in which it
could be better than the long block.

5.6 Temporal Noise Shaping

5.6.1 Background

The Temporal Noise Shaping (TNS) tool [30][31][32] is used to shape the coding noise in the time
domain. It uses an open loop predictive coding technique in the frequency domain such that the
temporal envelope of the coding noise is adapted to the temporal envelope of the input signal. The
temporal noise shaping is performed within the transform window.

The TNS tool uses the duality between the time and frequency domains. When using open-loop,
predictive coding techniques in the time domain, the power spectral density (PSD) of the reconstruction
error in the decoder is known to be shaped according the PSD of the input signal. The dual of this is
that open-loop, predicti ve coding in the frequency domain results in the temporal envelope of the
reconstruction noise to be adapted to the input signal.

The TNS tool, in the encoder, can be seen to extract the temporal structure, leaving a relatively flat
temporal structure to code. The inverse operation is done in the decoder and the temporal structure is
recovered. The coding noise, which was introduced in the encoder, undergoes the same recovery
operation. The coding noise is thus adapted to the temporal envelope of the input signal.

The TNS tool is useful when the input signal is transient or pitched; the assumption of a stationary input
signal when calculating the allowed noise threshold is no longer valid and masking in the time domain
is no longer guaranteed. Pitched, or impulse-like signals, are more efficiently handled with TNS than
other methods such as block switching, as the signal may still be coded using the more efficient long
blocks. The TNS tool generally allows other, less efficient techniques, such as the pre-echo control in
the perceptual model, to be used less often.
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The TNS tool is a necessary part of the AAC coding scheme, as this scheme uses a high frequency
resolution to achieve the higher gains, at the expense of a low time resolution. The coding of speech
signals has proved to be a major problem during the development of the AAC standard. For high quality
audio coding it is vital that these speech signals be properly coded, and the TNS tool provides the
means to achieve this goal.

The filter is calculated in the encoder by analysing the frequency coefficients; for example, the
autocorrelation matrix is calculated and then a Levinson-Durbin [35] recursive algorithm is used to
determine the filter coefficients [30]. The temporal shape is extracted in the encoder by applying the
predictive filter to the frequency coefficients. In the decoder the inverse operation restores the temporal
shape of the input signal and the coding noise undergoes the same shaping and therefore is adapted to
the temporal envelope of the input signal.

The TNS tool can be used in a frequency dependent way, although there are certain restrictions. The
filters must be applied to regions encompassing an integer number of scalefactor bands. The filters must
be applied from the highest scalefactor band downwards, and must leave no gaps in-between.

Example

Figure 5.5 and 5.6 illustrate how the TNS tool works. The time domain signal of the frequency band
selected for TNS is shown in figure 5.5, top figure. The signal contains an attack at the centre of the
frame9

•

The TNS tool calculates the filter using the autocorrelation matrix in the frequency domain. The filter is
applied in the frequency domain. The corresponding time domain window of this filter is shown in the
bottom figure lO

• It can be seen that the window has a form which is the inverse temporal envelope of the
input signal. The result of filtering the frequency domain signal is a 'flattening' of the time domain
signal.

3O.-----,-----r----r--,...------.--...,.....---,---.-------,

0.005 0.01 0.015 0.02 0.025 0.03 0.035 0.04
lime (seconds)

o 0.005 0.01 0.015 0.02 0.025 0.03 0.035 0.04
lime (seconds)

Figure 5.5 TNS time domain window (top =time domain signal in frequency band, bottom = time domain window)

9 The signal shown is symmetric around v.. and 3j., of the frame. This is the result of the time domain aliasing inherent when
representing the signal with MDCT. This signal, with time domain aliasing. is what the TNS tool 'sees' as the time domain
signal.
10 This figure has been generated by applying the filter to broadband white noise and smoothing the time domain signal to obtain
the envelope.
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The end result is shown in figure 5.6. The top figure shows the input time domain signal (the complete
spectrum and without aliasing). The reconstruction noise, shown in the bottom figure, is adapted to the
temporal structure of the input signal.

3Or----r---,....----r----.------.--....--------.--....-------,

0.005 0.01 0.015 0.02 0.025 0.03 0.035 0.04
Time (seconds)

3Or----.--,....----r---,....----,---.-----,--....------.

20

0.005 0.01 0.015 0.02 0.025 0.03 0.035 0.04
Time (seconds)

Figure 5.6 Coding noise shaping (top = original time domain signal, bottom = coding noise)

5.6.2 Problem specification

The goal is to provide the maximum, and necessary temporal noise shaping is the most efficient way. It
must be decided whether TNS is necessary, or, whether it can provide a coding gain when coding with a
high audio quality. The TNS tool must be efficiently implemented in terms of both bit usage and
complexity.

5.6.3 Implementation

5.6.3.1 TNS Filter calculation

The filter used to 'extract' and 'recover' the input signals temporal structure must be calculated.

The TNS filter coefficients are determined by calculating the autocorrelation matrix and applying
Levinson-Durbin recursion. The filter coefficients obtained in this manner are those of the innovation
filter; these coefficients, after quantization and truncation, are sent to the decoder. This innovation filter
is used to recover the temporal structure of the input signal. The inverse, whitening filter, is applied to
the frequency coefficients in the encoder. In this manner the temporal envelope of the input signal is
'extracted' by the TNS tool in the encoder.

The innovation filter used in the decoder is a auto-regressive filter (order N) and has the following
form,

yen) =x(n)+a(2)*x(n-l)+ ... +a(N+l)*x(n-N). (5.2)

where yen) is the output of the filter for coefficient index n, x(n) is the frequency coefficient with index
n and a are the filter coefficients.
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The whitening filter used in the encoder (inverse of the filter used in the decoder) is a moving average
filter and has the following form,

x(n) =x(n)-a(2)*y(n-l) - ... -a(N+l)*y(n-N), (5.3)

The filters may be applied in either an upward or downward direction. The downward direction has
been chosen in the current implementation, because the significant components are usually at the lower
part of the frequency region. The full filter structure (i.e. all coefficients) is used in the lower parts if the
filtering is performed downwards.

5.6.3.2 'INS application decision

Time domain method

The first task of the TNS tool is to determine if it is required, i.e. if the time domain input signal is
transient or pitched. The first possibility is to analyse the time domain signal directly, for instance using
a time domain equivalent of the spectral flatness measure (sfm) [21], the temporal flatness measure
(tfm). The temporal flatness measure is defined as the geometric mean divided by the arithmetic mean.
A flat temporal envelope would give a value of 1, and a lower value means a lower temporal flatness.
The tfm is calculated using the following formula:

1 N-I

- Llog'XieN ;.0

tfm = 1 N-l

-I,xi
N i",O

where N is the number of samples and Xi the time domain samples.

(5.4)

(5.5)

The problem with this method is that it measures the flatness of the time domain signal for the whole
frequency spectrum. The TNS tool can be applied in a frequency dependent fashion, where different
frequency regions have different temporal structures and pre-echo susceptibility. This technique,
furthermore, operates on the time domain signal, and the effect of the filterbank and other processes are
not taken into account.

Frequency domain method

A frequency domain technique has been developed which allows for a frequency dependent calculation.
This technique calculates the 'effective bandwidth' of the autocorrelation matrix. The autocorrelation
matrix R('t) of order M is calculated as follows:

R(1') = I,Yi . Yi+T
ieTNSbtwl

where Yi is the frequency coefficient with index i, and i within the frequency band TNSband• The
'effective bandwidth' is then calculated using the following formula:

M

I,i2 ·R2 (i)

B - ....:.i=-'O:..,-,- _
- M

I,R2 (i)
i=O

(5.6)

where i is the autocorrelation matrix index. A matrix order M of 20 has been found to be sufficient.
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How this method works is as follows;
The temporal envelope of an input signal can be formed by filtering a spectrally white input
signal with an innovation filter. The innovation filter is described by number of poles and
zero's. If the poles dominate, then the temporal shape of the resulting signal will be non-flat.
The poles provide the exponential attenuation, and the greater the influence of the poles, the
greater the attenuation. The amount of attenuation present in the autocorrelation matrix is a
measure of the flatness of the time domain envelope. The amount of attenuation is measured
by calculating the 'effective bandwidth' of the autocorrelation matrix.

Filter calculation method

A third technique, which is used in the final implementation, determines the non-flatness by simply
calculating the TNS filter. A signal with a non-flat spectral shape can be efficiently coded using
predictive coding (filtering) in the time domain, Le. the prediction gain is dependent on the flatness of
the frequency domain characteristic. The dual of this is that the gain from predictive coding in the
frequency domain depends on the flatness of the signal in the time domain. The prediction gain is
compared to a threshold value, and if this gain exceeds this threshold then the input signal is determined
to be non-flat and subsequently TNS is applied. The prediction gain is easily calculated when
determining the filter from the autocorrelation matrix using Levinson-Durbin recursion.

5.6.3.3 Frequency region selection

The TNS tool must not only determine the non-flatness of the time domain signal, but also which
frequency regions require shaping. The simplest option is to defined a single, fixed region which gives
the best results for the critical items. This method requires minimum complexity and computation time.

The TNS tool has been designed to be applied in a frequency dependent fashion, using several filters,
and therefore it makes sense to try use these options.

Flexible assignment method

An algorithm has been tested which flexibly assigns filters to the frequency regions requiring TNS. A
number of overlapping regions, starting from a frequency of 2 kHz, are analysed to determine the time
domain flatness. The regions which have similar temporal structures are grouped. Similarity is
determined by either comparing autocorrelation matrices or by using the change in the tfm (formula 5.5
and 5.6) as an indicator of the change in temporal fine structure. The result is a series of regions,
consisting of a integer number of scalefactor bands and which are non-overlapping. These regions must
then be changed such that they meet the requirements of having no gaps, the available number of filters
and having a starting point from the maximum scalefactor band.

Fixedfilter sets method

The difficulty with the algorithm described above, is the conversion into regions which meet the
requirements. For this reason a simpler method has been implemented, which makes use of a number of
fixed regions. These regions are all tested for time domain non-flatness by calculating the respective
filters. Sets of regions are tested which conform to the requirements. For example, a region
encompassing the frequency domain from 2 kHz is tested. If the gain exceeds a threshold value, then
this region is selected for TNS. If the gain does not exceed the threshold value, then a second set is
tested, consisting of say two regions. This process is continued until a set of regions is found which
provide the necessary gain or when none of the regions are determined to require TNS. Figure 5.7
illustrates the different set of regions which have been chosen.
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A special set has been defined which uses a dummy filter. The dummy filter is used to bridge an area
which does not need TNS, such that a lower frequency region may be processed.

If the lNS tool is used, then the descriptions of the filters used and other side information must be sent
to the decoder. The amount of side information which must be sent can be reduced by using coefficient
compression. The filters are described by their reflection coefficients; which are first qUa1ltized in the
encoder before been sent to the decoder. Usually they each require 4 bits; 3 bits may also be used if
only 3 are needed, or when using only 3 bits does not result in a significant error.

5.6.3.4 Example

The operation of the TNS tool will be illustrated with figures 5.8, 5.9, 5.10 and 5.11. The Castanets
item is the first example, and one long frame of the time domain signal is shown in figure 5.8.

Castanet frame
0.3 r---.----r-------.--~,_____--.------.-_,_._----.--.---___,

0.2

-0.2

-0.3

-0.4 L..-_-'-_--'-_--'-_----''--_-'-_--'-_----'-__'-------l

o 0.005 0.01 0.015 0.02 0.025 0.03 0.035 0.04 0.045
time [sec)

Figure 5.8 One frame of Castanets item.

In figure 5.9 the time domain temporal envelope, as a function of the frequency, is illustratedll.The time
domain envelope contour diagram, figure 5.9a, clearly shows an attack occurring at 30 ms and the
temporal envelope is much the same for all frequencies. The temporal flatness measure, calculated
using formula 5.5 and 5.6, is shown in figure 5,9b and it clearly shows that the signal is non-flat (value

II This characteristic does not contain the aliasing present when representing the signal with a MDCT. It has been generated
using a DFf. The amplitudes have been normalised. such that the temporal structure can be clearly seen.
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close to 0). The temporal flatness measure has been calculated using the MDCT components, and
therefore includes the effects of aliasing.

Q1 Q2 Q3 Q4
flatness (1 =flat; O=non-flat)

B :lFM
15 .----.-----.----"""T""---,..----,

oL-_...L-_....L.._ILI

o 0.01 0.02 0.03 0.04
time [sec)

A : Castanets: Enwlope contours
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Figure 5.9 Temporal envelope as function of frequency. Castanets (a =temporal envelope, b = tfm)

The Castanets signal has a clearly defined attack, and a common TNS filter may be used for the whole
frequency range.

The Male German Speech is the second example given, and the time domain signal of one long frame is
shown in figure 5.10.

Speech frame
0.4 r--,....----.----,------,c---,....---,----.----,-----,

-o.5L----'-------'------L-~'-----'-----.........---'------L----'
o 0.005 0.Q1 0.015 0.02 0.025 0.03 0.035 0.04 0.045

llmelsec]

Figure 5.10 One frame of Male German Speech item.

In figure 5.11 the same characteristics as in the Castanets item are shown. The Male German Speech
item is more complex than the Castanets item. The temporal fine structure is more complex, and it is
changes over frequency. The temporal flatness measure also varies to a larger degree.
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A : Male speech: Envelope contours
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Figure 5.11 Temporal envelope as function of frequency • Male Gennan Speech (a = temporal envelope, b = tem)

The Male Gennan Speech item benefits more from the possibility to apply a number of TNS filters on a
frequency dependent fashion. The filter order will also generally be longer because of the increased
complexity of the temporal envelope. This complexity also means that the prediction gain will be less.
The filters need only be applied to the region below 5 kHz. It might be beneficial to use the dummy
filter in this situation.
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5.6.4 Discussion

5.6.4.1 Coding noise aliasing

The TNS filters are applied to the MDCT frequency coefficients. The corresponding time domain
signal therefore includes the aliasing components. The coding noise is adapted to this time domain
signal.
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The reconstructed signal from the decoder can be seen as combination the original signal + aliasing and
coding noise + aliasing. The aliasing corresponding to the original signal is cancelled completely in the
TDAC process. The aliasing corresponding to the coding noise, however, is not cancelled in the TDAC
process. The amount ofaliasing cancellation, as explained in section 4.3, depends on the difference in
coding noise injected in adjacent frames; equal coding noise in adjacent frames will result in the coding
noise aliasing cancellation. In the situation that an attack occurs, adjacent frames inject different
amounts ofcoding noise, and little cancellation takes place.

When the TNS tool is used, the coding noise (plus aliasing components) is adapted to the time domain
signal. The situation arises that the aliasing components of the original signal are cancelled, while the
aliasing components of the coding noise are not cancelled. These aliasing components may be
perceptually significant.

Figure 5.12 illustrates a situation which results in the effects described above; the time domain structure
of the Castanets signal is seen by the TNS tool as shown in this figure. The successive frames, i-I and i,
both include the attack. The contours are symmetric about the points 114 and ~ of the frame. The aliasing
components are those to the centre of the top figure, and the left of the bottom figure.

En-.elope contours (frame i-1)
15.------.------.------.------.------,

N
~ 101---+----+---+----+-
>.
~
(I)

g. 51---+----+----+---+---J
~

OL..-------'__----'-__----L__---'-_---l

a 0.005 0.01 0.015 0.02 0.025 0.03 0.035. 0.04
time rsec]

En-.elope confours (frame i)

0.005 0.01 0.015 0.02 0.025 0.03 0.035
time [sec]

0.04

Figure S.12. Aliasing components in time domain signal

The aliasing components of the coding noise in these regions are not cancelled completely, and the end
result is that shown in figure 5.13. An audible artefact is heard prior to the attack. The top figure shows
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the original input signal. The bottom figure shows the quantization error; two significant coding noise
aliasing components can be seen.
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Figure 5.12 Coding noise aliasing components in time domain signal

The effects can be reduced by applying an appropriate window shape. A window which has less overlap
with adjacent windows will attenuate the aliasing components more. The more harmful aliasing
components, are those found at the edges of the window.

For this reason a KBD window is selected when the time domain signal is likely to be processed with
the TNS tool 12

• Section 4.4 (Window Shape Switching) explained how the use of the TNS tool is
predicted.

The situation described above, with the Castanets signal, does not occur very often in the current
implementation, because these type of attacks are normally coded with short blocks, and the effects, in
that case, are far less significant. The effects described will, however, be present when the long block is
used, for example, in the Male German Speech item.

5.6.4.2 The allowed noise threshold

The TNS tool performs a filter operation on the frequency coefficients. The validity of the allowed
noise threshold, calculated in the perceptual model, is now questionable.

What is needed is an inverse operation to be applied to the allowed noise threshold, such that the end
result, after decoding, is a coding noise level below the allowed noise thresholds. This inverse operation
is difficult to make, because it must take into account the actual characteristics of the coding noise
injected in the coding process. Making the assumption of white coding noise has been tested, but does
not produced the desired results.

12 The example given makes use of the Sine window, which has more overlap, and therefore the effects are more clearly visible.
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The current implementation adjusts the allowed noise threshold, such that the original SNR (signal
energy to allowed noise threshold) is retained. The filter operation, or predictive coding, results in
prediction error components with lower energy. The allowed noise threshold must therefore be lowered
to retain the same SNR value.

5.6.5 Conclusions and recommendations

The filter selection, in the final implementation, is based on fixed sets of filters. It is conceivable that
the performance can be improved if more development time is invested in the flexible selection of the
TNS filters. The noise shaping gains could be improved. Furthermore, the filters could be applied only
to those regions which have similar time envelope structures.

In the final implementation it could happen that a region within the TNS band targeted for filtering, is
sub-optimally filtered. This is evident from the increased signal energy after filtering, as opposed to a
lower signal energy expected from filtering (filter gain). These regions, usually in the frequency range
near the maximum frequency, should actually be filtered using a different filter.

The autocorrelation matrix calculated to derive the TNS filter, is not normalised. One of the
consequences is that the larger components within the region dominate in the autocorrelation matrix
calculation, and thus dominate the temporal structure found to be present. Usually the lower frequency
coefficients have larger amplitudes. The coding noise in the higher frequency area are then 'incorrectly'
adapted to the temporal structure present in the lower frequency area.

An alternative autocorrelation matrix calculation would therefore include normalisation, as follows,

R
n

(1') = L 1 Xi . xi+'f (5.7)

ieTNSbtlnd -.(X.2 +X. 2)
2 I I+'f

where Xi is the frequency coefficient with index i. The normalisation involves the coefficient pairs (Xi

and Xi+,) and not the whole autocorrelation matrix!

The gain would be less because all coefficients will be given an equal influence on the end result. The
current implementation does not use this normalised autocorrelation matrix calculation. It would be
interesting, for future research, to see what the effects are of this normalised autocorrelation matrix
calculation.
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6. Intra-channel prediction

6.1 Background
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The prediction tool [1][2] is used for intra-channel prediction and it is effective when the audio signal
contains relatively stationary components. The predictor is a second-order backward-adaptive lattice
predictor. The encoder calculates an estimate of the frequency coefficient using the previous two,
reconstructed coefficients. The prediction error is transmitted to the decoder in place of the original
coefficient.

The decoder uses the same reconstructed coefficient values to estimate the current coefficient value and
the received prediction error is added to produce the original coefficient, plus coding error. The
encoder and decoder should have identical predictors so that no additional errors are introduced. The
prediction tool has been engineered to provide good stability and a compromise between high
prediction gain and small fade out time.

Prediction is disabled and re-initialised when short windows are used. The reason being that short
windows are used when the audio signal is non-stationary and therefore prediction would not result in
any significant gain.

The prediction tool is very useful when coding audio signals which contain tonal components or
complex harmonics. Some of these items, such as Harpsichord and Pitch Pipe, have proved to be
difficult to code using older coding schemes such as MPEG-l. These type of signals, without the use of
prediction, require relatively many bits to encode.

6.2 Problem specification

The prediction tool must be designed to provide the maximum coding gain, without introducing coding
distortion. The prediction in the encoder must therefore be exactly the same as that in the decoder. The
coding gain estimated, and therefore the decision to use prediction, must include all the process
involved with the prediction process.

6.3 Implementation

All frequency coefficients, up to a profile and sampling rate dependent maximum, have their own
predictor. The predictor is a second-order backward-adaptive lattice predictor. The predictors are
updated using the reconstructed frequency coefficients, which are the same in both the encoder and
decoder. The prediction states are quantized before storing and inverse quantized for use in the
following frame. Additionally, IEEE Floating Point computation is used to reduce the computational
complexity.

The encoder can switch the predictors on or off on a scalefactor band basis. The decision to switch a
predictor on is based on the net saving in bits it would provide. The bits saved is estimated with formula
8.4, using the ratio of signal energy to prediction error energy within each scalefactor band.
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The cost of using prediction does not only arise from the side information which needs to be sent, but
also from the decision to share side information between channel pairs. The prediction side information
is one of the elements which is included in the shared information between channels pairs when using
Mid/Side or Intensity Stereo coding (chapter 7). When side information needs to be shared, then the
scalefactor bands with prediction in both channels are checked to see if they still provide a net saving in
bits.

The predictors are initialised at the first frame or when short windows are used. The predictors are reset
in groups of coefficient which are multiples of a corresponding number between 1 and 31. The
predictors are typically reset in a cyclic fashion. The encoder must signal the reset of a group at least
once every 8 frames.

The reset mechanism guarantees a minimum reset interval of 30 frames and a maximum reset interval of
240 frames. For a 48 kHz sampling frequency this results in a minimum delay of 0.64 seconds and a
maximum delay of 5.12 seconds. It is important to keep this in mind when reprocessing or
modifications of the bitstream are envisaged..

6.4 Discussion

6.4.1 Prediction and the allowed noise threshold

The psychoacoustic model prescribes the amount of quantization noise allowed within a scalefactor
band. It does not prescribe how this quantization noise must be distributed among the frequency
coefficients. When prediction is applied to a scale factor band, frequency coefficients which have high
predictability are converted to relatively small prediction error components. One can say that the
prediction tool extracts the tonal components. These predictable tonal components are redundant. Once
these redundant frequency coefficients have been extracted, they then are no longer involved in the
quantization process.

The result is that the non-redundant, or non-tonal, frequency coefficients are quantized such that the
allowed noise is not exceeded. As there is less energy within the scalefactor band after prediction
(prediction gain), this has the effect that the remaining non-redundant coefficient are quantized with
relatively more noise per coefficient. The total noise energy still remains below the allowed noise
threshold because the extracted coefficient are recovered perfectly.

The end result is that the predictable, tonal components are quantized with relatively less noise than
would be the case if no prediction is applied. The advantages are that less bits are needed and that tonal
components are quantized with less noise, improving, for example, the quality of harmonics. The
disadvantage could be that the non-tonal components are quantized with relatively more noise.

6.4.2 Predictor reset

The AAC standard does not fully describe what must happen when short windows are used. It states
that the predictors must be initialised. It does not say if the reset cycle number (1 ..31) must also be reset
to zero. The behaviour of the decoder, when it has received a unexpected reset group number, is
implementation dependent. It could do the following:

• ignore the unexpected reset group number,
• mute the output for one complete reset cycle,
• reset all predictors.

This indeterminate behaviour could cause problems when designing an encoder.
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6.4.3 Computational complexity

The prediction tool is the most computational complex tool in the AAC decoder. In annex E.I the
summary of the MPEG-2 AAC Main profile decoder complexity is shown [42]. The number of
instructions required for 5 channels equals 43.2% of the total, and 47.4% of the total RAM is used.

The prediction tool is not used in the Low-Complexity profile and Scaleable Sampling Rate profile.
Applications with limited storage and computational power available might well prefer not to use
prediction tool and choose to use the LC profile instead.
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It has been suggested in the discussions around the AAC-standardisation work that the LC profile be
renamed the Main profile, as it is expected that this will be the profile most often used. Furthermore,
less complex prediction techniques, have also been suggested for the AAC-core to be incorporated in
the MPEG-4 standard.

6.4.4 Prediction gains

The critical audio items used in the listening test almost all make extensive use of the prediction tool.
The prediction gains of the left channel of these critical items is shown in table 6.1 .The gain is
calculated using the bit estimation formula 8.4, with the ratio of the signal energy and the prediction
error energy as variable.

te3 - Castanets
te4·:1t.ijj$i~ti~t~(·

teS- Pit~~:Pir~
te6 .. Ttiai.tgtt!i'·
...,7 .7.MaI~ ~e~~ S(leecb
te8.siwlnileYeg~ .

te9 -Tni?, ~baPDllln
tell- Ql1).ett~Coleml"ln.
te16 - Glockenspiel
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Table 6.1 Prediction tool coding gains.
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The prediction gain, especially evident in items te3 and te7, include the gain when the predictors are
reset. The predictors must be reset at least once every 8 frames, and predictor side information must be
sent with the reset. The added cost of using prediction when a reset is sent, is therefore zero.

6.5 Conclusions and recommendations

The prediction tool is an important tool for high quality coding of the critical audio items which contain
tonal components or harmonics. This does, however, come at the cost of increased complexity.

The prediction tool functionality is completely (with exception of the prediction reset problem
described in 6.4.2) specified in the AAC standard. The encoder can decide whether prediction is used,
and in which scalefactor bands. The method described is fairly comprehensive in incorporating all the
processes involved.
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7. Stereo coding methods

7.1 Background
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The MC coding scheme includes two stereo coding methods [36][38], Intensity stereo [37] and MIS
stereo coding [39][40]. These stereo coding methods utilise both the redundancy and irrelevancy
present in stereo audio channels.

7.1.1 Intensity stereo

Intensity Stereo (IS) coding utilises inter-channel irrelevancies. The IS method exploits the fact that the
perception of high frequency signal components mainly relies on their energy envelopes in the time
domain. The frequency above which IS may be applied is not commonly agreed upon in the literature;
the final implementation applies IS coding to scalefactor bands above a frequency of 10kHz.

The IS method is best applied to channel pairs which have virtually no time delay, and the imaging of
the signal is determined by the relative intensities of the two channels. Only a single channel needs to be
transmitted; additional side information provides the necessary scaling and phase information needed to
reconstruct the second channel.

The IS method can be applied in a frame and frequency dependent fashion.

7.1.2 MIS stereo

MIS stereo coding (Mid/Side) is used to control the imaging of the quantization noise. At lower
frequencies «2 kHz) the allowed noise threshold may have to be substantially lowered (20 dB)
because the image of the quantization noise does not correspond with that of the original signal. This
problem is known as the Binaural Masking Level Depression (BMLD). These noise imaging problems
can be efficiently avoided by applying MIS stereo coding.

The mid and side channels are sent in place of the left and right channels when MIS stereo coding is
applied. The mid and side channels are derived from the left and right channels is the following way:

specmid[i] = ~ * (speclert[i] + Specright[i]),
specside[i] =Y2 * (speclerl[i] - Specright[i]).

(7.1)

The spectral coefficient spec, with index i, of the mid channel, is the average of the sum of the spectral
coefficients of the left and right channels. The spectral coefficients of the side channel is the average of
the difference of the spectral coefficients of the left and right channels.

MIS coding can provide a substantial coding gain if the input signal has a strong centre image or a
strong surround image - either the mid or the side channel contains the majority ofthe signal energy.
The input signal should ideally have audio information from other directions, making the use of the
Intensity Stereo coding inappropriate. Intensity Stereo is applied when the audio information 'originates'
from one particular direction.

The AAC scheme allows coding of either left/right channels or mid/side channels in a frame and
frequency (scalefactor bands) dependent fashion.
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7.2 Problem specification
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The objective of the stereo coding methods. in the context of this research project, is to reduce the bit
demand for stereo audio channels. without introducing audible distortions13

•

7.3 Implementation

7.3.1 Intensity stereo

How the IS tool may be used is described in the informative part of the AAC standard [2]. A brief
summary will be given in the section 7.3.1.1. The decision criteria for using IS is not described in the
informative part and this implementation will be described in section 7.3.1.2.

7.3.1.1 Application of IS

A single set of spectral coefficients within a scalefactor band is sent when IS is applied. The spectral
coefficients (spec,fiJ) transmitted are chosen as follows:

spec,[i] = (spec/[i] + specr[i]). (7.2)

The coefficients transmitted are therefore the sum of the left (specJliJ) and right (specrli}) channel
coefficients. normalised with the ratio of the energy in the left channel (EdsjbJ) with respect to the sum
of the energies in the left and right channels (E.[sjbJ),

Es[sjb] = I,(spec/[i]+specr[i])
iEsjb

(7.3)

The IS tool must transmit the scaling infonnation for the right channel which is not transmitted; the
intensity position value. The (quantized) intensity position value is defined as follows:

is_position[sfb] = nint(2 ']Og2( E/ [sfb] JJ (7.4)
EJsfb]

This value relates the left channel scalefactor band energy (E)[sfb)) with the right channel scalefactor
band energy (Er[sfb)). The nearest-integer (nint) and logarithm (2.logz) operations form the quantization
step. In the decoder the inverse quantization is performed, and the left channel is scaled with a factor

Er[sfb]
near [,n, to form the right channel.

E/ sJu]

The IS tool also transmits phase information per scalefactor band, namely, if the right channel is in
phase or out of phase with the left channel.

7.3 .1.2 IS application criteria

The decision to use IS is based on the following criteria:
• coding gain,
• similarity between the energy-time envelopes of the two channels.

IJ The IS coding method may also be used when coding at very low bit rates, allowing for a certain amount of audible distortion.
The aim of the research project, however, is to achieve the highest possible audio quality (transparency).
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• time delay.
Furthermore, the IS tool is only applied to the scalefactor bands above 10 kHz.

Coding gain
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The coding gain obtained by using IS is estimated by using the minimum allowed noise threshold of the
left and right channel and the bit estimation formula 8.4. The coding gain is compared with that
achieved when applying MIS coding, and the method with the highest gain is chosen.

Energy-time envelopes

The IS tool is applied if the energy-time envelopes of the two channels are similar. The energy-time
envelope similarity is determined by comparing the normalised autocorrelation matrices in the
frequency domain.

The normalised autocorrelation matrix (Rn('t», for frequencies above 10 kHz, is defined as follows:

Lspec[i]. spec[i + T]
R n ( T) = ieIS band

!.( L spec2[i]+ Lspec2[i+T]]
2 ieIS band ieIS band

(7.5)

where spec!i] are the spectral coefficients ofthe frequency band IS band. A matrix order of 20 has
been found to be enough.

The similarity is determined by calculating a normalised cross-correlation (R"tr) from the normalised
autocorrelation matrices of both channels.

L Rnleft (T) .Rnright (T)
Rn _ -r<order

lr - ~.( L R n2left (T)+ LRn2righl(T)]
-r$order -r$order

(7.6)

The normalised cross-correlation is compared with a fixed threshold value, and if it is exceeded, then
the channels are determined to have similar energy-time envelopes.

Phase difference / Time delay

The channels must have minimal phase difference to prevent directional information from being lost.
The phase difference is calculated using the following normalised cross-correlation matrix for
scalefactor band j (Rn

j ):

LspeCle!1 [i]· speCrighl [i]
R n . _ iesjbj

J - !.(L Spec2left [i] + L spec2 righl [i]J (7.7)
2 '.n. . .n.le.'.J"j leSJVj

where specrighl[i] and spect_ji[i] are the spectral coefficients of the left and right channels respectively
and sjbj is the scalefactor band. If the absolute value of Rn

j exceeds a fixed threshold value, then IS may
be applied in the corresponding scalefactor band. The sign of Rnj is transmitted to the decoder,
indicating whether the channels are either in- or out-phase.
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The transmitted left channel is coded in the rate-distortion process with the minimum allowed noise
threshold of the left and right channel.

7.3.2 MIS stereo

The MIS tool must decide whether the left and right channel or the mid and side channel must be
encoded. The decision is based on the coding gain achieved using MIS coding, after adjustment of the
allowed noise threshold for BMLD.

7.3.2.1lrnaging control process

The changes which have been made to the perceptual model are the same as those described in the
informative part of the AAC standard [2].

The allowed noise threshold for the mid/side channel pair is calculated in much the same way as the
left/right channel pair. The signal energy is calculated using the spectral coefficients of the left and right
channels; the corresponding mid and side amplitude components are defined as follows:

rmid =Y2 * (rleft + rright">,
rside =Y2 * (rleft - rright">.

(7.8)

where rmid, rside. rleft and rright are the amplitudes of respectively the mid, side, left and right channel
coefficients. The components are grouped into partitions, and a convolution with the spreading function
is performed. The maximum SNR per partition of the left and right channels is taken.

The adjustments for BMLD are now made to the initial allowed noise thresholds per partition (prior to
incorporating the threshold in quiet). The reader is referred to the informative part of the AAC standard
[2] for a detailed description of the imaging control process.

(7.9)

The maximum BMLD protection ratio (bmax), which is used in the imaging control process, is defined
as follows:

( (
min(barkValUe(p),15.5»))

b () - 10-3. O.5+0.5·cos Jr 5max. p _ I .5

where p is the partition number, and barkvalue(p) is the corresponding bark value of the partition.

The BMLD protection ratio is graphically illustrated in figure 7.1. It shows that the ratio ranges from
-30 dB for 0 Bark to 0 dB for values above 15.5 Bark.
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Figure 7.1 The BMLD protection ratio.
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The BMLD protection ratio represents the maximum ratio that the allowed noise thresholds of the left
and right channels may be lowered. The amount that the allowed noise threshold is lowered is
controlled by the relative allowed noise threshold energy of the mid and side channels. If the input
signal has a strong centre or surround image, then little adjustment is necessary.

7.3.2.2 LeftlRight or Mid/side channel pair coding decision

The decision to code the left/right or mid/side channel pair is based primarily on the coding gain
obtained. The coding gain is calculated for each scalefactor band, using the bit estimation formula 8.4.

The coding decision must also take into account the side information which must be shared if MIS
coding is applied. Prediction and short window grouping side information must be shared if MIS coding
is applied. and this comes at a cost. The coding gain achieved using IS coding must also be taken into
account; the coding method with the highest gain is chosen.

7.4 Discussion

7.4.1 Intensity stereo

The IS tool has not been used for coding of the critical test items used in the stereo listening test. The
reason is that it there was insufficient time to fully verify that the audio information extracted by the
current implementation of the IS tool, is in fact irrelevant. and that no audible distortion are introduced.

The IS tool might also be introducing distortions which, with the quantization noise and other
distortions. remain nonetheless inaudible because of the over-compensation provided by the perceptual
model.

The coding gain achieved, when using IS. is shown in table 7.1. It is clear that IS coding provides little
gain in combination with MIS coding.

te3
te4
teS
te6
te7
te8
te9
tell
te16
te22

<0.1
<0.1
<0.1
<0.1

0.6
2.9

<0.1
0.1
5.7

<0.1
Table 7.1. Coding gain using IS coding in combination with MIS coding.

7.4.2 MIS stereo

The MIS tool provides a relatively large amount of gain for the items used in the stereo listening test,
and subsequently, the audio quality is higher than the mono coded items. The MIS stereo coding tool is
used in almost all the frames and scalefactor bands of the listening test items.

Table 7.2 shows the coding gain, with respect to coding the left and right channel.
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Table 7.2 Coding gain using MIS tool.
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It can be seen that the Male Gennan Speech item (te7) benefits a great deal from MIS coding (65%
coding gain). This item was difficult to code as a monophonic audio signal, but the stereophonic item
can now be coded 'transparently' according to the perceptual model.

7.5 Conclusions and recommendations

7.5.1 Intensity stereo

The IS tool can still be improved to provide higher coding gains and to guarantee that the distortions
are inaudible. The perceptual model plays herein an important role, as the effects of IS coding are
difficult to analyse when using a non-optimal perceptual model.

7.5.2 MIS stereo

The MIS model provides high coding gains. The imaging control process described in the informative
part of the AAC standard was implemented. This procedure may be improved to provide higher coding
gains when coding using either the mid/side or left/right channels.
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8. Rate-distortion process

8.1 Background
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For constant bit rate coding the rate-distortion process distributes the available bits over the scalefactor
bands such that the quantization noise produces minimum perceptual distortion. Variable bit rate, as
defined in the AAC standard has the requirement that the maximum bit rate may not exceed the
minimum input buffer size used in the decoder. The minimum bit rate is not constrained for variable bit
rate.

A rate-distortion process contains both quantization and noiseless coding, see figure 8.1. The allowed
quantization noise per scalefactor band is calculated in the perceptual model, and this, in conjunction
with the bit rate requirements, controls the quantization process. Actually, it is better to speak. of a
distortion allocation process than of a bit allocation process, as it is the distortion which is allocated
prior to checking the bit rate.

SCALE
FACTORS

RATE
DISTORTION
CONTROL

Figure 8.1 Rate-distortion process block diagram

QUANTIZER

NOISELESS
CODING

A rate-distortion iterative loop forms the core of the distortion allocation process. The distortion
allocation is performed iteratively for several reasons. Firstly, the noiseless coding [39] (sectioning,
Huffman coding etc.) following the quantization makes it difficult to make a good estimate of the
distribution of the available bits. Secondly, noise resulting from quantization of the frequency
coefficients cannot be accurately estimated, but can only be estimated in a worst-case sense. The
estimated bit requirements to achieve a particular noise level is therefore a worst-case. The performance
of the distortion allocation process mostly determines the audio quality achieved for a particular bit
rate; an iterative distortion allocation process provides the best results.

Non-uniform quantization is applied to the frequency coefficients, shaping the noise within each
scalefactor band. Section 8.3 will give a detailed description of the quantization process and related
subjects.

Noiseless coding, performed after the quantization step, involves a number of steps. Grouping and
interleaving of short windows provides a means to share information between adjacent short windows
within a frame; section 8.4 goes into more detail. The quantized frequency coefficients are Huffman
coded to reduce any redundancy which may be present, and it utilises a number of codebooks which can
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be dynamically selected for each scalefactor band. Section 8.5 describes the process of Huffman coding
and the related topic of sectioning. Another noiseless coding technique, spectrum clipping, will also be
described, as this technique is implemented as part of the sectioning process.

The following chapter describes the overall operation of the rate-distortion loop, highlighting several
features implemented. The operation of the rate-distortion loop will be described for a constant bit rate
channel14

•

8.2 Rate-distortion loop

8.2.1 Problem specification

The rate-distortion loop must maximise the quantization noise, such that it does not exceed the
(adjusted) allowed noise threshold. The allowed noise threshold must be adjusted (if necessary) such
that the bit rate requirements are met with the minimum audible distortion.

The goal, therefore, is to minimise the audible distortion produced, taking into account the bit rate
requirements. The rate-distortion loop must be as fast as possible, but without compromising the
objective of producing maximum quantization noise below the allowed noise threshold. The goal is to
achieve the highest audio quality which is possible with the perceptual model used.

8.22 Implementation

The distortion allocation process has been implemented such that the quantization noise is maximised,
without exceeding the allowed quantization noise. The maximum allowable quantization noise and the
available bits are the input of the rate-distortion process. The allowable quantization noise is calculated
in the perceptual model. The available bits are determined by the state of the bit reservoir and the bit
rate requirements.

A description of the rate-distortion loop will be based on the flow-diagram shown in figure 8.2.

The bit need per channel is estimated using formula 8.4, with the scalefactor band SNR values as
variables. The total available bits is distributed over the channels according to the relative bit need of
each individual channel. A fraction of the bit reservoir is made available to all channels, so that a
compromise is made between short term and long term bit needs.

14 For experimental purposes, a different variable bit rate is has been implemented than described in the AAC standard. The
variable bit rate definition used has no maximum bit rate requirements. This provides a beller platform for testing of the
perceptual model and the effects of the various processes on the audio quality and bit usage
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Figure 8.2 Flow-diagram of the rate-distortion loop.

8.2.2.1 Initialisation

To reduce the required number of initial iterations of the rate-distortion loop, the scalefactors are
estimated using the SNR and scalefactor band energy. In the case of grouped, short windows, a
common SNR and scalefactor band energy are calculated for the purpose of estimating the initial
scalefactor values.
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The scale factors are estimated with the following formula (for a derivation, see annex 0.1):
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1- r=c
VSNRsjb

q =4.log2(~energYsjb.------=------"'7'"4)
3

1
A( 3 +1)

(~+1)4_1VSNRsjb

(8.1)

The scalefactor (q) forms part of the quantizer definition, shown in formula 8.3. The square signal
energy within the scalefactor band (energYsjb) is assumed to be the representative frequency component
for the scalefactor band. The ratio of signal energy to allowed noise threshold within the scalefactor
band (SNRsjb) represents the allowed quantization noise energy, and the Ll is the maximum nint (nearest
integer) error.

Using formula 8.1, one obtains an estimate of the quantizer scalefactors for all the scalefactor bands in
the audio bandwidth coded and which have an spectral energy above the allowed noise threshold. The
quantization noise has now undergone the initial shaping.

Scalefactor constraints

The scalefactors are differentially Huffman coded with a maximum representable differential value. The
initial scalefactors, and subsequent adjustments of the scalefactors must take this into account. The
difficulty arises from the situation where not all scalefactors are used in the quantization process.
Scalefactor bands in which the allowed noise threshold exceeds the spectral energy within that band,
need theoretically not be encoded, and therefore the scalefactors are not used. Repeated adjustment of
the threshold, both up and down, makes it necessary to continually check which scalefactors are actually
encoded.

The scalefactor values are limited by :
• the maximum quantized value which can be coded,
• and the difference between adjacent scalefactor values.

8.2.2.2 The rate loop

The rate loop forms the outer loop of the rate-distortion loop. The rate loop determines the bits used
and makes necessary adjustments to the allowed noise threshold so that the bit rate requirements are
met.

The bits necessary to encode the frequency coefficients are calculated by performing the remaining
noiseless coding on the quantized frequency coefficients. This includes short window grouping and
interleaving, spectral clipping and Huffman coding of both coefficients and scalefactors (section 8.4
and 8.5).

The bit rate requirements include both a maximum and a minimum bit rate. Neither may be exceeded;
the minimum bit rate being the least critical restriction because 'fill' bits can be used to obtain the
minimum bit rate.

In the situation that the maximum bit rate is exceeded, the allowed noise threshold needs to be adjusted.
This is done initially at steps of 3 dB and is more finely adjusted once the situation arises that the
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maximum bit rate is no longer exceeded. The fine adjustments are made for a maximum number of
iteration steps, or if the bit rate is within a certain range of the maximum bit rate.

68

For the situation that the maximum bit rate requirements are met with the initial allowed noise
threshold, the bits not used are either passed to the next channel to be coded or to the bit reservoir and
the iteration ends. If the bit reservoir is full, then the allowed noise threshold is lowered to use up the
surplus bits. The amount that the allowed noise threshold must be lowered is determined by comparing
the bit gain achieved in the previous iteration and adjusting the threshold according to the adjustment
made for the previous step.

8.2.2.3 The distortion loop

The distortion loop must perform the quantization, such that the distortion produced is below the
allowed noise threshold. The gain in each band is determined by the corresponding scalefactor and a
common scalefactor. The relative value of the individual scalefactor with respect to the common
scalefactor determines the gain for each scalefactor band. Increasing the scalefactor reduces the
distortion for the scalefactor band, and increasing the common scalefactor produces an increase in the
distortion for all bands. (The scalefactors and common scalefactor may only be increased!)

The function of the common scalefaetor is to redistribute the distortion, such that bands with distortion
below the allowed noise threshold are made to produce more distortion. Bands which have distortion
above the allowed noise threshold are kept at that level until all bands have distortion above the allowed
noise threshold. When that has occurred, then the common scalefactor is kept constant, and the
scalefactors are adjusted to produce distortion below the noise threshold.

An additional step involves a 'jump' over the allowed noise threshold. After achieving distortion just
below the allowed noise threshold, the common scalefactor is increased by a certain value. In this
manner the possibility that, in some bands, a smaller scalefactor is possible while still producing
distortion below the threshold, is utilised. The distortion produced by a quantizer does not rise
monotonically with decreasing gain, but displays more of a 'zig-zag' pattern. If a smaller scalefactor is
used, then this generally results in a smaller quantized value, and thus bits are saved.

The allowed noise threshold of each individual short window is checked, even those short windows
grouped together. The original source code used a common allowed noise threshold, but as will be
explained in section 8.4, this does not guarantee that the allowed noise threshold of each individual
short window is not exceeded.

The operation of the rate-distortion loop can be summarised as follows:

1. initial scalefactors calculatedfor initial noise shaping,
2. distortion loop

a. increase distortion until allowed noise threshold exceeded in all scalefactor
bands,

b. lower distortion until just below allowed noise threshold,
c. perform a 'jump' to try and reduce the bit usage,

3. calculate the bits used - perform noiseless coding,
4. ifbit rate requirements are met then end loop, else adjust allowed noise threshold

accordingly and return to step 2.

8.2.2.4 Example

The rate-distortion loop will be illustrated in figures 8.3 to 8.6. A frame of the Male German Speech
item is used for the example.
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In figure 8.3 one sees the distortion resulting from the initial calculation of the scalefactors. The
distortion is shaped according to the allowed noise threshold.
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Figure 8.3 Initial noise shaping.
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The next step involves the adjustment of the individual scalefactors and common scalefactor such that
in all scalefactor bands the allowed noise threshold is just exceeded; this is shown in figure 8.4.
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Figure 8.4 Quantization noise just above allowed noise threshold.

In the next step the process is reversed until all bands have distortion just below the required threshold
levels. Additionally a 'jump' is performed and the end result is that of figure 8.5.
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Figure 8.5 Quantization noise after first distortion loop using initial allowed noise threshold

In figure 8.5 one sees that the distortion, especially in the lower scalefactor bands, is several dB below
the allowed noise threshold. The reason is that the these scalefactor bands contain relatively few
frequency coefficients (4 to 8) and therefore the change in the quantization noise energy, introduced in
each iteration step, is less smooth than that seen for scalefactor bands with more frequency coefficients.

For a variable bit rate the process ends here. For a constant bit rate the bit rate requirements must be
met, and the rate-distortion process may continue. Figure 8.6 shows the end result for a constant bit
rate, where the bit requirements could not be met using the allowed noise threshold calculated by the
perceptual model. The new threshold is IldB above the original threshold.
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Figure 8.6 Final quantization noise with adjusted noise threshold
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8.2.3 Discussion

8.2.3.1 Computation time
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The rate-distortion process has been designed to minimise the need to perfonn noiseless coding. The
sectioning algorithm (section 8.5) particularly, requires a relatively large amount of processor time
(section 9.2).

There are a number of other areas which may also require changes to reduce the computation time.

Multiple step iterations

The distortion loop involves single step iterations, where the common scalefactor is increased by one.
In cases where the initial distortion is well below the threshold, it might be advantageous to make larger
steps.

The same can be said about the scalefactors, although this is more difficult to implement. The fact that
differential Huffman coding is used on the scalefactors means that care must be taken when increasing
their values. Especially in the case of short windows, where relatively large SNR values may be
required and adjacent short windows could have large SNR differences.

Initial rate loop for low bit rates

The algorithm described is essentially a distortion allocation process, where the bit rate requirements
are checked after the distortion allocation. For variable bit rates this is an ideal situation, because only
one rate iteration needs to be perfonned. For constant, relatively low bit rates, the situation is sub
optimal because the bit rate resulting from the initial allowed noise threshold differs strongly from that
set by the average bit rate.

To overcome this problem, it is suggested to perfonn an initial rate loop, using the SNR values fonn the
perceptual model and the bit estimation function. This procedure produces fairly accurate results in
relatively short space of time. In this manner an estimate is made of the amount with which the allowed
noise threshold needs to be adjusted. A computation time gain is only achieved if the adjustment to be
made is significant.

Fairly accurate estimates have been obtained using this method for long windows; but for short
windows it was found to be difficult to make an estimation because of the unpredictable effect that
grouping has.

The gain using the above technique, in the context of obtaining the highest audio quality, has been not
been significant enough to warrant its use in the final implementation. The degree to which the
threshold must be adjusted is often minimal, and fine adjustments are still needed to get a good result.

Allowed noise threshold adjustment estimation

The coarse adjustment of the threshold is done in steps of 3dB. It is possible to estimate the adjustment
needed by using a inverse of the bit estimation function of formula 8.4. The difficulty is that this
function is highly non-linear. It is not simply a matter of estimating the total SNR adjustment from the
calculated bit difference; the relation between the allowed noise threshold and spectral energy must be
taken into account.

If the allowed noise threshold exceeds the spectral energy within a band, then the coefficients need not
be encoded. Shifting the threshold upwards results in transitions from bands needing coding and not
needing coding. These transitions make the effective coding 'bandwidth' variable, making the estimation
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of a total SNR adjustment difficult. This difficulty in getting an accurate estimate is the reason that this
technique is not used in the final implementation.

8.2.3.2 Threshold adjustment

The objective, in the situation that there are not enough bits available, is to minimise the perceptual
distortion resulting from adjustment of the allowed noise threshold. The final implementation adjusts
the allowed noise threshold by shifting it upwards when the bit requirement exceeds the maximum
allowed. This is not the only method possible for adjusting the threshold.

Mean squared-error - horizontal threshold method

Another possibility is to minimise the mean squared-error. This is done by introducing quantization
noise from the lower energy levels upwards; i.e. shifting a horizontal allowed noise threshold upwards,
over the original allowed noise threshold. The distortion produced in this fashion is more noise-like in
nature as it has a more uniform spectral distribution. The idea is that this noise-like, and input signal
independent, distortion is perceptually less annoying than signal dependent distortion produced by
shifting the original threshold.

Mean squared-error - Threshold In Quiet method

A variant of the previous method is to shift the Threshold In Quiet instead of a horizontal threshold.
This takes a advantage of the characteristics of hearing, where the perceptibility is dependent on
frequency.

Perceptual loudness method

When shifting the whole threshold upwards, it is assumed that the perceptual loudness of the distortion
produced is equal for all bands. The perceptual change in loudness is, however, dependent on the level
of the signal, as is illustrated by the following equation [14], which relates the loudness N (expressed in
the unit sone) of a 1 kHz tone to the level L (in dB) :

LtkHZ -40
N dB
~=2--IO-

sone
(8.2)

The loudness of the distortion may therefore be better distributed if the threshold is shifted such that for
all bands an equal change in loudness is produced. This does, however, not mean that all types of
distortions, with equal loudness, have the same degree of annoyance.

Bandwidth reduction method

Reducing the bandwidth is also a possibility, for instance when shifting the allowed noise threshold
does not produce the results needed within a certain range.

8.2.4 Conclusions and recommendations

The rate-distortion loop produces the maximum quantization noise below the allowed noise threshold.
The performance, with respect to the audio quality, is now solely determined by the accuracy of the
perceptual model.
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The accuracy of the perceptual model is important for the following reasons:
• whether the audio signal can be coded with the minimum number of bits, this should

ideally lie below the maximum bit rate set for 'transparent' or 'indistinguishable audio
quality' coding,

• degree and the effects of the allowed noise threshold adjustments which must be made.

The alternative allowed noise threshold adjustment methods described have been tested, but have not
shown significant, or perceptible, improvements on the technique already employed. The perceptual
model plays herein an important role, as the effects of these and other techniques are dependent on the
initial threshold estimated by the perceptual model.

For example, shifting a threshold upwards which has an incorrect balance between the masking indexes
of tone and noise maskers, will favour the coefficients which are initially over-coded. Bandwidth
reduction, for example, is in some instances not a good option, especially when high frequency
harmonics are present or other perceptually significant components. An improved perceptual model
might produce better results using one of the alternative techniques.

Another aspect, which has not been given much attention, is that of computational complexity. The rate
distortion loop is not optimal in the sense of the processing time required. Two, main design features
have been implemented to speed the process up :

• distortion process is performed fully prior to checking the bit rate,
• initial noise shaping is performed.

Other changes could be made to make it faster, and these may include techniques which make the
distribution of the quantization noise less exact than is the case in the final implementation.

The rate-distortion process in the original source code was changed for several reasons. The original
source code checked the bits usage more often, without first completing the distortion process.
Additionally, a different allowed noise threshold was used which had a different interpretation. The
distribution of the quantization noise was shaped similar to that prescribed by the allowed noise
threshold, and this made it difficult to re-design or test the perceptual model for obtaining high audio
quality at 64 kbps per channel. The audio quality, using this rate-distortion process and perceptual
model implementation was insufficient and was far from being transparent.

8.3 Quantization

8.3.1 Background

A non-uniform quantizer is used for quantizing the spectral components. Each scalefactor band is
assigned a single quantizer, with the scalefactor as variable. The non-uniform quantizer is defined as
follows:

x, =sign(x)' nint{[~r"} (8.3)

The quantized frequency coefficient (xq) is calculated by scaling the frequency coefficient (x) with the
!!..

factor 2 4 where q is the quantizer stepsize consisting of the scalefactor and global gain. The nearest
integer (nint) operation forms the actual quantization step.
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The quantizer stepsize consists of a scalefactor and a global gain (or common scalefactor). The
scalefactors control the level of quantization noise within each scalefactor band. The maximum
quantized value is ±8191 and this corresponds to a maximum obtainable SNR of 82 dB.
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The quantizer is a non-unifonn, symmetric and mid-tread quantizer. While the primary noise shaping is
achieved at the level of scalefactor bands, each individual quantizer additionally provides noise shaping
within each scalefactor band. The noise shaping properties of the quantizer are illustrated in figure 8.7,
where it can be seen that the SNR increases to a lesser degree with increasing amplitude than would be
the case with an unifonn quantizer.
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Figure 8.7 Non-uniform quantizer noise energy versus unifonn quantizer noise energy

8.3.2 Problem specification. bit estimation

The bit estimation function must provide a accurate estimate of the bits needed to code the frequency
coefficients. The function must include the gain achieved with noiseless coding.

8.3.3 Implementation. bit estimation

Bit estimation is needed in several parts of the encoder to be able to make decisions about what to
choose and to what degree. It is not known what the cost will be of certain actions before the actual
rate-distortion process is perfonned, and therefore, it is essential to be able to (accurately) estimate
what that cost will be. To estimate the total bit need, including side infonnation, a overhead of 25 %
gives good results.

The bit estimation function developed here uses knowledge of the quantizer characteristic and the
expected gains from noiseless coding, and is calculated as follows (see annex D.2 for a derivation):

1
------:==-----+1
(~ 1 + 1) 0.75 _ 1

SNR

+ escape cost (8.4)
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The function relates the bit need to the Signal-to-Noise Ratio SNR. The error (A) is the nearest-integer
(nint) error made during quantization, and is estimated to be the average value, i.e. 0.25. The factor (A)
has been determined experimentally, and on average a value of 1.5 gives good results (± 2% error).

If the quantized value, xq, is greater than or equal to 16, then the cost of an escape sequence must also
be taken into account. The cost of an escape sequence is calculated as follows:

escape cost = 0 ; for xq < 16

(8.5)

The bit estimation formula can, alternatively, be accurately approximated by a 2nd order polynomial,
with the SNR in dB as variable. Figure 8.8 illustrates the bit estimation function characteristic as
function of the inverse SNR in dB.
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The function is generally used to estimate the bit requirement for a group of frequency coefficients. For
example, the bit need for a scalefactor band, containing 16 coefficients, and requiring a SNR value of
20dB is estimated to be, 16*bit estimate[20dB] =16*3.85 "" 62 bits.

8.3.4 Conclusions and recommendations

The bit estimation function provides an accuracy of about 2%, and this is sufficient for most of the
coding processes. It is sufficiently accurate when comparisons, using the bit estimation, are made. More
accurate estimates might provide higher coding gains for coding process which must compare the
estimate with a fixed threshold value. The prediction tool, for example, makes an estimate of the gains
and compares it with the cost of the side information. It is expected that the gains achieved with an
more accurate bit estimation will be small, because of the limited predictability of the rate-distortion
process.
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8.4 Short window grouping and interleaving

8.4.1 Background
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Short windows must always be used in groups of 8, and therefore not al1 windows are necessary for the
coding of a transient. To reduce the bit demand when coding short windows, grouping and interleaving
can be applied such that similar short windows are quantized and huffman coded together in a group.

The bit savings result from side information being shared among the short windows within a group.
Additionally. interleaving the frequency coefficients of the short windows within a group results in a
gain; the reason is that frequency coefficients from the different windows within a group. of the same
frequency. are now adjacent to each other and can be efficiently Huffman coded.

The costs of grouping result from the fact that they must also share a common quantizer, and this means
that window(s) within a group may be over-coded.

The result of grouping often results in the grouping of short windows which do not contain the transient,
while the window(s) within the transient region are coded separately.

8.4.2 Problem specification

The aim of short window grouping is to minimise the bits required for short windows, without
introducing additional coding distortions.

8.4.3 Implementation

8.4.3.1 Greedy merge algorithm

The optimum short window grouping must provide the highest bit gain achievable. An iterative greedy
merge algorithm is the first method implemented.

The greedy merge algorithm works as fol1ows:

I. the cost ofmerging all adjacent groups (a group been either a single short window or a
group ofshort windows) is calculated; the cost ofmerging two groups is calculated by
taking into account the gains and losses as described in section 8.4.1,

2. groups are merged, starting from the first group, if the resulting cost is negative and the
cost is less than the cost ofmerging the next adjacent groups,

3. ifno adjacent groups can be merged resulting in a negative cost, then the iteration stops,
else return to step 1.

The cost of using a common al10wed quantization noise threshold is calculated using the bit estimation
formula 8.4.

An common al10wed noise threshold for alI windows in a group is used for calculating the cost of
merging two groups and for use in the rate-distortion process. The al10wed noise threshold for each
scalefactor band, can be chosen as the maximum SNR value of alI windows within the group. Another
method, using formula 8.6, takes the relative scalefactor band energies into account, since the
quantization noise of the non-uniform quantizer is level dependent.
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l+a
SNRgroup = 1 1

----;==== +a .----;====
~SNRgroup t ~SNRgroup 2

2
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(8.6)

where a =
energygroup I

energygroup 2

The ratio (a) of the energy in the scalefactor band for the first (group}) and second group (group2)
adjacent to each other, is used to weight the corresponding SNR's ~NRgroupJ and SNRgroup2) to fonn the
combined SNR (SNRgroup).

8.4.3.2 Signal and noise energy correlation method

When grouping two or more short windows using the method described above, it is assumed that taking
the maximum SNR (or formula 8.6) will produce quantization noise which is below all the allowed
noise levels of the individual short windows; this is not true.

When quantizing a group of coefficients using a common quantizer, there is no control over the
distribution of the quantization noise within the group of coefficients. Using an overall SNR to control
the quantization process does therefore not guarantee that the SNR of the individual windows are met.
In certain situations this may result in audible coding artefacts in short windows.

To guarantee that the SNR of the individual short windows, it is necessary to monitor all the individual
SNR values when quantizing. This method will guarantee the required quantization noise level per
window.

When all SNR values within a group are monitored, it is better to group the windows using another
criteria. Short windows are now grouped together according to the similarity between the allowed noise
threshold, and therefore quantization noise produced using a common quantizer.

The similarity is defined as the correlation between the energies and allowed noise thresholds of the two
short window groups. Short windows which have similar energy and allowed noise threshold levels may
be grouped. The allowed noise energies are compared, taking into account the relative signal energies.
The difference in scalefactor band energy between the short windows must be compensated by a related
difference in quantization noise energy. All short windows which are similar, and which form a group
of directly adjacent windows, are grouped together.

In the rate-distortion process, the quantization noise of each individual short window is checked against
the corresponding allowed noise threshold.

8.4.4 Conclusions and recommendations

It was found that this correlation method works well, but does not provide as much coding gain as the
greedy merge method. The greedy merge method is also a more direct optimisation of the problem at
hand, namely reduction of the bit need.

The greedy merge method, however, causes artefacts to appear at certain instances when short windows
are used. For this reason the correlation method is used. The cost of using this method is higher, but the
allowed noise thresholds of all short windows are guaranteed.
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The extra cost, coupled with a low bit rate, does make it necessary to shift the allowed noise threshold
to a higher level, but the end result is a higher audio quality than that of the greedy merge method.

8.5 Huffman coding

8.5.1 Background

8.5.1.1 Huffman codebooks

The probability distribution of the quantized frequency coefficients in non-unifonn, and therefore
variable-length Huffman coding [41][43] provides a coding gain.

Huffman coding is an efficient coding method if the probability of the source sequences, in this case
quantized frequency coefficients, is variable. The Huffman codes are of variable length and can be
uniquely decoded because no code-word is a prefix of another code-word. Huffman coding provides an
optimal means to represent the quantized frequency coefficients.

There are 12 possible codebooks from which to choose; each codebook has a maximum representable
value. The codebooks have been optimised for a particular probability distribution, providing an
average, maximum compression factor of 1.85.

The codebooks are used to represent either 2-tuples or 4-tuples of quantized frequency coefficients.
This grouping is more efficient in tenns of utilising non-integer code-lengths and the combined
probability distributions.

Codebook 0 is used to represent a section where all coefficients are zero; in this case only the codebook
number needs to be sent. Codebook II is used when there are frequency coefficients which have values
greater than or equal to 16. For these coefficients an escape sequence is needed (a 'pulse', which is used
in spectrum clipping, is also possible). A value greater than or equal to 16 results from a minimum SNR
value (ratio of scalefactor band energy to allowed noise threshold) of 27 dB; SNR values of above 33
dB typically result in escape sequences. Escape sequences should be avoided, if possible, as they cost
extra bits.

The scalefactors corresponding to each scalefactor band are differentially coded using a separate
Huffman codebook.

8.5.1.2 Sectioning

The quantized frequency coefficients are Huffman coded using one of 12 possible codebooks. Each
scalefactor band is assigned a codebook.

Sectioning involves the grouping of scalefactor bands such that they share a codebook. The grouping of
scalefactor bands into sections is aimed at saving bits. The bit savings from grouping results from the
reduced sectioning infonnation which needs to be sent. The main cost come from the shared codebook,
which is not always optimal for all scalefactor bands within the section.

8.5.1.3 Spectrum clipping

Spectrum clipping [42] is one of the noiseless coding methods available, and is a fonn of dynamic
range compression. It is used to replace coefficients which force the use of a sub-optimal codebook for
a scalefactor band or section. For example: coefficients which have values far exceeding that of the
other values within a section.
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By replacing, or 'clipping', the coefficients, one can use a codebook which better matches the
probability distribution of the frequency coefficients. A maximum of four coefficients can be clipped
and coded separately.

8.5.2 Problem specification

The goal is to code the quantized frequency coefficients with as little bits as possible, such that the
highest audio quality can be achieved. The computational complexity is not taken into account.

8.5.3 Implementation

8.5.3.1 Sectioning

The sectioning algorithm is essentially a greedy merge algorithm, and is as follows:

I. the cost ofmerging adjacent sections (either scalefactor bands or groups ofscalefactor
bands) is calculated taking into account all cost factors involved,

2. sections are merged, starting from the first section, ifthe cost is negative and the cost is
less than thatfor the next adjacent section,

3. ifsections were merged then go back to step 1,
4. as a final round, spectrum clipping is applied, and the iteration is repeated from step 1.

The sectioning algorithm calculates the cost of merging by taking into account not only the Huffman
coding, but also the cost of transmitting sectioning information, Huffman coding of the scalefactors and
spectrum clipping.

8.5.3.2 Spectrum clipping

The spectrum clipping algorithm starts searching from the highest frequency coefficient coded.
Coefficients which differ greatly from all other coefficients within a particular section, are marked for
clipping. The coefficient is replaced with a value matching the surrounding coefficients. The gain is
then calculated, and the spectrum clipping performed within the section is kept if it results in a net gain.

8.5.4 Discussion

The sectioning algorithm could calculate the cost of merging two sections by Huffman coding the
combined section using all codebooks possible, but it has been found that the minimum codebook
number which can be used, usually provides the highest gain, and that the other codebooks provide
either less gain or only a small improvement. Other than this change to the algorithm, it results in a
near-optimum sectioning of the scalefactor bands.

The current sectioning algorithm provides good results, but requires a significant amount of processing
power. If processing power is limited, the algorithm can be simplified, at the expense of sub-optimum
results.

The maximum and average gain achieved using the current spectrum clipping algorithm for each of the
audio items used in the listening test, are shown in table 8.1. The values compare well with those
published in [42]. The marginal gain, averaging around 10 bits, makes the spectrum clipping algorithm
a prime candidate to skip when computational time is at a minimum.
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te3 • Castanets
te4 • Harpsichord
teS • Pitch Pipe
ie6~Tiiangie ..
te' • Male German Speech
te8.~SUzanne Vega'··;·'
te9 • Tracy Chapman
~1l .; OrneUe Coleman> ".' .
te16 • Glockenspiel
te22~Dire Straits
Table 8.1. Bit savings using the spectrum clipping too1 15

8.5.5 Conclusions and recommendations
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The sectioning algorithm performs well in terms of coding gain, and is better than that implemented in
the original source code. The spectrum clipping algorithm provides relatively little gain, and could be
left out.

The computational complexity of the sectioning algorithm has not been taken into account. The
processing time required is fairly significant, and is one of the main reasons why the rate-distortion
process was designed to minimise its use.

Other, less computational complex algorithms are possible, but might come with at the cost of a lower
coding gain. The implementation in the original source code, for example, uses a tree structure,
grouping scalefactor bands into successive groups of powers of 2 (2,4,8,16 etc.). This limits the
grouping possibilities and thus speeds up the process.

IS The values given are for variable bit rate coding, with no bit rate requirements, and the allowed noise threshold has not been
shifted.
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9. Performance of the AAC encoder

9.1 Listening tests
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A listening test must be performed to get an idea of the subjective audio quality obtained with the
current implementation of the encoder. The audio quality obtained with the AAC coding scheme has
been verified in a number of listening tests: multi-channel [45], stereo [46][47] and mono audio (during
development of standard) [48].

The first listening test was performed at the mid-stage of the research project, and was a test of the
encoder performance for mono audio, coded at a bit rate of 64kbps. The results and description of this
test are given in annex E.1, and the results shows that the overall audio quality is below the level of
'indistinguishable' audio quality (grade 4) [49].The performance of the encoder has since improved a
great deal, although the mono item 5 (Male German Speech) still remains a problem.

At the end of the research project only a stereo listening test was performed. The reason is that audio
coding is more often used in stereo audio applications and only stereo reference items where available
for a comparison.

9.1.1 Goals of the listening test

The aim of the stereo listening test is to ascertain the subjective audio quality obtained using the Philips
encoder, compared to that found in the coded audio items used in the MPEG2 AAC Stereo Verification
Tests [46].

The most important - and relevant for this research project - conclusion of the AAC stereo tests is that
AAC obtained 'indistinguishable' for the Main profile at 128 kbps. It is therefore interesting to see
whether the Philips encoder achieves comparable audio quality.

The listening test aims to ascertain the audio quality with respect to the indistinguishable audio quality
definition given in [49]. A stronger requirement is that of transparent coding, where no differences
should be audible between the original and coded items. The coded items in the AAC stereo test where
found to be non-transparently coded, and therefore it is not expected that transparent coding is possible
for all audio items. The goal, therefore, is to test for indistinguishable audio quality.

The main listening test will be performed using loudspeakers - as was the case in the AAC Stereo
Verification Tests. The second test will be performed by the experienced listeners in the audio coding
group using headphones. The goal of the second test is to see to what extent the perceived audio quality
is influenced by the use of loudspeakers, and if headphones provide a more critical form of testing.

9.1.2 Test items

The critical items selected for testing in the MPEG-2 Stereo Verification Test were used in the listening
test. Table 9.1 lists the test items. The reference bitstreams have a similar audio quality to that found in
the verification tests.
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Castanets
Harpsichord
Pitch Pipe
GI9cKtmspiel. '.
Male German Speech

.' Female vocal. .

F~~~e~~ic~t.p~r7ussi~n, s~n~~siser
~lQ{ophone; ~~pet, ~o~bl~ b~s"cYQ1~!1l

A7~0~~io~ •. ~pq.tri~ngle
'Sllthesiser.hi b-hat, dnlll1'~;{ 'i(itlssioll

te3
te4.
teS
t~·.

te7
te8.
te9

Castanets
HaIpsichord
Pitch Pipe
Gl9ckenspiel
Male. q~rm~ Speech
Su~anneY'~ga.
Tr~~y~~p~aIl
Qnie~¢~I~~

te16 Triapgle/A~7~r~ion
t~2! DireStraits;;\ .
Table 9.1 Stereo test items.

All audio items were coded at a constant bit rate of 128 kbps. It has been verified, for both the Philips
and reference bitstreams, that the maximum deviation from the average bit rate is less than 0.5 %. The
minimum input buffer size of the decoder may not be exceeded; minimum buffer size totals 12288 bits
for two channels. The minimum encoder bit reservoir size and the minimum decoder input buffer size
were not exceeded in either the Philips or reference bitstreams.

9.1.3 Expected results

The Philips and reference test items were found to be non-transparently coded. This means that there
were audible difference between the original and coded item.

The reference items where found to sound 'cleaner' than the original, Le. high frequency oscillations and
noise present in the original item where missing in the coded items. These differences are, however, less
noticeable when listening with loudspeakers and are not experienced as annoying artefacts.

The following results are expected:

• The Castanets item (te3) is expected to compare favourably with the reference item.
Distortions are audible at all the attacks in the reference item. The coded item, however,
suffers more from variations in the subjective quality directly after the attacks.

• The Pitch Pipe item (te5) is expected to be graded worse than the reference item. The
coded item suffers from high frequency oscillations and harmonic distortions.

• The Glockenspiel item (te6) is expected to compare favourably with the reference item.
This item, according to the perceptual model, can be coded transparently.

• The Male German Speech item (te7) has a very strong centre image and a weak surround
image, which means that left and right channels are almost identical. Using MIS stereo
coding results in a high coding gain (65%, see section 7.4). The stereo item will therefore
be expected to score well, although it is known that the mono item scores relatively low.

• The Triangle/Accordion item (teI6) is expected to be better than the reference item. The
reference item has a missing triangle tone, which is present in the original. This difference
might not be noticed by the test subjects.

• The remaining items (te4, te8, te9, te 11, te22) are all expected to compare favourably with
the reference item.

Section 3.4.8 has shown that the Philips coded items all require, to some degree, the allowed noise
threshold to be shifted upwards in a certain percentage of frames.
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9.1.4 Test method
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The listening test was performed in the listening room (DxWxH 5m x 3m x 25m) at Philips ASA-labs
(SFJ-7). Loudspeakers (B&W 8001S3) were used in the main listening test, and headphones (STAX
Professional) were used in the second listening test.

Ten male subjects participated in the listening test, of which three are experienced listeners.

Main test - loudspeakers

The main test was perfonned using loudspeakers. The items were presented in the following sequence:

Original. Item A • Item B • Original· Item A - Item B

The test subjects listened to the original, and then to the two coded items (Philips and reference) in a
random order (A and B). This sequence was repeated. The subject was then asked to grade the items
according to the lTU-R 7 point comparative scale for grading, shown in table 9.2. This was done for all
the test items.

A much better than B
A better than B
A slightly better than B
A same as B
A slightly worse than B
A worse than B
A much worse than B

Table 9.2 ITU·R 7 point comparative scale for grading.

The grades given are then re-written such that the Philips items corresponded to item A. The
performance is shown by the average score and the 95% confidence interval. The 95% confidence
interval is calculated using the following formula:

con! (95%) <.± 1.96(..f,;-) (9.1)

where.

(1=
nLx2 -(LXy

n(n-l)
, x=LX

n
and x are the sample values and n is the number of samples.

Second Test - headphones

The second test was performed in the same manner as the main test, except that headphones were used
and the test subject was pennitted to adjust the volume during the test. Three male subjects performed
the second test.
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9.1.5 Test results

Main test - loudspeakers
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The graphical results, in tenns of average grade and 95% confidence intervals, are shown in figure 9.1.
In annex E.2, table E.2.1 and E.2.2 the results are shown in tabular fonn.
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Figure 9.1 Results of the stereo listening test (loudspeakers).

The results for each item and the overall grade are shown. The relative grade is shown on the y-axis,
and the items (plus overall) on the x-axis. The average grade given to the Philips item relative to the
reference item is shown; a positive grade means the Philips item was better, a negative grade means the
reference item was better.

The significant results are those of items te3, te5. te? and te11. These Philips coded items were slightly
worse, except for item te? which was slightly better compared to the reference item.

Second test - headphones

The results of the second test using headphones is shown graphically in figure 9.2 and in tabular form is
annex E.2, table E.2.3 and E.2.4.

As only three subjects participated in the second test, no overall grade is calculated. The results should
only be seen as an rough indication, provided by three experienced listeners. The results show that the
audio perception using headphones can be significantly different from loudspeakers.

The Pitch Pipe (te5) item coded using the Philips encoder shows the same result as in the main test; the
Philips item is worse than the reference item. The Castanets (te3) item shows just the opposite results
from that found in the main test. The test subjects confinned that the item is perceived differently when
using headphones or loudspeakers.
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9.1.6 Conclusions
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The results of the main test show that the subjective audio quality obtained with the Philips encoder is,
on average, similar to that found in the reference bitstreams. The limited number of participants in the
listening test make it difficult to make any hard judgements on the relative performance of the Philips
audio coder.

The second test has shown that significant differences can be heard between loudspeakers and
headphones. It can therefore be concluded that a listening test must include both loudspeakers and
headphones to fully test the perceptual quality of the coded audio items.

The overall result is that the audio quality of the Philips encoder is similar (between same and slightly
worse) to that found in the reference items. A number of items show significant differences. The Pitch
Pipe item is between slightly worse and worse than the reference item; this difference was expected
prior to testing.

9.2 AAC coder complexity

9.2.1 The decoder

The complexity ofthe AAC decoder is described in document [44]. The AAC decoder system
requirements, for each profile, are summarised in table E.3.I, annex E.3. A distinction is made between
software and hardware (ASIC's) decoders.

The summary of the complexity of the individual tools is shown in tables E.3.2 to E.3.4, annex E.3. The
Prediction tool, shown in tables E.3.2 and E.3.3, clearly requires a relative large amount of computation
time and read-write memory.
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9.2.2 The encoder
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Table 9.3 shows the relative computational complexity of the main blocks implemented in the encoder.
A mixture of the items used in the stereo listening test was used to produce the figures shown.

Filterbank.
Per~ptual tnodel ..... "...
Temporal Noise Shaping
Prediction··...·.··
Stereo coding
Rate-distorlfQDprocess.
Bitstream multi lexin

Table 9.3 Relative computational complexity.

A number of observations can be made:

• the perceptual model requires just over half of the total processing time,

• the rate-distortion process also requires a significant amount of processing time,

• the prediction tool is not the most computational complex tool as was the case in the
decoder.

The computational complexity of the perceptual model is examined further, and the results are shown in
table 9.4.

Convolution and normalisation
FFT
Spreading function
Unpredictability measure
Other

25.3
25.2
22.7
10.0
16.8

Total 100.0
Table 9.4 Relative computational complexity of perceptual model functions.

The following observation can be made:
• the convolution and normalisation, coupled with the spreading function (which is

essentially part of the convolution process), comprises almost half of the total processing
time,

• the Off transform (using a FFT) costs a relatively large amount of processing time,
• the calculation of the unpredictability measure for each spectral coefficient, which is part

of the tonality calculation, is also relatively expensive.

The perceptual model is calculated for long, short, long-short and short-long blocks, and therefore 4
different allowed noise thresholds must be calculated. Furthermore, stereo coding requires the
calculation of the allowed noise threshold for both the left/right and the mid/side channel pair. This also
costs a significant amount of processing time.
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The computational complexity of the main functions in the rate-distortion process is shown in table 9.5.

Table 9.5 Relative computational complexity of rate-distortion process functions.

The following observations can be made:
• the rate-distortion iterative loop (including the distortion loop and excluding noiseless

coding) uses the largest portion of the processing time,
• Huffman coding is performed several times during the process of sectioning. Huffman

coding of the spectral coefficients is relatively expensive and for this reason the rate
distortion process was designed to minimise its use.

The total coding time for each item, using a Pentium II, 200 MHz processor, is on average a factor 22
times real-time. This means that the processing time will have to be reduced by a factor of 22 to obtain
real-time encoding for stereo items.
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10. Conclusions
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The aim of the research project was to develop the AAC public software so as to achieve the high audio
quality found in state-of-the-art solutions from other companies. The goal is to obtain 'indistinguishable'
audio quality at a bit rate of 64 kbps per audio channel.

Audio quality

The audio quality obtained for mono audio has not reached the required 'indistinguishable' audio quality
level. The audio quality of the coded mono items were tested in a listening test half-way through the
research project, and were found to have a difference with the original that ranged from perceptive, but
not annoying to slightly annoying. The audio quality has improved since this listening test, but it is not
expected that the current implementation can reach the goal of 'indistinguishable' audio quality.

The audio quality for stereo audio, on the other hand, is very close to this level of quality, and compares
favourably with that tested in the official stereo verification listening tests. Stereo coding techniques
have enabled the coding of stereo items to near the level of 'indistinguishable' audio quality. A few
problems need to be addressed to improve the quality of certain critical items, but it is not expected that
these problems will prevent the goals from being achieved.

Performance ofcoding tools

The coding tools can be divided into two categories: redundancy and irrelevancy.

The tools involved in reducing the redundancy perform well. These tools are relatively straightforward
to implement when compared with the tools involved in irrelevancy reduction.

The main coding gain comes from the irrelevancy tools: primarily the perceptual model and pre-echo
avoidance tools. The perceptual model estimates which audio information is perceptually irrelevant,
while the pre-echo avoidance tools ensure that the assumptions made in the perceptual model do not
cause unexpected coding artefacts.

The current implementation of the perceptual model is not optimal, in the sense that the estimate of the
irrelevant audio information is not particularly accurate. This results in an overcompensation and
therefore sub-optimal determination of the irrelevant components. The pre-echo avoidance tools, on the
other hand, function relatively well considering the strong influence that the (sub-optimal) perceptual
model has on their performance.

The stereo coding tools also form a part of the irrelevancy tools, and have enabled a high audio quality
to be obtained for the stereo items.

Encoder complexity

The issue of complexity has not been a concern during the development of the encoder. This will
become important when the encoder must be incorporated in commercial, real-time applications.

The processing time was found to be 22 times real-time (Pentium II, 200 MHz processor) for the
critical items used in the stereo listening test. A real-time encoder is preferred in most applications, and
therefore the computational complexity will have to reduced a considerable amount. The perceptual
model and rate-distortion process were found to be the main causes of the slow processing time.



Analysis and improvement ofa MPEG-2 Advanced Audio Coder

11. Recommendations
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A number of improvements and additions are necessary to make the current encoder more suitable for
commercial, real-time applications:

• Perceptual model: The AAC perceptual model does not perfonn as well as that which is
expected to be possible. The bit rate requirements set by the perceptual model exceed that
which is known to be sufficient to achieve high audio quality. The processes, such as the
threshold in quiet, masking indices and spreading function, involved in the calculation of
the allowed noise threshold, should be made more accurate.

Alternatively, re-implementing the ASAL-E model in the improved coding scheme might
give the wanted results. Additionally, more is known about the perfonnance capabilities
of the ASAL-E model than of the AAC model. Several additions and changes will have
to be made to make it suitable for the AAC coding scheme.

• Complexity: The processing time exceeds that needed for real-time applications. Two
processes, the perceptual model and rate-distortion process, have been identified as prime
candidates for improvement of the processing time. A reduction in the processing time
might result in a lower audio quality, although this is not expected to be significant.

The memory requirements is another complexity issue which needs attention.

• Scalability: The current encoder implementation has been engineered to provide audio
quality approaching transparency. The AAC coding scheme has, however, also been
designed to be used in applications which place more emphasis on a low bit rate than on a
guaranteed high audio quality. These applications will require different coding
techniques, including possibly the use of the Low-complexity and Scaleable Sampling
Rate profiles and different psychoacoustic modelling.

• Multi-channel applications: The multi-channel features of the AAC coding scheme have
not been implemented. These features include the Low Frequency Enhancement channel
and channel coupling.

• Program structure: The public encoder software has been used as a staring point for the
development. The structure of the (derived) software is complex and poorly set up and
should be improved.

• Development environment: The encoder has been developed on a PC-platform in a
Windows environment. A development environment must provide a certain level of
feedback on the performance of the coder. The feedback included in the current
implementation is in the form of data logging, which can be viewed after the coding
process has ended. A more direct form of feedback, such as graphical display during the
coding process, is needed to assist the development and optimisation of the audio coder.
Reference [II] gives an good overview of the advantages of full system observability.
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Annexes

A. Masking thresholds

a Noise masking noise (11.5 bark)
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Figure A.I Masked threshold for critical-band noise target (a =noise masker centred at n.s Bark; 80, 60,40 dB masker
levels: b =tone masker centred at 11.5 Bark; 80, 60, 40 dB masker levels) [20]
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B. Window shape switching
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KBD window (short block)
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KBD window (long-short block)

10
2

relatiw frequency (Hz)

-lSO'-----'---.........~.................---~~ ........~.........-l-
10

1

·so

iii"
:2

)

-100

Figure B.6 Transform window frequency selectivity. KBD window· Long-short block



Analysis and improvement ofa MPEG-2 Advanced Audio Oxb'

Table B.l Comparison of window shape switching methods for long blocks

te3
te4

c

te5
te<i'" '
te7
te8
te9
tell
te16
te22 ' 1220 ' 630 .
Table B.2 Spectral bits for KBD window

te3 1404 1978 2411 2265
te4 924 1303 1979 2278
te5 925 296 725 338
te6 284 805 1638 1226
te7 1467 1215 1159 1541
te8 2023 1451 1778 1979
te9 2026 1273 719 1754
tell 1934 79a 190 1089
te16 1762 1884 2296 1949
te22 1232 651 1297 2028
Table B.3 Spectral bits for Sine window
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KBD-Sine window (long block)
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c. Block switching
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Figure C.I Block types

Figure C.2 Spectrogram Castanets item (short block = 256 samples, 48 kHz sample rate)
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Figure C.3 Spectrogram Castanets item (long block = 2048 samples, 48 kHz sample rate)

Figure C.4 Spectrogram Pitch Pipe item (long block = 2048 samples, 48 kHz sample rate)

Figure C.5 Spectrogram Pitch Pipe item (short block = 256 samples, 48 kHz sample rate)
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D. Rate-distortion process

D.l Initial scalefactor calculation

The fonnula for calculating the initial scalefactors is derived using the following relations:

102

1.

2.

3.

4.

4 !
- 2 4X q 3.

X = ~energysfb = ~
1-

SNRsjb

1
xq = 1!1. -~====---3-- +1

1 -
( +1)4-1

SNRs/b

SNRsfb = signal-to-noise ratio for scalefactor band,
energYsfb= energy in scalefactor band,
x = component representing scalefactor band,
xq = quantized coefficient,
Xiq = inverse quantized coefficient,
/)" = maximum nearest-integer error,
q = scalefactor.

The scalefactor. q, follows from equations 1-4 :

1-~SN~",
q =4.log2(~energysib ·------=-----=------,-4)

3

A( 3 + 1)

(~ J
4

+1 -1
SNRS/b
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D.2 Bit estimation derivation

The bit estimation fonnula is derived using the following relations:
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1.

2.

3.

4.

snr
x

snr =(_ )2
X X iq

4 q

X· =x"3 .24
Iq q

3

Xq=(~r+8

=signal-to-noise ratio,
=component,
=quantized component,
=inverse quantized component,
= scalefactor,
= maximum nearest-integer error.

The bit estimation follows from equationsl-4,

#bits= A·logz xq = A·logz .1.
1

---===-----+ 1
(~ 1 + 1)0.75 _ 1

SNR
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E. Performance evaluation of the AAC encoder

E.1 Mono listening test

Background

1()1.

The goal of the mono listening test is to determine the subjective audio quality of the implementation of
the MPEG-2 Advanced Audio Coder.

The MPEG-2 AAC standard is said to provide 'indistinguishable' audio quality for five, full-bandwidth,
audio channels at a data rate of 320 kbps. Furthermore, for stereo audio, an 'indistinguishable' audio
quality is claimed at a data rate of 128 Icbps. The subjective audio quality for mono audio has not been
fully tested and therefore remains unknown.

Test method

The double-blind test method is used. The test subject gets to listen to three audio items, repeated twice.
The first item is the original audio item. The second item (A) is either the original audio item or the
coded audio item. The third item (B), depending on the second item, is then the remaining audio item.
For example: original -A=original - B=coded, : original - A=original - B=coded.

The double-blind method is used because the test subject could misinterpret certain "sound effects",
which are also present in the original audio item, as coding artefacts.

Nine subjects participated in the test; three are experienced listeners.

The test items are the left channels of the test items used in the MPEG-2 AAC Stereo Verification Tests
[46]. The items are shown in table E.1.l.

1 te3
2 te4
3 te5
4 te6
5 te7
6 te8
7 te9
8 tell
9 te16
10 te22
Table E.!.! Mono test items.

Castanets
Harpsichord
Pitch Pipe
Glockenspiel
Male German Speech
Suzanne Vega
Tracy Chapman
Ornette Coleman
TrianglelAccordion
Dire Straits

The test subject is required to indicate which of items A or B is the original item. After deciding which
is the original, the test subject must grade the other coded audio item, in relation to the original item,
according to the ITU-R 5 point impairment scale shown in table E.1.2.
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After grading the coded audio item the test subject is asked to give hislher opinion on the type of
artefact(s) heard in the coded audio item. The test subject can choose between the qualifications [46]
given in table E.1.3; additionally a 9 means "other artefact" and 99 means "not applicable". The
artefacts heard should be ordered according to the experienced severity, for example" 3 4 7".

Test results

The graphical results are shown figure E.I.I.
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Figure E.l.l Results monophonic listening test
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The 95% confidence interval and average is shown for each test item. The 95% confidence interval is
calculated using the following fonnula :

con! (95%) = x±19{;,;)
where,

(E.l.l)

(j=
nLx2 -(LXy

n(n-l)
, x=Lx

n
and x are the sample values and n is the number of samples.

The results clearly show that the items are not coded with 'indistinguishable' audio quality. Item 5, Male
Gennan Speech, is coded with the poorest quality, while item 4, Glockenspiel, has the best quality. On
average the audio quality is between perceptible, but not annoying and slightly annoying.

The main artefacts heard were signal correlated noise, loss ofhigh frequency and periodic modulation
effects.
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E.2 Stereo listening test results

Table E.2.1 Grading per item (main test - loudspeakers).

te3 -1.64 -0.07
t"iij< .!to.~7; \(),~,
teS -2.37 -0.49
.~\.. ~O'~~'Q;§~

te7 -0.27 1.41
.~.",~j,14 :..O.as
te9 -0.94 0.65
te11 ~1.54 \Q•.jj
te16 -0.27 0.85
1822 :'0.27" 0.85
Overall -0.21 -0.48 0.05
Table E.2.2 Average and 95% confidence interval per item (main test· loudspeakers).
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te3
te4'

teS

te6

te7
tea .

te9

te11

te16

te22

Table E.2.3 Grading per item (second test· headphone).

2

1

-2

-1

o
.-1

1

·1

1

-1

te3 1.00 -0.13 2.13
te4 0.00 -1.13 1.13
teS -1.00 -2.96 0.96
te6 -0.33 -1.64 0.97
te7 -0.33 -0.99 0.32
te8 0.00 -1.13 1.13
te9 0.33 -0.32 0.99
te11 -0.33 -0.99 0.32
te16 1.00 1.00 1.00
te22 -0.33 -1.64 0.97
Table E.2.4 Average and confidence interval per item (second test - headphone).
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E.3 Decoder complexity

108

Decoder Complexity
2-channel Main profile software decoder 40 % of 133 MHz Pentium
2-channel Low Complexity profile software decoder 25 % of 133 MHz Pentium
5-channel Main profile hardware decoder 90 sq. mm die, 0.5 micron CMOS
5-channel Low Complexity profile hardware decoder 60 sq. mm die, 0.5 micron CMOS
2-channel Scaleable Sampling Rate profile software decoder not estimated
5-channel Scaleable Sampling Rate profile hardware decoder 53 sq. mm die, 0.5 micron CMOS (3

band decoder)
Table E.3•• Decoder complexity [44].

1-Chan 5-Chan
Instr. Instr. percent

Huffman, pulse decode 13657 68285 13.3
Inv. Quant. and scale 1708 8540 1.7
MIS synthesis 1708 0.3
Prediction 44352 221760 43.2
Coupling channel (1 icc) 79661 15.5
TNS (average) 6815 34075 6.6
IMOCT 19968 99840 19.4

Totals 86500 513869 100.0

Table E.3.2 Summary of Instruction Complexity [44].

I 1-Chan 5-Chan

I Words Words percent
Input buffer 192 960 4.5
Output I 512 2560 12.0
Working buffer 1024 5120 24.1
Prediction state vars. 2016 10080 47.4
Coupling (1 dec, 1 icc) 2390 11.2
IMOCT state vars 512 2560 12.0

I
Totals I 4256 21280 100.0

Table E.3.3 Summary of Read-Write Storage [44].
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1-Chan 5-Chan
Words Words percent

Huffman decode 995 28.1
Inv. quant. and scale 256 7.2
Prediction 0 0.0
TNS 24 0.7
IMDCT 2270 64.0

Totals 3545 100.0

Table E.3.4 Summary of Read-only Storage [44].

IW
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