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Summary

In this report, a design is presented to implement a stand-alone, speech-driven remote
control centre for the Bush-Timac X-1 0 system. This control centre, referred to as "Niles", is
capable of controlling five functions for sixteen devices, completely speech driven. It can be
operated from 0.2 to 8 m and reaches a high (>97%) recognition rate with an experienced
speaker (tested in real-life environment).
The X-1 0 devices are controlled by transmitting an infrared code to a reciever that modulates
these codes onto the mains net.

Several analogue signal processing techniques are applied to reduce the effect of acoustic
phenomena when operating Niles from larger distances: Automatic Gain Control to adjust the
input sensitivity and Spectral Shaping to correct for the proximity effect. Furthermore, some
directives on placement of Niles are given.

In the conclusions and recommendations chapter, some ideas are presented to optimise the
system and add some extra features.
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1 Introduction

For most people, operating a remote control or opening a window or the front door is the
most common thing in the world. We were born with two arms and ten fingers so that we
could do this sort of thing. Imagine however that you can not use either of your arms or
hands. Then the simple act of peeling an orange, turning on the radio, closing a curtain or
switching off the lights is quite an undertaking. Many disabled people throughout the world
have to live with these limitations every day.
To make some of these every-day tasks1 more accessible, various technical aids have been
developed such as electrical door-, curtain- and window openers, special doorknobs,
etcetera.

One system in particular is being used all over the world. It is a system that allows up to 256
devices throughout the house (devices such as lights, door openers etc) to be operated from
one central point in the house via a wireless remote control. This system is called the Bush
Timac X-1 0 system and can be obtained from thousands of commercial resellers throughout
the world2

•

However, when you can't use your arms or fingers you also can't operate a remote control.
This physical limitation could be taken away if the disabled person could operate a remote
control simply by talking to it. Then, anybody who can speak can control his immediate
environment.

Through the years, many research projects have been launched with the goal to develop a
speech recognition system that can be used in such a situation. Such a system could provide
a speech interface to the X-1 0 system, but also to a TV set, a radio, a CD player or any
device with a remote control.
In the last decade it appeared that it is quite possible to make a device that performs such a
task, but that it is very hard to make a device that not only can function as a remote control,
but is also cheap and accessible for a non-technical user. The earliest systems that were
built using a complete personal computer with state-of-the-art processors etcetera
functioned, but that is it. They were very expensive (too expensive for someone without a
well-paying job) and not very ergonomic.

In the section of Medical Electrical Engineering at the Eindhoven University of Technology,
research has been done since the eighties to find out if the current situation in speech
recognition techniques enables the development of a cheap, stand-alone and useful device.
The first few attempts came to nothing, but in 1997 the conclusion of a graduation research
by Ruud Custers was: "It is possible to build a low-cost, stand-alone speech recognition
system with the current speech recognition technology" [Custers97].
This report discusses the implementation of such a system. The design criteria will be stated
in section 3 and a device will be developed to meet these criteria. Also, a brief overview of
speech recognition techniques and a discussion on relevant acoustics will be presented. In
chapter 10 (Testing), the performance of the developed device will be compared with these
design criteria to examine whether or not they are met.

1 Commonly known as ADL (Activities of Daily Life) tasks
2 Up-to-date information can be found on the World Wide Web:

http://www.homation.com/X10FAQ.
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Because the device will perform various tasks like a butler would (turn on TV, close curtains,
answer the door) the device has been named "Niles" after the butler in the popular TV-show
"The Nanny". This explains the title of this report. The word "Niles" will also be the name the
device responds to.

The goal of this report is to present a ready-for-use device that is accessible to everyone,
whether they are confined to bed, use an electric wheelchair, or are perfectly able to walk
around. The emphasis lies on the ergonomic aspects of being able to operate Niles from
various distances, the threshold strategy to activate Niles and the command structure.
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2 An overview of speech recognition techniques

Nowadays, speech recognition devices are becoming more and more commonly used
appliances. They are used to enter text into a computer, dial telephone numbers, etcetera.
These devices use digital sound processing techniques and knowledge about the synthesis
of human speech to withdraw the information from the acoustic signal. This chapter
describes which distinctions can be made in speech recognition and some of the basic
principles of data withdrawal.

2.1 Various kinds of speech recognition

2.1.1 Continuous versus discrete

Basically, speech recognition can be divided into two classes:
• Continuous speech recognition
• Discrete speech recognition
When we speak, we usually use sentences of more than one word. This means, that in order
to "translate" the various sounds that enter our ears into understandable concepts, first we
have to separate these sounds into separate words. Then we can decide which words we
heard, and understand what was said. This is continuous speech recognition.
When speech gets hard to understand, for instance because of environmental noise3 or
communicating over a long distance, we can clarify our speech by separating words with
pauses (see graphic 2.1). Luckily, our brains are intelligent enough to "decode" continuous
speech quite easily so this is hardly ever necessary.
It would be very convenient if continuous speech recognition could be easily implemented in
an automatic speech recogniser. However, the current knowledge of speech recognition and
the technical resources that we have are not sufficient. Continuous speech recognition can
be implemented in a personal computer, but it requires a powerful processor such as the
Pentium-II and lots of random access memory. This is not very convenient for household
applications or, for instance, mobile phones.
For an automatic speech recogniser the separation of words (or lack thereof) is one of the
things that make speech hard to decode. Speaking with pauses between words makes
automatic speech recognition easier since words are distinctively separated. This is called
discrete speech recognition. It takes far less processing power and memory; a complete
system can even be implemented in one integrated circuit. Therefore it is more suitable for
the above mentioned applications

2.1.2 Number of users

A second distinction can be made in the number of users to which a speech recogniser is
meant to respond. There are two main subgroups:
• Speaker independent (SI) recognition (for many users)
• Speaker dependent (SO) recognition (for one user)
A speaker independent recognition system is designed to recognise all sorts of speakers,
independent on their accent, whether they have a cold or not, and so on. Training such a
device is an extensive task that requires over 400 speakers, with an equal mixture of males

3 See chapter 9 for a discussion on various kinds of environmental noise and their effects on speech
recognition.
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and females, with accents from all regions of the country of intended use, and with ca. 15%
non-native speakers (see [Oki98]).
A speaker dependent recognition system is entirely focused on one user. Only the user's
voice is "programmed" into the device and other people are not meant to use it. This way, the
recognition of sound is easier and the recognition rate4 larger than with SI recognition.
The training of such an SO recognition device is done by repeatedly saying each of the
words it has to recognise. These words are then stored in the recognition device's memory.
The vocabulary is limited and the device recognises words by comparing each captured word
to all the words in its memory. (This principle is explained in more detail in par.2.3)
By training an SO device with more than one user, SO and SI recognition can meet halfway.
The training procedures should be well guarded, but if all users use the device frequently it is
possible to realise a device that is suitable for several users. The recognition rate however
will not be optimal.
Another possibility is to switch vocabularies. One device can be trained by one user, then
switch to another memory and be trained by another. This memory switching can be seen as
inserting a memory card or a floppy disk, but can also be done by using an oversized
memory and dividing it into smaller parts5

•
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Graphic 2.1: Continuous versus discrete speech

4 The recognition rate is defined as the number of correctly recognised words divided by the total
number of spoken words, multiplied by 100%.

5 See section 7.1.1: Memory access (page 35)
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2.2 Data withdrawal method

To distinguish various speech signals, the recognition device needs to extract information
from the captured signals. This information is used to form "voice templates": matrixes in
which the speech signal's parameters are stored. To compose these voice templates, a voice
recognition processor takes the following steps:
• AID conversion
• Signal analysis
• Normalisation
In the next three sections, these steps will be described briefly.

2.2.1 AID conversion

Since the next signal processing stages are digital, AID conversion is the first step to be
taken. The bandwidth of this conversion does not have to be 20 to 20.000Hz, which is the
bandwidth of the human ear, but can be limited to the bandwidth that contains the speech
information, which is approximately 100 to 10.000Hz. Usually, this bandwidth is reduced
even further because the high-frequency information in the speech signal is redundant. A
commonly used sampling rate is 10.000 samples per second, which results in a maximum
bandwidth of 0 to 5000Hz. A further discussion on the speech spectrum and its main
properties can be found in chapter 6.

2.2.2 Signal analysis

time (feature vector number)~

Graphic 2.2: Representation of a voice template

~ 250238963026621666212
~ 052893545896325863145
2 652147852136906455214

930258961482304585063
023025874051296321521
456987412563159431328
215762058403696204570
521521458960250014524

2.2.3 Normalisation

To account for varying speech
level and pace, the feature vectors
are normalised. This means, that
any spoken word is scaled to a
certain length and volume.
From this can be derived, that there
is no point in using longer words
instead of short words, since they all
end up the same length. More important is to select words that do not resemble each other in
the "eyes" of the speech recogniser. In the next section this subject is discussed.
When the voice template is complete, the recognition template can be formed simply by
copying the voice template into it. If the recognition template already exists, the voice
recognition processor (VRP) can recognise the spoken word by comparing the voice
template to all known recognition templates, and update the recognised recognition template

The next step is to withdraw the essential information from the signal. This is not a simple
task, since speech is a complex time-varying signal.
To solve this problem, the signal is "chopped" into time frames of ca. 20 ms each. Then for
each frame the spectrum is analysed by applying several signal analysis methods such as
Fourier analysis or linear prediction analysis (LPG). An overview of several signal analysis
methods for speech recognition can be found in [Rabiner93].
The withdrawn data, also called "feature vectors", are stored in the voice template as shown
in graphic 2.2. Now, this voice
template contains a representation
of the amplitude and spectrum of
the captured signal as a function of
time.
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by adding the current voice template to it. This way, the recognition templates are kept up-to
date and become more and more robust as time passes because every time a template is
updated, a slightly different pronunciation is added to the template.

2.3 Acoustic distance

When comparing the voice template to the recognition templates, the VR? calculates a score
for each combination, weighing the significance of similarities according to control software
parameters. This score is expressed as the "acoustic distance". The recognition template
that achieves the highest score (Le. the lowest distance) is judged to match the input signal,
assuming that the score exceeds a pre-determined threshold (see graphic 2.3).
The acoustic distance between two templates therefore can be regarded as the extent to
which the voice template and a recognition template resemble each other, Le. the extent to
which they "sound alike". The words "mine" and "nine" obviously have a small acoustical
distance, as do the words "table" and "staple". Words with a large acoustical distance are for
instance the words in the military vocabulary "Alpha, Bravo, Charlie, ...." or "keep" and
"loose". As concluded in the previous paragraph, the length of words does not necessarily
influence the acoustical distance.

recognition template
• voice templale
~ acoustical distance
c-:::;> match

Graphic 2.3: The acoustical distance within a vocabulary

The problem with selecting a vocabulary lies in the difference between "resemblance" as the
speech recogniser calculates the mathematical and / or statistical difference between two
templates and "sound alike" as we perceive the difference between two words. It appears
that two words that have a large acoustic distance for humans can have a small acoustic
distance for an automatic speech recogniser and vice versa. This should be taken under
consideration when constructing a vocabulary.
For words to have a large acoustical distance, [Green83] provides some directives:
• Try to find words beginning with plosive consonants such as p or d; notice however that

these can differ in various languages (In Dutch "g" is not a plosive consonant and in
Spanish "b" is not a plosive consonant)

• For most recognisers, short words with distinct long vowels are recognised best
• Take words that start with a stressed syllable. A speech recogniser needs to be triggered

by a signal above its threshold. If one uses words with the stress on the second syllable,
the first syllable might sometimes be overlooked by the speech recogniser

• Take care not to choose words with plosive consonants in the middle. Sometimes, these
consonants create a gap in the middle of that word and the speech recogniser might
interpret the word as two words. Furthermore, the pace in which these words are spoken
often varies within the word, which causes errors with normalisation.

When a vocabulary is constructed with these criteria in mind, the recognition rate will be
optimised.
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Furthermore, if a vocabulary contains more than ca. 10 words, it is often possible to divide
this vocabulary into sub-vocabularies. These sub-vocabularies will contain less words so the
chance of two recognition templates with a small acoustical distance to each other is
reduced.
By constructing a vocabulary in a branch structure, the sub-vocabulary size can be
minimised. For instance, if a user can operate a TV and three lights with the speech
recognition device, one could make one large vocabulary as follows:

• TV
• on
• off
• channel
• volume
• up
• down
• light
• living
• kitchen
• bedroom

This vocabulary contains eleven words with which all necessary commands can be given (for
instance: "TV", "channel", "up"). The recognition rate however will not be optimal since the
amount of words in one vocabulary is too high. A device with this vocabulary can function
properly, but by splitting up the vocabulary into sub-vocabularies a higher recognition rate
can be achieved.
To split up the vocabulary, the sequence in which these words can occur must be examined.
If the word "TV" has been recognised, the next word will not be kitchen or light, but on, off,
channel or volume. With this in mind, we can construct the following branch structure:

--_. -_ _-- __..- __ __._-- ._..---......
(kitchen living bedroom~)

~-- .....tt-_··_·_·_·__·J-.t
(on off') (on off ') (on off)
'-----_.~' '--_.__.....--- ~._ .._.__.....'

Graphic 2.4: Division of a vocabulary into sub-vocabularies

sub-vocabulary 1

sub-vocabulary 2

sub-vocabulary 3

sub-vocabulary 4

sub-vocabulary 5

In this case, the largest vocabulary contains only four words while the command options are
not reduced. This is the way that provides an optimal recognition rate given a set of
commands. In paragraph 8.3 this vocabulary is composed for this particular project.
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3 Design criteria

The goal of this project is to design a device to replace an existing remote control device for
disabled persons, such as a Monoselector6

. Niles should be easy to operate and not too
expensive. It should be able to function either as an accessory on an electric wheelchair
operating on the battery which is incorporated in the wheelchair (usually 12V), or as a stand
alone device in a home operating on the mains power.
To demand a perfect score of 100 % correctly interpreted commands would not be realistic
with the above requirements and the present situation in electronics, but to avoid irritation
and to make Niles as useful as possible, the recognition rate should be as high as possible.
Of course, user safety comes first. There are two aspects to user safety in this project:
• Electrical safety
• Ergonomic safety
The electrical safety is easily assured by following simple housing and wiring regulations
(especially for the power supply) and placing fuses between mains and battery connections.
Since Niles will be completely wireless (X-10 and most of today's media devices are driven
by an infrared transmitter), no special precautions need to be taken.
The ergonomic safety however is a different matter. Niles will be able to open doors and
windows, turn on electrical heaters, and so on. There has to be some sort of safety guard to
avoid the opening of the front door, when the user really wanted to turn off the central
heating.
And last but not least, the recognition rate should degrade as little as possible when Niles is
operated from a larger distance.

This leads to the following, more specific design criteria:
a) The retail price should be less than =500 Euro
b) The housing volume should be less than 1 dm3

c) It has to be able to operate on external battery power or mains power
d) The recognition rate should be better than 90 %
e) Niles should be operable from distances of 0.2 to 5 m, while maintaining its recognition

rate
f) The safety with respect to the user must be well guarded
g) It has to be able to control the Bush-Timac X-1 0 system?
h) The user interaction should be as easy as possible

In the following sections, a design will be discussed which closely meets these criteria.

6 Monoselector: a device that allows someone to operate various devices using only one push button.
This is a very rugged system, but turning the TV to a certain channel could easily take 30 seconds.

? See Introduction for a brief description of this system.
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4 System set-up

In order to realise a complete stand-alone speech driven control centre, it is necessary to use
a powerful Voice Recognition Processor (VRP) rather than to base the system on a personal
computer. Such a VRP can perform speech recognition using only its hardware-implemented
software, and can store its recognition templates using flash8 memory.
Earlier research [Custer97] has proven that recognition rates of up to 95 % can be achieved
using a VRP such as the MSM 6679 from OKI Semiconductors9

• A system based upon this
VRP combined with a microcontroller can perform the entire track from speech recognition to
sending commands to various applications. Thus, for production costs of less than ::::100 Euro
a device can be constructed that performs all the necessary tasks and still fits in a small
housing (e.g. 10 x 20 x 5 cm). This VRP can also produce sound output in the form of pre
recorded "nametags10" to provide some sort of acoustic feedback. By repeating "important"
commands such as opening windows or doors and asking for confirmation ("front door
open?" [yes/no]) these commands can be verified before they are executed.

Since the most reliable form of speech recognition is SO recognition, this is the type of
recognition to be used. The disadvantage is of course that only one person can operate
Niles. It is possible for other persons to operate it, but they will find that the recognition rate
will deteriorate severely in comparison to the primary user. If they persist in trying, eventually
they will get their message across but their voice templates will be used for updating the
existing recognition templates and thus "pollute" these recognition templates. As a result, the
recognition rate will also deteriorate for the primary user.
As mentioned, the VRP stores its recognition templates in flash memory. By switching
between multiple memory banks1

" several users could train their own recognition templates.
This way, several users could operate Niles without interfering with other recognition
templates than their own, simply by selecting one out of (for instance) four users.

Also, to operate the system from various distances between speaker and microphone, some
sort of automatic gain control (AGC) should be implemented as the microphone output level
decreases with increasing distance. This AGC should regulate the sound input level of the
VRP so that this signal is never distorted, but always high enough to trigger recognition.
As the distance between speaker and microphone increases, not only the sound pressure
level decreases but also the sound spectrum changes. As a result of several acoustic
phenomena, the lower part of the spectrum decreases more than the higher part. Our brains
are effectively masking this effect, so a human listener hardly notices these changes in the
spectrum. A VRP however, translates this (varying) spectrum into its recognition templates
and takes this spectrum change into effect. As a result of this, recognition rates decrease
when a person speaks from various distances.
To compensate for this effect, a spectrum shaper should be added. The information needed
to adjust the spectrum can be obtained from the AGC, as the gain is a measure for the
distance between speaker and microphone.

Finally, to generate output the only thing needed is an infrared transmitter (IRT) as most
TV's, radios etc as well as the X-10 system can be controlled directly by infrared codes. The

8
Flash memory: non-volatile static RAM; this type of memory keeps its contents even when the
power supply is disconnected.

9 See appendix XXXX: "Datasheet MSM 6679".
10

Nametag: a recorded phrase or sound of a specified length (default 1.4s with the MSM 6679)
11 A large memory can be divided into several (smaller) equal parts. These are called memory banks.
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microcontroller can control this transmitter directly, so very little extra hardware is required.
By placing several IRT's on the housing in various directions, the controlled devices do not
need to be placed in each other's vicinity.

In the following picture a schematic block diagram is presented:

microphone

AGe spectrum shaper VRP

speaker

Graphic 4.1: Schematic diagram of an automatic speech recognising system

In the following sections of this report, the various blocks will be described following the
signal path.
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5 The AGe system

5.1 Audio dynamics

A remarkable feature of the human ear is that it can detect the most wide-ranging amplitude
changes: the human ear has a dynamic range of ca. 120dB. This is the sound level
difference between a leaf falling from a tree and a Boeing 747 taking off. If one tried to record
or reproduce this dynamic range of sound with the help of electronic devices, one would
immediately be restricted by the physical limitations of today's sound reproduction
technology.
The usable dynamic range of electronic devices is limited both at the low end as at the high
end. Thermal noise of components results in a "noise floor" and thus represents the bottom
limit of the transmission range. Signals with amplitudes beneath this noise floor will be
masked by the noise and become inaudible. The levels of internal operating voltages
determine the upper limit; if they are exceeded, audible signal distortion will occur (see
graphic 5.1).

operating level

useable dynamic range

Q) 1--------"'---'----"-----+-----------
>
Q)

Ct1
c
.Ql
en

i

Graphic 5.1: Dynamic range of electrical signal reproduction

Although in theory the usable range sits between these two limits, it is considerably smaller
in practice since a certain reserve must be maintained to avoid distortion of the audio signal if
sudden level peaks occur. This reserve is referred to as "headroom" and is usually ca. 10dB.
Reducing the operating level would allow for greater headroom, but would decrease the
distance to the noise floor by the same measure. It is therefore useful to keep the operating
level as high as possible without risking signal distortion in order to optimise the signal-to
noise (SIN) ratio.
It is possible to improve the SIN ratio by continuously monitoring the signal dynamics. Low
level signals could be amplified with a high gain, while high-level signals are amplified using
a low gain. A device that performs this task is called an automatic gain control system.
In the next sections two systems will be proposed and the implementation of one of those
systems will be discussed. [Behringer95]

5.2 Design criteria

As mentioned, the AGe circuit needs to regulate the signal level to just below distortion. This
way, the SIN ratio is maximised. However, if the signal level is continuously adjusted, the
dynamics of speech are lost. During a recognition cycle 12, the gain should be maintained to a

12 Recognition cycle: the entire time the device is in recognition mode, i.e. the VRP is activated.
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constant factor in such a way, that the peak value of the speech input equals the maximum
undistorted signal level.

This leads to the following design criteria:
• The AGC should maximise the signal level while preventing the signal to be distorted
• Speech dynamics should be maintained by keeping the gain constant during a

recognition cycle
Several ways to handle this problem are described in the following section.

5.3 Various AGe systems

5.3.1 Standard analogue AGC

With a well-known analogue AGC technique using a voltage-controlled amplifier (VCA) and a
signal level detector, it is possible to create an AGC that meets the first requirement. By
adding a sample-and-hold, also the second requirement can be met, but some "intelligence"
should be added to determine the sample moment and the reset moment. This could be
done by connecting to a microcontroller.
These parts lead to this schematic block diagram:

Input

1
VCA

l'

Output

I level detector p sample-and-hold

T

, microcontroller

Graphic 5.2: Analogue AGC circuit

5.3.2 Digitally controlled AGC

Another way of performing AGC is by replacing the voltage controlled amplifier by a digitally
controlled amplifier (DCA). The signal level is converted to a digital value, and a
microcontroller performs the regulation. This way, the sample-and-hold as well as the
required "intelligence" can easily be implemented in the microcontroller. This leads to a
highly flexible regulator, since software controls the system entirely.
In graphic 5.3, a schematic block diagram of such a configuration is presented.

Input
DCA

Output

1 l'

level detector ~ microcontroller

Graphic 5.3: Digital AGC circuit
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5.4 Motivation

Both systems can meet the requirements. Both systems however need a microcontroller to
do so. Since a microcontroller is already present, this is no obstruction.
The easiest and cheapest way is to use the analogue AGC. It can be constructed using only
a few cheap, readily available components. Linking it to the microcontroller would take 21/0
lines, one of which would be an AiD input (which requires an AiD converter) and the other a
simple bit output.
The signal for the spectrum shaper could be taken from the hold voltage, but since the
dynamic range of this signal is quite large (the gain would be approx. 1..1000), the SIN ratio
could cause a problem. Furthermore, the quality of the hold capacitor and the air humidity
are crucial factors in the long term reliability and accuracy of the sample-and-hold circuit.
The alternative is a bit more expensive in as well component cost as PCB space. It would
take even less analogue components, but other than the AiD converter it will also need a 01A
converter to create a DCA.
If the spectrum shaper is also constructed using a DCA, it will be very easy to implement any
desired regulator within the software. The hold voltage will in fact be a digital value within the
microcontroller, so the quality of the used components or the humidity of the environment will
not affect the accuracy. Plus, a digitally controlled AGC can be used as a threshold for
switching from standby mode to active listening, e.g. by requiring a word of a certain length,
followed by a silence of a certain length 13.

Because of the superior flexibility of the digital AGC, this is the type that will be implemented.
By choosing the right type of microcontroller (e.g. the Intel P80CL580), the required AiD
converter is already present within the microcontroller. Thus, only a few extra components
are required while the flexibility is maximised.

5.5 Hardware implementation of a digitally controlled AGe

5.5.1 General set-up

The overall voltage gain of the AGC circuit should be adjustable from ca. 10 dB to ca. 25 dB.
Rather than using one amplifier to do the job, this amplifier is split up into two parts: a pre
amplifier with a constant gain of 10 dB and a DCA with an adjustable gain of 0 to 15 dB.
Other than this, the set-up is as shown in the schematic block diagram graphic 5.3.
The regulating strategy is such, that the AGC regulates the gain down when a signal peak
occurs, detects the minimum gain point and then checks if the signal amplitude change is
valid to start a recognition cycle. The criterion to which this amplitude change is matched is
described in paragraph 5.7.
With this strategy, the gain is always regulated to the signal peak in the sound. From this
information the operating level can be derived.

5.5.2 The microphone pre-amplifier

This pre-amplifier consists of one operational amplifier (opamp). The non-inverting input is
connected to the microphone output through a high-pass filter and biased to the reference
voltage VREF, which is half of the power supply voltage of 8V. The inverting input is
connected to the output through a feedback factor K of 0.128 and a high-pass filter. These
high-pass filters serve to reject low-frequency rumble and hum, created by e.g. passing

13 See section 5.7 for an exact description of the applied threshold strategy.
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Graphic 5.4: Schematic diagram of the pre-amplifier

traffic, footsteps, etcetera.
Their -3dB points are chosen
to provide maximal rejection,
while leaving the speech
signal unaffected.
Following the opamp is the
second filtering section. This
section limits the bandwidth to
ca. 5kHz, thus reducing
background noise even
further. The motivation for this
frequency is described in the
next chapter: spectrum
shaping.
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Again, this amplifier consists of only one opamp. The feedback factor is digitally controlled by
switching resistors to ground, using two 74HC4316 analogue switching devices. These
devices have a separated analogue and digital ground, so the only connection between the
analogue and digital circuitry is the actual switching device, which is a Mosfel. This
guarantees an optimal separation.
The high-pass filter incorporated in the
feedback loop is designed to do its work at
maximum gain. When the gain decreases,
the -3dB frequency of this filter shifts
towards subsonic frequencies at near
minimum gain. At unity gain, the filter is
disabled and the DCA acts as nothing but
a buffer amplifier.
Because the microphone signal has
already been amplified by 9dB and the
digital and analogue circuits are
separately grounded, the switching noise
is reduced to a minimum.
The digital value for the gain is kept in an
eight-bit latch such as the 74F573. To
adjust the gain, the MC should enable the
latch, put the value on the data bus and
then disable the latch, causing it to hold its
value independently of the data bus. Thus,
the hold circuit and the D/A converter are
implemented.

5.5.4 Level detection

To be able to regulate the gain, the MC needs to know the signal level. If the signal level is
above a certain threshold, the gain should be decreased; if the signal level is beneath
another (lower) threshold, the gain should be increased.
Since the spectrum is limited to 150Hz on the lower end, the level detection can be created
by biasing the signal to OV and using a simple peak voltage detection with a time constant of
more than 2/150 s. The higher the time constant, the more stable the level voltage. This
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voltage needs to be stable to guarantee a precise AID conversion. If for instance the AID
sample moment would be on a peak, the converted value would be too high. However, if the
time constant is too high the AGC will become slow. After experimenting with various time
constants, a time constant of
4/150 s is chosen.
To match the desired range of
the signal level to the input
range of the AID converter14

,

the level voltage is then
amplified by 6.6. Following this
amplifier, the signal is one more
time averaged with a time
constant of 18ms. The two time
constants are near minimum
values; if they would be
decreased even further, small signal peaks will leak through to the AID converter causing
inaccurate AID conversions. To protect the AID converter, the voltage is limited to 5,6V by
connecting it to the 5V power supply with a diode.

5.6 Software implementation

There are three tasks this software has to perform:
• Perform AID conversion
• Regulate the gain
• Detect the minimum gain point
The AID conversion is performed within the MC by
sending a "start" command to the AID status
register. After the conversion has finished, the AID
invokes an interrupt and puts its output value in a
buffer register. The actual AGC routine is
implemented in the AID interrupt routine; the main
routine remains in a waiting loop until the AID
interrupt routine has finished.
This AID interrupt routine calculates the new gain
one time and sets "level OK" after detecting a
minimum or a correct signal level. The time this
routine takes to adjust the gain one time is shorter
than the time constant of the level detector.
Therefore, to avoid oscillations, a waiting loop is
added before starting an AID conversion.
When "level OK" is set, the main AGC routine is
finished.

start AID

Graphic 5.7: AGe main routine
(stripped version)

14 The input range of the applied AID converter is O..5V.

20



5.6.1 The AID interrupt routine

In this routine, the two remaining tasks are performed. These tasks are divided into the
following parts:
1. Read the AID value
2. Decide which way to regulate the gain
3. Detect a minimum
4. Calculate the new gain
5. Program the new gain into the DCA

The decision which way to regulate the gain is made by comparing the AID value to several
thresholds. If the gain is decreased, this information is stored in the minimum detection bit
(MDB). If the AID value is between the "down" and the "up" threshold, the level is correct and
"level OK" is set. If the gain is to be increased, the MDB is tested. If this bit is set, "level OK"
is set and the gain will not be increased. If MDB is not set, the gain will be increased.
The routines to increase or decrease the gain can be found in addendum 1.1 (software
routines).
If the gain has been increased or decreased, the new gain is programmed into the DCA and
one AGC cycle has finished.

increase gain

Graphic 5.8: The AID interrupt routine

21



5.7 Extra features

5.7.1 Gain constraint

If the AID interrupt routine returns "level OK", the main routine compares the gain to a pre-set
upper limit. If the gain equals the upper limit, which is very often (e.g. when the room is
silent), the routine restarts from the top.
This constraint can also be used to adapt Niles to a noisy environment. This can be achieved
by reducing the upper limit to a lower value. As a result, Niles will not react to background
noise, but will also be less sensitive to spoken words. This means that in noisy environments
Niles has to be operated from close range.
If one would try to operate Niles from a distance in a noisy environment, he would find that
the recognition rate deteriorates severely.

5.7.2 Edge detection

Graphic 5.9: Schemetic diagram of the
interrupt generator
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By feeding the level voltage into an edge detection circuit, an interrupt signal can be created
that can be used to decide if a word is being spoken, or the detected signal is just
background noise. This is realised by using a simple differentiator, followed by an inverter to
create a low active interrupt signal.
The strategy to switch the VRP from standby to
active mode is largely driven by this interrupt.
The AGC software continuously monitors the
signal level, and adjusts the gain accordingly. If
a minimum has been detected in the gain, i.e. a
maximum has been detected in the signal level,
the AGC stops regulating and holds its gain.
Then, by waiting for the interrupt to come, the
microcontroller can decide if the signal, leading
to this situation, is:
a) a short sound (like a footstep, a glass being

put on the table): after the first signal peak,
no following peaks are detected

b) relatively loud background noise: after the first peak many peaks will follow
c) an isolated spoken word (or any sound that resembles this): after the first peak, one or

two peaks may follow in the next milliseconds, but following these peaks will be a silence
of more than X milliseconds (e.g. a word of 500ms, followed by a silence of 800ms)

This way, many random sounds will be recognised as background noise instead of spoken
words. If the microcontroller decides that the signal was a word, then the VRP is switched to
listening mode. If not, the microcontroller returns to the AGC routine.
This detection method does not provide a 100% guarantee that the sound in fact was an
isolated spoken word, but the chance of errors is reduced.
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5.8 Overview

In graphic 5.10, a flowchart of the AGC procedure is presented. In the next two sections a
brief overview of the system will be described.

yes

no

exit

Graphic 5.10: The entire AGe
main routine

5.8.2 Software

The AGC software continuously monitors the input signal
and regulates it to the desired signal level. While doing this,
it waits for certain conditions to appear. These conditions
can be described as demands that have to be met before a
recognition cycle is started.
Practically, these demands mean that before Niles actually
starts to recognise spoken words, one has to say a ca.
500ms word (e.g. "wakeup" or "Niles") at least 20dB louder
(measured at Niles' microphone) than the environmental
noise, and then remain silent for one second. When the
environmental noise is relatively loud, one has to operate
l\Iiles from close range in order to reach a signal-to-noise
ratio of more than 20dB.
When these conditions are met, the AGC routine finishes
and the program returns to its main routine.
Besides regulating the gain, the AGC software also adjusts
the spectral shapero As will be described in the next chapter,
the spectral shaper is controlled by a DCA similar to the one
used in the AGC circuit. The only difference is, that the AGC
has an eight-bit DCA and the spectral shaper a four-bit
DCA. This limits the accuracy of the spectral shaper, because
the correction curve is divided into sixteen discrete steps.
However, since the gain is not only dependent on the
distance but also on the voice of the speaker, this is
unavoidable. There is no use in regulating a signal very precise if the control signal for the
regulator is less precise. Therefore, only a four-bit DCA is implemented in the spectral
shapero

5.8.1 Hardware

The complete schematic consists of 3 opamps, 2 digital /
analogue switches, an eight-bit latch and several smaller
components and is designed for use with the (already
present) microcontroller with built-in AID converter. The gain
is software adjustable from 9 to 24dB, which makes it
suitable for use with a standard (cheap) electret
microphone. The bandwidth of the circuit is limited for noise
rejection purposes.
In graphic 5.11 on page 24 the complete schematic diagram
is presented.
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Graphic 5.11: The entire schematic diagram of the AGe circuit
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5.9 Testing

PC

microcontroller

Graphic 5.12: Testing configuration

signal generator /
microphone

After building a prototype, the AGC circuit appeared to function perfectly.
The dynamic range and reaction speed was first tested using a signal generator, connected
to the microphone input through
a level- and impedance adapter.
The software was programmed
into the microcontroller using an
eprom emulator to enable fast
testing and adjusting of
parameters.
To the generated signal, the
AGC circuit reacted well; the
sound level could be adjusted to
the desired peak-to-peak level
of 5V with a dynamic input range
of 15dB.

More important however is how the system will react to a speech signal, especially in
conjunction with the threshold strategy as described in section 5.7.
First, the reaction of the AGC circuit itself was tested with various speech levels and
distances. To adjust the gain from maximal gain to minimal gain took less than 150ms, which
is fast enough to detect all speech signal peaks other than plosive consonants. Plosive
consonants peak ca. 3dB over other peaks (such as stressed syllables). This value is the
target value for the dynamic headroom. The target value for the operating level can be
adjusted by software and is set to 2.5V peak-to-peak to ensure the 3dB headroom.
Sometimes the plosive consonants tend to distort a little, because their signal level varies
from person to person and every time a different word is spoken. However, 3dB headroom
guarantees that most peaks remain undistorted and the average signal level is high enough.
If the operating level is lowered, the VRP tends to ignore certain words such as "three" and
"four", because their average signal level is much lower than for instance "five" or "eight"
because of the way the vowels are pronounced.
After testing the AGC itself and adjusting the operating level and software speed 15

, the
threshold strategy was tested.

To test this, several LED's were used to indicate the status of the AGC routine. Testing
showed that even in a noisy, resounding environment the threshold functions very well.
Short sounds are ignored, longer sounds are rejected after ca. 700ms. The length of the
spoken word is very critical in the decision whether or not to accept it as a valid sound.
Software can determine how critical exactly this is; further testing of the complete, finished
device in a realistic environment will have to show how critical this should be.
When the threshold strategy is stripped of the second criterion (1 s of silence), the threshold
becomes almost inactive and environmental noise leads to passing the threshold. The length
of the required silence determines the ease with which the threshold is passed. If it is short,
the threshold will be passed easily and switching Niles to listening mode can be done
quickly; if it is long, switching Niles to listening mode will take a few seconds, but the
threshold will (almost) never be passed unintendedly. How sensitive exactly this threshold is
or should be is hard to express in numbers, since it is entirely dependent on environmental
noise and the wishes of the user.

15 See section 5.6
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5.10 Conclusion

The AGe circuit performs within the design criteria described in section 5.2. Furthermore, it
offers a powerful tool in automating the decision when to start listening to commands. The
gain constraint is the first and very effective threshold; the edge detection provides the
necessary information for the second threshold.
The length of the required silence mentioned in the previous sections should be adjustable
by the user from SOOms to 10s. The minimum value of SOOms is necessary for the
background noise subtraction option of the applied VRP (see section 9.1.1) and the
maximum value can be set to more than 10s, but this would be very impractical. Ten
seconds is already annoyingly slow but might still be useful in certain situations, so this is
chosen as the maximum.
The obtained digital value for the gain can be used as the regulating value for the spectral
shaper, as will be described in the next chapter.

26



6 Spectral shaping

6.1 Introduction

An important factor in speech recognition is the extent to which the sound input of the VRP
represents the actual sound the speaker produces. In general, when sound (for instance
noise with a flat spectrum) is being measured with an ideal microphone in an ideal
environment16

, the output spectrum of the microphone should resemble the spectrum of the
sound source, regardless of the distance between the source and the microphone. The
sound level will of course decrease as a function of distance, but the spectrum should remain
constant and the VRP's sound input should be a good representation of the speaker's voice.

However, in reality there are several acoustic phenomena that cause changes in the
measured spectrum and therefore distort the feature vectors1

? The major phenomena are
listed below:

• Directivity: The decreasing wavelength at increasing frequency causes changes in the
refraction of the sound waves. At lower frequencies sound may be radiated spherically,
whereas high frequencies may be radiated conically. Because of this effect high
frequencies are emphasised within the radiation cone. This effect will be discussed in
section 6.2.1.

• Reverberation of the room: Due to reflections of the original sound, delayed sound waves
add up to the original sound causing a reverberation (reverb) effect. This reverb "masks"
the original sound and influences the temporal change in the speech spectrum. This
effect will be discussed in section 6.2.2.

• Proximity effect: At small distances (0.1 to 2m), the directivity can be different than at
larger distances. Because of this effect, the lower part of the spectrum is emphasised at
small distances. This effect will be discussed in section 6.2.3.

• Friction: At high frequencies, air friction is stronger. This effect is noticeable at large
distances (more than 30m) and high frequencies (more than 5000Hz). A speech
recognition system such as Niles is not influenced by this effect.

• Diffusion: At high frequencies, diffusion of sound becomes noticeable. However, this
effect is not important to this project since it only becomes noticeable at high frequencies
and large distances.

• Pressure effect: When low frequencies are produced in a small room and measured at a
relatively large distance, the large wavelength causes the sound not to act as a wave but
as a varying air pressure system. This effect is very dependent on the size of the room,
the wavelength and the reverberation of the room and causes the low frequencies to
decrease less than expected at higher distances. Together with the proximity effect, this
causes a major distortion in the spectrum change as a function of distance. However, in
the average living room the pressure effect is not very prominent for source - receiver
distances of less than 5 m.

In the next sections, the most important effects will be discussed. Then a way to partially
correct for these effects will be presented, implemented and tested.

16 Ideal environment: an environment where there is no signal distortion, no diffusion and no
reflections.

17 Feature vectors: see section 2.2.
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6.2 Three major phenomena

omnidirectionalunidi rectional

Graphic 6.1: Directivity

6.2.1 Directivity

The directivity of the human head and the applied microphone is an important factor to
speech recognition. Before we can examine this effect, first we have to know which
frequencies are most important to speech recognition since directivity is a function of
frequency.
From [Martin94] it appears, that the most important octave bands18 are those around 500 and
2000 Hz. This means that we have to consider a frequency range from ca. 250 to 4000 Hz to
cover the most important part of the speech spectrum.
In the low frequency range where the wavelength
of the sound is much larger than the diameter of
the head, the directivity is omnidirectional
because the refraction of the sound is complete.
The sound energy is radiated spherically.
With increasing frequency the wavelength
decreases and the directivity becomes more and
more aimed to the front of the speaker. This is a
gradual change, but roughly the wavelength
range can be divided into two parts: wavelengths
larger than the human head and wavelengths
smaller than the human head. This leads to a
frequency range division into frequencies
smaller or larger than ca. 1500 Hz.
As a result, in the 2000 Hz octave band the directivity should be regarded more
unidirectional.
Now the energy is no longer radiated spherically. Instead, the energy concentrates
non-symmetrically in front of the speaker. The extent to which the sound field is aimed
towards the front is a function of frequency and of the speaker; in fact, it is affected by the
shape of the face, the way someone talks, whether or not they have a beard, and so on. The
higher the frequency and the stronger the high-frequency damping of the face, the stronger
the directivity gets.
As for the applied microphone, the desired directivity can easily be selected 'from the various
existing types of microphones. In section 6.3.1 the choice of microphone will be discussed.

6.2.2 Reverberation

In general, the acoustic path from an ornnidirectional source to an omnidirectional receiver
can be divided into two parts:
• The direct path
• The indirect (reverb) path
The direct path is the shortest path from source to receiver. Through this path, the distortion
of the signal is minimal.
The indirect path consists of an infinite number of reflected sounds. Walls, ceiling, furniture
and so on reflect the original sound. The sum of these reflections form a complex signal
consisting of the same sound over and over again, but each time with a different delay
because of the number of reflections and the travel distance (see graphic 6.2 on page 29).

18 Octave band: a frequency range from f to 2*f with centre-frequency fc = ..J2*f.
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From this signal, it is almost impossible to reproduce the original signal. Therefore, this signal
influences the recognition rate in a negative way and should be minimised.
The acoustic energy index (AE-index) is defined as the ratio between the acoustic energy in
the direct path and the acoustic energy in the indirect path and is one of the factors that
determine the transfer function and therefore the quality of the received sound.

indirect path

Graphic 6.2: Reverberation effects
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There are several factors that influence
this AE-index:
• The distance between source and

receiver (influences mainly adirect)
• The size of the room

(influences ai and 'ti)
• The reverberation time of the room 19

(influences ai)
• The directivity of the source

(influences aj and adirect)
• The directivity of the receiver

(influences ai and adirect)
• The place of the source (influences mainly 'ti)
• The place of the receiver (influences mainly 'ti)
The extent to which each of these factors contributes to the AE-index largely depends on the
values of the other factors. For correct speech recognition, the AE-index needs to be as large
as possible, since the direct sound explicitly contains the information needed and the indirect
sound "masks" the direct sound by adding delayed sound waves.

The AE-index can be written as:

In which:
• Esource represents the energy

produced by the sound source
• 1/adirect represents the damping

through the direct path
• 1/ai represents the damping through

the indirect path
• 'ti represents the delay time through

the indirect path minus the delay
time through the direct path

The sum of all reflections is the unwanted signal because of the varying time delays. The
factor adirect is mainly a function of distance and the phenomena listed in section 6.1 and can
(more or less) be corrected.
The first reflections ('ti < 10ms) are the strongest (i.e. contain the larger part of the indirect
energy) and cause phase shifts in the direct signal. They can be considered to add up to the

19 Reverb time: Every time an acoustic wave is reflected by a surface, it looses some of its energy to
this surface. As a result of this, after some time the energy in this wave will decrease. The reverb
time is defined as the time it takes for the total sound energy to decrease by 60dS. This time is
mainly defined by the average reflection coefficient of walls, ceiling etc.
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direct signal, since phase is not a critical factor in speech recognition20
• The latter reflections

cause the actual unwanted reverb signal.
In section 6.3.1 we will try to maximise the AE-index and then assume all aj for which
'tj > 10 ms to be zero and all other ai to add up to adireell since there is no way to suppress the
reverberation. One could try to use an echo canceller, but the amount of reflections is too
high and the separation of these reflections is too difficult for an echo canceller. The only way
to minimise the impact of reverb on Niles is to maximise the AE-index.

6.2.3 Proximity effect

The proximity effect is non-linear and has a large impact on speech recognition, since the
feature vectors are largely defined b¥ the speech spectrum.
Imagine two parallel surfaces of 1 m at a distance of 0.1 m from each other. If one of these
surfaces (say, surface A) moves forward, the air will push the other surface (surface B) in the
same direction and simultaneously flow towards the edges of the surfaces because of the
pressure gradient. Due to inertia it will take some time to reach a pressure balance between
the air within the two surfaces and the surrounding air.
If surface A vibrates and moves faster than the air can flow back and forth from between A
and B to the environment, the two surfaces are acoustically coupled and surface B will
vibrate simultaneously with surface A. In this case, there is no spherical directivity
whatsoever; the larger part of the acoustic energy produced by surface A is being transferred
to surface B.

In reality surface B is not present, but if one would imagine that the same effect as A to B
occurs from surface B to another surface C again 0.1 m from surface B, one could see that
the refraction of sound does not occur instantaneously. In other words: It takes some time for
a transversal wave to refract into a spherical wave.
For high frequencies this effect is hardly noticeable because of the non-spherical directivity.
At low frequencies the directivity should be spherical, but the proximity effect causes the
directivity not to be spherical at low distances.

distance~
Graphic 6.3: Proximity effect
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For human speech, this effect is even amplified because of the air How we produce when we
are speaking. The finite acceleration of air molecules causes approximately the same effect
as the example above. Since
the directivity of high
frequencies is already conical,
again low frequencies are
affected more.
Furthermore, the microphone
signal transposition principle
changes as a function of
frequency and distance. At low
distances and frequencies the
acceleration of air is dominant;
for medium- or high distances
and frequencies the pressure
gradient is dominant.

All these influences cause a spectrum change as shown in graphic 6.3. This is not an exact
representation, but a general image of the proximity effect.
In section 6.3.2 a way to correct this effect will be presented.

20 See section 2.2
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6.3 Solutions

6.3.1 Maximising the AE-index

One of the design criteria is to create a device that can be operated from various distances
and is not critical in placement. The maximal distance between source and receiver is
defined by this design criterion: it should be 5m, while maintaining the recognition rate. The
criterion of placement requires an omnidirectional microphone to enable the user to operate
Niles from various angles.
In some circumstances however, it may be an advantage to connect an external
unidirectional microphone. By placing this microphone correctly, adirect can be increased and
ai can be decreased. Thus, the AE-index can be increased.
The room size and the reverb time are entirely dependent on the user. However, in some
situations the user can be advised to place acoustic damping material in the room. In most
living rooms this will not be necessary, as testing will show21

•

Niles' placement can have a positive influence on the AE-index. By placing it near a wall, the
delay time of some of the first signals can be decreased. This effect however is less
important than the environmental noise considerations22

•

Since the directivity of the source (Le. the human head) is fixed and the reverb time of the
room in which Niles is to be used is dependent on the user, the AE-index provides a worst
case scenario in which:
• The reverb time is equal to a resounding room (Le. a reverb time of ca. 1 s [Martin])
• The distance between speaker and microphone is maximal (5 m)
• The microphone is omnidirectional
To this scenario the speech recogniser should be tested to examine its behaviour in different
circumstances. If it meets its design criteria under these circumstances, it will meet them in
any living room.

6.3.2 Correcting for proximity

DCA

f\

_In..:....p_ut-,--~ JI---'f\'--'-----

J

As mentioned in section 6.2.1, the most important speech information is contained by two
octave bands: 500 Hz and 2000 Hz. The proximity effect influences only the 500 Hz band;
this frequency band is emphasised at low distances.
To correct for this, the amplification of this octave band should be decreased when the
distance between speaker and microphone is low. This can be achieved by applying two
bandpass filters to separate the two octave bands. Then the upper octave band is amplified
with a fixed factor to correct filtering losses and the lower octave band is amplified with an
adjustable factor to correct both filtering losses and the proximity effect (see graphic 6.4).
To correct for the proximity effect, the distance between speaker and microphone is crucial.
This information can be
retrieved from the AGC
circuit, since the gain is a
measure for the distance
(although this value is also
affected by the speaking
volume).
Another important factor is
the curve as shown in graphic 6.3. By applying a four-bit DCA, this curve can be corrected in

21 See chapter 10
22 See chapter 9 Graphic 6.4: Set-up of the spectral shaper
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sixteen steps. Within the scope of speech recognition and with the accuracy of the distance
information in mind, this is the maximal useful accuracy.
The presented curve is approximated by a 1/(distance)~ curve. The power <I> can be adjusted
by software and is dependent, amongst other things, of the applied microphone, the housing
and the user. Testing will show, that when <I> = 1 the proximity effect can be reduced
significantly regardless of the user. Fine-tuning <I> for every user would reduce the effect even
further, but there is no point in adjusting it for every individual user, since there is no means
of accurate feedback in the users' environment and most users will not understand what the
effect of adjusting <I> would be.
After correction, the spectrum remains more or less constant within the distance range of 0.1
to 5 m. The obtained spectrum does not exactly equal the original speech spectrum, but
since the voice templates are always captured using the spectral shaper this obtained
spectrum is also the basis for creating the recognition templates. Therefore, the proximity
effect will no longer influence the recognition rate.

6.3.3 Filtering

The two band pass filters are designed to divide the spectrum into the two main octave
bands of 500 and 2000 Hz. These frequencies are the centre frequencies of the filters.
Furthermore, the sum of the two filter outputs should reject frequencies outside ca. 250 to
4000 Hz to minimise background noise (see chapter 9).
The limitation of the bandwidth to 250.. .4000 Hz is already prepared in the AGC circuit.
The rolloff of the applied bandpass filters is chosen at 6dB per octave. By doing so, the final
spectrum can either be constructed by:
• adding the two bandpass signals: this leads to a dip in the spectrum around 1000 Hz
• subtracting the two bandpass tilters: this leads to an almost straight transfer function from

500 to 2000 Hz with a rolloff at both ends
In graphic 6.6 and 6.7 on page 33, the simulated amplitude- and phase diagrams are
presented. These simulated diagrams have been used to verify the calculated design. The
source code for the simulation can be found in addendum 1.2.
By leading the signal through two bandpass filters, the phase of the filtered signals is shifted.
At their -3 dB crossing points, the phase difference is ca. 200 degrees. This difference
causes the significant difference between adding and subtracting the two octave bands.

Because the most important information is around 500 and 2000 Hz, the frequency dip
around 1000 Hz can help minimise background noise. Therefore, the two bandpass signals
are added rather than subtracted.
The amplification of the 500 Hz octave band is done using a DCA similar to the one
described in section 5.5.3. The gain is programmed into the DCA by the microcontroller.
When the signals have been added, the total signal is biased to 2.5 V to match the input
range of the VRP.
Now the first two blocks of the schematic block diagram in graphic 4.1 are realised:

. Input

.AGC

- - - - - - - - - - . - - - - - . - - - ~ - - - - - - - - - - - - - - - - . - . . - - - - - - . . - - ,

DCA

Spectral shaper

Graphic 6.5: Schematic block diagram of the two realised blocks
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6.4 Testing

Because the acoustical transfer function F is largely dependent on the directivity of the
human head, testing was done by speaking words from various distances and recording
them with and without the spectral shaper using an ordinary tape recorder. This was done in
a very large, resounding room. By playing back the recorded words, the effect of the spectral
shaper became quite clear. The signal without spectral shaping became "empty" at larger
distances and "heavy" at low distances.
The signal with spectral shaping was, as expected, relatively constant regarding the
spectrum. However, because of the higher amplification at the low frequency band at large
distances (in the order of 4..5m, which is the upper edge of the design criteria), the pressure
effect becomes audible in the form of a lower AE-index. In other words: the spectrum
remains constant, but the reverberation increases with increasing distances. Further testing
after completion of the recognition device and in a more realistic environment (normal living
room size and reverberation) will have to provide more insight in the scope of the effects,
created by the spectral shapero For these tests, refer to chapter 10.

6.5 Conclusion

The spectral shaper appears to do what it should, but there is a side-effect: the smaller AE
index at the low-frequency band at high distance. Further testing will have to show if the
decrease in AE-index has a bigger impact than the absence of spectrum change. However,
this effect only emerges at the largest distances within the design criteria. The effect in the
distance range of O.1 ..2m is very positive: the proximity effect is effectively cancelled.
In the next chapter, the remaining blocks (the digital circuitry) will be discussed.
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7 Digital circuitry

7.1 VRP: OKI MSM 6679A

The MSM 6679 is a voice recognition processor with a
built-in AID converter, memory access and
communication ports, operating on a 32 megahertz
clock frequency. It is designed to function as a slave
mode device, controlled by a personal computer or a
microcontroller. The communication between the
controller and the VRP can either be parallel or serial
(RS-232). In this project, the RS-232 communication
port is used. The transfer protocol is described in par.
8.1.2.

The reset input of the VRP is controlled by the microcontroller. The purpose of this
configuration is to:
• ensure reset synchronisation between the two processors
• enable the microcontroller to issue a "hard" reset (as opposed to sending a reset

command through the RS-232 port) to the VRP. This is useful in connection with the
special memory addressing that is explained in the next paragraph.

The memory requirements depend mostly on the desired options. To be able to store the
recognition templates and the nametags, a one-megabit flash memory is required. The VRP
also needs one megabit of static random access memory for temporary storage of
recognition templates, voice templates and other variables.
The VRP has separated analogue and digital power supplies (5V DC for normal operating
conditions) and grounds. The analogue sound input should be a 5V peak-to-peak signal
biased at 2.5V. This signal may have a bandwidth of 5000Hz.

7.1.1 Memory access

The memory addressing of the VRP is somewhat peculiar. It can address up to 256 kilobytes
of RAM and ROM. To do so, it has 16 address lines and a total of ten extra signals.
To decode these signals to normal address and enable signals, a Gate Array Logic device
(GAL) is used. The data sheet and source code for this GAL can be found in addendum 1.3
and 1.4. This GAL is necessary to adapt the VRP output signals to this particular
configuration.

To enable several users to operate the speech recogniser, the flash memory holding the
recognition templates can be replaced by another flash memory, holding other recognition
templates. Rather than doing this by extracting the memory chip from its socket and
replacing it by another, the flash memory is oversized to four megabit instead of one
megabit. The extra two address lines are connected to the microcontroller.
Now the microcontroller can control which of the four one-megabit memory banks the VRP
has access to. To do so, it should activate its VRP reset output, alter the address outputs,
and de-activate its reset output. This way, the VRP is completely unaware of the exchange of
memory and the user can switch to another user simply by pushing some buttons.
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The VRP software and triggering tables23 should be downloaded to each of the memory
banks, since the complete program memory of the VRP is exchanged. This is not an ideal
memory management. An alternative could be to download a user's entire vocabulary into
yet another flash memory through the microcontroller. The VRP can upload or download an
entire vocabulary through its RS-232 port. This takes a few seconds, but the memory size of
ca. 50 bytes per recognition template adds up to a size of max. 3 kilobytes per user. This
means, that in a one-megabit flash memory the templates of 40 users could be stored.

The disadvantage of this is, that:
• The nametags have to be shared
• An extra flash memory is required (or a shared data bus structure)
• Switching between users would take several seconds
Especially the second disadvantage is the problem. An extra flash memory would cost ca. 10
Euro extra in production cost, whereas a four-megabit memory instead of a one-megabit
memory costs only 1 Euro extra. Furthermore, the additional PCB space of ca. 6 cm2 is not
required with the latter option.
A shared data bus structure would take a lot of extra hardware as well and would be less
reliable. Therefore, the latter option of an oversized memory has been chosen.

7.1.2 Speech output

As mentioned, the VRP is capable of the recording and playback of nametags. These
nametags are recorded by using the same analogue input as used for speech recognition.
After AID conversion, the sound is coded in Adaptive Differential Pulse Code Modulation
(ADPCM). This modulation technique continuously adapts the bandwidth of the modulator
according to the bandwidth signal to be modulated. This results in a maximum data reduction
while maintaining sound quality.
The nametag output of the VRP sends out this ADPCM coded signal. It can be decoded to
an analogue signal simply by integrating it with a second-order integrator. The resulting
signal can then be amplified and fed into a speaker to provide acoustic feedback.

7.2 Microcontroller: Intel P80CL580

The Intel P80CL580 microcontroller is part of the
8051-family and has the same basic structure as the
8051. It is an eight-bit microcontroller that operates at
a clock speed of 11 megahertz. Built-in features are:
• 256 bytes of random access memory

(partly bit addressable)
• external memory access
• an AID converter with four multiplexed inputs
• two timers
• an RS-232 interface
• an 1

2C interface
• five parallel I/O ports (partly bit addressable)
• a programmable interrupt controller (PIC)
• a PWM sound output
The RS-232 communication interface can connect directly to the VRP. The 12C interface and
the PWM output are not used.

23 See section 8.1 .1
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Two parallel I/O ports (PO and P2) address the ROM holding the software. The
microcontroller can address up to 64 kilobytes of external RAM and ROM. The data bus is
multiplexed with the lower eight address bits AO...A7.

To address the LCD display, the AGC and the spectral shaper, I/O port P4 is used as a
second data bus. Three extra enable signals select which device is being addressed. Each of
the devices has an enable input and a latch keeping its value after it has been disabled.
The AGC level detector (see par. 5.5.4) connects to the AID input. To ensure correct AID
conversion and to suppress (digital) switching noise, the analogue part of the microcontroller
has its own power supply and ground connection, separate hom the digital power supply and
ground.

Interrupts 4 through 6 are used for push buttons. These three push buttons ("Yes", "No" and
"Select") serve to operate the menu structure (select a user, train a specific command, etc)
In graphic 7.1 the schematic block diagram is presented:
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0" J

addresss / data I ProgramPO,P2 f--

"r---- ena IE -E-- P1.5 ALE
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latch enable memory
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start IExternal timer
~- enable~ P1.0 AID 2 timeout

P4
Push buttons I yes f----7 int_4 IInfrared

no~ inC5 P1.7 -----?l input Transmitte
selec f----7 inC6

Graphic 7.1: Schematic block diagram of the microcontroller and peripheral circuitry

7.2.1 Infra Red Transmission

To transmit the commands to the X-10 receiver and the various other appliances, three
infrared LED's are applied. They should be placed on the outside of the housing, pointing in
three different directions. Also, a normal LED is added to provide additional visual feedback.
This LED has two functions:
• giving a visual indication when a command is being sent
• giving additional visual feedback
When a command is sent, the LED's are lighting up with a modulation frequency of 20..40
kilohertz and a duty-cycle of ~, varying on the operated appliance24

• For the human eye, this
modulation is not visible since it can only detect frequencies up to ca. 20Hz. The LED
appears to light op continuously, but its clarity is reduced proportional to ~.

When the LED's are simply turned on, the visible LED lights up with a higher clarity than
when a command is sent and the infrared LED's transmit a command that no device will

24 For a more accurate description of infrared transmission protocols, refer to section 8.2
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react to, since these devices expect a modulated signal. Therefore, this option can be used
to provide additional visual feedback. If a bright LED is applied, one can see it clearly even at
daylight.

7.2.2 LCD display

The LCD display is a 2 line, 2 x 16 character dot matrix display module with built-in
microcontroller and character font table. It has an eight-bit databus through which it expects
both commands and data. To distinct commands from data, an extra input is provided. If the
display is disabled, it keeps displaying its information unless a "clear display" command has
been sent before disabling it.
As an extra feature, the display microcontroller also allows the host microcontroller to read
out the display memory. This option is not used in this device.

7.2.3 External timer

When a recognition cycle is started, Niles should switch itself back to standby mode if no
word has been recognised correctly for more than X seconds, for instance if in spite of the
precautions taken by the AGC software25 !\Iiles switches to recognition mode unintendedly, or
when the user has given a command but forgets to switch off Niles.
If Niles would remain in recognition mode, eventually it would recognise certain words (for
instance in a conversation) and suddenly send some unintended and unwanted command.

To avoid this, an external timer is implemented. This timer is set whenever:
• a recognition cycle starts
• a word has been recognised correctly
If the timer has not been set for more than X seconds, it generates a signal that causes the
microcontroller to switch back to standby mode.
The timer is implemented using a buffer amplifier to boost the current output of the
microcontroller, an RIC timing circuit and a comparator. By adjusting the comparator voltage,
the time lapse can be adjusted. The comparator output is connected to the ND-1 input.
When the comparator flips, the microcontroller should reset the timer to cancel the interrupt.

7.3 The RS-232 interface

Because the VRP needs special software to be programmed into its flash memory, and to be
able to make backup copies of vocabularies, Niles is equipped with an external RS-232
interface to link the VRP to a personal computer. Since both processors have only one
RS-232 communications port, jumpers can select whether the internal communication or the
external communication is active.
For level transformation, a standard MAX-232 line driver I receiver is applied. Since this IC
incorporates two line drivers and two receivers, also the microcontroller has its own external
RS-232 port for testil1g purposes. When external communication is active, Niles can operate
normally by applying an external connection cable between the two RS-232 connectors.

7.4 Power supply

The power supply is divided into four different groups:
• 5V digital power supply for the VRP

25 For a description of these precautions, refer to section 5.7.
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• 5V digital power supply for the microcontroller
• 5V analogue power supply for the microcontroller and the VRP
• 8V analogue power supply for the other analogue circuits
To enable Niles to operate on battery power, all power supplies are kept at least 4V beneath
12V (which is a commonly used battery voltage) and no negative voltages are applied. By
keeping this 4V limit, cheap voltage stabilising IC's can maintain a stable power supply with a
very high ripple rejection, even when the battery is almost dead. Choosing 8V for the
analogue circuitry leads to a linear voltage range of ca. 1V to 7V on the output terminals of
the opamps. This is enough to provide a 5V peak-to-peak signal for the VRP.
Since the two main processors, the VRP and the microcontroller, operate independently they
too have separate power supplies to avoid glitches.
To avoid digital switching noise in the analogue circuitry, the analogue and digital circuitry
have separate grounds, connected with an inductor.

7.5 PCB design

The entire circuit fits on a 10 x 21 cm2
, 2-layer printed circuit board (PCB). Only the two main

processors are SMD components. In placing the various components, care has been taken
to make all tracks, especially high-impedance tracks, as short as possible. The power supply,
the analogue circuitry and the two processors all have their own PCB area to minimise
crosstalk.
The power lines are extra wide and decoupling capacitors are placed near every IC. Finally,
all free space on the PCB is filled with two separate ground planes (analogue ground and
digital ground) in the appropriate areas.
In addendum 1.8, the PCB layout and component placement can be found.
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8 Software

Niles' characteristics are mainly determined by the software that controls the microcontroller.
The tasks the software has to perform are listed below:
• regulate the AGC
• regulate the spectral shaper
• communicate with the VRP
• generate feedback
• compose infrared commands according to the speech input
• verify these commands if necessary
• send out the commands after verification
• enable the user to train recognition templates, adjust the AGC wait time and select

another user

The first two tasks are performed by the AID interrupt routine as described in section 5.6.1.
They will not be discussed any further in this chapter.
For the other tasks, the necessary background information and the general set-up will be
briefly discussed. A thorough discussion of the Assembly source code will not be given, but
the entire source code can be found in addendum 1.1.

8.1 VRP command structure

8.1.1 Required VRP software

To be able to perform speech recognition, the MSM6679 needs some software to be present
in its flash memory. This software consists of an SI26 vocabulary and so called "trigger
tables"; OKI will not specify what this software is exactly, but they allow anyone to download
a binary file from the Internet. It can be uploaded to the VRP memory through the serial
interface.

8.1.2 Communication protocol

The VRP receives its 16-bit commands via the RS-232 port using a transfer protocol with 8
data bits, 1 stop bit and no parity. Each 4-bit nibble should be coded in ASCII, so each 16-bit
command is coded in 4 bytes representing the hexadecimal character. The VRP echoes
each received byte immediately and issues 16-bit returncodes depending on the command,
which also are sent coded in 4 ASCII bytes.

8.1.3 Initialisation

The following commands are used to initialise the VRP:

REFERENCE

RESET
BGN
GETVOC
GETIAGS

OPCODE

F2C5h
F505h
F508h
F50Ch

DESCRIPTION

RESET & INITIALIZE
INITIALIZE BACKGROUND NOISE
RECALL SO TEMPLATES FROM FLASH
RECALL SAVED TAG TABLE FROM FLASH

26 Speaker Independent recognition; a type of speech recognition that is not used in this device. The
MSM6679 is suitable to perform both SI and speaker dependent (SD) recognition.
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RESET: This command resets the VRP, causes it to issue returncodes after generating sound
output (such as nametags or a beep), performs background initialisation, disables the "beep
after each voice trigger" option and initialises the trigger tables.
BGN: This cornmand causes a 500 ms background noise initialisation. The VRP requires this
command prior to recognition for noise vector subtraction (see section 9.1.1).
GETVOC: This command causes the VRP to download all existing recognition templates from
flash memory to working memory. If no recognition templates exist, a new vocabulary is
initialised with no recognition templates. This command is necessary before any recognition
or training action.
GETIAGS: This command causes the VRP to download the nametag table27 from Hash
memory. This is necessary before playing or recording nametags.
The initialisation procedure sends the following sequences:

1. RESET
2. GETIAGS
3. GETVOC

The BGN command is to be sent just before every training or recognition cycle. After
finishing a training or recognition cycle, the vocabulary and the nametag table should be
saved to flash memory using the SAVEVOC and SAVETAGS command.

8.1.4 Training commands

To enroll (train) a new recognition template after initialisation, first the template number to be
enrolled has to be specified with the command

SEARCHXY: F9XYh SEARCH FOR TEMPLATE NUMBER XY

where XY represents the template number. This can be any number between zero and FF
hexadecimal (255 decimal).
When the template is not yet present in the vocabulary and enough memory exists, a new
empty template is automatically generated.
The search command should be followed by

ENROLL: FBOOh ENROLL SD TEMPLATE

When this command is issued, the VRP captures the signal from its analogue input. The
enrollment is triggered by a signal level above the VRP's built-in threshold. Each new
template should be enrolled at least three times, but recommended is to do it five times; this
is the number of initial enrollment for training Niles.
When all templates are enrolled and training has finished, the recognition templates should
be saved to flash memory:

SAVEVOC: F507h SAVE SD TEMPLATES TO FLASH

After this command, the VRP can be switched off safely without loss of data.

A training command sequence could be:

1. SEARCH01
2. ENROLL
3. ENROLL
4. ENROLL

27 Nametag table: a set of pointers to recorded nametags, grouped in a "table", all with their own
reference number.
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5. ENROLL
6. ENROLL
7. SAVEVOC

Now, template number 01 has been enrolled five times.
The nametags can be recorded using the command

RECTAG: FAXYh RECORD NAMETAG NUMBER XY

in which XY represents the nametag number. This number can be any value from 01 to
3Dhex. The recording of nametags is not triggered by the signal level; it starts immediately
after issuing the RECTAG command. The length of the nametags can be set by:

SETLENGTH F101h SET NAMETAG LENGTH

followed by OOXY, where XY is the nametag length in 14ms intervals. Default value is 1.4
seconds.
After recording nametags, they should be saved by issuing:

SAVETAGS F50Dh SAVE NAME TAG TABLE TO FLASH

When the recognition templates and the nametags have been trained, the initial training is
complete. During the daily use of Niles, the recognition templates will be updated as will be
described in the next section.

8.1.5 Recognition commands

When the recognition templates have been trained and the nametags have been recorded,
the daily use of Niles can begin.

There are several ways to perform speech recognition using the MSM6679. One can:
a) let the VRP decide which word was said
b) let the VRP produce a list of all acoustic distances28 and then let the microcontroller

decide which word was said
c) let the VRP sort the recognition templates in order of increasing acoustic distance and

return the most probable template number; then the microcontroller can request the next
best template number if the first was not a member of the current sub-vocabulary29

The first option is of course the easiest. The VRP can calculate the acoustic distances,
decide which word was said and thus save the microcontroller some time. However, the
recognition rate will be greatly increased by limiting the number of recognition templates to
choose from. This is not implemented in the VRP and can therefore not be achieved using
this option.

The second option allows the microcontroller to have complete control over the decision.
However, the amount of data it needs to be able to decide is considerable. It will take some
time to download the data from the VRP, extract the valid sub-vocabulary and make the
decision. This could slow the system down severely.

The third option is a compromise to both options. The VRP makes the first decision, then the
microcontroller can validate this decision by checking the sub-vocabulary. If the suggested
template is not a member of this sUb-vocabulary. the microcontroller can order the VRP to
return the next best match. This can be repeated until a template is validated. However, if the

28 Acoustic distance: see section 2.3.
29 Sub-vocabulary: see section 2.3.
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acoustic distance of a suggested template exceeds a pre-determined threshold value it
should not be validated to make sure that environmental noise doesn't lead to a valid match.
Eventually, any sound will lead to a valid match if this threshold is not present.

To perform speech recognition with this last method, the following commands are necessary:

SDLlSTEN:
SDDIST:

F340h
F344h

START SO RECOGNITION
RETURN PHRASE & DISTANCE

The first command causes the VRP to monitor its analogue input. When the input is triggered
by a signal exceeding the input threshold, this signal is captured and a voice template is
composed. After completion of the voice template, a return code is issued.
By sending the SDDIST command, the VRP sorts the recognition templates in order of
acoustic distance and returns the closest match and its acoustic distance to the voice
template. When this command is sent again, the next best match is returned, and so on.

When a recognition template is matched to a voice template, this voice template can be used
to update the recognition template by sending the command

UPDATE: F342h UPDATE SO ENROLLMENT

This is useful to keep track of changing voices (e.g. when the user has a cold) and different
pronunciations. Furthermore, any trainable speech recogniser will become more robust when
recognition templates are updated on a regular basis. However, care must be taken not to
update a recognition template with a wrong voice template. This will seriously deteriorate the
quality of the recognition template, especially because the acoustic distance between this
recognition template and the right recognition template was already small; otherwise they
wouldn't have been mixed up. This acoustic distance will become even smaller and the risk
of making the same mistake again is quite large.
To avoid a situation like this, the recognition templates should only be updated when the
command turned out to be correct. Because a command is composed by recognising several
words after each other ("TV, channel, up") the UPDATE command has to be sent directly after
recognition. Otherwise, only the last template would be updated. However, the
microcontroller only knows if a command was correct after recognising at least three words
correctly.

To achieve an effective way of updating the recognition templates, a recognition template
should be updated immediately after a voice template is matched to it, but the recognition
templates should only be saved to flash memory when there is no correction command
afterwards. In other words: The recognition templates are always updated in the working
memory, but are only saved permanently to flash memory if the user doesn't correct the
executed command. When a command is executed and the user accepts it, it appears that it
was the right command and the templates can be saved. If not, the ternplates should be
reloaded from flash to erase the updated templates.

With this in mind, a recognition sequence could be:

1. SDLlSTEN
2. SDDIST
3. (validate: not valid)
4. SDDIST
5. (validate: valid)
6. UPDATE
7. SDLlSTEN
8. SDDIST
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9. (validate: valid)
10. UPDATE
11. (send command)
12. (validate command)
13. SAVEVOC (if valid)
14. GETVOC (if not valid)

Once the updated recognition templates are saved to flash memory, they can not be
"un-updated". Therefore, this option must be used with care.

8.1.6 Sound output

To provide feedback, the MSM6679 has several options. It can:
a) record and play back nametags
b) control an external speech synthesiser (the OKI MSM665x family)
c) produce four sound effects
d) beep
For the recording and playback of nametags, the four built-in sound effects and the beep the
VRP does not need extra hardware. The nametags and the beep are chosen to produce
feedback. The nametags contain the same words as the recognition vocabulary to enable the
repetition of commands for verification. The beep can be used as an indication of Niles'
current command status.
The commands necessary for feedback are:

BEEP:
PLAYTAG:

F47Eh
F4XYh

BEEP
PLAY NAMETAG NUMBER XY

in which XY represents the nametag number. This number can be any value from 01 to
3Dhex. The recording of nametags is described in section 8.1.4.
As an extra feature the VRP can generate DTMF tones for telephone dialling with the
command

DIAL: F45Xh DIAL A DTMF TONE

in which the number to be dialled equals X - 1. For X =B or X =C, a " * " res. a " # " are
dialled.
This feature is not used in this project; future work can add this option after implementing a
hands-free telephone in conjunction with the AGC and spectral shaper circuits, controlled by
the microcontroller. This would enable the user to use a handsfree telephone not only to
answer calls, but also to place calls.

8.2 X-10 command protocol

To control X-1 0 devices, the infrared code should be transmitted to a device known as
"Command Centre URC3000" by Universal Electronics Inc. or "IR543" by One for All. This is
an infrared receiver that modulates the mains net with the received infrared codes. These
modulated codes can then be picked up by the various X-1 0 modules throughout the house
and be executed.
The digital infrared communication uses a 40kHz carrier to modulate the information. A
logical "1" is sent by transmitting a 4 ms burst followed by 4 ms of nothing; a logical "0" is
sent by transmitting a 1.2 ms burst followed by 6.8 ms of nothing.
To transmit a command, first the appliance number should be transmitted and then the
function. If a function is to be repeated for the same appliance, only the function code has to
be repeated since the X-10 receiver holds the appliance number. Each appliance number
and each function is coded in five databits (see appendix 2). The data are transmitted by
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sending a start code consisting of a logical "1", the five databits inverted, the five databits,
and a stop code consisting of a 12 ms burst (see graphic 8.1).
The data bit length as well as the 40 kHz burst can be constructed using software. The
infrared transmitter driver consists only of some resistors and a switching transistor to boost
the microcontrollers' current output.

- - -,

start', 01

1.2 ms 4 ms

02 03 04

8 ms

05 01 02 03 04 05

12 ms

stop

(~n, ,1,----
16.4 ~s

Graphic 8.1: Infrared transmission protocol

8.3 Vocabulary structure

As mentioned in section 2.3, the vocabulary should have the form of a branched structure.
For the software this means, that it has to select which vocabulary to use for recognition. To
implement this selection, the vocabulary structure has to be known.
The various commands can be divided into two main groups: the X-10 commands and other
infrared commands for TV or radio remote control.

8.3.1 X-10 command tree

For X-1 0 commands, each command consists of an appliance number and a function
number. An appliance number can be zero through 15 for the X-1 0, but for the user these
numbers should be divided into groups like:
• four lights
• four curtains
• four windows
• four various
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The appliance numbers are five-bit numbers. The least significant bit is always "1" to distinct
appliance numbers from function numbers. This means, that the software has to generate a
four-bit appliance number. By splitting these four bits into two parts of two bits, the appliance
numbers can easily be composed by 'first selecting a group (two least significant bits) and
then selecting a member (two most significant bits). Thus, the X-10 vocabulary structure
should be:

1. select appliance group ("light")
2. select appliance number ("one")
3. select function ("on")

Thus, each sub-vocabulary contains four or five words since the appliances are divided in
four groups and five functions will be implemented (on, off, all units off, brighten, dim).

8.3.2 Auxiliary command tree

For the various other devices, the appliances and the functions are only partly known since
not every user has the same TV set, radio or CD player. Also the infrared command codes
vary from brand to brand. To intercept this last problem, a trainable command code structure
should be added. In this project, some Philips and Nordmende codes are implemented for
demonstration purposes. In chapter 11, a brief description of a possible future
implementation will be given for a trainable command code structure.
To control various unknown devices, each device will have a command tree split in two parts,
a two-level command tree and a three-level command tree like:

1. select device ("radio")
2. select function ("on", "off" or "channel", "volume")
3. if function not complete: select function ("up", "down")

If the function is complete after the second step, the software should skip the third step. This
can be achieved by limiting the possibilities to the above mentioned functions (on, off,
channel, volume); then the software knows which words construct a complete function (on
and off) and which words need further information (channel and volume).
To operate a VCR or a CD player, the functions "play" and "stop" should be added to the
function group. The function sub-vocabulary then consists of six words.

8.3.3 Combining the two command trees

To minimise the number of words to be spoken by the user the "device" sub-vocabulary
could be added to the "appliance group" sub-vocabulary. If Niles is prepared to control four
devices, this sUb-vocabulary will contain eight words. So far, this is the largest
sub-vocabulary.

Furthermore, to switch Niles on there should be a special word such as "Niles"; this is a
one-word sub-vocabulary, only active directly after the microcontrollers' decision to switch the
VRP to recognition mode30

•

30 See section 5.7
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Now, we have six sub-vocabularies:

1) activation:
• Niles

2) appliances and devices:

• lights
• curtains
• windows

• various

• TV

• radio

• CD
• VCR

3) appliance member:

• one (or front)
• two (or rear)
• three (or left)
• four (or right)

4) function 1: (X-10)
• on
• off
• all (=all units off)
• brighten
• dim

5) function 2: (device level 2)
• on
• off

• play
• stop
• channel
• volume

6) function 3: (device level 3)
• up
• down

These sub-vocabularies do not comply with the directions as proposed in section 2.3. They
simply represent an image of the command structure and form the initial vocabulary. Since
all sub-vocabularies are relatively small, the choice of words is not too critical. Testing will
have to prove if the acoustic distances between the most convenient words are large
enough.

Finally, one word needs to be added to all vocabularies: the word "correction" or "back". This
word should cause the microcontroller to take one step back in the command tree. If this
word is said twice then Niles should switch itself off, for instance:

User action Niles' reaction

1. TV (next level)
2. channel (next level)
3. correction (one step back)
4. volume (next level)
5. up (a command is sent)
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6. correction
7. correction
or:
7. down

(one step back)
(switch off)

(a command is sent)

This way, the user is able to make a correction after a human error. If Niles has sent a wrong
command, the user will have to explicitly send a command with the opposite effect, since
Niles is not aware of the exact effect of its commands.

The quickest way (Le. with no errors) to switch Niles to active mode, turn on the TV set and
afterwards switch Niles back to standby mode would be:

User action

1. say "Niles"
2. wait 1s

3. say "Niles"
4. say "TV"
5. say "on"

6. say "correction"
7. say "correction"

Niles' reaction

AGC reacts
microcontroller verifies silence length and switches the VRP
to recognition mode
VRP recognises correct word; recognition continues
VRP recognises correct word; recognition continues
VRP recognises correct word; the command is sent;
recognition continues
VRP recognises correct word; recognition continues
VRP recognises correct word; Niles switches itself to standby mode

The user could also skip the last two commands; the external timer is set after each
recognised word and will automatically switch Niles to standby mode after some time.

8.4 Training routine and user menu

The listing above already gives a large part of the complete picture. This picture is completed
by adding a training routine and a menu structure to operate the training routine, to select the
AGC wait time31 and to select one out of four users32

•

The training routine should enable the user to:
• train all recognition templates at once
• train one template at a time
• record all nametags at once
• record one nametag at a time

The software training strategy is largely described in section 8.1.4.
To provide optimal recognition templates, the user should train Niles from the distance he is
most likely to use often. Therefore, after selecting the desired training option the same
threshold as used prior to entering recognition mode should be applied prior to actually
entering training mode.

This leads to the following steps:
1. select a training mode with the user menu
2. have a seat
3. say "Niles"
4. wait 1s

31 See section 5.7.
32 See section 7.1.1.
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5. say "Niles"
6. Training starts

Each word should be trained five times. To indicate which word is to be said, the LCD display
could be used; however, if the user is constantly watching this display his position while
training will most likely not match his position when using Niles. Therefore, this list should be
typed out for the user and acoustic feedback should indicate the training status.
This could be achieved by giving a beep when a word is expected and playing back the
correct nametag when the template is complete. This leads to the following training routine:

1. "beep": say the first word
2. repeat this step four times
3. play back the correct nametag: now the user knows he has to skip to the next word
4. "beep": say the second word

and so on until the last nametag has been played, indicating that the last template has been
trained. Niles then returns to standby mode.
If the user made an error while training one of the templates, he can re-train this template
later using the "train one template" option.

To enter training mode and to choose from the various options, the menu structure should
have the following options:

1. select user
• up
• down
• confirm

2. adjust wait time
• up
• down
• confirm

3. enter training mode
• train all recognition templates at once
• train one template at a time

• record all nametags at once
• record one nametag at a time

4. set upper limit
• up
• down

5. exit menu

These options can be selected by using three push buttons: Yes / Up, No / Down and Select.
Since the user himself is disabled, another person should assist him. If this menu structure
was voice controlled as well, the user could face serious problems by accidentally switching
to another user or erasing a vital recognition template. Therefore, these options should only
be accessible when the user is not alone. On power-up, Niles will select user one
automatically and will enter standby mode to make sure that after a power failure no other
person needs to assist the user to switch Niles on.
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9 Practical directives: How to handle environmental noise

Environmental noise is an important influence that can affect the recognition rate greatly. To
minimise the effect of background noise, the considerations to be reckoned with and some
advice on how to place Niles are described in this chapter.
A second important factor influencing the recognition rate is Niles' training. A correct training
procedure can enhance the recognition rate just as much as an incorrect or insufficient
training procedure can deteriorate the recognition rate. In section 8.4, some directives on
training are given.
The third factor is the construction of a suitable vocabulary. In section 2.3, the general
directives are described; in section 8.3, the default vocabulary for this speech recognition
device is presented.

9.1 Environmental noise

Environmental noise can be divided into:
1. Background noise (traffic, wind, etc)
2. Domestic noise (footsteps, glass on the table, creaking chair)
3. Conversation
In the next sections, these various sound sources and their effect on the recognition rate will
be discussed.

9.1.1 Background noise

The first category consists of various, constantly present noises all adding up to a wide-band,
low-level spectrum. By filtering out all frequencies that are not within the most important
frequency range the effective noise energy level can be minimised, but a certain degree of
noise is always present; see graphic 9.1.
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Graphic 9.1: Noise energy reduction by filtering

50



This background noise (BGN) level is mainly dependent on external influences and should
be taken into consideration when placing Niles. By placing it near a window, the BGN level is
maximal; by placing it in the centre of a room or on an acoustically selected spot, the BGN
level can be minimised (See graphic 9.2 on placement of the recognition device). If the BGN
level is too high, the speech recognition device can only be operated from close range.

The selected VRP, the OKI MSM6679A, has a built-in BGN subtraction option. This option
causes the VRP to take background noise into consideration while performing speech
recognition. To do so, the VRP samples background noise for 500ms, in which no speech
should occur. This BGN sampling is performed during the second AGe wait cycle to ensure
a correct sample (See section 5.7.2). This way, the effect of background noise is minimised.
When Niles is used as an accessory on a wheelchair, the background noise problem will be
minimal because the distance between the speech recogniser and the speaker is minimal.

window

•
speech
recogniser

table

window

table

wrong

Graphic 9.2: Placing the speech recogniser

•
speech
recogniser

right

9.1.2 Domestic noise

While performing speech recognition, many random sounds can distort the signal. These
sounds, as opposed to background noise, are usually non-repetitive, relatively loud, easy to
detect and often created by the user. They should not trigger a recognition cycle (see section
5.7.2), but when a recognition cycle is active they should not occur at all. Their energy level
may well be as high as recognisable speech, so the VRP regards these sounds as speech
and tries to "make something of it". The user should be aware of this effect, and not create
such sounds while operating Niles. When such a sound occurs anyway and the VRP
responds to it, the user is able to correct this by taking the command procedure one step
back. (see section 8.3)
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9.1.3 Conversation

There are three situations to be considered:
• Background conversation between two or more people, other than the user, while the

user is operating the recognition device
• Background conversation on TV or radio
• Conversation while the user is not operating Niles

In the first case, the conversation should always be on at least a 20dB lower level than the
command words. In other words: the user should be at least ca. 10 times closer to the
recognition device than the people having a conversation, assumed that the user is speaking
at least as loud as the other people. The problem here is that when the VRP is expecting a
command and one of the conversing people raises his voice, the VRP will regard this sound
as a spoken command. The dynamic range of the human voice is such, that a sound level
peak of 20dB is not uncommon, so in this situation the recognition can become unreliable.
The user can adapt to this by raising his voice, approaching the recognition device or by
simply asking the other people to lower their voices for the duration of the recognition cycle.

In the second case, the situation is the same, with one difference: the dynamic range of the
average TV show is limited. When the TV volume is set to a certain level, sounds will never
exceed a defined maximum. By placing the speech recogniser correctly, many problems
caused by TV and radio noises can be avoided (see graphic 9.2). If their peak output level is
beneath the VRP triggering level, the above mentioned problem will not occur and the
sounds will simply add up to the background noise. However, the user should always take
caution in turning up the TV or radio volume. It is possible to turn it up (using the speech
recogniser) to a level where the recogniser does not function properly anymore. If the user
tries to turn the volume down and the recognition device does not recognise the given
commands, the user may become agitated and the recognition rate will drop even further.
Implementing a protection against this situation is very difficult, since not all TV or radio sets
produce the same output volume and not all channels transmit at the same audio level. The
user should be aware of this risk and turn down the volume before, for instance, switching
from one channel to another (louder) channel when the volume setting is relatively high.

In the last situation, the speech recogniser is standing by and waiting for its wake-up call. As
described in section 5.7, Niles only responds to a specific situation before it starts
recognising words. A wake-up sequence would be to say a word, be silent for a second and
then say another word like: "wakeup..........wakeup". This is a bit long-winded, but a good
way to prevent errors caused by unwanted reactions from the speech recogniser.
Finally, as mentioned in section 6.2.1, the recognition rate can be increased by applying a
unidirectional (cardoid or super-cardoid) external microphone. Placing a unidirectional
microphone requires understanding of the directivity of this microphone, but the result can be
a major increase of the SIN ratio in certain situations. This option should be considered if the
built-in omnidirectional microphone is not sufficient.
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10Testing

Niles was tested in a real-life environment as described in section 6.3.1 by executing 60
commands over a distance of 0.2 to 8 meters. The speaker was an experienced speaker with
knowledge of Niles' command structure.
Each command consisted of four words and was confirmed by two words.
In the following table the test results are given:

Distance (m)

0.2
0.5
1
2.5
5
8

average

# of correctly executed commands (out of 10)

8
9
10
9
8
9

8.8

From this table it appears, that Niles can be operated from 0.2 to 8 m and that the
recognition rate of 90% is exceeded. The average number of correctly executed commands
(88%) leads to a recognition rate of 97% (881

/
4
).

The effective recognition rate is very dependent on the person operating Niles. By testing
Niles with tape recordings, a recognitino rate close to 100% can be acheved. However, this
would not be a realistic value since differnces in pronounciation are the main cause for
wrongly recognised words.

The activation routine works quite well at close range (up to 2.5 m): 9 out of 10 times Niles is
effectively activated. When Niles is not deliberately activated, it does not execute any
commands.
At larger distances waking up Niles becomes harder: at 8 m only 6 out of 10 activations are
effective. This is caused by environmental noise and the reverberation effect.
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11 Conclusions & recommendations

A low-cost, stand-alone speech recognition system to control the Bush-Timec X-1 0 system
has been implemented. It is called Niles because it can perform several tasks a butler would
do.

11.1 Conclusions

From testing it appears, that Niles functions well within its design criteria.

These design criteria were:

a) The retail price should be less than ",,500 Euro
b) The housing volume should be less than 1 dm3

c) It has to be able to operate on external battery power or mains power
d) The recognition rate should be better than 90 %
e) l\Iiles should be operable from distances of 0.2 to 5 m, while maintaining its recognition

rate
f) The safety with respect to the user must be well guarded
g) It has to be able to control the Bush-Timac X-1 0 system33

h) The user interaction should be as easy as possible

The design criteria are tested below:

ad a): At production costs of less than 100 Euro, the retail price should be under 300 Euro.
ad b): Since the entire device fits onto a 10 x 21 cm2 PCB and requires only a very small

microphone ans speaker, the device will also fit into a 1 dm3 housing.
ad c): All power supplies are between 0 and 8 V and are stabilised by power supply IC's that

can operate on supply voltages of 11 to 25 V. The average supply current is ca.
300 mA. This means, that Niles can operate on a cheap external adapter or on an
external 12 V battery.

ad d): As mentioned in chapter 10, the recognition rate is ca. 97%. This is well over 90%, but
very dependent on the user and training. An experienced user can reach even more
than 97% recognition rate if Niles is trained properly.

ad e): Niles is operable from 0.2 to more than 8 m; test results show, that the recognition rate
at 8 m is not significantly lower than at close range. However, the environmental
conditions must be well guarded if Niles is to be operated from a large distance.

ad f): The safety is well-guarded by:
• the effectiveness of the threshold strategy (no undesired commands are

executed)
• the infrared transmission protocol (no dangerous voltages inside).

ad g): Niles can control all sixteen devices the X-1 0 protocol offers and it can control five out
of six functions the X-10 protocol offers (on, off, brighten, dim, all units off). The
function "all units on" has not been implemented for safety reasons.

ad h): To reach a high recognition rate, the command structure is set to a specific order. The
user must say "light, one, in" instead of "light, in, one". This does not limit the number
of executable commands, but it limits the user in command sequences.
However, without this structure the recognition rate would be much lower.

33 See Introduction for a brief description of this system.
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Household devices, lights, heaters, fans etcetera can easily be controlled by speaking
commands to Niles. This way, people with a severe motor handicap can control their
immediate environment by speech without having to learn how to use a computer or having
to spend lots of money. A complete system would only consist of Niles, an X-10 infrared
reciever and up to sixteen X-10 dimmers.

11.2 Recommendations

Although Niles already works quite nicely, several extra features would increase its
capabilities:

• The command structure and the software structure allow an easy addition of
remote control codes for TV sets etcetera, but since almost every brand has its
own codes ther should be an extra feature to read and reproduce infrared
codes from an existing remote control. Several standard IC's could perform this
task as slave-mode devices, but the codes could also be read directly by the
microcontroller and stored into a flash ROM. Since the MSM6679 is capable of
downloading and uploading data from its flash to the host microcontroller and
the amount of data would be small, no extra memory would be required. The
only extra hardware would have to be an infrared sensor.

• The feedback options (complete acoustic feedback, partial acoustic feedback,
only visual feedback) could be set from the user menu. This way, the user
himself can choose how much feedback he wants.

• A Dutch command vocabulary should be compiled, regarding the directives
given in section 2.3. This vocabulary and Niles itself should be tested by
producing several prototypes and lending them out to several users.

• A hands-free telephone could be added. The VRP is capable of producing
DTMF tones (used for dialling in every modern telephone network) and the
acoustic signal processing is already done. The only thing required would be a
link to the telephone network and some software additions.

• The nametags used for feedback should be recorded by a professional speaker
in a studio. By applying a high-quality microphone and tailored signal
processing, high-quality nametags can be recorded into the VRP.
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Appendix 1: Explanation of terms

AE-index Acoustic Energy index

AGC Automatic Gain Control

BGN BackGround Noise

CD Compact Disc

DCA Digitally Controlled Amplifier

GAL Gate Array Logic

IC Integrated Circuit

IRT InfraRed Transmitter

MDB Minimum Detection Bit

MEE Medical Electrical Engineering

PIC Programmable Interrupt Controller

PWM Pulse Width Modulation

PCB Printed Circuit Board

RAM Random Access Memory

ROM Read Only Memory

SD Speaker Dependent

SI Speaker Independent

TV TeleVision

VCA Voltage Controlled Amplifier

VRP Voice Recognition Processor
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Appendix 2: X-10 codes

X-10 Niles Data bits

device 1 door 3 10011
device 2 door 1 00011
device 3 door 4 11011
device 4 door 2 01011
device 5 window 4 11101
device 6 window 2 01101
device 7 window 3 10101
device 8 window 1 00101
device 9 light 3 10001
device 10 liqht 1 00001
device 11 liqht 4 11001
device 12 Iiqht 2 01001
device 13 curtain 4 11111
device 14 curtain 2 01111
device 15 curtain 3 10111
device 16 curtain 1 00111

all units on - 11100
all units off nothing 11110
on in 11010
off out 11000
dim less 10110
briqhten more 10100
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