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Summary

The main purpose of an onset detection algorithm is to serve as a front end to a computational
rhythm analyzing system. Three algorithms were developed to detect the perceived onsets of
auditory events in polyphonic music:

- Level Increment Rate Onset Detector (LIROD): Based on level increment rates of band
pass filtered signals.

- Spectral Correlation Onset Detection (SCOD): Utilizing spectral changes for onset de
tection.

- Loudness Increment Onset Detection (LoudIOD): Based on a psychoacoustic loudness
model. Increments in loudness are thresholded to detect onsets.

A comparison of the onset detection algorithms shows that the LoudIOD performed best, with
an overall error rate of 42.8%. The LIOD and the SCOD had overal error rates that were
very close to each other, 56.0% and 56.6% respectively. Not only did the LoudIOD have the
lowest error rate, but it was the least computationally intensive. The SCOD was the most
computationally intensive. When looking at the performance across individual excerpts, it was
evident that orchestral music is the most difficult style from which to extract onsets, probably
due to the dispersed onsets and the vibrato and tremolo present in this type of music.

To test the applicability of the onset detectors for computational rhythm analysis, they were
used as a front end in a tempo extraction system. This tempo extraction system was based
on Scheirer's beat detector [29], that is based on resonator comb filters. Modified versions of
Scheirer's resonators were used in a tempo extraction system. Compared to the tempo extractor
with Scheirer's front end, using either the LoudIOD accentuation signal or the LoudIOD onset
times as input signals to the resonator filter banks (RFB's) increased the number of correct
primary tempo's from 58 to 64 out of 96. Furthermore, the number of excerpts the primary
tempo of which was an integer multiple of the annotated tempo increased from 87 to 92 out of
96. The tempo extractors with LIROD and SCOD front module performed less well.

Although the overall error rates for one-by-one onset detection are still reasonably high
(42.8% to 56.6%), the use of pulses at detected onset times, rather than a signal precursor,
improves the performance of tempo extraction systems.
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Chapter 1

Introduction

1.1 General motivation

There has been a growing interest in the development of methods to retrieve semantic meta
data from audio, that is recognizing aspects of sound that are relevant to human understanding.
Perhaps the best examples are interactive speech recognition systems. Not only do they re
trieve and store the audio signals in a traditional signal processing way, but they also derive
higher level semantic information from these signals in order to enable interaction. Similarly,
computational analysis of music is being developed, equipping signal processing systems with
knowledge from perceptive and cognitive research fields such as psychoacoustics and musicol
ogy.

The work done for this thesis is part of a project that focuses on the development of a signal
based parametric description of music and audio that can be used for automatic classification,
automatic playlist generators and personal profiling. Part of the classification project is the
exploration of rhythm features, i.e. finding ways to parameterize certain aspects of the temporal
structure present in music, such as tempo and degree of swing. A first step in such a system
would be the development of a representation of the music signal that makes the location and
strength of rhythmic accents apparent. Rhythmic accents usually coincide with the perceptual
onsets of auditory events in music. The main focus in this thesis is the development of such a
detector of perceptual onsets that is applicable for polyphonic music.

A perceptual onset is the perceived starting point of an auditory event. This definition of
an onset is rather different from definitions such as "the strike of an instrument" that is used
in automatic music transcription or exact physical definitions such as "an increase of intensity
by 10 dB within 9 ms" used in commercial music software such as Cool Edit Pro©.

What makes this definition of an onset different, is that it is still very intuitive, because
there is no such thing as an exact description of what physical properties in a signal cause
parts of it to be recognized as auditory events. Even with psychoacoustic knowledge of just
noticeable differences in loudness levels, amplitude and frequency modulation, it is far from
a solved problem, particularly because even noticeable differences do not necessarily indicate
onsets to events. Nevertheless it is safe to say that at an onset at least one of the following
phenomena must be perceived:

1 A noticeable increase in loudness

2 A noticeable change of pitch

3 A noticeable change of timbre
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The physical counterparts to these phenomena are:

- An increase of signal power (main physical counterpart to 1)

- Spectral changes (main physical counterpart to 2 and 3)

My approach towards this problem is to exclude imperceivable aspects of sound as much as
possible and carefully take into consideration the temporal properties of human perception.
Therefore, a short summary of important temporal aspects is given below.

1.2 Temporal aspects of human sound perception

According to perception research, the lower boundary to time perception or temporal resolution
lies in the area of 2 ms. This is the shortest interruption of a continuous broadband sound,
that can be perceived based on temporal properties only [32]. The upper boundary is related
to the length of the perceptual 'present' which is around 3 s (Moelants [23]). Two isolated
onsets at a distance greater than 3 s are too far apart to induce a clear sense of their inter
onset interval (10I), therefore they will have hardly any rhythmic strength.

Another important temporal aspect is the distance between the onsets of two events in
order for them to be heard separately. According to Parncutt [26] the minimum discriminable
inter onset interval (lOlmin) typically lies in the range of 50 to 100 ms. A related measure
is the minimum inter onset interval required to recognize the order in which two events are
played, where the recognition takes place by temporal cues and not by timbral cues. This 101
lies in the area of 30 to 40 ms (Moelants [23]). Furthermore, Dixon [7] states that perception
research has shown that with up to 40 ms difference in onset times, two onsets are heard as
synchronous, and for more than two onsets, the threshold is up to 70 ms. Similarly Moelants
[23] states that information within 50 ms is automatically integrated into one gestalt (and thus
will invoke one perceptual onset).

The human auditory system has a sharper response to attacks than to releases. Two phe
nomena that indicate this property are forward masking (Durrant et al. [9]) and the loudness
sustain after the physical offset of a sound (Zwicker and Fastl [36]). Masking is the phenomenon
that a louder sound (masker) can make a softer one (maskee) inaudible. This can occur not
only for simultaneously played sounds, but for sounds playing after each other as well. Al
though this effect is limited when the maskee is preceding the masker (backward masking), it
becomes strong when the maskee is following the masker (forward masking), requiring a period
of around 200 ms for the effect to be completely turned off. Figure 1.1 illustrates the effect of
both backward and forward masking.

The phenomenon of loudness sustain is shown in Figure 1.2. Zwicker and Fastl [36] state
that the loudness response to attacks is much sharper than that of releases. The loudness of
a sound takes about 50 ms to fully develop, whereas it sustains for periods up to 200 ms after
the offset of the sound. This sharper response to attacks than to releases could very well be
the reason why we focus on onset regularity and alignment rather than on offset alignment
when perceiving rhythm in music. To emulate this behavior non linear methods will have to
be employed. For instance, a non linear low pass filter with differing attack and release time
was used to emulate the loudness sustain.
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5 kHz. (a) temporal envelopes of the two tones, (b) corresponding time functions of specific
loudness, (c) corresponding time functions of loudness. From Zwicker & Fastl [36]

1.3 Previous onset detection methods

Onset detectors have been designed for various purposes, the main ones being speech recog
nition, automatic music transcription and computational rhythm analysis. Although each of
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these fields has got a different definition of what exactly is considered an onset, the main goal is
the same: automated analyses of where events of interest begin. In a lot of literature concerning
these topics the onset detector is only presented as a subsystem of the presented system, and
often does not contain a quantitative or even a qualitative evaluation of the performance of this
part. The evaluation is usually restricted to the performance of the total system in retrieving
the higher level information. In the literature that does contain a quantitative evaluation,
this usually is restricted to the performance of the onset detection algorithm on monophonic
melodies, drum/percussive tracks or piano solo's or, in case of speech recognition, pure speech.
Keeping in mind our goal to incorporate an onset detection model into a computational rhythm
analyzer that should work on all kinds of music, these performance evaluations are not very
enlightening.

The only papers found that are solely focussed on onset detection for universal music are
one written by Moelants and Rampazzo [24]' by Klapuri [19J and by Duxbury et al. [10]. The
systems described by Moelants and Rampazzo and by Klapuri both make use of some sort of
perceptual model. Moelants and Rampazzo [24] use an ear model followed by a short-time
autocorrelation method. In the resulting signals, that represent onset strength and (pitch
)correlation, potential onsets are labelled, containing most onsets plus a lot of false positives
(erroneous detections). Most false positives can be identified by their high correlation value and
relatively low onset energy, but the exact determination of the area that should be excluded
remains unclear. However, according to the writers results for musical pieces involving a wide
variety of instruments and musical styles varied between 60% and 100% of exactly determined
onsets with a tolerated deviation of 10 ms between detected and labeled onsets.

Klapuri [19] stated that although most onset detection algorithms use the first order differ
ence function of the signal amplitude envelopes, psychoacoustics showed that perceived increase
in signal amplitude is in relation to its level. Therefore Klapuri's onset detector uses the relative
difference function, which is the difference function of the logarithm of the signal amplitude
envelope. The potential onsets found in these signals are bundled and fed through a loud
ness model to estimate perceptual onset strength. Finally they are compared to a threshold
value. The model is evaluated by verifying its performance for ten 10 s excerpts that cover
a wide range of onset strengths. Except for excerpts of symphony orchestras the model's re
sults seemed promising (correctness-measures of 84 % and over). However, the paper does not
describe in any way what deviation was tolerated between labeled and detected onsets.

Where the previously described onset detectors are based on onset perception, Duxbury et
ai. [10] focus solely on empirically found physical properties of the signal at onsets. The first
step in their algorithm was the division of the input signal into five frequency bands. From
individual analyses of the subbands, they found that almost all of their excerpts contain little
onset information in the highest subband (frequencies of 11 kHz and up), so this subband was
discarded in further analysis. Furthermore they found, that of the four remaining subbands, the
two upper subbands, together spanning the frequency range from 1.2 kHz to 11 kHz, contained
noticeable bursts of energy for a range of onsets. Therefore, each of these subbands is used in a
standard energy content analysis. The lower two subbands, covering frequencies below 1.2 kHz,
are used in an short-time Fourier transform (STFT) based analysis. Under the assumption that,
for steady state frequency components, the magnitudes within the frequency bins between two
adjacent frames should be more or less the same, they calculate a distance measure by taking
the sum of the squared halve wave rectified magnitude differences between adjacent frames per
bin and normalizing this. For the resulting four detection signals thresholds are set, using a
statistical method. The performance rates for solo guitar and solo piano excerpts and for a
popular excerpt were quite high (correctness measures of 90% and higher), but for a classical
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excerpt containing bowed strings the performance was rather poor (correctness measures of
12%).

Other descriptions of onset detection algorithms as the first step in rhythm analyzing sys
tems can be found in Bilmes [3]' Dixon [7]' Goto [15], and Seppanen [31] among other. Most
of these algorithms detect onsets from the first-order difference function of the envelopes of
band-filtered representations of the music signal. Other algorithms, such as Goto's [15] make
use of the short-time Fourier transformed (STFT) representation of the signal to detect onsets.

1.4 Previous tempo extraction methods

Our main interest in onset detection is its applicability for analysis of higher level rhythm
features, such as tempo. From a musicological viewpoint, tempo is the measure of the velocity
of the music, measured in Beats Per Minute (BPM) (notated tempo). In perceptual studies it
is defined as the most salient isochronous pulse in music, often referred to as perceived tempo or
tactus. The two definitions of tempo do not necessarily have the same period in a piece of music,
but they are often related by integer multiples due to the fact that, in case of disagreement,
they usually differ one step in metrical level. In this thesis the perceptual definition of tempo
is used, because we are interested in the perception of rhythm and because notated tempo
of performances of commercial music is generally not available. This section describes some
previous tempo extraction methods that have been developed using diverse methods.

Oscillator methods Phase locking oscillators are commonly used to synchronize with and
receive periodic signals. This specific suitability is the reason why oscillators have been used
in a number of beat detection methods. The most successful oscillator based tempo extractor
in literature up to now is Scheirer's beat detector [29]. In his model the input signal is divided
into six frequency band. For each frequency band the signal's envelope is shaped in such a way
that onsets of events are emphasized. These modified envelopes are fed through independent
oscillator banks for each frequency band. The energy from oscillators with identical charac
teristic frequencies is summed across frequency bands. The center frequency of the oscillator
that contains the highest energy is selected to be the tempo. What makes this model special
is that it uses comb filters as oscillator units with the benefit that they will resonate at integer
multiples of their characteristic frequency. A more detailed description of Scheirer's tempo
extractor is given in Section 3.2.

Multiple Agent methods Another tempo extraction method is based on the use of multiple
agents. In these models onsets in the music signal are labeled, either by using MIDI data,
manual labeling or an onset detecting front module. A number of hypotheses about pulse
period and phase are made during initialization, each of which is called an agent. In the
course of tracking, agents are added or removed, depending on the salience of their hypotheses.
Hypothesis salience is increased whenever an onset coincides with a pulse belonging to the
hypothesis. In the end the most salient hypothesis is considered to represent the correct tempo.
Multiple agent tempo extractors were developed by Allen and Dannenberg [1], Rosenthal [28],
Goto and Muraoka [12, 13, 14, 15] and by Dixon [5, 6, 7] all either with limited success or with
restrictions on the input signal, for instance a 4/4 meter.

Probabilistic methods Probabilistic methods use a stochastic approach towards beat de
tection. The assumption made is that music is random by nature, so that the timing of events
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is corrupted with noise. In a recent method by Seppanen [31] the music signal is first divided
into 8 frequency bands. Onsets are labeled in each band with an onset detector based on Kla
puri [19]. The inter onset intervals (101) are subsequently used in a histogram analysis with a
probability function to estimate tempo and pulse salience on multiple metrical levels.

Procedural methods Procedural methods are based on standard signal processing meth
ods. Brown [4] amongst others uses autocorrelation for metrical analysis. The idea is that
lags for which the autocorrelation is high correspond to intervals belonging to a salient pulse.
Smith [33] attempts to apply the wavelet transform for beat tracking. A pulse train signal is
generated from a list of symbolic onset times. This pulse train is transformed to time-frequency
representation using the Morlet continuous wavelet transform. Further processing is performed
to detect the beat.

1.5 Outline of this thesis

This thesis is built up as follows; Chapter 2 describes the developed onset detection algorithms,
evaluation methods and performance results. Chapter 3 comprises the interpretation of onsets.
It contains an exploration of the applicability of the onset detectors for higher-level rhythm fea
tures. This was done by using the onset detectors as a front module in a tempo extractor, that
is based on a resonator filter bank. Furthermore, the perceived onset strength is discussed. In
Chapter 4 we go through remaining points of discussion and in Chapter 5 the main conclusions
are drawn.

6



Chapter 2

Onset Detection

2.1 Algorithm structures

This section describes the structure of three onset detectors; the Level Increment Rate Onset
Detector (LIROD), the Spectral Correlation Onset Detector (SCOD) and the Loudness Incre
ment Onset Detector (LoudIOD). All algorithms operate on 44.1 kHz 16 bit mono PCM-coded
WAY files. The LIROD detects onsets from intensity increment rates in band-passed filtered
signals. The SCOD detects onsets from spectral changes in musical signals. Both UROD as
SCOD are based on the characteristics of the signal that occur at onsets. LoudIOD, on the
other hand, is based on a psychoacoustic loudness model. It detects increments in loudness and
is therefore more directly related to perception than the other two. However, it was attempted
to embed perceptually relevant information in all three of the models.

2.1.1 Level Increment Rate Onset Detector (LIROD)

The design of the LIROD is based on the idea that onset strength is related to the rate of change
in intensity [19, 36]. The level is calculated in frequency bands according to the frequency
resolution of the auditory system. The level is then fed through a thresholder to detect onsets.
The structure of the algorithm is shown in Figure 2.1 and consists of the following steps:

24 channel filter bank The input signal is normalized such that its RMS-value represents
an assumed reproduction level of 60 dB SPL. The signal is then fed through a filter bank,
consisting of 24 third octave filters, covering the range from 20 Hz to 6.2 kHz. Duxbury et
ai. [10] showed that, in music, frequencies above 11 kHz contain very little onset information.
Scheirer [30] showed, that most rhythmic information can be perceived using frequencies below
6 kHz.

This was verified by the author, by carefully observing spectograms of different musical
excerpts and listening to low-pass filtered versions of these excerpts; for cut-off frequencies of
6 kHz and up the perceived musical contents remained unchanged. Therefore, it can be expected
that the frequency range covered by the filter bank contains most of the necessary information
for onset and rhythm analysis. For the bandpass filters, third-octave bandwidth was chosen
because it is close to the critical bandwidth of the auditory system, an important parameter
for spectral integration within the auditory system [36]. Furthermore, it is sufficiently small
to allow essential spectral changes to appear as level changes within each band-filtered signal.
The filter bank was designed after Hohmann [18]' who developed a computationally efficient
filter bank structure to emulate the frequency analysis of the auditory periphery and provide
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perceptually perfect reconstruction. The individual filters are 4th order all-pole infinite impulse
response (IIR) band-pass filters, described by the following transfer function:

Ok' z-Nk

Hk(z) = (1- akr1 )4'

where Ok is a complex-valued scalar, o'k is a complex-valued pole, k is the filter band number
and Nk is the delay used for group delay alignment. The bandwidths are defined by the -3
dB points of the frequency response of the filters. The group delay of each of the band-pass
filters is set to 3221 samples (73 ms) in the way that is proposed by Hohmann [18]: The
frequency response of each filter is multiplied by Ok so that the maximum of real part of the
impulse response coincides with the maximum of the absolute value of the impulse response.
This maximum is then shifted Nk samples to the desired group delay. Figure 2.4 displays this
group delay adjustment. After this adjustment a perceptually near perfect reconstruction of
the original signal (within the range from 20 Hz to 6.2 kHz) is possible by simple summation
of the real parts of the filtered signals. This adjustment of the group delays results in a shift
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Figure 2.4: Real part and absolute value of the impulse response of one band-pass filter before
(left) and after (right) adjusting the group delay. Vertical line indicates the fixed group delay
of 3221 samples.

in the detected onset times of 73 ms that is corrected in the final results by subtraction.

Instantaneous signal power The instantaneous power Pk[t] of each of the filtered signals
is calculated by:

(2.2)

k denoting bandnumber and n sample number. These raw power signals are smoothed by
feeding them through a one-pole IIR low-pass filter with a -3 dB frequency response at 16.7 Hz
and the following frequency response:

1.1.10-3

HLP(Z) = 1 _ 0.9989z-1' (2.3)

The cut-off frequency at 16.7 Hz was chosen in accordance with 11101min, where IOlmin is
the minimum discriminable inter onset interval of 60 ms.

Decimation The sample rate of the smoothed power signals is decimated to reduce the
computational load. A decimation factor of 44 was chosen, resulting in a time resolution of
about 1 ms. No extra pre-filtering is required, because the signal is already low-pass filtered
at 16.7 Hz. Compared to the perceptual time resolution of 2 ms (Shailer [32]) the resolution
after decimation should still provide enough temporal accuracy.

Signal power in decibels The downsampled power signal values are transformed into deci
bels by:

(2.4)

the resulting Pk,dB [n] being the instantaneous power level in band k in decibels at sample
number n. Differences on the decibel scale characterize perceived loudness much better than
differences on a pressure or intensity scale. Negative values are set to zero to reduce the effect
of low-level noise in further calculations.
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Decay limiter As described in Section 1.2 the human response to attacks is much sharper
than it is to releases. One of the phenomena that indicate this is the forward masking phe
nomenon [9]. This masking behavior is emulated by feeding the power signals through a decay
limiter that only affects fast releases. This non-linear operation is described by Equation 2.5.

(2.5)

, otherwise

1

Here, e- fs· 7dec is the maximum decay per sample, Is is the sample rate after decimation and
Tdec is the time it takes to have the output signal attenuate by the factor e. Tdec was set to 50
ms.

Level increment rate The difference function dLk [n] is calculated from the power signal
Pk,dB [n] according to Equation 2.6. dLk [n] is then half wave rectified to yield the level increment
rate dLt[n].

dLk[n] = Pk,dB[n] - Pk,dB[n - 7"]
dLt[n] = HWR(dLk[n])

(2.6)

(2.i)

Thresholding and peak picking The 24 signals dLt [n] are divided into 4 groups of 6 chan
nels; low, low-mid, high-mid and high frequency range. Each group has two free parameters:
7" and threshold level. Suitable values for these parameters were determined during optimiza
tion. The formation of four groups and having different settings per group was decided upon
after close examination of the signals dLt[n] and their agreement to the labeled onsets. It
was found empirically that division into four groups and having different settings per group
could improve the overall performance of the algorithm, compared to having the same settings
for all 24 channels. For each channel k, the time index of positive crossings of dLt[t'] with a
threshold value are stored, these indices are the potential onset indices. At positive crossings
the following equations have to be satisfied:

dLtln -1]
dLt[n]

< Cth,g

~ Cth,g

(2.8)

(2.9)

where Cth,g is the threshold value of the grouP,9 ,to which channel k belongs. The potential
onset indices of the 24 channels are collated. From these potential onset indices potential
onset times are calculated by dividing the index by the sample rate and subtracting the filter
bank group delay. Potential onset times that are closer than 60 ms apart are clustered (onset
integration). Of each cluster only the first onset time is kept, which was empirically determined
to be a better option than taking the temporal mean of the onsets (it yielded lower error rates
and better temporal accuracy than the latter).

2.1.2 Spectral Correlation Onset Detector (SCOD)

The SCOD uses changes in the signal's power spectrum to locate onsets. Changes in the
spectrum are detected by measuring the cross-correlation between the spectra of two temporally
adjacent frames. It is assumed that frequency components within adjacent frames remain
roughly unchanged, except when an onset or an offset occurs. The offsets are masked by a
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Figure 2.5: Structure of the Spectral Correlation Onset Detector.

decay limiter so that minima in the spectral correlation signal are most likely to be due to
the occurrence of an onset. The detailed structure of the SCOD is shown in Figure 2.5. Its
components are:

Power spectral density The power spectral density (PSD) is calculated over 96 frequency
samples of semitone bandwidth. This is done by feeding the music signal through a 96 channel
filter bank similar to the LIROD filter bank. The center frequencies were spaced by semitone
intervals:

k
fc(k) = 27.5·212 Hz, for k = 0, 1, ... , 95 (2.10)

Here, fc(k) is the center frequency of channel k. The power density was calculated for each of
the band filtered signals by taking the mean square of the signal amplitude within frames of
2600 samples (59 ms) and dividing it by the bandwidth of the filter. This frame by frame PSD
calculation is performed with a hop size of 260 samples, resulting in a time resolution of 5.9
ms (hop rate !h = 169.6 Hz).

Decay limiter To mask fast offsets and to emulate the forward masking phenomenon, a
decay limiter is added to the system, as in the LIROD algorithm. The exact equation is:

(2.11)

, otherwise

Here, k is the filter band number, Pdn] is the power density within the kth filter band, A[n]
is the decay limited power density, !h is the hop rate of 169.6 Hz and Tdec is the time constant
of the decay limiter. Tdec was set to 50 ms.

Spectral cross-correlation The band filtered signals are divided into four frequency groups:
Low, Low-Mid, High-Mid and High. The groups cover the following filter bands:

Group Band number k
bmin bmax

Low 1 to 24
Low-Mid 25 to 48
High-Mid 49 to 72
High 73 to 96

11
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Figure 2.6: Temporally adjacent frames.

For each of these groups the cross-correlation of spectra Sxx [n] is calculated between temporally
adjacent frames (Figure 2.6):

(2.12)

Here N is the ratio between the frame size and the hop size used in the PSD calculation, in
this case N is 2266~o = 10. The resulting signals will have minima at spectral changes that are
due to onsets rather than offsets, because the latter have been masked by the decay limiting.
Figure 2.7 shows the four spectral correlation signals for one of the excerpts along with the
labeled onset times. It can be seen that there is a good correspondence between the minima
in the spectral correlation signals and the labeled onset times.

Thresholding For each group a threshold value is set. Onset candidates are the locations
of local minima in the spectral correlation signals below these threshold values. They are
calculated by determining the crossings of the spectral correlation signals with the threshold
values and, for each pair of crossings, taking the location of the minimum value within the
range bounded by this pair of crossings. The onset candidates are collated and clustered into
groups of onsets closer than 60 ms apart from each other. The temporal mean of each cluster
was calculated and stored. It was empirically found, that taking the mean resulted in a better
temporal accuracy than taking the first onset per cluster, as was done by the LIROD.

2.1.3 Loudness Increment Onset Detector (LoudIOD)

The Loudness Increment Onset Detector (LoudIOD) detects onsets from a loudness model.
Zwicker and Fastl show that perceived tempo is highly correlative to fluctuations in the loudness
function of a music signal [36], suggesting that loudness variations may be the basis for the
perception of rhythmic events. Therefore it seems logical to detect rhythmic accents that induce
this perceived tempo by using the loudness function. Furthermore, as mentioned in Section
1.1, an increment in perceived loudness often accompanies the occurrence of an onset.

Algorithm structure The LoudIOD algorithm structure is depicted in Figure 2.8. The
input signal is low-pass filtered with a cut off frequency of 7 kHz and decimated by a factor 3,
resulting in a sample rate of 14.7 kHz. The signal is then normalized such that its RMS-value
represents an assumed reproduction level of 70 dB SPL. A higher value than the LIROD was
chosen, because a reproduction level of 60 dB was experienced to be too soft for some excerpts
to hear all the details.

Loudness model The loudness model consists of a 29 channel filter bank of 1 Equivalent
Rectangular Bandwidth (ERB) spaced band pass filters. The ERB scale is by definition the
critical bandwidth [17]. The numbers of ERBs below a certain frequency can be calculated by:

ERB(j) = 21.4· In(4.37f + 1),

12
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Figure 2.8: Structure of the Loudness Increment Onset Detector

where I is the frequency in kHz. Figure 2.9 displays this relation between the ERB scale and
the frequency scale. The filter bank covers the frequency range of 50 Hz (1.8 ERB) to 6.5 kHz
(30.8 ERB) with center frequencies Ie at the following ERB numbers:

ERBk = 1.31 + k, k = 1,2, ...29 (2.14)
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ing.

The band filtered signals are full wave rectified and compressed by raising the rectified signals
to a power of 0.3. The value of the absolute hearing threshold at the center frequency is
compressed as well and subtracted from the signal:

(2.15)

The absolute hearing threshold curve (ATH) was approximated by (Figure 2.10):

(2.16)

here ATH dB (1) is the absolute threshold of hearing in dB SPL and f is the frequency in kHz.
This approximation was taken from Harma [17]. In order to emulate the loudness sustain
phenomenon (Figure 1.2)the signals are smoothed by feeding them through a non-linear one
pole low-pass filter, that has different attack and release times:

with:

{

O:att· y[n - 1] +
y[n] =

O:.,.el . y[n -1] +

C· (1 - O:att) . x[n]

C· (1 - O:.,.el) . x[n]

,if x[n] ~ y[n - 1]

, otherwise
(2.17)

and:

y[n] = filter output signal at time instant n
x[n] = filter input signal at time instant n

-1

O:att = e is-Tatt ,
-1

O:.,.el = efs·Trel ,

attack time Tatt = 0.005 s

release time T.,.el = 0.100 s

Constant C in Equation 2.17 was used to tune the estimated total loudness to reference points.
It was set to 0.123. The smoothed signals are half wave rectified and decimated with a factor
30, resulting in estimated specific loudness signals in (sonejERB) with a sample rate of 490
Hz. The specific loudness functions are summed, yielding the estimated total loudness function
L[n] in (sones).
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Figure 2.11: Waveform and constructed signals of one of the excerpts. Top: signal waveform.
Center: Estimated loudness function. Bottom: Loudness Increment function. Vertical lines
denote labeled onset times

Detection To detect onsets from the loudness function L[n], a special difference function is
constructed according to Equation 2.18, based on Zwicker's assumption that onsets are detected
by focussing on the loudness increment relative to a minimum value in the recent memory [36]:

dL[n] = L[nJ - Lmin[n], with Lminln] = min(L[n - MJ, ... , L[n - 1]), (2.18)

The Loudness Increment function dL[n] equals the current loudness level L[n] minus the mini
mum loudness value within the recent history Lmin , with M set to 16 samples (32.7 ms). If the
current loudness level compared to this minimum exceeds a certain value, an onset is detected,
ignoring the exact time difference between the location of the minimum and the location of the
crossing. The location of positive crossings of dL[n] with a threshold value are stored as onset
detections.

2.2 Optimization and evaluation methods

This section describes the error rates used to quantify the performance of the onset detectors.
Next, the methods used to tune parameters of the onset detectors are described. Finally, the
training set that was used for the development of the onset detectors is discussed.

2.2.1 Error rates

(2.19)Err =

The performance of the onset detectors was evaluated by computing the following error rate:

N fP ,+ N fn . 100%,
JIi label
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with:

error rate
number of labeled onsets,
number of false positives,
number of misses,

A false positive is counted if there is no labeled onset present within 40 ms of a detection. A
miss is counted for each label that has no detection within 40 ms of the label. On top of this
a one-by-one criterion is enforced. This means that each detection may be matched to one
label only and vice versa. For example if a label has two detections lying within the range of
40 ms only the closest one is tagged as a correct detection, while the other is considered a false
positive. The minimum error rate is 0 %, meaning all the labels are matched with a detection
and the number of detections equals the number of labels. The error rate can exceed 100 %
if the number of misses and false positives exceeds the number of labels. It was taken into
consideration to give false positives and misses different weights, but it was reasoned that for
our purpose each error type is approximately equally bad so they were given equal weights.

To get a quantitative measure of the temporal accuracy of detected onsets the following
measure was used:

with:

8 err =
8 pty . (Nfp + N fn ) + LN

cd
I(Ted - Tlabel )!

Nlabel + Nfp
(2.20)

8 err

8 pty

Nlabel

Nfp

Nfn

Ned

Ted

Tlabel

temporal error
time penalty for false positives and misses
number of labeled onsets,
number of false positives,
number of misses,
number of correct detections,
time of a correctly detected onset time
time of labeled onset that is detected correctly

[ms],
[120 ms],

lms],
[ms],

For this error measure the maximum deviation of 60 ms between labels and detections is
tolerated. The tolerated deviation was raised to reduce the negative effect of narrow misses.
In combination with the one-by-one criterion, detections are judged by their distance to the
labels. False positives and misses receive a time penalty of 120 ms. This means that a slightly
inaccurate detection (narrow miss in the error rate) will be weighted less than an absolute miss
or false positive. The temporal accuracy is used during the development of the onset detection
to give conclusion in some design decisions, such as the determination of which way collated
onsets closer than 60 ms apart should be integrated into one onset.

2.2.2 Parameter space search methods

The training set and the error rates were used to optimize and evaluate the algorithms developed
for onset detection. Each onset detector has a number of parameters to tune. Three types of
parameter space search methods were employed depending on the number of parameters and
the desired resolution of the parameter space.

If the number of parameters was relatively Iowa full space parameter search was used. This
means that, for an empirically determined appropriate range of the parameter space, the error
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Figure 2.12: Result of a full parameter
space search performed on an early version
of LIROD with two parameters to tune.
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Figure 2.13: Flow graph of the main loop
of the simulated annealing algorithm.

rate was calculated at all points in this space with a specified resolution. For example, two
parameters (differentiation time and threshold level) of an early version of the Level Increment
Rate Onset Detector were optimized using the error rate and the full space parameter search.
The result is displayed in Figure 2.12. It can be seen that the parameter space was divided
into a discrete number of points. At each point the error rate was calculated. Finally the
parameter set with the lowest error rate (brightest point in Figure, e.g. T = 25 samples,
Threshold = 9.5 dB in Figure 2.12) was selected to be the one to be used in the detection
algorithm.

If there are more parameters to tune the full parameter space search can become too
computationally intensive and thus time consuming to perform with an acceptable resolution.
Therefore other search methods have been explored that are able to converge to the minimum
of an lIDknown function. In our case the unknown function to minimize was the error rate as
a function of the parameters to tune. One explored method is the simplex method described
in [21]. This search method searches the area surrounding its current point with a variable
radius. If this area search contains a point where the function output is lower than the current
point it takes on this new point and expands the search radius, otherwise it shrinks its search
radius. This continues until the minimum radius is reached. This search method was tested
for two onset detection algorithms with various settings and starting points, but in all cases it
stuck to local minima near the starting point, making the method lIDfit for optimization of our
onset detectors.

A search method that is more robust to local minima and converges to the global minimum
of an unknown function efficiently is the simulated annealing search method [34]. First the
parameter space range and resolution are set and a starting point in this range is selected.
Furthermore, the maximum number of iterations has to be set as well as the initial temperature
T, which is a parameter used for stochastic decisions. During the initialization the starting
point is the first parent as well as the location of the global minimum, fmin, within the
searched space. The output of the flIDction at this first parent, f(parent) , is calculated and
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fmin is set to f (parent). This concludes the initialization and the main loop of the simulated
annealing can be performed. Figure 2.13 shows the flow graph of the main loop of the simulated
annealing method. During each iteration a random neighbor in the discrete parameter space
range of the current parent is explored. This point is called the child. The function output at
the child location f (child) is compared to f (parent). If f (child) is smaller than f (parent) then
the child will be the parent in the next iteration. In this case f( child) will also be compared
to fmin. If it is lower than fmin then fmin is updated and its new location is stored. If
however f(child) is not smaller than f(parent) the child is still set, with probability P(T), to
be the parent in the next iteration. P(T) is calculated by:

f(paren t ~- f (child)

P(T) = e (2.21)

Keeping in mind that P(T) is only calculated when f(child) is larger than f(parent) , it is
evident that the closer f(child) is to f(parent) the more likely it is that the child will be
accepted as the new parent. This is what makes the simulated annealing algorithm more
robust to local minima. Temperature T is initially set to a value larger than the average
function output difference between two neighboring points. After each iteration the value of
T is lowered, thus decreasing the probability that minima will be hopped over. The simulated
annealing algorithm finishes if either the maximum number of iterations is reached or if T is
lower than a permitted minimum value.

2.2.3 Training set

In order to be able to verify the performance of onset detectors, a training set is required,
consisting of excerpts of music for which the onset data (onset times and perhaps onset strength)
are known. Because there is no official database for the evaluation of onset detection methods
a new training set had to be constructed. This training set consists of eight 10 s excerpts of
music, taken from commercially available CD's and converted into 44.1 kHz 16 bit mono PCM
coded WAY files. Four of the eight excerpts used were taken from classical pieces of music
and the other four are taken from popular music. Together they cover a wide range of onset
types. Table 2.1 shows a brief description of the musical contents of the excerpts. The onsets
in the excerpts were manually labeled by the author. This labeling involved repeatedly playing
back and listening to sections of the excerpts while looking at their waveform and short-time
spectrum. It was possible to relate the beginning of almost every auditory object to a visual
cue (Figure 2.14) in either the waveform or the spectral view. Overall the onset density within
the excerpts is about 5 per second (380 onsets in 80 seconds), the smallest inter-onset interval
(101) is 82 ms.

2.3 Optimization and results

The onset detectors were implemented in MATLAB@ v6.12 running under Microsoft@ Win
dows@ 2000 on a Pentium@ II and tested with the training set described in Section 2.2.3. The
optimization methods and algorithm performances are stated in this section.

2.3.1 LIROD optimization

The LIROD as described in Section 2.1.1 has two free parameters; differential time rand
the threshold value for peak picking. These parameters can be used to discriminate between
different onset types. For instance when looking at Figure 2.15, we are able to detect onset
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Figure 2.14: Visual cues used for labeling onsets manually; arrows indicate potential onset
locations. Top: visual cues in waveform shape (significant changes and increments). Bottom:
visual cues in short-time frequency spectrum.

Table 2.1: Training set used for optimization and evaluation of the onset detectors

Excerpt name Musical contents
Popular Al Green (soul) Drums, bass, organ, guitar, percussion, voice solo

Alannah Myles (rock) Drums, bass, guitars, voice solo
Tito Puente (latin) Drums, bass, organ, percussion, guitar solo
Suzanne Vega (pop) A capella singing

Classical Beethovenl (Symph. No.9) Large choir accompanied by orchestra
Beethoven2 (Sonata VI) String quartet
Fibich (cmp. Dvorak) Symphony orchestra
Mozart (Pi. Cone. I8-iii) Piano accompanied by orchestra

type b) and ignore onset types c) and d) by using a high 'T and high threshold value. Likewise,
we are able to detect onset type c) and ignore b) and d) by using a low 'T and high threshold
value. So 'T and the threshold are used to detect and ignore certain variances in the signal,
according to the temporal properties.

First the LIROD was optimized for the same 'T and threshold value for all the channels.
This was done using a full space parameter search. 'T was varied between 1 and 30 samples
(approximately 1 to 30 ms) in steps of 1 sample. The threshold was varied between 1 and
15 dB in steps of 0.25 dB. This results in a discrete parameter space of 57 x 30 = 1710 points.
For each point in this parameter space range the error rate was calculated. Figure 2.16 shows
the result. The minimum error rate for the whole training set was 59.3%, for a threshold of
9 dB, and a'T of 17 samples.

Second the LIROD was optimized for the case when 4 sets of parameters were used. Here
the channels were divided into four groups of six channels (Low, Low-Mid, High-Mid, High
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Figure 2.15: Four onset types: a) Steep slope, high sound intensity b) Shallow slope, high
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Figure 2.16: Error rate for the LIROD, using the same 7 and threshold level for all channels,
The minimum error rate is 59.3%, for a threshold of 9 dB and a 7 of 17 samples (brightest
point in the graph).

frequency), each group having its own parameter set of 7 and threshold. The optimization
was performed using the error rate. For each of the four 7'S and threshold values the same
resolution and parameter space range was used as for the single set of parameters, this results
in a total parameter space of 17104 = 8.5504· 1012 points. Because this parameter space is too
large to calculate the performance of the onset detector at all points the simulated annealing
search algorithm has been applied, using 300,000 iterations, an initial temperature To of 3%
(To should be larger than the average error rate difference between two neighboring points)
and a linear decay of T, with Tfinal = 3001000 X To. As a starting point the 7'S and threshold
values were set to the values that were fo~d for the LIROD that only used a single set of
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parameters (T = 17 samples, threshold = 9 dB). The minimum error rate found using the
simulated annealing search was 56.0%, this minimum was found for the following parameters:

Group
T (samples)
threshold (dB)

Low
15
7.25

Low-Mid
20

6.00

High-Mid
9

13.25

High
24
5.50

It is remarkable that the optimal parameters for the High-Mid frequency range are significantly
different from the optimal parameters in the three other groups. This could be related to the
higher acuity people have in this frequency range.

2.3.2 SCOD optimization
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Figure 2.17: Performance of SCOD for different threshold levels (same threshold level for four
groups)

The free parameters for the SCOD are the four threshold levels used to detect onsets from
the spectral correlation signals. Again, the optimization was done for two cases: in one case the
four threshold levels all have the same value, and in the other case each of the four threshold
levels have its own value.

For the case in which all threshold levels are identical a full space parameter search was
performed using the error rate. The parameter space ranged from 0.025 to 1 in steps of 0.025 (40
points). Figure 2.17 displays the result of this parameter space search. The optimal threshold
level occurs where the difference between the number of correct detections and false positives
is maximum, here at a threshold level of 0.45. The corresponding minimum error rate for
identical threshold levels is 57.1%.

When using four independent threshold levels using the same step size results in 404 =
2.56 . 106 point parameter space. However, since the spectral correlation signals had to be
calculated only once, it was feasible to do a full parameter search even for this large a parameter
space. The minimum error rate that was found was 56.6% for the following threshold levels:

Group Low Low-Mid High-Mid High
threshold 0.250 0.425 0.500 0.175
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2.3.3 LoudIOD optimization
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Figure 2.18: error rate for the LoudIOD as a f1lllction of the threshold level

The threshold level for the Loudness Increment function dL[t] of the LoudIOD was deter
mined using the Error rate for the eight labeled excerpts, by varying this threshold between
0.05 to 2 sones in steps of 0.05 sones. The result is shown in Figure 2.18. The minimum error
rate found was 42.4 % for a threshold of 1.85 sones.

2.3.4 Performance overview

The error rates per file were calculated for the three onset detectors, using the optimized
parameters. The results are shown in Table 2.2. In this table the overall temporal error was
calculated by averaging the error rate calculated per excerpt, whereas the overall error rate
was calculated from the total of correct detections, false positives and misses over the whole
training set.

2.4 Discussion

Comparison results The three onset models were optimized and their performance was
evaluated with the error rate and the temporal error. From the results we can see that overall
the LoudIOD performs best with an error rate of 42.8%. The error rates of the LIROD and
SCOD are remarkably close to each other: 56.0% and 56.6%. As for the temporal error it can
be seen that the LIROD outperforms the SCOD and the LoudIOD in temporal accuracy. It
should be mentioned that no significance testing has been performed. Because the minimum
error rates are fairly close to one another and the training set is rather limited, a significance test
such as bootstrapping could indicate if the differences in performance values are significantly
different.

Concerning the complexity of the algorithms, the LoudIOD and LIROD are much less
computationally intensive than the SCOD. On the system used the LoudIOD scores the best
with an average processing time of 13.2 s for a 10 s excerpt. The LIROD takes 18.7 s on average
to detect onsets in a 10 s excerpt, while SCOD takes about 29.4 s.
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Table 2.2: Error rate per excerpt using the optimized parameters for the three onset detectors

Excerpt name LIROD SCOD LoudIOD
Error Temporal Error Temporal Error Temporal

rate (%) error (ms) rate (%) error (ms) rate (%) error (ms)
Popular Al Green 47.1 47.7 46.3 58.9 47.2 61.8

Alannah Myles 35.2 37.6 36.6 47.8 26.8 39.3
Tito Puente 45.6 32.3 47.0 45.1 37.1 44.1
Suzanne Vega 58.6 55.0 59.2 65.5 32.5 40.5

Classical Beethoven1 66.7 59.2 60.2 79.7 66.7 81.8
Beethoven2 60.0 78.4 58.4 94.2 76.0 93.1
Fibich 100.0 120.0 115.3 114.5 100.0 120.0
Mozart 38.8 32.2 40.1 56.7 37.0 49.4

Overall 56.0 57.8 56.6 70.3 .. 42.8 66.3

Table 2.3: Performance of Klapuri's onset detector [20] for 6 excerpts out of the training
set, compared to the LoudIOD onset detector. The average error rates in this table are not
calculated by accumulating the total of correct detections and detection errors as was done in
Section 2.3, but by averaging the individual error rates

Excerpt name Klapuri's detector LoudIOD
Error Temporal Error Temporal

rate (%) error (ms) rate (%) error (ms)
Popular Al Green 58.5 70.3 47.2 61.8

Alannah Myles 26.8 43.0 26.8 39.3
Tito Puente 34.7 35.1 37.1 44.1

Classical Beethoven1 80.0 86.8 66.7 81.8
Beethoven2 66.0 77.9 76.0 93.1
Fibich 113.8 115.0 100.0 120.0

Average 63.3 71.4 59.0 73.3

It can be seen from Table 2.2 that the most difficult excerpt in the training set to detect
onsets on is the "Fibich" excerpt. This excerpt is a piece of symphony orchestra playing softly.
It is known to be difficult to detect onsets in orchestral music, because of the dispersed onsets
and the presence of vibrato and tremolo (frequency and amplitude modulation of about 5 Hz)
in the long notes. The effect of this is that it is difficult to separately identify onsets from
modulations due to vibrato or tremolo.

Klapuri's onset detector versus LoudIOD In order to compare my results with those
from another current model for onset detection, the training set was run though a recent onset
detector that was developed and implemented by Klapuri [20]. The comparison with results
from the LoudIOD are shown in Table 2.3.

From these error rates it looks like the LoudIOD slightly outperforms Klapuri's onset de
tector. However, one has to consider the fact that the LoudIOD was optimized for this training
set, and therefore drawing hard conclusions would not be fair. Still, these results indicate that
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the LoudIOD performs well in comparison to a recent onset detector. It is noteworthy that
Klapuri's model has difficulty detecting onsets in the symphony orchestral excerpt ("Fibich")
as well. This shows that the detection of onsets for orchestral music is still an unsolved problem.

Loudness models The loudness estimation model used in the LoudIOD was loosely based on
more established loudness models such as those by Zwicker [35, 36] and by Moore and Glasberg
[25]. A good description of and comparison between these and other loudness models can be
found in [2]. The main difference between the two models mentioned and the model used in
the LoudIOD is, that the method for constructing the excitation signals is replaced by an ERB
spaced filter bank. This was done for two reasons: First, the construction of excitation signals
is computationally very intensive compared to using a filter bank, while careful design of a
filter bank can avoid very large deviations in the final results. Second, the established models
were not designed for time varying signals. Because excitation patterns are calculated from
the signal's power spectrum, that is usually calculated by using rather large FFT sizes (4096
samples and more), one loses a lot of temporal information, compared to the use of a filter
bank. Furthermore, it has to be stated that the emulation of the loudness sustain phenomenon
by a simple non linear low pass filter is merely a rough approximation of reality.

Manuallabeling It was chosen to use manually labeled training data for the onset detectors.
Alternatively, MIDI generated audio could have been used. Using MIDI generated audio has
some advantages over the use of manually labeled audio; the exact physical onset times are
available, it is easy to acquire a large training set. However, the synthesized audio may not
be representative for "real world" audio, because its spectral shape and temporal structure
usually are physically better defined than that of "real world" music. Another disadvantage is
the fact that each physical onset may not correspond to a perceptual onset. These disadvantages
were considered unacceptable and therefore MIDI generated audio was not used in the final
optimization and evaluation.

Manual labeling, on the other hand, has the disadvantage that a training set is hard to
acquire. Labeling polyphonic excerpts is a very tedious job, that can not be performed by
test subjects in a simple test. Having few subjects label the excerpts makes the training set
very subjective. The training set used has been labeled by the author only. The method used
for labeling, repeatedly playing back sections while looking at the wave form and spectrum, is
another point of discussion. This method of labeling involves a lot of visual perception. The
labeled onsets are assigned to visual cues that are often rather unclear for soft or dispersed
onsets. The temporal inaccuracy of the labels is one of the the reasons why the final parameter
searches were performed using the error rate rather than for the temporal error.
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Chapter 3

Onset interpretation

3.1 Introduction

The onset detection algorithms were developed to be part of a computational higher level
rhythm analysis system. As an indication of their applicability the different onset detectors
have been tested as a front module in a tempo extraction algorithm based on resonator filter
banks (RFB's) to estimate the tempo of 96 musical excerpts. An overview of tempo extraction
methods has been given in Section 1.4. Out of these tempo extractors described, Scheirer's
solution [29] was implemented and evaluated as a benchmark. The choice for Scheirer was
based on the good results and the perceptual justification of his tempo extraction method.

3.2 Tempo extraction structures

3.2.1 General structure

X;ow
f-------->I RFB

I Onset
'i Detector

•

Peak
picking

1'"r;",

Figure 3.1: General structure of the tempo extractors

The structure of the tempo extractor used here is depicted in Figure 3.1. The front module
is the onset detector from which onset times are used as input to the resonator filter banks
(signals X low to X high in Figure 3.1). Two versions of resonator filter banks were used; one
from Scheirer [29] and a modified version of Scheirer's (McKinney [22]).
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The energy of the resonator output signals is calculated over the length of the whole excerpt
and summed for resonators with the same characteristic frequency. These cumulative energy
values are fed through a peak picking algorithm that finds local maxima. The characteristic
frequencies for which the highest two maxima occur are stored as primary tempo candidate
Tprim!BPMj and secondary tempo candidate Tsec[BPMJ. Section 3.2.2 describes the different
accentuation signals that were constructed as input to the resonator filter banks. Section 3.2.3
gives a description of Scheirer's [29] resonator filter bank and the modifications made.

3.2.2 Accentuation signals

Scheirer's beat detector was implemented. Scheirer's RFB was modified and various input
signals to the modified RFB were constructed using the onset detection algorithms. In addid
tion Scheirer's original signal was calculated and used as input. The input signals used are
constructed as follows:

Scheirer
- signals: Scheirer's [29] accentuation signals are constructed by dividing the input

signal into six frequency bands, the ranges are: 0 Hz to 200 Hz, 200 Hz to 400 Hz,
400 Hz to 800 Hz, 800 Hz to 1600 Hz, 1600 Hz to 3200 Hz and 3200 Hz and up.
Each filtered signal is then fed trough an envelope extractor. The envelope extraction
consists of full wave rectification followed by convolution with a 200 ms half-Harming
window. The first order difference functions of the envelopes are calculated and
half wave rectified. This yields six accentuation signals that are used to drive six
resonator filter banks.

LIROD
- signals: dLt [t': as defined in Equation 2.6 is averaged per group of channels, yielding

four level increment rate signals. Each of the four signals is used to drive a resonator
filter bank

- onsets: Instead of collating the onsets detected within the 24 charmels, the detections
are collated per group, thus per 6 channels, yielding 4 charmels of onsets. The input
signals for the resonator filter banks are pulse trains with pulses at onset times.

SCOD
- signals: From the four spectral correlation signals Sxxln] input signals for the res

onator filter banks are defined by (1 - Sxx[nJ).
- onsets: Instead of collating the onsets detected within the four groups, the detections

per group are used to construct the input signal for the corresponding resonator filter
bank. Again, this is done by generating pulse trains.

LoudIOD
signals: The loudness increment signal dL[n] was replaced by the increment of four
partial loudness signals Lm[n] that were calculated by summing certain channels
of specific loudness depending on group number m. The group number m and the
corresponding specific loudness channels k that were summed are:

m k range
1 1 to 7
2 8 to 14
3 15 to 21
4 22 to 29

26



From these partial loudness signals Lm[n] the increment signals dLm[n] were created
by applying Equation 2.18.

- onsets: Onsets were detected from the partial loudness increment functions dLm[n],
using one fourth of the optimized threshold value. For each group m a signal was
created from the detected onset times within that group in the same manner as with
the other onset detectors.

3.2.3 Resonator filter banks

The heart of the tempo extractors are the RFB's. Both Scheirer's RFB [29] as McKinney's
RFB [22] consist of comb filter resonators. This section describes these RFB's in detail.

Scheirer beat extractor The RFB used by Scheirer [29] is a bank of 150 comb filters with
resonance frequencies spaced logarithmically from 1 to 3 Hz (60 to 180 BPM). The filters in
the bank are described by:

y[n] = ay[n - N] + (1 - a)x[n], (3.1 )

where a is the magnitude of the pole, N is the period of the characteristic frequency rounded
to a discrete number of samples. Pole a is calculated by:

1
a = 0.51.75·Jc, (3.2)

where, Ie is the characteristic frequency of the comb filter. The half-energy time of the impulse
response is set to 1.75 seconds. Scheirer [29] empirically found that a half-energy time of 1.5s
to 2s seemed to give results that best resembled human perception.

N in Equation 3.1 is calculated by:

N = round(js/Ie) (3.3)

Again, Ie is the desired characteristic frequency of the comb filter and Is = 200 Hz is the
sampling rate. The actual characteristic frequencies deviate a little from the desired ones
because of the rounding. However, because of the fact that the desired characteristic frequencies
are spaced logarithmically and because a high enough sample rate is applied, the rounding does
not result in comb filter resonators having the same actual characteristic frequency within one
bank.

The pole-zero diagram and magnitude response of the resonator with Ie = 3 Hz are shown
in Figures 3.2 and 3.3. The output energy of the filter bank in response to a 20-second 160 BPM
pulse train is shown as a function of resonator frequency in Figure 3.4. This figure shows some
undesired effects, that can be expected from the magnitude response in Figure 3.3; a resonator
responds equally strong to its characteristic frequency as it does to integer multiples of its
characteristic frequency. Therefore, the cumulative energy output of the 80 BPM resonator to
the 160 BPM pulse train is equal to that of the 160 BPM resonator. Another effect of this
equally strong response to integer multiples of the characteristic frequency is that, compared
to the resonators with a high characteristic frequency, more energy accumulation takes place
for resonators with low characteristic frequencies. In addition, there is a large response to the
DC-component in the pulse train due to the resonance at 0 Hz for all resonators.
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Figure 3.2: Pole-zero diagram for a comb
filter resonator from the original Scheirer
beat-tracking model (Ie = 3 Hz).

Figure 3.3: Magnitude response for a
comb filter resonator (Ie = 3 Hz) from the
Scheirer resonator filter bank.
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Figure 3.4: Output of the Scheirer resonator filter bank (left) and of the McKinney resonator
filter bank (right), both driven by a 20 second 160 BPM pulse train.
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Table 3.1: Distribution of the 96 excerpt test set over 9 genres

Genre # excerpts
Classical 12
Country 8
Dance 5
HipHop 8
Jazz 17
Latin 10
Reggae 9
Rock 11
Soul 16

Modified resonator filter bank In order to avoid the undesirable effects that are present
in Scheirer's comb filter resonators, McKinney [22] has developed a new resonator that consists
of a softened comb filter followed by a bandpass filter. Details of the filter are proprietary to
Philips Research. The energy output of the RFB in response to a 20 s 160 BPM pulse train is
shown in Figure 3.4. In this case, there is no accumulation of energy for resonators with low
characteristic frequencies and the resonator at 160 BPM is clearly the dominant output.

3.3 Method

The test set for the tempo extractors consisted of 96 excerpts, 10 seconds of length, covering 9
genres of musical style. The tempo of each excerpt was roughly constant. Table 3.1 shows the
distribution of the files over the genres. The tempo of the excerpts had been measured by three
subjects, none of them are professional musicians. Because of disagreements in the subjective
tempo measurements, the median of the 3 tapped tempo's was considered the" ground truth"
tempo. The subjective tempos disagreed for 58 out of 96 excerpts. In each case of disagreement
there was one subjective tempo that disagreed with the other two. In 57 out of 58 cases of
disagreement there was an octave difference between one subjective tempo and the other two,
meaning that the 'outlying subjective tempo was either half of or double the two agreeing
tempos. In one case the disagreement was due to a different interpretation of the meter; 6/8
with two beats per measure versus 3/4 with three beats per measure. Agreeing subjective tempo
measurements did not deviate more than 3% ,which is within the just noticeable difference for
tempo discrimination of 5 - 8% for non-musician listeners [8, 11]. The "ground truth" tempo
was used in the evaluation of the tempo models.

3.4 Results

The two strongest tempo candidates were taken from each RFB, the primary tempo Tprim

(highest peak) and secondary tempo Tsec (second highest peak). For each model four per
formance measures were calculated: the percentage agreement between Tprim and the ground
truth tempo, the percentage agreement between Tsec and the ground truth tempo, the per
centage of fragments for which Tprim and the ground truth tempo were related by an integer
ration, and percentage of fragments for which Tsec and the ground truth tempo were related by
an integer ration. An estimated tempo was considered agreeing with the ground truth tempo
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Table 3.2: Results of tempo models using a resonator filter bank on a set of 96 excerpts. The
first column shows the algorithm used to emphasize onsets.

Detection Correct Correct Correct Integer Integer
type primary secondary prim/sec multiple multiple

tempo tempo primary secondary

# % # % # % # % # %
Scheirer original RFB 58 60.421 19 19.79 77 80.21 79 82.29 48 50.00

McKinney's RFB 58 60.42 26 27.08 84 87.50 87 90.63 78 81.25
LIROD signals 54 56.25 30 31.25 84 87.50 86 89.58 75 78.13

onset times 61 63.54 26 27.08 87 90.63 93 96.88 65 67.71
SCOD signals 54 56.25 29 30.21 83 86.46 84 87.50 77 80.21

onset times 53 55.21 20 20.83 73 76.04 71 73.96 59 61.46
LoudIOD signals 64 66.67 24 25.00 88 91.67 90 93.75 72 75.00

onset times 64 66.67 23 23.96 87 90.63 92 95.83 59 61.46

if the deviation was less than 5%. Although this value was chosen arbitrarily, it is close to the
relative just noticeable difference for tempo discrimination. The estimated tempo was consid
ered an integer multiple of the ground truth tempo if the deviation err in Equation 3.4 did not
exceed 5%.

with:

err = [R - [R]I .100%,
[R]

(3.4)

R =
,if Tgt ~ Tes

, otherwise
(3.5)

In Equation 3.4, [R] is ratio R rounded to the nearest integer, Tgt denotes the ground truth
tempo and Tes is the estimated tempo. The results are shown in Table 3.2. From the results
it becomes clear that McKinney's RFB outperforms Scheirer's original RFB. When looking
at the number of excerpts for which either the primary or secondary tempo agrees with the
ground truth tempo, this number changed from 77 out of 96 to 84 out of 96. Furthermore,
the number of excerpts for which the primary and secondary tempo are integer multiples of
the ground truth tempo is higher. However, our main interest here is not the quality of the
RFB's, but the applicability of the different front modules. Hence the results of Scheirer's
model with McKinneys resonator filter bank are considered the benchmark for the results of
the tempo estimators that were built from onset detector front modules. This way, differences
in performance can be attributed to the front module used.

3.5 Discussion

Results show, that using the LIROD onset times (pulse train) or the LoudIOD signals or
onset times as the front module provides the greatest accuracy in tempo estimation. Using
LIROD onset times as an input the number of excerpts the primary tempo is an integer
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multiple of the ground truth tempo is as high as 93 out of 96. Compared to the Scheirer
accentuation/McKinney-RFB combination, using either the LoudlOD signals or onset times
improves the number of excerpts for which the primary tempo agrees with the ground truth
tempo from 58 to 64 out of 96. The fact that using the LoudlOD signals yields one more
excerpt for which the secondary tempo is correct compared to when the LoudlOD onsets are
used, could indicate that the strengths in the LoudlOD signals are suitable for an onset strength
assignment. The SCOD performs rather poorly as a front end for this type of tempo estimator.
This is not surprising, because it was already pointed out that its temporal accuracy was rather
limited compared to the two level-based onset detectors. Overall it can be concluded that using
well tuned level-based onset detection algorithms can improve the accuracy of tempo estimation
using resonator filter banks.

3.6 Assigning onset strength

Besides the onset times in a musical piece, our interest lies in the rhythmic accent that the onset
induces. Experiments by Povel and Okkerman 'in [27] have shown, that equitones (sounds that
have the same spectral content, intensity and temporal envelope), when placed into sequences,
are not heard as equally accented. The strength of the accent was found to be dependent on the
deviation between the inter onset intervals (lOPs). By varying the duration of the equitones,
they found that this difference in perceived accent depends almost solely on the inter onset
interval deviation. Therefore it cannot be accounted for by low level psychoacoustic phenomena
like forward masking or loudness sustain, meaning it is induced in the higher level information
processing in the brain. Furthermore, one experiment in [27] showed, that the accentuation
can be cancelled out either by increasing the intensity of the unaccented sound or by decreasing
the intensity of the accented one. This means that interval times and perceived intensities are
interrelated.

A common method to represent the strength of onsets in existing onset detectors is to
simply take the amplitude of the nearest peak from the accentuation signal from which the
onsets are detected. Regarding the tempo estimation results, the fact that the performance
of the SCOD and the LoudIOD is slightly better when the raw signals are used instead of
the onset times, indicates that the amplitudes of the raw signals might indeed contain useful
information. Especially for the LoudlOD one could imagine that the peaks in the loudness
increment signals are very well correlated with the perceived onset strength. Psychoacoustic
studies have shown, however, that there are a lot more parameters to the perceived strength of
an onset than its loudness increment alone. Future work would therefore be the development
of an algorithm that models more parameters than loudness or spectral similarity alone.

Other phenomena that affect perceived accents of onsets are tone duration, rhythmic ex
pectation, temporal grouping and pitch differences (Handel [16]). Note that most of these
phenomena involve higher level processing.

It seems that finding lower level features such as musical onsets and estimating their per
ceived strength is a rather complex matter. Although many phenomena that influence the
perceived accentuation of onsets are known, they have been measured for well controlled mono
phonic sequences of well defined tones only. When considering polyphonic music it is difficult
to determine which of the phenomena have the greatest effect. Up to now it is not possible
to design an accurate model of perceived accentuation of onsets, because there are too many
parameters and unknown interdependencies.
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Chapter 4

Discussion

Although the onset detectors perform reasonably well for the popular excerpts and for the al
most monophonic piano piece (" Mozart" ), the performance for the classical excerpts is rather
poor, especially for the symphony orchestra excerpt ("Fibich"). It is known, that onset de
tectors in literature fail when it comes to music with dispersed or soft onsets or with a lot of
vibrato or tremolo, and for the algorithms described in this thesis this remains an unsolved
issue. It is clear that the relation between what is physically present in the signal and what
is perceived cannot be resolved completely by using models of the auditory periphery alone.
Psychoacoustic studies have yet to discover what exactly it is that makes us recognize onsets
within sound. Until then, computational methods to detect onsets of auditory events will be
based on the developer's intuition of what makes objects within sound distinguishable.

A remaining problem with the developed onset detectors is their complexity. All three
methods, especially the SCOD, are computationally intensive and inefficient when it comes to
memory usage. For the SCOD, one way to reduce its complexity could be the use of a warped
DFT or a constant Q transform instead of the filtered and averaged signals. Another partial
solution for the SCOD and the UROD could be the decimation of the input signal with a factor
3, as was done for the LoudIOD, making most of the succeeding operations computationally
less intensive and less memory consuming. This is possible, because much information of the
music signal that is of importance for onset detection is present at frequencies lower than 6 kHz
(see Section 2.1.1).

As was mentioned in Section 2.4, it is very hard to acquire a comprehensive, accurate
and objective training set of "real world" polyphonic music with annotated onsets of auditory
events. There is a need for a formal method of labeling onsets, perhaps determined by some sort
of psychoacoustic test by a large number of subjects. Even with the current commonly applied
method of repeatedly listening and labeling, higher accuracy and objectivity could be realized
if there were some sort of official database of musical excerpts, the subjective annotation of
which could be donated by the researchers. If all the researchers on the topic of onset detection
in music would use the same excerpts and label them personally this would yield a more reliable
database and create more transparency towards the quantitative evaluations of the detection
algorithms. It would then be possible to compare quantitative results of a new algorithm
directly to those of existing ones.

The temporal error as described in Equation 2.20 was developed to be a stand alone error
rate, thus taking the false positives and misses into account by weighting them with a time
penalty. It came to mind, however, that each miss will decrease the number of correct detections
by one, whereas a false positive does not. Weighing false positives and misses with the same
time penalty will thus result in a lower error rate for a detection of an excerpt that only
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contains correct detections and a number of false positives, than it will for a detection that
only contains correct detections and the same number of misses. Therefore, it might be better
to use the temporal error in combination with the error rate, only taking the correct detections
into account. It is also probably more correct to consider the mean square or the root mean
square of the absolute deviation between correct detections and labels, instead of the mean of
the absolute deviation. A possible equation to calculate the temporal error would then be:

with:

8 err =
-jr:.N

Cd
(Ted - Tlabe1)2

]\ftabel
(4.1)

8 err

Nlabel

Ned

Ted

Tlabel

temporal error
number of labeled onsets,
number of correct detections,
time of a correct detected onset time
time of labeled onset that is detected correctly

[ms],

[ms],
[ms).

It should be noted that Equation 4.1 is very sensitive to tolerated small deviations around the
labels. Hence, it should only be used if a test set with accurate manual labels is available.
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Chapter 5

Conclusion

In search of an onset detection algorithm, that detects the perceived onsets of auditory events
in polyphonic music, three onset detection algorithms were developed:

- LIROD: onset detection based on level increment rates of bandpass filtered signals;

- SCOD: spectral changes are used for onset detection;

- LoudIOD: based on a psychoacoustic loudness model. Increments in loudness are thesh-
olded to detect onsets.

The LoudIOD algorithm performed the best with an overall error rate of 42.8%. The LIOD
and the SCOD had overal error rates that were very close to each other; 56.0% and 56.6%
respectively. Not only did the LoudIOD have the lowest error rate, it was also computationally
the least intensive of the three. The SCOD was the computationally most intensive. Com
parison of the LoudIOD to a current onset detector by Klapuri[20] showed, that the LoudIOD
performed well.

When looking at the performance on individual excerpts, it can be concluded that all the
onset detectors performed best for the pieces of popular music and for one of the classical
excerpts, which contained primarily monophonic piano. All three detection algorithms failed
miserably for an excerpt containing orchestral music, probably due to the dispersed onsets and
the vibrato and tremolo present in this type of music. It is noteworthy that, for this particular
excerpt, Klapuri's onset detector failed as well.

To test the utility of the onset detectors in computational rhythm analysis, they were used
as a front model in a tempo extraction system. Although the overall error rates for one-by-one
onset detection are still reasonably high (42.8% to 56.6%), using the onset detectors in a tempo
extraction system does improve the performance of it, compared to using a signal precursor.

There are still a lot of improvements to make on onset detection algorithms. Onsets in
orchestral music are particularly difficult to detect. A method to identify or bypass the false
detections due to vibrato and tremolo could improve the performance of current onset detection
algorithms considerably.

Future development of detection algorithms of onsets of auditory events in music is highly
dependent on psychoacoustic knowledge of different phenomena that affect the perception of
onsets. For example the interdependencies between different phenomena effecting onset per
ception in the context of polyphonic music is still rather unexplored. Much research suggests,
that some of the most crucial phenomena for onset perception are due to higher level processing
in the brain. Therefore, it is likely, that the commonly used bottom-up approach in rhythm
analyzing systems does not represent rhythm perception most accurately.
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Appendix A

A.I List of abbreviations

BPM
CD
ERB
hwr
101
LIROD
LoudIOD
MIDI
PCM
PSD
RFB
RMS
SCOD
SPL
STFT
WAY

Beats Per Minute
Compact Disc
Equivalent Rectangular Bandwidth
half wave rectification
Inter-Onset Interval
Level Increment Rate Onset Detector
Loudness Increment Onset Detection
Musical Instrument Digital Interface
Pulse Code Modulation
Power Spectral Density
Resonator Filter Bank
Root Mean Squared
Spectral Correlation Onset Detection
Sound Pressure Level
Short-Time Frequency Transform
waveform audio

A.2

rhythm
meter
tempo

Definitions

temporal structure present in music
hierarchy of rhythmic pulse periods
strongest perceptually isochronous rhythmic pulse, also referred to as tactus
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