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Abstract 

Abstract 

Philips Industrial Vision (PIV), a department within Philips' Centre for 
manufacturing Technology (CFT), operates in the area of industrial image 
processing. This department uses its Single Board Image Processor (SBIP) in 
various industrial image processing applications like identification-, inspection
and position measurement- systems. The normalized correlation can be used for 
position measurements of arbitrary objects, independent of contrast variations in 
images. However, it is very computation intensive: even though the usage of 
subsample techniques, the normalized correlation is rather slow on the SBIP. 
Therefor PIV needed an extension board with a digital signal processor that 
accelerates computation intensive algorithms like the normalized grey value 
correlation. Since the correlator uses subsample techniques, an investigation was 
carried out on the effects of subsampling and pre-filtering on the correlator 
performance. 

The design of the extension board resulted in a small image processing module 
that can operate in parallel with the SBIP. The board offers the possibility to 
transfer images to and from its image memory at transfer rates up to 20 Mhz. 
The extension board, basedon Analog Devices' ADSP 21062 DSP, improves the 
processing performance of the SBIP due to the high instruction rate of the DSP, 
the zero-waitstated image memory and the DSP's calculation capabilities. 

The implementation of the normalized grey value correlation on the extension 
board, reduces the execution time for a search of a 200 x 200 template in a 512 x 
512 window from 15 seconds on an SBIP, to 125 ms on the extension board. 

The architecture of the extension board allows porring code from the SBIP fairly 
easy, thus vision functions that are currently running on the SBIP can be 
implemented on the extension board. Especially vision functions that perform 
intensive calculations and/or intensive memory usage, are expected to run 
significantly faster on the extension board. However, bere is pointed out that in 
certain algorithms, assembly language programrning rnight be required to 
optimally use the DSP and achieve a high performance improvement. 

In the analysis of the subsample effects and pre-filtering, where the image was 
assumed to be free of noise and free of distortions, was shown that a filter can be 
designed that improves the correlator performance after this filter is applied to the 
temp late. 

This analysis is to be completed in future by analysing the optirnization of the 
filter. Furthermore, the analysis assumed rather ideal conditions, so it is to be 
extended in future by taking noise and possibly distortions of the object in the 
image also into account during the analysis. 
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Introduetion 

1 Introduetion 

Philips Industrial Vision (PIV) is a department within Philips' Centre for 
rnanufacturing Technology (CFT), that operates in the area of industrial image 
processing. It offers complete image processing systerns tailored to dernands of 
their customer's machine vision problerns. These systems include specHic 
application software, opties, dedicated hardware and also standard products like 
image processing modules with software libraries. 

One of these standard products, the Single Board Image Processor (SBIP), is an 
image processor module that is used in rnany industrial image processing 
applications like identification, inspeetion and position rneasurernent systerns. As 
these applications tend to dernand higher and higher cornputational performance 
frorn image processors, the execution time of the SBIP can be a bottleneck in 
eertaio applications. 

One application requiring such a high cornputational performance is the 
normalized grey value correlation, an image processing algorithrn that uses 
correlation techniques and a systernatic search metbod to find a detail ( called a 
template) in an image. The execution time of this application on the SBIP is too 
long and should be decreased drastically to meet the costorners dernands. The 
processor of the SBIP, dedicated to high performance graphical applications, is 
rather slow in mathematica! cornputations. To achieve a better mathematica! 
performance with the SBIP, PIV needs an extension board for the SBIP that will 
accelerate algorithrns like the normalized grey value correlation. 

The object is to design an extension board, that will perform the grey value 
correlation such that the execution time rneets the dernands of the custorner. The 
extension board should not be dedicated to the grey value correlation only, and 
shall therefor be equipped with a digital signal processor (DSP). In that way the 
extension board can also be used to accelerate image processing applications that 
are currently being run on the SBIP. The extension board has to interface with the 
SBIP through the standard extension connector and the manufacturing price can be 
about Dfl. 1500,-. 

The grey value correlators search algorithrn uses subsample techniques to keep the 
execution time as short as possible. This implies that the usability of the grey 
value correlator is restricted to ternplates that don't contain too rnany fine details. 
Since there is no knowledge on the correlators performance for eertaio templates 
and whether pre-filtering the template and image will irnprove the correlators 
performance, the effects of subsampling and pre-filtering on the correlators 
performance are to be investigated. 

To make the reader more farniliar with the subject of the grey value correlation 
and the SBIP, the subsequent sections will discuss the following subjects in more 
detail: Section 1.1 will give general information about the SBIP and it's operation, 
section 1.2 describes the grey value correlation. After the expected performance of 
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the extension board is covered in section 1.3, section 1.4 explains the metbod of 
approach of the project. 

1.1 THE SINGLE BOARD IMAGÉ PROCESSOR. 

The most widely used product of PIV is the SBIP with it's vision library. The 
SBIP includes all the required hardware to perform image processing applications. 
From four camera inputs, images can be digitized and stored in the SBIP's 
memory. There they can be processed by the Grapbics System Processor (GSP) or 
by dedicated image processing hardware. The SBIP can be controlled by a host 
via a VME or PC interface or operate in stand alone mode. 
The vision library contains many useful image processing algorithms that run on 
the GSP. 

Figure 1.1 shows the block diagram of the SBIP. 
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I 11 w 
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Figure 1.1 : Block diagram of the Single Board Image Processor. 

The SBIP is built up of the following blocks: 
a. A crossbar switch. 
b. An Analog to Digital Convertor (ADC) with multiplexer and input look up 

table. 
c. Two Video Random Access M.emories (VRAM1 and VRAM2). 
d. The GSP with system memory and host interface. 
e. A Digital to Analog Convertor (DAC). 
f. An Image Recognition Integrated System (IRIS). 
g. A look up table. 
h. An extension connector. 
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The crossbar switch provides a ftexible way to create any video path between the 
devices connected to it. It is in fact a device with 64 inputs and 64 outputs, it can 
be prograrnrned (through software) to make connections between any input and 
output, or frorn an input to multiple outputs. In this way, the user is free to route 
any path frorn eg. the ADC to both the DAC and video memory, or frorn the 
ADC via an extension board to video memory 1 and a conneetion frorn video 
memory 2 to the DAC etc. 

The ADC digitizes the video signal that cornes frorn one of maximurn 4 carneras, 
selected by a rnultiplexer. A cornrnonly used video standard is the CCIR 
(european) or RS170 (american) standard. The ADC converts the analogue video 
signal into 8 bit grey levels at sample rates up 20 MHz. The samples are 
translated by an Input Look·Up Table (ILUT) and are then fed to the video 
memory. The ILUT perfarms actions like inverting the image, enhancing dark 
levels, etc. This operation can make the image processing task for the grapbics 
processor in certain cases a lot easier. 

The image being digitized is stored into one of the two video memories. One 
video memory can store an image as large as 512 x 1024 pixels (8 bit grey 
values). It is built up of Video RAM's, which are dual ported Dynamic Random 
Access Memories. These VRAM's have besides the parallel random access port, 
also a serlal port through which data samples can be shifted into a line buffer. 
(note that the data stream is 8 bits wide, thus 8 bits are shifted into the line buffer 
per clock cycle). Loading the data stream into the line buffer only requires a clock 
pulse synchronised with it. When one video line is written into the line buffer, the 
buffer contents can then be stored into one of the rows of the memory array by 
generating the row/column address via the row/column pins. 
In the same rnanner, it is also possible to shift out a data stream frorn the 
memory. 

The Grapbics Systern Processor, a TMS 34020, is the heart of the SBIP. It bas all 
the required logic to control the video memories and generate all the necessary 
synchronisation signals to take in an image frorn the camera. lt is a bit cell 
oriented processor, thus one single address contains one bit of data. Physically, the 
data word size is 16 or 32 bits wide (depending on the processor generation). The 
GSP can access the images in VRAMS via their parallel port and bas also access 
to systern memory where prograrn's, data or images are stored. 

A host (VME or PC based) can rnanipolate all memories on the SBIP through the 
host interface. In that way software can be downloaded and the host can 
cornrnunicate with the TMS 34020. The host interface doesnothave to be used 
necessarily, the application software can be prograrnrned in EPROM frorn which 
the SBIP can boot. 

The presence of the DAC makes it possible to show images and application 
inforrnation on a monitor. It is connected to the crossbar, in that way it is possible 
to show live video from the camera, or images stored in the video memories. 

The Image Recognition Integrated Systern (IRIS) is a real time (binary) template 
rnatcher. By transferring an image frorn eg. the ADC to this IRIS, the IRIS can 
search predefined binary ternplates in the video strearn. The coordinates where the 

3 
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template matches the image, will be recorded in the Row/Column-store (RIC
store ), and can be read from there by the GSP. 

Finally is noted that there exist in fact 2 generations of the SBIP, they are called 
SBIPI and SBIP2. The DSP extension board is to be designed for using it with 
the SBIP2. 

1.2 THE NORMALIZED GREY VALUE CORRELATION 

A common machine vision problem is to locate and report the position of a 
predefined object in an image that was taken from a camera. As stated in [1], the 
normalized correlation can be used to locate arbitrary objects, independent of 
contrast variations in images. This section will describe the normalized grey value 
correlation and it's properties. 

Figure 1.2 shows the template, the image and a detail of the image with the same 
size as the template. The template specifies the object to be found in the camera 
image. The normalized correlation coefficient is calculated between the template 
and the detail of the image to find out whether the template matches the particular 
image detail. By repeating this with various details from the image and keeping 
the coordinates where the correlation was maximum (and exceeds a certain 
threshold), the template can be located in the image. The normalized grey value 
correlation will thus report the position where the template and image match the 
best. 

TEMPLATE (12x14) IMAGE (30 x 36) 

IMAGE DETAIL (12x14) 

Figure 1.2 : Grey value correlation. 

The grey value correlation algorithm actually keeps calculating normalized 
correlation coefficients with details from various positions in the image. Such a 
normalized correlation coefficient ranges from -1 to I: a coefficient of 1 
represents a perfect match, a coefficient of -1 represents a perfect mismatch 
(which means that the grey values of the image detail and the template are each 
others inverse). 

CTR554-96-0038-preliminary 1996-06-11 4 



Introduetion 

Fonnula ( 1.1) shows how the nonnalized correlation coefficient can be calculated 
between a template tpl and an image detail imgu,v (with the same size of template 
t) with it's upper left corner at position u,v within the image. 

. cov(img",v,tpl) 
p (1mg" v,tpl) -----..:.:!:;___ 

' a. ·a 
11118-.v tpl 

(1.1) 

with: cov(.) covariance 
imgu.v•tpl (continuous) 2-dimensionallight intensity functions of the image 

detail and the template. 

The fonnula is built up of three tenns: one numerator - and 2 denominator -
tenns: 

The numerator tenn represents the covariance of the image detail and template. 
From this covariance only it is not possible to tell how well the image and 
template match, because it depends on the power contents of the image- and 
template- infonnation. 

The two denominator tenns, representing the square root of the power contents 
( G;"./ and Grp/) of the image and template, nonnalise the covariance result to a 
value ranging from -1 to 1. 

If the template tpl and the image detail imgu,v from the image are uncorrelated, the 
covariance tenn equals 0, and hence, the result is 0. If they are strongly 
correlated, the numerator tenn approaches the denominator tenn and the result 
will approach 1. 
If the two are inversely correlated (image detail and template are inverse video) 
the result will be -1. 

The G values in the denominator of (1.1) can also be expressed in (auto) 
covariance tenns which yields the following expression for the correlation 
coefficient: 

(1.2) 

In digital image processing, only the sampled versions (spatially and in amplitude) 
of the template and the image are available. The samples of the image and 
template intensity functions are referred to as pixels in this report. 
Since only the sampled versions of the image and the template are available the 
correlation coefficient can only be estimated. 
According to [2] p.44 : 

cov(x.y)=E{x,.}-Eb}E{y} (1.3) 

with E{.} the mathematica! expectation operator. 
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Furt.hennore, if N samples are taken from a certain variabie p, the expected value 
of p can he estimated from the N samples P; (OSi<N) as follows: 

(1.4) 

The correlation coefficient can then in fact he estimated from the three 
covariances in (1.2). The covariance between the image detail and template can he 
estimated as follows: 

(1.5) 

Tr.c represents the grey values of the template pixel at row r, column c. 
I;+rj+c represents the grey value of the image pixel from an image detail taken 

from row i, column j, at an offset r,c within the image detail. 
R The number of pixel-rows in the template. 
C The number of pixel-columns in the template. 
N represents the total number of pixels in the template ( N = R x C). 

The auto-covarianee of the template can be estimated as: 

R-1 C-1 ( R-1 C-1 )2 c(T,1)=.!·E L T,,c- .!.L L T,,c llcov(T,1) 
N r=O c=O N r=O c=O 

(1.6) 

and the auto-covarianee of the image detail can be estimated by: 

(1.7) 

The correlation coefficient for a 2 dimensional image and template can then he 
estimated as follows: 

R-1 C-1 (R-1 C-1 ) R-1 C-1 
N·E L f;+r,j+c ·T,,c - L L Ji+r,j+c L L T,,c 

r(l 7) r..O c=O r..O c-o r=O c=O 

V =~===================================== 

I R-1 C-1 (R-1 C-1 )2]! R-1 C-1 (R-1 C-1 )2] N·E L li+r,j+/ - L L Ji+r,j+c N·E L T,/ - L L T,,c 
r..O c..O r..O c..O r=O c=O r=O c..O 

(1.8) 

CTRS54-9fHl038.prelimlnary 1996-06-11 6 
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So far is only shown how to calculate whether the template and an image detail 
match. The object, however, is to find the position (row and column) of the i.mage 
detail that matches the template. Generally one bas a search window, a rectangular 
area within the image, in which one wants to find the template. 
To find the position of the template, the correlation coefficient between the 
template and various image details throughout the search window are calculated. 
The position where the correlation coefficient is maximum will be at that position 
where the image and template match the best. 

The exhaustive search is a possible solution to find this desired position. The 
principle of this algorithm is to place the template at the upper left corner of the 
search window, slide it over the search window and calculate the correlation 
coefficient between the template and the particular image detail every time the 
template is shifted by one pixel. The position were the template and the image 
detail match, is found by keeping the position where the correlation coefficient 
was maximum and exceeds a certain threshold. This metbod is known as the 
exhaustive search. 

It will probably be clear that an exhaustive search requires quite some 
calculations. The amount of calculations for an exhaustive search with a template 
of R x C pixels in a search window of I rows x J columns will be derived by first 
analysing the required calculations for computing one correlation coefficient. 
Then, the total amount of calculations will be found by multiplying this with the 
number of correlation coefficients that is to be calculated. 

Calculating one correlation coefficient as in (1.8) at an offset ij within the 
search window requires basically 5 summation loops to be done: 
• 1 (2-dimensional) summation loop to calculate the template-image cross 

correlation properties: 

• 2 (2-dimensional) summation loops to calculate the following image 
properties: 

CTR554-96-oo38-prellmlnary 199f3.06.11 
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r.O c-o 
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• 2 (2-dimensional) summation loops to calculate the following template 
properties: 

R-1 C-1 

p=E E ~c 
r=O c=O 
R-1 C-1 

q=L LTr,c 
r=O c-o 

After completing these calculations, the estimated correlation coefficient 
between image detail I;,j and template T is calculated as follows: 

N-x .. -z .. -q 
r(/. 1) = IJ IJ 

IJ"' 

JN-yiJ-'Zï~]{Np-q2] 

(1.11) 

(1.12) 

Por the exhaustive search the terms p and q only have to be calculated once 
while the terms X;j•Yi.j and Z;,j are to be recalculated for every correlation 
coefficient. 
The calculations of terms Y;j and Z;,j can be reduced if an exhaustive search is 
done, since the results from the adjacent correlation coefficient calculation can 
be used for the current one (this will be explained in more detail in section 
2.3). Por large templates, the amount of calculations that have to be done can 
then be approximated by the required amount of calculations for calculating the 
term X;,j· 

If the template with size R x C (rows x columns) is to be searched in a 
window of I x J ( rows x columns), this requires calculating (1-R+ 1) x (J-C+ 1) 
correlation coefficients. (Note that the search algorithm is limited to that area 
where the entire template is within the search window).lf the calculation of one 
correlation coefficient is approximated by R x C Multiply ACcumulates 
(MAC's), the number of MAC's to perform an exhaustive search canthen be 
approximated by: 

(1-R+ l)'(J-C+ l)·R-C' (1.13) 

The amount of MAC's can thus be approximated by the number of pixels in 
the template, multiplied by the number of correlation coefficients that is to be 
calculated. Por asearchof a 200 x 200 template in a 512 x 512 search window 
this equals 2W x 3132 and is approximately 4 * 109 multiplications for only 
calculating the term summation loops. (besides calculating these summation 
loops, also the 3132 correlation coefficients are to be calculated from the 
results of the summation loops according to formula (1.12)). 

It will be clear that this amount of multiplications is much too high to implement 
the algorithm like this on a single DSP, because the execution time won't even be 
close to the desired 200 msec. The calculations for the exhaustive search can not 
be optimised. Term X;j represents the fact that each pixel of the template has to be 
multiplied by each pixel of the image. It can therefor not be optimised by 
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eliminating multiple identical operations, each multiplication in term x1,j is unique! 
Optimisation can thus only be made if the amount of data can be reduced. 

There are different ways to reduce the amount of data that is to be processed: 
a. It is possible to perform a search with only a detail from the template. The 

amount of data is then reduced in the sense that the search is done with a very 
small template. If this smalt template correlates strongly at a certain position in 
the image, one could expand to a larger detail of the template or to the whole 
template and see whether that position is the searched position. 

b. Another approach that can be used is to subsample the image and template and 
thus reduce the amount of data, since both the image and template sizes are 
reduced. 

c. One can also choose an alternative search method, eg. shifting the template by 
2 pixels inslead of 1, every time a correlation coefficient is calculated. This 
will reduce the amount of calculations a factor 22

• The fact whether this is 
allowed depends on the (spatial) auto correlation function of template. 

d. Another alternative search method, is to use a gradient based search algorithm 
that searches for the maximum correlation coefficient in the direction where 
the correlation coefficient rises the most. 

e. Combinations of the methods mentioned above. 

Some work has been done already in the past, which resulted in an algorithm that 
combines options band c. This algorithm will be discussed in more detail in 
section 2.3. 

This chapter is concluded by naming the properties of the normalized grey value 
correlation: 
a. The normalized grey value correlation is not sensitive to offsets in grey values 

and differences in contrast between image and template pixels. Thus the result 
of the normalized grey value correlation does not depend on overall 
illumination variations. (Note that local illumination differences within the 
image detail that is used for calculating the correlation coefficient, do influence 
the result). 

b. The normalized grey value correlation can not be used if objects in the image 
may have angular offsets. The allowed angular offset depends on geometry of 
the object. In general round objects will not be sensitive to angular offsets, 
while long narrow objects on the other hand, are very sensitive. 

c. The normalized grey value correlation is also sensitive to variations in the size 
of the object in the image. lf this object is larger or smaller than the object in 
the template, the grey value correlation might fait. 

The influence of the two last properties, the allowed angular offset and scale 
factor also depends a great deal on the fact how much the template correlates 
tbrooghout the rest of the image. lf the template is completely uncorrelated 
tbrooghout the rest of the image, then the algorithm will allow larger angular 
offsets or scale factors than when the template correlates more with details 
tbrooghout the image. (note that even though the algorithm won't fail in finding 
the object, the angular offsets and scale factors might inftuence the accuracy of 
the reported position). 
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1.3 EXTENSION BOARD SPECIFICATIONS 

Philips lndustrial vision requires the following performance of the DSP extension 
board: 
a. The extension board should be usabie with the SBIP without making hardware 

modifications to the SBIP. 
b. The extension board is to be equipped with a DSP, the selection of the DSP is 

part of the project 
c. The extension board bas to be able toperfarm general image processing 

applications that are currently done on the SBIP. 
d. The computation performance of the extension board should be such that a 

normalized grey value correlation of a 200 x 200 template in a 512 x 512 
image with the existing algorithm will be performed within 100 to 200 ms. 
Transferring the image from the SBIP to the extension board may not consume 
additional time. 
The maximum template size for a grey value correlation is 64k pixels. 

e. Since PIV intends to implement more algorithms on the extension board in 
future, the hardware design should be such that it does not require complex 
software algorithms to implement a certain application on the board. 

f The architecture of the extension board should be such that application 
software can be downloaded from the SBIP or preferably from the SBIP's host 
(via the host interface of the SBIP). 

g. The price of the extension board is allowed to be as high as Dft 1500,-

1.4 METHOD OF APPROACH 

The project consists of the realisation of the extension board and of the 
investigation of the effects of subsampling and pre-filtering on the correlator 
performance. 

The realisation of the prototype of the grey value correlator was mainly divided in 
three phases: an investigation-, a design- and a test & debug-phase. 

The object of the design investigation phase is to straighten out more accurately 
which demands there are on the extension board, to define a global architecture 
and to select a DSP and a memory type that is to be used on the extension board. 
The demands with respect to the hardware interface to the SBIP, the performance 
of the grey value correlation, and the price of the extension board were used to 
define a global architecture and select a DSP. To make a proper selection for a 
DSP and memory type, also some time is spent on gatbering more knowledge on 
properties of DSP's and memories. The design investigation will be covered in 
chapter 3. 

During the design phase the global hardware architecture is to be worked out into 
functional blocks for the extension board, and the software is to be developed. 
The hardware design includes choosing the correct parts and analysing their 
operation and requirements. The hardware design shall be verified with 
simulations to verify that all timing requirements of the used parts are met. After 
simulations have shown that the design will be functioning correctly, a Printed 
Circuit Board (PCB) layout and some prototypes will be made toperfarm hard
and soft-ware tests afterwards. 
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In the software design phase, the required software for the extension board is to 
be developed. The DSP extension board requires system- and application so(tware. 
The system software manages the operation of the DSP extension board, this 
includes booting the DSP and implementation of the host interface and interrupt 
handlers, if required. 
The application software exists of the available C-source for the grey value 
correlator. It is eventually to be altered for optimal usage of the DSP. 
The hard- and soft-ware design will be explained in chapter 4. 

During the test and debug phase should be verified that all the work of the 
previous months meets the expectations and requirements. These tests are to be 
done with the prototype boards. The tests and verifications include hard- and 
software operation, and verification whether the correlator algorithm is working 
correctly and meets the timing requirements. Chapter 5 shows the test results. 

To investigate the effect of subsampling and pre-filtering on the correlator 
performance, first a literature search was done to find out whether the subject had 
been investigated already in the past. Since this was not the case, a start was made 
with the investigation. Section 6 covers the investigation of the effects of 
subsampling and pre-filtering on the correlator performance. 

Finally. chapter 7 concludes this report with conclusions and subjects for future 
research. 
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2 System requirements 

A proper basis to start the project is to analyze the requirements from the 
requested performance carefully. The specifications in section 1.3 mentioned 
various requirements with respect to the extension board. 
The investigation stage of the project bas been used to analyze these requirements. 
The following information was found to be useful for selecting a DSP and 
defining a global architecture for the extension board: 
a. The interface to the SBIP. 

Knowledge on this interface will help to determine a global architecture for the 
hard- and soft-ware design. The SBIP's hardware interface will be described in 
section 2.1, and the software interface will be discussed in section 2.2. 

b. The computation requirements of the normalized grey value correlation. 
This will be of importance for selecting a DSP, section 2.3 shows these 
computation requirements and how they have been analyzed. 

c. The selection of a DSP. 
Selecting a DSP for the extension board requires knowledge about DSP 
properties. To get an idea about the possibilities that DSP's offer, some time is 
spent on analysing characteristics of DSP's that are currently available. Section 
2.4 gives a brief description on the properties of DSP's. (Appendix B gives a 
more detailed explanation about DSP's). 

d. Typical vision applications for the extension board. 
Since more applications are going to be implemented, this information might 
be necessary if a DSP is to be selected.Section 2.5 describes these applications. 

e. The maximum price for the required parts. 
The manufacturing price of the extension board includes various costs. Section 
2.6 explains the manufacturing price budget. 

2.1 THE HARDWARE INTERFACE 

Since the extension board has to communicate through the existing extension 
connector interface with the SBIP, this interface has been analyzed. Since the 
extension board is going to be used in combination with the SBIP2, only the 
SBIP2 interface is taken into account. Figure 2.1 shows the extension connector 
interface of the SBIP2. 

The following signals are available on the extension connector: 
a. 10 address lines of the TMS 34020 
b. The data bus of the TMS 34020 processor (32 bits wide) 
c. TMS 34020 Control signals : read, write and ready (a line to hold the TMS 

34020 processor during accessof slow memories) 
d. 5 outputs of an address decoder of the SBIP, that become active if the TMS 

34020 accesses a certain memory area. 
e. A video bus consisting of: 

10 bits video input 
10 bits video output 
a pixel clock defining when the samples on the video bus can be read. 
a blanking signal, specifying the area of interest. 
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Figure 2.1 : The extension connector interface. 
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The fact that only 10 address lines of the TMS 34020 are available on the 
interface connector and no modification can be made to the SBIP, implies that a 
DSP will not be able to address the images that reside in the video memory on the 
SBIP. However, in combination of the select lines from the address decoder the 
TMS 34020 is able to address a small memory space of 512 words that can reside 
on the extension board. Through this small memory space, the TMS and DSP can 
communicate. 

With the presence of the video bus it is possible to transfer images to or from the 
extension board at video speed. For the video transfers, the pixel clock and the 
blanking line play an important role, The pixel clock is synchronized with the data 
stream from the ADC. Every rising clock edge, a data sample is valid on the 
video input (or the data should be present at the video output). 
The data samples taken from the video output during synchronisation pulses 
contain no image information. Since the pixel clock is continuously present (also 
during synchronisation pulses), it is accompanied with the blanking signal. This is 
to be used as an enable line for the pixel clock. If one video line contains 1024 
pixels, the blanking line will become inactive during 1024 pixel clock periods. 
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2.2 SOFTWARE INTERFACE 

The implementation of the software interface between the SBIP and the extension 
board will depend on the hardware interface. The software interface should make 
the hardware interface invisible to the application programmer. (With an 
application programmer is meant, a software engineer who uses the SBIP with the 
vision library to design programs for image processing applications). The software 
interface between the host computer and the SBIP provides such an interface. To 
make the usage of the extension board as easy as possible for the application 
programmer, a similar interface between the extension board and the SBIP is to he 
designed. This section will give a short description on the implementation of the 
software interface between the SBIP and it's host computer. 

In a contiguration of an SBIP with a host computer (PC or VME based CPU) the 
SBIP operates as a slave of the host computer. The software on the SBIP contains 
a large library with vision functions with a software interface to the host. Vta this 
software interface, the SBIP receives commands from the host to execute one of 
the vision functions from the vision library, it then executes this function and 
returns the results to the host. In this way the SBIP performs the actual image 
processing and reports results to the host software. The host software performs the 
actual interpretation of these results. Thus the vision application is in fact partially 
running on the SBIP and partially on the host. 

The implementation of the interface is as follows: The host and the SBIP 
communicate through a (shared) communication buffer. This buffer consistsof an 
entry for the function identifier (ID) foliowed by a parameter list. Each function in 
the vision library bas a unique function ID assigned to it. When the host bas to 
invoke a eertaio vision function on the SBIP, it first writes the parameters to he 
passed to the function into the communication buffer. Then it writes the 
appropriate function ID in the function entry. The command handler that runs on 
the TMS 34020 is continuously polling the function entry, and detects that the 
host wrote the function ID. lt reads in turn the function ID and passes the 
parameter list from the communication buffer to the appropriate function. After 
the SBIP executed the function, it writes the return parameters into the 
communication buffer and sets the function ID in the function entry to 0, to notify 
the host that the command is finished. 

Towards the host software, the software interface provides a transparent interface 
between that software and the SBIP. The functions in the vision library on the 
SBIP are also callable on host level with exactly the same syntax. Thus, there is 
also a host library (that resides on the host computer) that contains exactly the 
same functions as in the vision library. Only the function implementation on the 
host just copies the function arguments that are passed to it, to the communication 
buffer. The command handler on the SBIP passes these parameters that it receives 
via the communication buffer to the appropriate function. The software interface 
between the host and the SBIP consists thus in fact of the host library and the 
command handler on the SBIP. 

Since the syntax of the vision functions on the SBIP and the host are exactly the 
same, it is possible to develop and debug application software for the SBIP on the 
host computer. Once the application is found to he working satisfactorily on the 
host, the souree code can he compiled with the TMS 34020 cross compiler, and 
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ran on the TMS 34020 itself. Of course there are restrictions on having the 
capability of compiling one and the same souree for both the host and the TMS 
34020 environments. The programmer should use predefined functions and rnacros 
for operations on images. 
Let's take the example that he likes to get the grey value of a pixel: This requires 
to load a pointer variabie with the corresponding memory location where the grey 
value of that pixel is stored. Since the image is mapped in the SBIP's memory 
space, and oot in the host's memory space, this pointer implementation will only 
work in the TMS 34020 environment, oot on the host environment. 
Therefor, the programmer should use the getpixel() function/macro, rather then 
manipulating a pointer though the image memory. In the host environment, the 
getpixel() function delegates the action to the SBIP via the communication buffer, 
the getpixel()-macro in the TMS 34020 environment is in fact the pointer 
operation. 

The software environment for writing vision applications consists among other 
things, a number of predefined data structures, macro's and functions. 
One of the requirements of the extension board is that the software interface 
should be very easy, such that other algorithms can be implemented on the 
extension board without much difficulties. lt is therefor decided to adapt as many 
as possible from the SBIP's software environment to the extension board. This has 
the advantage that programmers with SBIP experience cao implement algorithms 
easier on the extension board. 

2.3 EXECUTION TIME OF THE NORMALIZED CORRELATION 

An important requirement of the extension board is that the execution time of the 
normalized correlation meets the requirements: the search of a 200 x 200 template 
in a 512 x 512 search window should be performed within 100- 200 msec. 

Durlog the investigation, the current correlator algorithm was analyzed, to find a 
measure of the complexity (an estimate of the number of instructions to complete 
the algorithm). This measure was found to be useful in selecting a DSP. This 
section will describe how the grey value correlation algorithm is implemented and 
how the amount of instructions was estimated. 

As described in section 1.2, there are various ways to reduce the huge amount of 
calculations for a normalized grey value correlation. The principle of the current 
grey value correlator algorithm is that it performs exhaustive searches with 
subsampled template and image. lt starts with a global search throughout the 
entire search window and keeps coordinates where the calculated correlation 
coefficient are maximum. These are estimated more accurately with some local 
searches around these maxima with lower subsample factors. 

The implementation is a C-function that accepts parameters like: 

a. A window size, defining an area within an image, where the template has to be 
searched, and the position of that window within the image. 

b. The global subsample factor. 
c. The number of maxima the algorithm should keep. 
d. The size of the template. 
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The required execution time as specified by the customer holds for the parameter 
set like he specified: 
a. A search window of 512 x 512. 
b. A global subsample factor 8. 
c. Three maxima to be kept. 
d. A template size of 200 x 200. 

The algorithm performs first the global search throughout the entire search 
window. This global search is an exhaustive search where template and image are 
subsampled with a factor 8. During this global search it keeps the three positions 
were the calculated correlation coefficient was maximum. 
A parabola fit at these three positions will give a more accurate estimate where 
the maximum is situated. Thus after the global search the algorithm has a raw 
estimate of three positions where the template matches the image. 
While evaluating the maximums during the search, they are also compared against 
a certain threshold. If the correlation coefficient is below the threshold, it will not 
be further evaluated, since there probably won't be a match. If no threshold would 
be used and there is no object in the image, the algorithm will still respond with a 
coordinate which suggests that there is an object in the image. The threshold will 
thus also serve as a protection, in case an object is not in the image the algorithm 
will be able to detect that. 

Around the three maximums that were found during the global search, it will then 
perform a local raw search with a factor 6 subsampled template and window. This 
is also an exhaustive search where the window is reduced such, that 5 x 5 
correlation coefficients are calculated. Also a parabola fit is done bere. This local 
raw search modities the three maxima from the global search thus into more 
accurate estimates of the positions where the image and template match the best. 

Around the three modified maximums, a local medium search is done with a 
factor 2 subsampled template and image. This time 7 x 7 coefficients are 
calculated. Again a parabola fit is done at the three positions. This medium search 
modities the three positions from the local raw search to more accurate estimates. 

At last a local fine search at full resolution is performed around the one position 
from the local medium search, where the correlation coefficient was maximum. 
Here an exhaustive search consisting of 3 x 3 coefficients is done to estimate the 
position. A parabola fit will enhance the result to sub-pixel accuracy. 

When selecting a DSP, it will be useful to have an expression for the number of 
multiplies or instructions that have to be performed. Some time is spent on 
analysis of the algorithm. 

The procedure basically performs four exhaustive searches: 
a. The global search with a factor 8 subsampled window: 

nett template size 25 x 25, 
calculation of 40 x 40 coefficients 

b. The local coarse search withafactor 6 subsampled window: 
nett template size 34 x 34, 
calculation of 5 x 5 coefficients 
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c. The local medium search withafactor 2 subsampled window: 
nett template si ze 100 x 100, 
calculation of 7 x 7 coefficients 

d. The local fine search at full resolution: 
template size 200 x 200, 
calculation of 3 x 3 coefficients 

To get an idea of the complexity (number of computations) of the algorithm, an 
estimate is made about the complexity of one exhaustive search. 

Performing one exhaustive search consists of the following actions: 
a. perform the summation loops. (formulas (1.9),(1.10) and (1.11)) 
b. calculate correlation coefficient (formula (1.12)) 
c. perform the parabola fit. 
d. overhead due to initialisation of variables, additional C-code, cache misses etc. 

The number of instructions for each of these actions equals: 
a. The amount of multiplies for the summation loops are derived in appendix A 

The number of MAC's on each of the searches are as follows: 
global search :25 x 25 template, 40 x 40 coeff's 
loc. raw search 3 exh. searches 34 x 34 template, 5 x 5 eoef's 
loc. medium search 3 exh. searches 100 x 100 template, 7 x 7 coef's: 
loc. fine search 200 x 200 template, 3 x 3 coef's: 

Total 

1.100k 
lOOk 

1.600k 
525k 

3.325k 

This is a total of approx 3.3 * 106 cycles (assuming that a MACis performed 
in a single cycle) 

b. To estimate the required amount of time for calculating formula (1.12) some 
simulations have been done by compiling the piece of code and simulate it 
with simulators for the TI's TMS 320c3x and TMS 320c5x DSP's and for 
AD's ADSP 210xx DSP's. The results were respectively 125, 640 and 80 
cycles. This results in another 200k cycles (floating point) or 1 ,2M cycles 
(fixed point). 

c. After the coefficient is calculated, a parabola fit is done with four adjacent 
correlation coefficients (east,west, north, south). This gives a more accurate 
result with sub-pixel accuracy. Also this piece of code was simulated, it took 
approx 100 cycles per coefficient. Totally 170k cycles. 

d. The previous items together are some 3.700 k cycles (floating point). An 
estimation for the overhead is hard to teil, since it will also depend on the 
performance of the processor. The operations as explained under a, b and c 
were believed to be quite accurate and represent the majority of the code that 
is to be executed for a normalized greyvalue correlation. Taking a 10-20% 
margin for overhead in account seems a safe estimation, thus the total amount 
of cycles is estimated to be 4.1 .. 4.5 X 106 cycles. 

lf an amount of 4.1 .. 4.5 X 106 instructions is to be performed within 100-200 
msec's, this will require a DSP with an instruction rate of at least 25 Million 
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Instructions Per Second (MIPS). Since certain instructions may take more than 
one machine cycle, rather an even faster DSP should he selected. 

2.4 DIGITAL SIGNAL PROCESSORS 

One of the subjects of this project is to select a DSP for the extension board. 
Nowadays there are many DSP's available, each with it's own characteristics. 
Choosing a DSP for a certain application requires thorough onderstanding of the 
properties of DSP's. To he able rnaicing the best possible choice, the properties of 
various DSP's have been analyzed. Appendix B shows an overview of the various 
properties of digital signal processors, this paragraph highlights only the issues 
that are important for the design of the extension board. 

One of the most important requirements for the DSP is its performance. DSP
manufacturers show performance specifications in their data sheets. One of the 
most frequently used is the sustained instruction rate in Million Instruction Per 
Second (MIPS). However, when reading these figures, one must not jump to 
conclusions, since the sustained instruction rate is only achieved under the most 
optimum conditions. 

In the previous section became clear that the extension board requires a single 
cycle MAC. Every DSP has the ability to perform a MAC instruction in a single 
machine cycle. However, also every DSP has it's restrictions in performing this 
single cycle MAC. A MAC requires two operands and in general, one or even 
both operands have to he stored in on chip SRAM, this differs per DSP. Virtually 
every DSP requires that the operands are stored in a certain memory type (eg. on 
chip memory, extemal memory, data memory, program memory etc.) in order to 
achieve the best performance. If these conditions are not met, the processor 
performance might just decrease to 50 or even 33 percent. 

Since the arnount of on-chip SRAM is limited, programs have to transfer 
frequently used data into the on chip SRAM, in order to achieve a high 
performance. Most of the newer DSP's are equipped with on chip DMA 
controllers that perform these data transfers, so the DSP's "CPU" -time is not 
waisted for data transfers. 

From these examples becomes clear that the performance of a certain DSP 
depends except the actual computation units also on the resources like on chip 
memory and DMA facilities that a DSP has integrated on the chip. 

lf a DSP has to access extemal memory intensively, the extemal memory access 
time will also play an important role, especially where it concerns typical DSP 
applications like digital filters. In such application, the DSP generally has to 
perform one extemal memory accessper machine cycle (assuming that the data is 
in extemal memory). So if data is storedinslow extemal memory, the DSP will 
he continuously waiting for the memory access. In such case, one memory wait 
state will reduce the performance by 50%. 

Furthermore, the instruction rate of the DSP will he influenced by pipeline 
confticts, bus conflicts cache conflicts etc. Also if the DSP has many instructions 
that require more than one machine cycle, the actual instruction rate can he 
significantly less that the sustained instruction rate. 
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Finally is concluded that if the data is stared in the right places (eg. on chip 
memory, fast external memory), and the program is well constructed (optimised 
for bus and pipeline confticts}, the performance can be close to the sustained 
performance. How close the sustained performance can be met will depend on the 
hardware and software design. 

2.5 0THER APPLICATIONS FOR THE DSP EXTENSION BOARD 

The main reason for the design of a DSP extension board is to accelerate the grey 
value correlation. However, it can also imprave the processing speed for certain 
other image processing algorithms. Therefor the design of the grey value 
correlator should not be dedicated to the normalized grey value correlation, it 
should be able to perfarm image processing applications on the extension board 
that are currently running on the SBIP. 

To give the reader an idea about the type of applications there are, this section 
describes typical applications that could be done by the DSP: 
a. Projections 
b. Rulers 
c. Histogram's 
d. Filter operations 

A projection simply adds the grey values row and column wise. The result of a 
projection in animages with size r x c (rows x columns), are two arrays of size r 
and c. Projections can be used for : 
- raw detection of position 
- detection centre of gravity 
- recognition of shapes 
- intensity observation 

A ruler is used to calculate the position of a light dark transition along specified 
line. At the position where a transition is detected, a 2nd order polynomial is fit 
around the grey values that are measured along the line. The position where the 
polynomial passes a certain threshold is the position (with sub-pixel accuracy) of 
the light dark transition. 

The aim of a histogram is to provide a grey value distribution function. This can 
be useful for adjustment of illumination or to define a threshold to convert a grey 
level image to a binary one. The algorithm for the histogram is quite simple, the 
grey value of each pixel is to be read and used to index an array element that will 
be incremented. 

Filter algorithms are used to enhance the quality of images. The filter operations 
are 2 dimensional, the following algorithms are used: 
- A convolution filter is a linear operation that perfarms a 2-D convolution. 
- minimurnlmedianlmaximum filters are examples of non linear operations. They 

substitute a grey value at a position with the minimum, median or maximum 
grey value within a kemel around that pixel. 

This section just showed a few examples of applications that are currently run on 
the SBIP. The next question that rises is how this information is to be used in the 
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selection of a DSP, moreover, there are no requirements with respect to the 
performance of these algorithms. 

With a DSP, MAC-alike structures (digital filters, vector array processing) are 
implemenled very efficiently. For applications without these structures a DSP will 
probably not really have an advantage over a general purpose processor, he may 
even have disadvantages! Some of the applications shown in the previous 
paragraph have, like the grey value correlation, this MAC - alike structure and can 
thus be implemented efficiently on a DSP. Other applications don't have that 
structure. The fact how efficient these general purpose applications can be 
implemenled on the DSP will depend on how powerfut the DSP is (eg. instruction 
set, register count, addressing modes etc.). 

The strategy for the selection of a DSP will be to find a DSP that meets the 
timing requirements with respect to the grey value correlation. If then a choice has 
to be made from various DSP's, the properties just mentioned could help to make 
a final decision. 

2.6 MANUFACTURING PRICE. 

Another requirement from the performance specification is, that the manufacturing 
price for the module is allowed to be Dfl 1000,- to 1500,-. This price includes 
except purchasing cost for the components also costs for assembling and testing 
and a margin for indirect costs. During the design phase it will be more 
interesting to know the allowed costs for purchasing components, this section 
shows the how is the budget for these costs. 

The manufacturing price of the DSP extension board can be divided as follows: 
a. Purchasing costs for the components 
b. Assembling and testing the extension board. 
c. A margin of 23 percent calculated over the two previous items, to account for 

administrations and storage costs. 

lf the total should not exceed Dfl. 1500,- the price for purchasing the components, 
assembling and testing of the board is maximum Dfl 1220,-

The costs for a board depend on the batch size that is being assembled: 
a. The price of components is usually lower if larger amounts are being ordered. 
b. Assembling and testing usually involves some preparations, thus if a larger 

batch is assembled, the preparation time spread over more boards. 

In the following calculations is assumed that the board will be produced in a batch 
sizes of 25 pieces. 

The costs for testing the board depends on the required time to test the board. 
Testing the board will take some time toprepare the test environment, foliowed 
by testing and debugging the modules. lf the 25 boards can be tested within 2,5 
days, and eventual failures can be debugged within 2,5 days, the costs will be 
approximately 4500,- for 25 boards which is approx. Dfl 180,- per board. The 
price for assembling is estimated to be approximately 75,-
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The price for the PCB is estimated to approximately Dfl. 100,-. 
This leaves approx. Dft 900,- to be spent for purchasing the parts for the 
extension board. During the hardware design, this budget bas to be kept in mind 
when selecting parts for the design. 
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3 Hardware Design Considerations 

During the design of the hardware, several considerations had to be made, these 
will be covered in this chapter. Section 3.1 describes the choice for an architecture 
for the extension board. Then, section 3.2 describes the selection of memory. For 
the choice of the DSP, first a raw selection was made which is covered in section 
3.3. This selection led to two possible candidates which will be compared in 
section 3.4. Section 3.5 explains which of the DSP's on chip peripherals are used 
on the extension board. Section 3.6 shows the considerations that were made on 
how the image can be transferred from the SBIP to the extension board. 

3.1 SELECTION OF AN ARCHITECTURE 

The global architecture of the hardware design highly depends on how it bas to 
interface with it's environment. Section 2.1 described the hardware interface with 
the SBIP. From that interface there were two architectures found to be possible. 
These will be covered in paragraphs 3.1.1 and 3.1.2. Paragraph 3.1.3 will motivate 
the choice for the architecture that was chosen for the extension board. 

3.1.1 DSP as a coprocessor 

Probably the most simple architecture for implementing the extension board is to 
use the DSP as a coprocessor of the TMS 34020. Figure 3.1 shows this 
architecture. The extension board bas hardly any intelligence in this concept, it 
requires a minimum amount of memory and does not use the video interface. 
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Figure 3.1 : Architecture 1: DSP as coprocessor. 

Communication between SBIP and DSP takes place via a host interface 
(integrated on the DSP or possibly through DPRAM). 
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Because of the limited amount of extemal memory, the DSP can be a fixed point 
type with some on chip data memory. The advantage of using a fixed point DSP 
is that these DSP's are available with a high instruction rate: during the 
investigation phase, 40 MIPS fixed point DSP's were available and 50 MIPS were 
about to come out. Another advantage is that the price of fixed point DSP's is low 
with respect to ftoating point DSP's. 

The performance of this concept depends besides the performance of the processor 
and the access time of the memories, also on the required communication time to 
transfer the required data from the SBIP to the extension board. Since the amount 
of memory on the extension board is limited, it can not store a complete image in 
it's memory. So the SBIP has to provide the extension board with the required 
data while the DSP is performing calculations. In certain cases it can happen that 
the DSP completed the calculations already, while a next data transfer is still in 
progress, the DSP will thus be idle until the transfer has completed. The fact 
wether communication will keep the processor idle, depends on the amount of 
operations that the DSP has to perfarm on the received data. Suppose the 
communication bandwidth is 1.5 Mb 
s/sec., then one word will be transferred in 700 ns. A 40 MIPS DSP has to 
perfarm at least 35 machine cycles for each pixel to prevent him from being idle. 
Thus the fact whether communication will be a bottleneck in the execution time 
for a certain application is determined by the number of operations that the DSP 
has to perfarm on every pixel. This will be clear from the two following 
applications: 

a. The execution times of eg. projections (where only the row and/or column -
sums of grey values is to be calculated) will be limited by the communication 
time since the DSP only has toperfarm only 6 operations (two reads, two 
summations and two writes) for each pixel that it receives from the SBIP, 
which will take approx. 200 ns. In this type of application, the DSP is thus 
continuously waiting for data from the SBIP, and the TMS is busy transferring 
the pixels to the extension board. 

b. The execution time of eg. convolution filter operations with a large enough 
kemel (eg. 7 x 7) will not be limited by the transfer of the image. The DSP 
has to perfarm 60-70 operations per pixel (for multiply accumulating 49 
values, sealing and adding an offset value) which takes approx. 1.5 us. (note 
that every time one grey value is to be sent to the extension board, and the 
resulting grey value after the filter operation is to be read back to the sbip, one 
write and one read action takesthen 1.4 us). 

Note that if communication is a bottleneck in the execution time, it only means 
that the DSP is not used optimally. However, the performance might still be much 
better than when the algorithm would be run on the TMS processor. 

These examples are relatively simple algorithms that will be easy to implement in 
software on the described hardware architecture. If more complex algorithms have 
to be implemented, the software will become more complex: The fixed point DSP 
has only a limited amount of memory (varying from 32- 128 k words, depending 
on the DSP). In that memory program code, image data and intermediate 
variables, stack etc. have to be stored. Thus the program has to use this memory 
very efficiently. Furthermore, frequently used data is to be moved into intemal 
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DSP memory to achieve a high performance, this all will make the software very 
complex. 

A possible implementation for the grey value correlator would be that the DSP on 
the extension board performs exhaustive searches: First the SBIP downloads the 
template and a subsampled image, the DSP performs the global search. After this 
global search is completed, the DSP reports the found maximums to the SBIP and 
waits for the SBIP to transfer the required data for performing the local coarse 
searches, then the same procedure follows for the local medium - and the local 
fine searches. 

Figure 3.2 shows a schedule for all the actions that are to be taken. According to 
this schedule the DSP will be occupied most of the time. However, it can not be 
avoided that the DSP will be idle at certain moments, because after the global 
search, the DSP returns the positions of the found maximums, and has to wait for 
the TMS processor to send the window for the local coarse search. The same 
happens after the third medium search. 
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Figure 3.2 : Schedule for a normalised greyvalue correlation. 

The calculation times for the DSP shown in the diagram are based on the 
denvation of section 2.3. Besides the communication times also transfer times for 
moving the data from the Dual Ported Ram into the RAM memory. Calculations 
of the required execution times are shown in appendix C. 

If the grey value correlation can be implemented as shown in figure 3.2, the DSP 
will be idle for approximately 42 msec's, waiting for the data to be transferred by 
the SBIP. This is approximately 40 percent of the actual calculation time of 115 
ms. that the DSP requires for the algorithm. The total throughput time is thus 157 
ms. 
Note that still a margin has to be added to the execution time as shown in figure 
3.2. In this calculation time is no overhead included. Generally, there will be 
overhead for initializing variables, cache misses etc. 

The advantage of this implementation is that it is cheap. The DSP can be a 
relatively cheap fixed point DSP and forthermore this implementation only 
requires a small amount of memory. 
The disadvantage is that this hardware architecture might be simple, but in 
contrast, the software architecture can be very complex because of the various 
data transfers that follow each other: data that the DSP frequently uses, is to be 
transferredtoon chip memory to obtain single cycle multiply accumulates. 

The execution time of the normalized grey value correlation with this architecture 
includes some idle time for the DSP due to the data transfers, the following 
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paragraph explains an architecture where this communication time is eliminated by 
keeping a copy of the entire image in memory on the extension board. 

3.1.2 DSP as an image processor 

A more advanced implementation of the extension board will be the one where 
the extension board can perform the entire algorithm without intervention of the 
TMS 34020 processor on the SBIP. In this case, the extension board is in fact a 
small image processing module. This architecture requires that an entire image 
and template can be stored in the memory of the extension board, and will thus 
require significantly more memory with respect to the implementation as described 
in paragraph 3.1.1. Since the addressing space of fixed point DSP's is too small, 
this implementation will also require a floating point DSP. 

Figure 3.3 shows the architecture. 
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Figure 3.3 : Architecture // : DSP as image processor. 

In this architecture the entire image and template and application software are 
stored in RAM on the extension board. The application software and template can 
be downloaded via the host interface. The TMS 34020 can access the memory on 
the extension board via a host interface. Through this host interface the TMS 
34020 communicates with the DSP and downloads templates and software. The 
video bus on the extension connector provides an efficient way to transfer the 
image to the extension board, while it is being digitized. The transfer overhead 
with respect to the architecture described in paragraph 3.1.1 will thus be 
eliminated. 

This concept differs from the previous one with respect to the amount of memory 
and the presence of the video interface. It will be more expensive for the 
following reasons: 
a. It requires a larger amount of memory (approx. 768 k as will be explained in 

section 3.2). 
b. A floating point DSP is to be used to be able to address the entire memory 

directly. (no fixed point DSP was found that is able to address this amount of 
memory) 
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c. Extra hardware is required to transfer images to and from the SBIP via the 
video bus. 

The execution time for the grey value correlator will depend on the processor and 
the memory that is used. The execution time can be found from paragraph 3.1.1 
by subtracting the comrnunication time. Thus if a 40 MIPS DSP will be used in 
this architecture, the execution time of the normalized grey value correlator will 
be approximately 115 ms. If eg. a 30 MIPS DSP will be used, the execution time 
will be 4/3 * 115 =153 ms. Thus even though the ftoating point DSP might not 
have such a high instruction rate like fixed point DSP, the execution time of the 
grey value correlation in this architecture is somewhat shorter since there is no 
data transfer overhead. 

This implementation will be more expensive with respect to the coprocessor 
implementation. But in return, it will be much simpler to write application 
software on the DSP: every pixel is directly accessible by the DSP-core since the 
entire image resides on the extension board. 

3.1.3 Choice of the architecture 

Even though the global block diagram as shown in the previous two paragraphs 
look very similar, there are significant differences. 

The only advantage of the first architecture is it's lower price. On the contrary, it 
requires a very complex software architecture with respect to the second 
architecture. Any algorithm to be implemenled on the extension board will have a 
relatively complex software architecture, since it is to be divided over the two 
processors (every algorithm will contain inter-processor communication routines). 
Achieving short execution times for other algorithms thus requires thorough 
onderstanding of the operation of the extension board. 

The analysis of the grey value correlation showed that the execution time of the 
coprocessor solution should be within the 200 ms. However, the software 
algorithm is complex, therefor there might be a drawback in the software design 
that leads to a longer execution time then the required 200 msec. Thus besides the 
disadvantage of complex software algorithms, there is also a potential risk 
involved. 

The second, somewhat more expensive, implementation provides a simple 
software architecture. It might even be possible to port C code that is currently 
running on the TMS 34020 processor to the DSP without having to make 
significant changes to the software, since the DSP can access the entire image. 
Thus implementing an existing SBIP algorithm on the DSP might require only 
small- or even no modifications in the existing software sources. 

The second architecture was chosen for the extension board. It may be somewhat 
more expensive, but in return it offers the possibility to implement existing SBIP 
algorithms with considerable lesser effort. 
Forthermore the risks of drawbacks durlog the software design for the grey value 
correlator for the second architecture is expected to be significantly smaller then 
those of the first architecture. 
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3.2 SELECTION OF MEMORY 

Frorn section 2.4 it becarne already clear that only a fast processor will oot 
guarantee that the required performance is achieved. Especially if the application 
bas to access large arnounts of memory, the performance will also depend on the 
access time of the extemal memory. The extension board requires a considerable 
arnount of memory. First, in paragraph 3.2.1 is evaluated how rnuch memory is 
required. The next question that rises is which type of memory should be used for 
the design, this will be covered in paragraph 3.2.2. 
Since single cycle MAC is required to meet the calculation requirernents, it is 
unavoidable to irnplernent a eertaio arnount of memory in Static RAM (SRAM). 
Since the SRAM is very expensive, sorne time was spent on analysing the 
possibility of using cheaper memories in combination with SRAM, this will be 
covered in paragraph 3.2.3. Paragraph 3.2.4 describes the chosen memory 
configuration. 

3.2.1 Memory requirements 

Since the DSP cao oot access the systern memory on the SBIP, a large arnount of 
memory bas to be installed on the extension board. The question is now how 
rnuch RAM will be required. 
The RAM should be able to store the following data: 

Image data 
One image cao consist of up to 512 x 1024 pixels, this requires 512 kb of 
RAM. For the correlator one image will be sufficient. It will probably be wise 
to keep in rnind that costorners rnight want to expand the image sizes to 1024 
x 1024 pixels in future. Thus the image-memory should be expandable to 1 
Mb. 

Template data 
One template cao have the size of 64 k pixels. This will consurne 64 kB of 
memory per ternplate. The fact wether more ternplates could reside in the 
memory of the extension board depends on the fact how fast a template cao be 
downloaded to it. If download time is short with respect to the execution time 
of the algorithrn, it is generally no problern to transfer the template befare the 
algorithrn is executed. 

Systern memory 
This memory is required for storing variables, stack, etc. The correlator 
algorithrn requires approx. 8 kb for variables. 
Let's reserve 64 kb for this area. 

Program 
The memory space of 64 kb of code memory will probably be more than 
enough. (The cornpiled souree code for a TMS 320C30 DSP was approx. 8 kb 
of assernbly language code.) 

If these arnounts of memory are counted together, it seerns that at least 650 to 700 
kb of memory is required, expandable with another 512 kb. The following 
paragraph will explain what possible memory types cao be used. 
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3.2.2 Memory types 

There are different memory types available like Static RAM's (SRAM), Dynamic 
RAM (DRAM), Video RAM's (VRAM), synchronous RAM's etc. This paragraph 
will explain the applicability of the various memory types on the extension board. 

Memories can mainly be divided into static and dynamic memories. 
Static memories are very easy to use since they don't need additionallogic. They 
are much faster than dynamic memories, therefor the price is also significantly 
higher. Dynamic memories require additional hardware to generate the refresh 
cycles and row column address strobes. Video memories are in fact dynamic 
memories, they have serlal data IlO lines which offers the possibility to transfer 
data serially at a very high speed. 

Memories can also be divided in synchronous or asynchronous types. 
Asynchronous memories are most widely used. Except the address and data lines 
and a chip select line, they only require the read and write signals. 
Synchronous memories require a clock pulse and use pipelining to reduce the 
access time. Synchronous memories can only be used if the processor supports 
them. Synchronous memories add in fact an (extemal) pipeline stage to the 
processor pipeline stages. 

From the memory types just mentioned, a choice bas to be made for the extension 
board. Since none of the DSP's support synchronous RAM's, they are not 
applicable for the extension board, hence, a memory selection bas to be made 
from the asynchronous memories. Possible choices are DRAM's VRAM's or 
SRAM. 

DRAM's are neither applicable for the extension board because their access time 
is too high to transfer the image into them at video speed. The remaining choice 
is thus between Video RAMS (VRAM) and SRAM. 

VRAM's are dual ported DRAM's, they have a random access port, and a serlal 
port. The data samples from the video bus can be shifted into the memory via the 
serlal port at a very high transfer rate. Simultaneously, the DSP can access the 
memory through the random access port. 
Using video memories would have the following advantages: 
a. the DSP can also access memory during the image transfer, thus the execution 

time may be reduced, since the DSP can start processing while the image 
transfer is still in progress. 

b. The required hardware for the video transfer is relatively simpte. 

and the disadvantages: 
a. VRAM's require a controller for generating refresh cycles and special write 

cycles during image transfers. 
b. the access time through the randomaccessport is rather slow (equal to the 

access time of DRAM's). 

SRAM bas the following advantages: 
a. it is very fast. 
b. simple to interface with DSP. 
and one disadvantage: it is very expensive. 
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For the design, the most convenient way would be to imptement the entire 
memory in SRAM, especially since most DSP's provide all the required signals to 
control SRAM's without requiring additional logic. 

Since a single cycle MAC is required to meet the calculation requirements and the 
SRAM on the DSP-chip is limited, it seems unavoidable to imptement at least a 
certain amount of memory in SRAM. Since the SRAM is very expensive, some 
time was spent on analysing alternatives. These will be described in the following 
paragraph. 

3.2.3 Memory configurations 

The previous paragraph explained the various memory types that can be used on 
the extension board. DSP's generally contain on chip SRAM, so the memory on 
the extension board will consist of this on chip memory and external memory. On 
can then imagine various memory configurations, this paragraph analyses 4 
memory configurations: 
a. minimally 64k wordsof on chip RAM and 512k external SRAM. 
b. a limited amount of on chip RAM and 512k external SRAM. 
c. external VRAM. 
d. a combination of external VRAM and SRAM. 

64K INTERNAL MEMORY I 512K EXTERNAL SRAM 

In case there are 64k words available in the on chip SRAM, and the external 
memory is completely implemented in SRAM, the shortest execution time will be 
achieved with minimum software complexity. 
Since the entire template would fit within the internat memory and the external 
memory is zero waitstated, all the MAC's will be executed single cycle (provided 
that the DSP contains a program cache or a program memory block). 
Since all data is accessible without wait states, the program implementation will 
be straight forward, since one does not need to worry about moving data from 
slow to fast memories. 

There was only one DSP available that had the required amount of on chip 
memory, of course this does not mean that other DSP's can not be used. The 
following sub-paragraph will show that also a limited amount of on chip memory 
will be suftkient to achieve fast execution times. 

LIMITED INTERNAL MEMORY /512K EXTERNAL SRAM. 

lf the on chip memory is limited and data of large templatesis to be processed, it 
implies that data is to swapped into internat memory. With the external zero 
waitstated memory, it will be obvious to swap the template into internat memory, 
since this concerns less data than transferring the image. 

The correlator algorithm can be changed such that the template is divided into n 
small pieces. The sommation loops (formula's (1.9) and (1.10)) of an exhaustive 
search with the template will then be done by adding the results of n of these 
sommation loops with each of the small pieces of the template. After all the 
results of the n separate loops are counted together the various coefficients can be 
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calculated with the formula (1.12). This implementation requires a large array to 
store all the intermediate results. 

This implementation of the correlator adds some overhead to the previous 
implementation, consisting of the required additions of the n intermediate results 
of the summation loops and the required transfer time of the template data into on 
chip memory. 

The impact on the execution time will depend on the amount of on chip memory, 
the smaller the on chip memory the larger the number n, the more extra additions 
have to be done. 
The required time to transfer the template into intemal memory will not really 
depend on the amount of on chip memory, since each template pixel is to be 
loaded once into intemal memory independent of the size of the image. 

Let's take the example that the DSP bas 1024 words of on chip memory (which is 
the case on most of the DSP's). 
The overhead due to the additions equals: 
a. The template size for the global exhaustive search is 625 and thus fits 

completely in the intemal memory, thus there is no penalty. 
b. The local coarse search bas a template size of approx. 1100 bytes, thus the 

template will be divided in two sub-templates. Since every time 3 additions 
(the 3 different summation loops as in (1.9) and (1.10)) have to be done, 3 
local searches are done, and 7 x 7 coefficients are to be calculated, it requires 
3 x 3 x 7 x 7 = 341 additions. 

c. In the same way the local medium search (template size lOk) will take 3 x 10 
x 5 x 5 = 750 additions. 

d. The local fine search (template size 40k) 3 x 40 x 3 x 3 = 1080 additions 
Tagether this overhead is less then 2500 additions. this is approx. 0.1 % of the 
number of multiplications to he done and is thus negligible. 

Furthermore the templates have to be transferred into intemal memory which takes 
625 + 3 x 1100 + 3 x 10000 + 40000 = approx. 74000 pixel transfers. 
The total overhead can then probably he done within 80000 instructions. 
Which is less than 2% of the total amount of instructions. 

This example showed that the required amount of on chipSRAM doesn't have to 
be so very large. The reduced amount of on chip SRAM does increase the 
software complexity, but not drastically. 

The large amount of extemal SRAM might be too expensive, therefor the 
following sub-paragraph shows the possibilities of implementing the extemal 
memory entirely in VRAM. 

EXTERNAL VRAM 

With respect to the cost price for the extension board, it would be preferred if the 
extemal memory is not zero waitstated, a possible option is to use VRAM as 
extemal memory. Since a single cycle MAC is a requirement, both template and 
image data are to be read into on chip SRAM befare the MAC takes place. Over 
bere also a differentiation can be made to the amount of on chip memory. 
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As the amount of on chip memory decreases, the overhead will increase 
significandy since certain data will have to be transferred more than once into the 
on chip SRAM. The overhead in execution time will be determined for an 
important part by the DMA capabilities of the DSP. So it is hard to give a general 
estimate of the overhead. It is important that the DSP-core remains active wile the 
data transfers from extemal to intemal memory are performed. This will require a 
significant amount of on chip memory. The configuration of an extension board 
with only VRAM seems thus only feasible if a DSP with large on chip memory 
and powerfut DMA capabilities is being used. 

COMBINATIONS OF SRAM WITH VRAM 

The condusion from the previous sub-paragraphs was that it seems likely that the 
extemal memory is to be equipped entirely in SRAM. Since this very expensive, it 
was checked whether the SRAM can be used in combination with the less 
expensive memories. Possible options are the usage of VRAM with a cache 
memory or combining SRAM with VRAM. 

A cache memory is oftenly used in computer systems with a large amount of slow 
memory, to reduce the avemge access time of the memory. The principle of a 
cache memory is based on the locality of the data that is being processed. A cache 
memory is a relatively small SRAM (with respect to the main memory). The main 
memory consistsof slow memory devices. When data is read from the main 
memory, it will be written into the fast cache memory. In case the same data is to 
be used again, it can then be read from the fast SRAM rather then the slow main 
memory. Of course there will occur confticts if locations in the cache are 
occupied. 
The usage of a cache memory is not found to be applicable in this design since 
this still requires VRAM (plus a VRAM controller) for the image transfer. 
Furthermore, the size of the cache needs to be rather large to obtain an acceptable 
cache-efficiency, since the memory accesses during a normalized grey value 
correlation are usually not local. 
Furthermore, one might consider to use both SRAM and VRAM, however, this 
does not seem sensible for the following reasons: 
a. In the first place, this combination will increase software complexity since data 

is to be transferred from the VRAM to the SRAM. 
b. Since none of the DSP's supports extemal memory block moves, the extemal 

block moves will have to be done by the DSP-core, which gives a considerable 
amount of overhead. Accessing VRAM's will take some 60-70 ns. With a 
machine cycle time of approx 30 ns. at least two wait states will be required 
for a fetch from these memories, a word move from VRAM to SRAM would 
then take 4 machine cycles. 

c. The usage VRAM's requires additional control hardware. 

Since the program complexity increases, transferring data from VRAM to SRAM 
memories will result in significant overhead and a VRAM controller is to be 
implemented on the extension board this memory configuration is not considered 
applicable on the extension board. 
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3.2.4 Choice of the memory configuration 

A choice for the memory configuration will mainly depend on the price versus 
program complexity. In the previous paragraph, four different possibilities were 
shown. The condusion was that either the entire extemal memory was 
implemented in SRAM, or that VRAM could be used in combination with a DSP 
with a large on chip memory. 

SRAM's are more expensive but very easy to interface to the DSP. On the other 
hand, SRAM's require an address generator to perform the image transfer from 
the SBIP. In section 3.6 will become clear that the IlO-Processor (IOP) of the 
DSP can be used for this purpose. And in that case, the additional required logic 
for the image transfer is limited to some First In First Out (FIFO) memories to 
buffer the data stream to and from the video bus, and a some logic to control the 
FIFO's (which will be implemented in an Erasable Programmabie Logic Device). 
The SRAM's cost approx. Dfl. 50,- per Mbit (4 pieces required). The two FIFO 
memories approx. Dfl. 30,-. This implementation requires 512 kb external memory, 
the costs will be approximately Dfl.. 230,-. 

VRAM's are cheaper, very easy to use in certain respects, but also requiring a 
special controller, and since DSP's do not support VRAM control, a VRAM 
controller bas to be made to generate the required signals to control the VRAMS. 
This controller would be implemenled in an Erasable Programmabie Logic Device 
(EPLD). The price for the EPLD was estimated to beat least Dfl. 150,- more than 
that of a solution with SRAM. The VRAM devices cost approx. Dfl. 20,- per Mbit 
(4 pieces required). For an extension board with 512 kb, the total costs for 
memory will also be at least Dfl.. - 230,-. 

Thus there is hardly a price difference between using SRAM and VRAM. Except 
if the board is to be equipped with an image memory of 1 Mb, in such case, using 
VRAM will be cheaper. 

From the programming point of view, using SRAM's will be preferred since they 
don't require special programming techniques to achleve short execution times 
(like moving data from extemal VRAM's into fast internat SRAM). 
The execution time for the grey value correlator might be somewhat lower if 
VRAM's would be used. 

Since there is hardly a price difference between using SRAM and VRAM, there 
was decided to use SRAM for the external memory. 

3.3 AAW SELECTION OF A DSP 

To select a DSP, it is impossible to analyze the operation of every DSP in detail. 
To choose a DSP for the extension board, a list of selection criteria was made that 
describe the demands on the DSP. After this list was used to select possible DSP 
candidates, the amount of possible DSP's was limited. From these remaining 
candidate list was made a selection, by analysing the properties of the DSP
candidates more accurately. This section describes only the raw selection, which 
results in two candidates. The following section compares these two candidates 
and selects one of them. 
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Paragraph 3.3.1 will describe the selection criteria, paragraph 3.3.2 the candidates 
that were left after the first selection. 

3.3.1 Selection Criteria for first selection 

The goal of the first selection is to limit the amount of possible DSP candidates to 
a smaller amount. To make this selection from the DSP's, a list was made that 
states the requirements that the DSP should meet: 
a. The DSP should have an addressing space of at least 2 Mb. 

The architecture that was chosen requires a large amount of memory to store 
images with sizes as big as 256 k, 512 k or even 1 Mb. 
One could decide to use a processor with a smaller memory space, and enlarge 
the space with a bank switching technique, but this will increase the 
complexity of the software and is therefore not used. 

b. The instruction rate should be at least 30 MIPS 
Due to the computation requirements (> 4 *106 instructions in 100- 200 ms) 
processors with an instruction rate of 20 MIPS will not manage to get the job 
done within 200 ms. To leave a margin between expected and required 
execution time, a DSP with a rate of minimal 30 MIPS was searched for. 

c. The DSP bas to be able to perform single cycle multiply accumulates. 
This is obvious: most of the instructions will be MAC instructions, if these are 
not performed in a single cycle, the desired execution time will not be 
reachable. 
This requirement generally means that the DSP should have one memory space 
with an on chip program memory or program cache and at least 512 bytes on 
chip data memory. 

Analysis of the fixed point processors showed that none of them could address 
large memory amounts directly. Some devices like Motorola's 56004 and AD's 
ADSP 2781 can address some megabytes of memory via DMA, but the DSP-core 
can not access this memory space directly, data from this memory space bas to be 
transferred by a DMA controller to the main memory before the DSP-core can 
actually access it. Since this will result in more complex software design, the DSP 
candidate was chosen from ftoating point types. 

There were basically 4 manufacturers of ftoating point DSP's: Analog Devices, 
AT & T, Motorota and Texas Instruments. Three of them had a DSP that met the 
requirements with respect to the instruction rate. The DSP from Motorota had an 
instruction rate of 20 MIPS only and was therefore no longer evaluated. 
Analog Devices, AT & Tand Texas Instruments have ftoating point DSP's with 
instruction rates of respectively 40, 33 and 30 MIPS. These will be evaluated in 
the following chapter. 

3.3.2 Candidates after first selection 

The first selection as described in paragraph 3.3.1, limited the number of DSP 
candidates to the DSP's of 3 manufacturers. Each of the three manufacturers 
provides different types of DSP's that mainly differ in the on chip peripherals, 
they are based on the same CPU core. This paragraph will describe the 
characteristics of the DSP's and the fact wether they are favourable to use for the 
extension board. 
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AT&T 

AT &T bas one floating point DSP family, from which the DSP 3207 and the DSP 
3210 (generally mentioned as 32xx) met the requirements that were stated in 
paragraph 3.3.1. The DSP 32xx DSP's are 32 bit's floating point DSP's, available 
with instruction rates of 27.5 and 33 MIPS. They have two 1 k memory banks and 
bas a Von Neumann architecture. Appendix D.l shows the characterlstics of these 
DSP's. 

A more detailed analysis of this DSP leamed that the performance of this DSP 
would not be sufficient for the grey value correlator, because it's multiplier can 
not perform integer multiplications. Thus to multiply two integer values, they have 
to be converted to floating point numbers and can then be multiplied. This implies 
that the MAC can not be done in a single cycle. The DSP can only perform single 
cycle MAC on floating point numbers. 
One might remark that all the grey values can be converted to floating point 
numbers and can thus perform single cycle MAC. Since this will require 4 times 
so much memory (to store the 32 bit floats insteadof 8-bit grey values) this DSP 
was rejected from the candidate list. 

ANALOG DEVICES 

Analog Devices bas two families of floating point processors: the ADSP 21020 
and the ADSP 21060/62 (referred to as ADSP 2106x). The ADSP 2106x DSP's 
are in fact built up of the ADSP 21020 DSP-core, a huge on chipSRAM and an 
IlO-Processor. (Appendix 0.2 shows the characterlstics of Analog Devices' 
DSP's). The DSP's have the following characterlstics: 

The ADSP 21020 is a 32 bits floating point processor available with an instruction 
rate of 33 MIPS. It bas a Harvard architecture. The performance of the DSP-core 
was expected to be very high for the following reasons: 
a. Large register count: 

32 general purpose registers (40 bits) 
32 x 4 data addressing registers (32-bits) 

b. A wide instruction word teading to more powerfut parallel processing 
capabilities 

c. A large instruction set, most instructions can be performed conditionally 
d. Powerful address generating capabilities 

Even though this DSP might perform very good it is not favourable since it bas 
no on chip memory. If this DSP would be used it would be necessary to provide 
the extension board with three physical memory spaces: a 48 bit wide space for 
program words and storage of variables, and two 8-bit wide spaces for image and 
template data (two separate spaces required to perform single cycle MAC). 

The ADSP 2106x DSP's are in fact the ADSP 21020 core, together with a large 
dual ported memory and an IlO-Processor (IOP) integrated on a singe chip. 
The on chip memory can be contigured almost randomly in 16/32/48-bit data or 
programspace or combinations of those. The memory (512 kb and 256 kb for 
resp. the ADSP 21060 and the ADSP 21062) is divided into two memory banks, 
from each of them both the DSP-core and IOP can perform one fetch per machine 
cycle. The IOP handles memory requests from link ports, serlal ports or external 
OMA requests. It contains perlpherals like a DMA controller link ports and serlal 
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ports. The DMA controller cao handle data transfers from the 6 link ports, the 2 
serlal ports and 2 extemal DMA request lines, up to 33 (40) Mwords per sec.ond 
( depending on speed grade of the DSP). It cao be used for the image transfer from 
the video bus. 

Basically the memory requirements as described for the ADSP 21020 apply also 
for the ADSP 2106x DSP's since they are built around the 21020 DSP-core. 
Because the ADSP 21 06x on chip memory is user configurable as program/data 
memory, it will only be necessary to conneet one physical (8 bits wide) memory 
space to store the image. However, the fact that software programming still 
requires to store templates and images in different memory spaces still holds for 
these DSP's. 

The CPU-performance characteristics of the 21020 also apply for the ADSP 2106x 
DSP's. Besides the fact that the DSP-core itself is powerful, it is also available in 
the highest speed grades among ftoating point DSP's. In the 3n1 quarter of 1995, 
33 and 40 MIPS versions were available. 

Besides the fact that the software programroer bas to store data in two different 
memory spaces, another disadvantage is that AD's DSP's are oot used so 
frequently as TI DSP's. This means that it will be harder to find third party 
software vendors. 

For the extension board an ADSP 21062 would be a good candidate. The price of 
this DSP is still very high because the DSP is still produced in rather small 
quantities. Once the DSP is in normal production, the estimated price (in small 
quantities) for a 33 MIPS version will be US$ 300,-. 

TEXASINSTRUMENTS 

Texas Instruments bas 2 families of ftoating point DSP's that have a very similar 
DSP-core, and differ mainly in the on chip peripherals. The TMS 320C3x family 
is the simplest of them with a small DMA controller. The TMS 320C4x family 
bas extended 1/0 capabilities. (Appendix D.3 shows these characteristics). 
The DSP-core of the C3x and the C4x families are very familiar. The C4x core is 
a more powerfut due to bis larger register count, more instructions, larger cache 
size and 32 bit integer arithmetic versus 24 bit integer arithmetic in the C3x. 
Both families are 32 bit ftoating point processors, available in instruction rates up 
to 30 MIPS. 

Even though the performance of the TMS 320C4x DSP's is higher then the 
performance of the TMS 320C3x DSP's, the TMS 320C4x is oot expected to 
perform significantly better for the normalized grey value correlator. The 
correlation algorithm will be mainly performing MAC's, in which both processors 
perform equally. The performance of the TMS 320C4x in general purpose 
applications is expected to be better than that of the TMS 320C3x. 

CTR554-96-0038-preliminary 1996-06-11 36 



Hardware design consiclerations 

The performance of the CPU core is expected to be lower than the performance of 
the DSP's of Analog Devices for the following reasons: 
a. Lesser registers 
b. Parallel processing capabilities are not so good due to smaller instruction word 
c. Lesser instructions 
d. Less powerfut address generators 

An advantage of TI's ftoating point DSP's in general is that they are very widely 
used and there is a lot of application software available for these DSP's. Besides 
that they have a "Von Neumann" architectures, thus programroers does not need to 
worry about data and program memory spaces. (of course they dohaveto keep in 
mind that data is to be stored in internal memory to perform single cycle MAC). 

For the grey value correlation the TMS 320C31 or C32 would be good candidate 
(the 'C4x would not perform signiticantly better but will be signiticantly more 
expensive due to the many on chip peripherals). 

There were two candidates found to be interesting for the extension board, the 
ADSP 21062 and the TMS 320C32, in the following section, these DSP's will be 
compared. 

3.4 COMPARISON ADSP 21062 VERSUS TMS 320C32 

lt became clear that there were two DSP candidates for the extension board. To 
make a tinal choice between the ADSP 21062 and TMS 320C32 DSP's, these 
DSP's were analyzed in more detail. Paragraph 3.4.1 will show an estimation of 
the execution time of the grey value correlation for both processors. Then 
paragraph 3.4.2 will show the expectation about the performance in general 
purpose algorithm. Paragraph 3.4.3 explains the grow path possibilities of both 
candidates. After the software development tools are analyzed in paragraph 3.4.4. 
Paragraph 3.4.5 will determine a cost price for the hardware contiguration with 
the 2 processors. From this contiguration will be estimated what price difference 
there will be for the two candidates. The tinal choice will be made in paragraph 
3.4.6 

3.4.1 Performance of the normalized grey value correlator 

The expected performance for a normalized grey value correlation will be an 
important criterion for the selection of a DSP. The denvation of the amount of 
calculation as described in section 2.3 is used for that purpose. Appendix C shows 
how the execution times of the grey value correlation are estimated. 

The expected execution times are respectively 132 ms for the ADSP 21062 and 
179 ms for the TMS 320C32. Thus the execution time of the ADSP 21062 is 
approx. 15 - 20 % faster than the execution time of the TMS 320C3x. From the 
appendix follows that this differences consists mainly of the following 
contributions: 
a. The instruction rate of the ADSP 21062 is 10% higher 
b. The overhead in MAC loops (see appendix B.6) during the coarse search of the 

ADSP 21062 is signiticantly lower and accounts for the other 8%. 
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The procedure for perfonning a grey value correlation is generally that first an 
image is to be read from the SBIP, foliowed by the actual grey value correlation. 
Taking in an interlaced image takes 50 ms (average). Thus the total time will take 
182 ms for the ADSP 21062 and 229 ms for the TMS 320C32. The time cao be 
reduced for the ADSP 21062. 

With the ADSP 21062 it is possible to perform the global search while the image 
transfer is still in progress. The image transfer of images with 512 lines is 
regularly in interlaced mode: The 512 lines are transferred in two frames, one 
containing the even image lines, the other containing the odd image lines. If an 
even subsample factor is chosen for the global search, this global search cao start 
already after the first frame is transferred to the extension board. By taking the 
subsampled image in internat DSP memory. In this way, it is possible to gain 
another 20 msec. 
Approx. another 10 ms cao be gained by starting the global search when enough 
lines of the first frame are transferred to the extension board (approx. 50% of 
frame). This will give a somewhat more complicated software architecture. 

Thus the execution time for reading in an image and perfonning the grey value 
correlation on the ADSP 21062 cao be reduced to 162 (or 152) ms by enhancing 
the software of the grey value correlator. 

3.4.2 Performance in general purpose applications 

The previous paragraph showed how the two DSP's perform at the grey value 
correlation. Since also other applications have to be run, it also interesting to 
know about the difference between the performance of the candidates. The idea is 
to give a qualitative impression on how the DSP candidates differ. 

In the previous section was discussed already that the DSP-core of the ADSP 
21062 was expected to be more powerfut than the TMS 320C3x core for the 
following reasons: 
a. Large register count (32 general purpose registers and 4 x 32 data addressing 

registers) 
b. Wider instruction word (leading to more powerfut parallel processing 

capabilities) 
c. Larger instruction set, most instructions cao be performed conditionally 
d. Powerfut address generators 
e. More on chip memory 

It will be clear that it is hard to give a quantitative measure about how much the 
ADSP will perform better, this will also depend on the type of the algorithm 
being evaluated. With the arguments given above, is only tried to make clear that 
in general purpose algorithms the ADSP 21062 will probably be better. 

3.4.3 Grow path 

Since the demands on computation performance tend to increase when time 
passes, there will come a time that the computation performance of the extension 
board is be too low. In such a case it will be desired to upgrade the extension 
board with as little effort as possible. How well suite the two candidates? 
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The DSP's from Texas Instruments will be available with a performance of 30 
MIPS at the end of 1995, the on chip memory of these DSP's is 512 words. _The 
software that will be written for the TMS 320C32 can be ported easily to the 
TMS 320C4x. However, it is difficult to upgrade the TMS 320C32 DSP to a TMS 
320C4x since they are not pin compatible. In such case the entire extension board 
would have to be redesigned. 

The ADSP 21062 has a cycle time of 33 MIPS and a 256 kb intemal memory and 
is available in the 3rd quarter of 1995. At that time there will also be 40 MIPS 
versions available (a 50 MIPS version is planned for future). Further, the same 
(pin compatible) DSP's arealso available with 512 kb on chip memory (ADSP 
21 060). The software of the ADSP 21060 is compatible with that of the ADSP 
21062. 

The condusion is that the ADSP 21062 offers better perspectives to upgrade the 
extension board to obtain a better computational performance. 

3.4.4 Software Development 

Writing applications for the DSP requires special development software and 
development tools. Both Analog Devices and Texas Instruments provide software 
development tools like an assembler, a C compiler, linker, simulator etc. 
Since the available time was too little there was not done an investigation on the 
development tools (eg. compiler efficiency of the two compilers). 

With both processors it is thus possible to use the C-sources that are available for 
algorithms that are currendy running on the SBIP and implement them on the 
extension board. If the software environment that is currently used on the SBIP is 
adapted on the extension board, SBIP application software should be runable on 
the DSP with a minimum of changes to the algorithm. 

An important disadvantage of the ADSP 21062 however, is that it requires to 
store data in two different memory spaces to facilitate single cycle MAC. The C 
language of AD's compiler has extensions to specify in which memory space 
certain data is to be stored. 
The TMS 320C32 on the other hand, does also require that the data (for single 
cycle MAC) is stored in a certain memory area (on chip memory), but it is in the 
same memory space. 

3.4.5 Hardware contiguration 

lf a choice is to be made for either of the DSP's, one will also be interested in the 
costs of the complete hardware. For the total budget of the costs is referred to 
section 2.6. This paragraph will describe for both DSP's which additional 
hardware will be required for the extension board in order to make an estimation 
for the price. 

HARDWARE CONFIGURATION FOR TIIE ADSP 21062 

DSP 
The price of the DSP is still expensive because the device is not being 
manufactured in large amounts at the moment. The current price for a 33 MIPS 

39 



Design of a normalised grey value co"elator 

21062 is approx. Dfl 700,- The expectation of the supplier is that the price will 
fall to approx Dfl 500,- by the end of 1996. 

Memory 
The intemal 256 kb of on chip memory, can be used to store the template and 
the program. To store images, an extemal memory of 512 kb will be required. 
The 33 MIPS version requires 15 ns. memory devices for zero wait stated 
memory. These devices cost approx. Dfl 200,-
This design also requires some FIFO memories to buffer the asynchronous 
video stream to and from the video bus. These cost approx. Dfl 30,-

EPLD 
It will be obvious that additional logic will be required to conneet the various 
devices together, and to interface them to the extension connector and control 
the FIFO memories. A common practice is to use an EPLD for this purpose. 
The functionality that bas to be done in the EPLD requires a relatively small 
device. The price for such a device is approx. Dfl 125,-. 

General 
Further additional parts like connectors, a crystal oscillator, bus drivers etc. 
will be required. These casts are estimated to Dfl 100,-

The total estimated price for the parts will be approx. Dfl 975,- (assuming that the 
price for the DSP will go down to Dfl 500,-). With this DSP the price for the 
extension board might exceed the Dfl 1500,- somewhat. 

HARDWARE CONFIGURATION OF TMS 320C32 

The salution with the TI processor requires the following hardware: 

DSP 
The price for the TMS 320C32 will be approx. Dfl 75,- (note that this price is 
signiticantly lower in comparison to the ADSP 21062 due to the fact that this 
chip bas not so many on chip peripherals). 

Memory 
This contiguration requires except the image memory also a memory to store 
code and template and variables, a total of 768 k extemal SRAM memory is 
planned to be used in this contiguration. The DSP requires 12 ns. devices for 
zero wait stated memory. These devices cost approx. Dfl. 425,-

EPLD 
In this contiguration the programmabie logic device provides the interface 
between the DSP and the TMS 34020. Further it bas to contain the address 
generator for the image transfer. Some estimations about the required size for 
the address generator unit were done during the design phase. The results 
showed that a relatively large EPLD is required to store the address generator. 
The price for such a device is approx. 325,-

Logic 
Further some small additional parts like connectors, a crystal oscillator, bus 
drivers etc. will be required. These casts are estimated to Dfl 100,-

The total estimated price for the parts is approximately Dfl 925,- for the salution 
with the TMS 320C32 DSP. 
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3.4.6 Choice of DSP 

The previous paragraphs showed significant differences in the results between the 
two solutions. So the next step is to make a choice for one of them. 

The ADSP 21062 scores well in it's performance, it bas a better grow path while 
it is not significantly more expensive. On the other hand, the TMS 320C32 scores 
slightly better from the programmingpoint of view, programroers won't be 
bothered with different memory spaces, they only have to use the on chip memory 
efficiently. 

Oue to the significantly better performance, it's ability to upgrade the extension 
board for a better performance and the marginal prlce difference was chosen for 
the ADSP 21062. 

3.5 USAGE OF DSP PERIPHERALS 

It became clear already that the OSP bas perlpherals on the chip that can he used 
on the extension board. This section explains which perlpherals are available on 
the OSP, and which of them are used for the extension board, and which are not. 

Paragraph 3.5.1 explains the IlO-Processor, paragraph 3.5.2 the host interface that 
is integrated on the chip and paragraph 3.5.3 the boot memory,. 

3.5.1 1/0 Processor 

The 110 Processor (IOP) of the OSP contains 6 link ports, two serlal ports and a 
OMA controller. The OMA controller manages requests from the link ports, serlal 
ports and two extemal request lines, and is thus a 10 channel OMA controller. 

The link ports each have 4 data lines and two handshake lines (all are 
bidirectional). The communication bandwidth for one OMA channel is 33Mb per 
second. The data being received via a link port is packed to 32 or 48 bit words 
and stored into internat memory. The link ports are generally used for inter 
processor communication or communication with other devices with the same link 
port characterlstics. 

The link ports can not be used for image transfers from the SBIP. To explain this, 
the bandwidth of a link port is expressed in Mwords per second rather than Mb 
per second. This will give a better performance indication since every (8-bits) 
pixel is to he stored into one (32-bits) memory word. 
The data that is being received through the link port is packed into 32 or 48 bit 
words. In case the data is packed into 32 bits, the bandwidth would he 8.33 
Mwords per second per channel (4 bytes per word), which is too low for the 
video transfer.(which requires 20 Mwords/sec). 

Furthermore, it is not possible to combine eg. 4 (4 bit) link ports into one 16 bit 
link port. In that case it would he possible to use 4 link ports to transfer the image 
into the memory. From these facts it follows that link ports are not usabie for the 
image transfer. 
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One might argue whether these ports could be used to download templates from 
the TMS 34020 processor. This would require additional hardware to unpack the 
data from the TMS 34020 from 32 bits to 4 bits. The extemal request lines 
provide a better interface for this purpose, the link ports are thus not used on the 
extension board. 

The (synchronous) serlal ports can perform serlal transfers up to 33 Mbit/s. The 
received data can be packed into word widths ranging from 3 to 32 bits and stored 
into intemal memory. It will be clear these serlal ports are not usabie for image or 
data transfers because the bandwidth is much too low. 

Two extemal DMA request lines provide the possibility to transfer up to 33 
Mwords per second. The data can either be stored in intemal DSP memory or 
extemal memory. In the last case, the DMA controller performs the address 
generation for the transfer, and is usabie for the image transfer from the SBIP 
(which will be explained in more detail in section 3.6). This transfer metbod can 
also be used for the interface to the TMS 34020, to download templates. 

3.5.2 Host interface 

The host interface of the DSP only consists of bus request and bus grant lines. 
These are independent of the request lines for the DMA controller. 
The host can request the bus from the DSP, and once the DSP bas granted the 
bus, the host bas control over the address, data and control busses of the DSP. 
It can the manipulate the extemal memory, the intemal memory and the IOP's 
control register (not the boot memory). The host interface is to be used to boot the 
DSP. 

3.5.3 Boot memory 

The DSP bas a special 8 bits wide memory space, called the boot memory. This is 
used for booting the DSP from a single (8 bits - wide) EPROM. 
It is the intension to boot the DSP via the host interface, having an EPROM on 
the extension board is not desired. However, it might be handy to have an 
opportunity to boot the DSP from an EPROM. In case the SBIP is used stand 
alone, the code would have to be downloaded from the SBIP's EPROMs. With 
the EPROM boot option, the DSP can then boot from its own EPROM instead of 
storing the DSP code in the EPROM's of the SBIP. Using this boot memory 
requires no additional hardware, only a socket for the EPROM. 
Furthermore it is possible to use a non volatile RAM instead of an EPROM, in 
that case it is possible for the DSP to store data in the non volatile memory. 

3.6 VIDEO TRANSFER 

The chosen architecture for the extension board requires that images can be 
transferred to the extension board at video speed. In the previous section was 
explained that the IOP of the DSP can perform this task. Another option would be 
to implement an address generator in hardware that performs this task. This 
section explains the advantages and disadvantages of both possibilities, paragraph 
3.6.3 explains which option is chosen. 
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3.6.1 IOP as address generator 

As explained in paragraph 3.5.1, the IOP of the OSP can perfonn (background) 
data transfers from the video bus to extemal SRAM. 

A disadvantage of this solution is that there has to be an interrupt service routine 
in the OSP in case an image has to be de-interlaced. (lnterlaced images contain 
two frames, the first contains theeven lines, the second contains the odd lines). 
The image transfer would then be done by having the IOP performing one OMA 
transfer per image line. The entire image transfer would consist of 512 
consecutive OMA transfers (assumed it is an image with 512 lines). The IOP can 
be programmed to genemte an interruptaftera OMA transfer is completed (one 
image line is transferred into memory). 
This interrupt should advance the OMA address generator one line and start the 
next OMA transfer. In this way there will be a gap (with the size of one image 
line) between two even lines, thus the odd line during the next fmme can be 
inserted in between, and thus the image will be loaded into memory linearly. 

To guarantee a successful image transfer, one bas to be sure that the interrupts 
from the IOP are replied fast. Thus during the image transfer, the interrupts from 
the IOP should have the highest priority, and the response time of the interrupt 
should be very short. 

Forthermore this solution requires FIFO memories to buffer the incoming video 
data (which will be exp1ained in paragmph 4.1.3). 

The advantage of this solution is that, except for the FIFO memories, does not 
require additional hardware. 
Another advantage is that data might be transferred to the extemal SRAM via the 
internat memory. This offers more ftexibility in the image transfer, the OSP can 
then only store a window of interest in SRAM mther than storing the entire 
image, or the incoming data might be processed already in the intemal memory. 

3.6.2 Hardware address generator 

The main disadvantage of ba ving the IOP performing the image transfer, is that it 
requires intervention from the OSP- core. A solution that is completely 
independent of the OSP would be preferred, since there is no risk at all that the 
image transfer is corrupted. By adding hardware, it is possible to achieve this. The 
additional hardware has to genemte the memory addresses and write pulses to 
store the incoming video data ( or read pulses in case an image is transferred to the 
SBIP). 

A disadvantage of the hardware solution is that it requires extra hardware and will 
thus be more expensive. Appendix E shows a possible design of an address 
genemtor in an EPLD. This shows that a significantly larger EPLD bas to be used 
to store the address genemtor. The price of this EPLO might be Oft. 150,- to 200,
higher. On the contrary, the price for the FIFO's (Ofl 30,- ) will be saved. 
Usage of a hardware address genemtor will increase the costs of the extension 
board with probably more than Oft. 100,-. 
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3.6.3 Choice of image transfer method 

The two previous paragraphs showed two possibilities for the image transfer.from 
the SBIP. The solution with the hardware address generator is the most secure 
solution, since it does not require intervention from the DSP-core. 
The IOP offers more flexibility with the image transfers since the DSP can 
process data as it comes in, or only store a window of interest. 

The involved risk in using the IOP is that the image transfer might fail if the DSP 
does not respond to an interrupt fast enough. The interrupt response time of the 
DSP is a few machine cycles only. If other interrupts are disabled during the 
image transfer there should not be a problem that the DSP-core does not respond 
fast enough to the interrupt. However, in cases where the response time is too 
large, there is an alternative solution (with chained DMA transfers) that does not 
require any processor intervention during the image transfer, so the risk that the 
image transfer wiJl not work is rather small. 

Basically, the solution with the hardware address generator is preferred, however, 
the price of the extension board roughly equals the maximum allowed value 
already. Since the price wiJl become even higher with hardware address generator 
there was chosen for the solution where the IOP performs the image transfer. 
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4 Design of the extension board 

While the previous chapter discussed the considerations that were made for the 
design, this chapter will explain the design itself. First the hardware design will be 
covered in section 4.1, then the software design will be explained in section 4.2. 

4.1 HARDWARE DESIGN 

This section will give a brief description of the block diagram and the operation 
of the extension board. First the block diagram and the global operation will be 
explained in paragraph 4.1.1, then the interface with the TMS 34020 will be 
described in paragraph 4.1.2 and paragraph 4.1.3 concludes this section by 
descrihing the video interface and the image transfer operation. 

Here is noted that a detailed description on the hardware and its operation can be 
found in appendix F. 

4.1.1 Block diagram of the extension board 

Paragraph 3.1.2 showed a global architecture already for the extension board. 
The hardware was mainly divided into five functional blocks: 
a. the processor 
b. the memory 
c. the TMS 34020 interface 
d. the video interface 
e. the controller 

Figure 4.1 shows the block diagram of the extension board with these functional 
blocks and their interconnections. Within the functional blocks, a global internat 
architecture is shown to give an impression on the operation of the extension 
board. The global operation of the hardware will be described in this paragraph. 

The heart of the extension board hardware is the processor and the memory. 
The DSP-core can access maximum 1 Mb of externalSRAM (512 kb standard-, 
and 512 kb of optionat- memory) and 256 kb internat DSP memory. The externat 
SRAM is used to store images, the internat DSP memory is used to store the 
program, variables and the template. Forthermore the DSP has a boot memory 
device connected to it, this is an 8-bits wide memory device from which the DSP 
can boot or where it can store data. 

The processor block contains besides the processor and the clock generator, atso 
some hardware to create a Direct Memory Access (DMA) - bus. Via this DMA 
bus, the DSP communicates with the SBIP. The communication with the SBIP is 
handled through two blocks, the TMS 34020 interface and the video interface. On 
the SBIP's side, they are connected to the TMS 34020 busses and the SBIP's 
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Figure 4.1 : Block diagram of the extension board 

video bus respectively. On the OSP-side, these blocks are thus connected to the 
OMA bus. 

The TMS 34020 interface provides the inter processor communication. Through 
this interface, the TMS 34020 bas the ability to access the entire memory on the 
extension board. Forthermore the interface provides the possibility for both 
processors to assert each others interrupt line. This interface is used for giving 
commands, booting the OSP, transferring templates etc. 

The video interface facilitates the transfer of images to and from the SBIP. Images 
can be transferred at video speed (10- 20 Mb/s) to or from the extension board. 
The video stream coming from the SBIP's video bus, ftows through a First In 
First Out memory (FIFO) to the OMA bus. The OSP's IOP manages the transfer 
from the OMA bus to the memory. The video stream from the extension board to 
the SBIP is performed in the same manner in reversed direction: the IOP transfers 
the data from the memory to the OMA bus, from where it ftows through a FIFO 
memory to the SBIP's video bus. 

The control block, implemented in an Erasable Programmabie Logic Device 
(EPLD), is used to "glue" the various functional blocks together. lt controts 
devices like the tri-state buffers, hardware registers and the FIFO memories. lt 
also performs tasks like error checking during image transfers and data transfers 
from the host. The OSP communicates with the EPLO via three output lines and 3 
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input lines. Via the outputs, the DSP can set the EPLD in the desired operating 
mode. (image transfer to- or from- the SBIP). 
Via the inputs, the DSP receives status information of the hardware, and the video 
synchronisation pulses that the DSP requires for the image transfer. 
Forthermore the EPLD offers the possibility to set the extension board in a test 
mode, to test the various hardware functions while the extension board is 
connected to the SBIP. 

4.1.2 TMS 34020 interface 

The TMS 34020 interface provides the inter processor communication between the 
DSP and the TMS 34020, forthermore it allows the TMS 34020 to set the 
extension board in test mode and read hardware status information. 

The inter processor communication is implemented such that the TMS 34020 can 
access the entire memory on the extension board via two different procedures 
Host DMA and 110-Processor-DMA (IOP DMA): 

HOSTOMA 

During Host DMA transfers, the DSP's address-, data- and control-busses are 
acquired by the TMS 34020. After the DSP has granted the busses, the TMS 
34020 processor controls the DSP-busses, enabling him to access the extemal 
SRAM, the intemal DSP memory and the IOP's control registers. 
Since there is only a limited amount of TMS 34020 address lines available on the 
extension connector, it is not possible for the TMS 34020 to access the entire 
memory space of the DSP directly. The implementation is such that the entire 
main memory of the extension board is divided into 224 memory pages of 256 
words (32 bits wide). One of ·these memory pages of the extension board, is 
mapped in the memory space of the TMS 34020. The page is selected via a 
hardware register that is also mapped in the TMS 34020 memory space. Thus 
before the TMS 34020 can access a certain memory location, it first has to write 
the memory page number to the page register, foliowed by the actual memory 
access in the 256 word page that is mapped in the SBIP's memory space. 

This transfer procedure is required for booting the DSP from the TMS 34020, 
forthermore it is used for transfers that do not require large data amounts, like 
giving commands to DSP and reading back the command results. 
For transferring large amounts of data, the IOP-DMA transfer procedure was also 
implemented on the extension board. 

IOP-DMA 

Via IOP-DMA transfers, the TMS 34020 uses the DMA request/grant lines of the 
DSP, to perform the data transfer. This transfer metbod is intended for large data 
block transfers (like templates) between the SBIP and the extension board. 
For an IOP-DMA transfer, parameters like the begin address where the data is to 
be stored and the data block size, have to be set in the IOP's control registers. 
Then the data is transferred by accessing one and the same SBIP-memory 
location. Every access to this memory location will generate a DMA request, the 
IOP will then generate the required addresses and control signals to access 
memory on the extension board. 
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The data transfer via IOP-DMA is faster, allowing a higher data transfer rate. The 
transfer is faster because the DMA operation is pipelined: the data word that is 
being transferred is written into a hardware register by the TMS 34020, then a 
DMA request is performed by the hardware. While the IOP then generates the 
address and control signals to store the current data word, the TMS 34020 can 
fetch the next data wordalready from it's memory. The TMS 34020 does not 
have to wait until the IOP bas written the data into the memory on the extension 
board. 

This transfer method, however, requires error checking, because the data transfer 
might be incomplete if the IOP does not answer a DMA request within a eertaio 
time limit. Such situation might occur if the DMA channel bas lower priority than 
another DMA channel or the DSP-core. In such case, the TMS 34020 will be 
halted during the next access to the DMA port for the partienlar time limit. After 
this time is expired, the data in the hardware register is discarded, and an error bit 
is set. 
The TMS 34020 bas to check this error bit after the data transfer is completed, to 
verify that the data transfer was performed without errors. 

DSP EXTENSION BOARD MODE AND SfATIJS 

A four bits readlwrite register is used for reading status or setting the board in a 
specific mode. This register is located in the EPLD and does not concern accesses 
to the DSP's memory. 

Reading this memory location returns four status bits: 
a. 1 bit represents the image transfer status bit. It is set to '1' if the DSP uses i t's 

external busses for perforrning an image transfer. Using this status bit, the 
TMS 34020 can check whether he is allowed to access the memory of the DSP 
extension board because such memory access will interrupt the image transfer. 

b. 1 bit representing the error status during a IOP-DMA transfer. 
c. 1 bit representing error status for image transfers between extension board and 

the SBIP. 
d. 1 bit representing a warning during the image transfer between the extension 

board and the SBIP. 

Writing to this memory location can be used for: 
a. Resetting the four status bits as described before. 
b. Setting the extension board into a test mode: 

In this test mode the EPLD operates in a such a mode that incoming video 
data from the SBIP's crossbar is passed back to the cross bar via the FIFO's. 
This offers the possibility to test the video path, without having to boot the 
DSP. During this test mode, the DSP can also run a test program and pass 
status info via its three output flags. These can be read by the SBIP from bits 
0 - 2 of this memory location. 

The TMS 34020 interface contains another (8 bits -) register for module reset and 
identification. 

Writing to this address can be done for: 
a. Perforrning a reset on the extension board hardware. 
b. Asserting an interrupt line to the DSP. 
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Reading from this address returns the following infonnation: 
a. A module identification (for the extension board it is always Ox6). It can be 

used by the SBIP software, to auto detect the presence of the DSP extension 
board. 

b. The hardware revision code defining the revision number of the extension 
board hardware. In case hardware modifications are made to the extension 
board in future, it might be necessary that the software bas to control the 
hardware differently. The software can detect the hardware revision and control 
the board accordingly. 

c. Timer expired output of the DSP. This output is asserted by the DSP, when its 
hardware timer is expired. It could be used as a watch dog to check if the 
software in the DSP is still running. 

4.1.3 Video interface 

The interface between the SBIP and extension board consists besides the processor 
interface as described in the previous paragraph, also of a video interface. This 
interface consists of 10 inputs and 10 outputs of the crossbar switch of the SBIP, 
and 4 synchronisation signals. The video interface makes it possible to transfer 
images to/from the SBIP at video speed (up to 20 MHzdata transfer). By setting 
the proper selectionsin the SBIP's crossbar switch, imagescan be transferred to 
the extension board while they are being digitized. This paragraph briefty explains 
the video interface operation, by :first explaining the hardware operation, then the 
image transfer operation and at last the error checking that is done during the 
image transfer. 

HARDWARE OPERATION 

In paragraph 4.1.1 became already clear the video in and outputs of the SBIP's 
crossbar are connected to FIFO memories on the extension board. These memories 
buffer the video stream to and from the SBIP: the SBIP transfers the video 
infonnation at a maximum transfer rate of 20 M words per sec. The DSP on the 
other hand, reads out the infonnation at only 16.7 Mwords per second. However, 
during the sync pulses, no data is written into the FIFO, so the DSP can manage 
to read the FIFO until it is empty before the next image line starts. In appendix 
C.2 is shown that a FIFO size of 512 words is sufficiently large. 

The EPLD plays an important role during the image transfers. It manages the data 
transfer from the SBIP's extension connector to the data bus of the DSP. (The 
transfer of the data from the data bus into the memory is managed by the IOP). 
In case the DSP orders the EPLD that an image is to be transferred, the EPLD 
perfonns the following 3 (asynchronous) processes: 
a. it generates one FIFO write pulse for each pixel that is transferred. 
b. it generates one DMA request to the IOP for each pixel that is written into the 

FIFO memory. 
c. it generates a FIFO read pulse for each DMA grant pulse it receives from the 

IOP. 
These processes makesure that each pixel will arrive on the extension board. 
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IMAGE TRANSFER OPERATION 

Durlog the image transfer operation, the software in the DSP has to make sute 
that OMA transfers are set up at the time that the hardware starts generating OMA 
request pulses. Since the operation of the software is strongly related to the 
hardware, it will be explained in this paragraph: 

The general operation of the image transfer consists of software that initializes the 
OMA transfer on the DSP and software that becomes active once per image line. 
The initialisation software performs the following tasks when it is invoked: 
1. It sets the output flags such that the EPLD puts the V sync pulse from the SBIP 

on the DSP's input flag, and it awaits a rlsing Vsync edge (start of frame). 
2. Then it sets the EPLD in "get image mode (via its output flags). In that case, 

the EPLD sets the frame ID (ODD or EVEN) on the DSP's input flag and 
furthermore performs the 3 processes as just mentioned. In case of an 
interlaced image transfer, the DSP checks whether the next frame will contain 
the even or odd image lines. 

3. The DSP sets up a OMA transfer of 1 image line to the approprlate memory 
locations and enables interrupts. 

The software (interrupt service routine) that becomes active once per image line 
performs the following tasks: 
1. After the first line transfer is finished, the interrupt server becomes active, 

which will initiate a OMA transfer for the next line. This interrupt server will 
then become active after each line transfer. 

2. After the image is transferred completely, the interrupt server will reset the get 
image command code and disable OMA interrupts so it will oot become active 
any more. The image transfer is then completed. 

Since the image transfer operation involves intervention of the DSP-core and it 
uses the DSP busses intensively, there are eertaio restrlctions to make sure that the 
image transfer operates correctly: 
a. Not too many other interrupts with higher prlorlty should become active durlog 

the image transfer since they increase the interupt latency for the image 
transfer interrupt service routine. 
The OMA interrupt becomes active once per line time (average), the interrupt 
latency for this interrupt should therefor be shorter than one line time, 
otherwise pixels of the next lines rnight be lost. 

b. The TMS 34020 should oot perform host OMA transfers. If the TMS does 
perform host OMA transfers, it will acquire the DSP busses, and hence the 
IOP will loose control over the DSP's busses and cao oot perform the image 
data transfers. 

c. The IOP should have bus prlorlty over the DSP-core. 
The image transfer operation requires a considerable amount of the DSP's bus 
bandwidth. The remaining bandwidth may be used by the DSP-core to perform 
extemal memory accesses. As long the IOP has a higher prlorlty than the DSP, 
there are no further restrictions. on the software that is running on the DSP-core 
with respect to extemal memory accesses: it may perform extemal memory 
accesses as desired, the bus arbiter on the DSP chip will make sure that the 
IOP gets the bus when it needs it. 
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Durlog the image transfer, the DSP core is only used for a small amount of time, 
and hence there might be running another program on the DSP-core. The 
consequences for software that is running on the DSP-core durlog image transfers 
are: 
a. Extemal memory accesses will be delayed, since the IOP bas bus priority over 

the DSP-core. 
b. The program will be interrupted once per line time, this will consume approx. 

2% processor time durlog an image transfer. 

ERROR CHECKING DURING IMAGE TRANSFER OPERATION 

Durlog the image transfer from the SBIP, the hardware also perfarms the 
following checks: 
a. FIFO status. 

lf the video input FIFO ever becomes full durlog an image transfer to the 
SBIP, there is a potential risk that data samples will be lost. Therefor an error 
bit is set, every time the video input FIFO becomes full durlog an image 
transfer from the SBIP. 

b. DMA request/Grant difference. 
If for one or another reason, the DMA controller does oot respond to DMA 
requests fast enough, and the hardware would keep generating DMA requests, 
the operation of the DMA controller would be undefined. Therefor, no more 
DMA requests will be performed if the difference between the amount of 
requests and grants reaches 7. In such situation, a waming bit will be set. 

The TMS 34020 reads these status bit's after an image transfer completed. If the 
error bit is set, the image transfer was probably corrupted. 
The waming bit only tells that the IOP is having problems keeping up with the 
transfer rate. It does oot imply that the transfer was corrupted. 

4.2 SOFTWARE DESIGN 

The operation of the grey value correlator contains besides the hardware a 
considerable amount of software. This software consists of the application and 
system software on the DSP and of software for the TMS 34020 and the SBIP's 
host computer. The aim of this chapter is to briefty explain how the software for 
the extension board was set up. A more detailed description cao be found in 
appendix G. 

Paragraph 4.2.1 will describe how the software of the extension board interfaces 
to the SBIP software. Then paragraph 4.2.2 describes the DSP software, paragraph 
4.2.3 the host and SBIP software and at last, paragraph 4.2.4 explains sarnething 
about porting SBIP software to the extension board. 

4.2.1 Software interfaces 

As became clear in section 2.2 the software environment for the extension board 
had to be adapted from that of the SBIP. This resulted in a DSP library for the 
DSP, one for the SBIP and one for the host computer. The DSP-libraries on the 
host and the SBIP are an extension to the current vision library. 
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The DSP operates as a slave of the SBIP, it receives commands from it, executes 
them and returns results to the SBIP. 

Figure 4.2 shows an overview of hierarchy of the host, the SBIP and the DSP 
extension board. 

HOST 

EXT.Board 

DSP LIBRARY HOST 

f'P-cor.n.Ut• Cpaca• •l 

act.IW. 
COJ:ralatiDil 
.......u. 

Figure 4.2: Software interfaces host - SBIP - extension board. 

There are basically two software interfaces that play a role: one between the host 
and the SBIP and the other between the SBIP and the DSP. 
The software interface between the hostand the SBIP provides the possibility to 
eaU the various image processing tunctions of the vision library on the SBIP and 
also the DSP routines, from the host computer. 
The command handler on the SBIP passes parameters for the DSP routines that it 
receives via the communication buffer, to the tunctions in the DSP library that is 
on the SBIP. (Here is pointed out that the same DSP tunetion in this library can 
also be called by the application software on the SBIP as the arrow suggests). 
This tunetion passes the parameters in turn to the communication buffer on 
between the SBIP and the DSP. 
The command handler on the DSP passes parameters that it receives from the 
SBIP via the communication buffer, to the appropriate tunction. After that 
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function is executed, the results are passed back via the communication buffer to 
the SBIP. 

Figure 4.2 shows that if the function dsp_correlate ( .. ) is called from an 
application program on the host. The library function passed the parameters via 
the communication buffer to the SBIP. The cammand handler on the SBIP calls 
the function dsp_correlate ( .. ) from the DSP library that retains on the 
SBIP. This function passes the parameters via the communication buffer to the 
DSP extension board via the communication buffer. The cammand handler on the 
DSP calls the dsp_correlate ( .. ) function that perfarms the actual 
correlation. Furthermore, it is shown that the function dsp_correlate ( .. ) 
can also be called from application software on the SBIP or the extension board. 
The software interfaces provide thus a transparent communication between the 
various processors. 

As shown in tigure 4.2, DSP-function calls by the host are passed to the DSP via 
the SBIP. In fact, every cammand could be issued straight from the host computer 
to the DSP via the address and data busses of the TMS 34020. For test purposes, 
it came out very handy to issue commands directly from the host to the extension 
board without intervention of the TMS 34020 CPU. For normal operation, 
however, it is a better practice to involve the TMS 34020 in passing commands to 
the extension board. In that case the DSP receives the tasks always from one and 
the same CPU, thus no confticts like the hostand the TMS 34020 calling a 
function simultaneously, can occur. 

4.2.2 DSP software 

As explained in the previous section, the extension board contains a library with 
functions that can be called by the SBIP. The three following sub-paragraphs 
explain the software that runs on the DSP: the DSP initialization, the image 
transfer and the correlator software. 

DSP INITIALISATION 

After booting the DSP, some initialization bas to take place: the run-time 
environment bas to be set up and some variables have to be set to defaults. 

The C run-time environment controls dynamic memory allocation, system 
initialisation, stack usage etc. The initialisation of the C - run-time environment is 
derived from a system-architecture file descrihing the memory resources, and a 
header file with interrupt tables. The required routines for initialisation and 
memory allocation are linked with the user objects into an executable, during the 
link process. 
After a chip reset, the processor jumps to the initialization procedure of the run
time environment. After the initialization of the run-time environment is 
completed, function main ( ) is called. 

After initialisation of the run-time environment, some DSP registers and variables 
have to be initialized. This is done by the dsp_ini t ( ) routine which is called 
from function main ( ) . This routine sets the default image transfer parameters 
and some of the DSP's control registers to default values. This routine can also be 
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called from the TMS 34020 and the host via the software interfaces to bring the 
DSP into a defined state. 

IMAGE TRANSFER ROUTINES. 

As became clear in the paragraph 4.1.3, some software is required to transfer 
images from the SBIP to the extension board. The software consists of the actual 
functions to perform the image transfer and of a function that sets the transfer 
parameters. 

Transferring images to or from the SBIP requires knowledge of parameters that 
define the format in which the image is being transferred. After power up these 
transfer parameters are set to default values. The routine 
dsp_settransferparam() can be called to change these parameters. 
Through this routine the image size and transfer metbod (interlaced/non-interlaced) 
can be specified. 

The image transfer functions consist of a routine dsp_getimage () that is 
called initially when the image is to be transferred to the extension board, and au 
interrupt service routine vdma_in () that becomes active once per transferred 
image line. (Similar functions exist for image transfers from the extension board 
to the SBIP). The dsp_getimage ( ) function can be called by the application 
software on the extension board, the SBIP or the host. 

The operation of the image transfer is basically as follows: 
a. The dsp_getimage () routine initializes the various registers that are used 

for the image transfer, and sets up a DMA transfer for the first image line from 
the FIFO to an internat line buffer. Forthermore it prepares the first transfer 
from the internat line buffer to the image memory already. 

b. Every time after one image line is transferred, the interrupt handter 
vdma_in ( ) becomes active and initiates the required transfer for the next 
video lines (if not all image lines are transferred). 

CORRELATOR ROUTINES 

Even though there was a C-source available for the grey value correlator 
application, some time was spent on enhancing this code: A part of this C souree 
bas been rewritten in assembly language, to achleve the desired execution time. 
The search algorithm from the existing souree was left unchanged. 
The correlator application consists now of two C-routines that contain the search 
algorithms, and two assembly language routines that perform the calculation of the 
normalized correlation coefficient These will be described in this sub paragraph. 

The main (C-) routine dsp_correlatecoarsefine () perfarms the actual 
search algorithm as described in section 1.2. The search metbod perfarms multiple 
exhaustive searches. The dsp_exhaustsearch () function (the second C
source) perfarms an exhaustive search within a specified search window with a 
certain subsample factor. It returns the coordinates where the best matches were 
found. 

The two assembly language functions, the correlatel () and the cor
relate_next () functions, are invoked from the exhaustive search routine. 
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Both functions calculate the nonnalized correlation coefficient between the 
template and an image detail with a certain subsample factor. 
The correlatel () function calculates all the tenns as described in 
(1.9), (1.10), and (1.12) (note: calculation of (1.11) is only perfonned once per 
exhaustive search). 
The correlate_next () function makes use of the calculations that were done 
for the previous correlation coefficient. Therefor it only bas to calculate the tenns 
as described in (1.9) and (1.12). For the calculation of the tenns in (1.10), the 
result of a previous calculation of these tenns is used as described in appendix A. 
The correlate_next () function is therefor significantly faster. 

Most of the calculations in these assembly language routines are perfonned using 
integer arithmetic. For these calculations no numerical inaccuracies will occur as 
long there is no overflow on variables. Since the sommation loops perfonn 
maximum 216 MAC's on a product of two 8-bit numbers, the result can be 
represented by a 32 bit (unsigned) integer. Since the DSP can accumulates 32 
bit's, no inaccuracies will occur in the sommation loops (fonnula's (1.9), (1.10) 
and (1.11)). 
When (1.12) is calculated, care is tobetaken since 3 subtractions have to be 
perfonned. Appendix G.2.3 shows that the values to be subtracted are 48 bits 
values. The 3 subtractions can not be perfonned in 40 bits ftoating point format: 
If the two variables being subtracted from each other are large and almost equal in 
magnitude, the result of the subtraction will be very small in magnitude. With a 
40 bit ftoating point fonnat, the relative error will become large in such cases. 
Therefor the 48 bit subtractions are perfonned with integer arithmetic. The results 
of these subtractions are casted to ftoats, then the nonnalized correlation is 
calculated using ftoating point math. 

4.2.3 HOST & SBIP software 

The previous paragraph explained the software that is running on the DSP. Most 
of the routines that were explained (eg. dsp_getimage ( ) , 
dsp_correlatecoarsefine () and dsp_exhaustsearch {) ) can be 
called from the SBIP and the host via the software interfaces. Furthennore, there 
is some specific software for the host computer and the SBIP. 
This concerns functions for booting the DSP and downtoading templates from the 
SBIP to the extension board. 

BOOTING THE DSP 

After powering up the SBIP and the DSP extension board, both the SBIP and the 
extension board are to be booted. First the software for the SBIP is to be 
downloaded from the host, then the software for the DSP is to be downloaded. 

The DSP provides special facilities for downloading software. After power up, 
reset logic on the DSP chip sets up a DMA transfer of 256 words which is meant 
for a special boot toader program. The software development tools of the DSP 
produceaso called "loader file", that contains the user code for the DSP and the 
initialisation data for variables. Furthennore, this loader file contains a the smalt 
boot loader program of 256 words, that takes care that the user program code 
blocks are placed at the appropriate memory locations, and that variables are 
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being initialized. Thus to boot the DSP, the host computer just downloads this 
loader file to the DSP. 

Altematively, it is also possible to contigure the extension board for EPROM 
booting, by installing a jumper on the appropriate location. In such case, the DSP 
will be booted automatically after a chip reset. The DSP detects the presence of 
the contiguration jumper, and performs the DMA transfer from the boot memory 
device instead of from the host computer. 

DOWNLOADING TEMPLATES 

The grey value correlator application requires that a template can be downloaded 
from the TMS 34020 (or host computer). A routine was written to download 
templates to the DSP extension board. It downloads a template that is stored in 
the SBIP memory, to the extension board using a host IOP DMA transfer as 
explained in paragraph 4.1.2. 

The dsp_gettemplate () routine is available on the hostand SBIP only. It is 
not callable by an application that is running on the extension board, because it 
involves that the template is downloaded by the TMS 34020. As the DSP is a 
slave of the TMS 34020, it can not order the TMS 34020 to download the 
temp late. 
The dsp_gettemplate () function being called on the host, passes the 
function parameters via the communication buffer to the SBIP, where the actual 
routine is invoked. 

4.2.4 Porting SBIP software to the extension board 

The software of the extension board is user-extendable in the same manoer as the 
user routines on the SBIP. Certain function !D's are reserved for user routines. If 
the command handler on the extension board receives one of these function !D's, 
it passes it to function dspuser ( ) . This function can be edited by the user. 
User functions are added by placing the call to the appropriate function in the 
switch() - case structure as tigure 4.3 shows: 

void dspuser(short functid) 
{ 

switch (functid) 
{ 

case 100: 
userfunctl( ... ); 
break; 

case 101: 
~-function(4sp_parameter(O),dsp_parameter(1), ••• ), 
break, 

Figure 4.3 : Example of adding a user function to the DSP library. 

The bold text showshowtheuser routine my_function () is added. By 
recompiling this source, and linking the object code of my_function () with 
the rest of the object code for the extension board, a new loader file will be 
obtained that contains the user function. After this file is downloaded to the 
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extension board, the function is available on the DSP extension board. It has 
function ID 101 assigned to it. 

Furthennore, the host and TMS library contain a function invokedsp ( ) that 
accepts a function ID that is to be called on the extension board. 
Thus myfunction () on the DSP extension board can be called from the host 
computer ( or the SBIP) by setting the parameters in the parameter buffer and 
calling invokedsp ( 101) . 

This metbod of adding user routines was adapted from the SBIP software. 
Therefor, it should be fairly easy for application programmers with SBIP 
experience, to add their user routines on the extension board. However, here is 
noted that still a lot of work needs to be done, since not every basic function of 
the SBIP is present in the DSP software package. This might result in the fact that 
the linker will report missing object modules. 
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5 Test results 

A number of characterics of the extension board had been tested after some 
prototypes were built. The most important tests will be described in this chapter. 
These tests concern mainly the TMS 34020 interface, the video interface and 
verification of the grey value correlator algorithm. 

The tests were done in the following order: 
a. In the first place, DSP operation and the conneetion with the SRAM was 

tested. This tests concemed a small test program that writes data into the 
extemal SRAM, reads it back and verifies whether this value is the same. This 
test was done with the emulator, which offered the possibility to download 
programs via the JTAG interface. The object of this test was to verify that a 
the DSP operates properly and that the interface to the SRAM is OK. 

b. Then the TMS 34020 interface was tested which will be explained in more 
detail in section 5.1. 

c. The final test of the hardware was the image transfer operation. This will be 
explained in section 5.2. 

d. After the hardware seemed to be working correctly, correlator algorithm was 
tested, this will be covered in section 5.3. 

5.1 THE TMS 34020 INTERFACE 

The object of the tests of the TMS 34020 interface were to verify it's correct 
operation and the transfer rate that can be achieved when data is downloaded from 
the SBIP. 

The correct operation was tested by writing data to the extension board memory, 
reading it back and verify whether the written- and read- data is the same. 

After the interface was found to be working properly, some transfer rates were 
measured. Since the transfer rate depends in eertaio cases on the abilities of the 
host computer, some theoretica) rates will be given and some measured transfer 
times. 
The theoretica) rates are derived from the required time for the extension board to 
complete a host access. 

The transfer rate is to be measured for both the host-DMA and IOP-DMA 
transfers. The following tables shows various properties of the host DMA 
transfers. 
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Operation Host OMA IOP-DMA 

Read!Write transfer time o> 375 250 ns 

Max.transfer rate from approx. 1M approx. 1M wordsis 
SBIP2@32MHz <z> 

Download rate of template <J> NIA 400k pixelsis 

Extensionboard software 55k NIA wordsis 
download rate 
386SX@20MHz <4> 

Extension board software to be NIA Mwords/s 
download rate measured 
486DX2@66MHz<4> 

notes. 
(l) The transfer time represents the required time when the TMS 34020 generates the memory address 

until the extension board generates the ready pulse. 
(2) These transfer rates are achieved with an assembly language program on the TMS 34020 that 

writes data to the extension board. 
(3) Download with dsp_gettemplate () function of (software version 0.9) 
(4) Download with dsp_boot () function (software version 0.9) 

The conclusion of this test is that the transfer rate is mainly determined by the 
SBIP or the host. The read/write transfer time shows that the extension board can 
complete data word transfers within 2501375 ns repcesenting data rates of 412.6 M 
words per second. 

The maximum transfer rate of 1 Mwordsls from the SBIP2 (32MHz) is 
significantly lower. The reason for this is probably that the SBIP also has to fetch 
its program from memory. Perhaps an optimisation might increase this 
performance, however, since this was not of major importance for the operation of 
the greyvalue correlator, it was not yet carried out during the graduation project. 

The next performance measure, the download rate of a template, is somewhat 
worse again. The reason for this is that program on the SBIP that perfarms the 
transfer, has to pack two pixels tagether for each word transfer. The download 
rate is rather slow: 163 ms to download a template of 64k pixels. However, by 
optimizing the transfer program on the TMS 34020 a transfer rate of 1M pixelsis 
should be reachable. 

The download rate of the extension board software from a host (PC 386SX 
20MHz) is about SOkwordsis This transfer rate is this low due to the slow host. 
Anyway, for most applications, this rate will be acceptable since this is only of 
importance during power up. 
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5.2 THE VIDEO INTERFACE 

The image transfer operation on the extension board is partially performed by the 
DSP's DMA controller and partially by the hardware on the extension board. It is 
of major importance that image transfers are being performed correctly in the 
various transfer modes. The tests were mainly done to verify the correct operation. 

To verify the image transfer operation, a special image was defined in the SBIP's 
video memory. This image was defined such that potential errors (like missing 
pixels, horizontal or vertical image shift, swappedeven and odd frame etc.) could 
be detected. 

The test was performed such that the DSP extension board grabs an image from 
the SBIP and that it verifies the entire contents of the image. 
During the graduation project, only the interlaced transfer operation was tested for 
image sizes of 512 x 512, 512 x 768 and 512 x 1024 pixels (representing transfer 
rates of 10, 15 and 20 MHz respectively). 

The required transfer time for the image is basically 40 msec. fora CCIR image 
that is transferred according to the CCIR standard, and 36 ms for the RS 170 
standard. Since the image transfer actually starts after the first occurrence of a 
V sync pulse, and a transfer is generally initialed at an arbitrary time, the execution 
time in practical situations ranges from 40-60 ms (CCIR) or 36-54 ms (RS170) 
since the software awaits the first occurrence of a V sync pulse before it starts the 
actual image transfer. 

After endurance tests proved that over 10000 images were transferred without 
errors were transferred, the grey value correlator algorithm was tested. 
This will be explained in the following section. 

5.3 THE CORRELATOR ALGORITHM 

The normalized correlation algorithm was tested for correctness and the execution 
time for various function parameters. 

The correctness was tested by performing the normalized correlation on the SBIP 
and on the extension board on the same image. Aftereach correlation, the 
reported results from the DSP extension board and those of the SBIP were 
verified to make sure that they are equal. 

The execution times were measured with the cycle counter in the DSP's emulator 
and verified with a logic analyzer. The execution times of the SBIP were 
measured via software with the reai-time clock in the PC. 
In paragraph 3.4.1 some estimations were made about the execution times of the 
grey value correlation. 
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The following table shows these estimated times, the measured execution time on 
the DSP extension board, the measured execution time on the SBIP (32 MHz) and 
the acceleration of the extension board with respect to the SBIP : 

Operation: Es ti mate Measure SBIP Acc. 
d d [ms] 

[ms] [ms] 

Normalized correlation: 
200 x 200 template in 512 x 90 88 10100 115 
512 image (1 local search) 

Normalized correlation: 
200 x 200 template in 512 x 111 106 12430 117 
512 image (2 local searches) 

Normalized correlation: 
200 x 200 template in 512 x 132 124 14800 119 
512 image (3 local searches) 

Normalized correlation: 
256 x 256 template in 512 x 275 261 31760 121 
1024 image (3 local searches) 

normalized correlation: 
150 x 150 template in 512 x 116 110 12810 116 
768 image (3 local searches) 

llotes: 
- All global searches are perfonned with a factor 8 subsampled templates and images. 
- With 1 local search is meant that is searched with the three subsample factors 6 2 and 1 

consecutively 

This table shows that the estimated execution times on the DSP extension board 
approach the actual execution time rather well. (note the estimation of the 
execution times for the various image and template sizes were estimated with a 
spreadsheet that was also used for the estimation of the execution times in 
appendix C.2). 

In comparison with the execution times of the algorithms on the SBIP, the 
extension board achieves a considerable acceleration of the algorithm. This 
acceleration is achieved mainly in the sommation loops. 

In the sommation loops. the following inftuences play the most important role: 
a. a multiply accumulate on the TMS 34020 takes 10 machine cycles, versus 1 

machine cycle on the DSP. 
b. The DSP bas no loop overhead in the most inner loop: It performs indexing 

through the images, toading the pixels into registers in parallel with the 
computations. On the TMS 34020 this happens sequentially and analysis of the 
assembly listing showed that this introduces 17 ! machine cycles overhead per 
multiplication. 

c. a machine cycle of the DSP is more than 4 times as short (30 ns for the DSP 
versus 125 ns of the TMS 34020). 
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Since mainly summation loops are done during a greyvalue correlation, a factor 
4.17 x 27 = 112.5 would be expected to be won. 

Perhaps one might remark that this comparison is not really fair, since the 
correlator algorithm on the extension board contains a few programs that were 
coded in assembly language, while the algorithm on the SBIP was coded entirely 
in C. 

To perform a fair comparison, one can choose in fact two different ways define 
the performance improvement. 
a. One can compare the capabilities of the TMS 34020 and the ADSP 21062 

chips. This comparison is independent of the programming language. 
b. One can compare the execution time when one and the same C souree is 

compiled and ran on both processors. This comparison compares the compiler 
efficiency and the capabilities of both chips (for the particular algorithm in this 
C source). 

On one hand, the generated assembler file from the TMS 34020 compiler showed 
that no improvements could be made to the assembler code to make it more 
efficient. Thus the performance improvement as shown in the table is in fact a 
measure for the performance of the processors for the greyvalue correlator 
algorithm. 

On the other hand, the C souree for the greyvalue correlator that was used on the 
SBIP was compiled with the DSP compiler. This resulted in the fact that the 
execution time of the greyvalue correlator on the extension board dropped by a 
factor 10 ! 
The code that was generated by the compiler performed various actions 
sequentially even though the DSP could perform it in parallel, and is therefor 
significantly slower. 

The condusion from this comparison is that the extension board does give a 
significant performance improvement for the greyvalue correlator. 
To achieve the best performance improvement for an arbitrary vision algorithm, it 
will in certain cases be required to write time-critical programs in assembly 
language. Especially if the parallel processing capabilities of the DSP are to be 
exploited, assembly language will improve the performance significantly. 

Finally is noted that the performance improvement will depend on the application. 
Many applications will not achleve a performance improvement of a factor 115 
like in the greyvalue correlator. This depends on the fact how well the application 
suits the typical DSP operations. 
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6 Effects of subsampling and pre
filtering on correlator performance 

As concluded in section 1.2, the grey value correlator algorithm bas to limit the 
amount of data in order to execute the algorithm within an acceptable time. To 
achieve this, the search algorithm subsamples the image and template, that are 
spatially sampled with frequency f., by a factors. This will result in the fact that 
spatial frequencies larger than f. I 2s will be folded into the primary frequency 
spectrum, leading to distortions. The question is what consequences these 
distortions might have on the search algorithm. If the template and image are oot 
pre-filtered, essential information might be lost durlog subsampling, which might 
cause the search algorithm to fail: the object as specified in the template will oot 
be found, even though it is present in the image. 

Other questions are whether filtering the template and image is required (this is 
the case if filtering improves the performance of the search algorithm), and how 
one bas to filter. Or is it perhaps possible to divide images into eertaio classes that 
require filtering and classes that do oot. 

The available time for the investigation was limited and therefor the questions as 
stated before could oot all be answered. Therefor the investigation was limited to 
the following subjects: 
Section 6.1 will give an introduetion on the subsample effects and the correlator 
performance measures. Then section 6.2 describes the effects that occur durlog 
subsampling the template and image. 
Section 6.3 gives in accordance with section 6.1 a brief description on the 
probability of false alarm, this is to be investigated in more detail in the future. 
The probability of detection will be covered in sections 6.4 and 6.5: section 6.4 
describes some approaches that did oot result in useful conclusions and section 6.5 
shows how cross correlation products can be used to design a filter that can be 
used to increase the probability of detecting the template. 

6.1 INTRODUCTION 

In the grey value correlation algorithm, a global search is performed for raw 
estimation of potential template matches. Since these potential matches are based 
on a search with the subsampled template which contains only a small amount of 
information from the actual template, the outcome of the local searches can result 
in either of the following possibilities: 
a. A more accurate estimation of the location of the object in the image, in case 

the actual image detail matches the object in the template. 
b. A very low correlation coefficient in case the actual image detail tums out to 

be different from the template as the algorithm searches with lower subsample 
factor. 

Since the number of calculations can be decreased by a factor s4
, when a (2 

dimensional) image is subsampled by a factor s, it will be clear that an as high as 
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possible subsample factor is desired to obtain a short execution time. The 
subsample factor of the exhaustive search is of major importance since this search 
covers the entire image. (The subsample factor of the local searches are of less 
importance since on one hand they are performed over a relatively small area and 
on the other hand they need to yield accurate position information, thus they just 
can't be subsampled too much). 

Since subsampling is applied to reduce the execution time of the grey value 
correlation, it will be obvious that filtering is not really desired since this will 
increase the total execution time of the filter operation plus the grey value 
correlation. (Same estimations of an 8 x 8 convolution filter in a 512 x 512 
window on the extension board showed an execution time of approx. 750 ms. 
which is 4-5 times as long as the grey value correlation). On the other hand, one 
might decide to filter only the template, and perfarm the exhaustive search with 
the filtered template. Since the template is smaller than the image, filtering will 
take lesser time. And besides that, one can filter the template already at the time 
that it is being defined, and store bath the filtered and the non-filtered template. 
Thus during run-time of the grey value correlation, only some time might be lost 
to download the filtered template (in addition to the unfiltered template) to the 
extension board. 

In the case that filtering is not really desired, another analysis has to be done in 
future, in order to delermine the maximum subsample factor that can be applied to 
a certain template during the exhaustive search (and in cases where the maximum 
subsample factor is smaller, one might decide to filter). The condusion is that the 
effects that occur during subsampling need to be analyzed. This chapter makes a 
start of the analysis of subsampling effects and the effect of filtering. 

This section introduces the reader into the subject by first explaining the 
correlation procedure where no subsampling is applied in paragraph 6.1.1. Then 
paragraph 6.1.2 briefty describes a search that was done in literature for 
publications on the subsample effects. At last paragraph 6.1.3 will describe the 
correlator performance. 

6.1.1 The correlation procedure 

Befare the subsampling effects are being analyzed, this paragraph will first 
describe the correlation procedure fora signal that is not subsampled, to make the 
reader more familiar with the subject. For simplicity, the analysis of the 
subsample effects is done one dimensional. 

The template t consists of N pixels tu, 

with 

the image i consists of Ni pixels iu, 

with 
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furthermore for the image holds: 

(Osu<m) U (m+Nsu<N. ) 
11111 

(msu<m+N) (6.3) 

the image contains "random" information xk, at location m it contains the actual 
template t. 

Durlog the exhaustive search, the correlation coefficients ri are calculated, where j 
runs from 0 to Ni-N: 

(6.4) 

( 

N-1 rN-1 )2]{ N-1 rN-1 )2] 
N·E r;- L t~: N·E if+t- L ii+k 

k=O k=O k=1 k=O 

Figure 6.1, shows a graphical representation of the correlation coefficient ri as 
function of the position j. 

r(J) 

Figure 6.1: Correlation coefficient versus position. 

At j = m the correlation result will equal: 

N-1 N-1 N-1 

N·E tk 1k-E tkL tk 

~=~=======k==O======k=O===k==O==========l (6.5) 

( 

N-1 2 rN-1 )2]{ N-1 2 rN-1 )2] 
N·Etk- Etk N·Etk- Etk 

k-() k=O k= 1 k=O 

Since the template matches the image at position m, there will occur a correlation 
peak at that location. In the ideal case as described above, the correlation peak 
will equal 1, since the image matches the template perfectly. 

In general, the image will oot contain an exact copy of the template as specified 
in (6.2) and (6.3), but holds a distorted copy. The fact that the image contains a 
distorted template causes the correlation coefficient to be lower than 1. 
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The height of the peak depends on various parameters, in the list below they are 
divided into four main groups: 
a. Geometrical distonion of the object in the image. 

The object in the image might be different in geometry due to rotations, 
difference in size, small deviations in the shape of the object etc. 

b. Presence of noise. 
Noise will be introduced in the sensor, electronics, and during quantisation of 
the intensity, especially if the image has lesser contrast, the noise can play an 
important role in the calculation of the correlation coefficient. 

c. Sampling effects. 
The actual image consists of continuous information. In order to process the 
image, it is being sampled in the space domain with sample frequency fs. lf the 
continuous image contains spatial frequencies larger than f /2, the discrete 
image will be distorted. 

d. Subsampling effects. 
The correlators exhaustive search algorithm subsamples this discrete image to 
reduce the amount of calculations. The same effects as described before occur 
also in this case if the discrete image contains spatial frequencies larger than 
f/2s. 

As the normalized grey value correlation is a nonlinear operation, it is not 
possible to analyze the inftuences separately, and add the results together 
afterwards. Only the effects that occur during subsampling are analyzed in this 
chapter. In all cases is considered that the object that is defined by the template is 
present in the image, and thus that it is free of noise, geometrical distortions and 
sample distortions. Thus an exhaustive search without subsampling the image 
would yield a correlation coefficient of 1 at the location m where the template is 
located. 

6.1.2 Previous research 

Before the investigation of the subsample effects was actually started, a literature 
search had been done to find out whether the subsampling effects in correlators 
had been subjected to investigation before. 

A search through the INSPEC, Comendex, NTIS and Pascal data bases did not 
result in articles on subsample effects in correlators. However, some papers were 
found on the investigation of error analysis in correlation filters, and correlator 
performance both under most general assumptions. The articles were publisbed in 
the period '89 - 94 and came from the area of optical correlators. 

The papers on error analysis in correlators were straight forward for the reasoos 
that not a normalized correlation but the covariance operation was analyzed under 
the assumptions that it concemed images containing gaussian data with additive 
gaussian noise. This approach was not usabie for the normalized correlation 
coefficient on the extension board, since the normaliled correlation is a nonlinear 
function and the input signals are most probably not gaussian. 

The articles on correlator performance showed methods on defining the measure 
of the correlator performance. 
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The condusion from the library search was thus that the found papers could only 
be used to get more familiar with the theory of error analysis in correlators. J'he 
actual analysis of the subsample effects in the normalized correlation had to be 
started from the beginning. 

6.1.3 Performance definition 

The aim of the investigation is to find out whether subsample effects inftuence the 
correlator performance and whether pre-filtering will improve this performance. 
Therefor performance needs to be defined first. 

In machine vision there are basically two aspects involved in the performance: the 
robustness of the search and the accuracy of the found position. 
With robustness is meant that the algorithm bas to be reliable and should function 
correctly under each condition: In case the object as specified in the template is 
present in the image the algorithm should report it at the correct position. The 
algorithm should not report positions where the object is not located. 
With accuracy is meant that the algorithm should report the exact location where 
the object is located without position errors. 
In terms of the grey value correlator, the following remarks can be made to the 
robustness and the accuracy: 
a. Robustness. 

During the global search, both the image and the template are possibly 
distorted (eg. due to subsampling). These possible distortions might lead to the 
fact that the correlation coefficient at the location where the object is located is 
lower as expected. If the correlation coefficient is too low, the algorithm will 
not detect the object even though the object is in the image. 
On the other hand, the correlation coefficient at a position where the object is 
not located, can perhaps become very high, and the search algorithm will 
interpret this as a potential match. 

b. Accuracy. 
Due to the distortions in the template and the image, the highest correlation 
coefficient will perhaps be found with a position error. However, the fine 
searches, will compensate this error, provided that the position error during the 
global search is not larger than the search windows of the local searches. If the 
position error during the coarse search exceeds the window of the fine 
searches, there will remain a position error after the final local search. 
(Changing the local search to a gradient based algorithm would not introduce 
such problem, since such algorithm will search in the direction of the 
correlation peak until this peak is found, however, bere only remains the risk 
that a local minimum will be found). 

The subsample effects will play the most important role during the global search, 
since the subsample factor is the highest during this search. Since the object of the 
global search is to locate potential positions where the template matches the 
image, rather than yielding an accurate position, the robustness of the search is of 
major importance for the global search. Moreover, after the global search the local 
searches with lower subsample factors should compensate the position error that 
occurred during the global search. Therefor this chapter will focus on the 
robustness of the exhaustive search algorithm. 
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Various performance measures for correlators are described in [6]. From these 
measures, the robustness of the algorithm can be expressed the best in terms of 
probability of detection, and the probability of false alarm which is explained in 
more detail in [7]. (Since these papers concern optical correlators, bere is also 
referred to [4] and [5], papers explaining optical correlators). The probability of 
detection specifies the probability that an object will be detected in case the object 
is present in the image detail where the correlation coefficient is calculated. The 
probability of false alarm specifies the probability that the algorithm assumes that 
it found the object while the image detail does not contain the object. 

PDFl 

-1 0 T 1 

Figure 6.2 : Probability density Juncrions for dereetion and false alarms. 

Figure 6.2 shows two Probability Density Functions (POF). In this figure, 
re [-1,1] is the correlation coefficient as in (1.8). PDF1 represents the probability 
that a certain correlation coefficient will be computed at a location where the 
object is not present. PDF2 represents the probability that a certain correlation 
coefficient is computed at a location where the object is present. Generally a 
threshold T is used to decide whether a calculated correlation coefficient 
represents a match or not. The batebed areas above this threshold T specify the 
probability of detection P0 and false alarm PFA· 

The exhaustive search algorithm as described in section 2.2 does not use a fixed 
threshold, but instead keeps the 3 highest correlation coefficients found during the 
exhaustive search. Analysis of the probability of detecting the object in the image 
would actually require a different approach. For simplicity, the problem will be 
generalized for now by using a threshold to decide whether a computed 
correlation coefficient concerns a match or not. 

Another point of discussion is the definition of PDF2: Correlation coefficients 
computed in the neighbourhood of the exact location of the object tend to be 
higher than those calculated at a location where the image and template are 
uncorrelated. The question is whether PDF2 is only valid at the exact position 
where the object is located, or it also includes the correlation coefficients 
computed within a certain region around that position. In this report only the exact 
position of the object is taken into account for PDF2. 
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It is obvious that the probabilities P0 and PFA depend on the threshold that is used 
during the exhaustive search, and hence the correlator performance depends on 
this threshold. Therefor, the performance is commonly expressed in the Receiver 
Operating Characteristics (ROC). 
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Figure 6.3: Receiver Operating Characteristics: 
(i) = desired (2) = undesired. 

Figure 6.3 shows an example of these characteristics. The ROC plots P0 versus 
PFA> where the threshold T is varled from -1 to 1. In the ROC are drawn 4 
different curves and next to it, the corresponding PDF's for each curve. It will be 
clear that curve (1) shows the desired characteristic: a large probability of 
deleetion with a small probability of false alarm for the threshold T = 0.7. Curve 
(2) is somewhat worse since it bas a higher probability of false alarmfora eertaio 
probability of detection. Curve (3) is the worst possible situation since the 
probability of deleetion equals the probability of false alarm, independent of the 
threshold. Finally is noted that curve (4) is in factalso an example of a well 
performing "detector". A large probability of false alarms with a small probability 
of deleetion which is in fact the inverse of the desired operation: if eg. the 
estimated correlation coefficient is negated, image details with inverse grey values 
of those of the template will be found. 

6.2 SUBSAMPLE EFFECTS IN THE CORRELATOR 

To start the analysis of the problem, this section explains the effects that occur 
during subsampling. 
First paragraph 6.2.1 discusses the effects that occur when the image is 
subsampled. In this section will become clear that there are more ways to specify 
the probability of detection, therefor, paragraph 6.2.2 will define the probability of 
deleetion that is used tbrooghout this report. Finally paragraph 6.2.3 describes why 
the analysis was performed in the space domaio rather than the frequency domain. 

6.2.1 The subsample effects 

Now the case is considered where both the template and the image are being 
subsampled. Subsampling involves a subsample factor s that denotes by which 
factor the template and image are subsampled, and a sampling phase p (()Sp<s) 
denoting which samples of the of the original image and template are taken. 
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Calculation of the correlation coefficient is done with the template t and a detail 
of the image i with the same length as the template. 

Analysis of the probability that the template at location m will be detected, 
involves calculating the correlation coefficient between the template t and the 
image detail at position m. 

The subsampled template is denoted as t' and consistsof N, samples tu': 

t~=ts-u•p (uEZ n O!.u<N9 , O!.p<s) 

with: 

s=sub sample factor 
p=sampling phase (O!.p<s) 

N=m . ,N-p+s-1) 
s s 

( int( ... ) represents the integer value). 

The subsampled image is denoted as i' and consistsof Ni, samples iu': 

i~=is-u•p (uEZ n O!.u<Nis, O!.p<s) 

with: 

s=sub sample factor 

Nis=inr( Ni-ps+s-1) 

(6.6) 

(6.8) 

Here is assumed that the sampling phase for bath the template and the image are 
0. 

For simplicity the normalisation terms areleftout from the formula's for now: 
instead of denoting the correlation coefficient r, we denote the not normalized 
correlation (= covariance) with c. The calculation of the covariance c looks like: 

(6.10) 

In this equation, the sample phases for the template and image are assumed 0. 
Since the probability of detection is being analyzed, the particular image 
information at location m in the image is of interest since that is where the 
template is located. Thus the image samples in (6.10) are to be substituted by the 
template samples. And when this is being done, the sampling phase p is to be 
taken into account: The position m at which the template is located in the image is 
arbitrary, thus if the image is subsampled with a sample phase 0, the template that 
is in the image will be subsampled with a certain (unknown) sample phase p. 
The sampling phase p, depends thus on the location m where the template is 
found in the image. 
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Assuming that the template (without noise and geometrical distortions) is present 
in the image, the following value for the covariance will be found during an. 
exhaustive search with subsample factors: 

(6.11) 

with OSp<s. 

There are in fact s correlation coefficients that are possibly found. Which of these 
s correlation coefficients will be found depends thus on the position of the object 
within the image. Generally, the position of the object in the image is random and 
unknown. In case the offset variations of the template within the image are large 
with respect to the subsample factor, the probability that either of the s correlation 
coefficients will be found is equal. 

6.2.2 Definltion of the probability of dateetion 

From the previous section, the definition of the probability of detection may seem 
obvious. However, by taking a close look at the correlation peak, one might 
remark that the probability of detection can be expressed in different manners. 

Having the knowledge that one of the correlation coefficients as specified by 
(6.11) the probability of detection could bedefinedas a (weighted) sum of c •. p 

with OS:.p<s: 

s-1 

P D(s)= L, P(occurence of C8,;)·P(cs,;~1) 
je() 

(6.12) 

In case the probability P(occurrence of c •. ;) is equal for each OS:.i<s, the probability 
of detection equals: 

(6.13) 

One might remark that the probability of detection might be higher if i runs from 
-s/2+ 1 to s/2 for the reason that the absolute value of the sampling phase is 
smaller. This depends on the contents of the template and will be covered in 
paragraph 6.5.3. 

The probability of detection as specified by (6.12) represents the probability that 
the template will be found with a position offset of maximum s pixels. This 
definition will be used throughout the report. 
Note that the probability of detection can possibly be enhanced by allowing a 
larger position error during the global search as described in 6.1.3. 
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6.2.3 Frequency- versus Time- domain analysis 

So far the computation of the correlation coefficient was performed in the spatial 
domain. The correlation coefficient can also be calculated in the (spatial) 
frequency domain. Especially for the purpose of analysis, it was considered 
whether it is convenient to do so, since both subsampling and filtering effects can 
be analyzed very well in the frequency domain. When the template is being 
subsampled, this will result in the fact that spatial frequencies > fj2s, will be 
folded into the fundamental frequency range which lead to distortions. In case the 
template is being fittered with eg. an ideal Low pass filter, one can guarantee that 
distortions due to fotding will not happen, and hence analyze the improvement of 
the performance. However, this metbod was found to be disadvantageous for the 
following reasons: 

a. There was no knowledge about frequency spectrums of templates, thus the only 
effects that can be analyzed is to take a certain template, calculate it's DFf 
and analyze the effects of filtering. Since the approach can only be used for 
templates from which the contents are defined and thus no general statements 
can be made about the effect of filtering, this was not really desired. 

b. As became clear from paragraph 6.2.1, subsampling the image involves a 
sampling phase p, and the correlation error that occurs depends on this 
sampling phase. In frequency domain analysis, this sampling phase will result 
in a varlation in the argument of the complex frequency spectrum. Taking 
these into account in calculations seemed to be more complicated: Analysis of 
sampling effects on a template would imply that first an DFf is to be 
performed to get the frequency spectrum. Then the complex spectrum is to be 
processed with a filter, then an IDFf is to be performed, this metbod of 
analysis seemed more complex than just woricing the data in the space domain. 

For these reasons, the analysis was not done in the spatial frequency domain. 

6.3 PROBABILITY OF FALSE ALARM 

During the exhaustive search, a large number of correlation coefficients is being 
calculated at the various positions in the image. When analysing the probability of 
false alarm, the correlation coefficients at locations in the image where the 
template is not located are of interest. 
One can take two approaches: the first one assumes that the data at those locations 
is uncorrelated with the template, the second one assumes that the data at those 
locations might be correlated with the template. 
The two following paragraphs will give a brief description on these approaches. 

6.3.1 Probability of false alarm with uncorrelated data 

If one assumes that the information throughout the rest of the image is 
uncorrelated with the template itself, one will find a zero valued correlation 
coefficient in the ideal case, if it is computed at these locations. However, since 
calculation of the correlation coefficients involves a finite amount of data, the 
calculated correlation coefficients will generally not be zero and hence there is a 
probability that such value is higher than the threshold which results in a false 
alarm. 
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According to [3] p.509, the case where the cross correlation coefficient is 0, the 
sample product moment correlation coefficient r based on n pairs of observations 
will be related to the Student's - T distribution with n-2 degrees of freedom 
(which in turn approaches the gaussian distribution for large n). Figure 6.4 shows 
the Student-t distribution for two values of n, from this it becomes clear that the 

P(r) 

-1 0 

Figure 6.4: Student's - t distribution for two values of n. 

probability of false alarm depends in such case thus on the sample count. In case 
the subsample factor s is chosen larger, the sample count will decrease and hence, 
the probability of false alarm will increase. 

6.3.2 Probability of false alarms wlth correlated data 

In the previous paragraph false alarms were assumed to be caused by uncorrelated 
information. However, in many machine vision applications, this will hardly be 
the case since certain pattems in the template will sometimes be found tbrooghout 
the image. Just soppose the example where one tries to locate the letter 0 in an 
image that contains the entire alphabet. It will be obvious that the template will 
also be significantly correlated with eg. the letters Q and G. It will be clear that 
this greatly increases the probability of false alarm. 

No attention bas been payed to this problem since this requires a considerable 
amount of investigation, bere is just pointed out that in many practical situations 
this will play an important role and should be taken into account if one wants to 
find quantitative values for the ROC of the grey value correlator. 
Furthermore is referred to [8] and [9], two papers which may give some ideas to 
tackle this problem. 
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6.4 APPROACHES TO THE ANALYSIS OF PROBABILITY OF 
DETECTION. 

To investigate the sampling effects and the effect of filtering, various approaches 
have been tried in order to draw conclusions. This section describes two 
approaches that did not result in useful information about the subsample effects, 
they are given just for reference. 

First paragraph 6.4.1 describes the usage of statistica! signal models, then 
paragraph 6.4.2 describes an attempt to reduce data during a correlation with a 
deterministic template. 

6.4.1 Using statistical signal parameters for the template 

In certain signal processing area's, various statistica} signal parameters are known, 
which make it possible to perfarm statistica! analysis of processing algorithms. 
These parameters concern the auto correlation function of the signal: 

(6.14) 

In which E{.} represents the mathematica! expectation operator. 
The question is whether these parameters are known for templates. To obtain this 
parameter, one needs ensemble averages of templates. Further the auto correlation 
function as described in (6.14) requires the data in the templates to be ergodic. 
The condusion is that the template bas to meet these conditions in order to use 
these signal models. 

With the properties as described in (6.14), it can be shown that the correlation 
error and error varianee depend on the sampling phase. In case the sampling phase 
p is 0, both the error and varianee will be zero. In case of a non-zero sampling 
phase p, there will be an average error and error varianee that can be expressed in 
terms of the auto correlation function Pxx[p]. 

Since this approach requires knowledge of the statistica! parameters about the 
template and this information was not available, this analysis was not continued. 
The investigation was continued instead by assuming that all data samples of the 
template were represented as variables, the following paragraph shows this 
approach. 

6.4.2 Using a deterministic template 

As the previous paragraph concluded that there are no statistica! parameters of the 
template available, there was decided to model the template as a deterministic 
sequence of numbers (representing the grey values). Then an attempt was made to 
simplify the correlation error formulae for the following cases: 
a. neither template and image are filtered 
b. only the template is filtered 
c. both the template and image are filtered 
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The correlation error is defined as the difference between the expected correlation 
coefficient (auto correlation of the template) and the actual correlation coeffi_cient 
that is being calculated between the template and an image detail. 

This paragraph shows the attempts that were made by using a deterministic 
template where the correlation error bas been analyzed. For simplicity, the 
normalisation terms have been left out as before. 

First a general description for the correlation error is defined. Here is assumed 
that the correlation coefficient is being calculated between a subsampled template 
Tand the subsampled detail/m' in the image. Both have length N,. in the sub
paragraphs, Tand /m' will be substituted by the appropriate templates and images. 
(Here is noted that Tand /m' arenotper definition the template and images as 
represented in paragraph 6.1.1) 

In the ideal case, the covariance cexp will be found: 

(6.15) 

The correlation coefficient ccaJc will be calculated at location m in the image: 

N-I ( )2 N-I N-I 1 • 1 • • 
c =-·r- T ·I'-- .r- T .r- I' 

calc N L...t k m1 N L...t k L..., m1 
s k=O s k-o 1-o 

The correlation error equals cexp -ccaJc: 

This can be written as: 

(6.16) 

(6.18) 

In the following sub-paragraphs the image details /m '•k and templates T,k in (6.18) 
will be substituted by the expressions of the fittered and non fittered versions of 
the image detail and temp1ate. In these cases is analyzed whether filtering can 
reduce the correlation error. The first sub-paragraph analyses the case where no 
filtering is applied. 

NON•FD..TERED TEMPLATE AND IMAGE 

In case neither of the template and image are filtered, the analysis is based on the 
subsampled template (6.6), and the subsampled image around the location m as in 
(6.8). 
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Substituting (6.6) for Tand (6.8) for /m' results in: 

(6.19) 

Substituting these in (6.18) yields the following results for the correlation error Ec: 

(6.20) 

It becomes clear that only for the case that p=O, the error Ec is zero. In all other 
cases, there are no identical terms that cancel each other out (since 05;p<s). 

Thus in case the object is present in the image such that it will be subsampled 
with the same phase as the template is being subsampled, it will be found during 
an exhaustive search, regardless the spatial frequencies that are present in the 
temp late. 

From this can also be concluded that the object will also be found within a 
maximum of s exhaustive searches each with a different sampling phase p. This is 
in fact one of the methods as described in section 1.2 to reduce the amount of 
data: up till now the combination of subsampling and enlarging the step size 
between two calculation coefficients, both withafactor s, were used to reduce the 
amount of computations (items b and c respectively in section 1.2). The example 
of s exhaustive searches as described above is in fact the situation were the image 
and template are subsampled by a factor s, but the step size between the 
calculations of two correlation coefficients remains 1 pixel. One can thus conclude 
that if the image and template are being subsampled by a factor s, and leaving the 
step size 1, this will reduce the amount of computation time by a factors (for 1 
dimensional case), while the probability of detection remains preserved. 

In practical cases, however, the correlator performance will probably degrade as 
the subsample factor becomes higher. Since the image will contain noise, there 
will always remaio a correlation error, and the larger the subsample factor, the 
fewer data samples are used to compute the correlation coefficient, the larger the 
uncertainty on the calculated correlation coefficient. 

The condusion is that only for the case were the sampling phase is 0, the 
correlation formulae can be reduced to a trivial solution. lf the sampling phase 
differs from 0, the formulae do not contain identical terms and can thus not be 
reduced to more simpler values. Only if assumptions are made about the signal 
properties, eg. E{t51.} = E{ts(k+t>l• one can perhaps conclude that the error will be 
very small. Since this assumption is a rather extreme case and the aim of the 
investigation is more to draw conclusions without assumptions about signal 
properties, the effect of filtering was investigated next. The aim was to compare 
the correlation error in such case with the expression for the corre1ation error that 
is described in this sub-paragraph. The next sub-paragraph analyses the case 
where only the template is filtered. 
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FILTERED TEMPLATE, NON·F1LTERED IMAGE 

This sub~paragraph considers the case where only the template is fittered with a 
convolution filter of length L. Also in this case, the correlation error (6.18) was 
analyzed, the following values are substituted in (6.18): 

the correlation error equals then: 

L-1 

~*::: E Ts*+i ·hi 
i=O 

I'm,* "'~-t+p 

(6.21) 

(6.22) 

The condusion after simplifying (6.22) was that under the conditions that a 
uniform filter is chosen, the expression contains some duplicate terms. However, it 
was not possible to draw a condusion on whether the correlation error will be 
larger then the error in expression (6.20). 

At last also the case, where both the template and image were filtered, was 
analyzed. 

FILTERED TEMPLATE AND IMAGE 

In case both the template and the image are fittered with a convolution filter of 
length L. The following values are substituted in (6.18): 

L-1 

~* = L ts-k+i ·h; 
i zO 
L-1 

I' m • = L ts-k+i+p '8; 
h i-cl 

the correlation error term equals now: 

(6.23) 

(6.24) 

When this expression was written out, it showed quite a number of duplicate 
terms if: 
a. The filters G (=(g0, g1 ... gL-1)T) and H (=(h01 h1 ... h1.-1)T) were equal. 
b. The filters are uniform FIR filters of length s. 
But also in this case it was not possible to draw a condusion whether the 
resulting error will be larger then the error that was calculated in (6.20). 

The condusion from the procedures as described in this paragraph was that it 
didn 't seem possible to reduce the expression for the correlation error. Therefor 
another approach was chosen, which will be explained in the following section. 
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6.5 CROSS CORRELATIONS FOR EXPRESSING THE PROBABILITY 
OF DETECTION. 

From the previous section it became clear that a deterministic template is to be 
used during the analysis of the problem. The approach of paragraph 6.4.2 yielded 
large expressions for the correlation error that made it difficult to draw 
conclusions. The problem that is being analyzed is actually the one where the 
correlation coefficient is being calculated between two subsampled versions of a 
template, which are shifted by a few samples with respect to each other. This 
operation is very similar to the calculation of the auto correlation function of the 
template itself. Therefor the question was whether the auto correlation function 
could be used to obtain a measure of improvement, for cases were filtering is 
applied with respect to the case were no filtering is applied. 

Figure 6.5 shows two plots of templates with their corresponding auto correlation 
functions. The plot of the template shows the grey value (intensity) versus the 
position. The template in tigure 6.5a contains no fine details since there are hardly 
fluctuation in the grey values. The auto correlation function of such template bas a 
large side lobe. 

R(p) R(p) 

L L 

---+p 

a b 

Figure 6.5: Grey value jluctuations with the corresponding autocorrelation 
function: 

a: image contains no fine details b: image contains fine details 

The template in tigure 6.5b bas many fine details because the grey values 
fluctuate heavily, the auto correlation function of such template bas a very small 
side lobe. 

If the two templates of tigure 6.5 are being subsampled, it seems obvious that the 
shape of template in tigure 6.5a remains preserved for higher subsample factors 
than the one in tigure 6.5b because the template in tigure 6.5b contains higher 
spatial frequencies. 
Therefor it also seems that the subsampled template of tigure 6.5a will have larger 
probability of detection than the one in tigure 6.5b. 
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lf one can proof that for templates with an auto correlation function as in figure 
6.5a, this auto correlation function is a measure for the probability of detection, 
the analysis might be easier since it would involve a smaller amount of data. 

Since the template is deterministic, its auto correlation function can be calculated 
and one can speak in termsof auto correlation functions rather than the various 
grey valnes of the pixels. This makes the amount of data significantly smaller, and 
perhaps this might make it easier to draw conclusions about a filtered template. 
Paragraph 6.5.1 discusses whether the auto correlation functions can he used to 
analyze the subsample effects of the template. The conclusion, however, is that 
the auto correlation function can only he used to estimate the correlation 
coefficient of the subsampled template that is found at location m during the 
exhaustive search. Therefor paragraph 6.5.2 will discuss the calculation of cross 
correlation functions between various subsampled versions of the template. The 
paragraph will show how one can design a filter to optimize the found correlation 
coefficients. Paragraph 6.5.3 will give some explanation on how one could 
optimise that filter. At last paragraph 6.5.4 will give a physical interpretations of 
the filter procedure. 

6.5.1 Auto correlation function 

To find out whether the auto correlation function is useful to analyze the effects 
of filtering the template, the auto correlation function of the template is being 
analyzed in this paragraph. 
For simplicity, the normalisation terms will be left out again. An estimation of the 
auto-covarianee of the template is defined as: 

(6.25) 

The estimated auto-covarianee function fora subsampled template equals: 

(6.26) 

lf the results Ct[s kJ of (6.25) are being compared those of Ctsfk} in (6.26) (with k 
= 0 .. Nls-1), it will he clear that they might differ, since (6.26) contains notall 
data samples. Under the conditions that the template does not contain too many 
spatial frequencies larger then fs, these results might be approximately the same 
and (6.25) could in such case be used to estimate (6.26): 

(6.27) 

Note that the auto-covarianee function estimated with (6.26) differs a factors 
from the one that is estimated by (6.25). 
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Consictering the subsampling effects that are being analyzed as in (6.11), we are 
basically interested in terms like: 

(6.28) 

These terms express the correlation coefficient of subsampled template with a 
phase difference smallerthans like it is possible in Ct[p] in (6.25). Furthermore 
Ct[p] might be used to estimate the correlation function Ct.fp] of the subsampled 
template under the mentioned conditions. So perhaps it is possible that the auto 
correlation function (6.25) can be used to estimate (6.28) under the conditions as 
mentioned before. 

A closer look at (6.28), however, leams that we are actually calculating a 
covariance product: the two series t,k and t,k+p (~p<s) do nothave any data 
samples in common for the cases that p=O and are two different templates. On 
performs in fact a cross correlation between two different subsampled versions of 
the template. 
A more accurate analysis can thus be done by defining the s possible subsampled 
versions of the template as being sub-templates TP (0 S:,p<s) and using the 
covariance products between them, rather than the auto-covarianee function (6.25) 
to estimate these covariance products. The following paragraph will use these 
considerations. 

6.5.2 Cross correlation functions of sub-templates 

In the previous paragraph was concluded that the cross correlation between so 
called sub-templates should be investigated. A sub-template is defined as a 
subsampled version of the template t as Ts; and consists of N, pixels: 

Ts;'=ts-u+i (uEZ n O~u<Ns) 
• 

(6.29) 

The problem being investigated can be formulated as follows: 
If a template that is to be searched in an image is present in that image, and 
both the image and template are being subsampled by a factors, one will find 
one of the following covariances during an exhaustive search with sub-template 
Ts0, at the position m where the template is located in the image: 

(6.30) 

with 0 5, j <s. 
Note: Here is assumed that sub-template Ts0 is being used to perform the 

exhaustive search. In paragraph 6.5.3, where filter optimisation will be 
discussed, will be pointed out that Ts0 will be the worst choice in many 
cases. For now, however, is continued with Ts0• 

In the following sub-paragraphs will be analyzed how filtering will inftuence the 
result er This is considered again for the case where only the template, and then 
both the template and the image are filtered. The first sub-paragraph considers the 
case where only the template is filtered. 
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FILTERED TEMPLATE AND NON·Fll..TERED IMAGE 

In this sub-paragraph, the case is considered where an exhaustive search is 
performed with a subsampled filtered template in a non filtered image. 
The subsampled filtered template Y0 that is used during the search consists of the 
pixels: 

(6.31) 

Perlorming an exhaustive search in the subsampled image, results in occurrence of 
one of the following covariances at location m: 

c0=cov(Y0,To) 

c1 =cov(Y0,T1) 

= 

The covariance product that is to be calculated at location m equals: 

This can be rewritten as: 

And this equals: 

L-1 
ei= L h;-cov(~.,T;) 

j-Q 

the equations as in (6.32) can be written as: 

co cov(T0,To) cov(T00T1) 

cl cov(T1,To) cov(T1,T1) 

= 

cs-1 cov(T
9

_1,To) cov(T
9

_1,T1) 

CTR554-96-0038·prellmlnary 1996.()6.11 83 

cov(T0,TL_1) ho 
cov(T1 ,TL_1) hl 

cov(TL-l•Ts-1) hL-1 

(6.32) 

(6.33) 

(6.34) 

(6.35) 

(6.36) 



Design of a normalised grey value coffelator 

Defining a vector H containing the filter coefficients h;. a vector C containing the 
correlation coefficients ei and the matrix Ca with elements: 

This cao be written as: 

C=C·H 11 

The formula above shows that the various correlation coefficients c; cao be 
manipulated with the filter coefficients h;. 

(6.37) 

(6.38) 

As each of the the covariances ei before filtering, as described in (6.30), will be 
different the threshold that is used durlog the exhaustive search bas to be chosen 
lower than the lowest value ei in order to guarantee that the object will be found 
durlog the exhaustive search. If filtering the template with filter H cao result into 
a new template from which the lowest value of ei is higher then the one of the 
unfiltered template, the performance will be better, since the threshold cao then be 
chosen higher, and the false alarms will be lesser. 

Now the normalized correlation is considered, also in the situation where only the 
subsample effects are analyzed. To obtain the normalized correlation, the 
covariance is to be divided by the estimated sigma values of the template and the 
image detail: 

with: St; the estimated sigma for sub-template i. 
Sy0 the estimated sigma for the subsampled filtered template 

the equations as described in (6.35) are in such case: 

1 
L-1 

r.=--·~ h.·cov(T.,T.) 
J Syo·Sti f:ó I J I 

(6.39) 

(6.40) 

The following sub-paragraph will show that the estimated sigma value for the 
subsampled filtered template Sy0 equals: 

The equations that are to be solved equal then: 

with j =0 . . s-1 ; 
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The following step is that the filter is to be optimized. The following paragraph 
will briefty discuss the optimisation of the filter. This paragraph is concluded_ with 
some examples. 

Examples 
First a one dimensional example will be considered where the template is being 
subsampled by a factor 4. A test was done with a template that consists of white 
noise. It will be clear that the cross correlation between two different sub
templates will be 0, and between the same sub-templates it will be I. 
The correlation coefficient at the position m, in fact the cross correlation between 
sub-template 0 and one of the four sub-templates, depends on the sampling phase. 
If the sampling phase is 0, the correlation coefficient will be I and in the other 
cases it will be 0. 
Next a signal was defined justas described in (6.2) where the terros x .. contain 
white noise: it contains the template surrounded by white noise at the right and 
left end side. 

If then an exhaustive search is done as described in (6.4) for the different possible 
sampling phases, one will obtain one of the foor results as tigure 6.6 shows 
(depending on the sampling phase): only in the case where the sampling phase is 
0, a correlation peak occurs, in the three other cases the template will not be 
found. Thus one can not choose a threshold such that the probability of detection 
is 1. 

1 SG~O 

~J~~ 
-1~--------~------------~----~ 100 200 100 200 

P"'"ltlon J Poeltlo" J 

Figure 6.6: Exhaustive search with a factor 4 sub sampled, non filtered template 
for the 4 different sampling phases. 

Then equation (6.40) was used to design a filter such that all correlation 
coefficients were equal: 
This was done by assigning the sigma term Sy0 to 1: and assuming the vector R = 
(ril' .•.. , r~.r1f to (l,l, ... ,l)T. 
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If one assumes the filter length L to be equal to s, one has to solve the following 
equations: 

cov(T0,Tr)/St0 

cov(Tl'Tr)/St0 

cov(T0,T1)/St1 

cov(T1 ,T1)/ St1 

defining a matrix R11 with elements: 

Ra<r,c)=cov(T,,Tc)fSt, 

This cao be written as: 

R=R11·H 

cov(T0,Ts_1)/StL 
cov(T1,Ts_1)/StL 

(6.44) 

(6.45) 

Solving these equations will result in equal values for r;, however, they will be 
scaled by Sy0• 

The filter H that was obtained after the equations were solved was then used to 
filter the template. An exhaustive search with the subsampled filtered template 
resulted in the correlation functions in figure 6. 7. 

1 Som:lln::? 

~ _:t-=::J ~-:~ 
100 200 100 200 P-ltlon J P-ltlon J 

Poeltion J 

Figure 6. 7: Exhaustive search with a factor 4 sub sampled, filtered template for 
the 4 different sampling phases. 

The result of the filtering is that independent of the sampling phase there will 
always occur a correlation peak equal in height. However, the correlation peak is 
smaller than 1. By choosing the threshold low enough, one cao achleve that the 
probability of detection is 1. 
It is straight forward to prove that the filter H is a uniform FIR filter in case the 
template contains white noise. (In that case, matrix Rtt is an identity matrix). 

CTR554-96-0038-prelimlnal)l 1996-06-11 86 



Effects of sub-sampling and pre-filtering on corre/ator performance 

It is also straight forward to extend the theory that was described so far to two 
dimensional situations, so simHar test was done with an image. 
Figure 6.8a shows a template that contains a considerable amount of high 
frequency components. 

a b 

Figure 6.8: Two dimensional example 
a: original template b: filtered template 

In case the template is subsampled by a factor 4, and the exhaustive search is 
done without filtering the image, one of the correlation coefficients as shown in 
the following table wilt be found: (note: since this concerns a 2 dimensional 
example so the sampling phase is to be specified in 2 directions) 

sampling phase 0 1 2 3 

0 1 0.74 0.64 0.60 

1 0.67 0.47 0.39 0.39 

2 0.45 0.34 0.23 0.26 

3 0.12 0.02 0.00 0.02 

Figure 6.8b shows the fittered template. When this is used for the exhaustive 
search, one of the following correlation coefficients is found. 

sampling phase 0 1 2 3 

0 0.49 0.50 0.49 0.51 

1 0.60 0.62 0.63 0.60 

2 0.52 0.59 0.60 0.56 

3 0.54 0.60 0.60 0.55 
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Note: The differences between the various correlation coefficients are probably 
due to the limited dynamic range that could be used for the filter 
coefficients. 

From this example can be concluded that the filtering can yield a better 
performance since the threshold can be chosen higher, resulting in a lower 
probability of false alarms. 
Generally, one will choose the threshold during the exhaustive search lower as the 
minimum correlation coefficients between the sub-templates. Some of the sub
templates (sampling phase 3.1, 3.2 and 3.3) will not be detected when the 
template is not filtered (unless one chooses a negative threshold, resulting in a 
large probability of false alarms). By filtering the template, the minimum 
correlation coefficient between the sub-templates becomes 0.47. Thus by choosing 
a threshold of eg. 0.45, the template will be found, regardless the sampling phase. 
Here is noted that in practical situations where also noise and distortions play a 
role, there remains a probability that the template will not be detected ! 

Fn.TERED TEMPLATE AND IMAGE 

Next, a case will be considered where both the image and the template are 
subsampled. Also this time, the covariance is being analyzed. 
When both the image and template are filtered, the covariance looks as follows: 

This can be rewritten as: 

and: 

This can be rewritten as 

with: 
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L-1 L-1 

cp=EgîL hj-cov<~·î·T) 
i=O j=O 

L-1 

cP=Lgî·xî 
i=O 

L-1 

xî=L hi-cov(Tp•î•T) 
j=O 
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By defining the matrix Ctt,,
11 

containing the elements: 

R1t11ir,c) =cov(Tr+p>Tc+~ 

X can be expressed as : 

X =Ctt,JJ ·H = = 

cov(T,,To> 

cov(T,. 1,T o> 
cov(T,,T1) 

cov(T,.1,T1) 

cov(T,,T"_1) 

cov(T,.1,T"_1) 

and the covariance between the fittered template and image (6.48) can be 
rewritten as: 

(6.51) 

(6.52) 

(6.53) 

For the s different covariances this yields the following system of equations 

(6.54) 

lf the nonnalisation tenns are also taken into account, the following system of 
equations is found for the nonnalized correlation: 

(6.55) 

with Sy0 and Sy; the estimated sigma valnes for the fittered sub-templates 0 and i 
respectively. 
each of these equations changes into: 

(6.56) 

Solving these equations is more difficult since they contain quadratic tenns in the 
filter coefficients. 

Since filtering the image was not really desired since this would take too much 
time in practical situations, this approach was not yet analyzed in forther detail 
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6.5.3 Filter optimisation 

The previous paragraph showed that filtering can improve the probability of -
detection. Some simpte experiments showed that the performance can be 
increased. However, there was not proven that it was the optimum solution. 
Neither was proven that filtering the template will always improve the 
performance. Therefor the filter is to be optimized first. After this is done, it is 
not unlikely that for templates that hardly need to be fittered (because the cross 
correlation coefficients are nearly 1 ), the resulting filter H will approach a delta 
pulse. 
Another point of discussion is the length of the filter and which sampling phase is 
to be used for the template in the exhaustive search. 

This paragraph only gives some ideas that can be used in future investigations. 

FILTER LENGTH 

In an example in the previous paragraph was assumed that the filter length L 
equals the subsample factors. One might also decide to choose a shorter or a 
longer filter. 

When a shorter filter is selected, one can generally not obtain the optimum 
solution. The problem that is to be solved in such case is in fact a best fit 
problem, since there are lesser equations than variables. 

lf a longer filter is used in combination with the s sub-templates, it will result in 
an over estimated system of equations. In such case, there are more solutions for 
the filter H. 

SAMPLING PHASE FOR TEMPLATE 

In all the cases where ~ubsampling effects were analyzed, the sampling phase for 
the template was assumed to be 0. A better practice is to choose that sampling 
phase for the template that the corresponding sub-template correlates the best with 
each of the other sub-templates. This information is present in the Ctt matrix (see 
(6.37)). The covariances in row n describes how sub-templaten correlates with 
each of the other sub-templates. 
An example of such a matrix is: 

cn=[o~8 0.8 
0.6 

0.8 0.8 0.6] 
1 0.8 0.8 

0.8 1 0.8 
0.8 0.8 1 

(6.57) 

From this example it becomes clear that sub-template T0 is not a good choice for 
the given template, since the correlation coefficient between sub-templates T0 and 
T3 is only 0.6. 
Thus the threshold during an exhaustive search is to be set at a maximum of 0.6 
to guarantee that the template will be detected .. Sub-template T2 or T3 would be a 
better choice since the minimum correlation coefficient for these templates equals 
0.8. 
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Generally, the optima! sub-template to be used for the exhaustive search will be 
nearby T.12 since the maximum phase difference between that sub-template and 
one of the other sub-templates is then the smallest However, this does not 
necessarily have to be the case! 

The performance in two dimensional situations might further be enhanced by 
choosing a different subsample geometry. Eg. a different subsample factor in row 
and column direction in case the spatial frequencies in these directions are 
different. 

FILTER OPTIMISATION 

When optimizing the filter, one has to decide for which property is to be 
optimized. One of the most important properties is of course the probability of 
detection. If one uses expression (6.12) for the probability of detection, one should 
try to maximise the sum of the values c,.i for 0::;; i< s, which results in an 
expression with the various filter coefficients, the filter coefficients should be 
chosen such that this sum is maximum. However, only this property is not 
sufficient. 

Another issue that is to be kept in mind is the minimum correlation coefficient 
between the sub-template that is used for the exhaustive search and the different 
sub-templates that can possibly be found in the image (this is the minimum value 
of the covariances in (6.40)). As mentioned already in the previous paragraphit 
seems likely that the threshold is chosen such that at least each of the sub
tempiales will be detected. Thus the lowest correlation coefficient dictates at 
which level one can set the threshold. The result of the optimisation that uses the 
probability of false alarms only, might be that s-1 correlation coefficients (after 
filtering) are very high, and the other one is significantly lower. In order to detect 
all sub-templates, the threshold bas to be set lower than that lowest correlation 
coefficient. This will result in a high probability of false alarm. Thus in order to 
reduce the probability of false alarm this threshold is to be maximised. This can 
only be done by enhancing the minimum cross correlation between the various 
templates. 

Thus both the probabilities of deleetion and false alarm are taken into account in 
optimising the filter, this should result in the fact that the minimum correlation 
coefficient will be higher, yielding a low probability of false alarms and a high 
probability of detection. 

6.5.4 Physical interpretation 

The previous paragraphs showed an approach on how the correlator performance 
could be enhanced. We can ask ourselves how this can be physically interpreted. 

The case where only the template is filtered, is in fact the design of a matebed 
filter. To explain this, the matebed filter theory is briefty described: 

The aim of a matebed filter is generally to detect a certain signal that is 
corrupted with eg. noise. If the signaland the noise characteristics are known, 
one can design a filter such that the signal to noise ratio at the filter output is 
maximized, if that particular signal is at the input of the matebed filter. One 
can prove that in case the signal to be detected is corrupted with gaussian 
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noise, this matebed filter bas an impulse response that is in fact the reversed 
version of the signal. And the implementation of such filter is in fact a 
correlator ! Thus the correlation that is done on the extension board is in fact a 
matebed filter operation for an image that contains the template that is 
corrupted with white noise. 

Let's now take the case where only the template is filtered as described in 
paragraph 6.5.2: 
The filter operation with H on the template, changes the template and hence the 
sub-template that is used for the exhaustive search. This sub-template cao in fact 
be considered as a matebed filter, since it is optimized that it correlates such with 
each of the s sub-templates, that the correlator performance is maximum. 
Thus where the unfiltered template represents a matebed filter for an image that 
contains the template with additive gaussian noise and where the output signal to 
noise ratio is maximised, the subsampled filtered template represents a matebed 
filter where one of the s sub-templates is to be detected in an image and where 
the correlator performance is maximized. 

One cao also consider the s sub-templates to be s different objects. In fact, the 
operation of filter H on these sub-templates results in a sub-template that is able 
to detect these s different objects. (more on this topic cao be found in [6]). This 
results thus in a matebed filter to detect different objects. 

Finally is noted that this interpretation cao also be exploited in another way: 
Where the objects in the s sub-templates will probably look similar, one might 
also use this principle to detect completely different objects in a single exhaustive 
search. lf the s sub-templates are substituted by s (oot subsampled) images of 
different objects and a filter H is designed as described in 6.5.2, this will result in 
a template that contains features of the s different objects. lf this is used for the 
exhaustive search, it is possible to detect these different objects in one exhaustive 
search. (In fact, the example with the white noise in paragraph 6.5.2 was such an 
operation since the 4 sub-templates were uncorrelated and hence cao be 
considered as 4 completely different objects.) 

A variant on this is of course the case were one specifically wants to detect an 
object A, but one specifically does oot want to detect an object B. Consirlering 
these 2 objects as two sub-templates and generating a filter f1, one obtains a new 
template such that it correlates maximally with object A and minimally with object 
B. This variant cao perhaps be used to suppress the probability of detecting 
objects that look very similar to the object that is actually being searched in an 
image. lt will reduce the probability of false alarm in images that contain 
information that is more or less correlated with the template as explained in 
paragraph 6.3.2. 
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7 Conclusions and future 
investigation 

7.1 CONCLUSIONS 

The design of the extension board resulted in a small image processing module 
that can operate in parallel with the SBIP. The board offers the possibility to 
transfer images to and from the I Mb image memory on the extension board at a 
transfer rate up to 20 Mhz. 
The extension board, basedon Analog Devices' ADSP 21062 DSP, improves the 
processing performance of the SBIP due to the high instruction rate of the DSP, 
the zero-waitstated image memory and the DSP's calculation capabilities. 

The architecture of the extension board allows porting code from the SBIP fairly 
easy, thus vision functions that are currently running on the SBIP can be 
implemented on the extension board. Especially vision functions that perform 
intensive calculations and/or intensive memory usage, are expected to run 
significantly faster on the extension board. However, here is pointed out that in 
eertaio algorithms, assembly prograrnrning rnight be required to optimally use the 
DSP and achieve a significant performance improvement. 

The normalized grey value correlation on the extension board, reduces the 
execution timefora search of a 200 x 200 template in a 512 x 512 window from 
10 seconds on an SBIP, to 125 ms. 

In the analysis of the subsample effects and pre-filtering, where the image was 
assumed to be free of noise and free of distortions, was shown that a filter can be 
designed that improves the correlator performance after this filter is applied to the 
temp late. 
The principle of the filter design is that the subsampled template that is being 
used for an exhaustive search, is composed of the r possible subsarnpled 
templates that can be obtained by subsampling the template by a factors. This can 
in fact be interpreted as the generation of a matched filter for finding each of the 
r different subsarnpled versions in the image in a single exhaustive search. 

Since rather ideal conditions were assumed during the analysis, there is still a lot 
of work to be done for quantative measures on the correlator performance as will 
be described in the following section. 
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7.2 FUTURE JNVESTIGATJONS 

The analysis of the subsample effects and pre-filtering resulted in a metbod to 
design a filter that improves the correlator performance. However, still a lot of 
work needs to be done in future: 

In order todetermine quantitative measures for the performance, the probability of 
false alarms needs perhaps more investigation. In practical situations, the 
information throughout the image will be correlated more or less with the template 
as explained in paragraph 6.3.2. lt will be clear that this approach needs 
significantly more investigation. 

Then the filter optimisation is to be analyzed in more detail. Paragraph 6.5.3 
showed an approach on how the filter could be optimised. This approach needs to 
be worked out. In the case where one analyses the effects of filtering on the 
correlator performance, the simpler approach for the probability of detection cao 
be used as mentioned in 6.3.1. In practical cases of the synthesis of a filter for 
pre-filtering the template, the approach of paragraph 6.3.2 is perhaps better to use, 
since this might result in a filter such that the fittered template discriminates the 
possible unwanted objects and enhances the desired objects. 

After these two topics have been analyzed, one should be able to prove whether 
filtering the template will always yield an improvement in correlator performance, 
or to specify which subsample factor can be used for a certain template in order to 
guarantee a certain performance. 

When this work is done, one analyzed in fact only the subsample effects. As was 
pointed out in paragraph 6.1.3, the object in the image will generally also contain 
noise and geometrical distortions, which means that the results that will be found 
so far cao not be used for practical situations. A next step would be, to take these 
noise and geometrical distortions also into account, which should yield a matebed 
filter for the template with subsample distortion, noise and geometrical distortions. 

Another subject of investigation might be the detection of multiple templates in an 
image, by composing a template from each of the templates to be found in the 
image as was pointed out in paragraph 6.5.4. And a variant to this is the optimal 
detection of one template and discrimination of an other template. 
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A Complexity of an exhaustive search 

This appendix describes the amount of calculations for an exhaustive search with 
a template T of R x C pixels in a window of L x M pixels. 

The sommation loops for the estimation power contents of the template pixels are 
only calculated once. 

R-1 C-1 

p=EE~c 
r.O c.O 
R-1 C-1 

q=E E T,,c 
rwO c.O 

The operation takes R x C Accumulates (ACC's) and R x C Multiply 
ACcumulates (MAC's). 

The sommation loops for estimation of the template-image cross correlation 
properties: 

R-1 C-1 

X;i= L L T,,c ·/i+rj+c 
r.O c.O 

require the most calculations. For one correlation coefficient, it takes R x C 
MAC's thus for the entire exhaustive search, this factor takes 

(A.l) 

(A.2) 

(L-R+ 1) x (M- R + 1) x R x C MAC's. (Note that no calculations are done 
at the positions where the template exceeds the window). 

The sommation loops for estimating of the power contents of the image pixels: 

R-1 C-1 

Y;j= L L l~rj+c 
r.O c.O 
R-1 C-1 

:tv= L L Ji+rj+c 
rwO c.O 

(A.3) 

have to be recalculated for every correlation coefficient. The amount of 
calculations can be reduced during an exhaustive search. Since the template is 
shifted by one pixel for every next correlation coefficient, there is an overlap 
between the area with image pixels YiJ·I and Y;J resp. Z;J-I and Z;.i) the sommation 
values y1J can be calculated from YiJ-I by subtracting the left most column (of yiJ_1) 

from YiJ·I• and then add the right most column (of y1J) to it. The same holds for Z;J· 

Something similar can be done when the template reaches at the left-or right-end 
of the window and it is shifted down to the next row. 
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In the most optimum solution, the minimum amount of MAC's (equals the 
numher ACC's) equals L x M, however there will hesome overhead. 
Per correlation coefficient there is overhead for calculating the values Y;,j from Yij-J 

respectively Z;j from Z;,j-J· For each correlation coefficient this requires R MAC's. 
Per row the template is shifted (M-C) times, resulting in an overhead of R x (M
C) MAC's and ACC's for 1 row. 
For the exhaustive search, a total of (L-R+ 1) rows have to he done. Resulting in 
an overhead of R x (M-C) x (L-R+ 1) MA C's and ACC's for suhtracting the 
columns. 

Every time when the template is shifted down one row, an overhead of C MAC's 
and ACC's exists for calculating the values Yi.i from Y;.J,j respectively Z;j from Z;.J,i" 

Since the template is shifted down (L-R) times, this results in an overhead of (L
R) x C MAC's and ACC's. 

The total amount of MAC's and ACC's for calculating (A.3) equals : 
L x M + R x (M-C) x (L-R+l) + C x (L-R) MAC's and ACC's. 

Since the execution of a MAC and an ACC generally takes the same amount of 
time, the numher is expressed in MAC's only. The total numher of MAC's for 
calculating (A.l ), (A.2) and (A.3) equals then: 

2 x (RxC) +(L-R) x (M-C)xRxC + 2 x (LxM) + R x (M-C) x (L-R+1) + C x (L-R) 
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B DSP - properties 

One of the subjects of this project is to select a DSP for the extension board. 
Nowadays there are many different DSP's available, each with it's own 
characteristics. Choosing a DSP for a eertaio application requires thorough 
understanding of the properties of DSP's. To be able making the best possible 
choice, the properties of various DSP's have been analyzed. 

Digital Signal Processors are micro processors dedicated to signal processing 
applications. Their architecture is such that typical signal processing applications 
like digital filters, FFT's etc. can be implemented very efficiently. The two 
following examples show the most important features of DSP's. 

Digital filter applications usually consist of program loops in which multiply 
accumulate operations are to be done. DSP's are very efficient in the sense that 
most of them can perform the multiply accumulate operation in a single 
machine cycle. Besides that, loop counters and data pointers are de-/in
cremented while the MAC is executed. A program address generator will 
generate addresses without introducing pipeline confticts. Another feature in 
these filter applications are circular buffers: by specifying the base address and 
the length of a array (eg. filter coefficients), the DSP will wrap the index 
pointer around to the first array element after the whole array is indexed 
through. Thus the overhead operations are done by dedicated hardware. 

Perforrning FFT's requires an addressing technique called reversed bit 
addressing. Many DSP's provide this addressing mode, to increase the 
efficiency of FFT calculations. Another operation in FFT's is that the sum and 
difference of two operands are to be calculated. Some DSP's are equipped with 
ALU's that can calculate the sum and difference of the input operands 
simultaneously in a single machine cycle. 

The consecutive sections describe the DSP properties and the differences among 
various DSP's. Differences exist in the operation of the DSP-core but also in the 
on chip peripherals like SRAM, serlal ports, DMA capabilities, host interfaces etc. 

8.1 FIXED / FLOATING • POINT DSP'S 

DSP's can be characterized basedon their numerical format: fixed- or ftoating
point. The main difference is of course the presence of respectively fixed- or 
ftoating- point computation units. However, there are more characteristics 
associated with fixed and ftoating point DSP's, which will be described in this 
section. 

Floating point DSP's usually have a 32 bits wide data bus width. Virtually every 
ftoating point DSP can multiply two ftoating point numbers in a single machine 

CTR554-96-0038·prelimlnary 1996-{)6.11 99 



Design of a norma/ised grey va/ue co"elator 

cycle. Numerical formats are usually 24 bit's mantissa (defining the precision) and 
an 8 bits exponent (defining the dynamic range). Some DSP's offer the possibility 
of a representations up to 32 bits mantissa and 11 bits exponent. 

Fixed point processors are available with 16 to 24 bits data bus width. They 
perform multiplies of two 16/24 bits operands in a single cycle. The width of the 
term that is being accumulated equals usually at least the twice the width of the 
multiplication operands. 

There is a significant difference in the addressing space of floating and fixed point 
DSP's. The address space of a fixed point DSP is limited to 64 to 128 kwords. 
Floating point DSP's have address spaces ranging from 2M to 4G words. 
Some fixed point processors offer an additional address space which can be as 
large as few mega words. The data that is stored in this memory space is not 
accessible by the DSP-core. A DMA controller bas to transfer the data into the 
DSP's main memory before it can access the data. 

Floating point DSP's are more powerful CPU's then fixed point CPU's due to 
their architecture: 
their wider instruction words allow more instructions to be coded in parallel, 
leading to more powerlul parallel processing capabilities (see section B.2). 
All floating point DSP's operate from a multi ported register file while most fixed 
point DSP's have an accumulator based architecture (see section B.2). 

Fixed point processors are available with higher instruction rates. At the moment 
of this investigation, fixed point processors with instruction rates as high as 40 
Million Instructions Per Second (MIPS) were available, and 50 MIPS versions 
were about to come. Floating point processors were available at rates up to 33 
MIPS and 40 MIPS were about to come. 

8.2 DSP-CORE ARCHITECTURE 

The architecture of the DSP can usually divided into the DSP-core that actually 
executes the instructions and on chip peripherals like SRAM, serial ports, DMA 
controllers etc. 

The DSP-core consists of address generator units and computation units, which 
operate in parallel. The address generators handle the instruction- and data fetches 
and the modification of index pointers, while the computation units perform the 
actual calculations. The computation units are an Arithmetic and Logic Unit 
(ALU), a multiplier and sometimes a barrel shifter. They also can operate in 
parallel 

The instruction address generators feature capabilities like zero overhead looping 
(this topic will be covered in section B.6) the data address generators support 
circular buffers and reversed bit addressing as described in the introduetion of this 
section. 

On can make a main differences between DSP's on how the operands are fed to 
the arithmetic units: an accumulator based architecture an architecture operating 
from a multi ported register file. 
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The accumulator based architecture assigns eertaio registers to the in- and 
out-puts of computation units (accumulator, multiplier and shifter). The 
computation unit can receive/send the operand only from/to that particular 
register or from/to a data bus. This architecture is thus not so fiexible in 
moving data around between the computation units. 

In DSP's with a multi porled register file, each computation unit can get it's 
operands from any register in the register file, which offers more 
programming fiexibility and increases the performance. 

8.3 BUS INTERFACES 

The DSP bus architecture can basically be divided into two variations, the 
"Harvard"- and the "Von Neumann"- architecture. 

The Harvard architecture, most commonly used in DSP's, has separate address 
spaces for program and data. This has the advantage that the CPU can fetch 
instructions and operands simultaneously. Certain DSP's even have two data 
spaces, so the DSP can fetch an instruction, and two operands simultaneously. 
Other DSP's allow the user to store data in the program memory space, so the 
core can then still fetch two operands in one machine cycle if the instruction can 
be executed from an instruction cache.(see also section B.4). 

The "Von Neumann" architecture has a single address space in which both 
program and data are stored. The advantage is that it gives the user fiexibility in 
mixing data and program in the same memory space. 

A feature that is oftenly seen on general purpose processors to rnaintaio software 
compatibility between new processors and their predecessors, is dynamic bus
sizing. If eg. 8 bit data values are to be stored in 32 bit wide memory, dynamic 
bus sizing provides the possibility to store 4 byte values in a memory that is 
physically 32 bits wide. The processor is thus byte oriented, but can also access 2 
or 4 bytes simultaneously. 
No DSP was found that supports dynamic bus-sizing, which results in the 
disadvantage that 8 bit's values will be stored in 16/32 bits wide memory 
locations, thus I 00/300% of the memory would be left unused. Equipping the 
memory physically with 8 bits wide memory solves this problem. The 
disadvantage that still remains is that only 8 bit values can be stored in that 
memory area: this limits the programming ftexibility, since it is not possible to 
store 32 bits data (eg. programs) in that memory space. 

Another common feature on general purpose processors is Dynamic RAMS's 
support. Especially if large memory spaces are needed, DRAMS are usually 
preferred due to their low price. DRAMS require special control signals and 
refresh logic. Many general purpose processors have the required logic integrated 
on the chip, DSP's are seldomly equipped with the required logic for DRAMS. 
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8.4 MULTIPLY ACCUMULATE INSTRUCTION 

A multiply accuroulate is one of the most typical instruction for a DSP. Especially 
since this is also a crucial instruction for the greyvalue correlation, a section is 
dedicated to this subject, and the restrietloos there are on it. 
Virtually every DSP performs the MAC in a singe machine cycle and most of 
them perform it pipelined. This means that in the current machine cycle, two 
operands are being multiplied while the product from the previous cycle is being 
accumulated. To imptement filter structures efficiently, a DSP should be able to 
perform a MAC in a single machine cycle. Every DSP bas the ability of 
performing single cycle multiply accumulate, however, there are restrictions on it. 

Performing single cycle MAC's usually require more resources lilce on chip 
memory. Performing a multiply accuroulate requires 3 words of data, the 
instruction word plus the two operands. As the available extemal bus bandwidth is 
usually limited to 1 access per machine cycle, the DSP-core needs other resources 
to complete a MAC in a single cycle. The three following solutions are commonly 
used to facilitate a single cycle MAC: 
- on chip data memory 
- on chip program memory or on chip instruction cache 
- an extemal harvard architecture 

lf two of them are available, then the DSP cao perform a single cycle MAC. It 
cao be concluded that each of the three solutions provide one additional operand 
or the program word. 
Thus if there is on chip data- and program-memory, the program word and one 
operand cao be fetched from the on chip memory while the second operand is 
being fetched from extemal memory. Or if there is an extemal harvard 
architecture plus an on chip instruction cache, the two operands cao be fetched 
simultaneously from extemal memory, while the instruction is read from the 
instruction cache. Only the first instruction of a loop there will be a conflict due 
to the cache miss, but the consecutive iterations will be performed single cycle. 

From the mentioned resources, the extemal harvard architecture and instruction 
cache are least preferred. The extemal harvard architecture introduces separate 
memory spaces for which decreases the flexibility in storing data. 
Usage of an instruction cache willlead topenaltles due to cache misses, which 
might decrease the performance. 

8.5 PIPELINING 

Pipelining in processors is introduced to increase the CPU performance by 
shortening the instruction cycle time. Since CPU performance is usually specified 
under the most optimal conditions, special care is to be taken since pipelining cao 
decrease this specified CPU performance. 

The principle of pipelining is that the fetch- decode- and execution-units of a CPU 
are used simultaneously. A processor cycle cao mainly be divided in three stages, 
the instruction-fetch, - decode and -execution stage. In early processors these three 
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stages were perfonned sequentially in one machine cycle. To fUither decrease the 
machine cycle time, these operations are perfonned in 3 consecutive machine 
cycles. This means that if instruction n is executed, instruction n+ 1 is being 
decoded and instruction n+2 is being fetched already. 
Some DSP's have four pipeline stages, the other stage is used to read or write an 
operand from memory. 

The specified CPU throughput can be influenced by so called pipeline conflicts: 
the fact that eertaio CPU actlvities will be delayed, due to penaltles in fetching 
instructions or data. 
An example of a pipeline conflict can be an ordinary jump instruction: during the 
execution of instruction n (which is the jump instruction), the program counter 
will be altered to m. However, the instruction pipe still contains instruction n+ 1 
and n+2. lt will take two extra machine cycles to refill the pipe with instructions 
m, m+1 and m+2, thus the CPU's execution unit is idle for two machine cycles. 

To keep the loss due to pipeline conflicts as low as possible, DSP's provide 
special instructions like delayed branches and repeat instructions: 

When a delayed branch is executed, the instructions that are currently in the 
pipe will be executed before the branch instructions actually takes place. 
(thus the instruction at the destination address of the jump will simply be 
placed at the end in the instruction pipe). 

The repeat- or the "do until"-construct perfonns a eertaio blockof 
instructions a eertaio amount of times without any pipeline conflicts for the 
branch at the end of the loop. This feature is being mentioned in literature 
as zero overhead looping. 

Virtually every DSP supports delayed branches and zero overhead looping. 
Differences between DSP's exist in penalties due to nesting of loops, some DSP's 
don't allow nesting, others alloweven 4 to 6 levels deep nesting without 
overhead. 
From the previous discussion can be concluded that the number of pipeline 
conflicts can be limited by using the dedicated instructions and proper software 
design (avoiding unnecessary jumps), however, not every conflict can be 
eliminated. 

Pipelining is also being mentioned in the context of multiply accumulate. This 
means that in one processing cycle, a multiply is executed on two operands, and 
that the product term of the previous cycle is being accumulated in the current 
cycle. 
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8.6 ZERO OVERHEAD LOOPING 

Another typical DSP feature is zero overhead looping. In eg. FIR filter 
applications loops only consist of a single multiply accuroulate instruction that is 
to be repeated a number of times (and so is the exhaustive search for the 
greyvalue correlation). A loop construct consists beside the MAC instruction of 
some overhead: a counter that is decremented every mac·cycle, compared to 0, 
and while it is not 0, the processor bas to jump back to the MAC instruction. 
Especially if the loop consists of only one instruction, it is important that the 
overhead is as less as possible, since every lost cycle due to overhead will be a 
100 %time penalty. 

Every DSP bas a special instruction to perform the overhead, as mentioned above, 
on the background. As explained in section B.2, the address generator performs 
these activities. 
Possible implementations are repeat- , repeat block - instructions and do-while 
constructs. The repeat construct, fetches an instruction once, and executes it the 
specified number of times. The repeat block and do while constrocts perform a 
range of instructions, the program address generators update the program counter 
and keep track whether the number of repeats is reached. 

In practical situations there is still a bit overhead, which will be limited to a few 
cycles to execute the repeat instruction. 

Even though every DSP features zero overhead looping, there are differences 
between DSP's in the nestability, and interruptibility of the repeat instructions. 
Certain processors do not allow the user to nest the repeat block instructions while 
others allow nesting up till 6 levels deep. In some processors, these loops are not 
interruptible, the interrupt response time can in such case depend on the size of 
the loop. 

lf an algorithm requires nesting (eg. a two dimensional FIR filter) but the DSP 
doesn't support it, the overhead as mentioned before bas to be done by the 
computation units and thus is to be done at the expense of actual computation 
performance. The impact on the performance depends on the number of loop 
cycles that are to be repeated. If the repeat count is very large, the overhead will 
probably be acceptable, in eg. 2 dimensional filter algorithms a smalt kemel (eg. 5 
* 5) the overhead can result in significant loss. 

8. 7 OMA CONTROLLERS 

As DSP's process data very fast, it implies that it must be able to access the data 
fast enough. Most DSP's are equipped with some on chip zero wait stated SRAM 
which can be used to store frequently used data like eg. filter coefficients. Since 
the amount of data that can be stored in this on chip SRAM is limited, also off 
chip memory will be necessary in many cases. 

In case the on chip SRAM is to smalt, it is possible to swap in data from extemal 
to internat memory. Many DSP's offer DMA facilities that allow background data 
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transfers without processor intervention, rather that the DSP-core performing the 
data transfers. All the processor bas to do is specifying the souree and destination 
addresses and the word count. While the DSP continues execution of the program, 
the DMA controller takes care of the block transfer. 

There are differences between DSP's with respect to DMA functionalities. 
- Performance: 

Some DSP's are equipped with dual ported memory, in that case DMA 
transfers do oot inftuence DSP performance at all. Other DMA controllers keep 
the DSP-core idle for one machine cycle per word transfer, to wrlte the data 
word into the internat memory. 

- Subsampling 
If a block move is being performed, two pointers of the DMA controller are to 
be incremented or decremented after a word is moved. Some DMA controllers 
allow a pointer to be incremented by +1, 0 or -1. Others have modifier 
registers, in which any iocrement value cao be specified. These DMA 
controllers cao thus perform subsampling, by modifying the souree address by 
the subsample factor after every word move. 

- Chained DMA transfers. 
Some DSP's provide chained DMA transfers to transfer multiple blocks of 
memory without processor intervention. The consecutive block moves are 
specified in a memory area in a linked list, a hardware pointer is loaded with 
the base address of first transfer to follow. A as soon as the first block transfer 
is completed, the next is loaded from the memory en executed etc. 

- 2 dimensional DMA 
This feature offers the possibility to extract a sub array from a larger two 
dimensional array. 

8.8 COMMUNICATION PORTS 

In the previous sections some on chip perlpherals were discussed already. This 
concemed perlpherals that are likely to be used on the extension board. In this 
section, some other perlpherals that can be found on DSP's are discussed. 

The more sophisticated DSP contain link ports to communicate with a high speed 
with other DSP's. These link ports are mainly used in multi processor systems and 
is thus oot applicable for the extension board. 

Also many DSP's have serlal ports, to communicate with serlal devices. This also 
does oot seem to be useful in the extension board. Perhaps for debugging 
applications they might be useful. 

Some DSP's have some parallel 110 lines. These lines might be useful on the 
extension board. In eertaio processors. Virtually every DSP bas one or more 
interrupt lines. This might also be useful in the extension board, for 
communication purposes. 
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8.9 WAlT STATES 

If slower memories are connected to a DSP, wait stales are required to hold the 
DSP for a eertaio amount of cycles during extemal memory accesses. Since most 
of the DSP instructions are performed in a single machine cycle, wait states can 
decrease the performance drastically if many memory accesses have to be done 
from extemal memory. Wait states can be inserted through hardware, software 
programmabie or, like in most DSP's, via a combination of both. 

For hardware wait state insertion, the processor bas an input that if asserted, holds 
the processor. The input is to be asserted by additional hardware if the processor 
accesses slow memories (or UO devices). 

Software wait state insertion requires no additional hardware, the number of wait 
states can be specified in a register, the processor will insert the wait states every 
time it accesses extemal memory. Some DSP's have multiple wait state registers 
for different memory blocks, to allow usage of slow and fast memories in the 
same design. 

Most DSP's have both the hardware input and programmabie wait state insertion 
capability. The two can be combined: the processor will insert wait states until 
either one, or both conditions ( de-assertion of input or/and software wait states 
completed) are met. 

8.10 DSP PERFORMANCE SPECIFICATIONS 

DSP manufacturers also show performance specifications in their data sheets. One 
of the most frequently used is the sustained instruction rate (MIPS) and the 
number of Floating Point Operations Per Second (FLOPS). Some DSP vendors 
also show performance figures of eg. FFf's. 

An important measure for DSP computation throughput is the instruction cycle 
time or it's inverse: MiJlion Instructions Per Second (MIPS). However, one must 
not jump to conclusions too fast, since the sustained instruction rate is only 
achieved under the most optimum conditions. In practical situations, the 
instruction rate will be inftuenced by pipeline confticts, bus confticts cache 
confticts etc. 
The actual instruction rate can reduce to 50 percent easily if the data is not stored 
in the memory properly: In filter algorithms where all data is stored in one 0-wait 
staled extemal memory block, the instruction rate will approximately be 50% of 
the sustained instruction rate. This is because every MAC cycle, there is a bus 
conflict since the DSP bas to fetch the two operands from extemal memory. 
Also if the DSP bas many instructions that require more than one machine cycle, 
the actual instruction rate can be significantly less that the sustained instruction 
rate. 
Generally spoken, if the data is stored in the right places (eg. on chip memory), 
and the program is well constructed (optimised for bus and pipeline confticts), the 
performance can be close to the sustained performance. 
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For floating point processors the numher of tloating point operations is also 
specified with the number of FLOPS. This figure equals the number of MIPS 
multiplied by the number of tloating point operations that can he done per 
machine cycle. As every DSP can perform a single cycle MAC, the number of 
MFLOPS equals twice the number of MIPS. In case the ALU calculates the sum 
and difference of the two input operands, it can he three times the number of 
MIPS. 

Certain DSP vendors specify the numher of cycles, that the DSP requires for a 
FIR filter or for a 1024 points FFf's. One bas to be very careful in evaluating 
these figures if the DSP is going to be used in other applications. As shown in the 
introduetion of this section, DSP's are often optimized for FFf calculations, 
performance of other algorithms cao be completely different. 

Only performance specifications like they were discussed in this section don't teil 
very much ( except if the vendor happens to specify bench marks for the same 
type of application that bas to be done). 
In typical DSP applications (MAC-alike structures like filter algorithms), the 
performance (eg. instruction rate) can help todetermine how a DSP will perform 
if all restrietion are kept in mind. In general purpose algorithms, probably the best 
procedure to analyze the performance is to run it on an evaluation board or 
simulate it with a simulator. 

8.11 DEVELOPMENT TOOLS 

During the development, software development and debugging tools are required. 
Every rnanufactueer provides the common tools for bis DSP like a C-compiler, 
assembler, linker etc. 

Most DSP manufacturers also provide a simulator for software debugging. This is 
a software package for eg. PC systems that simulates the operation of the DSP. 
It's input is an object file from the linker, that will be simulated. In this way, a 
program can be tested I debugged I evaluated without using the target system, or 
even before the target system is even built. 

Especially durlog the debug phase of the hardware, an emulator can be a very 
useful debugging tooi. This tooi makes it possible to step through software, set 
breakpoints, examine or alter register contents etc. 
Before, this tooi existed of a specific processor board (called a POD) that could 
be plugged into the target processor socket. A special software package and board 
for eg. a PC takes care of communication between the POD and PC. 
Most modem DSP's do oot require the POD any more for emulation purposes, 
they have the emulation logic integrated on the chip, communication between PC 
and target DSP is oftenly done via the JTAG port. In this way, debugging is 
easier for high speed designs since they are debugged with the target processor, 
thus no intluences due to the extension cable between POD and target processor 
socket play a role during debugging. 
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C Execution time estimation 

In this appendix the execution times for the grey value correlation are estimated 
for the search of a 200 x 200 template in a 512 x 512 window, for various DSP's. 

The calculation time consists of the following elements: 
the required time for the MAC loops 
loop overhead 
the required time to calculate the correlation coefficient from the sum terms 
the required time to perform the parabola fit. 
a margin to account for overhead occurring in pieces of C-code. 

Appendix A gave an overview of the complexity of an exhaustive search in terms 
of Multiply Accumulates. Assuming every MAC takes one cycle, the required 
time for running the MAC loops cao be derived from the results of this appendix. 

For the normalized grey value correlation the following exhaustive searches are to 
be done: 

Search count template size Search window 

Global 1 25 x 25 64x64 

Local coarse 3 34 x 34 38 x 38 

Local medium 3 100 x 100 106 x 106 

Local fine 1 200 x 200 202 x 202 

With loop overhead is meant the overhead (number of cycles) to process one row 
of the template. lf loops are nested, the second nesting level will introduce 
overhead if the DSP does oot support nested loops. This overhead is due to saving 
register contents (see section B.6). Especially in the coarse search, where the 
template size is rather small, this may lead to significant overhead. 
The loop overhead was derived by writing an assembly language program with 
some nested loops. For the TMS 320C32 this overhead was significantly more 
than for the TMS 320C50 and the ADSP 21062. The large overhead for the TMS 
320C32 processor consisted of: 
- the repeat instruction : 4 cycles 
- saving and restoring of outer loop counters : 6 cycles 
- pipeline conflict : 3 cycles 
The two other DSP's support nested loops, and have only an overhead of 1 or 2 
cycles. 

The required time for calculation of the correlation coefficient and performing the 
parabola fit were derived by compiling the pieces of C-code and running them on 
the simulator. This information was found, by performing some simulations with 
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simulators for the ADSP 21062 and for the TMS 320C32 and the TMS 320C50 
simulators. 

The results are shown in the table below: 

Operation: TMS 320C3x TMS 320c5x ADSP 21062 

Loop overhead 13 2 2 

Calc R 120 640 80 

Parabola fit 80 460 60 

The total estimated execution time contains further of a margin of 20% to account 
for operations like initialisations of variables, parameter passing during function 
eaUs, additional C-code etc. 

Appendix C.l will show the execution time for the coprocessor architecture, and 
appendix C.2 for the image processor architecture. 
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C.1 EXECUTION TIME FOR THE COPROCESSOR ARCHITECTURE 

This appendix shows how the execution time is being calculated for the 
coprocessor architecture in paragraph 3.1.1. 

The calculation times are as follows: 

Search: Operation: Count t [ms] tot [ms] 

MAC 1.1 *106 27 
Oiobal 

Calc. 1600 27 57 
search Loop 40*103 3 

MAC 100*1Q3 3 
Loc al 

Calc. 25 - 3 
Coarse Loop 833 -

MAC 1.6*106 41 
Local 

Calc. 49 1 42 
Medium Loop 4900 -

MAC 525*103 13 
Loc al 

Calc. 9 - 13 
Fine Loop 1800 -

Total calculation time: 115 

Operations: 
MAC: Required time for multiply accumulate loops 
Calc.: Required time for calculation of correlation coefficients from the sum 

terms and parabola fit. 
Loop: Loop overhead 

Data transfers. 

The required transfer time to send the data from the SBIP to the extension board 
is as follows: (Assumed transfer rate is approx. 750 ns per word) 

Search Window size Comm. time [ms] 

Oiobal 64x64 3 

Local coarse 39 x 39 3x 1.5 

Local medium 107 x 107 3x 8.5 

Local fine 202 x 202 31 

111 



Design of a normalised grey value correlator 

C.2 EXECUTION TIME FOR IMAGE PROCESSOR ARCHITECTURE 

The following table shows the characteristics for the ftoating point processors: a 
30 MIPS TMS 320C32 and a 33 MIPS ADSP 21062. 

Search: Operation: Count TMS 320C32 ADSP 21062 
t [ms] t [ms] 

Global MAC 1.1 *106 36 33 

search Calc. 1600 11 4 

Loop 40*103 17 3 

Loc al MAC 100*103 4 3 

Coarse Calc. 75 - -
Loop 2500 1 -

Loc al MAC 1.6*106 54 49 

Medium Calc 147 1 1 

Loop 14700 6 1 

Loc al MAC 525*1W 18 16 

Fine Calc. 9 - -
Loop 1800 1 -

Calculation time 149 110 

Margin (20 %) 30 22 

Estimate time grey value 179 132 
correlation: 

Operations: 
MAC: Required time for multiply accumulate loops 
Calc.: Required time for calculation of correlation coefficients and parabola fit. 
Loop: Loop overhead 
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D DSP candidate overview 

This appendix shows characteristics of the DSP's that remained after the raw 
selection. 

0.1 AT&T 

AT&T DSP 3207/3210 

Type: 
Fixed point -
Floating point 32,40 bits 

Floating point formats: 24,8 
mantissa,exponent 32,8 

lnstruction rate [MIPS] 27.5, 33 

On Chip memory 2 x 4kb 

Cache: 
size {program words] -
algorithm NA 

On chip peripherals: 
Host interface yes 
DMA 2 channels 
Link ports -
Serlal Ports 1 
Parallel UO 8/16 
Timer 1 x 32 bits 

Register Count: 
Gen.Purp. registers 4 x 40 bits 
Index registers 22 x 24 bits 

Zero overhead looping: 
Nestable levels -
Interruptible yes 

Pipeline stages 3 

Emulator Interface -
Boot options none 

Tools 

Price US$ 70,-

Specials DRAM controller 
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0.2 ANALOG DEVICES 

Analog Devices ADSP 21020 ADSP 21060/21062 

Type: 
Fixed point 32 bits 32 bits 
Floating point 32,40 bits 32,40 bits 

Floating point formats: 24,8 (IEEE) 24,8 (IEEE) 
(mantissa,exponent) 32,8 (IEEE) 32,8 (IEEE) 

lnstruction rate [MIPS] 25,33 33,40 

On Chip memory - 2 x 128 kb/2 x 256 kb 

Cache: 
size [program words] 32 32 
algorithm Set Associative 

. 
Set Associative 

. 
On chip peripherals: 

Host interface - 16 or 32 bits 
DMA - 10 channels 
Link ports - 6 x 4 bits 
Serlal Ports - 2 
Parallel 10 4 4 
Timer 1 x 32 bits 1 x 32 bits 

Register Count 
Work registers 2 x 16 2 x 16 
Index registers 2 x 16 2 x 16 

Zero overhead looping 
Nestable levels 6 6 
lnterruptible yes yes 

Pipeline stages 3 3 

Emulator Interface JTAG JTAG 

Boot options eprom host,link port,eprom 

Tools 

Price US$ 130,- US$300,-

Specials 

• Set associate cache algorithm stores only instructions in the cache if there is a 
conflict with an operand fetch from program memory. (Thus only in the cases 
where two program memory accesses are performed in a machine cycle, the 
program word is saved in the cache.) 
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0.3 TEXAS INSTRUMENTS 

Texas Instruments TMS 32C3x TMS 320C4x 

Type: 
Fixed point 24 bits 32 bits 
Floating point 32,40 bits 32,40 bits 

Numerical fonnats 24,8 24,8 
(mantissalexponent) 32,8 32,8 

Instroelion rate [MIPS] 15,20,30 15,20,30 

On Chip memory 2 x 4 kb 2 x 4 kb 

Cache: 
size [program words] 64 128 
algorithm least recently used • least recently used • 

On chip peripherals: 
Host interface - yes 
DMA 2 10 channels 
Link ports - 6 x 8 bits 
Serlal Ports 2 2 
Parallel I/0 - -
Timer 2 x 32 bits 2 x 32 bits 

Register Count 
Work registers 8 x 40 12 x 40 
Index registers 8 x 32 8 x 32 

12 x 32 14 x 32 

Zero overhead looping 
Nestable levels - -
Interruptible yes yes 

Pipeline stages 4 4 

Emulator Interface JTAG JTAG 

Boot options eprom eprom,link port 

Tools 

Price US$ 30,- - 60,- US$150 - 200,-

Specials 

• · The cache is divided into two blocks of 32 words. A program word that is to 
be stored in the cache will be slored in either of the two blocks. It will be 
stored in that block that holds the instruction that is least recently used. 
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E Hardware address generator 

This appendix gives an example of an address generator to transfer an (interlaced) 
image from the SBIP. 

To transfer an image to the SBIP via the video bus, there are basically 4 control 
signals involved: 
- The V sync to de fine the start of a frame 

The Hsync to define the start of an image line 
The pixel clock to define the video-sample timing of the ADC on the SBIP 
The blanking signal to specify which part of the video line contains valid video 
information. The blanking signal will become inactive for exactly as many 
pixel clock periods as there are pixels on a line, thus a logical AND of the 
pixel clock with the blank signal results in a (discontinuous) clock pulse, that 
defines when there is valid video information on the video lines. (note: in a 
practical situation, the blank signal is to be synchronised with the pixel clock 
before the logical and can be performed, in order to prevent race conditions). 

From the time difference between the Hsync and Vsync pulses can be derived if 
the following frame contains the even- or odd- image lines. 
Furthermore it is required to know at which memory address the image is to be 
stored, and the memory pitch between two column pixels on adjacent rows (in this 
appendix is assumed that the memory pitch represents the number of pixels on a 
line). 
Figure E.l shows a block diagram of the hardware address generator. 

The databus of the TMS is connected to the base and pitch registers: these specify 
the base address of the image, and the pitch. They have to be initialized by the 
TMS 34020 before the image transfer is performed. The two control signals 
"wr_base" and "wr_pitch" are the clock signals to write this info into the latches. 

To transfer an image, the get_img line bas to be asserted, the "framelline 
detection" awaits the following Vsync. After this occurs, it performs a parallel 
load on the counter with the base address. Then at the first Hsync it detects 
whether the frame will contain even or odd lines. In case the frame contains the 
odd lines, it will advance the counter one image line and does this as follows: 
it controts the Multiplexer to select the output of the adder, which holds the 
memory address of the first pixel on the next image line. This will be parallel 
loaded into the counter. 

After the first line (say line n) is transferred to memory and the next Hsync pulse 
appears, the counter points to memory location of the first pixel of line n+ 1. The 
output of the adder will contain the memory address of the first pixel from line 
n+2. By perforrning a parallelload again on the counter, there will beleftagap 
in the memory with the size of one image line. This procedure happens every time 
a Hsync appears. 

117 



JA--
1MS 
DA 

wr_pllc h 

~ 

wr_base 

Hsync 

Ik 

nk 

c loc 

get_ .• ... 

PITCH 

I'> 

BASE 

Design of a normalised grey value co"elator 

~ COUNTER 

'---

MUX par In 

r--
sel 

r- par_ld 

framelil na 
detectlon 

j& readl 
Wille 
gener. 

J 

DSP 
ADDRESS 

reed 

Wille 

DSP 
~DE:~---------------------------------------------------DA~ 

figure E.l : Block diagram of a hardware address generator 

After the first frame is read, the whole procedure is repeated one more time to 
read in the next frame. 

CTR554--96..()038.preliminary 1119&-06-11 118 



Appendix F: Hardware design 

F Hardware design 

This Appendix explains the hardware design of the extension board. First the 
block diagram and the global operation of the extension board will be described in 
section 4.1.1. Then the operations of the various functional blocks will be 
explained in the sections F.1 to F.6. 

F.1 BLOCK DIAGRAM OF THE EXTENSION BOARD 

The hardware was mainly divided into five functional blocks: 
- the processor 
- the memory 
- the TMS 34020 interface 
- the video interface 
- the controller 

Figure 4.1 shows the block diagram of the extension board with these functional 
blocks and their interconnections. Within the functional blocks, a global internat 
architecture is shown to give an impression on the operation of the extension 
board. 

The global operation of the hardware is as follows: 

The heart of the extension board hardware is the processor and the memory. 
The OSP-core can access maximum 1 Mb of externalSRAM (512 kb standard-, 
and 512 kb of optional- memory) and 256 kb internat OSP memory. The external 
SRAM is used to store images, the internat OSP memory is used to store the 
program, variables and the template. Further the OSP bas a boot memory device 
connected to it, this is an 8-bits wide memory device from which the OSP can 
boot or where it can store data. Section F.3 explains the memory block. 

The processor block contains besides the processor and the clock generator, also 
some hardware to create a OMA bus. Via this OMA bus, the OSP communicates 
with the SBIP. The communication with the SBIP is handled through two blocks, 
the TMS 34020 interface and the video interface. On the SBIP's side, they are 
connected to the TMS 34020 busses and the SBIP's video bus respectively. On 
the OSP - side, these blocks are thus connected to the OMA bus. The processor 
block will be explained in section F.2. 

The TMS 34020 interface provides the inter processor communication. Through 
this interface, the TMS 34020 bas the ability to access the entire memory on the 
extension board. The interface further provides the possibility for both processors 
to assert each others interrupt line. This interface is used for giving commands, 
booting the OSP, transferring templates etc. The TMS 34020 will be explained in 
section F.4. 

The video interface facilitates the transfer of images to and from the SBIP. Images 
can be transferred at video speed (10- 20 Mb/s) to the extension board. The video 
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Figure F.l : Block diagram of the extension board 

stream coming from the SBIP's video bus, flows through a FIFO memory to the 
OMA bus. The DSP's IlO-Processor (IOP) manages the transfer from the OMA 
bus to the memory. The video stream from the extension board to the SBIP is 
performed in the same manoer in reversed direction: the IOP transfers the data 
from the memory to the OMA bus, from where it flows through a FIFO memory 
to the SBIP's video bus. This interface will he explained in section F.5 

The control block, implemented in an Erasable Programmabie Logic Device 
(EPLD), is used to "glue" the various functional blocks together. lt controls 
devices like the tri-state buffers, hardware registers and the FIFO memories. lt 
also performs tasks like error checking during image transfers and data transfers 
from the host. Forther it offers the possibility to set the extension board in a test 
mode, to test the various hardware functions while the extension board is 
connected to the SBIP. The controller can actually he seen as part of all the other 
functional blocks that were mentioned just before, it's operation will therefor he 
described in the various section about the functional blocks. Section F.6 will give 
a brief description on how the design of the controller and the test mode 
operation. 
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F.2 THE PROCESSOR 

The processor block contains the DSP, a doek generator and the required 
hardware to create the DMA bus. paragraph F.2.1 will give a brief explanation 
about the DSP and it's operation, paragraph F.2.2 explains the operation on the 
processor block. 

F.2.1 DSP operation 

The DSP contains a considerable amount of peripherals. To make the reader more 
familiar with the DSP, this paragraph will give a short description on the used 
features of the DSP. Figure F.2 shows the block diagram of the DSP. The various 
blocks: the DSP-core, the dual ported memory, the external port, the IlO 
Processor (IOP), and a JTAG port will be described in this paragraph. At last, a 
short description is given on how the DSP communicates with the EPLD. 

----COfe Processor---- Ouai-Ported SRAM ---.. 

( JTAG Î 
1 

: THI & <:::t;::> 
,lmulattotl· 
\.______.; 

-110 Processor--· 

Figure F.2: Block diagram of the DSP 

DSP-CORE 

The DSP-core is in fact the ADSP 21020 DSP. The computation units, a 
multiplier, a barrel shifter and an ALU operate from a 16 x 40 bit register file. 
The DSP-core bas two data address generators to exchange data between memory 
and the register file: one to access the program memory space, the other to access 
the data memory space. A program sequencer takes care of the fetches of the 
program words from the program memory. It uses an instruction cache that stores 
instructions, which fetch conflict with data fetches from program memory. 
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ON CIUP MEMORY 

The DSP contains two dual ported memory blocks for storage of programs and 
data. The DSP accesses the memory via one port, the IOP accesses it via the other 
port. The DSP-core is connected to the memory blocks via a cross bar switch. In 
that way it is possible for the DSP-core to access both memory blocks via its 
program memory- and data memory- busses. Section F.3 will explain the internal 
DSP memory in more detail. 

EXTERNAL PORT 

The external port provides a path to exchange data between the DSP and external 
SRAM or the host. This concerns data transfers to external memory by both the 
DSP-core and the IOP, or internat DSP memory accesses by the TMS 34020. 
For accesses from the DSP-core or IOP, the internat data memory busses, the 
internat program memory busses or the IOP's busses can be connected to the 
external address and data busses. 
For host accesses to internal DSP memory, the host interface offers the possibility 
for the TMS 34020 to acquire the DSP's external busses and access the internal 
DSP memory or the external SRAM. 
The bus priority during simultaneous requests for the external bus can be defined 
by the user. In a control register can be set whether the DSP-core, or the IOP bas 
higher bus priority. However, in both cases the host bus request bas higher 
priority. 

The host interface, consists of a bus request (HBR) and a bus grant (HBG) line. If 
the host asserts the HBR line, the DSP completes the current bus cycle, tri states 
its busses, and grants the bus request by asserring the HBG line. The host may 
then occupy the bus until it de-asserts the HBR line. 
For internat DSP memory accesses, the host interface provides two additional 
lines: A chip select (CS) input which bas to be asserted if the internat DSP 
memory or IOP registers are to be accessed and a ready (REDY) line to 
acknowledge that an internat DSP memory access is completed. 
The host interface is used on the extension board, to boot the DSP and to perform 
memory accesses. The interface will be discussed insection F.4. 

1/0 PROCESSOR OPERATION 

The 110 Processor (IOP), consisring of a DMA controller, 2 serlal ports and 6 link 
ports, offers the possibility to perform data transfers to and from the internat DSP 
memory. The transfer can be to external memory or the DMA bus. The IOP bas a 
large amount of control registers, that can be accessed by the DSP-core and the 
TMS 34020. 

The DMA controller bas 10 channels: 6 channels for the 6 link ports ( channels 0 -
5). and 4 so called externalport channels (channels 6-9). 
Since the link ports are not used on the extension board, channels 0-5 are not used 
on the extension board. 
The 4 external port DMA channels have access to the external SRAM, the DMA 
bus and the boot memory of the extension board, they are used for the image 
transfers, DMA transfers from the host and booting the DSP. 
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Each DMA channel bas a dedicated interrupt, the priority is fixed and deseending 
with the channel number (channel 0 bas the highest priority, channel 9 the lqwest 
priority). 

Multiple (in fact all) DMA channels can be active simultaneously. The controller 
can perform per machine cycle one word transfers to each memory block and 
allows 7 pending DMA requests. While the DMA interrupt priority for the 10 
DMA channels is fixed, the interrupts from the external port DMA channels can 
be set to a rotating priority scheme: initially, the priority scheme is 6 7 8 9, aftera 
request on eg. channel 7, the priority order will be 8 9 6 7 etc. 

On the extension board, external port DMA channels perform the following 
(background) data transfers: 
a. transfers between internat and external memory, 
b. transfers between the DMA bus and either internat or external memory 
c. transfers between the host and internat memory. 

These block transfers can be set up by either the DSP-core or the host, and once 
set up, the DMA controller will handle the data transfer. 

Internat to external memory transfers simply performa 'background' block move 
from one memory area to the other. On the extension board they are used during 
the image transfer to and from the SBIP. During this DMA transfer, data can be 
packed from 8 to 48, 16 to 32, 16 to 48 or 32 to 48 bit words (or vice versa) by 
the IOP. 
Since the DSP has dual ported SRAM (1 port to DSP-core, 1 port to the IOP), 
these block transfers will generally not influence the DSP-core operation. Only if 
the DSP wants to access external memory the performance of the DSP-core might 
be influenced, because only either of the DSP-core or IOP can use the external 
bus during one machine cycle. The fact whether the DSP core will be idle during 
external memory accesses depends on the fact whether the IOP or the DSP-core 
has the highest external port priority. 

External port transfers are transfers from the DMA bus to internat DSP memory 
or external SRAM. Channel 7 and 8 can perform OMA transfers that are 
asynchronous with respect to the DSP's clock frequency. On the extension board 
they are used for image transfers to and from the SBIP, and for host DMA 
transfers. 
For asynchronous operation, the DMA request and DMA grant lines are to be 
used. After the DMA transfer is set up in the control registers, the DMA request 
line is to be asserted once for each word transfer. The DMA controller will reply 
every request by asserting the DMA grant line. During asynchronous transfers to 
the DSP ( or external memory), the external hardware has to make sure that the 
data to be transferred is set ready in an external hardware register, because the 
OMA controller expects data to be set on the DSP's data lines, right after it 
asserts the DMA grant line. 
For asynchronous transfers from the OSP, the DMA controller will set the data on 
the DSP's data bus, and then assert the DMA grant line. 
In case the asynchronous transfer is performed to or from external SRAM, the 
DMA controller will also set the DSP's address- and memory select- lines and the 
writelread control signals to control the external SRAM. 
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Another possibility for transferring data under supervision of the IOP is to write 
data to a so called "external port buffer" that belongs to the corresponding 
externalport OMA channel. An externalport buffer is a (6 deep) fifo memory 
which is part of the !OP-register set. 
If data is written to this memory location (via a host bus request), the data is 
written into the FIFO memory and a OMA transfer is requested internally. The 
OMA controller will read the data from the FIFO memory when granting the 
request. In case the data transfer is in reverse direction, the IOP fills the fifo 
memory and the data is read from the fifo memory location. 
This OMA transfer can also perform data packing as explained under the internat 
to external OMA transfers. It is used when the OSP is booted by the host or 
EPROM. 

The following table lists the registers, associated with the external port OMA 
channels, to give an impression about required data to setup a OMA transfer. 
11, EI Pointer to the start of the internat and external memory blocks 

respectively 
IM, EM Pointer-Modifier (for internat and external memory) to specify how 

C,EC 
OMAC 
EPB 
CP 

much the pointer is to be increased after each word transfer. 
Internal/external memory word count to be moved 
Control register to specify the mode of operation for the OMA channel 
External port FIFO buffer 
Chain pointer which can be used to initiate a new OMA transfer after 
the current one is finished. lt points to a memory location where a set of 
parameters for the next OMA transfer is stored. Once the current transfer 
is finished the IOP loads these parameters in the appropriate registers 
and initiates the next transfer. 

JTAG PORT 

The JTAG port is used for boundary scan testing, and emulation purposes. The 
extension board is equipped with two connectors that are connected to the OSP's 
JTAG port: one is to be used for boundary scan testing, the other to conneet the 
emulator for the OSP. 

INTERFACE TO EPLD 

The OSP has 4 110 lines and two interrupt lines which are used to communicate 
to the EPLO. Three 1/0-lines are contigured as outputto the EPLO, to set the 
EPLO in the desired operating mode. The other (FLAG 0) is contigured as an 
input line from the EPLO to obtain status information. 
The following table shows the various output codes and the operation mode for 
the EPLO and the data that the EPLO will set on the input flag and the interrupt 
line. 
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• Flags 1..3 Opera ti on Flag 0 IRQ2 

000 - error -
001 Vsync Hsync 

010 Image from SBIP frame transfer_interrupted 

011 Image to SBIP frame transfer_interrupted 

100 - HDMA error Vsync 

101 - VDMA error -

110 Reset error flags VDMA warning -

111 Interrupt TMS 34020 frame -
nterrupt line IRQU 1s asserted by the ~PLD dunng test mode operatton. 

F.2.2 Hardware description processor block 

Figure F.3 shows a block diagram of the processor block. It contains components 
for the clock generation and the OMA bus. 

The clock is generated by a 66.67 MHz crystal oscillator. The output of this 
oscillator is divided toa 33.33 Mhz clock pulse. The DSP requires this 33.33 Mhz 
clock. The 66.67 MHz is used by the controller for edge detection of the pixel 
clock. 

DMA-BUS 

The OMA bus is used for communication with the SBIP. The OMA bus, 32 bits 
wide, is conneeled with the DSP's data bus via transparent/registered tri state 
buffers. The data bus width of the DSP is 48 bits, since data (32 bits) is being 
transferred via the data lines 16 to 47, the OMA bus is conneeled tothese data 
lines via these buffers. Data bus bits 0 - 15 of the DSP are left unconneeted on 
the extension board, since the program is stored entirely in intemal memory. 

The OMA bus is conneeled to the DSP's data bus via 2 32 fold transparent I 
registered tri state buffers. These devices are tri state buffers which can be used 
for registered or transparent operation. A detailed description on these devices will 
be given in sections F.4 and F.5. This section only will give a brief description. 

The registered operation of the devices is used for asynchronous OMA transfers 
by the IOP: For transfers to the extension board, the data will be set ready in 
device 1, and the DMAR1 line will be asserted by the EPLD. When the OMA 
controller grants this request, the data will be set on the DSP's data bus by device 
1. 

During asynchronous OMA transfers by the IOP from the extension board, the 
EPLD asserts the DMAR2 line for every word to be transferred. The DSP then 
sets the data on the data bus and asserts the DMAG2 line. The rising edge of this 
pulse latehes the data in the register in device 2. Afterwards the data can be set on 
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Figure F.3: The processor block 

the DMA bus by the EPLD (by activaring the output enable of the device). 

The transparent operation of these devices is mainly used for the host DMA 
transfers that use the bus request/bus grant protocol. 

The various signal narnes in the diagram have the following functions: 
ADDRESS: The address bus of the DSP. 
MS Four memory select lines, serve as a chip select for external memory 
devices. 
BMS 

ACK 

CS 
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Boot memory select line, serves as a chip select for the boot memory 
device. 
Acknowledge line to the DSP to insert wait states during external 
memory accesses (currently not used) 
Chip select line, to be asserted by the controller when the TMS 
34020 accesses internat DSP memory. 
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REDY Ready line to acknowledge to controller that an intemal memory 
access bas completed. 

HBR 
HBG 
RD 
WR 

Host bus request line 
Host bus grant line 
Read line 
Write line 

F.3 MEMORY 

The memory on the extension board consists of the intemal DSP memory, the 
extemal SRAM to store images and a boot memory for booting the DSP (only 
used optionally). This section will first explain the available memory resources 
on the extension board in paragraph F.3.1, then the implementation of the extemal 
memory explained in paragraph F.3.2. 

F.3.1 Memory resources on the extension board 

The memory resources on the extension board can mainly be divided into of the 
main memory, consisting of the DSP's intemal memory and the extemal SRAM, 
and the boot memory, consisting of a single boot memory device. The main 
memory is used to store programs, data and images and is accessible by the TMS 
34020, the DSP-core and the IOP. The boot memory can be used toboot the DSP 
or to store data, and is only accessible by the IOP. 

The DSP-core accesses the main memory via two busses: a program memory bus 
and a data memory bus. Via these busses the DSP-core can perform two memory 
accesses per machine cycle : either two memory accesses from the intemal DSP 
memory, or one from intemal and one from extemal memory. From the block 
diagram of the DSP (figure F.2) it can beseen easily that the DSP bas a harvard 
architecture, however, the DSP bas physically (apart from the boot memory) only 
a single memory space. The program- and data- memory spaces are physically 
mapped together into a single memory space: a certain memory address will only 
exist either data or program memory, never in both. 

The following table shows a map of the main memory space: 

To: 

OxOOOOOOOO 

Ox00020000 

Ox00400000 

Description: 

Ox I & status registers 

Ox0007FFFF Intemal DSP memory (program and data 
storage) 

Ox004FFFFF Extemal SRAM (image storage) 

e memory range m x to x JS y convention 
reserved for multi processor operation, and could therefor not be used on 
the extension board. 

The memory resources: the intemal DSP memory, the extemal SRAM and the 
boot memory will be described in this paragraph. 
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INTERNAL DSP MEMORY 

The intemal DSP memory consists of two memory blocks of 128 kb each. Both 
memory blocks are dual ported, within one machine cycle both the DSP-core and 
the IOP can perform one access from each memory block. The two memory 
blocks are connected to the DSP-core via a crossbar, which makes it possible to 
contigure the memory blocks as either program or data memory space. A memory 
block can also be contigured partially as program memory and partially as data 
memory, however, in such case only one access from either of these two spaces 
can be performed per machine cycle, since they are located in the same memory 
block. 

It is important to contigure the two memory blocks properly to achieve the best 
performance with the DSP. For applications with multiply accumulale loops, one 
(program memory) operand should be stored in one intemal memory block and 
the other (data memory) operand in the other blockor eventually in extemal 
memory. In this way, these two memory fetches can be done simultaneously in 
one machine cycle. After the program word is stored in the program cache (in the 
first MAC - cycle), the rest of theMAC's in that loop will be performed single 
cycle. Storing two MAC operands in the same memory block would cause a bus 
conflict, the MAC would then take two machine cycles. 

The data width of the memory blocks are user-configurable, as 16 or 32 bits wide 
data memory, or as 48 bits wide program memory. It is possible to mix these 
three different memory configurations within one memory block. As an example 
the memory contiguration of the grey value correlator is shown in the following 
table. For the correlator application, memory block 1 was contigured as 12k 
words of program memory and 12k wordsof 32 bits data and 4 k words of 16 
bit data, memory block 2 was defined entirely as 16 bit data memory: 

I From: I To: I Block: I Description: I 
Ox20000 Ox22FFF 1 48 bits program memory 

Ox23000 Ox23FFF 1 Gap 

Ox24000 Ox27FFF I 32 bits data memory 

Ox48000 Ox49FFF I 16 bits data memory 

Ox50000 Ox5FFFF 2 16 bit's data memory 

Contiguring the main memory is done in a so called architecture file which 
describes the various memory spaces with their widths. The DSP offers the 
possibility to define almost any combination of memory areas with different sizes, 
for more information about these topics is referred to the "ADSP-2106x SHARC 
User's Manual". 
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EXTERNAL SRAM 

The DSP-core can access extemal memory via its program memory, or data -
memory busses. Extemal memory accesses by the DSP-core and the IOP are 
performed via the DSP's extemal port. This extemal port interfaces the intemal 
busses to a single extemal bus, to which the SRAM devices (and also the boot 
memory device) are connected. 

The extemal memory consists of 512k x 8 bits wide (zero wait stated) memory, 
and can be extended to 1Mb optionally. It is divided in 4 blocks of 256kb each. 
The reason for this division is that the DSP provides four memory selection 
signals that serve as chip select lines for the SRAM devices. This allows to 
conneet the SRAM's to the DSP without additional logic. 

The main advantage of using the four memory selection lines for the memories' 
chip select, is that they are set simultaneously with the address signals. An 
extemal address decoder to create chip select signals would introduce additional 
delay for the chip select signals, thus faster memory devices would have to be 
used for zero wait stated memory. 

BOOT MEMORY 

The DSP bas a boot memory space, an 8 bits wide memory space in which an 
EPROM or non volatile-RAM can be mapped. This offers the possibility that after 
a reset, the DSP reads its code from this device, and starts up afterwards. This 
boot procedure, called EPROM-booting, is selected via a contiguration input of 
the DSP. The extension board is equipped with a socket for a 1- or 4-Mbit (Non 
volatile) RAM or EPROM device. By default, the extension board is contigured 
for host booting, installing a jumper will select EPROM-booting. 

In case a non volatile RAM is used as boot memory device it is possible for the 
DSP to store data in this RAM. The boot memory socket bas 4 jumpers 
accompanied with it, these are used to contigure the pin allocation for either an 
(E)EPROM- or a (Non Volatile) RAM- device. 

The boot memory space uses the same address-, data-, and readlwrite-lines as the 
main memory. To select the boot memory space, the DSP provides a special chip 
select line (BMS) that can serve as a chip select fortheboot memory device. 

F.3.2 lmplementation of the external memory 

As became clear in the previous paragraph, connecting extemal SRAM and the 
boot memory device is straight forward. Figure F.4 shows the memory 
contiguration of the extension board. 

The main memory is built up of four memory blocks of 256 kb (8 bits), each 
containing two 256k4 memory devices. These memory devices were chosen to use 
the four memory selection lines from the DSP optimally: there is no other logic 
required for decading chip select signals for the memory devices. The number of 
wait states for the extemal SRAM is set to 0. In such case, a 33 MIPS ADSP 
21062 requires memory devices with an access time of 17 ns. 
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A 24 bit's tri state buffer will drive the data lines 8 to 31 to a '0' in case an 
external memory read action is performed. The DSP reads 32 bits from the 
external memory and places this 32 bits data in eg. a data register. The external 
memory is physically only 8 bits wide, so if the 24 other data lines would remain 
undriven, the 24 most significant bits would contain undefined data. To prevent 
this from happening the tri state buffers were used. The buffers are enabled if one 
of the four memory banks is selected, and the read line is asserted. 

The extension board is equipped with a socket to insert a boot memory device. 
Booting from this device is selected with a configuration input on the DSP. As 
became clear in the previous paragraph, the DSP provides the Boot Memory select 
line that serves as a chip select for the boot memory device. If EPROM booting is 
selected (or a DMA transfer is performed toboot memory), this line will be 
asserted by the DSP. The number of wait states for the boot memory is set to six 
at chip reset, in that way it possible to conneet an EPROM with an access time of 
200 ns for a 33 MIPS DSP. 
Since the boot memory space is 8 bits wide, accesses from this device do not 
require driving the 24 address lines, because the IOP will only access data lines 0-
7 while addressing the boot memory space. 

F.4 TMS 34020 INTERFACE 

The TMS 34020 interface provides the communication path between the TMS 
34020 and the ADSP 21062 processors, further it allows the TMS 34020 to read 
status from the extension board, set it in a test mode and perform a hardware reset 
on the extension board. 
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Paragraph F.4.1 will describe the operation of the interface, paragraph F.4.2 the 
hardware and paragraph F.4.3 describes some error checks that the hardware. 
performs on DMA transfers. 

F.4.1 Operation 

The interface between the TMS 34020 and the ADSP 21062 processors provides 
the inter processor communication and allows the TMS 34020 to read status 
information from the extension board and set it into a test mode. 

Through the interface the TMS 34020 can access the entire memory on the 
extension board via two different procedures: 
- via Host DMA transfers, the TMS 34020 directly accesses the memory on the 

extension board using the bus request protocol. 
- via IOP-DMA transfers, the TMS 34020 uses of the DMA request/grant 

protocol, and thus the IOP to perform the transfer. 

Besides data transfers, the TMS 34020 can perform actions like reading the boards 
status, setting the board in test mode, or even performing a hardware reset. This 
paragraph will describe the operation of the extension board. 

HOST DMA 

During Host DMA, the ADSP 21062 address-, data- and control-busses are 
acquired by the host. After the DSP bas granted the busses, the TMS 34020 
processor controls the DSP-busses, enabling him to access the extemal SRAM, the 
intemal DSP memory and the IOP's control registers. 
Since there is only a limited amount of TMS 34020 address lines available on the 
extension connector, it is not possible for the TMS 34020 to access the entire 
memory space of the DSP directly. The implementation is such that the TMS can 
access a 256 word memory page (32 bits wide) of the extension board directly 
through SBIP addresses Ox90000000 - Ox90001 FEO. The page is selected via a 
hardware register on the extension board at SBIP memory address Ox9002020. 
(note: Since the TMS 34020 is a bit oriented processor, 32-bit memory addresses 
have an offset of Ox20). 

The entire main memory of the extension board is divided in 224 address pages of 
256 words each. Via a 24 bits hardware register, that is mapped in the TMS 
34020 memory space, one of these pages can be selected. When the TMS 34020 
performs the actual memory accesses, the (32 bits) DSP- address consists of the 
24 bits from the hardware page register (most significant value of the address) and 
the 8 address lines (least significant value of address) from the TMS 34020. This 
makes it possible for the TMS 34020 to access the entire main memory of the 
extension board. 

This transfer procedure is required for booting the DSP from the TMS 34020, 
further it is used for transfers that do not require large data amounts, like giving 
commands to DSP and reading back the command results. 
Por transferring large amounts of data, the IOP-DMA transfer procedure was also 
implemented on the extension board. 
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IOP-DMA 

For !OP-OMA accesses, the OSP's IOP is used to generate addresses to access 
memory on the extension board. lt is intended to be used durlog large data block 
transfers (like templates) from the SBIP. The advantage of these accesses with 
respect to the Host-OMA transfer is that the TMS 34020 does oot have to keep 
rewrlting the page number every 256 memory accesses, and does oot have to wait 
until the OSP grants it's busses. The transfer procedure durlog !OP-OMA is thus 
faster, allowing a higher transfer rate. 

For an !OP-OMA transfer, parameters like the begin address and the block size 
have to be set in the IOP's control registers. Then the data is transferred by 
accessing one and the same SBIP-memory location. Every access to this memory 
location will generate a OMA request, and the IOP will handle the data transfer to 
the desired OSP memory location. 

In fact, there are two memory addresses in the SBIP memory map that cao be 
used for the !OP-OMA transfer: 
1. wrlting to the external port FIFO buffer in the IOP's control register (control 

register is to be accessed via a host OMA) 
2. a hardware OMA register, independent of the OSP, that is mapped in the 

SBIP's memory space at address Ox90002000 

Accesses to the external port fifo buffer are to be done via host OMA. The 
external port fifo buffer is located in the !OP-register set and thus located in the 
memory range 0 - OxFF of the OSP memory space. 
Assuming that the OMA transfer is set up, the data is transferred by first wrlting 
the address page number of the IOP registers (page 0), foliowed by the actual 
accesses to the approprlate external port buffer memory-location. For the operation 
of the external port OMA is referred to paragraph F.2.1. 

Accesses to the hardware OMA register in the SBIP's memory space do oot 
require host OMA accesses and are therefor faster. The data will be set in a 
hardware register, the EPLO will generate the OMA requests to the IOP, which in 
turn will generate the approprlate memory addresses and wrlte pulses to store the 
data in memory. 

Note that the two !OP-OMA transfer methods require different setups of the OMA 
control register, since the 2nd concerns an asynchronous transfer, and the first one 
does oot. 

DSP EXTENSION BOARD MODE AND STATUS 

A four bits read/wrlte register at SBIP address Ox90002060 is used for reading 
status or setting the board in a specific mode. This register is located in the EPLO 
and does oot concern accesses to the OSP's memory. 

Reading this memory location returns four status bits: 
- bit 0 represents an image transfer status bit. It is set to '1' if the OSP is using 

it's busses for the image transfer. Using this status bit, the TMS 34020 cao 
check whether he is allowed to access the memory of the OSP extension board 
because such memory access will interrupt the image transfer. 

- Bit 1 is set if an error occurred durlog a Host - !OP-OMA transfer 
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- Bit 2 is set if there was a FIFO full occurrence during a transfer from the 
SBIP, or a FIFO empty occurrence during a transfer to the SBIP 

- Bit 3 is set if the DSP's IOP can notkeep up with the rate at which OMA 
transfers are requested. 

Writing to memory location Ox90002060 can be used for the following purposes: 
- setting bit 0 to '1' reset's the status bis that are read from this memory 

location. 
setting bit 1 to ' 1' brings the extension board in a test mode: 
In this test mode the EPLD operates in a mode that incoming video from the 
SBIP's crossbar is passed back to the cross bar via the video input and video 
output FIFO's. This offers the possibility to test the video path, without 
needing to boot the DSP. 
During this test, interrupt line 2 of the DSP is pulled. If an EPROM with test 
software is inserted in the boot memory socket, this program may test the DSP 
and it's conneetion with the external SRAM to the memory. 
The three output flags of the DSP that are connected to the EPLD cao be read 
by the SBIP from bits 0-2 of the status address (Ox90002060). 
bits 2 and 3 are reserved 

SOFfWARE RESET AND MODULE ID 

The TMS 34020 interface contains an 8 bits register for module reset and 
identification. This register is located at SBIP address Ox70040000. 

For writes to this address the allocation of the various bits is as follows: 
bit 0: The hardware reset for the extension board. 

By writing consecutively a '0' and a '1' the EPLD, the DSP and the 
FIFO memories on the extension board will be reset. 

bit 1: Writing a '1' to bit 1 asserts interrupt line IRQ2 of the DSP. 
bits 2-7: Reserved 

Reading from address Ox70040000 returns the following information: 
bit 0-2: Hardware revision code defining the revision number of the extension 

board hardware. In case hardware modifications are to be made in future 
to the board that involve software modifications as well, the software 
can detect the hardware revision and control the board accordingly. 

bit 3: Timer expired output of the DSP. 
This output is asserted by the DSP, when it's hardware timer is expired. 
It could be used as a watch dog to check if the software in the DSP is 
still running. 

bit 4-7: These bits contain a module identification. For the extension board it is 
always Ox6, It can be used by the SBIP software, to auto detect the 
presence of the DSP extension board. 

The following table summarises the address map of the extension board interface 
in the SBIP's memory space. 
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TMS 34020 address direction Description 

Ox70040000 re ad Module&revision ID 

Ox70040000 write SW reset & interrupt DSP 

Ox90000000 - read/write Host DMA space (256 words) 
Ox90001FEO 

Ox90002000 read/write hardware IOP-DMA gate 

Ox90002020 write Host-DMA page number 

Ox90002040 - Spare 

Ox90002060 re ad Extension board status/DSP flags 

Ox90002060 write Reset error/set test mode 

Ox90002080 - Ox90002EO - Spare 

F.4.2 The TMS interface hardware 

The hardware implementation of the TMS 34020 interface, is quite simpte. Figure 
F.5 shows the block diagram. 

Host DMA transfers require that the DSP's address and read/write lines are set by 
the TMS interface. This requires the address page register, a tri state buffer to 
conneet 8 TMS 34020 address lines to the 8 least significant DSP address lines 
and a tri state buffer to conneet the read/write lines of the SBIP to those of the 
DSP. 
Latch (4) is the address page register, it is loaded via the TMS 34020's data lines 
8 to 32, when its clock input is asserted. (Which is done by the EPLD when the 
TMS 34020 writes to memory location Ox90002040). 
Tri state buffer (3) connects SBIP's address lines 5 to 12 to address lines 0 - 7 of 
the DSP. Buffer (5) connects the read and write control signals of the SBIP to 
those of the DSP. 
The output enable's of these tri state buffers and the address page register are 
activated by the DSP's bus grant line (HBG). 
(The Bus request line is asserted by the EPLD when the TMS 34020 performs a 
host DMA transfer by accessing a memory location in the range Ox90000000 -
Ox90001FEO) 

The data bus conneetion of the TMS 34020's- and DSP's data bosses during this 
host DMA access is done with transparent/registered tri state buffers (6) and (7). 
These devices conneet the TMS 34020 bus to the DMA bus on the extension 
board, connecting the DMA bus to the DSP bosses involves the bidirectional 
transparent/registered tri state buffers (1) and (2) in figure F.3 (processor block 
diagram). 

During Host DMA transfers, all these devices are used in transparent mode: 
Fora write action to the extension board, device (6) in figure F.5 and (1) in figure 
F.3 are set transparent and enabled ( devices (2) and (7) are disabled). 
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Figure F.5: The TMS 34020 interface. 
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In case of a read action, devices (2) and (7) are used in transparent mode and 
enabled (devices (1) and (6) are disabled). 
The fact that the data is transferred through 2 transparent buffers (I and 6 or 2 
and 7) might seem strange, it is designed this way due to the hardware interface 
requirements from the DSP with respect to the asynchronous DMA. 
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During IOP-DMA transfers, the IOP generates the address and read/write signals, 
this transfer metbod only involves the DSP's data bus devices and not the aqdress 
bus devices (3 4 and 5). 
In case of an IOP DMA write cycle, device (6) is used as aregistered buffer, and 
device (l) in figure F.3 is used transparent 
When the TMS 34020 writes the data value to the DMA port (Ox90002000), the 
EPLD sets device (1) (figure F.5) in transparent mode and generates a write pulse 
for the register of device (6) (figure F.5) and enables it's output. The write cycle 
is then finished for the TMS 34020. The data that the TMS 34020 wrote into 
register (6) will appear on the DMA bus. Then the EPLD generates a DMA 
request to the DSP (via DMARl). The DMA grant will enable the output of 
device (1) (figure F.3), the data that was present on the inputs of this device will 
appear on the DSP's data bus, and will be read by the DSP. 
After the DSP de-asserts the DMA grant line, the EPLD disables the output 
enable of device (6) (figure F.5). 

In case the TMS 34020 wants to perform the next IOP DMA write cycle, while 
the DSP did not grant the previous DMA request, the TMS 34020 will be halted 
by pulling it's ready line to '0' until the previous DMA cycle is finished. A 
watchdog timer in the EPLD will prevent hang up situations: In case the DMA 
grant does not occur within 7 DSP cycles after the DMA request, an error bit will 
be set, and the TMS 34020 will not be halted any longer. 

For an IOP DMA read cycle, device (7) is used in transparent mode, and device 
(2) in figure F.3 is used in registered mode. The operation is as follows: 
When the TMS 34020 reads from address Ox90002000, a DMA request is 
performed, the TMS 34020's ready pulse is pulled to '0' and the outputs of device 
(2) and (7) are enabled. When the DSP grants the DMA request, the data is 
written into device (2) and appears on the DMA bus, since device (7) is used in 
transparent mode, and it's output is enabled, this data will appear on the TMS 
34020's data bus. By releasing the TMS 34020 ready pulse, this DMA cycle will 
be finished. 
Also during this IOP DMA read transfer, a watchdog timer in the EPLD prevents 
a hang up situation, by releasing the TMS 34020's ready pulse if the DMA 
request is not granted by the DSP within 7 DSP cycles and setting an error bit in 
that case. 

After this IOP DMA read transfer is completed, the EPLD will perform a next 
DMA request. So while the TMS 34020 is writing the previous data word into it's 
memory (or processing it), the IOP transfers the next data wordtodevice (2) and 
(7) already. In such case, the next read transfer by the TMS 34020 will not 
require wait states. 

All the required signals like output enables, clock signals for the registers, DMA 
requests etc. are generated by the controller. 

F.4.3 Hardware checks on operatien 

In the previous paragraphit became clear already that the EPLD sets an error bit 
in certain cases. This is to be done to detect that the data was not accepted by the 
DSP, or that the DSP did not return data. This error condition only plays a role 
during IOP DMA transfers. Errors might occur in the following cases: 
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- the DMA transfer wasnotset up properly. 
- the DMA channel was idle because it has no priority. 

The consequence is that the DMA transfer requires a transfer protocol. Before the 
transfer is started, the error ftags in the EPLD are to be reset. When the transfer is 
finished, the error bit should be checked to verify that no errors occurred. 

Host DMA accesses do not need error checking because they will never fail. The 
DSP will always grant its busses when it's host requests them. Since the host bus 
request has priority over both the DSP-core and the IOP, no hang up condition 
can occur. 

F.5 VIDEO INTERFACE 

The interface between the SBIP and extension board consists besides the processor 
interface (section F.4) also of a video interface. This interface consists of 10 
inputs and 10 outputs of the crossbar switch of the SBIP, and 4 synchronisation 
signals. The video interface makes it possible to transfer images to/from the SBIP 
at video speed (up to 20 MHzdata transfer). By setting the proper selectionsin 
the SBIP's crossbar switch, images can be transferred to the extension board while 
they are being digitised. 

This section is set up as follows: Paragraph F.S.l will give a general description 
on image transfers. Then paragraph F.5.2 will describe the hardware for the image 
transfer. Since the operation of the image transfer is quite complicated, paragraph 
F.5.3 explains the image transfer procedure. At last paragraph F.5.4 describes a 
number of checks that are performed during the image transfer. 

F.5.1 Image transfers 

The video interface facilitates the transfer of images from the SBIP to the 
extension board. The image transfer requires except the 2 x 10 lines that carry the 
actual video information, the 4 following synchronisation signals: 
a The pixel clock, 

in fact the clock signal forto the ADC that digitizes the analogue camera 
input. Pixel data from the cross bar is available on the rising edge of this pixel 
clock. 

b The B1anking line, 
defining which portions of the image lines contain valid data 

c. The Vertical synchronisation signal, 
defining the start of a frame. 

d. The Horizontal synchronisation signal, 
defining the start of an image line. 

The image can be transferred using different video standards. A main division can 
be made in interlaced and non interlaced images: An interlaced image consists of 
two frames, one containing the even image lines, the other containing the odd 
image lines. The two frames are transferred altemately by the video camera. Non 
interlaced images are transferred in one frame, that contains all video lines. Other 
differences between video standards exist in the image size and image frequency. 
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The SBIP can generate video signals for virtually any combination of image size 
and image frequency in interlaced or non interlaced mode. In practical situations, 
however, only a few standards are being used, since most video cameras have a 
standardized video output. With the SBIP, CCIR (625 lines, 25 images/sec.) or 
RS170 (525 lines, 30 images/sec.) are most frequently used. 

The SBIP digitizes the incoming (analogue) video signal which results in a 2 
dimensional array of pixels in an image memory. Common sizes of these digitized 
images are eg. 256 x 512, 512 x 512, 512 x 768 and 512 x 1024 pixels. 
The number of rows in an image, 256 or 512, show that the SBIP does notsample 
each of the 525 or 625 image lines (for RS170 and CCIR video respectively). 
Thus for eg. a 512 x 512 image from a CCIR camera ( 625 lines ), 113 lines are 
not used. 
The number of columns in the image, 512, 768 or 1024, depend on pixel clock 
frequency (the sample frequency of the ADC). This frequency ranges from 10 to 
20 Mhz on the SBIP2, resulting in 512 - 1024 pixels per row respectively. 

The extension board should thus also be capable of transferring images with any 
of the video standards that the SBIP supports. The most important requirements 
for the image transfer procedure are that it should be able to: 
a. handle transfer rates up to 20 MHz 
b. de-interlace the incoming image, so the image will be stored in memory 

linearly. 
c. transfer images with different sizes (number of rows, pixels per row) 

In chapter 3.6 became already clear that the peripherals of the DSP contribute an 
important part in the image transfer, however, some additional hardware is 
required to perform the image transfer. This will be explained in the following 
paragraph. 

F.5.2 The video interface hardware 

To transfer images from the SBIP to the extension board via the SBIP's crossbar 
switch, some additional hardware was required. This paragraph will explain this 
hardware. 

HARDWARE ARCIDTECTURE 

Figure F.6 shows an overview of the hardware for the image transfer. 

lt only consists of a tristate buffer, two latehes and two FIFO memories. A part of 
the controller, also plays a very important contribution to the image transfer. 

The Video input consists actually of 10 lines, 9 of these lines are fed via a latch 
and through the fifo memory to the DMA bus of the extension board. (only 9 
lines are used since most FIFO memories are 9 bits wide ). Also at the output side, 
9 data lines of the extension boards DMA bus are fed via a FIFO memory and a 
latch to the SBIP's crossbar switch. 

At the extension boards side, the video interface is connected with 16 lines to the 
DMA bus. Only 9 bits contain information from/to the SBIP's crossbar switch. 
Even though the image memory on the extension board is only 8 bits wide, the 9111 
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CONTROLLER 

Figure F.6: The video intelface hardware. 

bit might be usabie for transfers to the intemal DSP memory. 

The read input of the FIFO memory is connected to the clock input of the register 
in device (1) of the DSP's DMA interface (figure F.3). These lwo inputs were 
both conneeled to one output pin of the EPLD to eliminale time differences on the 
FIFO's read pulse and the latehes clock input pulse. 
If the two signals would be connected to two different output pins of the EPLD, 
there would be a chance that a delay time difference for the activation of these 
two output pins will lead to situations that the latch is triggered while the output 
data of the FIFO memory is oot yet stabie (the output is changing). Therefor the 
register in device (1) in figure F.3 was dedicated to the FIFO memory. 

The tristate buffer drives the remaining 7 of the 16 output lines to the DMA bus 
'0'. If the transfer is performed to 16 bits intemal memory of the DSP, all 16 data 
bits will be defined: the 9 least significant bits contain the information from the 
SBIP, the 7 most significant bits are '0'. 

F'uNcriON OF THE FIFO MEMORY AND IT,S SIZE 

The FIFO memories are required to buffer the data stream to/from the SBIP. 
There are two reasoos for buffering the data stream: 
a The IOP needs 2-3 machine cycles to respond to a DMA request. 

When the video stream is coming in, the DMA controller has to start 
generating addresses and write pulses to write the data to memory. When the 
first pixel arrives, the EPLD generates a DMA request. Then the DMA 
controller requires some time to generale the appropriate address (because it's 
operation is pipelined). After 2-3 machine cycles (67- 100 ns), the address is 
present on the address bus and the DMA request will be granted. In the meao 
time, one or two pixels were transferred by the SBIP already, these are 
buffered in the FIFO memory. 

b Memory access times 
Principally, the data from the FIFO memory could be written into the extemal 
SRAM at a rate of one word per machine cycle, thus at a transfer rate of 33 M 
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words I sec. However, this would require extremely fast SRAM to meet the 
data setup times. 
Possible solutions for this problem were to insert one wait state for every 
DMA - memory write cycle, or to perform the transfer via intemal DSP 
memory. Both solutions have the consequence that the transfer rate will be 
16.7M wordsper second (with a 33 MIPS DSP). One might remark that this 
transfer rate is too low since the video data comes in at a 20 MHz rate. This is 
true, but during the blanking (approx. 12- 13 us per line time), the FIFO 
memory will not be tilled. Transferring 1024 pixels at a rate of 20 MHz 
requires 51.2 us. Reading this data from the FIFO memory at a rate of 16.7 
MHz takes 61 us. Since one line time equals at least 63.5 us. the contents of 
one image line can thus be read within one line time from the FIFO memory at 
16.7 MHz. 

Since the transfer from the FIFO memory will take two machine cycles per word, 
the required depth of the tifo memory can be calculated. At the start of an image 
line, the FIFO memory will be empty. The FIFO memory will then be tilled at a 
rate of 21 MHz (worst case situation assumed), andreadat a rate of 16 MHz. 
The required size of the FIFO memory can be calculated from the difference 
between these two rates. The difference in these frequencies is the rate at which 
the FIFO memory runs full, in this case a rate of 5 MHz. 
Transferring the 1024 pixels at a rate of 21 MHztakes approx 49 us. In these 49 
us the number of tilled locations is 50 * 10-6 * 5 * 106 = approx. 250. Thus a 512 
deep tifo would be sufficient. 

CONTROLLER OPERATION 

One task of the controller is to derive the frame ID (odd or even) in interlaced 
mode, from the horizontal and vertical synchronisation pulses. The time difference 
between the rising edge of the Vsync and the Hsync pulses determine the frame. 
In case an even frame is transferred the rising edge of the Hsync is in the middle 
of an image line, thus right in the middle between two Hsync pulses. 
In case an odd frame is transferred, the rising edge of the Hsync will occur 
simultaneously with the Hsync pulse. A part of the EPLD analyses where the 
rising Hsync edge occurs, concludes whether the frame is odd or even and sets the 
frame output accordingly. 

Another task of the controller is to regenerate the blanking signal. The blanking 
signal detines which pixel clock periods of the image line contain valid image 
information that is to be stored in the image memory of the extension board. 
Since the edge of the blanking signal occurs simultaneously with the rising pixel 
clock edge in certain cases, it can be ambiguous to detect at which pixel clock 
edge the video data inputs from the crossbar carry valid video information. This 
might result in the fact that entire video lines might be shifted by one pixel. 
Therefor the blanking signal is regenerared by sampling it on the falling pixel 
clock edge, this results in the fact that the image on the extension board memory 
is shifted by one pixel with respect to the image. 

The most important task of the controller is to support the DSP's DMA controller 
with the image transfer. This will be explained in the following paragraph. 
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F.5.3 Image transfer operation 

The image transfer between the SBIP and the extension board, is partially hàndled 
by the hardware that was explained in the previous paragraph, and partially by the 
OSP's OMA controller. This paragraph will explain how the image transfer is 
actually done, it is divided into several sub-paragraphs: 
First will be explained how the image transfer generally operates. Since an image 
transfer actually consistsof 512 line transfers (assuming an image with 512 rows 
is to be transferred), the operation of the hardware is explained by discussing the 
transfer of one image line to the extension board divided in three sub-paragraphs: 
one explains the transfer from the SBIP to the FIFO memory, the second concerns 
the transfer from the FIFO memory to the OMA bus, and the third explains the 
transfer from the OMA bus to the extemal memory. 
At last some restrictions on the application software in the OSP will be stated. 

GENERAL IMAGE TRANSFER PROCEDURE 

The general operation of the image transfer is as follows: 
1. The OSP receives the command from the SBIP to perform an image transfer. 
2. It sets the output flags such that theEPLOputs the Vsync pulse from the SBIP 

on the OSP's input flag, and it awaits a rising Vsync edge (start of frame). 
3. Then it sets the output flags such that the EPLO performs a get image, or put 

image. In that case, the EPLO sets the frame ID on the OSP's flag input. In 
case of an interlaced image transfer, the OSP checks whether the next frame 
will contain the even or odd image lines. 

4. The OSP starts a OMA transfer of 1024 data samples (I image line) to the 
appropriate memory locations and enables interrupts. The interrupt service 
routine will then become active after every line transfer. 

5. After the first line is read in, the interrupt server becomes active, which will 
initiate a OMA transfer for the next line. 

6. After the second frame is transferred completely, the interrupt server will reset 
the get image command code and disable OMA interrupts so it will not 
become active any more. 

The image transfer consists actually of a number of line transfers that are done 
consecutively. Since every line transfer procedure is identical, the operation of one 
transfer is explained. The transfer is divided in the transfer from the SBIP to the 
fifo, from the fifo to the OMA bus and from the OMA bus to the extemal SRAM. 

TRANSFER SBIP TO FIFO 

The FIFO control at the SBIP's side is fairly simple, tigure F.7 shows the video 
timing for one image line. 
The operation is as follows: 
While the blanking signal is active ('0'), the information on the video input is not 
valid, and will thus not be written into the FIFO memory. 
As soon as the blanking becomes inactive, meaning that the video input contains 
valid information, every sample on the video input is written into the FIFO 
memory. Since the blanking signal is sampled on the falling pixel clock edge, 
pixel 0 of the image line that is being transferred will not be written into the FIFO 
memory. Thus pixel 0 of a certain image line in the image memory of the OSP 
extension board equals pixel 1 of that image line that resides in the image 
memory on the SBIP. 
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Figure F.7: FIFO memory write control 

The blanking signal remains inactive for exactly as many pixel clock tick's as 
there are pixels in a row. Thus if the SBIP has to get an image with 1024 pixels 
per line, the blanking remains inactive for 1024 pixel clock ticks. 

Another process in the EPLO takes care that the data in the FIFO is read out and 
transferred to the data bus. This will be explained in the next sub-paragraph. 

TRANSFER FROM FIFO TO DMA BUS 

The transfer from the FIFO to the IOP concerns actually two processes in the 
EPLO. One generates the OMA requests to the OMA controller, the other the 
FIFO read pulses. 

Figure F.8 shows a timing diagram of transfer from the FIFO memory to the OSP. 
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Figure F.8: Timing diagram of transfer from F/FO to the DSP. 

The fi.rst process perfarms a OMA request for each write pulse to the FIFO 
memory. The process conditionally generates the OMA requests. Since the data 
transfer rate can be higher (20 MHz) than the OMA request rate (16.67 MHz) the 
process consists of a counter that is incremented every time a pixel is written into 
the FIFO memory.The counter is decremented every time a OMA request is 
performed. Initially, the process waits until the first data sample is available in the 
hardware register. This is after the first FIFO read pulse. Then it perfarms a OMA 
request once every two machine cycles, as long as this counter is non-zero and the 
difference between OMA requests and the OMA grants is smaller than 7 (to 
prevent a OMA request overrun on the OMA controller). 
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The second process monitors the FIFO's empty flag, and the DMA grant line. 
When data was written into the FIFO memory, it's empty flag will become 
inactive. On that occurrence, the EPLD performs a FIFO read. Since the FIFO 
read signal is hardwired with the clock input of the hardware register of the DMA 
bus, the first pixel value is also written into the hardware register. After the DMA 
is granted, the next read cycle from the FIFO memory is performed, provided that 
the FIFO memory is not empty. Because the DMA request are performed once per 
two machine cycles, the DMA grant pulses will also occur once every two 
machine cycles. The FIFO is read in the intermediale machine cycle (between the 
two DMA grant pulses, as shown in tigure F.5.3. 

TRANSFER FROM DMA BUS TO EXTERNAL MEMORY 

The transfer from the DMA bus to the image memory can be done in two 
different manners as mentioned in the previous paragraph. 
In case the data from the DMA bus is written straight into the SRAM, one bas to 
insert a wait state during each memory write cycle, to comply with the required 
memory write timing of the memory devices. 
Writing data to the internat DSP memory does not require wait states. The image 
can also be transferred from the DMA bus to the internat DSP memory, and from 
this memory to the external memory. 

Transferring the image from the DMA bus to a smalt buffer in internat DSP 
memory, and from this buffer to the external SRAM bas to be done as follows: 
1. Per image line, a DMA transfer is set up to transfer the image line from the 

DMA bus (FIFO memory) to the buffer in internat DSP memory. 
2. The interrupt server becomes active when that transfer is finished. 

This server initiates two (simuttaneous) DMA transfers: 
- one to performs a transfer from the internat buffer to external SRAM 

(taking the de-interlacing procedure into account). 
- The other to perform the transfer of the next image line from the DMA bus 

to the internat buffer. 

Here was chosen to transfer the image to the memory via an internat buffer 
memory for the following reasons: 
- The interrupt server can perform transfers from the internat buffer conditionally 

or partially: in this way it is possibte to extract only a certain (eventually sub
sampled) window from the image being transferred by the SBIP. 

- The DSP-core could perform operations on the image data that resides in the 
internat memory buffer. 

The two simultaneous DMA transfers (one from DMA bus to internat buffer, the 
other from internat buffer to external image memory) are possible: 
the EPLD performs the DMA requests once every 2 machine cycles, the IOP 
grants these DMA requests also once every two machine cycles. 
Thus in the interleaved machine cycle, the DMA controller will schedule the 
transfer from the internat buffer to the external SRAM. 

An internat buffer size of one image line will be sufficient because the transfer 
from the internat buffer to external SRAM will always be ahead of the transfer 
from the DMA bus to the internat buffer: 
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the transfer from the buffer to the external memory is initiated right after the 
transfer from the DMA bus to the buffer was finished. After that time, there will 
be a time difference of approx 40-50 machine cycles before the next transfer from 
the DMA bus to the internat buffer will be started. During this time, only the 
transfer from the buffer to external memory is busy, and can thus transfer one 
word per machine cycle. The transfer from the DMA bus to the buffer becomes 
busy again when the first pixel from the next image line is written into the FIFO 
memory. From that moment, the data bus bandwidth of the DSP is equally divided 
over the two DMA channels, each of these two channels will alternately perform 
one word transfer per machine cycle: thus the transfer from the buffer to external 
memory (which is reading the line buffer) stays ahead of the transfer from the 
DMA bus to the internat buffer (that is writing to the line buffer). 

RESTRICTIONS ON SOFTWARE DURING IMAGE TRANSFERS 

From the previous sub-paragraph became already clear that the DMA procedure 
bas a very tight timing schedule. There are certain software restrictions to make 
sure that the image transfer operates correctly: 
a. no other interrupts should become active during Hsync pulses, 

The DMA interrupt will become active during that time, and bas to start a new 
DMA transfer within a short time. If another interrupt keeps the DMA interrupt 
pending, pixels of the following line might be lost. 

b. the TMS 34020 should not perform host DMA transfers, 
In such case, the IOP will loose control over the DSP's busses and can not 
perform any data transfers. 

c. the IOP should have bus priority over the DSP-core. 
In that case there are no further restrictions on the software that is running on 
the DSP-core with respect to external memory accesses. External memory 
accesses by the DSP-core are allowed, but they will be delayed significantly. 

The consequences for software that is running on the DSP-core during image 
transfers are: 
- External memory accesses will be delayed, since the IOP bas bus priority over 

the DSP-core. 
- The program will be interrupted once per line time, this will consume approx. 

2% processor time during an image transfer. 

F.5.4 Hardware checks on transfer oparation 

The hardware also performs the following checks during the image transfer: 
- Check on input fifo overrun 

If the input fifo ever becomes full, one is never sure whether the input fifo bas 
been exactly full, or whether it overran. In the first case, there is no problem, 
in the latter, data samples will be lost. Therefor an error is set, every time the 
video input fifo becomes full. 
DMA request/Grant difference. 
If for one or another reason, the DMA controller does not respond to DMA 
requests and the hardware would keep generating DMA requests, the operation 
of DMA controller would be undefined. Therefor, no more DMA requests will 
be performed if the difference between the amount of requests and grants 
reaches 7. At that moment, also a waming bit will be set, that the DSP actually 
can not keep up with the DMA requests. 
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The TMS 34020 should read these bit's after an image transfer. If the error bit is 
set, the image transfer was corrupted most probably. 
The warning bit only tells that the IOP is having problems keeping up with the 
transfer rate. lt does not imply that the transfer was corrupted. 

F.6 CONTROLLER 

The controller is besides the DSP the most complicated part of the design, it 
forms an interface via some 50 -60 lines between TMS 34020, SBIP's video 
interface, FIFO memories and the ADSP 21062. Only a briefdescription is given 
bere on its operation and architecture. 
The controller was implemenred in an Erasable Programable Logic Device 
(EPLD), an Altera EPM 7160. The operation of the EPLD was described entirely 
in VHDL language. The VHDL routines perform the various functionalities as 
they were mentioned in the previous paragraphs of this chapter. This paragraph 
will give a brief overview of the architecture of the EPLD. 

The EPLD operates in one of the following modes: 
- idle mode 

The EPLD is waiting for a command from DSP or the TMS 34020 
image in mode (set by DSP) 
The EPLD generates all the required signals to transfer an image from the 
SBIP to the extension board. 
image out mode (set by DSP) 
The EPLD generates the required signals to transfer an image from the 
extension board to the SBIP 
test mode (set by TMS 34020) 
The EPLD generates the required signals to transfer an image from the SBIP's 
crossbar switch through the FIFO memories back to the crossbar switch. 

In every mode, the TMS 34020 accesses have the highest priority. If it accesses 
the host DMA memory area, or writes to the hardware DMA port, the EPLD will 
change to idle mode, since these operations conflict with image transfer 
operations. 
If the TMS 34020 performs an operation that does not conflict with the image 
transfer operations, like reading the test/error flags or writing the host address 
page, the EPLD will not change mode. 
Also if the TMS 34020 wants to set the EPLD into test mode while an image is 
transferred to or from the memory on the extension board, this image transfer will 
be interrupted, and the extension board will be set into test mode. 

Figure F.9 shows the architecture of the EPLD. The following units are found 
inside the EPLD. 
- TMS interface 
- DSP interface 
- Video interface 
- image transfer controller 
- Host DMA interface 
- Memory controller 
- Test/reset 
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Figure F.9: Architecture of the EPW. 
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The TMS interface decodes the memory map as shown at the end of paragraph 
F.4.1. Therefor it requires 3 address lines, the decoded selection line HWFILL of 
the SBIP, and read and write signals. 
The HWFILL signal is the output of an address decoder on the SBIP. It becomes 
active when the SBIP accesses memory in the range of Ox90000000 to 
Ox9FFFFFFF. Only four address lines were used for the local address decoding, 
since there was a shortage of IQ pins on the EPLO. This means that the 16 
address locations from Ox90002000 - Ox900020FO are mirrored 15 times in the 
range Ox900021 00 to Ox90002FOO. 
Also the 512 words ranging from Ox90000000 to Ox90002FEO are mirrored again 
in the memory range from Ox90003000 to Ox9FFFFOOO. 

In case the TMS accesses memory locations in the memory map, the TMS 
interface will activate the appropriate units in the EPLO: 
- for a OMA accesses (host- or IOP- OMA), it activates the host/dma interface 

to perform the desired operation. In case of a host OMA, it also activates the 
memory controller, that in turn activates the memory select signals for the 
OSP's CS (intemal OSP memory accesses) or one of the 4 MS lines (extemal 
memory accesses). 
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- to read status, reset errors, or set test mode, it activates the test/reset unit. 

The DSP interface decodes the commands from the DSP via three input flags, and 
returns a status to the DSP via the output flag. 
The command from the DSP, for an image transfer to or from the SBIP, the DSP 
interface activates the image transfer controller, which in turn will control the 
FIFO memories and generate DMA requests via the host/dma interface unit. 
Por each DSP command, the DSP-interface will set the corresponding status signal 
(vsync, frame id, hsync, error flags etc. see paragraph F.2.1) on the output flag 
and the DSP's external interrupt line. It receives these signals from the various 
unit's within the EPLD. 

The Video interface is always active and performs the following tasks: 
- regeneration of the blanking signal 
- odd/even frame detection 
- Rising pixel clock edge deleetion 
This information is required for image transfers and is used by the FIFO controller 
unit. 

The Image transfer controller unit contains the required functionalities to transfer 
the image to or from the extension board, or to transfer images in test mode. It is 
activated by the DSP interface or the test/reset unit, and uses the output of the 
Video interface. The image transfer controller unit controls the FIFO memory 
directly, and performs DMA requests via the HOST/DMA interface unit. 

The host DMA interface unit performs tasks like IOP DMA transfers and Host 
DMA transfers. This involves controlling the various registers and buffers as 
explained in the previous paragraphs and performing DMA requests to the DSP. 
To perform these tasks, this unit is activated by the TMS interface. 
In case the TMS 34020 wants to perform a host DMA transfer, this unit will 
activate the memory controller unit, that will generale the required selection lines 
for the memory devices. 
This unit also passes DMA requests from the Image transfer controller unit to the 
DSP. 

The test/reset unit resets the entire EPLD at start up and it offers the possibility to 
set the extension board in a test mode. Further it provides the possibility for the 
TMS 34020 to read status information (about image and DMA transfers) from the 
EPLD. 

The memory control unit is activated by the host DMA interface. In case the DSP 
grants it's busses, the memory control unit takes over the task of asserting the 
memory selection lines for the external SRAM. From 3 address lines of the DSP, 
it derives which of the four external memory banks or internal DSP memory is 
selected. 

The figure does not show a number of unused connections between the EPLD and 
the SBIP and DSP. These were reserved for future use and are defined to be high 
impedant. 
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G Software design 

The operation of the grey value correlator contains besides the hardware a 
considerable amount of software. This software consists of the application and 
system software on the DSP and of software for the TMS 34020 and the SBIP's 
host computer. The aim of this appendix is to explain how the software for the 
extension board was set up. 

First the environment in which the software runs will be described in section G.l. 
Then the DSP software is described insection G.2. Section G.3 gives an overview 
of the functions for the SBIP and the host. 

G.1 SOFTWARE ENVIRONMENT 

Writing software for the extension board requires besides knowledge about the 
application, also knowledge about the system on which the software is running. 
The software has to interface to the software that is running on the SBIP and to 
the extension board hardware. 

Paragraph G.l.l will describe how the software of the extension board interfaces 
to the SBIP software. Paragraph G.1.2 explains some detinitions that are used on 
the SBIP software and that are adapted on the extension board. Appendix F 
explained how the software has to control the extension board hardware. However, 
the memory was only explained briefly. Paragraph G. 1.3 will give a more detailed 
description on the memory contiguration of the extension board. 

G.1.1 Software interface to the SBIP 

The software interface between the DSP extension board and the SBIP was 
adapted from that between the SBIP and the host computer. This paragraph will 
give a short description on the implementation of the software interface between 
the SBIP and it's host computer. 

In a contiguration of an SBIP with a host computer (PC or VME based CPU) the 
SBIP operates as a slave of the host computer. After it is initialized it waits for 
commands from the host, it executes these commands, and returns the results to 
the host. The software on the SBIP contains in many cases only of a large library 
with vision functions with a software interface to the host. Via this interface the 
SBIP receives commands from the host to execute a function from the vision 
library, it then executes this function and returns the results to the host. In this 
way the SBIP performs the image processing and reports results to the host 
software. The host software performs the actual interpretation of these results. 
Thus the vision application is in fact partially running on the SBIP and partially 
on the hostin the SBIP environment, this is the most simpte solution to solve 
vision problems. In cases where the SBIP operates stand alone, it will be 
necessary to imptement the entire application on the SBIP itself, thus without 
using a host. 
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In the software interface, a function ID is assigned to each function of the vision 
library. When the host bas to call a eertaio function on the SBIP, the software 
interface on the host side first writes the function arguments into a communication 
buffer. When it then writes the function ID at the top of the buffer. The TMS 
34020, which is continuously polling the top of the buffer, detects that the host 
wrote the function ID. It reads in turn the function ID and passes the arguments 
from the communication buffer to the appropriate function. After the function is 
executed, it writes the return parameters into the communication buffer and resets 
the command ID to notify the host that the command is finished. 

The vision library with the software interface between the host and the SBIP 
provide thus a transparent interface between the host and the TMS 34020. The 
functions that are available in the vision library on the SBIP are also present in a 
library on the host. The function implementation on the host just copies the 
function arguments that are passed to it, to the communication buffer. A command 
handter on the SBIP passes these parameters that it receives via the 
communication buffer to the appropriate function. The function implementation on 
the SBIP perfonns the actual algorithm. 
This interface offers thus the possibility for the host to call any of the functions 
from the vision library. Since a eertaio function exists in both host- and SBIP 
environment, it is possible to develop and debug application software for the SBIP 
on the host computer, and once it is found to be working satisfactorily, the souree 
code can be compiled with a TMS 34020 cross compiler, and ran on the TMS 
34020 itself. 

Of course there are restrietloos on having the capability of compiling one and the 
same souree for both the host and the TMS 34020 environments. The programmer 
should use predefined functions and rnacros for operations on images. Let's take 
the example that he likes to get the grey value of a pixel: This requires to load a 
pointer variabie with the corresponding memory location where the grey value of 
that pixel is stored. Since the image is mapped in the SBIP's memory space, and 
not in the host's memory space, this pointer implementation will only work in the 
TMS 34020 environment, not on the host environment. 
Therefor, the programmer should use the getpixel() functionlmacro, rather then 
manipulating a pointer though the image memory. In the host environment, the 
getpixel() function delegates the action to the SBIP via the communication buffer, 
the getpixel()-macro in the TMS 34020 environment is in fact the pointer 
operation. If the programmer keeps these kind of restrictions in mind, it is fairly 
easy to imptement an application on the SBIP. 

One of the requirements of the extension board is that the software interface 
should be very easy, such that other algorithms can be implemented on the 
extension board without much difficulties. It is therefor obvious to adapt as many 
as possible from the SBIP's software environment to the extension board. This bas 
the following advantages: 
- Programmers with SBIP experience are familiar with the software environment 

of the SBIP, and can therefor imptement algorithms easier on the extension 
board. 

- If the same structures are used, it will be easier to port existing SBIP software 
to the DSP. 
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Adapting the software structure from the SBIP resulted in a DSP library for the 
DSP, one for the SBIP and one for the host computer. The DSP-libraries on the 
host and the TMS 34020 are an extension to the current vision library. 
The DSP operates as a slave of the TMS 34020, it receives commands from it, 
executes them and returns results to the TMS 34020. 

Figure G.l shows an overview of hierarchy of the host, the SBIP and the DSP 
extension board. 

HOST 

EXT.Board 

DSP LIBRAR (HOST 

pam•a to~, 
Htu=(~[l)JI 

Figure G.J: Software interfaces host - SBIP - extension board. 

There are basically two software interfaces that play a role: the one between the 
host and the TMS 34020 and the other between the TMS 34020 and the DSP. 
The software interface between the host computer and the TMS 34020 provides 
the possibility to call the DSP routines also from the host computer. This is 
necessary to he able to debug the DSP functions also on host level. 
The TMS 34020 passes parameters that it receives via this interface to the 
functions in the DSP library that is on the SBIP. These functions can either he 
called by the application software on the SBIP or by the host software interface. 
The DSP passes parameters that it receives from the SBIP to the appropriate 
function, after that function is executed, the results are passed back to the SBIP. 
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The software interfaces provide thus a transparent communication between the 
various processors. They also serve some other purposes, like booting the DSP 
and a properous hardware control of the extension board. 

As shown in tigure 4.2, DSP-function calls by the host are passed to the DSP via 
the TMS 34020. In fact, every cammand could be issued straight from the host 
computer to the DSP. Por test purposes, it came out very handy to issue 
commands directly from the host to the extension board without intervention of 
the TMS 34020 CPU. Por normal operation, however, it is a better practice to 
involve the TMS 34020 in passing commands to the extension board. In that case 
the DSP receives the tasks always from one and the same CPU, thus no confticts 
like the host and TMS 34020 calling a function simultaneously, can occur. 

G.1.2 Image definitions on the SBIP 

This paragraph explains some definitions on images that are used in the SBIP 
software. Only the definitions that play a role for the description of the extension 
board software are explained. Por a complete description of the definitions is 
referred to the SBIP's library manual. 

Manipulations of images oftenly concerns only a small rectangular window in the 
image. Therefor, a type "Window" is defined in the SBIP software, this structure 
contains the following members: 
- fromrow, fromcol 

Two integers, defining the row- and column- positions of the window with 
respect to the origin (upper left corner) of the image. 

- width, heighth 
Two integers, defining the width and the height of the window. 

This type was also adapted to the software on the extension board. 

The SBIP stores images in a large video memory. Since images can have different 
sizes, each image that resides in the video memory bas a structure associated with 
it. A type "Image" is defined in the SBIP software. This is a structure that 
contains the following image characteristics: 

- im_start 
a pointer to the upper left corner of an image 

- im_pitch 
an integer value that specifies the offset between two adjacent column pixels. 

- im_window 
a Window that holds the size of the image 

- im_mask 
a character that specifies which of the 8 bit planes are used by the image. 

- im_name 
a string that can hold a name for an image 

- im_number 
a character that can hold a rank number of the image 

On the SBIP the first four memhers are to be specified, the two last can be used 
optionally. The Software on the DSP extension board uses the same structure for 
images, however, there are some differences. 
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The im_mask memher remains unused on the extension board, since the DSP can 
not access separate bit planes like the TMS 34020 can. The parameter remained 
included in the Image structure for software compatibility purposes. 

G.1.3 Memory configuration 

As paragraph F.3.1 explained the memory map of the extension board, this 
paragraph describes how that memory is used by the software. The memory on 
the extension board consistsof extemal SRAM (lM x 8 bits) and intemal memory 
of the DSP (256 kb). The extemal SRAM is reserved to store images, the intemal 
memory to store programs, variables (in block 0) and the template (in block 1). 
For the description of the contiguration of the memory, the various declarations 
from the architecture file are shown in the table below. This table shows the 
various memory segments: 

MEMORY BLOCK 1 
seg_rth 0.5 k x 48 

code segment for system initialisation (runtime environment) 
seg_init 0.5 k x 32 

data segment for system and variables initialisation data 
seg_stak 1 k x 32 

segment for runtime stack, used for passing parameters, and storing return 
addresses. 

seg_pmco 12 k x 48 
segment for storage of program code 

seg_pmda 
segment for storage of user data storedinprogram memory space 

seg_dmda 12 k x 32 
segment for storage of user data stored in data memory space 

seg_heap k x 32 
segment for heap 

seg_com 0.25 k x 32 
segment for communication buffer. 

MEMORY BLOCK 1 
seg_tpl 64k x 16 

segment for storing the template 

EXTERNAL SRAM 
seg_img1 IM x 8 

segment for storage of image 

Data and program memory spaces 

The DSP bas a data and a program memory space, in both spaces variables can be 
stored. The C compiler for the DSP bas special extensions to specify whether 
variables are to be stored in data or program memory. On the extension board, 
however, all variables are stored in the data memory space, the program memory 
space is only used for storage of the program and the template. The template bas 
to be stored in program memory to be able to perform single cycle multiply 
accumulates. The extemal SRAM is contigured as data memory. 

CTR554-96-0038-praliminary 1991Hl6-11 153 



Design of a normalised grey value corre/ator 

G.2 EXTENSION BOARD SOFTWARE 

As explained in the previous section, the extension board contains a library with 
functions that can be called by the TMS 34020. The three following paragraphs 
explain the routines that run on the DSP: the DSP initialization, the image transfer 
and the correlator software. 

G.2.1 DSP lnitialisation 

After booting the DSP, some initialization has to take place: the run-time 
environment has to be set up and some variables have to be set to default values. 

The C run-time environment controls dynamic memory allocation, system 
initialisation, stack usage etc. The initialisation of the C run-time environment is 
derived from the system-architecture file, a header file with interrupt tables. The 
required routines for initialisation and memory allocation are linked with the user 
objects to an executable during the link process. 
After a reset, the processors jumps to the initialization procedure of the run-time 
environment. After the initialization of the run-time environment is completed, 
function main ( ) is called. 

After initialisation of the run-time environment, some DSP registers and variables 
have to be initialized. This is done by the dsp_ini t ( ) routine, it is called from 
function ma in (). This routine sets the default image transfer parameters and 
some of the DSP's control registers. This routine can also be called from the TMS 
34020 and the host via the software interfaces. 

G.2.2 Image transfer routines. 

As became clear in the section F.5, some software is required to transfer images 
from the sbip to the extension board. This software consists of a routine 
dsp_getimage () that is called initially when the image is to be transferred, 
and an interrupt service routine vdma_in ( ) that becomes active once per 
transferred image line. The dsp_getimage () function can be called by the 
application software on the extension board, the SBIP and the host. This function 
accepts one argument: a pointer to an Image type that specifies the image 
properties. 

To specify how the image is transferred, the routine 
dsp_settransferparam() can be called. This routine specifies whether the 
image is transferred in interlaced- or non-interlaced - mode, and the size of the 
image. These parameters are set to Interlaced 512 rows, 512 columns by default 
during initialisation of the DSP. 

The operation of the image transfer is basically as follows: 
a. The dsp_getimage () routine initializes the various registers that are used 

for the image transfer, and sets up a OMA transfer for the first image line from 
the extemal port to the intemal line buffer. Forther it prepares the first transfer 
from the buffer in the intemal DSP memory to the image memory already. 
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b. After a line is transferred from the external port to the buffer in internal DSP 
memory, the interrupt handler vdma_in ( ) becomes active and initiates a 
transfer from the internal buffer to the image memory. 
If not all image lines are transferred, the interrupt server starts the next transfer 
from the external port to the internal buffer. (note that this transfer is 
performed simultaneously with the transfer from the buffer to the image 
memory.) 
Further the server prepares the next DMA transfer from the internal buffer to 
the image memory. 

The design of the interrupt service routine is such that the next DMA transfer 
from the external port to the internal line buffer is set up as quickly as possible. 
From paragraph F.5.2 it became clear that there is approx. 2.5 us. available for 
setting up this next DMA transfer. This requires, that noother interrupts may have 
priority over the DMA interrupt during the horizontal sync pulse. In that case the 
DSP bas some 75 instructions to set up the next transfer. 

By designing the interrupt handler such that the DMA transfer for the following 
image line is prepared after the transfer for the current line is started, the response 
time for a starting the next DMA transfer is very fast. After the server becomes 
active, it just loads the registers of the controller, and restarts the DMA controller. 
Further the alternate register set allows a single cycle context switch to the work 
registers for the image transfer. The image transfer routines use alternative 
registers r8 to rl5 and the alternative index register sets 0 to 3. These registers 
may not be overwntten by other software during the image transfer. 

The image transfer procedure that was described bere shows just a simple 
overview, in practice, also frame - synchronisation and de-interlacing have to be 
handled by the image transfer software. 

FRAMESYNCHRO~ATION 

Frame synchronisation is performed by the dsp_getimage () function. 
When this routine is invoked, it awaits the first rising edge of the vertical sync 
pulse. This is done by setting the appropriate command on the output ftags for the 
EPLD. The Vsync will then appear on the DSP's input ftag. 
Wh en the V sync pulse is detected, the routine sets all parameters for the image 
transfer and sets up the first DMA transfer. The parameters for the image transfer 
are: the image size, and transfer metbod (interlacedlnon-interlaced), pointers to the 
internal memory buffer, and destination image, the window that is to be extracted 
from the incoming image and the sub-sample factors in row and column direction. 
Then it sets the command ID for the get image on the output ftags and exits. 

DE-INTERLACING 

Before the de-interlace procedure is explained, the interlace protocol of the TMS 
34020 is explained bere first. 

In interlaced mode, one image is transferred in two frames. Since the video 
standards have an odd number of image lines (eg. 625 lines for CCIR), one of the 
frames ends with a half line, and the other begins with a half line. 
Even though the image size on the SBIP bas an even number of image lines (eg. 
512), the TMS 34020 transfers line 0 and line 511 only partially. So in interlaced 
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mode, the TMS 34020 transfers actually only 511 whole image lines insteadof 
512. Since the TMS 34020's documentation is not really clear about the number 
of pixels that are being transferred in line 0 and line 511, and setting up the DMA 
transfers require an exact pixel count for each line, the image lines 0 and 511 are 
ignored on the extension board. The memory locations of these lines are defined, 
but they will not be written during image transfers. 
Thus if an image is transferred from the memory on the SBIP to the extension 
board, there are the following differences: 
- Line 0 and Line 512 on the extension board contain no information. 
- The entire image on the extension board is shifted one pixel to the left (see 

paragraph F.5.3). 

De-interlacing is mainly done by the vdma_in ( } routine, the 
dsp_getimage () routine only plays a role in the initial phase of the image 
transfer. When the dsp_getimage () routine is invoked, it sets an "interlaced" -
ftag, and checks if the first frame to be transferred contains the odd- or even
image lines. 
In case the first frame contains the odd image lines, the image memory pointer is 
advanced to line 1. 
In case the first frame contains the even image lines, the image memory pointer is 
ad vaneed to line 2 (line 0 is not use in interlaced mode), 
The blanking signal in line 0 is suppressed in hardware, thus line 0 will not be 
transferred. 
The vdma_in ( ) routine then becomes active every time one image line is 
transferred to the internat buffer. In interlaced mode, this routine advances the 
pointer for the DMA transfer to the extemal memory one image lines, to leave an 
empty space in memory to insert a line during the next frame. 
After the first frame is transferred, it sets the pointer back to line 1 or line 2 
(depending onthefact whether the first frame contained theeven or odd lines 
respectively ). 

G.2.3 Correlator software 

Even though there was a C souree available for the grey value correlator 
application, some time was spent on enhancing this algorithm. A part of this C 
souree has been rewritten in assembly language, to achleve the desired execution 
time. 
The search algorithm from the existing souree was left unchanged. 

The correlator application consists of three C-routines that contain the search 
algorithms, and three assembly language routines that perform calculations of the 
correlation coefficient. 

The main routine dsp_correlatecoarsefine () acceptsas arguments: 
- pointer to an Image type specifying the image 

pointer to an Image type specifying the template 
an integer specifying the number of maximums that the global search should 
remember. 
an integer specifying the maximum sub-sample factor that the algorithm should 
use during the coarse search. 
a pointer to an array of structure where the function should store the results of 
the search 
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This routine perfonns the actual search algorithm as described in section 1.2. This 
tunetion perfonns multiple exhaustive searches. Therefor it calls the 
dsp_exhaustsearch () tunction. 

The second C-tunction, dsp_exhaustsearch ( ) , accepts the same arguments 
as the dsp_correlatecoarsefine () tunction. lt perfonns an exhaustive 
search with the template in the image, and stores the data for the best matches in 
the results structure. 
The dsp_exhaustsearch () first calls the third C-routine 
dsp_setcorrelparm ( ) to set up a structure with the required data for the 
assembler routines, then it calls the assembler routines, for calculation of the 
correlation coefficients of the template at the various positions within the image. 

The dsp_setcorrelparm () tunetion sets up the required data for the 
assembler tunctions. The tunetion arguments are the same as the ones for the two 
previous tunctions except for the last structure: the dsp_setcorrelparm ( ) 
requires a pointer to a structure were it can store the various parameters for the 
assembler routines. The tunetion calculates the required data for the assembler 
routines and writes this data into the structure. The tunetion eaUs an assembler 
routine calcvart () to calculate the sum of the template pixels and the 
approximated varianee of the template pixels. This according to the sub-sample 
parameters, passed to the tunction. 

There are two more assembler tunedons involved in the exhaustive search: the 
dsp_correlatel () and the dsp_correlatenext () functions. In an 
exhaustive search, the template is shifted column wise from left to right and row 
wise from top to bottorn of the window. A correlation coefficient is calculated 
every time the template is shifted one position by one of these correlation 
routines. Every first correlation coefficient in a row (this is when the template is 
at the left most position) is calculated using the dsp_correlatel () tunction. 
The rest of the correlation coefficients is calculated with the dsp_cor
relatenext () tunetion since this saves a considerable amount of time. The 
dsp_correlatenext tunetion makes use of calculations, that were done for 
the previous correlation coefficient. 

Both correlation tunedons take a pointer to a structure that was set up by 
dsp_setcorrelparm(). 
- The dsp_correlatel ( ) tunetion requires besides the structure also a 

pointer to pixel in the image where it bas to calculate the correlation 
coefficient. 

- The dsp_correlatenext () tunetion requires besides the structure a 
specificadon of the position with respect to the previous calculation ( one step 
left, right, up or down), where it bas to perfonn the calculation of the 
correlation coefficient. 

The various routines are callable from the SBIP and host environment. 

NUMERICAL ACCURACY OF 'DIE CALCULATIONS. 

In the correlator algorithm, many calculations are being perfonned. This paragraph 
deals with the numerical properties of all these calculations. 
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Most calculations are performed using integer arithmetic, for these calculations no 
inaccuracies will occur as long there is no overflow on variables. Since the 
summation loops perform maximum 216 MAC's on 8-bit numbers, the result can 
be represented by a 32 bit (unsigned) integer. Thus in the MAC loops, there will 
be no inaccuracies. 

The following formula shows a the calculation that is to be performed for a 2 
dimensional normalized grey value correlation coefficient for a template of R rows 
x C columns: 

(G.l) 

T,,c represent the grey values of the template pixel at row i, column j. 
Ii+rj+c represent the grey values of the image pixel from an image detail taken 

from row i, column j, at an offset r,c within the image detail. 

The algorithm calculates in fact lr(l;j,T)I * r(l;j,T) to avoid the calculation of the 
square root. The actual calculation that is performed by the algorithm has thus the 
following form: 

(G.2) 

With: 

(G.3) 

Actually, there are three identical terms to be calculated: 

R C R C R C 

c(A,B)=RC·:E :EA,.c·B,.c -:E :EA,_/E LBr,c (G.4) 
rzl c=l r=l c=l r•l c•l 

Or in a one dimensional notation: 
In which is: 

N the number of pixels in the template (R * C) , N < 64 k pixels -> N is 
a 16 bits number 
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N N N 

c(A,B)=N·'L A;·B;-L A1·'L Bi (G.5) 
i=l 1~1 j=l 

~.Bi 8 - bits pixel grey values. 

The sommation loop: 

N 

N·"' A.·B. L,; I I 
(G.6) 

1•1 

will yield a 48 bit result : 
The multiplication of the 8 bit values A B yields a 16 bit result 
the sommation loop consists of maximum 216 summations (maximum 
template size of 64k pixels). Thus the result of a sommation loop< 216 * 
216 = 232. 

The value N is a 16 bits value, the total result is thus represented by a 
16+32 = 48 bits value. 

The sommation loops: 

N N 

LAI·LBJ (G.7) 
i•l j•l 

will also yield a 48 bit result : 
The sommation terms, the template and image pixels are 8 bit's values 
One sommation loop consists of 216 (64k) summations, thus the result of a 
sommation loop< 216 * 28 = 224

• 

Thus the calculation of cab will yield a 48 bit result. 

Now care is to be taken, since these two 48 results are being subtracted. The 
subtraction can not be performed in 32 bits ftoating point format: If the two 
variables, being subtracted from each other are large almost equal values, the 
result of the subtraction might be a very smalt result. With a 32 bit ftoating point 
format, the relative error might become very large. Therefor the 48 bit 
subtractions are performed with integer arithmetic. The results of these 
subtractions are casted to ftoats, then the normalized correlation is calculated 
using ftoating point math. 
2The normalized correlation coefficient is normalized to 210

• Since the algorithm 
calculates the square value of the correlation coefficient the result of the 
calculation is normalized to 220

• This value is casted to an integer. 
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G.3 HOST/SBIP SOFTWARE DESCRIPTION 

The previous section explained the software that is running on the DSP. Most of 
the routines that were explained (eg. dsp_getimage {) , 
dsp_correlatecoarsefine {), dsp_exhaustsearch {)) can be called 
from the SBIP and the host via the software interface. There is also some specific 
software for the host computer and the SBIP. This section will explains these 
routines: paragraph G.3.1 describes how the DSP is booted, paragraph G.3.2 how 
the host can perform 32 memory accesses in the SBIP's memory and paragraph 
G.3.3 explains how templates are downloaded from the SBIP to the extension 
board. 

G.3.1 Booting the DSP 

After powering up the SBIP and the DSP extension board, the software for the 
SBIP is to be downloaded from the host first, and then the software for the DSP 
is to be downloaded. The programming tools of the DSP produce a so called 
"loader file", that contains the code for the DSP and the initialisation data for 
variables. This loader file contains besides the actual user program, a small loader 
program that takes care that the various code blocks are placed at the appropriate 
memory locations, and that variables are being initialized. 

Booting of the DSP is done by the host computer, because the loader file is 
written on a disk. Before the host starts the actual boot procedure, he first 
performs the following procedure: 
- The module ID and hardware revision ID of the extension board are read and 

checked. 
- A reset pulse is generated to bring the extension board into a defined state 

After this is done, the loader file is read from disk and written to the DSP. The 
setup of the DMA transfer of the DSP is not necessary, since this setup is part of 
the reset procedure in the DSP. During reset, the DSP sets up a DMA transfer of 
256 words intemally. The first 256 words of the loader file contain a the loader 
program for the DSP. After these 256 words are downloaded, the DSP runs this 
loader program. The loader program takes further care that the entire user program 
is placed at the appropriate memory locations, and that variables are initialized. 
The data is written to the extemal port FIFO buffer (via host DMA) as 16 byte 
words. The DMA controller and the loader program will take care that data is 
being packed to either 48 bits for program code, or 32 bits for initialisation of 
variables. 

As described in the paragraph F.3.2, it is also possible to configure the extension 
board for EPROM booting, by installing a jumper on the appropriate location. The 
downloading procedure is similar, the DSP detects the presence of the 
configuration jumper, and performs the DMA transfer from the boot memory 
device instead of from the extemal port buffer. The contents for the boot EPROM 
are also produced by the boot loader utility by passing the appropriate command 
line option to the utility. Por the command syntaxis referred to the "ADSP 21000 
family- Assembler tools & Simulator manual". 
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G.3.2 Single 32 bit SBIP memory access 

Certain operations require 32 bit memory accesses in the TMS 34020 memory 
space to control the extension board hardware properly. Via the SBIP's host 
interface, however, only 16 bits memory accesses can be performed. 32 bit's 
accesses by the SBIP's host are possible, but such an access is executed as two 
consecutive 16 bit accesses, yielding the 32 bit result. In case of a 32 bits device 
in the TMS 34020 memory space, first the lower 16 bits are accessed, then the 16 
upper bit's are accessed. Thus the 32 bit's device is accessed twice. 

There are two cases in which two 16 bit accesses to/from a 32 bits device are 
disastrous: during the setting of the host address page and during host DMA. 

The host address page is latebed in a 24 bit hardware register, it requires a 32 
bit access (8 bits are ignored). lf this address page register is accessed twice 
( each access 16 bits) only the last access will be stored in the register. During 
the first write, the 16 lower data lines contain valid info which is latebed in the 
16 lower bit's of the latch, the invalid data on the 16 upper data lines is also 
latebed in the register. During the second write, the lower 16 address lines 
contain invalid data, and the 16 upper address lines contain valid data. During 
this write action, the upper 16 bits of the register are written with valid data. 
the lower 8 bits that were written in the first write cycle, are overwntten with 
invalid data. 

During 32 bits DMA transfers to the extension board, the DMA controller 
considers every access to be a 32 bits access. So if two consecutive 16 bit 
accesses were done to obtain a 32 access, the DMA controller interprets this as 
being two 32 bit DMA transfers. 

To omit this problem, two user functions setsbip2memoryl tms () and 
getsbip2memoryl tms () were written for the SBIP to perform a 32 bit write 
- and a 32 bit read - action in the SBIP memory respectively. The 32 bits 
parameters are passed to/from the SBIP as two 16 bit values via the software 
interface. The functions on the SBIP perform the actual (32 bit) memory access. 

This function is only required for 32 bits memory accesses by the host. 32 bit 
accesses by an application program on the SBIP will be done in one cycle anyway 
and thus do not require a specific treatment. 

G.3.3 Downloading templates 

The grey value correlator application requires that a template can be downloaded 
from the TMS or host computer. A routine was written to download templates to 
the DSP extension board. lt downloads a template that is stored in the SBIP 
memory, to the extension board using a host IOP DMA transfer. The routine was 
written for the SBIP because it uses 32 bits memory access for the DMA transfer. 
lf the template is to be downloaded from disk, the leadimage () function from 
the SBIP can be used to transfer the template from disk to SBIP memory, and the 
dsp_get temp la te ( ) function to transfer the template to the extension board. 
(Eventually a routine can be written to download the template straight from the 
host to the extension board.) 
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The procedure is as follows: 
- The TMS 34020 issues a cammand to the OSP with the information of tl1e 

template (size, start address), which in turn sets up a OMA transfer from 
external port to the internat OSP memory. 

- Then the TMS 34020 resets the host OMA error bit in the EPLO (see 
paragraph F.4.2) and perfarms the data transfer. For this transfer the TMS 
34020 packs two pixels in one 32 bits value and writes them to the OMA 
channel. The two pixels are packed in one 32 bits value because the OMA 
controller of the OSP does oot support transfers to the 16 bits internat memory 
space in the OSP. The transfer is therefor to be performed to the 32 bits 
shadow memory space in the OSP. 

- After the transfer of the template the error status from the OSP is read to 
check for errors. 

The dsp_gettemplate () routine is available on the hostand SBIP only. lt is 
oot callable by an application that is running on the extension board, because it 
involves the template to be downloaded by the TMS 34020. As the OSP is a slave 
of the TMS 34020, it cao oot order the TMS 34020 to download the template. 
The dsp_get temp la te ( ) function being called on the host passes the function 
parameters via the communication buffer to the SBIP, where the actual routine is 
invoked. 

GESCAND 
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