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Samenvatting.

Beschouw een database, bestaande uit een aantal (representatieve) gevallen
(objecten) en een uiteindelijke classificatie van deze voorbeelden. Elk voorbeeld wordt
omschreven aan de hand van een serie kenmerken (attributen). Ais zich nu een zelfde
soort geval voordoet dat om een classificatie vraagt, maar dit geval heeft een combinatie
van kenmerken die niet in de database voorkomt, dan is geen directe classificatie mogelijk.
Met "machine learning" algoritmen probeert men nu de kennis die in de database zit, om
te schrijven in de vorm van een serie regels. In ons geval worden deze regels dan weer in
de vorm van een "decision tree" gerepresenteerd. Aan de hand van deze boom kan nu voor
elke mogelijke combinatie van kenmerken een classificatie gevonden worden. De database
is meestal niet ruisvrij, en in die gevallen moet het algoritme proberen zoveel mogelijk
regels te vinden zonder door de ruis be"invloed te worden. Een principe dat een balans
probeert te vinden tussen het aantal regels (de grootte van de decision tree) en het aantal
objecten is het "Minimum Description Length"-principe (MDL).

We hebben nu een informatietheoretisch algoritme (dat oorspronkelijk voor
datacompressie ontworpen is), het context weeg algoritme, zodanig gemodificeerd dat het
op het probleem past. Dit nieuwe algoritme (het context maximaliseer algoritme) vindt de
boom, die aan dit principe voldoet. Het algoritme loopt op een efficiente en recursieve
manier de hele zoekruimte door. Een belangrijk voordeel van dit algoritme is, dat het in
een formule, zowel de kosten van de data als de boom verwerkt. Andere algoritmen op dit
gebied zijn meer ad hoc, en kunnen de optimaliteit van de gevonden boom niet
garanderen. Er zijn twee verschillende implementaties van het algoritme geschreven, een
"depth-first search" algoritme en een "breadth-first search"-algoritme.

We hebben in eerste instantie alleen naar binaire kenmerken gekeken. Daarnaast
hebben we ons voornamelijk gericht op kleinere datasets (met weinig kenmerken) om de
complexiteit nog beperkt te houden. Desondanks is de zoekruimte voor zelfs kleine
problemen nog erg groot. Om deze zoekruimte te beperken hebben we voor de "depth-first
search" vijf criteria afgeleid. Deze criteria verkleinen de zoekruimte maar behouden de
optimaliteit van het algoritme. Enkele van deze criteria zijn naderhand ook voor de
"breadth-first search" gebruikt.

Op de kleinere datasets worden resultaten behaald die vergelijkbaar of beter zijn
dan de resultaten van andere algoritmen (van o.a. Quinlan en Rivest). Het algoritme vindt
meestal kleinere modellen, en een lagere of vergelijkbare foutenkans (dat is de kans dat
een nieuw voorbeeld verkeerd wordt geclassificeerd). Voor een specifieke dataset, XD-6,
hebben we laten zien hoe de verschillende factoren (aantal voorbeelden, grootte van de
boom, en de gebruikte encodeer technieken) samenhangen. Voor deze dataset hebben we
een asymptotische ondergrens berekend, die aangeeft wat de best mogelijke foutenkans is,
gegeven de grootte van de boom. Hieruit blijkt dat het context maximaliseer algoritme
inderdaad "decision trees" op de asymptotische ondergrens vindt.



Summary.

Consider a database which consists of some (representative) cases (called objects)
and a final classification (classes) of each of these objects. For every case a series of
properties (called attributes) will be used. If a new case has to be classified, but its
combination of attributes does not appear in the database, then one cannot immediately
classify this new object. With machine learning algorithms, one tries to retrieve the rules
which form the model of the knowledge in the database. These rules will be represented in
a decision tree. With this decision tree, one can now find a classification for every
combination of attributes. In general the database is noisy, and in that case the algorithm
has to find as many rules as possible, without trying to model the noise. The Minimum
Description Length Principle (MDL) tries to find a balance between the number of objects
on one hand, and the number of rules (size of the tree) on the other hand.

The context weighting algorithm is an information theoretically algorithm, intended
for data compression. We have modified this algorithm (now called context maximizing
algorithm), in order to find decision trees, which fulfil the MDL-criterium. The algorithms
searches through the entire search space in a recursive and efficient way. An important
advantage of this algorithm is, that it combines the model cost and the data cost in one
single formula. Previous algorithms cannot guarantee an optimal result, or are based on a
more ad hoc basis. We made two implementations of this algorithm, the depth-first search
and the breadth-first search.

In this report we only consider binary attributes and small databases (with a few
attributes), because we wanted to keep the complexity of the problem low. But even the
search space of these small problems is huge. To narrow this search space down, we have
developed five criteria for the depth-first search algorithm. Some of these criteria have
been used in the breath-first search implementation too. Although these criteria restrict the
size of the search space, the algorithm still finds an optimal solution.

Our results on these small databases are always comparable, or sometimes even
better than the results of other algorithms (from Quinlan and Rivest a.o.). Our algorithm
finds smaller trees, with a comparable error rate (percentage of errors, made while
predicting the classes of new objects). For the data set XD-6, we showed the relation
between the number of objects, the size of the tree, and the encoding techniques. We
computed an asymptotically lowerbound for this data set. This bound gives for any given
size of the tree, the best possible error rate. It appears that the context maximizing
algorithm performs on this lowerbound.
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1. Introduction.

Artificial intelligence is often associated with very smart talking computers or
human-like robots. It is defined as : a branch of computer science concerned with the
design and implementation of programs which are capable of emulating human cognitive
skills such as problem solving, visual perception and language understanding [4]. The
expert system technology is derived from the artificial intelligence. An expert system is a
computer program that tries to give advice or to solve problems, in a small specialized
area (domain), based on knowledge about that area. Such a system is often operated by
experts, because they can evaluate the given solution, based on the explanation of the
expert-system. Or by skilled technicians who get technical assistance from the program.

For example Digital Equipment Corporation uses an expert system to check the
configuration orders of clients, for mistakes, unwanted situations and incompatibilities, and
does a better job than skilled technicians. Another field in which these systems are
commonly used is the medical world. They can be used for example, to distinguish
between different types (variations) of one disease on the basis of the symptoms.

These systems work on the basis of a set of previously retrieved rules. Such rules
can be programmed by a system-developer and experts on that particular field. Together
they can try to retrieve the basic rules which the expert uses to solve a problem, to select
the best possibility among others, or to make an analysis. This can be done during a series
of interviews. This method has the advantage that the expert can explain the basic
principles in this fields, but it is very well possible that the expert forgets to mention some
rules, because he thinks they are common knowledge.

On the other hand one can develop an algorithm that tries to extract the rules from
a set of examples. This is called machine learning and the set of rules is called the theory
of this problem. The disadvantage is that it is almost impossible to use knowledge from
the expert, and one can not direct the way in which the expert system built its rules l (thus
the way in which it reasons). The advantage is of course that once the algorithm has been
developed, it can be used in a lot of different areas, by just giving it an appropriate
database to learn from. These learning algorithms are widely used, and we will use an
information theoretical algorithm here to infer such rules.

One can represent such rules in various forms, for example in a set of simple
if ... then-constructions. But such rules can be gracefully captured in a decision tree (this
type of representation fits our algorithm best). A method for the induction of decision
trees from a set of examples has been presented by Quinlan in [8]. This algorithm too, is
based on information theory. In this article he builds the concept of decision trees around
the following example.

Suppose one wants to do a not-defined activity, which depends on the weather.
There are only two possibilities in this case, it is an positive day for this activity (situation

I Although with our approach it is possible to use such a knowledge in the heuristic
which defines the order in which the attributes will be examined (see chapter 5).



P), or a negative one (N). First we make a database with 14 examples, called objects (see
table 1), in which every object has 4 characteristics (called attributes) : outlook,
temperature, humidity and windy and the final conclusion (called class) N or P (obtained
from experience or just from knowledge). Quinlan showed that one could obtain several
different decision trees from this database (see figure 1, and figure 2). In every node of a
decision tree we place an attribute, and in every leaf a class. One can check that these
trees map the database perfectly, that means that the trees shown both keep on classifying
the objects, until the objects in a leaf have the same class, but it is of course possible to
make a leaf sooner in the tree, and in such a leaf the objects have more than one class.
We can now simply define the default class as the class which forms the majority, or we
can give a probability : with these attributes 60 percent of the objects had class N, for
example.

Table 1. The possibility of the activity given these attributes [8].

No. Outlook Temperature Humidity Windy Class

1 sunny hot high false N
2 sunny hot high true N
3 overcast hot high false P
4 ram mild high false P
5 rain cool normal false P
6 rain cool normal true N
7 overcast cool normal true P
8 sunny mild high false N
9 sunny cool normal false P

10 rain mild normal false P
11 sunny mild normal true P
12 overcast mild high true P
13 overcast hot normal false P
14 rain mild high true N

p
alse

windy

e
N ain

~
outlookp .-9vercast

p sunny

N
'gh

Figure 1. An example of a decision tree [8].
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In figure 2 we see a leaf with the value NULL. Whereas the smaller tree (figure 1)
defines a class for every set of attributes, the larger tree in figure 2 cannot give a value for
that particular set of attributes (hot, not windy, high humidity and rainy). Note that on a
path from the root to a leaf, an attribute can appear only once.
The real objective of organizing examples in a tree is that for combinations of attributes
which we have not seen before we can still determine the class.

temperature

cool mild hot

p

NULLpN

N

true

p

sunny o'c st rain

pN

o'e t
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sunny

p pN

p

sunny

Figure 2. A larger decision tree, based on table 1 [8].

Suppose the current weather is : sunny, mild, windy and with a high humidity (this
combination is not in the database), and now we want to determine if today is a good day
for our activity. We cannot use the database, but we can use the decision trees. The
smaller tree gives a negative advice, and the larger tree gives a positive advice. How is
this possible? The trees have been made with a different algorithm. The root attribute for
example (the most important one) is different. Thus from this same set of objects, the
algorithms deduced another set of rules. Both sets of rules predicted the learning database
perfect, but that does not guarantee that the test objects will be predicted perfectly. If the
learning set doesn't describe the theory entirely, there is room for differences, and thus it
will lead to possible errors.

In order to learn about the performance of the algorithm a data set is usually split
into two parts, the training (learning) set consisting of about two third of the data set and
the test set consisting of one third. With this test set one can compare the error-rate of the
tree, with the error rate of previous attempt (the error rate is the percentage of objects in
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the test set, which have been predicted false). But for the decision which tree is best, other
criteria can be used. Does the set of attributes from the root to the leaf, make any sense to
an expert? Is the tree large or rather small?

The choice of the tree depends on the type of optimal tree we want to find. There
are two possibilities. We want to find the best tree, defined as the smallest perfect tree
(the decision tree that maps the training objects without an error), or we want to find the
best tree, defined as the tree that makes the smallest amount of errors on unseen test sets.
Because these decision trees are almost always used to predict unseen objects, it is clear
that we will choose for the second definition (as Quinlan did).

But how do we know that the tree gives the best results for objects we did not see
yet? Occam's Razor principle (see [2] a.o.) states that in nature one should prefer the
smallest tree (or theory) that explains the events, because it comes closest to the structure
behind the problem. It is obvious that from a small set of data one cannot deduce a tree
like in figure 2, and expect it to be insensitive to noise. If the training set is small one has
to concentrate on the basic rules (and not on the exceptions) in order to lower the
sensitivity to noise. But if the data set is large and covers a large part of the theory, then a
lower error rate can be obtained by finding some of the rules for the exceptions.

An excellent criterium to find a balance between the size of the training set on one
hand and the size of the tree and the error rate on the other hand, is the Minimum
Description Length principle (MDL). This principle was used in expert systems by
Quinlan and Rivest [10] who where inspired by the work of Rissanen [11] and [12].

The minimum description length principle states that the best theory for a given set
of objects is the one that minimizes the sum of :

1. The number of bits needed to describe the theory,
2. the number of bits needed to describe the training set, using this theory.

Thus if we use a decision tree, we have to minimize the cost of describing this tree (with
its attributes) plus the cost of describing the training set with this tree. This last term can
be seen as describing for every leaf the classes of all attributes in that leaf. It maybe clear
that the number of possible decision trees is very large, and that finding the best tree is a
very difficult problem.

Quinlan and Rivest [10] use a greedy algorithm to find a decision tree, and this
algorithm will be discussed in the next chapter. On the other hand, a new algorithm has
been developed (for data compression purposes) by Willems, Shtarkov and Tjalkens
[17,18,19,20] that can recursively search through the entire search space in a very efficient
way. In chapters 3 and 4 will be explained how this algorithm works, and how it can be
modified to search for decision trees.
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2. MDL : The Quinlan and Rivest-approach.

2.1 Introduction.

Quinlan and Rivest [10] elucidate the use of the MDL principle for the induction
of decision trees in the following way. They define a communication problem between
two users. They both have the database containing the attributes, but from one of the
databases the last column (the column with the classes) is missing. We assume that there
are two possible classes, called P and N. The user which has the database with the classes
wants to transmit this information to the other user. They both agree in advance on an
encoding technique for transmission. It is of course possible to transmit the column bit by
bit, but if the classes depend on the attributes (in other words, if one can use the attributes
to classify the objects) then a significant reduction in transmitted data can be achieved. If
for example one class is dominantly present, one needs fewer bits to describe the data.
One well known method to do this is enumerative coding. First one sends the number of
members of one class (k members in class P) and afterwards the index of this particular
sequence in the lexicographic list of all sequences with k members of class P. This
encoding is often better, especially if the number of objects of the non-default class is
small. By splitting the objects in different partitions, in which each partition is almost
entirely of one class, one can gain a lot of bits. This gives the following algorithm [10] :

1. Partition the set of objects into a number of disjoint subsets, based on the
attributes of the objects.

2. Send a description of this partition to the other user.
3. Send a description of the default class of each partition and of the exceptions. This

can be done with the previously described algorithm.

A natural way to describe the partitioning of the objects into disjoint subsets, is to
use decision trees. The best decision tree, is the one that needs the fewest bits, to transmit
the classes. But this is exactly the same as the MDL principle. One wants to minimize the
cost of the tree (the "theory") plus the cost of the exceptions (the classes of the training
set, using the theory). Thus this communication problem is essentially the same as MDL.

2.2 The coding techniques.

Two coding techniques will be needed. First a coding technique to describe the
exceptions. And of course a coding technique to describe the decision trees. It is obvious
that these coding techniques may not introduce a large redundancy. With redundancy we
mean the number of extra bits, needed by this encoding technique, compared to the
optimal encoding. If the description of the decision tree is too redundant, then the
encoding of the exceptions will be relatively cheap, which results in decision trees which
are too small. On the other hand, if the encoding of the exceptions is redundant, then the
decision trees will be too large.
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(1)

2.3 The exception encoding.

The first encoding of the exceptions used by Quinlan and Rivest is actually the
enumerative encoding technique (see [1] and [14] a.o.). In order to transmit a string of n
symbols (both the sender and receiver know the number of bits), one first transmits the
number of objects with class P (or N depending on the agreements). This costs login+1)
bits. If there are k objects with class P, then there are (:) possible sequences. We will

place these sequences in lexicographical order and number them, starting with O. Then the
index of this particular sequence will be transmitted. For the transmission of this sequence
we will need :

L(n, k) =log,(n + 1) + log, (:) bits.

Quinlan and Rivest suggested a slightly different encoding later. If the default class (the
most frequent one) is known in advance, then there will be at most LY2·nJ members of the
other class (thus there are W2·nJ+ 1 possibilities). For transmitting the sequence you will
now only need (the following formula does not include the bit, needed for defining the
default class) :

(2)

By using these equations we assume that we are allowed to use a non-integer number of
bits. This is not a problem, because first of all we can use arithmetic coding techniques,
but more important, we don't need to actually transmit the data. We are only interested in
the best tree ("best" according to our definition), not in the actual representation of the
data,

The coding of non-binary data can be done in a similar way, but this will not be
discussed here.

2.4 The decision tree encoding.

The encoding of the decision tree must describe small trees with less bits than
large trees. The (recursive) algorithm used by Quinlan and Rivest works as follows:

1. Encode the tree, consisting of one leaf as a O.
2. If the tree starts with a split then add a 1 to the code and encode all the subtrees

in order.

For example the tree in figure 3 can be encoded as follows : the root starts with a split
thus append a I to the code and code the subtrees in order. The first child from root is a
split again, so another I has to be appended (thus: I 1.. ..). The first child and the second
child of this node are both a leaf and will give a 0 each (result: I 100 ..). This node is
now completely done and the algorithm will do a step back, to the root. The other child of
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the root is also a leaf, resulting in the final code for this tree: 1 100 O. This is a natural
way of describing the tree.

Root

~o

Figure 3. A small tree.

After every 1 (in every split) one needs to describe which attribute has been used.
Because attributes may only appear once on a path from the root to a leaf, there are D-d
possible attributes left at level d of the tree (with a maximum level D, and with the root as
level 0), thus it will cost logiD - d) bits to describe the attribute in this split.

Quinlan and Rivest add the dominant class after every leaf, so they need only
Lin,k) bits for the encoding of the exceptions plus one extra bit to describe the default
class. But with formulas (l), (2) and (3) it is easily seen that this introduces some
redundancy.

(3)

The inequality in (3) holds only with equality for odd n. If n is even you will loose some
bits. Quinlan and Rivest later correct that in the binary case, for two leaves, descending
from the same internal node, you only need to know the default class of one of them,
because the other leaf should result in the other class (otherwise this split was useless
according to Quinlan and Rivest). One can wonder whether this is true or not. It is (at
least in our implementation) very well possible that one leaf is class X (P or N) with a
very high certainty (95 % for example), while the other leaf from the same internal node
has the same class with a much lower certainty (55 %). One can argue whether such a
split is useful or not. In our approach such "redundant" splits can be removed in an
optional second pass.

But also the basic method for tree encoding, thus without describing the default
classes is not entirely optimal. Even for the situation in which all attributes are binary, this
method gives some redundancy as Quinlan and Rivest noted. But with a small adjustment,
which we will later use for our own implementation the tree can be optimal encoded.
Quinlan and Rivest account for all leaves 1 bit, thus for the leaves at the maximum level
of the tree too. But at the maximum level of the tree one cannot split thus the probability
of a leaf is 1, and one should not account any cost for these leaves. The code which uses
this technique will satisfy the Kraft-inequality with equality. And thus the tree will be
encoded optimal.

If some of the attributes are of a higher arity then the number of zeros will be
much higher than the number of ones an the code becomes redundant. Quinlan and Rivest
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suggest among others that in this case you can use the enumerative encoder as described
before on the tree structure. The coding of the attributes will then be concatenated to the
encoding of the tree. This is a very ad hoc method, and more optimized codes are
possible.

For example, Wallace and Patrick give in their supplement [16] on the Quinlan and
Rivest paper a different coding technique, which should eliminate at least a part of the
redundancy. If the preceding attribute was b-ary, then the probability that this node is a
split is lib. But they made a few errors in the comparison with Quinlan and Rivest's
method. First of all they gave the wrong reasons why the encoding of Quinlan and Rivest
was more redundant (especially for the binary case), and then they presented this solution
of which they say it is without redundancy. But if one looks at this new encoding for the
binary case then it reduces to exactly the same code as the code of Quinlan and Rivest,
which was redundant as we saw. They didn't use the fact that the decision tree always has
a maximum depth. On the other hand this code is indeed optimal if one wants to be able
to encode trees of any given depth, and that is what Wallace and Patrick meant.

Another situation one can encounter is where attributes are real-valued. In such a
node you have to define a threshold. Is the actual value of the attribute greater than the
threshold the algorithm takes one branch, if it was smaller the algorithm continues with
the other child. Quinlan and Rivest describe two different methods for dealing with such a
situation. The first method uses the values this attribute has in the training set to define
the threshold, while the other method uses a self defined well chosen number, so that it
can be represented in a small number of bits. Wallace and Patrick give another method
again, they look at the set of possible values and use a 1 bit code for a cut at the median,
a 3 bit code for a cut at the first and third quartile and so on. An in depth discussion of
this problem is out of the scope of this report'.

2.5 The actual algorithm.

Quinlan and Rivest notice that finding the best tree is probably a NP-complete
problem. In [3], it has been proven that finding "the optimal binary decision tree is a NP
complete problem, where an optimal tree is one which minimizes the expected number of
tests required to identify the unknown object". The tests are the nodes in the decision tree
(the attributes) with in the leaves the ultimate identification, and now one wants to
minimize the expected depth of the tree. This result can be generalized by assuming costs
for the different tests. The method for which the NP-completeness has been proved, is
quite close to the minimizing of decision trees using the Minimum Description Length
principle. Quinlan and Rivest, Wallace and Patrick, and we, all account some cost for each
split and each leaf. Only we consider not a perfect classification, but more a "good"
prediction, in which the leaves can contain different classes. The problems are certainly
comparable. This is essentially the reason why Quinlan and Rivest use the following

lIn the next chapter we will discuss the context weighting algorithm, which forms the
basis of our approach. Although we will not discuss the situation of real valued attributes
there, we want to note here that with the class II context weighting algorithm [19], one
can probably handle those real valued attributes.
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greedy heuristic.

The extra cost of replacing a leaf with a node is : logiD - d) bit, for the
description of the attribute + 2·v - I for the subtrees if the selected attribute has v possible
values (v bits needed to indicate a leaf, v bits to describe the default class in each leaf and
- I bit because the internal node now doesn't need the default class any more).

One can now measure the amount of bits gained by coding the exceptions more
efficiently. The difference between the cost and the savings is the profit (loss) one makes
by replacing this leaf by a node.

This results in the following two pass algorithm (quoted from Quinlan and Rivest
[10]):

"In the first phase we begin with the null tree (a single leaf) and continue to
extend the tree by iterating the following procedure until the tree is perfect or cannot be
grown any further:

1. Let x be a leaf whose corresponding category of objects are of varying classes,
such that it is possible to replace x with a decision node (i.e., x is not at maximum
possible depth).

2. For each possible attribute A that might be specified in the decision node to
replace x, compute the total communication cost if this change is made. (The cost is the
resulting description length for the tree plus exceptions. Note that only a portion of the
code is changed, making this computation a local one.)

3. Replace x with the decision node least total communication cost. (Note that the
total communication cost may go up.)

During the second phase, the tree is repeatedly pruned back by replacing decision
nodes (all of whose children are leaves) by leaves, whenever this improves the total
communication cost, until no further improvement in communication cost is possible. /I

Some extra pruning-algorithms have been collected in [9].
A last remark of Quinlan and Rivest is that this is an one level optimisation, and

that more level optimisation are possible, and should give a slightly better result.
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3. The context weighting algorithm.

3.1 Introduction.

In January 1993 Willems, Shtarkov and Tjalkens presented the context tree
weighting algorithm during the International symposium on Information theory [17J, and
in May 1993 they presented an article in a more general context during a symposium on
information theory in the Benelux [19].

This algorithm, a sequential universal source coding algorithm, estimates the
probability of the next symbol on the basis of a user defined context, and all previously
processed data. In order to do this it weights all models of a certain depth using a context
tree. The model that matches the real model best, will become dominant compared to the
other ones, as the number of processed bits increases.

The theory behind this algorithm will be discussed in three steps. First we will
explain how one can handle memoryless sources. Then the modeling of a model (in the
form of a postfix tree) of which the parameters are unknown will be discussed. Finally we
show how one can handle unknown models.

3.2 The memoryless source.

One of the most elementary sources is the binary memoryless source with
parameter e (the probability that the output is a 1). If the parameter e is known then one
can easily calculate the probability of a sequence Xt"'XT : Pa(xt ...xT)=(l-e)aeb, with a the
number of zeros and b the number of ones in Xl" .XT• One can feed such a probability
distribution to an arithmetic coder [2,5J, like the Elias-algorithm. This arithmetic coder
will then produce a codeword based on this probability distribution Pc(X1",XT), This
resulting code is a prefixcode for which the codeword length L(xl ...XT) satisfies :

(4)

Thus the coding redundancy (the maximum number of extra bits needed in order to make
the code) is always less than 2 bit.

In this report we will often use the term cost of a probability. With which we mean
the length of the codeword corresponding to this probability. This length can be computed
with formula (4), but we omit the two bits coding redundancy, because in such situations
we are not interested in the actual codeword, but only in the cost.

But how can one calculate the probability of a sequence, generated by a
memorlyless source, for which the parameter e is not known? We could process the
sequence, symbol by symbol, and every time we estimate the probability distribution of
the next symbol, on the basis of the previous ones.

It is obvious that if we are at a specific point in the sequence, and so far we saw a

zeros and b ones, that a good estimate of the probability of the next symbol being a zero

10



is :

Pr{ next symbol =0 I after a zeros and bones} "" _a_ .
a+b

(5)

A problem with equation (5) is that the probability of the first symbol is not defined (0
divided by 0). There are two variations which fix this problem. One is known as the
Laplace estimator (which gives the same result as the Quinlan and Rivest technique :
enumerative coding!) :

a + I
PrL{xT+!=O ! a zeros, bones} = _

a+b+2

and the other one is known as the Krichevsky-Trofimov estimator [6] :

a+~
PrK,T{xT+! I a zeros, bones} = 2

a +b+ 1

(6)

(7)

We will use the Krichevsky-Trofimov estimator, but the difference between these two
estimators is just marginal in practice.

By using this estimator sequentially we can compute the probability of a sequence
X1",XT containing a zeros and b ones. The estimated probability is :

I • 2 • • ( _ I ). I. •(b _ I)__ ... a __ ... _
P (a,b) ~ 2 3 2 2 2

e 1.2.... '(a +b)
(8)

It is important to note that the order in which the bits appear in the sequence doesn't

influence its probability. With the Stirling bounds and the realization that (a-!)! = (2a)1 , we
• 2 224'al

can easily proof that the redundancy of this estimator is smaller than ~log2T + 1.0662, but

in [18] and in [20] the following sharper upperbound has been proven:

(9)

in which Pc(x!",xT) is the coding probability and Pa(XI ...XT) the actual probability, as
defined before. This redundancy is called the parameter redundancy. Thus the total
redundancy p for the coding of a sequence from a memoryless source is (we write Xl T

instead of XI' ..X T) :

lIt is easy to prove that the Laplace estimator and enumerative encoding result in the
same codeword length. The number of bits needed to describe the sequence with a zeros

and b ones with probability a!'b! =(a+b)-I.(a+b+l)-I according to the Laplace estimator, is
(a+b+l)! a

exactly the same is the amount of bits needed for the enumerative encoding.

11



Proof [20J.
T 1

p(x1 ) =L(x j ••• xT ) -log2 T

Pa(x1 )

This proves the upperbound (10).

(10)

o

Later we need the non-binary situation. In this case the following estimator should be used
(if there are n different classes, with a j elements of class i, and with T the total number of
elements) [6,15] :

11 Q,

II II (t -~)
P ( ) = _'--::=1:--:-1=_1 _a1···ae II T-[

II (k+~)
k=O

(11)

(as one can see, formula (11) reduces to (8) for n=2). The redundancy of this estimator is
[15] :

(12)

•
Wallace and Patrick use an incremental estimator too. They propose for the (j+1yh-thing
the following probability (if in the first j things, im things have class m from the possible
M classes) :

i +a
III

qm=. M
} + 'a

(13)

For ex=0.5 this estimator is the same as the Krichevsky-Trofimov estimator in (8). And for
a=1 and M=2, this is the same as the first proposition of Quinlan and Rivest (but Quinlan
and Rivest later actually use the second proposition).

Instead of setting this parameter ex in advance, Wallace and Patrick will use this ex
to optimize the results, as we will see later.

An important property of the Krichevsky-Trofimov estimator is that it can be used
sequentially. Later we will see that this is of great importance for the context weighting
algorithm. In order to do this, we have to store the current estimated probability, the

12



number of zeros and the number of ones. With formula (7) we get :

a+":'
P (a + l,b) =P (a,b)' 2,

e e a+b+l
(14)

and a similar expression can be found for the situation in which the number of ones gets
incremented by 1.

3.3 A known model with unknown parameters.

We will describe the algorithm in a more general way than in [20]. There the
theory has been explained for the class of FSMX-sources (an eXtended class of the Finite
State Machines [13]).

First we define a mapping which maps the output symbols X[".Xr of the source to
the different finite context states. Each context state s consists of a context utC l)...ut(D).
With every possible context state s, we associate a memoryless source with parameter Ss
(with SsE [0,1]). If the current context is s then the source will generate a one with
probability Ss' The set of context states s must form a proper and complete set S. If the set
is not proper and complete then it is not possible to find a parameter Ss for every possible
context s. It is possible to arrange the context states SE S in a tree, and because often the
mapping, maps the last few bits of the output of the source to the context states (with the
last symbol of the sequence the first symbol of the context) it is convenient to make it a
postfix tree in which in every leaf one can find the parameter belonging to that context. In
that case the context state s is s=utCl) ...ut(D)=xt_l ...Xt_D' otherwise one needs a function cr
which maps the output sequence Xt_I."XOto the context of s : s=cr(xt_I ...XO)' Thus:

(15)

Example. The tree belonging to the postfixset S ={000,1 00, 10,01,11} and 8 s= {8ooo=8,,=a,
8,oo=8,o=8o,=P} has been shown in figure 4.

a

Figure 4. An example of a postfix tree.
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If the context bits are 10, then the next symbol will be a 1 with probability ~ (see the thicker line in
figure 4). And suppose that the context is indeed the tail of the sequence then the probability of the
sequence 010 (with ... 10 as the previous two bits) is (with o:=1-~) :

Pe(010 1 ... 10) = (1-8,oHI1Oo'(1-8o,)
= (1-~)'~'(1-~) .

The code used for encoding the tree, as described in paragraph 2.4 will be used to
describe these postfix trees (with of course our small modification). The encoding of the
tree in figure 4 would be : 1 1 100 0 100. In a tree with IS I leaves (thus a postfix set S
with IsI elements) we have Is 1-1 internal nodes and thus we will need 2·1 S [-1 bits to
encode the tree (if there are no leaves at the maximum depth of the tree).

Now we can discuss the situation in which the encoder and the decoder both know
the model, but not the parameters at the leaves. Thus we have several memoryless sources
and the context (known to the encoder and the decoder) will be used to determine which
source will be used for the next symbol. One can imagine, the entire sequence, split in
various subsequences, one for every parameter, and each consisting of the symbols
following the context of that parameter. In paragraph 3.2 we learned how to deal with
memoryless sources. The encoder and decoder simply use the Krichevsky-Trofimov
estimator in every leaf. The probability of the sequence can then be computed by taking
the product of all estimated probabilities Pe in the leaves.

Thus the probability of a sequence XII, generated by a model S can be expressed
with the following formula:

Pc(x/IS) Gl.IIP/a/x/),b/x/», for all sequencesx/, t=O,l ... ,T,
SE S

(16)

and with as(x l ') (b,.(x l '» the number of zeros (ones) that followed on context s. We will
now derive an expression for the redundancy. The redundancy p of a model S with
unknown parameters can be upperbounded by :

(17)

{
.!. 'log z + 1 z~ 1 ,

with: y(z) t!, 2 2

z O~z<l .

The following bound on the codeword length is a direct consequence of formula (17) :

(18)
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Proof [20].

The terms with a,+b,=O should not contribute to the redundancy, and for all other terms
we can use upperbound (9) :

~ L
SE S,a,+h,>O

(.2.·log?(a, +b) + 1)
2 -, S

=Ly(a, +b)
,\'ES

Because the y-function is convex-(j we get:

~ISI·JL ar+bsJ=ISI.j~J·'
\ES lSI 'llSI

Now we have to add an extra 2 bit for the coding redundancy and formula (17) has been
proved. 0

A last remark is that because this is just the multiple use of Krichevsky-Trofimov
estimators, it is obvious that this approach can be done sequentially. In every leaf of the
postfix tree we store the number of zeros and ones, and the estimated probability. In order
to process a new bit, one has to walk through the tree to the leaf which corresponds to the
context, and then update the estimated probability Pe with formula (14).

3.4 An unlmown source with unknown parameters.

First we will examine the situation in which there are only two possible models,
models I and II (see figure 5). Both the encoder and the decoder know the models (but not
the parameters.

• A

model I

Figure 5. Two simple models.

model IT

We want to encode the sequence X, ...X p generated by one of these two models, but we do
not know which one. Suppose we have a (good) coding distribution for I and for II. If the
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source was model I, the probability distribution for the sequence x\",xT is pcCx\",xT1M,).
But if the source was model II, then we should use the probability distribution
pcCx\ ...xTIMil)' We now define a weighted probability distribution:

(19)

This is a good probability distribution for both sources. Call the actual source i (meaning I
or Il), then the extra redundancy is at most 1. This follows from :

(20)

Thus by not knowing the model we will loose not more than 1 bit. This means that with
this method we need not more bits than by identifying which model gives the highest
probability for the sequence, encode the sequence with this model and use one extra bit to
indicate which model the encoder choose!

We can generalize this result for a set M of models. Every model miE M has an a
priori probability P(mi) (often 1/1 M 1). The weighted probability is defined as :

P)x\ ... xT) = L P(m)'P/x\ ... xTlmi )·

mjEM

(21)

If maE M is the actual model, then for the model redundancy we obtain the following
bound:

(22)

Thus again by not knowing the actual model and using the weighted probability (21) we
loose not more bits than by identifying the best fitting model and transmitting its code (of
which the length depends on the probability) followed by the data encoded with this
model.

Depending on how we choose the model classes, we obtain various versions of the
context weighting algorithm (one considers four classes: class I - class IV [19]). For now
we will continue with the class of context tree weighting algorithms (called class IV in
[19]). Here the models have the form of a postfix tree as discussed earlier. The number of
trees #<1 with a maximum depth d can be recursively calculated with: #?#d_\+1. The
correctness of this formula is easily checked. We note that a model of maximum depth d,
is the model with a single leaf (corresponding to the empty postfix set) or it has a split at
the root. If it has a split at the root then there are #d-I possible models in the O-branch and
#"_1 in the I-branch. Because every combination is possible, we have to square #d-\' and
doing so we get the formula. To give an idea, of how fast the number of possible models
grows, we computed table 2, in which for trees with a depth up to 9, this number has been
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shown.

Table 2. The number of possible models, given the maximum depth of the tree.

Maximum depth Total number of Maximum depth Total number of
of the tree. possible models of the tree. possible models

0 1 5 4.6,103

1 2 6 2.1,1011

2 5 7 4.4.1022

3 26 8 1.9 '1045

4 677 9 3.8'1090

If we want to compress a sequence, we have no knowledge about the source in
general. That is why we want to weight over all possible models with a maximum depth D
using formula (21). But we do not want to make every model equally likely, we want to
give smaller models a higher probability. Therefore we shall choose the probability
distribution P(mJ in such a way that it accounts for the number of bits one needs to
describe the model i with the natural code from paragraph 2.4. This method has the
advantage that the probabilities will sum up to 1. In order to realize such a weighting we
account a factor Y2 for every internal node of the model and a factor Y2 for every leaf
which is not at the maximum level of the tree (at level D of the tree splits are impossible
and the probability of a leaf is 1, that is why they are not counted in the cost).

A major disadvantage is that the number of possible models grows rapidly (for
example #8",,2'1045

, see table 2). It is virtually impossible to calculate the block probability
Pc of a sequence for all possible models separately and then weight them with formula
(21). But, and this is the power of this method, all these models can be weighted
simultaneously in one simple context tree with sequential updating!

A context tree is a full tree of a certain depth D. In every node of the tree we
calculate the following formula for the weighted probability :

(23)
=P (a b)

e s' .\' if l(s) =D .

in which l(s) denotes the length of the context s. In the root A (l(s)=O) we will find the
coding probability :

(24)

Proof. In this proof we will use a slightly different notation. We let the superscript D in
the weighted probability denote the number of levels between the node and the maximum
level of the tree. We also use an extra s in the coding probability Pc to indicate that we
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have already used a context s in the tree. We want to prove :

P:(xr· .. XT,A) = L P(m)-Pc(xj ... xTlm,A),
meMn

in which M d means the set of all models with a maximum depth d. First the proof for
d=O and l(s)=D (there is only one possible model m : the single leaf) :

P~(Xj ... XT'S) =P/a."b.,) =1-PJxr ··xT!m,s) = L P(m)-Pc(xj ... xTlm,s).
meMo

Now we use the following induction hypothesis: P:(xj... xT,s) = L P(m)-PC(xl ... xTlm,s).
meMd

We will now prove that this equation holds for the parent node :

P\~+I(Xl.'.X""S) =~.p ,(a,b ) +~-P~1(XI",XT'OS)-P:(x, ...x,., Is)
I 2 e .1" 2 I·

=+'Pe(as,b) ++ L P(mo)PcCx\ ... xTlmo'Os)· L P(ml)P/x\ ... xTlm l , Is)
moE M d mlE M J

=+-Pe(a.,.,b) + L +-P(mO)P(ml)PcCx\",xTlmo,Os)PJXr·,xT!ml' Is)
ml).nJ,EM11

= L P(m)-Pc(x\ ...xTlm,s) .
t1JeMJ + 1

We did use the induction hypothesis in the second step. We have now proved that
equation (23) weights over all possible models at every level in the tree.

In this proof we used the following property. Suppose that the probability of a
subtree m (not mA.' the model consisting of a single leaf) is P(m), then we can split the
model in two submodels, one for contexts that start with a 0 (moE M d_l ), and one for
contexts that start with a 1 (m\EMd_I ). Due to the way in which the probabilities have been
defined, the following equation holds :

Thus formula (23) accumulates the block probabilities of all models, to a maximum length
D in the root of the context tree. 0

Before we derive an upperbound for the redundancy of this algorithm, we define a
function r for the cost of a model (this function is equivalent with the cost of the previous
defined model probabilities P(m» :

(25)

We now state that the total redundancy p is upperbounded by :
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(26)

Proof [20]. In the previous paragraphs the last two terms of the right-hand side of
equation (26) have been proved. We only have to prove that the model redundancy is
upperbounded by :

(27)

We know (formula (16)) :

P/xJTIS) =II Pe(a/xJ
T
) ,b/xJ

T
)) ,

SE S

and from formula (23) we can obtain the following bounds for nodes (leaves) of the
context tree TD :

if s is an internal node of S,

if s is a leaf of S with l(s)*D,

if s is a leaf of S with l(s) =D.
(28)

This results in the following lowerbound on the coding probability of the context tree
weighting method :

(29)

Combining formulas (16) and (28) results in formula (27), the upperbound on the coding
probability. And thus we have completed the proof of the upperbound. 0

We can conclude that with the context weighting algorithm, the model redundancy IS

smaller than the description of the actual model with the natural tree encoding!

A last important bound is the upperbound on the codeword length. It is obtained by
rewriting formula (26) and taking the minimum over all actual source models and
parameters (an elaborate proof can be found in [20]).

(30)

Thus even if there is another model that would perform better than the actual model, then
the context tree weighting algorithm will still be better than this model.
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Like in the two previous paragraphs, it is important to notice that the context tree
weighting algorithm can be implemented sequentially. In order to do this, we store in
every node (or leaf) of the context tree the number of zeros and ones, the estimated
probability (from the Krichevsky-Trofimov estimator) and the weighted probability. The
actual context tree weighting algorithm with sequential updating can be described now in
the following steps.

1. Walk recursively through the tree to the leaf which corresponds to the context.

2. Update the number of zeros and ones and the estimated probability Pe with
formula (14). And if the current state is an internal node of the context tree, then
update the weighted probability with formula (23). This can be done fast because
one level higher in the tree the weighted probabilities of both subtrees are already
available.

3. If not in the root then track one step back in the tree and continue with step 2.

As one can see the algorithm searches a path through the tree, and along this path the
various results will be updated, but every change is local. If the tree has a maximum depth
D, then only 1 leaf and D internal nodes have to be updated. This makes the execution of
this algorithm fast.

It is possible to generate only the parts of the context tree that are really used, by
starting with an empty tree, and make a node (or leaf) every time the updating algorithm
wants to access a node (or leaf) that doesn't exist yet. This is more memory efficient
(remember that the context tree can grow very large, especially when the depth is large).

It is even possible to save more memory, because nodes of which the context
becomes unique do not have to be split any further. But this has the disadvantage that if
during a later update in this node a context with a different tail appears, that then the
previous context has to be examined again to determine its tail in order to extend the
node. This means that a lot of extra administration has to be done, every time an update
has not used his entire context. The remaining part of the context and the corresponding
value of the class have to be stored in that node, in order to make this result available, if
the node has to be extended at a later update.

The last part of this paragraph is devoted to the effect of changing the weighting
factor a. Instead of the factor Y2 we will now use a factor a, which may vary between the
different levels of the tree. First we change the context weighting formula (23) (we use a
shorter notation) :

P w.s = a·Pe,s + (l-a)·Pw,os·Pw.ls'
p w ,.\· = Pe,.1"

if 0 :::; l(s) < D,
if l(s) =D.

First we will modify the lower bound of the probabilities in the nodes of the context tree
(compare with formula (28)) :
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if s is an internal node of S,

if s is a leaf of S with l(s)*D,

if s is a leaf of S with l(s) =D.
(31)

Thus for every internal node of the postfix tree we loose a factor (l-a), and for every leaf
of the postfix tree, that is an internal node of the context tree TD we loose a factor a. The
definition of the model cost r (with a context tree of depth D) will be slightly different
too:

rD(S) ~ - logil-a) .( IS I - 1) - log2a ·1 {s : SES, l(s) "* D} I.

By using a different a at every level of the context tree, it is possible to gain some extra
compression compared to the situation with a = 0.5. First we will compute the costs of
extending a leaf at level d. If the costs of the context tree with this leaf are G·ad , then the
costs of the tree with this leaf extended into a node at level d and two leaves at level d+ I
are: G·(l-ad)·a

2
d+). Thus the costs of this extra node are :

(32)

(with of course aD = 1, and <Xc =j). It is now possible to find a solution for f for a certain
depth. This has been done for depths smaller than 100. The results have been plotted in
figure 6 (together with the cost in bit). If one knows f (= <Xc), then one can easily calculate
the other values for a, with :

~
dad + l = f·--·

I-a
d

For D=2 for example one gets <Xc =f =0.484, at =0.674, and ~ = 1.000.

(33)

It can be seen in figure 6 that f converges to a minimal value. What happens if the
depth of the tree is infinite? In a tree with a finite depth, a will start at J, and increase to
I, for nodes close to the maximum level of the tree. Then one has to give the empty split
a higher weight than the weighted probability of a new split. But in a tree with infinite
depth, one will never reach a leaf. At every node (far away from the root), the probability
of a new split and of the empty split are equally likely. Thus in that case a converges to
0.5, for nodes far enough away. This is shown in figure 7, in which the <Xc, ... ,aIOO have
been plotted (for D = 100). As one can see, the value of the a's goes to 0.5, stays around
this value for a many levels, and at the end, for a's near the maximum depth, the value
climbs rapidly to 1.

Thus if D ~ 00, the value of the a's will converge to 0.5 and the value of f will
converge to 0.25 (as expected).
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Figure 6. The value of f for depths smaller than 100.

Although the algorithm will perform slightly better. with such a function for the values of
a, we will still use a = 0.5 in the future. Then f will be 0.25, and you will need 2 bit for
every extra level in the tree (except for the root, which costs 1 bit). As one can see in
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Figure 7. A plot of the values of the a's for D = 100.
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figure 6, from about D = 10 on, f is approximately 0.25 (2 bit per level). Thus by using
this a, instead of the optimized ones, one only loses performance for small trees. For
deeper trees the loss is almost zero.

A somewhat different approach is the following. f will now be set to 1 (thus the
extra cost of an extra level in the tree will be 0 bit), so every possible model will be
weighted equally. Now it is possible to calculate aa. The following relation between the
a's exists:

(34)

thus aD = 1, a O- 1 = 1 / 2, a O_2 = 1 / 5, a O-3 = 1 / 26, etc. With other words the a's are
exactly the 1 divided by the number of possible model. In his way we weight every
possible model equally (independent of its size).

•
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4. Two modifications.

4.1 Maximizing probabilities.

It may be clear that the context tree weighting method as described in the previous
chapter, is not well suited for the generation of decision trees. Two modifications have to
be made, and one of them is changing the weighted probabilities in maximizing
probabilities. The weighted probabilities are necessary for the data compression, but we
are not interested in the probability of a sequence, but more in the model that gives the
highest probability for that sequence. We want to minimize the description length.

Just as in the previous chapter, we will start with the situation in which there are
two possible models, model I and II (see also figure 5). First we calculate the probability
for the sequence X! ...XT, assuming model I had been used: Pc(X1",XT IM/), and then the
probability of the sequence assuming model II had been used: Pc(X1",XT IMIl)' Independent
of some a priori probabilities (even if one model is more likely than the other, we still
need 1 bit to determine which model gives the lowest description length, thus we can
simply compare the coding probabilities) we can now state that the description length will
be minimized with the following maximized probability :

(35)

in which the factor Y2 is needed to account for the extra bit necessary for identifying the
best model. We can now generalize this idea to a set M with IM I possible models, in
which every possible model mEM has an a priori probability P(m). The maximized
probability is now (see also formula (21)) :

•
Pmu/Xt",xT) ==max (P(m)·PcCx!,,,xT 1m)).

mEM

(36)

As one can see we maximize the coding probability plus the cost for identifying the
model. With the same steps as used in the previous chapter, and with the same definition
for the a priori probabilities (which account for the number of bits needed to describe the
model), we can obtain the following formula for the maximized probability, to be used in
a context tree (compare this formula with formula (23)) :

==P (a b)e ,Ii' .'i
if l(s) ==D .

In this formula the factor Y2 in internal nodes of the context tree will account for the cost
of describing the model with the natural code as described in paragraph 2.4 (which results
in the model cost as defined by formula (25)). In the leafs of the maximized model the
algorithm finds the estimated probabilities Pe, which account for the cost of describing the
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training set with this model. Thus with the probability from this formula we can compute
the description length of the model which has been found. This model is the model which
minimizes the description length as we will see below.

We first define this minimum description length AD of a sequence Xl" .xt , with
t:=0, I ,... ,T over all possible models S from the context tree TD as :

(38)

thus the minimum description length is the minimum over all models of the model cost
plus the cost of describing the sequence Xl' ..xt with this model.

In every node and leaf of the context tree we not only have to store the number of
zeros and ones, the estimated probability and the maximized probability, but in order to
easily identify the model that realizes this description length we also store extra parameter.
We define a maximizing set S:'s in every node (or leaf) of the context tree :

D _{ S:'OsxO U S:'lSX 1
Sm"s- {),,}

{)" }

if P:'Os'P:'lS > Pe(as' b), for O~l(s)<D,

if P:'Os'P:'ls~Pe(as,b),for O~l(s)<D,
if l(s) =D.

(39)

In the root of this maximized context tree, one can now find the maximized probability
and the corresponding model :

pm(x/) ~p:'J...(x/) ,

Sm(x/) ~s,:'.)..cXlT) .
(40)

In a similar way as we proved that the context weighting algorithm weights over all
possible models, we can proof that this maximizing method at every moment in the
sequence Xl" ,xT gives the lowest description length.

Thus for every Xl t E {O, I V, t = 0, I ,.. ,T, the context tree maximizing method
yields:

(41)

with A the minimum description length as defined in (38).
In [20] a last but very important theorem has been deduced. For an irreducible and

minimal source (S,8s) we have that

(42)

(with J,.T a random variable) for sufficient large T with probability one.
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Later we will use an extended version of the following upperbound (for which the
proof will be given in a more general situation later) :

For a node SE TD we know:

{

P (a ,O)Pe(O, bs)D Des

Pm,Os'Pm,Is-:::: ~'P (a O)P (0 b)
4 e s' e' s

if l(s) =D -1,

for O::::l(s)<D-l
(43)

With this upperbound we can compute a maximum on the product of the maximized
probabilities of the children of an arbitrary split. If the empty split (probability Pe) gives a
higher probability than this upperbound, then the algorithm does not have to walk through
the tree any further. This upperbound automatically states that if in a node all objects have
the same class, then processing the descendants of this node is not necessary any more.

We will now discuss some implementation details.

Of course we do not keep a postfix-set in every node or leaf of the context tree.
Instead we just make a Boolean switch, in which TRUE indicates that this node of the
context tree is a leaf of the maximized model and with FALSE we indicate an internal
node. If the entire sequence has been processed then one can find the maximized model by
starting in the root, and expanding every branch as far as possible, until one finds a leaf in
that branch (indicated by TRUE).

Similar to the sequential weighting algorithm described in chapter 3, we can define
a sequential maximizing algorithm :

1. Walk recursively through the tree to the leaf which corresponds to the context.

2. Update the number of zeros and ones and the estimated probability Pe with
formula (14). And if the current state is an internal node of the maximizing context
tree, then update the maximized probability with formula (37). This can be done
fast again because one level higher in the tree the maximized probabilities of both
subtrees are already available. And the postfix-set (or the substitute switch) has to
be adjusted, according to formula (39).

3. If not in the root then track one step back in the tree and continue with step 2.

In step I, one could stop if the estimated probability is higher than the value from the
upperbound (43), but this has the drawback that if in later steps this same node will be
addressed and the estimated probability becomes lower than the upperbound, then one has
to extend this node. We then face the same administration problems as the ones discussed
at the context weighting algorithm.

This modified algorithm can still be executed incrementally, but for the application
of this algorithm in expert systems we will prefer the approach in which the context tree is
updated in one single pass.
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Although this algorithm gives a model which minimizes the description length it is
still not exactly right for our application. We need a last modification in order to make
this algorithm suitable.

4.2 The class III-algorithm.

As mentioned in chapter 3, the algorithm described sofar is based on the class IV
context weighting algorithm (the context tree weighting algorithm). But as described in
chapter 3, this was just one of the possibilities to classify different models. For the
application of the context weighting algorithm in expert systems we actually need the class
III-algorithm.

The reason why the class IV algorithm is not sufficient for the generation of
decision trees, is that in the class IV-algorithm the order in which the context bits will be
used is fixed. Before the algorithm starts the user has to define the context bits. The first
context bit will be used in the root of the context tree and should be the most significant
one (in the statistical sense). Because the user probably cannot find the best order of bits,
it is best if the algorithm determines the best order of context bits itself. This is what the
class III-context weighting (maximizing) algorithm does. The search space of this
algorithm comprises all possible models for any possible order of the context bits. It is
obvious that the complexity of this problem is much higher than the complexity of the
class IV-algorithm. One can see this in figure 8, which is the structure the algorithm has
to complete for depth 3, and one sees that it is more complex than a simple binary tree of
depth 3.

xxx

Figure 8. A scheme for the class III algorithm with depth 3.
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This extra determination of the best order of context bits is accomplished by the formula
for the weighted probability as presented in [19] (we use a shorter notation) :

P/as,s,bs) +L P:(x, ... xT, {p}US ,Os)·P,:(x, ... xT, {p}US, Is)

P,:(x! ... xT,S,s) = pllS • (44)
D -lSi +1

The set S contains the posItIOns which we have already used in the tree. The
corresponding contexts have been collected in the state s (which has a value for every
position in S, and a "don't care" for the others, see the notation in figure 8). In this node,
we should weight over the empty split (Pe) and all possible remaining split positions p (all
{p}~ S). There are now two possibilities. We weight all possibilities equally (as in formula
(44n, there are D- I S I possible splits positions plus the empty split (this will be the
encoding we use). Or one weights the empty split equally to all splits (as done by Quinlan
and Rivest, see chapter 2). In that case one gets the following formula for the weighted
probability :

P,:(x! ...x.,.,S,s) =~'P (as "bs ) + ' ~ P\I~(XI ...XT' {p}US,Os)'P:(x, ...xT,{p}US, Is). (45)
I 2 e ,,\ ,s 2(D-ISIl L

{pIllS

For both approaches we can deduce the maximized probability algorithm. First the case as
described in [19] (our case) :

and the maximized probability variation of the Quinlan and Rivest approach can be
expressed with the following formula :

The second approach loses less than 1 bit in every internal node of the maximized tree,
compared to our approach (formula (46)), because logiD-1 S I + 1) :::; 1+log2(D-1 S I )), but in
a leaf the situation is reversed. We (the first approach) need logiD- IS I+ 1) bit in every
leaf, while the second approach only needs I bit. Thus for leaves at a level with D- IS I ;::::3
of the tree or lower we loose 1 bit or more in every leaf. And in the binary case, there is
exactly one leaf more than there are internal nodes. The bottom line is that we will need
more bits with our tree encoding, for trees which do not have leafs near the maximum
level of the tree, compared to the other coding. On the other hand, for very large trees our
encoding may need less bits. For multi-valued attributes, we use a different encoding,
which will not be discussed here.

Still we use formula (46), because it is a natural extension of formula (44), and
because with this choice we are able to derive a very useful upperbound.

The product of the maximized probabilities as in formula (46) satisfies the
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following inequality (this has been proved for class III in appendix 1, compare this
formula with (43)) :

For every node in the maximized context tree the following upperbound holds for all p !it

s:

if l(s) =D -1,

for 0 .d(s)<D -1 , (48)

with S the set of positions which have already been used for a split, s the corresponding
context of these bits, and D the maximum depth of the tree (and the number of positions).
If in an internal node the estimated probability is larger than this upperbound, then we do
not have to look at the descendants from this node.
It is trivial to extend the proof of this upperbound for non-binary classes.

4.3 MDL : The context maximizing method.

Two statements of Quinlan and Rivest from chapter 2 are important. On one hand
they notice that an optimization over more levels of the tree will give better results, on the
other hand they state that problems similar to optimizing the minimum description length
are NP-complete. With this in mind we can look at the new approach as presented in the
previous paragraph, as we compare it to the Quinlan and Rivest algorithm.

First we will discuss the structure of our new algorithm. The attributes form the
context and the class is the to be predicted bit. As mentioned, we will not use the
incremental approach, but we will consider all the objects at once. This has the advantage
that one can use the important upperbound (48), without needing any extra administration
in the nodes. And it is a lot faster to built the tree once, than to start with a smaller tree
(less objects result almost always in a smaller tree) and then updating and extending this
tree. With this later approach we would have passed most nodes multiple times at the end.

To find the maximized probability one should use figure 8. This figure shows the
dependencies between the different context states. For example, to compute the maximized
probability of xxO (the first split was on the third context bit, and we are now in the 0
branch) we should maximize over the empty split, the product of the maximized
probabilities of xOO and x10 (we selected the second position for the next split), and the
product of the maximized probabilities of OxO and 1xO (the first context bit has been
selected). Of course we could represent such a structure in a tree (see figure 9 in the next
chapter), but then a lot of context states have to be examined multiple times (each time
with the same result). As one can see in figure 8, every state with two defined context bits
is used exactly twice. If one would use a structure as in figure 8 then this overhead will
be removed. Or one could store for example the values of the different states the first time
they are needed, and every other time they can just be retrieved from the memory. But on
the other hand, with a structure like in figure 8, we have to store all possible contexts, and
if there are D attributes, the total number of different contexts is 3D

•
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Thus the context maxlIllizmg algorithm can do two things, it can work without
storing the different context states (it uses the tree structure to find the solution), but then
it has to search very efficient, otherwise it has to do a lot of extra work (the depth-first
search approach), or it can try to store as many contexts as possible and in this case too, it
has to try to reduce the number of different contexts visited with sharp upperbounds (the
breadth-first search approach, although this algorithm will not follow the structure). We
will, in the next two chapters, evaluate both approaches.

We will now return to the two starting statements of this paragraph. The context
maximizing method as described will find the best model, according to the MDL-principle
and with our choices for the data-and tree encoding. It does an optimization over all levels
of the "tree". This is a probably a NP-complete problem, the total search space will grow
more than polynomial in the number of attributes (the number of contexts alone will grow
exponentially, the number of possible models will grow even faster) or in the number of
objects (if there are more objects then the model can use more bits, which means that
larger models have to be examined). On the other hand, the context weighting or
maximizing method is an extremely efficient recursive method to search systematically
through the search space. And as we will see later, certainly for small problems this
algorithm succeeds in finding the best solution, helped by various powerful criteria which
will narrow the search space down.

The problem is NP-complete, but that does not mean, that it is impossible to solve
this problem, or that one should not even start trying to solve it. It only means that the
time needed to find the best solution will dramatically increase if the number of attributes
(or objects) climbs, and the real question is, how far can we come in reasonable time.
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5. The depth-first search implementation.

5.1 The basic algorithm.

A depth-first search algorithm is commonly used with trees (in order to obtain the
depth of the tree, number the nodes, etc.) and graphs (finding a path between two nodes,
numbering the nodes, etc.). For our approach we want the algorithm to walk recursively
through the context tree.

In the previous chapter we mentioned that there were two possible
implementations. The depth-first search algorithm is the implementation which uses little
memory, but will have to visit some context states more than once. In order to use this
algorithm we unfold the structure as in figure 8 to a real context tree (see figure 9, which
shows the context tree with depth 3). As we will see later, the context maximizing method
(and the context weighting method) fits this algorithm very well.

As one can see the tree has 48 leaves, but there are only 8 possible different
context combinations which can serve as a leaf. If this algorithm is used without
modifications, it will have to compute the result for a leaf six times (in this situation).
This extra work will be compensated with a very limited memory use (we of course have
to store the path to the root on the stack and some temporary results).

The depth-first search algorithm will start in the root A of the context tree. From
here it will walk recursively to a leaf by repeatedly selecting a context position to split on
(denoted by the black triangles in figure 9) and choose one of the two possible branches
(the black circles), until it finds a leaf. In the actual implementation we use a single record
for a node denoted by a triangle together with all its children (shown for the second level
of the tree in figure 9, by the circles with dotted lines). If we mention a node from now
on, we actually mean such a record. Because the algorithm immediately goes to a leaf, it
is called a depth-first search algorithm. After a leaf has been found it walks back along
the path, until it finds a previously visited node, in which not all the branches have been
taken. It takes the next branch and walks to a leaf again. The algorithm will end in the
root, after it has visited all leaves (and nodes).

If we consider the tree of depth 3 (like in figure 9) and we know the algorithm
selects the context bits in order, and first the a-branch, then the first part of its path is :
select context bit 1, a-branch, context bit 2, a-branch, context bit 3, a-branch, leaf (000), 1
step back, I-branch, leaf (001), 3 steps back, context bit 3, ... etc.

The first time it visits a node or a leaf, the algorithm will compute the estimated
probability Pe,." for all objects. The last time it visits a node, it will compute the maximized
probability with formula (46), and due to the way in which the tree is followed, the
maximized probabilities of its children are already available. Of course in the nodes and
leaves, the postfix-set has to be maintained (we use formula (39)), but again due to the
way in which the algorithm travels through the tree, these sets can be generated without
much memory use.

In text box 1 a pseudo-Pascal implementation of the algorithm has been presented.
Although this algorithm will give the correct result, it is practically not feasible. If there
are D attributes, then there will be 2D D! leaves. Thus for 10 attributes we have 3.7 billion
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Figure 9. The class III-structure (with depth 3) unfolded to a tree.

leaves which occur in 1024 groups of 3.6 million times the same leaf each. Thus even for
small problems (data sets) the number of leaves is huge. On the other hand, this number is
small compared to the enormous number of possible models. There are already 1.4'10181

model-structures with 10 levels or less. To narrow the search space (the number of
leaves/nodes that has to be visited) down, we need some criteria which tell us
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procedure dfs (S : set of positions;
s : the context of these positions;
prob : the maximized probability;
set: the postfix-set);

if (all positions in S) then
prob =Pe/(D-I S 1+1);
set = {};

else
prob =Pe/(D-I S I +1);
set = {};
for all positions p not in S do

s(p) = 0;
dfs(Su{p} ,s,prob_O,secO);
s(p) = 1;
dfs(Su{p },s,prob_1,seC1);
if prob_O*prob_1/(D-1 S 1+1) > prob then

prob = prob_O*prob_1/(D-1 S 1+1);
set = secOxO u sec1x1;

Text box 1. The depth-first search algorithm in pseudo-pascal.

that we do not have to proceed in a particular branch of the tree any further. We have
developed several criteria to do this, and merged them into one large scheme. These
criteria will be discussed, one by one.

5.2 The criteria.

First we will discuss four criteria which have been used to narrow the search space
down. After that we will present another idea to speed up the process.

• The upperbound.
We already saw in the previous chapter that upperbound (48) can be used to
determine whether we can stop here in a branch, or we have to continue. With this
formula we have an upperbound on the maximized probability of the subtree
starting here with a split. If the estimated probability (the probability of an empty
split) is larger than this upperbound then it is useless to examine its children,
because a leaf here, will give the best result.
If one examines the upperbound closely, one can see that for the computations of
this upperbound very little extra work has to be done. The number of objects with
class zero (as,,,) and one (bs,.,) have already been computed for the calculation of
Pe,,,·
This bound has often a large margin, compared to the real value of the maximized
probability. But a sharper bound, would require information of higher levels of the
tree.
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• The maximum costs of a subtree.
It is possible that the algorithm finds a tree with cost C after completing the
subtree behind the first split position. The algorithm will continue with the subtree
behind the next position. But if the algorithm reaches the point where the minimum
cost of this new tree is already higher than the cost C of the previous subtree, then
it does not have to continue with this branch.
Thus with every call of the procedure dfs, we will send a variable C"'~" which
indicates how much bits this branch is allowed to use. With such a variable one
limits the size of the to be examined subtrees.
Thus in a node (see figure 10), we first compare the maximum cost with the cost
of the empty split (Ce~,)' If the empty split uses less bits than the maximum cost,
then the new maximum cost for the non-empty splits are the cost of this empty
split. If the maximum cost are lower than the cost of the empty split, then the
maximum cost for the subtrees stays unchanged. After every examined branch, the
maximum cost will be compared to the cost of this subtree. The minimum among
these two will be the new maximum cost. In this way the maximum cost is always
equal to the minimum of the maximum cost as provided by the parent node from
the start on, and the cheapest subtree seen so far. But if at the end, all branches
and the empty split give a higher cost than the maximum cost, then it is impossible
to find a sufficient small subtree in this node, and the predecessor of this node may
not split on this position.

• Position heuristic.
Until now, the algorithm examined the possible splits in a predefined order (based
on their numbering), but it might be better to examine the most promising split
position first. One can expect that this split will give a subtree with low cost. If
these costs are much lower than the maximized cost, then the other subtrees that
have to be examined cannot grow to large because the maximum cost are now
more restricted. One can conclude that, the better the first positions for a split have
been chosen, the faster the algorithm will be executed. If one has extra knowledge
about the system, then this information can be programmed in this heuristic, but
even if no extra information exists, then we can gain some speed.
The heuristic we use, computes for all possible split positions the product of the
estimated probability in both children (we consider thus the cost of the most
elementary subtree, which starts with a split: the subtree consisting of the split and
two leaves). The possible positions will be sorted on the basis of these
probabilities, and the position which gives the subtree with highest probability will
be placed first. The idea behind this, is that a high estimated probability (low cost
on the most elementary subtree) can be an indication for a high maximized
probability (low overall cost).
This idea can be extended further. After deciding which split position to use next,
one can choose between the O-branch and the I-branch. One knows the estimated
probabilities for both, one could compute the upperbound for both, and with this
information one could start in the most promising branch. This has not been
implemented yet.
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• Upperbound for the probability of the other side.
In a node our algorithm first selects a subtree to examine next. It will start in the
a-branch first, and it knows the maximum cost of the entire subtree (including the
I-branch). It is possible that the best subtree in the a-branch "consumes" the entire
margin, and the solution will be rejected after a few steps in the I-branch. Thus it
is best to reserve some bits of the maximum cost for the I-branch, before one
starts with the a-branch. An easy way to do this, is by estimating the number of
bits needed for the I-branch plus the indication of the split and subtract those cost
from the maximum cost for the a-branch. We can use the estimated probability for
the I-branch (obtained from the position heuristic) and the upperbound (48) again,
to calculate the minimum number of bits, required for the subtree in the I-branch.
And computing the upperbound is easy again, because the position heuristic can
supply the number of objects with classes a and 1. An error which occurred in our
program the first time, was that we assumed this lowerbound on level d, but if the
level in the tree of the current node is d, then the level at which the upperbound
will be used is d+ 1.

These four criteria and the main body of the algorithm have been collected in the
diagram in figure 10. In this figure we call the maximized probability of a split at level d,
with context s : Pn~.s (cost : Cn~.s' see also formula (4)), the upperbound on this maximized
probability : P;ax.s (with cost: C;ax.s in bit), the estimated probability Pe~s (with cost :
Ce~\' in bit), and the maximum cost: C:s' The costs Ce~p Cn~.,. and C;ax,s should also
account for the extra bits needed for identifying the split.

As one can see in figure 10, these four criteria cooperate well. In this diagram, it is
shown that the procedure calls itself twice recursively. The first parameter is the set
containing the positions which have already been used, the second parameter is the
corresponding contexts, and the last parameter is the maximum cost of the subtree of the
child.

A last modification of the algorithm has not been drawn in the diagram, because it
is not a real criterium, but more an extension of the alg'orithm.

• Storing the lower levels of the context tree.
The depth-first search algorithm computes a lot of context states multiple times. In
order to find a better balance between the memory utilization and the number of
computations we store the lower levels of the context tree in the computer memory,
in such a way that all states in those lower levels appear only once (like in figure
8). Every time the algorithm visits a node in the lower part of the tree, it looks up
whether this node was already visited or not. If it is the first time, the algorithm
continues with its work, and when it returns in this node for the last time on its
way back to the root, the maximized probability, the maximizing postfix-set, and
the maximum cost with which the algorithm entered the node will be stored. If it
has visited this node before, the algorithm can often use the maximizing subtree
(postfix-set) and the maximized probability, found the last time it visited this node.
But there is a small catch here. What happens if the first time the algorithm visited
the same context state, it had only a few bits to use (a very low maximum cost)? It
would almost certainly conclude that no tree is possible at all. But if the second
time

35



a? d YES a ? YES
Pe,s ~ Pmax,s Ce,s ~ C ",s

NO

YES best tree is
a leaf
d d

NO Cm,s'" Ce,S

a ? d YES
Ce,s ~ C

,,~

all positions >-YES ---1~

done? L--_-----'

d
dfs( (p IuS, Os, C A,S -

min( d+l d+l)_(D_IS!+l))
Cmax,ls' Ce,ls

subtree found NO not a good split

YES

dfs( {pIuS, Is,

d d+l I [C - C - (D- S +1) )
A,S m,Os

subtree found. NO

YES

Ithis tree " new""" ",btree
C d = C d = YES etter than NO

m,s ",s current best? >--------------"

Cd+l + Cd+l + (D- [S I +1) )
m,Os m,ls

Figure 10. A diagram which combines all criteria for a node in the context tree.
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Table 3. A scheme for the retrieval of a tree from the computer memory.

The maximum cost,
when the stored The stored result. Result.

result was found

~ current maximum No subtree found. No subtree possible.
cost,

Subtree found with Use subtree from computer
cost s current max. cost. memory.

Subtree found with No subtree possible.
cost> current max. cost.

s current maximum No subtree found. Search again.
cost.

Subtree found with Use subtree from computer
cost s current max. cost. memory.

the algorithm passes this state the margin is much larger, then larger trees are
possible. That is why the maximum cost with which the stored subtree was derived
has to be stored too. A small extension on this, which has not been implemented
yet, is that in the case, the algorithm does not find a possible subtree, it should not
store the maximum cost with which it started, but the minimum cost of the subtree,
when it was rejected.
After the first visit, the algorithm can use the scheme from table 3, which indicates
whether the tree from the computer memory can be used in this case or not.
As one can see in this table, in one situation the algorithm has to compute the
maximizing subtree again, although, it did compute it before (but with a smaller
margin). After finding this tree, the algorithm stores this new result, because it is
more general than the old result. With this modification of the algorithm, the extra
work the algorithm has to do on the lower part of the tree, has been reduced. It is
now possible to make a trade off between computer memory and the number of
computations (time).

These five criteria combined, form the depth-first search approach as we have
implemented it.
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6. The breadth-first search implementation.

6.1 The basic algorithm.

While the depth-first search algorithm is mentioned in even the most elementary
books on data-structures and algorithms, the breadth-first search algorithm is less
commonly known. Just like the depth-first search algorithm, it can be used in graphs and
trees, to number the nodes e.g., but also to find the shortest path between two nodes in a
graph. The characteristics of these two algorithms are almost each others opposite.

The general implementation of this breadth-first search algorithm uses a FIFO
queue (First-In, First-Out). First the starting node will be added to the queue, and marked
visited. The breadth-first search algorithm retrieves the first node of the queue, adds its
unvisited neighbours to the end of the queue and marks them visited. It will repeat this
step until the queue is empty. Thus first the algorithm will retrieve the starting point
(distance zero) and add all neighbours (all nodes at distance I) to the queue. Then it will
retrieve nodes at distance I from the queue, and add nodes at distance 2 to the queue,
until all nodes at distance 1 have been retrieved and the queue consists of all nodes at
distance 2 to the starting node. Thus in the queue only nodes with distance d, and d+ 1 are
possible. It is called a breadth-first search, because, as one can see, the nodes will be
visited in order of distance to the starting node. The algorithm starts examining nodes at a
distance d+1 after all nodes at distance d (or less) have been visited.

In this form, the algorithm does not work recursively. It uses a lot of memory as
we will show. If we consider the situation of a tree, with the root as starting node, then
the algorithm will first visit all the nodes at level I, then those at level 2, etc. But if the
breadth-first search is fully completed, at the switch from nodes at level D-l to nodes at
level D (which is the maximum level of the tree), all the nodes (leaves) of level D have to
be in the queue. If we consider the fact that for 10 attributes the number of leaves is
3.7 '109 (including the doubles), it is clear that this general approach does not fit our
application that well. On the other hand, one knows that the number of objects is small,
which restricts the size of the tree. One can hope that the best decision tree will be found,
in the lower levels of the tree, without having to visit the upper levels.

One might wonder, why we speak of a tree instead of a structure like in figure 8,
because the breadth-first search approach, was supposed to be the one that uses a lot of
memory, but visits the different states only once. Consider the context xOO in figure 8, it
will be used two times, once from the O-branch of node xxO, and once from the O-branch
of xOx. But these parents can visit this node with a different maximum cost. In one case
we can find a model, whereas with the other lower maximum cost no model is possible.
There are actually two situations. The first time we visit this node (context state), we find
a subtree. This result can then be used with later visits. Or the first time we did not find a
possible tree because the maximum costs were to low. If we have a larger margin next
time, the node has to be examined again. Because such a node will be stored only once,
we have to store the most general result (found with the highest maximum cost).

Because we visit the nodes (layer-by-layer) using the context tree, it is necessary to
store not only the nodes at level d in the queue, but also the already visited ones. The
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actual implementation does not have a queue at all. All the different context states will be
stored.

One can describe the order in which the breadth-first search algorithm visits the
nodes best, by seeing it as repeated calls (called runs in this report) of the depth-first
search algorithm, every time with a higher maximum level. If the depth-first search
reaches this maximum level, then it is forced to stop in this branch, and it has to continue
with another. First we do a depth-first search with a maximum level 0 (the single leaf),
then to level one, level two etc. This approach may seem to be inefficient compared to the
depth-first search algorithm, but it has a few advantages. First of all the work of the
previous run of the breadth-first search algorithm is not lost. The resulting subtrees in the
context states are stored, and can often be used in the next run (this will be explained in
the next paragraph in more detail). A second advantage is that the algorithm works in all
children of a node, at the same level. And because the algorithm visits the nodes in the
order of the context tree, it can adjust (sharpen) the upperbounds on every level. Then the
next time the algorithm visits this node and wants to examine the O-branch, it has a better
maximum cost, and a better estimation of the cost of the I-branch and will end sooner. A
last advantage is that the breadth-first search can decide sooner that it has found the best
model, than the depth-first search. The depth-first search will have to visit deeper nodes,
especially in the first few subtrees of the root, because then the margins are not so tight
yet.

6.2 The actual algorithm.

In this chapter we will use a slightly different notation then before. In the previous
chapter, the superscript d in the cost C, has been used to indicate the level of the tree on
which the node was. Now it will indicate the current maximum level to which the
algorithm reaches this run. This number will increase by one, with every run. Thus C
indicates the cost for the run with maximum level d.

The breadth-first search algorithm is more complicated than the depth-first search
algorithm. Instead of a maximized probability, we will use an interval in each node. This
interval will mark the range in which the cost of this subtree will be. The upperbound of
this interval will be the cost of the "cheapest" possible subtree so far. To compute this, we
can just take the maximized cost, obtained from the context subtree with current maximum
level d. That means that the largest possible tree has leaves at the current maximum level
d. In agreement with our notation we call these costs : C,,~p which are the maximum cost

of the subtree, starting at node s, and obtained from a recursion to level d of the tree.

store; leaf(s)=true NO C ZCd
I d d -.----- -"
[_store: C max.s'" Ce•s maxr~ e r

YES store :lea~s)=false

store: C max,s

Figure 11. A diagram of the algorithm in the nodes at the current maximum level.
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Figure 12. The breadth-first search algorithm in internal context tree nodes.
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The lowerbound of this interval will indicate how much the best possible subtree
starting in this node will cost at least. With upperbound (48) one can compute how much
bits a split in this node will cost at least, and one can compute how much the empty split
(a leaf) costs. Thus it is possible to compute how much bits the best possible subtree (or
leaf) starting in a node at the current maximum level will cost at least. With these
minimum cost one can compute how much the best possible subtree starting in an
arbitrary node costs. For these costs we will use the notation c~ax,s'

Thus the algorithm has to compute two bounds in every node and leaf. For both
bounds we use formula (37) in the internal nodes. For the upperbound of a subtree we use
this formula with the costs of a leaf at the current maximum level of the tree. And for the
lowerbound we compute how much the best possible subtree in nodes at the maximum
level will cost (with upperbound (48) a.o.), and use these costs.

Because the algorithm is quite complex, the figures 11 and 12 will not be initially
clear. We will explain both figures here. There is some difference between the results we
store (as mentioned we will store the most general results) and the results we return to the
parent node.

In both figures the updating of the postfix set, necessary for finding the best model
later has been omitted. Because we store every possible context state, we can easily store
the best split position in this state. Later we can find the best tree, by first splitting on the
best position for the root, and then looking the best split-positions for its children up, in
the memory.

First we will discuss the situation in which the algorithm is at the current
maximum level d, see the diagram in figure 11. The upperbound of the interval (cost C:.s )

will be achieved by a leaf (cost Ce~J, and these cost will be stored. The split position of
this node will be the empty split temporarily (not shown). If the upperbound on the
probability (cost C~ax, ..) gives a lower cost than the cost of the empty split, then it is
possible that a subtree, starting with a split will give a lower cost than the empty split. In
that case we will use the cost as indicated by this upperbound on the probability as
lowerbound of the interval (box on the righthand side). Otherwise we know that the best
split is always the empty split. We use the cost of the empty split as the lowerbound, and
we mark this node as a leaf with a special parameter in the memory (box on the lefthand
side).

In both cases we can additionally check whether the minimal cost are higher than
the maximum cost. If this is the case, then we return a special value, so that the parent
node knows that this split is impossible with these maximum cost (this is not shown in the
diagram).

Figure 12 describes the actions for the internal nodes of the context tree. The first
time the algorithm enters a node (during this run) it will find the results of the previous
run (various costs c'-l), the second time we use a set of rules like in table 4 to determine
whether we have to compute this subtree again. If the current maximum cost are smaller
than the minimum cost (the lowerbound) then no subtree is possible in this node. If the
maximum cost are smaller than the maximum cost in the previous run, then we can just
use the results from the previous run. Otherwise we have to recompute the bounds. The
lowerbound will not change, but it is possible that due to the larger search space a better
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Table 4. The condition under which we have to re-compute the subtree.

The maximum cost, Lowerbound of the stored
when the stored subtree Result.
result was found

;:::: current maximum > current maximum cost, No subtree possible.
cost, s current maximum cost, Use bounds from computer

memory.

s current maximum > current maximum cost, No subtree possible.
cost. s current maximum cost. Compute subtree again.

upperbound can be found. If we re-compute the subtree (because this will result in a more
general bound), the algorithm finds the results from the last visit of this run. Although the
results from the memory may thus actually be from a previous recursion to level d we will
still use the notation C-1

, because then it is clear where we use the stored results.

First (see the first box in figure 12) we check if the minimum cost from the
memory (C~ax,s' the minimum cost of a possible subtree) are higher than the maximum
cost (C: r) for this node. If this is the case, then no subtree will be possible. Otherwise we
check if in a previous visit we did conclude that this node has to be a leaf, or that no
improvement is possible (the lowerbound of the interval is equal to the upperbound). If
this is the case, then we have already found the bounds of the interval.

Before we enter the loop, we will first sharpen the maximum cost (if possible) by
taking the minimum of the cost of the "cheapest" subtree (C,~s) so far and the maximum
cost itself. Then we set the upperbound to the previous upperbound (we can still make at
least this subtree), and the lowerbound to the previous upperbound. The old lowerbound is
no longer valid, because it was found in a previous run or with a smaller maximum cost
and it is possible that due to the extra level or the larger margin, the lowerbound can be
determined more accurate. We temporary set the best split position on the empty split
(which has not been shown in the figure).

The loop (the lower part of figure 12) is almost the same as the one in the depth
first search implementation (see figure 10). If possible, we select the next split position p.
First we call the algorithm recursively for the O-branch of this split with the maximum
cost minus the minimal cost of the I-branch (obtained from the previous run) minus the
cost for identifying the split. If we did find a result then we call the algorithm for the 1
branch (with maximum cost minus the cost of the O-branch minus the cost for identifying
the split). If this results in another subtree then we proceed by selecting the minimum of
the new lowerbound and the previous best lowerbound. The same will be done for the
upperbound and the maximum cost. If we did find a new upperbound (the equation in the
box at the bottom, denoted by the asterisk) then we store the position on which this new
split occurs in the memory. This has not been mentioned in the figure, but it is important
for the retrieval of the best tree at the end.

After completion of the loop there are two possibilities, we did find a subtree (not
a single leaf) or we did not find a subtree. If we did find a subtree, we store these new
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bounds, and if the lowerbound is equal to the upperbound, we mark this context a leaf in
the computer memory (it does not have to be a leaf, but it is just a sign for the algorithm
that next time this node does not have to be examined again). In both cases we check
whether the lowerbound is under the maximum cost. If this is not the case, then no subtree
is possible, if this is the case then we can return the bounds. Note that the upperbound of
the interval (the cost of the best possible tree) may actually be higher than the maximum
cost, but the minimum cost have to be lower.

The last part of the algorithm is the stop criterium. It is obvious that the algorithm
can stop, if after a run the lowerbound of the interval in the root is equal to the
upperbound. Then no further improvement is possible.

6.3 Recommendations.

We did not put as much effort in the breadth-first search implementation as in the
depth-first search. There are certainly some improvements possible. Below we will
mention some of them.

• A position heuristic. Because the algorithm has to visit just one new level, the
position heuristic may not make a big difference, but on the other hand, for most
nodes a good estimation of the probabilities of their children is already available.
This would make a good heuristic easy to implement, and fast to perform.

• One could think of a more usual implementation, in which one does not have to
walk through the tree every time. For example the bound can be sharpened just
locally, instead of through the entire tree.

• A similar idea is to select the most promising nodes and examine those a few
levels deep, before examining the other possible split. We will discuss some other
ideas in the next chapter (paragraph 7.4).

This last idea can actually be used in the depth-first search implementation too. We keep a
list of the few most promising nodes. We visit the most promising nodes first, before we
examine the other ones. Which criterium should be used to identify the most promising
node, has not been examined yet. One could think of the lowest upperbound (the lowest
guaranteed cost), the lowest lowerbound (the lowest possible cost) or even the largest
difference between the lowerbound and the upperbound (the highest possible gain in
accuracy). Of course a combination of one of these is possible as well.
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7. The first results.

7.1 Introduction.

We will conduct experiments on two different problems (databases). For these
experiments either one of the two algorithms can be used, they will give the same
description length, and probably the same model. Although it is possible that more than
one model has the same minimum description length. In that case it is possible that both
algorithms will find a different tree (and thus different error rates). In that case we will
use the results from the depth-first search algorithm, without notice.

Before we proceed with the experiments, some details about the various algorithms,
which have not been discussed before, will be explained. We will use the results of the
algorithms of Quinlan and Rivest [10] and Wallace and Patrick [16] to compare to our
results.

In general two third of the database will be used as training set, and the remaining
one third will be used as test set. We use the error rate as a criterium for comparison. The
error rate is the percentage of unseen test objects which will be predicted false, with the
best model. The best model, is the model obtained from the MDL-principle, with the
default classes in the leaves.

One point of difference between the algorithms is the tree pruning pass. As
discussed in chapter 2, Quinlan and Rivest remove two leaves, descending from the same
node, if they have the same default class. Our algorithm removes such a leaves in an
optional second pass, and Wallace and Patrick do not use tree pruning at all. We think
(and Wallace and Patrick agree with this) that extra information exists in such a leaves. In
such a case, often one leaf is quite pure (many elements of the default class), and in the
other leaf the classes are more eually present.

It may be clear that the tree pruning algorithm will not affect the error rate. This is
the reason why Wallace and Patrick think that the error rate is actually a poor measure for
the predictive power of the tree [16]. They rather use the prediction cost. This is the
number of bits needed to encode the classes of the test objects, based on the class
distribution obtained from the training set.

Because Quinlan and Rivest did not use this prediction cost, we will still use the
error rate. But we support the idea behind the prediction cost, because the MDL-principle
minimizes the model cost plus the description cost and not the model cost plus a cost that
depends solely on the error rate.

Quinlan and Rivest use the greedy, one level optimization approach, without any
look ahead. Wallace and Patrick use a look ahead technique to obtain better results. The
look ahead is up to four levels. Thus they realize in some cases a five level tree
optimization. This in contrast to our approach which uses a full level tree optimization.

A last difference between the three algorithms is the following. While Quinlan and
Rivest, and we both use one algorithm for all tests, Wallace and Patrick use an algorithm
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which can be slightly modified. They use formula (13) to compute the probability of a
sequence in a leaf. But instead of choosing a fixed a, they leave this parameter free. First
they do a few test runs on the training set to obtain the best value for a, and then they use
this optimized a in their algorithm.

With this a, one can favour purer distributions (distributions in which there are
only a few elements of the non-default classes). With a=l one gets the Laplace-estimator,
used with a slight modification by Quinlan and Rivest. We use formula (13) with a=0.5,
to obtain the Krichevsky-Trofimov estimator. The more this a has been chosen closer to
zero, the more the algorithm will favour purer distributions over more uniform ones. With
a~O, the algorithm will search for the single class distributions (distributions with objects,
which all have the same class), if possible. Wallace and Patrick choose this parameter a
on the basis of the training set. It is remarkable that on the five databases normally used
by Quinlan (see [9] a.o. : hypo, discordant, LED, chess-endgame, and XD-6) and now
used by Wallace and Patrick the optimal a is always smaller than 0.5 (in XD-6 it is
chosen 0.43, the value closest to 0.5 of all).

If we wanted to, we could make our algorithm adaptive. In chapter 3, with the
discussion of the context weighting algorithm, we showed that one could change the
parameter a (which is not the same as the a of Wallace and Patrick). With this parameter
we can refine the balance between the model cost and the data cost. We did show how to
choose this a, in order to weight every model equally (independent of the size). And we
showed how to choose this a to optimize the context weighting method for data
compression purposes. It is possible that this same function for the values of a, will
improve the results on the context maximizing algorithm, but we did not examine it yet.
An other difference is that this a depends only on the maximum depth of the tree, and not
on the training set.

For now, we did choose not to change this a, because 0.5 is a good choice for
most situations.

7.2 The probability distribution XD-6.

Of the five previously mentioned databases, only two are possible with the current
state of the theory and of the programs (only binary attributes, and no missing attributes).
Another appropriate database, the chess-endgame, is unfortunately not yet examined,
because the number of attributes is still to large (39 binary attributes). The first database
which has been used is the "Probabilistic classifications over disjunctions [9]" known as
XD-6. This is an artificial database, based on Boolean algebra. It is not a natural problem,
which is a disadvantage, because the algorithms appear to work best on natural problems
(theories).

XD-6 has 10 Boolean attributes Qo...Q9' and the Boolean class is formed with the
following formula :

(49)

with 10 percent noise on the classes. It is interesting to note that Q 9 has not been used.
With this formula a database consisting of 600 objects has been created. Of these 600
objects, 400 will be used as training set and 200 as test set.
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The results of Quinlan and Rivest's approach [10], the Wallace and Patrick [16]
improvements, the MDL-principle based on the context weight algorithm (c.w.a.) and the
MDL-principle based on the context weighting algorithm with the extra second tree
pruning pass have been collected in table 5. Just as Quinlan and Rivest, we took the
average of the results over ten independent runs of the algorithm. In order to do this, we
made a database consisting of 600 objects and we randomly selected 200 objects (ten
times with a different seed for the random number generator) for the test set. The
remaining objects were used for the training set.

Table 5. A comparison between the various algorithms.

Size error %

MDL (Quinlan and Rivest) 17 20.5 %

MDL (Wallace and Patrick) 16 15 %

MDL (c.w.a.) 12.5 16.6 %

MDL (c.w.a. with extra tree 12 16.6 %
pruning)

In this table, size denotes the average number of leaves of the best decision trees,
and error is the error rate. One can see that our algorithm finds the smallest trees (which
can partially be explained with our choice for a tree encoding, which needs more bits for
smaller trees, and less for larger ones, compared to the encoding of Quinlan and Rivest)
and a good error rate. It is important to note that while the MDL-algorithms of especially
Quinlan and Rivest and to a lesser extent that of Wallace and Patrick are fast, our
algorithm needs much more computational resources. But our algorithm finds the best
model (without adjusting parameters), considered that we use our own tree-and class
encoding.

It is not fair to compare the results from table 5 in this way with each other,
because the number of errors depends heavily on the size of the tree. Larger trees can
cover a larger part of the model and will be able to get a lower error rate. The size of the
tree depends on the choice of the tree encoding, the redundancy of the class encoding and
the number of objects. By adjusting your tree encoding and your class encoding, you can
actually get with a wide range of possible sizes.

About 36.4 % of the classes will be 1. A tree of size 1 Uust a single leaf), would
have default class 0, and will thus have a error rate of 36.4 %. On the other hand there is
a model with 40 leaves, which covers the model exactly. This model would have an
average error rate of 10 %. And there is a model of size 10, would have about 18.9 %
errors. We let the computer compute the best tree (the tree which minimizes the error
rate), for all sizes. This has been done by programming the structure of the best tree
(which has 40 leafs).

If we wanted to know the best tree for a given size, we let the computer remove
the appropriate number of nodes. The computer can only remove nodes of which both
children are leaves. Of all possible remaining trees, the computer would compute the
default class in every leaf and the error rate of the tree and select the best one. We do not
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have to change the places of the attributes because of the symmetry in the function. For
example, the choice for the root of the decision tree is not critical at all, and can be any a
among ao...ag (a9 will not be used in the decision tree). And because in the leaves of the
full decision tree, the error rate is 10 %, it has no use to expand the tree outside the
structure of the full tree (even not, if due to the removal of nodes, the error rate in a leaf
increases). Thus with this method we find the best tree for a given size.

This gives a asymptotically lowerbound. We can now draw a some what unusual
figure, one which plots the number of errors against the size of the tree. The lowerbound
and the results of Quinlan and Rivest (Q & R), of Wallace and Patrick (W & P) and of
our approach (C.W.A. with tree pruning) have been plotted in figure 13. The curve is
hypothetical, but the small crosses are actual calculations of the lowerbound (the best
trees).

Fig. 13 Plot of the lowerbound and of the several algorithms

Before we discuss this figure, one might wonder why the points of the actual error
rates form small groups of 3 points each. This can be explained by looking at function
(49). One needs at least three variables to be able to estimate the state (in every term one
of the three variables is 0, or in one term all three variables are 1). Thus if one has a good
decision three, one or two extra nodes will not make a big difference, but with the third
extra node, one can realize one of such terms and the error rate will make a step down.
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We explain figure 13 as follows. The context weighting method finds a solution,
near the asymptotically lowerbound. Depending on the number of objects, the tree
encoding and the redundancy of the class encoding our approach will score somewhere
along the lowerbound. The MDL-approach has been used to find a balance between the
number of objects and the size of the model. More objects will result in a larger tree, and
thus in a better theory. But from a small amount of objects it is wise to infer only the
basic rules of the theory, the other rules will be distorted by the noise. If one wants to find
the entire theory from a too small set of examples, one starts to model the noise, which
will result in a very poor error rate (and one will get results further away from the
asymptotical lowerbound). To a lesser extent the size of the tree also depends on the
choices of the coding techniques. If the codes are very redundant, then they absorb a large
part of the available margin, and the theory available in the objects will not be mapped
entirely. The results shown here and in the next paragraph indicate that the MDL-principle
is an excellent criterium to find a balance between the database size and the size of the
tree, it doesn't try to extract too much information from the given set of objects (and if
one wants a better theory, one could always increase the number of objects).

The greedy heuristic approach of Quinlan and Rivest is clearly worse than our
algorithm. The algorithm of Wallace and Patrick uses five level optimisation and an
optimized a. It performs clearly better than Quinlan and Rivest too. Wallace and Patrick
did not give exact error rates. They say that there error rate is 15 % (15.0 % ?), whereas
the theoretically lowerbound is 15.2 %. But it is true that they too, find a result on the
lowerbound. They did find a better error rate (and a larger tree), because our tree encoding
needs more bits for smaller trees, compared to their encoding. But it is not a surprise that
they find a result on the asymptotically lowerbound, because they optimize over five
levels of the tree. The "best" decision tree is six levels deep, so they should find an
optimal result (because the choice for the root does not really matter for the asymptotically
case) !

Our algorithm with tree pruning is clearly under the upperbound. We even did a
second series of tests, with the same results. It is still prabably a data set that fits our
algorithm very well, and it is possible that on this specific database the algorithm
performs under the lowerbound.

With this figure we can clearly conclude that our algorithm performs better than
Quinlan and Rivest's algorithm, and similar to Wallace and Patrick's algorithm (we don't
consider the computational power needed for the various algorithms, it is clear that our
algorithm is the most time consuming one) on XD-6. Unfortunately Wallace and Patrick
don't mention the computer time needed for their five-level optimisation.

7.3 The LED digits.

This domain consists of the recogmtIOn of faulty digits. The digits have been
represented on a commonly used 7-element display. See figure 14. In this figure one
should notice especially the digits 6, 7 and 9, because they can appear in various forms.
The reason why we show these digits will be explained later.
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11111111111111111111
0000000000

Figure 14. The ten digits of the 7-element display.

Each element is subject to a 10 percent random error (correct status has been inverted).
This results in a database in which every object has seven Boolean attributes (the seven
segments) and a class with ten possible values (the digit on the LED). The database
consists of 3000 randomly generated cases, 2000 of those will be used as training set and
1000 as test set. In table 6 we collected the results of the various algorithms again. In
comparison with the previous paragraph one can see that we did not perform these
experiments with tree pruning. Just like Quinlan and Rivest, we did average over 10 runs
again, to get more accurate numbers.

Table 6. A comparison between the various algorithms on the LED Digits.

MDL (Quinlan and Rivest)

MDL (Wallace and Patrick)

MDL (c.w.a.)

size

83

37

33.4

error %

26.9 %

26.1 %

26.3 %

Again size denotes the number of leaves and error the error rate. The results of Wallace
and Patrick have been obtained with a two level look ahead (a three level tree
optimization), they say (although they did use a four level, look ahead on XD-6 in the
same table) and they used a=0.19.

Although these results cannot be compared directly, one can say that again the
results of Quinlan and Rivest's greedy algorithm are not as good as the other results. The
difference between our algorithm and that of Wallace and Patrick is small. In agreement
with the results on XD-6 we find a smaller model, with comparable error rate. We can
conclude that the reason for this smaller model is probably the tree encoding again.

In order to see these results in the right perspective, it is important to compute the
best possible error rate. If this error rate is much lower than 26 %, then we have to
conclude that the algorithms perform poorly.

In order to compute the asymptotically error rate, we define 10 binary codewords
of length 7, for every digit one (a I means the corresponding element is on, a 0 means it
is off). We then define a default digit for all 128 possible words. The default digit is the
digit of which the codeword has the shortest Hamming distance to this word, and if there
are more codewords with the same distance an arbitrary digit will be chosen (this arbitrary
choice will not influence the actual error rate). We can imagine the entire space, divided
into 10 disjoint areas, each area belongs to a digit. The disjoint areas cover the total space.
Each area consists of a codeword of a digit and a set of other words which will be
decoded as that digit. For every codeword we can now compute the probability that it will
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be decoded correctly, and the probability that a different digit will be decoded. Now it is
important how the digits have been defined precisely. For the digits, as defined in figure
14, the probability of a good decoding, and an incorrect decoding have been collected. It
results in a 26.0 % asymptotically error rate (if all digits have a probability of 10 %). A
commonly used variation is that in the number 7, the upperleft led is used too (especially
in digits on a LCD-display). But this would result in a lower averaged Hamming distance
to the other nine codeword, and the asymptotically error rate will be 26.4 % !

Table 7. The probability of a good decoding of the digits, and an incorrect one.

Led digit. Prob. of a Error prob.
correct decoding.

0 86.0 % 14.0 %

1 85.9 % 14.1 %

2 93.7 % 6.3 %

3 70.9 % 29.1 %

4 77.4 % 22.6 %

5 72.2 % 27.8 %

6 71.4 % 28.6 %

7 70.9 % 29.1 %

8 58.5 % 41.5 %

9 53.1 % 46.9 %

From table 7 we can conclude that especially the digits 8 and 9 are very sensitive to noise,
and digit 2 is highly resistant to noise (the codeword of digit 2 has indeed a large
Hamming distance to the other codeword). But if the test sets of the ten runs we did,
included substantially more objects with class 2 (or the opposite situation, if the proportion
of the digits 8 and 9 was too high), we would be able to obtain a lower (higher) error rate.
Thus we analysed the data set and the test sets. On the total database one could obtain an
asymptotically error rate of 25.9 % (thus it was quite representative), and on the 10 test
cases one could get an error rate of 25.6 %. The tree algorithms perform well and the
decision trees they find, map the problem almost as good as possible. Of our approach we
can say that the number of objects was probably still too small, to find the remaining
rules, needed to obtain that last 0.7 %. Maybe with an other tree encoding, these rules
would have been found.

7.4 A comparison between the two implementations.

It is almost impossible to fully compare both implementations. They both give the
same results on the data sets. It is clear that the depth-first search implementation is the

50



most refined one whereas we put less effort in the breadth-first search algorithm. That is
why a direct speed comparison is useless. The context weighting (maximizing) model
seems to fit the depth-first search type of implementation very well.

Both algorithms have there own advantages, and certainly for small problems (with
a small number of attributes) it does not matter which algorithm has been chosen. The
breadth-first search algorithm in the current implementation will be slower on such small
problems. It has to allocate a lot of memory, and because the models are small, the depth
first search will reach its maximum level fast. The real advantage of the breadth-first
search (with every level of the tree which has been examined the bounds get tighter) is of
less advantage on these small problems.

But on other problems, the chess end game (a more detailed description of this
problem can be found in [7]) for example, the situation is just the opposite. The depth-first
search algorithm will walk deep into the tree (level 10 or higher). The number of paths
and subtrees it has to visit grows extremely fast. We have let it run for a certain time
period, and it did not even finish the first child of the root node. The breadth-first search
algorithm gave almost immediately the result of the lower two or three levels. And after
some small changes in the memory usage, the breadth-first search algorithm succeeded in
finding the best decision tree with less than six levels (the memory usage was the limiting
factor here).

One could modify the depth-first search algorithm into a breadth-first search
algorithm, because (as mentioned before) the breadth-first search is similar to a series of
runs of the depth-first search algorithm, every time with a higher maximum level. Further
research is necessary to determine whether such an implementation is faster than the real
breadth-first search algorithm or not.

It could be a good idea to combine these two algorithms. One could use the depth
first search algorithm as the main algorithm, but in two places one could use the specific
properties of the breadth-first search algorithm. First of all one could perform a breadth
first search to a maximum level of 2 or 3, in every node, to identify the most promising
node, and to sharpen the bounds with which one searches in the subtrees. And before one
enters the O-branch of a node, one could use a breadth-first search to a maximum level of
2 or 3 in the I-branch to get a good prediction on their cost. Such changes are especially
useful at the lower levels of the tree, when the margins are still high and with a search
over a few levels, one can get much better bounds. Such improvements could keep the
depth-first search algorithm from walking to too deep levels of the tree, without using too
much memory.

It is very well possible that with such a modifications, the chess endgame can be
solved. Otherwise we might have to abandon the idea of an optimal tree, and use a fixed
number of levels to optimize over (like Wallace and Patrick did).
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8. Conclusions and recommendations.

In this report we discussed a new approach of finding MDL-decision trees. Several
earlier algorithms for finding decision trees, which were based on the MDL-principle, have
been developed, over the years. Compared to these previous attempts, the context
weighting (maximizing) method, which is the basis of our approach, is the first clean and
theoretically well-defined way to use the MDL-principle. In one single simple algorithm
the model cost and the data cost have been incorporated. The context weighting method
provides us with a recursive efficient way to search through the entire search space. This
enables us to find the best decision tree, according to the minimum description length
principle and our choices for the data and tree encodings. But because the algorithm is
new, we are not yet able to handle all databases.

We have compared the performance of our algorithm with the algorithm of Quinlan
and Rivest and the algorithm of Wallace and Patrick on two simple problems. Especially
Wallace and Patrick use a similar way (same sort of data encoding, and an optimazation
of the tree over more than one level). Unfortunately they considered their tree optimization
just as a tool to find a better decision tree, while in our approach it is the heart of the
algorithm. Wallace and Patrick do not discuss how they implemented their search through
the search space, and thus it is impossible to compare the methods.

The first results look promising. In both cases we find smaller models, with similar
error rates. On the probabilistic classifications over disjunctions (XD-6) we even explained
how the results of the various algorithms can be compared, considering the choices for the
data-and tree encodings, the number of objects and the size of the tree. Our algorithm
performs comparable to the other algorithms.

On the other hand, still a lot of work has to be done. The theory has to be
extended for real valued (or least non-binary) attributes, missing attributes, and the
implementations have to be revised in order to handle a larger amount of attributes. A
very promising idea is the combination of the two current implementations, the depth-first
search and the breadth-first search, as discussed in the last chapter. Or we could consider
the idea of keeping a list with the most promising nodes and examine those first. The
application of the class II context weighting method looks like a good solution to the first
problem, the real valued attributes.

It may be clear that the development of this approach may not stop here. We hope
that we have made a valuable contribution to this field. Not only with the results, but also
with the theory which mathematically correct and well founded handles the Minimum
Description Length Principle.
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Appendix 1 : A condition to avoid deeper visits.

We know that (for every possible position p, which is not in S) :

(A. I)

First we will determine an upperbound on the maximized probability.

For nodes s with l(s) = D - I we get the following formula. The positions which
already have been used have been collected in set S, the current position p for the split
will now be added to the set.

P~plUS,Os •P,,~plUS,ls = Pe(a {plUS,Os' b (plUS,os )Pe(a {plUS, Is' b (plU ,Is)

~ P/a{plUS,Os'O )Pe(O, b{plUS,O)Pe(a(pJUS,Is'O )Pe(O, b{p}US,ls) (A.2)
~ Pe(as,s,O)P/O,bs) .

and for nodes with °~ l(s) < D - 1 we get (for all possible positions p') :

(A.3)

With the following maximisation function (of the class III algorithm) an upperbound on
the maximised probability can be calculated (for the second step we use formulas (A. 1)
and (A.3)) :

P D = I. (p ( b ) P D .p D )tn,(plUS,Os D -IS I max e a {pIUS,Os ' {plUs,Os' m,{p 'lU{pJUs,OOs m,(p'IU{plUS,lOs
p'~ SU{pl

~ _I_'max(P (a l lUso ,O)P (O,b{ lUso ), P (a l lUso ,O)P (O,b{ lUSO)) (A.4)D -IS I e p , s e p, s e p , s e p, s

= I .p (a O)P (0 b )"'D"'=TST e {pIUS,Os' e' {pIUS,Os •

The nominator of the multiplication factor is D-I S I and not D-I S I+1, because we are
working at the next level in the tree.

And of course: P:(pIUS I, ~ _I_.p (a{ JUs I"O)P (O,b{ lUs 1.)' (A.5), " D-lsl e p ,.' e p,.\

Thus the following inequality holds for °~ l(s) < D - 1 :

pD.P ~ _I_P (a O)P (0 b ).~ (a O)P (0 b )tn.(pJUS,os m,(plUS,ls D -IS I e (plUS,os' e' {plUS ,as D -IS I e (plUS, Is' e' {plUS,ls

~ I .p (as ,O)P (0, bs ) .
(D-lsl)' e ,s e ,s

53

(A.6)



Literature.

1. Cover, T.M.
Enumerative Source Encoding.
IEEE Transactions on Infonnation Theory, vol. 19 (1973), no.l, p. 73-77.

2. Cover, T.M. and J.A. Thomas.
Elements of Information Theory.
Wiley-Interscience Publication 1991 (New York), first printing.

3. Hyafil, L. and R.L. Rivest.
Constructing Optimal Binary Decision Trees is NP-complete.
Infonnation Processing Letters, vol. 5 (1976), no. 1, p. 15-17.

4. Jackson, P.
Introduction to Expert Systems.
Addison-Wesley Publishing Company 1990 (Wokingham, England), second edition.

5. Jelinek, J.
Probabilistic Infonnation Theory.
McGraw-Hill 1968 (New York), p. 476-489.

6. Krichevsky, RE. and V.K. Trofimov.
The Perfonnance of Universal Encoding.
IEEE Transactions on Information Theory, vol. 27 (1981), no. 2, p. 199-207.

7. Quinlan, J.R.
Learning Efficient Classification Procedures and their Application to Chess End
Games.
Machine Learning: An Artificial Intelligence Approach, ed. by Kodratoff, Y. and
RS. Michalski, lG. Carbonell.
Morgan-Kaufmann 1983 (San Mateo).

8. Quinlan, J.R.
Induction of Decision Trees.
Machine Learning, vol. 1 (1986), no. I, p. 81-106.

9. Quinlan, J.R
Simplifying Decision Trees.
Int. Journal on Man-Machine Studies, vol. 27 (1987), p. 221-234.

10. Quinlan, J.R and R.L. Rivest.
Inferring Decision Trees Using the Minimum Description Length Principle.
Infonnation and Computation, vol. 80 (1989), p. 227-248.

54



11. Rissanen, J.
Modeling by Shortest Data Description.
Automatica vol. 14 (1978), p. 465-471.

12. Rissanen, J.
A Universal Prior for Integers and Estimation by Minimum Description Length.
Annals of Statistics, vol. 11 (1983), no. 2, p. 416-431.

13. Rissanen, J.
Complexity of Strings in the Class of Markov Sources.
IEEE Transactions on Information Theory, vol. 32 (1986), no. 4, p.526-532.

14. Schalkwijk, J.P.M.
An Algorithm for Source Coding.
IEEE Transactions on Information Theory, vol. 18 (1972), no. 3, p. 395-399.

15. Tjalkens, Tj.J. and Y.M. Shtarkov, P.M.J. Willems.
Context Tree Weighting: Multi-alphabet Sources.
14th Symp. on Information Theory in the Benelux, Veldhoven, The Netherlands,
May 1993, p. 128-135.

16. Wallace, C.S. and ID. Patrick.
Coding Decision Trees.
Machine Learning, vol. 11 (1993), no. 1, p. 7-22.

17. Willems, F.M.J. and Y.M. Shtarkov, Tj.J. Tjalkens.
Context Tree Weighting : A Sequential Universal Source Coding Procedure for
FSMX Sources.
IEEE Int. Symp. on Information Theory, San Antonio, Texas, Jan. 17-22 1993,
p.59.

18. Willems, F.M.J. and Y.M. Shtarkov, Tj.J. Tjalkens.
Context Tree Weighting: Redundancy Bounds and Optimality.
6th Swedish-Russian Workshop on Information Theory, Molle, Sweden, Aug. 22-27
1993.

19. Willems, P.M.J. and Y.M. Shtarkov, Tj.J. Tjalkens.
Context Weighting : General Finite Context Sources.
14th Symp. on Information Theory in the Benelux, Veldhoven, The Netherlands,
May 1993, p. 120-127.

20. Willems, P.M.J. and Y.M. Shtarkov, Tj.J. Tjalkens.
The Context Tree Weighting Method: Basic Properties.
Submitted to the IEEE Transactions on Information Theory.

55


	Voorblad
	Samenvatting
	Summary
	Contents
	1. Introduction
	2. MDL : The Quinlain and Rivest-approach.
	3. The context weighting algorithm.
	4. Two modifications.
	5. The depth-first search implementation.
	6. The breadth-first search implementation.
	7. The first results.
	8. Conclusions and recommendations.
	Appendix
	Literature

