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S U M M A RY P H Y S I C A L P R I N C I P L E S I N T H E S E L F - A S S E M B LY
O F C O L L O I D S A N D V I R U S C A P S I D S

Colloidal particles and virus capsid proteins have in common that, under certain conditions, they
self-assemble into larger-scale structures. For colloidal particles the aggregated structure can be a
crystalline solid, two-dimensional if confined to a surface or three-dimensional in free space. Virus
coat proteins typically assemble into so-called virus capsids that also are highly ordered. Under
suitable conditions, the virus particles themselves may crystallise too.

In both cases, the emerging structure is determined by the specific nature of interactions be-
tween the basic building blocks, be they capsomeres or colloidal particles. The aim of this thesis is
to provide, by means of computer simulations, a clearer understanding of how microscopic inter-
actions between these building blocks affect the larger-scale structure they form. This may lead to
new ways of “programming” designer materials in the case of colloidal particles and inspire the
development of novel drugs in the case of viruses.

In Chapter 1 we present a short introduction to both virus capsids and colloids. For the latter,
we focus on those confined to curved surfaces, relevant in the context of so-called colloidosomes.
In Chapter 2 we present the computational methods that we employ in this thesis, with particular
focus on molecular dynamics, basin-hopping calculations and methods to compute free energies.

Chapter 3 discusses equilibrium packings of particles confined onto a spherical surface at high
density, as a model for colloidosomes and virus capsids. We determine the influence of tempera-
ture and the range of attraction on their equilibrium structure. We find that both drastically affect
the equilibrium packing symmetry. We finally provide evidence that for the attraction ranges
considered, defects may be energetically stabilised.

The impact of the range of attraction between particles and of the radius of curvature of the tem-
plate particle on the crystal geometry at low coverages is discussed in Chapter 4. Our macroscopic
theory, supported by computer simulations, confirms that, if the range of attraction is sufficiently
short, the template curvature sets a maximum size for defect-free circular crystals. Beyond this
critical size, the crystal incorporates ribbon-like structures rather than defects, as is observed ex-
perimentally in colloidal systems.

In Chapter 5 we model immature HIV-1 capsomeres as point particles, inspired by the qual-
itative similarity between immature HIV-1 capsids and the colloidal packings investigated in
Chapter 4. For a sufficiently short range of attraction, our simulations quantitatively reproduce
experimental observations of the pair correlation function and the coordination number statistics.
We conclude that the unusual structure of the immature HIV-1 particle is in part caused by the
short-ranged nature of the protein-protein interactions.

Finally, in Chapter 6, we investigate the potential impact of particle shape on the self-assembly
of immature HIV-1. We model the basic proteinaceous building block, a polyprotein, more real-
istically as a sequence of rigidly bound, collinear, spherical particles. Depending on whether the
polyprotein model particle resembles a rod or a cone, we find that the formed capsid exhibits
tears in the outer surface or not. These tears facilitate disassembly, as packings of conical particles
without tears disassemble through nucleation, which is much slower.

The thesis concludes with a summary of the most important conclusions of each chapter, ad-
dresses unresolved issues and provides an outlook for further research.
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1.1 viruses

(a) (b) (c)

Figure 1.1: Three virus capsid shapes: (a) cylindrical tobacco mosaic virus, (b) icosahe-
dral bovine papillomavirus, (c) mature HIV-1 capsid. All three have in com-
mon that coat proteins coat the virus genome. (a) In the helical virus, the
proteins stack around RNA in a cylindrical fashion. (b) For icosahedral cap-
sids, the coat proteins form capsomeres of five or six proteins (green pen-
tagons and hexagons) that form an icosahedral, approximately spherical cap-
sid around the genetic material. The mature HIV particle is characterised by
a spherical lipid bilayer (grey) in which a conical capsid (grey) resides that
in turn contains the genetic material (dark cyan). Images (a) and (c) are by
Thomas Splettstoesser (www.scistyle.com), reproduced under the CC BY-SA
4.0 license. Image (b) is by Wikipedia user Vossman, reproduced under the CC
BY-SA 3.0 Unported license.

1.1 viruses

In recent years, viruses have captured the interest of physicists because of their
intriguing self-assembly and mechanical properties. [1, 2] For many viruses, un-
der the right conditions, the genetic material and capsid proteins, which make
up a protective shell around the genetic material, spontaneously assemble in vitro.
[3, 4] Virus shapes include cylindrical ones such as tobacco mosaic virus [5–7],
and spherical ones, such as various icosahedral viruses and retroviruses. [8–12]
Roughly half of all known viruses are spherical, and of these, most are icosahedral.
[10] See Fig. 1.1 for an example of three virus structures.

Icosahedral viruses exhibit remarkable monodispersity. In vivo icosahedral viruses
almost always assemble into one specific size with an exact number of capsid pro-
tein copies [4, 10, 13] according to design principles first described by Caspar and
Klug. [14] In vitro, depending on the size of the cargo, icosahedral capsids can
adopt a size that is different from their preferred in vivo size, but their symmetry
is still icosahedral. [15, 16] Examples include human papilloma virus [17], simian
virus 40 [18] and brome mosaic virus 1. [19] These qualities makes that viruses
can be employed as, for example, nanocages for drug delivery. [20–24]

Retroviruses, such as human immunodeficiency virus-1 (HIV-1), are also typ-
ically spherical at some point in their reproduction cycle, although their capsid
structure is notably different from icosahedral ones. Instead, the capsid of the ma-
ture virus, is conical, while the immature HIV-1 virus particle has the capsomeres
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1.2 hiv-1

arranged in a disordered, incomplete and roughly spherical packing attached to
the cell membrane. [25–30, 163]

This thesis focusses on identifying the physical principles that govern the struc-
ture and self-assembly behaviour virus capsids. Specifically, we are interested in
how the properties of the capsomeres influence capsid structures. We pay spe-
cial attention on determining whether or not the peculiar immature HIV-1 capsid
structure might follow from the properties of the capsomeres it consists of. First,
however, we describe in some more detail immature HIV-1 in Section 1.2.

1.2 hiv-1

The human immunodeficiency virus type 1 (HIV-1) is generally accepted to be
the retrovirus responsible for causing in humans the acquired immunodeficiency
syndrome (AIDS). [31, 32] HIV-1 is a lentivirus (Latin, literally “slow” virus), char-
acterised by a long incubation period in the order of years. In order to interfere
with the viral reproduction cycle, the goal of many (medical) researchers, an un-
derstanding of the structure of HIV and its replication is required. Because this
work is primarily concerned with HIV-1 at one point in its reproduction cycle,
it is necessary to at least briefly discuss the entire replication cycle of the virus,
which can be summarized in stages [25]: binding, reverse transcription, integra-
tion, transcription, assembly and budding. Each of these steps will be described
briefly, and they are all illustrated schematically in Fig. 1.2.

The infection process starts when a mature HIV-1 particle binds to a target cell.
The receptors on the envelope of HIV-1 bind to the receptors of CD4+ T cells.
Then, after a conformational change that allows the virus and cell membranes
to get closer together, the virus is slowly absorbed into the cell. [33, 34] During
absorption the contents of the virus are released into the cell, including the RNA
and various enzymes essential for the production of new HIV such as reverse
transciptase, integrase, ribonuclease and protease [25, 30].

Shortly after the entry into the cell, the enzyme reverse transcriptase converts
the virus RNA into a negative, complementary DNA molecule. This conversion
is error-prone and is the source of many mutations, which can lead to increased
resistance and/or immunity to drugs and the immune system. This viral DNA is
then transported into the cell nucleus, where the enzyme integrase integrates the
viral DNA into the genome of the host cell. [35]

After the viral DNA is incorporated into the host cell, it remains inactive until
triggered, which can take up to years [36]. The most important trigger is the
NF-κB protein. After being triggered, transcription starts and the host cell begins
production of new viral RNA, enzymes and virus proteins, most notably the Gag
poly-protein, which is illustrated in Fig. 1.3. These are all released out of the cell
nucleus and eventually make their way up to the cell membrane, where they self-
assemble.

7



1.2 hiv-1

Figure 1.2: A schematic representation of the HIV-1 life cycle. Infection of a new cell starts
when a mature HIV particle binds to a cell (left). The article undergoes mem-
brane fusion and its contents are released into the cell. Reverse transciptase
converts the viral RNA into DNA (centre bottom). The viral DNA is imported
into the cell nucleus and integrated into the DNA of the host cell After being
triggered, the cell begins production of viral proteins. Gag proteins begin as-
sembling at the cell membrane (centre top). Immature capsids bud out of the
cell, after which maturation takes place which transforms the immature aprti-
cle into an infectious, mature one. Reproduced from Ref. [25] with permission.

In vivo self-assembly occurs at the infected cell membrane. This is widely be-
lieved to be a two-step process in which first the MA-domain of Gag attaches
to the cell membrane, after which lateral diffusion combined with attractions be-
tween the CA domains of different Gag molecules will cause the growth of the
capsid protein lattice. [25, 37, 38] It is not quite clear what influence the mem-
brane bending has on the self-assembly of these particles, but some studies show
that it could play an important role. [39] Indeed, during self-assembly, the capsid
proteins will cause the cell membrane to bend more and more, until finally the as-
sembly stops, the cell membrane closes around the capsid, and the particle buds
out of the infected cell.

Budding is what happens when a virus particle leaves the infected cell and takes
with it part of the cell’s lipid bilayer. Immature HIV-1 particles leave infected cells
in such a manner. [30, 40] After the budding process cleavage takes place. This
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1.2 hiv-1

Figure 1.3: Gag polyprotein, the basic building block of the immature HIV-1 capsid. It
consists of different domains that have specific functions. The CA-domains
provide lateral interactions with CA domains of other Gag polyproteins, lead-
ing to the formation of the capsid. The MA-domain attaches to cell membrane,
while the NC domain attaches to the charged RNA. Reproduced from Ref. [25]
with permission.

means that the enzyme protease chops the Gag-protein in a few smaller pieces,
which then rearrange inside the virus particle to form a mature virus particle that
is infectuous. Cleavage and the subsequent maturation are absolutely necessary
for the particle to be able to infect new cells, [34, 41] and they have a drastic effect
on the structure of the virus capsid. This makes maturation a popular target for
anti-viral drugs. [42, 43]

We now turn to discuss the structure of both the immature and the mature
caspid. A typical HIV-1 particle is roughly spherical in shape with an average
diameter in the range of 100 to 150 nm, although they exhibit a broad size range.
[28, 44, 45] It consists of a lipid bilayer with on it receptors that attach to T-helper
cells. Inside this lipid bilayer is the virus capsid which holds RNA as well as
some enzymes vital to the replication of the virus. The capsid of mature HIV-1 is a
closed, conically shaped sheet of capsomeres, which are aggregates (oligomers) of
the Gag protein. These capsomeres consist predominantly of six capsid proteins,
with only twelve of them consisting of five, and they are roughly rod-like in shape
with a height of 20 nm and a width of roughly 8 nm. They are folded in such a
way that the RNA is packaged inside and there are no holes in the capsid. [25, 29]
Typical sizes for the mature capsid range are roughly 100 nm along the long axis
and 50 nm along the short axis.

The capsid structure of the mature particle differs significantly from the imma-
ture HIV-1 virus capsid. In this stage of the virus replication cycle, the capsid
proteins are still attached with one end to the cell membrane and the other end
to the RNA. [25, 28, 46] Hence, the capsid is roughly spherical and has a typi-
cal diameter of the same order of magnitude as the virus particle, 100− 150 nm.
Furthermore, the capsid exhibits many open spaces (holes) without capsomeres
present, and all capsomeres consist of six capsid proteins, as ilustrated in Fig. 1.4.
[28] Furthermore, the lattice consists of only six-fold coordinated capsomeres, that

9



1.2 hiv-1

Figure 1.4: Typical structure of the immature HIV-1 capsid. Capsomeres are represented
as hexagons. Note that the capsid exhibits holes, while the capsomeres are all
packed in a hexagonal arrangement, without any five-fold defects that are not
at the edge. Colour codes for the confidence of the position reconstruction of
the capsomere. Reproduced from Ref. [28] with permission.

is, each capsomere either has six nearest neighbours, or separates particles with
six nearest neighbours from a gap. It is believed that these gaps play a role in
the timing of the release of virus particles [28, 46], and as such understanding the
physics behind them can be an important step towards more insight in the virus
replication process, which in turn can aid the design of novel drugs. In this thesis,
our aim is to (partially) answer the question what causes the gaps in the immature
capsid protein lattice?

The key to understanding the very different capsid structures between imma-
ture and mature virus particles is that the capsid protein itself is in fact modified
during the maturation step. [30, 34, 41] This step, known as cleavage, effectively
chops the capsid protein (Pr-55 Gag) into smaller pieces, which can then rearrange
themselves inside the virus particle to form a mature lattice. In the immature cap-
sid, the Gag capsid proteins are attached to the cell membrane, however, and
they are forced to adopt a spherical configuration. [25, 28, 46] Therefore, in the
immature capsid, the structure likely follows from the combination of the effec-
tive interaction between the capsomeres, their shape, and the fact that they are
constrained to a spherical surface through both the membrane and the RNA.

The findings summarised in the last paragraph motive the research questions
and our thesis outline. However, our interpretation of the essential physics gov-
erning the immature HIV-1 capsid allow for comparison with another field of soft
matter physics, namely colloidal particles and in particular, colloidosomes. We briefly
describe these in Section 1.3, after which we present our research questions and
the thesis outline in Section 1.4.

10



1.3 colloids and colloidosomes

1.3 colloids and colloidosomes

Colloidal particles are particles the size of a few hundred nanometers up to the
micrometer range. [47, 48] They can be chemically treated to achieve a wide va-
riety of interactions [49–53] and shapes. [54–58] Furthermore, depletants can be
used to tune the range of the potential as well. [59–61] Because colloidal particles
can be in the order of micrometers they can be visualised and studied with more
conventional microscopy techniques than viruses, enabling the investigation of
the influence of particle shape and interaction on packings and even the direct
measurement of free energies and free energy landscapes. [62–65] These proper-
ties make colloidal particles ideal for “simulating” the behaviour of particles on a
smaller level, e.g., atoms, molecules or proteins. [49, 54, 66–68]

Particularly relevant for our study of viruses are colloidosomes, colloidal particles
that are adsorbed to an oil-water interface. [69] From a physics point of view,
spherical virus capsids appear to have a lot in common with colloidosomes, as in
both cases, the structure of the assembled building blocks, either capsid proteins
or colloidal particles, follow from the effective interactions between them and
their shape. [54, 70, 71] While the assemblies occur on different length scales, the
underlying physics might not be so different. Therefore, throughout this thesis,
we attempt to learn about virus capsid structure by also considering colloidal
packings on curved surfaces and vice versa, and we attempt to describe both with
the same theoretical models. We now turn to the research questions we aim to
answer in this thesis and an outline for it.

1.4 research questions and thesis outline

Based on the literature discussed above, it appears that the structure of immature
HIV-1 particles is predominantly determined by the properties of the virus cap-
someres. However, the essential physics that explains their structure is not well
understood. [72] It is known that the immature particle exhibits large holes in its
lattice and that only about 70% of the area is actually covered by protein. Further-
more, these gaps are believed to be responsible for various biological functions.
[28, 46] Therefore, we aim with this thesis to develop a better understanding of
the physical principles underlying the self-assembly of these particles.

In other words, we aim to answer the following research question: what are
the minimal properties required to reproduce structures similar to the immature HIV-1
capsids observed in experiments? We do so primarily by means of computer simu-
lation and some theoretical modelling, which we can compare with experimental
results obtained by our colleagues from the Dragnea group at Indiana University,
Bloomington, USA, the Rein group at the NIH National Canter Institute, Fred-
erick, Maryland, USA, the Svergun group at the EMBL Hamburg, Germany and
the Briggs group at the EMBL Heidelberg, Germany. Furthermore, the existing
theoretical works on icosahedral viruses provide a natural starting point for our
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1.4 research questions and thesis outline

modelling. [13, 73, 74] Our research question can be divided into subquestions,
that we attempt to answer in each Chapter. We discuss these questions now.

First of all, we need to find efficient methods for studying the emergent struc-
ture resulting from the interactions and shape of the building blocks. Moreover,
we need a method to investigate the behaviour of particles confined to a spheri-
cal surface to mimic the fact that the capsomeres are attached to cell membrane
and/or RNA. Our choice is Langevin dynamics simulations and basin-hopping
calculations, both of which we discuss in Chapter 2. We show that combining a
constraint algorithm with standard Langevin dynamics methods leads to a very
efficient and flexible method to study dynamics and equilibrium properties of
particles on general curved surfaces.

In Chapter 3, we apply these two methods to determine what properties are re-
quired for point particles constrained to a spherical surface to exhibit icosahedral
symmetry. We limit ourselves to particles of one type because immature HIV-1
only has one type of capsomere. Furthermore, we limit ourselves to an isotropic
pair potential, and we only consider high density, which is not a good descrip-
tion of the immature HIV-1 capsid but it allows us to study the requirements for
icosahedral symmetry, and this information might hint at reasons for the absence
of icosahedral symmetry in immature HIV-1. We show that if the interaction is
sufficiently long-ranged, for specific particle numbers, icosahedral capsids are an
equilibrium structure, albeit that for large particle number they are entropically
stabilised and not energetically. Furthermore, we show that a shorter range of at-
traction, which is arguably more appropriate for proteins and colloidal particles
[75, 76], icosahedral symmetry is no longer an equilibrium structure for particles
with more than 32 capsomeres.

In Chapter 4 we move away from high densities and consider instead the as-
sembly behaviour of lower area coverage of particles on a spherical surface that
interacting through a short-ranged potential. This work is inspired by the experi-
ments of the Manoharan group reported in Ref. [61], in which it is shown that for
a sufficiently short range, such particles will assemble first into a circular-like crys-
tal, but at sufficiently large crystal sizes, due to an elastic instability, ribbon-like
protrusions will form. By means of computer simulation, we confirm that elas-
tic instability induced by the short range of the interaction potential, combined
with the curvature of the template, is indeed sufficient for the formation of such a
structure. We determine the cross-over potential range at which the structures go
from incorporated defects to ribbon-like. Furthermore, we derive from a hetero-
geneous nucleation model a scaling law for the largest circular crystal size, that is,
the largest size a circular crystal has before it transitions to a ribbon-like growth,
and show that this model agrees very well with our simulation data.

Incidentally, the structure of the crystals observed by the Manoharan group in
Ref. [61] and in our simulations are reminiscent of that of the immature HIV-
1 capsid reported in, e.g., Ref [28], in the sense that they, too, only exhibit six-
fold coordinated particles. This implies that the absence of five-fold capsomeres
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in the immature lattice is the result of a short range of interaction between the
capsomeres, which is in turn consistent with the typical interaction range between
proteins [75, 76]. Hence, from Chapter 4 we learn that a short-ranged potential
might be sufficient to explain, at least locally, the capsid structure of immature
HIV-1 particles.

In Chapter 5 we directly compare experimental results from the Dragnea and
Briggs groups to simulations. We use local and global structure descriptors like
the pair distribution function and the distribution of defects to determine a suit-
able potential to describe the effective interaction between the immature HIV-1
capsomeres, which we still model as isotropic point particles. We determine from
the experimental findings the correct area coverage and particle sizes, and show
that although both a long-ranged Lennard-Jones and a short-ranged Morse po-
tential accurately reproduce the pair distribution function, only the short-ranged
Morse potential produces correct defect statistics. While we determined the po-
tential from Gag capsomeres assembled on a template, we find that the defect
statistics of this experimental setup agree well with actual wild-type HIV-1 data.
Hence, we show that, given the right area coverage and pair potential, isotrop-
ically interacting particles constrained to a spherical surface give a reasonably
accurate description of the immature HIV-1 structure.

In Chapter 6 we aim to determine the origin of the lower area coverage of
70% typically observed in experiments, as it appears that this area coverage com-
bined with a shorter range of potential is already sufficient for the formation of
structures resembling that of immature HIV-1. One explanation for the reduced
area coverage observed in immature HIV-1 particles is that the capsomeres are not
spherical particles at all, but rather are rod-like or conical particles. This shape can
have a profound influence on the self-assembly dynamics and on the assembled
structure. In particular, the steric repulsions between certain domains of the rod
can cause a lower final area coverage than can be obtained by packing spherical
particles on the spherical surface, which is, in theory, 90%.

We attempt to gain insight into these properties by studying the assembly dy-
namics of rod-like and conical particles on top of a spherical template, a simu-
lation model of the templated assembly experiments performed in the Dragnea
group and described in Ref. [77]. The range of the effective interactions between
the domains we match to those found in Chapter 4. We observe, depending on
the interaction strength and particle shape, that the particles either do not assem-
ble, assemble in “defective” capsids that exhibit one large or several smaller holes,
similar to those reported in the literature, [28] closed capsids and a region where
in addition to the closed capsid on the template, empty capsids also form.

Analysis of the area coverage and kinetics of assembly and disassembly re-
veal that rod-like particles, similar to HIV-1 Gag, typically form defective capsids
with a final area coverage of around 70%. Furthermore, we find that stronger
capsomere-capsomere interactions accelerate the assembly slightly and stabilise
capsids of more rod-like particles, but do not significantly influence the final area
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coverage. Finally, we find that particles that exhibit defective capsids disassem-
ble significantly faster. This implies that the holes in the immature HIV-1 capsid
might be a strategy employed by the virus to allow for faster rearrangement dur-
ing the maturation step.

Finally, in Chapter 7, we provide a conclusion of this thesis and present recom-
mendations and suggestions for further research.
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2
M E T H O D S

In this Chapter we discuss the various simulation method used throughout this
thesis.

Part of this Chapter was published as “Stefan Paquay and Remy Kusters, A
method for molecular dynamics on curved surfaces, Biophys. J. 110, 6, 2016”,
Ref. [78].
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2.1 statistical mechanics

2.1 statistical mechanics

In this thesis, a variety of methods are employed to study the emergent properties
of collections of simple and complex particles. Virtually all of the work is based on
computer simulations of various kind. In this Chapter, in Sections 2.2 and 2.3, we
explain what is referred to as “sampling” methods [79], i.e., those that sample the
collective behaviour of ensembles of many particles. After that, in Section 2.4, we
focus on some methods to calculate free energies. Before explaining the sampling
methods, however, it is important to address the statistical mechanics on which
these methods are based. Our derivations closely follows that of Ref. [80].

In statistical mechanics, the properties of an ensemble of particles is described
in a statistical sense. That is, rather than concerning us with the microscopic prop-
erties of each particle, such as position and velocity, we are instead interested in
how macroscopic properties emerge from the microscopic detail statistically. For
example, if describing an ideal gas, we are not interested in the exact positions
and velocities of the point particles, but rather in how these give rise to a certain
temperature or pressure.

To calculate such quantities from the microscopic details of an ensemble of
particles, we use so-called partition functions, or, in German: “Zustandssummen”
(sums of states), often denoted with the letter Z. As the German name suggests,
these sum over all possible microscopic states the system can have, weighted
with some relative probability of all the microscopic particles actually being in
that state. A microstate is the specific configuration of each particle and all its
properties in the ensemble. For example, for an ideal gas, the microstate is the
collection of all particle positions and velocities.

An important assumption in statistical mechanics is the fundamental postulate
that states that all microstates with equal internal energy are equally probable.
In the case of an ensemble with constant internal energy E, number of particles
N and volume V, the microcanonical ensemble, this means that the partition func-
tion, Z, is simpy equal to the total number of microstates, Z = Ω. Furthermore,
the probability of encountering any specific microstate is simply 1/Z. A second
important concept is that of ergodicity, which shall be explained later.

An ensemble of constant temperature T, volume V and particle number N,
the canonical ensemble, can be interpreted as a part of a larger, microcanonical
ensemble, with which it exchanges heat to keep its temperature constant. If the
outer ensemble, the “reservoir”, is sufficiently large, it follows that the probability
of the canonical ensemble being in a macrostate i with internal energy Ei scales as
exp(−βEi), where β = 1/kBT is the inverse thermal energy, with kB Boltzmann’s
constant. [80] This leads to a canonical partition function Z of

Z = ∑
states i

exp(−βEi) (2.1)

and a probability of each microstate of pi = exp(−βEi)/Z.
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2.1 statistical mechanics

Due to their quantum mechanical nature, internal energies of microstates are in
principle discrete. We can label them and sum over all possible internal energies.
In this case, because of the statistical postulate, the probability of each internal
energy scales with the number of microstates that lead to this internal energy. If
we denote the number of microstates that lead to an internal energy En as Ω(En),
the partition function can be rewritten as

Z = ∑
n

Ω(En) exp(−βEn). (2.2)

For ensembles of a macroscopically relevant size, the energy difference between
internal energy levels becomes very small and we can approximate the sum as an
integral,

Z = ∑
n

Ω(En) exp(−βEn) ≈
∫ ∞

E0

Ω(E) exp(−βE) d E, (2.3)

where E0 is the lowest internal energy possible (which can be arbitrarily shifted to
0) and Ω is now the density of states, that is, Ω(E) d E is the number of microstates
that have an internal energy between E and E + d E.

The partition function in Eq. (2.3) serves as the basis for statistical thermody-
namics, because from it, expectation values of many macroscopic, thermodynam-
ically relevant quantities can be calculated. Formally, the expectation value of a
quantity A is given by

〈A〉 = Z−1 ∑
n

Ω(En)A(En) exp(−βEn) ≈
∫ ∞

E0

Ω(E)A(E) exp(−βE) d E (2.4)

The important concept of ergodicity is directly related to measuring expectation
values. An ensemble is ergodic if, given sufficient time, every microstate is visited
and the time spent in each microstate is proportional to its a priory probability.
In other words, a time average of a quantity over a long enough interval will
approximate the expectation value given in Eq. (2.4).

The previous expressions for partition functions and statistical averages are all
based on internal energies of microstates. However, in the case of many-particle
ensembles, a microstate is more naturally associated with a point in phase space
given by the N different momenta p and positions x of the N particles in d di-
mensions. To rewrite Eq. (2.4) in terms of momenta and positions, formally we
have to write the partition function in terms of N ideal quantum particles, each of
which have their own wave vector k that is associated with a momentum p = h̄k,
where h̄ is Planck’s reduced constant. [80] Converting Z from a sum over all k to
an integral over p of all particles in a d-dimensional space then leads to [80]

Z =
1

N! hdN

∫ ∞

−∞
d pdN

∫

V
d xdN exp

[
−βH

(
pdN , xdN

)]
, (2.5)
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where xdN and pdN represent the N different position and momentum vectors of
the particles, respectively, h is Planck’s constant and H

(
pdN , xdN

)
is the so-called

Hamiltonian.
Planck’s constant is in the denominator because the derivation is quantum-

mechanical in nature, and is essential to make the partition function dimension-
less. The factor N! takes into account that the particles are indistinguishable,
[80] meaning that either they are quantum mechanically indistinguishable or
that swapping two particles’ positions and momenta does not lead to a different
macrostate H but does change the microstate. [81, 82] Usually, the Hamiltonian is
separable into a kinetic K and potential U energy part H = U + K, with

K =
N

∑
i=1

1
2mi

p2
i , (2.6)

and

U = U(x1, x2, . . . , xN) := U(xdN). (2.7)

Integrating out the momentum part of the partition function in Eq. (2.5) is triv-
ial for point particles, and leads to a reduced partition function over only the
positions xdN in the volume V :

Z =
1

N! hdN

(
2πm

β

)dN/2 ∫

V
d xdN exp

[
−βU

(
xdN

)]
. (2.8)

The factors in front of Eq. (2.8) can further be combined into the thermal de
Broglie wavelength Λ = h

√
β/2πm,

Z =
Λ−dN

N!

∫

V
d xdN exp

[
−βU

(
xdN

)]
. (2.9)

The thermal wavelength can be interpreted as the typical distance over which the
particle position is uncertain due to the Heisenberg uncertainty principle. [80]
Therefore, if all relevant length scales are much larger than Λ, the above classical
description of the partition function suffices. For a particle with one atomic mass
unit at room temperature, the thermal wavelength is in the order of 2.5 Å.

For a conservative many-body system, the Hamiltonian H is equivalent to the
internal energy E. The goal of both equilibrium molecular dynamics and Monte
Carlo simulations is to obtain estimates of average quantities by sampling over
different states that correspond to different values of H. Examples of quantities
include the average internal energy, pressure, and local densities. The two meth-
ods differ in how exactly they sample, but both Monte Carlo and a properly ther-
mostatted molecular dynamics simulation provide a way to sample the canonical
ensemble. Both are briefly explained in Section 2.2.
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First, however, we point out that there are certain quantities of interest that
cannot be straightforwardly sampled by averaging over phase space by means of
a Monte Carlo or molecular dynamics simulation. [83, 84] Important examples
include the free energy itself, as well as the entropy and the chemical potential.
This is because to accurately calculate these quantities, all regions in phase space
should be sampled. However, the probability of visiting states with a high poten-
tial energy decays exponentially, and hence these states will not be visited very
frequently, which leads to poor statistics when calculating such quantities. To in-
stead obtain these, they either have to be calculated analytically, typically under
certain approximations, or a more advanced computation method has to be ap-
plied, some of which we discuss in Section 2.4.

Free energies of certain states of ensembles can still be determined from sim-
ulations if they are adequately sampled over the relevant range. For example,
in Chapter 3 we determine the free energy difference between certain structures
that are identifiable from packing symmetries. In that case, measuring the time
spent in a packing over a total time interval τ and invoking ergodicity immedi-
ately leads to a relative probability and hence a free energy difference. If the two
packings are denoted i and j then

∫ τ
t=0 1i d t∫ τ
t=0 1j d t

=
pi
pj

=
exp(−βFi)
exp(−βFj)

= exp
(
−β(Fi − Fj)

)
(2.10)

where Ii = 1 if the particles are arranged in packing i and 0 otherwise.
We now turn to a brief introduction to the main sampling methods used in this

thesis: molecular dynamics and Monte Carlo.

2.2 sampling methods

In this section we explain the two well-established simulation methods we use in
this thesis, molecular dynamics and Monte Carlo.

2.2.1 Molecular dynamics

Molecular dynamics (MD) is a method based on solving Newton’s equations of
motion. [84] The first MD simulations were of the event-driven kind and were
performed by Alder and Wainwright. [85] In an event-driven MD simulation, at
each step, the next particle collision is calculated based on the constant particle
velocities. All positions are advanced to their position at this time, after which
the velocity components of the colliding particles parallel to their distance vector
are inverted. This way, both kinetic energy and linear momentum are conserved.
After this collision step, the time until the next collision is calculated, and this
process is repeated for the duration of the simulation. Hence, such a simulation
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produces trajectories of particles that act as hard, impenetrable particles that only
show perfectly elastic collisions.

A few years later, the first time-driven MD simulation on liquid argon was per-
formed by Rahman, which agreed well with experiments. [86] In a time-driven
MD simulation, as we shall discuss in more detail later, time is discretised and
Newton’s equations of motion are integrated numerically. Event-driven MD can-
not simulation particles that interact through a continuous potential, whereas
time-driven MD cannot simulate hard interactions, i.e., discontinuous potentials.
In this thesis we only consider time-driven MD, which we from now on shall refer
to simply as “MD” or “molecular dynamics”.

At its core, a MD program integrates in time the positions and velocities of
N particles. For completeness, Newton’s equations of motion for some particle
i in d-dimensional space with canonical coordinates xi ∈ Rd is given by miẍi =
−∇iU = Fi, where the dots indicate time derivatives and mi is the mass of particle
i. Note that the potential energy U = U(xdN) is a function of the positions of all the
particles, whereas ∇i = ∂/∂xi is the derivative with respect to only the position of
particle i. Hence, Fi is the total conservative force acting on particle i. For some
purposes it is useful to add additional forces to the particles, e.g., a friction and
stochastic force to model Brownian motion of particles in an effective (implicit)
solvent. These all can be incorporated into Fi. The equations of motion follow
from the Hamiltonian formalism applied to the total energy of the particles.

The velocity vi = pi/mi follows from the particle’s momentum pi and mass mi.
Of course, in a computer program, these equations of motion can only be solved
numerically, and we need to do this for all particles simultaneously. The most
commonly used time integrators in MD are symplectic integrators of the Verlet-
type, the most important property of which is that they preserve the total energy
of the ensemble of particles very well. LAMMPS [87], the MD program we use
throughout this work, implements the velocity Verlet integrator that propagates
the positions and velocities of all N particles from time level n to time level n + 1
that are a time span ∆t apart:

(1) pn+ 1
2

i =pn
i +

∆t
2

Fn
i

(2) xn+1
i =xn

i +
∆t
mi

pn+ 1
2

i

(3) pn+1
i =pn+ 1

2
i +

∆t
2

Fn+1
i .

Note that the forces Fn+1
i in step (3) are calculated from the new positions xn+1

i
produced in step (2). The velocity Verlet scheme has excellent energy conservation
properties. [88, 89]

Simulations are typically performed in some volume V or area A and supple-
mented with boundary conditions. With periodic boundary conditions, particles
that cross one boundary are placed back in the simulation domain on the other
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side. If the rectangular simulation domain has 0 ≤ x < Lx, then a particle with
coordinate x > Lx would be placed back at x− Lx. This mimics an infinitely large
ensemble and reduces edge effects associated with the boundaries of the simula-
tion volume, although it can induce unphysical correlations between the periodic
images. [84]

Given periodic boundary conditions, the velocity Verlet integrator introduced
above samples the microcanonical ensemble [84], which differs from the canoni-
cal ensemble. In order to sample the canonical ensemble properly, an extension is
needed to keep the particles at a constant temperature. In this work, we rely on the
so-called Langevin thermostat [90, 91]. LAMMPS implements both the “normal”
Langevin dynamics of Ref. [90] as well as the formulation of Grønbech-Jensen
and Farago, [92] which provides excellent sampling of Boltzmann distributed po-
sitions at the cost of inaccuracies in the velocity distributions. This last drawback
is acceptable when all the quantities of interest are functions of the position only,
which is the case for most work in this thesis.

Langevin dynamics are implemented in an MD simulation by adding to the
total force from a conservative potential Fi = −∇U a stochastic force and a friction
force. The latter is a damping term that represents friction between the particles
and an implicitly modelled background solvent. The former is a random force
that represents stochastic collisions between the particles and the implicit solvent.
The total force balance then becomes

mẍi = −∇iU −
1
τ

pi +

√
2kBT

τ
R := Fi, (2.11)

where τ is the damping time that sets the time scale at which the velocity auto-
correlation decays and R is a vector that contains d independent, normally dis-
tributed variables of mean 0 and variance 1. In other words, τ is the time span
over which the particle loses memory of its original velocity, and it can be related
to a viscosity through the mass of the particles. Substituting this force back into
the velocity Verlet scheme leads to a time integrator that properly samples the
canonical distribution rather than the microcanonical. [79, 84, 93] Finally, we note
that MD can be extended to efficiently study dynamics of particles constrained to
curved surfaces. We shall explain this in more depth later in Section 2.5, where
we present the method and assess its performance. For now, however, we turn to
the other sampling method that we employ, Monte Carlo.

2.2.2 Monte Carlo

Monte Carlo (MC) is a commonly used method to sample microcanonical and
canonical averages. [79, 84] The method was used by Enrico Fermi in the 1930s in
the form of an analogue computer and the was later popularised by Metropolis,
Ulam, Rosenbluth, Rosenbluth, Teller and Teller [94, 95] and extended by Hast-
ings. [96]
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The MC method can be used to effectively calculate canonical averages as dis-
cussed in Section 2.1. The algorithm is based on sequentially perturbing a state
through a so-called “trial move”, and either accepting or rejecting the perturba-
tion based on the potential energy difference. Possible perturbations are the trans-
lation of a particle from an initial point in phase space in a random direction over
a random distance, or a molecule rotation of random magnitude over a random
axis. In order to sample correctly, the perturbations have to be chosen so that they
satisfy detailed balance, [84] although the balance condition is usually sufficient.
[97] In other words, it must be ensured that that from every point in phase space,
every other point can be eventually reached.

Let (∆xdN , ∆pdN) denote the point in phase space after the random perturba-
tion and ∆H = H(∆xdN , ∆pdN)−H(xdN , pdN) the difference in the Hamiltonian
between the perturbed state and the original state. Then, this change is accepted
if ∆H < 0. If not, the change is still accepted if exp(−β∆H) > u, where u is a
uniformly distributed number between 0 and 1. The change is rejected otherwise,
meaning that the perturbation is undone and the current point in phase space is
again (xdN , pdN). This is known as the Metropolis [84] or Metropolis-Hastings algo-
rithm. [79] In other words, the states that lead to an increase in the Hamiltonian
are accepted with a probability that decreases exponentially with the increase in
the total energy.

By applying the aforementioned step a large number of times in succession, a
chain of points in phase space is obtained. Typically, the momenta of the particles
are not considered in MC and only perturbations in the positions are performed.
In other words, the Hamiltonian Hi is replaced with the potential energy Ui.
Sampling a quantity A along M points in position space xdN

j then provides an
estimate for the canonical average of that same quantity, i. e.,

1
M

M

∑
j=1

A(xdN
j ) ≈ 1

Z ∑
states i

Ai exp−βEi = 〈A〉 .

In short, a typical simple MC simulation, in which the momenta of the particles
are neglected, can be summarised as:

1. Generate an initial configuration xdN;

2. Calculate the potential energy U(xdN);

3. Perturb xdN to ∆xdN;

4. Calculate ∆U = U(∆xdN)−U(xdN);

5. Apply the Metropolis criterion to potentially update xdN to ∆xdN;

6. Go to 2.

One of the strengths of MC is that the trial moves do not have to abide by any
physical laws. For example, a perfectly valid trial move could attempt to move a
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particle through another particle. [84] This move is not hindered by any kinetic
barrier the other particle would form, and if the new position does not lead to a
significant increase in the internal energy, it would be accepted. This is in contrast
to molecular dynamics simulations, in which it is highly unlikely for two particle
to pass through each other. With a carefully chosen set of trial moves, MC can
therefore sample phase space more efficiently. Additionally, a trial move does not
have to be a perturbation in phase space. For example, in Section 2.4, a Monte
Carlo-like method is discussed that perturbs particle types to sample free energy
differences.

A major disadvantage of MC methods, however, lies in the fact that the gen-
eration of points in phase space is inherently serial. This makes MC methods
untractable for large ensembles of particles, [84] unless non-generic parallelisa-
tion schemes like the one of Ref. [98] are implemented. Langevin dynamics as
discussed in Section 2.2.1, however, are inherently parallelisable, because the com-
putation of the new positions, forces and momenta only depend on the current
momenta and positions. Hence, in principle, each of these quantities can be cal-
culated for each particle in parallel. This allows for very efficient schemes that
split the Langevin dynamics simulations across multiple processors, which leads
to faster sampling of the same ensemble or makes sampling larger ensembles
tractable. [87] Most open source MD implementations are indeed parallelised.

However, it is recommended to utilise Monte Carlo-like steps if one is inter-
ested in the equilibrium structure of classical particle packings at low or zero
temperatures, as at these temperatures particle motion is very small, which can
to prohibitively long equilibration times in MD simulations. Of course, the omis-
sion of quantum effects at these temperatures might be questionable given that
the thermal wavelength is inversely proportional to the temperature, as explained
in Section 2.1. However, performing MC or MD simulations at such low tem-
peratures still provides a way to sample minimum potential energy packings of
relatively hard colloids, as we shall see in Chapter 3. A particularly efficient way
of sampling the zero temperature potential energy landscape of particle packings
is the basin hopping method, which we discuss in the next section.

2.3 basin hopping

Basin hopping is a particularly elegant method designed to effectively sample low
potential energy minima, with the ultimate aim of finding the global minimum.
It was introduced and popularised by Wales and Doye in various publications.
[99–102] To appreciate the basin-hopping method, it is illustrative to first explain
the difficulties one faces when attempting to find the global potential energy min-
imum, which we recall is only a function of the particle positions and not of the
momenta. First of all, the dimensional space is huge, with dN position coordi-
nates for N particles in a d-dimensional space. Hence, exhaustive searches are not
tractable. Performing a molecular dynamics or Monte Carlo run at low tempera-
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tures is not always a viable approach because the particles can get trapped in a
local energy minimum and the kinetic barriers to escape will be too high as the
thermal energy of the particles is low. Various methods have been proposed to
circumvent this problem.

One such approach is simulated annealing, in which one performs Monte Carlo
or molecular dynamics simulations in which the temperature is slowly ramped
down. [103, 104] One then hopes that the final conformation of the particles cor-
responds to a global potential energy minimum. The performance of simulated
annealing can be enhanced by applying replica exchange/parallel tempering, first
proposed by Swendsen. [105] In this method, copies (replicas) of the same parti-
cles at different temperatures are simulated. Periodically, a Monte Carlo-like ex-
change of the particle positions is attempted. Both plain simulated annealing and
parallel tempering are certainly more effective at finding low potential energy
minima than a simple Monte Carlo or molecular dynamics simulation at a fixed,
low temperature. However, the problem is still that the particles end up stuck in
a local minimum, of which one can only hope that it is the global minimum.

An alternative to simulated annealing is to transform the original potential en-
ergy landscape in order to remove the barriers in it. Various transformations have
been suggested to achieve this, including changing the range of the inter-particle
interactions [106, 107] and attempting to shift the location of the minimum. [108]
Basin-hopping relies on the following transformation: Each point in phase space
xdN is associated not with the original potential energy function at that point,
U
(

xdN
)

, but instead, it is assigned the potential energy of its associated local

minimum U0(xdN). [99] This local minimum U0 is the potential energy minimum
a local minimisation method, e. g. Newton iteration, converges to if the iteration
starts at the point xdN .

Hence, basin-hopping effectively transforms the potential energy landscape to
a collection of volumes in dN dimensions of constant potential energy, namely
the potential energy of the local minimum associated with each volume. These
volumes are referred to as basins of attraction, hence the name basin-hopping. [99]
See Fig. 2.1 for a schematic of this transformation applied to a potential energy
landscape. In practice, applying MC to this transformation leads to the following
scheme:

1. Generate an initial configuration xdN;

2. Calculate the local potential energy minimum U0(xdN);

3. Perturb xdN to ∆xdN;

4. Calculate ∆U0 = U0(∆xdN)−U0(xdN);

5. Apply the Metropolis criterion to potentially update xdN to ∆xdN;

6. Go to 2.
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Figure 2.1: An illustration of how the basin-hopping scheme transforms a potential en-
ergy landscape (solid line) along some coordinate (e.g, a particle position) to a
landscape containing only its basins of attraction (dashed line). Note that the
values of the original local minima remain unchanged.

Note that the “thermal” energy kBT applied in the Metropolis criterion is in no
way a physical temperature, because basin-hopping only samples local potential
energy minima. It is thus a method to sample the energy landscape corresponding
to a temperature of zero. Instead, kBT can be interpreted as a parameter that
determines how likely it is to move to potential energy minima of higher energy.

The reason basin-hopping can efficiently locate low-lying potential energy min-
ima is because the kinetic energy barriers are removed from the potential energy
landscape. Therefore, a perturbation that does not move a particle out of the same
basin of attraction is always accepted. The only Monte Carlo moves that might be
rejected are those that move a particle to a basin with a higher associated potential
energy minimum. If the global minimum is surrounded by other low minima, it
can be efficiently found because the Monte Carlo sampling will gradually move
towards the lower lying minima until the lowest minimum is obtained. The draw-
back is that for each Monte Carlo step a local minimisation has to be performed.
This can be computationally expensive, as it involves minimising the potential
energy in dN dimensions. For the basin-hopping calculations performed in this
thesis, we employ the GMIN program [109].

We now move on to briefly discuss some methods to calculate free energy dif-
ferences.

2.4 calculating free energy differences

Some thermodynamic quantities cannot be determined from a simple phase space
trajectory obtained from Monte Carlo or Langevin dynamics simulations. Impor-
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tant ones include the free energy and entropy. Sometimes, the free energy differ-
ence between different, properly identifiable states can be determined by simply
counting how often each state occurs in a simulation. This might be sufficient for,
e.g., protein folding, where the distance between two groups of atoms could be a
good indicator for the folded and unfolded states [110, 111], or identifying simple
structures of relatively few particles, as is also done in the experiments in Ref.
[65]. This approach was possible for the work presented in Chapter 3.

However, in the general case such simplifications are not possible and dedicated
techniques need to be invoked. This Section is devoted to the techniques used in
this thesis to obtain free energy differences. Since the contribution of the kinetic
energy to the free energy is usually trivial to calculate, this section focusses on
calculating the free energy contribution of only the particle positions. In essence,
this means calculating or approximating the partition functions Z0 and Z1, both
of which correspond to a different potential energy U0 and U1 :

Zm =
1

N! ΛdN

∫

V
d xdN exp

[
−βUm(xdN)

]
,

where m = 0, 1. Zm is directly related to the free energy Fm = −kBT ln Zm. Hence
the free energy difference is

∆F := F1 − F0 = −kBT ln(Z1/Z0). (2.12)

If the free energy corresponding to either U0 or U1 is known, the free energy
difference can be converted into an absolute free energy. From Eq. (2.12) it is
also clear that, in order to determine the free energy difference, it is sufficient to
obtain a good approximation of Z1/Z0, and the two partition functions need not
be determined separately. One such technique is free energy perturbation, which we
discuss now.

Free energy perturbation

Free energy perturbation was first introduced in 1954 by Zwanzig [112]. Suppose
that we perform a Monte Carlo or molecular dynamics simulation on particles
interacting through a potential energy function U0. Then, for each point in phase
space, we can in principle compute how much more probable this point would be
if the particles were interacting through a potential energy U1 instead. To do this,
we need to canonically average the Boltzmann factor of the energy differences,
〈exp(−β(U1 −U0))〉0 . The subscript 0 indicates that this quantity is calculated
by sampling with the potential U0. In other words, we calculate the expectation
value of exp(−β(U1−U0)) for the potential U0 using the Metropolis Monte Carlo
method. This leads to a direct estimate of the free energy difference, because

Z1

Z0
=

∫
V d xdNe−βU1
∫

V d xdNe−βU0
=

∫
V d xdNe−βU1e−β(U0−U1)

∫
V d xdNe−βU1

=
〈

e−β(U1−U0)
〉

0
. (2.13)
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Hence, −β(F1 − F0) = ln Z1/Z0 = 〈exp(−β(U1 −U0))〉0 . Conversely, one also has

Z0

Z1
=

∫
V d xdNe−βU1e−β(U0−U1)

∫
V d xdNe−βU1

=
〈

e−β(U0−U1)
〉

1
. (2.14)

In principle both Eqs. (2.13) and (2.14) are physically and mathematically equiv-
alent, but their numerical stability properties can differ. As an example of this,
consider a potential energy U0 that describes N Lennard-Jones particles and a
potential energy U1 that describes N − 1 Lennard-Jones particles plus an ideal
gas particle. In this case, the average in Eq. (2.13) is well-behaved mathematically
and will converge rapidly. The average in Eq. (2.14), on the other hand, will be
problematic to accurately estimate for high densities, as then the ideal gas parti-
cle moves through the Lennard-Jones ones. This leads to high, potentially infinite
values for U0, and this in turn can cause the the average in Eq. (2.14) to diverge.

Furthermore, if the potential energies lead to sampling in different regions of
phase space, the sampling time can become prohibitively large. Such problems
can occur for example if the potential energy function U0 leads to a liquid-like
phase and U1 to a gas-like phase. Hence, free energy perturbation is useful only
if the two potential energy functions produce similar trajectories in phase space,
in which case it is straightforward to apply. An improvement over free energy
perturbation was first described by Bennett [113] and shall be discussed now.

Bennett’s acceptance ratio

Rather than attempting to sample the Boltzmann weight of exchanging the po-
tential energy functions, Bennett showed that every function f that satisfies the
relation f (x)/ f (−x) = exp(−x) can be applied to sample the free energy difference
by using [113]

e−β(∆F−C) =
Z1

Z0
eβC =

〈 f (β(U1 −U0 − C)〉1
〈 f (β(U0 −U1 + C)〉0

. (2.15)

Here, C is an arbitrary free energy offset. This relation is exact. However, to ac-
curately sample the free energy difference, both averages in the fraction need to
be significantly larger than 0. A sensible choice for f (x) would be the Metropolis
function f (x) = min(1, exp(−x)), but Bennett shows that the most efficient choice
is actually the Fermi function f (x) = 1/(1 + exp(x)). The optimal choice for C is,
obviously, C = ∆F, but since this is the quantity we are trying to determine, it
cannot be used. Bennett does propose ways to achieve sensible values for C in
Ref. [113].

In Chapter 4, we apply Bennett’s acceptance ratio to infer chemical potentials
by determining the free energy difference between a solid of N Morse particles
and a solid of N − 1 Morse particles and an “Einstein particle”, that is, a particle
that is kept in place with a harmonic spring and has no interaction with the other
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Algorithm 1 RATTLE for particles on manifolds
for all i do

λi = 0, xm+1
i = xm

i
repeat

pm+ 1
2

i = pm
i + ∆t

2
(
fm

i − λinm
i
)

ri =

(
xm

i − xm+1
i + ∆t

mi
pm+ 1

2
i

g(xm+1
i )

)

Ji =

(
−I − (∆t)2

2mi
nm

i(
nm+1

i
)T 0

)

(
xm+1

i
λi

)
=

(
xm+1

i
λi

)
− J−1

i ri

until ‖ri‖ < η
end for
for all i do

µi = 0, pm+1
i = pm+ 1

2
i + ∆t

2 fm+1
i

repeat
ṗm+1

i = fm+1
i − µinm+1

i

ri =

(
pm+ 1

2
i − pm+1

i + ∆t
2 ṗm+1

i
nm+1

i · pm+1
i

)

Ji =

(
−I −∆t

2 nm+1
i(

nm+1
i
)T 0

)

(
pm+1

i
µi

)
=

(
pm+1

i
µi

)
− J−1

i ri

until ‖ri‖ < η
end for

N − 1. We find that for this particular solid, C = 〈U1〉1 − 〈U0〉0 leads to a good
convergence of the averages in Eq. (2.15).

We now move on to discuss the algorithm used to perform molecular dynamics
on curved surfaces, which we apply in Chapters 3 to 5.

2.5 molecular dynamics on curved surfaces

As mentioned in Section 2.2.1, is possible to extend molecular dynamics and
Langevin dynamics to particles constrained to a curved surface. In this section
we discuss the algorithm we apply to achieve this and assess its performance.
The algorithm is basically a special case of the RATTLE constraint algorithm for
simulating rigid bonds in molecules, first introduced by Andersen. [114] This
algorithm, in turn, is an alternative but equivalent formulation of the SHAKE al-
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gorithm introduced by Ryckaert, Cicotti and Berendsen. [115] First we introduce
the algorithm derived for pure molecular dynamics, that is, there are no stochas-
tic or damping forces associated with an implicit solvent like there were for the
Langevin case. They can be added to the final algorithm analogously to the pre-
scription given in Section 2.2.1.

Let the curved surface be given by some constraint function g(x), where g(x) = 0
for every point x on the surface. This way, g(xi) is the constraint function evaluated
at the position of particle i and ni := ∇g(xi) is the normal at that position. To take
the constraint into account, Lagrange multipliers λi are added to the Hamiltonian

H(xdN , pdN) = K(pdN) + U(xdN)−
N

∑
i=1

λig(xi) (2.16)

where again K is the total kinetic energy and U is the total potential energy. From
the Hamiltonian the equations of motion are derived:

dH
d t

=
∂K

∂pdN ·
d pdN

d t
+

∂U
∂xdN ·

d xdN

d t
−

N

∑
i=1

λi
∂g

∂xdN ·
d xdN

d t
= 0. (2.17)

Here · denotes a vector dot product. The time derivative equals 0 because the
total energy is conserved. With the relation d xi/d t = pi/mi and the definition for
the kinetic energy, the above expression leads to the following equation for each
particle i :

dH/d t = m−1
i [ṗi +∇iU − λini] · pi = 0 (2.18)

For Eq. (2.18) to hold in general, we have ṗi = −∇iU + λini, which is an evolution
equation for the momentum of particle i. The evolution of the position is not
altered and we still have ẋi = pi/mi.

The combination of the evolution equations for pi and xi is again a system
of equations of motion. To solve this system numerically, we apply the standard
RATTLE scheme [114] to the equations of motion. This leads to algorithm 1, which
we implemented and tested in LAMMPS. This algorithm has excellent energy
conservation properties and good parallel performance. Furthermore, it is very
flexible, as it can treat any piece-wise smooth constraint function g(x). Note that
at each time step RATTLE enforces that both the positions satisfy the constraint
function g and that the velocities are perpendicular to the surface normal. By
extending Langevin dynamics with this functionality, the canonical dynamics of
particles constrained to a curved surface can be sampled, a feature utilised in
Chapters 3, 4 and 5. We now briefly discuss the performance of Algorithm 1 in
terms of energy conservation and computational efficiency.

First, we consider the energy conservation properties. Since a molecular dy-
namics simulation is supposed to sample the microcanonical ensemble, the total
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internal energy of the particles should be conserved. This is also apparent from
Eq. (2.17), which states that the Hamiltonian is constant in time. Hence, for the
method to be physically accurate, i.e., how well it captures the physical properties
of the ensemble it simulates, it should lead to an approximately constant Hamil-
tonian H. This is a quantity that can be directly measured from simulations, since
it is simply the sum of the total potential and kinetic energy.

We assess the energy conservation performance by time-integrating N = 500
particles constrained to a 2D plane, a cylinder, a torus and a sphere. The inter-
action potential is a truncated, shifted Lennard-Jones potential ULJ as well as a
linearly smoothed Lennard-Jones potential U∗LJ . Their formulas are given by

φ =4ε

[(σ

r

)12
−
(σ

r

)6
]

, ULJ = [φ(r)− φ(rc)] H(rc − r) (2.19)

U∗LJ =
[

φ(r)− φ(rc) + (r− rc)
d φ

d r
(rc)
]

H(rc − r) (2.20)

with H(x) the Heaviside function that has H(x) = 1 if x > 0 and 0 otherwise. The
truncation makes the potential energy continuous at the cut-off radius r = rc, and
the linear smoothing term also makes the force continuous at r = rc, which leads
to better energy conservation properties. [89]

In Fig. 2.2 we show the time evolution of the Hamiltonian of the particles for a
simulation of 106 Lennard-Jones time units and a time step ∆t = 0.0005 Lennard-
Jones time units. This clearly reveals that the total energy noticeably drifts for long
simulations, although the drift is not very significant (1.5%). For the smoothed
potential there is no apparent drift even after 106 time units, and the fluctuations
around 0 are in the order of 10−3%. This indicates that the RATTLE algorithm
adequately conserves the average total energy of the ensemble.

The computational efficiency of the method is also an important practical con-
sideration, especially if the method is to be applied to large particle numbers.
Here we assess our implementation of Algorithm 1 in LAMMPS, [87] which has
been included in the program since 2016. From Fig. 2.3(a) we see that the RAT-
TLE algorithm applied to a sphere is between 1.5 and 2 times slower than a two-
dimensional simulation at equal area density. By dividing out the performance
for 8 processors, the number of processors on one node, we obtain a measure for
the parallel efficiency, in other words, the time spent on communication overhead
between the nodes rather than performing the time integration. This is shown in
Fig. 2.3(b) and reveals that the RATTLE algorithm has a parallel efficiency close
to that of the unconstrained velocity Verlet algorithm. This means the RATTLE
algorithm is very suitable for studying large systems, as larger problems can be
made tractable by simulating them on more cores. This is one of the reasons why
MD with the RATTLE algorithm is our method of choice for most of the simula-
tions performed in this thesis. For an illustration of the flexibility with respect to
choice of the curved surfaces and particle shapes, we refer the reader to Ref. [78].
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Figure 2.2: Energy conservation for 500 particles constrained to a sphere (S, red), cylin-
der (C, green), torus (T, blue) and a 2D plane (P, black) using RATTLE, with
both a truncated shifted Lennard-Jones (Truncated) and a truncated linearly
smoothed Lennard-Jones (Smoothed) potential for a time step ∆t = 0.0005 LJ
time units. For the truncated potential there is a noticeable drift in total energy
after a time interval of 1000 LJ time units (2 million time steps), although it
is still less than 2%. For the smoothed potential (inset) there are fluctuations
about the total energy in the order of 10−3% and no noticeable drift.

With the above methods, we are able to perform all research outlined in Chap-
ter 1, which we discuss in Part II, Chapters 3 to 6, starting with the packing of
particles on spheres at high area coverages in Chapter 3.
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TLE algorithm is between 2.5 and 2 times slower than the two-dimensional
simulation. (a) Ideal parallel performance would lead to a constant number of
atom time steps per second. However, communication costs drive this to lower
values. Figure (b) shows the parallel efficiency, which is the number of atom
time steps per second divided by that of the number of atom time steps per
second achieved on 8 processors, which is a measure of the communication
overhead.
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R E S U LT S





3
E N E R G E T I C A L LY FAV O U R E D D E F E C T S I N D E N S E
PA C K I N G S O F PA RT I C L E S O N S P H E R I C A L S U R FA C E S

This Chapter contains a detailed study on the influence of both the range of attrac-
tion of the potential and the temperature on the equilibrium structure of dense
particle packings.

This Chapter was published as “Stefan Paquay, Halim Kusumaatmaja, David J.
Wales, Roya Zandi and Paul van der Schoot, Soft Matter, 12, 5708-5717, 2016”
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3.1 introduction

Virus capsids [14] and colloidosomes [69] have been succesfully modelled as
dense packings of spherical particles constrained to a spherical surface, in particle-
based [13, 73, 116] and phase-field calculations. [117] The equilibrium packings
follow from the interplay between the curvature of the sphere and the interaction
between the particles. For fixed particle size and surface coverage, increasing the
radius of curvature of the surface leads to packings that exhibit varying num-
bers of isolated point defects that, for large enough particle numbers, condense
into clusters of defects. [117–122] Here, defects are particles that do not have
the ideal six-fold coordination. Studies of particles on unduloids and catenoids
have shown that for small particle numbers a Lennard-Jones potential produces
different minimum energy structures compared to a purely repulsive Coulomb
potential, showing that the range and type of interaction also affect the geometry
of particle packings on curved surfaces. [123] For packings on spherical surfaces,
the minimum energy structures for N = 12, 24, 32, 44 and 48 particles are the
same for the Lennard-Jones and repulsive Coulomb potential, whereas for many
other sizes, including 72, these are different. [124, 125]

In their study of why spherical viruses almost invariably exhibit icosahedral
symmetry, Zandi et al. [73] found by Monte Carlo simulation of Lennard-Jones
particles on a spherical surface that, if the particle number allows it, the equilib-
rium packings do in fact have icosahedral symmetry. This effect occurs for the
magic numbers N = 12, 32 and 72, corresponding to T = 1, 3 and 7 icosahe-
dral symmetry. By allowing a switch between larger and smaller particle sizes,
modeling pentameric and hexameric capsomeres, icosahedral symmetry is also
recovered for N = 42, which is the T = 4 structure. Fejer et al. studied a different
model of rigid bodies consisting of an attractive disk and two repulsive Lennard-
Jones axial sites on top and bottom. These sites induce a preferred curvature. In
this model, icosahedral packings turn out to be local potential energy minima
for N = 12, 32 and 72, but the T = 4 icosahedral zero temperature structure for
N = 42 is only a minimum energy structure if the disks assemble on top of a
template. [126] In the single-particle description that we follow, all other parti-
cle numbers give non-icosahedral structures, often with more than the minimum
required twelve five-fold point defects.

Apparently, even for a single particle size, the icosahedrally packed structures
have a lower potential energy per particle than the packings of adjacent sizes,
at least for the low non-zero temperatures considered. [73] This result suggests
that viruses prefer icosahedral symmetry simply because it is the most optimal
packing for the effective interaction between the capsomeres. The Monte Carlo
simulations of Ref. [73] are consistent with the zero-temperature simulated an-
nealing studies of Lennard-Jones particles packings by Voogd, [124] in the sense
that they recover potential energy minima at the same sizes. However, the latter
study provides more detail about the symmetry of all the packings found. Inter-
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estingly, Voogd identifies the global minimum for the N = 72 packing with a D5h
point group, rather than an icosahedral one, which is one of the structures that
Zandi et al. identified at this size. This discrepancy could be due to the non-zero
temperature in the simulations of Zandi et al., hinting at the potential importance
of entropy. Indeed, our calculations of the potential energy for both packings con-
firm that the D5h packing has lower potential energy while counterintuitively, the
icosahedral packing with fewer defects is entropically stabilised at a non-zero
temperature. A similar finding is reported by Altschuler et al. for the Thomson
problem for N = 42. [127]

This analysis suggests that temperature could play an important role in the ther-
modynamic stability of the symmetry of dense packings of particles on a spherical
surface. For non-zero temperature, minimum energy does not imply minimum
free energy. Indeed, our computer “experiments” reveal that for certain numbers
of Lennard-Jones particles confined to a spherical surface, energy favours excess
defects, i.e., these packings have more than twelve defects for very low tempera-
tures. Such energetically stabilised defects also appear for the Thomson problem
[125, 128] and as grain boundary scars. [117–122] Of course, at higher tempera-
tures, entropy favours excess defects, in the form of thermally excited dislocations
and/or disclinations analogous to melting in a two-dimensional flat surface. For
an extensive discussion we refer to the review of Strandburg. [129]

Another question that arises is how representative the Lennard-Jones potential
is for interactions between complex particles such as proteins and colloids, and
how sensitive the structure of dense particle packings on curved templates is to
the shape of the potential. This question is relevant because interactions between
proteins are arguably better described by a short-ranged potential, [76, 130, 131]
and Van der Waals interactions between colloids are also shorter-ranged (stickier)
than predicted by the Lennard-Jones model. [75] For example, the colloidosomes
of the Manoharan group are induced by the presence of polymer molecules that
give rise to extremely short-ranged depletion interactions between the colloids.
[61] For three-dimensional clusters it is already known that the range of the poten-
tial strongly influences the potential energy landscape. Previous work has shown
that the shorter ranged the attractive part of the potential, the larger the number
of local energy minima for a given number of particles. [100] Furthermore, for
small clusters of short-ranged particles it was found that temperature has a sig-
nificant influence on the relative stability of different packings. [132] Finally, in
a recent study of particles on ellipsoidal surfaces, Burke et al. found that the po-
tential softness plays a crucial role in determining the particle number at which
defects begin to appear. [133]

To address this issue in the context of particles confined to spherical surfaces,
we consider a Morse potential of much shorter range than the Lennard-Jones form.
For N = 32 and N ≤ 24, we find for the same particle numbers deep local potential
energy minima that also turn out to have the same structure. For larger N, the
Morse potential produces deeper local minima in the potential energy landscape
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as a function of the N. Furthermore, for those sizes that are a local minimum in
the potential energy for both the Morse and Lennard-Jones potential, the particle
arrangement proved different. Hence, for a shorter-ranged potential, for the same
N, different packings minimise the potential energy. For Morse particles it also
proved more difficult to thermally excite defects, indicating that a shorter-ranged
potential stabilises the structures. This property is especially clear in the case of
the T = 3 icosahedron for N = 32.

However, we find that the T = 7 icosahedron for N = 72 is no longer an equi-
librium packing, nor a potential energy minimum. Thus, while the range of the
interaction potential broadens the temperature range over which structures are
stable, it also influences the symmetry of the equilibrium packing itself. A similar
observation was reported for simulations of disks with an adhesive edge confined
to a spherical surface. [13] For adhesive disks, the effective range of attraction is
zero, and in this case, the global minima for both N = 32 and N = 72 are no
longer icosahedral packings. Thus, although a shorter range appears to help sta-
bilise the equilibrium structures over a larger temperature range, it also changes
the symmetry of the preferred packing.

Because in our simulations the particles fluctuate between different packings,
we can obtain free energy differences simply by determining the probability of
finding each packing. From this probability we determine that the icosahedral
packing, which has the fewest defects, is indeed entropically more favourable
than the D5h structure, confirming that the ground state can exhibit excess de-
fects. This is similar to experimental observations and computational results for
very much larger systems in the form of grain boundary scars [117, 121] and for
packings of electrons on a sphere (the Thomson problem). [125, 128] Grain bound-
ary scars are predicted to appear around N ≥ 360 [121] based on elasticity theory,
while excess defects in the form of scars and rosettes appear for N ≥ 410 in the
Thomson problem. [119, 128] On ellipsoidal surfaces Burke et al. found that for
hard particles, excess defects are stable for systems from N ≥ 200.[133] In this
study we consider significantly smaller particle numbers 10 ≤ N ≤ 100. We note
that in Ref. [125] some minimum energy structures with excess defects for N as
low as 44 have been identified, albeit that they do not form scars.

The remainder of this Chapter is organised as follows. First we describe in
Section 3.2 the computational methods. We also provide a discussion of how we
quantify defects and how we characterise them. Then, in Section 3.3, we discuss
how temperature influences the stability of packings of Lennard-Jones particles.
In Section 3.4 we discuss the appearance of defects in the global minimum and
determine free energy differences between the packings based on how often they
are encountered. We continue in Section 3.5 to show that the equilibrium struc-
tures of Morse particles are much more robust against thermal fluctuations than
those of Lennard-Jones particles, but that the minimum energy packings tend to
differ from the Lennard-Jones packings at larger N. Finally, in Section 3.6, we un-
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derline the most important implications of the three different aspects of this work
discussed above.

3.2 methods

We consider packings of two different types of particle on a spherical surface.
The first model employs the well-known Lennard-Jones potential, allowing us
to directly compare our results with those of Zandi et al. [73] and Voogd. [124]
We write the Lennard-Jones potential in terms of the equilibrium spacing, r0,
rather than the more usual zero-potential distance, to allow for a straightforward
comparison with the Morse potential later on. Specifically, we have

VLJ(r) = ε

[(r0

r

)12
− 2

(r0

r

)6
]

. (3.1)

The minimum value −ε occurs at r = r0, so ε can be treated as the interaction
strength or pair well depth. The second model employs the Morse potential

VM(r) = ε
[
e−2α(r−r0) − 2e−α(r−r0)

]
. (3.2)

In Eq. (3.2), the parameters ε and r0 have the same meaning as in Eq. (3.1), but now
there is an additional parameter α, which can be used to tune the interaction range.
In this work we set α to a specific value to model the interaction potential induced
by depletants that the Manoharan group propose to discuss their experiments
on colloidosomes. [61] We do this by fixing the ratio of the distances at which
the potential exhibits a minimum and where it is only one tenth of that well
depth. Applying this procedure leads to a value for the range parameter of α =
(61.2± 2)/r0, which for convenience we rounded to α = 60/r0. Such a large value
for α leads to a much faster decay in the interaction strength and destabilises the
liquid phase. [61, 101, 102, 134] We specifically choose one tenth of the well depth
because the separation from the minimum covers most of the peak shape, and
hence we expect to obtain a better match. We performed calculations for α = 72
as well and found qualitatively similar results. In particular, for N = 72 we find
the same minimum energy structures in the same order, albeit at slightly different
(higher) total potential energies.

In our Langevin dynamics simulations, performed with the LAMMPS program,
[87] we truncate and shift the potential at some cutoff distance rc by defining as
actual interaction potential V(r) = VLJ/M(r)−VLJ/M(rc), where the subscript LJ de-
notes the Lennard-Jones potential and subscript M the Morse potential. We take
as time unit the Langevin damping time τL, which describes the time over which
the velocity autocorrelation decays. For our purposes, the exact value of the damp-
ing time should be irrelevant because all our simulations focus on systems under
conditions of thermodynamic equilibrium. We take rc = 2.5r0/21/6 ≈ 2.2272r0,
at which the untruncated Lennard-Jones and Morse potentials have values of
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−0.016 ε and −2.1 10−32 ≈ 0 ε respectively. The distance rc corresponds to a cut-
off at exactly 2.5σ in terms of the more common Lennard-Jones distance param-
eter σ. Furthermore, ε will serve as the reference energy unit and r0 as reference
length unit, producing a reference mass unit of m0 = ετ2

L/r2
0. For all simulations

the particle masses are set to 1 m0.
Care was taken to ensure that the centre of mass of all particles did not ac-

quire an angular momentum from coupling to the thermostat. This restriction
is achieved by subtracting at each step from all particle velocities, the vector
ωCM × xi/N with ωCM the angular velocity of the centre of mass, xi the position
vector of particle i, and N the number of particles. After subtracting this compo-
nent, the velocities are all rescaled such that the kinetic energy before and after
the correction is unchanged. Note, however, that the kinetic energy is not constant,
as the Langevin thermostat imposes fluctuations consistent with the canonical en-
semble. Because the particles are constrained to the surface of a sphere, there is
no need to subtract the linear velocity of the centre of mass.

For both potentials, we attempt to find for all 10 ≤ N ≤ 100 the potential energy
minimum using the basin-hopping method [99] as well as thermal equilibrium
packings in a temperature range between T = 0.001 ε/kB and T = 2 ε/kB, where
kB is Boltzmann’s constant. For each N a surface density ρ has to be chosen. Let
R be the radius of the spherical surface. Then ρ = N/4πR2, and R has to be
determined for each N. A natural choice for R is the radius that results in the
lowest potential energy at zero temperature. For Lennard-Jones potentials, these
radii are tabulated by Voogd in [124] and are consistent with our basin-hopping
calculations, but for a Morse potential we have not been able to find tabulated
values. We therefore employ the following strategy.

We perform Langevin dynamics simulations of N particles constrained to a
sphere using a special case of the RATTLE algorithm [114] described in, [78]
where we linearly shrink the radius from an initial value R0 to a final value R1
over a time span of 104τL. The values for R0 and R1 we estimate from consid-
erations of hard disk packings, which gives rise to a natural sphere radius R∗.
To calculate R∗, consider N hard disks of diameter d0 that cover an area fraction
φ = Nd2

0/16R2 of the sphere. The upper limit to φ in a flat, two-dimensional ge-
ometry is φm = π/

√
12.[13] The radius that gives this maximum is then R∗ =

d0
√

N/φm/4. With d0 we associate the minimum of the interaction potential r0,
because for r < r0 both potentials are steeply repulsive.

We search for a minimum in the potential energy around R∗ by putting R0 =
1.3R∗ and R1 = 0.8R∗. For each N we monitor over time the potential energy
and radius of the spherical template as it shrinks from R1 to R0. This schedule
produces an energy trace for each N as a function of R similar to those presented
by Voogd, [124] with a characteristic deep minimum just before a steep increase
for small R, from which the optimal radius can be determined with a simple
post-processing script.
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We present the optimal radii R as a function of N in Fig. 3.1 for both the
Lennard-Jones and Morse particles for the case α = 60/r0. Note that for the Morse
particles, the sphere radius is larger for all 10 ≤ N ≤ 100, because the penalty for
overlap is much greater and cannot be compensated easily by next-nearest neigh-
bour interactions. For the Lennard-Jones particles, the difference in the optimal
radius R between our data and Voogd’s is less than 2% for all N and the largest
deviation in total energy is below 1%. Additionally, the potential energies we find
at the optimal radius match closely with those presented by Zandi et al. in. [73]
Furthermore, if we use the same method of quantifying defects as Voogd, [124]
which is based on Voronoi constructions, we find the same distribution of topo-
logical charges, reassuring us that we obtain the same structures. For a complete
tabulation of our energies and sphere radii, see Section 3.A1 of the Appendix.
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Figure 3.1: Sphere radii R∗ that minimise the potential energy for N particles interacting
either through a Lennard-Jones (LJ) or a Morse (Morse) potential, as fraction
of the estimated radius that would tightly pack N hard disks of diameter d0,
d0
√

N/φM/4. Note that the LJ data coincides well with the results of Voogd
(reproduced with permission. [124] The largest difference between the two is
no more than 0.02r0 (< 2%).

While Voronoi tesselation, as used by Voogd, is a natural way to determine near-
est neighbours in a hexagonal lattice, issues arise with Voronoi tesselation when
particles are packed in other types of lattice, as the tesselation can be degenerate.
These issues are discussed in more detail in Appendix 3.A2. In previous works on
global energy minima of the Thomson problem such configurations were encoun-
tered, [125, 128] so this apparent pathology was anticipated in the present work.
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Because of these problems, we opted instead for a distance criterion to quantify
the number and type of defects.

With this criterion, all particles separated by less than a distance r∗ are con-
sidered nearest neighbours. In this case, care has to be taken to select a sensible
value for r∗. One way to do this is to determine for every N at what distance the
second minimum in the pair distribution function is located and to use this to fix
r∗. Some structures, however, produce a split first peak at around the minimum
of the potential energy r = r0. In that case, we choose as r∗ a distance after the
split peak but before the second major peak.

In principle, r∗ is a function of temperature, so it should be determined for
every temperature T. For practical reasons, however, we determine r∗ only at the
low temperature of T = 0.01ε/kB. For N = 24, 32, 44, 48 and 72 we verified that
r∗ obtained this way still coincides with a minimum in the time-averaged pair
correlation function at a higher temperature of T = 0.5ε/kB. With the distance
criterion, square lattices are identified more robustly in the presence of thermal
fluctuations than by means of tesselation, especially at lower temperatures. See
Appendix 3.A3 for a more thorough description of this procedure and a tabula-
tion of the cut-off radii r∗ obtained. Note, however, that the network generated
by connecting the nearest neighbours in general does not have the proper Euler
characteristic, an issue we choose to ignore. Because of the drawbacks associated
with both methods, we apply both and compare them.

For the representative case of N = 72 particles, we determine the free energy
difference between specific packings as a function of temperature to extract the
relative contributions of potential energy and entropy. Our first attempts to deter-
mine these properties with thermodynamic integration as described in [84] did
not produce satisfactory results. However, since in our simulations the packings
fluctuate between different symmetries, we count their occurrence frequencies.
From these frequencies we can reconstruct at each temperature the probability
of finding a packing. From the probability ratio for two different configurations,
say, a and b, we calculate a free energy difference. The probability Pa of encoun-
tering a scales with the Boltzmann factor as Pa ∼ exp(−Fa/kBT), where Fa is the
free energy of packing a. Hence, the ratio of two of these probabilities is Pa/Pb =
exp(−(Fa − Fb)/kBT) = exp(−∆Fab/kBT). In other words, ∆Fab = −kBT ln(Pa/Pb).
Entropy differences can be derived from the slope of the free energy difference as
a function of temperature, since S = −(∂F/∂T)N,R evaluated at constant particle
number N and sphere radius R.

We next consider the thermal stability of Lennard-Jones packings in Section 3.3
by investigating the number of point defects at various temperatures. We then fo-
cus in Section 3.4 on some packings that have additional defects in the global min-
imum, and we determine their stability at different temperatures by calculating
the free energy. Finally we perform the same stability analysis for a short-ranged
Morse potential in Section 3.5.
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3.3 lennard-jones defect landscape

For the Lennard-Jones potential we determine the number of point defects as
a function of temperature and particle number. Point defects are particles that
do not have six nearest neighbours. For completeness and to facilitate straight-
forward comparison with earlier work, e. g., Ref. [124], we present results using
the distance criterion in this section and those with the Voronoi tessellation in
Appendix 3.A2. The data for T = 0 are generated by means of basin-hopping
calculations with the aid of the GMIN program. [99, 109] The data for T > 0
are obtained from a Langevin dynamics simulation using the LAMMPS program.
[87] The damping time of the thermostat, τL, is the reference time unit, while the
time step size is fixed at 0.005 τL. The time step size was chosen empirically by
finding a value for which the particles have good energy conservation properties,
when the thermostat is disabled. For the Langevin thermostat we invoked the
Grønbech-Jensen-Farago formulation, [92] which generates positions that are cor-
rectly Boltzmann distributed at the thermostat temperature for larger time steps,
albeit at the expense of inaccuracies in the velocity distribution. Since none of
the properties we are interested in depend on the velocity distribution, this is an
acceptable drawback.

In Fig. 3.2 we show the fractions of particles with five and six nearest neigh-
bours within the distance r∗ at which the pair distribution function has its second
minimum. In Fig. 3.A3 we present the fraction of particles with seven nearest
neighbours, which we find to be lower than 0.02 for all N and T. From Fig. 3.2 we
see that for many N there are more than twelve particles with five nearest neigh-
bours across the entire temperature range probed. Apart from N = 12, N = 32
is the only packing that retains icosahedral symmetry for a large temperature
range. For low temperatures it has exactly 12 five-fold particles, for a fraction of
12/32 = 0.375. If the temperature is increased to T = 2 ε/kB, four more five-fold
particles appear, leading to an increased five-fold fraction of 16/32 = 0.5. This
indicates that the T = 3 icosahedral structure of 32 particles is very robust against
thermal fluctuations, as it exhibits a smaller increase in excess defects than pack-
ings with other N.

Typically, the number of excess defects increases with temperature. Remarkably,
however, for certain N we observe additional defects in the ground state and a
non-monotonic dependence of the number of defects as a function of temperature,
most notably for N = 44, 48 and 72. N = 72 is particularly interesting because one
might expect the minimum energy structure to be a T = 7 icosahedron. While the
icosahedron is a low energy minimum, it turns out there are two more packings
with a lower potential energy, namely, a D5h structure and a D3 structure, as well
as two additional packings with a slightly higher potential energy, one of which
exhibits tetrahedral symmetry. We present all of them in Fig. 3.3. Apart from
the icosahedral structure in Fig. 3.3c, they all exhibit clusters of point defects. The
two lowest minima have square arrangements of particles. From this result we can
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3.4 defects near the ground state

Figure 3.2: Fraction of particles with five (top) and six (bottom) neighbours as a function
of temperature for N = 10 to N = 100 Lennard-Jones particles, using the
distance criterion. For the (small) fraction of particles with seven neighbours,
see Fig. 3.A3. Other numbers of nearest neighbours were not observed.

conclude that for N = 72 an icosahedral packing is stabilised entropically rather
than energetically. We demonstrate that this is indeed the case in Section 3.4. Note
that there are other N values for which excess defects disappear at intermediate
temperatures, e. g., N = 24, 44, 48, 60 and 90. For all these sizes but N = 24, excess
defects reappear at higher temperatures. The excess defect fraction for these N
values is plotted as function of temperature in Fig. 3.4.

3.4 defects near the ground state

As we have seen in Section 3.3, some values of N produce packings that exhibit
excess defects at very low temperatures. For two thirds of the clusters considered,
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3.4 defects near the ground state

(a) (b) (c) (e)(d)

Figure 3.3: The five Lennard-Jones packings for N = 72 with the lowest potential energy
found using the GMIN program [109] from two different orientations (top and
bottom) (a): D5h packing with energy per particle U/N = −3.0564ε, (b): D3
packing with U/N = −3.0559ε, (c): icosahedral packing with U/N = −3.0548ε,
(d): tetrahedral packing with U/N = −3.04636ε and (e): packing with two
times three rectangular patches that wrap around the sphere similar to the
seam on a baseball, with U/N = −3.04630ε. The colour indicates the coordina-
tion numbers five (blue) or six (red).

the number of excess defects obtained for T = 0 by means of basin-hopping is
equal to the number of excess defects at the lowest non-zero temperature result
from our Langevin dynamics simulation (T = 0.001 ε/kB). This correspondence
suggests that these packings are not the result of kinetic trapping but are ener-
getically stabilised. Some sizes, however, exhibit a discrepancy between the two
approaches.

The even N for which there was a minor discrepancy in the excess defect frac-
tion between these two simulations were N = 28, 30, 50, 58, 74, 94, and 98. For
these packings, the particles fluctuate between different low energy structures
even at this low temperature, and therefore the average number of excess defects
does not exactly match the number of excess defects in the global minimum. The
largest relative deviation in the excess defect fraction between the two is 0.14% for
N = 30. From this result we conclude that if we would go to even lower tempera-
tures, we would get the right structures because the global minimum dominates.
We have not pursued this limit further on account of the very long equilibration
times required for proper sampling.

For the odd particle numbers, we see similar discrepancies, namely for particle
numbers N = 37, 39, 41, 43, 47, 51, 55, 59, 73, 79, 85 and all odd N ≥ 89, where
the largest discrepancy in the excess defect fraction amounts to 0.12%. Again, at
the lowest non-zero temperature tested, the particle packing fluctuates between
different symmetries, where the dominant structure is the global minimum. For
all other odd and even N, we found no discrepancies between the two methods.

For some N that exhibit excess defects in the low temperature regime, we find
that these defects disappear at intermediate temperatures and reappear at higher
temperatures. This effect occurs for even N = 28, 40, 42, 46, 60, 62, 64, 68, 72,
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Figure 3.4: Excess defect fraction for N = 38, 44, 48, 60, 72 and 92. Lennard-Jones particles
as a function of temperature as determined by the distance criterion. Note the
reentrance of excess defects with increasing temperature for N 6= 24.

76 and 86, and for odd N = 37, 39, 41, 61, 71, 91 and 97. To investigate this un-
expected behaviour we focus attention on N = 72, for which we know that the
lowest temperature Langevin dynamics packing coincides with the zero tempera-
ture basin-hopping result. Apart from the global minimum, basin-hopping finds
four additional local potential energy minima with a significantly lower potential
energy than the other local minima (1.4% difference). The differences in potential
energy between the five lowest energy packings are very small (< 0.04%). Recall
that these minimum energy structures are shown in Fig. 3.3.

In order of increasing potential energy, the symmetries of these packings are
icosahedral, tetrahedral, and finally a packing consisting of two domains contain-
ing three rectangular patches that wrap around each other, similar to a baseball
pattern. Of these five packings, only those that correspond to the lowest three po-
tential energy minima, (a), (b) and (c) in Fig. 3.3, are observed in our LD simula-
tions at low but non-zero temperatures, indicating that either the barrier between
these three states and the other two is too large, or that the free energy difference
destabilises the two packings with higher potential energy. Taking into account
the contribution of the potential energy to the Boltzmann weight of a configura-
tion, in particular near zero temperature, this last explanation seems plausible.
For these low potential energy packings we present the ratios of the calculated
Boltzmann factors for six temperatures in Table 3.1. We calculated these Boltz-
mann factors from the potential energies of the packings obtained by means of
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3.4 defects near the ground state

basin-hopping, given in the caption to Fig. 3.3. From Table 3.1 it is clear that at
very low temperatures the potential energy differences are amplified and that this
is what destabilises the tetrahedral and baseball packings.

To quantify the free energy rather than the potential energy differences be-
tween the three packings found in our dynamics simulations, we determine the
frequency of occurrence of the different packings, as outlined in Section 3.2. To
verify ergodicity, we keep track of the normalised frequencies of each packing as
a function of time, and verify that they reach a steady state value. We also keep
track of how often the packings switch between the identified types. For a de-
tailed analysis, see Appendix 3.A5. In particular, in Fig. 3.A7 we show two time
traces of the observed packings and in Fig. 3.A8 we show the convergence of the
observed frequencies. For T > 0.03 ε/kB we are close to achieving steady states,
and we presume ergodicity to hold for those temperatures.

In Fig. 3.5 we show the frequencies at which the different packings occur as a
function of temperature. Note that at low temperatures, the low potential energy
packings D3 and D5h are energetically stabilised, while the icosahedral packing is
completely suppressed. At higher temperatures, the icosahedral packing becomes
more and more dominant, while the D5h and D3 packings become entropically
suppressed. Basin-hopping predicts a D5h packing for the global potential energy
minimum, which is consistent with the trend shown in Fig. 3.5, but reliable data
for the temperatures in between T = 0 and 0.03 ε/kB are difficult to obtain due to
the increased simulation time needed for proper sampling. Thus, while for T ≤
0.03 ε/kB the trend seems to be consistent with the basin-hopping calculations,
the exact values for the frequencies might not be as reliable. For T > 0.03 ε/kB
a clear steady state was reached that converged for all three initial packings, and
we presume these data to be reliable.

Using the relative occurrence frequencies of the different symmetries we ex-
tract free energy differences, presuming ergodicity, from the associated Boltzmann
weights. In Fig. 3.6 we plot these free energy differences, from which we immedi-
ately see that at around T ≈ 0.032 ε/kB all three packings are equally likely, and
that above this temperature the free energy of an icosahedral packing is the low-

Table 3.1: Estimated relative probabilies of observing a D3 (Fig. 3.3b), icosahedral (ico,
Fig. 3.3c), tetrahedral (tetra, Fig. 3.3d) or a packing with two domains with
three rectangular patches (rect, Fig. 3.3e) compared to that of finding D5h (Fig.
3.3a), using the Boltzmann weight of the respective calculated potential energy.

kBT/ε 0.001 0.01 0.02 0.03 0.04 0.05
P(D3)/P(D5h) 0.556 0.943 0.971 0.980 0.985 0.988
P(ico)/P(D5h) 0.199 0.851 0.922 0.948 0.960 0.968

P(tetra)/P(D5h) 4.18 10−5 0.365 0.604 0.715 0.777 0.817
P(rect)/P(D5h) 3.95 10−5 0.363 0.602 0.713 0.776 0.816
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Figure 3.5: Probability of encountering an icosahedral, D5h or D3 packing with N = 72
Lennard-Jones particles on a sphere with radius R = 2.55037r0, where r0 is the
equilibrium spacing of the pair potential, as a function of the dimensionless
temperature kBT/ε. The frequencies do not sum to unity because for some
time frames the packing could not be identified.

est. Thus, above T = 0.032 ε/kB, we expect to see predominantly the icosahedral
packing, which is consistent with Fig. 3.5.

We can determine entropy differences by calculating the slope of ∆F, since
S = −(∂F/∂T)N,R, evaluated at constant particle number N and spherical tem-
plate radius R. This analysis immediately reveals that the entropy of an icosahe-
dral packing is larger than that of both the D5h and D3 packings, as the slopes of
F(D5h)− F(ico) and F(D3)− F(ico) are positive for the entire temperature range
probed. Also note that the entropy of the D5h packing is larger than that of
the D3 packing for most temperatures, as F(D5h) − F(D3) has a negative slope
for T > 0.025 ε/kB. Hence, at higher temperatures, the icosahedral packing is
favoured over both the D5h and D3 packings due to its higher entropy, while at
low temperatures the D5h packing is preferred due to its low potential energy and
the fact that its entropy is higher than that of the D3 packing.

For even larger temperatures T > 0.1 ε/kB the icosahedral packing becomes
less stable because of the emergence of thermally excited excess defects, as is
clear from Fig. 3.2. For this range of temperatures we did not explicitly obtain a
free energy difference because we find many different packings, none of which
seem to be clear potential energy minima. Thes results confirm, not surprisingly,
that the equilibrium packings of particles on a curved surface are not just a result
of potential energy minimisation but rather of free energy minimisation. Finally,
it is clear that on curved surfaces, additional point defects can actually lower the
potential energy, and are thus energetically stabilised. Although we have only
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Figure 3.6: Free energy differences between packings of N = 72 particles on a sphere
radius R = 2.55037r0. At low temperatures the D3 and D5h packings are nearly
equal in free energy, but an increasing importance of entropy destabilises the
D3 packing more than the D5h at higher T. Both the D5h and D3 packing are
destabilised at higher kBT in favour of the icosahedral packing. At kBT ≈
0.032ε the three packings appear to be equally probable.

explicitly shown this for N = 72, we hypothesise that the same effect occurs for
other particle numbers that exhibit additional defects in the ground state, which
disappear for intermediate temperatures, e. g., N = 60 and N = 92.

Now that we have shown that the temperature, or, equivalently, the interaction
strength, plays a crucial role in stabilising different packings, we turn to the role
of the range of attraction of the interaction potential.

3.5 morse defect landscape

In the previous section we saw that for Lennard-Jones particles there exist en-
ergetically stabilised defects at low temperatures. Furthermore, we found that
icosahedral packings are stabilised energetically for N = 32 but only entropically
for N = 72. Since a shorter ranged potential is a more realistic model in the con-
text of colloidosomes and virus capsomeres, it is of interest to see how robust our
findings are if we reduce the effective range of the interaction potential. We set
the range parameter α = 60/r0, as discussed in Section 3.2, and again determined
the excess point defect landscape as a function of particle number N and temper-
ature T. Since this larger value of the parameter α makes the potential sharper
around the minimum, a smaller time step is needed to maintain stability. Follow-
ing the same procedure described in Section 3.3, we found a time step size of
∆t = 5× 10−4τL to be adequate.
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In Fig. 3.7 we show the number of particles with 5 and 6 nearest neighbours ob-
tained by the distance criterion. In Figs. 3.A4, 3.A5 and 3.A6 in appendix 3.A4 we
also show the fraction of particles with three, four and seven nearest neighbours.
Particles with seven nearest neighbours are very rare, with the highest fraction
being 0.001 for T ≈ 1.8 ε/kB and N = 86. Three and four nearest neighbours oc-
cur more frequently for smaller N than compared to the Lennard-Jones packings,
which can also be seen from the optimal template radii in 3.A1. Note that for the
Morse potential, N = 32 has no additional defects in the ground state, indicating
that the icosahedral packing is again energetically stabilised. The fraction of par-
ticles with five nearest neighbours is 0.375, independent of the temperature. For
N = 72, however, there is no longer an intermediate temperature range for which
the icosahedral packing is thermally stabilised.

The ground state of the N = 72 packing obtained by basin-hopping consists
of three strips of particles with six-fold coordination surrounded by those with
five-fold coordination (see Fig. 3.8a). The packing corresponding to the second-
lowest local potential energy minimum is shown in Fig. 3.8b, where the potential
energy is 0.068% larger. The other local potential energy minima have significantly
higher energies, with the third-lowest having a potential energy 3.4% larger than
the second-lowest.

In our Langevin dynamics simulations the two packings shown in Fig. 3.8 are
also the most dominant ones. Even at T = 2 ε/kB the system tends to fluctuate
between these two packings, where the second minimum shown in Fig. 3.8b only
appears very infrequently. See Fig. 3.A7 in Appenix 3.A5 for more analysis on the
fluctuations between the different packings. Therefore, it seems that for shorter-
ranged potentials the energetic penalty is more difficult to overcome by entropy.

From these findings, it seems that a shorter-ranged potential destabilises icosa-
hedral symmetry as expected. [13, 101, 102] For virus capsids this result would
imply that, if the capsomeres are all one size, their effective range parameter
should be smaller than α < 60/r0. On the other hand, icosahedral packings can
be made more stable by switching between different particle sizes, as discussed
by Bruinsma, Zandi et al.[13, 73] We intend to pursue this question in future work.

Our simulations highlight two major differences between Lennard-Jones and
Morse particle packings. First, we note that excess defects are barely excited at
higher temperatures for particles interacting via the short-ranged Morse poten-
tial. This is not entirely surprising because the Morse potential considered here
is much steeper than the Lennard-Jones potential, implying that at equivalent
thermal energies Morse particles have less opportunity to rearrange. Second, and
perhaps more strikingly, clusters with N > 32 that exhibit a local minimum in the
potential energy for both potentials correspond to very different arrangements.
These features result in different numbers of excess defects for the two potentials
for the same N and T. This analysis confirms that the range of the potential is
very important for determining which particle arrangement is the most favourable
[101, 102].
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Figure 3.7: Fraction of particles with five (top) and six (bottom) neighbours as a function
of temperature for N = 10 to N = 100 Morse particles with α = 60/r0, using
the distance criterion. For the fraction of particles with three, four and seven
neighbours, see Appendix 3.A4. Other numbers of nearest neighbours were
not observed.

For some N, Morse particles exhibit additional defects in the ground state that
are energetically stabilised. This result is true for N = 40, 66, 68, 70, 82, 86 and
90 although for Morse particles the effect is less pronounced, i.e., the range of vari-
ation in the excess defect fraction is not as large as for the Lennard-Jones particles.
In fact, the range of variation is so small that it is almost indiscernible in Fig. 3.7.
Hence, we also plot the excess defect fraction as a function of temperature for the
N values quoted in Fig. 3.9. From the figure, we conclude that these sizes show a
clear non-monotonic behaviour in the excess defect fraction with increasing tem-
perature, indicating that the defects at low T for these packings are energetically
stabilised, just like the defects we find for the Lennard-Jones packings in Fig. 3.2.
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(a) (b)

Figure 3.8: The two lowest potential energy packings for N = 72 particles for a Morse
potential with effective range parameter α = 60/r0, where r0 is the pair po-
tential equilibrium spacing, shown from two sides (top and bottom). Colour
codes the number of nearest neighbours (using the distance criterion) of 5
(blue) or 6 (red). (a): the packing with the lowest observed potential energy
U/N = −2.32506ε. (b): The second lowest local potential energy minimum
with U/N = −2.32348ε.

3.6 conclusions

Inspired by virus capsid and colloidosome assemblies, we have studied by means
of computer simulation the packings from N = 10 to 100 point particles con-
strained to a spherical surface. Our aim was to investigate how the optimal par-
ticle arrangements are influenced by temperature, or, equivalently, interaction
strength, and the range of the interaction potential. These factors have not re-
ceived extensive attention in the literature, although we find from our simulations
that both have a profound impact. The simulation techniques that we applied in-
volved Langevin dynamics for non-zero temperatures and basin-hopping calcula-
tions for determining the global potential energy minima, which confirm that our
Langevin simulations are not kinetically trapped at low temperatures. We have
focused mainly on how the number and configuration of point defects, as a mea-
sure for the structural stability of packings, vary with temperature. Since at least
twelve five-fold point defects are required by geometry, we focus specifically on
the number of defects in excess of these twelve.

For N = 12, 32 and 72 Lennard-Jones particles, we find in the temperature
range of T = 0.05 ε/kB to T = 0.067 ε/kB that the equilibrium packing is an icosa-
hedron, consistent with the earlier work of Zandi et al.[73] Our basin-hopping
calculations show that the icosahedral packing is the global potential energy min-
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Figure 3.9: Temperature dependence of the fraction of excess defects for N = 40, 66, 68,
70, 82, 86 and 90 Morse particles with range parameter α = 60/r0.

imum for N = 12 and 32, but not for 72, for which the global minimum is a D5h
packing, in agreement with the results of Voogd. [124] This result is surprising
because the D5h packing exhibits additional defects, which apparently have an
energetically stabilising effect. Hence, the icosahedral structure for N = 72 at non-
zero temperature must be entropically stabilised. In fact, our simulations suggest
that for a fairly large number of particle packings the lowest energy structure ex-
hibits excess defects that, remarkably, disappear when raising the temperature. Of
course, at higher temperatures still, defects become thermally excited. For these
specific particle numbers the number of defects is a non-monotonic function of
temperature, whilst for all others, the number of defects increases with tempera-
ture monotonically.

To investigate this kind of “reentrant” behaviour in more detail, we consider
N = 72 Lennard-Jones particles, for which we have explicitly determined free
energy differences between the three lowest-energy structures. We find that pack-
ings with more excess defects have a lower free energy at sufficiently low tem-
peratures, implying that they are energetically favoured over packings with fewer
defects. The global potential energy minimum has D5h symmetry. However, our
calculations show that the T = 7 icosahedral packing has a higher entropy than
the D5h packing and is therefore thermally stabilised at higher but not too high
temperatures. Therefore the packing of Lennard-Jones particles on curved sur-
faces is not just governed by minimisation of the potential energy. What is true
for N = 72 seems to be true for many sizes, because the symmetries of the asso-
ciated packings exhibit a strong temperature dependence. On the other hand, the
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T = 3 icosahedral symmetry for N = 32 particles is stable over a wide temperature
range.

Our main conclusions are not significantly altered if we replace the Lennard-
Jones potential by a short-ranged Morse potential, which arguably is more repre-
sentative of attractive interactions between large molecules or colloidal particles,
because it accounts for a larger excluded volume effect. [100, 101] Again we find
that for certain sizes, the number of excess defects is a non-monotonic function of
the temperatures although for most packings we find that it is more difficult to
thermally excite additional defects. The latter result implies that packings of parti-
cles with a shorter range of attraction are more stable against thermal fluctuations.
Another notable difference between Lennard-Jones and Morse particles is that for
equal N and T, the equilibrium packings may exhibit different symmetries. In
particular, this is the case for N > 24, with the exception of the T = 3 icosahedron
for N = 32. Unfortunately, for a shorter-ranged Morse potential, rearrangements
of packings become too rare to determine entropies of packings through simply
counting their frequencies. A dedicated free energy method like free energy basin-
hopping might provide more insight for these types of potentials [135].

Our calculations suggest that specific predictions for particle geometries on a
curved surface depend not only on the strength but also on the exact shape of the
interaction potential. Both factors impact upon to what extent temperature is able
to affect the competition between particle packings.
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APPENDIX

3.a1 optimal sphere radius and energy

In this section we present our results for the optimal sphere radius R∗ and the cor-
responding energies that are described in Section 3.2. We also show the optimal
Lennard-Jones radii and energies reported by Voogd in [124]. They are located in
Tab. 3.A1. Our values are obtained from simulations in which the radius of the
spherical template slowly shrinks over a range estimated from hard disk pack-
ings in 2D that presumably contains the optimal radius. Note that our radii for
the Lennard-Jones packing do not improve upon Voogd’s values, they are in the
correct ballpark, with the largest difference in the radius being 2%. Thus, our strat-
egy provides a good way to obtain a first order estimate for the optimal radius on
which more intensive optimisation can be performed.

Table 3.A1: Optimal radii and corresponding potential energy for Lennard-Jones particles
and Morse particles with shape parameter α = 60/r0, where r0 is the distance
at which the pair potential has its minimum. Energies are averaged over N
and expressed in units of ε. Radii are expressed in units of r0. Data by Voogd
[124] is marked (V) and is reproduced with permission.

N R∗LJ ULJ R∗LJ (V) ULJ (V) R∗M U∗M
10 0.904877 −2.386829 0.897777 −2.391701 0.951257 −2.099895

11 0.940335 −2.546418 0.940905 −2.546447 0.950446 −2.268700

12 0.936682 −2.795960 0.942373 −2.799795 0.951435 −2.498530

13 1.022253 −2.448824 1.023669 −2.448969 1.090487 −1.966043

14 1.051020 −2.532894 1.053553 −2.533348 1.070727 −1.999874

15 1.077747 −2.604019 1.079511 −2.604254 1.107120 −1.996530

16 1.113089 −2.629181 1.111359 −2.629397 1.135076 −1.997704

17 1.136519 −2.729079 1.134715 −2.729322 1.177153 −2.108171

18 1.169474 −2.720606 1.168431 −2.720681 1.192575 −2.143180

19 1.212959 −2.692581 1.212803 −2.692582 1.246011 −2.162748

20 1.220995 −2.812968 1.221102 −2.812968 1.243276 −2.238600

21 1.263170 −2.759161 1.256842 −2.761570 1.290012 −2.033690

22 1.280587 −2.813962 1.278935 −2.814127 1.345578 −2.309422

23 1.321960 −2.798679 1.323636 −2.798822 1.344108 −2.390687

24 1.337533 −2.916111 1.325942 −2.923589 1.343885 −2.499904

25 1.365106 −2.789403 1.370215 −2.790744 1.409161 −2.143061

26 1.405526 −2.831581 1.393253 −2.838736 1.426258 −2.064923

27 1.405019 −2.915403 1.405226 −2.915404 1.438392 −2.174199

28 1.444699 −2.834263 1.441037 −2.834795 1.486233 −2.109257

29 1.470268 −2.836935 1.470703 −2.836943 1.506661 −2.157828

30 1.481021 −2.907705 1.482942 −2.907879 1.512497 −2.264060

Continued on next page
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Table 3.A1 – Continued from previous page

N R∗LJ ULJ R∗LJ (V) ULJ (V) R∗M U∗M
31 1.505503 −2.914502 1.508252 −2.914845 1.569113 −2.171004

32 1.529593 −2.973958 1.517799 −2.980094 1.556748 −2.156241

33 1.553309 −2.851437 1.565483 −2.857364 1.607324 −2.090012

34 1.576668 −2.879003 1.581507 −2.879973 1.663424 −2.215261

35 1.615217 −2.892769 1.603568 −2.897476 1.650354 −2.254401

36 1.622380 −2.926064 1.621869 −2.926074 1.651993 −2.304795

37 1.660724 −2.902360 1.645689 −2.907674 1.689376 −2.167760

38 1.666836 −2.970314 1.659845 −2.972138 1.734758 −2.155274

39 1.688627 −2.913506 1.689160 −2.913516 1.736032 −2.163549

40 1.710142 −2.935197 1.708230 −2.935326 1.752469 −2.195959

41 1.731381 −2.929093 1.729343 −2.929234 1.774234 −2.146127

42 1.752371 −2.957193 1.752712 −2.957197 1.809763 −2.265107

43 1.773111 −2.985056 1.765631 −2.986878 1.809023 −2.237259

44 1.776194 −3.038971 1.773591 −3.039204 1.813941 −2.271814

45 1.796266 −2.988776 1.801077 −2.989550 1.882977 −2.388847

46 1.833924 −2.967809 1.831567 −2.967979 1.873818 −2.265579

47 1.835750 −2.988661 1.845624 −2.991666 1.883939 −2.442927

48 1.855172 −3.043492 1.852527 −3.043710 1.884393 −2.498348

49 1.892777 −2.959511 1.884936 −2.961259 1.937731 −2.177288

50 1.893427 −2.983355 1.899868 −2.984583 1.947870 −2.204567

51 1.912270 −2.991444 1.916517 −2.991978 1.974846 −2.198855

52 1.949857 −2.984952 1.937974 −2.988779 1.984468 −2.187915

53 1.949402 −2.970368 1.961895 −2.974816 2.009351 −2.195769

54 1.967710 −3.007974 1.971909 −3.008467 2.016416 −2.273019

55 2.005315 −2.972047 1.997949 −2.973425 2.052942 −2.222675

56 2.003818 −3.005524 2.007994 −3.005994 2.056417 −2.243726

57 2.021627 −2.993537 2.027327 −2.994392 2.081772 −2.257658

58 2.059277 −2.991903 2.044677 −2.997051 2.099946 −2.252599

59 2.056791 −3.009671 2.060451 −3.010013 2.116954 −2.302388

60 2.074146 −3.032748 2.072914 −3.032786 2.127555 −2.282841

61 2.091367 −3.004137 2.099984 −3.005979 2.156723 −2.251880

62 2.108437 −3.021133 2.109459 −3.021158 2.165891 −2.216732

63 2.125373 −3.022027 2.125802 −3.022031 2.181170 −2.228638

64 2.142175 −3.020690 2.143018 −3.020706 2.203763 −2.233371

65 2.180011 −3.014365 2.159849 −3.023038 2.218712 −2.252606

66 2.175388 −3.034738 2.173766 −3.034797 2.228147 −2.242949

67 2.191807 −3.033152 2.190095 −3.033218 2.257012 −2.223577

68 2.229750 −3.009600 2.212957 −3.015064 2.269333 −2.223757

69 2.224280 −3.034493 2.221952 −3.034610 2.279338 −2.228245

70 2.240334 −3.042208 2.236128 −3.042587 2.296906 −2.255365

Continued on next page
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Table 3.A1 – Continued from previous page

N R∗LJ ULJ R∗LJ (V) ULJ (V) R∗M U∗M
71 2.256281 −3.047856 2.253609 −3.048006 2.317771 −2.299356

72 2.272121 −3.056438 2.264321 −3.057702 2.316996 −2.325058

73 2.287837 −3.019305 2.292383 −3.019407 2.352293 −2.226592

74 2.303454 −3.030862 2.303497 −3.030862 2.366227 −2.242038

75 2.318974 −3.044339 2.315406 −3.044593 2.375216 −2.212863

76 2.334377 −3.043228 2.332264 −3.043315 2.395653 −2.245938

77 2.349683 −3.051799 2.342682 −3.052751 2.405489 −2.261926

78 2.364891 −3.067158 2.355651 −3.068799 2.410416 −2.237785

79 2.380009 −3.046926 2.373368 −3.047756 2.447245 −2.252494

80 2.395021 −3.053943 2.387441 −3.055012 2.449508 −1.902176

81 2.409943 −3.040082 2.405496 −3.040443 2.470801 −2.195361

82 2.424777 −3.036470 2.421820 −3.036629 2.492485 −2.259488

83 2.439512 −3.039338 2.434795 −3.039736 2.501109 −2.328417

84 2.454168 −3.051290 2.448182 −3.051926 2.500183 −2.345918

85 2.468734 −3.041139 2.464409 −3.041467 2.529841 −2.209913

86 2.483211 −3.044077 2.478604 −3.044445 2.544674 −2.224230

87 2.497608 −3.048261 2.493077 −3.048615 2.555677 −2.204192

88 2.511916 −3.058038 2.504241 −3.059034 2.571579 −2.265073

89 2.526152 −3.053892 2.519344 −3.054668 2.582359 −2.252085

90 2.540300 −3.049875 2.540613 −3.049877 2.606983 −2.251916

91 2.554376 −3.052519 2.551677 −3.052638 2.617603 −2.210665

92 2.568372 −3.067097 2.559448 −3.068391 2.616534 −2.281080

93 2.582297 −3.061326 2.578325 −3.061580 2.644918 −2.250411

94 2.596141 −3.069246 2.588610 −3.070146 2.651315 −2.127731

95 2.609915 −3.070577 2.600111 −3.072084 2.669293 −2.297233

96 2.623617 −3.078376 2.609596 −3.081425 2.678059 −2.287996

97 2.637247 −3.074433 2.626721 −3.076135 2.695931 −2.298052

98 2.650807 −3.087128 2.635565 −3.090663 2.697864 −2.282845

99 2.664295 −3.066456 2.653858 −3.068095 2.727576 −2.205642

100 2.677712 −3.072264 2.663546 −3.075249 2.743986 −2.232190

3.a2 voronoi tesselation and distance criterion

In a 3D Voronoi construction, the entire simulation volume V is divided into N
polyhedra with volume Vi, one for each particle i = 1, ..., N (a Voronoi tessellation).
Each volume Vi consists of all points x that are closer to the position of particle
xi than to any other particle. Although our particles only have access to a two-
dimensional subspace of R3, they live in a three-dimensional Cartesian space, so
it is still possible to assign the aforementioned volumes to them. The number
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of faces of each polyhedron is then the number of nearest neighbours of each
particle, and a connectivity network can be generated by connecting all particles
whose polyhedra share a face.

The network generated by the tessellation covers the entire space, and thus
automatically has the correct Euler characteristic. For particles on a sphere, one
should generate the equivalent of the three-dimensional Voronoi tesselation on
the spherical surface. This can be done by determining the convex hull of the
points [136], for which we employ the CGAL software library. [137] This produces
a partitioning of the sphere surface where again each point is assigned to the
particle that is closest to in geodesic sense.

Such a construction is very natural for hexagonal lattices, as the generated poly-
hedra are hexagons as well, and they are fairly robust against thermal fluctuations.
An issue arises when particles are packed in other types of lattice, however. For
example, in a perfectly square lattice, the Voronoi tessellation is degenerate be-
cause the cubes around the particles have touching edges and vertices. A small
thermal fluctuation will generate an additional face in two of the polyhedra, re-
sulting in either one pair or the other being counted as neighbours, even though
the packing should be considered square instead of hexagonal. [138] Based on
previous works [125, 128] we anticipated such problems and hence opted for the
distance criterion instead.

We present here Fig. 3.A1 as a clear illustration of a packing for which the
Voronoi construction is degenerate. It is an octahedral [73] packing of Lennard-
Jones particles that corresponds to the global minimum for N = 24, where we
colour the coordination of the particles according to the Voronoi tessellation and
the distance criterion. Each particle in the packing plays an equivalent role, as
they are all at the corner of a square arrangement and touch five other particles.
Nevertheless, the Voronoi construction arbitrarily assigns six nearest neighbours
to some of the particles. Hence, the Voronoi construction incorrectly assigns 12
defects instead of 24 to this packing. This would as a result imply that the pack-
ing has no defects at all, which is clearly incorrect as all particles are five-fold
“defects”.

Despite the aforementioned deficiencies of the Voronoi tessellation, it is com-
monly used in the literature to quantify defects. Therefore, we do present a short
analysis of Voronoi tessellation here to allow for easier comparison with said lit-
erature. In Fig. 3.A2 we show the excess defect fraction obtained from the convex
hull with the software library CGAL [137]. Similar to the distance criterion, we
again find that for certain particle numbers, excess defects appear at zero temper-
ature, disappear at intermediate temperatures, then reappear at higher temper-
atures. This observation suggests that our findings are indeed robust. However,
details of the excess defect landscapes calculated from the two methods do vary
quite significantly.

For the distance criterion the number of excess defects for a given temperature
does not seem to follow a clear trend as a function of the number of particles.
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(a) convex hull (a) distance (b) convex hull (b) distance

Figure 3.A1: Global potential energy minimum for N = 24 Lennard-Jones particles, shown
from two vantage points (a) and (b), obtained using the GMIN program.
[109] The colour indicates the number of nearest neighbours. Red particles
have 6 and blue 5 nearest neighbours, as identified by the convex hull and
the distance criterion.
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Figure 3.A2: Excess defect fraction for N = 10 to N = 100 Lennard-Jones particles deter-

mined by means of the convex hull.

However, for the Voronoi tesselations we see a gradual increase in the number of
excess defects with increasing N at fixed temperatures T > 1 ε/kB. Furthermore,
the total number of excess defects in this construction is significantly smaller over
the entire temperature range, because of the previously mentioned deficiencies.

For the Voronoi tesselation the largest excess defect fraction is only 0.25, whereas
that for the distance criterion it is about 0.8. This difference is explained by the
fact that at high temperatures, the particles are effectively a liquid and there are
large fluctuations in inter-particle distances. These large fluctuations lead to a
considerable fraction of particles that have other than six nearest neighbours. The
convex hull is not sensitive at all to the inter-particle distance, and thus does not
reach these large values.
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3.a3 cut-off radii for distance criterion

In this section we present the cut-off radii we used for the nearest neighbour
distance criterion. The distances r∗ are chosen to coincide with the minimum
after the first peak in the pair distribution function. For those particle numbers N
where the first peak was split, we chose r∗ so that both split peaks are within r∗.
They are tabulated in Tab. 3.A2.

Table 3.A2: Cut-off radii used for the distance neighbour criterion for Lennard-Jones par-
ticles and Morse particles with shape parameter α = 60/r0, where r0 is the
distance at which the pair potential has its minimum.

N r∗ (LJ) r∗ (Morse) N r∗ (LJ) r∗ (Morse)

10 1.1522287 1.1403504 11 1.1284720 1.1997439

12 1.0750181 1.0809568 13 1.1819259 1.0809568

14 1.3500679 1.1522287 15 1.3500679 1.0809568

16 1.1700467 1.1284720 17 1.0987748 1.0809568

18 1.0631388 1.0809568 19 1.1047144 1.0928361

20 1.0572001 1.0809568 21 1.1759863 1.0809568

22 1.0572001 1.0809568 23 1.2235006 1.0809568

24 1.2710158 1.0809568 25 1.1225324 1.1165928

26 1.1581683 1.1225324 27 1.1878647 1.0868964

28 1.2472582 1.0393821 29 1.1759863 1.0928361

30 1.1581683 1.1225324 31 1.3363481 1.1106540

32 1.3363481 1.2472582 33 1.1938043 1.1938043

34 1.1522287 1.0809568 35 1.1344107 1.1165928

36 1.0809568 1.1759863 37 1.1700467 1.0809568

38 1.1700467 1.0809568 39 1.1581683 1.1581683

40 1.1819259 1.1522287 41 1.1700467 1.1848953

42 1.1700467 1.0809568 43 1.2472582 1.1938043

44 1.3363481 1.2472582 45 1.1284720 1.2472582

46 1.1819259 1.1670773 47 1.0928361 1.2650762

48 1.3363481 1.2650762 49 1.2531978 1.2235006

50 1.1284711 1.2205312 51 1.1700467 1.2472582

52 1.1819259 1.1165928 53 1.1462900 1.2472582

54 1.1581683 1.1522260 55 1.1641080 1.1522260

56 1.1759863 1.1670773 57 1.1819259 1.1938043

58 1.1403504 1.2383492 59 1.1641080 1.2472582

60 1.2353799 1.2472582 61 1.2591366 1.2205312

62 1.1878647 1.1938043 63 1.2116223 1.2472582

64 1.2413186 1.1848953 65 1.2710158 1.2650762

66 1.0750181 1.2160768 67 1.2413186 1.1938043

68 1.2650762 1.2027133 69 1.2116223 1.1938043

Continued on next page
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Table 3.A2 – Continued from previous page

N r∗ (LJ) r∗ (Morse) N r∗ (LJ) r∗ (Morse)

70 1.2472582 1.2294402 71 1.2472582 1.1938043

72 1.2918031 1.2027133 73 1.1700467 1.2116223

74 1.1641080 1.1635137 75 1.1641080 1.1848953

76 1.2027133 1.2116223 77 1.2413186 1.2135822

78 1.0868964 1.1670773 79 1.1522287 1.1848953

80 1.1670773 1.2160768 81 1.2591366 1.2918031

82 1.1700467 1.2027133 83 1.1700467 1.2828942

84 1.1047144 1.2739852 85 1.1759863 1.3363481

86 1.2413186 1.2472582 87 1.1165928 1.2472582

88 1.1047144 1.2472582 89 1.2175619 1.1492593

90 1.1047144 1.2561672 91 1.2591366 1.2561672

92 1.1938043 1.2294402 93 1.1909445 1.2561672

94 1.1878647 1.2650762 95 1.1759863 1.2294402

96 1.2531978 1.1581683 97 1.2531978 1.2472582

98 1.1789441 1.2294402 99 1.2472582 1.2353790

100 1.2365407 1.2472582

3.a4 additional figures of particle fractions

This section contains additional figures of particle and defect fractions for the
Lennard-Jones and Morse packings. In Fig. 3.A3 we show the fraction of particles
with 7 nearest neighbours, revealing that for a Lennard-Jones potential, exciting
seven-fold defects thermally is difficult. The largest fraction of seven-fold particles
is about 0.018 for 48 particles at T = 2ε/kB.

In Figs. 3.A4, 3.A5 and 3.A6 we show the fraction of particles with three, four
and seven nearest neighbours, respectively. Figs. 3.A4 and 3.A5 reveal that for the
sharp Morse potential, there is a significant number of particles with three or four
nearest neighbours for smaller particle numbers. This is because for this potential,
repulsion drives the optimal packings to lower density, which in turn leads to
fewer contacts between the particles. This is also evident from the optimal radii
for N = 11, 12 and 13 particles, since the optimal radius for 12 is smaller than that
for 11 and 13 particles.

3.a5 free energies of packings

This section contains detailed descriptions related to the identification of the pack-
ings considered in Section 4. To accurately identify the equilibrium packing, we
average the particle positions over a short time window to average out fast ther-
mal fluctuations. In particular, we average 250 frames 10 time steps apart, which
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corresponds to time intervals of 0.05τL apart, where τL is the Langevin damping
time. This averaging is performed every 2500 time steps, which corresponds to
intervals of 12.5τL.

For each of these averaged snapshots, we determine the number of nearest
neighbours of each particle following the distance criterion with r∗ = 1.2918031r0.
For each defect, we determine if they are in a defect cluster, where a cluster is
defined as all defects that are direct or indirect neighbours of each other. From
that information, one can already deduce if the packing is icosahedral, D5h, or D3,
since an icosahedral packing contains twelve defect clusters of one defect each, the
D5h contains five clusters of six defects and two of one defect, and the D3 packing
contains six clusters of one defect and three clusters of six particles.

As additional verification, we calculate the root mean square deviation (RMSD)
of the particle positions of these snapshots with respect to the identified packing.
We do so by assigning to each packing type two axes that are easily obtained
from the defect locations. For the D5h, the first axis is the location of the single
five-fold defect and the second axis is the average position of the five-fold defects
in the cluster of six. For the D3, the main axis is the average position of the three
single five-fold defects on the same side of the three clusters of six defects, and
the second axis is the average position of one of those clusters of six. For the
icosahedral packing, we take as main axis the position of a single five-fold defect
and as second axis another defect that makes an angle of 63.435◦. Because of
fluctuations, we iterate over all vertices and find the pair that deviates the least
from this fixed angle. For all packings, we make the axes orthonormal using the
Gram-Schmidt procedure.

To extract the RMSD, we first identify the packing based on the defect pattern.
Then we find the two axes for the packing as well as the reference packing we
identified it with, and rotate the particles so that the two axes of the packing align
with the reference. Then, we simply obtain for each particle position xi in the
packing the particle position in the reference xj(i) that is closest to it. The RMSD
is then simply calculated as

RMSD =

√√√√ 1
N

N

∑
i=1

∥∥xi − xj(i)
∥∥2.

In Fig. 3.A7a we show the time trace of the RMSD and the fluctuations in the
packing type for N = 72 Lennard-Jones particles at T = 0.02 ε/kB. Note that the
RMSD for the D5h and D3 packings are significantly lower than for the icosahedral
packing, presumably due to the higher configurational entropy of the icosahedral
packing. In Fig. 3.A7b we show another time trace of the RMSD, but now for
T = 0.066 ε/kB, which is close to the temperature used in Ref. [73]. Note that
in this case the dominant packing is the icosahedral one. The RMSD is higher
for all packings due to larger thermal fluctuations. Note furthermore that the
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3.A5 free energies of packings

rearrangements from D5h to icosahedral and back are much more frequent at the
higher temperature.

For the lower temperatures of T = 0.02ε/kB the average occupation fraction of
the different states was still in the process of converging, as can be seen from
figure 3.A8. Since the total sampling length for the temperatures T ≤ 0.03ε/kB
was ten times longer, we see that increasing the temperature from T = 0.02ε/kB
to T = 0.05ε/kB leads to convergence more than ten times as fast, from which it
becomes clear that the frequency of rearrangements for Lennard-Jones packings
increases very rapidly with temperature.

With the analysis described here, we can determine the packing for each frame,
and from this we construct occurrence frequencies for each packing. Under the
assumption that the simulations are ergodic, these can be converted into free
energy differences, as explained in the main text.

For the Morse potential the above procedure is not viable at low temperatures,
presumably because the energy barriers between the packings are much larger. To
emphasise this, we show in Fig. 3.A9 the frequency of observed switches between
the low energy packings per simulation time for N = 72 for both the Lennard-
Jones and Morse particles. The low energy packings are shown in Figs. 3.3 for
Lennard-Jones and 3.8 for Morse. Note that the Lennard-Jones packing exhibits a
maximum at around T = 0.03ε/kB. This is because at this point all three packings
are roughly equally likely. The Morse packings only show significant rearrange-
ments for T > 0.75 ε/kB, even though the potential energy difference between the
two packings is of a similar order as the potential energy difference between the
Lennard-Jones D5h and icosahedral packings (≈ 1.6 × 10−3ε for Lennard-Jones
against 1.58 × 10−3ε for Morse). This hints at a much larger kinetic barrier be-
tween the packings, and thus a simple sampling of the frequencies is not a viable
approach to determine the free energy of the packings.
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Figure 3.A3: Fraction of particles with seven nearest neighbours for a Lennard-Jones po-
tential.
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Figure 3.A4: Fraction of particles with three nearest neighbours for a Morse potential with
α = 60/r0.
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Figure 3.A5: Fraction of particles with four nearest neighbours for a Morse potential with
α = 60/r0.
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Figure 3.A6: Fraction of particles with seven nearest neighbours for a Morse potential
with α = 60/r0.
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Figure 3.A7: Root mean square deviation from assumed packing type at T = 0.02 ε/kB
(a) and T = 0.066 ε/kB (b). Note the different time scale needed for the
lower temperature to sample a sufficient number of transitions between the
packings.
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4
I M PA C T O F I N T E R A C T I O N R A N G E A N D C U RVAT U R E O N
C RY S TA L G R O W T H O F PA RT I C L E S C O N F I N E D T O
S P H E R I C A L S U R FA C E S

In this Chapter we study by means of simulations the influence of the range of
the interaction potential on the structure of crystals constrained to curved sur-
faces. We also put forward a theory that predicts under what conditions crystal
growth transitions from circular to ribbon-like domains. We verify our prediction
by comparing to our computer simulation results. The agreement is satisfactory.
We find that for long-ranged potentials, the formed crystals are exclusively cir-
cular and incorporate defects, while for short-ranged potentials, circular nuclei
above a certain size continue their growth as a ribbon.
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4.1 introduction

4.1 introduction

Colloidosomes are droplets of which the surfaces are densely packed with col-
loidal particles. [69] Confinement of the colloids to the fluid-fluid interface min-
imises the contact area between the two fluids. At high surface coverage, the
colloids either pack in a disordered glassy or in an ordered crystalline fashion.
[69, 133, 139, 140] In the former particles are kinetically trapped, wheras in the
latter the equilibrium packing of the colloids is determined by the interplay be-
tween the curvature of the droplet and the exact nature of the interaction between
the colloids. This can give rise to various kinds of defect and defect organisa-
tions, producing grain boundary scars [121, 141, 142], pleats [143] and/or growth
in ribbon-like shapes that emanate from circular domains without defects at the
boundary between the two. [61]

Grain boundary scars and pleats involve point defects in specific arrangements,
where a point defect is a particle that has fewer or more than six nearest neigh-
bours. Ribbons form when particles, for some reason, refuse to give up local
hexagonal order. One such reason can be elastic stress, resulting from a short in-
teraction range. [61, 144] In macroscopic theory, this short interaction range man-
ifests itself in a Young’s modulus that appears in the free energy. [145, 146] The
experimentally observed ribbon-like crystals of Ref. [61] show an initial, almost
isotropic growth that, after a critical size is reached, transitions into the growth
of ribbons protruding from the initial crystal. Similar findings are reported in
Ref. [144], in which phase field crystal model calculations confirm that growing
in ribbons indeed can relieve the elastic stress. Note that the crystal growth is
continuous along the interface between the seed and ribbon, i.e., there is no grain
boundary between the two because the ribbon preserves the same lattice vectors.

Theoretical arguments for how the largest circular domain should scale with
the Young’s modulus and template radius were given by Refs. [61, 144] and are
based on finding the optimal size of a circular crystal bent onto a spherical surface,
which is, in this topology, bounded by an elastic energy penalty. Here we more
thoroughly model the growth of a ribbon on a spherical surface by taking into
account the possibility of nucleating a ribbon on a circular domain, and we show
that although this model qualitatively agrees with the previous ones, it predicts
a different scaling with the template radius and Young’s modulus. Both predict
that ribbons form for a sufficiently short range of interaction, for example of a
suitably parametrised Morse potential as employed in Chapter 3, and only then
for sufficiently large domain sizes.

By means of computer simulation we find that the range of the interaction po-
tential between the particles indeed dictates whether or not ribbons form. For
sufficiently large interaction ranges, we find that ribbon formation is suppressed
in favour of incorporating defects into the crystal. For shorter ranges of interac-
tion, the critical size for ribbon formation reduces, which is consistent with either
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4.2 classical nucleation theory on curved surfaces

theory. However, a quantitative analysis shows that the scaling we observe agrees
better with our model, albeit that we can only probe a small parameter range.

The remainder of this Chapter is structured as follows. First of all, in Sections
4.2 and 4.3, we present macroscopic theory describing crystal formation on curved
surfaces in terms of homogeneous and heterogeneous nucleation theory, respec-
tively. In Section 4.4 we discuss the simulation and analysis methods. Then, in
Section 4.5, we discuss our computational findings and show that we indeed ob-
serve a critical domain size and extract its scaling relations with respect to the
potential range and the radius of curvature. Finally we underline in Section 4.6
the most important implications of our findings.

4.2 classical nucleation theory on curved surfaces

Macroscopically, the formation of a two-dimensional crystal on a flat surface is
described by Classical Nucleation Theory (CNT) [147]. Although this theory is
well-known, we introduce it here because we later extend it with elastic terms
to describe crystal formation on curved surfaces. Furthermore it will serve as the
basis for our two-stage model for ribbon growth, which we introduce in Section 4.3.
In CNT the thermodynamic driving force towards crystal formation is opposed
by a surface tension that in two dimensions is a line tension. If we assume the
line tension to be invariant to the locally exposed crystal plane, the free energy of
a crystal nucleus is given by ∆G = N∆µ + γL, where N is the number of particles
in the crystal, ∆µ < 0 the chemical potential difference between the crystal phase
and the surrounding liquid or gas, L the crystal circumference and γ the line
tension [147, 148].

If we assume a circular crystal we have L = πa, with a the diameter of the
crystal, so that ∆Gc = N∆µ + πaγ. Note that actual two-dimensional crystals tend
to form hexagonal nuclei instead because the underlying interaction potential en-
courages hexagonal bond order that induces anisotropic growth. [147–149] How-
ever, both a hexagon and a circle exhibit the same scaling of area and circumfer-
ence with the number of particles, so to extract scaling laws it is a good approxi-
mation. Limitless growth of the drop occurs if ∆G < 0, i.e., if N > −πaγ/∆µ. Of
course, a = 2

√
N/πρ depends on N through the equilibrium particle surface den-

sity ρ of the crystal. In other words, limitless growth occurs for N > 4πγ2/(∆µ)2ρ.
Converting the expression for the free energy to the circle diameter a leads to

∆Gc = ρ∆µπa2/4 + γπa. (4.1)

Ribbon-like crystals are better described by a rectangle with a circumference
A = 2(w + l) and a particle number N = ρwl, leading to

∆Gr = ρ∆µwl + 2γ(w + l). (4.2)
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4.2 classical nucleation theory on curved surfaces

Unlike the circle, the ribbon has two parameters w and l, and the optimal free
energy has w = l as this gives the largest area for a given circumference. In the
flat plane, a circle-like shape will always be preferred over a ribbon-like shape.
This can be seen by comparing Eqs. (4.1) and (4.2) under the constraint that they
have equal areas, wl = πa2/4. Their difference is then simply the difference of
the line tension terms, γ(πa− 2(w + πa2/4w)), which, if we substitute the optimal
w =

√
πa/2, is always negative. Therefore, not surprisingly, in a flat plane, a

ribbon is always destabilised with respect to a circle. However, as becomes clear
later, this trivial conclusion might no longer hold on a curved surface.

To see whether or not a ribbon is more likely to be nucleated than a circle, we
consider the kinetic barrier heights. For a circle, the maximum in ∆Gc corresponds
to a critical diameter a = −2γ/ρ∆µ and is equal to −πγ2/ρ∆µ, where we recall
that ∆µ < 0. For the ribbon the maximum is located at l = w = −2γ/ρ∆µ and
has a value of −4γ2/ρ∆µ. Therefore, in the flat plane, a ribbon-like crystal is also
less likely to nucleate, as evidenced by a higher nucleation barrier in the free
energy. This means that in a two-dimensional plane a circular crystal will always
be favoured over a ribbon-shaped one, both thermodynamically and kinetically.

The above picture changes if we consider crystals constrained to a spherical
surface of radius R. In this case, an additional energy enters the free energy that
takes into account the elastic cost of bending the crystal to accommodate to the
template. [145, 146] First consider again the circular crystal. To make the analy-
sis more straightforward, we scale the free energy to the spherical surface times
Young’s modulus, so 4πR2Y. [61, 144–146] This leads to a reduced unit η := a/R
and a dimensionless free energy

∆gc =
1

4π

[
ρ∆µπ

4Y
η2 +

πγ

RY
η +

π

24576
η6
]

. (4.3)

Although the elastic term does not influence the kinetic barrier height or critical
diameter significantly [150], it does influence the thermodynamic stability of the
circular crystal. Specifically, for sufficiently large Y, the elastic term can make
∆gc ≥ 0 for all η, leading to a complete destabilisation of the circular crystal.

Furthermore, for Y > 0, there is now an optimal circular diameter that min-
imises the free energy. Under the assumption γ � RY this minimum is located
at η = (−6144ρ∆µ/Y)1/4 := η0. In Ref. [61] this value is associated with the critical
circular crystal size at which growth transitions to a ribbon, as circular domains
larger than this radius have a higher free energy. This scaling we shall refer to as
the optimal circle scaling. However, as long as ∆gc < 0, the circle can in principle
continue to grow, for example if there is not a sufficient amount of material to nu-
cleate a second, stable circular cluster. For very large Y, however, the elastic term
dominates to such an extent that the local minimum in the free energy after the
kinetic barrier becomes larger than 0, as is pointed out in Refs. [144, 150, 151]. In
that case, ∆gc ≥ 0, and the formation of a circular crystal is thermodynamically
suppressed.
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4.2 classical nucleation theory on curved surfaces

Unlike in the flat plane, a ribbon-shaped crystal can be more stable than a circle,
due to a different scaling of the elastic energy with the crystal dimensions. The
dimensionless free energy for the ribbon on a spherical surface is given in terms
of dimensionless width ω = w/R and length λ = l/R by [145, 146]

∆gr =
1

4π

[
ρ∆µ

Y
ωλ +

2γ

RY
(ω + λ) +

ω5λ

640(1− ν2)

]
, (4.4)

where ν is the Poisson’s ratio of the material. For the ribbon, we can again opti-
mise the ribbon width to obtain ω0 = [−128(ρ∆µλ + 2γ/R)(1− ν2)/(λY)]1/4. This
differs from the flat plane result of ω = λ due to the elastic term. [152] In the
limit γ � RY, the λ-dependence drops out and the scaling of ω0 with Y and ∆µ
becomes identical to that of the optimal circle diameter η0.

The reason a ribbon can be stabilised over a circular crystal on a curved surface
is because although the elastic strain scales with ω5, it only scales linearly with λ.
This leads to a different scaling with the total crystal area, which becomes obvious
when the free energy of the ribbon is expressed in terms of the optimal width ω0
and dimensionless area A/R2 := ζ = ω0λ,

∆gr =
1

4π

[(
ρ∆µ

Y
+

γ

RY
2

ω0
+

ω4
0

640(1− ν2)

)
ζ +

γ

RY
2ω0

]
. (4.5)

Expressing the free energy of the circle for an equal dimensionless area ζ = πη2/4
leads to

∆gc =
1

4π

[
ρ∆µ

Y
ζ +

γ

RY
2
√

πζ +
ζ3

384π2

]
. (4.6)

It is difficult to substitute a closed expression for ω0 into Eq. (4.5), but we can
numerically determine the roots of ∆gc − ∆gr for fixed values of γ/RY and ν.
The roots with the lowest value for ω are an indication of where the free energy
of a ribbon is lower than that of the circle. These roots follow the scaling ζ0 ∼
(γ/RY)2/5 and ω0 ∼ (γ/RY)1/5. Since η0 ∼

√
ζ0 we also have η0 ∼ (γ/RY)1/5.

Hence, for sufficiently small γ/RY there are critical values for (ζ, ω0) at which
the free energy of the ribbon is smaller than that of the circle, and should be
thermodynamically stable.

Note that in principle the minimum at ω0 = 2 represents a rectangular crystal
that circumscribes the entire spherical surface. However, such a crystal will be
subject to the Asaro-Tiller-Grinfeld instability, [153–155] and hence will not be
stable. In our case, this instability is absent, as ω0 < 2. [144]

Despite that ∆gr < ∆gc at some ζ , it is still not likely to see crystals consisting
only of ribbons forming on the surface. This is because at those values for γ/RY
where a cross-over is possible, the nucleation barrier is smalland for crystal sizes
below the critical size, the circle has a lower free energy. Hence, we expect to
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a
da

dl

w

Figure 4.1: Two possible modes of growth from a circular nucleus of diameter a. Either
growth continues along an infinitesimal diameter increase da, or as a ribbon-
like structure of width w and length dl protruding out of the circular nucleus.

see many formed circular crystals before the onset of ribbon formation, and it is
therefore unlikely that all of the circular domains will transform into ribbons due
to kinetic barriers.

The most likely scenario, therefore, is instead a two-stage nucleation, in which
the ribbon grows out of a circular nucleus. This is also more consistent with the
experimental results [61] and crystal phase field calculations. [144] In Section 4.3
we present a free energy for such a growth type.

4.3 two-stage nucleation theory

In Section 4.2 we show that the free energy of a circular crystal is, up until the tran-
sition point, lower than that of a ribbon. Hence, the formation of a pure ribbon-like
crystal is not probable, as ribbons smaller than the transition size are destabilised
with respect to circular crystals with the same area. This motivates us to inves-
tigate the possibility of a two-stage nucleation, meaning that a ribbon-shaped
structure grows out of a pre-existing, circular nucleus. For this to happen, the
free energy gain due to a small area increment in the shape of a ribbon should
be smaller than that due to an equal area increment in the shape of the already
existing circle. Both growth modes are sketched in Fig. 4.1.

From the images presented in Refs. [61] and [144], it appears that the ribbons
grow out of the initial crystals without distorting the lattice vectors. Therefore,
we assume there is no line tension associated with the circle-ribbon interface. We
furthermore assume that the line tension associated with the width of the ribbon
is of the same order as the previously exposed circular rim that is now covered
by the ribbon. This means there is no line tension term associated with the width,
because it is already accounted for by the original line tension term. With these
assumptions, the total free energy of the hybrid crystal becomes

∆gc+r =
1

4π

[
ρ∆µ

Y

(
πη2

4
+ ωλ

)
+

γ (πη + 2λ)

RY
+

πη6

24576
+

ω5λ

640(1− ν2)

]
. (4.7)
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The free energy change of the crystal d∆gr+c of growing purely as a circle can be
determined by expanding ∆gc+r in a Taylor series around η for ω = λ = 0. The
increment dη is coupled to an area increment dA/R2 = πηdη/2. This leads to

d∆gc+r =
dA

4πR2

[
ρ∆µ

Y
+

2γ

RYη
+

η4

2048

]
. (4.8)

To determine the free energy change of growing as a ribbon we expand ∆gc+r
in terms of λ for fixed η, where we assume that the ribbon width will adopt an
optimal value ω = ω̃. This leads to

d∆gc+r =
dA

4πR2

[
ρ∆µ

Y
+

2γ

RYω̃
+

ω̃4

640(1− ν2)

]
, (4.9)

where ω̃ = (320γ(1− ν)2/RY)1/5 follows from minimising d∆gc+r with respect to
ω̃. Note that this expression is independent of λ since the original free energy is
only linear in λ. The difference of the terms between brackets in Eqs. (4.8) and
(4.9), which we denote r, indicates whether continued growth favours a ribbon or
a circle,

r :=
2γ

RY

(
η−1 − ω̃−1

)
+

η4

2048
− ω̃4

640(1− ν2)
. (4.10)

If r < 0, growth will still continue as a circle. If r > 0, the growth transitions to a
ribbon of width ω̃. Note that the Poisson’s ratio is bounded by 0 < ν < 1/2 [156],
so the last two terms are never equal for all ω̃ and η. Furthermore, note that the
ribbon width must satisfy ω̃ < η, as the width of the ribbon cannot exceed the
diameter of the original crystal.

In Fig. 4.2 we plot the free energy difference between continued growth as circle
and continued growth as a ribbon, r, for two different values of γ/RY and taking
ν = 1/3, the value assumed in Refs. [61] and [144]. The dashed green line indicates
the optimal dimensionless width ω̃. Hence, the smallest η for which the transition
occurs lies on the line ω = ω̃. The dashed black line indicates where ω = η. Since
the ribbon width cannot exceed the diameter of the circular nucleus it grows out
of, only the region ω < η is physical. Thus, for RY/γ ≤ 20, there is apparently no
transition from a circle to a ribbon, as in the region ω < η the difference is always
below 0.

In Fig. 4.2(b), however, we see that for RY/γ = 5× 103 there is a region around
η = 1 at which r ≈ 0 for ω = ω̃. Hence, for those parameter values, a circular nu-
cleus of size η ≈ 1 will transition its growth mode from a circle to a ribbon. Note
that the r is independent of the dimensionless ribbon length λ. The appearance
of the transition with increasing RY/γ already hints at a critical value for Y above
which ribbons will occur for a given line tension and template radius, which we
investigate further now.
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Figure 4.2: Difference in free energy gain for circlular and ribbon-like growth r, defined
in Eq. (4.10). The black dashed line indicates where the width of the growing
ribbon equals the diameter of the circular nucleus, ω = η. Hence, the region
ω > η is non-physical. The dashed green line indicates the optimal ω = ω̃.
Finally, the solid green line indicates the values of η and ω at which the tran-
sition occurs, i.e., where r = 0.

In Fig. 4.3 we plot again the difference r along ω̃ as a function of η. Note that,
as expected, a smaller line tension γ, a greater Young’s modulus Y or a larger
template radius R leads to a faster transition to ribbon-like crystals. Numerically
extracting the roots reveals that they scale as η0 ∼ (γ/RY)1/5, similar to the opti-
mal ribbon width ω̃ we derived from Eq. (4.7). This scaling is also consistent with
the finding of Grason in Ref. [157]. Extrapolating the scaling of the roots to find
which value for RY/γ leads to η0 = 2 gives an indication for the critical template
radius above which ribbons do not occur. For ν = 1/3 we find RY/γ ≈ 3.309.

Not surprisingly, the scaling of the width with γ/RY is also equal to the scaling
of the width at which the free energy of a pure ribbon becomes lower than that
of a pure circle, as derived in Section 4.2. While we thus cannot distinguish this
scaling from that of a pure ribbon derived in Section 4.2, both previous works
[61, 144] and our simulations, as we shall see in Section 4.5, clearly show ribbons
growing out of roughly circular domains, and hence we presume the heteroge-
neous growth of circle-ribbon hybrid crystals to be preferred over the formation
of pure ribbons. This scaling for the prediction of the largest circular domain size
we shall call the equal free energy scaling.

The validity of both the equal free energy and the optimal circle scaling can
be verified with computer simulations by probing the scaling of the observed
largest circular domain size as a function of the spherical template radius, the
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Figure 4.3: Dimensionless difference in free energy gain for growth as a circle with respect
to growth as a ribbon. The curves start at values for η at which the optimal
ω̃ ≤ η for different combinations of the template radius R, Young’s modulus
Y and line tension γ. The open circles indicate the cross-over r = 0, i. e., cir-
cular crystals with dimensionless diamaters equal to the indicated η continue
growth as a ribbon. Note that an increasing Young’s modulus and decreasing
line tension lead to a cross-over at smaller η.

chemical potential, the line tension and Young’s modulus. Of these four quantities,
only the first can be straightforwardly controlled in a particle-based simulation.
The Young’s modulus can indirectly be influenced by tuning the range of the
interaction potential. In the Morse potential we employ this is controlled by a
parameter α. Furthermore, we can relate the Young’s modulus to an effective
spring constant of the material [151] that can be obtained from the simulation
data. Finally, we have to determine the chemical potential and the line tension.
We presume here that both scale similarly with the range of the potential, and
we can determine the chemical potential with a free energy calculation. Hence,
we set out to determine from simulations a scaling for the largest dimensionless
circular domain η0 of the form η0 ∼ Raαb, where R is the template radius and α
is the shape parameter of the Morse potential, and a and b are exponents that are
to be determined. The scaling observed from simulations we then compare to the
predictions made in this Section, in which we substitute our observed scaling of
Y, ∆µ and γ with α.

We now discuss the simulation method employed to generate our crystals, and
the analysis required to extract all relevant scalings. After that, in Section 4.5,
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4.4 methods

we present our results. Finally, in Section 4.6 we recapitulate the most important
conclusions of this work.

4.4 methods

We perform Langevin dynamics (LD) simulations of N particles constrained to a
spherical surface with radius R, using the LAMMPS program and a specialised
RATTLE algorithm. [78, 87, 114]. The particle number N we couple to the template
radius as Nr2

0/16R2 = 0.4, so that if we associate an area πr2
0/4 with each particle

of diameter r0, we have the same area coverage φ = 0.4 for all template radii.
Initially the particles are in non-overlapping, random positions on the spherical
surface.

We apply a Langevin thermostat with an arbitrary damping time τL to the
particles to keep the system at a constant temperature T and to make the particles
undergo Brownian motion. τL is the time it takes for the velocity auto-correlation
function of a particle to decay to 1/e of its initial value, and is our reference
time unit that in effect measures the ratio of the particle’s mass and the friction
constant. For the interaction potential between pairs of particle we use a truncated
and shifted Morse potential U(r)

U(r) = [UM(r)−UM(rc)] H(rc − r), (4.11)

where r is the three-dimensional Cartesian inter-particle distance, rc the cut-off
distance, H(rc − r) the Heaviside step function that is 1 if rc − r > 0 and 0 other-
wise and UM(r) is the original Morse potential

UM(r) = ε
[
e2α(r−r0) − 2eα(r−r0)

]
, (4.12)

with a well depth ε, equilibrium spacing r0 and shape parameter α. Throughout
the remainder of this Chapter we use r0 as reference length unit and ε as the
reference energy unit.

To encourage the growth of a single crystal, we lightly tether the particles to
the top of the spherical surface with a harmonic spring with spring constant
κ = 2.5ε/r2

0. We initialise the structure with this spring in place for Ns time steps
at a temperature of kBT = 0.3ε, after which we remove the springs. We then
equilibrate for another Ns steps while linearly ramping down the temperature
from kBT = 0.3ε to 0.25ε. We verified that a longer ramping time had no influence
on the formed structures. After this annealing phase we sample for Ns time steps
at kBT = 0.25ε. We analyse snapshots that are 5 τl apart and average over them to
get statistics. For α = 40/r0 a smaller time step of 0.001τL was required and we set
Ns = 25× 106 to guarantee proper equilibration and stable dynamics, while for
the other values of α we used Ns = 250× 103 and a time step size 0.005τL.

The parameter α sets how sharp the potential is peaked around its minimum
at r0, as the effective spring constant k = ∂2U(r)/∂r2|r0= 2α2ε. See Fig. 4.4 for a
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Figure 4.4: Comparison of Morse (coloured lines/symbols) and Lennard-Jones (dashed
black) potentials. Increasing α leads to a sharper well for the Morse potential.
For α = 6/r0 the harmonic approximation for the Morse potential equals that
of the Lennard-Jones potential.

graph comparing the Lennard-Jones and Morse potentials for various values of
α. If we ignore the impact of multi-body interactions, the Young’s modulus scales
linearly with k. This implies that a larger α leads to a larger Young’s modulus [151].
Therefore, in our computer simulations we can use the parameter α to influence
the Young’s modulus of our crystal. A more accurate estimate for the actual spring
constant may be obtained from studying the particle vibrations about their lattice
site. This analysis we perform as additional verification. See Section 4.A1 of the
appendix of this Chapter for a detailed description of the analysis.

For our crystals it turns out that effective spring constants κ scale significantly
less strongly with α than predicted by the harmonic approximation κ ∼ α2.
We obtain scalings between κ ∼ α1.3 to κ ∼ α1.6, with an average exponent of
(1.52± 0.08). The deviation from the pair potential approximation could be either
due to collective effects that are obviously not included in any pair-wise approxi-
mation, or due to the non-zero temperature in our simulations, which does influ-
ence elastic properties. [158] This is not entirely surprising as hard sphere crystals
do have an effective spring constant that follows entirely from many-body effects.
[159] This shows that it is critical to determine Young’s modulus or at least the ef-
fective spring constant of the material at hand rather than relying on the harmonic
approximation [144, 151] when performing Langevin dynamics simulations. With
the effective spring constant determined, we still need methods to determine the
scaling of the chemical potential and the largest circular domain size with α.
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For larger values of α at which the crystal forms ribbons, most of the direct
interaction is governed by nearest-neighbour interactions, as can be inferred from
Fig. 4.4. Because of this, we assume the line tension arises predominantly from
the edge particles having fewer than six bonds. In this case, we expect that the
line tension and the chemical potential scale similarly with α, and we only have
to determine ∆µ.

To determine the chemical potential, we have to determine the free energy dif-
ference between a crystal consisting of N Morse particles and that same crystal in
which one of the bulk particles is changed to an ideal gas particle. This is prob-
lematic because an ideal gas particle tends to explore all of the spherical surface,
while the Morse particle tends to stay near its lattice site. Therefore, we instead
determine the free energy difference associated with transforming one Morse par-
ticle into an “Einstein particle”, that is, a particle that is tethered to its lattice site
by a harmonic spring.

As reference Morse particle we take the particle that has the largest minimum
distance from the edge particles. By applying Bennett’s acceptance ratio [113] to
the case of N Morse particles and the case of where we transform this reference
particle into an Einstein particle, we obtain free energy differences that we can
directly relate to the excess chemical potential. In Appendix 4.A2 a more detailed
description of the procedure is presented. The found scaling is ∆µ ∼ α(−0.53±0.01).
Note that the free energy difference goes through an appreciable range as a func-
tion of α, as we find ∆µ ≈ −0.7/ε for the largest αr0 = 40, which is a third of
that of ∆µ ≈ −2.2 for the smallest αr0 = 4. It is thus important to take this scaling
into account when assessing the scaling for the largest circular domain size η0 at
which the growth transitions to ribbons.

With the scalings for the effective spring constant κ and hence Young’s modulus
Y and that of the chemical potential ∆µ and line tension γ determined, we can
quantify the two predicted scalings of Section 4.2 and Section 4.3. Both predict
scalings of the form η0 ∼ Raαb with different a and b. The critical circular domain
size at which the free energy has its minimum corresponds to scaling exponents
a = 0 and b = (−0.51± 0.02). The circular domain size at which the free energy
of a ribbon-like growth out of the pre-existing circular bulk is lower than the free
energy of an increased circular growth corresponds to exponents a = −0.2 and b =
(−0.41± 0.02). To determine how well either scaling matches with the simulations,
we need to determine the largest circular domain size from the simulations. We
describe our method now.

Finding the largest circular domain size involves identifying the edge of what
constitutes a circular domain and extracting the distance from that edge to the
centre of the domain, which can be reasonably approximated by finding the par-
ticle that is the furthest away from all edge particles. We calculate for all particles
the shortest distance to the edge. The particle that is the farthest away from the
edge we then consider to be the centre of a circular domain, and its distance to the
edge, divided by the template radius R, we take as value for η0. Incidentally, this
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number also gives a good indication of the transition from incorporated point
defects to ribbons, as this number scales differently with the range parameter
α when the crystal incorporates point defects, as we shall see in Section 4.5. This
analysis we perform with post-processing scripts that are described in more detail
in Appendix 4.A3. With all the methods discussed, we now present our results.

4.5 results

In Fig. 4.5 we present typical crystal structures we observe as a function of the
range parameter α. The figures show the top half of the spherical template that
is covered with particles. For αr0 = 4 the crystal incorporates various defects,
predominantly dislocations (Fig. 4.5(a)). At around αr0 = 8 a transition appears
to occur from incorporated defects to hexagonal packings in which the defects
are only located at the edge or around holes (Fig. 4.5(b)). Increasing α further to
αr0 = 16 (Fig. 4.5(c)) and αr0 = 32 (Fig. 4.5(d)) leads to a clear formation of ribbon-
like structures separated by larger tears. Furthermore the width of the ribbons
reduces, as is also predicted by both scaling theories in Sections 4.2 and 4.3.

Note finally that at larger α the effective temperature of the particles appears
to have increased slightly, in the sense that more particles appear in a gas-like
phase on the side of the template that is not covered by the crystal. The motion
of the particles inside the crystal, however, becomes smaller due to the increased
sharpness of the potential well depth.

Our crystals are reminiscent of the ones observed in simulations by Cong et al.
in Ref. [152]. For αr0 ≥ 8 we observe hexagonal patches separated by tears and
holes, i.e., ribbons. Below that α the crystal incorporates pleats and point defects,
which are reminiscent of those observed experimentally in Refs. [121, 141–143].
Hence, as shown experimentally in Ref. [61] and consistent with the calculations
of Ref. [144], ribbons only form when the elastic strain, regulated by the range
of the potential, prevents the formation of point defects. Interestingly, we do not
seem to observe the four-fold branching described in Ref. [144], possibly due to
the thermal fluctuations in our simulations, which are absent in a phase-field
crystal model, a model based purely on energy minimisation.

In Fig. 4.6 we show an illustrative example of the difference between ribbons
and incorporated point defects, obtained by applying the protocol of Section 4.4
to N = 450 particles on a template of radius R = 15r0 for αr0 = 4, 6 and 12. This
example is obtained at an area coverage to 12.5% to illustrate more clearly the
different structures. For αr0 = 4 the crystal is roughly spherical and incorporates
some defects. For αr0 = 6 we see a clear ribbon that is branching out of the initial
bulk while there are still defects in the original nucleus as well. Hence, there
appears to be a sort of “coexistence” between incorporated defects and ribbon
formation. For larger αr0 = 8 we see clear branching, and the defects in the bulk
are significantly reduced.
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(a) αr0 = 4, R/r0 = 30. (b) αr0 = 8, R/r0 = 30.

(c) αr0 = 16, R/r0 = 30. (d) αr0 = 32, R/r0 = 30.

Figure 4.5: Top view of typical crystals obtained from the simulation protocol at an area
coverage of 40%. Colour codes for the number of nearest neighbours (coordi-
nation). Images rendered by Ovito [160]. The back of the spherical template
is not covered except by particles in a gaseous phase that forms for αr0 ≥ 16.
Note that for αr0 = 4 the crystal incorporates dislocations and point defects
in the structure, while for αr0 ≥ 8 tears and holes form between patches of
hexagonal lattice.

We now analyse the size of the largest circular domain we observe. All sim-
ulation results from which the largest circular domain size is extracted below
correspond to a higher area coverage of 40% rather than the 12.5% that served as
an illustration of the morphology in Fig. 4.6. First we consider its scaling with the
spherical template radius. Figures 4.7(a) and 4.7(b) reveal that the critical domain
size scales sublinearly with R. This is inconsistent with the optimal circle scaling
argument [61, 144] but qualitatively consistent with our equal free energy scaling
theory. Fitting a power law to the data results in an exponent of a = (−0.17± 0.06)
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(a) αr0 = 4 (b) αr0 = 6 (c) αr0 = 8

Figure 4.6: Top view of crystals illustrating the transition from incorporated defects (a)
through an intermediate (b) to a predominantly branched structure (c) for 450

Morse particles interacting with varying α at an area coverage of 12.5%.

for the empirically observed scaling η0 ∼ Raαb, where the uncertainty of 0.06 is
the asymptotic standard error. This result implies that, at least over the small tem-
plate radius range we have access to, the observed scaling is consistent with the
equal free energy scaling, which predicts a = −0.2.

The figures also show that the largest circular domain size decreases with in-
creasing α. This is qualitatively consistent with either theory, as they predict the
scaling exponent of α to be either b = (−0.46± 0.02) (optimal circle scaling) or
b = (−0.36± 0.02) (equal free energy scaling). In Figs. 4.8(a) and 4.8(b) we plot
the observed largest domain sizes as a function of α, where we divide out the pre-
dicted scaling exponents with R for the optimal circular domain scaling theory
(a = 0, Fig . 4.8(a)) and the equal free energy scaling theory (a = −0.2, Fig . 4.8(b))

First of all, note that there are two different scalings with α. For αr0 ≤ 6, where
the crystal incorporates point defects, the domain size appears independent of
αr0. This makes sense as the largest circular domain will only depend on the
number of particles in the crystal, which, for our simulation setup, scales linearly
with R. Since the scaling theories presented in Section 4.2 and 4.3 only make
predictions about crystals that grow in ribbons, we omit the data for αr0 < 8 in
the following analysis.

Note that the data presented in Fig. 4.8(b) collapses onto a single curve, giving
a strong indication that in the parameter range we have access to, the equal free
energy scaling theory more closely describes our crystals. For αr0 ≥ 8, fitting a
power law gives us access to the second exponent b = (−0.332± 0.005). which, in
combination with the first exponent a = (−0.17± 0.06), quantifies our observed
scaling of η0 ∼ Raαb.

Now that we have quantified the two exponents of the scaling of the largest cir-
cular domain size for our simulations, we can compare them to both the optimal
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Figure 4.7: Scaling of the critical domain size η0 with the template radius R. Both the lin-
ear (a) and log-log scale (b) reveal that η decreases with increasing R, which is
not consistent with the optimal circle scaling, which predicts η0 ∼ R0. Qualita-
tively consistent with either theory, however, is that the largest circular domain
size decreases with increasing α.

circle scaling and the equal free energy scaling predictions. Recall that the former
predicts η0 ∼ (ρ∆µ/Y)1/4 while the latter predicts η0 ∼ (γ/RY)1/5. Substituting
the observed scaling of ∆µ ∼ γ ∼ α(−0.53±0.01) and Y ∼ κ ∼ α(1.52±0.08) leads to a
prediction of a = 0 and b = (−0.51± 0.02) for the optimal circle scaling argument
and a = −0.2 and b = (−0.41± 0.02) for the equal free energy argument. Hence,
the scaling exponents of a = (−0.17± 0.06) and b = (−0.332± 0.005) of the crystals
we observe appear to be, in the relatively small ranges of less than a decade, more
closely described by the equal free energy scaling than the optimal circle scaling.

4.6 discussion and conclusion

We performed Langevin dynamics simulations of Morse particles of diameter r0
on spherical surfaces of varying radius. We can tune the range of interaction
between the particles with a parameter α, where larger values of α represent
shorter ranges of attraction. We only consider a single interaction strength ε =
4kBT, at which we obtained well-equilibrated crystals. Below a critical αr0 ≤ 6 the
crystals that form are roughly spherical and incorporate dislocations and point
defects. Above this critical value the crystals instead exhibit a smaller, defect-
free, circle-like nucleus with protruding, ribbon-like structures. This provides a
confirmation of the suggestion that the formation of the ribbons is indeed driven
by the elastic instability put forward in Ref. [61].

We quantified the scaling of the size of these circular domains as a function of
both the template radius R and the range parameter α. We find that the largest
circular domain scales as η0 ∼ Raαb with a = (−0.17± 0.06) and b = (−0.332±
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Figure 4.8: Scaling of the critical domain size η0 with the potential shape parameter α
(a) at a constant area coverage of 40%. Dividing out the scaling with R−0.2

collapses all data onto one line (b). The scaling converges to η0 ∼ α−0.33 for
large α. The transition from incorporated defects to ribbons at around αr0 = 8
is apparent from the different scaling with α.

0.005). We propose a theory for the scaling with α and R based on a heterogeneous
nucleation of a ribbon-like structure on an existing circular nucleus. This is in
contrast to the scaling theory put forward in Ref. [61], which is based on where
the free energy of a circular crystal has its minimum.

We find that the observed scaling of the critical circle-to-ribbon transition size
is better described by our theory, indicating that the growth occurs through a het-
erogeneous nucleation of ribbon-like structures on a pre-existing circular nucleus.
However, we varied both parameters through at most one decade, so further stud-
ies on larger crystals are required to determine the full parameter range over
which the model is valid.

These findings indicate that in addition to its well-known influence on the num-
ber of local minima and liquid phase stability in free space, [100–102, 134] the
range of attraction also influences the morphology of the formed crystal on a
curved surface. This has important consequences for, e.g., the formation of virus
capsids, whose building blocks interact through short-ranged interactions [75] but
are typically modelled by a long-ranged Lennard-Jones potential [73]. This aspect
of the capsomere interactions thus requires more consideration, which we shall
give in Chapters 5.
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APPENDIX

4.a1 extracting effective spring constants

In order to estimate the scaling of Young’s modulus, we require the the effective
spring constant κ that keeps the particles in place in the crystal. For a single par-
ticle pair this can be found analytically by harmonically approximating the pair
potential around the minimum. For the case of the Morse potential, this leads to
κ = 2α2ε. However, this simple approximation does not take into account collec-
tive effects. Therefore, we extract effective spring constants from our simulation
data.

From our simulation trajectories, we determine a running average of the par-
ticle positions x by applying an exponentially weighted average to obtain for a
time step tn the average xa(tn) = (1 − ξ)x(tn) + ξxa(tn−1). The parameter ξ con-
trols how fast the past positions are “forgotten”. At each time step, we determine
the squared deviation of the particles from the average from the previous frame,
δx2(tn) := (x(tn)− xa(tn−1))2. This serves as an approximation of the squared devi-
ation of the particle from its average lattice site while taking into account that the
lattice site might drift in time. Typical squared displacement values we find are
of the order of 0.05r2

0. We empirically tuned ξ to a value of 0.9 at which the fast
motions about the average lattice site are suppressed.

This produces for each particle a time trace of the quantity δx2, which can
be averaged in time to obtain

〈
δx2〉 . If we assume particles are bound to their

lattice site by a harmonic spring, the effective spring constant then follows from
equipartition as 1

2κ
〈
δx2〉 = kBT. In Fig. 4.A1 we present distributions for the

squared deviation and effective spring constant for four values of α.
In Fig. 4.A2 we present the effective spring constants for all parameter values.

Note that for very large α the scaling breaks down. This is because the script
used to determine the peak in the histogram simply determines the numerical
maximum as an approximation for the mean. This breaks down for noisy and
particularly wide distributions, which we obtain for large α, as can be seen from
the grey and red distributions in Fig. 4.A1(b).

4.a2 determining the chemical potential

To determine the chemical potential of a particle in the crystal, we determine the
free energy difference between the original crystal of N Morse particles, and a
hybrid Morse-Einstein crystal in which the particle which is most representative
of the bulk of the crystal is replaced by an Einstein particle tethered to its initial
lattice site with a harmonic spring. To determine the most representative particle,
we apply the analysis to extract the largest circular domain size, which we shall
discuss later in Appendix 4.A3. This analysis finds the particle that is the furthest
away from all edge particles, which is the best available representative of the bulk.
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Figure 4.A1: Distributions of the squared fluctuations in the particle positions about their
lattice site (a) and of the effective spring constant κ = 2kBT/

〈
δx2〉 (b), both

for R = 40 r0 and an area coverage of 40%. For increasing α the peak in 〈δx〉2
shifts to the left and, consistently, the peak in κ shift to the right.

We put the spring constant to k = 50ε/r2
0, at which the Einstein particle and the

original Morse particle have comparable root mean square deviations from the
average lattice site, calculated following the procedure detailed in Appendix 4.A1.
We apply Bennett’s acceptance criterion [113] to the two different cases, whose
total potential energies are

U0 =
N−1

∑
i=0

N−1

∑
j>i

U(rij) +
N

∑
i=0

U(riN), U1 =
N−1

∑
i=0

N−1

∑
j>i

U(rij) + UE(xN), (4.13)

rij :=
∥∥xi − xj

∥∥ , U(r) = [UM(r)−UM(rc)] H(rc − r), (4.14)

UM(r) :=ε
[
e−2α(r−r0) − 2e−α(r−r0)

]
, UE(xN) =

1
2

κ(xN − xN(0))2. (4.15)

Here, U0 is the original truncated, shifted Morse potential U with cut-off distance
rc, well depth ε and range parameter α acting on all N particles with diameter
r0, while U1 is the original Morse potential acting on N − 1 particles combined
with an “Einstein potential” UE applied to the Nth particle. H(x) is the Heaviside
function with H(x) = 1 for x > 0 and 0 otherwise. The Einstein potential is, of
course, a harmonic spring with spring constant κ that attaches the Nth particle to
its initial position xN(0). Finally, rij is the scalar distance between particles i and
j, located at positions xi and xj.

We apply Bennett’s acceptance criterion [113] with energy offset C = 2.4ε and
sample

e−β(F1−F0−C) =
〈 f (β(U1 −U0 − C)〉0
〈 f (β(U0 −U1 + C)〉1

(4.16)
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Figure 4.A2: Extracted modal (lines) and average (symbols) of the effective spring con-
stant distributions from Fig. 4.A1. The data for R = 40 r0 best follows the
power law κ ∼ α1.56 with the asymptotic standard error of the fit being 0.05.

where β is the reciprocal thermal energy 1/kBT, f (x) is the Fermi function f (x) =
1/(1 + exp(x)), and the subscripts 0 and 1 mean that the average is obtained by
sampling the potential energy function U0 and U1, respectively. The value of C
corresponds roughly to the average potential energy difference between the two
potential energy functions, C = 〈U1〉1 − 〈U0〉0 . We determined this value for α =
16/r0 but applied it for all α. For varying α the averages 〈U1〉 and 〈U0〉 do differ
significantly, but the method remains usable for this one fixed value of C.

Applying Bennett’s acceptance ratio means that we generate trajectories corre-
sponding to both U0 and U1, and average f (β(U1 − U0 − C) over the trajectory
generated by U0, while we average f (β(U0−U1 + C) over the trajectory generated
by U1. This can then be converted straightforwardly into an estimate for the free
energy difference between the Morse and the Morse-Einstein crystal, as the excess
chemical potential of the Einstein particle µex

E can be calculated analytically from
the partition function and is µex

E = kBT ln(κA/2πNkBT), where κ is the spring con-
stant, A is the spherical template area, N the number of particles on the template
and kBT the thermal energy. Hence, the free energy difference can directly be con-
verted into an excess chemical potential by adding µex

E , which we present in Fig.
4.A3. The free energy difference appears to scale as µex

E ∼ α−0.52, independent of
the spherical template radius.

4.a3 extracting the largest domain size

To analyse the ribbons a series of steps is required. Each of them is explained in
detail here. First, we construct a network of nearest neighbours. Particles are con-
sidered nearest neighbours if their distance is less than 1.3r0 apart. This distance
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Figure 4.A3: Calculated excess chemical potential for N Morse particles in linear (a) and
log-log (b) scale. Note that increasing α leads to a higher chemical potential,
and the scaling appears to be independent of the spherical template radius.

Figure 4.A4: Different analysis stages of the same snapshot (a) obtained for α = 20/r0, R =
15r0 at area coverage φ = 0.4. (b) The coordination nc (number of nearest
neighbours) identifies bulk particles (nc = 6) and edge particles (nc 6= 6). (c)
We calculate for each bulk particle the shortest distance to the edge particles
(colour coded, units of r0).

coincides with the minimum after the first peak in the pair correlation function.
From this information we can identify “edge particles”, i.e., particles that do not
have six nearest neighbours.

With this information, we can compute for all particles that are not edge par-
ticles the distance to the nearest edge particles. The largest of these distances
we take as an estimate for the largest circular domain size, as it represents the
largest possible circle diameter that fits inside the crystal. This assumption breaks
down for α sufficiently small to allow for incorporation of defects inside the lat-
tice, rather than at the edge. This is observed for α ≤ 6 in Fig. 3(a). In Fig. 4.A4

we present snapshots of the different stages of analysis. With the aforementioned
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steps, we obtain a value for the largest circular domain η0 for each combination
of spherical template radius R and potential range parameter α.
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5
P H Y S I C S O F I M M AT U R E H I V- 1 C A P S I D S

This Chapter discusses a comparison of experimentally obtained immature HIV-1
capsid structures with a simulation model. In the simulations we represent the
capsomeres by spherical particles interacting through an isotropic pair potential.
We find that a relatively short-ranged potential captures the experimentally ob-
served local and global structure, as is evidenced by the pair correlation function
and the capsomere coordination statistics. Kinetic assembly rates of particles in-
teracting through this potential furthermore show signatures reminiscent of ex-
perimental data on immature HIV-1 assembly kinetics.
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5.1 introduction

Experimental advances have recently enabled structural studies of the protein
shell of immature HIV-1 virus-like particles (VLPs) by means of cryo-electron mi-
croscopy (cryoEM). [28, 161, 162] These were necessary, because, unlike icosahe-
dral viruses, immature HIV-1 particles are heterogeneous in size and morphology.
[163] This has an adverse impact on the statistical averaging necessary to recon-
struct images. One approach to mitigate this is to assemble the protein subunits on
a DNA-coated virus-like particle (VLP) obtained from the P22 bacteriophage as a
template, which results in monodisperse immature HIV-1 VLPs. [77] Another ad-
vantage of the P22 templates is that, unlike the gold nanoparticles previously used
[164], P22 is transparent to electrons, allowing full access to the three-dimensional
structure of the protein shell. These studies reveal that immature HIV-1 packs
into an incomplete, approximately spherical shell. [28, 46] Furthermore, the cap-
someres, which for immature HIV-1 consist of oligomers of the Gag polyprotein,
form a shell that only incorporates defects at the edge. In this context, defects
are capsomeres with other than six nearest neighbours. In contrast, icosahedral
viruses that we considered in Chapter 3, form a closed shell with twelve five-fold
point defects. [13, 14, 73]

In other words, only hexatic bond order is present in immature HIV-1 VLPs.
This indicates that for some reason, the free energy cost of forming point defects
inside the lattice is prohibitively large. In order to incorporate defects, arguably
the lattice has to bend and stretch. If the associated free energy cost is large,
then the structure accommodates the curved template in another way. One strat-
egy is stopping growth altogether, or at those points where stress accumulates.
This produces a hexagonal lattice that incorporates holes and tears, rather than
point defects, as is observed experimentally in colloidosomes and certain types
of viruses. [28, 46, 162, 164] The holes incorporated in the immature HIV-1 lattice
might be relevant to the functioning of the particle, as holes can facilitate access of
the enzyme protease to the lattice for cleavage of Gag later in the virus reproduc-
tion cycle. Furthermore, simulations show that the functioning of protease, the
enzyme responsible for cleavage, can be dramatically hindered by macromolecu-
lar crowding. [165]

The holes and tears observed in the immature HIV-1 lattice are reminiscent of
the holes observed in packings of colloidal particles on a spherical template (col-
loidosomes) if they interact through a short-ranged potential. [61]. Furthermore,
the formation of holes and tears is also reproduced in crystal phase field calcula-
tions in Ref. [144] and our Langevin dynamics simulations in Chapter 4. For these
structures, the holes form because the short-ranged nature of the interaction po-
tential makes the formation of point defects energetically too costly. The similarity
between the structures of immature HIV-1 VLPs on the one hand and the colloi-
dosomes of Ref. [61] on the other is striking and motivates us to characterise the
effective interaction potential between the Gag capsomeres as an isotropic pair
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potential. A proper characterisation of the effective interaction potential between
the Gag capsomeres can in turn give more insight into various observed proper-
ties of immature HIV-1. Specifically, it allows for simulations to study the kinetics
of self-assembly [166, 167] for which some experimental results are available that
allow for a qualitative comparison. [168]

To characterise the potential, we employ a model in which the capsomeres are
represented by spherical particles constrained to a spherical surface. We vary the
effective interaction potential between these particles, paying special attention to
the range of attraction and the interaction strength. From the available experimen-
tal findings we obtain statistical information on the number and types of defect
as well as pair correlation functions, which can be directly compared with our
simulation results.

The remainder of this Chapter is structured as follows. First, in Section 5.2,
we provide a short description of the simulation methods and we briefly discuss
how crucial simulation parameters are obtained from the available experimental
data. In Section 5.3, we present results on the pair correlation functions, defect
statistics and self-assembly kinetics, in order to assess how closely the effective
potentials reproduce the experimental data. Finally, in Section 5.4 we recapitulate
the most important findings in this work and discuss the implications for the in
vitro self-assembly of immature HIV-1.

5.2 methods

The experiments were performed by the Briggs, Rein and Dragnea groups. The
Rein and Dragnea groups synthesised two types of virus-like particles (VLPs).
The first, ∆MA, consists of the Gag protein whose MA-domain has been truncated.
These proteins assemble into VLPs when put in a solution with short yeast tRNA.
The second, P22/Gag, consists of ∆MA Gag assembled on a template derived
from P22 bacteriophage that has been functionalised with short single-stranded
DNA. [77] The Briggs group performed cryoEM measurements on these VLPs
in addition to wild-type immature HIV-1 (wtHIV). From these cryoEM measure-
ments, three-dimensional positions of the Gag capsomeres are reconstructed. This
information allows for a direct comparison with results from our computer simu-
lations, implying that we can quantify the effective interactions between the Gag
capsomeres. Data are available on six of the P22/Gag VLPs and on ten of both
the wtHIV and ∆MA VLPs.

In order to characterise the effective interaction between the Gag capsomeres,
we perform a combination of basin-hopping global minimisation [99–102] and
Langevin dynamics (LD) simulations [90] of spherical particles of diameter r0
on a spherical template of radius R. The radius R follows from the experimen-
tal VLP size. Gag capsomeres, however, are known to be hexagonal rather than
spherical. [25, 26, 28] We therefore need to determine an effective diameter for
the capsomeres, which we can obtain from the location of the first peak in the
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pair correlation function constructed from the experimentally obtained P22/Gag
capsomere positions. The typical number of capsomeres in a VLP is known from
the experiments. All other simulation parameters follow from matching the sim-
ulation data to the available experimental data.

We perform the basin-hopping calculations with the GMIN software [109] and
the Langevin dynamics (LD) simulations are performed with the LAMMPS soft-
ware. [87] To realise Langevin dynamics on a curved surface we employ the RAT-
TLE algorithm [114] described in Ref. [78] and Chapter 2. The damping time in
the Langevin equation provides a natural time scale. To avoid kinetic trapping,
we first perform a basin-hopping simulation to find deep potential energy min-
ima. These simulations involve basin-hopping calculations on 7500 independent
random initial configurations. From these we take the lowest energy structure as
input for the subsequent LD simulations. These in turn consist of simulating the
aforementioned low energy structure for 750 Langevin damping times at a con-
stant temperature, after which we sample for 500 damping times. We compare
the aforementioned basin-hopping results with simulations in which random,
non-overlapping configurations are directly equilibrated in a Langevin dynam-
ics simulation at constant temperature. This results in significantly different pair
distribution functions, indicating that at these densities the simulated particle
packings are prone to kinetic trapping and need to be prepared carefully.

In our simulations, we consider both the Lennard-Jones and Morse potentials.
Both are truncated and shifted at rc = 3r0 and are given by

U(r) = [Ux(r)−Ux(rc)] H(rc − r), (5.1)

where x = LJ for the Lennard-Jones potential and

ULJ(r) = εLJ

[(r0

r

)12
− 2

(r0

r

)6
]

, (5.2)

while x = M for the Morse potential and

UM(r) = εM

[
e−2α(r−r0) − 2e−α(r−r0)

]
, (5.3)

where H is the Heaviside function that is 1 for positive arguments and 0 otherwise.
We plot both in Fig. 5.1. The parameters εLJ and εM control the strength of the
interaction by setting the depth of the potential at the minimum, and a parameter
r0 that associates the potential energy minimum with the typical capsomere size.
The Morse potential has an additional parameter α that controls the range of the
interaction.

The parameter r0 we associate with the effective diameter of the capsomeres.
Both the parameters α and ε have to be determined by matching the particle
packing obtained from the simulations to those of the experiments. In particular,
we determine the pair correlation function g(r) [80] for the particles by calculating
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Figure 5.1: Lennard-Jones (dashed black line) and Morse (coloured solid lines/symbols)
potentials for varying α. Note that a larger value of α reduces the range of
the potential, leading to a sharper well around r = r0. For αr0 = 6 the har-
monic approximation for the Morse potential around r = r0 equals that of the
Lennard-Jones potential.

for all particle pairs the three-dimensional Euclidian distance distance between
them. Previous studies have shown that this does not lead to significantly different
results. [124] The position of the peaks in g(r) provides information about the
lattice structure, which can directly be compared to a g(r) calculated from the
experimental data. We vary εLJ , εM and α to determine what parameters give a
g(r) that most closely matches the experimental one. We average the g(r) from the
simulations over 100 snapshots 5 damping times apart. For the VLPs we consider,
we have data on six P22 VLPs, while we have data on ten wtHIV particles and ten
VLPs of modified Gag capsomeres assembled on short DNA strands.

We determine the best fit by calculating the normalised function inner product
of the pair correlation function from the experiments ge and that of the simula-
tions gs, [169]

〈gs, ge〉 :=

∫ rm
r=0 gs(r)ge(r)dr

[∫ rm
r=0 g2

s (r)dr
∫ rm

r=0 g2
e (r)dr

]1/2
. (5.4)

This quantity is 1 if gs and ge are identical, and close to 1 if they are similar. We
put the upper bound rm equal to a distance at which the peaks in g(r) are not
easily distinguishable anymore, which in our case is at rm = 5r0.

After determining what potential parameters give the best agreement in the
g(r), we determine the number and type of defect for both potentials and compare
those with the experiments. Defects are particles that do not have six nearest
neighbours. We consider all particles within a typical distance of the reference
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particle nearest neighbours. Since the position of the minimum after the first peak
in g(r) is a good approximation for the radius of the first neighbour shell, we use
this distance for the nearest neighbour criterion. The distribution of the defects
also gives insight into what potential gives a more accurate description of the
effective interaction between the capsomeres, and is a descriptor of the global
structure of the lattice, while g(r) is a descriptor of the local structure around the
capsomeres.

Finally, we probe the assembly kinetics of both potentials. In these simulations,
we slowly deposit particles on the spherical template until the area coverage
matching the experimentally observed VLPs is reached. Specifically, we deposit
one particle every 5 damping times, in a uniformly distributed random position
on the template that is further than 1.1r0 away from any other particle already
present. Should a trial position already be occupied, a new one is generated.

For this damping time the results are quasi-static, meaning that a slower depo-
sition rate no longer influences the observed defect statistics or the g(r). Further-
more, with this deposition rate, the defect statistics and g(r) of the equilibrated
structures after the deposition both closely match those observed for the struc-
tures that were minimised and subsequently heated, indicating that for slow de-
position, the particles get sufficient time to equilibrate to a deep minimum rather
than being kinetically trapped.

In the deposition simulations, we keep track of the defect statistics as a func-
tion of time in order to probe the assembly kinetics. We focus on the number of
five- and six-fold particles as a function of time to assess the characteristic time
signatures of the assembly generated by either potential. This signature can be
directly compared with the experimental data available on the assembly of imma-
ture HIV-1 Gag presented in Ref. [168].

We now present the results of each of the aforementioned simulations and anal-
yses. We provide the relevant simulation parameters alongside the simulation
results.

5.3 results

We first present experimental data provided by the Briggs and Dragnea groups on
the VLPs that are essential for determining simulation parameters. These are the
characteristic size of Gag capsomeres r0, the radius R of the spherical template
that models the P22 template, and the number of particles N. These virus-like
particles (VLPs) were produced in the Dragnea group and the cryoEM measure-
ments were carried out in the Briggs group. The experimental data include the
Gag capsomere positions that have been reconstructed from the cryoEM data for
6 P22/Gag VLPs. Provided alongside each capsomere position is a confidence
parameter between 0 and 1, which is typically high for Gag in a clear hexatic
structure and low for amorphous patches of Gag. The latter are rarely observed
experimentally [28] but are seen in the VLPs assembled on DNA-coated P22 fol-
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Figure 5.2: Radial Gag position around their collective centre of mass for DNA-coated P22

VLPs (blue), wtHIV (red) and capsomeres assembled on short DNA strands in
water (black). Two of the P22 VLPs where slightly larger, resulting in a bimodal
distribution. Overall the P22 VLPs are slightly smaller and significantly more
spherical as evidenced by the low spread in the data.

lowing the approach described in Ref. [77]. Because we are interested in structural
properties of hexagonally oriented capsomeres, we filter out those particles with
a confidence below 0.26, corresponding to a deletion of at most 28% of the cap-
someres, and we are left with between N = 259 and N = 379 capsomeres per VLP
for an average of N = 319. This leaves us with capsomeres that are positively in
a hexagonal lattice, and for these we attempt to determine effective interactions.
To do this, we still need to identify appropriate values for R and r0. The former
follows from the size distribution of the VLPs, and the latter from pair correlation
functions. We first turn to the size distributions.

In Fig. 5.2 we present the size distribution of the radial distance of capsomeres
from their collective centre of mass, averaged over the six VLPs. For comparison
we also show the distributions for ten wild-type particles (wtHIV) and ten ∆MA
Gag VLPs on yeast rRNA (∆MA). The peak for the P22 particles is split because
two VLPs were slightly larger, with a peak at 46 nm rather than 44. However, all
P22 VLPs are smaller than the ∆MA VLPs (47 nm) and the wtHIV particles (52
nm). We take the lower of the two peaks as typical template size, R = (44± 2.0)
nm for further calculations. The choice for r0 follows from the experimental pair
correlation function (Fig. 5.3) for the P22 VLP that we discuss, in more detail later.
For now it suffices to state that the first peak is clearly at r = (8.1± 0.2) nm, and
we associate this with the effective capsomere size r0.

With both r0 and R fixed, we can convert the typical number of particles N into
an area coverage as a first consistency check. Note that in the literature the area
associated with a capsomere is typically that of a hexagon of diameter r0,

√
3r2

0/2,
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so that a hypothetical complete hexagonal tiling of the spherical surface corre-
sponds to an area coverage of 100%. With this effective area for the capsomeres,
we find an area coverage of (73± 22)%, which compares favourably with the lit-
erature value of (70 ± 13)%. [28, 29, 46] This is an indication that the number
of capsomeres we obtain after removal of the disordered Gag is comparable to
that of both the ∆MA VLPs and wtHIV, indicating that the P22/Gag VLP can be
used as a proxy for other immature HIV-1 VLPs, at least for studying the capsid
structure.

Now that all required parameters are extracted from the experimental data, we
can set up our simulations to determine the effective pair potential parameters
εLJ , εM and α. We vary these parameters until the best agreement is reached in the
pair correlation functions g(r). The simulations consist of two stages we described
in Section 5.2. We first perform a global minimisation by means of basin-hopping.
Subsequently, we heat the lowest minimum to a target temperature kBT/εLJ,M.
The target temperature that gives the best match implicitly determines the inter-
action strength parameter. Note that this parameter is in principle different for
the different potentials.

We found the best fits of the pair correlation functions for the Lennard-Jones
and Morse potentials to be given by εLJ = 5 kBT, εM = 3.3 kBT and α = 14/r0,
see Fig. 5.3. Note that the values for the interaction strength are per capsomere
subunit, which, in the case of immature HIV-1, consist of six Gag polyproteins.
They are significantly smaller than those reported for, e.g, hepatitus B virus, for
which the effective subunit interaction strength between protein dimers is in the
order of 13 kBT. [130] The best fit in this case is given by the set of parameters
that maximises the functional inner product in Eq. (5.4), which we found leads to
〈gs, ge〉 ≈ 0.87. Variations in α do not have a significant impact on this quantity. A
variation of α = (14± 2)/r0 leads to small variations in the order of 0.05 in 〈gs, ge〉 .
Changing the interaction strength to εM = 3kBT and εM = 10kBT leads to a similar
variation in 〈gs, ge〉 . The Lennard-Jones potential gives an even better fit with a
value of 〈gss, ge〉 ≈ 0.93 with a small variation of 0.02. for interaction strengths of
εLJ = 3kBT and εLJ = 10kBT.

Visually, however, the variations in g(r) appear much more significant. By eye
we see that the found parameters for both the Lennard-Jones and Morse poten-
tials lead to a reasonably good reproduction of the local structure in terms of
the shape of the higher order peaks and their location. However, small variations
in them, especially in the interaction strength, lead to significant sharpening or
broadening of the peaks. Furthermore, increasing α leads to an increase in the
third and a decrease in the second peak. Apparently, the measure for fit quality
that we employ to guide the parameter search is not sensitive to these fluctua-
tions. Hence, we determined by eye the g(r) that best reproduces the secondary
and ternary peaks, which coincides with the original values. In hindsight, a least-
squares approach might be more sensible, although it should not include the first
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Figure 5.3: Pair correlation functions (arbitrary units) of P22 VLPs (black stars) and best
matching g(r) obtained from the simulations with Morse (top) and Lennard-
Jones (bottom) interparticle potentials (blue lines). The best-fitting parameters
for the pair potentials are given in the figure. The effective Gag size has been
divided out from the data and was r0 = (8.1± 0.2) nm.

peak to ensure this measure is not dominated by the lack of agreement of the
primary peak height.

In Fig. 5.3 the distance is scaled to the effective capsomere size of r0 = 8.1
nm. Incidentally, the pair correlation functions of both P22/Gag VLPs and wtHIV
(not shown here) have their first peak at the same distance, (8.1± 0.2) nm and
(8.1± 0.3) nm, respectively. The effective capsomere size for the ∆MA is smaller
at (7.4 ± 0.5) nm, possibly due to the truncation of the MA-domain. This is a
second indication that P22 VLPs exhibit the same local structure in the capsomere
lattice as wtHIV does, implying that information about the local capsid structure
obtained from P22/Gag VLPs can be directly extrapolated to wtHIV.

From Fig. 5.3 we see that both pair potentials produce a very similar local struc-
ture. The reason for the overall good agreement between the experiments and
simulations as well as that between the simulations is probably due to the rela-
tively high packing density so that the structure of g(r) is dominated by the steric
repulsion between the particles. This means that, as far as the local structure is
concerned, both potentials perform equally well as a descriptor for the effective
interactions between Gag capsomeres. Other quantities that we can determine
from the experimental data shall give more insight into the quality of either po-
tential as descriptor of the essential capsomere-capsomere interactions. One such
quantity is the defect distribution, i.e., the number and type of defects, to which
we turn now.

Recall that the immature HIV-1 lattice consists of hexagonally ordered cap-
someres and exhibits holes and tears but no point defects inside the lattice. This
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(a) (b)

Figure 5.4: Reconstructed capsomere positions for P22/gag (a) and wild-type HIV-1 (see
Section 5.2 for a description). We represent the capsomeres as spheres whose
colour codes for the number of nearest neighbours. Note that all capsomeres
have at most six nearest neighbours.

is in contrast to icosahedral viruses that exhibit exactly twelve point defects that
have five nearest neighbours. [14] For immature HIV-1, however, all capsomeres
in the lattice seem to either have six nearest neighbours or are separating six-fold
oriented particles from a hole, [28] resulting in a distribution of particles with
between one and six nearest neighbours. This is also clear from Fig 5.4 where we
show a reconstructed P22/gag capsid (5.4a) and a wtHIV capsid (5.4b). Ideally,
a model pair potential for the effective capsomere-capsomere interaction repro-
duces these statistics, because they are descriptive of the global structure of the
capsid. We consider all capsomeres within a distance of 1.3r0 of the reference cap-
somere to be nearest neighbours, as this coincides with the second minimum in
g(r) in Fig. 5.3.

In Fig. 5.5(a) we present the defect statistics for all three types of experimental
VLP, calculated from the experimental data provided to us by the Briggs and
Dragnea groups. Clearly, all three VLPs produce similar distributions of defects,
with roughly half of the particles having six nearest neighbours. The P22/Gag
VLPs produce slightly more particles with five nearest neighbours, possibly due
to the slightly higher area coverage. In Fig. 5.5(b) we compare the distribution of
defects between the P22/Gag VLP and the effective potentials. Note that in this
case, the Morse potential produces a distribution of defects much more consistent
with the P22/Gag VLP data than the Lennard-Jones potential does. From the
qualitative structures of the capsids shown in Fig. 5.6 it also becomes clear that the
Morse potential (a) produces a structure much closer to that of the experimentally
obtained capsids than the Lennard-Jones potential (b). See also Fig. 5.4. This is
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Figure 5.5: (a) Distribution of the number of nearest neighbours of ∆MA and P22 VLPs
and wtHIV (see main text, Section 5.2 for a description). Error bars indicate
the standard deviation. Note that P22/Gag and wtHIV exhibit qualitatively
the same behaviour, with around half of the particles having six nearest neigh-
bours, while the ∆MA particles have a larger number of six-fold oriented cap-
someres but a similar number of capsomeres of other coordination. (b) That
same distribution for the fitted Morse and Lennard-Jones (LJ) particles com-
pared to P22 VLPs. Note the good agreement between the Morse particles and
the P22/Gag VLP.

also consistent with Chapter 4, in which we find that a shorter range of attraction
induces more holes and smaller regions of hexagonal structure.

The agreement in the fraction of six-fold coordinated particles is remarkable.
Hence, while both the Lennard-Jones and Morse potential produce a similar local
structure, as evidenced from the g(r) in Fig. 5.3, they produce very different global
structures, as evidenced from the defect statistics in Fig. 5.5. From the latter we
conclude that the Morse potential provides a better overall description for the
effective interaction between the capsomeres.

Finally, to assess how the two different potentials influence assembly rates,
we perform the deposition simulations described in Section 5.2, in which we
slowly deposit particles on the spherical template until the target area coverage is
reached. By keeping track of the fraction of particles with four, five and six near-
est neighbours in time, we get insight into how the potential shapes influence the
assembly rate of the particle lattice. The time signatures of these assemblies allow
qualitative comparison with the literature. [168] To get more robust statistics, we
average over five different simulations, each of which has a different seed for the
pseudorandom number generator of the Langevin thermostat.

In figure 5.7 we show the fraction of particles with five n5 and six n6 near-
est neighbours for particles interacting via a Morse and those interacting via a
Lennard-Jones potential. Also shown is the area coverage, which reaches a fi-
nal value of 70%. The two potentials clearly show different time signatures. The
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(a) (b)

Figure 5.6: Position of Morse (a) and Lennard-Jones (b) particles on a spherical template
with parameters described in Fig. 5.3. The colour codes for the number of
nearest neighbours. Note that the Lennard-Jones capsid consists of one big
hole, while the Morse capsid exhibits more smaller holes.

Lennard-Jones potential leads to a quick assembly that proceeds by continuously
aggregating more particles in the lattice, evidenced by the relatively smooth evo-
lution of n5 and n6. Furthermore, assembly starts almost immediately, with n6
reaching 20% for an area coverage of less than 10%.

In contrast, the assembly rate of particles interacting through the Morse poten-
tial shows a much longer time delay between the start of the deposition simulation
and the actual assembly of the particles, with n6 reaching 20% only after the area
coverage reaches 20% as well, which is four times slower than those interacting
via a Lennard-Jones potential. The trace of n6 for the Morse particles as a func-
tion of time is reminiscent of the Gag density measured at the plasma membrane
during assembly [168], in which the Gag assembly clearly lags behind the RNA re-
cruitment to the cell membrane, and only then gradually increases. In both cases,
this result can be explained by the short range of interaction, which destabilises
small nuclei and a liquid phase.

The LJ assembly might be faster because the particles assemble into a liquid-like
phase while the Morse particles need to nucleate a stable nucleus.

In our simulations with the Lennard-Jones particles, the particles first condense
into a liquid-like phase out of which a crystal slowly forms. This leads to a faster
formation of a solid-like domain and hence a faster increase in n5 and n6. In
contrast, for a capsid of Morse particles, a stable nucleus forms at a later time
due to the shorter range of attraction and the absence of a liquid phase. The final
capsid structures, however, are close to those obtained in Figs. 5.6(a) and 5.6(b),
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Figure 5.7: Fraction of five-fold (n5) and six-fold (n6) particles in the assembled lattice
in a dynamic deposition simulation, interacting either through the Morse
or Lennard-Jones (LJ) potential, averaged over five independent simulations.
Note the logarithmic time axis. The assembly of LJ particles much faster than
that of the Morse particles, which seemingly only starts after the coverage
(dashed line) has reached 15%.

and the defect statistics at the final time step are consistent with those in Fig. 5.5,
indicating that the formed capsids are not kinetically trapped.

Hence, it appears that, regarding the assembly of the lattice, a short-ranged
Morse potential produces assembly kinetics that are at least qualitatively closer to
experimental observations. To enable a quantitative comparison, the simulation
time scale should be properly mapped onto the data available in the literature,
e.g., those of Ref. [168]. This, however, is out of the scope of this thesis.

5.4 discussion and conclusion

We have set up a simulation model to determine effective capsomere-capsomere
interactions in immature HIV-1 particles. The model is based on spherical beads
constrained to a spherical surface that interact through an isotropic pair potential
of variable strength and range. Both the bead size and the surface radius follow
from experimental observations on immature HIV-1 virus-like particles (VLPs)
assembled on a DNA-coated P22 template, [77] of which we show that its lo-
cal and global structure agree well with wild-type HIV. The model allows for a
quantitative comparison of the particle structure obtained from the simulations
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with those the experimentally obtained structure. By varying the pair potential
parameters we find a good agreement of the local structure between experiments
and simulations, as evidenced by the pair correlation functions, for both a short-
ranged Morse and a longer-ranged Lennard-Jones potential. This implies that the
structure of the capsids of immature HIV-1 virus-like particles are governed pri-
marily by the effective capsomere-capsomere interactions and their constraint to
a spherical surface, either through a template [77] or the cell membrane [25, 28].

The global structure of the particles produced by the Morse and Lennard-Jones
potentials, however, shows significant differences. Most notably, only half of the
particles in the Morse packing have six nearest neighbours, compared to almost
75% in the Lennard-Jones packing. The former fraction is very close to that ob-
served in the P22 VLPs and wild-type HIV-1, suggesting that the actual interac-
tions between the capsomeres are also of a short-ranged nature. For such short-
ranged Morse potentials, it is known that elastic instability hinders the formation
of point defects in the lattice and instead the lattice incorporates holes and tears,
[61, 144, 157] reminiscent of those observed in immature HIV-1. [28, 163] This im-
plies that the tears observed in immature HIV-1 particles are the result of elastic
strain induced by the short effective range between the capsomeres.

We finally apply both the Morse and Lennard-Jones potentials to simulations
in which particles are gradually deposited on the template in order to probe the
assembly kinetics. While a direct quantitative analysis between simulation and
experiment is not possible, we find that the two potentials produce very different
assembly time signatures. Specifically, the Morse potential exhibits a clear lag
time between the deposition of particles on the template and the actual assembly
of the particle lattice, while for the Lennard-Jones potential, aggregation of the
particles starts almost instantaneously. The former is closer to experimental data
on the HIV-1 capsomere protein assembly at the single particle level, where there
is also a clear lag time observed between the recruitment of viral RNA to the
plasma membrane and the actual aggregation of the capsomeres themselves. [168]
This is another indication, albeit less strong, that the nature of the interaction
between Gag capsomeres is of a short-ranged nature, and that the structure of the
immature HIV-1 capsid is a direct consequence of this.
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6
A S S E M B LY A N D D I S A S S E M B LY K I N E T I C S O F C O N I C A L
PA RT I C L E S

In this Chapter we investigate the assembly and disassembly of conical and rod-
like particles on a spherical template by means of computer simulations. The
shape of the particles provides a simple but more realistic model for virus cap-
someres than the spherical particles proposed in the previous Chapters, and it
allows us to qualitatively investigate the influence of the particle shape on the self-
assembly. We vary the particle geometry, the inter-particle interaction strength
and the particle-template interaction strength, and find four different regimes
characterised by 1) no assembly at all, 2) assembly of a capsid exhibiting holes
and tears, 3) assembly of a closed, almost defect-free capsid and 4) partial assem-
bly of empty capsids in addition to a capsid forming around the nanoparticle. We
also probe the assembly and disassembly rates, and find that the defective capsids
disassemble much faster, hinting at the potential importance of holes and tears for
the maturation of immature HIV-1.
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6.1 introduction

The packing of point particles on spheres has received a lot of attention since
the work of Thomson [170] in various forms of theoretical and computational
studies [13, 73, 116, 117, 119, 120, 123, 124, 127, 128, 144, 171–177] as a model for
virus capsids [14] and colloidosomes. [61, 69, 121, 122] We have touched upon this
matter in the previous three Chapters. However, we have not considered any com-
plex geometry for the particles at all, relying solely on point particles interacting
via spherically symmetric potentials as descriptors for the virus capsomeres that
make up the proteinaceous shell around the genetic material.

Although point particles provide insight into many aspects of the workings
of viruses, it is of some importance to investigate the role the geometry of the
capsomeres plays, especially because the shape of immature HIV-1 capsomeres
is very aspherical, with an aspect ratio of about 4. [9, 25, 26, 77, 164] From the
previous Chapters it appears that most equilibrium properties of the immature
HIV-1 capsid can be explained by the short interaction range and relatively low
surface coverage of the capsid. However, it is still unclear what causes the low
coverage. Furthermore, the impact of the capsomere structure on the assembly
dynamics of the virus capsid has not yet been considered.

In this Chapter we propose a model that explicitly takes into account the geom-
etry of the capsomere. Specifically, inspired by the works of the Glotzer [178, 179]
and Hagan [180] groups, we model our capsomere which, in the case of immature
HIV-1, consists of a bundle of six Gag proteins, as a conical particle that assembles
dynamically onto a large, spherical template that represents an RNA molecule [9]
or a colloidal template [77, 164]. The Monte Carlo simulations of Ref. [178, 179]
show that certain forms of conical particles robustly assemble into icosahedral
structures without the aid of a template. The Brownian dynamics simulations of
the Hagan group [180] involve rods end-attached to a spherical template at high
surface coverage that, depending on the interaction strength, either form bundles
or point out radially in a disordered fashion.

We are interested in the influence of particle shape on a capsid that self-assembles
on a nanoparticle. To this end we probe various shapes, going from rod to cone-
like, for varying capsomer-capsomer and capsomere-template interaction strengths.
We find four different assembly regimes, depending on the parameter settings. In
the first regime, no capsids form at all. In two other regimes, a capsid forms
around the nanoparticle, either completed or exhibiting holes and tears, reminis-
cent of those observed in Refs. [28, 77, 164] and Chapter 5, depending on the
interaction strengths and capsomere geometry. Finally, the fourth regime is char-
acterised by the formation of a completed capsid around the nanoparticle and the
additional formation of empty capsids. Unlike Yu et al. [180], we never observe
a regime in which the capsomeres adhere to the template but remain disordered
on the surface of the nanoparticle, presumably because the template-capsomere
interaction in our simulations is not sufficiently strong.
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Finally, we consider the assembly and disassembly kinetics of the rod-like par-
ticles. To probe the assembly, we determine the area coverage of the template as
a function of time. Similarly, we determine disassembly rates by taking a com-
pletely formed capsid, remove the nanoparticle, and equilibrate again. This can
be interpreted as a crude model for the cleavage of the NC domain of HIV-1 Gag
during the maturation process of the virus particle. [9, 28, 77] We find that some
of the defective capsids disassemble right away, while others exhibit lag times,
indicating that for a certain coverage and certain parameters, the removal of the
first capsomeres is nucleated. Some capsids seem to be meta-stable, meaning that
during the course of the simulation they do not show any significant structural
changes. Consistent with experiments and other simulations, this occurs even for
some parameter settings for which there is no spontaneous formation of empty
capsids. These findings imply that the relatively low area coverage observed in im-
mature retroviral capsids [28] might be a strategy to allow for relatively fast and
efficient rearrangement of the immature capsid into the mature, conical capsid.
This idea was also suggested for alphaviruses in Ref. [181].

The remainder of this Chapter is organised as follows. Firstly, in Section 6.2, we
explain the simulation method and analysis. Secondly, in Section 6.3, we present a
phase diagram of the different assembly types, after which we discuss the assem-
bly and disassembly rates. Finally, in Section 6.6, we discuss the most important
findings of this work and extrapolate them to the kinetics of viral self-assembly
and maturation.

6.2 methods

We perform Langevin dynamics simulations with the LAMMPS software [87]. We
model capsomeres, which in the case of immature HIV-1 consist of a bundle of
six Gag proteins, as linear rigid bodies consisting of four aligned, different beads
labelled 1 to 4 with diameters (d1, d2, d3, d4) = (r0, rc, 7rc/6, r0). Here, r0 is the size
of the first, smallest bead and our reference length unit. We scale the masses of
each bead with its volume and the mass of the first bead is our reference mass
unit. Hence, the mass of a bead of type i is given by mi = m1(di/d1)3. The distance
between the i and j = i + 1th particles is given by σij = (di + dj)/4, so that the
centre of the adjacent beads coincides with the radius. This prevents kinetic traps
in which two rods interlock. The factor 7/6 makes the particles more conical than
if the second and third bead had the same size. Although this makes the particles
technically conical even for rc = 1, we presume here that particles with rc = 1 are
sufficiently rod-like for our purposes. The parameter rc, which we shall refer to
as the capsomere shape parameter, sets how conical the particles are, with particles
of rc = r0 being almost rod-like. This can also be inferred from their radius of
curvature.

It is difficult to determine the preferred radius of curvature that results from
the inter-particle interactions and the thermal fluctuations. However, we can es-
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(a) (b) (c)

Figure 6.1: Capsomere models of different shapes controlled by the parameter rc in terms
of the smallest bead diameter r0 as described in Section 6.2. The leanest (a) has
rc = 1 r0, but note that the third bead is 7/6 bigger. The middle bead (b) has
rc = 1.2 r0 and the largest one has rc = 1.35 r0.

timate it on the basis of a simple geometric model. If N particles are to stack
on a spherical template with radius Rc, the radius of curvature, then the first
bead will be at a position of R1 := Rc + d1/2 from the centre of the template.
The second bead will be at R2 := Rc + d1/2 + (d1 + d2)/4, while the third one is at
R3 := Rc + 3d1/2 + d2/2 + d3/4. For N particles to tile this template, the relation
2πRi = Ndi has to hold for either i = 1, 2 or i = 1, 3, with the correct solution
the one that gives the smallest radius of curvature in order to prevent overlap of
the beads. Solving this system of equations leads to Rc = 10.25 r0 for rc = r0 and
Rc = 2.82 r0 for rc = 1.4 r0. Hence, the particles for rc = r0 prefer to pack with a ra-
dius approximately 2.5 times that of the template, while particles with rc = 1.4 r0
prefer a radius approximately 1.42 times smaller than the template. The particles
with rc = 1.3 r0 should be the most commensurate with the template as they have
Rc = 3.9 r0. See Fig. 6.1 for an illustration of the particle shapes and the influence
of the parameter rc.

The simulation volume consists of periodic boundaries in all three directions
and has dimensions of 40× 40× 60 r3

0. In the middle of the simulation volume
we place a large spherical bead with diameter d5 = 6 r0 that is attractive to the
first bead by means of a Morse potential. The central particle acts as a model for
an assembly template or RNA, and we refer to it as type 5. We shall describe
the interaction potential in more detail later. We initially fill the volume with
a simple cubic lattice of cones and delete those of which any beads are within
10 r0 of the template. The lattice spacing is 4r0 in the x and y direction and 8r0
in the z-direction. After deletion we are left with 768 cones in the volume. We
apply a Langevin thermostat with a temperature T and a damping time τL that
serves as our reference time unit. Furthermore, the thermal energy kBT, with kB
Boltzmann’s constant, is our reference energy unit. We keep the template position
fixed in the centre of the simulation volume to facilitate analysis.

Capsomere-capsomere and capsomere-template interactions are described by a
Morse potential that we truncate and shift at a given, bead-dependent cutoff rc

ij
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that is not to be confused with the capsomere shape parameter, and where i and
j now indicate bead types,

U(rij) =
[
UM(rij)−UM(rc

ij)
]

H(rij − rc
ij). (6.1)

Here, H(x) is the Heaviside function, with H(x) = 1 for x > 0 and H(x) = 0
otherwise. UM(rij) is given by

UM(rij) = εij

[
e−2αij(rij−σij) − 2e−αij(rij−σij)

]
. (6.2)

In this potential −εij corresponds to the minimum located at rij = σij and regu-
lates the attractive strength, while the parameter αij sets the effective range of the
attraction.

To approximate the effective immature HIV-1 Gag interactions we put αij =
12/r0, independent of the bead types. For this value of α, consistent with Chapters
4 and 5, the capsomeres do not form a liquid-like phase, neither in the bulk nor
on the nanoparticle. Furthermore, they do not incorporate point defects in the
shells. The only defects we observe are either small pentagonal rings consisting
of five capsomeres with five nearest neighbours, or larger holes and tears.

The value for σij determines the location of the minimum in the pair potential.
To make this minimum correspond to touching beads of diameters di and dj, we
have σij = (di + dj)/2. The first and last bead in the rigid cones are only there to
provide steric repulsion to prevent clustering, and hence we put the cut-off at rc

ij =
σij, so that the beads are purely repulsive. For the inter-capsomere interactions, we
apply a cut-off of rc

22 = rc
33 = 6r0, while for the capsomere-template interaction we

have rc
15 = 12r0. Note that this implies that the template is purely repulsive for all

other beads. This way the capsomeres will not lie flat on the template.
Finally, we need to set the interaction strength εij. We regulate the capsomere-

capsomere strength independently from that of the capsomere-template interac-
tion. Hence, we shall refer to ε15 as εtc. All the other εij are equal and shall be
referred to as εcc.

We are mainly interested in the influence of the interaction parameters and the
shape of the conical particle on the self-assembly behaviour. Hence, we perform
parameter searches in εcc and εct as well as in rc. For the inter-particle interaction
we find that capsid formation occurs around εcc ≈ 3 kBT and εct ≈ 6 kBT, so we
perform parameter searches in that range. For rc we take rc = r0 as lower bound
to investigate the behaviour of rod-like particles that have a very large preferred
radius of curvature, as immature HIV-1 Gag is reported to have [77]. We take the
upper bound of the shape parameter to be rc = 1.35 r0, at which the effects of the
capsomere preferred radius of curvature should be noticeable.

With all our simulation parameters determined, we now briefly discuss the
two simulation types and the analysis we perform before continuing with the
results in Section 6.3. The first consist of self-assembly studies. We start with
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our particles in the configuration described above, and we run a simulation for
20000 τL time units with a time step size of 0.001 τL. From the obtained trajectory
we determine the area coverage of the template as a function of time φ(t) as
follows. We determine the area coverage by calculating the number of beads of
type 2 in a spherical shell between R + d1 − d2/2 and R + d1 + d2/2. Note that this
shell is where we expect them to be should a capsomere attach to the template
and stick out along the normal of the sphere. We assign to each bead an area of
πd2

2/4, whereas the area associated with the spherical shell is 4π(R + d1)2. Hence,
if the number of beads in the volume at a time t is n2(t), then the area coverage is
φ(t) = n2(t)d2

2/16(R + d1)2.
If, after the initial time interval of 20000 τL, the area coverage does not appear

to be steady-state, we resume the simulation for another time interval of 50000 τL.
Some area coverages still did not appear to be in equilibrium after this time span,
indicating that the association and dissociation free energies are very close to each
other. Presumably, if given sufficient time, these capsids would reach steady state,
but it is unclear whether these capsids are defective or complete. We observe four
regimes, being (1) no capsid formation, (2) formation of a defective capsid, (3)
formation of a closed capsid around the template and (4) formation of empty
capsids in addition to the one around the template. These shall be discussed
in more detail later in Section 6.3. We consider capsids to be defective if their
final area coverage is below 70%. We furthermore analyse the calculated φ(t) as a
function of time in order to probe the influence of the aforementioned parameters
on the assembly dynamics.

Finally, we perform disassembly simulations to probe the influence of the pa-
rameters εcc, εct and rc on capsid dissociation. These simulations consist of taking
the steady-state configurations obtained from the assembly simulation, deleting
the template, and equilibrating again for a time interval of 20000 τL. To probe the
stability of the capsid, we keep track of what we call the dissociation parameter δ(t).
It is defined as

δ2(t) =
1

N − 1

N

∑
i=1

(xi(t)− xCOM(t))2 (6.3)

where the sum runs over all Ni beads of type 1 with position xi that were within
a distance of 4r0 of the template. In other words, the sum runs over all beads of
type 1 in the cones that constitute the original capsid around the template. xCOM
in turn is defined as the average position of all the beads of type 1 in the original
capsid,

xCOM(t) =
1
N

N

∑
i=1

xi(t). (6.4)

Hence, the dissociation parameter δ(t) is the time-dependent standard deviation
of the position of the beads of type 1 that originally formed the capsid. For stable
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capsids, this value is small, that is, on the order of the thermal fluctuations of the
particles in the capsid. However, in the event of a dissociating capsid, this value
increases, and for a fully dissolved capsid, it saturates at a large value that is
set by the simulation volume. Dissociation events can be recognised as a sudden
jump of δ with time, while a stable capsid exhibits a δ(t) that fluctuates around a
constant value.

With these simulation setups and analyses, we can determine the equilibrium
behaviour and assembly and disassembly kinetics of our conical particles, which
we turn to now in Section 6.3.

6.3 equilibrium capsid structure

As announced, we find four different self-assembly regimes that arise because
of the interplay between the capsomere-capsomere interaction strength εcc, the
capsomere-template interaction strength εct and the capsomere shape parameter
rc, where rc = r0 corresponds to almost rod-like particles similar to those of Ref.
[180] and rc > r0 to conical particles similar to those of Refs. [178, 179].

In the first regime the interactions between capsomeres and between capsomeres
and template are not sufficiently strong to form capsids. If either the capsomere-
capsomere or capsomere-template interaction become stronger, or the preferred
radius of curvature of the capsomeres matches the template more closely, capsid-
like structures do form. In the second regime, these capsid-like structures are
defective in the sense that they exhibit large tears that run across the surface, pre-
venting their full closure. The third regime is entered when the preferred radius
of curvature of the capsomeres adapts to match the radius of curvature of the
template. In this regime the capsomeres form a closed capsid-likes tructure that
exhibits a small number of defects. The last regime is entered by increasing the
capsomere-capsomere interactions further and is characteristed by the formation
of empty capsid-like structures in addition to that around the nanoparticle. In Fig.
6.2 we present illustrations of the four typical phases, and we present a close-up
of an empty capsid in 6.3.

Fig. 6.4 shows the steady-state area coverages of the capsids presented in Fig.
6.2. These clearly illustrate the transition from empty to defective to completed
capsids as a function of rc, with φ < 0.7 corresponding to defective capsids and
φ < 0.2 to empty capsids.

We now present phase diagrams of the above four regimes as a function of the
inter-capsomere interaction εcc and the capsomere shape parameter rc. We first
consider the capsomere-template interaction strength εct = 6 kBT in Fig. 6.5(a).
For sufficiently weak inter-capsomere interactions εcc ≤ 2.5 kBT, capsids do not
form, irrespective of the capsomere shape. For εcc = 3 kBT, particles are sufficiently
conical from rc ≥ 1.15 r0 to stabilise a capsid, although for rc = 1.15 r0, the capsid
is defective. For increased εcc = 3.5 kBT only rod-like particles with rc = r0 do not
form capsids and the stable capsid range increases to 1.05 ≤ rc/r0 ≤ 1.35, with
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(a) εcc = 2.5 kBT, rc = 1.0 r0. (b) εcc = 3.5 kBT, rc = 1.1 r0.

(c) εcc = 3.5 kBT, rc = 1.2 r0. (d) εcc = 4 kBT, rc = 1.2 r0.

Figure 6.2: The four observed assembly regimes. (a) No assembly, (b) defective capsids, (c)
completed capsids around the nanoparticle and (d) formation of empty cap-
sids in addition to the one around the nanoparticle. The capsomere-template
interaction strength is εct = 6 kBT. The capsomere-capsomere interaction
strength εcc and the particle shape parameter rc vary and are given in the
subcaptions. r0 is the diameter of the red bead and kBT is the thermal energy
with kB Boltzmann’s constant and T the temperature. Particle transparency in-
creases with the distance from the nanoparticle and the light blue lines in the
background indicate the periodic boundaries.

the capsids for rc = 1.05 r0 and rc = 1.1 r0 being defective. Finally, for εcc = 4 kBT,
we observe defective capsids for all shapes with rc ≤ 1.1r0, while above that shape
parameter empty capsids form in addition to the capsid around the nanoparticle.
According to our simulations, the empty capsids do not adopt a single radius of
curvature. This is consistent with the experimental findings in Ref. [77].

For a somewhat stronger capsomere-template interaction of εct = 7 kBT we
obtain qualitatively similar behaviour as shown in Fig. 6.5(b). For the weaker
inter-capsomere interaction εcc = 2.5 kBT that we considered, the particles form
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Figure 6.3: Close-up of the empty capsids forming for εcc = 4 kBT, εct = 6 kBT and
rc = 1.2 r0. The parameters are explained in Fig. 6.2. Note that the radius of
curvature that the capsomeres adopt in absence of a template is not constant.
The capsomeres tend to fold around pentagonal rings, rather than adopting
point defects.
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Figure 6.4: Final area coverage of the capsids corresponding to εct = 6 kBT (a) and εct =
7 kBT (b). For interaction strengths below εcc = 3 kBT no capsids form at all.
For εcc = 3 kBT and sufficiently conical particles with rc ≥ 1.2r0 capsids do
form. Capsids with an area coverage below 70% exhibit holes or tears like the
one seen in Fig 6.2(b). For very strong interactions, even rod-like particles with
rc = r0 reach an area coverage of almost 50%. The parameters are introduced
in Figs. and 6.2.

defective capsomeres for rc ≥ 1.2 r0, while below that shape parameter no capsids
are formed. For εcc = 3 kBT the shape parameter induces a transition from no
capsids below rc ≤ 1.1 r0, through defective capsids for rc = 1.15 r0, to completed
capsids for rc = 1.2 r0. The only difference between the two capsomere-template
interaction strengths manifests itself for εcc = 2.5 kBT, at which the capsomeres do
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Figure 6.5: Phase diagram of the capsid assembly as a function of the capsomere shape pa-
rameter rc and the capsomere-capsomere interaction strength εcc normalised
to the thermal energy kBT. For rc = r0 the particles are rod-like while for rc > r0
they are conical. We consider two capsomere-template interaction strengths
εct = 6 kBT (left) and εct = 7 kBT (right). The four phases we observe are (1) no
capsids (black triangles), (2) defective capsids (red crosses), (3) completed cap-
sids around the nanoparticle (green circles) and (4) empty capsids in addition
to one around the nanoparticle (blue open circles).

form defective capsids for εct = 7 kBT. This suggests that the increased capsomere-
template interaction aids in the formation of capsomeres by making capsomere-
capsomere encounters on the nanoparticle surface more probable. For none of
the combinations of εcc and εct we find phases consisting of a high area coverage
but disordered particles, unlike the findings reported in Ref. [180]. We presume
this is because of the relatively small value of εct, which prevents the adsorption
of capsomeres on the template unless they can form stable nuclei, which only
happens when the capsomeres themselves have a radius of curvature significantly
close to that of the template.

It is now clear that the geometry of the capsomeres has a profound influence on
both the stability and the structure of the formed capsids. Note that the defective
capsids produce area coverages between 45% and 70%, which is in the same order
as found for immature HIV-1 capsids in experiments. [25, 28]

6.4 assembly kinetics

By visually analysing the capsomere trajectories obtained from the simulations in
the previous Sections, it appears that the assembly process is driven by a simple
diffusion of the capsomeres to the nanoparticle, to which they subsequently attach.
The second step consists of the capsomeres on the nanoparticle forming a stable
nucleus. All additional capsomeres predominantly attach to this nucleus instead
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of adsorbing at a random position on the sphere. Such an assembly process can
be described with a diffusion-based simple model in which two assumptions are
made. The first is that each adhering particle reduces the available volume for
the other particles to attach to. The second is that the adsorption of particles
does not reduce the particle concentration in the bulk significantly, i.e., there are
many more particles in the bulk than will fit on the template. Note that this
model assumes that there is no explicit influence of the capsomere-capsomere
interactions, although they can influence the diffusion coefficient. We assume that
the capsomere-template interaction is so strong that the number of particles that
recycle back into the solution is negligible.

The diffusion coefficient D of the particles and the template radius R set the
lag time τl ≈ R2/D it takes for a quasi-steady state concentration profile to form.
After this time, the number of particles on the sphere obey the simple differential
equation dN/dt = 4πR2 J(1− N(t)/Nmax), where Nmax is the maximum number
of particles the template accomodates for and J is the quasi-steady state influx
of particles. Note that in our case, the diffusion coefficient of the particles differs
with varying shape parameter rc and interaction strength εcc. We determine this
dependence by calculating the mean squared displacement of short simulations
without a nanoparticle over a time interval of 1000 τL. We already know the max-
imum number of particles the template accomodates for from the equilibrium
capsid structures.

With the diffusion coefficient known, we only need to find an expression for
the steady state influx of particles J = D∂c/∂r, which, in turn, can be related to
the quasi-steady state concentration profile c0 and is given by c(r) = c0(1− R/r),
with c0 some unknown constant. The influx through the surface of the spherical
template, i.e., the influx of particles actually reaching the spherical template, is
then c0 and hence we have Ṅ = Dc04πR2(1−N(t)/Nmax). The ratio N(t)/Nmax can
be related to the area coverage, but unlike the one previously defined in Section
6.2, it now is the actual coverage at the template, and we denote it as ψ(t) :=
N(t)/Nmax. Then the differential equation has a simple form ψ̇(t) = Γ [1− ψ(t)]
with Γ := Dc04πR2/Nmax an intrinsic adsorption parameter. The solution of this
differential equation is given by

ψ(t) = ψ0

[
1− e−Γt

]
. (6.5)

The intrinsic adsorption rate Γ can be determined by fitting this expression to the
time evolution of the area coverage.

In Fig. 6.6 we show the area coverage φ as a function of time for various com-
binations of parameters. From these it is clear that the aforementioned model
gives a good description of the assembly process, as the time evolution of the
area coverage follows an exponential decay. However, the data shown in Fig. 6.6
correspond to only one simulation trajectory. To obtain a good quantification for
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(c) εcc = 2.5 kBT, εct = 7.0 kBT.
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Figure 6.6: Assembly rates of the capsids around the nanoparticle for various parameter
settings. We present the nanoparticle area fraction covered by the capsomeres
φ(t) as a function of time t expressed in Langevin damping times τL in addi-
tion to the parameters introduced in Fig. 6.5. Note the exponential decay in
assembly rate, as predicted by Eq. (6.5).

Γ, an average has to be taken over many independent trajectories instead, which
we shall attempt in future work.

By comparing Figs. 6.6(a) and 6.6(b) we see that an increase in the capsomere-
capsomere interaction strength to εcc = 3.5 kBT stabilises the capsid for rc/r0 = 1.1.
Hence, an increased capsomere-capsomere interaction strength can compensate
the mismatched preferred radius of curvature of the capsomeres. Furthermore, we
see that for εcc = 2.5 kBT, the assembly for rc/r0 = 1.20 and rc/r0 = 1.35 is slower,
but they appear to converge to a completed, potentially defective capsid. This is
due to a larger recycling of capsomeres from the template back into the solution.
Finally, we see that an increased capsomere-template interaction εct = 7 kBT can
also stabilise the capsid for rc/r0 = 1.1.
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6.5 disassembly kinetics

More counterintuitive is that, apparently, a stronger capsomere-capsomere in-
teraction leads to a faster assembly rate for rc = 1.35 r0 (black line), whereas it
slows down the assembly of the more rod-like particles that have rc = 1.2 r0. While
the faster adsorption can be explained by the faster formation of a critical nucleus
on the nanoparticle to which new capsomeres can attach, we have no explanation
for the apparent slowing down, which could be an artifact of poor statistics. More
simulations shall have to give more insight into this.

In Fig. 6.6(c), we see that increasing the capsomere-template interaction might
be sufficient for compensating a lower capsomere-capsomere interaction, because,
in addition to making the initial increase in area coverage occur slightly earlier,
the final area coverage for rc ≥ 1.2 r0 approaches 60% and appears to be still
increasing, although the assembly rate is appreciably slower than those for εcc =
3 kBT.

Finally, in Fig. 6.6(d) we see that an increased interaction strength between
capsomere and template is of little consequence for the final area coverages for
rc = 1.2 r0 and rc = 1.35 r0, as the final area coverages are close to those observed in
Fig. 6.6(a). This implies that the final area coverage is determined by the geometry
of the capsomeres rather than the energetics. However, the increased attraction
between template and capsomeres does lead to an enhanced stability of the rc =
1.1 r0 capsid, which now forms a stable, complete capsid.

6.5 disassembly kinetics

Now that we have seen how the capsomere shape and the interaction param-
eters influence the assembly behaviour and dynamics, we turn to disassembly
dynamics. To probe these, we remove the nanoparticle from the final configura-
tion obtained from the assembly dynamics, and we equilibrate the particles for a
time interval of 20000 τL, as described in Section 6.2. This produces a trajectory of
an empty capsid that, depending on the parameters, does or does not fall apart.
Because the nanoparticle that was held in place is now gone, the capsid can in
principle diffuse throughout space, and we need to resort to a slightly different
measure to probe the disassembly. In particular, we consider the dissociation pa-
rameter δ(t), which fluctuates around a small value for capsids that remain intact
but jumps to a larger value for a dissociating capsid.

Of particular interest is the influence of the capsomere geometry and capsid
completeness on the disassembly rate, which, for some viruses, plays a crucial
role in their life cycle. [9, 25, 181] Furthermore, we expect the final area coverage
to play some as-of-yet unclear role in the disassembly, and hence choose param-
eters to probe this as well. First, however, we verify that after removal of the
nanoparticle the equilibrium properties of the capsids for the same parameters
εcc and rc are equivalent. To do this, we present in Fig. 6.7 the disassociation pa-
rameter δ as a function of time for completed and defective capsids obtained with
different capsomere-template interaction strengths εct = 6 kBT (a) and εct = 7 kBT
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Figure 6.7: Dissociation parameter δ(t) of assembled capsids for εcc = 3 kBT. The legend
indicates the pair of values (rc/r0, εct/kBT), with the symbols having the same
meaning as in Fig. 6.6. Stable capsids exhibit small fluctuations around a con-
stant δ, whereas dissociating capsids exhibit an increasing δ that saturates at a
larger value.

(b) for εcc = 3 kBT and rc = 1.15 r0, rc = 1.25 r0 and rc = 1.35 r0. For some
of the disassembled capsids, δ(t) fluctuates to lower values than the initial one.
This can happen if, after disassembly, the capsomeres that belonged to the capsid
diffuse closer together than the capsid radius. This artefact can be removed by
considering a moving average instead.

From the figure it is clear that capsids that had a similar structure for either εct
exhibit a similar disassembly behaviour. The completed capsids for rc = 1.15 r0
both fall apart, albeit at significantly different times. For rc = 1.25 r0 both capsids
remain stable, indicating that these capsomeres produce a radius of curvature
that is more commensurate to the radius of curvature of the template, which
is consistent with their preferred radius of curvature of Rc = 3.84 r0 calculated
in Section 6.2. For the bulkiest capsomeres with rc = 1.35 r0 we see that the
εct = 6 kBT capsid falls apart while for εct = 7 kBT it does not, at least not in our
simulation time scale. We presume that the latter capsid will fall apart at a later
time, although future work will have to give more quantitative insight into the
disassembly time scales for the capsids.

Finally, note that the disassembly is characterised by a sudden jump in time of
δ(t), rather than a gradual increase. Hence, the dissociation of the completed cap-
sid appears to be a nucleated event and the capsid exhibits metastability, consis-
tent with previous experimental observations. [10, 182] To verify if this nucleated
disassembly is also present in defective capsids, we perform the same simulations
for the defective capsids in phase space (rc/r0, εcc/kBT, εct/kBT) = (1.1, 3.5, 6),
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Figure 6.8: Dissociation parameter δ(t) of three defective capsids. Legend indicates the
trible of values (rc/r0, εcc/kBT, εct/kBT), where εct corresponded to the original
capsomere-template interaction before the nanoparticle removal. The meaning
of the symbols is explained in Fig. 6.6. Two of the four capsids do not fall apart
during the simulation.

(1.1, 4.0, 6) and (1.35, 2.5, 7). The disassembly rates for these capsids are shown
in Fig. 6.8.

From Fig. 6.8 we see that disassembly of defective capsids is fastest for the
weakest capsomere-capsomere interaction strengths and the least commensurate
preferred radii of curvature of the particles. Hence, it appears that both the cap-
sid geometry and the interaction strength εcc determine the rate of disassembly.
In an attempt to decouple the two parameters, we take a defective capsid and a
completed capsid, exchange their potential and shape parameters, and repeat the
disassembly simulations for them. In particular, we take (rc/r0, εcc/kBT, εct/kBT) =
(1.1, 6, 3.5) and (1.2, 6, 2.5). We present the results in Fig. 6.9, from which we see
that the capsids corresponding to both (rc/r0, εcc/kBT) = (1.2, 2.5) and (1.1, 3.5) dis-
sociate on a similar time scale. Hence, capsomere-capsomere interaction strength
indeed can compensate for a higher defectiveness of the capsid. The defective cap-
sid at a smaller interaction strength, however, falls apart an order of magnitude
faster. More simulations are necessary for a proper quantification of the exact time
scales. However, they make sense intuitively, because if the capsid exhibits a large
tear down the middle, the severing of a few capsomere bonds is sufficient to lead
to two half-capsids that are free to diffuse, and hence the capsid easily dissociates.
This is also seen in simulation trajectories, in which, after severing a few bonds, a
defective capsid falls apart in two halves or quickly folds open. We illustrate the
latter process in Fig. 6.10. This fast dissociation leads to a biological advantage
and is believed to be a design strategy of certain viruses. [181].
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Figure 6.9: Dissociation parameter δ(t) of capsids assembled for εct = 7 kBT and εcc =
3.5 kBT equilibrated at another value for εcc. The meaning of the symbols is
explained in Fig. 6.6. The capsids corresponding to rc/r0 = 1.1 are defective
while those for rc/r0 = 1.2 are not.

On the other hand, even if the capsomere-capsomere interaction is relatively
weak, in order to dissociate a complete capsid, many bonds need to be broken
in a nucleated manner. [181–183] Such disassembly has a much lower probabil-
ity since the completed capsid with εcc = 2.5 kBT and rc = 1.2 r0 dissociates in
roughly the same time span as the capsid of εcc = 3.5 kBT with rc = 1.1 r0 which
exhibits one large tear across about one fourth of the template surface. Because for
εcc = 2.5 kBT we see from Figs. 6.4 and 6.5 that the capsomeres would never self-
assemble around the nanoparticle at all. Hence, the dissociation must be slowed
down by the fact that capsomere removal has to be nucleated. Hence, it is the
capsid geometry alone that is sufficient to keep it intact for a much longer time
than in the case of a defective capsid. This hints at the important role played by
the capsomere geometry in determining not only the structure of the capsid, but
also the dissociation rate, as previously also stated in Ref. [181].

6.6 discussion and conclusion

We studied by means of computer simulations the self-assembly of conical parti-
cles as model capsomeres on a spherical template, for which we vary the capsomere-
capsomere and capsomere-template attraction strength as well as the capsomere
shape, ranging from rod-like to conical. We find that no capsids form for weak
capsomere-capsomere and capsomere-template interactions. An increase in either
capsomere-capsomere or capsomere-template interaction causes the formation of
two types of capsid, depending on the geometry. The first kind, observed for
more rod-like particles, form defective capsid-like structures that exhibit large
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(a) (b)

Figure 6.10: A disassembling empty capsid for εcc = 3.0 kBT, rc = 1.15 r0. The initial cap-
sid is assembled on a template with capsomere-template interaction strength
εct = 6.0 kBT, after which the template is removed. Within a few Langevin
time units, the capsid folds from its closed state (a) to a half-open spherical
configuration of a radius of cuvature about twice as large as the original tem-
plate (b), which is close to the preferred capsomere radius of curvature of 8
as calculated in Section 6.2. The capsomeres remain in this configuration for
an order of magnitude longer than the duration of the opening event itself,
before eventually falling apart.

holes and tears, reminiscent of those observed in some experiments on immature
HIV-1 [28]. The second kind, observed for more conical particles, form closed
capsids that exhibit few defects.

In both cases, the capsid geometry also plays a significant role in determining
the final area coverage of the nanoparticle, which exhibits an optimum for parti-
cles with a commensurate preferred radius of curvature. Increasing the capsomere-
capsomere and/or capsomere-template interaction strength further destabilises
the defective capsids in favour of completed ones, until for even higher capsomere-
capsomere interactions empty capsids form in addition to the one around the
nanoparticle occurs. For these particles it is difficult to perform further analysis on
the dynamics of the self-assembly because the empty capsids significantly reduce
the number of capsomeres available for the self-assembly on the nanoparticle.

For the regime where capsids form only around the nanoparticle, we analysed
the assembly kinetics. We find that qualitatively, the assembly is consistent with a
simple steady-state, diffusion-driven assembly model in which the template acts
as an absorbing boundary. The assembly slows down due to a reduced availability
of surface area available for new capsomeres, until finally the capsid is completed.
This model predicts an exponentially decaying rate of change in the area coverage
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6.6 discussion and conclusion

of the template, whose typical decay time is set by an intrinsic adsorption rate that
only depends on the diffusion coefficient of the particles.

Our simulations confirm the aforementioned prediction, as they show an ex-
ponentially decaying assembly rate as well. This is consistent with the observed
simulation trajectories. From the latter, however, we also find that once a critical
nucleus size on the template is reached, the capsomeres favour adhering to the
template at the edge of this nucleus, rather than adsorbing in a random position
on the template. At the moment we do not have sufficient statistics available to
accurately quantify the intrinsic adsorption rate. We furthermore see that apart
from influencing the stability of capsids, the combinations of interaction strengths
do not significantly influence the assembly rate themselves, nor do they affect the
final area coverage. We intent to further strengthen these claims with more simu-
lations in the future.

In the case of capsid disassembly, which we probed by equilibrating formed de-
fective and completed capsids after removal of the nanoparticle, we find that the
combination of interaction strengths play some role, but again, we do not have suf-
ficient statistics for a quantification. Intuitively, a stronger capsomere-capsomere
interaction seems to lead to slower disassembly. However, we find that it is mainly
the capsid structure that sets the disassembly time-scale. This structure, in turn, is
determined by the capsomere geometry, with particles commensurate to the tem-
plate forming completed capsids and those with significantly different preferred
radii of curvature forming capsids that exhibit large scars across their surface.

The typical dissociation times of defective capsids appear to be at least an order
of magnitude shorter than those of completed capsids. Some completed capsids
are stable for the entire length of the simulations we performed, and their disso-
ciation time shall have to be determined in longer simulations. This is consistent
with earlier experimental and computational findings. [182–184]

We further investigate the disassembly of defective capsids by disassembling a
defective capsid at an interaction strength that leads to the formation of a com-
plete capsid and vice versa. In other words, we disassemble a defective capsid at a
slightly stronger capsomere-capsomere interaction strengths and a complete cap-
sid at a slightly weaker one. In these simulations the defective capsid falls apart
roughly within the same time as the completed capsid. In fact, the completed
capsids even fall apart in the same time scale at capsomere-capsomere interaction
strengths at which no capsid would spontaneously form.

This indicates that the defect patterns observed in certain viruses, such as al-
phaviruses [181] and retroviruses such as immature HIV-1, [9, 28] could actually
be a design strategy that aids in the dissociation of the capsid. For retroviruses,
this is a vital step during the maturation step in the replication cycle. The tears the
immature HIV-1 capsid exhibits would, according to our findings, follow from the
combination of the short range of attraction between the capsomeres and the rela-
tively low area coverage of the capsid. In this work we provided evidence that this
lower area coverage might in fact be induced by the fact that the Gag capsomeres
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7
M A I N C O N C L U S I O N S

The aim of this thesis is to develop a better understanding of the physical prin-
ciples governing the immature HIV-1 capsid protein lattice. Specifically, we set
out to determine by means of computer simulation the minimal properties that
the proteinaceous building blocks, capsomeres, should have to reproduce the
capsid structure found in in vitro experiments. We consider several aspects of
the capsids, including the capsomere interaction and shape, as well as the area
coverage. Some comparisons to experiments, performed by the Dragnea, Briggs
and Svergun groups, located at Indiana University, Bloomington, Indiana, U.S.A.,
EMBL Heidelberg, Germany and EMBL Hamburg, Germany, respectively. Fur-
thermore we draw parallels with colloidal particle packings on curved surfaces,
whose structures also emerge from the interplay of the particle shape and their
interactions. In this Chapter we briefly list the most important conclusions of
each chapter and, where applicable, give suggestions for further research. A more
complete outlook can be found at the end of this chapter.

7.1 methods

In Chapter 2 we discuss the simulation methods we employed in our modelling
efforts. We find that Langevin dynamics with a specialised constraint algorithm
provides an efficient tool to study the emergent properties of point particles con-
strained to spherical surfaces, especially because of its parallelisation potential
and flexibility. Therefore, we employ this method throughout Chapters 3 to 5.

7.2 energetically favoured defects in dense particle packings on

spherical surfaces

In Chapter 3 we study the minimum free energy structures of small numbers of
point particles constrained to spherical surfaces at high area coverage, paying spe-
cial attention to the influence of the range of attraction between the particles. One
question addressed in this chapter is that relating to the stability of icosahedral
packings, as immature HIV-1 viruses do not exhibit this type of symmetry.

We find that for particles of one size interacting through a long-ranged Lennard-
Jones potential icosahedral symmetry is a minimum free energy structure for 12,
32 and 72 particles, consistent with other simulations and calculations in the lit-
erature. However, we do find that for 72 particles the icosahedral packing is en-
tropically rather than energetically stabilised, and at sufficiently low temperatures
the particles adopt a D5h symmetry, which has been previously identified as the
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of particles confined to spherical surfaces

global potential energy minimum. We find that packings with energetically sta-
bilised defects at low temperatures are common for a Lennard-Jones potential.

Replacing the interaction potential with a short-ranged Morse potential desta-
bilises icosahedral symmetry for 72 particles entirely. Furthermore, the shorter
range significantly influences the minimum energy structure, with many particle
numbers now having a different minimum energy structure from that of particles
interacting via a Lennard-Jones potential. The shorter-ranged potential usually
leads to increased numbers of point defects. Furthermore, the minimum potential
energy is attained at a slightly larger spherical surface, or, equivalently, a lower
area coverage. Hence, the range of the interaction potential appears to play a
significant role in determining the equilibrium structure of point particles on a
spherical surface.

Since particle packings that exhibit defects in the ground state are common, it
stands to reason that such defects can also be entropically destabilised. A more
efficient free energy calculation method applied to these packings should give
more insight into the stability of such defects against entropic effects. Further-
more, it would be interesting to see up until which particle number icosahedral
symmetries are entropically stabilised, and what the influence of particle size
polydispersity is on these stabilities.

7.3 impact of interaction range and curvature on crystal growth

of particles confined to spherical surfaces

More consideration is given to the influence of the range of the interaction poten-
tial in Chapter 4 in the context of lower area coverages. The work in this Chapter
is inspired by experiments performed by the Manoharan group on colloidosomes,
colloidal particles confined to spherical surfaces, that, if their depletant-induced
interaction potential is short-ranged, form crystalline packings of roughly circu-
lar shape that exhibit rectangular protrusions called ribbons. These crystals do
not contain any point defect. Instead the crystal lattice consists only of six-fold
oriented particles due to the elastic stress associated with the curvature of the
template and the short range of interaction.

We investigate quantitatively the effect of the range of the interaction potential
on the structure of point particles on a spherical surface by means of Langevin
dynamics simulations. We find that for a sufficiently long-ranged potential, the
crystals do incorporate point defects, and only exhibit a more or less circular
structure. For shorter ranges of attraction a transition to ribbon-like structures
appears. We put forward a model for the two-stage nucleation of rectangular
crystals forming on circular nuclei, and find that the scaling of the largest circular
nucleus size found in our simulations is more closely described by this theory
than by previously proposed models in the literature. Incidentally, the structure of
the packings that exhibit ribbons is qualitative similar to experimentally observed
immature HIV-1 capsids, implying that the short-ranged nature of the interaction
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7.4 physics of immature hiv-1 capsids

between the capsomeres and the incomplete area coverage is sufficient to explain
the structure of the immature HIV-1 capsid.

While the quantitative scaling of the largest circular domain with the template
radius we find in our simulations agrees with the two-stage nucleation model,
the scaling with the potential shape parameter is not completely explained by our
model or previous ones. If a more accurate quantification of the Young’s modulus
of the crystals was available, it would be possible to verify if the two-stage model
completely describes the crystals observed experimentally and in our simulations
or that the macroscopic theory actually breaks down for the small crystals we
focus attention on.

7.4 physics of immature hiv-1 capsids

The qualitative agreement between the behaviour of packings of colloidal parti-
cles interacting through a short-ranged potential and confined to a spherical sur-
face and that of capsomeres in immature HIV-1 capsids, leads us to more quan-
titatively compare the structure of particles interacting through a short-ranged
pair potential and immature HIV-1 capsids in Chapter 5. Experimental cryoEM
data have been obtained by the Briggs group for three types of immature HIV-1
virus-like particle created by the Dragnea group: capsomeres assembled on a func-
tionalised P22-derived template, on short strands of yeast DNA, and wild-type
immature HIV-1 particles. The three different virus-like particles exhibit similar
quantitative descriptors such as the pair correlation function of the particles and
the defect statistics.

We compare simulation results of particles interacting via a Lennard-Jones and
a Morse potential to cryo-electron microscopy data of the immature capsid. We
obtain values of the model parameters of the interaction potential by finding
good agreement in the radial distribution function, which is possible for both
the Lennard-Jones potential and the Morse potential. We find that while both
potentials produce similar pair distribution functions, only the Morse potential
produces good quantitative agreement in the defect statistics. Hence, it appears
that also for a lower area coverage compared to that discussed in Chapter 3 point
particles confined to curved surfaces and interacting via a short-ranged potential
exhibit structures close to actual immature HIV-1 capsids.

An potential future study would be to see if a more quantitative comparison
of the assembly kinetics of the simple point particles matches that of the HIV-1
Gag capsomeres, or if a more detailed description such as adopted in Chapter 6 is
necessary. Of course, a more quantitative comparison will require the possibility
to accurately time-resolve the capsid structure of immature HIV-1, which is an
experimental challenge that, as far as we are aware, has not been tackled yet.
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7.5 assembly and disassembly kinetics of conical particles

To investigate the origin of the lower area coverage found in immature HIV-1
capsids and the potential role of the immature HIV-1 capsomere shape, we study
by means of Langevin dynamics in Chapter 6 the self-assembly of rod-like and
conical particles on a spherical template. This template models the template em-
ployed in experiments described in Chapter 5, which is derived from the P22

bacteriophage virus. We vary the particle geometry as well as the strength of in-
teraction potential, while keeping the range of attraction consistent with that of
Chapter 5. For particles that are close to rod-like in shape, we find capsids of
low area coverage that exhibit defects similar to those of immature HIV-1 cap-
sids. This implies that the added bulkiness of the rod-like particles is sufficient to
lead to the lower area coverage observed in immature HIV-1 capsids. On the other
hand, more conical particles form completely covered capsids, and, for sufficiently
strong inter-capsomere attraction, also form empty capsids.

Because our simulations are dynamical in nature, we have access to the assem-
bly and disassembly kinetics. These reveal that assembly occurs by the diffusion
of model capsomeres to the template, onto which they attach and detach until
a critical nucleus size is reached. After that, growth continues by the adsorption
of capsomeres onto this critical nucleus. On the other hand, disassembly of com-
pleted capsids is a nucleated process, consistent with what has been proposed
in the literature. For sufficiently large defects in the capsid, however, we find
that the capsids fall apart much more rapidly. This implies that the holes in the
immature HIV-1 capsids might actually be a design principle to aid the rapid dis-
assembly of the immature capsid during the maturation phase, which involves
capsomeres dissociating from the membrane and subsequently rearranging into
a conical, closed capsid around the viral RNA.

We find that the defective capsids typically have a lower area coverage of be-
tween 45% and 70%, values typically also found experimentally. One explanation
for the reduced area coverage in immature HIV-1 particles is that the capsomeres
are not spherical particles, but rod-like or conical. Steric repulsions between bulky
domains of the rod-shaped particles can lead to a lower surface area coverage than
can be obtained by packing spherical particles, which, in theory, is 91%. The com-
bination of this reduced area coverage and the short-ranged interaction between
them then naturally leads to the formation of defects, as is also found in experi-
ments and in our simulations of Chapters 4 and 5.

It would be of interest to further quantify the assembly and disassembly ki-
netics of the conical particles. The assembly appears to be governed by a simple
quasi-steady-state, diffusion-driven transport of capsomeres to the nanoparticle.
With more statistics this could be confirmed, which in turn implies that the roles
of the capsomere-capsomere and capsomere-template interaction strength play an
equivalent role. Furthermore, the structure of the empty capsids is also interest-
ing, given that they appear to produce not a single but multiple radii of curvature.
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This is consistent with recent experimental observations on immature HIV-1 parti-
cles, where in some regions the Gag capsomeres appear to form almost flat sheets.

Finally, the influence of stoichiometry on the self-assembly of the conical parti-
cles has not been considered yet, which could influence the assembly and disas-
sembly kinetics and possibly the equilibrium structures of the capsids.

7.6 outlook

Based on our findings, we believe to have identified the minimum requirements
to form immature HIV-1-like capsids. These are (i) a sufficiently short-ranged
potential acting between the capsomeres and (ii) a sufficiently low area coverage.
The first property is a direct result of the specific chemical composition of the
immature HIV-1 capsid proteins, but might, in vitro, be influenced by varying the
pH and/or salt concentrations.

The second property appears to be a result of the rod-like shape of the cap-
someres combined with the fact that they assemble dynamically in a spherical
configuration. Finally, the findings in Chapter 6 imply that the defects in the im-
mature HIV-1 capsid lead to a faster disassembly of the capsid during the matura-
tion phase, confirming the importance of the defects the immature capsid exhibits
in the biological functioning of the virus.

The most important suggestion for further research, based on this thesis, is
to study if the more complex capsomere shape adopted in Chapter 6, combined
with a longer-ranged potential, such as the Lennard-Jones potential, leads to sim-
ilar capsids. This knowledge would provide crucial information because it might
help assess the relative importance of the capsomere shape and interaction type,
whereas in this thesis we only considered the two separately.
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S A M E N VAT T I N G N AT U U R K U N D I G E P R I N C I P E S I N D E
Z E L FA S S E M B L A G E VA N C O L L O Ï D E N E N V I R U S M A N T E L S

Colloïdale deeltjes en virusmanteleiwitten hebben gemeen dat ze, onder bepaalde omstandighe-
den, zelfassembleren in structuren van een grotere schaal. Voor colloïdale deeltjes kan de geag-
gregeerde structuur een kristalleine vaste stof zijn, ofwel tweedimensionaal als de deeltjes tot
een oppervlak beperkt zijn, ofwel driedimensionaal als ze vrij door de ruimte kunnen bewegen.
Virusmanteleiwitten assembleren typisch in zogenaamde virusmantels die ook sterk geordend
zijn. Onder de juiste omstandigheden kunnen de virussen zelf ook weer kristalliseren.

In beide gevallen volgt de ontstane structuur uit de specifieke aard van de wisselwerkingen
tussen de basiseenheden, of het nou virusmanteleiwitten of colloïdale deeltjes zijn. Het doel van
dit proefschrift is om met computersimulaties een beter inzicht te verkrijgen in hoe de microscopis-
che wisselwerkingen tussen deze bouwblokken invloed hebben op de structuur die ze op grotere
schaal vormen. Dit kan leiden tot nieuwe manieren om materialen te “programmeren” in het geval
van colloïdale deeltjes en kan mogelijkerwijs nieuwe medicijnen tegen virussen inspireren.

In Hoofdstuk 1 presenteren we een korte inleiding over virusmantels en colloïden. Voor col-
loïden richten we ons met name op diegene die zich op gekromde oppervlakken bevinden, rel-
evant voor zogenaamde “colloidosomes”. In Hoofdstuk 2 presenteren we de rekenmethoden die
we gebruiken in dit proefschrift, met bijzondere aandacht voor moleculaire dynamica en “basin-
hopping”, evenals methoden om vrije energieën uit te rekenen.

Hoofdstuk 3 bediscussiëert evenwichtspakkingen van deeltjes op bolvormige oppervlakken
bij hoge dichtheid als model voor colloidosomes en virusmantels. We bepalen de invloed van
temperatuur en de reikwijdte van aantrekking op de evenwichtsstructuur. We vinden dat beiden
een drastische invloed op de symmetrie van de evenwichtspakking hebben. Als laatst laten we
zien dat voor de reikwijdtes die we bestuurd hebben, defecten energetisch gestabiliseerd kunnen
zijn op gekromde oppervlakken.

De invloed van de reikwijdte van aantrekking tussen deeltjes alsook van de kromtestraal van
het boloppervlak op de vorm van kristallen bij lage dichtheid wordt besproken in Hoofdstuk 4.
Onze macroscopische theorie, ondersteund door simulaties, bevestigt dat als de reikwijdte van
de wisselwerking voldoende kort is, de kromtestraal van het oppervlak zorgt voor een maxi-
male grootte van defectvrije, cirkelvormige kristallen. Voorbij deze kritieke grootte lijft het kristal
lint-achtige structuren in plaats van puntdefecten in, zoals ook experimenteel gezien wordt in
colloïdale systemen.

In Hoofdstuk 5 modelleren we onvolwassen HIV-1 virusmanteleiwitten als puntdeeltjes, geïn-
spireerd door de kwalitatieve overeenkomst tussen onvolwassen HIV-1-mantels en de colloïdale
pakkingen uit Hoofdstuk 4. Voor voldoende korte dracht van de wisselwerking komen onze sim-
ulaties kwalitatief overeen met experimenteel bepaalde paarcorrelatiefuncties en coordinatiege-
talverdelingen. We concluderen dat de ongebruikelijke structuur van het onvolwassen HIV-1-
deeltje deels een gevolg is van de korte dracht van de interactie tussen de viruseiwitten.

Als laatst bestuderen we in Hoofdstuk 6 de mogelijke gevolgen van de vorm van deeltjes op de
zelfassemblage van onvolwassen HIV-1. We modelleren de eiwitachtige basisbouwblokken, die in
werkelijkheid een polyeiwit zijn, meer realistisch als een reeks van starre, collineaïre, bolvormige
deeltjes. Afhankelijk van of het modeldeeltje meer stok- of meer kegelvormig is, vinden we dat
de gevormde mantels scheuren in het oppervlak vertonen of niet. Deze scheuren bemiddelen
disassemblage aangezien pakkingen van kegelvormige deeltjes zonder deze scheuren moeten dis-
assembleren in een genucleëerd proces, wat een stuk langzamer is.

We sluiten het proefschrift af met een samenvatting van de belangrijkste conclusies van elk
hoofdstuk, bespreken onopgeloste problemen en kijken vooruit op mogelijk vervolgonderzoek.



Curriculum Vitae
Stefan Paquay

Korfakker 68a
5625SP, Eindhoven, The Netherlands

H +31 (0)6-1052-2052
B stefanpaquay@gmail.com

Personal Information
Name Stefan Paquay

Date of birth May 21st, 1989
Place of birth Maastricht, The Netherlands

Nationality Dutch

Education
2012 – Current PhD student, Eindhoven University of Technology, The Netherlands.

title: “Physical principles in the self-assembly of colloids and virus capsids
(supervisor: prof. dr. ir. P. P. A. M. van der Schoot)

02/2016 – 04/2016 Research visit, Indiana University, Bloomington, Indiana, USA.
2007 – 2012 B.Sc and M.Sc in Applied Physics, Eindhoven University of Technology.

Fusion Master track, focus on scientific computing/computational physics
09/2012 – 12/2012 Research visit, Max-Planck-Institut für Plasmaphysik, Greifswald, Germany.

2001 – 2007 Secondary school diploma, Martinus-College, Grootebroek.
Gymnasium, profile: “Natuur & Techniek”

Languages
Dutch Mother tongue

English Fluent
German Proficient speaking and reading skill, limited writing skill
French Basic speaking and reading skill, limited writing skill
Italian Basic speaking and reading skill, limited writing skill

Awards
Education prize Nominated for best teaching assistant 2014

Publications
S. Paquay, H. Kusumaatmaja, D. J. Wales, R. Zandi and P. van der Schoot,
Energetically favoured defects in dense packings of particles on spherical surfaces, Soft
Matter, 2016. https://dx.doi.org/10.1039/C6SM00489J.
S. Paquay and R. Kusters, A Method for Molecular Dynamics on Curved Surfaces,
Biophysical Journal, 2016. https://dx.doi.org/10.1016/j.bpj.2016.02.017.
R. Kusters, S. Paquay and C. Storm, Confinement without boundaries: Anisotropic
diffusion on the surface of a cylinder, Soft Matter, 2015, 11, 1054. https://dx.doi.org/
10.1039/c4sm02112f.
W. Weymiens, S. Paquay, H. J. de Blank and G. M. D. Hogeweij, Comparison
of bifurcation dynamics of turbulent transport models for the L-H transition, Physics of
Plasmas, 2014, 21, 052302. https://dx.doi.org/10.1063/1.4871856.
H.-S. Bosch et al., Technical challenges in the construction of the steady-state stellarator
Wendelstein 7-X, Nuclear Fusion, 2013, 53, 126001. https://dx.doi.org/10.1088/
0029-5515/53/12/126001.



P U B L I C AT I O N S

published

• Energetically favoured defects in dense packings of particles on spherical
surfaces; S. Paquay, H. Kusumaatmaja, D. J. Wales, R. Zandi and P. van der
Schoot; Soft Matter (2016)

• A method for molecular dynamics on curved surfaces; S. Paquay, R. Kusters;
Biophysical Journal (2016)

• Confinement without boundaries: anisotropic diffusion on the surface of a
cylinder; R. Kusters, S. Paquay, C. Storm; Soft Matter (2015)

under review

• _

in preparation (in manuscript)

• Self-assembly properties and dynamics of conical particles; S. Paquay, R.
Zandi, P. van der Schoot

• The phase behaviour of semi-flexible rod-like particles; B. de Braaf, S. Paquay,
M. Oshima Menegon, P. van der Schoot

• Physics of immature HIV-1 capsids; S. Paquay, P. Saxena, L. He, A. Malyutin,
S. Datta, A. Rein, P. van der Schoot, R. Zandi, F. Schur, J. A. G. Briggs, B. C.
Goh, K. Schulten, B. Dragnea

• Impact of interaction range and curvature on crystal growth of particles con-
fined to spherical surfaces; S. Paquay, G.-J. Both, P. van der Schoot





A C K N O W L E D G E M E N T S

First of all I would like to say that these four years in the TPS group have been
amazing. The group became truly awesome in the last years and I am sad that I
have to leave you guys. I would like to thank all of you for the great time I had! A
special thanks is in order for Helmi for keeping together the unorganised bunch
that is theoretical physicists.

Of course, I am particularly grateful to Paul, whose supervision during the
four years have helped a lot in shaping me into a proper theoretical physicist
and scientist. Paul, sorry for being a sloppy writer, thanks for your patience and
advice, and for being the perfect pub buddy on various conferences!

Of all the other people in the group, I should thank dr. ir. Remy, my favourite
Belgian person and office mate (except when he breathes too loudly). Thanks for
making me write down our first paper. Thanks for the many fruitful discussions
on science and various other interesting topics! Finally, thanks to you and Mari-
ana for getting the journal cover! Good luck in Paris, although I am sure you’ll
manage!

Bart, Stephan, and Gert-Jan, thanks for being my students. It was a very educa-
tional experience for me, and I hope I managed to teach you some things as well.
Gert-Jan, you should come back to finish Zombies Ate My Neighbors!

Special thanks are in order for Chiara for being an awesome film-watching and
cooking buddy, for all the philosophical discussions and for making me consider
things from another perspective. Thanks to you, Giulia Cielo and Mariana as well
for your help with designing the thesis covers, for which we also need to thank
the www.colourlovers.com user ycc2106.

A word of thanks goes to Herman for the progress meetings. They always made
me feel like I was on the right track and that everything was going to work out fine.
Furthermore, I am grateful to the other members of my committee for reading my
thesis and in some cases for coming from afar to my defence.

TPS is not the only group I have had the pleasure of working with. I have to
extend my thanks to Bogdan Dragnea for hosting me in his group at Indiana
University for two months, and I should thank J.B., Pooja, Maryam, Merce, Vir-
ginia, Cheng, Eun Sohl, as well as honourary group members Raj and Shefah, and
last but not least, Irina for the great time. Irina, thanks for all the coffees and for
chauffeuring me around! Thanks all for making my stay in Indiana such a fun
one!

I have had the pleasure of working together with other people from other
groups around the world as well, and hence I should thank, in no particular
order, Halim Kusumaatmaja, David Wales, Vinny Manoharan, Mark Miller, Roya
Zandi and Mike Hagan.

www.colourlovers.com


A lot of this work has been done using various open source programs, and I
feel I should mention this here as well as it is something easily taken for granted.
Thanks to many volunteers around the world we can run Linux on our clusters,
do our programming in Emacs and compile them with the GNU compiler col-
lection, for which we should all be grateful. Special thanks go to the best Linux
distribution ever, Arch Linux.

LAMMPS, the MD program used throughout this thesis, is also an open source
effort and I have had the pleasure of contributing some of my work back to it for
the good of everyone. I am grateful to everyone that contributed to LAMMPS at
some point, but in particular to Steve Plimpton, the main author and maintainer.

Finally, I thank my family for their support. Helaas kunnen de beide opa’s er
niet meer bij zijn. Ma, pa, Marcel, oma Annette, oma Mieke en Daphne, bedankt!


	INTRODUCTION
	1 Background
	1.1 Viruses
	1.2 HIV-1
	1.3 Colloids and colloidosomes
	1.4 Research Questions and Thesis Outline

	2 Methods
	2.1 Statistical mechanics
	2.2 Sampling methods
	2.2.1 Molecular dynamics
	2.2.2 Monte Carlo

	2.3 Basin hopping
	2.4 Calculating free energy differences
	2.5 Molecular dynamics on curved surfaces
	2.6 Acknowledgements


	RESULTS
	3 Energetically favoured defects in dense packings of particles on spherical surfaces
	3.1 Introduction
	3.2 Methods
	3.3 Lennard-Jones defect landscape
	3.4 Defects near the ground state
	3.5 Morse defect landscape
	3.6 Conclusions
	3.7 Acknowledgements
	3.A1 Optimal sphere radius and energy
	3.A2 Voronoi tesselation and distance criterion
	3.A3 Cut-off radii for distance criterion
	3.A4 Additional figures of particle fractions
	3.A5 Free energies of packings

	4 Impact of interaction range and curvature on crystal growth of particles confined to spherical surfaces
	4.1 Introduction
	4.2 Classical nucleation theory on curved surfaces
	4.3 Two-stage nucleation theory
	4.4 Methods
	4.5 Results
	4.6 Discussion and conclusion
	4.7 Acknowledgements
	4.A1 Extracting effective spring constants
	4.A2 Determining the chemical potential
	4.A3 Extracting the largest domain size

	5 Physics of immature HIV-1 capsids
	5.1 Introduction
	5.2 Methods
	5.3 Results
	5.4 Discussion and conclusion
	5.5 Acknowledgements

	6 Assembly and disassembly kinetics of conical particles
	6.1 Introduction
	6.2 Methods
	6.3 Equilibrium capsid structure
	6.4 Assembly kinetics
	6.5 Disassembly kinetics
	6.6 Discussion and conclusion
	6.7 Acknowledgements


	CONCLUSIONS
	7 Main conclusions
	7.1 Methods
	7.2 Energetically favoured defects in dense particle packings on spherical surfaces
	7.3 Impact of interaction range and curvature on crystal growth of particles confined to spherical surfaces
	7.4 Physics of immature HIV-1 capsids
	7.5 Assembly and disassembly kinetics of conical particles
	7.6 Outlook
	Publications
	Publications

	Acknowledgements


