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Preface

What do electricity networks, LED lights, emergency communication networks, steer-
ing ships at sea, steel production, and building an artificial mountain have in com-
mon? That mathematical models have contributed to solving problems connected to
these topics! Problems proposed by Endinet, Philips Lighting, Thales, Marin, Tata
Steel, and Bartels Engineering to an international group of 80 mathematicians of very
diverse backgrounds. These mathematicians visited Eindhoven University of Tech-
nology to participate in the “Study Group Mathematics with Industry 2012” (SWI2012)
from 30 January–3 February 2012. The concept of the Study Group is simple and ef-
ficient: a group of mathematicians work together for one week. As a rule, on Monday
the industrial problems are presented by the problem owners, after which research
groups self-organize around the proposed problems and work intensively until Friday,
when the main findings are presented. The insight obtained via mathematical mod-
elling together with the transfer of suitable mathematical technology usually leads
the groups to adequate approximate solutions. As a direct consequence of this fact,
the problem owners often decide to benefit more from such knowledge transfer and
suggest related follow-up projects.

These popular proceedings contain short stories by Ionica Smeets with easy-to-
understand descriptions of the problems and solutions obtained at SWI2012. By
reading them, you will learn more about the future of electricity networks in homes,
what it takes to build new efficient lamps, how energy efficient emergency communi-
cation networks should be designed, how ships react to waves at sea, how to auto-
matically detect ripples in steel rolls, and what it takes to build an artificial mountain
in the Netherlands.

The popular proceedings are accompanied by scientific proceedings, which contain
technical descriptions of the proposed problems, mathematical details of the corre-
sponding solutions, as well as results.
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Chapter 1

The future of the energy
network

Times are changing in the energy sector with rise of solar panels and electric
cars. Network operator Endinet asked the study group under which circum-
stances the energy network will remain stable. The mathematicians used a
real suburb in Eindhoven and discovered that not everyone can have every-
thing.

Endinet provides the physical delivery of electricity. A task of this network company
is to balance energy consumption and production. Consumers should experience
no power failures or spikes in their voltage. Until recently energy transport was one-
way-traffic: a few big power stations delivered energy to many small consumers. But
now households are starting to generate their own energy with solar panels and the
superfluous energy flows back into the network. And there is a second big change
coming in the scheduling of energy usage. Traditionally the energy demand was high
during the day and low during mid night (which is why some energy companies offer
a cheaper night-rate). But electric vehicles are slowly becoming more popular and
consumers will need to charge their cars at night. Can Endinet keep the balance in
the energy network with these two new developments?

Specialist asset management Sharmistha Bhattacharyya brought a real-life example
to the SWI2012: a small part of the network in Eindhoven. Thirty-one houses on a
feeder. What would happen if all these houses had a solar panel and an electric car?
Bhattacharyya asked three specific questions about this network of the future. In the
first place, can it harvest all the solar energy? Secondly, can it deliver all demand
when electric vehicles are charging? And finally, would it be useful to put in an extra
cable in the ground to make an extra connection in the network?

5



6 SWI 2012 Proceedings

Start simple

Studygroup veteran Chris Budd (University of Bath) was excited to work on these
questions: “Energy is a big problem and it is impossible to predict the future. We just
do not know what is going to happen energy-wise.”

Budd and some other members of the team had experience with the equations for
power systems. “We spent the first day training the rest of the group on these equa-
tions and the basic techniques. We started with a very simple model with just one
house. We solved this case both analytically and with simulations. Everyone caught
on very fast.”

Because the future is so unpredictable, the group decided to focus on simulations
and run different scenarios. They subdivided the tasks: one group focussed on the
software for the simulations, a second group worked on the solar panels and the third
group studied the electric cars. Budd: “It makes sense to model solar panels and
electric cars independently. Solar panels only work when there is sun and most cars
will be loading at night. So they offer a strain on the network at different times.”

Avoid broken televisions

The constraints on the network however are the same for both problems. First of all
the voltage should always be between 207 V and 253 V, otherwise computers and
televisions of the consumers might break down. The voltage may also not change too
rapidly, the maximal allowed variation between two consecutive peaks is 3%. Fur-
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thermore, the current must stay below a certain limit, otherwise the isolation around
the cables might melt. And finally, Endinet wishes to minimize the power losses in
the network.

Every consumer has a different power demand, but a typical household uses an
average of 400 W with a peak load of 1000 W in the early evening. Furthermore,
people use more energy in the winter than in summer. To give an idea of this usage:
a laptop uses 45 W, a normal light bulb 60 W and a fridge 150 W. Charging an electric
vehicle takes 3500 W, so this is really a heavy load on the electricity network.

Think about cloudy days

On a bright, sunny day a solar panel delivers around 3000 W, more than enough
for a normal household, the surplus energy is transported back to the network. The
main problem is that purely sunny days are scarce (especially in The Netherlands).
The production of a solar panel varies rapidly when clouds drift by: in ten minutes
it can jump by 600%. Recall that two consecutive voltage peaks in the energy net-
work could not vary more than 3% and it is clear that it is not trivial to transport the
energy from the solar panels. A mathematical complication is that these variations
happen for all the solar panels in a neighborhood simultaneously. If one solar panel
is clouded, the ones next to it will probably be as well. Therefore the panels can not
be seen as independent variables.

The mathematicians tried different combinations of household loads and solar panel
placements. For each possibility they simulated four characteristic days: cloudy and
sunny days in both winter and summer. When less than 70% of the houses had a
solar panel, there was not a single problem. The network was robust, no matter how
the panels were distributed over the neighborhood, or how the individual household
loads varied. However, when more than 90% of the houses had a solar panel, the
network inevitably failed. In this case it was impossible to prevent voltage jumps. For
the in between cases the stability of the network mainly depended on how the solar
panels were distributed.
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The inhabitants of the Peruvian Taquile Island decided to use solar panels
instead of generators.

Baby you can charge my car

So the network can handle solar panels, as long as there are not too many. What
about the electric cars? In the worst-case-scenario, everyone would come home
from work at 6:00 p.m. and plug in their car to charge. But the early evening is
exactly the time with the highest peak in energy demand from households. In this
scenario the network will definitely fail. A scheduling strategy for charging cars is
necessary.

Based on the average mileage of cars, the study group assumed that it would take
three hours to fully load one vehicle. In their model each household owns one car
that arrives at 6:00 p.m. and needs to be charged before 7:00 a.m. the next morning.
The mathematicians devised a greedy algorithm that always tries to charge a car at
the location with the highest voltage. With this strategy the network could charge
almost all the cars at once. Within six hours every car was fully charged. Even
though it is technically not possible to charge two cars per household (the capacity is
too small for that), the mathematicians wondered whether the network could handle
is. The greedy scheduling became more elaborate, but it was possible to charge all
the cars in nine hours. So in theory, each household could have two freshly charged
cars waiting in the morning.
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A hybrid car is charging its battery.

Add the cable

The final question from Endinet was about the addition of an extra cable. With this ex-
tra cable a number of households could get their energy from more than one source,
which might make transport more efficient. The question was whether this extra ca-
ble would result in sufficient less power loss to justify the investment of putting it in
the ground. Mathematician Keith Myerscough (CWI) enjoyed the realistic feel of this
problem: “This question was about a real suburb in Eindhoven. I got the feeling that
Endinet wanted us to decide whether or not this extra cable is necessary.”

The answer to this question was a clear “yes”. The extra cable approximately halves
the power loss in the network, independent on the number of solar panels. During
their presentation the mathematicians emphasized that this result would be hard to
generalize, it depended strongly on the structure of the grid in this suburb.

Down-to-earth

A few weeks later we call specialist asset management Yolanda Knops at Endinet
to ask if they have already installed the cable. She starts laughing: “That cable has
been in the ground for years. We wanted to give the study group an interesting
problem, but it would be too labour intensive to model an entire suburb. Therefore
we gave them a small part of the network and removed the cable to make it more
challenging. We wanted to give them a real feel of our problems.” Endinet was curi-
ous how the mathematicians would tackle their problems, would they come up with
completely new techniques? Another main goal was to strengthen the ties with the
university and show researchers the common questions in the energy field. Knops:
“We are a down-to-earth company, we would never outsource the decision about
adding a new cable.”

The mathematicians did not discover some new revolutionary technique, but Knops
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is also down-to-earth about that: “We are already using a lot of mathematics, so it is
not surprising that the solutions from the study group are familiar to us. Their work
is correct, only the finer points are missing. But that is logical since they only had a
few days. In hindsight, we might have formulated the problem slightly different and
given the group a ready-made model. Now it took them a lot of time to get started. It
would have been interesting to see what other charging strategies they would have
come up with if they had had more time.” Her colleague Sharmistha Bhattacharyya
adds that the enthusiasm of the group was fantastic: “They asked many questions
about the consequences of solar panels and electric cars for the network. Especially
because they could correlate the given problem with the realistic situation that might
occur in their own homes or neighborhood.”

Team Endinet

Marjan van den Akker (Utrecht University), Herman Blok (University of Leiden), Chris
Budd (University of Bath), Rob Eggermont (TU Eindhoven), Alexander Guterman
(Moscow State University), Domenico Lahaye (TU Delft), Jesper Lansink Rotgerink
(University of Twente), Keith W. Myerscough (CWI Amsterdam), Corien Prins (TU
Eindhoven), Thijs Tromper (University of Twente) and Wander Wadman (CWI Ams-
terdam).



Chapter 2

Spotting damaged strips

How can you tell from a picture if a steel strip is pinched? This was Tata Steel’s
question for the study group. The mathematicians found a surprisingly simple
way to detect damaged strips.

Glowing red hot strips of steel, shooting by with a speed of 70 km/h. This is daily
business at the IJmuiden site of Europe’s second largest steel producer Tata Steel.
Their hot strip mill yearly produces 250.000 coils of steel. The steel enters the mill in
slabs with a length of a few meters and a thickness of two centimeters. The slabs are
heated up to a temperature of 1200 °C (which is around the temperature of magma)
and step by step rolled into strips with a length of up to two kilometers and a thickness
of two millimeters. Then they are cooled down to 600 °C and coiled up generally in
less than a minute.

The hot strip mill, the glowing hot slab of steel is in front of the first rougher mill.

11
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During the final reduction step the steel can reach a speed of 70 km/h. This step
is very critical. Any process error may lead to a defect in the shape of the strip.
Especially at the tailing out of the strip such shape defects may make the steel pinch.
This pinching is visible as ripples in the strip. The biggest problem is not that the strip
is ruined, but that the machines might be damaged too. And stopping the machines
is very expensive.

Leo Kampmeijer, researcher at Tata Steel, asked the study group to devise an algo-
rithm that can automatically determine from a grey scale picture whether a strip is
pinched at the tail. The main goal is to detect slight pinches before they cause any
real damage. A second goal is a better understanding of what causes the pinches.
This might be used to modify the process to prevent them altogether.

Detection

In the hot strip mill a camera already takes images of the steel strips and an auto-
matic surface inspection system scans these pictures. This software is trained with
categorized images and can spot simple defects. But pinching is very hard to detect
automatically, partly because it can appear in different forms.

Mathematician Remco Duits specializes in image analysis and explains the limits
of the available commercial software: “This system is trained to find small holes in
the steel. It is highly specialized for this task and does this very well. But it cannot
do other things, it cannot even detect the end of the strip.” Duits usually works on
medical imaging. The problem reminded him of MRI’s from the human heart and he
was curious to see whether his techniques from medical imaging would work for steel
strips too. Leo Kampmeijer was cautiously optimistic at the beginning of the study
group: “I am used to working with mathematicians and I know that a lot is possible
mathematically. But I also know how hard it is to get something that works in the real
world.”

The study group decided to focus on two properties of pinched strips: their elongated
tails and their ripples. Sometimes the medical background of the researchers shone
through when they talked about the steel as if it were a patient: “In a healthy strip. . .
I mean, a normal strip. . . ”
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It is quite easy to spot the pinched strip with the naked eye. It has a long,
irregular tail (red) and ripples (blue)

On the tail

To automatically compare tails the mathematicians defined the tail length as the dis-
tance between the top point of the strip and the place where the strip first reaches
it full width. In the lower half of the image the width of the strip is almost constant
for both pinched and normal strips. Therefore the median width in this part is taken
as the width of the strip. In practice this is done by counting the number of black
background pixels in a horizontal line. As an example, if the image has a width of
200 pixels and the median number of black pixels in the lower half of the image is 30
in a line, then the width of the strip is taken as 170 pixels.

To find the tail length we start by scanning the image line by line, starting from the
top row. In the first few rows there will be no strip visible, so here the number of black
pixels will be 200. As soon as the number of black pixels drops below 200, we have
found the beginning of the tail. We remember this as the first line number. Now we
keep going until we find a line where the strip first reaches full width. In our example
we would continue until we have a line with 30 black pixels, this is the second line
number. The tail length is the difference between the second and first line number.

Shadowy figures

There is a small problem with the described method: shadows in the image might
be seen as background pixels. In that case the estimation for the tail length will be
off. Therefore the mathematicians developed a second approach in which the width
of each row is computed (by taking the distance between the first and last non-black
pixel). Then the mean of these values is used and a more accurate tail length is
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found.

The images from the factory do not have too many shadows and in most cases the
first and second approach yield exactly the same tail length. If the two results differ,
this indicates that there is something wrong with the image. It could be a shadow,
or a hole in the strip. So using two different methods of finding the tail length and
comparing the results can be useful for detecting holes.

The final reduction step in the finishing mill.

Ripples

Strips that are pinched, have vertical ripples. They show up in the images as fast
changing, periodic changes of grey values. A common strategy for finding such dis-
tortions is using the Fourier transform. Unfortunately, the ripples have local frequen-
cies and Fourier only detects global ones. Luckily, the related Gabor transformation
could do the job. This transformation filters the images and gives more weight to the
higher frequencies. In the end the transformation yields just one number that mea-
sures how rippled a strip is. A rippleness of 0 is a perfectly flat strip, a rippleness of
10.000 is the worst possible.

Classifying

For each image of the strip this results in two numbers: one for the tail length and
one for the rippleness. A scatter plot shows how these two numbers are distributed
for pinched and normal strips. A line separates the normal strips from the pinched
ones.
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The tail-length is on the horizontal axis, the rippleness on the vertical axis.
Blue dots are the normal strips, green are the pinched ones. Most normal
strips are in lower left corner. The line indicates the criterion for classifying
strips.

This criterion correctly identifies all of the pinched strips. Of the normal strips 96.3%
is correctly seen as good, less than 4% is wrongfully seen as pinched. In most cases
this seems to be caused by a problem in the lighting.

Future work

Remco Duits is happy with the results, but emphasizes that the classification can go
much faster: “We cut some corners and did everything rather roughly. The goal of
the study group was to make it work, to get some first results within a week. Things
could look much better, there is a huge mathematical framework behind all this.” At
the end of their paper the mathematicians list the possibilities for further research.
The pinches can be classified based on severity and other type of defects might be
detected with similar methods.

Leo Kampmeijer from Tata Steel is already very pleased with the results: “We could
start using these methods tomorrow. As soon as I have time, I will do more tests to
see which of the methods is most workable.” He was surprised that it was possible
to detect pinched strips from just the tail length and rippleness: “I thought that you
would need more properties of the strip.” The mathematicians also suggested more
future applications than Kampmeijer expected when he prepared the questions: “So
I hope to stay in touch”.

Team Tata Steel

Evgeniya Balmashnova (Eindhoven University of Technology), Mark Bruurmijn (Eind-
hoven University of Technology), Ranjan Dissanayake (Rajarata University), Remco
Duits (Eindhoven University of Technology), Leo Kampmeijer (Tata Steel Research
Development and Technology), Tycho van Noorden (Fachbereich Mathematik, Uni-
versität Erlangen-Nürnberg)



Chapter 3

Keep the messages flowing

How do you maximize the lifetime of a network of communication devices? The
study group investigated approaches inside and outside the usual framework.
After two days, they had an answer that gave Thales unexpected new ideas.

Imagine a group of firefighters at a big disaster site. Each firefighter has a device for
communicating with the rest of the group. Every time one of them sends a message,
for instance a position update, the information must be broadcasted to all the others
in a wireless network. The communication devices have a limited battery capacity,
and sending a message takes energy. How should the messages be sent through
the network to keep the flow of information running for as long as possible?

This is an example of the more general problem that Maurits de Graaf from Thales
brought to the study group. De Graaf develops algorithms that increase the lifetime
of wireless ad-hoc networks of communicating nodes. In this setting the lifetime of a
network is defined as the time until the first node runs out of energy. The goal is to
find a broadcasting protocol that maximizes this lifetime.

De Graaf had three questions for the study group. The first one was about the current
heuristic algorithm that Thales uses, how far is that from the optimal solution? The
second was about a more intricate model for sending the messages and the third
about variations in battery consumption. In preparing his questions, he tried to make
them appealing to mathematicians from different areas. “I hoped for a diverse group,
to get a new and fresh perspective.”

Mathematician Nikhil Bansal from Eindhoven University of Technology joined the
Thales team because the questions were theoretically most interesting: “It is a pre-
cise and technical problem with nice applications.” His group started working on the
first question about the quality of the heuristic algorithm from Thales. The mathe-
maticians made two basic assumptions about the network. First they assumed it is
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stationary, so the connections between the nodes do not change over time. Sec-
ondly, they assumed battery use is linear and sending a message decreased the
battery level by one. Receiving a message does not consume energy.

An example of a network with seven nodes. Next to each node is the current
battery level (so node 3 has level 90 left). Nodes are neighbors if they are
connected, so node 1 and 2 are each others neighbors, but 3 and 4 are not.

Willing and able

Thales currently uses the Maximum Willingness Heuristic (MaxWill for short). This
algorithm tries to use the neighboring nodes with the highest remaining battery level
for relaying messages. A key feature of MaxWill is its layered structure. A node
that is broadcasting automatically sends the message to all its neighbors, the nodes
that are just one hop away in the network. MaxWill selects a set of these neighbors
as relays such that all the nodes that are two hops away will receive the message.
The one-hop-neighbors can be seen as the first layer, the two-hop-neighors as the
second. Nodes with higher battery levels get selected first as relays, because they
are most willing to sacrifice their batteries.

Nikhil Bansal: “We soon found some examples that showed that MaxWill is not al-
ways optimal. We devised another algorithm that seemed to do better.” Their new
algorithm carefully avoids nodes with the lowest battery level. This results in a longer
life-time of the network, because more messages can be sent before the first node
runs out of battery. In a number of simulations the new algorithm gave on average a
60
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With MaxWill this network is down after sending one message from node 1,
because its neighbors 2 and 4 have to relay the message to reach all two-
hop neighbors. So node 2 will immediately run out of battery. In the new
algorithm, nodes 4 and 5 relay the message and it is possible to send at
least one more message.

A hard problem

The new method does not always find the optimal solution. In fact, it is impossible to
find a fast algorithm that does this. The mathematicians proved that the problem of
maximizing the network life-time is NP-hard. This is a class of problems for which a
solution can be checked efficiently, but for which there is no fast algorithm for finding
such a solution. You may think of a sudoku puzzle. It takes quite some time to finish
one, but it is really easy to quickly verify that a given solution is correct.

So there is no algorithm that rapidly gives the optimal way of sending messages.
Even more depressingly, the study group showed that it is also NP-hard to approx-
imate the best solution. So every fast algorithm will find a solution that is at least a
factor worse than the optimal lifetime.

The study group emailed their results to Thales on Tuesday night, feeling that they
had solved the first problem and were ready to move on to the other two questions.
Bansal: “But on Wednesday Maurits de Graaf came to Eindhoven explained that their
real problem was slightly different. The demand that all the second-hop-nodes were
covered after the first relay was not a choice from their algorithm, it was a constraint.
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This layered approach was obliged in the way all their systems were implemented.
Our algorithm was impossible to use for Thales, we picked the wrong relayers.”

It took De Graaf some time to appreciate the new algorithm: “My first reaction was
that this was all wrong. However, the more I thought about it, the more I liked this new
simple mechanism. We would not have come up with something like this at Thales,
because the idea is different from the framework we are currently using. However,
the algorithm from the study group performs so much better that we now consider
adapting or even leaving the framework.”

During a forest fire the firefighters update each other on the fire details at
different locations.

Layered approach

After De Graaf’s visit the study group went back to the first question, but now with
the layers as in the preconditions. To compare MaxWill with the optimal solution,
the problem was reformulated as a linear program. In this setting there is a target
number of rounds of messages. A round is series of broadcasts where each node
occurs exactly once as the source. It is a reasonable assumption that the nodes all
have to send regular updates, because they have to update the information from their
location. The problem is now to decide if there is a way to send the target number
of rounds through the network. When the number of nodes is not too large, this
decision problem can be solved rather fast. Repeating this procedure for higher and
higher numbers of rounds until the problem becomes infeasible, yields the optimal
number of rounds.

To compare the results from MaxWill with the optimal solution a number of networks
were randomly generated. Two nodes had a probability of 50Simulations with other
types of networks showed that MaxWill performs best in sparse networks.
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In their final presentation the mathematicians apologized for not answering the other
questions: “We had too much fun with problem one to start on the rest, but if the
study group had been one week longer we would have done more.” Their paper
gives some first ideas for the other questions, but these topics would deserve a
separate article.

Two directions

For the first question the final conclusion of the study group is twofold. If Thales
decides to switch to a protocol that does not require the layered approach, their new
algorithm performs much better than MaxWill. If they want to stay within the current
framework, the linear problem indicates in which types of networks MaxWill performs
well and not so well. For the latter cases another approach would be useful. For small
networks the linear program can serve as a better heuristic.

Thales decided to further investigate both directions. Maurits de Graaf: “A student is
coming to do an internship at Thales, he will find the report from the study group on
his desk. Part of his task will be to look at the impact of dispensing our framework.
Can we retain the good properties of the current setup and combine them with the
new algorithm? And if we remain within the framework, how can we use the ideas
from the study group to improve the MaxWill heuristic?” He concludes that the study
group is a great initiative: “Even if you can not directly implement the results, you
gain a better insight and departure points for further research.”

Team Thales

Nikhil Bansal, David Bourne, Murat Firat, Maurits de Graaf, Stella Kapodistria, Kun-
dan Kumar, Corine Meerman, Mihaela Mitici, Francesca R. Nardi, Björn de Rijk,
Suneel Sarswat and Lucia Scardia.



Chapter 4

Check the lights

Headlights, LED spots and other optical systems produce complicated light
patterns. Philips Lighting checks the output of their new designs by trac-
ing millions of rays through the system. A reliable method, but very time-
consuming. For advanced solutions, the calculations may take days. Can the
study group come up with a faster approach?

Philips Lighting develops optical systems. Since the introduction of LED these sys-
tems have become more and more intricate. A naive method to predict the brightness
and intensity of a new system is to trace a random ray of light through it. For a single
ray this is an easy calculation, but for a realistic image you need to track up to a
million rays. The devil is in the details, skipping a small number of rays may result in
an incorrect pattern. Altogether the computations can take an entire weekend to run.
One of Philips Lightning’s long-term-goals is developing faster methods, so they can
more easily test and optimize their designs.

Wilbert IJzerman, department head of Philips’ LED Platform development group,
knew about a different approach, but he never had any time to look into it. When he
was home with the flu he started thinking about it again: “The walls were closing in
on me and I started tinkering.” The key idea is to look at groups of rays that leave the
light source close to each other with a similar angle. These rays will roughly follow
the same path through the optical system. The initial position and angle of a ray form
a two-dimensional phase-space. How can this phase-space be partitioned in areas
that show the same behavior? More specifically, how can the edge between two
such areas be determined? These were the questions IJzerman and his colleagues
asked the study group.

They knew that their problem was tough, so they suggested that the study group fo-
cused on two-dimensional models. Mathematician Maxim Hendriks from Eindhoven

21
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University of Technology: “The problem itself was immediately clear, but only later
we understood what made it so hard. It is impossible to find exact solutions for some
of the problems. You can do it numerically by solving the same problem many times.
Actually many, many times. Which is troublesome in practice too.”

1

Three cups that are increasingly hard to analyze. The two-faceted cup on
the left is the easiest, the multi-faceted in the middle a bit harder and the
smooth cup on the right is the hardest.

A cup with two facets

The study group decided to start with a very simple light fixture: a symmetric cup
with a flat base and two inclined facets. The entire base is the light source. This
models a simple torch or bike light. The light intensity is not equally strong in all
directions; it varies with the cosine of the angle of the light ray. These sources are
called Lambertian and to the human eye they appear to have the same brightness
when viewed from different angles.

The quality of the light bundle is assessed on a screen that is parallel to the light
source. In most real life applications it is unknown how far away a wall will be from
the lamp. Therefore only the far-field is considered, this may be seen as a target
screen at infinity. The distance is in practice always much larger than the size of the
optics and hence you can apply the far field approximation.

For an elementary two-faceted cup it was possible to analytically determine the num-
ber of reflections before a ray left the cup. To ease counting the reflections, the
mathematicians mirrored the cup and not the rays.
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The number of reflections of a ray is the same as the number of reflected
cups it passes. So in this example the red ray is reflected once and the blue
ray twice.
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They divided the phase-space in regions where rays had the same number of reflec-
tions. The boundaries between these regions turned out to be nearly straight lines
for their simple example. The next step was to calculate how a reflection changes
the angle of a light ray and use that to determine the exiting angle of each ray. Fi-
nally, from all this they computed the intensity pattern at the far field. For some cups
a familiar pattern arose. The light was brightest right in front of the fixture, but just
right and left of this bright core was a darker ring, which in turn was surrounded by a
bright ring. Hendriks: “I remember this effect from when I held a torch light as a kid.
There was always a black spot close to the middle of the light bundle.”

For the example cup suggested by Philips the intensity became a nice and
simple peek.
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For a cup with slightly different inclined edges the intensity pattern was
something like a batman mask. This is the torch light effect.
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Different cups

Multi-faceted cups can be seen as a stack of two-faceted cups. By careful retracing
the beams of light that emanate from the cup back to the source, the results from
two-faceted cups can be used to find the intensity for these multi-faceted cups. The
study group also managed to generalize part of the results to polygonal cups.

For smooth cups things became much harder. To make things workable the study
group made the rather limiting assumption that the ray trajectory always alternated
between the left and right side of the cup. So cups that would reflect a ray from
the left side back onto the left side were not allowed. Even with this restriction it
was impossible to reconstruct the exact partitioning of the phase-space. The study
group showed how finding the boundary of regions in the partition is equivalent to
finding the zeroes of a (sophisticated) function. They indicated a whole ensemble of
numerical tricks that could do this.

Faster simulations

Finally, the group considered how Philips’ current method of ray tracing could be
sped up using the partitioned phase-space. Instead of using random rays, one could
smartly select a small number of rays to trace and derive the rest of the paths from
there. The study group proposed two different methods. The first assumes that the
partition of the phase-space is known. The method starts by taking a small prelimi-
nary sample of uniformly distributed points from the phase-space. For each of these
points their path is determined by traditional ray-tracing. Then a much larger sample
of points is randomly selected from the phase-space as an estimation sample. For
these points there is no need for ray-tracing, because their path can be computed
from the paths of the nearest points in the preliminary sample.
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The results from the first method on a smooth cup (solid line). The prelimi-
nary sample contained 512 rays, the estimation sample 218. They compared
the pattern with the naive ray-tracing of 218 rays (dashed line).

The resulting intensity pattern was very close to the true profile, but there were some
striking differences. This was mainly caused by errors in the approximation of the



25

phase-space partition. Therefore the team came up with a second method that does
not need the partition of the phase-space and only makes some very weak assump-
tions about this partition. As before the method starts by tracing a small preliminary
sample of rays and selecting a larger estimation sample. But now for each point in
the estimation sample the method takes different groups of nearby points in the pre-
liminary sample that all have the same number of reflections. If the estimation point
fits nicely into one of these groups, it must have the same number of reflections as
these points. Otherwise, ray-tracing is performed and this ray is added to the prelimi-
nary sample as extra data. This method simultaneously estimates the partition of the
phase-space and the intensity profile. In general only points close to the boundary of
a region in the phase-space need to be traced. The method was tested on a smooth
cup with a preliminary sample of 512 points and an estimation sample of 219 points.
The method only used 38,006 ray tracings, which is about 7% of the rays. The re-
sulting intensity plot is almost identical to the one from doing 218 ray tracings. This
naive method however takes hours, while the new method runs in a few minutes.

First steps

Wilbert IJzerman is not sure that Philips will implement this faster method: “We have
to be really sure that we are not missing some details.” He is however very happy
with the results from the study group. “For the industry this week is the perfect way
to explore new directions. If the study group solves your problem, then it is too easy
and not very interesting for further research. If they do not make any progress, your
problem is too hard. But if they manage to make some first steps in a week, you get
the feeling that you could really do something with this problem if you worked on it
for a year.”

Two ideas from the study group were new to him. The first was the backward tracing
of the light that was used in the multi-faceted cups: “We had never done something
like that in this context. This method gives our designers a better understanding
of what happens with the phase-space.” The other fresh idea was searching the
boundaries in the phase-space by determining zeroes of a function.

IJzerman has decided that his questions deserve further research, starting with a
student and hopefully later a research project from the Dutch Technology Foundation
STW. “These are deep questions, both analytically and numerically. I think that the
mathematicians in the study group saw that our problems are just as hard as those
in academics.”

Team Philips

Jan Bouwe van den Berg (University Amsterdam), Rui Castro (Eindhoven Univer-
sity of Technology), Jan Draisma (Eindhoven University of Technology), Joep Ev-
ers (Eindhoven University of Technology), Maxim Hendriks (Eindhoven University of
Technology), Oleh Krehel (Universität Erlangen-Nürnberg), Ivan Kryven (University
of Amsterdam), Karin Mora (University of Bath), Botond Szabó (Eindhoven University
of Technology), Piotr Zwiernik (Eindhoven University of Technology).



Chapter 5

In the Dutch mountains

Bartels Consulting Engineers came to the study group with the wildest idea:
building a mountain of two kilometers somewhere in The Netherlands. Could
the mathematicians find a good location? And could this giant mountain be
sustainable?

“Our country is flat. Booooooring flat”, wrote journalist and former professional cyclist
Thijs Zonneveld in the summer of 2011. “It’s a crazy idea. I know. But the more I
think about, the more I like it. I want a mountain. A real one. In the Netherlands.” His
crazy idea was picked up and soon many people were enthusiastic about building
a mountain in The Netherlands. Tourists could go there for a day of skiing, Dutch
athletes could do altitude training at home and cyclists would finally have a serious
climb in this country.

A group of many companies joined forces in the organization “Die berg komt er!” (The
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mountain will be there!). They started investigating the feasibility of building a two
kilometer high mountain somewhere in The Netherlands. One of these companies is
Bartels Consulting Engineers, responsible for many big engineering projects such as
the excavation of the Stedelijk Museum in Amsterdam. Bartels Consulting Engineers
came to the Study Group with a list of questions about the mountain. Where should
the mountain be built? What materials can be used to build a mountain? Can the
mountain be sustainable?

Moniek Vrielink, communication and marketing advisor at Bartels, was not sure
at the beginning whether their company could formulate a question for the study
group: “Our idea was so new, we did not have clear practical problems such as Tata
Steel. But the organizers were so enthusiastic about working on the mountain, so we
started discussing. And a week later we had thought up the questions for the study
group.”

Location, location, location

The eight locations for the mountain as suggested by Bartels.

First things first: the mathematicians started by picking a location for the mountain.
They considered the eight locations that were suggested by Bartels. Two of these
locations were on busy flight routes to Schiphol, which is not a very good place to
put a mountain. Two other locations would hinder ship traffic to Rotterdam or the
IJsselmeer, so they were out too. For the four remaining options the study group
considered sea currents and the impact on both nature and society. The only loca-
tions that did not immediately raise objections were location 1 in the sea near Bergen
aan Zee and location 8 on land in Flevoland.

Layering

What is the effect on the soil of building a mountain? It is quite well known when and
how soil will slide if a huge building is placed on it. But a mountain of two kilometers
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easily dwarfs the tallest man-made structure; the Burj Khalifa in Dubaj which is 830
meters. A mountain also has a different shape and will be much broader at the
base than a building of the same height. Therefore the traditional models for soil
mechanics can not be used. Just dumbly plugging in the data would for instance
result in a sliding zone of several kilometers deep. But at this depth the soil might
contain rock and the computations would not make any sense.

Therefore the study group developed a new model to give a rough estimate of how
far the mountain would slide into the soil. They modeled the mountain as a solid
cone that is mainly made out of concrete. Their rough estimate for the basis of the
mountain is 150 square kilometers, which is larger than the entire Disney World area.
The mass of the mountain would be around 6,9 trillion kilos (which has an impressive
twelve zeroes).

The soil was modeled in four layers. The upper layer is very thin compared to the
others and therefore neglected. The second layer consists of clay and sand and its
thickness depends on the location. In Flevoland, the remaining land-option for the
mountain, this layer is about half a kilometer thick. The third layer is also formed of
clay and sand, but it is much more compressed from the pressure of the layer on
top of it. Underneath this layer is the fourth and final layer which mainly consists of
limestone. To simplify calculations, the study group combined these last two layers
in their model as one rigid layer. So their model consisted of a mountain, a mobile
layer and a rigid layer.

Two layers of soil and a mountain. To simplify calculations the mountain is
taken to be a cone with a base area of 150 square kilometers and a mass of
6.9 trillion kilo. When the mountain sinks in the ground, a ring of soil around
the mountain will be pushed up.

Slowly sinking in

In this simplified model the mountain sank eleven meters in the soil. This will push
the soil around the mountain upwards. The amount of soil that gets displaced is a
staggering 1.7 billion cubic meters. The mathematicians calculated that this would
amount to a ring-shaped area from up to three kilometers away from the mountain
rising eleven meters upwards. This would be a disaster for all the houses, roads
and other existing structures in this area. The study group considered putting the
mountain on pillars or making the mountain from a material that is less dense than
the soil. However, both methods seem impossible to implement with current tech-
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nologies. Therefore the study group concludes that it is best to build the mountain in
the sea, where the effects of displacing soil will have less impact than on land. So
they decide that Bergen in Zee is the best location for the mountain.

All the concrete in the world

How much material would be needed to build the mountain? In high-rise buildings
roughly thirty percent of their volume consists of structural elements such as walls
and pillars. But of course there are some huge differences between a mountain and
a building. A mountain should have a useful exterior, but for buildings it is mostly the
inside that counts. There is also the different shape: in high-rise buildings the height
is much larger than the width, but for the mountain this will be reversed. For lack of
more data, the study group decided to stick to thirty percent of the total volume as the
estimate for the materials in the mountain. This would amount to a whopping thirty
cubic kilometers of material. If the mountain were made from concrete, the amount
of concrete needed would be four times the yearly worldwide production. This would
give a carbon footprint equal to 350 years of Dutch emissions. Even with the faster-
to-manufacture plastic it would take 29 years to produce enough material (where we
again assume we may use the total worldwide production).

The mathematicians conclude that a man-made mountain can not be built using
traditional construction materials.

Step by step

The study group also looked at the suggestion from Bartels to build the mountain in
stages. One could start with a little hill and gradually expand the hill into a mountain.
The mathematicians warned that in this process inevitability a slow-down would oc-
cur. If the mountain is made in the naïve way by adding layers to a hill, the slow-down
will be at the end. Beginning with one cubic kilometer of material might make a hill
of roughly 450 meters. Adding the same amount of material would add 121 meters
and increase the height to 571 meters. But at the end, if there is 99 cubic kilometers
of material already in the mountain, adding another cubic kilometer will only give an
extra height of 8 meters.

Good news

In their presentation at the end of the Study Group the mathematicians summarized
all these impossibilities of building a mountain. But then they smiled and continued:
“Now the good news, suppose there is a mountain. How can we make it sustain-
able?” The goal was to make the mountain a zero energy construction: to have a
zero net energy consumption and zero carbon emissions.

Vivi Rottschäfer from Leiden University explained that is was fun to brainstorm about
this: “We could think differently than an architect. The inside of a building has to be
useful. We could do other things. A wind expert also emphasized we should think
of different usages. The Amsterdam Arena makes more money from concerts than
from soccer games.”
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The answer is blowing in the wind

They focused on means of generating energy that exploited the height of the moun-
tain. The wind speed at two kilometers altitude is for instance twice the speed at sea
level. The energy that a windmill generates depends on the third power of the wind
speed. So twice the wind speed means eight times more energy.

Wind tunnels would be another great way for producing energy on a mountain. Long
narrow tunnels suck in air, similarly to a chimney. With a tunnel the wind power
can be increased approximately five times. Combining the height of the mountain
with tunneling it seems that a turbine could harvest thirty to forty times more power
than a traditional windmill at sea level. However: the current turbines are not built to
withstand these higher wind speeds, so new ones would have to be developed.

Sunny days

Solar panels are not more efficient at a greater height, but their advantage is that they
can be installed in places that would not be used otherwise. One could also think
about solar chimneys. These consist of a glass roof, a chimney, and wind turbines.
Sun heats the air in the chimney through the glass roof and the warm air rises in
the chimney. This will generate high wind speeds, which can generate wind from
turbines. A single solar chimney of one kilometer high can provide energy for thirty
thousand Dutch households. The great advantage of solar chimneys is that all the
necessary technology is available and relatively cheap. The main problem with them
is that people usually object to a huge chimney in their neighborhood. But when the
chimney is built into an enormous mountain this will be a minor problem.

A schematic view of a solar chimney.

The mountain will be there

Even though the mathematicians concluded that with current technology it is not pos-
sible to build the suggested mountain, Moniek Vrielink remains optimistic. “Nothing
is impossible. Many people are thinking about other ways to make a mountain. Com-
panies that normally compete against each other all join forces in this crazy idea.” It
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will take at least until the end of 2013 to finish the feasibility study. But the concerns
of the mathematicians are taken into account. The current building plan is to start
at 300 meters and go from there in steps of 300 meters to a final height of 1200
meters. Vrielink: “That way we would only need an area of six by six kilometers on
the ground.” They are also studying the further possibilities of solar chimneys and
were very happy with this suggestion.

Thijs Zonneveld remarked at the presentation of the final report that the mountain is
an innovation catalyzer. It generates tons of new ideas. Vrielink is confident about
the long-term view: “The mountain will be there.”

Team

Paulo J. De Andrade Serra (Eindhoven University of Technology), Tasnim Fatima
(Eindhoven University of Technology), Andrea Fernandez (University of Bath), Tim
Hulshof (Eindhoven University of Technology), Tagi Khaniyev (Middle East Technical
University), Patrick J.P. van Meurs (Eindhoven University of Technology), Jan-Jaap
Oosterwijk (Eindhoven University of Technology), Stefanie Postma (Leiden Univer-
sity), Vivi Rottschäfer (Leiden University), Lotte Sewalt (Leiden University) and Frits
Veerman (Leiden University).



Chapter 6

Calculating the response of a
ship

How does a ship react to the continuously wave action? MARIN asked the
study group to find a way to calculate the response from the ship from a bulk
of measurements. They found a solution, but was it more clever than what
MARIN was doing?

Maritime Research Institute Netherlands (MARIN) is a familiar face around the study
group. The previous years they brought problems about extreme rolling of vessels
in head waves, thruster allocation and maneuvering behavior of ships. Naturally,
their 2012 question was also about ships: this time floating production, storage and
offloading units (abbreviated as FPSO’s). Offshore companies use these vessels
for storing and processing oil and gas. Most of these ships are moored at a fixed
position at the sea. They are huge. The study group used data from a FPSO that is
230 meters long. For comparison: the Dom Tower, the tallest Dutch church tower, is
a measly 113 meters high.

A FPSO typically has a lifespan of twenty to thirty years. Cyclic loading from waves
slowly degrades the structure. How can you determine this consumed fatigue life
time? Over time the draft of the ship is recorded, a buoy around it measures wave
elevation and angle, and strain gauges continuously monitor the strains in the struc-
ture. These measurements can be related to design limits to predict when the struc-
ture will fail, or even better: to prevent the structure from failing.

32
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There is a small problem: the amount of data is overwhelming. For instance, one
buoy provides twice an hour the incoming waves in 91 angles, for 64 frequencies
each. After two years this adds up to more than two hundred million data points.
The question for the study group was to find a new mathematical way to compute
the response of the structure from this giant heap of data. The main goal was to
determine the response amplitude operators, or more informally, the response of the
structure to the incoming waves.

Ingo Drummen, project manager at MARIN, knew this was a though problem: “We
had spent a lot of time on it and I mainly wanted to get a fresh perspective. Could the
mathematicians come up with something more clever than what we were doing?” It
was Drummen’s first personal experience with the study group and he was amazed
how much time it took to communicate the problem: “I have been in this field for
many years and it was hard to go back to the basics. It surprised me that people
didn’t know what the draft of a ship is.” Just to be sure: the draft of a ship is the
vertical distance between the waterline and the bottom of the hull.

Cherry-picking

Iason Zisis from Technical University Eindhoven chose this problem because he liked
the engineering and mathematics behind it: “It is about doing something smart with
the data” He and his colleagues soon decided that they should limit themselves to
the mathematical part of the problem and not advice MARIN about the ship: “We
truncated the problem to pure data-analysis.”

It was not easy to handle the data. During their presentation the mathematicians
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joked that in their normal work there was too little data: “But here we had more than
enough. It was hard to figure out what to do with it.” They decided to only use a
small part of the data. Firstly they picked just one draft range of the ship and just
used the measurements in which the draft was between 12.5 and 13 meters. This
left “only” 1176 measurements for each wave frequency. The system was still over-
determined, because for each frequency there were 91 unknowns, one for each of
the angles. But not every measurement is good. For instance, when a ship passes
the measuring buoy, this will affect the local measurements, but not the reaction of
the vessel. To exclude such erroneous measurements the mathematicians selected
for each frequency only the data point with the highest response of the ship.

Least squares

Even after cherry-picking the data the system was overdetermined, there were still
many possible solutions. So they needed a way to choose the best solution. A
standard solution for such overdetermined problems is fitting the data with a least
squares approximation. This method finds the solution for which the sum of the
squared errors is minimal.

0.025
0.1

0.2
0.3

0.4
0.5 0.58

frequency, Hz    0
   40

   80
   120

   160
   200

   240
   280

   320
   356

θ

-4e+10

-3e+10

-2e+10

-1e+10

 0

 1e+10

 2e+10

 3e+10

 4e+10

Φ

At the first try the least squares method found a solution with negative values. This
might theoretically be the best solution for the given data, but in reality the response
of the ship cannot be negative. Therefore a constrained least Squares method was
used that only returns positive solutions.
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The resulting solution was very, very spiky. For a small change in the frequency or
angle of the incoming wave, there would suddenly be a very strong reaction from the
vessel. But the actual relation has to be smooth; changing the waves a bit should
only change the reaction of the ship a bit.

More assumptions

The study group decided to further limit the allowed solutions. They assumed that
the reaction of the ship was a periodic function in terms of the direction of the waves.
To be more precise; they assumed that it could be written as a truncated Fourier
series using cosines of the wave direction. Zisis: “In reality waves come from the
front or the side. The ship shows a big response in one direction and a small one on
the other side. Therefore it makes sense to use cosines.”

This approach yielded a reasonable solution, but for some small frequencies the
approximation error was still very high. In their report the mathematicians note that
this is probably caused by measurement errors. They conclude that you need at least
500 data points to make a reasonable approximation. They also observe that if the
number of free parameters in the Fourier function increases, the solution becomes
bad.

Ingo Drummen from MARIN: “I deliberately did not tell the study group what the so-
lution should look like, because I wanted to give them as much freedom in modeling
as possible. But during their presentation I noticed that their solution became worse
when it had too many free parameters. In such cases you start explaining errors of
measurement with physics. This was the biggest eye-opener for me. A few weeks
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later with another project I was in the exact same situation, trying to find the balance
between keeping the system as free as possible and avoiding that too much freedom
produces nonsense.”

The study group did not come with something more clever than MARIN was already
doing. Drummen: “Their methods are as good as ours. This was both a disappoint-
ment and a relief. A disappointment, because it would have been nice to have a
better solution. But also a relief, because this showed that MARIN had not over-
looked something easy.”

MARIN continues working on this problem with people from Technical University
Eindhoven. Ingo Drummen hopes to come back to the study group next year: “It
is good to have a week of intense contact and then work together in the long run for
more depth.”

Team MARIN
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