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Abstract A great amount of research has been done recently in the field of indoor and outdoor 3D 

reconstruction. One of the latest and most promising applications is Kinect Fusion, which 

was developed by Microsoft Research. The Point Cloud Library (PCL), which is a world-

wide-used open-source effort for 3D processing, released an implementation of Kinect Fu-

sion, namely KinFu. The current KinFu implementation provides robust real-time 3D re-

construction, but scalability and texture reconstruction are yet unsolved problems. This re-

port describes a system to overcome these two limitations. The system, which uses com-

modity hardware, consists of a workstation, a graphics processing unit (GPU), and a Kinect 

sensor. The real-time 3D reconstruction system described in this report enables the creation 

of 3D models of indoor scenes that are bigger than the scanning cube in the original KinFu 

implementation. The open-source implementation is fully integrated to PCL. 
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Foreword 
 

2011. Kinect Microsoft. KinFu real-time. 3D revolution in vision and imaging. Fran-

cisco was born just in time to join the VCA group in his final project, to help in the 

group adaptation and transition from 2D to 3D processing. As a result, KinFu Large 

Scale is born and already used by many researchers around the world as an open 

source software library. 

 

This project was started to get a grip on the young-yet-exploding domain of a real-

time reconstruction of a photorealistic 3D models of the surrounding world. While, in 

VCA group we have had some experience in offline 3D vision and processing, the 

real-time 3D reconstruction was a dark but intriguing area to step inside. Francisco 

has bravely made this step as a first one among us, by investigating the state-of-the-

art in real-time 3D without much of available expertise around. The complexity of 

the SoA algorithms has shown to be just enormous. Despite this complexity, in the 

end of his project, Francisco has managed to push the frontiers even further, as pre-

sented in the following paragraph.  

 

Francisco has tackled the particular problem of 3D reconstruction of arbitrary-size 

large indoor environments. The SoA algorithms were able to reconstruct individual 

objects or small areas only. As a basis, he has taken a KinFu CUDA-based algorith-

mic pipeline able to sense and reconstruct a cubic area of 9m
3
. He has extended 

KinFu with a notion of a World Model and enhanced the pipeline with a Cyclic Buff-

er, thereby eliminating the size limitations and enabling reconstruction of large envi-

ronments. Moreover, he has improved robustness of the camera tracking algorithm of 

KinFu. 

 

With the resulting KinFu Large Scale open source library, VCA group obtains a good 

visibility among researchers in the 3D vision domain. Moreover, we now come to the 

period of industrial pilot projects on indoor 3D reconstruction. 

 

dr. Egor Bondarev 

Eindhoven, 2012 

 

 





 

Preface 
 

This report is a concluding deliverable of the Sensing of Complex Buildings and 

Reconstruction into Photo-Realistic 3D Models project. This report describes the 

design and implementation of two major extension in KinFu: a system for real-

time 3D reconstruction. The two extensions enable KinFu to scan large indoor 

scenes and apply photo-realistic textures to the model. 

  

This project was carried by the author as his nine-month project of the two-year  

Professional  Doctorate  in  Engineering  (PDEng)  program, also known by its 

Dutch name OOTI (Ontwerpers Opleiding Technische  Informatica),  provided  

by  Eindhoven  University  of Technology and Stan Ackermans Institute.      

    

The target  audience  of  this  report  is  a  technical  audience  with  a basic  no-

tion  of  modern  software  design, and the 3D reconstruction pipeline. 

  

Readers that are interested in the global overview of what has been developed and 

how it is useful can read the executive summary. Readers interested in the con-

text, stakeholders, domain and problem analyses should read Chapters 1 to 4. The 

requirements that were established with the stakeholders are detailed in Chapter 

5. Readers interested in the proposed solution should read Chapter 6. The archi-

tecture and design of the solution is detailed in Chapter 7. The implementation-

related topics are discussed in Chapter 8. Those interested in the testing and vali-

dation should read Chapter 9. The conclusions and future work can be found in 

Chapter 10. Finally, those interested in the process aspects of the project should 

read Chapter 11.  

 

 

 

Francisco Heredia  

September 25, 2012 
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Executive Summary 
 

The 3D reconstruction of indoor and outdoor environments has received an inter-

est only recently, as companies began to recognize that using reconstructed mod-

els is a way to generate revenue through location-based services and advertise-

ments.  

 

A great amount of research has been done in the field of 3D reconstruction, and 

one of the latest and most promising applications is Kinect Fusion, which was 

developed by Microsoft Research. Its strong points are the real-time intuitive 3D 

reconstruction, interactive frame rate, the level of detail in the models, and the 

availability of the hardware and software for researchers and enthusiasts.  

 

A representative effort towards 3D reconstruction is the Point Cloud Library 

(PCL). PCL is a large scale, open project for 2D/3D image and point cloud pro-

cessing. On December 2011, PCL made available an implementation of Kinect 

Fusion, namely KinFu. KinFu emulates the functionality provided in Kinect Fu-

sion. However, both implementations have two major limitations: 

 

1. The real-time reconstruction takes place only within a cube with a size 

of 3 meters per axis. The cube’s position is fixed at the start of execu-

tion, and any object outside of this cube is not integrated into the recon-

structed model. Therefore the volume that can be scanned is always lim-

ited by the size of the cube.  

 

It is possible to manually align many small-size cubes into a single large 

model, however this is a time-consuming and difficult task, especially 

when the meshes have complex topologies and high polygon count, as is 

the case with the meshes obtained from KinFu. 

 

2. The output mesh does not have any color textures. There are some at-

tempts to add color in the output point cloud; however, the resulting ef-

fect is not photo-realistic. 

 

Applying photo-realistic textures to a model can enhance the user expe-

rience, even when the model has a simple topology.  

The main goal of this project is to design and implement a system that captures 

large indoor environments and generates 3D photo-realistic large indoor mod-

els in real time. 

 

This report describes an extended version of the KinFu system. The extensions 

overcome the scalability and texture reconstruction limitations using commodity 

hardware and open-source software. The complete hardware setup used in this 

project is worth €2,000, which is comparable to the cost of a single professional 

laser scanner. The software is released under BSD license, which makes it com-

pletely free to use and commercialize. 

  

The system has been integrated into the open-source PCL project. The immediate 

benefits are three-fold: the system becomes a potential industry standard, it is 

maintained and extended by many developers around the world with no addition-

al cost to the VCA group, and it can reduce the application development time by 

reusing numerous state-of-the-art algorithms.  
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Glossary 
 

Integration: A general-purpose, representation-independent method for the accu-

rate and computationally efficient registration of 3-D shapes including free-form 

curves and surfaces. This method was introduced by Besl and McKay. The method 

handles the full six degrees of freedom and is based on the Iterative Closest Point 

(ICP) algorithm, which requires only a procedure to find the closest point on a 

geometric entity to a given point. The ICP algorithm always converges monoton-

ically to the nearest local minimum of a mean-square distance metric, and the rate 

of convergence is rapid during the first few iterations. The application of this 

method in the presented project is to register sensed data from unfixtured rigid 

objects with an ideal geometric model, prior to shape inspection.  

 

Iterative closest point (ICP):  Iterative Closest Point (ICP) is an algorithm em-

ployed to minimize the difference between two clouds of points. ICP is often used 

to reconstruct 2D or 3D surfaces from different scans, to localize robots and 

achieve optimal path planning, to co-register bone models, among others. 

 

Mesh: A polygon mesh or unstructured grid is a collection of vertices, edges and 

faces that defines the shape of a polyhedral object in 3D computer graphics and 

solid modeling. The faces usually consist of triangles, quadrilaterals or other sim-

ple convex polygons, since this simplifies rendering, but may also be composed of 

more general concave polygons, or polygons with holes. 

 

Model: A 3D reconstruction of an object or room. In this report a model is a point 

cloud containing the information for X, Y, Z coordinates as well as the TSDF value 

for each of these points. 

 

Normal vector: In geometry, an object such as a line or vector is called a normal 

to another object if they are perpendicular to each other. For example, in the two-

dimensional case, the normal line to a curve at a given point is the line perpendicu-

lar to the tangent line to the curve at the point. A surface normal, or simply nor-

mal, to a surface at a point P is a vector that is perpendicular to the tangent plane 

to that surface at P. The word "normal" is also used as an adjective: a line normal 

to a plane, the normal component of a force, the normal vector, etc. The concept of 

normality generalizes to orthogonality. 

 

Origin: The point of origin for the coordinates. Marked as (0, 0, 0) for the (x, y, z) 

coordinates. 

 

Point: A representation of a vertex in 3D space. It may have other values besides 

the X, Y, and Z coordinates. These other values can be a color, alpha value, dis-

tance to a surface, normal, among others. 

 

Point cloud: A point cloud is a set of vertices in a three-dimensional coordinate 

system. These vertices are usually defined by X, Y, and Z coordinates, and typical-

ly are intended to be representative of the external surface of an object. Point 

clouds are most often created by 3D scanners. These devices measure in an auto-

matic way a large number of points on the surface of an object, and often output a 

point cloud as a data file. The point cloud represents the set of points that the de-

vice has measured. 

 

Raycasting: Ray casting is not a synonym for ray tracing, but can be thought of as 

an abridged, and significantly faster, version of the ray tracing algorithm. Both are 

image order algorithms used in computer graphics to render three dimensional 

scenes to two dimensional screens by following rays of light from the eye of the 

observer to a light source. Ray casting does not compute the new direction a ray of 

 



 

2 

 

light might take after intersecting a surface on its way from the eye to the source 

of light. This eliminates the possibility of accurately rendering reflections, refrac-

tions, or the natural falloff of shadows; however all of these elements can be faked 

to a degree, by creative use of texture maps or other methods. The high speed of 

calculation made ray casting a handy rendering method in early real-time 3D video 

games. 

 

Registration: Registration of two datasets is the process of identifying a geomet-

rical transformation that locates the coordinate system of one in that of the other. 

Rigid body registration restricts the searched transformation to be a combination 

of translations and rotations which are sufficient to describe the movement of solid 

objects. 

 

Truncated Surface Distance Function (TSDF): A volumetric representation 

introduced by Curless and Levoy that consists of a cumulative weighted signed 

distance function.  

 

Vertex: A vertex (plural vertices) in computer graphics is a data structure that 

describes a point in 2D or 3D space. Display objects are composed of arrays of flat 

surfaces (typically triangles) and vertices define the location and other attributes of 

the corners of the surfaces. 

 

World model:  A point cloud stored in CPU that contains the data of the 3D re-

construction of the room that is being scanned. The world model is constructed as 

data is extracted from KinFu.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

Para papá…  



 

4 

 

 

1 Introduction 
 

In this chapter an overview of the project is presented. The context, the market needs, 

the problem statement, and the goals of the project are presented in Section 1.1. An 

outline of this report is provided in Section 1.2.  

1.1 Context 
The Video Coding and Architectures (VCA) Research Group is part of the Signal 

Processing Systems department of the Eindhoven University of Technology. The 

research carried out in the group spans areas of video analysis, image/video segmen-

tation, object-oriented and 3D video compression that underpin systems-oriented 

research on video coding and architectures. This work pursues state-of-the-art video 

functionality at high cost-efficiency (e.g. for real-time aspects and/or mobile applica-

tions), through a combination of novel algorithms and architectures. 

 

The main research work conducted by VCA group members is performed within the 

scope of research projects. One of the current projects is called 3DScenery. This pro-

ject aims at developing an autonomous robot that captures the environment using 

various sensors, and synthesizes the captured data into a high-quality textured 3D 

model of the environment. The synthesized 3D models should be of High-Definition 

(HD) photographic quality, so that a viewer, while walking through the scene on an 

arbitrary path, can perceive the scene as a natural environment and view the scene's 

objects in detail.  

 

1.1.1 Market needs 

The generation of the 3D photo-realistic models comes as a response for the people’s 

need to experience and share beyond 2D images. People want to experience the elec-

tronically-captured scene or object as closer as possible to the way they do it in real-

life: walking in a scene, looking around, check detailed objects, touching and feeling 

objects, and so forth. 

 

Answering these needs represents also opportunities in different markets. To further 

exemplify the need for such a system, three potential applications are presented be-

low. 

 

Case 1: Indoor surveillance 

 
Nowadays, surveillance of complex buildings with many connected rooms is performed 

by multiple cameras, which stream video to a monitor or control room. In case of a de-

tected emergency, an alarm notifies the guards that a certain camera detects a suspicious 

event or even a crime. Then, a guard is able to identify the event location and view the 

corresponding video sequence on a display.  

 

At present, only the camera number of the alert and a live video of the ongoing action 

are available. There is no mapping of the event with respect to the building structure and 

the details of the location, where the action takes place. The only possibility for obtain-

ing some contextual information on the location is that a security guard looks on a floor 

plan showing the projected camera positions.  

 

What surveillance guards/companies need for efficient acting is to have a complete 3D 

map of the building, on which the detailed info of current events is rendered in real-

time. On such a map, the guards would be able to trace back the human’s moving paths, 

activities and crowd points, as well as to measure distances. Moreover, such 3D map 

can be used for a human activity analysis with respect to the interior objects, and de-

tailed after-crime analysis.   

 



 

 

 

Case 2: Online demos for town halls and public organizations (e.g. museums, cathe-

drals, stadiums) 

 
Public organizations, like museums, stadiums as well as town halls, are always look-

ing for ways to represent their assets online in a most attractive and interesting way. 

The available methods are videos, pictures or panoramic images streamed via the In-

ternet. In those cases, a user can see the assets only from predefined points of view. 

This limits a full user-involvement, prevents from getting a comprehensive knowledge 

of the assets (pictures and sculptures) and, as a result, makes such online demos less 

appealing and informative for the public organizations.  

  

To improve the viewer perception and increase his involvement, such demonstrations 

should allow the viewer to walk in an arbitrary path through the (museum) scene, look 

from different perspectives and zoom in (to the pictures). Moreover, to provide max-

imum realism and attractiveness in experience, a technology should offer photo-

realistic quality of 3D scenes. However, such technology is currently not available at 

the market place. 

  

Case 3: Online presentation of houses (real-estate agencies), and accommodations 

(hotels)  

 
Competition on the real estate and hotel reservation markets is so high, that compa-

nies are desperately looking for marketing means that would distinguish them, attract 

clients and increase their business.  In 2010, around 45% of hotel bookings were made 

via the Internet (and this share is growing) [1], thus the quality of online presentation 

of hotels and real-estates is of critical importance for such companies.  

  

Similar to Case 2, current representations of houses, castles and hotels are made by 

conventional pictures and videos, which do not allow a viewer to get a complete as-

sessment of a property. Currently, real-estate agencies, hotels and hotel reservation 

systems are looking for a way to represent their assets in an interactive and compre-

hensive manner. An online representation enabling a client to walk through the 3D 

HD-quality models of the hotels (houses, villas, etc), and measure the distances be-

tween objects/walls is a very promising solution for such companies. This will en-

hance the marketing, attract more clients and improve the visitor’s conversion (ratio 

between visitors and sales). 

 

For the reasons mentioned above, VCA has interest in developing tools that provide 

the 3D reconstruction functionality with high accuracy and quality.  

1.1.2 Problem Statement 

One of the interests of VCA is to perform research on sensing technologies and sys-

tems to extract as much information and with the greatest quality as possible from the 

environment. Extracting information such as high-definition color pictures, and de-

tailed surfaces helps to reconstruct photo-realistic 3D models, which make them 

more attractive and rich to the end-user.  For further reference on how this goal fits 

within VCA group’s roadmap, please refer to Section 2.1. 

 

Currently the group possesses a laser scanner, a high-definition 360-degree camera, 

and a Kinect sensor.  

 

The Kinect sensor is attractive for four main reasons. First, because it is very afford-

able with respect to sensors that have similar characteristics. Second, because it is 

able to generate dense point samples at an interactive frame rate (30 fps). Third, be-

cause it generates 3D samples as well as RGB samples simultaneously. Finally, be-

cause it is used with the KinFu system: an open-source system for 3D reconstruction.  

 

The KinFu system displays attractive results [2] and has great potential for high-

quality 3D reconstruction [3]. KinFu is being developed by the Point Cloud Library 

(PCL) community. The current status, as well as its results and output are further 

analyzed in Section 3.4. 

 



 

6 

 

 

Figure 1 shows a 3D reconstructed model shown in Kinect Fusion official video [4], 

an application developed by Microsoft Research. The picture in (a) shows the real 

scene, whereas (b) shows the textured model with an artificial light, which is ulti-

mately the quality of reconstruction that is desired.  

 

 

Figure 1: (a) Real world scene. (b) Textured 3D model with artificial light. The 

model is generated using Kinect Fusion by Microsoft Research. [5] 

 

One of the main limitations of KinFu is that it is currently limited to scanning medi-

um-sized rooms [6]. This is why scalability of the system poses an interesting chal-

lenge since the core characteristics of the system must be maintained. These charac-

teristics are the interactive visualization, mesh and point cloud extraction, real-time 

reconstruction, among others. 

1.1.3 Related Work 

The first results on reconstruction of 3D models have been achieved by 
Uyttendaele et al. [7]. In their work, a system takes a set of conventional pictures as an 
input and constructs a 3D mesh-based environment model. The presented results yield 
decent quality reconstruction for architectural assets, e.g. walls, ceilings and tables. 
However, the system cannot properly handle reconstruction of arbitrary-shaped ob-
jects, which normally constitute a large volume in a scene. Further research on 3D 
reconstruction from conventional images has resulted in reconstruction methods both 
for precalibrated camera setups and for noncalibrated image sequences [8][9]. These 
methods have scored high in reconstruction of planar surfaces and pre-defined scenes. 
Unfortunately, the quality of resulting meshes of complex and arbitrary-shaped objects 
is far from optimal. 

 
Emerging 3D sensing technologies have accelerated research on 3D algorithms 

that benefit from specific types of input data, such as from stereo sensors, time-of-
flight cameras [10][11], structured light cameras [12] and LIDARs [13]. These meth-
ods enable a significant quality increase of reconstructed surfaces, due to the intrinsi-
cally beneficial depth-sensing property of the above-mentioned 3D devices.  

 
Despite the improvements mentioned above, 3D data processing creates a number 

of new reconstruction issues that are only partially solved. Firstly, even for a single 
capturing pose of a hybrid sensor setup, the correct texture mapping is an open issue. 
The prerequisite for a correct texture mapping is that the multiple sensors (3D vs. 2D) 
deployed on one or more capturing devices should be optimally registered and cali-
brated. However, physical aspects, such as natural lens distortions, noise in the depth 
data and laser-based point clouds pose a problem for accurate calibration and registra-
tion. 

  
Secondly, an accurate alignment of individual 3D data sets (depth map, point 

cloud) captured from arbitrary positions, for obtaining an accurate synthetic scene is 
still a fundamental challenge, which is addressed by various ICP [14][15] and MLS-
based [16] algorithms with limited success.  

 



 

 

Thirdly, the accumulating errors in camera-pose/odometry computation leads to 
incorrect point cloud alignment and texture mapping. Researches tackle this pose-
correction problem by various types of visual and/or 3D-based SLAM algorithms, 
empowered by subsequent bundle adjustments techniques [17][18]. So far, these algo-
rithms are applicable to specific types of scenes only. 

 
Fourthly and finally, textures of the same scene/objects, obtained from multiple 

views, feature inconsistent white balance, hue, brightness and saturation levels, due to 
varying reflections and scene lighting conditions. This imposes a considerable chal-
lenge during UV mapping of the multiple textures on the reconstructed surfaces. Cur-
rently, this challenge is not properly addressed in literature. 

 
Technological advances in RGB-D camera development, e.g. the release of Mi-

crosoft Kinect, have triggered further algorithmic research addressing the above-
mentioned four issues.  In his KinectFusion algorithm, Newcombe [6] has proposed to 
use the Truncated Signed Distance Function (TSDF), together with a depth-based Iter-
ative Closest Point (ICP) algorithm to solve problems of (a) camera pose estima-
tion/correction and (b) volumetric representation of the scene. The algorithm enables 
real-time generation of fused and high-density model of a scene at a high accuracy 
level. 

 
Unfortunately, the KinectFusion algorithm has a number of strong limitations. 

First, it handles only predefined boundaries of a scene, and is not adaptive to large-
scale, arbitrary-shaped scenes. Second, the depth-based ICP is not robust to scenes 
with simple 3D geometry, thereby often failing in camera pose computation. Thirdly, 
high computational complexity of the algorithm leads to (a) high requirements on the 
processing hardware, and (b) extremely large size of the resulting mesh. Finally, the 
texture mapping challenge is not addressed by this algorithm. 

 
Despite these limitations, this algorithm is used as a baseline and enhanced with 

additional algorithms to solve those limitations and integrate all components into a 
processing pipeline. The restriction on predefined boundaries is solved by introduction 
of a cyclical buffer, which enables dynamic storage of currently scanned TSDF vol-
ume only, while the total volume of the scene is permanently stored in a CPU 
memory.  Additionally, a UV mapping algorithm is proposed. 

 
At the time of writing, we have found that similar research has been conducted at 

MIT by Whelan and McDonald [19]. One of the main differences between their solu-

tion and the work reported here is that our implementation extracts TSDF volume 

slices. This enables the injection of TSDF data to the GPU at the time of scan. An-

other difference is that we propose a final mesh generation to be performed in offline 

mode, to benefit from the entire scene model at the mesh optimization and UV map-

ping phases. Furthermore, our current implementation is fully available as an open-

source code through the PCL website [20]. 

1.1.4 Main Goals 

A list of the main goals for this project is given below: 

 

1. To create a system that efficiently deals with the scalability limitation in KinFu, 

targeting the scan of large rooms and complex buildings. 

 

2. To come closer to the PCL open-source community. Collaborating actively with 

the PCL community would give the VCA group more visibility and impact in the 

field of computer vision, by developing software that would be used as standard 

in different research and industrial groups around the world. 

 

3. To generate the architectural foundations for a photo-realistic 3D reconstruction 

system, which is able to reuse modules from open-source implementations, and 

tailor them for the group’s specific needs. 
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1.2 Outline 
The remainder of this document is structured as follows: 

 

Chapter 2 presents the stakeholder analysis for this project. The roadmap established 

for 3D reconstruction in the VCA group is described in section 2.1. The stakeholders 

are identified in section 2.2. The communication management plan is described in 

section 2.3. 

 

Chapter 3 provides an in-depth domain analysis for this project. An overview of the 

3D reconstruction pipeline is given in Section 3.1. Microsoft’s Kinect Fusion is in-

troduced in section 3.2. KinFu, the open-source implementation of Kinect Fusion, is 

described in section 3.3. Section 3.4 presents the results obtained from the analysis of 

KinFu. Section 3.5 describes the scope definition. 

 

Chapter 4 discusses the two KinFu limitations that are solved in this project: scalabil-

ity and texture reconstruction. The scalability is analyzed in Section 4.1. The texture 

reconstruction is studied in Section 4.2. 

 

Chapter 5 establishes the system requirements. Section 5.1 describes the process of 

defining concrete requirements starting from the stakeholders’ wishes. Section 5.2 

describes the constraints for the project. 

 

Chapter 6 provides a description for the proposed solution. An overview can be 

found in Section 6.1. Then, the step-by-step process is given in Section 6.2.There are 

other important aspects that are relevant to the solution. These aspects are: shift de-

tection (Section 6.3), cyclical buffer (6.4), the world model (6.5), standalone meshing 

(6.6), texture extraction (6.7), and standalone texturing (6.8). 

 

Chapter 7 describes the system architecture for the proposed solution using the 4+1 

Architectural Model View. Section 7.1 presents the Use Case View. Section 7.2 de-

scribes the Logical View. Section 7.3 introduces the Process View. The Physical 

View can be found in Section 7.4. Finally, Section 7.5 describes the Development 

View. 

 

Chapter 8 describes the components that are found in the extended KinFu system. 

Section 8.1 gives an overview on CUDA as a platform and processing model. Sec-

tions 8.2 and 8.3 discuss the implementation of two main components in KinFu: Vol-

umetric Integration and Raycasting. Sections 8.4 to 8.6 describe the new components 

in the extended KinFu. The sections describing the new components provide detailed 

information about the design decision, the problem they solve, the main benefit, and 

the related requirements. 

 

Chapter 9 describes the procedure to verify and validate the system that was designed 

and implemented in this project. Sections 9.1 to 9.7 describe the tests for the func-

tional requirements. For each requirement there is a description of the procedure, and 

the observations for the test that is performed. Supporting figures are also provided. 

Sections 9.8 to 9.15 present a short discussion for each of the non-functional re-

quirements in order to assess their level of fulfillment.  

 

Chapter 10 presents the conclusions of the project. The results and derived conclu-

sions are presented in Section 10.1. The recommendations are presented in Section 

10.2. The suggestions for the future work are presented in Section 10.3. 

 

Chapter 11 relates to the project management. An insight on the way of working is 

provided in Section 11.1. The work breakdown structure can be found in Section 

11.2. During the project, some tools were used for tracking the tasks and assign-

ments. These tools are briefly introduced in Section 11.3. 

 

 



 

 

2 Stakeholder Analysis 
 

This  chapter  focuses  on  the  analysis  of  the  different  stakeholders  involved in the 

Sensing of Complex Buildings and Reconstruction into Photo-Realistic 3D Models pro-

ject.   

  

Project stakeholders are individuals and organizations who are actively involved in the 

project, or whose interests may be affected as a result of project execution or project 

completion. The two key stakeholders of this project are the VCA group and TU/e.  

  

The roadmap established for 3D reconstruction in the VCA group is described in section 

2.1. The stakeholders are indentified in section 2.2. The communication management 

plan is described in section 2.3. 

2.1 Roadmap 
The VCA group is involved in different activities regarding video analysis, image/video 

segmentation, 3D video processing and 3D reconstruction. From these areas, the latter is 

the frame of reference for this project.  

 

Furthermore, 3D reconstruction is a topic comprised of several areas of research and de-

velopment. These areas have been structured in the VCA group as shown in Figure 2. All 

the blocks are closely related, since the decisions made in each one of them affects the 

others directly. 

 

There are three main topics related to 3D reconstruction at VCA Labs. These are Sensing, 

Rendering, and Broadcasting.  

 

 

Figure 2: VCA Group Roadmap 
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The Sensing block is comprised of all the techniques involved in acquiring suitable and 

high-quality information from the world. The main idea within this block is to exploit the 

nature of sensors to obtain different types of samples from the environment (e.g. color 

information, depth information). However sensing is not limited to hardware compo-

nents, but it also contains all the software components that perform registration, surface 

and texture reconstruction, and filtering algorithms. Thus this block is in charge of ex-

tracting suitable information from the world and converting it into high-quality models 

for visualization. 

 

The Rendering block consists of techniques for 3D models visualization. The main focus 

of this block is to determine the best way of displaying the 3D model to the user. Differ-

ent factors determine the visualization, such as the amount of samples, the data structure 

for the model (i.e. points, mesh, wireframe), the existence of texture, among others.   

 

The Broadcasting block is focused on the mechanisms to transmit the information to the 

end-user. Works in this block involve dealing with transmission rates, data conversion, 

back-channel mechanisms, and general transmission schemes over a transmission chan-

nel. 

 

The Research block represents the ongoing investigation taking place within the group. 

There is continuous research on state-of-the-art hardware and software that could be inte-

grated into the group’s applications and work in all areas. It also generates good practices 

among the group developers. This is a very strong activity within the group. 

 

The Open-source block is an additional block to the roadmap. It was introduced as a 

complementary area of focus in this project. This block gathers knowledge from open-

source communities and groups, such as the Point Cloud Library (PCL). The main focus 

is to reuse existing techniques, which may shorten the development period for one or 

more projects. Additionally, VCA wants to become more involved with the open-source 

community to be in touch with experts, increase its visibility in the field, and generate 

industry-standard contributions. 

 

This project takes place within the Sensing block. The most relevant subblocks to this 

project are Sensors: Kinect and Manual/Automated Sensing. However as a side goal of 

the project, the UV Mapping block is also involved.  

 

2.2 Stakeholders 
The identified stakeholders for this project are listed in Table 1. 

 

Table 1: Identified stakeholders 

Name Represents Role 

TU/e supervisor TU/e Supervise the project execution. Monitor and control 

the quality and progress of the project. 

OOTI student  OOTI  

Program 

Deliver the project 

VCA supervisor VCA Supervise the project execution.  Provide domain 

knowledge, express needs and software requirements.  

VCA architect VCA Monitor and control the progress and quality of the 

design and development process. Express software 

requirements. 

VCA director VCA Participate in project reflection. Review the project 

report with respect to the technical and academic 

contents. 



 

 

 

2.2.1 Stakeholder Profiles   

The stakeholder profiles are described below. 

2.2.1.1 TU/e supervisor 

Representative Andrei Jalba 

Description Lecturer 

Type Domain expert 

Responsibilities  Monitor and control the quality and progress of the project and the 

resulting products.  

 Provide regular feedback on project progress.  

 Provide relevant domain knowledge and references.  

 Review the project report with respect to the technical and aca-

demic contents.  

 Assess the product, process, report and presentation. 

Success Criteria Quality, execution, progress 

Involvement Project supervisor 

2.2.1.2 OOTI student 

Representative Francisco Heredia 

Description OOTI student 

Type Developer 

Responsibilities  Develop the solution and final report 

 Employ project and risk management.  

 Initiate and manage the required meetings.  

 Reflect on progress and document accordingly.  

 Submit the required documents in time.  

Success Criteria Quality, execution 

Involvement Project manager, developer, QA representative 

Deliverables Final prototype and project report 

2.2.1.3 VCA supervisor 

Representative Egor Bondarau 

Description Senior researcher 

Type Domain expert 

Responsibilities  Monitor and control the progress, design quality, development pro-

cess, and resulting products.  

 Provide domain and technical knowledge.  

 Provide feedback on project progress.  

 Participate in project reflection. 

 Review the project report with respect to the technical and academic 

contents.  

 Assess the product, process, teamwork, report and presentation. 

Success Criteria Quality, execution, progress, publication 

Involvement Project supervisor 

2.2.1.4 VCA architect 

Representative Raphael Favier 

Description Software architect and researcher 

Type Domain expert 

Responsibilities  Provide technical/domain knowledge and skills. 

 Participate in project reflection. 

 Assess the product, process, teamwork, report and presentation. 

Success Criteria Quality, execution, progress 

Involvement Project mentor 
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2.2.1.5 VCA director 

Representative Peter de With 

Description Group director 

Type Domain expert 

Responsibilities  Participate in project reflection. 

 Review the project report with respect to the technical and academ-

ic contents. 

Success Criteria Quality, publication 

Involvement Group director   

 

2.3 Communication Management plan 
The following activities are present to follow the project progress. These 

activities take place between the OOTI trainee, VCA supervisors, TU/e 

supervisor and OOTI students.   

 

Table 2: Communication management plan 

Communication 

method 

Goal Details 

Project Steering 

Group Meeting  

To discuss and reflect on the 

progress, as well as define the 

goals for the following 

iterations.   

Duration: One hour 

Frequency: Every month 

Attendants: Egor Bondarau, Andrei 

Jalba, Raphael Favier, Francisco 

Heredia   

Standup meetings 

with VCA 

supervisors 

To discuss the progress, 

challenges and goals on a daily 

basis. 

Duration: 5-10 minutes 

Frequency: Daily 

Attendants: Egor Bondarau, Raphael 

Favier, Francisco Heredia 

Comeback days To inform OOTI colleagues 

about the status of the project. 

Duration: Whole day 

Frequency: Four times during 

projects’ duration   

Attendants: OOTI students 

Final presentation 

at VCA 

To present the final results to 

the supervisors and evaluation 

committee. 

Duration: One hour 

Frequency: Once 

Attendants: Ad Aerts, Andrei Jalba, 

Peter de With, Egor Bondarau, 

Raphael Favier and Francisco 

Heredia.  

 

 

Chapters 3 and 4 introduce the domain and problem analyses, respectively. The stake-

holders that have been identified in this chapter were interviewed to determine their 

wishes and requirements for the project. These wishes are summarized and translated into 

concrete requirements in Chapter 5. Chapter 6 details the solution proposal. 

  

 

 

 

 

 

 

  



 

 

3 Domain Analysis 
 

This chapter provides an in-depth domain analysis for this project. An overview of the 

3D reconstruction pipeline is given in Section 3.1. Microsoft’s Kinect Fusion is intro-

duced in section 3.2. KinFu, the open-source implementation of Kinect Fusion, is de-

scribed in section 3.3. Section 3.4 presents the results obtained from the analysis of 

KinFu. Section 3.5 describes how the results of the analysis were used to define the scope 

of the project. 

 

In many industries like engineering, building construction, and manufacturing, objects 

are created from digital models on a daily basis. However, the reverse problem, inferring 

a digital description from an existing physical object or environment, has received much 

less attention. We refer to this problem as reverse-engineering or 3D reconstruction. Spe-

cifically, the reconstruction of indoor and outdoor environments received interest only 

recently as companies began to recognize that using reconstructed models is a way to 

generate revenue through location-based services and advertisements. There are various 

properties of a 3D environment that one may be interested in recovering, including its 

shape, its color, its material properties, and maybe even its functional properties. [10]  

3.1 3D reconstruction pipeline 
The 3D Reconstruction Pipeline is shown in Figure 3. When the target is to build a photo-

realistic 3D model from a physical environment, there is a set of processes that have to be 

performed in order to reach the desired result. These processes are: Data acquisition, 

Multi-view Registration, Surface Reconstruction, and Texture Reconstruction. 

 

 

 

Figure 3: 3D Reconstruction Pipeline. The data acquisition block involves get-

ting samples from the object. The registration block merges all the samples into 

one model. The surface reconstruction block interprets the model’s data and 

renders it into a surface representation. The texture reconstruction block tries 

to recover a surface texture or bumpiness to give a more realistic appearance. 

 

The Data Acquisition process consists in capturing information from the physical envi-

ronment into a digital format. Usually this comes as color/or and depth information. The 

output for this block is a point cloud that represents 3D points in coordinate system rela-

tive to the sensor/camera. Some of the factors involved in this stage are the density of the 

samples, the level of noise, samples pre-processing, among others. 

 

The Multi-view Registration process can be described as the alignment of samples ac-

quired from different positions in the world. These samples are merged into a world 

model. In simple words, the process tries to find where the camera was at the time a spe-

cific sample was taken. If there is a way in which the sample fits within the current mod-
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el, it will be stitched to the current model. If the error is too large, then it is rejected and it 

will not be merged with the world model. 

 

The Surface Reconstruction process is in charge of extracting a consistent surface repre-

sentation. The registered point clouds undergo further processing to extract the implicit 

surface within the cloud, and then this surface is recreated as a mesh. Some meshes can 

be overly complex; therefore decimation techniques can be used for error-controlled sim-

plification [21]. During this stage, it is important to make use of suitable data structures. 

These data structures should be able to store important information and hardware re-

sources efficiently.  

 

The Texture Reconstruction process takes place at the end of the pipeline. During this 

stage, the surface appearance is reconstructed and applied to the geometric model ob-

tained from the previous step. The factors that are involved in this process are the interac-

tions with light, the bumpiness of the surface, among others. The successful recreation of 

these factors enhances the visual impression by adding more realism to the model [21].  

3.2 Kinect Fusion 
The scope of this project involves 3D reconstruction of photo-realistic 3D models from 

rooms or buildings. A great amount of research has been done in this field (e.g. [22], 

[23]), and one of the latest and most promising applications is Kinect Fusion. Among its 

many advantages we can find the interactive rates, the level of detail of the reconstruc-

tion, and the availability of the hardware
1
 and software

2
 for researchers and enthusiasts 

[5]. 

 

Kinect Fusion was introduced in [5] and [6]. The system takes live depth data from a 

moving Kinect sensor, and creates a single 3D model with high quality and geometrical 

accuracy. In parallel, the system continuously tracks the pose of the camera and updates 

the scene of the 3D model. This functionality is possible due to the system’s GPU-based 

implementation.  The quality of the reconstructed model is shown in Figure 4. 

 

 

 

Figure 4: 3D reconstructed model of desktop scene using Kinect Fusion. The input 

samples are shown on the left column, and the reconstructed models are shown in 

the right column. It is important to notice the amount of detail that can be recon-

structed, such as the keys in the keyboard, or the logo in the computer. 

                                                           
1
 The average cost for the Kinect sensor makes it attractive for researchers and developers 

[36]. 
2
 There is an open-source implementation of Kinect Fusion available within the Point 

Cloud Library, which shows remarkable functionality with respect to Microsoft’s imple-

mentation  [20].  



 

 

3.2.1 Driving factors 

Within Computer Graphics and Vision, the areas of reconstruction, localization, tracking 

and mapping are fields in which a considerable amount of research has been done, un-

veiling several methodologies, approaches, and generating extensive literature [24] [25] 

[26] [27] [28] [29] [30]. These solutions try to tackle different kinds of problems like 

accuracy, performance, robustness, and so forth. It is due to this general nature that it is 

important to establish the specific factors that drive the development of Kinect Fusion. 

According to the authors [5], the main purpose of Kinect fusion is interaction. 

 

The goals that its developers pursue are listed below. 

 

 Interactive rates: The primary goal for the system is to provide camera tracking 

and 3D reconstruction in real-time. Low latency in the system is critical to allow 

direct feedback and user interaction. For example, the solution in [24] uses of-

fline reconstructions. In [23], the system reconstructs at a rate of about 2Hz, 

which is not fully interactive. In systems like [31], [32] and [22], there is real-

time tracking but there is no real-time reconstruction or mapping. 

 

 No explicit feature detection: Some systems like [31], [23] and [33], need to 

continuously detect sparse scene features in a robust fashion. The authors of 

Kinect Fusion claim that their approach to camera tracking avoids an explicit de-

tection step, and directly works on the full depth map obtained from the Kinect. 

Furthermore, KinFu relies only on depth information for tracking and recon-

struction, which makes it robust in scenes where poor lighting is present, unlike 

approaches like the one in [23]. 

 

 High-quality geometric reconstruction: Some systems (e.g. [31]) focus on 

sparse maps because they main goal is localization.  Others use point-based rep-

resentations [23] or aligned point clouds [33] for reconstruction. KinFu uses sur-

face reconstruction to provide detailed and accurate 3D models, one of its core 

goals. 

 

 No infrastructure: The system should deal with arbitrary indoor spaces. By al-

lowing the user to explore at his/her own criteria, mobility becomes an im-

portant requirement. A large or static sensor would constrain the mobility for the 

user. Additionally, one of the targets is to be able to recreate the scene without 

enhancing the scene with the use of excessively-complex tracking systems [34] 

or markers [35]. 

 

 Room scale: As a final requirement, support for full room reconstruction and in-

teraction is desired. This makes KinFu different from other applications, which 

focus on small desktop scenes [32], [22] or scanning of physical objects [30]. 

3.2.2 Existing versions 

At the time of writing, there are two flavors of Kinect Fusion. The first one is the original 

implementation from Microsoft Research, introduced in [5] and [6]. This can be consid-

ered the original release of the system. It is important to mention that the description on 

the pipeline, algorithms, and data processing is taken from the mentioned articles. There-

fore, it reflects the functionality of the system at its full capabilities.  

 

The second form of Kinect Fusion is the open-source implementation developed within 

The Point Cloud Library (PCL), namely KinFu. The following sections introduce PCL, 

and analyze KinFu with respect to the official release. It is important to keep in mind 

three aspects: first, that the open-source implementation has not yet been officially re-

leased; second, that the current functionality is incomplete when compared to the original 

implementation; and third, that, once released, the open-source implementation is target-

ed to have the exact same functionality as the original version. 
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Having these considerations, KinFu is described based on the original version, in particu-

lar because the open-source implementation is continuously being updated with new 

functionality. Furthermore, when the open-source system is released, this description will 

prove valid for all the functionality that can be found within PCL’s implementation. 

3.3 KinFu: Open-source implementation 

3.3.1 The Point Cloud Library 

The Point Cloud Library (PCL) is a large scale, open-source project for 3D point cloud 

processing. The PCL framework contains numerous state-of-the-art algorithms including 

filtering, feature estimation, surface reconstruction, registration, model fitting and seg-

mentation [20].  

 

Several industrial and research partners around the world are part of PCL’s development. 

The number and quality of the partners involved make PCL a fast-paced and knowledge-

rich nucleus. Furthermore, since it is released under the terms of the BSD license and is 

open-source software, it is free for commercial and research use. 

 

On December 8, 2011, PCL announced the development of a new open-source imple-

mentation of KinFu. At the same time, the preliminary code was made available through 

PCL’s SubVersion (SVN) server. The code relies heavily on the NVidia CUDA [20] de-

velopment libraries for GPU optimizations and requires a compatible Graphics Pro-

cessing Unit (GPU) for best results. The official release is intended to coincide with the 

upcoming PCL 2.0, which will take place during 2012.  

3.3.2 Cost benefit 

In terms of cost benefit, the nature of the KinFu project and the current state of hardware 

enable a scenario in which it is possible to have a cheap, accurate, and fast 3D reconstruc-

tion system. Table 3 shows the setup available in this project, which gives an estimation 

of the cost of the system. It can be noticed that the total amount is comparable to the cost 

of a single professional sensor [36].  

 

Table 3: Hardware setup and costs 

Component Cost 

Kinect Sensor €119.00 [36] 

Hewlett Packard 

Z400 Workstation 

€1,569.00 [37] 

NVIDIA GeForce 

GTX 480 GPU 

€349.00 [38] 

Software €0.00 

Total €2,037.00 

 

 

For all of the above, Kinect Fusion is considered the most suitable solution for cost-aware 

3D reconstruction of indoor settings. The accessibility and speed of reconstruction are 

considered an advantage. However, there are some challenges inherent to the develop-

ment of an application using open-source components. Additionally, the current imple-

mentation takes state-of-the-art commodity GPU devices to the limits (processing- and 

memory-wise), which is why less-capable devices do not show optimal performance.  

3.3.3 Challenges 

The main challenges that have been identified are four-fold: 

 

 Hardware: Microsoft’s Kinect takes samples at 30Hz, and each one consists of 

a depth and an RGB image separately. The samples have a resolution of 

640x480 points, hence the generated information is large. The goal of the appli-

cation is to deal with this information in real-time.  

 



 

 

Developing an application that is capable to process such amount of information 

poses an interesting challenge in itself. Further details on the hardware can be 

found in [39]. 

 

 Software: The main challenge for PCL’s KinFu implementation is the consider-

able code size.  Additional to that, the code is continuously being extended and 

modified.  

 

 3D reconstruction pipeline current status: The current status represents chal-

lenges both from an architectural and from a technical point of view, and these 

two aspects are closely related. The former corresponds to the design in a gener-

ic and structured way that is compliant with PCL guidelines. The latter is related 

to implementing a solution that tackles issues as maintainability and scalability.  

 

 Scalability: The current implementation of open-source KinFu requires great 

processing power and memory [40], and takes current state-of-the art GPUs to 

the limit. Since the system is still under development, reconstructing a setting 

bigger than a room is not trivial.  

3.3.4 KinFu 3D Reconstruction Pipeline 

When looking from the point of view of the system implementation, the Kinect Fusion’s 

pipeline is different from the one in Figure 3, however it is based on the same principles. 

KinFu’s pipeline is shown in Figure 5. 

 

 

Figure 5: Overview of KinFu 3D reconstruction pipeline from raw depth map to 

rendered view of the 3D scene. First, the raw depth map is bilateral filtered. 

Then it is converted to vertex and normal maps (a). Next, these vertex and nor-

mal maps are compared against the raycasted vertex and normal maps to de-

termine the new camera pose (b). When the camera pose has been estimated, 

the new data is integrated into the model (c). Finally, the updated model is 

raycasted (d) to provide a reference for the vertex and normal maps generated 

in the next sample. The camera pose is not estimated on a frame-to-frame basis, 

but on a frame-to-model basis. In addition, comparing the input maps to the 

raycasted maps enables detection of outliers. [5] 

 

There are several blocks in the reconstruction process used in KinFu. These blocks trans-

form the Raw Depth information into a raycasted 3D-rendered model. It is also important 

to mention that the approach for real-time camera tracking and surface reconstruction are 

based on two well-studied algorithms ([14], [41], [42]). In [6], the formulation of KinFu’s 

process can be found, whereas [5] describes the GPU implementation of the same pro-

cess. 

 

The Depth Map Conversion block is similar to the Data Acquisition process. It gathers 

the samples from the sensor and processes them. The raw depth map is converted from an 

image to 3D points and normals into the coordinate system of the camera. Inside this 
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block, a bilateral filter is applied to the raw data and a pyramid from the bilateral depth 

map is obtained for robustness. 

 

The Camera Tracking block is analogous to the Multi-View Registration process. It com-

putes a rigid camera pose with six degrees of freedom (6DOF) in order to align the cur-

rent sample points with the existing world model, using the Iterative Closest Point (ICP) 

algorithm. Relative transforms are incrementally applied to a single transform that de-

fines the global pose of the Kinect. 

 

The Volumetric Integration block is in charge of creating the volumetric surface repre-

sentation introduced in [41]; in other words, this block does not fuse point clouds nor 

creates a mesh [5]. Given the global pose of the camera, oriented points are converted 

into global coordinates, and a single 3D voxel grid is updated. Each voxel stores a run-

ning average of its distance to the assumed position of a physical surface. 

 

The Raycasting block is responsible for extracting views of the implicit surface in order 

to render it to the user. When using the global pose of the camera, the raycasted view of 

the volume corresponds to a synthetic depth map, which can be used as a less-noisy (and 

more globally-consistent) reference frame for the next iteration of ICP. This feedback 

loop permits tracking by aligning the current live depth map with the less-noisy raycasted 

view of the model, as opposed to using only the live frame-to-frame depth map compari-

son. The feedback loop is represented as the Raycasted Vertex and Normal Map block. 

3.4 KinFu Analysis 
A full analysis of the algorithms and existing functionality was performed and document-

ed in [39]. Additionally, the system was profiled and the results can be seen in [43]. The 

analyses were performed on KinFu’s source code available in PCL trunk during the 

months January-March 2012. 

 

From these analyses, important conclusions were reached and the most relevant ones are 

described below. 

3.4.1 Frame rate 

KinFu provides an interactive frame rate of 30 frames per second, which is determined by 

the sample rate of the Kinect. The user is able to scan and visualize the raycasted model 

in real-time. It is also possible to see how the model is being updated as the scan pro-

gresses. 

 

The profiling shows that all computations involved in processing one frame at a volume 

grid resolution of 512
3 
voxels take 22 miliseconds. There is therefore not a lot of room to 

include new computations without affecting the average frame rate. 

3.4.2 Visual Feedback 

KinFu gives visual feedback to the user by providing real-time visualization of the input 

depth map, the raycasted model from the virtual camera position, and a 3D visualizer for 

point clouds or meshes generated from the existing 3D model. This is shown in Figure 6. 

3.4.3 KinFu output 

It is possible to extract the reconstructed model as a point cloud, mesh, or TSDF cloud. 

The point cloud and mesh are in meters, whereas the TSDF cloud is extracted with differ-

ent characteristics. The TSDF cloud is detailed in the following sections. Figure 7 to Fig-

ure 9 show the available output formats for KinFu. 

 



 

 

 

Figure 6: KinFu real-time visual feedback. The user can see the input depth map 

acquired by the Kinect, the raycasted model as it is being built, and the point cloud 

or mesh in the 3D visualizer.  

 

 

 

 

Figure 7: KinFu Output - Point cloud. KinFu is able to extract a colored point cloud 

using the RGB information captured by the Kinect. However it can be seen that the 

colors are not mapped correctly, and that some undesirable effects (e.g. lines on the 

floor) are created after coloring at each frame. At a TSDF volume grid resolution of 

512
3
 voxels, the point cloud extraction takes 40 miliseconds, and saving it to the file 

system takes 20 miliseconds. The point cloud can also be extracted without color 

information, but the times for extraction do not vary considerably. 
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Figure 8: KinFu Output - Mesh. The Mesh is obtained by running marching cubes 

over the TSDF volume grid stored in the GPU at the time of execution. The dimen-

sions of the mesh are in meters. At a TSDF volume grid resolution of 512
3
 voxels, the 

mesh extraction takes 8 seconds, and saving it to the file system takes 30 seconds. 

 

 

 

 

 

Figure 9: KinFu output - TSDF volume. The TSDF Volume is a point cloud that 

represents the occupied voxels inside the TSDF Volume grid. The X,Y,Z coordinates 

for every points do not correspond to a metric position but to the voxel indices in-

side the grid. At a TSDF volume grid resolution of 512
3
 voxels, the TSDF volume 

extraction takes 2 seconds, and saving it to the file system takes 9 seconds. 

 

Figure 10 shows a comparison of the execution times for the extraction actions for the 

different output types in KinFu. The actions involved are extraction (getting data from the 

GPU) and saving the obtained data to the file system. The values for point cloud are in 

the order of miliseconds, whereas the other two output types take several seconds, which 

would lead to dropping many frames or increasing the risk of losing camera tracking. 

Both of these effects are undesirable in the system.  

 

 

 



 

 

 

Figure 10: Time comparison for extraction actions. The actions considered are ex-

traction (getting data from the GPU), and saving the obtained data to the file sys-

tem. These actions are not performed periodically. The extraction of point clouds 

has values in the order of miliseconds, whereas the TSDF cloud and mesh extraction 

can take several seconds. It is undesired to spend so much time in these activities 

since it can lead to dropping many frames, or increasing the risk of losing camera 

tracking. These results were obtained at a TSDF volume grid resolution of 512
3
 

voxels, using an NVidia GTX480 GPU and 4 GB of RAM. 

 

3.5 Scope definition with stakeholders 
According to the results obtained from analyzing KinFu, the discussion was triggered 

among the stakeholders in order to determine what the most urgent extensions to be im-

plemented were. 

 

Among the possible extensions, it was determined that the scope for this project would 

tackle two main KinFu limitations: the scalability (or extension to large areas) and the 

texture reconstruction.  

 

The reason why these two features were chosen is because they have a direct impact on 

scanning large areas. Texture reconstruction increases the visual appeal of the model, by 

applying photo-realistic textures to the generated mesh. Scalability allows us to scan are-

as larger than the default cube in KinFu.  

 

Thus scalability and texture reconstruction are further analyzed in Chapter 4 as the prob-

lems to be solved in this project. Sections 4.1 and 4.2 describe each of these limitations, 

respectively.  
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4 Problem Analysis 
 

This chapter describes the problems to be solved in this project. Based on the out-

come of the analyses introduced in the last chapter, it was determined that the prob-

lems to be solved in this project are scalability and texture reconstruction. The goal is 

to design a mechanism that solves these two limitations, keeping as much as possible 

the essential characteristics of the system. 

 

The scalability limitation is described in Section 4.1. Then, the texture reconstruction 

is discussed in Section 4.2.  

4.1 Scalability 
The term scalability is used to refer to KinFu’s extension to large rooms or buildings. 

The current implementation of KinFu has tackled the issues of interactivity and ro-

bustness, but scalability is a problem that has yet to be solved. What is needed is a 

system that enables the reconstruction of large-scale models while keeping real-time 

capability. 

 

The scalability limitation in KinFu is determined by three types of constraints: Time, 

Physical Space, and Memory constraints. 

4.1.1 Time Constraints 

The large amount of generated information
3
 is stored and processed in such a way 

that KinFu is able to reconstruct at Kinect’s sampling rate (30 Hz). The GPU-based 

implementation uses a large amount of memory in the device to cope with real-time 

reconstruction. For example, processing one sample for real-time reconstruction us-

ing a volume of 512
3
 voxels takes 22 miliseconds.   

 

There is only a window of ~8 miliseconds to perform any other processing without 

affecting KinFu’s nominal frame rate. The full KinFu profiling can be found in [43]. 

4.1.2 Physical Space Constraints 

 

 

Figure 11: KinFu Live View. Despite the scan shown in the figure is incomplete, 

the borders of the volume can be inferred. Even when the Kinect is able to see 

objects outside the current cube bounds, they are not integrated in the model. 

This is due to the fact that data is stored in a voxel grid with predefined size and 

location, which does not vary at any moment during execution. 

 

                                                           
3
 The Kinect generates ~9 million depth points per second. 
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When running KinFu, the specific bounds for the volume being scanned are noticea-

ble (Figure 11). The model displayed in the figure is the result of raycasting the 

TSDF volume grid. It is natural that the raycasted model has clearly-defined bounda-

ries, since the information is obtained from the TSDF volume grid, which is in es-

sence a cube. 

 

It can be considered that the cube that is created when KinFu starts is the system’s 

window to the world, and it can only reconstruct whatever falls inside its boundaries. 

The cube position is fixed in space. 

 

At default settings, KinFu builds a cube of 3 meters and 512 voxels per axis. For 

more information on the TSDF volume grid, please refer to Section 6.4.1. 

4.1.3 Memory Constraints 

While KinFu is able to reconstruct middle-sized rooms [6], the size and resolution of 

the reconstructed model are still bounded by the amount of memory available in the 

GPU. Interactive rates are achieved successfully, but at a great cost in memory foot-

print. Scalability is therefore the main challenge when trying to reconstruct large 

rooms or buildings. From [5] we know the following: 

 

“The full 3D voxel grid is allocated on the GPU as aligned linear memory. Whilst 

clearly not memory efficient (a 512
3
 volume containing 32-bit voxels requires 512MB 

of memory), our approach is speed-efficient. Given that the memory is aligned, access 

from parallel threads can be coalesced to increase memory throughput. The algorithm 

ensures coalesced access to the voxel grid”. 

 

And from [6]: 

 

“The current system works well for mapping medium-sized room with volumes of 

    . However, the reconstruction of large-scale models such as the interior of a 

whole building would raise a number of additional challenges. Firstly, the current 

dense volumetric representation would require too much memory”. 

 

We can therefore consider that KinFu is implemented with performance as the main 

criterion. This leads to an implementation that considers memory efficiency as a sec-

ondary design factor.  

 

 

 

Figure 12: Data memory footprint in GPU. The TSDF and Color volumes are 

the ones that occupy more space. Other data includes the input maps processing, 

camera pose registers, internal vertex and normal maps, among others. These 

results were obtained at a TSDF volume grid resolution of 512
3
 voxels, using an 

NVidia GTX480 GPU and 4 GB of RAM. 
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Figure 12 shows the data memory footprint in the GPU for our particular setup. The 

number of voxels is directly proportional to the amount of memory that is required 

from the GPU device. As mentioned above, the grid of 512
3
 voxels uses about 

512MB out of 1.5 GB available for our particular setting. If color information is de-

sired, the amount allocated memory is doubled. Other data includes the bilateral 

depth map and RGB images, internal normal and vertex maps, among others.  

 

The naive solution would be to decrease the number of voxels in the TSDF volume to 

increase the free memory for other type of processing. However, a high number of 

voxels is desired for two reasons: First, because the number of voxels determines the 

amount of detail in the reconstructed model. Second, because the more voxels there 

are in the TSDF volume grid, the more reference points can be used for camera track-

ing. For these reasons, a high voxel count is desired. 

 

Another simple approach would be to tweak the physical size of the reconstruction 

cube. However, increasing the physical size of the cube while keeping a constant 

voxel count leads to a physically bigger model with lower resolution. Therefore it 

would not be able to reconstruct fine details in the objects. Furthermore, the sensor 

has a limited distance for sensing, after which the measurements are not accurate 

enough; there is also an upper bound on the physical size given by the sensor charac-

teristics.  

 

Figure 13 shows the extracted meshes at different voxel grid resolutions. It can be 

seen that the resolutions of (a) 512
3
 and (b) 256

3 
voxels give acceptable

4
 meshes, 

whereas the resolutions of (a) 128
3
 and (b) 64

3
 provide distorted or rough meshes 

which are not visually attractive. We compare meshes because the texture mapping is 

going to be performed over a mesh, and not over a point cloud. Other comparisons 

can be found in [44]. 

 

 

 

Figure 13: Meshes generated at different TSDF voxel grid resolutions. Meshes 

are shown at (a) 512
3
, (b) 256

3
, (c) 128

3
, and (d) 64

3
 voxels.  Only (a) and (b) 

were accepted as accurate and appealing meshes for the system. Meshes in (c) 

and (d) are not attractive for the solution based on visual appearance. [44] 

 

An interesting post-processing step that could help in the quality of the meshes is 

Mesh Decimation. This step was analyzed in [45], however it is outside the scope of 

this project to include this step on the 3D reconstruction pipeline.  

 

From this section we can summarize that the system should have as many voxels as 

possible, work in real-time (@~30 fps), and be able to scan areas bigger than the de-

fault cube size (3 meters per axis). 

 

The following section details the texture reconstruction, which is the other desired 

feature for the KinFu system. 

 

                                                           
4
 Acceptable meaning visually appealing, that have no clear distortions of the topolo-

gy of the object or scene.  
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4.2 Texture Reconstruction 
In terms of the quality of the reconstructed textures, there is an immediate benchmark 

for KinFu, and that is Kinect Fusion. It is important to remember that the former is 

the open-source implementation (and the base for our system), whereas the latter is 

the system developed by Microsoft Research.  

 

Figure 14 shows the obtained results with Kinect Fusion. It can be noticed that the 

reconstructed model is a mesh with textures applied to it. However Microsoft Re-

search does not claim that the texturing is done at the same time of reconstruction. As 

a matter of fact, the official video of Kinect Fusion [4] mentions that the RGB images 

are not used at the time of reconstruction. Furthermore, there is no documentation 

regarding the texture reconstruction in their publications; this gives us reason to be-

lieve that the reconstruction is done in mesh post-processing. 

 

KinFu is able to generate colored point clouds, however the stakeholders expressed 

that a mesh representation is preferred over a point cloud representation, since it can 

be used to generate UV textures and allow the user to zoom in the model much more 

than with the use of point clouds.  

 

Texture mapping is therefore one of the must-have features in the system. The stake-

holders expressed that real-time texture reconstruction is not mandatory, and that it is 

possible to apply textures in mesh post-processing, in the same way as – we believe - 

it is being done in Kinect Fusion.  

 

Fortunately, there was an existing implementation of a UV texture map generator by 

Raphael Favier [46]. A bridge between this UV map generator and KinFu was how-

ever inexistent.  

 

 

Figure 14: Textured mesh with Kinect Fusion. The lower left image corresponds 

to the original scene, whereas the other two images show the reconstructed mesh 

with applied textures and artificial lighting. There is no published information 

about the texture reconstructions being performed in real time. To the best of 

our knowledge, the texture reconstruction is done in the mesh post-processing. 

[6] 

 

 

Chapter 5 defines the specific requirements that result from the wishes of the stake-

holders. Chapter 6 provides a detailed description of the solution proposed to solve 

the scalability and texture reconstruction limitations, which were analyzed in this 

chapter.  

 



 

 

 

5 System Requirements 
 

This chapter defines the system requirements. Section 5.1 describes the process to 

obtain concrete system requirements, starting from the project goals and stakeholders 

wishes. Finally, Section 5.2 describes the constraints for the project. 

5.1 From wishes to requirements 
The following sections describe the process of defining the stakeholders’ wishes into 

specific functional and non-functional requirements.  

 

Despite there are different points of view on what the product, high, functional and 

non-functional requirements mean, the convention used in this report and project is 

as follows: 

 

The stakeholders’ wishes are broad and general statements about their needs and de-

sired outcome of the project.  

 

The High-level requirements can be considered at the same level of the stakeholders 

wishes, however they are rewritten to reflect the general behavior of the system.  

 

The Product requirements are formulated as statements oriented mainly to sales peo-

ple and readers with no specific knowledge about the system.  

 

Functional requirements are statements that are oriented to the system architect or 

developer, because they have deep knowledge about the system and its internal pro-

cesses. They also provide specific parameters that help validate whether the system 

fulfills a requirement or not. These parameters can be a concrete value or a range of 

values, depending on the situation.   

 

The Non-functional requirements are associated with desired characteristics that must 

be taken into account at the time of design. 

5.1.1 Stakeholders’ wishes 

The stakeholders were interviewed in order to gather their wishes with respect to the 

project.  The aim of the interviews was to have the maximum coverage of diverse 

needs and understand different expectation views of the whole system. As a result, 

wishes that were outside the scope of the present project were also gathered.  The 

out-of-scope stakeholders’ wishes were later used to plan and refine the roadmap. 

Theses wishes were addressed by the stakeholders, and they are listed in Table 4. 

 

Table 4: Stakeholders Wishes 

ID Wish Relation 

W1 Scan the interior of a room/building with the Kinect Project  

Related W2 Construct an accurate 3D model from the scans 

W3 Apply photo-realistic textures to the reconstructed model 

W4 Integrate the scanning system with a robot Roadmap 

Related W5 Create an automated navigation system for the robot based on 

the scans 

W6 Create a broadcasting system of 3D models that allows user 

input 
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W1 corresponds to the ability of scanning areas that may go from small rooms to the 

interior of complete buildings. In contrast of scanning individual objects, reconstruct-

ing spaces poses a set of different challenges. This wish is related to having a system 

that enables reconstructing large areas without further effort from the user.  

 

W2 is related to the accuracy in which a 3D model is reconstructed, however the in-

formation used to create the reconstructed model must come from a reliable sensor. 

The generated model must have a topology that greatly resembles the real room or 

building. The input information for the reconstruction system must also be able to 

gather fine details from the world. 

 

W3 is associated with the appearance of the final model. The model has to be visual-

ly enriched with the use of photo-realistic textures. The mapping of these textures 

must correspond to a high extent to the real room. Problems such as displacement, 

incorrect scaling, or others should be taken into account and dealt with. 

 

W4 is related to making the hardware integration with a robot provided by VCA. The 

required software drivers and communication routines have to be implemented and/or 

gathered from open-source software.  

 

W5 corresponds to making the robot navigate the room or building in order to ac-

quire the model missing data. The navigation system should make use of the infor-

mation existing in the world model to determine where to go and where it should 

gather more samples.  

 

W6 is associated with the system that enables the transmission of the model infor-

mation to a client. This visualization system/application/tool should provide mecha-

nisms so the user can input commands and options.  

5.1.2 High-level requirements 

As mentioned in the previous section, the stakeholders’ wishes were separated into 

project-related and roadmap-related. The former had an immediate impact on the 

solution, and were therefore refined as much as possible during the design phase. The 

latter helped to determine boundaries for the solution and to refine the roadmap. 

 

The set of project-related wishes were reformulated as high-level requirements, and 

are listed in Table 5. 

 

HR1 corresponds to the user interaction with the system, as well as the system’s limi-

tations. For example, the system should not make assumptions on how big the target 

scene is, and should grow dynamically as required. Another example is that it should 

provide a smooth visualization of the target scene, and not have abrupt changes while 

scanning. 

 

HR2 is related to the accuracy that the system is able to provide with respect to the 

target scene. In other words, the topology of the model must be very similar to that of 

the scene. Additionally, the resolution must be sufficient to reconstruct fine details in 

the surfaces, as well as their smoothness or bumpiness. Edges must be well-defined, 

and the model should not present discontinuities where pieces are stitched together.   

 

Table 5: High-level Requirements 

ID High-level Requirement Associated 

Wish 

HR1 The system must enable scanning the interior of entire 

rooms or buildings 

W1 

HR2 The reconstructed model must accurately represent the 

scanned scene’s topology 

W2 

HR3 The reconstructed model must be displayed with a photo-

realistic texture map 

W3 



 

 

 

HR3 is associated to the quality of the texture reconstruction for the model. Providing 

accurately-mapped high-quality textures enriches the experience for the user. Repro-

ducing details on the surfaces is desirable for light and bump effects.  

5.1.3 Product requirements 

In this document, the Product requirements are the ones expressed from the point of 

view of a sales person. In other words, they are statements that make the solution 

attractive to people that do not have a technical background. The resulting product 

requirements are listed in Table 6. 

 

Table 6: Product requirements 

ID Product Requirement Associated 

HR 

PR1 The system enables the reconstruction of entire rooms and buildings HR1 

PR2 The user can see the reconstructed model in real time as he scans the 

scene 

HR1 

PR3 The system can accurately reconstruct big structures but also fine 

details 

HR2 

PR4 The model is shown with photo-realistic appearance HR3 

 

5.1.4 Functional requirements 

After defining product requirements, the specific needs that have to be fulfilled be-

come clearer. However, in order to be able to check whether these needs are fulfilled, 

specific success criteria must be established. These criteria must be concrete and 

measurable. 

 

A set of parameters was defined for the list of product requirements. These require-

ments were rewritten as Functional Requirements and are listed in Table 7.  

 

Table 7: Functional requirements 

ID Functional Requirements Success criteria Values Associated 

PR 

FR1 The system has the capability to in-

crease the size of the world model as 

needed 

The system is able to scan 

areas outside the initial 

cube 

TRUE PR1 

FR2 The system does not have noticeable 

delays when displaying the scene that is 

being scanned 

Framerate  [15..30] 

frames per 

second 

PR2 

FR3 The resulting mesh displays no holes The output is a smooth 

continuous mesh 

Visual  

inspection 

PR3 

FR4 The system has variable volume resolu-

tions 

Voxel grid resolution  [256..512]5 PR3 

FR5 The resulting mesh displays visually-

appealing textures 

Well-mapped photo-

realistic textures 

TRUE PR4 

FR6 The volume stitching in the resulting 

mesh must not be noticeable  

The joints between adja-

cent cubes must not dis-

play topology discontinui-

ties 

TRUE PR3 

FR7 The system allows to return to previous-

ly-scanned areas 

Loading previously-

scanned volumes is possi-

ble for update 

TRUE PR3 

                                                           
5
 Depends on the Actor’s role. May go as low as 128 for preview purposes. 
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This set of requirements will be used in order to validate the solution. Therefore, they 

comprise the success criteria for the system that results from this project. The set of 

requirements will be revisited at the time of testing and validation, which is described 

in Chapter 9. 

 

5.1.5 Non-functional requirements 

The following Non-functional requirements were expressed as desired for the system: 

 

Table 8: Non-functional Requirements 

ID Non-functional  

Requirements 

Description 

NFR1 Extensibility It should be able to work with different types of sensors. 

NFR2 Maintainability It should have clear and well-defined interfaces. 

NFR3 Performance It should respect the frame rate that is currently provided by 

Kinfu (30 fps). 

NFR4 Portability It would be nice to enable porting the applications to other 

platforms. 

NFR5 Reliability It should be possible to access the system functionality almost 

always (99% of the time) 

NFR6 Robustness It should be stable in the presence of errors in the samples. 

NFR7 Scalability It must be able to deal with the addition of new data. 

NFR8 Usability It should not be very complex to use the system. 

 

5.2 Constraints 
For every project there is a set of requirements that help to define its direction. At the 

same time, every project has a set of constraints that help to define clear boundaries; 

this project is not an exception. 

 

As mentioned in the introduction, VCA is a young research group that is currently 

building up its members’ expertise. However, there are also release deadlines that 

must be respected during the development phase.  

 

Furthermore, the VCA group has as a side–goal to approach other research groups. 

Working closely to these other groups would give access to experts in the field, trig-

ger topic-specific discussions, share knowledge, and decrease the time to release ap-

plications. 

 

Last but not least, the use of open-source software would decrease the overall costs 

and development time of the projects within VCA. 

 

These constraints are fulfilled by using PCL’s open-source implementation of Kinect 

Fusion for three main reasons. First, the software is distributed with BSD license, 

which makes it free to use and commercialize. Second, KinFu is, at the time of writ-

ing, the system that shows the highest potential and capabilities to match the target 

system in VCA’s roadmap. Third, the capability of Kinfu is being explored by re-

search and industrial groups around the world, which allows immediate access to 

relevant expertise in different subjects. This project is done in collaboration with 

PCL [47]. 

 

 

 

 

 

 

 

 



 

 

6 Solution Description 
 

This chapter describes the approach taken to overcome the limitations described in 

Chapter 5. Section 6.1 provides an overview of the solution. The step-by-step process 

to scan a large room is detailed in Section 6.2.  

 

Sections 6.3 to 6.8 describe specific features that are part of the solution. Each of the 

mentioned features enables a specific step within the reconstruction process. Section 

6.3 describes the shift detection. The cyclical buffer used in the TSDF volume is in-

troduced in Section 6.4. The world model that is continuously built during the scan-

ning is reviewed in Section 6.5. The standalone meshing module is explained in Sec-

tion 6.6. Section 6.7 and 6.8 detail the texture extraction and standalone texturing, 

respectively. 

6.1 Overview of the solution 
The aim is to use the system to reconstruct the interior of large rooms or entire build-

ings. The first step is to generate the 3D model, and the second step is to reconstruct 

the textures to enhance the visual experience.  

 

The scanning is currently done with a handheld sensor, but afterwards it is intended 

to mount the sensor on a robot so it can scan automatically by navigating the scene. 

The scanner may return to previously-scanned areas in order to refine the 3d model. 

 

Since the motivation behind the solution is to allow scanning arbitrary scenes with 

arbitrary size, it is not possible to foresee the amount of memory needed for every 

possible scene (e.g. small office versus entire airport).  

 

Even if a GPU with a large amount of memory (e.g. 6GB RAM) is used, it will be 

considered as limited if the target room or building is big enough to go beyond the 

GPU’s capabilities. In this sense, adding RAM to the host computer is easier and 

cheaper than choosing a GPU with larger memory. 

 

This criterion is the reason why a mechanism that maintains the reconstructed world 

model outside the bounds of the GPU memory is needed. In other words, that stores 

the current reconstruction cube inside the GPU memory, while the rest of the world 

model is maintained and managed in the Host computer. The layout for the described 

mechanism is shown in Figure 15. 

 

 

 

Figure 15: System example layout. The GPU contains only the small cube that 

fits inside its memory (room), whereas the Host computer stores the rest of the 

world model (rest of the house) in RAM or HDD. The Host and the GPU com-

municate through the PCIe bus, which is the bottleneck in the application. 

Therefore,  data transfers between Host and GPU must be minimized.  
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6.2 Scanning a large scene: step by step 
The expected behavior is described below. The figures show the process in 2D for 

clarity, however visualizing this process in 3D should be easy to do. 

 

1. Let us assume a scene as shown in Figure 16. When KinFu is started, the current 

area that is mapped by the TSDF volume (hereafter the cube) is marked in red in 

the scene (Figure 17). Everything inside the cube will be reconstructed as a 3D 

model. However, the scene is bigger than the size of the cube. 

 

Figure 16: Complete Scene. This is the scene that will be reconstructed using 

KinFu. 

 

 

 

Figure 17: Visible area for KinFu.  A cube (red) is positioned inside the scene. 

Everything that is within the cube (colored) is visible for the application and will 

be reconstructed. All objects outside the cube (grayscale) will not be 

reconstructed, even when the sensor may see them. 

 

2. During the scanning process, the sensor is moved in order to scan objects outside 

the current cube. Since the cube is considered the window to the world, and only 

those objects falling inside the cube are reconstructed, the cube needs to be shift-

ed to a new place where the new target objects are (Figure 18). 



 

 

 

3. The cube’s size remains constant, which is why after calculating the new cube’s 

position (blue), some of the objects that were initially inside it are shifted out. 

This will give room for other objects to be shifted in.  

 

 

Figure 18: In order to acquire the model for the entire scene, it is important to 

scan objects outside the initial cube. Therefore the cube needs to be shifted to a 

new position. 

 

 

4. KinFu uses the existing information in the world model to track the camera pose, 

which is why it is not possible to make big shifts in the cube’s position. Small 

shifts are suggested to allow overlaps between the old (red) and new (blue) cu-

be’s positions.  

 

 

Figure 19: Small shifts are used to keep enough data in the overlap area (purple 

intersection between the cubes) to allow camera pose tracking to perform well. 

Big shifts would result in low tracking performance.  
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5. In order not to lose the sections of the model that are shifted out, it is important 

to add them to the world model, which is being maintained by the Host comput-

er. Before performing the shift of the cube, the data contained in the slice that is 

being shifted out is extracted from the GPU memory. 

 

 

Figure 20: The data contained in the slice that is shifted out will be added to the 

world model, which is being stored in the Host computer. After this data is ex-

tracted, the slice is cleared to give room to the new information. 

 

6. It may also be the case that the new cube’s position (partially) contains a volume 

that was previously scanned. This means that, somewhere in the world model, 

there is information on objects included in the new cube. If that is the case, the 

existing data will be loaded into the cube, in order to improve the camera track-

ing and refine the reconstructed model. 

 

 

Figure 21: If the new cube is positioned in a place that was previously scanned, 

the world model contains information about that area. This information is 

fetched from the world model and pushed to the new cube in order to refine and 

update the world model.  

 



 

 

7. After downloading and uploading has been performed, it is possible to continue 

reconstructing within the bounds of the new cube. The process can be repeated 

several times from step 2 in order to cover the entire scene. 

 

 

Figure 22: The new cube (blue) is positioned inside the scene. Everything that is 

within the cube (colored) is visible for the application and will be reconstructed. 

All objects outside the cube (grayscale) will not be reconstructed, even when the 

sensor may see them. 

 

 

8. Whenever the user is satisfied with the model and wants to finish the scan, all 

the information contained inside the cube at that position is added to the world 

model, and the system stops. In other words, all the model data inside the GPU is 

transmitted to the Host computer, and added to the world model. The world 

model is then saved to the file system. 

 

 

Figure 23: Whenever the user is satisfied with the scanning, he can extract all 

the information in the cube and terminate KinFu. The world model that has 

been built during the scanning procedure is saved to the file system for further 

processing. 
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9. An additional step is to generate the photo-realistic textures for the output model 

using the RGB information obtained with the Kinect. The RGB information is 

also extracted during the scan, and processed after the world model has been 

processed as a mesh. This process is explained in Section 6.8. 

6.3 Shift detection 
The first step towards shifting the cube is to determine when to shift. Shifting is de-

sired when the camera translates or rotates.  

 

Using the camera position is not enough because it is only able to trigger shifts by 

translation. A different approach is therefore used. 

 

At every frame, the camera position and rotation is used to project a point into the 

scene. This projected point is compared against the current cube center. More specif-

ically, the Euclidean distance d between the projected point and the cube center is 

compared against a threshold distance dt.  

 

Whenever d >= dt , the shift is triggered, and the new cube center will be the current 

position of the project point. 

 

 

 

Figure 24: KinFu projects a point based on its translation and rotation. The Eu-

clidean distance between the projected point (blue) and the cube center (green) 

is compared against a distance threshold (orange). Whenever the measured dis-

tance is greater than the threshold distance, the shift is triggered. 

6.4 Cyclical buffer 
One of the main problems is that the TSDF volume occupies a considerable amount 

of GPU memory when the cube is placed in the scene. Therefore, it is not possible to 

allocate memory for new cubes whenever we shift. Additionally, allocating different 

data buffers in memory would result in non-coalesced memory accesses, and conse-

quently affect KinFu’s performance. 

 



 

 

 To overcome this problem, a cyclical buffer [48] is used. The use of a cyclical buffer 

avoids allocating new memory with every shift, since it reuses the buffer that was 

created at KinFu’s initialization.  

 

Two important parameters are being updated with every shift: the origin of the cube 

in absolute coordinates, and the origin of the cube as a circular buffer. The former 

corresponds to the position of the cube with respect to the entire world model. The 

latter corresponds to the origin of the cube with respect only to the internal memory 

buffer and is uses to access specific values in GPU memory.  

 

Using a cyclical buffer is a natural fit with the volumetric data representation used in 

KinFu. 

6.4.1 Tsdf Volume 

KinFu subdivides the physical space of the cube (e.g. 3 meters) into a voxel grid with 

a certain number of voxels per axis (the default value is 512 voxels per axis). This 

can be seen in Figure 25. 

 

 

 

Figure 25: The cube is subdivided into a set of voxels. These voxels are equal in 

size and are positioned equidistantly in space. The default size in meters for the 

cube is 3 meters per axis. The default voxel size is 512 per axis. Both the number 

of voxels and the size in meters influence the amount of detail of the model. 

 

The cube size in meters and the number of voxels determine the resolution of each 

voxel: 

 

 

                 
                   

               
  
      

     
  

 

 

Modifying the voxel count directly impacts the memory footprint for the TSDF vol-

ume in GPU. The tradeoff between the voxel count and the axis size determines the 

resolution of the voxels; i.e. the level of detail that can be reconstructed.  Further in-

formation on these properties can be found in [41], [49], [5], and [6]. 

 

The voxel grid is a set of equal-size cubes which are evenly distributed in space. 

Each voxel contains the TSDF value to the closest isosurface. This is shown in Fig-

ure 26. 

 

Any given voxel will have an offset with respect to the absolute origin of the model, 

and an offset with respect to the internal memory buffer in the GPU. However, due to 

the fact that all the voxels are equally distributed in space, it is possible to know 

where a point is in the world model with only its offset with respect to the cubes’ 
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origin, and the cube’s origin in absolute coordinates. This is the reason why the abso-

lute world coordinates and the memory offset are stored only for the origin of the 

cube, and not for every voxel. 

 

 

 

Figure 26: A representation of the TSDF Volume grid in the GPU. The grid is a 

set of equally-sized, evenly-distributed voxels. The value inside every voxel rep-

resents the TSDF value, which is the value that represents the distance to the 

nearest isosurface. The TSDF has a positive value whenever we are outside of 

the surface, whereas it has a negative value when inside the isosurface. At the 

time of extraction, we avoid extracting the voxels with a value of 1, since they 

represent empty space, and are therefore of no use to our model. 

6.5 World model 
Whenever the cube is shifted, its origin is being shifted as well. Since the same 

memory block is being reused by means of the cyclical buffer, the data that is shifted 

out will be lost unless we extract it from the GPU and add it to the world model being 

built in the Host computer.  

 

The memory corresponding to the slice that is being shifted out will be reset to give 

room for the slice that will be shifted in. After calculating the size of the shift, the 

data is extracted before clearing the slice. The extracted data is sent to the world 

model.  

6.5.1 Data extraction 

At the time of data extraction, the grid is traversed from front to back, and the TSDF 

values are checked for each voxel. In Figure 26, you may notice that the values range 

from -1 to 1.  

 

Since the required bandwidth between GPU and CPU needs to be minimized, only 

the voxels with a TSDF value in the range [-1, 0.98] will be extracted. Voxels with a 

value of 1 are not relevant because they represent empty space. In this way only those 

voxels that are close to the isosurface are added to the world model.  

 

The TSDF cloud is not in meters. Instead, the X,Y, and Z coordinates for each of the 

extracted points correspond to the voxel indices with respect to the world model. 

 



 

 

Based on the results obtained from the KinFu analysis (Section 3.4), and the nature of 

the solution that is proposed in this report, it was determined that extracting the data 

as TSDF clouds was the most suitable solution. There are three reasons for this deci-

sion:  

 

 First, because extracting point clouds takes less time than directly extracting 

the mesh.  

 Second, because the final model must be a mesh, and the meshing algorithm 

is applied over the TSDF cloud and not over a regular point cloud with co-

ordinates in meters. 

 Third, because extracting points with X, Y, and Z coordinates in indices ra-

ther than in meters avoids converting back and forth the values for such co-

ordinates. This also enables the data push in a simpler and faster way as will 

be detailed in the next section. 

6.5.2 Data injection 

After the shift has been performed, and the corresponding slice has been cleared from 

the TSDF volume, the world model is queried for existing data. The query to the 

world model is done using the absolute origin of the cube, and the size of the shift. 

 

The world model returns data only whenever the new cube contains a volume that 

has been previously scanned. In case the world model returns any data, it is injected 

to the GPU to continue updating and refining the model.  

 

The motivation behind pushing data back to the scene in GPU is not only to update 

and refine the world model, but also to provide the tracking block with enough in-

formation not to lose tracking of the camera pose between shifts. 

 

As mentioned in the previous section, the use of the TSDF cloud makes it simpler to 

inject data back to the GPU. By using integers for the X,Y, and Z coordinates, they 

can be directly used to push them to their corresponding place in the TSDF volume 

grid. If, on the other hand, the cloud was in meters, an intermediate step would be 

needed for each point to compute the corresponding index in the grid. 

6.6 Standalone meshing 
There are two important reasons behind this module. First, that extracting the mesh 

while scanning the scene resulted in frame rate critical drops (in the best case), or 

segmentation faults (in the worst case). Second, that the final output representation of 

the model must be a mesh in order to apply the photo-realistic textures to it.  

 

The analysis performed on KinFu revealed that using a mesh while scanning the sce-

ne brings no additional benefit, since it is only a representation of the model for the 

user.  

 

A standalone meshing module is provided. This module reuses the existing marching 

cubes GPU implementation in KinFu. Reusing this implementation ensures that the 

code that is used is optimized for performance, and that no additional conversions or 

steps are needed for the data in the world model.  

 

Using the TSDF cloud for meshing is not the only possible solution. For example, 

other algorithms, such as greedy projection, could be used to mesh the point cloud in 

meters obtained from KinFu. However, for the simplicity of extracting and pushing 

data from/to the GPU, and because the available marching cubes implementation is 

optimized for speed, the TSDF cloud format is the best choice for the purposes of this 

project. 
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Figure 27: The standalone meshing module performs the marching cubes algo-

rithm over the TSDF cloud (KinFu world model output) in order to obtain a 

mesh. 

6.7 Texture extraction 
Applying texture information is another mandatory feature for the system. As men-

tioned in Section 4.2, a module that creates UV textures was available for use. The 

required input for such module is an RGB image, accompanied by the corresponding 

camera pose (rotation and translation).  

 

KinFu periodically extracts RGB images and their associated camera pose during the 

scan. The set of images and poses is stored in the file system. They will be used in 

the standalone texturing step. 

 

 

Figure 28: KinFu extracts a set of camera poses and RGB images during the 

scanning process. This set of images and poses can be used in the texturing 

module to reconstruct a UV texture for the output mesh. KinFu also produces a 

world model in TSDF cloud format. This cloud is used in the standalone 

meshing module. 



 

 

6.8 Standalone texturing 
A standalone texturing module is provided as part of the texture reconstruction pro-

cess. This module performs UV texture generation after the output mesh has been 

generated.  

 

The texturing module has three inputs: the generated mesh in meters, a set of RGB 

images, and a set of camera poses that correspond to each of the images. The output 

for the module is a textured mesh in meters. This is shown in Figure 29.  

 

The generated UV texture makes use of all the images to create a set of materials that 

are applied to the mesh. An optional step, which is outside of the scope of this pro-

ject, is to bake all the materials into a single texture after all the materials have been 

created. This can decrease the required number of files by using only one material 

rather than one material per RGB image. It can therefore reduce the storage size for 

the mesh and its texture.  

 

 

 

Figure 29: Texture reconstruction can be performed in post-processing of the 

mesh obtained from KinFu. The required input is the generated mesh, a set of 

RGB images, and the set of corresponding camera poses. All these elements can 

be obtained at the time of scanning. 

 

The following chapter describes the system architecture. This architecture makes 

possible the large scale reconstruction and texture generation.  

 





 

 

7 System Architecture 
 

This chapter describes the system architecture and system design. Based on the re-

quirements that were defined in Chapter 5, as well as the proposed solution in Chap-

ter 6, extensions are included as part of the new system.  

 

The chapter presents the 4+1 architectural view model for the KinFu system. 4+1 is a 

view model designed by Philippe Kruchten for "describing the architecture of soft-

ware-intensive systems, based on the use of multiple, concurrent views" [50]. The 

four views of the model are logical, process, development, and physical view. In ad-

dition selected use cases or scenarios are utilized to illustrate the architecture serving 

as the 'plus one' view. Hence the model contains 4+1 views. 

 

 

 

Figure 30: Ilustration of Philippe Kruchten's 4+1 Architecture View Model. The 

views are used to describe the system from the viewpoint of different stakehold-

ers, such as end-users, developers and project managers. The Logical View de-

tails the structure of the architecture, its components and relationships. The 

Process View shows the dynamic behavior of the system.  The Development 

View defines the architectural landscape of the system; it shows the interfaces 

between the system’s components. The Physical View shows the hardware for 

the system, the software installed on that hardware, and the middleware used to 

connect the machines to one another. 

7.1 Use Case View 
Human or automated actors interact with the system for different specific purposes; 

they expect the system to behave in a predictable way. According to Booch [51], in 

UML, a Use Case models the behavior of a system or part of the system. It is a de-

scription of a set of sequences of actions, including variants, which a system per-

forms to yield an observable result of value to an actor. 

 

Figure 31 and Figure 32 show the use cases for the Scanner and Explorer actors, re-

spectively. They have been separated for the sake of readability.  
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Figure 31: Use case view – Scanner 

 

 

Figure 32: Use case view - Explorer 

 

The list of all the use cases is given in Table 9. At the time of writing, the required 

hardware to consider the implementation of UC2, UC3, and UC5 is not available. 

Therefore the scope of this project is limited to UC1, UC4, UC6, and UC7. For the 

complete use case specification, refer to [52]. 

 

Table 9: Use cases 

Use Case ID Use Case Actor Involved 

UC1 Scan by hand Scanner (handheld) 

UC2 Scan by robot control  Scanner (manually-controlled robot)  

UC3 Scan automatically Scanner (automated robot) 

UC4 Save model Scanner 

UC5 Explore model Explorer 

UC6 Input Parameters All actors 

UC7 Load model All actors 

 

7.2 Logical View 
The Logical View of a system provides a structural approach, which helps to give an 

idea of what the system is made up of [53].  

 



 

 

Class Diagrams show a set of classes, interfaces, and collaborations. They involve 

global system description, such as the system architecture, and detail aspects such as 

the attributes and operations within a class [54]. 

7.2.1 Initial architecture 

Figure 33 shows KinFu’s architecture as per March 2012. This implementation was 

obtained from PCL’s SVN repository [55]. As mentioned in Section 3.3, KinFu deals 

with many of the blocks in the 3D reconstruction pipeline (introduced in Section 3.1), 

from data acquisition to the mesh generation from the 3D reconstructed model. 

 

The system is comprised of CPU (C++) modules and GPU (CUDA) modules. These 

modules are described below. 

 

 

 

Figure 33: Logical View for the initial KinFu. This is the architecture for the 

system without large scale or texture extraction capabilities. 

 

The KinfuApp class is the component that acts as the main tool for the user. In gen-

eral terms, it acts as a bridge between the sensor control, the Kinect Fusion algo-

rithm, the hardware I/O control, and the user. It is therefore a tool that gathers and 

controls all necessary modules to run KinFu.  

 

The openNIGrabber class deals with sensor control and I/O. It is an open-source 

implementation of the Kinect hardware drivers.  

 

The Display package includes all visualization components for input samples as well 

as 3D representations of the model. The ImageView class can display the input depth 
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and RGB maps, and the raycasted 3D model. The sceneCloudView class can provide 

visualizations of the model in point cloud or mesh representations.  

 

The KinFuTracker class deals with the Kinect Fusion algorithm as described in [6]. 

It makes use of the underlying GPU modules to perform meshing, camera pose esti-

mation, volumetric integration, raycasting, and filtering.  

 

The Filters package contains the routines that handle the sample data. Within this 

package the routines for bilateral filtering and data pyramid management can be 

found. 

 

The Camera Tracking package is comprised of all the routines related to camera 

pose tracking. It uses Iterative Closest Point to compare the input point cloud sample 

to the existing world model; this process helps determine the incremental rigid cam-

era transform at runtime. More information can be found in [5] and [6]. 

 

The Volumetric Integration package contains the routines to perform volumetric 

integration, based on the work of Curless and Levoy [41]. This is the package where 

the Truncated Surface Distance Function (TSDF) is contained. 

 

The Raycasting package encapsulates the components involved in raycasting the 

world model to present it to the user as well as reference for the camera tracking. The 

raycaster algorithm can be found in [49]. 

7.2.2 New architecture 

It is considered that the architecture of the system, while complex, obeys a specific 

principle and separates the components based on functionality. In terms of actual 

code implementation, some modifications could be done for the sake of clarity. How-

ever, regarding the structure, the tasks for each package and component are clear the 

way they are distributed. Furthermore, the system is part of a library that is accessible 

by many people, so backward-compatibility must be ensured at all times. These are 

the reasons why the included modules intend to mimic the structure and have little or 

no impact on the system architecture. In other words, that the included functionality 

is transparent to all the existing users of the system.  

 

Figure 34 shows the resulting architecture after including the modules that enable 

scalability and texture reconstruction.  

 

The added components are mainly three:  

 

 The Cyclical Buffer package is responsible of dealing with the cyclical 

buffer in the TSDF Volume; it is comprised of the Cyclical Buffer and 

World Model classes.  

 The screenshotManager class was added to enable texture extraction at the 

time of scanning.  

 The Volumetric Integration package now contains a component called the 

Injection (as opposite to Extraction) that deals with loading existing data in-

to the TSDF Volume in GPU.  

The implementation of these components is analyzed in depth in Chapter 8.  

 



 

 

 

Figure 34: Logical View for the final KinFu.  The new modules are the 

screenshotManager, the Cyclical Buffer package, and the Injection. 

 

7.3 Process View 
This view helps to define the dynamic behavior of the system. There are several dia-

grams in UML which let the designer analyze the processes. Usually, these diagrams 

are the state diagram, activity diagram, sequence diagram, and collaboration diagram 

[53].  

 

In this report, a simple flow chart is used to describe the process of 3D reconstruction 

for the sake of clarity. The flow chart is shown in Figure 35. 

 

First, the OpenNIGrabber component generates depth maps. These raw depth maps 

are processed by the Filtering component. The raw maps are bilaterally filtered and 

its depth is truncated. The filtered maps will then be used to generate the current ver-

tex and normal maps.  

 

After the vertex and normal maps have been generated, the Camera Tracking module 

must first determine how the new sample fits within the existent model; this is done 

by tracking the camera pose for the current sample. When the new camera pose has 

been determined, the sample can be integrated to the TSDF volume.  

 

If the current sample, however, is the first sample during the execution of the system, 

the sample can be directly integrated to the TSDF volume, and the camera pose is set 

as the default initial pose, which is defined by default. 
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Figure 35: Process View for KinFu. 

 

Before performing the sample data integration, the Cyclical Buffer module checks 

whether it is time to shift the cube. If such is the case, the CyclicalBuffer and 

WorldModel class instances are in charge of performing the shifting routine. The 

whole routine includes operations for calculating the new cube coordinates, extract-

ing data from the TSDF volume, appending data to the world model, and querying 

for existing data to the world model in order to reload it in the TSDF volume buffer. 

 

The next step in the pipeline is performed by the Volumetric Integration module. 

This module is in charge of adding the new sample to the existing TSDF volume, 

based on the obtained camera pose.  

 

Once the TSDF volume has been updated, the Raycaster module is in charge of gen-

erating a reference vertex and normal map. These maps will be used as the reference 

to perform camera tracking (ICP) operations in the next sample.  

 



 

 

Whenever the entire scan is finished, KinFuApp can send a signal to extract and save 

the entire world model to the file system. 

 

At the time of scanning, KinFuApp is continuously saving camera poses and RGB 

images to the filesystem. These files will be used later on, at the standalone texturing 

stage.  

7.4 Physical view 
The Physical View is used to identify the deployment modules for a given system 

[44]. It shows the hardware for the system, the software installed on that hardware, 

and the middleware used to connect the machines to one another [56]. It shows how 

the various executables and other runtime entities are mapped to the underlying plat-

forms or computing nodes. 

 

Even when models tend to evolve over time, it can help discover hardware imple-

mentation issues at an early stage of the project. It also helps with issues such as 

identifying the scope of the model, considering fundamental technical issues, identi-

fying the distribution architecture, as well as the nodes and their connections, and 

software distribution to the nodes [57]. 

 

Figure 36 shows the Physical View for this project. While the system is supposed to 

work in different platforms, there are still some hardware requirements that need to 

be fulfilled in order to obtain a good performance from the system. These require-

ments are met by the setup available in the VCA group.  

 

The execution of the components is distributed between the Host computer and the 

GPU.  

 

 

Figure 36: Physical View for KinFu. The different module instances are distrib-

uted between the Host computer and the GPU. The Host executes the main ap-

plication (KinFuApp), the reconstruction process (KinFuTracker), and the cycli-

cal buffer functionalities (CyclicalBuffer and WorldModel). The GPU executes all 

the individual algorithms involved in the reconstruction such as camera pose 

tracking, raycasting, among others. The GPU routines also include data extrac-

tion and injection between the TSDFVolume (store in the device’s RAM) and 

the world model cloud (stored in the Host’s RAM). 
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The Host computer is in charge of running the main application, the reconstruction 

pipeline, the user interaction, and real-time visualization of the model. It is also in 

charge of performing the cyclical buffer process (shifting the cube) and maintaining 

the world model in the Host’s RAM. 

 

The GPU is in charge of executing all the individual modules involved in the recon-

struction process. These modules include volumetric integration, samples filtering, 

camera pose tracking, raycasting, and meshing. Additionally, the GPU is also in 

charge of extracting TSDF data from and injecting TSDF data to the TSDF volume 

grid existing in the GPU’s memory.  

 

In summary, it can be considered that the Host computer is the brain of the system, 

while the GPU is the muscle. 

 

Table 10 lists the Hardware characteristics for the available setup at VCA. The Z400 

workstation is considered a middle range computer, which fits the target platforms 

for the system under design. As mentioned in Section 3.3.2, the target hardware plat-

forms are middle range computers with enough processing power and memory, but 

still within the affordable range ( [37], [38]) for the serious user. The GTX480 is also 

a middle-range Graphics Processing Unit (GPU), but with enough memory to per-

form real-time processing of the Kinect samples (30 Hz).   

 

Table 10: Workstation Specifications. 

Host Computer 

Processor 

4x Intel(R) Xeon(R) CPU 

W3530 @ 2.80GHz 

RAM 6107 MB 

Operating System Ubuntu 11.04 

Display 

Resolution 1920x1080 pixels 

GPU Device 

Vendor NVIDIA Corporation 

Renderer GeForce GTX 480/PCI/SSE2 

Version 4.2.0 NVIDIA 290.10 

Memory 1536 MB 

 

7.5 Development View 
The Development View helps the designer focus on identifying the initial architec-

tural landscape for the system. They enable the modeling of high-level software 

components and, more importantly, the interfaces to those components [56]. Its main 

purpose is to show the structural relationships between the components of a system. 

In UML 2, components are considered autonomous, encapsulated units within a sys-

tem or subsystem that provide one or more interfaces [58]. 

 

Figure 37 shows the structure of the application. KinFu is built on top of the Point 

Cloud Library, which includes operations for 3D processing, filtering, among others. 

This library is built using the C++ language library, and also with specialized librar-

ies such as Boost. Additionally, all the GPU implementation relies on Nvidia’s 

CUDA. Both the C++ libraries and CUDA are running on top of Ubuntu 12.04 as the 

operating system.  

 



 

 

Figure 37: Development View for KinFu. KinFu is built inside the Point Cloud 

Library (PCL).  PCL relies on other open-source libraries. The minimum re-

quired library versions are shown. OpenNI is a library that includes the Kinect 

drivers. Boost is a general purpose C++ library oriented to generating portable 

code across platforms. CUDA is a parallel computing platform and program-

ming model invented by NVIDIA. VTK is a library that provides visualization 

functionalities. Eigen is a C++ template library used for linear algebra such as 

matrices, vectors, numerical solvers, and related algorithms. These libraries are 

built in C++. The entire system runs over Ubuntu Linux, Windows or MacOS. 

 

 

 

 

 

In this chapter the system architecture has been described using the 4+1 architectural 

view model for the KinFu system. This model has helped to visualize the system 

from different perspectives and understand its construction.  

 

Chapter 8 gives implementation-related details regarding the main components in 

KinFu. 
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8 Implementation 
 

This chapter describes the components added to the extended KinFu system. The new 

components were added to the system in order to provide the scalability and texture 

extraction capabilities. These components contain computationally-expensive algo-

rithms that should perform at a frame rate of 30 frames per second. As a result of 

this, they present a dual implementation. On the one hand, PCL operations and data 

structures are used for data management at the CPU side. On the other hand, CUDA 

instructions are used to handle synchronization, data copying, and parallel computing 

at the GPU side.   

 

Section 8.1 gives an overview on CUDA as a platform and processing model. Sec-

tions 8.2 and 8.3 discuss the implementation of two main components in KinFu: Vol-

umetric Integration and Raycasting. Sections 8.4 to 8.6 describe the new components 

in the extended KinFu. The sections describing the new components provide detailed 

information about the design decision, the problem it solves, the main benefit, and 

the related requirements (taken from Chapter 5). 

8.1 CUDA  
CUDA is a parallel computing platform and programming model that enables dra-

matic increases in computing performance by harnessing the power of the graphics 

processing unit (GPU). [59] 

 

Since its introduction in 2006, CUDA has been used in several applications and pub-

lished research papers, and supported by an extensive number of CUDA-enabled 

GPUs in notebooks, workstations, compute clusters and supercomputers.  There are 

many uses for GPU-accelerated applications such as astronomy, biology, chemistry, 

physics, data mining, manufacturing, finance, and so forth. 

 

Software developers, scientists and researchers can add support for GPU acceleration 

in their own applications using one of three simple approaches: 

 

1. Drop in a GPU-accelerated library to replace or augment CPU-only libraries 

such as MKL BLAS, IPP, FFTW and other widely-used libraries. 

2. Automatically parallelize loops in Fortran or C code using OpenACC direc-

tives for accelerators. 

3. Develop custom parallel algorithms and libraries using a familiar program-

ming language such as C, C++, C#, Fortran, Java, Python, etc. This is the 

approach taken in KinFu. 

8.1.1 Processing Flow 

Figure 38 shows an example processing flow in CUDA. First, the necessary data is 

copied from the main memory to the GPU memory. This is due to the different ad-

dressing methods in the CPU and GPU memories. It is also due to the fact that they 

are physically two different memories. 

 

After all the necessary data has been copied, the CPU gives the instruction to start the 

computations. The GPU will read all the necessary data from its own memory. 

 

The GPU is most frequently used with the Single-Instruction Multiple-Data (SIMD) 

technique. This means that a specific instruction will be performed for a dataset and 

can yield different results. It may be the case that there is data dependency in a spe-

cific computation. To take this into account, CUDA provides a set of instructions that 

allow data and synchronization management to ensure data consistency.  

 



 

 

The GPU has a number of CUDA cores. Each of those cores is able to process one 

thread at a time. Since the processing is done in parallel, it allows obtaining the result 

faster than a traditional sequential execution.  

 

Finally, after all the computations are done, the result is copied back to the main 

memory, where it can be used normally in other processing steps. 

 

 

 

Figure 38: Example of CUDA processing flow. [60] 

 

In order to provide real-time functionality, KinFu uses GPU-based computationally-

expensive algorithms for filtering, volumetric integration, and raycasting. Some of 

the most important algorithms used in KinFu are described in the following sections.  

 

8.2 Volumetric Integration 
The volumetric representation used in KinFu is based on the work by Curless and 

Levoy [34].  The general description for the algorithm in [41] is consists of a cumula-

tive weighted SDF, and it works with one scan at a time. First, the depth image is 

scan/converted into a distance function. After conversion, the data obtained is com-

bined with the previously-existing data using an additive scheme. 

 

In order to achieve space efficiency, a run-length encoding of the volume is em-

ployed. To achieve time efficiency, the depth map is resampled and aligned with the 

voxel grid. This enables traversing the depth map and voxel grid scanlines synchro-

nously. The final manifold is obtained by extracting the implicit surface from the 

volumetric grid.  

 

In TSDF, a continuous implicit function,     , is represented by samples. This im-

plicit function is the weighted signed distance of each point   to the nearest surface 

along the line of sight of the sensor. The function is constructed for a given set of 

depth images    . At the time of construction, the signed distance functions 

            and weights              are combined. Therefore for each point 

 , a cumulative signed distance function     and cumulative weight      are ob-

tained. 
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The functions      and      are represented on a discrete voxel grid. From this 

representation, it is possible to extract the implicit surface, defined by the points 

where       , namely zero-crossing points.  

 

Figure 39 shows how a new zero-crossing point is generated by weight averaging 

two depth samples. In Figure 39(a), the sensor is looking down the x axis, and takes 

two measurements,    and   . The signed distance profiles are given by       and 

     , and they may extend indefinitely. The weight functions are given by       
and      , and they are set to converge to a point behind the depth points. Since they 

belong to the same point and sensor, they should have the same form, but in the fig-

ure they are modified for the sake of understandability. 

 

In Figure 39(b), the cumulative functions for distance (    ) and weight (    ) are 

obtained. The former is a weighted combination of       and      , and the latter is 

the sum of       and      . The new zero-crossing is represented by  , which is 

the weighted combination of     and   . 

 

 

Figure 39: Signed distance and weight functions in one dimension [41]. 

 

In mathematical terms, the rules for combination are defined by the following equa-

tions [41]: 

     
           

       
 

 

            

 

where       and       are the signed distance functions of the image i at point x. In 

order to express these equations in an incremental manner, they are exchanged for the 

following equations: 

  

        
                         

              
 

 

                      

 

And in the case of one dimension only, the value of R would be given by: 

 

  
     
    

 

 

In order to prevent surfaces on opposite sides of the object from interfering with each 

other, the weight functions are gradually decreased behind the surface. This limit 

should be large enough to allow all distance ramps will contribute when near to the 

zero-crossing, but small enough to prevent influencing other surfaces. In practice this 

limit is set to half of the maximum uncertainty interval from the sensor. Furthermore, 



 

 

restricting the functions to the vicinity of the surface leads to a compact representa-

tion and reduces the computational expense of updating the volume. In KinFu, when 

they mention a Truncated SDF, they are referring to the manipulation of the weights 

to include only the points closer to the implicit surface (a.k.a. isosurface).  

 

For the case of 2D and 3D, the depth measurements correspond to curves or surfaces 

with weight functions, and the signed distance ramps are consistent with the primary 

directions of the sensor uncertainty. Some of the uncertainties included in the depth 

image integration are mesh misalignments and inherent errors from the sensor. 

 

At any point during the merging of depth maps, the zero-crossing isosurface can be 

extracted from the volumetric grid. In KinFu, the output is given as a set of vertices 

(which correspond to the voxel grid vertices) with an intensity value. The intensity 

value is presumably related to the TSDF for each vertex.  

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Listing 1: Projective TSDF integration leveraging coalesced memory access. 

Ensuring coalesced memory access is important for optimal performance of the 

application. 

 

The pseudocode for the projective TSDF integration is shown in  

 

 

 

 

Listing 1. The final surface representation is obtained by averaging the weight of the 

two TSDFs (one for the sample and one for the model). After adding the data to the 

existing model, the data is ready to be displayed to the user. The surface reconstruc-

tion is the next step in the pipeline. It is important to mention that this process is exe-

cuted in parallel in the GPU. 

8.3 Raycasting 
The KinFu system has a GPU-based raycaster that is implemented to generate views 

of the implicit surface within the volume for rendering and tracking.  

 

Each parallel GPU thread walks a single ray and renders a single pixel on the output 

image. Since the thread knows the starting position and the direction of the ray, it is 

possible to traverse each voxel along the ray. During the iterations, the thread looks 

for zero-crossings with the surface. The zero-crossings are represented by changes in 

the sign of TSDF values stored along the ray. When the zero-crossing is found, the 

1: for each voxel g in x,y volume slice in parallel do 

2:  while sweeping from front slice to back do 

3:      convert g from grid to global position 

4:       
     

5:      perspective project vertex   

6:   if   in camera view frustum then 

7:                       

8:    if          then 

 9:                                     
10:   else 

11:                                      

12:                             

13:           
                   

       
 

14:   store    and         at voxel   
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final surface intersection is computed using a linear interpolation between the two 

trilinear samplings at each side of the zero-crossing [6].  

 

The normal vector is computed as the derivative of the TSDF at the zero-crossing. 

This is done based on the assumption that the gradient is orthogonal to the surface 

interface [61]. 

Each GPU thread that finds and intersection between a ray and a surface is able to 

calculate a single interpolated vertex and its corresponding normal. Both of these 

calculated elements can be used as parameters for lighting calculations on the output 

pixel in order to render the surface [5]. 

 

Therefore, the output image (or frame in live view) is obtained by raycasting from 

each pixel to the TSDF in order to find the zero-crossings. These crossings are found 

using linear interpolation. The normal at the zero-crossing is obtained with the deriv-

ative of the TSDF. Every thread that finds a zero-crossing obtains a vertex and its 

normal. 

 

The process to extract the implicit surface with raycasting is described in Listing 2. 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

The ray is clipped by the boundaries of the volume it intersects (for the sake of per-

formance). Then the ray is sampled at regular or adaptive intervals throughout the 

volume. At each sample point, three operations are performed: the data is interpolat-

ed, the transfer function is applied to form an RGBA sample, and the sample is com-

posited onto the accumulated RGBA of the ray. These three operations are repeated 

until the ray exits the volume. The RGBA color is finally converted to an RGB color 

and set in the corresponding image pixel. The process is repeated for every pixel on 

the screen to form the completed output image [62]. 

 

After raycasting the volume with the TSDF, the loop between mapping and localiza-

tion is closed. It is important to remember that up to this moment, mapping and local-

ization were done in parallel. At this point, the tracking of the live frame will be done 

against the globally fused model, rather than in a frame-to-frame fashion. 

1: for each pixel u  output image in parallel do 

2:            back project [u,0]; convert to grid pos 

3:          back project [u,1]; convert to grid pos 

4:          normalize                    
5:          

6:    first voxel along        

7:    convert global mesh vertex to grid pos 

8:                     

9: while voxel   within volume bounds do 

10:                  

11:          

12:    traverse next voxel along        

13:  if zero crossing from   to       then 

14:     extract trilinear interpolated grid position 

15:     convert   from grid to global 3D position 

16:      extract surface gradient as          
17:   shade pixel for oriented point       or 

18:   follow secondary ray(shadows, reflections, etc) 

19:  if              then 

20:   shade pixel using input mesh maps or 

21:   follow secondary ray (shadows, reflections, etc) 

Listing 2: Raycasting to extract the implicit surface, composite virtual 3d 

graphics, and perform lighting operations [5]. 



 

 

 

The following sections describe the implementation of the additional components in 

KinFu. 

8.4 Cyclical Buffer 
This section describes a concise justification for the CyclicalBuffer class. For a more 

general description on this class please refer to section 6.4.  

 

Figure 40 shows a diagram of the CyclicalBuffer component. 

 

 

Figure 40: Class diagram for tsdf_buffer structure. The reference to the static 

instance of tsdf_buffer will be passed by KinfuTracker to the other modules (e.g. 

Integration, Raycasting). 

 

Design decision: To include a component that centralizes all the required infor-

mation to deal with cyclic buffering.   

 

Problem it solves: The different modules in KinFu (e.g. Volumetric Integration, 

Camera Tracking, Raycasting) are separated both at the compilation time and in the 

architecture. However, their functionality is tightly coupled at run time. In order to let 

all the modules know the status of the system’s cyclic buffer, many parameters have 

to be available to each and every module. Sending these individual parameters across 

modules increases the possibility of getting synchronization and consistency errors. 

 

Main benefit: All the necessary information is centralized and within reach for all 

the modules in a single bundle. Having a single instance of CyclicalBuffer decreases 

the room for errors and results in cleaner code. Furthermore, the operations related to 

shifting the buffer are centralized as well. 

 

Related requirements 

 

 Functional Requirement FR1: The cyclical buffer is the main component 

that enables shifting the cube inside the scene. Using a cyclical buffer solves 

the problem of having to allocate additional GPU memory every time we 

want to extend the scanning area.   

 

 Functional Requirement FR2 and Non-functional Requirement NF3: Allo-

cating memory in the GPU is an operation that takes more time than per-

forming arithmetic calculations or assigning new values to pointers. Using 

the cyclical buffer allows shifting the cube by displacing the reference to the 

cube’s origin. 
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 Functional Requirement FR6: Cube shifts are performed in small distances. 

This allows for a certain amount of data to remain within the TSDF Volume. 

If such data is present, it is intended to improve the camera pose tracking. If 

the camera pose tracking is accurate, the resulting mesh will not have de-

formations or visible stitches in places where the cube was shifted.  

 Non-functional Requirement NFR2: The cyclical buffer is the only point of 

entry to all the shifting functionality. Furthermore, it is the only component 

that can communicate with the world model class, which results in a clearly-

defined and encapsulated functionality.  

 

 Non-functional Requirement NFR7: The main limitation of KinFu was to 

add more data that corresponds to places outside the original cube. Howev-

er, by adding the cyclical buffer component the addition of new data has 

been enabled.  

 

 Non-functional Requirement NFR8: Using the cyclical buffer class to per-

form the shift is simple. The only input it needs is the camera pose at each 

frame. Based on the input camera pose, it automatically determines if the 

conditions for the shift are met. If a shift is needed, this class will communi-

cate with the corresponding module in KinFu in order to perform such a 

shift, and update the world model accordingly.  

8.5 World Model 
This section describes a concise justification for the World Model class. For an over-

view on this class please refer to Section 6.5. 

 

Figure 41 shows a diagram of the World Model class. 

 

 

Figure 41: Class diagram for World Model class. This class is not directly asso-

ciated with the KinFuTracker class, therefore it is transparent to the regular 

execution of the algorithm. 

 

Design decision: To include a component that manages the reconstructed world 

model that is being stored in the Host computer. This component provides clear inter-

faces to add/retrieve data to/from the world model. 

 

Problem it solves: In collaboration with the Cyclical Buffer component, this class 

maintains the world model in the Host computer. It provides clear interfaces for data 

uploading/downloading on the TSDF Volume. 

 

Main benefit: The addition of this component enables the reconstructed world model 

to be maintained in the Host computer. Extending the memory in the Host is more 

cost-effective than continuously upgrading the GPU. Since this class is not directly 



 

 

accessible by KinFu or by the KinFuTracker class, it is transparent to the original 

KinFu algorithm. 

 

 

 

 

Related requirements 

 

 Functional Requirement FR1 and Non-functional Requirement NFR3: The 

world model maintains all the data that corresponds to the complete recon-

structed model. In other words, it may contain data existing outside the 

bounds of the current cube. This component’s importance resides in its abil-

ity to dynamically update the reconstructed work model at the time of scan-

ning. 

 

 Functional Requirement FR2: Since the world model is maintained on the 

Host side, the delay that is added at the time of shifting is minimal. The de-

lay that is included corresponds to the extraction of data from the GPU and 

transmission to the Host computer. Filtering of the extracted data and update 

of the world model is done in the CPU side. 

 

 Functional Requirement FR7: Given a set of coordinates, the world model is 

able to return data that is contained on a given space. If existing, this data 

can be loaded into the GPU in order to improve camera tracking, and model 

refinement.   

 

 Non-functional Requirement NFR1: Currently this class is attached to KinFu 

via the cyclical buffer class. However, since it uses the most basic data type 

in PCL, which is the Point Cloud, it could be included in other subsystems 

or applications. The implementation is highly generic and uses existing li-

brary components that are not exclusive to KinFu.  

 

 Non-functional Requirement NFR5: When compared to other modules in the 

system (e.g. all the GPU modules), the world model is accessed less often in 

the system, since it is only active at the time of shifting. As a result of this, it 

has not a very high demand and it is available for use almost 100% of the 

time.  

 

 Non-functional Requirement NFR6: Ideally, the TSDF data that is sent to 

the world model is already filtered. However, if that is not the case, the 

world model class has internal methods that check for Nan values and empty 

points. This step is executed as an additional safety check. 

 

 Non-functional Requirement NFR7: Given that the Host computer has 

enough RAM memory, the world model can continuously add new data to 

the reconstructed model. 

8.6 Screenshot Manager 
This section describes a concise justification for the Screenshot Manager class. For a 

more general description on this class please refer to Section 6.7. 

 

Figure 42 shows a diagram of the Screenshot Manager class. 
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Figure 42: Class diagram for the screenshotManager class. It is connected to 

KinFuApp because it has no influence on the reconstruction algorithm. The 

screenshot manager is in charge of extracting images and camera poses at the 

time of scanning. 

 

Design decision: To include a component that extracts different texture snapshots as 

a set of RGB images and camera poses at KinFu runtime. 

 

Problem it solves: Performing texture mapping with the current implementation 

takes up to half a minute for every camera pose. This is the reason why it cannot be 

done at the time of scanning; therefore the need for a standalone texture mapping 

module. Real-time UV mapping is not possible at the moment because it would inter-

fere with the real-time behavior of the application. 

 

Main benefit: This class enables texture extraction as a set of RGB images and cam-

era poses while scanning is taking place. These camera pose and image files can be 

used in the standalone texturing tool in order to generate textured meshes.  

 

Related requirements 

 

 Functional Requirement FR2 and Non-functional Requirement NFR3: Due 

to the high computation power that is required for texture mapping, it was 

determined that the texture reconstruction would be done in post-processing. 

The extraction of RGB images and camera poses has no noticeable impact 

of the system performance. 

 

 Functional Requirement FR5: The screenshot manager class enables the 

first step in the texture reconstruction process, which is obtaining the RGB 

snapshots and their corresponding camera poses. These images and poses 

are saved to the file system. 

 

 Non-functional Requirement NFR2: Since the screenshot manager is only 

responsible for extracting the RGB snapshots, its structure is very simple 

when compared to other modules that are used in KinFu. Extending its ca-

pabilities or specializing this class is a straightforward task.  

 

 Non-functional Requirement NFR7: Given that the Host computer has 

enough Hard disk space, the screenshot manager can continuously add new 

data to the reconstructed model. It uses JPG image file format in order to 

minimize the required memory footprint per image. 

 

 Non-functional Requirement NFR8: Using the screenshot manager is simple. 

It contains only two public operations, one for configuration of parameters, 

and the other to save an RGB snapshot. 



 

 

8.7 Injection 
This section describes a concise justification for the Injection component. For a more 

general description on this component please refer to Section 6.5.2.  

 

Initially, the Volumetric Integration package had only a component related to the 

extraction of the TSDF data. However one of the requirements is to be able to load 

data back to the TSDF volume whenever the sensor is moved to a previously-scanned 

scene. This is the reason why a component that pushes TSDF data back to the GPU is 

needed. 

 

Figure 43 shows a diagram of the Injector component. This is not a class per se, it is 

composed of several operations which allow the data injection.  

 

 

Figure 43: Class diagram for the Injection component. This component is not 

strictly a class, but a set of operations and CUDA kernels that enable injecting 

data to the TSDF Volume. 

 

Design decision: To include a component that is able to inject data back to the TSDF 

Volume (living in GPU) at runtime.  

 

Problem it solves: One of the requirements is to be able to inject data back to the 

TSDF Volume whenever the sensor is moved to a previously-scanned area. While the 

initial architecture provided extraction functionalities, it did not have any means of 

injecting data back to the TSDF volume.   

 

Main benefit: By loading the existing TSDF data, which is obtained from the world 

model at the shift, the intention is to provide the camera tracking module with more 

reference points, as well as updating the existing world model. 

 

Related requirements 

 

 Functional Requirement FR3 and Functional Requirement FR6: Given that 

the estimated camera pose is accurate, the injection of the data results in a 

smooth, continuous mesh. This class uses the TSDF indices to ensure that 

the data is loaded in the correct position in the TSDF buffer. 

 

 Functional Requirement FR7: The main goal of including this component is 

to enable the injection of data back to the GPU memory for tracking or 

model refinement purposes.  

 

 Non-functional Requirement NFR5: When compared to other modules in the 

system, the injection component is used less often in the system, since it is 

only active at the time of shifting. As a result of this, it has not a very high 

demand and it is available for use almost 100% of the time.  
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 Non-functional Requirement NFR6: The injection module contains verifica-

tion steps to ensure that the indices for the received TSDF cloud slice are 

within the permitted boundaries.  

8.8 Other modified modules 
Despite the modules in the architecture are clearly separated, they are all part of the 

same system. In other words, their functionality is coupled to a certain extent. KinFu 

relies heavily on the GPU code to execute the 3D reconstruction pipeline. This is the 

main reason why other CUDA modules were modified as well while including the 

new features. 

 

It is important to notice that these changes are mostly related to the scalability re-

quirement rather than the texturing requirement. Texturing is performed in post-

processing, which is why a separate class was included to perform the image extrac-

tion (Section 7.2.3).  

 

However the 3D reconstruction requires that the model is scalable at the time of 

scanning. Therefore several CUDA modules were modified as a result of this re-

quirement. 

 

The modified modules are: Raycasting, Camera Tracking, Volumetric Integration, 

and Extraction. They are considered only as modified – and not new – modules be-

cause their original functionality is almost the same; only specific memory access 

operations were substituted to deal with the cyclical buffer nature. 

 

Chapter 8 details the Verification and Validation procedures performed to match the 

system performance and behavior with the requirements established in Chapter 5.  



 

 

9 Testing & Validation 
 

This chapter describes the procedure to verify and validate the system that was de-

signed and implemented in this project. In computer modeling and simulation, vali-

dation is the process of determining the degree to which a model or simulation is an 

accurate representation of the real world from the perspective of the intended uses of 

the model or simulation. In order to determine the degree of compliance with the 

established requirements, testing must be performed.  

 

Sections 9.1 - 9.7 describe the test results of the functional requirements. For each 

requirement there is a description of the procedure, and the observations for the test 

that is performed. Supporting figures are also provided. Sections 9.8 - 9.15 present a 

short discussion for each of the non-functional requirements in order to assess their 

level of fulfillment.  

Overview 
The testing and validation is done by comparing the system functionality to the estab-

lished requirements (Chapter 5). Tests are designed to verify two aspects: 

 

1. Does the system provide the required functionality? In other words, that 

the necessary feature is present in the system.  

 

2. If it does, is the functionality within the specified valid range? The pro-

vided feature may not behave entirely as expected. Therefore, it is important 

to identify whether the results are within the valid range, which was defined 

in the requirements. 

The testing and validation is then performed for every Functional Requirement. Af-

terwards, the non-functional requirements are discussed to provide and assessment on 

their fulfillment. 

9.1 Functional Requirement 1 

Requirement 

statement 

The system has the capability to increase the size of the world 

model as needed. 

Success criteria The system is able to scan areas outside the initial cube. 

Target value True 
 

9.1.1 Testing – FR1 

Procedure: After KinFu is initialized, the sensor is translated and rotated. Whenever 

the projected point reaches or surpasses the maximum distance, it triggers a shift. The 

expected outcome is that the cube’s position is updated, by shifting it towards the 

target point.   

 

Observations: The system shifts the cube whenever the threshold distance has been 

reached. Figures Figure 44 to Figure 46 show the test observations. The leftmost 

window is the raycasted model as seen from an independent virtual camera. The cen-

ter window is the current input depth map; it shows what the sensor sees from its 

position. The rightmost window shows the raycasted model from a virtual camera, 

which has the same pose as the sensor. 
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Figure 44: (Test FR1-1) The cube initial position. To the left, the raycasted mod-

el as seen from an independent virtual camera. In the center, the current input 

depth map. To the right, the raycasted model from a virtual camera, using the 

same camera pose as the one in the depth map.  

 

 

Figure 45: (Test FR1-2) The cube has shifted once to the left side. The right side 

of the cube is shifted out, while new elements have been shifted in on the left side. 

The independent camera view shows how the cube has been actually translated 

in space. 

 

 

Figure 46: (Test FR1-3) The cube has been shifted once more to the left side.  

New objects are shifted in on the left side of the cube. The male subject on the 

right side of the cube has been almost completely shifted out. 

9.1.2 Validation – FR1 

The system provides the desired feature successfully.  

9.2 Functional Requirement 2 

Requirement 

statement 

The system does not have noticeable delays when displaying 

the scene that is being scanned. 

Success criteria The system has an interactive frame rate. 

Target value Minimum 15 frames per second. Maximum 30 frames per 

second; defined by Kinect sample rate. 

 

9.2.1 Testing – FR2 

This test is performed in two steps: first, scanning without triggering shifts; second, 

scanning while triggering shifts. 

 

Procedure 1: For the first step, a frame rate indicator is displayed in the console. 

This indicator is monitored for a certain amount of time to get the average frame rate. 

The sensor is moved in such a way that no cube shifts are triggered. 



 

 

 

The scanning is performed for four minutes. The Kinect is producing samples at 30 

Hz. Therefore an execution of four minutes gives should create approximately 7.2K 

samples. This amount of samples is considered a relevant sample, particularly since 

this is the main functionality of the system. 

 

Observations 1: The average frame rate obtained from KinFu in the first test is 27 

frames per second. Figure 47 shows the fluctuation of the frame rate during the exe-

cution.  

 

 

Figure 47: (Test FR2-1) Fluctuation of the average frame rate per second. The 

average frame rate is 27 frames per second. This test does not include shifting 

the cube. The outlier values have been removed. The total amount of processed 

frames is 4.3K over 159 seconds of execution. . The selected volume grid resolu-

tion is 512 voxels per axis, which corresponds to the maximum resolution possi-

ble in the given hardware setup. 

 

Table 11 shows the obtained statistics for the frame rate. 

 

Table 11: (Test FR2-1) Frame rate statistics for KinFu execution. The selected 

volume grid resolution is 512 voxels per axis, which corresponds to the maxi-

mum resolution possible in the given hardware setup. These values are obtained 

for an execution time of 159 seconds without cube shifts. The relevant statistic 

information is listed below. 

 

Total frames processed 4381,68 

Total execution time  [seconds] 158,00 

Frame rate average 27,56 

Frame rate mode 27,03 

Frame rate median 27,34 

Standard Deviation [miliseconds] 0,69 

Standard Deviation [%] 2,51 
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Procedure 2: The sensor is translated and rotated in order to trigger cube shifts. The 

average frame rate is monitored, as well as the execution time of the entire shifting 

routine. The obtained measurements are analyzed.   

 

The scanning is performed for ten minutes. The Kinect is producing samples at 30 

Hz. Therefore an execution of ten minutes gives should create approximately 18K 

samples. This amount of samples is considered a relevant sample, particularly since 

this is the main functionality of the system. 

 

Observations: The average frame rate obtained from KinFu in the second test is 12 

frames per second. Figure 48 shows the fluctuation of the frame rate during the exe-

cution.  

 

 

Figure 48: (Test FR2-2) Fluctuation of the average frame rate per second. The 

average frame rate is 12 frames per second. The outlier values have been re-

moved. This test includes cube shifts in the world model. The total amount of 

processed frames is 1.16K over 600 seconds of execution. The selected volume 

grid resolution is 512 voxels per axis, which corresponds to the maximum reso-

lution possible in the given hardware setup. The threshold shift distance is 0.5 

meters. 

 

Table 12 shows the obtained statistics for the frame rate.  

 

Table 12: (Test FR2-2) Frame rate statistics for KinFu execution. The selected 

volume grid resolution is 512 voxels per axis, which corresponds to the maxi-

mum resolution possible in the given hardware setup. These values are obtained 

for an execution time of 600 seconds including cube shifts. The threshold shift 

distance is 0.5 meters. The relevant statistic information is listed below. 

 

Total frames processed 1165,49 

Total execution time  [seconds] 600 

Frame rate average 12,53 

Frame rate mode 25,84 

Frame rate median 8,39 

Frame rate standard deviation 
[miliseconds] 9,62 

Frame rate standard deviation [%] 76,75 
 

 

It is important to determine what the reason behind the considerable frame rate drop 

is. 
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There are a total of 74 shifts. In the entire shift routine a set of steps are involved: 

Compute shift offset, Fetch Slice, Clear Slice, Update world model, and Push Slice 

back to the TSDF volume.   

 

Table 13 shows the obtained values for the test.  

 

Table 13: (Test FR2-3) The minimum, average, and maximum values are listed 

for each of the steps of the complete shift procedure. The values are in millisec-

onds. These values are obtained during an execution of 600 seconds. The select-

ed TSDF volume resolution is 512 voxels per axis, which corresponds to the 

maximum resolution possible in the given hardware setup. The threshold shift 

distance is 0.5 meters. 

 

  Execution Time [miliseconds] 

Step 
Event 
Count Minimum Average Maximum 

Complete Shift Procedure 74 24 5077 9979 

  Compute shift offset 74 0 0 0 

  Fetch Slice 74 23 27 36 

  Clear Slice 74 0 1 1 

  Update World model 74 3 25 359 

  Push Slice 66 0 5 12 
 

 

Figure 49 shows the execution time fluctuation for each of the steps in the complete 

shift procedure. 

 

Loading data back to the TSDF volume is an optional step, since it depends on the 

cube position after the shift. Every time the cube is shifted, the world model is que-

ried for data, although it may be the case that there is no existing information for the 

specific area; no data is then loaded back to the TSDF volume. This is the reason 

why at first the execution time for Push Slice is sometimes zero. 

 

The amount of time that Update World model takes is a clear indicator on where the 

critical point is. This step is directly related to the amount of points that exist in the 

world model. Figure 50 shows a scatter plot between the shift execution times versus 

the number of points in the world model. 

 

After analyzing the substeps of Update World model, it has been determined that the 

operation that clears the world from NAN points is the one that affects the perfor-

mance the most. A new mechanism for clearing the world from NAN points is need-

ed to reduce the shifting times drastically.  The immediate recommendation is to im-

plement a parallel execution of the cleaning, or to ensure that no NAN points are 

fetched at the moment of extraction. 

9.2.2 Validation – FR2 

The target frame rate range is [15 … 30] frames per second. For the first step of this 

test, with an average frame rate of 27, this requirement is successfully fulfilled. 

 

However, for the second case the frame rate falls below the desired range by an 

amount of 3 frames per second. Within the shifting routine, the step that affects the 

performance the most is Update World model. The first step towards reaching an 

acceptable frame rate is to improve the operation that clears the world model from 
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NAN points. As the number of points in the world model increases, the average 

frame rate is severely affected. 

 

 

 

Figure 49: (Test FR2-3) Execution times fluctuation for each step in the cube 

shift procedure. It can be noticed that most of them remain relatively stable dur-

ing the entire execution. The only exception is Update World Model. This already 

gives an indication of where is the main reason for the considerable frame drop 

after cube shifts are added. The total execution time is 600 seconds. The selected 

volume grid resolution is 512 voxels per axis, which corresponds to the maxi-

mum resolution possible in the given hardware setup. The threshold shift dis-

tance is 0.5 meters. 

 

 

 

Figure 50: (Test FR2-4) Relation between the world size in millions of points (x 

axis) versus the cube shift execution times in seconds (y axis). It can be noticed 

how the amount of points impacts directly the execution time for the shifting 

procedure. The total test execution time is 600 seconds. The selected volume grid 

resolution is 512 voxels per axis, which corresponds to the maximum resolution 

possible in the given hardware setup. The threshold shift distance is 0.5 meters. 

0 

50 

100 

150 

200 

250 

300 

350 

400 

1 8 15 22 29 36 43 50 57 64 71 

Execution times for each step in the cube 
shift  

[miliseconds] 

Compute shift 
offset 

Fetch Slice 

0 

2 

4 

6 

8 

10 

12 

0 10 20 30 40 

 
X axis - World Size [millions of points] 

vs 
Y axis - Cube shift execution time [seconds]  

 



 

 

9.3 Functional Requirement 3 

Requirement 

statement 

The resulting mesh displays no holes. 

Success criteria The output mesh does not show holes or incompleteness 

where the scanner acquired information. 

Target value True. Verification done by visual inspection. 

9.3.1 Testing – FR3 

Procedure:  As mentioned in Section 6.4.1, the TSDF values in every voxel may go 

from -1 to 1, and the extraction routine in KinFu extracts data directly from the TSDF 

volume grid based on this value. The regions of interest are those close to the zero-

crossings, which represent the implicit model surface. 

 

In this section, the tests involve extracting different point sets with TSDF value rang-

es within [-1 … 1]. The target is to determine the minimal data needed to produce a 

mesh with no holes. 

 

Tests are performed for three different TSDF value ranges:  

 

 Range a:  [ -1      … 0.98 ]  

 Range b:  [ -0.75 … 0.75 ] 

 Range c:  [ -0.5   … 0.5   ] 

For every test, the KinFu output is processed (using the standalone meshing applica-

tion) and inspected. The memory footprint, the visual appearance of the output, and 

the number of points are considered. 

 

Observations: The first filtering of the data happens when the voxels with a TSDF 

value greater than 0.98 are excluded from the extraction. In this case the number of 

points decreases considerably with respect to the total number of points in the TSDF 

volume grid, and it is ensured that only the relevant information is extracted.   

 

Table 14 shows the results of the test for the three different ranges. 

 

Table 14: (Test FR3-1) There are three different ranges of TSDF values used for 

the testing. The resulting meshes have the listed characteristics in memory size 

and number of points. These values are compared to the visual output to deter-

mine the importance of truncating the TSDF volume extraction. The selected 

volume grid resolution is 512 voxels per axis, which corresponds to the maxi-

mum resolution possible in the given hardware setup. 

 

Range Values 

Memory Size 

[MB] 

Number of 

points 

a [ -1      … 0.98 ] 17,2 191K 

b [ -0.75 … 0.75 ] 15,8 177K 

c [ -0.5   … 0.5   ] 13,2 148K 

 

 

Figure 51 shows the visual output of the three ranges. It can be noticed that as the 

TSDF range is decreased, the quality of the mesh is affected considerably.  

 

When comparing the visual output to the details listed in Table 14, it is concluded 

that the benefits achieved in memory size and number of points is not relevant. In 

other words, the required memory size does not decrease to an extent that affecting 

the visual output is justified.  
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A mechanism for further TSDF volume compression is needed in order to decrease 

the output mesh. This point is listed as part of the future work. 

 

 

 

Figure 51: (Test FR3-1) There are three different ranges of TSDF values used 

for the testing. The meshes are generated for TSDF values within (a) [-1 … 

0.98], (b) [-0.75 … 0.75], and (c) [-0.5 … 0.5]. The selected volume grid resolu-

tion is 512 voxels per axis, which corresponds to the maximum resolution possi-

ble in the given hardware setup. It can be noticed that by truncating the TSDF 

value range further, the resulting mesh starts to degrade and presents more 

holes due to the inexistence of points to calculate the zero-crossings. Range (b) 

can still be considered as acceptable, however holes already start appearing in 

the mesh. For example, new holes are introduced in (b) on the left shoulder of 

the subject. The current KinFu implementation has been set at range (a) for 

extraction since it gives the best results regarding the completeness of the mesh.  



 

 

9.3.2 Validation – FR3 

Different ranges have been tested for mesh generation. It is concluded that the most 

suitable range at this moment is Range a: [-1 … 0.98]. This range already decreases 

the number of extracted points with respect to the total number of points in the TSDF 

volume. Decreasing this range further causes data losses that introduce holes in the 

mesh.  

 

It is recommended to implement a mechanism for lossless TSDF data compression. 

The desired behavior is to achieve the same results as Range a, but using less sample 

points, which will be reflected in the memory footprint of the saved reconstructed 

models.   

9.4 Functional Requirement 4 

Requirement 

statement 

The system has variable volume resolutions. 

Success criteria The number of voxels per axis in the TSDF volume grid can 

be set by the user. 

Target value True.  

 

9.4.1 Testing – FR4 

Procedure: Different volume grid resolutions are used to execute KinFu. The TSDF 

volume grid resolution can be modified in the parameters of the system. The robust-

ness of the camera tracking as well as the visual appeal of the output is assessed.  

 

The possible values for the grid axis resolutions are within the range [32 … 512]. It is 

however recommended that the resolution is the same for every axis (X, Y, Z), since 

this would result in voxels with the same size in every direction. Furthermore, the 

number of voxels per axis should be a multiple of 32, since it improves the perfor-

mance of the application at a GPU execution level. 

 

The comparison of all the possible outputs can be found in [44]. 

 

Observations: In general terms, the system is able to work with different TSDF vol-

ume grid resolutions. However, different behavior, and different mesh characteristics 

are obtained from the test at different resolutions. 

 

It has been noticed that the usability of the system decreases proportionally as the 

volume grid resolution decreases. The raycasted version of the model is used as a 

reference to perform Iterative Closest Point (ICP) algorithm against the input sample. 

Therefore, if the volume grid has a lower resolution, fewer points can be used for the 

algorithm.  

 

The consequence of having few points to track the camera poses results in a more 

vulnerable tracking system. It is strongly recommended that the highest resolution 

possible is used at the time of scanning in order to improve the camera tracking.  

 

Another benefit of using the highest resolution is the level of details that the model 

can have. Figure 52 shows a comparison of the reconstructed mesh using different 

resolutions.  

 

What can be concluded from these tests is that the minimum resolution for the TSDF 

volume grid should be 256 per axis. This resolution gives an adequate balance be-

tween the tracking and the details in the model. However, the highest resolution pos-

sible is the preference for the scanning stage. If less detail is desired, decimation 

steps can be performed, as demonstrated in [45]. 
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Figure 52: (Test FR4-1) Kinfu output meshes comparison. The meshes are gen-

erated for TSDF volume grids at different resolutions. The existing GPU imple-

mentation of the marching cubes algorithm is executed over the TSDF samples, 

which gives as a result the meshes shown in the figure. It can be noticed that the 

smoothness of the mesh is degraded as the voxel grid resolution decreases.  

9.4.2 Validation – FR4 

The system provides the desired feature successfully. It is however recommended to 

use a minimum resolution of 256 voxels per axis. This has an influence on both the 

level of detail of the reconstructed model, as well as the stability of the camera track-

ing module. 

9.5 Functional Requirement 5 

Requirement 

statement 

The resulting mesh displays visually-appealing textures. 

Success criteria The output mesh presents a well-mapped texture. The texture 

should not be shifted, distorted, or scaled with respect to the 

objects in the mesh. 

Target value True. Verification by visual inspection. 

9.5.1 Testing – FR5 

Procedure: Two scans are performed while extracting RGB images and camera pos-

es. The obtained data from both datasets is processed using the standalone meshing 

and texturing applications.  

 

The first scan is the male subject introduced in Section 9.3. The second scan is a sec-

tion of the VCA demo lab. The scan has a size bigger than the original cube; it is 

bigger than three meters. 

 

The quality of the meshes is assessed visually. 

 



 

 

Observations: The textures are mapped to the mesh. There are some artifacts in the 

UV mapping that are analyzed next. Figure 53 shows the texture mapping for the first 

dataset, and Figure 54 shows the texture mapping for the second dataset. The white 

regions are faces for which no match was found in the used textures. 

 

 

Figure 53: (Test FR5-1) Texture reconstruction results for the first dataset. To 

the left, the mesh without any texture. To the right, the reconstructed UV 

texture applied to the mesh. For the texture reconstruction, a set of five camera 

poses and images are selected for processing. The white areas are faces that 

contain no color texture information since they are not found in the used images. 

 

 

Figure 54: (Test FR5-2) Texture reconstruction results for the second dataset. 

On top, the mesh without any texture. On the bottom, the reconstructed UV 

texture applied to the mesh. For this texture reconstruction, a set of sixteen 

camera poses and images are selected for processing. The white areas are faces 

that contain no color texture information since they are not found in the selected 

images. 
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There are two bugs in the current implementation of the texture mapping (Figure 55): 

the patched appearance of the textures, and the incorrect texture projection for non-

existing faces. 

 

 

Figure 55: (Test FR5-3) There are two bugs in the current implementation of 

the texture mapping: the patched appearance of the textures (marked in green), 

and the incorrect texture projection for non-existing faces (marked in red).  The 

first bug comes as a result of the auto exposure functionality in the Kinect. A 

mechanism to blend the textures is desired. The second bug is a combination 

between non-existing faces, and accuracy errors in the camera pose estimation. 

Additionally, the faces that do not contain a texture are marked in blue.  

 

The first bug is given by the automatic exposure adjustment in the Kinect sensor. 

This causes that the textures of extended areas (e.g. tables, walls) seem patched be-

cause parts of the same material come from different pictures. A mechanism to blend 

the color in the texture files is needed.  

 

The second bug comes as a result of the UV mapping, which is in its first version a 

naïve approach. As long as a face can be projected onto the camera plane, the texture 

will be applied, regardless of the object that the face belongs to. In other words, if a 

face is seen by the camera, it will directly assign the RGB information without know-

ing whether the texture belongs to the object it is projected onto. 

 



 

 

The resulting effect is an incorrect texture mapping given by the absence of mesh 

data. The resulting effect is shown in Figure 55. For the second dataset, it can be no-

ticed that the color of the leg of the chair is projected onto the floor, since there is no 

mesh information representing the leg to map the color onto. 

 

While these problems can be solved by improving the texture mapping, it makes evi-

dent that there is a more important underlying problem. This problem is the camera 

pose drift resulting from the inaccuracy of the ICP algorithm.   

 

In the first place, the displacement of the textures can be solved by positioning the 

camera more accurately. In order to position the camera more accurately, the camera 

pose tracking needs to be improved. This point is listed as future work. 

 

In the second place, there is the case where textures are projected on the wrong faces; 

such is the case of the legs of the chair in Figure 55. While the legs of the chair are 

intrinsically a difficult material to scan for the Kinect, there may be other objects 

with more infrared-friendly materials that are incomplete. Scanning these objects in 

detail could improve the texture mapping considerably. However, as long as the cam-

era tracking does not improve, it is too risky to try and acquire all the details of these 

objects, as losing the camera pose renders the new information useless, and may even 

deteriorate the existing model. 

 

It is recommended to analyze the performance of the texture mapping after a more 

robust tracking system has been integrated to KinFu. 

9.5.2 Validation – FR5 

The texturing is included as a proof-of-concept standalone application; therefore all 

the improvements can be performed in a clean way.  

 

There are two bugs in the current implementation of the texture mapping. The first is 

the patched appearance of the textures, and the second is the incorrect texture projec-

tion for non-existing faces. 

 

While these problems can be solved by improving the texture mapping alone, it 

makes evident that there is a more important underlying problem. This problem is the 

camera pose drift resulting from the inaccuracy of the ICP algorithm. It is recom-

mended to revisit the texture mapping analysis only after a more robust tracking sys-

tem has been integrated to KinFu. 

 

The system fulfills this requirement to the extent that it creates a texture for the mesh 

based on the set of images; a previously non-existent functionality for KinFu. How-

ever, improvements can be done in texture blending and baking, texture mapping 

based on object segmentation, and color estimation for non-textured faces based on 

the neighboring areas. 

 

9.6 Functional Requirement 6 

Requirement 

statement 

The volume stitching in the resulting mesh must not be no-

ticeable. 

Success criteria The joints between adjacent cubes must not display topology 

discontinuities. 

Target value True. Verification by visual inspection. 

9.6.1 Testing – FR6 

Procedure: Meshes are generated for samples that exceed the cube size, which 

means that at least one shift is present in the reconstructed model. The mesh is visual-

ly inspected to search for topology discontinuities. The expected output is a continu-

ous and smooth reconstructed surface. 
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Observations: The dataset introduced in Section 9.5 is analyzed. Figure 56 shows 

the different meshes that comprise the full sample.  

 

 

Figure 56: (Test FR6-1) The full dataset is comprised of several meshes. On top, 

the full dataset is displayed. In the bottom, the separate sub meshes are color-

ized in order to identify how they seamlessly fit together into a single mesh. 

There are not noticeable stitches between the submeshes at this level of zoom. 

However, zooming into the dataset reveals an underlying problem with the 

tracking system. 

 

Objects with high curvature are stitched seamlessly, as can be seen in Figure 57. Dif-

ferent colors of the mesh correspond to the different sub meshes that comprise the 

entire dataset. Areas with holes are areas where no data was acquired by the sensor 

due to occlusion. 

 

Zooming into the dataset it can also be noticed that there are slight stitching inaccu-

racies in some sections. For example, Figure 58 shows intersections between differ-

ent sub meshes. The stitching between them is visible on the floor and the umbrella. 

The reason behind these imperfections is the camera pose drift that accumulates with 

each shift.  

 

This once again brings up the importance of having a robust and accurate tracking 

system. The central component of KinFu is the camera pose estimation. All the other 

components rely on it, such as the texture mapping, the volumetric integration. In 



 

 

other words, having inaccurate pose estimations results in different types of problems 

in the topology and texture of the mesh. 

 

 

 

Figure 57: (Test FR6-2) Sub meshes containing sections with high curvatures 

are stitched seamlessly; this is due to the fact that the camera tracking is more 

robust under these conditions. Different colors represent the different sub 

meshes that comprise the entire dataset. 

 

 

 

Figure 58: (Test FR6-2) Sub mesh stitching where the intersections are visible. 

The stitching between them is visible on the floor and the umbrella. The sections 

where the stitching is visible have been marked in red. The reason behind these 

imperfections is the camera pose drift that accumulates with each shift during 

the execution of KinFu. 

 

 

It is recommended to analyze the performance of the texture mapping after a more 

robust tracking system has been integrated to KinFu. 
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9.6.2 Validation – FR6 

For areas where the camera pose tracking is inaccurate, the volume stitching creates 

undesirable effects. However, when the pose estimation is accurate, seamless stitch-

ing is created for different sub meshes, as is demonstrated in the tests.  

 

There is evidence of an important underlying problem. This problem is the camera 

pose drift resulting from the inaccuracy of the ICP algorithm. It is recommended to 

evaluate the volume stitching only after a more robust tracking system has been inte-

grated to KinFu. 

 

The system fulfills this requirement to the extent that it stitches the different sub 

meshes into a complete dataset. However it has a strong dependency on the outcome 

of the camera pose tracking algorithm. Therefore its performance affects directly the 

result of the stitching and smoothness of the mesh. 

 

9.7 Functional Requirement 7 

Requirement 

statement 

The system allows to return to previously-scanned areas 

Success criteria At the time of shifting, previous data is loaded back to the 

TSDF Volume grid if existing. 

Target value True. Verification by visual inspection. 

 

9.7.1 Testing – FR7 

Procedure: KinFu is initialized and the sensor is moved around the scene. After ac-

quiring a certain amount of data inside the cube, a shift is triggered. In this way, data 

is extracted from the GPU and appended to the world model being managed by the 

Host computer.  

 

After the cube has been shifted, the sensor is moved back to the position where it 

originally was. In this case, the existing data I fetched from the world model and 

pushed back to the TSDF volume. 

 

Observations: The system successfully pushes back the data to the TSDF Volume. 

After several shifts, the data that is pushed back presents offsets with respect to the 

rest of the model. 

 

The reason behind this is that the ICP error is accumulated during the scan. Therefore 

if many shifts have taken place before the sensor comes back to a previously-scanned 

area, the error in the pose estimation causes an incorrect position of the data, and the 

reconstructed model begins to deteriorate. 

9.7.2 Validation – FR7 

This requirement is fulfilled successfully by the system. However, errors when push-

ing the data back to the TSDF volume may appear due to inaccuracy in the camera 

pose estimation. 

 

It is recommended to analyze the performance of the data injection after a more ro-

bust tracking system has been integrated to KinFu. 

9.8 Non-functional Requirement 1 

Requirement Extensibility 

Description The system should be able to work with different types of 

sensors. 

 



 

 

Using the system with other type of sensor is not an explored subject within this pro-

ject. This obeys mainly two reasons: first, that the reconstruction pipeline still has 

other problems with more priority; second, that tackling the scalability and texture 

reconstruction does not require experimentation with other sensor. 

 

However, the structure of the application allows for other sensors to be used with 

KinFu. In other words, the input depth maps can be generated using different sensors 

in order to start reconstructing the model.  

 

Figure 59 shows an example of PMD’s Camboard Nano sensor being used to gener-

ate the depth maps that are sent to KinFu. Although preliminary, the results shown in 

the video by Rajinder Sohdi [63] are a proof-of-concept for the desired compatibility. 

 

 

 

Figure 59: (Test NFR1-1) NanoFusion uses PMD's Camboard Nano sensor as a 

replacement to the Kinect. The generated depth maps are sent to the original 

KinFu algorithm in order to created a 3D reconstructed model. NanoFusion is 

currently under development. [63] 

 

9.9 Non-functional Requirement 2 

Requirement Maintainability 

Description The system should have clear and well-defined interfaces. 

 

The system provides a clear separation of the modules based on their functionality. 

The extensions were implemented following the structure and distribution of a sys-

tem that already existed (KinFu).  

 

Each new module is placed at the corresponding architecture level based on its func-

tionality. Modules that are strictly related to the reconstruction in real-time are in-

cluded in the GPU modules and have direct association with the KinFuTracker class. 

In contrast, modules that only extract information are connected to KinFuApp, such is 

the case of the screenshotManager and CyclicalBuffer classes. 

 

Furthermore, all the implementation follows PCL’s coding guidelines, which are 

considered good practices for the development of code that will be used by many 

users around the world. 

9.10 Non-functional Requirement 3 

Requirement Performance 

Description The system should respect the frame rate that is currently pro-

vided by Kinfu (30 fps). 

 

As demonstrated in Section 9.2, the system presents an interactive frame rate during 

the reconstruction. This requirement was the main reason to include standalone 

meshing and texturing components.  
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9.11 Non-functional Requirement 4 

Requirement Portability 

Description It would be nice to enable porting the system to other plat-

forms. 

 

The Point Cloud Library makes all the code available for compilation from source. 

Therefore, it is possible to make use of KinFu under Windows, Linux, and MacOS 

environments.  

 

Furthermore, there are some attempts to use a different sensor to generate the re-

quired depth maps for reconstruction (Section 9.8).  

 

Unfortunately, given the current status of the reconstruction pipeline, and the project 

timeframe, there is no short-term plan to migrate the system to a different platform. 

In other words, a setup including a GPU, and a Host computer needs to be present to 

make use of KinFu. And the GPU and Host computer need to have at least the same 

characteristics as the ones described in this document. 

9.12 Non-functional Requirement 5 

Requirement Reliability 

Description It should be possible to access the system functionality almost 

always (99% of the time) 

 

The system is available and ready to use given that the library dependencies are ful-

filled and there are no errors in the compilation.  

 

The different functionalities (e.g. texture extraction, meshing, texturing) can be ac-

cessed via the added applications or command line parameters.  

 

The system can be considered as available nearly 100% of the time, as long as one 

consideration is respected: The implementation of these applications targets perfor-

mance, and not memory efficiency. Every time that KinFu, standalone meshing, or 

standalone texturing are executed, they allocate a large amount of the memory in the 

GPU. It takes a couple of minutes to release this memory after the execution of any 

of these applications. 

 

In case the user wants to immediately execute a different application, he/she will 

most likely receive an out of memory error.  

9.13 Non-functional Requirement 6 

Requirement Robustness 

Description The system should be stable in the presence of errors in the 

samples. 

 

The TSDF volume integration relies on the algorithm describes by Curless and Levoy 

[41]. This algorithm continuously averages the input sample and the model in order 

to reconstruct a smooth surface. This is because the readings from the Kinect contain 

a lot of noise. The results can be seen in Figure 60. 

 



 

 

 

Figure 60: (Test NFR6-1) The volumetric integration algorithm averages the 

samples to construct a smooth continuous mesh. To the left, the real scene. In 

the center, the raycasted input sample; it contains some noise. To the right, the 

raycasted model after averaging several samples; the surface is smooth and 

continuous. 

 

With respect to the performance of the camera pose tracking, it is directly influenced 

by the complexity of the objects within the scene. It has been noticed that having 

many co-planar surfaces severely affects the tracking functionality. Complex objects, 

especially those with many curvatures (e.g. umbrella), are the best candidates to use 

as anchor objects at the time of scanning or shifting.  

 

The Iterative Closest Point (ICP) algorithm is accurate mostly within the same cube. 

However there is always a small cumulative error generated with every shift. This 

leads to loop closure errors in large scans. This is a problem that needs to be solved 

on its own, either by replacing ICP with other type of tracking system, or improving 

its performance by using other mechanisms.  

 

A derived rule of thumb: to perform smooth movements or to remain as static as pos-

sible at the time of shift is a must in order to avoid losing track of the camera pose. 

Losing the camera pose tracking results in the inability to continue adding elements 

to the world model, since the reconstructed world model starts to degrade.  

9.14 Non-functional Requirement 7  

Requirement Scalability 

Description The system must be able to deal with the addition of new da-

ta. 

 

One of the main goals for this project is to tackle the scalability limitation in KinFu. 

This requirement is considered as - one of - the most important throughout the design 

of the solution. Components such as the WorldModel and CyclicalBuffer classes are 

designed specifically for the scalability problem.  

 

Thus as far as this requirement goes, it is considered to be completely fulfilled. 

9.15 Non-functional Requirement 8 

Requirement Usability 

Description It should not be very complex to use the system. 

 

After including the new components in KinFu, the way of scanning remains almost 

the same, but the steps to generate a textured mesh have increased. This is natural 

since previously there was no possibility to generate a textured mesh. 

 

There are also a set of recommendations at the time of scanning. These recommenda-

tions are regarding the smoothness of the movements that the user has when manipu-

lating the sensor, particularly at the time of shifting. Another recommendation is to 
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attempt to scan complex scenes (i.e. with many different objects), and to avoid strong 

reflectors, sunlight, or materials such as glass and dark metallic surfaces. 

 

Regarding KinFu execution, the scanning process has changed slightly as well. For 

example, the user has to let KinFu know that he/she wants to perform the last shift. 

Until a better mechanism is suggested, this is done by pressing a key on the key-

board. 

 

The world model is saved as a TSDF cloud, so an additional step to create a mesh 

from the TSDF cloud was added.  

 

The extraction of RGB images and poses is automatic with only one command line 

parameter. The texture creation is another additional step that needs to be performed 

to merge the mesh, images, and poses into a single textured mesh. 

 

The process is longer than it used to be. However, the performance of the application 

has a higher priority than usability in this project. Therefore it is a valid approach to 

perform offline meshing and texturing. 

 

As an additional delivery, a tutorial [64] was created to explain the scanning process, 

as well as provide good practices while scanning. The intention of this tutorial is to 

decrease the impact on the usability given by the addition of new processing steps. 

 

This chapter has focused on providing tests and validation for each of the Functional 

and Non-functional requirements introduced in Chapter 5. For every requirement, 

tests were made and the results were analyzed in order to determine to which extent 

the requirements are fulfilled. General recommendations are also provided.  

 

9.16 Complete Pipeline Tests 
Figure 61 and Figure 62 show some examples of the output of the entire reconstruc-

tion pipeline provided in the proposed KinFu extended system. 

 

 

 

 



 

 

 

 

 

 

 

 

 

Figure 61: Example 1 of KinFu complete pipeline. The reconstructed model has 

2.3M faces. The TSDF volume grid resolution is 512
3
 voxels. The texture recon-

struction is done using 52 images. The dimensions for the actual room are 2.5 by 

3.5 meters. 
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Figure 62: Example 2 of KinFu complete pipeline. The reconstructed model has 

2.4M faces. The TSDF volume grid resolution is 512
3
 voxels. The texture recon-

struction is done using 47 images. The dimensions for the actual room are 3.2 by 

4 meters. 



 

 

10 Conclusions and future work 
 

 

This chapter presents the conclusions of the project. The results and derived conclu-

sions are described in Section 10.1. The recommendations are given in Section 10.2. 

The suggestions for the future work are presented in Section 10.3. 

10.1 Results 
An extended version of the KinFu system has been implemented and tested. This 

system enables scanning indoor scenes which are bigger than the default cube size, 

which is typically a cube of 3 meters per axis.  

 

In order to deal with the scalability constraints, three aspects were considered at the 

time of design: time constraints, memory constraints, and physical space constraints. 

The extensions were designed and implemented while keeping these constraints in 

consideration at all times. 

 

A cyclical buffer algorithm has been implemented. The buffer encapsulates and pro-

cesses all the necessary information to shift the cube origin. The cyclical buffer is the 

only module that communicates with the World Model component. 

 

The World Model component is responsible for managing the entire reconstructed 

model once it is extracted from the GPU memory. This component can easily be used 

in a separate application. 

 

In order to deal with the texture reconstruction limitations, a Screenshot Manager has 

been created to periodically extract all the necessary RGB and camera pose infor-

mation. This block is also used at a later stage, when the texture is being reconstruct-

ed. The Screenshot Manager is a simple component that does not affect the perfor-

mance of the system. 

 

To improve the camera pose tracking, an extension was designed to push back previ-

ously-existing data to the TSDF volume. This case is present whenever the scanner 

returns to a previously-scanned area.  

 

Two applications were created to provide standalone meshing and texturing function-

ality. These applications are executed outside KinFu, but rely on its output. Since 

they are executed separately, the performance of the KinFu system is not affected. 

 

The resulting extended version of KinFu is a working prototype that provides the 

functionality of the complete 3D reconstruction pipeline: from acquiring the data to 

creating the textured mesh for large indoor scenes. 

 

The system has been integrated into PCL. The immediate benefits of the integration 

are three-fold: the system is a potential industry standard, it is maintained and ex-

tended by many developers around the world, and it can shorten the development 

cycle by reusing numerous state-of-the-art algorithms, which can be found in the 

open-source library.  

 

The system is continuously under development. While the individual modules can 

still be optimized or improved, the value of the current project is the availability of 

the complete 3D pipeline for large indoor scenes. Another strong point of the pro-

posed system is its architecture, which enables replacing any of these modules for an 

improved version or even a different module altogether.  

 

The next sections detail some recommendations for use of the system, as well as a 

general discussion of the ongoing research.  
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10.2 Recommendations 
There is a set of recommendations that are offered regarding the use of KinFu. These 

recommendations are listed below: 

 

Scan scenes with enough details for ICP: It is a known fact that ICP does not per-

form well in scenes with few details, or where there are a lot of co-planer surfaces. In 

other words, if the only thing you have is a wall and floor, most probably the tracking 

will not perform well. 

 

Scan smoothly: Since there are more algorithms being executed per frame, KinFu 

Large Scale may not respond as fast as the original KinFu. Data is exchanged be-

tween GPU and CPU especially at the time of shifting. Performing smooth move-

ments, in particular at the time of shifting, decreases the risk of losing the camera 

pose tracking.  

 

10.3 Future Work 
In the long term the aim of this work is to incorporate a fully-automated 3D recon-

struction system.  This system will make use of an automated robot which navigates 

the scene as it creates a photo-realistic reconstructed model. The reconstruction algo-

rithm must include loop closure detection, and camera pose correction and mesh op-

timisation. In this section the ongoing work on extensions to the system with regard 

to these and other issues is discussed. 

10.3.1 Using a more robust camera tracking system 

As described in Chapters 8 and 9, the camera pose tracking system presents a slight 

drift with each shift of the cube. This cumulative drift can lead to erroneous loop 

closure in the reconstructed model. In order to improve the camera tracking system, 

the problem of adding a visual odometry system such as FOVIS [65]. Its application 

has been proven in Kintinuous [19]. One of the areas under study is to build a hybrid 

tracking system: while ICP performs very well within the same cube, FOVIS can be 

used to improve the accuracy when shifting.    

 

From the point of view of the author, this is the most important improvement that 

needs to be done in the system. The integration, texturing, and meshing functionali-

ties rely heavily on the accuracy of this component. 

10.3.2 Environment 3D surface reconstruction using point clouds 
and textures 

A novel system architecture has been proposed in which point clouds, textures, and 

camera poses are the input. These input are used to generate high-quality 3D models 

in a memory-efficient way. The proposed system iteratively improves the topology of 

the mesh based on the information obtained from the textures. The interaction be-

tween the point clouds, the textures and the noise reduction algorithms are a very 

new and challenging task.  

10.3.3 Point cloud downsampling/upsampling 

Downsampling of point clouds can help where the scans are overly dense. This is the 

case of large planes with many points. Downsampling can reduce the redundancy of 

the point cloud, as well as the memory footprint for large models.  

 

On the contrary, upsampling can be used to recover or emulate details in the model 

by creating additional samples where there are few/none. Upsampling can also be 

used for filling holes in the surface.  



 

 

10.3.4 Improvement of the texture mapping 

Inaccurate camera calibration can result in incorrect texture mapping. These errors 

can appear when having shifted, scaled, or distorted texture mapping. Improving the 

correct texture UV mapping can lead to having highly visually-appealing models 

even when the topology is simple (i.e. the polygon count is relatively low). Further-

more, it would be nice to have an application that automatically bakes all the textures 

into one. 

10.3.5 Automated robotic navigation 

The reconstruction system should be integrated with a robot that automatically navi-

gates the scene. While automatic navigation and obstacle detection is a heavily re-

searched problem, the integration with the reconstruction system is currently unavail-

able within the VCA group. 

10.3.6 3D reconstructed model on-demand rendering 

Given the potential applications for the system, it has been determined that the recon-

structed 3D models should be also accessible via an online platform (e.g. Internet 

browser). The exploration of the models should be interactive, but, at the same time, 

have low requirements on the visualizer’s side. Therefore, a mechanism of interactive 

real-time rendering must be built for any model, regardless of its size. 

10.3.7 TSDF volume compression 

A mechanism is needed to minimize the memory footprint required for storing the 

TSDF volume in the file system. Currently the system is able to extract points with 

the TSDF values in the range [ -1 … 0.98]. Extracting points in this value range re-

sult in visually attractive and smooth meshes. However, a TSDF compressor is re-

quired to minimize memory requirements and data transfer time. 

10.3.8 Optimization of the World Model class 

The world model class needs to be refactored in order to provide constant processing  

times when updating the world model. A new mechanism for clearing the world from 

NAN points is needed to reduce the shifting times drastically.  The immediate rec-

ommendation is to implement a parallel execution of the cleaning, or to ensure that 

no NAN points are fetched at the moment of extraction. 





 

 

11 Project Management 
 

At VCA group the development method for software engineering is scrum. The team 

has daily scrum meetings and sprints which may vary from one to two weeks, de-

pending on the feature that is being developed. An iterative incremental approach is 

followed for this project. Quick prototyping is given special importance during the 

first six months of the project, since different techniques are involved. 

11.1 Overview on the way of working 
This project had a dynamic nature with a high interest and involvement of the stake-

holders from the beginning. The development of the KinFu system was performed in 

parallel with other related projects, such as plane segmentation, UV mapping, sample 

outliers detection, among others. I was considered as a part of the 3DScenery team 

from the beginning of the project. Therefore, I participated in the daily scrum meet-

ings, sprint planning and review meetings, as well as VCA meetings and demo 

events.   

  

The daily scrum meetings helped to share challenges, progress, planning, and get 

myself updated with the parallel VCA development activities. They are a valuable 

place for quick technical discussions.  

 

During the weekly VCA meetings, small presentations on different domains were 

done. Every member of the team presented his/her problem at hand, the planning, 

status, and proposed solution. The rest of the team members asked questions and give 

opinions from their fields of expertise. They also provided references for alternative 

techniques. There was a lot of knowledge exchange. I was able to discuss the ideas 

and convey solutions.  

 

Throughout the project, the duration of the sprints could vary. The duration of the 

each sprint was adjusted based on the task to be fulfilled. Despite the scrum method-

ology is supposed to provide somewhat incremental tasks so that continuous progress 

can be obtained, there are some tasks that involve more work than others, and were, 

by nature, not divisible. Thus the duration of the sprint had to be adjusted.  

 

During the sprint planning and review meetings following items were discussed:  

 

 The achievements of the previous sprint 

 The planning for the upcoming sprint 

 New design decisions  

 Technical challenges  

 When the deliverables for the sprint were not met during the sprint, the challenges 

were discussed and plan for the upcoming week was made based on the items ac-

complished.  

  

There  was  a  project  steering  group  meeting  (PSGM)  every  4-6 weeks through-

out  the  project.  The PSGM  was  attended  by  the  company  supervisor, university 

supervisor, company architect, and me. During this meeting following items were 

discussed:  

 

 Progress presentation  

 Project planning   

 Technical challenges  

 Demonstration of the implementation 
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11.2 Work breakdown structure 
Table 15 shows the work breakdown structure. 

 

Table 15: Work breakdown structure 

Phases Description Deliverables 

Domain Analysis  

Become familiar with the most common 

problems in 3D reconstruction. Study the 

3D reconstruction pipeline and get to 

know some commonly-used techniques. 

 

 

None 

 

KinFu Analysis and 

Profiling 

 

Compile and use the existing KinFu to 

understand the algorithm and capabilities. 

Generate documentation on the tech-

niques used, the performance and re-

source requirements. 

 

 

KinFu analysis report, 

KinFu profiling, PCL 

trunk compiled and 

running. 

 

Problem Analysis 

 

Based on the previous analysis, make 

decisions to provide a basis for the system 

design. Define priorities and design crite-

ria. 

 

 

Solution proposal 

document, stakehold-

er analysis, require-

ments definition. 

 

Design and  

Implementation 

 

Create the design for the working proto-

type. 

 

Prototype architectur-

al description, work-

ing prototype, integra-

tion with PCL’s latest 

trunk. 

 

 

Testing 

 

Match the system’s performance and 

functionality with the established re-

quirements in order to assess and improve 

the system. 

 

 

Test results report, 

bug fixing. 

 

Documentation 

 

Generate relevant documentation for the 

system. 

 

User tutorial, 

DOxygen documenta-

tion, final report, ar-

chitectural design, 

publication. 

 

 

11.3 Project management tools 
There were mainly two tools that helped with project planning: 

 

The first is a calendar that is visible to all the members of the team. In this calendar 

the main milestones were registered and the proposed timeline and milestone de-

pendency is listed. 

 

The second is an online tool called Trello [66]. It uses an intuitive card system, which 

enables making lists for different topics, adding checklists, assigning deadlines, and 

associating team members with specific tasks. Figure 63 shows a screenshot of 

Trello. 

 



 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

 

Figure 63: Trello screenshot. This tool was adapted to work in the scrum meth-

odology. It uses an intuitive card system where specific deadlines, checklists, or 

assignments can be created. 

 

The following chapter provides a project retrospective from the author.  





 

 

Project Retrospective 
 

This project has provided the perfect opportunity to present real-world design chal-

lenges to the OOTI trainee in a pragmatically careful environment. It allowed me to 

gain experience with the new domain and the state-of-the-art technologies. It helped 

employ the technical and non-technical knowledge gained during the first year of 

OOTI training. In this chapter the lessons learnt and good practices followed during 

the project are presented below:  

  

Project Steering Group Meetings  

Monthly project steering group meetings proved very useful not only to monitor the  

progress of the project but also to exchange ideas and get extensive feedback. Later 

in the project, a daily scrum was also reported to the university supervisor to keep 

informed of the daily progress and important decisions. It helped to have a significant 

dedicated time for the project. 

   

Sprint Planning and Review Discussions 

Having a sprint planning and review discussions with the stakeholders helped to steer 

the project in the right direction. In each sprint planning  meeting,  the  goals  of  the  

previous  sprint  were  revisited  and  discussed to track the progress. Based on the 

progress and lessons learnt, a  new  plan  for  the  sprint  was  then  proposed  and  

followed.  

 

Graphical Communication 

Drawing pictures, diagrams, and graphs helped considerably when trying to com-

municate complex ideas. The 3D reconstruction field depends on many algorithms 

and geometric operations. Therefore, an image is able to explain different aspects of 

both algorithmic and software procedures. The flow of a program, the data exchange, 

and abstract ideas in general are simply put in an image.  

  

Daily goals  

Collaborating with the VCA team helped me gain quick hands-on experience. The  

one day sprint, when followed on an individual level helped me to focus extensively  

on the tasks and accomplish them.  

 

Open communication 

I was part of a team. Even when other members worked in topics that are not so re-

lated to my own project, they were always open to discuss ideas, and show their re-

sults. Working in a research group permits seeing many exciting projects and state-

of-the-art techniques.  

  

Working in the open-source community 

Working in the open-source community was a very rewarding experience. Not only 

is it possible to work in innovative solutions, but also to have enriching technical 

discussions with developers all over the world. The members of PCL come from a 

wide variety of professional backgrounds, and it is possible to contact them directly. 

At the same time, many users provide feedback and support for the work that you do. 

The open-source community is open in all senses.   
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