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Mass production of goods has become the backbone of the world
economy. New inventions, new technology and new products will only
come to market to generate profit for their inventors if they can be
produced in large quantities in at least a semi-automated way. As the
resulting products become more and more sophisticated, the
manufacturing systems that are needed to generate them become
incredibly complex. While an individual production step, executed at a
particular machine is well defined and may run with a clockwork like
precision, the interacting system of hundreds of such production steps
on thousands of products will lead to collective behavior that seems
unpredictable in its occurrence, immeasurable in its scale and
occasionally devastating in its consequences. In our research conducted
over the last eight years, initiated by a collaboration with Karl Kempf at
Intel, we have come to the realization that such large scale production
systems have much in common with many other large, complex 
interconnected systems of many parts or actors. The first such connection 
was made to traffic flows and to fluid flows, others have been made to
self organized production in social insects (ants and termites). I would
like to show you today that biology at a cellular level deals with similar 
problems and can be described with the same tools as production systems.
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Rather than dealing with all the concepts and ramification of large
complex systems, let me focus on the issue of faithful and useful (these
are often competing attributes) simulations of such systems. The goal of
such simulations can be described rather easily: To replace costly and in
many cases impossible experiments by running virtual experiments on a
computer - thus reducing cost, energy and time investment. The goal of
the simulated experiment is to understand the dynamic behavior of
systems of many interacting particles, agents, machines ... To generate a 
successful simulation we need a theoretical understanding of the
relationship between the dynamical behavior of the physical object that is
modeled and its representation in the simulation. There are two century
old and highly successful paradigms for this:

• Newton’s theory of gravitation lets us calculate the motion of the 
planets in our solar system with high precision (some issues of chaotic 
dynamics notwithstanding). This is due to the fact that we have a 
fundamental theory for the interaction of all objects of interest and due 
to the fact that we are dealing with a relatively small number of objects.

• Boltzmann and Gibbs showed us how to predict the observable
phenomena in systems of particles of order 1023. The theoretical
background is the kinetic theory of gases and the thermodynamic
limit of infinitely many particles.

What is common and new and really not well understood in traffic flow,
crowd behavior, industrial production and molecular pathways is the
interaction of many parts and particles - many more than the planets in
the solar system but certainly far fewer than in any thermodynamic
system. There currently exists no comprehensive theory to simulate and
analyze such systems.
Following the planetary and thermodynamic success stories there are
currently two approaches to develop such a theory:

• Building up a complex system by following individual objects while
they undergo well defined interactions with their environment is the
preferred mode of simulations for a production system. Discrete



5 complex production systems: from biology to semiconductor fabs

Event Simulations (DES) are build on a faithful model of a factory and
its associated production. A factory is characterized through
simultaneous processes in which parts are transformed from some
raw material into a final product. These processes represent machines
and their duration depends on the availability of a particular machine
for a particular instance of the production process at a particular time.
A DES follows the path of every single part from its release into the
factory until its delivery as a final product. As a result DES are
stochastic simulations and any result will have an associated
uncertainty related to the number of repeated simulation experiments
and the number of parts in every experiment. DES have become
increasingly successful through the development of standardized
software (e.g. the process language c developed at the TU/e) and as a
result of the exponentially growing computational speed of computers.
Nevertheless, it is easy to come up with very relevant questions and
very realistic scenarios that cannot be answered through DES within a
reasonable timeframe.

• Aggregating large numbers of particles to densities in space and
averaging the stochastic behavior over time to generate the time
evolution of the mean of many samples has been the preferred
simulation tool in biology and chemistry. The resulting ordinary or
partial differential equations (ODEs or PDEs) were justified by the fact
that in many cases the number of interacting molecules was
enormous and hence invoking a thermodynamic limit did not seem
so far fetched. However, with the advent of genomics and proteomics
and the interest in biological processes on a subcellular level, the
number of interacting molecules reduced significantly and as a result,
previous assumptions of the unimportance of the specific stochastic
behavior or a certain molecular reaction may not hold any more.

I want to show you in the following how we are transferring well known
simulation techniques from their standard set of applications into new
application areas where they can have a significant impact in answering
questions that were hitherto outside the realm of their usage. 
Specifically, we will discuss deterministic aggregate models of
semiconductor production and stochastic DES models of a metabolic
pathway. I will conclude with a hybrid model that seems to synthesize 
the different approaches.
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Modeling and control of semiconductor fabs

Modeling
In collaboration with Christian Ringhofer and others, we have in the 
last years shown that we can model the flow of products through e.g. 
a semiconductor fab, like the transport of a fluid through a pipe.
Specifically, we are making two continuum assumptions: i) At any time
and at any place in the factory, we are producing so many parts that we
can describe the number of parts with a real variable (as opposed to a
integer), ii) there are many stages in the production process allowing us
the introduction of a continuous spatial variable characterizing the
production stages or the degree of completion. We denote this variable
with x and arbitrarily restrict it to the interval [0,1]. Both assumptions
together lead us to use the product density (lot density) r(x,t) as our
fundamental variable and our mental model of production becomes a
fluid flow through a pipe of varying diameter, reflecting the different
machine capacities at different stages of the production process. The
simplest and most basic property of such a production flow is that
nothing is lost - fluid is conserved. In our case: every silicon wafer that
enters the factory will at some time leave the factory. This is especially
true for semiconductor fabs where lots leaving the factory have yet to be
tested for their functionality, hence bad lots leave the factory with the
good ones. The fundamental physical equation for a mass conserving
flow is given by the partial differential equation

(1)

where v(x,t) is the velocity of the flow at position x and time t which may
depend in a functional manner on r and possibly on the exact location x
and time t. The influx into the factory is then given by

(2)

Three success stories

∂r(x,t)
+ = 0

∂r(x,t)v(x,t)

∂t ∂x

r(0,t)v(0,t) = l(t)
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and the outflux can be calculated by solving the differential equation (1).
Equations (1) and (2) are a deterministic description of the flow of
products through a factory. The resulting PDE is typically nonlinear and
possibly nonlocal, however it is defined just on one spatial dimension.
The computational effort to solve such a PDE is minimal. Hence this
description is a candidate for a real time decision tool simulating e.g. the
network of factories that make up a complicated supply chain or that
describe the possible production options for a large company. The PDE
models allow a user to explore different scenarios by varying the
parameters that define the network of PDEs in real time. In addition, the
PDE models are inherently time dependent allowing the study of non-
equilibrium or transient behavior. The price paid for the convenience of
fast time dependent simulations is that the PDE solutions describe the
average behavior of a certain factory under the conditions that define the
simulation. Many production scenarios are highly volatile and the
variances of output are as big or bigger than the means of the processes.
In that case, a tool that predicts the mean behavior is not very useful 
but one can argue that such production processes are inherently
unpredictable and that individual sample paths generated by a DES are
just as meaningless as the time evolution of the mean behavior.
However, any process where the time dependence of the mean by itself
provides useful information is a candidate for a successful description by
partial differential equations.
The fundamental modeling effort has been to find the right velocity as a 
function of the density r(x) or as a function of the total load L = ∫0

1
rdx, i.e. 

all products in the factory or Work in Progress (WIP). Several first 
principle, heuristic and experimental attempts to find a good velocity model 
have been discussed. Almost all of them are quasi-static or adiabatic
models in the sense that the velocity is not evolving in time but has a
fixed functional relation to the density or the load in the factory (a state
equation).

• A traffic flow model

Here v0 is the ‘raw’ velocity describing the flow through an empty
factory. As more material enters the factory, the velocity becomes
slower until at a density of rmax we have a traffic jam and nothing
moves any more.

r
vtraffic = v0(1-        ) 

rmax
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• A model describing the whole factory as an equivalent M/M/1 queue.
In such a case the time through the factory becomes t = t0(1+L) with
t0 the time needed by an unobstructed single lot through the factory
and L the length of the queue i.e. the number of lots in front of an
incoming lot. The velocity is just the inverse of the throughput time

(3)

Notice that such a queuing model describes a re-entrant factory: Since
the velocity is the same for all parts in the queue, any change in the
length of the queue will affect all parts in the factory uniformly. This
is a crude model of a highly re-entrant factory where any increase in
starts will lead to a slowdown everywhere inside the factory.

• Detailed discrete event simulations can be used to determine the state
equation through simulation. Given a DES model, we can determine
average load for different throughputs. We can then fit a curve

(4)

to these data.
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The major advantage of partial differential equation models is the fact
that they are able to model time dependent processes, e.g. transients.
Figure (1) shows the average throughput for a seasonally varying input
(sinusoidal) with a period of about 1 year. The noisy line comes from
averaging 1000 discrete event simulations of a model of a semiconductor
factory. The continuous line shows the PDE simulation for the same
experiment, where the PDE simulation is generated through a quasi
static model.

Control
My current research focuses on using these aggregate models to develop
control algorithms to generate desired factory behavior. This is in general
a very hard problem, since the major control actuator for the factory is
the amount of material that is released into the factory, i.e. the influx for
our fluid model. While a change in influx may influence the velocity in
the factory instantaneously, the major response of the factory to a change
in input will be delayed due to the traveling time through the factory. For
a semiconductor fab this throughput time is about 50-60 days.

Tracking for a fast 

and agile factory.

figure 2
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We consider the following tracking experiment: We use a queuing model
(Equation 3) for our factory with a v0 = 4.0. We assume our factory model
has been run with a constant influx in the past. At t = 0 we have a
periodically varying demand signal for a fixed time period T. The desired
demand is sinusoidal. We are looking for the input signal l(t) over the
interval [t,t+T ] such that the mean square error of the outflux of the
factory model and the demand is minimal. Figure 2 shows that after an
initial spike in the outflux, we can track the demand quit well. We
repeated the experiment with a v0 = 1.5. Figure 3 shows that in this case
we are not able to track the demand very well. The best we seem to be
able to do is to track the average demand but we are missing the peaks
and the valleys of the demand signal. Figure 4 provides an explanation:
The raw velocity v0 is a measure of the reactivity of the factory: If v0 is
high, a change in load leads to a relatively large change in the velocity of
the parts through the factory, allowing the factory to adjust to a change in
demand. In contrast, a low v0 leads to a small change in the velocity and
hence the output will not be able to follow fast changes in the demand.
Clearly we are comparing fast and agile production with slow and
sluggish production.

Tracking for a slow

factory.

figure 3
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Glycolysis
Many biological processes involve complicated networks or chemical
reactions. Typical are genetic regulatory pathways as well as metabolic
pathways like e.g. glucose catabolism. Clearly the dynamics in all of these
reaction networks is stochastic, depending on the random interaction
between molecules and the random chemical reactions. Typically,
randomly fluctuating chemical dynamics are modeled using the Gillespie
algorithm, essentially a Markov chain stochastic process in continuous
time. As a result one can analytically derive reaction diffusion equations
which are independent of the stochastic details of the system. Those
equations typically are a very good description on the average behavior of
the reaction network in vitro as the number of molecules participating in
the reactions tends to be very large, leading to a good sample average.
However, in many relevant intracellular processes, the number of
molecules involved in the process are small and hence fluctuations will
play a much bigger role than in in-vitro experiments. Here we have the 
reverse case of the semiconductor manufacturing simulations: Traditional 
approaches are generated through averages over large numbers leading
to aggregate models in the form of reaction diffusion equation. New

Characterizing fast

and slow factories.
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experiments and new research interests focus on reactions networks
where individual reactions are not independent of other reactions and
hence queuing effects like in manufacturing systems start to play a role.
Our approach is to model a biochemical or genetic reaction system as a
collection of concurrent or parallel processes connected by interacting
channels. The resulting discrete event approach allows efficient
computation of large, multistep pathways while retaining the core
biophysical properties of the system. For concreteness, we illustrate the
method by constructing a model of yeast glycolysis, because the pathway
is well known, central to the metabolism of nearly every cell, and
sufficiently complex to demonstrate the technique’s usefulness.
Figure (5) shows a simplified path, starting with a raw product (glucose)
and producing an end product (alcohol). The square boxes in Figure 5 
are enzymes, the names pointing to an enzyme and from an enzyme
represent intermediate products that are transformed into each other via 
the enzyme. By treating each enzyme as a machine and each intermediate 
product as a buffer, a biochemical pathway naturally assumes the

Schematic Glycolysis

pathway.

figure 5
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structure of a factory. We can model multiple copies of enzymes via
parallel machines fed from the same buffer and enzymes that need an
ATP or an NADH molecule (cofactors) as machines that have two input
channels and two output channels.
During a simulation, any enzyme would accept for processing (bind) its
substrate as long as the enzyme was not already processing another
molecule, substrate was available (the enzyme’s substrate buffer were not
empty), and, if necessary, a cofactor was available (the enzyme’s cofactor
buffer was also not empty). If these conditions were not met, the enzyme
would remain idle. If they were met, the enzyme would take a molecule
from the substrate buffer, process it for a stochastically determined
amount of time as described previously, and then dump its output into
the appropriate buffer(s). The number of intermediate molecules in
buffers at a given time are the work in progress and represents the
concentration of the intermediate products in the biochemical pathway.
Using a DES, any biochemical pathway can thus be modeled by
translating its biological topology into a factory topology substituting
stochastic enzyme handling times for stochastic machine processing
times.

Average buffer lengths 
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NAD and intermediate

products for a typical
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figure 6
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Questions that can be answered using such a DES approach to the
glycolytic pathway:

• How does throughput, i.e. production rate, depend on parameters like
arrival rate or distribution of throughput times?

• Where do intermediate products pile up (WIP)? Figure 6 shows the
average wip distribution for one set of simulation parameters.

• What is the flow time of a part, i.e. how long does it take to metabolize
everything?

Specific questions for Glycolysis:
• Are there instances when glycolysis is ATP or ADP limited? Figure 6

shows a case where the ADP buffer is depleted.
• Are there instances when glycolysis is NADH limited?
• Are there different WIP distributions for those cases?

Synthesis: Hybrid modeling - Equation free simulations
In recent years, Kevrekidis and others have come up with a synthesis for
the two opposing views of simulations presented in the previous two case
studies: Their method is known as Equation free simulations or Simulation
on demand or Multiscale modeling. It is applicable to some classes of
simulation models that have dynamics or spatial details that vary on
many different, well separated scales. Conceptually the method consists
of an ensemble of computational tools that can be used to study the
coarse-grained, macroscopic behavior of systems based on an underlying
fine-scale, microscopic simulator. The basic element of these algorithms
is the so-called coarse time-stepper, whose role is to connect observables
across different scales. The coarse time-stepper, also known as Coarse
Projective Integration (CPI) consists essentially of three components:
lifting and micro-simulation followed by restriction (see Figure 7). The
lifting is a procedure that generates micro-scale realizations of a system
state consistent with given values of their macro-scale observables; while
restriction is the reverse: obtaining macro-scale observables from the fine-
scale system state. Since a fine-scale system state normally possesses far
more degrees of freedom than a few macro-scale observables, the lifting
procedure is not a one-to-one mapping in general. Care needs to be taken
when a lifting algorithm is implemented and tests are usually required to
check if the macro-scale evolution is sensitive to the details of a particular
lifting.
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The algorithm is based on the assumption that there exists a useful
macroscopic equation for the time evolution of a few macroscopic
observables of a complicated system. This technique is suitable for
systems whose coarse- and fine-level temporal scales are well separated,

The coarse time

stepping scheme.

figure 7
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i.e., the coarse-level observables are smooth over a temporal scale that is
significantly larger than the fine-level evolution scales. In our case of
semiconductor production modeling the coarse grain variable is the
density r(x,t) and its time evolution is given by mass conservation
(Equation 1 and the associated state equation for the velocity Equation 4).
In contrast to our previous approach, where we did “off line” DES
simulations to determine the state equation, we here determine the
velocity using an average of many micro-scale simulations.
The idea is to use an ensemble of short bursts of fine-scale simulation to
evaluate the rate of change in time of a WIP-distribution r(x). Using the
so found slope of the time evolution of the WIP distribution, we can then
linearly extrapolate the change of the density for a much larger timestep
than the one used for the fine-scale simulations. Figure 8 illustrates the
principle: An initial value for the micro scale simulation is chosen and a
DES experiment is performed for a short time interval generating
multiple sample paths. These sample paths are averaged to a linear least
square fit. The resulting slope is then used for a macroscopic timestep of
the coarse grained simulations, i.e. the time evolution of the density.

Comparison of the
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Figures 9 and 10 show a comparison between a discrete event simulation
based on individual parts, a PDE model of the DES and a CPI simulation.
The situation modeled was an empty factory presented with a high initial
constant influx that settles to another constant but lower influx after a
certain amount of time. The figures shows that the WIP and outflux of
the factory will have a maximum and will settle to a steady state as time
increases. We also see, that the CPI model shows acceptable behavior for
moderate timesteps. The gain of this algorithm is about an order of
magnitude of simulation time over the complete microscopic simulation.

Comparison of the
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figure 10

0 10 20 30 40
0

5

10

15

20

25

time

o
u

tf
lu

x
DES

PDE
CPI ∆t

c
=0.2s

CPI ∆t
c
=0.3s

14 16 18

11

12

13



Conclusion

18 prof.dr. Dieter Armbruster

I hope to have given you an indication of the problems and trade-offs
faced for simulations of complex systems based on the interaction of a
large but not nearly infinite number of individual parts or molecules.
This field is open for the transposition of traditional approaches into new
fields (manufacturing ideas into biology, systems biology ideas into
production systems). There are many open questions relating to
computer science, to high performance computing, to mathematical
models of stochastic dynamics, to control of stochastic and spatially
extended systems, and ... It has been my pleasure to work with a large
community of friends, colleagues and students to solve some of these
problems and I am planning to continue along these lines for many 
years to come.
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