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Navigation, Orientation and Situational Awareness. 

1. Components of Navigation 

Navigation is derived from the Latin word navigare, which means literally travelling by 

boat. Travelling by boat implies that the traveller is positioned in the boat, which is his 

own microworld (Hutchins, 1997), moving on the surface of the sea that can roughly be 

represented as a continuous 2-dimensional space. The surface of the water surrounds the 

vessel everywhere and most of the time there is no land in sight. The expanse of the sea, -

whether thought to be everywhere flat by early mariners, or hugging the surface of a 

sphere, - might be infinite. Almost by definition there are no landmarks, and it is only by 

sighting coastal features that approximate positional references can be established. 

The observer in a boat has departed from a certain place and is moving towards another, 

whilst neither of them is visible. It is the art of navigation, then, that enables the traveller 

to get successfully from origin to destination. In order to attain this, the boat is set on a 

certain bearing, and it moves at a certain speed. Prevailing conditions like wind or 

currents may lead to changes in course and speed, and the navigator has to continuously 

monitor and adjust movement and direction. 

Navigation like this is not for the uninitiated. The concept by itself implies the necessity 

of some sort of competence and expertise. It is useful at this point to enumerate a number 

of properties underlying the concept of navigation. 

1. First, it is situated in a specific space, unlike most other environments in which 

people can move purposefully and with certainty. The relative lack of unambiguous 

features makes this space unknown to most of its inhabitants. Despite the specificity 

of the space it may often be considered to be infinite. 

2. Second, this space does not have obvious referential features, points indicating 

specific person-centred or object-centred locations, or clear directional features. 

3. Third, navigation has a goal, which is generally expressed at the origin and which 

remains valid throughout the journey and which may be reached via way stations. All 

navigational actions serve to bring the destination closer; in space, in effort or in time. 

4. Next, navigation implies that there is a navigator who is in control of the course, even 

though external conditions may affect the exact course. The locus of control may not 

be entirely, and sometimes hardly situated in the navigator. Ultimately it the navigator 

who decides on whether the destination has been reached. 



5. Control implies that there are actions originating from the navigator that affect the 

course and speed of the vessel. Essentially they interact with the behaviour of the 

vessel, caused by its inherent properties and external factors. 

6. Finally, there is a lack of immediate feedback concerning the effect of navigational 

actions in terms of goal attainment. It is only upon arrival at the destination that 

navigation can be called successful, and arrival as such cannot be directly connected 

with most of the intermediate navigational actions. 

Destination 
----".. ... 

Origin 

. 
-- r' :::-~J--:-J 

Figure 1. Navigation entails moving from an Origin towards a Destination through an unbounded Space, 

directly, or via way stations that can also serve as landmarks. 
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This more abstract description of navigation encompasses other types of purposeful 

movement as well, like way finding in unknown territory. Local features may abound, but 

inasmuch they are unfamiliar and do not have a reference to known objects and places 

they enforce more indirect ways of trajectory setting, like in sea travel. Earthbound 

mobility may be, however, more complex as height differences may necessitate climbing 

and descending, landscape features may block other features from direct view, 

(interposition), and some features may block progress altogether. 

Air travel may also take place in situations where there are little or no visual landmarks, 

and in which there is even a third dimension in the movement space. Navigation is a 

well-known and indispensable concept there and has been the cause for a wide variety of 

navigational systems, working both on a global level, like LORAN l and on a local level, 

like ILS2. 

It is not surprising, therefore, that navigation has become a more or less a de facto term 

for describing the progress through an application in the area of information technology. 

All five properties hold for software applications in general; by definition they hold for a 

user who encounters them for the first time. Experienced users, however, have learned to 

I LORAN: LOng RAnge Navigation 
2 ILS: Instrument Landing System 
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recognise specific cues; to restrict their attention to a limited number of features and 

proceed with certainty along a series of choice points and rarely encounter something 

they did not expect. In such a case most of the descriptive properties of navigation do not 

hold anymore. 

In general the navigational situation in IT applications is more complex here than in the 

more conventional, earth-based ones. Depending on the goal, users may first navigate 

between applications, entailing essentially the best way toward the goal, and then zoom 

in onto one application in which also navigation is necessary. This second type of 

navigation may qualitatively be quite different from the first one (Westerink, 1996). 

Within one application further subgoals may appear to be necessary, and each of these 

may again give rise to subgoals and navigation between them. 

2. Orientation 

Again from a historic perspective, orientation refers to the alignment of one's bearing 

with respect to the Orient. It may be identified with a special location, but also by a 

general direction. In many cultures the Orient has connotations with significant entities in 

human spiritual life. Literally the term orient derives from the rising of the sun, which all 

over the globe always refers to the East. The rising of the sun is associated with 

originating, with beginning and so might be equated with the place of departure in travel 

and navigation. However, in many cases this origin may rather be seen as a goal, or 

destination by itself. 

Conversely, the concept of going west is mostly identified with a trek into uncertainty; to 

far and ever receding horizons. Though it may be seen as a goal, there is some 

implication that it is never the final one. 

Orientation, therefore, must rather be seen as the attempt to fix the coordinates of a 

subject-centred space, in such a way that distances and directions of other entities in the 

subject's environment can be established. The conceptual structure of such a 

representation looks more polar than Cartesian. 

In this way, orientation refers to awareness of where other familiar entities are with 

respect to the observer, or of the observer's position with respect to the other ones. 

Orientation is frequently used in a metaphorical sense, and can refer to any kind of 

conceptual position with respect to arbitrary issues. This suggests that the familiarity of 

the human being with the surrounding spatial framework may easily serve as a reference 

frame for other, also immaterial objects and issues. The powerful influence of the spatial 

reference frame on many levels of human interactive performance has been demonstrated 

3 provided the OS and the application are sufficiently robust. 



by many studies in very diverse areas (Bouwhuis, 1989), and has recently received new 

impetus by recent theories and experiments on embodiment (Glenberg, 1997; Tversky, 

1998; Prinzmetal, 1998»). 
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Orientation as a term only rarely crops up in the CHI99 contributions, and the only 

extensive reference is one in which the role of the Frame of Reference (FOR) is being 

studied in virtual spaees. One would expect this issue to be important in moving 

(documents, objects, tools) from (real) space to a virtual environment, but though some 

authors treat the transition from real to virtual spaces extensively, there is little attention 

for the subjective of objective frame of reference. Orientation therefore will not be treated 

as a separate issue in the review to follow. 

3. Situational Awareness 

While orientation is a first step towards fixing references with respect to the environment, 

awareness of the situation involves in addition the implied relations and dependencies in 

that environment. Frequently they may be of a dynamic nature, so the observer does not 

only have to know what other objects there are in the environment, and where they are, 

but also what kind of influence they have on the environment and the observer. 

Situational awareness, therefore, refers to a conceptual model of the observer, or actor, of 

the mutual relationships between the actor and the objects in the environment. The 

dominant reason for the importance of situational awareness is that the systems in the 

environment, or the system as an environment, have become so complex, that the human 

operator is unable to extract sufficient information from the ongoing behaviour displayed 

by the system. In terms of navigation, it would imply that the external factors gradually 

take over control at the expense of user controL The problem is that, in general, external 

control is not purposeful or rational and may lead to disastrous consequences. 

Improving situational awareness can be realised by different means, the most important 

of which is to increase sensory input and monitoring capability. This is generally not 

nearly enough to guarantee better awareness as information has to be condensed and 

interpreted to be of use for an operator. These are the more interesting issues in the 

attempts to model, and to realise, situational awareness. CHI99 had no contributions on 

Situational Awareness in this sense. There is one kind of situational awareness, though, 

that was brought up in a couple of contributions, but in a very different context than in 

system control. Large scale networking of computers leads also to many people working 

together, by which a social structure is formed. It is in this context that the concept of 

awareness arises, and refers to the fact that users are aware of the presence of other users 

in a virtual environment. This plays an important role in audio spaces, where users do not 

see each other, but are aware that others potentially can hear them. In the contributions 

this type of awareness had less to do with the system, or the application than with the 



social structure of which the user forms part, and wil1 therefore not be discussed in the 

review that follows. 

4. Navigation in software programs 

Early software applications had the form of a single program with basic functionalities, 

and, in hindsight, few features, if at all. Gradually, the number features increased, 

functionalities expanded and different programs were combined in integrated packages, 

which made it possible to navigate from one to another functionality in the same 

program. Expanding functionality, then, made navigation a necessity. 
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Navigation also entered this area by another route. This was in the form of games that 

predated the arrival of application programs and utilities. Little or no navigational 

prowess is required by object manipulation games, like card games, Tetris, Othello, the 

IS-puzzle, 4-in-a-row, hangman, but much more so in exploration andior shooting games. 

In order to increase believability the space in which the player interacts resembles 3D 

physical space, is often infinitely large, and is populated by other objects with a 

ephemeral behaviour. External influences are numerous and of many different kinds, and 

frequently the destination is never seen by the player. The immediate feedback in similar 

games is often very conspicuous, (which probably promotes the appeal of playing) but 

more often than not, single successful actions from the part of the player have only a 

minor effect on reaching the destination. Early studies on mastering such games (around 

1980) showed that subjects at first are at a loss to grasp the significance of all features 

and objects visible on the screen, which gives rise to very inefficient navigational actions. 

After a while they deploy strategies that restrict their losses by learning the significance 

of specific events, the potential effects of other objects present and by ignoring irrelevant 

information. Despite the proficiency of movement they develop, the idea of navigation is 

maintained as there will always be a basic element of uncertainty, which seems to be an 

essential property of a game. It is remarkable that the notion of a navigable 3D space is 

still prevalent in so many current-day computer games, whether it is concerned with a 

spaceship in some sector of the galaxy, a flight simulation, or with a protagonist making 

his or her way through hostile territory. 

The advent of CDi and CD-ROM, featuring more games on a single disc demonstrated 

the need for two different layers of navigation, one between games and one within every 

game. Complexities are likely to arise as the navigational actions have to be carried out 

by means of the same input devices. 
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4.1 Navigation in instruction 

The capability to create 3D virtual worlds and probably the apparent appeal of computer 

games making use of such worlds have also led to the production of instructional 

programs with a heavy dependency on navigation through these worlds. In 1995 Northern 

Telecom introduced a training programme for newly hired staff intended to familiarise 

them with the structure of the enterprise and the nature of the operations. It made use of 

relatively detailed rendering of its own premises, through which the person could wander, 

open doors. get into offices. and by opening drawers could get an impression of the 

domain of operations. The latter were again represented as virtual worlds, e.g. a cable 

network connecting PBX's. It was claimed that this provision reduced considerably the 

time it took to introduce new staff to the company. Considerable numbers of mostly 

more modest virtual worlds have been developed, where the point of interest could be a 

shopping mall, an antique building, a construction site, or a kitchen that needed 

upgrading badly. In these cases the environment is obviously finite and restricted to the 

object of interest. Navigation is rather more limited by awkward input devices, having to 

deal with three degrees of freedom involved in motion and some additional ones 

representing pan, zoom and wipe operations of the virtual camera than by the quality of 

rendering. 

Interesting commercial applications along these lines have become available. One 

application for road planners allows to render in a relatively detailed way a geographical 

area, including houses, bridges, roads and forests that can be used to assess the optimal 

layout of new roads or highways. The planner can visually inspect the area, at any 

chosen elevation as if it were a helicopter view, and determine the affordances for road 

construction that e.g. are not visible from built-up areas, or what the visibility conditions 

on the road are. Interestingly the rendered landscape is infinite; the space beyond the 

registered area is rendered in a similar way, but lacks specific details like houses and 

trees. 

In another application divers are shown what the possibilities are to recover submerged 

vessels or parts by navigating around the area of interest. The speed of movement 

matches that of the divers themselves, or of the submersible that is used for salvage. One 

important consideration is here that collisions with sunken debris has to be avoided; 

another whether it is possible to extract parts from between other parts. 

A final example is the flight simulator, which is not only the earliest but also by far the 

most successful example of computer-based training (Bouwhuis, van Hoe & Bouma, 

1997). The flight deck in which the pilot trainees are seated is moving in a way so as to 

evoke the same kinesthetic sensations as in the actual aircraft. It does not make the same 
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movements though. For instance, to suggest the sensation of deceleration, the cabin tilts 

forward, while the visual field for the trainees remains at the same height. Visual 

dominance renders the impression that the movement is still forward rather than sloping 

downwards, but gravity exerts a noticeable pull forwards suggesting deceleration. Ground 

rendering has evolved considerably over the decades and can now picture rather 

accurately cities and airports with nmways in different ambient lighting conditions, but 

also present arbitrary but instructive landscape details. The percentage of "flying" time in 

a simulator rather than in actual flight during training may amount to up to 85%, which 

proves that this type of training is extremely successful. It is that not only on the basis of 

cost effectivity; numerous critical situations can be mimicked that are infeasible in mid

air. Interesting findings that have resulted from flight simulations are connected with the 

cognitive load of the pilots. In a state of emergency, the navigational process by itself 

may not be too difficult, but the state of the aircraft requires close monitoring as well. 

Pilots have to pay a lot of attention to a range of details, and may miss easily one of the 

important issues that have to be dealt with. This cognitive load is becoming a critical 

issue in many navigational tasks in an ICT context and may strongly interfere with 

successful progress of the task. In this sense, situational awareness becomes the more 

important variable, with navigation as a subtask. 

5. Internet and the WWW 

The world-wide-web and the supporting structure of the Internet have forever changed 

the nature of navigation in Information and Communication Technology. It has done so 

on many fronts: wide band telecommunication makes increasingly use of the W, and the 

borderline between conventional broadcast media like radio and TV, and Internet is 

quickly blurring. It serves as the backbone for e-mail, and has become the most widely 

distributed and extensive data base for information, including multimedia and time 

variant media. Searching in the WWW satisfies the definition for navigation quite well, 

even if the Internet presents its own context, quite different from other navigational 

contexts. 

• The navigation space of the WWW is not a spatial one, even if individual sites are 

geographically distributed. Actually, the geographical distance between sites does 

hardly matter and is only very slightly correlated with access time. There is no fixed 

sense of direction within the web, and no real dimensionality; basically one can go 

from any place, or site, to anywhere else. Sites, however, do not have to be identified 

with destinations, it is the information available at the sites that functions more often 

as destination. This makes the navigation on Internet essentially two-layered: one 

4 Internet Protocol 
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layer is situated between sites, the other within the information space itself. The 

WWW may indeed be considered to be unbounded, yet individual sites and 

information bases contained therein may well be familiar to users, as well as the ways 

to get from one sit to another site. 

• With respect to referential features, there is only information regarding the site the 

user has accessed. During navigation from one to another site, the user is almost 

completely unaware of the course through the conceptual space of the WWW, which 

. is practically always done by means of a browser program. A site, having been 

accessed, may feature hyperlinks to other sites, but such is not a guarantee that the 

information required can be found by following these links. Except during waiting 

times, the user will practically always be at a site and that will have no, or a very 

limited subset of potential links to related sites and associated information. 

• Navigation from origin to destination gets a different meaning on Internet, as it is not 

the user who comes to the information, but the information is sent in real time 

towards the user. The travel is entirely virtual, even if the user may have the distinct 

impression of trying to get somewhere and being able to cast a glimpse of faraway 

information. Time and mental effort have replaced the concept of distance. Finally, it 

is difficult to imagine search on the web without the help of intermediate sites, which 

are the way stations towards the desired information. 

• Inasmuch as the user is looking for specific information, the user is in control of the 

search process, which is turned into navigation by the search functions and browsing 

programs. In many cases the search may be unsuccessful; yet it is the user who 

decides whether desired information has been obtained. Certainty of arrival, 

therefore, relies in the user, not in the information or its harbour. The user gets the 

informational cargo without going to the harbour. 

• Coming to a site does not at all imply that the desired information has been obtained. 

Ordinarily the site has to be explored, navigated as well, in order to decide whether it 

is suitable or not. Shortcuts to well-known sites, e.g. in form of bookmarks of 

favourites, may well provide specific information wanted on the fly, but then the 

information search has acquired the form of look-up and cannot be termed navigation 

anymore. 

6. Categories of Navigation 

Seen this way the user navigation can be broken down in a number of conceptual 

aspects, layers of a different abstraction level. 

6.1 the Physical layer 
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First there are the physical or sensory operations and the interactions from which 

navigational actions are composed. It is akin to steering or observation in the real worldS. 

This layer is directly connected with input and output devices of automatic systems, but 

also with types of operations that users can employ. "Drag and Drop" operations are an 

example. Essentially, physical operations can be expanded to arbitrary extent in order to 

attain a higher level of expression. 

6.2 Interaction language 
On a higher level of abstraction, the operations that a user carries out on objects are 

purely symbolic, and so qualify for being a language. Though Direct manipulation can be 

seen as a language, the two most direct candidates are SQL and Natural Language. The 

abstract nature of SQL is usually considered to be insurmountable barrier for use by the 

general public or naive users, so SQL queries have to be buried in assistive shells that 

provide a different, and hopefully more accessible control surfaces. Natural Language has 

long been considered to be the most directly accessible and natural tool for complex 

control. In the oral communication in seaborne and airborne operations natural language 

serves as the carrier, but the actual navigational expressions are highly formal and 

technical and may be totally incomprehensible by the casual observer (Hutchins, 1996). 

One reason is that they have to be reliably unambiguous, one other is that they must be 

mapped on discrete physical operations or a sequence of them, or satisfy a pre-set 

quantifiable or discrete goal. This means that NL is not the first candidate for transparent 

navigation in complex situations; in fact there was only one contribution in CHI99 that 

addressed this issue, while carrying a pessimistic tone. 

6.3 Object support 
What is new in WWW navigation, in comparison with physical world navigation, is that 

objects to be searched may display their own behaviour, intended to help the user to 

select them, or to function as navigational aid, in a form of object support for the user 

who has to deal with them. This property increases the interactivity of navigation 

considerably. 

6.4 the Search Space 
A next layer is the domain, or application within which the navigation takes place. The 

most basic form is here a data base, in which data can be registered, removed, or 

modified. Such operations can be carried out in the most basic form by means of SQL 

queries, that are generally beyond the grasp of naIve users, however logical they are 

5 real world: to be considered here as the physical environment. 
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purported to be by their developers. Now, data bases can be the repositories of many 

different kinds of data, e.g. multimedia information, with very different formats and 

properties, that may even be time-variant or dynamic. In this sense databases may also be 

viewed as information spaces that can be searched, and may lack the formal structure that 

lends itself to SQL questioning. In a more general sense, then, the domain to be searched 

may be considered to be an information space that, to some extent, may be the result of 

an explicit design, intended to ease navigation, but foremost to increase the attractiveness 

of the space to be searched. 

6.5 The Virtual Reality Space. 
In many ways data bases are relatively formal structures for information storage and 

handling, and further developments in information spaces have led to the design of 

Virtual Reality Spaces, that are essentially artificial environments, that originally closely 

resembled the physical world as it appears around a moving and acting observer. A host 

of new possibilities emerges as a result of being able to create artificial worlds. One is to 

mix worlds, first to create an artificial world inside the real environment, but also to fuse 

different artificial worlds. These virtual worlds may feature different scales, e.g. one in 

which observers appear small, or very large, but also display different physical laws than 

the classical Newtonian ones. They may also be particular renderings of a data structure 

in a form that is, or might be, a more transparent representation for the user than the 

original one. This is a problem of how to represent data, an issue that has led to the 

concept of data mining. 

The advent of networking has also led to users contacting each other in order to navigate 

collectively a domain. This is called social navigation, where the outcome of actions is 

assessed by a number of users and a next move is also produced by the collective 

according to some rule. 

6.6 the Auditory Space 

Sometimes the conceptual space, that can be rendered visually in some sort, can be 

enriched by auditory information, mostly in the form of additional features of objects in 

the information space. 

One special kind of space is the auditory space, where the visual modality, on which all 

GUI implementations are so critically dependent, must be bypassed, and that can only be 

accessed by the auditory modality. The natural target group for such spaces is the blind, 

or low-vision community, but there are other reasons as well to make auditory spaces 

and to make them well navigable. 
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7. Reviews 
All contributions, whether full papers or posters, tutorials, workshops or Special Interest 

Groups in the CH99 Conference Proceedings and the CHI99 Extended Abstracts have 

been analysed according to these categories and will be discussed in more detail in the 

sequel. 

7.1 The Physical Layer 

-7.1.1 navigational control actions 

A very simple way to increase the input actuators is by using two hands instead of one, as 

is traditionally the case when handling a mouse. Casalta, Guiard and Beaudoin-Lafon had 

subjects position fingers of opposite hands on a writing tablet in order to make circles and 

rectangles, both of which can be defined by two parameters, controllable by the hands. 

Hands can have different roles with respect to each other: either doing the same, 

symmetric things, o.r doing different things, one dealing with local information, the other 

with global. Navigation can be performed on a global level by performing large scale 

selection, or local concerned with small scale, or detail selection. This is similar to the 

distinction between the so-called "between" and "within" navigation, that was mentioned 

in the introduction. This global-local, or coarse-fine distinction has also been topic of 

study on high precision pointing in extensive continua. Guiard, Beaudoin-Lafon and 

Mottet employed two scales to this end, a coarse one for global positioning, and a fine 

one for very accurate pointing. This basically expands the visual feedback for the user 

and it could be shown that this was conducive to a much higher accuracy than with single 

scale feedback. Also, working with a stylus turned out to lead to more precision than was 

attainable with a mouse. 

A bimodal way of enhancing cursor movement in screen navigation is to have the cursor 

captured by the eye position. Zhai, Morimotot and Ihde tracked the eye fixation position 

of the user's eye and reasoned that it would ordinarily be close to the target. They could 

then warp the cursor towards the intended target, thereby obviating mechanical mouse 

movements. This is deemed especially useful in the case that hands have to be used for 

other purposes as well. The system is called MAGIC and has two modes, a liberal one, 

where the eye movement takes over quickly, in an almost pro-active way, and a 

conservative one, where warping has to be initiated by the user. The system is thought to 

reduce the motor strain involved in mouse movements thereby reducing RSI liability. 

Salvucci goes even further by replacing the mouse entirely by eye fixations. For this to be 

effective algorithms have to be developed in order to determine the target of interest on 

the basis of successive eye fixations. Using such algorithms, similar to those used in 

Automatic Speech Recognition, he could have subjects type words by eye fixations only. 



Time needed to type with the eyes was about 2.5 times longer than with the hands, so 

additional advantages, or better algorithms seem indicated. 
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The relation between eye fixations while scanning a Pull-Down menu, and mouse 

movements is however not as clear as one might think. Eye movement control in 

computer tasks has been studied systematically by Nilsen (1991) and seemed fairly 

regular. Following up this research, Byrne, Anderson, Douglass and Matessa studied eye 

movements in menu scans, as well as the associated mouse movements and found that 

none of two well-known models could predict them with any accuracy. One of the few 

regularities found was that users invariably scan the first few items of a Pull-Down menu, 

but can miss several of the intermediate items, especially in long lists. Such a state of 

affairs makes it difficult to use eye movements and fixation locations as a sure indication 

of attention and selection. One reason for the observed irregularity found by others was 

suggested by Hornof and Kieras, who demonstrated that users apparently develop 

considerable knowledge of locations in a visual task environment. This is of course 

heavily dependent on individual knowledge of the task and the acquisition of expertise 

and cannot be generalised easily over users. 

Another way to expand the input variables is by enabling input devices to react in the 

same way as familiar physical objects. Gujar, Fishkin, Harrison and Want describe 

"embodied user interfaces" that e.g. are sensitive to tilting them, and react accordingly. 

For example, tilting a drawer with documents backwards, will cause the documents to tip 

over one by one towards the rear, and the reverse also holds. This makes it possible to 

navigate through documents or files in a Rolodex look alike just by tilting the input 

device in the appropriate direction. The "look alike" in this study was actually a palmtop 

computer fitted with tilt sensors. Another input mode is touch: employing pressure

sensitive devices on the screen gives the possibility to stroke corners of a pictured page in 

order to flip over to the next, or previous page. An even more literal input form is to write 

annotations in the margins of documents, leaving an "ink" trail, while "holding" the page 

with the other hand. 

O'Hara, Sellen and Bentley studied to what extent people could remember where sections 

of text were located in a source document. In long "page-less" on-screen texts it is useless 

to remember where specific texts are, as there is no reference to pages and margins. 

When the source document is structured in pages, with e.g. columns and figures, such 

possibilities do exist. The authors presented a thumbnail version of a source document on 

the screen, and at the same time a readable version of it was presented on the top of the 

screen. The location of that section was indicated on the thumbnail version in a 

highlighted form. When asked afterwards where particular sections of text had to be 

found, users could do so significantly better than chance, thereby easing navigation 
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through long documents. In scrolling documents, without page structure, similar 

accuracy's could of course not be found, as Top and Bottom are intrinsically absent, but 

there also LeftlRight distinctions were weaker than in the paged texts. 

Within an application it can be bothersome to navigate among tools. Holland and 

Oppenheim propose for this problem the feature "Direct Combination". Direct 

Manipulation is always concerned with a single argument, icon, or file, or applies the 

same operator to a number of files. Only Drag-and-Drop operations involve a function on 

two items, but it will always be the same operation. Direct Combination presents a 

window of different options that works on pairs of files or icons, by sliding it between 

two icons. Examples are "highlight differences", "paste" or "append". In principle this 

could be generalised to more than two items, to so-called n-tuples of items in order to 

realise more complex operations, without any tool navigation. 

Confronted with a large number of menu items users have difficulty to access them 

efficiently, irrespective of how proficient they are. Kurtenbach, Fitzmaurice, Owen and 

Baudel, then all of AliaslWavefront, a research establishment of Silicon Graphics who 

supplied the programs for the movie Jurassic Park, devised the Hotbox to address the 

accessibility problem. On pressing the space bar the Hotbox appears as a number of menu 

bars around the current cursor position, in which the top bar is the most general, and the 

lower ones increasingly more specific, and context dependent, in the sense that they 

reflect possible operations in the window the cursor is at that moment. The Hotbox is 

made transparent, so does not obscure the underlying pattern, although this necessitated 

special letter rendering to make text readable. The Hotbox remains visible as long as the 

space bar is pressed, and disappears whenever it is released. In principle it can replace all 

menu bars and toolbars, and users have been observed who indeed did away with those 

altogether in order to increase scarce screen area, useful in 3D animation and rendering 

applications. The effectivity of the Hotbox is borne out by the fact that it can provide 

almost instant access to 1200 commands of the Maya 3D animation and design 

application. 

- 7.1.2 feedback on control actions 

One typical property of navigation is that, as mentioned in the six principles of 

navigation, the immediate effect of a particular control action with respect to reaching the 

end goal is usually not perceivable. For example, setting a high scrolling speed for a long 

list of items to be scanned is notable in its immediate effect, but it is not sure whether the 

target item will be found more quickly. Nemirovski and Davenport devised a system for 

actual, outdoor navigation in which this feedback is applied. The physical location of a 

user is established by a DGPS system, and depending on the direction that the user 

chooses short sounds sections are played over headphones indicating whether the user 



approaches the destination, or not. Unlike what the system suggests, it is called 

Guideshoes, rather than Guidephones. The sound samples, called emons carry an 

"emotional" character mediating e.g. approval, disapproval or happiness. 
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What to do if the user has an idea of what the target is, but has no suitable means to 

express the keyword that identifies it, e.g. a picture of a ship. Mukherjea, Hirata and Hara 

developed their search engine "AMORE" for this situation that makes use of content 

oriented image retrieval. Attributes like colour, texture, size and position are used to for 

finding similar images. A picture, therefore, can be retrieved by a keyword that has been 

assigned to it, but can also be retrieved by analysis of the picture content. AMORE goes 

even further by combining keyword and content description. When a user searches for 

particular images, pictures retrieved on the basis of some description, are shown as 

thumbnails on one or more pages. The user can select one picture and, if necessary, use 

this picture as a retrieval key for further search and so refine it until the wanted image is 

found. 

-7.1.3 interaction support 

During navigation there is mostly a large amount of surround information, that makes it 

difficult to choose from among the many alternatives. To counter this amount of 

information, and easing the choice the density of information can be adjusted such that 

visual scanning becomes maximally effective(see for the most comprehensive overview 

of this issue Tullis, 1997). Woodruff, Landay and Stonebraker apply the principle of 

Constant Information Density, developed in cartography to display rendering. Taking the 

example of a map, a larger scale implies that less details can be rendered, whereas 

zooming in on specific areas entails the idea that more details become visible. This also 

involves the notion of non-linear magnification, as some details are so important, that 

they have to be magnified at a larger scale than the global map in order to remain visible; 

road width on maps are a good example. Depending on the scale of magnification, or the 

level of abstraction that the user chooses, the VIDA system (Visual Information Density 

Adjuster) picks out the relevant details for that level to be visible. Related to this is the 

issue of small screens, of e.g. mobile phones. Web browsing by means of small screens 

would be unwieldy if they were to display the same information splash as the regular 

computer displays. Smallbrowse developed by Sugiura is a web browser designed for 

such small screens. It deals with the scrolling problem which is inherent in small screens 

and with dynamic links, which usually require return to an index page. Essentially, 

Smallbrowse deals with this by picking up relevant links during a first session, after 

which links to be presented to the user can be predicted, and shown on the screen, 

without having to search for the link location on the much larger page, or sequence of 

pages. 
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The extreme of this is a situation in which the screen is not visible, which is the case for 

blind users. How to navigate a non-visible display? Kamel and Landay devised the 

Integrated Communication to Draw (IC2D) system for blind users. IC2D makes use of 

the analog of the telephone keypad that overlays the display, or parts of it. As the overlay 

consists of the numbers 1-9 the user can easily memorize them, and refer to one of the 

nine locations by mentioning, or keying a number. The overlay shrinks then to the 

indicated location after which a new number is chosen for a more accurate location 

within that square. Every shrinkage entails consequently a threefold accuracy increase. 

To the user the chosen location is spoken by the system according to the hierarchical 

layering like: 7, bottom right, top middle, where top middle was the first choice 

expressed by the user as "2". The authors claim that after a familiarization session of 20 

minutes a blind user could produce successfully the outline of a car. Nevertheless the 

speech communication proceeds in a rather circumstantial and stilted way. A more 

generalized approach was taken by Vanderheiden, Law and Kelso in the EZ Access 

system, intended to provide control elements for "anyone, anytime everywhere". EZ 

access techniques are aimed at situations in adverse conditions and at people with 

disabilities in order to guarantee successful control. Disabilities include problems with 

vision, hearing, reaching, memory or combinations thereof, but also situations are 

addressed in which direct control is not possible, such as in remote locations. Principles 

include that buttons to be pressed can also be made audible, e.g. spoken, that both 

functions and information can be presented as lists that can be scrolled by finger 

movement. Next relevant buttons should be highlighted, but not activated when pressed; 

and actual activation would then requires a second press. In this way a first-time user 

could familiarise himself with the functionality, without inadvertently issuing commands 

that were not intended. Highlighting could be done by illumination, but also by auditory 

announcements. Control, finally should be such that, in principle, the arbitrary commands 

could be issued from a single button, by scrolling along a sequence of highlighted 

options. By making use of an infra-red port, the device should also allow to operate it 

form a separate keyboard, e.g. a braille keypad, or another assistive device. 

- 7.1.4 language and speech input 

For many years, even before it was technically possible, it has been thought that if users 

could make use of natural language in interacting with machines it would ease 

considerably the control of such machines. Basically this issue consists of two, related 

parts. One is the use of natural language, the other is Automatic Speech Recognition 

(ASR). Remarkably, despite the wide-spread effort on Natural Language Technology, 

specifically intended to solve the user-system interaction problem, there is only one study 

on NL as a search tool in CHI99. Miller and Trafton compared a Graphical User Interface 
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(GUI), and a GUI and NL interface combined in a geographical information application. 

Participating students had to type their requests in the second condition, which could 

include sentences like: "How far away is Heidelberg" in this German database. Almost 

all students used NL to locate objects on the map, while this could be easily done by 

using the GUI only. Students appeared to be aware of the strengths and weaknesses of 

both systems and used them accordingly. Yet, the only thing that has been demonstrated 

in this study is that the inclusion of NL serves a useful purpose, as the study did not allow 

to generalise beyond these two conditions. The paucity of NL interfaces as demonstrated 

by this single study, demonstrates that much further study is needed to assess its 

usefulness on a broader scale. As noted before, the usability of Natural Language for 

navigation is not clear from the outset, as navigational input and commands have to be 

completely unambiguous. In many cases, certainly for air traffic control and navigation in 

shipping, special codified forms of exchange are used that restrict the use of natural 

language very considerably. 

Automatic Speech Recognition is supposed to further reduce the input requirements for 

the user. Speech comes quickly, does not require input media like writing tools, and does 

not tie the user to close vicinity of the system. An interesting overview of the capability 

of current ASR systems is provided by Karat, Halverson, Horn and Karat who compared 

IBM ViaVoice, Dragon Naturally Speaking Preferred and L&H Voice Xpress Plus. The 

task was a text creation task, that has little or nothing to do with navigation, but the result 

are sufficiently interesting to be included here. Paradoxically, the 24 subjects between 20 

and 55 years of age, commented that keyboard entry seemed "much more natural" than 

speech for entering text. According to the authors this reflects the degree to which users 

have become accustomed to keyboards as universal input device. Though text creation 

input speed was satisfactory with 107 uncorrected words per minute, text correction took 

three times as long thereby essentially evaporating the speech advantage. One basic, 

extremely refractory and still unsolved problem is the occurrence of recognition errors. 

This is less of a problem when the errors can be corrected at a later stage, as in text 

creation. But in time-limited applications like navigation, the occurrence of errors may 

lead to unwanted moves, that take time to correct, or may imply considerable regress. 

However, there is one still more basic problem. An implicit issue in the use of NL is the 

problem of Natural Language understanding. This requires an on-line model of the world, 

that is continuously updated, and in which the user model and the system model must be 

distinguished. This is not a problem in text creation, as that is largely context 

independent, in that the system has to represent in words what the speaker has said. When 

what has been said must be interpreted as well, and where recognition errors only appear 

indirectly as feedback from the (wrongly) interpreted action, navigation effectiveness 
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spoken language navigation interface appeared. 

7.2 Object support 
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In traditional navigation the objects serving as landmarks and the targets have a passive 

character. Targets do not change as a result of people approaching them. In lCT, 

however, objects can be given a behaviour, and they might be designed to react to 

navigational actions directed to them. This is the idea of Object support. Zellweger, 

Chang and Mackinlay have implemented what they call "Fluid Links" in hypertext. Fluid 

links provide additional information at a link source, termed a "gloss" to support users in 

choosing among links. As the gloss presents associated explanatory material with each 

link anchor it can help readers decide whether or not to follow a link. The fluid links are 

presented in a convenient location, as it were embedded in the content or layout of the 

source material. The authors interpret the nature of the glosses as rather "bringing info 

from (potential sources)" than as "go to" specific information while browsing hypertext. 

Zellweger et al. Discuss several ways how to fit the glosses in the hypertext page layout. 

One is interline expansion, such that glosses can be inserted at one place while interline 

spacing elsewhere is decreased without affecting the general layout, or even size of the 

original page. 

Another way is textual overlay, where the source text fades in colour around the gloss, 

which is appearing. 'Behind" the gloss the source text is still readable, but partly 

occluded. 

In the margin callout technique a small line grows from the anchor towards the nearest 

margin where there is sufficient space to present the gloss. This leaves the source layout 

completely unaffected, but the gloss may be somewhat removed from the anchor. 

A final method to present the gloss is to employ microprinting which is only possible on 

graphic displays with very high resolution; the authors are referring to the new Xerox 

displays with a 282 dpi resolution, on which 3 or 4 point letters are still well readable. 

Similar displays approach resolution on paper, which obviously is a thing of the future, 

and will not immediately be available for a wide range of users. Another objection would 

be that it is always possible to present more material on a page by just reducing the size, 

which is not the ideal method of screen space management. Small-type printing will 

inevitably reduce the number of users, and as a side effect it will increase perceptual 

effort. 

This foreshadowing of what is at the other end of a link has been likened to the "scent of 

information" by Furnas (1996). The user, as it were, sniffs out the information that he is 

interested in, and the design of web pages should actually reflect this tendency rather than 

a logical hierarchical way to structure documents. This is the central idea of a tutorial 



20 

provided by Spool, Schroeder, Scanlon and Snyder who stress the importance of "Web 

sites that work". They studied the quality of links, that, by using associated text can 

present a "scent" of the information, and found that links were best that had between 7 

and 12 words. In presenting the words the goal should be to increase, or maximize the 

user's confidence that the link is worthwhile to explore further. Too many words produce 

diminishing returns. The same tutorial also presents data on eye movements in scanning 

web pages, form which it appears that users display common scanning patterns. By using 

a consistent page layout, users tend to ignore potentially important parts of the page, so a 

judicious variation in page layout may prevent users to miss important information. So it 

is also the design, involving graphic appearance, position, size, location, animation and 

the nature of neighbouring information that influence the capability of screen objects to 

attract attention that determines partly the process of navigation. The presenters of this 

tutorial go even as far as stating that it is no longer navigation that designers should be 

interested in but the concept of scent of information. This idea, however neglects the 

distinction between "controlled attention" and "drawn attention" that has been shown to 

be central in the understanding of processes involved in control of selective attention. 

It would seem that virtual objects, unlike real physical objects should have possibilities to 

explain their structure to users with special needs. One such example is table navigation. 

Tables are rectangular bodies of information, where one can jump from one cell to 

another, by going to the next column, or the next row. In general tables are not strictly 

orthogonal; columns headers may span more columns than one, so that jumping from one 

cell to another does not imply e.g. that one has jumped to the next column as well. 

Asakawa and Itoh have designed a nonvisual table navigation method for blind users in 

which the users move from one cell to another by pressing buttons on a numeric keypad, 

but still are informed to which column or row the cell belongs. The definition of the cell 

under consideration is communicated to the user by a synthetic voice. An interesting 

feature is that the content of the cell is spoken in a male voice, whereas the addressing 

information, i.e. to which column andlor row the cell belongs, is spoken by a female 

voice. This makes it easy for the users to distinguish the various kinds of information 

involved in table navigation. In actual evaluation studies users who had to find 

information in tables, e.g. opening times of an entertainment park, took half as much time 

than with unaided table navigation. In a very complex table users were not even able to 

navigate successfully, whereas with the new method they could indeed. 

The multitude of objects and events that are part of web pages makes it recommendable 

to supply some kind of underlying structure that supports an effective combination 

between them. Faraday and Sutcliffe propose using "Contact Points" for the design of 

web pages, involving the provision of linking references and synchronisation between 

text and visual streams. They also want to ensure that the message threads can be 
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followed between text and visual media. In the text there are markers that indicate the 

availability of visual animation. When clicked, they are linked explicitly, by means of 

visual lines, to e.g. a visual overview of the topic at hand which clarifies their relation 

with the topic. The careful design of web pages I this way paid off in an actual evaluation 

study which was entirely carried out on the Web. Comprehension of the subjects on the 

material which covered cancer tissue was best in the Contact point condition. This 

condition also showed by far the fewest replays of material. A more fundamental 

question is whether the animations were indeed helpful for understanding the material. 

Also here Contact points won out over alternatives, including special play buttons or 

video controls. The most important conclusion to be drawn is here that supplying 

additional controls, whether simplifying, or expanding functionality are not nearly as 

helpful as bringing a coherent structure to the material to be learned itself. The 

disadvantage of this approach is that it can hardly be automated. Controls are supposed to 

have generic functionality, but content is specific only for itself. Nevertheless, providing 

tools for structuring the multimedia learning material in such a way that navigating it 

becomes both effective and easier is a considerable asset. 

A topic that is rising in importance, but on which no contributions were submitted is 

concerned with so-called "recommender systems". The choices that face users in many 

ICT applications and in the home situation are so vast, that in order to move the user to 

make at least a choice, recommendations are given that are based on some knowledge of 

the users preferences. Systems that produce these recommendations are called 

recommender systems. They have been proposed and implemented for music choices in 

MP3 collections, but can in principle be used for numerous other applications, including 

navigation. As recommender systems frequently derive preference lists from the choices 

of groups of representative users, they are sometimes also referred to as "collaborative 

filtering" methods. More details on collaborative filtering can be found at: 

http://www .sims. berkeley .edulresourceslcollab. 

7.3 The Search space: database support 

Multimedia databases are on the increase, but imply different and much more varied 

retrieval methods than traditional data bases. Kuchinsky, Pering, Creech, Freeze, Serra 

and Gwidzka, all of Hewlett Packard, Palo Alto have developed "Fotofile" a consumer 

multimedia organisation and retrieval system. Though this is a multimedia application, 

the browsing and search tools that it provides make it relevant to navigation as well. An 

important observation at the inception of the study of the authors was that consumer users 

would like to use keyword-based search, i.e. with words generated by themselves, as well 

as use automatic indexing. As photographs were the basic entries in the database, 

automatic feature extraction and face recognition appeared to be powerful aids in the 
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organisation of an extended multimedia data base. The multimedia data base is therefore 

how to include keywords generated by human users in the command structure of the data 

base. On the other hand, things that humans can distinguish easily, and therefore have 

psychological validity, like the sequence of images in a video that is part of a coherent 

whole, must also be supported. One technique in this area is keyframe extraction, the 

identification and extraction of that frame in a shot that are considered by the human 

watchers to be the most representative of that sequence. There are technical means to 

have at least an idea of image properties that indicate the transition form one shot to 

another: as the content is changing, many parameter values of the images are changing 

suddenly as well. To the extent that this is only indirect evidence, it will always be 

helpful to have at least tools at one's disposal to aid in structuring lengthy sequences of 

video, or to have checked automatically if particular images are contained in that 

sequence. 

The reasoning of Stappers and Pasman about database exploration was that one does not 

need to present all possible instances in the database about a particular type of objects. If 

one can speak of a type, there must be similarity between the instances, and if there is, the 

dimensionality can be decreased. This, in turn, means that it suffices to show only 

"representative" instances of the total set, say, prototypical examples, in which it is much 

easier to navigate than in the total set. The conceptual object space is derived by means of 

multidimensional scaling (MDS) on the basis of similarity between objects, but the 

authors do not provide a clue how that similarity is established. When navigating through 

the thus reduced set of objects, users can indicate to see potential instances of objects that 

are not part of the displayed set, but still are worthwhile to explore. Users picked up the 

idea pretty well, but were at times confused by the nature of the dimensions used in the 

scaling procedure. Some users e.g. thought that the centre of the display represented the 

focus of their query, whereas that is just the arbitrary origin of the scaling solution. 

Another flexible way of navigating complex databases has been proposed by Toyoda and 

Shibayama who developed the "Hypermochi Sheet". Large nested networks such as 

hypertexts are in principle difficult to edit and to navigate. What Hypermochi does is 

focusing information that is (supposed to be) relevant for the user. The converse is that it 

defocuses information that has lost relevance. The word 'focusing' is partly a misnomer, 

as the authors have implemented the system as a differential zooming system. 

Imagine that a number of, say 25, nodes can be represented as lying on a 5X5 square, 

which equal size. Some of the nodes should be more relevant than others, which can be 

brought out by expanding the size of the relevant ones, and since this reduces the 

remaining space for the other ones, by reducing the size of the irrelevant ones. The sizes 

of the nodes are predicted on the basis of users' choice behaviour.. During the navigation 
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with hyperlinks the system predicts also which nodes will be unnecessary and it will 

discard those, presenting the user only with that information which is relevant to the 

current activity. Subjects (ten students) working with the system in a relatively simple 

editing task made only two small size corrections on average in 17 sequences and less 

than one large size correction. Small errors in predicting the right nodes were hardly 

observed, but in about 10% of the cases the students judged that a large error was made. 

Still, apparently, a prediction tool of this sort that, from a perceptual point of view, just 

manages screen information automatically, can reach an impressive degree of 

navigational support by highlighting relevant and discarding unimportant landmarks. 

A somewhat similar solution was proposed by Roussinov who employs an Adaptive Self

Organizing Map (ASOM) approach to create a relevant overview of retrieved web 

documents. This overview is called a map which, depicted on the computer display, 

shows an organisation of documents, partitioned in regions that are the result of keywords 

entered by the user. The problem that the adaptive visualisation addresses is the 

following. When searching documents relevant for a particular topic, the result normally 

consists of thousands of potentially relevant documents. As no one is prepared to consult 

them all, rarely more than the first 20 are ever checked. Invoking ASOM the first, say 

200, documents are analysed and assigned to a map that reflects the properties of the 

concept inherent in the documents. At this point the user may want to refine the concept 

map with exactly those same documents, and can do so by adding or deleting search 

terms. When the user is satisfied with the resulting structure, he can navigate the map in 

order to look for the most relevant documents, or, if that is still not satisfactory, 

reformulate the query. Users indeed used the adaptive features of the system, but to a 

lesser degree than was anticipated, amounting to about 2.6 per session on average. An 

interesting side result was that users requested far more than the usual 20 documents form 

the top of the list, but included all 200 documents that ASOM analysed for the concept 

map. In this way probably they were confident that a more complete or detailed overview 

of the documents extant was achieved. 

Another way to deal with numerous objects on the screen was derived from cartography, 

where the problem is to supply labels for objects depicted on a map. In principle, an 

infinite amount of data with labels could be presented on a map, but the multitude of 

information prevents this effectively. Labels are therefore only applied to objects that are 

relevant to the scale of the map, which is partly a subjective issue. By the nature of 

printed maps, labels are static, and so far are not assigned and positioned automatically 

but determined by the cartographer according to well-defined rules. In the dynamic world 

of hypertext this would be infeasible. Nevertheless, confronted with large amounts of 

data, labels would be very useful to the user. Fekete and Plaisant evolved a method which 
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they call "Excentric labeling" and which avoids the chaos of hundreds or thousands of 

overlapping labels. The basic situation is that the user is moving the cursor over a field of 

data points, each one representing an object or entity with a number of features, that 

could be brought out.by labeling. Whenever the user stops the cursor for a few moments, 

a circle is drawn around the cursor enclosing a number of data points happening to be 

close to the cursor. Next, outside the circle vertically aligned labels appear that identify 

the data points, and which are connected by thin lines with the data points themselves. 

The place of the labels differs as a result of the location of the selection circle, or the 

screen layout. When there is little vertical space, labels appear left and right, and can be 

made to respect the ordering along the x-axis or the y-axis, see figure 2. A selection circle 

in a corner of the screen would make the labels appear towards the middle of the screen 

o • • o 

• 
o DO • o 

Figure 2. Excentric labeling. The circle appears automatically when the cursor remains stationary for a few 

seconds in a field of data points, shown here as dots and squares. Next, labels describing the data points in 

the circle appear, indicated by the rectangles containing the description (not depicted here). Indentation 

may reflect implicit ordering, as defined by the user. Lines can be drawn such that they do not cross, in 

order to clarify the relations 

In this way readability is guaranteed by a selection which is entirely under control by the 

user. The size of the circle can be varied by the user, or it can be done automatically, for 

which the authors note that automatic adjustment should be perceptually quite noticeable 

by the user. An evaluation study on the usability of this type of labeling was carried out 

with eight subjects, each one performing six tasks plus two "filler" tasks. Excentric 

labeling was used in comparison with virtual instantaneous zooming. As noted before, a 

smaller scale in maps allows more labels and enables a more detailed inspection, and 

virtual zooming provides this functionality in a dynamic way. Task completion time on 

average with excentric labeling was 62% of that when instantaneous zoom was used, 

though the temporal variation in the zooming task was much higher. The authors estimate 

that when zooming operation cannot not be performed instantaneously as in this study, 

but is dependent on CPU speed and the application, the advantage of dynamic labeling 
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will increase even further. One feature of this system that the authors fail to mention is 

that for the user the perceptual organisation, including the scale of the field, under 

consideration does not change as a result of the scanning operations. Zooming, on the 

other hand changes the layout of the field, and, supporting this argument, it was observed 

that zooming operations took frequently a long time when rechecks were necessary. 

Rechecking excentric labeling results was, however, very easy and did not affect the 

general screen layout. 

The manuscript of Fekete and Plaisant also features an instructive overview of other 

labeling techniques that can be used in web hypertext navigation and well deserves closer 

inspection by application and web page designers. 

A way to deal with the age-old issue of reading, but now in a hypertext environment has 

been proposed by Graham in the form of "The Reader's Helper". The Reader's Helper 

deals primarily with two issues: only a small part of the text is visible and shows few 

references to the physical features of the environment of the reader, and the potential 

relation of the displayed document, or part of it with other documents. Both issues are the 

opposite of a physical library with documents. Location of documents in a library, or 

books can be easily determined and the physical representation has a character of 

permanence (Bouwhuis, 2000). Pages can be put next to one another, and be inspected at 

will in an almost parallel way of processing. The comparatively small screen space, 

together with its limited rendering characteristics compared to printed paper does not 

allow this at all. Hyperdocuments do not have a physical location that can be compared to 

that in a book or library, but they may feature links to other documents, and call each 

other up by means of dynamic linking. This is not possible in a library. 

In screen rendering the Reader's Helper first makes use of a technique that dates back 

from the time of the first personal computers, which is to depict a graphic representation 

of the layout of a page in miniature form in a corner, or the sidebar of the display, in 

which each letter is depicted as a pixel. The Reader's Helper displays a miniature version 

of the document, a section of which is visible on the main screen, in the left sidebar. 

Graham calls it a "Thumbar", analogous to the thumbnail version of pictures. The sidebar 

shows a much longer section of the document than is visible on the main screen, and so 

allows navigation in the document on the basis of its global graphic properties. 

Navigation proceeds by means of a sliding "lens", actually a rectangle sliding over the 

Thumbar, the contents of which are shown in normal size on the main screen. Working 

on a document, almost always involves referring to other documents, and it is here that 

the Reader's Helper provides support to look for and retrieve related documents. In this 

sense the Reader's Helper functions as a document browser, making use of similar 

prediction schemes as other browsers. The functionality goes somewhat further in that 
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relevant links to such documents are indicated in colour in the Thumbar, so the 

reader/author can easily see where in the document relevant links or annotations can be 

found, even if this is not visible in the main screen. This functionality also learns links of 

the user, and so is to some extent individually adaptive. 

The application has been programmed in Java for Windows NT, runs also under the 

Solaris and Linux Operating systems and is compatible with HTML 3.2. No user 

evaluation results have been published and it is not known what the actual benefits of the 

system are, and what kind of users will benefit. 

The use of a physical analogue of a database has been studied by Czerwinski, Dimais, 

Robertson, Dziadosz, Tiernan and van Dantzig, all of Microsoft Research at Redmond., 

W A. In this case the representation is called the "Data Mountain" which actually is not a 

mountain, but which is depicted as a sloping surface on which pictures of web pages, 

standing upright, are organised in groups with the front ones larger than the more 

backward ones, suggesting foreshortening. The whole scene fIlls approximately one 

normal display screen. Navigating these web pages is also done by means of a physical 

analogue; users drag pages across the surface, forward or backward. When by dragging a 

page, other pages get in the way, they are displaced in order to make space and as inter 

page distances are kept at a minimum, neighbouring pages are displaced transitively as 

necessary when a new location has been determined. Visually the operations are 

supported by the 3D rendering, pages getting larger as they move forward, and by 

occlusion by other pages. Pages also cast shadows that are clearly visible. While moving 

a page the user hears a humming sound, changing in pitch when speed varies, but, owing 

to the stereo sound, also changing in apparent location depending on the place in the 

"data mountain". 

An other property of the web pages in the "Implicit Queries". Queries are generated 

automatically on the basis of the current focus of the user's attention. The currently 

selected page is the basis for queries launched implicitly in the background. There were 

two types, IQl - co-occurrence similarity and IQ2 - content-based similarity. IQ1 is 

simply the number of times that other users lumped two web pages together in one 

cluster. IQ2 is based on the similarity in the frequency of occurrence of words in two 

documents. The general idea is that "similar" web pages may help the user later in 

organising the web pages according to the user's preferences. The system is to be used 

for the personal organisation of web favourites, or bookmarks, that is not just a 

hierarchical list, but also shows internal structure on the basis of differential similarity. In 

an evaluation study 35 subjects were asked to organise 100 web in any way they wanted. 

They made use of the Data Mountain, and did not have Implicit Queries, co-occurrence 

based Implicit Queries or content-based Implicit Queries. When Implicit Queries were 
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active, they provided recommendations on creating categories and membership. While 

the first two conditions produced equal user satisfaction, the content-based IQ was 

considered to be less satisfactory and distracting. While this first study was on creation of 

the Favourites database, a second study was concerned with retrieval from that same 

database. This time there was no difference between the two types of IQ, co-occurrence 

or content-based, bot~ of which led to retrieval times less than half that of a 

categorisation made without Implicit Queries. In many cases the only perceivable cue for 

Implicit Queries was that during categorisation related web pages in the cluster were 

highlighted. Apparently this was sufficient for superior retrieval later of those, and related 

pages. 

This point of user evaluation is of considerable importance in general. Many features in 

Web applications have evolved as a default, and the standard use that people make of 

them gives them some kind of credibility and supposed functionality. Another issue is 

whether they are indeed optimal. WWW use has been explored by Byrne, John, Wehrle 

and Crow in an extensive set of naturally-collected verbal protocol data, supported by 

video monitoring of WWW browsing users. 

The number of users is not mentioned but must be between 8 and 12, who spent, on 

average some 30 minutes web browsing as they would do on a normal working day. First, 

the authors constructed a taxonomy of WWW tasks in order to see what users actually 

were doing during the browsing task. Concentrating on the actual tasks that the users 

perform reveals that many concerns about web design are ill-directed. Users spend little 

time on buttons and their layout, or history menus and GUI widgets. On the other hand 

they spend far more time on reading, visual search and waiting, The first, reading, cannot 

be accelerated by automatic means, the second, visual search can only be optimised, and 

the last, waiting, maybe confounded with thinking is hard to support by any means. 

These findings do not necessarily spell the end of widget, but the strong suggestion is that 

they have been suboptimally designed. About 13% of the total observation was spent on 

scrolling, so speeding up scrolling by means of better designed scrolling devices, or more 

intelligent scrolling techniques could bring significant improvements. 

This is related to the distinction between scanability and searchability. Sometimes only a 

more superficial scan is sufficient to decide whether a document is relevant, however, 

when a specific entry has to be found searchability criteria will include better readability, 

that is of less importance in scanning. 

A final issue is standardisation and the authors mention the excellent early decision to use 

underlining and colour links in web browsers. Now, when newer html version allow to 

override this, the inherent meaning of the colours disappears, while the choice on the 
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basis of only two colours can proceed very rapidly. All of this suggests that in the design 

of widgets there should be much more attention for actually observed user behaviours. 

7.4 Virtual Environments 

By definition virtual spaces are unlike real spaces. Especially when the virtual spaces are 

large, navigation through them becomes uncertain, as the properties of the space are 

frequently unknown, and also the tools for navigation are unfamiliar, or even contrasting 

with conventional ones. Vinson, on the basis of extensive research on spatial cognition, 

presents a number of guidelines for the design of navigational support in virtual 

environments. Current examples of such environments include simulators for cars, ships 

and aircraft, telerobotics, fly-throughs of networks, electronic or biological, complex 

molecular structures, simulations, and data visualisations. Here only the guidelines will 

be presented, with some illustrations, whereas the underlying literature can be extracted 

from the original. 

7.4.1 Guidelines 

1. VE's must contain landmarks (see also fig. 1) 

2. Include all five types of landmarks in the VE 

Types of landmarks include paths, channels for navigator's movement, edges, 

indicating limits, districts, neighbourhoods with uniform properties, nodes, focal 

points for travel, like towns, buildings, etc., landmarks, reference points into one 

does not enter, like statues, signposts ... 

3. Landmarks must have distinctive features 

Features of buildings include height, colour, shape, visibility, texture, that are 

easily memorable 

4. VE landmarks should contain concrete, not abstract objects. 

natural environments should contain lakes, streams, hills, slopes, and man-made 

items like roads and sheds. 

5. Landmarks should be visible at all navigable scales. 

6. A landmark must be easy to distinguish form nearby objects and other landmarks. 

7. Landmarks must be non symmetric 

A landmark with rotational symmetry looks the same form every approach angle 

and is less useful as a landmark for this reason. 

8. Landmark distinctiveness can be increased by placing other objects nearby 

Combined with a symmetric landmark (guideline 8) this may disambiguate the 

pair, e.g. by placing a lamppost nearby a pine tree. 

9. Landmarks must contain a common element to distinguish them as a group from data 

objects. 

10. Place landmarks on major paths and at path junctions 
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Three remaining guidelines deal with the spatial layout of spaces that induce distortions. 

A well-known example is that most people know that California is lying to the West of 

Nevada. Yet, Reno in Nevada lies to the West of San Diego which, in turn, is located on 

the Western shore of Southern California. Similar misconceptions hold for the 

Netherlands and France. While the Netherlands are definitely to the North of France, 

there are still French citizens, living in their own country who are more Northern than 

some Dutchmen in their own country. Abstract representations of such arrangements can 

give sometimes confusing information to users. 

A space, whether real or virtual, mediates some form of movement and provides also 

feedback to the navigator. One important property that people have in dealing with the 

everyday physical world is the frame of reference (FOR). Recent research on FOR of 

human subjects indicates that the vertical and the horizontal are by far the most important 

reference dimensions in human movement and perception. Obviously they are related to 

the direction of the force of gravity, in relation to which our motor system and movement 

apparatus have evolved. Up and Down can be exocentric cues, they then relate to gravity 

and not to a person. A lying person may however say: higher, and mean in the direction 

of the head. This then is an egocentric cue, just as the left-right distinction. Horizontal 

and vertical are clearly exocentric. There is a more subtle distinction between these as 

well, in the sense that horizontal refers to a plane, and vertical to a direction, which is just 

a vector. Rotation of a space in which the horizontal and vertical are involved can give 

confusing perceptual effects. Salzman, Dede and Bowen Loftin have conducted a study 

that aims at providing information to designers of virtual environments. When human 

users have to master abstract multidimensional information in a virtual environment, the 

FOR is an important property in such spaces. The use of multiple FOR's can be 

beneficial, but their use should be carefully evaluated with respect to desired 

performance. Generally it appeared that exocentric FOR helps users to acquire global 

aspects of the information, whereas an egocentric FOR can draw the user's attention to 

more local aspects. Participants learned most of the multidimensional information when 

using the bicentric FOR, in which the egocentric and the exocentric FOR's could be 

exchanged at will. 

There need not be a strict distinction between real and virtual spaces however. Rekimoto 

and Saitoh, of Sony Computer Science labs and Keio University developed the concept of 

"Augmented Surfaces" where the real world, or rather parts of it, and a virtual world can 

be combined by moving objects and entities from the real world into the vittual world, 

and to a limited extent the reverse. This reflects the evolution of spatially continuous 

work spaces. Video projection is interpreted by the authors to be simple example of this: 
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by controlling a laptop computer one can manipulate a screen image by means of a video 

projector producing an image on the wall in the same room. Now suppose that there is 

also a video projector mounted above the working desk that projects a virtual work space 

on it. In principle it would be possible to drag an object across the screen of the laptop 

computer until it reaches the edge, after which it will jump onto the virtual work space on 

the table top. By simple generalisation it will also be possible to drag it to the projected 

image on the wall. Adding more laptop computers will make it possible to combine 

information from many sources in multiple work spaces. If physical items can be 

recognised by a camera mounted side by side with the downward facing projector, like a 

video tape, links can be made between physical and virtual objects. In this way the 

boundary between real and virtual objects starts to blur, while operations can be defined 

on objects of either kind. Rekimoto and Saito used very simple digital markers of no 

more than 2x2 cm. on Post-it notes as object identifiers for the camera they employed. 

The notion of dragging objects from a real space to a virtual space is called 

hyperdragging; so far text, sound (voice notes), file short-cuts and image data have been 

used as objects that can migrate. In preliminary trials users understood immediately the 

concept of hyperdragging, irrespective of the orientation of objects, .that were visible 

either on laptop display, the table or the wall. The intimate experience of every human 

being with displacing physical objects is apparently a powerful support structure for this 

type of navigation and manipulation. There were two interesting exceptions. First, if 

objects had to be dragged over large distances, this was experienced as tiresome, and 

subjects preferred an interaction type like "pick-and-drop", which is the same as picking 

up objects in the real world and putting them down at some other place. Dragging over 

large distances, also virtual distances, is clearly seen as unwieldy. Second, subjects 

complained about the different scale of the projected image on the table. As the 

resolution of that image is correspondingly lower; about 20 dpi vs. 100 dpi for a laptop, 

cursor speed all of a sudden becomes 5 times faster on the table top. The study with these 

"Augmented Surfaces" shows quite clearly how important it is to adapt the interface 

navigation style to manipulation experience or human users, rather than to try and invent 

new interaction types that have no such correspondence, but look technically more 

advanced and powerful than the accustomed ones. 

There are still other ways to link real object with a virtual environment. Ljungstrand and 

Holmquist developed the idea of "WebS tickers", stickers indeed with a printed barcode 

containing a URL. The user scans the barcode with the conventional reader pen, after 

which the URL is fed into the browser program. In informal user trials it became soon 

apparent that the barcode would have to be associated with a number ofURL's, rather 

than a single one, but users quickly caught on to the idea. One definite advantage of this 

system is that the input can be registered by widely available barcode readers, while 
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production is also rather cheap. WebS tickers can be easily attached to all kinds of objects 

and show an early route to ubiquitous computing. One application that could be made 

directly available is a web-based user manual, to be consulted whenever one is in close 

vicinity of the labeled product. Oh yes, the computer needs a network connection for this 

and products will forever look like graffiti. But navigating from actual products to the 

virtual world has never been easier. 

The interesting developments that take place in the area of navigating the web could 

easily obscure less satisfactory properties of web navigation that are current right now. 

Paula Selvidge had seven students, with considerable experience in web browsing make 

flight reservations at seven different sites of airlines. In more than 25% of the cases 

subjects were unable to complete the transaction. The number of cases in which subject 

used the minimum, or optimal number of pages was only 4 (out of 49) but the difference 

between the optimal number of steps and the actually used number of steps could be as 

high as 55, with an average of 13. Note that these numbers include all cases where the 

transaction was stopped since subjects were unable to proceed, so the real situation is still 

worse. There were large differences in these deviation (from optimal) scores; both over 

airline sites, and over subjects. The best subject used on average 4 steps too many, the 

worst 28; it suggests that the airline sites were not seriously evaluated on a relatively 

varied group of users. Note also that the number of steps that users need is not a very 

sensitive measure of usability; if a site has few pages only, subjects learn this quickly and 

few steps will evolve, but success rate might be low anyway. Subjects seemed rather 

more alarmed by the lack of standardised and clear information than by the number of 

steps per se, but the best rated airline sites were associated with some of the lowest 

deviation scores anyhow. 

Wexelblatt and Maes realized that even when many people browse the web, a single user 

does not benefit from this in any way. In fact, every user starts from scratch when 

entering a domain he has not visited before. Wexelblatt and Maes liken the web to a 

geographical space with landmarks and paths, where the reasoning is that people leave 

footprints. Their tool collection is appropriately called "Footprints" and provides 

information on where other people have "been" and how they selected links. Footprints is 

able to derive optimal paths through web spaces by purging the transitions and so making 

target retrieval efficient. Footprints has been developed for users who perform undirected 

browsing, and therefore have only fairly ill-defined ideas about their wanted targets. The 

concept of search is less applicable here, and the term preferred by the authors is 

information foraging. This term probably describes better the way in which many 

people use the web, less so with a firm idea to look for a distinct object, than a global 

feeling of interesting items. 
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CHI99 featured one SIG that concentrated on Website usability (Spool, Scanlon, Snyder 

and Schroeder) but the questions asked about various aspects of usability were of a fairly 

global nature, and featured few references to navigation and certainly not on a level of 

sufficient detail for the present overview. 

7.5 Audio spaces 

One very special type of search space is the audio space, which does hardly share 

properties with the visual search space with respect to the navigational tools. The 

complex nature of web pages seems an insurmountable obstacle for auditory 

representation but still some effort is devoted to just this topic. Roth, Petrucci, Pun and 

Assimacopoulos devised an auditory browser that provides considerable detail about the 

contents of a web page. They essentially present an augmented browser, that is able to 

distinguish between text and graphics, in a kind of macro analysis. A blind user can then 

focus on one element and thus obtain its information content. In a first exploration blind 

users can explore manually the screen and obtain auditory icons: the sound of a camera 

shutter for a graphical element and that of a typewriter for text. The sound of this earCon 

carries also 3D spatial information indicating the place of the associated information on 

the screen. In the micro analysis text is read aloud by means of speech synthesis, and 

simple sound effects are added for extra information like hyperlinks etc. In a less 

convincing way, graphic elements are sounded out by signals that reflect the colour and 

contour information of the touched pixel. Whether users are able to do anything 

meaningful with this information is not revealed. 

With respect to audio spaces interesting observations were made by Singer, Hindus, 

Stifelman and White. They had subjects create a auditory space in which people could 

communicate with one another. In doing this they made use of an audio system, 

Somewire, that connected up to 16 users in different offices by way of the sound channel. 

Somewire is persistent, i.e. after initialisation always "on", lightweight, meaning lack of 

effort in controlling it, high quality and spatialized, but not better than plain stereo. Users 

were invited to redesign screen-based interfaces for controlling Somewire in order to add 

functionality. The results were rather unexpected. First, it appeared that GUI interfaces 

are a poor choice for audio spaces; an audio space does not need visual attention. Second, 

in the course of the study, users did away with more and more controls, even those that 

were thought to be basic assets in audio control. Bass and treble controls disappeared, as 

well as left-right panning, or grid location control. The authors conclude that "less is 

more"; the high quality audio, enabled by stereo microphones in each office provided 
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sufficient spatialisation to render the illusion of an acoustic space, no further control was 

necessary. 

The audio space is also different with respect to the visual one in terms of notification 

value. A user can neglect, or simply miss visual messages outside the field of attention. 

Auditory messages, however must be heard and cannot be avoided, and are valid at the 

point in time they are relayed while visual messages may remain "on" for quite a while. 

With these considerations in mind the concept of "Nomadic Radio" was evolved by 

Sawhney and Schmandt of the MIT Media Lab. The user is fitted with a wearable audio 

device; the SoundBeam Neckset. This device functions as a unified audio only interface to 

e-mail, broadcasts, voice mail and calendar events. These messages are downloaded 

during the day and the user can browse through them using voice commands and tactile 

input. The interesting aspect of Nomadic radio is the contextual notification model: it 

notifies the wearer based on message priority, usage level and environmental context. 

Evaluation was carried out on a single subject who had prior experience with 2-way 

pagers and mobile phones. While the notification scheme seemed to work relatively well, 

the complexity of the system was a negative aspect. As the system has two external 

loudspeakers, it turned out to be intrusive when the wearer was having a conversation 

with other people who could overhear the messaging. Also the sound level produced 

difficulties in not being sensitive to ambient noise. 

What this system provides is not so much navigational support but situational awareness, 

at which audio information seems to be rather effective. 

A note should be added here about Nomadic conditions. This term is usually 

attached to groups of people who get together at a place of activity, e.g. an accident or 

building site, 

and have to remain in contact with each other despite their unpredictable locations. The 

nomadic condition implies that people can get quite far removed form each other, with no 

visual contact, and are not aware of the location of each other, which may present 

considerable difficulties for adequate dispatching of available human resources. 

That navigation is possible in audio spaces was shown by the Chilean researchers 

Lumbreras and Sanchez. They developed a system, called somewhat disconcertingly 

"AudioDoom" for presenting audio entities in a spatial 3D layout for blind children. 

AudioDoom has a number of requirements, among which the capability to simulate the 

physical environment surrounding the children, to present distinct acoustic entities and 

provide real time responses related to the children's actions. After some exploratory trials 

blind children were able to construct a LEGO block model of a (hyper)story with 

remarkable precision, only on the basis of the spatialised sounds associated with each 
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block. This is another example of the power of spatialised sound, which may currently 

require an appreciable amount of computing power, but which can render effective audio 

spaces for which little control functionality is needed. 
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