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Beknopte toelichting
Voor de officiële samenvatting: zie Summary op bladzijde 133.

Voorraden spelen in de economie een cruciale rol bij het afstemmen van vraag en
aanbod. Omdat het aanhouden van voorraad veel geld kost proberen bedrijven met
zo laag mogelijke voorraden een zo hoog mogelijke beschikbaarheid van hun producten
te realiseren. Omdat de vraag naar een bepaald product van dag tot dag sterk kan
fluctueren, is het in de praktijk onvermijdelijk dat in uitzonderlijke gevallen een bedrijf
het gevraagde product niet kan leveren. De consequenties daarvan variëren enorm.
Voor een supermarkt die op het eind van de dag geen brood meer heeft leidt het
hoogstens tot lichte ontevredenheid bij de klant. Daar staat echter tegenover dat
voor ziekenhuizen, banken en olieraffinaderijen een falend onderdeel waarvoor op dat
moment geen reserveonderdeel in een magazijn in de buurt op voorraad ligt tot enorme
kosten en groot maatschappelijk ongemak kan leiden.

Bedrijven kunnen de voorraadkosten en de beschikbaarheid van hun producten
door verschillende beslissingen bëınvloeden. Sommige van deze beslissingen worden
misschien hoogstens eens per tien jaar genomen, zoals bijvoorbeeld de locatiekeuze
van het centrale magazijn. We spreken in dat geval van strategische beslissingen.
Naast strategische beslissingen onderscheiden we ook tactische en operationale
beslissingen. Tactische beslissingen worden ruwweg eens per jaar genomen en
operationele beslissingen minstens wekelijks, vaak dagelijks en soms zelfs bij elke
nieuwe klantvraag. Voorbeelden van operationele beslissingen zijn het toekennen van
vrije productiecapaciteit aan productieopdrachten, het toekennen van monteurs aan
reparatietaken en het toekennen van een reserveonderdeel in één van de magazijnen
aan een kapot systeem bij een klant.

In dit proefschrift concentreren we ons op bovenstaande drie typen operationele
beslissingen en ontwikkelen we nieuwe methoden om slimme beslisregels af te leiden.
We bestuderen de kwaliteit van deze methoden en laten zien dat ze beter presteren
dan alle reeds bestaande methoden. Daarnaast ontwikkelen we een nieuwe methode
om de voorraadniveaus in dergelijke systemen te optimaliseren. De methode maakt
gebruikt van herhaaldelijke computersimulaties en houdt expliciet rekening met de
(mogelijk complexe) manier waarop operationele beslissingen worden genomen. In
het verleden was dit uitsluitend mogelijk voor eenvoudige operationele beslisregels.
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Chapter 1

Introduction

A recent survey by the Aberdeen group under Chief Supply Chain Officers of 196
enterprises in all major industry segments, reveals that 56% of all companies considers
inventory management as a top focus area in supply chain management (Viswanathan
(2011)). The important of inventory management is further illustrated by the fact
that the total value of business inventories in the United States in July 2013 was
1.66 trillion dollars, representing 10% of the country’s gross domestic product (U.S.
Census Bureau, 2013).

In inventory management, we see a trend that operational decision making becomes
more important, in addition to strategic and tactical decision making. Underlying
reasons for this trend are: diversification and smaller batch sizes, increasing demand
volatility, and increasing customer demand for fast service. The Aberdeen group
shows for example that most service parts in service parts logistics require immediate
delivery and that (negotiated) service times are shrinking (Pinder Jr. and Dutta
(2011)). In a McKinsey publication, the authors show that pharmaceutical manufac-
turers with high scheduling flexibility inside their plants boost asset utilization while
meeting service and cost goals, and achieve a higher return on invested capital than
their peers (Ziegler et al. (2011)). Besides the needs and opportunities for smart
operational decision making as illustrated above, the required process inputs in the
form of accurate and real-time information have become readily available nowadays
thanks to better ERP systems, powerful technologies like RFID, and the strong
managerial focus on supply chain visibility in the last years.

In this thesis, we study dynamic resource allocation in inventory models with multiple
stock keeping units (SKU-s) or multiple stockpoints. For this purpose, we consider
three inventory control problems where operational decision making plays a crucial
role. Our primary goal is to use Approximate Dynamic Programming techniques to
develop allocation policies that can be applied to problem instances of real-life size and
outperform all policies in the existing literature. Before we go into further technical
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detail, we first give definitions of two key terms in this thesis, resources and allocation.

Resources: In economics a resource is defined as a service, or other asset used to
produce goods and services that meets human needs and wants (McConnell et al.
(2011)).

Resources have three main characteristics: utility, limited availability, and
potential for depletion or consumption. Resources can be renewable or non-
renewable. Typical resources are machines, tools, staff, materials, and inventories.
Note that resources must often be combined and transformed into new resources
before they can fulfill human needs. An example is the creation of finished good
inventories from raw materials on a production line. At a later stage, the finished
goods inventories can be used to fulfill customer demand.

Allocation: In the context of this thesis, we define allocation as the assignment of
resources to production orders, repair orders, or customer demand.

We distinguish between static allocation and dynamic allocation. In static allocation,
the calculated assignments do not (or only minimally) depend on system dynamics
whereas in dynamic allocation all dynamic system information might be exploited in
order to calculate smart assignments. We illustrate the difference between static and
dynamic allocation on a small example.

Consider a system with two products P1 and P2 and two machines M1 and M2. We
assume that both products are produced in a make-to-stock mode and face stochastic
demand with identical average demand rates. A simple static allocation policy would
be to assign all future production orders of product P1 to machine M1 and all future
production orders of product P2 to machine M2. This is fundamentally different
from a dynamic allocation policy that will use the current inventory levels of P1 and
P2 to decide which production orders will be assigned to M1 and which production
orders will be assigned to M2. Any reasonable dynamic allocation will under certain
circumstances assign production orders of the same product to the two machines.
Note that this will typically happen if one of the products has low on-hand stock
while the other product has relatively high on-hand stock.

Often, allocation policies constitute the solution to the lowest level of a bigger
hierarchical planning problem. In this thesis, we also investigate how we can solve
planning problems at the next higher planning hierarchy. Typically, these problems
involve the optimization of some model parameters like replenishment parameters
that also occur in the allocation problem. To solve these problems, we take a bottom-
up approach. This means that we first select the allocation policy and then try to
optimize the model parameters taking the selected allocation policy as an input.

The organization of this introductory chapter is as follows. In Section 1.1, we start
with discussing the notion of inventory management. In Section 1.2, we discuss the
concept of hierarchical planning. In Section 1.3, we proceed with a short introduction
to the relevant quantitative methods. We conclude this chapter with a description of
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the main research contributions and an outline of the thesis in Section 1.4.

1.1. Inventory management

One of the main reason for companies to hold inventories is to account for the
mismatch between demand and supply (another important reason is the exploiting
economies of scale). Usually, this mismatch is not structural but is of a temporary
nature and is caused by the stochastic nature of many supply chain processes. The
demand process for example, contains a lot of randomness as it is very difficult to
predict the timing and the size of demand accurately. This is especially true for
spare parts where demand is triggered by part failures. Other causes of randomness
are disruptions in the production process and disruptions in the delivery process.
Obviously, the size of the inventories needed to provide good customer service depends
on the level of randomness in the system. If there is a lot of randomness in the system,
high inventories are needed. Otherwise, relatively low inventories will be sufficient.

There exist various categorizations of inventories. One possibility is to categorize
inventories based on the type of items that are stored. Here, we describe the three
kinds of inventory that play a role in this thesis.

First, we consider finished goods inventory (FGI). It relates to the number of
manufactured goods in stock that is immediately available for customer purchase.
Usually, multiple goods are manufactured on the same production line. This means
that multiple goods must compete for the same limited production capacity. In make-
to-stock environments, customers expect that the goods are immediately available.
A very common strategy to achieve high customer satisfaction is to specify an
appropriate target inventory level for each good. The production line is switched
off when the current inventory level of each good has reached its target inventory
level. The task of inventory management is to determine these target inventory levels
(sometimes also denoted as base stock levels) and select a control policy for the
production line, such that there is an optimal trade-off between customer satisfaction
and cost. We formulate and discuss this problem in Chapter 2.

Second, we consider repairables inventories. Repairables are parts or entire modules
in advanced technical systems such as power plants, oil platforms, and air planes that
are subject to failure. The key characteristic of repairable inventory is that it relates
to items that can be repaired (in most cases). The task of inventory management
consists of determining the initial supply of each repairable and scheduling work at
the repair facility. The decisions on the initial supply for each repairable and the repair
scheduling decisions usually depend on the inventory holding cost of each repairable
and the backordering costs. We formulate and discuss this problem in Chapter 3.

Finally, we consider non-repairable spare parts inventories. Spare parts are needed
for technical systems that are subject to failure. We consider a spare parts network
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where demand can usually be fulfilled from multiple local warehouses and where each
customer has a service contract that promises a certain maximum waiting time. An
example of such a network is IBM’s spare parts network in Europe. The task of
inventory management is to determine the replenishment policy at each warehouse
and select the warehouse that sends the requested spare part to the customer in case
of a part failure. We formulate and discuss this problem in Chapter 4.

1.2. Hierarchical planning

An important characteristic of inventory management (and supply chain management
in general) is that some decisions are taken very infrequently (say less than once every
1-10 years) while other decisions must taken at a daily basis or even more often.
Typically, there is a strong interaction between the outcomes of such decisions (think
for example of the impact of supplier selection - via the lead time - on replenishment
decisions). Consequently, it is usually infeasible to optimize all relevant decisions in
one single model. This observation was the motivation for the development of the
first hierarchical planning frameworks around 1960s-1970s (cf. Anthony (1965), Hax
and Meal (1975)). Since then, hierarchical planning frameworks have been further
developed. Today, they form the keystone of many commercial Advanced Planning
Systems.

The central idea of hierarchical planning (HP) is to decompose a large complex
planning problem into a set of manageable subproblems while considering their
interdependencies and coordinating their decision outcomes. Planning hierarchies and
subproblems are defined based on the frequencies of the involved decisions. Usually,
one considers strategic, tactical, and operational planning hierarchies. At the strategic
level, decisions are taken infrequently (say less than once a year). At the tactical level,
decisions are taken regularly (say about every 1-3 months). At the operational level,
decisions are taken often (say more than once a week).

To illustrate the HP concept, we have shown the hierarchical framework for a general
spare parts network in Figure 1.1. This scheme is a simple version of the detailed
hierarchical framework for spare parts management in Driessen et al. (2010).

In HP, the boundaries between two hierarchies are not rigid but is chosen such
that it serves the problem decomposition. In settings where dynamic resource
allocation plays an important role, it might for example be helpful to use the so-
called operational scheduling hierarchy (cf. Fransoo et al. (1995), Selçuk (2007)). At
the operational scheduling level, decisions must be be taken instantaneously (and often
several times per day). Examples of operational scheduling decisions are assigning free
production capacity to outstanding production orders; assigning free repair capacity
to outstanding repair jobs; and assigning a spare part stocked somewhere in the
inventory network to a part request of a waiting customer. These three examples
exactly represent the decisions we aim to optimize in the Chapters 2-4 of this thesis.
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Figure 1.1 Hierarchical planning framework for general spare parts systems

Another term that is often used to denote that decisions must be taken instantaneous
is real-time. In the remainder of this thesis, we use the terms operational scheduling
decisions and real-time decisions interchangeably.

The problems studied in Chapter 3 and Chapter 4 truly belong to the class of
hierarchical planning problems because we do not only aim to optimize operational
scheduling decisions but we also aim to simultaneously optimize strategic/tactical
decisions (the initial supply of each repairable in Chapter 3, and the replenishment
parameters at each local warehouse in Chapter 4).

An interesting observation is that the problem studied in Chapter 2 is no hierarchical
planning problem from a managerial point of view because all involved decisions are
of the same type (produce nothing or produce one of the available products). However
from a mathematical point of view, it easily turns into a hierarchical problem, namely,
when we decompose the problem in (i) calculating target (i.e. maximum) inventory
levels, and (ii) calculating an appropriate scheduling policy.



6 Chapter 1. Introduction

1.3. Overview of techniques

In this section, we describe some techniques that can be used in the analysis and
optimization of inventory control problems of real-life size. We distinguish between
methods to optimize real-time inventory decisions and methods to optimize model
parameters. These methods are discussed in Sections 1.3.1 and 1.3.2, respectively.

1.3.1 Optimization of real-time inventory decisions

Real-time inventory decisions involve all decisions that have an immediate impact
on the flow of materials in the network. Examples include replenishment decisions
(When, how many, from where?) and demand fulfillment decisions (Accept or reject,
fulfill from where?). In contrast to tactical and strategic decisions, real-time inventory
decisions are usually executed many times per day but have a relatively short time
impact. In this thesis, we assume that all real-time decisions are calculated via a
policy (i.e. a piece of well-defined logic). In this section, we discuss five common
methods to derive resource allocation policies that play an important role in this
thesis. For a comprehensive overview of various types of (dynamic) policies, we refer
to Powell (2011).

Policy function approximations
If we have a clear picture of the structure of a good policy, we can design a
parametrized policy function that returns a decision which is consistent with the
presumed structure. The task of constructing a policy now reduces to finding
appropriate values for the tunable parameters in the policy function. For specific
cases, it is possible to derive an exact relationship between the optimization criterion
and the tunable parameters (either in the form of an analytical expression or in the
form of a fast approximation scheme). Once this relationship is established, we can
exploit all techniques from the field of mathematical optimization to determine the
policy parameters.

Myopic policies
Myopic (’shortsighted’) policies minimize cost without making any attempt to model
decisions that might be implemented in the future (Powell (2011)). An example of this
class of policies is the myopic(P) policy in multi-item production/inventory systems.
This production policy selects the product that achieves the highest ratio between the
expected cost rate reduction at production completion and the average production
time.

Rolling horizon policies
Rolling horizon policies calculate the optimal policy over a time horizon of length T .
At time t, they calculate the optimal policy over time interval [t, t + T ] but only
execute the first action at. Since calculating the optimal policy in dynamical systems
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is usually computationally expensive, the length of the time horizon T must be chosen
carefully. An attractive alternative that usually allows for longer time horizons is to
approximate the optimal policy.

Dynamic programming and optimal control
In some circumstances (Poisson demand, exponential lead times) a resource allocation
problem can be formulated as a Markov Decision Problem (MDP) and the optimal
policy can be obtained by solving the Bellman optimality equations. Unfortunately,
the number of decisions variables in the Bellman equations usually grows exponentially
as a function of the problem size. This implies that the Bellman equations can only
be solved for small problem instances. This phenomenon is often referred to as the
curse of dimensionality.

Let us now consider a discrete time average cost MDP. The heart of dynamic
programming and optimal control are the Bellman optimality equations. They can be
written as:

h?(x) = min
a∈A(x)

[
G(x, a)− λ? +

∑
y∈S

px,y(a)h?(y)

]
∀x ∈ S (1.1)

In equation (1.1), h?(x) represents the optimal relative cost over an infinite time
horizon associated with state x, S represents the state space, A(x) represents the set of
admissible actions in state x, G(x, a) represents the direct (stage) cost associated with
state x and action a, λ? represents the optimal average cost, and px,y(a) represents
the transition probability to move from state x to state y if action a is applied. The
sets of admissible actions A(x), the direct state costs G(x, a), and the transition
probabilities px,y(a) follow from the problem formulation. We can solve (1.1) using
relative value iteration. In this problem, we set the relative cost of one (arbitrary)
state equal to 0. We can give following very useful interpretation of h?(x) − h?(y):
h?(x) − h?(y) represents the expected cost difference over an infinite time horizon
under the optimal policy when starting in state x instead of y .

The optimal action a?(x) is the action that attains the minimum in (1.1). Thus,

a?(x) = arg min
a∈A(x)

[
G(x, a) +

∑
y∈S

px,y(a)h?(y)

]
∀x ∈ S (1.2)

For a comprehensive description of dynamic programming and optimal control, we
refer to Bertsekas (2007a).

Rollout policies
Rollout policies are policies where the optimal relative cost vector h? in equation
(1.2) is approximated by the relative cost vector of some other heuristic policy (called
the base policy). Obviously, the base policy should be chosen such that its relative
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cost vector can be calculated in reasonable time. An interesting property of rollout
policies is that they possess the cost improvement property which states that they
achieve no worse results than their base policies. For a comprehensive description of
rollout algorithms, we refer to Bertsekas (2007b), pp.335-365.

1.3.2 Optimization of model parameters

Parameter optimization concerns the process of finding optimal values for the decision
variables in a mathematical model. In this thesis, we study production/inventory
systems and repairable inventory systems. In both settings, we aim to optimize
a target inventory level of each SKU under various dynamic scheduling policies.
The stochastic nature of these two systems and the use of dynamic scheduling
policies, make the relationship between the base stock levels and the optimization
criterion very complex. Even for relatively simple scheduling policies, it is often
not possible to derive a closed-form expression to describe this relationship. For
problems that do not allow an MDP analysis (due to size or due to non-exponential
lead times), it is often not even possible to derive an analytical approximation scheme
to determine the optimization criterion for given base stock levels. So for an exact
optimization, enumeration (in combination with simulation to evaluate candidate
base stock level vectors) seems the only option. However, for problems of real-life
size enumeration methods are usually intractable due to problem size. Therefore, we
use approximate optimization algorithms. These algorithms aim to find good (but not
necessarily optimal) solutions in reasonable time. In this thesis, we use approximation
algorithms without guarantees concerning the quality of the final solution or the
required maximum runtime. Such algorithms are often called heuristics.

In the remainder of this section, we discuss - in general terms - methods that we use
to solve our optimization problems: local search and simulation optimization.

Local search
Local search is an iterative meta-heuristic for solving hard combinatorial optimization
problems. Local search methods move from solution to solution by applying local
changes, until a local optimum is found. The heart of local search is the neighborhood
function. This function defines for each solution x, a non-empty set of neighbor
solutions N(x). In its simplest form, local search starts from some initial solution
x0, evaluates all solutions in N(x0) and moves to the solution x1 ∈ N(x0) with
minimum cost. In the next iteration, the method evaluates all neighbor solutions of
x1 and moves to the neighbor solution with minimum cost. This procedure continues
until no further improvement can be found. The neighborhood function N(x) is a
design parameter of the local search method. Usually, it is chosen such that the
distance between a solution x and all its neighbors y ∈ N(x) is small according
to some distance measure. Consider a local search algorithm for optimizing k base
stock levels. In this case, a natural neighborhood function for base stock level vector
S ∈ Nk would consist of all vectors in Nk with an euclidean distance of 1 to S. In
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words, this means that the neighborhood of a solution consists of all vectors that can
be obtained by increasing or decreasing exactly one base stock level. The definition
of the neighborhood function can have a big impact on the convergence speed and
the quality of the obtained solution.

The local search algorithm described here, constitutes the simplest form of local
search. A simple (and often effective) extension of this algorithm is to execute a basic
local search for multiple (random) initial solutions. This method is called randomized
local search and it returns the best of all encountered local optima. Numerous other
local search method exist. For an overview we refer to Aarts and Lenstra (1997).

Simulation optimization
A good explanation of the (potential) role of simulation in modeling and analysis is
given in Kelton and Law (2000):

”If the relationships that compose the model are simple enough, it may
be possible to use mathematical methods (such as algebra, calculus, or
probability theory) to obtain exact information on questions of interest;
this is called an analytic solution. However, most real-world systems are
too complex to allow realistic models to be evaluated analytically, and
these models must be studied by means of simulation. In a simulation we
use a computer to evaluate a model numerically, and data are gathered in
order to estimate the desired true characteristic of the model.”

The statement above tells that in many real-world systems, it is not possible
to determine an analytical relationship between the decision variables and the
optimization criterion. In fact, even for small production/inventory that involve a
dynamic policy for scheduling production and target inventory levels as decisions
variables, such relationships can often not be derived. In the existing literature,
this issues is usually handled in one of the following ways. In many contributions,
simple scheduling policies like FCFS are assumed in order to be able to establish an
analytical relationship between the base stock levels and the optimization criterion
(cf. Gross et al. (1983), Albright and Gupta (1993), Diaz and Fu (1997), and Zijm
and Avşar (2003)). Another approach is to restrict the analysis to small problem
instances (usually with two SKU-s) and exponentially lead times such that base stock
levels can be optimized via a combination of enumeration and MDP analysis (see
e.g. Ha (1997)). Finally, Song and Yao (2002) optimize base stock levels by using
easy-to-compute performance bounds as surrogates for the true performance measure.

Fortunately, the tremendous advances in computing power and memory on laptops
and personal computers in the last two decades have opened up exciting opportunities
to solve academic and real-world industrial optimization problems using discrete
event simulation. The research field that studies the optimization of quantitative
models via simulation is called Simulation Optimization. The philosophy behind
simulation optimization is simple: instead of using an analytical relationship between
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the decisions variables and the optimization criterion, (discrete event) simulation
models are used.

Figure 1.2 shows the traditional layout of a many simulation optimization algorithms.
An optimizer sends on or more solutions (in our context base stock level vectors) to the
simulator. The simulator calculates the value of the objective function and optionally
some direct gradient information (e.g. via Infinitesimal Perturbation Analysis). The
output of the simulator is then sent back to the optimizer where it is used to create
new candidate solutions. If the optimizer only uses the values of the objective function
and does not use any knowledge of the underlying system, we denote the simulation
optimization as black-box optimization. In many simulation optimization algorithms,
all simulation are carried out with the same stream of random numbers in order to
transform the stochastic problem into a deterministic problem. This technique is
called sample path optimization. In the optimizer part, many different techniques can
be used to construct new candidate solutions from all gathered information. Typical
examples are: Response Surface Methodologies, gradient-based procedures, and meta-
heuristics (such as Randomized Local Search, Tabu Search, or Genetic Algorithms).
For a review of simulation optimization and a description of applications, we refer to
Fu et al. (2005). For a comprehensive description of perturbation analysis and other
gradient estimation methods, we refer to Suri (1989), and Fu (2006).

Optimization 
routines 

Performance measure 

estimate

(gradient info)(gradient info)

Discrete event 
simulator 

Optimization 
routines 

candidate 

solution(s)

Discrete event 
simulator 

Figure 1.2 Simulation optimization schema

In this thesis, we develop a simulation optimization method based on sample path
optimization. It consists of an initialization phase, a greedy improvement phase, and
a local search phase. In the initialization phase, we construct the start solution for the
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optimization process. In principle, any solution will do. In the greedy improvement
phase, we iteratively improve the solution using the normalized stock level histogram
of each SKU obtained from a sample path simulation run. If the solution cannot be
further improved in this way, we terminate this phase and enter the local search phase
where all candidate solutions are also evaluated via a sample path simulation run. Our
simulation optimization method terminates when the local search has reached a local
optimum. In Section 2.4, we describe this method in more detail.

We conclude this section with the following quote in Liu et al. (2013) that illustrates
the big opportunities of simulation optimization in inventory control.

”The use of simulation for inventory analysis is an important topic
in the simulation literature. The purpose of using simulation is to
optimize system parameters, such as reorder points and order-up-to
levels in an inventory system. Nevertheless, there seems to be a myth
that computational approaches for inventory problems are prohibitively
expensive (Zheng and Federgruen (1991)), therefore, simulation models
are seldom used in practice for managing inventory. A simulation-
optimization methodology for inventory management was recently devel-
oped and successfully implemented at a national chain of pharmacies.
The system has reduced out-of-stock prescriptions by 1.6 million per year,
increased revenues by 80 million per year, and reduced inventory by 120
million for the pharmacy stores. The system was selected as one of the
six finalists for the 2013 Edelman Award for achievement in operations
research and management science (see Zhang et al. (2014)).”

1.4. Research contributions and outline of the thesis

In this thesis we study operational planning in make-to-stock production control and
spare parts control. Our primary goal is to develop quantitative methods to allocate
resources (such as production capacity, repair capacity and spare parts) in a cost
effective manner. In particular, we explore the opportunities of dynamic control and
aim to do better than the best existing policies. Our secondary goal is to optimize
base stock levels, preferably while anticipating the applied (dynamic) allocation policy.
Here, analytical methods often fall short.

We now discuss the organization of the thesis and formulate our main contributions.

In Chapter 2, we study production/inventory systems consisting of one stockpoint,
one production line, and multiple products. We decompose the problem in finding
an idleness policy that determines when production is switched off and on and a
scheduling policy that selects the good to produce in the latter case. The idleness
policy is modeled as a vector of base stock levels, one per SKU. Demand is fulfilled
immediately if there is an item of the requested SKU on stock, otherwise it is
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backordered. The objective is to minimize inventory holding costs and backordering
costs.

Contribution A:
We develop a new production policy that is applicable to arbitrarily distributed
production times. The policy consists of a rolling horizon scheduling policy and
a simulation optimization method for calculating base stock levels. In extensive
numerical experiments, we show that our proposed production policy outperforms the
best production policy in the existing literature.

In Chapter 3, we study repairable inventory systems consisting of one stock point, one
repair facility with finite capacity, and multiple critical parts of advanced technical
systems that are subject to failure. Part requests are met from stock if possible,
and backordered otherwise. The initial spare parts supplies must be set before the
technical systems are installed and cannot be altered later. The objective is to
minimize procurement costs and down-time costs.

Contribution B:
We develop a new solution method for calculating initial spare parts supplies at
the beginning of the exploitation phase and repair scheduling decisions during the
exploitation phase of the technical systems. This is the first attempt to optimize
initial spare parts supplies under a dynamic scheduling policy. In extensive numerical
experiments, we show that our proposed solution method outperforms existing solution
methods.

In Chapter 4, we study real-time demand fulfillment for networks consisting of
multiple local warehouses where spare parts of expensive technical systems are kept
on stock for customers with different service contracts. Each service contract specifies
a maximum response time in case of a failure and hourly penalty costs for contract
violations. Part requests can be fulfilled from multiple local warehouses via a regular
delivery, or from an external source with ample capacity via an expensive emergency
delivery. The objective is to minimize delivery costs and penalty costs. The problem
setting is inspired on IBM’s spare parts logistics in Europe (cf. Reijnen et al. (2009)).

Contribution C:
We develop a new dynamic allocation policy for fulfilling real-time customer demand
from available network stock. Our proposed policy belongs to the class of one-step
look ahead policies. In extensive numerical experiments, we show that our proposed
allocation policy outperforms a greedy allocation policy that is often used in the
literature and in practice.

In Chapter 2, we have developed a simulation optimization method for calculating
base stock levels in multi-item production/inventory systems. In Chapter 3, we have
used the same method for calculating initial spare parts supplies. This shows that
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our simulation optimization method is more than a tailor-made algorithm to solve a
specific subproblem. In fact, (the heart of) our simulation optimization method is
applicable to a wider range of problem types than discussed in this thesis. Therefore,
we believe that it is justified to list it as a separate contribution of our research.

Contribution D:
A main contribution of this thesis is the development of a simulation optimization
method for calculating base stock levels in inventory models with dynamic resource
allocation. The proposed method uses discrete event simulation to anticipate the
applied allocation logic and consists of an initialization phase, a greedy improvement
phase, and a local search phase. The algorithmic strength of the method is the
greedy improvement phase where it uses normalized stock level histograms to steer
the iterative search. The method can be applied to problem instances of real-life size
and does not make any assumptions about the (structure of the) allocation policy and
the distribution of production times, repair times, and the replenishment times.

In Chapter 5, we summarize our findings, reflect on the research contributions, and
discuss of future research opportunities. We conclude this introductory chapter with
an overview of the models and techniques used in this thesis; see Table 1.1.
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Chapter 2 Chapter 3 Chapter 4
Model
Environment Production Spare parts Spare parts

(repairable) (non-repairable)

Echelons 1 1 1
(but dual mode
replenishment)

Dimensions multi-item, multi-item, single-item ,
single-location single-location multi-location

Allocation policies
Dynamic programming

x x x
& optimal control
Policy approximations x
Myopic policies x x x
Rolling horizon policies x x
Rollout policies x

Parameter optimization
Local search x x
Simulation optimization x x

Table 1.1 Overview of techniques



Chapter 2

Dynamic control in multi-item
production/inventory systems

In this chapter, we consider a production/inventory system consisting of one
production line and multiple products. Finished goods are kept in stock to serve
stochastic demand. Demand is fulfilled immediately if there is an item of the requested
product in stock and otherwise it is backordered and fulfilled later. The production
line is modeled as a non-preemptive single server and the objective is to minimize
the sum of the average inventory holding and backordering costs. We investigate
the structure of the optimal production policy, propose a new scheduling policy,
and develop a method for calculating base stock levels under an arbitrary but given
scheduling policy. The performance of the various production policies is evaluated in
extensive numerical experiments.

2.1. Introduction

A common trend in industries where capacity investments are capital-intensive
is to invest in flexible manufacturing systems. A flexible manufacturing system
is capable of producing a wide range of products and changing production from
one product to another rapidly, according to realized demand or forecast changes.
Examples include auto-manufacturing, high tech industries such as semiconductors
and pharmaceuticals. An important reason for this trend is the growing product
variety, which causes lower average demand volumes and greater variability in demand
for the individual products. As a result, investments in dedicated capacity become less
economical. In these industries, a firm’s ability to carefully manage flexible capacity
is often a significant factor for its success (cf. Linebaugh (2008)).
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In this chapter, we study a single production line that produces multiple products in
a make-to-stock mode. We consider the problem of operating the production line to
manage finished goods inventory with the objective of minimizing average inventory
holding and backordering costs. The production line is controlled by a production
policy . Each production policy must answer two questions: (i) when to produce, and
(ii) what to produce. Some production policies answer both questions simultaneously,
but often production policies are made up of two separate control policies: an idleness
policy that dictates when the production line is idle or busy and a scheduling policy
that selects the good to produce in the latter case.

The goal of this chapter is to develop and compare control policies for the multi-item
make-to-stock problem (cf. Peña Perez and Zipkin (1997)). We focus on dynamic
control policies as they usually perform considerably better than static control policies
(see e.g. Veatch and Wein (1996), Peña Perez and Zipkin (1997), and Ha (1997)).

Our main contribution consists of four parts:

• We propose a new heuristic production policy that is applicable to identical as
well as non-identical production rates and exponential as well as deterministic
production time distributions. It consists of a rolling horizon scheduling policy
and a simulation optimization method for calculating base stock levels. These
base stock levels dictate when production is turned on and off. In extensive
numerical experiments with two products, we show that the optimality gap of
this production policy is usually small.

• We compare heuristic production policies on a wide range of large problem
instances. Such a comparison is lacking in the literature. In extensive numerical
experiments, we show that our proposed production policy outperforms the
best heuristic production policy in the literature (the myopic allocation policy
proposed in Peña Perez and Zipkin (1997)). In particular, our proposed
production policy is better capable of handling situations with non-identical
production rates.

• We show that our simulation optimization method for calculating base stock
levels shows excellent results and is computationally efficient. When applied in
combination with the proposed rolling horizon scheduling policy, the calculated
base stock levels are never more than 1% worse than the optimal base stock levels
in all examined problem instances. We show that the method also performs well
in combination with other scheduling policies.

• We show that the optimality gap of myopic allocation policy can grow beyond
40% in the case of non-identical production rates. This is a new and important
insight.

The organization of this chapter is as follows. We start with a literature review
and position our research in Section 2.2. In Section 2.3, we formulate our model
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and discuss important assumptions. In Section 2.4, we describe the simulation
optimization method for calculating base stock levels. In Section 2.5, we describe
four production policies (three new ones and one existing one). In Section 2.6, we
carry out extensive numerical experiments to evaluate the performance of the four
production policies. In Section 2.7, we separately investigate the performance of the
simulation optimization method. Finally, we give our conclusions and suggestions for
future research in Section 2.8.

2.2. Literature review

The single product version of our problem has been extensively studied in the
literature; see Gavish and Graves (1980), Sobel (1982), and Li (1992). In this case,
the only decision is when to produce, and under standard cost assumptions a base
stock policy is optimal. This means that there is a fixed inventory target (the base
stock level), and the production line is busy if inventory is below that target and idle
otherwise.

The literature on multi-item make-to-stock queues is most relevant to our problem.
One of the first contributions in this stream is due to Zheng and Zipkin (1990) who
consider a systems consisting of two symmetric products under base stock control.
They study the Longest Queue (LQ) policy and compare its performance against the
FCFS policy. Zipkin (1995) examines the performance of the LQ policy on systems
with more than two products. Van Houtum et al. (1997) derive lower and upper
bounds for the mean waiting time for the symmetric longest queue system in order
to minimize the base stock levels required to achieve a target fill rate.

Wein (1992) allows for asymmetric products and derives an approximating Brownian
control problem for the multi-item make-to-stock queuing problem. He uses the
solution of this stochastic control problem to propose a production policy consisting
of an aggregate base stock policy and a static scheduling policy. Veatch and Wein
(1996) investigate several combinations of idleness policies and scheduling policies
and show that the combination of the aggregate base stock policy presented in Wein
(1992) and a dynamic scheduling policy performs surprisingly well. Peña Perez and
Zipkin (1997) propose a scheduling policy that selects the product that achieves the
highest ratio between the expected cost rate reduction at a carefully chosen future
time point and its average production time. They denote their scheduling policy as the
myopic(T) policy and combine it with an idleness policy obtained from the optimal
aggregate base stock level. They show that the resulting production policy has a
small optimality gap and outperforms the static production policy proposed in Wein
(1992). Ha (1997) provides the theoretical justification of some of the ideas suggested
by the approximation model in Wein (1992) and proposes a new dynamic rule for
prioritizing products, the switching rule. Reported numerical tests with optimized
base stock levels suggest that the switching rule has a small optimality gap and
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outperforms two other scheduling heuristics. Although Ha (1997) recognizes that it
would be interesting to compare the switching rule with the myopic(T) scheduling
policy, we are not aware of such a comparison. Kat and Avşar (2011b) study a
problem where fixed backordering costs are incurred regardless of the time needed to
satisfy the backordered demand. In a recent contribution, Arreola-Risa et al. (2011)
consider a system with symmetric products and propose a heuristic that is based on
simulation and regression analysis to optimize the base stock levels.

Two other relevant contributions come from the field of probability theory. Building
upon the seminal work of Whittle (1988), Dusonchet (2003) and Niño-Mora (2007)
formulate the multi-item make-to-stock queue with average cost criterion as a Restless
Bandit Problem. Niño-Mora (2007) shows that the marginal productivity index
obtained from the restless bandit formulation coincides with the myopic(T) scheduling
policy in the case of linear holding and backordering costs, and further extends it to
models with convex nonlinear cost rates and/or discounted costs.

Another relevant stream of literature considers periodically reviewed systems. De-
Croix and Arreola-Risa (1998) propose a balancing rule that uses target inventory
levels for each product to divide the available production time in a period across all
products. Base stock levels are obtained from a one-dimensional search along the
line spanned by the vector of single period news vendor levels for each product. The
search is carried out using simulation. Janakiraman et al. (2009) extend the work
of DeCroix and Arreola-Risa (1998) and propose a weighted balancing rule. They
show that this rule is optimal in two asymptotic regimes represented by high service
levels and heavy traffic. Both contributions assume that demands per period are
independent and identically distributed random variables and production times are
deterministic.

We conclude this literature review with a short discussion of the Stochastic Economic
Lot Scheduling Problem (SELSP). SELSP considers the production of multiple
standardized products on a single machine with limited capacity and set-up times
under random demands and random production times. The objective is the
construction of a production plan that minimizes the sum of holding, backordering
and set-up costs. One of the main challenges in the SELSP is to find a good trade-off
between responsiveness and utilization. On the one hand switching production helps
to react quickly on changes in demand, while on the other hand it means a loss in
production capacity (due to set-up times) and possibly additional set-up costs. Most
existing production policies use a fixed production sequence and a dynamic cycle
length (see e.g. Fransoo et al. (1995), Federgruen and Katalan (1996), Anupindi
and Tayur (1998), Markowitz et al. (2000)). An interesting contribution in this
stream is Bruin (2010). She studies a polling system that is very similar to our
production/inventory system (the only difference is the presence of set-up times).
For a given production sequence, she develops a rollout production policy where the
base policy is a fixed cycle policy. This fixed cycle policy has two parameters for
each product: a target maximum queue length and the sum of production time and
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idle time until the next switch. The values of these parameters are obtained from
newsvendor equations and local search respectively. An extensive literature overview
on the SELSP is given in Winands et al. (2005). Note that the methods to solve the
SELSP have been developed under the assumption that set-up times are considerable.
In case set-up times are relatively small (or even zero) other methods are expected to
perform better (see also Johnson and Scudder (1999) for a comparison of fixed cycle
policies with other dynamic scheduling policies in two case studies with small but
non-zero set-up times).

2.3. Problem description and model formulation

In this section, we define the problem, introduce our notation, discuss assumptions,
formulate our model, and investigate the structure of the optimal production policy.

2.3.1 System description

We consider a single location consisting of one production line and one stockpoint,
where multiple products are kept in stock to serve stochastic demand. When demand
arrives and the requested product is in stock it is immediately fulfilled. Otherwise,
it is backordered and fulfilled as soon as an item of the requested product becomes
available from the production line. For each product, there is an inventory holding
cost and a backordering cost per item per time unit. Our objective is to develop a
policy for operating the production line that minimizes the average total cost. This
setting has often been studied in the literature and captures many of the key features
found in practice (although in a simplified form). The notation of our model is given
in Table 2.1.

Parameters:
I Number of products (products are numbered 1, . . . , I)
λi Demand rate of product i
1/µi Average production time of product i
hi Inventory holding cost per time unit per item of product i
bi Backordering cost per time unit per item of product i

Variables:
z Vector of net inventory levels
Si Base stock level for product i

Table 2.1 Notation
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2.3.2 Discussion of main assumptions

(i) Requests for each product follow independent Poisson processes with constant
means.

(ii) Production times for each product are mutually independent. We do not make
assumptions regarding the type of production time distributions. In numerical
experiments, we either assume exponentially distributed or deterministic pro-
duction times. To obtain a stable system, we assume that the system utilization
rate is strictly smaller than 1.

(iii) The production facility is modeled as a single server. This assumption is made
to facilitate an exact analysis. In reality, production facilities can often produce
multiple products in parallel, thereby violating the single server assumption.
Still, the assumption captures the key feature that several products compete for
the same limited production capacity.

(iv) Set-up costs and changeover times are negligible when switching products.

(v) Production of an item can not be interrupted (non-preemption).

Assumptions (i)-(iii) are common in the make-to-stock literature and are made
to facilitate the analysis. Assumption (iv) is also a common assumption and is
justified for flexible manufacturing systems. A flexible manufacturing system is a
highly automated system that is capable of producing a wide range of products
and changing production from one product to another rapidly. In such systems,
changeover times for switching between products are negligible, allowing efficient
production with very small batch sizes. Assumption (v) is primarily made to allow
a fair comparison of new production policies against the state-of-the-art myopic
allocation policy. From a practical point of view assumption (v) is reasonable since
even in flexible manufacturing systems, it is often impractical to interrupt production
of an item or a small batch. This might have various reasons. Sometimes it is
just cumbersome to remove the partially manufactured item(s) from the machine(s).
Furthermore, resuming the manufacturing of these partially manufactured items at a
later time point may be inefficient or even impossible. Other reasons why interrupting
production is often undesirable are: unused input materials that must be taken care
of, and limited opportunities for offline preparation of the next production run.

2.3.3 MDP formulation

In this section, we formulate the production control problem with exponentially
distributed production times as a continuous-time average cost MDP with finite state
and control spaces (see e.g. Bertsekas (2007a), pp. 310-316). State transitions and
action selections take place at time instances when one of the following two event
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types occurs: (i) the production of an item has just been completed, or (ii) a new
product demand has just arrived at the stockpoint. Note that we do not require that
the calculated production policy belongs to the class of base stock policies.

We describe the state of the system by x = (z, j), with z = (z1, . . . , zI) the I-
dimensional vector of net inventory levels, and j ∈ {0, 1, . . . , I} a reference to the
product that is currently being produced. If the production line is idle, we set j equal
to 0. We define the state space S as S = { ((z1, . . . , zI), j) | zi ∈ Z, i = 1, . . . , I, j =
0, . . . , I}. The action space for our model is A = {0, 1, . . . , I}. Here, action j ≥ 1
stands for the decision to produce an item of product j, and action 0 stands for the
decision to produce nothing. Because of non-preemption, the following holds for the
set of admissible actions A(z, j) for each state (z, j) ∈ S; A(z, j) = {j} if j ≥ 1 and
A(z, 0) = {0, 1, . . . , I}.

Next, we describe the transitions for our continuous-time MDP formulation. We
assume that if the system is in state x and action a is applied, the next state will be y
with probability px,y(a). The probabilities px,y(a) are called transition probabilities
(see Bertsekas (2007a), p. 306). Furthermore, we define ei for i > 0 as the I-
dimensional unit vector with a 1 at position i.

Transition type 1: initial state: x = (z, j) with j ∈ {1, . . . , I}, action: j, next event:
new demand for product i, next state: y = (z− ei, j). The transition rate is λi and

the transition probability px,y(j) is equal to λi / [
∑I
n=1 λn + µj ].

Transition type 2: initial state: x = (z, j) with j ∈ {1, . . . , I}, action: j, next event:
production order completed, next state: y = (z+ej , 0). The transition rate is µj and

the transition probability px,y(j) is equal to µj / [
∑I
n=1 λn + µj ].

Transition type 3: initial state: x = (z, 0), action: j ∈ {1, . . . , I}, next event: new
demand for product i, next state: y = (z − ei, j). The transition rate is λi and the

transition probability px,y(j) is equal to λi / [
∑I
n=1 λn + µj ].

Transition type 4: initial state: x = (z, 0), action: j ∈ {1, . . . , I}, next event:
production order completed, next state: y = (z + ej , 0). The transition rate is

µj and the transition probability px,y(j) is equal to µj / [
∑I
n=1 λn + µj ].

Transition type 5: initial state: x = (z, 0), action: 0, next event: new demand for
product i, next state: y = (z − ei, 0). The transition rate is λi and the transition

probability px,y(j) is equal to λi / [
∑I
n=1 λn].

The mean transition period lengths τ(x, a) for all state/action pairs directly follow
from the transition rates. We conclude our MDP formulation with the specification
of the expected single stage cost G((z, j), a) when choosing action a in state (z, j).
Since there is no cost associated with the action, we have that G((z, j), a) =
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τ(x, a)
∑I
n=1[hn max(zn, 0) + bn max(−zn, 0) ].

Before we can calculate the optimal production policy from the MDP, we must
truncate the state space. For this purpose we introduce for each product i a minimum
and a maximum net inventory level (denoted as Lmini and Lmaxi respectively). This
requires two small modifications in the transition probabilities and the admissible
actions at the borders of the truncated state space. First, for states (z, j) with
zi = Lmini for some i = 1, . . . , I, we replace the transition from (z, j) to (z−ei, j) with
a transition from (z, j) to itself. Second, for states (z, 0) with zi = Lmaxi , we remove
action i from the set of admissible actions. The state space for our model now reads
as: S = { ((z1, . . . , zI), j) | Lmini ≤ zi ≤ Lmaxi , zi ∈ Z, i = 1, . . . , I, j = 0, . . . , I}.
We choose Lmin and Lmax such that an increase of the state space has no significant
impact on the average cost obtained from the MDP with the truncated state space.

To obtain the optimal production policy we transform the continuous-time MDP into
a discrete-time MDP by applying a technique called uniformization (see e.g Bertsekas
(2007a), pp. 288-295). The uniformization procedure consists of three steps: In the
first step, we determine a new transition period length τ such that τ ≤ τ(x, a) for

all x ∈ S and a ∈ A. It is easy to see that τ = 1 / [ max(µj) +
∑I
n=1 λn ] is an

appropriate choice. In the second step, we add transitions from state x and action
a ∈ A(x) to itself. The transition rates for these fictitious transitions are chosen
such that τ(x, a) = τ for all x ∈ S and a ∈ A(x). In the third step, we recalculate
the transition probabilities taking into account the fictitious transitions added in the
previous step. These adjusted transition probabilities are denoted as p̂x,y(a).

We now obtain the desired discrete-time MDP by replacing the exponentially
distributed transition period lengths by constant transition period lengths with the
same mean. The optimal average cost rate λ? follows from the Bellman optimality
equations for the (discrete-time) average cost MDP:

h?(x) = min
a∈A(x)

[
G(x, a)− λ?τ +

∑
y∈S

p̂x,y(a)h?(y)

]
∀x ∈ S (2.1)

The optimal action a?(x) is the action that attains the minimum in (2.1). To solve
(2.1), we use relative value iteration (see e.g. Bertsekas (2007a), pp. 204-229). Note
that the number of optimality equations grow linearly with the number of states and
thus exponentially in the number of products. Consequently, the optimality equations
in (2.1) can only be solved for small problem instances (usually 2-3 products).

2.3.4 Optimal policy structure

In this section, we investigate the structure of the optimal production policy. To the
best of our knowledge, there are no results on the structure of the optimal policy for
systems with non-preemptive processing. This means that we cannot assume a priori
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that the optimal production policy belongs to the class of base stock policies. In
Example 2.1, we actually show that the optimal policy can have a different structure.

Example 2.1 Consider the multi-item make-to-stock problem defined by the vectors
λ = (1.40, 0.35), µ = (4, 1), h = (1.0, 0.5), and b = (80, 40). Figure 2.1(a) shows the
optimal production policy and Figure 2.1(b) shows the optimal base stock production
policy for this example. The optimal production policy yields an average total cost of
10.49 whereas the optimal base stock policy yields an average total cost of 11.68. This
is a cost increase of more than 10% and clearly shows that restricting the search for
good production policies to base stock policies can have a significant negative impact
on the achieved average total cost.
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Figure 2.1 Optimal production policies for Example 2.1

We conclude this section with pointing out an interesting property of the optimal
production policy shown in Figure 2.1(a). For net inventory vectors (7, 7), (8, 8),
(8, 9), and (9, 10), we see that production is switched off when the on-hand stock of
product 1 decreases. At first sight, this seems counterintuitive as for each product
the stockout risk increases if on-hand stock decreases. However, the assumption of
non-preemptive processing makes things different. Due to this assumption, there is
an option value associated with the decision to leave the production line idle because
it keeps the option open to immediately start the production of either of the two
products whenever necessary. Naturally, this option value increases as the on-hand
stock decreases. Using this option value concept, we are now able to give an intuitive
explanation of the optimal policy structure in the upper right part of Figure 2.1(a).
If on-hand stock of product 1 is low, the optimal policy tells to produce product 1 (in
an attempt to avoid future backorders of product 1). If on-hand stock of product 1
is medium, the optimal policy tells to switch off the production line (thereby keeping
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the option open to start producing product 1 immediately). Only if on-hand stock
for product 1 increases further, it is worth to give up this option and start producing
product 2.

Example 2.3.4 very naturally raises the question if the optimal production policy
belongs to the class of base stock policies if we would allow preemptive production
scheduling. Investigation showed that this is indeed the case. However, we cannot
generalize this to general preemptive production systems. For such systems, we only
know that base stock policies are optimal for two products, discounted cost, and
identical production rates (cf. Ha (1997)). De Vericourt et al. (2000) extend Ha
(1997) and show that the myopic(T) scheduling policy is optimal in states where the
product with the lower bi µi value has negative stock. We are not aware of further
results on the structure of optimal production policies.

2.4. Simulation optimization method for calculating
base stock levels

As mentioned earlier, heuristic production policies usually consist of an idleness policy
and a scheduling policy. All heuristic production policies studied in this chapter use
idleness policies that are defined via a base stock level for each product. Production is
switched on when the on-hand stock of at least one product is below its base stock level
and switched off otherwise. At the same time, the scheduling policy may only select
products whose on-hand stock is lower than the base stock level. An important task
when developing production policies is thus to find methods to calculate appropriate
base stock levels.

In this section, we propose an iterative method for calculating a base stock level vector
S for an arbitrary problem instance and an arbitrary but given scheduling policy π.
It is a new method that serves as a building block for three of the four evaluated
production policies. It uses discrete event simulation to examine the performance
of candidate base stock level vectors and consists of three phases: initialization,
greedy improvement, and local search. All simulation runs use the same random
seed rsim−opt, and thus the same stream of random inter arrival times and random
production times. The length of each simulation run depends on the problem instance
and is chosen such that the probability that the simulated average cost differs more
than 1% from its expected value is (usually) less than approximately 5%. To achieve
this, we adopt the method of non-overlapping batch means (NOBM) described in
Appendix A. We execute this method with a warming-up period of 500,000 demands
and 20 batches of initial size 500,000. As long as the desired 99% accuracy is not
reached, the batch size is doubled and the existing batches are reorganized. To avoid
the risk of excessive run-times, we always terminate the simulation run after the batch
size has reached 2,000,000.
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Phase 1: Initialization
In this phase, we create an initial base stock level vector S0 from the Brownian
motion idleness policy proposed in Wein (1992) and the myopic(T) scheduling policy
proposed in Peña Perez and Zipkin (1997). This production policy can be calculated
very easily and performs surprisingly well (cf. Veatch and Wein (1996)). The obtained
base stock level is thus a reasonable start solution for our iterative procedure. We
now shortly summarize how to obtain the base stock levels. For details we refer to
Veatch and Wein (1996).

The Brownian motion idleness policy decides to leave the production line idle when
the aggregated production time represented by the stock in the system (

∑I
i=1(zi/µi))

exceeds the following threshold:

c =

I∑
i=1

λi
1
µ2
i
(v2id + v2ip)

2(1− ρ)
ln(1 +

b

h
) (2.2)

where ρ =
∑I
i=i(λi/µi), b = min1≤i≤I {bi µi}, h = min1≤i≤I {hi µi}, vid the

coefficient of variation of the inter demand times of product i, and vip the coefficient of
variation of the production times of product i. To obtain S0 we must do the following.
First, we set S0 = 0. Then, we call the myopic(T) scheduling policy with argument
S0 to obtain the product n that is most attractive for being put into production and
update S0 according to S0 = S0 + en. We repeat this procedure until the aggregated
production time

∑I
i=1(S0

i /µi) exceeds the threshold c in (2.2).

Phase 2: Simultaneous base stock level updates
This phase consists of an iterative procedure where multiple base stock levels can be
changed simultaneously. In each iteration we carry out one simulation run. Before we
discuss this phase in detail, we introduce two new variables. The variable Ai(S, π, k)
is defined as the fraction of time during the simulation run with base stock level vector
S and scheduling policy π that the queue length (base stock level minus current net
inventory) of product i is equal to k. The variable Ci(u,S, π) is an auxiliary variable
that represents the average total cost of product i associated with base stock level u
and normalized queue length histogram Ai(S, π, k), k ≥ 0.

Ci(u,S, π) =

u−1∑
k=0

[
Ai(S, π, k) · (u− k) · hi

]
+

∞∑
k=u+1

[
Ai(S, π, k) · (k − u) · bi

]
(2.3)

We start with the base stock level vector S0 obtained in the initialization phase.
Let Sm represent the base stock level vector in iteration m. In each iteration m,
we simulate the system with scheduling policy π and base stock level vector Sm

and calculate the average cost C(Sm, π) and the normalized queue length histograms
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Ai(S
m, π, k), k ≥ 0 for all products i = 1, . . . , I. In each iteration, we update all base

stock levels simultaneously according to:

Sm+1
i = arg min

u

[
Ci(u,S

m, π)

]
1 ≤ i ≤ I (2.4)

Equations (2.3) and (2.4) simply tell that the base stock level of each product in the
next iteration is chosen such that it is optimal with respect to its normalized queue
length histogram in the current iteration. Substituting (2.3) into (2.4) and using the
convexity of Ci(u,S, π) in u, we can rewrite (2.4) as a newsvendor type equation, i.e.

Sm+1
i = inf

{
u ∈ N0 :

u∑
k=0

Ai(S
m, π, k) ≥ bi

bi + hi

}
1 ≤ i ≤ I (2.5)

We repeat this procedure until all base stock levels have converged (i.e. Sm+1
i = Smi

for all products i = 1, . . . , I) or until the simulated average cost in the current iteration
is higher than the simulated average cost in the previous iteration. Note that in case
the scheduling decisions do not (directly or indirectly) depend on the base stock
level vector S, the normalized queue length histograms Ai(S

m, π, k), k ≥ 0 do not
change and the iterative process terminates after only one simulation run. Examples
of scheduling policies where only one simulation run is needed are FCFS and the
Longest Queue policy. However, in most scheduling policies the calculated decisions
depend on the net inventory levels (and thereby on the base stock levels) and then
typically more than one simulation run is needed to reach convergence.

Phase 3: Local search
In this phase, we execute a simple local search procedure. The neighborhood of a
solution S consists of all non-negative base stock level vectors S′ that can be obtained
from S by increasing or decreasing the base stock level of exactly one product. For a
given base stock level S, we evaluate all its neighbors via simulation and jump to the
neighbor with the lowest average cost. The local search procedure terminates when
we have reached a local optimum.

We have added the local search phase because the iterative procedure in Phase 2
tends to underestimate the benefits of increasing or decreasing a base stock level.
This is caused by the fact that in approximation equation (2.3), the costs associated
with a candidate base stock level vector U in iteration m + 1 are obtained from
scheduling decisions that do not follow from the scheduling policy π and the vector of
net inventory levels z (as it should in an exact analysis), but from scheduling policy π
and the state z+Sm−U. Obviously, the too pessimistic cost approximations in (2.3)
for new base stock level vectors may cause Phase 2 to terminate too soon. The local
search procedure is intended to avoid this problem. In Section 2.7, we investigate
the contribution of the local search phase (in terms of realized cost reductions and
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computational effort) to the overall performance.

2.5. Heuristic production policies

In this section, we describe four heuristic production policies for our problem. All
four production policies can be applied to problem instances of arbitrary size. They
are described in detail in Sections 2.5.1-2.5.4. The first heuristic production policy is
an existing production policy proposed in Peña Perez and Zipkin (1997). It consists
of the myopic(T) scheduling policy and a one-dimensional optimization along the
so-called equal priority curve (EPC) to determine the base stock levels. The one-
dimensional search is carried out using simulation. For problem instances where a
simple enumeration over all base stock level vectors is computationally infeasible, it
is the best production policy in the existing literature. The authors simply denote
their production policy as ’myopic allocation’. In this thesis however, we denote it as
the My-EPC policy for two reasons. First, we want to indicate that it consist of a
scheduling policy and an idleness policy. Second, it makes it easier to distinguish this
production policy from other production policies that use the same scheduling policy
but a different method for calculating base stock levels (cf. Section 2.5.2).

The second, the third, and the fourth heuristic production policy are new production
policies. All three use the simulation optimization method to calculate base stock
levels. The second production policy uses the existing myopic(T) scheduling policy
and is denoted as My-Sim. The third production policy uses the existing switching
rule for scheduling and is denoted as SR-Sim. Finally, the fourth production policy
uses a new rolling horizon scheduling policy. This production policy constitutes the
main contribution of this chapter and is denoted as the RH-Sim policy.

All scheduling policies that play a role in the evaluated heuristic production policies
are index policies. Let aπ(z) ∈ {1, . . . , I} denote the product selected by scheduling
policy π when the vector of net inventory levels is equal to z. Scheduling policy π is
an index policy if it can be written as:

aπ(z) = arg min
i
Gπi (z) (2.6)

where the Gπi (z), 1 ≤ n ≤ I, are real-valued (index) functions. We assume that ties
are broken with equal probabilities.

2.5.1 Myopic(T) / Equal Priority Curve

The My-EPC policy has been proposed in Peña Perez and Zipkin (1997). It consists
of the myopic(T) scheduling policy and a one-dimensional search along the so-called
equal priority curve to determine the base stock levels. First, we summarize the
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myopic(T) scheduling policy and then we describe the applied method for calculating
the base stock levels.

The myopic(T) scheduling policy selects at time t the product n that achieves the
highest ratio between the expected cost rate reduction at t + Tn and the average
production time. Let Fi(zi, Ti) denote the probability that during a (stochastic) time
interval of length Ti the demand for product i is less than or equal to zi. Then, the
index functions Gi(z) for the myopic(T) scheduling policy read as:

Gi(z) = µi [−bi (1− Fi(zi, Ti)) + hi Fi(zi, Ti)] 1 ≤ i ≤ I (2.7)

In Peña Perez and Zipkin (1997), the authors propose to set Tn equal to the sojourn
time in a system where all products j 6= n are omitted and the processor is devoted
exclusively to product n. The rationale behind this choice of Tn is that it makes sense
for each product n to look ahead the time needed to increase its inventory by one,
taking into account the demand in the meantime. Although this is exactly the busy
period time, the authors propose to take the sojourn time because it has a simpler
probability distribution that - at least for some production time distributions - allows
for a closed-form expression of the index functions Gi(z).

In the case of exponentially distributed production times, the sojourn times are
exponentially distributed with mean 1/(µi − λi) and the demand during the sojourn
time is geometrically distributed with parameter ρi = λi/µi (see e.g. Adan and
Resing (2002)). Substituting the expression for Fi(zi, Ti) in the general formula (2.7),
we obtain the following explicit formula for the index functions Gi(z):

Gi(z) =

{
−bi µi + (hi + bi)µi (1− ρzi+1

i ) if zi ≥ 0
−bi µi otherwise

(2.8)

In the case of deterministic production times, the busy period time and the sojourn
time still have mean 1/(µi − λi), but their probability distributions become rather
complex and do no longer allow for a closed-form expressions of the cumulative
demand functions Fi and the index functions Gi. Therefore, we also use expression
(2.8) in the case of deterministic production rates.

The base stock levels in the My-EPC policy are obtained via a one-dimensional search
along the so-called equal-priority curve. The search procedure uses simulation to
obtain the average total costs associated with a candidate base stock level vector.
The equal priority curve is parameterized by θ ∈ R and consists of all real vectors
S ∈ RI that meet the following condition:

G1(S) = G2(S) = . . . = GI(S) = θ (2.9)
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Since base stock levels must be integer, Peña Perez and Zipkin (1997) round off
S when evaluating a particular value of θ. Unfortunately, they do not provide exact
information on how they have rounded. Therefore, we have developed a simple method
ourselves for constructing a discrete curve of candidate base stock level vectors that
is very much in the spirit of the equal priority curve. Our method starts with adding
vector S0 = 0 to the curve. Then, we calculate the product n that is selected for
production by the myopic(T) scheduling policy if the vector of net inventory levels
would be S0 and we add vector S1 = S0 + en to the curve. Next, we calculate
the product n that is selected for production by the myopic(T) scheduling policy if
the vector of net inventory levels would be S1 and we add vector S2 = S1 + en to
the curve. We repeat this procedure until we are sure that all further base stock
level vectors will have higher average total costs than the best base stock level vector
added so far. Note that our curve is a discrete approximation of the continuous equal
priority curve in (2.9).

2.5.2 Myopic(T) / Simulation optimization approach

The My-Sim policy is a new production policy that only differs from the My-EPC
production policy in the method that is used to calculate the base stock levels.
Instead of search along the equal priority curve as in My-EPC, My-Sim uses the
new simulation optimization method discussed in Section 2.4.

2.5.3 Switching rule / Simulation optimization approach

The SR-Sim policy is a new production policy that consists of the switching rule
for calculating scheduling decisions and the simulation optimization method for
calculating base stock levels. The switching rule has been proposed in Ha (1997)
as a heuristic for scheduling production in a single server make-to-stock queue with
two products and a preemptive discipline. It is an index policy that prefers products
that are backordered over all other products. Among all products with at least one
backorder the switching rule selects the product with the highest bi µi. If there are no
backorders, priority is given to the product with the highest bi µi (1−(zi/Si)). Below,
we give a formal description of the index functions Gi(z) for the switching rule:

Gi(z) =

 −bi µi (1− (zi/Si)) if z ≥ 0
−bi µi if min(zj) < 0 and zi < 0
0 if min(zj) < 0 and zi ≥ 0

(2.10)

In the few contributions that apply the switching rule, enumeration has been used
to obtain optimal base stock levels. For problem instances with more than two
products enumeration will however often be computationally prohibitive. Since we are
interested in production policies that are applicable to problem instances of arbitrary
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size, we combine the switching rule with our simulation optimization method for
calculating base stock levels as this method is applicable to problems of arbitrary
size.

2.5.4 Rolling horizon / Simulation optimization approach

The RH-Sim policy is a new production policy that consists of a rolling horizon
scheduling policy and the simulation optimization method for calculating base stock
levels. The scheduling part of the RH-Sim policy consists of an index policy that
uses the expected cost of schedules consisting of two products. The expected cost
of a schedule is defined as the expected total cost arising during the time needed to
produce all products in the schedule.

The idea behind this new scheduling policy is a sample path argument. Consider
two products, P1 and P2. If the expected cost of schedule (P1, P2) is lower than the
expected cost of schedule (P2, P1), then product P1 seems to be needed more urgently
and we favor product P1 over product P2. In case of more than two products, the
index for product Pi is the weighed sum of the costs of all schedules (Pi, Pj) and
(Pj , Pi) with j 6= i. In Section 2.5.4.1 we discuss the two-product case, and in Section
2.5.4.2 the multi-product case.

The advantage of comparing the schedules (Pi, Pj) and (Pj , Pi) is that both schedules
have the same duration and lead to the same end state (for all possible realizations
of inter demand times and production times). Consequently, we can make a
fair comparison between these two schedules without having to look beyond the
completion time of these schedules.

Before we explain the rolling horizon scheduling policy in detail, we introduce some
definitions in Table 2.2.

Pi Random variable representing the production time of product i
fi(u, Pj) Probability that during a production time Pj of product j the

demand of product i is equal to u
Cij(z) Expected total cost of products i and j during production schedule

(i, j) where z is the vector of net inventory levels at production start

C̃ij(z) Expected total cost of products i and j in time interval [0, Pi + Pj ]
where z is the vector of net inventory levels at t = 0 and no items are

produced. Note that C̃ij(z) = C̃ji(z)

∆Cij(z) Cij(z)− C̃ij(z)

Table 2.2 Notation and definitions for RH-Sim policy
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2.5.4.1 Two products case

Assume we have two products, i and j. The RH-Sim policy selects product i if
production schedule (i, j) has lower expected total cost than schedule (j, i), and
product j otherwise. Instead of comparing Cij(z) with Cji(z), we compare ∆Cij(z)
with ∆Cji(z) because this simplifies the calculations considerably. Note that this

transformation is allowed since C̃ij(z) = C̃ji(z). We derive an exact expression for
∆Cij(z) by calculating the expected total cost of production schedule (i, j) over all
possible realizations of inter demand times and the production times Pi and Pj .
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Figure 2.2 Evolution of net inventory levels during production schedule (i, j)

The variable ∆Cij(z) can be interpreted as the cost savings associated with executing
production schedule (i, j) compared to producing nothing. Figure 2.2 illustrates how
we can calculate ∆Cij(z). In this figure, the solid lines show possible evolutions of the
net inventories of product i and product j during the execution of production schedule
(i, j). A net inventory decrease represents a demand arrival and a net inventory
increase represents a product completion. The dashed lines show the evolution of the
net inventories if no items would be produced. To obtain ∆Cij(z), we must calculate
for product i and product j the cost difference between the dashed line and the dotted
line during the forecast horizon Pi + Pj . Note that for product j this difference is
always 0 because its net inventory is only increased at the very end of the forecast
horizon. Consequently, ∆Cij(z) only depends on zi and thus we write from now on
∆Cij(zi).

To calculate ∆Cij(zi) we condition on the demand for product i during Pi (denoted
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as u) and the demand for product i during Pj (denoted as w). We distinguish two
cases: (i) there is at least one backorder for product i at time t = Pi, and (ii) there are
no backorders for product i at time t = Pi. In the first case, we save the backordering
cost of one item of product i during the entire production time of one item of product
j. In the second case, the cost savings depend on the moment when product i would
get backordered if no items would be produced. At time t = Pi the net inventory of
product i is equal to (zi − u). Consequently, we have additional inventory holding
costs until the arrival of the (zi − u + 1)-th demand during the production time Pj .
During the remaining part of the production time Pj we save backordering costs.
Let E(Pj |w) represent the expected production time of one item of product j under
the condition that during this production time the demand for product i is equal to
w. Then, using the assumption that demand inter arrival times are independent and
identically distributed, we obtain the following exact expression for ∆Cij(zi):

∆Cij(zi) =

[
1−

zi∑
u=0

fi(u, Pi)

]
bi

1
µj

+

zi∑
u=0

∞∑
w=0

fi(u, Pi) fi(w,Pj) E(Pj |w)

[
−hi ·min{1, zi−u+1

w+1 }

+bi ·max{0, w−zi+uw+1 }
]
(2.11)

Although equation (2.11) looks complicated, it can be calculated easily because
fi(u, Pi), fi(w,Pj) and E(Pj |w) have simple closed-form expressions for Poisson de-
mand and exponential or deterministic production times. First, consider exponential
production times. From basic probability theory, we know that the number of Poisson
arrivals (with rate λ) during an exponentially distributed time interval with mean
1/µ has a geometric distribution on the set of natural numbers (including zero) with
parameter p = 1/(1 + (λ/µ)). This immediately implies that fi(u, Pi) = (1 − p)u p,
u ∈ N0, with p = 1/(1 + (λi/µi)) and fi(u, Pj) = (1 − p)u p, u ∈ N0, with
p = 1/(1 + (λi/µj)). In Appendix 2.A we show that for exponentially distributed
production times it holds that E(Pj |w) = (w + 1)/(λi + µj). Next, consider
deterministic production times. Then, it is easy to see that fi(u, Pi) and fi(u, Pj)
have Poisson distributions with parameters λi/µi and λi/µj respectively and that
E(Pj |w) = E(Pj) = 1/µj . We conclude this section with a formal description of the
index functions Gi(z) and Gj(z) for the two products case.

Gi(z) = ∆Cij(zi) (2.12a)

Gj(z) = ∆Cji(zj) (2.12b)
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2.5.4.2 Multi-product case

We now extend the RH-Sim policy to systems with more than two products. The
idea is to calculate for each product i an index that is the weighted sum of
[∆Cij(zi) − ∆Cji(zj)] over all products j 6= i. Since we consider an average cost
problem, it is reasonable to weight the expected relative cost ∆Cij(zi) of production
schedule (i, j) with the inverse of the average duration of that schedule. This yields
the following general expression for the index functions Gi(z) for the RH-Sim policy
with I products:

Gi(z) =
∑
j 6=i

1
1
µi

+ 1
µj

[∆Cij(zi)−∆Cji(zj)] 1 ≤ i ≤ I (2.13)

2.6. Numerical experiments

In this section, we investigate the performance and the structure of the new production
policies via numerical experiments. We have the following objectives in conducting
numerical experiments. First, we investigate the optimality gap of My-Sim, SR-Sim,
and RH-Sim and compare it against the optimality gap of the existing My-EPC
production policy. Second, we investigate the potential cost savings of the three
new production policies compared to the My-EPC on a wide range of large problem
instances and explore how the relative performance depends on the various problem
characteristics (including the type of the production times distribution).

To meet the first objective, we define a numerical experiment with a test bed
containing problem instances with two products and exponentially distributed
production times (Experiment I, Section 2.6.1). For all problem instances in this
test bed, we can calculate the optimal production policy and the optimal base stock
production policy, and for all heuristic scheduling policies we can calculate optimal
base stock levels. In this experiment, we use relative value iteration to evaluate the
performance of each production policy. In Section 2.6.2, we do a detailed optimality
gap analysis and characterize the proposed RH-Sim policy.

To meet the second objective, we define a numerical experiment with a test bed
containing a wide range of problem instances with ten products (Experiment II,
Section 2.6.3). In this experiment, we cannot determine the optimal production
policy due the large problem sizes and we use discrete event simulation to evaluate
the performance of each production policy.

2.6.1 Experiment I

In this experiment, we consider problem instances with two products, independent
Poisson demand, and independent exponentially distributed production times. We
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assume that λ1/µ1 = λ2/µ2 = (1/2) ρ, and b1/h1 = b2/h2 = b/h. Cost asymmetry is
measured by the ratio h2/h1, and the inventory holding cost of product 1 is always
equal to 1. We examine three production rate vectors µ, namely µ = (1, 1), µ = (1, 4)
and µ = (4, 1); three values of ρ (0.90, 0.80, and 0.70); three values of h2/h1 (0.9,
0.7, and 0.5); and two values of b/h (20 and 80). This test bed only differs in two
minor aspects from the test bed used in Peña Perez and Zipkin (1997): (i) we use
three utilization rates instead of eight, and (ii) we have replaced the production rate
vectors µ = (1, 2) and µ = (2, 1) by µ = (1, 4) and µ = (4, 1) in order to gain better
insights into the impact of non-identical production rates on the performance of the
various production policies.

The optimal average costs as well as the optimality gaps of the heuristic production
policies are shown in Tables 2.3-2.5. Each table contains the results of one of the
three production rate vectors.

Input parameters Avg Cost Optimality gap(%)
ρ h2/h1 b/h Opt My-EPC My-Sim SR-Sim RH-Sim

0.9 0.9 20 26.85 0.2 0.2 0.8 0.9
0.9 0.9 80 38.60 0.1 0.1 1.1 0.8
0.9 0.7 20 22.21 0.3 0.3 0.5 1.4
0.9 0.7 80 31.79 0.5 0.5 0.7 0.7
0.9 0.5 20 17.30 1.7 1.4 0.8 1.0
0.9 0.5 80 24.70 0.9 0.8 0.9 2.7
0.8 0.9 20 13.14 0.1 0.1 0.4 0.1
0.8 0.9 80 18.82 0.1 0.1 0.3 0.7
0.8 0.7 20 11.29 0.4 0.4 1.0 0.4
0.8 0.7 80 16.10 0.4 0.4 1.1 1.0
0.8 0.5 20 9.28 1.0 1.0 0.7 0.8
0.8 0.5 80 13.22 1.5 1.0 1.1 1.0
0.7 0.9 20 8.59 0.0 0.0 0.0 0.0
0.7 0.9 80 12.26 0.1 0.2 0.2 0.2
0.7 0.7 20 7.53 0.8 0.8 0.8 0.6
0.7 0.7 80 10.73 0.0 0.0 0.7 0.0
0.7 0.5 20 6.42 0.3 0.3 0.3 0.0
0.7 0.5 80 9.12 2.0 1.0 0.9 1.0
average 0.6 0.5 0.7 0.7
maximum 2.0 1.4 1.1 2.7

Table 2.3 Experiment I: gap analysis for µ = (1, 1)



2.6 Numerical experiments 35

Input parameters Avg Cost Optimality gap(%)
ρ h2/h1 b/h Opt My-EPC My-Sim SR-Sim RH-Sim

0.9 0.9 20 23.65 20.0 17.0 3.9 1.6
0.9 0.9 80 33.81 48.5 30.5 3.5 2.5
0.9 0.7 20 22.12 17.5 14.5 3.4 1.6
0.9 0.7 80 31.65 25.1 18.2 3.0 1.9
0.9 0.5 20 20.40 16.1 13.0 3.3 2.8
0.9 0.5 80 29.29 21.4 14.8 2.9 1.8
0.8 0.9 20 13.32 34.5 23.6 6.7 4.1
0.8 0.9 80 19.00 45.4 27.9 6.1 4.5
0.8 0.7 20 12.11 30.6 19.9 4.9 2.9
0.8 0.7 80 17.29 39.5 23.3 4.7 3.3
0.8 0.5 20 10.83 19.2 14.4 3.6 2.7
0.8 0.5 80 15.49 33.2 18.6 3.8 2.6
0.7 0.9 20 9.41 30.1 21.2 8.2 6.4
0.7 0.9 80 13.45 55.4 28.5 8.1 6.6
0.7 0.7 20 8.40 27.6 18.5 6.3 4.9
0.7 0.7 80 12.03 54.7 25.1 7.0 5.1
0.7 0.5 20 7.39 22.0 13.4 3.9 2.9
0.7 0.5 80 10.56 44.7 18.5 4.7 3.8
average 32.5 20.0 4.9 3.4
maximum 55.4 30.5 8.2 6.6

Table 2.4 Experiment I: gap analysis for µ = (1, 4)

Input parameters Avg Cost Optimality gap(%)
ρ h2/h1 b/h Opt My-EPC My-Sim SR-Sim RH-Sim

0.9 0.9 20 22.66 23.3 19.9 4.9 2.0
0.9 0.9 80 32.37 55.8 37.1 4.7 2.1
0.9 0.7 20 19.19 27.4 23.5 6.5 3.2
0.9 0.7 80 27.41 64.0 41.8 5.2 2.2
0.9 0.5 20 15.69 54.6 42.2 9.0 3.4
0.9 0.5 80 22.39 77.8 52.0 7.1 3.7
0.8 0.9 20 13.10 39.0 27.6 8.5 4.9
0.8 0.9 80 18.70 51.8 32.9 7.1 5.5
0.8 0.7 20 11.48 44.6 32.6 10.7 6.3
0.8 0.7 80 16.39 64.3 42.7 8.8 5.6
0.8 0.5 20 9.83 51.0 37.2 14.0 6.9
0.8 0.5 80 14.05 112.3 56.9 11.0 7.0
0.7 0.9 20 9.38 32.3 23.7 9.9 8.2
0.7 0.9 80 13.43 60.6 32.1 9.6 7.8
0.7 0.7 20 8.36 36.8 27.9 12.4 8.0
0.7 0.7 80 11.97 68.1 37.5 11.2 9.4
0.7 0.5 20 7.32 53.5 39.2 15.8 9.8
0.7 0.5 80 10.49 78.2 43.4 13.8 11.6
average 55.3 36.1 9.5 6.0
maximum 112.3 56.9 15.8 11.6

Table 2.5 Experiment I: gap analysis for µ = (4, 1)
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In the discussion of the results of Experiment I, we distinguish between identical
production rates (Table 2.3) and non-identical production rates (Tables 2.4 and
2.5). For identical production rates, we see that the optimality gaps of all evaluated
production policies are very small. For every evaluated production policy, the average
optimality gap is less than 1% and the maximum optimality gap is less than 3%. We
see that all four heuristic production policies outperform the other three on at least
one problem instance. This means that none of the four evaluated production policies
dominates any other.

For non-identical production rates, the performance differences are much bigger. We
see that for all production policies the optimality gaps increase when the ratio between
the higher and the lower production rate increases. The maximum optimality gaps
for My-EPC, My-Sim, SR-Sim, and RH-Sim are respectively 112.3%, 56.9%, 15.8%,
and 11.6%. It is remarkable to see how the performance of My-Sim, and in particular
My-EPC, degrades dramatically when the production rates differ. SR-Sim and SH-
Sim show much more robust behavior in this respect. Finally, we see that RH-Sim
outperforms all other three heuristic production policies on all 36 problem instances
with non-identical production rates.

2.6.2 Optimality gap analysis

As described in Section 2.3.4, the optimal production policy must not necessarily
belong to the class of base stock policies. This means that we can distinguish three
root causes for sub-optimality of heuristic production policies: (i) sub-optimality
of the scheduling logic, (ii) sub-optimality of the method for calculating base stock
levels, and (iii) sub-optimality due to the imposed base stock structure. To examine
the contribution of each of these three factors to the reported optimality gaps, we do
a deeper optimality gap analysis on those problem instances in Table 2.3, 2.4, and 2.5
where the proposed RH-Sim policy has a relatively big optimality gap.

To investigate the contribution of the three root causes to the observed optimality
gaps, we compare the four heuristic production policies against the optimal base stock
production policy. The optimal base stock production policy differs from the optimal
production policy in that it must be belong to the class of base stock policies (cf.
Figure 2.1). To obtain the optimal base stock production policy, we enumerate over a
large set of candidate base stock level vectors and solve for each candidate base stock
level vector an MDP that is very similar to the one described in Section 2.3.3. In fact,
we only need to make a small adjustment to the set of admissible actions in order
to guarantee that the solution of the MDP is indeed a base stock policy. Instead of
A(z, 0) = {0, 1, . . . , I}, it is sufficient to use A(z, 0) = {1 ≤ i ≤ I | zi < Si}. The
optimal base stock production policy is denoted as B-Opt.

For the selected problem instances, we also calculate the production policies consisting
of one of the heuristic scheduling policies (myopic(T), switching rule, rolling horizon)
in combination with base stock levels that have been optimized with respect to
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the applied scheduling policy. These policies are denoted as My-Opt, SR-Opt, and
RH-Opt respectively and have been obtained via enumeration over a wide range of
candidate base stock level vectors. The results are shown in Table 2.6.

Input parameters Optimality gap(%)
µ ρ h2/h1 b/h B- My- My- My- SR- SR- RH- RH-

Opt Opt EPC Sim Opt Sim Opt Sim
(1,1) 0.9 0.7 20 0.1 0.2 0.3 0.3 0.5 0.5 1.4 1.4
(1,1) 0.9 0.5 20 0.0 1.4 1.7 1.4 0.8 0.8 1.0 1.0
(1,1) 0.9 0.5 80 0.1 0.8 0.9 0.8 0.9 0.9 2.6 2.7

(1,4) 0.7 0.9 20 5.5 21.2 30.1 21.2 7.9 8.2 5.5 6.4
(1,4) 0.7 0.9 80 6.6 28.5 55.4 28.5 8.1 8.1 6.6 6.6
(1,4) 0.7 0.7 80 5.1 24.7 54.7 25.1 6.3 7.0 5.1 5.1

(4,1) 0.7 0.7 80 9.4 37.1 68.1 37.5 11.2 11.2 9.4 9.4
(4,1) 0.7 0.5 20 9.7 33.9 53.5 39.2 13.4 15.8 9.8 9.8
(4,1) 0.7 0.5 80 11.4 43.4 78.2 43.4 13.8 13.8 11.4 11.6

Table 2.6 Experiment I: detailed gap analysis for selected problem instances

Note that the B-Opt, the My-Opt, SR-Opt, and RH-Opt can only be calculated
for problem instances with a small number of products (usually 2-3) because (full)
enumeration and MDPs are are involved.

Table 2.6 shows that the performance of RH-Sim is very close to the performance
of the optimal base stock policy. The maximum gap between RH-Sim and B-Opt is
only 2.6% and for 6 out of 9 problem instances it is even less than 1%. Table 2.6 also
indicates that the simulation optimization method for calculating base stock levels
performs very well. If we compare RH-Sim with RH-Opt, we see that the simulation
optimization method manages to find the optimal base stock levels in 6 out of 9
problem instances. The table also shows that this method does not only perform very
well in combination with the rolling horizon scheduling policy, but also in combination
with the switching rule and the myopic(T) scheduling policy. Furthermore, we see
that - even under optimized base stock levels - the optimality gap of the myopic(T)
scheduling policy can grow to 44.3%. This is much bigger than the reported optimality
gaps in Peña Perez and Zipkin (1997). The reason is that our test bed contains
problem instances where the production rates differ by a factor four whereas in Peña
Perez and Zipkin (1997) production rates never differ by more than a factor two. So
apparently the myopic(T) scheduling policy has difficulties handling (highly) unequal
average production times.

We conclude this section with a characterization of RH-Sim. For this purpose, we
have compared the production decisions calculated by RH-Sim with the optimal
production decisions for problem instances in Experiment I where the optimality gap
of RH-Sim is relatively big. We made two important observations. First, RH-Sim
belongs - by construction - to the class of base stock policies whereas the optimal
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production policy for several problem instances does not (this phenomenon has been
discussed in the previous subsection, cf. Table 2.6). Second, RH-Sim more often
selects the product with the lower inventory holding cost than the optimal production
policy. This behavior particularly occurs when on-hand stock is high and the system
utilization rate ρ is also high. An intuitive reason for this behavior would be that
RH-Sim does not look more than two scheduling decisions into the future. If on-hand
stocks are high, the stockout probabilities during the forecast horizon are very low.
Consequently, RH-Sim will select the product with the lower inventory holding cost
(cf. expression (2.7)). However, especially in the case of high utilization rates, it
might be wiser to produce the product with the higher inventory holding cost now in
order to avoid high backordering costs in the future beyond the next two scheduling
decisions.

2.6.3 Experiment II

In this experiment, we compare our three new production policies (My-Sim, SR-Sim,
and RH-Sim) against the existing My-EPC production policy on a test bed containing
problem instances with ten products. This allows us to investigate how the results
obtained in Experiment I scale to larger problem instances. In contrast to Experiment
I, the problem instances in this experiment are too large for an MDP analysis.
Consequently, all results here have been obtained via discrete event simulation. When
evaluating the performance of different production policies on a particular problem
instance, we us the same random seed reval and the same simulation length for all
production policies. In order to guarantee unbiased cost estimates, the random seed
reval has a different value than the random seed rcalc that is used inside the simulation
optimization method for calculating base stock levels.

The length of each simulation run depends on the problem instance and is chosen such
that the probability that the simulated average cost differs more than 1% from its
expected value is less than approximately 5%. To achieve this, we adopt the method
of non-overlapping batch means described in Appendix A. We execute this method
with a warming-up period of 2,000,000 demands and 20 batches each of initial size
2,000,000. As long as the desired 99% accuracy is not reached, the batch size is
doubled and the existing batches are reorganized. For all problem instances and all
production policies in this experiment, the desired 99% accuracy has been reached
with a batch size of 8,000,000 maximum.

The test bed in this experiment is a full factorial design on five parameters: (i)
the maximum demand rate across all products (λmax); (ii) the type of coupling
between the demand rates, production rates, and inventory holding costs (’coupling’);
(iii) the utilization rate (ρ); (iv) the ratio between backordering costs and inventory
holding costs (b/h); and (v) the shape of the production times distributions (’shape’).
We consider three values for λmax (2,4, and 8); four couplings between the demand
rates, production rates, and inventory holding costs (’A’, ’B’, ’C’, and ’D’, explained
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below); four values for the utilization rate ρ (0.70, 0.80, 0.90, and 0.95); two values
for the ratio b/h (20 and 80); and two shapes of the production time distributions
(deterministic and exponential). So, the total number of all possible combinations for
these parameters is 3 × 4 × 4 × 2 × 2 = 192. In all problem instances the minimum
demand rate across all products (λmin) is equal to 1. We now explain how to construct
the problem instances from the five parameter values.

Step 1: We set λi = λmin + (λmax − λmin) (i− 1) / 9, i = 1, . . . , 10.

Step 2: For the coupling between demand rates, production rates, and inventory
holding costs, we consider four options (note that the production rates
undergo a final scaling in the Step 3):

A Production rates and inventory holding costs are identical across all
products; µi = 1, hi = 1, i = 1, . . . , 10.

B Production rates grow linearly with the demand rates; µi = λi,
i = 1, . . . , 10. Inventory holding costs grow linearly with the average
production times; hi = 1/µi, i = 1, . . . , 10.

C Production rates can only take two values; µi = 1 for i = 1, 3, . . . , 9,
and µi = λmin/λmax for i = 2, 4, . . . , 10. Inventory holding costs grow
linearly with the average production times; hi = 1/µi, i = 1, . . . , 10.

D As [C], but now with a hyperbolic relationship between the inventory
holding costs and the demand rates; hi = 1/λi, i = 1, . . . , 10

Step 3: To obtain the desired utilization rate, we multiply all production rates µi, i =
1, . . . , 10 with (1/ρ)

∑
(λi/µi).

Step 4: To obtain the backordering cost of product i = 1, . . . , 10, we multiply the
inventory holding cost hi with the value of b/h.

A graphical illustration of the four couplings can be found in Appendix 2.B.

In Experiment II, we take the existing My-EPC policy as the reference solution
and calculate for the three new production policies (My-Sim, SR-Sim, RH-Sim) the
average cost reductions over all 192 problem instances and all subsets where one of
the factorial design parameters is fixed to one of its admissible values. Besides the
average cost reductions (shown in bold face), we also show the minimum and the
maximum cost reductions (shown in parenthesis). The results are shown in Table 2.7.

Table 2.7 shows that all three new production policies outperform the existing myopic
allocation approach. The average cost reductions for My-Sim, SR-Sim, and RH-Sim
are respectively 2.3%, 3.5%, and 4.5%. We also see that RH-Sim has a better average
performance than the other three production policies on all 15 subsets, except the
subset with ’coupling’ = ’D’ where SR-Sim performs 0.2% better. Further, we see
that sometimes the new production policies do slightly worse than the existing myopic
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Test bed subset N Cost reduction (%)
My-Sim SR-Sim RH-Sim

All instances 192 2.3 (-1.6,19.3) 3.5 (-4.4,32.0) 4.5 (-1.3,32.7)

λmax = 2 64 1.3 (-1.6,15.3) 1.7 (-3.0,20.8) 2.5 (-1.2,19.9)
λmax = 4 64 1.9 (-1.3,12.5) 2.8 (-4.4,22.0) 3.9 (-1.3,22.2)
λmax = 8 64 3.5 (-1.0,19.3) 5.9 (-3.7,32.0) 7.0 (-0.8,32.7)

coupling = ’A’ 48 0.1 (-1.2, 1.7) -1.6 (-4.4, 1.4) 0.1 (-1.2, 1.7)
coupling = ’B’ 48 2.3 (-1.3,17.4) 2.9 (-0.4,17.4) 4.3 (-1.3,18.8)
coupling = ’C’ 48 0.4 (-1.0, 2.1) -0.4 (-2.4, 2.3) 0.7 (-0.8, 3.3)
coupling = ’D’ 48 6.3 (-1.6,19.3) 13.0 ( 0.0,32.0) 12.8 ( 0.0,32.7)

ρ = 0.70 48 2.7 (-0.7,17.4) 2.8 (-3.2,24.0) 4.3 ( 0.0,24.7)
ρ = 0.80 48 3.1 (-1.6,19.3) 3.6 (-4.4,32.0) 5.3 (-0.4,32.7)
ρ = 0.90 48 2.1 (-1.2,12.8) 3.8 (-3.5,30.5) 4.6 (-1.2,30.3)
ρ = 0.95 48 1.1 (-1.3, 8.6) 3.7 (-1.7,25.7) 3.7 (-1.3,23.2)

b/h = 20 96 2.0 (-1.6,16.8) 3.0 (-4.4,28.9) 4.1 (-0.8,28.6)
b/h = 80 96 2.6 (-1.2,19.3) 3.9 (-3.7,32.0) 4.9 (-1.3,32.7)

shape = ’deterministic’ 96 1.7 (-1.6,17.4) 1.9 (-4.4,19.8) 3.2 (-1.2,20.0)
shape = ’exponential’ 96 2.9 (-1.3,19.3) 5.0 (-2.9,32.0) 5.8 (-1.3,32.7)

Table 2.7 Experiment II: aggregated results

allocation approach (indicated by the negative numbers in the table). However,
the cost increases are low (in particular for RH-Sim and My-Sim) whereas the cost
reductions that can be achieved are high (20-30%). So in sum, RH-Sim seems most
attractive as it realizes the highest average cost reduction and is very robust. This is
very much in line with the results obtained in Experiment I (cf. Section 2.6.2).

An interesting observation from a technical point of view, is the strong performance of
SR-Sim. In contrast to the other production policies it does not use the demand rates
when calculating scheduling decisions. So apparently, the simulation optimization
method for calculating base stock levels anticipates the scheduling logic so well that
this information is not needed in the scheduling phase.

We conclude this section with an investigation on how the relative performance
of the three new policies (and in particular RH-Sim) depend on various problem
characteristics. Our most important observation is that the relative performance
strongly depends on the coupling between the demand rates, production rates,
and inventory holding costs. In line with the results obtained in Experiment I,
we see that all heuristic production policies perform about equally well in case
of identical production rates (case ’A’). If the production rates grow linearly with
the demand rates (case ’B’), RH-Sim outperforms the existing myopic allocation
approach. However, if we compare the results for case ’C’ with the results for case
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’D’, we see that the spread in the production rates cannot be the only reason for the
poor performance of the myopic allocation approach since we use the same demand
rates and production rates (cf. Figure 2.3). Apparently, the cost structure also play
a role (in case ’C’ the inventory holding costs and backordering costs scale with the
average production time, where in case ’D’ they scale with the average inter arrival
time).

A related observation is that the achieved cost reductions oft the three new production
policies get bigger if the spread in the demand rates (measured via λmax) gets bigger.
In light of the previous discussion on the couplings, this is not really a surprise
as the spread in the production rates and the spread in the cost parameters get
bigger if the spread in the demand rates gets bigger. Finally, we see that the cost
reductions are bigger in case of exponentially distributed production times than in
case of deterministic production times and that the the utilization rate ρ and the
ratio b/h have little impact on the relative performance.

2.7. Performance of simulation optimization method

In this section, we investigate the computation times of this method and the
effectiveness of its three phases: initialization, greedy improvement, and local search.
In Table 2.8, we show for each scheduling policy, the performance of the simulation
optimization method for calculating base stock levels on the various test beds in
Section 2.6. In the column ’Greedy’, we show the average cost reduction (shown
in bold face) as well as the minimum and the maximum cost reduction (shown in
parenthesis) obtained at the end of the greedy phase compared to the cost obtained in
the initialization phase. In the column ’Local search’, we show the average, minimum,
and maximum cost reduction obtained in the local search phase compared to the end
solution in the greedy phase. Finally, we show the maximum and the average required
CPU time (in minutes) for the entire simulation optimization approach (i.e. sum of
the CPU times of all three phases). The reported CPU times are obtained on an Intel
2.16 GHz processor with 8 GB RAM (standard laptop).

Table 2.8 shows that the greedy phase in the simulation optimization method for
calculating base stock levels often realizes big cost reductions. The table also shows
that local search phase is much less effective, although it still achieves significant
improvements for certain problem instances. The last two columns show that the
computation times of our simulation optimization method are acceptable. Only for a
few problem instances (all with a utilization rate of 0.95) it needs more than 1 hour,
but never more than 4.5 hours. Not shown in the table, but worth mentioning, is
that the greedy phase usually requires only 1, 2, or 3 simulation runs (and never more
than 7). Also interesting to know is that in most problem instances, the local search
phase is responsible for more than 90% of the total CPU time.
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Test bed Policy Greedy Local search CPU time
impr(%) impr(%) (minutes)

avg max
Experiment I My-Sim 7.5 (0.0,26.1) 0.6 (0.0,4.4) 8.0 12.7

SR-Sim 17.0 (0.0,49.5) 0.4 (0.0,3.2) 6.6 10.6
RH-Sim 16.4 (0.0,49.1) 0.3 (0.0,2.7) 6.8 12.0

Experiment II My-Sim 10.8 (0.0,37.7) 1.6 (0.0,8.5) 13.7 68.8
(exp. prod. times) SR-Sim 13.6 (0.0,38.2) 1.3 (0.0,4.7) 13.2 78.5

RH-Sim 12.2 (0.0,37.8) 1.6 (0.0,6.7) 17.3 64.5

Experiment II My-Sim 21.6 (0.0,74.1) 1.7 (0.0,7.9) 16.1 158.1
(det. prod. times) SR-Sim 23.5 (0,0,74.1) 0.9 (0.0,5.5) 13.7 155.6

RH-Sim 22.0 (0,0,74.7) 1.6 (0.0,7.9) 18.6 258.9

Table 2.8 Performance simulation optimization method for calculating base stock levels

2.8. Conclusions

We conclude by summarizing our main results and pointing out opportunities
for future research We studied a production/inventory system consisting of one
production line and multiple products. Finished goods are kept in stock to serve
stochastic demand. Demand is fulfilled immediately if there is an item of the requested
product in stock and otherwise it is backordered and fulfilled later. The objective is
to minimize holding and backordering costs. We developed three new production
policies. The best new production policy consists of a rolling horizon scheduling
policy and a simulation optimization method for calculating base stock levels and
is denoted as the RH-Sim policy. The developed simulation optimization method is
generic in the sense that it can be combined with any scheduling policy.

In this chapter, we compared the performance of the three new production policies
against the myopic allocation approach proposed in Peña Perez and Zipkin (1997).
To the best of our knowledge, this is the best existing production policy that can be
applied to problem instances with more than just 2-3 products. First, we showed on
a test bed with two products that the optimality gap of the proposed RH-Sim policy
is small. The average and the maximum optimality gap over all examined problem
instances are 3.4% and 11.6% respectively. This is a clear improvement compared to
the myopic allocation approach.

Second, we showed that the simulation optimization method finds near-optimal base
stock levels for all evaluated scheduling policies. Third, we showed that the difference
in total cost between the optimal production policy and the optimal base stock
production policy can be more than 10% for certain problem instances. Finally, we
showed on a test bed with ten products that the proposed RH-Sim policy outperforms
all other evaluated production policies. In particular, it can achieve cost reductions up
to 30% compared to the myopic allocation approach in case of (very) heterogeneous
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products.

For future research, we suggest to investigate the applicability of the proposed RH-
Sim policy to other inventory systems such as repair-to-stock systems. Furthermore,
it would be interesting to gain insights in the structure of the optimal production
policy for systems with a non-preemptive discipline. Finally, it would be interesting to
further develop the simulation optimization method for calculating base stock levels.
In the conclusions of this thesis (Section 5), we discuss four promising directions for
improvement.

2.A. Calculation of E(P |w)

Let P represent an exponentially distributed time variable with mean 1/µ. Consider
a queuing system where customers arrive according to a Poisson distribution with
constant rate λ. In this appendix, we show that E(P |w), the expectation of a time
interval given that during this time interval w customer arrivals occur, is equal to
(w + 1)/(λ+ µ).

Using the definition of conditional expectation and the property that the number
of Poisson arrivals during an exponentially distributed time interval with mean 1/µ
has a geometric distribution with success probability 1

1+λ
µ

, we obtain the following

expression for E(P |w):

E(P |w) =

∞∫
0

t µe−µ t (λ t)w

w! e−λ t dt

(1− 1
1+λ

µ

)w ( 1
1+λ

µ

)
(2.14a)

Rearranging terms, and using that (λ+µ)w+2 tw+1

(w+1)! e−(λ+µ) t is the probability density

function of the Erlang distribution with parameters (w+2) and (λ+µ), we can rewrite
expression (2.14a) as follows:

E(P |w) =

µλw (w+1)
(λ+µ)w+2

∞∫
0

(λ+µ)w+2 tw+1

(w+1)! e−(λ+µ) t

(1− 1
1+λ

µ

)w ( 1
1+λ

µ

)
(2.14b)

=

µλw (w+1)
(λ+µ)w+2

(1− 1
1+λ

µ

)w ( 1
1+λ

µ

)
(2.14c)

Finally, we obtain the desired result E(P |w) = (w + 1)/(λ + µ) from (2.14c) via
straightforward algebraic manipulations.
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2.B. Illustration couplings A, B, C, and D

Figures 2.3(a)-2.3(d) give a qualitative picture on how demand rates, production
rates, and inventory holding cost are coupled in each of the four considered scenarios
in Experiment II in Section 2.6.3. Please note that the Y-axis is not to scale.

h

λ

μ

Products �

1     2    3     4     5    6     7    8    9   10

(a) Coupling A

μ

h

μ

λ

Products �

1     2    3     4     5    6     7    8    9   10

(b) Coupling B

h

μ

Products �

1     2    3     4     5    6     7    8    9   10

λ

(c) Coupling C

h

λ

Products �

1     2    3     4     5    6     7    8    9   10

μ

(d) Coupling D

Figure 2.3 Couplings between demand rates, production rates, and holding costs



Chapter 3

Dynamic control in repairable
inventory systems

In this chapter, we consider a repairable inventory system consisting of one repair
facility and one stockpoint. Spare parts of multiple repairable SKU-s are kept in stock
to serve an installed base of advanced technical systems. Part requests are met from
stock if possible, and backordered otherwise. Each backordered request corresponds
to a technical system that is down. Initial spare parts supplies must be determined
before technical systems are installed and cannot be altered later. In the literature,
the initial spare parts supply of an SKU is often referred to as the circulation stock or
base stock level. The repair facility is modeled as a non-preemptive single server and
the objective is to minimize the procurement cost and the average down-time cost.

The repairable inventory problem is a true hierarchical planning problem that consists
of a strategic/tactical problem (calculating the circulation stock of each SKU) and an
operational planning problem (scheduling failed parts repair). Recall that in Chapter
2, we decomposed the production/inventory problem in a similar way. There, we used
base stock levels to dictate when production must be switched off and on and we used
scheduling policies to prioritize production jobs. Both in the repairable inventory
problem and in the production/inventory problem, base stock levels represent targets
on the number of items ready to serve customer demand. The role of the base stock
levels in both problems is however fundamentally different. In production/inventory
systems, base stock levels are policy parameters whose values can be changed at
any moment at no cost. Consequently, base stock levels can (and will) be updated
continuously according to the latest available (demand) forecast information. In
repairable inventory systems, however, base stock levels represent physical stocks
that must be determined once and for all. This implies that any misalignments
between base stock levels and demand forecast cannot be solved and will remain to
exist. In particular in repairable inventory systems, such misalignments are realistic
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because base stock levels must be set before there is an installed base and part
failures can be observed and monitored. All this implies that it is important that
policies for scheduling failed parts repair do not only perform well under optimized
base stock levels but also perform well in case of sub-optimal base stock levels.
There are two other important differences between this chapter and the chapter on
production/inventory systems. First, the input data is really different. The SKU-
s in repairable inventory systems are far less homogeneous (in terms of unit costs,
demand rates, and repair times) than in production/inventory systems. We take
this into account when setting up the numerical experiments. Second, we consider
more scheduling policies. Besides all scheduling policies evaluated in Chapter 2,
we also consider some scheduling policies from the repairable inventory literature.
For a complete description of the similarities and differences between the repairable
inventory problem and the production/inventory problem, we refer to Section 3.3.4.

In this chapter, we propose a new solution method for the repairable inventory
problem. It consists of a simulation optimization method for optimizing initial
spare parts supplies and a rolling horizon policy for scheduling failed parts repair.
In extensive numerical experiments, we compare the performance of the proposed
solution method to various other solution methods.

This chapter is a major extension of the work in Tiemessen and Van Houtum (2013).
Extensions include the evaluation of some new dynamic heuristics (existing ones and
self-developed ones), a comparison with the static priorities method proposed in Adan
et al. (2009), and the optimization of base stock levels. It will turn out that the self-
developed heuristic outperforms all existing heuristics (and thus also all heuristics
evaluated in the paper).

3.1. Introduction

In this chapter, we study the provisioning of repairable inventory for critical
components of advanced technical equipment, such as oil platforms, power plants,
and airplanes. Such equipment is often critical for the primary processes of its users,
and thus high fractions of up-time are required. For high-tech systems, usually a
large part of the total support cost consists of spare parts cost. This is for spare parts
usage, for having spare parts on stock in locations at close distance of the installed
systems, for repair of failed parts, and for transportation of the parts.

Inventory control may have a large effect on the total spare parts cost. What has
been studied extensively is the so-called system approach, in which the inventory
control is directly focused on availability of systems instead of target service levels for
individual Stock Keeping Units (SKU-s). This has been studied in single-location and
multi-echelon settings and dates back to Sherbrooke (1968) and Muckstadt (1973). It
has been shown that, under given system availability constraints, the system approach
may lead to large reductions in inventory holding cost compared to the straightforward
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item approach (cf. Sherbrooke (2004) and Muckstadt (2005)). In these comparisons,
the lead times (consisting of transport time, waiting time, and repair time) of each
failed spare part are considered as given. Obviously, the optimal inventory holding
cost decreases if it would be possible to reduce these lead times. Unfortunately,
reducing lead times for all SKU-s usually requires additional investments in the
physical infrastructure (logistics network and/or repair capacity). An interesting
research direction is to investigate if it is possible to reduce inventory holding cost
without additional investments via smart scheduling of failed parts repair (and thereby
influencing the repair times lead times). Sleptchenko et al. (2005) and Adan et al.
(2009) examined this challenging problem and showed that, in comparison to FCFS
scheduling, large cost reductions (around 40%) can be obtained by static priorities.

A major challenge in repairable inventory systems is to minimize inventory holding
cost at the stockpoints and operating cost of the repair facilities while providing
fast recovery service to customers. Costs and customer service can be influenced
simultaneously in three possible ways: (i) via choosing appropriate initial supplies
of the repairable spare parts, (ii) via choosing appropriate repair capacities, and
(iii) via smart scheduling of failed parts repair. Whereas deciding on initial supplies
and choosing repair capacities are strategic/tactical planning problems, scheduling
of failed parts repair is an operational planning problem. In this chapter, we focus
on the joint optimization of initial spare parts supplies and scheduling decisions and
assume that the repair capacities are given.

We summarize our problem setting as follows. We consider a spare parts supply
system that consists of one repair facility, one stockpoint, and multiple repairable
SKU-s. Serviceable parts are kept in stock to serve an installed base of technical
systems. When a part of one of the technical systems fails, the failed part is
immediately sent to the repair facility and at the same time a serviceable part is
requested at the stockpoint. Such a request is fulfilled immediately if there is a part
of the requested SKU in stock and otherwise it is backordered and fulfilled later. Each
backordered request corresponds to a technical system that is down. At the repair
facility, a priority rule is used to select from the set of failed parts the one to enter
into repair. Once repair is finished, the item is added to the stock of serviceable parts
and a new failed part is selected for repair.

The goal of this chapter is to develop and compare methods for optimizing the number
of items of each SKU to procure at the moment when the new technical systems are
installed, and develop and compare control policies for scheduling failed parts repair.
We focus on dynamic scheduling policies as they usually perform considerably better
than static policies (see e.g. Hausman and Scudder (1982) and Pyke (1990)).

Our main contribution consists of two parts:

• We show that with - some minor modifications - our solution method proposed
in Chapter 2 for multi-item production/inventory systems can also be applied to
repairable inventory systems. It consists of a rolling horizon scheduling policy
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and a simulation optimization method for calculating initial spare parts supplies.
To the best of our knowledge, this is the first attempt to optimize initial spare
parts supplies under a dynamic scheduling policy for problems of arbitrary size.
In extensive numerical experiments with two SKU-s, we show that the optimality
gap of the proposed solution method is usually small.

• We compare various solution methods on a wide range of large problem
instances. In extensive numerical experiments, we show that our proposed
solution method clearly outperforms the solution method consisting of FCFS
scheduling and optimal initial spare parts supplies, and the static priorities
method proposed in Adan et al. (2009). We also show that the proposed
rolling horizon scheduling policy performs better than the priority repair method
adopted by Dyna-METRIC when initial supplies are obtained via the simulation
optimization method.

The organization of this chapter is as follows. We start with a literature review
and position our research in Section 3.2. In Section 3.3, we formulate our model,
discuss important assumptions, and link our problem to the production/inventory
problem studied in Chapter 2. In Section 3.4, we discuss the simulation optimization
method for calculating the initial spare parts supplies. In Section 3.5, we describe
six scheduling policies (three new ones, two from the make-to-stock literature, and
one from the repairable inventory literature). In Section 3.6, we carry out extensive
numerical experiments to compare the solution methods on a test bed containing
problems of real-life size. In Section 3.7, we discuss two extensions of the base model.
Finally, we give our conclusions and suggestions for future research in Section 3.8.

3.2. Literature review

Our work contributes to a rich literature on spare parts inventory models. The
literature that is most related to the work in this chapter, comes from four streams.

In the first stream of literature, ample repair capacities are assumed, the models are
focused on optimal control for multiple items in multi-echelon systems, and targets
are typically set in terms of system availability. This stream started with the seminal
paper of Sherbrooke (1968) on the METRIC model. Since then, numerous extensions
and variants have been developed such as Mod-METRIC (Muckstadt (1973)), and
Vari-METRIC (Slay (1984)). In a recent contribution, Van der Heijden et al. (2012)
construct a multi-echelon, multi-indenture model in which standard throughput times
can be reduced at additional cost. The authors show that throughput time reductions
downstream in the supply chain are most effective. For a comprehensive overview of
this stream, see the references in Sherbrooke (2004) and Rustenburg et al. (2003).
The assumption of ample repair capacities in this stream facilitates the analysis, but
is not always justified in reality. It can lead to a poor allocation of stocks in systems
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with highly utilized repair facilities (cf. Van Harten and Sleptchenko (2003) and
Sleptchenko et al. (2002)). The difference between our work and the work in this
stream is that we do not not assume ample repair capacities.

In the second stream of literature, various ways to model finite repair capacities have
been studied. Most papers in this stream are based on queuing type models with
exponential servers and the FCFS service discipline; see Gross et al. (1983), Albright
and Gupta (1993), Diaz and Fu (1997), and Zijm and Avşar (2003). In much of this
work, the focus is on the development of approximate evaluation algorithms, and if
optimization is applied, this is generally limited to systems with a limited number of
SKU-s. An interesting contribution in this stream is Adan et al. (2009) where the
authors develop a method for jointly optimizing initial spare parts supplies and static
scheduling priorities for systems with identical average repair rates. Their method is
applicable to systems with an arbitrary number of SKU-s. What differentiates our
work from this stream, is that we consider dynamic scheduling policies for systems
with an arbitrary number of SKU-s.

Dynamic scheduling policies are policies that use the state of the system when making
scheduling decisions. They lie in between static policies, such as FCFS, and dynamic
programming approaches, that are interesting from a scientific point of view but
impractical in real-life use because of their computational intractability. Several
studies pointed out that scheduling policies that use real-time stock level information
outperform scheduling policies that do not; see e.g. Hausman and Scudder (1982)
and Pyke (1990). Dynamic scheduling policies for inventory models have also been
studied in the literature.

In the third stream of literature, dynamic scheduling policies for repairable inventory
models are studied. An important contribution in this stream is the Dyna-Metric
model presented in Hillestad (1982). Unlike other METRIC models, it uses simulation
to evaluate system performance and supports two repair scheduling rules: (i) priority
repair, and (ii) random scheduling. Another related contribution in this area is
the DRIVE system presented in Abell et al. (1992). More recent contributions
in this stream have been made by Caggiano et al. (2006) and Kat and Avşar
(2011a). Caggiano et al. (2006) develop an integrated model for making real-time
repair and inventory allocation decisions in a two-echelon repairable inventory system
with one central repair facility. Their model is a finite-horizon, periodic-review,
mathematical programming model. Kat and Avşar (2011a) consider a model where
fixed backordering costs are incurred, regardless of the time needed to satisfy the
demand. Based on numerical investigations, they show that the optimal policy to
minimize the sum of inventory holding and backordering cost is a stationary base
stock policy with switching curves and fixed base stock levels. Finally, Tiemessen and
Van Houtum (2013) compare various scheduling policies under given initial spare parts
supplies and show that the myopic(T) scheduling policy that stems from the make-
to-stock literature performs best. What differentiates our work from this stream, is
that we do not only optimize scheduling decisions but also optimize initial spare parts
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supplies.

The fourth stream of literature that is relevant to our work studies dynamic product
scheduling on a single processor of limited capacity. Hax and Meal (1975) describe
the development of a hierarchical planning and scheduling system for a multi-location,
multi-item, seasonal demand environment. They consider (among many other things)
the problem of calculating appropriate production quantities for all products for the
next time period, and propose to allocate production capacity among items with a
common set up such that the expected run-out times are equalized. With a minor
adjustment, their policy can also be applied to the repairable inventory problem. Two
other contributions in this stream that provide dynamic scheduling policies that can
be applied to the problem setting studied in this chapter are Peña Perez and Zipkin
(1997) and Ha (1997). For a detailed description of this stream, we refer to Section
2.2 of this thesis.

3.3. Problem description and model formulation

In this section, we define the problem, introduce our notation, discuss assumptions,
and formulate our model.

3.3.1 System description

We consider a single location with one repair facility and one stockpoint, where
spare parts of multiple, critical repairables are kept in stock to serve a set of
technical systems of the same type (e.g. a particular type of airplane); this set
of technical systems is also called the installed base. We distinguish I repairable
SKU-s, numbered 1, ..., I. These SKU-s occur in the configurations of the technical
systems and are subject to failures. Each part failure immediately triggers a demand
for a replacement part of the same SKU at the stockpoint and the failed part is
immediately sent to the repair facility. If the requested serviceable part is in stock,
then the demand is immediately fulfilled and there is no down-time. Otherwise, the
demand is backordered and fulfilled as soon as a serviceable part of the requested
SKU becomes available from the repair facility. In the latter case, the corresponding
technical system is down until a serviceable part is delivered. At the repair facility, a
priority rule is used to select from the set of failed parts, the one that will be repaired
next. Once repair is finished, the item is added to the stock of serviceable parts
and another failed part is selected (or the repair facility is idle in case all parts are
operational). Figure 3.1 gives a graphical representation of the system.

The lifetime of the technical systems is assumed to be long (e.g., 20− 30 years). We
therefore formulate a model with an infinite time horizon and policies for the job
scheduling at the repair facility are analyzed via a steady-state analysis. Time is
continuous, and the time horizon is [0,∞). Let Si ≥ 0 be the number of spare parts
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Figure 3.1 Spare parts supply system

of SKU i that is in stock at time t = 0. Under the assumption that all failed parts
can always be repaired and no additional parts can be purchased after t = 0, the
inventory position of SKU i always stays equal to Si. We call Si the circulation stock,
or initial supply of SKU i. In the literature it is also often referred to as the base stock
level of SKU i. Note that the circulation stocks Si, i = 1, . . . , I are decision variables
in our model.

In our model, we consider inventory holding costs and penalty costs for down-time.
Inventory holding costs consist of procurement costs and storage costs. Procurement
costs are made at time t = 0 and are linear in the circulation stock Si. As common in
cost-accounting, we assume that procurement costs are amortized over the expected
lifetime of the spare part, resulting in a linear cost that is paid per spare part per
time unit. We assume that storage costs are negligible compared to procurement
costs, such that the inventory holding costs only consist of procurement costs. For
critical components of advanced technical system this assumption seems reasonable.
The penalty costs for down-time are paid per time unit that a technical system is not
operational due to a part failure. The notation of our model is given in Table 3.1.

Let EBOi(S, π) denote the mean number of backordered demands of SKU i in steady
state; this mean only depends on the steady-state number of failed parts of SKU i in
the repair facility, which is determined by the scheduling policy π and the vector of
circulation stocks S. Our objective is to choose S and the scheduling policy π such
that the sum of inventory holding cost and average penalty cost is minimized. Under
some mild conditions this is equivalent to the following mathematical formulation:
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Parameters:
I Number of SKU-s (SKU-s are numbered 1, . . . , I)
λi Failure rate of SKU i
1/µi Average repair time of SKU i
hi Inventory holding cost per time unit per item of SKU i
b Down-time penalty cost per time unit per technical system
bi = b Down-time penalty cost per time unit per part failure of SKU i

Variables:
z Vector of net inventory levels
Si Circulation stock of SKU i

Table 3.1 Notation

min
S,π

I∑
i=1

[
hi Si + bi EBOi(S, π)

]
Si ∈ N0

(P)

3.3.2 Discussion of main assumptions

(i) Part failures for each SKU follow independent Poisson processes with constant
means. This assumption is common in spare parts logistics (see Sherbrooke
(2004)).

(ii) Repair times for each SKU are exponentially distributed and mutually indepen-
dent. All failed parts can always be repaired (no condemnation of parts). To
obtain a stable system, we assume that the system utilization rate is strictly
smaller than 1.

(iii) The repair facility is modeled as a single server, which repairs failed parts of all
SKU-s. This assumption is made to facilitate and exact analysis.

(iv) Repair of an item can not be interrupted (non-preemption).

(v) Each backordered part corresponds to a different technical system. This
implies that the average down-time can be measured via the average number
of backordered parts in steady state. Note that this assumption has been used
in the definition of the objective function in (P). This assumption is equivalent to
a negligible probability that multiple critical components of the same technical
system break down at the same time.
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3.3.3 MDP formulation

In this section, we formulate the repair scheduling problem as a continuous-time
average cost MDP with finite state and control spaces (see e.g. Bertsekas (2007a),
pp. 310-316). Because the circulation stocks must be set once and for all, we can
only formulate the MDP for given circulation stocks. State transitions and action
selections take place at time instances when one of the following two event types
occurs: (i) the repair of an item has just been completed, or (ii) a new spare part
demand has just arrived at the stockpoint.

We describe the state of the system by x = (z, j), with z = (z1, . . . , zI) the I-
dimensional vector of net inventory levels, and j ∈ {0, 1, . . . , I} a reference to the
SKU that is currently being repaired. If there is no SKU in repair, we set j equal
to 0. We define the state space S as S = { ((z1, . . . , zI), j) | zi ≤ Si, zi ∈ Z i =
1, . . . , I, j = 0, . . . , I}.

We now define the action space A and the set of admissible actions A(x) for each state
x ∈ S. The action space for our model is A = {0, 1, . . . , I}. Here, action j ≥ 1 stands
for the decision to repair an item of SKU j, and action 0 stands for the decision to
leave repair capacity unused. Because of non-preemption, the following holds for the
set of admissible actions: A(z, j) = {j} if j ≥ 1 and A(z, 0) = {1 ≤ i ≤ I | zi < Si}.

Next, we describe the transitions for our continuous-time MDP formulation. We
assume that if the system is in state x and action a is applied, the next state will be y
with probability px,y(a). The probabilities px,y(a) are called transition probabilities
(see Bertsekas (2007a), p. 306). Furthermore, we define ei for i > 0 as the I-
dimensional unit vector with a 1 at position i.

Transition type 1: initial state: x = (z, j) with j ∈ {1, . . . , I}, action: j, next event:
new part failure of SKU i, next state: y = (z − ei, j). The transition rate is λi and

the transition probability px,y(j) is equal to λi / [
∑I
n=1 λn + µj ].

Transition type 2: initial state: x = (z, j) with j ∈ {1, . . . , I}, action: j, next event:
repair job completed, next state: y = (z + ej , 0). The transition rate is µj and the

transition probability px,y(j) is equal to µj / [
∑I
n=1 λn + µj ].

Transition type 3: initial state: x = (z, 0), action: j ∈ {1, . . . , I}, next event: new
part failure of SKU i, next state: y = (z − ei, j). The transition rate is λi and the

transition probability px,y(j) is equal to λi / [
∑I
n=1 λn + µj ].

Transition type 4: initial state: x = (z, 0), action: j ∈ {1, . . . , I}, next event: repair
job completed, next state: y = (z+ej , 0). The transition rate is µj and the transition

probability px,y(j) is equal to µj / [
∑I
n=1 λn + µj ].

Transition type 5: initial state: x = (z, 0), action: 0, next event: new part failure
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of SKU i, next state: y = (z − ei, 0). The transition rate is λi and the transition

probability px,y(j) is equal to λi / [
∑I
n=1 λn].

The mean transition period lengths τ(x, a) for all state/action pairs directly follow
from the transition rates: We conclude our MDP formulation with the specification
of the expected single stage cost G((z, j), a) when choosing action a in state (z, j).
Since there is no cost associated with the action, we have that G((z, j), a) =

τ(x, a) b
∑I
n=1 max(−zn, 0).

Before we can calculate the optimal scheduling policy from the MDP, we must truncate
the state space. For this purpose we introduce for each SKU i a minimum net
inventory level (denoted as Lmini ). This requires a small modification in the transition
probabilities and the admissible actions at the borders of the truncated state space; for
states (z, j) with zi = Lmini for some i = 1, . . . , I, we replace the transition from (z, j)
to (z−ei, j) with a transition from (z, j) to itself. The state space for our model now
reads as: S = { ((z1, . . . , zI), j) | Lmini ≤ zi ≤ Si, zi ∈ Z, i = 1, . . . , I, j = 0, . . . , I}.
We choose Lmin such that an increase of the state space has no significant impact on
the average cost obtained from the MDP with the truncated state space.

To obtain the optimal scheduling policy we transform the continuous-time MDP into
a discrete-time MDP by applying a technique called uniformization (see e.g Bertsekas
(2007a), pp. 288-295). The uniformization procedure consists of three steps: In the
first step, we determine a new transition period length τ such that τ ≤ τ(x, a) for

all x ∈ S and a ∈ A. It is easy to see that τ = 1 / [ max(µj) +
∑I
n=1 λn ] is an

appropriate choice. In the second step, we add transitions from state x and action
a ∈ A(x) to itself. The transition rates for these fictitious transitions are chosen
such that τ(x, a) = τ for all x ∈ S and a ∈ A(x). In the third step, we recalculate
the transition probabilities taking into account the fictitious transitions added in the
previous step.

We now obtain the desired discrete-time MDP by replacing the exponentially
distributed transition period lengths by constant transition period lengths with the
same mean. The optimal average cost rate and the optimal action in each state
can be obtained by solving the Bellman optimality equations for the (discrete-time)
average cost MDP. The generic form of these optimality equations can found in (2.1).
Note that due to the so-called curse of dimensionality, the MDP analysis is only
computationally feasible for small problem instances.

3.3.4 Link to multi-item production/inventory systems

In this section, we discuss the similarities and differences between repairable inventory
systems and multi-item production/inventory systems. The goal of this qualitative
analysis is to understand how the production policies that have been developed
and/or evaluated in Chapter 2 can be applied to the repair environment. Obviously,
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there are many similarities between repairable inventory systems and multi-item
production/inventory systems. In both settings, there is one stockpoint, where stock
is kept to serve stochastic demand. If the requested part is in stock it is issued
immediately, otherwise it is backordered and fulfilled later. In both settings, there is
a limited resource (production capacity or repair capacity) that can be used to increase
on-hand stock. Finally, in both settings the objective is to minimize inventory holding
and backordering costs.

There are however also some important differences between the repairable inventory
problem studied in this chapter and the production/inventory problem studied in
Chapter 2. These differences are listed below.

• In the repairable inventory problem, the circulation stocks must be set upfront
and cannot be changed later. Typically, the circulation stocks are determined
based on expected failure rates and the available financial budget. Since the
expected lifetime of the technical systems is long (at least more than 10 years),
it can very well happen that at a certain point in time the observed failure
rates differ from their original forecasts. In that case, there is a misalignment
between circulation stocks and failure rates that cannot be solved. In the
production/inventory problem, such misalignments are not possible because
base stock levels can be changed at any moment at no cost.

• In the repairable inventory problem, the inventory holding cost of each SKU only
depends on the (constant) circulation stock. This means that in the scheduling
logic, inventory holding costs are irrelevant. In the production/inventory
problem, the inventory holding cost of each SKU however depends on the on-
hand stock (and thus on the scheduling logic).

• In repair environments, the number of SKU-s that must share the same limited
capacity is usually much higher than in production environments.

• In repair environments, the spread in demand rates and the spread in the
inventory holding costs (hi) across all SKU-s are much higher.

• In the repairable inventory problem as described in the chapter, the backordering
costs are identical across all SKU-s because all part failures relate to the
same type of advanced technical system. In production/inventory systems, the
backordering costs can be different.

3.4. Simulation optimization method for calculating
circulation stocks

In this section, we propose an iterative method for calculating an appropriate
of circulation stocks S under a scheduling policy π with given index functions
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Gπi (z). The method uses discrete event simulation to examine the performance
of candidate circulation stock vectors and consists of three phases: initialization,
greedy improvement, and local search. The method is very similar to the simulation
optimization method described in Section 2.4. We take that method as starting point
and explain how it can be adjusted for the repairable inventory problem.

Phase 1: Initialization
No changes compared to Phase 1 in Section 2.4. So, we still use the workload threshold
in (2.2) and the index functions in (2.8) to determine the initial circulation stock
vector.

Phase 2: Simultaneous base stock level updates
Recall that the greedy improvement phase in Section 2.4 consists of an iterative
procedure where multiple circulation stocks can be changed simultaneously. In each
iterationm, it simulates the system with scheduling policy π and circulation vector Sm

and calculates the average cost C(Sm, π) and the normalized queue length histograms
Ai(S

m, π, k), k ≥ 0 for all SKU-s i = 1, . . . , I. In each iteration, it updates all
circulation stocks simultaneously according to:

Sm+1
i = arg min

u

[
Ci(u,S

m, π)

]
1 ≤ i ≤ I

where Ci(u,S
m, π) represents the average total cost of SKU i associated with

circulation stock u and normalized queue length histogram Ai(S
m, π, k), k ≥ 0.

So far, this is identical to the method described in Section 2.4. However, to take
into account that in the repairable inventory problem inventory holding costs only
depend on the circulation stock (and not on the on-hand stock as is the case in the
production/inventory problem), we change the definition of Ci(u,S

m, π). Instead of
using formula (2.3), we use following expression:

Ci(u,S, π) =

[
u · hi

]
+

∞∑
k=u+1

[
Ai(S, π, k) · (k − u) · bi

]
(3.1)

Phase 3: Local search
No changes compared to Phase 3 in Section 2.4. So, the neighborhood of a solution
S still consists of all non-negative circulation stock vectors S′ that can be obtained
from S by increasing or decreasing the base stock level of exactly one product. For a
given base stock level S, we evaluate all its neighbors via simulation and jump to the
neighbor with the lowest average cost. The local search procedure terminates when
we have reached a local optimum.
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3.5. Heuristic scheduling policies

In this section, we describe seven scheduling policies for failed parts repair. They are
described in Sections 3.5.1-3.5.7. The first scheduling policy is the myopic(T) policy
proposed in Peña Perez and Zipkin (1997). The second scheduling policy is the priority
repair policy proposed in Hillestad (1982) and adopted by Dyna-METRIC. The third
scheduling policy is the switching rule proposed in Ha (1997). These three scheduling
policies are not new but have not been used in combination with methods to optimize
circulation stocks. The fourth scheduling policy is the rolling horizon scheduling policy
developed in Section 2.5.4 for production/inventory systems. The fifth scheduling
policy is the equalization of runout times method and the sixth scheduling policy is
the shortest backorder time method. Both policies have been proposed in Tiemessen
and Van Houtum (2013). The last scheduling policy we discuss in this section is
first-come, first served.

Some of the scheduling policies (myopic(T), switching rule, rolling horizon) have
already been introduced in Chapter 2 where we studied production/inventory systems.
For those scheduling policies, we build upon the descriptions in Chapter 2 and only
explain how to adjust them for repairable inventory systems. In the remainder of
this chapter, we denote the scheduling policies as ’My’ (myopic(T)), ’PR’ (priority
repair), ’SR’ (switching rule), ’RH’ (rolling horizon), ’ERT’ (equalization of runout
times), ’SBT’ (shortest backorder time), and ’FCFS’ (first-come, first served).

Recall that all considered scheduling policies (except FCFS) are index policies that
select an item of SKU n = aπ(z) = arg miniG

π
i (z), where π is the scheduling policy,

z the vector of net inventory levels, and Gπi (z) the index function associated with π.
Note that multiplying the index function with any strictly positive number does not
affect the calculated decisions. We use this property to simply the index functions as
much as possible.

3.5.1 Myopic(T)

The myopic(T) policy described in Section 2.5.1 is an index policy that selects the
SKU that maximizes the expected cost rate reduction at a carefully chosen future time
point. For the repairable inventory problem, we only need to consider the backordering
costs since circulations stocks (and thus the inventory holding costs) are fixed. We
obtain the following expression for Gi(z):

Gi(z) =

{
−bi µi ρzi+1

i if zi ≥ 0
−bi µi otherwise

(3.2)
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3.5.2 Priority repair

Priority repair is one of the two scheduling rules supported in the Dyna-METRIC
model (the other one is FCFS). If there are no active backorders, it selects the
SKU for which the on-hand stock will be exhausted first, assuming that part failures
occur as expected. Otherwise, it selects the SKU that is responsible for the most
non-operational technical systems (cf. Isaacson and Boren (1993), page 30). The
definitions of the index functions Gi(z) are given below.

Gi(z) =

{
zi/λi if z ≥ 0
zi otherwise

(3.3)

3.5.3 Switching rule

The switching rule described in Section 2.5.3 does not incorporate inventory holding
costs and can thus directly be applied to the repairable inventory problem. We obtain
the following expression for Gi(z):

Gi(z) =

{ −bi µi (1− (zi/Si)) if z ≥ 0
−bi µi if min(zj) < 0 and zi < 0
0 if min(zj) < 0 and zi ≥ 0

(3.4)

3.5.4 Rolling horizon

We develop a rolling horizon scheduling policy that is almost identical to the rolling
horizon scheduling policy presented in Section 2.5.4 for the production/inventory
problem. Both policies are index policies where the index is a weighted sum of the
expected costs associated with schedules consisting of two SKU-s; cf. equation (2.13)
in Chapter 2. Taking into account that the inventory holding cost in the repair setting
only depend on the (constant) circulation stocks, we can simplify the definition of
∆Cij(zi) in (2.11) to:

∆Cij(zi) =

[
1−

zi∑
u=0

fi(u, Pi)

]
bi
µj

+

zi∑
u=0

∞∑
w=0

fi(u, Pi) fi(w,Pj) E(Pj |w) bi

[
max{0, w−zi+uw+1 }

] (3.5)
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3.5.5 Equalization of runout times

Equalization of runout times has been proposed in Hax and Meal (1975) as a heuristic
for allocating production capacity across a group of products with a common set
up. The idea is to make allocation decisions such that all products run out at
approximately the same time. The policy calculates for an arbitrary batch run size Q,
production quantities qi for products i = 1, . . . , I such that the expected runout times
are equalized and the individual production quantities sum up to Q. Ignoring non-
negativity constraints on qi, the production quantities that achieve this are described

by qi = −xi + λi

[
Q+

∑I
n=1 xn

]
/

[∑I
n=1 λn

]
.

In order to apply the idea behind equalization of runout times to the repairable
inventory problem, we design a modified version that works as follows. If there
are no backorders, we calculate the production quantities qi, i = 1, . . . , I for an
infinitesimally small batch run size Q = ε and select the SKU with the highest qn.
Otherwise, we select among all SKU-s with backorders the one with the shortest
average repair time. The definitions of the index functions Gi(z) that implement this
logic are given below.

Gi(z) =


zi − λi

[ I∑
n=1

zn

I∑
n=1

λn

]
if z ≥ 0, z 6= 0

−λi if z = 0
−µi if zi < 0
0 otherwise

(3.6)

3.5.6 Shortest backorder time

This policy has been proposed in Tiemessen and Van Houtum (2013). If there are no
backorders, it selects the SKU with the shortest expected time until the next backorder
(assuming that no new serviceable parts become available in the meantime). If there
are backorders, it selects among all SKU-s with at least one active backorder the
one with the shortest average repair time. The index functions Gi(z) are defined as
follows.

Gi(z) =

{
(zi + 1)/λi if z ≥ 0
−µi if zi < 0
0 otherwise

(3.7)
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3.5.7 FCFS

FCFS handles repair jobs in order of arrival. In terms of steady state behavior, FCFS
is equivalent to the scheduling policy that randomly picks a job from the pool of
outstanding repair jobs. We use this property to derive an analytical expression for
the optimal circulation stocks in case of FCFS scheduling and identical average repair
times µi = µ, i = 1, . . . I. Let pj , j ∈ N0 denote the probability that the total number
of failed parts in the system is equal to j. Since all average repair times are identical,
the steady states probabilities follow from the classical M |M |1 queuing model.

pj = (1− ρ) ρj (3.8)

where ρ =
I∑
i=i

λi/µ.

Next, we define P ij as the steady state probability that the number of failed parts
of SKU i in the system is equal to j. In case of identical average repair times, the
number of failed parts of SKU i given that the total number of failed parts is equal
to j can be described by a Binomial distribution with parameters j and λi/Λ with

Λ =
∑I
i=1 λi. Together with expression (3.8), we then obtain

P ij =

∞∑
k=j

[(
k

j

)
(
λi
Λ

)j (1− λi
Λ

)k−j pk

]
(3.9)

Note that in FCFS the scheduling decisions (and thus also the values of P ij ) do
not depend on the circulation stocks. Consequently, the average total cost C(S) for
circulation stock vector S can be written as follows.

C(S) =

I∑
i=1

[
hi Si +

∞∑
j=Si+1

b (j − Si)P ij
]

(3.10)

Expression (3.10) is separable per SKU and the optimal circulation Si for SKU i can
be obtained immediately from:

Si = arg min
u∈N0

[
hi u+

∞∑
j=u+1

b (j − u)P ij

]
(3.11)

An alternative to the analytical approach described above, is to use simulation and
replace P ij by the fraction of the time during the simulation run that the number of
failed parts of SKU i is equal to j. Since the scheduling decisions (and thus these
fractions) do not depend on the circulation stocks, we only need one simulation run (in
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order to obtain reliable estimates of P ij ). The advantage of the simulation approach
is that it can handle identical and non-identical average repair times in the same way.

3.6. Numerical experiments

In this section, we investigate the performance of the scheduling policies and the
simulation optimization method via numerical experiments. We have the following
objectives in conducting numerical experiments. First, we investigate the optimality
gap of the various solution methods. Second, we investigate the relative performance
of the various solution methods on a test bed containing problem instances of real-
life size and explore how the relative performance depends on the various problem
characteristics. We distinguish between identical and non-identical average repair
times because for only for identical average repair times we can apply the static
priorities method presented in Adan et al. (2009). This method is very useful to
investigate the potential benefits of dynamic scheduling as it calculates a (near-
) optimal combination of static repair priorities and circulation stocks. Third, we
investigate the relative performance of the various solutions methods for given sub-
optimal circulation stocks.

To meet the first objective, we define a numerical experiment with a test bed
containing problem instances with two SKU-s (Experiment I, Section 3.6.1). For
all problem instances in this test bed, we can calculate the optimal scheduling policy
and the optimal circulation stocks. In this experiment, we use relative value iteration
to evaluate the performance of each solution method. To meet the second objective,
we define two numerical experiments (II and III), each with a test bed containing
problem instances with 20 SKU-s. In Experiment II (Section 3.6.2), we consider non-
identical average repair times. In Experiment III (Section 3.6.3), we consider identical
average repair times and we include the static priorities method in our comparisons.
In Experiments II and III, we cannot calculate the optimal solution due the large
problem sizes and we use discrete event simulation to evaluate solutions. To meet the
third objective, we define a numerical experiment with a test bed containing problem
instances with 20 SKU-s and given circulation stocks. The circulation stocks are
chosen such that they do not perfectly match the specified part failure rates; some
circulation stocks may be too high while others may be too low (cf. Experiment IV,
Section 3.6.4).

3.6.1 Experiment I

In this experiment, we consider problem instances with two SKU-s, independent
Poisson demand, and independent exponentially distributed repair times. We assume
that λ1/µ1 = λ2/µ2 = (1/2) ρ, and h1 = 1. We examine three different repair rate
vectors; namely µ = (1, 1), µ = (1, 4), and µ = (4, 1); three values of ρ (0.70, 0.80,
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and 0.90); three values of h2/h1 (0.5, 0.1, and 0.01) and two values of b (20 and
80). The structure of the test bed is thus similar to the test bed in Section 2.6.1
for production/inventory systems, but some of the parameter values are different. In
particular, we choose higher ratios between the maximum and the minimum inventory
holding cost as this is typical for repairable inventory systems.

The optimal average costs as well as the optimality gaps of the heuristic solution
methods are shown in Tables 3.2-3.4. Each table contains the results of one of the
three repair rate vectors.

Input parameters Avg Cost Optimality gap(%)
ρ h2/h1 b Opt My PR SR RH ERT SBT FCFS

0.9 0.5 20 25.10 0.0 0.0 3.2 0.0 0.0 0.0 22.9
0.9 0.5 80 32.61 0.0 0.0 3.4 0.0 0.0 0.0 26.6
0.9 0.1 20 10.78 0.1 0.1 4.7 0.1 0.1 0.1 108.9
0.9 0.1 80 13.71 0.0 0.0 7.9 0.0 0.0 0.0 119.9
0.9 0.01 20 6.03 0.1 0.1 5.0 0.1 0.1 0.1 229.2
0.9 0.01 80 7.94 0.0 0.0 5.2 0.0 0.0 0.0 237.8
0.8 0.5 20 12.88 0.0 0.0 2.9 0.0 0.0 0.0 15.5
0.8 0.5 80 16.90 0.4 0.4 2.9 0.4 0.4 0.4 18.4
0.8 0.1 20 6.97 0.2 0.2 4.2 0.2 0.2 0.2 55.7
0.8 0.1 80 8.94 0.2 0.2 6.0 0.2 0.2 0.2 63.8
0.8 0.01 20 4.87 0.1 0.1 3.1 0.1 0.1 0.1 96.2
0.8 0.01 80 6.42 0.1 0.1 4.6 0.1 0.1 0.1 102.7
0.7 0.5 20 8.57 0.8 0.8 2.1 0.8 0.8 0.8 11.0
0.7 0.5 80 11.34 0.6 0.6 1.7 0.6 0.6 0.6 13.7
0.7 0.1 20 5.20 0.0 0.0 2.6 0.0 0.0 0.0 33.3
0.7 0.1 80 6.87 1.8 1.8 4.5 1.8 1.8 1.8 37.0
0.7 0.01 20 4.01 0.0 0.0 1.3 0.0 0.0 0.0 52.2
0.7 0.01 80 5.40 0.1 0.1 2.5 0.1 0.1 0.1 55.2
average 0.3 0.3 3.8 0.3 0.3 0.3 72.2
maximum 1.8 1.8 7.9 1.8 1.8 1.8 237.8

Table 3.2 Experiment I: gap analysis for µ = (1, 1)
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Input parameters Avg Cost Optimality gap(%)
ρ h2/h1 b Opt My PR SR RH ERT SBT FCFS

0.9 0.5 20 27.60 2.9 10.0 3.1 0.9 3.5 3.8 48.4
0.9 0.5 80 36.79 2.3 7.3 3.0 0.1 2.2 1.9 47.9
0.9 0.1 20 15.71 4.4 8.5 23.8 2.3 4.0 3.6 31.9
0.9 0.1 80 20.11 3.2 6.1 35.7 1.7 3.5 3.7 35.5
0.9 0.01 20 6.42 0.3 1.2 34.0 0.1 0.4 0.4 121.3
0.9 0.01 80 8.34 0.5 1.3 61.6 0.2 0.5 0.4 130.0
0.8 0.5 20 14.61 6.3 8.0 3.2 0.0 4.1 3.1 34.3
0.8 0.5 80 19.50 5.9 5.8 2.5 0.0 3.4 1.9 34.7
0.8 0.1 20 8.72 3.7 5.7 18.8 0.6 3.1 3.6 17.9
0.8 0.1 80 11.40 2.8 4.2 23.9 0.1 2.2 1.7 19.8
0.8 0.01 20 4.72 0.4 1.2 22.4 0.1 0.6 0.4 53.5
0.8 0.01 80 6.44 0.7 0.8 34.6 0.1 0.4 0.5 53.8
0.7 0.5 20 9.94 6.3 6.9 2.6 0.3 4.7 2.6 25.0
0.7 0.5 80 13.37 9.0 6.1 2.8 0.0 2.9 2.0 25.2
0.7 0.1 20 6.07 3.1 5.0 8.8 0.0 3.0 2.0 11.4
0.7 0.1 80 8.05 3.4 3.5 11.7 0.5 2.5 2.6 11.7
0.7 0.01 20 3.92 0.3 1.5 11.8 0.1 0.5 0.3 24.8
0.7 0.01 80 5.24 1.0 0.7 21.7 0.0 0.4 0.8 27.0
average 3.1 4.7 18.1 0.4 2.3 2.0 41.9
maximum 9.0 10.0 61.6 2.3 4.7 3.8 130.0

Table 3.3 Experiment I: gap analysis for µ = (1, 4)

Input parameters Avg Cost Optimality gap(%)
ρ h2/h1 b Opt My PR SR RH ERT SBT FCFS

0.9 0.5 20 22.75 1.7 7.1 3.3 0.1 1.9 2.0 140.3
0.9 0.5 80 29.75 1.9 6.1 3.1 1.1 1.5 2.0 148.0
0.9 0.1 20 13.05 1.7 4.3 1.3 0.1 2.0 0.9 275.6
0.9 0.1 80 16.99 0.6 3.0 1.4 0.2 2.0 0.9 289.8
0.9 0.01 20 9.92 0.6 0.4 0.4 0.2 0.2 0.2 375.9
0.9 0.01 80 13.17 0.1 0.2 0.5 0.1 0.1 0.1 386.2
0.8 0.5 20 14.05 2.0 4.6 2.2 1.1 2.1 1.9 82.5
0.8 0.5 80 18.66 2.4 3.1 1.6 0.3 1.5 1.4 87.7
0.8 0.1 20 9.65 0.6 1.3 0.8 0.1 0.7 0.5 135.5
0.8 0.1 80 12.87 0.7 0.9 0.8 0.0 0.6 0.3 141.7
0.8 0.01 20 8.21 0.1 0.2 0.1 0.0 0.1 0.1 165.3
0.8 0.01 80 11.12 0.1 0.1 0.2 0.1 0.1 0.1 169.3
0.7 0.5 20 10.36 1.8 3.5 1.2 0.0 1.8 1.1 52.7
0.7 0.5 80 14.07 2.8 2.8 1.2 0.0 1.3 0.8 55.7
0.7 0.1 20 7.69 0.5 1.0 0.3 0.0 0.5 0.5 80.1
0.7 0.1 80 10.51 0.8 0.7 0.4 0.0 0.5 0.2 83.1
0.7 0.01 20 6.81 0.1 0.1 0.1 0.0 0.1 0.0 94.1
0.7 0.01 80 9.42 0.1 0.1 0.2 0.0 0.1 0.0 95.8
average 1.0 2.2 1.1 0.2 0.9 0.7 158.9
maximum 2.8 7.1 3.3 1.1 2.1 2.0 386.2

Table 3.4 Experiment I: gap analysis for µ = (4, 1)
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We see that for identical average repair times (Table 3.2), the optimality gaps of all
solution methods, except SR and FCFS, are very small (i.e. less than 2% for all 18
problem instances). The SR solution method performs significantly worse than the
other dynamic solutions, but still reasonably well (maximum optimality gap of 8%).
As expected, FCFS performs poorly. An interesting observation is that RH, My, PR,
ERT, and SBT perform equally well on all problem instances. A deeper investigation
showed that the calculated circulation stocks and scheduling policies are identical.

In Table 3.3 where we consider non-identical average repair times, we see that the
performance differences among solution methods get much bigger. While RH still
shows excellent performance, the optimality gaps of SR, My, and PR grow to 9%
and more. In particular, the big optimality gaps for SR are remarkable. To better
understand this behavior, we must take a deeper look at the problem instances in
Table 3.3. In all instances, the cheaper product (i.e. product 2) also has the lower
average repair time. Obviously, this makes it attractive to invest in the circulation
stock of product 2. In particular if h2/h1 ≤ 0.1, the holding cost difference is so
big that the optimal solution will (almost) always prioritize product 1 over product
2 when scheduling failed parts repair in order to minimize the circulation stock of
the expensive product 1. The problem with the SR solution method is that it cannot
really operate according to static priorities, no matter how circulation stocks are
chosen. We can illustrate this on a simple example. Suppose that S = (5, 100) and
µ = (1, 1). Furthermore, assume that the on-hand stock of SKU 1 is equal to 4 (i.e.
z1 = 4). Then, the switching rule will decide to repair an item of SKU 2 whenever
z2 < 80. If µ = (1, 4), the switching rule even decides to repair an item of SKU 2
whenever z2 < 95. This example shows that the switching rule may have difficulties
in situations where inventory holding costs differ so much that a simple hierarchical
repair rule (’first repair failed parts of SKU 1 then repair failed parts of SKU 2’) will
do a good job.

In Table 3.4, we see that all solutions methods (except FCFS) perform reasonably well
again and that RH performs better than all other solution methods. In particular,
SR seems to profit from the fact that the cheaper product now also has the lower
average repair time such that it will often get a low priority.

Summarizing, we learn from Experiment I that the RH solution method performs best.
It has a maximum optimality gap of only 2.3% over all 54 problem instances and for
each problem instance it performs at least as good as all other solution methods. We
also learn that the SR solution method is not robust in the sense that its optimality
gap can grow beyond 60% under certain circumstances. Finally, as expected, the cost
savings compared to FCFS are enormous.

3.6.2 Experiment II

In this experiment, we consider problem instances with 20 SKU-s. This allows us to
investigate how the results obtained in Experiment I scale to larger problem instances.
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Results have been obtained via discrete event simulation because an MDP analysis
is computationally infeasible. When evaluating the performance of different solution
methods on a particular problem instance, we us the same random seed reval and the
same simulation length for all solution methods. In order to guarantee unbiased cost
estimates, the random seed reval has a different value than the random seed rcalc that
is used inside the simulation optimization method for calculating circulation stocks.

The length of each simulation run depends on the problem instance and is chosen such
that the probability that the simulated average cost differs more than 1% from its
expected value is less than approximately 5%. To achieve this, we adopt the method of
non-overlapping batch means described in Appendix A. We execute this method with
a warming-up period of 2,000,000 demands and 20 batches of initial size 2,000,000.
As long as the desired 99% accuracy is not reached, the batch size is doubled and
the existing batches are reorganized. To avoid the risk of excessive run-times, we
always terminate the simulation run after the batch size has reached 8,000,000. As
a consequence, the desired 99% accuracy at a 95% confidence level was reached for
all but one instances. For this specific instance (high utilization rate, high spread in
average repair times, high backordering costs), the simulated average costs of ERT
and SBT had accuracies of only 97.3% respectively 98.8% (at a 95% confidence level).
For the other solution methods the desired 99% accuracy was reached.

The test bed in this experiment is similar to the one used in Adan et al. (2009). The
main difference is that they consider identical average repair times while we consider
non-identical average repair times (note that we consider identical average repair times
in Experiment III). The test bed is a full factorial design on five parameters: (i) the
maximum repair rate across all SKU-s (µmax); (ii) type of coupling between demand
rates and repair rates (’coupling’); (iii) the utilization rate (ρ); (iv) the minimum
inventory holding cost across all SKU-s (hmin); and (v) the backordering cost (b).
We consider two values for µmax (4 and 16); two couplings between the demand rates
and production rates (’A’ and ’B’, explained below); three values for the utilization
rate ρ (0.70, 0.80, and 0.90); two values for hmin (1 and 100); and two values for b
(1,000 and 100,000). So, the total number of combinations for these parameters is
2×2×3×2×2 = 48. In all problem instances, the minimum demand rates lie between
λmin = 1 and λmax = 100. The maximum inventory holding cost across all SKU-s
(hmax) is set equal to 1,000. Since hmin ∈ {1, 100}, the ratio between the highest and
the lowest inventory holding cost varies from 1,000 to 10. These are common ratios
for spare parts. Finally, the minimum repair rate across all SKU-s (µmin) is equal to
1. This means that the ratio between the highest and the lowest average repair times
varies from 4 to 16.

We now explain how to construct the problem instances from the five parameter
values.

Step 1: We set λi = λmin + (λmax − λmin) (i− 1) / 19, i = 1, . . . , 20.

Step 2: For the coupling between demand rates repair rates, we consider two options
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(note that the repair rates undergo a final scaling in the Step 3):

A Repair rates grow linearly with the demand rates; µi = µmin + (λi −
λmin) (µmax − µmin)/(λmax − λmin), i = 1, . . . , 20.

B Repair rates can only take two values; µi = 1 for i = 1, 3, . . . , 19, and
µi = µmax/µmin for i = 2, 4, . . . , 20.

Step 3: To obtain the desired utilization rate, we multiply all production rates µi, i =
1, . . . , 20 with (1/ρ)

∑
(λi/µi).

Step 4: We set bi = b, i = 1, . . . , 20.

Step 5: We calculate the inventory holding cost hi, i = 1, . . . , 20 from the hyperbolic
relation between inventory holding costs and demand rates defined by
formula (3.12).

We assume a hyperbolic relation between inventory holding costs and demand rates
because this is often seen in practice (see for example the data from the Royal
Netherlands Navy in Adan et al. (2009)). The inventory holding cost parameters
hi are obtained from the following formula:

hi = max{hmin, a 110

10 + λi
+ b}, i = 1, . . . , (3.12)

In this function, a = 1
9 (hmax − hmin) and b = 10

9 h
min − 1

9 h
max. This is almost

the same function as used by Adan et al. (2009) to generate realistic data (the only
difference is that they add a small stochastic term with zero mean). A graphical
illustration of expression (3.12) is given in Figure 3.2.

In Experiment II, we can only calculate optimal circulation stocks for the FCFS
scheduling policy (cf. Section 3.5.7). For all other scheduling policies we can only
approximate the optimal circulation stocks via the simulation optimization method
described in Section 3.4. Even in the Dyna-METRIC model (which uses the PR
policy), there are no other methods than simple trial-and-error to optimize circulation
stocks. Note that Dyna-METRIC has been primarily designed as a decision support
tool for tactical planning tasks (such as deciding on the repair capacity for the next
quarter). We take the new rolling horizon (RH) policy as reference solution and
calculate for all other scheduling policies the average cost increase over all 48 problem
instances and all subsets where one of the factorial design parameters is fixed to one
of its admissible values. Besides the average cost increase (shown in bold face), we
also show the minimum and the maximum cost increase (shown in parenthesis). The
results are shown in Table 3.5.

In Table 3.5, we see that the proposed RH method outperforms all other solution
methods on all 11 subsets of all problem instances. A deeper investigation showed
that the RH method outperforms all other solution methods on 36 from 48 problem
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Figure 3.2 Hyperbolic relation between inventory holding costs and demand rates

instances. Another interesting observation is that the RH method never calculates
solutions that are more than 1.4% worse than the best solution of all other methods
while it outperforms all other methods by at least 14.0% on at least one problem
instance. So once more, the RH method seems very robust. Table 3.5 also shows that
My and SR perform very well (on average only 1-2% worse than RH); PR, SBT, and
ERT perform reasonably well (on average 6-9% worse than RH); and FCFS performs
poorly (on average more than 60% worse than RH). The figures for µmax = 4 and
µmax = 16, and ρ = 0.70, ρ = 0.80, and ρ = 0.90 show that the RH method is
particularly attractive in case of a large spread in average repair times and high
utilization rates.

3.6.3 Experiment III

In this experiment, we only consider problem instances with identical average repair
times. The set-up is the same as in Experiment II. But since the parameters µmax and
’coupling’ in the factorial design become irrelevant in case of identical average repair
times, the number of problem instances in this experiment reduces to 3 × 2 × 2 =
12. The reason to consider identical average repair times separately is that only
under this assumption we can include the static priorities (SP) method presented in
Adan et al. (2009) in the comparison. The SP method calculates a (near-) optimal
combination of static repair priorities and circulation stocks for problem instances
with identical average repair time and preemptive processing. Recall that in our
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problem setting preemption is not allowed (cf. assumption (v) in Section 3.3.2).
So, we calculate the circulation stocks and the static repair priorities as if preemptive
processing were allowed, and then evaluate the obtained solution via simulation under
a non-preemptive repair discipline. Although the static priorities method has not been
intended for this, it turns out that it still finds (much) better solutions than the FCFS
method and thus constitutes a valuable benchmark. By comparing our proposed
solution method (rollout scheduling and simulation optimization of circulation stocks)
with the static priorities method, we gain valuable insights in the potential benefits
of dynamic scheduling over static scheduling.

The results of this experiment are shown in Table 3.6.

Input parameters Avg Cost Cost reductions (%)
ρ hmin b SP My PR SR RH ERT SBT FCFS

0.9 1 1,000 848.71 6.6 6.4 6.4 6.6 6.6 6.6 - 29.9
0.9 1 100,000 4808.93 9.2 9.0 8.5 9.2 5.2 2.6 - 16.5
0.9 100 1,000 1784.85 3.9 3.5 3.5 3.9 3.9 3.9 - 12.9
0.9 100 100,000 9297.65 15.6 15.1 14.9 15.6 10.8 8.9 - 6.4
0.8 1 1,000 1065.68 9.6 9.2 9.0 9.6 9.6 9.6 - 51.7
0.8 1 100,000 5517.68 14.9 14.7 14.0 14.9 7.2 7.3 - 30.1
0.8 100 1,000 2666.33 10.6 9.9 9.9 10.6 10.6 10.6 - 12.1
0.8 100 100,000 11609.59 22.5 21.1 21.8 21.8 16.2 12.6 - 10.7
0.7 1 1,000 1459.75 16.2 16.4 15.3 16.2 14.8 16.5 -102.0
0.7 1 100,000 6204.21 16.9 16.9 15.2 17.2 3.5 5.3 - 80.4
0.7 100 1,000 4742.18 9.0 10.9 9.6 9.0 9.0 9.0 - 18.3
0.7 100 100,000 17042.59 25.0 24.5 24.3 26.0 17.3 17.9 - 20.9
average 15.6 15.4 14.9 15.7 11.0 11.1 - 40.8
maximum 25.0 24.5 24.3 26.0 17.3 17.9 - 10.7

Table 3.6 Experiment III: gap analysis in case of identical average repair times

In Table 3.6, we see that also here the RH solution method performs best although SR,
My, and PR perform almost equally well. Although the static priorities method has
not been developed for non-preemptive processing, we see that it performs much better
(40% on average) than FCFS with optimized circulation stocks. This observation is in
line with the figures mentioned in Adan et al. (2009). The most important observation
we can draw from Table 3.6 is that our proposed RH solution method achieves an
average cost reduction of more than 15% compared to the static priorities solution.
So even in the relatively simple case of identical average repair times, the potential
cost savings associated with dynamic scheduling and optimized circulation stocks are
considerable.
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3.6.4 Experiment IV

In this experiment, we consider the situation during the execution phase of the
technical systems, i.e. the circulation stock of each SKU is fixed and the task is
to schedule failed parts repair to minimize average down-time cost. In the ideal
case, the observed failure rates in the execution phase are identical to the failure rate
forecasts that were used to determine the circulation stocks. In practice, the observed
failure rates may however differ from the expected failure rates due to forecast biases
(i.e. systematic forecast errors). Forecast biases can happen because the failure rates
must be forecasted before there is an installed base and part failures can be monitored.
The goal of this experiment is to investigate the relative performance of the various
scheduling policies for given (sub-optimal) circulation stocks. We expect that the
RH policy will outperform the other scheduling policies in case of systematic forecast
errors because it consistently performed well on the wide range of problem instances
tested in Experiments I, II, and III.

We create a test bed that is based on the test bed used in Experiment II. From each of
the 48 problem instances in Experiment II (denoted as T IIi , i = 1, . . . , 48), we create
nine new problem instances (denoted as T IVi,1 , . . . , T

IV
i,9 ). These problem instances only

differ in their failure rate vectors; repair rate vectors, inventory holding cost vectors
and the backordering cost vectors are identical (because copied from problem instance
T IIi ). The circulation stock vectors for these nine problem instances are also identical
and obtained from a simulation-based optimization with the PR scheduling policy on
problem instance T IIi . The choice to use the PR scheduling policy is rather arbitrary.

We now explain how to construct the failure rate vectors for the problem instances
T IVi,1 , . . . , T

IV
i,9 . Recall the (identical) circulation stock vectors for these problem

instances are based on failure rates λi = 1 + (99/19) (i − 1), i = 1, . . . , 20. We
now perturb λ in order to simulate forecast biases. We consider nine scenarios for
structural forecast errors. Each scenario can be described by two parameters: the
maximum forecast bias (max bias) and the average forecast bias (avg bias). Next, we
explain how to derive the failure rate vector λ′ from max bias, avg bias and λ.

Step 1: If avg bias < 0, we set λ′i = (1−max bias)λi, i = 1, 2, 5, 6, 9, 10, . . . , 17, 18.
If avg bias ≥ 0, we set λ′i = (1 + max bias)λi, i = 1, 2, 5, 6, 9, 10, . . . , 17, 18.

Step 2: We set λ′i = cλi, i = 3, 4, 7, 8, 11, 12, . . . , 19, 20 with c such that∑
λ′i/µi = (1 + avg bias)

∑
λi/µi.

The average forecast bias (avg bias) is equivalent to the forecast bias in the system
utilization rate. If avg bias is -0.05, the system utilization rate is lower than expected
and the system will be overstocked. On the other hand, if avg bias is +0.05, the system
utilization rate is higher than expected and the system is understocked. Obviously,
we cannot allow arbitrarily high values for avg bias as this may cause instability
(i.e. utilization rates bigger than 1). Whereas the parameter avg bias is used to
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model forecast biases in the workload, the parameter max bias is used to model
forecast biases on the SKU level. We implemented this as follows: For SKU-s i =
1, 2, 5, 6, 9, 10, . . . , 17, 18, we assume identical forecast biases of magnitude max bias.
For all other SKU-s, we determine one common forecast bias whose value is chosen
such that the desired system utilization rate is reached (which depends on the value
of avg bias). In Table 3.7, we list the expected failure rates and the observed failure
rates for all nine forecast bias scenarios.
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The results of this experiment are shown in Tables 3.8-3.10. The first two columns
list the parameter values of avg bias and max bias respectively. The other columns
show the average cost increase (bold face), and the minimum and the maximum cost
increase (in parenthesis) compared to the RH scheduling policy. Each row refers to
one of the nine forecast bias scenarios and holds aggregated information on 16 problem
instances (namely all problem instances in Experiment II where the utilization rate ρ
is fixed to one of its three admissible values). Since the circulation stocks are given,
the inventory holding costs are fixed and we can only influence the backordering
cost. Yet, we compare the scheduling policies based on average total cost (and not on
backordering cost only) because this allows a fair comparison between the reported
cost reductions in this experiment and the reported cost reductions in Experiment
I, II, and III. Another reason is that reductions in backordering costs cannot judged
independently of the investments in spare parts supplies.

Forecast bias Cost increase (%) compared to RH
avg max My PR SR ERT SBT
5% 5% 1.4 (-0.2,6.4) 5.3 (0.5,16.1) 1.1 (-0.1,5.7) 1.9 (-0.3,6.6) 4.0 (-0.3,10.8)
5% 15% 1.4 (0.0,6.3) 5.5 (0.6,16.3) 1.2 ( 0.0,5.7) 2.0 (-0.3,7.2) 3.5 (-0.3, 9.1)
5% 25% 1.5 (0.0,6.7) 5.7 (0.7,16.6) 1.4 ( 0.2,5.9) 2.3 ( 0.0,7.5) 3.3 ( 0.0, 8.4)
0% 0% 0.9 (0.0,4.4) 3.8 (0.4,12.5) 0.8 (-0.3,3.9) 1.5 (-0.1,5.2) 3.0 (-0.1, 8.1)
0% 10% 0.9 (0.0,4.4) 4.0 (0.4,12.7) 0.8 (-0.2,3.8) 1.6 (-0.2,5.9) 2.6 (-0.2, 6.9)
0% 20% 1.0 (0.0,4.6) 4.2 (0.5,12.9) 0.9 ( 0.1,3.9) 1.9 ( 0.0,6.3) 2.4 ( 0.0, 6.0)
-5% -5% 0.6 (0.0,3.0) 2.9 (0.3, 9.7) 0.5 (-0.1,2.9) 1.2 ( 0.0,4.1) 2.2 ( 0.0, 5.9)
-5% -15% 0.6 (0.0,3.1) 2.8 (0.3, 9.7) 0.6 (-0.1,3.0) 1.1 (-0.1,3.2) 2.7 (-0.1, 7.1)
-5% -25% 0.6 (0.0,3.0) 2.9 (0.3, 9.9) 0.7 (-0.2,3.1) 1.3 ( 0.0,3.3) 2.7 ( 0.0, 7.3)

Table 3.8 Experiment IV: aggregated results for ρ = 0.70

Forecast bias Cost increase (%) compared to RH
avg max My PR SR ERT SBT
5% 5% 1.8 (-2.1,8.3) 8.1 (-0.6,22.3) 2.7 ( 0.0,12.1) 5.8 (-1.7,28.3) 5.4 (-2.2,15.1)
5% 15% 1.9 (-1.7,7.8) 8.9 ( 0.1,23.0) 3.1 ( 0.0,12.8) 5.9 (-1.4,30.9) 5.6 (-1.8,14.6)
5% 25% 2.0 (-1.9,7.7) 9.2 ( 0.5,23.6) 3.4 ( 0.1,12.6) 6.0 (-0.8,31.4) 5.4 (-1.6,14.0)
0% 0% 1.1 (-0.7,5.4) 4.6 ( 0.0,14.7) 1.4 (-0.1, 6.9) 4.6 (-0.4,22.4) 4.1 (-0.7,10.8)
0% 10% 1.3 (-0.7,5.6) 4.8 ( 0.4,14.9) 1.6 ( 0.0, 6.9) 4.7 (-0.4,24.4) 4.3 (-0.8,10.3)
0% 20% 1.4 (-0.4,5.4) 5.1 ( 0.5,15.3) 1.8 ( 0.1, 7.7) 5.0 ( 0.0,25.0) 4.3 (-0.2,10.0)
-5% -5% 0.7 (-0.2,3.3) 2.9 ( 0.1, 9.5) 0.9 ( 0.0, 4.2) 3.5 ( 0.0,16.6) 2.9 (-0.2, 7.7)
-5% -15% 0.7 (-0.3,3.7) 2.8 ( 0.1, 9.2) 0.9 ( 0.0, 4.0) 3.3 (-0.2,14.8) 3.1 (-0.4, 9.1)
-5% -25% 0.8 (-0.3,3.7) 2.8 ( 0.1, 9.1) 0.9 (-0.1, 4.0) 3.1 ( 0.0,13.0) 2.7 (-0.3, 8.9)

Table 3.9 Experiment IV: aggregated results for ρ = 0.80
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We can make some interesting observations from Tables 3.8-3.10. First, we see that
the relative performance of the scheduling policies mainly depends on the average
forecast bias (avg bias). We also see that the performance differences are relatively
small if part failures occur less often than expected (i.e. avg bias = -0.05). This
makes sense because in those circumstances, the systems are overstocked and thus
it should be relatively easy for scheduling policies to achieve low backordering cost.
Consequently, the differences in the total cost will get smaller. According to the
same line of reasoning, the performance differences should get bigger if failure rates
occur more often than expected (i.e. avg bias = 0.05). The results in Tables 3.8-3.10
support this suggestion. Second, we see that the maximum forecast bias (max bias)
has only little impact on the relative performance of the various scheduling policies.
Third, we see that the RH policy indeed shows the best average performance although
the average performance of the My scheduling policy is only a little bit worse. Finally,
we learn from Table 3.10 that for each scheduling policy there is a problem instance
where another scheduling policy performs at least 19% better. So apparently there
is no scheduling policy (including the RH policy!) that performs well on arbitrary
problem instances with given circulation stocks. This is an important insight that
was not apparent from Experiments I, II, and III.

3.7. Extensions

In this section, we discuss two extension of the base repairable inventory problem
that are relevant from a practical point of view. The first extension relates to the
assumptions concerning part failure rates and average repair times. The second
extension relates to the restriction to one type of technical system. In the remainder
of this section, we sketch how we can use the original model to handle these extensions.

Non-stationary failure rates
In the original model, we assumed that part failure rates and average repair times
are constant throughout the life cycle of the technical system. However, in real-life,
both may gradually increase over time. Fortunately, all solution methods discussed
in this chapter can handle this situation well. Let us assume that the part failure
rate and the average repair time of SKU i at time t are respectively equal to λi(t)
and 1/µi(t). Then, the scheduling policies can just use the values λi(t), 1/µi(t),
i = 1, . . . , I when calculating a scheduling decision at time t. Since the failure rates
and average repair times will only change gradually, it is justified to assume constant
values when calculating the scheduling decisions. The main challenge is of course how
to incorporate the non-stationary nature of these parameters when calculating initial
spare parts supplies. To do so, we must only make a small adjustment to the way how
simulations are set up in the in simulation optimization method described in Section
3.4.

Suppose that the life cycle of the technical systems starts at t = 0 and ends at
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t = T and we want to simulate the system with circulation stock vector Sm. Instead
of executing one long simulation run (as done in the original approach), we now
execute multiple simulation runs. Each simulation run starts at t = 0, ends at
t = T , and uses the time-dependent part failure rates λi(t) and the time-dependent
average repair times 1/µi(t) to estimate the average cost and calculate the normalized
histograms Ai(S

m, π, k), k ≥ 0 for all SKU-s i = 1, . . . , I. The impact of the non-
stationary parameters is completely contained in these normalized histograms. To
achieve a certain minimum statistical accuracy on the average cost, we must repeat
the simulation run from t = 0 to t = T several times and with different random
number streams. As the average cost and the normalized histograms associated with
circulation stock vector Sm, we take the averages over all these simulation runs.
Besides this small modification in the way how the simulation runs are set up, we can
follow exactly the same procedure as described in Section 3.4.

Multiple types of technical systems
Recall that in this chapter we considered one type of technical system and multiple
critical spare parts. Each part failure (no matter of which SKU) immediately leads
to down-time of a technical system. When we consider repairable/inventory systems
with multiple types of technical systems (e.g. small and large passenger airplanes),
it makes sense to assume that the backordering costs depend on the technical system
rather than on the spare part. As long as each spare part occurs in only one type
of technical system, we can still associate a unique backordering cost bi to each SKU
and we can use all methods as in the original (single type) model. However, in the
(realistic) scenario that SKU-s appear in different types of technical systems (with
non-identical backordering costs), things become suddenly much more complicated
because it is no longer possible to associate a unique backordering cost to each SKU.
In fact, a new type of decision problem arises: ”How to allocate newly repaired items
to non-functional technical systems?”. Although this question has a simple answer
(allocate the part to the non-functional technical system with the highest backordering
cost), it is not obvious what impact it has on the scheduling logic and the method for
calculating circulation stocks.

However, the RH policy can handle the multi type problem in a rather nice way.
Recall that this policy is based on the expected total cost associated with repair
schedules consisting of two repair jobs (Pi, Pj), i 6= j . In the calculation of the
expected total cost, we conditioned on the demand for SKU i and SKU j. Now
consider a situation with 2 types of technical systems, T1 and T2. Then, we would
need to condition on the demand of SKU i originating from T1, the demand of SKU
i originating from T2, the demand of SKU j originating from T1, and the demand
of SKU j originating from T2. Since we know how to allocate serviceable parts to
non-functional technical systems, we can still calculate the expected total cost of each
schedule (Pi, Pj) exactly (although with a little bit more effort). For the simulation-
based method for calculating circulation stocks, it is not clear what adjustments
should be made. The problem here is that, if we for example increase the circulation
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stock of a particular SKU, we can estimate how often we can avoid a backorder
in the usual way (i.e. via the queue length histograms). But, we do not know to
which type of technical system these backorders refer. This is important because the
backordering cost in general depend on the type of technical system. We can think of
several ways to deal with this (e.g. allocate the additional item to the type technical
system where it is expected to achieve the highest backorder cost reduction based on
the queue length histograms), but definitely more research is needed to figure out the
best approach.

3.8. Conclusions

We conclude by summarizing our main results and pointing out opportunities for
future research. We studied a repairable inventory system consisting of one repair
facility and one stockpoint, where spare parts of multiple repairable SKU-s are kept
in stock to serve an installed base of technical systems. Part requests are met from
stock if possible, and backordered otherwise. Each backordered request corresponds
to a technical system that is down. The objective is to minimize the procurement cost
and the average down-time cost. The problem is a hierarchical planning problem that
consist of a strategic/tactical problem; determining the initial supply of repairable
spare parts, and an operational planning problem; scheduling failed parts repair.
For the generic case with non-identical average repair times, there exists no other
integrated solution in the literature than FCFS scheduling in combination with
optimized circulation stocks (i.e. optimized with respect to FCFS).

In this chapter, we developed new solution methods for the repairable inventory
problem by combining various scheduling policies with a simulation optimization
method for calculating circulation stocks. In extensive numerical experiments, we
showed that the solution method consisting of (an adapted version of) the rolling
horizon scheduling policy developed in Section 2.5.4 and (an adapted version of) the
simulation optimization method developed in Section 2.4 performs best. It achieves
enormous cost reductions compared to FCFS (even with optimized circulation stocks)
and significant cost savings compared to the priority repair policy adopted in Dyna-
METRIC. We also showed that the proposed solution method clearly outperforms the
static priorities method developed for preemptive systems.

Finally, we investigated the performance of the scheduling policies in case of given
(non-optimal) circulation stocks. We showed that the rolling horizon scheduling
policy often (but certainly not always) outperforms the other scheduling policies.
In particular if system utilization rates are high and circulation stocks are relatively
low (caused by unexpectedly high failure rates), the myopic(T) policy may calculate
scheduling decisions that reduce total cost with more than 30%. A possible
explanation of this phenomenon is that the rolling horizon scheduling policy only
looks at two scheduling decisions into the future. This means that if circulation
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stocks are still relatively high (and thus stockout probabilities during the forecast
horizon are very low), the rolling horizon policy is rather indifferent when selecting
a failed item for repair. Especially in case of high utilization rates, the scheduling
decisions when there is no immediate danger of running out of stock can have a big
impact on the performance. Note that we made a similar observation in Section 2.6.2
where we investigated the optimality gap of the rolling horizon scheduling policy in
production/inventory systems.

For future research, we suggest to investigate methods that can deal with unreliable
demand rate forecasts when the circulation stocks must be determined. Another
suggestion is to include variable repair capacities in the model. In practice, this
might be a feasible option to deal with unexpectedly high failure rates.



Chapter 4

Dynamic demand fulfillment in
multi-class spare parts networks

In this chapter, we consider a network consisting of multiple local warehouses, where
spare parts of expensive technical systems are kept in stock for customers with
different service contracts. Each service contract specifies a maximum response time
in case of a failure and hourly penalty costs for contract violations. Part requests can
be fulfilled from multiple local warehouses via a regular delivery, or from an external
source with ample capacity via an expensive emergency delivery. The objective is to
minimize delivery cost and penalty cost by smartly allocating items from the available
network stock to arriving part requests.

We propose a new dynamic allocation policy that belongs to the class of one-step
lookahead policies. To approximate the optimal relative cost, we develop an iterative
calculation scheme that estimates the expected total cost over an infinite time horizon,
assuming that future demands are fulfilled greedily. We investigate the performance
of the proposed dynamic allocation policy against a widely used static allocation rule
on a test bed that is inspired by IBM’s spare parts network in Europe.

The research in this chapter is based on Tiemessen et al. (2013).

4.1. Introduction

We consider demand fulfillment for networks consisting of multiple local warehouses,
where spare parts of expensive technical systems are kept in stock. Down-time costs
(like opportunity cost in case of lost production, liability cost, or loss of goodwill)
are usually high, and can easily run into thousands of euros per hour. Therefore, it
is important that the availability of the systems is high and that down-situations are
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recovered quickly. Original Equipment Manufacturers (OEMs) of high-tech equipment
usually sell their equipment with a variety of service contracts at different prices.
Typically, these service contracts commit to maintenance service within 2 hours, 4
hours, 8 hours, or the next, or second next business day.

Due to strong fluctuations in spare parts demand and strict service deadlines,
spare parts logistics execution must be responsive. This is achieved by means of
fast call-handling, accurate (remote-) problem diagnosis, 24 hours operations, fast
transportation modes, and stocking locations at close distance to the customer site.
OEMs often serve customers with different service deadlines from the same network.
Because of the pooling effect, this requires (much) lower investments in inventory
than operating separate networks per contract type. To serve customers with premium
contracts in time, OEMs must establish dense same day networks of stocking locations.
Consequently, many customers can be served within the service deadline from multiple
stocking locations.

A major challenge for the OEM is to minimize inventory holding cost, replenishment
cost and fulfillment cost while providing the promised service to its customers. OEMs
can simultaneously influence cost and customer service in two possible ways: (i)
through calculating appropriate base stock levels for all warehouses, and (ii) through
determining an appropriate allocation policy for selecting the warehouse that is used
to fulfill a real-time spare parts demand. Whereas the calculation of base stock levels
is a tactical planning problem where decisions are usually taken every 3-6 months,
the allocation of inventory to real-time demand is an operational planning problem
where usually many decisions must be taken each day. As for many hierarchical
planning problems in Supply Chain Management, it is not possible to solve these two
problems simultaneously. In this study we focus on the operational planning problem
and assume that the base stock levels are given. Our aim is to develop an allocation
policy that performs well (compared to other allocation policies) for any base stock
level vector, thereby creating robustness against decisions taken at higher planning
hierarchies and making the policy suitable as a plug-in for other systems.

In practice, we see that many OEMs have implemented a simple static allocation
rule that fulfills a real-time spare parts demand from the closest warehouse with
on-hand stock. See Reijnen et al. (2009) and Kranenburg and Van Houtum (2009)
for case studies at OEMs of high tech equipment. This allocation rule is popular
because it only requires static time/distance information and the set of warehouses
with on-hand stock. One drawback of this rule is that it does not use some potentially
valuable information for making smart allocation decisions such as real-time stock
information, and demand forecast information. Another drawback of this rule is that
it does not consider customer base heterogeneity. As a result, each customer, despite
generating different revenues to the OEM, receives a similar treatment in terms of
customer service. This is unattractive for the OEM for two reasons: First, customers
who bought expensive high-end contracts might consider this unfair, and this might
disturb the customer relationship. Second, high base stock levels are needed to provide
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the promised service to customers with tight service deadlines. It is thus attractive
to differentiate between the customers based on their service contract. Customer
differentiation can be realized using critical levels. For single-location models this
is often the only choice. In networks however, customer differentiation can also be
realized through dynamic allocation. In this chapter we explore this direction.

We summarize our problem setting as follows: We consider a single-item, single-
echelon, multi-location inventory network where spare parts are kept in stock for
customers with different service contracts. Each service contract specifies a maximum
response time in case of a failure and contract violations are penalized on an hourly
basis. The objective is to minimize the sum of the average annual delivery cost and the
average annual penalty cost by smartly allocating items from the available network
stock to arriving part requests. What makes this task challenging is that the choice
to fulfill a part request from a particular warehouse does not only cause a certain
direct cost, but also impacts the opportunities to fulfill demands in the near future
(at least until the allocated item is replenished again).

The goal of this chapter is to investigate the potential benefits of dynamic allocation
policies that use real-time stock information and demand forecast information over a
widely used static allocation rule.

Our main contribution consists of three parts:

• We develop a dynamic allocation policy that is applicable to problem instances
of real-life size. The policy belongs to the class of is a one-step lookahead
policies and takes into account base stock levels, on-hand stock levels, and
demand forecast information. In extensive numerical experiments with 6 local
warehouses, we show that the optimality gap of the proposed policy is usually
small.

• We characterize our policy by comparing its allocation decisions to the allocation
decisions of a simple static allocation rule. We show that our dynamic allocation
policy achieves considerable cost savings by deviating from the simple static
allocation rule in some relatively rare situations. In particular, we show that
the dynamic allocation policy is more reluctant to take away the last item at
a local warehouse and less reluctant to use the emergency delivery option from
the central warehouse.

• We compare the dynamic allocation policy with the simple (but widely used)
static allocation rule on a test bed that is inspired on IBM’s spare parts network
in Europe. We show that the dynamic allocation achieves considerable cost
savings. We illustrate the impact of key problem characteristics on the potential
benefits.

The organization of this chapter is as follows. We start with a literature review
and position our research in Section 4.2. In Section 4.3, we formulate our model
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and discuss important assumptions. In Section 4.4, we introduce our new dynamic
allocation policy. In Section 4.5, we carry out extensive numerical experiments to
compare the proposed dynamic allocation policy with the optimal allocation policy
and two benchmark policies. Finally, in Section 4.6, we summarize our results and
draw conclusions.

4.2. Literature review

Our work contributes to a rich literature on spare parts inventory models. The
literature that is most related to the work in this chapter, comes from three streams.

In the first stream of literature, inventory models with fixed lateral transshipment
policies are studied. In this stream, demand occurring at a local warehouse with
no stock on hand can be fulfilled via a stock transfer from another local warehouse.
In the literature, models are developed for evaluating system performance, either
exactly or approximately. An important contribution in this stream is made by
Axsäter (1990) who studied a two echelon model with one central warehouse and a
number of local warehouses. In his model demand is fulfilled from the local warehouse
whenever possible. If no items are available, an item is sent from a randomly chosen
local warehouse with on-hand stock. Demand rates observed by each warehouse
are approximated by assuming that all demand streams are Poisson. Based on the
resulting set of equations, he provides an iterative algorithm to obtain steady state
probabilities. In the spirit of Axsäter (1990), Kukreja et al. (2001), Wong et al.
(2005), Kutanoglu (2008), Kranenburg and Van Houtum (2009), and Reijnen et al.
(2009) develop different models for evaluating and optimizing system performance
under given allocation policies. In all these models, the allocation policies are static
whereas we focus on dynamic allocation policies.

The second stream of literature also studies inventory models with lateral trans-
shipments, but the lateral transshipment policy is now subject to optimization. An
important paper in this stream is Axsäter (2003). The author considers a backordering
model where a particular local warehouse with no stock on hand receives a customer
demand. The task is to select a warehouse to fulfill the demand. The impact of
all possible sourcing decisions on the total cost is approximated by considering the
direct cost and the additional future cost associated with a temporary reduction of
the on-hand stock at the candidate source location. Future cost is calculated under
the assumption that no lateral transshipments will take place. Minner et al. (2003)
consider a similar model in a retail environment with lost sales. Another interesting
contribution in this stream is made by Van Wijk et al. (2009) who provide an exact
analysis for a two location setting with given base stock policies and exponential
lead times. What differentiates our work from this stream, is that we consider
inventory networks where part requests can be fulfilled directly (i.e. without lateral
transshipment) from multiple local warehouses in the network, and (more important)
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that we support multiple customer classes. For a recent and comprehensive literature
review on lateral transshipments we refer to Paterson et al. (2011).

The third stream of research that is relevant to our work studies inventory rationing
and revenue management. Inventory rationing techniques support the allocation of
inventory units among a heterogeneous customer base, by setting critical inventory
levels and/or setting inventory control mechanisms. The concept of critical levels was
introduced by Veinott Jr (1965) and Topkis (1968) and since then, solutions have
been provided for various control policies and demand classes. For a comprehensive
literature review on inventory rationing we refer to Teunter and Klein Haneveld
(2008). Although the concept of critical levels supports customer heterogeneity,
it cannot easily be applied to our problem because of two reasons. First, critical
level literature usually assumes a single source location. Sourcing flexibility - a key
characteristic of our problem - is not accounted for. Second, the concept of critical
levels offers only limited opportunities for customer differentiation in spare parts
settings like ours where base stock levels are low and the number of customer classes
is usually more than two. To overcome these difficulties, Jalil (2011) follows the
concepts of revenue management to formulate a problem similar to ours as a multi-
period MDP. The relative value function is approximated using linear programming.
In the linear program, remaining stock at the end of the horizon has no value, future
replenishments are ignored, and demand is assumed to be deterministic. In numerical
experiments, he shows that in situations where customer heterogeneities are high and
on-hand stock levels are low the revenue management heuristic achieves significant
lower total cost over the next 25 time periods than the static allocation rule. What
differentiates our work from Jalil (2011) is that we approximate the relative value
function using an infinite time horizon taking into account future replenishments and
honoring the stochastic nature of demand.

4.3. Problem description and model formulation

In this section, we define the problem, introduce our notation, discuss assumptions,
formulate our model, and investigate the structure of the optimal production policy.

4.3.1 System description

We consider a single-item, single-echelon, spare parts inventory network consisting
of multiple local warehouses where spare parts are kept in stock for customers with
different service contracts. Whenever a part at a customer site fails, it has to be
replaced by a spare part. Part requests can be fulfilled from every warehouse in the
network with on-hand stock. The central warehouse keeps spare parts to replenish
the local warehouses, and has also access to an emergency delivery mode to fulfill
customer demand. The delivery time and the delivery cost from a warehouse to
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a customer are fixed and depend on the geographical coordinates and the delivery
mode (emergency or regular). Typically, emergency deliveries are significantly more
expensive than regular deliveries. Customers have service contracts with committed
response and repair targets backed by penalties in case of contract violations. Penalty
cost grows linearly in the delivery time beyond the service deadline, and depend on
the contract type. Typically, the hourly penalty cost rate for 2 hours service contracts
is (much) higher than for 8 hours contracts. Our objective is to minimize the sum of
the average annual delivery cost and the average annual penalty cost.

The notation of our model is given in Table 4.1.

Indices:
i = 0, . . . , I Stocking locations; i = 0 refers to the central warehouse
j = 1, . . . , J Customer regions
k = 1, . . . ,K Customer classes (defined over contract types)

Parameters:
Si Base stock level of stocking location i = 1, . . . , I
1/µ Average replenishment lead time of a local warehouse
λjk Demand rate of customer region j and customer class k

Wmax
k Maximum response time for customer class k

tij Delivery time from stocking location i to customer region j

Cdij Delivery cost to ship one item from stocking location i to
customer region j

Cpk Hourly penalty cost for contract violations of customer class k
Cri Unit replenishment cost for stocking location i > 0

Cfijk Total cost to fulfill a demand from customer region j
and customer class k from stocking location i; cf. definition (4.1)

Variables:
z Vector of on-hand stock levels

Table 4.1 Notation

4.3.2 Discussion of main assumptions

(i) The central warehouse has ample stock. The reason for this assumption is
that replenishment decisions at the central warehouses are often decoupled from
replenishment and allocation decisions at lower network echelons. In real life, we
often see that the central warehouse can obtain new items from multiple channels
such as regular suppliers, emergency suppliers, repair, and assembly/production
facilities.
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(ii) Part requests from each customer follow an independent Poisson process. The
Poisson assumption is common in spare parts logistics.

(iii) Replenishment lead times are exponentially and identically distributed and have
the same mean for all local warehouses. The assumption of equal replenishment
lead times is justified because in real-life replenishment lead times are simply
fixed at the same values for all local warehouses in the same geographical
region. The assumption of an exponential shape of the replenishment lead
time distribution is made to facilitate an exact MDP analysis for problem
instances of sufficiently small size. Alfredsson and Verrijdt (1999) showed
that the performance of a model with a static allocation rule in a complete
pooling situations is rather insensitive to the choice of exponential or constant
replenishment lead times. It is reasonable to assume that this also holds for our
model. However, it is also clear that in situations with constant replenishment
lead times, information on remaining replenishment lead times can be useful to
calculate smart allocation decisions. We leave this for future research.

(iv) Inventories at local warehouses are controlled through continuous-time base
stock policies with given base stock levels. In real life, on-hand stock is
often reviewed only once a day. Since the replenishment lead time for a
local warehouse is typically 3-6 days, we can however accurately approximate
the periodic replenishment with a continuous replenishment with an adjusted
average replenishment lead time. The assumption of base stock control at the
local warehouses is justified because we consider inventory networks of expensive
technical parts where holding cost is usually high and demand is usually low.

(v) Service deadlines, penalty cost, and delivery times are such that is never
beneficial to backorder demand. Demand is thus always fulfilled immediately,
either from a local warehouse or from the central warehouse (by means of an
emergency delivery).

(vi) Customers in the same geographical area are aggregated into one customer
region. Delivery times and delivery costs for all customers in the same customer
region are the same. Demand rates for spare parts are available for each pair
of customer region and contract type. This assumption makes sense because
the expected life time of a spare part is large, and accurate information on the
number and the condition of installed parts is usually not available. Hence,
demand rate estimates are much more reliable on customer region level than on
individual customer level.

Because we assume one-for-one replenishment at all local warehouses, each spare part
demand leads to one spare part leaving the central warehouse (either directly as
an emergency delivery to the customer or as a replenishment shipment to the local
warehouse that fulfills the customer demand). Consequently, the cost for replenishing
the central warehouse can be ignored because it does not depend on the allocation
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decision. Together with assumption (v) this implies that we can pre-calculate the
total cost for fulfilling a part request from customer region j and customer class k
from stocking location i according to:

Cfijk =

{
Cdij + Cpk · (tij −Wmax

k )+ if i = 0 (central warehouse)
Cdij + Cpk · (tij −Wmax

k )+ + Cri if i > 0 (local warehouses )
(4.1)

4.3.3 MDP formulation

In this section we formulate the real-time allocation problem as a continuous-time
average cost MDP with finite state and control spaces (see e.g. Bertsekas (2007a),
pp. 310-316). State transitions and action selections take place at time instances
when one of the following two event types occurs: (i) a replenishment order arrives
at a local warehouse, or (ii) a customer issues a new part request.

We describe the state of the system by x = (z, j, k), where z is the vector of on-
hand stocks at the local warehouses, and (j, k) a reference to the customer region
and the customer class associated with the arriving part request. If the state refers
to a replenishment order arrival, we set j and k equal to 0. We define the state
space S as S = { ((z1, . . . , zI), j, k) | zi ∈ {0, . . . , Si}, i = 1, . . . , I, j = 1, . . . , J, k =
1, . . . ,K } ∪ { ((z1, . . . , zI), 0, 0) | zi ∈ {0, . . . , Si}, i = 1, . . . , I }.

We now define the action space A and the set of admissible actions A(x) for each
state x ∈ S. The action space for our model is A = {−1, 0, . . . , I}. Here, action i ≥ 0
stands for the decision to send a spare part from warehouse i to the customer who
has just issued a part request, and action −1 stands for the decision to do nothing.
Obviously, we have that A(z, 0, 0) = {−1} for all z. The set of admissible actions for
a state that represents a demand arrival, consists of all local warehouses with on-hand
stock plus the central warehouse: A(z, j, k) = {i | zi > 0, i = 1, . . . , I } ∪ {0} for all
(z, j, k) ∈ S with j, k > 0.

Next, we describe the transitions for our continuous-time MDP formulation. We
assume that if the system is in state x and action a is applied, the next state will be y
with probability px,y(a). The probabilities px,y(a) are called transition probabilities
(see Bertsekas (2007a), p. 306). Furthermore, we define ei for i > 0 as the I-
dimensional unit vector with a 1 at position i and e0 as the zero vector, i.e. e0 = 0.

Transition type 1: initial state: x = (z, 0, 0), action: −1, next event: part request from
customer region n and customer class p, next state: y = (z, n, p). The transition rate

is λnp and the transition probability px,y(−1) is equal to λnp / [
∑J
t=1

∑K
u=1 λtu +

µ
∑I
r=1(Sr − zr) ].
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Transition type 2: initial state: x = (z, 0, 0), action: −1, next event: order arrival at
local warehouse m, next state: y = (z + em, 0, 0). The transition rate is µ (Sm − zm)

and the transition probability px,y(−1) is equal to µ (Sm−zm) / [
∑J
t=1

∑K
u=1 λtu +

µ
∑I
r=1(Sr − zr) ].

Transition type 3-a: initial state: x = (z, j, k) with (j, k) ∈ {1, . . . , J} × {1, . . . ,K},
action: 0, next event: part request from customer region n and customer class p, next
state: y = (z, n, p). The transition rate is λnp and the transition probability px,y(0)

is equal to λnp / [
∑J
t=1

∑K
u=1 λtu + µ

∑I
r=1(Sr − zr) ].

Transition type 3-b: initial state: x = (z, j, k) with (j, k) ∈ {1, . . . , J} × {1, . . . ,K},
action: i with i ∈ {1, . . . , I} and zi > 0, next event: part request from customer
region n and customer class p, next state: y = (z − ei, n, p). The transition rate is

λnp and the transition probability px,y(i) is equal to λnp / [
∑J
t=1

∑K
u=1 λtu + µ +

µ
∑I
r=1(Sr − rm) ].

Transition type 4-a: initial state: x = (z, j, k) with (j, k) ∈ {1, . . . , J} × {1, . . . ,K},
action: 0, next event: order arrival at local warehouse m, next state: y = (z +
em, 0, 0). The transition rate is µ (Sm − zm) and the transition probability px,y(0) is

µ (Sm − zm) / [
∑J
t=1

∑K
u=1 λtu + µ

∑I
r=1(Sr − zr) ].

Transition type 4-b: initial state: x = (z, j, k) with (j, k) ∈ {1, . . . , J} × {1, . . . ,K},
action: i with i ∈ {1, . . . , I} and zi > 0, next event: order arrival at local warehousem,
next state: y = (z−ei+em, 0, 0). If m 6= i, the transition rate is µ (Sm−zm) and the

transition probability px,y(i) is µ (Sm−zm) / [
∑J
t=1

∑K
u=1 λtu + µ +µ

∑I
r=1(Sr−

zr) ]. If m = i, the transition rate is µ (Si + 1− zi) and the transition probability is

µ (Si + 1− zi) / [
∑J
t=1

∑K
u=1 λtu + µ + µ

∑I
r=1(Sr − zr) ].

The mean transition period lengths τ(x, a) for all state/action pairs directly follow
from the transition rates. For state (z, 0, 0) and action −1 the transition period

length τ((z, 0, 0),−1) is 1 / [
∑J
t=1

∑K
u=1 λtu + µ

∑I
r=1(Sr−zr) ]. For state (z, j, k)

with (j, k) ∈ {1, . . . , J} × {1, . . . ,K} and action 0 the transition period length
τ((z, j, k), 0) is equal to τ((z, 0, 0),−1). Finally, for state (z, j, k) with (j, k) ∈
{1, . . . , J} × {1, . . . ,K} and action i with i ∈ {1, . . . , I} the transition period length

τ((z, j, k), i) is 1 / [
∑J
t=1

∑K
u=1 λtu + µ + µ

∑I
r=1(Sr − zr) ].

We conclude our MDP formulation with the specification of the expected single stage
cost G((z, j, k), a) when choosing action a in state (z, j, k). Since all costs arise from
executed demand fulfillments (via immediate delivery costs and immediate penalty
costs), we get following expression for the expected single state costs:
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G((z, j, k), a) =

{
Cfajk if a ≥ 0
0 otherwise

(4.2)

To obtain the optimal allocation policy we transform the continuous-time MDP into
a discrete-time MDP by applying a technique called uniformization (see e.g Bertsekas
(2007a), pp. 288-295). The uniformization procedure consists of three steps: In the
first step, we determine a new transition period length τ such that τ ≤ τ(x, a) for all

x ∈ S, a ∈ A. It is easy to see that τ = 1 / [
∑J
t=1

∑K
u=1 λtu + µ

∑I
r=1 Sr ] is an

appropriate choice. In the second step, we add two types of transitions: (i) from state
(z, 0, 0) and action −1 to (z, 0, 0), and (ii) from state (z, j, k) and action i ∈ A(z, j, k)
to (z − ei, 0, 0). The transition rates for these fictitious transitions are chosen such
that τ(x, a) = τ for all x ∈ S, and a ∈ A(x). In the third step, we recalculate
the transition probabilities taking into account the fictitious transitions added in the
previous step. These adjusted transition probabilities are denoted as p̂x,y(a).

We obtain the desired discrete-time MDP by replacing the exponentially distributed
transition period lengths with constant transition period lengths with the same mean.
The optimal average cost λ? can be obtained by solving the Bellman optimality
equations for the (discrete-time) average cost MDP:

h?(x) = min
a∈A(x)

[
G(x, a)− λ?τ +

∑
y∈S

p̂x,y(a)h?(y)

]
∀x ∈ S (4.3)

With the condition cT h? = 0 (for any cT ≥ 0), equation (4.3) has a unique finite
solution and the optimal action a?(x) is the action that attains the minimum in (4.3).
h? is known as the optimal relative (or differential) cost vector and h?(x) − h?(y)
represents the expected cost difference over an infinite time horizon under the optimal
policy when starting in state x instead of y. We solve (4.3) using relative value
iteration (see e.g. Bertsekas (2007a), pp. 204-229).

If we set cT equal to the state probabilities, the value of h?(x) can be interpreted
as the total additional cost over an infinite time horizon when starting in state x
compared to paying the average cost λ? every time unit. This interpretation of h?(x)
plays an important role in the development of our dynamic allocation policy in Section
4.4.3.

4.4. Heuristic allocation policies

In this section, we describe three allocation policies for our problem; one (existing)
static allocation policies and two (new) dynamic allocation policies. The static
allocation policy does not use stock level information or demand forecast information
and simply fulfills demand from the warehouse with the lowest direct fulfillment cost
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among all warehouses with on-hand stock. The policy is denoted as the SA-policy
and formalized in Section 4.4.1.

Next, we move to the two dynamic allocation policies. Both dynamic allocation
policies belong to the class of one-step lookahead (1-SL) policies. A 1-SL policy
chooses at each state x the action a1SL(x) that minimizes the sum of the direct cost

and an approximation ĥ of the optimal future cost h?:

a1SL(x) = arg min
a∈A(x)

[
G(x, a) +

∑
y∈S

p̂x,y(a)ĥ(y)

]
∀x ∈ S (4.4)

If ĥ is the relative cost vector of some other heuristic allocation policy (called the
base policy), then the 1-SL policy is called a rollout policy. For rollout policies, we
can use the Bellman equations for the base policy (see Bertsekas (2007a), p. 198) to
simplify (4.4) to:

a1SL(z, j, k) = arg min
a∈A(z,j,k)

[
Cfajk +

∑
y∈S

p(z,j,k),y(a) ĥ(y)

]

= arg min
a∈A(z,j,k)

[
Cfajk +

∑
y∈S

p(z−ea,0,0),y(−1)ĥ(y)

]

= arg min
a∈A(z,j,k)

[
Cfajk + ĥ(z− ea, 0, 0) + λ?τ

]
= arg min

a∈A(z,j,k)

[
Cfajk + ĥ(z− ea, 0, 0)

]
∀(z, j, k) ∈ S and j > 0

(4.5)

The second heuristic allocation policy we present in this section is a rollout allocation
policy with the SA-policy as base policy. This policy is denoted as the RA-policy
and is described in Section 4.4.2. To derive the RA-policy, we must solve a system
of (J + 1)

∏I
i=1(Si + 1) Bellman equations in order to obtain hSA, the relative cost

vector under the SA-policy. For problem instances of real-life size this is infeasible. To
overcome this problem, we develop a 1-SL policy where we approximate the optimal
relative cost with an estimate of the relative cost under the SA-policy. This third
policy is denoted as the DA-policy and described in Section 4.4.3.

4.4.1 Static allocation

The SA-policy is a simple allocation policy that uses predefined priorities to select
the warehouse to fulfill arriving part requests. It takes as input J × K sorted lists
of warehouses, one for each pair of customer region and customer class. Let Ljk(q)
denote the qth warehouse in the static priority list of customer region j and customer
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class k. In case of a part failure at a customer of class k in customer region j, a new
spare part is sent from the first warehouse in Ljk with on-hand stock. The warehouses

in Ljk are sorted in ascending order on the basis of the fulfillment cost Cfijk. This
means that the SA-policy is really a greedy policy that selects among all warehouses
with on-hand stock the one with the lowest immediate fulfillment cost.

4.4.2 Rollout allocation

The RA-policy is a rollout policy that uses the SA-policy as base policy. An interesting
property of rollout policies is that they have the cost improvement property which
states that they achieve no worse results than their base policies.

However, a major disadvantage of the RA policy is that the requires calculating hSA,
and this involves solving a (possibly huge) set of Bellman equations. The practical
value of the RA-policy is therefore limited. Yet, we have added the RA-policy to our
analysis because it has been the inspiration for our DA-policy.

4.4.3 Dynamic allocation

In this subsection we present the DA-policy. In contrast to the optimal allocation
policy and the RA-policy, it is applicable to problems of arbitrary size. The DA-policy
is a 1-SL policy that approximates the optimal relative costs with an estimate of the
relative cost under the SA-policy (cf. (4.5)). The heart of the DA-policy consists
the of an iterative method to approximate the relative cost under the SA-policy.
The estimate is obtained via a computationally inexpensive iterative procedure.
Consequently, the DA-policy can be considered as an approximation of the RA-policy
(but one that can handle problems of arbitrary size). First, we give an outline of
this iterative method. It consists of three components. In Sections 4.4.3.2-4.4.3.4, we
discuss these components in detail. In Section 4.4.3.5, We conclude with a formal
description of the policy.

4.4.3.1 Idea behind the DA-policy

We now explain our method to approximate hSA (the relative cost under the SA-
policy) for all states (z − ea, 0, 0) with za > 0. Let us define J(z − ea, t1, t2) as the
expected total cost during time interval [t1, t2] if the system is in state (z − ea, 0, 0)
at time 0 and the SA-policy is used to handle future demands. Then, by definition:

hSA(z− ea, 0, 0) = lim
t→∞

[J(z− ea, 0, t)− λSA t] (4.6)

Our approximation of hSA is based on a similar idea as in Axsäter (1990). We make
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a decomposition of the network into individual local warehouses. In this way, we
only deal with one Markov process per local warehouse instead of one Markov process
for the entire network. Under the SA-policy, all demand from customer region j
and customer class k is first offered to warehouse Ljk(1). If demand arrives when
warehouse Ljk(1) is out of stock, it is offered to warehouse Ljk(2). If warehouse
Ljk(2) is also out of stock, it is offered to warehouse Ljk(3), et cetera. We assume
that the overflow demand stream from customer region j and customer class k to
warehouse i 6= Ljk(1) is a Poisson process. Consequently, each warehouse can be
evaluated individually as an Erlang loss model (or equivalently, an M |M |Si|Si queue).

In earlier contributions, Axsäter (1990), Alfredsson and Verrijdt (1999), Kukreja et al.
(2001), Kutanoglu (2008), Kranenburg and Van Houtum (2009), and Reijnen et al.
(2009) have derived approximations for the average network flow rates in steady state.
However, since we want to calculate the relative cost, we are interested in the transient
system behavior. To the best of our knowledge this has not been looked at before.

We approximate the transient system behavior in the following way: We assume that
for each warehouse i there is a (constant) stockout probability pi during [0, T ] and a
(constant) steady state stockout probability pi when t > T . The parameter T ≥ 0 is a
design parameter for the DA-policy. We set T equal to the average replenishment lead
time 1/µ. In Example 4.1, where we show a graphical illustration of our approximation
method, we argue that this is a reasonable choice. In Section 4.5.2, we validate our
choice of T via numerical experiments.

An important ingredient in our approximation method of hSA is the procedure for
calculating pi. Details follow in Sections 4.4.3.2 and 4.4.3.3. At this point, we just
mention that the value of pi depends (among other things) on the vector of initial on-
hand stock levels (z−ea) and T . Next, we assume stationary demand streams during
[0, T ] that follow from the stockout probabilities pi, and stationary demand streams
when t > T that follow from the stockout probabilities pi. From these stationary
demand rates and stationary stockout probabilities we can immediately estimate the
stationary flow rates in the network for [0, T ] and t > T . We can use these estimated
stationary flow rates to derive approximations for J(z − ea, 0, T ) and J(z − ea, T, t)
for arbitrary t > T .

For the purpose of our analysis, we now rewrite (4.6) as:

hSA(z− ea, 0, 0) = J(z− ea, 0, T ) + lim
t→∞

[J(z− ea, T, t)− λSA t] (4.7)

Let Ĵ() denote our approximation of J() and let ĥSA(z−ea) denote our approximation
of hSA(z−ea). Starting from equation (4.7) and using the assumption that the system

is in steady state for t > T , we obtain ĥSA(z − ea, 0, 0) = Ĵ(z − ea, 0, T ) − λSA T .
Because relative cost vectors are unique up to a constant, we may add λSA T to all
elements in ĥSA and simply define ĥSA(z− ea, 0, 0) = Ĵ(z− ea, 0, T ). Plugging this
into (4.5), we obtain the following expression for the DA-policy:
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aDA(z, j, k) = arg min
a∈A(z,j,k)

[
Cfajk + Ĵ(z− ea, 0, T )

]
∀(z, j, k) ∈ S and j > 0 (4.8)

The algorithm for calculating Ĵ(z − ea, 0, T ) consists of three main steps. The first
two steps are executed alternately and provide an estimate of the average network
flow during [0, T ] if the vector of on-hand stock levels at time t = 0 is z− ea.

Before we describe these two steps in detail, we introduce some notation: Let Dijk

denote (an approximation of) the average demand rate of customer class k in customer
region j to warehouse i during [0, T ] and let pi denote (an approximation of) the
average stockout probability at warehouse i during [0, T ].

Step 1: Calculate the stockout probabilities pi given the demand rates Dijk, and
the vector of initial on-hand stock levels (z− ea).

Step 2: Update the demand rates Dijk given the stockout probabilities pi.

The two steps are executed until the changes in Dijk in two consecutive iterations
are smaller than some small pre-specified ε. The iterative process is initialized with
Dijk = λjk if i = Ljk(1) and Dijk = 0 otherwise. In last step, we calculate our
approximation of the relative cost under the SA-policy for state (z− ea, 0, 0).

Step 3: Calculate Ĵ(z− ea, 0, T ), given the converged values of Dijk and pi.

Note that the calculation scheme of Ĵ(z − ea, 0, T ) together with equation (4.8)
unambiguously defines the DA-policy. In the next paragraphs we explain the Step 1,
2 and 3 in more detail.

4.4.3.2 Step 1: Calculating pi for given demand rates Dijk

Because we assume that the overflow demand streams are Poisson, we can model
each warehouse i as an Erlang loss model with Si servers, demand arrival rate Di =∑
j

∑
kDijk and service rate µ. Suppose that the initial number of free servers (in

our setting this is equivalent to the on-hand stock) is equal to zi. The steady state
stockout probability in an Erlang loss model can be calculated from the well-known
Erlang B formula:

B(Si,
Di

µ
) =

1
Si!

(Diµ )Si

Si∑
x=0

1
x! (

λ
µ )x

(4.9)
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Let N(Si, Di, µ, zi, t) denote the expected number of rejected requests in the
M |M |Si|Si queue during time interval [0, t] starting with zi items in stock at time 0.
Furthermore, let ∆(Si, Di, µ, zi) represent the additional number of rejected requests
over an infinite time horizon starting with zi items in stock at time 0, compared to
steady state. The formal definition is given below:

∆(Si, Di, µ, zi) = lim
t→∞

[N(Si, Di, µ, zi, t)−Di t B(Si,
Di

µ
)] (4.10)

Our idea is to approximate the transient stockout probability with a step-function.
For t ≤ T we use a constant stockout probability pi, and for t > T we use the
steady state stockout probability pi = B(Si, Diµ). To calculate pi we assume that
the additional rejected requests compared to steady state all occur in the time interval
[0, T ]. Under this assumption, the expected number of rejected requests during [0, T ]
is equal to Di T B(Si, Diµ) + ∆(Si, Di, µ, zi) and we define pi as follows:

pi = F (Si, Di, µ, zi, T ) = max{0,min{1, B(Si,
Di

µ
) +

∆(Si, Di, µ, zi)

Di T
}} (4.11)

Note that the min and max operations in expression (4.11) have been added to make
sure that the calculated stockout probabilities are never smaller than 0 or bigger than
1. Before we can apply (4.11), we must calculate ∆(Si, Di, µ, zi).

To obtain ∆(Si, Di, µ, zi), the following steps are carried out: (i) we formulate the
M |M |Si|Si queue that represents warehouse i as an average cost MDP with a cost of
1 in case of a rejected demand, (ii) we construct a set of equations for the relative cost
vector h = (h0, h1, . . . , hSi) consisting of (Si + 1) Bellman equations and one scaling
equation, and (iii) we solve this system of equations. The scaling constraint is chosen
such that ∆(Si, Di, µ, zi) = hzi . We now explain these steps in more detail.

To formulate the M |M |Si|Si queue as an average cost MDP we choose as state the
number of items in stock. We have two events: (i) arrival of a customer demand, and
(ii) arrival of a replenishment order, and we also have two actions: (i) fulfill demand,
and (ii) reject demand. For every state we have exactly one admissible action (defined
by the nature of the M |M |Si|Si queue): Demand is fulfilled if there is on-hand stock,
and rejected otherwise. We incur unit cost for each rejected demand. The Bellman
equations for this system read as:
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h0 = + Di
Di + Si µ

+

−Di B(Si,
Di
µ )

Di + Si µ
+ Di

Di + Si µ
h0 + Si µ

Di + Si µ
h1

hn = − Di B(Si,
Di
µ )

Di + (Si−n)µ + Di
Di + (Si−n)µ hn−1 + (Si−n)µ

λ + (Si−n)µ hn+1

1≤n≤Si−1

hSi = −Di B(Si,
Di
µ )

Di
+ hSi−1

(4.12)

Next, we add a scaling equation to (4.12) such that the resulting system of equations
has a unique solution with ∆(Si, Di, µ, zi) = hzi . This constraint states that weighted
sum of all vector elements of h must be equal to zero where the weights are equal to
the state probabilities. It reads as:

Si∑
n=0

[ 1
n! (

Di
µ )n

Si∑
x=0

1
x! (

Di
µ )x

]
hn = 0 (4.13)

We obtain hzi (and thus ∆(Si, Di, µ, zi)) by solving the system of equations consisting
of (4.12) and (4.13). The simple structure of the system of equations allows for a fast
sequential solution procedure. We have illustrated our step-function approximation
of the real transient stockout probability for an arbitrary local warehouse in Example
4.1.

Example 4.1 Consider a local warehouse i with base stock level Si = 3 and suppose
that the average replenishment lead time 1/µ is equal to 1/5. Furthermore, suppose
that at a certain point in the iterative procedure for calculating Ĵ(z − ea, 0, T ), the
demand arrival rate Di =

∑
j

∑
kDijk for warehouse i is equal to 12. Warehouse i

can now be modeled as an M |M |3|3 queue with an average service time of 1/5 and a
demand arrival rate of 12. To investigate how the stockout probability at warehouse
i evolves over time, we have written a Matlab simulation script. Figure 4.1(a) shows
the evolution over time of the real stockout probability if there are 0 items in stock at
time 0 whereas Figure 4.1(b) shows our approximation of this curve using T = 1/µ.
Note that the shaded areas in Figures 4.1(a) and 4.1(b) are equal.

Figures 4.1(a) and 4.1(b) are very useful for finding appropriate values of T .
Recall that T is used in the step-function approximation of the transient stockout
probabilities, i.e. for each warehouse i, we assume a constant stockout probability
pi during [0, T ] and the steady state stockout probability pi when t > T . In this
subsection, we have developed a method for calculating pi that uses the vector of
initial on-hand stock levels (z − ea). Our objective is to choose T such that the
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(a) Real transient behavior (b) Step-function approximation

Figure 4.1 Real and approximated transient stockout probability for Example 4.1

impact of each candidate allocation decision a on the transient stockout probabilities
is relatively strong during [0, T ] and relatively weak when t > T . Obviously, allocation
decisions have most impact during the time period that they cause a (temporary)
reduction of on-hand stock at the sourcing warehouse. Since we assume base stock
replenishment policies, replenishment orders are triggered immediately when a part
leaves the warehouse. Consequently, it seems reasonable to set T equal to the average
replenishment lead time 1/µ. If we take a look at Figures 4.1(a) and 4.1(b) again,
we see that the stockout probability function depicted in Figure 4.1(b) is indeed a
pretty good step-function approximation of the transient stockout probability function
depicted in Figure 4.1(a). On one hand, if we would choose T (much) smaller than 1/µ,
the steady state approximation for t ≥ T becomes increasingly inaccurate. On the
other hand, if we would choose T (much) bigger than 1/µ, the impact of the initial
on-hand stock level on the stockout probability gets increasingly underestimated.
Obviously, the argument above is only an informal argument. In Section 4.5.2, we
compare T = 1/µ against three alternative values via numerical experiments.

Remark The transient stockout probability in Erlang loss models can be approx-
imated in various ways. An alternative to the approach proposed in this thesis is to
use a step-function where the stockout probability during [0, T ] (i.e. pi) is equal to the
average transient stockout probability during [0, T ] and the stockout probability for
t ≥ T is equal to the steady state stockout probability pi. In Appendix 4.A, we show
how to compute the average transient stockout probability during [0, T ]. Note that
this alternative approach only differs from our proposed approach in the calculation
of the stockout probability in the first segment of the step-function. To illustrate the
difference between the two approaches, we once more use Figures 4.1(a) and 4.1(b).
In our proposed approach, pi (represented by the height of the first segment of the
step-function) is chosen such that the shaded areas in Figures 4.1(b) and 4.1(a) are
equal. In the alternative approach, pi is however chosen such that the shaded area
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in Figure 4.1(b) becomes equal to the part of the shaded area in Figure 4.1(a) where
0 ≤ t ≤ T . Since there is a small shaded area above the steady state probability
and beyond t = T , the alternative approach yields a (slightly) smaller value of pi
than the approach proposed in this thesis. A potential advantage of the alternative
approach is that it can be relatively easily extended to step-functions with more than
two segments. Because we only thought of this alternative approach when this thesis
had been almost completed, we were not able to investigate it further.

4.4.3.3 Step 2: Updating Dijk for given average stockout probabilities pi

By definition of the SA-policy, all demand from customer region j and customer class
k is offered to Ljk(1). Suppose that warehouse i = Ljk(1) is out of stock during a
fraction pi of the time. Then, a fraction (1− pi) of the demand from customer region
j and customer class k is fulfilled from warehouse i and an overflow demand stream
pi λjk is offered to warehouse Ljk(2). In general, the overflow demand rates Dijk can
be recursively determined from DLjk(q),j,k = pLjk(q−1)DLjk(q−1),j,k. Hence,

DLjk(q),j,k =

{
λjk if q = 1

λjk
∏q−1
n=1 pLjk(q) if q > 1

(4.14)

Note that in this recursive formula we use the simplifying assumption that on-hand
stock levels at local warehouses are independent.

4.4.3.4 Step 3: Calculating Ĵ(z− ea, 0, T ) for given Dijk and pi

We can estimate the average flow rate of spare parts for customer class k during [0, T ]
between warehouse i and customer region j by multiplying the (estimated) average
demand rate during [0, T ] with the (estimated) average fill rate of warehouse i during
[0, T ]. We obtain an estimate of the average total cost during [0, T ] by taking the sum
over all network edges of the product of the estimated flow rate (i.e. (1 − pi)Dijk),

the fulfillment cost (i.e. Cfijk), and the length of the time horizon (i.e. T ).

4.4.3.5 Formal specification

We conclude this subsection with a formal description of the DA-policy. It consists
of the control policy (4.8) and the Algorithm 1 for calculating Ĵ(z − ea, 0, T ). To
evaluate the performance on problem instances of real-life size, we have implemented
the DA-policy in a JAVA simulation program. Each time the simulator generates a
new part request, we execute Algorithm 1 for all warehouses with on-hand stock. No
allocation decisions or relative cost vectors are stored. Consequently, storage space
requirements are minimal. The average computation time per part request is less than
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10 milliseconds on an Intel Pentium 4 2.16 GHz processor for all problem instances
in our numerical experiments (including the ones of real-life size).

Algorithm 1 Calculate Ĵ(y, 0, T )

initialization
∀(i, j, k) ∈ {0, . . . , I} × {1, . . . , J} × {1, . . . ,K} Dijk = 0

∀(j, k) ∈ {1, . . . , J} × {1, . . . ,K} DLjk(1),j,k = λjk

∀i ∈ {1, . . . , I} Di =
J∑
j=1

K∑
k=1

Dijk

p0 = 0

∀i ∈ {1, . . . , I} pi = F (Si, Di, µ, zi, T )

cf. (4.11), (4.12), (4.13)

repeat
∀(q, j, k) ∈ {2, . . . , I} × {1, . . . , J} × {1, . . . ,K} DLjk(q),j,k =

pLjk(q−1)DLjk(q−1),j,k

∀i ∈ {1, . . . , I} Di =
J∑
j=1

K∑
k=1

Dijk

∀i ∈ {1, . . . , I} pi = F (Si, Di, µ, zi, T )

cf. (4.11), (4.12), (4.13)
until Dijk does not change more than ε between two consecutive iterations

finalization

Ĵ(y, 0, T ) = T
I∑
i=0

J∑
j=1

K∑
k=1

Cfijk (1− pi) Dijk

4.5. Numerical Experiments

In this section, we investigate the performance and the structure of the proposed DA-
policy via numerical experiments. We have the following objectives in conducting
numerical experiments. First, we investigate the optimality gap of the DA-policy.
Second, we investigate the impact of the two main approximation steps in the DA-
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policy: (i) using one-step lookahead, and (ii) approximating the true relative cost
under the SA-policy with Ĵ(z− ei, 0, T ). Third, we verify that 1/µ is an appropriate
value for the design parameter T in the DA-policy. Our fourth objective is to
characterize the DA-policy by investigating how it differs from the SA-policy. Finally,
we investigate the potential cost savings of the DA-policy over the SA-policy on
problem instances of real-life size and explore how the relative performance depends
on various problem characteristics.

To meet the first four objectives we define a numerical experiment with a test bed
containing a wide range of problem instances of small size (Experiment I). For all
problem instances in this test bed, we can calculate the computationally expensive
optimal allocation policy and the computationally expensive RA-policy. In this
experiment we use relative value iteration to evaluate the performance of the allocation
policies. To meet the fifth objective we define a numerical experiment with a test bed
containing a wide range of problem instances of real-life size (Experiment II) and
use discrete event simulation to evaluate the performance of the SA-policy and the
DA-policy. In Section 4.5.1 we define the test beds, in Section 4.5.2 we describe the
experiment with problem instances of small size, in Section 4.5.3 we characterize the
DA-policy, and in Section 4.5.4 we describe the experiment with problem instances
of real-life size.

4.5.1 Description test beds Experiment I and II

For Experiment I and Experiment II we use similar test beds based on full factorial
designs on six parameters. Six more parameters are fixed within each test bed. The
main difference between both experiments is the number of local warehouses. In
both experiments, we consider 3 customer classes: customers with 2 hours contracts,
customers with 4 hours contracts, and customers with 8 hours contracts. We start
by summarizing our choices for all 12 parameters in Tables 4.2 and 4.3. Costs are
expressed in thousand euros, times are expressed in hours, and distances are expressed
in kilometers.

The total number of all possible combinations for these parameters is 2×3×3×3×3×
3 = 486 for Experiment I, and 2×3×3×3×3×4 = 648 instances for Experiment II.
We have randomly created 5 different sets of values for the coordinates of the customer
regions, as there are uniform distributions involved in the generation of these values.
This gives us in total 486 x 5 = 2430 instances for Experiment I and 648× 5 = 3240
instances for Experiment II. We now explain some of the parameters in more detail
and describe how to construct problem instances from the parameters values.

The first parameter in the factorial design is the region indicator (R). It can take
two values r1 or r2. The value r1 represents a situation where the service area
is at relatively close distance to the central warehouse; we use a small average
replenishment lead time (72 hours) and a small emergency delivery time (4 hours).
The value r2 represents a situation where the service area is at relatively large distance
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Name of parameter Values
No. of local warehouses (I) {6}
No. of customer regions (J) {24}
Delivery time profile (i > 0) tij = 0.5 + 0.01 dij
Delivery cost profile (i > 0) Cdij = 0.001 dij
Emergency delivery cost (Cd0j) {2}
Replenishment cost (Cri ) {0}
Region indicator (R) {r1, r2}

r1 : 1
µ = 72, t0j = 4

r2 : 1
µ = 120, t0j = 8

Length service area unit (l) {
√

2 · 150, 150, 13
√

6 · 150}

Customer class fractions (w) {( 1
6 ,

2
6 ,

3
6 ), ( 2

6 ,
2
6 ,

2
6 ), ( 3

6 ,
2
6 ,

1
6 )}

Relative network demand (φ) {0.2, 0.5, 1.0}
Penalty cost vector (Cp) {(1.2, 0.6, 0.3), (2.4, 1.2, 0.6), (4.8, 2.4, 1.2)}
Target time-based fill rate (Γ) {(0.5, 0.5, 0.5), (0.8, 0.8, 0.8), (0.95, 0.95, 0.95)}

Table 4.2 Factorial design Experiment I

Name of parameter Values
No. of local warehouses (I) {24}
No. of customer regions (J) {96}
Delivery time profile (i > 0) tij = 0.5 + 0.01 dij
Delivery cost profile (i > 0) Cdij = 0.001 dij
Emergency delivery cost (Cd0j) {2}
Replenishment cost (Cri ) {0}
Region indicator (R) {r1, r2}

r1 : 1
µ = 72, t0j = 4

r2 : 1
µ = 120, t0j = 8

Length service area unit (l) {
√

2 · 150, 150, 13
√

6 · 150}

Customer class fractions (w) {( 1
6 ,

2
6 ,

3
6 ), ( 2

6 ,
2
6 ,

2
6 ), ( 3

6 ,
2
6 ,

1
6 )}

Relative network demand (φ) {0.2, 0.5, 1.0}
Penalty cost vector (Cp) {(1.2, 0.6, 0.3), (2.4, 1.2, 0.6), (4.8, 2.4, 1.2)}
Target time-based fill rate (Γ) {(0.5, 0.5, 0.5), (0.8, 0.8, 0.8), (0.95, 0.95, 0.95),

(0.98, 0.98, 0.98}

Table 4.3 Factorial design Experiment II

from the central warehouse; we use a larger average replenishment lead time (120
hours) and a larger emergency delivery time (8 hours).

The second parameter in the factorial design is the length of a service area unit
(l), which determines the network layout. For all problem instances, we create a
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rectangular service area consisting of 3 x 2 (Experiment I) or 6 x 4 (Experiment II)
squares of l × l kilometers each. We position a local warehouse in the center of each
square. For both experiments, the largest value of l is chosen such that an arbitrary
part request at an arbitrary point inside the service area can in principle be fulfilled
within the service deadline. This means that l may not be larger than 150

√
2. For

all problem instances we create J = 4 · I customer regions. Each customer region has
coordinates that determine the delivery times and the delivery costs. Each customer
region generates 2 hours, 4 hours, and 8 hours spare part demands. The location of
each customer region is drawn according to a uniform distribution.

The third parameter in the factorial design is the weight vector w = (w1, w2, w3)
of the customer classes. It specifies for each customer region the fraction of demand
associated with a service deadline of 2 hours, 4 hours, and 8 hours, respectively. In our
experiments, we do not only assume that all customer regions have identical customer
class weights, but also that their total demand rates are identical. A graphical
illustration of a possible network layout for a problem instance in Experiment I with
l = 150

√
2 is given in Figure 4.2.

150 k
m

 =
 2

 h
r)

Border service Area

150 k
m

 (=
 2

 h
r)

2150 2300 2450

2150

2300

l

l

Customer region

Local warehouse

Figure 4.2 Example of network layout in Experiment I

The fourth parameter in the factorial design is the average network demand during
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the replenishment lead time divided by the number of local warehouses. We refer
to this parameter as the relative network demand (φ). From the factorial design
parameters φ and w we obtain the problem inputs λjk according to:

λjk =
wk
J
φ I µ

The fifth parameter in the factorial design is the penalty cost vector Cp. For each
customer class it specifies the penalty cost incurred per hour that a part request is
fulfilled beyond the service deadline. Typically, the hourly penalty costs get bigger
when the contractual maximum response times get smaller (so Cp1 > Cp2 > Cp3 ).

The sixth and last parameter in the factorial design is the K-dimensional vector Γ
which contains a target time-based fill rate for each customer class. We have developed
a simple heuristic to calculate the base stock level vector S from the target fill rate
vector Γ. In this heuristic we make use of a method described in Reijnen et al. (2009)
to accurately approximate the network flow rates when the base stock levels are given
and demand is fulfilled according to the SA-policy. From these flow rates we can
easily derive the total cost and the time-based fill rates per customer class. We now
summarize our heuristic for calculating the base stock levels. In the initialization step,
we set all base stock levels equal to zero. Next, we execute an iterative procedure
where we increase the base stock level that minimizes the (approximated) total cost.
We stop the iterative process when the (approximated) time-based fill rates are bigger
than the target time-based fill rates specified in Γ. A formal description of this
heuristic can be found in Appendix 4.B. Note that, by construction, our heuristic
yields close-to-optimal base stock levels under the SA-policy and |K| time-based fill
rate constraints with bounds Γk, k = 1, . . .K. In real life, OEMs typically set high
target fill rates for SKU-s with low inventory holding costs, and (relatively) low target
fill rates for SKU-s with high inventory holding costs. Thus via the target fill rates,
we are able to create different problem instances that represent a wide spectrum of
part types (expensive and inexpensive ones).

4.5.2 Experiment I

In this experiment we investigate the optimality gaps of the SA-policy, the RA-policy,
and the DA-policy on the test bed defined in Table 4.2. For each of the 2430 problem
instances, we have calculated the average annual total cost, the average annual regular
delivery cost, the average annual emergency delivery cost, and the average annual
penalty cost for all allocation policies by solving the balance equations for the Markov
chain induced by the allocation policy. Consequently, all cost figures presented in this
experiment are exact. We have run the numerical experiment on an Intel Pentium 4
2.16 GHz processor and 2.00 GB RAM. Computation times for all allocation policies
range from less than 0.1 second for problem instances with low base stock levels to 5-
10 minutes for problem instances with relatively high base stock levels (for all problem
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instances, it holds that 0 ≤ Si ≤ 5).

We start by providing insight into the spread of the optimality gaps over the 2430
problem instances for the three heuristic allocation policies. For this purpose, we
calculate for each allocation policy the 5%, 20%, 50%, 80%, and 95% percentile
optimality gap, as well as the minimum and the maximum optimality gap. The
results are shown in Table 4.4.

Percentile Optimality gap (%)
SA-policy RA-policy DA-policy

min 0.0 0.0 0.0
5% 0.3 0.0 0.0
20% 1.0 0.0 0.2
50% 4.4 0.0 0.9
80% 15.6 0.5 2.8
95% 37.0 4.3 5.9
max 85.7 18.2 12.1

Table 4.4 Experiment I: spread of optimality gap

Table 4.4 shows that the median optimality gap of the SA-policy is 4.4%. For 20%
of all problem instances the optimality gap is more than 15%, and the maximum
optimality gap is even more than 85%. So, in a considerable part of all problem
instances there is big room for improvement. The numbers for the RA-policy look
totally different. We see that for most problem instances the optimality gap of the
RA-policy is less than one percent although the maximum optimality gap of the RA-
policy is considerable (18.2%). For the DA-policy, the 5%, 20%, 50%, 80%, and
95 % optimality gap percentiles are a little bit higher than those of RA-policy, but
still pretty small. A remarkable observation is that the maximum optimality gap
of the DA-policy is smaller than the maximum optimality gap of the RA-policy.
So apparently, the DA-policy can outperform the RA-policy for individual problem
instances.

Next, we calculate the average optimality gap for all three heuristic allocation policies
over (i) all 2430 problem instances, and (ii) all subsets where one of the factorial design
parameters is fixed to one of its admissible values. Besides the average optimality gap
(shown in bold face), we also show the contribution of the regular delivery cost, the
emergency delivery cost, and the penalty cost to the optimality gap (these values are
shown in parenthesis). The results are shown in Table 4.5.

The first row in Table 4.5 shows that the average optimality gap over all problem
instances of the SA-policy, RA-policy, and DA-policy is 9.6%, 0.7%, and 1.6%
respectively. The average optimality gap of the RA-policy is thus more than a factor
10 smaller than the average optimality gap of the SA-policy. This does not only hold
for the average optimality gap over all problem instances, but also for the average
optimality gap in 16 out of 17 subsets. From all this, we conclude that the RA-policy
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Test bed subset Average optimality gap (%)
SA-policy RA-policy DA-policy

All instances 9.6 (-0.7, -5.7,16.0) 0.7 (-0.0,2.3,-1.6) 1.6 (0.3,-1.6,3.0)

R = r1 5.8 (-1.0, -3.9,10.7) 0.5 ( 0.1,1.4,-1.0) 1.2 (0.2,-1.5,2.1)
R = r2 13.3 (-0.5, -7.5,21.3) 0.9 (-0.1,3.2,-2.2) 2.1 (0.4,-1.8,3.5)

l =
√

2 · 150 8.0 (-1.7, -3.6,13.3) 0.5 ( 0.1,1.5,-1.1) 1.0 (0.2,-1.3,2.1)
l = 150 9.5 (-0.6, -5.8,15.0) 0.8 (-0.0,2.5,-1.7) 1.8 (0.3,-1.8,3.3)
l = 1

3

√
6 · 150 11.2 ( 0.0, -7.6,18.8) 0.8 (-0.1,2.9,-2.0) 2.1 (0.3,-1.8,3.6)

w = ( 1
6
, 2
6
, 3
6
) 7.4 (-0.1, -5.1,12.6) 0.8 (-0.0,2.7,-1.6) 1.4 (0.2,-1.2,2.4)

w = ( 2
6
, 2
6
, 2
6
) 10.8 (-0.9, -6.3,18.0) 0.8 (-0.2,2.7,-1.9) 1.8 (0.3,-1.8,3.3)

w = ( 3
6
, 2
6
, 1
6
) 10.6 (-1.2, -5.6,17.4) 0.5 ( 0.2,1.5,-1.2) 1.8 (0.4,-1.9,3.3)

φ = 0.2 3.4 (-0.7, -2.8, 6.9) 0.0 ( 0.0,0.2,-0.2) 0.5 (0.2,-0.3,0.6)
φ = 0.5 9.1 (-0.9, -5.8,15.8) 0.5 (-0.0,2.0,-1.5) 1.6 (0.1,-1.7,3.2)
φ = 1.0 16.1 (-0.6, -8.5,25.3) 1.6 (-0.1,4.7,-3.1) 2.8 (0.5,-2.9,5.1)

Cp = (1.2, 0.6, 0.3) 2.8 ( 0.0, -2.6, 5.4) 0.1 ( 0.0,0.4,-0.4) 0.9 (0.2,-1.3,2.1)
Cp = (2.4, 1.2, 0.6) 7.7 (-0.6, -5.3,13.6) 0.4 (-0.0,1.9,-1.4) 1.6 (0.2,-1.7,3.1)
Cp = (4.8, 2.4, 1.2) 18.2 (-1.6, -9.2,29.0) 1.6 (-0.0,4.7,-3.1) 2.4 (0.5,-1.8,3.7)

Γ = (0.50, 0.50, 0.50) 14.5 ( 0.6,-10.7,24.6) 1.2 (-0.4,4.2,-2.6) 1.4 (0.3,-1.7,2.8)
Γ = (0.80, 0.80, 0.80) 9.7 (-1.4, -5.3,16.4) 0.7 ( 0.1,2.4,-1.7) 2.2 (0.3,-2.5,4.4)
Γ = (0.95, 0.95, 0.95) 4.5 (-1.4, -1.1, 7.0) 0.2 ( 0.3,0.5,-0.5) 1.3 (0.3,-0.7,1.7)

Table 4.5 Experiment I: spread of optimality gap

consistently performs very well on this test bed. Unfortunately, the RA-policy cannot
be applied to problem instances of real-life size due to computational complexity (it
requires solving a set of Bellman equations that grows exponentially in the number
of local warehouses). That is why we have developed the DA-policy.

The table also shows that the average optimality gap of the DA-policy is about a
factor 2 bigger than the average optimality gap of the RA-policy. So apparently,
approximating the true optimal relative cost h?(z−ei, 0, 0) with hSA(z−ei, 0, 0), and
approximating hSA(z−ei, 0, 0) with Ĵ(z−ei, 0, 1/µ), both account for about half of the
observed optimality gap of the DA-policy. When switching from the SA-policy to the
DA-policy, we achieve an average cost reduction of 100% × (109.6 − 101.6)/109.6 =
7.3%. From the decomposition of the optimality gap into the three different cost
components, we see that this cost reduction is mainly obtained by replacing regular
deliveries by emergency deliveries (resulting in higher emergency delivery cost but
lower penalty cost). In the next subsection, we investigate the differences between
the SA-policy and the RA-policy in more detail.

Finally, Table 4.5 also provides valuable information on the dependencies between
the factorial design parameters and the optimality gaps for three heuristic allocation
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policies. The strongest dependencies are found for the relative network demand (φ),
the penalty cost vector (Cp), and the target time-based fill rate vector (Γ). For
all three heuristic allocation policies, the dependencies point in the same direction,
meaning that they all have relatively large optimality gaps for the same kind of
problem instances. In particular, optimality gaps seem relatively large for problem
instances where contract violations occur frequently (low Γ) and are penalized
strongly (big Cp), and the probability of multiple demands within one replenishment
lead time is relatively high (big φ).

Choice of T
To investigate the impact of the design parameter T on the performance of the DA-
policy, we have compared the DA-policy with T = 1/µ (our proposed value), with the
DA-policies with T = (1/2)·1/µ; T = 2/µ; and T = 4/µ on all 2430 problem instances
in Experiment I. The average optimality gap for T = 1/µ is 1.6% (cf. Table 4.5, first
row). For other values of T the average optimality gaps are: 2.4% (T = (1/2) · 1/µ);
2.8% (T = 2/µ); and 4.1% (T = 4/µ). A deeper investigation showed that the
value T = 1/µ does not only have the smallest average optimality gap over all 2430
problem instances, but also has the smallest average optimality gap in all 17 subsets
defined by fixing one of the factorial design parameters to one of its admissible values.
This shows that setting T = 1/µ is a robust and appropriate choice for all problem
instances. Therefore, we use this value in the remainder of this chapter.

4.5.3 Characterization of DA-policy

In this subsection we aim to characterize the DA-policy. We do this by identifying the
states where the DA-policy takes a different decision than the (simple) SA-policy. For
our analysis we use the test bed of Experiment I. We start by decomposing the state
space of each individual problem instance in disjoint sub spaces. The decomposition
is obtained using four simple filters. A filter is like a decision node in classification
trees. It takes as input a state space S and splits it in n disjoint sub state spaces
S1, . . . ,Sn such that S1∪ . . .∪Sn = S, based on the evaluation of the filter expression
for all states s ∈ S.

The first filter evaluates for each state (z, j, k) the customer class k. The second filter
evaluates for each state whether or not the DA-policy and the SA-policy propose the
same decision. For states where the two policies propose the same decision, we do not
decompose further. For all other states, we apply a third and a fourth filter. The third
filter considers for each state the associated DA decision and distinguishes between
three options: (i) the DA-policy chooses the central warehouse, (ii) the DA-policy
chooses a local warehouse with exactly one item in stock, and (iii) the DA-policy
chooses a local warehouse with more than one item in stock. The fourth filter is
similar to the third, but considers the SA decision instead of the DA decision. These
four filters decompose the state space of each problem instance into (3× 1× 1) + (3×
1× (9− 1)) = 27 disjoint subspaces.
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By solving the balance equations for the Markov chain induced by the DA-policy,
we obtain the fraction of all decision events that belong to each of these 27 sub
spaces. This provides valuable information on when and how often the DA-policy
and the SA-policy propose different decisions. When the two policies propose different
decisions, we investigate how the DA-policy rates the decision proposed by the SA-
policy. For this purpose, we introduce the variable q(x, y, z, j, k) = [Cfyjk + hDA(z −
ey, 0, 0)] − [Cfxjk + hDA(z − ex, 0, 0)]. We can interpret q(x, y, z, j, k) as the cost
difference (according to the DA-policy) when fulfilling a demand from customer region
j and customer class k from warehouse x instead of warehouse y if the vector of on-
hand stock levels is z. We define the cost difference q(S) over a set of states S as the
weighted sum of all q(aDA(z, j, k), aSA(z, j, k), z, j, k) with (z, j, k) ∈ S. Let π(z, j, k)
denote the steady state probability of state (z, j, k) under the DA-policy. Then, we
get:

q(S) =

∑
(z,j,k)∈S

π(z, j, k) q(aDA(z, j, k), aSA(z, j, k), z, j, k)∑
(z,j,k)∈S

π(z, j, k)
(4.15)

In Table 4.6 we have shown the average over all 2430 problem instances of the decision
event probabilities and q(S) for all 27 sub spaces. In line with previous notation, aDA

(aSA) represents the warehouse selected by the DA (SA) policy, and z(i) represents
the on-hand stock at warehouse i.

From Table 4.6 we learn that on average for 100%× (0.309 + 0.276 + 0.264) = 84.9%
of all part requests the DA-policy and the SA-policy propose the same allocation
decision. From subset 2 and 3 we learn that the DA-policy will only execute an
emergency delivery for 2 hours demand if there is no other option. Subsets 11 and
20 indicate that for 4 and 8 hours demand this is different; here the DA-policy
prefers an emergency delivery from the central warehouse over a regular delivery
from a local warehouse with only one item in stock. The explanation is that the
DA-policy anticipates situations where a 2 hours demand occurs before the triggered
replenishment order arrives and finds all nearby local warehouses out of stock.

The figures for subsets 8, 17, and 26 show that it also happens that the DA-policy
decides to fulfill demand from a local warehouse with more than one item in stock
whereas the SA-policy decides to select a local warehouse with only one item in
stock. Furthermore, we see that the DA-policy expects the biggest cost reductions in
situations where the DA-policy decides to fulfill an 8 hours demand from the central
warehouse and the SA-policy decides to fulfill this demand from a local warehouse
with only one item in stock (cf. subset 20; it has the highest q(S) value of all subsets).
Because the average event probability for subset 20 is also relatively high (2.7%), the
decisions covered by this subset seem to be responsible for a large part of the cost
reductions that can be achieved when switching from the SA-policy to the DA-policy.
Summarizing we can say that the main difference between the DA-policy and the
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Subset Filter 1 Filter 2 Filter 3 Filter 4 Event q(S)

1 k = 1 aDA = aSA N/A N/A 0.309 0
2 . aDA 6= aSA aDA = 0 z(aSA) = 1 0.000 414
3 . . . z(aSA) > 1 0.000 249
4 . . z(aDA) = 1 aSA = 0 0 N/A
5 . . . z(aSA) = 1 0.014 49
6 . . . z(aSA) > 1 0.001 18
7 . . z(aDA) > 1 aSA = 0 0 N/A
8 . . . z(aSA) = 1 0.007 68
9 . . . z(aSA) > 1 0.002 27

10 k = 2 aDA = aSA N/A N/A 0.276 0
11 . aDA 6= aSA aDA = 0 z(aSA) = 1 0.007 321
12 . . . z(aSA) > 1 0.000 202
13 . . z(aDA) = 1 aSA = 0 0 N/A
14 . . . z(aSA) = 1 0.031 55
15 . . . z(aSA) > 1 0.001 19
16 . . z(aDA) > 1 aSA = 0 0 N/A
17 . . . z(aSA) = 1 0.015 76
18 . . . z(aSA) > 1 0.003 28

19 k = 3 aDA = aSA N/A N/A 0.264 0
20 . aDA 6= aSA aDA = 0 z(aSA) = 1 0.027 850
21 . . . z(aSA) > 1 0.001 608
22 . . z(aDA) = 1 aSA = 0 0 N/A
23 . . . z(aSA) = 1 0.024 49
24 . . . z(aSA) > 1 0.001 18
25 . . z(aDA) > 1 aSA = 0 0 N/A
26 . . . z(aSA) = 1 0.014 72
27 . . . z(aSA) > 1 0.002 27

Table 4.6 DA-policy characterization

SA-policy is that the DA-policy is more reluctant to take away the last item at a local
warehouse and less reluctant to use emergency deliveries from the central warehouse.
A major strength of the DA-policy is that the decision whether or not to fulfill (an
8 hours) demand from a local warehouse with only one item in stock may depend on
the on-hand stock levels at neighboring local warehouses.

4.5.4 Experiment II

In this experiment, we compare the DA-policy and the SA-policy on a test bed
containing problem instances of real-life size. The test bed has been defined in Section
4.5.1. In contrast to Experiment I, the problem instances in this experiment are too
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big for an MDP analysis. Consequently, all results here have been obtained via
discrete event simulation.

The length of each simulation run depends on the problem instance and is chosen such
that the probability that the simulated average cost differs more than 1% from its
expected value is less than approximately 5%. To achieve this, we adopt the method
of non-overlapping batch means described in Appendix A. We execute this method
with a warming-up period of 5,000 demands and 20 batches each of initial size 5,000.
As long as the desired 99% accuracy is not reached, the batch size is doubled and
the existing batches are reorganized. For all problem instances and all production
policies in this experiment, the desired 99% accuracy has been reached with a batch
size of 10,000 maximum.

We calculate the average cost savings of the DA-policy over the SA-policy over (i)
all 3240 problem instances, and (ii) all subsets where one of the factorial design
parameters takes one of its admissible values. Besides the average cost savings (shown
in bold face), we also show the minimum and the maximum cost savings (these values
are shown in parenthesis). The results are shown in Table 4.7.

Test bed subset N Average cost savings (%)
All instances 3240 7.9 (-0.5,46.6)

R = r1 1620 6.8 (-0.4,39.8)
R = r2 1620 9.0 (-0.5,46.6)

l =
√

2 · 150 1080 6.4 (-0.4,38.6)
l = 150 1080 8.5 (-0.4,38.8)
l = 1

3

√
6 · 150 1080 8.9 (-0.5,46.6)

w = ( 1
6
, 2
6
, 3
6
) 1080 5.0 (-0.5,39.6)

w = ( 2
6
, 2
6
, 2
6
) 1080 8.5 (-0.4,46.6)

w = ( 3
6
, 2
6
, 1
6
) 1080 10.1 (-0.4,39.8)

φ = 0.2 1080 4.0 (-0.4,25.6)
φ = 0.5 1080 8.1 ( 0.1,40.2)
φ = 1.0 1080 11.6 (-0.5,46.6)

Cp = (1200, 600, 300) 1080 3.6 (-0.5,17.4)
Cp = (2400, 1200, 600) 1080 6.9 (-0.3,26.3)
Cp = (4800, 2400, 1200) 1080 13.1 ( 0.0,46.6)

Γ = 0.50× 1 810 12.3 (-0.5,46.6)
Γ = 0.80× 1 810 11.3 ( 0.6,38.6)
Γ = 0.95× 1 810 5.5 (-0.1,26.1)
Γ = 0.98× 1 810 2.5 (-0.4,15.7)

Table 4.7 Experiment II: aggregated cost savings DA-policy over SA-policy

We see that the average cost reduction over all 3240 problem instances when switching
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from the SA-policy to the DA-policy is 7.9%. When leaving out all problem instances
with Γ = (0.98, 098, 0.98) (this parameter value is not present in Experiment I), the
average cost reduction is even 9.7%. This is more than 30% bigger than the average
cost reduction in Experiment I (7.3%) and a clear indication that the DA-policy
scales very well. When looking into more detail, we see that the cost reduction for
problem instances with region indicator R = r2 (emergency delivery time of 8 hours)
is bigger than the cost reduction for problem instances with region indicator R = r1
(emergency delivery time of 4 hours). We also see that the cost reduction gets bigger
if the service area gets smaller (and thus the warehouse ’density’ get higher). Just like
in Experiment I, we see that potential cost savings strongly depend on the relative
network demand φ, the penalty cost vector Cp, and the target time-based fill rate
vector Γ (cf. Table 4.5).

All together, switching from the SA-policy to the DA-policy seems in particular
beneficial in situations where: (i) contract violations are expensive and occur
frequently, (ii) emergency deliveries involve high delivery and/or penalty cost, and (iii)
the probability of multiple demands within one replenishment lead time is relatively
high. In all these situations, the SA-policy suffers from the weakness that it does not
anticipate future stockouts and the contract violations and penalty costs this may
cause.

4.6. Conclusions

We conclude by summarizing our main results. In this chapter, we developed a
dynamic policy for allocating available network stock to real-time part requests in
a single-echelon multi-location spare parts network with multiple customer classes
where part requests can often be fulfilled from more than one warehouse within
the service deadline. Our dynamic allocation policy is a one-step lookahead policy
that approximates the optimal relative cost with an estimate of the relative cost
under a static allocation policy. First, we showed on a test bed with small problem
instances that the optimality gap of our dynamic allocation policy is small (1.6%
on average). This is much smaller than the optimality gap of a simple but widely
used static allocation policy (9.6% on average). We also showed that on problem
instances of real-life size, the dynamic allocation policy achieves average cost savings
of 7.9% in comparison to the static allocation policy. Second, we showed that the
dynamic allocation policy in particular outperforms the static allocation policy when
contract violations are expensive and occur frequently, emergency deliveries involve
high delivery and/or penalty cost, and the probability of multiple demands within
one replenishment lead time is relatively high. Third, we characterized our dynamic
allocation policy and showed that it mainly differs from the static allocation policy in
situations where the static allocation policy selects a warehouse with only one item
in stock, and the current part request has a relatively high maximum response time.
In particular, we showed that switching from the greedy static allocation policy to
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the dynamic allocation policy with (limited) lookahead changes the role of emergency
deliveries from a tool of last resort to a tool that is actively used to avoid on-hand
stock reductions at local warehouses in situations where this is considered undesirable.

For future research, it would be interesting and important to investigate the impact
of inaccurate demand rate forecasts on the performance of the DA-policy. Obviously,
the accuracy of model parameters that describe the system dynamics (such as demand
rates, failure rates, and repair rates) have an impact of the performance of control
policies that anticipate future events. This holds for any dynamic control problem.
However, in this case requirements on data granularity are high because the DA-policy
(and probably most dynamic allocation policies) needs demand forecast information
per customer region. It is thus not enough to only have reliable demand forecast
information on the network level. As spare parts demand originates from installed
technical systems operated at a particular geographical location, this touches the issue
of (the quality of) installed base information (cf. Dekker et al. (2013)).

Another interesting direction for future research is the optimization of base stock levels
under a dynamic allocation policy like the one presented in this chapter. In light of the
success of simulation-based optimization of base stock levels in Chapters 2 and 3, this
method might also work well for the problem setting studied in this chapter. With
simulation optimization, we can create full anticipation of the method for calculating
base stock levels on the dynamic allocation policy. Since our proposed allocation
policy is using the available network inventory in a smart (dynamic) way, we expect
that it needs lower base stock levels than the static allocation policy. In real life,
an automatic optimization of base stock levels with respect to a dynamic allocation
policy might be hard because the system is very complex. From IBM’s spare parts
logistics, we know that there are additional supply streams from reverse logistics,
additional (ad-hoc) demand streams for spare parts from non-IBM customers, and
space restrictions at the local warehouses. Furthermore, there are often (soft) targets
on the customer fill rates. These target may vary per geographical region and depend
on realized customer service in the past and/or business expansion plans. Finally, also
availability and prices of spare parts in the market may place a role in the decision
to determine appropriate base stock levels. While these factors complicate a fully
automated optimization of base stock levels, we think that a simulation model that
incorporates a dynamic allocation policy might be very valuable as component in a
decision support tool.

4.A. Calculation of average transient loss probabilities

We consider a queuing system consisting of c parallel identical servers. Jobs arrive
according to a Poisson distribution with rate D and jobs that find all servers busy
leave the system immediately without being served. This is the well-known Erlang
loss model ( M |M |c|c queue). Processing times are independent exponential variables
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with mean 1/µ. We are interested in the average transient loss probability during
[0, T ] if the number of jobs in the system at time t = 0 is equal to i. Let X(t) denote
the state (i.e. the number of jobs in the system) at time t, t ≥ 0. First, we show how
to compute the transition probabilities

pij(t) = P (X(t) = j|X(0) = i),

for each i and j. To do so, we formulate the Erlang loss model as an MDP and apply
uniformization. This means that we add at each state i a transition to itself such
that the total outgoing transition rate in each state is equal to ω = cµ + D. Hence,
transitions take place according to a Poisson process with rate ω, and the matrix P
of transition probabilities pij is given by:

P =



cµ/ω D/ω 0 0 0 0 0
µ/ω (c− 1)µ/ω D/ω 0 0 0 0

0 2µ/ω (c− 2)µ/ω D/ω 0 0 0
0 0 3µ/ω (c− 3)µ/ω D/ω 0 0

...
...

. . .
. . .

. . .
. . .

0 0 0 0 (c− 1)µ/ω µ/ω D/ω
0 0 0 0 0 cµ/ω D/ω


Conditioning on the number of transitions in [0, t], we get

P (t) =

∞∑
n=0

e−ωt
(ωt)n

n!
Pn, (4.16)

where P (t) is the matrix with elements pij(t).

Next, we focus on the expected time mij(T ) spent in state j during the interval [0, T ],
when starting in state i. We have

mij(T ) =

∫ T

t=0

pij(t)dt,

or in matrix notation,

M(T ) =

∫ T

t=0

P (t)dt,

where M(T ) is the matrix with elements mij(T ). Substituting (4.16) and exploiting
the relationships between the Poisson cumulative distribution function and incomplete
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gamma functions leads to

M(T ) =

∞∑
n=0

∫ T

t=0

e−ωt
(ωt)n

n!
dt Pn =

1

ω

∞∑
n=0

P (Y > n) Pn

where Y is a Poisson random variable with mean ωT .

Using the PASTA property, it is now easy to see that the average transient loss
probability during [0, T ] starting with i jobs in the system is equal to mic(T )/T . For
a more elaborated analysis, we refer to Kulkarni (1999).
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4.B. Calculation of base stock levels

In this appendix, we formally state the method for calculating a base stock level vector
S from a target time-based fill rates vector Γ. It consists of two parts. Algorithm 2
approximates the average cost per time unit and the time-based fill rates for a given
base stock level vector. In Algorithm 3 we use this evaluation procedure to find a
base stock level vector such that the (approximated) time-based fill rates exceed the
target time-based fill rates, and the (approximated) average total cost is low.

Algorithm 2 Calculate Ĉ(S) and Γ̂(S)

initialization
∀(i, j, k) ∈ {0, . . . , I} × {1, . . . , J} × {1, . . . ,K} Dijk = 0

∀(j, k) ∈ {1, . . . , J} × {1, . . . ,K} DLjk(1),j,k = λjk

∀i ∈ {1, . . . , I} Di =
J∑
j=1

K∑
k=1

Dijk

p0 = 0

∀i ∈ {1, . . . , I} pi = B(Si,
Di
µ ) cf. (4.9)

repeat
∀(q, j, k) ∈ {2, . . . , I} × {1, . . . , J} × {1, . . . ,K} DLjk(q),j,k =

pLjk(q−1)DLjk(q−1),j,k

∀i ∈ {1, . . . , I} Di =
J∑
j=1

K∑
k=1

Dijk

∀i ∈ {1, . . . , I} pi = B(Si,
Di
µ ) cf. (4.9)

until Dijk does not change more than ε between two consecutive iterations

finalization

Ĉ(S) =
I∑
i=0

J∑
j=1

K∑
k=1

Cfijk (1− pi) Dijk

Γ̂k(S) =

[
I∑
i=0

J∑
j=1

(1− pi) Dijk δijk

]
/

[
J∑
j=1

λjk

]
with δijk = 1 if tij < W k

max and 0 otherwise
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Algorithm 3 Calculate S(Γ)

initialization

S = 0
calculate Γ̂(S) and ∆C(S, i) = Ĉ(S)− Ĉ(S + ei), i = 1, . . . , I using Algorithm 2

while ∃ k | Γ̂k < Γk do

n = arg max
i∈{1,...,I}

[
∆C(S, i)

]
Sn := Sn + 1

calculate Γ̂(S), ∆C(S, i) = Ĉ(S)− Ĉ(S + ei), i = 1, . . . , I using Algorithm 2
end while





Chapter 5

Conclusions

In this thesis we studied three operational planning problems in production and spare
parts environments. The common element in all studies is the real-time, dynamic
resource allocation in systems with base stock level vectors. The primary goal of this
thesis was to develop allocation policies that outperform the best allocation policies
in the existing literature. The secondary goal of this thesis was to optimize base stock
levels, preferably while anticipating the applied (dynamic) allocation policy. In this
chapter, we summarize our results and discuss areas for future research.

5.1. Results

We first summarize the main results of this thesis per chapter. We conclude this
section with some global insights that go beyond the specific context of the individual
chapters.

Results Chapter 2

In this chapter, we studied production/inventory systems consisting of one production
line, multiple products, one stockpoint, and non-preemptive processing. The objective
was to develop a production policy that minimizes the sum of the average inventory
holding costs and the average backordering costs. We decomposed the problem into
finding an idleness policy that determines when to produce and a scheduling policy
that determines what to produce. Such a decomposition is common in production
control systems. We modeled the idleness policy as a vector of base stock levels.
Production is switched on if the on-hand stock of at least one product is below its
base stock level and switched off otherwise. The decomposition of production policies
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into idleness policies and scheduling policies is artificial in the sense that the base
stock levels that define the idleness policy can be changed at any time at not cost.
The best production policy in the existing literature that can be applied to problems
of arbitrary size is the myopic allocation policy proposed in Peña Perez and Zipkin
(1997). It consists of the so-called myopic(T) scheduling policy and a one-dimensional
optimization along the equal priority curve to determine appropriate base stock levels
(cf. Section 2.5.1).

We developed a production policy that consists of a rolling horizon scheduling policy
and a simulation optimization method for calculating appropriate base stock levels
(cf. Section 2.5.4). The rolling horizon scheduling policy is based on the following
intuitive idea. Suppose we have a system with two SKU-s, P1 and P2. Each time
we have the opportunity to put a failed part into repair, we calculate the expected
total cost of schedules (P1, P2) and (P2, P1). If schedule (P1, P2) has lower expected
total cost than schedule (P2, P1) we select P1, otherwise we select P2. For systems
with more than two SKU-s, we calculate for each SKU Pi a priority index that is a
weighted sum of the expected total cost of schedules (Pi, Pj) and (Pj , Pi), j 6= i and
select the SKU with the lowest priority index. The simulation optimization method to
calculate appropriate base stock levels is an iterative method that uses discrete event
simulation. It consists of an initialization phase, a greedy improvement phase, and a
local search phase. In the greedy improvement phase, it uses stock level histograms
to jump from one solution to the next. We showed that this phase is very effective
and computationally efficient.

In numerical experiments with two SKU-s, we showed that the proposed simulation
optimization method performs very well. We also showed empirically that the optimal
production policy does not necessarily belong to the class of base stock policies. In
fact, we showed that the difference between the optimal production policy and the
optimal base stock production policy can grow to more than 10%. In extensive
numerical experiments, we evaluated the production policies on a wide range of
problem instances of real-life size. We considered problem instances with deterministic
production times and exponential production times, with identical and non-identical
average production times, with high and low backordering costs, et cetera. We showed
that in all of these categories, our proposed production policy outperforms the myopic
allocation policy (with cost savings of up to 30%).

Results Chapter 3

In this chapter, we studied repairable inventory systems consisting of one stock point,
one repair facility with finite capacity, and multiple critical parts of advanced technical
systems that are subject to failure. The initial spare parts supplies (often denoted as
base stock levels) must be set before the technical systems are installed and cannot be
changed thereafter. The objective is to minimize procurement costs and down-time
costs.
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The problem settings studied in Chapters 2 and 3 are related. There are however two
important differences. First, the base stock levels in production/inventory systems can
be changed at any time at no cost, whereas for repairable/inventory systems base stock
levels cannot be altered once they have been set (and so there is always a finite pool
of parts in the system). Second, SKU-s in production/inventory systems are much
more homogeneous (in terms of inventory holding cost, demand rates, and service
times) than SKU-s in repairable inventory systems. We developed a solution method
consisting of a rolling horizon policy for scheduling failed parts repair and a simulation
optimization method for calculating the initial spare parts supplies. The method
is similar to the solution method proposed in Chapter 2 for production/inventory
systems.

In extensive numerical experiments, we showed that our proposed method outperforms
all evaluated alternative solution methods. In particular, we showed that it
outperforms the static priorities method proposed in Adan et al. (2009) with more
than 15% on average on a representative test bed. We also investigated the situation
where the observed failure rates in the execution phase of the technical systems
differ from the failure rate forecasts that were used to determine the initial spare
parts supplies. In a numerical experiment, we compared the scheduling policies on
problem instances with various types of misalignments between failures rates and
base stock levels. Recall that misalignments between base stock levels and failure
rates are realistic because the base stock levels must be set before there is an installed
base of technical systems and part failures can be monitored. We showed that our
proposed scheduling policy usually also performs well on those problem instances and
has the best average performance among all evaluated scheduling policies. However,
in understocked systems with high utilization rates and moderate variations in the
average repair times, the myopic(T) scheduling policy may perform up to 30% better.
But on the other hand, there are also problem instances (understocked systems with
high utilization rates and high variations in average repair times) where our proposed
scheduling policy outperforms the myopic(T) scheduling policy by more than 20%.
So, it seems that there is no scheduling policy that performs well on arbitrary problem
instances with fixed base stock levels.

Whereas for production/inventory systems there exists an integrated method for
calculating base stock levels and scheduling decisions (the myopic allocation policy),
such an integrated approach does not really exist for the repairable inventory systems.
Only for two special cases, FCFS scheduling and static priorities scheduling, base
stock levels can be optimized with respect to the applied scheduling policy. The
FCFS scheduling logic is however extremely naive and will typically give very poor
results. The problem with static priorities scheduling is that there is no suitable
method for calculating priority assignments and base stock levels in case of non-
identical repair times. Our proposed solution method uses simulation optimization
to calculate appropriate base stock levels. This method works in combination with
arbitrary scheduling policies. To the best of our knowledge, this is the first attempt to
optimize initial spare parts supplies under a dynamic scheduling policy for this type
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of problem.

Results Chapter 4

In this chapter, we studied real-time demand fulfillment for networks consisting of
multiple local warehouses where spare parts of expensive technical systems are kept
on stock for customers with service contracts that differ in the specified maximum
response time in case of a failure and in the hourly penalty cost in case of contract
violations.

Customers are spread over the entire service area and their part requests can typically
be fulfilled from multiple local warehouses (via a regular delivery) or from an external
source with ample capacity (via an expensive emergency delivery). We assumed that
the replenishment policies at the local warehouses are given. Our objective was to
develop an inventory allocation policy that minimizes the delivery and backordering
costs.

The main contribution of this chapter is the development of a dynamic allocation
policy for allocating available network stock to incoming part requests. The policy
belongs to the class of one-step lookahead policies and the optimal relative costs
are approximated with estimates of the relative costs under a static (and greedy)
allocation policy. We showed that our proposed allocation policy performs signifi-
cantly better than this widely used static allocation policy. We also characterized our
allocation policy and showed that it mainly differs from the static allocation policy in
situations where the static allocation policy decides to deploy the last item in a local
warehouse to fulfill demand of a customer with a non-premium contract.

Insights on simulation optimization

One of the main contributions of this thesis is the development of a simulation
optimization method for calculating base stock levels for production/inventory
systems and repairable inventory systems. The method consists of an initialization
phase, a greedy improvement phase and a local search phase. In extensive numerical
experiments we showed that the simulation optimization method performs very well
and is computationally feasible.

This type of result is rare in the inventory literature. One of the main reasons
why simulation has received little attention so far is the widespread belief that
simulation is computationally infeasible for most real-life systems. This might be
true if simulation is combined with standard search methods that typically require
many function evaluations such as enumeration, simulated annealing and genetic
algorithms. However, in case simulation is used to evaluate candidate solutions, a
much more attractive approach is to design a search method that exploits one of
the main strengths of simulation, namely the capability to gather simulation data
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on any user-defined variable. In our settings, the idea is to monitor and store
information during each simulation run that can help to steer the search in the right
direction. Depending on the type of problem, this might open opportunities to find
good solutions in relatively few iterations.

This is exactly what we did in our simulation optimization method for calculating base
stock levels. In the greedy improvement phase, we do not only calculate the objective
value of a candidate solution, but we also calculate the queue length histograms of
all SKU-s. In each iteration, we simulate the systems with the current base stock
level vector and store the associated queue length histograms. Then, we use these
queue length histograms to construct a new candidate solution (cf. equations (2.3)
and (2.4)). In numerical experiments, we observed that the greedy phase finds
good solutions in only a few iterations. The local search phase that is applied
next is computationally much more expensive while at the same time the realized
improvements are often small (cf. Table 2.8). So, if computation times are an issue,
one can omit the local search phase and only lose little solution quality.

An important advantage of the simulation optimization method for calculating base
stock levels is that it can anticipate allocation decisions no matter how complicated
the scheduling policy might be. For analytical methods, such detailed anticipation is
usually only possible in very special cases such as FCFS scheduling or static priorities
scheduling. In this thesis, the simulation optimization method performs very well and
we think that there is potential for successful applications to other inventory control
problems as well. Here, one can think of optimizing the replenishment parameters in
the demand fulfillment network studied in Chapter 4, or optimizing the replenishment
parameters in assemble-to-order systems.

Insights on dynamic allocation versus static allocation

In this thesis, we focused on dynamic allocation policies. Since dynamic policies have
access to more recent information than static policies, they have the potential to
perform better than static policies. On the other hand, static priorities are usually
simpler to understand and easier to implement. In this thesis, we compared our
proposed dynamic scheduling and allocation policies to existing static policies.

For production/inventory systems and repairable inventory systems, we evaluated
FCFS scheduling. As expected, it performed very poorly. For repairable inventory
systems, we also evaluated the static priorities policy. This policy performed much
better than FCFS but still more than 15% worse than our proposed dynamic
solution method consisting of the rolling horizon scheduling policy and the simulation
optimization method. We believe that the reported average cost reduction of 15%
justifies the use of dynamic scheduling policies in these two problem settings.

In Chapter 4 where we studied demand fulfillment in spare parts networks with
multiple customer classes, the proposed dynamic allocation policy performed on
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average about 8% better than a widely used static allocation policy. This is also
a significant difference in favor of the proposed dynamic allocation policy.

5.2. Opportunities for future research

Building on the work presented in this thesis, we see three main opportunities for
future research. More specific opportunities for future research can be found in the
concluding sections of the Chapters 2-4.

Simulation optimization

The simulation optimization method plays an important role in this thesis. Although
the method already seems to perform well, we think that there is still room for
significant improvement, especially for problem instances with many heterogeneous
SKU-s (like in Experiment II of Chapter 3). Our suggestions are listed below:

(i) Instead of creating only one initial solution (and do a greedy improvement and
a local search), it might be attractive to create multiple initial solutions. From
Table 2.8 we know that the local search phase often has a small impact on the
solution quality while at the same time it is very expensive in terms of CPU
times. Consequently, it seems attractive to skip the local search phase in favor
of parallel optimization of multiple (randomized) initial solutions.

(ii) In Chapter 3, we encountered a few problem instances where the simulation
optimization method got stuck in a local optimum. This happens in particular if
the SKU-s are very inhomogeneous with respect to failure rate, repair rates, and
backordering costs. In the local search phase, we use a neighborhood consisting
of all solutions that can be obtained from the base solution by increasing or
decreasing the base stock level of exactly one SKU. However, sometimes an
improvement can only be achieved by increasing the base stock level of a
relatively inexpensive SKU with say five units and decreasing the base stock
level of another, expensive, SKU with one unit. To avoid such problems, it
would be interesting to investigate more advanced neighborhood structures.

Investigate impact of unreliable forecast information

An important topic for future research is to investigate the impact for unreliable
forecast information on the performance of dynamic policies. This is best illustrated
by the demand fulfillment network studied in Chapter 4. The straightforward static
allocation policy always fulfills demand in such a way that the delivery cost and the
penalty cost associated with the current part request are minimized. This method
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does not look into the future and does not use any demand forecast information. We
showed that this static allocation policy does not always perform well. However, an
advantage of this method is that it only considers costs that are fully predictable.
Now consider the proposed dynamic allocation policy, which selects the warehouse
that minimizes the sum of the direct (or immediate) cost plus the relative future
cost. These relative future costs depend on the expected demand rates. Now suppose
that the true demand rates for some premium contract customers are lower than the
expected demand rates. Then dynamic allocation policies might be too reluctant to
select the cheapest demand fulfillment option because they ’fear’ part requests from
premium contract customers that may cause high penalty cost in case nearby local
warehouses are out of stock. However, if these demand rates are in fact much lower
than expected, the dynamic policies hedge for scenarios that do not (or only very
rarely) occur. In such a situation, the static allocation policy might in fact perform
better. It would be interesting to investigate what level of forecast accuracy is needed
to make dynamic allocation policies really work.





Appendix A

Non-overlapping batch means

The method of non-overlapping batch means (NOBM) is the standard method for
constructing a (1−α) confidence interval for the steady-state mean µX of a simulated
stochastic process Xi, i ≤ 1. The natural estimate for µX is the sample mean
X(n) = 1

n

∑n
i=1Xi. The classical methods for constructing confidence intervals

assume independent and identically distributed random variables. These methods
cannot be directly applied to simulated output variables, since successive observations
typically fail to be independent. This is in particularly true for the inventory type of
models studied in this thesis. Therefore, the NOBM method divides the sequence of
simulated outputs Xi, 1 ≤ i ≤ n into a warming-up period of size a and m adjacent
non-overlapping batches of size k. The idea behind the NOBM method is to choose the
warming-up period and the batch size such that the batch means are approximately
independent and identically distributed normal variables.

Under these assumptions, the (1− α) confidence interval for µX is:

X(n)− t1−α/2,k−1
Sk,m√
k
≤ µX ≤ X(n) + t1−α/2,k−1

Sk,m√
k

(A.1)

Here, t1−α/2,k−1 is the Student’s t-ratio with (k − 1) degrees of freedom, and Sk,m is
the sample deviation of the k batch means.

From (A.1) we can easily derive that the probability that the simulated aver-
age cost differs more than 1% from its expected value is only less than 5% if
t1−0.05/2,k−1

Sk,m√
k
≤ 0.01X(n). For k = 20 batches, this is equivalent to Sk,m/X(n) ≤

0.01
√

20/t1−0.05/2,19 ≈ 0.021. The term Sk,m/X(n) is often referred to as the sample
coefficient of variation (ĉv).

To make sure that the probability that the simulated average cost differs more than
1% from its expected value is less than 5%, we execute following iterative procedure.
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First, we simulate the system over the specified warming-up period a and 20 batches,
each of size m. Next, we calculate the sample mean X(n) and the sample coefficient
of variation ĉv. If ĉv < 0.021, the simulation run is terminated. Otherwise, we double
the batch size, rearrange the batches (by merging batch 1 and batch 2, batch 3 and
batch 4, et cetera), simulate 10 more batches (k = 11, . . . , 20), and recalculate X(n)
and ĉv. We repeat this step until ĉv < 0.021. For a comprehensive description of the
NOBM method and its convergence properties we refer to Steiger and Wilson (2001).
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environment. PhD thesis, École Polytechnique Fédérale de Lausanne, 2003.

A. Federgruen and Z. Katalan. The stochastic economic lot scheduling problem:
cyclical base-stock policies with idle times. Management Science, 42(6):783–796,
1996.

J.C. Fransoo, V. Sridharan, and J.W.M. Bertrand. A hierarchical approach for
capacity coordination in multiple products single-machine production systems with
stationary stochastic demands. European Journal of Operational Research, 86(1):
57–72, 1995.

M.C. Fu. Gradient estimation. In Handbooks in operations research and management
science, volume 13, pages 575–616. Elsevier, 2006.

M.C. Fu, F.W. Glover, and J. April. Simulation optimization: a review, new
developments, and applications. In Proceedings of the 2005 Winter Simulation



Bibliography 127

Conference, pages 83–95. IEEE, 2005.

B. Gavish and S.C. Graves. A one-product production/inventory problem under
continuous review policy. Operations Research, pages 1228–1236, 1980.

D. Gross, D.R. Miller, and R.M. Soland. A closed queueing network model for multi-
echelon repairable item provisioning. IIE Transactions, 15(4):344–352, 1983.

A.Y. Ha. Optimal dynamic scheduling policy for a make-to-stock production system.
Operations Research, 45(1):42–53, 1997.

W.H. Hausman and G.D. Scudder. Priority scheduling rules for repairable inventory
systems. Management Science, 28(11):1215–1232, 1982.

A.C. Hax and H.C. Meal. Hierarchical Integration of Production Planning and
Scheduling, volume I of Studies in Management Sciences. North-Holland-America
Elsevier, New York, 1975.

R.J. Hillestad. Dyna-metric: Dynamic multi-echelon technique for recoverable item
control. Technical Report R2785-AF, RAND Corporation, 1982.

K.E. Isaacson and P.M. Boren. Dyna-metric version 6. an advanced capability
assessment model. Technical Report R4214-AF, RAND Corporation, 1993.

M.N. Jalil. Customer Information Driven After Sales Service Management: Lessons
from Spare Parts Logistics. ERIM PhD Series Research in Management. Erasmus
University Rotterdam, 2011.

G. Janakiraman, M. Nagarajan, and S. Veeraraghavan. Simple policies for managing
flexible capacity. Management Sci, 2009.

M.E. Johnson and G. Scudder. Supporting quick response through scheduling of
make-to-stock production/inventory systems. Decision Sciences, 30(2):441–467,
1999.
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Summary

Dynamic allocation in multi-dimensional inventory models

In inventory management, we see a trend that operational decision making becomes
more important, in addition to strategic and tactical decision making. Underlying
reasons for this trend are: diversification and smaller batch sizes, increasing demand
volatility, and increasing customer demand for fast service. In this thesis, we
study dynamic resource allocation in production/inventory systems and spare parts
inventory systems. Our primary goal is to develop quantitative methods to use
resources (such as production capacity, repair capacity and spare parts) in a cost
effective manner. In particular, we explore the opportunities of Approximate Dynamic
Programming for dynamic resource allocation. Our secondary goal is to optimize stock
levels, preferably while anticipating the (dynamic) allocation policy. Here, analytical
methods often fall short.

In Chapter 2, we study production/inventory systems consisting of one stockpoint,
one production line, and multiple products. We decompose the problem in finding an
idleness policy that dictates when production is switched off and on and a scheduling
policy that selects the good to produce in the latter case. The idleness policy is
determined by a vector of base stock levels, one per SKU. When all on-hand stock
levels are equal to the base stock levels, the production is switched off. Otherwise, the
production continues with one of the SKU-s for which the on-hand stock is below its
base stock level. Demand is fulfilled immediately if there is an item of the requested
SKU on stock, otherwise it is backordered. The objective is to minimize inventory
holding costs and backordering costs. We develop a new, heuristic production policy
that is applicable to problems of real-life size and arbitrarily distributed production
times. It consists of a rolling horizon scheduling policy and a simulation optimization
method for calculating the base stock levels. The rolling horizon scheduling policy
is an index policy based on the expected total costs of schedules consisting of two
products. Our simulation optimization method for calculating base stock levels
consists of three phases: an initialization phase, a greedy improvement phase and a
local search phase. The algorithmic strength of the method is the greedy improvement
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phase where it uses normalized stock level histograms to steer the iterative search.
The method does not make any assumptions about the (structure of the) allocation
policy and the distribution of the production times. On a test bed with two products,
we show that our production policy has a small optimality gap and that our simulation
optimization method calculates near-optimal base stock levels. In extensive numerical
experiments with ten SKU-s, we show that our production policy outperforms the best
production policy in the existing literature. In case of inhomogeneous SKU-s, the cost
savings compared to the myopic allocation policy proposed in Peña Perez and Zipkin
(1997) can grow up to 30%.

In Chapter 3, we study repairable inventory systems consisting of one stock point, one
repair facility with finite capacity, and multiple critical parts (SKU-s) of advanced
technical systems that are subject to failure. Part requests are met from stock
if possible, and backordered otherwise. The initial spare parts supplies must be
set before the technical systems are installed and cannot be altered later. The
objective is to minimize procurement costs and down-time costs. Obviously, the
repairable inventory problem discussed in Chapter 3 has similarities with the multi-
item production/inventory system studied in Chapter 2. There are however also some
differences, the three most important ones are listed below.

• In the repairable inventory problem, the inventory holding cost of each SKU only
depends on the (constant) circulation stock. This means that in the scheduling
logic, inventory holding costs are irrelevant. In the production/inventory
problem, the inventory holding cost of each SKU however depends on the on-
hand stock (and thus on the scheduling logic).

• In repair environments, the spread in demand rates and the spread in the
inventory holding cost rates across all SKU-s are much higher.

• In the repairable inventory problem, the initial spare parts supplies must be
set upfront and cannot be changed later. Typically, the circulation stocks are
determined based on expected failure rates and the available financial budget.
Since the expected lifetime of the technical systems is long, it can very well
happen that at a certain point in time the observed failure rates differ from their
original forecasts. In the production/inventory problem, such misalignments are
not possible because base stock levels can be changed at any time at no cost.

We develop new solution methods for calculating initial spare parts supplies at the
beginning of the exploitation phase and calculating repair scheduling decisions during
the exploitation phase of the technical systems. These methods are adjusted versions
of the methods developed in Chapter 2. Due to the bigger cost differences among
SKU-s, static scheduling policies have a better chance to perform well in repairable
inventory systems than in production/inventory systems. In a numerical experiment,
we therefor compare our (dynamic) solution method against the static priorities
method proposed in Adan et al. (2009) and show that our solution method achieves
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an average cost reduction of more than 15%. Since the static priorities method does
not support non-identical average repair times, the experiment is limited to identical
average repair times.

To investigate the impact of possible misalignments between initial supplies and
observed failures rates, we define a numerical experiment where the initial spare
parts supplies are fixed (not subject to optimization) and follow from original part
failure rate forecasts. We show that if the system utilization rate is high and the
observed part failure rates are higher than the original forecasts, none of the evaluated
scheduling policies performs well on all problem instances. Yet, our proposed solution
method shows the best average performance. Also in other numerical experiments, we
show that our proposed solution method outperforms all existing solution methods.
In particular, it achieves big improvements compared to solution methods that use
the FCFS scheduling policy or the Priority Repair scheduling policy used in Dyna-
METRIC.

In Chapter 4, we develop a dynamic policy for allocating available network stock to
real-time part requests in a single-echelon multi-location spare parts network with
multiple customer classes. A customer class consists of all customers with the same
service contract. Each service contract specifies a maximum response time in case
of a failure and hourly penalty costs for contract violations. Part requests can be
fulfilled from multiple local warehouses via a regular delivery, or from an external
source with ample capacity via an expensive emergency delivery. The objective is to
minimize delivery costs and penalty costs. The problem setting is inspired on IBM’s
spare parts logistics in Europe. Our dynamic allocation policy is a one-step lookahead
policy that approximates the optimal relative cost with an estimate of the relative
cost under a simple greedy allocation policy. In extensive numerical experiments, we
show that our dynamic allocation policy has a small optimality gap and outperforms
a widely used static allocation policy. We characterize our dynamic allocation policy
and show that it mainly differs from the static allocation policy in situations where
the static allocation policy selects a warehouse with only one item in stock, and where
the current part request has a relatively high maximum response time. In particular,
we show that switching from the static allocation policy to the dynamic allocation
policy changes the role of emergency deliveries from a tool of last resort to a tool that
is actively used to avoid on-hand stock reductions at local warehouses in situations
where this is considered undesirable.

Finally, in Chapter 5, we summarize the main findings of the studies described in
previous chapters of this dissertation and make suggestions for future research.
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