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CHAPTER 1

Introduction

1.1 Introduction

Modern technology is dependent, to a large extent, on digital processing. Digital
processing of analog and real-world signals is enabled by analog to digital converters
(ADC). As the demands scale in the areas such as mobile communication, medical
instrumentation, space telemetry, etc, ADCs are subject to ever more stringent de-
mands to meet the above needs. In practice, ADCs are limited in their efficiency,
robustness and flexibility.

Efficiency refers to the ratio of the performance per unit resource. Performance and
resource can each be expressed in a variety of ways.
Performance includes resolution, sensitivity, bandwidth, and conversion time. Res-
olution is the ratio between the maximum signal measured to the smallest part that
can be resolved. It is usually expressed as the effective number of bits (ENOB).
Higher resolution is generally limited by power constraints, circuit non-idealities,
fabrication technology limitations, etc. Sensitivity is an absolute quantity. It is the
smallest absolute amount of change that can be measured or detected by a mea-
surement. It is expressed in volts or amperes. E.g.: an ADC with a sensitivity of
10uV can detect a signal as small as 10uV. Sensitivity is an important parameter
in electronic instrumentation and radio receivers. Bandwidth defines the range of
frequencies that the ADC can handle. This is an important performance metric for
high-speed applications. Generally, the resolution of an ADC holds true within a
certain bandwidth. Applications which require conversion on a per sample basis,
define conversion time as a performance parameter. A low conversion time is de-
sirable as it leads to improved throughput and/or low latency and in some cases,
energy savings as well.

Resources include power, energy, area, design time and human resources. All circuits
draw current from the supply and consume power. It is a limited resource especially
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1.1. INTRODUCTION

for battery operated and energy harvesting applications. A low power consumption
results in longer battery life and less problems with cooling. For ADCs, energy
per conversion is the product of the power consumption and the conversion time.
Popularly, a metric called Energy/conversion-step is used. Fabrication costs are di-
rectly proportional to the area, which makes it a limited resource. Design time is
the time required to design and verify circuits. It is a resource which is most often
ignored. The longer the design time, the greater the costs involved. Market condi-
tions, consumer demands and competitor products also impose a finite design time
constraint. Experienced circuit designers are very limited in numbers. Availability
of good circuit design expertise is a limited and a costly resource.

Improving the performance of the ADC comes at the cost of resources. Efficiency
concerns itself with the utilization of the least amount of resources to achieve the
required performance. This is a challenge in many applications due to the complex
interdependence between the various performance metrics and resources.

Robustness of an ADC refers to its ability to cope with uncertainties that arise at
design-time, processing-time and run-time. Designing an ADC involves extensive
system and circuit level simulations. While circuits are designed with certain mar-
gins to account for process variations, it is practically infeasible to simulate and
verify every aspect of the ADC even with a perfect fabrication flow. E.g.: simu-
lations such as AC response are simulated only over a finite bandwidth; transient
analysis simulation is carried out over a finite time interval. All of these introduce
uncertainties at design-time. Uncertainties are also introduced during processing
due to the inherent limitations such as process tolerances of fabrication technology.
This results in chips that do not function or perform sub-optimally and hampers the
yield. Finally we also face uncertainties at run-time. These are imposed by envi-
ronmental factors such as temperature, moisture, radiation, presence of interferers,
supply voltage variation, etc. All these uncertainties influence the performance of
the designed ADC beyond its intended specifications leading to under-performance.
Moreover, these uncertainties are difficult to predict in most applications. Very of-
ten there is an effort to minimize the above uncertainties by overdesigning the ADC.
However, this hampers the efficiency.

The flexibility of an ADC refers to its ability to cope with changing user requirements
and application space. This can manifest in different scenarios. A first scenario is
the single user, single application and varying performance specifications, e.g.: user
requiring higher resolution for a limited time period. A second scenario is the single
user, multiple applications, e.g.: the ADC inside a mobile handset handling multiple
standards. A third scenario is the multiple users, multiple applications, e.g.: generic
ADC embedded in programmable logic chips such as a FPGA.
These scenarios can impose a variety of challenging constraints on the ADC. Its
ability to address one or all of the above scenarios is determined by its flexibility,
which can be solved, for example, with a reconfigurable ADC.

10



Chapter 1. Introduction

Given the challenges in designing robust, flexible and efficient ADCs, many solutions
have been proposed which include reconfigurable ADCs. Sigma delta modulators,
with their inherent ability to trade-off speed-resolution-power are well suited for
implementation as reconfigurable ADCs. While combining the aspects of sigma
delta modulation with reconfigurability has the potential to solve many of the above
problems, it also has its limitations in terms of robustness, flexibility and efficiency.

1.2 Aim

The overall aim of this thesis is to propose methods and evaluate their applica-
bility towards improving the robustness, flexibility and efficiency of sigma delta
modulators. With respect to robustness, we aim to account for uncertainties at
design-time, processing-time and run-time. Towards achieving this global aim, we
introduce two new concepts, namely, limit cycle based calibration and adaptive dy-
namic range scaling. Specifically, we aim to check the feasibility of these techniques
towards improving robustness (including stability), flexibility and efficiency while
also enabling new features. Following the feasibility evaluation we aim to quantify
these improvements, evaluate the limitations and verify the techniques with an IC
implementation.

1.3 Scope

Improving the robustness, flexibility and efficiency of reconfigurable sigma delta
modulators covers a very large domain. Due to practical constraints such as the
finite time available for this study, we limit our scope as follows. There are multiple
approaches towards achieving our aim. This thesis will focus on a new approach
which uses the limit cycle theory and adaptive dynamic range scaling. Our appli-
cation scope is limited to applications requiring high resolution and low bandwidth.
These include signal acquisition in bio-chemical laboratory instrumentation, signal
acquisition for bio-potentials and other bio-sensors. Feasibility and implementa-
tion is limited to standard CMOS technology. While certain technologies are better
suited for certain applications (e.g.: BiCMOS for high frequency RF), their study
is beyond the scope of this thesis. Many of the uncertainties mentioned before in-
troduce non-idealities in the sigma delta modulator. These can be classified into
system level non-idealities and circuit-level non-idealities. We limit our study to
system level non-idealities in a sigma delta modulator such as inaccuracies in loop-
filter co-efficients, stability, excess loop delay correction and hysteresis correction.
Many circuit-level non-idealities have system-level implications and manifest as one
of the above non-idealities.

1.4 Original Contributions

The original contributions of this thesis can be summarized as follows, clustered
around the three main themes: limit-cycle calibration, limit-cycle based stability
theory and sub-ranging with incremental SDMs.
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1.5. THESIS OUTLINE

Limit cycle based calibration

� the conception of a method for extraction of a metric called limit-cycle distribu-
tions from the output bit-stream of the SDM;

� the evaluation of the effects of loop-filter zero position inaccuracy, excess loop
delay and hysteresis on the limit cycle distributions;

� a limit-cycle based background calibration technique for the simultaneous correc-
tion/compensation of the above system level non-idealities.

Limit cycle based stability theory

� a method for analysis and synthesis of stable higher order modulators based on
limit cycles;

� a method of predicting instability with the help of phase-magnitude plots;

� a method that makes the contributions of non-idealities visible, such as loop-filter
zero position. inaccuracy, excess loop delay and hysteresis towards instability.

Sub-ranging with incremental SDMs

� a method for analog to digital conversion of DC input signals using a combination
of sub-ranging and incremental SDM resulting in a higher effective resolution,
higher dynamic range and higher conversion rate;

� a feedback DAC mechanism that facilitates asymmetric charge transfer that is
essential for the implementation of sub-ranging with incremental SDMs.

1.5 Thesis Outline

Chapter 2 introduces basics of sigma delta modulation using the white noise model
along with a brief introduction to incremental SDMs, calibration and various non-
idealities that affect an SDM. Chapter 3 discusses the challenges involved in Am-
perometry, an application for this work. Chapter 4 discusses alternative methods
of analysis for SDMs along with the describing function method. The describing
function method is used to derive the limit-cycle analysis of SDMs. Chapter 5 dis-
cusses the derivation of a background calibration technique using limit-cycle analysis.
Chapter 6 discusses a stability analysis method derived using the limit-cycle analysis.
The method is further used for the synthesis of higher order modulators. Chapter
7 discusses a method that uses a combination of sub-ranging and incremental SDM
operation to achieve high resolutions and high conversion rates. Chapter 8 discusses
the design of an ultra-low current read-out SDM and the challenges involved in the
design of the feedback DAC. Chapter 9 discusses the design of a reconfigurable SDM
that addresses the short-comings of the design from the preceeding chapter and ad-
dresses the requirements of the various application discussed in chapter 3. Chapter
10 presents the conclusions followed by some recommendations for future work.

12



CHAPTER 2

Sigma Delta Modulation and Calibration

This chapter introduces the basics of quantization and the derivation of
the white noise model of sigma delta modulators. Incremental and re-
configurable SDMs are also discussed. The various non-idealities that
affect an SDM and the broad categories of calibration techniques used to
fix them are treated. The white noise model forms the basis of much of
SDM analysis methods existing in literature. Later in this thesis, alter-
native methods of analysis will be elaborated.

2.1 Introduction

This thesis, for most part focuses on Sigma Delta ADCs. This chapter intends to
serve as a basic introduction to the concepts of quantization, sigma delta modula-
tion, reconfiguration and calibration. The subsequent chapters will build upon the
foundations that are discussed in this chapter.

2.1.1 Quantization

Quantization is one of the most basic operations performed by any ADC [1]. It is
the process of mapping the input, which has a continuous range of amplitude values,
into an output signal with discrete amplitude values1. The difference between the
input signal and the output signal is the quantization error. Figure 2.1(a) shows the
processes of quantization using a ‘mid-rise’ quantizer and Figure 2.1(b) plots the
quantization error as a function of the input.

It can be observed that for a step size = 1, the quantization error is limited
to ±0.5. In general, for a quantizer with a step size of ∆, the quantization error
is limited to ±∆/2 as long as the quantizer is not overloaded. The quantizer gets

1In addition to amplitude quantization, time (or phase) quantization also occurs. This will be
treated in more detail in chapter 4
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Figure 2.1: Quantization. (a) Mid-rise quantizer of step size = 1 (b) Quantization
error

overloaded if the input exceeds the full-scale range of the quantizer. In reality, the
quantization error is correlated with the input (Chapter 4 discusses a model based
on describing functions which preserves this correlation). However, in the white
noise model, this error is assumed to be an additive white noise with a uniform
distribution. Calculations are thus greatly simplified by assuming the quantization
error to be random and uniformly distributed over −∆/2 to +∆/2. Figure 2.2 shows
the resulting probability density function (PDF) of the ‘quantization noise’.

PDF(x)

x

2 2

1

Figure 2.2: Uniform PDF of the quantization noise

The area under the PDF curve is equal to unity. The quantization noise power
is equal to the mean square quantization error. The mean square error is calculated
as

σ2
e = E(e− µ)2 (2.1)

where e is the quantization error. The mean of the quantization noise µ is zero,
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Chapter 2. Sigma Delta Modulation and Calibration

i.e µ = 0.

σ2
e = E(e2) (2.2)

σ2
e =

∫ + ∆
2

−∆
2

x2 PDF (x) dx

σ2
e =

∆2

12
(2.3)

Equation 2.3 denotes the total quantization noise power for a given step size ∆.
The signal to quantization noise ratio is given as,

SQNR =
Signal Power

Quantization Noise Power

Assuming a full-scale sinewave as the input, an N-bit quantizer will have a full
scale input range of 2N ∆.

Peak SQNR = 6.023N + 1.76 dB (2.4)

Consequently, each bit adds approximately 6 dB to the SQNR.

2.1.2 Oversampling

According to the Nyquist principle, in order to retain all information, any signal
must be sampled at a frequency which is at least twice the total bandwidth of the
signal. If the sampling frequency is higher than this minimum requirement, the
signal is said to be oversampled. The oversampling ratio (OSR) is given as,

OSR =
fs

2fin
(2.5)

where fs is the sampling frequency and fin is the total bandwidth of the signal
to be sampled. Figure 2.3 shows the one-sided power spectral density (PSD) of the
quantization noise of an arbitrary signal sampled at two different sampling rates fs1
and fs2.

As the total quantization noise power is ∆2

12
, the one-sided PSD for the two

sampling rates is ∆2

6fs1
and ∆2

6fs2
. It is noteworthy that increasing the sampling rate

does not decrease the total noise power, it only distributes the noise over a larger
frequency range. Hence the reduction in the PSD. If fin is the total signal bandwidth
(assuming for simplicity that the input signal has a low-pass character), then the
in-band noise power (IBN) is simply the area under the PSD curve upto a frequency
fin:

IBN =
∆2fin
6fs

Using the expression from 2.5,

15



2.1. INTRODUCTION

fs2

2
+

fs1
2

+

2

6 fs1 2

6 fs2

0

PSD

freq

Figure 2.3: One-sided PSD of the quantization noise for an arbitrary signal sampled
at fs1 and fs2

IBN =
∆2

12 OSR
(2.6)

The in-band quantization noise power decreases by a factor equal to the over-
sampling ratio, provided the signal is low-pass filtered to remove the noise after fin.
The peak SQNR after low-pass filtering is given as

Peak SQNR =
(2N−1 ∆)2

2 ∆2

12 OSR

Peak SQNR (dB) = 6.023N + 1.76 + 10log(OSR) dB (2.7)

Doubling the OSR increases the resolution by 0.5 bits.
So far we have considered an open loop system with sampling and quantization
in the forward path. Additional improvement can be obtained by using negative
feedback.

2.1.3 Sigma Delta Modulation

In addition to oversampling, the in-band quantization noise power can be further
suppressed by using negative feedback in the form of an SDM [2]. Depending on the
location where the signal is sampled, SDMs are categorized into continuous time
(CT) and discrete time (DT) SDMs. In CT SDMs, the signal is sampled at the
quantizer whereas, in a DT SDM, the signal is sampled at the input. Figure 2.4
shows a 1-bit discrete time sigma delta modulator (SDM). The following equations
are valid for a DT SDM, they are also valid for a CT SDM following a transformation
into its DT equivalent (as it is a common practice) [3].

In accordance to the white noise model, the quantizer is replaced by a linear
approximation as shown in Figure 2.5.
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Figure 2.4: Discrete Time Sigma Delta Modulator
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Figure 2.5: Linearized Discrete Time Sigma Delta Modulator

Using this model the expression for the output can be written as,

Y (z) =
H(z)

1 +H(z)
X(z) +

1

1 +H(z)
E(z) (2.8)

In reference to the linear model, H(z)
1+H(z)

is called the Signal Transfer Function

(STF) and 1
1+H(z)

is called the Noise Transfer Function (NTF). For a first order

modulator we can assume a first order loop filter. If H(z) = z−1

1−z−1 i.e a delaying
discrete time integrator, then

STF = z−1 NTF = 1− z−1 (2.9)

The input signal X(z) is simply delayed while the quantization noise E(z) is
high pass filtered. This can be verified from the frequency response of the NTF as
shown in figure 2.6

From the figure we can infer that the quantization noise is attenuated at lower
frequencies and amplified at higher frequencies. If the high frequency noise is filtered,
then the effective noise power is lowered which improves the SQNR. We shall analyze
this mathematically. Let fin be the maximum frequency content in the low-pass
input signal. In terms of radian frequency this is written as π

OSR
. The PSD of the

output quantization noise is,

Sy = Sx |NTF |2 (2.10)

where Sx = ∆2

12π
is the PSD of input quantization noise. Replacing z by ejω we

get,
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|NTF |2 = |1− ejw|2 ≈ ω2 for low frequencies (2.11)

Sy =
∆2ω2

12π
(2.12)

where Sy is the PSD of the output quantization noise. The in-band quantization
noise power is found by integrating the output PSD over the input frequency range:

IBNfirst order =

∫ π
OSR

0

∆2ω2

12π
dω (2.13)

IBNfirst order =
∆2π2

36 OSR3
(2.14)

The in-band quantization noise for this first order SDM scales as an inverse cubic
function of the oversampling ratio. For a standard double loop second order SDM,
it can easily be shown that NTF = (1 − z−1)2. Figure 2.6 plots and compares
the NTF of a second order SDM with the first order SDM. On the same lines the
in-band quantization noise for a second order SDM can be shown to be

IBNsecond order =
∆2π4

60 OSR5
(2.15)

From the above discussion we can infer that the in-band quantization noise of
a SDM scales with the order, the number of quantizer bits (which scales the step
size ∆) and the OSR. A target resolution can be achieved by scaling a combination
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of the above parameters. This freedom in scaling various parameters makes SDMs
very suitable for implementation as reconfigurable ADCs. Additionally cascaded
structures such as the MASH topology are also employed for better performance
[4]. In addition to processing low-pass signals, SDMs are also designed to process
band-pass input signals [5]. For a more formal study of SDMs and their various
implementations the reader is referred to [2, 4].

2.2 Incremental SDMs

Incremental SDMs are a special class of SDMs which were developed to address
special needs of applications in the area of DC sensing, bio-sensing and instrumen-
tation. These applications typically require a very high resolution (> 16-bits) within
a low bandwidth (DC-few kHz) and integral & differential linearity. In incremental
SDMs, the input is converted by considering a much smaller set of output bits. Fol-
lowing a conversion, the loop-filter and the decimation filter is reset in preparation
for the next conversion. Incremental SDMs will be introduced again in chapter 7.
A through study of incremental SDMs can be found in [6].

2.3 Reconfigurable SDMs

Many end-user applications impose a variety of specifications on the ADC in order to
conform to several standards. In some cases several ADCs are employed, each with a
different set of specifications addressing different standards. This is rather expensive.
A more efficient way is to use a reconfigurable ADC [7]. Reconfigurable ADCs bring
a lot of functionality while sharing the hardware cost and time of designing them
for each targeted application. Sigma Delta Modulators (SDMs) are very popular
for their suitability for a wide range of applications. While individual SDMs can
be tailored towards specific applications, a reconfigurable SDM addresses several of
them at the same time. Sigma Delta Modulators (SDMs) are typically favored as
reconfigurable ADCs. There are multiple reasons for this choice. SDMs are capable
of achieving a smart tradeoff between power, speed and accuracy. Reconfigurable
SDMs find multiple applications, among which, the most common ones are multi-
mode radios where different standards impose different specifications on the SDM
and multi-signal bio-medical interfaces where the signal bandwidths and dynamic
ranges vary widely. Additionally, but less commonly, reconfigurable SDMs have also
been employed in the domain of automotive industry. More recently (as discussed
in chapter 3) advances in amperometry and related bio-sensors for the study of
various natural phenomena also require reconfigurable current mode SDMs which
can convert signals with very large dynamic ranges.

2.4 Calibration in Reconfigurable SDMs

Verifying this programmability of highly reconfigurable SDMs during design time
by simulating Process, Voltage and Temperature (PVT) corners and Monte-Carlo
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simulations, becomes very impractical and time consuming. With fabrication tech-
nology moving to more advanced process nodes, the variation between design and
implementation is bound to increase. Furthermore, the sample-to-sample variations
also increase. As a result, calibration is necessary to ensure that reconfigurable
systems perform as expected at each configurable state.

Foreground Calibration

In foreground calibration, the normal operation of the SDM is interrupted. This is
typically done at power-up or during a reset period. In some cases, foreground cali-
bration is performed with the help of a test signal which is injected at some location
in the loop. However, interrupting the normal operation is often undesirable. This
resulted in the formation of background calibration techniques.

Background Calibration

Background calibration, as the name suggests, performs the calibration in back-
ground without interrupting the normal operation of the loop. This is advantageous
in the sense that it enables continuous calibration. Some background techniques,
like the one that will be described later on in this thesis, rely only on the output
bit-stream of the SDM for calibration, independent of the applied input. Other tech-
niques similar to foreground calibration, employ test signals which are applied in
addition to the actual input signal. While this still enables background calibration,
the addition of an extra signal is an inconvenience and also results in inferior perfor-
mance. The use of a parallel dummy circuit, identical to the one being calibrated,
has also been reported in literature [8]. By observing the effects of non-idealities
on the dummy circuit (with or without the application of a test signal), the actual
circuit is calibrated. This, however, assumes a perfect matching between the actual
circuit and its dummy, which in practice can never be guaranteed.

Post-Correction

Many calibration techniques require some sort of intervention within the loop in
order to correct the non-ideality. Post-correction techniques seek to correct the
non-ideality purely by processing the output bit-stream. Thus post-correction tech-
niques can fall under the purview of both foreground and background calibration.
Calibration requires some form of redundancy in the loop which can be tuned as
required by the calibration algorithm. Greater the redundancy, finer the resolution
of the calibration algorithm. Redundancy, however, costs area and power. Thus
post-correction is the ideal form of calibration in the sense that it requires no re-
dundancy. It relies only on digital processing which is easily available in most cases
in the form of digital signal processors. In case of SDMs, however, post-correction
algorithms are rare. This is because it is very difficult to extract information about
a non-ideality from the bit-stream on account of its highly non-linear operation.
Using non-linear techniques, however, this is made partially possible as shown in
chapter 5.
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In the next section some of the non-idealities that SDMs suffer from are discussed
along with possible methods of calibration as proposed in literature.

2.5 Non-idealities in SDMs

Most non-idealities in an SDM can be classified into system level non-idealities and
circuit level non-idealities.

2.5.1 System level non-idealities

System level non-idealities are observed at the system-level description of the SDM
independent of its circuit implementation. Many circuit level non-idealities are a
cause of system level non-idealities. E.g.: Inaccuracy in filter co-efficients is a system
level non-ideality. Inaccuracy in the RC time constant that determines the co-
efficient is a circuit level non-ideality. In this case, the circuit level non-ideality
leads to a system level non-ideality

Inaccuracy in loop-filter parameters

These include inaccuracies in the pole-zero locations and the gain. Depending on
the implementation, the error in gain may or may not be consequential. Poles are
generally placed at the origin for optimum noise suppression. In some cases, they
are used to form a notch at the edge of the signal band [2]. Zeros bring stability
to the SDM and also determine the aggressiveness of the noise-shaping function.
Inaccuracies in their frequency positions can result in inferior performance and even
instability. Common techniques to calibrate the loop filter involve calibrating the
NTF using a well defined test signal or a signal with known amplitude and frequency
information [9, 10]. Calibration of the loop-filter will be discussed in more detail in
chapter 5.

Excess loop delay

Excess loop delay (ELD) can result from a slow comparator relative to the sampling
rate or from the feedback DAC. In case of the comparator, it is the delay resulting
from the time it takes to resolve inputs that are very close to the decision level. In
feedback DACs, it is the delay associated with converting the comparator decision
into an analog signal. This can include the processing delay resulting from dynamic
element matching (DEM) and data weighted averaging (DWA) function blocks. In
case of switched capacitor DACs, the delay is a result of its multi-phase operation.
ELD can result in inferior performance and even instability. [11] reviews some
existing ELD compensation techniques. Effects of ELD and its compensation will
be discussed in more detail in chapter 5.

Comparator hysteresis

In most SDM topologies, the signal swing at the output of the integrators is mini-
mized in order to save power. Comparator hysteresis and offset become dominant
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for very low signal swings and can result in inferior performance and instability.
Chapter 5 discusses hysteresis and ways of compensating it in more detail. It also
discusses how comparator hysteresis can be used constructively.

Gain and Offset Errors

Gain and offset errors are generally not of consequence with AC input signals. How-
ever, applications involving DC instrumentation and many sensors produce low fre-
quency sensor data which are susceptible to gain and offset errors. Sufficiently large
errors can cause overloading and instability. In small quantities, these can easily be
post-corrected using the three point calibration technique. In some cases, gain and
offset errors can also cause non-linearity as described in chapter 7.

Non-linearity

Non-linearity is a major issue in SDMs which use a multi-bit quantizer where mis-
match in individual feedback DAC elements gives rise to non-linearity. DEM and
DWA techniques are employed to minimize the resulting non-linearity to some ex-
tent. [12, 13] discuss various techniques to compensate non-linearity in multi-bit
SDMs. Non-linearity can also result from large signal swings at the outputs of
the integrators. While design effort is focused on minimizing the signal swings,
RC integrators are preferred over gm-C integrators on account of better linearity
performance and signal handling capability.

Noise canceling filter mismatch

In MASH topologies, the noise canceling filter (NCF) has to match perfectly with
the loop-filter. Any mismatch results in incomplete noise cancellation and inferior
performance. [14, 15] describe techniques to calibrate the NCF.

Clock jitter

Jitter results from uncertainties in the time positions of the rising and falling edges
of the clock. In case of the comparator, the error is reduced (shaped) by the gain
preceding the quantizer. In case of the feedback DAC however, jitter causes the
output of the DAC to vary with every clock cycle. This noisy output of the DAC
is coupled to the input of the SDM which is not shaped, resulting in sub-optimal
performance. DACs with a non-return-to-zero output waveform are especially sus-
ceptible to jitter. [16, 17] propose DACs with various output waveforms intended
to minimize the effects of jitter. SC-DACs are especially resistant to jitter.

2.5.2 Circuit level non-idealities

Circuit level non-idealities include finite op-amp gain-bandwidth, op-amp non-linearity,
error in voltage references, comparator metastability, charge injection, clock feedthrough
and noise. Finite op-amp parameters generally result in system level non-idealities
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such a co-efficient inaccuracy [18]. Non-linearity from circuits adds to the non-
linearity already present. Errors such as voltage reference variation, charge injec-
tion and clock feedthrough result in gain and offset errors [19]. Noise can only be
minimized by careful circuit design and by dynamic circuit techniques such as offset
cancellation, correlated double sampling and chopping [20].

2.6 Conclusions

In this chapter, the basics of sigma delta modulation were introduced. SDMs were
found to be ideal for their use as reconfigurable ADCs. Complete verification of
reconfigurable SDMs during design phase is impractical and very time consuming.
To ensure optimum performance of reconfigurable SDMs in each configured state,
calibration is essential. Various non-idealities that affect SDMs were discussed along
with existing calibration techniques broadly categorized into foreground calibration,
background calibration and post-correction. While all the above mentioned tech-
niques are effective against isolated non-idealities, there is no evidence that they
also work against multiple non-idealities occurring together, as in most practical
situations. Furthermore, the need to use special test signals is an added inconve-
nience, especially when dedicated hardware is required to generate them. A new
background calibration technique will be introduced in chapter 5 which overcomes
these limitations.
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CHAPTER 3

Amperometry

This chapter introduces Amperometry as a broad category of applications
in the bio-sensing domain. Some of the common application areas are
discussed along with the challenges involved in the electronic read-out.
The chapter further focuses on how an integrated array based electronic
read-out has a high commercial value thanks to its many benefits. Am-
perometry is the intended application area for a high performance recon-
figurable SDM, the design for which is described in chapter 9.

3.1 Introduction

The term ‘Amperometry’ refers to a broad category of applications in the bio-sensing
domain involving measurement of electrical currents resulting from a bio-chemical
event [21]. Such bio-chemical phenomena are widespread in biology. A systematic
study of such phenomena is of paramount importance to gain a deeper understanding
of these processes and their impact on the human pathology. Amperometric studies
are conducted under both in-vivo and in-vitro settings. There is a growing inter-
est from the scientific community towards in-vitro realizations of the bio-chemical
processes [22, 23]. This has resulted in a tremendous growth in the development of
bio-sensors which mimic many of the human bio-chemical processes in a laboratory
setting. This has further fueled the demand for reliable electronics which can inter-
face with such sensors and produce digital data. The advent of CMOS fabrication
technology has motivated large scale analysis of bio-chemical phenomena in the form
of a large number of sensors densely packed into sensor arrays. Such a miniatur-
ization is also driven by commercial demands for faster processing of large amounts
of sensor generated information. This miniaturization of sensors calls for efficient
read-out electronics, preferably on the same silicon substrate. One of the core func-
tions of the read-out electronics is to convert analog sensor generated information
into a digital signal. Digital processing of analog data has many advantages which
will be discussed later in this chapter. In case of amperometric sensors, the read-
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out electronics is required to convert an input current into a digital signal. Since
amperometric sensors produce electrical currents whose magnitude, bandwidth and
dynamic range vary widely with the target applications, the constraints imposed on
the read-out electronics are also severe. In most cases the read-out electronics are
designed for a specific application, however, a flexible solution which can address
multiple applications is desirable. Such a solution will be discussed in chapters 8
and 9. In the next section, some of the popular applications requiring amperometric
sensing are discussed.

3.2 Practical applications

Amperometry finds many applications in fields which are covered under the broad
umbrella of biochemistry. In this section some of the more popular applications are
discussed.

3.2.1 Analytical Electrochemistry

Analytical Electrochemistry involves the detection of the presence of a target analyte
and measuring its concentration in a solution. Electrochemical bio-sensors typically
consist of the following components: a) the electrochemical cell which contains the
target analyte(s) or cell cultures; b) a potentiostat, typically with three electrodes;
c) the biological recognition element, typically coated on to the electrodes; d) the
fluidics required to refresh/repopulate the electrochemical cell [21]. A chemical
reaction inside the electrochemical cell can be spontaneous or it can be brought about
with the application of an electrical potential. In both cases, the chemical reaction
results in a change in the resistance or the release of additional charge carriers
causing a change in the current. The potentiostat is an electronic circuit which
applies & maintains this electrical potential difference using two electrodes. The
resulting change in current through the third electrode is measured with a read-out
circuit [24]. Figure 3.1 shows an example of a potentiostat. CE, RE and WE refers
to the counter electrode, reference electrode and working electrode respectively. The
circuit injects a current into CE so as to maintain a constant potential difference
between RE and WE. Some electrochemical bio-sensors use multiple WEs within the
same potentiostat. In this case, each WE is coated with a chemical coating, typically
using carbon nanotubes, to assure selectivity towards only one type of analyte in the
electrochemical cell [25]. Using the above measuring principle electrochemical bio-
sensors have been used for the detection of waterborne pathogens [26]; monitoring
the metabolic activity of multiple cells by sensing glucose, lactate and glutamate [22,
27]; monitoring neurotransmitter activity by detecting concentrations of dopamine
and glutamate [25]; detecting vesicle release events during exocytosis, which is the
release of molecules from vesicles and their subsequent oxidation [28, 29]; measuring
the oxygen content in blood [30]. This is only a small subset of a wide variety of
applications which use amperometric detection in analytical electrochemistry.
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Figure 3.1: A simplified 3-electrode potentiostat circuit. Counter Electrode (CE)
maintains the potential difference between Reference Electrode (RE) and Working
Electrode (WE). Current through the WE is processed by a current read-out circuit

3.2.2 Ion-Channel Measurements

In cell biology, each living cell is surrounded by a membrane which separates the
world within the cell from its exterior. In this membrane there are channels, through
which the cell communicates with its surroundings. These channels consist of single
molecules or complexes of molecules and have the ability to allow the passage of
charged atoms or ions, thus dubbed as ion channels. The regulation of ion chan-
nels influences the life of the cell and its functions under normal and pathological
conditions. The study of these ion channels is important towards the understand-
ing of the cellular mechanisms underlying several diseases, including diabetes and
cystic fibrosis [31]. The Nobel Assembly in Stockholm awarded the Nobel Prize in
Physiology or Medicine jointly to Erwin Neher and Bert Sakmann for their pioneer-
ing work towards the development of the ‘patch-clamp technique’. Figure 3.2(a)
shows an example of the patch-clamp. A glass micropipette called a patch pipette
is used as a recording electrode. The patch pipette is brought in contact with the
cell membrane to form a tight seal. The voltage across the cell membrane can be
experimentally controlled allowing the study of voltage dependence of the ion chan-
nels. The opening of an ion channel results in a transfer of ions resulting in a small
electrical current which is recorded by the patch pipette. The cell membrane has
a very large resistance. Thus, when the ion channel is closed, the recorded current
is negligible. Figure 3.2(b) shows the recorded current when ion channel opens and
closes.
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Figure 3.2: a.) A version of the patch-clamp technique b.) The recorded current at
opening and closing of ion channels

The patch-clamp technique revolutionized the study of single living cells and
opening/closing of the ion-channels. It also motivated the development of artificial
channels in the form of pores to mimic a cell.

3.2.3 Nanopores

As described in the previous section, a biological cell is filled with various types of
pores that control the transport of ions and molecules in and out of the cell. The
transport phenomena are passive although many of them can be actively controlled
as well. Nanopores are artificially created protein pores which try to mimic the ion
channels found in the biological cell. These artificial nanopores can be constructed
using biological material or by using synthetic techniques. The biological nanopore
is constructed using the α-haemolysin protein. α-haemolysin is a protein secreted
by the Staphylococcus aureus bacteria as a toxin. This toxin forms nanopores which
spontaneously insert themselves into a lipid bilayer or a membrane [32]. Such a
nanopore can allow the passage of ions under the influence of an applied electrical
potential across the membrane. In addition to their use as artificial ion channels,
nanopores can also act as Coulter counters [33]. In this method, molecules carrying
a net electrical charge are electrophoretically driven through the pore by an applied
electric potential. While these molecules pass through the pore, they physically
block the passage of ions and thus produce a change in the measured ionic current.
This change in current and its duration can be used to identify the molecule. Figure
3.3 illustrates an example of a nanopore and the above principle. This method of
measurement using nanopores finds many applications in bio-chemical sensing. In
the 1990s, it was proposed that this same principle of measurement can be used
for analyzing DNA. DNA being a charged molecule, it can be driven through the
nanopore in a linear head-to-tail fashion by the application of an electric field. While
biological nanopores have achieved significant results, they are limited in size and
stability to changing conditions such as pH, salt concentration, temperature, etc. As
an alternative, synthetic nanopores have also been proposed [34]. While these devel-
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opments are still in their nascent stages, advanced fabrication technology promises
significant leaps in this area of research and development.

Current

time

Figure 3.3: An example of a biological nanopore demonstrating the binding of ana-
lytes as they pass through the pore and the resulting modulation of the ionic current
[32]

3.2.4 Silicon Nanowires & Carbon Nanotubes

Silicon nanowires (SiNWs) and Carbon nanotubes (CNTs) can be configured as high
performance field effect transistors (FET) sensitive to the detection of proteins and
other bio-molecules [22, 35, 36, 37]. The fundamental principle of SiNWs electrical
detection is the field effect by which a small variation of charge at the nanowire
surface can cause a change in the concentration of charge carriers (holes or electrons),
similar to a FET. Such a change in concentration of charge cariers can occur when
a bio-molecule binds with the nanowire. In case of CNTs, such a binding leads to
a change in the resistance. SiNWs are used in immunoassays to study the binding
between antibodies and antigens. The nanowire surface is typically coated with
antibodies. When used in an array, different sections are coated with different
antibodies. The antigen solution is then released over the surface of the nanowires.
Specific antigens bind with specific antibodies which can be detected by the change
in the conductivity and hence the current through the nanowire. Figure 3.4 shows
an example of such a binding event.
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Figure 3.4: An example of a nanowire (yellow) coated with antibodies (red, green,
blue) and the binding of specific antigens leading to a change in the conductivity
[37]

3.3 Challenges

As discussed in the previous section, amperometry involves detection of electrical
currents generated by a variety of sensors in response to some biological event being
studied. Given the molecular scale of these events, the currents that are gener-
ated are of extremely small magnitudes (sometimes of the order of femto-amperes).
The currents can also vary to upto micro-amperes. These currents typically last
for durations ranging from a few micro-seconds to several seconds. This imposes
several challenges on the electronic read-out in terms of sensitivity, bandwidth and
dynamic range. A system with a single point configuration which covers the entire
dynamic range and various conversion times is highly impractical. This necessitates
the need for a reconfigurable system, which is a challenge in itself. Apart from
the design, another challenge is characterizing such an ultra-low current acquisition
circuit. Firstly, feeding test currents of the order of femto-amperes requires very
expensive and accurately calibrated equipment. Secondly, propagating this current
to the chip requires very low noise and very low leakage tri-axial cables. Thirdly,
the PCB mounting the chip needs to be specially designed to minimize disturbances
and leakage. In spite of the above measures, outside disturbances and leakage due to
moisture can only be reduced by using a Faraday cage and moisture-less enclosure
respectively. This leads us to the conclusion that an electronic read-out for amper-
ometry which can cover a broad range of applications presents not only a design
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challenge but also a measurement challenge.

3.4 Digital processing of amperometric informa-

tion

Bio-chemical analysis can be performed using various techniques which include (but
are not limited to) spectroscopy, X-Ray diffraction, chromatography, spectrometry,
etc [21]. The measurement setups for such experiments are often bulky and confined
to a laboratory environment. Amperometric measurement setups have the potential
to be extremely compact. The sensors themselves can be integrated into a chip
along with the read-out electronics. This cuts down on power consumption and also
reduces the number of cables/wires thus enabling their usage outside a laboratory
setting. Using CMOS technology, a large number of such sensors can be integrated
to form a sensor array enabling sophisticated statistical analysis techniques. Chip
integration of sensor and read-out electronics will enable mass production which has
a high commercial value.

Packing more and more sensors into arrays gives rise to three types of arrays:
a) Passive Pixel Array (PPA); b) Active Pixel Array (APA) and c) Digital Pixel
Array (DPA) [38]. In PPA, the analog signal produced by the sensor in the pixel is
read-out of the pixel without any processing. Such a signal is susceptible to noise
and interference; more so for amperometric sensors which produce extremely small
currents. In APA, the analog signal is amplified to some extent thus alleviating some
of the shortcomings of PPA. In both PPA and APA, an analog to digital converter
is multiplexed and shared by the pixels belonging to a column. As the number of
pixels increases, this ADC has to serve more channels thus increasing its power and
area. Such a scaling is no longer feasible when arrays with larger sensor densities are
needed. DPA overcomes the problems faced by PPA and APA. In DPA, an ADC
is integrated inside each pixel. This makes the pixel output a digital word which
is much easier to multiplex than an analog signal. DPA is also easily scalable due
to absence of column ADCs. The scalability also enables commercial deployment of
such arrays.

Given the advantages of DPA, the choice of a pixel ADC is also crucial. Sigma
delta modulators (SDMs) are perfect for implementation as a pixel ADC. SDMs
have the potential to be very compact in terms of area and power while achieving
a very high resolution. As will be elaborated in chapter 8 and 9, continuous time
SDMs (CT-SDMs) can directly convert an input current into a digital output. This
makes CT-SDMs perfectly suited for amperometry as both stand-alone ADCs and
as pixel ADCs within an array.

3.5 Conclusions

Plenty of applications use amperometry as an underlying principle to study biological
systems. Amperometry, while proving vastly useful, also presents many challenges
for the electronic read-out circuity. In the later chapters of this thesis, various
techniques are described which will try to overcome some of the above challenges
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and enable the design of a reconfigurable sigma delta ADC targeted towards a large
number of applications that span the field of amperometry.
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CHAPTER 4

Describing Function Method and Limit-Cycle Model

This chapter briefly discusses some of the popular alternative methods of
analysis for SDMs. The describing function method is introduced for its
role in the derivation of the limit-cycle theory for the non-linear analysis
of SDMs. Using this theory, the operation of the asynchronous SDM
is explained as it lays the foundation for the operation of synchronous
SDMs and the stability theory. A detailed treatment of all the above
concepts can be found in their respective original works mentioned in the
references.

4.1 Existing methods of analysis

Sigma delta modulators (SDMs) are a subset of a broad category of non-linear
closed-loop systems. Due to their widespread usage in a number of applications,
their analysis is of popular interest for the industry and academia alike. A number
of methods have been proposed for predicting the behavior of such systems, which
are applicable for SDMs as well. Below we briefly discuss some of the more popular
methods.

4.1.1 White Noise Model

The white noise model of SDMs was discussed in detail in chapter 2. A major ad-
vantage of the white noise model is that it simplifies a non-linear closed loop system
to a linear feedback loop. This allows the application of the well established linear
feedback theory for analysis and synthesis. The white noise model, however, has its
disadvantages as well. It has been consistently observed that for low order, single
bit modulators there is significant deviation between predicted behavior and actual
(simulated/measured) behavior. The white noise model becomes more accurate only
as the order and number of quantizer bits scale up. The white noise model also does
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4.1. EXISTING METHODS OF ANALYSIS

not consider internal timing mechanisms of the modulator such as intrinsic oscilla-
tory behavior. Further, it does not explain phenomena such as idle tones or input
driven limit cycles [2, 4].

4.1.2 Phase-Plane Solutions

In an attempt to overcome the limitations of the white noise model, exact methods
of analysis were proposed. The dynamic properties of a system can be described
in terms of the differential state equations, and an attempt was made to solve
for the trajectories of the system in the state space. For first and second order
modulators, this method turns out to be quite useful because two dimensions are
sufficient to display the complete state of the system. Besides, being a graphical
technique, it has immediate value in quickly predicting the systems response to
inputs or other disturbances. [39, 40, 41, 42] have used the phase-plane method to
model the stability of 2nd order modulators with simple structures. This method,
however, soon becomes impractical for higher order modulators or even second order
modulators with delay or other memory elements; since solving of these systems now
becomes a higher dimensional problem.

4.1.3 Fourier Series Method

In [43, 44], Fourier analysis method was used to give exact solutions for the system
properties of asynchronous SDMs (ASDM). The internal signals in ASDMs, in idle
mode, are periodic in nature which simplifies the usage of Fourier series analysis. In
this method, the output of the non-linear element (the quantizer) can be expressed
as a fourier series expansion. For example, the fourier series expansion of the output
of a binary quantizer can be written as,

y(t) =
4D

π

∞∑
k=1,3,5...

1

k
Im(ejkωct) (4.1)

where ωc is the oscillation frequency of the free-running asynchronous SDM [45].
With the accurate definition of the quantizer output signal, every other signal in
the loop can be determined. However, when the system is clock-synchronized as in
synchronous SDMs, the application of the Fourier series method is complicated. This
is due to the time uncertainty that is introduced by the complex interaction between
sampling clock and the internal asynchronous timing mechanism. This results in
aperiodic signals, whose closed-form mathematical representation makes this task
very laborious. The describing function method, as described next, overcomes these
limitations with fairly accurate results when compared to the fourier series method.

4.1.4 Describing Function Model

A thorough and formal treatment of the describing function (DF) method appeared
in Gelb et.al. [46], where any time invariant non-linearity could be expressed by its
DF. In its treatment, the analysis was limited to non-linear closed loop systems which
could be reduced to a single loop with separable linear and non-linear components.
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The DF theory was then used to predict the presence and stability of limit cycles
in such systems. As mentioned before, SDMs are a special class of non-linear closed
loop systems. Most implementations of SDMs can be reduced to the form that was
treated by Gelb et.al. The DF theory was further developed by Ouzounov [47] in the
context of SDMs. In it, two classes of SDMs were studied: 1.) Asynchronous SDMs
(ASDMs) 2.) Clocked SDMs (referred normally to as SDMs). Using the theory
developed in Gelb et.al., DFs were used to study idle limit cycles in ASDMs and
the impact of input signal on them. Gelb et.al. further investigated the impact of
sampling in a non-linear closed loop system. The notion that the sampling operation
results in additional phase shift was a result of this analysis. This notion was also
further investigated by van Engelen who also used the DF method in his analysis
[48]. His analysis, however, could not explain the dynamics behind the switching
between limit cycles as a result of an applied input signal. While the treatment of
sampled non-linear closed loop systems was preliminary in Gelb et.al., it was further
expanded by Ouzounov in the context of clock synchronized SDMs. It was here that
the notion of limit cycle switching was further developed.

In this thesis, the DF method is used to further build upon the foundations laid
by Gelb et.al., van Engelen and Ouzounov. Specifically we will use the DF theory
to:

� Extract a metric from limit cycles

� Study the impact of non-idealities on the metric

� Develop a calibration algorithm

� Develop a stability analysis method

This section served as an introduction to the existing methods of analysis for
SDMs. The describing function method and the resulting limit cycle method of
analysis was found to have many advantages compared to other methods. Before we
dive into the intricacies of limit cycles in the context of SDMs, let us first begin with
a brief introduction to some basic concepts. These have already been dealt with in
much more detail in the respective original works. In this chapter we present a brief
summary treatment to ease the reader into the more involved concepts later on.

4.2 Describing Functions

In order to retain the essential non-linear properties of the quantizer, while sim-
plifying our analysis approach, a quasi-linearization method is adopted. Formally
stated, the approximation of a non-linear operation by a linear one which depends
on some properties of the input is called quasi-linearization. It is not true lineariza-
tion because the properties of the linear approximation change with some properties
of the input and the signals circulating in the system. The DF method is a kind of
quasi-linearization that is used to ‘describe’ the behavior of the non-linear element
for a certain subset of applied input signals. The describing function approach in-
volves deriving quasi-linear approximating functions, which describe approximately
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Figure 4.1: Representing a non-linearity with a set of approximating linear functions

the transfer characteristics of the non-linearity. These approximating functions are
derived assuming a certain signal form at the input of the non-linearity. These in-
clude: Bias input, sinusoidal input and Gaussian process input. Figure 4.1 shows
an example of an approximator.

The input is considered to be the sum of any number of signals xi which can be a
combination of constants, sinusoids or gaussian noise. li are the weighting functions
for the filters which pass the different input components. The weighting functions
are chosen based on a minimum mean squared error criterion. In other words, the
filters are chosen so as to minimize the mean squared difference between ya(t) and
y(t). The mean squared error is expressed as,

e(t)2 = ya(t)2 − 2ya(t)y(t) + y(t)2 (4.2)

where the bars indicate the expectations of the variables. The approximated
output ya(t) can take a continuous range of values and is given as,

ya(t) =
n∑
i=1

∫ ∞
0

li(τ)xi(t− τ)dτ (4.3)

Thus the goal of the optimization task is to find a set of optimum filters li(t)
such that the mean squared error is minimized. This task is further investigated
in Gelb et.al. Here we simply state the result of such an optimization exercise
for the sinusoidal input type for two types of quantizers which are relevant to this
work. Since we are dealing exclusively with single-bit, single-loop SDMs, we state
the describing function of the binary quantizer as,

NBQ(A) =
4D

πA
(4.4)
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where D is the output swing of the quantizer and A is a amplitude of the sinusoid
present at the input of the binary quantizer. Another type of quantizer that will be
relevant is the binary quantizer with hysteresis. Its describing function is written
as,

NBQh(A) =
4D

πA
e−jsin

−1( h
A

), A ≥ h (4.5)

where h is the hysteresis [46].

Having introduced the DF method, we now come back to the analysis of SDMs.
As a first step towards understanding this model, we start with the asynchronous
sigma delta modulator (ASDM) where the sampling clock is absent.

4.3 Asynchronous Sigma Delta Modulation

By virtue of its non-linear closed-loop nature, the ASDM is capable of exhibiting
unforced free-running limit-cycle oscillations. For understanding the limit-cycle os-
cillations in the model and for the sake of simplicity, the input signal is considered
to be zero or disconnected. In due course, we will study the impact of an input
signal as well. As shown in figure 4.2, the linear and non-linear components of the
loop are separated.

L(jω) N(A)
Input=0 Output

Linear Loop 
Filter

Non-linear 
Quantizer

Figure 4.2: Model of a ASDM separated into linear and non-linear blocks

It is possible that the ‘linear’ part may exhibit a small amount of non-linearity.
In this case, the ‘linear’ part can be further divided into its linear and non-linear
sub-blocks. The linear part is referred to as the loop filter L(jω) which takes into
account the linear filtering effects from the feedforward and feedback paths. Ignor-
ing other sources of non-linearity, the quantizer is the dominant non-linearity in the
loop. The quantizer is quasi-linearized by using the DF method and represented by
its sinusoidal-input DF N(A). Before we study the steady-state limit-cycle oscilla-
tions in this model, we have to reiterate the underlying assumptions for using the
DF method. Firstly, the non-linear element (the quantizer) must be time-invariant.
Secondly, no subharmonics are generated by the non-linearity in response to a si-
nusoidal input. Thirdly, the system filters non-linearity output harmonics to the
extent that only a negligible quantity is fed back. The third condition is the ‘filter-
hypothesis’. It states that the linear block must be a low-pass filter. This is true
for most low-pass SDMs. Conditions 2 and 3 ensure that the signal at the input of
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4.3. ASYNCHRONOUS SIGMA DELTA MODULATION

the quantizer is of sinusoidal nature. Now that the system is quasi-linearized, linear
theory can now be applied to obtain solutions for the above model. Since the input
is zero, the following equations hold,

1 + L(jω)N(A) = 0 (4.6a)

L(jω) =
−1

N(A)
(4.6b)

Solutions to the above equation are readily obtained with a simple graphical
method. At the centre of this method is the so-called ‘phase-magnitude plot’. The
phase-magnitude plot can be obtained from the bode plot shown in figure 4.3. The
phase-magnitude combines the y-axes of the magnitude and phase plots from the
bode plot. Simply stated, each point from the magnitude and phase plots corre-
sponding to a frequency are plotted against each other in the phase-magnitude plot.
This is shown in figure 4.4(a). In this example a 3rd order low-pass filter is used to
plot the phase-magnitude curve. The 3 poles are placed at the origin while the 2
zeroes are placed at 20 kHz. The solution to the system described by the charac-
teristic equation 4.6 is found to be the intersection point of L(jω) and −1

N(A)
. The

system then oscillates at that frequency and amplitude. In another example, the 3
poles are now moved to a slightly higher frequency. With this modification to the
linear part, the system now has two solutions with L(jω) intersecting the −1

N(A)
curve

twice at points α and β(fig. 4.4(b)).
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Figure 4.3: Bode plot of a 3rd order low-pass loop-filter (a) Magnitude plot (b) Phase
plot

Along with the determination of the existence of limit cycles, it is also important
to evaluate their stability. The stability of limit-cycles can be analyzed using the
Nyquist plot. Consider first a linear system shown in figure 4.5.

According to the Nyquist stability theorem, assuming K to be a positive gain
and G(jω) as stable, the closed loop system is unstable if the point −1

K
is encircled

by G(jω) and stable otherwise. Our non-linear closed-loop system is similar to the

38



Chapter 4. Describing Function Method and Limit-Cycle Model

−300 −250 −200 −150 −100 −50
−200

−150

−100

−50

0

50

100

M
a
g

n
it

u
d

e
 [

d
B

]

Phase [ 
o
]

−1
N(A)L(jω)

ω

Solution

(Unstable)

(a)

−300 −250 −200 −150 −100 −50

−150

−100

−50

0

50

M
a
g

n
it

u
d

e
 [

d
B

]

Phase [ 
o
]

L(jω)

−1
N(A)

Unstable

Stable

ω

α

β

(b)

Figure 4.4: Phase-Magnitude plots of ASDM with a 3rd order low-pass loop-filter
and a binary quantizer. (a) Single LC solution. (b) Two LC solutions
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Input=0 Output

Gain Stable Filter
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Im

Re

Figure 4.5: Stability evaluation of a linear system using the Nyquist plot

system of figure 4.5 with the exception that the DF of the quantizer is used instead
of a constant gain. Let us now, using the Nyquist plot, evaluate the stability of
the limit cycles α and β in figure 4.4(b). Figure 4.6 plots the Nyquist contour
of the loop-filter. The DF of the quantizer now leads to a locus of points on the
negative half of the real axis instead of a single point defined by the gain in the
linear system. This is because the gain is now amplitude dependent. Consider the
limit cycle at α. The value of the describing function is given by N(Aα). When
there is positive amplitude perturbation +∆Aα, the point −1

N(Aα+∆Aα)
lies outside the

Nyquist contour. This being a stable region, the system will dissipate energy until
the amplitude decays back to its unperturbed value at α. When there is a negative
amplitude perturbation −∆Aα, the point −1

N(Aα−∆Aα)
lies inside the Nyquist contour.

This being an unstable region, the system will absorb energy until the amplitude
grows back to its unperturbed value at α. Thus, for amplitude perturbations of
any polarity, the system always returns to steady-state oscillations at α. Thus α
is considered as a stable limit cycle or an ‘attractor’, since it attracts the system
state despite small amplitude perturbations of either polarity. Now consider the
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Figure 4.6: Nyquist plot of the system of 4.4(b) with filter G(jω) and describing
function N(A) (a) Complete picture (b) Zooming to α (c) Zooming further towards
the origin to β

limit cycle at β. For positive amplitude perturbations, the system is unstable and
absorbs energy causing the amplitude to grow further and away from β. For negative
amplitude perturbations, the system is stable and dissipates energy causing the
amplitude to fall further and away from β. Thus for amplitude perturbations of
either polarity, the system always moves away from the state β. Thus β is considered
as an unstable limit cycle or a ‘repeller’.

The phase-magnitude plot of figure 4.4 partially describes the behavior of the
ASDM when no input signal is applied. When an input is applied, the instanta-
neous limit cycle frequency is modulated by the input such that the instantaneous
limit cycle frequency lies in the interval [0, ωLC ], where ωLC is the zero input limit
cycle frequency. The details of ASDM operation in the presence of an input sig-
nal is treated with much detail in [49], however, it is not relevant to the following
discussion.
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4.4 Limit cycles in synchronous SDMs

In the previous section we spoke exclusively about non-input-driven ASDMs. Syn-
chronous SDMs, hereafter referred to simply as SDMs, are structurally ASDMs with
the exception of a sampling clock applied to the quantizer. Their detailed limit cy-
cle based treatment is provided by Ouzounov. Here the key ideas are reiterated
for convenience. In SDMs, the sampling clock contributes to the phase shift in a
signal dependent manner. In this model, the quantizer is split into two blocks; one
performing quantization in amplitude and the other sampling at regular intervals
respectively. A zero crossing at the input of the quantizer is immediately registered
by the amplitude quantizer. However, the sampling block registers this zero cross-
ing only at the next sampling instant. This introduces a delay and hence a phase
shift. Due to the addition of a phase contribution, the quantizer’s describing func-
tion is denoted by N(A, φs) instead of just N(A), making it a function of both the
amplitude and phase. The resulting characteristic equation is now written as

1 + L(jω)N(A, φs) = 0 (4.7)

To graphically solve this equation, we start from figure 4.4(a) which shows the
phase-magnitude plot of an ASDM. We then plot the phase contribution of the quan-
tizer as shown in figure 4.7(a) at frequency fs

2
, where fs is the sampling frequency.

During normal operation, the range of time delays contributed by the quantizer in
response to an input signal lies in the range (0, Ts). The corresponding phase shift
can be evaluated using the formula: 2π fLC

fs
, where fLC is the limit cycle frequency;

thus the range of phase shifts is (0, 2π fLC
fs

). While the quantizer generated phase
shift lies in the above interval, its exact value at each sampling moment is a function
of the input signal. This interval of phase shifts is represented by a horizontal line
segment (fig 4.7(a)). The left end of this segment represents the maximum possible
phase shift that the quantizer can generate at that limit cycle frequency. The right
end of this segment represents the minimum possible phase shift i.e. zero. The
solutions to the characteristic equation can now be determined by looking at the
intersections of the horizontal lines (representing the total range of phase shifts)
with the −1

N(A)
curve. Figure 4.7(b) adds the segment corresponding to the fs

4
fre-

quency to the phase-magnitude plot. It shows that horizontal lines corresponding
to frequencies fs

2
and fs

4
intersect the −1

N(A)
line. This signifies that the system can

oscillate at those frequencies.
Figure 4.7(c) shows the complete phase-magnitude plot with all the potential

limit cycles. Phase boundary (‘P’) is the minimum amount of additional phase
required to render the limit cycle conditions for the supported limit cycle invalid.
Phase margin (‘M’) is the amount of additional phase shift required to satisfy the
oscillation conditions for a previously unsupported limit cycle. For synchronous
SDMs with a symmetric quantizer output swing, limit cycles can exist only at even
fractions of fs, the sampling frequency [46]. While the multiple solutions indicate
multiple limit cycle candidates for oscillations, the system can oscillate only at one
limit cycle at any given instant. It may however switch to another supported limit
cycle. From a time domain perspective, the sampling clock adds an instantaneous
delay after a zero-crossing. For a finite duration, the quantizer produces a regular
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Figure 4.7: Phase-Magnitude plots of a synchronous (clocked) SDM. (a) Addition
of clock generated phase shift for fs

2
. (b) Addition of fs

4
LCs. (c) The complete LC

plot

and periodic set of decisions in spite of this increasing delay and the system can sus-
tain the specific limit cycle oscillation. At some point, however, the delay exceeds a
threshold whereby the system cannot sustain the oscillation and the quantizer makes
a different decision with respect to the oscillation pattern. In the frequency domain,
this is when the phase shift exceeds the phase boundary, so when the oscillation
conditions for that LC are rendered invalid by an applied signal. It then switches
to a different supported limit cycle. This may repeat several times creating a limit
cycle switching pattern. Limit cycles, by themselves, do not hold any information
about the input signal. The information is encoded in the switching between the
limit cycles. In the above text we have made the assumption that at least 2 limit
cycles are supported by the system. This is true for most practical SDMs. However,
it is possible to configure the SDM such that only one limit cycle is supported and
there are no other limit cycles to switch to. In this scenario, the output bitstream
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is pulse-width modulated, much like the ASDM. This configuration, however, is of
little practical importance as it results in a very poor performance. Thus, in the text
to follow, we will assume that the systems we study will have atleast 2 supported
limit cycles. The phase-magnitude plot models not only the idle input behavior
of the modulator but also the range of possible operating points when an input is
applied. This has been demonstrated with transient simulations in the section 1.4.

4.5 Limit cycle switching in synchronous SDMs

A signal applied to the input of a sigma delta modulator is encoded in its limit cycle
switching pattern. The SDM switches to a new limit cycle when the conditions for
the existing limit cycle are no longer satisfied. This new limit cycle has to be one
of the solutions to the characteristic equation of the system. Consider a modulator
loop with a 2nd order loop filter. The loop is configured to operate with two limit
cycle modes, fs

4
and fs

2
respectively. In the absence of an input signal, steady state

oscillation conditions exist for any operating limit cycle, i.e. unity loop gain and
total phase shift amounting to 0 or integer multiples of 2π. This is indicated in
figure 4.8(a) in the duration before the application of a non-zero input signal.

The dashed red lines and the dash-dot blue lines indicate the zero crossings and
sampling moments respectively. When there are multiple limit cycle candidates,
the limit cycle selected for oscillation is determined by the initial conditions of the
filter state. An analytical derivation for determining the LC selection is treated in
[46]. For our purpose, we determine this empirically using simulations. Thus in the
idle state, and for zero initial conditions, this loop oscillates at fs

4
. In the phase-

magnitude plot (fig. 4.8(c)), this is indicated by the blue dot on the fs
4

line. Figure

4.8(b) zooms into the fs
4

line and shows the time-varying phase shift in the form of
the motion of the blue dot on successive zero-crossings. The blue dot at zero-crossing
‘0’ represents the total phase shift before the application of the input. In the steady
state and due to symmetry in the quantizer output, the zero crossings occur at
regular intervals, as do the sampling moments. As a result, the time delay between
the zero crossings and the sampling moments is constant, leading to a constant
phase shift generated by the sampling clock. This is shown by the flat line at 180
degrees in figure 4.8(a). The remaining 180 degrees are contributed by the inverting
terminal at the input, thereby fulfilling the oscillation conditions. Consider now the
application of a DC input to the system. The filtering action (of a 2nd order low-
pass filter in this example) now super-imposes a ramp-like waveform on top of the
existing loop-filter output. The zero crossing moments are now modulated by the
application of an input. This in turn modifies the delay between the zero crossings
and the sampling moments. Figure 4.8(a) shows that, for a positive DC input, the
delay progressively increases on the positive side, while it progressively decreases
on the negative side. The phase shift now swings around its steady state value
making progressively large excursions on either side. In fig. 4.8(b), the dot which
was steady at 180 degrees, now starts moving along the fs

4
line; alternately on the

left and right side of 180 degrees. On each zero-crossing, it moves slightly further
away from the 180 degree line. Thus the total phase in the system accumulates over
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Figure 4.8: Limit cycle switching in response to an applied input (a) Phase accu-
mulation process (b) Variation in the phase shift along the fs

4
LC (c) Cycle of LC
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time and eventually exceeds the phase boundary of the limit cycle thus breaking its
oscillation condition and causing the system to switch to the next available limit
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cycle, i.e. fs
2

. Figure 4.8(c) shows this cyclical process on the phase-magnitude plot.
When the phase shift at zero-crossing ‘7’ exceeds the phase boundary by an amount
‘E’, the system switches from fs

4
to fs

2
. The system now starts oscillating at fs

2
with

an initial phase shift of ‘E’. The process shown in figure 4.8(b) now repeats for the
fs
2

limit cycle. As shown in figure 4.8(c), in this instance the system exits fs
2

with

an almost zero excess phase and consequently enters fs
4

with a zero initial phase. In
this way, the system cyclically switches between the two limit cycles.

4.6 Conclusions

In this chapter SDM was modeled as a non-linear closed loop system. Using the
describing function method it was demonstrated how limit cycles form an intrinsic
part of SDM operation. It was shown that multiple limit cycles may exist in a syn-
chronous SDM and the application of a non-zero input signal causes the system to
switch between those limit cycles. The input information is encoded in this switch-
ing pattern. In the following chapter we will show that the limit cycle switching
pattern can also be used to extract information regarding non-idealities, stability
and overload phenomena.
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CHAPTER 5

Calibration of SDMs based on Limit-Cycle Model

This chapter discusses the use of the limit-cycle theory for the background
calibration of non-idealities. The non-idealities considered are loop-filter
zero position inaccuracy, excess loop delay and hysteresis. A metric is
derived and its correlation with the non-idealities is analyzed. Finally, a
background calibration algorithm is derived for the systematic compensa-
tion of the above mentioned non-idealities occurring together.

5.1 Calibration using LC theory

In the previous chapters it was established that limit cycles are intrinsic and essential
to the operation of SDMs. In this chapter, we will try to quantify the information
that limit cycles hold, and try to derive a calibration algorithm. This will be verified
later with Matlab simulations.

The limit cycle switching pattern not only holds information about the input
but also information regarding the complete system. Most non-idealities in the
system will show up in the limit cycle switching pattern. The switching pattern can
be interpreted in a variety of ways to extract the information that we are looking
for. The first step towards calibration involves quantifying the non-ideality. For
this purpose, one or several ‘limit cycle metrics’ must be extracted from the SDM’s
output bitstream. A ‘metric’ is some quantitative information extracted from the
output bitstream that interprets the limit cycle switching pattern in a certain way.
The next step involves correlating this metric to the errors that need correction.
The final step involves taking corrective action in the system itself or by modifying
the output bitstream to reflect the correction. In essence, the output bitstream
(and hence the limit cycle metric) is constantly monitored in background such that
a corrective action can be taken. In this section we discuss a metric called a ‘limit
cycle distribution’ which is extracted from the output bitstream. While several
other metrics may exist depending on the way the output bitstream is processed,
the study of limit cycle distributions was conducted in most detail.
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5.1.1 Limit cycle distributions

In the previous section we saw that limit cycle switching can be viewed as an integral
part of SDM operation. Depending on the loop configuration, the SDM operates
at some limit cycles more than others. This means, that in a given set of output
bits, more bits belong to a particular supported limit cycle than to other supported
limit cycles. Such a limit cycle can be termed as a dominant limit cycle. Fig-
ures 5.1(a),5.1(b) shows two cases with dominant limit cycle modes (LCM), namely
LCM1 and LCM2 operation, belonging to the fs

2
and fs

4
limit cycles respectively. A

dominant limit cycle has a greater occurrence of bits belonging to that limit cycle
in the output bit pattern. This is dependent on the phase boundary of each limit
cycle. When multiple limit cycles are supported, their relative occurrences can be
represented by a distribution plot as shown in figures 5.1(c),5.1(d).
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Figure 5.1: Dominant Limit Cycles and their distributions (a) Dominant LCM1 (b)
Dominant LCM2 (c) LC distribution with dominant LCM1 (d) LC distribution with
dominant LCM2

As stated before, limit cycle distributions can be extracted from the SDM’s
output bitstream. A limit cycle of a given frequency appears as a particular pattern
in the bit-stream. E.g. LCM1 appears as a ..1010.. pattern, LCM2 appears as a
..11001100.. pattern, LCM3 appears as a ..111000111000.. pattern and so forth. Any
bit-stream can be decomposed into its constituent limit cycle patterns as shown in
Fig 5.2. While there are other minor variants of methods for decomposing the bit-
stream, we use a method which starts by identifying the lowest frequency limit cycle
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pattern first. We then progressively move to the higher frequency limit cycles. The
lowest frequency limit cycle can be found out by measuring the length of the longest
set of consecutive 0s or 1s in the bit-stream. The limit cycle distribution can then
be constructed by counting the total number of bits belonging to a particular limit
cycle. The differences in the limit cycle distributions obtained using other methods
are noticeable only for very low observation intervals. These differences become
negligible when the observation period is sufficiently long.

...0101...

...00110011...

...000111000111...

LCM1

LCM2

LCM3

Limit 
Cycle

Templates

1  0  1  1  0  1  0  1  1  1  0  1  0  1    

LCM1 LCM2 LCM1 LCM3 LCM1

Figure 5.2: Decomposing an arbitrary bit-stream into limit cycle templates

The stability and part of the quantization noise of the SDM is reflected in the
limit cycle distributions. A trade-off between stability and quantization noise sup-
pression (aggressiveness of the noise shaping function) can be made by choosing
a suitable limit cycle distribution. A majorly dominant LCM1 distribution corre-
sponds to a more stable configuration. This is achievable when the loop-filter zeros
are placed at such a low frequency that the system behaves like a first order SDM
due to the relaxed noise shaping character. As a result, it is also the lowest perform-
ing mode in terms of signal to quantization noise ratio (SQNR). A first order SDM
or a second order SDM with a low frequency zero is an example of this configuration.
A balanced configuration where LCM1 and LCM2 are equally occurring (approxi-
mately 50% distribution) exhibits higher SQNR but slightly lower maximum stable
amplitude (MSA) than the dominant LCM1 case. This again can be correlated with
the aggressiveness of the noise-shaping function. Another configuration can allow
lower frequency limit cycles (LCM3, LCM4, etc). This can result in a high overall
SQNR but lower frequency limit cycles have a large signal swing which can result
in clipping. Configurations with many low frequency limit cycles such as LCM4,
LCM5, etc are less preferred. While they allow for more aggressive noise shaping,
they also place the SDM on the edge of instability. A slight deviation in this sys-
tem configuration, as may be triggered by layout or process mismatch errors, can
result in a unstable SDM. In essence, limit cycles can be considered as templates
or building blocks available for the encoding of the applied input signal. Having a
larger variety of these templates allows a more accurate encoding. This is true for
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modulators independent of their order. As a result, the above correlation between
SQNR and LC distributions is observed in higher order modulators as well. Figure
5.3 shows the different modes and their impact on the SQNR. The effect of errors on
limit cycle distributions and resulting SQNR impact will be studied in more detail
in the sections to follow.
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Figure 5.3: Signal to Noise ratio for the 3 exemplary LC configurations

5.1.2 Effect of non-idealities on LC distributions and SQNR

By studying the limit cycle distributions, one can point towards specific non-idealities
in the modulator loop. Most non-idealities affect a certain portion of the phase-
magnitude plot. As a result, the limit cycle distributions also change in a unique
way. This information can be used to identify the non-ideality and take steps to-
wards compensating it.

Inaccuracies in loop filter zero position

The number of poles of the loop filter define the order of the modulator. The poles
are generally placed close to the origin for optimum quantization noise suppression
or at the edge of the band of interest to create a notch. The zeros control the per-
formance and stability. A loop-filter zero placed at a high frequency can result in
instability, while at low frequency it degrades the performance of the modulator to
a lower order. An optimally positioned zero results in high SNR and is of impor-
tance for calibration. Figure 5.4(a) shows the effect of changing the zero frequency
on a phase-magnitude plot and the limit cycle distributions. The loop filter zero
predominantly affects the part of the loop filter curve which is relatively horizontal.
Limit cycles belonging to the vertical portion (parallel to the 180 degree line) are
not affected as much since the phase boundaries of those limit cycles do not change
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Figure 5.4: Effect of zero on limit cycles. (a) Phase-magnitude plot (b) Trend as
zero moves from low frequency (LF) to high frequency (HF) (c) SQNR as a function
of the zero frequency. Parameters: 2nd order, 1-bit, poles at origin, -20dBFS 1 kHz
sinewave input, 5 kHz bandwidth

significantly. Figure 5.4(b) plots the limit cycle distributions as computed at various
zero frequencies. A 2nd order SDM with a sampling frequency of 500 kHz and 1-bit
quantizer was used as the simulation vehicle in MATLAB. A uniformly distributed
random signal was applied as the input to the SDM and the limit cycle distributions
were computed from the output bit-stream using the method illustrated in figure 5.2.
A low frequency zero is characterized by a dominant fs

2
limit cycle or LCM1. As the

zero moves to higher frequencies, LCM1 starts becoming less dominant, LCM2 starts
becoming more frequent and lower limit cycles (LCM3, LCM4, etc) start making an
appearance (figure 5.4(b)). Eventually, with the zero positioned beyond 100 kHz,
with the introduction of many low frequency LCMs the system becomes unstable.
The distribution of LCM1 relative to other LCMs provides an estimate regarding
the position of the zeros. The trend shows that it is not possible to further reduce
or completely eliminate the operation of LCM1 simply by positioning the zeroes at
higher frequencies.
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Excess loop delay

The effect of excess loop delay (ELD) can be easily explained using the limit cycle
model. Slow comparators and multi-phase switched capacitor feedback DACs are
known to cause excess loop delay. Larger delays can result in instability. ELD can be
modeled as the exponent e−jωτ . When expressed in series form, it can be interpreted
as an infinite number of parasitic poles at higher frequencies. Figure 5.5(a) shows
the effect of ELD on a phase-magnitude plot. The bend in the loop filter curve at
higher frequencies is caused by the parasitic poles introduced by ELD. The nature
of ELD is such that it is dominant at higher frequencies. As a result, it affects
higher frequency limit cycle modes such as LCM1, LCM2, etc (in decreasing order
of effect). This is visible from the trend in the limit cycle distributions for individual
limit cycles as illustrated in figure 5.5(b). As the amount of delay is increased, the
occurrence of LCM1 reduces and eventually disappears. This is different compared
to the case of high frequency zeroes because the SDM is still stable, albeit, working
at a lower SNR. This signifies that it is possible to completely eliminate higher
frequency limit cycle modes (LCM1 in this case) while keeping the loop operational
and stable.

Hysteresis

Hysteresis results into a non-linear amplitude dependent delay which may have been
intentionally introduced or may result from comparator non-idealities. Its describ-
ing function can be written as NBQh(A, φ) = 4D

πA
e−jsin

−1( h
A

), A > h where A is the
amplitude of the signal at the input of the quantizer, φ is the phase shift, ±D is the
swing of the signal at the output of the quantizer, h is the hysteresis [46]. Figure
5.6(a) shows the effect of hysteresis on a phase-magnitude plot. It shows a bend in
the line corresponding to the describing function of the quantizer −1

N(A)
. The bend

signifies the increasing amplitude dependent phase shift. The bend is sharper at
lower amplitudes and hence affects higher frequency limit cycles such as LCM1.
Hysteresis essentially has a similar effect on limit cycle distributions as ELD (figure
5.6(b)) i.e. it makes higher frequency limit cycles such as LCM1 progressively less
dominant. In order to compensate this non-ideality, it is important to distinguish
hysteresis from ELD. Since hysteresis is an amplitude dependent delay, it is affected
by the signal swing at the input of the quantizer. Varying the gain of any of the
filter blocks, so as to scale the swing, effectively shifts the whole loop filter curve
up (or down) within the phase-magnitude plot. This modifies the phase boundaries
by modifying the crossing points of limit cycles with the quantizer curve. This is
a useful loop parameter to distinguish hysteresis from ELD and to partially com-
pensate the effects of hysteresis. Furthermore, varying the signal swing does not
affect the limit cycle distributions in the absence of hysteresis, regardless of other
non-idealities present.

While calibration of loop filter zero positions, hysteresis and delay are impor-
tant for reconfigurable SDMs, there are other non-idealities which also adversely
affect the performance of the SDM. Notable among these are circuit noise and non-
linearity. Larger non-linearities require special analysis by treating it as a separate
non-linearity in the limit cycle model. A preliminary treatment of multiple non-
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Figure 5.5: Effect of delay on limit cycles. (a) Phase-magnitude plot (b) Trend as
delay increases from 0% to 50% of the clock period (c) SQNR as a function of the
delay relative to the clock period. Parameters: 2nd order, 1-bit, poles at origin, zero
at 10 kHz, -20dBFS 1 kHz sinewave input, 5 kHz bandwidth

linearities in a non-linear closed loop is given in [46]. Its treatment in the context
of limit cycle based calibration, however, is out of the scope of this thesis. Cir-
cuit noise does not affect the recording of limit cycle distributions. However, it
limits the peak achievable performance, as limit cycle calibration primarily targets
quantization noise.

So far, we have established the effect of three system level non-idealities on the
limit cycle distributions. Since it is the input that causes the limit cycle switching
phenomena, its effect on limit cycle distributions must also be studied. This is done
in the next section.

5.1.3 Effect of input signal on LC distributions

Limit cycle switching is governed by phase accumulation as described in section 1.5
which in-turn is dependent on the specific input applied to the SDM. A detailed
analytical treatment due to Ouzounov is available in [49]. Here, we briefly touch
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Figure 5.6: Effect of hysteresis on limit cycles. (a) Phase-magnitude plot (b) Trend
as hysteresis is increased from 0 to 2µ (c) SQNR as a function of hysteresis. Pa-
rameters: 2nd order, 1-bit, poles at origin, zero at 15 kHz, -20dBFS 1 kHz sinewave
input, 5 kHz bandwidth

upon the key ideas. The limit cycle distributions are weakly dependent on the
applied signal amplitude unless it overloads the SDM. This is because the applied
input only controls the rate of phase accumulation and hence the rate at which the
limit cycles switch. The amount of phase required to render a particular limit cycle
invalid is, however, also controlled by the system parameterization. For DC inputs,
the phase accumulation is monotonic. The direction of phase accumulation (positive
or negative) is based on the polarity of the DC signal applied. The rate at which the
phase accumulates is dependent on the magnitude of the DC signal applied. The
duration of operation of each limit cycle is dependent on system configuration and
is a weak function of the applied DC signal amplitude. Figure 5.7(a) plots the limit
cycle distribution as a function of the applied DC signal amplitude for a given loop-
filter configuration (2nd order, 2 poles are origin, 1 zero at 40 kHz and Fs = 500 kHz).
In case of a sinusoidal input the phase accumulation too is sinusoidal instead of being
monotonous. Equal phase accumulation occurs in both, the positive and negative
directions, over 1 period of the sine wave. For sufficiently large input amplitudes,
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Figure 5.7: Limit cycle distributions with various applied inputs (a) DC (b) Si-
nusoidal with different amplitudes (c) Sinusoidal with different frequencies (d) Uni-
formly distributed random signal. Parameters: 2nd order, 1-bit, poles at origin, zero
at 40 kHz, -20dBFS 1 kHz sinewave input
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the loop can jump between supported limit cycles several times within 1 period.
Figure 5.7(b) plots the limit cycle distribution as a function of the input sine wave
amplitude. The weak dependence on amplitude is demonstrated here as well. The
frequency of the applied sinusoidal input can also affect the switching pattern since
it influences the instantaneous amplitude. Figure 5.7(c) plots the distributions as
function of the applied sinewave frequency. Upto 5 kHz, the distributions of LCM1
and LCM2 are relatively unaffected by the frequency of the input. As the frequency
scales, the system cannot keep up with the input changes and eventually returns
to approximately idle behavior with LCM2 distribution heavily dominating. Figure
5.7(d) plots the limit cycle distribution for a uniformly distributed random signal
which has a white spectrum at least until the highest limit cycle frequency. Noise
inputs with a low variance are too small to cause significant limit cycle switching.
As a result, one of the supported limit cycle dominates the distribution compared
to others.

5.1.4 Simulations: Demonstrating LC based calibration

Simulations were performed using Matlab and Simulink. A Simulink based model
was used to simulate the closed loop system. The output bitstream generated by the
model was further processed by dedicated Matlab scripts. This section will demon-
strate the calibration of individual isolated non-idealities while gradually building
up the algorithm for a full-fledged calibration.

For the purpose of demonstration, a 2nd order SDM is used as a test vehicle. As
shown in figure 5.8 the feedforward co-efficient ‘c’ controls the zero position, local
feedback co-efficient ‘k’ is used for delay compensation. Hysteresis is controlled us-
ing the ‘bias’ control input to the quantizer. The sampling frequency is set at 500
kHz, co-efficient ‘c’ is adjusted to a nominal frequency of 40 kHz. The input range
is normalized between [-1,+1]. A uniformly distributed random noise (Mean = 0;
σ = 10−3) is applied as an input.

1
s

1
s

c

Input Output

ClkBias

DAC

Delayk

Figure 5.8: A second order feedforward SDM with hysteresis and delay compensation
provision
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Figure 5.9: Calibrating the zero position

Calibrating the zero position

To demonstrate the calibration of the zero position, we define a short-term goal to
obtain a balanced (approximately 50%) limit cycle distribution between LCM1 and
LCM2. Such a distribution achieves a decent trade-off between noise suppression,
stability and non-overload amplitude range [47]. This goal may change over time or
in the presence of other errors. In this example, the SDM is initially configured for a
dominant LCM1 operation. This is achieved by setting the loop-filter zero at a low
frequency such as 1 kHz. Another constraint we impose is to limit the operation to
only two limit cycle modes, namely, LCM1 and LCM2. LCM3 introduces additional
signal swing which may not be desirable in some cases. The above goals are purely
subjective in the context of this particular example and not necessarily global cali-
bration goals. The SDM is excited by a random signal which is a realistic model for
the situation we will expect in the real world. Note that the method works for DC
and sinusoidal inputs as well as demonstrated in the previous section. Figure 5.9(a)
shows how the limit cycle distribution changes over time by calibrating coefficient
c. The distribution is calculated from the output bitstream by processing 100 bits.
This number can be further increased for a finer and more accurate distribution
plot, at the cost of increased time interval between the calibration steps. Coefficient
‘c’ is gradually scaled at regular intervals to increase the zero frequency in small
steps of 1 kHz. The step size is purely determined by the available hardware in a
practical implementation. With a sufficiently fine granularity, an adaptive step size
might also be considered. Initially it shows LCM1 to be dominant. As the zero is
calibrated further to higher frequencies, the distribution is balanced. Further cal-
ibration results in LCM3 entering the distribution, although only slightly. At this
point we can go back one step to eliminate LCM3. At this point the calibration goal
for this example is achieved. Over the course of calibration, the SQNR continues to
rise as shown in figure 5.9(b).
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Compensating excess loop delay

In this demo, excess loop delay (25% of the sampling clock period) is intentionally
added through the feedback DAC. In this example too we use the same calibration
goal as that for zero calibration. The dominant pole introduced by the excess delay
is compensated by the extra zero added by local feedback with coefficient ‘k’. The
product is gradually varied such that the extra zero is initially positioned at a very
high frequency so as to be insignificant. This zero is then gradually adjusted to
lower frequencies. Figure 5.10(a) shows how LCM3 is gradually eliminated from the
distribution. In figure 5.10(b) the SQNR continues to rise upto a point and later
falls slightly when LCM3 is eliminated.
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Figure 5.10: Compensating excess loop delay

Compensating hysteresis

Hysteresis can be compensated either by adjusting the comparator bias (or another
circuit parameter depending on the implementation) or the signal swing at the
input of the quantizer. In the simulation, hysteresis is intentionally added through
the quantizer block. Figure 5.11(a) shows that LCM3 is the dominant limit cycle
initially due to hysteresis. Increasing the signal swing compensates the hysteresis
which leads to the elimination of LCM3. As shown in figure 5.11(b), the SQNR
has a local optimum when LCM2 and LCM3 operate approximately equally. The
SQNR then continues to rise till LCM1 and LCM2 begin to operate equally.

Calibration in response to changing order

In another test case we consider a 4th order SDM (poles at origin, zero at 40 kHz,
Fs = 500 kHz, OSR = 50, -20 dBFS sinewave input), similar in construction to
the 2nd order SDM considered previously. The order of the SDM is successively
scaled to lower orders by switching off the integrators (as it might be required for
power-saving reasons). As the order scales, the coefficients also have to be scaled.
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Figure 5.11: Compensating hysteresis

Without relying on pre-determined coefficient values (which may not be ideal in the
presence of various errors), the filter coefficients can be effectively scaled using limit
cycle distributions as described the previous section. In this test case, the zeros of
the loop filter are calibrated to a higher frequency so as to maintain the original
LC distributions whenever the order is scaled down. As before, the goal in this
example is to achieve balanced LCM1 and LCM2 distributions. Figure 5.12(a) plots
the limit cycle distributions. A step in the distributions is observed whenever the
order (L) is scaled. The calibration algorithm scales the coefficients to obtain equal
distributions for LCM1 and LCM2; a calibration goal set for this testbench. Figure
5.12(b) plots and compares the signal to noise ratios obtained with and without
limit cycle calibration.
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Figure 5.12: Simulation results demonstrating coefficient scaling in response to order
(L) scaling (a) Limit cycle distributions at each calibration step. (b) Signal to Noise
Ratio (SNR) at each calibration step
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Calibration in response to changing clock

It is common practice to scale the sampling clock frequency in order to trade-off
power consumption for faster conversion times and vice versa. Unlike DT modula-
tors, the loop filter of CT modulators is not normalized to the sampling frequency.
The loop filter needs to adapt its coefficients when the sampling clock frequency is
scaled. This is typically done using look-up tables. In this example we demonstrate
the calibration of the loop-filter without using look-up tables, but by using limit cy-
cle distributions. In this test, a 2nd (poles at origin, zero at 40 kHz, OSR = 50, -20
dBFS sinewave input) order SDM is subjected to a sampling clock which is scaled-
up gradually. The coefficients are scaled by monitoring the limit cycle distributions.
Figure 5.13(a) shows how the calibration algorithm tries to maintain the initial limit
cycle distributions in response to the scaled sampling clock. At 500 kHz sampling
clock, the loop-filter is configured for aggressive noise shaping. The moment the
clock frequency is scaled to 1 MHz, the noise shaping becomes less aggressive with
LCM3 operation being eliminated. In the interval between 1 MHz and 2 MHz, the
loop filter is adapted gradually. This is repeated also when the clock is scaled to a
higher frequency of 4 MHz. Figure shows evolution of the SNR over the calibration
steps. The SNR is calculated over a bandwidth of 5 kHz, 10 kHz, 20 kHz, and 40
kHz for sampling frequencies of 500 kHz, 1 MHz, 2 MHz and 4 MHz respectively, to
maintain a constant OSR of 50.

0 5 10 15
0

10

20

30

40

50

60

70

Limit Cycle Distributions

L
C

 O
p

e
ra

ti
o

n
 T

im
e
 (

%
)

Calibration Step

 

 

LCM1

LCM2

LCM3

fs = 1
MHz

fs = 2
MHz

fs = 4
MHz

fs = 0.5
MHz

(a)

0 5 10 15
40

45

50

55

60

65

70
SQNR over time

S
Q

N
R

 (
d

B
)

Calibration Step

fs = 4
MHz

fs = 1
MHz

fs = 2
MHz

fs = 0.5
MHz

(b)

Figure 5.13: Simulation results demonstrating coefficient scaling in response to sam-
pling clock scaling (a) Limit cycle distributions at each calibration step. (b) Signal
to Noise Ratio (SNR) at each calibration step

Systematic step-wise calibration of multiple non-idealities

Multiple non-idealities in different proportions can have identical effects on the limit
cycle distribution. In order to distinguish them and take corrective measures a step-
by-step process is essential. In the following discussion we will consider non-idealities
such as loop-filter zero inaccuracy, excess loop delay and hysteresis for calibration.
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While these are not the only non-idealities that the SDM may suffer from, many
circuit level non-idealities generally translate into one of the above mentioned system
level non-idealities (finite op-amp gain & bandwidth resulting in a combination of
gain error and ELD [18], capacitance charging delay in feedback DAC resulting in
ELD, comparator delay at high sampling frequencies resulting in ELD, variations in
comparator bias resulting in hysteresis, etc).

We start with hysteresis as it is the simplest to compensate. Hysteresis, resulting
a non-linear amplitude dependent delay, is dominant at smaller amplitudes. Since
hysteresis originates in the quantizer itself, some tunability inside the comparator
can be introduced to compensate for hysteresis. Another way is to amplify the
signal swing at the input of the quantizer. We may start with a large signal swing
such that hysteresis is almost eliminated. However, hysteresis is desirable in some
programmable modulator configurations. In this case, the gain block controlling
the signal swing needs to be programmable as well. The next question naturally is:
How much signal swing is needed to sufficiently compensate hysteresis, such that its
presence only negligibly affects the phase boundaries of the limit cycles. The answer
can be obtained by observing the limit cycle distributions as we control the gain
block. Figure 5.14 shows the trend in limit cycle distributions as the signal swing in
front of the quantizer (by virtue of the gain) is increased from a low value. It can be
observed that for larger signal swings, the limit cycle distributions become relatively
static. In other words, the signal swings do not affect the limit cycle distribution
anymore. At this point, hysteresis is sufficiently compensated. This is reflected in
the SQNR as well since the LC distributions don’t vary any more.
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Figure 5.14: Simulation showing the trend in distributions by scaling the gain in
presence of hysteresis

With the hysteresis compensation complete, the LC distributions at this point re-
flect contributions from ELD and the loop-filter low frequency zeroes. The next step
is compensating ELD. Blind compensation of delay is typically done by positioning
the high frequency zero at a frequency close to that of the sampling clock. This,
naturally, is not ideal and may result in over-compensation or under-compensation.
Accurately compensating for delay in the presence of another non-ideality such as
low frequency zero inaccuracy is challenging. The challenge partly arises from the
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fact that both, delay and loop filter zeros, affect the limit cycle distribution in the
same way. Thus simply observing the distribution while tuning the high frequency
zero does not impart any meaningful information. One way around this challenge
is to re-position the low frequency zero to its lowest possible frequency. This means
that LCM1 should be the dominant (at least 90%) limit cycle. The presence of delay
however will result in a different distribution (LCM1 distribution less than 90%).
The goal would now be to tune the high frequency zero in such a way that LCM1
again attains at least 90% distribution. When this happens, delay would have been
accurately compensated. Figure 5.15 shows the limit cycle distribution with delay
(30% of the clock period) added to a 3rd order SDM testbench (Fs=500 kHz, poles
at origin, zeros at 20 kHz, high frequency zero at 5 MHz). The high frequency zero
has no effect as it is nowhere close to the operating limit cycles. Initially, LCM2
and LCM3 dominate the distribution. This indicates there is delay present in the
SDM loop. At calibration step 2 the low frequency zero is positioned to the lowest
frequency. This eliminates LCM3 but LCM2 still dominates the distribution. From
step 3 the high frequency zero is gradually tuned to lower frequencies until LCM1
attains about 90% distribution. This happens at step 36 in figure 5.15 indicating
that delay is accurately compensated.
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Figure 5.15: Simulation showing the trend in distributions by tuning the extra high
frequency zero

By moving the low frequency zero to its lowest possible frequency, we reduce
the SDM down to first order behavior. While this is useful, as it provides a definite
limit cycle distribution as an objective, it also hampers the performance of the
SDM while it is being calibrated. Another method takes a heuristic approach.
Instead of positioning the zero at its lowest frequency, we gradually move it to higher
frequencies while observing the trend in the distributions. In the absence of other
non-idealities, when the zero position of the loop-filter is moved up in frequency, the
limit cycle distributions undergo a very predictable change as demonstrated in figure
5.4(b). The distribution starts with LCM1 as the dominant limit cycle. In a certain
frequency range, LCM1 and LCM2 operate with almost equal distributions. Beyond
this range, LCM1 starts declining with LCM3 taking up its place. Further on, LCM1
continues to decline while other lower frequency limit cycles show up. At one point
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the system becomes unstable. It is interesting to note that the distribution for LCM2
never goes above 50% and that of LCM3 never goes above 30%. This is attributed
to the phase boundary profile that the system follows when the low frequency zero
is varied from a low frequency to higher frequencies. This profile introduces new
limit cycles without completely eliminating any of the existing limit cycles. As a
result, none of the existing limit cycles become majorly dominant except LCM1
at low frequency zero positions. This typical trend in the distribution is modified
when delay is present in the loop. In this heuristic method, the high frequency
zero is initially positioned at a very high frequency such that its effect is negligible
on the operating limit cycles. It is then gradually tuned to lower frequencies until
the typical distribution trend is obtained. In other words, for every high frequency
zero position, the low frequency zero is swept from its current location to higher
frequencies to obtain a trend. A typical goal would be to obtain a trend in which
the distributions for LCM2 and LCM3 do not exceed 50% and 30% respectively.
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Figure 5.16: Simulation results demonstrating heuristic delay compensation (a) Low
frequency (LF) zero sweep for under-compensated delay (b) Accurate compensation
(c) Over-compensation
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Figure 5.16(a) shows the distribution trend for under-compensated delay. Under-
compensation happens when the high frequency zero (HF) is positioned at a fre-
quency higher than that of the dominant pole introduced by the delay. Regardless
of the current LF zero position, sweeping it to higher frequencies shows that LCM3
becomes dominant with a distribution above 40%. This means that the HF zero
needs to be tuned to a lower frequency, closer to the dominant pole. Figure 5.16(b)
shows the distribution trend for an accurately compensated delay. This trend very
closely resembles the delay-free trend shown in figure 5.4(b). Figure 5.16(c) shows
the distribution trend when the HF zero is further tuned to a frequency lower than
that of the dominant pole. It can be seen that LCM1 continues to remain the dom-
inant limit cycle over the entire sweep.

After hysteresis and delay compensation, the only factor influencing the limit
cycle distributions is the loop-filter zero. The zero can now simply be tuned until
the required limit cycle distribution is obtained. A formal algorithm performing the
above steps can be represented by a flowchart as shown in figure 5.17. Delay can
be compensated using one of the two methods mentioned above. However, the first
method is preferable when the low frequency zero isn’t sufficiently programmable.

Figure 5.18 demonstrates the use of the above algorithm for the calibration of a
2nd order SDM. In this testbench we intentionally position the loop-filter LF zero
at a non-ideal position, introduce a delay which is 25% of the clock period and
hysteresis equal to 10−6 normalized to the input amplitude range of [−1, 1]. Figure
5.18(a) shows the evolution of the limit cycle distributions at each calibration step.
As stated in the flowchart, the algorithm starts by compensating hysteresis. The
gain of the final stage of the loop-filter is increased until calibration step 12 where
the distributions become relatively constant. At this point, hysteresis is sufficiently
compensated. Since hysteresis (and delay) prominently affects LCM1, the variations
in LCM1 are observed as a controlling parameter for the calibration. At calibration
step 13, the low frequency (LF) zero is positioned to the lowest possible frequency
which would ensure first order behavior in the absence of non-idealities. The high
frequency (HF) delay compensating zero, initially positioned at the highest possible
frequency, is now moved to a lower frequency with each calibration step until first
order behavior is obtained. This happens at calibration step 29 when the LCM1
distribution approaches 90%. At this point, delay is compensated. The distribu-
tions at this point reflect the current position of the LF zero, which corresponds
to first order behavior. The LF zero is now moved to higher frequencies until the
required distribution is obtained. Figure 5.18(b) shows the evolution of the signal
to (quantization) noise ratio (SQNR) with each calibration step.

Figure 5.19 demonstrates the calibration algorithm as applied to a 3rd order
SDM. The same non-idealities are now introduced in different proportions. Besides
the change of order, the heuristic algorithm is selected for the delay compensation.
Figures 5.19(a),5.19(b) show the evolutions of the distributions and SNR at each
calibration step. This variant of the algorithm is slower but does not cause the SNR
to drop sharply as in the previous case.
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Figure 5.17: Algorithm for correcting multiple non-idealities

Calibration in the presence of circuit noise

Circuit noise is an important non-ideality that limits the maximum achievable per-
formance using limit cycle based calibration. The power of circuit noise is much lower
than the power of limit cycles. As a result, the presence of noise at the input of
the SDM does not adversely affect the recording of limit cycle distributions. Within
the bandwidth of interest, however the circuit noise may dominate. This will limit
the maximum achievable SNR. This is demonstrated with a 6th order SDM (poles
at origin, zeros at 5 kHz, Fs=500 kHz, OSR=50, -20 dBFS sinewave input) with a
uniformly distributed noise coupled to its input. The noise has a flat spectrum at
least up to fs

2
. As in the previous testbenches, the calibration algorithm is applied

by introducing inaccuracies in the low frequency zero, delay and hysteresis. Figure
5.20(a) shows the almost overlapping LCM1 distributions for different noise vari-
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Figure 5.18: Simulation results demonstrating the calibration algorithm for a 2nd

order modulator in presence of multiple non-idealities (a) Limit cycle distributions
at each calibration step. (b) Signal to Quantization Noise Ratio (SQNR) at each
calibration step
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Figure 5.19: Simulation results demonstrating the calibration algorithm for a 3rd

order modulator in presence of multiple non-idealities (a) Limit cycle distributions
at each calibration step. (b) Signal to Quantization Noise Ratio (SQNR) at each
calibration step

ances relative to the normalized input range of [-1,1]. Figure 5.20(b) shows the SNR
trend when the noise variance is increased. When circuit noise begins to dominate,
the SNR gain from limit cycle calibration becomes negligible.
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Figure 5.20: Simulation results demonstrating the calibration algorithm in presence
of circuit noise (a) Limit cycle distributions at each calibration step. (b) Signal to
Noise Ratio (SNR) at each calibration step

5.2 Conclusions

In this chapter, limit cycles were used to construct a distribution from the output
bitstream. Three system-level non-idealities were studied and correlated to the
distributions. Using the knowledge of this correlation, an algorithm was derived to
correct these non-idealities. The algorithm was verified with Matlab simultions. In
the next chapter we look at the impact of limit cycles on the system stability of the
SDM.
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CHAPTER 6

Analysis and Synthesis of Stable Higher Order Modulators

This chapter introduces a new graphical method of stability analysis for
SDMs. The method has its origins in the limit-cycle theory discussed in
the preceding chapters. The graphical method makes the contributions of
excess loop delay and hysteresis to instability more visible, thus making
it simpler to consider their impact during analysis. Due to the better
understanding of the instability mechanisms in SDMs, synthesis of stable
higher order modulators is made possible using this method.

6.1 Stability of SDMs

Sigma delta modulators being non-linear closed-loop systems, evaluating their sta-
bility is complex and mathematically rigorous. Numerous attempts have been made
in the past to qualitatively and quantitatively study the stability criteria for sigma
delta modulators. The most common rule of thumb used is Lee’s criterion [2, 50]. In
this, the noise transfer function (NTF) is designed to have a maximum gain of 1.5,
in order to ensure stability. However, it proved to be neither a necessary nor suf-
ficient condition for stability of higher order modulators. Exact methods were also
investigated which were predicated on the boundedness of the systems state vari-
ables [51, 52]. These methods are mathematically rigorous, often non-convergent
and solving for them graphically becomes a multi-dimensional problem. They are
also limited to certain fixed modulator architectures. Other methods investigated
the problem of input driven instability or instability due to overloading [53, 54, 55].
These methods start from a DT modulator and are not readily applicable for direct
synthesis of CT modulators. Another method focused on decomposition of higher
order DT modulators to lower orders and evaluating their stability individually
[56]. The effect of quantization in time was considered in [57] and was one of the
first reported techniques to consider phase uncertainty in its stability evaluation.
However, this method also starts from a DT modulator. In essence, the above tech-
niques are complicated, limited to certain modulator architectures, do not enable
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direct synthesis of CT modulators and do not consider the effect of non-idealities
such as co-efficient inaccuracy, excess loop delay (ELD) or hysteresis which also
contribute towards instability. The focus of existing methods of stability analysis
is filter-centric. In that, they focus on the optimization of the filter coefficients to
ensure stability and performance. Effect of other non-idealities such as excess loop
delay (ELD) and hysteresis, which also contribute towards instability, often cannot
be combined with filter-centric stability analysis. In the section we describe an alter-
native method of synthesis of stable higher order SDMs [58, 59, 47]. In this method,
the focus is on graphical evaluation of an analytical method which has already been
verified algebraically in [47, 46], making it easy to understand and apply.

In the previous sections it is already established that SDMs are essentially non-
linear oscillators which rapidly switch between LCs in response to an applied non-
zero input. The switching occurs between adjacent LCs for regular inputs below
the overload amplitude. For instability to occur, the following conditions must be
fulfilled: In the ASDM mode, one of the solutions to the characteristic equation
must be an unstable LC (repeller). In the clocked mode, the system must support
all LCs from fs

2
until the repeller since it can only switch between adjacent LCs.

The destabilization sequence is initiated as follows: The clocked SDM starts off
normally switching between its supported LCs as described in the previous section.
Over time, depending on the nature of input, it begins switching to lower frequency
LCs, where the influence of the clock starts to decrease. Closer to the repeller, the
phase contribution by the clock is negligible. In this state, the modulator is virtu-
ally operating in asynchronous mode. The system cannot maintain oscillations at an
unstable LC. This leads to the operating point further drifting to lower frequencies
with the amplitude blowing up. This process is demonstrated with a simulation
example. A 3rd order SDM with real poles and zeros was implemented as a Matlab
model. Figure 6.1(a) shows its phase-magnitude plot. The zeros are positioned in
such a way that all LCs until the repeller are supported. Figure 6.1(b) shows the
output of the loop filter from time zero.

Initially the loop operates by switching between the supported LCs. At approx-
imately sampling instant 200, as a result of switching to lower frequency LCs, the
repeller becomes dominant and propels the loop further into instability. Designing
stable high order modulators involves recognizing the above conditions that lead to
instability and preventing them through proper design and calibration if needed.
One of these conditions is the presence of a repeller. Modulators with order two and
higher will always satisfy this condition. Optimum quantization noise suppression
results from the placement of the loop-filter poles at the origin (or a notch at the
edge of the input frequency band). As figure 6.2 shows, with two poles, the initial
phase starts at -180 degrees, with three poles it starts at -270 degrees and so on.
The stabilizing zeros bring the final phase to -90 degree.

This invariantly results in a crossing of the loop filter curve with the quantizer
curve from the left hand side to the right hand side, thereby leading to the creation
of a repeller. Since we cannot prevent this, we have to prevent the system from
approaching the repeller. This is done by providing sufficient phase margin for some
of the intermediate LCs. This creates a ‘gap’ in the phase-magnitude plot thereby
preventing the switch to lower frequency limit cycles. We will demonstrate this with
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Figure 6.1: (a) Phase-magnitude plot an unstable SDM. (b) Output of the loop-filter
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Figure 6.2: Phase-magnitude plots of various higher order modulators

some examples. It is rare to find SDM designs with orders above 6 in the literature.
We will demonstrate the synthesis of a.) a 7th order modulator, b.) a 7th order
modulator in presence of large hysteresis which is typical for low signal swings, c.)
a 7th order modulator in presence of a large delay which is typical for high sampling
rates.

We begin with the loop-filter parameters, by placing a pole at the origin and the
remaining poles as notches at the edge of the band for optimum noise suppression.
The zeros are initially real and positioned at a frequency such that a ‘gap’ of one
LC is obtained in the phase-magnitude plot. Next, the zeros are split into complex
conjugate pairs such that their magnitude still remains the same. Complex conjugate
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zeros have the effect of flattening the L(jω) curve near the point of intersection with
−1
N(A)

curve as shown in figure 6.3.
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Figure 6.3: Phase-magnitude plot comparing the effect of complex zeros versus real
zeros

From this point the magnitude of the zeros can be adjusted to enlarge the ‘gap’
if desired. The size of this ‘gap’ highlights the trade-off between quantization noise
suppression and the non-overload input range. For lower amplitudes, the modulator
switches between adjacent LCs. However, as the input becomes large and the mod-
ulator approaches overload, it may skip over adjacent LCs. The number of LCs it
may skip over scales with the input amplitude. As a result, the size of the ‘gap’ also
signifies the robustness of the modulator towards large inputs. Figure 6.4 shows the
final phase-magnitude plot along with the SQNR as a function of the amplitude.

System level non-idealities can also affect the stability of SDMs. Depending on
the source of the instability, such a system can be calibrated using the procedure
described in [59]. Below we mention the effect of hysteresis and delay.

We now consider the SDM we just synthesized, but in the presence of a large
amount of hysteresis. Figure 6.5(a) shows the effect of increasing hysteresis which,
due to the bend in the −1

N(A)
curve, eventually closes off the ‘gap’ we just created,

thus making the system unstable. This effect can be seen in the transient loop filter
output waveforms plotted in figure 6.5(b). Hysteresis is compensated by adjusting
the comparator bias, the output swing or the gain, methods elaborated in the previ-
ous chapter. Figure 6.5(c) shows the phase-magnitude plot of the stabilized system
after compensation and figure 6.5(d) shows the SQNR along with loop filter output
waveform in the inset.

Large bandwidth SDMs characterized with a high sampling frequency almost al-
ways suffer from ELD. As described in the previous chapter, ELD causes a bend in
the L(jω) curve at high frequencies. Figure 6.6(a) shows the effect of increasing ELD
which, due to the bend in the L(jω) curve, eventually closes off the ‘gap’ we just
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Figure 6.4: (a) Phase-magnitude plot of a 7th order modulator (b) SQNR as a
function of amplitude. Parameters: L(jω) = 7th order low pass filter. 1 pole at
origin, 3 notches at 4 kHz. 6 complex conjugate zeros with magnitude = 10 kHz and
angle = 70 degree. Fs = 500 kHz. N(A) = 4

πA

created, thus making the system unstable. This effect can be seen in the transient
loop filter output waveforms plotted in figure6.6(b). Using one of the compensa-
tion techniques described in the previous chapter, this delay can be compensated by
appropriately placing an extra high frequency zero. Figure 6.6(c) shows the phase-
magnitude plot of the stabilized system after compensation and figure 6.6(d) shows
the SQNR along with loop filter output waveform in the inset.
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Figure 6.5: (a) Phase-magnitude plot of a 7th order modulator showing quantizer
DF with 3 hysteresis levels (b) Loop filter output (c) Phase-magnitude plot after
compensation (d) SQNR after compensation. Parameters: L(jω) = 7th order low
pass filter. 1 pole at origin, 3 notches at 4 kHz. 6 complex conjugate zeros with
magnitude = 10 kHz and angle = 70 degree. Gain for last loop filter stage = 50. Fs
= 500 kHz. N(A) = 4

πA

6.2 Conclusions

The phase-magnitude plot for synchronous SDMs is an important tool for the anal-
ysis of stability. In just one picture, we get an intuitive understanding about impor-
tant system level non-idealities such as hysteresis and delay as well as their effect on
the system stability. This is applicable for any order, sampling frequency and num-
ber of quantizer bits. No other technique described in literature is general enough
for higher orders (above 3), while incorporating other system level effects. In this
chapter we presented a stability analysis method for SDMs, based on a limit cycle
model. The method was shown to be of a simple graphical nature and practical
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Figure 6.6: (a) Phase-magnitude plot of a 7th order modulator showing the loop
filter curve with 3 delay levels (b) Loop filter output (c) Phase-magnitude plot after
compensation (d) SQNR after compensation. Parameters: L(jω) = 7th order low
pass filter. 1 pole at origin, 3 notches at 4 kHz. 6 complex conjugate zeros with
magnitude = 10 kHz and angle = 70 degree. After compensation: Real zeros with
magnitude = 7.5 kHz, Delay compensating zero at 60 kHz Fs = 500 kHz. N(A) = 4

πA

design oriented. It was demonstrated how the method can be used to design stable
higher order modulators even in the presence of non-idealities such as ELD and
hysteresis. The method of analysis was shown to be general enough such that it is
applicable to any modulator structure of any order that can be reduced to a single
loop; a distinguishing quality when compared to existing literature. Design of high
resolution, high bandwidth SDMs will especially benefit from this approach.
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CHAPTER 7

Adaptive Sub-Ranging Incremental SDM

This chapter discusses a new conversion technique using a hybrid SDM
that combines the principles of sub-ranging and incremental sigma delta
modulation to achieve very high resolutions and very high conversion
rates. Incremental SDMs are briefly treated followed by the principle of
sub-ranging in the context of SDMs. The combination of sub-ranging and
incremental SDM introduces many new system parameters that affect the
overall performance. The chapter also elaborates the optimum selection
of these parameters followed by the limitations of this technique.

7.1 Introduction

Many ADCs convert analog signals into a digital value by using variations of a
‘search algorithm’. Depending on the specific form of their algorithm and their
hardware implementation, the ADCs are given different names such as successive
approximation register (SAR), sub-ranging, pipelined, algorithmic, etc [60]. The
term ‘zooming’ is a relatively new term used when such a ‘search algorithm’ is ap-
plied in conjunction with an incremental SDM [61]. Such a combination allows a
relatively low-resolution incremental SDM to convert a signal with a large dynamic
range thereby improving its effective overall resolution. It does so in steps by con-
sidering only a (progressively smaller) part of the total dynamic range in each step.

Most applications involving electronic instrumentation, sensor signal acquisition
and acquisition of other near-DC signals demand high absolute accuracy. In such
applications large gain and offset errors cannot be tolerated. They demand a very
good sample-by-sample conversion performance along with very high integral and
differential linearity, high overall resolution and often low power consumption. In-
cremental SDMs can satisfy the above requirements while also requiring a simpler
decimation filter compared to standard SDMs. The use of periodic weighing func-
tions in the decimation filter also helps in suppressing noise at line frequency and
other periodic noises [6].
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The resolution in incremental SDMs is a function of the observation interval. For
a first order 1-bit SDM, N-bit accuracy is obtainable after an observation interval of
2N cycles [6]. This may be too slow for many applications. The required observation
interval can be reduced by using higher order modulators. This, however, reduces
the maximum stable amplitude and makes the modulator susceptible to instability.
A method was desired to achieve high resolutions with fast conversion rates using
a low (first or second) order modulator. This necessitated the use of a hybrid data
converter comprising an incremental SDM. Such data converters seek to improve
the overall resolution of the ADC without modifying the order, quantizer bits or the
sampling frequency (otherwise known as intrinsic accuracy parameters) of the SDM.
Hybrid topologies achieve a conversion in multiple steps using separate hardware for
the extra conversion steps (in addition to the incremental SDM) or by reusing the
hardware of the same incremental SDM. Chae et.al. in [62] proposed a hybrid struc-
ture formed by cascading a SAR ADC and an incremental SDM. The conversion was
performed in two steps. The first step involved obtaining a coarse estimate of the
input from the SAR ADC. Based on the coarse estimate the dynamic range of the
SDM was adjusted so as to focus on a narrow input range around the coarse estimate.
The incremental SDM then performed a fine conversion. Oh et.al. in [63] proposed
a similar technique with greater emphasis on the SAR ADC conversion step by as-
signing more bits to this step. Agah et.al. in [64] proposed a two step conversion
technique using the extended counting principle. In their method, the conversion in
the first step is performed by an incremental SDM. The residue from the first step
is further converted by a SAR ADC. Chen et.al. in [65] proposed another two step
mechanism, also based on the principle of extended counting. However, instead of
using a separate ADC to convert the residue, the same incremental SDM is reused.
The effective order of the overall modulator was improved to (2N-1) where N was
the order of the original modulator. The output bits from the two conversions are
then combined digitally. Rombouts et.al. in [66] proposed a similar technique with
the difference that the residue is converted using an algorithmic ADC. Tao et.al. in
[67] proposed a technique that performs the overall conversion in a pipelined fashion.
The pipeline consists of two incremental SDMs. The first stage performs the coarse
conversion. The residue is applied as an input to next stage. As the fine conversion
begins, the coarse conversion for the next sample also begins in the previous stage.

In this chapter, a conversion technique that uses sub-ranging in combination with
an incremental SDM will be described that works by adaptively scaling the opera-
tion of the ADC to a sub-range by adapting the settings of its feedback DAC. The
following sections will explore the concept and its potential variations while qual-
itatively and quantitatively establishing the benefits in resolution and conversion
time.

7.2 Sub-range scaling

Maintaining a fine resolution over a large dynamic range requires an expensive ADC
with a large effective number of bits (ENOB). E.g. resolving a voltage of 15 µV
over a 1 V dynamic range would require a 16-bit ADC. However, resolving the same
voltage over a 10 mV dynamic range would require only a 9-bit ADC. If we could
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divide the whole 1 V dynamic range in 10 mV sub-intervals and use the same 9-bit
ADC in each interval, we effectively improve the overall resolution to 16-bit. As a
general principle, sub-range scaling or sub-ranging limits the operation of the ADC
to a subset of the total dynamic range. The next sections describe a specific method
that uses the above principle to obtain a coarse estimate of the applied input and
adapt the bounds of a sub-range that includes the estimate. The process is repeated
by forming new sub-ranges in each step thereby narrowing the uncertainty interval
around the applied input.

As mentioned in the introduction, the incremental SDM produces an output bit-
stream in response to an applied DC input. An estimate of the applied DC input
is obtained by decoding a finite number of output bits by a weighted averaging
with a Hann window function. The resolution of this estimate improves as more
bits are averaged. In other words, the uncertainty interval around the estimate
shrinks as more bits are averaged. This improvement in resolution, however, begins
to saturate as more and more bits are averaged. For a given resolution requirement,
the uncertainty interval may need to be very small. Averaging more bits shrinks
the uncertainty interval at an increasingly slower pace. As a result, the number
of output bits needed to achieve the required resolution may be very large; i.e.
the rate at which this uncertainty interval shrinks may not be fast enough. To
expedite this process, sub-ranges, which are a smaller subset of the total dynamic
range, can be defined to shrink the uncertainty interval at a faster pace. In the
following sections, this concept will be described in more detail. To begin with, the
next section discusses the method for evaluating the resolution of incremental SDMs
with DC inputs.

7.3 Overall quantization error

The evaluation procedure of incremental SDMs is different and more challenging
compared to normal SDMs. In normal SDMs, the performance is evaluated using
signal to noise and distortion ratio (SNDR) as an evaluation metric. To calculate
this metric, the very long output bit-stream corresponding to a sinewave input is pro-
cessed with a Fast Fourier Transform (FFT). The resulting spectrum is then filtered
using a brick-wall (ideal) filter whose cut-off frequency is at the signal bandwidth.
The SNDR is then calculated from the integrated power spectral density within this
bandwidth. The sinewave input partially helps in de-correlating the quantization
error with the input, thus giving it the impression of white noise [4]. Following the
same procedure for incremental SDMs with a DC input is problematic. Firstly, the
SNDR metric is only valid for a sinewave input, which is not the case in incremental
SDMs with DC inputs. Secondly, the signal bandwidth is not clearly defined for DC
inputs. Ideally, for a DC input, the output spectrum should be centered exactly at
0 Hz. This, however, is only true if the FFT is performed on an infinitely long bit-
stream. Since with incremental SDMs we only have a short number of output bits
to average, the signal bandwidth is not well defined. Thirdly, due to the application
of DC inputs, the quantization error is strongly correlated with the input. In the
light of these challenges, the performance of incremental SDMs is evaluated using
a direct method that utilizes a finite number of output bits to directly calculate
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an approximate output value. A comparison of this output value with the applied
input DC value gives the error. As the error is correlated with the input DC value,
this procedure is repeated over all possible input values and the worst case error is
calculated. Using this worst case error we can obtain the resolution.

In the context of incremental SDMs and DC sensing, the modulator itself is re-
ferred to as an encoder that encodes the input DC value into a finite stream of bits.
The decimation filter is referred to as a decoder which decodes this stream of bits
to obtain an estimate of the applied input DC value. In addition to synthesizing an
optimum encoder, there is an additional challenge of choosing an optimum decoder.
Both linear and non-linear decoders have been proposed in literature. Linear de-
coding using Sinc filters are proposed in [6]. It was shown that for an incremental
SDM of order n, the optimum linear decoding filter is a Sinc filter with order at
least n+1. Non-linear decoders are more complicated. They use knowledge about
the encoder in order to perform optimum decoding. As a result, a non-linear de-
coder often has to be derived for the specific encoder implementation. The Zoomer
algorithm described in [68, 69] is an example of an optimum non-linear decoder. In
this text, only linear Sinc filters are employed for decoding output bit-streams.

The quantizer used in the SDM is typically coarse (1-bit) and hence produces
a bounded quantization error on every output bit. In an incremental SDM, a fi-
nite number of output bits are (weighted) averaged to obtain a single approximated
value of the applied input. This approximated value contains the accumulated over-
all quantization error. This quantization error must be within 1 LSB of the targeted
resolution. Figure 7.1 shows the overall quantization error plot for a normalized (to
full-scale) amplitude sweep. The target resolution in figure 7.1 is 10-bit. A 2nd order
SDM is used as a testbench to generate the plot. It has two poles at origin and a zero
at 40 kHz. The sampling frequency is 500 kHz. All future references in this chap-
ter will refer to this testbench unless explicitly stated otherwise. For every applied
input DC value, 100 output samples are weighted averaged with a Hann window to
obtain 1 decoded value per 100 output bits. This decoded value is compared with
the applied input to obtain the overall quantization error for that input. The input
DC amplitude is swept in the range [-20*LSB:+20*LSB], where the LSB is relative
to the target 10-bit resolution. It is observed from the blue curve that the overall
quantization error is bounded well below 1 LSB. The step size for the DC ampli-
tude sweep must be within 1 LSB when the targeted resolution is −log2(LSB). A
smaller step size can be selected. However, this would result in a very large number
of amplitude points to be simulated. Besides, the finite output bit-stream (100 bits
in this case) shows no significant difference when the step size is smaller than a LSB.

The figure also shows the overall quantization error within a sub-range which is 1
5

th

of the total dynamic range of [-1,+1]. Using the same testbench along with the same
SDM parameters, it is observed that the overall quantization noise (red curve) is
bounded even lower. This is in agreement with the concept discussed in the previous
section. It is clear that limiting the incremental operation to a sub-range which is
a small subset of the complete dynamic range is advantageous and offers significant
leaps in the effective resolution. The next section quantifies this advantage.
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Figure 7.1: Overall quantization error as a function of the input DC amplitude.
Curve in blue plotted for the full dynamic range: [-1:+1]. Curve in red plotted for
a sub-range: [-0.2:+0.2]. LSB relative to 10-bits

7.4 Effective resolution

The resolution of an incremental SDM (using only a single step of conversion) is a
function of the loop-filter parameterization, number of quantizer bits and the total
number of output samples that are weighted averaged. Consider, for now, only
the effect of the number of output samples (Order and number of quantizer bits
will be analyzed in a later section). The output resolution scales directly with the
observation interval. In many texts, the total number of output bits considered
is also called the oversampling ratio (OSR) for an incremental SDM [6]. In this
chapter, we will also use it in the same context. Figure 7.2 plots the resolution
of our testbench, a 2nd order SDM, as a function of the OSR. This resolution is
obtained by considering the worst case error in the overall quantization error plot.

The figure shows the resolution that is obtained in a single step conversion. As
mentioned in the previous section, this resolution can be improved by limiting the
operation of the incremental SDM in a smaller sub-range. The smallest resolvable
input in a given dynamic range is given as

Smallest Resolvable Input =
DR

2Res(−,1)
(7.1)

where Res(M,N) corresponds to the resolution obtained after N steps with a
sub-range division factor of M after each step. Res(−, 1) is the resolution of the
incremental SDM when the conversion is performed in a single step without any
division into sub-ranges (since M doesn’t matter when N=1) and DR is the total
dynamic range. If this dynamic range were to be divided into M sub-ranges such

that each sub-range is 1
M

th
of the total dynamic range, the smallest resolvable input

when the incremental SDM is operated in a sub-range is now given as
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Figure 7.2: Resolution as a function of the number of samples that are weighted
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Smallest Resolvable Input =
DR

M · 2Res
(7.2)

If the above process is repeated N times in each sub-range with N > 1 (since N
= 1 corresponds to a single step and hence no sub-ranging), the smallest resolvable
input is then given as,

Smallest Resolvable Input =
DR

MN−1 · 2Res(−,1)
(7.3)

The effective resolution after N steps with a division factor of M in each step is
written as,

ResEff (M,N) = −log2

[
DR

MN−1 · 2Res(−,1)

]
(7.4)

The above formula can be visualized graphically using a mesh plot as shown in
figure 7.3. Assuming a dynamic range of [-1,1], DR is the difference in the bounds
and hence DR=2. The plot highlights the significant improvements in the effective
resolution that can potentially be obtained by repeatedly dividing the total dynamic
range into sub-ranges and limiting the operation of the incremental SDM to that
sub-range. At this point, we still haven’t elaborated about the exact mechanics of
a conversion using this new information about sub-ranges. Towards this goal, the
next section first discusses how sub-ranges are created to limit the operation of the
incremental SDM in that sub-range.
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7.5 Sub-ranging in incremental SDMs

The total dynamic range or the range of input amplitudes that the incremental
SDM can handle is determined by the DAC output signal range and the offset value
in the feedback path. The signal swing in turn can be controlled by introducing
a gain factor in the feedback signal path. Similarly, the common-mode value can
also be influenced by introducing an offset in the feedback path. Figure 7.4 shows
the model of an example 2nd order SDM with the gain and offset control embedded
within the feedback DAC. The effect of a gain factor and an offset is best visualized
using the overall quantization error plot. Figure 7.5 (blue curve) plots the overall
quantization error as a function of the input DC amplitude. It is observed that the
overall quantization error is symmetric about zero. By shrinking the gain, the range
of input amplitudes that the incremental SDM can handle also shrinks by the same
factor. Essentially, the incremental SDM is now configured to handle inputs in a
sub-range which is smaller than the total dynamic range by the same gain factor.
Thus a sub-range is created which is symmetric and centered around zero. The
overall quantization error also scales by the same factor. The offset in the feedback
path can move this new sub-range away from zero and towards a desired offset
amplitude point. Figure 7.5 (red, green and magenta curves) also plots the overall
quantization error in the sub-range around zero and the shifted sub-ranges. Now
that we know how to create a sub-range of custom width (amplitude range) and in
a part of the total dynamic range, the next section will elaborate on the exact steps
involved in a multi-step conversion using sub-ranging.
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7.5.1 Multi-step conversion using sub-ranging

In the previous section it was observed that better overall quantization error perfor-
mance can be obtained by sub-ranging and limiting the incremental SDM operation
to individual sub-ranges. This was done by appropriately selecting the gain and
offset parameters in the feedback path. Since the sub-range is only a small subset of
the total dynamic range, its relative position in the total dynamic range is important
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in the sense that the applied DC input should lie within this range. In this section a
systematic algorithm for the multi-step conversion of DC inputs using sub-ranging
will be elaborated.

Determining the relative position of a sub-range requires some knowledge about
the applied input DC signal. In a practical implementation, the relative positions
of the sub-ranges are fixed and the focus is on selecting the correct sub-range which
includes the applied input signal. Thus the conversion process is carried out in
multiple steps. In its simplest form, a two-step conversion process can be imagined:
Step 1: Obtain some knowledge about the applied input DC signal. This can be a
coarse estimate obtained by weighted averaging of a few output bits, Step 2: Select
a sub-range (by appropriately choosing feedback gain and offset parameters) which
includes this estimate. Perform the fine conversion in this sub-range. Obtaining the
final estimate requires scaling the output with the same gain and offset parameters
used for sub-ranging. Figure 7.6 shows the simplified hardware implementation for
a multi-step conversion. Initially the gain and offset parameters are set to unity
and zero respectively. Each estimate adapts the gain and offset parameters. The
estimate obtained in the subsequent step is corrected using these gain and offset
values.
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Figure 7.6: Simplified block diagram of a multi-step conversion scheme using sub-
ranging with a 2nd order feed-forward incremental SDM

The multi-step conversion process is best explained with an example (figure 7.7).
In this example we use our standard testbench. In the first step, the incremental
SDM is configured to operate in the complete dynamic range: [-1,+1]. This is
ensured by setting the feedback gain to unity and feedback offset to zero. A coarse
estimate is obtained by weighted averaging a small number of output bits (20 bits
in the example). The coarse estimate is required to determine the selection of a
sub-range in the subsequent step. The resolution of this coarse estimate needs to be
sufficiently high in order to reliably place it in one of the sub-ranges. In the example,
20 output bits are averaged to obtain a coarse estimate of sufficient resolution. In a
latter section, the trade-offs involved in the resolution of the coarse estimate versus
the number of steps and sub-ranges will be elaborated in detail. Once a sub-range
has been determined, the incremental SDM is reset and the feedback gain and offset
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are adapted (Gain = 0.2, Offset = 0.4 in the example) to limit the operation of
the incremental SDM in the subrange: [+0.2,+0.6]. The input to the incremental
SDM is still the same. In this particular sub-range, +0.2 is the lower extreme and
+0.6 is the upper extreme. Inputs in the range [+0.2,+0.6] will now produce an
average decoded output which lies in the range [-1,+1]. In this step (step 2), the
conversion is now repeated. For a fine estimate, 80 output bits are averaged to
obtain a decoded value. As this decoded value is relative to its current sub-range
([+0.2,+0.6]), it needs to be corrected to express it relative to the total dynamic
range ([-1,+1]). Thus the fine estimate obtained in the second step is multiplied
by the same gain factor (0.2) that was used to select the sub-range in step 2 and
added with the same offset (0.4) as well. This resulting value now represents the
final output estimate. The conversion can be achieved in multiple steps (more than
2) with different sub-ranging factors. An algorithm for such a conversion is stated
next.
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Figure 7.7: An example 2-step conversion process for a 2nd order incremental SDM.
The sub-ranges in the second step are a fifth smaller than the total dynamic range

7.5.2 Algorithm for multi-step sub-ranging

Given the DC input value (DCin), the order of the SDM (Oord), the number of steps
(N), the number of sub-ranges per step (M), the OSR in the intermediate steps
(OSRcoarse) and the OSR in the final step (OSRfine), a formal algorithm to derive
a final estimate is stated below:

86



Chapter 7. Adaptive Sub-Ranging Incremental SDM

input : DCin, Oord, N , M , OSRcoarse, OSRfine

output: Final fine estimate

1 Set initial range boundaries ;
2 newboundarylow = -1;
3 newboundaryhigh = +1;
4 for i← 1 to N do
5 Assign the new sub-range boundaries ;
6 BoundaryHigh = newboundaryhigh;
7 BoundaryLow = newboundarylow;
8 Calculate the current sub-range width;
9 currentDR = BoundaryHigh - BoundaryLow;

10 Calculate the required DAC gain and offset to operate in this range;
11 dacgain = (BoundaryHigh - BoundaryLow)/2;
12 dacoffset = (BoundaryHigh + BoundaryLow)/2;
13 Calculate the sub-range boundaries for the next step;
14 for j ← 0 to M do
15 Intervaledges (j+1) = BoundaryLow + j*(currentDR / M);
16 end
17 Simulate the model with the given parameters ;
18 if i == N then
19 estimate = GetEstimate (DCin,Oord,OSRfine,dacgain,dacoffset)
20 else
21 estimate = GetEstimate (DCin,Oord,OSRcoarse,dacgain,dacoffset)
22 end
23 Calculate the edges of the sub-range where the estimate belongs ;
24 newboundarylow = Intervaledges (1);
25 newboundaryhigh = Intervaledges (M+1);
26 for j ← 1 to M+1 do
27 if Intervaledges (j) < estimate then
28 newboundarylow = Intervaledges (j);
29 end
30 if Intervaledges (M + 2− j) >= estimate then
31 newboundaryhigh = Intervaledges (M + 2− j);
32 end

33 end

34 end
35 finalestimate = (estimate * dacgain) + dacoffset;

Algorithm 1: Multi-step Sub-ranging
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The algorithm starts by defining the SDM parameters and the initial bounds for
the incremental SDM’s total dynamic range. The total dynamic range is normalized
to [-1,1]. This also defines the initial DAC gain and offset for operating in this range.
The boundaries of the sub-ranges for the subsequent step are calculated next. With
the current values of gain and offset, a coarse estimate is obtained using a lower
OSR. Based on the sub-ranges calculated previously, one of the sub-ranges where
the coarse estimate belongs is selected. The edges of this sub-range now define the
new boundaries. The process is then repeated until the final step is reached. In this
step, a higher OSR is applied to obtain the estimate. By now the SDM is operating
in a narrow subset of the initial dynamic range of [-1,1]. The fine estimate obtained
in the last step is then corrected with the gain and offset parameters from the last
step.

The above algorithm is applied to the testbench described in the example to
our testbench. The OSR in step 1 is 20 while the OSR in step 2 is 80. Figure 7.8
plots the overall quantization error for a complete amplitude sweep. The input DC
signal is swept in the range [-1,1]. The output bits are processed by a Hann window
weighted averaging function to obtain a single decoded output. In this testbench,
M = 5 and N = 2. It can be observed that the overall quantization error is smaller
with N = 2 compared to N = 1. The total OSR (sum of OSRs in both steps) is the
same in both cases. However, there is a large error on the sub-range boundaries.
This has two inter-related reasons. When limiting the operating to a particular
sub-range, we also limit the range of input amplitudes that the SDM can handle.
The incremental SDM overloads when the input amplitude is close to a sub-range
boundary. Thus the overloading of the modulator results in a large error. However,
this may lead to another effect: selecting the incorrect sub-range for the next step of
conversion. As stated earlier, the resolution of the estimate must be sufficiently high
so as to reliably place it in one of the sub-ranges. Close to the overload region, this
resolution drops drastically. As a result, an incorrect sub-range may be selected in
the next step which further results in overloading. Thus the multi-step conversion
approach is only limitedly useful in the presence of such large errors. This problem
can be solved by overlapping the boundary regions of adjacent sub-ranges. This
solution is elaborated in the next section.

7.6 Overlapping sub-ranges

As the input signal begins to approach the full scale in a given sub-range, the SDM
starts overloading and the overall quantization error starts increasing. A large error
occurs at the edges of every sub-range. As a result, large error peaks are observed
at range boundaries over the entire input range of the SDM. To prevent the input
signal from entering the overload region close to the sub-range boundaries the sub-
ranges can be made to overlap to a certain extent as shown in figure 7.9. The
overload region is traditionally defined as the set of amplitudes in which the signal
to quantization noise ratio begins to saturate and eventually fall. This is difficult to
define in case of incremental SDMs with DC inputs. A very rough estimate marking
the beginning of overload would be the amplitudes for which the overall quantization
error exceeds the worst case error observed over the rest of the dynamic range The
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Figure 7.8: Overall quantization error as a function of the input DC amplitude. N
= 2, M = 5. LSB relative to 10-bits

overloading at the edges of the total dynamic range is avoided by limiting the DC
input range. In other words, the total dynamic range of the incremental SDM is
always designed to be larger than the expected DC signal range.

Range A Range B

Overlapping Ranges 

Overload Overload Overload

Estimate

Figure 7.9: Overlapping sub-ranges in such a way that the input always lies in the
non-overload region of at least one sub-range

In this way, any input signal always lies in the non-overlap amplitude range of at
least one sub-range. The next question that arises is: by what percentage should the
sub-ranges overlap? The answer to this question has important implications towards
the overall effectiveness of a multi-step sub-ranging conversion. Since overlapping
also relaxes the resolution requirement on the estimate, it has an effect on the OSR
too. The percent by which the sub-ranges need to overlap depends on how large
the overload region is and on the resolution requirement for the estimate. The
overload region, in turn, depends on the order of the incremental SDM and the
positioning of the loop-filter zeros (which influence the aggressiveness of the noise-
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shaping function and hence the maximum stable amplitude). The optimum choice
of the amount of overlap in the sub-ranges will be elaborated in a later section of
this chapter. As mentioned before, overlapping sub-ranges affects the effectiveness
of the multi-step conversion. This can be quantified as follows. Sub-ranging by
a factor of ‘M’ divides the current sub-range (total dynamic range if its the first
step) into ‘M’ equal parts, each of them smaller by a factor of ‘M’ compared to
the previous sub-range. With an overlap, the new sub-range is slightly larger than
1
M

th
of the previous sub-range. To be precise, the width of the new sub-range is

1
M
· Current subrange + 2 · Overlap factor · New subrange. Thus the new sub-

range has a small portion added to it on both the boundary edges. Thus, compared
to the case with no overlap, the effective resolution is lower when sub-ranges overlap.
As derived before, the effective resolution can be written as,

ResEff (M,N) = − log2[
DR∏N−1

i=1 [ SRi
SRi
M

+2·OV ·SRi
] · 2Res(−,1)

] N > 1

SRi+1 =
SRi

M
+ 2 ·OV · SRi

(7.5)

where SR1 is equal to DR, the total dynamic range of the incremental SDM in
step 1. The above formula can again be visualized graphically using a mesh plot as
shown in figure 7.10. Compared to figure 7.3, the effective resolution has dropped
significantly when the sub-ranges are overlapped by 10 percent in each step. This
is because, the denominator in equation 7.5 no longer scales with the power of ‘M’.
This results in diminishing returns when the number of steps is increased as shown
in figure 7.11.
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Figure 7.10: Effective resolution with 10% overlap in adjacent sub-ranges
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7.6.1 Multi-step sub-ranging conversion with overlap

The same testbench is used to demonstrate the conversion process with overlapping
sub-ranges. The sub-ranges are made to overlap by 10%. These are shown as color-
coded in figure 7.12. The applied input is close to the range boundary ‘0.6’. By
virtue of the overlap, the estimate falls in two overlapping sub-ranges: [0.56,1] and
[0.16,0.64] respectively. As the input is closer to the sub-range boundary of [0.56,1],
the other sub-range [0.16,0.64] is selected. Based on this selection, the gain and
offset in the feedback path is adapted in preparation for the final conversion in step
2. The fine estimate obtained in step 2 is then corrected with the gain and offset
factors as described before. An algorithm which incorporates overlapping sub-ranges
is stated next.

7.6.2 Algorithm for multi-step sub-ranging with overlap

The algorithm incorporating overlap in sub-ranges is as shown below. In this al-
gorithm, the edges of the new sub-range incorporating the overlap are calculated
after obtaining the estimate. In a practical implementation, the sub-ranges will be
pre-calculated in order to design the hardware to implement it; in which case, an-
other step must be performed to check whether the obtained estimate lies in the
overload regions of the candidate selected sub-ranges. If so, the alternative adjacent
sub-range is selected such that the estimate lies within the sub-range yet outside
the overload region. The above algorithm is applied to our standard testbench. The
OSR in step 1 is 20 while the OSR in step 2 is 80. The sub-ranges are overlapped by
20%. Figure 7.13 plots the overall quantization error for a complete amplitude sweep
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Figure 7.12: An example 2-step conversion process for a 2nd order incremental SDM.
The sub-ranges in the second step are a fifth smaller than the total dynamic range
and overlap by 10%

and compares the results with a 1-step conversion. It is observed that the error on
the sub-range boundaries is reduced by overlapping the sub-ranges. However, the
improvement in the overall resolution is also diminished.

Given a target resolution, an optimum choice of parameters such as the order,
number of quantizer bits, number of sub-ranges, number of steps, sub-range overlap
percentage and the OSR per step is not immediately obvious. The target resolution
can be achieved in a variety of ways, all of which, may not be optimum. The next
section discusses the effect of the various parameters on the effective resolution.

7.7 Optimum parameter selection for multi-step

sub-ranging conversion

In addition to the intrinsic SDM parameters (order, number of quantizer bits, OSR),
the final effective resolution is also determined by the number of steps (N), number
of sub-ranges per step (M) and the overlap between the sub-ranges. A given target
resolution can be attained in a variety of ways using different combinations of the
above parameters. This can be observed in figure 7.14 which plots the effective
resolution as a function of OSR for orders up to 3, number of steps up to 3 and
number of sub-ranges up to 5. Overlap factors of 10%, 20% and 25% were used for
different orders 1,2 and 3 respectively. The intermediate steps refer to all but the
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input : DCin, Mord, Nsteps, Mary, OSRcoarse, OSRfine

output: Final fine estimate

1 Set initial range boundaries ;
2 newboundarylow = -1;
3 newboundaryhigh = +1;
4 for i← 1 to Nsteps do
5 Assign the new sub-range boundaries ;
6 BoundaryHigh = newboundaryhigh;
7 BoundaryLow = newboundarylow;
8 Calculate the current dynamic range;
9 currentDR = BoundaryHigh - BoundaryLow;

10 Calculate the required DAC gain and offset to operate in this range;
11 dacgain = (BoundaryHigh - BoundaryLow)/2;
12 dacoffset = (BoundaryHigh + BoundaryLow)/2;
13 Calculate the sub-range boundaries for the next step;
14 for j ← 0 to Mary do
15 Intervaledges (j+1) = BoundaryLow + j*(currentDR / Mary);
16 end
17 Simulate the model with the given parameters ;
18 if i == Nsteps then
19 estimate = GetEstimate (DCin,Mord,OSRfine,dacgain,dacoffset)
20 else
21 estimate = GetEstimate (DCin,Mord,OSRcoarse,dacgain,dacoffset)
22 end
23 Calculate the edges of the sub-range where the estimate belongs ;
24 newboundarylow = Intervaledges (1);
25 newboundaryhigh = Intervaledges (Mary+1);
26 for j ← 1 to Mary+1 do
27 if Intervaledges (j) < estimate then
28 newboundarylow = Intervaledges (j);
29 end
30 if Intervaledges (Mary + 2− j) >= estimate then
31 newboundaryhigh = Intervaledges (Mary + 2− j);
32 end

33 end
34 newDR = newboundaryhigh - newboundarylow;
35 newboundarylow = newboundarylow - overlap * newDR;
36 newboundaryhigh = newboundaryhigh + overlap * newDR;

37 end
38 finalestimate = (estimate * dacgain) + dacoffset

Algorithm 2: Multi-step Sub-ranging with overlap
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Figure 7.13: Overall quantization error as a function of the input DC amplitude. N
= 2, M = 5, Overlap = 20%. LSB relative to 10-bits

final conversion step. The OSR in the intermediate steps was set to 20. The choice
for overlap factors and the OSR in intermediate steps will be discussed shortly. The
effective resolution was obtained by performing a Matlab simulation. The input
DC amplitudes were swept in a range centered around a sub-range boundary. For
M=3,4 and 5, the sub-range boundaries after the first step lie at 0.3333, 0.5 and 0.2
respectively. Hence, the DC amplitude sweep is also centered around these values.
The sweep consists of 20 LSB amplitudes around the center point. E.g.: when
M=5, the DC inputs are swept in the range [0.2-20*LSB,0.2+20*LSB]. The LSB
was set relative to a target 20-bit resolution. The peak error in the resulting overall
quantization error plot was used to calculate the effective resolution. Figure 7.14(a)
shows that resolutions up to 13-bits can be achieved with a first order modulator by
using N=3, M=4,5 and OSR=200. Beyond this point, the resolution achieved with
a first order modulator begins to saturate. It is expensive in terms of hardware and
power to increase it using higher values of OSR, N and M. Beyond 10-bits, the second
order modulator (figure 7.14(b)) is more efficient as it offers many combinations of
parameters to achieve resolutions upto 16-bits. The third order modulator (figure
7.14(c)) however does not offer any significant upgrade in the resolution compared to
the second order. Firstly, the third order modulator starts becoming more effective
only at higher OSRs. Secondly, it overloads at lower amplitudes requiring a greater
degree of overlap between the sub-ranges. This reduces the effectiveness of sub-
ranging as discussed before. Considering various trade-offs involved in the choice
of the above parameters, the second order modulator is much more versatile in the
sense that it offers a broad range of choices to achieve resolutions up to 16-bits. For
resolutions beyond 16-bits, the choice of a third order modulator can be justified
as scaling ‘M’ and ‘N’ with a second order modulator may become more expensive
(due to saturation) in terms of hardware/power and the required scaling of OSR
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may increase the conversion time too much. Modulators with orders higher than
3 require large degrees of overlap in their sub-ranges which drastically reduces the
effectiveness of the method and thus does not justify their use. In the above plots,
the number of steps (N) was limited to 3. The number of steps practically achievable,
however, is limited by many practical constraints. The required redundancy in the
hardware scales with the number of steps. As we shall see in chapter 9, a capacitor
bank is used in the feedback DAC to provide the necessary redundancy such that
multiple gain and offset combinations can be implemented. This results in a variety
of sub-ranges available for zooming. This redundancy, however, is expensive and
requires chip area. The number of steps achievable is also constrained by circuit
noise. Using multiple steps allows significant leaps in suppressing quantization noise.
This however is bounded by the circuit noise. Beyond a point where the circuit noise
becomes dominant, scaling the number of steps has no effect. The number of sub-
ranges (M) per step was also limited to 5. The practical constraints in achieving a
higher ‘M’ are the same as that of ‘N’.

Overlapping of sub-ranges is necessary as discussed before. The amount of over-
lap between the sub-ranges depends on the range of amplitudes in which the error
is large on account of overloading. The order of the modulator influences the choice
of the overlap parameter. Figure 7.15 plots the effective resolution as a function of
the OSR and the overlap factor for modulator orders 2,3 and 4. Parameters ‘M’
and ‘N’ are held constant with values 5 and 2 respectively. The effective resolution
curve corresponding to ‘Without Overload’ is plotted by applying inputs in the non-
overload regions, i.e in a region that does not coincide with a sub-range boundary
(inputs in the range: [0-20*LSB,0+20*LSB]). This is the ideal resolution that would
be obtained without overloading. For the rest of the curves, the applied input is
in the range [0.2-20*LSB,0.2+20*LSB], coinciding with the sub-range boundary. In
the second order modulator, an overlap of 20% results in a curve which is close to
the ideal curve. Increasing the overlap factor beyond 20% is unnecessary and also
counterproductive. In the third order modulator, an overlap of 25% is the closest
to the ideal curve. Beyond 25% the effective resolution begins to fall. In the fourth
order modulator, even an overlap factor as large as 60% produces a large discrepancy
compared to the ideal curve. Thus its use for sub-ranging is not justified.

The effective resolution necessarily scales with the OSR as discussed previously.
However, in a multi-step conversion, multiple OSRs exist; the OSR in the interme-
diate step is low as the purpose of this step is only to obtain a coarse estimate.
The OSR in the final step is high as it determines the effective resolution. However,
the OSR in the intermediate steps cannot be arbitrarily low. The resolution of the
coarse estimate in the intermediate steps must be sufficiently high to select the cor-
rect sub-range in the next step. This is ensured by a sufficiently high OSR in the
intermediate steps. Figure 7.16(a) plots the effective resolution as a function of the
OSR in the intermediate and with M=5, N=2,3,4. The final OSR is fixed at 200
samples. A second order modulator is used. The applied input is in the range [0-
20*LSB,0+20*LSB], away from a sub-range boundary. Below 7 samples, the OSR is
too low to make a correct sub-range choice. Beyond 7 samples, the resolution of the
coarse estimate is sufficient to select the correct sub-range and thus plays no further
part in the final effective resolution. Using the same testbench, figure 7.16(b) plots
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Figure 7.14: Effective resolution as a function of OSR in the final step of conversion.
The curves are plotted for values of N=1,2,3 and M=3,4,5. a.) First order modulator
b.) Second order modulator c.) Third order modulator. Parameters: Poles at
origin, Zeros at 40 kHz (second order), 20 kHz (third order). Fs=500 kHz
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Figure 7.15: Effective resolution as a function of OSR and overlap. The curves are
plotted for values of N=2 and M=5. a.) Second order modulator b.) Third order
modulator c.) Fourth order modulator. Parameters: Poles at origin, Zeros at 40
kHz (second order), 20 kHz (third order), 10 kHz (fourth order). Fs=500 kHz
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Figure 7.16: Effective resolution as a function of OSR in the intermediate steps. a.)
Without overloading (and hence no overlap). M=5, N=2,3,4 b.) With overlapping
sub-ranges. M=5, N=2

the effective resolution but with inputs in the range [0.2-20*LSB,0.2+20*LSB], i.e.
centered on a sub-range boundary. It is observed that until OSR=7 the effective
resolution switches between a high value and a lower value. This is because, at low
OSRs every additional bit changes the decoded estimate. Since the decoded estimate
changes, the subsequent sub-range that is selected also changes. When an incorrect
sub-range is selected due to the limited resolution of the estimate, the incremental
SDM overloads resulting in a low effective final resolution. Beyond OSR=7, the es-
timate attains sufficient resolution such that the correct sub-range can be selected.
With sufficient resolution other sub-ranges can be eliminated (except the two over-
lapping sub-ranges within which the input lies) as possible candidates for the next
step of conversion. However, every additional bit influences the choice between these
two overlapping sub-ranges. Thus a slight variation is still observed in the resolution
beyond OSR=7.

The overload region of the SDM is also related to the aggressiveness of its noise
shaping function. This is in-turn controlled by the positioning of the loop-filter
zeros. Figure 7.17 plots the effective resolution as a function of the loop-filter
zero frequency of a second order modulator. The parameters are set as: N=2,
M=5, OSR(intermediate)=20, OSR(final)=100, Overlap=2%, inputs applied at [0.2-
20*LSB,0.2+20*LSB] to coincide with a sub-range boundary. As the zero is scaled
to lower frequencies, the noise shaping function of the filter becomes less aggressive
resulting in a higher non-overload amplitude range. This results in a better effective
resolution.

In light of the various results obtained from simulations, it is observed that a
second order modulator with an overlap factor of 20% can be effectively tuned to
achieve various resolutions and conversion times by tuning N, M and OSR(final). A
case for the third order modulator can be made for higher resolution requirements if a
slightly higher OSR can be tolerated. The number of quantizer bits as a parameter
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Figure 7.17: Overall quantization error as a function of the loop-filter zero. N = 2,
M = 5, Overlap = 2%, OSR(intermediate)=20, OSR(final)=100. LSB relative to
16-bits

was not included in this study. A multi-bit quantizer relaxes the overloading of
higher order modulators, making them feasible for use in a multi-step sub-ranging
conversion.

7.8 Implementation considerations in multi-step

sub-ranging

One of the major considerations for the application of sub-ranging is the accuracy
requirement for the sub-range boundaries. E.g.: to obtain a target resolution of
16-bits, the sub-range boundaries also need to be accurate within 16-bits. Meeting
this requirement is very difficult. The sub-range boundaries are determined by
the gain and offset in the feedback path. In a practical implementation, the gain
and offset are determined by unit elements used in the feedback DAC, namely,
current/voltage sources or other passives such as capacitors/resistors. These are
prone to errors during design and after fabrication. This accuracy requirement is so
high that the amount of design effort required to ensure accurate circuit elements or
post-fabrication trimming is simply not practical. Additonally, sub-range selection
is facilitated by banks of voltage/current references and/or capacitor/resistor values.
Depending on the sub-range to be selected, the reference/passive selection will be
different, as determined by the applied input. Thus the errors will also be different
and dependent on the input resulting in a non-linearity. Figure 7.18 illustrates
this effect by plotting the transfer function. Since the errors are different in each
sub-range, a different gain and offset value is applied to correct the final estimate
after the conversion as was described in section 1.5.1. This results in an overall
transfer curve which is piece-wise linear. This non-linearity can be corrected by
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applying a gain and offset correction which is customized for each sub-range. This
is a known problem in other converters and there are several solutions proposed in
literature [70, 71, 72, 73]. A simple calibration routine using known references in
each sub-range can be devised to correct the gain and offset errors. The piece-wise
linear transfer function can be tolerated when the input range is small and typically
limited to a single sub-range. However, if the input spans the complete dynamic
range then post-correction is absolutely essential to correct this non-linearity.

Another consideration is that this method is currently applied only to DC input
signals. In the case of quasi-dynamic input signals, a mechanism must be devised
which can instantaneously track the input and adapt the sub-range accordingly.
This is challenging because the input is constantly changing. By the time a coarse
estimate is formed to select a sub-range, the input will have already changed and
may lie in a different sub-range. A tracking mechanism is needed which is fast
enough to track signal changes and adapt the sub-ranges on-the-fly.

The sub-ranging method can be susceptible to interference. Imagine a situation
when the conversion is in its final step. The incremental SDM operation is confined
to a narrow sub-range. In this situation, the appearance of an interferer disturbs
the input which now no longer lies in the narrow sub-range that was selected. This
results in overloading and instability. The algorithm could be adapted for a steady
interferer, but an intermittent interferer is a bigger challenge.

Analog Input
0

Decoded Output

SR-1 SR-2 SR-3 SR-4

Before Correction

After Correction

SR = Sub-Range 

Figure 7.18: Non-linearity resulting from different gain and offset errors in each
sub-range (red). Non-linearity correction by applying gain and offset correction
customized to each sub-range (blue)

A final consideration is circuit noise. A dominant circuit noise will mask the
benefits of sub-ranging. Using proper design, it must be ensured that the total
circuit noise in the bandwidth of interest is below the LSB of the targeted resolution.
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7.9 Conclusions

In this chapter a hybrid multi-step conversion technique was described. It combines
the incremental operation of SDMs along with sub-ranging. It was demonstrated
that confining the incremental operation to a sub-range which is a smaller subset
of the total dynamic range results in a better resolution. By dividing the complete
dynamic range into sub-ranges and adaptively confining the operation to a sub-
range, any applied input can be converted with a high resolution. Using this method,
the obtained high resolution can effectively be traded-off for a faster conversion
rate. The effect of various intrinsic SDM parameters and additional sub-ranging
parameters was also discussed. An optimum choice for these parameters was derived
using simulations. A second order modulator was found to be most suitable for the
multi-step sub-ranging conversion. The accuracy of sub-range boundaries was found
to be a major limitation and a potential solution was also discussed. The multi-step
sub-ranging method was demonstrated for DC inputs but has the potential to be
useful for AC signals as well.
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CHAPTER 8

Ultra-Low Current Sensing

This chapter introduces a basic circuit design philosophy behind very low
current acquisition. The use of a direct-interface current mode SDM for
ultra-low current read-out is discussed. One of the major challenges in
the implementation of such a read-out is the design of the feedback DAC.
Various feedback DAC structures are described followed by various non-
idealities associated with it. The system level description of the SDM
based current read-out is elaborated along with the experimental results
following a chip implementation. Finally, the limitations of this imple-
mentation are identified so as to be corrected upon in the next design, as
described in chapter 9.

8.1 Introduction

In chapter 3, various applications within the broad field of Amperometry were dis-
cussed. The challenge in all the applications involved the read-out of extremely small
currents produced by a bio-sensor. Ultra-low current read-out is widely used in other
sensors too, apart from the bio-sensors discussed in chapter 3. These include, for
example, radiation detectors and sensors for spectroscopy. With the miniaturization
of sensors into arrays, integrated current read-outs are receiving special attention.
Crescentini et.al. in [74] presented an excellent review on the challenges of inte-
grated CMOS current interfaces. Some of their conclusions are presented here so as
to put the rest of this chapter in context. The most traditional technique for current
read-out is based on the transimpedance amplifier (TIA). It is a current to voltage
converter based on a resistive feedback, whose transfer function can be written as:
vOUT = RF · iIN , where RF is the feedback resistor. Converting extremely small
currents requires a very large feedback resistor. As an example, converting a 1nA
input current into an output voltage of 1V would require a feedback resistor of 1GΩ.
Integrating such large resistors on a chip is very impractical. Crescentini et.al. also
derived the equivalent input referred noise for such a TIA. The expression is given
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as:

i2N =
4kT

RF

+ e2
n−op

[
1

R2
F

+ (2πf)2(CF + CIN)2

]
(8.1)

where e2
n−op is the op-amp noise, RF is the feedback resistor, CF is the feedback

capacitance (generally assumed to be the stray capacitance resulting from RF ) and
CIN is the input capacitance as presented by the sensor that is interfaced. The
total noise power will decrease when RF increases and will reach a minimum value
when RF is infinity. Thus, from a noise point of view, it is optimum to replace
RF with a noise-free capacitor CF . This produces a circuit which is popularly
referred to as a charge sensitive amplifier (CSA). While the CSA performs better
in terms of noise, it suffers from saturation because it integrates the current over
time into a voltage. Two types of solutions have been proposed to deal with CSA
saturation: a) Continuous time approach (CT); b) Discrete time approach (DT).
The CT approach uses a resistive or active feedback in parallel to the integrating
capacitance. The resistive feedback is not very suitable for IC implementation as it
requires very large resistors, like with the TIA discussed above. The active feedback
achieves very good noise floor but the noise becomes dependent on the signal level
and for larger signals, the noise performance degrades [74]. The DT approach resets
the CSA by using a feedback switch that empties the charge on the CSA feedback
capacitor. The resetting of the CSA, however, limits the integration time thereby
also limiting the lowest achievable bandwidth for noise integration. [74] also provides
an excellent review of previously published CT and DT approaches for current read-
outs. Given the limitations of the CT and DT approaches, an efficient way to acquire
currents is by embedding the CSA inside the loop of a sigma delta modulator as
shown in figure 8.1. Similar to the active feedback proposed previously, the feedback
DAC in the modulator adds or subtracts charge from the input node in a way that
maintains stability of the loop and thereby also prevents the CSA from saturating.
The addition of a counter at the output achieves a complete current to digital
conversion. Existing works implementing such a SDM for current acquisitions are
compared in the bench-marking section of chapter 9.

In our SDM implementation of the current read-out (section 1.4 and chapter 9),
the SDM is interfaced directly with the sensor that produces the current. As pointed
out in chapter 7, the dynamic range of the SDM is controlled by the swing and the
common mode value of the signal in the feedback path. In order to position the
dynamic range of the SDM to match the sensor output, the feedback DAC in the
SDM also has to produce currents of the same order of magnitude i.e. femto-amperes
to nano-amperes. This is quite challenging and requires some special measures.
Special DAC structures to achieve the transfer of such small charges are discussed
in the next section.
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DAC
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Figure 8.1: A charge sensitive amplifier (CSA) embedded inside the loop of a sigma
delta modulator (SDM)

8.2 Feedback DAC structures for low charge trans-

fer

Traditional DAC structures using methods such as switched resistors (SR) or switched
currents (SI) are subject to very wide tolerances, mismatch errors and clock jitter.
Switched capacitor (SC) DACs are the most viable candidates for generating the
required output signal in the form of discrete charge packets. Using a ‘SC resistor’-
like arrangement, the charge transfer that can be achieved is limited by the value
of the capacitance and the voltage applied across it. E.g. consider an SDM based
current read-out for a sensor that produces currents in the range ±100pA. If we
assume a clock frequency of 500kHz, the charge transferred per clock cycle is 0.2fC.
Using a SC-resistor arrangement, to transfer a charge of 0.2fC using a 1V reference
would need a 0.2fF capacitor. This capacitance value is too small and is usually
not available in the cell library of the process technology. Such a capacitor has to
be custom designed as demonstrated in [75] if the fabrication allows for it. Trans-
ferring very small charges is also possible with some structural modifications to the
feedback DAC. These are described below.

8.2.1 Double reference with charge sharing

The double reference charge sharing structure [76, 77] is based on the charge redistri-
bution principle. Charge stored on a capacitor is manipulated by connecting proper
ratios of parallel capacitances across it. Figure 9.10 shows the conceptual circuit
diagram. This circuit follows a two phase operation. At each phase a low duty cycle
pulse is used, having a duration much smaller than the period of the clock. Vdac+
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and Vdac− are the DAC inputs and Vcom provides the reference level. Depending on
the comparator feedback bit signal, one of the DAC reference voltages is selected
and consequently a positive or negative charge is dumped by the DAC. The opera-
tion of the circuit can be summarized as follows: In phase2, charge on C1 (from the
previous phase) is redistributed among C1, C2 and C3; in phase1, C3 discharged at
the virtual ground, C2 is discharged by connecting it to the circuit ground and C1
is charged again to hold the initial charge. Here C2 acts as a reservoir to take away
all the excess charge. If we suppose that C is the unit capacitance and C1=K*C,
C2=N*C, C3=M*C then the charge stored on C3 and subsequently transferred in
phase3 is given as,

Q3 =
K ·M · C · (Vdac± − Vcom)

K +M +N
(8.2)

Choosing K = M = 1 results in the lowest total capacitance,

Q3 =
C · (Vdac± − Vcom)

N + 2
(8.3)

If, for example, Vcom=1.25V, Vdac+=1.75V, C=100fF, then to transfer a charge
of 1fC, we need N=48. Smaller charge transfers can be achieved by using a larger
‘reservoir’ capacitor. With some extra logic in the switching circuitry, the same
structure can be used with just a single voltage reference as shown next.

phase1  phase2  phase2

C1 C2 C3

Vdac+

Vdac-

bit+

bit-

Vcom

Opamp 

Virtual

Ground
 phase1

 phase1

Figure 8.2: A switched-capacitor feedback DAC that uses two voltage references and
charge sharing/redistribution

8.2.2 Single reference with charge sharing

The single reference charge sharing structure uses the same charge redistribution
principle. It uses a single DAC input voltage Vdac instead of Vdac+ and Vdac−. The
polarity of the charge transfer is controlled using a pair of cross-coupled switches at
the output of the DAC. Figure 9.13 shows the circuit. Compared to the previous
structure, the difference lies in the way the output capacitor C3 is connected to the
virtual ground. By inverting the connections (using the cross-coupled switches), a
positive or negative charge transfer can be achieved. While there is the advantage
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of using a single DAC reference voltage, the drawback is that the output switches
have to be timed very precisely. Additionally, only symmetric charge transfers can
be achieved which eliminates the possibility of sub-ranging as described in chapter
7.

C1 C2 C3

Vdac

Vcom

Opamp 

Virtual

Ground

Vcom

 (bit-)

 (bit-)

phase1  phase2

 phase1

 phase1 (bit+)

 phase1 (bit+) phase2

 phase2

Figure 8.3: A switched-capacitor feedback DAC that uses a single voltage reference
and charge sharing/redistribution

8.2.3 Two references with capacitor bank

A method to implement a small equivalent capacitance is by cascading capacitances
in series. The equivalent capacitance of N identical capacitors in series is ‘N’ times
smaller than the individual unit capacitance. This method is necessary when the
smallest capacitor available in the technology is not small enough. A topology which
implements such a series capacitor bank is shown in figure 9.12. The circuit follows
a straightforward two phase operation. In phase1, the capacitor bank is charged
with one of the voltage references Vdac+ or Vdac−. In phase2, this capacitor bank
is discharged at the op-amp virtual ground thereby transferring the charge it held.
Phase1a and Phase2a are phases whose falling edges are advanced in time compared
to phase1 and phase2 so as to prevent non-linearty due to input dependent charge
injection and clock feedthrough errors. Using a capacitor bank occupies a larger
area. However, it also provides the freedom to choose an equivalent capacitance;
a feature that will be most useful to implement sub-ranging as will be shown in
chapter 9.

8.2.4 Time constant controlled charging

The level to which the capacitor in the DAC charges can be controlled by slowing
down the charging process. By implementing a large time constant the process of
charging of the capacitor can be slowed. Figure 9.14 shows the circuit in which a
large resistor is placed before the switch controlled by phase1. This resistor can
also be considered a part of the switch itself; one that has a large ON resistance.
The circuit is identical to the capacitor bank based version, except that a single
capacitor can be used instead of a capacitor bank. The capacitor charges slowly
through a large resistor. This charging continues for the ON duration of the phase1
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phase1  phase2a

Vdac+

Vdac-

bit+

bit-

Vcom

Opamp 

Virtual

Ground

Capacitor Bank

 phase2  phase1a

Figure 8.4: A switched-capacitor feedback DAC that uses two voltage references and
a capacitor bank to implement a small equivalent capacitance

clock. Thus the capacitor is not allowed to charge completely but only to the desired
charge by carefully controlled timing. This approach, however, is sensitive towards
variations in the ON resistance and the timing of the phase clocks.

phase1  phase2a

Vdac+

Vdac-

bit+

bit-

Vcom

Opamp 

Virtual

Ground
phase2  phase1a

C

R

Figure 8.5: A switched-capacitor feedback DAC that uses two voltage references and
large (ON switch) resistance in series with the capacitor to limit the charge stored
in the capacitor in phase1

8.3 Non-idealities in the feedback DAC

The feedback DAC structures discussed above all suffer from non-idealities such a
charge-injection, clock-feedthrough, parasitic capacitances, voltage reference varia-
tion, excess loop delay, clock jitter and noise. These are discussed now to help make
a choice for the DAC structure. Some non-idealities such as charge injection are
present in the DAC itself, whereas ones such as excess loop delay affect the loop
without influencing the charge transfer properties of the DAC itself. Most of the
non-idealities in the DAC manifest in the form of gain and offset errors to the first
order. Consequently the feedback DAC can also be modeled, to the first order, as
a gain and offset block. Charge sampling delay is represented by a transport delay
block. Such a model is shown in figure 8.6.
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Figure 8.6: The sigma delta modulator loop showing a first order model of the
feedback DAC. The 1-bit DAC is composed of a linear combination of gain, offset,
noise and delay

8.3.1 Charge injection and clock feedthrough

Charge injection and clock feedthrough are the major contributors in charge transfer
errors. MOS transistors used as switches inject error charge into the signal path
whenever the switches open. Furthermore, overlap capacitances couple the high
frequency phase clocks into the signal path. These shortcomings can be alleviated to
some extent, although not completely, by using complementary transmission gates,
slow rise/fall times of the clock and compensating dummy switches [78]. The non-
linearity resulting from input dependent charge injection and clock feedthrough can
be minimized by using phase advanced clocks [79]. Thus charge injection and clock
feedthrough manifest as fixed gain and offset errors. The DAC topology (figure 9.12)
which uses two references and a capacitor bank has the least amount of switching
involved and hence suffers less from charge injection and clock feedthrough errors.

8.3.2 Parasitic capacitances

Parasitic capacitances are major contributors to charge transfer inaccuracies and can
be dominant when extremely small charges are to be transferred. In most CMOS
technology nodes capacitors are implemented with sandwich capacitors and metal-
insulator-metal (MIM) capacitors. Sandwich capacitors use lower metal layers and
have larger parasitics compared to MIM. MIM capacitors on the other hand use
the upper metal layers and hence have a larger process spread [80]. In addition to
these, interconnect parasitics also exist and are dependent on the layout of the DAC.
These can be minimized to some extent by proper layout design. While parasitic
capacitances affect all the DAC structures that were discussed, the structures with
the capacitor bank suffer the most because each plate of individual capacitors in
the bank has a parasitic capacitance associated with it. The resulting equivalent
capacitance can deviate from the target value by a large amount.

109



8.3. NON-IDEALITIES IN THE FEEDBACK DAC

8.3.3 Voltage reference variation

Any inaccuracy in the implementation of the voltage references directly affects the
accuracy of the charge being sampled and subsequently transferred. For architec-
tures which use more than one voltage reference, the matching between the references
is also important. In chapter 7, the effect of accuracy of gain and offset in the feed-
back path was discussed. As the voltage references also contribute to the gain and
offset, their accuracy also directly affects the accuracy of the sub-range boundaries.

8.3.4 Noise

Noise invariably limits the accuracy of the sigma delta ADC. Thermal (kT
C

) noise
generated by the switched capacitor DAC is coupled to the input of the sigma delta
ADC. Most sigma delta modulators are designed to have a signal transfer function
(STF) of unity in the signal bandwidth. Thus, the noise passes through the ADC
unfiltered. It is important to consider this source of non-ideality and minimize it
by proper circuit design. The results of noise simulations on the DAC architectures
are plotted in figure 8.7. The topology using two references with a capacitor bank
produces the lowest noise. This is because noise is sampled only once onto the DAC
capacitor, whereas this happens multiple times in the charge sharing/redistribution
structures.

Figure 8.7: Comparison of the output RMS noise current as a function of the square
root of frequency for various DAC structures

8.3.5 Excess loop delay

The SC-DACs discussed in the previous section operate in a multi-phase manner.
This includes one or more charge discharge cycles before the final charge is trans-
ferred to the integrator. The charging and discharging of the DAC capacitor is
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achieved in a finite time duration using synchronized phase clocks. This inevitably
adds delay in the loop. This delay can be minimized by ensuring that the charging
phase is immediately followed by the discharging phase. As the phase clocks control
the switches for charging/discharging, they must have a low duty cycle. The design
of such a phase clock generator is elaborated in chapter 9.

8.3.6 Clock jitter

Clock jitter is the uncertainty in the rising and falling edges of the phase clock. In
case of switched current/resistor DACs, this can lead to a variable amount of charge
being transferred by the feedback DAC, an effect similar to that of the other noise
sources. SC-DACs are relatively immune to the effects of clock jitter since they
transfer all their charge in a short time [81]. This makes the time of occurrence of
the phase clock edge irrelevant to the charge that is transferred.

Non-idealities such a charge injection, clock feedthrough, parasitic capacitors
and voltage reference variation lead to an incorrect charge to be transferred by the
SC-DAC per clock cycle. For a multi-bit feedback DAC, this results in a non-linearity
which is alleviated by using dynamic element matching (DEM) and data weighted
averaging (DWA). For 1-bit DACs, however, this only results in a gain and/or offset
error. The exception to this is when sub-ranging is used as described in chapter
7; in which case, the input dependent gain/offset errors result in a non-linearity.
Gain/offset errors can be corrected by using redundancy in the form of known input
references. Excess loop delay is unavoidable in SC-DAC due to their multi-phase op-
eration. However, the delay can be minimized by using low duty-cycle phase clocks.
The noise due to the feedback DAC directly couples with the input. As a result,
it cannot be filtered without affecting the input as well. It can only be minimized
by selecting an appropriate DAC structure. Having considered the effects of various
non-idealities and the requirements of the targeted application space, the SC-DAC
with two references and a capacitor bank is found to be most suitable. It can achieve
the required output charge levels by implementing a low equivalent capacitance. It
has the lowest output noise current compared to other structures. The capacitor
bank can also be made programmable, lending itself useful for sub-ranging as de-
scribed in chapter 7. Its exact implementation will be described in chapter 9. In the
next section, the system design of a SDM based current-readout will be discussed

8.4 System description

The design of the SDM based current read-out was a collaborative work carried
out at Philips Research, Eindhoven. The system design and top level layout was
carried out as part of this work. The individual circuits were designed separately by
designers at Philips. The system specifications were based on an internal application
at Philips. This section will describe the current read-out at system level. Figure
8.8 shows the block diagram of the current read-out. A single-ended second order
CT-SDM is the core of the read-out. The first stage of the loop filter is the CSA.
As discussed in the introduction, it is efficient to make the CSA a part of the
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modulator loop. The CSA is designed to have a very low integrated current noise.
The CSA is followed by a RC filter. The CSA and the RC filter together contribute
2 poles close to the origin and 1 stabilizing zero. The stabilizing zero was made
programmable by implementing the capacitor using a varactor. The 1-bit quantizer
is clocked at a nominal clock frequency of 400 kHz. The feedback DAC is designed
using two references and a capacitor bank as discussed in the previous section. The
capacitor bank is programmable allowing a flexible dynamic range. The output
bit-stream post-processing is performed off-chip. The bit-stream is extracted with
a logic analyzer and weighted averaged with a Hann window function to obtain a
single decoded value representing the applied input current.

DACOandO
Clocking

Vcom

CSA
Filter 1-bit

FsO=O400OO
kHz

Cint

R1

R2 C2

Vcom
Vcom

Output
Bitstream

InputOcurrent

Figure 8.8: System level block diagram of the current read-out SDM

8.5 Measurement results

The circuit for the current read-out was fabricated in CMOS 0.18µm technology.
The application specific measurement results could not be included in this work for
reasons of confidentiality. However, the overall sensitivity and accuracy of the cur-
rent read-out was evaluated. Input currents were applied using an external current
source. 200 output bits were recorded for each current input and weighted averaged
with a Hann window function to obtain the representative decoded value. This
decoded value was compared with the applied input to obtain the error and the re-
sulting ENOB. Figure 8.9 plots the effective number of bits (ENOB) as a function of
the input current for three currents modes: 800pA, 1.6nA and 3.2nA. The resulting
ENOB in those modes is found to be approximately 10-bits, 9-bits and 8-bits. The
current sensitivity is then found to be approximately 3.1pA.
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Figure 8.9: Measured ENOB as a function of the applied input current

8.6 Limitations

The designed circuit has many limitations which became apparent during the course
of measurements. Firstly, it was found that the feedback DAC was not functioning
as intended for many chip samples. The clocking circuit that generates the phase
clocks for the DAC relied on gate delays to produce the low duty-cycle pulses. These
gate delays are subject to large variations due to process uncertainties. As a result,
reliable non-overlapping phase clocks could not be generated. Secondly, charge injec-
tion and clock feedthrough errors dominated the output. The single-ended circuits
prevented the cancellation of errors such as charge injection, clock feedthrough and
other offsets. However, it was an application requirement for the circuit to be de-
signed in a single-ended fashion. Thirdly, the varactor implementation showed too
much sensitivity to process uncertainties and could not be programmed to achieve
the required capacitance. This also prevented any calibration of the loop-filter.
Fourthly, the read-out has a very limited current range and is suitable only for the
target application. It is desirable that the circuit be able to adapt itself to multiple
applications.

8.7 Conclusions

This chapter discussed the strategy involved in the read-out of extremely small
currents produced by many sensors. It was found that the charge sensitive amplifier
(CSA) is optimum as a first-stage of the read-out in terms of input referred noise. It
was also found that making the CSA a part of the sigma delta modulator loop results
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in a very efficient implementation of the current read-out that solves the problem
of CSA saturation. A challenging aspect of the direct interfacing between sensor
and read-out was the feedback DAC. Special DAC structures capable of producing
very small charges were studied. A structure using two references and a capacitor
bank that uses cascaded series capacitors to achieve a small equivalent capacitance
was found to be optimum. A second order SDM which used this DAC structure was
fabricated and measured. The SDM based current-readout achieves a peak ENOB of
10-bits resulting in a sensitivity of 3.1pA. Chapter 9 will discuss the design of another
implementation of a current read-out circuit which overcomes the limitations of this
chip.
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CHAPTER 9

Reconfigurable SDM Design and Experimental Verification

This chapter describes the design of a highly reconfigurable SDM and
its experimental verification. The intended application domain of the
design is Amperometry, which was elaborated in chapter 3. This design
improves upon the limitations of the chip discussed in chapter 8. The
design also functions as a test vehicle for the verification of limit-cycle
based calibration which was treated in chapter 5.

9.1 Introduction

Reconfigurable SDMs find multiple applications in areas such as wireless sensor net-
works, mobile communications, automotive sensors, instrumentation, etc. Among
these, the most common ones are: multi-mode radios where different standards
impose different specifications on the SDM and multi-signal bio-medical interfaces
where the signal bandwidths and dynamic ranges vary widely. More recently ad-
vances in amperometry and related bio-sensors for the study of various natural phe-
nomena also require reconfigurable current mode SDMs which can convert signals
with very large dynamic ranges.

9.1.1 Multi-Mode Radios

An important commercial aspect of mobile communication systems is the efficient
usage of the available spectrum by cognitive radio techniques [82]. The key for this
view of cognitive radio is a reconfigurable RF frontend providing the required flexi-
bility. Flexibility also becomes a key issue in 4G telecom systems where receivers not
only have to handle multiple standards and specifications, but also have to adapt
to the environment such as the presence of received blockers or status of battery
power levels. One of the most challenging parts of such a multi-standard radio sys-
tem is the analog to digital converter. Although an RF to digital converter (one
that converts the entire RF band without down-conversion) would make the above
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mentioned Software Defined Radio (SDR) paradigm possible, the specifications re-
quired imply that this would lead to a very unfeasible and power-hungry solution.
Towards this goal, many reconfigurable ADCs have been proposed in the past, of
which a reconfigurable SDM is the most practical to implement due to its inherent
power-accuracy and power-bandwidth trade-off. SDMs offer multiple options to re-
alize this trade-off in the form of filter order, quantizer bits and oversampling ratio.
The structure of the SDM and its coefficients can be so chosen as to implement a
narrowband STF which is useful for signal selectivity and blocker suppression. If the
coefficients are made programmable, the signal band can also be varied according
to the requirements. A widely programmable lowpass/bandpass SDM has been re-
ported in [83]. Using a combination of programmable LC and RC filters, the centre
frequency can be varied over a large set of values. A ‘leap-frog’ topology has also
be reported [84] which aims to split the notch for more flexible placement. Pro-
grammability in the quantizer bits is introduced to compensate for the drop in OSR
at higher bandwidth requirements such as WLAN. [85] reports a programmable loop
filter which optimally reconfigures the NTF in response to a change in the number
of quantizer bits. MASH SDMs, both continuous time and discrete time, have been
reported for use in multi-mode radios [86, 87]. MASH topologies can achieve higher
orders while enjoying the stability of lower order SDMs. Individual stages can also
be power gated to save power in certain modes. [88] provides an excellent overview
of various SDM topologies used in multi-mode radios.

9.1.2 Bio-Potential Signal Sensing

Bio-potential signals are characterized by very low amplitudes, large dynamic range
and widely varying bandwidths. There is an increasing demand for universal analog
frontends which can sense a large subset of various bio-potential signals. Having a
power efficient analog to digital converter forms the basis for the implementation of
a power efficient frontend. A number of Nyquist ADCs with state-of-the-art figures
of merit (FOM) have been proposed in the past. However, these were limited to
resolutions below 12-bits. [89] proposes a reconfigurable DT-SDM with a state-of-
the-art FOM, achieving up to 16-bits of resolution. The SDM can be reconfigured
for 3 modes trading off resolution with bandwidth at a nearly constant FOM. The
power scaling was achieved by power gating the OTAs and switching to a different
sampling capacitance between the different modes.

9.2 Need for Calibration in Reconfigurable SDMs

Verifying this programmability of highly reconfigurable SDMs during design time
by simulating Process, Voltage and Temperature (PVT) corners and Monte-Carlo
simulations, becomes very impractical and time consuming. With fabrication tech-
nology moving to smaller and advanced process nodes, the variation between design
and implementation is bound to increase. Furthermore, the sample-to-sample varia-
tions also increase. As a result, calibration is necessary to ensure that reconfigurable
systems perform as expected at each configurable state. As we saw in the previ-
ous section, SDMs are reconfigured by changing the sampling frequency, the filter
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order, number of bits in the quantizer and the number of stages (in case of MASH
topologies). For CT-SDMs, the loop-filter parameters have to be changed for each
configurable state. Varying the sampling frequency also changes the impact of excess
loop delay (ELD) on the performance. Thus the ELD correction mechanism also
has to adapt to the sampling frequency. In most SDM topologies, the signal swing
at the output of the integrators is minimized in order to save power. Comparator
hysteresis and offset become dominant for very low signal swings, and must also be
calibrated.

Several calibration techniques have been proposed in the past to correct vari-
ous non-idealities such as RC time constant error [90], inaccuracy in analog voltage
references [91], excess loop delay [92], feedback DAC non-linearity [12], etc. Tech-
niques have been suggested to estimate these non-idealities before calibration [93].
Common techniques to calibrate the loop filter involve calibrating the NTF using a
well defined test signal or a signal with a known amplitude distribution [94]. This is
a form of offline/foreground calibration. However, disconnecting the input to apply
the test signal is inconvenient. Moreover, the addition of a test signal to the input
also hampers accuracy. Therefore online/background calibration techniques were
derived where a broadband signal is applied either at the input or at the quantizer
[95]. Correlation techniques are then used to compensate the inaccuracy. Another
technique involves estimating the inaccuracy from a replica circuit (e.g. an integra-
tor) and then applying a correction to the actual circuit [90]. While all the above
mentioned techniques are effective against isolated non-idealities, they fail against
multiple non-idealities occurring together, as in most practical situations. A certain
calibration technique may not work as effectively in presence of another non-ideality
as their effects may be difficult to distinguish. Furthermore, the need to use spe-
cial test signals is an added inconvenience, especially when dedicated hardware is
required to generate them.

In chapter 5, we proposed a new background calibration technique based on the
limit cycle model of SDMs. Our technique does not require any test signals, out-
of-band interferers or replica circuits. The calibration technique avoids any loss of
input range and accuracy. It requires no extra hardware in the loop, except for the
redundancy required to design a tunable SDM. For reconfigurable SDMs, some of
the redundancy is already built-in.

In this chapter, a design of a reconfigurable sigma delta ADC is described. The
goal of this design is to: a.) Experimentally verify the calibration technique studied
in chapter 5, b.) Experimentally verify the adaptive sub-ranging scheme discussed
in chapter 7 and c.) Use a combination of the above techniques to design a multi-
application current acquisition platform for bio-sensors which will detect very low
currents. In the next section we discuss the specifications required to achieve these
goals.

9.3 Design Specifications

In this section, the performance specifications are first defined as derived from the
targeted applications described in chapter 3. The SDM parameters are then defined
in order to achieved these target specifications.
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9.3.1 Performance specifications derived from the applica-
tion

Current range

As discussed in chapter 3, the dynamic range of current mode bio-sensors can be very
large, ranging from pico-amperes to micro-amperes. To acquire and convert these
signals, the SDM should also have a large dynamic range. As such, the SDM will be
specified to handle input current up to 500µA. The lower end of this dynamic range
is specified as 500fA and will be constrained by the circuit noise performance. For
ease of implementation the dynamic range is split into two ranges using a divider.
The first range will handle currents upto 250nA. With the help of a current divider
this range will be extended to 500µA.

Frequency range

Most of the applications discussed in chapter 3 have bandwidths limited to up to
a few kHz. There are exceptions such as certain types of analytes processed by
nanopores which produce very sharp current pulses; these can extend the bandwidth
in the MHz range. An intermediate bandwidth of 5 kHz is chosen so as to target a
majority of the applications.

Conversion time

The conversion time requirement varies widely between different applications. Many
applications also have different accuracy requirements which directly correlate with
the integration time. A maximum conversion time of 10ms will be targeted to obtain
a current resolution of 500fA. By adjusting the number of samples that are averaged,
the resolution and the conversion time can be scaled. A programmable sampling
clock will also enable achieving fixed resolutions in lower conversion times.

9.3.2 SDM parameterization

Resolution

To achieve a 500fA current resolution within the 250nA dynamic range, the SDM
will have to achieve an ENOB of around 19-bits. A combination of order, number
of quantizer bits, sampling frequency and conversion time must be selected that
achieves the target ENOB.

Order

The order of the SDM is generally determined in combination with the number of
quantizer bits and the sampling frequency in order to obtain a certain SQNR per-
formance. As discussed in chapter 3, amperometry applications have typically used
1st and 2nd order SDMs for current acquisition. However, our goal also includes the
verification of the calibration technique and stability analysis discussed in chapter
5 and 6 respectively. 1st and 2nd order modulators have already been studied in
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much detail in existing works. A 3rd order loop filter is chosen as an optimum trade-
off between reconfigurability, power consumption, robustness and novelty towards
calibration.

Number of quantizer bits

The limit cycle analysis performed in chapter 4 was confined to a 1-bit quantizer
non-linearity. As a result, the quantizer chosen for design is also 1-bit. The limit
cycle analysis, however, is also valid for multi-bit quantizers as demonstrated in [49].

Sampling frequency

With a target bandwidth of 5 kHz, the sampling frequency is chosen to be 500 kHz.
This allows a minimum OSR of 50 and a minimum ENOB of 12-bits. In the 250nA
and 500µA dynamic ranges, the 12-bit ENOB results in a smallest resolvable current
of 61 pA and 122nA respectively. The smallest resolvable current improves (smaller
currents can be measured) as the bandwidth becomes lower and the OSR scales up.
The sampling frequency will be scalable adding to the reconfigurability of the SDM.
This will also allow a variable conversion rate.

9.4 System Modeling and Circuit Design

We begin the design from a top-level behavioral description in Matlab. Using this we
will establish the filter parameters and the estimated SQNR in our target bandwidth.
In the succeeding steps, the Matlab model will be gradually replaced by individual
circuit elements. This makes debugging easy and improves the overall predictability
of the design process.

9.4.1 System modeling in Matlab

Keeping with our non-linear analysis described in chapter 4, the Matlab model is
described with separable linear and non-linear blocks as shown in figure 9.1.

Figure 9.1: Simulink based model of the SDM
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The loop filter is described using a single filter block which uses a pole-zero
description of L(jω). The quantizer is described using a relay block with provision
for the addition of hysteresis. The relay block is followed by a sample and hold
(S&H) block. The output of the S&H block is collected for further offline prcessing.
According to the specifications in the previous section, a 3rd order loop filter is
defined using 3 poles positioned at the origin. A delay of 25% is expected from
the feedback DAC (as will be described in the next section). The delay is modeled
using a z−1 block whose sampling period will be defined as 25% of the overall clock
period. The zeros are positioned at 20 kHz to allow a balanced distribution for
LCM1 and LCM2. The zeros will be made programmable such that more limit
cycles can be allowed to operate. An extra programmable zero is also added to
compensate the delay from the feedback DAC. This extra zero will be switchable in
the final architecture. The gain of the loop filter is initially set to unity as it has no
effect in a Matlab implementation. The gain can be increased when compensating
the effects of hysteresis. The S&H block samples every 2µsec thus keeping with the
500 kHz clock specification. The phase-magnitude plot for the system is shown in
figure 9.2. Figure 9.2(a) shows the plot without the addition of extra delay due to
the feedback DAC. Figure 9.2(b) shows the same with delay.
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Figure 9.2: Phase-Magnitude plots of the system modeled in Simulink. (a) without
extra loop delay (b) with extra loop delay of 25%

The performance of the system is benchmarked for both DC and AC inputs. The
DC performance is shown in figure 9.3 using a quantization error plot.

The DC quantization error is plotted as follows: The DC input to the SDM
is swept over its normalized dynamic range of [-1,1]. For each DC amplitude, 100
output bits (corresponding to OSR=100) are averaged using a ‘Hann’ window to ob-
tain a single decoded output value. This value is compared with the applied input
DC amplitude to obtain the quantization error at that amplitude. Repeating this
process for the entire amplitude sweep gives us the quantization error plot. From
figure 9.3 it can be observed that the quantization error is small for smaller am-
plitudes. As the amplitude increases the quantization error also begins to increase.
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Figure 9.3: Quantization error plotted for a DC amplitude sweep

The maximum ENOB is 12-bit in the amplitude region marked in the figure. This
can be scaled by averaging more samples. For AC inputs, the SQNR performance is
obtained from the output spectrum. Figure 9.4(a) plots the SQNR as a function of
the input sinewave amplitude and figure 9.4(b) plots the output spectrum at peak
SQNR.
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Figure 9.4: SQNR performance for AC signals. (a) SQNR as a function of sinewave
amplitude (b) Output power spectrum at peak sinewave amplitude

With the creation of the Matlab model, we are now ready to discuss the archi-
tecture selection, circuit parameters and the design of individual circuit elements in
the next section.
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9.4.2 Circuit design

As mentioned in the previous section, a top-down approach will be followed towards
this design. The Matlab model deals with system level aspects such as overall ENOB,
stability and LC distributions. In this section we add more detail to this model by
replacing individual blocks with their corresponding circuit elements.

Architecture selection

The first step towards the design of the SDM is generally the selection of the ar-
chitecture. Popularly, SDMs are designed using either the feedback or feed-forward
architectures with provision for local feedback paths for creating resonators. Each
has its own pros and cons. In the context of our requirement, a major disadvan-
tage of these architectures is the interdependence of the co-efficients defining the
loop-filter. It is desirable to have the ability to tune a certain parameter of the
loop without disturbing the rest of the loop. This is achievable with a loop filter
architecture which is a cascade of individual filter elements. In this architecture,
each filter stage contributes its poles and/or zeroes along with the control of its gain
and hence the output swing. Active RC filters are selected for implementation for
better linearity performance.

Charge Sensitive Amplifier (CSA)

Traditionally, a CSA is used to convert an input charge into a voltage. This analog
voltage is then converted into a digital value. The CSA needs to reset periodically in
order to avoid saturation. This is also limits the integration period and the largest
currents that can be handled by the CSA. We will incorporate the CSA inside the
SDM loop. This has two advantages. Firstly, a separate I/V converter will be
avoided saving power and area. Secondly, the negative feedback will ensure that
the CSA will never saturate, thus allowing an infinite integration time. On the
system level, the CSA is an integrator which contributes a pole at the origin. A
programmable ‘high’ and ‘low’ gain setting is introduced by means of a switchable
feedback capacitor. The amplifier is implemented using a two-stage fully differential
Miller op-amp as shown in figure 9.5(a). The bias currents are selected to achieve a
low enough thermal noise floor and the input transistors are sized to achieve a low
flicker noise corner frequency. The continuous time noise model is shown in figure
9.5(c).

The equivalent voltage and current noise sources are obtained by performing
an AC noise simulation on the parasitics-extracted layout of the charge amplifier.
The parasitic capacitances at the input of the charge amplifier add to the source
capacitance. The resulting interaction of the source impedance with the equivalent
noise sources at the input results in an amplification of the noise. The combined
input referred current noise is calculated as,

IIRN =

√
I2
n +

(
Vn
Zs

)2

(9.1)
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Figure 9.5: (a) Fully differential Miller op-amp (b) Common mode feedback circuit
(c) Continuous-time noise model of the op-amp

where In and Vn are the current & voltage noise contributions respectively and Zs
is the source impedance. Figure 9.6(a) shows the input referred current and voltage
noise sources obtained from an AC noise simulation. The voltage noise shows a
dominant flicker noise component at lower frequencies. The current noise shows a
first order rise, a result of the charge transfer characteristics of the charge amplifier.
Figure 9.6(b) shows the total equivalent input referred current noise, calculated
using 9.1 and by assuming a source capacitance of 30pF. The simulated RMS noise
in a bandwidth of 100 Hz is found to be approximately 300fA. In addition to the
continuous-time noise discussed so far, there also exists a discrete-time component
arising due to the reset switch. The periodic closing of the reset switch leads to noise
sampling operation. The sampling and the resulting folding of noise into the signal
band causes a small offset charge on the feedback capacitor. This offset charge is
different after every reset. The effect of this discrete-time noise is neglected because
the offset charge is very small and its effect is negligible when many bits are averaged
over the integration period.
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Figure 9.6: (a) Current and voltage noise contributions (b) Total input referred
noise

Filter stage 2 & 3

Filter stages 2 and 3 are identical. Each contributes a pole and a zero to the loop
filter transfer function. Each stage is implemented as an RC filter as shown in figure
9.7.

Vin(s) Vout(s)

R1
R2 C

R1 R2 C

Figure 9.7: Filter used in stages 2 and 3 of the loop filter

The transfer function is written as

HF1,F2(s) = −R2

R1

[
s+ 1

R2.C

s

]
(9.2)

The pole is at the origin, whereas the zero is controlled using the product R2C.
The zero position can be tuned by using a programmable capacitance implemented
using a switchable capacitor bank. The gain is determined by the ratio R2

R1
. The

op-amp is a scaled version of that used in the charge amplifier.
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Delay compensation stage

In chapter 5, the effect of extra loop delay and its compensation was discussed.
It was shown how the dominant parasitic pole due to delay can be compensated
by placing an extra zero which coincides with the pole. On the circuit level, this
extra zero is implemented using a switchable delay compensation stage. The delay
compensation stage is a block that can be switched in or out of the forward signal
path on demand. Thus the extra zero can be added to the filter function when
needed. The delay compensating filter stage is also a RC filter as shown in figure
9.8. The op-amp is also a scaled version of that used in the charge amplifier. The
addition of this extra filter stage in the forward path does not affect the rest of the
loop filter in any way. The poles and zeroes contributed by the rest of the loop filter
remain unaffected.

C1
C2R

C1 C2R

Vin(s) Vout(s)

Figure 9.8: Filter used for delay compensation

The transfer function is written as

HDLC(s) = −C1

C2

(1 + s.R.C2) (9.3)

Quantizer

The 1-bit quantizer is implemented using a dynamic comparator [96] shown in fig-
ure 9.9. The comparator has no static power dissipation (except for the negligible
static leakage current). When CLK is low, nodes FN and FP are pulled up to the
supply voltage VDD. When the clock goes high, nodes FN and FP discharge at
different rates depending on polarity of the applied differential input. This creates
a disturbance at nodes SN and SP which is amplified by the regenerative action of
the latch.

Feedback DAC

The fully differential feedback DAC (figure 9.10) consists of the reference generation
block that generates a voltage reference, which, in combination with the capacitance
in the capacitor bank (10x40fF unit capacitors) generates a feedback charge.
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Figure 9.9: Dynamic comparator used as a 1-bit quantizer [96]
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Figure 9.10: Fully differential feedback DAC

The switches are controlled by a 2-phase non-overlapping phase clock generator
implemented with a ring counter as shown in figure 9.11. The ring counter uses 7
flip-flop stages and has built-in glitch correction such that a separate reset signal is
not needed. Synchronous non-overlapping phase clocks are extracted by tapping the
outputs of alternate flip-flops in the ring counter. The separation in time between
the phase pulses is determined by the time period of the master clock. A divide-by-8
clock is obtained by logically OR-ing the output of any 4 consecutive flip-flops. This
clock is then used as the sampling clock by the comparator. The advantage of such
an implementation is that the generated clock phases are robust. Their duty cycles
and periods are less sensitive to variations compared to methods which are based
on exploiting gate delays. A disadvantage is that it requires a faster master clock.

The DAC plays a critical role in the adaptive sub-ranging scheme that was elab-
orated in chapter 7. Chapter 7 discusses the scheme on a conceptual level. Using
multiple conversion steps, coarse estimates (obtained in each step) are used to zoom
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Figure 9.11: Ring counter based synchronous non-overlapping phase clock generator

into a narrow neighborhood around the estimate. This narrow neighborhood is a
subset of the total dynamic range and is termed as a sub-range. By adapting the
gain and offset in the feedback path, the total dynamic range of the SDM is divided
into sub-ranges. This improves the overall resolution of the SDM. In this circuit
implementation, the feedback DAC manages the implementation of the gain and
offset in the feedback path. The dynamic range of the modulator is bounded by
the feedback charge generated by the DAC. Sub-ranging iteratively zooms into the
neighborhood of the applied input current, progressively narrowing the dynamic
range in its vicinity. It thereby reduces the required number of cycles to achieve a
certain resolution. In this implementation the circuit uses a combination of voltage
and capacitive zooming. This results in a more compact and flexible implementation
along with finer granularity in the zooming. In the example (figure 9.12), charge
zooming is achieved in 3 steps. The first step involves determining the polarity of
the applied input. In the second step, voltage and capacitance zooming is applied
to zoom into the positive or negative halves of the dynamic range. In the third
step, capacitance zooming further zooms into a narrower sub-range. These steps are
explained in detail below.

In the first step, the DAC is programmed to select the largest capacitance,
thereby generating the largest feedback charge (±VDAC ∗ CDAC). With no charge
zooming, the ADC is set to measure currents over the whole input range. A coarse
estimate is obtained by decoding the output bit-stream and is used to determine the
polarity of the applied input current. In the beginning of the second step, the dy-
namic range is scaled to the positive or the negative side by a combination of voltage
and capacitance zooming. Voltage zooming is applied by fixing the voltage reference
to +VDAC or −VDAC corresponding to the determined polarity of the input signal.
In case the coarse estimate is very close to zero, voltage zooming is skipped and the
dynamic range is narrowed to an interval centered around zero using capacitance
zooming. Capacitance zooming is achieved by dynamically switching between two
capacitance values k1CDAC or k2CDAC (a subset rather than the total capacitance
CDAC) determined by the 1-bit comparator decision (figure 9.13).

For instance, when the input signal is positive, the charge transferred in the
second step is +VDAC ∗ (k1CDAC) or +VDAC ∗ (k2CDAC), narrowing the dynamic
range around the input. In the beginning of the third step, based on the coarse
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Figure 9.12: Charge zooming in 3 steps
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estimate in the second step, additional capacitance zooming is applied by reducing
|k1 − k2| to scale the dynamic range further. The coarse estimates in steps 1 and 2
are formed by using a very short observation interval. A final fine estimate is formed
at the end of step 3 by using a longer observation interval. The timing diagram for
the complete process is shown in figure 9.14. In the first step (‘No Zoom’), the DAC
voltage reference is controlled by the comparator. In this step, the DAC control
word is shown to be independent of the comparator decision. In the second step,
the voltage reference is fixed at +VDD. The DAC control word (and hence the
capacitance) switches between two values based on the binary comparator decision.
The third step repeats the procedure by zooming in further. The coarse estimates
formed in the intermediate steps are no longer used in the final conversion step. The
fine estimate formed in the final conversion step is independent of the bit-streams
and the estimates of the intermediate steps.
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Figure 9.14: Timing diagram of the zooming operation

Complete current acquisition system

The complete system is shown in figure 9.15(except the biasing blocks). To handle
currents in the µA regime, a switchable current divider is used at the input. Ini-
tially the current divider was introduced as a debugging aid in case some problem
prevented the generation of very small currents externally. As a result, only a single
ended unidirectional current divider was added. However, a differential and bidirec-
tional current divider would be desirable. The current divider uses 3 cascaded stages
of current mirrors, each of which divides the current by a factor of 10; to divide the
input current by a total factor of 1000. It is also possible to completely eliminate
the current divider. In that case, the feedback DAC has to produce charges of larger
magnitudes such that the SDM can handle larger input currents. The charge ampli-
fier, followed by filters 1 & 2 form the 3rd order loop filter. The delay compensation
filter can be switched in or out of the signal path as shown.
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Figure 9.15: Block diagram of the complete current acquisition system

The output of the comparator provides the bit-stream for processing, and is also
the input to the feedback DAC. The DAC includes the reference generation circuit,
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logic and the phase clock generator. A master clock of 4 MHz is applied to the ring
counter which generates the phase clocks and a sampling clock of 500 kHz for the
comparator. The design was implemented in 0.18µm CMOS and with an active area
of 0.49mm2 (figure 9.16).

Figure 9.16: Chip micrograph of the die

This completes the system and circuit level description of the ADC. The next
section discusses the experimental verification of the chip.

9.5 Experimental Verification

In this section the performance parameters of the measured chip are elaborated. A
total of 50 chips were packaged and about 15 were selected for measurement. All of
them were found to be functional.

9.5.1 Measurement setup

The measurement setup is as shown in figure 9.17. The ADC chip is mounted on
a PCB which generates the necessary supply voltages from a single input battery
supply. The PCB also acts as a level/shifting interface for the connection of a
LabVIEW module for data acquisition. The LabVIEW module extracts the output
bit-stream, the analog outputs of the loop filters and generates the necessary digital
control signals for the ADC. The input to the ADC is generated by a precision
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current source and propagated to the input terminals of the chip via a triaxial cable.
A precision waveform generator produces the 4 MHz clock input. The LabVIEW
module stores the bitstream in a data file for further processing by Matlab.
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Figure 9.17: Block diagram of the measurement setup

9.5.2 Output Spectrum

Figure 9.18(a) plots the output spectrum for zero input (blue curve) as well as a full
scale DC input current (red curve). For the idle spectrum, the low frequency circuit
noise is well suppressed by virtue of the first order noise shaping transfer function
of the charge amplifier. At higher frequencies, quantization noise dominates which
follows the 3rd order noise shaping transfer function. The integrated noise in a 50
Hz bandwidth is calculated to be 205fA. Due to the highly sensitive nature of the
input terminals, external disturbances raise the overall noise floor when an exter-
nal current is applied. With the current divider, these disturbances are suppressed
as seen in figure 9.18(b) where both the curves overlap. This confirms that the
intrinsic noise performance is indeed as indicated by the idle spectrum. In an in-
tegrated sensor+readout environment, the problem of external disturbances will be
eliminated.

9.5.3 Transfer curves

To demonstrate the programmability in the dynamic range, figure 9.19 plots the
transfer curves for 4 dynamic ranges namely 25nA & 250nA without the current
divider and 25µA & 250µA with the current divider. The output points were con-
structed by applying an input current and averaging 6400 output bits with a Hanning
window. Due to external disturbances, there is some variation in the decoded values
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Figure 9.18: (a) Output spectrums corresponding to zero input and full scale input
respectively without the input current divider (b) Output spectrums corresponding
to zero input and full scale input respectively with the input current divider

corresponding to the same applied input. These are simply averaged to obtain a
single output point for the applied input. While a linear transfer is observed in
the nano-ampere region, the linearity in the micro-ampere region is limited by the
linearity of the current divider. This can be post-corrected by using an appropriate
fitting function. A re-design is in order such that the division ratio can be made
flexible and less non-linear.

9.5.4 Circuit noise limit

Application specific requirements in terms of current sensitivity and conversion time
vary. The current sensitivity scales with the number of samples observed. However,
a certain minimum number of samples are required to ensure that the circuit is
only limited by circuit noise and not by quantization noise. Figure 9.20 shows the
tradeoff between conversion time and integrated RMS noise current. Beyond 5000
samples, circuit noise is dominant.

9.5.5 Adaptive Sub-ranging

Figure 9.21 shows the current resolution as a function of the total number of samples
recorded. Three curves are plotted in the figure corresponding to ‘no zooming’,
‘voltage + 2x capacitance zooming’, ‘voltage + 10x capacitance zooming’. The
voltage zooming selects the polarity and the capacitance zooming further zooms into
the dynamic range. It can be observed that ‘voltage + 10x capacitance zooming’
improves the current resolution by 15x and the conversion time by 2.2x, thereby
also reducing the energy consumption by 2.2x, compared to ‘No Zooming’. The
current resolution with ‘voltage + 10x capacitance zooming’ is found to be 5.8pA
after averaging 110 samples.
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Figure 9.19: Transfer curves in various dynamic ranges (a) ±25nA (b) ±250nA (c)
0− 25µA (d) 0− 250µA

9.5.6 LC calibration: Low frequency zeros calibration

Figure 9.22(a) demonstrates the effect of calibrating the loop-filter by monitoring the
limit cycle distributions. Initially, LCM3 operation is negligible. In successive cali-
bration steps, LCM1 is made less dominant and the operation of LCM3 is increased
for more aggressive noise shaping. The number of calibration steps were limited to
8 owing to the limited programmability available on the chip. A frequency band of
15 kHz is selected to demonstrate this effect. This results in an oversampling ratio
(OSR) = 16. Figure 9.22(b) shows the effect on the in-band RMS noise current.
The result is in line with the simulation results obtained in chapter 5. The intro-
duction of lower frequency limit cycles such as LCM3 results in a more aggressive
noise shaping and hence lower integrated noise current. The calibration routine has
little effect when bandwidth is limited to frequencies lower than 100 Hz due to the
dominant circuit noise. The effects of the calibration routine become visible in the
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Figure 9.21: Improvement in current resolution and/or the conversion time using
adaptive sub-ranging

frequency band where quantization noise is dominant.

9.5.7 LC calibration: Calibrating zeros in response to clock
scaling

It is common practice to scale the sampling clock frequency in order to trade-off
power consumption for faster conversion times and vice versa. As mentioned in
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Figure 9.22: Experimental results demonstrating the effect of loop-filter zero cali-
bration (a) Limit cycle distributions at each calibration step (b) In-band RMS noise
current at each calibration step

the previous section, the designed SDM uses a continuous time loop filter which
needs to adapt its coefficients when the sampling clock frequency is scaled. We do
not scale the coefficients according to a fixed look-up table. A fixed look-up table
does not take into account non-idealities present at run-time. The coefficients are
scaled by monitoring the limit cycle distributions. Figure 9.23(a) shows the effect
of scaling the sampling clock on the limit cycle distributions, in the absence of any
calibration. At 250 kHz sampling clock, the loop-filter is configured for aggressive
noise shaping. At 500 kHz, the noise shaping becomes less aggressive with LCM3
operation dropping and finally being eliminated at 1 MHz. Figure 9.23(b) shows
how the calibration algorithm tries to maintain the initial limit cycle distributions in
response to the scaled sampling clock. The number of calibration steps were limited
to 10 owing to the limited programmability available on the chip. Figure 9.23(c)
shows evolution of the in-band noise over the calibration steps. The in-band noise is
calculated over a bandwidth of 5 kHz, 10 kHz and 20 kHz for sampling frequencies
of 250 kHz, 500 kHz and 1 MHz respectively, to maintain a constant OSR of 25.
Figure 9.23(d) shows the linear transfer characteristics of the SDM when the clock
frequency is scaled upto 2 MHz. The results indicate that the sampling frequency
can be scaled according to user requirements and the calibration algorithm can tune
the loop filter in response to the adapted sampling clock provided there is sufficient
programmability in the loop filter.

9.5.8 AC performance

With adaptive sub-ranging turned off, the chip can also be used for detecting AC
currents with bandwidths up to 5 kHz. Figure 9.24(a) shows the output spectrum
where sinusoidal currents of 100 Hz and 5 kHz respectively are applied as inputs. The
precision current source can only generate single-ended input currents. This leaves
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Figure 9.23: Experimental results demonstrating the effect of clock scaling on limit
cycle distributions (a) LC distributions without calibration (b) LC distributions
with calibration (c) In-band RMS noise current with a constant OSR (d) Transfer
curve demonstrating transfer curve fidelity at scaled sampling clock frequencies

the other input terminal of the ADC floating. To preserve the linearity, it is desirable
to apply a fully differential input. A low distortion precision voltage waveform
generator is used in series with a 10M series resistor to generate the differential
input currents. The SNDR and SNR curves in figure 9.24(b) show approximately
90 dB of linear dynamic range with 100 dB SFDR at peak signal.

9.5.9 Benchmarking

Figure 9.26 compares our chip with state-of-the art current mode and voltage-mode
zoom ADCs. The chip consumes 1.7mW power at 2.5V supply. The voltage-mode
zoom ADCs [62, 97] are mentioned only for the sake of completeness and do not
form a fair basis for comparison as they would need power hungry transconductors
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Figure 9.24: (a) Output spectrum for an AC current input at 100 Hz and 5 kHz
with Fs = 500 kHz and 1 MHz respectively (b) SNDR calculated for Fs = 500 kHz,
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Figure 9.25: (a) Current resolution as a function of energy (* - input disconnected,
** - with external input) (b) Comparing the current range of the designed chip with
those in existing literature [98, 99, 100, 101, 102]

for current inputs. The current resolution measured with the input disconnected is
205fA in a 50Hz bandwidth resulting in a conversion time of 10ms as shown in figure
9.18(a). The current resolution measured by connecting an external input and using
adaptive sub-ranging is 5.8pA in a 220us conversion interval (figure 9.21) which is
the fastest reported conversion time for the selected input range. The DC figures of
merit are calculated using the formula below [62],

SNRmax = 20log

[
MaxDCInput

2
√

2 ·OutputNoise

]
(9.4)
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FOM = SNRmax + 10log

[
1

Power · 2Tconv

]
(9.5)

where MaxDCInput refers to the stable peak DC input current, OutputNoise refers
to the noise calculated from the idle output spectrum and Tconv refers to the con-
version time. Thus the calculated DC FOM, with and without external input is
151dB and 163.4dB respectively. The chip also achieves the lowest energy-current
resolution product in both cases. Figure 9.25(a) plots the current resolution versus
the energy consumed per conversion while comparing the designed chip with pre-
viously published current mode ADCs. The chip achieves state-of-the art current
resolution at the cost of very low energy consumption per conversion. The chip also
achieves the lowest energy-current resolution product in both cases. The chip also
achieves the largest input current range (figure 9.25(b)), 100x higher than prior art.
The Walden FOM is calculated to be 78pJ/conv.-step. The higher Walden FOM is
attributed to the fact that the chip is a direct-interface ADC. Due to the absence of
a preamplifier, the input charge amplifier has to consume sufficient power to achieve
sub-picoampere current resolution. The ADC can handle currents in the range of
±250nA and 0-500µA (with the current divider) making it the largest input current
range reported so far for current mode ADCs. The chip also supports AC currents
with bandwidths up to 5 kHz with a spurious-free dynamic range (SFDR) of 100dB,
making it the first reported ADC capable of handling AC currents in the range
of a few hundred femtoamperes to hundreds of microamperes with state-of-the-art
linearity.

Figure 9.26: Table comparing this chip with existing state-of-the-art current mode
ADCs [62, 97, 98, 99, 100, 101, 102, 103]
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9.6 Conclusions

In this chapter the design of a reconfigurable current mode SDM was discussed.
The designed chip was verified experimentally and the performance was found to
be comparable and in some instances even better, than the state-of-the-art. The
chip achieves an ENOB of approximately 19.2-bits achieving a DC FOM of 163.4dB.
The smallest resolvable current is 205fA in a 10ms conversion time. The chip con-
sumes 1.7mW power and occupies 0.49mm2 of chip area. Several improvements
can be made over the existing design: a.) The granularity of programming can
be improved for better LC calibration. b.) The reference generation logic and the
capacitor bank in the DAC can be made more granular in order to increase the
number of steps and zooming resolution with adaptive sub-ranging. c.) The power
consumption of the filters can be reduced significantly. d.) The area consumption
can also be reduced.

139





CHAPTER 10

Conclusions

The goal of this thesis was to propose new methods and evaluate their applicability
towards improving the robustness, flexibility and efficiency of SDMs. Towards this
goal, two new methods were proposed, namely, a) limit cycle based calibration for
SDMs and b) adaptive sub-ranging for incremental SDMs. These methods were
analyzed and evaluated using simulations and measurements with a fabricated chip.
The main conclusion is that these methods were found to be valid and have achieved
the above goal.

The LC based stability theory has resulted in better stability prediction for higher
order SDMs compared to existing methods. This prevents the need to perform
extensive simulations in order to verify stability and has resulted in improved ro-
bustness towards design-time uncertainty. The LC based background calibration
technique was found to be successful in correcting multiple non-idealities present at
the same time. Simulation results show SQNR improvements of over 15 dB when
using the LC based background calibration algorithm on second and third order
SDM testbenches. Measurement results show 4x lower noise compared to the uncal-
ibrated state. When calibrating the loop-filter in response to a changing sampling
clock, the calibration showed 2.5x improvement in the calculated in-band noise. LC
based calibration has resulted in improved robustness towards processing-time and
run-time uncertainties. Reconfigurability was augmented by the use of LC based
calibration, which has resulted in improved flexibility and efficiency.

Sub-ranging adds many benefits to the incremental operation of SDMs. Through
simulations and measurements, it was verified that sub-ranging increases the dy-
namic range, effective resolution and conversion rate of incremental SDMs. Simu-
lation results show that sub-ranging with single-bit incremental SDMs can achieve
resolutions as high as 16-bits by using only a second order modulator and processing
200 bits. Comparatively a classic second order incremental SDM can only achieve
a resolution of around 12-bits without using sub-ranging. A third order modulator
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can achieve resolutions as high as 18-bits by processing 200 bits. Measurement re-
sults show a 15x improvement in the current resolution using sub-ranging compared
to classic incremental operation. Measurements also show a 2.2x improvement in
the conversion time. This added degree of freedom through sub-ranging results in
improved flexibility and efficiency thereby enabling several new applications.

Using a combination of LC calibration and sub-ranging with incremental SDMs, a
highly reconfigurable SDM was realized. The chip can operate in both incremental
and non-incremental modes. In the incremental mode, a highly sensitive current
read-out was achieved. A sensitivity of 205fA in a 50Hz bandwidth was measured.
This sensitivity scales to 10fA at very low frequencies. Sub-ranging allows a variable
conversion rate. A wide dynamic range spanning from 10fA to 500µA was also
achieved. This is sufficient to cover a wide variety of applications. An SNR of
118.6dB was recorded. With a power consumption of 1.7mW, this results in a DC
figure of merit of 163.4dB. In the non-incremental mode, the chip can also handle AC
signals with bandwidth as high as 5 kHz. The SNDR is 87dB in a 600Hz bandwidth
with a peak SFDR of 100dB.
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CHAPTER 11

Future Work

Limit cycle distributions are just one of many metrics that can be extracted from
the output bit-stream of an SDM. LC distributions hold information about the oc-
currence of limit cycles. Since limit cycles lie at frequencies that are typically much
higher than the input signal frequency range, the corresponding distributions also
reflect the same information. Thus LC distributions are useful when a non-ideality
affects the high frequency portion of the spectrum since this effect is visible in the
distributions. However, when a non-ideality affects low frequencies, no effect is seen
in the distributions. Another metric is needed which focuses on the low frequency
end of the spectrum. A future work could focus on such metrics and their extrac-
tion from the output bit-stream. Additionally, a method would also be needed which
can distinguish between the effects on the metric caused by the input signal and the
non-ideality, both of which lie in the same frequency band.

An important non-ideality in SDMs is non-linearity resulting from the feedback
DAC or the loop-filter. This adds an extra non-linear component in addition to the
primary non-linearity, namely, the quantizer. So far, the analysis has been limited
to single loop modulators with a single non-linearity. Future work in this area could
focus on modulator loops with multiple non-linearities which could lead to better
insight towards the correction of these additional non-linearities.

In chapter 9, the design of a reconfigurable ADC was discussed. Since many of
the targeted applications are moving towards array integration, a future work could
investigate the implications of using such an ADC within an array.

Sub-ranging was confined to DC signals in this thesis. A future work in this area
could focus on tracking based methods that apply sub-ranging for dynamic input
signals.
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Summary

Sigma delta modulation (SDM) is an effective technique of analog to digital (A/D)
conversion which has increasingly gained popularity over the years. SDMs combine
oversampling and noise-shaping to achieve high resolutions. Many applications de-
mand programmable performance from the ADC. SDMs with their inherent ability
to trade-off speed-resolution-power are well suited for implementation as reconfig-
urable ADCs capable of adapting their performance according to application require-
ments. This thesis describes the following new techniques: a) a non-linear analysis
and synthesis technique for designing stable high order SDMs; b) based on the
non-linear analysis, an efficient background calibration of reconfigurable SDMs; c)
a hybrid SDM that combines the incremental operation with sub-ranging to achieve
very high resolutions. Using these techniques a high performance reconfigurable
SDM is designed and its performance is verified with chip-level measurements.

Many applications require the ADC to achieve a very large dynamic range and a
very high resolution in a practical conversion time. These can practically be achieved
only with a reconfigurable ADC. However, reconfigurable sigma delta ADCs are chal-
lenging to design and verify. Design centering of reconfigurable ADCs becomes very
complex and unmanageable as reconfigurability scales up. In this thesis, a calibra-
tion method for reconfigurable ADCs is proposed as a way to ensure that the ADC
performs optimally in each configurable state. The calibration algorithm proposed
in this thesis is a result of a new state of the art analysis technique for SDMs. Based
on the Describing Function approach, the technique explores the presence of limit
cycles and their impact on SDM operation. Using limit cycles, this thesis proposes
novel methods for the background calibration of system level non-idealities. It is
demonstrated how the proposed calibration technique uses very little hardware and
involves little post-processing. Also described in the thesis is a novel method for
the stability analysis and design of higher order SDMs. The system level design and
calibration of a 7th order modulator is also demonstrated.

Given the stringent requirements that many applications impose on the sigma
delta ADC, it is challenging to achieve the required resolution in a short conversion
time using traditional methods. This thesis proposes a hybrid method which com-
bines the principle of sub-ranging with incremental sigma delta modulation. The

157



conversion is achieved in multiple steps. In each step, a coarse estimate is formed
which is then used to scale the operation into a narrow sub-range around this esti-
mate. The sub-range is a subset of the total dynamic range of the ADC. The next
step repeats the conversion in this narrow sub-range. The process is repeated in
multiple steps resulting in improved overall resolution, increased dynamic range and
faster conversions.

The designed chip is used in conjunction with an application in the area of bio-
sensing. Owing to their many advantages, sigma delta ADCs are often used in
the read-out circuits for Amperometry. It is one of the methods in electrochemical
bio-sensing which involves measuring electrical currents generated in response to a
biological event. Amperometry imposes very stringent requirements on the read-out
circuits and, by extension, on the ADC. The electrical currents to be measured are
often of the order of a few pico-amperes and may vary up to a few micro-amperes.
The designed reconfigurable SDM is perfect for achieving the performance specifi-
cations imposed by this application.

The reconfigurable SDM is designed and fabricated in a CMOS 0.18um process.
Measurements on the chip confirm the functionality of the proposed limit cycle
based calibration along with multi-step conversion. The chip consumes 1.7mW and
occupies an area of 0.49mm2. It achieves a current resolution of 205fA in a 10ms con-
version time. The current range spans from a few tens of femto-amperes to 500µA.
The ENOB is measured to be 19.2-bits resulting in a DC figure of merit (FOM) of
163.4dB. The conversion time, current resolution and the achieved dynamic range
are state-of-the-art and among the best reported in the area of bio-current sensing.
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