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Abstract In this paper, we study the capacity flexibility problem of a maintenance service
provider, who is running a repair shop and is responsible for the availability of numerous
specialized systems which contain a critical component that is prone to failure. Upon a crit-
ical component failure, the component is sent to the repair shop and the service provider
is responsible for the repair as well as the down-time costs resulting from the system un-
availability. In order to decrease the down-time costs, the repair shop keeps an inventory
for the critical components, such that a failed critical component can be replaced with a
spare one immediately, if it is available. The component inventory stock level and the re-
pair shop capacity level decisions have to be taken jointly by the service provider. The shop
floor manager resorts to two different capacity modes in order to make use of capacity flex-
ibility. First one is the single-level capacity mode, in which the capacity level is fixed and
is the only capacity related decision. The best results in this mode serve as a reference to
the two-level capacity mode, in which there are low (permanent) and high (permanent plus
contingent) capacity levels. In this mode, the permanent capacity is always available in the
shop, whereas the deployment of the contingent capacity is decided at the start of each pe-
riod based on the number of components waiting to be repaired in the shop. The relevant
capacity decisions of this mode are the permanent and contingent capacity levels, the period
length and the states (in terms of number of failed components waiting) where the contin-
gent capacity is deployed. We develop quantitative models based on queuing theory that
integrate the inventory level decision with the capacity related decisions for the repair shop,
in each of the two capacity modes, in order to minimize the total cost rate of the service
provider. Our numerical results suggest that two-level capacity mode can bring substantial
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savings compared to the best fixed capacity mode and these savings are mostly resulting
from lower repair shop capacity usage. Moreover, we find that the system, in most cases,
chooses the shortest period length possible, indicating the overarching importance of a fast
response to the system state. The system switches to the high capacity mode if the spare part
stock is just one or two, then it uses a quite high contingent capacity level, in order to avoid
out of stock. If contingent capacity costs are high, system chooses a high level of permanent
capacity to prevent frequent capacity switches.

Keywords Repair systems · Spare parts · Capacity flexibility · Queuing · Wage
differentials

1 Introduction

In this paper we study a maintenance service provider (MSP), which can either be an in-
dependent or a semi-autonomous decision making unit that provides maintenance service
for common critical components of specialized, engineer-to-order systems. These systems
are highly customized, and are partially designed and built to its users’ specifications. Ad-
vanced capital goods, e.g. defense equipment, aircrafts, lithography systems, and dredging
vessels are examples of such specialized systems, which are used in the manufacturing and
service operations of their proprietors. Due to the diversity of their owners’ requirements,
each specialized system develops many unique characteristics, which makes it hard, if not
impossible, to find upon a failure a substitute for the system as a whole. Other factors that
restrain the substitution of a system as a whole are the complexity and the scale of the sys-
tem. On the other hand, even if each individual system is customized, it is often composed
of a number of standard modular components that are interchangeable between different
systems.

An unexpected down-time of these systems (e.g. upon a failure) would halt the owners’
operations and therefore would lead to lost revenues. In many cases, the failure of a system is
mostly due to the failure of one or more critical components. For that reason, availability of
these critical components should be assured as part of a robust and sustainable maintenance
service strategy.

Such services can be provided by the original equipment manufacturer (OEM); how-
ever due to the differences in business focus between manufacturing and service firms, it
is observed that either the after-sales service departments of the OEM emerges as a main-
tenance and service provider operating under a budget, or that other independent vendor
firms emerge (e.g. http://www.mytechnic.aero/), which offer these maintenance services to
the system users in the exchange for an annual service fee (Oliva and Kallenberg 2003).

The modularity and the commonality of interchangeable components make the repair
by replacement solutions realizable in this maintenance context. As a result, the repair of a
failed system, if the failure is caused by a critical component, can be realized by exchanging
the failed critical component with a spare one, if such a spare is available. Therefore, keeping
enough stock for that critical component can reduce the system unavailability and down-time
costs drastically. Failed components are next sent to a repair shop for repair. Since the repair
for different types of components require different technical skills and/or manpower, it is
assumed that each component type requires its own repair shop and its own repair personnel.
After repair, the component is added to the component spare part stock. In combination with
the spare part stock level, the repair shop capacity is another important driver of the down-
time, because it determines how long the repair of each failed component takes on average.

http://www.mytechnic.aero/
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An MSP operating in such an environment faces the tactical decision problems of setting
the spare stock level and setting the repair shop capacity level for each component type. In
this paper, we study two ways of setting the capacity of a repair shop, which are using a
fixed capacity level and using two capacity levels.

In the fixed capacity mode, all of the capacity is permanently available. This mode serves
as a reference to assess the benefits of using a two level capacity mode. In the two level ca-
pacity mode, it is assumed that there is a capacity provider, which can periodically make a
pre-specified amount of additional capacity available upon request. The capacity provider,
which is a reactive agent in the environment, can be an external agency as well as an internal
department within the MSP. Under this mode, there are two levels of repair shop capacity,
which are the permanent capacity and the permanent plus additional (or contingent) ca-
pacity. The permanent capacity is always deployed in the repair shop, whereas the periodic
deployment of the contingent capacity in the repair shop is decided at the start of each period
based on the number of defective units waiting to be repaired in the shop. The frequency of
contingent capacity decision making has effects both on the operations of the repair shop
and on the contingent capacity costs due to the wage rate differentials. Hence, the period
length, which is the time between two consecutive capacity decisions, arises as an important
system parameter, and a metric of flexibility in the two level capacity mode. Other capacity
decisions in this mode are the permanent and contingent capacity levels and the shop state
(in terms of number of defective units waiting) where the contingent capacity is deployed.

In this paper, we focus on the possible advantages of capacity flexibility resulting from
deploying a periodic two level capacity mode. We assume that the cost of flexible contingent
capacity is larger than the cost of permanent capacity, and that the cost of flexible capacity
decreases with the length of the hiring period. We furthermore assume that the MSP is re-
sponsible for the repair of all failed critical components as well as the down-time related
costs of a system that has failed. Down-time, which is caused by the fact that there is no
spare part, leads to loss of production and therefore a cost that is linear in the failure du-
ration (production loss is linear in failure duration) is incurred to the MSP. The decision
problem of the MSP at the tactical level now can be formulated as minimizing the sum of
system down-time costs, the spare parts stock keeping costs, and the costs of capacity under
the best possible periodic two level capacity mode. In particular, we would like to answer
for which settings of down-time costs, stock keeping costs, permanent capacity costs, and
flexible capacity costs, the option to use a periodic two level capacity mode should be ex-
ercised. In order to answer these questions, we develop a computational approach based on
the decomposition of the overall model in a number of sub problems that each can be solved
as an infinite Markov Decision Problem.

The rest of this paper is organized as follows. In Sect. 2 we give an overview of relevant
literature. In Sect. 3 we formulate and solve the reference problem where the MSP uses
only permanent capacity. In Sect. 4 we formulate the cost minimization problem under the
two level capacity mode, and present the Markov Decision Problems and the computational
techniques that can be used to solve specific instances of the problem. In Sect. 5 we present
the numerical studies and their results. In Sect. 6, the main conclusions of the paper are
discussed.

2 Literature review

2.1 Literature on the inventory control of repairable items

Inventory control of repairable items constitutes one of the strongest streams of literature in
the realm of maintenance. However, the dominant models for the repairable item inventory
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control are based on the assumption of ample repair capacity, which used to be a benign
presumption for military environments (see Sherbrooke 1992 and Muckstadt 2005 for more
detail).

Several studies generalized the ample supply assumption mostly by incorporating ex-
act queuing network models to the repairable item inventory control problems (see Gross
et al. 1983; Albright and Soni 1988 and Albright and Gupta 1993). A critical aspect of
this approach is the inherent computational complexity of the performance evaluation meth-
ods of closed queuing networks, which can be prohibitive for multi-item settings of practi-
cal problems. Therefore, further studies introduced approximations and other methods for
multi-echelon repairable item inventory systems with limited repair facilities (see Diaz and
Fu 1997; Perlman et al. 2001; Zijm and Avsar 2003 and Sleptchenko et al. 2003). The
flexible capacity/manpower use in repairable item systems is rather understudied. Only
few studies, by using simulation, explore the benefits from the use of flexible manpower
in multi-echelon/multi-indenture repairable item systems (see e.g. Scudder and Hausman
1982; de Haas 1995).

Our approach differs from the conventional multi-item inventory approaches in the main-
tenance literature in one important aspect. We assume that different types of interchangeable
parts require different resources, like specialized equipment and personnel, for their repair.
The justification of the assumptions will be discussed more elaborately at the end of the
section.

2.2 Literature on capacity management/capacity flexibility

Holt et al. (1960) is the first study to address the problem of the coordination of production
and capacity decisions, and they develop the aggregate planning model, in which the pro-
duction, inventory and workforce decisions (such as hiring/firing and over time/under time
working hours) are taken for a finite horizon based on forecasted demand over that horizon
with the help of linear decision models.

Milner and Pinker (2001) and Pinker and Larson (2003) develop models with different
types of flexible capacity arrangements (such as contingent labor contracting or overtime
working hours) in the presence of demand/supply uncertainty over a finite discrete-time
horizon. In these studies, different stochastic dynamic programming models are presented
in order to obtain the optimal decisions on the capacity levels. Similarly, Kouvelis and Mil-
ner (2002) study the interplay of demand and supply uncertainty in capacity and outsourcing
decisions in multi-stage supply chains. These models incorporate several factors of perma-
nent/contingent capacity or outsourcing structures, however the inherent congestion and its
interdependence with capacity in a production system are not analyzed. Later studies extend
the problem to integrated capacity and inventory control. Bradley and Glynn (2002) pro-
vided a Brownian motion approximation to study the joint optimal control of the inventory
and the capacity in a make-to-stock system with a subcontracting option. In the context of
subcontracting, Tan and Gershwin (2004) and van Mieghem (1999) provide different as-
pects of the use of dynamic multi-level usage of capacity. Similarly, Alp and Tan (2008)
use stochastic dynamic programming formulations for the integrated capacity and inven-
tory management problem of a make-to-stock system. In Buyukkaramikli et al. (2013c), the
integration of transportation capacity and inventory management is studied.

If a production/service system is modeled as a queuing system, the service rate (or num-
ber of servers) of the queue can be interpreted as the capacity level. Mostly, stochastic
dynamic programming formulations are utilized to determine the optimal service rates of
the queuing systems with the help of the uniformization technique (Lippman 1975). Sennott
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(1998) provides a comprehensive overview of the usage of stochastic dynamic programming
in queuing systems for different control aspects. In most of the queuing control studies that
use dynamic programming, the capacity actions are taken based on an event occurrence and
the average delay (or equivalently average number of customers) in the system is penalized.

Other approaches than dynamic control, often necessitate the performance evaluation of
the system first. For instance Bekker et al. (2004) provide performance analysis of several
queuing systems with variable service rates.

In spite of its practical relevance, periodic capacity control in queuing systems is not as
popular as its continuous counterpart. This can be due to the complexity of deriving the tran-
sient queuing behavior that is needed for the analysis of the performance of systems under
periodic capacity control. In Yoo (1996), an unconstrained dynamic programming model is
formulated to address the problem for setting staffing levels at a post office’s service window
over multiple periods, including the transient behavior of the queue. Afterwards, Fu et al.
(2000) prove the monotonicity of the optimal control by establishing the sub-modularity of
the objective function with regard to the initial queue size and the staffing level. In a single
processing unit (Buyukkaramikli et al. 2013a) and parallel processing unit (Make-to-order)
MTO environments (Buyukkaramikli et al. 2013b), savings from threshold-type, two-level
periodic capacity control policies are analyzed. In both of the studies, it is assumed that ca-
pacity actions only can be taken at equidistant points in time and the systems operate under
a lead time performance constraint. In this paper, we also stick to the assumption that peri-
odicity is a sine qua non condition for the realization of the capacity flexibility in the repair
environments that we study.

In light of the discussions above, we study the capacity and stock level determination
problem of a MSP for a critical component type. Each single item repair-to-stock system is
modeled using single inventory/queue formalism, where the processing rate corresponds to
the repair shop capacity and base stock level corresponds to the maximum number of non-
defective spare components not in use in the absence of failed systems. This approach may
be different from the conventional multi-item inventory approaches in the maintenance liter-
ature. However, it can be justified with the ongoing trend of after-sales service differentiation
in modular designed system environments. This differentiation manifests itself in mainte-
nance service activity decomposition in specialized and modular system environments such
as aviation or defense industry. Due to the specialization, upon a failure of a system, once
the cause of the failure is diagnosed, the corresponding failed module is handled distinctly
for each type. In Keizers et al. (2009), it is reported that there were 75 repair shops spe-
cialized in the repair of different parts/projects in the Dutch Royal Navy Maintenance and
Repair Organization. Similarly, in a case study conducted in the MRO department of the
Canadian Airforce (Safaei et al. 2011), it has been observed that the skilled technicians are
divided into many trades (i.e. weapons and electrical armament, airframe mechanical, air-
frame electrical, propulsion and avionics/electronics), and each trade group is then divided
into subgroups that are responsible for the overhaul of different types of components/parts.

Note that this single item repair-to-stock modeling approach can be simply generalized
to multi-item/multiple parts setting by building separate single-item models for each item
type, and summing up the total costs of each single item model, under the assumption that
a separate repair shop unit and a spare unit stock is operated for each different unit type
and the failures due to the different unit types, their repair process and the relevant capac-
ity/availability decisions are independent.

Similar quantitative models and solutions are used in the analysis of the control of
produce-to-stock or make-to-stock systems; Buzacott and Shanthikumar (1993) and Altiok
(1997) provide comprehensive overviews of the stochastic models used for the capacity and
base stock level decision problem for make-to-stock systems.
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3 Fixed capacity mode

In this paper we assume that the number of systems that MSP is responsible for, is quite
large, whereas the probability of the component failure of a given system in a unit time is
quite low. This justifies our modeling approach, where the component failures come from
an infinite population of systems, and the total stream of system failures due to the critical
components follow a Poisson process with a constant rate: λ. This is in line with the existing
assumptions in the literature, (Sherbrooke 1992; Muckstadt 2005), which already have been
shown to be reasonable if the total number of the systems is large and the mean time between
failures (MTBF in short) due to the critical parts/units is quite long (compared to the down-
times).

If a component failure is followed up with an out-of-stock situation, the demand for the
ready for use component will be backordered. We assume that the replacement times (of
the defective and ready-for-use critical components) and the transportation times from the
repair shop to the customer sites, where the systems are located (or vice versa) are negligible.
Each defective component requires an exponentially distributed service time from the repair
shop and the repair shop cannot work on more than one repair simultaneously. Therefore
the defective units that require repair have to wait for their turn in order to get serviced in
the repair shop. A First-Come-First-Served (FCFS) policy is used for the service order of
the defective components. We model the repair shop as a single server Markovian queue.
The capacity of the repair shop determines the speed of the repair service. Therefore the
processing rate μ is considered as the capacity level of the repair shop.

Due to the low demand for the repair of the defective units, the high holding and back-
order costs, we adopt a continuous review base-stock policy with a base stock level S to
control the spare part unit inventory. This policy is commonly used both in academic re-
search and industry (see Feeney and Sherbrooke 1966; Muckstadt 2005).

In this paper, we will use the notation of C to denote the capacity policy. The total rele-
vant cost function, TRC, is a function of C and S, and is the sum of capacity related costs
(CRC(C)), down-time costs (DTC(C, S)) and holding costs (HC(S)).

In the fixed capacity mode, C is a single variable, since the only capacity related decision
is the processing rate: μ. For the fixed capacity mode, the capacity related cost per unit time
is a linear function of the excess capacity: μ − λ, since the baseline capacity level, (λ), is
unaffected by the capacity policy. Per time unit cost of the capacity is constant and equal
to cp . Therefore, we have CRC(C) = cp(μ − λ).

The spare stock level is the major determinant of the system availability. The inventory
related decision is S. The holding cost per unit time is h, and the holding cost is a linear
function of the base stock level S, since we have an additional S number of spare units tied
up in the stock/repair shop. Hence, we have HC(S) = hS.

The down-time costs (loss of production at the customer) due to the backorder of the
spare components is equal to B per time unit, and we assume that B > h. Per unit time down-
time related cost, DTC(C, S) is derived from the number of defective units in the repair shop.
Let Nd denotes the number of defective units in the repair shop and P {Nd = n | μ} denotes
the probability that there are n defective units at an arbitrary point of time given that the
capacity level is μ. Since we model the repair shop as an M/M/1 queue, Nd is identical
to the number of customers in a queue with a traffic ratio of ρ = λ/μ. Hence, we have the
following:

P {Nd = n | μ} = (1 − ρ)ρn, n = 0,1,2, . . . (1)
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The expected number of systems that are in down state due to stock out of spare components
at an arbitrary point of time can be found from (1) as follows:

E
(
(Nd − S)+ | C

) =
∞∑

n=S+1

(n − S)(1 − ρ)ρn = λρS

(μ − λ)

For each system that is down due to the failure and the concomitant shortage of the critical
component, a cost of B is incurred per unit time. Hence, the average down-time related cost
per unit time can be found as follows:

DTC(C, S) = B
(
E

(
(Nd − S)+ | C

)) = B
λρS

(μ − λ)

Given these cost components and the decision variables, the problem of the MSP can be
formulated as follows:

min
C,S

TRC(C, S) = CRC(C) + DTC(C, S) + HC(S) = cp(μ − λ) + B
λρS

(μ − λ)
+ hS

s.t. S ∈ N

C = μ > λ

(2)

Property 1 For a given μ > λ, TRC(C, S) is convex in S and for a given S ≥ 0, TRC(C, S)

is strictly convex in μ.

Proof The proof is given in online Appendix A. �

Property 2 For S, μ ∈ R+ and μ > λ, TRC(C, S) is a jointly convex function of μ and S.

Proof The proof is given in online Appendix A. �

Based on these properties, the optimization problem in (2) can be solved with the Search
Procedure-I explicated in the online Appendix A.

3.1 The base case scenario and the experimental design

In our computational study, we take the unit time as a week and normalize the mean arrival
rate for the sub-system failures (not from one system but the cumulative failures in the whole
environment) as λ = 1 (failures per week). The parameter values in the base case scenario
are based on the following scenario: Suppose that the system has a value of € 1.000.000,
and that the value of the critical component unit is € 50.000. The economic lifetime of the
system is assumed to be 10 years, and the cost of the capital good represents 25 % of the
total costs. The firm sells the products at a price that is 3 times the total production costs.
If the capital good is in use for 16 hours a day, 6 days a week and 50 weeks a year, then
the capital good related costs are € 20.83 per hour and the lost revenue due to down-time
is approximately € 250 per hour and € 24.000 per week. For the cost of the workforce
capacity of the repair shop, we assume a wage of € 60 per hour per operator and assume
that a repair of a failed component takes 80 hours on the average. Assuming a capital rate
of 25 % per year, stock keeping cost of a spare unit is around € 240 per week. If we scale
the parameter for the cost of workforce per repair to one, we can express the values for
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Table 1 Values of the cp , h and B instances (the base-case scenario is highlighted)

cp 1

h 0.025 0.05 0.25

B/h 50 100 200 50 100 200 50 100 200

Table 2 The optimal base stock level (S∗
F

) and capacity level (μ∗(S∗
F

)) decisions and the resulting costs
(TRC∗

F
) for the total of 9 scenarios

h = 0.025 h = 0.05 h = 0.25

S∗
F

μ∗(S∗
F

) TRC∗
F

S∗
F

μ∗(S∗
F

) TRC∗
F

S∗
F

μ∗(S∗
F

) TRC∗
F

B/h = 50 12 1.36 0.75 9 1.50 1.08 5 2.08 2.67

B/h = 100 14 1.37 0.80 10 1.54 1.16 5 2.26 2.85

B/h = 200 15 1.40 0.86 11 1.58 1.24 6 2.27 3.06

the down-time and stock keeping costs as a multiple of this normalized parameter, which
would create the base case parameters, where cp = 1, h = 0.05 and B = 5. Around the base
case scenario, we create our test bed, which consists of a total of 9 scenarios. These different
scenarios explore the effects of different h and B

h
ratios around the base case, and we assume

that both B and cp are higher than the holding cost h per unit time. The h ratios range from
0.025 to 0.25 and B/h ratios range from 50 to 200. The values of B and cp instances that
are examined are given in Table 1.

3.2 Results

After Search Procedure-I, described in online Appendix A, is conducted for each of these
nine scenarios, we find the optimal S∗, μ∗(S∗) and the resulting total relevant costs per unit
time. From now on, we use the notation of TRC∗

F = TRC(C∗, S∗
F ) in order to denote the

minimum cost rate achieved under the first (fixed) capacity mode for given cost parameters.
Accordingly, S∗

F denotes the corresponding optimal stock level for spare units and C∗ =
μ∗(S∗

F ) refers to the optimal capacity choice. Table 2 gives S∗
F , μ∗(S∗

F ) and TRC∗
F values

for all 9 scenarios.
Each cost result tabulated in Table 2 serves as a reference point to assess the prospects

of the flexibility options in the other capacity modes. In the next section, we set out our
analysis to investigate the cost saving possibilities in the second, namely periodic two level
capacity mode.

4 Two-level capacity mode

Recall that the operations at the repair shop level are modeled as a single server exponential
queue. Under the two-level capacity policy, the repair shop operates as a Markovian queue
that updates its service rate periodically according to its workload. Without any constraints
on the waiting room capacity, the performance evaluation of the repair shop operation would
necessitate infinite sums of Bessel functions, which would make the numerical computations
intractable, time-consuming and difficult. However, it is known from the literature (i.e. Stern
1979) that the transient and steady state behaviors of a Markovian queue with an infinite
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waiting room can be approximated with that of the same queue but with a finite waiting
room. Hence, we model the system as a Markovian queue with a finite waiting room K

and periodically adjustable service rates. As it will be discussed in online Appendix C, the
computational results are verified with an extensive simulation study; and the results suggest
that the approximate model with a finite waiting room approximates the actual model with
an infinite waiting room almost perfectly for all experimental test bed, even with very high
traffic ratios.

4.1 Capacity provision mechanism

Our capacity provision mechanism has a periodic nature: at equidistant points in time, the ca-
pacity provider must be ready to supply an agreed amount of capacity that covers the whole
period, that is to say until the next equidistant point. The use of this reserved capacity is
decided instantaneously at these equidistant supply points. We assume that the capacity
provider can offer a set θ of possible period lengths, from which the service provider can
choose.

The decision on the use of contingent capacity cannot be known in advance with cer-
tainty, and this uncertainty causes an opportunity cost, because that capacity could be used
somewhere else if it was not reserved for that period.

The opportunity cost is denoted by oc(D,�,α), which is always greater than or equal
to zero. D denotes the period length, � > 0 represents the maximum opportunity cost per
time unit due to the availability of the capacity at the start of each period, and α > 0 reflects
the decreasing rate of the opportunity cost with period length. Many functional forms are
available for the opportunity cost function (i.e. inverse proportional, linear or exponential)
in the labor economics literature (Rosen 1986). In this paper we assume that opportunity
cost function has an inverse proportional structure (oc(D,�,α) = �/(1 +αD)). Due to the
opportunity cost function, the total contingent capacity costs per time unit, cc , is elevated:
cc = cp + oc(D,�,α) and higher than the permanent capacity cost.

4.2 Model, two-level capacity policy and problem formulation

A periodic, two-level capacity policy, C = [D,μl,μh, �π], consists of a period length D,
a low and a high service rate pair (μl,μh) and a policy vector, �π . The ith row of the policy
vector �π denotes the action (0 or 1) that the repair shop will take when there are (i) defective
units in the system for i = 0,1,2, . . . .

Under a given policy C = [D,μl,μh, �π ], the number of defective units is observed at
the start of each period. If there are i number of defective units and �π(i) = 0, then we
deploy only the permanent capacity: μl , and if �π(i) = 1, we deploy permanent + contingent
capacity: μh. Figure 1 illustrates the system under study. For the stability, we assume that
μh > λ.

The total relevant cost function, TRC, is a function of C and S, and is the sum of capacity
related costs (CRC(C)), down-time costs (DTC(C, S)) and holding costs (HC(S)). Given
these cost components and the decision variables, the problem of the MSP can be formulated
as follows:

min
C,S

TRC(C, S) = CRC(C) + DTC(C, S) + HC(S)

s.t. S ∈N

C = [D,μl,μh, �π ]
μh > λ, μh > μl, D ∈ θ ,

�π(i) ∈ {0,1} for i = 0,1,2, . . .

(3)
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Fig. 1 Illustration of the system under the periodic two level capacity mode

CRC(C) and HC(S) can be easily determined, however it is hard to find an explicit expres-
sion for DTC(C, S). We solved this problem by decomposing problem (3) into sub-problems
and formulating each sub-problem as a MDP.

For each possible D, S, μl and μh, we can write the following sub-problem:

min
�π

TRC(C, S) = CRC(C) + DTC(C, S) + HC(S)

s.t. C = [D,μl,μh, �π ]
�π(i) ∈ {0,1} for i = 0,1,2, . . .

(4)

Let �π∗(D,S,μl,μh) denote the �π that minimizes (4) for given D,S,μl and μh. If
�π∗(D,S,μl,μh) is found for all possible D,S,μl and μh, the optimal solution to prob-
lem (3) can be found from:

min
D,μl,μh,S

TRC(C, S) = CRC(C) + DTC(C, S) + HC(S)

s.t. S ∈N

C = [
D,μl,μh, �π∗(D,S,μl,μh)

]

μh > λ, μh > μl > 0, D ∈ θ

(5)

Next, for a given base stock level S, period length D ∈ θ , μl and μh, we reformulate the sub-
problem given in (4) as a discrete time, average reward, infinite horizon Markov Decision
Process (MDP) in order to find the optimal capacity policy �π∗(D,S,μl,μh) under cost
parameters (cp , B , h, � and α). In the remainder of this section, we will use only �π∗ to
denote the optimal policy vector: �π∗(D,S,μl,μh).

Let W denote the state space. In our MDP formulation, the state refers to the num-
ber of defective units at the repair shop at the start of each period. Therefore, we have
W = {0,1,2, . . .}. Similarly, let A denote the action space. At each state, the action a ∈ A
determines whether the contingent capacity is deployed in that period. Therefore, we have
A = {0,1}, where “a = 0” implies that only permanent capacity (μl) is deployed, whereas
“a = 1” implies that permanent + contingent capacity is deployed (μh).

We model the problem under the average cost criteria as follows:

g(s) = TRC
(
C

[
D,μl,μh, �π∗], S

) = min
π

lim
T →∞
γ→1

1

T
Eπ

(
T∑

n=1

γ nr(sn, an)

)

(6)
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Here g(s) indicates the optimal average cost with an initial state s ∈ W, �π is any type of
policy, sn ∈ W is the state in period n, 0 < γ ≤ 1 is the discount factor, an ∈ A is the action in
period n and r(sn, an) is the expected immediate costs of taking action an in state sn. As will
be shown in the subsequent sub-sections, the state information (number of defective parts)
sn, combined with the action taken an, is sufficient to derive the expected period costs. By
sufficiency we mean that any additional information (such as the time information of each
of the component failures) does not change the expected period costs.

In this MDP formulation, the optimality equation can be written as below:

g(s) = lim
γ→1

min
a∈A

{
r(s, a) + γ

∑

s′∈W

p
(
s ′ | s, a)

g
(
s ′)

}
(7)

In Eq. (7) above, g(s ′) is the optimal discounted value starting in state s ′ ∈ W for the infinite
horizon problem, r(s, a) is the expected immediate cost of taking action a ∈ A at state s ∈ W
and p(s ′ | s, a) is the probability that the state will be s ′ in the next period given the current
state is s and action a ∈ A is taken. The following theorems show the existence of an optimal
deterministic policy:

Theorem 1 The underlying MDP in (6) is communicating for μh > 0 (see online Ap-
pendix B for the proof).

Theorem 2 Under the average cost criteria, an optimal deterministic policy exists for prob-
lem (6) (see online Appendix B for the proof).

Based on these theorems it can be concluded that the underlying MDP in (6) is commu-
nicating for μh > 0 and thus, under the average cost criteria, an optimal deterministic policy
exists for problem of type (5).

If the r(s, a) and p(s ′ | s, a) values for every s, s ′ ∈ W and a ∈ A are given, the optimal
capacity policy �π∗ and the minimum cost: g, for each S,D,μl and μh combination can be
found from the value iteration and/or the policy iteration algorithms from the literature (see
e.g. Puterman 1994). Therefore, for each base stock level S, period length D ∈ θ , μl and
μh capacity level combinations, we derive: p(s ′ | s, a) and r(s, a) values for every s, s ′ ∈ W
and a ∈ {0,1}. Next the necessary r(s, a) and p(s ′ | s, a) parameters will be derived for a
given state and action.

4.2.1 Numerical derivation of the transition probabilities in the MDP formulation

In this subsection, we elucidate how we derive p(s ′ | s, a) for a given base stock level S,
period length D ∈ θ , μl and μh capacity levels. At each period and in each state, we have
two possible actions: a ∈ {0,1}. When a = 0, then the repair shop’s capacity level is μl and
otherwise it is μh. With the finite waiting room approximation, we have the state parameters:
s, s ′ ∈ {0,1, . . . ,K}, which denote the total number of defective units waiting to be repaired.

For an M/M/1/K system, let Nd(t) denote the number of defective units present at
time t . The service rate is set to μl (μh) at the start of period number n = 1,2, . . . if the
action taken at the start of period n, an is equal to 0 (equal to 1). When the service rate is
set to μl (μh), the behavior of Nd(t) in this dynamic system is identical to the behavior of
the number of defective units at time t (t < D) in a repair shop under fixed capacity regime
with a constant service rate of μl (μh). Therefore, next we analyze the transient behavior of
the Nd(t) with a constant service rate.



196 Ann Oper Res (2015) 231:185–206

Let Pij (t,μ) indicates the probability that there will be j defective units at time t given
that there are i defective units at the beginning, when a constant service rate of μ is used.
We will use numerical methods for the computation of the Pij (t,μ) values.

For all i = 0,1, . . . ,K , Pij (t,μ) satisfies the following Kolmogorov equations:

if j = 0: Pi0(t,μ) = Pi1(t − dt,μ)μdt + Pi0(t − dt,μ)(1 − λdt)

if 0 < j < K: Pij (t,μ) = Pi(j−1)(t − dt,μ)λdt + Pi(j+1)(t − dt,μ)μdt

+ Pij (t − dt,μ)
(
1 − (λ + μ)dt

)

if j = K: PiK(t,μ) = Pi(K−1)(t − dt,μ)λdt + PiK(t − dt,μ)(1 − dt)

(8)

After some algebra we obtain the following set of differential equations for i = 0,1, . . . ,K :

if j = 0: dPi0(t,μ)

dt
= Pi1(t,μ)μ − Pi0(t,μ)λ

if 0 < j < K: dPij (t,μ)

dt
= Pi(j−1)(t,μ)λ + Pi(j+1)(t,μ)μ − Pij (t,μ)

(
(λ + μ)

)

if j = K: dPiK(t,μ)

dt
= Pi(K−1)(t,μ)λ − PiK(t,μ)μ

(9)

The differential equations given in (9) can then be represented in matrix multiplication form
as follows:

dP (t,μ)

dt
= P (t,μ)Q, with

Q =

⎛

⎜
⎜⎜
⎜⎜
⎝

−λ λ 0 · · · 0
μ (−μ − λ) λ 0 · · ·
0 μ (−μ − λ) λ · · ·
...

...
...

...
...

...

0 · · · · · · 0 μ −μ

⎞

⎟
⎟⎟
⎟⎟
⎠

(K+1)(K+1)

(10)

It is well known in the literature (Kulkarni 1995) that the solution for this equation is given
by:

P (t,μ) = eQt =
∞∑

n=0

Qn

n! tn (11)

In order to escape from the infinite summation in (11), we will use matrix decomposition
techniques (Neuts 1981). Since Q is a tri-diagonal matrix of a birth-death process, we know
that it has K + 1 distinct eigenvalues (Ledermann and Reuter 1954). The maximum of
these eigenvalues is equal to zero, and the minimum of them is greater than (−2(μ + λ)).
Since matrix Q has K + 1 different real eigenvalues, it has K + 1 mutually independent
eigenvectors, as well.

Let ξj and rj be the j th eigenvalue and its corresponding orthonormal right eigenvector
for 0 ≤ j ≤ K . Let V denote the diagonal matrix with diagonal entries equal to the eigenval-
ues (ξj ’s) of Q and R denote the matrix that consists of right eigenvectors (j th column of R

is equal to the rj ). From matrix eigen-decomposition theory, we can write Q = RV (R)−1.
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Hence, by using Taylor series expansion, (11) can be rewritten as:

P (t,μ) = eQt = eRV (R)−1t = ReV t (R)−1 (12)

where eV t is the (K +1)× (K +1) diagonal matrix, where the j th diagonal element is equal
to eξj t .

The derivation of the Pij (t,μ) holds for an arbitrary t under a system with a constant
service rate μ. Since we are interested in the transition probabilities of the discrete-time,
infinite-horizon and average cost MDP that is formulated above, we can state the following
for given period length D ∈ θ , low and high capacity levels μl and μh and for any states
(i.e. number of defective units) s and s ′ ∈ {0,1, . . . ,K}:

p
(
s ′ | s,0

) = Pss′(D,μl) and p
(
s ′ | s,1

) = Pss′(D,μh) (13)

Next, we derive the expected immediate periodic cost rate function: r(s, a).

4.2.2 Numerical derivation of the periodic cost rate function in the MDP formulation

Here, we derive the cost rate of a period that results from taking action a ∈ {0,1} in state s ∈
{0,1, . . . ,K}. In the MDP literature these types of costs are called immediate costs (rewards)
since they are mostly immediate consequences of the state and the action combinations. In
our problem, the resulting costs are not the immediate consequence of the actions; however
the expected costs can be directly calculated for each state and action combination.

The relevant costs that have to be included are the holding costs, down-time related costs
and the capacity related costs. First, note that the holding cost is independent from either
the state or the action taken. No matter what the state/action is, there are S spare units
in this environment. Therefore hS, holding costs per unit time is incurred in each period
independent from the state and the action. The second part, the capacity cost rate per unit
time in a period, is only dependent on the action taken at the start of a period. For given
μl and μh, if (a = 0), then the capacity related cost rate, c(a), in that period will be equal
to cp(μl − λ). On the other hand, if (a = 1), then the capacity related cost rate will be
equal to cp(μl − λ) + cc(μh − μl). Recall that we take only the capacity above λ into the
consideration. The last part of TRC is the average down-time related cost rate in a period,
and it is dependent on both state s ∈ {0,1, . . . ,K} and the action a ∈ {0,1} taken.

Recall that we pay B per time unit for each backordered defective unit in the envi-
ronment. For a given base stock level S, given capacity levels (μl , μh) and given period
length D, the expected immediate down-time related cost rate per unit time: dtc(s, a), start-
ing at state s with action a taken, can be calculated as follows:

dtc(s, a) = B

D

∫ D

t=0

(
K∑

n=S

P
{
Nd(t) = n | s, a}

(n − S)

)

dt (14)

Here P {Nd(t) = n | s, a} is the probability that there are n number of defective units in the
system after t time units from the start of a period, given the (s, a) state-action combination
at the start of that period. In the following, we provide a practical method to calculate (14).
We can rewrite (14) as below:

dtc(s, a) = B

K∑

n=0

(
(n − S)+)∫ D

t=0

1

D
P

{
Nd(t) = n | s, a}

dt
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= B

D

K∑

n=0

(
(n − S)+)(

Ra

∫ D

t=0
eVatdt (Ra)

−1

)

s,n

= B

D

K∑

n=0

(
(n − S)+)(

Rae
Ṽa (Ra)

−1
)
s,n

(15)

In (15), Ra and Va matrices are the corresponding eigenvector and eigenvalue matrices of
the transition rate matrix of a M/M/1/K queuing system with a service rate of μl if action
(a = 0) and with a service rate μh if action (a = 1) is taken. Therefore, we have P {Nd(t) =
n | s, a} = Psn(D,μl) for a = 0 and P {Nd(t) = n | s, a} = Psn(D,μh) for a = 1.

Note that Ṽa is a different matrix than Va . Suppose {ξ0, ξ1, . . . , ξK} are the diagonal
entries of the eigenvalue matrix Va . In such a case, the diagonal entries of Ṽa will be
{∫ D

t=0 eξ0t dt,
∫ D

t=0 eξ1t dt, . . . ,
∫ D

t=0 eξK tdt}.
Hence if the eigenvalue j , ξj = 0, then the corresponding j th element of Ṽa will be equal

to D; whereas if ξj < 0 then the corresponding j th element of Ṽa will be equal to e
ξj D−1

ξj
.

Due to the numerical procedures described above, the derivation of expected period cost
rate r(s, a) = hS + c(a)+dtc(s, a) can be found for all states: s ∈ {0,1, . . . ,K}, for all pos-
sible actions a ∈ {0,1}, for given stock level: S, given period length: D and given capacity
levels: μl and μh.

After the computation of all r(s, a) values and transition probabilities: p(s ′ | s, a), the
optimality equation in (7) can be solved with the existing policy iteration algorithms in the
MDP literature, in order to find the optimal solution to the sub-problem in (4).

4.2.3 Search procedure for the two-level capacity policy

After formulating the MDP problem for the sub-problem (4), next we describe the search
procedure that finds the optimal solution to the overall problem in (3).

Previously, we have discussed that the capacity provider can supply the agreed amount
of contingent capacity at a given frequency. This frequency is determined by the period
length D, which is chosen from θ , the set of candidate period lengths offered. In our research
we assume θ = {0.5,1,1.5, . . . ,4.5,5}. These values are scaled to the normalized inter-
arrival time: 1

λ
= 1. Thus, a period length of D = 1 corresponds to the mean inter-arrival

time of system failures due to the component in concern.
The numerical approach that has been followed enforces us to select a limited number

of values for investigation from the full range of possible values for capacity levels: μl

and μh. In the search procedure, for each inventory level S, we created the sets Fl and Fh,
for the low and high capacity levels (μl and μh), respectively. The candidate values in the
sets are generated according to the reference capacity level: μ∗(S), calculated for each S ∈
{0,1, . . . ,K}. μ∗(S) is the capacity level that minimizes the TRC under a given S, in the
single, fixed capacity model.

While generating the candidate capacity level sets Fl and Fh, we followed the fol-
lowing reasoning. For a given S and given period length D, μl and μh should satisfy:
μl ≤ μ∗(S) ≤ μh. Otherwise if both levels are below μ∗(S) or are above μ∗(S), the result-
ing total costs under two level capacity: TRC(C, S) will be more than the total cost under
fixed capacity policy with μ∗(S). Therefore we have μl ∈ [0,μ∗(S)] and μh ∈ [μ∗(S),∞).

For a given stock level S, 8 equidistantly scattered candidate capacity levels lower than
μ∗(S) are explored. The distance between each candidate lower capacity level is taken equal
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to: μ∗(S)

10 . If μ∗(S) had been the capacity level deployed under the assumption that all workers

worked 5 days a week on a full time basis, a decrement of μ∗(S)

10 in total capacity can be
interpreted in many ways, such that the same workforce team is working half a day less (4.5
days) each week or the size of the workforce team is reduced 10 %, or a combination of
both. Similar to the candidate lower capacity level set, candidate upper capacity level set
consists of 8 equidistant levels higher than μ∗(S). Since the search region for possible μh

values are unlimited from above, we used a distance between μh candidates that is twice
the distance between μl candidates. Discretization of the search space for the lower and
the upper capacity levels lead to a total of 64 (μl , μh) pairs for each S, where μl ∈ Fl and
μh ∈ Fh. For each base stock level S, period length D ∈ θ and (μl , μh) pair, sub-problem
(4) is solved in step 2, where the optimal policy �π∗ is found with the help of the MDP
formulation of the sub-problem in (6). After (4) is solved with the MDP formulation of (6)
for given: S ≤ K , D ∈ θ , μl ∈ Fl and μh ∈ Fh, we find the optimal parameters (S∗, D∗, μ∗

l

and μ∗
h) by brute force search in steps 2 and 3 from the Search Procedure-II. These steps

complete the solution procedure for the optimization problem (3). With this procedure, for
each h, B , cp,�, α combination, MDP is carried out 64 × 10 × K + 1 times, which takes
approximately 5 minutes with an Intel i7 Core processor with 2.10 GHz CPU.

Search Procedure-II

1. Follow steps a and b:

(a) Let μ∗(0) = λ +
√

λB
cp

denote the μ that satisfies: ∂TRC(C,0)

∂μ
= 0 from TRC(C, S) in

Eq. (A3) when S = 0.
(b) For every S ∈ {1,2, . . . ,K}:

Set μ∗(S), which is the μ that satisfies: ∂TRC(C,S)

∂μ
= 0 from TRC(C, S) formula

given in (2).

2. For every S ∈ {0,1,2, . . . ,K} follow the steps a and b:

(a) Create the Fl and Fh sets from μ∗(S) values as follows:

Fl =
{

2

10
μ∗(S),

3

10
μ∗(S),

4

10
μ∗(S), . . . ,

8

10
μ∗(S),

9

10
μ∗(S)

}

Fh =
{

12

10
μ∗(S),

14

10
μ∗(S),

16

10
μ∗(S), . . . ,

24

10
μ∗(S),

26

10
μ∗(S)

}

(b) For every D ∈ θ , μl ∈ Fl and μh ∈ Fh solve the sub-problem (4) using policy itera-
tion and obtain the corresponding �π∗.

3. After solving the sub-problem (4) for all D ∈ θ , μl ∈ Fl and μh ∈ Fh, we can find the
minimum cost for given S, TRC(C∗(S), S) as follows:

TRC
(
C∗(S), S

) = min
D∈θ ,μl∈Fl,μh∈Fh

(
TRC(C, S) : C = [

D,μl,μh, �π∗])

4. After TRC(C∗(S), S) for all S ∈ {0,1,2, . . . ,K} are found, we can find S∗, and C∗(S∗) =
[D∗,μ∗

l ,μ
∗
h, �π∗] values as follows:

TRC
(
C∗(S∗), S∗) = min

S∈{0,1,2,...,K}
TRC

(
C∗(S), S

)
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5 Computational study

In this section, we use the analysis and the results provided in the previous section in order
to assess the performance of the periodic two level capacity mode and to assess the potential
cost benefits that can be gained using flexible capacity. In the end, we compare the cost per-
formance of this mode with the minimum cost rate achieved under the fixed capacity mode,
TRC∗

F . Recall that we have cc = cp + oc , where oc = �
1+∝D

, with �: maximum opportunity
cost per time unit due to the availability of the capacity at the start of each period and α: rate
of decrease of the opportunity cost with period length (the higher this value, the lower the
additional contingent capacity cost is for the same period length D).

In our computational study, we normalize the arrival rate for the subsystem failures in the
whole environment, λ = 1 (failures per time unit) as well as the unit permanent capacity cost
per time unit, cp = 1. The other parameters are scaled according to normalized λ and cp .
Similar to Sect. 3, we have λ = 1 (failures per time unit), cp = 1 and we analyze a total
of 9 scenarios with 3 different B/h values and 3 different h values, which are already
demonstrated in Table 1. For each of these 9 scenarios and different (�,α) combinations,
we execute our solution procedure to find the capacity policy parameters, (D,μl,μh, k) and
S that yield the minimum total costs.

5.1 Discussions on the results of numerical study

For each of the nine scenarios (h, B/h combinations) we determined the potential cost
savings that can be obtained by using a periodic two level capacity policy compared to
the fixed capacity policy, with different values of � and α. Table 3 gives the maximum
percentage savings that the periodic two level capacity policy can bring for all 9 differ-
ent B and h scenarios, for � = 0, 0.25, 0.5 and 1 and α = 0, 1 and 2, when cc is an
inversely proportional function of the period length. Suppose for given cost parameters
(B , cp , � and α), TRC∗

2 represents the minimum total costs that can be achieved from Search
Procedure-II. After TRC∗

2 is found, the percentage savings in Table 3 can be calculated from:
(TRC∗

F
−TRC∗

2)

TRC∗
F

.

It can be observed that total costs can be reduced up to a great extent with the two level
capacity policy. From our numerical results, we see that from 30 % up to 75 % savings in
total costs can be achieved compared to the minimum fixed capacity policy costs, in case
capacity flexibility costs are zero. We observe that the percentage savings seem to decrease
with holding cost rate h. This is due to the fact that for higher holding cost rate h, although
two level capacity mode can achieve more cost savings, percent wise it is smaller, since
the reference cost parameter, TRC∗

F , is greater and the share of the holding costs (HC) in
TRC∗

F is bigger. We also notice that the savings increase with the elasticity factor α. The
more elastic the wage is with respect to the period length, the cheaper the contingent ca-
pacity gets for longer period lengths. Similarly, the maximum opportunity cost �, increases
the price of the contingent capacity, which leads to a decline in the percentage savings, as
well.

The down-time related cost rate B seems to increase the percentage savings in general,
however there are some contradictory instances where the percentage savings decrease with
higher B . These exceptions can be due to the discrete nature of the parameters over the
problem is optimized, however to gain a full picture of the interaction between B and savings
in TRC, further experiments can be necessary.

In the table, we can see that the best periodic two level capacity policy outperforms the
best single level capacity for all instances (with different B , h, � and α values). From the
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Table 3 Maximum percentage savings using the periodic two level capacity policy, for B/h = 50, 100 and
200; h = 0.025, 0.05 and 0.25; � = 1, 0.5, 0.25 and 0; α = 0, 1, and 2

B/h = 50 B/h = 100 B/h = 200

h = 0.025 � = 1 α = 0 36 % 39 % 41 %

α = 1 44 % 46 % 47 %

α = 2 49 % 50 % 52 %

� = 0.5 α = 0 46 % 48 % 50 %

α = 1 52 % 54 % 55 %

α = 2 56 % 57 % 59 %

� = 0.25 α = 0 56 % 57 % 59 %

α = 1 60 % 61 % 63 %

α = 2 64 % 64 % 65 %

� = 0 all α 75 % 75 % 75 %

h = 0.05 � = 1 α = 0 35 % 38 % 40 %

α = 1 41 % 43 % 45 %

α = 2 45 % 47 % 48 %

� = 0.5 α = 0 45 % 47 % 48 %

α = 1 50 % 52 % 52 %

α = 2 53 % 55 % 56 %

� = 0.25 α = 0 53 % 55 % 56 %

α = 1 57 % 58 % 59 %

α = 2 60 % 61 % 61 %

� = 0 all α 68 % 68 % 68 %

h = 0.25 � = 1 α = 0 30 % 31 % 33 %

α = 1 32 % 34 % 35 %

α = 2 37 % 38 % 38 %

� = 0.5 α = 0 37 % 38 % 38 %

α = 1 37 % 39 % 41 %

α = 2 43 % 43 % 43 %

� = 0.25 α = 0 43 % 43 % 43 %

α = 1 43 % 43 % 45 %

α = 2 46 % 47 % 46 %

� = 0 all α 50 % 50 % 49 %

other extrapolated numerical studies which are not listed on the table, we observe that two
level capacity flexibility starts to become costlier compared to the fixed capacity mode, when
the cost of the contingent capacity is extremely high compared to the permanent capacity
cost (i.e.: �

cp
> 15) and when the contingent capacity is rather insensitive to the period length

(i.e. α = 0.5 and lower). The reason of such an underperformance is due to the fact that in
the two level policies, even if the contingent capacity is prohibitively expensive, the use of
the contingent capacity cannot be avoided, since the permanent capacity level is too low
when deployed alone. On the other hand, if μ∗(S) was added to the lower capacity level set,
Fl , then the under-performance of two-level capacity policy compared to a fixed capacity
would be avoided.
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Table 4 The optimal values of the parameters (S∗, D∗, k∗ , μl and μh) for the periodic two level capacity
policy for B = 5 and h = 0.05 (B/h = 100)

B = 5, B/h = 100

Single level S∗
F

= 10 μ∗(S∗
F

) = 1.54

Two level S∗ D∗ k∗ μ∗
l
(S∗) μ∗

h
(S∗)

� = 0 All α 6 0.5 4 0.35 3.89

� = 0.25 α = 0 6 0.5 5 0.53 4.60

α = 1 6 0.5 5 0.53 4.60

α = 2 6 0.5 4 0.35 3.89

� = 0.5 α = 0 7 0.5 6 0.85 4.41

α = 1 6 0.5 5 0.71 4.60

α = 2 6 0.5 5 0.53 4.60

� = 1 α = 0 8 0.5 7 0.98 4.25

α = 1 7 0.5 6 0.85 4.07

α = 2 7 0.5 6 0.85 4.41

Table 5 The optimal values of the parameters (S∗, D∗, k∗ , μl and μh) for the periodic two level capacity
policy for B = 25 and h = 0.25 (B/h = 100)

B = 25, B/h = 100

Single level S∗
F

= 10 μ∗(S∗
F

) = 1.54

Two level S∗ D∗ k∗ μ∗
l
(S∗) μ∗

h
(S∗)

� = 0 All α 4 0.5 3 0.50 5.97

� = 0.25 α = 0 4 0.5 3 0.50 5.97

α = 1 4 0.5 3 0.50 5.97

α = 2 4 0.5 3 0.50 5.97

� = 0.5 α = 0 4 0.5 3 0.75 5.47

α = 1 4 0.5 3 0.75 5.47

α = 2 4 0.5 3 0.50 5.97

� = 1 α = 0 5 0.5 4 0.91 5.43

α = 1 5 0.5 4 0.91 4.53

α = 2 4 0.5 3 0.75 5.47

It can be concluded that the two level capacity policies bring savings compared to TRC∗
F ,

at different magnitudes, especially with low maximum opportunity costs (�) and high elas-
ticity parameters (α > 0).

Finally, we explore further how the optimal policy parameters change under the optimal
periodic two level capacity mode compared to the single level capacity mode for different
cost parameter settings. In Tables 4, 5, 6, 7, we show how the optimal two level capacity
mode policy parameters (S∗, D∗, k∗, μ∗

l and μ∗
h) differ with various (�,α) combinations

and different and h scenarios. The data in the tables illustrate that under the optimal policies
pertaining to the two level capacity mode, the cost savings compared to TRC∗

F come from
both less capacity deployment as well as less spare unit inventory holding costs. It can be
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Table 6 The optimal values of the parameters (S∗, D∗, k∗ , μl and μh) for the periodic two level capacity
policy for B = 5 and h = 0.025 (B/h = 200)

B = 5, B/h = 200

Single level S∗
F

= 10 μ∗(S∗
F

) = 1.54

Two level S∗ D∗ k∗ μ∗
l
(S∗) μ∗

h
(S∗)

� = 0 All α 7 0.5 5 0.34 4.41

� = 0.25 α = 0 8 0.5 6 0.65 4.25

α = 1 7 0.5 5 0.51 4.07

α = 2 7 0.5 5 0.51 4.07

� = 0.5 α = 0 8 0.5 7 0.82 4.25

α = 1 9 0.5 7 0.79 4.12

α = 2 8 0.5 6 0.65 4.25

� = 1 α = 0 11 0.5 10 1.06 3.92

α = 1 11 1 9 0.90 3.62

α = 2 10 1 8 0.77 4.01

Table 7 The optimal values of the parameters (S∗, D∗, k∗ , μl and μh) for the periodic two level capacity
policy for B = 10 and h = 0.05 (B/h = 200)

B = 10, B/h = 200

Single level S∗
F

= 10 μ∗(S∗
F

) = 1.54

Two level S∗ D∗ k∗ μ∗
l
(S∗) μ∗

h
(S∗)

� = 0 All α 6 0.5 4 0.38 4.56

� = 0.25 α = 0 7 0.5 5 0.54 4.70

α = 1 7 0.5 5 0.54 4.34

α = 2 6 0.5 4 0.38 4.56

� = 0.5 α = 0 7 0.5 6 0.90 4.70

α = 1 7 0.5 5 0.72 4.34

α = 2 7 0.5 5 0.54 4.70

� = 1 α = 0 8 0.5 7 1.04 4.51

α = 1 7 0.5 6 0.90 4.34

α = 2 7 0.5 6 0.90 4.70

seen that for each of the different and h scenario and (�,α) combination, S∗ under the two
level capacity mode is less than or equal to the S∗

F , which is the optimal stock level under the
single-level capacity mode. The differences in spare unit stock levels are higher for lower h

and higher B , lower �, and higher α parameters.

5.1.1 Managerial insights

Interpreting the data in the Tables 4, 5, 6, 7 we derive the following managerial insights
about the optimal policies:

• In almost all situations, the capacity decision period takes the smallest possible value.
Apparently reaction speed is of utmost importance. This small period length is equal to
half the average repair order inter-arrival time.
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• In all situations the production switches to the high capacity level if the number of parts
in stock is one or two; this follows from (S∗ − k∗). If this situation is realized, the system
switches to an extremely high capacity level apparently with the aim to avoid an out of
stock situation. During one period in the high capacity mode the system completes on
average about 2 repair orders. Thus with a high probability stock is restored to the level
where the capacity will switch back to the low capacity mode, in one period.

• As long as the stock level is larger than one or two, the capacity resides at the permanent
capacity level; however, the value of this permanent capacity level strongly depends on the
costs of contingent capacity. If contingent capacity is cheap (� = 0, � = 0.25) the level
of permanent capacity quite low, resulting in a low processing rate of the repair orders
and a high probability of switching back to the high capacity mode. In these situations the
system stock level tends to hover around the k∗ value with about equal probability of being
in the low or high capacity mode. If contingent capacity is expensive (� = 0.5, � = 1.0)
the system decreases the probability of being in the high capacity mode by choosing a
relatively high capacity value for the permanent capacity, leading to a high repair order
completion rate close to, or sometimes even above, the repair order arrival rate. As a result,
the average time that elapses between moments where the work-in-process overshoots k∗
is quite large, and the contingent capacity is used rather infrequently.

The data in the Tables 4 to 7 suggest that the option of using contingent capacity allows
for the emergence of two separate control loops in the system. The first loop controls the out
of stock probability via the parameter values [(S − k∗), μh]; the second loop controls the
total capacity costs via the parameters [S,μl].

It seems that, under the costs scenarios considered, the value of α only plays a minor role
in the control behavior of the system; with only two exceptions, always the smallest possible
value of D (=0.5) is chosen, whereas a larger period for high α would have resulted in lower
contingent capacity costs. Apparently being able to respond fast is of utmost importance in
this system. As a result, the α does have an effect on total costs, and cost reduction is larger
for larger α, but it has only a minor effect on the decision making in the system.

6 Conclusion

In this paper, we studied the integrated inventory and capacity problem of a MSP who is
running a repair shop and is responsible for the availability of different specialized systems
in an environment, each of which contains a common critical component that is prone to
failure. The MSP is offered the possibility to have an agreement with a capacity provider that
allows the shop manager to make use of flexibility for the capacity of the repair shop. The
tactical decision problem the MSP faces is setting the spare unit inventory level, the repair
shop permanent capacity level, and the decisions related with the capacity provider (which
includes the decisions on the contingent capacity level, period length and the workload in
which the contingent capacity is hired).

First, we analyzed the fixed capacity mode, where the repair shop capacity is deployed
once and its level is fixed. We use the optimal cost performance of this fixed capacity mode
as a reference to assess the cost performance of the other flexible capacity mode.

In the periodic two level capacity mode, the results show that maximum savings (with
respect to the costs under the optimal fixed capacity policy) can range from 50 % to 75 %,
when there is no opportunity cost for the contingent capacity. The data show that maximum
savings are quite sensitive to the holding cost rate: the higher the holding costs, the lower
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the percentage savings, and they are quite insensitive to the down-time costs, at least for the
range of down-time costs studied.

A substantial part of the relative cost savings is maintained in case of nonzero capacity
flexibility costs. As could be expected, lower cost savings, (as low as 30 %), are obtained if
maximum opportunity costs for the contingent capacity is high (i.e. as high as the perma-
nent capacity costs) and is inelastic to the period length. However, for most of the nonzero
opportunity cost realizations, high cost savings, in the range around 50 %, can be obtained.

Our decision system optimizes the decision variables in the periodic two level capacity
mode, being the period length, and lower- and upper capacity level, to minimize the sum
of down-time costs, capacity costs, and inventory costs. The system in most cases chooses
the shortest period length possible, indicating the overarching importance of a fast capacity
response to the system state.

An interesting future research direction would be to generalize the single-item setting to a
multi-item setting, where the MSP can repair several types of components. Also, the analysis
of the setting can be generalized to the non-stationary demand situation. Demarcating the
saving prospects of capacity flexibility would be a remarkable contribution, since the non-
stationary demand pattern may suit better due to the complexities in the real world.
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