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Abstract Energy efficiency has become one of the most im-
portant topics in computing. To meet the ever increasing de-
mands of the mobile market, the next generation of proces-
sors will have to deliver a high compute performance at an
extremely limited energy budget. Wide single instruction,
multiple data (SIMD) architectures provide a promising so-
lution, as they have the potential to achieve high compute
performance at a low energy cost. We propose a configurable
wide SIMD architecture that utilizes explicit datapath tech-
niques to further optimize energy efficiency without sacri-
ficing computational performance. To demonstrate the effi-
ciency of the proposed architecture, multiple instantiations
of the proposed wide SIMD architecture and its automatic
bypassing counterpart, as well as a baseline RISC processor,
are implemented. Extensive experimental results show that
the proposed architecture is efficient and scalable in terms
of area, performance, and energy. In a 128-PE SIMD pro-
cessor, the proposed architecture is able to achieve an av-
erage of 206 times speed-up and reduces the total energy
dissipation by 48.3% on average and up to 94%, compared
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to a reduced instruction set computing (RISC) processor.
Compared to the corresponding SIMD architecture with au-
tomatic bypassing, an average of 64% of all register file ac-
cesses is avoided by the 128-PE, explicitly bypassed SIMD.
For total energy dissipation, an average of 27.5%, and max-
imum of 43.0%, reduction is achieved.

Keywords Wide SIMD, Explicit Datapath, Configurable,
Low Energy

1 Introduction

There is an increasing demand for running applications with
high performance requirements on systems that have rela-
tively limited resources. For example, a smart camera may
combine high resolution video sensing, low-level to high-
level vision processing, and communication within a sin-
gle embedded device. All these applications require a large
amount of computation, and yet system designers often have
to meet these requirements with a very limited energy bud-
get. Energy efficiency is thus becoming a dominant determi-
nant in the design, especially for systems that have to run on
restricted energy sources like batteries.

To provide the required high performance under a lim-
ited energy constraint, often a solution is found in wide sin-
gle instruction, multiple data (SIMD) architectures [1, 15,
18, 32]. In SIMDs, a single instruction operates on multiple
data in parallel. This enables SIMDs to exploit the data-level
parallelism present in an application. Because multiple op-
erations are carried out simultaneously, high computational
throughput can be delivered at a very low clock frequency
and thus low voltage, thereby greatly improving energy effi-
ciency [9, 22].

Another important low-power feature of wide SIMDs is
that a significant portion of the datapath and control path can
be shared between multiple processing elements (PEs).
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A wide SIMD typically consists of a control processor
(CP) and a large number of PEs. Since the PEs execute the
same instruction in each cycle, the instruction fetch and de-
code hardware can be shared between all PEs. The energy
usage of the instruction memory, which contributes a signif-
icant part to the total energy usage of a single core processor,
is amortized over multiple PEs. Furthermore the programs’
control flow is also effectively shared, as it is managed by
the CP. For a wide SIMD with hundreds of PEs, the energy
used by these shared parts (i.e., instruction fetch, instruction
decode, and control flow) becomes negligible. The largest
amount of energy is dissipated in the PE datapath, which
performs most of the useful computations, resulting in high
energy efficiency. Because of this, techniques which can im-
prove the energy efficiency of the PE datapath will be espe-
cially effective in wide SIMDs.

Since the energy usage of a wide SIMD is dominated
by PEs [9, 22], and the register file (RF) is one of the ma-
jor contributors to the PE’s energy dissipation, as will be
shown in Section 4, reducing the energy dissipation of the
RF will have a large impact on the overall energy usage of
wide SIMD architectures. Therefore, reducing the register
file’s energy usage in the context of a wide SIMD processor
is of great importance.

Explicit bypassing is a technique that can be used to re-
duce the energy usage of a register file [5, 6, 10, 33]. Tradi-
tional pipelined architectures usually have hardware bypass-
ing mechanism that can mitigate the penalty of read-after-
write hazards. Such bypassing is transparent to the software,
thus also called automatic bypassing. On the contrary, ex-
plicit bypassing directly controls the bypassing (forwarding)
network in software. Explicit bypassing has the potential to
greatly reduce the number of accesses to the RF, resulting in
a much more energy efficient RF [5, 6, 10].

We propose a programmable, highly energy-efficient,
configurable wide SIMD architecture that exploits the ex-
plicit datapath concept. A complementary tool flow com-
posed of compiler, simulator, and hardware description lan-
guage (HDL) automatic generator, is also developed for the
proposed architecture. To demonstrate the efficiency of the
proposed architecture and the effectiveness of explicit by-
passing in wide SIMDs, multiple instantiations of the pro-
posed wide SIMD architecture and its automatic bypass-
ing counterpart, as well as a baseline RISC processor, are
synthesized with a TSMC 40nm low-power library. Firstly,
eleven representative kernels are chosen to examine the pro-
posed architecture. These kernels contain different types
of communication and memory access patterns, namely
point-to-point, neighborhood-to-point, global-to-point, and
global-to-global (described in Section 3), which represent a
wide range of applications. Secondly, Fast Focus on Struc-
tures (FFoS) [11, 12], a complete computer vision applica-
tion, is mapped onto the proposed architecture.

The experimental results show that in a 128-PE SIMD
processor, the proposed architecture is able to achieve an av-
erage of 206 times speed-up and reduces the total energy dis-
sipation by 48.3% on average and up to 94%, compared to
a (RISC) processor. Compared to the corresponding SIMD
architecture with automatic bypassing, an average of 64% of
all register file accesses is avoided by the 128-PE, explicitly
bypassed SIMD. For total energy dissipation, an average of
27.5%, and maximum of 43.0%, reduction is achieved.

The key contributions of this work are:

– We propose and discuss in detail a configurable, highly
energy-efficient, wide SIMD processor architecture with
explicit datapath.

– Using kernels with different communication and mem-
ory access patterns, we comprehensively analyze the
area, performance, energy, and scalability of the pro-
posed architecture.

– As a case study, we also map and analyze a complete
industrial application to demonstrate the effectiveness of
the proposed architecture.

The remainder of this paper is organized as follows: Sec-
tion 2 introduces the proposed architecture and elaborates
the differences between explicit and automatic bypassing.
Section 3 describes the experimental setup and benchmarks.
Experimental results that show the effectiveness of the pro-
posed design are given in Section 4. Related work is dis-
cussed in Section 5. Finally, Section 6 concludes our find-
ings and discusses future work.

2 Proposed Wide SIMD Architecture

As discussed in Section 1, a wide SIMD architecture is an
excellent candidate for an energy efficient platform. In a
wide SIMD, many processing elements (PEs) execute the
same instruction. Hence instruction fetch and decode over-
head are amortized over all PEs. Furthermore, because wide
SIMDs naturally support data-level parallelism (DLP) by
executing multiple operations in parallel, the architecture
can meet high compute demands at low clock frequencies
and voltages. This allows realistic applications, especially
those with high DLPs, to be executed in an energy efficient
manner.

The proposed processor architecture consists of two
parts, a control processor (CP) and a wide one dimensional
(1-D) array of processing elements (PEs), which run in lock-
step. It results in a very long instruction word (VLIW) pro-
cessor with one scalar issue slot for the CP and one (wide)
vector issue slot for the PE array. Fig. 1 depicts the pro-
posed architecture. Data-level parallelism is exploited in the
PE array, while instruction level parallelism (ILP) is ex-
ploited through issuing scalar and vector operations simul-
taneously. This is particularly effective in an SIMD context,
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Fig. 1 High level structure of a wide SIMD

where without the exploitation of ILP by the CP, a single
scalar instruction would require the whole PE-array to exe-
cute this one instruction. By executing scalar instructions in
parallel to vector instructions, an ideal speedup of two can
be gained over any speedup already obtained by exploiting
DLP. The CP and PE array operate in lock-step, such that the
control flow for both entities is uniform. This enables the CP
to handle the control flow, while the PE array processes data
in parallel.

In the proposed architecture each PE has a private data
memory (DMEM) with its own address generator, i.e., per-
PE addressing. Though the memory is a bit more complex
compared to global addressing for all PEs, per-PE address-
ing results in much better programmability [14]. Since many
applications, such as histogram and Hough transform, can
benefit from independent address generation [13, 14], the
proposed architecture supports this feature. The CP also has
its own scalar data memory.

The instruction memory (IMEM) is shared between the
CP and the PE array. Each instruction stored in the IMEM
contains a pair of operations, i.e., one CP (scalar) opera-
tion and one PE-array (vector) operation. The vector part
of instruction is fetched from the shared IMEM, partially
decoded in the shared instruction decode stage, and broad-
casted to all PEs. The broadcasting of these signals across
the chip could in a silicon implementation affect the maxi-
mum achievable clock frequency. In this work only synthe-
sis is performed, which showed the target frequency could
be reached without any such issues. For more accurate re-
sults, place and route is planned as future work. If place and
route reveals that these long broadcast wires negatively af-
fect the maximum clock frequency, a possible solution is to
pipeline the wires, at a penalty of more branch delay slots.
This is however beyond the scope of this work.

The instruction set architecture (ISA) of both the CP and
the PE is based on a 24-bit RISC-like ISA, similar to the
one used by D.She et al. [25], but with two extra bits for
neighborhood communication (Section 2.2.1) and two extra
bits for predication (Section 2.4). The instruction width for

both the CP and the PE therefore becomes 28 bits instead of
26.

2.1 Processing Element (PE) Datapath

The proposed wide-SIMD framework supports different PE
configurations (Section 2.5), e.g., 4-stage pipeline or 5-stage
pipeline. As an example, we focus on the 4-stage RISC-like
datapath in this work.

One of the properties of SIMDs is that the instruction
fetch (IF) and part of the instruction decode (ID) logic are
shared among all PEs. The remaining parts of the decoding
logic, such as RF access and operand selection, are done lo-
cally in each PE (Fig. 2 and Fig. 3). The execution stage
(EX) contains an arithmetic logic unit (ALU), a multiplier
unit (MUL), and a load store unit (LSU). The writeback
(WB) stage commits the results to the RF if necessary. To
optimize the datapath for low energy usage, each functional
unit (FU) in the execution stage has its own input registers.
This is to isolate/clock-gate FUs, such that an FU does not
dissipate dynamic power if it is not the target FU of the cur-
rent operation. Another, probably more important, reason to
introduce input registers for each FU is to extend the avail-
able time of FU outputs in the bypassing network. This can
improve the efficiency of the explicit datapath as described
in Section 2.1.2 [8]. Before moving to the main focus of
this work, i.e., the explicit datapath, the next section first
presents a conventional automatically bypassed datapath.

2.1.1 Automatically Bypassed Datapath

Conventional pipelined architectures typically have an au-
tomatic bypassing mechanism that can mitigate the penalty
of read-after-write hazards. Such bypassing is transparent
to the software. In an automatically bypassed datapath,
hardware keeps track of all the uncommitted results in the
pipeline and determines whether a bypass is required. Fig. 2
depicts a 4-stage datapath with automatic bypassing. In this
datapath there are two bypass sources, i.e., the result of the
EX stage and the output of the WB stage.

Despite being widely used, automatic bypassing has two
major disadvantages with respect to energy efficiency:

1. Speculative Reads
The detection of bypass situations is performed in the
ID stage, in parallel with the operand fetching from the
RF. Therefore the operands specified by an instruction
are always fetched from the RF. If then a bypass is re-
quired, the operand fetched from the RF is invalid and
will be discarded. The energy used to fetch the discarded
operand from the RF is thus wasted.

2. Unnecessary Writes
In programs with short-lived values, often a calculated
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result is consumed through a bypass. If all uses of this
result are bypassed, writing it back to RF is not nec-
essary. In an automatically bypassed datapath, however,
the hardware cannot determine whether a variable is go-
ing to be referenced in the future or not. Therefore, the
dead result is still written back to the RF. Writing a vari-
able to the RF that is never referenced again wastes en-
ergy.

Speculative reads are caused by the lack of time to de-
tect such bypass situations dynamically before the RF is ac-
cessed. The unnecessary writes find their origin in the fact
that hardware has no liveness information of the variables.
After all, hardware can only observe the variables that are
currently in the pipeline.

2.1.2 Explicitly Bypassed Datapath

Explicit bypassing is a technique that can be used to reduce
the energy usage of a register file [5, 6,10, 33]. The key idea
of explicit datapath architectures is to expose more details
of the datapath to software, thereby enabling fine-grained
control over the datapath in the software.

The disadvantages of the automatically bypassed data-
paths originates from the lack of liveness information and
limited time to detect bypass situations. Therefore, it makes
sense to shift the task of detecting and handling bypassing
from the hardware to the compiler. If the compiler is given
information on the architecture of the datapath, the situa-
tions that require bypassing can be easily detected at com-
pile time. By keeping track of where all the variables are in
the pipeline, the compiler can determine what bypasses are
required.

Furthermore, the compiler has a full view of the live-
ness of all the variables. Given that the compiler can detect
and control what values/operands to bypass in the pipeline,
it can also determine whether a variable is dead before it
is committed to the register file. In that case it can prevent
the unnecessary write that automatic bypassing would have
performed.

To enable the compiler to control bypassing, the actions
required to perform a bypass need to be encoded in the in-
structions. In the proposed datapath this is done by mapping
the bypass sources to the register address space. When a by-
pass is needed from a certain bypass source, the compiler
inserts the address associated with that source into the cor-
responding operand field. Furthermore, if a variable does not
need to be written to the register file, the compiler will re-
place the destination address with r0, or the alias -- which
is used for readability in this paper. This register always
reads zero, and when the hardware encounters it as a des-
tination, no actual write is performed.

The proposed architecture implements the explicit dat-
apath with the guideline of maximizing energy efficiency.
Fig. 3 depicts the explicit datapath of the proposed archi-
tecture. There are four bypass sources, namely ALU output,
MUL output, LSU output, and WB output. These sources
are mapped to the top of the 5-bit register space. To en-
hance readability of code, an alias is defined for each of the
bypasses. ALU indicates the result of the ALU, MUL of the
multiplier, LSU of the load store unit, and WB indicates the
writeback stage.

Compared to explicit datapath implementation with less
bypass sources, such as the work of J.Yan et al. [33], mul-
tiple bypass sources can further reduce the traffic to/from
the RF, as will be shown in the example later in this sec-
tion. In the proposed architecture, since the bypass sources
are mapped to the top of the 5-bit register space and RF-
write removal is achieved by writing to a virtual register r0,
which is constant 0, no extra bit(s) need to be added to the
instruction format. Another optimization is that each func-
tional unit (FU) in the execution stage has its own input
registers. These input registers are only updated when the
FU is active. The advantage of this is that when a FU is not
used, the old inputs remain present and the output of the FU
is maintained. This extends the available time of a result at
the FU output, increasing the bypass opportunities. In the
remainder of this sub-section, these features are further dis-
cussed.

RF

ALU
MUL LSU

Op A Op B

>

IMM

Bypass

ID
W

B
E

X
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Fig. 3 Datapath with explicit bypassing
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As an example of explicit datapath, consider the bypass
situation in Code 1. In instruction 1 the first operand (r1)
needs to be bypassed from the multiplier (MUL). The com-
piler will thus insert the register address associated with the
MUL bypass source. The hardware will then fetch the operand
from the output of the multiplier. Because the bypass situ-
ation can be directly extracted from the instruction, the RF
does not need to be accessed. Additionally the result of in-
struction 0 does not need to be written to the RF, because
after the bypass, the variable is dead. The compiler can ana-
lyze this and insert the -- address as the destination , which
internally is converted to r0 such that the hardware will au-
tomatically not perform the write. The explicitly bypassed
version of Code 1 is given in Code 2

0: mul r1, src1, src2

1: add dest, r1, src2

Code 1 Simple bypassing situation

0: mul --, src1, src2

1: add dest, MUL, src2

Code 2 Explicitly bypassed version of Code 1

The proposed architecture increases bypass opportuni-
ties with more bypass sources. Essentially the bypass source
of the execution stage in Fig. 2 is split into three separate
sources, ALU, MUL and LSU, as shown in Fig. 3. The in-
put operands of these units are only updated when a given
unit needs to be active. This avoids unnecessary toggling of
inactive units. It also ensures the output of a unit remains
unchanged until the next operation that uses it. As the input
operands do not change, the output of the logic holds the
output value of the previous operation. This enables bypass-
ing of these outputs as long as the associated unit is not used,
thus, increasing bypass opportunities.

To demonstrate the effect of adding more bypass
sources, consider Code 3, which would only have one
bypass with the bypass sources from Fig. 2. By adding the
bypass sources as in Fig. 3 this code is transformed into
the code in Code 4. The difference is significant, from only
one read avoided by bypassing in Code 3, the added bypass
sources avoid another six reads, yielding a total of seven
avoided reads. On top of this the additional sources also
avoid four writes to the RF, halving the number of writes.

As a possible drawback, adding extra bypass sources
takes up more locations in the register file address space.
The automatic datapath has 32 registers, while the explicit
datapath has only 28, because four locations are used to
address the bypass sources. However, as has already been
shown in many related works, explicit bypassing can largely

0: lw r2, r1, 0

1: add r1, r1, 1

2: mul r3, WB, 4 /* r2 is bypassed with WB */

3: lw r4, r2, 0

4: sw r0, r1, 1

5: add r5, r3, r1

6: mul r6, r3, r4

Code 3 Code snippet that has only one bypass when there is only a
single bypass source for the EX stage as described in Fig. 2

0: lw --, r1, 0

1: add --, r1, 1

2: mul --, LSU, 4

3: lw --, LSU, 0

4: sw r0, ALU, 1

5: add r5, MUL, ALU

6: mul r6, MUL, LSU

Code 4 Same code as in Code 3, but now bypassed with the additional
bypass sources as in Fig. 3

mitigate the increased RF pressure as no registers need to
be reserved for variables that are consumed through bypass-
ing [5, 20, 21, 26, 33]. This can also be observed when com-
paring Code 3 and Code 4. In the original situation six reg-
isters are used. After adding the additional bypass sources
only three registers are required.

A long-standing issue of explicit datapath is that much
larger states need to be saved for interrupts and context
switching. One possible solution is to use a scan chain to
stream out the current state efficiently. This is however out
of the scope of this work. Please refer to the thesis of H.
Corporaal for more details regarding this topic [3].

2.2 Interconnect

One of the main challenges of wide SIMDs is the intercon-
nect between different processing elements. Most practical
applications require some form of communication between
the processing units. For example to access input data or
processed results stored in the DMEM of a different PE,
or for synchronization between the PEs. From an applica-
tion point of view, the most convenient form of intercon-
nect is a fully connected network. Such networks scale ex-
tremely poorly, however, because of their complexity and
long wires. A number of interesting solutions have been pro-
posed for wide-SIMD in recent years, such as a modified
crossbar [23], an X-RAM swizzle network [24], and dy-
namic communication for SIMDs [4]. Although these net-
works mitigate the problem somewhat, either they are op-
timized for only a very few specific applications (e.g., DC-
SIMD [4] is mainly tuned for kernels such as lens distortion
correction), or a large amount of additional hardware is re-
quired [23, 24]. In all cases scalability is limited.
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2.2.1 Circular Neighborhood Communication Network

In the proposed architecture, a circular neighborhood net-
work is used, which is very similar to the neighborhood net-
work presented in the Xetal processor [1]. The main differ-
ence is that the neighborhood network in the Xetal processor
has constrained access to data of its direct neighbors, e.g., a
PE can access data in the data memory of its direct neighbor,
but all PEs have to access with the same address/index to
its neighbor’s memory. This is because the Xetal processor
does not support per PE addressing and it also lacks pred-
ication support. The circular neighborhood network in the
proposed architecture has more flexible access to data of its
direct neighbors as both per PE addressing and predication
are supported.

In a circular neighborhood network, the units are log-
ically connected in a large circle and each unit can com-
municate with its left and right neighbors, resulting in ex-
clusively short wires for the communication network. This
allows virtually unlimited scaling of this type of network,
which is backed up by the results presented in section 4.1
and section 4.2. Fig. 4 illustrates the architecture of this net-
work. To support neighborhood communication, two addi-
tional bits are added to the instruction set, indicating from
which source (i.e., left neighbor, right neighbor, or itself)
the operand should be read.

PE PE

CP

...

Left PE Right PE

Op A

RF & Bypass

PE

Fig. 4 Circular neighborhood communication network

The neighborhood network performs extremely well for
local, short distance communication as encountered in many
typical kernels on SIMDs, such as box filters and motion es-
timation. In the target application domains of wide SIMDs,
such as image, video and vision applications, many process-
ing kernels show high locality in their communication, mak-
ing a neighborhood network perfectly suited.

When two PEs which are not direct neighbors need to
communicate, data must be shifted through all units in be-
tween. This is especially costly if long-distance communi-
cation is involved extensively. Unfortunately, these kinds
of applications are by no means rare. For example, par-
tial histogram merging, row projection (sub kernels in the

FFoS application described in Section 3.2), Find Maximal
Element in a Vector, and Sum of Vector Elements (cate-
gorized as global-to-point kernels in Section 3.2). To ef-
ficiently handle these kernels on a wide SIMD with only
a circular neighborhood network, we introduced two novel
reduction algorithms, pipelined reduction and diagonal ac-
cess reduction, which do not rely on complex communica-
tion networks or any dedicated hardware [29]. The key idea
of both approaches is to utilize inter-vector parallelism in-
stead of intra-vector parallelism. The experimental results
show that using the proposed algorithms, the performance
is comparable to the performance when dedicated reduction
hardware is equipped. For details please refer to the work of
L.Waeijen et al. [29].

As can be seen from Fig. 4, the CP takes a special place
in the circular neighborhood network to facilitate both com-
munication among PEs and between PE-array and CP. By
dynamically programming the border PEs of the PE-array,
it is possible to eliminate the CP from the circular network.
This is useful when the PEs need to wrap around data. Fur-
thermore the border PEs can be programmed to not read
from each other, but reading a fixed value instead. This is
useful for automatic insertion of image borders for example.

2.3 CP Broadcast

In addition to the circular neighborhood network described
in the previous section, direct broadcasting from the CP to
all the PEs in the PE-array is also introduced. In some cases
it is required to send the exact same data from the CP to all
the PEs. For example a centrally computed threshold. Al-
though it would be possible to use the neighborhood com-
munication network for this purpose, it would be much more
efficient using direct broadcasting. The data broadcasted by
the CP can be read by PEs in a similar manner as the neigh-
boring operands.

2.4 Predication

Strictly speaking, the SIMD paradigm applies exactly the
same instruction to multiple data elements in parallel. This
however is not always desired. Sometimes it is required by
the program flow that some PEs do not perform a certain
operation, while other PEs do. To facilitate this diverseness
in program flow, each instruction is prefixed with two pred-
ication bits. Each PE can set and reset two predication flags
with compare operations in the ALU. An instruction will
only be executed on a PE if its corresponding flags are set,
otherwise a NOP is inserted. This enables for example the
implementation of if-then-else constructs on the PEs. Each
PE can determine whether it needs to execute the then or
else part.
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2.5 Configurable Framework

To enable fast design space exploration and to tailor the pro-
posed architecture for different target applications, a design
framework is developed to easily generate different instan-
tiations of the architecture with, for example, varying num-
ber of PEs, 4-stage or 5-stage datapath, explicit or automatic
bypassing, as well as different datapath widths. Fig. 5 shows
the high-level diagram of this framework.

Architecture Configuration

Compiler

Template
Engine

HDL
Synthesis

Tool

Cycle
Accurate
Simulator

Program
Code

HDL
Code

Program
Binary

Post-
Synthesis
Simulator

HDL
Template

Fig. 5 The framework to generate instances of the proposed wide-
SIMD architecture based on a configuration file

The architecture configuration file is a human readable
JSON file that specifies an instance of the wide-SIMD ar-
chitecture. The hardware toolflow is visualized at the top
half of Fig. 5. An HDL template is combined with the ar-
chitecture configuration file to generate corresponding HDL
code of the instance specified in the configuration file. After
this step, conventional hardware design tools can be used for
simulation, synthesis, and post-synthesis analysis. For the
software toolflow, an efficient compiler is developed [27],
which supports both C and OpenCL. This compiler takes
the same architecture configuration into account and pro-
duces the proper binary. Besides that, also a cycle-accurate
simulator is generated based on the configuration file.

3 Experimental Setup

This section describes the experimental setup used to quan-
tify the effectiveness of the proposed architecture. Section
3.1 describes the configurations of the target architecture as
well as a reference RISC architecture. Section 3.2 presents
the benchmarks used for the evaluation.

3.1 Architecture configurations

To evaluate the effectiveness of the proposed design, both
the explicitly and automatically bypassed versions of the
SIMD architecture proposed in Section 2 are implemented
in HDL. The configurations used in the experiments are
shown in Table 1. Since the proposed architecture is con-
figurable, the HDL code of each configuration is automati-

cally generated from the architecture template. For a com-
plete analysis, we also compared the proposed SIMD archi-
tecture to a reference RISC architecture. The configuration
of the reference RISC processor is shown in Table 2.

To exclude any interference a memory hierarchy could
introduce in the measurements due to data misses, the eval-
uated designs assume only one level of memory. This mem-
ory can be accessed within a single cycle. The sizes of the
data memories of the RISC and SIMD are chosen such that
all data of the benchmarks can be contained.

Datapath {automatic, explicit}
Data width 32 bits

Pipeline stages 4

Number of PEs {8, 16, 32, 64, 128}
Instruction memory 56b × 2k

PE data memory 32b × 1k

CP data memory 32b × 1k

Table 1 Configurations of the target architecture

Data width 32 bits

Pipeline stages 4

Instruction memory 24b × 4k

Data memory 32b × 4k

Table 2 Configuration of the reference RISC processor

The core part of each configuration, that is the whole
system with the exception of the memories, is synthesized
for 1.1V, 25◦C, typical case, with a 40nm TSMC low-power
CMOS digital standard cell library. The target frequency is
set to 100MHz. Energy dissipation is estimated using the
physical information in the technology library and circuit
toggle rate generated by post-synthesis simulation on the
gate-level netlist. The energy dissipation of the memory part
is estimated with CACTI [19]. The CACTI tool provides
an average access energy for a given memory configuration.
The estimated access energy of the corresponding memory
configuration is given in Table 3. The number of accesses to
each memory is extracted from simulation.

32b × 1k 24b × 4k 32b × 4k 56b × 2k

pJ/Access 2.02 2.49 2.92 3.37

Table 3 Energy dissipation of different memory accesses
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3.2 Benchmarks

To have a comprehensive evaluation of the proposed design
across various types of applications, a total of eleven rep-
resentative kernels are chosen, which are divided into four
categories based on their communication and memory ac-
cess patterns (Table 4). The four kernel categories are:

1. point-to-point
Binarization is a typical example of this type of kernel.
To calculate an output at Dout (xa, yb), a PE only needs
to read the input data, Din(xa, yb), at the same location.
Since this type of kernels does not need to access data
in the other memory banks, no communication to neigh-
boring PEs is required.

2. neighborhood-to-point
To calculate an output at Dout (xa, yb), a PE only needs to
read the current input data, Din(xa, yb), and its surround-
ing data, Din(xa±m, yb±n), where m and n are small.
These data are either in the PE’s own memory bank, or
in its nearby memory banks, so only local communica-
tion is required. A 3x3 low-pass filter is an example of
this type of kernel.

3. global-to-point
To calculate an output at Dout (xa, yb), a PE needs to read
the data far away from its corresponding input data, i.e.,
global communication. This global communication is ei-
ther in the X direction, i.e., Din(xa±p, yb), or in the Y
direction, Din(xa, yb±q), where p and q are large. One
paradigm that falls into this category is reduction, in
which all the elements of a vector are combined into a
single element by a certain operator such as add, min/-
max, logic and/or.

4. global-to-global
To calculate an output at Dout (xa, yb), a PE needs to read
the data far away from its corresponding input data, i.e.,
global communication. This global communication can
be in both X and Y directions, i.e., Din(xa±p, yb±q),
where p and q are large. For this type of kernels, ev-
ery input data element is still mapped to an output data
element, i.e., no reduction operator is involved. These
kernels are often mapped in such a way that one dimen-
sion is handled when reading the required input data, and
the other dimension is handled when writing the output.
Matrix rotation of 90 degrees is an example of this type
of kernel.

Evaluation based on such patterns is interesting in the
context of wide SIMDs with neighborhood communication
network. This is because kernels with only local communi-
cation can be efficiently mapped onto such a design, while
kernels with global access will spend a significant amount
of cycles on data transfers between PEs that are far apart. To
reduce the overall cost of long-distance communication, we
introduced two algorithms, pipelined reduction and diago-

point-to-point global-to-point

Binarization Find Max. Element in a Vector

Color Conversion Sum of Vector Elements

Vector-Vector Addition

neighborhood-to-point global-to-global
Convolution 3x3 Matrix Rotation

Erosion 3x3 Matrix Mirroring

5-tap FIR Matrix Transpose

Table 4 Benchmark kernels and the categories they belong to

nal access reduction, which do not rely on complex commu-
nication networks or any dedicated hardware [29]. The key
idea of both approaches is to utilize inter-vector parallelism
instead of intra-vector parallelism, which can be applied to
both global-to-point and global-to-global kernels.

Besides kernel-level evaluation, we also map the Fast
Focus on Structures (FFoS) application [11] to profile the
proposed architecture. FFoS is the complete vision pro-
cessing pipeline of an industrial application, Organic Light
Emitting Diode (OLED) screen printing. It’s purpose is to
find the center of OLED cells at high speed in the manufac-
turing process. It consists of the following four parts:

1. Otsu
With the input image shown in Fig. 6a, the opti-
mal threshold for binarization is determined by means
of Otsu’s method [17]. Otsu’s method exhaustively
searches for a class that minimizes the intra-class vari-
ance. In order to achieve this, partial histograms per
column are first calculated in the PE array, which are
then merged into a combined histogram. The optimum
threshold is calculate based on this histogram. In order
to achieve this 256 divisions are required, which are per-
formed in parallel on the PE-array.

2. Binarization
Once the optimal threshold is determined, the input im-
age is binarized to value 0 or 1. The result of this process
can be seen in Fig. 6b.

3. Erosion
In order to remove noise and small objects from the bina-
rized image, an erosion kernel is applied to the binarized
image. The eroded output image is shown in Fig. 6c.

4. Row and column projection
Finally, by summation of the rows/columns and de-
termining the local peaks in the resulting vectors, the
boundaries of the OLED cells can be determined. In Fig.
6d, bonding boxes are drawn around the detected cells.

As the number of cores scales up, it is important to de-
cide how to scale the problem size accordingly. One option
is to keep the problem size fixed while the number of paral-
lel cores scales. This methodology is in line with the well-
known Amdahl’s law [2]. Amdahl’s law predicts a maxi-
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(a) Input image of OLED cells (b) Binarized image

(c) Eroded image (d) Bonding boxes

Fig. 6 FFoS images at different stages

mum speedup as given by equation 1, where s is the sequen-
tial fraction of a program, p is the parallel fraction and N is
the number of cores in the system. The implication of this
law is that the achieved speed-up rapidly diminishes even
for small s. Therefore, if applied to the proposed SIMD, the
expected speed-up for 128 cores is relatively small.

speedup =
1

s+ p
N

(1)

Not only is the speedup predicted by Amdah’s law small,
it is also unrealistic for practical purposes as reasoned by
J.Gustafson [7]. Gustafson argues that for realistic appli-
cations of multi core systems, it is unlikely that the prob-
lem size is kept constant. Instead, a higher number of cores
is typically used to solve bigger problems. For example
in video processing a higher resolution can be used, or a
weather prediction system can be applied to a larger area.
Assuming the problem size scales with the number of cores
leads to an alternative to Amdahl’s law know as Gustafson’s
scaled speedup, which is given in equation 2.

Scaled speedup = N +(1−N)× s (2)

Because Gustafson’s scaled speedup is more appropriate
for real-life applications than Amdahl’s law, in this work we
choose to scale the problem size with the number of cores. In
particular the kernels operate on an N×N matrix, where N is
the number of PEs. Note that in Gustafson’s original paper
it is approximated that the amount of work scales linearly
with the number of processors, yet in this work the input
scales quadratically with the number of PEs. This is done
because for our image and matrix oriented benchmarks this
is a more natural choice. When both the width and height are
scaled with N, the mapping of the problem to the processor
can remain unchanged. For example if the row of an input
image matches the number of PEs, it will match across all
scaled versions. Otherwise some form of wraparound would
be required, which would introduce a variable overhead in
some problem-processors mappings, but not in others. This
would lead to unwanted noise in the speedup measurements,
and skew any speedup results.

As an exception to the quadratic scaling, FFoS’s input is
chosen to scale linearly. Since FFoS detects the centers of
OLEDs in a production process, it is only interesting to in-
crease the number of cells which are detected in the width
of the input. The cells are moved underneath the camera so
it is not useful to detect cells at a large number of rows si-
multaneously, yet detecting the centers of all cells in a row
is the real goal of the application. Therefore it operates on
input images of size 1024×NPE , where NPE is the number
of PEs. In this way the FFoS application is modeled in the
most realistic way, and remains true to Gustafson’s original
approximation that the problem size increases linearly with
the number of cores.

4 Results and Analysis

In Section 4.1, the proposed architecture is first compared to
a reference RISC processor in terms of area, performance,
and energy dissipation. Performance and energy dissipation
figures are obtained using the four types of kernels described
in Section 3.2. The purpose of this comparison is to demon-
strate the scalability and energy efficiency of the proposed
architecture. To examine the energy and performance im-
pact of explicit bypassing in SIMDs, the proposed explic-
itly bypassed architecture is compared to its automatically
bypassed counterpart in Section 4.2. The energy and perfor-
mance analysis are done for all kernel categories as well as
a realistic application, FFoS. By varying the number of PEs,
the effects of explicit bypassing in an SIMD architecture are
discussed in detail.

4.1 SIMD vs. RISC

In this section the performance, area, and energy dissipation
of the proposed explicit SIMD architecture is compared with
that of a reference RISC architecture, which is described in
Section 3.1.

In terms of running time, the proposed SIMD has a sig-
nificant speedup over the RISC in each kernel category as
is shown in Fig. 7. For the point-to-point kernels as can be
seen in Fig. 7a, the relation between the number of PEs and
the speedup is almost linear. This is to be expected as the
point-to-point kernels have no data dependencies between
different PEs.

Fig. 7b shows the speedup for the neighborhood-to-point
kernels. Interestingly, the speedup of the neighborhood-to-
point kernels is greater than that of the point-to-point ker-
nels. This is because instead of only exploiting more DLP
by adding more PEs, also the locality of the loaded data is
exploited in a more efficient manner. If a neighborhood is
to be processed on the RISC, the processor will load ev-
ery pixel inside the neighborhood window and calculate a
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result. When the window shifts, a couple of pixels can be
reused, and do not need to be reloaded, but also some pixels
will be lost that are needed for a future computation. These
pixels will have to be reloaded by the RISC once an over-
lapping window is processed. On the SIMD, the image is
loaded row by row, and all windows in a line are processed
in parallel. Since each PE has it’s own register file, it is pos-
sible to keep a couple of complete rows in the register file at
the same time. Therefore, once a pixel is loaded, it is used
in all relevant neighborhood calculations it belongs to, and
does not need to be loaded again. This saves extra operations
and memory accesses, which will also be visible later in the
energy dissipation.

For the global-to-point category, the speed up is typ-
ically less than point-to-point and neighborhood-to-point
kernels, as can be seen in Fig. 7c. Especially the max and re-
duction kernels have less speed up. This is explained by the
fact that when the number of PEs increases, the data from
these kernels need to travel farther to reach the final desti-
nation point. Both the max and reduction kernels operate on
data which is spread out across the PEs. More PEs means a
longer path trough the neighborhood network, which some-
what counteracts the gain of exploiting more parallelism.
The vectoradd kernel is the exception in this category. This
is explained by the fact that max and reduction kernels have
data movement across the PE array, i.e., reduction of the el-
ements in a row, while the vectoradd kernel only has data
movement within the PEs, i.e., reduction of the elements in
a column. While the max and reduction kernel combine an
element from every PE in the Array, the vectoradd kernel
only combines elements which are within the data memory
of a PE. Therefore, when the array becomes larger, there is
no communication penalty such as the ones for the max and
reduction kernels. As mentioned in the previous sections,
to reduce the overall cost of long-distance communication,
we introduced two algorithms that exploit inter-vector par-
allelism instead of intra-vector parallelism [29]. These ap-
proaches can also be applied to the global-to-global kernels.

Finally the global-to-global kernels show the least
amount of speedup by adding more PEs, as is shown in
Fig. 7d. For these kernels data elements need to move both
between PEs and inside the data memories of the PEs (i.e.,
row and column wise). The communication patterns that
arise from this are not always regular, making the neigh-
borhood network the main bottleneck when more PEs are
added. Because of the more irregular patterns, the global-
to-global kernels pay an even high penalty.

The core area of different instantiations of the explicitly
bypassed SIMD, as well as that of the reference RISC pro-
cessor is shown in Table 5. The area of the 8-PE SIMD is
slightly larger than eight times that of the RISC processor.
This is because an 8-PE SIMD consists of a vector array of
eight PEs and a control processor (CP). The area of a PE
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Fig. 7 Speedup compared to RISC

itself is smaller than its RISC counterpart as the instruction
fetch (IF) and part of the instruction decode (ID) logic are
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RISC Explicit Bypass
#PE – 8 16 32 64 128

Cell 10884 88663 165809 320198 629034 1246670
(1.0) (8.1) (15.2) (29.4) (57.8) (114.5)

Net 23509 205614 384332 741679 1457081 2889653
(1.0) (8.7) (16.3) (31.5) (62.0) (122.9)

Total 34392 294277 550140 1061876 2086115 4136323
(1.0) (8.6) (16.0) (30.9) (60.7) (120.3)

Table 5 Core area of explicitly bypassed SIMD compared to RISC

shared among all PEs. When the number of PEs increases,
the CP area is amortized over more PEs. Table 5 shows that
the proposed SIMD architecture also scales well in area.

In this work, the energy of both the core and memory are
considered. The reduction of the overall energy dissipation
of the proposed SIMD architecture compared to the refer-
ence RISC is show in Fig. 8.

Fig. 8a shows the results of the point-to-point kernels. It
can be seen that the reduction in energy dissipation of the
binarization kernel keeps on increasing when more PEs are
used. For the color conversion kernel, however, increasing
the number of PEs beyond 32 starts to degrade the efficiency.
It seems that for the color conversion kernel, after a certain
number of PEs the energy overhead of additional hardware,
such as neighborhood communication network and predica-
tion logic, is not compensated sufficiently by the speed up it
provides.

For the neighborhood-to-point kernels, it can be seen in
Fig. 8b that increasing the number of PEs always leads to an
increased energy efficiency. The reason for this is twofold:
on one hand the speed up of these kernels is slightly higher
than for the color conversion kernel. On the other hand, be-
cause of better exploitation of the locality of the data, the
number of external memory accesses of the neighborhood-
to-point kernels decreases more than for the color conver-
sion kernel when the number of PEs increases. Accessing
the data memory is expensive in terms of energy, so reduc-
ing the accesses to this memory has a profound effect on the
overall energy dissipation.

The global-to-point kernels seem to benefit especially
when going from a relative low number of PEs to a higher
amount. In particular the kernels that gather elements from
all different PEs exhibit this effect. In Fig. 8c, the biggest in-
crease in energy efficiency is observed when increasing the
number of PEs from 16 to 32. For lower numbers of PEs,
there is only a small reduction of the energy dissipation. The
overhead of the control of the array is hardly compensated
by the exploited DLP at this point. When the number of
PEs increases, more DLP can be exploited, while the control
overhead remains similar. This leads to an increased energy
efficiency. When more and more PEs are added, the neigh-
borhood network starts to become a bottleneck. The positive
effect of exploiting DLP is partly counteracted by the longer
communication distances across the neighborhood network.
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Fig. 8 Energy dissipation compared to RISC

Finally the global-to-global kernels show the least re-
duction in energy dissipation, which is shown in Fig. 8d.
However, this is to be expected as their overall speedup as
shown in Fig. 7d is also much less than the other kernel cate-
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gories. More importantly, unlike the RISC processor, which
can directly access its complete memory space, a PE within
an SIMD processor requires extra operations to access data
in other memory banks. This communication overhead sig-
nificantly reduces the benefit of the increased exploitation
of DLP. The mirror kernel is an extreme in these kernels, the
SIMD actually performs worse than its RISC counterpart.
These kernels exhibit a similar behavior as the max and re-
duction kernels of the global-to-point category. When going
up from a small number of PEs, first the efficiency is low.
Then it increases due to the exploitation of DLP. And in
the end this is counteracted by the increased communication
distances across the PE Array.

Overall, the examined kernels show a significant reduc-
tion in energy dissipation compared to RISC. In all of these
kernels, a significant speed up in performance is achieved
in the proposed SIMD architecture due to efficient DLP ex-
ploitation. For a design that focuses on low energy, tech-
niques like dynamic voltage and frequency scaling (DVFS)
can be applied to further improve the energy efficiency,
while still meeting the same performance requirement as the
RISC. DVFS is however out of the scope of this work.

4.2 Explicitly Bypassed SIMD vs. Automatically Bypassed
SIMD

The goal of this section is to analyze the effectiveness of ex-
plicit bypassing over automatic bypassing in SIMDs. First
energy breakdowns are presented in section 4.2.1, which
give insight into where energy is being dissipated in both the
explicit and transparent SIMD. Furthermore five aspects are
discussed and analyzed per kernel category, namely number
of RF accesses, RF energy dissipation, overall energy dissi-
pation, performance, and area.

4.2.1 Energy Breakdowns

This section presents the energy breakdowns for one se-
lected kernel out of each category in the benchmark. The
breakdowns are given for each tested number of PEs and
provide a comparison between the automatic and explicit
bypassed SIMDs.

Each breakdown features six parts, the MEM accounts
for the energy dissipated in both the instruction memory and
all the data memories. PE RF represents the energy dissi-
pated in the RFs of all the PE’s. Similarly PE EX and PE ID
represent the energy dissipated in the execution stage and lo-
cal decode stage of all the PEs respectively. The PE IF ID
category includes both the energy dissipated in the instruc-
tion fetch for the PEs, and the shared part of the instruction
decode. Finally the part labeled CP represents the energy
dissipated by the CP.

The energy breakdown for binarization from the point-
to-point category is given in Fig. 9. As expected, the shared
parts, such as the instruction fetch, global decode and CP
become less important when the number of PEs increases.
In Fig. 9a, it can be seen that for the automatically bypassed
SIMD the RF starts to play a bigger role in the overall energy
dissipation as the number of PEs increases. In the explicit
SIMD the energy dissipation in the RF is reduced to such an
extent that it is no longer the dominating part in the overall
energy dissipation, see Fig. 9b.
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Fig. 9 Energy Breakdown for Binarization

For the Convolution kernel from the neighborhood-to-
point category, the energy breakdown is shown in Fig.10.
From the figure it is clear that the RF dominates the energy
dissipation even more, especially in the automatically by-
passed SIMD. The neighborhood-to-point kernels generally
store data elements from the neighborhood in the RF, and
update it as the neighborhood window slides over the input.
This explains why the RF in this case is used more, and thus
dissipates relatively more energy than in the point-to-point
kernels. The positive effect of explicit bypassing on the en-
ergy dissipation of the RF can be clearly seen in Fig. 10b.
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The RF still accounts for a larger portion of the total en-
ergy dissipation as the number of PEs increases, but the the
explicit datapath techniques significantly reduce the energy
dissipation relative to the automatically bypassed SIMD.
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Fig. 10 Energy Breakdown for Convolution

The breakdown of the Vector-Vector Addition kernel
from the global-to-point category is given in Fig. 11. Com-
parable with the Convolution kernel, the Vector-Vector Ad-
dition kernel uses the RF heavily to exploit locality. This
is why the RF again accounts for such a large amount of
the total energy dissipation in the automatically bypassed
SIMD, as can be seen in Fig. 11a. However, the vast majority
of variables in the Vector-Vector Addition kernel are short-
lived, since each loaded element is just added to a sum with-
out any other computations. This enables explicit bypass-
ing to achieve high savings in energy dissipation, as a large
number of accesses to the RF can be avoided. Given that
the computation of the Vector-Vector Addition is so simple,
and the RF is almost not accessed due to explicit bypassing,
the memory accesses dominate the energy dissipation of the
explicit SIMD in Fig. 11b.

The last kernel for which we present an energy break-
down is Matrix Transpose from the global-to-global cate-
gory. In this kernel data predominantly moves between the
PEs. Since the PEs communicate by accessing each other’s
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Fig. 11 Energy Breakdown for Vector-Vector Addition

operands, every communication will result in a read and
write of the RF in the automatically bypassed SIMD. This
is why also here the RF plays such a dominant role in the
automatic SIMD, as shown in Fig. 12a. Furthermore, when
the number of PEs increases, so does the average communi-
cation distance. Therefore there are relatively more accesses
to the RF for larger number of PEs, making the RF even
more important for an increasing number of PEs. Explicit
bypassing avoids a large amount of the RF accesses during
long distance communication. After all, data is passed from
neighbor to neighbor and never needs to be committed into
the RF. This is why also here explicit bypassing is so effec-
tive at reducing the contribution of the RF to the total energy
dissipation, as is visible in Fig. 12b.

Overall it can be seen that the RF plays an increasingly
more dominant role in the automatically bypassed SIMD
when the number of PEs increases. Yet the explicit bypass-
ing techniques significantly reduce the contribution of the
energy dissipation of the RF. In the following sections the
automatically bypassed and explicitly bypassed SIMD will
be compared for each of the kernel categories with respect
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Fig. 12 Energy Breakdown for Matrix Transpose

to the absolute number and type of RF accesses, energy dis-
sipation in the RF, overall energy dissipation.

4.2.2 point-to-point

As can be seen later in this section, the main cause of
reduction in energy dissipation in an explicitly bypassed
SIMD processor is the reduction of traffic to the register file.
Fig. 13a shows how many RF accesses (both RF reads and
writes) are avoided compared to the automatically bypassed
SIMD.

The point-to-point kernels only read and write to the pri-
vate data memory of a PE. Only the data in the current loca-
tion is needed to calculate a new one. Therefore, most vari-
ables are short-lived and can be bypassed. This is shown in
terms of avoided accesses (Fig. 13a). For the binarization
kernel, the number of remaining RF writes is even reduced
to zero. Each pixel is loaded, compared to a threshold and
written back to the main memory. The lifespan of the pixel is
short enough to avoid involving the RF. The RF is only used
to hold memory addresses and the threshold for binarization.

If a large kernel has only one RF access, avoiding that
access hardly brings any reduction of energy dissipation.
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Fig. 13 RF access of point-to-point kernels

Therefore it makes sense to analyze the effectiveness of ex-
plicit bypassing by looking at the average number of read-
/write accesses per cycle. Fig. 13b and Fig. 13c show the ab-
solute number of reads and writes per cycle respectively. The
red bars indicate the extra accesses required by the automat-
ically bypassed SIMD over the explicitly bypassed SIMD.

Fig. 13b shows that for the color conversion kernel,
relatively more reads are avoided than for the binarization
kernel. However, binarization almost completely avoids all
writes as is shown in Fig. 13c. Since RF writes consume
more energy than RF reads, this explains why binarization
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saves more RF energy as is shown in Fig. 14a. For the overall
energy dissipation, i.e., including the core, RF and memo-
ries, color conversion kernel has a higher reduction as shown
in Fig. 14b. This is because the color conversion has both a
larger number of reads and a larger number of writes per
cycle to start with (Fig. 13b and Fig. 13c), which means
the percentage of RF energy dissipation within the complete
processor is higher. Although the reduction of energy dissi-
pation in the RF is less than for binarization, the total amount
of reduction of energy dissipation in the color conversion
kernel is still higher.

8 16 32 64 128

0

10

20

30

40

50

60

70

80

90

binarization

Number of PEs

E
n
e
rg

y
 U

s
a
g
e
 R

e
d
u
c
ti

o
n
 (

%
)

(a) RF energy usage reduction

8 16 32 64 128

0

5

10

15

20

25

binarization

Number of PEs

E
n
e
rg

y
 U

s
a
g
e
 R

e
d
u
c
ti

o
n
 (

%
)

(b) Overall energy usage reduction

Fig. 14 Energy usage reductions by explicit bypassing: point-to-point
kernels

Explicit bypassing results in significant reduction in en-
ergy dissipation for the point-to-point kernels. The reduc-
tion of overall energy usage increases when the number of
PEs increases. This is because, as previously shown in Sec-
tion 4.2.1, the datapath, including the RF, of an SIMD pro-
cessor plays an increasingly more important role in the over-
all energy dissipation when more PEs are added. This again
shows that reducing the RF energy dissipation is particularly
effective in (wide) SIMDs.

4.2.3 neighborhood-to-point

For the neighborhood-to-point kernels behavior similar to
that of the point-to-point kernels is observed. Roughly
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Fig. 15 RF access of neighborhood-to-point kernels

around 60 to 70% of the original RF accesses are avoided
when explicit bypassing is applied (Fig. 15a). The largest
reduction in accesses is observed for the erosion kernel.

This is also reflected in the number of accesses per cy-
cle, as shown in Fig. 15b and Fig. 15c. Among these kernels,
the number of writes per cycle of the convolution kernel de-
creases the most. This is also the reason the convolution ker-
nel has the largest reduction of energy dissipation, both in
the RF and overall, as can be seen in Fig. 16a and Fig. 16b
respectively.
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Fig. 16 Energy usage reductions by explicit bypassing: neighborhood-
to-point kernels

Compared to the point-to-point category, it can be seen
in Fig. 14b and Fig. 16b that in the neighborhood-to-point
category the overall energy dissipation reduces the most.
This is due to the inherent nature of the neighborhood-to-
point category. Since the kernels in this category gather
surrounding pixels and merge them into a single value, a
lot of short-lived variables exist. Pixels are moved around
the neighborhood and absorbed quickly. Moving the pix-
els around typically requires a large number of RF accesses
in the automatically bypassed datapath. In the explicit dat-
apath, these short-lived variables provide an excellent op-
portunity to reduce RF accesses, incurring a large reduction
in the overall energy usage. This can also be observed by
comparing the initial number of accesses per cycle of the
neighborhood-to-pixel category in Fig. 15b and Fig. 15c to
the corresponding figures of the other kernel categories. No
other category has such a large amount of accesses per cy-
cle in the automatic datapath and reduces the number of ac-
cesses by this much.

4.2.4 global-to-point

From the register file access numbers in Fig. 17, it can be
seen that the max and reduction kernel both reduce the num-
ber of accesses by a significant amount. The vectoradd ker-
nel is an outlier however, and avoids almost all accesses.

This is because the max and reduction kernels combine data
elements that are spread out across the PE-array. Therefore,
they cause a large amount of communication and control
overhead, in order to coordinate the data transfers. The vec-
toradd kernel, however, only combines data elements that
are already located in the same PE data memory. Because all
data elements are already located in the private data mem-
ory of a PE, the values only need to be loaded and added to
a sum variable located in the RF. In the automatic datapath,
each load induces a write to the RF, and summing the loaded
value causes two reads. Since loading and adding a pixel
can be done in just a couple of instructions, these accesses
to the RF can be almost completely avoided. This is why in
Fig. 17a vectoradd reduces the RF accesses much more than
the other two kernels. It is therefore no surprise that the vec-
toradd kernel reduces the energy usage most of all kernels
in the global-to-point category (Fig. 18). The energy dissi-
pated in the RF is significant with automatic bypassing for
the vectoradd kernel, but with explicit bypassing the energy
used in the RF is reduced by more than 90%.

It should be noted that for 128 PEs, the reduction in over-
all energy usage for these kernels is less than the reduction
for 64 PEs (Fig. 18b). After detailed analysis it was not pos-
sible to conclusively determine the cause of this unexpected
drop in the energy usage reduction. A similar drop is ob-
served for FFoS in Fig. 22b. Further research is needed to
find a satisfactory explanation for these drops.

4.2.5 global-to-global

The global-to-global kernels require a large amount of
long distance communication. In PE-to-PE communica-
tions, variables only pass through the PEs, hence they do not
need to be stored in the RF. This is the reason that explicit
bypassing avoids a significant amount of the RF accesses in
the global-to-global kernels, as can be seen from Fig. 19.
When the number of PEs increases, the percentage of PE-
to-PE communications increases accordingly. This directly
translates into an increasing energy efficiency for the global-
to-global kernels, as is shown in Fig. 20.

4.2.6 FFoS

In this section, an industrial application, Fast Focus on
Structures (FFoS), is benchmarked. The size of the input
image is 1024×NPE , where NPE is the number of PEs in a
particular SIMD instantiation. Because the number of rows
of the input image is fixed, the number of avoided RF reads
and RF writes per cycle is hardly influenced when more PEs
are added (Fig. 21b and Fig. 21c). As a result, the reduc-
tion of the energy dissipation in the RF is around 48%, as is
shown in Fig. 22a.
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Fig. 17 RF access of global-to-point kernels

The FFoS application is particularly memory intensive.
In order to clearly show the effects of explicit bypassing,
which does not affect energy used in the data memories,
Fig. 22b only shows the reduction in energy dissipation in
the core/logic part of the processor. It is interesting that the
FFoS application shows an overall improved energy effi-
ciency for the logic part when the number of PEs is in-
creased, even though the number of avoided RF reads and
writes per cycle is hardly influenced. This is due to the fact
that the register file, percentage-wise, contributes a larger
part to the total energy dissipation, because the instruc-
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Fig. 18 Energy usage reductions by explicit bypassing: global-to-point
kernels

tion fetch and decode are amortized over more PEs. This
makes the register file’s contribution to the energy dissipa-
tion larger, so even though the reduction in the register file
is nearly constant, overall the energy usage reduces as the
number of PEs increases.

4.2.7 Performance

Table 6 shows the cycle count of each kernel on both
the 128-PE SIMD with explicit bypassing and the 128-PE
SIMD with automatic bypassing. The result shows that ex-
plicit bypassing introduces almost no performance loss.

4.2.8 Area

The core areas of the automatically bypassed SIMDs are
shown in Table 7. Compared to Table 5, we can see that the
explicitly bypassed SIMDs occupy slightly less area. This is
because the explicitly bypassed SIMDs have slightly smaller
physical register files and simpler bypassing logic.

5 Related Work

Reducing the energy dissipation of the register file has al-
ways been considered important in improving processor
energy efficiency [10, 32]. About 15% of the core energy
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Fig. 19 RF access of global-to-global kernels

within a typical single-issue RISC processor is dissipated
by the register file, and an even higher percentage for pro-
cessors that exploit more instruction-level or data-level par-
allelism [9, 30, 32]. Earlier work has shown that optimiz-
ing the bypassing network can reduce this large energy us-
age [6]. For example, in VLIWs it has been shown that stor-
ing short-lived values in pipeline registers can reduce energy
usage while sustaining the compute performance [5]. Sim-
ilarly, in a transport triggered architecture (TTA), which is
considered to be a superset of the VLIW architecture [3], the
reduction of energy dissipation in the RF induced by explicit
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Fig. 20 Energy usage reductions by explicit bypassing: global-to-
global kernels

Table 6 Cycle count of each kernel on 128-PE SIMDs

Kernel Explicit Automatic
Binarization 527 526

Color Conversion 4383 4382
Erosion 3x3 747 747

5-tap FIR 1411 1411
Convolution 3x3 2452 2452

Find Max. Element in a Vector 1100 1099
Sum of Vector Elements 844 843
Vector-Vector Addition 268 268

Matrix Rotation 5671 5542
Matrix Mirror 11273 11015

Matrix Transpose 5606 5477
FFoS 32961 32961

Average performance loss 0.62 %

bypassing has been shown to be as much as 80%, leading to
a reduction of the overall energy dissipation of 11% [10]. A
compiler was developed for this TTA [26]. It fully automates
explicit bypassing and achieves the same amount of energy
reduction. This proves the practical value of explicit bypass-
ing. However, none of the related works provide a detailed
head-to-head comparison in terms of energy efficiency be-
tween explicit and automatic bypassing in an SIMD setting.

Explicit bypassing is also used to improve performance
by mitigating RF pressure on both size and number of read-
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Fig. 21 RF access of FFoS

/write ports. The MOVE work [20] and the TCE work [21],
both of which are TTAs, studied this thoroughly. J. Yan et al.
introduced a similar concept, called virtual register, which
exploits the short-lived variables and the data bypassing net-
work to minimize the demand on real registers [33]. Instead
of focusing on power dissipation, this work mainly aimed
at achieving higher performance without enlarging the RF
physically. Compared to this work, the proposed architec-
ture exploits the same principle, but with a more compact
instruction format, resulting in smaller instruction memory
and less expensive memory access in terms of energy dis-
sipation. Moreover, in the proposed architecture, data stays
available longer for bypassing. This is because input latches
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Fig. 22 Energy usage reductions by explicit bypassing: FFoS

RISC Automatic Bypass
#PE – 8 16 32 64 128

Cell 10884 90489 169267 329952 645903 1275403
(1.0) (8.3) (15.6) (30.3) (59.3) (117.2)

Net 23509 205219 383131 747418 1454670 2894902
(1.0) (8.7) (16.3) (31.8) (61.9) (123.1)

Total 34392 295708 552398 1077370 2100573 4170305
(1.0) (8.6) (16.1) (31.3) (61.1) (121.3)

Table 7 Core area of automatically bypassed SIMD compared to RISC

are introduced to each functional unit (FU), such that an FU
output is preserved till the same FU is used by another in-
struction. Since data is available longer for bypassing, more
variables can be bypassed, reducing the traffic from/to the
RF [10].

Wide SIMD architectures are widely used in embedded
processors. The Xetal from NXP [1] is an SIMD processor
with 320 PEs that is designed for smart camera data process-
ing. The PEs in Xetal are connected by a neighborhood net-
work. However, Xetal has one large vector memory (called
frame memory). It does not have any small memory (e.g.,
a register file) in between to exploit data locality. Because
of this, energy dissipation of data accesses is high. Y. He
et al. addressed this issue in Xetal-Pro. By introducing an
extra level of memory, as well as aggressive voltage scal-
ing, a much more efficient architecture is obtained [9, 22].
This work shows that to achieve ultra-low power, improving
the efficiency of data movement is of crucial importance in
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SIMDs, which motivated us to introduce explicit datapath
techniques in this work. The IMAPCAR from NEC [16] is
another example of a wide SIMD processor. The IMAPCAR
has 128 PEs connected with a ring network. A key difference
in IMAPCAR compared to Xetal is that it has independent
address generation for each PE. While the memory is more
complex in such a configuration, it also results in much bet-
ter programmability. Since many applications, such as his-
togram and Hough transform, can benefit from independent
address generation [13, 14], the proposed architecture sup-
ports independent address generation for each PE.

M. Woh et al. proposed AnySP, a wide SIMD target-
ing wireless and multimedia applications [32]. The PE in-
terconnect in AnySP is a reconfigurable RAM-based cross-
bar, which is more flexible compared to Xetal, IMAPCAR,
and this work. The energy usage of the vector register file
in AnySP is reduced by introducing an extra 4-entry small
register file. AnySP also uses explicit bypassing. However,
instead of using a small RF to increase the bypass opportu-
nities and reduce the RF pressure, we achieve these goals by
increasing the number of bypassing sources in this work.

In another work of M.Woh et al., the evolution from
SODA to Ardbeg is presented [31]. It is noted that the RF is
the largest power consumer in SODA, accounting for 30%
of the total power. To mitigate this problem, Ardbeg intro-
duces 2-issue long instruction word (LIW) support, allow-
ing a restricted set of operations to run in parallel. In order
to facilitate LIW, the RF requires two read and two write
ports, making the RF more complex, and therefore presum-
ably more power hungry. Yet the performance gained by the
2-issue LIW results in an overall better energy-delay prod-
uct. This technique is orthogonal to the explicit datapath ap-
proach evaluated here, and it would be interesting to investi-
gate how much power can be reduced by combining the two
techniques.

In our work, the proposed architecture is similar to the
Xetal-Pro [9]. The main differences are that the proposed
architecture uses per-PE register files, independent address-
ing, and a PE datapath with explicit bypassing. Compared
to the PE micro architecture of Xetal-Pro, which supports
limited operation types due to its simplicity [9], the PE mi-
cro architecture of this work is RISC-like and supports more
operation types.

6 Conclusions

In this work, a low-energy, wide SIMD architecture with
explicit datapath is proposed. The proposed architecture is
fully programmable and features a configurable number of
processing elements and pipeline stages. Scalar operations
and (wide) vector operations are issued in parallel to exploit
DLP and ILP at the same time.

To show the effectiveness of the proposed architecture,
an instantiation of the explicitly bypassed architecture with
128 PEs is compared with a reference RISC architecture.
The experimental results show that the SIMD processor re-
duces the energy dissipation by up to 94% in the erosion
kernel and by 48.3% on average for the total of eleven tested
kernels. The proposed SIMD processor also achieves an av-
erage of 206.1× speed up compared to the reference RISC,
even though it only has 128 PEs. This is because in the pro-
posed SIMD architecture, scalar operations and (wide) vec-
tor operations are issued in parallel to exploit DLP and ILP
at the same time, and enhanced exploitation of data locality.

To demonstrate the effectiveness of explicit bypassing
in an SIMD environment, multiple instantiations of the pro-
posed architecture are implemented. Eleven representative
kernels and one industry application are mapped onto all
these instantiations, as well as their automatically bypassed
counterparts. Detailed comparison and analysis are carried
out. The experimental results show that, compared to the au-
tomatic bypassing counterpart, a considerable number of RF
accesses, 64% on average for 128 PEs, are avoided by using
explicit bypassing. For total energy dissipation, an average
of 27.5%, and maximum of 43.0%, reduction is achieved.

Future work includes exploring low-power interconnects
for wide SIMDs to improve both performance and energy ef-
ficiency. Place and route is also considered to investigate the
effect of the architectural changes on wiring, both in terms
area and power. It would also be interesting to use software-
hardware co-exploration to improve the efficiency of kernels
with irregular communication patterns, or with long distance
communication patterns. In addition, further changes in the
architecture, e.g., clustering PE memory banks to reduce
memory energy dissipation, introducing multiple-issue PE
micro architecture, and supporting complex operations with
special function units, are also part of our future work.
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