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Summary

Biometrics are an attractive form of authentication in situations where unobtru-
siveness is required. Moreover, biometrics are part of a user and therefore cannot
be forgotten, like a password, or lost, like a token, which offers convenience for
a user. While biometric features possess significantly more randomness than for
instance a password or PIN code chosen by a user, it remains a challenge to extract
enough cryptographic entropy to create strong keys.

This thesis addresses the design and analysis of schemes which extract bit
strings from biometric features for authentication and security purposes. Each
measurement of the same biometric will be slightly different due to the influence
of noise on the measurement process. For this reason this field of research is often
referred to as “security with noisy data”. Exact reproduction is required to create
a protected biometric template, i.e., user-specific reference data to allow verifi-
cation, or a (cryptographic) key,. This can be achieved by introducing auxiliary
data, usually referred to as helper data, sent between the enrollment and verifica-
tion measurements. The helper data is used to improve the reproduction of the
extracted bit string and can be constructed such that it does not reveal anything
about the bit string itself.

This work was motivated by the Vitruvius project that focuses on security and
trust in highly versatile body sensor networks. A high flexibility in functionality
on these systems, for instance to support a variety of services and applications, is
required to fulfill the high demands of modern patient centric healthcare, in which
a high level of individualization is expected. This flexibility can be provided by
downloadable components that provide functionality to the system. However, such
a construction poses security risks to the wearer, since body spyware or poorly built
components cannot be distinguished from genuine components if no precautions
are taken.

The first chapters of this thesis address this system setting. The goal of the
study carried out in this part is to come up with demands for the system ar-
chitecture and the deployment protocols that ensure a secure and trustworthy
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environment for the end-user. An overview of actors that are involved before and
during the deployment of a BSN is given. Based on existing natural inter human
trust relations between these actors, missing trust connections can be identified.
This enables the system to provide supporting evidence for trust. This creates a
secure and transparent system for the wearer.

The proposed and analyzed architecture and protocols are based on common
cryptographic primitives, such as encryption/decryption, hashing and signing.
Some of these functions face the problem of key-distribution, that is, two par-
ties require the same key to establish a secure connection. Moreover, the system
requires the identification of wearer and approved hardware. Both issues can be
solved by exploiting the properties of noisy data.

The second part of the thesis discusses the methods for the application of noisy
data, with a special emphasis on biometrics, to realize the exposed security de-
mands of the first part. Without proper precautions the application of biometrics
introduces security and privacy risks for the user. In this part an analysis is made
on how to construct a biometric verification system that reveals nothing about the
extracted bits, while achieving the highest possible reproduction rate in a later
stage or at a different terminal. The proposed system comprises two stages that
eliminate the errors, roughly speaking an analog and a digital one. This work
focuses on the first which involves the bit extraction, that is, a mapping from a
fine quantization to a coarse one, to make the extracted bits more resembling in
subsequent extractions. This two stage approach enables the application of more
efficient error correcting codes in the second stage, which allows the reach of a
more optimal curve on the well-known secret key-/verification-rate trade-off.

The developed scheme has been characterized in terms of capacity, achieved
bit-rates, error probabilities and leakage. Leakage, or more specifically secrecy
or privacy leakage, is defined as the mutual information between helper data and
secret or helper data and biometric data respectively. For the latter, the notion of
diagnostic category leakage (DCL) has been introduced to make privacy leakage
more tangible in the context of BSNs. DCL studies the possible leakage between
the helper data and a discrete-valued property which is correlated with the bio-
metric used in the system. Examples of such a property can be a specific diagnosed
disorder (such as epilepsy) or simply be gender or race.

A practical implementation of the biometric verification scheme has been done
for face data and ECG. By implementing some basic preprocessing of the signals, a
proof of concept has been made for the verification scheme and performance figures
could be given. Moreover, the developed modeling methods allow estimation of
the capacity of the biometrics and of the leakage in the system that can emerge
due to limited knowledge of the biometric properties.

This dissertation proves that the developed scheme guarantees the best possible
recognition performance when a protected biometric template with zero leakage is
required. The application of the scheme and methods are not limited to biometrics,
but can also be applied to other sources of noisy data that require bit extraction,
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e.g. physical unclonable functions (PUF) or reciprocal fading wireless channels.
Both modalities can be found in a BSN setting as SRAM PUFs and the sensor
node links respectively, however they were not explicitly studied in this work.
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Samenvatting

Biometrie is een aantrekkelijke vorm van authenticatie in situaties waar discretie
gewenst is. Bovendien is biometrie onderdeel van een gebruiker en kan daarom
niet worden vergeten zoals een paswoord, of verloren zoals een token. Hoewel
biometrische kenmerken significant meer willekeur bevatten dan bijvoorbeeld een
paswoord of PIN code gekozen door een gebruiker, blijft het een uitdaging om er
voldoende cryptografische entropie uit te halen om sterke sleutels te maken.

Dit proefschrift behandelt het ontwerp en analyse van schema’s die bit-reeksen
uit biometrische kenmerken halen voor authenticatie en beveiligingsdoeleinden.
Metingen van dezelfde biometrie vertonen een sterke mate van gelijkenis, maar
ook kleine verschillen als gevolg van ruis in het meetproces. Om deze reden wordt
dit onderzoeksgebied ook wel aangeduid als “beveiliging met ruizige gegevens”.
Exacte reproduceerbaarheid is noodzakelijk om biometrische templates, dat wil
zeggen gebruikersspecifieke gegevens voor authenticatie te beschermen of om een
(cryptografische) sleutel te maken. Dit kan bereikt worden door aanvullende ge-
gevens, vaak aangeduid als hulpgegevens, over te sturen tussen inschrijvings- en
verificatiemetingen. De hulpgegevens worden gebruikt om de reproduceerbaarheid
van de bit-reeks te vergroten en kunnen zo geconstrueerd worden dat ze niets
prijsgeven over het geheim, namelijk de bit-reeks.

Dit werk vloeit voort uit het Vitruvius project dat de nadruk legt op beveili-
ging en vertrouwen in veelzijdige lichaamssensornetwerken. Een grote mate van
functionele flexibiliteit, om bijvoorbeeld verschillende diensten en toepassingen
te ondersteunen, is noodzakelijk om aan de eisen van moderne gezondheidszorg,
waarin de patiënt centraal staat en een grote mate van individualisatie verwacht
wordt, te voldoen. Een dergelijke constructie vormt veiligheidsrisico’s voor de dra-
ger, aangezien lichaamsspyware of slecht gebouwde onderdelen niet onderscheiden
kunnen worden van authentieke onderdelen indien er geen voorzorgsmaatregelen
getroffen worden.

De eerste hoofdstukken van dit proefschrift behandelen deze systeemopzet. Het
doel van dit deel van het onderzoek is om eisen voor de systeemarchitectuur en
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installatieprotocollen te geven die een veilige en betrouwbare omgeving voor de
eindgebruiker garanderen. Allereerst wordt een overzicht gegeven van de betrok-
ken personen vóór en tijdens het opzetten van een lichaamssensornetwerk. Ge-
baseerd op natuurlijke onderlinge menselijke vertrouwensbanden kan ontbrekend
vertrouwen gëıdentificeerd worden. Dit stelt het systeem in staat aanvullend be-
wijs te geven voor vertrouwen. Uiteindelijk levert dit een veilig en transparant
systeem voor de drager.

De voorgestelde en geanalyseerde architectuur en protocollen zijn gebaseerd op
algemene cryptografische bouwstenen zoals encryptie/decryptie, hashing en onder-
tekening. Enkele van deze functies ondervinden het probleem van sleuteldistribu-
tie, dat wil zeggen, twee partijen hebben dezelfde sleutel nodig om een beveiligde
verbinding op te zetten. Bovendien is het voor het systeem noodzakelijk de drager
en geschikte hardware te herkennen. Beide kwesties kunnen opgelost worden door
gebruik te maken van eigenschappen van zogenaamde ruizige gegevens.

Het tweede deel van dit proefschrift behandelt de methoden voor het gebruik
van ruizige gegevens, met een speciale nadruk op biometrie, om de gëıdentificeerde
beveiligingseisen uit het eerste deel te realiseren. Zonder de juiste voorzorgsmaat-
regelen kan de toepassing van biometrie veiligheids- en privacyrisico’s voor de
gebruiker opleveren. In dit deel is een analyse gemaakt over hoe biometrische
verificatiesystemen te bouwen zodat niets wordt prijsgegeven over de verkregen
bits, terwijl de hoogst mogelijke kans op succesvolle reconstructie verkregen wordt
in een later stadium of op een ander punt. Het voorgestelde systeem bestaat uit
twee stadia om fouten weg te werken, grofweg een analoog en een digitaal deel.
Dit werk legt de nadruk op het eerste deel waarin het gaat om het genereren van
de bits, dat wil zeggen het omzetten van een grove naar een fijne quantizatie, om
de verkregen bits meer gelijkenis te laten hebben in herhaaldelijke uitvoeringen.
Deze twee-stadia-aanpak maakt het mogelijk efficiëntere foutcorrigerende codes te
gebruiken in het tweede stadium, waardoor een optimalere inruil van sleutellengte
en correcte verificatiekans bereikt wordt.

Het ontwikkelde schema is gekarakteriseerd in termen van capaciteit, behaalde
bitrates, foutkansen en lekkage. Lekkage, of meer specifiek geheim- of privacy-
lekkage, is gedefinieerd als respectievelijk de gemeenschappelijke informatie in de
hulpgegevens en het geheim of de hulpgegevens en de biometrische gegevens. Voor
de laatste, is het concept van diagnostische categorielekkage ontwikkeld om zo-
doende privacylekkage tastbaarder te maken in de context van lichaamssensornet-
werken. Diagnostische categorielekkage bestudeert de lekkage tussen de hulpgege-
vens en een discreetwaardige eigenschap die gerelateerd kan zijn aan de gebruikte
biometrie. Een voorbeeld van een dergelijke eigenschap is een gediagnostiseerde
afwijking (zoals epilepsie) of eenvoudigweg geslacht of ras.

Een implementatie van het biometrische verificatiesysteem is gemaakt voor
gezichtsafbeeldingen en ECG. Door enkele basisvoorbewerkingsstappen te imple-
menteren op de signalen, kan de werking en kwalitatieve prestaties van het concept
getoond worden. Bovendien kan door de ontwikkelde modelleringsmethoden de ca-
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paciteit van de biometrie en de lekkage in het systeem als gevolg van een beperkte
kennis over de verdeling van de biometrische kenmerken ingeschat worden.

Deze dissertatie bewijst dat het ontwikkelde systeem de best mogelijke her-
kenning garandeert als er een biometrisch template zonder lekkage vereist is. De
toepassingen van het schema en de methoden zijn niet beperkt tot biometrie,
maar kunnen ook toegepast worden op andere bronnen van ruizige gegevens waar-
bij het verkrijgen van bits noodzakelijk is, zoals fysiek onkloonbare functies of
verzwakkende draadloze kanalen die in beide richtingen equivalent zijn. Beide
modaliteiten zijn aanwezig in een lichaamssensornetwerkomgeving als fysiek on-
kloonbare functies in de vorm van SRAM en de draadloze kanalen in de vorm van
sensornodeverbindingen, maar deze zijn niet expliciet bestudeerd in dit werk.
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1
Introduction

This dissertation results from work carried out in the VITRUVIUS project, which
addresses versatile and trustworthy user services on Body Sensor Networks (BSNs).
In order to guarantee a safe and trustworthy system, it is essential to ensure a link
between the wearer of the BSN and his devices or, more importantly, between the
wearer’s identity and the measurement data. Both connections can be established
by exploiting properties of noisy data such as biometrics, which is the main focus
of this dissertation. Yet, the role this can play in making applications that use
BSN data more secure and privacy preserving is also studied.

1.1 Body Sensor Networks

Body Sensor Networks (BSNs) are an emerging technology that can play an impor-
tant role in modern health care, coaching, gaming and ambient enhanced living.
Body sensor networks consist of multiple sensor nodes worn close to the body
and are capable of recording (physiological) signals. Such a sensor node typically
includes one or more sensors, a processor and a transceiver. Recorded signals
can be among other things: acceleration, temperature, sound, galvanic skin re-
sponse (GSR), electrocardiogram (ECG), etc., which make them suitable to many
applications.

At the same time there is a trend towards active personal involvement in one’s
own (medical) condition. People are interested in their medical conditions, health,
fitness and mental wellbeing nowadays. This coincides with a shift from a more
hospital-centric based health care toward patient-centric. However, the application
of these sensors is not limited to solely medical monitoring for doctors and patients.
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It is likely that also other people such as coaches and caregivers, but also services
and devices such as game consoles will make use of the same data.

Such a usage scenario demands a highly versatile system. The functionality of
a BSN should be extensible by simply adding new sensors that are capable of gen-
erating the requested data for a certain application or new software components to
extract relevant information. Therefore a solution based on hardware-independent
components that can be installed on many sensor platforms is preferred. It is very
likely that mass-market sensors, that pair with smart devices such as cell phones
and tablets that support the installation of apps, will play an important role in
this concept.

Besides the many sources of information, e.g., sensors of different brands mea-
suring various quantities, there will be many different information end-points, e.g.,
doctors, caregivers and coaches. Since they are the experts and require specific
information that is relevant to them, the system should extract this information
without any (serious) involvement of engineers. Decision Support Systems (DSS)
enable domain experts such as doctors to do exactly this. These systems assist
decision making by structuring data from sensors or other sources. This approach
can be combined with preprocessing in the BSN. Most likely a part of the deci-
sions will be taken at the BSN itself while additional information, such as a medical
record only present at a remote server, will allow final decision making.

The functionality for the BSN will be provided by downloadable components,
which consist of, among other things, firmware and drivers for the sensor node,
signal processing libraries and decision support rules. These components are sim-
ilar to what Apps are for smart phones. There is however a striking difference
compared to Apps; the components will have a high amount of individualization
based on the information the issuer or wearer of the BSN would like to gather.
It is not difficult to see that a BSN casually used for gaming needs different soft-
ware than a BSN applied for an ambulatory health monitoring application. The
software can in general be split in a signal processing part, e.g., transformation,
filtering and feature extraction, and reasoning, i.e., the ‘if . . . then . . . else . . .’
rules that are created by a DSS.

There are several reasons to move as much of the information processing as
possible into the network. From a practical point of view this reduces energy con-
sumption since only high level events have to be conveyed over the radio links.
This concerns both the inter-node links as well as the BSN back-end link. Sensor
nodes are equipped with some processor capable of doing simple signal processing
operations, which requires less energy than conveying all raw data over the radio
link. On the other hand, and this mainly concerns the BSN to back-end link, it
enables the wearer to control the privacy sensitive information that is leaving his
BSN. Raw values from an accelerometer or ECG data can contain much informa-
tion about someone’s health, state of mind and behavior. Something you might
not want to share with everyone. These unprocessed values may not be harmless
to share, as in processed form these reveal privacy sensitive information.
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It is clear that the high versatility introduces security and privacy risks to
the wearer. Moreover, standard security solutions, e.g., software certification and
pre-installed link encryption do not offer adequate protection for an individualized
system, so other solutions are needed. An ideal solution would be a kind of Plug-
and-Play installation, which is unobtrusive with the foreseen work-flow, transpar-
ent to the involved users and aligns well with the large degree of individualization.
The individualization demands the user and system the be authenticated since it
can be harmful and costly if software components are executed at the wrong BSN.
All in all this requires a linking between person - device or preferably person -
measurement data, which is the main focus of this dissertation. These demands
are fulfilled by implementing security solutions based on security with noisy data,
which can be extracted from biometrics and physical unclonable functions (PUFs).

1.2 Security with Noisy Data

1.2.1 Biometric Authentication

Traditional authentication methods usually rely on something a user knows or
possesses. The knowledge can for example be a password or PIN code, whereas
the object is usually a token or smart card. A downside of these authentication
methods is that they are not inherently bound to the true identity of the user. A
password can be guessed, since users tend to choose simple passwords in order not
to forget them, and a token or smart card can be stolen. Moreover, passwords that
are forgotten by the user require additional mechanisms to reset it and therefore
introduce additional security vulnerabilities.

Biometrics are a form of noisy data, which can serve as an alternative or can be
used in addition to these traditional access control mechanisms. Features extracted
from noisy data yield a higher entropy than for example passwords and PIN codes
chosen by users, which make them harder to guess. However, subsequent mea-
surements will not be exactly equal. There is a high correlation between them,
but nonetheless there are small differences. In general the differences between
users and subsequent measurements are referred to as between- and within-class
variance, respectively.

The variability between measurements is a challenge for the use of biometrics.
A straight-forward solution makes a biometric verification system closely resemble
a classical classification problem. Instead of checking for an “exact match” the
system has to verify whether the new input is close enough the a stored template,
i.e., a “near match”. In order to do this, a verifier requires in-the-clear reference
data corresponding to the user, which is not a secure solution, since it can be
stolen.

A stolen template can be used for, among other things, cross matching, function
creep and identity fraud. For example framing someone, by leaving behind fake
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evidence such as fingerprints on a crime scene, could be a serious problem with
stolen templates. In general the preprocessing steps applied to the raw data to
obtain the template can be reversed in order to create an artifact that resembles
the original biometric good enough to pass the test. It has been demonstrated
that fake fingerprints could be created from templates that were good enough to
impersonate the owner [1, 2]. Moreover, once compromised there is no solution to
re-enroll the user. At the end we do have only 10 finger, 2 irises, etc.

Besides security issues, there are privacy risks involved with storing biometric
templates. It can happen that the stored reference data reveals private information
unnoticed. This can for example be gender, age and even certain diseases and
disorders are known to manifest themselves in biometric data [3, 4]. Therefore,
storing an in-the-clear template should be prevented for both security and privacy
reasons. Based on this motivation it is clear that template protection is required.

On the other hand, it is interesting to notice that some biometrics are in fact
not strictly secret. The data stored in the current e-Passports, i.e., fingerprint and
face images, can be obtained easily. Photographs of people, or footage incorpo-
rating faces, are a common property and with a little more effort one can obtain
somebody’s fingerprints [5]. This of course raises the question why we should put
in so much effort to protect templates. Data captured unnoticed is in general of
much lower quality than the stored templates. In fact, a template is the result
of all processing and it is not guaranteed that inputting lower quality data will
lead to a result that is close enough. However, starting with the outcome of the
preprocessing is for an adversary a much more attractive approach, since success is
more likely. Moreover, compromising a database with many in-the-clear templates
is more appealing than putting in the same effort to obtain biometric features of
a single user.

Even if all biometrics would be public an authentication can be based upon
them. This requires a hands-on verification with for example liveness detection to
guarantee that we are measuring biometrics of an actual user. Forms of remote
authentication should be avoided in such a situation, since these are more vulner-
able to deception. Although security can be maintained with a little more effort,
template protection is still required to guarantee privacy of the enrolled users.

A straight-forward but naive approach to protect the reference data is to ap-
ply encryption, i.e., storing ciphertext CX of X together with an ID in a public
database as depicted in 1.1. Parties allowed to perform an authentication, e.g.,
border control, are given the decryption key K. This solution works as long as all
parties can be trusted. However, it does not prevent inside attacks, i.e., trusted
verifiers stealing the data for their own profit. Sometimes it can even be undesired
or impossible to trust all parties which makes this approach infeasible.

The current European e-Passports however do apply encryption to protect
the stored biometric face and fingerprint data. Hoepman et al. [6] were able
to show that the reference data could be read by an unauthorized terminal. All
they needed was a terminal to setup the communication, some understanding of
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Figure 1.1: Authentication scenario with an encrypted template.

the communication protocol and the information in the machine readable zone
(MRZ). The information in the MRZ is printed on the inside of the passport and
basically is the key to read all electronically stored information. Moreover, since
this MRZ information is a composition of the user details, they argue that it does
not have a high entropy, but is merely in the order of 40 bits. Such a short key
size is certainly not up to current standards [7]. Yet, a longer stronger key would
not resolve the problem that the key will be shared with (too) many devices and
persons. A similar study about e-Passports including more technical background
information was done by Jain et al. [8].

Biometrics are not an ideal solution for all security issues. They may be inter-
esting for their convenience and unobtrusiveness, but the actual security they can
provide is limited. Besides the issue illustrated above, there is another problem.
Variation between users is sufficient to extract high entropy keys, but variation
between subsequent readings, i.e., noise, from a single user’s features cannot be
neglected. This severely limits the amount of information that can be reliably
extracted. In the end it is this ratio between inter- and intraclass variance that
influences the strength of the security solution built with it.

In the end a biometric verification scheme should strive to achieve the following
requirements, which are more often a trade-off than something that can be achieved
simultaneously.

� Irreversibility: it should be hard to recover the original input from the stored
reference data, i.e., the template, for both security and privacy reasons. This
should prevent the creation of artifacts from stolen templates.

� Diversity: there should be enough variation between different templates de-
rived from the same data to prevent cross-matching and thus enhance pri-
vacy.

� Revokability: in case a template should ever get compromised there has to
be some way to revoke it and reissue a new template. This might be possible
for the templates, however if biometric data is compromised reissuing a new
template becomes useless.

� Recognizability: a verifier should be able to recognize genuine users and reject
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impostors with high probability in terms of classification algorithms. This
corresponds to a high Genuine Acceptance Rate (GAR) or simply Detection
Rate (DR) and low False Acceptance Rate (FAR).

1.2.2 Helper Data Schemes

Template protection can be achieved in two ways: 1) by transforming the features
or 2) by using key binding/extraction. This work focuses on the latter, since these
techniques provide a noise-free bit string, i.e., a key, that can be used for security in
a BSN framework. However, some of the techniques that use transformations will
be discussed in Section 1.3, since they try to achieve the same goal: authentication
without revealing sensitive information. The article of Jain et al. [9] provides a
convenient review of both techniques for template protection.

For security applications in this work a noise free bit string is required, as
these bit strings typically have two applications: 1) secure authentication or 2)
as a key to perform encryption/decryption. Both scenarios make use of two basic
building blocks namely a generate and a reproduce function. Together these
two functions are referred to as a Helper Data Scheme (HDS). A HDS facilitates
creating reproducible noise free bit-strings from noisy data.

A noise free bit string extracted from noisy data can be protected by the same
principle applied for storing passwords on a computer. Instead of storing the
password itself, a hashed version is stored. For each subsequent authentication
the user inputs his password which is again fed through the same hash function.
Only if the input is exactly equal the outcome will match and access can be
granted. This assumes the hash function is a cryptographic one-way function, i.e.,
applying it to some input is simple, but reversing it is computationally hard. To
prevent cross-matching, checking for the same hash output in the same or different
databases, a random string, called salt is added to the hash input. The salt is
usually stored together with the outcome of the hash function. The combination
of an identifier, e.g., username, hash output and salt can be considered a protected
template, since it allows verification but cannot be used for anything else by an
adversary. A verification with a protected template is called a secure verification.

The protected template of a biometric based authentication includes an ad-
ditional value: helper data, to enable a reliable reproduction of the bit string.
During enrollment, depicted on the left side of Fig. 1.2, the user’s biometric sam-
ple X is input to a generate function. This function outputs a secret S, which is
the noise free bit string, and helper data W . The secret can be chosen or based
on the randomness in X. The secret S is fed through the hash function h to be
included in a protected template {ID,W, h(S‖Z), Z}, which is stored by the user’s
identifier ID. Salt Z is a random bit-string to prevent cross-matching between and
within databases.

During verification, depicted on the right side of Fig. 1.2, the system queries
the user’s template based on the claimed identity. The helper data and a new
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Figure 1.2: Authentication scenario for biometric features.

biometric sample Y , which is a noisy version of the original sample X, are input to
a reproduce function that outputs an estimate Ŝ of the originally generated secret
S. A well designed generate function creates helper data that does not reveal
information about the secret, but supports the reproduce function to reliably
reconstruct the secret from Y .

A similar application can be found for symmetric encryption, i.e., encryption
and decryption with the same key. In this scenario, depicted in Fig. 1.3, the key
itself is not stored. The generate function creates the key K together with helper
data W from biometric data X similarly as in the authentication scenario. An
encryption uses this volatile key to encrypt plaintext message M to ciphertext
C before it is discarded. Both ciphertext and helper data are sent over a public
channel. Only a receiver that possesses Y , a sample close enough to X, is able to
reconstruct K̂ and decrypt C.

A difference can be made between techniques that bind a key to noisy data
and ones that extract a key from it. For the former the key is chosen and then
hidden by using the noisy data. In the latter the key is derived from the actual
noisy data. Two well known techniques to bind keys to noisy data are Fuzzy
Commitment [10] and Fuzzy Vault [11]. Both methods require a secret S as input
for the generate function (see Fig. 1.2 and Fig. 1.3), which can be a randomly
generated value or any other kind of secret. Fuzzy commitment uses the secret to
choose a codeword from an error correcting code. This codeword is then added
in a modulo-two addition (XOR) to the (discretized) biometric data to calculate
the helper data. During verification the same operation is applied. As long as the
differences in the biometric data are within the error correcting capabilities of the
code, the reproduction function is able to recover the original codeword and thus
the embedded secret.

In a Fuzzy Vault [11] the secret is used as the coefficients of a polynomial. This
polynomial is evaluated on the enrollment data x which yields y. The resulting
(x, y) pairs are stored together with random chaff points to hide the genuine points.
To recover the secret, the user provides an unlocking set that largely intersects with
the enrollment data. This set determines the points in the vault that are selected
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for a Reed-Solomon decoding algorithm [12] to recover the polynomial and thus the
secret. The Fuzzy Vault has become a popular solution and many implementations
for a particular modality exist, e.g., fingerprint [13, 14, 15, 16], face [17, 18], iris
[19] and signatures [20]. Advantage of the Fuzzy Vault is its independence of
ordering, omissions and additions in the sets, which makes it particularly suitable
to fingerprint algorithms based on minutiae. A clear disadvantage of Fuzzy Vault
is the large amount of chaff points and the therefore required storage, which makes
it less attractive for small footprint applications on a BSN.

Key extraction involves quantization of the continuous noisy features. In gen-
eral a biometric modality can be preprocessed to a vector of independent features,
which are referred to as dimensions or features. The features are usually stored as
finely quantized values, e.g., floating point numbers to describe gray-scale values
of an image, and therefore the quantization is more something like a mapping
from a fine to a coarse grid. To ensure reproducibility and handle the intraclass,
variations the quantization requires class-specific adaptation of the quantization
regions.

One of the first approaches to achieve this is a HDS with Quantization In-
dex Modulation [21], which borrows principles from digital watermarking [22] and
writing on dirty paper [23]. This HDS calculates continuous helper data as the
offset between the enrollment sample and the center of a quantization interval.
The helper data is added to the verification sample to ensure reliable reproduc-
tion. The HDS does not explicitly take the inter- and intraclass distributions into
account and only one bit per dimension is extracted. Chang et al. [24] took notice
of these distributions to increase the number of bits extracted per dimension. For
this scheme the helper data are the quantization regions. A more formal approach
was given by Dodis et al. [25, 26], who defined the concepts Fuzzy Extractor (FE),
which provides near uniform randomness as output, and Secure Sketch (SS), which
aims to allows exact recovery of the noisy input data. To improve reproducibility
of bit strings Chen et al. [27] proposed to use the likelihood ratio to define the
quantization regions. Verbitskiy at al. [28] further refined the theory for fuzzy
extractors and argued that a fuzzy extractor always should be designed for par-
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ticular probability distributions. An overview and comparison of various (early)
fuzzy extractors can be found in the articles of Buhan et al. [29, 30].

Key extraction and key binding can be combined in a successive scheme. For
example Fuzzy Commitment requires a binary version of the features and Fuzzy
Vault requires discrete values to be able to choose the distinct chaff points and
to do the selection during recovery. A well designed key extraction can provide a
more reliable quantized version of the noisy data beforehand. Therefore, such an
approach can improve overall system performance and was the motivation for this
work.

1.3 Related Work

This section addresses work in adjacent areas relevant to this dissertation, but
outside the scope. Nonetheless, the work presented in this chapter is closely related
to the work of this dissertation since it either provides or processes relevant data,
i.e., precedes the primitives presented in this work, tries to solve the same problems
and addresses the same issues related to the use of biometric data.

1.3.1 Sources of Noisy Data

Over the past decades a lot of studies can be found about different sources for
human authentication. These include the well-known biometrics like fingerprint,
face and iris. However, we also witness new modalities such as ECG [31, 32],
gait, based on both vision [33, 34] and accelerometry [35, 36], and vein patterns
[37, 38, 39]. Especially ECG and accelerometry could be interesting in a BSN
environment, since they are already recorded for monitoring purposes.

An interesting similarity to the noisy data of biometrics is that of a Physical
Unclonable Function (PUF). PUFs, sometimes also known as Physical Random
Functions, are objects that are easy to challenge but hard to characterize. Data
generated by a challenge possesses the same properties as data extracted from
biometrics, i.e., there is a large correlation but also noise. The application of
PUFs lies more with device identification than with human identification since
they are not bound to a person.

The first PUFs, initially named Physical One Way Functions, were introduced
by Pappu et al. [40, 41]. These PUFs were optical, i.e., scattering of coherent
light through an inhomogeneous medium, and have the advantage of having many
possible challenges; by varying the direction of the incoming light a different scatter
pattern is created. This allows the extraction of multiple keys from the same
object. Downside of the optical PUFs is that they require additional hardware,
such as a laser and lenses, to be challenged. This led to the development of PUFs
based on structures that are already on silicon [42, 43], which are mainly based
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on delay characteristics [44, 45] found in structures such as SRAM [46, 47] or a
butterfly structure [48] both part of Field Programmable Gate Arrays (FPGAs).
Finally, PUFs based on coating [49, 50, 51] and acoustics [50] exist. The former
require an additional coating, but this can be integrated in an Integrated Circuit
(IC).

Similar to biometrics, key extraction for PUFs [52] received a lot of attention
and HDSs tailored to PUFs exist [53, 54]. However, PUF structures can be ex-
tended to generate longer keys whereas biometrics cannot. Therefore it can be
questioned whether it is beneficial to put in effort the make the extracted bits
more reliable as it is relatively easy to obtain more – but less reliable – bits.

Finally there is another source of noisy data which might benefit from an
improved key extraction/binding, that is a reciprocal fading wireless channel [55,
56, 57]. These channels can be found all around us, e.g., as GSM, Wi-Fi and
Bluetooth, and show a high amount of randomness over both time and space.
When such a channel is challenged in opposite direction within a short period of
time there is a strong correlation.

1.3.2 Preprocessing

In general the feature processing aims at turning the noisy data into fixed length
vectors with independent and discriminative elements. The latter relates to a high
Signal-to-Noise ratio, i.e., inter- over intraclass variance, which can be achieved by
for example properly aligning fingerprint and face images. The alignment makes
the images more resembling and should therefore decrease the intraclass variance.

Well-known techniques originating from pattern recognition [58, Chap. 4] are
Principle Component Analysis (PCA) and Linear Discriminant Analysis (LDA),
which is also known as the comparable, but in fact slightly different, Fischer’s linear
discriminant. PCA aims at finding projections that capture the larges variations,
which can be used to obtain a reduced number of independent dimensions. LDA
takes the different classes into account and aims at making those as most distinctive
as possible. PCA and LDA are often used in conjunction.

Over the past decades many feature specific preprocessing methods have been
proposed. However, since this is a very large field of research only some specific
techniques will be briefly discussed. The selection is based on the biometric modal-
ities used in this work and on techniques that aim at creating fixed-length vectors,
since this is (usually) required for verification with protected templates. The ap-
plication of PCA and LDA to faces led to so called Eigenfaces and Fisherfaces [59].
These approaches enabled a large dimension reduction and yielded independent
discriminative features which can be used in a secure verification. Later approaches
include Hidden Markov Models (HMMs) [60] and a 3D face recognition [61, 62].
Moreover, attempts were made to combine 3D face recognition with template pro-
tection methods [63, 64, 65]. An overview of face recognition methods is given
by Zhao et al. [66]. Also for fingerprint data various methods exist to map the
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minutiae, i.e., striking points in a fingerprint image, to a fixed-length feature. The
most prominent are Gabor filters [67], directional fields [68] and spectral minutiae
[69]. Initial ECG recognition was based on fiducial points [31, 32]. However, de-
tection of fiducial points requires ECG delineation and is highly sensitive to noise.
To overcome this problem methods based on Second Order Statistics [70, 71] were
proposed. The above mentioned methods can be applied without a significant loss
of recognition performance while enabling the application of a secure verifier.

1.3.3 Template Protection

As already briefly mentioned, there is also a class of template protecting schemes
that does not rely on cryptographic primitives. These schemes apply non-invertible
functions to the biometric data to prevent an adversary from stealing the data.
This method, called Cancelable Biometrics by Ratha et al. [72], relies on over-
lapping parts of the feature space, such that it becomes infeasible for an attacker
to determine the original feature location or value. Three methods are proposed:
Cartesian and polar transformation and a functional transformation. The first
two apply a random perturbation that causes overlap to predefined regions of the
feature space. The applied perturbation key is stored in order to reproduce the
template. The functional transformation uses a function with multiple inverse so-
lutions, i.e., multiple values in the original feature space map to the same value
in the output space. Application of cancelable biometrics concept has been shown
for fingerprints [73, 74], face [75] and signature [76].

Schemes applying a non-invertible transform have an increased irreversibility.
An adversary is not able to trace the location of, e.g., a minutiae, if multiple
locations map to the same point, even if he has full understanding of the applied
transformation. Moreover, it is possible to reissue a new key if the template
is compromised or to assign different keys for different applications to achieve
diversity. However, since all proposed transforms use this concept of mapping
multiple locations to a single location, the effective signal space is decreased and
thus the signal-to-noise ratio. In other words, information is destroyed to achieve
irreversibility. Therefore, this method is a strong trade-off between irreversibility
and recognition [9].

1.3.4 Security and Privacy Risks of Biometrics

As pointed out in Section 1.2 the application of biometrics can introduce both
security and privacy risks for the user. Concerning security, attention should be
paid to the independence of the features, since it has been shown that dependence
in these features can lead to serious security overestimation [77, 78] and can be used
to attack the system [79]. Moreover, the information contained in the auxiliary
data of HDSs cannot be neglected. This data can contain information about the
actual biometric, which is referred to as privacy leakage, or about the extracted
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or bound secret, which is called secrecy leakage. It has been shown that secrecy
and privacy leakage are a trade-off with the secret key length [80, 81]. Secrecy
and privacy leakage should be avoided in order to prevent attackers from creating
fake biometrics [1, 2] and doing cross-matching. In Secure Sketches [82] and Fuzzy
Commitment schemes [83] cross-matching can lead to serious problems. Finally,
privacy leakage has to be prevented since some biometrics can reveal disorders
and diseases. For example Down’s syndrome, Turner’s syndrome, and Klinefelter’s
syndrome can manifest themselves as characteristic fingerprint patterns [3, 4].

1.4 Goal of this Thesis

In the above sections two main issues were identified. The first is that current
security solutions are not adequate to protect a versatile BSN with a high amount
of individualization. It is required to identify wearer and hardware to provide a
secure and trustworthy environment as will be shown in Chapter 3. Verification of
the wearers and device identity by exploiting biometrics and PUFs can solve this.
However, the recognition rate, i.e., true positive rate, for ‘low-quality’ biometrics
as encountered on BSNs limits the application, which is the second issue.

This thesis aims at achieving the following:

� Derive security requirements for versatile BSNs based on usage scenarios
with identified inter-human trust between the actors.

� Propose a deployment protocol and architecture to fulfill the security de-
mands of versatile BSNs.

� Identify suitable variables that can be used for user and device authentication
on a BSN.

� Develop a secure verification scheme to derive high entropy keys and a high
recognition rate.

� Identify security and privacy risks involved with the application of biomet-
rics.

1.5 Scientific Contributions

This work includes the following novel contributions:

� An architecture and protocol for safe deployment of versatile BSNs (Chap-
ter 3)

� Requirements for zero leakage quantization of continuous source features in
the enrollment phase of a HDS (Chapter 5)
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� Means for optimal reproduction of the enrolled secret in a zero leakage HDS
(Chapter 5)

� Possibilities for improving reproduction rate by relaxing design constraints
(Chapter 5)

� A quantification of leakage due to a mismatch of assumed and actual distri-
butions (Chapter 6)

� The concept of Diagnostic Category Leakage (DCL) to asses secrecy and
privacy leakage for attackers possessing side-information (Chapter 6)

� A method to calculate leakage in real-life distributions with a limited number
of samples (Chapter 7)

1.6 Outline of this Thesis

Chapter 2 presents a concept for a BSN system architecture, which can be applied
not only for medical purposes, but also for social applications, entertainment and
lifestyle. Emphasis lies on keeping the user in control of his own, possible privacy-
sensitive, data by offering a “body firewall” and allowing rapid development and
deployment of new services by domain experts, reusing existing hardware and
coexisting with present services.

Subsequently in Chapter 3 an approach is studied to guarantee security and
thus enhance the trust in such a BSN for healthcare applications. Since we have
assumed that BSNs are programmable and highly versatile in their functional-
ity, this opens a vulnerability to malicious attacks and intrusion of the patient’s
privacy. The work flow is studied in a typical medical scenario, the (implied or
evidence-based) trust relations are mapped and a scheme for verifying the authen-
ticity and trustworthiness without prohibitively interfering with common practices
is proposed. Moreover, this chapter indicates an adequate solution is required to
verify the users identity on a BSN. Due to their unobtrusive nature, biometrics
seem to be an ideal solution for this matter.

In literature various models for biometrics exist. Most of these models are
based on Gaussian variables. In the first part of Chapter 4 an overview of vari-
ous models is given. These models can then be exploited to estimate a theoretical
identification capacity as is show in the second half of the chapter. This capacity
provides a theoretical maximum and can be seen as an indicator of the biomet-
ric quality. In practice the achieved mutual information is much lower due to
quantization effects of the applied verification scheme.

Over the past decades many different verification schemes, based on noisy data
like biometrics, have been proposed. In this chapter, Chapter 5, an optimal
verification scheme is presented. This scheme is optimal in the sense that it ex-
tracts a key with the highest possible entropy, does not leak any information in its
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helper data and at the same time achieves the highest possible detection rate dur-
ing verification. The detection performance is benchmarked against a continuous
classifier and a scheme that inherently leaks no information, i.e., a fixed quantiza-
tion scheme. Finally it is shown that detection performance can be improved by
relaxing the constraints on a high entropy key and zero leakage.

A Zero Secrecy Leakage (ZSL) verification scheme could leak some information
as is shown in Chapter 6. There are two scenarios in which the zero leakage
property does not hold: 1) a mismatch between actual distribution of the features
and the assumed distribution assumed during system design and 2) an attacker
that possesses more specific information about an enrolled user which is correlated
to the feature distributions. An example is given in which a binary property, e.g.,
gender, could lead to some leakage.

The proposed verification scheme poses some issues when trying to implement
it on actual biometric features. However, these problems can be handled by taking
some precautions as is shown in Chapter 7. Special attention is paid to the design
of the quantization and helper data generating functions as a bad design could lead
to poor performance in terms of key rate, detection rate and leakage. A method
is presented to estimate the leakage when a mismatch occurs between actual and
assumed distributions and results are given for implementations of this scheme on
face, artificial and ECG data.

Finally, a brief review of the conclusions drawn in the chapters and some future
directions are given in Chapter 8.
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Body Sensor Networks

This chapter is based on:
J.P.M.G. Linnartz, J.A. de Groot, J.J. Lukkien and H. Benz, “A novel architec-
tural concept for trustworthy and secure access to body sensor information”. In
Proceedings of the 4th International Conference on Intelligent Systems and Know-
ledge Engineering (ISKE2009) [84].

2.1 Introduction

In the future, detailed and fully up-to-date personal information, including data
from real-time body sensors, will be accessible for widespread use by multiple
services and applications. This information can come from sources as diverse as
certified medical exams carried out by qualified professionals, or mass-market on-
body accelerometers casually used for computer gaming.

The use of body sensor data also comes with interesting scientific challenges,
particularly because the technical constraints of node power consumption and
wireless links and networks have to be considered. Yet the widespread use of body
data, not only including people’s physiology but also their emotions, raises societal
issues.

This chapter presents a system architecture concept

� which is viable for health care, entertainment, lifestyle and social services
simultaneously,

� enables services providers to easily develop new services and applications,
without rolling out their own body sensor hardware, but by reusing the
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hardware and coexisting with other existing services,

� partitions (automatically or computer-aided) body-centric and infrastructure
centric processing and storage of data,

� provides the user with a shield to protect privacy-sensitive data.

This concept is currently being deployed in the VITRUVIUS project [85]. The
aim of this paper is to describe the underlying architectural choices.

2.2 Trends

The notion of putting the human in control of the use of his personal data is
receiving increasing international attention. The storage of professional medical
records is migrating from a hospital-centric to a patient-centric approach, or as we
prefer to call it, a “person”-centric approach. Access control to privacy-sensitive
data can be seen as a fundamental human right, that should be the starting point
for the information architecture, rather than as an afterthought.

This view coincides with an increasing interest of many individuals to under-
stand their personal situation in more detail. People are actively interested in
details about body health, fitness, medical conditions and mental wellbeing, but
they are also interested in staying in control of dissemination of information about
their physiological situation.

At the same time, there is a strong trend towards using the Body Sensor
Networks (BSNs) for other than medical applications. Examples include sports
coaching, gaming, etc. Along with these applications there will be more entities
receiving information from a users BSN. Future BSNs not only inform a medi-
cal doctor, but also the user himself, caregivers, relatives or, in case of a sports
application, the sports coach.

2.3 State of the art

BSNs are heavily studied for home and ambulatory monitoring. Current ap-
proaches most often include multiple individual sensors collecting information,
which is sent to a central back office system. At a back office system features
are extracted, e.g., heart rate, and messages or warnings are issued. Since un-
compressed raw sensor data is conveyed over the network, this is an inefficient
solution and, more importantly the human subject is not in control of the infor-
mation leaving his personal network, but must trust the integrity of the back-office
system.

BSNs mostly run a distributed application composed of software components
on all cooperating devices, which is installed on deployment. However, a more flex-
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ible solution for an application programmer would be to deploy components in an
application and establish the connections between them from a central point. For
this to work some form of external coordination is needed, i.e., a device (sensor,
as well as hub) must accept control messages by a third party, thus accept coor-
dination directives from the outside. In view of this there have been proposals for
sensor programming systems that do exactly this: they allow node behaviour to be
controlled from the outside while maintaining a close-to-optimal performance. An
architectural concept that supports this is a service-oriented architecture, typically
in combination with publish and subscribe methods.

Trustworthiness and Security gain a lot of attention in the context of BSNs,
since we are dealing with privacy-sensitive data. Most security concepts [86, 87]
however, only specify basic functions such as link encryption, while a more general
security policy is missing. There are no concepts to date which support tailored
policies for different data queries for groups or services on the BSN. Access control
in this case pertains not only to the protection of interaction between two parties,
or simply access to data. Because of the mobility of the wearer it also concerns the
trustworthiness of the network environment the BSN is operating in. In addition,
it concerns software components uploaded to the BSN and the trustworthiness
of the resulting composition. For this, the work on component-based software
architectures in the ITEA projects Space4U and Trust4All is relevant [88].

Recently, a lot of progress has been made in developing medical Decision Sup-
port Systems (DSSs) for diverse areas, e.g., policy development, utilization man-
agement, education, clinical trials, and workflow facilitation [89]. These systems
are currently able to communicate with patient information systems and to pro-
vide decision support to care providers using pop-up windows or reports. One of
these systems is the Gaston system [90], which is being used in various (clinical
and non-clinical) settings and applications [91]. DSSs, however, have never been
utilized so far to process information coming from sensor networks in real-time.
Moreover, the concept of having a part of the DSS running inside the BSN is novel
as well.

2.4 Approach

At the heart of this work is the body sensor system architecture that tailors every
flow of essential body information specifically to every service provider. It also
relieves the application developer from the need to understand the details of the
underlying sensor system and provides the user with a shield to protect privacy-
sensitive data.
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Figure 2.1: System architecture, addressed in the Vitruvius project

2.4.1 System architecture

At or near the body, a number of sensor nodes extract information from the
body via dedicated sensors, sensor single signal processing modules which pre-
process the data (through calibration, artefact rejection, signal validation and
compression), and wireless links that convey the information securely to a body
hub. The sensor nodes may also contain actuators so that the interface between
body hub and sensor nodes will, in general, be bi-directional. Figure 2.1 gives a
schematic overview of this architecture.

Based on the sensor signals, the body hub estimates key physiological para-
meters (e.g. heart rate, velocity, temperature) by means of multi-sensor signal
processing, and subsequently extracts key diagnostic information by means of a
hub local decision-support engine. Application specific DSS guidelines, for example
threshold monitoring and trend detection, will be executed by this engine. This
processing is controlled by application-specific components uploaded into the hub.
A wireless device, which is computationally more powerful than the sensor nodes,
will serve as hub node, interacting with the user (e.g. perceived pain level, system
feedback, privacy policy settings, authenticating trusted sensors, etc.). A smart
phone or PDA can for example serve as a body hub. This allows the user to take
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the network along and, when there is no connection to a corporate network, there
is no immediate problem. In that case the smart phone or PDA can store the data
temporarily and convey it when network coverage is present again.

Diagnostic information is conveyed by a wireless link, by using existing data
formats, to the ‘fixed world’, where it is integrated with other information (e.g.
medication status, electronic patient record, ‘fixed-world’ sensors) into a compound
decision-support scheme that forms the heart of the application, and that is con-
nected to the various caregivers. Again, the information that is sent out is typically
controlled by uploaded components (see Sec. 2.4.3).

To facilitate application development, it is essential that the medical or domain
specialists can take the helm in the development of the decision-support scheme,
without requiring sensor node electronics engineers as go-betweens. This implies
that an ontology-based approach is needed, where specialists can freely define
the ontologies that are relevant to the application at hand, along with guidelines
and decision rules in terms of these ontologies. For this reason a state-of-the-
art ontology-based decision-support development framework is taken as a starting
point [89, 91, 90], and a separate back-end is developed to split the resulting
decision-support rules into executable ‘fixed-world’ and ‘hub-based’ modules. In
this manner, service providers can quickly develop new applications and services
based on high-level body information, without requiring knowledge about specific
sensor technology.

2.4.2 Partitioned processing and data storage

Since the sensor nodes and body hub will, in general, be battery-operated, it is
essential to minimize the amount of information that is conveyed wirelessly, even
if this requires many signal-processing and decision-support computations. This
is so because these computations will become more energy-efficient in the future,
whereas wireless links are governed by fixed energy limits. A direct implication
is that signal-processing and decision-support functions, which both act to reduce
the amount of data, should be shifted as deeply as possible into the sensor nodes
and hub. This efficiency consideration aligns well with the trend of the user as
being the owner of his/her body information, with no more information released
to the outside world than strictly needed.

2.4.3 Security issues

Signal-processing algorithms, but even more so, decision-support schemes are spe-
cific to an application or service, and hence need to be configurable and uploadable
in a secure and trust-preserving manner. To this end, the hub architecture contains
a secure upload and configuration manager, a trust and ownership monitor and a
security interface. The first module provides a means for run-time upload and
installation of application-specific components. For instance, a service may want
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to use its own local decision support component specific only to this application,
to get access to specifically tailored information. In this case, the application or
service can request installation of the component on the hub. The secure upload
and configuration manager checks the component certification details, verifies the
future system integrity and installs it on a system. The trust and ownership mon-
itor not only constantly examines the current security, performance and reliability
properties of the system, but also predicts and verifies these properties at the sys-
tem reconfiguration time, thereby authorizing configuration changes. The security
interface serves as a “body firewall” that shields the hub from the outside world,
blocks body spyware, and provides only limited privacy-sensitive data to parties
that are not entitled full access.

2.5 Conclusions

We proposed a new BSN architecture which can be used for multiple applica-
tions simultaneously, e.g., patient monitoring, sleep management, sports coaching,
etc. The architecture reuses existing hardware, and coexistence of many services
reading the same sensor data is viable.

We foresee that DSSs will be interfaced with BSNs, which allow domain experts
to develop new applications of the network in an uncomplicated fashion. The DSS
will not only be used as a development tool, but also in a real time setting with
most of the possessing on the BSN itself.

Due to the application of a body firewall and downloadable components the
user remains in control of his own privacy sensitive data. A scenario including
multiple entities receiving different information from the users BSN is possible
due to this component scheme.
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Security for Body Sensor Networks

This chapter is based on:
J.A. de Groot, V. Bui, J.-P.M.G. Linnartz, J.J. Lukkien and R. Verhoeven, “Soft-
ware Authentication to Enhance Trust in Body Sensor Networks”. In Security and
Trust Management, 7783:241-256, 2013 [92].

3.1 Introduction

We witness a rapidly growing use of electronic systems that monitor our personal
physiological and mental state by means of body related parameters. The user
acceptance of Body Sensor Networks (BSNs) will largely be determined by the
confidence that human subjects have in the trustworthiness, security and privacy
of such systems. The transparency of the underlying architecture can be an im-
portant factor, particularly if the software comes with clear certifications and its
user interface clarifies which actors collect which kind of information. If used for
medical applications, preferably the trust hierarchy of the system architecture lines
up with the trust model that people have about the health care system of their
country.

The requirements on privacy, trust and security are also very evident in lifestyle
settings where monitoring is used for fitness, gaming, relaxation, ambient enhanced
living, dietary advice, or infant and elderly monitoring. Various service providers
may simultaneously offer different applications on a device that is owned by an end-
user. Yet, also in a medical setting with devices under control of a care provider,
there is a clear need to inform the patient about the various functions that his
BSN executes simultaneously. A patient-centric approach allows the end-user to
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stay in control of the flow of his personal data.

In most BSN deployments, the system consists of a central node or “body hub”,
supported by a few sensor nodes. The sensor nodes perform the actual measure-
ments and communicate directly with the body hub, which acts as the central
access point and handles all further communication with a back-end system via
a secure Internet connection. Moreover, the sensor nodes will most likely become
disposable products meant for one single use (“digital band aid”). This trend is
accelerated by the 100,000 Lives Campaign from the Institute of Healthcare Im-
provement (IHI) [93] to promote large-scale continuous monitoring throughout for
increasingly many patients, also in general wards.

To achieve a high flexibility of the functionality on BSNs, we foresee the use of
downloadable software which has been customized to fulfill the end-user’s or service
provider’s needs. Due to this downloadable software concept, the end-user is
confronted with the risk of body spyware or malfunctioning software components,
which affects his privacy and the trustworthiness of the system.

There is a high analogy with the current use of Apps on smart phones. A
significant difference with the App scene is that when a private user downloads
an application, he implicitly gives permission to access his private data. In the
future, particularly in a medical setting, a doctor configures the package for a
patient. This package can be highly individualized. Therefore it is not possible to
give a one-time certification for this package. Moreover we foresee that there are a
number of parties involved who collectively, but presumably not individually, can
certify the trustworthiness of a software component.

This chapter introduces an approach to solve key security and privacy issues
related to downloadable software on a BSN. It protects the patients’ privacy and
trustworthiness of the system, i.e., it ensures that sensitivity and specificity are
adequate and prevents leakage of privacy sensitive data. We also report some
findings from our current implementation in the VITRUVIUS project [85].

The rest of this chapter is organized as follows: Section 2 introduces prelimi-
naries and some related work. Section 3 describes a BSN deployment scenario and
the desired work flow as we foresee it. It clearly shows the need for a complete
software security solution. After that, we discuss trust and security concerns, and
our proposed solutions in Sections 4 and 5 respectively. Then, the system architec-
ture is presented in Section 6. Section 7 describes a case study of the deployment
protocol. The conclusion and future work are given in Section 8.

3.2 Preliminaries

Trust is a common and essential part of our human interaction. Although we
deal with it on a daily basis, it is difficult to unambiguously define it [94, 95] or
to capture it in an algebraic model [96, 97, 98, 99], which can be evaluated by
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a computer. Based on these preceding studies we will analyze the trust in our
patient scenario, as depicted in Figure 3.1 and in particular describe how trust is
transferred from one actor to another. To do so we make use of the symbols “:”
(transitivity) and “�” (parallel paths) as defined in [97, 98].

In a scenario, we map step by step the interactions with our patient Peter. We
apply the models for trust relations as in [97, 98]. The letters between parenthesis
(A,B, properties) throughout the text indicate a trust relation from one actor to
another. Only under certain preconditions [97] it can be concluded from (Alice
trusts Bob) and (Bob trusts Charlie) that (Alice trusts Charlie). Importantly Alice
must trust the referrals (sometimes called recommendations) by Bob. Therefore,
we distinguish between functional trust (property f, solid arrow) and referral trust
(property r, open arrow). Figure 3.1 summarizes the trust relations in our scenario.

While the above aspects are already modeled in previous publications, a new
aspect, introduced in this chapter is the evidence on which a trust relation is based.
In many social settings, the evidence that a trustee provides to the trustor is not
explicit, but can be implied by his environment. For instance, a doctor holding
office in a hospital is trusted by patients as a qualified medical caregiver [100]. No
patient will ask for his diploma during a consult. Yet, in our definition of a software
architecture, it is important to recognize trust relations that are supported only
as implied by circumstances (dashed line) and those in which evidence is given in
the form of formal interaction, possibly including an authentication (solid line). In
the latter case, the provision of a digital certificate can be introduced as a natural
step in the work flow, while in the former case this may disrupt normal operations.

In some cases the trust is not direct (property d), but based on other functional
and referral trusts. In such a case, we refer to indirect trust (property i) [97, 98].
Since it is not possible to have evidence based indirect trust we extent the notation
of implicit/evidence based trust with that of indirect trust by a fine dashed line.
Some examples of these notations can be seen in Figure 3.1.

A final aspect is the purpose (or scope) of the trust. For simplicity we limit
this to trustworthiness and security of the software implementation (PS) and to
trust in the adherence to medical regulations and procedures (PM ). In our security
system, we do not explicitly model whether Peter trusts the diagnosis itself, but
only whether Peter can trust the way of working.

In the chapter we make use of a public key infrastructure (PKI) to strengthen
some of the trust relations. We assume the PKI to be inherently secure, which
implies the algorithms used cannot be compromised in a reasonable amount of
time and we can appoint a certificate authority (CA) that can be trusted. These
assumptions are common practice in the field of security. However, the role of
our CA should not be confused with that of, for example a governmental medical
authority, as they are independent organizations.
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3.3 Deployment Scenario

This section follows a patient-centric perspective to describe a medical care cycle.
Although we work out a specific scenario for a specific medical indication, in our
opinion many interactions are representative for other treatments and our model
represents a more generic work flow and its related security issues. The aim of this
section is to gain insight in how we can establish an equivalent of human trust on
a system that involves a BSN.

Our scenario starts with a visit of Peter to his General Practitioner (GP)
Gerard, after a few remarkable incidents. It is generally assumed that a patient
trusts not only his GP personally (P,G, dfPM ) but also his referrals (P,G, drPM )
[100]. According to Gerard, Peter may suffer from epileptic seizures. Since Gerard
is not an expert in the field of epilepsy, he refers Peter to the epilepsy institute
Indigo (G, I, ifPM ). In fact, Peter can maintain his trust in Gerard because he
follows medical procedures, the trust is not affected by a limited knowledge of
Gerard in certain medical disciplines.

Indigo is an institute specialized in epileptic disorders and is being recognized
as such by the Ministry of Health (M, I, dfPM ). Indigo is allowed to provide health
care under certain regulations. Indigo employs specialized doctors in the field of
epilepsy, including neurologist Don, who is attending our patient Peter. At the
time Don was employed by the institute he showed his medical qualifications to
prove his competence (I,D, dfPM ).

Peter meets Don at Indigo (P,D, ifPM ) and describes to Don what has hap-
pened to him. Based on the symptoms, which are not life-threatening, Don decides
Peter is allowed to go home while being monitored by a BSN. The BSN provides
enough information for Don to come to a diagnosis.

Since Don is not experienced in placing the BSN nodes he delegates this to
nurse practitioner Nancy. Nancy, a nurse employee at Indigo, is specialized in
setting up BSNs. In Peter’s presence, she unpacks sterile and shielded sensor
nodes, and places them on Peter’s body and explains how Peter can see their
status and maintain the system. By opening the sterile package, she resets the
functionality and configuration of the nodes. Moreover, she gives Peter the body
hub and connects (pairs) the sensor nodes to the body hub. She tells Peter that the
system does not have any functionality at the moment, but that will be provided
by Don. The prepackaged BSN nodes and body hub are labeled with a reference
to their medical approval, e.g., in compliance with ISO 13485 (Requirement 3).
This label is also available in electronic form in the institute’s database. Nancy is
intentionally not included in the trust chain because there is no need to as we will
show in Section 3.5.

In the meantime Don has chosen the algorithms (D,H, dfPS) with some help
of a domain expert software (D,E, dfPS), which in his opinion are suitable to
monitor Peter. Don configures the algorithms by setting their parameters, and by
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Figure 3.1: Trust relations with a medical scope in our BSN deployment scenario.

pressing a button he creates the software package for Peter. We like to make sure
the algorithms are medically approved, but can be customized for personalization.
(Requirements 1 and 2)

Upon creation of the software package a message appears on the screen of the
body hub of Peter’s BSN indicating that Don has created a package for him. The
system inquires whether Peter approves the further download and installation of
this package (P, S, ifPS). Here we want to be sure about two things: make sure
the package is being sent to Peter’s BSN (Requirements 3 and 4) and the system
is able to verify the authenticity of the package (Requirement 5).

3.4 Trust

As the scenario showed, there are multiple trust relations. Some are direct func-
tional trust relations, while others can be derived from these primary ones. Our
goal is to reveal what proof is required to ensure that our patient Peter trusts
the BSN and its underlying ICT or software implementation. In section 3.4.1,
we analyze trust concerning medical regulations and protocols, i.e., trust with a
medical scope (PM ), in 3.4.2 we will analyze the software equivalent (PS). The
resulting requirements are listed in section 3.4.3.

3.4.1 Medical

Under normal circumstances we may assume that our patient Peter implicitly
trusts his general practitioner to be competent ((P,G, dfPM ), (P,G, drPM )) [100].
Gerard referred Peter to Indigo, this implies Gerard trusts Indigo to be able to
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treat Peter (G, I, ifPM ). Gerard trusts Indigo. This can be explained by the fact
that they are both supervised by a higher entity like a governmental body, e.g.,
the Ministry of Health. This relation can be written down more formally, namely

(G, I, ifPM ) = (G,M, drPM ) : (M, I, dfPM ). (3.1)

Indigo employs Don, which also implies a mutual trust relationship (I,D, dfPM ).
Due to this chain of trust relations we can state that Peter can trust Don (P,D, ifPM )
or more formally, namely

(P,D, ifPM ) = (P,G, drPM ) : (G,M, drPM ) : (M, I, drPM ) : (I,D, dfPM ).
(3.2)

Finally, moving on to the BSN, there are two important trust relations we
require, namely for Peter to trust the BSN hardware (P, S, ifPM ) and to trust
the BSN software package (P,H, ifPM ). If we can make sure that the directly
involved person can either trust the BSN hardware or software, then all we have
to do is again refer this trust to Peter. For the BSN nodes this means we have to
prove to Don that the BSN hardware has a medical approval (D,S, dfPM ), since
he is the one recommending this system to Peter, so

(P, S, ifPM ) = . . . : (I,D, drPM ) : (D,S, dfPM ). (3.3)

A similar relation (P,H, ifPM ) holds to the BSN software package. Don is using
domain expert software, i.e., a Clinical Decision Support System (CDSS), to choose
the BSN software. Therefore, this is not a direct trust relation. The domain expert
software recommends and configures a software package for the BSN, therefore we
assume the software to functionally trust the package it creates (E,H, dfPM ). This
functional trust is subsequently required to ensure that Peter trusts the software
on his BSN.

(P,H, ifPM ) = . . . : (I,D, drPM ) : (D,E, dfPM ) : (E,H, dfPM ) (3.4)

From the above relation we can conclude that there are two primary relations
to eventually provide a medically trustworthy BSN to Peter, namely the medical
trust Don has in the BSN hardware (D,S, dfPM ) and software (D,E, dfPM ) he
is using. Both relations cannot be considered self-evident and therefore we will
propose a set of requirements to enhance them.

3.4.2 Software

A similar overview can be made for the ICT related trust (PS). However, some of
the actors in this diagram are not represented by a person, but for example by a
software package or device with accompanying software. This implies that there
is no interpersonal trust. For example an algorithm that verifies the authenticity
of a download can be considered an evidence-based functional trust relation.
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Figure 3.2: Trust relations with a software scope.

Similar to the medical trust, the ICT trust relations are based on an initial rela-
tion. This relation is, in our opinion, the trust that Peter has in the manufacturer
of the body hub hardware and the trust in a governmental body such as the Food
and Drug Administration (FDA). Recently, the FDA indeed released regulations
for certain equipment like cell phones that companies are planning to put at the
center of connected health services [101]. Peter’s trust in a device manufacturer
can be based on the knowledge that Peter has about the brand’s reputation, the
medical approval or the trust neurologist Don expresses in it.

A commonly used assumption is that the device manufacturer pre-installs an
operating system, and needs to include algorithms and root certificates to verify
authenticity of downloaded packages, on the body hub. This implies that the man-
ufacturer trusts one or more certificate authorities and their referrals. Moreover
we assume the manufacturer trusts (functionally as well as in terms of referrals)
his own product. This immediately leads to an indirect functional trust from Peter
in the body hub.

(P,B, ifPS) = (P,U, drPS) : (U,B, dfPS) (3.5)

Yet, as we will describe in the solutions section, this trust relation can be
formalized by the implementation of a Physical Uncloneable Function.

As pointed out in the scenario, Don presumably uses the domain expert soft-
ware, for example a Clinical Decision Support System (CDSS), which is able to
help Don to follow procedures and which – in the future – can be enabled to re-
commend and configure the personalized software for Peter. The expert tool has
to be capable of certifying the generated package so the package’s authenticity can
be verified at the body hub. To guarantee integrity of the generated package, this
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software has to be trusted both in terms of functionality (C,E, dfPS) and referrals
(C,E, drPS) by a CA. We have already seen an app, which provides support to
physicians, getting certified for medical use [102]. Therefore, it is not surprising
that clinical decision support, which recommends and configures the BSN software
package in our scenario, might get a medical approval in the near future.

In our scenario, we foresee a specialized office, which is under governmental
supervision ((M,A, dfPS), (M,A, drPS)), taking care of medical software approval.
Such an office can be part of for example the FDA (US) or MHRA (UK), but
consists of software engineers. Once they are convinced of the correct functionality
(A,E, dfPS) and recommendations (A,E, drPS) of our expert software, the CA
can provide a public/private key-pair with accompanying certificate that is used
by the domain expert software to certify its recommendations.

Finally, we can conclude that, based on above relations, Peter can trust the
software that is being downloaded to his trusted device by two relations, hence

(P,H, ifPS) = ((P,U, drPS) : (U,B, drPS) : (B,H, dfPS)) � (3.6)

((P,M, drPS) : (M,A, drPS) : (A,E, drPS) : (E,H, dfPS)).

3.4.3 Requirements

Our scenario revealed the need for building trust relations, and some security
demands when deploying a BSN in a medical setting. In particular the trust
relation (D,S, dfPM ) and (D,H, dfPM ) need to be strengthened by a technical
measure, for which we use a digital signature, as for instance addressed in [97].

Moreover, the security demands, which are required to support the trust, can
be formulated as

1. The BSN software will have to be functionally correct.
To support: (D,H, dfPM ), (P,H, ifPM )

2. The BSN software has to ensure the end-user’s privacy by
(a) only revealing those body parameters the algorithm is entitled to observe
(b) not revealing what the package is monitoring if it is intercepted

To support: (P,H, ifPS)
3. The BSN software should be executed at medically approved hardware.

To support: (D,S, dfPM ), (P, S, ifPM )
4. The BSN software package should end up at the intended user’s BSN.

To support: (D,H, dfPM ), (P,H, ifPM )
5. The BSN system should be able to verify the authenticity of the received pack-

age.
To support: (P,H, ifPS)



3.5 Proposed Solutions 31

3.5 Proposed Solutions

The medical algorithms used in the library of the CDSS are being developed ac-
cording to medically approved software development procedures. In our VITRU-
VIUS project, this is an algorithm to detect epileptic seizures, but with tunable
parameters and thresholds. We accomplish personalization of the algorithms by
splitting the software package between signal processing algorithms (such as ar-
tifact filtering operations or parameter estimation) that translate sensor samples
into a well-defined ontology, and a set of rules (say, ‘if ... then ... else’ statements)
that can be executed in the rule engine of the CDSS. The former class can be seen
as a Sensor Abstraction Layer that delivers a medical ontology as an appropriate
interface to the executions of rules. We learned from our use case that a doctor
searching for the right diagnoses for his patient may want to adjust the parameter
settings to collect characteristics of any epileptic-like seizure for this particular
patient. Nonetheless the CDSS should deliver a software package that also recog-
nizes any seizure that formally falls within the definition of a (gold) standard and
appropriately triggers the mandatory alarm procedures.

Such personalization makes it impractical to let an independent party approve
the software composition for each patient individually. We propose that the Soft-
ware Inspection Office (SIO) can release a type-approval for a generic algorithm.
If the algorithms provide for configuration of specific parameters, the valid range
of these parameters is also verified, approved and signed. Moreover, the SIO
needs to validate the accompanying quality profile(s) [103], which describes the
processing and memory demands and the behavior of the algorithm under certain
configurations during execution.

The package is ‘approved’ if it satisfies two main requirements. Firstly a proper
functionality of the algorithm needs to be guaranteed (Requirement 1), i.e., achieve
a proper sensitivity and specificity. Secondly the algorithm should not leak any
privacy sensitive information to parties who are not entitled to access that in-
formation (Requirement 2a). If both criteria are met, the SIO digitally signs the
algorithm together with a specification of the allowed parameter range and quality
profile, as depicted in Figure 3.3.

Bodyworn devices require a medical certification. Yet, in our system we also
require that the patient trusts his device (Requirement 3) and its referrals and
that such trust is evidence based. Hence, the device must be able to distinguish
itself from a fake product, for instance, because only a genuine approved device
would be able to unlock and execute protected software components.

It has been argued [47] that a Physically Uncloneable Function (PUF) can be
used to bind the software to that particular device. This can be an appropriate
solution for our scenario if the devices can be accompanied with a (digital) certifi-
cate which includes an encryption key and helper data based on the device’s PUF
[53]. This key is used to encrypt the final software package, while the helper data
is sent along with the package to reproduce the key from the device’s PUF. Figure
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Figure 3.3: Composition of the uploaded software packages including the two
signatures.

3.3 illustrates how this encryption is applied.

Moreover, the encryption can guarantee that if the package is intercepted it
can not be reverse engineered to reveal what kind of monitoring is deployed for
that patient. This is needed to fulfill the requirement on end-user privacy (Re-
quirement 2b). Therefore, a PUF can not only guarantee the use of correct and
trustable hardware, it also enhances the end-user’s privacy.

Once a doctor personalizes a software package, our architecture needs to ensure
that it will be executed at the BSN of the intended user (Requirement 4). A
suitable solution studied in VITRUVIUS involves incorporating verifiable user
identifier into the signed package.

Such a user-specific identifier may be derived from a protected biometric tem-
plate in the future [21, 104]. Besides the common modalities like fingerprints, face
and iris’s, it is also possible to extract biometrics from physiological signals [70],
which are inherently being measured by the BSN sensor nodes. Moreover, since we
foresee the use of a smart device, e.g., a smart phone, as the body hub a camera
will most likely be available which enables face and iris scans. Yet in a medical
setting, the False Rejection Rate of biometrics is still far from adequate to ensure
sufficiently reliable operation in high acuity situations.

Finally, the entire package, including the original signed package of medical
algorithms, its configuration and user-specific keys, will be signed by the (certi-
fied) CDSS under supervision of the attending doctor using his (certified) key, as
depicted in Figure 3.3. Here we have to rely on a safe ICT infrastructure at the
institute that protects the doctor’s computer against attacks from both in- and
outside the institute. In fact, hospitals are notoriously sloppy in restricting access
which has led to broader security issues, but that is outside the scope of this chap-
ter. It can be subject to further study how a digital signature by a doctor can be
guaranteed.



3.6 System Architecture 33

Software 

package
B

a
c

k
-e

n
d

<<generate>>

S
e
n

s
o

r 
n

o
d

e

Signal processing

Sensor Abstraction Layer (SAL)

Sensor Actuator

Security Interface

T
ru

s
t 
&

 

o
w

n
e
rs

h
ip

 

M
a
n
a
g
e

r

C
o
n

fi
g

u
ra

ti
o
n
 

M
a
n
a
g
e

r

Decision 

Support Engine

Software 

package

<<download package>>

PAN

WAN

Domain Expert 

System

...

Software 

components

GUI

S
e
n

s
o

r 
n

o
d

e

Signal processing

Sensor Actuator

Database

B
o

d
y

 S
e

n
s

o
r 

N
e

tw
o

rk

B
o

d
y
 h

u
b

Figure 3.4: The VITRUVIUS system architecture.

The doctor’s signature allows the pre-installed verification software on the
body hub to verify the authenticity of the package (Requirement 5). Here we
opt for a doctor’s signature instead of a signature by the institute, because of
non-repudiation and trust reasons. Since the patient is more involved with the
doctor than with the institute a signature by his doctor will strengthen his trust
in the software and thus a more trustworthy BSN.

3.6 System Architecture

Our VITRUVIUS implementation of the proposed approach is shown in Figure 3.4.
The BSN consists of sensor nodes together with the body hub, which is, among
other things, capable of storing data and running application-specific, download-
able software components. The body hub controls the BSN and acts as the primary
access point. The BSN connects to the back-end systems through the Internet,
particularly between the domain expert system on the back-end and the security
interface on the body hub. Through this connection, the back-end communicates
with the BSN for the purposes of retrieving data and uploading the software pack-
ages.

As part of the back-end system, individualized software components (e.g. signal
processing, database table, or decision-support rule) are configured and included
into a software package together with their settings, quality profiles, and signa-
tures by the domain expert system. The software package is downloaded, verified,
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installed, and activated on the body hub. With the help of our run-time BSN
platform, the installed components are executed such that the BSN is configured
towards a specific service, i.e., epileptic seizure monitoring.

At or near the body, a number of sensor nodes extract information from the
body via dedicated sensors. Signal processing components, which pre-process the
data (e.g. artefact rejection, signal validation and compression), are running either
on these sensors or on the body hub. The body hub receives data from the sensors,
stores it into the database, estimates key physiological parameters (e.g. heart
rate, temperature) by means of signal processing components, and subsequently
extracts key diagnostic information by means of the decision-support engine. This
processing is according to the instructions and the settings from the software
components. To satisfy the requirements mentioned in Section 3.4.3, the body
hub has the following modules.

Security interface serves as a ”body firewall” that shields the body hub from
the outside world, verifies the package’s signatures, blocks body spy-ware and
only provides privacy-sensitive data to parties that can authenticate themselves
as trustworthy. For example, the certification procedure can ensure that Peter or
his care givers receive different information than doctor Don. Some parties, such
as insurance companies, may only be informed about whether medically certified
products are used according to professional protocols, doctors may be interested
and allowed to use the raw physiological data, while care givers are best served
with interpreted data (e.g. seizure events). For targeted applications the body
hub can anonymize data and our architecture can ensure that the packages can be
examined beforehand whether according to the latest insights it indeed does not
leak any privacy.

Trust and ownership manager is capable of verifying the user identity (and
possibly even extracts an unlock key from his biometrics). Moreover, the module
constantly examines the current security and performance properties of the sys-
tem at run-time; and verifies these properties at the system reconfiguration time,
thereby authorizing configuration changes. The process of installing and executing
a particular software component on the system might cause potential problems.
For example, a new component may disable other components or processes running
on the system by excessive use of system resources (e.g. CPU cycles, memory),
unauthorized access or leakage of privacy information (e.g. a fitness application
may access or leak epilepsy monitoring information). Regarding these aspects, we
follow the design principles addressed in [103].

Configuration manager provides means for run-time download and instal-
lation of application-specific components. For instance, Peter wants to install a
specific software package that is generated and advertised by doctor Don. In this
case, Peter uses the User Interface to discover (e.g. via a QR-code) and install
the advertised package on the body hub. In a sense it is similar to modern smart
phones that search and install Apps from an app-store, though with our security
certification architecture in place. The configuration manager module together
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Table 3.1: Notations used in the BSN deployment protocol.

c = Enc(d,PK) Ciphertext c from encryption on data d using public key PK
d = Dec(c, SK) Plaintext d from encryption on data c using private key SK
h = Hash(d) Hash value h from data d
s = Sign(d,SK) Signature d on data d using private key SK
c = Seal(d,K) Ciphertext c from symmetric encryption on data d using key K
d = Unseal(c,K) Plaintext d from symmetric encryption on data c using key K
k = Rep(x, h) Recovery of key K from noisy signal x by using helper data h

with the security interface module and the trust and ownership manager module
inspects and verifies the downloaded package, verifies the future system integrity,
and decrypts it and installs it on the system. After the installation, the compo-
nents and the application are automatically configured according to their settings.

3.7 Deployment protocol

The protocol can conceptually be split in three phases, namely a preparatory, a
personalization and deployment phase. All three phases use cryptographic func-
tions, of which an overview is given in Table 3.1. The preparatory phase consists
of a phase of creating a set of algorithms and monitoring schemes that can be used
by the originating institute or across multiple institutes, and a phase in which a
particular institute prepares its facilities to roll out a particular monitoring solu-
tion.

1. Installation of a Software Inspection Office (SIO) by the government. Under
supervision of the Ministry of Health, a group of experts are given the authority
to certify the functionality and privacy of medical algorithms after appropriate
inspection. This office has a similar role as existing healthcare approval agencies,
but with a special expertise and mandate in medical software.

2. The Ministry of Health delegates to the CA the provision of certificates (and
private keys) to qualified medical institutes and SIOs. Similar to many other
governmental institutes, the SIO and institutes are authorized to respectively sign
digitally the approved software and the individualized software

3. The certificate and the private key (CertSIO,SKSIO) are created and transferred
to the SIO. We assume that the key distribution satisfies common security require-
ments.

4. Similarly, the certificate and the private key for the institute (CertI,SKI) and
qualified doctors (CertD,SKD) are created and transferred to the institute and
doctors, respectively.

5. An ICT specialist will install the domain expert software on the doctor’s com-
puter, which enables the individualization of pre-configured BSN software packages
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and its signing, together with the configuration and user identifier. This requires
the installation of the certificate and private key (CertD,SKD) on the doctor’s com-
puter. We assume that the ICT infrastructure of the institute to be adequately
protected against attacks.

6. An Algorithm Alg which can be used generically or for a class of medical pur-
poses is developed at the institute or by a specialized company. It typically com-
prises of sensor node firmware, signal processing libraries, a set of clinical decision
rules and an installation script. In our case, the algorithm will detect and report
epileptic seizures. For each of the configurations for which approval is sought,
which are described in the Allowed Configurations ACs, a quality profile QPs [103]
will be created by assessing the behavior (CPU cycles, memory, etc.) of the soft-
ware during runtime. Alongside with the package a document Doc is put up to
describe its functionality, allowed configurations and detection accuracy.

7. The algorithm is submitted to the SIO, together with its allowed configurations,
quality profiles and documentation (Alg,ACs,QPs,Doc)→ SIO.

8. The algorithm (firmware, signal processing, decision rules, allowed settings,
installation scripts, and quality profiles) is evaluated by the SIO. The SIO will
assess whether the algorithm meets the claimed detection targets and whether it
handles privacy sensitive data in a correct way.

9. Once the SIO accepts the algorithm, it will sign the entire package (algorithm,
documentation, allowed configurations and quality profiles).

S1 = Sign((Alg ||Doc ||ACs ||QPs),SKSIO) (3.7)

10. The signed package (Alg,Doc,ACs,QPs,S1) is returned to the engineer at the
institute or released for further distribution. Here, a societal trade off can be made
whether the generic code is made public anyhow (to allow further scientific eval-
uation by independent researchers), or to keep the algorithm details confidential
(e.g. to protect intellectual property or to avoid misuse).

11. The engineer adds the package to the library of the CDSS.

12. The engineer chooses and orders the suitable BSN hardware based on the insti-
tute’s requirements, i.e., devices that meet specific requirements of the algorithms
used at the institute. He also makes sure that these medically approved devices
are accompanied with a digital certification (CertHW).

13. The digital certificates are stored in the institute’s database (CertHW → DBI)
by means of the devices serial number until deployment of the devices.

Subsequently, we formulate the steps of the personalization phase.

1. The patient visits a specialist at the institute. If, in this interview the doctor
concludes that monitoring with a BSN is possible, the patient is informed about
the further procedure.

2. The patient is enrolled in the institute’s database. Since the patient will carry
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a BSN the patient provides, besides the common personal details, a biometric
identifier that can be reproduced by the BSN. This can be, for example, an ECG
or ACM gait based feature or a face or iris biometric if the system is equipped
with a camera. The identifier is stored as a protected biometric template [21, 104]
in the institute’s database (BioIDP → DBI).

3. The doctor chooses from the available packages on his computer the one that
is recommended to him by a CDSS for that particular patient and configures it
for the patient by creating the user specific configuration USC, e.g., by filling in
the patient’s personal details or checking additional report options.

4. Once everything has been set, the doctor finalizes of the package. He selects the
identity of his patient from the institute’s database, which the software retrieves
and includes as protected verification data (BioID,BioHD) for the biometric iden-
tity of the patient receiving the package.

5. The doctor signs the entire package by using his private key

S2 = Sign((Alg ||Doc ||ACs ||QPs ||S1 ||USC ||BioID ||BioHD),SKD) (3.8)

6. Subsequently, he registers the hardware which will be used. For very specialized
diagnostic cases (such as we encountered in VITRUVIUS), this involves the binding
to a unique (e.g. PUF protected) identity of the body hub carried by the particular
patient and a choice of the type of the sensor nodes. Once the receiving body hub
is chosen, the software fetches the certificates of this hardware from the institute’s
database to read the encryption key K and PUF helper data PufHD from them.
At the end, the package is encrypted by using the key

SP = Seal((Alg,Doc,ACs,QPs,S1,USC,BioID,BioHD,S2),K) (3.9)

The PUF helper data is sent along with the package to enable the body hub to
reproduce the encryption key, i.e., (SP,PufHD)→ BSN. After the creation, the
package will automatically become available for download to the BSN at a server
of the institute for a limited time, e.g., a few days. For applications, in which
less personalization occurs (e.g. general ward patient monitoring during routine
treatments), the binding to a particular body hub can be automated as a standard
procedure by the CDSS.

Finally, we formulate the deployment phase, which consists of the following
steps and is depicted as a sequence diagram in Figure 3.5.

1. A trained nurse (practitioner) attaches the sensor nodes. By opening the sealed
package, the nodes become active and their functionality is reset. He/she scans
the QR-code printed on the sterile sensor package with the camera on the patient’s
body hub, so a pairing between nodes and the body hub is achieved.

2. The nurse instructs the patient how to obtain the software.

3. Search for package by patient. The pre-installed software contacts the (local)
server offering BSN software. This can be a similar approach as Apps from an
app-store for smart phones.
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Figure 3.5: Sequence diagram of the software package deployment.

4. The package SP created in the development phase is found and downloaded.

5. The encryption key is reproduced by using the PUF helper data
K = Rep(PUF,PufHD) [53]. If the correct devices are used, this reproduced key
will enable the device to decrypt the software package

(Alg,Doc,ACs,QPs,S1,USC,BioID,BioHD,S2) = Unseal(SP,K), (3.10)

otherwise the installation is aborted.

6. The package’s signatures and configuration are inspected after decryption by
using the keys from the Software Inspection Office’s and the attending doctor’s
certificate. If decrypted signatures do not match the reconstructed values or
the configuration is not within the allowed ranges, the installation is aborted.
In other words Hash(Alg ||Doc ||ACs ||QPs) has to be equal to Dec(S1,PKSIO),
Hash(Alg ||Doc ||ACs ||QPs ||S1 ||USC ||BioID ||BioHD) has to be equal to
Dec(S2,PKD) and USC has to be in ACs.

7. The biometric identifier is reconstructed by using the helper data [104]. The
procedure continues if Hash(Rep(Features,BioHD)) matches BioID. Otherwise, an
alternative identification of the patient is needed. We cannot simply abort the in-
stallation, because in false negative rates of existing biometric verification schemes
are prohibitively high.

8. The installation software will inform the user that the package is approved and
inquires whether he wishes to continue the installation.

9. The patient confirms the installation by pressing a button on the body hub.

10. The package is installed and executed.

11. Both the attending doctor and the patient receive a success confirmation.
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3.8 Conclusion

In this work, we have analyzed the trust relations that occur in a representative
BSN deployment scenario. Based on our findings we have identified the relations
that required functional strengthening by means of certification and verification.
These intermediate conclusions allowed us to formalize the security requirements.
Based on these requirements we have subsequently proposed security solutions
and studied the corresponding body hub software architecture. We described how
this can be implemented in a protocol. We believe that via the formalization of
trust relations, we contributed by proposing measures to strengthen the security
of future systems. We took into account that certain medical trust relations are
implicit and the hospital work flow would not allow the introduction of a digitally
certified interaction during these phases of the treatment.
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4
Noise Models and Capacity

4.1 Introduction

This chapter gives an overview of various noise models that have been used in
the literature. In general it is not clear to what extent these models are equal.
We compare the models and describe under what conditions these models are
equivalent. Although the results are highly intuitive an adequate model is required
to design an optimal verification scheme. Moreover, the derived relations allow us
to benchmark results with studies using a different biometric model.

The independent and identically distributed (i.i.d.) binary vectors, commonly
found in earlier studies [80, 81], are not suitable for this work, since these vectors
should ideally be the result of the bit extraction by quantizing continuous features
as described in Chapter 5. Independent features can be extracted from the raw
biometric data by common signal processing techniques like PCA [58, Chap. 4].
Moreover, after applying PCA, features have a more or less normal distribution,
although the tails of the distribution might deviate [105]. The extracted features
associated with lower eigenvalues usually are less correlated. Therefore an as-
sumption on identical distributions is not realistic. The property of a declining
correlation over the dimensions should be taken into account when assigning the
number of extracted bits to a certain dimension. This will allow a scheme to as-
sign more than just one bit to the first dimensions to fully utilize potential of the
biometric [106]. In this chapter and subsequent chapters we will assume that the
features can be made (nearly) independent and have a normal distribution.

An adequate model of the biometric features should contain enough parame-
ters to assess the effectiveness of the bit extraction. Since this thesis studies bit
extraction by quantization, a different mean or standard deviation can, in most
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cases, be compensated for by translating or scaling the intervals. The correlation
however, cannot be compensated for and it is therefore the key parameter to assess
the effectiveness of the bit extraction. A reliable bit extraction will perform better
than a fixed quantization and closely follow likelihood based classification for all
correlation values.

To be able to benchmark the bit mapping of a secure verification scheme we
will derive two upper bounds: a minimal False Rejection Rate (FRR) and the
mutual information before bit mapping. The former will be derived for an unpro-
tected classification scheme such that an assessment of the loss due to protection
can be made. The mutual information can also be derived after bit mapping
and therefore both quantities will allow a benchmark of the verification scheme’s
performance. The false rejection rate should not increase too much, whereas the
mutual information loss should be kept limited.

The minimal false rejection rate can be found by a likelihood classification.
However, this gives an optimal trade-off between False Acceptance Rate (FAR) and
False Rejection Rate (FRR), whereas in secure verification it is key to optimize
the trade-off between security, in terms of key entropy, and FRR. In a secure
verification however, the FAR inversely relates to the level of security, which allows
a comparison.

A comparison of a secure verifier with a classifier is generally not fair. The
difference between the two is that for a secure verifier the attempts to get falsely
accepted are intentional. So the opponent does not select his data randomly. We
will not yet address cases in which the attacker uses side information to steer his
data (see Chapter 6 for pre-informed attacks.), but we can mitigate simple searches
by making the FAR small. Hence a secure verification is a classification with a
very asymmetric Receiver Operating Characteristic (ROC). Whereas a classifier
tries to achieve a comparable FAR and FRR on a ROC, often even considering
Equal Error Rate (EER) as a criterion, a secure verification has a very low FAR. If
a secret is extracted, this FAR is dictated by the secret length: FAR = 2−

∑
bi , in

which bi is the number of bits extracted from dimension i. Therefore a comparison
can be made only for FAR values that can be reached by a secure verifier.

4.2 Noise Models

4.2.1 In Literature

In literature there appears to be a common usage of Gaussian distributed vari-
ables for biometric features and noise, but with different underlying models. Yet,
some of these models only cover a subset spanned by the generic model (‘hidden
biometric’) as can be seen in Fig. 4.1. A common similarity is the assumption of
M independent features. The values observed during enrollment are commonly
noted as X = {X1, X2, . . . , XM}, whereas the verification vector is represented by
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Figure 4.1: Venn diagram of the models and their operational situations.

Y = {Y1, Y2, . . . , YM}, which are both of length M . For convenience the indices on
the variables will be omitted. The relation between the enrollment and verification
sample however, is different in most cases. We have identified at least four mod-
els, which we will refer to as the ‘hidden biometric’ [107], the ‘additive channel’, a
common communication theoretical concept [108, Chap. 9], the ‘within-/between-
class distribution’ [105] and the ‘joint Gaussian’ [109]. So far we have not seen
any publication that makes the relations between these models explicit.

All models can be characterized by a mean vector

µ =

(
EX
EY

)
=

(
µX
µY

)
(4.1)

and covariance matrix

ΣXY =

(
Var(X) Cov(X,Y )
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)
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ρσXσY σ2
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)
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which, for Gaussian distributions, can be used in the Probability Density Function
(PDF)

fXY (x, y) =
1

2π
√
|Σ|

exp

(
1

2

(
ν − µ

)T
Σ−1
XY

(
ν − µ

))
with ν =

(
x

y

)
. (4.3)

The parameter ρ ∈ (−1, 1) is the correlation coefficient which is defined as

ρ =
E[XY ]− E[X]E[Y ]

σXσY
. (4.4)

The ‘hidden biometric’, depicted in Fig. 4.2a, consists of two parallel channels,
both with independent additive Gaussian noise Re and Rv for the enrollment
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Figure 4.2: Noise models

and verification sample respectively. The common input of both channels is the
biometric B. The variables in this model are distributed as

B ∼ N (µB , σB), Re ∼ N (µe, σe) and Rv ∼ N (µv, σv), (4.5)

which yields the following mean vector and covariance matrix

µ =

(
µB + µe
µB + µv

)
and ΣXY =

(
σ2
B + σ2

e σ2
B

σ2
B σ2

B + σ2
v

)
. (4.6)

The inverse of the additive enrollment channel cannot be represented as a noiseless
enrollment followed by an additive Gaussian channel with some noise power only
depending on σ2

e and σ2
v [107]. For this model the SNR has to following expression

SNR =
σ2
B

σ2
e + σ2

v + σ2
eσ

2
v/σ

2
B

. (4.7)

The ‘additive channel’ [108, Chap. 9], depicted in Fig. 4.2b, is a noisy channel
with independent additive Gaussian noise. Since this has the possibly unwanted
side-effect that it introduces a different variance at the in- and output, i.e., between
the enrollment and verification samples, an additional attenuation λ ∈ [0, 1] is
introduced. The variables in this model are distributed as

X ∼ N (µX , σX) and R ∼ N (µR, σR) (4.8)

which yields the following mean vector and covariance matrix

µ =

(
µX

λµX + µR

)
and ΣXY =

(
σ2
X λσ2

X

λσ2
X λ2σ2

X + σ2
R

)
. (4.9)

The notion of a ‘within-/between-class distribution’ [105], with variance σ2
w

and σ2
b respectively, is a special case of the ‘hidden biometric’. The within-class

variance represents the variation observed within a certain class, which is a single
user in our case. The between class is solely the variation between class averages.
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Figure 4.3: Probability density function of the noise models.

This is depicted for an arbitrary class average in Fig. 4.3a. This model is described
as {

µB = 0
µe = µv = 0

and

 σ2
B = σ2

b

σ2
e = σ2

v = σ2
w

σ2
b + σ2

w = σ2
t

(4.10)

or in terms of mean vector and covariance matrix:

µ =

(
0

0

)
and ΣXY =

(
σ2
b + σ2

w σ2
b

σ2
b σ2

b + σ2
w

)
. (4.11)

The Signal-to-Noise ratio is given by

SNR =
σ2
b/σ

2
w

2 + (σ2
b/σ

2
w)−1

. (4.12)

Willems and Ignatenko [109] use the ‘joint Gaussian’ description. This is de-
scribed as a PDF with a single parameter ρ ∈ (−1, 1). The model can be described
by the following mean vector and covariance matrix

µ =

(
0

0

)
and ΣXY =

(
1 ρ
ρ 1

)
. (4.13)

The parameter ρ defines the correlation between the enrollment and verification
sample and only relates to the Signal-to-Noise ratio (SNR) as

SNR =
ρ2

1− ρ2
. (4.14)
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Table 4.1: Overview of biometric models found in literature

Model E[X] E[Y ] Var(X) Var(Y )

Hidden template µT + µRe µT + µRv σ2
T + σ2

Re
σ2
T + σ2

Rv

Additive channel µX λµX + µR σ2
X λ2σ2

X + σ2
R

Within-/Between-class 0 0 σ2
t σ2

t

Joint Gaussian 0 0 1 1

Model Cov(X,Y ) E[Y |X = x] Var(Y |X = x) SNR

Hidden template σ2
T Eq. (4.17) Eq. (4.7)

Additive channel λσ2
X λx+ µR σ2

R λ2σ2
X/σ

2
R

Within-/Between-class σ2
b (σ2

b/σ
2
t )x Eq. (4.12)

Joint Gaussian ρ ρx 1− ρ2 ρ2/(1− ρ2)

The density function is given by

fXY (x, y) =
1

2π
√

1− ρ2
exp

(
−x

2 + y2 − 2ρxy

2(1− ρ2)

)
, (4.15)

which is depicted in Fig. 4.3b. The joint probability density function can be used
to derive the conditional density function

fY |X(y|x) =
fXY (x, y)

fX(x)
=

1√
2π(1− ρ2)

exp

(
− (y − ρx)2

2(1− ρ2)

)
(4.16)

which is useful to calculate the genuine verification error. Note that this con-
ditional distribution is symmetric on the y-axis around ρx, which is depicted in
Fig. 4.3b as the dotted line.

An overview of the model parameters is shown in Table 4.1. The conditional
expectation E[Y |X = x] for the ‘Hidden biometric’ can be derived by using Bayes’
rule

E[Y |X = x] = E[B|X = x] + µv =
(x− µe)σ2

B + µBσ
2
e

σ2
B + σ2

e

+ µv. (4.17)

Although the relations between the models are straightforward, these are rel-
evant since it enables the comparison of results obtained with different biometric
models. A Venn diagram showing the relations between the models is given in
Fig. 4.1.

4.2.2 Limit Situations

To determine limit situations we assume the verification sample y to be related to
the enrollment sample x according to the ‘additive channel’ as

Y = λX +R, (4.18)
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in which λ ∈ [0, 1] is an attenuation parameter and R independent additive noise.
Such a model is depicted in Fig. 4.2b. This yields for the verification sample
variance

σ2
Y = λ2σ2

X + σ2
R. (4.19)

In this equation σ2
X , σ2

Y and σ2
R denote the variance of the enrollment sample,

verification sample and noise respectively.

By using Eq. (4.4) for the correlation coefficient ρ in conjunction with relation
(4.18) an expression for attenuation λ can be derived

λ2 =
ρ2

1− ρ2

σ2
R

σ2
X

, (4.20)

so the Signal-to-Noise Ratio of the verification sample equals

SNR =
λ2σ2

X

σ2
R

=
ρ2

1− ρ2
. (4.21)

This model has two limit situations

1. Perfect enrollment
The enrollment can be conditioned such that noise has negligible influence. How-
ever, the verification will be subject to noise (σ2

R > 0). In this situation it holds
that

σ2
Y = σ2

X + σ2
R ⇐⇒ λ2 = 1. (4.22)

2. Identical conditions
The enrollment and verification recordings have the same variance. In this
situation it holds that

σ2
Y = σ2

X ⇐⇒ λ2 = ρ2

σ2
R = (1− ρ2)σ2

X
. (4.23)

The situation λ2 < ρ2 is not considered, since that implies the verification faces
less noise than the enrollment, which is very unlikely in a biometric verification
scenario. However, we can imagine a situation such as forensics in which this can
be the case. A situation in which ρ2 < λ2 < 1 is possible, since the enrollment
conditions can be better than those during verification. One can take for example
multiple samples to reduce the noise [105].

Finally it is interesting to notice that the ‘joint Gaussian’ and ‘within-/between-
class’ descriptions can only be used in the identical conditions situation, whereas
the ‘additive channel’ and ‘hidden template’ provide support toward both limit
situations. These operational situations are depicted next to the Venn diagram of
Fig. 4.1.
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4.3 Optimal Classification Performance

4.3.1 Introduction

In a secure verification scheme, the optimization criterion is usually the key entropy
versus recognition trade-off. The recognition rate, which equals 1−FRR, is reduced
by the introduction of a template protection. In order to measure the amount of
this reduction we will derive an upper bound, i.e., the best recognition rate we
can achieve without the protection, to quantize the loss due to the protection and
benchmark a verification scheme’s performance.

From hypothesis testing theory it is known that an optimal decision can be
made by means of a log likelihood ratio [108, Chap. 11]. In this case a distinction
has to be made between accepting or rejecting the verifying user. Therefore the
hypothesis is tested that we are dealing with the same person versus a hypothesis
that we are dealing with a different person. This optimal decision gives us a
FAR-FRR trade-off, whereas we are interested in a security versus FRR trade-off.
However, the level of security depends on the number of secret values extracted
from a feature which subsequently relates to FAR.

4.3.2 Log Likelihood Score

In case of a genuine verification, i.e., the enrolled person is the same person
as the verifying person, the biometric feature vector during enrollment, x =
{x1, x2, . . . , xM}, is somehow related to the feature vector during verification,
y = {y1, y2, . . . , yM},

pX,Y (x, y|gen) = fX,Y (x, y), (4.24)

where fX,Y (x, y) is the joint distribution function of the samples. In case of an
impostor verification, i.e., someone else trying to impersonate the genuine user, the
feature vector during verification will not be related to the one during enrollment,

pX,Y (x, y|imp) = fX(x) · fY (y), (4.25)

where fX(y) and fY (y) are the probability density functions of the independent
samples x and y.

The log likelihood score is defined as follows

s(x, y) = ln

(
pX,Y (x, y|gen)

pX,Y (x, y|imp)

)
= ln

(
fX,Y (x, y)

fX(x) · fY (y)

)
. (4.26)

By means of this likelihood score an acceptance and a rejection region can be
defined

At =
{
x ∈ XM , y ∈ XM | s(x, y) ≥ t

}
(4.27)

Rt =
{
x ∈ XM , y ∈ XM | s(x, y) < t

}
(4.28)
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which represent the (x, y) pairs which will be accepted or rejected by the detector

given a threshold t. The space XM is the set of biometric feature vectors of length
M . By integration over these regions False Acceptance Ratio (FAR) α and False
Rejection Ratio (FRR) β can be calculated, namely

FAR: α(t) =

∫∫
At

fX(x) · fY (y) dxdy (4.29)

FRR: β(t) =

∫∫
Rt

fX,Y (x, y) dxdy (4.30)

Or, alternatively, by integration over the probability density function of the log
likelihood score fS ,

α(t) =

∫ ∞
t

fS(s|imp) ds, (4.31)

β(t) =

∫ t

−∞
fS(s|gen) ds, (4.32)

which requires a transformation by means of the distribution-specific likelihood
ratio.

4.3.3 Jointly Gaussian Variables

The theoretical performance of the above method can be determined by assuming
a length M i.i.d. Gaussian feature vector. For the genuine samples the ‘joint
Gaussian’ description, described by (4.15), is assumed. The features during an
impostor verification are drawn from independent standard Gaussian distributions,
i.e., ρ = 0 in the description.

By considering the specific distribution, the log likelihood score for a single
dimension equals

s(xi, yi) = ln

(
fXY (xi, yi)

fX(xi) · fY (yi)

)
(4.33)

= −1

2
ln(1− ρ2)− x2

i + y2
i − 2ρxiyi

2(1− ρ2)
+
x2
i

2
+
y2
i

2
. (4.34)

For now the constant − 1
2 ln(1 − ρ2) is omitted and the equation is rearranged to

obtain a simple acceptance criterion

s′(xi, yi) = −ρ
2x2
i + ρ2y2

i − 2ρxiyi
2(1− ρ2)

. (4.35)

At this point we need to evaluate Equations (4.31) and (4.32). However, as can
be seen in Fig. 4.4a the coordinates corresponding to a certain score cannot be
expressed unambiguously in terms of the score s′ and the other coordinate x or
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Figure 4.4: Log likelihood score contours for a correlation coefficient ρ = .5.

y. For example s′ = 2 does not exist for x = 0. To prevent partial integrals a
45°rotation is applied, yielding new coordinates[

x
y

]
=

1√
2

[
1 1
−1 1

] [
u
v

]
. (4.36)

The resulting contours are depicted in Fig. 4.4b. The new coordinates yield for
the log likelihood score,

s′ = −u
2(ρ+ ρ2)− v2(ρ− ρ2)

2(1− ρ2)
, (4.37)

which can be solved as

v(u, s′) = ±
√
u2(ρ+ ρ2) + 2s′(1− ρ2)

ρ− ρ2
for s′ ≥ 0 (4.38)

and as

u(v, s′) = ±
√
v2(ρ− ρ2)− 2s′(1− ρ2)

ρ+ ρ2
for s′ < 0. (4.39)

Subsequently the probability densities are derived for the genuine and the im-
postor verification score by integration over u or v. The positive and negative
paths (caused by the ± signs in (4.38) and (4.39)) are equal due to the symmetry
of the pdf’s around the line y = x, so integration over one and multiply by two
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suffices, yielding

∫
fS(s′|gen) ds′ =

{∫∫
2 · fXY (x(u, s′), y(u, s′))

∣∣ ∂(x,y)
∂(u,s′)

∣∣ duds′ for s′ ≥ 0∫∫
2 · fXY (x(v, s′), y(v, s′))

∣∣ ∂(x,y)
∂(v,s′)

∣∣dv ds′ for s′ < 0

(4.40)∫
fS(s′|imp) ds′ =

{∫∫
2 · fX(x(u, s′)) · fY (y(u, s′))

∣∣ ∂(x,y)
∂(u,s′)

∣∣duds′ for s′ ≥ 0∫∫
2 · fX(x(v, s′)) · fY (y(v, s′))

∣∣ ∂(x,y)
∂(v,s′)

∣∣dv ds′ for s′ < 0
,

(4.41)

in which

∣∣∣∣ ∂(x, y)

∂(u, s′)

∣∣∣∣ =

∣∣∣∣ ∂∂s′ v(u, s′)

∣∣∣∣ =

∣∣∣∣∣12 2(1− ρ2)

ρ− ρ2

√
ρ− ρ2

u2(ρ+ ρ2) + 2s′(1− ρ2)

∣∣∣∣∣ (4.42)

=
1− ρ2

ρ− ρ2

√
ρ− ρ2

u2(ρ+ ρ2) + 2s′(1− ρ2)
, (4.43)

∣∣∣∣ ∂(x, y)

∂(v, s′)

∣∣∣∣ =

∣∣∣∣ ∂∂s′u(v, s′)

∣∣∣∣ =

∣∣∣∣∣12 2(1− ρ2)

ρ+ ρ2

√
ρ+ ρ2

v2(ρ− ρ2) + 2s′(1− ρ2)

∣∣∣∣∣ (4.44)

=
1− ρ2

ρ+ ρ2

√
ρ+ ρ2

v2(ρ− ρ2)− 2s′(1− ρ2)
. (4.45)

This equation only involves the derivative of s′, since the Jacobian of the rotation
described by equation (4.36) equals one. The original coordinates, for one of the
paths, can be expressed in terms of u or v and s′ as

x(u, s′) =
u√
2

+

√
u2(ρ+ ρ2) + 2s′(1− ρ2)

2(ρ− ρ2)
for s′ ≥ 0, (4.46)

y(u, s′) = − u√
2

+

√
u2(ρ+ ρ2) + 2s′(1− ρ2)

2(ρ− ρ2)
for s′ ≥ 0, (4.47)

x(v, s′) =

√
v2(ρ− ρ2)− 2s′(1− ρ2)

2(ρ+ ρ2)
+

v√
2

for s′ < 0, (4.48)

y(v, s′) = −
√
v2(ρ− ρ2)− 2s′(1− ρ2)

2(ρ+ ρ2)
+

v√
2

for s′ < 0. (4.49)
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Combining all part of the integrals gives us the following solutions [110, p. 376]∫ ∞
−∞

2 · fXY (x(u, s′), y(u, s′))

∣∣∣∣ ∂(x, y)

∂(u, s′)

∣∣∣∣ du =
1

πρ
K0

(
s′

ρ

)
for s′ ≥ 0 (4.50)∫ ∞

−∞
2 · fXY (x(v, s′), y(v, s′))

∣∣∣∣ ∂(x, y)

∂(v, s′)

∣∣∣∣ dv =
1

πρ
K0

(
−s
′

ρ

)
for s′ < 0 (4.51)∫ ∞

−∞
2 · fX(x(u, s′)) · fY (y(u, s′))

∣∣∣∣ ∂(x, y)

∂(u, s′)

∣∣∣∣ du =
e−s

′ √
1− ρ2

πρ
K0

(
s′

ρ

)
for s′ ≥ 0 (4.52)∫ ∞

−∞
2 · fX(x(v, s′)) · fY (y(v, s′))

∣∣∣∣ ∂(x, y)

∂(v, s′)

∣∣∣∣ dv =
e−s

′ √
1− ρ2

πρ
K0

(
−s
′

ρ

)
for s′ < 0 (4.53)

in which Kn(x) is the modified Bessel function of the second kind for n = 0.
Since the functions are symmetric in their argument this can be further simplified,
yielding

fS′(s′|gen) =
1

πρ
K0

(
−|s

′|
ρ

)
, (4.54)

fS′(s′|imp) =
e−s

′ √
1− ρ2

πρ
K0

(
−|s

′|
ρ

)
. (4.55)

In other words, we have expressed the likelihood density function in terms of a
Bessel function. This is a novel expression that allows a convenient comparison
with secure verification schemes. An example of these functions for ρ = .9 is given
in Fig. 4.5. Observe that the impostor distribution is asymmetric whereas the
genuine distribution is symmetric.

4.3.4 Comparison with a Secure Verifier

A secure verifier will in general extract Ni equiprobable secrets per dimension
i. Since a false acceptance will only occur when all secrets are correct, a fair
comparison with a secure verifier can only be made for a threshold t that satisfies

α(t) =

M∏
i=1

1

Ni
(4.56)

in which Ni is the number of secret values assigned to dimension i. The value
for t can subsequently be used in Equation (4.32) to determine the FRR, which is
the theoretical upper bound for the FRR. For independent features the product
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Figure 4.5: probability density functions of the log likelihood score for a genuine
(ρ = .9) and impostor verification.

can be omitted and a threshold can be calculated per dimension. In Chapter 5
this result will be used as a lower bound on reproduction error to benchmark the
system performance.

From this result also the probability density for a multivariate situation can
be derived. Since the variables are assumed to be independent their probabilities
are a multiplication and thus their log likelihood scores is a summation. Therefore
the univariate probability density functions (4.54) and (4.55) can be convolved to
obtain the multivariate probability function of the likelihood score, hence

fS(s) = (fS1
∗ fS2

∗ . . . ∗ fSN
)(s) (4.57)

for both genuine and impostor verification. The result of these convolutions is
depicted in Fig. 4.6 for a genuine and impostor verification.

By applying this result in equation (4.32) and equation (4.31) the classification
performance of the studied scheme can be obtained. The results are depicted by
means of a receiver operator curve in Fig. 4.7.

4.4 Channel Capacity

Another, more information-theoretical approach to study the performance of a
secure verification is to look at mutual information between the enrollment and
verification samples. This can be done before as well as after the bit extraction
of the secure verification. Ideally the mutual information should only decrease
marginally due to this quantization.
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Figure 4.6: Convoluted versions of the PDFs to account for the number of dimen-
sions. For the genuine PDF the correlation coefficient is ρ = .9.

The mutual information, for continuous variables Xi and Yi, is defined by the
differential entropy function h, hence

I(Xi;Yi) = h(Xi) + h(Yi)− h(Xi, Yi) (4.58)

and since the variables are modeled Gaussian the differential entropy can be ex-
pressed as

h(Xi) =
1

2
log2

(
(2πe)σ2

X

)
(4.59)

in which σ2
X is the variance of variable X. The joint entropy can be expressed as

h(Xi, Yi) =
1

2
log2

(
(2πe)2|ΣXY |

)
. (4.60)

In this equation the covariance matrix ΣXY is given by

ΣXY =

(
σ2
X ρσXσY

ρσXσY σ2
Y

)
. (4.61)

Combining above equations yields

I(Xi;Yi) =
1

2
log2

(
1

1− ρ2

)
=

1

2
log2 (1 + SNR) , (4.62)

which is a common expression for Gaussian additive channels [108, Chap. 9]. This
expression will be used in following chapters as an upper bound to benchmark the
bit extraction and reproduction performance.

4.5 Conclusion

An overview of various Gaussian noise models was given in this chapter. We
have derived conditions for which the models are equal. The ‘hidden template’
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Figure 4.7: Receiver operator curves for different number of dimensions of the
continuous classifier with ρ = .9.

description yields the most freedom. The ‘additive channel’ provides sufficient
freedom by a relatively simple description. This is further restricted in the concept
of ‘within-/between-class’ distributions, a special case of the first. Finally, the
‘joint Gaussian’ description features only a single parameter, which might limit
the use of it.

Two limit situations and an intermediate range could be identified. In a ‘perfect
enrollment’ one assumes the enrollment to be noise free. The ‘identical conditions’
limit assumes both enrollment and verification face the same amount of noise. The
‘within-/between-class’ description and ‘joint Gaussian’ can only by used in the
‘identical conditions’ limit, whereas the others can be used in both limit situations
and intermediate range.

Based on the Gaussian model bounds in terms of minimal classification error
probability and maximal mutual information have been given. These bounds are
used in the next chapter to compare the effectiveness of the secret extraction
scheme proposed.
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5
Biometric Verification

Parts of this chapter have been submitted for publication as:
J.A. de Groot, B. Škorić, N. de Vreede and J.-P.M.G. Linnartz, “Quantization in
Continuous-Source Zero Secrecy Leakage Helper Data Schemes”.

5.1 Introduction

5.1.1 Biometric Authentication

Biometrics have become a popular solution for authentication or identification,
mainly because of its convenience. Biometric features cannot be forgotten (like a
password) or lost (like a token). Nowadays identity documents such as passports
nearly always include biometric features extracted from fingerprints, faces or irises.
Governments are storing biometric data for fighting crime and some laptops and
smart phones use biometrics-based user authentication.

In general biometrics are not strictly secret. Fingerprints can be found on
many objects. It is hard to prevent one’s face or irises from being photographed.
Nonetheless, one does not want to store biometric features in an unprotected
database since this will make it easier for an adversary to misuse them.

Storage of the features introduces both security and privacy risks for the user.
Security risks include the production of fake biometrics from the features, e.g.,
rubber fingers [1, 2]. These fake biometrics can be used to obtain unauthorized
access to information or services or to leave fake evidence at crime scenes.

We mention two privacy risks. (i) Some biometrics are known to reveal dis-
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Figure 5.1: Common steps in a privacy-preserving biometric verification scheme.

eases and disorders of the user. (ii) Unprotected storage allows for cross-matching
between databases.

The security and privacy problems cannot be solved by simply encrypting the
database. An important part of the standard attack model is insider attacks, i.e.,
attacks by people who are authorized to access the database. They possess the
decryption keys; hence database encryption does not stop them.

All in all, the situation is very similar to the problem of password storage. The
standard solution is to store hashed passwords. Cryptographic hash functions are
one-way functions, i.e., inverting them is computationally infeasible. An attacker
who gets hold of a hashed password cannot deduce the password from it.

Straightforward application of this hashing method to biometrics does not
work, however. Biometric measurements are noisy, which causes (small) differ-
ences between the enrollment measurement and the later measurement during
verification. Particularly if the biometric value lies near a quantization boundary,
a minor noise contribution can flip the discretized value and trigger an avalanche
of bit flips at the output of the hash. Despite significant progress in the signal
processing of biometrics, measurements still suffer from relatively large deviations
between enrollment and verification. Hence it remains essential to optimize the al-
gorithms for extraction of reliable, repeatable yet high-entropy verification strings.

A more elaborate introduction to security with noisy data was given in Sec-
tion 1.2. The subsequent sections assume a basic knowledge of the challenges
involved with and methods for implementing security with noisy data.

5.1.2 Two Stage Approach

Fig. 5.1 describes a commonly adopted two-stage approach, as for instance pre-
sented in [111, Chap. 16].

A Helper Data Scheme (HDS) consists of two algorithms, Gen and Rep. The
Gen takes a noisy value as input and generates a secret and so-called helper data.
The Rep algorithm has two inputs: the helper data and a noisy value correlated
with the first one. It outputs an estimator for the secret made by Gen.
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The stage 1 HDS in Fig. 5.1 processes the signals during an optimized bit
extraction [21, 27, 104]. Helper data is applied in the ‘analog’ domain, i.e., before
‘bit-mapping’: per dimension, the orthogonalized biometric x is biased towards
the center of a quantization interval, e.g., by adding a helper data value w.

The stage 2 HDS employs digital error correction methods with discrete helper
data, for instance the helper data is the XOR of secret k with a random codeword
from an error-correcting code [10].

Such a two-stage approach is also common practice in communication systems
that suffer from unreliable (wireless) channels: the signal conditioning prior to the
bit mapping involves optimization of signal constellations and multidimensional
transforms. In fact, the discrete mathematical operations, such as error correction
decoding, are known to be particularly effective for sufficiently error-free signals.
According to the asymptotic Elias bound [112, Chap. 17], at bit error probabilities
above 10% one cannot achieve code rates better than 0.5. Similarly, in biometric
authentication, optimization of the first stage appears essential to achieve adequate
system performance.

In a preparation phase preceding all enrollments, the population’s biomet-
rics are studied and a transform is derived (using well known techniques such
as PCA/LDA [113]) that splits the biometric vector x into scalar components
(xi)

M
i=1. We will refer to these components xi as features. The transform ensures

that they are mutually independent, or nearly so.

At enrollment, a person’s biometric x is obtained. The transform is applied,
yielding features (xi)

M
i=1. The Gen algorithm of the first-stage HDS is applied to

each feature independently. This gives continuous helper data (wi)
M
i=1 and short

secret strings s1, . . . , sM which may or may not have equal length, depending on
the signal-to-noise ratio of the features and subsequent choice of allocated number
of bits. All these secrets are combined into one high-entropy secret k, e.g., by
concatenating them after Gray-coding. Biometric features have a within-class
Probability Density Function (PDF) that, with multiple dimensions, will lead to

some errors in the reproduced secret k̂; hence a second stage of error correction is
done with another HDS. The output of the second-stage Gen algorithm is discrete
helper data r and a practically noiseless string c. The hash h(c‖z) is stored in the
enrollment database, along with the helper data (wi)

M
i=1 and r. Here z is salt: a

random string to prevent easy cross-matching.

In the authentication phase, a fresh biometric measurement y is obtained and
split into components (yi)

M
i=1. For each i independently, the estimator ŝi is com-

puted from yi and wi. The ŝi are combined into an estimator k̂, which is then
input into the 2nd-stage HDS reconstruction together with r. The result is an
estimator ĉ. Finally h(ĉ‖z) is compared with the stored hash h(c‖z).
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5.1.3 Secret Extraction

Special algorithms have been developed for HDSs [21, 25, 27, 104]: Fuzzy Extrac-
tors (FE) and Secure Sketches (SS). The FE and SS are special cases of the general
concept and in our case can apply to both the stage 1 and 2 HDS. The algorithms
have different requirements,

� Fuzzy Extractor The probability distribution of s given w has to be (nearly)
uniform.

� Secure Sketch s given w must have high entropy, but does not have to be uniform.
Typically s is equal to (a discretized version of) x.

The FE is typically used for the extraction of cryptographic keys from noisy sources
such as Physical Unclonable Functions (PUFs) [52, 45, 47]. Some fixed quantiza-
tion schemes support the use of a fuzzy extractor, provided that the quantization
intervals can be chosen such that each secret s is equiprobable, as in [114].

The SS is very well suited to the biometrics scenario described above.

5.1.4 Security and Privacy Preservation

In the HDS context, the main privacy question is how much information, and
which information, about the biometric x is leaked by the helper data. Ideally, the
helper data would contain just enough information to enable the error correction.
Roughly speaking this means that the vector w = (wi)

M
i=1 consists of the noisy

‘least significant bits’ of x, which typically do not reveal sensitive information
since they are noisy anyway. In order to make this kind of intuitive statement
more precise, one studies the information-theoretic properties of HDSs. In the
system as sketched in Fig. 5.1 the mutual information I(C; W, R) is of particular
interest: it measures the leakage about the string c caused by the fact that the
attacker observes w and r. By properly separating the ‘most significant digits’
of x from the ‘least significant digits’, it is possible to achieve I(C; W, R) = 0.
We call this Zero Secrecy Leakage or, more compactly, Zero Leakage (ZL). HDSs
with the ZL property are very interesting for quantifying privacy guarantees: if
a privacy-sensitive piece of a biometric is fully contained in c, and not in (w, r),
then a ZL HDS based database reveals absolutely nothing about that piece.

If in a concatenation of multiple stages of the HDS, each stage has ZL, this is a
sufficient condition that also I(C; W, R) = 0. Therefore we will focus in particular
on schemes whose first stage has the ZL property I(Si;Wi) = 0. Yet, I(Si;Wi) = 0
is not a necessary condition for I(C;W,R) = 0. In fact, a counter example is that
one can simply eliminate all dimensions for which I(Si;Wi) > 0 in the second stage
of the HDS to achieve I(C;W,R) = 0. However, this would reduce the entropy in
the extracted secret C and is therefore not attractive.
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Figure 5.2: Fixed equiprobable quantization does not translate the PDF, which
results in a large reproduction error probability (shaded area).

5.1.5 Biometric Quantization

Biometric quantization, or at least a translation from finely quantized features to
a coarse bit-mapping, takes place in the first-stage HDS of a common biometric
verification scheme as depicted in Fig. 5.1. Some concepts, which we will briefly
discuss in this section, have already been developed for this stage.

Many biometric parameters can be converted by a Principal Component Anal-
ysis (PCA) into a vector of independent dimensions [105]. For this reason, most
papers on helper data in the analog domain can restrict themselves to a one-
dimensional quantization, e.g., [105, 21, 27]. Yet, the quantization strategy differs,
as we will review below.

Fixed Quantization (FQ)

The simplest form of quantization applies a uniform, fixed quantization grid dur-
ing both enrollment and verification. An example for N = 4 quantization regions
during verification is depicted in Fig. 5.2, in which the background PDF represents
the distribution of a feature. As can be seen in the figure an unfavorably located
genuine user PDF can cause a high reconstruction error (the hatched areas). The
inherently large error probability can be mitigated by ‘reliable component’ selec-
tion [114]. Only dimensions that are likely to repeatedly deliver realizations within
the same quantization interval are selected during the enrollment. Hence the veri-
fication relies on features which for that biometric prover have most of their PDF
mass within the same interval. The selection of dimensions is also conveyed to the
verification phase as user-dependent helper data.
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Figure 5.3: Quantization Index Modulation (QIM) centers the PDF on a quanti-
zation interval to reduce reproduction error probability (shaded area).

In such a scheme the verification capacity is not optimally used: features that
are unfavorably located with respect to the quantization grid, but nonetheless carry
information, are eliminated. Revealing which dimensions are not near quantization
boundaries may leak information about the actual result of the quantization. The
outer intervals, as depicted in Fig. 5.2, are wider and therefore more likely to
produce ‘reliable components’ than the inner intervals, which can cause leakage
when no precautions are taken [115].

Implicitly, the fixed quantization case also covers systems that only implement
a stage 2 HDS. Potentially such systems can be further improved by adaptive
quantization, as illustrated below.

Quantization Index Modulation (QIM)

This method borrows principles from digital watermarking [22] and writing on
dirty paper [23]. QIM uses alternating quantization intervals labeled with ‘0’ and
‘1’ as the values for the secret s. Based on the enrollment sample, an offset w is
calculated which is added to bias the verification sample towards the center of a
quantization interval as depicted in Fig. 5.3. If the bias is always exactly to the
center of a quantization interval of size q, the probability of an error for a Gaussian
sample pair is

pQIM
e ≈ erfc

(
q

2
√

2σ

)
(5.1)

In fact, for a fixed quantization, i.e., without the helper data bias towards the
center of quantization intervals, if the biometrics were locally approximately uni-
form, i.e., if the biometric lies at a random position in the quantization interval,
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Figure 5.4: Comparison of error probability for a fixed and adaptive (QIM) quan-
tization scheme.

the error probability is much larger, namely [110, Ch. 7]

pFQ
e =

1

q

∫ q/2

−q/2
erfc

(
q/2− x
2
√

2σ

)
dx →

√
2

π

σ

q
(5.2)

for q sufficiently larger than the within-class standard deviation σ. Numerical eval-
uation of Eq. (5.1) and Eq. (5.2) shows that to ensure an error rate less than 10%,
biased quantization, such as QIM can tolerate q ≈ 3.3σ, while fixed quantization
would require q > 8σ. A graphical comparison, including the approximation of
Eq. (5.2) for large σ/q, is given in Fig. 5.4. This implies that in practical systems,
the omission of stage 1 HDS, but relying on stage 2 HDS, jeopardizes extraction
of more than one bit per dimension. Moreover, it illustrates the substantial en-
hancement that helper-data guided quantization can bring in a stage 1 HDS and
has been a motivation for this work.

QIM allows a choice in quantization step sizes to make a trade-off between ver-
ification performance and leakage [21]. The alternating bit-mapping was adopted
to reduce leakage but sacrifices entropy extraction. However, our results show
quantization schemes that outperform this.

Likelihood based Quantization (LQ)

Chen et al. [27] improves the reconstruction rate by exploiting the likelihood
ratio to set the quantization scheme. Based on some enrollment samples, the
genuine user’s PDF is estimated, which is used to determine a likelihood ratio.
It is assumed that the background PDF is known and equal during enrollment
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Figure 5.5: Multi-bits likelihood ratio based scheme of Chen et al. [27] uses the
likelihood ratio to adjust the quantization regions.

and verification. The scheme allocates quantization regions for |S| = N different
secret values as depicted in Fig. 5.5. The first two quantization boundaries for
the verification phase are then chosen such that they are at an equal likelihood
ratio and at the same time enclose a probability mass of 1/N on the background
distribution. Subsequent quantization intervals are chosen contiguous to the first
and enclose again a 1/N probability mass. Finally the probability mass in the
tails of the distribution is added up as a wrap-around interval, which also holds a
probability mass of 1/N . Since the quantization boundaries are at fixed probability
mass intervals it suffices to convey a single threshold t to the verification phase.

Likelihood based quantization does not provide an equiprobable secret s and
therefore does not qualify as a fuzzy extractor. Moreover, I(T ;S) 6= 0 which
implies there is some secrecy leakage from the public verification threshold t to
the enrolled secret s.

The work in this chapter does not a priori choose a quantization for enrollment
and verification, but imposes the requirement of zero secrecy leakage and a low
reconstruction error rate to come to an optimal quantization scheme.

5.1.6 Contributions and Organization of This Chapter

In this chapter we zoom in on the first-stage HDS and focus on the ZL property
in particular. Our aim is to minimize reconstruction errors in ZL HDSs that have
scalar input x ∈ R. We treat the helper data as being real-valued, w ∈ R, though
of course w is in practice stored as a finite-precision value.

� We show that the ZL constraint for continuous helper data necessitates the



5.2 Preliminaries 65

existence of ‘Sibling Points’, points x that correspond to different s but give rise
to the same helper data w.

� We prove that the ZL constraint for x ∈ R implies ‘quantile’ helper data. This
holds for uniformly distributed s as well as for non-uniform s. Thus, we identify
a simple quantile construction as being the generic ZL scheme for all HDS types,
including the FE and SS as special cases. It turns out that the continuum limit
of a FE scheme of Verbitskiy at al. [28] precisely corresponds to our quantile
HDS.

� We derive a reconstruction algorithm for the quantile ZL FE that minimizes the
reconstruction errors. It amounts to using a set of optimized threshold values,
and is very suitable for low-footprint implementation.

� We analyze, in an all-Gaussian example, the performance (in terms of recon-
struction error rate) of our ZL FE combined with the optimal reconstruction
algorithm. We compare this scheme to fixed quantization and a likelihood-based
classifier. It turns out that our error rate is better than that of fixed quantiza-
tion, and not much worse than that of the likelihood-based classifier.

The organization of this chapter is as follows. The sibling points and the quantile
helper data are treated in Section 5.3. Section 5.4 discusses the optimal recon-
struction thresholds. The performance analysis in the Gaussian model is presented
in Section 5.5.

5.2 Preliminaries

5.2.1 Quantization

Random variables are denoted with capital letters and their realizations in low-
ercase. Sets are written in calligraphic font. We zoom in on the one-dimensional
first-stage HDS in Fig. 5.1. For brevity of notation the index i ∈ {1, . . . ,M} on
xi, wi, si, yi and ŝi will be omitted.

The Probability Density Function (PDF) of a random variable A is denoted
as fA, and the Cumulative Distribution Function (CDF) as FA. The helper data
is considered continuous, W ∈ W ⊂ R. The secret S is an integer in the range
S = {0, . . . , N − 1}, where N depends on the signal-to-noise ratio of the biometric
feature. The helper data is computed from X ∈ X = R using a function g, i.e.,
W = g(X). Similarly we define a quantization function Q such that S = Q(X).
The enrollment part of the HDS is given by the pair Q, g. We define quantization
regions as follows,

As = {x ∈ R : Q(x) = s}. (5.3)

The quantization regions are non-overlapping and cover the complete feature space,
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hence form a partitioning:

As ∩At = ∅ for s 6= t ;
⋃
s∈S

As = R. (5.4)

We consider only quantization regions that are contiguous, i.e., for all s it holds
that As is a simple interval. In Section 5.4.3 we will see that many other choices
may work equally well, but not better; our preference for contiguous As regions is
tantamount to choosing the simplest element Q out of a whole equivalence class
of quantization functions that lead to the same HDS performance. We define
quantization boundaries qs = inf As. Without loss of generality we choose Q to
be a monotonically increasing function. This gives supAs = qs+1. An overview of
the quantization regions and boundaries is depicted in Fig. 5.6.

In a generic HDS the probabilities P[S = s] can be different for each s. We will
use shorthand notation

P[S = s] = ps > 0. (5.5)

The quantization boundaries are given by

qs = F−1
X

(
s−1∑
t=0

pt

)
, (5.6)

where F−1
X is the inverse CDF. For a Fuzzy Extractor one requires ps = 1/N for

all s, in which case Eq. (5.6) simplifies to

qFE
s = F−1

X

( s
N

)
. (5.7)

5.2.2 Noise Model

To be able to derive an optimal reproduction method in the subsequent section
we follow the ‘additive channel’ model introduced in Section 4.2. Subsequently
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we argued that there are two limit situations for this model, namely the “Per-
fect enrollment” and “Identical conditions” situation. In order to simplify the
reproduction procedure in a later stage, we add the concept of fading noise.

Definition 5.2.1: The noise is called symmetric fading noise if for all x, y1, y2

it holds that

|y1 − λx| > |y2 − λx| =⇒ fY |X(y1|x) < fY |X(y2|x). (5.8)

An example of a distribution that satisfies the requirements, i.e., symmetric
and fading, and has correlation ρ is a jointly Gaussian biometric, given by

X ∼ N (0, 1), (Y |X = x) ∼ N (ρx, 1− ρ2). (5.9)

Moreover, this distribution corresponds to the “Identical conditions” situation and
yields the quantization pattern as depicted in Fig. 5.11d.

5.3 Zero Leakage Helper Data

First we will derive properties for the helper data generating function g that are
required for reliable reproduction. These properties will be taken into account
when deriving the requirements for zero leakage in the second part of this analysis.

5.3.1 Requirements for Reliable Reproduction and Low Leakage

The verifier has to reconstruct ŝ based on y and w. In general this is done by first
identifying which points xs ∈ R are compatible with w, and then selecting which
one is most likely, given y. For the first step we introduce the concept of sibling
points.

Definition 5.3.1 (sibling points): Two points x, x′ ∈ R, with x 6= x′, are called
Sibling Points if g(x) = g(x′).

The verifier determines a set Xw = {x ∈ R|g(x) = w} of sibling points that
correspond to helper data value w. We write Xw = ∪s∈SXsw, with Xsw = {x ∈
R|Q(x) = s ∧ g(x) = w}. We derive a number of requirements on the sets Xsw.

Lemma 5.3.2: If for any w ∈ W there exists an s ∈ S with Xsw = ∅ then
I(W ;S) > 0.

Proof. Let s̄ ∈ S and w̄ ∈ W be such that |Xs̄w̄| = 0. Then P[s̄|w̄] = 0. Zero
Leakage requires, for any s, that ps = P[S = s|W = w̄] = P[S = s̄|W = w̄] = 0.
This contradicts ps > 0.

Lemma 5.3.2 tells us that there is significant leakage if there is not at least
one sibling point compatible with w in each interval As, for all w ∈ W. Since we
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verification noise distribution of sibling points from different quantization intervals,
in this case x2 and x3, cannot properly be separated by decision threshold τt. Since
this inseparableness will cause reconstruction errors (ŝ 6= s) we aim at maximizing
Dmin.

are interested in low leakage, and ultimately zero leakage, we will from this point
onward consider only functions g such that |Xsw| ≥ 1 for all s,w.

Next we look at the requirement of low reconstruction error probability. We
focus on the minimum distance between sibling points that belong to different
quantization intervals. An example of such a situation is depicted in Fig. 5.7.

Definition 5.3.3: The minimum distance between sibling points in different quan-
tization intervals is defined as

Dmin(w) = min
s,t∈S: s<t

|minXtw −maxXsw|, (5.10)

Dmin = min
w∈W

Dmin(w). (5.11)

We take the approach of maximizing Dmin. It is intuitively clear that such an
approach yields low error rates given the noise model introduced in Section 4.2.
The following lemma gives a constraint on the sets Xsw that improves the Dmin.

Lemma 5.3.4: Let w ∈ W and Xsw 6= ∅ for all s ∈ S. The Dmin(w) is maxi-
mized by setting |Xsw| = 1 for all s ∈ S.

Proof. Let |Xsw| ≥ 2 for some s,w. Then deletion of the lowest or highest element
of Xsw (assigning a different w value to it) cannot decreases Dmin(w).

Lemma 5.3.4 states that each quantization interval As should contain exactly
one point x compatible with w. From here onward we will only consider functions
g with this property.

The set Xsw consists of a single point which we will denote as xsw. Note that g
is then an invertible function on each interval As. For given w ∈ W, we now have
a set Xw = ∪s∈Sxsw that consists of one sibling point per quantization interval.
This vastly simplifies the analysis. Our next step is to put further constraints on
g.
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Lemma 5.3.5: Let x1, x2 ∈ As and x3, x4 ∈ At, s 6= t, with x1 < x2 < x3 < x4

and g(x1) = w1, g(x2) = w2. Consider two cases,

1. g(x3) = w1; g(x4) = w2

2. g(x4) = w1; g(x3) = w2.

Then it holds that

min
w∈{w1,w2}

Dcase 2
min (w) ≤ min

w∈{w1,w2}
Dcase 1

min (w). (5.12)

Proof. We have distances

case 1 case 2
w1 x3 − x1 x4 − x1

w2 x4 − x2 x3 − x2

The smallest of these distances is x3 − x2.

Lemma 5.3.5 tells us that the ordering of sibling points should be the same
in each quantization interval, for otherwise the overall minimum distance Dmin

suffers. If, for some s, a point x with helper data w2 is higher than a point with
helper data w1, then this order has to be the same for all intervals. An example
of equal and reversed ordering of the sibling point is shown in Fig. 5.8.

The combination of having a preserved order (Lemma 5.3.5) together with
g being invertible on each interval (Lemma 5.3.4) points us in the direction of
‘smooth’ functions. If g is piecewise differentiable, then we can formulate a simple
constraint as follows.

Theorem 5.3.6 (sign of g′ equal on each As): Let xs ∈ As, xt ∈ At be sibling
points as defined in Def. 5.3.1. Let g be differentiable in xs and xt. Then having
sign g′(xs) = sign g′(xt) leads to a higher Dmin than sign g′(xs) 6= sign g′(xt).

Proof. Let 0 < ε � 1 and 0 < δ � 1. Without loss of generality we consider
s < t. We invoke Lemma 5.3.5 with x1 = xs, x2 = xs + ε, x3 = xt, x4 = xt + δ.
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According to Lemma 5.3.5 we have to take g(x2) = g(x4) in order to obtain a large
Dmin. Applying a first order Taylor expansion, this gives

g(xs) + εg′(xs) +O(ε2) = g(xt) + δg′(xt) +O(δ2). (5.13)

We use the fact that g(xs) = g(xt), and that ε and δ are positive. Taking the
sign of both sides of (5.13) and neglecting second order contributions, we get
sign g′(xs) = sign g′(xt).

If we consider a function g that is differentiable on each quantization interval,
then (i) its piecewise invertibility implies that it has to be either monotonically
increasing or decreasing on each interval, and (ii) Theorem 5.3.6 then implies that
it has to be either increasing on all intervals or decreasing on all intervals.

Of course there is no reason to assume that g is piecewise differentiable. For
instance, take a piecewise differentiable g and apply a permutation, e.g., add an
arbitrary value to w above some threshold. This procedure yields a function g2

which, in terms of error probabilities, has exactly the same performance as g, but
is not differentiable (nor continuous). Thus, there exist huge equivalence classes
of helper data generating functions that satisfy invertibility (Lemma 5.3.4) and
proper ordering (Lemma 5.3.5). This brings us to the following conjecture, which
allows us to concentrate on functions that are easy to analyze.

Conjecture 5.3.7: Without loss of generality we can choose g to be a differen-
tiable function on each quantization interval As, s ∈ S.

Based on Conjecture 5.3.7 we will consider only functions g that are monoton-
ically increasing on each interval. This assumption is in line with all (first stage)
HDSs [21, 27, 104] known to us.

5.3.2 Requirements for Zero Leakage

The Zero Leakage requirement is formulated as

I(S;W ) = 0 or equivalently H(S|W ) = H(S), (5.14)

where H stands for Shannon entropy, and I for mutual information. (See, e.g.,
[108, Eq. (2.35)-(2.39)].) The mutual information between the secret S and the
publicly available helper data W must be zero. In other words, knowing W does
not reduce the unpredictability of S.

Theorem 5.3.8 (ZL equivalent to quantile relationship between sibling points):
Let W ⊂ R be the set of possible helper data values. Let g be monotonously
increasing on each interval As, with g(A0) = · · · = g(AN−1) = W. Let s, t ∈ S.
Let xs ∈ As, xt ∈ At be sibling points as defined in Def. 5.3.1. In order to satisfy
Zero Leakage we have the following necessary and sufficient condition on the sibling
points,

FX(xs)− FX(qs)

ps
=
FX(xt)− FX(qt)

pt
. (5.15)
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Proof. The ZL requirement I(S;W ) = 0 is equivalent to saying that S and W are
independent. This is equivalent to fW = fW |S , which gives

fW (w) = fW |S(w|s) =
fSW (s, w)

ps
∀s ∈ S, (5.16)

where fSW is the joint distribution for S and W . We work under the assumption
that w = g(x) is a monotonous function on each interval As, fully spanning W.
Then for given s and w there exists exactly one point xsw that satisfies Q(x) = s
and g(x) = w. Furthermore, conservation of probability then gives

fSW (s, w) dw = fX(xsw) dxsw. (5.17)

Since the left hand side of Eq. (5.16) is independent of s, we can write fW (w)dw =
1/psfX(xsw)dxsw for any s ∈ S. Hence for any s, t ∈ S, w ∈ W it holds that

fX(xsw)dxsw
ps

=
fX(xtw)dxtw

pt
, (5.18)

which can be rewritten as

dFX(xsw)

ps
=

dFX(xtw)

pt
. (5.19)

The result, Eq. (5.15), follows by integration, using the fact that As has lower
boundary qs.

Corollary 5.3.9 (ZL FE sibling point relation): Let W ⊂ R be the set of possible
helper data values. Let g be monotonously increasing on each interval As, with
g(A0) = · · · = g(AN−1) = W. Let s, t ∈ S. Let xs ∈ As, xt ∈ At be sibling
points as defined in Def. 5.3.1. Then for a Fuzzy Extractor we have the following
necessary and sufficient condition on the sibling points in order to satisfy Zero
Leakage

FX(xs)−
s

N
= FX(xt)−

t

N
. (5.20)

Proof. Immediately follows by combining Eq. (5.15) with the fact that ps =
1/N ∀s ∈ S in a FE scheme, and the FE quantization boundaries given in
Eq. (5.7).

Theorem 5.3.8 allows us to define the enrollment steps in a ZL HDS in a very
simple way,

s = Q(x)

w = g(x) =
FX(x)− FX(qs)

ps
. (5.21)

Note that w ∈ [0, 1), and FX(qs) =
∑s−1
t=0 pt. The helper data can be interpreted

as a quantile distance between x and the quantization boundary qs, normalized
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Figure 5.9: Example of helper data generating function g for N = 4 on quantile
x, i.e., FX(x). The probabilities of the secrets do not have to equal, in this case
we have used (p0, . . . , p3) = (0.4, 0.2, 0.3, 0.1).

with respect to the probability mass ps in the interval As. An example of such
a function is depicted in Fig. 5.9. For a specific distribution, e.g., a standard
Gaussian distribution, the helper data generation function is depicted in Fig. 5.10.
In the FE case, Eq. (5.21) simplifies to

FX(x) =
s+ w

N
, w ∈ [0, 1). (5.22)

and the helper data generation function becomes

w = gFE(x) = N · FX(x)− s. (5.23)

Eq. (5.22) coincides with the continuum limit of the Fuzzy Extractor construc-
tion by Verbitskiy et al. [28]. A similar equation was later independently proposed
for uniform key generation from a noisy channel by Ye at al. [57]. Eq. (5.21) is the
simplest way to implement an enrollment that satisfies the sibling point relation of
Theorem 5.3.8. However, it is not the only way. For instance, by applying any in-
vertible function to w, a new helper data scheme is obtained that also satisfies the
sibling point relation of Eq. (5.15) and hence is ZL. Another example is to store the
whole set of sibling points {xtw}t∈S ; this contains exactly the same information
as w. The transformed scheme can be seen as merely a different representation of
the ‘basic’ ZL HDS of Eq. (5.21). Such a representation may have various advan-
tages over Eq. (5.21), e.g., allowing for a faster reconstruction procedure, while
being completely equivalent in terms of the ZL property. We will see such a case
in Section 5.4.3.
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Figure 5.10: Example of helper data generating function g for a standard Gaussian
distribution, i.e., x ∼ N (0, 1), and N = 4. Sibling points xsw are given for
s ∈ {0, . . . , 3} and w = 0.3.

5.4 Optimal Reconstruction

5.4.1 Maximum Likelihood

The goal of the HDS reconstruction algorithm Rep(y, w) is to reliably reproduce
the secret s. The best way to achieve this is to choose the most probable ŝ given
y and w, i.e., a maximum likelihood algorithm.

Lemma 5.4.1: Let Rep(y, w) be the reproduction algorithm of a ZL FE system.
Let g−1

s be the inverse of the helper data generation function for a given secret s.
Then optimal reconstruction is achieved by

Rep(y, w) = arg max
s∈S

fY |X(y|g−1
s (w)). (5.24)

Proof. As noted above, optimal reconstruction can be done by selecting the most
likely secret given y, w,

Rep(y, w) = arg max
s∈S

fS|YW (s|y, w) (5.25)

= arg max
s∈S

fSYW (s, y, w)

fYW (y, w)
. (5.26)
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The denominator does not depend on s, and can hence be omitted. This gives

Rep(y, w) = arg max
s∈S

fSYW (s, y, w) (5.27)

= arg max
s∈S

fY |SW (y|s, w)fW |S(w|s)ps. (5.28)

We constructed the scheme to be a FE with ZL, and therefore ps = 1/N and
fW |S(w|s) = fW (w). We see that both ps and fW |S(w|s) do not depend on s,
which implies they can be omitted from Eq. (5.28), yielding

Rep(y, w) = arg max
s∈S

fY |SW (y|s, w). (5.29)

Finally, knowing S and W is equivalent to knowing X. Hence fY |SW (y|s, w) can
be replaced by fY |X(y|x) with x satisfying Q(x) = s and g(x) = w. The unique x
value that satisfies these constraints is g−1

s (w).

To simplify the verification phase we can identify thresholds τs that denote the
lower boundary of a reproduction region. If τs ≤ y < τs+1, we reconstruct ŝ = s.
The τ0 = −∞ and τN =∞ are fixed, which implies we have to find optimal values
only for the N − 1 variables τ1, . . . , τN−1 as a function of x.

Theorem 5.4.2: Let fY |X be a symmetric fading noise as defined in Defini-
tion 5.2.1. Then optimal reconstruction in a FE scheme is obtained by the follow-
ing choice of thresholds

τs = λ
g−1
s (w) + g−1

s−1(w)

2
. (5.30)

Proof. In case of symmetric fading noise we know that

fY |X(y|x) = ϕ(|y − λx|), (5.31)

with ϕ some monotonic decreasing function. Combining this notion with that of
Eq. (5.24) to find a point y = τs that gives equal probability for s and s− 1 yields

ϕ(|τs − λg−1
s−1(w)|) = ϕ(|τs − λg−1

s (w)|). (5.32)

The left and right hand side of this equation can only be equal for equal arguments,
and hence

τs − λg−1
s−1(w) = ±(τs − λg−1

s (w)). (5.33)

Since g−1
s (w) 6= g−1

s−1(w) the only viable solution is Eq. (5.30).

Instead of storing the ZL helper data w according to Eq. (5.21), one can also
store the set of thresholds τ1, . . . , τN−1. This contains precisely the same informa-
tion, and allows for quicker reconstruction of s: just a thresholding operation on y
and the τs values, which can be implemented on computationally limited devices.
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5.4.2 Special Case: 1-bit Secret

In the case of a one-bit secret s, i.e., N = 2, the above ZL FE scheme is reduced
to storing a single threshold τ1.

It is interesting and somewhat counterintuitive that this yields a threshold for
verification that does not leak information about the secret. In case the average
of X is zero, one might assume that a positive threshold value implies s = 0.
However, both s = 0 and s = 1 allow positive as well as negative τ1, dependent on
the relative location of x in the quantization interval.

5.4.3 FE: Equivalent Choices for the Quantization

Let us reconsider the quantization function Q(x) in the case of a Fuzzy Extractor.
Let us fix N and take the g(x) as specified in Eq. (5.21). Then it is possible to find
an infinite number of different functions Q that will conserve the ZL property and
lead to exactly the same error rate as the original scheme. This is seen as follows.
For any w ∈ [0, 1) there is an N -tuplet of sibling points. Without any impact
on the reconstruction performance we can permute the s-values of these points;
the error rate of the reconstruction procedure depends only on the x-values of the
sibling points, not on the s-label they carry. It is allowed to do this permutation
for every w independently, resulting in an infinite equivalence class of Q-functions.
The choice we made in Section 5.2 yields the simplest function in an equivalence
class and is used throughout the entire work.

5.5 Example: Gaussian Features and BCH Codes

To be able to benchmark the reproduction performance of our scheme we will
give an example based on Gaussian-distributed variables. In this example we will
assume all variables to be Gaussian distributed, although the scheme is capable of
achieving optimal reproduction for any kind of random variable with a fading noise
distribution. The results in this example are obtained by numerical integration of
the genuine user PDF given the corresponding scheme’s thresholds.

We will compare the reproduction performance of our Zero Leakage Quantiza-
tion scheme with Likelihood based Reproduction (ZLQ-LR) to a scheme with 1)
Fixed Quantization (FQ) and 2) Likelihood Classification (LC). The former is, to
our knowledge, the only other scheme sharing the zero secrecy leakage property,
since this scheme does not use any helper data. Instead fixed quantization inter-
vals are defined for both enrollment and verification as explained in section 5.1.5.
An example of such a quantization with N = 4 intervals is depicted in Fig. 5.11a.
Likelihood classification is not an actual quantization scheme since it requires the
enrollment sample to be stored in-the-clear. However, a likelihood based classifier
provides an optimal trade-off between false accept and false reject according to
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(a) Equiprobable Fixed Quantization
(FQ).
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(b) Quantization Index Modulation
(QIM).
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(c) Likelihood Classification (LC).
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(d) Zero Leakage Quantization scheme
with Likelihood based Reproduction
(ZLQ-LR).

Figure 5.11: Quantization and decision patterns based on the genuine user and
impostor PDFs. Ideally the genuine user PDF should be contained in the authentic
zone and the impostor PDF should have a large mass outside the authentic zone.
50% probability mass is contained in the genuine user and impostor PDF ellipse
and circle. The genuine user PDF is based on a 10 dB SNR.

communication theory [108, Chap. 11] and should therefore yield the lowest error
rate one can get. Instead of quantization boundaries the classifier is characterized
by decision boundaries as depicted in Fig. 5.11c.

A comparison with QIM cannot be made since the probability for an impostor
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Figure 5.12: Reproduction performance in terms of error probability for Gaussian
distributed features and Gaussian noise for N = 4.

in a QIM scheme to correctly guess the enrolled secret cannot be made equal to
1/N . This would result in an unfair comparison since the other schemes are de-
signed to possess this property. Moreover, the QIM scheme allows the reproduction
error probability to be made arbitrary small by increasing the quantization width
at the cost of leakage. The quantization pattern for a QIM scheme is depicted in
Fig. 5.11b.

Also the likelihood based classification can be tuned by setting a decision
threshold. However, for this scheme it is possible to choose a threshold such that
an impostor will have a probability of 1/N to be accepted, which corresponds to
the 1/N probability of correctly guessing the enrolled secret in a fuzzy extractor
scheme. Note that for a likelihood classifier there is no enrolled secret since this
is not a quantization scheme.

As can be seen from Fig. 5.12, the reproduction performance for a ZSL scheme
with likelihood based reproduction is always better than that of a fixed quantiza-
tion scheme. However, it is outperformed by the likelihood classifier. Differences
are especially apparent for features with a higher signal-to-noise ratio. In these
regions the fixed quantization struggles with an inherent high error probability,
while the ZSL scheme follows the likelihood classification.

In a good quantization scheme the gap between I(X;Y ) and I(S; Ŝ) needs
to be small. For a Gaussian channel standard expressions are known from [108,
Eq. (9.16)]. The mutual information I(S; Ŝ) can be calculated by using the nu-
merical evaluation for the error probability as described above. Fig. 5.13 shows
that a fixed quantization requires a higher SNR to converge to the maximum
number of bits, whereas the ZLQ-LR scheme directly reaches this value. A QIM
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Figure 5.13: Mutual information between S and Ŝ for Gaussian distributed fea-
tures and Gaussian noise.

scheme can also be included in this comparison. However, since such a scheme is
not free of leakage we will look at I(S; Ŝ)− I(S;W ) ≤ I(S; Ŝ|W ). Moreover, the
scheme allows to trade in leakage for improved verification. Therefore we maximize
I(S; Ŝ|W ) over quantization width q (see Fig. 5.3), since this yields the highest
entropy difference between an attacker and a verifier. The QIM scheme closely
follows the verification performance of the ZLQ-LR scheme for N = 2, but this
comes at the cost of leakage, which is not visible in this graph.

Finally, we will consider the vector case of the two quantization schemes dis-
cussed above. In this section we concluded that the fixed quantization will have a
larger error probability during reproduction, but we will show how this relates to
either false rejection of genuine users or secret length when combined with a code
offset method using error correcting codes [10].

In order to derive these properties we will assume the features to be i.i.d.
and therefore we can calculate false acceptance rate (FAR) and false rejection rate
(FRR) based on a binomial distribution. In practice features can be made (nearly)
independent, but they will in general not be identically distributed. However,
results will be similar. Furthermore we assume the error correcting code can be
applied such that its error correcting properties can be fully exploited. This implies
we have to use a gray code to label the extracted secrets before concatenation.

In our experiment we have used 64 i.i.d. features each having a SNR of 17 dB.
From these features we extract 2 bits per feature on which we apply BCH codes
with a code length of 127, which implies we omit one bit. For analysis we have
also included the code (127, 127, 0), which is not an actual code, but represents
the case in which no error correction is applied.



5.6 Detection Rate Improvement 79

BCH (127, 15, 27)BCH (127, 92, 5)

Secret key size [bits]

F
R
R

/
F
A
R

FRR FQ

FRR ZLQ-LR

FAR

020406080100120140
10−15

10−10

10−5

100

Figure 5.14: System performance compared to a scheme applying fixed quantiza-
tion.

Suppose we want to achieve a target FRR of 1 ·10−3, the topmost dotted line in
Fig. 5.14, then we require a BCH (127, 92, 5) code for the ZSL-LR scheme, while a
BCH (127, 15, 27) code is required for the fixed quantization scheme. This implies
we would have a secret key size of either 92 or 15 bits. Clearly the last will not be
sufficient for any security application since it has a key size that can be attacked
in a limited amount of time. At the same time, due to the small key size, the
scheme has an increased FAR as depicted in Fig. 5.14.

5.6 Detection Rate Improvement

5.6.1 Relaxing the Key Extraction Constraint

Some security applications require a uniformly distributed key, therefore many
biometric verification schemes only consider a FE principle. However, if the appli-
cation can handle a non-uniformly distributed key, e.g., a template with a hashed
SS-secret, then this can be an interesting alternative. In this section, we will show
that it can be rewarding to consider a non-uniform secret distribution to improve
the verification performance. The choice of the quantization intervals determines
the probability distribution of the enrolled secrets, which will be reconsidered to
find an optimal trade-off between security and recognition.

A system is difficult to attack when the secret values have an equiprobable
distribution, which is expressed as a high entropy in the secret S. In other words
the entropy of the secret, H(S), should be maximized to improve security. For this
case we assume the helper data to be ZL and therefore H(S|W ) = H(S). On the
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other hand, a verifier should be able to reconstruct the enrolled secret with high
probability based on verification sample y and helper data w. From this pair, a
verifier deterministically constructs an optimal secret estimate ŝ = Rep(y, w) and
therefore H(S|Ŝ) should be as low as possible.

We aim at maximizing the verification effectiveness, expressed as mutual infor-
mation I(S; Ŝ), which combines both terms

I(S; Ŝ) = H(S)−H(S|Ŝ). (5.34)

Maximizing over the a priori distribution of the secrets naturally gives the expres-
sion for capacity of our verification channel

Cv = max
ps

I(S; Ŝ) (5.35)

This maximization searches an optimal distribution for the verification chan-
nel. However, such an optimization does not guarantee the maximal entropy of
the secret. In Section 5.6.3 we will show, by means of an example with Gaus-
sian distributions, that verification capacity is not necessarily achieved with a FE
construction.

5.6.2 Relaxing the Leakage Constraint

A similar optimization can be found when considering leakage. Secrecy leakage
does not necessarily have to be zero. Security requirements only demand the
entropy in the secret S given the public helper data W , that is H(S|W ), to be
sufficiently large to prevent attacks.

We now address the distribution pS|W of the secret conditioned on the public
helper data w. We assume that the attacker has a full knowledge of the system
and is able to exploit any imbalance in the secret probabilities. This results in a
lowered entropy of the secret S and is expressed as H(S|W ).

The situation for the verifier does not change, since ŝ is still an optimal estimate
fully determined by y and w we can write

H(S|Ŝ) = H(S|Ŝ,W ). (5.36)

The right-hand-side can be considered somewhat double, since ŝ is determined by
w, however we require this in our next step. By combining these two expressions
we get the conditional mutual information

I(S; Ŝ|W ) = H(S|W )−H(S|Ŝ,W ). (5.37)

To find the capacity in this case, we maximize over the secret distributions and
conditional probability density functions of w, hence

Cv = max
pS ,fW |S

I(S; Ŝ|W ) (5.38)
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This construction allows us to exchange key entropy and leakage for an in-
creased verification rate. However, introducing leakage does not guarantee an
improved verification rate. It is even possible to find modifications that cause
leakage, but do not improve the verification.

5.6.3 Toy examples

We analyze the effectiveness of the two proposed trade-offs by assuming Gaussian
distributions for biometrics and for noise. Our enrollment sample x and verifica-
tion sample y have unit variance and are correlated with correlation coefficient ρ.
Moreover, we will only study an average number of quantization intervals, namely
N = 4.

Case 1: scaling quantization regions

We explore whether secret key-rate can be exchanged for increased verification per-
formance by scaling the quantization intervals. Since the quantization intervals
determine the probabilities of the secrets (Eq. (5.7)) this corresponds to a modi-
fication of the probabilities as proposed in Eq. (5.35). Note that the ZL property
of the scheme is not affected by this modification.

Initially the quantization intervals are chosen to yield a FE. Secondly, we scale
by α ≥ 1 to widen the intervals, hence

qs = F−1
X

( s
N

)
−→ q′s = αF−1

X

( s
N

)
. (5.39)

The choice for this modification is motivated by the notion that most errors
are caused by samples in the innermost intervals when assigning more than one bit
per dimension. For a FE algorithm on Gaussian biometrics, these intervals are the
smallest to deliver the same secret probability from a higher probability density of
the biometric. So noise will mostly affect the reconstruction in the inner intervals.
The solution to widen the enrollment (and the verification) intervals influences the
secret distribution and thus the secret entropy, as shown in Fig. 5.15a. By starting
at the FE point, i.e. α = 1, the error rate can be reduced by increasing α. This
error reduction comes at the cost of a reduced entropy in the secret. Fig. 5.16a
depicts an example for SNR = 13 dB. The resulting mutual information I(S; Ŝ)
initially benefits from the reduced error probability before the reduced key entropy
limits it, as can be seen in Fig. 5.15b.

The mutual information I(S; Ŝ) increase is caused by the fact that H(S|Ŝ)
decreases faster than H(S) for increasing α, as is shown in Fig. 5.16a. This
method yields the largest gain compared to the original method in a region below
the log(N) limit it converges to, as can be seen in Fig. 5.16b for N = 4.
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Figure 5.15: Trade-off between secret key-rate and improved verification.
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Figure 5.16: Improved mutual information by non-uniform secret distribution.

Case 2: scaling features

This second case addresses another type of optimization: relaxing both the uni-
formly distributed secret and zero leakage demand. This can be acceptable if the
effective entropy H(S|W ) in the secret remains large enough to prevent attacks. A
way to achieve this is scale the features by β before enrollment without adjusting
the assumed CDF used in the enrollment function Q and g. Such a deliberate
mismatch will cause a non uniform secret and leakage.

For this scenario we alter the enrollment functions accordingly,

s = Q(x) = bN · FX(x)c
w = g(x) = N · FX(x)− s

−→
s = Q′(x) =

⌊
N · FX

(
x
β

)⌋
w = g′(x) = N · FX

(
x
β

)
− s

. (5.40)

Besides the helper data the applied scaling β is transfered to the verification phase
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Figure 5.17: Trade-off between secrecy leakage and improved verification.

to achieve the optimal reproduction, hence the sibling point recovery function
becomes

g′s
−1

(w) = βF−1
X

(
s+ w

N

)
. (5.41)

This function can again be used in the definition of the verification thresholds
Eq. (5.30).

This modification changes the distribution of the secrets, which decreases the
entropy in the secret H(S), and there will be leakage between the helper data w
and the secret, hence I(S;W ) 6= 0. To incorporate both effects we look at the
conditional entropy H(S|W ), given as

H(S|W ) = H(S)− I(S;W ) (5.42)

=

∫ 1

0

∑
s∈S

fSW (s, w) log2

fW (w)

fSW (s, w)
dw, (5.43)

in which the joint density fSW is given by

fSW (s, w) =
1

N

fX(g′s
−1

(w))

fX(g′s
−1(w)/β)/β

(5.44)

and
fW (w) =

∑
s∈S

fSW (s, w) (5.45)

An derivation of these relations can be found in Section 6.2.1. The conditional
entropy can subsequently be compared to the verification error probability and
conditional entropy faced by the verifier.

Similar to the first case we witness a reduction of verification errors when
scaling the features by 1/β. However, this also decreases the effective entropy
H(S|W ) as can be seen in Fig. 5.17a. The results are very similar compared to
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Figure 5.18: Improved mutual information by scaling the features.

the quantization interval scaling (case 1). This is also confirmed in Fig. 5.17b and
Fig. 5.18b.

The actual gain for the second case, incorporating both a non uniform secret
distribution and leakage, is larger than for case 1, which only implemented a non
uniform secret. By comparing 5.16b and Fig. 5.18b it seems that a non uniform
secret can improve verification for a SNR below 18 dB, whereas the additional
leakage can give some consolidation below 12 dB. However, it is questionable
whether a N = 4 quantization should be used in this SNR region or that it is
better to switch back to a N = 2 quantization.

5.7 Conclusion

In this chapter we have studied a generic Helper Data Scheme (HDS) which com-
prises the Fuzzy Extractor (FE) and the Secure Sketch (SS) as special cases. In
particular, we have looked at the Zero Leakage (ZL) property of HDSs in the case
of a one-dimensional continuous source X and continuous helper data W .

We make minimal assumptions, justified by Conjecture 5.3.7: we consider only
monotonic g(x). We have shown that the ZL property implies the existence of sib-
ling points {xsw}s∈S for every w. These are values of x that have the same helper
data w. Furthermore, the ZL requirement is equivalent to a quantile relationship
(Theorem 5.3.8) between the sibling points. This directly leads to Eq. (5.21) for
computing w from x. (Applying any reversible function to this w yields a com-
pletely equivalent helper data system.) The special case of a FE (ps = 1/N) yields
the m→∞ limit of the Verbitskiy et al. [28] construction.

We have derived reconstruction thresholds τs for a ZL FE that minimize the
error rate in the reconstruction of s (Theorem 5.4.2). This result holds under very
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mild assumptions on the noise: symmetric and fading. Eq. (5.30) contains the
attenuation parameter λ, which follows from the noise ‘additive channel’ model as
specified in Section 4.2.

We have analyzed reproduction performance in an all-Gaussian example. Fixed
quantization struggles with inherent high error probability, while the ZL FE with
optimal reproduction follows the performance of the optimal classification algo-
rithm. This results in a larger key size in the protected template compared to
the fixed quantization scheme, since an ECC with a larger message length can be
applied in the second stage HDS to achieve the same FRR.

Furthermore we have given two examples of modifications to improve verifi-
cation performance. The first is to relax the FE constraint, i.e., an equiprobable
secret distribution, whereas the second is to relax the leakage constraint. Both
modifications can be analyzed by looking at the achieved verification error prob-
ability or mutual information between enrolled and recovered secret. These mod-
ifications show that capacity is not always achieved with a ZL FE construction.
For features with a relative lower SNR the mutual information between enrolled
and recovered secret can be increased by relaxing the FE and ZL constraints. For
feature vectors with declining SNR these modifications can be useful to create a
soft transition on the number of extracted bits.
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6
Leakage Analysis

This chapter is partly based on:
J.A. de Groot, B. Škorić, N. de Vreede and J.-P.M.G. Linnartz, “Diagnostic Cat-
egory Leakage in Helper Data Schemes for Biometric Authentication”. In Proceed-
ings of SECRYPT 2013 - International Conference on Security and Cryptography.
[116]

6.1 Introduction

Nowadays authentication and identification applications rely more and more on
biometrics, since it is considered a convenient solution and difficult to forge. Con-
trary to passwords and tokens, biometrics cannot be forgotten or lost, but are
inherently bound to the user. They truly identify who someone is, rather than
what somebody knows or possesses.

It will be difficult to keep biometrics strictly secret. For example, a face or iris
can be captured as a photographic image unnoticed. Whereas a user’s fingerprints
can be found on many daily objects. However, in-the-clear storage of templates
extracted from the biometric features is out of the question, since that will make
it very easy for an adversary to misuse them.

Roughly the problems introduced by storing biometric features can be split
into security and privacy risks [117]. The former include the reproduction of fake
biometrics from the stored features, e.g., rubber fingers [2]. These fake biometrics
can cause serve security issues, e.g., to obtain unauthorized access to information
or services or to leave fake evidence at crime scenes. Such actions are commonly
known as identity theft. On the other hand there are privacy risks bound to the
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application of biometrics [118]. The most sensitive are: (i) some biometrics might
reveal diseases and disorders of the user and (ii) unprotected storage allows for
cross-matching between databases.

Helper data schemes (HDS) [10, 21, 25, 11, 27] have been proposed to ensure
that hashes of biometrics can be stored, such that even during verification no in-
the-clear biometric templates can be retrieved from a database. These schemes
exploit a prover-specific variable, called the helper data to ensure reliable exact
digital reproducibility of a biometric value. Zero Secrecy Leakage (ZSL) helper
data schemes have been proposed [28, 104, 119], to ensure that the mutual infor-
mation between the helper data and the secret key is zero. However, it has been
recognized that this property does not fully ensure total protection of the prover’s
privacy.

Ignatenko and Willems [80] introduced the notion of privacy leakage, defined
as the mutual information between helper data and the biometric value itself as
opposed to the helper data and the secret. Yet we are not aware of any paper
that confirms the severity of the theoretical privacy leakage in terms of how much
valuable information the attacker actually gets about the prover. If for instance
the biometric is the length of a person, many helper data schemes, such as [104],
leak that the last decimals of the value, for instance are 593, but give no clue about
whether it is a 1.63593 meter small person or 1.93593 meter tall person. In this
chapter we address the question whether such leakage is serious. For instance if we
know from the helper data of a cyclist that his heart rate is equal to an unknown
integer plus some known fraction, how much does that tell us about the likelihood
of an enlarged EPO concentration in his blood? In this chapter we analyze such
questions.

Another form of key or privacy leakage [104] can occur when the attacker has
a priori knowledge about the prover, or about any person in the database. For
instance that the cyclist is a 28 year old female.

This work has been motivated by an implementation project [85] that records
data from epileptic patients from body sensor networks, with biometric configura-
tion of the radio links. Here we encountered the question of how severe such issues
are for practical biometrics.

In our setup we distinguish three distributions. (1) The true distribution of the
biometric features. We assume the distributions can be made (nearly) indepen-
dent, but properties, such as mean, variance and SNR, may differ per dimension.
(2) The distribution assumed for enrollment. Based on measurements, a system
designer has to estimate the distributions of the biometric features. (3) The dis-
tribution known to the attacker. An adversary can have a better understanding
of the biometric feature’s properties than the system designer, which might lead
to problems, since we assume independence analysis is done on a scalar basis.

We perform a security analysis for three important scenarios. (i) The case of
a mismatch between the true distribution of the features x and the distribution
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used for creating helper data w. The attacker is assumed to know the true distri-
bution, which is the worst-case scenario. In the last two scenarios we assume the
system’s and true distribution to be equal. (ii) An attacker who has partial side
information about enrolled users, e.g., a medical indication or gender, and tries
to learn something about the stored secret. (iii) An attacker who tries to learn
something about the enrolled user’s characteristics by exploiting the public helper
data and some a priori partial information about the user.

These scenarios lead to a mismatch between the distribution as seen by the
attacker and the distribution used to make w. The question is how much the ZSL
helper data w leaks under these circumstances, in addition to the already existing
leakage. We prove an upper bound on this additional leakage.

6.2 Leakage Analysis

For the leakage analysis presented in this section we will make a distinction between
entropy loss or a priori leakage and additional leakage due to the public helper
data. The former is solely due to the assumed improved understanding of the
biometric features by the attacker and assumes the attacker does not yet exploit
the information in the helper data. Whereas the latter is this possible “bonus”
due to exploiting the combination of a priori knowledge and public helper data.
Furthermore the leakage analysis presented in this chapter is based on the ZL FE
presented in Section 5.3, which implies we mainly focus on Eq. (5.23).

6.2.1 Mismatch Between the Real and Assumed Distribution

The distribution fsys(x) used by the authentication system is not exactly equal to
the real distribution fX of X. When the system is set up, the statistical knowledge
about X is based on a finite number of observations, from which fsys is derived.
Due to finite size effects a (small) mismatch between fX and fsys arises. It is
prudent to assume that attackers have full knowledge of fX , e.g., due to scientific
progress after the system has been fixed. Given this mismatch, the probabilities
for S and W are derived as follows. First of all we can derive the joint density of
the helper data and secret as

fSW (s, w) =
1

N

fX(g−1
s (w))

fsys(g
−1
s (w))

(6.1)

which follows from fX(x)dx = fSW (s, w)dw and dx = dw/[Nfsys(x)] evaluated at
x = g−1

s (w) with w ∈ [0, 1). The probability of the secrets follows from integrating
fX between the boundary points that correspond to S = s, hence

ps = P[S = s] = FX(g−1
s (1))− FX(g−1

s (0)). (6.2)
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Figure 6.1: Examples of deviating distributions per gender in an ECG based ver-
ification experiment.

Finally, the marginal

fW (w) =
1

N

N−1∑
s=0

fX(g−1
s (w))

fsys(g
−1
s (w))

(6.3)

follows from Eq. (6.1) by summing over s. These probability functions can subse-
quently be used to determine entropy loss of the secret

log2(N)−H(S) = log2(N) +
∑
s∈S

ps log2 (ps) , (6.4)

which we will refer to as a priori information, and leakage

I(S;W ) =
∑
s∈S

1∫
0

fSW (s, w) log2

fSW (s, w)

ps fW (w)
dw, (6.5)

in which I stands for mutual information.

6.2.2 Related Property Known by Attacker

There is another source of leakage. It may happen that the statistics of the mea-
sured quantity x depend on, e.g., the gender of the enrolled user, skin color, medical
diagnosis, or some other (discrete) property.

This idea has been motivated by results from a biometric verification experi-
ment with ECG signals. The extracted features showed a clear divergence when
sorted by gender. A few striking examples are depicted in Fig. 6.1. These fea-
tures were obtained by calculating autocorrelation (AC) on 1 minute epochs and
subsequently applying a discrete cosine transform (DCT) [71].



6.2 Leakage Analysis 91

We will consider a general discrete category C ∈ C. We ask ourselves the
question whether an attacker can gain an advantage from some observation C̃ ∈ C
which yields (partial) knowledge about the category C. One can think of C̃ as an
estimate derived from an observation for a specific person, e.g., gait or height, or
an observation of the whole enrolled population, e.g., the percentage of men vs.
women. For example the observation could be a 1.9m tall person, which might
give rise to the assumption it is a man, since men are usually taller than women.
However, we might be dealing with an exceptionally tall woman.

We will investigate two attack scenarios:

1. Secret estimation
The attacker wants to leverage the side information to derive a better guess for
an enrolled person’s secret S. In this scenario the mutual information I(S;W, C̃)
is the quantity of interest.

2. Category estimation
Based on the side information, the attacker wants to diagnose an enrolled per-
son’s category C (medical indication). In fact we generalize this to any privacy
sensitive category including gender, race, etc. Here the quantity of interest is
I(C;W, C̃).

For given c, we have to consider the fX(x) in Eq. (6.1) to fX|C(x|c). The fX(x)
remains unchanged, since the enrollment is done without regard to categories. Note
that S and W have no additional dependence on C. By using the joint probability
Qcc̃ of c and c̃ and the chain rule fSWCC̃(s, w, c, c̃) = Qcc̃ fSW |C(s, w |C = c) we
can write

fSWCC̃(s, w, c, c̃) = Qcc̃
1

N

fX|C(g−1
s (w)|c)

fX(g−1
s (w))

. (6.6)

From Eq. (6.6) we can derive all the marginal distributions that are necessary
for computing I(S;W, C̃) and I(C;W, C̃). Some examples assuming Gaussian
distributions are depicted in Fig. 6.5a and Fig. 6.5b.

Bound on the Secrecy Leakage

We will show that the total amount of information that can be obtained is very
limited. The expression of the mutual information between enrolled secret s and
public data, i.e., helper data w and category estimate c̃, can be split in two terms

I(S;W, C̃) = I(S;W ) + I(S; C̃|W ). (6.7)

Since the scheme is a zero leakage key extraction scheme, i.e., I(S;W ) = 0, it
follows that

I(S;W, C̃) = I(S; C̃|W ) ≤ H(C̃|W ) ≤ H(C̃) (6.8)
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Figure 6.2: Revealed information due to mismatch between real distribution and
assumed distribution of the system for N = 4. Only for (µX , σ

2
X) = (µsys, σ

2
sys) =

(0, 1) no information is revealed.

where H stands for Shannon entropy and I for mutual information. Therefore we
can conclude that the secrecy leakage satisfies

I(S;W, C̃) ≤ H(C̃). (6.9)

This bound, which limits the amount of information about the secret that can
be obtained in a ZSL scheme, is limited by the entropy in the category estimate
and is independent of the public helper data and the type of ZSL scheme. If an
attacker for example knows the gender of an enrolled user, he can never learn more
than one bit even if the secret is more than one bit.

6.3 Example: Gaussian Distributions

6.3.1 Source Mismatch

An example for a mismatch between assumed and actual distribution is given in
Fig. 6.2a for entropy loss, i.e., a priori information, and in Fig. 6.2b for leakage
respectively. This particular example assumes both distributions, real and the sys-
tem’s, to be Gaussian and the number of quantization intervals N = 4. Moreover,
the assumed system’s distribution is a standard Gaussian, i.e., (µsys, σ

2
sys) = (0, 1)

Both figures are only zero for (µX , σ
2
X) = (0, 1). In the entropy loss figure

a decreasing variance σ2
X in particular reveals a lot of information. However, a

mean value µX close the quantization boundaries reveals log2(N)−1 bits, since the
attacker is still unaware of the side the enrollment sample is on. The leakage caused
by the helper data, depicted in Fig. 6.2b, completes this missing information.
The addition of both quantities, i.e., the totally revealed information depicted in
Fig. 6.3a, confirms this.
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Figure 6.3: Revealed information and estimate of the true distribution based on a
limited number of available samples (K = 6).

One of the causes of a mismatch between the assumed and true distribution
of the features can occur due to a limited number of samples during system set
up. Suppose we try to estimate a Gaussian distribution of the features with an
unknown mean µX and variance σ2

X , then it is well known that the two estimated
quantities are an independent Gaussian and Chi-squared distribution, namely

µsys ∼ N
(
µX ,

σ2
X

K

)
and σ2

sys ∼
σ2
X

1−K · χ
2
K−1, (6.10)

in which K is the number of samples on which the estimate is based. Such a
distribution is depicted in Fig. 6.3b for K = 6. Note that a positive deviation of
the true mean µX has the same effect as a negative deviation of the system’s mean
µsys and vice versa. Analog the variances are related by a multiplicative relation.

By using this distribution we can assess the expected totally revealed informa-
tion

E[(log2(N)−H(S)) + I(S;W )] = log2(N)− E[H(S|W )]. (6.11)

Results of this integration for N = 4 are depicted in Fig. 6.4a. A split between
entropy loss and leakage reveals that both contribute, however most of the infor-
mation comes from the entropy loss, i.e., log2(N)−H(S).

The analysis can also be reversed, in which we question ourselves how many
samples are required to ensure the revealed information is less than a given value
with high probability, i.e., a probability p = .95. Results of this analysis are given
in Fig. 6.4b.

6.3.2 Secret Estimation

In this section we study the situation that emerges when an attacker knows C̃, i.e.,
an estimate of the category C of the enrolled user. For this particular example
we construct the category as a single bit. For example “0” is male and “1” is
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Figure 6.4: Expected leakage and minimum number of samples required to keep
revealed information below certain value with probability p = .95.

female. The estimate is derived from the actual category with some error p, which
is modeled as a Binary Symmetric Channel (BSC) with cross-over probability p.
We assume that a priori both categories are equiprobable, thus

Qcc̃ =

{
1
2 (1− p) c = c̃
1
2p c 6= c̃

. (6.12)

For the feature distribution we assume a Gaussian Mixture Model (GMM)
with two distributions, which represent the two categories. The parameters for
this model are set to µ0 = −µ, µ1 = µ and σ2

0 = σ2
1 = 1. This mean value

parameter µ ≥ 0 will be varied together with error probability p to study the
emerging leakage in the system.

To calculate g−1
s (w) in Eq. (6.6) we need to calculate the inverse CDF of the

Gaussian mixture as given by Eq. (5.23). This has been solved by applying New-
ton’s method to the given PDF and CDF of the Gaussian mixture. For arguments
smaller than 1/2, µ0 was used as initial guess and for arguments larger than 1/2,
µ1, which ensured a rapid convergence and accurate results.

The inverse CDF allows us to calculate the joint probability density function
f(s, w, c̃) as a function of w. This marginal is derived from Eq. (6.6). Subsequently
we can calculate the secrecy leakage in terms of mutual information as

I(S;W, C̃) =
∑
s,c̃

1∫
0

fSWC̃(s, w, c̃) log2

fSWC̃(s, w, c̃)

ps fWC̃(w, c̃)
dw. (6.13)

At increasing value of µ we observe a clear saturation for the total leakage
I(S;W, C̃). Moreover, the better the estimate (p → 0), the more information an
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Figure 6.5: Leakage by category estimate c̃ and helper data w.

attacker obtains. However, even for µ � 0 and p = 0, i.e., a perfect category
estimate, there is a maximum leakage of one bit, which agrees with the bound
found in Section 6.2.2. The results of this calculation for different values of p can
be found in Fig. 6.5a.

A distinction can be made between leakage by a priori knowledge of the cate-
gory I(S; C̃) irrespective of the helper data and “bonus” leakage I(S;W |C̃) caused
by the category estimate c̃ combined with knowledge of the helper data w. So

I(S;W, C̃) = I(S; C̃) + I(S;W |C̃) (6.14)

and by doing the numerics for

I(S;W |C̃) =
∑
s,c̃

1∫
0

fSWC̃(s, w, c̃) log2

pc fSWC̃(s, w, c̃)

ps,c̃ fWC̃(w, c̃)
dw (6.15)

we can assess the amount of leakage actually caused by the helper data scheme.

In the special case of symmetric distributions and an even number of quanti-
zation intervals (as assumed in Fig. 6.6a), for µ� 0 it holds that I(S;W |C̃)→ 0.
This effect is caused by the fact that the two category distributions become fa-
vorably located over the quantization intervals. However, for more unfortunate
choices, e.g., odd N , this favorable effect is not present, as can be seen in Fig. 6.7a.

We conclude that leakage can only be severe for a pre-informed attacker who
has specific a priori knowledge. However, such a situation closely resembles a
situation in which an attacker possesses the biometric feature x itself and not
a single ZSL scheme can protect against such well informed attackers, as in the
limiting case the attacker knows as much as the verifier.
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Figure 6.6: Component of the leakage due to helper data w given c̃.

6.3.3 Category Estimation

For the scenario that an attacker tries to extract privacy–sensitive information
about a category (e.g. gender, race, epileptic indications, use of certain mediation
or drugs) to which the prover belongs, we can obtain similar results. The total
information about C can again be split in a part from the estimate C̃ and a part
caused by the helper data W as follows

I(C;W, C̃) = I(C; C̃) + I(C;W |C̃). (6.16)

Most information about the category is obtained from the category estimate C̃.
Since we modeled this estimate as a BSC this equals 1 − h(p). In this equation
h(p) is the binary entropy function. This effect can also be seen in Fig. 6.5a. The
contribution of the helper data is only partial as confirmed by Fig. 6.6b. Also
the convergence to zero for µ � 0 only applies for even N as can be seen in
Fig. 6.7b. In this example we have set p = .5, which effectively removes the a
priori knowledge on C̃.

However, the leakage as show in Fig. 6.6b and Fig. 6.7b might seem small, but
this is a leakage per dimension. An authentication scheme will in general use more
the one dimension and it is not unlikely that the category under consideration will
have influence on more than a single dimension, as is also confirmed in Fig. 6.1. In
case one wishes to determine a binary quantity, e.g., gender, this could be possible
with high probability by combining the information from all available dimensions.

In fact, biometric secret extraction of 64 bits or more may typically require
several tens of dimensions. Although such a system can be secure in terms of
key entropy, it may inadvertently reveal privacy-sensitive information about the
subject and even give the attacker almost certainty about certain (binary) medical
diagnoses. Using more dimensions from improved biometric feature extraction thus
creates a privacy issue.
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Figure 6.7: Component of the leakage due to helper data w given c̃ for different
number of quantization intervals N .

6.4 Conclusions

We have studied and quantified two kinds of leakage. The first due to a mismatch
that can emerge due to improved understanding of feature distributions after the
system has been set up, and the second if the attacker knows an enrolled user
belongs to a specific category with a specific feature distribution. While for the
latter we distinguished between the leakage about the enrolled secret and about
the (medical diagnostic, racial, etc.) category.

From the results we can conclude that most of the leakage is caused by a
priori information and only little information is revealed by the helper data. Only
situations in which very specific information is known to the attacker can cause
more serious key leakage. We believe that the Diagnostic Category Leakage (DCL),
which has been introduced in this chapter, can serve as a practical measure for
privacy-sensitive leakage of biometric systems.

Although we conclude the DCL is limited we are not yet aware how this adds
up for a high dimensional verification scheme. In case all dimensions contribute a
small fraction, this might add-up to a pretty certain understanding of the category
an enrolled used belongs to. Further research is required to study if an attacker
can exploit this issue and whether it can be mitigated.
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7
Practical Implementation Results

This chapter is partly based on:

� J. A. de Groot and J.-P. M. G. Linnartz, “Improved Privacy Protection in
Authentication by Fingerprints”. In Proceedings of the 32nd Symposium on
Information Theory in the Benelux, 2011 [120].

� L. Ma , J.A. de Groot and J.-P.M.G. Linnartz, “Biometric Security Based on
ECG”. In Proceedings of ICT.OPEN, 2011 [121].

7.1 Introduction

In order to demonstrate the feasibility of the developed methods, a verification
experiment has been set up. In this chapter, the methods and results of the
experiment will be presented. The goal of this experiment is to show that the
HDS presented in Chapter 5 can be implemented on real-life data. Moreover, the
scheme is compared with fixed quantization in terms of security and detection
performance parameters.

The HDS introduced in Chapter 5 consists of multiple stages that jointly have to
be optimized in order to achieve optimal results. However, this dissertation focuses
on the first HDS stage and therefore general approaches have been applied for
preprocessing and the second HDS stage. Our main goal was not to exceed state-
of-the-art in biometric recognition performance, but to add security to benchmark
systems that can be compared with results presented in literature.

One of the most important questions to be answered by this experiment is
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Figure 7.1: Optimization of the security versus recognition rate trade-off (hypo-
thetical curves).

whether and to what extent the adaptive quantization can improve the security
versus recognition trade-off. An improvement is in this case a longer secret bit-
string and/or the detection rate that is closer to one. In a classification experi-
ment, the trade-off between correct classification and false positives is usually the
optimization criterion. However, for a secure verification, the achieved security
is more important than the false acceptance probability, since in this scenario an
adversary will deliberately try to obtain access. Moreover, adequate security im-
plies a small false acceptance ratio. Fig. 7.1 gives a graphical explanation of the
intended optimization, in which we try to bring an operational point to a higher
security/recognition curve. Although some studies [114] claim to have achieved
a large secret length at acceptable detection rate, the used features are not inde-
pendent and therefore the actual secret entropy is limited. [77] The verification
scheme presented in Chapter 5 relies on independent features.

The main problem when implementing a first stage HDS on real-life data is the
limited number of available samples. All methods, including the basic approaches
such as Fixed Quantization (FQ), require some statistics of the features, e.g., mean
and variance, to be known before enrollment. More advanced methods such as
Zero Leakage Quantization with Likelihood Reproduction (ZLQ-LR), introduced
in Chapter 5 of this dissertation, even require the distribution to be known. An
incorrect estimate can result in a non uniformly distributed secret, leaky helper
data and an affected detection and false acceptance rate. Another issue is the
possibly different behavior between the between- and within-class distributions.
Although the overall distribution is often reported to follow a Gaussian distribution
[105], the between- and within-class distribution might not. This deviation can
also cause serious security and recognition issues.

For the experiment we used facial images, ECG signals and an artificial dataset.
The first two modalities are selected because of their expected availability on a
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BSN. The BSN central node, i.e., body hub, is most likely a smart device equipped
with a built-in camera. BSN nodes commonly feature a device to record electro-
physiological signals such as ECG, which are known to possess identification capa-
bilities [31, 32], and the ECG is likely to be recorded in the application scenarios
of the BSN. Finally, an artificial dataset is included in the experiment to verify
whether some oddities, which came across in the face dataset (see Section 7.6.1),
are caused by the data or are inherent to the verification method.

The method developed for secure biometric verification is independent of the
data type and therefore it should be possible to implement this method on face,
ECG and artificial data. This, however, requires the data to be formated as a
fixed length feature vector by some means of data type dependent preprocessing.
The most suitable methods appeared to be an Eigen-/Fisherface based processing
[59] and a Second-Order statistics [70, 71] based method for the face and ECG
dataset respectively. Moreover, parameter settings in the first HDS stage such as
the number of bits allocated during enrollment will most certainly be different for
each data type.

This chapter will first extend the capacity estimation, which builds on the
methods introduced in Chapter 4, and introduce a method to estimate leakage
for a real-life dataset. The concept of capacity of biometric features was already
suggested in some other publications [122, 107], however a method to calculate
the potential capacity of a real-life dataset is novel. The issue when calculating
the capacity of a dataset is that the features are not independent, which requires
some additional steps to come to an estimate of the capacity. By means of these
methods an analysis on the datasets of capacity and possible leakage will be given.
This leads to a benchmark of the verification schemes.

7.2 Biometric Property Estimation

7.2.1 Capacity Estimation

In communication theory, the concept of capacity is often used as a theoretical
maximum for the amount of information that can reliably be send over a chan-
nel. A biometric verification scheme can also be considered as a communication
channel, in which we try to send a message, i.e., the secret, from enrollment to
verification. Moreover the capacity is an indication of the number of users that
can be identified uniquely [123]. Therefore it would be interesting to estimate the
capacity of the biometrics and compare it to the achieved capacity of the system.
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Figure 7.2: Biometric model, in which the hypothetical variable ξ generates bio-
metric B, that leads to enrollment sample X and verification sample Y .

Gaussian Channel

Given the model in Fig. 7.2 we use Tuyls and Goseling’s definition [124] for secrecy
capacity

C = I(X;Y ), (7.1)

with X the enrollment sample and Y the verification sample. In this model the
‘hypothetical’ biometric ξ, a vector of i.i.d. Gaussian variables, is transformed by

a matrix W , such that the features B ∈ RM become correlated. Moreover, each
measurement X and Y is subject to independent additive Gaussian noise Re and
Rv respectively.

The mutual information between enrollment and verification sample can be
expressed as

I(X;Y ) = h(X) + h(Y )− h(X,Y ) (7.2)

in which h is the differential entropy function. The first terms of equation (7.2)
can be calculated as

h(X) =
1

2
log2((2πe)M |ΣX |) (7.3)

h(Y ) =
1

2
log2((2πe)M |ΣY |) (7.4)

for Gaussian variables X ∼ N (µ,ΣX), Y ∼ Nk(µ,ΣY ), with M being the vector
length and |Σ| the determinant of the covariance matrix [108]. Since we have
assumed the additive noise Re and Rv to be independent we can add the two
corresponding covariance matrices ΣX = ΣB + ΣRe

and ΣY = ΣB + ΣRv
.

The third term can be calculated in a similar way

h(X,Y ) =
1

2
log2((2πe)2M |ΣXY |) (7.5)
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in which

ΣXY =

[
E[X2]− E[X]2 E[XY ]− E[X]E[Y ]

E[Y X]− E[Y ]E[X] E[Y 2]− E[Y ]2

]
(7.6)

=

[
ΣB + ΣRe

ΣB
ΣB ΣB + ΣRv

]
(7.7)

Combining equations (7.3), (7.4) and (7.5) according to equation (7.2) yields

I(X;Y ) =
1

2
log2((2πe)M |ΣX |) +

1

2
log2((2πe)M |ΣY |)

− 1

2
log2((2πe)2M |ΣXY |) (7.8)

=
1

2
log2

|ΣX ||ΣY |
|ΣXY |

(7.9)

In this equation ΣX and ΣY are matrices in RM×M , whereas ΣXY is a matrix in
R2M×2M .

Eigendecomposition

As known from linear algebra, the determinant of a matrix equals to the product
of its eigenvalues. Thus, |ΣX | and |ΣY | can both be expressed as the product
of M eigenvalues. However, since ΣXY is double the size of the previous two,
|ΣXY | corresponds to the product of 2M eigenvalues. This difference in number of
eigenvalues prevents us from computing the logarithm as the sum of M terms in
Eq. (7.9) and therefore prevents the direct examination of how capacity changes
with respect to the number of features of the biometric. We solved this prob-
lem by using the important property that covariance matrices are always positive
semi-definite. In our case, since ΣB is the covariance matrix of the first M most
significant features, ΣB is even positive definite, and so is the matrix ΣB + ΣRv .
As a result, they are both invertible. Therefore, |ΣXY | is equivalent to

|ΣXY | = |(ΣB + ΣRe)(ΣB + ΣRv )− ΣB(ΣB + ΣRv )−1ΣB(ΣB + ΣRv )| (7.10)

The term inside the determinant on the right side of this equation is a matrix in
RM×M rather than R2M×2M . Because of this dimension reduction, we are now
able to simplify the computation of |ΣXY | as a product of M eigenvalues of its
equivalent matrix. As a result, the logarithm in Eq. (7.9) is also transformed into
the sum of M terms as

I(X;Y ) =
1

2
log2

∏M
i=0(λX)i(λY )i∏M
i=0(λXY )i

(7.11)

=
1

2

M∑
i=0

log2

(λX)i(λY )i
(λXY )i

(7.12)
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Covariance Estimation

Based on our model it is not possible to observe covariance matrix ΣB directly,
since our observed samples X and Y are always subject to additive noise. An
estimate can be obtained as follows. First calculate the mean values over L obser-
vations and K enrolled users.

µ
k

=
1

L

L∑
j=1

xk,j (7.13)

µ =
1

K

K∑
k=1

µ
k

(7.14)

Subsequently calculate the average within-class covariance matrix and between-
class covariance matrix

Σw =
1

K

K∑
k=1

 1

L− 1

L∑
j=1

(xk,j − µk)(xk,j − µk)T

 , (7.15)

Σb =
1

K − 1

K∑
k=1

(µ
k
− µ)(µ

k
− µ)T , (7.16)

(7.17)

respectively. We expect the noise contribution to be reduced by averaging over
all samples of a user, yielding our best estimate of the underlying biometric value,
i.e., B ≈ µ. Using this average in turn to calculate the covariance gives an approx-
imation of the biometric covariance, i.e., ΣB ≈ Σb. Similarly, the noise covariances
can be represented by ΣRe

≈ ΣRv
≈ Σw.

Discrete Channel

By applying the HDS quantization functions Gen and Rep the Gaussian channel
becomes a discrete channel, as depicted in Fig. 7.3, in which we try to transfer our
(chosen) secret from enrollment to verification phase. A secret value is transfered
with probability ps,ŝ of having a transition from enrollment secret s to verification
secret ŝ. These transition probabilities can be written as a transition matrix

P =


p0,0 p1,0 · · · pN−1,0

p0,1 p1,1 · · · pN−1,0

...
. . .

...
p0,N−1 p1,N−1 · · · pN−1,N−1

 (7.18)

in which ideally most of the probability mass is on the diagonal. Probability on
the columns should sum up to 1/N for a FE by definition, however in practice the
probabilities can be non-uniform.
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Figure 7.3: simplification of the enrollment/verification scheme to a binary sym-
metric channel.

In case of a binary scheme without helper data or a helper data scheme with
QIM we are even dealing with a binary symmetric channel, of which we can easily
calculate the amount of transfered information. In this case the transition matrix
P reduces to a 2× 2 matrix, s ∈ {0, 1} and ŝ ∈ {0, 1}. The information transfered
by this channel can either be calculated from theoretical results [125, 21] or nu-
merical evaluations on the biometric data to estimate probabilities ps,ŝ. Based on
these probabilities the information transfered over this symmetric channel can be
obtained as [108, Eq. (2.28)]

I(S; Ŝ) = H(S)−H(S|Ŝ) =
∑
s∈S

∑
ŝ∈S

ps,ŝ log2

ps,ŝ
ps · pŝ

. (7.19)

For a fully symmetric scheme the transition matrix reduces to

P =

[
1− p p
p 1− p

]
(7.20)

and the amount of information can be calculated by

I(S; Ŝ) = 1− h(p), (7.21)

in which h is the binary entropy function. In practice however, the distributions
of the channel will seldom be completely symmetric, which requires us to use
Eq. (7.19).
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Similarly we can derive or estimate the transition probabilities for quantization
schemes allocating N bits. For this situation the transition matrix P will be a
N × N matrix and the rate can only be calculated by Eq. (7.19). Moreover, we
cannot choose the distribution of the secret during the enrollment quantization
and therefore it is not possible to reach capacity.

7.2.2 Leakage Estimation

Leakage is commonly defined as mutual information between helper data and
secret, hence

I(S;W ) = H(S)−H(S|W ) (7.22)

= −
∑
s∈S

ps log2 ps +

∫
w∈W

∑
s∈S

fSW (s, w) log2

fSW (s, w)

fW (w)
dw. (7.23)

In our experiment with a biometric database, of course, we do not encounter a
probability density fW for the helper data, but we see a set of discrete measured
values. However, we might assume that the within-class distribution, i.e., the
variance observed for a single user, follows a Gaussian distribution. Therefore
we estimate fW by modeling it based on a mixture of K Gaussian distributions,
each having the mean value µk and variance σ2

k that corresponds to the measured
average and spread in the within-class distribution for that particular user. The
density function for the samples is estimated as

fX(x) =

K∑
k=1

1√
2πσk

exp

(
− (x− µk)2

2σ2
k

)
(7.24)

The helper data density function can be derived from this function for both
a QIM and zero leakage quantization scheme, namely for the QIM scheme with
quantization width q

fSW (s, w) =

∞∑
n=−∞

fX

(
w + q

(
s+ 2n+

1

2

))
for − q

2
≤ w <

q

2
. (7.25)

For the zero leakage quantization scheme we have to account for the change of
variables by the distortion function, hence

fSW (s, w) =
1

N

fX
(
g−1
s (w)

)
d

dw g
(
g−1
s (w)

) , (7.26)

in which g is the helper data generating function and g−1
s the corresponding in-

version function for given secret s. From this joint density function, marginals can
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be obtained as

fW (w) =
∑
s∈S

fSW (s, w) (7.27)

ps =

∫
w∈W

fSW (s, w)dw. (7.28)

These equations will allow us to calculate an estimate of the secrecy leakage for
each feature.

7.2.3 Recognition Estimation

In order to asses the effectiveness of the total verification scheme, an experiment
on real-life biometric data has been carried out. It is common practice to split it
in a training and test set such that an enrollment and verification set is created.
We use a 50% – 50% split. Moreover, the experiments are done with all possible
split permutations to ensure more reliable results.

Only the enrollment data is used to calculate the PCA/LDA transformation
and estimate the resulting feature distributions. An average of all available enroll-
ment samples is used to generate a secret and helper data for the subject. During
the verification, secrets are reproduced by means of the helper data. This implies
that each possible combination, of a genuine user and impostor, is made. The re-
produced secrets are compared based on Hamming distance after Gray coding, i.e.,
each additional quantization boundary that is crossed adds one to the distance.

By creating a histogram of the Hamming distances between enrollment and
verification for all genuine and impostor verifications an estimate is made to asses
the detection and false acceptance rate. The differences are considered errors to be
handled by an ECC in a second stage HDS. Two single-valued errors, i.e., crossing
a single quantization boundary in two different dimensions, results in the same
Hamming distance as a double-valued error, i.e., crossing two quantization bound-
aries in a single dimension. Finally, a receiver operating characteristic (ROC) is
created by cumulatively summing the histogram values and dividing by the total
number of verifications.

In our authentication scenario however, it is more important to consider the
trade-off between false rejection rate and secret length. The secret length will
directly determine the false acceptance, since an impostor will have to determine
all bits in the secret correctly to become accepted. At the same time a larger
secret length will negatively influence the detection rate since it is more likely that
some bits are erroneous in the reproduced secret. Therefore a verification scheme
can be considered better if it extracts more bits at the same detection rate or has
a higher detection rate for a given number of extracted bits.
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7.3 Data Preprocessing

7.3.1 Face

The human face is an important means of authentication in daily life. People are
used to recognize others by means of their face. Therefore this concept is also
common practice to bind an (identity) document, e.g., passport, identity card,
library card or gym card, to a user. The concept relies on the fact that a verifier is
able to see the similarities between the photo on the document and the presented
face. When implementing this concept in an automated system a distinction has to
be made between recognition and verification or authentication. In the following
sections recognition will refer to locating the face in for example a photograph,
whereas verification or authentication refers to the determination of the users
(claimed) identity.

Prior to enrollment and verification, the face data has to be preprocessed. The
two most important reasons to do this are: 1) transformation of the vast amount
of information to a fixed length vector with independent components and 2) reduc-
tion of the influence of “noise” in the images. Modern cameras are easily capable
of producing photos with a resolution of more than 10 megapixels. The individual
RGB values of these pixels contain a lot of correlation with other surrounding
pixels and therefore a transformation is applied to extract a smaller number of in-
dependent components. Variations, caused by among other things photographing
from different angles, facial expressions, lighting conditions, make-up and clothing,
have to be minimized while maintaining the variation between the users.

The alignment of the images deserves particular attention, since improper align-
ment can cause a lot of variation between images from the same user. The align-
ment of the images is based on landmarks such as face, eyes and nose, detected by
the cascade object detector [126] present in the OpenCV library [127]. The entire
preprocessing procedure, including alignment, is explained step by step.

1. The original images are converted to gray scale and resized to 600×800 pixels
to speed up the cascade detectors and have less false positives detections. This
yields the photo as depicted in Fig. 7.4a.

2. The detectors are applied to locate face, left eye, right eye and nose.

3. The face detection closest to the center of the image, based on Euclidean dis-
tance, is selected as the true face detection.

4. Similarly the nose detection most central on the face is selected.

5. Eye detections (partly) outside the face or which center is below the center of
the nose are discarded.

6. The eye detections are paired. Starting with the left or right eyes, depending on
which one has the lowest number detections, each eye is paired with an opposite
eye by mirroring its horizontal location in the center of the nose and finding the
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(a) gray-scaled and resized original (b) final face, nose and eye detections
and determined angle

(c) rotated original (d) cropped and masked end-result

Figure 7.4: Examples of the preprocessing steps applied to a face image.
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closest detection. The distance between a mirrored eye location and an eye is
again based on a Euclidean distance. Eyes not included in a pair are discarded.

7. The eye pair with maximum Euclidean distance to each other is selected. The
final detections and determined angle are depicted in Fig. 7.4b.

8. The image is rotated based on the angle of the selected eye pair. The result of
the rotation is shown in Fig. 7.4c.

9. The face is relocated and this area is cropped.

10. The image is saved as a 60×80 pixel bitmap.

11. During enrollments and verifications only the pixels inside the ellipse that fits
the 60×80 pixels are selected as a feature vector. The selection of pixel location
(x, y) is defined by

T (x, y) =

{
1

√(
3
4

(
x− 60

2

))2
+
(
y − 80

2

)2 ≤ 60
2

0 otherwise
, (7.29)

in which the origin of (x, y) is the left top of the image. The selection yields a
3759 dimensional feature vector. The masked face is shown in Fig. 7.4d.

7.3.2 ECG

The electrocardiogram (ECG) is a measure of electrical activities of the heart,
which provides wealthy information of cardiac features. Despite the resemblance
of ECG wave patterns among people, it has been shown that the ECG signal
demonstrates distinctiveness and long-term stability. Since the heart activities are
difficult to disguise, in recent years, the ECG has been proposed as a promising
biometric feature for human identification and authentication [31, 32].

In literature, the validity to use ECG for human identification has been explored
in [31, 32]. The method used in these papers relies the biometric feature extraction
heavily on fiducial detectors, which measure the geometrical properties of ECG
waveforms. However, since there is no universally acknowledged rule to uniquely
define the measurement, this method is less attractive for identification systems.
An alternative approach to extract biometric features has been proposed in [70, 71],
which performs the Discrete Cosine Transform (DCT) on the autocorrelation (AC)
coefficients of ECG segments. A considerably high human identification rate has
been reported using this method.

The preprocessing of the ECG signal is essential for noise reduction and arti-
facts detection. The energy of ECG mostly concentrates within a frequency band
of 2 Hz to 30 Hz. The raw ECG recording is always contaminated by baseline
wander and power line interference, which can be considered as irrelevant signals.
Therefore we apply a 4th order Butterworth bandpass filter with cutoff frequen-
cies of 1 Hz and 40 Hz for noise reduction. An automatic ECG artifact detection
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requires sophisticated techniques that is not only outside the scope of this chap-
ter, but also is no more reliable than visual inspection [128]. Therefore, to detect
artifacts, we segment the filtered ECG signal into short epochs and exclude the
contaminated ones based on visual inspection. For this experiment we consider
everything that is not part of a normal steady ECG signal, such as remaining
power line interference, movement artifacts and sudden heart rate changes, an ar-
tifact. The remaining segments are assumed to be ‘clean’ and passed on to further
analysis. This preprocessing procedure is common practice in ECG analysis.

For feature extraction, the method using the Autocorrelation (AC) and the
Discrete Cosine Transform (DCT) is proposed in [70, 71]. This approach first
performs AC on a windowed ECG signal, which measures the similarity within
ECG patterns as a function of time and blends all samples into a sequence of
the averaged products of shifted version with itself. By doing so, the requirement
for ECG pulse synchronization and fiducial vectors measurement are released.
However, the AC coefficients are highly correlated. Therefore, DCT is applied
to decorrelate these coefficients, which reduces the m AC coefficients to n most
significant DCT coefficients. These n independent coefficients contain most ECG
information and thereby are selected as ECG features. The calculation of AC and
DCT coefficients, denoted as R̃xx(m) and C(n), respectively, is specified as

R̃xx(m) =
Rxx(m)

Rxx(0)
=

∑N−|m|−1
i=0 x(i)x(i+m)∑N−1
i=0 x(i)x(i+m)

(7.30)

C(n) = α(n)

M−1∑
m=0

R̃xx(m) cos

(
(2m+ 1)nπ

2M

)
(7.31)

where variable N is the length of the windowed ECG epoch, variable M is the
length of R̃xx(m). The variable α(n) is the normalizing factor defined by

α(n) =


√

1
N if n = 0√
2
N otherwise

(7.32)

7.4 Biometric Datasets

7.4.1 Face

The face database used to examine the proposed methods included 46 subjects (34
males and 12 females, aged between 23 and 61, of Western and Asian origin). The
subjects are students and university staff of the SPS group. For every subject 10
pictures were taken. Photos from the same subject are referred to as being from
the same class.

In order to create a database that resembles photos in an authentication sce-
nario we used controlled conditions. The subjects were asked to stand in front of
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a plain wall inside an artificially and evenly lit room and to show a neutral expres-
sion as they would do for an official passport photograph. Between subsequent
photos the camera was repositioned to introduce small variations. The pictures
were taken by using build-in cameras of common smartphones (Samsung Galaxy
II GI-9100 and Sony Ericsson Xperia Ray ST18i).

7.4.2 Artificial

The artificial dataset’s properties are derived from the face dataset’s properties
after preprocessing. This dataset has an equal number of features, classes and
samples per class. Moreover, the dataset is constructed such that it has the same
SNR pattern as the face dataset, as is depicted in Fig. 7.7. This is achieved by
using the average SNR values over the splits per dimension as the ratio between
signal and noise variances. The random numbers are generated by MATLAB’s
randn function, which generates normally distributed pseudorandom numbers.

7.4.3 ECG

The ECG dataset is collected from 21 subjects (7 females and 14 males, aged
between 19 to 26). For every subject three to five measurements are recorded and
each is approximately of one-hour duration. To simulate the real life situation, the
recordings of every individual are taken with several weeks separation in between.
The entire database consists of 74 records, sampled with lead I at 1024 Hz by the
TMSI Mobi system.

7.5 Enrollment Setup

Prior to the actual enrollment a Principal Component Analysis (PCA) and Linear
Discriminant Analysis (LDA) are applied, which is common practice for real-life
data in biometric verification experiments [105]. This is done in the first place
to reduce the number of dimensions and make the features independent. PCA
however does not take into account the classes, but only the (co-)variation between
all features. Therefore an additional LDA is applied to make the features more
distinctive. The number of LDA bases is set to the number of classes minus 1,
which is the maximum number of bases, since there are no more differences to be
found in the data. The number of PCA bases is determined by the number of
features in the dataset.

The zero leakage enrollment depends on a proper estimate of distributions of
the features. A normal probability plot, shown in Fig. 7.5 for the face dataset,
reveals that the features behave mostly Gaussian. However, the tails seem to
contain more mass than expected. Applying a Gaussian CDF to the features and
depicting a normalized histogram in the quantile domain, as shown in Fig. 7.6,
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Figure 7.5: Normal distribution plot of the face features after alignment, PCA and
LDA.

confirms this. Moreover, this figure also shows a higher probability mass in the
center.

During enrollment the systems had to determine the number of bits to be
assigned to each dimension. This is done by an adapted version of DROBA [129],
since it has been shown that security issues might occur in the original algorithm
[115]. Instead of the solution proposed in [115], the scheme uses the theoretical
bit error based on the signal-to-noise ratio (SNR) and assigns an equal number
of bits per dimension for all users. However, over different dataset splits the
assigned number of bits can differ. Fig. 7.7 depicts the SNR values and resulting
bit assignments for the face dataset. The algorithm was instructed to assign 63
bits such that a BCH error correcting code (ECC) could be applied in the second
stage of the HDS. About half of the dimensions always got the same number of
bits, whereas the others deviated at most one bit.

7.6 Verification Results

7.6.1 Face

Comparing the mutual information and leakage of the features reveals that the
ZLQ-LR scheme indeed increases the mutual information between enrollment and
verification. However, this comes at the cost of some leakage as can be seen from
Fig. 7.8. Whereas the results of the FQ scheme lie on the horizontal axis, the
ZLQ-LR results have moved up. This leakage is caused by the fact that the total
distribution of the features is not perfectly Gaussian, while this is assumed by
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Figure 7.6: Distribution of quantile face features after alignment, PCA and LDA.

the system. The summation of the limited number of user distributions slightly
deviates from a perfect Gaussian. Especially dimensions with a lower number of
bits assigned seem to benefit from the ZLQ-LR approach.

The number of bit differences between enrollment and verification, before ap-
plying an ECC, is strongly reduced by the ZLQ-LR scheme as can be seen in
Fig. 7.9. However, some verifications still contain 5-17 errors, which cannot easily
be corrected by an ECC. On the other hand, for FQ the situation is much worse,
since a large majority of the verifications contains more than 5 errors.

By moving a decision threshold, whether or not to accept a verifier, over the
number of acceptable bit differences a trade-off between Detection Rate (DR),
i.e., the faction of correctly accepted users, and False Acceptance Rate (FAR),
i.e., the faction of falsely accepted users, can be made. This curve is known as
a Receiver Operating Characteristic (ROC) and is depicted in 7.10a for both the
FQ and ZLQ-LR scheme. Ideally the curve should reach a DR of 1 while FAR
equals 0, this corresponds to a point in the top left corner. It can be seen that
at low threshold values the ZLQ-LR scheme performs better, while at threshold
values above 23 bits the FQ performs slightly better. Finally, it should be noticed
that accepting more than 23 bit differences cannot be reached with an ECC of
length 63 and therefore this part of the curve is not really relevant for a secure
verification scenario.

Interestingly, the expected bit difference for impostor verification decreases
from 31.507 to 31.347 bits between the FQ and ZLQ-LR schemes respectively.
Although hardly noticeable the impostor distribution of the ZLQ-LR scheme has
moved slightly to the left in Fig. 7.9. In turn this leads to a worse ROC per-
formance at a higher number of accepted bit differences for the ZLQ-LR scheme.
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Figure 7.7: Signal-to-noise ratio of the features and bit allocation pattern for the
splits of the face dataset.
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Quantization scheme of the face dataset.

This behavior is not expected according to the biometric model, i.e., Gaussian
distributed features and additive Gaussian noise, and can only be explained by
the fact that the features do not behave fully Gaussian as shown in Section 7.5.
Hence, due to the unexpected increased number of outliers the genuine intervals
become more favorably located for other non genuine values.

For a secure verification scheme the trade-off between secret length and detec-
tion rate is more relevant than a ROC, since the former eventually determines the
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Figure 7.9: Bit differences for Fixed and Zero Leakage Quantization scheme in the
face dataset.

strength of the security and more or less relates to FAR by 2−L. This trade-off is
depicted in Fig. 7.10b for both the ZLQ-LR and FQ scheme. The difference be-
tween the schemes is significant, i.e., the ZLQ-LR scheme achieves a much longer
secret compared to the FQ scheme at a similar DR. However, when a workable DR
is required, e.g., approximately 0.9, both schemes fail to achieve a secret length
long enough to provide adequate security [7]. For this particular DR the secret
lengths would be 24 and 18 bits for the ZLQ-LR and FQ scheme respectively.
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Figure 7.10: Trade-off between detection rate and false acceptance rate and secret
length for the face dataset.
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Figure 7.11: Bit differences for Fixed and Zero Leakage Quantization scheme in
the artificial dataset.

7.6.2 Artificial dataset

The experiments on the face dataset revealed that the genuine user’s verifications
contained a large number of errors in some cases. Moreover, the impostors distri-
bution expected number of errors were decreased by application of the ZLQ-LR
scheme. Both effects could be explained by the unexpected high number of outliers
in the data. In order to verify this hypothesis, an experiment with artificial data
was set up. The features of this dataset were created to resemble those of the
face dataset after preprocessing. More details about this dataset can be found in
Section 7.4.2.
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Figure 7.12: Trade-off between detection rate and false acceptance rate and secret
length for the artificial dataset.
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Figure 7.13: Example of a raw and preprocessed (filtered) ECG epoch.

When looking at the bit differences between verification and enrollment, de-
picted in Fig. 7.11, one can see that most of the genuine verifications have shifted
to a lower number of bit errors. For the FQ scheme the expected bit error is 5.454
whereas the ZLQ-LR scheme achieves an expected bit error of 1.910. Of course
the latter can better be handled by an ECC.

The error distributions of genuine and impostor verifications are now (almost)
completely distinguishable by some decision threshold, therefore the ROCs, de-
picted in Fig. 7.12a, are not really relevant, but the figure is included for consis-
tency with Fig. 7.10a. The secret length versus DR figure, shown in Fig. 7.12b,
again confirms the gain attainable by adaptive quantization. For a DR of approx-
imately 0.9 the final secret lengths will be 45 and 24 bits for the ZLQ-LR and FQ
scheme respectively.

These results confirm that the DR of the ZLQ-LR, and to a lesser degree the
DR of the FQ scheme, depend on features that behave according to the assumed
model. The generated features did not contain the outliers found in the face
dataset. Hence, the tail extending to more than 10 bits different for the genuine
verifications, as found in Fig. 7.9, disappeared. The results of on this artificial
dataset show the potential of the ZLQ-LR scheme, if the features can be modeled
more accurately.

7.6.3 ECG

Using the preprocessing method explained in Section 7.3.2, the ECG signal before
and after processing are presented in Fig. 7.13. It can be observed that the filtered
signal contains no obvious noise or serious artifacts and thereby is suitable for
further analysis.

To extract ECG features, we segment the above “clean” recording into 10-
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Figure 7.14: Example of Autocorrelation (AC) and Discrete Cosine Transform
(DCT) coefficients. For each subject a single vector is shown.

second epochs and apply autocorrelation to each with a maximum lag of 0.3 second.
Given the 1024 Hz sampling rate, this computation results in 308 AC coefficients
for non-negative lags, based on which DCT is performed. The AC and DCT
coefficients of 21 subjects are shown in Fig. 7.14. It can be seen that both AC and
DCT coefficients present quite significant variation among different subjects. In
addition, DCT greatly reduces the number of dependent features to approximately
30.

The ECG classification results reported in literature [31, 32, 70, 71] could not
be reproduced in our experiment. Although for some threshold values a reasonable
detection and false acceptance rate could be obtained, it is still much lower than
previous results. The obtained ROCs are depicted in Fig. 7.15a. The resulting
secret entropy is too low for adequate security. From the capacity estimation on
the continuous samples, which yielded a value of approximately 18.9 bits, it is
already clear that not more than a 15 bits BCH code should be used. For all
error correction values (1, 2 and 3) the detection rate remained poor as can be
seen in Fig. 7.15b, while the resulting message length (11, 7 and 5 respectively) is
very small. This number of bits is certainly not enough to be used stand-alone,
but it might contribute in a system combining multiple biometric modalities. The
achieved classification however might be used to prevent medical errors as initially
intended in Chapter 3, but this implies the template has to be stored in-the-clear.

7.7 Conclusion

In this chapter, methods have been introduced to estimate the potential capacity
of real-life biometric data. This theoretical capacity can be used to benchmark the
achieved mutual information between enrollment and verification secrets. More-
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Figure 7.15: Trade-off between detection rate and false acceptance rate and secret
length for the ECG dataset.

over, a method was introduced to estimate the leakage that can occur due to a
deviating feature distribution. Results on the biometric datasets show that the
ZLQ-LR scheme achieves increased mutual information. However, there is also
some leakage per dimension due to the required helper data.

When comparing the results for FQ and ZLQ-LR based on detection versus false
acceptance rate, i.e., a ROC, there is a high similarity. For regions of interest the
ZLQ-LR scheme performs slightly better. However, the ZLQ-LR scheme achieves
a much longer secret at comparable detection rate due to the reduced number
of errors for genuine verifications. Although the ZLQ-LR scheme increases the
effective secret length, the secret lengths obtained on the datasets are far from
sufficient for adequate security.

The most striking problem for all secure verification systems, and the ZLQ-LR
scheme in particular, is that the distribution deviates from a Gaussian one. An
experiment with artificial data revealed that much better results can be obtained
if the features behave Gaussian. It is therefore likely that an improvement can be
made by better matching the system to the data.
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Conclusions and Further Directions

8.1 Conclusions

This chapter gives a summary of all the results presented in this thesis.

A main contribution of the Vitruvius project is the introduction of a Body
Sensor Network (BSN) concept that can be used for multiple applications simul-
taneously, e.g., patient monitoring, sleep management, sports coaching, etc. The
concept reuses existing hardware and it supports coexistence of many services
reading the same sensor data. Such a BSN can be interfaced with Decision Sup-
port Systems (DSSs), which allows domain experts to develop new applications in
an uncomplicated fashion. The DSS will not only be used as a development tool,
but also in a real time setting with most of the possessing on the BSN itself. An
architecture based on a body firewall and downloadable components, allows the
user to remain in control of his own privacy sensitive data. It enables a scenario
in which multiple entities receive different information from the user’s BSN.

We have analyzed trust relations that occur in a typical BSN deployment sce-
nario. The relations could be identified that required functional strengthening by
means of certification and verification. These intermediate findings allowed the
formalization of the security requirements. Based on these requirements, security
solutions and a corresponding body hub software architecture have been proposed.
Furthermore, a protocol that fulfills these requirements on the proposed architec-
ture was given. The results require identification of wearer and hardware, for
which biometrics and Physical Unclonable Functions (PUFs) are considered an
appropriate solution.

In order to study the potential of various biometric modalities these were for-
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malized as a model. Different descriptions of an equal underlying Gaussian model
appear in literature, of which some offer more freedom by means of more ad-
justable parameters. An overview and comparison of these descriptions is given.
The model is used to derive expressions for minimal classification error probability
and capacity of the continuous biometric features. These expressions are used as
an upper bound to benchmark the effectiveness of proposed and existing template
protecting verification schemes.

We studied a generic Helper Data Scheme (HDS), which comprises the Fuzzy
Extractor (FE) and the Secure Sketch (SS) as special cases. Particular atten-
tion was paid to the Zero Leakage (ZL) property of HDSs in the case of a one-
dimensional continuous source and continuous helper data. Properties for the
helper data generating function could be derived by making minimal assumptions,
i.e., only considering the simplest function. The properties of this function implied
the existence of sibling points, which are source values that have the same helper
data and are linked by a quantile relationship. Thresholds could be derived for
reconstruction of the enrolled value with minimal error based on the sibling points
and very mild assumptions on the noise, i.e., symmetric and fading.

Subsequently we analyzed the reproduction performance in an all Gaussian
example. Fixed quantization struggles with inherent high error probability, while
the ZL FE with optimal reproduction follows the performance of the optimal
classification algorithm. This results in a larger key size in the protected template
compared to the fixed quantization scheme, since an ECC with a larger message
length can be applied in the second stage HDS to achieve the same FRR.

Furthermore two examples of modifications have been given to improve ver-
ification performance. The first is to relax the FE constraint, i.e., a uniformly
distributed secret, whereas the second is to relax the leakage constraint. Both
modifications can be analyzed by looking at the achieved verification error proba-
bility or mutual information between enrolled and recovered secret. These modifi-
cations show that capacity is not always achieved with a ZL FE construction. For
feature vectors with declining SNR these modifications can be useful to create a
soft transition on the number of extracted bits.

Two kinds of leakage have been studied and quantified. The first occurs due to a
mismatch that can emerge due to improved understanding of feature distributions
after the system has been set up, and the second occurs if the attacker knows an
enrolled user belongs to a specific category with a specific feature distribution. For
the latter a distinction can be made between the leakage about the enrolled secret
and about the (medical diagnostic, racial, etc.) category.

From the results it can be concluded that most of the leakage is caused by
a priori information and only little information is revealed by the helper data.
Only situations in which very specific information is known to the attacker can
cause more serious key leakage. Diagnostic Category Leakage (DCL), which has
been introduced in this dissertation, can serve as a practical measure for privacy-
sensitive leakage of biometric systems.
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Finally, methods have been introduced to estimate the potential capacity of
real-life biometric data. This theoretical capacity can be used to benchmark the
achieved mutual information between enrollment and verification secrets. More-
over, a method was introduced to estimate the leakage that can occur due to a
deviating feature distribution. Results on the biometric datasets show that the
ZLQ-LR scheme achieves increased mutual information. However, there is also
some leakage per dimension due to the required helper data.

When comparing the results for FQ and ZLQ-LR based on detection versus
false acceptance rate, i.e., a ROC, there is a high similarity. The ZLQ-LR scheme
performs slightly better for regions of interest on the ROC. However, the ZLQ-
LR scheme achieves a much longer secret at comparable detection rate due to the
reduced number of errors for genuine verifications. It can be noted that a protected
scheme is a classification with a very asymmetric ROC, which is required due to
the very small FAR to prevent intentional false accepts. Although the ZLQ-LR
scheme increases the effective secret length, the secret lengths obtained on the
datasets are not sufficient for adequate security.

The most striking problem for all secure verification systems, and the ZLQ-LR
scheme in particular, is the deviating distribution. An experiment with artificial
data revealed that much better results can be obtained if the features behave as
they are modeled. It is therefore likely that an improvement can be made by better
matching the system to the data.

8.2 Research Goals

In the introduction of this thesis five research goals were introduced. We will now
review whether and how these goals were met.

� Derive security requirements for versatile BSNs based on usage scenarios with
identified inter-human trust between the actors.

In Chapter 3 we studied a typical usage scenario for BSNs, we identified the
actors that are involved with deploying and using the BSN and we studied how
trust is transfered between them. Based on the trust relations we identified the
security requirements that required functional strengthening.

� Propose a deployment protocol and architecture to fulfill the security demands
of versatile BSNs.

Directly following the security requirements a software architecture and protocol
were proposed to solve the identified issues. Neither the architecture nor the
protocol do interfere with the current normal workflow of a medical institute.

� Identify suitable variables that can be used for user and device authentication on
a BSN.

In the practical part of this thesis, i.e., Chapter 7, we have studied sources of
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noisy data that can be found on a BSN. Two of these sources were studied;
namely face images and ECG. The former turned out to be the most useful,
since it offered more reproducible features and fits well with the application of
a smartphone as body hub.

� Develop a secure verification scheme to derive high entropy keys and high recog-
nition rate.

In Chapter 5 we developed a key extraction scheme that is capable of producing
high entropy keys from continuous data while maintaining zero secrecy leakage.
Furthermore we derived a method that guarantees the highest reproduction rate
and showed its superiority to other extraction schemes.

� Identify security risks involved with the application of biometrics.

Finally, Chapter 6 addressed possible issues when implementing the verification
scheme on limited data or when an attacker has additional a priori information.
This analysis revealed that for some situations both secrecy and privacy leakage
can occur.

8.3 Contributions to Safe and Reliable use of Biometrics

This section reviews the recent position paper [130] by the Netherlands Biomet-
rics Forum (NBF) regarding the safe and reliable use of biometrics. In parallel,
substantial progress has been made in the disciplines of Information Theory and
Signal Processing to protect the privacy of user template data when it is stored
in databases. The intent of this section is to review to what extent these new
technological developments open up new opportunities for the use of biometrics,
beyond the view of the NBF in 2012.

8.3.1 Role of Biometrics

Biometrics can play an important role in our information society when it comes
to recognizing people in order to enhance safety. This is of importance not only
to the person himself, but also to prevent adversaries from stealing identities to
commit for example fraud. Biometrics are an important extra tool to identify
people or to verify someone’s identity if used in combination with other personal
data and instruments.

The NBF1 released a vision [130] on the safe and reliable use of biometrics from
the perspective of its social responsibility in the form of recommendations. The
NBF argues that biometrics are not a panacea: biometrics are not infallible and
are open to imitation and misuse. In fact, the teething troubles seen in the use of
biometrics makes it especially easy for someone to commit identity fraud. However,

1The NBF changed its role into a new organization that addresses Identity management.
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the new technology of template protection mainly addressed in this dissertation,
potentially changes the landscape of risks and threats of misuse. We will discuss
the underlying principles in this section.

8.3.2 Preliminaries

The NBF defines biometrics as automatic recognition of a person based on a
behavioral or biological characteristic. Information technology makes it possible
to quickly digitize behavioral or biological characteristics in order to compare them
with previously stored data. According to the formal legal view of the NBF, it is
never possible to establish someone’s identity by using biometrics. A verification
system is only able to verify that the provided biometric trait is (almost) similar
to the stored reference data obtained from a trusted source that guarantees this
identity. For convenience we will however refer to this process as an identification
or authentication. Yet, we learn from the NBF that the trustworthiness and
security of the enrollment is as critical as the identification or authentication.

An important distinction can be made between identification and authentica-
tion. Identification answers the question “who is this person?”, i.e., the unknown
identity of the person is established. Authentication verifies the claimed identity
of the subject, i.e., answering the question “is this person whom he claims to be?”.
The most striking difference it that identification requires a unique template and
therefore demands biometric features that contain more information or a lower
number of individuals to be identified, to prevent users from having the same
template.

Yet, models for the secrecy entropy of such automatically pre-processed biomet-
ric data have been developed from an information theoretic point of view [122, 124].
These studies give fundamental limits to the number of different people that can
be distinguished uniquely. These initial studies assumed theoretical statistical dis-
tributions of the biometrics. In Chapter 7 we applied measured data of realistic
biometrics. Results from this study show that the mismatch between actual be-
havior of the features and the assumed model can cause the exposure of security
and privacy related information and a reduced number of correct verifications of
genuine users.

As well as technical and organizational aspects, the user’s safety and the pro-
tection of his personal privacy play a major role in the use of this technology. In
general, the risks a technology poses is split between security and privacy. The
former relates to the risk that an adversary can break into the system using the
credentials of a genuine user. Whereas the second, roughly speaking, implies that
the attacker illegally tries to obtain personal information about the enrolled user
from the stored reference data.
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8.3.3 Actors involved with Biometric Verification

The person (Peggy) whose identity is verified on the basis of a biometric charac-
teristic can assume various roles. In his dealings with the government, that person
is referred to in this document as a citizen, who can occupy various positions:
subject (payment of tax), free citizen (elect and be elected, right of association)
or government client (permits, passports). Combinations of these positions are
possible too. It is particularly in these situations that template protection can
support the use of biometrics in multiple applications.

For a safe and reliable service, private organizations, institutions, companies
and public bodies can use and, in exceptional situations, even require the use of
biometrics to accurately identify clients and employees. Those organizations are
referred to in [130] as the operators of a biometrics system. Yet we clearly split
the role of operation into that of a verifier (Victor), enrollment authority (Roland)
and a database owner (Don). Each of these role players can be regarded as the
controller as defined in the Dutch Personal Data Protection Act even if only a
partial role of the operation is played. System administrators and operational
staff work under its authority.

Some companies are manufacturers or suppliers of biometric products. They
are responsible for technical and functional quality, including the provision of effec-
tive security for biometric equipment. Other than that, the operator is responsible
for the safety and reliability of the application as a whole including organization,
procedures and personnel. Finally, the government can be designated as legisla-
tor, creating in that capacity the rules that guarantee equal preconditions and
provisions for the safe and reliable use of biometrics for all.

8.3.4 Discussion

The original position paper [130] included a large number of constraints and rec-
ommendations for the use of biometrics. In this section we will review and discuss
some of these items that can be reconsidered in view of the emerging technology
of template protection. We witness that some recommendations directly fit to
the concept of template protection, whereas others need some more effort from
engineering as well as from legislation side. In the following sections, statements
in italics describe our recommendations.

Enrollment protocol

We have to identify all actors and, more importantly, describe the way they
interact during an enrollment.

From a legal point of view it is not possible to identify a user. However, if we
are able to bind the biometric details to a recognized identity document during
enrollment, we can determine with high probability that a user is linked to such a
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document during verification. If both the enrollment and verification party agree
on the validity of this document, e.g., a passport, then biometrics can play an
important role in establishing an identity. Such an application is only possible if
the enrollment protocols establish an undeniable link between the document and
stored template. The current situation, i.e., an official checking the passport’s
details such as the photo, is certainly less accurate than biometrics. Moreover, it
would be recommendable to make the verification process more transparent and
objective. A verification by means of a photo is likely to be accepted as a legitimate
means of verification since it is clear what is happening. We believe that it is up
to engineers to achieve the same transparency in a biometric verification.

Also from a point of misuse it is of importance to consider the enrollment. Al-
though the position paper [130] mentions that biometric details should be securely
managed to prevent re-use and to track stolen data, it is more likely that adver-
saries will try to break into the system in the enrollment phase, since in this stage
both system and data are most vulnerable. We believe that a more thorough study
of the enrollment actors and protocol has to be made. An adversary might either
try to steal in-the-clear data during this stage or try to install a fake identity or
software to deceive the system in a later stage. The verification phase is less vul-
nerable since, as the position paper proposes, stolen data can be traced and with
template protection the data is not suitable for anything except identification.

In Section 8.3.3 we identified the most important actors involved with a bio-
metric verification scheme, among others enrollment authority Roland, database
owner Don and verifier Victor. However it is not yet clear if this list of actors is
complete. Especially for the enrollment phase it is important to identify all parties
that have possible access to unprotected data, since this is unavoidable during this
phase. The number of parties has to be kept limited, since they have to be trusted
and fulfill high security demands to, for example, their network environment. It is
likely that (local) governments, having the role of Roland, do not have the exper-
tise to setup protected biometric databases. They will most likely hire an external
party to do this, which brings in another to be trusted player that we identified
as Don. Also the role of the manufacturers and/or suppliers is not fully clear.
How can it be guaranteed that the supplied equipment is certified and safe to use?
Either they have to be trusted or Don has to certify all deployed equipment.

Besides the identification of all actors involved with an enrollment we have
to describe how they will interact in this stage. By describing this in a protocol
we can make sure that a transparent biometric application can be created which
Peggy can trust and which provides an undeniable link between an intended doc-
ument and biometrics to Victor. The protocol will involve at least Peggy, Roland,
Don, a certification authority and extends to Victor, such that he knows he re-
ceives a certified biometric application. Another example is the communication
between Roland and Don, which has to be secured since it will convey sensitive
raw biometric data. These are just a few of the many issues that have to be solved
in an enrollment protocol.
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Different Applications

It should be possible to deploy multiple applications from the same biometric
detail and only an authority should be able to do this.

The position paper suggests that multiple biometrics applications can exist.
The amount of biometric information however is limited, therefore we recommend
the creation of different applications from the same biometric data (also see next
section). This requires the templates to be made unique within such an application,
which can be done by some randomization like salting. Each application will
then have its own database with protected templates, which can only be used for
authentication purposes within that particular application. Since the templates
are protected an authority does not have to trust the verifier and the verification
system he is using. However, Peggy still has to verify that she can trust Victor
before providing her biometric details. This is a similar situation as for example
showing your passport to a customs officer. In such a situation we check that this
is an authorized party to show our passport.

To be able to create new and update existing applications with an optimal
recognition, the original biometric data has to be stored somewhere. We opt for a
solution in which Don stores the raw data in a private database. These templates
will be protected but reversible, e.g., by means of an encryption-decryption, to
allow issuing new applications and to update the preprocessing of existing appli-
cations. Each time a user is added to or removed from a biometric verification
system the required preprocessing of the data might change. An optimal prepro-
cessing can only be created from the original data.

If there would be too many objections to a central storage of biometric data this
can be mitigated by taking a volatile random sample at setup. This solution how-
ever can not guarantee the highest possible recognition, since we have to assume
that users that are added in a later stage follow the same distribution. Another
limitation is that users have to re-enroll each time a new biometrics application
is created, but this implies that users cannot be enrolled in a new application
without their consent.

Moreover, it should only be possible to create new applications with an ac-
companying database from the original data, i.e., from the data stored in Don’s
private database. This can be guaranteed by keeping the application specific ran-
domization secret. Thus, not only Peggy provides her ‘secret’ but also Victor adds
a part of the input to the hash function. This prevents another malicious verifier
from stealing Victors application and if Victor would collaborate in cloning his
application he can be held accountable, because the new application requires the
same randomization as Victor’s.
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Biometric Data

The regulations for biometrics have to distinguish between biometric data and
hashes, i.e., irreversible biometric data.

The position paper mentions that biometric details should only be stored if
necessary to the application. Such influential, limiting statements can be justified
from the perspective that the stored data can be reversed to an artifact that
resembles the original biometric. However, if data cannot be reversed, then it is
hard to see whether such a limitation is needed. We argue that the hashes as
found in protected templates are not biometric details since it is impossible to
reverse them. It is particular that a distinction is made between reversible and
irreversible data to pave the way for innovations such as biometric applications
using template protection.

Multiple Modalities

A combination of multiple (non-)biometric details is required to achieve an
adequate level of security.

Directly in line with the position paper [130] we recommend a solution that
uses more than a single biometric modality. From the results in this study it can be
concluded that current methods are not able to extract enough information from
biometric features to achieve adequate security. Therefore it is not only required
to use a combination of different biometrics, but we believe that this will also
provide more trust to a user.

8.3.5 Acknowledgment

This paper followed to a large extent the line of though and the organization of
original position paper [130] to facilitate the reader in identifying. We did not per
se avoid the reuse of the formulation in the original paper but focused on clarifying
how recent technical developments, i.e., template protection, may put topics in a
different perspective.

8.4 Recommendations for Further Research

Besides the results presented in this thesis the underlying research yielded a wide
range of ideas for further directions. Although biometrics already gain attention
over a long period it seems there is still some progress to be made. In this section we
will discuss the most promising ideas and explain what could be the contribution
to the application of biometrics.

As shown in Chapter 7 a much better detection can be achieved if the features
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are more Gaussian distributed. This is mainly because the system assumes the
features to be Gaussian distributed while it was shown, in the same chapter, that
there are more outliers than expected. Therefore it seems interesting to study
whether more advanced modeling and the application of a matching CDF in the
system can further improve the detection rate on real-life data.

Another method to improve the detection rate, as was shown in Chapter 5, is
to use non-uniform secret distributions. By widening the quantization intervals
the error probability during the verification declines, but this also decreases the
secret entropy. However, the net result is positive for small upscaling. For some
applications a non-uniform secret might not be a problem, but there are applica-
tions that demand a uniform key to guarantee security. It can be interesting to see
if this non-equiprobable secret distribution can be fixed by a von Neumann algo-
rithm [131] and whether the final secret entropy/detection rate trade-off benefits
from this approach.

To further improve the secret entropy versus detection trade-off of the entire
verification system, it is likely that a joint optimization of all stages, introduced in
Chapter 5, should be performed. These stages include the feature preprocessing,
bit extraction (first stage HDS) and final error correction (second stage HDS). For
example, it is possible to extract more bits in the first stage, although these bits
will be less reliable. The extra bits can be used to apply a longer ECC in the
second stage. The question is what is the optimal choice given a required secret
entropy or detection rate. More general, we would like to define a strategy that
a system designer can follow to set up an optimal verification system given the
properties of the biometric features.

In order to evaluate the verification system’s performance we adopted fuzzy
commitment in the second stage of the system. However, we did not yet study how
other alternatives, such as fuzzy vault, can benefit from an adaptive quantization.
Moreover, it can be interesting to study how soft-decision can be integrated into
the stages. Almost all bit-mapping schemes allow the derivation of a probability
of the chosen secret during the verification and therefore soft-decision.

As already mentioned in Chapter 6 there can be a small fraction of information
about a binary category, i.e., having a disorder or not, in each dimension of the
helper data. We did not yet study this possible issue for multidimensional helper
data. It might happen that each dimension contributes to the knowledge of an
attacker, which can lead to a certainty close to one when all dimensions are taken
into account. The dependence of the revealed information will most likely play
an important role. Only for independent variables, the total information can be
added, but this is not likely. An interesting experiment could be to see if for
example gender can be estimated from the stored helper data.

The concepts introduced in Chapter 7 to estimate capacity of biometric modali-
ties can probably be extended by using the GMM concept used to estimate leakage
in a practical setup. Especially for a dataset with limited samples we have seen
that the distributions can deviate from a smooth Gaussian distribution. There-
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fore it is likely that this concept can contribute to a more accurate estimate of
the capacity of a biometric modality. At the same time it can be interesting to
derive certainty bounds on the estimated capacity, e.g., with 95% probability the
capacity of this type of biometrics is between 80 and 90 bits. This concept will
also allow us to study the dependence on the number of samples.
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Abbreviations

Abbreviation Description
AC Allowed Configuration (Chap. 3)
AC Autocorrelation (Chap. 7)
ACM Accelerometry
Alg Algorithm
BSN Body Sensor Network
CA Certificate Authority
CDF Cumulative Density Function
CDSS Clinical Decision Support System
Cert Certificate
DB Database
DCL Diagnostic Category Leakage
DCT Discrete Cosine Transform
Dec Decrypt
Doc Documentation
DR Detection Rate
DSS Decision Support System
ECC Error Correcting Code
ECG Electrocardiogram
EER Equal Error Rate
Enc Encrypt
FAR False Acceptance Rate
FDA Food and Drug Administration
FE Fuzzy Extractor
FPGA Field Programmable Gate Array
FQ Fixed Quantization
FRR False Rejection Rate



146 Nomenclature

GAR Genuine Acceptance Rate
Gen Generate
HD Helper Data
HDS Helper Data Scheme
HMM Hidden Markov Model
IC Integrated Circuit
ICA Independent Component Analysis
i.i.d. Independent and Identically Distributed
LC Likelihood Classification
LDA Linear Discriminant Analysis
MRZ Machine Readable Zone
PCA Principal Component Analysis
PDF Probability Density Function
PK Public Key
PKI Public Key Infrastructure
PMF Probability Mass Function
PUF Physical Unclonable Function
QIM Quantization Index Modulation
QP Quality Profile
Rep Reproduce
ROC Receiver Operating Characteristic
SIO Software Inspection Office
SK Secret Key
SNR Signal-to-Noise Ratio
SP Software Package
SRAM Static Random Access Memory
SS Secure Sketch
USC User Specific Configuration
XOR Exclusive OR
ZL Zero Leakage
ZLQ-LR Zero Leakage Quantization with Likelihood Reproduction
ZSL Zero Secrecy Leakage
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Symbols

Symbol Description
A Quantization region
B Stochastic biometric variable
C ECC codeword / (Diagnostic) Category / Capacity
fX Probability density function of variable X
FX Cumulative density function of variable X
g Helper data generation function
h(S) Cryptographic hash function on secret S
h(p) Binary entropy function on probability p
H(X) Entropy function on variable X
I(X;Y ) Mutual information between variable X and Y
K Number of enrolled users
L Number of measurements of a user
M Number of biometric features, i.e., length of feature vectors
N Number of quantization intervals
N Gaussian distributed
ps Probability of s (short hand for P[S = s])
Q Quantization function
R Random independent noise
S Set of secret values
S Stochastic secret variable
s Realization of the above variable
ŝ Reproduced secret during verification
W Range of continuous helper data values
W Stochastic helper data variable
w Realization of the above variable
X Enrollment sample vector of length M
X Range or set of enrollment values
X Stochastic enrollment variable
x Realization of the above variable
Y Verification sample vector of length M
Y Stochastic verification variable
y Realization of the above variable
λ Attenuation parameter of additive channel model
µ Mean value
ξ High dimensional independent biometric template
ρ Correlation coefficient
σ2 Variance
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Subscript Description
s / t belonging to quantization interval with secret s / t
i belonging to the i-th feature / dimension
j belonging to the j-th measurement of a user
k belonging to the k-th user in the database
e enrollment
v verification



Curriculum Vitae

Joep de Groot was born in Utrecht, the Netherlands in 1983. He obtained the
M.Sc degree in electrical engineering from Eindhoven University of Technology,
Eindhoven, the Netherlands in 2008. During the master phase of his study he
worked on internships and a master project about sample-and-hold circuits for
ADCs and various signal processing techniques for EEG signals.

From 2009 to 2013 he was a Ph.D. candidate, while working on a project
about trust and security in Body Sensor Networks (BSNs) at Eindhoven University
of Technology. The goal of the research presented in his thesis was to develop
security solutions for a versatile BSN. The observed requirements subsequently led
to a study on security with noisy data and biometrics in particular. His research
interests include among other things biometrics, secure and privacy preserving
authentication and cryptography.



150 Curriculum Vitae



Acknowledgment

First of all I like to express my gratitude to my promotor, Jean-Paul Linnartz, who
has supported my during all these years of my promotion with advice, reviews of
my drafts and lots of interesting and fruitful discussions. Thank you for your time,
patience and guidance. I value the lunch meetings which were an easy accessible
means to quickly discuss progress and other matters at hand. Those lunches always
encouraged me to start on new ideas.

The work carried out for this doctoral degree would not have been possible
without the VITRUVIUS project and their members. In particular I like to thank
Johan Lukkien, Hartmut Benz, Martien van Bussel, Vinh Bui, Richard Verhoeven,
Paul de Clercq and Paul Brandt, who were most involved with me. Thank you
for the pleasant cooperation and meetings and the useful input to my research.
Moreover I like to thank Johan for taking place in the defense committee and his
valuable comments on this dissertation.
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