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Abstract

In many control systems, the performance of the closed-loop system depends on certain tunable
parameters. A common goal in such systems is to find the parameter setting that optimizes the
steady-state performance of the system. Extremum-seeking control is an adaptive control method
that optimizes this steady-state performance in real time by continuous adaptation of these tunable
parameters towards the performance-optimal values. This optimization is performed using only
output-measurement of the system performance, without using knowledge of the plant or disturbances
acting on the system. Extremum-seeking control is currently used in a wide range of applications,
including Anti-lock Breaking System (ABS), Maximum Power Point Tracking (MPPT) of photo-voltaic
cells and kinetics in continuously stirred bioreactors.

Extremum-seeking control employs a gradient estimate of the steady-state performance map,
and an optimization algorithm to update the performance parameters towards the optimal value.
Classically, this gradient estimate is found by applying a dither signal to the control parameter, in
order to extract gradient information. A disadvantage of this method is its inherently slow adaptation
speed. Also, the continuous presence of dither hampers exact convergence of the scheme. Recently, a
new method for gradient estimation has been proposed. This method uses a least-squares fit of the
history of the performance measure. The slope of this fit is used as a gradient estimate. Until now,
only the use of a 1st-order linear fit has been examined. This report investigates the possibility of using
a 2nd-order least-squares fit, as opposed to a 1st-order fit, for gradient estimating in extremum-seeking.

It is shown that 2nd-order fits can help to improve the accuracy of gradient estimates, and can
help to speed up the convergence of the extremum-seeking scheme. Moreover, it is shown that the
2nd-order approach is much more robust than the 1st-order approach with respect to the chosen
extremum-seeking parameter settings.
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Introduction

1 Introduction

In many control systems, the performance of the closed-loop system depends on certain tunable parame-
ters. A common goal in such systems is to find the parameter setting that optimizes the steady-state
performance of the system. Extremum-seeking control is an adaptive control method that optimizes this
steady-state performance in real time by continuous adaptation of these tunable parameters towards
the performance-optimal values. This optimization is performed using only output measurements of the
system performance, without using knowledge of the plant or disturbances acting on the system. After
the introduction of extremum-seeking in the 1950-1960s [1], [2], its use somewhat decayed until the formal
proof of stability in 2000 [3]. Since then, extremum-seeking has regained increased interest. Currently it
is used in a wide range of applications, including ABS (Antilock Breaking System) [4], [5], [6], maximum
power point tracking (MPPT) of photovoltaic cells [7], [8], [9], [10] and continuously stirred bioreactors
[11], [12], [13], [14].

Although traditional extremum-seeking schemes have shown their potential in many application areas,
there are still some improvements that could be made. Extremum-seeking relies on a gradient estimate of
the steady-state performance map in order to determine in which direction the optimization should adapt
the system parameters. Classically, the gradient estimate is based on an external dither signal [15], to ex-
tract local gradient information using modulation of appropriate signals. This requires the time-scale of the
perturbation to be separated from the time-scale of the dynamics of the system. Moreover, the time-scale of
the adaptation of the control parameter has to be separated from the time-scale of the perturbation. This
results in a relatively slow adaptation. Additionally, the dither generally hampers the true convergence to
the performance-optimized value, only allowing for convergence to a region around the optimum. Recently,
a new method for gradient estimation has been proposed [16], which can offer an increase in the speed
of adaptation. Instead of a dither-based gradient estimate, a local least-squares fit of the performance
map is made, which is used to obtain a gradient estimate. This eliminates the need for dithering, and al-
lows for an increase in the speed of adaptation and asymptotic convergence towards the optimal parameters.

In [16], a 1st-order least-squares fit approach has been investigated. In this paper, the possibility of using
2nd-order least-squares fits will be investigated and compared to using 1st-order fits in terms of adaptation
speed, convergence time and sensitivity to tuning. Using 2nd-order fits does not require a significant
modification to the existing controller approach, so it is interesting for both existing and new applications
to compare its performance to the performance using 1st-order fits.

The remainder of this paper is organized as follows. In Section 2, the extremum-seeking approach will
be presented. Section 3 compares the performance of 1st- and 2nd-order fits using case study of the
optimization of a static performance map. In Section 4, the extremum-seeking approach is investigated for
an extremum-seeking scheme including plant dynamics. In Section 5, a conclusions are given and several
suggestions for future research are made.
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2 Extremum-seeking control

This section introduces the basic concept of extremum-seeking. Section 2.1 covers the general structure of
the extremum-seeking controller. Sections 2.2 and 2.3 elaborate on the conventional approach with dither,
and the least-squares gradient estimate approach, respectively. In Section 2.4, the implementation of the
optimizer is discussed.

2.1 Extremum-seeking control scheme

Extremum-seeking control is an adaptive control method that optimizes a certain control parameter to
an optimal value. Figure 2.1 shows a schematic representation of extremum-seeking control. A possibly
non-linear stabilized plant (i.e. stably controlled system dynamics) is given by

ẋ = f(x, θ)

y = h(x).
(2.1)

For a fixed θ, the equilibrium of the plant, characterized by ẋ = 0, is denoted by x∗(θ). The extremum-
seeking controller employs a gradient estimator and an optimizer in order to minimize the performance
function J . The performance J(y) depends on the output y of the plant. The steady-state performance
Jsta(θ) follows from J(y∗(θ)) = J(h(x∗(θ))), where Jsta(θ) is called the steady-state performance map.

The gradient estimate gives a gradient estimate d̃J
dθ of the true gradient dJsta

dθ at a point θ. The optimizer
uses the gradient estimate to find the optimal value θ = θ∗ with Jsta(θ

∗). In Figure 2.2, it is shown how θ
is adapted towards its performance-optimal value θ∗.

y
Stabilized plant

J
Performance measure

d̃J
dθ Gradient

estimate

θ
θ

Optimizer

Extremum-seeking controller

Figure 2.1: Block diagram showing the implementation of extremum-seeking control.

For this report, we will assume that the performance map Jsta(θ) is a function of only one parameter
θ ∈ R. Extremum-seeking can also be expanded to multiple control variables [17], but that is outside
of the scope of this report. Furthermore, no external disturbances are acting on the stabilized plant.
Note that extremum-seeking in general can only find the nearest extremum; when there are local minima,
extremum-seeking is generally not able to converge to the global minimum. In these situations, extra care
has to be taken when choosing initial conditions for the parameter θ.

2.2 Conventional gradient estimate using dither

Conventional extremum-seeking uses a perturbation-based gradient estimation strategy. Herein, a dither
signal is applied to control parameter θ. This gives information about the performance map around the
current value for θ. Using suitable modulation of θ signals [15], a gradient estimate can be obtained.
Figure 2.3 shows the the implementation of an extremum-seeking scheme using a dither-based gradient
estimate.

The adaptation speed of θ is limited by the plant dynamics and the frequency of the dither signal. The
dither frequency should be chosen low enough for the dynamics of the plant to remain close to the
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θ∗

θ

J
s
ta
(θ
)

Figure 2.2: θ is adapted towards the performance-optimal value θ.

y
Stabilized plant

J
Performance measure

d̃J
dθθ̂

θ

dither dither

Optimizer
Moving average

filter

Extremum-seeking controller

Figure 2.3: Block diagram showing the implementation of an extremum-seeking scheme using a dither-based
gradient estimation
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steady-state value, such that J(t) ≈ Jsta(θ(t)). Also, the time-scale of the adaptation of θ in the optimizer
should be an order of magnitude slower than that of the dither signal. This results is a slow adaptation
of θ. Moreover, θ is constantly being perturbed due to the dither signal. This means θ will never truly
converge to its optimal value θ∗, but will always move around the optimum.

2.3 Gradient estimate using least-squares fits

In contrast to the perturbation-based gradient estimate, the least-squares gradient estimate, as proposed
in [16], relies only on the history of J(y(t)) and θ(t). A least-squares fit J̃(θ), of θ(t) versus J(y(t)),
is made using the last T seconds of data, where T is defined as the fitting time. To find the gradient
estimate, the derivative of J̃(θ) with respect to θ is calculated, resulting in the gradient estimate. Figure
2.4 shows the block diagram describing the least-squares gradient estimation.

J

θ

buffer

least-squares fit

d̃J
dθ

Gradient estimate

Figure 2.4: Block diagram of least-squares gradient estimation strategy.

For a 1st-order least-squares fit in the form of J̃(θ) = aθθ + bθ, we determine aθ and bθ from

min
aθ,bθ

∫ 0

−T

(J(y(t+ τ))− (aθθ(t+ τ) + bθ))
2dτ. (2.2)

The gradient estimate is then given by d̃J
dθ = aθ. For the 2nd-order least-squares fit J̃(θ) = aθθ

2 + bθθ+ cθ,
we determine aθ, bθ and cθ from

min
aθ,bθ,cθ

∫ 0

−T

(J(y(t+ τ))− (aθθ
2(t+ τ) + bθθ(t+ τ) + cθ))

2dτ, (2.3)

and the estimated gradient estimate is simply d̃J
dθ = 2aθθ(t) + bθ. Figure 2.5 shows a 1st- and 2nd-order

fit with their gradient estimate. In a discrete-time implementation, the least-squares fit can be found by
solving the normal equation [18]

Ak
TAk

 aθ
bθ
cθ

 = Ak
Tbk. (2.4)

For Ak and bk we find

Ak =

θ
2
k−n θk−n 1
...

...
...

θ2k θk 1

 , bk =

Jk−n

...
Jk

 (2.5)

with k the current time step and n the number of samples utilized for the fit.

Note that a least-squares fit requires a history of length T . When starting the adaptation, this history
is not available yet. Therefore, initially, a history of J(y) is generated by prescribing θ̇ = P , with P a
constant, during the time interval t = [−T, 0].
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θ(t) θ(t− T )

θ

J̃
(θ
),

J
s
ta
(θ
)

Jsta(θ)

1st-order fit J̃(θ)

(a) 1st-order fit.

θ(t) θ(t− T )

θ

J̃
(θ
),
J
s
ta
(θ
)

Jsta(θ)

2nd-order fit J̃(θ)

(b) 2nd-order fit.

Figure 2.5: 1st- and 2nd-order least-squares gradient estimate.

2.4 Optimizer dynamics

The optimizer uses the gradient estimate d̃J
dθ to adapt θ towards its optimal value θ∗. For this report a

gradient-descent optimizer is utilized, as shown in Equation (2.6):

θ̇ = −c
d̃J

dθ
. (2.6)

Herein, θ is adapted in the opposite direction of the gradient estimate d̃J
dθ . The speed of adaptation is

controlled with adaptation gain c.

The performance of the extremum-seeking scheme in Section 2.3 is determined by two parameters: the
adaptation gain c and the fitting time T . The influence of these parameters on the extremum-seeking
scheme using 1st- and 2nd-order fits is studied in the following chapters.
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3 Comparative study of 1st- and 2nd-order fits for a static per-
formance map

To compare the performance of extremum-seeking using 1st- and 2nd-order fits for gradient estimation,
a number of simulations have been performed. In this section, it is assumed that the plant has static
behavior. This assumption is valid when the time scale of the adaptation is much larger than the time
scale of the plant dynamics, and the plant is stable. By reviewing the system as being static first, it is
easier to obtain general insight in the behavior of both schemes. All simulations, except for the simulation
in Figure 3.6, are run using the steady-state map

Jsta(θ) = 3− 1√
1 + (θ − 2)2

. (3.1)

A representation of the resulting system is given in Figure 3.1. The steady-state performance map Jsta(θ)

Jsta(θ)

performance indicator

J

θ

J

buffer

least-squares fitθ̇ = −c d̃Jdθ

optimizer

θ
d̃J
dθ

Figure 3.1: Block diagram of extremum-seeking scheme using least-squares gradient estimation.

is shown in Figure 3.2. This performance map has a unique minimum at θ∗ = 2, and has an asymptote

−4 −2 0 2 4 6 8 10
2

2.2

2.4

2.6

2.8

θ

J
s
ta
(θ
)

Figure 3.2: Performance map used for simulations in Section 3 and 4, see (3.1).

for J = 3. The simulation starts at t = −T . During −T ≤ t < 0, the gradient is not yet estimated using a
least-squares fit; instead θ̇ = P is prescribed in order to build up information for making least-squares fits
for t ≥ 0:

θ̇ =


P if− T < t ≤ 0

−c
d̃J

dθ
if t > 0

(3.2)
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Comparative study of 1st- and 2nd-order fits for a static performance map

The adaptation of θ using least-squares fitting starts at t = 0, with θ(t = 0) = θ0. Consequently,
θ(t = −T ) = θ0 − PT . Unless otherwise specified, simulations use the settings listed in Table 3.1. The
adaptation is stopped if the numerical conditioning of the least-squares fit is very bad, corresponding to
cond(Ak) > 1010.

Table 3.1: Extremum-seeking controller settings for simulations using a static performance map.

c 3
T 0.8
P -0.01
θ0 5

3.1 Analysis of the 1st- and 2nd-order gradient estimation scheme

1.8 2 2.2 2.4 2.6 2.8 3
1.9

2

2.1

2.2

2.3

θ(t)

θ(t− T )

θ

J
s
ta
,
J̃

Jsta
1st-order

(a) 1st-order.

2 2.2 2.4 2.6
1.95

2

2.05

2.1

2.15

θ(t)

θ(t− T )

θ

J
s
ta
,
J̃

Jsta
2nd-order

(b) 2nd-order.

Figure 3.3: Least-squares fit using 1st- and 2nd-order fit.

Figure 3.3 shows a 1st- and 2nd-order least-squares fit compared to the steady-state map Jsta(θ). As can
be seen, the 1st-order fit does not describe Jsta accurately at θ(t) for the 1st-order fit. Consequently, the

gradient estimate d̃J
dθ at θ(t) has a large error. The 2nd-order fit is a more accurate representation of

Jsta(θ) and the gradient at θ(t) is estimated more accurate. In Figure 3.4, it is shown how this affects the
performance of the extremum-seeking scheme as whole. The 2nd-order approach has no overshoot, and θ
converges to θ∗significantly faster. In addition, using 2nd-order fits results in a lower rise time, although
this is not necessarily a property of the 2nd-order scheme. Namely, assuming that the 1st-order fit is less
accurate, it can both overestimate and underestimate the gradient. An overestimated gradient will lead
to a faster rise time, while an underestimated gradient will lead to a slower rise time. This is clarified
in Figure 3.4b. The 1st-order fit underestimates the gradient, while the 2nd-order fit overestimates the
gradient.

For both 1st- and 2nd-order fits the gradient estimate d̃J
dθ is compared to the exact gradient estimate

dJ
dθ in the time domain, as shown in Figure 3.5. As stated before, the 2nd-order fit has a more accurate
gradient estimate than the 1st-order fit. The gradient estimate using 1st-order fits has a maximum delay
of T seconds with respect to the gradient dJsta

dθ , as proven in [16].
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−5 0 5 10 15 20

2

3

4

5

t

θ

1st-order
2nd-order

(a) Convergence of θ.

2 3 4 5
−0.2

0

0.2

0.4

θ
d
J
s
t
a

d
θ

,
d̃
J

d
θ

dJsta

dθ

1st-order
2nd-order

(b) Gradient estimate.

Figure 3.4: General behavior of the extremum-seeking scheme using least-squares fits.

−5 0 5 10 15 20
−0.2

0

0.2

0.4

t

d
J
s
t
a

d
θ

,
d̃
J

d
θ

dJsta

dθ

1st-order

(a) 1st-order fit.

−5 0 5 10 15 20

0

0.2

0.4

t

d
J
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t
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d
θ

,
d̃
J

d
θ

dJsta

dθ

2nd-order

(b) 2nd-order fit.

Figure 3.5: Gradient estimate in the time domain.
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Performance using a 2nd-order map

Using 2nd-order fits is especially interesting when using quadratic steady-state performance maps or
performance maps with a strong 2nd-order component. Figure 3.6 shows the gradient estimate using the
quadratic performance map

Jsta(θ) =
1

2
θ2. (3.3)

Figure 3.6 shows the performance of the extremum-seeking scheme on the quadratic performance map in
(3.3).

−2 0 2 4

−2

0

2

4

θ

d
J
s
t
a

d
θ

,
d̃
J

d
θ

dJsta

dθ

1st-order
2nd-order

(a) Using a quadratic performance map, the 2nd-
order fit has an exact gradient estimate.

0 20 40

−2

0

2

4

t

θ

1st-order
2nd-order

(b) The 2nd-order fit has no overshoot.

Figure 3.6: Performance of the extremum-seeking scheme on a quadratic performance map.

As can be seen, the gradient estimate using 2nd-order fits is exact, while the 1st-order fit has a significant
error. In Figure 3.6b, θ is shown in the time domain. The 1st-order fit shows a significant amount of
overshoot. Additional simulations have shown that the extremum-seeking scheme using 1st-order fits will

become unstable for c ≥ 5. In contrast, the 2nd-order fit yields an exact gradient estimate d̃J
dθ = dJsta

dθ .
Consequently, the 2nd-order fit will never exhibit overshoot, independent of the adaptation gain c. Hence,
we can conclude that for static quadratic maps, or maps with a strong 2nd-order component, using
2nd-order fits offers a large improvement in performance, as compared to using 1st-order fits.

From the analysis above we can conclude that for a constant adaptation gain c and fitting time T , using
2nd-order fits is the preferred method when optimizing a steady-state performance map. The gradient
estimate using 2nd-order fits is more accurate, resulting in a lower amount of overshoot. Moreover, the
convergence time using 2nd-order fits is lower compared to using 1st-order fits.

3.2 Convergence criterion

In Section 3.3, the effects of tuning the extremum-seeking parameters c and T are examined. In this
section, the performance of the extremum-seeking scheme is assessed by measuring the convergence time
of the controller. This section gives a definition for the convergence time. The convergence time tconv is
defined as the time for which θ(t) has converged towards the band [θ∗ − a, θ∗ + a], hence

|θ(t)− θ∗| ≤ a ∀t ≥ tconv. (3.4)

Herein a is a constant defining the size of the convergence band. The criterion is further clarified in Figure
3.7. For the simulations in this report, we take a = 10−3.

TU/e 9



Comparative study of 1st- and 2nd-order fits for a static performance map

tconv

θ∗ − a

θ∗

θ∗ + a

t

J

Figure 3.7: The extremum-seeking scheme has converged if θ stays within the interval [θ∗ − a, θ∗ + a].

3.3 Parameter-studies of the extremum-seeking controller

At the end of Section 2, two important extremum-seeking parameter were mentioned, being the adaptation
gain c and the fitting time T . This section will investigate the influence of these parameters on the
performance of the extremum-seeking scheme.

Influence of the adaptation gain c

The adaptation gain c controls how fast θ is adapted in opposite direction of the gradient estimate, see
Equation (2.6). To investigate the influence of c on the convergence time, simulations are performed
with a variable adaptation gain c and a constant fitting time T . The results are shown in Figure
3.8. In Figure 3.8a, an adaptation gain c = 0.5 is chosen. As can be seen, the adaptation of both
the 1st- and 2nd-order schemes is relatively slow. Hence, only a small interval ∆θ is fitted, where
∆θ(t) = max

τ∈[−T,0]
(θ(t + τ) − min

τ∈[−T,0]
(θ(t + τ). For a very small fitting interval ∆θ, the function can

be approximated as being linear. In that case, both the 1st- and the 2nd-order fit will offer a good

approximation of the gradient estimate d̃J
dθ , resulting in a low amount of overshoot. When increasing

the adaptation gain c, the difference between the 1st- and 2nd-order scheme becomes more apparent.
In Figure 3.8b, the adaptation gain is increased to c = 4. For both the 1st- and the 2nd-order fit, the
rise time has decreased significantly, due to the faster adaptation of θ. However, the 1st-order scheme
now clearly has some overshoot. The 2nd-order scheme has overshoot as well, but θ converges to θ∗ very
quickly. Despite the overshoot, both the 1st- and the 2nd-order fit perform better for c = 4 as compared
to c = 0.5. Figure 3.8c shows the simulation results using c = 11. Note that the simulation is run for
100s instead of 50s. Using 1st-order fits, θ does not converge anymore, but instead ends up in some
kind of limit-cycle. Using 2nd-order fits, the convergence of θ is fast and the amount of overshoot is minimal.

Figure 3.8d shows the relation between c and the convergence time tconv, as defined in Section 3.2. For low
values of c, the difference between 1st- and 2nd-order fits is minimal. Apparently, the fitted interval ∆θ can
be approximated by a linear function for low c. Initially, an increase in c results in a lower convergence time.
Because the adaptation speed is increased, θ∗ will be reached faster. However, for the 1st-order fits, a trade-
off is apparent between the increase in adaptation speed, and the increase in overshoot. Using 1st-order fits,
the convergence time is minimal for c ≈ 2.5. Increasing c further will slow down convergence significantly.
Additional simulations have shown that for c ≥ 10, θ will end up in a limit-cycle and will not converge
anymore. For 2nd-order fits, the overshoot is a lot lower and does not affect the convergence time as much.
Accordingly, 2nd-order fits do not have a decrease in performance due to overshoot. Additional simulations
have shown that c can be increased to very large values without it negatively affecting the convergence time.
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(a) Simulation using c = 0.5.
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(b) Simulation using c = 4.
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(c) Simulation using c = 11.
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(d) Influence of c on convergence time. Using 1st-
order fits, θ will not converge anymore for c ≥ 10.

Figure 3.8: Effects of adaptation gain c on the convergence of θ, using a constant fitting time T = 0.8s.

Note that especially the 1st-order fit in Figure 3.8d shows a saw-tooth like pattern, see also the zoom of
Figure 3.8d in Figure 3.9. This is caused by the definition of the convergence criterion. The convergence
criterion states that θ is converged when |θ(t)− θ∗| ≤ a for ∀t ≥ tconv. Figure 3.9 shows the convergence
of θ for three situations. In point 1, the minimum in θ is just above the convergence band, and θ will
converge just after its minimum. The convergence time for c = 3.35 (point 2) is lower, although a higher
convergence time would be expected, when following the general inclination of the curve in Figure 3.8d.
The plotted maximum in θ is just within the convergence band, so θ converges relatively early. For
c = 3.4 (point 3), the maximum is only slightly higher compared to the maximum for c = 3.35, but the
convergence time is 0.8s higher. When using the 2nd-order approach, the amount of overshoot is lower,
and this effect is not as apparent as compared to using 1st-order fits.

Parameter study of fitting time T

In this section, the influence of the fitting time T on the performance of the extremum-seeking scheme is
discussed. In Figure 3.10, the simulation results are shown for a number of simulations with a variable
fitting time T , and a constant adaptation gain c. In Figure 3.10a, a fitting time T = 0.2s is chosen. As
can be seen, both the 1st- and the 2nd-order fit perform very well. The performance of the 1st- and
2nd-order schemes is practically indistinguishable. A low fitting time, as with a low adaptation gain,
results in a fit of only a small interval ∆θ. A small interval ∆θ can be well-approximated with a linear
function, so the 2nd-order approach will perform similar to the 1st-order approach. A simulation with a
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Figure 3.9: Analysis of the saw-tooth like pattern of the 1st-order scheme in Figure 3.8d. Included is a
zoom inset of Figure 3.8d

.

fitting time of T = 1.5s is shown in Figure 3.10b. The 1st-order fit has a lot more overshoot than the
2nd-order fit. Using 1st-order fits results in a more oscillatory response, while 2nd-order fit is damped
very strongly. Analogous to the tuning of c, a high T results in a larger interval ∆θ over which J is

estimated. Especially around θ∗, the gradient estimate d̃J
dθ of the 1st-order fit will have a large error, while

the 2nd-order fit will yield a much better approximation d̃J
dθ , as shown in Figure 3.3. In Figure 3.10c, a

fitting time T = 8s is used. The simulation is cut off at t = 250s. for the 1st-order approach, it is clear
that θ will not converge, but instead, will end up in some kind of limit cycle. The 2nd-order fit now has
a significant error in the gradient estimate, but this does not negatively influence the performance to a
large degree, as the overshoot is still very low.

Figure 3.10d shows the influence of the fitting time on both 1st- and 2nd-order fits. For a low fitting
time T , the 1st- and 2nd-order schemes perform similar. Because the fitted interval ∆θ is very small, it
can be well-approximated by a linear function, so the 2nd-order fit will not result in a better gradient
estimate. Using 1st-order fits, a higher T will results in a higher convergence time, as the overshoot
increases significantly. For a sufficiently high T , θ will not converge to its optimum θ∗, but instead will end
up in a limit-cycle for the 1st-order scheme. Note that on this performance map, the extremum-seeking
scheme will never become truly unstable, as J(θ) has an asymptote J(−∞) = J(∞) = 3. The gradient
estimate controls how fast θ is adapted, as shown in (2.6). When the speed of adaptation θ̇ increases,

the gradient estimate will decrease in magnitude, since ∆θ increases, while ∆̃J cannot increase beyond
J(∞)− J(θ∗) = 1. Hence, θ̇ cannot grow infinitely. The 2nd-order fit shows only a minor influence of T ,
where an increase in T yields a slight increase in convergence time.

From this analysis, it can be concluded that the 2nd-order scheme is much more robust to the tuning of T .
Increasing T does not decrease the performance to a large extent, and the 2nd-order scheme is stable for
every value of T . Also, the convergence time using 2nd-order fits is lower compared to using 1st-order fits.
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Figure 3.10: Effect of fitting time T on convergence of θ, using a constant adaptation gain c = 2.
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Combined parameter study of adaptation gain c and fitting time T

From the previous analysis, it is found that the 2nd-order approach generally yields a lower convergence
time and is less sensitive to the tuning of c and T , as opposed to the 1st-order approach. In Figure 3.11 the
combined effect of c and T on the convergence time is shown. For 1st-order fits, a low fitting time T yields
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Figure 3.11: Effect of c and T on the convergence time.

the lowest convergence time. For a low fitting time, the adaptation gain can be increased significantly
while still improving performance. Higher fitting times show a minimum in convergence time, with a steep
increase in convergence time for a higher adaptation gain. It seems there exists an optimal combination
between c and T , where a higher c should be combined a low T . A low T will guarantee an accurate local
fit of the steady-state map Jsta(θ), which results in a low amount of overshoot. Additionally, a large c
guarantees fast adaptation of θ towards its optimum θ∗. In a practical situation however, there will be
some noise in the system, which will obstruct the choice of a too low fitting time T .

Figure 3.11b shows the effect of c and T on the convergence time using 2nd-order fits. As can be seen, the
2nd-order approach also shows a decrease in convergence time when increasing c. However, the convergence
time is hardly influenced by the fitting time. Apparently, a 2nd-order fit describes the fitted interval a lot
better, and consequently, the convergence time is influenced by the fitting time to a much lesser extent.
A large c increases the adaptation speed and consequently decreases the convergence time. This effect
will primarily determine the performance using 2nd-order fits. Note that for optimal extremum-seeking
settings, the 1st-and 2nd-order scheme will yield a similar convergence time.

3.4 Discussion

On a static system, the 2nd-order approach has a number of advantages over the 1st-order approach.
Generally, the gradient estimate using 2nd-order fits is more accurate compared to using 1st-order fits.
Also, the 2nd-order scheme yields a lower amount of overshoot and a faster convergence time for the
same extremum-seeking settings. Furthermore, the 1st-order approach requires a low fitting time for fast
convergence, while using the 2nd-order approach, the fitting time has little influence on the convergence
time. Note that for optimal extremum-seeking settings, the 1st- and 2nd-order approach yield a similar
convergence time. However, in practice, noise in the system will obstruct the choice for a too low fitting
time, which will limit the performance of the 1st-order scheme. A possible disadvantage of the 2nd-order
approach is the decreased numerical stability.
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4 Comparative study of 1st- and 2nd-order fits for a dynamic
system

After examining the performance of extremum-seeking on static systems, the analysis is expanded to
dynamical systems. The plant is described with the differential equation

ẋ = −x+m(θ)

y = x,
(4.1)

such that in steady-state (ẋ = 0), we find the equilibrium x∗(θ) = m(θ), with m(θ) defined in (3.1).
The performance function is denoted as J(y) = y, resulting in the steady-state performance map
Jsta(θ) = J(y∗(θ)) = J(x∗(θ)) = m(θ∗). This is the same steady-state performance map as considered in
Section 3. The system is represented in a block diagram in Figure 4.1. Since we have plant dynamics, an
initial condition x0 is prescribed. This initial condition is not necessarily located on on the steady-state
map, so x0 6= x∗(θ). To not let this affect the simulation results, the simulation will initially not adapt θ,
but will wait for x(t) to converge to x∗(θ), i.e. let J(y) to converge to its steady-state map Jsta(θ). The
adaptation of θ is now prescribed as:

θ̇ =


0 if− 25 <t ≤ −T

P if− T <t ≤ 0

−c
d̃J

dθ
if t > 0

(4.2)

Especially the 2nd-order fit matrices Ak have a higher condition number for the dynamical system, as
compared to the static system. Therefore, the requirement on the condition number is chosen less strict;
the adaptation is now halted for cond(Ak) > 1014. Unless otherwise specified, simulations are run using
the settings listed in Table 4.1.

J(y)

performance indicator

ẋ = −x+m(θ)

y = x

stabilized plant

J

θ

J

buffer

least-squares fitθ̇ = −c d̃Jdθ

optimizer

θ
d̃J
dθ

y

Figure 4.1: Block diagram of the extremum-seeking scheme for a dynamic system.

Table 4.1: Extremum-seeking settings for simulations using the dynamical plant in (4.1).

c 2
T 0.8s
P -0.01
θ0 5
x0 0
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Figure 4.2: Comparing the performance of the extremum-seeking schemes using the steady-state perfor-
mance map Jsta(θ), and the dynamic setting J(y).

4.1 Analysis of 1st- and 2nd-order gradient estimation scheme

Ideally, the gradient estimate d̃J
dθ at time t would equal the true gradient dJsta

dθ (θ(t)) of the steady-state
map Jsta(θ). For dynamical systems, however, J(y(t)) is only close to Jsta(θ(t)) if the adaptation gain
c is chosen sufficiently low. Figure 4.2 compares the performance of both extremum-seeking schemes
using the steady-state performance map Jsta(θ), and the performance of the dynamical plant J(y). Both
simulations use the settings listed in Table 4.1. As can be seen, using the dynamic setting J(y), results in
a lot more overshoot as compared to the static map setting as discussed in Section 3. In Figures 4.3a and
4.3b, it is shown that in the dynamic setting, J(y) is different from the steady-state performance map
Jsta(θ). The error in the gradient estimate is now also influenced by the difference between J(y) and Jsta(θ).

In Figure 4.2a, the convergence of θ is shown using 1st-order fits. The rise time using the dynamic
performance map J(y) is low compared to the rise time using steady-state performance map Jsta(y).
Due to the plant dynamics, it it takes some time for J(y) to respond to a change in θ. This results
in a lower gradient estimate, hence a higher rise time. Furthermore, the overshoot follows a different
pattern compared to the simulation using Jsta(θ). After θ crosses θ∗, it starts oscillating around a
constant value. Due to the plant dynamics, J(y) has some delay with respect to Jsta(θ). So when the
gradient estimator estimates a minimum, θ will have passed θ∗. When the gradient estimate approaches
zero, the adaptation is slowed down, and J(y) will converge towards Jsta(θ). As the gradient estimate
changes in direction, J(y) will move away from its steady-state map Jsta(θ) and the process described
above will repeat itself until J(y) is sufficiently close to Jsta(θ). Only then, the adaptation of θ will
proceed towards θ∗. When overshoot occurs again, the same oscillating behavior will repeat itself. This

effect is further illustrated in Figure 4.3d. When the gradient estimate d̃J
dθ ≈ 0, oscillations in the

gradient estimate occur. Note that the 2nd-order scheme shows this effect to a much lesser extent. In
Figure 4.3b, it is shown that when using 2nd-order fits, J(y) makes a much smaller loop around the
steady-state map Jsta(θ), and that no oscillations occur. So when J(y)crosses J(y) the steady-state
map Jsta(θ), it will not converge to the steady-state map Jsta(θ), and the oscillatory pattern will not occur.

Although both the 1st- and the 2nd-order scheme have a large error in the gradient estimate for the
utilized adaptation gain c = 2, the 2nd-order fit offers better performance, see Figure 4.3c. Because the
1st-order scheme suffers more from the oscillating behavior described above, the convergence time is
significantly higher, since these oscillations occupy a lot of time. The 2nd-order scheme shows this effect
to a much lesser extent, and converges a lot faster accordingly.
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Figure 4.3: Analysis of the 1st- and 2nd-order approach on a dynamic plant.
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Figure 4.4: Performance on dynamical plant using quadratic performance map.
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2nd-order map

In Section 3, it is found that a 2nd-order fit yields an exact gradient estimate for quadratic functions using
a static plant. In Figure 4.4 the performance of the 1st- and 2nd-order fits are compared on a quadratic
performance map, using a dynamical plant. The plant is described with (4.1), using Jsta(θ) as defined in
(3.3). As can be seen in Figure 4.4a, the gradient estimate using the 2nd-order fits is no longer exact, since
the gradient of J(y) instead of Jsta(θ) is estimated. In Figure 4.4b, the convergence of θ for the quadratic
map is shown. The performance of 1st- and 2nd-order fits on a quadratic map, is now comparable to the
performance using the default performance map (3.1).

4.2 Parameter studies of the extremum-seeking controller

For a static plant, it is found that the performance of 1st-order fits is dependent on both c and T . The
convergence time using both 1st- and 2nd-order fits can be decreased by increasing c. For a 1st-order fit,
a high c should be combined with a low T . For 2nd-order fits, the convergence time is only to a small
extent dependent on T , where a higher T yields a higher convergence time. Using optimal tuning, the
convergence time found using 1st- and 2nd-order fits is similar. However, for fixed c and T , the 2nd-order
approach outperforms the 1st-order approach. This section discusses the tuning of the extremum-seeking
controller, using a dynamical plant. Since the behavior regarding the gradient estimate has already been
discussed in Section 3.3, this section will focus on the influence of the plant dynamics on the performance.

Influence of the adaptation gain c

The adaptation gain c controls the speed at which θ is adapted. For a low c, the adaptation speed is slow
and J(y) will be close to its steady-state map Jsta(θ). When increasing c, this difference will increase as
well. Figure 4.5 shows the performance of extremum-seeking using various values for c.

In Figures 4.5a and 4.5b, a low c is used. As can be seen, J(y) vs θ is nearly identical for both 1st- and
2nd-order fits. Since the adaptation speed is very low, J(y) ≈ Jsta(θ). There is no visible overshoot, but
due to the low adaptation speed the convergence time is rather high. For moderate values of c, there is
a significant amount of overshoot, as shown in Figure 4.3. But since the adaptation speed of θ is a lot
higher, the rise time has decreased significantly, which results in a faster convergence of θ. In Figure 4.5c,
the convergence of θ is shown using c = 5. Increasing the adaptation gain will increase overshoot as well.
Additionally, because the adaptation speed is a lot higher, J(y) will be further away from its steady-state
Jsta(θ). Consequently, it will take longer for J(y) to converge to Jsta(θ) when J(y) loops around the Jsta(θ).

Figure 4.5d shows the influence of c on the convergence time. For a very low c, the performance is similar
to the performance using a steady-state map, since J(y) ≈ Jsta(θ). Using 1st-order fits, the convergence
time has a minimum around c = 1, after which the convergence time starts to rise. For 2nd-order fits, the
minimal convergence time is found around c = 3, with a convergence time of 33.8s. The convergence time
then increases slightly to 35.8s for c = 10. From this figure, it can be concluded that 2nd-order fits are
less sensitive to the tuning of c as compared to 1st-order fits. Assuming a constant T , the convergence
time using 1st- and 2nd-order fits is roughly equal for very small c. However, when increasing c, the
convergence time using 2nd-order fits will be significantly lower as compared to using 1st-order fits.

Influence of the fitting time T

Figure 4.6 shows the simulation results using several fitting times T and a constant adaptation gain c. In
Figure 4.6a the convergence of θ using T = 0.2s is shown. Again the oscillating behavior around particular
values of θ can be seen. The overshoot using 1st-order fits, forms a trapezoidal pattern. Using 2nd-order
fits, the overshoot has a sinusoidal shape. Note in Figure 4.6b that J(y) stays very close to the steady-state
map Jsta(θ). However, J(y) makes more oscillations towards Jsta(θ) compared to using T = 0.8s, see also
Figure 4.6b. Again, the 2nd-order approach does not show these oscillations. Figure 4.6c and 4.6d show sim-
ulations using T = 2s and T = 3s, respectively. The overshoot using both the 1st- and 2nd-order approach
now has a triangular shape. Because a large interval ∆θ is fitted, the oscillations in the 1st-order scheme
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Figure 4.5: Effects of adaptation gain c on the convergence of θ, using a constant fitting time T = 0.8s.
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Figure 4.6: Effect of fitting period T on convergence of θ, using a constant adaptation gain c = 2.
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are reduced. For the oscillations to occur, the gradient estimate d̃J
dθ has to change sign, and due to the aver-

aging effect of the large fitted interval ∆θ, this will not happen as easily. In Figure 4.6e, J(y) is compared
to the steady-state map Jsta(θ). Note that J(y) no longer converges to Jsta(θ), but loops around it instead.

Figure 4.6f shows the effect of T on the convergence time. For a static plant, the lines in this figure are
relatively smooth. This is not the case using a dynamical plant. A high T using a 1st-order fit yields a
very high convergence time, as the overshoot will increase significantly. Due to the more accurate gradient
estimate using 2nd-order fits, the 2nd-order scheme is less sensitive to the fitting time T . For a low T , the
2nd-order fit has a relatively smooth relation between the convergence time and T . For the 2nd-order
fit, a very low T yields the lowest convergence time. When increasing T , the convergence time increases
as well, although the amount of increase is difficult to predict for T > 2s. The 2nd-order fit is relatively
sensitive to the tuning of T for T < 2s, but is less sensitive for higher values of T . Also, the 2nd-order fit
generally yield a lower convergence time. Note that a dynamical plant is more sensitive to fitting time T
compared to a static plant.

Note that the 1st-order fit shows a sudden increase in convergence time for a very low T . This is caused by
numerical errors due to a too low sampling rate of the numerical scheme used for integration. Additional
simulations have shown that the convergence time stays more or less constant for low values of T using a
smaller time step.

Influence of both adaptation gain c and fitting time T
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Figure 4.7: Effect of c and T on convergence time.

Figure 4.7a shows parameter studies of c and T . For 1st-order fits and a low c, the fitting time has little
effect on the convergence time. Independent of T , the optimal convergence time is found with c ≈ 1 for
the system considered. When increasing c, the fitting time becomes more important, where a lower fitting
time yields a lower convergence time.

For 2nd-order fits and a low c, the convergence time is hardly dependent on T , similar to the results found
for 1st-order fits. Since the speed of adaptation is very low, the gradient estimate performs relatively well
on the 1st-order fit, and the plant dynamics are small. For higher adaptation gains, a lower convergence
time can be found for a lower fitting period. Note that the lines with a low T are relatively smooth.
Only the lines with a higher fitting period are distorted. The distortion start for a lower c when increasing T .

The 1st-order fits are not able to yield a lower convergence time than roughly 60s regardless of the tuning.
Using 2nd-order fits, the minimal convergence time is decreased to roughly 40s. When using 1st-order
fits, a fitting time T = 0.25s yields a better performance than a fitting time T = 0.15s. Note that this
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was not the case when using a static plant. When using 2nd-order fits, a lower T seems to decrease the
convergence time slightly. The 2nd-order fits are less sensitive to the tuning of c and T , which can be an
advantage when tuning highly unpredictable systems. Using 1st-order fits, the tuning of c determines the
performance to a large degree. For 2nd-order fits, the influence of c on the convergence time is minimal for
a relatively high c. For both the 1st- and the 2nd-order fit, a low T is assumed. A possible disadvantage
of using 2nd-order fits is that the fits become ill-conditioned sooner.

Note that however the tuning of the 2nd-order fit is not very critical for the convergence time, for most
applications c should not be chosen higher than necessary. Although the convergence time stays roughly
the same, the amount of overshoot can increase significantly for a too high c. A lower c will yield a
smoother operation.

4.3 Discussion

Using the 2nd-order approach has a number of benefits over using the 1st-order approach. Although
the gradient estimate using both 1st- and 2nd-order fits has a large error due to the plant dynamics,
the 2nd-order scheme generally converges faster for the same extremum-seeking settings. For optimal
extremum-seeking settings, the 2nd-order approach is able to converge significantly faster than the 1st-order
approach. Also, for the 1st-order approach, the convergence time is very sensitive to the tuning of the
adaptation gain and the fitting time. However, for the 2nd-order approach, the convergence time is much
less sensitive to fitting time and adaptation gain, assuming the adaptation gain is sufficiently high. A
disadvantage of the 2nd-order approach is that it is numerically less stable.
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5 Conclusions and recommendations

The performance of extremum-seeking schemes using a least-squares gradient estimation is compared
using local 1st- and 2nd-order fits for the gradient estimate. The performance is assessed in both a static
and a dynamic setting, in terms of convergence time and sensitivity to tuning. The performance of the
extremum-seeking controller is investigated by parameter studies on the adaptation gain of the optimizer
and the fitting time of the least-squares fit. A convergence criterion is defined in order to quantify the
convergence speed of the extremum-seeking controller.

The usage of 2nd-order fits for gradient estimation has a number of benefits over using 1st-order fits. The
2nd-order approach results in a more accurate gradient estimate. For a fixed fitting time and adaptation
gain, 2nd-order fits will generally yield a smaller convergence time. Also, the 2nd-order scheme exhibits
less overshoot and is more robust to the chosen parameter settings of the extremum-seeking controller.
Whereas the 1st-order approach requires a low fitting time when using a high adaptation gain, the
performance of the 2nd-order approach is only to a small extent dependent on the fitting time. This has
important implications as this property of the strategy to use 2nd-order fits for gradient estimation makes
the tuning of the extremum-seeking strategy easier. Furthermore, there are no unstable settings for the
2nd-order extremum-seeking scheme, using the investigated map. A disadvantage of using 2nd-order fits
is that the least-squares matrix becomes ill-conditioned sooner. Hence, one should be more cautious for
numerical errors when using 2nd-order fits.

Recommendations

In this report, the performance of extremum-seeking is only investigated on one particular performance
map. Further research could investigate the performance of 1st and 2nd-order fits on other performance
maps as well. Moreover, this report assumes the plant is free of external disturbances. Additional research
can compare the performance of the 1st- and 2nd-order fit when adding external periodic disturbances.
Also, for real control applications, there is always some degree of noise on the input signals. Additional
research could determine the noise sensitivity for the strategies using 1st- and 2nd-order fits for gradient
estimation. Most likely, a large fitting time will average out these noise effects. The stability of the
least-squares gradient estimation extreum-seeking scheme is only formally proven using 1st-order fits
and a static system [16]. Additional research could provide stability proofs for 2nd-order fits and for the
dynamic setting.
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