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1
Introduction

More and more devices are becoming available every day, relying on wireless communi-

cations for connecting people and things. Driven by that pervasive trend, next-generation

wireless networks are rapidly evolving into large-scale systems, which typically lack a cen-

tralized control entity. Instead, these networks crucially depend on the individual users to

operate autonomously and to efficiently share the spectrum in a distributed fashion. This

requires users to schedule their individual transmissions and decide on the use of shared

resources with limited or no exchange of information.

Various algorithms have been designed that let users decide when to use the shared

spectrum based on information that is locally available. Contemporary distributed algo-

rithms combine interference sensing and randomization of access moments at user level.

Such random-access algorithms are popular because they are relatively simple and easy

to implement. Despite their simplicity at a local level, however, the macroscopic network

behavior tends to be exceedingly complex.

In order to gain a better understanding of the performance of wireless random-access

networks we develop and examine several mathematical models in this thesis. This

first chapter introduces the essential features of wireless random-access networks and

presents an overview of the literature and the contributions made in this thesis.

1.1 Wireless network

A wireless network may be abstractly viewed as a collection of users that all want to trans-

mit or receive data. The network can be modeled by a set of nodes in space, representing

the users, interconnected by a number of directed links, indicating a possible transmis-

sion from one user to another. Links in the model thus denote a potential wireless data

transmission from a transmitting node to a receiving node and have no direct physical

interpretation. In this thesis we assume that every transmitter has exactly one intended

receiver, and we consider only the links that correspond to these intended transmissions.

We further assume that every receiver needs to receive data from only one transmitter.

These assumptions are not particularly crucial, and results can be generalized to other

scenarios.

Every transmitting node has a buffer, or queue, of data packets waiting to be trans-

mitted. If this buffer is empty for a certain node, and if that node is not transmitting any
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packets, then the corresponding user could, depending on the nature of the application,

temporarily leave the network. In this case the nodes in the network should be interpreted

as potential user locations. A link can be either active or inactive and packets are transmit-

ted to the receiver only when the link is active. Let N be the number of links in the network.

The joint activity state of the network can then be represented by ω= (ω1, . . . ,ωN ) ∈ {0,1}N ,

with ωi indicating whether link i is active or not.

We will study both continuous-time and discrete-time models, for which time is di-

vided into slots of constant length. In both cases we denote time by t and it will be clear

from the context what notion of time is considered. Further, we denote by ω(t) the joint

activity state of the network at time t .

1.1.1 Interference

Wireless signals propagate in all directions and are overheard by receivers other than the

intended receiver, disrupting signals intended for those receivers. To recover the original

message a receiving node has to decode the disrupted wireless signal, and it may be unable

to do so if the signal is disrupted by too many interfering signals, resulting in data packets

not being received correctly.

Whether or not a signal can be decoded successfully depends on several factors, such

as the environment and the distances between the nodes. Various mathematical models

exist in the literature to describe under what conditions transmissions are successful in

a network with several links, see e.g. [52]. Two common models for interference are the

physical model and the protocol model [49], which we will describe in this section.

Physical model for interference. Under certain assumptions (e.g., all complementary

transmissions are perceived as white Gaussian noise [70]), the probability that a receiver

succeeds in tracing back the original message can be obtained from the so-called Signal

to Interference and Noise Ratio (SINR). This leads to the so-called physical model, which

assumes that a transmission is successful if and only if its SINR is greater than a certain

threshold, throughout the duration of the transmission.

Denoting by Hi , j the signal attenuation at link j for a signal sent at link i , i.e., the

fraction of the signal strength that remains after it traveled from the transmitter of link i to

the receiver of link j , the SINR of link i is given by

SINRi (ω)=
Pi Hi ,i

N0 +
∑

j 6=i P j H j ,iω j
, (1.1)

where N0 denotes the ambient noise and Pi denotes the power of the transmission at link

i . The physical model thus states that a transmission on link i is successful if, for some ap-

propriate threshold γi , SINRi (ω(t))≥ γi for all time t throughout the transmission period.

The signal attenuation Hi , j , also known as channel gain, depends on many different

factors such as path loss, shadowing and fading. In most environments the path loss com-

ponent dominates and therefore all other effects are usually neglected in the physical in-

terference model. Furthermore, the path loss is usually assumed to follow a power law as

function of the distance between the links, if this distance is large enough. That is, it is

assumed that

Hi , j =
(Di , j

D0

)−α
,
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if Di , j ≥ D0, where by Di , j we denote the distance between the transmitter of link i and the

receiver of link j and by D0 the reference distance, the distance at which the transmission

power is measured. The constant α is usually called the path loss exponent and it normally

ranges from 2 to 4 for outdoor as well as indoor propagation (where it is 2 is for propagation

in free space and it is close to 4 for lossy, urban-like, environments [4]).

Protocol model for interference. The protocol model assumes that a transmission is

successful if and only if no transmitter within a certain range of the receiver is active

throughout the duration of the transmission. More precisely, a transmission on link i is

successful if and only if for all t during the transmission period,

D j ,iω j (t) ≥ (1+∆)Di ,i ω j (t),

for some guard zone ∆> 0.

When all transmitters employ a common transmission range r a slightly different

model is considered, and a transmission on link i is successful if Di ,i ≤ r and

D j ,iω j (t) ≥ (1+∆)rω j (t),

for all t during the transmission period.

Conflict graphs. To see whether transmissions on links i and j can successfully take

place simultaneously in the protocol model, one has to check the two constraints D j ,i ≥
(1+∆)Di ,i and Di , j ≥ (1+∆)D j , j , independent of the status of the other links in the net-

work. In this case, the interference constraints can be described in terms of a conflict

graph [53]. The vertices in this undirected graph represent the links in the network and

there is an edge between vertices i and j if the links i and j may not be active simultane-

ously, which is the case if D j ,i < (1+∆)Di ,i or Di , j < (1+∆)D j , j .

The use of conflict graphs is not restricted to the protocol model. Indeed, a conflict

graph can be used to represent any binary interference model, i.e., a model in which two

links can either always be active simultaneously, or simultaneous transmissions are never

allowed. For that reason, and because they are convenient to work with, using conflict

graphs as models for interference is common practice in the literature. In most chapters

of this thesis we also model interference through conflict graphs.

Conflict graphs can however not be used directly to represent additive interference

models such as the physical model, and it is often unclear what type of conflict graph best

captures the essential features of the actual network. The techniques in [112] can be used

to construct conflict graphs based on signal strength measurement data.

1.1.2 Capacity region

From the interference model we can construct the set Ω ⊆ {0,1}N of all feasible joint ac-

tivity states such that any transmission is successful if the state of the system is in Ω for

the entire transmission period. When interference is modeled by a conflict graph, every

feasible activity state corresponds to a set of vertices in the conflict graph such that none

of the vertices share an edge, i.e., an independent set of this graph. The set Ω then consists

of all independent sets of the conflict graph.
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Let θi denote the normalized throughput of link i , defined as the average number of

successful transmissions on link i per unit time, multiplied by the average length of a

transmission period. The normalized throughput of link i equals the long-run fraction

of time that link i is active, if the system resides in Ω all the time a transmission on that

link takes place.

The capacity region is the set of all attainable vectors (θ1, . . . ,θN ). Noting that any at-

tainable throughput vector can be obtained by restricting the system to be in Ω all the

time, it follows that the capacity region equals the convex hull of Ω. That is, the capacity

region is given by the convex combination of all feasible joint activity states

conv(Ω) =
{ ∑

ω∈Ω
cωω

∣∣∣
∑

ω∈Ω
cω = 1∧∀ω ∈Ω : cω ≥ 0

}
. (1.2)

1.2 Medium access control

Ideally we would like the state of the system to be in Ω all the time. There is no gain in

having invalid transmissions, because they only increase the interference experienced by

other receivers. This calls for an algorithm that controls which links can be active simulta-

neously. Many such medium access control algorithms have been proposed and studied

in the literature. We consider both centralized and distributed algorithms.

1.2.1 Centralized algorithms

Centralized algorithms require a centralized control entity that executes the scheduling

algorithm and coordinates the transmissions. This control entity is usually assumed to

have perfect information of all interference constraints, so it can make sure that the system

is in Ω at all times.

One of the centerpieces in the scheduling literature is the celebrated MaxWeight algo-

rithm introduced in [100, 101], which has emerged as a powerful paradigm in cross-layer

control and resource allocation problems [45]. MaxWeight is a centralized algorithm that

operates in a time-slotted fashion. In every time slot t , it selects ω(t) ∈Ω with ‘maximum

weight’. More specifically, denoting by Li (t) the number of packets at link i at the begin-

ning of time slot t , MaxWeight selects a schedule ω(t) whose weight equals

max
u∈Ω

N∑

i=1

Li (t)ui (1.3)

in time slot t . A natural extension of this algorithm is to use weights w(Li (t)) instead of

Li (t), with w(·) some increasing function [38, 92].

Albeit not optimal in terms of delay performance, MaxWeight algorithms do achieve

so-called equivalent workload minimization and offer favorable scaling characteristics in

heavy-traffic conditions [91, 96]. As a further appealing feature, MaxWeight algorithms

only need information on the queue lengths and instantaneous service rates, and do not

rely on any explicit knowledge of the underlying system parameters.

On the downside, solving the maximum-weight problem in (1.3) tends to be challeng-

ing and potentially NP-hard. In particular, when a conflict graph is used as model for in-

terference, the problem is equivalent to the maximum-weight independent set problem,

which is well-known to be NP-hard. Furthermore, the centralized control entity requires
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global state information, which creates a substantial communication overhead in addi-

tion to the computational burden. This concern is especially pertinent as the maximum-

weight problem needs to be solved at a high pace, commensurate with the fast time scale

on which scheduling algorithms typically operate.

1.2.2 Distributed algorithms

Contrary to centralized algorithms, distributed algorithms do not require a central con-

troller. Instead, links decide autonomously when to start a transmission, based on in-

formation that is locally available. In order to efficiently share the medium, distributed

algorithms often rely on an element of chance.

The first such algorithm is ALOHA [1], in which links are inactive a random amount of

time after each transmission attempt. This random back-off mechanism tries to make the

system stay in Ω at all times. However, interference relations are not explicitly accounted

for in the algorithm, and states outside Ω are possible, potentially yielding unsuccess-

ful transmissions. A refinement of ALOHA is the so-called Carrier-Sense Multiple-Access

(CSMA) algorithm [67], which combines an ALOHA-type back-off mechanism with inter-

ference sensing. In the CSMA algorithm, a link, after it ends an activity period (consisting

of possibly several back-to-back transmissions), starts a random back-off period, which is

suspended whenever it senses too much activity of other links, and the back-off period is

only resumed once the interference of other nodes decreased sufficiently. Instead of sus-

pending the back-off period, a different implementation senses the activity at the end of

every random back-off time and decides then to either start transmitting or wait for an-

other random back-off time, depending on the sensed interference. The behavior of both

implementations is statistically identical when the back-off times follow an exponential

distribution.

To decide when to suspend a back-off period, i.e., when all other links induce too much

interference for a link to transmit, a transmitter measures the activity of all other links.

That is, the transmitter can sense, see Section 1.1.1, the total noise plus interference, N0 +∑
j 6=i P j Ĥ j ,iω j , where Ĥi , j denotes the fraction of the signal strength that remains after

it traveled from the transmitter of link i to the transmitter of link j . This can be used

as an approximation for the total noise plus interference at the receiver, see (1.1), if the

physical model is used. To implement a transmission range used in the protocol model

one can use the incremental-power carrier-sensing mechanism introduced in [41] to sense

the distance to all other active links.

The number of attainable states is restricted by the CSMA algorithm and we denote

the set of all attainable joint activity states by Ψ⊆ {0,1}N , which is not necessarily equal to

Ω. If Ω∩Ψ
c 6= ;, with c denoting the complement, some transmitting nodes occasionally

suspend their back-off period when a transmission at that time would be feasible. Further,

if Ωc ∩Ψ 6= ;, some transmitting nodes occasionally try to transmit packets when that is

not feasible. For carrier-sensing algorithms, the former is related to the concept of exposed

nodes, and the latter is related to the concept of hidden nodes, see e.g. [70].

The CSMA algorithm is a popular distributed medium access control algorithm, vari-

ous incarnations of which are implemented in IEEE 802.11 networks. In IEEE 802.11 net-

works, the CSMA back-off mechanism is designed to reduce the performance impact of

hidden nodes [68], adapting the (random) back-off times on the basis of the result of past

transmissions. Using a detailed representation of this back-off mechanism, [8] presents an
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analytical model to compute the throughput performance of IEEE 802.11 networks. This

model, however, only considers topologies in which states with more than one active link

are not feasible.

For evaluating the throughput characteristics of large-scale networks, it is often as-

sumed that the back-off mechanism is independent of the result of transmissions in the

past. Also, it is usually assumed that no two links will activate at the exact same time,

which can be obtained by assuming that back-off times follow a continuous probability

distribution and that, at the time a back-off period at one link ends, the activity of that link

is immediately sensed at other links. A popular assumption for the back-off times is that

they follow an exponential distribution. Further, it is often assumed that the attainable

states can be represented by a graph, similar to conflict graphs used to represent interfer-

ence conditions. An edge connecting vertices i and j in this graph denotes that no state

with both link i and link j active is attainable.

These models for the CSMA algorithm were originally considered in [11, 12, 62, 65],

and pursued in the context of IEEE 802.11 systems in [36, 37, 44, 106]. These mod-

els have strong connections with Markov random fields and migration processes, and

can under certain assumptions be interpreted as a special instance of a loss network

[61, 63, 64, 98, 111]. Experimental results demonstrate that these models, while idealized,

provide throughput estimates that match remarkably well with measurements in actual

IEEE 802.11 systems [74].

1.2.3 Traffic model

We consider a canonical traffic source model. Data packets arrive or, depending on the

nature of the application, are generated at the transmitter of every link and are stored in a

buffer until they are transmitted. We assume that packet arrivals at different links are inde-

pendent and that data packets arrive to the buffer of the transmitter of link i according to

some renewal process with rate λi per unit of time, meaning that the mean inter-renewal

time is 1/λi .

We further assume that at most one packet can be transmitted simultaneously at every

link and that packets leave the system once they have been transmitted, i.e., we consider a

single-hop network. Transmission times are assumed to be mutually independent and in-

dependent of the arrival process. The transmission times of a packet at link i has mean βi

and the traffic intensity of link i is denoted by ρi =λiβi .

1.2.4 Stability region

A network is said to be stable if the buffer of every link empties infinitely often with finite

expected time. In case the network can be described by a Markov chain, a network is said

to be stable if the Markov chain describing the evolution of the system is positive Harris

recurrent (see Definition 6.A.6). Sometimes the weaker notion of rate-stability is used in

the literature, meaning that the average number of packets arriving at a link per unit of

time is equal to the average number of packets leaving that link per unit of time.

Whether or not a network is stable depends on the scheduling algorithm. For every

scheduling algorithm, the associated stability region is defined as the set of traffic intensity

vectors that give a stable network. It is clear that for a traffic intensity vector (ρ1, . . . ,ρN )
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to be stable, link i needs to be active at least a fraction ρi of the time. Hence, the stability

region is a subset of the capacity region (1.2).

A scheduling algorithm is called throughput-optimal if the interior of the capacity re-

gion is a subset of the stability region, so that the algorithm achieves stability whenever

this is possible. An example of a throughput-optimal algorithm is the MaxWeight algo-

rithm with a fixed number of links introduced in Section 1.2.1 [100].

1.3 Throughput-optimal CSMA algorithms

Despite their asynchronous and distributed nature, CSMA-like algorithms have been

shown to have the ability to match the optimal throughput performance of centralized

scheduling mechanisms operating in slotted time [57, 75, 100]. Based on this observation,

various clever algorithms have been developed for finding the back-off rates that yield a

particular target throughput vector [55, 57, 77]. In the same spirit, several powerful ap-

proaches have been devised for adapting back-off rates and transmission times based on

the queue lengths [82, 88, 89]. In this section we give a brief overview of both approaches;

a more detailed survey of throughput-optimal CSMA algorithms can be found in [110].

1.3.1 Rate-based approach

Assume that the attainable states can be modeled by an undirected graph G = (V ,E ), where

the set of vertices V = {1, . . . , N } correspond to the various links of the network and the set

of edges E ⊆ V ×V indicate which pairs of links cannot be active simultaneously. The

set of attainable states then consists of all independent sets of G. Further assume that

the interference conditions can also be represented by G, so that all transmissions are

successful and Ψ=Ω.

The links use a standard CSMA algorithm to share the wireless medium, see Section

1.2.2. Back-off times are independent and exponentially distributed and the back-off

times of link i have mean 1/νi . Further, transmission times on link i are independent

and exponentially distributed with mean 1/µi and a link releases the medium and begins

a back-off period with probability ψi after each transmission. A link can be active when it

has no data packets waiting to be transmitted. To retain possession of the medium it can

then transmit dummy packets. A dummy transmission is terminated when a new packet

arrives and the transmission of this packet is started immediately.

For all u ∈ Ψ, define π(u) = limt→∞P{ω(t) = u} as the long-run probability that the

activity process resides in state u and note that θi =
∑

u∈Ψπ(u)ui . For this algorithm the

activity process {ω(t)} constitutes a reversible Markov process with product-form station-

ary distribution [12],

π(u) = Z−1
N∏

i=1

σ
ui

i
, (1.4)

for all u ∈Ψ, where σi = νi /(µiψi ) denotes the nominal activity factor and Z is the nor-

malization constant,

Z =
∑

u∈Ψ

N∏

i=1

σ
ui

i
.
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The stationary distribution π(·) is in fact insensitive to the distributions of the back-off

times and the transmission times, so that (1.4) also holds for general back-off and trans-

mission time distributions [102].

A simple necessary and sufficient condition for stability is ρi < θi , for all i = 1, . . . , N .

Furthermore, for every

(θ1, . . . ,θN ) ∈ int(conv(Ψ))

there exists a unique vector (σ1, . . . ,σN ) that yields (θ1, . . . ,θN ) [57, 104]. Hence, for

any traffic intensity vector obeying the necessary stability condition, (ρ1, . . . ,ρN ) ∈
int(conv(Ψ)), there exists a vector (σ1, . . . ,σN ) such that

(ρ1, . . . ,ρN ) < (θ1, . . . ,θN ) ∈ int(conv(Ψ))

component-wise, which shows that throughput-optimality in the sense of rate-stability

can be obtained using this approach.

For general networks, determining the right vector (σ1, . . . ,σN ) is non-trivial. One

could use the global invertibility [104] of the throughput function, but this is computa-

tionally heavy and requires knowledge of the topology and arrival rates. A distributed al-

gorithm for finding (σ1, . . . ,σN ) was proposed in [56, 57]. While the proof of convergence

in [56, 57] is based on a time-scale separation assumption, the authors in [55] show with-

out this assumption that the proposed algorithm converges. Unfortunately this conver-

gence is slow, which can potentially have a huge impact on the (short-term) delay.

1.3.2 Queue-based approach

Instead of using fixed activation and de-activation rates, the queue-based approach

adapts the parameters of the back-off times and transmission times based on real-time

congestion levels. Again, we assume that transmission times on link i are independent

and exponentially distributed with mean 1/µi and that the network can be represented

by a conflict graph G. A link is said to be blocked whenever the link itself or any of its

neighbors in G is active, and unblocked otherwise.

When inactive and unblocked, link i may start transmitting at the instants of a time-

inhomogeneous Poisson process of intensity fi (Li (t)) at time t , for some non-negative

function fi (·). When active, at the end of a packet transmission at time t , link i releases

the medium with probability ψi (Li (t+)) or starts the next transmission otherwise. In other

words, link i releases the medium at the instants of a time-inhomogeneous Poisson pro-

cess of intensity gi (t) = ψi (Li (t))µi . For conciseness, we will refer to the functions fi (·)
and ψi (·) as the activity functions.

Note that when one were to fix the number of packets at every link, so that Li (t) = L∗
i

for all t , the distribution of the activity process converges to (1.4), with σi = fi (L∗
i

)/gi (L∗
i

).

Assuming that fi (·) = f (·) and gi (·) = g (·), i.e., equal activity functions are used at every

link, and writing f (·)/g (·)= exp(w(·)), the stationary probability that the system resides in

u ∈Ψ is then given by

π(u) = Z−1e
∑N

i=1
w (L∗

i
)ui ,

with

Z =
∑

u∈Ψ
e

∑N
i=1

w (L∗
i

)ui .
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Hence the stationary probability to reside in a certain state increases exponentially with

its weight,
∑N

i=1
w(L∗

i
)ui . If w(·) is an increasing function with w(l) →∞ when l →∞, it

then follows that, after the initial convergence period, the system resides in a state with

maximum weight or close to maximum weight with high probability at any point in time

when the, fixed, number of packets in the system is ‘large enough’.

Assuming that, when queue lengths vary, the distribution of the activity process is

approximately given by (1.4), with σi = f (Li (t))/g (Li (t)) at time t , we then see that the

queue-based CSMA algorithm essentially approximates the extension of the MaxWeight

algorithm that uses w(Li (t)) for the weight of link i , see Section 1.2.1, when ‘a large num-

ber’ of packets are present in the system [79, 80]. As this is sufficient for an algorithm to

be throughput-optimal [38], it hints at the fact that the queue-based CSMA algorithm is

throughput-optimal.

Crucial in the above reasoning is the so-called time-scale separation assumption, the

assumption that the distribution of the activity process is given by (1.4). This assumption

seems reasonable when the time required for the weights w(Li (t)) to substantially change

is much longer than the time the activity process needs to converge to its stationary dis-

tribution in case the queue lengths are fixed. To achieve this, sufficiently cautious activity

functions are considered in the literature to prove throughput-optimality of queue-based

CSMA algorithms without assuming the time-scale separation. The algorithm is shown

to be throughput-optimal in [82] for f (l) = r (l)/(1 + r (l)) and g (l) = 1/(1 + r (l)), with

r (l) = log(l +1), and the result is generalized to a broad class of cautious activity functions

in [47]. The algorithm in [47, 82] is not completely distributed as it requires the nodes to

exchange some information about global system parameters. In particular, the maximum

queue length is assumed to be known. This is resolved in [89] by introducing a learning

mechanism. For time-varying transmission rates, throughout-optimality can be obtained

by extending the above model [109].

For more aggressive activity functions, i.e., faster-growing functions, the weight of each

link will change rapidly, invalidating the time-scale separation assumption. In fact, [46]

shows that the queue-based CSMA algorithm may fail to be throughput-optimal for more

aggressive activity functions.

Finding the exact characterization of the stability region, depending on the structure of

the network and the activity functions, is still an open problem. For algorithms in which

links only activate with a fixed rate when packets are present in the buffer of that link,

i.e., for fi (l) = νi , l ≥ 1, fi (0) = 0, gi (l) = µi , [102] derives necessary and sufficient stability

conditions for full conflict graphs, and shows that an exact characterization of the stability

region is difficult for all other topologies in this case.

1.4 Motivation

The stability results described in Section 1.3 provide an important first-order indication

of the performance of the system. Unfortunately, simulation experiments demonstrate

that such throughput-optimal CSMA algorithms can induce excessive delays, which has

triggered a strong interest in developing approaches for improving the delay performance

[47, 54, 71, 76, 79, 87]. These delay issues are reminiscent of unfairness and starvation

phenomena associated with concurrency control in shared-resource systems.

To gain a fundamental understanding of the poor delay performance of the
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Figure 1.1: A 4×4 complete bipartite graph.

throughput-optimal CSMA algorithms described in Section 1.3, and to aid in improving

these algorithms, we study their performance in Chapters 2–5. In particular, we establish

lower bounds for the mean stationary delay in such networks. To the best of our knowl-

edge, the derivation of lower bounds for the mean stationary delay in random-access

networks has received hardly any attention so far. In [90] it is shown that low-complexity

schemes cannot be expected to achieve low delay in arbitrary topologies (unless P equals

NP), since that would imply that certain NP-hard problems could be solved efficiently.

However, the notion of delay in [90] is a transient one, and it is not exactly clear what the

implications are for the mean stationary delay in specific networks, if any.

Upper bounds for the mean stationary delay are derived in [54, 58]. This derivation is

based on mixing time results for Glauber dynamics. The bounds show that for sufficiently

low load the delay only grows polynomially with the number of nodes in bounded-degree

interference graphs. Based on an analysis of neighbor sets and stochastic coupling ar-

guments, similar upper bounds are presented in [97] for bounded-degree conflict graphs

with low load. While some of the conceptual notions in Chapters 3 and 4 are similar, we

focus on lower rather than upper bounds, and exploit quite different techniques.

To explain how excessive delays can arise in CSMA networks we now first present a

stylized example.

Example 1.4.1 (Complete bipartite graph). Consider the model introduced in Section 1.3.1

with, for all i ,µi = 1, λi =λ, νi = ν and ψi = 1, so that σi = ν and ρi =λ. Also denote ρ = 2λ

for the load of the system. Let the undirected graph G = (V ,E ) be the symmetric complete

bipartite graph. That is, assume N is even and V can be partitioned into two components,

V1 and V2, such that V = V1 ∪V2, V1 ∩V2 = ;, |V1| = |V2| = N /2, and E = V1 ×V2. Further

assume N is large, in particular assume N ≥ 6. Figure 1.1 shows a 4×4 complete bipartite

graph.

By symmetry it is clear that every node can be active at most half of the time, so that

the system is clearly unstable when ρ > 1. Furthermore, for ρ close to one it is clear that

the system can only be stable when ν is large, as otherwise too much capacity is wasted

due to back-offs. From (1.4) it then follows that the system resides most of the time in

a ‘maximum state’, a state in which all nodes in one of the two maximum independent

sets, V1 and V2, are active. Furthermore, the state with no nodes active is least likely, and

the probability that the system resides in this state is especially small when N is large.

Assuming the system never resides in this state and noting that every transmission period,

with unit mean, is preceded by a back-off period, with mean 1/ν, the system can only be
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stable if

λ≤
1

2

1

1/ν+1
,

or

ν≥
ρ

1−ρ
. (1.5)

Now note that the transition rate, i.e., the average number of transitions per unit of time,

from the state with only one given node active to the state with all nodes inactive is π(0)ν,

where 0 denotes the all-inactive state. Thus, because nodes in one component, say V2,

can only activate when all nodes in the other component, say V1, are in back-off, it follows

from (1.4) that the stationary transition time from V1 to V2 is of the order νN/2−1, where the

stationary transition time denotes the average time it takes for one node in V2 to become

active given that at least one node in V1 is active. For a rigorous proof of this result, and

related mixing time results, see [113]. Therefore, by the time a node in V2 becomes active,

its queue length is at least of the order

( ρ

1−ρ

)N/2−1
, (1.6)

yielding average queue lengths of the same order. This explains the poor delay perfor-

mance of fixed-rate algorithms. In Chapter 4 we will formalize the above reasoning and

extend it to more general topologies.

In Example 1.4.1 the poor performance is primarily attributed to the slow transition

time from one maximum independent set to the other maximum independent set. In par-

ticular, the nodes in one maximum independent set will retain possession of the medium

for a long time, even when none of the nodes in this set have packets waiting to be trans-

mitted and they are basically wasting capacity.

Queue-based algorithms can potentially break these long holding times when all

nodes are practically empty. In particular, if the activity functions are such that nodes

never transmit dummy packets, it is clear that the previously blocked nodes will have the

opportunity to become active when none of the nodes that impeded their activation have

packets remaining to be transmitted. In fact, in Chapter 5 we will show that queue lengths

can be of the order of 1/(1−ρ)2 for such activity functions in case of complete bipartite

conflict graphs, irrespective of the number of nodes.

However, the throughput-optimality proofs for queue-based CSMA algorithms in ar-

bitrary network topologies involve time-scale separation properties, as discussed in Sec-

tion 1.3.2, which roughly means that the time required for the weights w(Li (t)) to sub-

stantially change is much longer than the time the activity process needs to converge to

its stationary distribution. For these throughput-optimal queue-based CSMA algorithms

we thus see that the nominal activation function f (·)/g (·) will hardly fluctuate for long pe-

riods of time, so that the system behaves similarly as in the case of a fixed-rate algorithm,

which will likely give rise to similar performance issues.

Furthermore, note that for fixed-rate algorithms the activation and de-activation rates

need to be determined for every topology. Hence one can choose rates that optimize the

delay performance while providing throughput-optimality for a given topology. In con-

trast, throughput-optimal queue-based CSMA algorithms are designed for arbitrary net-

work topologies. While this is a helpful property for implementing these algorithms, it is
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not possible to optimize the delay for a given topology with the current queue-based al-

gorithms. Therefore, for a given topology, the delay performance of a fixed-rate algorithm

might be better than the delay performance of a queue-based algorithm.

1.5 Outline of the thesis

In order to gain a fundamental understanding of the delay performance of queue-based

CSMA algorithms we first focus on a single-node scenario in Chapter 2. Although there

is no practical imperative for using a queue-based CSMA algorithm in such a setting, it

allows a detailed investigation of the impact of the activity functions, in separation from

the role of the network topology. For this scenario we derive exact queue length and delay

results for some specific schemes, applying techniques from queueing theory. Using these

we examine the scaled queue length and delay in a heavy-traffic regime, and we show that

the heavy-traffic performance improves as the activity functions become more aggressive.

We further demonstrate that three qualitatively different regimes can arise in heavy traffic,

depending on the aggressiveness of the activity functions. Chapter 2 is based on [15, 17].

General lower bounds for queue-based CSMA algorithms on arbitrary graphs are de-

rived in Chapter 3, which is based on [16, 19, 20, 22]. These bounds bring to light that the

delay performance of the throughput-optimal queue-based CSMA algorithm proposed

in [82] can grow dramatically with the load of the system. In particular, we establish that

the growth rate of the expected delay at high load is at least exponentially faster than for

aggressive activity functions in a single-node scenario. In this chapter we further heuris-

tically examine fluid limits where the system dynamics are scaled in space and time. As it

turns out, three distinct types of fluid limits can arise, exhibiting various degrees of ran-

domness, depending on the structure of the network, in conjunction with the form of the

activity functions.

In Chapter 4 we focus on the rate-based approach and we examine the achievable de-

lay performance of fixed-rate CSMA algorithms. For this we formalize the heuristic deriva-

tion of (1.6) and we establish connections between the delay performance and the mixing

time of the system. Further, we discuss in Chapter 4 the relation between the achievable

delay performance of throughput-optimal fixed-rate and queue-based CSMA algorithms.

This chapter is based on [16, 19, 20].

The results of Chapters 3 and 4 reveal that aggressive queue-based algorithms can po-

tentially outperform fixed-rate algorithms and in Chapter 5 we show that this is the case

for the specific class of networks that can be described by a complete bipartite graph. In

particular, we show that the queue-based algorithm that makes a node de-activate if and

only if no packets are remaining at that node, is throughput-optimal and has an expected

delay that grows quadratically faster than the delay in the single-node case with the same

activity functions. The discrepancy between the single-node scenario and network sce-

nario is due to a lingering effect that is explained in Chapter 5, which is based on [93, 94].

Most algorithms, such as the CSMA algorithm studied in Chapters 2–5, only guaran-

tee throughput-optimality for static network structures, i.e., they assume a fixed number

of users at fixed locations. While a static network structure is a reasonable assumption

for modeling relatively small-scale networks, it is less suitable to model emerging wire-

less networks that support traffic generated by massive numbers of users, each engaging

in sporadic transmission activity. To capture user dynamics, we therefore develop a new
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model that allows for a continuum of user locations in Chapter 6, which also provides use-

ful insights in the scaling behavior of discrete topologies as the number of nodes grows

large. Inspired by queue-based CSMA we identify a scheduling principle that can achieve

throughput-optimality for this model. The proof of throughput-optimality relies on a de-

scription of the system as a measure-valued process and the identification of a Lyapunov

function. Chapter 6 is based on [18, 21].

Chapters 3–5 assume that the interference constraints and attainable states can be de-

scribed by a conflict graph. Although this is a convenient modeling paradigm, it only al-

lows for binary interference relations between nodes, and it is often unclear what graph

provides a good representation for additive interference models such as the physical

model, see Section 1.1.1. In Chapter 7, which is based on [23], we consider the special

case when nodes are positioned on a toric grid. We examine the sets in which a maximum

number of users is active in the physical model and we prove that, for certain network pa-

rameters, these sets are identical to the maximum independent sets of the conflict graph

that represents the protocol model. To show this we formulate a discrete optimization

problem and we find optimal solutions for this problem by exploring its continuous relax-

ation.
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2
Single-node behavior

2.1 Introduction

In this chapter we study the delay performance of a single node using the queue-based

CSMA algorithm introduced in Section 1.3.2. From a queueing perspective, the back-off

periods in the CSMA algorithm may be interpreted as vacation periods during which no

transmissions take place, even when packets may be queued up. In case of the queue-

based CSMA algorithm, the length of these vacation periods is random and depends on

the real-time queue length, so that the single-node wireless system may be interpreted as a

one-server queueing system with random state-dependent vacation periods. In this chap-

ter we therefore consider a broad class of queueing models with random state-dependent

vacation periods.

In contrast to conventional vacation models (see for instance [99] for a comprehensive

overview), the server may take a vacation after each service completion and return from

a vacation with certain probabilities that depend on the queue length. Specifically, when

there are i customers left behind in the system after a service completion, the server ei-

ther takes a vacation with probability ψ(i ), with ψ(0) ≡ 1, or starts the service of the next

customer otherwise. Likewise, the server returns from a vacation and starts the service of

the next customer at the first event of a time-inhomogeneous Poisson process of rate f (i ),

with f (0) ≡ 0, when there are i customers in the system.

In view of the vacation discipline, we analyze the queue length process at departure

epochs, unlike most papers on vacation models which typically consider the queue length

process embedded at instants when vacations begin or end. A notable exception is [51],

which studies an M/G/1 queue with a similar state-dependent vacation discipline, and es-

tablishes a stochastic decomposition property under certain assumptions. We show that

this decomposition property in fact holds in far greater generality and corresponds to the

Fuhrmann-Cooper decomposition. In addition, we obtain the exact stationary distribu-

tions of the queue length and delay for M/G/1 queues in three scenarios: (i) the prob-

ability ψ(·) decays geometrically as a function of the queue length, and the vacation is

independent of the queue length; (ii) the probability ψ(·) is inversely proportional to the

queue length, and the vacation is independent of the queue length; (iii) ψ(·) ≡ 1 and the

activation rate f (·) is proportional to the queue length.

We further derive lower and upper bounds for the mean queue length and mean delay
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in two cases: the activation rate f (·) is fixed and the vacation probability ψ(·) is a convex

decreasing function; the activation rate f (·) is a concave or convex increasing function and

ψ(·) ≡ 1. Various stochastic bounds and comparison results are established as well, which

are leveraged to obtain the limiting distribution of the scaled queue length and delay in

heavy-traffic conditions.

The heavy-traffic behavior exhibits a sharp trichotomy. The first heavy-traffic regime

emerges in scenarios (ii) and (iii) described above. In this regime the scaled queue length

and delay converge to random variables with a gamma distribution. The commonality

between these two scenarios lies in the fact that the ratio f (i )/ψ(i ) of the activation rate

and the vacation probability is linear in the queue length. Loosely speaking, this means

that the amount of vacation time is inversely proportional to the queue length. This pro-

portionality property also holds for polling systems and in particular vacation queues with

so-called branching type service disciplines, where the number of customers served in be-

tween two vacations (switch-over periods) is proportional to the queue length at the start

of the service period. Interestingly, the scaled queue length and delay for these types of

service disciplines have been proven to converge to random variables with a gamma dis-

tribution in heavy-traffic conditions as well [105]. Another way to see the significance of

the ratio f (i )/ψ(i ) is when the activation rate and vacation probability are constant, i.e.,

independent of the queue length. In that case, the server is active a fixed fraction of the

time which only depends on the activation rate and vacation probability through their

ratio.

For the second heavy-traffic regime, which emerges in scenario (i) described above,

the scaled queue length and delay both converge to an exponentially distributed random

variable with the same mean as in the corresponding ordinary M/G/1 queue without any

vacations. In other words, the impact of the vacations completely vanishes in heavy traffic.

Note that in this scenario the vacation probability falls off faster than the inverse of the

queue length.

The third heavy-traffic regime manifests itself when the vacation probability decays

slower than the inverse of the queue length, e.g., like the inverse of the queue length raised

to a power less than one. In that case, the queue length and delay, scaled by their respec-

tive means, converge to one in distribution, while the mean values increase an order-of-

magnitude faster with the traffic intensity than in the first two regimes.

The heavy-traffic results offer a useful indication of the impact of the choice of the

back-off probabilities on the delay performance. It is worth observing that the vaca-

tion model does not account for the effects of the network topology, and highly aggres-

sive schemes which are optimal in a single-node scenario, may in fact fail to achieve

throughput-optimality in certain types of topologies [46]. However, the single-node re-

sults provide fundamental insight into how the back-off probabilities may inherently in-

flate queue lengths and delays.

The remainder of the chapter is organized as follows. In Section 2.2 we present a de-

tailed model description. We provide an exact analysis of the model in Section 2.3, which

yields formulas for the stationary queue length distribution in some specific cases. In

Section 2.4 we derive lower and upper bounds for the mean queue length and we estab-

lish stochastic relations between systems with different functions ψ(·) and f (·). We study

heavy-traffic behavior in Section 2.5 and identify three qualitatively different regimes. In

Section 2.6 we summarize our findings and discuss the implications. Finally, Appendix 2.A

contains some proofs that have been relegated from the main text of this chapter.
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2.2 Model description

We consider an M/G/1 queue with vacations. That is, we consider a queueing system with

one server that can be active or inactive. Customers arrive according to a Poisson process

of rate λ, independent of the state of the system. Let ω(t) indicate whether the server is

active at time t (ω(t) = 1) or not (ω(t)= 0) and denote by L(t) the number of customers in

the system at time t .

When active, customers are served and the service times, generically denoted by B ,

are generally distributed with distribution function FB (·) and Laplace-Stieltjes transform

B̃(·). To simplify the notation we write β= E{B} and β(2) = E{B2}. We assume that β(2) <∞
and that the service times are independent of the arrival and vacation times. Right after

a service completion that leaves i customers behind, the server becomes inactive with

probability ψ(i ), where ψ : [0,∞) 7→ [0,1]. Further we assume ψ(0) = 1, i.e., the server

always becomes inactive if no customers are left in the system.

When inactive, no customer is served and we say that the server is on vacation. The

server becomes active after some time that may depend on the number of waiting cus-

tomers at the beginning of the vacation period and the number of customers that arrive

during the vacation period, but it may not depend on future arrivals. Denote by φ(i ,m)

the probability that exactly m customers arrive during a vacation period that begins with

i customers in the system, where φ : [0,∞)× [0,∞) 7→ [0,1]. Further we assume φ(0,0) = 0,

i.e., the server does not activate if no customers are present in the system. Let the ran-

dom variable Xi denote the number of arrivals during a vacation period that begins with i

customers in the system. We will assume that φ(·) is such that E{X 2
i

} <∞.

In the queue-based CSMA algorithm, introduced in Section 1.3.2, inactive transmitters

(or servers) activate according to a time-inhomogeneous Poisson process whenever they

are not blocked by their neighbors. In the single-node case blocking does not occur and

the transmitter (or server) thus becomes active at the first jump of a time-inhomogeneous

Poisson process of rate f (i ) when L(t) = i . Hence, for the queue-based CSMA algorithm,

we find

φ(i ,m)=
f (i +m)

λ+ f (i +m)

m−1∏

j=0

λ

λ+ f (i + j )
. (2.1)

Let ρ = λβ denote the traffic intensity of the system. Throughout this chapter, we

denote the generating function of a non-negative and discrete random variable W by

GW (r )= E{r W }, with r ∈ [0,1]. Note that

GXi
(r )=

∞∑

m=0

φ(i ,m)r m.

Let W1
d=W2 denote that two random variables W1 and W2 are equal in distribution, so

that P{W1 ≤ w} = P{W2 ≤ w} for all w . Further, let W1 ≥st W2 denote that W1 is stochas-

tically larger than W2, so that P{W1 ≤ w} ≤ P{W2 ≤ w} for all w . Finally, let W1 >st W2 de-

note that W1 is stochastically strictly larger than W2, so that W1 ≥st W2 and, additionally,

P{W1 ≤ w} <P{W2 ≤ w } for some w .
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2.3 Exact analysis

Denote by Zn the number of customers just after the n-th service completion, i.e., the

number of customers left behind by the n-th departing customer. Further denote by An

the number of arrivals during the n-th service and note that An does not depend on Xi .

Then (Zn)n∈N0 , with N0 = {0,1,2, . . . }, constitutes a Markov chain with transition probabil-

ities

P{Zn+1 = j |Zn = i } = (1−ψ(i ))P{An = j − i +1}+ψ(i )P{Xi + An = j − i +1},

for j ≥ i −1 and

P{Zn+1 = j |Zn = i } = 0,

for j < i −1. Because Xi and An are independent,

E{r Zn+1 |Zn = i } = (1−ψ(i ))r i−1G An (r )+ψ(i )r i−1GXi
(r )G An (r )

= r i−1G An (r )(1+ψ(i )(GXi
(r )−1)), (2.2)

where G An (r ) = B̃(λ(1− r )) for all n. Using this relation we can find a sufficient condition

for stability of the system.

Lemma 2.3.1. The Markov chain (Zn)n∈N0 is positive recurrent if

limsup
i→∞

ψ(i )E{Xi } < 1−ρ. (2.3)

Proof. This result is proved in [51], using the results in [33]. For a short proof note that

from (2.2) we find E{Zn+1|Zn = i } = i−1+ρ+ψ(i )E{Xi }. The result now follows immediately

from Pakes’ Lemma [81] as E{Xi } <∞ for all i ≥ 0 by assumption.

In words, Lemma 2.3.1 states that for stability it is sufficient that the system is busy

serving customers more than a fraction ρ of the time if the number of customers in the

system is large.

We henceforth assume the system is stable, i.e., ψ(·) and φ(·) are such that the condi-

tion in (2.3) is satisfied. Let the random variable Z have the stationary distribution of the

embedded Markov chain (Zn)n∈N0 , i.e.,

P{Z = j } = lim
n→∞

P{Zn = j |Z0 = k}, k ≥ 0.

By the PASTA property and a level crossings argument we know that {P{Z = j }, j ≥ 0} is also

the stationary distribution of the number of customers in the system L, with

P{L = j } = lim
t→∞

P{L(t)= j |L(0) = k},

for any k ≥ 0. Hence, using (2.2), we obtain the relation

GL(r )=
1

r
B̃(λ(1− r ))

(
GL(r )+

∞∑

i=0

ψ(i )r iP{L = i }(GXi
(r )−1)

)
,

which corresponds to [51, Eq. (2)]. Equivalently,

GL(r ) =
B̃(λ(1− r ))

∑∞
i=0

ψ(i )r iP{L = i }(1−GXi
(r ))

B̃(λ(1− r ))− r
. (2.4)
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Example 2.3.1. One activation scheme would be to never de-activate when the system is

nonempty right after a service completion, i.e., ψ(i ) = 0 for i ≥ 1. Similarly we could say

that the server always activates immediately if there are waiting customers at the begin-

ning of the vacation period, i.e., φ(i ,0) = 1 for i ≥ 1, and φ(i ,m) = 0 otherwise, so that

GXi
(r ) = 1 for i ≥ 1. For this activation scheme (2.4) simplifies to

GL(r )=
B̃(λ(1− r ))P{L = 0}(1−GX0 (r ))

B̃(λ(1− r ))− r
.

Using that GL(1) = 1 and applying l’Hôpital’s rule yields

P{L = 0} =
1−ρ

E{X0}
,

and hence

GL(r )=
(1−ρ)B̃ (λ(1− r ))(1−GX0(r ))

E{X0}(B̃(λ(1− r ))− r )
. (2.5)

Note that if the server waits for exactly one customer to arrive if there are no waiting cus-

tomers at the beginning of the vacation period, i.e., X0 ≡ 1, then (2.5) becomes the classical

Pollaczek-Khinchin formula for the standard M/G/1 queue without vacations,

GL(r )=GLM/G/1 (r )=
(1−ρ)B̃ (λ(1− r ))(1− r )

B̃(λ(1− r ))− r
. (2.6)

The Fuhrmann-Cooper decomposition [42] relates GL(r ) to the Pollaczek-Khinchin

formula through

GL(r )=GLM/G/1 (r )GLI (r ), (2.7)

where LI denotes the number of customers in the system at an arbitrary epoch during a

non-serving (vacation) period. This decomposition property can be derived from (2.4).

For this denote by Lbegin and Lend the number of customers in the system at, respectively,

the beginning and the end of a vacation period, and let γ be the probability that the server

becomes inactive after a departure,

γ=
∞∑

i=0

ψ(i )P{L = i }.

Because the system is stable the expected number of arrivals between two service comple-

tions is equal to the expected number of service completions, which equals one. There-

fore,

ρ+γ(E{Lend}−E{Lbegin}) = 1,

and the expected number of arrivals during a vacation period is given by

E{Lend}−E{Lbegin} =
1−ρ

γ
.

Further note that

P{Lbegin = i } =
1

γ
P{L = i }ψ(i ).
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From (2.4) we now find

GL(r ) =
(1−ρ)B̃ (λ(1− r ))(1− r )

B̃(λ(1− r ))− r

∑∞
i=0

ψ(i )r iP{L = i }(1−GXi
(r ))

(1−ρ)(1− r )

=GLM/G/1 (r )

∑∞
i=0

1
γψ(i )r iP{L = i }(1−GXi

(r ))

1
γ (1−ρ)(1− r )

=GLM/G/1 (r )

∑∞
i=0 r iP{Lbegin = i }(1−GXi

(r ))

(1− r )(E{Lend}−E{Lbegin})

=GLM/G/1 (r )
GLbegin

(r )−GLend
(r )

(1− r )(E{Lend}−E{Lbegin})
,

yielding (2.7), see [14]. Thus to find GL(r ) we can either solve equation (2.4) or find GLI (r )

and then use the Fuhrmann-Cooper decomposition.

In the remainder of this section we will analyze the system for several choices of φ(·)
and ψ(·).

2.3.1 Equal vacation distributions

In this subsection we assume that Xi
d=X for i ≥ 1, with X some generic random variable.

We further assume that X >st 0, so that with nonzero probability at least one customer

arrives during any vacation. The case X
d=0 is already solved in Example 2.3.1. Next, if a

vacation starts with no customers in the system, we assume that first X customers arrive.

After this, if the system is still empty, the vacation is extended in an arbitrary way until at

least one customer has arrived. We thus have X0
d=X if X ≥st 1, i.e., if P{X = 0} = 0, and

X0 >st X otherwise, i.e., if P{X = 0} > 0.

To summarize, in this subsection we study the following scenario.

Scenario 2.3.1. Xi
d=X >st 0 for all i ≥ 1 and, either X0

d=X and P{X = 0} = 0, or X0 >st X

and P{X = 0} > 0.

Note that in this scenario we have GXi
(r )=GX (r ) for all i ≥ 0 and all r ∈ [0,1] if GX (0) =

0, and GX0(r ) < GXi
(r ) = GX (r ) for all i ≥ 1 and all r ∈ [0,1) if GX (0) > 0. So from (2.4) and

ψ(0) = 1 it follows that

GL(r ) =
B̃(λ(1− r ))

(
P{L = 0}(GX (r )−GX0(r ))+ (1−GX (r ))

∑∞
i=0

ψ(i )r iP{L = i }
)

B̃(λ(1− r ))− r
. (2.8)

Equation (2.8) seems hard to solve in general, but we are able to find solutions for

several specific choices for ψ(·). Before analyzing (2.8) in more detail we now first give a

prototypical example of a system that belongs to Scenario 2.3.1. This example describes

the random-access mechanism used in the ALOHA and CSMA algorithm, see Section 1.2.2.

Example 2.3.2. Consider a server that always waits for a certain time V , independent of

the arrivals during this time. After this time the server activates if there are customers

present in the system, and otherwise the server again waits for a time V (independent

of the previous time) and repeats this procedure until there are customers present in the
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system. Assume V is generally distributed with distribution function FV (·) and Laplace-

Stieltjes transform Ṽ (·). Denoting by αm the probability that exactly m customers arrive

during a time V ,

αm =
∫∞

0

(λt)m

m!
e−λt dFV (t),

we have φ(i ,m)=αm , for i ≥ 1, and φ(0,m) =αm/(1−α0), for m ≥ 1. Further, we get

GX0(r ) =
∞∑

m=1

φ(0,m)r m =
1

1−α0

∫∞

t=0

∞∑

m=1

(λtr )m

m!
e−λt dFV (t)=

Ṽ (λ(1− r ))− Ṽ (λ)

1− Ṽ (λ)
,

where the interchange of summation and integration is justified by Beppo Levi’s theorem,

see e.g. [28]. Similarly, we get GXi
(r )= Ṽ (λ(1− r )) for i ≥ 1.

Note that if V is exponentially distributed with mean 1/ν we find Xi
d=X , i ≥ 1, where

X is a geometric random variable, with

GX (r ) =
ν

λ(1− r )+ν
. (2.9)

Further, GX0(r ) = r GX1(r ) as X0
d=X1 +1 in this case.

We will now use (2.8) to find GL(·) if ψ(i ) = ai or ψ(i )= 1/(i +1), two functions that we

will need in the heavy-traffic analysis of the system, see Section 2.5. For this purpose first

introduce

K (r )=
B̃(λ(1− r ))(GX (r )−GX0(r ))

B̃(λ(1− r ))− r
, (2.10)

with K (r )≡ 0 if X0
d=X . Define

Y (r )=
B̃(λ(1− r ))(1−GX (r ))

B̃(λ(1− r ))− r
(2.11)

and note that an alternative expression for Y (·) is given by

Y (r ) =GLM/G/1 (r )GX res(r )
E{X }

1−ρ
, (2.12)

with GLM/G/1 (r ) the generating function of the number of customers in a standard M/G/1

queue without vacations as in (2.6), and GX res(r ) the generating function of the number of

arrivals in a residual vacation period,

GX res (r )= E{r X res

} =
1−GX (r )

(1− r )E{X }
.

Similarly, we can write

K (r )=GLM/G/1 (r )
GX (r )−GX0(r )

(1−ρ)(1− r )

=GLM/G/1 (r )
(
E{X0}GX res

0
(r )−E{X }GX res (r )

) 1

1−ρ
. (2.13)

Further, by l’Hôpital’s rule,

Y (1) = lim
r↑1

Y (r )=
E{X }

1−ρ
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and

K (1) = lim
r↑1

K (r )=
E{X0}−E{X }

1−ρ
.

Note that Y (1) > 0 as E{X } > 0 and ρ < 1 for stability. Also note that K (1) > 0 if X0 >st X .

Finally note that the generating function GW (r ) of any non-negative discrete random

variable W is a non-negative continuously differentiable function on [0,1], as follows from

the definition of a generating function. Hence Y (r ) and K (r ) are non-negative continu-

ously differentiable functions on [0,1].

Theorem 2.3.2. Consider Scenario 2.3.1 and ψ(i )= ai with 0 ≤ a < 1, i ≥ 0.

(i) If X0
d=X , then

GL(r )=
∏∞

i=0
Y (ai r )

∏∞
i=0

Y (ai )
. (2.14)

(ii) If X0 >st X , then

GL(r )=
∑∞

j=0
K (a j r )

∏ j−1

i=0
Y (ai r )

∑∞
j=0

K (a j )
∏ j−1

i=0
Y (ai )

(2.15)

with
∏−1

i=0
g (i )= 1 for any function g (·).

Proof. From Lemma 2.3.1 we obtain that the system is stable if ρ < 1, as 0 ≤ a < 1. We will

now first prove the result for case (i), for which (2.8) simplifies to

GL(r )=
B̃(λ(1− r ))(1−GX (r ))GL(ar )

B̃(λ(1− r ))− r
= Y (r )GL(ar ). (2.16)

Upon iteration this gives, using GL(0) =P{L = 0},

GL(r ) =P{L = 0}
∞∏

i=0

Y (ai r ). (2.17)

Finally, using GL(1) = 1, we obtain

P{L = 0} =
1

∏∞
i=0

Y (ai )
. (2.18)

Combining (2.17) and (2.18) yields assertion (2.14). In Lemma 2.A.1 we prove that∏∞
i=0

Y (ai r ) converges for all r ∈ [0,1], so that in particular P{L = 0} > 0.

For case (ii) equation (2.8) simplifies to

GL(r ) =
B̃(λ(1− r ))

(
P{L = 0}(GX (r )−GX0(r ))+ (1−GX (r ))GL(ar )

)

B̃(λ(1− r ))− r

= K (r )P{L =0}+Y (r )GL(ar ).

Iterating this and using GL(0) =P{L = 0} we get

GL(r )=P{L = 0}
( ∞∑

j=0

K (a j r )
j−1∏

i=0

Y (ai r )+
∞∏

i=0

Y (ai r )
)
.
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Now note that Y (0) = 1−GX (0), so Y (0) < 1 by assumption. Thus, as Y (·) is continuous

and 0 ≤ a < 1,

GL(r ) =P{L = 0}
∞∑

j=0

K (a j r )
j−1∏

i=0

Y (ai r ), (2.19)

and (2.15) follows from (2.19) and GL(1) = 1. In Lemma 2.A.1 we prove that

∞∑

j=0

K (a j r )
j−1∏

i=0

Y (ai r )

converges for all r ∈ [0,1], so that, in particular

P{L = 0} =
1

∑∞
j=0 K (a j )

∏ j−1

i=0
Y (ai )

> 0,

which completes the proof.

Theorem 2.3.3. Consider Scenario 2.3.1 and ψ(i )= 1/(i +1), i ≥ 0, with α(r ) =
∫1

r
Y (x)

x dx.

(i) If X0
d=X , then

GL(r ) =
(1−ρ)Y (r )

rE{X }
e−α(r ). (2.20)

(ii) If X0 >st X , then

GL(r ) =P{L = 0}
(
K (r )+

Y (r )

r
e−α(r )

∫r

0
K (y)eα(y)dy

)
, (2.21)

with

P{L = 0} =
1

K (1)+Y (1)
∫1

0 K (x)eα(x)dx
. (2.22)

Proof. From Lemma 2.3.1 it follows that the system is stable if ρ < 1 as limi→∞ψ(i ) = 0.

For case (i), equation (2.8) gives

GL(r )=
B̃(λ(1− r ))(1−GX (r ))

∑∞
i=0

1
i+1

r iP{L = i }

B̃(λ(1− r ))− r
.

Now define

HL(r ) =
∞∑

i=0

1

i +1
r i+1

P{L = i },

and note that H ′
L(r )=GL(r ). Thus, HL(r ) can be found by solving the differential equation

H ′
L(r )=

Y (r )HL(r )

r
. (2.23)

We thus get

HL(r ) =C ·exp
(
−

∫1

r

Y (x)

x
dx

)

and

GL(r )=C ·
Y (r )

r
exp

(
−

∫1

r

Y (x)

x
dx

)
,
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where C is some constant. Using GL(1) = 1 this gives (2.20).

For case (ii) we can find HL(r ) by solving the differential equation

H ′
L(r ) =P{L = 0}K (r )+

Y (r )HL(r )

r
. (2.24)

This gives

HL(r ) = e−α(r )
(
P{L = 0}

∫r

0
K (y)eα(y)dy +C

)

and

GL(r )=P{L = 0}K (r )+
Y (r )

r
e−α(r )

(
P{L = 0}

∫r

0
K (y)eα(y)dy +C

)
, (2.25)

for some constant C . As GL(r ) is a generating function, boundary conditions are given by

GL(0) =P{L = 0} and GL(1) = 1.

To solve this boundary problem, note that, using integration by parts,

α(r ) =− log(r )Y (r )−
∫1

r
Y ′(x) log(x)dx.

Further Y (0) = 1−GX (0), so Y (0) < 1 in this case, and for all x ∈ [0,1], Y ′(x) ≤ Y ′(1) <∞ as

β(2) <∞ and E{X 2} <∞. Therefore,

Y (r )

r
e−α(r ) = Y (r )r Y (r )−1exp

(∫1

r
Y ′(x) log(x)dx

)

and thus

lim
r↓0

Y (r )

r
e−α(r ) ≥ lim

r↓0
Y (r )exp

(
(Y (r )−1) log(r )

)
exp(−Y ′(1)) =∞.

Hence, to get GL(0) =P{L = 0}, we need to set C = 0, so that (2.25) becomes

GL(r ) =P{L = 0}
(
K (r )+

Y (r )

r
e−α(r )

∫r

0
K (y)eα(y)dy

)
.

Finally, using GL(1) = 1 we find (2.21).

Remark 2.3.4. Equation (2.8) can be used to find GL(·) for other functions ψ(·) as well. For

example, if ψ(i ) = g (i ) for i < I and ψ(i ) = ai for i ≥ I , for some function g (·), 0 ≤ g (·) ≤ 1,

and some I ∈N0, one can use the same approach as used in the proof of Theorem 2.3.2 to

find GL(·) in terms of P{L = j }, j = 0, . . . , I −1.

2.3.2 State-dependent vacation lengths

In this subsection we consider a system that has state-dependent activation rules. More

precisely, we assume that the server becomes active at the first jump of a time-inhomoge-

neous Poisson process of rate f (i ) when L(t) = i . This gives the following scenario, see

also (2.1).

Scenario 2.3.2.

φ(i ,m)=
f (i +m)

λ+ f (i +m)

m−1∏

j=0

λ

λ+ f (i + j )
, i ,m ≥ 0,

where f : [0,∞) 7→ [0,∞) and f (0) = 0.
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Note that we need f (0) = 0 as φ(0,0) = 0 if and only if f (0) = 0.

Theorem 2.3.5. Consider Scenario 2.3.2 with ψ(i ) = 1 and f (i )= νi , i ≥ 0. Then

GL(r )=
(1−ρ)B̃ (λ(1− r ))(1− r )

B̃(λ(1− r ))− r
exp

(∫1

r

−λ(1− x)

ν(B̃(λ(1− x))− x)
dx

)
. (2.26)

Proof. First note that, for all m > 0, φ(i ,m) → 0 as i →∞. So E{Xi } → 0 and the system is

stable if ρ < 1, see Lemma 2.3.1. To prove this theorem we will first determine GLI (r ), and

then GL(r ) follows from the Fuhrmann-Cooper decomposition (2.7).

In order to determine the distribution of LI we cut out all the services and replace

these by instantaneous jumps whose sizes are the number of arrivals L A during an arbi-

trary service time, with GL A (r ) = B̃(λ(1− r )). These jumps occur at rate νi when there are

i customers in the system. Thus, as the function f (·) is linear, the distribution of LI corre-

sponds to that of a continuous-time branching process with immigration: Particles arrive

as a Poisson process of rate λ and each particle is independently and instantaneously re-

placed at rate ν by a new group of L A particles. Branching processes of this type were

studied by Sevast’yanov [86] and applying [86, Thm. 1] to our situation yields

GLI (r )= exp
(∫1

r

−λ(1− x)

ν(B̃(λ(1− x))− x)
dx

)
.

By (2.7) we then obtain (2.26).

Exponentially distributed service times. For generally distributed service times it is dif-

ficult to interpret Theorem 2.3.5, but for exponentially distributed service times we can

using the following result.

Corollary 2.3.6. Consider Scenario 2.3.2 with ψ(i ) = 1 and f (i ) = νi , i ≥ 0, and exponen-

tially distributed service times with mean 1/µ. Then

GL(r )=
(

1−ρ

1−ρr

)1+λ/ν

e(r−1)λ/ν. (2.27)

Proof. Evaluating the integral in Theorem 2.3.5 with B̃(s)= µ
µ+s gives (2.27).

Notice that (2.27) is the product of two generating functions, so that the distribution

of L is a convolution of a negative binomial distribution and a Poisson distribution.

For exponentially distributed service times, and any choice of the functions f (·) and

ψ(·), (L(t),ω(t))t≥0 is a continuous-time Markov process with state space N0 × {0,1} and

state (i , j ) representing i customers in the system and j = 0 when the server is inactive and

j = 1 when the server is active. Transitions from (i ,0) to (i +1,0) and from (i ,1) to (i +1,1)

occur at rateλ, corresponding to an arrival of a customer, and transitions from (i ,0) to (i ,1)

occur at rate f (i ), corresponding to a server activation. Further, transitions from (i+1,1) to

(i ,0) occur at rate µψ(i ), corresponding to a service completion and server de-activation.

Finally, transitions from (i+1,1) to (i ,1) occur at rateµ(1−ψ(i )), corresponding to a service

completion without server de-activation. With π(i ,k) the stationary probability that the
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Markov process resides in state (i ,k), we have the balance equations

λπ(0,0) =µπ(1,1),

(λ+µ)π(1,1) = f (1)π(1,0)+µ(1−ψ(1))π(2,1),

(λ+ f (i ))π(i ,0)=λπ(i −1,0)+µψ(i )π(i +1,1), i ≥ 1,

(λ+µ)π(i ,1) =λπ(i −1,1)+ f (i )π(i ,0)+µ(1−ψ(i ))π(i +1,1), i ≥ 2.

This set of balance equations can be solved for several choices of f (·) and ψ(·). For

example, f (i ) = bi , with b > 1, and ψ(i ) = 1, i ≥ 0, yields a result similar to the result of

Theorem 2.3.2. Also, the result of Corollary 2.3.6 can be derived in this way.

The next theorem gives a class of functions for which the distribution of the total num-

ber of customers in the system in stationarity is negative binomial.

Theorem 2.3.7. Consider Scenario 2.3.2 withψ(i )= k/(k+i ), i ≥ 1, and f (i )=µi /(i+k−1),

i ≥ 0, with k ≥ 0, and exponentially distributed service times with mean 1/µ. Then

GL(r )=
(

1−ρ

1−ρr

)k+1

. (2.28)

Proof. It can be checked that

π(i ,0) =
(

i +k −1

i

)
(1−ρ)k+1ρi

and

π(i ,1) =
(

i +k −1

i −1

)
(1−ρ)k+1ρi

solve the set of balance equations and the normalization equation
∑

i , j π(i , j ) = 1. Thus

P{L = 0} =π(0,0) = (1−ρ)k+1 and for i ≥ 1,

P{L = i } = π(i ,0)+π(i ,1)=
(

i +k

i

)
(1−ρ)k+1ρi ,

which yields (2.28).

Note that the functions in Theorem 2.3.7 describe an M/M/1 queue if k = 0, as one

always has an immediate transition from (1,0) to (1,1) and there are no transitions from

(i ,1) to (k,0) for any k ≥ 0 if i ≥ 2.

Further, k = 1 leads to a special case of Theorem 2.3.3, because ψ(i ) = 1/(i +1), i ≥ 1,

the service times are exponentially distributed with mean 1/µ and the vacation discipline

of Example 2.3.2 is used with the vacation time distribution identical to the service time

distribution.

The results of Corollary 2.3.6 and Theorem 2.3.7 could also be derived using a proba-

bilistic approach. For the situation of Corollary 2.3.6 the number of customers at an ar-

bitrary epoch during a vacation period LI can be related to the customers in a network of

infinite-server queues with phase-type service requirement distributions.

For the situation of Theorem 2.3.7 the vacation model behaves as an M/M/1 queue

with k permanent customers and a Random-Order-of-Service (ROS) discipline. The ROS

discipline selects the next customer for service at random from those which were in the

queue just before the service completion, and excludes a permanent customer whose ser-

vice may just have been completed.
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2.4 Bounds

In Section 2.3 we obtained exact results for several choices of φ(·) and ψ(·). In this sec-

tion we derive bounds for the mean number of customers in the system and we establish

stochastic relations between systems with different activation schemes. These bounds and

stochastic relations will be used in the heavy-traffic analysis in Section 2.5.

2.4.1 Equal vacation distributions

In this subsection we consider the class of vacation disciplines of Scenario 2.3.1 as de-

scribed in Section 2.3.1. For this class we find the following lower bound.

Theorem 2.4.1. Consider Scenario 2.3.1 and let ψ(·) be a strictly decreasing convex func-

tion. Then

E{L} ≥ max
{
ψ−1

(1−ρ

E{X }

)
,
λ2β(2)

2(1−ρ)
+ρ

}
.

Proof. In stationarity, the mean number of activations per unit of time equals the mean

number of de-activations per unit of time, so that

P{ω= 1}
1

β
E{ψ(Z )} =

λ

E{X0}
P{ω= 0∧Lbegin = 0}+

λ

E{X }
P{ω= 0∧Lbegin > 0}, (2.29)

where ω denotes the random variable with the stationary distribution of the state of the

server, i.e.,

P{ω= j } = lim
t→∞

P{ω(t)= j |ω(0) = k},

and Z and Lbegin denote, as before, respectively the stationary number of customers in

the system right after service completions and at the start of a vacation period. Because

E{X0} ≥ E{X }, Z
d=L and P{ω= 1} = ρ, (2.29) gives

λE{ψ(L)} ≤
λ

E{X }
P{ω= 0} =

λ

E{X }
(1−ρ).

Further, it follows from Jensen’s inequality that, as ψ(·) is convex,

E{ψ(L)} ≥ψ(E{L}).

Since ψ(·) is decreasing we then get

E{L} ≥ψ−1
(1−ρ

E{X }

)
. (2.30)

Finally, the Fuhrmann-Cooper decomposition (2.7) implies

E{L} = E{LM/G/1}+E{LI } =
λ2β(2)

2(1−ρ)
+ρ+E{LI },

where E{LM/G/1} follows from the Pollaczek-Khinchin formula (2.6). Thus, since LI is non-

negative,

E{L} ≥
λ2β(2)

2(1−ρ)
+ρ. (2.31)
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Figure 2.1: Average total number of customers in the system for ψ(i ) = 0.8i and ρ ∈ [0,1).
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Figure 2.2: Average total number of customers in the system for ψ(i ) = (1/(i +1))0.8 and

ρ ∈ [0,1).

Combining (2.31) with (2.30) gives the desired result.

Another way to explain (2.31) is that the average number of customers in a queue with

vacations is at least the average number of customers in a queue without vacations, a stan-

dard M/G/1 queue.

In order to investigate how tight the bounds derived in Theorem 2.4.1 are, we consider

the case of exponentially distributed service times with mean 1. Further we assume the

vacation discipline of Example 2.3.2 with the vacation time distribution identical to the

service time distribution. By Theorem 2.3.7 we then find for ψ(i ) = 1/(i + 1) that E{L} =
2ρ/(1−ρ), while Theorem 2.4.1 gives E{L} ≥ ρ/(1−ρ). So in this case the bound is off by a

factor 2.

We performed several numerical experiments for other de-activation probabilities

ψ(·). Two typical results are given in Figures 2.1 and 2.2, which show simulation results

for the average number of customers in the system for ψ(i )= 0.8i and ψ(i ) = (1/(i +1))0.8,

respectively. We further added the two lower bounds derived in Theorem 2.4.1, the inverse



2.4 Bounds 29

function bound (2.30) and the bound that follows from the Fuhrmann-Cooper decompo-

sition (2.31). Note that we used a log-lin scale for graphical reasons.

For ψ(i )= 0.8i we see that the simulation results are close to (2.31) for values of ρ close

to 1, i.e., the bound in Theorem 2.4.1 seems rather tight in heavy traffic and the average

number of customers is close to the average number of customers in a standard M/G/1

queue. Further, for ψ(i ) = (1/(i + 1))0.8 the simulation results are close to the inverse

function bound (2.30) for values of ρ close to 1, i.e., the bound in Theorem 2.4.1 seems

rather tight in heavy traffic for this choice for ψ(·) as well. In Section 2.5 we will prove that

the bound in Theorem 2.4.1 is asymptotically exact in heavy traffic for the cases consid-

ered here, so that the order-of-magnitude of the stationary queue length is O(1/(1−ρ)) or

O(ψ−1(1−ρ)).

The next lemma presents a stochastic comparison result for two processes

{L(t),ω(t)}t≥0 and {L̂(t),ω̂(t)}t≥0 with de-activation probabilities ψ(·) and ψ̂(·), respec-

tively.

Lemma 2.4.2. For the vacation discipline described in Example 2.3.2, and assuming that

ψ̂(i )≥ψ(i ), i ≥ 0, L̂(0) = L(0) and ω̂(0) =ω(0) = 0, {L̂(t)}t≥0 ≥st {L(t)}t≥0.

Proof. This can be proved using a coupling ({L∗(t),ω∗(t)}t≥0, {L̂∗(t),ω̂∗(t)}t≥0) between

{L(t),ω(t)}t≥0 and {L̂(t),ω̂(t)}t≥0. That is, we can construct the sample path of the coupled

system recursively such that, marginally, this sample path obeys the same probabilistic

laws as the original process and we can prove that L̂∗(t)≥ L∗(t) for all t ≥ 0.

A detailed proof of this lemma can be found in Appendix 2.A and requires a careful

analysis of all possible scenarios that can occur. We give a sketch of the main ideas here.

In the sample path construction we make sure that (i) arrivals in both systems hap-

pen at the same time; (ii) the n-th service takes the same amount of time in both systems;

(iii) the n-th ‘wait time’, i.e., the time V described in Example 2.3.2, is equal in both sys-

tems; (iv) the system with de-activation probability ψ̂(·) always de-activates if the system

with de-activation probability ψ(·) de-activates, if the total numbers of customers in both

systems are equal and a service ends in both systems.

It is easily seen that it is possible to construct sample paths such that the marginal

paths obey the same probabilistic laws as the original processes in this way. Further, to see

that L̂∗(t) ≥ L∗(t) for all t ≥ 0, first note that, by assumption, L̂∗(0) = L∗(0) and the sample

paths are identical for the first period of time until the system with ψ̂(·) de-activates, while

the system with ψ(·) stays active. After that the system with ψ̂(·) trails the system with ψ(·)
until, possibly, at some time epoch the total time spent serving customers is equal again

in both systems.

The first time epoch, say t∗, at which the latter can happen is, by (ii) and (iii), always a

time epoch at which a ‘wait time’ ends in the system with ψ(·) and a service is completed

in the system with ψ̂(·) (these events happen at the exact same time by construction). If

the system with ψ̂(·) does not de-activate at t∗, or if the systems are empty, we see that

the sample paths will be identical again for some period of time. Further, if the systems

are not empty and the system with ψ̂(·) de-activates at t∗, we see that the system with

ψ̂(·) immediately starts trailing the system with ψ(·) again. In any case, following the same

reasoning as above, it follows that L̂∗(t) ≥ L∗(t) for all t ≥ 0.

Note that we only proved the result of Lemma 2.4.2 for the vacation discipline of Ex-

ample 2.3.2. For general vacation disciplines, which may depend on the arrival process,
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Lemma 2.4.2 does not always hold. It is for example not hard to see that Lemma 2.4.2 does

not hold for GX0(r ) = r 100, GX (r )= r , ψ(i ) = 0 for i ≥ 1 and ψ̂(i )= 0.1 for i ≥ 1.

Combining Lemma 2.4.2 and Theorem 2.4.1 leads to a lower bound for the mean num-

ber of customers in a system with de-activation probability ψ̂(·) if there exists a strictly

decreasing convex function ψ(·) such that ψ(i )≤ ψ̂(i ) for all i . We get

E{L̂} ≥ E{L} ≥ max
{
ψ−1

(1−ρ

E{X }

)
,
λ2β(2)

2(1−ρ)
+ρ

}
.

2.4.2 State-dependent vacation lengths

In this subsection we consider the vacation disciplines obeying Scenario 2.3.2. For this

class of vacation disciplines we find the following bounds.

Theorem 2.4.3. Consider Scenario 2.3.2 and ψ(i )= 1, i ≥ 0.

(i) If f (·) is a strictly increasing, unbounded and concave function, then

E{L} ≥
λ2β(2)

2(1−ρ)
+ρ+ f −1

( λ

1−ρ

)
. (2.32)

(ii) If f (·) is a strictly increasing convex function, then

E{L} ≤
λ2β(2)

2(1−ρ)
+ρ+ f −1

( λ

1−ρ

)
. (2.33)

Proof. In stationarity, the mean number of activations per unit of time equals the mean

number of de-activations per unit of time, i.e.,

P{ω= 1}
1

β
= E{ f (LI )}P{ω= 0}, (2.34)

where LI denotes the number of customers during a non-serving (vacation) period.

If f (·) is concave, it follows by Jensen’s inequality that

E{ f (LI )} ≤ f (E{LI }) .

Since f (·) is increasing, we thus get, as P{ω= 1} = ρ and P{ω= 0} = 1−ρ,

E{LI } ≥ f −1

(
λ

1−ρ

)
.

The Fuhrmann-Cooper decomposition (2.7) implies

E{L} =
λ2β(2)

2(1−ρ)
+ρ+E{LI },

yielding (2.32).

The bound in equation (2.33) follows by symmetry.



2.4 Bounds 31

0 0.2 0.4 0.6 0.8 1
10−2

10−1

100

101

102

103

ρ

T
o

ta
l

n
u

m
b

e
r

o
f

c
u

st
o

m
e

rs

Simulation result

Upper bound

Figure 2.3: Average total number of customers in the system for f (i ) = 1.25i −1 and ρ ∈
[0,1).
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Figure 2.4: Average total number of customers in the system for f (i )= i 0.8 and ρ ∈ [0,1).

Note that f (i ) = νi is both convex and concave. We thus find an exact result for this

activation function,

E{L} =
2λ+νλ2β(2)

2ν(1−ρ)
+ρ.

This also follows from the generating function, which we derived in Theorem 2.3.5.

In order to investigate how tight the bounds in Theorem 2.4.3 are for activation func-

tions other than f (i ) = νi , we performed several numerical experiments. Two typical re-

sults are displayed in Figures 2.3 and 2.4, showing for exponentially distributed service

times with mean one the average number of customers in the system for f (i ) = 1.25i −1

and f (i ) = i 0.8, respectively. For these activation functions we see that the simulated re-

sults are relatively close to their corresponding bounds for all values of ρ. In Section 2.5

we will prove that the bounds in Theorem 2.4.3 are in fact asymptotically sharp in heavy

traffic.

The next lemma presents a stochastic comparison result for two processes

{L(t),ω(t)}t≥0 and {L̂(t),ω̂(t)}t≥0 with activation rates f (·) and f̂ (·), respectively.
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Lemma 2.4.4. For Scenario 2.3.2, and assuming that f̂ (i )≤ f (i ), ψ(i )= 1, i ≥ 0, L̂(0) = L(0)

and ω̂(0) =ω(0) = 0, {L̂(t)}t≥0 ≥st {L(t)}t≥0.

Proof. The proof of this lemma proceeds along similar lines as the proof of Lemma 2.4.2,

i.e., it is based on a coupling ({L∗ (t),ω∗(t)}t≥0, {L̂∗(t),ω̂∗(t)}t≥0) between {L(t),ω(t)}t≥0 and

{L̂(t),ω̂(t)}t≥0.

In this sample path construction we make sure that (i) arrivals in both systems happen

at the same time; (ii) the n-th service takes the same amount of time in both systems; (iii)

the system with activation rate f (·) always activates if the system with activation rate f̂ (·)
activates, if the total numbers of customers in both systems are equal and both systems

are inactive.

Following a similar reasoning as in Lemma 2.4.2 it can be verified that L̂∗(t) ≥ L∗(t) for

all t ≥ 0 for this sample path construction. The complete proof of this lemma can be found

in Appendix 2.A.

Combining Lemma 2.4.4 and Theorem 2.4.3 leads to an upper bound for the mean

number of customers in a system with activation rate f̂ (·) if there exists a strictly increasing

convex function f (·) such that f (i )≤ f̂ (i ) for all i . We get

E{L̂} ≤ E{L} ≤
λ2β(2)

2(1−ρ)
+ρ+ f −1

( λ

1−ρ

)
.

Similarly we find a lower bound for the mean number of customers in a system if there

exists a strictly increasing unbounded concave function f (·) such that f (i )≥ f̂ (i ) for all i .

2.5 Heavy-traffic results

In this section we study the heavy-traffic behavior of the system. In particular, we derive

the stationary distribution of the scaled number of customers in the system in heavy traf-

fic, L/E{L} for ρ ↑ 1. More precisely, we let λ vary and study the system when λ approaches

1/β.

As an important side result, we obtain the limiting distribution of the stationary scaled

sojourn time, or delay, as ρ ↑ 1 as well. For this we consider the Laplace-Stieltjes transform

of S/E{S}, E{e−wS/E{S}}, with w ≥ 0. By virtue of the distributional form of Little’s law [60],

the PASTA property and a level crossings argument we know that

GL(r )= E{e−λ(1−r )S },

or equivalently, for E{L} ≥ w ,

E{e−wS/E{S}} =GL

(
1−

1

E{L}
w

)
= E

{(
1−

1

E{L}
w

)E{L} L
E{L}

}
.

Noting that E{L} →∞ as ρ ↑ 1 and using a generalized version of the continuous mapping

theorem, see e.g. [59], we then find as ρ ↑ 1

S/E{S}
d−→W if and only if L/E{L}

d−→W.

Here W denotes some non-negative random variable and
d−→ denotes convergence in dis-

tribution.
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Note that L and Xi in general depend on the value of ρ, which is not fixed in this sec-

tion. To emphasize this we will therefore write GL(r,ρ) for the generating function of L

and GXi
(r,ρ) for the generating function of Xi in this section. Similarly we write K (r,ρ)

and Y (r,ρ) for K (·) and Y (·) as defined in (2.10) and (2.11). Further, in order to analyze

the system in heavy traffic, we need to make some technical assumptions on the vaca-

tion distribution in heavy traffic. That is, in this section we will consider Scenario 2.5.1 as

described below and Scenario 2.3.2 with functions f (·) that grow monotonically to infinity.

Scenario 2.5.1. Xi
d=X >st 0 for all i ≥ 1 and either X0

d=X and P{X = 0} = 0 or X0 >st X and

P{X = 0} > 0. Further, E{X ∗
i

} = limρ↑1E{Xi } exists and is finite for all i ≥ 0, and

lim
ρ↑1

( ∂

∂ρ
GXi

(r,ρ)
∣∣∣
r=e−(1−ρ)u

)
= 0, (2.35)

for all i ≥ 0 and u ≥ 0.

The additional assumptions in Scenario 2.5.1, compared to Scenario 2.3.1, ensure that

the vacation discipline behaves nicely whenλ approaches 1/β, i.e., whenρ ↑ 1 the vacation

distribution for ρ is similar to the vacation distribution for ρ − ǫ for small ǫ, which is a

desirable property from both a practical and theoretical perspective.

One example of a vacation discipline that belongs to Scenario 2.5.1 is the prototypical

example of the back-off mechanism used in wireless networks described in Example 2.3.2.

For i ≥ 1 we get
∂

∂ρ
GXi

(r,ρ) =
1− r

β
Ṽ ′((1− r )ρ/β),

and thus (2.35) holds because E{V } < ∞. For i = 0 it can be checked in a similar way

that (2.35) holds.

Denote by Exp(ξ) a random variable having an exponential distribution with mean

1/ξ, and denote by Γ(α,ξ) a random variable having a gamma distribution with shape

parameter α and rate parameter ξ. Define RB = β(2)/(2β), the mean residual service time,

and υB = RB /β.

Theorem 2.5.1. Consider Scenario 2.5.1 and ψ(i )= ai with 0 ≤ a < 1, i ≥ 0. Then

(1−ρ)L
d−→ Exp(υ−1

B ) as ρ ↑ 1. (2.36)

Proof. Consider the Laplace-Stieltjes transform of (1−ρ)L, with u ≥ 0, and note that

E{e−(1−ρ)uL} =GL(e−(1−ρ)u ,ρ). (2.37)

We will now use Theorem 2.3.2 to prove (2.36). For this define h(ρ) = e−(1−ρ)u and note

that then,
Y (h(ρ),ρ)

Y (1,ρ)
=

(1−ρ)B̃ (ρ(1−h(ρ))/β)(1−GX (h(ρ),ρ))

E{X }(B̃ (ρ(1−h(ρ))/β)−h(ρ))
. (2.38)

Applying l’Hôpital’s rule twice,

lim
ρ↑1

Y (h(ρ),ρ)

Y (1,ρ)
=

1

1+υB h′(1)

(
1+ lim

ρ↑1

( 1

h′(ρ)E{X }

∂

∂ρ
GX (r,ρ)

∣∣∣
r=h(ρ)

))
. (2.39)
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By continuity of Y (·),

lim
ρ↑1

Y (ai h(ρ),ρ) = Y (ai ,1),

for i ≥ 1. From Theorem 2.3.2 we then find for X0
d=X that

lim
ρ↑1

GL(h(ρ),ρ) =
1

1+υB h′(1)
=

1

1+υB u
,

which, by Lévy’s continuity theorem, gives (2.36) in case X0
d=X .

We also find

lim
ρ↑1

(GX (h(ρ),ρ)−GX0 (h(ρ),ρ)

1−GX (h(ρ),ρ)

)

= lim
ρ↑1

( ∂
∂ρGX (r,ρ)+h′(ρ)E{X }− ∂

∂ρGX0(r,ρ)−h′(ρ)E{X0}

− ∂
∂ρGX (r,ρ)−h′(ρ)E{X }

∣∣∣
r=h(ρ)

)

=
E{X0}−E{X }

E{X }
=

K (1,ρ)

Y (1,ρ)
,

and, for i ≥ 1,

lim
ρ↑1

GX (ai h(ρ),ρ)−GX0 (ai h(ρ),ρ)

1−GX (ai h(ρ),ρ)
=

GX (ai ,1)−GX0 (ai ,1)

1−GX (ai ,1)
.

Further, from Theorem 2.3.2 we find, for X0 >st X ,

GL(h(ρ),ρ) =
Y (h(ρ),ρ)

Y (1,ρ)

∑∞
j=0

GX (a j h(ρ),ρ)−GX0
(a j h(ρ),ρ)

1−GX (a j h(ρ),ρ)

∏ j

i=1
Y (ai h(ρ),ρ)

∑∞
j=0

GX (a j ,ρ)−GX0
(a j ,ρ)

1−GX (a j ,ρ)

∏ j

i=1
Y (ai ,ρ)

,

as

K (r,ρ) = Y (r,ρ)
GX (r,ρ)−GX0 (r,ρ)

1−GX (r,ρ)
.

We thus obtain

lim
ρ↑1

GL(h(ρ),ρ) =
1

1+h′(1)υB
=

1

1+uυB
,

which proves (2.36).

It is striking that the result in Theorem 2.5.1 is independent of the precise assumption

on when the server returns from a vacation. In fact, the behavior is similar to the heavy-

traffic behavior of a standard M/G/1 queue without vacations [66].

Remember that in this chapter we assume β(2) <∞. This assumption is needed in the

proof of Theorem 2.5.1, but not in the proof of Theorem 2.3.2. If the service time distri-

bution has a tail behavior like t−k with 1 < k ≤ 2, i.e., the service time has finite mean and

infinite variance, we can prove along similar lines as the proof of Theorem 2.5.1 that then

the heavy-traffic behavior is similar to that of a standard M/G/1 queue without vacations

as well [25].

If the server de-activates less frequently than in Theorem 2.5.1, then one would expect

the same result as in Theorem 2.5.1. The next theorem proves this result for the vacation

discipline of Example 2.3.2. Furthermore, we will prove a similar result for vacation disci-

plines in Scenario 2.3.2 with an aggressive activation function f (·).
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Theorem 2.5.2. For the vacation discipline described in Example 2.3.2 and ψ(i ) ≤ ai with

a ∈ [0,1), i ≥ 0, and for Scenario 2.3.2 with ψ(i ) = 1, i ≥ 0, and f (·) a strictly increasing

continuous and convex function with limi→∞ i−1 f −1(i )= 0,

(1−ρ)L
d−→ Exp(υ−1

B ) as ρ ↑ 1. (2.40)

Proof. First assume the vacation discipline of Example 2.3.2 is used with ψ(i ) ≤ ai , a ∈
[0,1). By Lemma 2.4.2 we have L ≤st Lai , where Lai denotes a random variable with the

stationary distribution of the number of customers in the system with ψ(i ) = ai for all i .

Further, L ≥st LM/G/1. The result now follows from Theorem 2.5.1.

Now assume Scenario 2.3.2 with ψ(i ) = 1, i ≥ 0, and f (·) a strictly increasing continu-

ous and convex function with limi→∞ i−1 f −1(i )= 0. From (2.33) we get, because

lim
i→∞

i−1 f −1(i )= 0

and

lim
ρ↑1

(1−ρ)E{L} ≤ υB . (2.41)

Now consider the random variable W = (1−ρ)(L−LM/G/1) and note that W is nonnegative

because L ≥st LM/G/1 and ρ < 1. Therefore,

E{|W |} = E{W } = E{(1−ρ)L}−E{(1−ρ)LM/G/1}.

As

lim
ρ↑1

(1−ρ)E{LM/G/1} = υB ,

we find from (2.41) that E{|W |} = 0, hence W converges in mean to 0. Using Slutsky’s the-

orem we then get

(1−ρ)L =W + (1−ρ)LM/G/1
d−→ Exp(υ−1

B ) as ρ ↑ 1,

which completes the proof.

Even though the results of Theorem 2.5.2 only hold in heavy traffic when ρ ↑ 1, the

regime that we are interested in, they can be useful for more moderate values of ρ. Con-

sider for example the case ψ(i ) = ai , exponentially distributed service times with mean 1

and the vacation discipline of Example 2.3.2 with the vacation time distribution identical

to the service time distribution. Define the relative error as

∆=
L̂HT

L̂sim

−1, (2.42)

with L̂HT = 1/(1−ρ) the expected number of customers in the system according to the

heavy-traffic approximation and L̂sim the average number of customers in the system in

a simulation. Table 2.1 presents ∆ for various values of a and ρ. From these results we

see that the heavy-traffic approximation works well for large values of ρ when a is small

enough. For larger values of a this is not the case and the heavy-traffic results should then

be used with care.

Next we consider vacation disciplines that are less aggressive. First we will consider

Scenario 2.5.1 with ψ(·) inversely proportional to the queue length and Scenario 2.3.2 with

a linear activation rate f (·). For these cases we will show that the heavy-traffic behavior

does depend on the vacation scenario.
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a\ρ 0.8 0.9 0.95 0.99

0.25 0.0012 -0.0209 -0.0120 0.0020

0.35 -0.0371 -0.0323 -0.0287 0.0049

0.45 -0.0774 -0.0592 -0.0510 0.0378

0.55 -0.1465 -0.1148 -0.0645 0.0200

0.65 -0.2367 -0.1821 -0.1227 -0.0117

0.75 -0.3703 -0.3051 -0.2051 -0.0732

0.85 -0.5576 -0.4877 -0.3740 -0.1400

0.95 -0.8306 -0.7929 -0.7118 -0.3534

Table 2.1: Relative error for ψ(i ) = ai for different values of a and ρ.

Theorem 2.5.3. Consider Scenario 2.5.1 and ψ(i )= 1/(i +1), i ≥ 0. Then

(1−ρ)L
d−→Γ(1+E{X ∗}υ−1

B ,υ−1
B ) as ρ ↑ 1. (2.43)

Similarly, for Scenario 2.3.2 with ψ(i )= 1 and f (i )= νi , i ≥ 0,

(1−ρ)L
d−→ Γ(1+1/(νRB ),υ−1

B ) as ρ ↑ 1. (2.44)

Proof. The proof for Scenario 2.5.1 proceeds along similar lines as the proof of Theo-

rem 2.5.1. We consider the Laplace-Stieltjes transform of (1−ρ)L, E{e−(1−ρ)uL}, with u ≥ 0,

and use (2.37) and Theorem 2.3.3 to prove (2.43). For this define h(ρ) = e−(1−ρ)u and note

that

lim
ρ↑1

∫1

h(ρ)

Y (x,ρ)

x
dx = lim

ρ↑1

∫1

h(ρ)

B̃ (λ(1− x))(1−GX (x,ρ))

x(B̃(λ(1− x))− x)
dx

= lim
ρ↑1

∫1−h(ρ)

0

B̃(λs)(1−GX (1− s,ρ))

(1− s)(B̃(λs)−1+ s)
ds.

Using Taylor expansion and noting that s =O(1−ρ) as ρ ↑ 1 in the integration domain,

∫1

h(ρ)

Y (x,ρ)

x
dx =

E{X ∗}

1−ρ

∫1−h(ρ)

0

( 1

1+ ρ2υB s
1−ρ

+O(1−ρ)
)
ds

=
E{X ∗}

1−ρ

( 1−ρ

ρ2υB
log

(
1+

ρ2υB (1−h(ρ))

1−ρ

)
+O((1−ρ)2)

)
.

Hence

lim
ρ↑1

exp
(
−

∫1

h(ρ)

Y (x,ρ)

x
dx

)
=

(
1+uυB

)−E{X ∗}/υB
.

We now find for X0
d=X , using (2.39) and Theorem 2.3.3, that

lim
ρ↑1

GL(h(ρ),ρ) =
( 1

1+uυB

)1+E{X ∗}/υB
, (2.45)

which, by Lévy’s continuity theorem, gives (2.43) in case X0
d=X .
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For X0 >st X , using (2.13) and (2.22),

P{L = 0}K (h(ρ),ρ) =
GLM/G/1 (h(ρ),ρ)

(
E{X0}GX res

0
(h(ρ),ρ)−E{X }GX res (h(ρ),ρ)

)

E{X0}−E{X }+ E{X }
1−ρ

∫1
0 C (x,ρ)dx

(2.46)

with

C (x,ρ) =GLM/G/1 (x)
(
E{X0}GX res

0
(x,ρ)−E{X }GX res (x,ρ)

)
eα(x,ρ).

Thus limρ↑1P{L = 0}K (h(ρ),ρ) = 0, as C (x,ρ) > 0.

Similarly,

lim
ρ↑1

1

1−ρ

∫h(ρ)
0 C (x,ρ)dx

E{X0}−E{X }+ E{X }
1−ρ

∫1
0 C (x,ρ)dx

=
1

E{X }
.

Hence by Theorem 2.3.3 and (2.45) we find for X0 >st X that

lim
ρ↑1

GL(h(ρ),ρ) =
( 1

1+uυB

)1+υBE{X ∗}

as well, which proves (2.43).

For Scenario 2.3.2 with ψ(i )= 1 and f (i )= νi , i ≥ 0, note that

∫1

h(ρ)

−λ(1− x)

ν(B̃ (λ(1− x))− x)
dx =

−λ
ν

∫1−h(ρ)

0

s

B̃ (λs)−1+ s
ds.

Using Taylor expansion gives

∫1

h(ρ)

−λ(1− x)

ν(B̃(λ(1− x))− x)
dx =

−λ
ν

∫1−h(ρ)

0

( s

−ρs +ρ2υB s2 + s
+O(1)

)
ds

=
−ρ

ν(1−ρ)β

∫1−h(ρ)

0

( 1

1+ ρ2υB s
1−ρ

+O(1−ρ)
)
ds

=
−ρ

ν(1−ρ)β

( 1−ρ

ρ2υB
log

(
1+

ρ2υB (1−h(ρ))

1−ρ

)
+O((1−ρ)2)

)
.

Thus,

lim
ρ↑1

∫1

h(ρ)
exp

( −λ(1− x)

ν(B̃ (λ(1− x))− x)
dx

)
= (1+uυB )−1/(νRB ),

which, using Theorem 2.3.5 and Lévy’s continuity theorem, gives (2.44).

Instead of using the result in Theorem 2.5.1 one could also use the differential equa-

tions (2.23) and (2.24) to prove Theorem 2.5.3 directly.

Note that, for any value of ρ, the result in Theorem 2.5.3 is in fact exact for the case

considered in Theorem 2.3.7 and exact in the first moment for the case considered in The-

orem 2.3.6.

We thus see that the heavy-traffic behavior of L does depend on the specific parameters

if the vacation disciplines of Theorem 2.5.3 are used. We further see that the number of

customers still scales like 1−ρ in heavy traffic, i.e., (1−ρ)L converges to a random variable.

This is not the case anymore for vacation disciplines that are even less aggressive as the

next theorem states.
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Theorem 2.5.4. For the vacation discipline described in Example 2.3.2 and ψ(i )= 1/(i+1)α

withα ∈ (0,1), i ≥ 0, and for Scenario 2.3.2 withψ(i ) = 1 and f (i )= νiα withα ∈ (0,1), i ≥ 0,

L

E{L}

d−→ 1 as ρ ↑ 1. (2.47)

In particular, for the vacation discipline described in Example 2.3.2,

lim
ρ↑1

(1−ρ)1/αE{L} = E{X ∗}1/α,

and for Scenario 2.3.2,

lim
ρ↑1

(1−ρ)1/α
E{L} =β−1/αν−1/α.

We thus see for the vacation discipline described in Example 2.3.2 with the vacation

probability inversely proportional to the queue length raised to the power α, α ∈ (0,1),

and for Scenario 2.3.2 with a linear activation rate raised to the power α, α ∈ (0,1), that

(1−ρ)L diverges. In fact, we see that for these vacation disciplines the number of cus-

tomers in the system scales like (1−ρ)1/α in heavy traffic. We further see that, using this

appropriate heavy-traffic scaling, the scaled number of users in the system in heavy traffic

has a degenerate distribution.

In order to prove Theorem 2.5.4 we first introduce some additional notation. For any

function g : [0,∞) 7→ [0,∞) define, for a < 1, b > 1 and x ∈ [0,∞),

γa,b(x) =
(b −1)g (ax)+ (1−a)g (bx)

(b −a)g (x)
.

Further define

κa,b = 1− sup
x

γa,b(x),

and

χa,b = 1− inf
x
γa,b(x).

The proof of Theorem 2.5.4 is based on the following proposition.

Proposition 2.5.5. Assume g (·) is concave and κa,b > 0 for any a < 1 and b > 1, or g (·) is

convex and χa,b < 0 for any a < 1 and b > 1. If

lim
ρ↑1

E{g (W )}

g (E{W })
= 1

then
W

E{W }

d−→ 1 as ρ ↑ 1.

It is possible that a proof of Proposition 2.5.5 is available in the literature, but for com-

pleteness a self-contained proof is provided in Appendix 2.A.

Having established Proposition 2.5.5, we can now prove Theorem 2.5.4.

Proof. (of Theorem 2.5.4) For the vacation discipline described in Example 2.3.2 and

ψ(i ) = 1/(i +1)α with α∈ (0,1), i ≥ 0, we know from Theorem 2.4.1 that

E{L} ≥ψ−1
(1−ρ

E{X }

)
,
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or, as ψ−1(i )= i−1/α−1,

lim
ρ↑1

(1−ρ)1/αE{X }−1/αE{L} ≥ 1. (2.48)

Now consider the system with ψ̂(i ) = 1 for i ≤ ⌈ψ−1(ζ)⌉ and ψ̂(i ) = ζ for i > ⌈ψ−1(ζ)⌉,
where ζ > 0 and, for stability, ζ< (1−ρ)/E{X }. Thus, by construction, ψ̂(i ) ≥ψ(i ) for all i .

Further assume that this system uses a vacation discipline similar to that of Example 2.3.2,

but with a slight modification; the server only activates if at least ⌈ψ−1 (ζ)⌉+1 customers are

present in the system, instead of at least 1. That is, we have ⌈ψ−1(ζ)⌉permanent customers.

It follows immediately from Lemma 2.4.2 that L̂ ≥st L. Further, using (2.8) we find

GL̂(r )=
P{L̂ = ⌈ψ−1(ζ)⌉}B̃(λ(1− r ))(GX (r )−GX0(r ))

B̃(λ(1− r ))− r − (1−GX (r ))ζ
r ⌈ψ−1(ζ)⌉ (2.49)

with

P{L̂ = ⌈ψ−1(ζ)⌉} =
(1−ρ−ζλE{V })(1− Ṽ (λ))

λE{V }Ṽ (λ)
.

Now take ζ= (1−ρ)(1−δ)
E{X }

, δ> 0, and note that from (2.49)

E{L̂} = ⌈ψ−1(
(1−ρ)(1−δ)

E{X }
)⌉+C (ρ),

with limρ↑1 C (ρ)(1−ρ) <∞. Using that ψ−1(i )= i−1/α−1, we get

(1−ρ)1/αE{X }−1/αE{L̂} ≤ (1−δ)−1/α+ (1−ρ)1/αE{X }−1/αC (ρ),

and, hence, as 0 <α< 1,

lim
ρ↑1

(1−ρ)1/αE{X }−1/αE{L̂} ≤ lim
ρ↑1

(1−δ)−1/α+ (1−ρ)1/αE{X }−1/αC (ρ) ≤ (1−δ)−1/α,

for any δ> 0. Thus, as L̂ ≥st L, we find

lim
ρ↑1

(1−ρ)1/αE{X }−1/αE{L} ≤ 1.

Therefore, using equation (2.48),

lim
ρ↑1

(1−ρ)1/α
E{X }−1/α

E{L} = 1, (2.50)

or

lim
ρ↑1

ψ(E{L})

1−ρ
=

1

E{X }
. (2.51)

From (2.29) we find

E{ψ(L)} =
1

E{X }
(1−ρ−P{L = 0}),

and hence, because P{L = 0}/(1−ρ) → 0 as ρ ↑ 1 by using Lemma 2.4.2 and an argument

similar to (2.46),

lim
ρ↑1

E{ψ(L)}

1−ρ
=

1

E{X }
.
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Combining this with (2.51) we find

lim
ρ↑1

E{ψ(L)}

ψ(E{L})
= 1.

Further, because ψ(·) is strictly convex,

γa,b(x) =
(b −1)(1+ax)−α+ (1−a)(1+bx)−α

(b −a)(1+ x)−α

=
b −1

b −a

(1+ax

1+ x

)−α
+

1−a

b −a

(1+bx

1+ x

)−α

>
( b −1

b −a

1+ax

1+ x
+

1−a

b −a

1+bx

1+ x

)−α
= 1,

and the statement for the vacation discipline described in Example 2.3.2 follows from

Proposition 2.5.5.

The proof for Scenario 2.3.2 with ψ(i ) = 1 and f (·) = νiα with α ∈ (0,1), i ≥ 0, proceeds

along similar lines. First, using Theorem 2.4.3 we know

E{L} ≥
λ2β(2)

2(1−ρ)
+ρ+ f −1

( λ

1−ρ

)
,

or, as f −1(i )= (i /ν)1/α,

lim
ρ↑1

(1−ρ)1/αβ1/αν1/αE{L} ≥ 1. (2.52)

Now consider the system with f̂ (i ) = 0 for i ≤ ⌈ f −1(ζ)⌉ and f̂ (i ) = ζ for i > ⌈ f −1(ζ)⌉.
where ζ > 0 and, for stability, ζ > ρ

(1−ρ)β . Thus, by construction, f̂ (i ) ≤ f (i ) for all i ≥ 0.

Further take ψ̂(i )= 1 for all i ≥ 0. We know from Lemma 2.4.4 that L̂ ≥st L.

We can find the generating function of L̂ using (2.8). We can also find this generating

function by noting that this system behaves as an M/G/1 queue with ⌈ f −1(ζ)⌉ permanent

customers and service requirement B +Exp(ζ), i.e., the time required to serve a customer

is the sum of the vacation time and the service time.

Now take ζ= ρ
(1−ρ)(1−δ)β , δ> 0, which gives

E{L̂} =
⌈

f −1
( ρ

(1−ρ)(1−δ)β

)⌉
+C (ρ),

with limρ↑1 C (ρ)(1−ρ) <∞. We then find in a similar way as before that

lim
ρ↑1

(1−ρ)1/αβ1/αν1/αE{L} ≤ 1,

and hence, using (2.52),

lim
ρ↑1

(1−ρ)1/αβ1/αν1/αE{L} = 1.

Noting that LM/G/1/E{L}
d−→ 0 as ρ ↑ 1 we thus find, using the Fuhrmann-Cooper decom-

position (2.7),

lim
ρ↑1

(1−ρ) f (E{LI }) =
1

β
.
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α\ρ 0.8 0.9 0.95 0.99

0.35 -0.1378 -0.0058 0.0073 0.0068

0.45 -0.2388 -0.0883 -0.0430 0.0088

0.55 -0.3153 -0.1986 -0.1160 0.0274

0.65 -0.3801 -0.2778 -0.1941 -0.0601

0.75 -0.4269 -0.3557 -0.3113 -0.1563

0.85 -0.4596 -0.4241 -0.3924 -0.3253

0.95 -0.4863 -0.4795 -0.4640 -0.4416

Table 2.2: Relative error for ψ(i )= 1/(i +1)α for different values of α and ρ.

Further, from (2.34) we find

lim
ρ↑1

(1−ρ)E{ f (LI )} =
1

β
,

so that

lim
ρ↑1

E{ f (LI )}

ψ(E{LI })
= 1. (2.53)

Finally, because f (·) is strictly concave,

γa,b(x) =
(b −1)aα+ (1−a)bα

b −a
<

( b −1

b −a
a +

1−a

b −a
b
)α

= 1,

and we find (2.47) by invoking (2.53) and Proposition 2.5.5.

The proof of Theorem 2.5.4 can be simplified if we assume E{B3} <∞ and E{X 3
i

} <∞
for all i ≥ 0. In that case we can find E{L2} along similar lines as we found E{L} in the

proof of Theorem 2.5.4. It then follows that limρ↑1E{L2}/E{L}2 = 1 in this case, so that the

assertion in Theorem 2.5.4 follows from Chebyshev’s inequality.

Even though the results in Theorem 2.5.4 were derived to demonstrate the trichotomy

in heavy traffic, it is interesting to see when the results can be used as an approximation

for systems that are not in heavy traffic. For this consider exponentially distributed ser-

vice times with mean 1 and the vacation discipline of Example 2.3.2 with the vacation

time distribution identical to the service time distribution. The relative error (2.42) for

ψ(i ) = 1/(i +1)α is given in Table 2.2 for different values of α and ρ. From these results we

again see that the heavy-traffic approximation works well for large values of ρ when the

activation scheme is ‘far away’ from the intermediate case considered in Theorem 2.5.3,

i.e., when α is small enough. The accuracy degrades when the activation scheme is ‘closer’

to the intermediate case, i.e., when α is close to 1.

2.6 Concluding remarks

In this chapter we have obtained results for queues with random back-offs. Such ran-

dom back-offs can be modeled by rates f (·) of activating during a back-off period and by

the probability ψ(·) of initiating a back-off period after a service completion. For various

choices of f (·) and ψ(·), and under some additional assumptions, we have obtained exact

expressions for the distribution of the number of customers in the system in Section 2.3

and bounds for the mean stationary number of customers in the system in Section 2.4.
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These results were employed to derive heavy-traffic limit theorems in Section 2.5, which

showed the existence of a clear trichotomy, which can be best explained through the func-

tion ψ(·), taking the vacation time independent of the queue length. Clearly, in order for

the system to be stable when ρ ↑ 1, ψ(·) should eventually, as the number of customers

increases, go to zero. This condition is also sufficient, see Lemma 2.3.1. Roughly speaking

(for details and further assumptions see Section 2.5), the queueing system with back-offs

can display three modes of operation, depending on the asymptotic decay rate of ψ(·).

These three modes can be understood as follows:

(i) When ψ(·) decays faster than 1/(i + 1), for instance ψ(i ) = O(ai ) with a ∈ (0,1), it

is shown that the heavy-traffic behavior of the system is as if the back-off periods do not

exist. The intuition is that when ρ ↑ 1, the system spends most of the time in states of large

queue lengths in which the probability of initiating a back-off becomes negligible. Indeed,

in Theorem 2.5.1 it is shown that for ψ(i ) = ai with a ∈ (0,1) the heavy-traffic behavior of

the system is the same as that of an M/G/1 system without back-offs.

(ii) When ψ(·) decays slower than 1/(i + 1), for instance for ψ(i ) = O((i + 1)−a) with

a ∈ (0,1), it is shown that the heavy-traffic behavior of the system is completely determined

by the back-off probability ψ(·). Theorem 2.5.4 says that for ψ(i ) = 1/(i + 1)a with a ∈
(0,1) the mean number of customers is O((1−ρ)−1/a ), while the stationary distribution of

the number of customers is degenerate and thus strongly concentrated around its mean.

Hence, for systems with such back-off probabilities, the heavy-traffic behavior is entirely

different from that of systems without back-offs (the M/G/1 system in this case).

(iii) The case ψ(i ) = 1/(i +1) represents a balanced regime, in which the heavy-traffic

behavior is influenced by both the back-off probability ψ(·) and the heavy-traffic behav-

ior of the corresponding system without back-offs. The number of customers L is of the

order O((1−ρ)−1), and the more detailed information in Theorem 2.5.3 reveals a gamma

distribution whose parameters depend on the arrival rate, service time distribution, and

the back-off function.

We thus see that aggressive activation schemes (mode (i)) have a much better delay

performance than cautious activation schemes (mode (ii)) for the single-node system,

which explains the poor delay performance of throughput-optimal CSMA algorithms that

use cautious activation schemes to guarantee throughput-optimality in arbitrary topolo-

gies, see Sections 1.3.2 and 1.4. Another relevant observation that follows from the analysis

is that the order of magnitude of the number of customers in the system L in heavy traffic

is independent of the vacation and service time distribution in all three modes.

The revealed trichotomy for the single-node system provides some important insights

for the wireless networks equipped with queue-based CSMA algorithms, because the

single-node system provides a best-case scenario for networks with multiple nodes. To see

this, consider a network that is in heavy traffic because the aggregated traffic intensity in

some clique, a set of nodes of which at most one can be active at the same time, tends to 1.

The total number of customers in this clique behaves like the number of customers in the

corresponding single-node system with two modifications. First, the probability to go into

back-off is based on a subset of all customers. Hence the network will be in back-off more

often if ψ(·) is decreasing and the total number of customers in both systems were equal.

Second, the length of the vacation period is the minimum over the back-off lengths of all

non-blocked nodes, which might change during the vacation period. We thus see that the

vacation length is at least equal to the minimum back-off length of a node in the clique

assuming none of the nodes is prevented from activating. Hence, taking this minimum as
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the actual vacation length in the corresponding single-node system, we see that vacations

in the network always take at least as long as in the single-node system. As both modifi-

cations intuitively have a negative impact on the delay performance, it seems reasonable

to assume that the total number of customers in the network is at best equal to the total

number of customers in the corresponding single-node system.

This assertion will be confirmed in Chapter 3, where we generalize the lower bounds

for the mean stationary number of customers in the system derived in Section 2.4 to net-

works with multiple nodes, which yields similar lower bounds. However, while the lower

bounds for the single-node system are asymptotically sharp, those lower bounds for net-

work with multiple nodes are not asymptotically sharp for arbitrary topologies.

2.A Auxiliary results and remaining proofs

This appendix contains a few technical lemmas and some proofs that have been relegated

from the main text. To make this appendix self-contained we restate some results from the

main text.

Lemma 2.A.1. (i) If X0
d=X , then

∞∏

i=0

Y (ai r ),

with 0 ≤ a < 1, converges for all r ∈ [0,1].

(ii) If X0 >st X , then
∞∑

j=0

K (a j r )
j−1∏

i=0

Y (ai r ),

with 0 ≤ a < 1, converges for all r ∈ [0,1].

Proof. To prove case (i) first note that this infinite product converges if and only if

∞∑

i=0

(Y (ai r )−1)

converges. To prove convergence of this infinite series we will use the ratio test

(d’Alembert’s criterion). We have, with h(r ) = B̃(λ(1− r )) and k(r ) = B̃(λ(1− r ))GX (r ),

lim
i→∞

∣∣∣∣
Y (ai+1r )−1

Y (ai r )−1

∣∣∣∣= lim
i→∞

(−ai r +h(ai r ))(ai+1r −k(ai+1r ))

(−ai+1r +h(ai+1r ))(ai r −k(ai r ))
= lim

i→∞

ai+1r −k(ai+1r )

ai r −k(ai r )
.

By l’Hôpital’s rule,

lim
i→∞

ai+1r −k(ai+1r )

ai r −k(ai r )
= lim

i→∞
a

1+λGX (ai+1r )B̃ ′(λ(1−ai+1r ))− B̃(λ(1−ai+1r ))G ′
X

(ai+1r )

1+λGX (ai r )B̃ ′(λ(1−ai r ))− B̃(λ(1−ai r ))G ′
X

(ai+1r )
.

We thus find

lim
i→∞

∣∣∣∣
Y (ai+1r )−1

Y (ai r )−1

∣∣∣∣= a < 1,

proving case (i).
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For case (ii) note that

lim
n→∞

K (an+1r )
∏n

i=0 Y (ai r )

K (anr )
∏n−1

i=0
Y (ai r )

= Y (0) < 1,

for all r as 0≤ a < 1. Thus, by the ratio test, the series in case (ii) converges.

Lemma 2.4.2. For the vacation discipline described in Example 2.3.2, and assuming that

ψ̂(i )≥ψ(i ), i ≥ 0, L̂(0) = L(0) and ω̂(0) =ω(0) = 0, {L̂(t)}t≥0 ≥st {L(t)}t≥0.

Proof. To prove this lemma we will construct a coupling ({L∗ (t),ω∗(t)}t≥0, {L̂∗(t),ω̂∗(t)}t≥0)

between {L(t),ω(t)}t≥0 and {L̂(t),ω̂(t)}t≥0 such that L̂∗(t) ≥ L∗(t) for all t ≥ 0. The result

then follows.

Let A, B and V be (infinite) vectors of realizations of independent random variables,

where Ai is exponentially distributed with parameter λ, Bi is generally distributed with

distribution function FB (·) and Vi is generally distributed with distribution function FV (·).

Further let NV (t) and NB (t) be the total number of activations and service completions

of the process belonging to ψ(·). Similarly, let N̂V (t) and N̂B (t) be the total number of

activations and service completions of the process belonging to ψ̂(·). We will construct

a coupling such that L̂∗(t) = L∗(t) and ω̂∗(t) ≤ ω∗(t) or L̂∗(t) > L∗(t), N̂∗
V

(t) ≥ N∗
V

(t) and

N̂∗
B (t) ≤ N∗

B (t), for all t ≥ 0.

Denote by R(t) the remaining time until an activation or service completion in the

process belonging to ψ(·) at time t and, similarly, denote by R̂(t) the remaining time until

an activation or service completion in the process belonging to ψ̂(·). We make arrivals

occur simultaneously in both processes and denote by J (t) the remaining time until an

arrival. Initially set R(τ0) = R̂(τ0) =V1 and J (τ0) = A1.

Define the jump epochs 0 ≡ τ0 < τ1 < . . . . The jump epochs and the coupling are con-

structed recursively and we inductively prove the statement in the construction of this

coupling. First take L∗(τ0) = L(τ0), ω∗(τ0) = ω(τ0), L̂∗(τ0) = L̂(τ0) and ω̂∗(τ0) = ω̂(τ0) and

note that L̂∗(τ0) = L∗(τ0) and ω̂∗(τ0) = ω∗(τ0) by assumption. Also, N̂∗
V (τ0) = N∗

V (τ0) =
N̂∗

B (τ0) = N∗
B (τ0)= 0.

Now assume L̂∗(τi ) = L∗(τi ) and ω̂∗(τi ) ≤ ω∗(τi ) or L̂∗(τi ) > L∗(τi ), N̂∗
V (τi ) ≥ N∗

V (τi )

and N̂∗
B (τi ) ≤ N∗

B (τi ) for some i ∈ N0. Set τi+1 = τi +min{R(τi ), R̂(τi ), J (τi )} and L∗(t) =
L∗(τi ), L̂∗(t) = L̂∗(τi ), ω∗(t) = ω∗(τi ), ω̂∗(t) = ω̂∗(τi ), N∗

V (t) = N∗
V (τi ), N̂∗

V (t) = N̂∗
V (τi ),

N∗
B (t) = N∗

B (τi ) and N̂∗
B (t) = N̂∗

B (τi ) for all t ∈ (τi ,τi+1). So, by the induction hypothesis,

L̂∗(t) = L∗(t) and ω̂∗(t) ≤ ω∗(t) or L̂∗(t) > L∗(t), N̂∗
V

(t) ≥ N∗
V

(t) and N̂∗
B

(t) ≤ N∗
B

(t) for all

τi ≤ t < τi+1. To define the values at time τi+1 we distinguish nine cases.

Case 1: J (τi ) = min{R(τi ), R̂(τi ), J (τi )}. Set L∗(τi+1) = L∗(τi )+1, L̂∗(τi+1) = L̂∗(τi )+1,

ω∗(τi+1) = ω∗(τi ), ω̂∗(τi+1) = ω̂∗(τi ), N∗
V (τi+1) = N∗

V (τi ), N̂∗
V (τi+1) = N̂∗

V (τi ), N∗
B (τi+1) =

N∗
B (τi ) and N̂∗

B (τi+1) = N̂∗
B (τi ). Further set R(τi+1) = R(τi )− τi+1 + τi , R̂(τi+1) = R̂(τi )−

τi+1 +τi and J (τi+1) = Ai+1.

Case 2: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) = R̂(τi ) and ω∗(τi ) = ω̂∗(τi ) = 0.

Set L∗(τi+1) = L∗(τi ), L̂∗(τi+1) = L̂∗(τi ), ω∗(τi+1) = 1{L∗(τi )>0}, ω̂∗(τi+1) = 1{L̂∗(τi )>0},

N∗
V (τi+1) = N∗

V (τi ) + 1, N̂∗
V (τi+1) = N̂∗

V (τi ) + 1, N∗
B (τi+1) = N∗

B (τi ) and N̂∗
B (τi+1) =

N̂∗
B (τi ). Further set R(τi+1) = BN∗

B
(τi+1)+1ω

∗(τi+1) +VN∗
V

(τi+1)+1(1 −ω∗(τi+1)), R̂(τi+1) =
BN̂∗

B
(τi+1)+1ω̂

∗(τi+1)+VN̂∗
V

(τi+1)+1(1− ω̂∗(τi+1)) and J (τi+1) = J (τi )−τi+1 +τi .

Case 3: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) = R̂(τi ) and ω∗(τi ) = ω̂∗(τi ) = 1. Let

Ui be a realization of a random variable that is uniformly distributed in [0,1]. Now



2.A Auxiliary results and remaining proofs 45

set L∗(τi+1) = L∗(τi ) − 1, L̂∗(τi+1) = L̂∗(τi ) − 1, ω∗(τi+1) = 1{ψ(L∗(τi+1))<Ui }, ω̂∗(τi+1) =
1{ψ̂(L̂∗(τi+1))<Ui }, N∗

V
(τi+1) = N∗

V
(τi ), N̂∗

V
(τi+1) = N̂∗

V
(τi ), N∗

B
(τi+1) = N∗

B
(τi ) + 1 and

N̂∗
B (τi+1) = N̂∗

B (τi )+1. Further set R(τi+1) = BN∗
B

(τi+1)+1ω
∗(τi+1)+VN∗

V
(τi+1)+1(1−ω∗(τi+1)),

R̂(τi+1) = BN̂∗
B

(τi+1)+1ω̂
∗(τi+1)+VN̂∗

V
(τi+1)+1(1− ω̂∗(τi+1)) and J (τi+1) = J (τi )−τi+1 +τi .

Case 4: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) < R̂(τi ) and ω∗(τi ) = 0. Set L∗(τi+1) =
L∗(τi ), L̂∗(τi+1) = L̂∗(τi ), ω∗(τi+1) = 1{L∗(τi )>0}, ω̂

∗(τi+1) = ω̂∗(τi+1), N∗
V (τi+1) = N∗

V (τi )+1,

N̂∗
V (τi+1) = N̂∗

V (τi ), N∗
B (τi+1) = N∗

B (τi ) and N̂∗
B (τi+1) = N̂∗

B (τi ). Further set R(τi+1) =
BN∗

B
(τi+1)+1ω

∗(τi+1) +VN∗
V

(τi+1)+1(1 −ω∗(τi+1)), R̂(τi+1) = R̂(τi ) − τi+1 + τi and J (τi+1) =
J (τi )−τi+1 +τi .

Case 5: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) < R̂(τi ) and ω∗(τi ) = 1. Let Ui be a re-

alization of a random variable that is uniformly distributed in [0,1]. Now set L∗(τi+1) =
L∗(τi )−1, L̂∗(τi+1) = L̂∗(τi ), ω∗(τi+1) = 1{ψ(L∗(τi+1))<Ui }, ω̂

∗(τi+1) = ω̂∗(τi+1), N∗
V

(τi+1) =
N∗

V (τi ), N̂∗
V (τi+1) = N̂∗

V (τi ), N∗
B (τi+1) = N∗

B (τi ) + 1 and N̂∗
B (τi+1) = N̂∗

B (τi ). Further set

R(τi+1) = BN∗
B

(τi+1)+1ω
∗(τi+1) +VN∗

V
(τi+1)+1(1−ω∗(τi+1)), R̂(τi+1) = R̂(τi )− τi+1 + τi and

J (τi+1) = J (τi )−τi+1 +τi .

Case 6: R̂(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) > R̂(τi ) and ω̂∗(τi ) = 0. Set L∗(τi+1) =
L∗(τi ), L̂∗(τi+1) = L̂∗(τi ), ω∗(τi+1) = ω∗(τi ), ω̂∗(τi+1) = 1{L̂∗(τi )>0}, N∗

V (τi+1) = N∗
V (τi ),

N̂∗
V (τi+1) = N̂∗

V (τi )+ 1, N∗
B (τi+1) = N∗

B (τi ) and N̂∗
B (τi+1) = N̂∗

B (τi ). Further set R(τi+1) =
R(τi ) − τi+1 + τi , R̂(τi+1) = BN̂∗

B
(τi+1)+1ω̂

∗(τi+1) +VN̂∗
V

(τi+1)+1(1 − ω̂∗(τi+1)) and J (τi+1) =
J (τi )−τi+1 +τi .

Case 7: R̂(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) > R̂(τi ) and ω̂∗(τi ) = 1. Let Ui be a re-

alization of a random variable that is uniformly distributed in [0,1]. Now set L∗(τi+1) =
L∗(τi ), L̂∗(τi+1) = L̂∗(τi )−1, ω∗(τi+1) = ω∗(τi+1), ω̂∗(τi+1) = 1{ψ̂(L̂∗(τi+1))<Ui }, N∗

V (τi+1) =
N∗

V (τi ), N̂∗
V (τi+1) = N̂∗

V (τi ), N∗
B (τi+1) = N∗

B (τi ) and N̂∗
B (τi+1) = N̂∗

B (τi ) + 1. Further set

R(τi+1) = R(τi ) − τi+1 + τi , R̂(τi+1) = BN̂∗
B

(τi+1)+1ω̂
∗(τi+1) +VN̂∗

V
(τi+1)+1(1− ω̂∗(τi+1)) and

J (τi+1) = J (τi )−τi+1 +τi .

Case 8: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) = R̂(τi ), ω∗(τi ) = 0 and ω̂∗(τi ) = 1.

Let Ui be a realization of a random variable that is uniformly distributed in [0,1].

Now set L∗(τi+1) = L∗(τi ), L̂∗(τi+1) = L̂∗(τi ) − 1, ω∗(τi+1) = 1{L∗(τi )>0}, ω̂∗(τi+1) =
1{ψ̂(L̂∗(τi ))<Ui }, N∗

V (τi+1) = N∗
V (τi ) + 1, N̂∗

V (τi+1) = N̂∗
V (τi ), N∗

B (τi+1) = N∗
B (τi ) and

N̂∗
B (τi+1) = N̂∗

B (τi )+1. Further set R(τi+1) = BN∗
B

(τi+1)+1ω
∗(τi+1)+VN∗

V
(τi+1)+1(1−ω∗(τi+1)),

R̂(τi+1) = BN̂∗
B

(τi+1)+1ω̂
∗(τi+1)+VN̂∗

V
(τi+1)+1(1− ω̂∗(τi+1)) and J (τi+1) = J (τi )−τi+1 +τi .

Case 9: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) = R̂(τi ), ω∗(τi ) = 1 and ω̂∗(τi ) = 0.

Let Ui be a realization of a random variable that is uniformly distributed in [0,1].

Now set L∗(τi+1) = L∗(τi ) − 1, L̂∗(τi+1) = L̂∗(τi ), ω∗(τi+1) = 1{ψ(L∗(τi ))<Ui }, ω̂∗(τi+1) =
1{L̂∗(τi )>0}, N∗

V (τi+1) = N∗
V (τi ), N̂∗

V (τi+1) = N̂∗
V (τi ) + 1, N∗

B (τi+1) = N∗
B (τi ) + 1 and

N̂∗
B

(τi+1) = N̂∗
B

(τi ). Further set R(τi+1) = BN∗
B

(τi+1)+1ω
∗(τi+1)+VN∗

V
(τi+1)+1(1−ω∗(τi+1)),

R̂(τi+1) = BN̂∗
B

(τi+1)+1ω̂
∗(τi+1)+VN̂∗

V
(τi+1)+1(1− ω̂∗(τi+1)) and J (τi+1) = J (τi )−τi+1 +τi .

Note that the remaining cases occur with probability zero as the random variables in

the vector A are exponentially distributed.

From the sample path construction we can deduce that

L̂∗(τi )−L∗(τi ) = N∗
B (τi )− N̂∗

B (τi ). (2.54)
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Thus L̂∗(τi ) = L∗(τi ) if and only if N∗
B (τi ) = N̂∗

B (τi ). Further we can deduce that

R̂(τi )−R(τi ) =
N̂∗

V (τi )∑

j=N∗
V

(τi )+1

V j −
N∗

B (τi )∑

k=N̂∗
B

(τi )+1

Bk + (1− ω̂∗(τi ))VN̂∗
V

(τi )+1 (2.55)

+ω̂∗(τi )BN̂∗
B

(τi )+1 − (1−ω∗(τi ))VN∗
V

(τi )+1 −ω∗(τi )BN∗
B

(τi )+1. (2.56)

We now need to prove that L̂∗(τi+1) = L∗(τi+1) and ω̂∗(τi+1) ≤ ω∗(τi+1) or L̂∗(τi+1) >
L∗(τi+1), N̂∗

V (τi+1)≥ N∗
V (τi+1) and N̂∗

B (τi+1) ≤ N∗
B (τi+1) in all nine cases.

For case 1 this follows immediately from the induction hypothesis.

For case 2 note that ω̂∗(τi+1) > ω∗(τi+1) only if L̂∗(τi+1) > L∗(τi+1) = 0, so that the

statement holds in this case as well.

For case 3 note that ψ̂(L̂∗(τi )) ≥ ψ(L∗(τi )), so that ω̂∗(τi+1) ≤ ω∗(τi+1) if L̂∗(τi+1) =
L∗(τi+1). The statement now follows.

For case 4 first assume that L̂∗(τi ) = L∗(τi ). Then it follows from the induction hy-

pothesis that ω∗(τi ) = ω̂∗(τi )= 0, and from equation (2.54) it follows that N∗
B (τi ) = N̂∗

B (τi ).

Then, for R(τi ) < R̂(τi ) to hold we need N̂∗
V (τi ) > N∗

V (τi ) as follows from equation (2.55).

If L̂∗(τi ) > L∗(τi ) we have N∗
B (τi ) > N̂∗

B (τi ). Thus we again need N̂∗
V (τi ) > N∗

V (τi ) in order

to have R(τi ) < R̂(τi ). The statement now follows.

For case 5 the statement follows immediately from the induction hypothesis.

For case 6 first assume that L̂∗(τi ) = L∗(τi ) and ω∗(τi ) = ω̂∗(τi ) = 0. Following the same

reasoning as for case 4 this yields that we need N̂∗
V (τi ) < N∗

V (τi ) to have R(τi ) > R̂(τi ),

contradicting the induction hypothesis. Thus it not possible to be in case 6 if L̂∗(τi ) =
L∗(τi ) and ω∗(τi ) = ω̂∗(τi ) = 0. For all other situations the statement is easily seen to hold.

For case 7 first assume that L̂∗(τi ) = L∗(τi ) and ω∗(τi ) = ω̂∗(τi ) = 1. Following the same

reasoning as in case 6 this would yield that we need N̂∗
V (τi ) < N∗

V (τi ), which contradicts

the induction hypothesis. Thus it is only possible to be in case 7 if L̂∗(τi ) > L∗(τi ), and

hence N∗
B

(τi ) > N̂∗
B

(τi ).

For case 8 note that L̂∗(τi ) > L∗(τi ), as ω∗(τi ) < ω̂∗(τi ). Thus, using equation (2.54),

N∗
B (τi ) > N̂∗

B (τi ) and, using equation (2.55), N∗
V (τi ) < N̂∗

V (τi ). The statement now follows

as ω̂∗(τi+1) >ω∗(τi+1) only if L̂∗(τi+1) > L∗(τi+1)= 0.

For case 9 the statement follows immediately from the induction hypothesis.

Finally, it can be verified that the marginal distributions of {L∗(t),ω∗(t)}t≥0 and

{L̂∗(t),ω̂∗(t)}t≥0 are the same as the distribution of {L(t),ω(t)}t≥0 and {L̂(t),ω̂(t)}t≥0.

Lemma 2.4.4. For Scenario 2.3.2, and assuming that f̂ (i )≤ f (i ), ψ(i )= 1, i ≥ 0, L̂(0) = L(0)

and ω̂(0) =ω(0) = 0, {L̂(t)}t≥0 ≥st {L(t)}t≥0.

Proof. The proof of this lemma proceeds along similar lines as the proof of Lemma 2.4.2.

That is, we will construct a coupling ({L∗(t),ω∗(t)}t≥0, {L̂∗(t),ω̂∗(t)}t≥0) between

{L(t),ω(t)}t≥0 and {L̂(t),ω̂(t)}t≥0 such that L̂∗(t) ≥ L∗(t) for all t ≥ 0. The result then

follows.

We will construct the sample path of the coupled systems recursively such that,

marginally, this sample path obeys the same probabilistic laws as the original process.

Further we make sure that arrivals in both systems happen at the same time and that the

n-th service takes the same amount of time in both systems. Finally we make sure that

the system with activation rate f (·) always activates if the system with activation rate f̂ (·)
activates, if the total number of customers in both systems is equal and both systems
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are de-activated. This will ensure that L̂∗(t) ≥ L∗(t) for all t ≥ 0 as both systems always

de-activate after one customer is served. Now we will formally construct this coupling.

Let A, B and V be (infinite) vectors of realizations of independent random variables,

where Ai is exponentially distributed with parameter λ, Bi is generally distributed with

distribution function FB (·) and Vi is exponentially distributed with parameter 1. Further

let NB (t) be the total number of service completions of the process belonging to f (·). Sim-

ilarly, let N̂B (t) be the total number of service completions of the process belonging to

f̂ (·).

Denote by R(t) the remaining time until an activation or service completion in the

process belonging to f (·) at time t and, similarly, denote by R̂(t) the remaining time until

an activation or service completion in the process belonging to f̂ (·). We make arrivals

occur simultaneously in both processes and denote by J (t) the remaining time until an

arrival.

We will construct a coupling such that L̂∗(t) > L∗(t), or L̂∗(t) = L∗(t) and 0 = ω̂∗(t) <
ω∗(t) = 1, or L̂∗(t)= L∗(t), ω̂∗(t)=ω∗(t) and R̂(t) ≥ R(t), for all t ≥ 0.

Define the jump epochs 0 ≡ τ0 < τ1 < . . . . The jump epochs and the coupling are con-

structed recursively and we inductively prove the statement in the construction of this

coupling. First take L∗(τ0) = L(τ0), ω∗(τ0) = ω(τ0), L̂∗(τ0) = L̂(τ0) and ω̂∗(τ0) = ω̂(τ0)

and note that L̂∗(τ0) = L∗(τ0) and ω̂∗(τ0) = ω∗(τ0) by assumption. Further set N̂∗
B (τ0) =

N∗
B (τ0) = 0, J (τ0) = A1 and R(τ0)= R̂(τ0) =V1/ f (L∗(τ0)), where 1/0 ≡∞.

Now assume L̂∗(τi ) > L∗(τi ), or L̂∗(τi ) = L∗(τi ) and 0 = ω̂∗(τi ) < ω∗(τi ) =
1, or L̂∗(τi ) = L∗(τi ), ω̂∗(τi ) = ω∗(τi ) and R̂(τi ) ≥ R(τi ), for some i ∈ N0. Set

τi+1 = τi + min{R(τi ), R̂(τi ), J (τi )} and L∗(t) = L∗(τi ), L̂∗(t) = L̂∗(τi ), ω∗(t) = ω∗(τi ),

ω̂∗(t) = ω̂∗(τi ), R(t) = R(τi )− t + τi and R̂(t) = R̂(τi )− t + τi for all t ∈ (τi ,τi+1). So, by

the induction hypothesis, L̂∗(t) > L∗(t), or L̂∗(t) = L∗(t) and 0 = ω̂∗(t) < ω∗(t) = 1, or

L̂∗(t) = L∗(t), ω̂∗(t) = ω∗(t) and R̂(t) ≥ R(t) for all τi ≤ t < τi+1. To define the values at

time τi+1 we distinguish seven cases.

Case 1: J (τi ) = min{R(τi ), R̂(τi ), J (τi )}. Set L∗(τi+1) = L∗(τi )+1, L̂∗(τi+1) = L̂∗(τi )+1,

ω∗(τi+1) = ω∗(τi ), ω̂∗(τi+1) = ω̂∗(τi ), N∗
B (τi+1) = N∗

B (τi ) and N̂∗
B (τi+1) = N̂∗

B (τi ). Further

set R(τi+1) = (R(τi )−τi+1+τi )ω∗(τi+1)+(1−ω∗(τi+1))Vi+1/ f (L∗(τi+1)), R̂(τi+1) = (R̂(τi )−
τi+1 +τi )ω̂∗(τi+1)+ (1− ω̂∗(τi+1))Vi+1/ f̂ (L̂∗(τi+1)) and J (τi+1) = Ai+1.

Case 2: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) = R̂(τi ) and ω∗(τi ) = ω̂∗(τi ) = 0. Set

L∗(τi+1) = L∗(τi ), L̂∗(τi+1) = L̂∗(τi ), ω∗(τi+1) = 1, ω̂∗(τi+1) = 1, N∗
B (τi+1) = N∗

B (τi ) and

N̂∗
B (τi+1) = N̂∗

B (τi ). Further set R(τi+1) = BN∗
B

(τi+1)+1, R̂(τi+1) = BN̂∗
B

(τi+1)+1 and J (τi+1) =
J (τi )−τi+1 +τi .

Case 3: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) = R̂(τi ) and ω∗(τi ) = ω̂∗(τi ) = 1. Set

L∗(τi+1) = L∗(τi ) − 1, L̂∗(τi+1) = L̂∗(τi ) − 1, ω∗(τi+1) = 0, ω̂∗(τi+1) = 0, N∗
B (τi+1) =

N∗
B (τi ) + 1 and N̂∗

B (τi+1) = N̂∗
B (τi ) + 1. Further set R(τi+1) = Vi+1/ f (L∗(τi+1)),

R̂(τi+1) =Vi+1/ f̂ (L̂∗(τi+1)) and J (τi+1) = J (τi )−τi+1 +τi .

Case 4: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) < R̂(τi ) and ω∗(τi ) = 0. Set

L∗(τi+1) = L∗(τi ), L̂∗(τi+1) = L̂∗(τi ), ω∗(τi+1) = 1, ω̂∗(τi+1) = ω̂∗(τi+1), N∗
B

(τi+1) = N∗
B

(τi )

and N̂∗
B (τi+1) = N̂∗

B (τi ). Further set R(τi+1) = BN∗
B

(τi+1)+1, R̂(τi+1) = R̂(τi )−τi+1 +τi and

J (τi+1) = J (τi )−τi+1 +τi .

Case 5: R(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) < R̂(τi ) and ω∗(τi ) = 1. Set

L∗(τi+1) = L∗(τi ) − 1, L̂∗(τi+1) = L̂∗(τi ), ω∗(τi+1) = 0, ω̂∗(τi+1) = ω̂∗(τi ), N∗
B

(τi+1) =
N∗

B (τi ) + 1 and N̂∗
B (τi+1) = N̂∗

B (τi ). Further set R(τi+1) = Vi+1/ f (L∗(τi+1)), R̂(τi+1) =
(R̂(τi )−τi+1 +τi )ω̂∗(τi+1)+ (1− ω̂∗(τi+1))Vi+1/ f̂ (L̂∗(τi+1)) and J (τi+1) = J (τi )−τi+1 +τi .
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Case 6: R̂(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) > R̂(τi ) and ω̂∗(τi ) = 0. Set

L∗(τi+1) = L∗(τi ), L̂∗(τi+1) = L̂∗(τi ), ω∗(τi+1) = ω∗(τi ), ω̂∗(τi+1) = 1, N∗
B

(τi+1) = N∗
B

(τi )

and N̂∗
B (τi+1) = N̂∗

B (τi ). Further set R(τi+1) = R(τi )−τi+1 +τi , R̂(τi+1) = BN̂∗
B

(τi+1)+1 and

J (τi+1) = J (τi )−τi+1 +τi .

Case 7: R̂(τi ) = min{R(τi ), R̂(τi ), J (τi )}, R(τi ) > R̂(τi ) and ω̂∗(τi ) = 1. Set

L∗(τi+1) = L∗(τi ), L̂∗(τi+1) = L̂∗(τi )−1, ω∗(τi+1)=ω∗(τi ), ω̂∗(τi+1) = 0, N∗
B (τi+1) = N∗

B (τi )

and N̂∗
B (τi+1) = N̂∗

B (τi ) + 1. Further set R(τi+1) = (R(τi ) − τi+1 + τi )ω∗(τi+1) + (1 −
ω∗(τi+1))Vi+1/ f (L∗(τi+1)), R̂(τi+1) =Vi+1/ f̂ (L̂∗(τi+1)) and J (τi+1) = J (τi )−τi+1 +τi .

Note that the remaining cases occur with probability zero as the random variables in

the vectors A and V are exponentially distributed.

From the sample path construction we can deduce that

L̂∗(τi )−L∗(τi ) = N∗
B (τi )− N̂∗

B (τi ). (2.57)

Thus L̂∗(τi ) = L∗(τi ) if and only if N∗
B (τi ) = N̂∗

B (τi ).

We now need to prove that L̂∗(τi+1) > L∗(τi+1), or L̂∗(τi+1) = L∗(τi+1) and 0 =
ω̂∗(τi+1) <ω∗(τi+1) = 1, or L̂∗(τi+1) = L∗(τi+1), ω̂∗(τi+1) =ω∗(τi+1) and R̂(τi+1) ≥ R(τi+1)

in all seven cases.

For case 1 it follows immediately that L̂∗(τi+1) > L∗(τi+1) if L̂∗(τi ) > L∗(τi ). We also

find immediately that L̂∗ (τi+1) = L∗(τi+1) and 0 = ω̂∗(τi+1) <ω∗(τi+1) = 1 if L̂∗(τi ) = L∗(τi )

and 0 = ω̂∗(τi ) <ω∗(τi ) = 1. Further, we see that L̂∗(τi+1) = L∗(τi+1), ω̂∗(τi+1) =ω∗(τi+1) =
1 and R̂(τi+1) ≥ R(τi+1) if L̂∗(τi ) = L∗(τi ), ω̂∗(τi ) =ω∗(τi ) = 1 and R̂(τi ) ≥ R(τi ). Finally, if

L̂∗(τi ) = L∗(τi ) and ω̂∗(τi ) =ω∗(τi ) = 0 we get L̂∗(τi+1) = L∗(τi+1), ω̂∗(τi+1) =ω∗(τi+1) = 0

and R̂(τi+1) ≥ R(τi+1) as f̂ (L̂(τi+1)) ≤ f (L(τi+1)).

For case 2 recall that N∗
B (τi ) = N̂∗

B (τi ) if L̂∗(τi ) = L∗(τi ), as follows from equation (2.57).

Thus R̂(τi+1) = R(τi+1) if L̂∗(τi+1) = L∗(τi+1). The statement now follows.

For case 3 note that f̂ (L̂(τi+1)) ≤ f (L(τi+1)) if L̂∗(τi+1) = L∗(τi+1), which gives R̂(τi+1) ≥
R(τi+1) in that situation. For all other situations the statement is easily seen to hold.

For case 4 it follows immediately that L̂∗(τi+1)−ω̂∗(τi+1) > L∗(τi+1)−ω∗(τi+1). There-

fore, L̂∗(τi+1) > L∗(τi+1), or L̂∗(τi+1) = L∗(τi+1) and 0 = ω̂∗(τi+1) <ω∗(τi+1) = 1.

For case 5 we get L̂∗(τi+1) > L∗(τi+1), as follows immediately from the induction hy-

pothesis.

For case 6 note that either L̂∗(τi ) > L∗(τi ), or L̂∗(τi ) = L∗(τi ) and 0 = ω̂∗(τi ) <ω∗(τi ) =
1. If L̂∗(τi ) > L∗(τi ) we get L̂∗(τi+1) > L∗(τi+1). Further, if L̂∗(τi ) = L∗(τi ) and 0 = ω̂∗(τi ) <
ω∗(τi ) = 1 we get L̂∗(τi+1) = L∗(τi+1), ω̂∗(τi ) <ω∗(τi ) = 1 and, as N∗

B (τi ) = N̂∗
B (τi ) by equa-

tion (2.57), R(τi+1) ≤ BN̂∗
B

(τi+1)+1 −τi+1 +τi ≤ BN̂∗
B

(τi+1)+1 = R̂(τi+1).

For case 7 note that L̂∗(τi ) > L∗(τi ). If ω∗(τi+1) = 1 the statement immediately follows.

Ifω∗(τi+1) = 0 and L̂∗(τi+1) = L∗(τi+1) we find R̂(τi+1) ≥ R(τi+1) as f̂ (L̂(τi+1)) ≤ f (L(τi+1)).

Finally, it can be verified that the marginal distributions of {L∗(t),ω∗(t)}t≥0 and

{L̂∗(t),ω̂∗(t)}t≥0 are the same as the distribution of {L(t),ω(t)}t≥0 and {L̂(t),ω̂(t)}t≥0. For

this note that the exponential distribution is memoryless and that kW ∼ Exp(β/k) if

W ∼ Exp(β).

Lemma 2.A.2. If αy +(1−α)z =α′y ′+(1−α′)z ′, with 0 ≤α,α′ ≤ 1 and y ′ ≤ y ≤ z ≤ z ′, then

(i) If g (·) is a concave function,

αg (y)+ (1−α)g (z)≥α′g (y ′)+ (1−α′)g (z ′). (2.58)
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(ii) If g (·) is a convex function,

αg (y)+ (1−α)g (z)≤α′g (y ′)+ (1−α′)g (z ′). (2.59)

Proof. Since y ′ ≤ y ≤ z ≤ z ′, there exist 0 ≤ αy ,αz ≤ 1, such that y = αy y ′ + (1−αy )z ′,
and z =αz y ′+ (1−αz )z ′. It follows from the equality αy + (1−α)z = α′y ′+ (1−α′)z ′ that

α′ =ααy + (1−α)αz , and 1−α′ =α(1−αy )+ (1−α)(1−αz ). Further, if g (·) is concave,

αy g (y ′)+ (1−αy )g (z ′) ≤ g (y),

and

αz g (y ′)+ (1−αz )g (z ′) ≤ g (z).

We may then write

αg (y)+ (1−α)g (z)≥α[αy g (y ′)+ (1−αy )g (z ′)]+ (1−α)[αz g (y ′)+ (1−αz )g (z ′)]

= [ααy + (1−α)αz ]g (y ′)+ [α(1−αy )+ (1−α)(1−αz )]g (z ′)

=α′g (y ′)+ (1−α′)g (z ′),

which completes the proof for case (i). The inequality in (2.59) follows by symmetry.

Corollary 2.A.3. For all x, if a′ ≤ a < 1, b′ ≥ b > 1, then

(i) If g (·) is a concave function, γa′,b′ (x) ≤ γa,b(x) ≤ 1 and thus κa′,b′ ≥κa,b ≥ 0.

(ii) If g (·) is a convex function, γa′,b′ (x) ≥ γa,b(x) ≥ 1 and thus χa′,b′ ≤χa,b ≤ 0.

Proof. Taking y = ax, y ′ = a′x, z = bx, z ′ = b′x, α= (b−1)/(b−a), and α′ = (b′−1)/(b′−a′)
in (2.58), we obtain for g (·) concave,

(b −1)g (ax)+ (1−a)g (bx)

b −a
=αg (y)+ (1−α)g (z)

≥α′g (y ′)+ (1−α′)g (z ′) =
(b′−1)g (a′x)+ (1−a′)g (b′x)

b′−a′ ,

which yields the statement for concave g (·). The assertion for convex g (·) follows by sym-

metry.

Let W henceforth be a nonnegative integer-valued random variable with probability

distribution p(x) = P{W = x}. For any y ≥ 0, define F (y) = P{W ≤ y} = P{W ≤ ⌊y⌋}, with

pseudo inverse

F−1(u) = inf{y : F (y) ≥ u}

for any u ∈ [0,1], so that we may write

E{g (W )} =
∫1

u=0
g (F−1(u))du,

and in particular

E{W } =
∫1

u=0
F−1(u)du.

For compactness, denote F̂−1(u) = F−1(u)/E{W },

x1(ǫ1) =
1

ǫ1

∫ǫ1

u=0
F̂−1(u)du,



50 Single-node behavior

and

x2(ǫ2) =
1

ǫ2

∫1

u=1−ǫ2

F̂−1(u)du.

Lemma 2.A.4. Let 0 < ǫ1 ≤ F (E{W }), 0 < ǫ2 ≤ 1−F (E{W }), so that x1(ǫ1) ≤ F̂−1(ǫ1) ≤ 1 and

x2(ǫ2) ≥ F̂−1(1−ǫ2) ≥ 1, with

ǫ1x1(ǫ1)+ǫ2x2(ǫ2) = ǫ1 +ǫ2,

or equivalently, ∫1−ǫ2

u=ǫ1

F̂−1(u)du = 1−ǫ1 −ǫ2.

(i) If g (·) is a concave function,

(ǫ1 +ǫ2)κx1(ǫ1),x2(ǫ2) ≤ 1−
E{g (W )}

g (E{W })
. (2.60)

(ii) If g (·) is a convex function,

(ǫ1 +ǫ2)χx1(ǫ1),x2(ǫ2) ≥ 1−
E{g (W )}

g (E{W })
. (2.61)

Proof. Write

E{g (W )} =
∫ǫ1

u=0
g (F−1(u))du+

∫1−ǫ2

u=ǫ1

g (F−1(u))du+
∫1

u=1−ǫ2

g (F−1(u))du. (2.62)

Because of Jensen’s inequality we find for concave g (·)
∫1−ǫ2

u=ǫ1

g (F−1(u))du ≤ (1−ǫ1 −ǫ2)g

(
1

1−ǫ1 −ǫ2

∫1−ǫ2

u=ǫ1

F−1(u)du

)
= (1−ǫ1 −ǫ2)g (E{W }).

Invoking Jensen’s inequality once again,

∫ǫ1

u=0
g (F−1(u))du+

∫1

u=1−ǫ2

g (F−1(u))du

≤ ǫ1g

(
1

ǫ1

∫ǫ1

u=0
F−1(u)du

)
+ǫ2g

(
1

ǫ2

∫1

u=1−ǫ2

F−1(u)du

)

= ǫ1g (x1(ǫ1)E{W })+ǫ2g (x2(ǫ2)E{W })

= γx1(ǫ1),x2(ǫ2)(E{W })(ǫ1 +ǫ2)g (E{W })

≤ (1−κx1(ǫ1),x2(ǫ2))(ǫ1 +ǫ2)g (E{W }).

Substituting the above two inequalities in (2.62) we obtain the statement of the lemma

for concave g (·). The assertion for convex g (·) follows from symmetry.

Lemma 2.A.5. Let 0 < ǫ1 ≤ F (E{W }), 0 < ǫ2 ≤ 1−F (E{W }), so that x1(ǫ1) ≤ F̂−1(ǫ1) ≤ 1 and

x2(ǫ2) ≥ F̂−1(1−ǫ2) ≥ 1, with

ǫ1x1(ǫ1)+ǫ2x2(ǫ2) = ǫ1 +ǫ2,
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or equivalently, ∫1−ǫ2

u=ǫ1

F̂−1(u)du = 1−ǫ1 −ǫ2.

(i) If g (·) is a concave function,

κx1(ǫ1),x2(ǫ2) ≥ max{κF̂−1(ǫ1),1+ ǫ1
ǫ2

(1−F̂−1(ǫ1)),κ1− ǫ2
ǫ1

(F̂−1(1−ǫ2)−1),F̂−1(1−ǫ2)}.

(ii) If g (·) is a convex function,

χx1(ǫ1),x2(ǫ2) ≤ min{χF̂−1(ǫ1),1+ ǫ1
ǫ2

(1−F̂−1(ǫ1)),χ1− ǫ2
ǫ1

(F̂−1(1−ǫ2)−1),F̂−1(1−ǫ2)}.

Proof. Observing that

x2(ǫ2) ≥ F̂−1(1−ǫ2),

we obtain

ǫ1x1(ǫ1) ≤ ǫ1 +ǫ2 −ǫ2F̂−1(1−ǫ2) = ǫ1 +ǫ2(1− F̂−1(1−ǫ2)).

In addition,

x1(ǫ1) ≤ F̂−1(ǫ1),

yielding

x1(ǫ1) ≤ min{F̂−1(ǫ1),1−
ǫ2

ǫ1
(F̂−1(1−ǫ2)−1)}.

Likewise,

x2(ǫ2) ≥ max{F̂−1(1−ǫ2),1+
ǫ1

ǫ2
(1− F̂−1(ǫ1))}.

Combining the above two inequalities and using Corollary 2.A.3 completes the proof.

Proposition 2.5.5. Assume g (·) is concave and κa,b > 0 for any a < 1 and b > 1, or g (·) is

convex and χa,b < 0 for any a < 1 and b > 1. If

lim
ρ↑1

E{g (W )}

g (E{W })
= 1,

then
W

E{W }

d−→ 1 as ρ ↑ 1.

Proof. Take δ > 0 and ǫ1 = F ((1−δ)E{W }). Then either ǫ1 = 0, or 0 < ǫ1 ≤ F (E{W }) and

x1(ǫ) ≤ F̂−1(ǫ1) ≤ 1−δ. In the latter case, define ǫ∗2 = 1− F̂−1(E{W }), and observe that

∫1−ǫ∗2

u=ǫ1

F̂−1(u)du ≤ 1−ǫ1 −ǫ∗2 ,

while ∫1

u=ǫ1

F̂−1(u)du ≥ 1−ǫ1.

Hence, by continuity, there must exist an ǫ2 ∈ (0,ǫ∗2 ) with x2(ǫ2) > 1 and

∫1−ǫ2

u=ǫ1

F̂−1(u)du = 1−ǫ1 −ǫ2,
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so that the assumptions of Lemmas 2.A.4 and 2.A.5 are satisfied. Applying these two lem-

mas then yields for concave g (·)

κF̂−1(ǫ1),1+ǫ1(1−F̂−1(ǫ1)) ≤κF̂−1(ǫ1),1+ ǫ1
ǫ2

(1−F̂−1(ǫ1)) → 0 as ρ ↑ 1.

This means that ǫ1 = P{W ≤ (1−δ)E{W }} → 0 as ρ ↑ 1. A similar argument shows that

P{W ≥ (1+δ)E{W }} → 0 as ρ ↑ 1. It now follows from the definition of convergence in prob-

ability that W /E{W } converges to 1 in probability. Hence we conclude that W /E{W }
d−→ 1

as ρ ↑ 1 if g (·) is concave. The proof for convex g (·) follows by symmetry.
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Delays and fluid limits

3.1 Introduction

In the previous chapter we showed that the delay performance of a single node operating a

queue-based CSMA algorithm improves as the activity functions become more aggressive.

In the present chapter we extend the analysis to networks of nodes operating queue-based

CSMA algorithms, and we derive lower bounds for the mean stationary delay.

The lower bounds bring to light that the delay can grow dramatically with the traffic

load of the system. Specifically, we establish that the mean delay is at least of the order

F (c/(1−ρ)), where ρ is the load of the system and c is some constant that depends on the

system parameters. The specific form of the function F (·) depends on the activity func-

tions and F (·). In particular, F (·) is the exponential function for the activity functions for

which throughput-optimality in arbitrary network topologies has been established, see

Section 1.3.2. This implies that for those activity functions the delay growth rate is at least

exponentially faster than what is typically the case in queueing systems at high load, as we

also saw in Chapter 2 for the single-node scenario.

For some simple network topologies we heuristically investigate the tightness of the

delay lower bounds and we see that the bounds are remarkably sharp for some scenarios.

The bounds are, however, not tight for general topologies and general activity functions, as

could already be suspected from the instability results of queue-based CSMA [46], and we

present a simple scenario to demonstrate that the lower bounds are not tight in general. As

a side result, we show that, counter to intuition, additional interference constraints may

improve the delay performance.

The lower bounds suggest that the delay performance can potentially be improved by

using more aggressive activity functions. This raises the question of how fast the activity

functions are allowed to grow, depending on the topology, while retaining throughput-

optimality. In order to gain qualitative insights in the long-term behavior of the system,

we investigate fluid limits where the system dynamics are scaled in space and time. Fluid

limits may be interpreted as first-order approximations of the underlying stochastic pro-

cess and provide a powerful approach for establishing stability properties [34]. As we will

show, three distinct types of fluid limits can arise, exhibiting various degrees of random-

ness, depending on the structure of the network, in conjunction with the form of the ac-

tivity functions.
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The remainder of this chapter is organized as follows. In Section 3.2 we derive lower

bounds for the mean delay and we examine the tightness of these bounds in Section 3.3. In

Section 3.4 we investigate fluid limits and identify a strong trichotomy, as governed by the

mixing properties of the system, which is corroborated through simulation experiments.

Finally, in Section 3.5, we make some concluding remarks.

3.2 Delay bounds

In this chapter, we assume, similar to Section 1.3, that the network is represented by an

undirected graph G = (V ,E ), with V = {1, . . . , N } and E ⊆ V ×V . Further, recall from Chap-

ter 1 that we denote the set of all feasible joint activity states by Ω and that ω(t) ∈Ω rep-

resents the joint activity state of the network at time t . Further we denote by Li (t) the

number of packets at node i at time t (including any packet that may be in the process of

being transmitted).

The nodes share the medium according to a queue-based CSMA algorithm, see Sec-

tion 1.3.2. That is, when inactive and unblocked, node i may start transmitting at the in-

stants of a time-inhomogeneous Poisson process of intensity fi (Li (t)) at time t , for some

non-negative function fi (·). When active, at the end of a packet transmission at time t ,

node i releases the medium with probability ψi (Li (t+)) or starts the next transmission

otherwise.

Finally, we assume that packets arrive at node i according to a Poisson process of

rate λi , independent of the state of the network. The packet transmission times of node i

are generally distributed with mean βi and second moment β(2)
i

. We assume that β(2)
i

<∞
for all i ∈ V and that transmission times are independent of each other and of the arrival

process. Denote by ρi =λiβi the traffic intensity of node i .

In this section we derive lower bounds for the expected aggregate weighted stationary

queue length in subsets of nodes A ⊆ V . Note that, using Little’s law, this also provides a

lower bound for the expected aggregate weighted stationary delay. That is,
∑

i∈A wiE{Li } ≥
α implies that

∑
i∈A wiλiE{Wi } ≥ α, with Wi a random variable representing the delay

(waiting time plus transmission time) of an arbitrary packet at node i .

In general it is difficult to establish under what conditions the system is stable, see the

discussion in Section 1.3.2. Throughout we assume that the system under consideration

is stable, because otherwise delay lower bounds are not particularly meaningful.

The notion of a clique will play a pivotal role in the derivation of the lower bounds. A

clique is a subset C ⊆V of vertices in the conflict graph G such that the subgraph induced

by C is complete. Note that in a clique at most one node can be active at a time. The

aggregate load in a clique C should therefore be less than one if the system is to be stable.

We use the notation ρC = ∑
j∈C ρ j for the aggregate load in C and we say that a clique C is

in heavy traffic when ρC is close to one.

An immediate lower bound for the expected aggregate weighted queue length in any

system follows from the workload decomposition property for M/G/1 systems with service

interruptions [24, 26]. Denote by Li ,C the number of packets at node i at an arbitrary epoch

during a non-serving interval for the clique C, i.e., a time interval during which none of the

nodes in C is transmitting a packet. The workload decomposition property (applied to the
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total workload at the nodes in the clique C) implies

∑

i∈C
βiE{Li } =

∑
i∈C λiβ

(2)
i

2(1−ρC )
+

∑

i∈C
ρi (βi −

β(2)
i

2βi
)+

∑

i∈C
βiE{Li ,C } (3.1)

=
ρC

∑
i∈C λiβ

(2)
i

2(1−ρC )
+

∑

i∈C
ρiβi +

∑

i∈C
βiE{Li ,C }. (3.2)

Hence, since the last term is non-negative,

∑

i∈C
βiE{Li } ≥

ρC
∑

i∈C λiβ
(2)
i

2(1−ρC )
+

∑

i∈C
ρiβi . (3.3)

Thus, as we would expect from elementary queueing theory, the total expected number of

packets at least linearly in 1/(1−ρ) as ρ increases to one, with ρ = maxC ρC the maximum

traffic intensity in any clique.

The lower bound in (3.3) holds for any choice for f (·) and ψ(·) and does not account

for the effect of the back-off mechanism. We will now derive lower bounds that do capture

the effect of the back-off mechanism, and these turn out to be considerably tighter and

exhibit superlinear growth in 1/(1−ρC ).

The derivation of the lower bounds starts from the observation that stability of the sys-

tem requires the non-serving intervals for a clique in heavy traffic to be short or happen

infrequently. That is, in each clique, most of the time, one of the nodes should be active,

since otherwise the average rate of arriving packets would exceed the average rate of de-

parting packets. For this to be the case, the activity factors should be large at high load.

The next lemma quantifies this statement.

Lemma 3.2.1. Assume that the system is stable. Then, for any clique C ⊆ V containing

node i ,
E{ fi (Li ,C )}

E{ψi (Li )}
≥

λi

1−ρC
. (3.4)

Proof. Observing that the mean number of activations at node i equals the mean number

of de-activations at node i per unit of time, we obtain

E{ fi (Li )1{ω j=0 for all j∈N +
i

}} =
θi

βi
E{ψi (Ld

i )}, (3.5)

where θi denotes the stationary fraction of time that node i is active, N+
i

denotes the set

of neighbors of node i in the graph G, along with i itself, and Ld
i

denotes the number

of packets waiting for transmission at node i at a departure epoch. Note that Ld
i

is, in

distribution, equal to Li .

Further,

E{ fi (Li )1{ω j=0 for all j∈N +
i

}} ≤ E{ fi (Li )1{ω j=0 for all j∈C}}

= E{ fi (Li ,C )}P{ω j = 0 for all j ∈ C}. (3.6)

Since the events {ω j = 1} are mutually exclusive for all j ∈ C, it follows that

P{ω j = 0 for all j ∈ C} = 1−P{ω j = 1 for some j ∈ C}

= 1−
∑

j∈C
P{ω j = 1} = 1−

∑

j∈C
θ j . (3.7)
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Thus, combining (3.7) with (3.5) and (3.6), we find,

E{ fi (Li ,C )}
(
1−

∑

j∈C
θ j

)
≥

θi

βi
E{ψi (Li )},

and (3.4) follows from the fact that ρi ≤ θi for all i ∈V is a necessary condition for stability

of the system.

Remark 3.2.2. If all neighbors of node i belong to the clique C the inequality in (3.6) is an

equality. If furthermore the activity functions are such that node i never transmits dummy

packets, i.e., if fi (0) = 0 and ψi (0) = 1, then the inequality in (3.4) is in fact an equality.

In the next theorem we will demonstrate that the large activity factors found in

Lemma 3.2.1 cause the delay to grow dramatically in heavy traffic. For compactness, we

use the notation βC =
∑

i∈C βi , βmax,C = maxi∈C βi and ρmin,C = mini∈C ρi .

Theorem 3.2.3. Assume that the system is stable. Then, for any clique C ⊆V ,

(i) If fi (·) ≡ f (·), with f (0) = 0, for i ∈ C is an increasing concave function and ψi (·) ≥
ξi > 0 for i ∈ C, then

∑

i∈C
βiE{Li } ≥

ρC
∑

i∈C λiβ
(2)
i

2(1−ρC )
+

∑

i∈C
ρiβi +βC f −1

( 1

βC

∑
i∈C ρiξi

1−ρC

)
. (3.8)

(ii) If fi (·) ≤ ξi for i ∈ C and ψi (·) ≡ψ(·) for i ∈ C is a decreasing convex function, then

∑

i∈C
βiE{Li } ≥βCψ

−1
(1−ρC

βC

∑

i∈C
ξiβi /λi

)
. (3.9)

(iii) If fi (·) ≡ f (·), with f (0) = 0, for i ∈ C is an increasing concave function and ψi (·) ≡
ψ(·) for i ∈ C is a decreasing convex function, then

∑

i∈C
βiE{Li } ≥βCh−1

( ρmin,C

βmax,C(1−ρC )

)
, (3.10)

with h(·) = f (·)/ψ(·).

Proof. From (3.4) we get that, in case (i),

∑

i∈C
βiE{ f (Li ,C )} ≥

∑
i∈C ρiξi

1−ρC
. (3.11)

Since f (·) is concave, it follows from the probabilistic form of Jensen’s inequality that

∑

i∈C
βiE{ f (Li ,C )} ≤

∑

i∈C
βi f (E{Li ,C }).

Now applying the finite form of Jensen’s inequality gives,

∑

i∈C
βiE{ f (Li ,C )} ≤βC f

( 1

βC

∑

i∈C
βiE{Li ,C }

)
. (3.12)

Because f (·) is increasing we thus get

∑

i∈C
βiE{Li ,C } ≥βC f −1

( 1

βC

∑
i∈C ρiξi

1−ρC

)
,
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which completes the proof for case (i).

The proof for case (ii) proceeds along similar lines. From (3.4) we obtain

∑

i∈C
βiE{ψ(Li )} ≤ (1−ρC )

∑

i∈C
ξiβi /λi .

Since ψ(·) is convex, it follows from Jensen’s inequality that

∑

i∈C
βiE{ψ(Li )} ≥βCψ

( 1

βC

∑

i∈C
βiE{Li }

)
. (3.13)

Since ψ(·) is also decreasing we thus get

∑

i∈C
βiE{Li } ≥βCg−1

(1−ρC

βC

∑

i∈C
ξiβi /λi

)
,

yielding (3.9).

To prove case (iii), note that combining (3.2) and (3.12) gives

∑

i∈C
βiE{ f (Li ,C )} ≤βC f

( 1

βC

( ∑

i∈C
βiE{Li }−

ρC
∑

i∈C λiβ
(2)
i

2(1−ρC )
−

∑

i∈C
ρiβi

))

and hence, because f (·) is increasing,

∑

i∈C
βiE{ f (Li ,C )} ≤βC f

( 1

βC

∑

i∈C
βiE{Li }

)
. (3.14)

From (3.4) we further find

∑

i∈C
βiE{ f (Li ,C )} ≥

1

1−ρC

∑

i∈C
ρiE{ψ(Li )} ≥

ρmin,C

βmax,C (1−ρC )

∑

i∈C
βiE{ψ(Li )},

and, using (3.13),

∑

i∈C
βiE{ f (Li ,C )} ≥

ρmin,C

βmax,C (1−ρC )
βCψ

( 1

βC

∑

i∈C
βiE{Li }

)
.

We thus find

βC f
( 1

βC

∑

i∈C
βiE{Li }

)
≥

ρmin,C

βmax,C (1−ρC )
βCψ

( 1

βC

∑

i∈C
βiE{Li }

)
,

or

h
( 1

βC

∑

i∈C
βiE{Li }

)
≥

ρmin,C

βmax,C(1−ρC )
.

Thus as h(·) = f (·)/ψ(·) is increasing because f (·) is increasing and ψ(·) is decreasing, we

get (3.10).

Remark 3.2.4. The results in Theorem 3.2.3 can be extended to correlated arrival pro-

cesses, see [24]. The analysis can also be extended to allow more general back-off sce-

narios such as Scenario 2.3.1.
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Remark 3.2.5. For complete conflict graphs, i.e., when E = V ×V , the inequality in (3.11)

is an equality when C = V and ψi (0) = 1 for all i ∈ V , see Remark 3.2.2. This equality can

be used to derive an upper bound in case f (·) is an increasing convex function, similar

to (2.33).

In particular, when ψi (l) = 1 and fi (l) = νl this gives an exact result for the expected

stationary amount of work in the system, as fi (·) is both convex and concave and the up-

per and lower bounds are equal. Further, when the transmission times are identically dis-

tributed, the system behaves exactly like a single-node system with arrival rateλ =
∑N

i=1 λi .

Thus, in this case, the distribution of the total number of packets in the system follows im-

mediately from Theorem 2.3.5.

For identical mean transmission times, i.e., βi ≡ β for all i ∈ C, the results in Theo-

rem 3.2.3 provide a lower bound for the expected aggregate number of packets in a clique.

In addition, a slightly different lower bound can be obtained for case (iii) if the mean trans-

mission rates are identical. Denoting λC = ∑
i∈C λi and λmin,C = mini∈C λi , the results for

this case are presented in the following corollary.

Corollary 3.2.6. Assume that the system is stable. Then, for any clique C ⊆ V with βi ≡ β

for all i ∈ C,

(i) If fi (·) ≡ f (·), with f (0) = 0, for i ∈ C is an increasing concave function and ψi (·) ≥
ξi > 0 for i ∈ C, then

∑

i∈C
E{Li } ≥

λC
∑

i∈C λiβ
(2)
i

2(1−ρC )
+ρC +|C| f −1

( 1

|C|

∑
i∈C λiξi

1−ρC

)
. (3.15)

(ii) If fi (·) ≤ ξi for i ∈ C and ψi (·) ≡ψ(·) for i ∈ C is a decreasing convex function, then

∑

i∈C
E{Li } ≥ |C|ψ−1

(1−ρC

|C|
∑

i∈C
ξi /λi

)
. (3.16)

(iii) If fi (·) ≡ f (·), with f (0) = 0, for i ∈ C is an increasing concave function and ψi (·) ≡
ψ(·) for i ∈ C is a decreasing convex function, then

∑

i∈C
E{Li } ≥ max

{
|C|h−1

(λmin,C

1−ρC

)
,h−1

( 1

|C|
λC

1−ρC

)}
, (3.17)

with h(·) = f (·)/ψ(·).

Proof. For identical mean transmission times, βi ≡ β for all i ∈ C, (3.15) and (3.16) follow

immediately from (3.8) and (3.9), respectively. Also, for case (iii) it follows immediately

from (3.10) that
∑

i∈C
E{Li } ≥ |C|h−1

(λmin,C

1−ρC

)
. (3.18)

Further note that (3.14) gives

∑

i∈C
E{ f (Li ,C )} ≤ |C| f

( 1

|C|
∑

i∈C
E{Li }

)
,

when transmission time distributions are identical, and, hence, because f (·) is increasing

and |C| ≥ 1, ∑

i∈C
E{ f (Li ,C )} ≤ |C| f

( ∑

i∈C
E{Li }

)
.
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Further, using (3.4) and applying Jensen’s inequality,

∑

i∈C
E{ f (Li ,C )} ≥

1

1−ρC

∑

i∈C
λiE{g (Li )} ≥

λC

1−ρC
g
( 1

λC

∑

i∈C
λiE{Li }

)
.

Thus, as λi ≤λC for i ∈ C and because ψ(·) is decreasing we obtain,

∑

i∈C
E{ f (Li ,C )} ≥

λC

1−ρC
g
( ∑

i∈C
E{Li }

)
.

We thus find

h
( ∑

i∈C
E{Li }

)
≥

1

|C|
λC

1−ρC
.

Again noting that h(·) = f (·)/ψ(·) is increasing because f (·) is increasing and ψ(·) is de-

creasing, we get
∑

i∈C
E{Li } ≥ h−1

( 1

|C|
λC

1−ρC

)
,

and (3.17) follows by combining this with (3.18).

The three cases covered in Theorem 3.2.3 and Corollary 3.2.6 all reveal the same effect,

namely that the mean number of packets in a clique C is at least of the order of

h−1(c/(1−ρC )),

where h−1(·) is the inverse function of h(·) = f (·)/ψ(·) and c depends on the parameters of

the system, but does not vanish as ρC ↑ 1. In case (ii) this effect is observed because the

argument of ψ−1(·) is reciprocal. Further, noting that f (l) = log(l +1)/(1+ log(l +1)) is an

increasing concave function and ψ(l) = 1/(1+ log(l +1)) is a decreasing convex function,

we have, with βi = 1 for all i ∈ C,

∑

i∈C
E{Li } ≥ max

{
|C|

(
exp

(ρmin,C

1−ρC

)
−1

)
,exp

( ρC

|C|(1−ρC )

)
−1

}

for the class of functions for which maximum stability is guaranteed, see Section 1.3.2.

The results of Theorem 3.2.3 and Corollary 3.2.6 suggest that more aggressive access

schemes may improve the delay performance. In fact, if h(·) is a superlinear function, i.e.,

if h(·) grows faster than linear, we find a lower bound that is loose in heavy traffic and (3.3)

provides a better lower bound in that case. Remember however that maximum stability is

not guaranteed in case a superlinear function h(·) is used, hence the delay performance

might actually deteriorate, and even instability could occur, see Section 1.3.2..

3.3 Tightness of delay bounds

In the previous section we analytically derived lower bounds for the mean stationary delay,

which give a better understanding of the poor heavy-traffic delay performance of queue-

based CSMA algorithms. In Chapter 2 we showed, for a broad number of activity functions,

that these lower bounds are asymptotically sharp, so that they describe the real delay per-

formance in heavy traffic. For general networks this need not be the case, the real delay

performance might even be worse.



60 Delays and fluid limits

In this section we heuristically derive an approach to approximate the delay perfor-

mance, which we apply in a number of network topologies. These approximations also

provide insight in the tightness of the delay bounds derived in the previous section.

Our approach is based on the assumption that the activity process behaves as if each of

the nodes operates according to constant activity functions that corresponds to its mean

queue length. When the activity functions are relatively flat, and the numbers of packets

at the various nodes do not fluctuate too much and are concentrated around their mean

values, this constant-rate assumption seems reasonable.

From (3.5) it then follows that

hi (E{Li }) ≈
λi

P{ω j = 0 for all j ∈N+
i

}
, (3.19)

with, as before, hi (·) = fi (·)/ψi (·) and N+
i

denotes the set of neighbors of node i in the

graph G, along with i itself.

Now denote σi = hi (E{Li })βi , π̂i (σ) = P{ω j = 0 for all j ∈N+
i

} and θ̂i (σ) = P{ωi = 0},

with σ= (σ1, . . . ,σN ), where we write π̂i and θ̂i as a function of σ to explicitly reflect that it

pertains to a scenario with constant activity factors σ1, . . . ,σN . From (3.19) it then follows

that

ρi ≈σi π̂i (σ) = θ̂i (σ). (3.20)

We thus find that (ρ1, . . . ,ρN ) is the long-term normalized vector of throughputs in case of

constant activity factors σ1, . . . ,σN . As this uniquely determines each of the σi ’s as func-

tion of the vector (ρ1, . . . ,ρN ) [57, 104], we find

E{Li } ≈ h−1
i (σi /βi ).

We will now examine this approximation for three networks.

Complete conflict graph. In case the conflict graph is complete, we find from (3.20)

ρi ≈σi π̂i (σ) =
σi

1+
∑N

j=1σ j

,

so that σi ≈
ρi

1−ρ , with ρ =
∑N

i=1 ρi , yielding

E{Li } ≈ h−1
i

( λi

1−ρ

)
, (3.21)

which is similar to the lower bounds derived in Theorem 3.2.3. In particular, for iden-

tical mean transmission times and identical arrival rates, i.e., βi ≡ β and λi ≡ λ for all

i ∈ V , we find (3.18) to be an approximation instead of a lower bound when C = V . Fur-

ther note that when ψi (·) ≡ 1 the heuristic result slightly differs, and in fact lies below, the

lower bound (3.15). This discrepancy is entirely due to the approximation E{Li ,C } ≈ E{Li },

see (3.1).

In order to investigate this heuristic reasoning we performed a numerical experiment

for a 4-node complete conflict graph with ψi (l) = 1, fi (l) = log(l +1), βi = 1 and λi = ρ/4

for all i ∈ V and several values of ρ ∈ [0,1). From the results, presented in Figure 3.1, we

see that the approximation in (3.21) is fairly accurate, especially for higher values of ρ.
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Figure 3.1: Average number of packets in the 4-node complete network for ψi (l) = 1,

fi (l) = log(l +1) and ρ ∈ [0,1).

4-node ring network. Consider a network of 4 nodes that are positioned in a ring, so that

E = {{1,2}, {1,4}, {2,3}, {3,4}}. Further assume for simplicity that ρi = ρ/2 for i ∈V . We then

find
σi +σiσ1+(i+1 mod 4)

1+
∑4

j=1σ j +σ1σ3 +σ2σ4

≈ ρ/2,

which gives

σi ≈
−1+2ρ+

√
(1−ρ)2 +ρ2

2(1−ρ)
.

Thus in this case we again find thatσi is of the order of 1/(1−ρ), so that, similar to the lower

bounds derived in Theorem 3.2.3, the delay behavior is roughly of the order of h−1(c/(1−
ρ)) if hi (·) = h(·) for all i . Further note that in heavy-traffic the constant c is approximately

twice as big as the constant found in Theorem 3.2.3. This discrepancy can be entirely

attributed to the approximation made in Theorem 3.2.3, which, for values of ρ close to

one, is off by a factor of about two for this topology, cf. (1.5).

In Figure 3.2 we check the accuracy of the heuristic result for ψi (l) = 1, fi (l) = log(l+1),

βi = 1 and λi = ρ/2 for all i ∈ V and several values of ρ ∈ [0,1), and we again see that,

especially at higher values of ρ, the approximation is quite accurate.

4-node line network. Consider a network of 4 nodes that are positioned on a line, so

that E = {{1,2}, {2,3}, {3,4}} and again assume for simplicity that ρi = ρ/2 for i ∈V . We then

have to solve
σi +σiσ1+(i+1 mod 4) +σ1σ41{i∈{1,4}}

1+
∑4

j=1σ j +σ1σ3 +σ2σ4 +σ1σ4

≈ ρ/2,

which yields

σ1 =σ4 ≈
ρ

2(1−ρ)
,

and

σ2 =σ3 ≈
(2−ρ)ρ

4(1−ρ)2
.
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Figure 3.2: Average number of packets in the 4-node ring network for ψi (l) = 1, fi (l) =
log(l +1) and ρ ∈ [0,1).
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Figure 3.3: Average number of packets in the 4-node line network for ψi (l) = 1, fi (l) =
log(l +1) and ρ ∈ [0,1).

In this case we see that the delay performance of nodes 2 and 3 is worse than what we

would expect from the results in Theorem 3.2.3. This may be explained by noting that al-

lowing nodes 1 and 4 to transmit simultaneously requires nodes 2 and 3 to have far higher

activation rates and hence far larger numbers of packets in order to claim a fair share of

the throughput. The proof of Theorem 3.2.3 does not take this effect into account, which

explains why the lower bound behaves fundamentally different than the heuristic result

for this topology.

Furthermore, simulation results in Figure 3.3 suggest that also in this case the heuris-

tic result is accurate for higher values of ρ. We thus find that the lower bounds in Theo-

rem 3.2.3 are not tight for the 4-node line network, and that, remarkably, the 4-node line

network performs worse than the 4-node ring network in terms of mean delay in heavy

traffic, even though the 4-node line network is just the 4-node ring network in which

nodes 1 and 4 are allowed to transmit simultaneously. Thus imposing an additional con-

dition on joint activity improves the delay performance in this case.
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3.4 Fluid limits

The results in the previous sections demonstrate that more aggressive activity functions

can potentially improve the delay performance. For arbitrary networks, however, the

existing throughput-optimality results involve slowly varying activity functions, see Sec-

tion 1.3.2, which raises the question how aggressive the activity functions are allowed to

grow, depending on the topology, while retaining throughput-optimality.

In order to address that issue, we will in this section heuristically explore the dynamics

of the process Z (t)= (L(t),ω(t)), with L(t) = (L1(t), . . . ,LN (t)) and ω(t) = (ω1(t), . . . ,ωN (t)),

using fluid limits. In this section we will assume that packet transmission times are ex-

ponentially distributed, with mean 1/µi at node i , so that {Z (t)}t≥0 evolves as a Markov

process with state space NN
0 ×Ω.

As in Section 1.3.2, define gi (l) = µiψi (l), so that node i may be thought of as activat-

ing at an exponential rate fi (Li (t)), whenever it is unblocked and inactive at time t , and

de-activating at exponential rate gi (Li (t)−1{Li (t )>0}), whenever it is active at time t . More

precisely, transitions (due to arrivals) in the process Z (t) from a state (L,ω) to (L+ei ,ω) oc-

cur at rate λi , transitions (due to activations) from a state (L,ω) with ωi = 0 and ω j = 0 for

all neighbors j of node i to (L,ω+ei ) occur at rate fi (Li ), transitions (due to transmission

completions followed back-to-back by a subsequent transmission) from a state (L,ω) with

ωi = 1 to (L−ei 1{Li>0},ω) occur at rateµi −gi (Li ), transitions (due to transmission comple-

tions followed by a back-off period) from a state (L,ω) with ωi = 1 to (L− ei 1{Li>0},ω− ei )

occur at rate gi (Li ).

Fluid limits may be interpreted as first-order approximations of the Markov process,

and provide valuable qualitative insights and a powerful approach for establishing stability

properties. Fluid limits are obtained by scaling the relevant stochastic processes in both

space and time. More specifically, we consider a sequence of processes Z M (t) indexed by

a sequence of positive integers M , each governed by similar statistical laws as the process

Z (t), where the initial states satisfy
∑N

i=1
Li (0) = M and LM

i
(0)/M → li ≥ 0 as M → ∞.

The process Z̄ M (t)= ( 1
M

LM (M t),ωM (M t)) is called the fluid-scaled version of the process

Z M (t). Note that the activity process is scaled in time as well, but not in space.

For conciseness, define ζM (t) = 1
M

LM (M t). Then ζM (t) can be viewed as a random

element of D(R+,RN
+ ), the set of càdlàg functions with values in RN

+ . There is a metric on

D(R+,RN
+ ) such that the latter set is a complete and separable space. Any random ele-

ment of D(R+,RN
+ ) which is a limit point of the sequence {ζM (t)}M≥1, i.e., whose law is an

accumulation point of the laws of {ζM (t)}M≥1, is called a fluid limit.

3.4.1 Fluid limit trichotomy

Unlike in most queueing systems where fluid limits follow deterministic trajectories de-

scribed by a set of differential equations, our system may exhibit fluid limits that are

stochastic processes. To facilitate the discussion here, we assume that all nodes initially

have packets, i.e., li > 0 for all i .

The process Z M (t) has two interacting components, LM (t) and ωM (t), respectively.

On the one hand, the evolution of LM (t) depends on the rate at which nodes are served,

and in turn depends on ωM (t). On the other hand, when one were to fix the number

of packets at every node, so that LM (t) = L̂M for all t , the process ωM (t) is a reversible

Markov process on the set of possible activity states whose transitions are functions of L̂M ,
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see Section 1.3.1. As it turns out, we encounter different types of fluid limits depending on

the mixing properties of the activity process ωM (t) as described next.

Fast mixing - Deterministic fluid limits. When all the transitions between the various

activity states occur on a time scale faster than M , we obtain classical deterministic fluid

limits. In such cases, ωM (t) evolves much faster than LM (t) as N grows large, and to ob-

tain the rate at which nodes are served in the fluid regime, the activity process ωM (t) is

averaged. More precisely, we encounter fluid limits of the form

ζ′i (t) =λi −µiφi (ζ(t)),

where φi (ζ) is the limiting fraction of time that node i is active in a saturated version of

the system with node-dependent but time-invariant activity factors hi (Mζi ) as M → ∞.

Now suppose that hi (·) ≡ h(·), with hi (·) = fi (·)/gi (·), for all i ∈ V . Also assume that

limM→∞ h(aM)/h(bM) exists for any a,b > 0, and that h(aM) = o(h(bM)h(cM)) for any

a,b,c > 0 as M → ∞. The latter assumption ensures that at the limit when M → ∞, the

activity states belong to the collection of dominant activity states, which corresponds to

the collection of maximum-size independent sets defined by

Ω
∗ = {ω ∈Ω :

N∑

i=1

ωi = max
u∈Ω

N∑

i=1

ui }.

For any ω ∈Ω
∗, define

η(ω;ζ) = lim
M→∞

N∏

i=1

(
h(Mζi )

h(M)

)ωi

.

For example, when h(l) = l , we obtain η(ω;ζ) =∏N
i=1

ζ
ωi

i
, and when h(l) = log(l), we obtain

η(ω;ζ) = 1.

Then

φi (ζ) =
∑

ω∈Ω∗
ωi π̄(ω;ζ),

where π̄(ω;ζ) = 1

Ẑ (ζ)
η(ω;ζ), with ω ∈Ω

∗, and Ẑ (ζ) =
∑

ω∈Ω∗ η(ω;ζ).

Slow mixing - Inhomogeneous Poisson fluid limits. When all the transitions between

the various activity states occur on a time scale of order M , we will observe these in

the fluid regime. More specifically, the fluid limit is differentiable almost everywhere

in that case, except in some random set of measure zero which is produced by a time-

inhomogeneous Poisson process as we will argue in Section 3.4.2.

Torpid mixing - Pseudo-deterministic fluid limits. Finally, when all the transitions be-

tween the various activity states occur on a time scale slower than M , the activity state

seems to be frozen in the fluid regime. We obtain, until at least one queue empties, a fluid

limit with deterministic (in fact linear) trajectories, but which trajectory is followed de-

pends on the initial state and might be random. Transitions in the activity states can occur

when a queue empties, and may be random as well, yielding similar qualitative behavior

as in [39].
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The type of fluid limit is determined by the structure and size of the conflict graph, in

conjunction with the shape of the activity functions. In the next subsection we will dis-

cuss the above-described trichotomy in greater depth for the example of K -partite com-

plete conflict graphs, and we explain how the behavior of the fluid limit is governed by the

conflict graph and activity functions in that case. It should be noted that one may con-

struct examples of networks and activity functions such that the fluid limits correspond to

a combination of fast, slow and torpid mixing, but this will not be further discussed.

3.4.2 K -partite complete conflict graph

To illustrate the fluid limit trichotomy described in Section 3.4.1, we focus here on net-

works with a K -partite complete conflict graph. Specifically, we assume that the set of

nodes can be partitioned into K disjoint subsets V1, . . . ,VK , of respective cardinalities

N1, . . . , NK . Nodes within a given subset Vi are allowed to be active simultaneously, but

cannot be active simultaneously with any other node in the network. In other words, there

is an edge {v, w} between two nodes v ∈Vi and w ∈V j if and only if i 6= j , i.e.,

E =
⋃

i 6= j

Vi ×V j .

For K -partite complete graphs, there are K maximal activity states. A maximal ac-

tivity state consists in having all nodes from a given Vi simultaneously active, and, with

a slight abuse of notation, we will denote these activity states simply by Vi for all i =
1, . . . ,K . We assume here that fi (·) ≡ f (·) and gi (·) ≡ g (·). We further assume that h(aM) =
o(h(bM)h(cM)), with h(·) = f (·)/g (·), for any a,b,c > 0 as M →∞. Thus f (·) and g (·) are

chosen such that the system spends almost all of the time in maximal activity states when

M tends to infinity.

We heuristically derive fluid limits, assuming that li > 0 for all i ∈V . When the system

has no active node, the next active maximal activity state is V j with probability propor-

tional to
∑

i∈V j
f (Mli ). Indeed, the latter maximal activity state is determined by the first

node grabbing the channel. To derive fluid limits, we need to quantify the time τM
j

it takes

when starting from maximal activity state V j for all nodes in V j to release the channel. In

the following discussion, we consider time intervals whose durations are small enough so

that the queue lengths do not evolve significantly, and hence can be considered as con-

stant.

Define by T M
j

the time spent in the maximal activity state V j between two successive

instants where the system has no active node. We know from the general theory of re-

versible Markov processes [2] that, as queue lengths are assumed to be almost constant,

E{T M
j } ≈

∏
i∈V j

f (Mli )/g (Mli )
∑

i∈V f (Mli )
.

We also have, for large M ,

E{T M
j } ≈

∑
i∈V j

f (Mli )
∑

i∈V f (Mli )
×E{τM

j },

and hence

E{τM
j } ≈

∏
i∈V j

f (Mli )/g (Mli )
∑

i∈V j
f (Mli )

.



66 Delays and fluid limits

In fact, one can even state that the distribution of τM
j

is approximately exponentially dis-

tributed as M grows large. This is a classical property for exit times of Markov processes

with asymptotically small transition rates. But it can be directly checked in our specific

example as sketched below. We can prove it by induction on N j . For N j = 1, the result

is immediate. Assume that the result holds for N j = H − 1 ≥ 1, and let us prove it for

N j = H . Label the H nodes in V j by 1, . . . , H . By induction, the time for the H − 1 first

nodes to release the channel is approximately exponentially distributed, say with mean

1/r . Once these nodes are inactive, the time it takes for one of these nodes to be active

again is exponentially distributed with mean 1/s, with s =
∑H−1

i=1 f (Mli ). This happens be-

fore the H-th node releases the channel with probability s/(s + g (MlH )). Similarly, after

releasing the channel, the H-th node becomes active again before the H −1 other nodes

release the channel with probability f (MlH )/(r + f (MlH )). It can be easily verified that

when M grows large, 1/r ≫ 1/s and 1/r ≫ 1/ f (MlH ). Hence the transitions from a state

where the H nodes are active to a state where no node is active occur at the instants of a

Poisson process, which is the superposition of two Poisson processes of respective rates

r × g (MlH )/(s + g (MlH )) and g (MlH )× r /(r + f (MlH )). Thus τM
j

is approximately expo-

nentially distributed.

Having characterized τM
j

, we can now sketch when the three different regimes de-

scribed in Section 3.4.1 arise.

Fast mixing - Deterministic fluid limits. If limM→∞ E{τM
j

}/M = 0 for all j = 1, . . . ,K , then

the time to switch between maximal activity states is negligible compared to the time re-

quired for queue lengths to change. We have a separation of time scales, and the drifts of

the fluid limits are determined by the maximum-size activity state V j being used a fraction

of time equal to the corresponding stationary distribution.

Slow mixing - Inhomogeneous Poisson fluid limits. Assume without loss of generality

that N1 ≥ . . . ≥ NK . Assume that for j = 1, . . . , j0, limM→∞ E{τM
j

}/M =α j > 0, and that for all

j > j0, limM→∞ E{τM
j

}/M = 0. In such cases, in the fluid limits, the set of possible activity

states are V1, . . . ,V j0 , and one switches from one activity state to another at random epochs.

When all nodes in V j , j ≤ j0, are active, we have ζ′
i
(t) =λi −µi , for all i ∈V j , and ζ′

i
(t) =λi ,

for all i ∉V j . Assuming that queue lengths can still be considered as constant, the switch-

ing times between the various maximal activity states are driven by time-inhomogeneous

Poisson processes. That is, given li , the switching time in the fluid regime from V j to Vk is

exponentially distributed with mean

lim
M→∞

1

M

∏
i∈V j

f (Mli )/g (Mli )
∑

i∈V j
f (Mli )

∑
i∈Vk

f (Mli )
∑N

i=1 f (Mli )
.

For example, in a 2-partite interference graph with N1 = N2 = 2, and f (l) = l , g (l) = 1, the

average time to switch from V1 = {1,2} to V2 = {3,4} is

l1l2

l1 + l2

l3 + l4

l1 + l2 + l3 + l4
.

Torpid mixing - Pseudo-deterministic fluid limits. Assume that limM→∞ E{τM
j

}/M =∞,

and that initially all nodes in V j are active. Then in the fluid regime we have, until some
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Figure 3.4: Deterministic fluid limit for the bipartite interference graph with N1 = N2 = 1,

f (l) = l and g (l) = 1: fast mixing.

of the queues in V j empty, ζ′
i
(t) = λi −µi for all i ∈ V j , and ζ′

i
(t) = λi for all i ∉ V j . Other

behavior can occur for different initial activity states, e.g., if limM→∞ E{τM
j

}/M =∞ for all

j and initially no node is active, then, with probability
∑

i∈Vk
f (Mli )

∑
i∈V f (Mli )

for all k = 1, . . . ,K , ζ′
i
(t)=λi −µi for all i ∈Vk , and ζ′

i
(t) =λi for all i ∉Vk .

We illustrate the three above possible scenarios through simulation experiments. We

examine the evolution of the number of packets over time in a network that initially has a

large number of packets at each node. More precisely, we consider bipartite graphs with

initially 106 packets at every node. Further, we set λi = 0.4 and µi = 1 for all i and initially

no node is active. Setting f (l) = l and g (l) = 1 the empirical fluid limit for the bipartite

graph with N1 = N2 = 1 is given in Figure 3.4. For the case N1 = N2 = 2 the empirical fluid

limit is given in Figure 3.5 and for the case N1 = N2 = 3 the empirical fluid limit is given in

Figure 3.6. These scenarios give rise to fast mixing, slow mixing and torpid mixing respec-

tively. Thus we observe that for the same activation function, f (·), the three scenarios can

be obtained by changing the size of the components.

Alternatively, the three different scenarios can be obtained by changing the activation

function, f (·), for the same topology. For the bipartite graph with N1 = N2 = 3 we found,

see Figure 3.6, torpid mixing for f (l) = l . Setting f (l) =
p

l we obtain slow mixing as seen

in Figure 3.7 and setting f (l) = log(l +1) we obtain fast mixing as seen in Figure 3.8.

3.5 Concluding remarks

In this chapter we have established delay lower bounds for queue-based CSMA algorithms.

These lower bounds provide fundamental insight into why the algorithms that guarantee

throughput-optimality in arbitrary network topologies yield excessive delays. While the

lower bounds are not tight in general, they seem to be remarkably sharp for a number of

scenarios, such as complete bipartite graphs. Furthermore, the bounds suggest that the

delay performance can be improved by using more aggressive activity functions.
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Figure 3.5: Inhomogeneous Poisson fluid limit for the bipartite interference graph with

N1 = N2 = 2, f (l) = l and g (l) = 1: slow mixing.
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Figure 3.6: Pseudo-deterministic fluid limit for the bipartite interference graph with N1 =
N2 = 3, f (l) = l and g (l) = 1: torpid mixing.
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Figure 3.7: Inhomogeneous Poisson fluid limit for the bipartite interference graph with

N1 = N2 = 3, f (l) =
p

l and g (l) = 1: slow mixing.
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Figure 3.8: Deterministic fluid limit for the bipartite interference graph with N1 = N2 = 3,

f (l) = log(l +1) and g (l) = 1: fast mixing.

A key challenge for further research is to establish how fast the activity functions are

allowed to grow, depending on the topology, while retaining throughput-optimality. As a

first step in that direction, we have investigated fluid limits which give a first-order ap-

proximation of the underlying stochastic process and can be used to establish stability

properties. We identified several distinct qualitative types of limits that can arise in the

fluid regime. We have also explained how these different types are related to the mixing

properties of the system.
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4
Fixed-rate algorithms

4.1 Introduction

In the previous chapter we derived lower bounds for queue-based CSMA algorithms,

which provide fundamental insight into why the kind of activity functions that guaran-

tee throughput-optimality yield excessive delays. In this chapter we explore the achiev-

able delay performance of the fixed-rate CSMA algorithm, described in Section 1.3.1, and

establish lower bounds for the achievable mean stationary delay for this case. As a side

result we establish lower bounds on the mixing time, where the mixing time describes the

amount of time required for the activity process to come close to its equilibrium distribu-

tion.

As in the previous chapter, we establish a lower bound of the order F (1/(1−ρ)) for the

mean stationary delay, where ρ is the traffic load of the system. In the case of fixed-rate

algorithms studied in this chapter, we find that the specific form of the function F (·) de-

pends on the topology of the network. In particular, for a canonical class of partite conflict

graphs, we find that F (·) is a polynomial whose degree is determined by the conflict graph.

This chapter is organized as follows. We establish generic lower bounds for the delay

and mixing time in Section 4.2. In Sections 4.3 and 4.4 we apply these generic bounds

to a canonical class of partite conflict graphs, which includes several specific cases of in-

terest such as complete partite graphs and grid topologies. Simulation experiments are

conducted in Section 4.5 to support the analytical results and to numerically compare

the results of this chapter to the results for queue-based CSMA algorithms obtained in

Chapter 3. In Section 4.6, we make some concluding remarks and discuss the relation

between the achievable delay performance of throughput-optimal fixed-rate and queue-

based CSMA algorithms.

4.2 Generic lower bounds

We consider the same model as in Section 1.3 and Chapter 3 to describe the network. That

is, we assume that the network is represented by an undirected conflict graph G = (V ,E ),

with V = {1, . . . , N } and E ⊆ V ×V . Nodes that are neighbors in the conflict graph are pre-

vented from simultaneous activity, and thus the independent sets of G correspond to the
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feasible joint activity states of the network, Ω.

The nodes share the medium according to a fixed-rate CSMA algorithm, as described

in Section 1.3.1. That is, back-off times are independent and exponentially distributed

with mean 1/νi and a node releases the medium and begins a back-off period with prob-

ability ψi after each transmission. The packets arrive at node i according to a Poisson

process of rate λi , independent of the state of the network. Further, the packet transmis-

sion times at node i are exponentially distributed with mean 1/µi , independent of each

other and of the arrival process. Denote by ρi =λi /µi the traffic intensity of node i .

For this model the activity process {ω(t)} is a reversible Markov process with stationary

product-form distribution (1.4). In the next sections we will use this distribution to derive,

similar to Chapter 3, lower bounds for the expected aggregate weighted stationary queue

length in subsets of nodes A ⊆ V ,
∑

i∈A wiE{Li }, with Li denoting the stationary number

of packets at node i . As in Chapter 3, we will assume that the system under consideration

is stable, see Section 1.3.1 for a discussion on achieving stability in case of the fixed-rate

CSMA algorithm.

Denote by σi = νi /(µiψi ) the nominal activity factor and by ρC =
∑

j∈C ρ j the aggregate

load in C. For fixed-rate algorithms it follows from Lemma 3.2.1 that stability entails, for

any clique C ⊆V containing node i ,

σi ≥
ρi

1−ρC
, (4.1)

which in fact could also have been established using the product-form distribution (1.4).

The derivation of the lower bounds revolves around two simple observations: (i) high

activation rates entail slow transitions between dominant activity states; (ii) slow tran-

sitions between dominant states imply long starvation periods for some nodes, which

cause huge queue lengths and delays. In this section we formalize (ii), and establish lower

bounds for the expected aggregate weighted queue length and delay in terms of the ex-

pected return times of the activity process {ω(t)}.

In order to lower bound these return times, we will build in Sections 4.3 and 4.4 on

insight (i) for a canonical class of partite conflict graphs.

We first introduce some useful notation. Define Q(S) as the transition rate out of the

subset S ⊆Ω, with Ω denoting the set of all joint activity states. Thus,

Q(S)=
∑

u∈S

∑

u′∈Ω\S

π(u)q(u,u′) =
∑

u∈Ω\S

∑

u′∈S

π(u)q(u,u′),

with π(u) the long-run probability that the activity process {ω(t)} resides in state u, with

distribution (1.4), and q(u,u′) denoting the transition rate from state u to state u′, i.e.,

q(u,u + ei ) = νi and q(u + ei ,u) = µiψi , for u,u + ei ∈ Ω. With minor abuse of notation,

denote byπ(S) =∑
u∈S π(u) the fraction of time that the system resides in one of the activity

states in the subset S. The bottleneck ratio of the subset S is defined as

Φ(S)=
Q(S)

π(S)
.

Further define for arbitrary weights w ∈RN
+ and for any A⊆V , S ⊆Ω,

Y (w,A,S)= max
u∈S

∑

i∈A
wiµi ui ,
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and denote

D(w,A,S) =
∑

i∈A
wiλi −Y (w,A,S).

Proposition 4.2.1. For any w ∈RN
+ , A⊆V ,

∑

i∈A
wiE{Li } ≥

1

2
max
S⊆Ω

D(w,A,S)π(S)
1

Φ(S)
. (4.2)

Proof. The coefficient Y (w,A,S) represents the maximum aggregate weighted service rate

of the nodes in A when the system resides in one of the activity states in the subset S. Not-

ing that
∑

i∈A wiλi is the weighted arrival rate of the nodes in A, the coefficient D(w,A,S)

may thus be interpreted as the minimum drift in the aggregate weighted queue length of

the nodes in A when the system resides in one of the activity states in the subset S. Hence,

when the activity process resides in S, the aggregate weighted queue length of the nodes

in A has a drift no less than D(w,A,S), which is independent of the actual state of the

activity process.

Using renewal theory, in particular the renewal reward theorem, and the properties of

the activity process, it can now be established that, for any S,

∑

i∈A
wiE{Li } ≥

1

2
D(w,A,S)π(S)E{TS}, (4.3)

where TS denotes a random variable representing the equilibrium return time to the sub-

set of activity states Ω\ S. Equation (4.3) can be interpreted as follows: when the activity

process resides in S, which happens a fraction π(S) of the time, the aggregate weighted

queue length of the nodes in A has experienced a drift of at least D(w,A,S) for an ex-

pected amount of time of at least E{TS }/2.

Finally, because Q(S) is the expected number of times the process enters S per unit of

time and E{TS } is the expected amount of time the process stays in S after entering, the

expected fraction of the time the process resides in S, π(S), is given by π(S) = Q(S)E{TS}.

Thus, E{TS } = 1
Φ(S) , and (4.2) follows.

The question arises how to choose S such that the maximum and thus the tight-

est possible lower bound in (4.2) is obtained. Evidently, the more S includes states

with some of the nodes in A active, the larger the potential aggregate weighted service

rate of the nodes in A, i.e., the larger Y (w,A,S), and the smaller D(w,A,S). In other

words, we need to ensure that S excludes some of the states with nodes in A active.

Indeed, if S includes all states with maximal subsets of the nodes in A active, then

Y (w,A,S) = maxu∈Ω
∑N

i=1
ŵiµi ui , with ŵi = wi if i ∈ A and ŵi = 0 otherwise. The fact

that (ρ1, . . . ,ρN ) ∈ int(conv(Ω)) is a necessary condition for stability, see Section 1.3.1, then

implies that Y (w,A,S) ≥
∑N

i=1 ŵiµiρi =
∑N

i=1 ŵiλi =
∑

i∈A wiλi , so that D(w,A,S) ≤ 0,

yielding an irrelevant lower bound. However, observe that the expected equilibrium

return time to Ω\ S, denoted E{TS }, may be small when S includes very few states. Hence,

to obtain the sharpest possible lower bound, it may not necessarily be optimal to exclude

all the states with nodes in A active from S. For high values of ν, which are necessary for

stability at high load as follows from (4.1), the above argument suggests that we should

choose S so that it contains a state with many active nodes, while the boundary of S only

contains states with few active nodes.



74 Fixed-rate algorithms

Define

∂S = {u ∈ S :
∑

u′ 6∈S

q(u,u′) > 0}

as the ‘boundary’ of S and K (S ′,A′) = maxu∈S ′
∑

i∈A′ ui . In order to get a tight lower bound

in (4.2) we thus need to find a subset S such that K (S,V ) is large, K (∂S,V ) is small, and

K (S,A) is small.

We will now first give an example to illustrate the use of Proposition 4.2.1.

Example 4.2.1. Suppose that S is such that u+ei 6∈Ω\S for all u ∈ ∂S. In case ψi ≡ 1, µi ≡ 1

and νi ≡ ν≥ 1, we then have Q(S)≤ Nπ(∂S), and thus using (1.4),

1

Φ(S)
=

π(S)

Q(S)
≥

∑
u∈S

π(u)

N
∑

u∈∂S
π(u)

=

∑
u∈S

ν
∑N

i=1
ui

N
∑

u∈∂S
ν

∑N
i=1

ui

≥
1

N
νK (S,V )−K (∂S,V ).

We thus see that in this example we indeed need to choose S such that K (S,V )−K (∂S,V )

is maximized.

Now suppose the conflict graph is a symmetric complete bipartite graph. That is, the

nodes in V1 = {1, . . . , N /2} interfere with, and only with, the nodes in V2 = {N /2+1, . . . , N }.

In this case we have K (S,V ) ≤ N /2. Further, as S is such that u+ ei 6∈Ω\ S, we have S =Ω

if and only if K (∂S,V ) = 0. Thus, because S =Ω yields an irrelevant lower bound, we have

K (∂S,V ) ≥ 1.

Assuming that A ⊆ V1 it is clear that K (S,A) = 0 if S only contains states where nodes

in V2 are active. Hence in this case we should choose S = {u ∈Ω :
∑

i∈V2
ui ≥ 1}, the set of

activity states where at least one of the nodes in V2 is active, as this gives K (S,V ) = N /2,

K (∂S,V ) = 1 and K (S,A) = 0. We thus see that the delay grows at least as fast as νN/2−1.

As mixing times are typically long when transitions between dominant activity states

are slow, it is likely that we can construct a lower bound for the mixing time with simi-

lar heavy-traffic behavior as (4.2). The mixing time of a process describes the amount of

time required for the process to come close to its equilibrium distribution, and is formally

defined as

tmix(ǫ) = inf{t : d(t) ≤ ǫ},

where d(t) denotes the maximal distance (in total variation) between ω(t) and π, i.e.,

d(t) = max
ω(0)∈Ω

1

2

∑

u∈Ω
|P{ω(t)= u}−π(u)|.

As the next proposition shows, the bottleneck ratio Φ(·) provides a lower bound on the

mixing time of the activity process {ω(t)}. This proposition is similar to the discrete-time

result in [73], and provides a generic lower bound which holds for any continuous-time

Markov process.

Proposition 4.2.2. The mixing time of {ω(t)} satisfies

tmix(ǫ) ≥ max
S⊆Ω

(1−2ǫ−π(S))
1

Φ(S)
. (4.4)
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Proof. Zocca et al. [113] show that

tmix(ǫ) ≥ (1−2ǫ− r )
1

Φ
∗
r

,

with

Φ
∗
r = min

{S⊆Ω:π(S)≤r }
Φ(S).

Therefore,

tmix(ǫ) ≥ max
r

max
{S⊆Ω:π(S)≤r }

(1−2ǫ− r )
1

Φ(S)

= max
r

max
{S⊆Ω:π(S)=r }

(1−2ǫ− r )
1

Φ(S)
,

and (4.4) follows.

We thus found a lower bound for the mixing time that has a similar form as the bound

we found in Proposition 4.2.1 for the aggregate weighted queue length. Note, however,

that to find a tight lower bound for the mixing time, for sufficiently small ǫ, we only need

K (S,V ) to be large and K (∂S,V ) to be small.

4.3 Complete partite graphs

In the previous section we derived generic lower bounds for the expected aggregate

weighted queue length and delays in terms of the bottleneck ratio of any subset S ⊆ Ω,

an approach that is also used to find a lower bound for the mixing time of the activity

process {ω(t)}. In this section and the next we describe how to find a subset S ⊆Ω with the

desired properties discussed in the previous section, for a broad class of K -partite conflict

graphs. We additionally assume that each of the nodes belongs to at least one clique of

size K (of which the other K −1 nodes necessarily belong to K −1 different components).

This class of K -partite conflict graphs covers a wide range of network topologies with

nearest-neighbor interference, e.g., linear topologies, ring networks with an even number

of nodes, two-dimensional grid networks, tori (two-dimensional grid networks with a

wrap-around boundary), and complete K -partite graphs, where all nodes are connected

except those that belong to the same component, with star topologies as a prime example.

We first introduce some further notation and state a few preparatory lemmas. De-

note by Vk ⊆ V the subset of nodes that belong to the k-th component and Nk = |Vk |,
k = 1, . . . ,K . For compactness, define

Υk =
∏

i∈Vk

(1+σi )−1 =
∑

I⊆Vk

∏

i∈I

σi −1=
∑

;6=I⊆Vk

∏

i∈I

σi .

In particular when σi ≡ σ̂k for all i ∈Vk , we have Υk = (1+ σ̂k )Nk −1.

From now on we assume that ρi = ρ̂k > 0 for all i ∈ Vk , and denote ρ = ∑K
k=1

ρ̂k and

ρmin = mink=1,...,K ρ̂k . For convenience, we also assume ψi ≡ 1 and µi ≡ 1, so that σi = νi

for all i = 1, . . . , N . Define M = maxk=1,...,K Nk as the maximum component size.

In order to gain some useful intuition, we first focus on complete K -partite graphs,

where all nodes are connected except those that belong to the same component. In other
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words, the complement of the graph consists of K fully connected components. Thus,

transmission activity is mutually exclusive across the various components.

In this case, the normalization constant in (1.4) satisfies

Z = 1+
K∑

k=1

∑

;6=I⊆Vk

∏

i∈I

σi = 1+
K∑

k=1

Υk .

For any k = 1, . . . ,K , define Sk = {u ∈Ω :
∑

i∈Vk
ui ≥ 1} as the set of activity states where at

least one of the nodes in Vk is active. We will use these sets to find a lower bound for the

delay and mixing time. As discussed in Example 4.2.1, these sets are likely to provide a

tight lower bound.

Lemma 4.3.1. For any activation rate vector (ν1, . . . ,νN ) such that the system is stable, for

any k = 1, . . . ,K ,

Q(Sk)=Q(Ω\ Sk) < Nk (1−
∑

l 6=k

ρ̂l )

(
1−ρ

ρ̂k

)Nk−1

, (4.5)

ρ̂k < π(Sk) < 1−
∑

l 6=k

ρ̂l , (4.6)

∑

l 6=k

ρ̂l < π(Ω\ Sk ) < 1− ρ̂k . (4.7)

Proof. Using (1.4) we obtain

θi = Z−1
∑

u∈Ω,ui =1

N∏

j=1

σ
u j

j
≥ Z−1σi

∏

l∈Vk \{i}

(1+σl ) = Z−1 σi

1+σi
(Υk +1),

where θi =
∑

u∈Ωπ(u)ui denotes the stationary fraction of time that node i is active. Also,

from (1.4) we know

θi =σiP{ω j = 0 for all j ∈N+
i },

where N+
i

denotes the set of neighbors of node i in the graph G, along with i itself. Fur-

thermore,

P{ω j = 0 for all j ∈N+
i } ≤P{ω j = 0 for all j ∈ C},

for any clique C containing node i . Hence, using (3.7),

θi ≤σi [1−
∑

j∈C
θ j ],

which may be rewritten as

θi ≤
σi

1+σi
[1−

∑

j∈C\{i}

θ j ],

so that

Υk ≤ Z [1−
∑

j∈C\{i}

θ j ]−1,

and thus, using the fact that ρi < θi for all i ∈V is a necessary condition for stability,

Υk < Z [1−
∑

j∈C\{i}

ρ j ]−1. (4.8)



4.3 Complete partite graphs 77

Next, note that Q(Ω\ Sk) =π(0)
∑

i∈Vk
σi , and similarly,

Q(Sk) =π(0)
∑

i∈Vk

σi =
1

Z

∑

i∈Vk

σi .

Using this we get,

Q(Sk) ≤
Nk

Z
max
i∈Vk

σi = Nk max
i∈Vk

σi

1+σi
(Υk +1)

1
1+σi

(Υk +1)
=

Nk

Z
max
i∈Vk

σi

1+σi
(Υk +1)

∏
l∈Vk \{i}

(1+σl )

<
Nk (Υk +1)

Z (1+mini∈Vk
σi )Nk−1

.

Invoking (4.1) and (4.8) gives (4.5).

Also, because ρ̂k <π(Sk ) =Υk /Z is needed for stability, (4.8) gives,

π(Sk ) < 1−
∑

l 6=k

ρ̂l −
1

Z
,

which proves (4.6). Noting that π(Sk )+π(Ω\ Sk )= 1 gives (4.7).

Using Lemma 4.3.1 we can find a lower bound for the expected aggregate weighted

queue length at some subset of nodes in A⊆Vk .

Theorem 4.3.2. For any activation rate vector (ν1, . . . ,νN ) such that the system is stable and

for any w ∈RN
+ , A⊆Vk ,

∑

i∈A
wiE{Li } >

1

2M
(ρmin)M+1

∑

i∈A
wiλi

(
1

1−ρ

)M−1

.

For the symmetric scenario Nk ≡ M and ρ̂k ≡ ρ/K for all k = 1, . . . ,K ,

E{Li } >
(K −1)2ρM+2

2MK M+1(K − (K −1)ρ)

(
1

1−ρ

)M−1

.

Proof. The proof relies on applying Proposition 4.2.1, taking S to be (i) Ω \ Sk and (ii) Sl ,

l 6= k. In either case, ui = 0 for all i ∈A, u ∈ S, so that Y (w,A,S) = 0, i.e.,

D(w,A,S) =
∑

i∈A
λi wi .

First consider case (i). In this case we obtain the lower bound

∑

i∈A
wiE{Li } >

(∑
l 6=k ρ̂l

)2

2Nk

∑

i∈A
wiλi

(
ρ̂k

1−ρ

)Nk−1

from Proposition 4.2.1 and Lemma 4.3.1. Taking A=Vk yields the second statement of the

lemma for a symmetric scenario.

In order to complete the proof of the first part of the lemma, we now turn to case (ii).

Using Proposition 4.2.1 and Lemma 4.3.1, we arrive at the lower bound

∑

i∈A
wiE{Li } >

ρ̂2
l

2Nl

∑

i∈A
wiλi

(
ρ̂l

1−ρ

)Nl −1

.

Combining the above two lower bounds yields the first part of the lemma.
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Theorem 4.3.2 states that in a complete K -partite graph the expected queue length

grows at least as fast as 1/(1−ρ)M−1, with M the size of the largest component. This may

be heuristically explained as follows. In order for the system to be stable, each node must

at least have an activation rate of the order 1/(1−ρ), see (4.1). In turn, the transition times

between the various activity states as governed by the maximum-size component occur

on a time scale of the order νM−1, when each node has a fixed activation rate ν.

For M = 1 (complete graph), the lower bound established in Theorem 4.3.2 is loose,

reflecting that it is not the slow transitions between the various components that cause

the delays to be long in that case, but the sheer load. For M = 2, a similar lower bound

could also have been obtained by treating cliques as single-resource systems. In fact, it

follows already from (3.3) that the queue length is at least of the order 1/(1−ρ). For M ≥ 3,

the lower bound is particularly relevant, and reflects that the slow transitions between the

various components cause the delays to be exponentially larger than can be explained

from sheer load considerations alone.

Lemma 4.3.1 also provides a corresponding lower bound for the mixing time of the

activity process {ω(t)} as established in the next theorem.

Theorem 4.3.3. For any activation rate vector (ν1, . . . ,νN ) such that the system is stable,

tmix(ǫ) > ((K −1)ρmin −2ǫ)
(ρmin)M

M

(
1

1−ρ

)M−1

.

Proof. Applying Proposition 4.2.2 for S = Sk and using Lemma 4.3.1 gives

tmix(ǫ) > (1−2ǫ− (1−
∑

l 6=k

ρ̂l ))
ρ̂k

Nk(1−∑
l 6=k ρ̂l )

(
ρ̂k

1−ρ

)Nk−1

> ((K −1)ρmin −2ǫ)
ρmin

Nk

(
ρmin

1−ρ

)Nk−1

,

for k = 1, . . . ,K , and the result follows.

Note that the bound derived in Theorem 4.3.3 is not necessarily the tightest bound

we can find using the results of Lemma 4.3.1. In fact, the bound is irrelevant if ǫ > (K −
1)ρmin/2. However, if ρmin > 0 and ǫ is small enough, we can conclude that the mixing

time grows at least like 1/(1−ρ)M−1 as ρ increases to 1.

For equal activation rates, i.e., for the activation rate vector (ν, . . . ,ν), it is shown in

[113] that tmix(ǫ) ∼ νM∗−1 as ν → ∞, with M∗ the size of the second largest component,

so that the heavy-traffic behavior is governed by M∗ instead of M . Note however that, if

M∗ < M , this vector of equal activation rates does not provide a stable system, as follows

from Lemma 4.3.1 and the fact that π(Sk ) → 0 as ν→∞ for all k such that Nk < M . This

explains why we find a slower mixing time in Theorem 4.3.3 as compared to the result

in [113] when M∗ < M .

4.4 Extensions

In this section we turn attention to the broader class of (not necessarily complete) K -

partite graphs. Thus, transmission activity is no longer mutually exclusive across the var-

ious components. However, we make the next assumption implying that joint activity
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across various components is relatively inefficient. Denote by v (k) = 1{Vk } the incidence

vector of Vk , i.e., v (k)
i

= 1 if i ∈ Vk and v (k)
i

= 0 otherwise, and define Ω
∗ = {v (1), . . . , v (K )}.

Further we adopt the notation and assumptions used in Section 4.3.

Assumption 4.4.1. For any u ∈Ω,

H(u) =
K∑

k=1

∑

i∈Vk

ui

Nk
≤ 1,

with strict inequality for any u 6∈Ω
∗.

Based on the above assumption, we define

ζ= 1− max
u∈Ω\Ω∗

H(u) > 0.

An illustrative example is provided by a 2B ×2B grid with nodes labeled as {(i , j )}, i , j =
1, . . . ,2B , and nearest-neighbor interference. The two components are V1 = {(i , j ) : (i +
j ) mod 2 = 1} and V2 = {(i , j ) : (i + j ) mod 2 = 0}, with N1 = N2 = 2B2 . In order for m ≥ 1

nodes in V1 to be active, at least m+1 nodes in V2 must be inactive. Thus, if u 6∈Ω
∗ at most

2B2 −1 nodes can be active, which gives ζ= 1
2B 2 .

The next lemma shows that in order for the system to be stable, joint activity across the

various components can only occur a negligible fraction of the time at high load.

Lemma 4.4.2. In order for the system to be stable, it should hold that

∑

u∈Ω\Ω∗
π(u) <

1−ρ

ζ
,

and

π(v (k)) > ρ̂k −
1−ρ

ζ
.

Proof. In order for the system to be stable, we must have ρi < θi for all i = 1, . . . , N . Thus,

ρ =
K∑

k=1

ρ̂k =
K∑

k=1

1

Nk

∑

i∈Vk

ρi

<
K∑

k=1

1

Nk

∑

i∈Vk

∑

u∈Ω
π(u)ui =

∑

u∈Ω
π(u)

K∑

k=1

1

Nk

∑

i∈Vk

ui

=
∑

u∈Ω∗
π(u)

K∑

k=1

1

Nk

∑

i∈Vk

ui +
∑

u∈Ω\Ω∗
π(u)

K∑

k=1

1

Nk

∑

i∈Vk

ui

≤
∑

u∈Ω∗
π(u)+ (1−ζ)

∑

u∈Ω\Ω∗
π(u)

= 1−ζ
∑

u∈Ω\Ω∗
π(u),

where the last inequality follows from Assumption 4.4.1. The first part of the lemma fol-

lows.

Also, for any i ∈Vk ,

ρ̂k = ρi <
∑

u∈Ω
π(u)ui ≤π(v (k))+

∑

u∈Ω\Ω∗
π(u),

which combined with the first statement yields the second part of the lemma.
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In the next lemma we show that the fraction of time the activity process {ω(t)} spends

in a state with all nodes in any component Vk active, relative to the traffic intensity of the

nodes in that component, is almost equal for all components if ρ is large enough.

Lemma 4.4.3. Assume the system is stable and ρ ≥ ργ = 1−γζρ2
min

, γ> 0. Then

min
k=1,...,K

1

ρ̂k

∏

i∈Vk

σi ≥ (1−3γ) max
k=1,...,K

1

ρ̂k

∏

i∈Vk

σi .

Proof. For compactness, we denote Πk = ∏
i∈Vk

σi and Rk = Πk /ρ̂k , and define kmin =
argmink=1,...,K Rk and kmax = argmaxk=1,...,K Rk .

Lemma 4.4.2 implies

ρ̂kmin
−γρ2

min ≤ ρ̂kmin
− (1−ρ)/ζ≤π(v (kmin)) = Z−1

Πkmin

≤
Πkmin∑K
k=1

Πk

=
Πkmin

Πkmin
+Πkmax

+
∑

k 6=kmin,kmax
Πk

≤
Πkmin

Πkmin
+Πkmax

+∑
k 6=kmin,kmax

ρ̂k

ρ̂kmin
Πkmin

,

yielding

(1− (ρ̂kmin
+

∑

k 6=kmin,kmax

ρ̂k )(1−
γρ2

min

ρ̂kmin

))
Πkmin

Πkmax

≥ ρ̂kmin
−γρ2

min,

or equivalently,

(1− (ρ− ρ̂kmax
)(1−γρ2

min/ρ̂kmin
))Πkmin

≥ (ρ̂kmin
−γρ2

min)Πkmax
.

Using ρ ≥ 1−γζρ2
min

and ρmin ≤ ρ̂kmin
, it follows that

(1− (1−γζρ2
min − ρ̂kmax

)(1−γρmin))Πkmin
≥ (1−γ)ρ̂kmin

Πkmax
.

This yields

(1+2γ)ρ̂kmax
Πkmin

≥ (1−γ)ρ̂kmin
Πkmax

,

and thus,

Rkmin
≥

(1−γ)Rkmax

1+2γ
≥ (1−3γ)Rkmax

.

In order to state a lower bound for the expected aggregate weighted queue length at

some subset of nodes A⊆Vk , we now first introduce some further notation and concepts.

A sequence of states (u(0),u(1), . . . ,u(l )), with u(k) ∈ Ω, k = 0, . . . , l , is called a path

from u(0) to u(l ) if (u(k),u(k+1)) are feasible transitions, i.e., q(u(k),u(k+1)) > 0 for all k =
0, . . . , l −1. For a given path p = (u(0),u(1), . . . ,u(l )), denote by m(p) = mink=0,1,...,l H(u(k))

the minimum value of the function H(·), as defined in Assumption 4.4.1, along the path.

For given states u, v ∈Ω, denote by P (u, v) the collection of all paths from u to v . Define

m̄(u, v) = maxp∈P (u,v) m(p) as the maximum of the minimum value of the function H(·)
along any path from state u to state v , with the convention that m̄(u,u) =∞.
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For all A⊆ V such that A⊆ Vk for some k ∈ {1, . . . ,K }, denote by ∆(A) the set of states

in which the expected drift of the aggregate weighted queue length in A is non-positive,

i.e.,

∆(A) = {u ∈Ω :
∑

i∈A
wiλi ≤

∑

i∈A
wiµi ui }.

Further define δ(A) as the minimum expected drift of the aggregate weighted queue

length in A if the system does not reside in of one of the states in ∆(A), i.e.,

δ(A) =
∑

i∈A
wiλi − max

u∈Ω\∆(A)

∑

i∈A
wiµi ui .

Note that δ(A) > 0 by construction. For all l 6= k, define ml (A) = maxu∈∆(A) m̄(v (l ),u), and

Sl (A) = {u ∈Ω : m̄(v (l ),u) > ml (A)}

as the set of states that can be reached from v (l ) via a path p with m(p) > ml (A). Also,

define mk (A) = maxl 6=k ml (A), and

Sk (A) = {v ∈Ω : max
u∈∆(A)

m̄(u, v) > mk (A)}

as the set of states that can be reached from ∆(A) via a path p with m(p)> mk (A).

Finally, define

Hl (A) = max
u∈∂Sl (A)

H(u),

H∗(A) = min
l=1,...,K

Hl (A),

H∗
min = min

A⊆V :∃k :A⊆Vk

H∗(A).

In deriving lower bounds for the delay and mixing time in this section we will use the

sets Ω \ Sk (A) and Sl (A), l 6= k, as the bottleneck sets, S. Note that for a complete par-

tite graph these sets coincide with the bottleneck sets used in the previous section. Fur-

thermore, for more general topologies, these sets are optimal in the sense that adding or

removing one state will make K (S,V ) smaller, or K (∂S,V ) larger, or K (S,A) larger.

In the remainder of this section we will assume that the activation rates of nodes in

the same component are equal, i.e., σi = σ̂k if i ∈ Vk for all k = 1, . . . ,K . Denote σ∗ =
mink=1,...,K σ̂

Nk

k
and k∗ = argmink=1,...,K σ̂

Nk

k
.

Remark 4.4.4. It is not clear when there exists an activation rate vector (ν1, . . . ,νN ) with

νi = ν j if i , j ∈Vk that stabilizes the system. For symmetric topologies, e.g., ring networks

with an even number of nodes or tori with an even number of nodes in both directions, it

seems plausible that such an activation rate vector can stabilize the system for any ρ < 1.

For asymmetric typologies, e.g., linear topologies and two-dimensional grid networks, this

is not clear.

In the next lemma we derive an upper bound for the fraction of time the activity pro-

cess spends in the boundary of Sl (A) for any l = 1, . . . ,K .

Lemma 4.4.5. Assume the system is stable and ρ ≥ ργ = 1−γζρ2
min, γ> 0. Then

max
u∈∂Sl (A)

N∏

j=1

σ
u j

j
≤

(
σ∗

(1−3γ)ρmin

)Hl (A)

.
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Proof. Since σi = σ̂k for all i ∈Vk , we obtain

max
u∈∂Sl (A)

N∏

j=1

σ
u j

j
= max

u∈∂Sl (A)

K∏

k=1

∏

i∈Vk

σ
ui

i
= max

u∈∂Sl (A)

K∏

k=1

σ̂

∑
i∈Vk

ui

k

= max
u∈∂Sl (A)

K∏

k=1

(σ̂
Nk

k
)

1
Nk

∑
i∈Vk

ui

.

Lemma 4.4.3 gives

σ̂
Nk

k
≤

ρ̂k

1−3γ
min

l=1,...,K

1

ρ̂l
σ̂

Nl

l
≤

σ∗

(1−3γ)ρmin
,

and thus,

max
u∈∂Sl (A)

N∏

j=1

σ
u j

j
≤ max

u∈∂Sl (A)

K∏

k=1

(
σ∗

(1−3γ)ρmin

) 1
Nk

∑
i∈Vk

ui

≤ max
u∈∂Sl (A)

(
σ∗

(1−3γ)ρmin

)∑K
k=1

1
Nk

∑
i∈Vk

ui

=
(

σ∗

(1−3γ)ρmin

)maxu∈∂Sl (A) H(u)

=
(

σ∗

(1−3γ)ρmin

)Hl (A)

.

We are now in the position to derive bounds for Q(Sl (A)), π(Sl (A)) and π(Ω \ Sl (A))

that are qualitatively similar to the bounds in Lemma 4.3.1.

Lemma 4.4.6. Assume ρ ≥ ργ = 1−γζρ2
min, γ> 0. For any activation rate vector (ν1, . . . ,νN )

such that the system is stable and with νi = ν j if i , j ∈Vk for some k, for any l = 1, . . . ,K ,

Q(Sl (A))=Q(Ω\ Sl (A))

<
2N

(1−3γ)ρmin

(
ρk∗

1−ρ

)M(Hl (A)−1)

, (4.9)

(1−γ)ρmin < π(Sl (A)) < 1− (1−γ)ρmin, (4.10)

(1−γ)ρmin < π(Ω\ Sl (A)) < 1− (1−γ)ρmin. (4.11)

Proof. First note that

Q(Sl (A)) =
∑

u∈∂Sl (A)

π(u)

and

Q(Ω\ Sl (A)) =
∑

u∈∂Sl (A)

π(u).

Further,

Q(Sl (A)) =
∑

u∈∂Sl (A)

π(u) = Z−1
∑

u∈∂Sl (A)

N∏

j=1

σ
u j

j

≤ Z−1|∂Sl (A)| max
u∈∂Sl (A)

N∏

j=1

σ
u j

j
.
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Noting that Z ≥σ∗ and |∂Sl (A)| ≤ 2N yields, using Lemma 4.4.5,

Q(Sl (A))≤
2N

(
σ∗

(1−3γ)ρmin

)Hl (A)

σ∗ ≤
2N (σ∗)Hl (A)−1

(1−3γ)ρmin
,

and (4.9) follows from (4.1).

Further, using Lemma 4.4.2,

π(Sl (A)) =π(Sl (A)) ≥π(v (l )) > ρ̂l −
1−ρ

ζ
≥ (1−γ)ρmin.

Now note that by definition Sl ∩∆(A) = ; for l 6= k and ∆(A) ⊆ Sk if A ⊆ Vk . Hence, for

l 6= k,

π(Sl (A)) ≤ 1−π(v (k)) < 1− (1−γ)ρmin,

and

π(Sk (A))≤ 1−
∑

l 6=k

π(v (l )) < 1− (K −1)(1−γ)ρmin,

which gives (4.10). Noting that π(Sl (A))+π(Ω\ Sl (A)) = 1 gives (4.11).

Using a similar approach as in Section 4.3, the bounds in Lemma 4.4.6 can be utilized

to establish a lower bound for the expected aggregate weighted queue length in some sub-

set of nodes and for the mixing time of the activity process.

Theorem 4.4.7. Assume ρ ≥ ργ = 1 − γζρ2
min

, γ > 0. For any activation rate vector

(ν1, . . . ,νN ), with νi = ν j if i , j ∈ Vk for some k, such that the system is stable and for any

w ∈RN
+ , A⊆Vk ,

∑

i∈A
wiE{Li } >

δ(A)(1−4γ)ρM+3
min

2N+1

(
1

1−ρ

)M(1−H∗(A))

,

Proof. The proof of this theorem proceeds along similar lines as the proof of Theorem 4.3.2

and relies on applying Proposition 4.2.1, taking S to be (i) Ω\Sk (A) and (ii) S = Sl (A), l 6= k.

First note that by definition Sl (A)∩∆(A) =;, and thus D(w,A,Sl (A)) ≥ δ(A), l 6= k. Also

note that ∆(A) ⊆ Sk (A), so that D(w,A,Ω\ Sk (A)) ≥ δ(A).

Further, using Lemma 4.4.6 we obtain the lower bound

∑

i∈A
wiE{Li } >

δ(A)(1−4γ)ρM+3
min

2N+1

(
1

1−ρ

)M(1−Hl (A))

,

for l = 1, . . . ,K , and the result follows.

Theorem 4.4.7 states that in a general K -partite conflict graph the expected queue

length grows at least as fast as 1/(1−ρ)M(1−H∗), where the coefficient H∗ depends on the

specific topology and is in general hard to calculate. We however know that 1
M

≤ H∗ ≤ 1

and for some specific topologies we can explicitly determine H∗.

The next theorem provides a corresponding lower bound for the mixing time of the

activity process {ω(t)}.
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Theorem 4.4.8. Assume ρ ≥ ργ = 1 − γζρ2
min, γ > 0. For any activation rate vector

(ν1, . . . ,νN ) such that the system is stable and with νi = ν j if i , j ∈Vk for some k,

tmix(ǫ) > ((1−γ)ρmin −2ǫ)
(1−4γ)ρM+2

min

2N

(
1

1−ρ

)M(1−H∗
min

)

.

Proof. Take A⊆V such that there exists a k such that A⊆Vk . Using Lemma 4.3.1 we then

find for any l ∈ {1, . . . ,K },

1

Φ(Sl (A))
>

(1−γ)ρmin(1−3γ)ρmin

2N

(
ρk∗

1−ρ

)M(1−Hl (A))

≥
(1−4γ)ρM+2

min

2N

(
1

1−ρ

)M(1−Hl (A))

.

Hence, using Proposition 4.2.2,

tmix(ǫ) > ((1−γ)ρmin −2ǫ)
(1−4γ)ρM+2

min

2N

(
1

1−ρ

)M(1−Hl (A))

,

and the result follows by optimizing over l and A.

We thus again find a mixing time lower bound which is similar to the delay lower bound

obtained in Theorem 4.4.7. In this case the delay bound depends on A, while the mixing

time bound does not. This is due to possible asymmetries in the topology and because the

mixing time is a global measure and the delay is a local measure. However, note that there

exists a set A such that H∗(A) = H∗
min

, so that for this set the heavy-traffic behavior of the

two lower bounds is similar.

The value of the coefficient H∗(A) depends strongly on the specific properties of the

conflict graph G. For a complete partite graph, the sets Sl (A) coincide with those in the

previous section, and we have ∂Sl (A) =⋃
i∈Vl

{ei }, so that Hl (A) = 1/Nl , and H∗(A) = 1/M ,

recovering the result of Theorem 4.3.2. On the other hand, when the graph consists of N /K

fully connected components, we have Hl (A) ≡ 1, and the result trivializes. An interesting

intermediate situation is the 2B ×2B grid mentioned earlier with M = N1 = N2 = 2B2 , for

which we conjecture that H∗(A) = H1 = H2 = 1− 1/B or 1− 1/(2B) if B ≥ 2, depending

on whether or not we assume a wrap-around boundary, suggesting that the mean queue

lengths would grow as 1/(1−ρ)B or 1/(1−ρ)2B , see also [114].

4.5 Simulation experiments

In this section we will illustrate the theoretical results for the growth behavior of the aggre-

gate queue length through simulation experiments. Here we present results for a system

that can be represented by a symmetric complete bipartite (K = 2) conflict graph with

components of size M = 5. We further assume that ψi = 1 and µi = 1 for all i = 1, . . . , N .

To estimate the expected aggregate queue length for a given value of ρ, we set t = 106

and calculate the average total number of packets in the time intervals [0, t ] and [t +1,2t ],

starting from an initially empty system. We take the average of the two values to be our

estimate if the values are less than 5% apart. Otherwise we set t = 2t and repeat the pro-

cedure.
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Figure 4.1: Average total number of packets for several fixed activation rates.
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Figure 4.2: Average total number of packets for f (l) = l and ψ(l) = 1.

Figure 4.1 shows the average total number of packets in the system for various fixed

activation rates. Note that we used a log-lin scale. We see that the simulated curves lie well

above the lower bound of Theorem 4.3.2 for all chosen values of ν. Note that the system is

not for all values of ρ stable, e.g., for ν= 1 the system is unstable if ρ ≥ 2θi = 32
63 , explaining

the jumps in the simulation result. Further note that the expected time between activation

of nodes in the two components is smaller for small values of ν. This explains why small

values of ν tend to perform better in case ρ is small, i.e., for large values of ν the nodes

in one component will often be transmitting dummy packets while the nodes in the other

component do have packets waiting to be transmitted.

Comparing the results of this chapter to the results of Chapter 3 suggests that aggres-

sive queue-based CSMA algorithms could potentially outperform any fixed-rate CSMA al-

gorithm. To investigate whether this is indeed the case we performed a simulation for a

queue-based CSMA algorithm with fi (l) = l and ψi (l) = 1 for all i = 1, . . . , N . Figure 4.2

shows that the simulation result lies, for large values of ρ, well below the lower bound for

fixed activation rates established in Theorem 4.3.2. This suggests that the activation func-

tion fi (l) = l performs better in heavy traffic than fi (l) = νi for any choice of the activation
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rate vector (ν1, . . . ,νN ) in this topology, but in general topologies this function may not

always ensure throughput-optimality as observed in Section 1.3.2.

4.6 Concluding remarks

We have established lower bounds for the mean queue lengths and delays in wireless

random-access networks, for fixed activation rates in this chapter and for queue-based

algorithms in Chapter 3. In both cases we started from the observation that stability of

the system requires the activity factors to be big at high load. The specific subsequent

arguments considerably differ however in both cases. Queue-based algorithms for which

throughput-optimality has been established, involve slow, logarithmic, activation func-

tions, which require huge queue lengths at every node for the activity factors to be big

enough, and cause the exponential delay scaling. In contrast, the delays for fixed acti-

vation rates are shown to result from excessive mixing times due to a bottleneck in the

network topology together with the big activity factors required for stability. We also ob-

serve that the network topology plays a major role in case of fixed activation rates, while it

only appears to matter somewhat implicitly in case of queue-based algorithms as will be

further discussed below.

For complete partite conflict graphs, a comparison of both cases reveals that the

mean delay for queue-based algorithms grows faster than the lower bound 1/(1−ρ)M−1

for fixed activation and de-activation rates when h(l) = f (·)/ψ(·) increases slower than

l 1/(M−1), with M denoting the maximum component size. This is for example the case if

f (l) = r (l)/(1+ r (l)) and ψ(l) = 1/(1+ r (l)), with r (l) = log(l +1). Conversely, when h(l)

increases faster than l 1/(M−1), the lower bound for fixed activation and de-activation rates

could potentially be beaten by sufficiently aggressive queue-based algorithms. Simula-

tion experiments demonstrate that the actual mean delays indeed exhibit the cross-over

suggested by the lower bounds for complete partite graphs.

A challenging issue for further research is to examine whether more aggressive queue-

based algorithms can improve the delay performance in more general topologies as well.

Throughput-optimality results in arbitrary topologies have only been established so far for

nominal activation functions that grow logarithmically with the queue lengths, see Sec-

tion 1.3.2. Inspection of the proof arguments indicates that throughput-optimality will re-

main guaranteed as long as the fluid limits of the queue length process exhibit fast mixing

behavior. This in turn means that the activity process for such queue-based algorithms

in fact behaves as if the activation rates are essentially fixed. Thus, in arbitrary topolo-

gies it is questionable whether queue-based algorithms have the capability to outperform

fixed-rate algorithms.

For complete partite graphs note that the heuristic fluid limit results in Section 3.4 in-

deed suggest that the fluid limit exhibits slow or torpid mixing when h(l) increases faster

than l 1/(M−1). However, as we will see in Chapter 5, throughput-optimality is maintained

in this topology for highly aggressive queue-based algorithms. Thus, in scenarios that

continue to guarantee throughput-optimality when the queue length process may exhibit

slow mixing behavior, there seems to be scope for more aggressive queue-based algo-

rithms to reduce the delays, as confirmed by the lower bounds and simulation results that

we presented.

In conclusion, the question in what kind of scenarios more aggressive queue-based
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algorithms can improve the delay performance appears to be inextricably linked to the

question under what conditions such algorithms provide throughput-optimality. For both

questions, the mixing properties of the activity process seem to play a central role, and it

would be interesting to explore this three-way connection further.
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5
Lingering issues

5.1 Introduction

While the throughput-optimality results for the algorithms discussed in Section 1.3 have

strong appeal, the picture becomes different when we consider performance metrics such

as mean queue lengths or delays. In fact, in the previous chapter we established perfor-

mance bounds indicating that fixed-rate algorithms cause long delays for any activation

rate vector. Further, the cautious activity functions involved in establishing throughput-

optimality for queue-based algorithms tend to perform even worse, with the delay typi-

cally growing exponentially in 1/(1−ρ), with ρ the load of the system, in contrast to the

usual linear growth.

More specifically, the bounds in Chapter 3 show that the expected queue lengths grow

as ψ−1(1−ρ) as ρ ↑ 1. Here ψ−1 represents the inverse of the (decreasing) function ψ(·),

specifying the probability of a node entering a back-off as a function of its current queue

length.

Throughput-optimality has been established roughly under the condition that the

function ψ(l) decays (no faster than) inverse-logarithmically as l →∞, i.e., ψ(l) ∼ 1/log l ,

see Section 1.3.2. The above lower bounds suggest that the delay performance may be

improved when the function ψ(·) decays faster, e.g., inverse-polynomially: ψ(l) ∼ l−β,

with β > 0. The larger the value of the exponent β, the slower the growth of ψ−1(1−ρ) ∼
(1−ρ)−1/β as ρ ↑ 1. In particular, it might seem plausible that for β≥ 1, the expected queue

lengths will only exhibit the usual linear growth in 1/(1−ρ) as ρ ↑ 1. Note that a larger

value of β means that a node is more aggressive, in the sense that it is less likely to enter

a back-off and more inclined to hold on to the medium, and hence the coefficient β will

be referred to as the aggressiveness parameter. It is worth mentioning that throughput-

optimality for the above back-off functions is not guaranteed by existing results, which do

not apply for any β > 0. In fact, for β > 1, throughput-optimality has been shown not to

hold in certain topologies, see [46] and the discussion in Section 4.6.

In this chapter we aim to gain insight in to what extent a larger aggressiveness parame-

ter can improve the delay performance. Our main finding is that for large values of β, a lin-

gering effect can cause the mean stationary delay to increase in heavy traffic as 1/(1−ρ)2.

In the infinitely persistent case, β=+∞, we present a complete analysis and prove that the

heavy-traffic stationary delay scales as 1/(1−ρ)2. In the strongly persistent case, β ∈ (1,∞),
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we show that the system’s behavior is roughly similar to the behavior in the infinitely per-

sistent case, supporting our claim that the delay scales as 1/(1−ρ)2 in this case as well. In

the weakly persistent case, β < 1, we heuristically explain that a lingering effect may oc-

cur in some circumstances, while fundamentally different behavior may emerge in other

scenarios.

The remainder of this chapter is organized as follows. In Section 5.2 we provide an

illustrative example to give a flavor of the lingering effect. In Section 5.3 we present a de-

tailed model description. In Section 5.4 we provide an informal discussion of the lingering

effect and explain how it leads to a growth rate 1/(1−ρ)2 as ρ ↑ 1 of the mean stationary

delay. Section 5.5 is devoted to the proof of Theorem 5.5.1, which is the main theoreti-

cal result of this chapter, and proves this quadratic growth rate in the infinitely persistent

case β = +∞. In Section 5.6 we present arguments supporting the conjecture that this

quadratic growth occurs for every β ∈ (1,∞), and not just for β = +∞. In Section 5.7 we

briefly discuss the case of small β and we conclude in Section 5.8 with some remarks and

suggestions for further research.

5.2 Illustrative example

Consider a network consisting of four queues which are split into two groups, in such a

way that if any queue of one group is transmitting a packet, no queue of the other group

may transmit, and vice versa. A group is said to be active if one of its queues is transmitting

a packet, and a queue is said to be active if it belongs to the active group. The other group

and queues are said to be inactive.

In our model, time is slotted and active queues adhere to the following algorithm: after

each transmission, each active queue flips a coin and advertizes a release with probability

(1+l)−β, with l the number of packets that this queue has to transmit and β> 0. If the two

active queues advertize a release simultaneously, then active queues become inactive and

vice versa: such a time is called a switching time. This simple distributed algorithm gives

rise to dynamics as illustrated in Figure 5.1, where the system is considered over three con-

secutive switching times t1, t2 and t3. Between switching times, the packet buffers at the

active queues are drained, while packets accumulate at the inactive queues. The dynam-

ics shown in Figure 5.1 are representative of the case β> 1 where a switch does not occur

until both active queues are close to being empty, see Theorem 5.5.1 and Corollary 5.6.5.

Let us now give a flavor of the lingering effect. Imagine that the two active queues

start with initial queue lengths of the same order, say L. As just mentioned, queues retain

the shared resource until the time T ∗ at which both queues are close to being empty, thus

preventing other queues from activating until this time. The law of large numbers suggests

that T ∗ is of order L (i.e., active queues are drained linearly as in Figure 5.1), but the central

limit theorem suggests that up to time T ∗, the first active queue to have been completely

drained will be empty of the order of
p

L units of time, while waiting for the other queue to

empty. This lingering effect is illustrated in Figure 5.1, which will be explained in greater

detail in Section 5.4.

This leads to a fraction of the slots of the order of (1/
p

L) where the shared resource

is used inefficiently. This may at first sight seem negligible when L is large, and indeed

queues seem to empty at the same time on the coarse time scale of Figure 5.1. However,

we will actually establish in Sections 5.5 and 5.6 that it has a significant impact in heavy
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Figure 5.1: A sample path on the normal time scale with β = 2, representative of the case

β > 1. The three boxes zoom in to show the lingering effect. One queue hovers around

zero while the other queue is yet to empty, resulting in an inefficient use of the resource.

traffic, causing queue lengths to grow at a rate 1/(1−ρ)2 as ρ ↑ 1, instead of the optimal

1/(1−ρ).

5.3 Model description

5.3.1 Informal description

Let us now give a more precise definition of our model. As mentioned in the introduction,

in order to analyze the lingering effect in the simplest possible setting, we focus on a sym-

metric system consisting of two groups of R ≥ 2 queues. At any given point in time, one of

the groups is active while the other is inactive.

Time is slotted and inactive queues have simple dynamics, driven by independent and

identically distributed numbers of packet arrivals in each slot, so that they each simply

grow according to random walks with step size distribution denoted by ξ. During each

time slot, active queues increase by independent amounts distributed as ξ as well, but, if

at least one packet is present at the start of the slot, an active queue also flushes exactly

one packet.

Moreover, at the end of each time slot, each active queue tosses a coin and advertizes

a momentary release with probability ψ(l), with l the number of packets in the queue at

the end of the time slot. This (momentary) release gives inactive queues an opportunity

to become active: if all the active queues simultaneously advertize a release, then inactive

queues become active and active queues become inactive. Such a time is called a switch-

ing time. We will assume in the sequel that ψ(l) = (1+l)−β for some parameter β> 0, called

the aggressiveness parameter. In particular, ψ(l) → 0 as l →+∞, and so active queues are

less likely to advertize a release when they are highly loaded; this mechanism thus gives

priority to highly loaded queues in a distributed fashion. Finally, there is a cost associated
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with advertizing a release: each time an active queue advertizes a release and is not empty,

it incurs an additional increase distributed according to some random variable ζ.

This model qualitatively resembles the canonical models for queue-based medium ac-

cess control mechanisms. The main difference with the continuous-time models in the

previous chapters is that in this model, back-off periods are infinitesimally short (hence,

the releases are qualified as momentary), and the jump size ζ represents the number of

packets that would have arrived during a non-zero back-off period. The key advantage

of this model is that it avoids the complication of requiring back-off periods to overlap in

order to define a switching time. Moreover, simulation experiments show that our main

results extend to models with non-infinitesimal back-off periods and also behave qualita-

tively similarly as a continuous-time model.

5.3.2 Parameters and heavy-traffic regime

The model described in the previous subsection is defined through four parameters: the

number R ≥ 2 of queues in each group, two integer-valued random variables ξ,ζ ∈ N0 =
{0,1, . . .} and a real number β ∈ (0,∞], which defines the [0,1]-valued sequence (ψ(l), l ≥ 0)

via ψ(l) = (1+ l)−β for l ≥ 0, to be understood for β = +∞ as ψ(0) = 1 and ψ(l) = 0 for

l > 0. Note that only the asymptotic behavior of ψ(·) matters, and our results could easily

be extended, to any ψ(·) with lβψ(l) → υ ∈ (0,∞) as a →+∞ (when β is finite).

We assume that ξ and ζ have finite means, respectively E{ξ} = ρ/2 and E{ζ} = z, and

that ξ has finite variance denoted by v = E{(ξ−ρ/2)2}. It will be argued that the system is

stable if and only if ρ < 1 and so we will refer to ρ as the load of the system. Note that by

symmetry, each queue is active half the time, which explains the factor 2 in the definition

ρ = 2E{ξ} of ρ.

In the sequel we will be interested in a heavy-traffic regime where the load ρ of the sys-

tem increases to the critical value 1. Although we will not make this dependency explicit,

we think of the random variable ξ as depending on ρ, i.e., we have a family of random vari-

ables {ξρ ,ρ > 0} with E{ξρ} = ρ/2. With this in mind, we make a final assumption on the ξ’s:

we assume that their second moment is uniformly bounded in ρ, i.e., supρ E{ξ2
ρ <+∞}.

5.3.3 Formal description

Because of the symmetry of the system, we do not need to label the queues individually,

but only need to keep track of the state of active and inactive queues. We will consider

the system embedded at switching times, and define Qa
r (k) and Q i

r (k) as the numbers

of packets in the r -th active and inactive queue, respectively, just after the k-th switch

occurred. We will be interested in the Markov chain (Q(k),k ≥ 0) which we also write as

Q = (Qa ,Q i ) with Qa = (Qa
r ,r ∈R), Q i = (Q i

r ,r ∈R), R= {1, . . . ,R}.

As informally described in Section 5.3.1, the dynamics of Q in between two switching

times are governed by two R-dimensional processes S = (Sr ,r ∈R) and A = (Ar ,r ∈R): S

gives the increments of the inactive queues, while A gives the state of the active queues.

The dynamics are as follows:

• the 2R processes Ar ,Sr are independent;

• for each r ∈R, (Sr (k),k ≥ 0) is a random walk with step size distribution ξ started

at 0;
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• for each r ∈R, (Ar (k),k ≥ 0) is a space-inhomogeneous random walk with the fol-

lowing dynamics: for any a ∈N0 and any function f :N0 → [0,∞), we have

E
{

f (Ar (1)) | Ar (0) = a
}
= E

{
f

(
Y (a)+ζ1{Y (a)>0,U<ψ(Y (a))}

)}
, (5.1)

where Y (a) = a +ξ−1{a>0} is the number of packets at the end of the time slot, U is

uniformly distributed in [0,1], and U , ξ and ζ are independent.

Equation (5.1) describes the dynamics of an active queue and can be interpreted as

follows. At each time slot, an active queue increases by ξ and, if not empty at the beginning

of the time slot, flushes a packet, which brings the queue from state a to state Y (a). If

U <ψ(Y (a)), we say that the active queue advertizes a release, which thus happens with

the (conditional) probability ψ(Y (a)) as described in Section 5.3.1. If at the end of the time

slot the queue is not empty and it advertizes a release, i.e., Y (a)> 0 and U <ψ(Y (a)), then

the active queue also incurs an additional increase by ζ.

To define the 2R-dimensional process Q = (Qa,Q i ) from S and A, it remains to adopt

notation for the switching time, which we denote by T ∗. Thus T ∗ is the first time at which

all active queues advertize a release at the same time. Note that T ∗ and S are independent.

With these definitions, the dynamics of Q as informally described in Section 5.3.1 obey the

following equation: for any q = (qa , q i ) ∈NR
0 ×NR

0 and any function f : N2R
0 → [0,∞),

E
{

f (Q(1)) |Q(0)= q
}
= E

{
f (q i +S(T ∗), A(T ∗)) | A(0) = qa

}
. (5.2)

The special case β = +∞ will be of particular importance. Indeed, it can be analyzed

exhaustively and we will show in Section 5.6 that it is representative of the system’s behav-

ior in the range β > 1. The fluid limits of the system for a fixed value of ρ and β = +∞
have been studied in [39], where the algorithm is referred to as the random capture algo-

rithm. Also, when β = +∞, active queues only advertize a release when they are empty

(in which case there is no additional term ζ), and so in this case we have A(T ∗) = 0 and

T ∗ = inf {k ≥ 0 : A(k) = 0}.

5.3.4 Notation

Similarly as we have just done in (5.2), we will use in the remainder of this chapter the

common symbol E to denote expectation with respect to the laws of Q and (A,S). Initial

conditions will be denoted by a subscript, and it should always be clear from the context

whether we consider initial conditions of Q , A or some Ar (remember that S(0) is always

equal to 0). For instance, (5.1) and (5.2) can be rewritten as follows:

Ea

[
f (Ar (1))

]
= E

[
f

(
Y (a)+ζ1{Y (a)>0,U<ψ(Y (a))}

)]

and

Eq

[
f (Q(1))

]
= Eqa

[
f (q i +S(T ∗), A(T ∗))

]
.

The probability distributions corresponding to these various expectations are written

as Pa , P, Pq and Pqa . We also define P∞ with corresponding expectation E∞ as the laws of

Q and (A,S) started in the stationary distribution of Q , provided Q is positive recurrent.

When β = +∞, we see based on (5.2), and the fact that A(T ∗) = 0, that Q i (k) = 0 for

k ≥ 1. In particular, when Q is positive recurrent, Q i (0) is P∞-almost surely equal to 0

and (5.2) therefore becomes

E∞
[

f (Qa(0))
]
= E∞

[
f (S(T ∗))

]
(β=+∞). (5.3)
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Further, we define τr = inf{k ≥ 0 : Ar (k) = 0} as the time at which the r -th active queue

hits 0, τmax = maxr∈R τr as the largest time at which an active queue hits 0 for the first time

and we let the τ(r )’s be the order statistics of the τr ’s, i.e., τ(1) ≤ ·· · ≤ τ(R) and {τ(r )} = {τr }

(in particular τmax = τ(R)).

Let |·| be the L∞ norm and ‖·‖ be the L1 norm, i.e., if J ≥ 1 and x ∈RJ then |x| = max j |x j |
(which is just the absolute value for J = 1) and ‖x‖ = |x1|+ · · · + |xJ |.

5.3.5 Connection with polling systems

It is worth emphasizing that we restrict the investigation in the next sections to the case

of R ≥ 2 queues in each group, and exclude the case R = 1 from the analysis. Indeed, the

lingering effect that we intend to investigate only occurs when there are R ≥ 2 queues in

the same group.

The case R = 1 may be interpreted as a single-server two-class queueing system, where

the server may switch from one class to the other after each service completion with a

probability that depends on the queue length of the class that is currently being served.

As a somewhat unusual feature, the queue length of the latter class increases by the ran-

dom variable ζ when a switch occurs. This bears some resemblance with a polling system,

when ζ is viewed as the number of arrivals during a switch-over time. It is worth observing

that this switching rule does not belong to the class of branching-type service disciplines

which yield tractable joint queue length distributions in polling models. The only excep-

tion is the special case β=+∞, which corresponds to the exhaustive service discipline in

polling models (with a process-level heavy-traffic analysis in [30]) and the so-called ran-

dom capture algorithm in [39]. In general however, the analysis of the joint queue length

process appears far from trivial, even when ζ = 0, although the aggregate queue length

distribution is then fairly easy to obtain. This connection with polling systems is actually

at the heart of the proof of forthcoming Lemma 5.5.5.

In case R ≥ 2, the system may in the same vein be interpreted as a set of R single-server

two-queue polling systems, where servers are only allowed to switch between queues in a

synchronized fashion. Such models with simultaneous service of several queues and syn-

chronized switches are natural in applications, and indeed our model has already been

studied in [10] to model traffic lights at intersections. The results in [10] are in some sense

complementary to ours, since the authors perform a heavy-traffic analysis when the sys-

tem’s parameters are such that the lingering effect does not play a role. In particular, they

study cases where the delay scales as 1/(1−ρ).

These models show similarity with multiple-server polling systems, which did receive

some attention, but have largely defied analysis. This offers testimony of the mathematical

complexity of an exact queueing analysis of the model under consideration, and provides

justification for an asymptotic investigation.

5.4 Informal discussion of the lingering effect

In Section 5.6.1 we will prove that, when β > 1, an active queue only advertizes releases

when it is close to being empty. In particular, once a queue gains possession of the re-

source, it holds onto it, even when some or all of the other queues in the same group

are empty and it would be more efficient for the queues in the other group to receive the
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resource. This causes a lingering effect as discussed in Section 5.2 and illustrated in Fig-

ure 5.1 for a scenario with R = 2, β= 2.

It may appear that the two queues in the same group drain around the same time (as

can indeed be shown to be the case on a “fluid scale”). When we zoom in, however, we

see that there is actually a time period where one of the queues is already empty, while

the other one clings to the resource and prevents the two queues in the other group from

activating. In this section we give a heuristic explanation of how this inefficient use of the

resource leads to a quadratic growth of the mean stationary delay in heavy traffic. This ex-

planation is also aimed at developing intuition and introducing the structure of the proofs

in the next section.

Now consider a regime in which active queues only advertize a release when they are

close to empty, i.e., A(T ∗) ≈ 0. Applying (5.2) with f (q)= ‖qa‖, we obtain

Eq (‖Qa(1)‖) = ‖q i ‖+Eq (‖S(T ∗)‖).

Thus in stationarity, we have

E∞(‖Qa(0)‖) = E∞(‖Qa(1)‖) = E∞(‖Q i (0)‖)+E∞(‖S(T ∗)‖)= E∞(‖A(T ∗)‖)+E∞(‖S(T ∗)‖),

where the last equality follows from applying (5.2) with f (q) = ‖q i ‖. In particular, since

A(T ∗) ≈ 0, it follows that E∞(‖Qa(0)‖) ≈ E∞(‖S(T ∗)‖). Since by definition Qa(0) = A(0)

and ‖S(·)‖ is a random walk with drift REξ independent of T ∗, we obtain E∞ (‖A(0)‖) ≈
RE(ξ)E∞ (T ∗) and so by symmetry,

E∞ (A1(0)) ≈ E(ξ)E∞
(
T ∗)

. (5.4)

The goal is now to relate T ∗ to A1(0). Remember that active queues only advertize a

release when they are close to empty; moreover, active queues are stable and so once all

active queues are close to 0, it is only a matter of constant time for them to simultaneously

advertize a release. This suggests that the switching time should occur around the largest

time at which an active queue empties, i.e., this suggests the approximation T ∗ ≈ τmax

(recall that τmax and the τr ’s have been defined in Section 5.3.4). The law of large numbers

combined with the central limit theorem show that τr ≈ Ar (0)/(1−Eξ)+Ar (0)1/2 (where we

neglect multiplicative constants, possibly random, appearing in front of first- or second-

order terms and that do not influence the order of magnitude of the final result), which

leads to the approximation τmax ≈ |A(0)|/(1−Eξ)+ |A(0)|1/2. Since under P∞ queues are

symmetric, we have |A(0)| ≈ A1(0)+ A1(0)1/2 which finally leads to T ∗ ≈ A1(0)/(1−Eξ)+
A1(0)1/2, i.e., going back to (5.4),

E∞ (A1(0))≈
Eξ

1−Eξ
E∞ (A1(0))+E∞

[
A1(0)1/2

]
.

Thus upon a concentration-like result of the kind E∞[A1(0)1/2] ≈ [E∞(A1(0))]1/2 it is

reasonable to expect

(
1−

Eξ

1−Eξ

)
E∞ (A1(0)) ≈ [E∞(A1(0))]1/2 .

Since 1−E(ξ)/(1−Eξ)≈ 1−ρ this shows that E∞(A1(0)), and hence E∞(‖Q(0)‖), should

grow as 1/(1− ρ)2. While admittedly crude, the above heuristic arguments provide the

correct estimates, and serve as a useful guide for a rigorous proof in Section 5.5.
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As reflected in the above computations, the square factor really stems from the relation

T ∗ ≈ τ(1) +|A(0)|1/2, i.e., T ∗ occurs somehow long after τ(1), the time at which it would be

optimal to switch in order to avoid inefficient use of the resource. But it is difficult to make

the system switch exactly at τ(1) in a distributed fashion, and here the penalty incurred is a

square root. Interestingly, the penalty may seem negligible but this small inefficiency has

a significant impact in heavy traffic.

When β = +∞ the above heuristic arguments can be made rigorous, and a complete

proof is provided in the next section. When β ∈ (1,∞), we will prove in Section 5.6.1 that

active queues indeed advertize a release only when they are close to being empty, thus

justifying the above intuition. More formally, we will show in Proposition 5.6.1 and its

Corollary 5.6.5 that the random variable A(T ∗) converges weakly to a finite random vari-

able as the initial state blows up. We therefore conjecture that the lingering effect will

make the mean stationary delay scale like 1/(1−ρ)2 when β > 1, but a proof of that result

may involve significantly more work than in the case β=+∞. We leave this issue open for

future research, and present in Section 5.6.2 extensive simulation results which support

this conjecture.

5.5 Full investigation of the infinitely persistent case

In the infinitely persistent case β = +∞, the system’s performance and in particular the

impact of the lingering effect can be analyzed rigorously. The main result of this sec-

tion is given by the following theorem, which shows that the mean stationary delay grows

quadratically in 1/(1−ρ) as ρ ↑ 1.

Theorem 5.5.1. If β=+∞, then Q is positive recurrent for ρ < 1 and

0 < liminf
ρ↑1

[
(1−ρ)2

E∞ (‖Q(0)‖)
]
≤ limsup

ρ↑1

[
(1−ρ)2

E∞ (‖Q(0)‖)
]
<+∞. (5.5)

The rest of this section is devoted to the proof of Theorem 5.5.1, and so from now on

we assume that β = +∞. Remember that in this case we have T ∗ = inf{k ≥ 0 : A(k) = 0}

and A(T ∗) = 0. Moreover, in this case active queues only advertize a release when they

are empty, in which case they do not incur the additional arrivals given by ζ. In particular,

active queues are independent random walks with step size distribution ξ−1 and reflected

at the origin. Since ξ ≥ 0, these random walks belong to the class of skip-free random

walks, i.e., random walks that only decrease by −1. In particular, it is well-known and not

difficult to show that Ea(τ1) = a/(1−Eξ) for any a ∈N0, a fact that will be used several times

in this section.

We prove Theorem 5.5.1 via a series of intermediate results that justify the various ap-

proximations of the previous section. We first prove that T ∗ ≈ τmax, i.e., the time at which

the R independent random walks Ar simultaneously hit 0 is close to the first time at which

each process has visited 0 at least once.

Lemma 5.5.2. Let ρ0 < 2: then supa,ρ Ea (T ∗−τmax) is finite, where the supremum is taken

over a ∈NR
0 and ρ ≤ ρ0.

Proof. Fix any ρ < 2, so that the active queues are stable and T ∗ is almost surely finite.

Define the sequences (τr,k ,k ≥ 0) and (σmax,k ,k ≥ 0) by induction on k as follows: for k = 0
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set τr,0 =σmax,0 = 0 and for k ≥ 0,

τr,k+1 = min{i ≥σmax,k : Ar (i )= 0} and σmax,k+1 = max
r∈R

τr,k+1.

Remember that, since β = +∞, T ∗ is the first time at which all the queues are simul-

taneously empty, thus T ∗ ≥ τmax = σmax,1. If T ∗ > σmax,1, this means that at time σmax,1

at least one queue was not empty, and so T ∗ will be at least as large as the first time after

time σmax,1 at which every queue will have visited 0 at least once, which is by definition

σmax,2. Iterating this argument, we see that the sequence (σmax,k ,k ≥ 1) is stationary (in

the sense that σmax,k = σmax,k∗ for some finite k∗ and all k ≥ k∗), and that T ∗ = σmax,k∗ .

This can be rewritten as T ∗ =
∑

k≥1τmax,k with τmax,k =σmax,k −σmax,k−1 for k ≥ 1 or, since

τmax,1 = τmax, as T ∗− τmax =
∑

k≥2τmax,k . We now proceed to derive a stochastic upper

bound on
∑

k≥2τmax,k by using a coupling argument.

Let (X ′
r,k

,k ≥ 1,r ∈R) and (Yr,k ,k ≥ 1,r ∈R) be two sequences of i.i.d. random vari-

ables with common distribution the stationary distribution, say X , of the Ar ’s; we assume

moreover that these two sequences are independent from one another and also indepen-

dent from the active queues A. For each k ≥ 1 let A′
r,k

be a stationary version of Ar such

that A′
r,k

(0) = X ′
r,k

and A′
r,k

(i ) ≥ Ar (i +τr,k ) for every i ≥ 0. This can be done with, e.g., the

usual coupling between two processes with different initial states and the same stochastic

primitives; in this case the ordering between the two processes comes from the fact that

Ar (τr,k ) = 0 by definition of τr,k .

Consider now, for r ∈R and k ≥ 1, the random variables X ′′
r,k

defined by:

X ′′
r,k =

{
A′

r,k
(σmax,k −τr,k ) if σmax,k > τr,k ,

Yr,k otherwise.

A moment’s thought reveals that for each k ≥ 1 the random variables (X ′′
r,k

,r ∈R) are

i.i.d. with common distribution X . Indeed, consider the process A′
r,k

at the random time

σmax,k −τr,k .

If σmax,k > τr,k , the r -th active queue Ar has hit 0 somewhere in the past at time τr,k :

at this time we forgot about its state by using X ′
r,k

to build A′
r,k

, and the remaining time to

go σmax,k −τr,k depends only on the behavior of the other queues and is thus independent

from A′
r,k

. Thus in this case, considering A′
r,k

(σmax,k −τr,k ) amounts to considering a sta-

tionary process sampled at an independent random time, and so this random variable is

indeed distributed according to X and is independent from the other queues.

If on the other hand σmax,k = τr,k , this means that the r -th active queue is one of the

last queue to hit 0, and again at this time we forget about this by using Yr,k which is dis-

tributed according to X independently from everything else.

We now use again the same coupling as before, between processes sharing the same

stochastic primitives, to build for each r ∈ R and k ≥ 1 a process A′′
r,k

starting at X ′′
r,k

and sharing the same stochastic primitives as A′
r,k

. This leads to a collection of processes

(A′′
r,k

,r ∈R,k ≥ 1) such that: (1) for each k ≥ 1, A′′
k
= (A′′

r,k
,r ∈R) is a stationary version of A

and (2) for every k ≥ 1, i ≥ 0 and r ∈R, it holds that Ar,k (σmax,k + i )≤ A′′
r,k

(i ). In particular,

τmax,k ≤ τ′′
max,k

where τ′′
max,k

= inf{i ≥ 0 : A′′
k

(i ) = 0}, and so T ∗ −τmax ≤
∑G−1

k=2
τ′′

max,k
, with

the convention
∑1

2 = 0 and where G = inf{k ≥ 2 : τ′′
max,k

= 0}, which provides the desired

stochastic upper bound.
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To conclude the proof, it remains to show that Ea(
∑G−1

k=2
τ′′

max,k
) is bounded away from

+∞ uniformly in ρ ≤ ρ0 and a ∈ NR
0 . Let X = (X ′

1,r ,r ∈ R): then by construction of the

τ′′
max,k

’s and by definition of G, G−2 is a geometric random variable with parameter P{X 6=
0} and conditionally on G, (τ′′

max,k
,2 ≤ k ≤ G −1) are i.i.d. with common distribution τmax

under PX { · | X 6= 0}. In particular,

Ea

(
G−1∑

k=2

τ′′max,k

)
= E(G −2)EX (τmax | X 6= 0) =

EX (τmax)

P{X = 0}
.

Since τmax ≤ τ1+·· ·+τR , Ea(τ1) = a/(1−Eξ) and X is a vector of R i.i.d. random variables

with common distribution X , we finally obtain the bound

Ea

(
G−1∑

k=2

τ′′max,k

)
≤

R

1−Eξ

E(X )

P{X = 0}R
.

This upper bound does not depend on a, and so it remains to show that its supremum

over ρ ≤ ρ0 < 2 is finite. Since X is the stationary distribution of A1, X is equal in distribu-

tion to X +ξ−1{X>0}. In particular, taking the mean we obtain P{X = 0} = 1−Eξ and so it

remains to show that supρ≤ρ0
EX <+∞. To compute EX , we can start from the equality

E

(
e−λX

)
= E

(
e−λ(X+ξ−1{X>0})

)

which leads to

φ(λ) =
ϕ(λ)(1−e−λ)ϕ′(0)

ϕ(λ)−1

where φ(λ) = E(e−λX ) and ϕ(λ) = E(e−λ(ξ−1)), and we have used ϕ′(0) = 1−Eξ = P{X = 0}.

Using EX =−φ′(0), we can compute after some algebra

EX =
ϕ′′(0)−ϕ′(0)

2ϕ′(0)
=

Eξ2 +2−3Eξ

2(1−Eξ)
.

Since supρ≤ρ0
Eξ2 is finite by assumption, see the discussion at the end of Section 5.3.2,

the result is finally proved.

The previous lemma justifies the approximation T ∗ ≈ τmax, and to further control

τmax, we will use that (τr ,r ∈R) under Pa is equal in distribution to (Vr (ar ),r ∈R), where

(Vr ,r ∈R) are i.i.d. random walks started at 0 and with step size distribution δ, equal in

distribution to τ1 under P1 (i.e., δ is the time needed for a random walk with step size dis-

tribution ξ−1 to go from 1 to 0). Then δ has finite mean 1/(1−Eξ) and also finite variance,

which we denote by ν. To control the maximum of random walks, we will use the following

result.

Lemma 5.5.3. Let (Wr ,r ∈R) be i.i.d. random walks started at 0 with step size distribution

having finite mean m and finite variance w. Then for any x = (xr ,r ∈R) ∈NR
0 it holds that

E

(
max
r∈R

Wr (xr )

)
≤ m|x|+R(w |x|)1/2 . (5.6)

Furthermore, if the step size distribution of the Wr ’s is non-negative, then

E

[(
max
r∈R

Wr (xr )

)1/2
]
≥ (m|x|)1/2 − (w/m3/2)|x|−1/2. (5.7)
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Proof. Fix some x ∈ NR
0 and for r ∈ R let Yr = (Wr (xr ) − mxr )/(w xr )1/2, so that EYr =

0 and E(|Yr |) ≤ (E(Y 2
r ))1/2 = 1. To prove the upper bound, we start from the equality

maxr Wr (xr ) = maxr (mxr + (w xr )1/2Yr ) which implies

max
r∈R

Wr (xr ) ≤ max
r∈R

(
mxr + (w xr )1/2|Yr |

)
≤ m|x|+ (w |x|)1/2‖Y ‖.

Averaging on both sides yields (5.6), since E(‖Y ‖) =
∑

r E(|Yr |) ≤ R. Let us now prove the

lower bound, so assume that the step size distribution of the Wr ’s is non-negative. Since

E(maxr Wr (xr )1/2) ≥ maxr E(Wr (xr )1/2) and

max
r∈R

(
(mxr )1/2 − (w/m3/2)x−1/2

r

)
≥ (m|x|)1/2 − (w/m3/2)|x|−1/2,

it is enough to show that E(Wr (xr )1/2) ≥ (mxr )1/2−(w/m3/2)x−1/2
r for each fixed r ∈R. Let

f (y)=
1+ y/2− (1+ y)1/2

y2
, y ≥−1,

so that, defining y = (w/(m2xr ))1/2Yr which satisfies y ≥−1 since Wr (xr )≥ 0, we obtain

Wr (xr )1/2 =
(
(w xr )1/2Yr +mxr

)1/2 = (mxr )1/2
(
1+ y/2− y2 f (y)

)
.

Since Ey = 0, taking expectation on both sides leads to

E
(
Wr (xr )1/2

)
= (mxr )1/2 − (mxr )1/2E(y2 f (y)).

Since sup f = 1/2 ≤ 1 and E(y2) = w/(m2xr ), we get the result.

We now prove that the process is Q stable for ρ < 1; moreover, we will need the fact that

the mean stationary number of packets is finite.

Proposition 5.5.4. If ρ < 1, then Q is positive recurrent and E∞(‖Q(0)‖)<+∞.

Proof. Because β=+∞, we have Q i (k) = 0 for k ≥ 1: we therefore assume without loss of

generality that Q i (k) = 0 for k ≥ 0, and we only have to show that Qa is positive recurrent

and has finite stationary mean. To prove Proposition 5.5.4, it is enough to prove that

lim
K→+∞

sup
qa :|qa |≥K

(
Eq [|Qa(2)|− |qa |]

|qa |

)
< 0, (5.8)

where here and in the sequel, q = (qa ,0). Indeed, this shows that |·| is a Lyapunov function,

which implies positive recurrence of Qa using for instance the Foster-Lyapunov criterion.

In the terminology of [43], it also shows that |·| is a geometric Lyapunov function, and

Theorem 5 in [43] states that (5.8) implies that E∞[|Qa(0)|], and in particular E∞(‖Q(0)‖),

is finite. Thus we only have to prove (5.8). By (5.3) and the fact that A(T ∗) = 0, we obtain

Eq [|Qa(1)|] = Eqa (|S(T ∗)|). Since S and T ∗ are independent, (5.6) gives that

Ea(|S(T ∗)|) ≤ E(ξ)Ea(T ∗)+Rv1/2Ea((T ∗)1/2)

for any a ∈NR
0 (recall that v is the variance of ξ, assumed to be finite). Thus after rearrang-

ing the terms and using Jensen’s inequality, we end up with the bound

Eq

[
|Qa(1)|− |qa |

]
≤−(1−ρ)Eqa (T ∗)+Ψ(qa)+Rv1/2[Ea (T ∗)]1/2, (5.9)
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where Ψ(a) = Ea ((1−Eξ)T ∗−|A(0)|). We now argue that Ψ(a) ≤ c[Ea (T ∗)]1/2 for some

finite constant c independent of a. By Lemma 5.5.2, we have Ea(T ∗) ≤ Ea(τmax)+ c ′ for

some finite constant c ′ independent of a. Further, since τmax is equal in distribution to

maxr Vr (ar ), (5.6) gives (recall that ν is the variance of the step size distribution of the Vr ’s,

which has mean 1/(1−Eξ))

Ea(T ∗) ≤
|a|

1−Eξ
+Rν1/2|a|1/2 +c ′,

which can be rewritten as Ψ(a) ≤ R(1−Eξ)ν1/2|a|1/2+c ′(1−Eξ). Since T ∗ ≥ τr and Ear τr =
ar /(1− Eξ), we obtain |a| ≤ (1− Eξ)Ea(T ∗) which, together with the previous inequality,

implies the existence of the desired constant c such that Ψ(a) ≤ c[Ea (T ∗)]1/2. Defining

Γ(a)= (1−ρ)Ea

(
T ∗)

− (c +Rv1/2)
[
Ea

(
T ∗)]1/2

, (5.10)

we can rewrite (5.9) as Eq

[
|Qa(1)|)−|qa |

]
≤−Γ(qa). Using the Markov property and (5.2),

this gives

Eq

[
|Qa(2)|− |qa |

]
≤−Eqa

(
Γ(qa)+Γ(S(T ∗))

)
. (5.11)

When |qa | is large, at least one of the R coordinates of qa must be large. Since Ea(T ∗) ≥
ar /(1−Eξ), it is not hard to show that

lim
K→+∞

inf
qa :|qa |≥K

Eqa

(
Γ(qa)+Γ(S(T ∗))

)

|qa |
> 0,

which completes the proof of the result.

We need a last technical lemma before proving Theorem 5.5.1.

Lemma 5.5.5. Let ⇒ denote weak convergence under P∞ as ρ ↑ 1. Then for any r ∈ R,

Qa
r (0) ⇒+∞. In particular, τmax ⇒+∞ and

liminf
ρ↑1

E∞
(
|Qa(0)|1/2 − (Qa

1 (0))1/2
)
> 0.

Proof. Fix some r ∈R, and let us first prove that Qa
r (0) ⇒+∞. The proof relies on a cou-

pling argument between the system in the normal time scale (i.e., not embedded at switch-

ing epochs) and a polling system. So let Q̃a(t) and Q̃ i (t) be the number of packets in the

r -th active and inactive queues, respectively, at the beginning of the t-th time slot. Fur-

thermore, assume without loss of generality that Q i (0) = 0.

We build a process (Qa ,Qi ) that will be closely related to a polling system and which

will provide a lower bound on (Q̃a ,Q̃ i ). We explain how to build (Qa ,Qi ) on {0, . . . ,T ∗}, the

construction can be repeated by induction between any two switching times:

• at time 0 we have Qa(0) ≤ Q̃a(0) and Qi (0) = 0;

• the two processes (Q̃a ,Q̃ i ) and (Qa ,Qi ) share the same stochastic primitives until

Qa hits 0 at time τ= inf{t ≥ 0 : Qa(t) = 0}. Since Qa(0) ≤ Q̃a(0), we have in particular

τ≤ T ∗;

• on {τ, . . . ,T ∗ − 1}, the two processes Qa and Qi are frozen, i.e., Qa(t) = Qa(τ) and

Qi (t) =Qi (τ) for τ≤ t < T ∗;
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• at time T ∗ the active and inactive queues are switched for both (Q̃a ,Q̃ i ) (by defini-

tion of T ∗) and (Qa ,Qi ) (by construction).

Since Qi and Q̃ i share the same stochastic primitives up to time τ, we have Qi (τ) =
Q̃ i (τ); since Qi is frozen afterward while Q̃ i continues to increase, and the active and

inactive queues are switched at time T ∗, we obtain Qa(T ∗) ≤ Q̃a(T ∗). Since moreover

Q i (1) = 0, it follows by induction that Qa(k) ≤ Q̃a(k) for every k ≥ 0. Let τ(k) be the k-th

time at which Qa hits 0 and T ∗(k) be the k-th switching time: then

Qa
r (k) = Q̃a(T ∗(k))≥Qa (T ∗(k)) =Qi (τ(k)) (5.12)

(the last equality is only valid if τ(k) < T ∗(k); if τ(k) = T ∗(k) then Qi (τ(k)) is to be under-

stood as the value of the inactive queue just before the switch occurs). Finally, we note

that by construction, the process (Qi (τ(k)),k ≥ 0) is equal in distribution to the process

(P (γ(k)),k ≥ 0) where:

• P (t) for t ≥ 0 is the total number of packets in the k-th time slot of a two-queue

polling system, operating under the exhaustive service discipline, with zero switch-

over time, where time is discrete and arrivals in each time slot in each queue are

distributed according to ξ;

• γ(k) is the k-th time at which a queue empties.

Next, we note that the process (P (γ(k)),k ≥ 0) is a branching process with immigration

at 0, the offspring distribution η of the branching process being equal in distribution to

S1(τ1) under P1, i.e., η is the number of packets arriving in the inactive queue during the

time needed to make the state of the active queue decrease by one. This property can be

seen directly from the system’s dynamics; at a higher level, it also comes from the fact that

the exhaustive service discipline satisfies the well-known branching property [83]. In any

case, we can adapt the proof of [40] to show that the stationary distribution of (P (γ(k)),k ≥
0) converges weakly to +∞ as ρ ↑ 1. In view of (5.12) this shows that Qa

r (0) ⇒+∞, which

concludes the proof of the first claim of the lemma. The second claim is then immediate,

and so it remains to prove the third and last claim. Using a1/2−b1/2 = (a−b)/(a1/2+b1/2),

we can rewrite

|Qa(0)|1/2 − (Qa
1 (0))1/2 =

|Qa(0)|−Qa
1 (0)

(Qa
1 (0)+1)1/2

×
(Qa

1 (0)+1)1/2

|Qa(0)|1/2 + (Qa
1 (0))1/2

which, by (5.3), is equal in distribution to

|S(T ∗)|−S1(T ∗)

(S1(T ∗)+1)1/2
×

(S1(T ∗)+1)1/2

|S(T ∗)|1/2 + (S1(T ∗))1/2

= max
r∈R

(
Sr (T ∗)−S1(T ∗)

(S1(T ∗)+1)1/2

)
×

(S1(T ∗)+1)1/2

|S(T ∗)|1/2 + (S1(T ∗))1/2
.

Since S and T ∗ are independent and T ∗ ⇒ +∞ (as a result of the second claim and

T ∗ ≥ τmax), the law of large numbers implies that

(S1(T ∗)+1)1/2

|S(T ∗)|1/2 + (S1(T ∗))1/2
⇒

1

2
,
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while the central limit theorem implies that

Sr (T ∗)−S1(T ∗)

(S1(T ∗)+1)1/2
=

(
Sr (T ∗)−T ∗Eξ

(T ∗)1/2
−

S1(T ∗)−T ∗Eξ

(T ∗)1/2

)
×

(
S1(T ∗)+1

T ∗

)−1/2

converges weakly to the difference of two independent normal random variables. Gath-

ering these results, we obtain the weak convergence of |Qa(0)|1/2 − (Qa
1 (0))1/2 toward a

non-negative random variable with strictly positive mean, and Fatou’s lemma concludes

the proof.

Remark 5.5.6. Although the stationary distribution of the process P introduced in the pre-

vious proof scales like 1/(1−ρ) as ρ ↑ 1, using similar techniques as [40] one can show

that the stationary distribution P (γ(∞)) of the embedded process (P (γ(k)),k ≥ 0) scales

like 1/(1−ρ)U with U a random variable uniformly distributed on (0,1), in the sense that

log P (γ(∞))/ log(1/(1−ρ)) converges weakly to U as ρ ↑ 1.

Proof of Theorem 5.5.1. Since β = +∞, we have E∞(‖Q(0)‖) = E∞(‖A(0)‖) = RE∞(A1(0))

and so we only need to prove the two inequalities

limsup
ρ↑1

[
(1−ρ)2E∞ (A1(0))

]
<+∞ and liminf

ρ↑1

{
(1−ρ)E∞

[
A1(0)1/2

]}
> 0. (5.13)

Indeed, the first one directly implies the upper bound in (5.5) while the second one

implies the corresponding lower bound by Jensen’s inequality.

Proof of the first inequality in (5.13). Starting from (5.4), using that Ea(τ1) = a/(1− Eξ),

subtracting on both sides E(ξ)E∞(τ1) (for this precise operation we need the finiteness of

the stationary first moment proved in Proposition 5.5.4, to avoid an indetermination of

the kind ∞−∞) and dividing by Eξ, we end up with

1

Eξ

(
1−

Eξ

1−Eξ

)
E∞ (A1(0))= E∞

(
T ∗−τ1

)
.

Then, adding and subtracting τmax in the right hand side, and using that Eξ= ρ/2, we

obtain

gρ(1−ρ)E∞ (A1(0)) = E∞ (τmax −τ1)+E∞
(
T ∗−τmax

)
,

with gρ = 4/(ρ(2−ρ)). Thus in view of Lemmas 5.5.2 and 5.5.5, to prove the first inequality

in (5.13) we only have to show that

limsup
ρ↑1

(
E∞ (τmax −τ1)

[E∞(A1(0))]1/2

)
<+∞. (5.14)

Applying (5.6) to τmax under Pa (equal in distribution to maxr Vr (ar )), we obtain the

inequality Ea (τmax −τ1) ≤ (|a| − a1)/(1−Eξ)+Rν1/2|a|1/2. Integrating over the stationary

distribution of Q and using Jensen’s inequality, we obtain

E∞ (τmax −τ1) ≤
1

1−Eξ
E∞ (|A(0)|− A1(0))+Rν1/2 [E∞ (A1(0))]1/2 .

In particular, to prove (5.14) it is enough to show that

limsup
ρ↑1

(
E∞ (|A(0)|− A1(0))

[E∞(A1(0))]1/2

)
<+∞. (5.15)
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We have already shown in the proof of Proposition 5.5.4 that

E∞ (|A(0)|) = E∞
(
|S(T ∗)|

)
≤ E(ξ)E∞(T ∗)+Rv1/2

[
E∞(T ∗)

]1/2
,

and since E∞(A1(0)) = E(ξ)E∞(T ∗) this gives

E∞ (|A(0)|− A1(0)) ≤ Rv1/2 [E∞(A1(0))/Eξ]1/2 .

This proves (5.15) which completes the proof of the first inequality in (5.13).

Proof of the second inequality in (5.13). We have

E∞
[
(Qa

1 (0))1/2
]
= E∞

[
(S1(T ∗))1/2

]
≥ E∞

[
(S1(τmax))1/2

]
.

Applying (5.7) (with R = 1) to S1(τmax) by using the independence between S1 and

τmax, we obtain

E∞
[
(Qa

1 (0))1/2
]
≥ (Eξ)1/2

E∞
[
(τmax)1/2

]
−c E∞

[
(τmax)−1/2

]

for some finite constant c independent of ρ. Applying again (5.7) to τmax we obtain

E∞
[
(Qa

1 (0))1/2
]
≥

(
Eξ

1−Eξ

)1/2

E∞(|Qa(0)|1/2)−c ′ E∞(|Qa(0)|−1/2)−c ′ E∞
[
(τmax)−1/2

]

for some constant c ′, still independent from ρ. Subtracting (Eξ/(1−Eξ))1/2E∞(Qa
1 (0)1/2) on

both sides we finally end up with

hρ(1−ρ)E∞
[
(Qa

1 (0))1/2
]
≥

(
Eξ

1−Eξ

)1/2

E∞
(
|Qa(0)|1/2 − (Qa

1 (0))1/2
)

−c ′ E∞
(
|Qa(0)|−1/2

)
−c ′ E∞

[
(τmax)−1/2

]
,

with hρ = (1 − (ρ/(2 − ρ))1/2)/(1 − ρ) → 1 as ρ → 1. We can then invoke the results of

Lemma 5.5.5 to conclude the proof of the second inequality in (5.13), which concludes

the proof of the theorem.

5.6 Extension to the strongly persistent case

In this section we present various arguments supporting the conjecture formulated at the

end of Section 5.4 that Theorem 5.5.1 should remain valid in the strongly persistent case

β ∈ (1,∞). On the one hand, we prove in Proposition 5.6.1 that active queues only ad-

vertize a release when they are close to empty, which is the main theoretical result of this

section. We also provide a corollary to Proposition 5.6.1 (Corollary 5.6.5) that connects the

cases β = +∞ and β > 1. On the other hand, we present extensive simulation results in

Section 5.6.2 that support our conjecture. Finally, based on these theoretical and simula-

tion results, we elaborate in Section 5.6.3 on possible interesting heavy-tailed phenomena

that may arise for 1 <β< 2.

In the rest of this section we let T1 be the time at which A1 advertizes a release for the

first time.

Proposition 5.6.1. If ρ < 2 and β> 1, then (A1(T1),T1 −τ1) under Pa1 converges weakly as

a1 →+∞ to a non-degenerate random variable.

By non-degenerate, we mean a random variable (X ,Y ) ∈N0 ×Z such that both X and

Y are non-deterministic and almost surely finite (an explicit expression for the weak limit

of (A1(T1),T1 −τ1) is given in Lemma 5.6.3).
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5.6.1 Proof of Proposition 5.6.1

Fix in the rest of this subsection some ρ < 2. The proof of Proposition 5.6.1 proceeds in

two steps: in the first step we show that the proof of Proposition 5.6.1 reduces to proving a

simpler property of some particular random walk, see (5.16). In the second step we prove

that this property holds when β> 1.

First step. Since before time T1, the active queue A1 does by definition not advertize

any release, it is enough to prove Proposition 5.6.1 in the case ζ = 0, which we therefore

assume. In particular, A1 is a random walk with step size distribution ξ−1 reflected at 0.

The reduction of the proof of Proposition 5.6.1 to proving (5.16) relies on the following

coupling of the processes A1 for all possible initial states a ≥ 0.

Let V and W ↑ be two independent processes with the following distribution. Let V be

a version of A1 under P0, i.e., (V (k),k ≥ 0) is a random walk started at 0, with step size

distribution ξ−1 and reflected at 0.

Let W ↑ be a random walk started at 0, with step size distribution 1−ξ and conditioned

on never visiting 0 after time 0: since E(1− ξ) > 0 this conditioning is well-defined. Let

moreover κ(a) = max{k ≥ 0 : W ↑(k) = a} be the time of the last visit to a ∈ {0,1, . . . ,∞}

(to be understood as κ(a) = +∞ for a = +∞), so that κ(a) is almost surely finite if a is

finite. Let finally W
↑
a be the process W ↑ stopped at κ(a), i.e., W

↑
a (k) = W ↑(k) if k ≤ κ(a)

and W
↑
a (k) =W ↑(κ(a))= a if k ≥κ(a).

Lemma 5.6.2. Extend A1 on Z by setting A1(k) = A1(0) for k ≤ 0, and define the two pro-

cesses A+ = (A1(τ1 + k),k ≥ 0) and A− = (A1(τ1 − k)),k ≥ 0). Then for any finite a ≥ 0,

(A+, A−) under Pa is equal in distribution to (V ,W
↑
a ).

In particular, as a →+∞, (A+, A−) under Pa converges weakly to (V ,W ↑).

Proof. That A+ is equal in distribution to V and is independent from A− follows from the

strong Markov property at time τ1. That A− is equal in distribution to W
↑
a comes from

duality. The weak convergence result then follows from the fact that κ(a) → +∞ almost

surely as a →+∞, so that (V ,W
↑
a ) → (V ,W ↑) almost surely as a →+∞.

Essentially, this representation of A1 shifts the origin of time at τ1: A+ looks at A1 from

time τ1 forward in time, while A− looks at A1 from τ1 backward in time. Moreover, this

representation couples all the processes A1 with different initial states on the same proba-

bility space, which yields a simple representation for the law of (A1(T1),T1−τ1). Let in the

sequel Z = (Z (k),k ∈ Z) be the following process (indexed by Z): Z (k) = V (k) if k ≥ 0 and

Z (k) =W ↑(−k) if k ≤ 0. The previous coupling immediately implies the following result.

Lemma 5.6.3. Let (Uk ,k ∈Z) be i.i.d., uniformly distributed in [0,1], independent from Z ,

and for 0 ≤ a ≤+∞ and k ∈Z let

Da,k =
{

0 if k <−κ(a),

1{Uk<ψ(Z (k))} else,

and T Z
a = inf

{
k ∈Z : Da,k = 1

}
. Then for any finite a ≥ 0, (A1(T1),T1 − τ1) under Pa is

equal in distribution to (Z (T Z
a ),T Z

a ) and in particular, it converges weakly as a → +∞ to

(Z (T Z
∞),T Z

∞) (to be understood as Z (T Z
∞) =+∞ if T Z

∞ =−∞).
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Proof. The equality in law between (A1(T1),T1−τ1) and (Z (T Z
a ),T Z

a ) is clear from the con-

struction, and not difficult to formalize. Moreover, T Z
a is by construction decreasing in a

and so its limit as a →+∞ exists. It is not hard to show that its limit is exactly T Z
∞ and by

continuity we deduce that Z (T Z
a ) → Z (T Z

∞) as a →+∞, which implies the result.

Thus to prove Proposition 5.6.1, we only have to establish that |T Z
∞| is (almost surely)

finite. Since V is positive recurrent and starts at 0, it is clear that min
{
k ≥ 0 : D∞,k = 1

}

is finite and so to prove that |T Z
∞| is finite, we only have to demonstrate that the random

variable inf
{

k ≤ 0 : D∞,k = 1
}

is almost surely finite. Going back to the definition of D∞,k ,

we see that we have to prove that sup
{
k ≥ 0 : U−k <ψ(W ↑(k))

}
is finite, which informally

means that W ↑ advertizes a release only finitely many times.

So in the sequel, we consider (Uk ,k ≥ 0) i.i.d. random variables, uniformly distributed

in [0,1] and independent of W ↑, and we define

N =
∑

k≥0

1{Uk<ψ(W ↑(k))}

, which can be intuitively interpreted as the number of times W ↑ advertizes a release. The

proof of Proposition 5.6.1 will thus be complete if we can prove that

P{N <+∞} = 1. (5.16)

Second step. We now assume that β> 1 (the results of the previous first step indeed hold

for any function ψ(·)) and we prove that P{N ≥ n} → 0 as n →+∞, which will prove (5.16).

By definition,

P {N = 0} =P

{
Uk >ψ(W ↑(k)),k ≥ 0

}
,

and since W ↑ and the Uk ’s are independent this gives

P {N = 0} = E

[
∏

k≥0

(
1−ψ(W ↑(k))

)
]

.

Let a ≥ 0: introducing ϕ(a) =− log(1−ψ(a)) and H↑(a)=
∑

k≥0 1{W ↑(k)=a}, the local time

at level a, we obtain

P {N = 0} = E

[
exp

(
−

∑

a≥0

ϕ(a)H↑(a)

)]
. (5.17)

Lemma 5.6.4. The quantity supa≥0E(H↑(a)) is finite. In particular, P{N = 0} > 0.

Proof. Let W − be a random walk with step size distribution ξ−1, started at 0 and indepen-

dent from W ↑, and for k ∈Z define W ∗(k) = W ↑(k) if k ≥ 0 and W ∗(k) = W −(−k) if k ≤ 0.

Thus, defining H∗(a) =∑
k∈Z 1{W ∗(k)=a} we have the obvious inequality H↑(a) ≤ H∗(a) and

so we only have to prove that supa∈Z E(H∗(a)) is finite.

It is clear that H∗ stays the same if W ∗ is shifted in time, and that shifting H∗ in time

amounts to shifting W ∗ in space. Moreover, for any w ∈ Z the process (W ∗(k)+w,k ∈ Z)

shifted at the time of its last visit to 0 is equal in distribution to W ∗. Combining these facts,

we see that H∗ is a stationary sequence and in particular, supa∈Z E(H∗(a)) = E(H∗(0)).

By the strong Markov property, H∗(0) is a geometric random variable with parameter the

probability that a random walk started at −1 and with step size distribution ξ− 1 never
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visits 0. Since Eξ < 1, this probability is strictly positive and so E(H∗(0)) is finite. This

proves the finiteness of supa E(H↑(a)).

As for P{N = 0}, we have

E

( ∑

a≥0

ϕ(a)H↑(a)

)
≤ sup

a
E(H↑(a))

∑

a≥0

ϕ(a),

and since ϕ(a) ∼ a−β as a →+∞ and β > 1, the sum
∑

a ϕ(a) is finite. In view of the last

display, this implies that the random variable
∑

a ϕ(a)H↑(a) is almost surely finite. This

proves P{N = 0} > 0 because of (5.17) and concludes the proof of the lemma.

We now prove that P{N ≥ n} → 0 as n →+∞. Let W be a random walk with step size

distribution 1− ξ and I = infk≥1 W (k). Then, W ↑ is by definition equal in distribution to

W under P0{ · | I ≥ 1} (where the subscript refers to the initial state of W ). Let moreover Bn

be the time at which W advertizes a release for the n-th time (which is well defined in the

event {I ≥ 1}), so that

P{N = n} = bP0 {Bn <+∞,Bn+1 =+∞, I ≥ 1} ,

with b = 1/P0{I ≥ 1}. Writing the event {I ≥ 1} as the union between the two events

{inf1≤k≤Bn
W (k) ≥ 1} and {infk>Bn

W (k) ≥ 1}, the strong Markov property at time Bn en-

tails

P{N = n} = bE0

(
p(W (Bn));Bn <+∞, inf

1≤k≤Bn

W (k) ≥ 1

)
,

with p(w) = Pw {N = 0, I ≥ 1}. Coupling W under Pw with a version of W under P0 that

stays below it, we see that p(w) is increasing in w and so

P{N = n} ≥ bp(0)P0

{
Bn <+∞, inf

1≤k≤Bn

W (k) ≥ 1

}
≥ bp(0)P0 {Bn <+∞, I ≥ 1} .

This last lower bound is equal to p(0)P0{Bn <+∞ | I ≥ 1} which by definition is equal

to p(0)P{N ≥ n}. Since p(0)=P{N = 0}/b is > 0 by Lemma 5.6.4, dividing by p(0) leads to

P{N ≥ n} ≤
bP{N = n}

P{N = 0}
.

Since P{N = n} → 0, this finally proves (5.16) and hence Proposition 5.6.1.

Corollary to Proposition 5.6.1. From Proposition 5.6.1, which is concerned with the be-

havior of one active queue, one can deduce the behavior of A(T ∗) and T ∗. The intuition

behind the following result is clear: Proposition 5.6.1 shows that an active queue only ad-

vertizes releases when it is of order 1. Thus when considering several active queues and

the initial state of at least one of them blows up, by the time the last queue to advertize a

release does so, all the other queues are already in their stationary regime. From there on,

it thus only takes an additional (random) time of order 1 for all the queues to advertize a

release simultaneously. We omit the proof of the following result, which consists of a direct

translation of this intuition and can be formalized using similar arguments as in the proof

of Lemma 5.5.2 (it is actually easier, since we make no claim about the mean behavior of

the random variables involved).

Corollary 5.6.5. Assume that ρ < 2 and that β > 1, and consider any sequence of initial

states an = (an,r ) such that maxr an,r →+∞: then (A(T ∗),T ∗−τmax) under Pan converges

weakly as n →+∞ to a non-degenerate random variable.
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5.6.2 Simulation results

In this subsection we present simulation results which complement the theoretical result

of the previous subsection and support our claim that Theorem 5.5.1 remains valid for

β > 1. Based on simulation we discuss stability issues and the asymptotic behavior of

E∞(‖Q(0)‖) in the heavy-traffic regime ρ ↑ 1.

Proposition 5.5.4 and Theorem 5.5.1 show that the stability of the system and the or-

der of magnitude of E∞(‖Q(0)‖) are not affected by the precise value of R or by the precise

distribution of ξ (as long as R ≥ 2 and E(ξ2) < +∞). Proposition 5.6.1 suggests a similar

result, and also that the precise distribution of ζ will not matter as far as stability and the

order of magnitude of E∞(‖Q(0)‖) are concerned. We thus performed our simulation with

ξ a geometric random variable with parameter 2/(2+ρ) and P{ζ = 1} = 1. We ran simu-

lations using different distributions for ξ and ζ as well, including extreme cases such as

distributions with infinite third moment (even infinite second moment for ζ), that yielded

qualitatively similar results.

Simulation results for stability. It is straightforward to prove that Q is transient if ρ > 1,

irrespective of the value of β ∈ (0,∞]. Indeed, if Q̃(t) is the number of packets at the begin-

ning of the t-th time slot, Q̃ is lower bounded by a random walk with drift R(ρ−1). Thus

when ρ > 1, we have Q̃(t) →+∞ as t →+∞ and since (‖Q(k)‖,k ≥ 0) is a subsequence of

(Q̃(t), t ≥ 0) this proves the transience of Q in this case.

For ρ < 1 we present a heuristic argument which suggests that Q is stable. If the active

queues are in state a = (ar ) with ar > 0 for every r , the variation of the mean number of

packets in the system over the next time slot is equal to

−R

(
1−ρ− z

R∑

r=1

ψ(ar )

)

(remember that z = Eζ). Since ψ(a)→ 0 as a →+∞, the drift is negative, close to −R(1−ρ),

when each ar is large enough. The problem in formalizing this argument is twofold: first,

in order to prove stability, one must be able to control every possible initial configuration,

not only those where every ar is large (note however that because of symmetry, it is natural

to expect all ar ’s to be large or small simultaneously); second, this argument considers the

system on the normal time scale, whereas we are interested in the system embedded at

switching times.

In addition to this heuristic argument, simulation results strongly support stability of

the system for ρ < 1. Indeed, Figures 5.2 and 5.3 show the evolution of ‖Q(k)‖, starting

at Q(0) = 0, in the case R = β = 2 and for two values of ρ: ρ = 0.99 and ρ = 1.01. When

ρ = 0.99, Figure 5.2 shows that ‖Q(k)‖ fluctuates between 2,000 and 8,000 for values of k

up to 15,000. In contrast, Figure 5.3 shows for ρ = 1.01 that ‖Q(k)‖ increases until we stop

the simulation when 1.5·106 packets are present in the system, which only takes about 300

switching times. Note that for a transient system we would expect that, when the queues

are large, the total queue length grows by a constant amount on average in every time slot

and that the time between two consecutive switching times increases. This explains the

super-linear growth of ‖Q(k)‖ as we consider the system at switching times. In fact, the

reasoning in Section 5.4 suggests that when ‖Q(k)‖ is large we have ‖Q(k +1)‖/‖Q(k)‖ ≈
Eξ/(1− Eξ). This gives a heuristic explanation for the exponential growth (at rate ρ/(2−
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Figure 5.2: Total number of packets at switching times for R =β= 2 and ρ = 0.99
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Figure 5.3: Total number of packets at switching times for R =β= 2 and ρ = 1.09

ρ) > 1) observed in Figure 5.3. All in all, this is in line with the known transience of Q for

ρ = 1.01.

In general, it may be difficult to distinguish between positive recurrent and transient

systems based on simulation results. Here however, Q obeys two clearly distinguishable

types of behavior: stochastic zero-mean fluctuations on a long time interval when ρ < 1

(Figure 5.2), and almost deterministic exponential growth when ρ > 1 (Figure 5.3). This

phase transition is a further indication of the stability and instability of the system for

ρ < 1 and ρ > 1, respectively.

Simulation results for the asymptotic behavior of E∞(‖Q(0)‖). Having discussed the

stability of Q when ρ < 1, we now discuss the asymptotic behavior of E∞(‖Q(0)‖). To quan-

tify its growth, it is convenient to introduce the notion of scaling exponent.

Definition 5.6.6. We call scaling exponent the number α such that

lim
ρ↑1

(
logE∞(‖Q(0)‖)

log(1/(1−ρ))

)
def.= α. (5.18)
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Figure 5.4: Approximating α(2) for R = 2. The solid line represents F (ρ,2) vs. log(1/(1−ρ))

obtained by simulation from the definition (5.20) of F ; the dashed line represents the best

regression of F (ρ,2) against x 7→ a +b/x in the scale x = log(1/(1−ρ)), see (5.21).

Our interest in the scaling exponent comes from an expected polynomial growth of

E∞(‖Q(0)‖) in heavy traffic. In general, we expect as ρ ↑ 1 a behavior of the kind

E∞ (‖Q(0)‖)≈
C

(1−ρ)α
(5.19)

for some finite constant C > 0. Note that such a behavior would be stronger than (5.18),

but that it is consistent with the result of Theorem 5.5.1. We have proved in the case β =
+∞ that the scaling exponent exists, and is equal to 2.

The scaling exponent depends on the four model parameters R, ξ, ζ andβ. However, as

explained in the beginning of Section 5.6.2, we will mostly be interested in its dependence

onβ and thus writeα(β) when the other three parameters are kept fixed. In fact, our results

suggest that α does not depend on these other parameters. As explained in Section 5.4,

our main claim is that the lingering effect makes E∞(‖Q(0)‖) grow as 1/(1−ρ)2 when β> 1.

Formally, this amounts to conjecture that the scaling exponent (exists and) satisfies α(β) =
2 for β> 1.

In addition to the heuristic arguments presented in Section 5.4, we now present some

simulation results supporting this claim. From the results in Figure 5.2 we find by av-

eraging over time E∞(‖Q(0)‖) ≈ 4,700 for ρ = 0.99, corresponding in view of the defini-

tion (5.18) of the scaling exponent to the estimate α(2) ≈ log 4,700/log 100 ≈ 1.84. To facil-

itate the discussion we define in the sequel

F (ρ,β) =
logE∞(‖Q(0)‖)

log(1/(1−ρ))
, β ∈ (0,∞], ρ < 1. (5.20)

Then, the scaling exponent α(β) is defined

in (5.18) via a limiting procedure, namely α(β) = F (1−,β) = limρ↑1 F (ρ,β). Using

the results of Figure 5.2 to estimate α(2) amounts to using the approximation F (1−,2) ≈
F (0.99,2). In order to check whether this approximation is valid, we performed the same

simulation for different values of ρ. In Figure 5.4 the value of F (ρ,2) is plotted for ρ ∈
(0.87,0.999). We plotted F (ρ,2) against log(1/(1−ρ)) in order to “dilate” time around the
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Figure 5.5: α(β) (obtained by simulation) vs. β for R ∈ {2,3,5}.

value ρ = 1 that we are interested in and also because it is natural to regress F (ρ,2), as

function of ρ, against log(1/(1−ρ)) as we discuss now.

Figure 5.4 shows that the limit F (1−,2) seems to exist, but that F (ρ,2) is still signifi-

cantly increasing for ρ = 0.999. Thus F (0.999,2), and in particular F (0.99,2), cannot be

used as an accurate estimate of α(2). It is numerically difficult to run a simulation for

even higher values of ρ, and so to circumvent this problem we use the simulation results

displayed in Figure 5.4 to find the asymptotic value of F (ρ,2). To do so, we use the approx-

imation (5.19) to infer the form of F (ρ,β), namely

F (ρ,β) ≈α(β)+
logC

log(1/(1−ρ))
, (5.21)

which suggests, as mentioned above, to regress F (ρ,2) against a + b/x in the scale x =
log(1/(1 − ρ)). We performed this regression for the curve displayed in Figure 5.4 and

found an optimal value a = 1.9984, which gives an estimate for the scaling exponent

α(2) ≈ 1.9984 in very good agreement with our conjecture.

Applying the same approach, we can find an estimate for α(β) for any value of β. The

results for R = 2, 3 and 5 are given in Figure 5.5, and confirm that R does not seem to

influence α(β). Further, the approximation α(β) ≈ 2 appears to be very good for any β >
1.2, namely, the estimated value of α(β) is at most 3% away from 2 for any β> 1.2 and any

R = 2,3,5.

5.6.3 More on the case β> 1, β≈ 1

The previous simulation results show a rather fuzzy behavior of α(β) for β close to 1. In-

deed, the curves shown in Figure 5.5 seem stable for β > 1.2 but much less so as β gets

closer to 1. We believe that this may be due to interesting heavy-tailed phenomena.

The shape of the function ρ 7→ F (ρ,β) depicted in Figure 5.4 is typical for large values

of β, say β > 1.2. In particular, this function is increasing which makes the regression

of F against 1/log(1/(1−ρ)), such as in (5.21), reasonable. However, as β gets closer to

one, the shape of this function changes. For instance, Figure 5.6 shows simulation results

for F (ρ,1.2) which are representative of F (ρ,β) for small β, say 1 <β< 1.2. Noticeably, the
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Figure 5.6: Approximating α(1.2) for R = 2. The solid line represents F (ρ,2) vs.

log(1/(1−ρ)); the dashed line represents the best regression obtained by regressing F (ρ,2)

past its infimum as in (5.21).

function F (ρ,1.2) is not monotone in ρ and so the approximation (5.21) cannot be valid for

every ρ. Rather, we find that F (ρ,β) decreases and then increases, and that the regression

against 1/log(1/(1−ρ)) is only accurate past the minimum.

Regressing the curve obtained in Figure 5.6 past the minimum leads to the approxima-

tion α(1.2) ≈ 1.94, which is still very much in line with the conjecture α(1.2) = 2. However,

the point where the minimum of the function ρ 7→ F (ρ,β) is attained, shifts to the right

when β gets closer to 1, leaving us with less points against which to regress. In particu-

lar, for β < 1.2 one would need to simulate the system at loads higher than 0.999 to get

accurate results.

We suspect that this numerical instability is caused by heavy-tailed phenomena that

seem to appear for β < 2. More precisely, inspecting the proofs of Proposition 5.5.4 and

Theorem 5.5.1, one sees that Corollary 5.6.5 is not strong enough for the proofs of the case

β = +∞ to go through directly. Indeed, instead of controlling the behavior of A(T ∗) and

T ∗ in distribution, one needs (at least, with the proposed proof strategy) to control their

mean behavior. Let us do a small computation: let T Z
∞ be the random variable introduced

in Lemma 5.6.3, which is the weak limit of T1 −τ1, and let B↑ be the first time the process

W ↑ advertizes a release. Then

E(|T Z
∞|;T Z

∞ ≤ 0) = E(B↑;B↑ <+∞)=
∑

k≥0

kP{B↑ = k},

and, as before, we have

P{B↑ = k} = E

[
ψ(W ↑(k))

∏

i<k

(1−ψ(W ↑(i )))

]
.

The arguments of Section 5.6.1 show that the random variable
∏

i≥0(1−ψ(W ↑(i ))) is

finite. In view of the last expression, it therefore seems that the tail behavior of B↑ is dic-

tated by ψ(W ↑(k)) as k → +∞ and since W ↑(k) ≈ k(1−Eξ) by the law of large numbers,

we should obtain P{B↑ = k} ≈ k−β as k →+∞. When β < 2, this suggests that B↑, and in
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particular |T Z
∞|, has infinite mean, although both random variables are almost surely fi-

nite for β > 1. It is possible to use this result to show that the (almost surely finite) weak

limits (as the initial state grows to +∞) of A(T ∗) and T ∗−τmax have infinite first moment.

This potentially invalidates the back-of-the-envelope computations of Section 5.4, and so

more care is needed. For instance, simulation experiments for β = 1.2 and R = 2 suggest

that Ea1 (A1(T ∗)) grows as a0.4
1 as a1 →+∞, whereas A1(T ∗) converges weakly to a finite

random variable.

5.7 Heuristics for the weakly persistent case

From Proposition 5.6.1 we know that active queues only advertize releases when they are

of order 1 if β > 1. This is not the case anymore for β < 1. Indeed, considering a queue

with initial value a and assuming no arrivals, i.e., ξ = 0, we see that the first time slot at

which the queue advertizes a release is upper bounded by a geometric random variable

with parameter ψ(a). Thus, in the mean, the first release is advertized after at most (a+1)β

time slots in this case, so that an active queue with initial value a is still of order a when

the first release is advertized if β< 1.

Similarly, for R active queues, each with initial value a, we see that the first time slot

at which all queues simultaneously advertize a release is upper bounded by a geometric

random variable with parameter ψ(a)R if no arrivals occur, so that, in the mean, a switch

occurs after at most (a +1)Rβ time slots. Thus, if Rβ < 1 and all active queues have initial

value a, the queues are still of order a when a switch occurs.

If Rβ < 1 we thus heuristically see that the queues change states rapidly, i.e., the time

needed for the queues to switch state is negligible to the length of the queues. An exam-

ple of this behavior is presented in Figure 5.7. For β = 1/3, R = 2 and ρ = 0.99 we see in

this figure that queues indeed oscillate very rapidly between the active and inactive states,

meaning that the time between two consecutive switching times is indeed much smaller

than the queue lengths.

We thus see that the queues never linger if Rβ< 1. The price for this is that the queues

have to advertize a release more often, which induces stationary queue lengths that are at

least of the order 1/(1−ρ)1/β, as we saw in Chapter 3. In this case the lower bounds derived

in that chapter seem to be tight, as we will now explain heuristically.

Consider for a moment a given queue and let ∆(a) be the mean increase of this queue

starting from level a. Note that ∆(a) is also the drift at level a as the queues switch state

rapidly. Because of symmetry, the queue will be active half the time and inactive the other

half of the time, so that

∆(a) ≈
1

2
Ea [increase | inactive]+

1

2
Ea [increase | active] .

From the dynamics described in Section 5.3.3 we deduce for large a (approximating

Y (a) ≈ a and neglecting the possibility of Y (a) = 0) that 2∆(a) ≈ Eξ+E(ξ−1+ζ1{U<ψ(a)}),

which leads to

2∆(a) ≈ ρ−1+ zψ(a).

This last approximation points to a mean-reverting effect: the average drift is negative

for a > a∗ and positive for a < a∗, where the precise threshold a∗ is determined by the
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Figure 5.7: A sample path on the normal time scale with β = 1/3, R = 2 and ρ = 0.99,

representative of the case Rβ < 1. Queues activate and de-activate very quickly, and thus

feel an average drift which induces a mean-reverting effect.

equation ρ−1+ zψ(a∗) = 0, which leads, since ψ(a) = (1+ a)−β, to a∗ ≈ 1/(1−ρ)1/β. This

mean-reverting effect is also clearly visible in Figure 5.7.

Using the convexity of ψ(·) and Jensen’s inequality, the above back-of-the-envelope

computations can be converted into a rigorous proof and it can be shown that 1/(1−ρ)1/β

is a lower bound for the mean stationary number of packets in the system, as established

in Chapter 3 in a general setting in continuous time. Our explanation through this mean-

reverting effect shows moreover that this lower bound should be sharp for small values

of β.

Queues do not seem to change rapidly anymore if Rβ > 1, as we see for instance in

Figure 5.1 and in Figure 5.8 where a sample path is given for the case β = 1/3, R = 5 and

ρ = 0.99. This gives rise to a potential lingering effect, which was shown to be in force if

β> 1, the situation studied in the previous sections.

When β < 1 queues have to advertize a release many times before a switch can occur

as was explained above, which causes the queues to empty more simultaneously. Indeed,

queue 1 will advertize a release more often than queue 2 if the size of queue 1 is smaller

than the size of queue 2. Thus queue 1 incurs more additional increases ζ than queue 2 in

this case, so that the two queue lengths move towards each other.

We thus again find a reversion effect in this case; this time the sizes of the active queues

tend to be close together. This, together with the fact that not all queues necessarily have

to be (almost) empty for a switch to occur, might weaken the lingering effect in the case

Rβ > 1, with β < 1. Quantifying the performance ramifications of the lingering effect in

this case seems to be a formidable task and is an interesting topic for future research.

Finally, we applied the same method as in Section 5.6.2 to compute α(β) by sim-

ulation for small values of β. The results are displayed in Figure 5.9, and show that

βα(β) ∈ (0.98,1.02) for any β < 0.45. In particular, the situation in Figure 5.8 seems to

have the same scaling coefficient as the situation in Figure 5.7, i.e., the fact that (some of)

the queues have to be (almost) empty for a switch to occur if R = 5 has hardly any conse-

quence for the performance in this case.
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Figure 5.8: A sample path on the normal time scale with β = 1/3, R = 5, and ρ = 0.99,

representative of the case Rβ> 1. Switches only occur when the queues are close to being

empty.

0 2 4 6 8 10

1

2

3

1/β

α
(β

)

R = 2

R = 3

R = 5

Figure 5.9: βα(β) (obtained by simulation) vs. 1/β for R ∈ {2,3,5}.

5.8 Concluding remarks

Motivated by the poor delay performance of cautious activation rules in distributed

medium access control observed in the previous chapters, we investigated more ag-

gressive queue-based algorithms in this chapter. The main contribution of this chapter

lies in highlighting a new effect that we called the lingering effect and in studying the

performance ramifications of this effect for a special topology. In this section we explain

and discuss various directions in which our framework could possibly be extended.

First of all, it would be straightforward to extend our results to the following asym-

metric case: instead of having R queues in each group with identically distributed arrival

processes across queues, we have two groups of R1 and R2 queues and the arrivals into

the k-th queue of group g have distribution ξg ,k . We chose to study a symmetric sce-
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nario for technical reasons, since then there is no need to label queues individually. In

this setting, the lingering effect will occur whenever, informally speaking, the two dom-

inant queues of at least one of the two groups have the same arrival rate. For instance,

the delay will scale like 1/(1 − ρ)2 with ρ = maxk E(ξ1,k ) + maxk E(ξ2,k ) if the condition

E(ξ1,1) = E(ξ1,2) ≥ maxg ,k E(ξg ,k ) is satisfied.

We believe that the insights provided by the complete bipartite conflict graph carry

over to more general topologies. Note that for a general topology, our model needs to be

amended, since one needs then to specify more precisely how queues become active. One

can for instance think of queues going into back-off, and then trying to acquire the shared

resource at some rate. We conjecture that whenever the conflict graph is not complete and

thus contains an independent set of several nodes, the lingering effect can rear its head,

provided some algebraic condition between the arrival rates at the various queues is sat-

isfied. It would be very interesting to be able to formulate a precise and formal conjecture

reflecting this intuition, and most probably quite challenging to prove it.
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6
Random admissible-set scheduling

6.1 Introduction

The algorithms studied in the previous chapters only guarantee throughput-optimality for

discrete topologies, where the users can only reside in a finite number of locations. While a

discrete network structure is a reasonable assumption in case of a relatively small number

of long-lived sources, it is less suitable in case of a relatively large number of short-lived

flows. The latter scenario is increasingly relevant as emerging wireless networks support

traffic generated by massive numbers of nodes which each individually may only engage

in sporadic transmission activity.

In this chapter we therefore investigate stability in the context of a model that com-

bines a scheduling discipline operating under interference constraints and a continuous

spatial setting. While stability of wireless networks in discrete topologies has been widely

studied in the literature, see Sections 1.2.4 and 1.3, and for instance [9, 13, 29, 108], the

continuous spatial setting has received hardly any attention so far.

Stability of queueing networks in continuous space is investigated for instance in [3,

72, 85]. These papers prove stability of networks in which only one user is allowed to

transmit at a time. In contrast, in this chapter we focus on the more complex situation

of simultaneous transmissions as governed by a scheduling discipline. The model in [6]

can be interpreted as a wireless network on a continuum of locations in which the users

are scheduled on a network-wide first-come-first-served basis. The scheduling discipline

we study in this chapter utilizes the spectrum in a more efficient manner, and is in fact

throughput-optimal in a broad range of scenarios.

We investigate random admissible-set scheduling, where, in each time slot, a subset of

users is selected for transmission from all admissible sets uniformly at random and each

of the users in the selected subset transmits one packet during the time slot. A subset

of users is called admissible when their simultaneous activity obeys the prevailing inter-

ference constraints. As discussed in Section 1.1.1, the relevant interference constraints

depend on various system-specific properties, such as the propagation environment and

the operation of the physical and medium-access layers of the network. In this chapter we

adopt fairly generic feasibility criteria, which in particular cover both the physical model

and the protocol model described in Section 1.1.1.

To use scheduling algorithms for discrete networks in a continuous setting, one can
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divide the space into a finite number of regions and treat every region as a node of a

discrete network. In this setting a subset of nodes is said to be guaranteed if any sub-

set of corresponding users is admissible, regardless of the exact locations of the users

within each of the regions. One can then use a throughput-optimal scheduling disci-

pline such as MaxWeight, see Section 1.2.1, to select among the guaranteed regions. In

this chapter we will show that random admissible-set scheduling achieves stability when-

ever stability could be achieved by any region-based scheduling discipline, and thus ran-

dom admissible-set scheduling is throughput-optimal whenever a region-based schedul-

ing discipline is.

From a methodological perspective, the continuous spatial setting involves major ad-

ditional challenges compared to a discrete network structure. Since users reside in a

continuum of locations, the evolution of the system cannot be represented in terms of

a Markov chain with a finite state space, and we therefore introduce a measure-valued

process as a description of the system. In order to prove stability, we identify a Lyapunov

function which has a negative drift for all but a ‘small’ set of states, so that the Markov

chain is positive Harris recurrent.

For wireless networks we are primarily interested in interference constraints that be-

come looser when users are further apart and in one- and two-dimensional spaces. Our

results, however, hold in more generality, which is why we present our results in terms of a

particle system on a compact space of arbitrary dimension, to which batches of particles

arrive according to some general stochastic process. We investigate under which condi-

tions this particle system is stable, in the sense that the system is cleared from all particles

infinitely often.

The remainder of this chapter is organized as follows. In Section 6.2 we show how the

evolution of the system may be described in terms of a Markov chain with a measure-

valued state space. The main stability result is presented in Section 6.3, along with an

interpretation and discussion of its ramifications. In Section 6.4 we provide the proof of

our main result, and in particular identify a Lyapunov function which has negative drift

for all but a ‘small’ set of states, and plays a critical role in the proof. In Appendix 6.A we

recall various useful definitions and collect some preliminaries that are needed in order to

apply the Foster-Lyapunov approach for our specific Markov chain. Finally, Appendix 6.B

contains some proofs that have been relegated from the main text.

6.2 Model description

Consider a compact space H ⊂ Rd for some d <∞. Denote by A(t ,B) the number of par-

ticles arriving during the t-th time slot in B ⊆ H . Particles arrive in batches, and the batch

size has a general non-negative discrete distribution with mean β, independent of the

sizes and locations of other batches. The number of batches that arrive during a time slot

has a general non-negative discrete distribution with mean λ and is independent of the

number of batches that arrive in other time slots. That is, the numbers A(t , H), t = 1,2, . . . ,

are i.i.d. copies of a non-negative random variable A with E{A} = λβ. Further we assume

that E{A log(A)|A > 0} <∞ and that 0 < P{A > 0} < 1. The locations of the arriving batches

are independent and distributed according to some measure ν(·) on H , with ν(H) = 1.

Thus the expected number of particles to arrive to a subspace B ⊆ H in one time slot is

given by E{A}ν(B). We denote the number of particles in the space H at the start of the
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t-th time slot by Y (t), with Y (t) = (Y (t ,B),B ⊆ H) and Y (t ,B) denoting the number of

particles residing in the subspace B at the start of the t-th time slot. The state space of

this process is denoted by Ψ and consists of all finite counting measures on H . So, when

y ∈Ψ, y(B) denotes the number of particles residing in B . In particular, y({x}) denotes the

number of particles at x ∈ H .

Random admissible-set scheduling. At the start of every time slot an admissible subset

of particles will be removed. Here, z ∈Ψ is called a subset of y ∈Ψ if z({x}) ≤ y({x}) for all

x ∈ H . To decide whether a set is admissible we define a function F :Ψ→ {0,1} and we call

y ∈Ψ admissible if and only if F (y)= 1. The function F follows from the characteristics of

the application, e.g., for wireless networks the function F (·) follows from the interference

constraints, so that an admissible set consists of users whose transmissions are all suc-

cessful if only the users in that set are transmitting at the same time. We will assume that

F (y) = 1 only if y({x}) ∈ {0,1} for all x ∈ H and that F (y)= 1 whenever y(H) ≤ 1. That is, we

assume that at most one of the particles located at any location x ∈ H can be removed in a

single time slot and that sets consisting of at most one particle are always admissible.

Let χ(y) be the set of all subsets of y , i.e.,

χ(y)= {z ∈Ψ : z({x}) ≤ y({x}),∀x ∈ H },

and let R(t ,Y (t),B) be the number of particles removed from B ⊆ H in the t-th time slot,

given the configuration Y (t). An admissible subset of particles is selected uniformly at

random. Hence, given Y (t) = y , R(t , y) = z with probability

F (z)
∏

x∈H ,z({x})>0
y({x})

∑
u∈χ(y) F (u)

∏
x∈H ,u({x})>0

y({x})
,

where R(t , y) = (R(t , y,B),B ⊆ H). Note that for z 6∈ χ(y) we have F (z) = 0 or there exists

an x ∈ H such that z({x}) = 1 and y({x}) = 0, so this probability is always zero in this case.

Here and in the remainder of this chapter, the value of the empty product is defined as 1.

System dynamics. The evolution of Y (t ,B) is then described by the recursion

Y (t ,B) = Y (t −1,B)+ A(t −1,B)−R(t ,Y (t−),B).

Further, R(t ,Y (t−),B) depends on the number of particles just before the start of the t-th

time slot,

Y (t−,B) = Y (t −1,B)+ A(t −1,B).

From this description it follows that (Y (t))t∈N0 is a Markov chain. We will equip the state

space Ψ of the Markov chain with the smallest σ-field B(Ψ) with respect to which the map

y → y(B) is measurable for any Borel set B ⊆ H . That is, we equip Ψ with the Borel σ-field

as we will prove in Lemma 6.A.8.

Guaranteed sets. Let P = {P1, . . . ,PK } be a partition of the space H , i.e.,
⋃K

i=1
Pi = H ,

Pi 6= ; for all i and Pi ∩P j = ; for all i 6= j . Further, let ΘP = 2K be the collection of all

subsets of K = {1, . . . ,K }. We call a set S ∈ ΘP guaranteed if any subset of particles, with
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exactly one residing in each of the regions contained in
⋃

k∈S{Pk }, is admissible, regardless

of the exact locations within each of the regions. We denote by ΩP ⊆ΘP the collection of

all guaranteed sets for the partition P . Finally, we denote by Ak the number of arrivals in

the k-th region, so that E{Ak } = λβν(Pk ).

6.3 Main result

The following theorem states the main result of this chapter and is a shorter version of

Theorem 6.4.5, which is proven at the end of Section 6.4.

Theorem 6.3.1. Assume that there exists a partitioning P of the space H, with ν(Pk ) > 0

for k = 1, . . . ,K , such that there exist constants αS ≥ 0, for which
∑

S∈ΩP
αS = 1 and E{Ak } <∑

S∈ΩP
αS 1{k∈S} for all k = 1, . . . ,K <∞. Then, the Markov chain (Y (t))t∈N0 is positive Harris

recurrent.

In words, Theorem 6.3.1 states that random admissible-set scheduling achieves stabil-

ity whenever there exists a partition of the space such that the vector of arrival rates in each

region lies in the interior of the convex hull of the incidence vectors of the guaranteed sets.

The same stability condition holds for some scheduling algorithms that select among the

guaranteed sets and then arbitrarily remove one packet in each of the regions contained

in the selected guaranteed set, and is in fact known to be necessary in that case. For exam-

ple, considering the regions as the queues of the network and the total number of packets

residing in a region as its queue length, the MaxWeight algorithm, see Section 1.2.1, can

be used to select among the guaranteed sets and gives the same stability condition.

Thus random admissible-set scheduling is superior to region-based scheduling, in the

sense that it always achieves stability whenever that could be achieved by any region-

based scheduling discipline. Also note that a region-based scheduling discipline would

require explicit knowledge of the partition that provides stability for its implementation,

whereas for random admissible-set scheduling the partition is only required to formulate

the sufficient stability condition in Theorem 6.3.1.

As region-based MaxWeight scheduling is throughput-optimal for a number of scenar-

ios [103], we can conclude that random admissible-set scheduling is throughput-optimal

for these scenarios as well. Furthermore, under suitable smoothness conditions it seems

plausible that there always exists a partition of the space such that stability can be

achieved using a region-based scheduling discipline, whenever it is feasible to do so at all,

so that random admissible-set scheduling is throughput-optimal under these conditions.

However, characterizing the general smoothness conditions and proving this claim is a

nontrivial analytical problem.

These throughput-optimality guarantees might at first seem somewhat surprising be-

cause random admissible-set scheduling does not explicitly consider the size, or the con-

gestion level, of the selected sets. However, suppose that the number of the particles in

all areas but one is fixed. Then an arbitrary admissible set is more likely to contain a par-

ticle from the area whose number of particles is not fixed when that area is more densely

populated. Thus, the selected set with random admissible-set scheduling indirectly does

depend on the spatial congestion. In this sense, random admissible-set scheduling re-

sembles the queue-based CSMA algorithm, which can be throughput-optimal in discrete

topologies, see Section 1.3.2. Although these observations do not immediately explain
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why random admissible-set has the same stability guarantees, they provide a starting

point for constructing the Lyapunov function we use in Section 6.4 to prove Theorem 6.3.1.

It is worth emphasizing that we consider a particle-based version of random

admissible-set scheduling rather than a node-based incarnation, in the sense that

the strategy selects among sets of particles rather than sets of nodes. While this distinc-

tion is immaterial when the measure ν(·) is an absolutely continuous density and all

batches have size one, the issue does become relevant when the batches can have a size

greater than one or the measure ν(·) has mass in discrete points. When the measure ν(·)
has mass in discrete points, it may readily be concluded that a node-based version of

random admissible-set scheduling is not throughput-optimal, as the empty set will be

scheduled in any time slot with non-vanishing probability. Interestingly, this observation

contrasts with the fact that the node-based version of the MaxWeight scheduling strategy

guarantees throughput-optimality when the measure ν(·) is a purely discrete distribution,

whereas a particle-based version may fail to do so [103].

Under certain symmetry assumptions it is easier to show that random admissible-set

scheduling is throughput-optimal, as we will show next. Also we can state the stability

condition explicitly in this case. Let µ= max{y(H) : F (y) = 1} denote the maximum num-

ber of particles in an admissible set. An immediate consequence of Theorem 6.3.1 is the

following corollary.

Corollary 6.3.2. Assume that there exists a partitioning P of the space H such that K mod

µ = 0, ν(Pk ) = 1/K , for all k = 1, . . . ,K , and F (y) = 1 for any y ∈ Ψ with y(Pm+ j ) = 1, for

all j = 1, . . . ,µ, with m < K such that m mod µ = 0. Then, the Markov chain (Y (t))t∈N0 is

positive Harris recurrent if λβ<µ.

Proof. Choose αS = µ
K when S = {m + 1, . . . ,m +µ}, with m < K such that m mod µ = 0,

and αS = 0 otherwise. Noting that sets of the form {m +1, . . . ,m +µ}, with m < K such that

m mod µ= 0, are guaranteed by assumption, the stated result follows from Theorem 6.3.1.

The assumptions of Corollary 6.3.2 ensure that the space H can be partitioned using a

finite number of equally-sized disjoint sets such that taking any combination of elements

of maximum size (µ) from certain sets will always give an admissible set. As these sets

all contain particles with nonzero probability, this assumption ensures that there exists

an admissible set of size µ in any time slot with nonzero probability. Furthermore, there

are assumed to be K /µ disjoint sets with this property, i.e., any particle is in at least one

guaranteed set of maximum size.

These assumptions are for example satisfied when the arrival density is uniform,

i.e., ν(·) is the Lebesgue measure, and the function F (·) and space H are such that F (·) is

translation-invariant. An example of this is given below.

Example 6.3.1. Let H be the unit circle, where we use the interval [0,1) to denote points

on the circle, and let ν(·) be the Lebesgue measure. Consider the protocol model for

interference in wireless networks, see Section 1.1.1, so that particles can be removed si-

multaneously whenever the distance between these particles is at least r , i.e., F (y) = 1 if

y({x}) ∈ {0,1} for all x ∈ [0,1) and y({x})y({w}) > 0 only if D(x, w) ≥ r for all x 6= w ∈ [0,1),

with D(x, w) = min(|x−w |,1−|x−w |). Take K ≥ 2µ/(1−µr ) and K a multiple of µ= ⌊1/r ⌋.
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Further, for i = 1, . . . ,K , take

Pi =
[⌊ i−1

µ ⌋+ K
µ ((i −1) mod µ)

K
,

1+⌊ i−1
µ ⌋+ K

µ ((i −1) mod µ)

K

)
.

We then see that the assumptions of Corollary 6.3.2 are satisfied whenever 1/r is non-

integer.

Note that the probability that a set of size 1/r is removed is almost surely zero in any

time slot if 1/r is integer-valued. In that case we therefore adjust F (·) slightly and take F (·)
as above, but with F (y) = 0 whenever y(H) = 1/r , so that µ = ⌈1/r ⌉−1. We then see the

assumptions of Corollary 6.3.2 are satisfied with K and the sets Pi as defined above.

We can thus conclude that, for this model, random admissible-set scheduling achieves

stability if λβ < ⌈1/r ⌉ − 1. Hence, as ⌈1/r ⌉ − 1 is the maximum number of packets that

can be transmitted simultaneously, it follows that random admissible-set scheduling is

throughput-optimal.

The result of Corollary 6.3.2 may be interpreted as follows. Suppose that the total num-

ber of particles in the system is large. Then there will be a large number of admissible sets

of size µ, assuming that the particles are sufficiently dispersed across the network and not

concentrated in a few dense areas. In fact, the number of admissible sets of size µ will be

overwhelmingly large compared to the number of admissible sets of smaller size. By virtue

of random admissible-set scheduling, one of the admissible sets of size µ will then be se-

lected with high probability. Thus, the expected number of removed particles will exceed

the expected number of arriving particles, provided λβ < µ, implying a reduction in the

expected number of particles in the system, and preventing the number of particles from

growing without bound.

While the spatial dispersion of particles under random admissible-set scheduling is

intuitively plausible under the assumptions of Corollary 6.3.2, it is certainly not obvious.

This is perhaps best illustrated through the following example, which shows that the re-

sult of Corollary 6.3.2 may not necessarily hold for seemingly similar but subtly different

scheduling disciplines under which the particles in the system are almost all concentrated

in one dense area.

Example 6.3.2. Consider the situation of Example 6.3.1. Instead of selecting an admissible

set at random, now consider the scheduling discipline that gives priority to particles that

are closest, in anticlockwise direction, to a certain point ζ on the circle. Obeying this pri-

ority rule, we select as many particles as possible to remove in a certain time slot. That is,

the particle closest to the given point gets removed, the particle closest to the point and at

least a distance r away from the first particle gets removed, and so on until no particle can

be selected anymore. We call this service discipline maximal scheduling with priorities.

Figure 6.1 shows a simulation result for both scheduling disciplines with ζ = 0.5,

r = 0.49 and λ= 1.95 starting from an empty configuration and running for 106 time slots.

That is, the figure gives a realization of Y (t , H) given that Y (0, H) = 0 for t = 1, . . . ,106.

We see that at the start of the simulation the number of particles in the system with ran-

dom admissible-set scheduling grows faster than the number of particles in the system

with maximal scheduling with priorities. This is because maximal scheduling with pri-

orities always selects a subset of maximal size obeying the priority rules, whereas ran-

dom admissible-set scheduling always selects admissible sets of a small size with a certain

probability, which gets lower as the number of particles in the network grows. More impor-

tantly, after some time the number of particles in the system with random admissible-set
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Figure 6.1: Random admissible-set scheduling and maximal scheduling with priorities for

ζ= 0.5, r = 0.49 and λ= 1.95.

0 0.2 0.4 0.6 0.8 1
0

10,000

20,000

Location

P
a

c
k

e
ts

in
th

e
sy

st
e

m

Random admissible-set scheduling

Maximal scheduling with priorities

Figure 6.2: Terminal configuration of the simulation of Figure 6.1.

scheduling settles around an equilibrium value whereas the number of particles in the sys-

tem with maximal scheduling with priorities keeps on growing linearly. This suggests that

maximal scheduling with priorities is not stable while random admissible-set scheduling

is stable for the chosen parameters. The latter will be proven in the next section.

Figure 6.2 shows the terminal configuration of the simulation of Figure 6.1, i.e., it gives

a realization of Y (106,B) given that Y (0,1) = 0 for B = [0, s), 0 < s ≤ 1, for both scheduling

disciplines. For random admissible-set scheduling we see that the number of particles in

the interval [0, s) is roughly linear in s, indicating that the particles are evenly spread out

over the circle. For maximal scheduling with priorities we observe that the number of par-

ticles in [0, s) slowly increases with s up to approximately s = 0.48, after which the number

of particles in the system steeply rises up to s = 0.5. For s ≥ 0.5 = ζ the number of particles

in the interval [0, s) is (almost) constant, implying that virtually no particles are located

in the interval [0.5,1). Note that particles in the interval [0.48,0.5) have the lowest prior-

ity and hence are, whenever they are allowed to, almost always removed simultaneously

with other particles, as there are quite some particles in the system and outside this inter-

val. However, the particles that are allowed to be removed simultaneously with particles in
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[0.48,0.5) are also allowed to be removed simultaneously with some particles in [0.5,0.52),

which have the highest priority. So we infer that the particles in this system are clustered

in [0.48,0.5), and that too high a fraction of the time (larger then 0.02λ) no particle in this

interval is removed, making the system unstable.

For the more general case considered in Theorem 6.3.1 not all particles are necessarily

in a guaranteed set of maximum size, which might result in an increase of the expected

number of particles in the system when such particles are selected. Also, the particles

might not be spread out, but be clustered in a few hot spots. Thus the above heuristic

explanation of Corollary 6.3.2 does not directly extend to the more general case in Theo-

rem 6.3.1. Nevertheless, random admissible-set scheduling guarantees stability when the

condition in Theorem 6.3.1 is satisfied as we prove in the next section.

6.4 Proof

The proof of Theorem 6.3.1 relies on the Foster-Lyapunov criteria and involves the identi-

fication of a function which has negative drift for all but a small set of states. Appendix 6.A

contains several useful definitions and preliminaries that are needed to apply the Foster-

Lyapunov approach for our specific Markov chain.

We will from now on suppose that the assumptions of Theorem 6.3.1 hold and we con-

sider a partitioning P = {P1, . . . ,PK } of the space H , with ν(Pk ) > 0 for k = 1, . . . ,K , with

associated constants αS ≥ 0, for which
∑

S∈ΩP
αS = 1 and E{Ak } <

∑
S∈ΩP

αS 1{k∈S} for all

k = 1, . . . ,K <∞. Further, we take ǫ > 0 such that E{Ak } ≤ (1−2ǫ)
∑

S∈ΩP
αS 1{k∈S}. To sim-

plify the notation, we will use the notation Θ for all subsets of {1, . . . ,K } and Ω for all guar-

anteed sets for the partition P .

Let xk (y) be the number of particles residing in the k-th region, Pk , given configu-

ration y ∈ Ψ. We will denote by Θ(y) the subsets containing particles, i.e., Θ(y) = {S ∈
Θ : xk (y) ≥ 1,∀k ∈ S}, and by Ω(y) the guaranteed sets containing particles, Ω(y) = {S ∈
Ω : xk (y) ≥ 1,∀k ∈ S}. Further, denote by qS (y) the probability that the particles that get

removed belong to the subset of regions S ∈ Θ given that the system is in state y , with

pk (y) =
∑

S∈Θ:S∋k qS (y) the probability that a particle in the k-th region gets removed given

configuration y ∈Ψ.

For S ∈Θ, denote

wS(y) =
∏

k∈S:xk (y)≥1

xk (y),

and define

w(y)= max
S∈Ω(y)

wS(y).

Further define for any δ> 0

B(δ) =
{

y ∈Ψ : w(y)≥
(

2|Θ|
δ

)2/δ
}

.

In the next lemma we will show that the expected value of
∑

k∈S log(xk ), for the set of

particles S selected with random admissible-set scheduling, is at least close to the maxi-

mum possible value over all guaranteed sets for all states y ∈ B(δ), which is in fact the guar-

anteed set that would be selected if the weighted MaxWeight algorithm, see Section 1.2.1,

would be used to select among the guaranteed sets.
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Lemma 6.4.1. For all states y ∈ B(δ) we have,

∑

S∈Θ(y)

qS(y) log(wS(y))≥ (1−δ) log(w(y)).

Proof. The proof proceeds along similar lines as in [9, 79].

Define

Υ(y)= {S ∈Θ(y) : log(wS (y))≥ (1−
δ

2
) log(w(y))}.

Then,
∑

S∈Θ(y)

qS(y) log(wS(y))≥ (1−
δ

2
) log(w(y))

∑

S∈Υ(y)

qS (y). (6.1)

For any S ∈ Θ, let vS(y) be the number of admissible subsets of particles of size |S| with

exactly one residing in each of the regions contained in S, with the convention that v;(y)=
1 for all y ∈Ψ as the empty set is always admissible. Because every admissible subset can

have at most one particle residing in each region, there is exactly one S ∈ Θ for which

this subset is counted in vS(y). Thus the total number of admissible subsets of particles

is given by
∑

T∈Θ vT (y) and, as an admissible subset of particles is selected uniformly at

random,

qS (y)=
vS(y)

∑
T∈Θ vT (y)

=
vS (y)

∑
T∈Θ(y) vT (y)

. (6.2)

Further observe that vS (y)≤ wS (y) for all S ∈Θ(y), with equality for all S ∈Ω(y).

Thus,

∑

S 6∈Υ(y)

qS(y) =
∑

S 6∈Υ(y) vS (y)
∑

S∈Θ(y) vS (y)
≤

∑
S 6∈Υ(y) wS (y)

∑
S∈Ω(y) wS (y)

≤
|Θ|w(y)1− δ

2

w(y)
= |Θ|w(y)−

δ
2 . (6.3)

The latter quantity is less than δ
2

for all states y ∈B(δ), and thus

∑

S∈Υ(y)

qS(y) ≥ 1−
δ

2
. (6.4)

Combining the lower bounds (6.1) and (6.4), we obtain

∑

S∈Θ(y)

qS(y) log(wS(y))≥ (1−
δ

2
) log(w(y))(1−

δ

2
) ≥ (1−δ) log(w(y))

for all states y ∈ B(δ).

Define the nonnegative function V :Ψ→R by

V (y)=
∑

k :xk (y)≥1

xk (y) log(xk (y)),

and the function G : Ψ→R by

G(y)=
∑

k :xk (y)≥1

log(xk (y))
[
E{Ak }−pk (y)

]
.
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Note that

V (y) =
K∑

k=1

xk (y) log(max(xk (y),1))

and

V (y)=
∑

k :xk (y)≥2

xk (y) log(xk (y)).

Further observe that the function V (·) only depends on y through the values of xk (y).

However, the xk (y)’s do not constitute a Markov chain, and hence we need to treat V (·)
as a function of the full state description y in order for the Foster-Lyapunov approach to

apply.

We now first find the relation between the drift of V (y) and G(y), where the drift of

V (y) is defined by

∆V (y)= E{V (Y (t +1))|Y (t) = y}−V (y).

The proof of this lemma is deferred to Appendix 6.B.

Lemma 6.4.2. ∆V (y) =G(y)+G2(y), with G2(y) a bounded function.

We proceed by finding an upper bound on G(y) for all states y ∈ B(ǫ).

Lemma 6.4.3. For all states y ∈ B(ǫ),

G(y)≤−ǫ
∑

k :xk (y)≥1

E{Ak } log(xk (y)).

Proof. We have by assumption

G(y)≤
∑

k :xk (y)≥1

log(xk (y))
[

(1−2ǫ)
∑

S∈Ω
αS 1{k∈S} −pk (y)

]
. (6.5)

Now note that, for all states y ∈ B(ǫ), we may write

∑

k :xk (y)≥1

log(xk (y))pk(y) =
∑

k :xk (y)≥1

log(xk (y))
∑

S∈Θ:S∋k

qS(y)

=
∑

S∈Θ
qS (y)

∑

k∈S:xk (y)≥1

log(xk (y))

=
∑

S∈Θ(y)

qS(y) log(wS(y)).

Likewise, we may write

∑

k :xk (y)≥1

log(xk (y))
∑

S∈Ω
αS 1{k∈S} =

∑

S∈Ω
αS

∑

k∈S:xk (y)≥1

log(xk (y))

=
∑

S∈Ω(y)

αS log(wS(y)).

Substitution of these two equalities in (6.5) gives

G(y) = −ǫ
∑

k :xk (y)≥1

log(xk (y))
∑

S∈Ω
αS 1{k∈S}

+ (1−ǫ)
∑

S∈Ω(y)

αS log(wS(y))−
∑

S∈Θ(y)

qS (y) log(wS (y)).
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Then, using Lemma 6.4.1 and noting that wS(y) ≤ w(y), yields

G(y) ≤ −ǫ
∑

k :xk (y)≥1

log(xk (y))E{Ak}+ (1−ǫ)
[ ∑

S∈Ω(y)

αS log(wS (y))− log(w(y))
]

≤ −ǫ
∑

k :xk (y)≥1

log(xk (y))E{Ak}

for all states y ∈ B(ǫ).

By Lemma 6.4.2 we know that ∆V (y) ≤ G(y)+Gmax
2 , where Gmax

2 = supy∈ΨG2(y) <∞.

Now consider the set C where the drift of V (y) might be bigger than −1, i.e., consider

C = {y ∈Ψ : G(y) ≥−Gmax
2 −1}.

The next lemma, whose proof can be found in Appendix 6.B, shows that this set is small

(see Definition 6.A.4).

Lemma 6.4.4. The set C is small.

Having established these lemmas, we are now in the position to prove stability of our

system.

Theorem 6.4.5. The Markov chain (Y (t))t∈N0 is positive Harris recurrent with invariant

probability measure π and

π( f ) =
∫

π(dx) f (x) <∞,

where

f (y)=
{

−G(y)−Gmax
2 , y 6∈C ,

1 y ∈C .

Moreover,

lim
t→∞

E{g (Y (t))|Y (0) = y} =
∫

π(dx)g (x), ∀y ∈Ψ,

for any function g satisfying |g (x)| ≤ c( f (x)+1) for all x and some c <∞.

Proof. In Lemma 6.A.9 we have proven that our Markov chain satisfies the irreducibility

and aperiodicity properties of Theorem 6.A.7. Further, we have proven in Lemma 6.4.4

that the set C is small. Thus, as f ≥ 1 by construction and V is nonnegative and finite

everywhere, we need to show that

∆V (y) ≤− f (y)+b1{C (y)}, ∀y ∈Ψ, (6.6)

for some constant b ∈R, in order to prove our claim.

For y 6∈C we get

∆V (y) ≤G(y)+Gmax
2 ,

which holds as we have shown in Lemma 6.4.2. Further, for y ∈C we get,

∆V (y) ≤−1+b.

We therefore take b ≥ 1+supy∈C ∆V (y), so that the inequality holds by construction. Hence

we have shown that (6.6) holds for all y ∈Ψ, proving our claim.
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Remark 6.4.6. Lemma 6.A.9 shows that our Markov chain is ϕ-irreducible, where ϕ is the

Dirac measure on Ψ assigning unit mass to the empty configuration y0. Hence, by Def-

inition 6.A.2, ψ({y0}) > 0. Theorem 6.3.1 then follows by definition of a Harris recurrent

chain, see Definition 6.A.6.

Remark 6.4.7. It is not strictly necessary to select uniformly at random among the admis-

sible subsets for the proof arguments to hold. Consider for example ‘weighted’ random

admissible-set scheduling which gives weight f (S, y) to the region S, so that

qS (y)=
f (S, y)vS(y)

f (S, y)
∑

T∈Θ(y) vT (y)
,

with f (S, y) ≡ 1 for regular random admissible-set scheduling. It can readily be verified

that all proof arguments hold for this scheduling discipline as well whenever 0 < a ≤
f (S, y) ≤ b <∞, so that it has the same sufficient stability condition.

Remark 6.4.8. The Foster-Lyapunov approach may also be leveraged to derive an upper

bound for the expected value of functions of the total number of particles in the system.

Specifically, define J (y)=
∑

k :xk (y)≥1 log(xk (y)), and denote Gmax
1 = supy∈B (ǫ)c (G(y)+J (y))<

∞. By virtue of Lemma 6.4.3 we then have G(y)≤Gmax
1 −ǫγJ (y), withγ= mink∈KE{Ak } > 0.

Using Lemma 6.4.2 and taking expectations yields

E{V (Y (t +1))}−E{V (Y (t))} ≤−ǫγE{J (Y (t))}+Gmax
1 +Gmax

2 ,

for all t = 1,2, . . . .

Summing over t = 1, . . . ,T , we obtain

ǫγ
T∑

t=1

E{J (Y (t))} ≤ E{V (Y (1))}+T (Gmax
1 +Gmax

2 ),

and thus

limsup
T→∞

ǫγ

T

T∑

t=1

E{J (Y (t))} ≤Gmax
1 +Gmax

2 .

6.5 Concluding remarks

We examined the stability of wireless networks whose users are distributed over a compact

space. A subset of users is called admissible when their simultaneous activity obeys the

prevailing interference constraints and, in each time slot, an admissible subset of users

is selected uniformly at random to transmit one packet. We showed that this random

admissible-set scheduling mechanism is superior to region-based scheduling, in the sense

that it always achieves stability whenever that could be achieved by any region-based

scheduling algorithm, and hence is throughput-optimal in a broad range of scenarios.

Although it is not required to divide the space into regions for random admissible-set

scheduling, a partitioning of the space is used to formulate the general sufficient stability

criterion. For symmetric scenarios we showed that the stability criterion can be formu-

lated in an explicit manner, only requiring the system parameters. An interesting topic for

further research is to formulate the general stability criterion in a more explicit manner as

well.
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With random admissible-set scheduling one has to find all admissible sets in each time

slot, which can be a computationally complex task, especially when the number of parti-

cles in the system is very large and admissible sets can consist of many particles. For prac-

tical purposes it would thus be essential to find a distributed way to select an admissible

set with a certain probability that satisfies the technical condition stated in Remark 6.4.7.

A starting point in that direction might be the observation that random admissible-set

scheduling resembles the queue-based CSMA algorithm.

6.A Auxiliary results

As mentioned earlier, the stability proof relies on a Foster-Lyapunov approach. In this ap-

pendix, we first recall various relevant definitions and a result from Meyn and Tweedie [78].

After that, we prove that the Markov chain (Y (t))t∈N0 introduced in Section 6.2 satisfies all

technical conditions for the Foster-Lyapunov approach to apply.

Let (Ŷ (t))t∈N0 be a Markov chain with state space Ψ̂. Further, let B(Ψ̂) be the σ-field

of subsets of Ψ̂. This σ-field is assumed to be countably generated, i.e., it is generated by

some countable class of subsets of Ψ̂.

Definition 6.A.1. (Ŷ (t))t∈N0 is said to be ϕ-irreducible if there exists a measure ϕ on B(Ψ̂)

such that, whenever ϕ(C )> 0, we have

P{min(t : Ŷ (t)∈C ) <∞|Ŷ (0) = ŷ} > 0, ∀ŷ ∈ Ψ̂.

Let Pm{ŷ ,C } denote the m-step transition probability to go from state ŷ to the set C ∈
B(Ψ̂). Further define the transition kernel

K 1
2

(ŷ ,C ) =
∞∑

m=0

Pm{ŷ ,C }2−(m+1), ŷ ∈ Ψ̂,C ∈B(Ψ̂).

Definition 6.A.2. (Ŷ (t))t∈N0 is said to be ψ-irreducible if it is ϕ-irreducible for some ϕ and

the measure ψ is a maximal irreducibility measure, i.e., it satisfies the following conditions:

(i) For any other measure φ′ the chain is φ′-irreducible if and only if ψ(C ) = 0 implies

φ′(C ) = 0.

(ii) If ψ(C ) = 0, then ψ({ŷ :P{min(t : Ŷ (t)∈C )<∞|Ŷ (0) = ŷ} > 0}) = 0.

(iii) The probability measure ψ is equivalent to

ψ′(C ) =
∫

Ψ̂

ϕ′(dŷ)K 1
2

(ŷ ,C ),

for any finite measure ϕ′ such that the chain is φ′-irreducible.

Remark 6.A.3. By [78, Thm. 4.0.1] we know that if there exists a measure ϕ such that

the chain is ϕ-irreducible, then there exists an (essentially unique) maximal irreducibil-

ity measure ψ.

Definition 6.A.4. A set C ∈B(Ψ̂) is called ξm-small if there exists an m > 0 and a non-trivial

measure ξm on B(Ψ̂), such that

Pm{ŷ ,D} ≥ ξm(D), ∀ŷ ∈C ,D ∈B(Ψ̂).

A set is called small if it is ξm -small for some m > 0 and some non-trivial measure ξm .
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Definition 6.A.5. Suppose (Ŷ (t))t∈N0 is ϕ-irreducible. The chain is called strongly aperiodic

when there exists a ξ1-small set C with ξ1(C ) > 0.

Definition 6.A.6. A ψ-irreducible chain (Ŷ (t))t∈N0 is said to be Harris recurrent if for all

C ∈B(Ψ̂) such that ψ(C ) > 0 we have

P{
∞∑

t=1

1{C (Y (t ))} =∞|Ŷ (0) = ŷ} = 1, ∀ŷ ∈C .

If a Harris recurrent chain admits an invariant probability measure, it is called positive

Harris recurrent.

The following theorem follows from Chapter 14 in [78].

Theorem 6.A.7. Suppose that the chain (Ŷ (t))t∈N0 is ψ-irreducible and strongly aperiodic.

If there exists some small set Ĉ , a function f̂ ≥ 1 and some nonnegative function V̂ that is

finite everywhere such that

∆V̂ (ŷ) ≤− f̂ (ŷ)+ b̂1{Ĉ }(ŷ), ∀ŷ ∈ Ψ̂, (6.7)

then (Ŷ (t))t∈N0 is positive Harris recurrent with invariant probability measure π and

π( f̂ ) =
∫

π(dx) f̂ (x) <∞.

Moreover,

lim
t→∞

E{ĝ (Ŷ (t))|Ŷ (0) = ŷ} =
∫

π(dx)ĝ (x), ∀ŷ ∈ Ψ̂,

for any function ĝ satisfying |ĝ (x)| ≤ ĉ( f̂ (x)+1) for all x and some ĉ <∞.

To prove that our Markov chain satisfies the conditions in Theorem 6.A.7, we first show

that our σ-field, B(Ψ), is countably generated.

Lemma 6.A.8. B(Ψ) is the Borel σ-field. Furthermore, B(Ψ) is countably generated.

Proof. In this proof we will use some definitions and results in measure theory, see [35]

and [59] for more details.

First note that H endowed with the topology generated by the open sets defines a com-

plete separable metric space as H is compact. Then it follows by [35, Thm. A2.6.III] that

the Borel σ-field of Ψ is the smallest σ-field with respect to which the map y → y(B) is

measurable for any Borel set B ⊆ H . Further it follows that Ψ endowed with the vague

topology is a complete separable metric space. The vague topology is the topology gener-

ated by the mappings φ→ φg =
∫

g dφ, with φ a measure on Ψ, for all continuous func-

tions g : H →R+ with compact support.

Since the space is separable, there exists a countable dense set D in this space. Let S0

be the class of all finite intersections of all open sets {x ∈ H : D(x,d) < r }, with d ∈D and

r ∈ Q+. Then, by [35, Lemma A2.1.III], S0 is countable and generates the Borel σ-field,

B(Ψ).

We will now prove that our Markov chain satisfies the irreducibility and aperiodicity

properties of Theorem 6.A.7.
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Lemma 6.A.9. (Y (t))t∈N0 is ϕ-irreducible and strongly aperiodic, where ϕ is the Dirac mea-

sure on Ψ assigning unit mass to the empty configuration y0. Moreover, the level sets of the

form Lm = {y ∈Ψ : y(H) ≤ m},m > 0, are small.

Proof. The proof proceeds along similar lines as in [72].

Consider an initial configuration y with y(H) = n ≤ m particles, so y ∈ Lm . Because

P{A = 0} > 0 by assumption, the probability that the system is empty after m time slots is

greater than the probability that no particles arrive during the first m time slots times the

probability that the n particles are served in the first m time slots. Thus, as in a non-empty

configuration the probability that at least one particle is served in a time slot is at least 1
2

,

Pm{y, {y0}} ≥P{A = 0}m

(
1

2

)m

,

which is greater than zero as P{A = 0} > 0. This proves that (Y (t))t∈N0 is ϕ-irreducible in

this case, because ϕ(D) > 0 only when y0 ∈ D.

Now, define the measure ξm = P{A = 0}m
(

1
2

)m
ϕ. For this measure we have Pm{y,D} ≥

ξm (D) for all D ∈ B(Ψ). So we see that Lm is ξm -small. Further, {y0} is ξ1-small and

ξ1({y0}) > 0, thus (Y (t))t∈N0 is strongly aperiodic.

6.B Proof details

In this section we provide the full proof details of Lemmas 6.4.2 and 6.4.4.

6.B.1 Proof of Lemma 6.4.2

Remember that at most one particle can be removed from each region in every time slot.

We thus get

E{V (Y (t +1))|Y (t) = y}

=E{
K∑

k=1

xk (Y (t +1)) log(max(xk (Y (t +1)),1))
∣∣∣Y (t)= y}

=
K∑

k=1

E{xk (Y (t +1)) log(max(xk (Y (t +1)),1))
∣∣∣Y (t) = y}

=
∑

k :xk (y)≥2

pk (y)E{(xk (y)+ Ak(t)−1) log(xk (y)+ Ak(t)−1)}

+
∑

k :xk (y)≥2

(1−pk (y))E{(xk (y)+ Ak (t)) log(xk (y)+ Ak (t))}

+
∑

k :xk (y)=1

pk (y)P{Ak(t)≥ 1}E{(1+ Ak (t)−1) log(1+ Ak (t)−1)|Ak (t) ≥ 1}

+
∑

k :xk (y)=1

(1−pk (y))E{(1+ Ak (t)) log(1+ Ak (t))}

+
∑

k :xk (y)=0

P{Ak(t) ≥ 1}E{Ak (t) log(Ak (t))|Ak(t) ≥ 1},
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We further have
∑

k :xk (y)≥2

pk (y)E{(xk(y)+ Ak (t)−1) log(xk (y)+ Ak(t)−1)}

+
∑

k :xk (y)≥2

(1−pk (y))E{(xk (y)+ Ak(t)) log(xk (y)+ Ak (t))}

=
∑

k :xk (y)≥2

pk (y)E{(xk (y)+ Ak(t)−1)
(

log(xk (y))+ log
(
1+

Ak (t)

xk (y)
−

1

xk (y)

))
}

+
∑

k :xk (y)≥2

(1−pk (y))E{(xk (y)+ Ak(t))
(

log(xk (y))+ log
(
1+

Ak (t)

xk (y)

))
}

=
∑

k :xk (y)≥2

(xk (y)+E{Ak }−pk (y)) log(xk (y))

+
∑

k :xk (y)≥2

pk (y)E{(xk (y)+ Ak(t)−1) log
(
1+

Ak (t)

xk (y)
−

1

xk (y)

)
}

+
∑

k :xk (y)≥2

(1−pk (y))E{(xk (y)+ Ak(t)) log
(
1+

Ak (t)

xk (y)

)
}.

Now notice that for constants a ≥ 0,b ≥ 0,c > 0

E{(a + Ak (t)) log
(
b +

Ak (t)

c

)
}

=E{(a + Ak (t))(log(bc + Ak(t))− log(c))}

≤E{(a + Ak (t))(log(bc + Ak(t))− log(c))|Ak (t)≥ 1)}

≤E{(a + Ak (t))(bc + log(Ak(t))− log(c))|Ak (t)≥ 1)}

=a(bc − log(c))+E{bc Ak (t)+a log(Ak(t))|Ak (t)≥ 1)}+E{Ak (t) log(Ak (t))|Ak(t) ≥ 1}

≤a(bc − log(c))+
abcE{Ak (t)}

1−P{Ak (t)= 0}
+E{Ak (t) log(Ak (t))|Ak(t)≥ 1}.

Thus, as E{Ak (t)} and E{Ak (t) log(Ak (t))|Ak(t)≥ 1} are bounded, we find

E{(a + Ak (t)) log
(
b +

Ak (t)

c

)
} <∞. (6.8)

Hence ∆V (y)=G(y)+G2(y), with

G2(y)=
∑

k :xk (y)=1

pk (y)P{Ak(t) ≥ 1}E{(1+ Ak (t)−1) log(1+ Ak (t)−1)|Ak (t)≥ 1}

+
∑

k :xk (y)=1

(1−pk (y))E{(1+ Ak (t)) log(1+ Ak (t))}

+
∑

k :xk (y)=0

P{Ak (t) ≥ 1}E{Ak (t) log(Ak(t))|Ak (t)≥ 1}

+
∑

k :xk (y)≥2

pk (y)E{(xk(y)+ Ak (t)−1) log
(
1+

Ak (t)

xk (y)
−

1

xk (y)

)
}

+
∑

k :xk (y)≥2

(1−pk (y))E{(xk (y)+ Ak(t)) log
(
1+

Ak (t)

xk (y)

)
},
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which is a bounded function by (6.8) and the fact that K <∞.

6.B.2 Proof of Lemma 6.4.4

Consider the sets

B̂(ǫ) =
{

y ∈Ψ : xk (y) ≤
(

2|Θ|
ǫ

)2/ǫ

,∀k ∈K
}

,

and

Ĉ =
{

y ∈Ψ : log xk (y)≤
Gmax

2 +1

ǫγ
,∀k ∈K

}
,

with γ= mink∈KE{Ak } = mink∈Kλβν(Pk ) > 0.

We see that B(ǫ)c ⊆ B̂(ǫ) as subsets of one region are guaranteed and thus w(y) ≥ xk (y),

for all k = 1, . . . ,K . Further we see that C \ B(ǫ)c ⊆ Ĉ , as follows from the upper bound for

G(y) found in Lemma 6.4.3. Hence,

C ⊆ B(ǫ)c ∪ (C \ B(ǫ)c ) ⊆ B̂(ǫ)∪ Ĉ =
{

y ∈Ψ : xk (y)≤ M ,∀k ∈K
}

,

where

M = max
(
e

Gmax
2

+1

ǫγ ,
(2|Θ|

ǫ

)2/ǫ)
.

Thus C ⊆ LK M , where Lm is the level set, Lm = {y ∈ Ψ : y(H) ≤ m}. We know by

Lemma 6.A.9 that LK M is small and hence, by definition, C is small.
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7
Maximum feasible states under additive

interference

7.1 Introduction

In Chapters 3–5 we assumed a binary interference model, so that the feasible states can

be described by a conflict graph, see Section 1.1.1. In this chapter we explore the feasible

states under additive interference models, such as the physical model for interference. In

these models users experience interference from all other active users, and are unable to

receive data when they experience too much interference [5, 49].

For a given maximum sustainable interference level γ, a natural question is to find

the maximum packing of users that can be active simultaneously without violating the

threshold γ. From a practical point of view this question is relevant for designing wireless

networks where there is a trade-off between γ and, for example, the average transmission

times or the spatial requirements.

In the case that we will deal with, this question is intimately related to the problem of

minimizing the total energy among all users, see Section 7.2. We therefore, as in Chapter 6,

present our results in terms of a particle system. In particular, we examine in this chapter

the broader problem of interacting particle systems with a repelling force between the par-

ticles. Under influence of the force, the particles arrange themselves in the most energy-

efficient manner (one that minimizes the total amount of energy in the system). The intu-

ition is that repelling particles tend to spread apart until there is as much distance between

them as possible, which results in some sort of ‘uniform distribution’ of the particles.

We investigate the case in which the repelling force between any pair of particles is

given by a decreasing function f (·) of their distance. This function f (·) can take the form

f (x) = x−α, with α> 0. This is a generalization of the inverse square law that is well known

in physics, where it describes the behavior of forces like electrical charge. It also describes

the reduction in power density of an electromagnetic wave as it propagates through space,

known as path loss, see Section 1.1.1. Note that, since f (·) is a decreasing function, we

assume that the repelling force becomes stronger when the particles move closer to each

other.

Denote the locations of the N particles by x1, . . . , xN . The f -energy experienced by

particle xi is defined as
∑

j 6=i f (δ(xi , x j )), where δ denotes the metric. We aim to find the
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configuration that minimizes the total energy experienced by all users, which, as men-

tioned, is in the cases we study related to finding the maximum packing of nodes that can

be active simultaneously while maintaining f -energy at most γ for each user.

A lot of research in energy minimization focuses on spheres. In dimension one, the

uniform distribution on the circle is simply given by the N equally spaced points (roots

of unity in the complex plane), but in higher dimensions it becomes less obvious in what

types of patterns the particles arrange themselves, and this presents a wide spectrum of

mathematical challenges [31, 50, 69].

In this chapter, rather than spheres or other continuous metric spaces, we consider

a d-dimensional grid as possible locations for the particles. Further, to avoid bound-

ary effects, we wrap around the boundaries. This grid has a natural embedding on a d-

dimensional torus, see Figure 7.1b, which is why we call it the d-dimensional toric grid.

Let ni be the size of the grid in dimension i , so that we have a total of n = n1 · · ·nd

possible locations for the particles. It seems reasonable to expect that the best way, in

terms of minimum energy, to distribute n/2 particles over this space is to place them in a

checkerboard pattern, by which we mean a pattern in which exactly one particle is placed

at any two neighboring points. Of course, because of the wrapping around, such a pattern

exists only when all ni are even.

For any toric grid, regardless of its dimensions, there are only two such configurations

(see Figure 7.1a), and the checkerboard pattern is a natural ‘uniform distribution’ on a toric

grid. They are also the maximum-size independent sets in the graph whose vertices are the

possible locations and whose edges connect locations differing by ±1 in one coordinate

and being equal in the remaining coordinates. The Lee distance between two locations is

defined as the length of the shortest path, in terms of edges, between the corresponding

vertices on this graph. The following conjecture formalizes, to some extent, our intuition

that checkerboard patterns are optimal.

Conjecture 7.1.1 (Checkerboard Conjecture). For any toric grid with n1, . . . ,nd all even,

and for any reasonable function f of the Lee distance, the arrangements of N = n/2 par-

ticles that minimize the maximal f -energy experienced by any of the particles are the two

checkerboard patterns, and only these.

Of course, the validity of this conjecture depends on what reasonable means. It will

certainly imply decreasing, but more conditions will be necessary.

For wireless networks the Checkerboard Conjecture has the following implication.

When the threshold γ is increased slowly, an increasing number of users is allowed to be

active simultaneously, and there will be a critical value γ = γ∗ at which this number be-

comes precisely n/2. At that critical threshold, we then know that n/2 active users can

only be arranged in a checkerboard pattern.

Furthermore, a natural binary interference model for the toric grid would be nearest-

neighbor interference, where two users are not allowed to transmit simultaneously if and

only if their locations differ by ±1 in one coordinate and are equal in the remaining co-

ordinates. An example of this is the protocol model with a suitable transmission range,

see Section 1.1.1. Note that the maximum independent sets of the conflict graph for this

binary interference model correspond to the checkerboard patterns. We thus see from the

above that the states in which a maximum number of users is active in this binary inter-

ference model are identical to the states in which a maximum number of users is active in

an additive interference model with threshold γ∗.
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(a) A 6 × 6-grid, the black and white

points denote the checkerboard con-

figurations.
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(b) An embedding of a 6×6-grid on a 2-dimensional torus.

Figure 7.1: Embedding a grid on a torus.

In this chapter we prove the Checkerboard Conjecture in a large number of special

cases. We first derive a continuous relaxation of our energy minimization problem in Sec-

tion 7.2. Then, as a first (and known) special case, we prove the Checkerboard Conjec-

ture for the one-dimensional toric grid and f (x) = 1/x in Section 7.3. In Section 7.4 we

prove the Checkerboard Conjecture for the toric grid that has size two in any dimension

and functions f (·) whose k-th forward difference has sign (−1)k . Section 7.5 gives our

strongest result (which however does not immediately imply any of the previous two re-

sults); we prove the Checkerboard Conjecture in the case where each ni is either two or a

multiple of four, now assuming that f (·) is completely monotonic, see Section 7.5 for this

notion. Finally, in Section 7.6 we discuss some open problems and possible extensions.

7.2 Framework

In this section we formulate a general version of our energy minimization problem, which

belongs to the realm of discrete optimization. We then derive a continuous relaxation

of that problem. If all optimal solutions of the relaxation happen to be feasible for the

discrete problem, then they are also the optimal solutions for the discrete problem. This

is our strategy for proving special cases of the Checkerboard Conjecture in the following

sections.

Let d be a positive integer, the dimension of our toric grid. Let n1, . . . ,nd be positive

integers, and set G =
∏d

i=1
(Z/ni ), a finite Abelian group. Let ∆ = {(g , g ) | g ∈ G} be the

diagonal in G ×G. Let u be a function (G ×G) \∆→ R that is symmetric (u(g ,h) = u(h, g )

for all g ,h ∈ G) and G-invariant (u(k + g ,k +h) = u(g ,h) for all g ,h,k ∈ G). Later we will

add the restriction on u that it is a suitable (and in particular decreasing) function of some

G-invariant distance on G, so that we may think of u(g ,h) as a repelling force between

particles located at g and h. But for deriving our relaxation this restriction is not needed.

Next let p be a natural number less than or equal to |G|. Let S be a subset of G of
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cardinality p, the set of locations of the particles. Given h ∈ S we define

Eh(S)=
∑

g∈S\{h}

u(h, g ),

called the energy of S experienced by h, and

Emax(S)= max
h∈S

Eh(S),

called the maximum energy of S. The Checkerboard Conjecture concerns the following

optimization problem with p = |G|/2.

Problem 7.2.1 (Maximum energy minimization). Minimize the maximum energy Emax(S)

over all subsets S ⊆G of cardinality p.

Further we define

Etot(S)=
∑

h∈S

Eh(S),

called the total energy of S. We can now formulate a second optimization problem.

Problem 7.2.2 (Total energy minimization). Minimize the total energy Etot(S) over all sub-

sets S ⊆G of cardinality p.

An important relation between these two optimization problems is the following. If

a set S∗ minimizes the total energy and happens to have the property that Eh (S∗) =
Eg (S∗) for all h, g ∈ S∗, then S∗ also minimizes the maximum energy. Indeed, any S

with Emax(S) < Emax(S∗) would necessarily have Etot(S) < Etot(S∗). The condition that

Eh (S∗) does not depend on h ∈ S∗ is satisfied, in particular, when S∗ is a coset of a

subgroup G ′ of G. Indeed, the set S∗ \ {h} is then equal to G ′ for all h ∈ S∗, and hence

Eh (S) =
∑

g∈G ′ u(h,h + g ) =
∑

g∈G ′ u(0, g ), independently of h ∈ S∗, by the G-invariance of

u. Checkerboard patterns S are examples of cosets. In view of this relation between max-

imum energy minimization and total energy minimization, most of this chapter focuses

on total energy minimization.

We proceed to derive a continuous relaxation, which uses the space V = RG of real-

valued functions on G. We represent a subset S ⊆ G by its characteristic vector xS ∈ V

defined by

xS (g )=
{

1 if g ∈ S, and

0 if g 6∈ S.

The space V has two important additional structures. First, it is equipped with a G-action

defined by (g x)(h) = x(h − g ) for g ,h ∈ G and x ∈ V , where the minus sign is customary

but not strictly necessary since G is Abelian. Second, it has a natural inner product (x|y) =∑
g∈G x(g )y(g ) that is G-invariant in the sense that (hx|hy) = (x|y) for all h ∈G.

Now we define the key quantity of this chapter, the energy kernel

A =
∑

g∈G ,g 6=0

u(g ,0)g ,

which lives in the group algebra RG and acts by a linear map on V :

(Ax)(h) =
∑

g∈G ,g 6=0

u(g ,0)x(h− g ).
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Alternatively, one may think of A as the symmetric G ×G-matrix whose (g ,h)-entry equals

u(g ,h), and perhaps this conceptually simplifies the following computations.

For any subset S of G we have

(xS |AxS ) =
∑

h∈G

xS (h)(AxS)(h) =
∑

h∈S

(AxS)(h) =
∑

h∈S

∑

g∈G ,g 6=0

u(g ,0)xS (h− g )

=
∑

h∈S

∑

g∈G ,g 6=h

u(h− g ,0)xS (g )=
∑

h∈S

∑

g∈S,g 6=h

u(h− g ,0)

=
∑

h∈S

∑

g∈S,g 6=h

u(h, g ) = Etot(xS ).

Thus we have identified the total energy of a set S as the inner product of xS with its

image under the energy kernel. Moreover, if S has cardinality p, then xS has the further

properties (xS |xS ) = (xS |1) = p, where 1 is the all-one vector in V . This motivates the fol-

lowing optimization problem.

Problem 7.2.3 (Fractional energy minimization). Minimize the ‘fractional total energy’

(x|Ax) over all x ∈V satisfying the constraints (x|x) = (x|1) = p.

Note that if we add the constraint that x be a 0/1-vector, then this problem is just total

energy minimization. Thus a feasible solution of the relaxation can be thought of as a

‘fractional’ solution to the original problem, though this is slight abuse of language for two

reasons. First, the optimal solution to the problem just stated may very well have irrational

coordinates, so that it is not a ‘fraction’. Second, it may have coordinates that are not in the

interval [0,1]—indeed, we do not even impose that the coordinates be non-negative—so

that it cannot be ‘rounded’ to an actual solution of the original problem. We could have

added the constraint that all coordinates lie in that interval. This would have led to a more

general quadratically constrained quadratic program. However, as we describe next, the

formulation just given allows for a simple solution once the eigenvalues of A are known.

But first we discuss an example to make all notions more concrete.

Example 7.2.1. Let d = 2 and n1 = n2 = 4, so that G = (Z/4)× (Z/4). We depict a vector

x ∈ V as a 4×4-matrix of real numbers, with rows and columns labeled by the elements

0,1,2,3 of Z/4 and entry x(k, l) at position (k, l). Here is an example of the action of G on

V (‘shift 1 down and 2 to the right’):

(1,2)




1 2 3 4

5 6 7 8

9 10 11 12

13 14 15 16


=




15 16 13 14

3 4 1 2

7 8 5 6

11 12 9 10


 .

In this case the Lee distance δ on G is given by

δ(( j ,k), (l ,m)) = |l − j |+ |m −k|,

where |a| is the smallest non-negative integer in (a+4Z)∪(−a+4Z). Define u(g ,h) = 1
δ(g ,h)

,

so that particles situated at g and h repel each other with a force inversely proportional to

the Lee distance between g and h. Take p = 4 and S = {(0,0),(0,1),(0,2),(0,3)}. Then the
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energy kernel A satisfies

AxS = A




1 1 1 1

0 0 0 0

0 0 0 0

0 0 0 0




=




0+1+ 1
2
+1 1+0+1+ 1

2
1
2
+1+0+1 1+ 1

2
+1+0

1+ 1
2 +

1
3 +

1
2

1
2 +1+ 1

2 +
1
3

1
3 +

1
2 +1+ 1

2
1
2 +

1
3 +

1
2 +1

1
2
+ 1

3
+ 1

4
+ 1

3
1
3
+ 1

2
+ 1

3
+ 1

4
1
4
+ 1

3
+ 1

2
+ 1

3
1
3
+ 1

4
+ 1

3
+ 1

2

1+ 1
2 +

1
3 +

1
2

1
2 +1+ 1

2 +
1
3

1
3 +

1
2 +1+ 1

2
1
2 +

1
3 +

1
2 +1


 ,

where the contributions from the elements of S are listed in order. For instance, the ex-

pression 0+ 1+ 1
2
+ 1 for the (1,1)-entry of AxS reflects that the elements of S have Lee

distances 0,1,2,1 to (0,0), respectively. We find that (x|Ax) equals 4(0+1+1/2+1) = 10,

which is indeed the total energy of S. Note that one could represent A by a symmetric

16×16-matrix.

The geometric intuition behind what follows is that, to minimize (x|Ax) over the

sphere defined by the constraints (x|x) = (x|1) = p, we have to maximize the component

of x in the eigenspace of A corresponding to the smallest eigenvalue of A. Indeed, since

A ‘is’ a symmetric matrix, or, equivalently, a self-adjoint linear map with respect to (.|.),

we know beforehand that all of its eigenvalues on V are real. Nevertheless, to determine

those eigenvalues it is convenient to first complexify V to VC = C⊗V = CG , because this

allows us to simultaneously diagonalize all group elements g in their action on V . As a

consequence, their linear combination A is then also diagonalized.

We use basic terminology from the representation theory of finite Abelian groups, for

which we refer to [95, Chap. 7]. Since G is Abelian, VC splits as a direct sum of simultaneous

eigenspaces of all g ∈G, that is, we have

VC =
⊕

χ∈G∨
Vχ,

where χ runs over the set G∨ of group homomorphisms (G,+) → (C, ·) (called the character

group of G), and where Vχ is the subspace of V defined as

Vχ = {v ∈VC | g v =χ(g )v for all g ∈G}.

Distinct Vχ are orthogonal with respect to the complexification of (.|.) to a Hermitian in-

ner product, and as VC is isomorphic to the regular representation of G, each Vχ is one-

dimensional. More explicitly, being a group homomorphism, χ ∈ G∨ is determined by its

values ζ1, . . . ,ζd on the generators (1,0, . . . ,0), . . . , (0, . . . ,0,1) of G. Each ζi is an ni -th root of

unity, and the space Vχ is spanned by the element of VC whose value at (g1, . . . , gd ) equals

ζ
−g1

1 · · ·ζ−gd

d
. Note that this function is just the multiplicative inverse χ−1 of χ, which equals

the complex conjugate χ since the ζi lie on the unit circle.

Since A is a linear combination of the group elements, it acts by scalar multiplication

on each Vχ, and the scalar equals

λ(χ) =
∑

g 6=0

u(g ,0)χ(g ).
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Note that this is the (discrete) Fourier transform of the function G → C, g 7→ u(g ,0). As

noted before, this is a real number, since

λ(χ) =
∑

g 6=0

u(g ,0)χ(g ) =
∑

g 6=0

u(g ,0)χ(−g ) =λ(χ),

where the second equality follows from the fact that χ(g ) = χ(g )−1 = χ(−g ), and where we

have used the symmetry and G-invariance of u in the last step. This computation also

shows that λ(χ) equals λ(χ). Thus the real vector space V splits as a direct sum

V =
⊕

{χ,χ}

V{χ,χ}

over unordered pairs of a character and its conjugate (which may coincide), where V{χ,χ}

is the real space of real-valued vectors in the complex space Vχ+Vχ. Here the direct sum

is in fact orthogonal, each summand is one-dimensional or two-dimensional according to

χ being real or non-real, and each summand has corresponding A-eigenvalue λ(χ). As a

special case, the trivial character 1 sending every element of G to 1 is real, and the vector

space V{1} is spanned by the all-one vector 1. Now we can solve fractional energy mini-

mization as follows.

Proposition 7.2.4. Let λmin be the smallest value of λ(χ) as χ ranges over the non-trivial

characters. Then the set of optimal solutions of fractional energy minimization consists of

all vectors of the form
p
|G |1+ y where y belongs to the eigenspace of A in V with eigenvalue

λmin, is perpendicular to 1, and satisfies (y |y) = p −p2/|G|.

Note that the condition that y be perpendicular to 1 is automatic if λmin < λ(1), be-

cause eigenvectors corresponding to distinct eigenvalues are perpendicular. In this case

the set of optimal solutions forms a sphere whose dimension equals the multiplicity of

λmin minus one, embedded in the affine hyperplane where (x|1) = p. If λmin happens to

equal λ(1), then the dimension of that sphere of optimal solutions equals the multiplicity

of λmin minus two.

Proof. Consider any feasible solution x. The condition (x|1) = p means that x can be writ-

ten as
p

|G |1 plus y with y in the direct sum of all V{χ,χ} with χ non-trivial. The condition that

(x|x) = p translates into the condition (y |y)= p −p2/|G| on the norm of y . Let y{χ,χ} be the

component of y in V{χ,χ}. Then, by orthogonality,

(x|Ax) =
(

p

|G|
1+ y

∣∣∣∣A(
p

|G|
1+ y)

)
= λ(1)

p2

|G|
+

∑

{χ,χ} non-trivial

λ(χ)||y{χ,χ}||2.

For this expression to be minimal among all y with squared norm p−p2/|G| it is necessary

and sufficient that all components y{χ,χ} for which λ(χ) is not equal to λmin are zero. This

proves the proposition.

Example 7.2.2 (Continuation of Example 7.2.1). Again consider the situation of Exam-

ple 7.2.1. In this case a character χ ∈ G∨ is determined by its values ζ1 = χ(1,0) and

ζ2 = χ(0,1), and these complex numbers must satisfy ζ4
1 = ζ4

2 = 1. Conversely, any such
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pair determines a character, which maps the pair (g1, g2) ∈ (Z/4)2 to ζ
g1

1 ζ
g2

2 . The eigen-

value λ(1, i ) of A, for instance, equals

λ(1, i ) =
∑

(g1,g2)∈(Z/4)2\{(0,0)}

1

δ((0,0),(g1, g2))
1g1 · i g2

=
(
0+ i −

1

2
− i

)
+

(
1+

i

2
−

1

3
−

i

2

)
+

(
1

2
+

i

3
−

1

4
−

i

3

)
+

(
1+

i

2
−

1

3
−

i

2

)

=
13

12
.

All further eigenvalues of the energy kernel A are recorded in the following table.

ζ2

12 ·λ(ζ1 ,ζ2) 1 i −1 −i

ζ1

1 103 13 −9 13

i 13 −9 −19 −9

−1 −9 −19 −25 −19

−i 13 −9 −19 −9

This shows that λ(1,1) is the maximum eigenvalue, with a one-dimensional eigenspace

spanned by 1. Further, λ(−1,−1) is the minimum eigenvalue, with a one-dimensional

eigenspace spanned by

z = ((g1, g2) 7→ (−1)g1 · (−1)g2 ) =




1 −1 1 −1

−1 1 −1 1

1 −1 1 −1

−1 1 −1 1


 .

Hence fractional energy minimization has two optimal solutions (forming a zero-

dimensional sphere). For p = 4 these are 1
4

1 ±
p

3
4

z. Both of these solutions have

irrational, and even negative, entries, so we cannot conclude anything for the total energy

minimization problem from this. Of course, a brute-force search over all configurations of

p = 4 particles on G is possible in this case. Such a search reveals that, up to translations,

the following three characteristic vectors are the ones minimizing the total energy:




1 0 1 0

0 0 0 0

0 1 0 1

0 0 0 0


 ,




1 0 0 0

0 0 1 0

1 0 0 0

0 0 1 0


 ,




1 0 0 0

0 1 0 0

0 0 0 1

0 0 1 0


 .

Note that the first two are each other’s images under swapping rows and columns, and that

they represent the cyclic subgroups of G generated by (2,1) and (1,2), respectively. The last

one is not a coset of a subgroup, but still has the property that the energies experienced

by all particles are the same. This means that these configurations also minimize the max-

imum energy. We conclude that for p = 4 the optimal solution to the fractional energy

minimization problem has little bearing on the original discrete optimization problem,

and it would be very interesting to find a strengthening of our relaxation that does give the

optimal solutions for p = 4.

On the other hand, consider now p = 8 = |G|/2. Then the optimal solutions for frac-

tional energy minimization are 1
2

1± 1
2

z, and these are exactly the characteristic vectors
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of the two checkerboard patterns. Since fractional energy minimization is a relaxation of

total energy minimization, this proves that the checkerboard patterns also minimize total

energy Etot. And since they are cosets of a subgroup, the argument given after the intro-

duction of Etot shows that the checkerboard patterns are also the (unique) minimizers of

Emax. We have thus proved our first instance of the Checkerboard Conjecture.

In the following three sections we follow exactly the same strategy. That is, we deter-

mine the minimum eigenvalue of the energy kernel and use Proposition 7.2.4 to derive

the optimal solutions of the fractional energy minimization problem, which proves the

Checkerboard Conjecture when these optimal solutions are the checkerboard patterns.

This works in quite a number of cases—in particular, when each ni is either two or a mul-

tiple of four, see Section 7.5—but not in general, see Section 7.6.

We conclude this section by relating our techniques and results to existing literature on

energy minimization. The most relevant reference is [31], which is primarily concerned

with energy minimization of repelling particles on high-dimensional spheres. There are

close parallels between our approach and the techniques there. In particular, both pa-

pers make essential use of the representation theory of the natural symmetry group of the

problem. In our case this is the group G itself, while in the spherical case it is the orthogo-

nal group. The fact that G is Abelian (and hence diagonalizable) makes the representation

theory much easier than that required for the spherical problem. On the other hand, there

are also important distinctions. First of all, [31] makes essential use of the fact that the

symmetry group acts distance-transitively, while our group G acts only simply transitively

on itself. Second, while [31] deals with continuous optimization problems, our optimiza-

tion problem is inherently of a discrete nature. It could be strengthened into a continuous

problem by letting
n1···nd

2
particles move on the continuous torus Rd /(n1Z×·· ·×ndZ). If

the energy-minimizing configurations for that problem are (unique up to translation and)

equal to our checkerboard configurations, then that implies our results (provided that one

uses the 1-norm, which is the continuous analogue of the Lee distance). It would be inter-

esting to know if the techniques from [31] can be used to prove such a stronger statement.

Note that the pre-image in Rd of the particles’ positions form a periodic set. The paper

[31] does discuss optimization problems for such sets, but in the context where the lattice

of periodicity is allowed to vary, as well. In our case, the lattice is fixed to n1Z×·· ·×ndZ.

Another, more recent, reference is [32], which deals with energy minimization for a

large class of error-correcting codes. One of the main differences with our work is that

[32] uses the Hamming distance rather than the Lee distance. Again, this results in a non-

Abelian, but distance-transitive symmetry group.

Our minimization problem is also reminiscent of certain instances of the quadratic

assignment problem that are studied in [27]. In that paper it is proved that the class of those

instances is NP-complete. In view of this, minimality of checkerboard configurations is an

interesting result. On the other hand, in [27] the corresponding maximization problem is

proved to be solvable in polynomial time. In our setting, this would correspond to taking

for u(·) some increasing function of the distance, which has an interpretation in terms

of attracting particles rather than repelling ones. This problem, in turn, resembles the

problem of how to build an optimal city [7]. Our attention, however, is focused entirely on

the setting where u is some decreasing function of the Lee distance.
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7.3 The one-dimensional case

The first special case that we consider is the one-dimensional toric grid. That is, we con-

sider G = (Z/n), with n a positive integer, and define a graph on G by connecting elements

that differ by ±1. One can think of this as n equally spaced points on a circle. Further we

define the function u : G ×G \∆→R+ as u(g ,h) = f (δ(g ,h)), where δ(g ,h) denotes the Lee

distance between g and h and f : R+ →R+ is a decreasing strictly convex function. In [48]

the continuous problem of letting particles move on a circle is considered and it is shown

that total energy is minimized if and only if the particles are equally spaced. This validates

the Checkerboard Conjecture for this special case.

The proof in [48] is based on a direct comparison between the total energy in the con-

figuration with equally spaced particles (i.e., the checkerboard configuration and its trans-

lations) and the total energy in any other configuration. To get a better feeling for the tech-

nique of Section 7.2 we now assume f (x) = 1/x and prove that fractional energy is uniquely

minimized as well by the checkerboard vectors. That is, we will prove the following result.

Theorem 7.3.1. Assume that n is a multiple of 2, set G =Z/n, and assume that f (x) = 1/x.

Then the fractional energy (x|Ax) over all x ∈V =RG with (x|x) = (x|1) = n/2 is minimized

by the characteristic vectors xSeven and xSodd
of the checkerboard configurations

Seven/odd = {g ∈G | g even/odd},

and only by these. As a consequence, both the total energy and the maximum energy among

all subsets S ⊆G with |S| = n/2 are uniquely minimized by Seven and Sodd.

By Proposition 7.2.4 we know that the set of optimal solutions of the fractional energy

minimization problem is determined by the smallest eigenvalue of the energy kernel A.

As discussed in Section 7.2, the eigenvalues are functions on the dual group G∨ =Cn , with

Cn the group of complex n-th roots of unity. Moreover, the fractional energy is uniquely

minimized by the checkerboard vectors if the eigenvalue has a unique minimum at −1,

which lives in G∨ as n is even. Thus the following proposition implies Theorem 7.3.1.

Proposition 7.3.2. The function λ : G∨ →R,

λ(χ) =
∑

g 6=0

δ(g ,0)−1χg

has a unique minimum at χ=−1.

Proof. As n is even we can write

λ(χ) =
n/2−1∑

k=1

1

k
(χ−k +χk )+

2

n
χn/2.

Now note that the n elements of the group Cn can be represented by e2πi j /n for j ∈ J =
{0, . . . ,n−1}. With a slight abuse of notation we can thus write

λ( j ) =
n/2−1∑

k=1

1

k
2cos

(
2π j k

n

)
+

2

n
(−1) j .
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So, we need to prove that argmin j λ( j ) = n
2 . To this end, define κ : [0,n) →R by

κ(x) =
n/2−1∑

k=1

1

k
2cos

(
2πxk

n

)
+

2

n
cos(πx),

which equals λ(x) when x lies in J , so argminx κ(x) = n
2

implies argminj λ( j ) = n
2

. To

prove that argminx κ(x) = n
2 , we differentiate κ(x) and obtain

κ′(x) =
−4π

n

n/2−1∑

k=1

sin

(
2πxk

n

)
−

2π

n
sin(xπ).

To simplify this expression note that

m∑

k=1

sin(kx) =
cos

(
x
2

)
−cos

(
(m + 1

2
)x

)

2sin
(

x
2

) ,

as can be proved using the Prosthaphaeresis formula

sin
( x

2

)
sin(kx) =

cos
(
(k − 1

2 )x
)
−cos

(
(k + 1

2 )x
)

2
.

We thus find

κ′(x) =
−4π

n

cos
(
πx
n

)
−cos

(
(n−1)πx

n

)

2sin
(
πx
n

) −
2π

n
sin(πx)

=
−4π

n

cos
(
πx
n

)
− (cos(πx)cos(πx

n )+ sin(πx)sin(πx
n ))

2sin
(
πx
n

) −
2π

n
sin(πx)

=
2π

n
(cos(πx)−1)

cos
(
πx
n

)

sin
(
πx
n

) .

Hence, κ′(x) ≤ 0 for x ∈ (0, n
2

) and κ′(x) ≥ 0 for x ∈ ( n
2

,n). Further, by l’Hôpital’s rule,

limx→0 κ
′(x) = 0. Also, κ′(x) < 0 for x ∈ ( n

2 −1, n
2 ) and κ′(x) > 0 for x ∈ ( n

2 , n
2 +1). Thus κ

has a unique minimum at n
2

, which completes the proof.

7.4 The Hamming cube

In the previous section we considered the one-dimensional toric grid with an arbitrary

number of points. In this section we consider the d-dimensional toric grid, but now

we will assume that the grid has size two in all dimensions. That is, we consider G =∏d
i=1

(Z/2) = {0,1}d . Further we define a graph on G by connecting two elements if they

differ by (0, . . . ,0,1,0, . . . ,0) for some position of the 1. One can think of this graph as the

d-dimensional unit hypercube, where the corners of this hypercube are the points of the

toric grid. In fact, one could construct a d-torus from the d-dimensional hypercube, but

this only connects corners that are connected already, as our grid has size two in every

dimension.

Let f : Z+ →R+ be such that its m-th forward difference has sign (−1)m , i.e., we assume

that

(−1)m
∆

m [ f ](x) > 0 (7.1)
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for all x ∈Z+. Here ∆ denotes the forward difference, ∆[ f ](x) = f (x +1)− f (x).

We now define the function u : G ×G \∆ → R+ as u(g ,h) = f (δ(g ,h)), where δ(g ,h)

denotes the Lee distance between g and h (which in this case equals the Hamming dis-

tance). We will validate the Checkerboard Conjecture for this case. That is, we will prove

the following theorem.

Theorem 7.4.1. Set G = (Z/2)d and assume that f satisfies (7.1). Then the fractional energy

(x|Ax) over all x ∈V = RG with (x|x) = (x|1) = |G|/2 = 2d−1 is minimized by the character-

istic vectors xSeven and xSodd
of the checkerboard configurations

Seven/odd = {(g1, . . . , gd ) ∈G |
∑

i

gi even/odd},

and only by these. As a consequence, both the total energy and the maximum energy among

all subsets S ⊆G with |S| = 2d−1 are uniquely minimized by Seven and Sodd.

To prove Theorem 7.4.1 we again capitalize on Proposition 7.2.4 and determine the

smallest eigenvalue of the energy kernel A. As the toric grid has size two in all dimen-

sions we know by the discussion in Section 7.2 that the eigenvalues are functions of the

dual group G∨ = {−1,1}d . We further know that the fractional energy is minimized by the

checkerboard vectors if the eigenvalue has a unique minimum at (−1, . . . ,−1) ∈ G∨. This

we prove in the following proposition, which thus implies Theorem 7.4.1.

Proposition 7.4.2. The function λ : G∨ →R,

λ(χ) =
∑

g 6=0

f (δ(g ,0))
d∏

i=1

χ
gi

i

has a unique minimum at χ= (−1, . . . ,−1).

Proof. Because of symmetry it suffices to prove that if χ, χ̃ ∈ {−1,1}d are characters that

differ only in the first position, where χ1 = 1, χ̃1 =−1, then λ(χ) >λ(χ̃). We therefore com-

pute

λ(χ)−λ(χ̃) =
∑

g 6=0

f (δ(g ,0))(1− (−1)g1 )χ
g2

2 · · ·χgd

d

= 2
∑

g=(g2 ,...,gd )

f (δ(g ,0)+1)χ
g2

2 · · ·χgd

d
.

Write q for the number of ones among the χ2, . . . ,χd , use dummy variable l ∈ {0, . . . , q} for

the number of indices j with χ j = g j = 1, and use dummy variable k ∈ {0, . . . ,d −1− q} for

the number of indices j with χ j =−1 and g j = 1. Then the productχ
g2

2 · · ·χgd

d
equals (−1)k ,

δ(g ,0) equals l +k, and grouping together terms with equal k and l the above expression

becomes

2
q∑

l=0

(
q

l

)
d−1−q∑

k=0

f (l +k +1)

(
d −1−q

k

)
(−1)k

= 2
q∑

l=0

(
q

l

)
(−1)d−1−q (∆d−1−q f )(l +1)

> 0,
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where the last inequality follows from the conditions on f and the last equality follows

from the formula

∆
m [ f ](x) =

m∑

k=0

(
m

k

)
(−1)m+k f (x +k),

see for instance [84]. This proves the proposition.

7.5 Multiples of four

In this section we prove our strongest result about the Checkerboard Conjecture, concern-

ing (n1 · · ·nd )/2 particles on the Abelian group G = (Z/n1Z)×·· · × (Z/ndZ) when each ni

is either two or a multiple of four. Define a graph on G by connecting two elements if they

differ by ±(0, . . . ,0,1,0, . . . ,0) for some position of the 1. The Lee distance is the shortest-

path distance between g ,h ∈ G in that graph, and denoted by δ(g ,h). The energy will be

measured with a function f : R+ → R+ which we assume to be (strictly) completely mono-

tonic, i.e., C∞ and with (−1)k f (k)(x) > 0 for all x ∈R+ and for all k.

Remark 7.5.1. Typical examples of completely monotonic f (·) are f (x) = x−α for α a pos-

itive real number. These functions appear prominently in [31] as well. Moreover, as men-

tioned in the introduction, these function generalize the inverse square law in physics,

and describe the path loss in the physical model for interference, see Section 1.1.1.

Remark 7.5.2. Note that if g : R+ →R+ is completely monotonic, then so is −∆g , because

(−1)k (−∆g )(k)(x) = (−1)k (g (k)(x)− g (k)(x +1)) = (−1)k+1

∫x+1

x
g (k+1)(t)dt > 0

for all x > 0. Iterating, we find that (−∆)k g is a positive function, so that the restriction of

g to Z+ satisfies the condition on f . In particular, Theorem 7.4.1 implies the special case

of the upcoming Theorem 7.5.3 where all ni are equal to 2.

Define the function u : G ×G \∆ → R+ as u(g ,h) = f (δ(g ,h)). The maximum energy

Emax, the total energy Etot, the energy kernel A, and the fractional energy are defined using

this function u.

Theorem 7.5.3. Assume that each of n1, . . . ,nd is either 2 or a multiple of 4. Then the frac-

tional energy (x|Ax) over all x ∈ V = RG with (x|x) = (x|1) = |G|/2 is minimized by the

characteristic vectors xSeven and xSodd
of the checkerboard configurations

Seven/odd = {( j1, . . . , jd ) |
∑

i

ji even/odd},

and only by these. As a consequence, both the total energy and the maximum energy among

all subsets S ⊆G with |S| = |G|/2 are uniquely minimized by Seven and Sodd.

By Proposition 7.2.4 it suffices to find the smallest eigenvalue of the energy kernel A.

Recall that the eigenvalues are functions on the dual group G∨, which in our present set-

ting we may identify with G∨ =Cn1 ×·· ·×Cnd
, where Ca is the group of complex a-th roots

of unity. Since all ni are even, G∨ contains the real character −1 = (−1, . . . ,−1), with charac-

ter space V{−1} spanned by the vector z defined by z( j1, . . . , jd ) = (−1) j1+...+ jd . The checker-

board configurations have characteristic vectors 1
2 1± 1

2 z. Thus the following proposition

implies Theorem 7.5.3.
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Proposition 7.5.4. The function G∨ →R mapping χ to

∑

g 6=0

f (δ(g ,0))χ(g )

has a unique minimum at (−1, . . . ,−1).

Proof. The completely monotonic function f (·) can be written as

f (x) =
∫∞

0
e−xt dα(t),

where α is non-decreasing and the integral converges for 0 < x <∞ (for this theorem of

Bernstein see [107, Thm. IV-12b]). Thus, after interchanging integral and (finite) sum, the

function that we seek to minimize is seen to equal

χ 7→
∫∞

0

(
∑

g 6=0

e−δ(g ,0)tχ(g )

)
dα(t).

For this function to have a unique minimum at χ = (−1, . . . ,−1) it suffices that for each

fixed t > 0 the function

G∨ →R, χ 7→
∑

g 6=0

e−δ(g ,0)tχ(g )

has a unique minimum atχ= (−1, . . . ,−1). At this point, there is no harm in including g = 0

in the sum, which adds a constant term 1 independently of χ. Writing a = e t > 1, we want

to minimize
∑

g

a−δ(g ,0)χ(g )

over all characters χ. Write g = (g1, . . . , gd ), the Lee distance δ(g ,0) equals δ(g1,0)+ ·· · +
δ(gd ,0), where we use the notation d also for the Lee distance in the individual Z/niZ.

Hence we have

∑

g

a−δ(g ,0)χ(g )=
∑

(g1 ,...,gd )

a−(δ(g1 ,0)+...+δ(gd ,0))χ1(g1) · · ·χd (gd ),

which factorizes as the product of the factors

∑

gi∈Z/ni

a−δ(gi ,0)χi (gi )

for i = 1, . . . ,d . Thus we are done if we can show that each of these factors is positive for all

χi , and minimum at χi =−1.

What remains is an easy calculation. Simplify notation by fixing i and writing n =
ni . As a warm-up, consider the case where n = 2. Then the trivial character 1 of Z/2Z is

mapped to 1+a−1, while the character −1 of Z/2Z is mapped to 1−a−1. The latter value is

smaller than the former, as desired. Next assume that n is divisible by 4, and consider the
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function λ : Cn →R sending an n-th root of unity ζ to

∑

g∈Z/nZ

a−δ(g ,0)ζg

= 1+
n/2−1∑

g=1

a−g (ζg +ζ−g )+a−n/2ζn/2

=−1+
n/2−1∑

g=0

a−g (ζg +ζ−g )+a−n/2ζn/2

=
1−a−n/2ζn/2

1−a−1ζ
+

1−a−n/2ζ−n/2

1−a−1ζ−1
− (1−a−n/2ζn/2).

Now ζn/2 equals ±1. If it equals 1, then this expression reduces to

(1−a−n/2)

(
1

1−a−1ζ
+

1

1−a−1ζ−1
−1

)
= (1−a−n/2)

(
1−a−2

|1−a−1ζ|2

)
.

Since a > 1, this is a positive number for any ζ, and its smallest value is attained for the

n/2-th root of unity ζ0 furthest away from 1 in the complex plane, which equals −1 since

n is a multiple of 4. Next, if ζn/2 equals −1, then the expression above reduces to

(1+a−n/2)

(
1

1−a−1ζ
+

1

1−a−1ζ−1
−1

)
= (1+a−n/2)

(
1−a−2

|1−a−1ζ|2

)
,

which is again positive for all ζ with ζn/2 =−1 and minimum for the ζ1 furthest away from

1 in the complex plane (which equals −e±2πi/n ).

It remains to compare λ(ζ0) and λ(ζ1). For this, note that the factor (1− a−n/2) in the

expression for λ(ζ0) is smaller than the factor (1+a−n/2) in the expression for λ(ζ1), while

moreover ζ0 is further away from 1 than ζ1. Hence the minimum is attained at ζ= ζ0 =−1,

as desired. This concludes the proof of the proposition, and hence the proof of Theorem

7.5.3.

Remark 7.5.5. The problem in extending this argument to the case of general even ni is

that in the proof of the proposition, when n/2 is odd and at least 3, λ(ζ1) = λ(−1) can

very well be larger than λ(ζ0). In other words, Proposition 7.5.4 does not extend to that

situation for general completely monotonic functions f (·). Extensive numerical evidence

with d = 2 and n1,n2 up to 100 suggests that the proposition does extend to the case where

f (x) = 1/x (and probably even for f (x) = x−α with α> 0), in which case also Theorem 7.5.3

extends.

Of course, the Checkerboard Conjecture may still very well hold for general completely

monotonic f (·) and general even ni , even when Proposition 7.5.4 does not. To prove this,

one would like to have a combinatorial/algebraic argument why the eigenspaces corre-

sponding to characters χ having some entries equal to the relevant −exp(2πi /n) with n/2

odd are no good for finding 0/1-vectors. At this moment we have no such argument.

Remark 7.5.6. Note that the table of eigenvalues of A contains |G| entries, and evaluating

each individually involves a summation over |G|, so that a straightforward implementa-

tion would require O(|G|2) (floating-point) operations. However, the table of eigenvalues
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Figure 7.2: Eigenvalues of the energy kernel (interpolated to make an easily interpretable

surface and truncated near the corners).

is nothing but the Fourier transform of the table of values f (δ(g ,0)), so that algorithms for

(d-dimensional) Fast Fourier Transform may be used to compute the table of eigenvalues

more efficiently. We have used Mathematia’s built-in function Fourier in our numer-

ical experiments. For instance, Figure 7.2 shows the eigenvalues of the energy kernel for

d = 2 and n1 = n2 = 10 and f (x) = x−0.3 as a function of ( j ,k), standing for the charac-

ter (e
2πi j

10 ,e
2πi k

10 ). The ‘rough edges’ are related to the even/odd effect in the proof above,

but they smooth out in the middle, so that the minimum is attained at j = k = 5, which

corresponds to the character (−1,−1).

7.6 Open problems

In this chapter we have proved the Checkerboard Conjecture for toric grids and energy

functions f for which the unique minimum eigenvalue of the energy kernel A is uniquely

attained at the character (−1, . . . ,−1) in the dual group. Indeed, the minimum eigenvalue

of A always governs the solution to fractional energy minimization (Proposition 7.2.4),

and if it is uniquely attained at (−1, . . . ,−1), then the minimizers of fractional energy min-

imization are 0/1-vectors and hence minimizers of the original problem. This motivates

the following extensions.

7.6.1 Generalizing Theorem 7.5.3

One would like to extend the results of Section 7.5 to the case where some of the ni are

larger than 2 but equal to 2 modulo 4. Computer experiments with two-dimensional grids

up to 100×100 suggest that for f (x) = 1/x (and perhaps for general inverse power laws) the

minimum eigenvalue of the energy kernel is still uniquely attained at (−1, . . . ,−1). How-

ever, a proof of this fact would require more sophisticated analytical methods than the

factoring into one-dimensional instances that we used there. Alternatively, one might try
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Figure 7.3: Values (vertical axis) of
∑

g∈Z/8(1.05)−δ(g ,0)2
ζg for ζ= exp( 2kπi

8
), k = 1, . . . ,7 (hor-

izontal axis), k = 0 is excluded to make it clear where the minimum is attained: at k = 2,6

rather than k = 4.

and find a combinatorial argument why the minimizers of total energy minimization are

necessarily perpendicular to the eigenspaces of A corresponding to the ‘undesirable’ char-

acters, thus sharpening the relaxation.

7.6.2 Euclidean or other metrics

The question remains for which metrics other than the Lee distance the Checkerboard

Conjecture will hold. For the Euclidean metric the analogue of Proposition 7.5.4 does

not hold for general completely monotonic functions f (·). The first steps of its proof go

through when one replaces the Lee distance with the square of the Euclidean distance.

This holds in particular for the all-important factorization step. One is then led to mini-

mize ∑

g∈Z/n

a−δ(g ,0)2

ζg

over the n-th roots ζ of unity, where δ stands for the Euclidean metric on the one-

dimensional toric grid, and where a is a real number greater than 1. However, for a close

to 1 the minimum is not in general attained at −1, see Figure 7.3. On the other hand,

extensive numerical evidence for 2-dimensional grids up to 100× 100 suggests that the

analogue of Proposition 7.5.4 does hold when the energy is given by an inverse power

law of the Euclidean distance (and if these computations were done in suitable interval

arithmetic, they would prove the Checkerboard Conjecture for those grids). Perhaps one

can prove such a statement by bounding the contribution, in the Bernstein expansion of

these inverse power laws, of the bit where a is small.

The Checkerboard Conjecture is not true for every metric however. For example, for

the Chebyshev (or L∞) metric one can compute that the maximum energy of the patterns

in Figures 7.4a and 7.4b is lower than the maximum energy of the checkerboard pattern in

a 6×6-grid. It is unknown what properties a metric should have in order for the Checker-

board Conjecture to be true.
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(a) Second best for Lee and Euclidean metric. (b) Third best for Lee and Euclidean metric.

(c) Fourth best for Lee metric. (d) Fourth best for Euclidean metric.

Figure 7.4: The black nodes denote the nearly optimal configurations for Emax in a 6×6-

grid for f (x) = 1/x.

7.6.3 Nearly optimal configurations

It is also interesting to consider nearly optimal configurations of n/2 particles in toric grids.

When considering total energy Etot, these configurations are probably given by small per-

turbations of checkerboard patterns. However, nearly optimal configurations for maxi-

mum energy Emax seem to exhibit beautiful, regular patterns. For example, for a 6×6-grid

we have computed the maximum energy of all possible
(36

18

)
configurations for the func-

tion f (x) = 1/x and for both the Lee metric and the Euclidean metric. This computation

shows that the Checkerboard conjecture holds (a fact that one can prove more efficiently

using the discrete Fourier transform as in Remark 7.5.6), but also that the second and third

best configurations agree for the Lee and Euclidean metrics (see Figures 7.4a and 7.4b).

The fourth best configurations are different for the two metrics though, see Figures 7.4c

and 7.4d. It is a widely open question how to prove that certain configurations are second

or third best.
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Glossary

N0 set of natural numbers including zero

Z, Z+ set of integers, set of positive integers

Z/nZ, Z/n set of integers modulo n

Q, Q+ set of rational numbers, set of positive rational numbers

R, R+ set of real numbers, set of positive real numbers

C set of complex numbers

; empty set

S1 ∪S2 union of S1 and S2

S1 ∩S2 intersection of S1 and S2

Sc complement of S

S1 \ S2 relative complement of S2 in S1

δS boundary of S

S1 ×S2 Cartesian product of S1 and S2

Sn n-fold Cartesian power of S

S1 ⊗S2 tensor product of S1 and S2

S1 ⊕S2 direct sum of S1 and S2

SG
1 space of S1-valued function on G

G∨ character group of G

|S| cardinality of set S

|x| L∞ norm (absolute value if x is a scalar)

‖·‖ (L1) norm

(·|·) inner product

a mod b modulo operator, remainder of division of a by b

≪, ≫ is much less than, is much greater than

≥st, >st stochastically larger, stochastically strictly larger

∧ logical conjunction

: such that

∃ there exists

∀ for all

∈, ∉ is an element of, is not an element of

→,↑, ↓ convergence, convergence from the left, convergence from the right
d−→ convergence in distribution
d= equal in distribution

g (x) =O( f (x)) g (x) and f (x) are of the same order-of-magnitude

g (x) = o( f (x)) f (x) is of a higher order-of-magnitude than g (x)

∼ asymptotically equivalent
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f −1(·) inverse function of f (·)
f (k)(·) k-th order derivative of f (·)
⌊·⌋, ⌈·⌉ floor function, ceiling function(·
·
)

binomial coefficient

X̃ (·) Laplace-Stieltjes transform of X

P{·} probability

P{·|·} condition probability

Pa{·} probability, given initial condition a

P∞ stationary probability

E{·} expected value

E{·|·} conditional expectation

Ea {·} expected value, given initial condition a

E∞ expectation with respect to stationary probability

1 all-one vector

1{·} indicator function

A state of the active queues

A energy kernel

B transmission length distribution

C clique of a graph

conv(S) convex hull of set S

d dimension

D(·,A,S) minimum queue length drift of nodes in A when system is in S

E edge set

exp(·),e exponential function, Euler’s number

f (·) activation rate

FX (·) distribution function of X

g (·) de-activation rate

G graph

G group

GX (·) generating function of X

h(·) nominal activity function

H compact space

i imaginary unit, satisfying i 2 =−1

i index

int(S) interior of set S

K the set {1, . . . ,K }

L, Li , L(t) number of (resp.) packets, packets at node i , packets at time t

LI number of packets during a non-serving period of the network

LC number of packets during a non-serving period of C

lim, limsup, liminf limit, limit superior, limit inferior

log(·) natural logarithm

M maximum component size

maxi∈S f (i ) maximum value in the set { f (i ) : i ∈ S}

N+
i

set of neighbors of i , including i itself

N number of nodes in the network

P partition



163

Q number of packets at switching times

Qa number of packets in active queues at switching times

Q i number of packets in inactive queues at switching times

Q(S) transition rate out of S

R number of queues in a group

R the set {1, . . . ,R}

S increments of the inactive queues

supi∈S f (i ) supremum of the set { f (i ) : i ∈ S}

t time

t− last time instant before t

t+ first time instant after t

tmix(·) mixing time

T ∗ switching time

u(g ,h) repelling force between particles located at g and h

U uniformly distributed random variable

V vertex set

w weight

X arrivals during vacation period

Y number of particles in the system

Z normalization constant

β mean transmission length

β exponent of back-off probability

β(2) second moment of the transmission length

δ(·, ·) metric

∆ diagonal in Cartesian product

ζ additional arrivals when a queue advertizes a release

θ normalized throughput

Θ all subsets of {1, . . . ,K }

λ arrival rate

λ(·) eigenvalue

µ transmission rate

ν activation rate

ν(·) measure

ξ arrivals in a time slot

π(·) stationary probability∏b
i=a

f (i ) product of f (i ) over all integers i such that a ≤ i ≤ b∏
i∈S f (i ) product of f (i ) over all elements i in the set S

ρ traffic intensity

σ nominal activity factor∑b
i=a f (i ) sum of f (i ) over all integers i such that a ≤ i ≤ b∑
i∈S f (i ) sum of f (i ) over all elements i in the set S

τ hitting time of 0

Φ(·) bottleneck ratio

ψ back-off probability

Ψ set of all attainable joint activity states

Ψ state space

ωi , ω activity state of i , activity state of the network

Ω set of all feasible joint activity states

Ω collection of guaranteed sets
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Summary

Queue-Based Random Access in Wireless Networks

More and more devices are becoming available every day, relying on wireless communi-

cation for connecting people and things. Driven by that pervasive trend, next-generation

wireless networks are rapidly evolving into large-scale systems, which typically lack a cen-

tralized control entity. Instead, these networks crucially depend on the individual users to

operate autonomously and to efficiently share the spectrum in a distributed fashion. This

requires users to schedule their individual transmissions and decide on the use of shared

resources with limited or no exchange of information.

Various algorithms have been designed that let users decide when to use the shared

spectrum based on information that is locally available. Contemporary distributed algo-

rithms combine interference sensing and randomization of access moments at user level.

Such random-access algorithms are popular because they are relatively simple and easy

to implement. Despite their simplicity and distributed nature, random-access algorithms

have been shown to offer the remarkable capability of matching the optimal throughput

performance of centralized scheduling algorithms.

Based on this observation, several powerful algorithms have been devised for adapt-

ing the activation parameters of users based on backlog information, and been shown

to guarantee throughput-optimality. Unfortunately, simulation experiments demonstrate

that such throughput-optimal queue-based algorithms can induce excessive delays. In

this thesis we develop and examine several mathematical models to gain a fundamental

understanding of this poor delay performance and to identify ways for improving these

random-access algorithms.

In order to investigate the impact of the activation rules on the delay performance, in

separation from the role of the network topology, we first focus on a single-node scenario

in Chapter 2. For this scenario we derive exact queue length and delay results for some

specific activation schemes, applying techniques from queueing theory. Using these we

examine the scaled queue length and delay in a heavy-traffic regime, and we show that the

heavy-traffic performance improves as the activation scheme becomes more aggressive.

We further demonstrate that three qualitatively different regimes can arise in heavy traffic,

depending on the aggressiveness of the activation scheme.

General delay lower bounds for queue-based algorithms on arbitrary graphs are de-

rived in Chapter 3. These bounds bring to light that the delay performance of queue-based

algorithms can grow dramatically with the load of the system. Specifically, for a class of

previously proposed algorithms that are shown to be throughput-optimal, we establish

that the growth rate of the expected delay at high load is at least exponentially faster than
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for an aggressive activation scheme in a single-node scenario. In this chapter we further

heuristically examine fluid limits where the system dynamics are scaled in space and time.

As it turns out, three distinct types of fluid limits can arise, exhibiting various degrees of

randomness, depending on the structure of the network, in conjunction with the aggres-

siveness of the activation scheme.

In Chapter 4 we examine the achievable delay performance of random-access algo-

rithms with fixed activation parameters, and establish delay lower bounds for this case. As

a side result we establish lower bounds on the mixing time, which describes the amount of

time required for the activity process to come close to its equilibrium distribution, provid-

ing an explanation for the poor delay performance in this case. Further, we discuss in this

chapter the relation between the achievable delay performance of throughput-optimal

fixed-rate and queue-based algorithms.

The results of Chapters 3 and 4 reveal that the delay performance can potentially

be significantly improved by using different, more aggressive, activation rules and that

aggressive queue-based algorithms could possibly outperform any fixed-rate algorithm.

For a particular class of network topologies we prove in Chapter 5 that the most aggres-

sive queue-based activation scheme, which is comparable to a standard queue in the

single-node scenario, is throughput-optimal. We further show in this chapter that, for this

scheme, the expected delay still grows quadratically faster than the delay in the single-

node case with a similar activation scheme.

Most algorithms only guarantee throughput-optimality for static network structures,

i.e., they assume a fixed number of users at fixed locations. While a static network structure

is a reasonable assumption for modeling relatively small-scale networks, it is less suitable

for modeling emerging wireless networks that support traffic generated by massive num-

bers of users, each engaging in sporadic transmission activity. To capture user dynamics,

we therefore develop a new model that allows for a continuum of user locations in Chap-

ter 6, which also provides useful insights in the scaling behavior of discrete topologies as

the number of nodes grows large. Inspired by the queue-based activation schemes studied

in the previous chapters, we identify a scheduling principle that can achieve throughput-

optimality for this model. The proof of throughput-optimality relies on a description of

the system as a measure-valued process and the identification of a Lyapunov function.

Chapters 3–5 assume that the interference constraints and attainable states can be de-

scribed by a conflict graph. Although this is a convenient modeling paradigm, it only al-

lows for binary interference relations between nodes, and it is often unclear what graph

provides a good representation for additive interference models. In Chapter 7, we con-

sider the special case when nodes are positioned on a toric grid. We examine the sets in

which a maximum number of users is active in an additive interference model and we

prove that, for certain network parameters, these sets are identical to the maximum in-

dependent sets of a conflict graph that represents a binary interference model. To show

this we formulate a discrete optimization problem and we find optimal solutions for this

problem by exploring its continuous relaxation.
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