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Summary

Video surveillance cameras are nowadays found everywhere because of the
continuously increasing installed camera base, which results from the growing
concern on terrorism and crime in the past decade. The step from content-
agnostic systems to the understanding of video requires computer vision algo-
rithms that automatically analyze the content. Although first implementations
of computer vision algorithms have been used in surveillance systems, these
algorithms were not well validated and lack reliable performance. The grow-
ing amount of cameras and the increased desire for automation requires an
improved computer vision algorithms.

In this thesis, we focus on two different computer vision applications, na-
mely object categorization and object detection. The described work introduces
new modeling techniques for traffic objects such as cars, and aims at providing
a generic framework for object detection with sufficient reliability and robust-
ness.

Chapter 2 provides a technology overview of the field. Prior to addressing
the first application of object categorization, we introduce relevant algorithms,
that are selected for their performances or their proven conceptual value as
a important component for an object recognition system. After introducing
the GMM background modeling technique for object detection, we introduce
techniques for the localization of interesting image positions (interest points)
and describe the Harris operator in detail. Then, descriptors model the image
area around these positions and the SIFT descriptor is further addressed as a
baseline reference. For our research objective, we introduce descriptors for the
dense modeling of images, using the HMAX and HOG description systems.
Then, to exploit the extracted descriptions for real decision making, we intro-
duce SVM and linear classification.

Chapter 3 addresses object categorization of moving objects in video from a
static surveillance camera. Moving objects are detected by a prior background
modeling system, and are then classified by the categorization system into a
set of known object classes. We primarily concentrate on pixel-level feature
techniques using a visual dictionary of small image patches. We show that this
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technique is most suitable for object categorization and evaluate all individual
algorithmic steps of such a system using the HMAX descriptor. For typical
surveillance images, we have obtained an average classification score of up to
75% and for the public Caltech dataset we score more than 90%. It is shown that
the Hessian-Laplace operator only reduces the performance 2% and simplifies
the computational complexity with almost a factor of 9. The application of
feature selection techniques is useful to construct an efficient visual dictionary.
Specifically, we have found that the proposed extremal optimization algorithm
results in an increase in classification performance of up to 10% for similar dic-
tionary size, or it is exploited to obtain a smaller dictionary (factor 2–5).

In Chapter 4 we propose an object detection system without background
modeling, enabling the detection of objects with a moving camera. Objects are
detected in two stages: invariant feature transformation and sliding-window
searching. First, the image is transformed in an invariant feature representation
using Histogram of Oriented Gradients (HOG) descriptions that are inherently
robust to small appearance changes caused by object deformation and varia-
tions in illumination and contrast. Second, sliding-window searching is applied
by comparing an object classification model with the image features, both at
several search positions and image scales. To learn the linear classifier, we have
proposed a novel concept by integrating the Stochastic Gradient Descent (SGD)
learning algorithm. This integration results in a speedup factor in computation
time of 2–3 orders of magnitude at equal classification performance. Moreover,
the classification performance converges quickly to the best operation point,
while only considering part of the training images. The detection system can
be applied to a broad range of object categories, and experimental results are
shown for the detection of cars, ships and pharmaceutical crystals.

Chapter 5 extends the object detection system from Chapter 4 towards a
multi-class detection system that can handle complex object classes with a large
intra-class variation. We propose a novel algorithm for unsupervised automatic
sub-categorization, which is based on hierarchical splitting of the problem into
multiple, smaller sub-problems. By integration of the fast SGD learning algo-
rithm (Chapter 4), complete retraining and sample relabeling can be performed
at every iteration. We evaluate the performance for a car and face detection
problem and show that the detection performance significantly improves over
a range of subclasses, using standard HOG features and linear classification.
The algorithm converges in a few iterations, limiting total training time to a
few minutes, as compared to systems from literature, requiring several days or
even weeks. Moreover, the found subclasses are semantically meaningful. The
main advantage of the proposed algorithm is that the training samples do not
have to be labeled prior to training of the detection system.

Chapter 6 validates the concepts of the previous chapters in a number of
practical industrial applications. These involve text detection in natural im-
ages, the detection of cars from a moving vehicle, and the automatic detection
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and tracking of ships using an active PTZ camera. The final application im-
plements a crowd analysis system that can accurately detect and track people
in large numbers within outdoor environments. This system has been success-
fully introduced as a product and has been used during several international
events.

The proposed detection system with HOG features and a linear classifier
proves to be a good generic combination for the recognition of a multitude of
object categories. We show that the integration of the fast SGD learning enables
rapid construction of a detector for novel object categories. Moreover, this en-
ables new innovative algorithms, such as object tracking. The thesis concludes
with a future outlook towards more advanced recognition systems. By com-
bining the part-based visual dictionary concept with the HOG transformation,
a more robust detection system can be constructed. The key challenge for such
models is the selection of the informative object parts, where the results from
this thesis for dictionary construction and fast learning using SGD form an at-
tractive basis for system development.
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Samenvatting

Door de groeiende dreiging van terrorisme en criminaliteit is het aantal geı̈nstal-
leerde camera’s in het afgelopen decennium voortdurend toegenomen. De stap
van agnostische systemen naar het interpreteren van video vereist computervisie
algoritmen die de beeldinhoud automatisch analyseren. Ondanks het feit dat
computervisie algoritmen eerder zijn geı̈mplementeerd in bewakingssystemen,
zijn ze niet goed gevalideerd en leveren ze (nog) geen betrouwbare resultaten.

Het proefschrift concentreert zich op twee verschillende computervisie toe-
passingen, namelijk objectcategorisatie en objectdetectie. Het onderzoekswerk
introduceert nieuwe modelleringstechnieken voor verkeersobjecten zoals auto’s
en heeft als doel het verkrijgen van een generieke architectuur voor objectde-
tectie met voldoende betrouwbaarheid en robuustheid.

Hoofdstuk 2 biedt een overzicht van technieken voor objectherkenning. Al-
vorens de eerste toepassingen van objectcategorisatie te bespreken, introdu-
ceren we relevante algoritmen, die goede resultaten geven of een bewezen con-
ceptuele waarde hebben voor een objectherkenningssysteem. Na het introdu-
ceren van de GMM modelleringstechniek voor de sceneachtergrond in het beeld
ten behoeve van objectdetectie, beschrijven we technieken voor het lokalis-
eren van interessante beeldpunten en behandelen we de Harris operator in
detail. Het gebied rondom deze interessante beeldpunten wordt vervolgens
gekarakteriseerd met een beschrijving van de visuele kenmerken, en de SIFT
operator die bekend is als referentie, wordt verder toegelicht. Voor ons on-
derzoek passen we technieken toe die volledige beelden beschrijven op pixel-
niveau (dense), gebruikmakend van de HMAX en HOG transformaties. Ver-
volgens introduceren we SVM en lineaire classificatie, om de gegenereerde be-
schrijvingen te kunnen gebruiken voor het classificeren van beslissingen.

Hoofdstuk 3 beschrijft objectcategorisatie van bewegende objecten in video-
beelden afkomstig van een statische bewakingscamera. Bewegende objecten
worden gedetecteerd middels een voorgaand achtergrondmodelleringssysteem
en worden vervolgens geclassificeerd in een set van bekende objectclasses door
het categorisatiesysteem. Het onderzoek concentreert zich primair op pixel-
gebaseerde beschrijvingen, gebruikmakend van een visueel woordenboek dat
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is opgebouwd uit kleine delen van het beeld. We tonen aan dat deze techniek
het meest geschikt is voor objectcategorisatie en we evalueren alle individu-
ele algoritmische stappen van zo’n systeem, gebruikmakend van de HMAX
transformatie. Voor typische videobewakingsbeelden behaalt het systeem een
gemiddelde classificatiescore tot 75% en voor de publieke Caltech dataset scoort
het systeem beter dan 90%. Het wordt aangetoond dat de Hessian-Laplace ope-
rator de score maar met 2% verlaagt, terwijl de benodigde rekenkracht wordt
teruggebracht met bijna een factor 9. Het toepassen van technieken voor het
selecteren van kenmerken (features) is bruikbaar voor het verkrijgen van een
efficiënt visueel woordenboek. In experimenten resulteert het gebruik van het
“extremal optimization” algoritme in een verhoging van de classificatiescore
met maximaal 10% voor gelijke woordenboekgrootte. Deze winst kan ook ge-
bruikt worden voor een compacter woordenboek dat dan met een factor 2–5
reduceert.

In Hoofstuk 4 stellen we een objectdetectiesysteem voor zonder achtergrond-
modellering, wat het mogelijk maakt om objecten te detecteren met een bewe-
gende camera. Objectdetectie vindt plaats in twee stappen: invariante feature-
transformatie en detectie met een beeldaftastend zoekvenster. Allereerst wordt
het beeld getransformeerd naar een invariante featurerepresentatie, gebruikma-
kend van Histogram of Oriented Gradients (HOG) beschijvingen die inher-
ent robuust zijn tegen kleine visuele veranderingen, die worden veroorzaakt
door objectvervorming en veranderingen in belichting en contrast. Ten tweede
wordt detectie met een beeldaftastend zoekvenster toegepast middels het verge-
lijken van een objectclassificatiemodel met de beeldkenmerken, beiden op ver-
schillende zoeklocaties en beeldgroottes. Om de lineaire classificatiefunctie in
te leren, gebruiken we een nieuw concept gebaseerd op het Stochastic Gra-
dient Descent (SGD) leeralgoritme. Dit algoritme versnelt de rekentijd met
2–3 ordegroottes met een vergelijkbaar classificatieresultaat. Bovendien con-
vergeert het classificatiesysteem snel naar het optimum, terwijl slechts een deel
van alle trainingsbeelden wordt geëvalueerd. Het detectiesysteem kan worden
toegepast voor een breed bereik van objectcategoriën, en experimentele resul-
taten worden getoond voor auto’s, schepen en farmaceutische kristallen.

Hoofdstuk 5 breidt het objectdetectiesysteem van Hoofdstuk 4 uit naar een
meervoudig detectiesysteem voor complexe objectclasses met een grote intra-
classevariatie. We presenteren een nieuw algoritme, dat volledig automatisch
subcategorisatie implementeert, gebaseerd op het hierarchisch opdelen van het
probleem in meerdere, kleinere deelproblemen. Door middel van de integratie
van het snelle SGD leeralgoritme (Hoofdstuk 4), wordt het mogelijk om voor-
lopige modelbeschrijvingen en het trainen en herlabelen daarvan per iteratie
compleet uit te voeren. We presenteren de resultaten voor een experiment met
auto- en gezichtsdetectie en tonen aan dat de detectiekwaliteit significant ver-
betert over het gehele bereik van de subclasses, gebruikmakend van standaard
HOG beschrijvingen en lineaire classificatie. Het algoritme convergeert al in
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enkele iteraties, hetgeen de totale trainingstijd beperkt tot een paar minuten,
terwijl systemen uit de literatuur enkele dagen of soms zelfs weken nodig heb-
ben. Bovendien hebben de gevonden subclasses een semantische betekenis.
Het grootste voordeel van het nieuwe algoritme is dat de objectvoorbeelden bij
training niet handmatig gelabeld hoeven te worden voor het verbeteren van het
detectiesysteem.

Hoofdstuk 6 valideert de concepten van de vorige hoofdstukken in een
aantal praktische industriële toepassingen. Deze omvatten tekstdetectie in na-
tuurlijke beelden, de detectie van auto’s vanaf een bewegend voertuig, en het
automatisch detecteren en volgen van schepen gebruikmakend van een be-
stuurbare PTZ camera. Een belangrijke toepassing is het analyseren van grote
groepen mensen, waarbij nauwkeurig personen worden gedetecteerd en ge-
volgd, zelfs in buitenomgevingen en bij nacht. Een systeem hiervoor is suc-
cesvol geı̈ntroduceerd als een product en is toegepast tijdens verschillende in-
ternationale evenementen en festivals.

Het voorgestelde detectiesysteem met HOG beschrijvingen en lineaire classi-
ficatie heeft aangetoond een goede generieke combinatie te zijn voor het herken-
nen van diverse objectcategoriën. De integratie van het snelle SGD leeralgo-
ritme levert snel een ontwerp van een detector voor het herkennen van nieuwe
objectcategoriën. De gepresenteerde technieken maken bovendien nieuwe in-
novatieve algoritmen mogelijk, zoals gebruikt bij het volgen van objecten. Een
verdere verbetering van de robuustheid van het detectiesysteem is mogelijk
door een HOG transformatie te combineren met het concept van een visueel
woordenboek dat stukken van het beeld beschrijft. De grootste uitdaging voor
zulke modellen is het vinden en selecteren van de informatieve delen van het
object. De resultaten van dit proefschrift betreffende de woordenboekcreatie en
het snelle leren middels het SGD algoritme, vormen een uitstekend startpunt
voor verdere systeemontwikkeling.
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“If I had no sense of humor, I would long ago have committed suicide.”

Mahatma Gandhi

1

Introduction

1.1 The potential of automatic image and video analysis

Video surveillance cameras can be found in every street and the installed cam-
era base is continuously increasing. The number of cameras installed at medium
to large airports is in the order of several thousands or more. The total num-
ber of Closed Circuit Television (CCTV) cameras in the UK was estimated at 5
million in 2006 [1]. At present, for western countries, the order of magnitude
in the number of cameras approaches the number of habitants. Despite the
impression of people that every camera is constantly monitored by a security
operator, the opposite is true: most camera video is only being recorded and
kept for a limited time, where the recorded video is only inspected after an in-
teresting event has occurred. This limited use of the data is fully explained by
the high labor cost involved with the constant monitoring by human operators.
Research shows that the maximum number of cameras that an operator can ef-
fectively monitor is in the range of 1–16 cameras [2] and their effective attention
span ranges from 20 minutes to two hours. The effectivity of this attention is
highly dependent on the activity level in the video channels, e.g. if a city scene
is really busy, even a single channel saturates the attention performance of an
operator. The efficiency of a human operator can only be enhanced when the
surveillance system supports the automatic selection of attention points and
events of interest. Popular television series such as “Crime Scene Investigation
(CSI)” create the impression that surveillance cameras have unlimited zooming
capabilities, can recognize criminals by their faces and construct full 3D face
models. Despite this public advertisement for recognition techniques, the only
image analysis application that has been implemented in practice on a large
scale is Automatic Number Plate Recognition (ANPR) for vehicles, but these
solutions use special cameras that overlook only a single lane and typically re-
quire a supplementary active infrared lighting of the scene. On a smaller scale,
deployment of applications based on motion analysis, such as tripwire passing
and entering of forbidden zones, are emerging. The growth of such applications
in the market is relatively slow, because the reliable deployment of this technol-
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ogy is only possible when the use cases are constrained and well-defined.
Motivated by the continuous growth of security cameras, there is a recent

shift towards smart cameras that generate a notion of the activity in the moni-
tored scene by means of Video Content Analysis (VCA). State-of-the-art VCA
systems comprise object detection and tracking, thereby generating location
data of key objects in the video imagery of each camera. For video surveillance,
this technology can be used to effectively assist security personnel. Whereas
the detection and tracking algorithms are becoming more mature, the classifi-
cation of the detected objects is still at an early stage. Classification is typically
performed using the size of objects, which is negatively influenced by changes
in lighting conditions and occlusions. Moreover, all practical available anal-
ysis solutions detect objects using a background model that requires a static,
non-moving camera.

It would be advantageous to exploit the actual appearance information from
the moving objects themselves, instead of restricting object recognition to the
detected binary segmentation masks. As a first benefit, this will result in more
accurate and robust classification results. In addition, it will enable the de-
tection of individual objects in crowded scenes. Here, traditional background
modeling techniques will detect a single large “blob” (a coherent moving set of
pixels with an arbitrary shape) and fail to distinguish individual objects. An ap-
plication that will strongly benefit from a background-invariant detection tech-
nique is the counting of people. Current camera-based solutions obtain good
counting performance when the density of people in the scene is low, but the
performance deteriorates quickly when the scene becomes crowded. The ben-
efit of more advanced recognition models, is that it will be possible to obtain a
more detailed modeling of objects. This will not only contribute to the reliabil-
ity, but will also enable the extraction of more semantic-level information such
as the model and brand of cars, the recognition of people’s gender, their hair
color, shape, and clothing style. This type of information exceeds the domain of
security and will become valuable for marketing purposes, which potentially
becomes a new commercial spin-off for video surveillance technology.

Novel application fields
Removing the constraint for the prior background subtraction stage enables
deployment of recognition algorithms in other fields, where the camera is con-
stantly moving. Whereas monitoring a large area can currently only be per-
formed by the installation of many cameras, it can be effectively monitored by
a single Pan-Tilt-Zoom (PTZ) camera that dynamically scans the scene. Outside
the field of security, installing cameras in vehicles allows for automatic recogni-
tion of traffic signs, the detection of lane changes and detection of other vehicles
surrounding the current vehicle. Moreover, cameras inside the car can monitor
the attention level of the driver. An alternative application field is the auto-
matic analysis of large personal image collections, by automatically recognizing
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landscapes, buildings, people or animals. An increasing number of users store
their pictures online in social networks, leading to an enormous increase in the
amount of online picture material1. Extending from images to videos further
increases the effective search and indexing of massive online video databases.
Video storage platforms store new videos uploaded by their users at the rate
of over one hour of video every second2. Although some of these applications
fields are already covered in research or even by early products, we concen-
trate on generic object modeling techniques in this thesis that are sufficiently
robust for allowing deployment in different applications beyond the scope of
surveillance.

1.2 Key aspects of video analysis

A typical video surveillance system comprises of several cameras, recording
equipment and screens for visualization of the video streams to the security op-
erators. An overview of such a system is shown in Figure 1.1. Several cameras
are connected to the system and the generated video is stored in large databases
for later retrieval. To enable the automatic processing of video streams from
surveillance cameras, Video Content Analysis (VCA) algorithms process the
video stream in real-time and extract object-related information. This informa-
tion is stored along with the video data and is called metadata: semantic infor-
mation about the video. The recorded metadata can be used in two ways. First,
the information can be processed in (near) real-time by evaluating a set of rules
to trigger alarms. Second, apart from monitoring the live video streams and
browsing through recorded video, the operator can exploit the extracted infor-
mation by performing smart search queries at a later time. These search queries
exceed the tradition time-based video search, but comprise object-related infor-

1Facebook received 250 million new photos every day in February 2012.
2Youtube received 100 hours of video per minute in August, 2013.
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Figure 1.1 — Typical video surveillance system setup.
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mation. Queries can be related to the object category, the location of objects, or
embed other extracted object properties such as color, size, or extracted seman-
tic information.

Note that the VCA algorithms are embedded inside the security system in
the above figure. We want to remark that the physical location of these analy-
sis algorithms is not important: they can operate on a central processing server
or be embedded inside the cameras, or even distributed. The main advantage
of processing the video already in the camera is that there is no degradation
caused by compression and processing of the image in the other components of
the system. In this thesis, we only distinguish between analysis embedded in
the camera or on a server, by the difference in the available computation power
of both options.

Example: CANDELA project
Within the International ITEA project CANDELA [3] [4], we have performed
several experiments regarding intelligent interpretation of surveillance video.
A state-of-the-art object detection and tracking algorithm [5] generates location
and size data of moving objects in the camera view. This location data is filtered
and stored in a database with hierarchical spatial indexing. A novel search
algorithm has been developed that enables fast searching for different types of
trajectory-based queries [6] and can parse the trajectory data from a month of
video in a few seconds. Each of the processing components is executed on a
different computation unit in the network. Video is transmitted in the MPEG-4
format and generated metadata is embedded in MPEG-7 descriptors [7]. Next
to developing such an intelligent surveillance system, the validation of such
smart systems is considered and it has been showed that the reliability and
robustness is a serious point of concern [8].

1.3 Research scope

There are fundamental problems in image interpretation, e.g. the automatic
recognition of objects in images/video is not straightforward. With recogni-
tion, we mean the understanding of what object appears in the image, and also
determining its position in the image. This converges to the following terms for
object recognition: (1) detection of the object occurrence in the image (localiza-
tion), (2) categorization of the object into the set of known object classes, and (3)
identification of a specific object instance. For example, the detection of a car in a
surveillance scene provides the position of the car in the image/video. The cat-
egorization of the car determines the type of car, such as station wagon, sedan
or hatchback. Identification of a specific car can point to the manufacturer type
or brand, or the recognition of e.g. the owner of the car. This thesis mainly
focuses on the first two stages of recognition: categorization and detection.
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1.3.1 Challenges of object recognition

Whereas humans can easily detect and recognize objects over large variations of
contrast, occlusion and sizes, all these variations have to be explicitly dealt with
by a computer program for analyzing the image. The most important visual
variation that object recognition algorithms have to deal with can be summa-
rized in the following four main groups of aspects and are visually represented
in Figure 1.2. The two left columns in the figure are dominant aspects for the
research scope of this thesis.

Deformation

Dynamic object 
variations

Scale

Lighting variations Clutter

Occlusion

Viewpoint-dependent variation

Intra-class variations

Intra-class variations of 
complex object classes Scene-dependent variations Scene-dependent variations

Figure 1.2 — Challenges in automatic image interpretation. The research of this thesis
concentrates on the two left columns.

• Viewpoint and intra-class variations. This refers to the green column at the
left in the figure. The common property in this column is that the object
variation is fully related to the intrinsic object properties and not the cam-
era and the scene. We distinguish variations caused by different object
viewpoints and variations caused by different instantiations of the object
category.

• Scene-dependent variations. These variations are depicted in the two middle
columns of which we select the left-middle column (blue) for the scope of
this thesis, containing lighting and scale variations. First, light conditions
are completely different for daytime or night conditions, or during dif-
ferent weather conditions. Second, the scale (or size) of the object varies
depending on the actual object size, its position in the scene and the con-
figuration and settings of the camera.
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The two right columns are also valuable, but are not specifically consid-
ered in this thesis. These additional challenges consist of additional scene-
dependent variations and deformation of objects. Clutter introduces visual
noise from objects behind or around the object of interest and occlusion of ob-
jects changes the availability of visual information of the object. A different
mode of variation is caused be the deformation of objects, such as e.g. walking
person vs. waving person.

1.3.2 Categorization of objects in video surveillance

Object detection in video surveillance is typically performed by employing
background subtraction, resulting in a binary segmentation mask for each de-
tected object. Conventional classification is then implemented using the size
of the object and completely ignores the object appearance (such as the color
values of its pixels and the shape), resulting in strongly limited classification
performance. To improve this classification performance, it is required to de-
scribe elements of the physical object properties, so that the correlation between
those elements and the actual recognition of the object can be established. It is
evident that an object can be described by its silhouette (bounding outline) and
possible structural lines within the object. Hence, the object is described by its
edges. We can find these edges by applying a gradient operator, so that the
edge information becomes visible and can be used to describe the object. Sev-
eral object categories in surveillance have a well-defined structure, so that a
model-based approach can be chosen to describe the object instead of the gen-
eral case of finding the edges. For example, a car has typically a number of
windows, wheels and doors, which allows to model this in a line-based de-
scription. For this purpose, a wireframe model can be used that describes the
visible edges of objects as a set of lines, and as a model already looks like a car.
Because the variation in cars is considerable, a single set of lines is insufficient
to describe the car accurately. In an alternative view, the car can be “sampled”
by taking small representative areas like the corners, wheels and lights. This
leads to a concept of image patches, which can be connected to each other in a
descriptive way, to describe the complete object. Such representative patches
can be found by special operators that try to select highly informative points in
the object image. To model several objects efficiently, a useful set of patches for
multiple objects is stored in a visual dictionary. Considering multiple object cat-
egories, the visual dictionary can be extended to cover the informative features
over the set of objects from these categories. To create the optimal dictionary,
it is important to find the set of features that is sufficiently discriminative to
distinguish objects from different categories.

6



1.3. Research scope

1.3.3 Object detection without background subtraction

We will now discuss the object detection stage in more detail, and focus on the
detection of an object category, as opposed to the previously discussed classi-
fication of object images. In contrast to detection using background models,
detection should not result from dissimilarity with the background model, but
from a similarity with an object model. We can describe an object by its edges
and apply a gradient operator to find the edge information. To make a dense
description of the object image, the Histogram of Oriented Gradients (HOG)
feature description technique can be used. This dense description involves a
single description of the total pixel area of the object. Objects can now be de-
tected by the similarity to previously seen objects, measured by their respective
HOG feature descriptions. To make the object model more powerful, it can be
beneficial to also model what is not part of an object. An additional component
to detection is now based on the dissimilarity to previously seen non-object
samples. We can combine both object and background information into a sin-
gle model, that classifies between object and non-object. To find an object in the
image, we can construct the feature representation of the image in which we
aim to localize the object, and search for positions where the image is similar
to the classification model. An object detection system can now be constructed,
that compares the classification function at each pixel position in the image.
The difficulty in such a detection framework is the creation of the classification
function that is applied during detection and the selection of the discriminative
features between object/background. This becomes more complex when the
size of training images increases and variations in both object and background
appearance are large. Unfortunately, typical learning techniques require very
long computation times to find the optimal classification function. Therefore,
we study a fast learning algorithm to be able to initiate object detection at an
earlier stage.

1.3.4 Object detection of complex object categories

Creating an appearance model to detect objects yields good detection perfor-
mance. However, when the amount of visual information in an object category
is large, the application of a single object model may result in insufficient de-
tection performance. To increase the detection performance, it is possible to
increase the complexity of the model, so that it can handle a large variation
of appearance. A popular technique that can handle such variation is Support
Vector Machine (SVM) classification. Although SVMs can model complex clas-
sification functions effectively, they come at a high computational cost. Another
solution is to split the initial difficult problem, into multiple smaller subprob-
lems, that are more easy to solve. If we apply this principle to object detection,
the single detection model is now segmented into multiple models, leading
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to a higher detection performance. For certain object categories, the manual
subdivision into subgroups is difficult and sometimes even impossible. More-
over, the creation of subclasses requires the manual annotation of the subclass
label for each object training sample. An interesting area is to investigate unsu-
pervised subcategorization, where the subclasses result from the algorithm and
annotation of subclass information is not required. When applying the previ-
ously discussed object detection framework, images are described using HOG
features and a classification model is constructed for each generated subclass
to detect the occurrence of the subclasses. During sliding-window detection,
the set of classification models is applied at each search position, and objects
are detected and localized when at least one of the models matches to the im-
age. Because each model has now become more specific in modeling a subpart
of the overall object variation, the combined detection performance increases,
compared to the application of a single full-object model.

The previous discussions are mostly applicable to images with gray-level in-
formation, because they always provide a gradient image and because many
objects in surveillance exist without descriptive information in the color com-
ponents. For many surveillance cameras, this is sufficient, since recognition
should be also possible during low-light conditions, when color information
is typically noisy or even completely absent. However, with the increase in
sensitivity and quality of imaging sensors, the additional use of color informa-
tion will grow in practice. Besides this, there are cases where objects do have
a strong informative color description, e.g. traffic signs, where color should be
considered and integrated in the detection or recognition subsystem.

1.4 Problem statement and research challenges

The above observations regarding the automatic image understanding moti-
vate the problem statement of this thesis, which can be summarized as follows.

It is our objective to recognize instantiations of object categories in surveillance videos
and images, using a generic object recognition architecture that can handle variations
in object and background appearance. The framework is suited for industrial applica-
tions and can be quickly reconfigured and reused for new applications without severe
manual annotation and learning.

As discussed in the previous section, recognizing an object should not only
be obtained as dissimilarity with a background model, but in any case as similarity
with an object model. We research the creation of such object models in this thesis
and focus on three different topics: (1) categorization for video surveillance, (2)
object detection without background subtraction, and (3) object detection of
complex object categories.
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Part of the process of constructing such object models is the selection of dis-
tinctive features. Towards object categorization, the features should be distinc-
tive between the different considered object categories. For object detection,
the features should be distinctive between object and background. Note that
the available computation power varies significantly for different applications.
Therefore, it is desired to create models that are scalable in computational com-
plexity, while maintaining a good recognition performance.

1.4.1 Research challenges

We can now formulate the specific Research Questions (RQs) for this thesis.

RQ1: Categorization of objects in video surveillance

RQ1a: Is it possible to design algorithms for the automatic recognition of the object
category from a single image?
RQ1b: How can such a recognition system be implemented in a scalable fashion?
RQ1c: How can the distinctive visual information be selected and ranked as important?

RQ2: Object detection without background subtraction

RQ2a: Can we design a generic framework for the automatic detection of instantiations
of an object category?
RQ2b: How can we efficiently construct such a system?

RQ3: Object detection of complex object categories

RQ3a: How can we effectively improve the detection performance of our object detec-
tion system for complex object categories?
RQ3b: Can this be obtained without requiring significant amount of human interac-
tion?

1.5 Contributions

Contributions to object categorization
We start by investigating 3D wireframe models, but conclude they are not suit-
able, because accurate camera calibration is required and it is difficult to select
the number of required object models. The main contribution is the in-depth
evaluation of Local Feature Models and the experimental validation with a novel
video surveillance dataset. These models are advantageous because they can be
automatically learned from annotated training images. We investigate the effect
of feature sampling for dictionary creation and matching and show that the appli-
cation of Interest Point Operators (IPOs) is beneficial and reduces computation
time for matching. Second, we evaluate different feature selection techniques for
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the purpose of creating the optimal visual dictionary. We contribute by propos-
ing a novel feature selection technique that outperforms existing techniques
in obtained categorization performance, while having a lower computational
footprint. For matching of dictionary features with the image, we conclude that
each of the two discussed algorithms has a preferred point of operation. All
aspects are combined in a system recommendation for both an embedded and
a server-based implementation of an object categorization system.

Contributions to object detection
We have extended the object categorization system towards the detection of ob-
jects without an independent detection stage such as background subtraction.
The detection system employs a sliding detection window to scan the image
and has been successfully applied to the detection of the several real-life object
categories (cars, etc.). The main and novel contribution is the integration of
the Stochastic Gradient Descent (SGD) learning algorithm in this object detec-
tion framework to construct the detection classifier from the training samples.
The obtained classification performance is similar to state-of-the-art SVM im-
plementations, while obtaining a speedup factor in the training computation
time of two to three orders of magnitude. An additional advantage is that the
classification performance quickly converges to the best operation point, while
only considering part of the training set and a single sweep over the training
set is sufficient to obtain the optimal detector for several detection problems.

Contributions to multi-class object detection
We have presented a novel algorithm for unsupervised subcategorization of
objects. By integrating the efficient SGD learning algorithm, the algorithm be-
comes faster than existing algorithms. One of the main advantages of the al-
gorithm is that the division of object samples into subclasses is performed au-
tomatically, so that no human annotation is required. We have applied the al-
gorithm to two different multi-view detection problems (cars and faces). The
algorithm is able to construct subclasses over a large range of viewpoint vari-
ations, covering both out-of-plane rotations (cars and faces) and in-plane rota-
tions (faces). We have shown that the generated subclasses lead to an improve-
ment in detection performance and are also semantically meaningful.

Contributions in industrial applications
In addition to the above, we have also practically contributed to industrial sys-
tems, by applying the presented object recognition algorithms in innovative
applications. The main contributions are the following 4 applications, of which
some are released as a product and successfully used in real applications:

1. Text detection in natural images,
2. Detection of cars from a moving vehicle,
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3. Active ship tracking with PTZ cameras,
4. Crowd analysis.

1.6 Outline and scientific background

This section provides an outline of the main chapters of this thesis and the re-
lated publication background. A schematic breakdown of the thesis chapter or-
ganization is depicted in Figure 1.3. Chapter 2 provides a technical introduction
to object categorization, object detection and multi-class object detection. The
following Chapters, 3, 4 and 5, present contributions and algorithms to each of
these three areas. Since we have also contributed to integration of these tech-
niques into industrial applications, we summarize a few of these applications
in Chapter 6. Finally, conclusions and future work are presented in Chapter 7.
The individual chapters are summarized below with their publication history.

Chapter 2: Technical introduction
Object categorization Object detection Multi-class object detection

Chapter 3
Detect using motion
Classify moving objects

Chapter 4
No motion information
Detect objects using shape

Chapter 5
Increase detection 
performance using multiple
object sub-classes

Chapter 6: Applications

Chapter 7: Conclusions

Figure 1.3 — Schematic breakdown of the thesis chapters.

Chapter 2. This chapter provides an extensive overview of the algorithmic
components for constructing recognition applications. After presenting the
GMM background modeling technique for object detection, we discuss several
techniques for finding interesting positions (interest points) in the image and
describe the Harris operator in detail. Then, various algorithms for the descrip-
tion of pixel areas around these points are introduced and we explain the SIFT
descriptor. Descriptors for the dense modeling of images are discussed using
the HMAX and HOG description systems. To enable decision making, the clas-
sification of these descriptions into object/background is evaluated, and we
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introduce SVM and linear classification. Finally, the three main topics of this
thesis are technically elaborated further.

Chapter 3. This chapter is devoted to object categorization. We first investi-
gate 3D wireframe models, modeling an object as a global set of visible lines, and
evaluate these models for practical feasibility in surveillance systems. Next, we
investigate Local Feature Models that describe an object using a set of small local
image parts, stored in a visual dictionary. We perform an in-depth evaluation
of the important aspects of such a system: feature sampling, feature selection
for dictionary creation and feature matching. We have found that the efficiency
of feature sampling is improved by applying an Interest Point Operator (IPO).
Second, evaluation of various feature selection techniques for building a dictio-
nary shows that our proposed novel Extremal Optimization feature selection
technique outperforms existing techniques with a few to 10%. Investigation
of two techniques for matching of dictionary features with the image reveals
that the MAX technique is best for large dictionaries and the Vector Quantiza-
tion (VQ) technique is a good choice for small dictionaries. Finally, based on the
above observations, we propose two main system configurations with different
levels of computational complexity, for different industrial applications.

The findings of this chapter are published in the Int. Symp. Information
Theory Benelux (2006) [9] (2009) [10], the IEEE AVSS Conf. (2007) [11], the
ACIVS Conf. (2007) [12] (2009) [13] and the IPCV Conf. (2009) [14].

Chapter 4. This chapter extends the categorization system from the previous
chapter towards an object detection system without background subtraction.
We introduce a sliding-window detection system that describes images with
Histogram of Oriented Gradients (HOG) features. We contribute by integrat-
ing the Stochastic Gradient Descent (SGD) learning technique for localization
of the distinctive features for classification. As a result, we obtain a speedup
factor in training time by an order of two to three orders of magnitude, while
the classification performance is similar to state-of-the-art Support Vector Ma-
chine (SVM) implementations. In addition, we have found that the classifica-
tion performance quickly converges to the optimal solution and for some detec-
tion problems, a single iteration over the training set is sufficient. The detection
system is successfully applied to several detection problems (cars, ships and
crystals).

The work from this chapter is published in the IEEE ICPR Conf. (2010) [15],
the Int. Symp. Information Theory Benelux (2010) [16], the IEEE ICIP Conf.
(2010) [17], the Int. Workshop Computer Vision Appl.(CVA) (2011) [18] and a
journal publication in the IEEE Trans. CE (2011) [19].
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Chapter 5. Here, we expand the single-class object detection system from
Chapter 4 towards a multi-class detection systems that can handle complex ob-
ject classes with a large intra-class variation, where a single object detector is
insufficient. We have found that subdividing the object class in smaller, more
constrained subclasses, simplifies the detection problem and results in an im-
proved detection performance. Since manual subdivision is difficult and time-
consuming, we have developed a novel automatic unsupervised subcategori-
zation algorithm, which was successfully applied to two complex multi-view
datasets (cars and faces). We show that the system results in a significantly im-
proved detection performance and as a bonus, semantic viewpoint information
is extracted automatically. A key advantage of unsupervised subcategorization
is that the lengthy and tedious explicit manual viewpoint annotation is not re-
quired. In addition, the computation time of our subcategorization algorithm is
a few minutes to hours, which is significantly below state-of-the-art techniques
that requires days or even weeks.

The results of this chapter are published at the IEEE ICCV Conf., CVVT
Workshop (2011) [20] and at the Int. Workshop Computer Vision Appl. (CVA)
(2011) [21].

Chapter 6. This chapter outlines different industrial applications that are con-
structed using the visual recognition algorithms from the previous chapters.
Example applications are the detection of text in natural images, the detection
of cars from a moving vehicle with a constantly varying background and active
ship tracking in a harbor with a PTZ camera. The final application implements
a crowd analysis system that can accurately detect and track people in large
numbers in wide outdoor areas, which has been successfully introduced as a
product.

The applications discussed in this chapter are published at the IEEE ICCE
Conf. (2011) [22], SPIE Electronic Imaging Conf. (2012) [23] and at the IEEE ICIP
(2013) [24] [25].

Chapter 7. This chapter sums up the most important findings of the thesis
and summarizes the obtained results for the different recognition problems. It
is discussed that a smart choice and combination of simple techniques can lead
to high-quality results, which even outperform more expensive and complex
techniques.
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2

Overview of categorization and detection

2.1 Introduction

This chapter summarizes existing techniques and recent developments for ob-
ject recognition in images and video. A typical object recognition system for
video surveillance is depicted in Figure 1.1. The system processes images from
the camera and localizes and recognizes objects.

In the broad field of object recognition, several application fields are distin-
guished. We focus on two different applications, namely object categorization1

and object detection. The object detection problem is further sub-divided into
two fields. First, the detection of a single object class and second, the detection
of multiple (sub)classes. This results then in three different technology areas:

1. Object categorization of already detected objects in a set of predefined clas-
ses.

2. Object detection involving the localization of objects in the image without
any prior.

3. Multi-class detection for optimizing overall detection performance using
multiple detectors, of which each individual detector focuses on a subset
of the object class.

The detection of objects is divided in two different fields, because for cer-
tain detection problems, the complexity of the defined detection problem is too
high to be solved by a single detector and can only be handled by dividing the
detection problem in multiple smaller problems.

An example of object categorization is the classification of moving vehicles
in a traffic scene into cars, bikes and buses. Object detection can be used for

1In this thesis, we will use the term categorization for the broad dividing object into groups,
categories and/or classes. In literature and also in this thesis, the term object classification is used
in a narrower definition, that of dividing objects according to their features, typically by means of
machine learning.
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the localization of cars for early collision warning, when applied in a vehicle.
Multi-class object detection can be employed for the detection of traffic signs, as
the size of the library of signs covers hundreds of signs, where signs are divided
into groups such as for speed regulation, parking directives, etc. Each group of
signs has typically similar visual properties in terms of color and shape that
can be mapped onto multiple detectors. This makes the division of hundreds
of signs a more manageable task.

The technology overview in this chapter is described in the following way.
Since categorization and detection are typically part of a complete framework
or application, we first describe the system architecture of the application. Then,
the different techniques for building object recognition systems are discussed.
Afterwards, the three previously mentioned technology areas are introduced,
combining the algorithmic subsystems into the considered recognition system
and we provide the individual techniques which are commonly used in the
various chapters of this thesis.

This chapter is organized as follows. First, Section 2.3 introduces the differ-
ent algorithmic components required for an object recognition system. In Sec-
tion 2.4 we address the object categorization system. Next, Section 2.5 discusses
the object detection system, where the prior object localization constraint is re-
moved. Multi-view object detection is then discussed in Section 2.5.2. Finally, a
summary and conclusions are presented in Section 2.6.

2.2 System architecture

Let us now describe a generic object recognition system. Note that at this point,
we do not separate the two discussed technology areas object categorization and
object detection. Objects are recognized by comparing an object model to the im-
age. Two types of object models can be used: manually generated models and
statistical models that are learned from training data (images). For example, let
us consider the object class cars. As an example of the manually constructed
models, 3D mechanical CAD models can be used, taken from the manufacturer
specifications. In contrast, a statistical model can be generated by taking sev-
eral example images from different cars and automatically extracting a common
representation.

Each object recognition system has two modes of operation: training and
testing. These two modes are depicted in Figure 2.1. The training phase consists
of learning the object representation from training data, typically comprising of
several example images of objects. During the training of the system, the object
models are created. After training, the generated models can be matched onto
new images. This is represented in Figure 2.1 at the lower half of the figure.
The trained system can then be applied onto new images: using live video or
preselected benchmark images. The typical mode of operation of the trained
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system is processing live images from a camera.
Once the object models have been trained, they can be applied for the pur-

pose of object categorization or object detection. Figure 2.2 shows the system
architecture for these two different technology approaches. Both approaches
apply matching of the object models, stored in a database in the middle of the
figure. Note that in the categorization system at the top of the figure, the de-
tection is explicitly applied prior to the model matching, while the detection

Object 
classClassification

Object 
models

Benchmark
data

Training stage:
construct object models

Testing stage:
match object models to image

Model 
matching

Training 
data

Training

Figure 2.1 — Two modes of operation of a generic object recognition system: training
and testing.

Categorization

Detection

Model 
matching

Feature 
representation

Object models

Objects 
position / class

Background 
subtraction

Detection
Select best 

model
Model 

matching

Object categorization

Object detection

Objects 
position / class

Multi-class detection

Select best 
model

Figure 2.2 — Two different object recognition systems: object categorization and object
detection.
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stage provides localization information of the objects. In contrast, in the de-
tection system at the bottom of the figure, detection is done implicitly. This
approach represents a top-down system, where object detection is applied by
directly matching the object models onto the image.

The following section provides the algorithmic components for the creation
of the described recognition systems.

2.3 Algorithms for categorization and detection

In this section we provide a non-exhaustive overview of state-of-the-art and
typically used algorithms for object categorization and object detection. Differ-
ent pixel-level algorithms are discussed, each focusing on a different task in the
total recognition process. In the remainder of this thesis, these techniques are
applied to the three considered technology areas indicated in the first section of
this chapter.

We commence with introducing pixel-based object detection. Here, the scene
captured by a static (non-moving) camera is modeled and moving objects are
detected as being different from the scene background. This part is typically ap-
plied in video surveillance systems, where algorithmic complexity is a concern
because of product cost and all processing providing intelligent information is
preferably concentrated within the camera. Afterwards, we focus on different
technologies that use the pixel values of the actual image, instead of focusing
on the difference to the background. Of this new group, we initially describe
Interest Point Operators (IPOs) that determine locations in the image with high
information content. Following this, descriptors are introduced that create a rep-
resentation of the image that is invariant to changes in light and contrast. These
descriptors convert the raw image pixel content into invariant feature represen-
tations, represented by feature vectors. Descriptions are first created sparsely,
describing regions around interest points and then densely, modeling the to-
tal image. Finally, the generated feature vectors are classified into the set of
known classes, using a classification system that can be trained employing ma-
chine learning techniques.

2.3.1 Pixel-based object detection: background modeling

When static cameras are used, the background remains stationary over time
and does not change much. The detection can then be applied by modeling
the background and comparing each input video frame with this background
model. Differences between background and input image define objects. The
output of the algorithm is a binary pixel-accurate object mask.

Although much work has been done in the field of background model-
ing, most algorithms are based on early work. The Gaussian Mixture Model
(GMM) by Stauffer and Grimson [26] models pixel intensity over time, for
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each pixel independently. A non-parametrical model is proposed by Elgam-
mal et al. [27],[28]. Instead of modeling each pixel by several Gaussian models,
they store the raw input intensity values and find objects by comparing the in-
put frame with each of the stored background images. Müller-Schneiders et al. [5]
propose a two-stage approach where initial modeling of pixel intensities is
done in a low-resolution version of the image and detected objects are post-
processed to obtain pixel-accurate detections. An extensive overview and com-
parison of different proposed background subtraction algorithms is presented
by Brutzer et al. [29].

We will now introduce the GMM model in more detail. The GMM is in-
tended to be used for each pixel independently. The GMM concept is that if
pixel variations around the central pixel value occur over time, this surround-
ing influence can only be modeled with multiple curves. Multiple Gaussian
distributions are used to cover different signal values for a single pixel (con-
sider e.g. a green leaf that is moving over the brown bask of a tree, where the
moving leaf leads to huge variations for a particular pixel position). The value
of a pixel is typically modeled by its RGB color components, resulting in a
three-dimensional vector x.

The probability of observing a pixel x is defined as:

p(x) =

J∑
j=1

ωjG(x,µj ,Σj), (2.1)

where J is the number of Gaussian mixture components, ωj the weight of each
component, and G(x,µj ,Σj) a multivariate Gaussian distribution of mean µ
and covariance Σ. The Gaussian probability density function G is defined as:

G(x,µj ,Σj) =
1

(2π)
n
2 |Σj|

1
2

exp

(
−1

2
(x′ − µj)TΣj

−1(x′ − µj)

)
. (2.2)

Typically, the covariance matrix is assumed to be of the form Σ = σ2I ,
which assumes that the respective color components of each pixel are indepen-
dent and all have the same variances. Although this is certainly not true, it
avoids a costly matrix inversion computation.

A newly observed pixel value x′ is classified by thresholding the probability
of belonging to the background model. If this distance is smaller than a sensi-
tivity threshold, the pixel is considered to match with the model and is thus
classified as background. Otherwise, the pixel is classified as a foreground ob-
ject pixel. The models are updated online to adapt to changes over time.

We have adopted the algorithm from [5] to detect moving objects. Each de-
tected object is then processed by our categorization system in Chapter 3 to
obtain the object class label.
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2.3.2 Interest point operators

The objective of using an IPO is to find interesting points in the image that
serve as input for image description algorithms to create a sparse representation
of the image. However, the definition of “interesting” is different for every
application. Therefore, the choice for an IPO is not straightforward.

Where some detectors prefer corner-points like the detectors by Moravec [30]
and by Harris and Stephenson [31], other detectors respond to blob-like regions
like the Difference of Gaussians (DoG) detector proposed by Lowe [32]. All de-
tectors are based on the concepts explored by Witkin [33], Koendering [34] and
Lindeberg [35]. Apart from finding the spatial position of interest points, the
scale of the interesting region around this point needs to be determined. It
has been shown by Koenderink [34] and Lindeberg [35] that under a variety
of reasonable assumptions, the only possible scale-space kernel is the Gaussian
function. Thus, evaluating an image at a larger scale requires convolution of
the image with a Gaussian kernel of a predetermined size. The scale-space of
an image is defined as the space created by varying the scaling kernel. The
relevant scale of a point is determined by finding an extremum in the scale-
space. Mikolajczyk and Schmid have extended the Harris and Hessian detec-
tors with a Laplace operator as the scale-selection mechanism [36]. Lowe [32]
has proposed the DoG operator as an efficient scale-selection mechanism. An
extensive overview of several IPOs has been presented by Tuytelaars and Miko-
lajczyk [37].

Let us now discuss a corner detector in detail, as introduced by Harris and
Stephenson [31]. They detect corner points in a luminance image as points with
low self-similarity: at a corner, the image content will change significantly in all
directions. The image patch at the current image position I(x, y) is compared
to the shifted version of the patch I(x + ∆x, y + ∆y), calculated by a Taylor
expansion. The term w(∆x,∆y) defines a weighting function that expresses
the influence of pixels at different distances to the center pixel of the considered
patch. The similarity is defined as

S(x, y) =
∑
∆x

∑
∆y

w(∆x,∆y)(I(x, y)− I(x+ ∆x, y + ∆y))2, (2.3)

where for small values of ∆x and ∆y, the shifted image can be approximated
by a Taylor expansion, truncated after the first-order terms, giving:

I(x+ ∆x, y + ∆y) ≈ I(x, y) +
[
Ix(x, y) Iy(x, y)

] [∆x
∆y

]
. (2.4)

In this equation, Ix(x, y) and Iy(x, y) denote the partial derivatives in x and
y, respectively. When substituting Equation (2.4) into Equation (2.3), it yields

S(x, y) =
[
∆x ∆y

]
A(x, y)

[
∆x
∆y

]
, (2.5)
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where the matrixA represents the Hessian matrix (also called the second-order-
derivative matrix or structure tensor) of I , evaluated at the shift position (0, 0).
The matrixA is specified by

A =
∑

∆x,∆y

w(∆x,∆y)

[
Ix(x, y)2 Ix(x, y)Iy(x, y)

Ix(x, y)Iy(x, y) Iy(x, y)2

]
. (2.6)

For each pixel position in the input image, the local derivatives in x- and
y-direction are calculated, resulting in the A matrix for each image pixel. In
order to find pixels that apply to the corner criterion, theAmatrix should have
two large Eigenvalues. If one of the Eigenvalues is large, the point is located on
an edge, whereas if none of the Eigenvalues is large, the point is located within
a flat image region. Therefore, the corner measure M is defined as follows:

M = λ1λ2 − k (λ1 + λ2)
2

= det(A)− k trace2(A). (2.7)

After thresholding, only corner points remain. First, the image is evaluated
at different scales to create a scale-space representation of the image. This is
done by convolving a Gaussian kernel of various sizes with the image:

I(x, y, σ) = G(x, y, σ)⊗ I(x, y), (2.8)

with

G(x, y, σ) =
1

2πσ2
exp

(
−1

2

x2 + y2

σ2

)
. (2.9)

In this scale-space representation I(x, y, σ), we can compute any combina-
tion of spatial derivatives. One of the most simple scale selection mechanisms
is the scale-normalized Laplacian [38], which is calculated by

L(x, y, σ) = σ2
(
δ2I(x,y,σ)

δx2 + δ2I(x,y,σ)
δy2

)
=

σ2
(
δ2G(x,y,σ)

δx2 + δ2G(x,y,σ)
δy2

)
⊗ I(x, y).

(2.10)

The scale σ where ‖L(x, y, σ)‖ is largest, is selected as the most informative
scale for the interest point.

The previous discussion indicates that operators exist for finding points of
interest in the image. It is evident that such kind of operators will be applied
in experiments for object detection and categorization. For this reason, it is im-
portant to discuss implementation aspects of such operators and the involved
efficiency.

Since the interest point selection procedure is applied to many computer
vision algorithms, much research has been conducted to speedup the calcu-
lation of these interest points. To this end, Rosten and Drummond [39] pro-
pose the Features from Accelerated Segment Test (FAST) detector that only
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uses 12 image pixels for each image point after training. Baya et al. have pro-
posed Speeded-Up Robust Features (SURF) [40] and have shown that it is much
faster to compute than Scale-Invariant Feature Transform (SIFT), while yielding
a comparable algorithmic performance. Agrawal et al. have introduced Center
Surround Extremas for Real-time Feature Detection and Matching (CenSurE) [41]
and show that it is much faster than the SURF technique. Calonder et al. have
proposed the Binary Robust Independent Elementary Features (BRIEF) tech-
nique [42], a very efficient image descriptor technique where each point is de-
scribed using a binary string, thereby significantly reducing the computational
complexity. Recently, the Oriented FAST and Rotated BRIEF (ORB) system has
been proposed by Rublee et al. [43], as a modified combination of the FAST de-
tector and the BRIEF descriptor.

We have applied different IPOs in Section 3.3 and evaluate their influence on
the categorization performance. In our experiments, we have primarily used
the Harris-Laplace, Hessian-Laplace, DoG and Maximally Stable Extremal Re-
gions (MSER) detectors, as they are broadly accepted in the research commu-
nity. This set samples the available techniques in a broad way, whereas the
other techniques are basically faster implementations of the same principles
and mimic the selection behavior of the operators that we apply.

2.3.3 Descriptors for interest points

Applying IPOs to an image obtains image positions with high information con-
tent. However, to use the image information for further use in object recogni-
tion, a description of this region needs to be made. These descriptions are then
compared during the actual recognition task.

The most simple image representation would be to store the raw image in-
tensity/color values. Because this representation is not invariant to changes
in light (adding an offset to scaling the intensity values), various description
techniques have been proposed.

Lowe’s SIFT [32] uses gradient information and models the gradient ampli-
tude in orientation histograms. SIFT first detects interest points in the image us-
ing the DoG detector and then describes the image regions around these points
using the proposed descriptor. Similar to SIFT, Speeded-Up Robust Features
(SURF) [44] also proposes both an IPO and descriptor. However, SURF features
can be computed in a more efficient way with similar algorithmic performance.
PCA-SIFT [45] adds a Principal Component Analysis (PCA) processing step to
reduce the dimensionality of the SIFT descriptor and improve its descriptive
performance. Several other improvements to the SIFT descriptor have been
proposed, such as Gradient Location and Orientation Histogram (GLOH) [46]
and DAISY [47] [48]. Although some descriptors are affine-invariant, most are
not robust to changes in non-rigid deformations. The Geodesic Intensity His-

22



2.3. Algorithms for categorization and detection

togram (GIH) [49] models non-rigid deformations, but it is not robust to light
variations. The Heat Kernel Signature (HKS) [50] descriptor considers 3D shape
recognition and uses heat diffusion theory to compare shapes. The more recent
Deformation and Light Invariant (DaLI) [51] descriptor is based on HKS and
adds light-invariance to GIH. An extensive comparison of different descrip-
tors is given by Mikolajczyk and Schmid [46]. We will now describe the SIFT
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Figure 2.3 — Synthetic example of the creation of the feature vector of the SIFT de-
scriptor.

descriptor in more detail, as it forms the basis of most descriptors. The image
patch around an interest point is described using a number of gradient orienta-
tion histograms. The typical descriptor uses C×C cells of N ×N pixels, where
each cell results in one histogram. Each histogram is created by storing the gra-
dient magnitude of all pixels in the cell. The histogram bin is determined by
the orientation of the gradient, quantizing into O bins. Trilinear interpolation
is used to avoid the effects of orientation quantization and spatial pixel-grid
shifting. After the creation of the histogram, normalization of the gradient am-
plitude is applied to add invariance to changes in contrast.

The gradient values are calculated for each pixel position (x, y) as

Gx(x, y) = I(x+ 1, y)− I(x− 1, y),
Gy(x, y) = I(x, y + 1)− I(x, y − 1),

GM (x, y) =
√
Gx(x, y)2 +Gy(x, y)2,

GO(x, y) = arctan(
Gy(x,y)
Gx(x,y) ),

(2.11)

where Gx and Gy are the gradient values in x- and y-direction, respectively.
Parameter GM is the gradient magnitude and GO is the gradient orientation.

The final feature vector is the concatenation of the orientation histograms
for all cells, leading to C×C×O dimensions. The typical descriptor configura-
tion is 4×4 cells of 4×4 pixels with 8 orientations, resulting in 128 dimensions.
A visual representation of the descriptor creation is shown in Figure 2.3. Note
that the gradient magnitude values are scaled by a Gaussian, centered at the
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current pixel position. The current pixel position is depicted in the figure as a
black dot and the Gaussian is visualized as a blue circle for simplicity.

The descriptive performance of the SIFT descriptor will be evaluated in Sec-
tion 3.3.5 by comparing to the Hierarchical Model and X (HMAX) descriptor
that will be introduced next.

2.3.4 Descriptors for dense sampling

The description of an image can be based on regions around interesting image
locations. It has been found that the number of interesting points is typically
limited to a small fraction of the amount of pixels. This means effectively that
the image is coarsely represented by only a small set of descriptive points. This
raises the question whether a sparse analysis of the image would be sufficient
and robust to provide for object detection and categorization. Alternatively,
one could exploit the information involved with all image pixels by making a
dense description of the image with a much higher feature density. An example
of the use of such a dense image representation is an object detection algorithm
that uses a sliding detection window, which searches the dense representation for
the object pattern.

To create such a dense representation, various techniques have been pro-
posed in literature. Sung and Poggio [52] use the pixel intensity values with
normalization of the illumination and obtain contrast invariance using histogram
equalization. Turk and Pentland [53] also use raw intensity images, but trans-
form them using PCA. Low-frequency gradient information is extracted using
Haar wavelets by Oren et al. [54], Schneiderman and Kanade [55] and Viola and
Jones [56]. Haar wavelets are commonly used, because of their simplicity and
low computational complexity [54], [56], [57]. Mu et al. [58] propose the use
of Local Binary Pattern (LBP) descriptors because they are simple and can be
efficiently computed. The use of histograms to generate color descriptions is
proposed by Swain and Ballard [59]. Dalal and Triggs [60] propose Histogram
of Oriented Gradients (HOG) and show that it outperforms other techniques
like Haar wavelets and PCA-SIFT [45].

A biologically plausible object categorization framework (HMAX) was in-
troduced by Riesenhuber and Poggio [61]. The model is shown to have per-
formance in line with human subjects, considering the first 150 ms of the hu-
man visual system in a simple binary classification task [62]. Improvements to
the standard model were proposed by Serre et al. [63] and by Lowe [64], [65].
Serre et al. have shown that the algorithm outperforms SIFT in the generic object
recognition task. Moreno et al. [66] have shown that HMAX performs slightly
better in a categorization task than the popular SIFT algorithm [32]. Because of
the applied dense matching, the system relates to the convolutional networks,
proposed by LeCun, Huang and Bottou et al. [67].
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We will now introduce the HMAX model and the HOG system in more detail,
as they will be extensively used in Chapter 3 and Chapter 4, respectively.

A. Hierarchical Model-X (HMAX)

The system overview of the HMAX system [61], [63]–[65] is depicted in Fig-
ure 2.4. The model is based on the concept of a feedforward architecture, alter-
nating between so-called simple and complex layers, in line with the findings of
Hubel and Wiesel [68]. The different processing stages are listed below. Each
processing stage will be discussed in detail.

1. S1: Gabor filtering,

2. C1: max-pooling over S1 responses,

3. S2: match dictionary features onto C1 representation,

4. C2: max-pooling over S2 responses.

The first layer of the model (S1) applies a bank of Gabor filters to the input
image. Each Gabor filter has a specific orientation and is employed at several
apertures, as to obtain scale-invariance. The filters are normalized to have zero
mean and a unity energy. The Gabor response combines a Gaussian function,
cascaded with a frequency modulation function providing for the orientation,
which gives:

G(x, y) = exp (−X
2 + γ2Y 2

2σ2
) cos (

2π

λ
X), (2.12)

where X and Y are parameters incorporating the rotation, and are defined as:

X = x cos σ − y sin σ, (2.13)
Y = x sin σ + y cos σ. (2.14)
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Figure 2.4 — System diagram of the HMAX classification system.
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The filter response of the image is calculated as the convolution of the Gabor
filter kernel G(x, y) on the image I(x, y):

F (x, y) = G(x, y)⊗ I(x, y). (2.15)

After applying the Gabor filters to the input image, these filter responses are
normalized to the signal energy, to compensate for the signal variation (e.g.
contrast) of the input image. For each pixel in the image, the energy is com-
puted over the complete region around this pixel, as defined by the filter kernel.
Hence, the final filter response for each filter is defined as:

H(x, y) =
|F (x, y)|√∑
x,y I(x, y)

2
. (2.16)

The normalized filter response H(x, y) is called the S1 feature map. These S1
feature maps are created for different scales, by varying the frequency selection
of the Gabor filter.

In the second layer of the model (C1) (see Figure 2.4), first the element-wise
maximum is taken over two scales of S1 responses, generating one feature map
for every two scales. Next, the maximum S1 response in a local region is calcu-
lated and the result is downsampled, thereby only keeping the maximum filter
responses. Afterwards, in order to obtain spatial invariance, the maximum is
taken over a local spatial neighborhood around each pixel and the resulting im-
age is subsampled. Because of the downsampling, the number of C1 features is
much lower than the number of S1 features. The amount of information of the
S1 responses is reduced, while the important image information is maintained
in the C1 feature maps.

Figure 2.5 shows an example of S1 and C1 responses for the image of a city
bus. The preferred orientations of the Gabor filters are well visible in the sub-
images.

Consecutively, the S2 layer applies a matching step to the set of features
from the visual dictionary, extracted at the C1 layer. For the ordering of pro-
cessing, we refer again to Figure 2.4. These features are generated in an inde-
pendent processing step, in an offline training stage. This can be compared to
the simple layer S1, where the filter response is generated for several Gabor
filters. This template matching is performed for all prototypes stored in the
visual dictionary. These prototype features have been extracted from training
images at the C1 level. Each prototype dictionary feature contains all four ori-
entations. Comparing two features is performed by calculation of a matching
score. This score is computed using a Radial Basis Function (RBF), i.e. each
feature depends in a Gaussian-like way on the Euclidean distance to the other
feature. The matching score of features Fi and Fj is calculated by:

score(Fi, Fj) = exp
(
−γ||Fi − Fj ||2

)
. (2.17)
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For more details we refer to [62]. Finally, at the C2 layer, a feature vector is
extracted by taking the maximum S2 response for each dictionary feature, both
over space and scale. For each object image, a feature vector is generated and
processed by a classifier, in order to obtain a final classification decision (e.g.
implemented with an SVM classifier).

Input image S1: Gabor filter responses

Scale 1

Scale 15 C1: Max Gabor responses

Figure 2.5 — Example S1 and C1 responses for a bus image.

B. Histogram of Oriented Gradients (HOG)

The HOG algorithm [60] uses a description comparable to the SIFT [32] tech-
nique as described in Section 2.3.3. Whereas SIFT first detects keypoints and
then describes each keypoint, HOG models the image by a densely sampled
set of descriptors. The image is divided in cells and each cell is described by
a histogram of gradient orientation information. The image is described by a
feature vector that concatenates all the features of the cells in the window. This
means that spatial information is implicitly incorporated.

The overall block diagram of the HOG-feature-generation stage is shown in
Figure 4.4. Input pixels are spatially quantized into cells of n × n pixels, where
n is the cell size. Each cell is converted into a single orientation histogram that
models the orientation information within this cell. The image is processed
with a 1 × 3 gradient filter with coefficients [+1, 0,−1] in both horizontal and
vertical direction. Although several gradient filters with smooth filtering char-
acteristics exist, Dalal shows [69] that the most simple symmetric filter gives the
best performance. The exact calculation of the gradient information is similar
to performing the computation of the SIFT algorithm, shown in Equation (2.11).
The gradient orientation is quantized into bins, and the corresponding orienta-
tion bin of the histogram is updated with the gradient magnitude. To allow for
small spatial and orientation shifts, linear interpolation is used in both the two
spatial and the gradient-orientation dimensions (as also applied for SIFT).

The purpose of the feature representation is to add invariance to image de-
scription. The HOG descriptor adds invariance to illumination changes because
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of the gradient operator. Invariance to changes in contrast is added by normal-
ization of the gradient magnitude. Several normalization techniques are evalu-
ated in [60], such as L1, L1-sqrt, L2 and L2-hys. The latter has been introduced
by Lowe [32] and is used as the normalization technique in the SIFT descriptor.
Typically, normalization is applied by measuring the energy in a region around
the current image position. Normalization of cells that are located at the ob-
ject border (for example the shoulder of a person) would therefore use gradient
information of both the object and background for normalization. Since vari-
ations in the background can be high, normalization should only be applied
using image information of the object. For this purpose, Dalal and Triggs in-
troduce the concept of overlapping blocks. Each block is a group of b × b cells
and a cell is part of multiple blocks. Typically, b = 2 and the number of blocks
B = b × b. Each cell is specifically normalized for each of the block configu-
rations that it is part of. The description of a cell is the concatenation of all B
normalized versions of the cell orientation histogram. The feature vector de-
scribing the total image window is the concatenation of all cell descriptions.
Thus, the gradient histogram information of each cell is stored multiple times
with different normalization factors. Although normalization is still applied us-
ing background information in certain blocks, the classification algorithm can
select the relevant blocks.

2.3.5 Classification

Techniques have been discussed to find interesting positions in the image and
to make invariant descriptions of the region around these positions. In order to
make automatic decisions using these image descriptions, a classification sys-
tem is required. Two global types of classification systems are available: binary
classification and multi-class classification. We will focus on binary classifi-
cation and treat multi-class classification as a multiple of binary classification
tasks. Each classification system takes a set of feature vectors as input. Each
feature vector is a high-dimensional description and the set of training sam-
ples can be visualized in a high-dimensional feature space defined by the fea-
ture vectors. The classification problem is defined by samples of two classes,
that we will call the positive and negative classes. This classification problem
where the data are manually labeled is called supervised learning, in contrast
with automatic labeling of samples in unsupervised learning. The classification
boundary between the positive and negative samples in this high-dimensional
feature space is called the decision boundary. An example of such a decision
boundary is shown in Figure 2.7. A training algorithm generates the decision
boundary from the training samples. Classifying a new unknown sample is
performed by calculating the proximity to the decision boundary, by means of
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Figure 2.6 — Block diagram of the HOG-feature generation.

the distance in the feature space. Within binary classification, there are two
main approaches for classifying unknown data. One is non-parametric classifi-
cation, in which a direct comparison is made between the unknown test sample
and the training samples. The other is model-based classification, where a model
is abstracted from the training data and each test sample is compared with the
model. An example of a classification method of the first type is Nearest Neigh-
bor (NN) classification. Training consists of simply storing all training samples.
To classify an unknown sample, the training sample with smallest distance to
the unknown sample is calculated and its class label is returned.

When training an object detection system, the amount of training samples

Figure 2.7 — Ideal decision boundary for error-free classification. Training samples
are depicted as dots in an N -dimensional space, where the color shows the class
label. The decision boundary is depicted as a blue curve. For simplicity, the N -
dimensional decision boundary is depicted as a curve in the two-dimensional plane.
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is typically very large because the system should cover all possible variations
in the object appearance and background variations. Therefore, the method of
classification by comparing against all training samples is impractical and the
use of a classification model is preferred.

There are several ways to construct such classification models, so that we
discuss the three most well-known models. The most simple classification
model is linear classification, where the decision boundary in feature space is
constructed as a hyperplane. Although the actual classification is computa-
tionally inexpensive (inner product), the model cannot deal with complex clas-
sification problems. Neural networks [70] use several layers of classification
functions. Linear weighting is applied in each layer as in linear classifica-
tion, but the system is expanded with a non-linear activation function after
each layer, obtaining a non-linear classification model. A different classifica-
tion technique that can handle complex classification problems is the Support
Vector Machine (SVM) [71]. An extensive overview of different classification
models is presented in the book by Bishop [70].

We will now discuss classifier training and then introduce two popular
model-based classification techniques: linear classification and Support Vector
Machine (SVM) classification.

A. Classification training

The classification model needs to be trained before new unknown samples can
be classified. There are two broad classes of training algorithms: generative and
discriminative algorithms. Generative models first create a model of the distri-
bution of the class labels and feature vectors and then classify an unknown
sample as belonging to the most likely class according to the model. Such
a classifier is called a Bayes-optimal classifier and is known to minimize the
probability of misclassification relative to the estimated density. These train-
ing techniques typically involve estimation of the covariance matrices from the
training samples, which is computationally complex for high-dimensional fea-
ture spaces. Moreover, when the classification problem is strongly unbalanced,
the resulting decision boundary is heavily influenced by the most prominent
class, significantly effecting classification performance. In contrast, discrimina-
tive models directly optimize the decision boundary and tend to create classi-
fiers possessing higher accuracy than when using generative techniques [72].
With respect to this accuracy, Vapnik [73] wrote “one should solve the prob-
lem directly and never solve a more general problem as an intermediate step”,
favoring discriminative models when the goal is a model with accurate classi-
fication and not an accurate model itself.

An example of a generative training technique is Linear Discriminant Anal-
ysis (LDA) [70], while Rosenblatt’s Perceptron [74] is an example of discrimi-
native training.
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B. Linear classification

The decision boundary in linear classification is represented by a simple fea-
ture threshold for one-dimensional data, a line for two-dimensional data and
a hyperplane for high-dimensional data. Although linear classification is com-
putationally attractive, it can only handle simple classification problems with
linearly separable data.

Classifying an unknown sample is performed by calculating the inner prod-
uct between the feature vector x and the normal ω of the classification decision
boundary, the hyperplane. The classification function is defined as in Equa-
tion (2.18), with b being the bias, and the function contains the above-mentioned
inner product, giving

y(x) = ωT · x+ b. (2.18)

Training a linear classification model can be performed using a generative
training technique. An example of such an approach is Linear Discriminant
Analysis (LDA) [70], which is closely related to Fisher’s Linear Discriminant [70].
Each training sample i is represented by a high-dimensional feature vector
xi ∈ Rd and binary class label yi ∈ {−1,+1}. We are given a set of training
samples S = {xi, yi} and the number of training samples ‖S‖ = N .

In LDA, the classification problem is assumed to have normally distributed
probability density functions p(x|y = −1) and p(x|y = +1) with mean and
covariance parameters (µ−1,Σy=−1) and (µ+1,Σy=+1), respectively. The log-
arithm of the likelihood ratio of the probability density functions is used as
the classification measure. In contrast to Fisher’s Linear Discriminant, LDA as-
sumes that the class covariances are identical. In this case, the decision criterion
becomes a threshold on the inner product of the normal of the hyperplane and
the unknown sample, hence ω · x < T , where

ω = Σ−1(µ+1 − µ−1). (2.19)

As already mentioned, generative techniques are computationally expensive
for high-dimensional feature spaces (matrix inversion). A more problematic
issue is that LDA assumes a Gaussian distribution of the class samples, which
is typically not the case. As a consequence, the obtained decision boundary is
not optimal and sometimes even far away from the desired performance. We
do not consider LDA in the remainder of this thesis, primarily because of the
resulting non-optimal decision boundary and the computationally expensive
training stage (model generation).

For a given classification problem, several error-free solutions may be possi-
ble. For example, consider the classification problem depicted in Figure 2.8(a).
There are several decision boundaries that result in perfect classification (de-
picted as bold lines in the figure) of the known training samples. The best solu-
tion is the one that generalizes most towards the unknown new samples. SVM
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approaches this problem through the concept of the margin, which is defined
as the smallest distance from the decision boundary to any training sample
(see Figure 2.8(b)). The maximum-margin concept maximizes the minimum
distance to each of the training samples and will be further discussed in Sec-
tion 2.3.5 - C.

(a) Different zero-error decision boundaries. (b) Max-margin classification boundary.

Figure 2.8 — Linear classification decision boundaries (solid black lines) for normal
and max-margin classification. Training samples are depicted as dots in a two-
dimensional space, where the color indicates the class label.

(a) Decision boundary for linear classification. (b) Decision boundary for SVM classification
in N -dimensional space.

Figure 2.9 — Decision boundaries for linear and Support Vector Machine (SVM)
classifiers. Training samples are depicted as dots, where the color shows the class
label. Decision boundaries are shown as two-dimensional functions for simplicity
and the linear classification is depicted as an ellipse.
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C. Kernel machines: Support Vector Machine (SVM)

A different class of classification systems are kernel machines, of which the
most popular technique is the Support Vector Machine (SVM) [70], [71], [73]. In
contrast to techniques that model the probability distribution of the data, SVMs
are decision machines aiming at binary classification only. The kernel transfor-
mation is used to transform the data sample in a different feature space. When
the classification problem is too complex to be solved in the input space, it can
be worked out in the transformed space. Using this kernel transformation, the
classification function from Equation (2.18) now becomes

y(x) = ωTφ(x) + b, (2.20)

where φ(x) denotes the fixed feature transformation of the feature vector x.
In its simplest form, a linear kernel is used, and data samples are compared

using inner products in their original space. In this case, the set of generated
support vectors can be used to derive a single linear classification boundary.
As mentioned above, linear separability cannot be obtained in the complex in-
put space, then the transformed space can be used to improve the classification
performance. Because the transformed space is typically larger in dimensions,
transforming all training samples into that space would be infeasible. The use
of the so-called kernel trick [73], [75] allows transformations into higher dimen-
sional space (and possible even infinitely dimensional) indirectly, without com-
puting the explicit mapping. We will now explain the linear case in more detail
and for simplicity assume that the data are separable, i.e. an error-free solution
exists. For more details, we refer to [70], [71], [73].

As introduced for linear classification in the previous section (see Figure 2.8),
several error-free solutions may exist for a given classification problem. The
optimal decision boundary is defined as the boundary to which the distance to
each of the training samples is maximum: the maximum-margin solution. This
solution can be motivated using statistical learning theory. A simple insight into
the origins of maximum margin has been given by Tong and Koller [76].

Let us now explain how such a decision boundary with maximum margin
can be found. The maximum-margin solution is found by solving

arg max
ω,b

{
1

‖ω‖
min

i

[
yiω

Tφ(xi) + b
]}

. (2.21)

Suppose that all training data satisfy the following constraints:

ωTφ(xi) + b ≥ +1 for yi = +1
ωTφ(xi) + b ≤ −1 for yi = −1.

(2.22)

These constraints can be combined into a single set of inequalities:

yi(ω
Tφ(xi) + b)− 1 ≥ 0 ∀i. (2.23)
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The size of the margin is defined as 2/‖ω‖2, which allows to find the maximum-
margin hyperplane by minimizing ‖ω‖2, subject to the constraint from Equa-
tion (2.23).

A direct optimization of this problem is very complex. Maximizing 1/‖ω‖
is equivalent to minimizing ‖ω‖2, which is halved for later convenience:

arg min
ω,b

{
1

2
‖ω‖2

}
, (2.24)

subject to the constraint from Equation (2.23). This is a quadratic programming
problem in which we are trying to minimize a quadratic function subject to
a set of linear inequality constraints. To solve this constrained optimization
problem, Lagrangian multipliers ai ≥ 0 are introduced, with one multiplier ai
for each of the sample constraints from Equation (2.23). Adding the Lagrangian
multipliers leads to the following function for minimization

L(ω, b,a) =
1

2
‖ω‖2 −

N∑
i=1

ai{yi(ωTφ(xi) + b)− 1}, (2.25)

where a = (a1, a2, .., aN )T . Setting the derivatives of L(ω, b,a) equal to zero
with respect to ω and b and eliminating ω and b from L(ω, b,a), gives the dual
representation of the maximum-margin problem, where we maximize

L̂(a) =
N∑
i=1

ai −
1

2

N∑
i=1

N∑
j=1

aiajyiyjk(xi,xj). (2.26)

Note that the optimization only involves the kernel computation k(x,x′) =
φ(x)Tφ(x′). Classification of new unknown samples is now performed using

y(x) =

N∑
i=1

aiyik(x,xi) + b. (2.27)

Note that all training samples with ai > 0 are support vectors and samples
with ai = 0 do not affect classification outcome and are far away from the
decision boundary. Examples of decision boundaries for linear classification,
and classification using support vectors, are shown in Figure 2.9.

Although SVMs achieve a good generalization performance, the computa-
tional complexity of testing is much higher than with linear classification [77],
[78]. To classify a sample with an SVM, its feature vector needs to be compared
to all of the support vectors, where linear classification requires only the calcu-
lation of a single inner product. Note that solely for a linear SVM, the classifica-
tion function from Equation (2.27) can be rewritten into a simpler form

y(x) =
N∑
i=1

aiyix
T
i x+ b =

{
N∑
i=1

aiyix
T
i

}
x+ b = ωTx+ b, (2.28)
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leading to the same result from Equation (2.18), which represents a single linear
classification function. The beauty of this result is that the computational com-
plexity is reduced to a single inner product, which is efficiently implemented
in every modern computing system. Therefore, we will use a linear SVM in
the remainder of this thesis. We will use the SVM classifier in Chapter 3 for
object classification and in Chapter 4 for the detection of objects. In addition,
because SVM training involves solving a complex optimization problem, a fast
and accurate training algorithm is introduced in Section 4.4 that embeds the
max-margin constraint directly into the linear classification constraint.

2.4 Overview of object categorization

In the previous section, we have discussed techniques for the extraction of in-
formation from images. The different techniques enable the localization of in-
teresting locations in the image, the description of the region around these loca-
tions, and the inference of a hypothesis on the image using classification. These
techniques will now be applied to construct applications for the technology ar-
eas, as introduced in the first section of this chapter (see Figure 2.2). This section
introduces an object categorization system, while the next section will outline
an object detection system.

We consider an object categorization system with a static camera observing
a scene, as typically used in video surveillance. This categorization system is
depicted in Figure 2.10. Each detected moving object is compared to the set
of object models and categorized as belonging to the most similar class. For
video surveillance applications, these classes can be persons, cars or buses, etc.
Moving objects are detected using background modeling, as introduced in Sec-
tion 2.3.1. Because the camera position is fixed, the background is static and can
therefore be modeled. After learning the background model, each input video
frame from the camera is compared to the model. The image pixels that are dif-
ferent from the background define moving objects. The categorization system
focuses on the classification subsystem as visualized at he right in Figure 2.10
in the red rectangle.

To detect moving objects in the scene, we use the technique from Müller-
Schneiders et al. [5]. Initially, a low-resolution texture and intensity analysis is
applied, comparing the input image and the background reference frame. The
initial resulting foreground image blobs are further analyzed at original image
resolution (becoming blocks after upscaling), to obtain a pixel-accurate segmen-
tation mask. The extracted objects are represented by a shape and bounding
box description and will be referred to as Regions of Interest (ROIs).
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Models

Bus

Class
label

Compare 
models

Object detection
(background modeling)

Figure 2.10 — Overview of an object categorization system.

In the following, we discuss three different categorization algorithms.

1. Region of Interest (ROI) categorization. This has its origin in video surveil-
lance systems, where classification is commonly based on the properties
of the object blob of the object ROI.

2. 3D Wireframe models are typically applied for traffic surveillance and match
3D wireframe models with the input image. This involves an initial 3D-
to-2D conversion stage, followed by similarity measurements.

3. Local image description algorithms match several object parts with the input
image and classify based on the combined similarity. These so-called Bag
of Words (BoW) algorithms are very popular in the domain of generic
object recognition.

2.4.1 Categorization using region-of-interest

Region of Interest (ROI) techniques are the most simple object models and are
computationally inexpensive. The object detection subsystem generates a bi-
nary mask for each moving object. This object ROI provides information about
the object pixel-size and, when evaluating over multiple video frames, the ob-
ject speed and rules for perspective changes can also be integrated (Section 3.1).

Although these techniques are interesting because of their low computa-
tional complexity, they are not very robust. Since the model depends on the
prior object detection stage, errors generated by the background modeling al-
gorithm result in incorrect descriptions of the object ROI, often leading to mis-
classification. This becomes even more problematic when shadows and occlu-
sions occur surrounding the object of interest.
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2.4. Overview of object categorization

2.4.2 Categorization using wireframe models

To overcome the limitations of the ROI object models, more accurate models
can be used. An example of a more detailed object model is found in the use of
wireframe models [79]–[82]. 3D wireframe model techniques concentrate pri-
marily on the edges of image pixels describing significant transitions of the ob-
ject, which then lead to a descriptive model of the object under consideration.
Figure 2.11 shows a classification system using wireframe models for vehicles.
The wireframe model is manually constructed by creating a separate 3D model
for each considered object category. During matching, each model is matched
to the image and the best matching model determines the object class. Model
matching is applied by first converting the 3D model into a set of 2D lines. This
conversion can be applied when the camera is calibrated and the object position
and orientation are known.

Although the wireframe description is independent of shadows and has a
higher robustness to occlusions, accurate camera calibration is required to sup-
port the mapping of the 3D models to the 2D image plane with sufficient ac-
curacy. Furthermore, the definition and creation of the 3D models is subject to
various questions, such as size and resolution of the model and the matching
with non-geometrical shapes. In Section 3.2, 3D wireframe modeling will be
applied in more detail and evaluated for traffic surveillance.

2.4.3 Categorization using pixel-level image features

The two previously introduced categorization techniques make only limited
use of the actual appearance information contained in the image. The ROI tech-
niques exploit the actual image content only in the prior object detection stage.
The edge-based model from wireframes will sometimes be successful, but the
model is too limited for many general object detection problems. The under-
lying assumption in the creation of the model is that the visible edges are also
the discriminative features for object categorization. However, such a group
of edge pixels is not the only distinctive feature of an object, so that an object
description may be supplemented with other features at the pixel level.

More recently, such techniques exploiting different pixel-level image fea-
tures have been proposed. An approach is to describe objects in terms of small
image patches, where each patch contains the description of a group of pix-
els, outlining a specific feature of the object. Local feature modeling for object
recognition was pioneered by Csurka et al. [83] and has received much atten-
tion [84], [85]. A simplified view of such a classification system is depicted in
Figure 2.12. Each image patch describes a small visual part of the image (e.g.
a wheel for the category Car). During the learning stage, a dictionary of visual
features is constructed by sampling patches from several images of all object
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categories. This dictionary is then used to describe the object by means of the
occurrence of the independent image patches. Finally, a classification algorithm
uses the description to determine the class label of the object. We will discuss
this technique in more detail in Section 3.3.

Summarizing, we have presented three different techniques to construct an ob-
ject categorization system: Region of Interest (ROI) techniques, 3D wireframe
models and a feature dictionary system. The next chapter will further elaborate
on such categorization systems and evaluate several design choices for such
systems (Chapter 3).

2.5 Overview of object detection

In the previous section we have introduced the Object Categorization technol-
ogy area. Detected objects are classified into the set of known object classes,

Car Car

Classification3D Wireframe 
matching

Motion 
detection

Figure 2.11 — Matching 3D wireframe models onto the image. 3D models are matched
to each object region from the input image and matching results are overlayed.

Feature 
dictionary

ClassificationDictionary
matching

Motion 
detection

Point 
selection

Figure 2.12 — Object categorization with dictionary-based local feature models using
selected image points for comparison and classification.
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while the detection of objects in the image is performed with background mod-
eling. This requires a static camera, which cannot be used in some cases because
the background changes continuously. In such cases, a more advanced object
detection system is required that can localize the objects independently from
a background model. In this section we will remove this fixed camera con-
straint and introduce the technology area Object Detection. Detection is applied
by searching the image for regions that are visually similar to the desired ob-
ject class, in contrast to searching for regions that are different from the scene
background.

In this section, we will discuss first single-class object detection and then
extend this to the detection of multiple object classes.

2.5.1 Single-class object detection

Several algorithms for this purpose have been proposed in literature. The most
straightforward solution is correlating a pixel template of the object with the
image. In this approach, locations with high correlation correspond to object
locations. However, real-world objects typically have high variations in ap-
pearance, leading to a poor detection performance for template matching.

More robust detection techniques have been proposed that can deal with a
larger variation in the object appearance. An example class of techniques uses
Bag of Words (BoW) models that are also applied for the purpose of categoriza-
tion [83], as in the previous section. The image is scanned using a sliding de-
tection window and at each position, the feature dictionary is compared to the
image region and the resulting description is classified into object/background.
Typically, these models only use the appearance information of the visual dic-
tionary features and ignore the spatial structure of these features. The Implicit
Shape Model (ISM) [86], proposed by Leibe et al., extends the appearance infor-
mation by adding implicit spatial information to each of the dictionary features.
This is implemented by storing the relative position of the feature to the object
center. During object detection, each dictionary feature that is matched to the
image, casts a vote for the center position of the object. An object is detected
when sufficient votes are casted in a local region. Although this results in an
improved detection performance, the computational complexity increases sig-
nificantly. Moreover, the selection of relevant features and their spatial relations
is very difficult and these relations are only valid for a specific object category,
and require the generation of different visual dictionaries for each of the object
classes.

Dalal and Triggs have proposed an object detection technique that creates
a global description of the image [60]. The Histogram of Oriented Gradients
(HOG) descriptors are introduced in Section 2.3.4 - B. Instead of using Inter-
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est Point Operators (IPOs) to pre-select relevant image locations and then later
storing the positions of these points, they propose to create a dense representa-
tion of the image. Spatial relations between different object parts are therefore
embedded implicitly. Detection is performed by applying a sliding detection win-
dow onto the image and classifying the image data into object/background at
each periodic block-based position. Note that each object class requires a differ-
ent classifier. A visual explanation of this sliding-window technique is shown
in Figure 2.13. Classification at each window position is typically performed
using a linear classifier or more advanced Support Vector Machine (SVM) clas-
sification (see Section 2.3.5).

The advantage of this global description technique is that only a single fea-
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Figure 2.13 — Object Detection by searching the image for visually similar objects.
During training, object samples (left) are processed to generate an object model.
During detection (right), a detection window is slid over the image and the image
is classified at each position into object/background.
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Figure 2.14 — Automatic subcategorization of training samples to create subclass
detectors.
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ture representation needs to be evaluated without a complex feature selection
stage during training. Selection of the important parts of the total feature repre-
sentation of the object descriptions is now performed using standardized tech-
niques for classifier training, which enables the re-use of techniques from the
machine learning domain. In Chapter 4 we will discuss HOG-based object de-
tection in more detail.

2.5.2 Multi-class object detection

In the previous subsection we have introduced an object detection system that
does not require a preceding motion-based detection stage and directly matches
an object model onto the image. Instead of using a visual feature dictionary
with multiple local image feature descriptions, we use a global representation
of the image. The detection considers a single object class. A straightforward
way to extend towards the detection of multiple classes would be to train mul-
tiple single-class detectors and to slide each detector independently over the
image. A secondary extension of such multiple single-class detection is to im-
prove the detection robustness for a single object class by dividing the training
set of the object class in multiple smaller subclasses, covering different clustered
variations of the class (e.g. viewpoint).

In this section we will introduce the above approach and focus on how to
find these multiple subclasses automatically. Sometimes a single detector is
not sufficient to cover the total variation in object appearance. This variation
is caused by e.g. changes in luminance, due to sunlight, shadows, etc., but also
the different views of the same object can lead to different classification features.
On top of this, there is an intrinsic variation of the object class called intra-class
variation (e.g. pickup truck vs. station wagon).

The descriptor used in the Histogram of Oriented Gradients (HOG) [60]
detector, discussed in the previous section, adds invariance to illumination and
contrast changes, but only partially to the intra-class and viewpoint variations.
This means that the classification of the features into object/background should
be good enough to handle these variations.

There are three principal options to improve classification performance.

1. Object description. More descriptive feature spaces can be used that can
handle more variation in the object appearance. However, there is a fun-
damental limitation, since each description is generated from a 2D image
that represents a three-dimensional object.

2. More advanced classification. Conventional classifiers rely on simple lin-
ear classification where the classification boundary is a hyperplane. More
advanced classification would involve non-linear boundaries that usu-
ally more complex. Dalal and Triggs [60] show that replacing the linear
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classifier with a Support Vector Machine (SVM) improves detection per-
formance. However, this improvement comes at the cost of a significant
increase in computational requirements.

3. Problem classification sub-division. A straightforward option is the division
of the initial problem into smaller sub-problems that are more easy to
solve. Each independent sub-problem can then be solved using a simple
classifier.

In this thesis, we have adopted the third approach for further exploration.
The use of more descriptive features can only lead to a limited improvement
in the robustness for object variations, leading to a limited gain in detection
performance. Improving the classification algorithm by using an SVM leads
to a significant increase in computational complexity (typically in the order of
100–1,000 times the complexity of the simple linear classifier). This is infeasible
for a typical detection system. Therefore, we will investigate in more detail the
option of sub-dividing the problem in smaller classification tasks.

The division into subclasses is not straightforward. Splitting the class man-
ually does not automatically lead to the best overall detection performance. In
Chapter 5, we propose a novel automatic unsupervised subcategorization al-
gorithm that automatically divides the total set of object samples in subclasses,
while optimizing the total detection performance.

Figure 2.14 shows the results of automatic subcategorization. At the left,
the object ‘car’ is represented by several training samples (the green dots in the
feature space). The subcategorization divides these samples into multiple sub-
sets that are each used to train independent classifiers. We will investigate the
improvements in detection performance and the practical use of the identified
subclasses in Chapter 5.
Summarizing, we have introduced an object detection system that is indepen-
dent of a preceding motion-based segmentation stage and can directly locate
objects using their visual appearance. A sliding detection window is proposed
that scans the image and classifies the image at each position into object vs.
background. This detection system will be evaluated in more detail in Chap-
ter 4. To solve more complex object classes with high variations, an extended
detection system is introduced that divides the initial problem in smaller sub-
problems, which can be solved independently using a simple classification tech-
nique as a sub-system. The extension towards multiple subclasses and the au-
tomatic generation of these subclasses will be discussed in more detail in Chap-
ter 5.
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2.6 Summary and conclusions

In this chapter we have presented an introductory overview of techniques for
the automated analysis of objects in images and videos. Different algorithmic
components for the analysis of image data have been introduced.

• Pixel-based object detection: background modeling is used to create a model of
the scene background using a non-moving static camera. Pixels that are
different from the background model are grouped into blobs that repre-
sent foreground objects.

• Interest point operators select points in the image with high information
content. These points can be used as a pre-selection stage of specific areas
in the image.

• Descriptors for interest points use the detected image points and create a
description of the local image region around each point that is invariant
to small changes in intensity and object deformation.

• Descriptors for dense sampling remove the prior interest point selection stage
and create a dense representation of the image.

• Classification systems are used to infer information on the class-label of
each object, using the generated image descriptions.

The presented algorithmic components are selectively used in specific combina-
tions to create different object recognition systems in the upcoming chapters of
this thesis. These systems can be divided into three different technology areas.
For each technology area, we have selected the most appropriate algorithmic
components to construct the analysis system. Let us now briefly discuss each
analysis system and the applied underlying components.

1. Chapter 3: Object categorization assumes that moving objects have already
been extracted from the images in a preceding motion-based detection
stage, as typically used for video surveillance with a static camera. Hence,
this is based on the above component “Pixel-based object detection: back-
ground modeling”. Moving objects are classified by the categorization
system into the set of known object classes. Three different techniques for
categorization have been identified: Region of Interest (ROI) techniques
that evaluate the binary background subtraction mask, wireframe mod-
els that describe the object by a set of visible edges, and pixel-level fea-
ture techniques that describe the image using a visual dictionary of small
image patches. Whereas the first two techniques are quite specific, the
third technique relies on the algorithmic components “Interest point op-
erators”, “Descriptors for interest points” and “Classification”.
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2. Chapter 4: Object detection assumes that no prior detection stage has been
applied, which removes the static camera constraint, thereby omitting the
above component “Pixel-based object detection: background modeling”.
Objects are detected by creating a global representation of the image us-
ing the component “Descriptors for dense sampling”. This global image
description is then scanned with a sliding detection window. At each
position, the local image representation is classified into object vs. back-
ground using the “Classification” component.

3. Chapter 5: Multi-class object detections extends the object detection system
by automatically identifying subclasses of the initial object class. When
the detection performance of a single object detector is insufficient, the to-
tal classification problem can be divided into smaller sub-problems which
can each be independently handled by a simple classification system. The
combination of the independent subclassifiers then give an improvement
in detection performance. This part relies on the use of the components
“Descriptors for dense sampling” and “Classification”.

The above partitioning and segmentation of techniques gives a structured over-
view of the fundamental elements that are used in this thesis. However, the list
is not exhaustive, but merely acts as a framework for the design of the analy-
sis systems. In each chapter, specific additional aspects will come to the fore-
ground that will be addressed in that chapter. For example, in the next chapter,
a specific additional aspect is the selection of features for the creation of visual
feature dictionaries.
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“There is nothing more basic to thought and language than
our sense of similarity; our sorting of things into kinds.”

Quine, 1969

3

Object categorization

3.1 Introduction

In Chapter 2, we have introduced several algorithmic components for the con-
struction of object recognition applications and identified three different tech-
nology areas for object recognition in images and video, divided in two fields:
object categorization and object detection (see Figure 2.2). This chapter is dedi-
cated to the first technology area: object categorization, which was introduced
in Section 2.4.

An initial stage of a categorization system is the detection of moving objects.
A typical technique for this type of detection is background subtraction, where
the image is segmented in a static scene background and moving foreground
objects. The task of the categorization system is the classification of each fore-
ground object into one of the known object classes.

We have identified three types of techniques for object categorization:

1. Region of Interest (ROI) Models. These models use the segmentation mask
from the initial detection stage (here, background subtraction). Typically,
the pixel-size of the object ROI is used directly for classification. These
models will be briefly discussed but will not be elaborated further in this
chapter.

2. 3D Wireframe models describe the object by its visible lines (edges). The
models are typically used for traffic surveillance. 3D Wireframe models
are transformed to the 2D image space using camera calibration. A sim-
ilarity score is calculated for each object model by matching it onto the
image. A more in-depth study for wireframe models is presented in Sec-
tion 3.2.

3. Pixel-level image feature models use descriptions of pixel-level image data,
instead of only modeling the visible lines of objects (edges). Several object
parts are matched with the input image and classification is performed
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3. OBJECT CATEGORIZATION

based on the combined similarity. Various aspects of these feature-based
categorization systems will be evaluated in Section 3.3.

Region of Interest (ROI) models. We will now briefly introduce the ROI techniques
in more detail. The initial detection stage with motion detection generates a
segmentation mask for each moving object, which is delineated by a bounding
box. The mask enclosed in the bounding box provides information that can be
used as a feature, as illustrated in the following literature overview. Bose and
Grimson [87] use the area of the box and the percentage of foreground pixels
within the box for classification. The y-coordinate of the box is employed to
compensate for the size changes caused by 3D distance in the scene. Zhang
and Kletter [88] employ the aspect ratio of the object bounding box and extend
this with information from a corner detector to improve performance. Javed
and Shah [89] use recurrent motion and projection histograms for object clas-
sification. Leo et al. [90] extract several statistical features from the projection
histograms in combination with a neural network classification system. They
show that the system obtains a good performance, but when objects merge,
misclassification occurs. Morris and Trivedi [91] apply PCA and LDA clas-
sification on different measurements from the ROI of each detected object to
categorize into three different vehicle classes. To obtain perspective invariance,
Haritaoglu et al. [92] use projection histograms in x- and y-direction. Although
these projection histograms result in descriptions that are more robust to small
errors in the object segmentation process, they are highly sensitive to shadows
and occlusions. The shape information for each moving object is extended with
motion periodicity, which again uses the error-sensitive projection histograms.
Moreover, Javed and Shah [89] mention that a minimum object size of 50 × 30
pixels is required for optimal performance, which is too high for typical surveil-
lance video. Haritaoglu et al. [92] even require 75× 50 pixels.

Car

PersonCar

Person

Figure 3.1 — Object categorization using ROI techniques and sensitivity to shadows
and occlusion. During normal operation, classification is correct (left). Incorrect
classification can be caused by shadows or occlusion (right).
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3.1. Introduction

Although the above techniques from literature are interesting because of
their low intrinsic computational complexity, they lack algorithmic robustness
for several reasons. The ROI can be larger because of detected shadows at-
tached to the object, or smaller when an object is occluded (see Figure 3.1).
Because errors in background segmentation will occur regularly and shadows
and occlusions are inevitable with certain weather conditions or scene config-
urations, the ROI techniques are regularly prone to errors in categorization of
the moving objects. In all the above critical cases, the ROI techniques will fail
to correctly categorize the moving object. Moreover, even when a perfect initial
detection stage results in an accurate segmentation mask, the descriptive capa-
bilities of the described features from that segmentation mask are limited, since
they are based on the object contour only.

This explains why we have omitted this approach for further research and
have focused on the other two categorization approaches.

In this chapter, we commence with an initial study on wireframe-based cate-
gorization and then explore extensively the pixel-based local feature technique.
For these approaches, we evaluate the categorization performance and com-
putational complexity. We aim at an embedded implementation in which the
available computation power varies with the platform capabilities, so that a
scalable algorithm can offer various degrees of categorization performance and
can be executed at a range of platforms.

The objective of this chapter is to find a categorization algorithm that em-
ploys (1) descriptive features from the object, and (2) is sufficiently generic to
re-use the concept for other object classes, while (3) being configurable in a sim-
ple way to limit the manual annotation process of the object model generation.

We will start by investigating 3D wireframe models in the next section.
These models are interesting (e.g. cars), as they can be efficiently matched to
key lines of the object in the image. The models are created manually using
3D modeling software, directly from the car specifications. Because each dif-
ferent vehicle type requires a different 3D model, we should consider the gen-
eralization of the approach towards different vehicle types. Furthermore, we
want to know how much categorization information is contained in the physi-
cal boundary lines of cars.

After evaluating 3D wireframe models, pixel-level local feature models are
introduced in Section 3.3. Local features address smaller parts of the image and
a set of such features should be sufficiently accurate in describing the object.
Using multiple training images, a set of multiple features is created that is used
to discriminate the different classes. Such a set of local features is referred to as
a visual vocabulary, also called bag-of-words or bag-of-features. A research ques-
tion is how many visual dictionary features are required to obtain a good cate-
gorization performance. Multiple aspects of this type of categorization system
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3D Wireframe modeling (3.2) Conclusions (3.4)Local feature models 
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Discussion (3.2.5)
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Conclusions (3.2.6)

Figure 3.2 — Schematic decomposition of the remainder of this chapter.

are investigated. First, we evaluate the effect of the first image sampling step,
in which image positions are selected for comparison with the dictionary. Sec-
ond, selection methods for the creation of a visual dictionary are investigated.
Third, the actual matching process of comparing the image features with the
dictionary features is evaluated. In each of the experiments, we evaluate the
effect of limiting the required computational complexity on the system catego-
rization performance.

The sequel of this chapter is constructed as follows (see Figure 3.2). We will
start by evaluating the 3D wireframe models in more detail in Section 3.2. Next,
an extensive evaluation of the pixel-level image feature models is performed in
Section 3.3.

3.2 3D Wireframe model matching

In this section, we will evaluate the applicability and limitations of 3D wire-
frame models for object categorization in video surveillance systems. Although
the matching of such object models onto video data has been subject of several
academic publications, the practical limitations for use within real-world video
surveillance systems have only been touched upon. We will first introduce re-
lated work of 3D wireframes for object recognition and then discuss several as-
pects of such algorithms. A general introduction on wireframe modeling was
presented in Section 2.4.2.

3.2.1 Related work on wireframe modeling

Model-based detection and tracking algorithms using wireframe models are
commonly divided in two main processing steps, namely ROI selection and
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3.2. 3D Wireframe model matching

pose estimation. First, moving objects and their ROI are found by motion detec-
tion. This can be applied with algorithms like optical flow [93], or background
subtraction (as introduced in Section 2.3.1). Second, the detected regions are
supplied as input to the pose-estimation algorithm that maps a 3D model onto
the image pixel data.

To detect vehicles in images, Tan et al. [79] propose a line model of a typical
vehicle to recover the orientation and location of the object. They distinguish
three different car models (saloon, hatchback and station wagon) by compar-
ing the matching score of each model. Each model is matched to the image by
first estimating the main object orientations from the gradient orientations in
the evaluated ROI. The 3D model is then rotated and correlated to the image
for each dominant rotation. Kollnig and Nagel [80] use optical flow to analyze
object motion and apply tracking of vehicles using 3D models. In contrast to
Tan et al., they match the model lines directly to the gradient information of
the image pixels. Then, an Maximum A Posteriori (MAP) estimation of the
object state (defined by position, rotation and speed) can be made to directly
estimate the 3D vehicle pose. Whereas the previously proposed techniques use
a fixed wireframe definition, Pece et al. [82] extend towards a flexible wireframe
model, which can be matched onto vehicles with more variation, by iteratively
updating the model pose parameters using Expectation Maximization (EM).
Tsin et al. [94] try to construct a single Active Shape Model (ASM) from different
initial 3D models and match this flexible model to the image for the purpose of
vehicle re-identification. A probabilistic 3D model is proposed by Min et al. [95],
which models an ensemble of object parts and their 3D relationships. It shows
good performance for the detection of cars under extreme viewpoint variations.
Each object class again requires its own 3D model. More recently, Leotta and
Mundy [96] extend the simple 3D models from Kollnig and Nagel [80] and Fer-
ryman et al. [97] with a more advanced model. They consider five 3D models
of standard car types, but without buses1 and trucks. Very similar to our pro-
posed solution for categorization is the work from Buch et al. [98], which also
uses a separate 3D wireframe for each object category. They use a total of 10
different wireframe models to categorize vehicles in four categories.

3.2.2 Algorithm for 3D wireframe matching

Our approach is that we assume that 3D models of car types are available in
a database which appears to be true in practice. We will obtain categorization
by comparing these models to the identified motion-based regions in the image
that potentially contain a car. These regions are found by the preceding back-
ground subtraction stage as explained in Chapter 4. Since the 3D model in the

1Although the spelling of the plural of a bus as “busses” was quite popular during the First
and Second World Wars, the popularity has decreased since 1960.
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Figure 3.3 — System diagram of the 3D wireframe classification system.

database is well-defined, we use this to transform it into a 2D representation
that can be matched with the specific image region under consideration. The
view onto the 3D car model for the desired 2D transformation is essential. In
order to match this view with our potential car region, we need two informa-
tion components per object: a 2D translation in the ground plane and the object
rotation along the axis perpendicular to this ground plane. Furthermore, we
implement a fixed camera calibration to define the transformation from the 3D
model to a 2D view located on the ground plane. Finding these three unknowns
is generally regarded as “pose estimation”.

We will now introduce our algorithm for matching 3D wireframe models onto
the image which was intended as a technology evaluation for this type of mod-
eling with the objective to decide the applicability of this technology for object
categorization with a broad set of object categories. This work [9] starts with an
architectural of the functions overview and then describes the algorithm in de-
tail. The system architecture is depicted in Figure 3.3. First, moving objects are
detected in the image from the camera by the “Object Detection” block. These
detected ROIs are visualized as white rectangles in Figure 3.4(c). Next, in Block
A, the rotation of the object is estimated for each moving object using the direc-
tion of the pixel gradients (see Section 3.2.2 - A). Then, the 3D model is projected
into the camera image (Block B) using the camera calibration information and
the rotation information (Section 3.2.2 - B). In Block C, the set of resulting lines
is matched onto the image (Section 3.2.2 - C). Finally, classification is applied in
Block D using the matching scores of all models (Section 3.2.2 - D).

Each detected object in the image is processed independently. In the algo-
rithm description, we make the following assumptions.

• The bounding box of each detected moving object that is processed is
assumed to contain only a single object.

• The merging and splitting of multiple objects is ignored.

Let us now discuss each of the processing stages of the categorization algorithm
using our 3D wireframe modeling approach. Example intermediate results of
the different algorithmic stages are shown in Figure 3.4.
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3.2. 3D Wireframe model matching

A. Orientation of the object model

Given the input image and the ROI of each detected object, the orientation of
the object is now estimated. Although motion is an important cue, we do not
use this in the first experiments and focus on the visual information available
in each independent video image. We base our algorithm for finding the object
orientation on the work of Tan et al. [99]. They propose a histogram of the ori-
entation of visible lines of the object, to determine an initial object pose. This is
based on the assumption that the visible lines in a vehicle are mostly oriented
in the motion direction. The histogram is constructed using the results of a line-
detection stage on the edge-detection results of the input image. This approach
is improved by Tan and Baker in [100] by using the raw gradient directions of
the input image. Peaks in the histogram of these gradient directions are used
to determine the most obvious orientations of the object.

Gradient calculation is first applied to the input image inside the object bounding
box. A 3 × 3 Sobel filter is used in the x- and y-direction to determine the am-
plitude and the direction of the gradient (similar to the more simple gradient
measure used in Section 2.3.3). All pixels that do not belong to the segmentation
mask of the object detection step are ignored. Pixels having a gradient ampli-
tude below a threshold are also omitted (this threshold value has been empiri-
cally determined to be set at 10% of the maximum image intensity value). The
result on a typical traffic image is shown in Figure 3.4(b).

Orientation histograms are calculated from the computed gradient directions for
all object pixels (we used a bin size of two orientation degrees). Next, the his-
togram is sorted to obtain the most frequent orientations. The main orientation
is used as the principal model rotation for the subsequent processing step. As
can be seen in Figure 3.4(c), the calculated orientations are close to the actual
orientation of each object. The white lines show the calculated principal ori-
entation, while the thinner blue lines highlight the second and third closest
orientations. To show difficulties, Figure 3.4(f) shows two examples where this
computation is not successful. At the left of the figure, occlusion from static ob-
jects in the scene (traffic lights) results in an incorrect calculation. At the right
of the figure, we show a miscalculation caused by the limited visibility of the
side of the object.

B. 3D model projection

Using the estimated orientation of the object, the 3D model can now be trans-
formed to the 2D image plane. Note that both the intrinsic and extrinsic camera
calibration parameters and the position of the object in the scene (center of the
ROI) are required for this conversion. The algorithm requests a projected model
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for a certain pose and translation in the camera image. We use the Open Graph-
ics Library2 to apply the projection of the 3D object to the 2D image coordinates.
The projection is calculated and the set of projected model lines is returned.
This set of 2D lines is used in the matching process as described next.

C. Matching of the object model

The detected object ROI gives a coarse object positioning. A more accurate posi-
tioning of the 3D model on this region now needs to be obtained. To determine
the pixel-accurate translation of the model with the ROI, the 3D model is con-
verted into a set of 2D lines. The matching is based on the fact that physical
object edges appear in the image as significant gradients.

Vicinity map generation. First, the set of 2D model lines is converted to a pixel
representation: the vicinity map. The values of this map specify a (blurred) 2D
pixel model of the 3D wireframe model (as defined in Equation (3.1)). Each
value represents the minimum distance from this pixel position to the closest
model line. This 2D image is used as a template for correlation computations
within the input image. If the spatial distance between object model lines and
edges in the image is small, it is highly probable that the two line sets match.
To improve matching, the model image (i.e. the vicinity map) is smoothed by
convolution with a Gaussian kernel. For the traffic images used in the experi-
ments, we have found that a Gaussian filter kernel with σ = 1.5 pixels provides
good matching results, using pictures at a CIF resolution (352 × 288 pixels). It
is evident that this value is strongly related to the image resolution and scale of
the object. The values of the vicinity map P are computed as

P (I(x, y), L) = max
p

(e−(dx,y,p
2/(2σ2))), (3.1)

where dx,y,p defines the point-to-line distance from the current pixel (x, y) to
the model line Lp from the set of model lines L (as defined in [81]). The max-
operator is used to select the distance to the closest model line.

Matching algorithm. The vicinity map is matched onto the image gradient repre-
sentation, as calculated in the orientation estimation stage from Section 3.2.2 -
A. The model is matched by a shifting operation of the model on the image and
then for each position computing a matching score. The actual matching score
for a model is calculated using a novel metric, which is based on the metrics
proposed in the seminal work from Kollnig and Nagel [80] and Lou et al. [81].
The first metric is based on two evaluations. To this end, the above-mentioned
Gaussian-filtered vicinity map is included in the first evaluation. The first eval-
uation involves the calculation of the spatial distance from the current pixel in

2OpenGL: Open Graphics Library: http://www.opengl.org/
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the input image to the closest projected model line, based on the vicinity map.
The second evaluation as part of the first metric is an orientation distance com-
putation, representing the orientation similarity between the gradient of the
respective model line and the gradient of the current input pixel. The second
metric [80] is based on the difference in gradient magnitude between each in-
put pixel and the closest model line. The use of this second metric is motivated
by the consideration that a real edge detector gives a hard decision on the ob-
ject boundaries, whereas our proposal to use the original gradient values in
the image at those locations, gives a much more dense description of the ob-
ject boundary lines in the image. We have found empirically after a number
of experiments that the combination of these two metrics gives an improved
detection performance, compared to the individual use of those metrics as a
performance measure.

More formally, the total matching score M between the image pixels I and
the set of model lines L is now defined by

M(I, L) =
∑
x,y

(
(gx,y · np) · P (I(x, y), Lp)

)
, (3.2)

where gx,y defines the normalized gradient vector of the input pixel (x, y) and
np defines the normal of the closest line segment Lp. The inner product be-
tween gx,y and np defines the evaluation of the edge orientations and is maxi-
mum when the orientations are equal. To enhance the computation efficiency,
the vector product (gx,y ·np) can be calculated simultaneously with the calcula-
tion of the gradient image. The weighted distance p P (I(x, y), Lp) specifies the
output of the vicinity map creation, discussed above (see Eq. (3.1)).

The matching score of a typical input image of a traffic scene is shown in
Figure 3.4(d). Red/dark pixels show a correct match, while blue/light pixels
correspond to an incorrect model match. Finally, the resulting projected 3D
models for the best-matching pixel position are superimposed on the cars in
Figure 3.4(e). Note that two cars are correctly matched, while the bicycle (top)
and truck (bottom) result in low matching scores.

D. Classification

For each object class, a separate 3D model is used. Each model is matched in-
dependently and the model that obtains the highest matching score is selected
as the detected model category. For our experiments, we only use a single 3D
object model, representing a car. The matching scores are visualized in Fig-
ure 3.4(e) and already from this single-class classification, we can distinguish
the cars from the other objects in the image. The ultimate goal of the model-
based classification is to classify each object, using a large database of 3D object
models. Although the gradient representation of the input image only needs to
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be made once, each model is independently matched. Therefore, the compu-
tational cost of matching is linear to the number of object models. It is known
that despite using larger databases, more efficient implementations are possi-
ble [101].

3.2.3 Model creation

A 3D wireframe object model is defined by a set of 3D model lines. Each model
has been created in the external modeling tool Blender1. The models are created
using the manufacturer specifications (sizes) of the considered vehicle. Fig-
ure 3.5(a) shows a side view from the model, drawn over the background image
with correct scale. Figure 3.5(b) depicts a 3D view of the resulting wireframe
model, that is used for matching in the algorithm. The models are exported
from the modeling tool and supplied to the initialization stage of the matching
algorithm.

3.2.4 Experimental results on wireframe matching

To evaluate the detection performance of 3D wireframe models, we have ex-
perimented with a typical surveillance scenario. We have used video from a
static camera overlooking a traffic crossing. Although for a real-life application
multiple models are required, we limit the experiments to a single model (see
Figure 3.5). Moving objects are first detected in the image using the algorithm
proposed by Müller-Schneiders et al. [5]. The wireframe model is then matched
with each detected moving object.

The various stages of the matching process are depicted in Figure 3.4. After
detecting the moving objects, a gradient representation (Figure 3.4(b)) is created
(see Section 3.2.2 - A) that is used to determine the principle vehicle orientation.
The white lines represent the peaks in the orientation histogram that are se-
lected as the principal vehicle orientation, while the thinner blue lines show the
second and third closest orientations (see Figure 3.4(c)). The 3D model is now
rotated using this orientation, prior to mapping it onto the 2D image. Next,
the vicinity map is computed from the 2D model representation and the object
translation is determined by sliding the 2D model over the respective ROI in
the input image (see Section 3.2.2 - C). The raw matching scores are visualized
in Figure 3.4(d). A high matching score (red color) is obtained for objects that
correspond to the 3D car model. The other two objects (bicycle and truck) ob-
tain a very low matching score (blue), because the model cannot be matched to
the image. Note that for the matching models (the cars), the wireframe model
is accurately aligned spatially to the image (Figure 3.4(e)).

1Blender: OpenSource 3D graphics creation: http://www.blender.org/
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(a) Camera input image. (b) Gradient magnitude of object edges.

(c) Principal object orientations. (d) Matching scores heatmap.

(e) Best matching model poses. (f) Static occlusion (left) or limited visibility
(right) causes incorrect orientation.

Figure 3.4 — Process of matching the 3D wireframe model to each of the moving
objects in the input image.
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(a) Modeling using a correctly scaled real object
image in the background.

(b) 3D-view of the resulting model that is used
for matching to the image.

Figure 3.5 — Creation of 3D wireframe object models using real-world vehicle specifi-
cations, constructed by the modeling application Blender.

3.2.5 Discussion

We will now discuss different aspects of the model matching and background
aspects of our experiments. These aspects are relevant for applying this tech-
nique in a real-world video surveillance system.

Object orientation. Calculation of the object orientation is performed using the
gradient information (edges) from the image (see Section 3.2.2 - A). In most
cases, the estimated principal orientation corresponds to the actual orientation
of the object in the image. However, estimation fails in certain cases (see Fig-
ure 3.4(f)). Incorrect estimation can be caused by occlusion from static objects
in the scene (at the left of the figure), or limited visibility of object lines repre-
senting the actual direction of the object (at the right). Note that the orientation-
estimation algorithm does not exploit temporal information such as the direc-
tion of movement of the object, which is required to obtain a robust orientation
estimate, especially when part of the object is temporarily occluded or during
poor light conditions.

Object scale and camera calibration. Although the wireframe model is correctly
matched to the image, the model is sometimes slightly larger than the car in the
image (see Figure 3.4(e)). This difference in size of the object in the image and
the applied model has two possible causes. First, different cars have different
physical sizes, whereas the size of the applied 3D model is fixed. Therefore,
a single wireframe model can never accurately be used for matching all cars.
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Second, inaccurate camera calibration results in a different projection of the 3D
model to the 2D image, also resulting in size differences. Therefore, apart from
the selection of appropriate object models (as will be discussed next), camera
calibration needs to be performed accurately, in order to obtain good model
matching.

Model resolution and number of models. Since the main visible lines in the im-
age are resulting from the main vehicle contours, it seems logical to limit the
amount of detail in the model to these contours. However, the effect of adding
more detail to the model is unclear and has never been investigated in litera-
ture. A wireframe model of a simple 3D box will not result in a good match,
and a very detailed model of a sports car will not match correctly onto a pickup
truck. Therefore, it is difficult to select the amount of detail contained in the
model: the model should cover the total within-class variation.

In our experiments, we have only considered the matching of a single object
model. When applying this technique for distinguishing multiple object cate-
gories, it is not clear how many of such wireframes are required. Buch et al. [98]
show that the use of wireframe models can be applied to obtain good catego-
rization performance, but require a total of 10 different wireframe models to
categorize vehicles in four categories. This indicates that 3D wireframe mod-
eling for categorization is not well scalable for a large amount of categories.
Furthermore, depending on the amount of intra-class variation of each object
category, the level of detail required for accurate matching may differ.

The creation of totally independent object models seems redundant, as the
visual representations of these object categories show significant overlap (all
have wheels, windshields, a roof, lights, etc.). Furthermore, when using multi-
ple models, normalization is required to compensate for the difference in model
size and complexity to obtain a comparable matching score.

Computational complexity. The computational complexity of matching 3D mod-
els (ignoring the computational requirements of the motion detection stage) is
constructed from two parts: image pre-processing and model matching. The
pre-processing stage involves the gradient calculation and the orientation es-
timation for each object ROI, which requires only a single iteration over the
image pixels. More complex is the model matching stage, implying the cre-
ation of the vicinity map and the accurate matching, by correlating the model
image with the input image. This stage is computed independently for each
object model.

Aiming at a real-time implementation, a careful selection of the processed
pixel positions should be considered. Experiments have shown that only pro-
cessing every fourth pixel position in the ROI in both the x- and y-direction
(roughly a complexity reduction of a factor 16) does not significantly degrade
the matching performance. This can be explained because the matching score
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does not have a strong peak in the search space and is a smooth function (see
Figure 3.4(d)). This allows for an iterative hierarchical search procedure that
can considerably speedup the matching process, similar to hierarchical block
matching for motion estimation.

3.2.6 Conclusions of 3D wireframe model matching

In this section, we have experimented with the mapping of 3D wireframe mod-
els to the image for the purpose of vehicle categorization in video surveillance.
Moving objects are detected in the image using motion detection, while a wire-
frame model is matched to each moving object. Towards categorization, dif-
ferent models are matched and the best matching object model represents the
object category. The principal object orientation is estimated from the image us-
ing gradient orientation histograms. The 3D model is then projected to the 2D
image, using this principal orientation and the camera calibration information.

We have evaluated the matching performance using a single 3D wireframe
model of a car and have found that 3D wireframe models can be successfully
matched to image pixels, but are not suitable for object categorization. This
conclusion is based on several motives and aspects, given below.

1. Accurate camera calibration is required. Small errors in the calibration cause
incorrect model scaling or model rotation (incorrect perspective), leading
to lower matching scores and possibly incorrect categorization.

2. Orientation / viewpoint. To obtain a good match of the model to the im-
age, the rotation estimation is essential. Although the orientation can be
estimated correctly in general cases, more robustness is required to deal
with occlusions. Exploiting motion cues is a possible solution to increase
performance.

3. Creation of the database of models. The optimal number of object models re-
quired to obtain accurate object categorization is a balance between detail
(several models) and computational efficiency (limited number of mod-
els). Therefore, the selection of the number of models and the subsequent
creation of these models is very difficult. Additionally, the required mod-
eling resolution and the level of detail of each model is unclear. Moreover,
the creation of the models requires full human interaction, as automatic
learning from training sets is not possible.

The presented object categorization system is very similar to the work proposed
by Buch et al. [98], which evaluates object categorization using four object clas-
ses by matching with 10 different wireframe models. They conclude that to
obtain good categorization results, the appearance information should be con-
sidered by exploiting local feature information. Using only the object contour
is insufficient to obtain robust matching under different weather conditions.
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In the next section, we will introduce an object modeling technique that con-
siders smaller local image parts such as wheels and windshields, in contrast to
matching a global description (wireframe) of the object to the image. This should
generalize better to larger intra-class variations of objects and can exploit the
redundancy that is available in the different object categories. In addition, we
will provide several tools to facilitate the user in selecting the appropriate level
of detail in the created models.

3.3 Local feature models

In this section, we introduce local feature models for object categorization. Ob-
jects are modeled using a set of image patches from a so-called visual dictionary
or Bag of Words (BoW), containing informative patches from all object cate-
gories. The models are automatically constructed by extraction of the important
information from large sets of training images, which are typically available for
video surveillance scenarios. The emphasis in this section will be on the se-
lection of dictionary features that are informative for categorization, and the
efficient matching of these features onto the image.

The section is divided as follows. We start with discussing related work in
Section 3.3.1. Next, in Section 3.3.2, the main stages of the categorization algo-
rithm are outlined and we discuss the two modes of operation: training and
testing. Then, an in-depth evaluation of the three main components of such a
system is performed. To this end, point selection is presented in Section 3.3.4,
dictionary creation is discussed in Section 3.3.5 and dictionary matching is eval-
uated in Section 3.3.6 using the datasets from Section 3.3.3. Finally, conclusions
are drawn in Section 3.3.7.

3.3.1 Related work on local feature models

Csurka et al. [83] has pioneered the Bag of Words (BoW) models for object
categorization, which since then have become popular [84], [85]. The concept
of using a BoW technique is very powerful, because derived techniques are
among the top-performing techniques in the PASCAL Visual Object Catego-
rization challenge3. Ma and Grimson [102] have proposed a method based on
SIFT [32] for the purpose of vehicle classification in traffic video, using a con-
stant camera viewpoint. Riesenhuber and Poggio [61] have modeled findings
from biology and neuro-science, which is based on a hierarchical feedforward
architecture. This biologically plausible object recognition framework is called
HMAX. The model has shown to perform in line with human subjects, when
considering the first 150 msec of the human visual system in a simple binary

3PASCAL VOC Challenge: this is one of the dominant contests for comparing object recogni-
tion algorithms, see http://pascallin.ecs.soton.ac.uk/challenges/VOC/.
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classification task [62]. Serre et al. [63] and Lowe [64], [65] have recently opti-
mized this model. A detailed introduction of the system has been presented in
Section 2.3.4 - A.

Serre et al. have shown that the algorithm outperforms SIFT in the generic
object recognition task and Moreno et al. [66] have presented that HMAX out-
performs SIFT in a categorization task. We have therefore selected the HMAX
model as the local image descriptor.

Although many systems propose an object recognition system based on lo-
cal features, most systems make several assumptions on the system configu-
ration. However, an in-depth investigation of each of the important system
aspects of such models is missing in literature. An IPO is used for dictionary
creation, but the actual effect of this IPO on the quality of the dictionary is typ-
ically omitted. Whereas the HMAX model creates the dictionary using random
feature selection, most categorization systems use k-means clustering to cre-
ate the dictionary. However, different selection techniques can result in more
efficient dictionaries. Therefore, we will investigate the different aspects of a
categorization system using local features.

3.3.2 System overview

At the start of this section, we have already outlined that it is attractive to use a
visual dictionary containing informative image patches for all object categories.
In contrast to wireframe models that only use descriptive information, local
feature models employ discriminative information between the different object
categories. We explore the use of an intermediate description step to reduce the
computational complexity at the pixel level. Information of all local features are
combined into the object description vector, also called the feature vector. Each
object category is now described using the same set of features, so that they
are effectively shared between the object classes. The total set of local features
should be sufficiently discriminative to distinguish between the different object
categories. For example, the feature Wheel would allow for distinction between
the object classes Vehicle and Person, but would not be sufficient for categoriz-
ing Trucks and Buses. Hence, the applied features should be tuned to the object
classes that are considered during categorization.

The system architecture is depicted in Figure 3.6. Points in the image are
selected using an Interest Point Operator (IPO) (see Section 2.3.2) and the lo-
cal image region around each point is described with invariant descriptors (see
Section 2.3.3). Each description is then compared to the features in the visual
dictionary and the result of this comparison is used as input to the final clas-
sification system (see Section 2.3.5) that determines the object category. In the
following subsections, we investigate three different system aspects in more
detail (colored regions in Figure 3.6). These aspects are: (1) informative point
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Figure 3.6 — System diagram of a local feature model categorization system and re-
lated thesis sections.

selection, (2) dictionary creation, and (3) dictionary matching.
Let us now first describe the two modes of operation of such a categoriza-

tion system: training and testing. The algorithmic components of the system
are shown in Figure 3.7. Prior to object categorization in images, the system
needs to be trained to create the dictionary and the classification sub-system.
After the training, the system can operate in categorization, which is called
testing. Testing can be applied with a set of benchmark images to determine
the performance of the system, or with live images from a surveillance camera.
Both stages will be elaborated further below.

Training
The training of a categorization system using local features consists of two
stages. First, important features are extracted from the training images to form
the visual dictionary. It should be noted that the dictionary is constructed from
different object categories. Next, each training image is described using the
dictionary and the resulting descriptive feature vectors are used to train the
classification sub-system. The feature dictionary contains descriptions of im-
age patches from all considered object classes and the classification sub-system
needs to learn how well the dictionary features fit to the different object cate-
gories. By evaluating the total set of training images for each object category,
the classification sub-system learns how well the features correspond to this
category. The total training process is visualized in Figure 3.7, which will now
be discussed in more detail.

1. Construction of feature dictionary. Relevant interest points are detected in
the image using the Point selection block. Next, the Description generation
creates descriptions (features) from the local image regions around these
image points. Extraction of features from several images may result in
many visually similar features. Feature selection considers the removal of
similar features and the selection of the features for the dictionary. The
selected features are stored in the Feature dictionary block.
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2. Training the classification sub-system. When the feature dictionary has been
created, it is used to describe the images. Each dictionary feature is matched
(Feature matching block) onto the image and results in a combined match-
ing score for the whole image. The matching scores of all dictionary fea-
tures are combined into a feature vector that is used to train the Classifica-
tion block.

Testing
After training the system, the dictionary contains the optimal set of features to
distinguish the different object classes. The system diagram for testing (or nor-
mal system operation, when the database is replaced by a camera) is depicted
in Figure 3.8. Similar to the training stage, points are selected in the Point selec-
tion block. These points are transformed into features in the block Description
generation. The features are then matched with the feature dictionary in the
Feature matching block and the resulting feature matching scores are stored in a
feature vector. The feature vector is classified by the Classification block, so that
the object is classified in the correct class.

Testing 
images

Point 
selection

Description 
generation

Feature 
matching

Feature 
selection

Classification Object 
class

Training 
images

Feature 
dictionary

Figure 3.7 — System diagram for training the feature dictionary (top red path), and
training classification (bottom blue dashed path).
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Figure 3.8 — System diagram for the testing phase.
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3.3.3 Datasets

For the categorization experiments described in this chapter, we have evaluated
the following datasets: Wijnhoven 2006, Wijnhoven 2008 and Caltech-5. Exam-
ple images of the three datasets are shown in Figure 3.9. Most of the available
datasets like the Caltech sets, have high resolution and consider various types
of object classes. We aim at the evaluation of the categorization system within
the context of video surveillance. In this context, various constraints have to be
satisfied. First, objects typically have a small pixel-size and images have a low
contrast. Moreover, color information should not be included as a dominant
factor, since its availability during night times is limited. Datasets that apply
to these constraints typically have only a limited number of objects for some or
all object categories. Therefore, two novel datasets have been created for the
specific purpose of video surveillance: the Wijnhoven 2006 and 2008 datasets.
The features and details about these datasets are described in Appendix A.

3.3.4 Feature sampling

In this subsection, we evaluate different feature sampling techniques and in-
vestigate the effect on both the algorithmic categorization performance and the
computational requirements. The first stage in the categorization system is the
selection of positions in the image (see Figure 3.6). Part of that selection will
be the evaluation of the usefulness of the selection. Both during training and
testing (normal system operation), point selection (feature sampling) is applied
to find positions of points (pixel coordinates) to which the features in the dic-
tionary will be compared. The purpose of the IPO is to find image points that
result in descriptions that are descriptive for the object classes and at the same
time discriminative between the various object classes. These descriptions are
matched with the visual dictionary and the matching results are classified to
obtain an object label.

The 3D wireframes from Section 3.2 are densely matched: the model is com-
pared at every pixel coordinate, which requires a significant computational ef-
fort. To reduce this effort, subsampling of points may be applied. It was al-
ready indicated in the previous section that it does not significantly influence
the matching performance. Alternatively, the drawback of limiting the number
of points for matching is that the matching quality becomes more dependent
on the quality of the IPO.

Different IPOs have been introduced in Section 2.3.2. Extensive work is
available on comparing various combinations of IPOs and descriptors [46] [103].
Although the more recent operators are typically computed fastly, they have
been designed to mimic the selection behavior of the earlier point detectors,
like the Harris, Hessian and DoG detectors (see Section 2.3.2). Therefore, the
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Figure 3.9 — Example image of the datasets used for object categorization:
Wijnhoven 2006 (top), Wijnhoven 2008 (center) and Caltech-5 (bottom).
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algorithmic performance of this group of recent IPOs is comparable and they
have not been included in our experiments.

An interesting aspect of the HMAX system is that the visual dictionary is
created by a different technique: features are extracted from random locations in
images of natural scenery. Jurie and Triggs [104] compare different techniques
for dictionary creation and dictionary matching and show that dense sampling
for matching outperforms any IPO. For object detection in natural images, clus-
tering techniques typically focus on the densest regions in feature space and fail
to encode less dense informative image regions. The resulting dictionaries are
not better than a dictionary with randomly sampled features.

Summarizing, the contribution of this section is in two aspects. First, we
investigate the performance of the combination of IPOs and the HMAX de-
scriptor, which are independently known, but as a combination for surveillance
original as far as known by the author. The benefit of our choice is that the
IPOs decreases the computation cost of the subsequent HMAX processing. Sec-
ond, we search for the best Interest Point Operators (IPOs) and their descriptive
features for creating a good visual dictionary and the matching to come to a
good classification result. In particular, we will investigate the popular Harris-
Laplace and Hessian-Laplace operators [36], random interest point sampling
from HMAX and dense sampling on a fixed grid, as motivated by Jurie and
Triggs [104].

A. Experiments

We will evaluate the effect of using IPOs in combination with the HMAX frame-
work from Section 2.3.4 - A. We combine the invariant descriptions from the
HMAX [63] algorithm with the concept of IPOs. As already indicated, the use
of IPOs reduces the computational cost of the standard HMAX model, because
only a subset of all image points is analyzed. Since the identified points are lo-
cated within an information-rich context, our hypothesis is that the evaluation
of these points results in a good categorization performance.

HMAX parameters. The S1 and C1 stages are implemented in the block ‘Descrip-
tion Generation’ and the S2 and C2 stages are realized in the ‘Feature Match-
ing’ block (see Figure 3.6). The point selection block applies random selection
during the training phase and extracts features from natural images to create
the visual dictionary. Once the dictionary is constructed, dense sampling is
used to match the dictionary features. We use the parameters as proposed by
Serre et al. [63]. The filter size of the smallest filter kernel (at scale zero) has a
size of 7 × 7 coefficients, increasing for every scale up to 37 × 37 coefficients
(at scale 15). Although Serre proposes to extract dictionary features of different
sizes, we fix the size of each feature to 5 × 5 C1 coefficients, using all four ori-
entations, resulting in a dimensionality of 100 features. We have found this C1
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kernel size suitable for two reasons. First, the use of 5 × 5 coefficients enables
a symmetric pixel neighborhood. Second, our experiments have revealed that
large block sizes are less suited for categorization.

Experimental setup. Following the training stages described in Section 2.4.3, we
vary the algorithms within the Point Selection stage, and evaluate the end-to-
end performance after completely training the system and involving the cate-
gorization. In the experiments, we will replace dense sampling with the eval-
uated IPO. Feature selection is implemented with a clustering algorithm. The
influence of this selection step will be evaluated later. Clusters with only a few
features are removed, the other clusters are stored in the dictionary based on
the average of the cluster members in feature space. For an objective compar-
ison of different point selection algorithms, the size of the visual dictionary is
limited to 1,000 features, selected by the cluster centers of the largest 1,000 clus-
ters. Clustering is applied using the algorithm from [105]. To train the classifier,
we apply feature matching by storing the maximum matching score for each
dictionary feature in the feature vector (as in the HMAX system). A linear Sup-
port Vector Machine (SVM) classifier is trained on the resulting feature vectors.
Because an SVM classifier can only distinguish two classes (binary classifica-
tion), it is used in a one-vs-all fashion. For each object class, a classifier is trained
to distinguish this class from all other classes. The classifier with the highest
score determines the final object class of the evaluated sample.

Each IPO has a different way of controlling the number of resulting points
detected in each image. For a performance comparison of different detectors,
the number of resulting points is taken as a measure for the computational ef-
ficiency of the total system, since each additional interest point requires the
matching with all features in the visual dictionary. The processing time of the
interest point extraction process is assumed to be negligible compared to the
visual dictionary matching.

In the measurements presented in Section 3.3.4 - B, five different operators
are compared with the applied description model. Besides the Harris-Laplace
and the Hessian-Laplace operators [36], a random interest point selection al-
gorithm is considered, as well as a grid-like uniform sampling of the image.
For the implementation of the Harris-Laplace and Hessian-Laplace operators,
the software provided by Mikolajczyk4 has been used. An example of detected
points and their corresponding scales are shown in Figure 3.10.

As an input for the analysis experiments, we use the surveillance image
dataset of Wijnhoven 2006 [11] (see Section 3.3.3), based on standard surveil-
lance camera quality of standard resolution. For each of the 13 object classes, 10
training images are randomly selected and all other images are used to test the

4http://www.robots.ox.ac.uk/˜vgg/research/affine/
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Input image Uniform sampling Random selection Hessian-Laplace Harris-Laplace

Figure 3.10 — Example interest points for a bus image, extracted by different IPOs.
Circles denote the found positions, where the center denotes the pixel position and
the size of the circle denotes the image scale.

system. To obtain a statistically stable measure, each experiment is repeated
five times. The scores are averaged over the iterations, where each iteration
measures the average correct classification rate per class.

In a first validation experiment, we evaluate the influence of the considered
IPOs on the construction of the visual dictionary. In the second experiment, we
consider the trade-off between classification performance and computational
efficiency, since this is particularly important for an embedded implementation.

B. Experiment 1: IPO for dictionary creation

The total process involves two steps: creation of the dictionary and the match-
ing using that dictionary. We evaluate several IPOs for the creation of the
visual dictionary. For the dictionary matching process, all image points are
used to eliminate the effect of IPOs in this step (as in the original HMAX sys-
tem). We have deployed five operators: the popular Harris-Laplace (HarLap)
and Hessian-Laplace (HesLap), random point selection at random scale (Rand)
and uniform grid-like sampling at all scales (UnifSamp). To compare with the
HMAX model, an additional random IPO is applied on natural images as a
reference (RandNat). In this case, exactly 1,000 features are extracted and there-
fore, no clustering is applied. For all other selection techniques, clustering is
applied to select the features for the visual dictionary. The threshold settings of
the various IPOs are chosen such that an approximately equal amount of inter-
est points is generated (except for the uniform sampling operator that considers
all image points).

Class. (%) HarLap HesLap Rand RandNat UnifSamp
NN 64.6± 1.1 65.9± 1.2 67.3 ± 1.0 66.8± 1.0 66.1± 1.6

SVM 68.6± 1.7 70.4± 1.2 70.5± 1.4 72.3 ± 0.9 70.2± 1.2

Table 3.1 — Classification scores using different IPOs in the dictionary creation pro-
cess and dense feature matching after dictionary construction.
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Figure 3.11 — Classification performance vs. computational complexity, expressed as
the number of interest points. The enlarged view in the middle, shows the classifi-
cation between 0 and 14% complexity in detail.

The classification performance of the various operators is shown in Table 3.1
for both Nearest Neighbor (NN) and Support Vector Machine (SVM) classifica-
tion. As can be seen in the table, the random selection of interest points outper-
forms the other IPOs. Extraction from natural images is best (RandNat) when
using an SVM, compared to favoring the training set (Rand) with NN classifi-
cation. After random selection, uniform sampling gives results comparable to
the Hessian-Laplace detector. Harris-Laplace performs worst in both cases.

Although the table clearly indicates the preference for random point selec-
tion, the influence of the clustering algorithm should be considered prior to
drawing conclusions. The effects of feature selection will therefore be investi-
gated in more detail in Section 3.3.5.

C. Experiment 2: classification vs. computational complexity

The following experiment trades off the classification performance with the
computational efficiency of the system for the considered IPOs, given the op-
timal visual dictionary. In this experiment, only the SVM classifier is used.
During testing, the computational complexity is linear to the number of eval-
uated interest points, since this is the most computationally expensive part.
Therefore, the number of extracted points is taken as the measure for the com-
plexity of the system. The processing time of the IPO is not incorporated and
assumed negligible. The number of points is controlled by changing the respec-
tive thresholds of the IPOs. For the random operator, the number can be exactly
specified and for uniform sampling, the subsampling factor is varied.

The results are depicted in Figure 3.11. The highest classification rate is
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obtained when all image points are considered in the dictionary matching pro-
cess (uniform sampling without subsampling). This score (72.3%) is visual-
ized at the most right of the figure and is considered as the reference score.
Over the complete complexity range, the Hessian-Laplace operator obtains the
best results. The Harris-Laplace operator results in a limited number of points,
but obtains the best classification performance in the 2–4% range. The random
operator gives the lowest performance, followed by the uniform sampling ope-
rator. Overall, in the 1-12% range of computational complexity (left side), the
effects of limiting the number of points should be carefully evaluated. Here, the
performance scores are an average over the total number of evaluated object
images. When considering results for a low number of interest points, several
images may not obtain any interest point and will therefore be misclassified.

Discussion. In our experiment, we have assumed that the processing time of
the IPO is negligible. However, the area of interest in Figure 3.11 concentrates
on the 1-12% interval, where the number of points is quite low. In that inter-
val, our assumption is only partly valid. The total computational requirement
is based on two primary aspects: the fixed cost of applying the IPO and the
cost of matching the interest points to the visual dictionary, which depends on
the size. Because of these aspects, the curves in Figure 3.11 should be some-
what shifted to the right to include the IPO computation cost (for the Harris-
and Hessian-Laplace operators). The size of the dictionary here is equal for all
curves. In the next section, we will also investigate the influence of the size of
the visual dictionary. With respect to the IPO computation, fast IPO implemen-
tations have been reported in literature, so that the influence of the complexity
is reducing (see Section 2.3.2).

D. Conclusions for feature sampling

In this section we have evaluated the effect of feature sampling on the catego-
rization performance, which has influence both on training and matching. We
have evaluated the effect of limiting the number of points and applying dif-
ferent selection techniques, in order to compare the trade-off in computational
complexity and categorization performance. Our conclusions for feature sam-
pling are as follows.

• Dictionary generation. The use of IPOs to select image points for dictio-
nary creation is not useful. The most discriminative dictionary was gen-
erated using random point selection algorithms (72.3% vs. 70.4%, next
best score). This is in line with the findings of the authors of the HMAX
system [63]. However, these results include the effect of feature selection
(clustering), which is not yet evaluated for the process of dictionary gen-
eration (will be discussed in the next subsection).

69



3. OBJECT CATEGORIZATION

• Complexity vs. performance tradeoff. The best classification performance is
obtained when matching with all image points (dense matching, in line
with literature [104], [106], [107]). When reducing the complexity to 12%
of the reference score, the Hessian-Laplace operator approaches the op-
timal solution at best (71.0 ± 0.7% compared to 72.3 ± 0.9% for dense
matching). However, this conclusion holds for applying a fast IPO imple-
mentation, so that the computational cost is negligible compared to the
matching cost.

Here, the dictionary has been constructed using clustering as the feature selec-
tion algorithm. In the next subsection, we will investigate the effect of selecting
the features and its influence on the quality (distinctiveness) of the dictionary.

3.3.5 Feature selection for dictionary creation

A. Introduction to feature selection

The visual dictionary is created by storing features extracted from the set of
training images, which is based on the selection of interest points. The IPOs
provide the features that are stored in the so-called candidate set that is input to
the final feature selection algorithm. The output of the feature selection stage is
the final set of features that forms the visual dictionary. The aim is to select the
most appropriate features for the classification task and to eliminate irrelevant,
noisy, or redundant features. When feature selection performs well, the task of
the classifier becomes simpler, so that its performance will increase.

The criteria for selecting features for visual dictionary creation from the can-
didate set are as follows:

1. Features should be descriptive for the object categories considered;
2. Features should be discriminative to distinguish different categories.

The first criterion is addressed by the IPO that selects important image points
in the independent images. The second criterion is addressed by the feature
selection stage that selects the features that can distinguish different object cate-
gories/classes. Note that the classification system involves an additional feature-
importance weighting step in the final decision making.

In the previous section, the dictionary was created by clustering the features
extracted, using the IPO based on the algorithm from [105]. To create the dic-
tionary, the cluster centers of the largest 1,000 clusters are selected, assuming
that the largest clusters are most discriminative. However, the fact that features
appear very often does not imply that they are discriminative (e.g. they could
describe background objects visible in images of all object categories). There-
fore, we will evaluate the effect of the feature selection stage in more detail and
compare the clustering algorithm with other selection techniques.
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Selecting the appropriate features is not a straightforward process and is ex-
tensively discussed in literature [108]. If we consider features individually, it is
likely that the selected features do not complement each other well, so that they
should be considered as a group. Features that are poor for classification when
considered individually, can provide a significant performance gain when used
in combination with others.

The system diagram of a feature selection system is shown in Figure 3.12.
As a first stage, features are extracted from the training images using an IPO.
These features form the candidate set (Block A), from which we want to find the
most informative subset of features for our dictionary. Considering all possible
subsets is computationally impossible (there are N !− (N −M)! different ways
to selectM features from a candidate set of sizeN ). Instead, we can use a search
algorithm to look for a limited amount of subsets (Block B). Such algorithms can
be heuristic, selecting features using a feature ranking criterion to determine the
relative importance of the feature dimensions. A popular ranking algorithm
is Relief-F, that uses conditional dependencies between features in the ranking
process. Other search algorithms are genetic algorithms, backward selection
and extremal optimization (as explained next).

The performance of the selected set of candidate features is measured with
an evaluation function (Block C). This can be performed with three different tech-
niques: wrapper, filter(-ing) or embedded methods. First, the wrapper method
trains a classification algorithm and typically uses K-fold cross-validation to
perform the evaluation. Although it results in an accurate solution, it is com-
putationally complex and is likely to overfit. The second evaluation techniques
involves filtering, which estimates the performance of the current solution, typ-
ically using a metric such as mutual information or the intra-/inter-class dis-
tance. Although such techniques result in faster computation, they are typi-
cally less accurate. Third, embedded techniques use information directly from
the employed classification stage, such as the weight vector of a linear SVM
classifier [109]. However, the employed SVM library in our experiments did
not have this functionality.

This selection and evaluation process is performed iteratively, until a stop-
ping criterion is satisfied (Block D). This stopping criterion can be a fixed num-
ber of iterations, convergence of the evaluation function, or a fixed number of
selected features.

B. Related work on feature selection

Bluma and Langley [110] give an introduction to the problem of feature selec-
tion as concentrating on a sparse subset of relevant features from a large candi-
date set. Several publications have proposed feature selection methods within
the field of object recognition. Since the work of Viola and Jones [56], boosting
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Figure 3.12 — System diagram of the feature selection process.

methods have gained popularity. Fleuret [111] proposes the Conditional Mu-
tual Information Maximization criterion in a forward-selection algorithm and
shows that it outperforms AdaBoost and SVM-based feature selection. Dorko
and Schmid [112] compare different feature selection techniques based on like-
lihood ratio and mutual information, using both SVM and GMM classifiers.
Mutch and Lowe [64] propose to extend the HMAX algorithm [63] with SVM-
based feature selection, as proposed by Weston et al. [113], and show a signifi-
cant performance gain for marginal loss in classification power. Different fea-
ture subset selection techniques are compared by Sun et al. [114] for the purpose
of object detection using features extracted with PCA. This approach compares
manually selected features with Sequential Backward Floating Selection (SBFS)
and selection based on a genetic algorithm. It is shown that SBFS outperforms
manual selection, but the genetic algorithm performs best.

Another type of algorithms which are used for feature selection in litera-
ture are clustering algorithms [115]. Agarwal et al. [116] and Leibe et al. [86]
use agglomerative clustering, which iteratively merges clusters when they are
similar, producing a complete clustering tree, but is high in computational com-
plexity. The popular k-means clustering is used by Weber et al. [117] and Lazeb-
nik et al. [118], but is very sensitive to outliers and depends on initialization of
the cluster centers, as shown by Jurie and Triggs [104]. In the context of object
classification, Teynor and Burkhardt [105] have evaluated both agglomerative
hierarchical clustering and k-means clustering. They propose a novel parti-
tional clustering algorithm, strongly based on the Modified Basic Sequential
Algorithmic Scheme (MBSAS) [115], and show that this technique is preferred
because of its much lower computation time. Jurie and Triggs [104] investigate
the visual dictionary creation process for both object detection and categoriza-
tion. They show that k-means clustering is not suitable for visual dictionary
creation and propose a new mean-shift based clustering method. They com-
pare the following feature selection methods: Odds-Ratio, Mutual Information
and an SVM-based method, and show that the SVM-based method performs
best.

The work presented in this section is a multi-class generalization of the
single-class detection work of Sun et al. [114] and also relates to the work of
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Jurie and Triggs [104]. Compared to Jurie and Triggs, we use different feature
selection methods to solve a similar categorization problem. In contrast to their
work, we focus more on search-space exploration using iterative methods that
continuously adjust the set of selected features. Jurie and Triggs concentrate
on the feature-ranking process, which is therefore complementary to our work.
Furthermore, we propose a new algorithm, called Extremal Optimization [119],
that outperforms state-of-the-art algorithms in our experiments. For compari-
son, we evaluate random selection and cluster-size selection with the following
different selection techniques: backward selection, genetic selection [120] and
the proposed extremal optimization [119].

C. Feature selection algorithms

We will now describe the following feature selection algorithms: backward se-
lection, genetic selection [120], extremal optimization [119] and clustering [105].
In our experiments, we use the Relief-F algorithm by Konenko [121] for feature
ranking, because of its proven capabilities.

Feature selection: backward selection.
Backward selection is a simple iterative heuristic search method. Starting with
all features, in each iteration, a feature ranking algorithm determines the rel-
ative importance of the features. A number of the lowest ranking features is
discarded. The algorithm iteratively removes features until the desired number
of features remains. For feature ranking, we use the Relief-F [121] algorithm.

Feature selection: genetic algorithms.
Genetic algorithms are based on evolutionary biology, such as mutation, inher-
itance and crossover. They were originally introduced by Goldberg in [122] and
have become popular in feature selection literature [120]. A genetic algorithm
uses a pool of potential solutions, referred to as a population and each solution is
referred to as an individual. Each individual represents a visual dictionary. An
initial population of solutions is created at random. A fitness function estimates
the classification performance of an individual. The most fit individuals of the
current population are used to create the next population. Each individual is
defined by a set of genes, representing the set of features in the visual dictio-
nary. A fixed number of generations is employed, and the algorithm identifies
the best solution.

Feature selection: clustering.
We have selected the MBSAS clustering algorithms from Teynor and Burkhardt
because of its low computation time and good performance for object classi-
fication [105]. The concept of the algorithm is based on the creation of hyper-
spheres with a certain radius. This radius is selected as the maximum distance
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between two visually similar samples. The algorithm finds cluster centers in a
first pass and adds each remaining sample to the closest cluster center in a sec-
ond pass. Furthermore, a minimum cluster density is specified, as to limit the
minimum number of cluster members. We follow a two-stage approach to gen-
erate a visual dictionary, to save computation time and to enable a distributed
implementation. In the first stage, features are extracted and clustered for each
object class independently, and resulting clusters with only a few members are
removed. Next, the resulting clusters for each object class are combined and
clustered again. The cluster centers of the largest clusters are stored as features
in the final visual dictionary.

Feature selection: extremal optimization.
In [119], Boettcher and Percus propose the extremal optimization algorithm.
This algorithm is inspired by self-organized critical models of co-evolution,
such as the Bak-Sneppen model [123]. It has been successfully applied to hard
optimization problems, like the traveling salesman problem. Whereas genetic
algorithms keep track of entire sets of solutions (several dictionaries) and com-
bine the best solutions, extremal optimization only uses a single solution (dic-
tionary) and eliminates bad features from this dictionary to obtain a good solu-
tion. Another difference with most search/optimization algorithms is its sim-
plicity and the complete absence of tunable parameters.

The extremal optimization feature selection algorithm proceeds as follows:

1. Create an initial solution: randomly or using a feature selection method.
2. Determine the fitness of the current solution using an evaluation function.
3. Rank the features in the current solution.
4. Replace the worst feature by a random feature (outside current solution).
5. Repeat the process from Step 2 onwards for a fixed number of iterations.

The algorithm tracks the best solution (evaluation score).

In our experiments we have found that the effect of the initial solution is negli-
gible. We use the wrapper evaluation function using a nearest neighbor classi-
fier with 10-fold cross-validation. Relief-F [121] is used for feature ranking. The
application of this algorithm to the problem of feature selection is novel and
has never been applied to the domain of object recognition. The first results of
the work presented here have been published in [14].

D. Experiments

All experiments are conducted on the Caltech-5 dataset and the Wijnhoven 2006
video surveillance dataset (see Section 3.3.3). For each class, 30 images are used
for training and the remainder is used for testing (the testing part is for most
object classes much larger). Note that in the previous experiments where we
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evaluated the effect of the IPO (Section 3.3.4 - A), we have used 10 training im-
ages per object category. After creating the visual dictionary using the selected
feature selection technique, the classification system is trained using a Nearest
Neighbor (NN) classifier. The final classification scores are averaged over five
random train / test set divisions. For all experiments, k-fold cross-validation is
applied with k=10 [124]. To evaluate the genetic algorithm, we have used the
GAlib5 implementation.

Experiment 1: feature selection for different dictionary sizes.
In the first experiment, we compare different feature selection techniques for
different dictionary sizes, and investigate the trade-off between the number of
features and the categorization performance. A candidate set of 10,000 features
is created, extracted at random locations from images of natural scenery. The
choice of extracting features from natural images is motivated by the HMAX
system [63]. In the next experiment, features will be extracted from the training
set.

The following feature selection techniques are used in this experiment:

• Random selection for comparison reasons as the baseline performance,
• Clustering using the MBSAS algorithm (selecting the largest clusters),
• Genetic algorithm (500 generations with 100 individuals each, two-point

crossover, mutation probability 0.02),
• Extremal optimization (3,000 iterations, Relief-F with 30 iterations6, k = 2),
• Backward selection (using Relief-F, discarding worst 50 features after each

iteration).

The results of the analysis are shown in Figure 3.13 and Figure 3.14. Overall,
extremal optimization obtains the best results. The performance of the genetic
algorithm is 2-3% lower. Backward selection using Relief-F obtains results that
are only slightly better than random selection. The performance of the com-
monly used clustering algorithm is below the performance of random selection
and should be therefore not used for visual dictionary creation in the context of
this chapter.

For any dictionary size, it can be seen that any feature selection technique
improves the categorization performance compared to random selection for the
complete range of dictionary sizes. The gain in classification performance for
a constant dictionary size ranges from a few up to 10%, depending on the size
of the dictionary. Alternatively, we can express the gain as obtaining the small-
est dictionary size for a fixed categorization performance. For example, for the

5We have used the GAlib software implementation for the genetic algorithm, written by
Matthew Wall at MIT, available from: http://lancet.mit.edu/ga/.

6The number of iterations has been empirically chosen, such that additional iterations did not
further improve the categorization performance.
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Figure 3.13 — Feature selection performance (Caltech-5 dataset).
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Figure 3.14 — Feature selection performance (Wijnhoven 2006 dataset).

Caltech-5 dataset, the dictionary size compresses from 200 features to 50 fea-
tures for a classification performance of approximately 85%. For the Wijnhoven
dataset, this gain lowers to close to a factor of two.

For both experiments, the performance ranking order of the evaluated algo-
rithms is identical: extremal optimization obtains best results, closely followed
by the genetic algorithm, the backward selection algorithm and random selec-
tion and clustering.

Note that the maximum obtained performance on the Wijnhoven 2006 data-
set was 72.3% for a dictionary of 1,000 features using random selection as in
the previous section (Section 3.3.4 - B). In this experiment, the performance in-
creases from 72.3% using 1,000 features, to 78% using only 500 features. This
difference in performance results from the fact that we use more training sam-
ples per object category (30 vs. 10) in this experiment.
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Figure 3.15 — Feature selection for different candidate set sizes (Wijnhoven 2006).

Experiment 2: feature selection with different candidate set size.
In a second experiment, we investigate the effect of the size of the candidate set
on the feature selection performance. The size of the candidate set determines
the number of possible visual dictionaries. It is expected that a small candidate
set will decrease the classification score because it does not offer sufficient vari-
ation. A large candidate set may decrease the performance of feature selection,
because finding the optimal dictionary features becomes more difficult. We will
now evaluate the relation between the candidate set size and the feature selec-
tion performance.

The candidate sets contain a varying number of randomly extracted features
from images of natural scenery. The feature selection algorithm selects a fixed
number of 50 features from each set. The dictionaries are evaluated using the
Wijnhoven 2006 dataset. The results are shown in Figure 3.15.

It can be seen that the performance of most algorithms does not depend
significantly on the size of the candidate set. A notable exception is the clus-
tering technique which is broadly applied in object recognition literature, but
performs significantly worse for large candidate sets and has the worst over-
all performance. The performance ranking order of the evaluated algorithms
is identical to the order of the previous experiments, with again extremal opti-
mization giving the highest performance.

Experiment 3: feature selection from interest points & HMAX vs. SIFT.
In the previous experiments, the candidate set is created from randomly ex-
tracted features from images of natural scenery. In this experiment, the candi-
date set will be formed by features extracted around interest points, selected in
the training set. In addition, we will evaluate the effect of the description stage
and compare the HMAX and the SIFT descriptors.
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These popular methods are compared with sampling on a uniform grid
(UnifSamp) and random sampling (Random). To compare with the method
used in the previous experiment, also random selection from images of natural
scenery (RandNat) is evaluated. Both the effect on classification performance of
the source for the candidate set and the effect of the extraction method (IPOs)
will be investigated. A dictionary of 500 features is selected from the candidate
set and described with both the HMAX and the SIFT descriptors7.
Summarizing, the applied IPO algorithms8 are:

1. Random selection from natural images (RandNat),
2. Random sampling (Random),
3. Sampling on a uniform grid (UnifSamp),
4. Harris-Laplace (HarLap) [31], [125],
5. Hessian-Laplace (HesLap) [125],
6. Difference of Gaussians (DoG) [32],
7. Maximally Stable Extremal Regions (MSER) [126].

To evaluate the effect of feature selection in this experiment, the features found
by the IPOs are selected using both random selection and extremal optimiza-
tion. The experiments are performed on the Caltech-5 dataset. Results for ran-
dom selection are depicted in Figure 3.16 and results for extremal optimization
are displayed in Figure 3.17.

When using the HMAX descriptor, the use of an IPO for dictionary cre-
ation does not significantly improve the classification performance over ran-
dom selection. The differences in performance for the top-4 scores are within
1%, which is within the margin of error. Thus, within the considered system,
employing an IPO to generate a visual dictionary is not useful. This conclu-
sion has been confirmed with the Wijnhoven 2006 dataset. Moreover, the con-
clusion also holds when using feature selection (extremal optimization), in-
stead of random selection. Interestingly, random selection from the training
set only slightly outperforms random selection from images of natural scenery
and thus, classification performance becomes independent of the source of the
dictionary image features. This confirms the conclusions by Serre et al. [63] for
HMAX.

When using the SIFT descriptor, results are quite similar. Although the over-
all performance is much lower than when using the HMAX descriptor, the dif-
ference between the different IPOs is very small, with the exception of the uni-
form sampling method. However, it is remarkable that the effect of the feature

7We have used the SIFT software implementation from R. Hess, available from:
http://web.engr.oregonstate.edu/˜hess/.

8We have used the software implementations from K. Mikolajczyk for the Harris-Laplace,
Hessian-Laplace, Difference of Gaussians (DoG) and Maximally Stable Extremal Regions (MSER)
IPOs, available from: http://www.robots.ox.ac.uk/˜vgg/research/affine.
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Figure 3.16 — Classification performance when selecting random features from a can-
didate set constructed with selected IPOs.
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Figure 3.17 — Classification performance when selecting features using extremal op-
timization from a candidate set constructed with selected IPOs.

selection using extremal optimization is much higher for the SIFT descriptor
than for the HMAX descriptor. When applying the SIFT descriptor, applying
uniform sampling consistently results in the worst visual dictionary.

E. Conclusions for feature selection

Several existing feature selection methods have been applied to the visual dic-
tionary creation step. The use of feature selection is worthwhile and results
in a more efficient visual dictionary. This results in a higher classification per-
formance for constant dictionary size, or a smaller dictionary size, while keep
classification performance constant. The reduction in dictionary size can de-
crease the computational load of the system during matching with a factor of
2–5 for a constant categorization performance. Alternatively, for fixed dictio-
nary size, the gain in classification performance ranges between a few to 10%,
depending on the size of the dictionary.
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We have compared several feature selection techniques: genetic algorithm,
backward selection, random selection and clustering. Next to the existing tech-
niques, we have proposed the extremal optimization algorithm. This algorithm
has not yet been applied to feature selection, and is completely new in the field
of object recognition. The extremal optimization algorithm outperforms the ex-
isting algorithms. As a bonus, the algorithm lacks any tunable parameters.

From the experiments, we draw several more in-depth conclusions.

• Feature selection algorithms. The proposed extremal optimization algo-
rithm outperforms the state-of-the-art genetic algorithm by 2 − 3% in
classification. The performance of backward selection using Relief-F is
only slightly better than random selection. It is surprising to see that the
performance of the widely used clustering algorithm is below the perfor-
mance of random selection and should be therefore not used for visual
dictionary creation.

• Size of features candidate set. The effect of the size of the candidate set is
minimal, meaning that most selection algorithms are able to find the best
features over a large range of candidate set sizes. The only exception is the
clustering algorithm, for which the performance decreases significantly
when increasing the size of the candidate set.

• Interest Point Operators (IPOs) for creation of the candidate set. First, the use
of an IPO is not very useful for the creation of the candidate set. The
differences in performance for the top-4 scores are within 1%, which is
within the margin of error. Compared to random sampling, IPOs do not
increase the classification performance. Second, random extraction from
the training set only slightly outperforms random extraction from images
of natural scenery, for both the HMAX and the SIFT descriptor, which
confirms the conclusions by Serre et al. [63]. This confirmation refers to
both the random selection and the extremal optimization feature selection
techniques.

• Feature descriptor. The use of the SIFT descriptor results in a much lower
categorization performance than when applying the HMAX descriptor,
which is in line with previous findings [127]. With the exception of uni-
form sampling, the use of different IPOs results in similar categorization
performance when applying the SIFT operator.
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3.3.6 Feature matching

In the previous sections, we have evaluated the effects of point sampling (Sec-
tion 3.3.4) and feature selection (Section 3.3.5), both for dictionary creation and
matching. To create the final feature vector as input to the classification sys-
tem, the image is compared to the feature dictionary. Each dictionary feature
is compared to several positions in the image. This comparison results in a
matching score for each evaluated position. However, in the final feature vec-
tor, we will only store a single value for each dictionary feature. The reduction
of scores from all the evaluated image positions to a single value is defined as
feature matching. This can be applied in several ways, and the effect on the clas-
sification performance has never been investigated in literature. We will now
introduce two different mapping techniques. First, BoW matching stores the
average matching score over all evaluated image positions. This is the typi-
cal usage of matching, when BoW is applied. Second, matching from HMAX
stores only the maximum matching score for each dictionary feature. Note that
in both cases, the dimensionality of the final feature vector is equal to the num-
ber of dictionary features.

Bag of Words (BoW) histogram-based feature matching.
Bag of Words (BoW) systems store a histogram of occurrences of the dictio-
nary features over the input image in the final feature vector. The histogram is
created by evaluating all dictionary features for each feature point. The algo-
rithm selects the dictionary feature that is most similar to the image description
around the evaluated feature point. The histogram bin for this dictionary fea-
ture is then incremented with unity. This process of feature matching is called
Vector Quantization (VQ), as each feature point is quantized to the most sim-
ilar dictionary feature. After processing all feature points of the image, the
histogram values are normalized to the number of processed points. The re-
sulting feature vector stores the histogram value for each feature, representing
the number of appearances for that feature. The histogram update h(n) is per-
formed for each feature point fi as follows:

n = argmaxj{score (Dj , Fi)} for 1 ≤ j ≤ J, (3.3)
h(n) = h(n) + 1, (3.4)

where n is the most similar visual dictionary word Dj . The comparison is per-
formed with the current feature point Fi with all J available dictionary fea-
tures Dj . The total matching process is visualized in Figure 3.18.

The matching score score (Dj , Fi) is calculated using an Euclidean distance
between the two feature vectors (see Equation (2.17) in Section 2.3.4 - A), which
is filtered by a Radial Basis Function (RBF) function.
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Figure 3.18 — Feature Matching using Bag of Words (BoW) models.
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Figure 3.19 — Feature Matching using HMAX models.

HMAX feature matching.
In contrast, the HMAX system evaluates the image for each dictionary feature.
For each dictionary feature, all feature points are evaluated and the matching
score of the best-matching feature point is stored in the feature vector. Note
that the response of all other, lower-scoring, matching results in the image are
ignored. No normalization is applied after processing all feature points.

The feature matching score for the HMAX system is defined as

m = maxi{score (Dj , Fi)} for 1 ≤ i ≤ N, (3.5)
h(n) = m, (3.6)

where the maximum scorem is selected from the set of scores i for the evaluated
N image positions (interest points) and dictionary feature Dj . The matching
process is depicted in Figure 3.19.

Hard vs. soft quantization in feature matching.
As discussed in literature [83]–[85], [104], [107], [128], each considered position
in the input image is compared to each dictionary feature and is Vector Quan-
tized (VQ) to the most similar dictionary feature. Because not every local image
description is similar to a local feature in the visual dictionary, the vector quan-
tization can result in a coarse quantization of the local image description. This
leads to noise in the feature vector, which is an inherently known degradation,
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as the local image description has a low matching score to every dictionary
feature. Therefore, we propose a modified histogram technique. Instead of ap-
plying a hard quantization, we propose a more soft quantization, where incre-
menting the histogram value of the most similar dictionary feature with unity,
is replaced by incrementing the value with the corresponding matching score.
Compared to Equations (3.3) and (3.4), the histogram update now becomes:

n = argmaxj{score (Dj , Fi)} for 1 ≤ j ≤ J, (3.7)
h(n) = h(n) + score(n), (3.8)

where score(n) is the matching score of the best matching dictionary feature.
At a later stage, both increments are normalized to the amount of points con-

sidered (hard quantization), or to the total sum of matching scores (soft quanti-
zation). With the modified soft quantization, we now create the advantage that
the negative influence of image points that are not similar to any dictionary
feature is automatically reduced. In the upcoming comparison, we refer to this
technique as the Matching Score (MS), in contrast to the original VQ technique.

A. Experiments

As discussed in Section 3.3.4, the selection of points in the image to consider
for matching is important. The original HMAX model applies a dense grid-like
sampling, where all image points are matched with the dictionary (referred to
as the AllPoints technique). We will evaluate the effect of the feature matching
technique for different point selection methods. To this end, we investigate the
effect on the classification performance for visual dictionary matching when ap-
plying both the AllPoints and the Hessian-Laplace point selection techniques.

All experiments have been conducted on the Wijnhoven 2006, Wijnhoven
2008 and Caltech-5 datasets (see Section 3.3.3). In a first experiment, we cre-
ate the visual dictionary in different ways and evaluate the influence of the
choice of the feature matching technique, by comparing categorization perfor-
mance. Next, in the second experiment, the visual dictionary is matched to im-
age points selected by different interest point operators and we measure the cat-
egorization performance using the different feature matching techniques. For
all experiments, 30 samples are used for training and the remainder for testing,
and classification is performed using Nearest Neighbor (NN) classification. We
use the following names for the applied feature matching techniques:

1. MAX: original maximum matching score technique from HMAX
(see Equations (3.5) and (3.6)),

2. Hist VQ: original BoW technique (hard quantization)
(see Equations (3.3) and (3.4)),

3. Hist MS: BoW technique using soft quantization
(see Equations (3.7) and (3.8)).
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Experiment 1: dictionary creation, random vs. Hessian-Laplace.
In this experiment, we investigate the effect of feature matching by evaluat-
ing the MAX and histogram techniques. We create an initial large dictionary
by sampling from images from the training set, using either the random sam-
pling or the Hessian-Laplace IPO. The final visual dictionary is generated by
randomly extracting a fixed number of features from this initial set. During
dictionary matching, all image points are processed (AllPoints operator).

The results are visualized in Figure 3.20. The solid lines represent the re-
sults when using the random selection for dictionary creation, the dashed lines
represent the results using the Hessian-Laplace operator. First, we consider
random dictionary generation (solid lines). It can be seen that for small dictio-
naries of up to 500 features, the histogram techniques (green/blue) outperforms
the MAX technique (red) and obtains a gain of 5–15% in classification perfor-
mance. For dictionaries larger than 500–1,000 features, the MAX technique is
preferred. It is interesting to see that both techniques have their preferred field
of operation and outperform each other in that field. The computational com-
plexity is equal for both the MAX and histogram techniques and is linear to the
number of dictionary features. For computationally-constrained systems hav-
ing a smaller dictionary, the histogram technique is clearly preferred, while for
unconstrained systems, the MAX technique should be used.

The differences in performance between the histogram and the MAX tech-
niques can be explained by considering that the histogram technique stores
the distribution of features over the image, whereas MAX only stores the best
response. This makes the MAX technique very sensitive to variations in the
maximum feature appearances. Moreover, when making histograms for large
dictionaries, the number of dictionary features approaches the number of im-
age positions, resulting in sparse, noisy histograms, which makes the histogram
approach less attractive.

Within the experiment, we have employed vector quantization in the his-
togram creation procedure. To this end, we have compared the hard Vector
Quantization (VQ) and the soft Matching Score (MS) techniques (see Figure 3.20).
It is surprising to see that, overall, the VQ technique gives an improvement of
a few percent in the classification score. Within the range of 50–500 features,
there is no significant improvement, or even a small loss. For very small dic-
tionaries of 10–20 features, the VQ technique gives a clear improvement. This
is likely due to the large number of points assigned to only a small number
of dictionary bins (features), so that the score per bin is always significant and
the influence of noise is decreased. Apparently, the assumption that we made
when designing the soft MS technique does not hold. It has no sense to penal-
ize poorly matched dictionary words when the dictionary does not fit well to
the image contents. In such a case, all feature matching scores are quite low,
resulting in a equalized histogram of multiple possibilities, which is inherently
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Figure 3.20 — Evaluation of classification performance for different dictionary sizes
using different feature matching techniques. Dictionary creation using Random
and Hessian-Laplace (dictionary matching with AllPoints) for the datasets Wijn-
hoven 2006 and Wijnhoven 2008 and Caltech-5.
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more sensitive to noise and unclear for classification.
Second, we have compared dictionary generation using random selection

and extraction around Hessian-Laplace interest points. Figure 3.20 shows that
the results of the Hessian-Laplace technique (dashed lines) follow the results
of the random technique (solid lines), with an overall lower performance of 5–
10%. When growing towards large dictionaries, the performance of the Hessian-
Laplace technique decreases drastically. Over the complete range of dictio-
nary sizes, the random selection outperforms the Hessian-Laplace technique. A
marginal exception are the very small dictionaries with 10–20 features, where
the Hessian-Laplace slightly outperforms random selection. This conclusion
holds for both the MAX technique and the histogram techniques. Thus, ran-
dom dictionary creation is preferred over using the Hessian-Laplace technique
for all evaluated feature matching techniques.

In Section 3.3.4 - B, we have already shown that for the HMAX descrip-
tion framework, dictionary generation using random sampling outperforms
the Hessian-Laplace operator. Although this conclusion is based on a fixed
dictionary size only, it is here generalized for a much larger field of operation
in the current experiments. Our measurements show occasional exceptions for
this conclusion when using very small dictionaries of less than 50 features.

Experiment 2: dictionary matching, AllPoints vs. Hessian-Laplace.
We will again compare the effect of the feature matching technique. In this
experiment, we will vary the point selection technique for feature matching.
The visual dictionary is created by sampling features around Hessian-Laplace
interest points. Taking into account the results from the previous experiment,
it would seem more logical to exploit a random selection of features for the
visual dictionary. However, since we will now evaluate the sampling behavior
for matching, it is plausible to use the same IPO to obtain similar sampling
behavior and thus similar image points for matching. Secondly, using these
created dictionaries, we vary the IPO and measure the influence of dictionary
matching. Both the AllPoints technique (considering all image points at all
scales) and the Hessian-Laplace technique are evaluated for the point selection
block.

The results of these experiments can be observed in Figure 3.21. When com-
paring the different feature matching techniques, we can draw the same con-
clusions as in the previous experiment. Histogram-based feature matching (VQ
and MS) outperforms MAX matching for dictionaries in the range of 10–1,000
features. In contrast, MAX-like matching outperforms in the range of 1,000–
10,000 features.

When comparing the point selection techniques, it can be seen that the All-
Points technique outperforms the Hessian-Laplace selection technique with a
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Figure 3.21 — Evaluation of classification performance for different dictionary sizes
using different feature matching techniques. Dictionary matching using AllPoints
and Hessian-Laplace (dictionary created with Hessian-Laplace) for three datasets
Wijnhoven 2006, Wijnhoven 2008 and Caltech-5.
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3. OBJECT CATEGORIZATION

few to 10% percent in classification performance. Only for larger dictionaries,
these conclusions are not valid. For very large dictionaries of 5,000 or more fea-
tures, applying the Hessian-Laplace operator results in comparable or slightly
higher classification performance.

For the AllPoints matching, the VQ technique gives a small improvement
of a few percent in the classification score. We expect that the MS technique
is influenced by incorrect matches, that are not stored in the histogram in the
VQ case. For the Hessian-Laplace matching, a similar gain occurs for small
dictionaries, but at some point, the performance of the VQ technique is slightly
less than the MS processing. This decrease is explained by the creation of a more
sparse histogram because Hessian-Laplace results in less image points than the
AllPoints method. It is expected that the quantization increases the noise in an
already sparse distribution, leading to a performance decrease.

As already concluded in Section 3.3.4 - C, applying the Hessian-Laplace
technique for dictionary matching results in a lower performance, as compared
to evaluating all image points. However, only a fixed-size dictionary of 1,000
features was considered. The current results generalize the conclusions for the
total dictionary size range. Only for very large dictionaries, the performance
of AllPoints drops to the performance of the Hessian-Laplace technique. As in
the previous experiment, it is expected that since the number of dictionary fea-
tures approaches the number of image positions, sparse and noisy histograms
are produced, making the feature vectors less descriptive.

B. Conclusions for feature matching

Two feature matching techniques have been compared: the MAX technique,
originally proposed in the HMAX framework, and the histogram technique
originating from BoW literature. We have evaluated the two main algorithmic
stages for feature matching: dictionary generation and dictionary matching. In
the first experiment, two different ways of generating the visual dictionary have
been evaluated: extracting features at random positions and extracting around
Hessian-Laplace interest points. In the second experiment, the IPOs are varied
in the dictionary matching stage, evaluating the AllPoints and the Hessian-
Laplace IPOs. From the experiments, we draw the following conclusions.

1. Dictionary generation. Random feature extraction is preferred over extrac-
tion around Hessian-Laplace interest points, which typically results in a
classification performance improvement of 5–10%.

2. Feature matching technique. Both the histogram-based techniques and the
MAX technique have their own beneficial field of operation, while they
have a similar computational complexity. The histogram technique clearly
outperforms the MAX technique with 5–15% for small dictionaries up to
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500–1,000 features. For larger feature sets, the MAX technique has supe-
rior performance.

3. Histogram-based feature matching. The traditional hard Vector Quantiza-
tion (VQ) technique from BoW literature typically results in a small im-
provement in classification score over our proposed soft Matching Score
(MS). Apparently, penalizing low-scoring dictionary features only results
in more noisy histograms, and does not improve the classification.

4. Dictionary matching with IPOs. Applying matching by comparing all im-
age points (AllPoints) outperforms the Hessian-Laplace IPO with 5–10%,
but comes at a much higher computational cost. This conclusion is a gen-
eralization of the results from Section 3.3.4 - C, which has been expanded
here to a large range of dictionary sizes and is in line with earlier findings
in literature [104], [106], [107].

3.3.7 Conclusions for local feature models

In this section we have evaluated the use of local feature models for the pur-
pose of object categorization. The following different algorithmic subsystems
have been independently evaluated: feature point selection, feature selection
and feature matching. We will summarize conclusions for each of these three
aspects.

Feature point selection (see Section 3.3.4 - D).

• The use of IPOs to select image points for dictionary creation is not use-
ful. The most discriminative dictionary is generated when using random
point selection algorithms (72% vs. 70%, next best score). This is in line
with the findings of the authors of the HMAX system [63].

• Best classification performance is obtained when matching with all im-
age points (dense matching). This is in line with other experiments [104],
[106], [107]. However, when computational complexity is very important,
the use of IPOs can be beneficial.

• When reducing the complexity to about 10% of the reference score, the
Hessian-Laplace operator best approaches the optimal solution, with a
significantly lower computational requirement than the other operators
(71% compared to 72% with only 12% of the total number of image points).
However, the constant computational cost of applying the operator may
be relevant for the area of interest.
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Feature selection (see Section 3.3.5 - E).

• The use of feature selection is worthwhile and leads to a more efficient
visual dictionary. This results in a higher classification performance (up
to 10%) for similar dictionary size, or a smaller dictionary (a factor 2-5)
for similar classification performance.

• We have compared several feature selection techniques: genetic algo-
rithm, backward selection, random selection and clustering. Next to the
existing techniques, we have proposed the extremal optimization algo-
rithm. The extremal optimization algorithm which is new in object recog-
nition, outperforms the existing algorithms (e.g. 2 − 3% better than the
genetic algorithm), while having much a lower computation time.

• It is surprising to see that the performance of the widely used cluster-
ing algorithm is below the performance of random selection and should
therefore not be used for visual dictionary creation.

Feature matching (see Section 3.3.6 - B).

• We have compared two different feature dictionary matching techniques:
(1) histogram-based matching from BoW literature and (2) the MAX tech-
nique from the HMAX system, storing only the matching score of the
best match. Both the histogram-based technique and the MAX technique
have their own preferred field of operation, while having similar compu-
tational complexity.

• The histogram technique clearly outperforms the MAX technique with
5−15% for small dictionaries up to 500−1, 000 features. For larger feature
sets, the MAX technique has superior performance.

• In addition to the hard quantization histogram technique from BoW liter-
ature (Vector Quantization (VQ)), we have proposed a soft quantization
technique (Matching Score (MS)), but the hard VQ tends to give a small
improvement in classification score over the soft MS.

3.4 Conclusions

In this chapter, we have introduced an object categorization system. Moving ob-
jects are detected by a background subtraction subsystem that provides a Re-
gion of Interest (ROI) for each moving object. The categorization system classi-
fies each input ROI into one of the known object classes.

We have evaluated the following two categorization systems in detail.
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• 3D Wireframe models use a three-dimensional model for each object class.
Each 3D model is projected to a set of visible 2D lines using the camera
calibration and the object location and orientation. The sets of lines are
matched to the image and the best matching model determines the ob-
ject class. This technique is robust to shadows and partial occlusions, but
requires accurate camera calibration. In addition, each model needs to
be manually created and deciding on the number of models is difficult,
because the models become more similar for a large dictionary. Further-
more, the creation of the models is only based on descriptive information
of the object class and does not consider discriminative information.

• Local feature models. Each object class is modeled using a visual dictionary
that contains robust descriptions of small parts of the object, in contrast
to using a single global object model. Local feature models are robust to
small deformations of the object (e.g. caused by intra-class variation) and
to shadows and small occlusions. Moreover, the computational complex-
ity is scalable by varying the point selection algorithm and the size of the
visual dictionary. In contrast to the wireframe models, the local feature
models are learned automatically from annotated training images, which
enables its application to different application fields.

The local feature models provide most algorithmic advantages and are scalable
in computational complexity. Since this is a strong requirement for application
of such algorithms in embedded surveillance systems, we have performed an
in-depth study to several important aspects of this system. The conclusions of
this study are summarized in the previous Section 3.3.7.

Scalability. We now discuss the different scalability aspects of the obtained
object categorization model. First, scalability is defined in the number of fea-
tures in the dictionary and the number of image points that are matched to the
dictionary. The computational complexity scales linear with the size of the dic-
tionary, but the improvement in categorization performance grows only in a
sub-linear way with the increase in dictionary size and finally saturates. For
matching of images with the dictionary, the scalability in computational com-
plexity is linear to the number of selected image points, but acts in a similar
way as previously discussed for the dictionary size.

Our proposed local feature categorization system has a high classification
performance. For typical surveillance videos, we have obtained an average
classification score of up to 75% and for the Caltech-5 dataset we obtain more
than 90%. The computational complexity is linear in the number of dictionary
features and the number of evaluated image positions. We have shown that the
Hessian-Laplace operator only reduces the performance 2% for almost a factor
of 9 reduction in computational complexity.
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Two recommended configurations.
The first configuration aims at an embedded implementation with strictly lim-
ited computation power and the second configuration fits to a system that exe-
cutes on a powerful computation server.

• Embedded categorization. We propose to use a very compact visual dictio-
nary with only up to 50 features. Feature selection is performed using the
proposed extremal optimization to obtain a compact dictionary with dis-
criminative features, where the candidate features are randomly selected
during training. During matching, an IPO is used to limit the matching
cost. To reduce the computational influence of the IPO, an efficient im-
plementation such as the recent CenSurE operator [41] can be employed.
The histogram-based feature matching technique from BoW literature is
used, which results in the best performance for small dictionaries.

• Server-based categorization. We now aim at a larger dictionary with more
features (e.g. 5,000 features). Since the extremal optimization technique
results in the best dictionary over the total range of dictionary sizes, we
will also apply this algorithm here to create the dictionary. Matching the
dictionary to the image is performed by comparing all image points, as
this results in the best classification performance. Feature matching is
applied using the MAX technique from HMAX, which gives best perfor-
mance for large dictionaries.

Towards more robust object recognition.
Although the evaluated categorization systems are useful if the object ROI has
been accurately estimated, there are some limitations when this object segmen-
tation step is less accurate. Situations with a few moving objects in the scene
can be handled correctly. However, when multiple objects are moving close to
or even pass each other in the scene, typical segmentation and tracking algo-
rithms have difficulties correctly segmenting the objects. This results in ROIs
that contain multiple objects, which can result in misclassification, because vi-
sual features of multiple classes may appear in the region. A larger drawback is
the static camera position, implied by the background subtraction subsystem.
Therefore, we want to expand the object recognition system to be suitable for
moving cameras as well, thereby allowing to completely omit the preceding
background subtraction stage.

In Chapter 4, we will extend the object recognition system to handle more chal-
lenging conditions and aim at avoiding the background subtraction stage. We
will localize objects using only visual appearance information and allow object
recognition from single frames. In Chapter 5, we extend this system to auto-
matically create multiple detection templates for subclasses of the considered
object class to handle object categories with large variations.
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“There exists no such thing as time, there exists only priority.”

D. Fonteyn

4

Object detection and learning

4.1 Introduction

In the previous chapter, we have evaluated the problem of object categorization.
The segmentation of object and background is provided by an external detec-
tion system, such as background subtraction or motion detection. The task of
a categorization algorithm is the classification of each detected Region of Inter-
est (ROI) into one of the known object classes. In this chapter, we remove the
prior detection system and generalize the categorization work towards detec-
tion. Hence, the problem of the object detection system becomes more difficult
because the localization of objects is unknown and needs to be determined. In-
stead of answering the question “Which of the known object types is this?”, the
system now has to answer the question “Is there an object of the specified type, and
where is it?”.

Our approach is that an object model is constructed using several images of
the considered object category. As in the categorization system (Chapter 3), the
images are described using the features that are invariant to small variations
in luminance and local object deformations. In this chapter we will exploit
the Histogram of Oriented Gradients (HOG) features to construct our detection
model. This model is constructed by training a classification model on the basis
of descriptions of many object training images. The constructed model is then
applied to new images to localize objects of interest.

In more detail, the training of the object model is performed by learning
the distinctive features between the object of interest (positive object samples)
and background information (negative background samples). Positive samples
are defined by the dataset, but selection of the appropriate negative training
samples is a difficult process. One evident reason for this difficulty is that the
amount of variation in the background is very large, so that it cannot be easily
captured with a limited set of samples. Later, it will be shown that a refinement
in the selection can improve this process significantly.

In addition to finding the appropriate negative training samples represent-
ing the background class, the training of the object detection model is a com-
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plex optimization problem. Many training samples are required to obtain an
optimal detector. Traditional learning algorithms such as Sequential Minimal
Optimization (SMO) for learning a Support Vector Machine (SVM) [129] have
a computational complexity that is superlinear in the number of training sam-
ples. This makes the training a complex process with long execution times.

In this chapter, we contribute by proposing a fast training algorithm that
obtains an enormous speedup in training times and reduces the training com-
plexity to a degree that is linear in the amount of training samples. A second
contribution is an evaluation for the online learning case of an object detec-
tor that is updated during processing part of the training samples. We show
that after processing a limited number of training samples, a strong classifica-
tion model is constructed. As a bonus, it enables also the application in online
learning problems, such as object tracking.

The remainder of this chapter is as follows. First, we describe object detec-
tion systems from literature in Section 4.2. Section 4.3 introduces the detection
system that we use to localize objects of the considered class. It includes a
description of the invariant HOG features that we apply to describe each im-
age (Section 4.3.1), classification of these features into object/background (Sec-
tion 4.3.2) and the merging of multiple detections on the same object in the
image (Section 4.3.3).

After describing the detection system, we explain in Section 4.4 the training
of the system using many training images in more detail. We distinct two dif-
ferent training stages: an initial training stage using a small set of background
samples, and a second stage in which additional background samples are ex-
tracted using the initial detector (Sections 4.4.1 and 4.4.2, resp.). In Section 4.4.3,
we propose an efficient technique to train the final object detection system em-
ploying the total set of training images.

Parameters (4.6.1)

Classification (4.3.2) Merge detections  (4.3.2)Features (4.3.1)

Add. training (4.4.2) Classifier learn (4.4.3)Initial training (4.4.1)

Car detection (4.5.1) Ship detection (4.5.2)Datasets (4.5)

Conclusions (4.7)

Experiments (4.6)

Detection system (4.3)

System training (4.4)

Related work (4.2)

Crystal detection (4.5.3)

Evaluation crit. (4.6.2)
Detections (4.6.3)
Experiment 1 (4.6.4)
Experiment 2 (4.6.5)

Figure 4.1 — Schematic breakdown of the remainder of this chapter.
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Object detection is applied to three datasets: car detection, ship detection
and the detection of pharmaceutical crystals, which are introduced in Section 4.5.
Next, the trained detectors are evaluated in Section 4.6. Finally, conclusions are
drawn in Section 4.7. A schematic breakdown of the different sections is shown
in Figure 4.1.

4.2 Related work

Already in 1976, Marr and Nishihara [130] have evaluated the modeling of hu-
man persons, where persons are modeled as a set of 3D cylinders. In 1983,
Hogg [131] has used a similar model and matched it to image edges that are
detected by a Sobel operator. In line with this work, Rohr [132] has created in
1993 a person model as a set of 2D model lines, but in addition he has removed
the hidden model lines. When comparing the image to the model, the distance
from the model lines to the edge pixels in the image is calculated. These models
are very similar to the 3D wireframe models that we have applied for the pur-
pose of object categorization of vehicle classes in Section 3.2. These early object
detection systems rely heavily on motion detection or handcrafted object mod-
els and are therefore not very robust. This was already concluded during the
evaluation of the 3D wireframe models for the detection of vehicles in traffic
scenes (Section 3.2.6).

Turk and Pentland [53] have employed Eigenfaces for face recognition in
1991. First, the Eigenvectors of the set of training face intensity images are
calculated using Principal Component Analysis (PCA). The space represented
by these Eigenvectors is called the Face Space. Each image is now projected into
this space and described by the similarity to each basis vector. The detection
of faces is performed using motion detection and the Eigenvectors are used for
recognition. The authors show that the same technique can be used for de-
tection by sliding a window over the input image. At each pixel position, the
window is converted to the face space and the distance to the set of Eigenvec-
tors is calculated. This is one of the first systems that proposes the concept of a
sliding detection window that will be discussed in more detail later.

One of the first proposals that obtains robust detection of objects is the train-
able detection system by Sung and Poggio [52] from 1998. To detect full-frontal
faces, they have annotated face images of 19 × 19 pixels in size. These images
are normalized to illumination and histogram equalization is applied to nor-
malize the contrast. Next, a classifier is learned to distinguish the face samples
from many non-face examples. This is performed by clustering the face and
non-face samples into 12 clusters and describing each sample by the distance
to these clusters. This is conceptually similar to the PCA technique from Turk
and Pentland [53]. Detection is performed by sliding a detection window over
the image and classifying at each window position.
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Oren et al. [54] have proposed a trainable object detection system for the
detection of people in cluttered environments. Instead of storing the pixel in-
tensity values, the image is transformed into a more invariant representation
using Haar wavelets. A limited set of informative Haar coefficients is extracted
from the training windows of 128 × 64 pixels in size during learning. The re-
sponses to these wavelet transforms are calculated for all training samples and
used to train a Support Vector Machine (SVM) classifier.

Wavelets are also employed by Schneiderman and Kanade [55]. The images
are transformed using three frequency bands and visual parts are extracted by
sampling from these bands. Each visual part represents the values of the quan-
tized wavelet coefficients. The appearance of these visual parts is modeled us-
ing histograms capturing both the position and the response of each part. The
algorithm outperforms the previously described detectors for face detection ap-
plications.

The detector proposed by Viola and Jones [56] uses Haar wavelets to de-
scribe the image, similar to the system from Oren et al. [54]. The algorithm has
become very popular because it can be very efficiently implemented using in-
tegral images and has a high detection performance. Since it is too complex
to compute the full set of Wavelet coefficients, the most discriminative features
for classification are selected using AdaBoost [133]. To speedup the classifica-
tion even further, a cascaded implementation is proposed, that discards image
windows without evaluating all features.

Another highly successful sliding-window object detector that outperforms
the Viola-Jones algorithm is the Histogram of Oriented Gradients (HOG) tech-
nique, proposed by Dalal and Triggs [60]. The detection window is divided into
cells, and for each cell the image gradient orientation information is stored in a
histogram. This type of feature is a dense version of the popular SIFT [32] tech-
nique, although HOG features are not invariant to rotation and scale changes.
The use of histograms here differs from the histograms used by Schneiderman
and Kanade [55]. Whereas they model the appearance of parts at different fre-
quency bands, a direct object filtering is applied in the HOG system by ap-
plying a single gradient filter with fixed frequency. Each part of the image is
then described densely by its own histogram based on that gradient filter. Af-
ter the feature-generation stage, an SVM classifier is used to classify the high-
dimensional features into object/background in a sliding-window approach. In
a recent evaluation for pedestrian detection, the HOG algorithm obtains com-
petitive performance [134].

Another sliding-window detector is proposed by Baró and Vitrià [135]. They
use a more general version of the Haar-like features, called Dissociated Dipoles.
During the training process, a genetic algorithm is used to iteratively add new
features to the system, which strongly improves the performance compared to
the exhaustive search selection approach applied by Viola and Jones.

A different technique from the sliding-window detection approach is the
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Implicit Shape Model (ISM), proposed by Leibe and Schiele [136]. As in many
foregoing literature approaches, the object of interest is modeled using multi-
ple small parts. However, they propose to extend the appearance information
of the parts with the spatial configuration of those parts. The spatial configura-
tion is described by the position of each part w.r.t. the object center. To localize
objects in an image, each part is detected in the image. When it is detected,
it casts a vote for the object center location. The maxima in this voting space
define possible object locations. This technique obtains competitive results for
generic object detection and in addition, allows for automatic partial object seg-
mentation.

The use of part-based models has recently gained much popularity. A pop-
ular model proposed by Felzenszwalb et al. [137], which describes the image as
a combination of a global description and a set of smaller parts. All features
are based on modified HOG features. The parts are sampled more accurately at
twice the resolution (scale) of the global description. After automatically gen-
erating parts from the training set, a deformation model is generated for each
part. As in the ISM technique, the part deformation is taken into account during
detection of the parts. Detection of objects is performed by adding the detec-
tions of the global model to the detections of the object parts. The model ob-
tains state-of-the-art detection performance. The part detectors are obtained by
searching for high-information areas in the global detector, which models the
total object. Although the part-based models have recently gained popularity,
the construction of the optimal set of parts is still an unsolved issue. Moreover,
successful construction of parts can only be performed when a global detector
for the object class can be learned.

Although part-based models obtain the best detection performance, the con-
struction of the part models is still very difficult to obtain automatically. Fur-
thermore, the computational complexity is higher than the models that apply a
single detection model, as more models have to be matched to the image (single
global model and multiple-part models). Therefore, we will select a detection
approach based on a single detection model and using a sliding-window de-
tection stage. The HOG system is selected, since it obtains the best detection
performance without the use of additional parts. Furthermore, it can be imple-
mented as a filter on the image, which is very suitable for parallel implemen-
tation in a Graphical Processing Unit (GPU) or an Field-Programmable Gate
Array (FPGA).
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4.3 Detection system

We will now explain the sliding-window object detection system in more detail.
An introduction to object detection using a sliding detection window was pre-
sented in Section 2.5. A detection window of fixed size is positioned on the
input image and at each position in the image, the window is compared to the
object model. If the image window is similar to the object model, the location
is stored as a detection of the object. For object detection, this comparison is
called classification.

A systematic overview of the detection system is shown in Figure 4.2. To
find objects of different size, the image is repeatedly downsampled, thereby
sampling the scale space. The detector is applied to each scaled version of the
input image. A visual representation of the detection process is depicted in
Figure 4.3. Because objects have large variations in illumination and contrast,
an invariant feature representation is calculated and the comparison is applied
in this feature space.

The invariant feature representation will be described in Section 4.3.1. Then,
the feature classification is discussed in more detail in Section 4.3.2. Finally, in
Section 4.4, the actual training of the recognition system is presented.

4.3.1 Image feature description

An object detector should localize all objects of a certain object category. Dif-
ferent intra-class variations occur in the visual appearance of these objects. Al-
though there are many sources of variation, the following three are the most
important. First, there is a large intra-class variation within the object category
(e.g. station wagon vs. hatchback for the object class car). Second, different light
variations (lighting and contrast) result in different intensity values in the im-
age. Third, different object positions and poses w.r.t. the camera (viewpoint) re-
sult in different visualizations. To be invariant to all above variations, a feature
descriptor should remove variations while maintaining an informative descrip-
tion of the object. All variation that cannot be removed by the image description
has to be removed by the following classification system (see Section 4.3.2).

Several feature representations have been proposed in literature as discussed
in Section 4.2 and were already presented earlier in this thesis in Section 2.3.3
and 2.3.4. For completeness, we will summarize the key contributions from
literature. Sung and Poggio [52] use the pixel intensity values, but normalize
to illumination and obtain contrast invariance using histogram equalization.
Turk and Pentland [53] also use raw intensity images, but transform them using
PCA. Low-frequency gradient information is extracted using Haar wavelets by
Oren et al. [54], Schneiderman and Kanade [55], Mohan et al. [57] and Viola and
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Figure 4.6 — Visualization of linear interpolation applied in the HOG feature-
generation process. At the left, one-dimensional interpolation is depicted and at
the right, two-dimensional interpolation is shown.
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Jones [56]. The use of histograms to generate color descriptions is proposed
by Swain and Ballard [59]. Mu et al. [58] propose the use of LBP descriptors
which can be efficiently computed. Lowe’s SIFT [32] uses gradient information
and describes the gradient orientation in histograms. SIFT first detects interest
points in the image and describes the image region around each interest point
using a descriptor. The HOG technique, proposed by Dalal and Triggs [60],
uses a descriptor similar to the SIFT descriptor, but describes an image densely
instead of using interest points.

To be independent of the performance of an Interest Point Operator (IPO)
algorithm, we will use a dense description algorithm. As mentioned in Sec-
tion 4.2, we have selected the HOG model [60] for its simplicity and good
detection performance. This system was first introduced in this thesis in Sec-
tion 2.3.4 - B. The overall block diagram of the HOG feature-generation stage is
shown in Figure 4.4. We will now describe the main steps of the HOG detection
system.

The input image is converted into an invariant feature vector by performing
the following algorithmic steps. A visual overview of each stage is shown in
Figure 4.5.

1. The image is divided into cells of n×n pixels, typically n = 4 or 8. Each cell
at grid position i, j is converted into a single orientation histogram hi,j
that will model the orientation information within this cell. In Figure 4.5,
an example cell is shown as a yellow square.

2. The image is processed with a 1×3 gradient filter with coefficients [1, 0,−1]
in both horizontal (Gx(x, y)) and vertical direction (Gy(x, y)), to remove
the influence of constant variations in luminance. For example, with the
specified filter,Gx(x, y) = I(x−1, y)−I(x+1, y). Although several gradi-
ent filters with smooth filtering characteristics exist, Dalal has shown that
the most simple symmetric filter gives the best performance [69].

3. For each pixel x, y at cell position i, j, the cell histogram hi,j is updated
by storing the gradient magnitude GM (x, y) =

√
Gx(x, y)2 +Gy(x, y)2 in

the bin that corresponds to the gradient orientation, which is specified by
GO(x, y) = arctan (Gy(x, y)/Gx(x, y)) at that pixel location.

4. The histogram data is normalized to remove the influence of contrast
(Figure 4.5, bottom). To this end, Dalal has introduced the concept of
b× b overlapping blocks that comprise a two-dimensional area of multiple
neighboring cells. Each cell is part of B blocks of size b × b. Note that
we do not employ the Gaussian weighting function because of the addi-
tional computational cost for a limited gain in descriptive performance.
For each of these blocks, the initial raw histogram hi,j is normalized to
the total energy of all cell histograms part of that block around cell i, j.
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After all normalizations, each cell has B histograms. Thus, the gradient
histogram information of each cell is stored multiple times after apply-
ing different normalization factors. Several normalization techniques are
evaluated in [60], such as L1, L1-sqrt, L2 and L2-hys (as used in SIFT [32]).
We have adopted L2 normalization in the experiments, which is com-
puted by

hi,j,k =
hi,j√

‖v(i, j, k)‖22 + ε2
, (4.1)

where the term ‖v(i, j, k)‖2 defines the L2 norm of the concatenated fea-
ture vector of the B histograms hl,m, where l,m are the cells as defined
by the construction of block k around cell i, j (depicted as the squares
surrounding the central cell i, j in Figure 4.5 with different colors). For
example, for k = 1, ‖v(i, j, k)‖2 = ‖{hi−1,j−1, hi,j−1, hi−1,j , hi,j}‖2, which
leads to the square-root of the sum of the squared components, accumu-
lated for the four cells within block k. The smoothing term ε is added to
avoid division by zero, or to limit the effect of noisy histograms (typically,
ε = 10−4).

Linear interpolation
To avoid spatial quantization effects on the edges of the cells, interpolation is
applied. In addition, because the orientation histogram is quantized in a lim-
ited number of bins, interpolation is also added to avoid quantization effects on
the borders of bins, with a particular rotation angle. Pixels that are close to the
border of the cell now cast their information both in their cell histogram and in
the histograms of the neighboring cells. This process is depicted in a simplified
way in Figure 4.6.

Let us now consider a simple one-dimensional example to explain the inter-
polation process, depicted at the left-hand side of Figure 4.6. For a considered
(yellow) pixel at pixel position (x = 6, y) in cell i, j (cell size n× n = 8× 8), the
gradient magnitude information GM (x, y) of this pixel is stored partially in the
histogram hi,j of cell (i, j) and partially in the histogram hi+1,j of its neighbor-
ing cell (i + 1, j) (green). The weight of the cast votes is interpolated linearly
from value 1.0 at the center of the cell, to 0.5 at the edge of the cell.

Because the real pixel position is a two-dimensional position, interpolation
is applied in both x- and y-directions in the actual implementation. For the two-
dimensional interpolation (right-hand side in Figure 4.6), the colored zones de-
fine in which neighboring histograms the gradient information from the current
pixel is stored. The current cell is depicted with a bold rectangle. As can be seen
in the figure, the gradient information of each pixel is stored in four different
histograms.

Similarly to the spatial axis, interpolation is also applied in the binning of
the gradient orientation GO(x, y). For orientation values which are close to the
edge of the related histogram bin, their information is divided over two bins.
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We have presented the feature description using the HOG algorithm. This
enables us to make a description of an image that is invariant to small local
deformations and changes in luminance and contrast. In conclusion, the HOG
transformation of the images as a processing stage for creating an object detec-
tor leads to an invariant representation, so that noise in the feature description
is reduced, leading to a less complex and more robust classification.

4.3.2 Classification

In the previous section, each training sample image was transformed into an in-
variant feature representation. The total set of positive (object) samples and neg-
ative (background) samples is now used to generate a classifier that can distin-
guish object and background. Each training sample is represented by its feature
vector. The set of training samples can be visualized in a high-dimensional fea-
ture space defined by the feature vectors. The classification boundary between
the positive and negative samples in this feature space is called the decision
boundary. This decision boundary is visualized in Figure 4.7, where the train-
ing samples are represented as points in the high-dimensional feature space. A
training algorithm generates the decision boundary from the training samples.
Classifying a new unknown sample is performed by calculating the distance
to the decision boundary. If the sample is located on the positive side, it is
classified as an object, otherwise it is considered background.

Different classification systems can be used to create the decision bound-
ary. We have already presented an overview of classification systems in Sec-
tion 2.3.5. For an object detection application, different classification systems
have been proposed in literature. We will now give a short overview and then
discuss our choice for the classification system. In the next section, we will
discuss an efficient implementation for such a classification training system.

Linear classification is the most simple form of classification (refer to Sec-
tion 2.3.5 - B). Viola and Jones [56] classify using a linear combination of a
limited set of selected features. The selection of robust and discriminative fea-
tures simplifies the classification problem, resulting in good performance for
the linear classifier. Neural networks similarly use a linear weighting vector,
but apply a non-linear activation function after each layer [70]. Sung and Pog-
gio [52] use a two-layered approach, in which objects are first described by the
distance to clusters in the space, defined by their Eigenvectors. Classification
is then applied using a Multi-Layer Perceptron (MLP), with 12 input units, 24
hidden units and one output unit. The detection system by Rowley, Baluja and
Kanade [138] uses a similar approach, but applies the neural network directly
onto the normalized training images. They divide the 20 × 20 pixels image re-
gion in different regions, processed by different parts of the neural network.
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The HOG detection system by Dalal and Triggs [60] uses SVM classifica-
tion (see Section 2.3.5 - C). It is shown that the use of more complex kernels
improves classification performance. Despite the better classification perfor-
mance, the required computational complexity is much higher than when us-
ing a linear classifier, because each test sample has to be compared to all stored
support vectors. For a typical classification problem, the number of support
vectors is in the order of hundreds to thousands. In contrast, only one compar-
ison is made when using a linear classifier. Since the classifier has to be applied
to a very high number of image positions in the detection process, a simple
classifier is preferred for its computational simplicity. Since the use of a linear
classifier gives only a small performance loss, we have adopted the linear clas-
sifier to benefit from the major reduction in computation time.

Classification for object detection
To detect objects, we apply a sliding-window detection approach, in which the
classification model is applied to each position during scanning of the image at
the cell grid positions. At each position, the final detection stage now becomes
a linear classification of the feature vector at the current cell position in the im-
age. That feature vector may be close to an instantiation of the object model.
The object model is in our case the delineation of the feature space that is con-
structed by the set of feature-transformed annotated regions within the training
images. This delineation is defined as a linear boundary, in the hyperspace, de-
fined by the normal of this hyperplane, denoted by a multi-dimensional vector
ω and certain bias b.

At this location in the image, we create a total feature description of the re-
gion surrounding a cell i, j, by concatenating all histogram data contained in
the detection window W , forming the feature vector xi,j at position i, j. Thus,
xi,j = {hBi,j , hBi+1,j , ..., h

B
i+ww−1,j+wh−1}, where hBi,j is the concatenation of theB

different block normalizations: {hi,j,1, ..., hi,j,B} and ww and wh are the width
and height (expressed in cells) of the detection windowW , respectively. Classi-
fication is now performed using the linear classification model with weight vec-
torωwith bias b. The classification function now becomes (see Section 2.3.5 - B):

ŷx,y = ω · xx,y + b, (4.2)

which represents a simple inner product between the feature vector xx,y in the
image and the classification weight vector ω 1.

1The inner product in this classification can be efficiently implemented in a CPU or DSP using
Single Instruction Multiple Data (SIMD) instructions, which significantly improves the execution
speed. Although the number of features in a vector can be quite high, the complexity of computa-
tion is severely reduced and execution parallelism can be fully exploited.
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F1={x1, x2, x3, ..., xN}

Decision 
boundary

Background 
samples

Object samples

Figure 4.7 — The decision boundary used for classification in the high-dimensional fea-
ture space, generated from the training samples. For simplicity, the N -dimensional
decision boundary is depicted as a curve in the two-dimensional plane.

Figure 4.8 — Initial individual detections (green) and the final merged detection (red).

Positive classification weights Negative classification weights Positive weights, sample overlayed

Figure 4.9 — Visualization of linear classification weights.
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During detection, classification is performed at each cell grid position and
using all scaled versions of the input image. At each position, the outcome of
Equation (4.2) is a number that represents the distance to the classification hy-
perplane. This number, being a classification score, is thresholded to generate
an individual detection at a certain grid position i, j and a certain scale using
threshold Tdet. Typically, the threshold Tdet = 0, but when more sensitivity is
desired, it can be altered to a non-zero number.

Since objects are detected at multiple spatial positions and scales, the indi-
vidual detections at a certain window position that belong to the same physical
object will be merged to generate a final object detection. This process is dis-
cussed in more detail in Section 4.3.3. An example of multiple detections of the
same object is shown in Figure 4.8.

Relation between classification and the object class
The learned classifier is used in the object detector to classify each position in
the input image. Classification implies the calculation of an inner product be-
tween the classifier weight vector ω and the feature representation at the cur-
rent position. This inner product can also been seen as a cross-correlation or
convolution of the classifier and the input image. Since the image content is de-
scribed using histograms, the feature values are always positive. Therefore, the
classification weight vector can be interpreted semantically. Each dimension
of the classification weights corresponds to a feature vector dimension, which
relates to a bin in the histogram. If the weight vector has a positive value for a
histogram bin, it means that this bin contains information that corresponds to
the object. Similarly, if a bin is represented by a negative value, it corresponds
to background information. The classification vector ω can now be visualized
into positive object information and negative background information.

As an example, let us consider a classifier for the object class ‘car’. The
positive and negative classification weights have been depicted in Figure 4.9.
Positive weight information is drawn at the left subfigure and negative infor-
mation in the middle. The magnitude of the classification weight describes the
importance for classification and is color-coded in the figures (red features are
important, blue features are not important). As can be seen in the figure, the
positive weights focus on the contours (the visible edges) of the object, while
the negative weights focus on the orientations that do not occur in the samples
of the object class.

4.3.3 Merging detections

The individual detections of the sliding-window detection system, result from
cell grid positions i, j and scale s. Objects are typically detected multiple times,
at different search positions. Therefore, multiple overlapping detections need
to be merged into a single detection. This merging process is sometimes re-
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ferred to as non-maximum suppression. Merging is not a trivial process. A simple
merge of overlapping detection windows is not desired, since they may rep-
resent multiple physical objects. The results of the merging procedure for an
example input image is depicted in Figure 4.8. As can be seen in the figure,
the initial individual detections (green) are combined and merged into a single
merged detection (red).

Note that a simple merge of overlapping detections does not consider detec-
tions that are caused by different physical objects in the scene. During merging,
both the spatial location and the size (scale) of each detection should be con-
sidered in the merging procedure. This makes the merging process a difficult
problem.

In the original HOG system [60], Dalal and Triggs propose the use of a non-
parametric density estimator and apply a mean shift merging procedure. Because
of the good merging results of the algorithm, we also apply the algorithm
to our detection system. Each detection is represented by a point in a three-
dimensional space (i, j, s). Then, a mean shift procedure is used to cluster the
individual detections and compute a merged detection. Such a merged detec-
tion is also called a mode of the data.

The search procedure can be interpreted as a Parzen window probability
density estimation for the position of the object center and is explained well by
Comaniciu and Meer [139]. We use a Gaussian kernel for the mean shift kernel,
as in the original HOG work by Dalal [69]. The mean shift merging procedure
is an iterative procedure. Each data point is independently moved towards its
mode (the maximum) by comparing the point with all data points in each iter-
ation. Therefore, the computational complexity is quadratic in the number of
data points and linear in the number of iterations required for each point.

For completeness, we will now explain the mean shift mode finding procedure
in more detail. A more complete derivation can be found in [139]. We estimate
the modes of the feature space that is described by the density function f(x). It
would be impractical to first estimate this function and then localize the max-
ima (the modes). The mean shift algorithm localizes the modes directly, by
searching for the locations where the gradient of f(x) is zero.

Given a similarity kernel K with normalized profile K(x) (which will be
explained shortly), bandwidth parameter h, the kernel density estimation f̂ for
a set of N data samples becomes

f̂h,K(x) =
1

Nhd

N∑
n=1

K

(
x− xn
h

)
, (4.3)

where xn, n = 1, 2, ..., N and x ∈ R3 are the data samples that represent
our initial detection windows from the sliding-window detector, in the three-
dimensional space defined by the spatial positions i and j, and the scale s.
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When using radially symmetric kernels, it suffices to define the profile of the
kernel k(x) satisfying

K(x) = ck,dk
(
‖x‖2

)
, (4.4)

where ck,d is a normalization constant which assumes that K(x) integrates to
unity. The modes of the density function are located at the positions where the
gradient function ∇f(x) = 0. Note that the mean shift procedure is an elegant
way to locate these zero positions without the actual estimation of the density.

The gradient of the density estimation f̂h,K from Equation (4.3) is

∇̂fh,K(x) ≡ ∇f̂h,K(x) =
2ck,d
Nhd+2

N∑
n=1

(x− xn)k′

(∥∥∥∥x− xnh

∥∥∥∥2
)
. (4.5)

We now define the function

g(x) = −k′(x), (4.6)

assuming that the derivative of the kernel profile k exists for all x ∈ [0,∞),
except for a finite set of points. The kernel G(x) is now defined as

G(x) = cg,dg
(
‖x‖2

)
, (4.7)

where cg,d is the corresponding normalization constant. Introducing g(x) as the
kernel profile into Equation (4.5) yields

∇̂fh,K(x) =
2ck,d
Nhd+2

N∑
n=1

(xn − x)g

(∥∥∥∥x− xnh

∥∥∥∥2
)

(4.8)

=
2ck,d
Nhd+2

[
N∑
n=1

g

(∥∥∥∥x− xnh

∥∥∥∥2
)]∑N

n=1 xng
(∥∥x−xn

h

∥∥2
)

∑N
n=1 g

(∥∥x−xn

h

∥∥2
) − x

 . (4.9)

The first term is proportional to the density estimation at x computed with
kernel G(x):

f̂h,G(x) =
cg,d
Nhd

N∑
n=1

g

(∥∥∥∥x− xnh

∥∥∥∥2
)
, (4.10)

and the second term

mh,G(x) =

∑N
n=1 xng

(∥∥x−xn

h

∥∥2
)

∑N
n=1 g

(∥∥x−xn

h

∥∥2
) − x (4.11)
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is the mean shift, which represents the difference between the weighted mean,
using the kernel G to determine the weights, and the center position of the
kernel (window) x.

From the Equations (4.9) and (4.11), Equation (4.5) now becomes

∇̂fh,K(x) = f̂h,G(x)
2ck,d
h2cg,d

mh,G(x), (4.12)

which yields

mh,G(x) =
1

2
h2 cg,d
ck,d

∇̂fh,K(x)

f̂h,G(x)
. (4.13)

Equation (4.13) shows that at location x, the mean shift vector that is computed
with kernel G is proportional to the normalized density gradient estimation
obtained with kernel K. This mean shift vector thus always points towards the
direction of the maximum increase in the density and is guaranteed to converge
to a point where the gradient of the density function is zero. The relationship
in Equation (4.13) is intuitive: the local mean shifts towards the region in which
the majority of the points reside. Since the mean shift vector is aligned with the
local gradient estimation, it defines a path to a stationary point (mode) using
the estimated density.

Note that the user has to set the bandwidth of the mean shift kernel, which
is for the considered problem semantically related to the allowed variation in
object position in both i, j and s. Although there exists work on the auto-
matic selection of the bandwidth [140], we manually select the bandwidth of
the merging kernel.

We can now apply the mean shift algorithm to our problem to find the
modes of the data. The iterative updating of the solution is performed as:

1. Compute the mean shift vectormh,G(x),

2. Shift the kernel (window) position G(x) bymh,G(x).

We can now apply the mean shift merging algorithm to the sliding-window
detection system. The input data points represent individual detections at po-
sition (i, j, s). For each input point, we now use mean shift to find the so-called
mode, that represents the merged detection. The different modes that result
from the merging procedure represent the final merged detected objects. This
mode-finding procedure is depicted in Figure 4.10. For the object detection
task, an example of merging is shown in Figure 4.8.
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(a)

(f)(e)(d)

(b) (c)

Figure 4.10 — Example of mean shift mode finding. Input samples (a) are depicted as
red dots, the current mean shift vector is shown as a blue dot (b). The algorithm
iteratively updates the mean shift vector (c-d) until convergence is reached (e) and
a mode is found. This procedure is repeated for all data samples until two modes are
found (f).

4.4 System training

In the previous section, we have focused on the invariant feature representation
and the actual classification during object detection. We will now discuss the
training of the detection system. The object detection system is trained with a
dataset containing annotated object images. Whereas positive object images are
defined by the dataset, the task of selecting relevant negative training samples is
typically left to the user. The selection of appropriate negative training samples
is a difficult process. Evidently, the amount of variation in the background is
very large, so that it cannot be easily captured with a limited set of samples.

In this section, we apply a bootstrapping procedure that first trains an initial
detector from a set of randomly selected negative samples. This initial detector
is then applied to the background images to collect the more difficult training
samples (the so-called hard negatives). We will now describe these two training
stages in more detail. The initial detector training is explained in Section 4.4.1
and the second iteration is described in Section 4.4.2.

When an appropriate set of training samples has been collected, this total
set can be used to train the final classifier that will be applied during object
detection. Typically, the total training set contains a high number of training
samples. The training of the object model is a complex optimization process.
Most learning algorithms are reasonably complex, resulting in significant to
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large computation times. In Section 4.4.3, we propose an efficient training al-
gorithm that has a computational complexity with an order that is linear to the
number of training samples. Employing this algorithm decreases the learning
time from hours or even days to a few seconds only.

4.4.1 Initial training

Input for the initial training stage are the sets of positive object images and
the background images that do not contain any objects of interest. The object
images are first scaled to the pixel-size of the detection window and then trans-
formed in the HOG feature representation, resulting in positive training samples.
The background images can have any size. Because computation power and
memory are constrained, a limited set of Ninit negative training samples is ex-
tracted at random positions and scales from each background image. After
extracting negative samples from all background images, the total set of posi-
tive and negative samples is passed on to the classification training block that
tries to find the optimal decision boundary between the two sets. A visual rep-
resentation of the training procedure is shown in Figure 4.11. The resulting
classifier can now be used to detect objects in images. The training of the actual
classification decision boundary will be discussed in Section 4.4.3.

Note that this first detector will not have the optimal detection performance,
as only random negative training samples have been used in the training proce-
dure. Therefore, the decision boundary in feature space is only loosely defined
at the boundaries of the background area (as depicted by the solid orange curve
in Figure 4.13). As we will see in the next section, adding the appropriate addi-
tional negative samples can result in a more accurate decision boundary.

4.4.2 Additional training iterations

In the first training stage, an object detector has been trained using the anno-
tated object samples and randomly selected background samples. Since the
background samples do not fully cover the complete background variation, the
decision boundary is only coarsely defined around the positive samples, thus
resulting in sub-optimal performance. Applying this detector can lead to false
detections.

Additional informative negative samples can be collected by applying the
detector to the set of background images. Resulting new detections represent
more difficult samples that are not yet correctly handled by the classifier. These
so-called hard negatives are now added to the initial set of background sam-
ples. In a subsequent training iteration, the initial positive samples and the
new, more complete background set are processed by the classifier training sub-
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Figure 4.11 — Training the initial classifier from the training samples. Each back-
ground image is randomly sampled to generate Ninit samples per image.
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Figure 4.12 — Bootstrapping: improving the initial classifier by collecting additional
negative training samples.
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Figure 4.13 — After initial training, the decision boundary (solid orange curve) is not
at its optimal position. By collecting hard negatives, the boundary can be shifted to
its optimal position (dashed blue curve).

system to generate a better classifier. This process is called bootstrapping and is
widely used in object detection ([52] [55] [60] [138]). The bootstrapping process
is visualized in Figure 4.12.

By training with all negative samples and the initial positive samples, the
decision boundary shifts towards a more accurate position in feature space,
thereby more tightly separating the positive and negative samples. This shift is
visualized in Figure 4.13. The original random negative samples are depicted
by red samples and the additional hard negative samples are shown in the up-
per dashed curve in blue. The classification decision boundary shifts from the
initial boundary (the solid orange curve) to the final decision boundary (the
dashed blue curve). Although the collection of hard negatives can be repeated
multiple times, we have found empirically that a single additional training it-
eration is sufficient. This is in line with literature on this point (see the above
references). The final classifier can now be employed to detect objects in new
images.

4.4.3 Classifier learning

As discussed previously, the trained classifier will be applied to a high num-
ber of image positions during detection and should therefore be computation-
ally inexpensive. For this reason, a linear classifier is preferred, to benefit
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from its computational simplicity. We now learn our actual classification model
from the sets of positive and negative training samples. We first introduce a
mathematical framework for solving classification problems. Next, we explain
Gradient Descent (GD) optimization, which is known as an algorithm that can
find an optimum point of operation. Then, an efficient stochastic technique is
proposed to quickly localize the optimum, even when large datasets with many
training samples are processed.

As introduced in Section 2.3.5 - B, the classification boundary that obtains
maximum generalization is the one with maximum margin. A Support Vec-
tor Machine (SVM) [71] is often used to train a linear classifier, because it re-
sults in such a maximum margin classification boundary. Furthermore, SVMs
can handle high-dimensional feature vectors effectively. Traditional learning
algorithms such as Sequential Minimal Optimization (SMO) for learning an
SVM [129], have a computational complexity that is superlinear in the number
of training samples, resulting in execution times in the order of tens of seconds
to several minutes, when using a constrained number of training samples (see
Shalev-Shwartz et al. [141]). However, the execution times increase significantly
when adding more training samples. We will now first explain the optimization
problem and then propose an efficient algorithm for solving this problem.

In a supervised learning problem, we are given a set of training samples
(x, y) ∈ X × Y , taken from the probability density function p(x, y). The con-
ditional probability P (y|x) represents the relationship between input vector x
and output label y that we are trying to estimate. Note that in our application
towards object detection, the vector x represents the HOG feature description
vector, and y is the object label, defined as ‘1’ when it represents an object, or
‘−1’ when it refers to background. The difference between the estimated label
ŷ and the true label y is represented by a loss function l(ŷ, y). We try to estimate
the function f that minimizes the expected loss, which is called expected risk
E(f) in literature, given by

E(f) =

∫
l (f(x), y) dp(x, y) = E[l(f(x), y)], (4.14)

where E denotes the expectation.
In practice, it is difficult, if not impossible, to find p(x, y), so that we esti-

mate the expected risk by an empirical expected risk, defined by the gathered
training samples as used in the collected datasets. In the datasets, we are given
N training samples (xn, yn), with n = 1, 2, ..., N of the unknown probability
density function p(xn, yn). We try to find a function fm that minimizes the
empirical expected risk Em, as measured over the training set, which yields

Em(fm) =
1

N

N∑
n=1

l(fm(xn), yn) = Em[l(fm(x), yn)]. (4.15)
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Because we use a linear classification model, the function fm is linearly param-
eterized by the normal of the hyperplane, ω ∈ <d, d being the dimensionality
of feature vectors x.

The next step in this optimization problem is an algorithm for finding this
minimum empirical expected risk, in order to specify the optimal function fm.
It should be noted that the function fm defines the best decision boundary that
apparently minimizes the empirical expected risk and thus best separates the
positive object samples and negative background samples in the high-dimensional
feature space. By modifying this boundary and evaluating the correspond-
ing empirical expected risk, it should be possible to find the optimal function
fm. Such a minimization problem can be solved by employing a Gradient De-
scent (GD) algorithm.

A. Gradient Descent

In standard Gradient Descent (GD) techniques, the empirical risk Em of fm is
minimized by evaluating the gradient of the empirical expected risk and updat-
ing the function towards a lower value of this risk. In our case, fm is linearly
parameterized by the normal vector ω. Therefore, we can directly update this
vector ω using GD, so that

ωt+1 = ωt − η
δ

δω
{Em,t(ωt)}, (4.16)

where Em,t is the empirical estimated risk at optimization iteration t in the
minimization process going towards Em. This risk is typically estimated as the
sum of the gradients caused by each individual training sample xn, yn, leading
to

ωt+1 = ωt − η
1

N

N∑
n=1

δ

δω
{l(ft(xn), yn)}, (4.17)

where ft is the current solution at optimization iteration t and ft(xn) is the
classification outcome of the feature vector xn of sample n. The function ft
defines the hyperplane and is defined as ft(x) = ωt · x+ b, where b is the bias.

Note that η is the update/gain factor or step size, used to update the solu-
tion ωt at time (iteration) t. Standard GD requires one complete sweep over
the training set in order to calculate the gradient and thus update the opti-
mization parameters. The order of complexity for the total training process is
O(I · N), where I denotes the number of training iterations required to reach
the optimum andN is the number of training samples. Because many iterations
may be required to reach the global optimum, this approach is impractical for
large datasets with many training samples. Therefore, we will now evaluate a
stochastic variant of the GD technique in order to effectively reduce the number
of N in the complexity order of the optimization.
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B. Stochastic Gradient Descent

Traditional Gradient Descent (GD) calculates the true gradient of the optimiza-
tion function at each training iteration by evaluating all training samples. To
limit the amount of computations required at each iteration of learning, an ap-
proximation of the true gradient can be made by using subsets of the training
samples. In the extreme case, only a single training sample can be used to de-
termine the gradient of the solution at the current iteration. This approach is
called Stochastic Gradient Descent (SGD).

SGD algorithms have been successfully used for the training of neural net-
works [142]. Bottou et al. [143] have expanded this concept for the purpose
of training linear classifiers, using a regularization constraint as in SVMs, and
have shown significant improvements in computation time without loss in clas-
sification performance for large-scale learning problems. An alternative SVM
implementation is proposed by Shalev-Schwarz et al. [141].

In the context of object recognition, SGD has been used in multi-layer convo-
lutional networks for training the features but not for training the classifier [67].
To our knowledge, we are the first to apply SGD for sliding-window object de-
tection [15], as presented in this chapter. As previously mentioned, best clas-
sification performance is obtained when using a maximum-margin approach,
such as employed by SVMs. Therefore, we will train a linear SVM classifier, but
we use SGD instead of the commonly used SMO algorithm.

The SGD algorithm considers one sample at each optimization iteration and
updates the weight vector ω iteratively, using a time-dependent weighting fac-
tor ηt, which converts Equation (4.17) to

ωt+1 = ωt − ηt
δ

δω
{l(ft(xt), yt)}, (4.18)

where η is the step size, t is the time index (iteration number) of the opti-
mization process and xt is the single, randomly selected training sample taken
for the iteration. Compared to GD (see Equation (4.17)), SGD requires a consid-
erably lower computation time per update, resulting in a much faster conver-
gence. Note that updates of the optimization parameter ωt are noisy because
only a single sample is considered at a time. However, in other applications,
it was found that such noisy updates have the advantage that the optimization
process does not get trapped in local minima, which is the case with normal
GD [142]. In our new application of SGD, we have found after multiple experi-
ments that this statement also holds for our optimization problem.

Regularization constraint
Up to this point, the optimization procedure only evaluates the risk function.
Since we are solving a classification problem, the risk is defined as the classifi-
cation error of the current solution ft. As discussed in Section 2.3.5 - B, the best
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decision boundary is the one that maximizes the margin. The size of the mar-
gin is now added to the optimization function as a regularization constraint.
The integration of this maximum-margin constraint from Support Vector Ma-
chine (SVM) classifiers directly into the SGD optimization algorithm enables a
good generalization performance and avoids overfitting. The total function de-
scribing the empirical expected loss, which we aim to minimize, now becomes

λ

2
‖ω‖2 +

1

N

N∑
n=1

l(yn(ωxn + b)), (4.19)

where the regularization term ‖ω‖2 represents the size of the margin in feature
space and λ represents the importance of the regularization parameter w.r.t. the
classification error.

Loss function
As shown in Equation (4.18), to evaluate the empirical expected risk, the gradi-
ent of the loss of the currently evaluated sample is used to steer the optimiza-
tion. This loss function is an evaluation of how well the current solution fits
to the annotated training sample and penalizes incorrectly classified samples.
It is suitable to adapt the choice of the loss function to the type of optimiza-
tion problem at hand. As used in SVMs [71], we employ the Hinge loss SVM
objective function2 because it obtains good solutions when considering a bi-
nary decision function. It linearly penalizes samples that are further away from
the boundary, according to loss functions used in logistic regression, while it
only penalizes samples slightly when they are close to the margin and not at
all when they are positioned at the correct side and beyond the margin of the
decision boundary (z ≥ 1). The Hinge loss function is defined as

l(z, y) = max{0, 1− yz}, (4.20)

with z = ωx+ b. (4.21)

We will now embed the Hinge loss function (Eq. (4.20)) and the minimization
function including the regularization term (Eq. (4.19)) directly into the SGD
optimization framework (Equation (4.18)). The weight vectorω is now updated
with the following update factor

ωt+1 = ωt − ηt
(
λωt +

δl(yt(ωtxt + b))

δωt

)
. (4.22)

The parameter λ defines the importance of a generic solution (large margin)
versus minimizing the classification error on the training set. The time-depen-

2Hinge Loss received its name because a graph of the function looks like a hinge, with an elbow
along the hyperplane at the point z = 1.
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dent parameter ηt denoting the step size at each optimization iteration t, is
defined as

ηt =
1

λ(t+ t0)
, (4.23)

where t0 is specified by the user. We define η0 = 1/(λt0), which leads to t0 =
1/(λη0) and typically use η0 = 1 in our experiments.

Note that the bias b of the linear classifier is estimated similar to the weight
vector ω, and is also updated at each iteration of optimization.

The final optimization procedure is now defined by Equation (4.22). Our
optimum decision boundary solution is now determined by executing this pro-
cedure for each training sample. Note that because of the stochastic nature of
the optimization, it can be beneficial to apply multiple iterations over the to-
tal training set (called epochs). The end result of the optimization procedure is
our classification boundary ω and bias b, which together define our linear deci-
sion boundary. The meaning of this classification function is the delineation of
the space to detect objects. When using our sliding-window detection system
to detect objects (see Section 4.3.2), we employ this classification stage at each
position of the search window.

4.5 Datasets

We now introduce three datasets that are used to evaluate the object detection
system. A more extensive dataset description can be found in Appendix A.2.

4.5.1 Car detection: PASCAL 2006

For the first object category, we use the PASCAL 2006 dataset3 [144], category
Car, because it is challenging and many results are provided in literature. The
dataset includes 271 images with a total of 427 cars. From this set, we have
selected 250 images suitable for training. In addition to the object images, 1,059
background images without objects are available. For parameter tuning of the
detection system, an evaluation set of 1,341 images is available, containing 854
cars. Final detection performance results are reported on the test set that con-
tains 2,686 images with and without cars. The total number of cars in the test
set is 854. More details can be found in Appendix A.2.1. Some object samples
from the dataset are shown in Figure 4.14.

3We use the car detection dataset from the PASCAL Visual Object Categorization Chal-
lenge (VOC) 2006, available from:http://pascallin.ecs.soton.ac.uk/challenges/
VOC/voc2006/
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4.5. Datasets

Figure 4.14 — PASCAL 2006 car dataset training examples.

Figure 4.15 — WATERVisie ship dataset training samples.

(a) (b)

Figure 4.16 — Example images of aspirin crystal training samples: bar-like crystals
(a) and blob-like crystals (b).
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4.5.2 Ship detection: WATERVisie

The dataset contains images taken from videos of 150 ships, recorded during
daytime at the “Botlek”, a world-leading harbor and industrial area in Rotter-
dam, The Netherlands. The set is divided into a training set of 135 images and
an evaluation set of 282 images, containing annotations of 140 and 306 ship im-
ages, respectively. An initial set of 16 images without any ships is available,
which is sufficient background variation for training an object detector as the
camera is static and the amount of variation is limited. More details on the
dataset can be found in Appendix A.2.2. Examples images are shown in Fig-
ure 4.15.

4.5.3 Crystal detection

For the detection of aspirin crystals in pharmaceutical microscope images, we
consider two detection problems: the detection of elongated crystals and more
round crystals. The dataset contains a small number of images. However, we
will show it is sufficient to validate the feasibility of the proposed detection
system on the problem.

From 4 training images, 80 bar-like crystals were annotated. A total of
146 blob-like objects were annotated from 10 training images. To make a quan-
titative evaluation, four test images from the total set of 220 images have been
manually annotated and contain a total of approximately 109 bar-like crystals
and 27 blob-like crystals. Note that the exact number cannot be easily deter-
mined, since there are crystals in the background that are very unclear due to a
low contrast or a significant occlusion. Therefore, we have only annotated the
most clearly visible crystals and ignore the dubious cases during evaluation.
Some object annotations from the dataset are shown in Figure 4.16.

4.6 Experiments

The object detection system that we have presented in Section 4.3 is now ap-
plied to three real-world detection problems: the detection of cars, ships and
pharmaceutical crystals. First, the applied HOG feature descriptor parameters
will be introduced in Section 4.6.1 and some visual detection results are pre-
sented in Section 4.6.3. Next, an object detector is constructed from the training
images and its performance is evaluated in two different experiments. The first
experiment evaluates the efficiency of different training algorithms and com-
pares results for the car detection problem in Section 4.6.4. The second experi-
ment discusses the incremental behavior of the learning algorithm in Section 4.6.5.
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4.6.1 Training and evaluation parameters

For all three object classes, all object training images are flipped horizontally
to obtain a double number of positive training samples. In this way, a detec-
tor is obtained that is invariant to the direction of the object (left/right). Only
grayscale information is used in the experiments. To train the detector, we use
bootstrapping. We randomly sample Ninit descriptions from each of the train-
ing images as the initial set of negative samples. We extract descriptions of
random regions that do not overlap with the positive object samples for more
than 50%. A first iteration classifier is trained on the total set of positive samples
and the initial negative samples. This detector is then applied to the training
images. All false detections are hard negative samples and are added to the
initial training set to obtain the final training set. In a second iteration, the pre-
viously obtained training set is used to train the final classifier. We search each
image for hard negatives using size-scaling steps, expressed with a parameter
sboot in our results. During actual detection, scaling is applied in size-scaling
steps with a parameter sdetect. The final set of system training parameters for
both datasets is shown in Table 4.1.

Note that for the WATERVisie dataset, we employ slightly different param-
eters from the experiments described by Wijnhoven et al. [16]. In the PASCAL
dataset, we apply a minimum overlap of 50% to classify a detection as correct
for the Recall-Precision (RP) calculation. Here, we lower the overlap value, be-
cause the variation in the ship class is high and correct detections do not always
overlap well with the ground-truth annotations, although the ship is correctly
detected. We have empirically estimated that by setting the minimum overlap
to 20%, a semantically correct evaluation of the detection performance is ob-
tained. We have found that when employing a larger number of hard negative
samples, the optimization algorithms obtain a better point of operation with
higher object detection performance. Because we extract more false negatives
in the bootstrapping process during learning, the resulting object detector has
a higher detection performance, as compared to the detector from our earlier
work [16] for ships. During extraction of the false negative samples, the same
minimum overlap value of 20% is used. For the PASCAL dataset, the optimiza-
tion process is also affected by the larger number of negative samples, so that
we obtain slightly different results, compared to our previous results [15] for
the detection of cars.

The parameters for the Histogram of Oriented Gradients (HOG) feature cal-
culation are presented in Table 4.2. To train the final object detector from the sets
of training samples, we have used similar parameters for the Stochastic Gradi-
ent Descent (SGD) training algorithm. We have employed λ = 0.01 and η0 = 1
and use a single iteration over the training set (epoch) to learn the detector.
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Train samples Neg Testing Scaling
Dataset Pos Neg img Ninit Img Obj sboot sdetect

PASCAL 2006 500 74k 1006 10 2,686 854 1.1 1.05
WATERVisie 280 89k 16 200 282 306 1.1 1.05
Crystals bars 80 3k 28 10 4 109 1.1 1.05
Crystals blobs 146 5k 36 10 4 34 1.1 1.05

Table 4.1 — Object detection system training parameters. Column Ninit represents
initial negative samples extracted per background image.

Dataset Cell size Orientat. Norm. Blocks Window Dims.
PASCAL 2006 8× 8 px 18+sign L2 2× 2 104× 56 6,552
WATERVisie 4× 4 px 18+sign L2 2× 2 48× 24 5,184
Crystal bars 8× 8 px 18+sign L2 2× 2 80× 16 1,440
Crystal blobs 8× 8 px 18+sign L2 2× 2 32× 32 1,800

Table 4.2 — HOG Feature parameters for the different object detection datasets. Col-
umn Dims. represents the number of feature dimensions.

4.6.2 Evaluation measures

To measure the detection performance, we use the well-known Recall-Precision
(RP) criteria. First, we introduce the individual evaluation of each generated
detection. Second, these individual classifications are combined into a single
RP value that describes the detector performance. Finally, a combined RP curve
is constructed by creating RP values for different sensitivity settings of the de-
tector. For completeness, we will now introduce the above evaluation concepts.
A more extended explanation can be found in Appendix B.

Each detection can be classified into one of the following three cases:

1. Correct detection when the detection is similar to a ground-truth object,

2. False detection when the detection is not similar to any ground-truth object,

3. Missed detection when no detection is generated for a certain ground-truth
object.

The detector is now evaluated by generating two measurements:

• Recall, defined as the percentage of ground-truth objects that have been
correctly detected (also referred to as the detection rate),

• Precision, defined as the percentage of correct detections.
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The above RP measurements can be interpreted as follows. A high recall mea-
sure means that most of the ground-truth objects have been detected and a high
precision value shows that only a few false detections have been generated.
Each RP is measured for a fixed sensitivity setting of the detector (detection
threshold). To evaluate the performance of the detector over the total range of
sensitivities, a curve is created which combines all recall and precision values
for different thresholds. Finally, to combine the complete RP curve into a single
value, the Area Under the Curve (AUC) is used. In the PASCAL Challenge, the
Average Precision (AP) is proposed, which averages the RP curve, sampled at
recall intervals of 0.1 (for details, we refer to Appendix B.1).

Note that when the object detector is deployed in a practical system, the
detection threshold needs to be fixed at a single value, representing a single
point on the RP curve. The task of the system designer is the selection of the
threshold value that corresponds to the desired trade-off in false and missed
detections.

4.6.3 Detection results

We have trained the object classification model using the techniques presented
in the previous sections with the parameters from Section 4.6.1. The resulting
detection model will now be applied to localize objects in images. We present
some visual detection results for all three detection problems (cars, ships and
crystals). We first show visual detection results to illustrate the robustness of
the approach. In a dual experimental setup, we measure numerical results
and evaluate and discuss aspects of the applied learning system. More specif-
ically, we will evaluate the efficiency of the fast training algorithm (SGD) in
Section 4.6.4. Because SGD is an online learning algorithm, we evaluate the in-
cremental learning performance of the trainer in Section 4.6.5 and investigate
how the detection performance of the object detector increases with the amount
of processed training samples.

Detection results for PASCAL Car dataset.
The Car category of the PASCAL 2006 dataset (see Section 4.5.1) is a challenging
dataset because the test images have large variations in object size, viewpoint
and lighting conditions. Example detections for the trained car detector are
depicted in Figure 4.17. As can be seen from the figure, the detector is able
to localize cars of different size and in different poses, despite the variations
in lighting conditions and contrast. At the right-bottom of the figure, a false
detection is shown, caused by the noisy gradients of the high-contrast area in
the tree.
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Figure 4.17 — Example detections on the PASCAL 2006 Car dataset. Green boxes
represent correct detections, the red box denotes a false detection.

Detection results for WATERVisie Ship dataset.
The ship detection problem is evaluated on the WATERVisie dataset (see Sec-
tion 4.5.2). To construct the ship detector, regions around the cabin of the ship
were learned to construct the detection model, as this visual information is
available in every image of a ship. Detection results using the trained detec-
tor are shown in Figure 4.18.

As can be seen in the figure, ships are detected, despite the large variations
in the appearance of their cabins. Sometimes, the ship detector also incorrectly
locates objects. However, from visual analysis of the results we have concluded
that a significant number of these false detections are actually located at or con-
nected to a ship. The most appearing false detections occur at the bow (front)
of the ship (see Figure 4.18 (a)). This is not strange, as the annotations of the
ship cabins typically also comprise the stern (back) of the ship, which is visu-
ally similar to the bow.

Detection results for the Crystal dataset
We detect two types of aspirin crystals in images from a microscope (see Sec-
tion 4.5.3): bar-like crystals and blob-like crystals. Since our detection system is
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(a) (b)

(d)(c)

Figure 4.18 — Example ship detections. (a) Typical false detection at the bow of the
ship, (b) correct detection of uncommon ship, (c) missed detection and false detec-
tion and, (d) correct detections of both ships. Red rectangles denote ground-truth
annotations, green rectangles correspond to actual detection results. Figure best
viewed in color.

Figure 4.19 — Example detections on the crystal datasets. Green boxes represent
detected bar-like crystals, red boxes denote detected blob-like crystals.
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Dataset Objects TP FP FN Diff. Recall Precision Diff.
Crystal bars 109 91 22 18 25 83% 81% 23%
Crystal blobs 34 27 12 7 8 79% 69% 23%

Table 4.3 — Quantitative evaluation results for crystal detection dataset.

not rotation invariant and the crystals can appear in any rotation in the image,
we rotate the image from 0 to 180 degrees in steps of 20 degrees and apply de-
tection to each rotated image. The crystal detections are then transformed back
to the original image coordinates and are shown as an overlay on the original
image.

Visual detection results are shown in Figure 4.19. As can be seen from the
figure, almost all crystals are accurately detected, despite the large variation
in appearance, size and shape. Some false detections of circular crystals occur
on the edges of bar-like crystals. However, these false detections can be eas-
ily removed by considering the overlap of the two classes. Note that in the
results, merging of multiple detections for the same object between the dif-
ferently rotated images is not considered. Mean shift merging has been only
applied to each individual rotation of the images. The overall detection per-
formances will improve, when the rotation angle is directly integrated into the
mean shift merging framework.

To evaluate the actual detection results, we perform a quantitative evalua-
tion. A subset of four images of the total test images have been manually eval-
uated by annotating the correct, incorrect and missed detections. The results
are shown in Table 4.3. In the table, ‘TP’ represents True Positives, ‘FP’ denotes
False Positions and ‘FN’ stands for False Negatives, or missed detections. As
can be seen from the table, a recall and precision of 83% and 81% are obtained
for the bar-like crystals. For the blob-like crystals, the recall and precision are
79% and 69%, respectively. Note that about 23% of all considered objects are
considered as difficult cases (denoted by ‘Diff.’ in the Table 4.3). These cases
represent objects with very low contrast or significant occlusion.

4.6.4 Experiment 1: classifier training efficiency

We now concentrate on the training process of the object detection system,
where we evaluate the efficiency of the learning algorithm. Different learning
techniques are compared by evaluating the detection performance of the result-
ing classifier and the computation time of learning. We compare SGD with the
state-of-the-art SVM training software implementations SVMLight [145] and
LibSVM [146]. Note that for all three implementations, we train a linear classi-
fier.

As already presented in Section 4.6.1, we have trained an initial classifier
by gathering background samples randomly from each background image in
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the training set. Then, this classifier has been applied to this background set
and additionally found negative samples are added to construct the final set of
negative training samples. In this experiment, we focus on the second iteration
of the classifier training stage, where the final set of negative training samples
is already constructed.

In this experiment we evaluate the reduction in training time (expressed as
speedup factor) and compare the object detection performance of the obtained
classifiers, both for the PASCAL Car dataset (Section 4.5.1) and the WATERVisie
Ship dataset (Section 4.5.2).

Implementations and parameters
We compare three different implementations for SVM training: Stochastic Gra-
dient Descent (SGD), LibSVM4 [146] and SVMLight5 [145]. For SGD, we employ
the Svmsgd2 implementation6 by Bottou [143] with some minor modifications.
Bottou uses a heuristic to determine a good value for t0 and the correspond-
ing gain value η0. In contrast, we start with a gain value of η0 = 1 by setting
t0 = 1/λ. Similar to the updating of the weight vector ω, the bias is also up-
dated iteratively during the optimization. We have found that adding a gain
factor to the updating of the bias term influences the detection performance of
the resulting classifier. Therefore, we also evaluate the effect of this bias scal-
ing parameter and experiment with two different values (values 1 and 3). We
apply different values of λ for SGD (values 0.01 and 0.001) and use similar val-
ues for the equivalent regularization parameter C for SVMLight and LibSVM,
extended by C = 0.015, as this was used in our previous experiments [15]. The
performance is measured for several learning epochs (iterations over the com-
plete training set). Since SGD expects randomly selected training samples, we
shuffle the data randomly prior to training, and repeat each experiment five
times. The reported AUC scores are averaged evaluation results of the result-
ing classifiers.

Final detection performance
The Recall-Precision (RP) curves of the obtained classifiers for both the Car and
the Ship datasets are shown in Figure 4.20. As can be seen from the figure,
the curves almost completely overlap, so that there is a minor performance
difference between the detectors trained by different training algorithms. For
the PASCAL Car dataset, the training algorithms LibSVM and SVMLight even
result in almost identical curves. Note that the curve for the PASCAL Car prob-
lem for SGD is obtained after a single iteration of learning, and the WATERVisie

4libSVM v2.8: http://www.csie.ntu.edu.tw/˜cjlin/libsvm/
5SVMLight v6.01: http://svmlight.joachims.org/
6Svmsgd2 v2: http://leon.bottou.org/projects/sgd
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Figure 4.20 — Recall-Precision (RP) curves for car/ship detection problems using dif-
ferent training algorithms on datasets: (a) PASCAL Cars, with a single epoch of
SGD learning, and (b) WATERVisie Ships, employing 10 epochs of SGD. Note
that the curves overlap significantly.

Dataset PASCAL WATERVisie
Name AUC time speedup AUC time speedup
SGD (1e) 45.1± 1.5% 0.75 4.4× 103 74.3± 1.7% 0.73 2.9× 103

SGD (10e) 46.9± 0.4% 7.5 4.4× 102 79.0± 0.4% 7.3 2.9× 102

SVMLight 45.0% 120 2.7× 101 80.7% 74 2.8× 101

libSVM 45.0% 3300 1 80.7% 2095 1

Table 4.4 — Detection performance and execution time for all three training algo-
rithms: SGD (1 and 10 epochs), SVMLight and LibSVM. Execution time is re-
ported in seconds. The speedup factor is reported w.r.t. the slowest implementation.

Ship curve for SGD results from executing 10 epochs. These aspects are dis-
cussed later in this section.

As compared to our previous results for cars [15] and ships [16], we report
slightly different numbers here. We have found that when employing a larger
number of hard negative samples, the optimization algorithms obtain a better
point of operation with higher object detection performance. Furthermore, the
performance has been increased by small improvements in the software imple-
mentation of the object detection algorithm. Although the optimization takes
more iterations to reach the optimum by employing the default SGD optimiza-
tion parameters (no bias scaling), the final performance is higher.
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Training time and convergence behavior
We evaluate both the execution times7 of the training algorithms and the detec-
tion performance of the resulting classifiers.

The final RP values together with the execution times of the training algo-
rithms are shown in Table 4.4. Execution times and AUC scores for SGD are
reported for both a single epoch and for 10 epochs. The convergence behav-
ior is shown in more detail in Figure 4.21. From Table 4.4, we can observe
that the speedup in training time when employing SGD is significant, while
remaining similar detection performance. Total execution time is reduced from
2, 000 − 3, 000 seconds when using LibSVM, to less than 1 second with SGD,
resulting in a speedup factor of up to 4.4× 103. This shows that the use of SGD
for training an object detection system is beneficial.

As can be observed from Figure 4.21, the detection performance of the de-
tector trained by SGD after a single epoch is already similar to the performance
of the classifiers trained by LibSVM and SVMLight for the car detection prob-
lem (Figure 4.21(a)). When performing more training iterations, the obtained
classifier even outperforms the SVM trainers. We expect that this is caused by
the noisy optimization behavior of SGD, which avoids the optimization to be
trapped in local optima. For the ship detection dataset (Figure 4.21(b)), perfor-
mance of SGD only converges after 10 epochs.

It is interesting to see that the best performance for SGD is obtained by se-
lecting λ = 0.001 and for LibSVM and SVMLight with C = 0.015. Note that
the selection of the appropriate training settings λ influences the obtained de-
tection performance significantly. Employing a higher bias scaling attenuation
factor (bscale) results in a faster convergence, but not necessarily in a higher
final operation point.

Note that the RP measurements are generated by sweeping the final detec-
tion threshold. We have found that it is sometimes advantageous to increase
the sensitivity of the detector by lowering the threshold for individual classifi-
cation. Normally, a threshold value of zero is used during detection and the lin-
ear classification employs the bias to translate the decision boundary in feature
space. By lowering the detection threshold, the bias is decreased. Although
this results in a better detection of true objects, it also introduces more false
detections. However, after merging the individual sliding-window detections
and applying a second threshold, the overall detection performance increases.
Note that for our results when employing SVMLight, we have also adjusted the
threshold to achieve optimal performance. Optimal performance means here
maximizing the detection score for different empirical threshold values. When
using the bias from the optimization process (threshold equals zero) over the
manually set value, the AUC drops from 45.1% to 34.7% for the Car dataset.

7Reported execution times have been measured on an AMD Phenom 810 processor at 2.6 GHz.
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Figure 4.21 — Convergence behavior for SGD after different amount of epochs. Re-
sults for LibSVM and SVMLight are shown at the right as separated operation
points (colored view is preferred).

This shows that tuning the initial threshold for individual detections is worth-
while. Unfortunately, finding the correct threshold value for optimization is a
cumbersome process and is typically empirically found after multiple experi-
ments.

Finally, we remark that random shuffling of the training samples has an ef-
fect on the object detection performance, as obtained by SGD. As can be seen
from the convergence behavior in Figure 4.21, the standard deviation over dif-
ferent random initializations is 1.5% for a single learning epoch and 0.5% for 10
epochs on the Car dataset (Figure 4.21(a)). For the Ship dataset, the standard
deviation for one epoch is 3.6%, lowering to 0.5% for 10 epochs (Figure 4.21(b)).

130



4.6. Experiments

4.6.5 Experiment 2: online learning

In the previous experiment, we have applied SGD as an offline learning method
using all training samples at once. An online learning technique offers directly
a solution with a limited set of samples for the classification. Besides this, ev-
ery update during learning modifies the classification solution for every pro-
cessed training sample, while typically improving the solution over time (sam-
ples), however, with possibly noisy behavior in between. For the evaluated
optimization problems, SGD approaches the optimum or even converges in a
single epoch (see Table 4.4). Since SGD is an online learning technique, it is in-
teresting to investigate the convergence behavior and to evaluate the detection
performance of intermediate solutions.

In this experiment, we implement the following online learning approach,
which consists of the following iteration cycle of steps:

1. Select the new annotated camera image,
2. Apply the detector from previous iteration to the image,
3. Add incorrect detections as new negative samples8,
4. Update the classifier with annotated objects and new negative samples9,
5. Go to the first step.

We are interested in evaluating how fast SGD converges towards the opti-
mal solution. After each iteration, we increase the percentage of training sam-
ples by 10% and measure the classification performance of the obtained clas-
sifier. To avoid the influence of the location of training samples in the total
training set, we randomly shuffle the total set prior to the experiment and keep
this order while developing the experiment. We have trained the system with
the same settings as in the previous experiment (see Section 4.6.1).

We emphasize here that the optimal threshold for individual detections varies
significantly with the different sizes of the training set. As already mentioned
in the previous experiment, to obtain the best evaluation performance (RP), we
have empirically found that a slight adjustment of the detection threshold to-
wards a lower value is employed.

The performance of the online learning is evaluated by measuring the per-
formance of the resulting detectors on two datasets: the PASCAL Car dataset
from Section 4.5.1 and the WATERVisie Ship dataset from Section 4.5.2.

Detection results for PASCAL Car dataset.
The resulting RP curves for the PASCAL Car dataset are shown in Figure 4.22(a).

8This step is only performed for the following Ship dataset experiment.
9Due to this modified approach, there is a slight difference in performance compared to the

previous experiment, which is caused by a different number of hard negative samples and small
changes in the employed software implementation. We emphasize that only the final AUC measure
is different, but the optimization behavior is similar.
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For visual clarity, we show only the curves for training with 10, 20, 30, 40 and
100% of the total training set. The curve for the detector trained with all train-
ing images (dashed green curve) obtains an AUC of 46%. It is interesting to ob-
serve that after learning only 20–30% of the total training set, the online curve
is already partly coinciding with the optimal curve. Figure 4.22(c) portrays the
AUC measure that summarizes each curve with a single value, showing that
already after processing 40% of the samples, the performance approaches the
final level (about 80% of the optimal performance).

Detection results for WATERVisie Ship dataset.
Whereas the samples are randomly shuffled in the Car dataset, samples in the
WATERVisie experiment now appear in the order determined by the video se-
quence. Since each ship is annotated three times, the learning algorithm up-
dates the solution using three different images of the same ship at each itera-
tion. Evidently, when increasing the percentage of training samples, more ship
images are processed by the training algorithm. Note that when having pro-
cessed all training samples, the obtained solution can be different from offline
learning, where the classifier is based on all training images after random shuf-
fling.

Also different from the previous experiment is the handling of the negative
samples. Instead of providing the already segmented ship images to the learn-
ing system, we now provide the full image and the ship annotation (bounding
box). For each image processed by the learning algorithm, the positive samples
are extracted by cropping to the annotated regions in the image, which are then
used to update the classifier. Next, the full image is scanned by the detector
and false detections are used as new negative samples. Note that the Note that
the actual detector is constructed from the classification solution at the current
online optimization iteration. The classifier is then updated with both the pos-
itive samples and the gathered negative samples. This process is applied once
for each video frame.

The resulting RP curves are shown in Figure 4.22(b). When training the
ship detector using all samples, the AUC is 68% (visualized at the dashed green
curve). For visual clarity, we show only the curves for 2, 10, 40, 80 and 100%
of the training set. The curve for the detector trained with all training images
(black solid curve, AUC 65%) approaches the performance of the offline train-
ing with AUC 68% (dashed green curve). Note that the two final scores are
different (65% vs. 68%) because no random shuffling is applied here and, conse-
quently, the optimization is influenced by the order of presenting the samples.
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Figure 4.22 — Detection performance for different sizes of the training set. Recall-
Precision (RP) curves are shown for (a) cars and (b) ships. Convergence behavior
using the Area Under the Curve (AUC) measure are shown for (c) cars and (d)
ships. Figure is best viewed in color.
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As in the previous experiment with cars, we will now evaluate the con-
vergence behavior using the AUC measure. It is interesting to see how fast
the online algorithm converges to the performance obtained using offline train-
ing. The AUC values from the RP curves from Figure 4.22(b) are shown in Fig-
ure 4.22(d). The detection performance does not always increase when adding
more training samples. Because of the iterative learning approach, certain train-
ing samples may have a negative influence on the final detector (see the behav-
ior between 80–100% of training samples processed in Figure 4.22(d)). This can
result from a non-perfect annotation, or a ship example that is visually different
from the average ship appearance. Similarly, sometimes an informative train-
ing sample can result in a detector that outperforms the offline detector (the
70–90% processed samples range in Figure 4.22(d)). To explain the change in
average detection performance, the ship training samples that were used at the
respective updates of the classifier are depicted in Figure 4.23. Until 90% of
the training samples, the newly offered data is similar to the average ship data
representation in the test dataset. Then, Image (e) offers a different ship type,
which causes the classifier to adapt its decision boundary to a sub-optimal re-
sult.

4.7 Conclusions

In this chapter we have extended the object categorization system from Chap-
ter 3 to the detection of objects without an independent detection stage such
as background subtraction. The key advantage of this approach is that the
recognition system becomes independent from the scene setting and can even
be used on a moving camera. We have introduced an object detection sys-
tem which localizes objects in the image using a sliding-window classification
framework. In this framework, objects are detected by sliding a detection win-
dow over the input image and classifying into object/background at each posi-
tion, while repeatedly downsampling the image to find objects at different size
scales.

The detection process consists of two main stages: invariant feature trans-
formation and sliding-window searching. First, the image is described with
a generic invariant feature transformation by employing Histogram of Ori-
ented Gradients (HOG), which adds robustness to small appearance changes
caused by object deformation and variations in illumination and contrast. Sec-
ond, sliding-window searching is applied by comparing the object classification
model with the image features at several search positions and image scales. The
classification model is constructed by learning distinctive features from an an-
notated training set using using bootstrapping. An initial detector is trained
from the annotated positive object images and randomly sampled background
images. This initial detector is then applied to the total set of background im-
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ages to localize the more difficult negative examples that are added to the train-
ing set to construct the final classification model.

The described framework in this chapter is based on generic techniques.
First, the HOG transform only measures gradients without any assumptions
about the object nature. Second, the classifier is based on the distinguishing
features between object and background and is automatically constructed from
a set of training samples. Third, with the sliding-window approach, there is
no assumption about the size and place of the object(s) in the scene. We have
shown that the same framework can solve different detection problems for dif-
ferent object categories and we have successfully applied to the categories Car,
Ship and Crystal. The detection system can robustly detect objects with intra-
class variations in images and large variations in lighting and contrast, back-
ground clutter and small object occlusions.

The main and novel contribution of this chapter is the integration of the
Stochastic Gradient Descent (SGD) training algorithm in an object detection
framework to construct the detection classifier from the training samples. We
have found that the application of this stochastic learning algorithm has the
following advantages, primarily dealing with efficiency improvements.

• The obtained classification performance is similar to state-of-the-art SVM
implementations, while obtaining a speedup factor in the training com-
putation time of 2-3 orders of magnitude. Note that with increasing size
of the training set, the speedup is even larger due to the difference be-
tween the linear behavior of SGD against the non-linear time complexity
growth for regular SVM training. Moreover, the user can accurate predict
the required execution time of the optimization.

• The classification quickly converges to the best operation point, while
only considering a part of the training set, while a single sweep over
the training set is sufficient to obtain the optimal detector. For the Ship
dataset, we have obtained 70% of the optimal detection performance after
processing only 10% of the training set. For the larger and more varying
Car dataset, 70% performance is obtained with 35% of the samples.

Convergence behavior and random sample shuffling
For different object detection problems, the convergence behavior of training
the classifier with SGD gives variable results. For the Car dataset, the classifier
obtained after a single epoch results in a good detection performance and is
very similar to the final solution obtained by other SVM training algorithms. In
contrast, for the Ship dataset, more epochs are required to approach the point
of operation of the other SVM learning algorithms. In general, more learning
iterations over the training set result in a solution with better object detection
performance. For the evaluated problems, the solution stabilizes after up to 10
learning epochs. Furthermore, the random shuffling of the training samples
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has some influence on the classification performance of the obtained classifier
(standard deviation of 1.5% on AUC for cars and 3.6% for ships). For this rea-
son, we propose to always perform multiple training iterations when the learn-
ing time is not critical, which is the case for offline learning of an object detector.

Towards more robust object detection
Although the detection performance in real-world datasets is good for the eval-
uated detection problems, certain variations in the object class are difficult to
embed, either in the feature description or in the classification system. For ef-
ficient implementation, we have selected a linear classification system. An im-
provement of the detection performance can be obtained by employing a more
advanced classification stage.

In the next chapter (Chapter 5), we will investigate how we can improve the
detection performance of the proposed object detection system, while simulta-
neously limiting the increase in computational complexity.
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“Simplicity is the ultimate sophistication.”

Leonardo da Vinci

5

Multi-class object detection

5.1 Introduction

The previous chapter has introduced an object detection system that employs a
transformation to come to a feature description that is robust against variations
in illumination and contrast and is used for classification into object/background.
Classification is performed with a simple linear classifier to limit the computa-
tional complexity. However, the detection system considers the detection of
a single object class, which results in poor detection performance for complex
detection problems. An example of such a difficult classification task is the de-
tection of vehicles. Despite the large visual variation caused by the different
viewpoints/types of vehicles, a single-class detection model attempts to em-
bed all this visual information in a single model. The problem of this approach
is that the inherent correlation between different views of the same vehicle is
not exploited. For example, an intuitive possible approach in the previous dis-
cussion of viewpoints is that different viewpoints of the same vehicle class are
treated as a subproblem after having found the vehicle and then the viewpoint
is identified with a subcategorization system. It will be shown in this chapter that
although this seems intuitive and a good way to proceed, there are alternative
approaches, leading to a higher performance. Summarizing, in this chapter, we
want to address this problem and explore techniques for the classification stage
of the object detection system, rather than working on other feature transfor-
mations.

Let us now discuss in more technical detail the issue of detecting com-
plex object classes. The detection has to deal with, besides the already men-
tioned illumination and contrast variations, the intra-class variations of the ob-
ject (e.g. pickup truck vs. station wagon) and variations in viewpoint. The fea-
ture descriptor used in the Histogram of Oriented Gradients (HOG) [60] detec-
tor, discussed in the previous chapter, adds invariance to variations in illumina-
tion and contrast, but gives limited or no support to intra-class and viewpoint
variations. This necessitates the exploration of new techniques. A visual repre-
sentation of a possible feature space of vehicles is shown in Figure 5.1. As can
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Background samples
Object samples

Figure 5.1 — Object samples in feature space. Note that object samples (green) tend
to cluster but mix with background samples (red).

be seen from the figure, the viewpoint variations and intra-class variations are rep-
resented as clusters in the feature space. Creating a simple decision boundary
that separates all objects samples (green) from the background samples (red) is
difficult. In any case, with a single linear classifier, it will happen that in the sub-
space, either the background samples (red) are mixing with the object samples
(green), leading to false detections, or the situation that correct object samples
are misclassified as background because the classification boundary is too tight
(missed detections / false negatives). The complex classification problem now
concentrates on the appropriate selection of a more accurate decision bound-
ary, which considers the fact that training samples appear as clustered regions
in the feature space. Whether this clustering results from different viewpoints,
intra-class variations or variations in image conditions, is irrelevant.

There are several ways in subdividing a complex classification problem into
subproblems of which a few approaches are discussed in the next section. The
typical approach is the use of a Support Vector Machine (SVM) classifier, which
models complex classification boundaries, at the expense of a considerable com-
putational cost. It is also possible to consider the problem as a multi-class clas-
sification problem. Literature on multi-class classification considers specific so-
lutions, but they require a manual subdivision of the training samples into the
independent classes. This type of solution is undesirable, since it is not generic
and cannot handle large-scale problems. Therefore, in the sequel of this chap-
ter, we gradually evolve to a solution with feasible complexity using unsuper-
vised subcategorization so that the manual interaction is not required, leading to
a generic solution.
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Figure 5.2 — Schematic breakdown of the remainder of this chapter.

The remainder of this chapter is as follows. First, we explore several approaches
for complex classification in Section 5.2. Then, we present related work in Sec-
tion 5.3. Our proposed subcategorization algorithm is introduced in Section 5.4.
The car and face datasets are introduced in Section 5.5. Section 5.6 provides ex-
perimental results on different object detection problems for cars and faces. Fi-
nally, Section 5.7 presents conclusions and future work. A schematic overview
of the chapter is shown in Figure 5.2.

5.2 Exploration of approaches for complex classification

First, we explore three typical solutions for classification in complex datasets,
irrespective of the application of object detection. Second, we introduce explicit
multi-class detection algorithms, where the subclass division of training sam-
ples is a-priori available. Finally, we review available literature for the specific
problem of unsupervised subcategorization, where training samples are divided
into subclasses without any a-priori label information.

Let us again consider the detection of vehicles from Figure 5.1. As can be
seen in the figure, the creation of an optimal decision boundary between ob-
ject and background samples is difficult. Improving classification performance
of a single linear classifier can be obtained in various ways. Much work has
been done in the machine learning community and several high-performance
classification systems have been proposed, such as neural networks [70], Sup-
port Vector Machines (SVMs) [71], boosting [147] and decision trees [148] [149].
An extensive overview of recent methods can be found in [70]. Although all
these techniques improve the classification performance over linear classifica-
tion, their computational footprint differs and depends highly on the applied
algorithmic configuration.

Boosting techniques [147] have recently gained popularity [150] [151] [152]
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[153] [154]. These techniques iteratively select the most distinctive features be-
tween object and background samples. Although these features are informative
for classification, they are typically referred to as weak features and classifica-
tion requires a plurality of these features to construct a strong classifier. The
main drawback of boosting techniques is the very expensive feature selection
stage. Consider the well-known Haar wavelet representation, which can result
in tens of thousands of feature values for a single image (for example, in [155],
an image of size 19 × 19 pixels already results in 1,734 coefficients when em-
ploying a limited set of 6 Haar wavelets). This number increases quadratically
with increasing image resolution and linearly with the number of employed
wavelets. The following steps are typically employed for boosting.

• Feature transformation. Prior to feature selection, all training images are
transformed in this dense feature representation.

• Feature selection. The feature selection algorithm then selects the most dis-
criminative features, which is a cumbersome process. These discrimina-
tive features form the weak classifiers.

• Classifier creation. The constructed classifier is a weighted sum of all the
individually selected weak classifiers (single feature responses).

• Cascaded classification. This enables to ignore a feature vector completely
if the most important features are not found. This saves computational
complexity during classification, which is beneficial during a sliding-win-
dow detection system.

The main advantage of the feature selection stage is that a cascaded classifica-
tion system can be constructed, based on evaluation of a limited set of most
important features, as proposed by Viola and Jones [56]. During object detec-
tion, a detection window is slid over the image and classification is performed
at each search position. Cascaded classification ignores a search window po-
sition completely if the most important features are not found. However, this
requires the specification of the false positive rate (precision) at each level of
the cascade. Summarizing, the extensive and expensive procedure for feature
selection requires careful implicit tuning to the problem at hand, so that the
resulting solution is efficient but not easily transferred to another problem. In-
stead, our focus is more on a generic solution which can be reused for other
classification problems with minor modifications.

We will now discuss three straightforward options for classification of the
complex object detection problem, like the car example from Figure 5.1. First,
simple linear classification, despite being simple and computational efficient,
cannot handle complex classification problems. The second classification tech-
nique is the very popular Support Vector Machine (SVM) [71]. SVM classifiers can
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(a) Single linear classifier, for
simplicity depicted as an el-
lipse.

(b) SVM classifier, circled sam-
ples are support vectors.

(c) Multiple linear classifiers,
for simplicity depicted as el-
lipses.

Figure 5.3 — Possible classification approaches and their corresponding decision
boundaries (blue). Samples within the green areas are classified as object, while
samples outside the boundary are classified as background.

handle complex classification boundaries, but come at the expense of a signifi-
cantly higher computational cost. To model the decision boundary, the training
algorithm selects the samples that are most relevant and are located on the mar-
gin of the classification boundary (close to the boundary). During testing, new
unknown samples are compared with all stored support vectors. The computa-
tional complexity is therefore linear to the number of support vectors, which is
typically very high (� 100). The advantage of kernel methods such as the SVM
is that a kernel transformation can be used, which enables that non-linearly
separable classification problems may be solved in a linear fashion in the trans-
formed space. However, although this is very flexible, the involved computa-
tional cost is quite high, thereby hampering this solution to be implemented for
embedded surveillance systems.

A third solution to solve the variation is to split the object samples into mul-
tiple subsets, and use a separate classifier for each subset. The initial complex
classification problem is turned into multiple simple classification problems
that are easy to solve. Each group of positive object samples is called a subclass
or subcategory. Each subclass contains object samples that are visually similar
and may correspond to a specific range of viewpoints or intra-class variations.

A visual representation of the three techniques is depicted in Figure 5.3.
Note that the linear classification boundary is depicted by an ellipse for vi-
sual clarity and simplicity, but this boundary is actually a hyperplane in the
N -dimensional feature space.

Summarizing, the above discussion concentrate on the following three clas-
sification approaches:

1. Linear classification (Figure 5.3(a)). When all training samples are covered
by the decision boundary, many false detections will occur (red samples
inside the green classification). The complexity of classification is O(1).
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2. Support Vector Machine (SVM) (Figure 5.3(b)). All samples that are on the
decision boundary are stored as support vectors (depicted with blue cir-
cles in the figure). Although this technique can handle complex decision
boundaries, the computational complexity is very high (O(NSV )), since
all support vectors have to be evaluated.

3. Multiple linear classifiers (Figure 5.3(c)). Collections of training samples are
now considered as subclasses, each handled by a separate linear classifier.
Selecting the proper subclasses, reduces the amount of false detections.
Although the computational complexity is higher than when using a sin-
gle linear classifier, it is much lower than the cost of applying an SVM.
Because the number of subclasses is alwaysO(10), the computational cost
is at least a factor of 10 lower than with an SVM (NSV � 100).

When trading off the complexity and performance of the above three approaches,
it is attractive to adopt the last approach. In addition, we would like to briefly
discuss the generality of this approach and the number of subclasses. Training
a single classifier on the full variation of viewpoints will result in a very generic
classifier that will detect all cars, but will result in many false detections. In
our preferred approach, training multiple classifiers, each on a limited variation
(e.g. full-frontal images only) will result in specific subclassifiers that correspond
only to those limited viewpoints. This approach will improve overall per-class
detection performance and decrease the number of false detections. As a bonus,
objects are automatically labeled with their respective subclass label during de-
tection. The remaining issue becomes now the proper choice of the subclasses.

Our solution is to automatically find these groups of object samples and
train a classifier for each group, using the positive object samples of the group
and all available negative background samples. In this way, the subspace di-
vision is fully flexible to the occurrence of the object samples without any pre-
determined assumption on the subspaces and the number of them. To aim at
a generic solution, our focus is on finding these subspaces and corresponding
classifiers automatically. Note that a manual division of the complete feature
space has become virtually impossible. Moreover, manual labeling of distinc-
tiveness of object and background samples is a subjective term for human in-
terpretation and does not necessarily lead to a high-performance solution.

A third remark is that the reader should note that we are not solving a multi-
class classification problem, but try to exploit the use of multiple (sub)classes to
improve the performance of the overall single-class detection problem. In this
sense, we could have adopted “unsupervised subcategorization” as the title for
this chapter, but the actual title represents the effective result after the proposed
improvement of the detection system by employing this unsupervised subca-
tegorization. More importantly, this title fits better to the development of the
thesis and the framework of the involved research tasks.
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Summarizing, the main contribution in this chapter is a novel unsupervised sub-
categorization algorithm that divides the initial set of object training samples into
smaller subsets. Each subset is then used to train a linear classifier and the clas-
sification stage of the final object detector is formed as the combination of the
independent classifiers. We propose an iterative split-and-merge optimization
algorithm that is driven by two parameters: classifier similarity to remove simi-
lar subclasses and visual variance to split complex subclasses. The final number
of subclasses results from the algorithm and does not need to be manually spec-
ified. To solve the intermediate classification problems efficiently, we employ
the Stochastic Gradient Descent (SGD) learning algorithm from Chapter 4. We
will show results on two complex multi-view datasets using cars and faces. The
obtained detection performance significantly outperforms other state-of-the-art
unsupervised algorithms, while reducing the training time from the order of a
week/days to a few minutes only.

5.3 Related work

5.3.1 Multi-class object detection

Although detection algorithms from literature can accommodate multi-view
imaging, a manual division of the object training samples into subclasses is
typically required. Multi-view face detection is proposed by Schneiderman
and Kanade [55], Jones and Viola [150], Wu et al. [151], Lin and Liu [152] and
Huang et al. [153]. However, annotations are typically not publicly available,
and the number of subclasses is fixed by the datasets. Felzenszwalb et al. [137]
use multiple detection templates, but employ the aspect ratio of the object anno-
tations to divide object images into two subclasses and then train two separate
detectors (for cars, these are two clusters of side views and frontal views). If the
subclass division is not fixed by the datasets, it is very difficult for the human
annotator to define the number of subclasses and provide the appropriate class-
labels for the samples. Furthermore, with an increasing number of subclasses,
it is less evident to classify annotations to the corresponding subclass.

Other work embeds 3D viewpoint knowledge in the learning phase, which
enables estimation of the object viewpoint, making the detection system in-
variant to unknown changes in viewpoint. Yan et al. [156] map multiple 2D
views onto a 3D model using a homographic framework. Partial Surface Mod-
els (PSM) by Kushal et al. [157] link viewpoint-specific parts of objects with a
graph. Liebelt et al. [158] apply a voting space using local features, extracted
from object images, generated from several 3D models. Su et al. [159] learn a
3D model of objects and automatically improve this model using unannotated
object images. Ozuysal et al. [160] estimate the bounding box and viewpoint
of objects and perform verification with viewpoint-specific classifiers. Liebelt
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and Schmid [161] learn object appearance from viewpoint-annotated 2D images
and learn the 3D relations from 3D models. We will show that even without 3D
information (e.g. motion or depth cues), it is possible to improve the overall
detection performance and also extract viewpoint information.

5.3.2 Unsupervised subcategorization

Unsupervised subcategorization aims at the automatic splitting of an object
class in smaller subclasses, without any manual interaction. We have found
only few publications that apply unsupervised subcategorization in an object
detection context. Kuo and Nevatia [162] propose a two-stage approach by
first clustering positive object samples into subcategories and then training a
multi-class boosting classifier. Clustering is performed using k-means after
first applying a Locally Linear Embedding (LLE) stage. The method outper-
forms Wu and Nevatia’s Cluster Boosted Tree (CBT) [163] on a multi-view car
detection dataset. Shan et al. [164] select one so-called exemplar in each itera-
tion, and then adopt discriminative features for this exemplar using boosting.
The final classifier is a weighted sum of the per-exemplar classifiers, learned
with a boosting framework. The training set is not directly divided into sub-
classes and the number of exemplars is fixed by the user. MCBoost by Kim and
Cipolla [165] start from a (random) initialization in k classes. At each boost-
ing iteration, weak classifiers are selected and the data samples are assigned
to the classifier with the highest response. Zhang and Zhang’s (Winner-Take-
All) WTA-McBoost [166] is conceptually similar to MCBoost. Starting point
is an initial division in k classes. Boosting is used to learn classifiers for the
k subclasses. After P iterations of learning weak classifiers, samples are re-
labeled into the category number of the classifier with the highest response.
Yuan et al. [167] solve the problem with standard SVM training, using two
kernel functions; one measuring similarity for object-vs-background and one
taking care of intra-class variation. This slightly outperforms CBT, but uses
560 mode detectors, resulting in a high computational cost during testing. The
very recently published Discriminative Sub-Categorization approach by Hoai
and Zisserman [168] solves the SVM problem by adding the subcategorization
constraint (separation between subclass and background samples) directly in
the optimization formula. Similar to our approach, they iteratively update the
SVM parameters and then update the subclass labels (relabel the samples). As
in our approach, they also use SGD to stochastically learn the independent lin-
ear classifier parameters. However, whereas we train all classifiers completely
independently, they propose a joint training stage, where positive samples up-
date the respective classifiers, but negative samples are only used to update the
classifier with the closest decision boundary.

Tu’s Probabilistic Boosted Tree (PBT) [169] and Cluster Boosted Tree (CBT)
by Wu and Nevatia [163] are conceptually most similar to the algorithm pro-
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posed in this chapter. PBT trains a hierarchical detection tree using boosting.
The tree is grown by binary splitting at nodes using a discriminative feature as
the splitting criterion. Samples are moved either to the left or the right child,
implicitly clustering the samples (both positive and negative samples). Each
new node of the tree is then trained again into a strong classifier. CBT also gen-
erates a detection tree. The number of subclasses in CBT is fixed. CBT starts
from a single node with all positive samples. Iteratively, nodes are split using
the response of discriminative features that have been selected for the samples
in the current node. Unsupervised clustering using k-means is applied to the
response of the samples on all gathered weak classifiers until the current itera-
tion.

Instead of manually specifying the number of output subclasses, our pro-
posed algorithm generates the subclasses automatically. As in MCBoost and
WTA-McBoost, we apply sample relabeling to redistribute samples to the most
suitable subclass. WTA-McBoost relabels samples after every P iterations of
weak classifier learning (typically 32). In contrast, we apply sample relabeling
after each iteration of our algorithm, because we learn a strong classifier in each
learning iteration. This enables more rapid convergence to the final solution.

Instead of using a hierarchical binary tree (as in PBT), we define a single
layer with multiple subclasses. Furthermore, we only consider subdivision of
object/positive samples and use a fixed set of negative/background samples
for each subclass. Whereas PBT splits at each level of the tree by considering a
discriminative feature, we employ the classifier margin as a measure of visual
variation in the current subclass. Furthermore, in contrast to PBT, we only
subdivide the positive samples and use all negative samples for all subclasses.

In contrast to all approaches that use boosting to select features, we do not
apply the computationally expensive feature selection steps, but learn a linear
classifier with all features, thereby making our algorithm significantly faster.
Furthermore, our system is memoryless, i.e. we do not keep the selected (weak)
features from the previous iteration. This is advantageous, since features se-
lected in the beginning of the division process may not be optimal for the final
class division. Whereas many approaches for unsupervised subcategorization
a-priori predefine the number of subclasses, the proposed algorithm automati-
cally determines the number of subclasses depending on visual similarity.

The well-known k-means clustering algorithm can be used to divide the
training set, but includes background information in the clustering process. The
unsupervised subcategorization algorithm by Kuo and Nevatia [162] also in-
cludes background information in the subcategorization process. In our work,
we purposely omit this background information by extracting the features spe-
cific for the object class. This results in a more generic solution and more robust
division of the training samples into subclasses, which is not influenced by fre-
quently occurring background features.

With respect to the final number of subclasses, we have found that most
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algorithms assume a predefined number of final subclasses and/or do not con-
sider merging or splitting of classes. The number of subclasses with overall op-
timal detection performance is typically found by searching for the optimum
in a range of classes. Since we aim at optimal detection performance as the
optimization criterion, a-priori definition of the number of subclasses does not
guarantee optimality. Therefore, we propose to automatically determine the
number of subclasses, by evaluating the classification performance of each sub-
class classifier using distinctiveness in visual properties (visual variation).

We summarize the properties of the discussed algorithms in Table 5.1. Note
that all approaches require the a-priori definition of the final number of sub-
classes, except for PBT and our approach. For PBT, the number of subclasses
is constrained by a maximum depth of the tree. At each level of the tree, a
strong classifier is learned, whereas we learn strong classifiers for the number
of subclasses without any tree hierarchy.

Algorithm Prior NSF Hier- Feature Re-
division archy selection label

Kuo, Nevatia [162] Fixed, k-means Yes Tree Boosting, N No
MCBoost [165] Fixed, k-means Yes Flat Boosting, N Yes
WTA-McBoost [166] Fixed, k-means Yes Flat Boosting, N Yes
CBT [163] No Yes Tree Boosting, N No
PBT [169] No No Tree Boosting, N Yes1

Hoai-Zisserman [168] Fixed, k-means Yes Flat SGD, All Yes
Our solution No No Flat SGD, All Yes

Table 5.1 — Feature comparison of different subcategorization algorithms from litera-
ture. Column ‘NSF’ represents a prior fixation of the final number of subclasses.

In the next section, we will present our proposed unsupervised subcategori-
zation algorithm. This algorithm exploits several tools from the discussed prior
work. We apply an iterative splitting algorithm which divides the positive sam-
ples into multiple subclasses during optimization. A classifier is then learned
for each subclass using the related positive samples and all negative samples.
Note that we learn a strong classifier using all features and do not require an
expensive feature selection stage. We iteratively add new subclasses and do not
fix the number of subclasses prior to optimization. After each independent it-
eration of optimization, we relabel all positive samples to the subclassifier with
the highest response.

1Since PBT applies a hierarchical subdivision of the feature space, no relabeling is applied.
However, confusing samples at the border of the division of the feature space, are sent to both
children of the current tree node during learning.
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5.4 Unsupervised subcategorization algorithm

The proposed algorithm starts with a single class containing all object samples.
In an iterative process, we divide the positive object samples into subclasses
and merge visually similar classes. Each subclass is directly linked to a classifier
trained on that subset of training samples. Therefore, we use the terms subclass
and subclassifier interchangeably. Although the positive samples are divided
over the subclasses, each subclass uses the total set of negative samples for
training the classifier. The overview of the algorithm is shown in the block
diagram in Figure 5.4.

Training 
samples

Finished

Train 
classifiers

Relabel 
samples

Next iteration

A D Split high 
variation class

B Remove 
redundant class

C 

Check 
convergence

E 

Figure 5.4 — System overview of the unsupervised subcategorization algorithm.

Single subcategorization iteration
Let us now first discuss a single iteration of the algorithm, which can be iter-
atively expanded later. The total set of positive samples is used to model the
initial subclass and an initial classifier is trained (see Figure 5.4, Block A). Note
that we train independent, strong classifiers at each iteration and are not de-
pending on subclass divisions from previous iterations. If the classifier has too
much visual variation, the class is split into two classes (Block B). In case mul-
tiple classifiers represent a visually similar group of samples, the most redun-
dant subclassifier is removed in Block C. Independent of the previous steps, all
positive object samples are relabeled (Block D) to the class label of the subclas-
sifier with the highest score. This allows samples to move to the most similar
subclass at each iteration of optimization and avoids errors made by a earlier
non-optimal subclass division. This procedure is repeated in an iterative fash-
ion until convergence is reached (Block E). The optimization procedure tries to
obtain the optimal subclass division that results in the highest detection perfor-
mance for the overall object class.

Classifier learning (Block A)
For each subclass i, we train a linear classifier Ci, using Stochastic Gradient De-
scent (SGD) because it is has a very low complexity and approaches the optimal
solution quickly. For an extensive explanation of SGD, we refer to Section 4.4.3.
The classifier for each subclass is learned using the positive samples of the sub-
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class and all negative samples.

Classifier splitting (Block B)
To measure the visual variation Vi that is covered by a classifier Ci, we use the
L2-norm of the normal of the hyperplane of the linear classifier. This normal
is represented by the weight vector ω, hence, Vi = ‖ωi‖. The vector length of
ω is inversely proportional to the size of the margin [71]. Since we want to ob-
tain subclasses that distinguish well from background samples, a large margin
is preferred, coupled with a small vector length. We define the threshold TV
as the visual-variation threshold. When a subclass is found to contain too much
visual variation (‖ωi‖ > TV ), we split the class into two subclasses, thereby
simplifying the combined classification problem. Splitting a subclass with high
visual variation is performed using k-means clustering (k = 2). Although k-
means not necessarily results in the optimal division, it reduces the variation of
the subclass.

Classifier redundancy (Block C)
To measure the visual similarity VS(i, j) between classifiers of the different sub-
classes i, j, we compare the inter-class distance. This distance is calculated us-
ing the Euclidean distance between the (L2-normalized) classification weights
of two classifiers, hence VS(i, j) = ‖ωi − ωj‖. If the distance between two clas-
sifiers is smaller than the visual-similarity threshold TM , we remove the least
distinctive classifier. This is the classifier that has the highest similarity (small-
est distance) to any other classifier. We allow the removal of multiple similar
classifiers in a single iteration. Note that when multiple classifiers have similar
weights, this does not imply that the respective subclasses are similar. Instead,
it means that the information to distinguish each subclass from the background
(object detection) is similar, making one of the two classes redundant.

Sample relabeling (Block D)
After merging or splitting, all samples are relabeled and we continue with the
next iteration. If samples are outliers in the current subclass (e.g. side-view
sample in a front-view subclass), they can deteriorate the classification perfor-
mance of the current class and can improve the performance of the other class.
As discussed in WTA-Boost [166], relabeling of the samples to the most simi-
lar subclass increases the overall performance. We apply this relabeling using
the classification score. To avoid overtraining when a subclass contains only a
few training samples (e.g. a single sample), we impose a lower bound on the
number of samples and remove subclasses with fewer samples. The number of
minimally required samples is denoted by TC . Note that we only allow either
a merging or a splitting operation in each iteration. This allows the samples to
move to the new subclass distributions.
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Algorithm 1 Unsupervised subcategorization algorithm (pseudo code).

1: Let S+
0 be the set of all positive training samples

2: Let S− be the set of negative training samples
3: Let N be the number of subclasses, set N = 1
4: converged = false
5: while not converged do
6: ——– Block A ——–
7: for all subclasses i do
8: Train classifier Ci with samples S+

i and S−

9: Calculate classifier variance Vi
10: end for
11: ——– Block B ——–
12: for classifiers Ci with Vi > TV do
13: Split subclass S+

i into two subclasses with samples S+
N+1 and S+

N+2

14: Remove subclass S+
i

15: N + +
16: end for
17: ——– Block C ——–
18: Create classifier similarity matrix VS(i, j)
19: for classifiers Ci, Cj with VS(i, j) > TM do
20: Remove least distinctive classifier, Ci or Cj
21: end for
22: ——– Block D ——–
23: for all classes i do
24: for all positive samples p of S+

i do
25: Find classifier Cj with highest score for p
26: Move sample p to S+

j

27: end for
28: end for
29: ——– Block E ——–
30: if number samples moved < TC AND

All classifiers Ci have Vi < TV AND
All classifiers Ci, Cj have VS(i, j) < TM then

31: converged = true
32: end if
33: end while
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Convergence (Block E)
The iterations in the algorithm stop when convergence is reached, which is
based on three criteria.

• Sample relabeling. Only a few samples are relabeled to a different subclass,
defined as a percentage of the positive samples (threshold TC).

• Classifier variation. No subclasses are allowed to have a classifier with
variance larger than the variation threshold TV .

• Classifier similarity. There should be no subclasses that are visually similar,
meaning that the similarity is smaller than the threshold TM .

The total algorithm is summarized in pseudo code in Algorithm 1 and a vi-
sual example of the splitting and merging steps is illustrated in Figure 5.5. The
figure shows that, starting from a single class (subfigure (b)), this class is iter-
atively split into six subclasses (subfigures (c)–(g)), according to the classifier
performance. In the last subfigure (g) of this splitting, the algorithm finds that
the variation between two subclasses at the bottom-left is too small so that they
are merged (subfigure (h)).

System aspects
An important aspect is the computational complexity of the proposed algo-
rithm. The most computational component of the algorithm is the training
of the classifiers (Block A). This is performed at each iteration for each sub-
class and thus consumes more execution time when the number of subclasses
increases. Per classifier, the computational complexity is linear to the num-
ber of training samples times the number of optimization epochs of SGD [15].
Since there are only a few positive samples compared to the number of nega-
tives (hundreds vs. thousands, respectively), the computational complexity of
a single training epoch is linear to the fixed number of negative samples (|S−|).
Therefore, the time complexity Ct of a single iteration t is Nt ×#epochs× |S−|.
Splitting a subclass (Block B) is performed using k-means (k = 2) with its own
computational requirement. Evaluating the classifier similarities to remove re-
dundant classifiers (Block C) involves the calculation of the Euclidean distance
between all classifiers, which has a low computational requirement, as com-
pared to the other components. The cost of evaluating all samples during the
relabeling stage (Block D) is linear to the number of subclasses, which has a sig-
nificantly lower computational cost than the cost of using an SVM with many
support vectors (� 100). After having generated the subclasses using our algo-
rithm, the complexity for the actual detection can be decreased by training the
subclasses using cascaded multi-class algorithms, but this is outside the scope
of this thesis and can be explored for future work.
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(a) Training samples, object
(green) and background (red).

(b) Initially, a single classifier
is trained on all samples.

(c) First splitting into two sub-
classes.

(d) Second splitting into two
subclasses.

(e) Thirds splitting into two
subclasses.

(f) Fourth splitting into two
subclasses.

(g) Fifth splitting into two sub-
classes.

(h) Merging of two subclasses.

Figure 5.5 — Algorithmic splitting and merging steps. Decision boundaries (blue)
are learned from object samples (green) and background samples (red). Changed
boundaries in each algorithmic step are visualized with bold lines.
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5.5 Dataset descriptions

5.5.1 Car detection: USC multi-view cars

We evaluate the performance of our system on a car detection problem using
the USC multi-view Car dataset2 by Kuo and Nevatia [162]. The dataset con-
tains the full variation in car viewpoints, from full frontal to side views. The
variation in the appearance of the cars is high and is caused by intra-class
changes (pickup trucks, vans, SUVs and normal cars), variations in lighting
and contrast, and strong shadows, clutter and occlusions. Some sample images
of cars are shown in Figure 5.6.

The dataset is divided in a training and testing part. The training part
contains 2,462 cropped images of cars of size 128 × 64 pixels. The test part
embeds 1,028 cropped car images and 196 images containing a total of 410
cars. To create the Detection Error Tradeoff (DET) curves (introduced in Ap-
pendix B.2), 1,043 images from the PASCAL 2006 dataset are used. A more
detailed overview of the dataset is given in Appendix A.3.1.

5.5.2 Face detection: Multi-PIE face and CMU Profile datasets

The second dataset to evaluate our subcategorization algorithm involves the
detection of multi-view faces. This experiment does not fit directly to our appli-
cation area of general surveillance. However, the experiment is carried out for
testing the robustness and will also bring interesting aspects about the dataset
sensitivity of our detection algorithm. Although the use of a good and rep-
resentative test set for face detection is very important [170], only a few good
datasets are publicly available. The recently introduced Face Detection Dataset
and Benchmark (FDDB) [171] is based on the Labeled Faces in the Wild [172]
dataset, but only contains mainly frontal views and embeds limited variation
in viewpoint. All related work on multi-view face detection is evaluated on
the CMU Profile dataset3, first introduced by Schneiderman and Kanade [55]
in 2000. Although the images are of low quality and limited resolution, we will
use this dataset for the evaluation of our detection system. The dataset contains
208 images of approximately 400 × 300 pixels, containing a total of 444 faces
with a large degree of both in-plane and out-of-plane rotations. Example im-
ages and the ground-truth annotations of the CMU Profile dataset are depicted
in Figure 5.7. More details on the dataset are available in Appendix A.3.3.

The dataset that we use to train our face detection system is the CMU Multi-
PIE4 dataset [173][174] that was introduced in 2008. This dataset is the largest

2University of Southern California (USC) Multi-View Dataset:
http://iris.usc.edu/people/chenghak/download/README.pdf

3CMU Profile dataset: http://vasc.ri.cmu.edu/idb/html/face/profile_images/
4CMU Multi-PIE dataset: http://www.multipie.org/
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Subset Images Faces Resolution Source
Train faces 69,720 69,720 640× 480 px CMU Multi-PIE
Train non-faces 5,948 0 ±500× 350 px PASCAL2007
Test 208 431 ±400× 300 px CMU Profile

Table 5.2 — Statistics for the multi-view face datasets and related experiment.

available face dataset, containing over 750,000 images of 337 people, collected
over a period of five months. People were photographed under 15 different
viewpoints, while having 19 different illumination conditions. The total varia-
tion that is contained in this dataset originates from several aspects: different
human subjects, in-plane rotation and out-of-plane rotation. To this end, we
have selected and annotated 69,720 images of faces. To add variation, we have
also segmented the background and replaced this with random image patterns.
These images with random variations are rotated with random rotation angles
to construct the required in-plane variations. More details on the construction
of the training set are available in Appendix A.3.4. Some example images of all
variations in the dataset are shown in Figure 5.8.

The creation of the specific training dataset and the viewpoint sampling is
explained in detail in Appendix A.3.4, but is briefly introduced here for com-
pleteness. The in-plane rotation domain is sampled in steps of 15 degrees, re-
sulting in 5 different detectors to cover the total range of [−30,+30] degrees.
Similarly, the out-of-plane rotation variation is sampled in steps of 15 degrees
(as defined by the sampled viewpoints from the Multi-PIE dataset), resulting
in 7 different rotations, covering the rotation range of [−90, 0] degrees. Since
faces are typically symmetric objects, the resulting images are then mirrored to
cover the complete viewpoint range from [−90,+90] degrees. The total number
of viewpoint-specific detectors becomes 70, calculated as 5 in-plane rotations
times 7 out-of-plane rotations, times 2 mirrored versions of each pose. Since the
full-frontal detector is symmetric, we omit mirroring for the non-rotated full-
frontal images. Therefore, the total number of detectors in the baseline model
becomes 69.

The total image statistics of the joint training and testing datasets are de-
picted in Table 5.2. We use images from the PASCAL 2007 dataset to obtain
negative training samples for the detection system. To this end, we select the
images that do not contain any person, resulting in a total of 5,984 images.

153



5. MULTI-CLASS OBJECT DETECTION

Figure 5.6 — USC multi-view Car dataset training examples.

Figure 5.7 — Example images for the CMU Profile dataset.
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Figure 5.8 — Example images from the Multi-PIE dataset, showing large variations
in (a) viewpoint (single subject), (b) lighting conditions (single subject) and (c)
subjects (single viewpoint and single light conditions).
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5.6 Experiments for subcategorization

In this section, we apply the proposed subcategorization algorithm to real-
world datasets Cars and Faces from the previous section. The purpose of the
experiments is to evaluate the detection performance over the range of number
of generated subclasses. In addition, we investigate the effect of the classifier
variation threshold TV on the number of resulting subclasses and the related
detection performance.

5.6.1 Parameters

The experiments are conducted with the following settings. We reach conver-
gence and the desired number of subclasses when less than 1% of the positive
samples switches label (TC = 0.01× |S+

0 |). Subclasses are removed with a sim-
ilarity threshold of TM = 1. In each iteration, we execute 5 epochs of SGD
optimization with a subset of the negative samples, using λ = 0.001. After con-
vergence, we improve the training accuracy by applying all negative samples.
The following presents the applied parameter settings for the experiments.

Car detection
We slide a detection window of 128 × 64 pixels and extract HOG features [60]
with 8×8 cells and 18 orientations using the gradient sign, 1×1 blocks for nor-
malization and L2 feature normalization. Our image data is exactly the same as
in [162]. The 2,462 positive training samples are mirrored to obtain 4,924 sam-
ples. We apply bootstrapping using a single detector to obtain negatives from
the PASCAL 2007 non-car samples (8,427 images). Although the total negative
sample count is about 100,000, for the subcategorization algorithm we use a
random subset of 30,000 samples. After obtaining the subclasses, the classifier
for each subclass is trained with the total set of samples. Detection is applied by
downsampling in steps of 1.05 and starts at scale 0.7 to detect small cars. If mul-
tiple subclasses result in a detection, we return the score of the best-matching
subclass and the respective class label. Individual detections are merged us-
ing the mean shift procedure from [60], which was presented in Section 4.3.3.
For evaluation, we use the PASCAL VOC criteria [144] with 50% overlap (see
Appendix B). For the DET curves (see Section 5.6.2), we analyze 1,043 car-free
images from the PASCAL 2006 set, as used in [162]. An overview of the total
sets of images and training samples is presented in Table 5.3. The parameters
for the HOG feature calculation are presented in Table 5.4.

Face detection
We use the same HOG parameters as in the Car experiment, but use smaller
cells of 4× 4 pixels, because of the low-resolution nature of faces in the test set.
We slide a detection window of 32 × 32 pixels and extract HOG features [60]
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Training samples Neg. Initial Scaling
Dataset Pos. Neg. images Ninit sbootstrap sdetect

USC 4,924 100k 8,427 10 1.2 1.05
Multi-PIE 3,479,000 700k 5,948 25 1.2 1.05

Table 5.3 — Training parameters for the object detection system. Column Ninit rep-
resents initial negative samples extracted per background image.

Dataset Cell size Orientat. Norm. Block Detector Dims.
USC 8× 8 px 18+sign L2 1× 1 128× 64 px 2,304
Multi-PIE 4× 4 px 9, no sign L2 1× 1 32× 32 px 576

Table 5.4 — HOG feature parameters for the different multi-class datasets.

with 9 orientations, not using the gradient sign, 1× 1 blocks and L2 normaliza-
tion. The total number of face images is 1,739,500. By mirroring each training
sample horizontally, we obtain a total of 3,479,000 face training samples. To
keep the computation time within practical limits, we subsample each of the
70 viewpoints by randomly selecting 10,000 samples. The total set of training
samples (3.5 million) is used to train the baseline detector as explained later in
this section. The complete pre-processing procedure of the dataset is explained
in Appendix A.3.4 and comprises both added random background variations
and in-plane rotations.

As in the Car experiment, we bootstrap using a single detector to obtain
negatives from the PASCAL 2007 non-face samples. Although the total nega-
tive sample count is 1.8 million, for the subcategorization algorithm we use a
random subset of about 700,000 samples, constructed as 148,700 random nega-
tives and 551,300 hard negatives. We have found that the negative samples that
are obtained from a single detector are not specific enough for the generated
subclasses. Therefore, in contrast to the Car detection experiment, we search
the complete negative image set for each subclass detector obtained during
subcategorization and retrain with the total negative sample set. Note that we
perform this training procedure for both the baseline detector and the detectors
obtained by unsupervised subcategorization. Detection is applied by down-
sampling in steps of 1.05 and starts at scale 0.5 to detect small faces. If mul-
tiple subclasses result in a detection, we return the score of the best-matching
subclass and the corresponding class label. As with the Car detection exper-
iment, we merge individual detections using the mean shift procedure from
Section 4.3.3. For evaluation, we use the PASCAL VOC criteria [144] with 40%
overlap (see Appendix B). Here, we choose a smaller number for the overlap as
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compared to the evaluation of the cars, because there is a large variation of the
box annotations on the test face images, depending on the viewpoint.

Adjustment of detection region
Since we employ a detection window with fixed aspect ratio, objects are some-
times much smaller than the window for sliding detection. This typically hap-
pens for the Car dataset for e.g. full-frontal view cars, where the detection win-
dow also embeds significant background area. Adjusting this detection region
to the effective object area obtains a better object selection. Therefore, we au-
tomatically adjust the detection region for all subclass detectors, by calculating
the energyE of the positive classification weightsω over the full detection win-
dow. We grow a new box until we reach 80% of the energy E, starting from the
center of the window, first horizontally and then vertically. For the Face dataset,
we do not apply this box adjustment of the maximum energy and use the the
original detection window.

5.6.2 Evaluation measures

In the previous chapter, we have introduced the Recall-Precision (RP) curves
to evaluate the detection performance (Section 4.6.2). The RP criterion evalu-
ates all detections over the full image, and therefore includes the effect of the
sliding-window parameters and merging in the evaluation. To evaluate the
classification performance of the detection system for individual detections be-
fore merging, typically Detection Error Tradeoff (DET) curves are used in lit-
erature. DET curves express the detection rate (recall) of the detector against
the amount of False Positives Per Window (FPPW). The FPPW evaluates the
amount of false detections per number of evaluated image search positions
(windows). An extensive explanation of the DET measure is presented in Ap-
pendix B.2. We will evaluate the Car detection problem with this new measure,
but limit the evaluation to the RP criterion for the faces, as the dataset does not
provide such image material for the evaluation of individual detections.

5.6.3 Experiment 1: Car detection

The detection performance is shown in Figure 5.9. The overall detection per-
formance is portrayed by the recall-precision curves in Figure 5.9(a). It can be
seen that a single linear classifier using HOG features already gives a good de-
tection performance. However, the performance is further improved when the
performance is evaluated for more subclasses. Although the values of the Area
Under the Curve (AUC) measure seem quite constant, above 95%, this mea-
sure becomes less relevant and an additional metric is later used to distinguish
performance at that level.
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It can be observed in Figure 5.9 that our system provides a significantly
higher performance. We motivate this performance difference with the results
reported in [162] by two reasons. First, the results of [162] are not reported to be
searched at small image scales to detect the small cars, e.g. the authors of [162]
report a smallest car size of 61×41 pixels. Detecting from scale 1.0 and upwards
leads to a drop in performance of 3% for our single-class detector. Second, they
do not report on using an adaptive detection window for subclasses where the
object becomes small. However, the authors of [162] use a fixed adaptation of
the box, similar to our single-class box adjustment, which should make the in-
fluence of this aspect limited. Even for our single-class detector, the window
defined by 80% positive classification energy is 104 × 56 pixels (compared to
the 128× 64 detection window), which positively influences the evaluation.

Performance of individual detections
We now come back on the relevance of the AUC metric and its variation at the
95% detection range (see Figure 5.9(a)). As mentioned earlier, we need another
metric at this performance level to express a possible growth in performance.
Visual inspection of the detection results for the different number of subclasses
shows an AUC variation, e.g. when the number of subclasses grows to 4, the
AUC decreases. This drop in performance is partially caused by the incorrect
merging of individual detections.

Since the subcategorization algorithm aims at improving the classification
performance, we now omit the merging step and evaluate the classification per-
formance of individual detections using a Detection Error Tradeoff (DET) curve
(see Appendix B.2). Figure 5.9(b) shows that the performance improves when
creating more subclasses. At a False Positives Per Window (FPPW) value of
1× 10−5, the miss-rate decreases from 7.2% for a single subclass, to 4.4%, 2.5%
and 2.1%, for 2, 4 and 9 classes, respectively. Note that the difference between 4
and 9 subclasses is marginal, indicating that the division in 4 subclasses is close
to optimal and more subclasses will not significantly improve the detection per-
formance.

Alternative comparison with k-Means clustering
Since the dataset contains object samples with a uniform distribution over the
view-sphere, we also evaluate the performance of subcategorization using stan-
dard k-means clustering (Figure 5.9(b)). Although k-means results in decent
subclass divisions, it is outperformed by our algorithm. When comparing sub-
categorization results with the miss-rate of k-means at FPPW value 1×10−5, our
miss-rate decreases from 3.0% to 2.5% and from 3.0% to 2.1% for 4 and 9 classes,
respectively. This shows that the use of non-object (background) information
improves the performance (k-means clustering only exploits information from
positive images and ignores background information).
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Figure 5.10 — Convergence behavior and detection performance over range of sub-
classes: (a) number of subclasses vs. detection performance, and (b) iteration count.

159



5. MULTI-CLASS OBJECT DETECTION

Optimization convergence
To see how fast the algorithm converges, we plot the number of subclasses over
iteration count during subcategorization in Figure 5.10(b). Allowing a high vi-
sual variation TV results in a single subclass, which is equal to training a single
linear classifier using all training samples. Lowering TV allows less visual vari-
ation, thus resulting in a higher number of subclasses. From the figure, it can
be seen that the algorithm quickly converges to the final number of subclasses
within a few iterations. When TV becomes too strict, the algorithm never con-
verges, because the merge and split rules contradict each other. Subclasses are
always split and directly removed again because of high visual similarity with
another subclass.

Visual detections and sub-classes
Some visual detection results are shown in Figure 5.11(b). In addition to an
increase in classification performance, our algorithm generates semantically
meaningful subclasses that are nicely distributed over the viewpoint circle. Ex-
amples of the generated subclasses for 8 classes are shown in Figure 5.11(a),
together with the HOG features with positive classification weights.

Viewpoint specificity of subclasses
The main advantage of subcategorization is the improvement in joint detection
performance. However, as a bonus, we have found that the obtained subclasses
cover specific ranges in the viewpoint circle (Figure 5.11). This means that the
algorithm does not require the manual annotation of viewpoint information and
that the division of samples over the viewpoint groups is performed automat-
ically. For multiple industrial applications, this is of even higher value than a
slightly higher detection performance.

5.6.4 Experiment 2: Face detection

We first create a baseline multi-class detection model, where the subcategoriza-
tion is performed manually and each subclass is trained by the training samples
of the individual head poses from the Multi-PIE dataset. The baseline model
contains a total of 69 viewpoint detectors. Next, we apply our unsupervised
subcategorization algorithm to the total set of training samples and evaluate the
effect of the number of classes on the overall detection performance. Because
annotations of the head pose are available, we evaluate the viewpoint selectivity
of each of the subclass detectors to measure the viewpoint-dependent perfor-
mance of different multi-class detectors. Finally, as a background quality test,
we measure the distribution of viewpoints within the CMU Profile test dataset.
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Figure 5.11 — Subclasses as generated by the algorithm and detection results (USC
multi-view Car dataset).
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Figure 5.12 — Recall-precision curves of the face detection system on the CMU Profile
dataset for different number of subclasses (C).

The detection performance is summarized in Figure 5.12. In contrast to the
Car dataset, the number of detectors required to obtain optimal detection per-
formance is much higher. Performance significantly increases when the num-
ber of classes grows. Whereas good detection results are obtained for cars us-
ing only a single classifier, the visual variation of the Face class is much larger
and the amount of visual information modeled by a single detector is much
lower (8 × 8 cells of 4 × 4 pixels, as compared to 16 × 8 cells of 8 × 8 pixels
for cars). This leads to the conclusion that multiple classifiers are required to
obtain a sufficiently high detection performance that can handle the variations
in appearances. To detail this conclusion, e.g. appropriate face detection results
are obtained starting from approximately 10-14 subclasses. The best detection
performance is obtained with the baseline system containing 69 subclassifiers,
which comes with a much higher computational requirement. The performance
with 36 classes is 57.9%, whereas the baseline system obtains 59.1%, at the ex-
pense of a doubled computational cost for matching due to the doubled amount
of detectors.

When comparing results of state-of-the-art literature with the above, we out-
perform the system from Toews and Arbel [175] [176] which uses a detection
system based on SIFT interest points and obtains a detection performance of
28% AUC (we obtain 58% with our subcategorization results). Our detection
system cannot compete with recent Haar-wavelet-based systems, such as the
detection systems proposed by Schneiderman [177] [178], Jones and Viola [150],
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Figure 5.13 — Detection performance for different number of subclasses, generated by
the subcategorization algorithm and related values of visual-variance threshold TV .

Huang et al. [179], Yan et al. [180] and Wu et al. [151], which all obtain a perfor-
mance in the 90% range. In our opinion, the main reason for this difference in
performance for the Face dataset is caused by the limitations of the HOG de-
scriptor to model noisy low-resolution image information. However, we want
to emphasize that the main added value of this experiment is the fact that we do
not require any manually annotated viewpoint information to train our multi-
view face detection system. Moreover, as already indicated earlier, this dataset
is suboptimal for the surveillance application and thus a somewhat lower per-
formance has to be expected.

Convergence behavior and number of classes
The subcategorization algorithm converges quickly towards the final number
of subclasses and shows an identical behavior as in the Car experiment. There-
fore, we refer to the iterative convergence behavior from cars in Figure 5.10(b).
The number of generated subclasses and the related recall-precision perfor-
mance values are depicted in Figure 5.13. Note that the maximum number
of subclasses that is generated by the subcategorization algorithm saturates at
36 classes. Lowering the visual-variation-constraint threshold TV does not lead
to more subclasses. At this point, we reach the limitations of the training set,
where each subclass accurately describes a limited subset of the variation in
the training. Additional splitting of a subclass does not lead to two different
subclasses i, j. As a result, in the next algorithm iteration, the novel but redun-
dant subclass is removed. Lowering the visual-similarity threshold TM does
not help here, as the two classes i, j are very similar, resulting in very high sim-
ilarity values (the distance value is close to zero).
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Viewpoint specificity
We will now evaluate the viewpoint preference of the generated, individual
subcategories. For the Car dataset, no quantification of the viewpoint selectiv-
ity can be made, because viewpoint annotations of the training images are ab-
sent. In contrast, viewpoint information is available for the Multi-PIE dataset,
allowing the quantification of the viewpoint preferences of the obtained multi-
class detectors. To this end, we apply each sub-detector of the multi-class detec-
tor onto 5,000 randomly sampled training images of each of the 70 viewpoints
in the training set, and evaluate the average response for each viewpoint. De-
tection is then performed on each image by scaling the image prior to detection,
starting at scale 0.75, and then upscaling in each iteration with a factor 1.05 up
to a scale factor of 1.3. For the different scale factors, we enable the slightly dif-
ferent preference of a detector for the location of the face in different viewpoint
images and in spatial-scale dimensions.

Each subclass detector is represented by its own viewpoint response map. A
visual explanation of such a response map is depicted in Figure 5.14. The de-
tection score is measured for each viewpoint: out-of-plane rotations are shown
horizontally and in-plane rotations vertically. The strength of the score is en-
coded with a color map and is scaled to the maximum response over the to-
tal set of classifiers (red corresponds to the highest response value and blue
to a response value of zero). At the bottom-right of each figure, the indepen-
dent scores of each subclass detector are accumulated, describing the response
of the combination of detectors (the joint detector). A multi-view system that
uniformly covers the complete view-sphere results in a combined uniform re-
sponse map.
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for the subclass detectors and the accumulated viewpoint selectivity.

164



5.6. Experiments for subcategorization

-9
0

-7
5

-6
0

-4
5

-3
0

-1
5

-0
0

+
0
0

+
1
5

+
3
0

+
6
0

+
7
5

+
9
0

+
4
5

+30

-30

00
-15

+15

Figure 5.15 — Viewpoint selectivity of the manually constructed multi-class detector
with 69 subclasses. Accumulated response map shown at the bottom right.
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Figure 5.16 — Viewpoint selectivity of the automatically constructed multi-class de-
tector with 8 subclasses. Accumulated response map shown at the bottom right.
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were
We now show viewpoint evaluations for different subclass numbers: the

baseline model with 69 detectors (Figure 5.15) and results of unsupervised sub-
categorization with 8 and 36 classes (Figures 5.16 and 5.17, respectively). Let
us first discuss the baseline model (Figure 5.15). Because each subclass detec-
tor was trained using all samples of a specific viewpoint, each subclass has a
strong response on its corresponding viewpoint and responds only weakly to
neighboring viewpoints. The total view-sphere is uniformly covered by the
combination of all the independent subclass detectors (bottom-right in the fig-
ure). The viewpoint responses for 8 classes are shown in Figure 5.16. It can be
observed that the combined detector has a strong focus on frontal faces: sub-
classes 1 and 7 respond strongly to (near-) frontal faces. Note that the two
peaks in each of these two subclasses match with opposite in-plane rotations.
Because the full-frontal images are symmetric, an in-plane rotation in the pos-
itive direction is equal to a negative in-plane rotation of its mirrored version.
To enable comparison of the viewpoint responses to the actual subclasses, the
training images of the subclasses resulting from subcategorization are depicted
in Figure 5.19. The responses for the model with 36 classes (Figure 5.17) show a
more viewpoint-specific character, similar to the baseline model. Note that the
subclasses 1, 2 and 3 respond to a very specific subset of training samples, that
contain insufficient information to construct a useful detector and result in an
empty response map.

CMU Profile dataset viewpoint bias
We will now evaluate the viewpoint distribution over the CMU Profile test
dataset. There are 141 frontal-face annotations and 355 profile faces, constructed
as 71 left views and and 284 right views. The evaluation of any detection sys-
tem is strongly biased: detectors that accurately detect right-view faces, cover
57% of the total set of faces.

We use our manually constructed multi-view face detector to measure the
viewpoint variation in the test set, because this model has the highest viewpoint
resolution. Individual detections from different subclasses are not merged and
stored as independent detections and false detections are removed. Although
a face can be detected by multiple detectors, it can be noted that each detec-
tion corresponds to a different viewpoint. The viewpoint response map of the
combined detection system is shown in Figure 5.18. Our results confirm the
statistics from the ground truth and show that the focus of the dataset is on a
very specific viewpoint: 60 degrees out-of-plane and minus 15 degrees in-plane
rotation. Because a uniform distribution is preferred for an objective and non-
biased evaluation of multi-view face detection algorithms, we conclude that the
CMU Profile test set is not very well suited for this purpose.
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Figure 5.17 — Viewpoint selectivity of the automatically constructed multi-class de-
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Figure 5.19 — Training images for each of the subclasses for the automatically con-
structed multi-class detector with 8 subclasses.

5.6.5 Discussion

We will now discuss different aspects of the subcategorization algorithm, which
have not been addressed in the previous performance discussion.

Number of training samples
Varying the number of positive training samples does not influence the opera-
tion of our subcategorization algorithm. Since each subclass has its own classi-
fier, all samples that correspond to the subclass are relabeled to the respective
subclass label, thereby making the actual number of samples for each subclass
irrelevant. As long as sufficient samples are available for each mode of variation
(e.g. viewpoint), similar subclasses will be found. However, subcategorization
will fail when too few samples are available to train a generalizing classifier,
resulting in overfitting on the training set, thereby leading to a detector with
low performance.

Computation time of training and detection
The computation time of the subcategorization algorithm is constructed as the
number of iterations times the number of subclasses in each iteration, accu-
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mulated with the computation time for the hard-negative processing stage for
each generated subclass. Convergence is quickly reached over the complete set
of subclasses and the number of iterations is typically only slightly more than
two times the final number of subclasses. In each iteration, all classifiers are re-
trained, leading to a computation time that is linear to the number of respective
subclasses. Because the classifiers are independent, they can be trained in par-
allel and when the samples related to the subclass are not changed, retraining is
omitted. For the experiments, total training times for the cars required 156 sec-
onds for subcategorization into 8 classes (21 iterations). For faces, a single sub-
categorization iteration typically consumes 1.4 seconds for each subcategory
(for 36 subclasses, an iteration lasts 60 seconds). Total training time of subca-
tegorization is in the order of 90 minutes for 26 classes (120 iterations). Note
that the number of training samples is much larger than for the Car experiment
(1.4 million vs. 100,000 samples).

The computation time of applying the multi-class detector, scales linearly
with the number of subclasses. We present computation times for feature calcu-
lation and detection in Table 5.5. Experiments have been performed using 1,000
iterations on an i7-2600k processor at 3.4 GHz using a single-threaded C++ im-
plementation. When processing all selected scale values, we start at scale 1.0
and use a multiplicative step factor of 1.05. Table 5.5 shows that computation
times of detection grow approximately linearly with the number of subclasses.
Using the parallelism during detection can exploit data caching in the proces-
sor and lower these computation times. Although this has not been evaluated
in detail, first experiments show that computation times of the detection can be
reduced by 35% for the 8-class car detector.

Dataset Scales Feature Detection
calculation 1x 2x 3x 8x 36x 69x

Car 1.0 15.6 4.4 9.3 – 35.3 – –
Car all 272 42 89 – 422 – –
Face 1.0 4.6 3.2 – 4.0 10.0 48.5 93.3
Face all 87 14 – 42 112 508 975

Table 5.5 — Computation times in msec. for the Face and Car datasets for different
number of subclasses, separating feature generation and detection. Image resolution
during detection is ±400× 300 pixels for faces and 640× 480 pixels for cars.

Reduction of multi-class detector complexity
As previously discussed (Table 5.5), the cost of more detectors grows with the
obtained performance. To reduce the multi-class complexity while increasing
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the detection performance with more detectors, we can integrate the subclasses
extracted by our subcategorization algorithm, into the training of specific multi-
detector architectures. Such an architecture obtains then a cascaded, tree or
pyramidal structure, as proposed in literature [150], [166], [181], [182] [153] [183].

Sensitivity of different subclass detectors
Since each subclass detector is trained independently and covers a different
detection problem, the sensitivity of each detector is also different. Therefore,
applying a single detection threshold for all different detectors to construct the
joint detector is suboptimal. This problem has not yet been explicitly solved in
computer vision, but can be avoided by training a cascaded detector. Such a de-
tector is constructed by calculating the threshold for each stage of the cascade
by fixing the false-positive rate, thereby automatically constructing the optimal
threshold for each viewpoint-specific detector.

Fast initialization with a high number of subclasses
In case that a large number of subclasses is desired in advance, we can initial-
ize the subcategorization algorithm by first applying for example k-means with
the desired number of subclasses and then proceed with execution. As a result,
this improves the execution speed of the splitting procedure of the subcategori-
zation algorithm because less iterations are required. The relabeling procedure
will ensure that the samples are distributed over the subclasses to maximize the
overall detection performance.

Sharing positive information during subclass learning
Traditionally, each detector in a multi-class detection system is trained using the
positive object samples of its training set and the complete set of negative sam-
ples. However, each subclass is trained independently without any information
sharing between the different classes. Exploiting object information from other
subclasses during training of each subclass detector can be beneficial for per-
formance improvement.

5.7 Conclusions

In this chapter we have extended the object detection framework from Chap-
ter 4 towards the automatic creation of subclasses to improve detection per-
formance for complex object categories. We have contributed by presenting a
novel algorithm for the unsupervised subcategorization of such object classes.
This is a relatively new area in computer vision and there are only a few algo-
rithms that discuss this problem.

The algorithm is based on the concept of dividing a large, complex classifi-
cation problem into multiple, smaller classification sub-problems. The training
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samples belonging to each subclass are then used to train a linear classifier for
each subclass. To keep training time at a minimum, we use the fast Stochas-
tic Gradient Descent (SGD) learning algorithm from Section 4.4.3. The subca-
tegorization algorithm exploits both object and non-object information (back-
ground) in the optimization process. An iterative split-and-merge procedure
automatically divides a subclass into two new classes if the visual variation is
too large, while it merges two classes when they are visually similar. The num-
ber of desired subclasses does not need to be manually predefined and results
implicitly from the output of the algorithm. To guide the optimization of the
subclass division process, we employ a visual-variation metric, based on the
size of the classifier margin. After each iteration, samples are relabeled to the
most preferred subclasses and because of the use of the fast SGD learning al-
gorithm, full retraining is applied. This avoids memory effects from previous
iterations floating into the actual subdivision.

We have evaluated the performance on a car and face detection problem
and show that detection performance is significantly improved over a range
of subclasses, using standard HOG features and linear classification. The algo-
rithm converges in a few iterations, limiting total training time to a few minutes
for cars, as compared to systems from literature requiring several days or even
weeks. For the much larger face dataset with 1.4 million samples, convergence
requires up to 90 minutes. The experiments have revealed that the performance
of an object detection system and the associated subcategorization is strongly
dependent on the quality of the dataset. Whereas the detection performance
of the car detector is very good (above 95% AUC), the face detection perfor-
mance is lower due to the limited quality of the pictorial data and quantization
noise in the feature description. We conclude that for surveillance applications
with multiple complex objects, HOG feature descriptors and subcategorization
algorithms are a suitable combination for dividing the complex situations into
smaller pieces, such that a powerful detector can be obtained.

Hence, the first major conclusion of this work is that by using our algo-
rithm two suboptimal choices can be omitted: either using the typical manual
definition of the number of subclasses and their sample partitioning, or going
through a period of long training time with state-of-the-art subcategorization
algorithms such as CBT and the algorithm from Kuo and Nevatia. The second
conclusion is that our experiments clarify that the algorithm scales well with
the size of training set in a linear complexity order. This enables the user to
address large classification problems with millions of samples and still achieve
high-performance results. With such problems, a manual annotation is virtu-
ally impossible because of the size of the problem or the lack of unambiguity in
annotation. The above approach has been successfully implemented for accu-
rate analysis of people in crowds and robust vehicle detection in surveillance
sequences, captured in urban environments. Parts of these implementations
are summarized in the next chapter.
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“If something is there and you try hard enough and long enough you
may find it; without that persistence, you certainly won’t.”

David H. Hubel, Torsten N. Wiesel

6

Applications

6.1 Introduction

In the previous chapters we have proposed different techniques for object cat-
egorization and detection. During the research period of this thesis, the au-
thor was involved in innovative industrial projects, featuring new surveillance
applications, in which specific techniques of the author were integrated. The
resulting applications have been tested more thoroughly than is usual with sci-
entific research, because they were successfully integrated into actual products
or real-world applications. We have selected four applications and summarize
these briefly.

1. Text detection in natural images. We use several textual features and learn a
detector using the SGD learner from Chapter 4 to detect type-written text.

2. Car detection from a moving vehicle. We employ the multi-class car detector
from Chapter 5 on video images from a moving vehicle and detect cars in
unconstrained conditions.

3. Active ship tracking. The ship detector from Chapter 4 is extended with
a feature point tracker and active PTZ camera control, enabling the au-
tonomous detection and tracking of ships for harbor surveillance in Rot-
terdam.

4. Crowd analysis. By applying the object detector from Chapter 4 for peo-
ple and adding object tracking, we construct an accurate crowd analysis
system which can operate in wide outdoor areas and during nighttime
conditions.

Besides the above four applications, the author has been involved in other
applications which are not discussed in this thesis, but are interesting to list
here. The text detection application has been extended with character recogni-
tion and the integration between textual detection and recognition is explored
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in [23]. The recognition of individual text characters for the purpose of Au-
tomatic Number Plate Recognition (ANPR) is discussed in [19]. This Optical
Character Recognition (OCR) system employs the detection of characters, us-
ing a combination of HOG detectors, trained from many images, extracted from
files with a considerable amount of text fonts. In an alternative application, we
have proposed a novel object tracking framework, combining the HOG fea-
tures and the fast SGD learning algorithm [24]. This Tracking with Occlusions
Handling and Drift Correction (TROD) algorithm outperforms state-of-the-art
trackers on challenging sequences. Other work based on the detection system
from Chapter 4, is the application of traffic sign detection [17], and the auto-
matic opening of garage doors [19] using the car detector. For the purpose of
harbor surveillance, the ship detector from Chapter 4 has been employed in
a larger context modeling framework to obtain a highly robust detection sys-
tem [184] [185] [186].

6.2 Application 1: Text detection in natural images

The work presented in this section is published in the Proceedings of the IEEE Interna-
tional Conference on Consumer Electronics (2011) [22].

While this thesis focuses on the recognition of objects with a common shape,
such as cars or ships, we now discuss the detection of type-written text. Text
detection and recognition in natural images is difficult because of large varia-
tions in fonts, scales, positions and orientations of characters and the lack of
frequently assumed uniformity of background. Because text words typically
do not have a common shape, we cannot use the SIFT or HOG features, ex-
tracted for training our detectors. However, text can be distinguished from the
background using several visual cues, such as color uniformity and bounding
by visual edges. Similar to the detection using shape features, we again learn
the distinctive features in a classification framework, which is trained using
Stochastic Gradient Descent (SGD).

Text detection processing stages
Our approach processes each image in several steps: from pixels to candidate
regions and from candidate regions to word regions. First, we select text can-
didates by using color uniformity. Next, more advanced textual features are
extracted for the candidates to classify the window into text or background,
where remaining candidates are grouped into words. The system diagram is
shown in Figure 6.1.

The image is converted to gray-level and then downsampled several times,
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Image
Preprocessing
- Gray-level, scale pyramid
- Sliding window selects
  CC candidates 

Feature extraction
(1) FDR intensities
(2) Compactness
(3) M1 Intensity histo. var.
(4) M2 Edge magnitude var.
(5) M4 Edge rotation symmetry

Classification
- Linear classification
- Trained by SGD

Candidate 
grouping

Detected
words

Figure 6.1 — System diagram of the text detection algorithm.

enabling the detection of text at different scales. Each scaled version of the
image is densely scanned with a sliding window. The overlapping windows
have a size of 32 × 32 pixels. We assume that characters have a uniform color
with a high contrast to a uniform background, ideally resulting in a color dis-
tribution with two significant density lobes. Each candidate window is locally
binarized according to its color distribution and Connected Components (CCs)
are extracted. The CCs that do not comply to a set of rules, are removed.

Each component is now described using 5 features. First, the color infor-
mation is described by the Fisher’s Discriminant Rate (FDR) [187]. Second, as-
suming that characters contains many strong edges, the compactness of the CC
is measured [188]. Additionally, we calculate the M1, M2 and M4 measures
from [189], as indicated in Figure 6.1. A linear classifier is trained using SGD
on the 5-dimensional feature vector to classify text vs. background.

In an additional grouping stage, text candidates that are spatially close and
have similar size and color are grouped. Since the word candidate can some-
times contain multiple words, a splitting operation is applied to divide the line
of text into separate words, based on the histogram of inter-character distances.

Text detection performance evaluation
To evaluate the performance of our text detector, we have used the ICDAR
20031 “robust reading and text locating” dataset [187] because it is the most
widely used dataset for the objective evaluation of the unconstrained text-detection
problem. We have trained the classifier on the training set (258 images) and
have tested with the test set of 251 images. Results of the different processing
stages are depicted in Figure 6.2. We obtain a maximum detection rate (recall) of
70% using the measurements of [187] and an equal error rate of 58%. The aver-
age processing time of the unoptimized software implementation is 1.6 seconds
per dataset image, VGA-resolution images are processed in 670 msec. This is
much faster than the algorithm with best performance [190]. Although we do
not outperform all state-of-the-art text detection on the ICDAR dataset, we find
text accurately in a broad variety of images (Figure 6.3).

The reported text detector has also been evaluated in concatenation with
a character recognition program (OCR) to evaluate the effects of a complete
application and the effectiveness of the interface [23]. After numerous experi-

1ICDAR 2003 text detection dataset: http://algoval.essex.ac.uk/icdar
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(a) Initial CC candidates (b) Pre-selection (c) Classification

(d) Post-selection (e) Merged words

Figure 6.2 — Different processing stages of the text detection algorithm.

a b c

d e
f

g

Figure 6.3 — Text detection examples: (a) ship names, (b) holiday pictures, (c)
medicine text, (d) street signs, (e) food labeling, (f) subtitles on television and (g)
text in sports events.
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ments, it was concluded that most of the OCR software appears to be not very
robust against text rotation, warping and variations in uniformity of the back-
ground. The best performance is obtained when the text is normalized to a
canonical orthographic representation, which is in alignment with robustness
experiments using face recognition software.

Our proposed text detection module forms a suitable extension of the presented
algorithms from this thesis for the automatic detection of objects with a com-
mon shape. As can be seen in the detection results from Figure 6.3, the applica-
tion domains to which text detection can be applied to extract more information
from images, is virtually unlimited. Especially when integrating recognition
techniques into mobile devices with high-quality cameras, it will enable auto-
matic translation of restaurant menus and medicine prescriptions, but also al-
lows for automatic translation (and indexing for search-and-retrieval purposes)
of television subtitles.

6.3 Application 2: Car detection from a moving vehicle

The work presented in this section is published in the IEEE ICCV Conf., CVVT Work-
shop (2011) [20].

In this section, we apply the multi-class car detector with 8 subclasses in a real-
life setting and detect cars from a camera mounted on a moving vehicle. The
system is depicted in Figure 6.4.

We integrate a perspective model of the scene that constrains the search re-
gion in the image. Small cars are only searched for at the horizon and large cars
at the bottom of the image. This has the advantage that the required compu-
tation time is reduced, because less image data has to be processed, and it also
decreases the number of false detections. The perspective model is simple and
does not require accurate camera calibration.

Orientation estimation
- Combine subclass detections,
- Estimate driving direction

Perspective
 scene model

Detected
cars

Object 
detection

(HOG, 8 subclasses) 

Figure 6.4 — System diagram of the multi-class car detection system.
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a b

c d

e f

g h

ji
Figure 6.5 — Detected results applying the multi-class detector on video from a camera

mounted on a moving vehicle, driving in the city of Eindhoven. Green boxes show
detected cars, slanted blue lines inside the box depict the estimated driving direction.
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We exploit the viewpoint information from the subclasses generated from
subcategorization, as performed in Chapter 5. By manually annotating the
driving direction for each subclass, the driving direction/orientation can be
estimated when combining detections from the different subclass detectors.
The resulting estimation for the orientation/driving direction is shown as the
slanted blue line inside the green detection box in Figure 6.5.

The detection system has been applied to the raw video footage from the
camera during driving, without any pre-processing. Selected video frames
from the detection results are depicted in Figure 6.5. It can be seen that the
number of false detections is very low and all cars are correctly detected. A
video with the results is available online2. The video shows that the applied
detection technique is invariant to large changes in lighting and object appear-
ance. An interesting example of the robustness of the detector to light variations
is shown in Figure 6.5 with subfigures (i) and (j). The car is correctly detected
in every video frame while driving through a tunnel.

Practical application of the system
The system has been evaluated while driving through the city of Eindhoven.
Good detection performance is obtained (and not yet limited) at speeds of up
to 70km/h. With the currently applied camera that records images at a reso-
lution of 704 × 576 pixels, cars can be detected at a distance of up to 50 me-
ters. The detection system can be applied to increase traffic safety, by inform-
ing the driver about surrounding vehicles. In a different application, we have
employed the detection system in combination with ANPR for the automatic
opening of garage doors [19].

6.4 Application 3: Active ship tracking with PTZ cameras

The work presented in this section is published in the IEEE ICIP Conf. (2013) [25].

In maritime traffic control systems, radar is commonly used to detect and track
ships. Although radar technology is mature and broadly used, the system re-
quires expensive maintenance and does not give any visual information on the
detected object. Furthermore, small and non-metallic objects are not detected.
As part of the Dutch “WATERVisie” project, we have explored a complemen-
tary role of a visual analysis system, adjacent to the radar information system,
where real-time information is derived from computer-controlled commercially
available Pan-Tilt-Zoom (PTZ) cameras. We have proposed a novel combina-
tion of the ship detector with a feature point tracker, enabling the system to
detect and track ships of large varieties in an outdoor setting at large distances.

2Multi-class car detection video: http://www.youtube.com/watch?v=F_M_skebbpA
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Figure 6.6 — System diagram of the active tracking system.

Detection and tracking
The system diagram is shown in Figure 6.6. Ships are detected in the image by
applying the ship detector to a HOG feature representation of the image. We
have observed that the HOG detector cannot robustly detect ships when objects
move fast and camera zoom is utilized. Therefore, we combine the object detec-
tor with a hierarchical Kanade Lucas Tomasi (KLT) feature point tracker using
image pyramids [191] [192]. The small features of 3 × 3 pixels can be found
significantly faster in the next video frame than trying to find the complete ob-
ject. Object tracking is initiated by calculating feature points and tracking each
feature point. We improve the tracking system by integrating a special motion
estimation model for the feature points, which also incorporates zooming of the
camera. Object detection is used to initialize the tracker. Since the object tracker
occasionally looses the object during following it, robustness is improved by re-
detecting the object to update the feature points for an already tracked object.

Figure 6.7 — Overview of the challenges in ship tracking: large intra-class variation,
strong light variations, and varying weather conditions. In all examples, the system
correctly detects and tracks the ship.
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The re-detection is periodically carried out to sustain tracking robustness.

Camera control
When a tracked ship exits the image boundaries, the PTZ camera is moved in
the opposite direction to keep the ship at the center of the image. This automatic
control of the PTZ parameters is difficult because the cameras are originally not
designed to be controlled by an automated algorithm and time delays in vari-
ous system components make real-time tracking problematic. The position and
the size of the object box given from the tracker are compared to a box with the
desired position and size (the center of the image). The image centering process
is controlled by two Proportional Integral Derivative (PID) controllers with the
horizontal and vertical error as input.

Video system installation and integration with the radar system
The system has been installed at a junction within the Botlek area in the port of
Rotterdam, The Netherlands (the largest harbor in the EU), covering an area of
approximately 1.2× 1.5 km, as shown in Figure 6.4 (c). To monitor this area ef-
fectively, the camera successively captures images at three predefined locations,
one for each waterway connected to the junction. For each location, a slow
panning movement is initiated to smoothly scan the waterway. When a ship is
detected, tracking is initialized. To integrate the ship tracks generated from our
video system with the radar-based Vessel Tracking System (VTS) in the port of
Rotterdam (shown in Figure 6.4 (a)), the pixel positions of the detected ships are
converted to global positions expressed with Global Positioning System (GPS)
coordinates, as shown in Figure 6.4 (c).

Overlay information is added to the video by the ship tracking system as
shown in Figure 6.4 (b). The example shows a bearing of 44.7◦ from the true
North, at a distance of 355 meters, with a tracking confidence score (27.56) and
the optical zoom level (10×). The red box represents the determined object
location, and the yellow box the tracking target.

The system successfully detects various types of ships fully autonomously,
and has tracked ships over long time intervals (up to 18 minutes) and over large
distances (1.5 km). Figure 6.7 visualizes challenging cases for automatic pro-
cessing due the variable conditions. However, in all of these cases, successful
automated tracking is obtained, thereby showing the robustness of our system
over a large range of viewpoint variations and varying lighting/weather condi-
tions. The subfigures (d–f) indicate full tracks of ships passing by or in a curve
under poor weather conditions without any tracking failure. In practical exper-
iments and evaluation tests, the system proved to provide more information
than expected. For example, it was found that the 15-km/h speed limitation
was frequently violated.
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Figure 6.8 — (a) Screenshot of Vessel Tracking System (VTS) in the port of Rotter-
dam with merged radar and video camera information, (b) Information overlay for
tracked ship (cropped image), (c) Constructed GPS position data for several tracked
ships. Surveyed area is approximately 1.2×1.5 km, and subfigures (d-f) portray ex-
ample images of tracked ships under difficult scene conditions (low light and rain).
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6.5 Application 4: Crowd analysis

Video surveillance for people monitoring is widely deployed in cities and ur-
ban environments and is used to monitor streets, squares and other areas with
respect to people behavior and safety. In this application, the focus is on detect-
ing people, which is complicated when the people density in the scene is high.
In this case, conventional background modeling techniques fail in accuracy and
alternatives yielding higher accuracy and robustness are required. We have ex-
ploited the detection of individual persons and have used the object detector
from this thesis to develop a specific person category. Using this detector, we
have created a crowd analysis system that can localize and follow people walk-
ing in the monitored scene, even when they occur in high numbers and during
challenging light and weather conditions. Besides the applied object detector,
we have added a state-of-the-art tracking algorithm to follow people through
the scene. An interesting result from this crowd analysis system is the accurate
extraction of the number of persons that pass through the scene during a cer-
tain time interval.

Application in outdoor events
Outdoor scenes typically suffer from large variations in light conditions (sun
and shadow) during daytime and low-light conditions during the night. The
crowd analysis system has been successfully applied at various events and in
several city centers. The list of events contains the Queensday event at Eind-
hoven3, the GLOW Light & Art Festival4 which was organized at Eindhoven,
the Vierdaagsefeesten at Nijmegen5, the Oktoberfeesten Sittard6, the Ghentse
Feesten7 at Ghent, Belgium and the Mysteryland Dance Festival8 at Haarlem-
mermeer. During an indoor event, the Robocup World Championship9 which
was recently held at Eindhoven, the number of visitors was analyzed with the
proposed system. In addition to the above events, the crowd analysis system
has been applied at the city centers of Roermond and Tilburg and has recently
been installed at the Eindhoven city center for a longer period.

Performance evaluation
The performance of the crowd analysis system has been evaluated during the
GLOW Light & Art Festival at Eindhoven in 2012. In the evenings (after sunset)

3Queensday Eindhoven: http://www.eindhovenisking.nl
4GLOW Light & Art Festival Eindhoven: http://www.gloweindhoven.nl
5Vierdaagsefeesten Nijmegen: www.vierdaagsefeesten.nl
6Oktoberfeesten Sittard: www.oktoberfeestsittard.nl
7Ghentse Feesten: http://www.gentsefeesten.be
8Mysteryland Dance Festival: http://www.mysteryland.nl
9Robocup World Cup 2013: http://www.robocup2013.org
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Figure 6.9 — (a) Map of the Eindhoven city center, showing the GLOW route and
the camera positions, (b) Conceptual explanation of the analysis system. People are
detected when entering the camera view and tracked as long as they are visible.

a

b

Figure 6.10 — Results of the crowd analysis system, showing the individually tracked
objects with the two cameras at different locations during the GLOW event.
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of November, the city center of Eindhoven turned into a forum of interventions,
installations and performances, based on the phenomena of artificial light. A
total of 20 light artworks were distributed over a 4-km walking route through
the center of Eindhoven. Two cameras were installed at key locations on the
route, both covering an effective width of about 10 meters. The system has
been used to measure the number of visitors during the total event. We have
evaluated the performance of the analysis system during a busy evening of the
event. For a period of 1 hour, the number of visitors was also estimated in real-
time by four human interpreters at both camera locations. In addition to the
live real-time human counting, we have counted the number of visitors in an
offline fashion, by manual annotation of the video images after the event. By
comparing the three counting approaches, we have concluded that our auto-
matic system always obtains an accuracy of more than 90% and is typically in
the range 95–98%. Moreover, the accuracy that is obtained by the automatic
analysis system is higher than real-time human counting, which becomes chal-
lenging when people appear in large numbers.

As a bonus of the analysis system, we have analyzed the density of the
amount of people on the route. Since most people walk the complete route and
start at the beginning, subtracting the numbers of visitors from both locations
at a specific time instance, results in the number of people actually visiting the
route between the two locations. Combining this number with an approxima-
tion of the total route area results in the people density. We have shown that the
average people density is approximately 0.4 persons per square meter, which
has been confirmed using two manually selected video images at the busiest
moment. For the organization of the event, this number indicated that the av-
erage person density was not critical for preserving people safety.

As a side result of the experiment, we have validated that the system works
well during nighttime and can still provide accurate localization and tracking
of people. A demonstration video about the event and the performed analytics
is available online10.

10Crowd analysis GLOW Festival: http://www.youtube.com/watch?v=NQ26F0xKmhg
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7

Conclusions

This thesis has presented techniques for the recognition of objects in images
and particularly contributes to categorization of already detected objects, local-
ization of object categories when the location is unknown, and the extension of
object detection towards object classes with a high level of visual variation. We
sum up most important findings of each chapter and then discuss the answers
on our research questions.

7.1 Conclusions of the individual chapters

Chapter 2 In this chapter, we have provided an extensive overview of the
algorithmic components for constructing recognition applications. We have in-
troduced the GMM background modeling technique for object detection. Sev-
eral techniques for finding interesting positions in the image are introduced
and the Harris operator is discussed in more detail. To describe the pixel-area
around these interest points, we introduce several local descriptors and present
the SIFT descriptor. In addition to the local descriptors, we address the HMAX
and HOG techniques for the dense modeling of images. Then, for the classifi-
cation of these descriptions into object/background, the SVM and linear classi-
fication are presented in detail.

Chapter 3 introduces an object categorization system that categorizes objects,
using a-priori detected objects from an independent background subtraction
stage. This categorization is beyond size-based classification and aims at ex-
ploiting the informative visual properties. We have investigated 3D wireframe
models employing a 3D line model for each object class and found that this
technique is not suited for categorization in surveillance.

Next, an in-depth study for local feature models aims at a discriminative
visual dictionary containing multiple descriptions of small image patches from
objects. We have successfully applied the model to multiple surveillance data-
sets and have obtained a good average classification performance of 75% on a
novel video surveillance dataset and over 90% on the Caltech-5 dataset.
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We contribute with an algorithm called extremal optimization that selects
the most suitable features for visual dictionary creation. This selection either
reduces the size of the dictionary with a factor of 2–5 for constant categorization
performance, or improves classification performance with up to 10%, compared
to conventional clustering. Moreover, this result is nearly independent from the
size of the candidate feature set.

Additionally, a careful selection of the image points used for matching to
the dictionary enables a gain in computational efficiency. Using the Hessian-
Laplace operator, we achieve a reduction in computational complexity of a fac-
tor 9, at the expense of a minor performance reduction of 2%.

Chapter 4 extends the object categorization system from Chapter 3 to the de-
tection of objects without background subtraction. The challenge is now to
find the invariant description of object images and the determination of dis-
tinctive features that discriminate those objects from the background. We have
employed a sliding-window detection system that describes images with His-
togram of Oriented Gradients (HOG) features and classifies at each search po-
sition into object/background. This system has been successfully applied to
several detection problems (cars, ships and crystals) with large variations in
object appearance, scene light conditions and background clutter. The main
and novel contribution of this chapter is the integration of the Stochastic Gra-
dient Descent (SGD) training algorithm. This technique accelerates the training
process by an impressive factor of 2–3 orders of magnitude, compared to state-
of-the-art SVM implementations, while obtaining similar classification perfor-
mance. We have shown that the classification performance quickly converges
to the best operation point, while only considering a part of the training set. For
the ship dataset, we obtain 70% of the optimal detection performance after pro-
cessing only 10% of the training samples and for the more difficult car dataset,
70% performance is obtained with 35% of the samples.

Chapter 5 develops a detection system for complex object categories, where
a single detection model is insufficient or cannot be used. Based on an hierar-
chical division approach, we present a novel unsupervised subcategorization
algorithm. The algorithm employs an iterative split-and-merge procedure and
uses a visual-variation metric to guide the optimization, based on the size of the
classifier margin. At each iteration, samples are relabeled to the most preferred
subclass and full retraining is performed using the fast Stochastic Gradient De-
scent (SGD) algorithm.

The key advantage of the proposed algorithm is that the human annotation
of subclass information (e.g. viewpoint) for the training samples is not required
anymore. Moreover, the desired subclasses do not need to be manually spec-
ified, and result explicitly from the output of the algorithm. Our system con-
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verges in a few iterations, and training time is limited to a few minutes for cars
as compared to days or even weeks for existing algorithms from literature. For
the much larger face dataset with 1.4 million training samples, subcategoriza-
tion converges in 90 minutes. The growth in computation time is approximately
linear with the number of training samples. We have shown that applying the
algorithm for the complex multi-view car and face datasets results in an im-
provement in detection performance with a growing number of subclasses and
the detection performance saturates with 4 classes for cars, and 36 classes for
faces.

Chapter 6 discusses industrial applications constructed from the presented
visual recognition algorithms. First, we present a text detection system that can
localize text words in natural environments with a low computational complex-
ity. This system yields state-of-the-art performance in real-world applications,
such as television subtitles and text on ships and vehicles. Second, we discuss
the detection of cars from a moving vehicle using a multi-class car detector.
We obtain an accurate detection of vehicles with few false detections. Third,
we construct a system scanning the waterway in a harbor, using a PTZ camera
which is controlled by a vision system that autonomously detects and tracks
ships. This system has been deployed at the port of Rotterdam and has been
integrated with the radar-based Vessel Tracking System (VTS), showing a high
performance with robustness to varying weather conditions and ship types.
The fourth application implements a crowd analysis system that can accurately
detect and track people in large numbers in wide outdoor areas. This appli-
cation has been successfully introduced as a product and used during various
outdoor events and in several city centers to count the number of visitors. A
performance evaluation of the system has revealed that the accuracy of the sys-
tem is typically in the range of 95–98%.

7.2 Discussion on research questions

We will now evaluate the system with respect to each of the posed research
questions in Section 1.4.1.

RQ1: Categorization of objects in video surveillance
RQ1a: Is it possible to design algorithms for the automatic recognition of the object
category from a single image?
RQ1b: How can such a recognition system be implemented in a scalable fashion?
RQ1c: How can the distinctive visual information be selected and ranked as important?

For the first question (RQ1a), two chapters are relevant. In Chapter 3, we pro-
pose an algorithm for the problem of object categorization. The proposed al-
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gorithm analyses the image by first localizing informative image positions in
the image (Hessian-Laplace operator), then describes the local regions around
these image points using an invariant descriptor (HMAX) and then compares
these descriptions to a visual dictionary that contains the discriminative ele-
ments of the considered object categories. The model is generic and can be
learned from a set of training images of each object category. Robustness to
lighting conditions is obtained by the use of invariant descriptors and small
object deformations are dealt with by using a visual dictionary of small local
image features that can still be recognized, despite deformations. It has been
shown that this algorithm can be extended towards the generic detection of ob-
jects at arbitrary locations in the image and with varying scale (see Chapter 4).

The scalability in (RQ1b) is addressed in categorization, single-class detec-
tion and multi-class detection. For categorization (Chapter 3), this is defined as
scalability in the number of features in the dictionary and the number of image
points that are matched to the dictionary. Both forms of scalability are linear.
The computational complexity scales linear with the size of the dictionary, but
the improvement in categorization performance grows only in a sub-linear way
with the increase in dictionary size and finally saturates. For matching of im-
ages with the dictionary, the scalability in computational complexity is linear to
the number of selected image points, but acts in a similar way as previously dis-
cussed for the dictionary size. For single-class detection (Chapter 4), scalability
in the size of the model can be obtained by varying the resolution of the con-
structed object model, and thereby changing the number of features contained
in the model. During detection, scalability in the search space is introduced by
selection of the resolution at which the scale space is sampled (i.e. image res-
olution). For multi-class detection (Chapter 5), scalability is in the amount of
subclasses employed for the detection of the complete object variation.

The third research question (RQ1c) is answered in several ways. First, for
categorization (Chapter 3), distinctive information is selected in the process
of construction of the visual dictionary, where the informative features are se-
lected from an initial large candidate set of features. To this end, we propose
to use a feature selection stage in the form of our proposed extremal optimiza-
tion algorithm. This algorithm results in the most discriminative dictionary for
surveillance applications and is generic and does not require parameter tuning.
Second, for single-class detection (Chapter 4), distinctive information can also
be selected by defining a specific optimal decision boundary, defining the dif-
ferences between object/background. To find this decision boundary, learning
algorithms can be used that localize this boundary, such as SVM optimization
or SGD. The advantage of SGD is that it quickly finds the decision bound-
ary, that is close to the boundary obtained by more computationally expensive
methods. Third, for multi-class detection (Chapter 5), distinctive information
is selected in the localization of the different subclasses. The division of object
samples into subclasses can be obtained by manual subdivision, by the applica-
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tion of a clustering algorithm, or the use of an unsupervised subcategorization
algorithm. The use of unsupervised subcategorization has the benefit that the
subclasses do not have to be known in advance and that discriminative infor-
mation between object/background is considered during subclass division by
employing the SGD classifier training.

With respect to importance ranking (RQ1c), the first extremal optimization
algorithm embeds a specific feature ranking algorithm inside the system by iter-
atively discarding the least important feature. The second, SGD algorithm con-
tains an implicit ranking of features by the localization of the optimal decision
boundary: the position indicates which dimensions are irrelevant and which
are relevant, where the ranking is specified by their corresponding scores. The
third, multi-class detection embeds feature ranking in the process of subcatego-
rization. This is implemented by the quality evaluation of the classifier margin
of the subclassifiers, which is used to guide the hierarchical partitioning pro-
cess.

RQ2: Object detection without background subtraction
RQ2a: Can we design a generic framework for the automatic detection of instantiations
of an object category?
RQ2b: How can we efficiently construct such a system?

The generic framework of RQ2a is discussed for object detection in Chapter 4.
It appears that such a detection framework is indeed possible, and consists of
three main components: image description by HOG transformation, classifica-
tion into object/background (linear classifier) and actual localization of objects
(sliding-window detection). First, the HOG feature descriptor addresses the
large intra-class variation in a category. Second, the linear classifier is trained
to distinguish the object images and non-object images (background) and in-
volves a classification function featuring a learning-based decision boundary
in feature space. Third, the sliding-window detection applies the linear classifi-
cation model at all grid positions in the image during the search to localize the
objects and image scaling is applied to obtain robustness against size variations.

To address RQ2b and the aspect of efficiency, our model employs a lin-
ear classifier function, which is elegantly constructed by a fast learning algo-
rithm based on Stochastic Gradient Descent (SGD), which increases training
efficiency dramatically at an early stage of using the design in practice. Further,
we propose to implement a bootstrapping procedure to quickly localize the
informative background samples. This is achieved by first sampling the back-
ground information in a random fashion and then use this initial information
to train a first classification function. Afterwards, in a second step, this clas-
sification function is employed to scan images without objects for informative
additional background features based on false detections only. This leads to a
redefinition of the classification function after retraining with the total set. The
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advantage of this informative background sample selection is that it is not re-
quired to add all negative background samples for the training of the classifier,
leading to a better efficiency. This procedure of finding additional false detec-
tions and retraining can be repeated several times, but involves typically only
two iterations: a random-based iteration and a false-detection refinement stage.

RQ3: Object detection of complex object categories
RQ3a: How can we effectively improve the detection performance of our object detec-
tion system for complex object categories?
RQ3b: Can this be obtained without requiring significant amount of human interac-
tion?

This research question is dealt with in Chapter 5. We have proposed subcatego-
rization dividing the initial complex problem into smaller subproblems that are
simpler to solve. We have contributed by concentrating on developing an au-
tomated algorithm and preserving flexibility to apply it for various problems.
First, with respect to subdividing, our algorithm makes an automatic division
of subclasses, by iteratively splitting classes that contain too much visual varia-
tion and merging classes that are visually similar. To this end, we have defined
objective metrics (classifier margin size and classifier similarity) that are ap-
plied at each iteration of the algorithm. Second, another contributing aspect is
the integration of the fast SGD learning algorithm which is so efficient that it
can be applied at each iteration, so that the division process is always updated
to obtain the best possible division at that moment. This has the dual advan-
tage that training times are low and there are no memory effects from previous
iterations floating into the actual subdivision. Third, with our algorithm, we
have realized flexibility in the number of subclasses for the problem at hand.
This avoids manual, suboptimal division of classes on the basis of subjective
aspects, and we enable automation for large complex problems.

With respect to RQ3b and the amount of human interaction, we can report
a significant improvement. In contrast with many other algorithms, the train-
ing samples do not have to be labeled prior to training of the detection system,
so that the manual interaction at that stage is already canceled. Furthermore,
there is no manual splitting at the start of the algorithm and the algorithm au-
tomatically creates the subclasses as explained above, in an iterative process.
In addition, the algorithm also automatically stops iterating when the quality
level has been reached.
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7.3 Key aspects, discussion and outlook

More advanced recognition architectures
We can extend the propose detection system from this thesis with additional
steps, resulting in an increased recognition performance. Examples of systems
that employ multiple steps are the convolutional networks, proposed by the Le-
Cun [193], [194], and the general multi-layered HMAX model by Riesenhuber
and Poggio [61]. These models combine intermediate recognition results and in-
creasingly expand the spatial extend of the descriptions, expanding from pixels
to groups of pixels, to combinations of large image patches. In line with such
detection architectures are part-based object detection models [195] combining
a global object representation with a small set of part-based representations,
enabling recognition of slightly deformed objects. With respect to the work
presented in this thesis, these models can be interpreted as a combination of
the local models from Chapter 3 with the global models from Chapter 4. Parts
relate to our dictionary features and the global model corresponds directly with
the main detector. The key challenge for such models is the selection of both de-
scriptive and discriminative object parts, which is still not solved in an optimal
way. To address this problem, the results of this thesis can be reused to find the
optimal descriptive parts, by integrating the feature selection techniques from
this thesis and the fast SGD learning algorithm.

Novel applications with online learning
Stochastic Gradient Descent (SGD) has the attractive feature that it enables on-
line adaptation of the classification function and a classification model is avail-
able at any point in time. This enables solutions for system problems in which
training data arrives in a stream-like fashion and complete retraining of the
classification model is impossible. An example of such an online application
is object tracking, where the appearance of the object can change over time and
continuous adaptation of the object model is required. As an application ex-
ample, we have proposed a novel object tracking system [24] that exploits the
descriptive performance of HOG and the online learning capabilities of SGD.

Discussion on the design philosophy
In this thesis, we have presented different algorithmic components that are
combined into object categorization and detection applications. Although the
investigated components result in different performance levels, the involved
computational complexity varies considerably. Whereas typical solutions to
computer vision problems involve different feature descriptors and a complex
classification stage, the elegance in solving such problems is in capturing the
key problem and solving that in a simple way. This thesis has contributed to
solve a complex problem in an elegant simple way.

For categorization, the extremal optimization algorithm is an efficient way
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to quickly construct a compact and highly discriminative visual dictionary. To
construct an object detector, we have integrated the fast Stochastic Gradient De-
scent (SGD) learning algorithm which enables efficient classifier training. For
complex object detection problems, the proposed unsupervised subcategoriza-
tion employs a simple combination of computationally efficient linear classi-
fiers. The proposed algorithm iteratively subdivides the set of subclass sam-
ples, without requiring any prior knowledge on the problem and without any
human annotation.

Technologies for object recognition for different applications
Despite the sensitivity of conventional detection using background subtraction,
such detection techniques remain important for specific surveillance applica-
tions, such as e.g. in intrusion detection, where the visual appearance of the ob-
ject is not known in advance. However, to improve the quality and robustness
of the background model, more advanced image descriptors and classification
techniques will be integrated in these security products in the coming years.

For a range of applications where the visual appearance of the object is
known, different techniques can be exploited. A proposed combination of ap-
plications and technologies is depicted in Table 7.1. For the application of de-
tecting a fixed category of objects, such as cars, persons or traffic signs, the
combination of HOG descriptors and the construction of a classifier using SVM
training has proven successful in this thesis. For the detection of lower-resolution
objects such as faces, different image descriptors may be added that filter noise
by the use of heuristics inside the description generation stage (e.g. LBP), or the
application of more advanced image filters (e.g. Gabor Wavelets). For detec-
tion problems where the shape of objects is less constrained and the objects are
non-rigid and can even deform, a different type of technique is required, such
as active contours.

Technology Scene Object ApplicationsAppear. Appear.
Background subtraction C U Intrusion detection(motion detection)

HOG + SVM U C Person/car/traffic
(high-res) sign detection

LBP/Gabor + SVM U C Face detection(low-res)

Active contours C U (non-rigid, Medical objects
deforming) (organs, proteins)

Table 7.1 — Technology matrix for different object recognition applications. Scene and
object appearance are described by “C” (constrained) and “U” (unconstrained).
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Extending from the detection of objects within a single image, the analysis
of events or specific actions requires the interpretation of multiple video im-
ages, covering longer time durations. For this purpose, the detection systems
from this thesis can be extended to incorporate temporal information. This can
either be performed to consider spatio-temporal features as a first detection
layer [196], or the incorporation of motion information directly into the feature
descriptors [197].

The future of video surveillance
In this thesis, we have successfully developed different novel applications that
are impossible to solve using background modeling, such as the detection and
tracking of ships in harbors and the monitoring of individual persons in large
crowds. The author expects that in the coming years, these detection techniques
will be more widely integrated to solve specific recognition problems. For the
monitoring of crowds, analysis algorithms will enable the classification of gen-
der and the estimation of age, the recognition of clothing and hair styles, clas-
sification of walking patterns and the analysis of group behavior. Moreover,
an additional system layer will be constructed on top of the information ex-
tracted from the individual recognition algorithms. Such a layer will combine
the information from multiple cameras and enables the higher-level process-
ing of trajectory and flow data from the individual cameras. This combination
will extend the interpretation of single objects (e.g. people or cars) to groups of
objects and finally towards complete cities and even global infrastructures.

The scene interpretation at a higher system layer enables an interaction with
actors in the scene, by adding a return channel. As an example, consider the
fixed time-durations of traffic lights at a pedestrian crossing. When elderly
cross the street very slowly, the system layer can temporarily adjust the traffic
lights, enabling a safe crossing. Such a system layer is already adopted in differ-
ent domains, for example robot soccer. However, in this case it is also partially
added to cope with a non-optimal vision layer.

The beauty of all the described new applications is that they can be imple-
mented using the same set of image description and classification techniques
at the baseline detection stage. The author is convinced that object recognition
techniques using monocular camera systems will be widely deployed in smart
traffic lights, law-enforcement traffic cameras, tracking systems within cities
and even for autonomous vehicles.

The construction of more intelligent sensors and their integration in society
raises the issue of privacy. Despite the increase of the level of intelligence in
camera-based systems, the author has the opinion that the tracking of mobile
phones that are constantly connected to the Internet and the ignorance of peo-
ple voluntarily posting their private information on social networks, poses a
much more serious threat to a person’s privacy. However, people can choose
(not) to participate.
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A

Datasets

A.1 Datasets for object categorization

We present the three datasets that we have been used for the evaluation of cat-
egorization algorithms in this thesis. We first introduce two novel surveillance
datasets and then discuss the more generic existing Caltech-5 dataset. The first
novel “Wijnhoven 2006” dataset was manually annotated from video collected
from a representative traffic scene. The second “Wijnhoven 2008” dataset was
constructed from a set of 3D object models, downloaded from the Internet.

A.1.1 Wijnhoven 2006

The Wijnhoven 2006 dataset has been created from a typical outdoor surveil-
lance video sequence. Recordings were made at a busy traffic intersection dur-
ing daytime using a high-quality surveillance camera at images were recorded
at PAL resolution (720× 576 pixels). The video was manually annotated by se-
lecting objects in each video frame. A software tool has been written to speedup
the annotation process (introduced in Appendix A.4)

The dataset contains images of 13 object classes: Trailer, Car, City Bus, City
Bus Phileas, Van, Truck large, Truck Small, Person, Cleaning Car, Bicycle, Jeep,
Combo Van, Scooter/Motorcycle. Samples have been extracted from one hour
of video and contain variations in size, viewpoint and object type. The total
number of images for each object class are listed in Table A.1. Some example
images of the dataset are shown in Figure A.1. Before processing in the catego-
rization experiments, all images were converted to grayscale and scaled to 140
pixels in height, while maintaining the aspect ratio.
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1 
Trailer

2
Car

3
Bus1

4
Bus2

5
Van

6
Truck

7
Truck2

8 
Person

9
Clean

10 
Bycicle

11
Jeep

12
Combo

13 
Scooter/
Motor

Figure A.1 — Example images from the Wijnhoven 2006 dataset.

Object class Images
1 Trailer 44
2 Car 3,870
3 City Bus 505
4 City Bus Phileas 454
5 Van 510
6 Truck large 115
7 Truck small 244
8 Person 519
9 Cleaning car 37
10 Bicycle 1,796
11 Jeep 155
12 Combo Van 458
13 Scooter 526

Total 9,233

Table A.1 — Number of images for each object category in the Wijnhoven 2006 dataset.

Object class Images
1 Bikes 137
2 Persons 78
3 Cars 198
4 Buses 132
5 Trucks 134

Total 679

Table A.2 — Number of images for each object category in the Wijnhoven 2008 dataset.
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A.1.2 Wijnhoven 2008

We now present the novel Wijnhoven 2008 dataset. This dataset is different
from the Wijnhoven 2006 dataset, since it models objects at a higher resolu-
tion and limits the number of object viewpoints to unity. Because the creation
of a dataset is a very time-consuming task, the capturing and annotating new
video data was replaced by the construction from 3D models. From these 3D
models, 2D images can be automatically extracted, at the desired viewpoint,
scale and light conditions. Several models were downloaded from Google’s
3D Warehouse1. Since the variation of different models depends completely on
the availability of 3D models, the number of object categories was limited to
five: Bikes, Persons, Cars, Buses and Trucks. All models were scaled to their
respective real-world sizes and rotated to a fixed viewpoint and camera per-
spective. For this purpose, we have created a plugin for the Google Sketchup2

software using the Ruby scripting language. This software tool is described in
more detail in Appendix A.4.2.

When the models have all been normalized, 2D training images of all 3D
object models can now be automatically generated. To this end, each 3D model
is scaled and rotated to the desired parameters (camera height, azimuth, ro-
tation and focal length) and two images are rendered using different lighting
conditions. In addition to the object appearance information, a binary segmen-
tation mask is created. This mask can be beneficial for experiments that require
an accurate segmentation of the object contours, has not yet been exploited in
our categorization experiments. We rendered the objects for an image size of
384 × 256 pixels, because this was sufficient detail for our experiments. Note
that thhe resolution of the rendered images depends on the settings. Exam-
ple image of the images in the dataset are shown in Figure A.2. Details on the
number of images for the categories are presented in Table A.2.

A.1.3 Caltech-5

The Caltech-5 dataset3 contains single-viewpoint images of the object classes
Motor, Face, Plane, Leaf and Car-back. Note that we have constructed the
dataset by combining the different per-category Caltech datasets. The images
are supplied in color using JPEG compression and the resolution varies be-
tween 200 × 200 pixels to about 900 × 600 pixels. Some example images for
each category are shown in Figure A.3.

1Google 3D Warehouse: http://sketchup.google.com/3dwarehouse/
2Google Sketchup: http://sketchup.google.com/
3Caltech Datasets: http://www.robots.ox.ac.uk/˜vgg/data/data-cats.html
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1 Bike 2 Person 3 Car 4 Bus 5 Truck
Figure A.2 — Example images from the Wijnhoven 2008 dataset.

1 Motors 2 Faces 3 Planes 4 Leaves 5 Cars
Figure A.3 — Example images from the Caltech-5 dataset.
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A.2 Datasets for object detection

A.2.1 Car detection: PASCAL 2006

For the Car category, we have used the PASCAL 2006 dataset4 [144] in this the-
sis. The dataset includes 271 car images for training. Removing the difficult
examples and the ones that are partially outside the image, 250 object images
remain. A total set of 1,006 background images without cars is available. For
tuning the parameters of the detection system, a validation set is available, con-
taining a total of 1341 images, of which 282 images contain a total number of
427 cars. A test set is available to evaluate the performance of the detection sys-
tem. This test set contains 2,686 images, of which 544 contain cars (854 cars in
total). Note that the total PASCAL 2006 dataset contains more object categories,
but in our experiments we have limited ourselves to the Car category. Example
training images of the cars in the dataset are depicted in Figure A.4.

A.2.2 Ship detection: WATERVisie

Within the WATERVisie project, a Ship dataset has been created from maritime
video. Video was captured at the “Botlek”, a world-leading harbor and indus-
trial area in Rotterdam, The Netherlands. We have used a commercially avail-
able PTZ camera and captured images in standard resolution (4CIF), which re-
sults in images of 704× 576 pixels in size. During the experiments, the camera
was fixed at one position overlooking the canal, with a view perpendicular to
the motion direction of the ships, so that ships appear in side views.

Video was recorded during daytime, over a period of three days with vary-
ing weather conditions. In total, 150 different ships were recorded. Fifty ships
are used as training data, the remaining 100 ships are used to evaluate the per-
formance of the detection algorithm. Since some images contain more than one
ship, the total number of annotated ships is 140 in the training set and 306 in the
evaluation set. For initial negative gathering, 16 images are provided that do
not contain any ships. Although this seems a rather low number, it is sufficient
to use for bootstrap learning. In addition, the amount of visual variation is lim-
ited, as the datasets considers a single static camera, meaning that the recorded
scene is similar in each image.

We have annotated the stern (back) of the ship that contains the ship cabin,
because it is the least visually varying part of the different ships. Details on the
final dataset are shown in Table A.3 and some examples of the positive training
samples are visualized in Figure A.5.

4PASCAL Visual Object Categorization Challenge (VOC) 2006:
http://pascallin.ecs.soton.ac.uk/challenges/VOC/voc2006/
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Figure A.4 — PASCAL 2006 Car dataset training examples.

Figure A.5 — WATERVisie Ship dataset training samples.

Subset Images Ships Ship img samples Avg. img/ship
Train 135 50 140 2.8
Test 282 100 306 3.1

Table A.3 — WATERVisie Ship dataset statistics.

Object Class Subset Images Objects Objects / Image
Bar-like Train 4 80 20
Bar-like Test 4 109 48
Blob-like Train 10 146 17
Blob-like Test 4 27 7

Table A.4 — Crystal dataset statistics.
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A.2.3 Crystal detection

For the detection of aspirin crystals in pharmaceutical microscope images, we
consider two detection problems: the detection of elongated crystals and more
round crystals. The dataset contains 220 images, of which a subset of only 18
images was annotated. This annotated set is divided in 14 images for training
and 4 images for testing. Although this number is low, it was sufficient for our
experiments to evaluate the detection performance. From the 14 training im-
ages, 80 bar-like crystals were annotated in 4 images and a total of 146 blob-like
objects was annotated in 10 training images. The test images contain a total
of approximately 109 bar-like crystals and 27 blob-like crystals (see Table A.4).
Note that the exact number of crystals cannot be determined, as some crystals
have low contrast or are occluded. Therefore, we have annotated only the most
clearly visible crystals and ignore the dubious cases during evaluation. To cre-
ate a background image set, we have manually selected parts of the training
images that do not contain the crystal of interest.

(a)

(b)
Figure A.6 — Example images of aspirin crystal training samples: bar-like crystals

(a) and blob-like crystals (b).
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A.3 Datasets for multi-class object detection

A.3.1 Car detection: USC Multi-view dataset

The USC multi-view car dataset5 by Kuo and Nevatia [162] contains many im-
ages of cars, taken at typical street scenes. The images were taken using a cam-
era that was positioned at average person height. The dataset contains the com-
plete variation of car viewpoints, from full frontal to side views. The variation
in the appearance of the cars is very high and is caused by intra-class varia-
tions (pickup trucks, vans, SUVs and normal cars), variations in lighting and
contrast, strong shadows, clutter and occlusions. Some example images of the
training samples are shown in Figure A.7.

The dataset is divided in a training and testing part. The training set con-
tains 2,462 cropped images containing cars of size 128×64 pixels. Note that the
cars on the images are smaller than 128× 64 pixels. The testing set is divided in
1,028 cropped images to generate a DET curve for the evaluation of individual
detections without merging (see Appendix B) and 196 images containing a total
of 410 cars. The latter set of images contain a total of 410 cars of sizes varying
between 61 × 41 and 304 × 165 pixels. Details on the number of images in the
dataset are presented in Table A.5.

Figure A.7 — USC multi-view car dataset training examples.

5University of Southern California (USC) Multi-View Dataset:
http://iris.usc.edu/people/chenghak/download/README.pdf
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Subset Purpose Images Cars Resolution Source
Train Train 2,462 2,462 128× 64 px USC
Test DET Curve 1,028 1,028 128× 64 px USC
Test RP Curve 196 410 640× 480 px USC
Test DET Curve 1,043 0 varying PASCAL2006

Table A.5 — USC Multi-View cars dataset statistics.

A.3.2 Face detection datasets

Although very many image databases are available for the category Face, they
all have their limitations. Most consider face recognition (identification) as ap-
posed to detection and are therefore not suitable for the evaluation of object de-
tection algorithms. For detection, datasets consider only full-frontal faces with
limited viewpoint variation. Note that all datasets have An overview of a se-
lection of the available datasets that are most suitable for training and/or eval-
uation of a face detection system are presented in Table A.3.2. We now present
the two datasets that we have used for our experiments in detail. First, we in-
troduce the CMU Profile dataset [55], which is typically used to evaluate the
performance of multi-view face detectors. Second, the Multi-PIE dataset [174]
is presented, which is the most extensive dataset, containing almost a million
face images.

Dataset Images Subj. V I Resolution A Year
CMU Frontal6 180 x F U ±500× 500 Y 1995
FERET [198]7 14,126 1199 5 C 256× 384 N 93-96
Ext. M2VTS [199]8 3,540 295 3 C 720× 576 N 1999
Caltech9 450 27 F U 896× 592 Y 1999
CMU Profile [55]10 208 x P U ±400× 300 Y 2000
CMU PIE [200]11 41,368 68 13 43 640× 480 N 2000
IMM [201]12 240 40 F C 640× 480 Y 2001
BioID13 1,521 23 F U 384× 286 Y 2001
Yale Face B14 5,760 10 9 64 640× 480 Y 2001
Ext. Yale B [202]15 16,128 28 9 64 640× 480 Y 2001
LFW [172]16 13,233 5,749 F U 250× 250 Y 2007
Face Place 17 6,579 > 200 9 C 250× 250 N 2008
Multi-PIE [174]18 755,370 337 15 19 640× 480 N 2008
FDDB [171]19 2,845 x F+P U ±600× 500 Y 2010

Table A.6 — Different available datasets for face detection and recognition. Column
V represents viewpoints: frontal (F), profile (P) or number of viewpoints. Column
I describes illumination: constrained (C), unconstrained (U) or number of different
illuminations, and column A shows availability of annotations. Footnotes are listed
on next page.
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A.3.3 Face detection: CMU Profile

The CMU Profile dataset was first introduced by Schneiderman and Kanade [55]
in 2000. The dataset contains 208 low quality images of approximately 400×300
pixels in size, containing a total of 431 annotated faces with a large degree of
both in-plane and out-of-plane rotations. Example images and the ground-
truth annotations of the test images in the CMU Profile dataset are shown in
Figure A.8. The images are not annotated by bounding boxes, but annotations
consist of 8 facial feature points for profile faces and 6 points for frontal faces.
Two different sets of annotations are available for the dataset: profile faces and
frontal faces. Note that there is overlap between the two annotation sets. Of the
total of 431 faces, 16 faces are annotated in both sets (3.7%), as depicted by the
overlapping green and red annotations in Figure A.8 (d) and (e). This shows
that the manual hard division of images into viewpoints is not trivial. For com-
pleteness, we draw the feature points (red and green circles), their bounding
boxes (red and green boxes) and our manually extended face annotation boxes
(blue). Since we consider full multi-view face detection we have combined both
annotations. Note that not all faces are annotated and 5 images lack annotations
completely. We have added annotations for the faces in these images (see Fig-
ure A.8 (f) and (g))). After the above modifications, we obtain a total number of
444 different face annotations.

6CMU Frontal dataset:
http://vasc.ri.cmu.edu/idb/html/face/frontal_images/index.html

7FERET dataset:
http://www.itl.nist.gov/iad/humanid/feret/feret_master.html

8Extended M2VTS dataset: http://www.ee.surrey.ac.uk/CVSSP/xm2vtsdb/
9Caltech dataset: http://www.vision.caltech.edu/html-files/archive.html

10CMU Profile dataset:
http://vasc.ri.cmu.edu/idb/html/face/profile_images/index.html

11CMU PIE Multi-view dataset: http://www.ri.cmu.edu/research_project_detail.
html?project_id=418&menu_id=261

12IMM Face database: http://imm.dtu.dk/˜aam/
13BioID Dataset: http://support.bioid.com/downloads/facedb/
14Yale Face Dataset B:

http://vision.ucsd.edu/˜leekc/ExtYaleDatabase/YaleFaceDatabase.htm
15Extended Yale Face Dataset B:

http://vision.ucsd.edu/˜leekc/ExtYaleDatabase/ExtYaleB.html
16Labeled Faces in the Wild dataset: http://vis-www.cs.umass.edu/lfw/
17Face-Place: http://www.face-place.org/
18CMU Mult-PIE dataset: http://www.multipie.org/
19Face Detection Dataset and Benchmark (FDDB): http://vis-www.cs.umass.edu/fddb/
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(a)

(e) (f)

(b) (c)

(g) (i)

(d)

(h)

Figure A.8 — CMU Profile Face dataset. Profile annotations in red, frontal annota-
tions in green, our annotations in blue. Circles denote facial feature points and red
and green boxes are the bounding boxes of these feature points.
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(a) Viewpoint variations (for a single subject).

(b) Light variations (for a single subject).

(c) Different subjects (for single viewpoint and single light variation).

Figure A.9 — Multi-PIE multi-view face dataset: strong variations in viewpoint,
lighting and subjects.
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A.3.4 Face detection: Multi-PIE

In most face detection literature, training is performed using manually gathered
images from the Internet. For training a multi-view face detection system, we
have found the recent Multi-PIE dataset [174] (2008) most suited. Note that this
dataset has been constructed for the purpose of face recognition experiments
and to the author’s knowledge, has never been used before for face detection
experiments. The dataset contains a total of 755,370 images from 337 differ-
ent subjects, gathered over three different recording sessions. The images are
captured at a size of 640 × 480 pixels. More details are available in [173][174].
Unfortunately, no face annotations are available, which required the manual
annotation of all faces in the dataset.

Annotation process
Since the completely manual annotation of almost a million images is a cumber-
some process, we have partially automated the annotation process. Moreover,
only a subset of 69,720 face images has been processed. We first annotate the
face region and then add variation in the background by segmenting the faces
and replacing the background area with random image patterns. The process-
ing stages that are required to finally obtain the features for training an object
detection system are as follows.

1. Initial automatic annotation by learning a detector from fixed annotations
2. Manual verification/adjustment of annotations
3. Extension of annotations to different light conditions (20x)
4. Image cropping
5. Automatic segmentation of the head region
6. Addition of multiple random background variations
7. Addition of random image rotations
8. Generation of HOG feature descriptions

The individual stages are now briefly discussed. For all face images of each of
the viewpoints, we have manually defined the average location of the face, as
a bounding box with fixed size and location. We have followed the annotation
rules from [203], which were extracted from [204]. We then train a detector for
all images using this fixed annotation and random background samples from
the same images. Although these annotations are not well aligned to the ob-
ject, we have found that they can be used to iteratively train a detector. This
detector is then used to automatically adjust the initial annotations. Then, the
detector is applied to all images and the location with highest score is used as
the new annotation (while limiting the search space in both space/scale). The
automatic annotation process is visualized in Figure A.10. Although the final
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1
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Figure A.10 — Annotation process of the the Multi-PIE dataset. In the first iteration
(top row), a fixed bounding box is used to train a detector. In a second and third
iteration (respective rows), automatic detections that overlap sufficiently (green)
with the annotation from the previous iteration (white boxes) are used to re-train
the detector. False detections (red boxes) are ignored.
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Figure A.11 — Segmentation of face images and replacement of background with ran-
dom image patterns on the Multi-PIE dataset.
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automatic annotations are well-aligned within the face region, we have manu-
ally validated each annotation. Note that the detector is strongly over-trained
due to the small training set. However, for the purpose of image annotation
here, it delivers good automatic annotations for the total set of images.

Because all images in the Multi-PIE face dataset embed the exact same back-
ground pattern (a gray sheet, mounted behind the chair used during the record-
ings), learning algorithms will exploit this as useful information and strongly
over-train to the background. For object detection it is important to remove this
background information. We therefore automatically segment each image and
replace the background with a random image pattern, sampled from the PAS-
CAL2007 non-person images at random positions/scales. The segmentation
masks and the added random variations are shown in Figure A.11.

All faces are upright and we therefore manually add rotated versions. Out-
of-plane rotation are defined by the different viewpoints in the dataset. In-plane
rotations are added with a range of [−30,+30] degrees, in steps of 15 degrees,
leaning to 5 rotated sets. For each rotated version, we add a random rotation in
addition to the main rotation component, in the range of [−7,+7] degrees. The
combination of all rotated images should thereby densely sample the in-plane
rotation range. Examples of the rotations are depicted in Figure A.12. Note
that for each of the out-of-plane rotations that are specified by the dataset, we
generate the different in-plane rotations.

Combined training set of poses
The combined set of images is constructed by out-of-plane (viewpoints) and
in-plane (image rotation) rotations. The total number of pose sets is now 35:
7 out-of-plane rotations (viewpoints) times 5 in-plane rotations. By mirroring
these sets, a total of 70 training poses is available. This total variation is de-
picted in Figure A.13. After adding the different random background varia-
tions and random in-plane rotations, a total of 3,479,000 face training samples
are available for the total of 70 viewpoints. To train our subcategorization algo-
rithm, we subsample each of the viewpoint sets by randomly selecting 10,000
samples, obtaining a total of 700,000 training samples. Note that this defines
the total set of training samples that we use to train our baseline model, and
employ the set of 700,000 samples for the subcategorization experiments.
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Figure A.12 — In-plane rotated versions of the original Multi-PIE images.
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A.4 Dataset annotation

In this section we introduce different tools that were used in this thesis to sup-
port the annotation process of large datasets.

A.4.1 Annotation for object categorization

The first tool allows for quick annotation of an object in the image. Input are se-
lected images, containing objects of interest. To efficiently create object bound-
ing boxes and their object class label, we have developed the “BOTTOM” tool
(Bosch Optimized Tool for Tagging Objects Manually). A screenshot of the tool
is shown in Figure A.15(b). The tool has been used to create the Wijnhoven 2006
dataset that is described in Appendix A.1.1.

A.4.2 Annotation of 3D models

Because the creation of a dataset is a very time-consuming task, we have con-
sidered the rendering of 2D images from 3D models. Using a single model,
images from different viewpoints can be generated automatically without any
human annotation effort. We have used the Google Sketchup20 software tool as
the 3D modeling environment. A multitude of 3D models can be downloaded
from Google’s 3D Warehouse21. We have created a Ruby plugin that enables
pre-processing of the 3D models and the automatic generation of rendered 2D
images. Manual pre-processing of models is required and consists of (1) the
alignment of the 3D object center position and rotation of the origin of the scene
and (2) the scaling of the model to its real-world size. After alignment, 2D im-
ages can be automatically rendered for a specified object rotation and camera
configuration (height, azimuth, rotation and focal length). For each configura-
tion, three images are created. Appearance information is generated using two
different lighting positions and a pixel-true binary segmentation mask enables
the exploitation of different backgrounds. We have used this software tool to
construct the Wijnhoven 2008 dataset that is presented in Appendix A.1.2. The
user interface of the tool is depicted in Figure A.14.

A.4.3 Annotation tool for online object detection

The creation of new datasets is a very time consuming task, because typically
manual annotation of all objects is required. The use of 3D models is efficient
but requires appropriate models that are not always available, often leading

20Google Sketchup: http://sketchup.google.com/
21Google 3D Warehouse, http://sketchup.google.com/3dwarehouse/

214

http://sketchup.google.com/
http://sketchup.google.com/3dwarehouse/


A.4. Dataset annotation

2D Screenshot 
Generation

Figure A.14 — Rendering 3D objects using Google SketchUp. Our plugin en-
ables the automatic generation of 2D images, and has been used to construct the
Wijnhoven 2008 dataset.

(a) Online Annotation Tool for the creation of
new datasets by embedding the SGD learning
algorithm and the object detector.

(b) Bosch Optimized Tool for Tagging Objects
Manually (BOTTOM).

Figure A.15 — Screenshots of the annotation tools for the creation of new datasets.
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to the fall-back concept of annotation of large sets 2D images. This process
involves first the recording of the videos and the selection of relevant video
frames. Next, each resulting image is manually annotated. As we have shown
in Section 4.6.5, a good object detector can be trained using a very limited set of
training samples. Moreover, the quality of the detector can be improved over
time by presenting new images. Integrating the object detection system in the
annotation tool enables the automatic localization of objects in new unanno-
tated images with minimal human interaction. Instead of completely annotat-
ing the objects in all images, the human annotator is required to update the au-
tomatic detections for each image. These updates are directly fed back into the
detector by the online updating of the classification model, constantly improv-
ing the object detection model. After annotation of a few images, the overall
annotation task becomes very efficient, significantly reducing the overall anno-
tation time. The graphical front-end for this tool is depicted in Figure A.15(a).
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Evaluation measures for object detection

Evaluation of an object detection system is not straightforward. Typically, re-
sults are evaluated by comparing the bounding boxes of the detections and
the ground-truth annotations. Evaluation measures interpret the correctness
of detections, based on the overlap of the detected and ground-truth bound-
ing boxes. Each possible bounding box can be classified into one of the four
different classes:

• True positive (TP): detection by the system that corresponds to a true object
(correct detection).

• False positive (FP): detection by the system that does not correspond to a
true object (false detection).

• True negative (TN): non-existing object that is not detected by the system
(correctly ignored object).

• False negative (FN): true object that is not detected by the system (missed
object).

B.1 Recall precision

Two aspects of the detector are evaluated: the recall and the precision. Recall
evaluates the amount of real objects in the dataset that were correctly detected
by the system. Precision considers the quality of the detections by the system.
Recall and precision are defined as:

Recall =
#TP

#TP + #FN
,Precision =

#TP

#TP + #FP
. (B.1)
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a b

Figure B.1 — Different classifications of ground-truth and detection boxes. (a)
Ground-truth boxes (white), (b) TP (solid green box), FP (solid red box), TN (dotted
yellow box), FN (dashed blue box).

Ground-truth

Detection Union
Overlap

a b

Figure B.2 — Overlap calculation for evaluation of detection problems. (a) Ground
truth (white) and detection (yellow), (b) Overlap (green) and union (red).

To evaluate if a detection is correct (TP) or not (FP), the overlap with the
ground truth is evaluated. If we denote the bounding box of the detection by
Bd and the ground-truth box by Bgt, the overlap α is defined as:

α =
area(Bd ∩Bgt)
area(Bd ∪Bgt)

. (B.2)

If the overlap α > 50%, the detection is considered correct, otherwise it
is considered incorrect (see Figure B.2). Note that if multiple detections are
generated around a single object, the detection with highest score is considered
as correct and the others are considered false.

Recall-precision curve
To combine results over the total dataset, we create a recall-precision curve
with recall on the horizontal axis, and 1 minus precision on the vertical axis.
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B.1. Recall precision

An example of such an RP curve is shown in Figure B.3. Note that the RP
curve shows the performance of the detector over the total range of sensitivi-
ties/thresholds. To combine this curve into a single value, typically, the Area
Under the Curve (AUC) is calculated (see Figure B.4(a)). The PASCAL 2006
Challenge1. uses AP as the measure, where the precision value is averaged by
sampling the recall value in steps of 0.1 (see Figure B.4(b)). Note that this results
in significant quantization artifacts as the curve behavior between the sampling
points is ignored and, therefore, the AUC measure is preferred.
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Figure B.3 — Example recall-precision curve.
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Figure B.4 — Recall-Precision curve evaluation measures: AUC and AP.

1PASCAL Visual Object Categorization Challenge (VOC) 2006:
http://pascallin.ecs.soton.ac.uk/challenges/VOC/voc2006/
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B.2 Detection Error Trade-off (DET)

In the previous subsection, we have introduced RP curves for the evaluation
of an object detection system. These RP measures evaluate all detections over
the full image, and thereby include the effect of the sliding-window parameters
and merging in the evaluation. To evaluate the classification performance of the
detection system before merging (see Section 4.3.3), typically Detection Error
Tradeoff (DET) curves are used in literature.

This DET measure evaluates the binary classification task into object vs.
background and can be compared to the Receiver Operator Curve (ROC) mea-
sure. The amount of true positives (TP) is compared with the amount of false
positives (FP). Since the amount of false positives is highly dependent on the
amount of search-window positions considered during detection, typically False
Positives Per Window (FPPW) or False Positives Per Image (FPPI) are mea-
sured. When the amount of search windows in an image is constant, FPPI and
FPPW are directly related. A normal mode of operation is defined by a false
positive rate of 1 × 10−4 FPPW. For typical cases (using the parameters of the
experiments in Chapter 4), an image of resolution 640× 480 pixels is evaluated
using 27k windows, and a Full-HD image of resolution 1920× 1080 pixels con-
tains 277k search positions. The amount of correctly detected objects (recall) is
typically expressed as the miss rate, that is defined as:

Miss rate = 1− Recall =
#FN

#TP + #FN
. (B.3)

To construct the DET curve, the FPPW is plotted horizontally, against the
miss rate vertically. An example curve is shown in Figure B.5.
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[113] Jason Weston, André Elisseeff, Bernhard Schölkopf, et al. “Use of the
Zero Norm with Linear Models and Kernel Methods”. In: Journal of Ma-
chine Learning Research 3 (Mar. 2003), pp. 1439–1461.

[114] Zehang Sun, G. Bebis, and R. Miller. “Boosting Object Detection using
Feature Selection”. In: Proc. IEEE Conf. Advanced Video and Signal Based
Surveillance (AVSS). Miami, FL, USA, July 2003, pp. 290–296.

[115] Sergios Theodoridis and Konstantinos Koutroumbas. Pattern Recogni-
tion. Academic Press, 2006.

234



Bibliography

[116] Shivani Agarwal, Aatif Awan, and Dan Roth. “Learning to Detect Ob-
jects in Images via a Sparse, Part-Based Representation”. In: IEEE Trans.
on Pattern Analysis and Machine Intelligence (PAMI) 26.11 (Nov. 2004),
pp. 1475–1490.

[117] M. Weber, M. Welling, and P. Perona. “Unsupervised Learning of Mod-
els for Recognition”. In: Lecture Notes in Computer Science, Proc. European
Conf. Computer Vision, ECCV 2000. Vol. 1842. 2000, pp. 18–32.

[118] Svetlana Lazebnik, Cordelia Schmid, and Jean Ponce. “Beyond Bags of
Features: Spatial Pyramid Matching for Recognizing Natural Scene Cat-
egories”. In: Proc. IEEE Conf. Computer Vision and Pattern Recognition
(CVPR). Vol. 2. New York, NY, USA, 2006, pp. 2169–2178.

[119] Stefan Boettcher and Allon G. Percus. “Extremal Optimization: Methods
derived from Co-Evolution”. In: Proc. Genetic and Evolutionary Computa-
tion Conf. (GECCO). San Francisco: Morgan Kaufmann, 1999, pp. 825–
832.

[120] J. Yang and V. Honavar. “Feature Subset Selection using a Genetic Al-
gorithm”. In: Intelligent Systems and their Applications 13.2 (Mar. 1998),
pp. 44–49.

[121] Igor Kononenko. “Estimating Attributes: Analysis and Extensions of
RELIEF”. In: Machine Learning: ECML-94, LNCS. Vol. 784. Springer Ver-
lag, 1994, pp. 171–182.

[122] David E. Goldberg, Kalyanmoy Deb, and Jeffrey Horn. “Genetic Algo-
rithms”. In: Search, Optimization, and Machine Learning. Addison-Wesley,
1989.

[123] Per Bak. How Nature Works: The Science of Self-Organized Criticality. Sprin-
ger, Aug. 1996.

[124] Ron Kohavi. “A Study of Cross-Validation and Bootstrap for Accuracy
Estimation and Model Selection”. In: Proc. Intl. Joint Conf. Artificial Intel-
ligence (IJCAI). Vol. 2. Canada: Morgan Kaufmann, 1995, pp. 1137–1143.

[125] Krystian Mikolajczyk and Cordelia Schmid. “Scale and Affine Invariant
Interest Point Detectors”. In: Intl. Journal of Computer Vision (IJCV) 60.1
(Nov. 2004), pp. 63–86.

[126] J.Matas, O. Chum, M. Urban, et al. “Robust Wide Baseline Stereo from
Maximally Stable Extremal Regions”. In: Proc. British Machine Vision Conf.
(BMVC). Cardiff, UK, Sept. 2002, pp. 384–393.

[127] P. Amnuaykanchanasin, T. Thongkamwitoon, N. Srisawaiwilai, et al.
“Adaptive parametric statistical background subtraction for video seg-
mentation”. In: Proc. 3rd ACM Intl. workshop on Video surveillance and sen-
sor networks. Hilton, Singapore: ACM Press, New York, NY, USA, Nov.
2005, pp. 63–66.

235



BIBLIOGRAPHY

[128] David J. Crandall and Daniel P. Huttenlocher. “Weakly Supervised Learn-
ing of Part-Based Spatial Models for Visual Object Recognition”. In: Proc.
European Conf. Computer Vision (ECCV). Graz, Austria, Sept. 2006, pp. 16–
29.

[129] John C. Platt. “Fast Training of Support Vector Machines using Sequen-
tial Minimal Optimization”. In: Advances in kernel methods: support vector
learning. MIT Press, Cambridge, MA, 1999, pp. 185–208.

[130] David Marr and H. K. Nishihara. “Representation and Recognition of
the Spatial Organization of Three-Dimensional Shapes”. In: Proc. Royal
Society of London. Series B, Biological Sciences. Vol. 200. 1140. Feb. 1976,
pp. 269–294.

[131] David Hogg. “Model-based vision: a program to see a walking person”.
In: Image and Vision Computing 1.1 (Feb. 1983), pp. 5–20.

[132] K. Rohr. “Incremental Recognition of Pedestrians from Image Sequences”.
In: Proc. Conf. Computer Vision and Pattern Recognition (CVPR). New York
City, June 1993, pp. 8–13.

[133] Yoav Freund and Robert E. Schapire. “A Decision-Theoretic Generaliza-
tion of on-Line Learning and an Application to Boosting”. In: Proc. Com-
putational Learning Theory: Eurocolt’ 95, LNCS 904/1995. Barcelona, Spain,
Mar. 1995, pp. 23–37.

[134] Piotr Dollár, Christian Wojek, Bernt Schiele, et al. “Pedestrian Detection:
A Benchmark”. In: Proc. IEEE Conf. Computer Vision and Pattern Recogni-
tion (CVPR). Miami, Florida, USA, June 2009, pp. 304–311.
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