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Automatic recognition system for surveying of traffic signs and road
markings from street-level panoramic images

The availability of accurate and up-to-date databases of traffic sign locations con-
tributes to efficient road maintenance and a high traffic safety. These databases
are also beneficial for usage within navigation devices and autonomous driving
vehicles. Creating such databases manually by perambulating all roads is labor
intensive and time-consuming. Instead, these databases can be generated more
efficiently using street-level images, which are nowadays captured annually at a
large scale and provide a recent and accurate overview of the street infrastructure.
By employing automated visual recognition systems for such traffic signs, the effi-
ciency is considerably improved, compared to manually browsing and annotating
all images.

This thesis presents a compete visual recognition system for the automated,
large-scale surveying of road signs from street-level panoramic images. These
images are captured at all public roads with a 5-m capturing interval, using cars
driving along with normal traffic. The resulting high-resolution images come
with an accurately measured capturing location. The desired recognition task is
challenging for several reasons. (1) Capturing conditions: the images are captured
during a wide range of weather conditions, where the signs are visible from a
broad set of distances and viewpoints and may be occluded by other road users.
(2) Sign features: the visual differences between various road sign types is rather
limited, where some types may contain arbitrary texts and/or symbols. (3) Lowered
visibility: signs may be damaged, worn due to aging, covered with vegetation or
besmeared with graffiti or stickers. (4) Visually similar objects: a large number of
visually similar objects exists, which are easily falsely identified as traffic signs.
(5) Large-scale execution: country-wide surveying of road signs imposes a strong
bound on the computational resource budget.

The presented visual recognition system converts the image collection into a
database of road signs, which includes the sign positions and types. We have se-
lected a generic and learning-based approach, meaning that all different sign classes
and types are recognized using identical algorithmic components. These compo-
nents are trained with large class-specific datasets, consisting of labeled examples.
This approach enables the recognition of numerous sign types while only requir-
ing a single algorithm for each recognition stage. The proposed method results in
a very generic framework that allows for the easy extension towards other cate-
gories, including newly introduced signs or signs located in other countries. The
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designed Traffic Sign Recognition (TSR) system consists of four main recognition
stages, which are briefly explained and elaborated below.

The detection stage focuses on the retrieval of the accurately determined pixel
bounding-box and the appearance class of the signs visible within the individual
images. We approach this task with a modified version of the Histogram of Ori-
ented Gradients (HOG) detection algorithm, for which we have introduced novel
color-gradient features and a new, efficient frequency-domain implementation,
such that the sign detection becomes both accurate and computationally efficient.
Both aspects are critical for practical application, since this stage processes all
images at full resolution, while consecutive stages operate solely on the obtained
detection results. This implies that the performance of this stage strongly influ-
ences the practical applicability of the system, as signs missed by the detection
algorithm not only affects the system performance, but also, they cannot be easily
supplemented anymore without manually browsing all images. Experiments have
shown that this detector is able to recognize over 98% of the signs in at least a
single image.

The positioning stage aims at the retrieval of the real-world 3D coordinates of
the recognized traffic signs. This stage matches and combines the detections of the
same physical sign found in consecutively captured images, in order to retrieve
the sign world coordinates. Each resulting positioned 3D sign has a position
estimation, a sign appearance class, and at least 3 supporting detections.

The categorization stage focuses at the determination of the sign type of each
positioned 3D sign, which we call categorization. The proposed categorization
methodology first identifies the sign type for each individual detection contained
within the positioned 3D sign, and then employs a novel multi-view categorization
stage to uniquely retrieve the sign type of the sign by combining these categoriza-
tion results.

Categorization of single detections is performed based on a modified ver-
sion of the Bag of Words (BOW) categorization algorithm. We have modified this
generic categorization algorithm in several ways to obtain a categorization algo-
rithm that is applicable to all sign appearance classes without algorithmic changes.
These modifications include the usage of color SIFT features, and the generation
of the visual dictionary independently per sign category. For the resulting catego-
rization system, we investigate which combination of parameters in the system
results in the optimal categorization performance within the defined time budget.
Afterwards, we assess its performance w.r.t. categorization based on structural
features, which results in the proposal to combine the different feature types. This
combined categorization approach is able to categorize sign detections with an
accuracy between 96% and 99%, depending on the sign class. Since the training
datasets heavily influence the obtained results, while at the same time being ex-
pensive to collect, we have also investigated how such datasets can be collected
in the best way. The finding is very attractive for practical application: training
sets can be gathered incrementally, where up to 700-800 samples per category are
found to saturate the categorization performance.

After categorization of the individual detections, multi-view categorization is
employed to extract the sign type of each positioned 3D sign. This novel stage
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combines the individual categorization results obtained for each sign detection,
based on weighted voting. The used weights represent the expected categorization
accuracy, which are determined based on the detection resolution and the esti-
mated viewpoint of each detection. Compared to majority voting, this approach
lowers the categorization error rate with over 30%. As a bonus, the multi-view
categorization stage also identifies the orientation of the road sign, which is a
useful property for end-users of the generated road sign databases.

A novel reliability prediction stage is added to the system, to obtain the highest
degree of automation. This stage aims at identifying the small fraction of signs
that are potentially categorized incorrectly, allowing for the selective guidance of
the manual quality evaluations towards these cases. We compare two different
strategies, focused on (1) the analysis of the recognition scores of the individual
classifiers, and (2) a further verification of the found categorization result. Both
approaches are able to predict the correctness of the categorization result with a
similar accuracy for near-zero incorrect reliability prediction rates. Numerically,
about 80% of the correctly categorized signs are predicted as such, resulting in
substantially limited and more focused manual quality validations. As a bonus,
when incorporating the reliability prediction indicator in the sign-type determi-
nation stage of the multi-view categorization system, the categorization error rate
is additionally reduced with about 44%.

We have integrated the four above-described recognition stages into a com-
plete Traffic Sign Recognition (TSR) system. The resulting recognition system is
able to recognize 14 sign appearance classes and 182 distinct sign categories as
positioned 3D signs. The system is implemented within a distributed computing
environment to enable scalable and large-scale surveying. In one of the performed
case studies, we have shown that this system is capable of processing over 3.3
million images per month, using a relatively small-sized computing cluster. This
implies that processing of geographical regions as large as The Netherlands is
feasible within the annual capturing interval, while requiring only as less as 11
multi-core computer resources.

The presented TSR system is extensively validated at three different levels,
representing the main recognition stages. (1) Detection performance, assessing
how much of the physically present signs we can identify in at least a single image;
(2) Positioning accuracy, measuring the number of signs we have assigned a correct
sign position; and (3) Categorization performance, assessing how many positioned
3D signs are correctly categorized. It follows that 98.5% of the physically present
signs in the target area are successfully recognized in at least a single image, 95.5%
as positioned 3D sign, from which 96.3% is assigned the correct sign type. For
cases where this performance is not sufficient, we have proposed a three-level
manual quality improvement process to specifically assess the borderline cases
based on guidance of the TSR system, resulting in an efficient and inherently
limited manual validation.

The actualization of existing, out-dated road sign surveys is also addressed in
this thesis. This is relevant, since the accuracy of traffic sign databases decreases
over time, e.g due to changing road situations. This prompts for periodic actualiza-
tion. Instead of re-surveying the complete region and replacing the outdated sign
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database with the new surveying results, we propose to identify the small subset
of possibly changed situations, followed by the selective addressing of these cases.
This is approached with an add-on module to the TSR system, which compares the
new inventory results with the outdated survey. This module re-identifies around
94% of the unchanged signs, such that a far lower amount of situations needs to
be addressed for validation. This lead to a 5 times more efficient actualization
process, compared to re-surveying from scratch.

Besides traffic sign recognition, we also present a system for the automated
recognition and surveying of road markings. This allows for the creation of com-
bined traffic sign and road marking databases, which provide a complete descrip-
tion of all local driver signage. The proposed road marking recognition system
has a similar architecture as the TSR system, featuring single-image detection
followed by multi-view positioning. The detection stage features a similar generic
and learning-based fashion as the TSR system, and extends the common recog-
nition pipeline with a novel contextual inference stage. This contextual analysis
involves the learned placement pattern of road markings to attain more accu-
rate recognition results. After positioning of the markings, this system is able
to recognize and position between 85-92% of the common road marking types.
Considering that many road markings are worn-out as our surveys are typically
conducted in areas to initiate maintenance purposes, we consider this as quite an
accurate score.

The benefits of combined traffic sign and road marking databases, created by
concatenating the results of both presented visual recognition systems, is also
investigated. It is found that such combined databases are significantly more
complete w.r.t. the number of included traffic situations, which improves from 70-
90% to over 96%. Furthermore, these combined databases allow for the validation
of the consistent co-location of markings and signs, contributing to more efficient
and higher levels of road safety analysis.
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Automatisch herkenningssysteem voor het inventariseren van
verkeersborden en wegbelijning uit straatniveau panoramische afbeeldingen

De beschikbaarheid van nauwkeurige en actuele databases van verkeersbord-
locaties draagt bij aan een efficiënt wegbeheer en een hoge verkeersveiligheid.
Deze databases zijn ook voordelig voor gebruik binnen navigatiesystemen en
zelfrijdende voertuigen. Het handmatig creëren van dergelijke databases door alle
wegen af te gaan is arbeidsintensief en tijdrovend. Het genereren van dergelijke
databases is efficiënter op basis van afbeeldingen op straatniveau, welke tegen-
woordig jaarlijks grootschalig worden ingewonnen en een recente en accurate
weergave van de weginfrastructuur verschaffen. Door middel van het gebruik
van automatische visuele herkenning van verkeersborden is de efficiëntie aan-
zienlijk verbeterd, ten opzichte van het handmatig nagaan en annoteren van alle
beelden.

Deze thesis presenteert een compleet visueel herkenningssysteem voor het
uitvoeren van automatische en grootschalige inventarisaties van verkeersborden
op basis van panoramische afbeeldingen op straatniveau. Deze afbeeldingen zijn
gefotografeerd op alle publiek toegankelijke wegen met een opname-interval van
5 meter door auto’s die met het gewone verkeer meerijden. De resulterende hoge
resolutie afbeeldingen hebben een accuraat gemeten opnamelocatie. Verscheidene
redenen maken de ontwikkeling van een dergelijk herkenningssysteem uitda-
gend. (1) Opnamecondities: de afbeeldingen zijn opgenomen gedurende een groot
aantal verschillende weersomstandigheden, waarbij de borden zichtbaar zijn over
een breed gebied van afstanden en kijkhoeken, en bovendien kunnen de bor-
den ge-occludeerd zijn door andere weggebruikers. (2) Bordkenmerken: de visuele
verschillen tussen de verschillende typen verkeersborden is beperkt, waarbij som-
mige type borden willekeurige tekst en/of symbolen bevatten. (3) Verminderde
zichtbaarheid: Borden kunnen beschadigd zijn, onderhevig aan slijtage ten gevolge
van ouderdom, verhuld door vegetatie of vervuild met graffiti of stickers. (4)
Visueel gelijksoortige objecten: Er bestaat een groot aantal objecten die visueel gelijk-
soortig zijn en eenvoudig foutief als verkeersbord geı̈dentificeerd kunnen worden.
(5) Grootschalige uitvoering: het landsdekkend inventariseren van verkeersborden
stelt strikte eisen aan de beschikbare rekenkracht.

Het gepresenteerde visuele herkenningssysteem converteert collecties van af-
beeldingen opgenomen op straatniveau tot een database van verkeersborden,
welke de positie en het type van elk bord bevat. Wij hebben een generieke en op
leren gebaseerde aanpak geselecteerd, wat inhoudt dat alle verschillende klassen
en typen verkeersborden middels identieke algoritmische componenten herkend
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worden. Deze componenten zijn getraind met grote, klasse-specifieke datasets
welke bestaan uit gelabelde voorbeelden. Deze aanpak maakt de herkenning van
talloze typen borden mogelijk, waarbij voor elke herkenningsstap slechts een en-
kel algoritme benodigd is. De voorgestelde methode resulteert in een generiek
raamwerk dat eenvoudig uitbreidbaar is naar andere categorieën, bijvoorbeeld
nieuw geı̈ntroduceerde borden of buitenlandse borden. Het ontworpen herken-
ningssysteem voor verkeersborden bestaat uit vier hoofdstappen, welke nu kort
worden toegelicht.

De detectiestap focust op het verkrijgen van een accuraat bepaalde pixel
bounding-box en de uiterlijke klasse van de borden welke zichtbaar zijn in de
individuele beelden. We benaderen deze taak met een gemodificeerde versie van
het Histogram of Oriented Gradients (HOG) detectiealgoritme, waarvoor zowel
nieuwe kleurgradient eigenschappen als een nieuwe, efficiënte, op het frequen-
tiedomein gebaseerde implementatie zijn geı̈ntroduceerd, zodat de borddetectie
accuraat en computationeel efficiënt is. Beide aspecten zijn essentieel voor prakti-
sche toepassing, omdat de detectiestap alle beelden op volledige resolutie bewerkt,
terwijl de daaropvolgende stappen zich alleen op de gevonden detectieresulta-
ten baseren. Dit impliceert dat de performance van deze stap de praktische toe-
pasbaarheid van het verkeersbord herkenningssysteem sterk beı̈nvloedt, omdat
borden die door het detectiealgoritme gemist worden niet alleen de systeemper-
formance beı̈nvloeden, maar ook niet makkelijk toe te voegen zijn zonder alle
afzonderlijke beelden handmatig te doorzoeken. Experimenten hebben laten zien
dat deze detector in staat is meer dan 98% van de borden in ten minste een enkel
beeld te herkennen.

De positioneringsstap is bedoeld voor het verkrijgen van de 3D we-
reldcoördinaten van de herkende verkeersborden. Deze stap verzamelt en combi-
neert de detecties van hetzelfde fysieke bord die zijn gevonden in opeenvolgend
opgenomen beelden, om zo de wereld-coördinaten van het bord te verkrijgen. Elk
resulterend gepositioneerd 3D bord heeft een positie afschatting, een uiterlijke
klasse, en ten minste 3 ondersteunende detecties.

De Categorisatiestap concentreert zich op de bepaling van het bordtype van elk
in 3D gepositioneerd bord, wat is aangeduid als categorisatie. De voorgestelde
categorisatiemethode start met het identificeren van het bordtype van alle in-
dividuele detecties die het in 3D gepositioneerde bord ondersteunen, gevolgd
door een nieuwe categorisatiestap met meerdere beelden, die met behulp van de
combinatie van deze categorisatieresultaten het unieke bordtype van het 3D bord
bepaalt.

Categorisatie van individuele detecties is uitgevoerd met een gemodificeerde
versie van het Bag of Words (BOW) categorisatiealgoritme. We hebben dit gene-
rieke algoritme in verschillende opzichten veranderd om een categorisatiealgo-
ritme te verkrijgen dat toepasbaar is op alle borden met uiterlijke klassen zonder
de noodzaak tot algoritmische veranderingen. Deze modificaties omvatten het
gebruik van kleurgebaseerde SIFT eigenschappen en de generatie van het visu-
ele woordenboek dat onafhankelijk is van de categorie. Voor het resulterende
categorisatiesysteem hebben we onderzocht welke combinatie van parameters
resulteert in de optimale categorisatienauwkeurigheid binnen het vastgestelde
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tijdsbudget. Daarna hebben we de nauwkeurigheid ten opzichte van categorisatie
op basis van structuureigenschappen onderzocht, wat resulteert in het voorstel
om de verschillende types van eigenschappen te combineren. Dit gecombineerde
categorisatiesysteem is in staat om detecties van borden te categoriseren met een
slagingspercentage tussen de 96-99%, afhankelijk van de uiterlijke klasse van het
bord. Omdat de datasets gebruikt voor training de verkregen resultaten sterk
beı̈nvloeden, terwijl deze datasets tegelijkertijd duur zijn om samen te stellen,
hebben we ook onderzocht hoe zulke datasets het beste ingewonnen kunnen wor-
den. Het resultaat is erg aantrekkelijk voor praktische toepassing: de trainingssets
kunnen incrementeel worden ingewonnen, waarbij tot 700-800 voorbeelden als
verzadigingspunt geldt voor de categorie m.b.t. de verbetering in categorisatie-
performance.

Na categorisatie van de individuele detecties wordt meerbeeldscategorisatie
toegepast voor bepaling van het bordtype van de in 3D gepositioneerde bor-
den. Deze nieuwe stap combineert de categorisatieresultaten van de individuele
detecties door middel van een gewogen stemming. De gebruikte gewichten repre-
senteren de verwachte nauwkeurigheid van de categorisatie, welke wordt bepaald
aan de hand van de resolutie en het geschatte gezichtspunt van elke detectie. Ver-
geleken met een stemming op basis van meest voorkomende detecties verlaagt
dit de foutkans bij categorisatie met meer dan 30%. Bovendien identificeert deze
meerbeeldscategorisatie stap ook de oriëntatie van het bord, wat een bruikbare ei-
genschap is voor eindgebruikers van de gecreëerde database met verkeersborden.

Een betrouwbaarheidsvoorspellingsstap is toegevoegd aan het systeem om de
hoogste graad van automatisering te verkrijgen. Deze stap focust op het identifice-
ren van de kleine fractie borden die mogelijkerwijs incorrect zijn gecategoriseerd,
wat het mogelijk maakt om de handmatige acties om de kwaliteit te waarborgen,
te sturen in de richting van deze gevallen. Wij vergelijken twee verschillende stra-
tegieë n, gebaseerd op (1) de analyse van de herkenningsscores van de individuele
classifiers, en (2) een verdere verificatie van het gevonden categorisatieresultaat.
Beide aanpakken zijn in staat om de correctheid van de categorisatieresultaten te
voorspellen met een nagenoeg identieke nauwkeurigheid, die voor de incorrecte
indicatie van de betrouwbaarheid tot vrijwel nul reduceert. Numeriek worden
ongeveer 80% van de correct gecategoriseerde borden als betrouwbaar aangeduid,
wat resulteert in een substantieel gelimiteerde en meer gefocuste handmatige
kwaliteitswaarborging. Het opnemen van de kwaliteitsindicator in de bordtype-
bepaling bij een multi-view categorisatiesysteem levert een additionele reductie
op in de categorisatiefoutkans van 44%.

We hebben de vier hierboven beschreven stappen voor visuele herkenning
geı̈ntegreerd in een compleet herkenningssysteem voor verkeersborden. Het
resulterende herkenningssysteem kan 182 verschillende bordtypen binnen 14
uiterlijke klassen herkennen als 3D-gepositioneerde borden. Het systeem is
geı̈mplementeerd binnen een gedistribueerd computernetwerk om schaalbare
en grootschalige inventarisaties mogelijk te maken. In een van de uitgevoerde
voorbeeldstudies is aangetoond dat dit systeem in staat is om 3,3 miljoen beelden
per maand te analyseren, daarbij gebruik makend van een relatief kleinschalig
computernetwerk. Dit impliceert dat het analyseren van geografische gebieden
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ter grootte van Nederland haalbaar is binnen het jaarlijkse opname-interval, waar-
voor slechts 11 multi-CPU computers benodigd zijn.

Het gepresenteerde herkenningssysteem voor verkeersborden is uitgebreid
gevalideerd op drie verschillende niveaus, welke de primaire stappen voor her-
kenning beoordelen. (1) Detectienauwkeurigheid, metend hoeveel van de fysiek
aanwezige borden kunnen worden gevonden in ten minste een enkel beeld; (2)
Positioneringsnauwkeurigheid, welke de fractie borden meet die een correcte
positie hebben gekregen; en (3) Categorisatienauwkeurigheid, welke beoordeeld
hoeveel van de 3D-gepositioneerde borden correct zijn gecategoriseerd. Het blijkt
dat 98.5% van de borden die fysiek in het doelgebied aanwezig zijn, succesvol
zijn herkend in ten minste een enkel beeld. Daarbij is 95.5% van de borden correct
gepositioneerd, en van 96.3% is het correcte bordtype vastgesteld. Voor gevallen
waarin deze performance niet afdoende is, hebben we een drietrapsproces voorge-
steld om handmatig de kwaliteit te waarborgen. Dit proces adresseert specifiek op
grensgevallen, aangewezen door het complete herkenningssysteem, resulterend
in een efficiënt en inherent gelimiteerde handmatige component.

De actualisatie van bestaande, verouderde inventarisaties van verkeersborden
is ook behandeld in dit proefschrift. Dit is relevant, omdat de nauwkeurigheid van
verkeersborddatabases vermindert, bijvoorbeeld door veranderde wegsituaties.
Dit vraagt om periodieke actualisatie. In plaats van het opnieuw inventariseren
van het complete gebied en het vervangen van de verouderde database met de
nieuwe inventarisatieresultaten stellen wij voor de kleine deelverzameling van
mogelijk veranderde situaties te identificeren, en specifiek deze gevallen selectief
te behandelen. Dit is geëffectueerd met een add-on module voor het verkeers-
bordherkenningssysteem, welke de nieuwe inventarisatieresultaten vergelijkt met
de verouderde database. Deze module her-identificeert ongeveer 94% van de
onveranderde borden, zodanig dat een veel lager aantal situaties geı̈nspecteerd
hoeft te worden met handmatige controles. Dit leidt tot een 5 keer efficiënter
actualiseringsproces dan het opnieuw inwinnen van alle borden.

Naast een herkenningssysteem voor verkeersborden hebben we ook een sys-
teem voor de automatische herkenning en inwinnen van wegbelijning gepresen-
teerd. Dit maakt het creëren van gecombineerde databases van verkeersborden
en wegbelijning mogelijk, welke een complete beschrijving van alle lokale aanwij-
zingen voor een weggebruiker bevatten. Het voorgestelde herkenningssysteem
voor wegbelijning heeft een soortgelijke architectuur als het TSR systeem, en be-
vat detectie op basis van losse beelden gevolgd door positionering op basis van
meerdere beelden. De detectiestap is net het TSR systeem gebaseerd op generieke
en op leren gebaseerde componenten, en breidt de standaardpijplijn voor her-
kenning uit met een nieuwe contextuele inference stap. Deze contextuele analyse
omvat het aangeleerde plaatsingspatroon van de markeringen om zo meer betere
herkenningsresultaten te behalen. Na positionering van de markeringen is dit
systeem in staat om 85-92% van de meest voorkomende markeringstypes te her-
kennen en te positioneren. Vaak is wegbelijning afgesleten omdat inventarisaties
preventief worden uitgevoerd voordat onderhoud plaatsvindt, en om deze reden
beschouwen we deze herkenningsscore als een accuraat resultaat.

De voordelen van gecombineerde databases van verkeersborden en wegbe-

viii



lijning, verkregen door het samenvoegen van de resultaten van beide gepre-
senteerde visuele herkenningssystemen, zijn tevens onderzocht. Zulke gecom-
bineerde databases blijken significant meer verkeerssituaties te bevatten, zodanig
dat meer dan 96% van de situaties zijn afgedekt, tegen 70-90% op basis van een en-
kele informatiebron. Bovendien maken deze gecombineerde databases de controle
van een consistente markering middels een combinatie van belijning en borden
mogelijk, hetgeen bijdraagt aan efficiëntere verkeersveiligheidsanalyses op hoog
niveau.
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“Most people spend more time and energy going around problems than in trying to solve them.”

Henry Ford

C
ha

pt
er 1 Introduction

1.1 Introduction to the automated creation of geo-referenced
object databases

1.1.1 Societal and technological observations
Geo-referenced object lists are already in use for centuries, for example to keep
track of land ownership. Over time, these databases have become more widely
used due to legislation, e.g. for the tracking of road quality, the location and maxi-
mum load of bridges, and so on. In the last decades, with the introduction of digital
databases, geo-referenced object lists have become of increased importance. These
database and its contained features are steadily growing into a means for com-
munication between various parties, such as infrastructure owners and private
maintenance companies. While the concept of these databases is rather simple,
recent technological advances have led to easier database filling and access, richer
database contents, more frequent actualization and less expensive database con-
struction. Three trends related to the previous developments are briefly elaborated
below.

Geo-referenced databases are currently in the transition from situational
sketches and hand-drawn maps towards the inclusion of digital images (or even
3D models), next to the surveyors notes. It is evident that this leads to en-
riched databases, and allows for re-assessing the object state directly from the
database, instead of physically re-visiting the object location. Furthermore, when
the database is actualized regularly, the images of the object captured over time
provide a historical overview of the object’s state, which is helpful for assessing
the maintenance state.

During the last decade, large improvements in imaging sensors enable the cap-
turing of high-quality, ultra-high-resolution images, while simultaneously, these
sensors can be produced at lower costs. This not only allows for taking high-
quality pictures with high-end smartphones, but also enables the feasibility of
large-scale outdoor surveying, such that the road infrastructure can be captured
at near-video frame rates from driving vehicles. When such capturing is pursued
along all public roads, the resulting dense image sequences contain pictures with
a sufficiently high quality and resolution for automated analysis. Simultaneously,
improvements in storage and network bandwidth allow for the storage and instant
access of these image sequences, such that end users can instantaneously access
random images on their workstation. Furthermore, it is now feasible to create
historical archives of such images, so that previous states of the considered objects
can easily be analyzed.
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Improved computer-vision algorithms: Computer vision algorithms for object
recognition from digital images and video have found their way to both common
consumer and professional systems and products. As a consequence, several al-
gorithms have proven maturity based on their consistent and reliable results in
different application areas. While such algorithms tend to be computationally ex-
pensive, improvements in the processing capacity allow for the large-scale execution
of ultra-high-resolution images on standard hardware platforms.

Based on these observations, it is remarkable that one step seems absent: the
automated generation of geo-referenced object databases from street-level images.
This topic is the primary subject of investigation in this thesis. However, the
relevance of geo-referenced object databases will be discussed first in more depth.

1.1.2 Usage of geo-referenced object databases and their relevance
Accurate and up-to-date surveys of the location, type, maintenance state and other
attributes of street-level infrastructure are currently created for numerous applica-
tions. Such infrastructural aspects include e.g. road quality (such as the presence
and size of potholes), road types such as highway vs. local road, etc. Besides these
aspects about roads and routes, street-side objects providing information about
road safety and driving indications are also relevant and important. Examples of
this category are e.g. lighting poles, traffic signs, and road markings. A third group
of objects has a more general nature, and included e.g. waste bins, advertisement
boards, etc. Below, four different illustrative application areas will be highlighted,
further motivating the importance of such databases. The provided examples are
chosen such that they are related to traffic safety and guidance, starting with traffic
safety and gradually moving towards autonomous driving.

It is beyond doubt that street-level infrastructure databases are useful for road
maintenance. When for example a damaged or missing road sign or other object
is reported, a replacement can be directly ordered from the database, allowing for
efficient replacement with an object that has identical properties as the original
version of the object. These databases also allow for guiding the adequate mainte-
nance equipment to various maintenance situations, e.g. in case of damaged roads
and in case of power outages or flooding. An appropriate database reduces the
waiting time for heavy equipment for breaking away concrete surfaces, while at
the same time, lowering the cost for cases where simple equipment would satisfy.

Additionally, accurate road infrastructure inventories facilitate road safety
analysis to improve the safe usage of the road for all traffic participants. For exam-
ple, these inventories and the corresponding databases allow for the identification
of locations with too many driver instructions, as well as places with missing,
worn-out or contradictory driver instructions. Furthermore, such databases en-
able signaling road locations that lack lighting during nighttime, leading to po-
tentially unsafe situations. Hence, road infrastructure databases enable directed
and cost-effective safety analysis and improvements.

For route planning, traffic sign and road marking databases are also useful for
smart navigation, as these systems can advise routes that contain a lower number
of expected stops or right-turns for specific vehicle categories such as trucks, and
can advise alternative routing without using e.g. residential roads.

2
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1.1. Introduction to the automated creation of geo-referenced object databases

For the near future, street-level infrastructure databases are also desired for
(semi-)autonomously driving vehicles, since these databases enable such vehicles
to infer knowledge about their surroundings that cannot be directly observed
by the onboard, range-limited sensors, and contain additional information, e.g.
about the nearby charging stations or passenger drop-off zones. As these vehicles
will likely become more widespread within the upcoming years, creation and
maintaining up-to-date road infrastructure databases become of increasing - if not
crucial - importance.

1.1.3 From outdoor surveying towards image-based database generation
As mentioned earlier, the creation of street-level infrastructure databases has been
traditionally performed by traveling along all streets by car, bike or foot. During
this process, the location and attributes of all encountered objects are annotated.
Such surveys are certainly time consuming, as all roads have to be traveled phys-
ically, with stops at each location for annotations and close-up inspections. Fur-
thermore, the creation of such survey data are influenced by weather conditions,
and require traveling to and from the surveying location, which further decreases
the efficiency.

Street-level infrastructure databases can be created more efficiently by em-
ploying street-level images, which are nowadays captured in many countries by
several remote-sensing companies. These companies collect street-level images,
recorded with special capturing cars that are equipped with multiple cameras
and/or LiDAR devices. Examples of these companies are e.g. Bing’s street side
view, Mapjack, Everyscape, Daum’s Road View, Google’s street view and Cyclo-
media. Such street-level images provide a recent and accurate view of each street
and its surroundings, and can be used as a reference for e.g. maintenance, espe-
cially when they are captured at a dense capturing interval and at a regular (e.g.
annual) time interval. The usage of the resulting image database reduces multiple
inefficient actions, like the travel time through road sections without street-level
infrastructure objects, the travel time to the surveying area, and the weather de-
pendence of the surveying operation. Moreover, these databases allow for easy
virtual re-visiting of surveyed locations, which is especially attractive for handling
damage and complaint reports.

1.1.4 Efficient and large-scale (semi-)automated surveying
The inventory creation procedure can be improved further by the usage of auto-
mated object recognition algorithms. Such computer-vision techniques analyze all
captured images, and after processing, they would generate a database containing
all encountered objects. While such automated algorithms attain quite accurate
results, manual quality assessments may be desired at specific locations and cir-
cumstances. For example, this may be required to correct small errors and to input
difficult-to-recognize information. This typically results in a semi-automated asset
surveying workflow, where a limited quantity of manual interaction is required
to attain the desired inventory quality. This approach has three additional advan-
tages over manual surveying from street-level images.
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• Surveying efficiency: When applying a semi-automated workflow, most of the
work now consists of validation instead of creation, where correctly identi-
fied objects can be directly accepted. This facilitates a directed and selective
manual quality control procedure, which involves selective validation of
the objects that are signaled as potentially incorrect. Furthermore, besides
upgrading the quality at all aspects and locations, the manual quality im-
provement stage can be focused on selected attributes and locations. This
results in a much more efficient surveying procedure, while also maximally
benefiting from the automated recognition algorithms, leading to a very
high degree of automation with a more constant quality.
• Large scale surveying: (Semi-)automated surveying makes large-scale oper-

ation much more feasible, as automated algorithms produce a consistent
result, and a lower amount of manual interaction is required to upgrade
the database to the desired quality level. This results in low-cost database
generation, and also contributes to the feasibility of large-scale (e.g. country-
wide) geo-referenced database creation. As such country-wide databases
have more use cases and spin-offs than small-scale databases, automated
surveying enables more applications on the longer term.
• Efficient maintenance of existing inventories: Manual updating of out-of-date

databases of street-level assets requires re-visiting all roads, either outdoor or
by browsing all images from a recently captured street-level image database.
In contrast, a (semi-)automated approach allows for visiting only a fraction
of the objects, as all unchanged items that are successfully re-identified by
the object recognition algorithms do not have to be re-visited. This aspect
directly leads to a higher updating efficiency.

This thesis focuses at (semi-)automated surveying of street-level objects, in
particular traffic signs and road markings, yielding professional database qualities,
which is further elaborated below.

1.2 Automated traffic sign recognition: motivation
The available street-level image databases can be used for surveying numerous
roadside objects, such as traffic signs, road markings, road type, lighting poles, etc.
This thesis specifically focuses on the automated creation of traffic sign databases
from street-level images, using computer vision techniques for sign recognition.
The focus on road signs is motivated by (1) the importance of accurate sign
databases for many application areas, and (2) the scientific challenge of large-
scale, high-accuracy recognition of road signs and evaluating the corresponding
level of automation and involved computational effort. Furthermore, this thesis
also provides a preliminary investigation towards road marking recognition, as
road markings and traffic signs together form the complete set of local driver
instructions.

1.2.1 Selective list of use cases for traffic sign surveys
Building further on accurate and up-to-date traffic sign databases with multiple
applications, a number of use cases have been identified, and are briefly discussed
below.
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1.3. Key components of automated traffic sign recognition systems

• Road-safety analysis: Traffic sign databases allow for safety analysis, e.g. by
highlighting locations with a large number of driver directions, locations
with dense traffic, inconsistently signaled situations and equal priority roads.
The outcome of such analysis contributes to a higher road safety, as driver
instructions may be dosed in a better way and/or additional warning signs
can be placed.

• Traffic sign maintenance: The visibility of road signs degrades over time, due
to e.g. aging, vandalism, accidents and vegetation coverage. This implies
the need for regular sign maintenance, either in a scheduled way (e.g. clean-
ing) or ad-hoc, for example, upon complaints or occurred accidents. Ac-
curate sign databases allow for efficient scheduling of maintenance work,
and ordering of sign replacements without visiting the actual locations
first. Furthermore, as road maintenance is increasingly performed by non-
governmental private companies, such databases are required as a means
of accurate and efficient communication between government and mainte-
nance contractor.

• Smart navigation: Navigation advice can be enhanced with information about
road situations along the route. This ranges from the relatively simple avoid-
ance of routes with numerous pedestrian crossings or potential stops to
more advanced analysis, for example, avoiding dangerous right-turns for
trucks based on the presence of separate bicycle paths.

• Autonomously driving vehicles: Traffic sign databases can be used for the
prediction of upcoming road situations. For example, the vehicle can start
decreasing its speed when a give-way or stop-sign is coming up along its
route, even when the sign itself is not yet visible. This contributes to a smooth
ride, and furthermore leads to a reduction of fuel consumption. Moreover,
accurate street-level asset databases also help autonomously driving vehicles
in situations with poor GPS reception to determine their positions. This
occurs frequently in e.g. urban canyons or dense woods.

1.3 Automated traffic sign recognition systems: key compo-
nents and implementation aspects

Traffic sign databases commonly contain the position and associated key attributes
of all traffic signs present in a geographical region, where each record may include
extra properties (such as subsign text, direction of influence, etc.). An automated
system for the recognition of traffic signs from street-level panoramic images
should therefore consist of at least three key processing components to address
the construction of such databases.
• Sign detection: This stage aims at answering the following question for each

street-level image: ”Are there any traffic signs visible in this image, and if so, at
which pixel location?”. This stage consists of an analysis of image contents in
order to retrieve the pixel regions that represent each visible road sign.

• Sign categorization: This step aims at answering the following question for
each detected traffic sign: ”What does this detected traffic sign mean?”. This
stage conducts a detailed analysis of each retrieved detection, in order to

5



C
hapter

1

1 . I N T R O D U C T I O N

obtain the road sign type and other related key properties of each detected
traffic sign to reveal its meaning.
• Sign positioning: This step aims at answering the following question for all

detected traffic signs: ”What is the real-world position of each detected traffic
sign?”. This stage results in sign positions described in a world-coordinate
system, which are uniquely associated with each traffic sign.

While these three key tasks describe the necessary algorithmic components
for an automatic traffic sign recognition system, their integration into a single traffic
sign detection and recognition system is also a critical component. This integration
is especially essential for large-scale, country-wide application, since this implies
that millions of ultra-high-resolution images have to be processed within a limited
time. This should be achieved with an efficient implementation in the desired
computing system infrastructure, where this solution should be scalable so that
an optimal amount of computing is employed for the desired project size.

This thesis will therefore focus on both the three mentioned processing com-
ponents, their integration into a complete visual traffic sign recognition system,
and the feasibility of this system for large-scale surveying.

1.4 Challenges of large-scale road sign recognition
Although traffic signs are designed to attract visual attention with distinctive
colors and shapes such that they are easily noticed by road users, large-scale
recognition of road signs from street-level panoramic images is a very challenging
task. This is elaborated below in the following list of aspects.
• Varying capturing conditions: The images are captured from driving vehicles

acting within normal traffic and at normal speeds. This implies the occa-
sional occurrence of motion blur and occlusions by e.g. other traffic. The
capturing cars are typically employed in broad time intervals, and thus op-
erate under a wide range of weather conditions, including sunny, cloudy
and foggy weather. Moreover, as the images are recorded at a large scale, the
images are typically taken at sparse locations (i.e. every 5 meters), such that
signs are captured from a wide range of viewpoints and distances. These
aspects result in large appearance differences between capturings of similar
signs.
• Variable sign visibility: The visibility of road signs may be degraded, e.g. due

to aging, accidents, vandalism or vegetation coverage. Furthermore, signs
may be rotated, bended or otherwise disoriented, resulting in a distorted
view.
• Visual feature variation within the same sign category: Sign types are grouped in

classes with the same visual features (e.g. red circular restriction signs), where
the differences between the numerous signs types (e.g. speed restriction of
50 km/h) contained within each sign appearance class are rather small. In
some cases, these visual differences are only very restricted. Besides this,
custom versions of certain signs also exist, having the same meaning, despite
a slightly different visual appearance. Furthermore, some sign types are
designed to contain custom numbers, texts and/or symbols, while the size of
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1.4. Challenges of large-scale road sign recognition

(a) (b) (c) (d) (e) (f)

(g) (h) (i) (j) (k) (l)

(m) (n) (o) (p) (q) (r)

(s) (t) (u) (v) (w) (x)

Figure 1.1 — Examples of challenging sign variations and conditions in road sign recognition.
1.1a-1.1g: capturing-related distortions. 1.1h-1.1l: signs with a lowered visibility. 1.1m-1.1r: sign-
related challenges. 1.1s-1.1x: sign look-a-like objects.

some signs varies with the contents, for example, some signs become larger
when more road lanes are present. These variations particularly complicate
sign type classification, while the detection is also influenced, especially by
the variable sign size.

• Unbalanced occurrence of sign categories: Certain sign categories occur very
frequently, while others only occur in a very limited set of specific road situ-
ations. Since having a balanced and representative dataset is inevitable for
many machine learning algorithms, gathering complete datasets encompass-
ing sufficient occurrences for all objects, is also one of the main problems of
road sign recognition.

• Sign look-a-like objects: Another complication is the presence of numerous
sign look-a-like objects, which have a similar appearance as traffic signs, but
do have a different legal meaning or no legal meaning at all. This includes
objects with an appearance close to road signs, as sometimes used in adver-
tisements. However, this also involves home-made signs, placed by private
parties to indicate e.g. customer parking or specific rare traffic conditions.
Besides this, there are also custom-made road signs, which have an identical
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appearance and material as road signs, but are not official/legally approved
road signs. These signs indicate e.g. dog outlets or very low-speed limits on
private premises. As the appearance of these objects is very similar to road
signs, this category will likely result in falsely identified traffic signs.
• Processing challenges: The recorded image databases are very large and pro-

cessing them is an inherent challenge. For example, a relatively small country
like The Netherlands, which contains about 150,000 km of public roads, re-
sults in an image database of around 30 Million images when using a 5-meter
inter-capturing interval. Processing such large image databases within an
acceptable duration is rather challenging, not alone in terms of computing
power, but also in terms of storage and network bandwidth and manage-
ability.

Figure 1.1 portrays examples of the mentioned challenging sign variations and
conditions.

1.5 System requirements for automated traffic sign recogni-
tion systems

Road sign databases are important for several different application areas, as briefly
overviewed in Sect. 1.2.1. Although each different application focuses on a number
of selective properties, we can formulate a set of generic specifications where a
(semi-)automated road sign recognition system should comply with, in order
to be suitable for practical application. These specifications will form the base
requirements of this thesis, and will be detailed further in Chapter 2.
• Inventory quality: The generated database is only usable when it forms a

reliable source of information. While the exactly required accuracy varies
per use case, we can generally state that the created traffic sign database
should contain 95%-100% of all signs present in the target geographical
region, as this is comparable to manually performed surveys.
• Extensibility: While this thesis concentrates on The Netherlands, the designed

road sign recognition system should be easily extensible towards the recog-
nition of new signs, as the sign definition list tends to change slightly every
year. Furthermore, easy adaptation to recognition in other countries is also
highly attractive because this enhances the genericness of the system.
• Robustness: The designed recognition system should be robust against all

commonly occurring distortions, including the challenges listed in Sect. 1.4.
• Efficient semi-automated quality validations: To enable efficient yet at the same

time high-quality surveys, the designed Traffic Sign Recognition (TSR) sys-
tem should be usable in a semi-automated process, where the manual quality
control interventions are guided by indications of the recognition system
itself. In this way, the main effort is directed towards the least likely cor-
rect sign recognitions, while the most likely correct sign recognitions can be
skipped because they are sufficiently reliable.
• Computational efficiency: The computational efficiency of the visual recog-

nition system should allow for processing of a complete country (e.g. The
Netherlands) using a practical amount of computation power.
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1.6. Problem statement, research questions and contributions

These desired requirements are quite challenging from a scientific point of
view. It can be noticed that much of the published works is extensively addressing
sub-problems, but do not design a complete system. Hence, not many researchers
focus on complete recognition systems for practical applications. Therefore, large-
scale robustness, computational efficiency and the coupling between system accu-
racy and manual corrections are still, at least partially, unsolved problems. This
has led to the problem statement of this thesis in the next section.

1.6 Problem statement, research questions and contributions
1.6.1 Problem statement
Based on the previous sections, we can now formulate the problem statement of
this dual thesis, which is summarized as follows:

It is our objective to automatically process all street-level panoramic images captured
in a geographical region, such that the position and sign type of all traffic signs present in
that region are retrieved. This retrieval is based on using a generic detection and catego-
rization architecture that (1) handles variations such as sign deformations, background
appearance, lighting conditions, etc., (2) is executed efficiently and (3) allows for efficient
manual corrections, in order to obtain a high inventory quality, while only performing
selective quality checks. This system is designed for industrial application and can be
easily retrained for the recognition of road signs with different appearances, such as signs
in different countries, thereby requiring the manual annotation of training data only.

1.6.2 Research questions
The specific Research Questions (RQ) are formulated below.

RQ1: Traffic sign detection
The detection subsystem is the first module in the TSR system. The detector is re-
sponsible for locating all traffic signs that are visible in the panoramic images. The
main challenges are related to the high resolution of the images, which means that
there are many possible locations in the image where a traffic sign can be poten-
tially visible. In addition, visible traffic signs can have substantial size variations
and there are varying capturing and weather conditions.

RQ1a: Is it possible to create a traffic sign detection algorithm that locates traffic
signs in individual panoramic street-level images, while not requiring algorithm
changes for supporting new sign categories?

RQ1b: As color is a prominent feature of traffic signs, what is the best way to
utilize color information in a traffic sign detection algorithm?

RQ1c: Can a detection algorithm based on RQ1a and RQ1b be implemented
with sufficient efficiency to enable large-scale processing of images at a country-
wide scale, while using limited computational resources?

RQ1d: Provided that multiple sub-detectors are used in cases when intra-class
variation is too large for handling with a single detector, how can multiple inde-
pendent detection algorithms be combined to form a joint single detector?
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RQ2: Traffic sign categorization
Categorization is the second processing stage of the TSR system and involves
determining the sign type of the recognized signs. The main categorization chal-
lenges originate from the large number of sign categories with broad variation
both within a category and between categories (inter- and intra-category vari-
ance). Furthermore, most existing categorization approaches operate on individ-
ual bounding boxes, while in the TSR system multiple detections of the same
sign will occur due to the periodic image capturing. This leads to the following
research questions.

RQ2a: Is it possible to design a categorization system that is re-usable for all
various sign categories, while maintaining a rather constantly high categorization
accuracy, thereby avoiding algorithmic redesigns prior to application to different
sign appearance classes1?

RQ2b: How many samples should be gathered for each sign category to enable
optimal training? Furthermore, do categories with intrinsically low cardinality
negatively influence the categorization accuracy, and if so, should they be left
out, or can they be included within another category without penalty to enable
recognition of at least some instances of such categories?

RQ2c: How can we combine the categorization results of multiple detections of
the same sign to retrieve the sign type of an already localized and detected road
sign? (3D-positioned sign)

RQ2d: Is it possible to estimate the reliability of the categorization results, such
that the manual interventions can be guided to the likely incorrectly categorized
samples for selective quality control?

RQ3: Traffic sign recognition system
In this thesis, we aim at the creation of a TSR system for the (semi)-automated cre-
ation of large-scale traffic sign surveys. As mentioned in Sect. 1.3, this TSR system
consists of three main stages: detection, categorization and positioning. Besides
this, their integration into a scalable system suitable for large-scale application is
also important, leading to the following research questions.

RQ3a: How can we design a TSR system using the above-described detection
and categorization stages in a scalable way, suited for large-scale, automated road
sign recognition?

RQ3b: How can the TSR system be used in a semi-automated fashion to pro-
duce high-quality road sign inventories and is it possible to concentrate the man-
ual intervention on the most likely system errors in automated way?

RQ3c: Is it possible to exploit the TSR system for the (semi-)automated actu-
alization of existing, out-dated road sign surveys, so that actualization can be
performed more efficiently than re-surveying?

1In this thesis, there is a distinction between classes and categories for traffic signs, which will be
discussed in the next chapter.
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RQ4: Extensions for other applications
The investigation and implementation of the TSR system frequently led to the de-
sire to recognize other objects for surveying, or to re-use the developed algorithms
for other, similar tasks. In particular, additional recognition of road markings and
lighting poles is very desirable, as this leads to databases containing a complete
overview of all local indications for road safety and usage. Additionally, the gen-
eration of extra spinoff by re-using the developed technology for privacy preser-
vation of the street-level images is attractive for satisfying regulations in certain
countries. These extensions have resulted in the following research questions.

RQ4a: Can the traffic sign recognition system easily be modified or extended
for the recognition of road markings?

RQ4b: Can a similar system design be applied to the (semi-)automated survey-
ing of street-lighting poles?

RQ4c: Can the developed recognition technology be re-used for other tasks,
such as privacy preservation or similar high-level tasks, or to provide contextual
information for video surveillance?

1.6.3 Contributions
Scientific contributions

Contributions to object detection
Object detection (Chapters 3 and 4) is utilized to locate all traffic signs visible in the
input images. The proposed detector is based on the Histogram of Oriented Gra-
dients (HOG) approach, which has proved to be a suitable choice for traffic sign
detection. The algorithm is extended with color information in order to increase
the detection performance for traffic signs. Several different color representations
are compared for this purpose, and finally a new color transformation is intro-
duced, which attains the best traffic sign detection performance on our dataset.
Since our system should be able to operate on large datasets of ultra-high reso-
lution images, an efficient implementation is essential for sufficient throughput
of the proposed detection algorithm. The optimization is performed in different
steps, and eventually a new frequency-domain method is introduced which sig-
nificantly improves the overall efficiency. The HOG approach is less suitable for
detecting categories with a large amount in inter-class variation, such as humans
or faces. To improve the detection performance for these types of classes, in Chap-
ter 11 a method is introduced to combine multiple sub-detectors into a single
jointly-optimized detector. This method uses a separate dataset to optimize with
a greedy algorithm the combination of thresholds for the sub-detectors.

Contributions to object categorization
Object categorization (Chapter 5) is employed to assign each detected road sign to
a sign category, selected from a large number of highly similar road sign types.
This thesis exploits the popular Bag of Words (BOW) generic object categorization
technique, where it is shown that this technique is also suitable for categoriza-
tion of traffic signs. The proposed BOW approach is optimized for efficiency by
finding the best performing parameter configuration that is able to operate within
the desired execution time using various, very large datasets. Furthermore, this
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technique is compared against categorization based on spatial features, and also
the combination of this approach and BOW is investigated. This combination
is novel for traffic sign categorization systems, and results in a combined cate-
gorization approach that outperforms each individual method on our in-house
datasets. This approach attains comparable results w.r.t. other state-of-the art re-
sults on publicly available datasets. Since the chosen categorization methodology
is learning-based, the performance of this system is strongly influenced by the
used training datasets. Therefore, we have also extensively investigated the rela-
tionship between the number of training samples per category and the associated
categorization performance. This has resulted in a data collection strategy for the
optimal construction of training datasets, which is highly relevant given the very
unbalanced nature of road sign occurrences.

Besides single-image categorization, we have designed a multi-view object cat-
egorization system (Chapter 6), where the detected pixel bounding-boxes of all
detections associated with the same physical sign are analyzed, to retrieve the
final sign type. Additionally, this approach is extended with the novel concept
of reliability prediction (Chapter 7), where we aim at the prediction of unreliable
sign categorizations. This prediction has proven to be a useful indicator during
manual quality control actions.

Contributions to automated surveying of road signs
The integration of the detection and categorization algorithms into a complete
Traffic Sign Recognition (TSR) system that generates a database of positions and
types of all signs present in a geographical area, has contributed to the road sign
recognition research area in several ways.
• System: We contribute with a complete system, where all major system com-

ponents are integrated into one architecture, and their operating points are
selected such that the combination provides optimal performance.
• Architecture: We develop a simple and efficient system architecture for large-

scale processing, where the amount of data that has to be processed is re-
duced in every subsequent processing step. In this thesis, we show the fea-
sibility of our approach, and prove that the setup is able to process country-
wide datasets using only a limited computational power.
• Validation: We perform a large-scale validation of the TSR system on a geo-

graphical area of significant size, which clearly contributes to the validity of
the scientific conclusions and the practical value of the proposed system.
• Workflow: We propose a semi-automated workflow, which exploits the out-

put of all stages of the TSR system for specific and selective manual quality
checks. This results in an efficient way to attain very high surveying accura-
cies and a corresponding high degree of automation.

Furthermore, the actualization of existing, out-dated inventories is also ex-
plored. This is highly relevant, since surveys are typically performed on a regular
(annual or bi-annual) basis. Instead of re-surveying the complete region, we pro-
pose to post-process the output of the TSR system to retrieve the list of potentially
changed situations. The resulting efficiency gain clearly contributes to the added
value of automated surveying.
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Contributions to road-marking recognition and combined databases
This thesis also contributes with a proof-of-concept system for the recognition of
road markings. This system complements the TSR system and thereby allows for
the creation of databases of all local driver instructions, which are jointly provided
by traffic signs and road markings. To the best of our knowledge, this is the
first work that explores this combination. Typically, these recognition topics are
approached independently. Our novel exploration shows that such combined
databases (1) provide a more complete overview of road situations than individual
databases, and (2) allow for the identification of inconsistently signaled situations.
Besides these benefits, the proposed framework also enables to explore a further
increased reliability of the recognition of traffic signs.

At the algorithmic level, we contribute by extending the typical algorithmic
pipeline for road marking recognition with contextual inference, where the re-
lationships between neighboring marking elements are modeled to increase the
recognition performance. This recognition algorithm is incorporated in a visual
road marking recognition system, which adheres to the architecture and follows
a similar generic and learning-based fashion as followed with the TSR system.
This enables the creation of geo-referenced databases containing the most com-
mon road-marking types, which is in itself a novel application that was not yet
published and is about to appear in embedded systems for Autonomous Driving
Assistance Systems (ADAS) systems in vehicles.

Contributions to industrial applications
The work performed in this joint thesis also contributes to the development of an
industrial system for the large-scale, semi-automated creation of road sign invento-
ries. This TSR system enables the efficient generation of traffic sign databases, in a
semi-automated fashion, where operators selectively correct small errors and add
additional information, depending on the customers needs. This system has been
successfully deployed for various customers. Besides this, the TSR system is also
applied for the actualization of existing, outdated sign databases. Furthermore,
the algorithms employed in this recognition system have been adapted to support
an automated face and license plate detection process utilized in databases for
privacy preservation. This privacy preservation system is used at a large scale,
and attains high recognition rates in multiple countries.

Additionally, the presented road sign recognition system has been extended
towards the recognition of street-lighting poles and road markings. The major
algorithmic components for doing so are described in this joint thesis (Chapters 9
and 10). This enables to exploit the mutual relation of specific road signs and
related road markings for safety for which novel results are presented. This road
marking recognition system also enables the creation of databases containing all
local driver signage, which clearly increases the value of the generated databases.

Finally, an experiment is performed to evaluate if contextual information, such
as recognized signs, can provide useful information to improve automated scene
understanding for surveillance videos at a high level to support advanced scenar-
ios of group behavior.
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Chapter Title Responsible author

2 Introduction to road sign recognition Joint responsibility
3 Singe-image sign detection Ivo Creusen
4 Efficient detector algorithm Ivo Creusen
5 Categorization of detected road signs Lykele Hazelhoff
6 Multi-view sign categorization Lykele Hazelhoff

7 Reliability prediction of recognized
road signs Lykele Hazelhoff

8 Traffic Sign Recognition system Lykele Hazelhoff
9 Road marking recognition Ivo Creusen
10 Recognition of street-lighting poles Lykele Hazelhoff

11 Application to video surveillance and
privacy preservation Ivo Creusen

12 Conclusions and recommendations Joint responsibility

Table 1.1 — Overview of the author responsibility per chapter. Although the work is not performed
in this binary fashion, the listed person is the responsible main author for the respective chapter.

1.7 Thesis structure and scientific background
This section provides an the overview of the thesis structure and the contained
chapters, together with their related publication background.

1.7.1 Research contributions of the individual authors
This joint thesis is the result of over six years of cooperative research, resulting
in a complete visual recognition system and its extensions. These systems were
jointly constructed by both authors with a clear task division. Naturally, both
authors were involved in discussions and important design decisions. The pre-
sented task division were implemented with a smooth and gradual fusion of task
contributions.

A schematic breakdown of the joint thesis structure at the chapter level is de-
picted in Fig. 1.2. The chapter colors indicate the relation to the main contributor
of that chapter. Table 1.1 additionally summarizes the contributing author/re-
searcher of each chapter.

1.7.2 Chapter outline
The individual chapters and their publication history are summarized below.

Chapter 2 provides a high-level system overview and a technical introduction
towards traffic sign recognition. The chapter starts with an overview of the speci-
fications of the employed source data and the Dutch road sign database. Based on
these specifications, a technical analysis is presented to quantify the high-level re-
quirements stated at the beginning of the chapter. This analysis results in a system
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System integration, performance and application

Categorization & Reliability predictionSign detection

Chapter 2: Technical introduction to traffic sign recognition

Sign detection Sign positioning Sign categorization Reliability prediction

Chapter 3

Single-image
sign detection

Chapter 4

Efficient detector 
implementation

Chapter 5

Categorization
of road sign detections 

Chapter 6

Multi-view categorization

Chapter 7

Reliablity prediction

Chapter 8

Extension to other applications

Chapter 10

Recognition of
street-lighting poles

Chapter 11

Application to 
privacy preservation

and video surveillance

Chapter 12: Conclusions and recommendations

Traffic Sign Recognition
System

Chapter 1: Introduction

Chapter 9

Road marking 
recognition

Figure 1.2 — Schematic breakdown of the chapter organization of the joint thesis. The chapters
denoted with a blue background at the left are contributed by Ivo Creusen, while the chapters with
an orange background at the right are contributed by Lykele Hazelhoff. The chapters with mixed
colors are jointly written.

overview of the desired TSR system, which includes a high-level description of
each individual functional module. The chapter then continues with an overview
of stages applied within the visual recognition systems presented in this joint
thesis, followed by a description of two complete recognition subsystems to be
applied later: the Histogram of Oriented Gradients (HOG) object detector and the
Bag of Words (BOW) object categorization.
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Chapter 3 introduces a system for the detection of traffic signs in panoramic
street-level images. Each traffic sign that is visible in an input image is localized,
independent of its size or location within the image. A generic and learning-based
approach is used to implement the detection. The traffic signs are separated into
broad visually similar groups, where for each group a separate detector is trained,
based on example images. The approach is based on the Histogram of Oriented
Gradients (HOG) method, which is optimized to improve traffic sign detection
performance. This is done by introducing color information in the detection pro-
cess, for which several different methods are compared and a new method is
introduced.

The work presented in this chapter was published in the proceedings of the
IEEE Int. Conf. on Image Processing (ICIP) in 2010 [1] and the IEEE Int. Conf. on
Image Processing (ICIP) in 2012 [2].

Chapter 4 deals with the challenge of applying the detection algorithm on a
large-scale collection of high-resolution images, using a limited amount of compu-
tational resources. The detection component is the most computationally intensive
component, because it needs to process the largest amount of input data. In order
to achieve the required processing throughput with a limited amount of computa-
tions, an efficient implementation is designed. Various different optimizations are
introduced and discussed, including a new method that utilizes the Fast Fourier
Transform (FFT). Several introduced methods are benchmarked and compared.

The work presented in this chapter was published in the ISPRS Annals of
Photogrammetry, Remote Sensing and Spatial Information Sciences in 2013 [3].

Chapter 5 presents a system for the categorization of detected traffic signs. This
module identifies the meaning of each sign detection by assigning each detection a
sign category. This component follows a generic and learning-based design, where
exactly the same procedure is performed for each sign appearance class, except
for the usage of class-specific training data. The presented categorization system
is based on a modified version of the popular Bag of Words (BOW) approach, and
is tuned to attain a high performance in an efficient way. This approach is com-
bined with structural features, such that a very high categorization performance
is obtained, both on our own datasets and on two publicly available datasets.
Furthermore, the work also addresses the amount of samples required for training
and the handling of sign categories with low cardinality.

The chapter contents was published initially on IS&T SPIE Electronic Imaging
in 2011 [4]. And later, a performance-efficiency trade-off analysis with an improved
version of this categorization module was published at the Int. Conf. on Pattern
Recognition (ICPR) in 2014 [5].

Chapter 6 focuses at the categorization of positioned 3D signs, which consist
of sequences of single-image detections. These detections all represent the same
physical sign, but capture the sign from a different viewpoint. This module com-
bines the categorization results for all individual detections, obtained using the
single-view categorization algorithm from Chapter 5, to retrieve the sign cate-
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gory of the 3D sign in a multi-view fashion. This procedure also estimates the
sign-orientation angle, indicating the direction to which the sign applies.

This work was published at the IEEE Int. Conf. on Image Processing (ICIP) in
2012 [6].

Chapter 7 investigates a novel concept for the prediction of the reliability of
each categorization result, which is beneficial for (1) improving the categorization
performance and (2) enhancing the efficiency of the manual quality validations.
This prediction concept extends the multi-view categorization from Chapter 6 and
has the objective to identify less reliably categorized traffic signs. This is highly
attractive for minimizing the manual correction stage, as it provides selective
guidance to those signs, so that surveying cost is reduced.

The work of this chapter has been published at the IEEE Workshop on the
Applications of Computer Vision (WACV) in 2013 [7].

Chapter 8 describes the composition of the aforementioned recognition algo-
rithms to a complete Traffic Sign Recognition (TSR) system, analyzes its applica-
tion in various contexts, and discusses the practical usage in terms of processing
requirements and semi-automated quality validations. The chapter starts with
addressing the implementation of all algorithmic components within a distributed
computing system, after which the surveying performance for all major sign ap-
pearance classes is investigated. The chapter then discusses the required manual
quality validations for ensuring a high surveying quality. This manual validation
is minimized by exploiting the reliability indication. This results finally in an
assessment of the computational requirements for country-wide surveying.

The chapter additionally explores the re-use of the TSR system for two different
application areas: (1) specific surveying of a selective set of specific sign categories,
and (2) actualization of existing, out-of-date inventories. Both application contexts
will be addressed with a case study, which includes a performance assessment
and a discussion about the required manual quality enhancements to attain high-
quality, semi-automated surveys. The chapter concludes with a brief elaboration
on possible extensions to the presented TSR system, of which the recognition of
typical subsigns at the bottom of a regular traffic sign is discussed as an example.

The complete TSR system construction was published at the SPIE Electronic
Imaging (EI) conference in 2012 [8], the IEEE Workshop on the Applications of
Computer Vision (WACV) in 2012 [9], and extensively in a journal publication
in Machine Vision and Applications (MVA) in 2014 [10]. The actualization of
outdated inventories was published at the SPIE EI conf. in 2014 [11] and the Int.
Conf. on Computer Vision Theory and Applications (VISAPP 2014) [12]. The
subsign recognition was published at the VISAPP in 2014 [13].

Chapter 9 explores the recognition of road markings, which together with traffic
signs form a complete description of all local driver signage. The work examines
the re-use of algorithmic and architectural components of the TSR system to de-
sign a recognition system for road markings, based on similar requirements w.r.t.
genericity and large-scale application. The new algorithm extensions for detection
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and classifying road markings are presented. Furthermore, the chapter addresses
the benefits of combined sign and marking databases, and assesses whether the
resulting combined marking and sign database is more accurate than individual
databases and whether such databases could facilitate road maintenance.

The work on road marking recognition is published at the WIC Symposium
in Eindhoven in 2014 [14], the ACCV Workshop on Intelligent Vehicles with Vision
Technology in 2014 [15], the SPIE EI Conf. in 2015 [16], and the IEEE Conf. on
Intelligent Transportation Systems (ITSC) in 2015 [17]. Combined recognition
of road markings and traffic signs is presented at the IAPR Machine Vision and
Applications conference in 2015 [18], and extended in the SPIE journal of Electronic
Imaging in 2015 [19].

Chapter 10 presents the TSR system extension towards the surveying of street-
lighting poles. This system exploits the same system architecture as the TSR
system, and aims at the combined recognition of both lighting poles and lighting
fixtures. This system is based on two parallel strategies for detection and posi-
tioning, which are combined into a single output list. The benefits of the previous
architecture are evaluated with system experiments.

The chapter contents was published at the IEEE Winter Conf. on Applications
of Computer Vision (WACV) in 2014 [20].

Chapter 11 discusses two high-level applications partially reusing components
of the TSR system but not further related to the surveying of objects: privacy
preservation and analysis of traffic behavior situations in surveillance video. The
goal of the privacy preservation application is to avoid the recognition of people
that are visible in the images. To achieve this, the detector component is reused and
retrained to detect faces and license plates. To deal with the intra-class variance, a
novel method to utilize and combine multiple sub-detectors is introduced.

In the traffic analysis application, a proof-of-concept system is created to utilize
contextual information for improved understanding of the actions of humans in
surveillance video. The system combines the detection of groups of people with
contextual clues, such as various traffic signs, license plates and region labelling,
in order to enable more intelligent direction of the human operator’s attention to
suspicious situations.

The work from this chapter is published in the SPIE Journal of Electronic
Imaging in 2013 [21].

Chapter 12 summarizes the results of the individual chapters of this joint thesis
and then discusses the findings on the research questions posed in Section 1.6.2.
Furthermore, this chapter provides an outlook on the future of automated recog-
nition of (road-side) objects from street-level panoramic images.
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2.1 Introduction and motivation
This chapter provides an introduction to automated road sign recognition from
street-level images with the purpose to explain existing underlying technology
and to introduce the reader to the characteristics of the applied traffic signs and
exploited source data. The purpose of this thesis is to develop a framework that is
sufficiently powerful to enable automated analysis of images for the recognition of
road signs, so that inventories can be created in a similar automated fashion. It will
become clear that such an automated framework consists of multiple functions
and algorithms, so that it is useful to consider the involved system requirements.
These requirements are strongly correlated with the road sign characteristics and
the specifications of the employed image capturing system and its associated im-
age data. Besides these technical requirements, there are operational requirements
for using the system and its economic performance, as already explained in Chap-
ter 1. Based on these requirements, this chapter commences with a general system
overview of the Traffic Sign Recognition (TSR) system, thereby visualizing the de-
pendencies between the various system components. Afterwards, the underlying
technologies of important system components are explained, which are mostly
based on state-of-the-art computer vision techniques. These technologies form
the basis of further improvements of those techniques for the purpose of the TSR
system and its implementation.

Summarizing, this chapter introduces a Traffic Sign Recognition (TSR) system
for (semi)-automated road sign surveying, which processes all images within
a geographical region and outputs a road sign database, containing the types
and positions of all road signs enclosed. This chapter provides an overview and
background on the following aspects:
• Introduction to the employed street-level images and the characteristics of

the Dutch road signs, which form the input and target objects of the desired
TSR system;
• Analysis of the road sign characteristics and source data specifications to

convert the non-technical specifications from Chapter 1 into a number of
system requirements for the desired TSR system;

• General system architecture of the proposed TSR system;
• Technology overview containing a number of generic state-of-the-art algo-

rithms suitable for road sign recognition.
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Summary and 
conclusions

(Sect. 2.7)

Figure 2.1 — Structural overview of this chapter.

The introduced TSR system aims at the retrieval of both the sign types and po-
sitions. This system contains multiple processing stages, including pre-processing
to prepare the pictorial data for further analysis, various visual recognition stages,
traffic sign position estimation, post-processing for uniforming and sanity check-
ing of the results, and output data-list generation. Of these stages, the pre- and
post-processing stages are more specifically related to input and output formatting
requirements and quality validations, while the following embedded recognition
and positioning algorithms are considered essential for this thesis.
• Detection: this stage involves the identification of the road signs visible

within the street-level panoramic images, resulting in the bounding-box
pixel locations of the visible road signs.
• Positioning: this stage focuses on the identification of the 3D world coor-

dinates of the detected road signs, which is based on combining multiple
detections of the same physical sign across multiple images.
• Categorization: this stage assigns a sign type (e.g. speed limit 50 km/hr) to

already detected road signs, selected from a pre-defined set of sign types.
Both the detection and categorization1 stages are instantiations of visual object
recognition systems and follow both a similar conceptual architecture at high
functional level, but vary broadly in implementation. The technology overview
provided in this chapter concentrates on such visual object-recognition systems,
covering both detection and categorization. This overview starts with an explana-
tion of the generic recognition framework, followed by a detailed description of
usable technologies within the individual stages of this framework. Afterwards,
the chapter describes two complete generic recognition systems that are not specif-
ically designed for traffic signs: one focusing at detection and the other aiming
at categorization. Both systems follow the depicted high-level conceptual archi-
tecture and are constructed from the described technologies. Both highlighted
systems will be utilized and expanded in further chapters of this thesis.

The structure of this chapter is visualized by Fig 2.1. The remainder of this
chapter starts with an introduction of the employed street-level panoramic images
and detailing of the specifications of Dutch road signs (Sect. 2.2). The chapter then
continues with a technical analysis of the road sign recognition problem (Sect. 2.3),
resulting in a number of system requirements. Afterwards, Sect. 2.4 discusses an
overview of related work on road sign surveying from street-level images. Then,
the system overview of the desired TSR system is provided in Sect. 2.5, followed
by a conceptual overview of visual object recognition systems in Sect. 2.6. The
chapter concludes with a summary in Sect. 2.7 and lists the system components
that will be elaborated in the succeeding chapters.

1In this thesis, categorization denotes the process of selecting an item from a set of pre-defined
possibilities (i.e. categories). This will be further detailed later in this chapter.
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2.2 Introduction to source data and Dutch road signs
2.2.1 Description of the exploited street-level panoramic images
The Traffic Sign Recognition (TSR) system described in this thesis is designed
to operate on the street-level panoramic images known as Cycloramas2. These
images provide a panoramic overview of the street and roadside surroundings,
as illustrated by Fig. 2.2. Such panoramic images have the unique property that
they are parallax-free, which means that the overview is not interrupted by the
transition between the different cameras of the capturing system. The benefit
of this property is that the objects appear everywhere in the image in the same
undistorted way.

The recordings are performed using special capturing vehicles, which drive
through normal traffic at normal speeds. The cars record a new image every
5 meters, resulting in a typical capturing frame rate of 2-4 images per second.
The capturings are performed in a systematic way and are recorded at a large
scale, where the resulting image database typically covers all public roads within
the target area (i.e. municipality, provence or country). Currently, the complete
Netherlands and significant regions within several other countries are covered,
including Germany, Brazil and the USA. Within The Netherlands, these capturings
are actualized at an annual basis, using about 20 different capturing vehicles to
record approximately 35 million images each year.

The resulting capturings provide a recent and accurate overview of the road,
road infrastructure and road surroundings, as illustrated by Fig. 2.2. These images
are captured in an efficient and economic way by recording from dusk till dawn
during all different kinds of weather conditions, including cloudy, sunny and
foggy weather (but not during rain, as rain drops would besmear the camera
lenses). This large-scale capturing process causes significant visual variations
between the different recordings. Besides this variation in recording time and
conditions, there also exist large visual variations within the individual pictorial
recordings themselves, as some parts may be illuminated directly, while other
parts may be located in the shadow.

For each capturing, the recording coordinates are accurately known. This po-
sition includes a standard deviation, indicating the accuracy of the returned po-
sition. This standard deviation is typically less than a decimeter. This accurate
position is retrieved based on a high-quality positioning system, featuring both
a Global Positioning System (GPS), an Inertial Measurement Unit (IMU) and a
Distance Measurement Indicator (DMI) device. This combined positioning system
results in the retrieval of very accurate relative positions (derived from the IMU
and DMI devices), while the absolute position (retrieved from the GPS device)
may be slightly less accurate in certain conditions. For example, the reception of
the GPS signal may be disturbed in e.g. urban canyons. This may result in small
position shifts between different capturing sessions, but this does not influence
the accuracy of relative measurements (i.e. widths, lengths, etc.), derived from
images captured in the same recording session.

2These image databases are captured and commercially sold by CycloMedia Technology B.V..
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Aspect Specification
Capturing interval 5 m
Images in The Netherlands ∼ 35 Million per year
Positioning system GPS + IMU + DMI
Typical positioning error range 10− 30 cm
Resolution 4,800 × 2,400 pixels (11.5 Megapixels)
Images required for positioning 2 (3 for including verification)
Storage format JPEG-compressed images

Table 2.1 — Summary of the specifications of the street-level panoramic images.

The employed capturing systems are extensively calibrated, such that the pano-
ramic images are mapped to a sphere, on which angular distances can be mea-
sured. This calibration results in a linear relationship between the pixel coordi-
nates of the image and the viewing directions in both horizontal and vertical
dimensions. Each image is processed such that the northern direction and horizon
divide the image in two equal parts, as explained by Fig. 2.3. This allows for the
calculation of the real-world 3D positions based on triangulation. Summarized,
this triangulation enables the retrieval of the position of an object, in case multiple
points (≥ 2) that correspond with the considered object are found in multiple
images, using straightforward geometrical computations. This will be explained
in detail in Appendix A. This position computation can be performed more ac-
curately when using 3 or more observations of the same object. This desire also
allows for an additional verification about the correctness of the measurement.

The exploited panoramic images have a resolution of 4,800 × 2,400 full-color
pixels (11.5 Megapixels). The capturings are stored as JPEG-compressed images,
where the compression ratio is based on a trade-off between image quality and
storage requirements for storing a country-wide, online-accessible image database,
which consists of tens of millions of images. The applied JPEG compression im-
plies the occasional presence of compression artifacts, though at an acceptable
visual quality level.

Table 2.1 summarizes these specifications. For a detailed overview of the Cy-
clorama capturing and positioning system, including detailed specifications and
background information on the calibration procedure and the estimation of the
position of objects, we refer to [22] and the patent on parallax-free generation of
panoramic images from driving vehicles [23].

2.2.2 Overview and specifications of Dutch traffic signs
This subsection presents the characteristics of traffic signs in more detail, since our
aim is to design an automated system for finding such signs in a large database of
panoramic images. For describing these characteristics, it is important to delineate
our database: we focus on Dutch traffic signs, since the majority of the images
are captured within The Netherlands3. Below, we detail the appearance and size
specifications of common Dutch road signs.

3At the end of the thesis writing, databases of street-level panoramic images were extended with
several other countries, amongst others Germany, Sweden and the United States.
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2.2. Introduction to source data and Dutch road signs

The Dutch road sign database (overviewed in Appendix D and extensively
described in [24]) consists of traffic signs that can be grouped based on their
meaning, which leads to:
• Normative signs which are legally binding (i.e. speed limits);
• Informative signs, e.g. signs indicating dead-end streets and advisory speeds;
• Directive signs, i.e. not obligatory signs supporting navigational purposes.
Furthermore, the road sign database can be further divided into groups of signs

based on the meaning related to traffic rules, such as priority signs at crossings.
Alternatively, the signs can also be categorized based on their visual appearance
by grouping signs with similar outer shapes and colors, such as red circular or blue
rectangular road signs. For automated recognition, the latter division is evidently
more attractive, and therefore, throughout this thesis we will refer to groups of
signs with similar appearance (outer shape and color) as sign appearance classes.
Taking this approach, the Dutch road sign database can be divided into approxi-
mately 20 of such sign appearance classes. Besides traffic signs, road users are also
informed by other, non-sign-like objects, such as marker posts and saltires4. These
objects have very different visual appearances from road signs, so that we have
ranked them beyond the scope of this thesis, although they sometimes have a
clear legal meaning. This is for example the case for saltires. However, the amount
of occurrences is so low compared to the regular road signs that their recognition
is of low importance for our large-scale experiments. Besides this, their locations
can be predicted from the position of railroads, which are accurately known in
advance and do not change frequently. Table 2.2 displays various examples of
sign appearance classes, including their typical legal meaning, as well as some
non-sign-like objects. In the next paragraphs, the visual appearance classes are
further categorized and detailed with respect to specific features.

Sign categories: Each sign appearance class contains numerous sign categories,
specifying the exact meaning of the road sign, e.g. warning, pedestrian crossing
upcoming or maximum speed 50 km/h. The number of sign categories varies per
sign appearance class and ranges from just 2 or 3 to over 80, where the visual vari-
ations between the different sign types broadly varies from significant to rather
small. Two types of categories exist: categories with a completely fixed appear-
ance, and categories containing situation-specific information (such as city/village
(place) names, arrows, numbers denoting e.g. maximum weight or widths). This
situation-specific information may contain a wide range of text or symbols of
arbitrary length and size, which can even influence the dimensions of the road
sign, for example in case of lengthy village and city names.

Occurrence density: The density of road signs varies considerably between
different geographical regions, where in certain city situations with high sign
density, over 50 signs per kilometer of road may be located, while in rural areas
less than 1 sign per road kilometer may be observed. As a rule of thumb and based
on the experiments performed in this thesis, we have measured that an average
kilometer of road in the Netherlands contains about 12 road signs.

4Saltires are the red-white cross signs present at Dutch railway crossings, known in Dutch as
”Andreaskruizen”.
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Sign class Traffic-rule meaning Examples

Red circular Indication of a restriction.

Yellow diamond Priority indication.

Red-blue Parking, stopping restrictions.

Blue rectangular Information signs.

Red-white
marker posts Indication of road endings.

Red-white
saltires Indication of railroad crossings.

Table 2.2 — Selective overview of a number of sign appearance classes; a more comprehensive
overview is provided in Appendix D.

Complementary signs: The legal meaning of a road sign may be altered or com-
plemented by the presence of complimentary signs (subsigns). These are white
rectangular signs, placed directly beneath the traffic sign, which can e.g. indicate
the time interval or location for which the sign is valid, or restricting signs to
indicate that a sign applies to certain road users, such as trucks.

Physical dimensions: This involves the physical dimensions of the road sign
that can vary per road type. For example, traffic signs located along roads with
higher speed limits are larger, since they have to be noticed from a farther distance.
Furthermore, the aspect ratio of the signs varies per sign category, as some signs
are square, while other signs may have different aspect ratios (such as zone signs
and parking signs). Table. 2.3 displays an overview of typical sizes of commonly
occurring road sign categories. Summarizing, road signs typically range in size
from 40× 40 cm up to 100× 100 cm, where additionally attached sign borders (i.e.
yellow reflective borders) result in an additional 20-cm increase in size.

The above discussion on characteristics of road signs is relevant for our later
algorithmic and system design and the associated requirements. For example, the
previously mentioned sign dimensions influence the minimum pixel size of the
signs that should be detected in the panoramic images. In the next section, these
requirements are detailed and based on the above-discussed characteristics of
both source data and traffic signs.

2.3 Technical analysis
This section presents a technical analysis of the desired road sign recognition sys-
tem, where the non-technical system requirements listed in Sect. 1.5 are expanded
towards high-level system requirements of the desired TSR system. This analysis
is divided into two parts. First, the impact of the introduced source data and road
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2.3. Technical analysis

Sign category Typical sizes (w × h) (cm)

60× 60, 80× 80, 100× 100

53× 67, 80× 100

40× 60, 60× 90, 80× 120

70× 70, 90× 90, 110× 110

40× 40, 60× 60, 80× 80, 100× 100

60× 60, 80× 80

94× 34, 124× 34, 154× 34, 184× 34

94× 52, 124× 52, 154× 52, 184× 52

60× 20

Table 2.3 — Overview of typical sizes of typical Dutch traffic signs.

sign specifications on the system components is assessed, followed by a discus-
sion on the computational requirements. Afterwards, all high-level system and
algorithmic requirements of the TSR system are summarized.

2.3.1 Analysis of system definition and requirements
Regarding to completeness, the TSR system should be able to recognize all Dutch
road signs with an accuracy between 95% and 100%, while being robust against
commonly occurring image and sign distortions, as overviewed in Sect. 1.4. Fur-
thermore, we require the recognition system to be easily extensible towards new
sign categories, which is desirable for both extensions to new countries and to
support new or updated road signs. Given the large number of sign appearance
classes and categories (in the order of hundreds), where for some categories the
visual appearance may not yet be known (i.e. in case of other countries), it is un-
desirable to design a specific recognition system for individual sign categories, as
this is both inflexible and very time consuming. Therefore, we pursue the design
of a generic system, containing algorithms that are re-usable and easily adjustable
towards the different sign appearance classes and sign types, without requiring
the redesign of the components themselves. This prompts for a learning-based sys-
tem, which exploits class-specific training data for learning the recognition of each
sign appearance class and sign category.

Summarizing, this learning-based approach enables three major benefits.
• Genericness: the same algorithms are usable for all different sign appearance
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Figure 2.4 — Visualization of the relationship between the number of dual-processor blade servers
and the required processing throughput per machine, expressed in images per hour.

classes and categories.
• Extensibility: new or updated road signs can be easily added. For exam-

ple, recently, new road signs have been introduced in The Netherlands for
denoting 130 km/hr speed limits.
• Adaptability: this approach features easy adjustments to other countries.
The common dimensions of road signs vary between 40× 40 to 100 × 100 cm.

To enable accurate positioning, each sign should be recognized in at least three
consecutive panoramic images, as discussed in Sect. 2.2.1. With a 5-meter captur-
ing interval, this implies that each sign should be detected from distances roughly
ranging from 2 to 17 meters. This requires that the recognition system should be
able to handle signs that are visible within a pixel bounding-box range of 18× 18
to 374× 374 pixels. These ranges follow from the circumference of a circle around
the capturing location at the mentioned distances.

2.3.2 Analysis of the system processing requirements
With respect to execution time, it is desirable to process all images captured within
the complete Netherlands within a time span of one year. This corresponds to
processing about 90,000 panoramic images (about 450 km of road) on each single
day, or equivalently, processing 3,750 images per hour. Processing of such an
amount of ultra-high-resolution images seems unrealistic for a single computer

This observation follows from computation times reported in literature. For
example, the popular HOG object detection approach presented by Dalal and
Triggs [25] is reported to process an image with a size 320 × 240 pixels in ap-
proximately a second. When extrapolating this to our image size, it follows that
about a minute of processing seems expected per image. It should be noted that
we neglect further optimizations of such an algorithm (e.g. multi-threading and
vectorization), such that the actual processing requirement may be lower. How-
ever, our pipeline consists of more tasks than object detection only, and we also
require feasibility for larger countries than The Netherlands, such that processing
on a single machine is likely not feasible.
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As a result, a multi-computer architecture is necessary, such as a distributed
computing environment which divides the workload amongst all available re-
sources. Such an environment may contain various resource types, including e.g.
Central Processing Unit (CPU) and/or Graphics Processing Unit (GPU) resources.
Depending on the configuration of such an environment, different time budgets
for processing are found. In our case, the available computers were preselected by
an external party and were restricted to CPU-based computing without additional
processing resources. This constraint enables good portability of code to upgraded
computers with improved specifications. The applied computers consist of dual-
processor blade servers equipped with 8 threads per physical processor unit (i.e.
quad-core processors with hyperthreading). For a network containing N of such
computing machines, Fig. 2.4 shows the required throughput per computer per
hour. Given the availability of 5 of such servers, each server should process 750
images per hour, resulting in a processing time budget of 76.8 thread seconds per
image. This entity denotes the amount of cumulative seconds that all threads of all
processing modules together may spend for processing a single image. It should
be noted that these example calculations focus at obtaining sufficient throughput,
but neglect the latency resulting from multiple sequentially executed processes
which are depending on each others output.

2.3.3 High-level system requirements
The above analysis, combined with the non-technical requirements listed in
Sect. 1.5, results in the following high-level system specifications.
• Inventory performance: The TSR system should detect and categorize between

95% and 100% of all the road signs present in a geographical region, resulting
in both the category and position of each of the present road signs.

• Extensibility: Although initially designed for application within The Nether-
lands, the TSR system should be easily extensible towards both the addition
of newly introduced signs and the application in other countries.

• Robustness: The TSR system should be robust against commonly occurring
distortions such as viewpoint changes, lighting variations, sign damage and
identified sign look-a-like objects.

• Reliability indication: The TSR system should indicate the reliability of the
returned results to facilitate the semi-automated surveying process.

• Large-scale execution: The complete TSR system should be able to process
all images captured in The Netherlands within a time span of one year,
requiring a processing throughput of 3,750 images per hour. As execution
on a single machine seems unrealistic, the usage of a distributed computing
environment is preferred.

In this section, we have also derived a number of additional system specifications
and design decisions, which are summarized below.
• Genericness: To allow for efficient algorithm development, the TSR system

should follow a generic and learning-based approach to support all different
sign appearance classes and sign categories without algorithmic adaptations,
and to allow for easy adjustment to other sign appearances.
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Aspect Requirement
Recognition performance ≥ 95%
# supported sign appearance classes > 10
# Supported sign categories > 200
Detection distance range 2− 17 m
Minimum pixel size of road signs 18× 18
Maximum pixel size of road signs 374× 374
Number of processed images per hour > 3,750

Table 2.4 — Summary of the numerical requirements of the desired TSR system.

• Repeated detections: The TSR system should detect each road sign in at least
three consecutive panoramic images to enable accurate position estimation.
• Minimum bounding-box size: The requirement of three consecutive detections

implies that road signs with a pixel range between 18 × 18 and 374 × 374
pixels should be recognized.

Table 2.4 summarizes the most important numerical system specifications.

2.4 Related work on road sign surveying
Road sign recognition is a widely studied task, and therefore extensively described
in literature. The reported work focuses often either on offline surveying, resulting
in inventories of road signs, or on (online) in-car sign recognition for driver assis-
tance systems and autonomously driving vehicles. These two application fields
differ significantly from each other in many ways, as summarized by Table 2.5.
In this thesis, we focus at offline surveying of road signs, such that the literature
overview presented in this section is constrained to systems for performing road
sign surveys. Additionally, the provided overview focuses at road sign surveying;
further approaches for detection and/or categorization are included in the fol-
lowing chapters. For an overview of (online) in-car sign recognition systems, the
reader is referred to the overview work presented by Mogelmose et al. [26].

The literature overview below is provided in a constructive and extensive way
and aims at identifying trends instead of completeness. The overview starts with
systems operating on a single-sign appearance class, followed by systems capable
of handling multiple classes and systems focusing on the generation of complete
inventories of road signs.

Most of the proposals concentrate on a subproblem, such as the recognition
of road signs of a single-sign appearance class, where usually only single-image
recognition is addressed. Such an approach is e.g. presented by Overett and Pe-
tersson, who describe a road sign surveying study, aiming at the large-scale recog-
nition of speed signs [27]. Their system consists of a cascaded detection approach
using HOG-like detectors, operating at real-time speed. Their approach is re-
ported to attain a very high recognition performance of about 98.8%, measured
in a large-scale validation. Bonaci et al. [28] focus on the recognition of triangular
warning signs. Their system employs a color-version of the Viola Jones algorithm
and HOG-features, and is reported to identify 260 of the 265 signs, from which
241 are also correctly categorized. Inclusion of more sign appearance classes is
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2.4. Related work on road sign surveying

Aspect Offline systems In-car systems

Application goal Inventory creation Driver assistance and
autonomous driving

Relevant sign classes
and types All types Only a few important

types

Capturing systems Onmidirectional view Narrow view of the road
in front of the car

Processing platform Server farms
(CPU/GPU)

Embedded hardware or
hybrid computing

Available processing
time Minutes per image Milliseconds per image

Cost constraints
Small quantity of

expensive capturing and
positioning devices

Cost-efficient systems,
one per car

Table 2.5 — Overview of the differences between key aspects of offline and online (in-car) road
sign recognition systems.

addressed by Maldonado-Bascon et al. [29], who propose a system capable of
handling circular, rectangular, triangular, and octagonal signs. Their approach ex-
ploits color segmentation and shape classification for sign detection, followed by
a categorization stage, both based on Support Vector Machines. They report that
their approach is capable of recognizing all 104 present signs at least twice, using
small-sized datasets, which were captured during sunny lighting conditions, rainy
weather and night time.

The aforementioned proposals operate on single images. Exploiting image
sequences improves robustness, and may provide additional information, such as
the (approximate) sign location. For example, Lafuente-Arroyo et al. [30] describe
a tracking system, which reduces the amount of false alarms by rejecting all de-
tections that do not have a temporal coherence with previously found detections.
A similar approach is also followed by Keller et al. [31] for the recognition of US
speed signs.

Another approach is conducted by Wang et al. [32], which utilize a stereo
vision system for the estimation of the position of detected road signs, based on
a capturing car with a dual camera system and a positioning system, containing
GPS, IMU and DMI devices. The authors do not present a recognition accuracy
for their very small-scale test containing only 52 road signs, but do note that sign
positioning using stereo vision is less accurate than using tracking.

The most complete system for road sign surveying, addressing both detec-
tion, categorization and positioning, is presented by Timofte et al. [33], [34]. This
system employs a capturing van with 8 overlapping cameras, which record im-
ages at a one-meter capturing interval. The system features both single-image
and multi-view analysis, resulting in the retrieval of both sign types and 3D sign
locations. Their system is capable of handling 62 different sign types, divided into
6 appearance classes, and they report that 95.6% of the 269 present road signs are
accurately positioned, from which 97.5% are also correctly categorized.
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Figure 2.5 — System overview of the desired road sign recognition system, consisting of four
consecutive processing stages. The system operates on street-level images and outputs a list of found
road signs, including both sign types and positions.

Summarizing, a number of solutions for the automated surveying of road signs
exist based on exploiting street-level images. These systems are mainly designed
for exploiting the characteristics of the employed source data (e.g. resolution and
capturing interval, commonly about 1 meter or less), which has a major impact on
the overall system design and performance. For example, when using dense cap-
turings, each road sign is captured numerous times, such that missing a smaller
detection has a minor impact on the recognition performance. Furthermore, the
systems usually focus on the recognition in single images, and are often limited
to recognition of a selective subset of sign categories, such as speeds signs only.
Besides this, some systems do not satisfy the required quality criteria (over 95%
recognition score), while performance evaluations are conducted on small-sized
datasets in general, which lack the broad diversity in capturing conditions and
thereby complicate assessing the robustness of the proposed systems. Therefore,
we conclude that none of these systems would satisfy the professional system
requirements stated above, although individual algorithmic and system design
choices would be applicable to our road sign recognition problem. In the next sec-
tion, we present a generic overview of our proposed solution and further motivate
the design of this system and the involved system aspects.

2.5 System overview
2.5.1 Overview of the desired road sign recognition system
The technical analysis provided in Sect. 2.3 leads to a system with four functional
stages, aiming at the following tasks:

1. Detection of the traffic signs visible within the individual street-level images,
2. 3D positioning of the road signs based on the repetitive detection of the same

physical sign in consecutively captured images,
3. Categorization of the found signs to retrieve their sign type, and
4. Reliability prediction to estimate the correctness of the found positioned and

categorized signs.
This four-stage system architecture is visualized in Fig. 2.5. This architecture
features 3D sign positioning prior to categorization and reliability prediction. This
chosen architecture has several distinguished advantages:
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• Multi-image confirmation: the categorization and reliability prediction stages
are performed per positioned 3D sign, thereby exploiting all available de-
tections of the same sign. This potentially increases robustness, since both
stages can focus on the detections with e.g. the highest visibility and/or the
best recognition score;

• Computational efficiency: detections not assigned to a positioned 3D sign do
not have to be processed further, such that this configuration is more efficient.

As described above, the road sign recognition process is performed independently
per sign appearance class, so that they can be processed in parallel, using an
identical system architecture. This property is less unique than the previously
mentioned advantages because this can be applied to many detection tasks and
other existing proposals. However, it is mentioned here explicitly, since this form
of parallelism is also exploited in the developed system, and is highly preferable
for large-scale industrial applications.

The proposed system architecture consists of a pipeline of stages, where each
stage operates on the output of the previous stage. For example, the 3D sign
positioning stage operates on the detection output, and the resulting positioned 3D
signs are supplied to the categorization stage. In this way, the amount of involved
data are (significantly) reduced at each stage. Furthermore, each stage can be
performed independently from the other stages, where input data is retrieved
from a jointly shared database. This database usage implies a data-dependency,
which is however restricted to the input and output of the processing stages.
This structure is also beneficial for implementation on a distributed computing
network, as each pipeline stage can be represented by an executable program,
where more instantiations are created for computationally more complex jobs.
Besides this, the architecture is extensible towards other processing tasks (such as
sign-size estimation, subsign detection, context analysis, etc.), where additional
processing stages can be appended at the end of the pipeline.

The following subsections will briefly introduce each individual stage, which
are then described in more detail in the succeeding Chapters 3-7. Afterwards, the
thesis will elaborate on the complete TSR system and its expansion into different
application areas in Chapter 8.

Single-image sign detection
The first principal stage of the TSR system is the traffic sign detector. The objective
of this component is to detect the presence of traffic signs in the individual images,
as well as finding their exact pixel location. Since the vast majority of image data
does not contain traffic signs, this is similar to finding a needle in a haystack.
Since the image database and the size of the individual images are very large, the
detection process needs to be efficient. In each image, approximately 1 million
potential traffic sign decisions (present/not present) are made, while in practice
traffic signs are only visible in 1 out of 4 images (and mostly detected). Ideally, this
means that we pursue a false-positive rate of less than one in 4 million decisions,
while retaining a true positive rate that is close to 100%. The subsequent stages
in the recognition pipeline operate on a much smaller amount of data, and we
can therefore exploit more elaborate and computationally expensive algorithms
in subsequent stages. In contrast, the detection stage scans all images in a dense
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fashion, where millions of potential sign locations and scales are analyzed. This
implies a challenging trade-off, where detection accuracy should be balanced with
computational complexity and mapping complexity in hardware and software.
Chapter 4 elaborates further on this trade-off between the previously mentioned
dimensions. The output of the detection stage consists of bounding-box locations
of sign detections, where for each detection, also the sign appearance class is
returned. The amount of these detections per image varies in practice between 0
and several dozens.

This component is described in detail in Chapters 3 and 4.

Multi-view sign positioning
The objective of the second principal stage is to calculate the 3D positions of the
signs that were detected in the individual street-level panoramic images. For po-
sitioning, each detected traffic sign lies on a ray in 3D space, originating in the
GPS coordinate of the image in which the sign is detected, and oriented in the
direction of the detection (as explained in Sect. 2.2.1). By combining the results
from neighboring images, the locations where several of such 3D rays intersect
can be retrieved. To ensure the accuracy of our automatic sign-positioning mea-
surements, at least 3 detections per 3D sign are required. The main challenge in
the positioning stage is the discovery and selection of the 3D rays corresponding
to the same physical sign. Once this correspondence problem has been solved,
calculating a position is a relatively straightforward process that has been exten-
sively studied in literature [35]. This stage results in a number of positioned 3D
signs, where for each sign the sign appearance class is known, together with a list
of sign detections based on which the sign position is calculated.

The sign-positioning algorithm is described in Appendix A.

Multi-view sign categorization
The third stage of the TSR system focuses at the retrieval of the semantic meaning
of each sign, by categorizing the 3D positioned signs to one of the a-priori known
and/or defined sign categories for each sign appearance class5. This stage fea-
tures both categorization of the individual detections belonging to the same 3D
positioned sign, as well as multi-view analysis aiming at combining these catego-
rization results to retrieve the final sign category of the positioned 3D sign. Similar
to the sign detection and multi-view sign-positioning stages, this stage operates
independently per sign appearance class. Therefore, a generic and learning-based
method is preferred, which can be adjusted to each sign appearance class based
on training data. This stage results in a sign category per positioned 3D sign.

The computational requirements for this stage are less relevant, since this
stage operates on positioned 3D signs, which are limited in number (i.e. several
thousands) per geographical region compared to the number of images covering
the considered region.

This stage is described in detail in Chapters 5 and 6.

5We have defined sign appearance classes based on the visual appearance of signs in Sect. 2.2.2,
which each contain a collection of visually similar sign categories (finally assigning the sign type).
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Figure 2.6 — High-level, conceptual overview of general visual object-recognition systems.

Reliability prediction
The fourth and final main stage of the TSR system aims at the prediction of the
reliability of the categorization results, provided by the preceding stage in the
pipeline. This prediction is based on an evaluation of the decision distances be-
tween the sign categories. This information aids the manual quality validations,
such that the desired surveying quality can be attained by applying specific checks.
These checks then particularly concentrate on the positioned 3D signs for which
these predictions indicate potential erroneous sign categories. This allows for the
automatic acceptance of signs when they are predicted to have the correct sign
category, thereby reducing the amount of manual validations.

To enable this approach, the output of this stage should be reliable if the proba-
bility that a 3D positioned and categorized sign is assigned the correct sign type
is higher than e.g. 99%, and considered unreliable in all other cases. Preferably, the
reliability indication should be a real number, allowing for sorting of the catego-
rization results based on their reliability predictions. This stage is described in
detail in Chapter 7.

2.6 Algorithms for detection and categorization
Both the single-image sign detection and the sign categorization stages addressed
in the previous section are instances of visual object-recognition systems. At a high
level, these visual object-recognition systems can be conceptually summarized by
the three-step scheme depicted in Fig. 2.6, where the three different main steps
are briefly described below. It should be noted that this is a conceptual overview
and does not provide information on the technical implementation of such visual
recognition systems. Fig. 2.6 distinguishes the following main steps.

1. Keypoint localization: at first, the image is analyzed to retrieve a list of loca-
tions of interest (i.e. the keypoints), which are subject to further analysis
within later processing steps. Commonly, keypoint localization6 methods

6We use the term localization in a broad meaning, denoting both the position and the surrounding
area of that position as a margin. In literature, this process is commonly referred to as localization,
which we have adopted here.
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extract both the location and the scale of points of interest. With scale we
mean here the size of the surrounding area of the keypoint.

2. Keypoint description: each returned keypoint and its surroundings are ana-
lyzed, resulting in a (compact) description of the region around the consid-
ered keypoint. This description is typically more invariant towards distor-
tions such as rotations, lighting changes, viewpoint variations, etc., than the
pixel values themselves.

3. Classification7: the region descriptions returned by the keypoint description
step are analyzed to retrieve the likely presence of an object.

The above steps form a high-level conceptual overview of visual recognition
systems, including detection and categorization systems. In the following, we
detail these steps for our case, to realize two complete visual object-recognition
systems: a detection system and a categorization system. These systems follow
the above steps, where we first describe common approaches for each step.

In this thesis, we mainly employ dense sampling as keypoint localization method,
such that the images are scanned at multiple scales, using a regular grid. This
design choice for dense sampling is motivated by considering that most key-
point localization methods only retrieve a small number of keypoints, resulting
in a coarse scanning of the image. Densely scanning the image is reported to be
more robust and to yield higher recognition performances, as e.g. described by
Nowak et al. [36] and by Jurie and Triggs [37]. Therefore, we will not describe key-
point localization methods here, but refer to keypoint localization overview papers,
as presented by e.g. Tuytelaars et al. [38].

The remainder of this section presents a selection of key techniques employed
in this thesis. The section starts with the explanation of several keypoint descriptor
functions in Sect. 2.6.1, followed by the presentation of classification methods in
Sect. 2.6.2. Afterwards, Sect. 2.6.3 presents two examples of complete recognition
systems: the Histogram of Oriented Gradients (HOG) object detection system8

and the Bag of Words (BOW) categorization system.

2.6.1 Keypoint descriptor functions
Prior to performing actual recognition, pixel regions are often transformed into
another representation by so-called keypoint descriptor functions. The most simple
example of such a keypoint descriptor function is to concatenate all pixels (color)
intensity values, but more sophisticated descriptor functions are proposed to be
invariant against lighting changes, viewpoint and orientation variations, and dis-
tortions such as motion blur. Below, we will describe a number of keypoint descriptor
functions used in this thesis.

7Classification and categorization are two related but distinct terms. In this thesis, we will denote
the process of computing a decision from a feature vector as classification, and the process of assigning
an object to one of the pre-defined set of categories as categorization.

8The name HOG is used in literature to indicate a feature description algorithm, which is specifi-
cally designed for object detection. Since HOG features are so tightly coupled to object detection, we
will use the term HOG to indicate the object detector based on these features.
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A. SIFT
The Scale-Invariant Feature Transform (SIFT) algorithm, introduced in 2004 by
Lowe [39], is a complete algorithm for matching of images containing different
views of the same scene. The SIFT algorithm consists of two stages. First, inter-
est points are detected using a Difference of Gaussians detector, and second, the
region around each found interest point is described. As we focus here on de-
scriptor functions, we will only provide an explanation of the region-descriptor
part of the SIFT algorithm, which describes image regions based on their gradient
orientations.

The SIFT descriptor function describes an image patch around a (key-)point
of interest as follows. First, the grayscale image gradient is computed in both
horizontal and vertical directions, leading to a gradient magnitude and orientation
for each pixel. Besides this, a weight is calculated for each pixel using a Gaussian
weighting function, centered at the point of interest, and with a standard deviation
equal to half the width of the image patch. Then, the region around each point
is divided into N × N cells. For each cell, the weighted gradient magnitudes
are stored in a gradient orientation histogram, containing a discrete number of
orientations. To avoid quantization effects during histogram generation, trilinear
interpolation is employed in both gradient orientation and spatial pixel location.

The region description of the SIFT algorithm consists of the concatenation of
the histograms extracted from each cell. When using 4 × 4 cells with 8 gradient
orientations, as proposed by Lowe, a 128-dimensional feature vector is retrieved.
This feature vector is normalized to unit length, after which all histogram entries
are clipped at 0.2, followed by re-normalization to unit length. Figure 2.7 portrays
the SIFT descriptor extraction procedure.

This descriptor can be made rotation invariant by adding a pre-processing
step, which rotates the window around the point of interest in the dominant gra-
dient direction. This pre-processing stage involves the construction of a gradient-
orientation histogram, where each pixel contributes to the bin representing its
gradient orientation with its gradient magnitude, weighted with a Gaussian cir-
cular window, centered at the point of interest. After histogram construction, all
orientations larger than 80% of the maximum histogram value, are extracted and
a region description is extracted for each of these extracted orientations. The result
of this pre-processing step is a set of descriptor windows, rotated in each of these
dominant orientations. By extracting descriptors from these windows using the
procedure described above, rotation-invariant descriptions are obtained.

Matching a SIFT descriptor against a database of descriptors involves search-
ing for the nearest neighbor in the database, based on the Euclidian distance. To
discard descriptors that do not have a good matching descriptor in the database,
Lowe has proposed a distance-ratio test, instead of applying a global threshold
to the computed distance. This test evaluates the ratio between the Euclidian
distances of the closest and second-closest matches, allowing for the removal of
descriptors with multiple close matches. This results in a higher percentage of
correctly matched descriptors. This is more robust than applying a threshold to
the computed distances, as large variations occur in the discriminative properties
of the descriptor, due to e.g. variations in rotation, scale and noise.
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Figure 2.7 — Illustration of the processing steps within the SIFT region description algorithm.
Figure c© Rob Wijnhoven [40]; reprinted with permission.

Numerous extensions and improvements have been proposed to the SIFT key-
point descriptor. For example, PCA-SIFT [41] is introduced by Ke and Sukthankar.
This SIFT-like descriptor results in a more compact gradient representation, lead-
ing to faster classification and a more distinctive region description.

Color extensions to the grayscale SIFT algorithm are explored by numerous
researchers (e.g. in [42]–[44]), since many objects have clear color characteristics.
For example, Burghouts et al. [42] explore the usage of color information in SIFT
descriptors by comparing color-exploiting descriptors against their grayscale vari-
ants. Since the illumination and recording conditions affect the observed colors,
their experiments pay special attention to obtain robustness under various light-
ing conditions. The authors evaluate three different color descriptors, which are
based on the Gaussian opponent color model described by Geusebroek et al. [45].
This color space contains three different channels: intensity, yellow-blue and red-
green channels, and can be computed from the RGB color space using a set of
linear transformations. In this thesis, we exploit one of these three presented color
SIFT descriptors, the W-color SIFT descriptor. This descriptor is calculated from
the opponent color space as follows. First, the above-described procedure for ex-
tracting grayscale descriptor values is performed for each individual channel of
the opponent color space, where the color gradient magnitudes are normalized
w.r.t. the intensity channel values. Afterwards, the resulting feature vectors are
concatenated and then reduced to the original 128 dimensions using Principal
Component Analysis (PCA). In existing algorithms, the grayscale SIFT descriptor
can be replaced by the resulting color SIFT descriptor.

Summarizing, the introduced SIFT descriptor and its color variant, i.e. W-color
SIFT, are adopted for the categorization stage of the TSR system. This also involves
the use of PCA for compacting feature vectors.

B. FREAK
The Fast REtinA Keypoint (FREAK) descriptor function [46], proposed in 2012 by
Alahi et al., is inspired by the human visual system, and tries to mimic the hu-
man retina. Conceptually, the FREAK descriptor encodes the intensity differences
between region pairs, where regions of different sizes and at a wide range of lo-
cations, are exploited. The employed regions are located on seven circles around
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the descriptor center location, each having a different radius. Each of these circles
contains six circular regions, located at equidistant angular intervals. The radius of
these regions grows exponentially with the distance towards the descriptor center
location, where regions farther away from the origin have a larger radius. Figure 4
of [46] provides an illustration of the regions used by the FREAK descriptor and
indicates the band-oriented type of processing of the retina at various scales.

The intensity differences between pairs of regions are encoded in a binary
way, where each bit of the descriptor vector encodes whether the first region of a
region pair has a brighter intensity than the second region of the same pair. Then,
mathematically, the binary feature vector F is constructed as:

F =
∑

0≤a<N

2aT (Pa) , (2.1)

where N is the number of region pairs, and

T (Pa) =

{
1 if

(
I
(
R1
a

)
− I

(
R2
a

))
> 0

0 otherwise . (2.2)

In this formula, P denotes a pair of regions, with elements R1 and R2, and I (R)
represents the smoothed intensity value of region R. In Eqn. (2.1), the weight 2a

acts as a bit selection in the binary feature vector.
Since the number of pairwise combinations between all different regions in-

creases quadratically with the number of regions, the most discriminative region
pairs are learned to reduce the dimensionality of the feature vector. This learning
procedure involves the calculation of the feature vector, incorporating all possible
pairs (the authors incorporate 43 different regions), followed by the selection of the
pairs that have a mean value closest to 0.5 (corresponding to the highest variance
in their binary distribution). The authors from [46] experimentally identified that
512 pairs are most relevant. These pairs are grouped into 4 clusters of 128 pairs,
which are reported to capture a coarse-to-fine structure, where the first group
consists mainly of outer groups, while the last group contains mainly centered
regions.

Matching of two FREAK descriptors can be performed very efficiently due
to the binary nature of the feature vectors. Two descriptors can be compared by
counting the bit-wise differences between them (simplifying distance calculation
to logic operations and bit counting). To improve the matching speed, the authors
propose a cascade of comparisons, where each consecutive 128-bit (16 bytes) de-
scriptor part is only evaluated if the already processed part is sufficiently similar.
Due to the above-described structure of the feature vector, this process mimics
a coarse-to-fine search. This procedure can be implemented efficiently on mod-
ern processors using Single Instruction Multiple Data (SIMD) instructions, such
as SSE2 [47]. An efficient, open-source implementation of the FREAK descriptor
function is available 9.

9 https://github.com/kikohs/freak
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Figure 2.8 — A visual example of the various intermediate stages of the HOG descriptor.

C. HOG
The Histogram of Oriented Gradients (HOG) descriptor was first published by
Dalal and Triggs in 2005 [25]. For a long time, it was the most popular descriptor
for object detection purposes. HOG is inspired by the previously described SIFT
descriptor, but with a key difference. Whereas SIFT is aiming at describing small
image regions around points of interest, HOG is designed to be used densely
on entire images. It was shown by Nowak et. al. [36] that densely scanning with
a sliding window provides a better performance for object detection. The main
differences with the SIFT descriptor are the lack of rotational invariance, and the
different local normalization scheme.

Just like SIFT, the HOG algorithm starts by calculating the image gradients
in both horizontal and vertical directions. Next, the image is divided into non-
overlapping N ×N pixel cells. In each cell, a histogram over the gradient orien-
tations is constructed, where the contribution to each bin is proportional to the
magnitude. Again, a trilinear interpolation is used to prevent aliasing. After this
descriptor is calculated, a local normalization is applied, to make the descriptor
less sensitive to changes in local illumination. This process is shown in Figure 2.8.

To create the feature vector, the features from all the cells that fall inside the
detection window, are concatenated. The HOG object detection system, incorpo-
rating the above-presented descriptor function, will be introduced in Sect. 2.6.3.A.
Chapter 3 will elaborate further on this system.

2.6.2 Classification
After the descriptors extract a local image representation, the next step is to classify
what (if any) object is shown. This decision is a classification problem, in which we
attempt to assign a label to each of the extracted descriptors from the preceding
processing steps. For example: an image patch could be classified as containing
a 50 km/h speed-limit sign. Due to our desire for genericness and extensibility,
we employ machine learning for this task. Machine-learning algorithms make
use of a set of example images, so that the algorithm can learn to distinguish
between different classes automatically. The advantage of this approach is that
new classifiers can be easily added to the system, just by supplying additional
training images. The sequel will describe the machine-learning algorithms used
within this thesis.
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Figure 2.9 — Conceptual example of a traffic sign classification problem. The figure visualizes the
feature representations of training samples of two appearance classes and a trained, optimal SVM
maximum margin classifier.

A. Support Vector Machines
The Support Vector Machine (SVM) algorithm was introduced by Cortes and
Vapnik [48] in 1995, and it is one of the most successful algorithms for machine
learning. In machine learning, a number of training samples is required for the
classifier to learn how to distinguish the individual classes. SVM is essentially
a two-class linear classification algorithm. Given linearly separable feature vec-
tors of two classes, the SVM algorithm will learn the optimal decision boundary
between these classes. In this case, the optimal decision plane is defined as the
plane that has the maximum possible margin between the training samples of
both classes.

We denote the training feature vectors as xi, and their corresponding class label
as yi, which can be either 1 or -1. Both components are the input that the SVM
algorithm uses to calculate the decision boundary. A linear decision boundary is
described by:

w · x− b = 0. (2.3)
In this equation, the vector x represents the unknown sample that is being classi-
fied. The vector w contains a weight for each feature enclosed in the feature vector,
while the constant b is a decision threshold. It can be observed from Fig. 2.9 that
the decision boundary is only affected by the subset of training samples that are
closest to the decision plane. These training samples are referred to as support
vectors. It follows from the figure that the size of the margin is equal to 2/||w||,
so that it is straightforward to conclude that for obtaining the maximum margin,
we need to minimize ||w||, with the constraint that each training sample should
be located at the correct side of the boundary. More formally, this means that
yi(wxi − b) ≥ 1. Direct minimization of ||w|| is numerically complicated due to
the required square-root operation, but this can be translated into minimizing
1
2 ||w||

2. The latter problem can be handled by quadratic programming techniques.
In real-world problems, the training samples are often not completely linearly

separable, which requires modifications to the previously described equations.
By introducing slack variables, the problem is relaxed such that some training
samples are allowed to be situated at the wrong side of the boundary. The opti-
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mization constraint is now changed to yi(wxi − b) ≥ 1 − ξi, where each sample
is assigned a slack variable ξi. This approach leads to minimizing the sum of the
slack variables, such that the objective function becomes:

1

2
||w||2 + C

n∑
i=1

ξi. (2.4)

In this equation, the factor C is introduced to tune the relative importance of
the slack variables compared to the size of the margin. It is sometimes beneficial
to provide individual values for C for each training sample. For example, in
unbalanced datasets, the weights of the positive and negative samples should
be chosen differently, to give a higher weight to samples of the class with less
training samples. Commonly, the class-specific weights are chosen to be inversely
proportional to the amount of samples per class. This concept was published by
Morik et al. [49], which leads to the following objective function:

1

2
||w||2 + Cpos

∑
i:yi=1

ξi + Cneg
∑

i:yi=−1
ξi. (2.5)

The previously described two-class classification algorithm can be extended
to address multi-class problems. There are two popular methods to achieve this,
one-vs-one and one-vs-all classification schemes. In the one-vs-one computing
scheme, an individual classifier is trained for each distinct pair of classes, and the
final decision is then made by majority voting. Alternatively, for the one-vs-all
scheme, a classifier is trained for each class against the combination of all other
classes. The final decision is now made by the classifier that has the highest output
score. Evidently, the classifiers should be normalized to have comparable output
ranges.

There are many other variants and extensions of the SVM algorithm, for ex-
ample for non-linear classification and regression, which are beyond the scope of
this thesis.

2.6.3 Examples of complete object-recognition systems
The previous subsections have described several keypoint description and classifica-
tion techniques. These components can be combined to form an object-recognition
pipeline, where specific combinations of algorithms lead to different systems.
Below, we will show how those techniques can be integrated into visual object-
recognition systems. Two examples are provided: the Histogram of Oriented
Gradients (HOG) object-detection system and the Bag of Words (BOW) object-
categorization system.

A. HOG object-detection system
The first example of a complete visual object-recognition system which will also be
applied later in this thesis, is the Histogram of Oriented Gradients (HOG) object
detection system, which was proposed by Dalal and Triggs in 2005 [25]. The HOG
descriptor is designed for object-detection applications, in contrast to SIFT, which
is primarily meant for providing local descriptors around a point. The key idea
for the HOG object detector is to use a sliding window which moves across all
positions in the image and classifies at each location whether the object is present
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HOG
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Figure 2.10 — Visualization of the multi-scale sliding window process that occurs in a HOG
object detector.

or not. In order to detect objects of various sizes, the image should be processed
on multiple scales, as is illustrated by Figure 2.10. Since the sliding window is
applied to many image scales, a large number of classification decisions need to be
taken for each image. In fact, on one of our typical images, approximately 1 million
windows are classified with a yes/no decision, to determine the presence of the
object within the window. Usually, for each window, multiple decisions are taken,
for example, to determine the presence of each individual traffic sign category.
Due to the large number of decisions that need to be made, the computational
complexity of each decision should be limited. For this reason, the choice of the
classification approach is bounded by computational requirements. Therefore, a
linear SVM is used, as this classifier is computationally efficient.

During the sliding window process, all the positive window locations are
stored (locations where the object is detected). Since the windows with similar
contents overlap, most objects will result in several detections, implying that de-
tections of the same object should be merged. For this purpose, the Mean shift
clustering algorithm, first introduced by Fukunaga and Hostetler [50], is employed.
Each detection can be seen as a point in a three-dimensional space (x, y, scale). By
clustering, nearby points can be merged into single detections. The HOG object-
detection system will be discussed in more detail in Chapter 3.

B. Bag Of Words object-categorization system
The second complete visual object-recognition system exploited in this thesis is
the Bag of Words (BOW) object-categorization system. This methodology was
originally designed for text categorization. In 2004, Csurka et al. described the
application of BOW to object recognition [51], after Sivic and Zisserman described
a BOW system for searching in videos in 2003 [52]. This methodology is nowadays
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Figure 2.11 — Schematic overview of the Bag of Words (BOW) object-categorization system.

widely used, e.g. see [53]–[55]. This system will be described in more detail in
Chapter 5.

The BOW categorization system aims at the recognition of objects, based on
the occurrence counting of characteristic key features of the object categories of
interest. These characteristic features are stored in a codebook, called the visual
dictionary. Figure 2.11 portrays a generic overview of the BOW methodology.
In the next paragraph, both the online classification stage and the offline dictionary
generation stage are described in detail.

B. 1 Online categorization stage.
The online categorization stage operates with the following procedure to retrieve
the category of an unseen input sample:

1. Image resampling: Each input image, which can have an arbitrary resolution,
may be resized to a fixed size. Optionally, the image may also be converted
to another color space, e.g. gray scale.

2. Keypoint localization: The resampled image is analyzed to identify locations
of interest, e.g. based on gradient analysis or corner-point detection. Alterna-
tively, the image can be scanned in a dense fashion, at multiple scales, which
is reported to perform better than using keypoint localization methods [36].

3. Keypoint description: The region around each point of interest is described us-
ing a descriptor function, such as as e.g. the SIFT [39], FREAK [46] or HOG [25]
descriptor functions, as described earier in this section.

4. Codebook quantization: Each described image region is matched against a pre-
defined dictionary, which contains the descriptions of characteristic image
patches, called visual words. For each image region, the closest visual word
is retrieved and a histogram is constructed, containing the frequency that
each visual word was the closest word. This histogram is denoted as the
word histogram.

5. Classification: The resulting word histogram is exploited to classify the sam-
ple. Different classification techniques can be employed, e.g. nearest neigh-
bor classifiers, or the classifiers described above, such as (linear) SVMs.
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B. 2 Offline dictionary generation stage.
The visual dictionary containing characteristic key features of the object cate-
gories of interest, is generated from training samples prior to performing actual
classification. This dictionary generation involves the processing of all training
images according to above-described Steps 1-3, after which all resulting descrip-
tor vectors are stored. The visual dictionary is then generated by clustering the
extracted descriptors, in order to retrieve visual words covering very frequently
occurring descriptor vectors. This clustering process can be performed using e.g.
the K-means [56] or the Mean shift [50], [57], [58] algorithms.

2.7 Summary, conclusions and system aspects
2.7.1 Requirements
This chapter has provided an introduction to road sign recognition from street-
level panoramic images. This introduction started with an overview of the spec-
ifications of the employed source data and Dutch road signs, based on which
the functional system specifications stated in Chapter 1 are transformed into two
groups of high-level system requirements. The functional and performance re-
quirements are listed below.
• Inventory performance: The TSR system should detect and categorize between

95% and 100% of all the road signs present in a geographical region, resulting
in both the category and position of each of the present road signs.

• Extensibility: Although initially designed for application in The Netherlands,
the TSR system should be easily extensible towards both the addition of
newly introduced signs and application to sign databases of other countries.

• Robustness: The TSR system should be robust against commonly occurring
distortions such as viewpoint changes, lighting changes, sign damage and
present sign look-a-like objects.
• Reliability indication: The TSR system should indicate the reliability of the

returned results to aid the semi-automated surveying process.
• Large-scale execution: The complete TSR system should be able to process

all images captured in The Netherlands within a time span of at most one
year, requiring a minimum average processing throughput of 3,750 images
per hour. As execution on a single machine seems unrealistic, the usage of a
distributed computing environment is preferred.

Analysis of the source data and Dutch road signs has resulted in three additional
requirements, which relate to important aspects of the followed approach.
• Genericness: To allow for efficient algorithm development, the TSR system

should follow a generic and learning-based approach to support all different
sign appearance classes and sign categories without algorithmic adaptations,
and to allow for easy adjustment to other sign appearances.

• Repeated detections: The TSR system should detect each road sign in at least
three consecutive panoramic images to enable accurate position estimation.

• Minimum bounding-box size: The requirement of three consecutive detections
implies that road signs with a pixel range between 18×18 to 374×374 pixels
should be recognized.
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Figure 2.12 — System overview of the proposed TSR system, where the chapters elaborating
further on the components and system are indicated in yellow.

2.7.2 System architecture
Analysis of literature on road sign surveying systems has shown that existing
approaches do not satisfy these requirements, and that most systems strongly
depend on densely captured recordings. Therefore, we have presented a high-
level system overview of the desired TSR system, consisting of four modules
displayed in Fig. 2.12. These modules focus on:
• Detection: to locate the road signs visible within the individual street-level

images,
• 3D positioning: to retrieve the real-world sign positions based on the repeti-

tive detection of the same physical sign in consecutively captured images,
• Categorization: to retrieve the sign type of the 3D positioned sign,
• Reliability prediction: to estimate the correctness of the found 3D positioned

and categorized sign.
These four modules form a pipeline, where each functional module operates on
the output of the previous module. This configuration features categorization
and reliability prediction after 3D sign positioning, which allows for more robust
operation of these modules, and is potentially more efficient.

2.7.3 Technology and approach
The chapter then continues with a high-level, conceptual overview of visual object-
recognition systems, of which the detection and categorization modules listed above
are examples. This overview includes a description of a number of fundamen-
tal components used within such systems. This overview is not exhaustive, but
features as a conceptual framework for visual recognition systems. Specifically,
we have detailed algorithmic components for describing image regions and for
classification to determine the presence of certain objects, e.g. based on the ex-
tracted region descriptions. The integration of these algorithmic components into
a complete visual recognition system has been shown for two different systems:
the Histogram of Oriented Gradients (HOG) object detection system, and the Bag
of Words (BOW) object categorization system.
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2.7.4 Mapping of the TSR system on the thesis chapters
The introduced techniques are selectively used in further chapters for detection
and categorization of road signs. These chapters elaborate further on these tech-
niques, where the presented standard techniques will be extended and adjusted
to our specific road sign recognition problem. Specifically, the following chapters
exploit the introduced techniques:
• Chapters 3 and 4 present an object detection system for the recognition

of road signs based on the introduced HOG object detection system. This
system processes all individual images to retrieve the pixel locations and
appearance class of all visible signs.

• Chapters 5 and 6 describe a categorization system for the determination of
the sign type, based on the introduced BOW object categorization system.
This system operates on the detected road signs, and starts with the cate-
gorization of all individual detections. Afterwards, multi-view analysis is
employed to determine the sign type of the positioned 3D signs.

The thesis continues with a reliability prediction module, which is described in
Chapter 7. After detailing the individual components of the TSR system, the
complete road sign recognition system and its performance to three different
application areas will be detailed in Chapter 8. This chapter organization is also
visualized in Fig. 2.12.

2.7.5 Beyond the TSR system
After presenting the complete TSR system, several systems for the recognition of
related road-side objects are detailed. These systems have been designed to re-
use elements of the TSR system, thereby following a similar system architecture,
while also aiming at a generic and learning-based identification of objects. These
systems focus on the detection of:
• Road markings: In Chapter 9, a system is presented for the (semi-)automated

creation of maps of road markings. Besides description and performance
evaluation of this road marking recognition system, this chapter additionally
explores the benefits of combined traffic sign and road marking databases,
as such databases have a richer information content and are beneficial for
more application contexts than databases solely containing traffic signs;

• Lighting poles: In Chapter 10, (semi-)automated identification of street-
lighting poles is investigated.

This chapter breakdown is visualized in Fig. 2.13. The identification of lighting
poles is based on a similar system architecture, featuring single-image detection
and multi-view positioning. Detection and categorization of road markings are
performed in a similar fashion, but now an additional pre-processing stage is
added to facilitate a higher detection score. This extra stage involves an inverse
perspective mapping of the panoramic images to avoid severe object distortions.
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Figure 2.13 — Chapter breakdown of the presented recognition systems for related road-side
objects, where the chapters elaborating further on the systems are indicated in yellow.
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“If you torture the data long enough, it will confess to anything.”

Ronald Coase
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3.1 Introduction
In the previous chapter, several important requirements for the Traffic Sign Recog-
nition (TSR) system have been derived. For this chapter introduction, a selection
of those requirements can be made to a set applying specifically for this chapter.
Since this chapter aims at developing a traffic sign detection subsystem, some
examples of typical requirements (which will be elaborated shortly) that evidently
apply are: detection performance (related to inventory performance), extensibility
(with respect to sign types), genericness (suited to other types of objects) and a
minimum bounding-box size. The discussion in the previous chapter has resulted
into a system design with four processing stages. This system is depicted in the
block diagram of Figure 3.1.

The first stage in our TSR system is the single-image traffic sign detector. The
objective of this stage is to locate all occurring traffic signs in each individual
image, while finding as few false detections as possible. The input of the detector
consists of a single panoramic image stored in an equirectangular format, and the
output is a list of the traffic signs which are visible in that image. The input images
are captured from a moving vehicle and are compressed with JPEG coding in a
reasonable quality setting. Due to this setting, the quality of the decoded images
is high enough to directly apply detection algorithms, and if found critical, we
can accommodate our detection algorithms for possible JPEG coding artifacts.
The second stage is multi-image processing of the found detections of the first
stage. For each traffic sign found, the same sign is searched for in the neighboring
images. When in consecutive images the same sign is found, the position of that
sign can be computed with triangulation (3D positioning). The third stage involves
categorization of the repeatedly found signs to determine the specific sign type,
e.g. a 50-km/h speed-limit sign. The fourth stage analyzes the previous processing
stage and the amount of detections found. It is evident that multiple detections

Single-image proc. Sequential image processing 

Single-image
traffic sign detector 3D positioning Traffic sign 

categorization
Reliability 
Prediction

Image
Sequence

Figure 3.1 — System architecture for reliable traffic sign detection and recognition using street-
level panoramic images.
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of the same sign at geometrically correct positions increase the likelihood of the
correctness of the found sign type and its position. Therefore we model the sign
type determination and the amount of detections into a reliability prediction
model, which outputs a likelihood to indicate the reliability of the found detection
and type.

3.1.1 Detector requirements
The objective of this chapter is to design a detection algorithm that can identify
traffic signs in single images. We selectively adopt the TSR system requirements
from the previous chapter, particularly the requirements that are strongly related
to the detection stage. This involves the following aspects, where we have listed
the most important elements first.

• Inventory (detection) performance: Between 95% and 100% of all the road signs
should be detected and recognized.
• Robustness: The TSR system should be robust against commonly occurring

distortions, such as viewpoint changes, lighting changes, sign deteriorations
and identified sign look-a-like objects.
• Minimum bounding-box size: The requirement of three consecutive detections

implies that road signs with a pixel range between 18×18 to 374×374 pixels
should be recognized.
• Extensibility: The TSR system should be easily extensible towards other sign

types and alternative traffic objects.
• Genericness: To allow for efficient algorithm development, the TSR system

should follow a generic and learning-based approach to support all differ-
ent sign appearance classes, sign categories and types without algorithmic
adaptations.

From these requirements we can already conclude that an algorithm that is
specifically tailored for detecting certain types of traffic signs will not satisfy
our requirements of extensibility and genericness. Consequently, we will aim at
designing techniques based on generic object feature principles for detection of
such objects.

3.1.2 Challenges and problem statement for the detector
The desired detection algorithm for traffic signs has to operate under challenging
conditions, which have been discussed already in Sect. 1.4. We summarize below
the main challenges which are specific for road sign detection.

• Capturing variations: Road signs are visible in street-level images from a wide
variety of viewpoints, and at a large range of distances from the car. For this
reason, the traffic signs can occur in large areas within the image and also
appear in various sizes. Moreover, it is already known that there is intrinsic
variation in size of the traffic signs, due to legislation about their visibility.
• Lighting conditions: Large variations in lighting conditions occur in practice

because of the differences in location, weather, etc., such that images of the
same traffic sign may look significantly different even from neighboring
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Figure 3.2 — Examples of challenging factors in traffic sign detection.

images captured on the same day.
• Sign visibility degradations: Signs may be not be fully visible, as their view

may be occluded by greenery, or they may be besmeared or damaged.
• Missed signs: Since the detector is the first stage in the processing pipeline,

signs that are not found in any of the images in which they occur, can never
be recovered at later stages of the system. This influences the operational
setting of any kind of detection algorithm.

• Efficiency/computational complexity: The detector has to process by far the
largest amount of input data compared to all succeeding processing stages.
Therefore, it needs to operate and execute in a highly efficient way, to keep
the processing time within reasonable bounds.

Fig. 3.2 illustrates examples of traffic sign capturings, addressing the first three of
these challenges.

Based on the previously described challenges, we can now formulate the spe-
cific problem statement for this chapter. The detector should locate traffic signs
within the input images while satisfying the following constraints. First, the num-
ber of traffic signs that are completely missed should be low (false negatives).
Second, the number of false positive detections should not be excessively high
but this constraint is less critical than the previous one. Third, the detector should
be sufficiently robust against capturing variations, lighting conditions and sign
degradations. Fourth, at the same time, the computational complexity should
remain low enough to make large-scale application of the system feasible. In con-
clusion, the system should detect traffic signs with a relative sensitive setting and
be sufficiently robust for variations, while detecting with an acceptable complexity.

3.1.3 Related Work
Due to the large body of available research on object detection, a selection has
been made of those papers that are most relevant to our system. The literature dis-
cussion will be partitioned into several areas, according to the following structure:

• general object detection literature,
• specific traffic sign detection literature,
• literature focusing on the use of color information in detectors.
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Note that traffic signs have certain special properties compared to other types of
objects, such as bright colors, rigidity and a limited amount of intra-class variation.
Due to these properties, we can argue that certain advances in general object
detection literature are less applicable to traffic sign detection and the related
professional applications.

A. General object detection literature
There is a substantial amount of reported research on the subject of object detec-
tion. One of the first successful object detectors is the face detector by Viola and
Jones [59]. This was one of the first detection algorithms to employ the sliding
window object detection method. Furthermore, the computationally efficient Haar
features are introduced in this paper along with an Adaboost-based detector cas-
cade. The detector described in this chapter is based on the popular Histogram
of Oriented Gradients (HOG) algorithm by Dalal and Triggs [25]. This detection
algorithm is clearly inspired by the earlier work on SIFT by Lowe [39], where
the features are very similar except that they are extracted densely in the entire
image and without orientation normalization. This allows the sliding window
principle to be used on such descriptive features. Another popular approach is
the use of parts-based detection algorithms, which attempt to find smaller parts
of an object and then combine multiple of these partial detections into a complete
object detection. This type of detector was described in the work of for example
Crandall et al. [60] and Leibe et al. [61]. More recently, work has been published to
modify the HOG algorithm for exploiting parts-based detection, such as the work
of Felzenszwalb et al. [62]. These approaches provide benefits when detecting
dynamic objects such as humans, which can appear in many different poses. Since
traffic signs are static rigid objects, we do not expect a parts-based approach to
offer significant advantages for professional traffic-sign detection.

Recently, the focus of the research community has shifted towards deep learning
methods. The convolutional neural networks have a long history, stemming from
the work by Fukushima [63] published in 1980. Later the design was further im-
proved by Lecun et al. [64]. However, this work has recently gained in popularity
due to efficient GPU implementations, further refinements and impressive scores
on publicly available datasets. Deep learning has many attractive properties, and
it is indeed possible to use it for traffic sign detection, as was demonstrated by the
work of Peemen et al. [65]. However, a few considerations make it less suitable
for our application. First, in state-of-the-art practice, many implementations are
GPU-based, whereas little or no GPU resources are available for our system and
the aim was to generate generic code for flexibility in the execution and map-
ping. Second, since deep learning methods provide the output without access to
the learned processing stages, it is complicated to exploit prior knowledge and
associated rules for improving the detector performance.

B. Specific traffic sign detection literature
In addition, there is much prior work on traffic sign detection. A large portion
of this research is focused on slightly different applications, such as Advanced
Driver Assistance Systems (ADAS) or autonomous vehicles. These alternative
applications have different constraints from our surveying application, such as
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working in real-time on video streams, while supporting a small subset of traffic
signs. In contrast, our system does not need to work in real time, although it
should be fast and it processes ultra-high-resolution panoramic images taken
every 5 meters and supports nearly all types of traffic signs. When using video
footage, each sign appears on many frames, therefore missed detections are less
critical in these applications. The real-time constraints of the systems related to
vehicles often lead to algorithms based on the Viola-Jones detector, or highly task-
specific algorithms created for this purpose. Some example systems can be found
in the work of De la Escalera et al. [66] and Bahlmann et al. [67].

C. Literature on using color information in object detection
On the topic of using color information in object detection, there is some interesting
research available. In 2010, Van de Weijer et al. [68] have published work on using
various ways to incorporate color information into the SIFT descriptor. Several
color spaces with different invariance properties are compared. More recently,
Khan et al. [69] incorporated color information in a HOG detector using a color
space, based on the names of colors. The Color Names (CN) transformation is
learned based on web-based image search results using common color terms in
the English language. Since these investigations have some similarities to our
work, we have included a comparison to their proposed techniques in the results
section.

3.1.4 Our approach and contributions
After the previous refined problem statement and the discussion on relevant
literature, our approach to traffic sign detection can be described and motivated.

First, we note that for the sake of robustness, the algorithm should not be
based on the raw captured pixel values, to avoid a strong influence on weather
variations. Instead, a more robust data representation such as differentials of pixels
should be employed. Furthermore, the algorithm principle should concentrate
on the strong descriptive characteristics of the traffic sign, like its shape and its
format, to become less dependent on deterioration.

The detector needs to find traffic signs in many different shapes and colors. The
Dutch traffic sign set involves several hundreds of different signs, which can be
grouped into approximately 20 sign appearance classes. The best way to detect all
of these sign appearance classes is to create a separate detector for each. However,
designing a completely different algorithm for each of these visual categories
would be costly. In order to keep the detector generic and easily extensible, a
machine learning approach is used. This means that a set of example images is
available during a training phase, during which the algorithm can learn to detect
the various sign appearance classes.

The principle of a sliding window detector has proven to be a highly successful
approach in object detection literature. This approach has become so popular since
it is highly robust, and it does not make any assumption about the location or size
of the object.

This robustness comes at the expense of a serious computation requirement:
for a typical panoramic image, a sliding window detector makes approximately
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36.5 million detection decisions, at different positions and sizes in the image. This
intensive searching has two important consequences for the detector: (1) these
decisions need to be made very efficiently to keep the computation time within
reasonable bounds, and (2) they need to be highly accurate to keep the number
of false detections to an acceptable level. It can be calculated that if the decision
process is 99.999997% accurate, it will still result in one false positive per image
on the average. Moreover, this decision process is looking for an extremely rare
event, so that training of the detector should be carefully performed to take this
into account. For example, an algorithm that always decides negatively on each
of the yes/no decisions can seemingly obtain a very high accuracy per decision,
because only very few locations actually contain a traffic sign.

Until recently, most object detection algorithms did not make use of color
information. For many object detection tasks, this makes sense, because color
information is not always a suitable detection property. For example, when de-
tecting humans, the use of color information can lead to a detector that is tuned
specifically to a particular color of clothing, hair or skin. However, traffic signs
have very distinct, e.g. primary colors that are designed to be noticeable. Omitting
the use of color information would waste a valuable indication. Our key contri-
bution for this chapter is the exploration of several methods to effectively exploit
color information for improving the detection performance. Several methods for
exploiting color information will be compared, and a custom color transformation
is introduced.

The proposed detector is based on the HOG detector, which was reported by
Dalal and Triggs [25]. This choice is motivated by the following aspects.

• Performance: The work on this project began in December 2008 and at that
time, HOG was considered to be one of the top-performing detector algo-
rithms. In their paper, Dalal and Triggs show that HOG significantly outper-
forms detectors based on Haar-like features such as Viola-Jones, for pedes-
trian detection on the publicly available INRIA dataset.
• Matching with traffic sign characteristics: The HOG transform is better than

Viola-Jones in distinguishing different orientations of edges describing the
objects of interest. This matches rather well with the general characteristics
of traffic signs: sign shapes can be circular, triangular, rectangular and square.
Moreover, the inner templates of traffic signs also have a broad variation
without a strict preference for orientations.
• Historic hindsight: Since the detector is the first component of the complete

system, it had to be chosen at an early stage, here 2009. Although con-
volutional neural networks were used by some researchers, such as Le-
cun et al. [64], several key improvements to the algorithms and implementa-
tions had not yet been made. In addition, deep learning was mostly used for
image classification tasks, and not common for the localization of objects in
an image. The historic track-record from the PASCAL VOC public object de-
tection challenges [70] in that period showed that HOG features remained a
popular choice until approximately 2012 and confirmed the attractiveness of
employing HOG in state-of-the-art algorithms. Summarizing, deep learning
was not yet feasible for industrial applications at that time.
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Feature 
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Window 
Scanning Classification Detection 

MergingImage Detections

Figure 3.3 — Overview of the components in the detector algorithm. Note that this sequence of
components is repeatedly used to successively downscaled images, in order to obtain scale invariance.

• Efficiency: It requires a significant amount of time and effort to create a high-
quality, efficient implementation of a detector algorithm. Many of the detec-
tion algorithms that are freely available on the Internet are not sufficiently
efficient to be used on a large dataset of high-resolution images. Ultimately,
the primary focus of the work in this thesis is on creating a novel real-world
application for the industry.

The remainder of this chapter has the following structure. First, the traffic sign
detection algorithm is described in detail in Section 3.2, followed by the specific
refinements that are made to improve the suitability for traffic sign detection in
Section 3.3. In Section 3.5, details of the experimental setup are provided, and in
Section 3.5.2 the corresponding results are reported. The conclusions are found in
Section 3.6.

3.2 System Description
We will now describe the detection algorithm in more detail. First an overview
is provided to show the different components of the detector and briefly explain
their purpose. Then each individual component is presented in more detail.

3.2.1 Overview of the detection system
The detection algorithm consists of four components: feature extraction, window
scanning, classification and detection merging, see Figure 3.3. In this context, we
use the term ‘classification’ as a technical term to indicate the decision process
whether a window contains an object or not. It should be noted that this is not the
same meaning as the traffic sign categorization module that will be described in
Chapters 5 and 6.

The feature extraction finds meaningful information in the image, which is used
for the classification decision. In theory, if the classification algorithm would be
virtually perfect, feature extraction could be omitted. In such a case, the pixel
values may be used directly as features. In practice, this approach suffers from im-
portant drawbacks1. For example, pixel values are heavily influenced by lighting
conditions, thereby making the detector rather dependent on weather conditions.
Typically, successful features capture information about image edges, color or
texture, as to provide some degree of robustness against lighting conditions and
other common image distortions.

1Note that modern deep learning algorithms are an exception to this statement. However, it should
be considered that in a deep learning system the feature extraction stage itself is trained using machine
learning.
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The window-scanning component locates small rectangular sub-regions of the
image, which are then processed by the remainder of the system. For each of these
sub-regions, a decision indicates the presence or absence of a traffic sign. Since
it is a-priori unknown in what location or size the traffic signs will appear, the
image needs to be analyzed multiple times, each time evaluating regions of a
different size. In our system, we have used the sliding window approach, which
exhaustively processes every position at every scale, within the region of the image
that can reasonably be expected to contain traffic signs. There are several reasons
for this choice. It has been shown in literature that the sliding window method
leads to superior detection performance compared to interest-point methods [36].
In addition, the interest-point methods need to perform a dense image search
to find interesting locations, which involve a significant amount of computation
time, although the reduction in the number of windows will lead to computational
savings in the rest of the system.

The classification component makes a decision for each considered sub-region,
to indicate the presence of a traffic sign. This decision is solely based on the
features extracted from this sub-region. The classifier uses a machine learning ap-
proach, in order to satisfy the requirements for genericness and extensibility. This
means that the system needs to be trained prior to its normal operation. During
the training phase, the system uses a collection of manually annotated example
images to learn how to distinguish traffic sign images from the background.

Typically, a traffic sign is detected in multiple windows surrounding the object
(these windows have a high amount of overlap) and at several scales. Since these
detections correspond to the same physical sign, the detection merging component
combines them into a single detection. However, physical signs can appear close
to each other in images. For example, a large sign at the scene foreground and
a smaller sign at the background of the scene can appear quite closely in the
captured images, while poles can contain multiple traffic signs just above/below
each other. Therefore, the algorithm should be careful in merging potential sign
objects too quickly and/or too coarsely.

The above-introduced components are now described in more detail. In addi-
tion, it will be explained how the training of the system is performed.

3.2.2 Feature Extraction
Features should provide a characteristic local image description, while having
robustness against lighting conditions. The features used by the traffic sign detec-
tion are based on HOG features, as reported by Dalal and Triggs [25]. We have
selected these features on the basis of their good detection performance and their
simplicity. In HOG, Image gradients are used instead of raw pixel values, because
they are more robust to changes in lighting conditions.

The calculation of HOG features can be split into four steps, as shown in
Figure 3.4. In the first step, the gradient magnitude and orientation are calculated.
At the start, the image gradient is extracted, in both the x- and y-directions. For
this purpose, a simple pair of [−1, 0, 1] and [−1, 0, 1]T filters are employed, as these
were shown to provide the best performance for feature extraction [71]. After the
gradients px and py in the x- and y-directions are extracted, they are converted to a
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Figure 3.4 — Overview of the four steps involved in calculating HOG features.

magnitude and orientation representation. This can be described by the following
equations:

pmag =
√
p2x + p2y, (3.1)

pori = atan2(py, px). (3.2)

Next, the image is divided into cells, each containing N ×N pixels, where typi-
cally N = 8. For each of these cells, an orientation histogram containing M bins
is created, in which each bin indicates the strength of the image gradient in a
particular direction within the corresponding cell. The histogram contributions
are weighted by the gradient magnitude of the pixels, hence stronger edges lead
to larger contributions to the histogram. In addition, the histogram contributions
are interpolated linearly over the nearest 4 cells, and in each cell, the contribution
is spread over the two closest orientation bins [25]. We have specified this process
more formally by the following equation

hi,j,k =

xi+N∑
x=xi−N

yj+N∑
y=yj−N

int(x, xi, N)× int(y, yj , N)×

int(p(x, y)ori, kori,
2π

M
)× p(x, y)mag. (3.3)

Here hi,j,k is the value of the k-th orientation bin (centered around kori) in the
histogram at location xi, yj in the image. The orientation and magnitude of a
pixel at location x, y are denoted as p(x, y)ori and p(x, y)mag , respectively. The int
function is the triangular interpolation function, which is defined as

int(a, b, c) = 1−min(1,
|a− b|
c

). (3.4)

After the features are extracted, normalization is applied to make the features
less sensitive to changes in lighting conditions. This normalization harmonizes the
strength of the various edges in different parts of the image. The features of each
cell are normalized with respect to the average histogram value in a 3× 3 window
around that cell. Our normalization function is based on the L1-sqrt normalization
function proposed in [25], which is specified as follows

hnorm =

√
h

A+ 1
. (3.5)
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HOG

HOG
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Figure 3.5 — Illustration of the sliding window process applied at multiple scales of the image.
The green boxes indicate a positive detection, while red boxes point to a negative result.

Here h is the value contained in a single histogram bin and A is the average of all
histogram bins in the surrounding 3× 3 cells. We will present the best settings for
key parameters such as N and M later, when discussing the experiments.

3.2.3 Window Scanning
As previously mentioned, our system uses the sliding window approach, which
is visualized in Figure 3.5. This means that a fixed-size window is moved over
the image, and at each grid position, the features that fall within this window are
used to classify the occurrence of a traffic sign. The values of all the histograms
that fall inside the window are concatenated into one large feature vector, which is
used as the input for the classifier.

In order to find objects of different sizes, this process is repeated several times
at different image scales. This is implemented by resizing the image to successively
smaller dimensions in multiple iterations. By reducing the image dimensions and
keeping the detection window size constant, it increasingly covers a larger area of
the original image. After scaling the image, the features need to be extracted again,
and the sliding window process is repeated. Evidently, the amount of scales is kept
limited to avoid complexity, while aiming at a sufficiently high object detection
score.
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Figure 3.6 — Simplified example of SVM classification for two feature dimensions.

The size of a traffic sign expressed in image pixels refers to a physical size T
at a distance D from the camera. This relationship develops from projecting the
object onto a ray (giving a cosine term) and perpendicular to that ray (giving a
sine term), where that ray is intersecting with the image and in the origin. This
principle leads to an object size in the image as in the following formula

S =
R

2π
2 arctan(

T

2D
). (3.6)

In this equation, S denotes the size of the traffic sign in pixels, R represents the
number of pixels used for a full viewing circle, i.e. the width of the image in
equirectangular format, which in our case is equal to 4,800 pixels. As discussed
in the previous chapter, a requirement of the system is that traffic signs should
be detected at a distance, ranging from 2− 17 m from the camera. Typical traffic
signs range in diameter size from 40 cm to 1 m. Using Eq. (3.6), pixel ranges can be
derived at which traffic signs should be detected. This leads to a minimum size of
18× 18 pixels for the smallest signs at the highest distance, up to 374× 374 pixels
for the largest signs at the closest distance. More details of the sliding window
approach are given in the section describing the experiments.

3.2.4 Classification for Reliable Sign Detection
The classification component decides for each detection window if it contains a
traffic sign or not, which is visualized in Figure 3.6. This decision is made, solely
based on the features captured within the window. Due to the large amount of
classification decisions that are made, about 36.5 million per image, there is a
limited amount of computation time available per decision. This constrains the
choice of the classification algorithm to those that can execute efficiently, such as
AdaBoost and linear SVM. We have chosen to use a linear SVM classifier. The
motivation for using a linear SVM is that (1) it is often used with HOG features
in literature, (2) it is one of the fastest classifiers, (3) it is highly robust against
overfitting on large datasets and (4) it can be trained quickly. The linear decision
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Figure 3.7 — Multiple detection of the same sign should be merged into a single detection.

function is specified as follows

y = wx− b. (3.7)

In the above, y is the predicted label, i.e. if the window contains a traffic sign
or not. Values greater than zero indicate a traffic sign, while values below zero
suggest that no traffic sign is present. The vector x contains all the features within
the sliding window like the contained histogram bins, while the constant b is
a threshold value (scalar). In Chapter 4 the linear SVM classification algorithm
will be discussed in more detail, and a highly efficient implementation will be
developed.

3.2.5 Detection Merging
When the detector locates a sign in the image, it almost always finds it multiple
times, in slightly shifted windows and at multiple scales, as is shown in Figure 3.7.
These multiple detections should be merged into a single detection. The simplest
approach that could be considered is to directly merge all overlapping bounding
boxes into one larger bounding box. However, this can lead to undesirable results,
because signs are often placed closely together (for example on the same pole).
In addition, signs at the foreground and background can be close to each other
in the image. This simple merging can lead to unwanted combinations and over-
sized detection bounding boxes in these situations. Therefore, a better approach
is needed.

We have chosen to apply the Mean Shift clustering algorithm to perform this
merging, as was proposed in [25]. In this approach, each detection is considered
as a 3D coordinate, with two spatial dimensions and one dimension for the scale
of the detection. The detections are merged by representing the points as a kernel
density estimate, and searching for local modes (local maxima of detections). With
a Gaussian smoothing kernel, the weighted kernel density estimate at a three-
dimensional point y is given by [72]:

f(y) =
1

n(2π)3/2

n∑
i=1

|Hi|−1/2t(wi) exp−D
2[y,yi,Hi]

2
, (3.8)

where yi is one of the n detections generated by the detector. Each point has a
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corresponding symmetric positive definite 3× 3 bandwidth matrix Hi, which de-
fines the amount of smoothing that corresponds to the location and scale estimate
of the detection. The Mahalanobis distance [73] between y and yi is defined as

D2[y,yi,Hi] ≡ (y − yi)
ᵀH−1i (y − yi). (3.9)

In Eq. (3.8), function t(wi) provides a weight for each detection, which we have
defined as the detection score that was given by the classifier. The gradient of
Eq. (3.8) is given in [72] by

∇f(y) =
1

n(2π)
3
2

n∑
i=1

|Hi|−
1
2H−1i (yi − y)t(wi) exp

(
−D

2[y,yi,Hi]

2

)

=
1

n(2π)
3
2

[
n∑
i=1

|Hi|−
1
2H−1i yit(wi) exp

(
−D

2[y,yi,Hi]

2

)

−

{
n∑
i=1

|Hi|−
1
2H−1i t(wi) exp

(
−D

2[y,yi,Hi]

2

)}
y

]
. (3.10)

We define the weights $i according to

$(y) =
|Hi|−

1
2 t(wi) exp

(
−D2[y,yi,Hi]/2

)∑n
i=1 |Hi|−

1
2 t(wi) exp (−D2[y,yi,Hi]/2)

, (3.11)

where
∑n
i=1$i = 1. These weights can be considered to indicate the relative in-

fluence of the various detections on the density estimate. When dividing Eq. (3.10)
by Eq. (3.8) and using Eq. (3.11), we obtain the following

∇f(y)

f(y)
=

n∑
i=1

$i(y)H−1i yi −

(
n∑
i=1

$i(y)H−1i

)
y. (3.12)

To simplify this expression, we can calculate the data-weighted harmonic mean of
the covariance matrices Hi, which is computed at (multi-dimensional point) y by

H−1h (y) =

n∑
i=1

$i(y)H−1i . (3.13)

Using Eq. (3.12) and (3.13), we can define the variable bandwidth mean shift vector
as follows

m(y) = Hh
∇f(y)

f(y)
≡ Hh(y)

[
n∑
i=1

$i(y)H−1i yi

]
− y. (3.14)

At the location of the modes, the gradient∇f(y) = 0, which implies that m(y) = 0.
From Eq. (3.14), we can observe that the mode can be estimated iteratively by
computing the following expression

ym = Hh(ym)

[
n∑
i=1

$i(ym)H−1i yi

]
(3.15)
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Figure 3.8 — Overview of the training process of the detector.

from an arbitrary starting point yi until ym converges. It was demonstrated
in [71][72] that Eqs. (3.12) and (3.15) define a method for merging overlapping
detections yi, where ym is the estimate for the merged detection and Hh is a
convex combination of the detection covariances. In practice, many points will
converge to the same mode, and the set of modes represents the final merged
detection result, i.e. the set of possible sign detections in an image, where at each
sign position multiple detections have been merged into one detection.

3.2.6 Training the detector
The detector uses machine learning in order to satisfy the requirements of gener-
icness and extensibility. This means that the detector employs manually labelled
example images during a training phase, to learn how to find the objects. This
is shown in Figure 3.8, illustrated as a chain of processing actions. The part of
the detector that performs the actual learning is the classifier. During the training
phase, the classifier uses a set of features extracted from both positive and negative
examples, and learns a decision boundary based on these examples. In this con-
text, the positive/negative set is defined as the set of feature vectors representing
the sub-images with/without a traffic sign, respectively. There are two main chal-
lenges during the training process: (1) defining the composition of the negative
set and (2) the handling of an unbalanced dataset (containing asymmetric ratio
between positive and negative sub-images).

Creating the negative set
Obtaining the positive samples is relatively straightforward, since features can be
extracted from the manually annotated traffic signs and stored in a list. However,
the creation of a good set of negative samples is challenging. The problem in
object detection is that unlike the positive class, the negative class is not strictly
defined. It is exactly known what kind of objects are searched for, but the negative
set consists of all other types of data. Since there is an enormous variety in the
negative set, it is quite challenging to represent it with a limited number of training
samples.

To create a suitable set of negative feature vectors, an iterative approach is used,
known as hard negative mining[25]. Initially, a random selection of feature vectors
is extracted from images not containing any traffic signs. An initial classifier is
then trained using these features. This classifier is then executed on a large set
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of images without any traffic signs. After each training iteration, the negative
samples that are the farthest from the decision boundary (the ”easiest” ones for
classification) are discarded. The set of negative samples is then replenished with
the hardest samples (closest to the decision boundary, or on the wrong side of the
decision boundary) from the next images. This process is repeated until the set of
negative images is exhausted.

Handling the unbalanced dataset
An additional problem is that object detection is by nature a highly unbalanced
problem, meaning that the negative set is much larger than the positive set. In
normal operation, only a tiny fraction of the detection windows actually contain
a traffic sign, which implies that a detector always making negative decisions is
virtually always correct, but entirely useless at the same time. Many classification
algorithms cannot handle this problem smoothly, so that the training phase should
be carefully addressed.

In order to handle the imbalance of the dataset, the following two approaches
are used. First, the number of positive samples is artificially boosted by generat-
ing small variations of the training samples. These are created by adding small
random shifts in the horizontal and vertical dimensions, and also applying a small
random amount of rotation. Additionally, the contrast is altered by a small ran-
dom amount as well. In this way, the number of positive samples is effectively
increased, so that more negative samples can be used before the dataset becomes
unbalanced. Second, the SVM training procedure allows a weight or importance
factor to be assigned to each training sample. By increasing the weight of the posi-
tive training samples, the SVM trainer can cope with a certain degree of imbalance.
The assigned weights to positive and negative samples can be automatically cal-
culated, based on the ratio of positive and negative training samples. Both above
approaches have been adopted in our detection algorithm.

3.3 Refinements for Traffic Sign Detection
When applying the previously described detector on our large-scale dataset, there
are some important practical considerations for fluent execution. Such issues are
not typically discussed in literature, although they are highly important for the
practical usability of a detector in a real-world application.

3.3.1 Detection in circular images
One of the first challenges that arises when attempting to apply a detector in
practice, is that our input images are stored in an equirectangular format. This
means that the images are actually circular in the horizontal direction, so the left
and right edges of the images are connected. If an object appears exactly on this
boundary, it will not be detected unless the system is modified to handle this case.

The simplest way to handle this issue is by appending a small image strip from
the left side of the image to the right side of the image, which is also the adopted
approach. However, this should be repeated at every scale of the processing. The
width of the strip that should be copied equals the detection window width.
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In addition to above-modified window scanning, special care should be taken
in the detection merging component. A single physical sign that is close to the
boundary, can result in several detections near the left boundary as well as the
right boundary of the image. When merging detections, this should be taken into
account, to ensure that these signs do not result in double detections, but are
merged. To achieve this, a circular distance measure should be used for the spatial
dimensions. Thus in the horizontal dimension, rather than calculating the distance
with a simple subtraction, a distance computation is used, incorporating W as the
width of the image, where the following distance metric is applied in the merging
criterion, given by

d(x1, x2) = min(|x1 − x2|,W − |x1 − x2|). (3.16)

This distance metric is included in the mean shift computation as part of the
detection merging component.

3.3.2 Normalization
When using the detector in practice, a refinement issue that was encountered is
that false detections regularly occurred in image regions with very low contrast,
such as a blue sky. After investigating this phenomenon, we have found that these
regions not only have a low contrast, but do also contain image noise. In this
case, the normalization function, described in Section 3.2.2, has an undesirable
effect. The features are normalized with respect to the average feature value in
the surrounding neighborhood of cells. When this average value is very low, such
as in this case, the features are boosted considerably. This results in noisy feature
values in these image regions, which can lead to false detections, especially in
large-scale applications.

To avoid false detections resulting from such image areas, we have modified
the normalization formula from the HOG transform to dampen the feature values
in areas with low contrast. We employ the logistic function to achieve this damp-
ing, which adds a tunable parameter to the system, see Eq. (3.17). The effect of
this damping factor is visualized in Fig. 3.9. The new normalization factor hnorm
is computed by

hnorm =

√
h/(A+ ε)

1 + e−α∗(A−β)
with α =

12

C
, β =

C

2
. (3.17)

The above factor is an individual element of the feature vector h. Here, vector
h is a single feature value from a cell, and the scalar A represents the average
feature value from the cells within the normalization neighborhood. The damping
function is fitted to suppress the feature values for normalization factors lower
than a cut-off constant C. The value of this cut-off parameter is automatically
chosen based on feature values extracted from the positive training samples. It is
set to 50% of the lowest value for A that can be found among the positive training
samples. This value was empirically found to provide good results, however, the
performance appears to be not very sensitive to the exact setting.
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Figure 3.9 — Example of our low-contrast normalization correction scheme, for a C value of 100.
In practice, the value of C is chosen automatically based on the positive training samples.

3.3.3 Number of Scales
As previously explained, the number of scales at which images should be HOG-
processed can be calculated from the detector requirements. In practice, we have
found that the most visible performance limitation is the detection of small signs at
a large distance. Instead, large signs at a small distance are not an issue, since these
signs are typically visible on multiple images (because they are large), and there-
fore will be detected many times anyway. Another important factor to consider is
that large signs suffer from more perspective distortion, due to the equirectangular
image format, especially when they are close to the camera, so that focusing on
this case is both complicated and unnecessary.

Detecting small signs is a challenging topic that is not widely studied in litera-
ture. When signs become smaller in the image, the emerging problem is that they
become less distinctive, and at some point they become very challenging to find
(also for humans). Therefore, there is a trade-off between the minimum supported
sign size, and the effectiveness of the detector. According to the requirements,
sign sizes that are at least 18× 18 pixels should be detected. In practice, we have
empirically found that this size is too challenging, as too much detail is lost and
the effectiveness of the detector degrades correspondingly.

For this reason, the detector aims at finding signs of at least 20×20 pixels in size.
This is still considerably smaller than typical object detectors from literature. For
comparison, the person detector by Dalal and Triggs [25] has a detection window
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of 64×128 pixels. In our case, the detection of small objects is accomplished by two
approaches. First, the number of HOG-cells in the detection window is reduced
to 5 × 5, where each cell is 8 × 8 pixels. The outer layer of cells is used only for
contextual information (e.g. background), where the object itself is located within
the inner 3× 3 cells, which corresponds to 24× 24 pixels. The second approach is
that the image is up-scaled by a small amount prior to applying the detector, such
that the detection window covers a 20× 20-pixel region in the source image.

3.4 Novel HOG extension for color-based detection
To further improve the performance of the detector, we exploit that color is a very
important and distinctive feature for traffic signs. We will show in this section
that color is especially useful during the detection stage. This is mainly because
traffic signs have been designed to contain rather distinctive colors to stand out
from their surroundings. We investigate several methods to include color informa-
tion in the HOG features, and then determine which color representation is best
suited for traffic sign detection. Three different approaches are implemented and
compared. First, HOG features are extracted from each of the color channels and
concatenated into one large feature vector. This is performed in several different
color spaces to determine which space provides the best performance. Second, a
Gaussian Mixture Model (GMM) is used to model the colors that occur within our
positive training samples. Finally, we introduce a color transformation that uses
our knowledge of the colors, commonly occurring in traffic signs.

3.4.1 Color spaces
Color can be represented in different ways. The most common approach to rep-
resent color in visual computing is with separate values for Red Green and Blue,
also known as the RGB color space. However, a multitude of different color repre-
sentations have been proposed, each with its own advantages and disadvantages.
Individual color spaces have been designed for a specific application area, for
example, some are designed for efficient coding, while others mimic human per-
ceptual uniformity. We will briefly introduce the color spaces that have been used
in our experiments in some more detail.

A. RGB
The RGB color model is based on the additive properties of colored light. By com-
bining different quantities of red, green and blue light, a broad range of different
colors can be reproduced. Each pixel is represented by three numbers, typically
ranging from 0 to 255, related to the amount of red, green and blue light at that im-
age location. It is widely used for showing computer and TV images on displays,
as well as for photography and sensing applications.

B. Normalized RGB
One property of the RGB color space is that the exact values are very dependent
on the illumination conditions. One way of reducing this influence is to divide the
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(a) — RGB slice for G=0.5 (b) — HSV slice for V=0.5 (c) — HSL slice for L=0.5

Figure 3.10 — Slices of the RGB, HSV and HLS color spaces.

(a) — YCbCr slice for Y=0.5 (b) — XYZ slice for Z=0.5

Figure 3.11 — Slices of the YCbCr and XYZ color spaces.

RGB values by their sum, so that they become normalized and given by

Rnorm =
R

R+G+B + ε
,

Gnorm =
G

R+G+B + ε
,

Bnorm =
B

R+G+B + ε
. (3.18)

This normalization offers the attractive property of making the values scale-
invariant. This means that multiplying the RGB channels by a scalar/constant
has no effect on the corresponding normalized RGB values. One of the color com-
ponents may be omitted, as it can be reconstructed from the other two (using
the property that their sum is equal to unity). A disadvantage is that dark im-
age regions can lead to noisy results, because the color values of noise can vary
considerably from pixel to pixel.

C. YCbCr
The YCbCr color space is primarily used in image coding and transmission appli-
cations. It consists of one luminance component (Y) and two chrominance compo-
nents (Cb and Cr). The Cb component contains blue-difference information, and
the Cr component reflects red-difference information. This difference is taken for
both components with respect to the Y component. The human eye is much more
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(a) — Lab slice for L=50 (b) — Luv slice for L=50

Figure 3.12 — Slices of the Lab and Luv color spaces.

sensitive to detail in the Y component than in the Cb and Cr components, which
allows these chrominance components to be stored and transmitted at a lower
resolution, thereby reducing storage/bandwidth requirements by 25%.

D. HSV/HSL
The HSV and HSL color spaces use a cylindrical color representation. It is often
used in image editing software for color picking. It consists of a single Hue compo-
nent, a Saturation component and a luminance component that is called Lightness
in HSL and Value (luminance) in HSV. It should be noted that the definition of the
saturation component as well as the luminance component is different in the HSV
and HSL spaces.

E. CIEXYZ
The CIEXYZ color space is the first color space that quantifies the correspon-
dance between electromagnetic wavelengths within the visible spectrum and the
perceived color observation of humans. This is based on the average human’s
chromatic response within a 2◦ arc inside the fovea. The Y channel describes the
luminance, the Z channel is roughly equal to the color blue and X is a mixture of
cone-response curves.

F. CIELAB/CIELUV
The objective for creating the CIELAB and CIELUV color spaces is to become
more perceptually uniform than the CIEXYZ space. This means that the distances
between the colors in the color space should correspond to the differences in
human observations of those colors. The L channel corresponds to lightness and
is identical in CIELAB and CIELUV. Color is represented differently in CIELAB
and CIELUV. In CIELAB, the A component takes values from green (negative
values) to magenta (positive values). The B component is situated from blue
(negative values) to yellow (positive values). In CIELUV, the U component is in
the interval from green to red, while the V component is blue for negative values.
CIELUV is recommended for the characterization of color displays, while CIELAB
is recommended for colored surfaces and dyes.

G. Color Naming
Next is the color naming transformation, which is based on the work of Van de
Weijer et al. [74]. Their proposed color transformation uses images collected from
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the web by searching for names of colors (e.g. ”red”) to define a transformation
from RGB values to the corresponding color. We have adopted the conversion
files from the website of the authors2.

H. Opponent color space
The opponent color space has one component that contains intensity information,
and two color components that are invariant to constant offsets occurring in the
RGB components, e.g. due to a white light source. The following transformation
is used, specified by

O1 =
R−G√

2
,

O2 =
R+G− 2B√

6
,

O3 =
R+G+B√

3
. (3.19)

The previous discussed set of color spaces will be compared for our detection
purpose later in this chapter. Prior to this comparison we define a set of color
transformations to be used in conjunction with the color space, for optimizing the
detection performance.

3.4.2 Gaussian Mixture Models
In addition to the previously described color spaces, a Gaussian Mixture Model
(GMM) is trained based on the positive training images. First, we adopt the Grab-
cut method described in [75] to segment the traffic sign from the background
in the image. This step was empirically verified to produce reasonably accurate
results, empirically verified in the order of 95%. Second, the foreground pixels
are converted to one of the previously mentioned color spaces, and a GMM is
trained with the resulting values from the chosen color space. The number of
GMM mixtures is set to 5, based on experimental results. An inherent logical map-
ping of our case onto the use of GMMs leads to the plausible situation that several
different GMMs are needed, one for each color scheme (e.g. one for red/white
signs, another for blue/white signs, etc).

3.4.3 Custom color transformation
Finally, we introduce a custom color transformation for optimizing detection
performance and explicitly exploiting the dominant color features of traffic signs.
This transformation is based on our observation that the gradient direction is
not always in a consistent direction. For example, Fig. 3.13 shows an example
of a frequently occurring case. A red sign with a bright background has lower
values in the red component than the background itself, while the same sign
with a darker background will have higher values in the red component than
the background. Since the colors occurring in traffic signs are fixed and a-priori

2http://lear.inrialpes.fr/people/vandeweijer/color_names.html
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Original Image Red channel Transformed

Figure 3.13 — Example of a common problem solved by the proposed color transform. The
background can contain both lower (top image) or higher (bottom image) values in the red channel
compared to the edge of the traffic sign, but after the color transform it is always lower.

known, this problem can be resolved by moving the center of the color space to
the known set of reference colors. This transformation calculates for each pixel
value the distances between the actual pixel value (color components) in the color
space and each of the reference color points in the color space.

As reference colors, we choose the set of colors that commonly occur in traf-
fic signs: white, black, red, blue and yellow. The custom color transformation is
described by a L2-norm distance measurement:

pt = ‖p− pref‖ . (3.20)

Here, p is the three-dimensional pixel vector and pref is the reference color vector,
both represented in one of the previously described color spaces. This transfor-
mation maps to a space with the same number of dimensions as the number of
reference colors, which is a five-dimensional space in our case.

3.5 Experiments and Results
3.5.1 Experimental Setup
The experiments are conducted on our dataset consisting of 45,250 panoramic
street-level images. These images are densely captured at 5-m intervals in every
street within a closed geographical area, and contain a mix of rural and urban
environments. Each image spans 4,800×2,400 pixels, and is stored in an equirect-
angular format. Due to the high resolution of the images, they are processed on
45 scales, with a scaling factor of 0.95. For simplicity of reporting the experiment,
we do not present results for every supported traffic sign class, although they were
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Sign appearance class # training samples # in dataset Visual example

Speed-bump 295 1010

Parking restriction 402 3844

Pedestrian crossing 484 949

Right-of-way 295 2227

Table 3.1 — Table showing a selection of representative different sign appearance classes, used to
show the results in the detector experiments.

completely processed for all sign appearance-classes. The reason for this limited
reporting is that signs with similar color schemes as the ones presented here, such
as red-white circular signs and red-white triangular signs, are generally detected
equally well with approximately the same score. Table 3.1 depicts the typical
signs used in the experiment and the representative amount of signs involved in
the total set of signs for that type. The table also shows example representative
graphical models of signs for each appearance class. The following numbers of
training samples are used for the various classes: 125 for the yellow right-of-way
signs, 402 for the red/blue circular parking-restriction signs, 295 for the yellow
speed-bump signs and 484 for the blue pedestrian-crossing signs. Additionally,
700 images without any traffic sign are used to extract difficult negative training
samples.

In our experiments, we have used the following settings for the detector. The
cell size is 8× 8 pixels, 16 orientation bins are used and the block normalization
is based on a 3× 3 cell neighborhood. Each image is processed on 45 processing
scales, where for each successive scale, the image is resized by a factor of 0.95.

The performance of a detection algorithm can be characterized as a trade-off of
two metrics: precision and recall. Precision indicates how likely it is that a detected
image region actually contains a traffic sign. Recall indicates how likely it is that a
traffic sign that is visible within an image is actually detected. A detailed definition
of these metrics can be found in Appendix B.1.

For signs that have a visible size of smaller than 20 pixels in horizontal or
vertical direction in the ground truth, a missed detection is not counted as a false
positive. If it is correctly detected, it is similarly not counted as a true positive.
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3.5.2 Detection results for various color representations
The performance contribution of the previously described methods of including
color information to the traffic sign detection will now be evaluated. For clarity
of presentation, we have chosen to present the results in two different exper-
iments. The first experiment will compare the performance of several different
color spaces. In the second experiment, next to a color space choice, two additional
different signal transformations are applied to the pixels, in order to evaluate the
performance of the concatenation of a color space and a supplementary signal
transformation. The first transformation that is evaluated is a Gaussian Mixture
Model (GMM), which is trained on positive samples. The second transformation
for evaluation is our proposed custom color transform.

To preserve image quality in the resulting performance graphs, performance
curves are not shown for all the supported sign appearance classes. A set of four
visually-diverse appearance classes is selected to evaluate the detection results.
The adopted appearance classes are pedestrian-crossing signs, parking-restriction
signs, speed-bump warning signs and right-of-way signs. These classes are shown
in Table 3.1.

3.5.3 First experiment: Color space selection
In the first experiment, we will examine the effect of the choice of color space on
the performance of the detector. HOG features will be extracted independently
from each of the color channels of the color space, and the resulting features are
concatenated to form a single vector. The results are shown in Figures 3.14 and
3.15.

We have found that the choice for a color space has a significant impact on
the detection performance. The performance difference is especially pronounced
for yellow speed bump signs and red/blue parking-restriction signs. It can be
observed in both figures that there is not a single color space providing optimal
performance for all types of traffic signs. This is not a surprising result, as the set
of supported signs is diverse. Based on our evaluation on the full set of supported
signs (not shown here), we have found that the CIELab and CIELuv provide
the best overall performance, with normalized RGB being the closest contender.
However, an exception are the red/blue parking restriction signs, where YCbCr
and YUV score the highest. Summarizing, the CIELab and CIELuv spaces are
chosen as the base of comparison for our succeeding experiment.

Considering the performance curves of Figures 3.14 and 3.15, it can be seen
that all four appearance classes show the typical waterfall curve for precision-
recall characterization. The performance for the right-of-way performance class is
the highest, the pedestrian-crossing and red-blue parking-restriction are detected
with somewhat lower performance and the yellow speed-bump signs lead to a
relatively poor performance curve. It should be noticed that the ranking order of
the curves varies per class, so that there is no optimal color space that performs
best for all appearance classes. However, one important observation about color
representation can be made: color spaces separating the luminance from the color
information, e.g. YUV and CIELab, appear to yield a higher detection score in
more cases than other color spaces.
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3.5.4 Second experiment: Color transformations
In the next experiment, two different color transformations are applied to the
pixels, and their influence on the performance is studied. The purpose of the
second experiment is to find a color transformation supplementary to the color
space that further increases the detection performance. Based on the results from
the previous experiment, the pixels are represented in the CIELab and CIELuv
color spaces. Other choices for the base color space were experimentally explored,
but are omitted here for clarity of the presentation. The chosen color spaces are
one of the best performing color representations.

The first transformation that is supplementary applied is the Gaussian Mixture
Model (GMM) transformation, which uses positive training samples to train the
transformation. This transformation provides a generic solution for the occurring
colors in the signs, to which the GMM model is tuned. Five mixture components
are used to model all dominant colors of the traffic sign involved in the experiment.
Other numbers of mixtures were also tested, but this parameter had a limited
effect on the detection performance. Secondly, our proposed color transformation
is used (as presented at the end of Section 3.4, which forms a dedicated solution
and employs our prior knowledge on the set of distinct colors that actually occur
in practice in traffic signs (black, white, yellow, red and blue).

The obtained results are shown in Figures 3.16 and 3.17. It can be clearly
observed that the GMM transformation in most cases causes a regression in per-
formance, except for the blue pedestrian-crossing signs. However, in most cases
our proposed custom color transform significantly enhances the performance.
In the case of the red/blue parking signs where the CIELab and CIELuv color
spaces were previously performing relatively less good, we see that this trans-
formation boosts the performance to similar levels as the performance obtained
in the YUV/YCrCb color spaces in the previous experiment. Summarizing, the
CIELab and CIELuv color spaces always yield a high performance for all appear-
ance classes, provided that the color space is combined with the dedicated color
knowledge transformation. In the absolute sense, the previously mentioned com-
bination scores particularly high for the yellow right-of-way signs and the blue
pedestrian-crossing signs.

3.5.5 Analysis of detection performance
To summarize and further detail the detection performance, a practical recall value
is chosen for each of the tested sign appearance classes. These values are not iden-
tical for each class, but vary somewhat. To select these values per class, we have
reconsidered Figures 3.16 and 3.17 more carefully and defined preferable opera-
tion points for the precision-recall curves. To this end, we have drawn a vertical
performance line in such a way that the cutoff range for the best performing curves
in each figure is within 0.7–0.8 for the obtained precision. The defined vertical
line presets the recall value for all curves to a fixed value, while we search for the
curve with the highest precision at that recall value. When following the above
approach, the recall values for the four appearance classes become 0.92, 0.9, 0.85
and 0.87 for the respective Figures. For these recall values, the obtained precision
values of the various techniques are summarized in Table 3.2.
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Color repr. Right-of-way R/b circle Ped. crossing Speed bump

norm. RGB 0.74 0.69 0.62 0.60
HLS 0.78 N/A 0.36 N/A
HSV 0.75 0.28 0.27 N/A
YCrCb 0.69 0.77 0.39 0.33
YUV 0.70 0.76 0.46 0.39
XYZ 0.66 0.67 0.33 N/A
Opponent 0.66 0.63 N/A N/A
Color naming N/A 0.47 0.41 N/A
CIELab 0.79 0.57 0.60 0.71
CIELuv 0.80 0.54 0.55 0.72
GMM-CIELab 0.76 N/A 0.65 0.53
GMM-CIELuv 0.75 N/A 0.68 0.75
Trans. CIELab 0.80 0.75 0.62 0.83
Trans. CIELuv 0.81 0.68 0.67 0.80

Table 3.2 — Overview of the precision values obtained using each of the tested color representations
at a pre-defined recall value for each of the sign appearance classes. These pre-defined recall values
are 0.92, 0.9, 0.85 and 0.87 for yellow right-of-way, red/blue parking restriction, pedestrian crossing
and yellow speed-bump signs, respectively.

As already mentioned, the precision values of the CIELab and CIELuv are
among the highest of the evaluated color spaces. The importance of the high
precision values in this case cannot be underestimated: the highest precision
values reduce the number of false detections considerably or even more than that.
For example, it can be observed that for the CIELuv color space, our proposed
color transformation reduces the number of false detections by 30% for red/blue
parking restriction signs, 26.7% for pedestrian crossing signs and 28.5% for yellow
speed bump signs. For the CIELab color space, these reductions are 41.8% for
red/blue parking restriction signs and 41.4% for yellow speed bump signs. We call
this a very significant improvement, which can be enjoyed continuously because
of the large size of our database containing all kinds of situations and various
types of deterioration.

3.5.6 Discussion
The reader should bear in mind that the above high detection performance comes
at the expense of a considerable effort in searching the images with 45 scales. This
issue has already been addressed earlier in Sect. 3.1.4, but it is good to consider
the complexity with the actual settings of the experiments. As was mentioned
previously, in each image, 36.5 million classification decisions are made. Consid-
ering that our test dataset contains 45,250 images, this means that for each test
run, 1.6 trillion classification decisions are made, where each decision is based
on 2,000 features. These numbers show the heavy computational burden that is
involved with the detection, and indicate that an efficient implementation is of

74



C
ha

pt
er

3

0.0 0.2 0.4 0.6 0.8 1.0
Recall

0.0

0.2

0.4

0.6

0.8

1.0

Pr
ec

is
io

n

Traffic sign detection performance for yellow speed-bump signs

HLS
HSV
YCbCr
YUV
XYZ
Opponent
Color Naming
Norm. RGB
CIELab
CIELuv

(a) — Yellow speed bump sign.

0.0 0.2 0.4 0.6 0.8 1.0
Recall

0.0

0.2

0.4

0.6

0.8

1.0

Pr
ec

is
io

n

Traffic sign detection performance for red/blue parking-restriction signs

HLS
HSV
YCbCr
YUV
XYZ
Opponent
Color Naming
Norm. RGB
CIELab
CIELuv

(b) — Red-blue parking prohibition sign.

Figure 3.14 — Results comparing the effect on performance of the various color representations
for two types of traffic signs.
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Figure 3.15 — Results comparing the effect on performance of the various color representations
for two types of traffic signs.
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Figure 3.16 — Results comparing the effect on performance of color transformations for two types
of traffic signs.
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Figure 3.17 — Results comparing the effect on performance of color transformations for two types
of traffic signs.
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crucial importance. This computational efficiency aspect of the detector will be
addressed and improved in detail in the next chapter.

The results show that CIELab and CIELuv provide the best color representa-
tion for traffic sign detection, with normalized RGB being a close contender. It
is difficult to speculate why this conclusion holds. A possible explanation is that
color channels that are independent from luminance have a positive influence on
the performance, this is plausible because most of the conditional variations in
terms of lighting and capturing become significantly apparent in the luminance
component.

The results of the second experiment show that our proposed transformation
improves the performance by using domain knowledge about the colors that
specifically occur in traffic signs. The classes where performance is initially weak
in the CIELab/CIELuv space, show a significant boost in performance due to the
transformation. This makes the transformed CIELab/CIELuv more attractive as a
choice for traffic sign detection, as it provides good performance over a wide range
of sign types. This is explained as follows. The color transformation explicitly
exploits the colors of traffic signs, which is intrinsically more robust than trying
to train the detector to those colors. The training is not without errors and only
involves a selection of the database.

3.6 Conclusions
3.6.1 Requirements for detection
This chapter has presented a system for the detection of traffic signs. The objec-
tive of this system is to locate all visible traffic signs in the input images. The
detection system should satisfy the high-level requirements associated with de-
tection, and derived from the general discussion in Section 3.1.1, which are briefly
recapitulated below.

• Inventory performance: Between 95% and 100% of all the occurring road signs
should be detected in at least one image from the explored dataset.

• Robustness: The detection system should be robust against common image
distortions, such as lighting and viewpoint variations.

• Large-scale execution: The system should be capable of operating on a large-
scale data set in a feasible way.

• Minimum bounding-box size: Road signs larger than 18× 18 pixels should be
detected.

• Extensibility: The detector should be easily extensible towards other sign
types and alternative traffic objects.

• Genericness: The detector should use a single algorithm for all different types
of traffic signs.

3.6.2 Proposed detection system
A detector based on the Histogram of Oriented Gradients (HOG) approach has
been presented. In this chapter the detector is described in detail and consists
of four components: window scanning, feature extraction, classification and de-
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tection merging. We first present these components and their purpose, while
implementation findings and specific conclusions are given afterwards.

• Window scanning: To identify where the potential traffic signs are located in
the image, a window size of 5× 5 cells is scanned across the image (each cell
is 8×8 pixels). At each position of the window, the following components of
the detection pipeline classify if it contains a traffic sign or not. This process
is repeated at 45 scales, in order to find traffic signs of any size.
• Feature extraction: From each window position, features are extracted that

are used to detect a possibly enclosed traffic sign. HOG features are used,
which consist of gradient orientation histograms for each 8× 8 image region
(cell). The considered features are normalized with respect to the values
of surrounding features, thereby serving an equalization of feature values,
particularly in low-contrast and high-contrast image regions.
• Classification: After the features are extracted from the window, a machine

learning algorithm is used to decide if the window contains a traffic sign.
We have adopted the linear Support Vector Machine (SVM) algorithm, for
its efficiency and robustness. The linear SVM finds a decision plane with the
maximum margin, based on the provided training samples.
• Detection merging: Due to the sliding window approach at multiple scales,

each traffic sign is usually detected multiple times. These detections should
be merged. For this purpose, we employ a mean-shift clustering technique,
where each detection is represented as a point in a three-dimensional x, y, s
space, with s denoting a scale dimension.

3.6.3 Modifications for traffic sign detection
We have made the following modifications to improve the detection for our pur-
pose and types of images.

• Detection in half-spherical images: Our input images map on the upper half of
a sphere. Consequently, the same traffic signs can occur both at the left and
right boundaries of the image. In order to detect such situations, a strip of
the image from the left side is appended to the right side of the image at each
processing scale. Special care needs to be taken that detection results at the
left edge and right edge of the image are merged into one detection event if
necessary. However, it may also happen that two different signs are visible
at the both left and right boundaries of the image so that merging is not
performed in this case. To handle both merging and non-merging cases, a
horizontal circular distance measure has been incorporated in the detection
merging component.
• Normalization: In practice, problems are encountered in low-contrast image

regions leading to false detections. To address this problem, a custom nor-
malization function has been added that does not enhance feature values
in image regions with extremely low contrast. We have carefully optimized
this normalization function and obtained tuned parameter values for it by
exploiting positive training samples.
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• Detection of small signs: In order to detect small signs, the window size is
chosen to be only 40× 40 pixels, in which the outside border of 8 pixels is
trained with contextual information, effectively leaving 24×24 pixels for the
traffic sign. In order to detect even smaller signs than this minimum effective
size, each image is upscaled prior to the start of the detection processing.
With this algorithmic extension, we have detected signs of sizes as small as
20× 20 pixels. Smaller sizes are potentially possible, but the distinction of
the traffic sign category becomes too uncertain resulting in false detections.

3.6.4 Realized extension of color information
Traffic signs are designed to be easily noticeable for humans, often using bright
colors and high contrast. This indicates that color information provides essential
visual information for reliable detection of traffic signs. Therefore, several different
methods of including color information into the detector have been evaluated. The
first approach is to extract features independently from multiple color channels
and append these into one large feature vector. For this approach, the representa-
tions of various color spaces are compared to find the best performance. We have
found that the inclusion of color information has a significant positive impact on
the performance of the detector. Various color spaces have been evaluated for
detection, where it was found that CIELab and CIELuv provide the best overall
performance, with normalized RGB being a close contender.

Evaluation of two different color transformations in more detail has provided
the following insights and results. The first transformation uses the data with
a Gaussian Mixture Model, which is trained on positive training samples. The
second transformation is based on a custom color transformation that exploits
commonly occurring colors of traffic signs as prior knowledge. It has been shown
that the second proposed transformation further improves the performance com-
pared to the CIELab and CIELuv color spaces. Especially on classes where CIELab
and CIELuv show weak performance, the performance gain is significant, which
will be briefly summarized below.

3.6.5 Discussion on the requirements
Let us now evaluate to what degree the proposed detection technique meets the
stated requirements.
• Inventory performance: Our detection requirement states that the system must

detect 95% of the traffic signs in at least a single image. In these experiments,
only detection performance on single images was tested. Since most traf-
fic signs are visible in multiple images, a sign that is missed in one image
often can still be detected in other images. For this reason, it is acceptable
to obtain a single-image detection score that is lower than 95%. What the
requirement demands, is not the same as what we have measured here, i.e.
the performance of the detector per individual image. Therefore, in Chap-
ter 8, the detection score will be evaluated on a per-sign basis and using
the surrounding images, which will determine how well the overall system
actually meets the stated requirement.
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• Robustness: Our qualitative evaluation of the results suggests that the de-
tector is robust against moderate image distortions. Since our test dataset
contains a significant amount of realistic distortions due to the broadly vary-
ing conditions, the good detection performance indicates that the detection
can handle these various conditions quite well. From the results it can be
seen that the introduced color representations have significantly improved
the robustness of the system.
• Large-scale execution: This requirement will be addressed in the next chapter.
• Minimum bounding-box size: According to the requirement of three consec-

utive detections, road signs should be detected if they appear in the image
with a size of at least 18 × 18 pixels. As was discussed in Sect 3.3.3, the
proposed detector is designed to detect traffic signs that are at least 20× 20
pixels, which is slightly off the specified size of the requirement. This was
done because signs are more difficult to detect when they are smaller in the
image, and we have empirically determined that detections below 20× 20
pixels result in a decreased overall detection performance. In Chapter 8, this
size requirement will again be evaluated.
• Extensibility: Due to the use of generic machine learning techniques, it is

easy to extend the detector to support additional types of traffic signs, or
other objects. If the objects are other traffic signs from another country or
similar, the only required action is the creation of a new dataset and using
that dataset for learning those objects. However, if the additional objects are
visually very different from traffic signs (for example containing different
colors), it is plausible that our proposed color representation is no longer
optimal. In such a case, the color setting needs to be adapted and learning
of the new objects for detection is indispensable.
• Genericness: Due to the use of standardized machine learning, a single detec-

tor algorithm can handle the detection of all different types of traffic signs.
One important aspect that has not been addressed in this chapter is the com-

putational performance of the detector. Since the detector is the component that
processes the largest amount of data, it is vital that the runtime stays within rea-
sonable limits. This is especially challenging because our input images have an
ultra-high resolution, and the traffic signs have to be detected starting with a small
size. The next chapter will address a computationally efficient implementation of
the proposed detector to enable large-scale projects with a reasonable processing
time.
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“Anyone who believes exponential growth can go on forever in a finite world is either a madman
or an economist.”

Kenneth Boulding
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er 4 Efficient detector algorithm

4.1 Introduction
The previous chapter has described the algorithm for the sign detection stage of
the Traffic Sign Recognition (TSR) framework, which locates traffic signs within in-
dividual street-level images. The described approach consists of four components:
window scanning, feature extraction, classification and detection merging.

Of these components, the window scanning and feature extraction are clearly
the most complex processing stages, which involve a high amount of computa-
tions. More specifically, we have found that these starting stages account for more
than 90% of the computational complexity. For this reason, this chapter explores
the possibility to define a more elegant solution for the window scanning and
feature extraction, featuring less computations while preserving detection quality.
This elegant solution will be developed and implemented in this chapter.

4.1.1 Challenges for an efficient detector implementation
Efficiently implementing a detector algorithm is an important task because of
the broad variations in object appearance, lighting conditions, and so on. For this
reason, we reconsider the challenges for detection as already stated in the previous
chapter, particularly in Sect. 3.1.2. For this reason, we more closely inspect aspects
that have a clear influence on the efficiency. These aspects are largely different
from the challenges list from Sect. 3.1.2.

• Ultra-high resolution images (UHD): The input images have a UHD resolution
of 4,800×2,400 pixels, which is considerably higher than images that are
typically considered in the literature. This inherently leads to high computa-
tional requirements.

• Size range of signs: Since one of the goals of the detector is to find signs from
sizes ranging from 18× 18 pixels up to 374× 374 pixels, the detector should
process the image multiple times at different scales. In the previous chapter,
it was proposed to process each image on 45 scales to cover this broad size
variation.
• Large-scale execution: One of the aims of the TSR system is to process country-

wide datasets with a modest amount of computational resources, and within
a reasonable amount of time. In Sect. 2.3.2 a calculation of the maximum
allowable single-core processing time was made, based on the number of
available computational resources and the number of images that have to
be processed annually. This calculation has shown that the total processing-
time budget is 76.8 thread seconds per image.
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• Number of traffic signs: In the previous chapter it was explained that the traffic
signs can be divided into 20 sign appearance classes, as used by the detector.
This means that each of these 20 classes needs to be detected individually.
• Color information: The detector from Chapter 3 processes color by extracting

features from multiple color channels. Therefore, the detector processing
needs to be repeated for each color channel.

Summarizing, efficient detector implementation is challenging due to the
amount of available data (both in number of images as well as the resolution
of these images) and the need to repeat the detector processing multiple times,
for signs of varying sizes, different types of traffic signs and on multiple color
channels.

4.1.2 Chapter objective and implementation requirements
The objective of this chapter is to redesign the detector algorithm from the pre-
vious chapter and optimize it for an efficient implementation. This redesign and
implementation should satisfy the following high-level requirements.

• Efficiency: The computational load of the detector should be significantly
reduced, thereby enabling large-scale application of the TSR system. This
requirement is clearly conflictuous with a high detection performance, re-
sulting in a trade-off between the two aspects.
• Performance preservation: A possible redesign and implementation should not

significantly decrease the detection performance. To avoid problems, we will
aim at an algorithm with approximately the same detection performance.
• General-purpose software solution: The redesigned algorithm and its imple-

mentation should be portable to various standard workstations and PCs
(without severe restrictions). This restricts the choice of computing platforms
to a cluster of off-the-shelf general-purpose workstations with multi-core
processors. Besides this, when satisfying this requirement, the software code
should be enabled to execute anywhere in the network, which improves
flexibility in the operation.

The redesign of the detector algorithm and the efficient implementation is of
high relevance, since the detector is the only processing block where so many
iterations are made on the same image to identify possible traffic signs. Therefore,
a redesign of the detector algorithm is a serious option because of the excessive
amount of computations. At the same time, whatever algorithm is chosen, the per-
formance should be maintained to safeguard the high detection and classification
performance throughout the complete processing chain of the TSR system.

The remainder of this chapter is organized as follows. First a brief overview
of related work on efficient detector algorithms and their implementation is pre-
sented in Sect. 4.2. Next, the detector algorithm is analyzed from a computational
point of view in Sect. 4.3. Afterwards, Sect. 4.4 describes the implementation of the
feature extraction stage. In Sect. 4.5 a novel approach is chosen for the detection
principle to increase efficiency significantly. In Sect. 4.6, several benchmarks are
performed to measure and quantify the computational gain achieved by the new
algorithm. Finally, Sect. 4.7 concludes the chapter.
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4.2 Related work
The efficient implementation of a detection algorithm is highly dependent on
the choice of the detector. Due to the large body of literature dedicated to object
detection, we present a brief overview of some interesting approaches to effi-
ciently implement detector algorithms, where the approaches have been taken
from various detection problems (not necessarily traffic signs).

The Viola-Jones detector [59] is one of the first practical detectors designed for
face detection, and contains many innovations both with respect to the algorithm,
as well as its implementation and application. They propose to use integral images
to efficiently calculate Haar features. In addition, their cascaded AdaBoost classifier
leads to highly efficient classification decision making.

More recently, Zhu et al. [76] adopted a similar approach using HOG features.
They use integral images to speed up the feature calculations, and also use a
cascaded AdaBoost classifier, but now based on the HOG features. Although this
approach is interesting, this way of calculating features leads to a clear decrease
in detection performance compared to the regular multiscale HOG approach.

Many proposals exist to extract features in a more efficient manner, thereby
making a trade-off between efficiency and detection performance. An example is
the work by Chandrasekhar et al. [77], where a low bit-resolution feature descriptor
is proposed that can be more efficiently extracted from images. As a consequence,
the reduction in the number of bits causes the matching process to become more
efficient as well.

Another popular approach to increase computational efficiency is to use a
GPU implementation. This is pursued in the work by Pedersoli et al. [78], where
they propose a GPU implementation combined with a coarse-to-fine matching
approach. Other examples of GPU implementations can be found in [79][80], and
an example of an FPGA implementation can be found in [81]. For our system, a
coarse-to-fine approach is not suitable due to our requirement to detect very small
signs. In addition, our system will be limited to general-purpose CPUs.

Recently, Iandola et al. [82] have proposed an extremely efficient implementa-
tion of HOG features on a CPU. They were able to extract HOG features at 70 fps
on a multi-core CPU for images of 640× 480 pixels. Although their results are in-
teresting and impressive, it does come at the expense of a reduction in calculation
precision, which negatively influences the detection performance.

Also recently, Skibbe and Reisert [83] have published a paper about a
frequency-domain representation of a HOG detection system. In their proposal,
the main emphasis is on obtaining rotational invariance, using a dense voting
scheme based on the Holomorphic Filter framework. It is not the main purpose in
this work to increase the computational efficiency.

One similar and well-received work by Fleuret et al. [84] was developed in
parallel with our work and published just a little earlier than our work. It de-
scribes a method that is somewhat similar to our proposed system to speed up the
sliding window and classifier parts of the detector by using a frequency-domain
implementation. A key difference with our work is their approach of the multiscale
processing, for which our proposal in this chapter will show superior performance,
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especially when working with extremely high-resolution images1.
Summarizing, despite the large popularity of the Viola-Jones detector, the re-

ported results on fast implementations of that detector lead to lower detection
performance, so that it is omitted here for further investigation. This also holds
for some of the above alternatives. The approach of Fleuret et al. for a frequency-
domain solution is attractive because it enables to achieve the same detection
performance. It will be shown in this chapter that further optimization of compu-
tational efficiency is feasible when parts of the information processing used for
detection are also performed in the frequency domain.

4.3 Analysis of computational complexity
Our aim is to reconsider the straightforward implementation of a multiscale HOG
detector. To this end, we first have to analyze the intrinsic computational proper-
ties and problems of a multiscale HOG detector algorithm.

First, we will present a practical case study to estimate the number of calcu-
lations for a straightforward implementation of the detector that was presented
in the previous chapter. Afterwards, a more efficient ordering of the detector
components will be proposed.

4.3.1 Case study
As presented in the previous chapter, the detector consists of four components:
window scanning, feature extraction, classification and detection merging (see
Fig. 3.7). The computational complexity of the detection merging component is
negligible compared to the other components, so that it will will not be discussed
further in the remainder of this chapter. The first component called window scan-
ning is an expensive step as a fixed window is scanned across the image. At each
position of the window, the detector classifies if it contains a traffic sign or not,
thereby using the following steps of the pipeline. This process is repeated at 45
scales, in order to find traffic signs of arbitrary size within the specified range.

As was previously mentioned, computations are dominantly spent on the
window scanning, feature extraction and classification stages. The processing
time of these stages are all completely independent of the contents of the image,
and can therefore be estimated, which is solely based on the image resolution. For
the computational analysis, the following parameters are used. The image size
is 4,800×2,400 pixels, where each image is processed on 45 different scales, each
scale being a factor of 0.95 times smaller than the previous scale. At each scale,
the image is divided into non-overlapping cells of 8 × 8 pixels. In each cell, an
orientation histogram with 16 orientation bins is created, for each of the 5 color
channels that were described in Sect. 3.4. The window spans exactly 5 × 5 cells,
and is moved in increments of 1 cell.

The previous chapter has presented Eq. (3.2) and Eq. (3.3), describing the

1Sometimes, new approaches are considered to be trivial at first glance and then later when better
understood acknowledged as highly elegant so that publications may become delayed.
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feature extraction as follows

hi,j,k =

xi+N∑
x=xi−N

yj+N∑
y=yj−N

int(x, xi, N)× int(y, yj , N)×

int(p(x, y)ori, kori,
2π

M
)× p(x, y)mag. (4.1)

Here hi,j,k is the value of the k-th orientation bin (centered around kori) in
the histogram at pixel location (xi, yj) in the image. The size of the image cells
is N × N pixels and the number of bins in the orientation histogram is M . The
orientation and magnitude of a pixel at location (x, y) are denoted as p(x, y)ori
and p(x, y)mag , respectively, and were defined in Eq. (3.2) as

pmag =
√
p2x + p2y, (4.2)

pori = arctan2(py, px). (4.3)

For completeness, we indicate that the function arctan2 is the standard function
of the direct conversion of angles to inverse tangential values (without sign un-
certainties). The int function is the triangular interpolation function, which was
defined in Eq. (3.4) as

int(a, b, c) = 1−min(1,
|a− b|
c

). (4.4)

Let us now estimate the number of operations required to perform this de-
tection algorithm from Chapter 3 a typical image. A high-level overview of the
straightforward implementation of the HOG detector is shown in Algorithm 4.1.
It should be noted that in a modern multi-core CPU, memory-access patterns can
have a significant impact on the computational effort. However, this aspect is more
difficult to quantify and will be ignored in the analysis. Another simplification
that is made in the upcoming analysis is that all operations are assumed to be
native DSP operations, which is a valid assumption for modern processors. Some-
times, in practice, operations like square-root, arctan2 or division are significantly
more time consuming than a simple addition or multiplication. In such cases,
often approximated functions are used to simplify the calculation. The obtained
estimate is a fairly realistic approximation of the computational effort.

It was calculated in the previous chapter that for each image the sliding win-
dow is moved across 36.5 million different positions. At each of these positions,
features should be extracted and classified. Using Eq. (4.1), we can calculate the
number of operations for each feature that should be extracted, which involves
(2N)2 = 256 pixels. For each pixel, the gradient can be extracted using 2 sub-
tractions. A transformation to a magnitude/orientation representation adds an
additional 5 operations: 2 multiplications, 1 addition, 1 square-root and 1 atan2
operation. The interpolations of the different contributions use 5 operations each:
2 subtractions, 1 minimum operator, 1 division, and 1 absolute value calcula-
tion. The multiplications of these elements generate 3 additional multiplications.
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list DetectTrafficSigns(Image Im) {

// The detected signs will be stored in this list.
list detection_result;

// Iterate over all scales.
for (int scale=0; scale<45; ++scale) {

// Resize the image.
float scaling_factor = pow(0.95, scale);
Image scaledIm = Resize(Im, scaling_factor);

// Move the sliding window across the image.
int highest_y = scaledIm.height - window_height;
int highest_x = scaledIm.width - window_width;
for (int y=0; y<highest_y; y += CellSize) {

for (int x=0; x<highest_x; x += CellSize) {

// Extract the features.
FeatureVector features
= ExtractFeatures(scaled_image, x, y);

// Iterate over the appearance classes.
for (int c=0; c<nr_appearance_classes; ++c) {

// Classify the features.
bool traffic_sign = classify(c, features);
if (traffic_sign) {
// Store the detection.
detection_result.add_detection(c,x,y,scale);

}
}

}
}

}
MergeDetections(detection_result);
return detection_result;

}

Algorithm 4.1 — High-level pseudocode description of a straightforward implementation of the
HOG detector algorithm from Chapter 3.

This leads to a total of 256 × (2 + 5 + 3 × 5 + 3) = 6, 400 operations per feature.
Each cell contains 16 features for each of the 5 color spaces, leading to a total of
16×5×6, 400 = 512k operations per cell. Each sliding window contains 5×5 cells,
leading to a total of 12.8M operations per window location, for just the feature
extraction. The window contains a total of 5×5×5×16 = 2000 features. To classify
these features using a linear Support Vector Machine (SVM), an additional 4000
operations are needed for the multiplications and additions. This gives a total of
12.804M operations per position of the sliding window. For an entire image, the
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total would then be 467.346T operations. A modern multi-core CPU can perform
approximately 100 GFLOPs (using all cores) in a best-case scenario. Using this
number, we obtain a quick approximation for the execution time of 4,673 seconds,
or 1 hour and 17 minutes per image. This is clearly unacceptable for our large-scale
application, and therefore a more efficient algorithm is required.

4.3.2 Reordering of processing steps to improve efficiency
The order of the processing steps as presented in the previous chapter, was mainly
chosen for conceptual reasons, but it appears not very efficient from a computa-
tional point of view. Therefore, we already introduce here a first optimization step
that is not novel but is commonly applied also in literature [25].

Since adjacent detector windows have a significant amount of overlap, it is not
efficient to recalculate features for each new position of the sliding window. By
swapping the order of the feature extraction and window scanning processing,
it becomes possible to extract features only once for the entire image scale. In
this arrangement, the features are already pre-calculated at each new position of
the sliding window, so that only the correct values needs to be retrieved. This
reordering of operations forms the first significant reduction of the computational
complexity, since many redundant feature calculations can be omitted. This ap-
proach is described in more detail in Algorithm 4.2

After the reordering, there are now two detector parts that cost a considerable
amount of computational effort: (1) the calculation of the features and (2) the
sliding window and classification. Both parts will be discussed in detail below.

4.4 Faster implementation of Feature extraction
We will now proceed to apply optimizations to different parts of the detector. The
improvements to the feature extraction described in this section can be considered
to be clever engineering and have not been published in literature, but since they
do affect the implementation efficiency, we have decided to include them in this
chapter. The next section will contain more advanced algorithmic optimizations
to the sliding window and classification components that have been published [3].

The feature extraction step is one of the most computationally intensive steps
in the detector algorithm, and therefore an efficient implementation would be
highly desirable. In the previous section, a straightforward implementation of
Eq. (4.1) was assumed. In this section, we aim at a faster implementation of the
feature extraction exploiting two improvement steps.

This equation correctly shows the calculation of a single feature value, but for
several reasons a straightforward implementation is not very efficient, which are
briefly discussed below.

• Weighting of pixel influence. First, it should be observed that there is a trian-
gular weighting function in the HOG transform for determining the pixel
influence. The actual transform operates on 8 × 8 pixel cells but the con-
tribution of pixels measured from the center of a cell is weighted with a
triangular function. The weight is inversely proportional to the distance
from the center and governed by the maximum value of one of the pixel
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list DetectTrafficSigns(Image Im) {

// The detected signs will be stored in this list.
list detection_result;

// Iterate over all scales.
for (int scale=0; scale<45; scale++) {

// Resize the image.
float scaling_factor = pow(0.95, scale);
Image scaledIm = Resize(Im, scaling_factor);

// Extract the features for the entire image.
FeatureVector features = ExtractFeatures(scaled_image);

// Move the sliding window across the image.
int highest_y = scaledIm.height - window_height;
int highest_x = scaledIm.width - window_width;
for (int y=0; y<highest_y; y += CellSize) {

for (int x=0; x<highest_x; x += CellSize) {

// Copy the correct set of features.
FeatureVector local_features
= CopyLocalFeatures(features, x, y);

// Iterate over the appearance classes.
for (int c=0; c<nr_appearance_classes; c++) {

// Classify the features.
bool traffic_sign = classify(c, local_features);
if (traffic_sign) {
// Store the detection.
detection_result.add_detection(c,x,y,scale);

}
}

}
}

}
MergeDetections(detection_result);
return detection_result;

}

Algorithm 4.2 — High-level pseudocode description after reordering the feature extraction and
sliding window steps, as presented in Sect. 4.3.2.

coordinates. This leads to triangular parts of the weighting function. More
specifically, values farther than N pixels from the center of the cell do not
contribute to the feature values of the cell. The total window for measuring
the pixel influence involves 4 cells, so that succeeding cells have 50% overlap
in both dimensions. Summarizing, the computation of the HOG transform
is limited to the size of one cell only.
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• Restriction of the orientation dimensions. Furthermore, each pixel only con-
tributes to the two orientation bins that are closest to its orientation value,
and not to any of the other orientation bins. That is, the measured gradient
for the actual pixel is mapped on an orientation scale from −π to +π, where
the gradient effectively is influencing the two involved bins, containing that
measured orientation. There are two bins involved here because the orien-
tation bins have also an overlap of 50%, like the cell window discussion
above.

These two observations can be exploited to improve the efficiency of the compu-
tation for the HOG transformation, which is worked out in Sect. 4.4.1.

4.4.1 Approaches for efficiency improvement.
The improved computation involves two steps: (A) Efficiency through reformula-
tion, and (B) Selective computation and lookup tables.

A. Efficiency through reformulation
Given the above aspects, the computation can be made more efficient by
calculating only pixels that have a real influence and also computing the two bins
only that can change at a certain position. Hence, we can iterate over the pixels
and for each pixel only update the orientation bins that are actually affected
by that pixel. Since the spatial triangular windows overlap each other by 50%,
each pixel contributes to 4 cell histograms. For each of those histograms, the two
bins covering the computed gradient orientation of the pixel are affected. This
means that a total of 8 individual bins are affected by each pixel. In this way,
our approach is becoming an updating algorithm of selected histogram bins,
rather than direct computations of histograms per cell. The selection of involved
histograms and bins to be updated can be calculated using the following indices:

ilower = b x
N
c,

iupper = ilower + 1 mod W,

jlower = b y
N
c,

jupper = jlower + 1 mod H,

klower = bMpori
2π

c,

kupper = jlower + 1 mod M.


(4.5)

Here W and H are the width and height of the image, respectively, expressed
in HOG cells (at the current scale). To calculate the contribution to each of the
affected features, the following scaling factors are introduced, which represent
the weight of the triangular interpolation function on the affected HOG features.
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These scaling factors are real numbers within the unity interval and computed by:

Sx,upper =
x mod N

N
,

Sx,lower = 1− Sx,upper,

Sy,upper =
y mod N

N
,

Sy,lower = 1− Sy,upper,

So,upper =
Mpori mod 2π

2π
,

So,lower = 1− So,upper.


(4.6)

Using these scaling factors, the following update equations for the computed
HOG features can be derived, describing the exact influence of a single pixel on
the 8 affected bins (HOG features). These update equations can be efficiently
summarized as the 8 possible permutations of the following equation:

h
(n)
ia,jb,kc

= h
(n−1)
ia,jb,kc

+ Sx,aSy,bSo,cpmag ∀a, b, c ∈ {lower, upper}. (4.7)

In Eq. (4.7) the superscripts denote the index for iteration to indicate that the
previous term is updated. This specification completes the reduced amount of
computations for the HOG features. The next step involves a further reduction of
the HOG features, even more focussing on a critical selection.

B. Selective computation and lookup tables
Now that the equations for an efficient updating scheme for the feature values
have been established, an efficient way to implement them is considered. It is
first assumed that the innermost loop over the pixels will go in the x direction.
From this assumption, it can deduced that the values of jlower, jupper, Sy,lower
and Sy,upper are constant for each row of pixels. Therefore, these values have to
be computed only once per row. Since this is much lower in frequency than the
changing parameters in the inner loop, these calculation efforts can be omitted for
optimization. Next, it can seen that the values of ilower, iupper, Sx,lower and Sx,upper
only depend on the value of x, so that they are identical at each row. This sepa-
rability property means that a single row of these values can be pre-computed,
and a memory lookup can be performed to find the correct values for any coor-
dinate value of x. With these considerations, the remaining calculations involve
the computation of the indices klower, kupper, So,lower and So,upper. Since division
and the modulo operation can be relatively expensive, it makes sense to eliminate
them from the equations. By pre-defining the value of the constant M/2π, the cal-
culation of klower is simplified to a single multiplication. The calculation of kupper
can be performed using a small lookup table, since the value of M is relatively
small, thereby avoiding the modulo operation. The same constant M/2π can be
employed when calculating So,upper, and by changing the order of operations, the
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modulo operator can be replaced by the following computation:

So,upper =
M

2π
pori mod 1,

=
M

2π
pori − b

M

2π
poric.

 (4.8)

This computation leads to a fractional value within the unity interval. This elimi-
nates the most expensive (frequent) operations from the inner loop. The combina-
tion of both aspects in this section speeds up the computation of the HOG features
in such a way that the execution speed of the remaining code becomes bounded
by memory access rather than the remaining computations. The next subsection
evaluates the influence of the approaches for the reduction of the computations
presented above.

4.4.2 Evaluation of computational gain
To evaluate the computational gain of the optimized detector, the number of
calculations that are required just for feature extraction on a single image scale
are calculated, both for the straightforward implementation as well as for the
optimized algorithm. The image scale in this calculation is chosen to be equal to
the native image resolution of 4,800×2,400 pixels, which corresponds to 4800

8 ×
2400
8 = 600× 300 = 180,000 HOG cells.

In the straightforward algorithm, features are extracted for each position of
the sliding window. The sliding window can be positioned on each HOG cell in
the image, so the number of possible sliding window positions is equal to the
number of HOG cells. It was calculated in Sect. 4.3.1 that each position of the
sliding window requires 12.8M operations to extract features. This leads to a total
of 180k × 12.8M = 2.3T operations for feature extraction at one image scale.

The sliding window covers 5× 5 HOG cells. This means that each cell in the
image falls within 25 different positions of the sliding window. The reordering
of operations described in Sect. 4.3.2 eliminates this redundancy and therefore
reduces the number of calculations for feature extraction by exactly a factor 25.
This leads to a required operations count of 2.3T/25 = 92.16G operations.

The reformulation from part A. in Sect. 4.4.1 requires a new calculation to
assess the number of computations. The number of operations can be calculated
on a per-pixel basis. The number of operations to compute the gradient magnitude
was calculated as 7 in Sect. 4.3.1. Next, the indices from Eq. (4.5) should be calcu-
lated, which cost 11 operations. The calculation of the contribution factors from
Eq. (4.6) evaluate to 10 additional operations. Finally, updating the feature values
using Eq. (4.7) costs 32 operations. This brings the total number of calculations
per pixel to 5× (7 + 11 + 10 + 32) = 300. This allows the calculation of the total
number of computations for a single image scale using this method, which equals
4,800×2,400×300 = 3.456G operations. This results in a significant reduction of
roughly a factor of 27 when applying method A.

Finally, part B of Sect. 4.4.1 describes further optimizations, which can be evalu-
ated as follows. The values of jlower, jupper, Sy,lower and Sy,upper can be calculated
once per row in the image, leading to 2,400×6 = 14,400 operations. Parameters
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ilower, iupper, Sx,lower and Sx,upper are no longer computed, as their values are
retrieved from a lookup table. The value of klower costs 2 operations to compute,
while the value of kupper again comes from a lookup table. The value of So,upper
requires 3 operations, and the value of So,lower costs only 1. This leads to a total
amount of 5×(14,400+4,800×2,400×(2 + 3 + 1)) = 345.672M operations, which
yields another reduction with a factor of 10.

4.5 Implementation of sliding window and classification
In the previous section, the computational efficiency of the feature extraction
stage has improved significantly. The remaining performance-critical part of the
detector from a computational point of view consists of the sliding window and
classification components. In these components, a sliding window is scanned over
the image, while at each position a feature vector is extracted, which is scored and
labeled by the classification algorithm. In this section we propose a new, efficient
implementation of both components. Three different approaches are considered,
each building on ideas and weaknesses identified in the preceding approach. The
first approach is based on pixel-based processing. The second approach will use
the frequency domain to enhance computation efficiency, while the third approach
addresses several shortcomings of the second approach.

In the previous section, the sliding window, feature extraction and classifica-
tion have been implemented as completely individual steps. Now it is examined
whether it is beneficial to combine one or more of these steps. First the classifica-
tion algorithm is discussed in more detail from a computational point of view and
then the three approaches are investigated.

4.5.1 Pixel-domain approach
In the previous chapter we have adopted a linear SVM classifier for detection,
due to its efficiency, robustness and generic nature. In a linear SVM, each fea-
ture is multiplied by a corresponding weight and these weighted features are
accumulated to form the classification. This process is formally described by:

y =

n∑
i=1

xiwi . (4.9)

Output y is an indicator for the likelihood that a traffic sign is located in one of the
positions of the sliding window. The features extracted from the sliding window
are denoted as xi, and the corresponding SVM weights are represented by wi.

The approach proposed in this subsection is based on performing the sliding
window with HOG feature calculation for the whole image and then imposing the
SVM calculation as a linear filtering operation on that feature data. This approach
will lead to the same result as the straightforward implementation, but with the
advantage that the dimensions represent images that are only addressed once
for performing simple operations. Moreover, many of those operations have the
character of linear filtering for which an efficient execution can be obtained.

The algorithm for this approach based on the above principle. When examining
the combination of feature extraction obtained with the sliding window and the
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Figure 4.1 — Overview of computations in a regular sliding window process. The filtering
operation is performed once for each class per feature map, and the corresponding results are summed
up per class.

linear SVM, it becomes clear that this is rather similar to a regular image filtering
operation. The weights of the SVM correspond to the filter kernel and the features
correspond to the image that is being filtered. The only difference in this analogy
is that for each cell there are multiple features, while images typically only have
three values per pixel.

The features extracted from each of the cells in the image consist of an orien-
tation histogram with M bins. By splitting both the features as well as the SVM
weights into M separate feature maps, the combination of the sliding window and
the linear SVM can be described as a series of M image filtering operations, see
Fig. 4.1. To obtain the final classification result, the results of these M filtering
operations should be summed and thresholded. These operations should be re-
peated for each of the different traffic sign appearance classes for which a detector
has been trained. An overview of these image filtering operations is shown in
Fig 4.1, and pseudocode is shown in Alg. 4.3.

In the approach described in Sect. 4.3.2, at each position of the sliding window,
the relevant features are copied to a temporary variable and then passed into
the linear SVM classification function. When implementing these operations as a
series of filtering operations, the copying of the feature vector at each location is
effectively omitted, and the unnecessary overhead caused by the function calls is
removed as well.

The complexity of these operations can be established as O(WHMCAK2),
where (W,H) are the dimensions of the image expressed in cells of N ×N pixels
and M is the number of bins in the orientation histogram. The number of color
channels is denoted by C, the number of appearance classes is A and finally, the
size of the SVM kernel is K ×K cells.

Although the described algorithm has distinct advantages for efficiency, it will
become clear that this algorithm can be outperformed by even better concepts. We
have discussed it as a first reference for pixel-domain processing.
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list DetectTrafficSigns(Image Im) {

// The detected signs will be stored in this list.
list detection_result;

// Iterate over all scales.
for (int scale=0; scale<45; scale++) {

// Resize the image.
float scaling_factor = pow(0.95, scale);
Image scaledIm = Resize(Im, scaling_factor);

// Extract the features for the entire image.
FeatureVector features = ExtractFeatures(scaled_image);

// Iterate over the appearance classes.
for (int c=0; c<nr_appearance_classes; c++) {

// The result will be accumulated here.
ResultMap result_map(features.width, features.height);

// Iterate over the different feature maps.
for (int feat_map=0; feat_map<M; feat_map++) {

// Add the result of the filter operation to the result.
result_map += filter(features[feat_map], SVM[c, feat_map]);

}

// Iterate over the result map and find detections.
for (int y=0; y<=result_map.height; y++) {

for (int x=0; x<=result_map.height; x++) {

if (result_map[y, x] > threshold[c]) {
// Store the detection.
detection_result.add_detection(c,x,y,scale);

}

}
}

}
}
MergeDetections(detection_result);
return detection_result;

}

Algorithm 4.3 — High-level pseudocode to describe the pixel-domain approach (Sect. 4.5.1)

4.5.2 Direct frequency-domain approach
It is well known that image filtering can be performed efficiently in the frequency
domain for kernels larger than a certain size. The convolution operator can be
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Figure 4.2 — Overview of computations in the direct frequency-domain approach from Sect. 4.5.2.
Note that the dot operator indicates an element-wise multiplication of complex numbers.

performed as a simple pointwise product in the frequency domain, which is signif-
icantly more efficient than in the pixel domain. Another advantage of frequency-
domain methods is that they are completely insensitive to the size of the kernel.
However, the Fast Fourier Transform (FFT) and its inverse transformation are rela-
tively expensive operations that impose a certain amount of overhead. To perform
the filtering in the frequency domain, the kernel is first zero-padded to increase
its size to be identical to that of the feature map2.

One further important optimization that can be made to the frequency-domain
approach is a reordering of operations. Since the frequency transform is a linear
transformation, the summation of the results of the M filtering operations can be
performed in the frequency domain prior to the inverse transformation. This has
the clear advantage that a factor M less inverse transformations need to be per-
formed. An overview of the computations is shown in Fig. 4.2, and a pseudocode
description is shown in Alg. 4.4.

In general, the FFT has a complexity of O(n log n) for inputs of size n. This
means that the complexity of this approach using sliding window and direct
frequency-domain processing is O(WHMCA logW ). It can be directly observed
this complexity is completely independent of the size of the SVM kernel.

Since the feature map has a different size for each image scale that is processed,
the kernel maps should be zero padded to a different size prior to each transfor-
mation, and thus they cannot be cached in memory. This limits the computational
gain that can be achieved, for which another solution will be proposed.

The major difference between this algorithm and the previous pixel-domain
algorithm is the efficient use of the FFT and the associated benefit of performing
products instead of convolutions of filters. The next section refines this approach
further because it will turn out that the FFT can be used selectively.

2To be more accurate: both are usually zero-padded to an even larger size for which an efficient
FFT implementation is available, such as powers of 2 or multiples of certain integers. This enlargement
is significantly outweighed by the improvement in efficiency.
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list DetectTrafficSigns(Image Im) {
// The detected signs will be stored in this list.
list detection_result;

// Iterate over all scales.
for (int scale=0; scale<45; scale++) {

// Resize the image.
float scaling_factor = pow(0.95, scale);
Image scaledIm = Resize(Im, scaling_factor);

// Extract the features for the entire image.
FeatureVector features = ExtractFeatures(scaled_image);

// Transform the features to the frequency domain.
FFTFeatures fft_features = fft(features);

// Iterate over the appearance classes.
for (int c=0; c<nr_appearance_classes; ++c) {

// The result will be accumulated here.
FFTResultMap fft_result_map(features.width, features.height);

// Iterate over the different feature maps.
for (int feat_map=0; feat_map<M; ++feat_map) {

// Transform the SVM kernel to the frequency domain.
FFTFeatures fft_SVM = fft(SVM[c, feat_map]);

// Add the result of the filter operation to the result.
fft_result_map += multiply(fft_features[feat_map], fft_SVM);

}

// Transform result map back to pixel domain.
ResultMap result_map = ifft(fft_result_map);

// Iterate over the result map, find and store detections.
for (int y=0; y<=result_map.height; ++)y {

for (int x=0; x<=result_map.height; ++x) {
if (result_map[y, x] > threshold[c]) {
detection_result.add_detection(c,x,y,scale);

}
}

}
}

}
MergeDetections(detection_result);
return detection_result;

}

Algorithm 4.4 — High-level pseudocode for the direct frequency-domain approach (Sect 4.5.2).
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Figure 4.3 — Schematic view of the final proposed optimized algorithm (Sect. 4.5.3). The FFT
SVM kernels can be stored in memory and do not need to be recomputed.

4.5.3 Our proposed approach
It is possible to split the filter operation in the frequency domain into smaller
parts, using the overlap-add method. Instead of completely filtering the entire
feature map, it can be filtered on a tile-by-tile basis, where the size of the tiles is
fixed. This will prove to be a large benefit later, as all images have the same size
now and some data can be kept in memory all the time during execution. The
tiles need to be chosen with some amount of overlap, and the filter responses in
these overlapping regions should be added. This overlap causes a certain amount
of computational overhead in this approach, but the significant advantages will
become apparent later. Both the splitting of the feature maps into overlapping
tiles at the start of the pipeline, as well as the reconstruction of the full-size result
from the intermediate images at the end of the pipeline, are performed in the
pixel domain. The overlap-add method can be described for a one-dimensional
convolution as follows:

y[n] = x[n] ∗ h[n] ≡
M∑
m=1

h[m] · x[n−m]. (4.10)

Here the filter specified by h[n] is zero outside of the region [1,M ]. First, x[n] is
split into smaller segments xk[n] of size L (L < W ) as follows:

xk[n] ≡

{
x[n+ kL] n = 1, 2, ..., L;

0 otherwise.
(4.11)

The original signal x[n] can be reconstructed from the segments using:

x[n] =
∑
k

xk[n− kL]. (4.12)

Applying the previous equation, the convolution can be split into smaller pieces
such that

y[n] =

(∑
k

xk[n− kL]

)
∗ h[n] =

∑
k

xk[n− kL] ∗ h[n]. (4.13)
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Figure 4.4 — Overview of the overlap-add process for a single kernel. In our proposed system,
multiple kernels are used and their results are accumulated in the frequency domain.

Note that the results of the segmented convolutions overlap each other, and
in these areas the results should be accumulated. This partitioning technique can
be extended to operate in two dimensions by implementing it along both image
axes. This procedure is visualized in Fig. 4.4. An overview of this approach in the
detector can be seen in Fig. 4.3.

There are several important advantages of our proposed approach, which
make the new algorithm inherently attractive.

• Re-use of kernel maps: The kernel maps are computed on image basis for
each scale. This means that the maps can be re-used locally for each of the
image scales, because all scales are processed per tile (small sub-region). This
drastically limits the number of different kernel maps that are used in the
frequency domain.
• Storage of SVM filters in frequency domain: All filtering operations now occur at

a fixed tile size, whatever the considered scale is, so that the SVM filters can
be cached in their frequency-domain representation. This effectively means
that a large portion of both the forward and inverse FFT transformations are
eliminated and the remaining FFT transformations are minimized. Needless
to say that this property enormously improves the execution performance.
• Tile-based processing: The memory usage is completely de-coupled from the

resolution of the input image, as we convert the processing from variable
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image size to fixed tile-size processing. This means that the size of the mem-
ory will not pose a problem when the resolution of the images is increased
in the future.

The only remaining necessary forward transformations are the M transforma-
tions of the feature maps, which are now performed on a tile-by-tile basis, while
the single remaining inverse transformation is to transform the result back to
the pixel domain (also performed on a tile-by-tile basis). If the tile size is chosen
at 100 × 100 cells, each transformed kernel consumes about 78.1 kB of memory
(stored as complex single-precision floating-point values), resulting in the storage
of thousands of kernels in the cache memory of a modern PC.

By profiling this design, it was found that the FFT transformations no longer
constitute the largest part of the computational load of the sliding window and
classification stage. Instead, the operations in the frequency domain now dominate
the computational performance: the point-wise multiplication of feature tiles and
SVM kernel tiles, as well as the summation of the resulting tiles. This indicates
the strength of our approach, as these are efficient operations. To further improve
the performance, an efficient SIMD implementation is implemented for these two
operations.

For a typical number of 48 feature maps and 20 object classes, the number of
FFT and inverse transformations has been reduced from 1,028 in the direct FFT im-
plementation to only 68 with our proposed algorithm, including the optimization
measures. This forms an impressive reduction of a factor 15 in native execution,
although the overlap-add process does incur some overhead.

4.6 Experiments
To evaluate the performance improvement of our proposed technique for
performing the sliding window stage in the frequency domain, we compare our
system to a normal pixel-domain implementation, for which a standard of the
OpenCV 3 library is used. This function is the so-called filter2D operation, which
implements a 2D FIR filter. Please note that the filter2D function automatically
switches to a frequency-domain implementation for the kernels in our experiment
that are larger than 10× 10 pixels. Additionally, we compare the performance to
the previously described direct frequency-domain implementation, in which for
each convolution two FFTs and one Inverse Fast Fourier Transform (IFFT) are
performed. For the frequency transforms, the FFTW library 4 is used. To enhance
the execution speed, we have improved this library function by implementing
the complex multiplication and additions with SSE-optimized functions5. For
our experiments, all reported experimental execution times later in this section,
are based on taking the average of 50 executions, and the indicated measured
time consists exclusively of the sliding window and classification stages of the
detector only. Hence, feature extraction is excluded from these measurements.

3http://opencv.org/
4http://www.fftw.org/
5SSE stands for SIMD type of instructions to perform multiple computations in parallel with one

instruction pipeline.
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(b) Effect of the number of feature maps on performance.
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(c) Effect of the number of classes on performance.

Figure 4.5 — Experimental results of our benchmarks. Experiments are performed on a PC with
Windows-7 OS and a CPU Core i7 920, single-threaded. Processing times are in seconds, for feature
maps of 600× 300 cells.
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The image is processed at a single scale. It should be noted that the execution
time is independent of the content of the image, so the tests are performed on a
single, representative image, taken from the same dataset that was used in the
previous chapter. Three different experiments are performed, and their results are
visualized in Fig. 4.5.

In the first experiment, shown in Fig. 4.5(a), the size of the kernel is varied,
and the effect on the execution time of the three different implementations is
compared. In this experiment, the number of feature maps is set to 48, and the
number of classes to 20. The strong increase in processing time of the OpenCV
implementation is due to the automatic switch to an FFT-based implementation
for kernels larger than 10× 10 cells. As expected, it can be seen that the execution
times of the FFT-based methods are hardly affected by the size of the kernel.

In the second experiment, shown in Fig. 4.5(b), the number of feature maps
is varied, and the effect on the execution time of the three different implemen-
tations is measured. The size of the kernel is set to 8 × 8 cells, and the number
of classes to 20. It can be observed that the execution time of all three systems
increases linearly with the number of feature maps, however, the small growth of
the execution time of our proposed algorithm is clearly the most attractive.

In the last experiment, shown in Fig. 4.5(c), the number of appearance classes
is varied, and the effect on execution time is reported. The kernel size is set to
8× 8, and 48 feature maps are used. Again, the execution time of all three systems
is linear with the number of appearance classes, while our proposed system yields
the lowest slope. It can be seen that our proposed approach can easily scale to
hundreds of different appearance classes with only a small increase in execution
time.

Let us now evaluate the performance for our desired application. For a typical
configuration of 20 classes, 48 feature maps and 8 × 8 kernels, the processing
time is reduced by a significant factor of 5.3, compared to the OpenCV-based
pixel-domain implementation. The previous benchmark results are for only one
part of the detection algorithm, the sliding window stage and only on a single
processing scale. In order to validate how big the performance gain is in a more
realistic setting with multiple scales and feature extraction processing, we have
also performed a benchmark of the complete detector, including reading 20 MPixel
images from the network, pre-processing, feature extraction on 45 image scales,
mean shift clustering of results and writing them to disk. We have found that in
this scenario, the performance gain is obviously less large than when measuring
the sliding window stage in isolation, but still amounts to a reduction of 28% in
the total execution time.

It should be noted that the previously mentioned overall improvement in
execution time is based on redesigning the sliding window and classification
stage. Evidently, other stages of the processing can be optimized as well, so that
a higher reduction can be obtained. This research was beyond the scope of this
work, but offers interesting options for future work.
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4.7 Summary and conclusions
This chapter has presented a newly designed efficient implementation of the first
detector algorithm that was described in the previous chapter. The objective for
this chapter was to reduce the computational load while having minimal effect
on the generated detection results. The desired implementation should satisfy the
high-level requirements summarized below.

The algorithmic changes resulting from efficiency improvements should have
a minimal effect on the detection accuracy. The computational load of the detector
should be significantly reduced. The optimized algorithm should be compatible
with the available computational resources, i.e. off-the-shelf workstations with
multi-core processors.

4.7.1 Feature detection approach and fast implementation
The adopted detector algorithm techniques are based on the HOG transform,
followed by SVM classification within the sliding window processing. The com-
plete algorithm encompasses several key components: sliding window scanning,
feature extraction, classification and detection merging. The detection merging
component has not been further elaborated and redesigned in this chapter, since
it requires a negligible amount of computation time compared to the other com-
ponents.

The feature extraction processing has been optimized with respect to two
aspects.

• Component reordering: By reordering the processing components such that
feature extraction is performed prior to the sliding window component,
many redundant feature extraction calculations can be avoided. This redun-
dancy is caused by the gradual shifting of the window capturing the context,
thereby creating overlapping regions. The reordering effectively reduces the
overlap in the processing of samples significantly with a factor of 25 even
without performance loss.
• Feature extraction optimization: The implementation of the feature extraction

was optimized in two ways: (1) only updating those feature values that are
affected by each pixel, and (2) eliminating expensive operations from the
inner pixel loop by using lookup tables. The implementation of the first
aspect yields an impressive reduction of the number of operations of a factor
27, while the second aspect decreases the operations count with a factor of
10. The overall improvement factor with respect to operations then amounts
to 270.

Some of the previous improvements are not unique and shared by other re-
ported implementations. The following improvement is novel and establishes a
significant contribution. It is based on an integrated approach of the HOG trans-
formation and the SVM processing.

4.7.2 Detection and classification in the frequency domain
The concatenated sliding window and classification stages are jointly optimized
in several steps leading to a new architecture. The properties of the new algo-
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rithm are as follows. First, we have recognized that the combination of the sliding
window and a linear SVM classifier is the same as a normal image filtering opera-
tion. Second, we have chosen to perform this filtering operation in the frequency
domain, to increase the efficiency of the involved computation and implemen-
tation. Third, instead of reusing the images as an input, the SVM kernels are
cached in working memory and used as an input. By doing so and implementing
the frequency-domain processing on a tile-by-tile basis, a large number of FFT
operations can be eliminated. This leads to the following large benefits.

• Minimized FFT transformations: As a result, the only remaining transforma-
tions in the system are the forward transformations of the feature maps
and the inverse transformations of the result maps, which is a factor 15 less
than a direct FFT implementation, for the presented case of 20 classes and
48 feature maps.
• Local independent memory usage: Tile-by-tile processing is used in the fre-

quency domain using only local memory workspace, suitable for further
parallel execution exploitation. Furthermore, the memory usage of this ap-
proach is completely independent of the input image resolution, which is
useful for any future increase in resolution.

The experiments show that the computation time of the proposed algorithm
is insensitive to the size of the kernel. Furthermore, it scales much better with
respect to both the number of appearance classes and the number of feature maps.
In conclusion, the scalability of our algorithm has been clearly improved. Our
benchmarks show that for a typical configuration of 20 classes and 48 feature
maps, the processing time is reduced by a factor of 5.3. When jointly executing
all of the feature extraction and detection components in the benchmark, we have
found that the overall processing time is reduced by 28%.

The detector is the most computationally intensive component in the Traffic
Sign Recognition (TSR) system. This is due to the fact that it needs to process
the largest amount of input data, i.e. original image data. Therefore, an efficient
implementation of this component is essential due to the large-scale deployment
of our TSR system in practice. This is relevant since the total framework should
be capable of executing at country-wide scale, as well as dealing with ultra-high
resolution input images in the database. The detection stage is generic in nature
and can be quickly adapted to the traffic signs of other countries. Any size changes
of the signs can be addressed automatically by the scales in processing, while the
template differences between signs of different countries can be quickly relearned
by retraining the SVM engines. The efficient implementation enables the detec-
tor to handle both the large scale of the dataset, as well as the large number of
appearance classes, thereby proving its feasibility in practice.

The above discussion brings us to the next chapter which addresses the sub-
sequent stage of processing: categorization of detected signs. Also there, similar
generic elements like SVM and generic feature extraction will be exploited.
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“Everything should be made as simple as possible, but not simpler.”

Albert Einstein

C
ha

pt
er 5 Categorization of detected road

signs

5.1 Introduction
5.1.1 Preliminary situation
The previous chapters have described the sign detection stage of the Traffic Sign
Recognition (TSR) framework, which aims at the efficient retrieval of all signs vis-
ible within the individual street-level images. The presented detection algorithms
focus at identifying the pixel bounding-box coordinates of all present signs, using
independent detectors per sign appearance class (e.g. blue circular signs), which
detect all objects that have a similar appearance as the traffic signs contained
within the sign class of interest.

In this chapter, we focus at the categorization of the individual road sign
detections, in order to retrieve the meaning of the detected road signs. This process
consists of an analysis of the contents of the detected pixel bounding-boxes to
estimate the sign type and thereby identifying its meaning (e.g. warning, pedestrian
crossing ahead) of the detection. This refines the coarse categorization given by the
sign appearance class (e.g. red triangular warning sign) returned by the detector.

5.1.2 Challenges for road sign categorization
The introduced road sign categorization problem is a challenging task. Although
the main challenges for road sign recognition have been discussed in Sect. 1.4, we
list the main challenges specifically valid for road sign categorization below. Some
of those occur only for categorization, while others are more general challenges,
but have significant influence.
• Capturing from a driving vehicle: Each road sign is detected from multiple

consecutively captured images, implying the occurrence of large variations
in both viewpoints and capturing distances (and thus resolutions).

• Lighting conditions: Large variations in lighting conditions exist, such that
capturings of the same sign category may look quite different.

• Inter-category variations: The visual variations between the individual sign
categories varies broadly and may sometimes be very limited, thereby com-
plicating the discrimination between those very similar sign types.
• Bounding-box inaccuracies: Road sign detection algorithms may return devia-

tions in pixel bounding-box localization, such that the location of the sign
may vary across different detection windows, and besides this, the sign is
not necessarily centered within the provided bounding box.

• Sign deterioration: Signs may not be accurately visible, as their view may be
occluded, or they can be besmeared or damaged.
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(a) (b) (c) (d) (e) (f) (g)

(h) (i) (j) (k) (l) (m) (n)

Figure 5.1 — Illustrations of the main challenges for road sign categorization: viewpoint varia-
tions (a,b), varying lighting conditions (c-e), sign categories having limited visual differences (f,g),
bounding-box errors (h-j), and distorted views (k-n).

• Unbalanced occurrence: The frequency of occurrence of sign types is rather
unequally distributed, where some types occur frequently and others appear
only rarely. This clearly complicates the gathering of sufficient training and
validation data for the infrequently occurring sign types, and thereby further
challenges accurate dataset construction.

Interesting examples of the previous challenges are illustrated by Fig. 5.1.
Summarizing, road sign categorization is challenging because the variations

between detections belonging to the same sign category (the intra-category varia-
tion) are enlarged by various occurring distortions, while the variations between
the different sign categories (the inter-category variation) may be limited. Addi-
tional challenges arise from the difficulty in constructing large, representative
datasets.

5.1.3 Chapter objective and categorization requirements
The objective of this chapter is to design a categorization system which assigns
each individual detection to a sign category, selected from a predefined set of
categories, belonging to the sign appearance class returned by the sign detection
algorithms. This involves analysis of the pixel bounding-box returned by the
detection algorithms. Such a categorization system should satisfy the following
high-level requirements.

1. Accuracy: the categorization system should obtain a very high categorization
accuracy in real-world circumstances and conditions, even when a very large
number (i.e. dozens) of different sign categories should be distinguished. To
attain an acceptable amount of manual effort for corrections of categorization
errors, this categorization accuracy should be at least 95%. This requirement
is derived from the application and customer desires, and independent of
the challenges mentioned above. This high-accuracy requirement optionally
allows for the direct acceptance of the results for applications when less
strict quality criteria are imposed.

2. Robustness: the categorization system should be robust against the commonly
occurring distortions discussed above. This includes all above-mentioned
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Figure 5.2 — Structure overview of this chapter.

challenges, but in particular the capturing circumstances (such as lighting
and viewpoint variations) and detector inaccuracies (such as bounding-box
deviations and occurring false detections).

3. Genericness: the categorization system should be reusable for all different
sign appearance classes without significant algorithmic changes, regardless
of the color, shape or aspect ratio of the sign appearance class. This require-
ment is very practical for two reasons. First, all sign appearance classes have
different visual appearance, but are all planary objects. Having a single al-
gorithm that can handle all these classes is beneficial for design efficiency.
Second, this allows for an easy extension towards new sign appearance
classes, e.g. sign databases of other countries.

4. Efficiency: the categorization approach should execute within reasonable
time, i.e. about 1-2 seconds per detection. With this number, the expected
number of detections per image can be handled within the time required by
the detection algorithms (usually much less) and stays in the order of sec-
onds. Ideally, the system should allow for making a performance-efficiency
trade-off, such that the system can potentially be executed in different con-
texts (e.g. for the retrieval of a fast estimate or a more detailed analysis). The
latter requirement is less important and clearly nice to have. Nevertheless,
this trade-off will be further explored later in this chapter.

Besides these requirements, the research within this chapter should reveal the
suitability of the designed categorization system in a real-world environment.
This assessment will especially be focused towards dataset construction, since
gathering very large, representative and balanced datasets may be very time con-
suming, such that dataset construction will be likely performed in an iterative
fashion during large-scale surveying.

5.1.4 Chapter organization
The sequel of this chapter is organized as illustrated by Fig 5.2. The remain-
der starts with a brief overview of related work on traffic sign categorization
(Sect. 5.2), followed by the presentation of the road sign categorization approach
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followed in this thesis (Sect. 5.3). This section also motivates our solution direction
and algorithmic choices for obtaining genericness and efficiency. The discussion
commences with providing a generic overview of typical categorization systems
(Sect. 5.4), which is elaborated in Sect. 5.5 for the detailed description of our road
sign categorization algorithm.

Regarding the experiments and results, we first outline the evaluations con-
ducted to optimize the system towards accurate and fast road sign categorization
in Sect. 5.6. The assessments on our own datasets can be found in Sect. 5.7-5.8,
after which Sect 5.9 provides a quantitative discussion about the obtained catego-
rization performance. We then proceed with a comparison on publicly available
road sign categorization datasets in Sect. 5.10.

The chapter continues with an analysis towards the accurate and efficient
generation of categorization datasets (Sect. 5.11). Sect. 5.12 concludes the chapter.

5.2 Related work
Road sign categorization is an example of supervised object categorization. This
categorization task is similar as e.g. optical character categorization and number
recognition in outdoor environments [85], [86], since both tasks aim at the discrim-
ination between a limited set of visually close categories, imaged under a wide
range of capturing conditions. This section will present a number of techniques
used specifically for road sign categorization, either as an individual component,
or as part of a system for the creation of road sign inventories. This implies that
other well-known techniques such as GMM, shape fitting and matching, etc. will
not be discussed in the sequel.

Most of the presented approaches exploit structural features in combina-
tion with machine learning techniques. Commonly used features are the raw
(grayscale) pixel values, as e.g. applied by Maldonado-Bascon et al. [29] and
De la Escalera et al. [87], and Histogram of Oriented Gradients (HOG) features [28].
After extraction of the features, the sign type is retrieved based on machine
learning techniques, such as e.g. Support Vector Machine (SVM) or Neural Net-
works [87]. A similar approach is applied within a traffic sign inventory system
presented by Timofte et al. [33], [34], where categorization is performed using
a One-versus-All classification scheme with SVM classifiers, operating on RGB
color data normalized by the intensity variance. Another approach is followed
by Ruta et al. [88], where signs are categorized based on the similarities between
unseen samples and a set of reference images. Similarly, Linear Discriminant Anal-
ysis (LDA) is applied by Keller et al. [31] for the recognition of white-rectangular
US speed signs.

The above-described categorization approaches are all evaluated on differ-
ent, non-public datasets, which are utilized specifically for the reported exper-
iments. The disclosure of several publicly available road sign categorization
datasets enables the comparison of numerous methods for road sign categoriza-
tion. The largest and most popular set is the German Traffic Sign Recognition
Benchmark (GTSRB) dataset [89], for which a categorization contest has been orga-
nized [90], [89]. Categorization performances up to 99.46% are reported, where the
top performances are attained using Convolutional Neural Network (CNN) [91],
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[92], followed by Random forests [93] and LDA on HOG features [90]. Perfor-
mances are reported for categorization between all sign categories (belonging to
several sign appearance classes), and for subsets of categories, divided to match
appearance classes. These performances are also compared to human perfor-
mance, which is found to be 98.84% on average, and is only outperformed by one
automated computer vision approach.

A set of common, well-known computer vision algorithms is compared for its
suitability for road sign categorization on public datasets by Mathias et al. [94].
This experiment incorporated both the GTSRB [89] and the Belgium Traffic Sign
Classification (BTSC) dataset [95]. The authors compared different typical, well-
known features, dimensionality reduction techniques and classification algo-
rithms, including pixel intensity values and pyramid of HOG features, LDA, near-
est neighbor classifiers, SVM and neural networks. The authors conclude that
despite the already high categorization accuracy of single features, merging dif-
ferent feature representations outperforms any result obtained using a single raw
feature. The best performing configurations attain categorization performances of
98.53% and 98.32% for the GTSRB and BTSC datasets, respectively.

Although these publicly available datasets allow for the easy comparison be-
tween various categorization techniques, interpretation of the reported perfor-
mance scores should be performed with care. Although the reported categoriza-
tion accuracies are very high, where the best performing approaches attain accura-
cies of 98-99% [89], [94], it should be noted that these public datasets have limited
cardinality (12,630 and 2,534 samples for the GTSRB and BTSC, respectively).
This low number of samples implies that these datasets are unlikely to include
all possible variations in sign deformations, capturing conditions, viewpoints,
lighting conditions, etc., which where listed as important challenges in Sect. 5.1.2.
Moreover, this lowered cardinality also implies that not all sign categories are
represented by a large number of samples. Furthermore, the default evaluation
criterion incorporates discrimination between categories belonging to different
sign appearance classes (in other words, between categories belonging to the red
triangular sign class and stop signs). In practice, different detectors would be
used for different appearance classes, which makes the distinction between these
very different categories irrelevant and thus unnecessary. Besides this argument,
the inclusion of intrinsically very different categories makes the categorization
problem more successful for a significant number of samples, thereby positively
biasing the categorization accuracy. Summarizing, this implies that the dataset is
not sufficiently broad, so that for particular signs too few samples are available
for varying circumstances (in other words, the cardinality of the set is too low).
Combined with the used evaluation criterion, the performance scores reported
on these datasets are either not representative with respect to cardinality or posi-
tively biased due to the applied evaluation criterion, so that they are unlikely to
be representative for categorization of road signs in real-world circumstances.

Analysis of the above literature overview shows that most existing techniques
for road sign categorization exploit structural information, where evaluation is
typically performed on small-sized datasets which are likely not representative
for country-wide surveying. Categorization based on structural information con-
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tained within the signs turns out to work well on the used datasets, as these
sets typically contain near-frontal views of the signs, and are sometimes gener-
ated manually, thereby limiting variations in the sign position within the pixel
bounding boxes. In our case, we expect a lower performance for such approaches,
since our sparse capturing interval implies the presence of many significant view-
point variations. Since each sign is only captured in a few images, these deviating
viewpoints should also be categorized accurately. Therefore, the presented ap-
proaches are unlikely to attain a similar performance on our data. With respect
to the public datasets, we have found that these datasets have typically a low
cardinality and do not contain all sign types in sufficient quantities. Therefore, we
have concluded that they are likely not representative for country-wide surveying.
Furthermore, the capturing conditions during construction of these datasets differ
significantly from our situation. This implies that we need to construct our own
datasets, where we should pay special attention to the creation of a representative
dataset w.r.t. (1) the number of included categories, (2) cardinalities of samples for
each category, and (3) capturing conditions.

The next section will present our approach to road sign categorization. To
better fit our sparsely captured source data, our categorization system is based
on a different approach compared to most systems presented in literature. Our
categorization system incorporates counting of key features occurring within the
different sign categories, instead of focusing primarily on structural information
within the signs.

5.3 Our categorization approach and contributions
Our aim is to design a categorization system for individual road sign detections,
where we focus on three main aspects:
• The design of a categorization algorithm;
• Making a performance-efficiency trade-off for the best operation of this

system, aiming at the retrieval of the parameter configuration that attains
the highest performance within a certain execution time, measured within a
large-scale, real-world experiment;
• Considering the real-world conditions for the application of the catego-

rization system, we investigate the efficient construction of representative
datasets for training of this system.

A. Approach
The presented categorization algorithm is based on the generic Bag of Words
(BOW) categorization approach [51], which is different from most literature that
mainly exploits structural information. This BOW approach focuses at the iden-
tification of key patterns which typically occur for the object types of interest,
where unseen samples are categorized based on the occurrence histogram of these
patterns. As these patterns are extracted from relatively small image patches, this
approach is expected to be very robust against commonly occurring distortions,
such as viewpoint changes and partial occlusions. This aspect is important since
our source data is sparsely captured, which implies that also detections featur-
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ing non-ideal views of the signs should be categorized accurately (each sign is
only captured a few times). In contrast, comparable systems in literature employ
higher frame rates [33] [34] [30], such that more unobstructed views of the signs
are typically available. Since BOW neglects spatial information, we additionally
compare the found categorization system against categorization based on spatial
features, and also investigate their combination, which we expect to outperform
both individual approaches as expected from literature [94].

B. Performance-efficiency trade-off
The presented BOW-based categorization approach has many parameters, for
which the effects on categorization performance are extensively studied, e.g. Chat-
field et al. [96]. The effects on computation time have received less attention, so
that we perform a performance-efficiency trade-off to retrieve a both accurate and
yet fast categorization system. Based on evaluations conducted on several large,
real-world datasets, each representing a major sign appearance class and contain-
ing the output of the road sign detection algorithms described in Chapters 3 and
4, we determine a set of parameters that allow for accurate categorization within
the available processing time budget. It will be shown that this system attains a
high performance, both on our own datasets and on the publicly available road
sign categorization datasets.

C. Efficient dataset construction
The construction of suitable datasets for training and evaluation of the catego-
rization system such that this system is able to accurately categorize each sign
type within all the various sign appearance classes is an essential task, since
these datasets strongly influence the obtained categorization performance. The
desire to obtain a relatively constant accuracy over all different appearance clas-
ses and types makes this dataset construction even more challenging, since the
occurrence of traffic signs is rather imbalanced. This implies that these datasets
should also include a significant number of samples of less frequently occurring
sign types. This adds considerably to the dataset construction effort, as some
signs occur very frequently, while most signs occur less often and a few only very
rarely. Therefore, this chapter also addresses the efficient generation of training
and evaluation datasets, aiming at finding a dataset collection strategy that results
in (near-)optimal categorization accuracies, while at the same time limiting the
manual labor involved with the collecting of samples belonging to sign categories
that occur in insufficient cardinality in the training sets. This focuses on two main
aspects and their associated questions.
• Cardinality: how many samples should be included per sign category to

allow for accurate categorization?
• Imbalance: what is the effect of the inclusion of sign categories represented

by a relatively low amount of training samples?
Based on analysis of these aspects, a dataset generation strategy will be defined
that (1) allows for the categorization system to support as much sign categories as
possible, while (2) does not significantly reduce the categorization accuracy by a
suboptimal dataset design.
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Figure 5.3 — Generic system overview of typical categorization systems.

5.4 Generic overview of typical categorization systems
Most categorization approaches follow a similar system architecture. Figure 5.3
portrays the generic overview of typical categorization approaches, which ana-
lyze the input image to output the most probable object type from a known set of
possible types. Such categorization systems usually consist of six different stages,
which are briefly described below. Afterwards, we will provide a number of ex-
amples to show how commonly used systems, like template matching and BOW
can be mapped onto this generic overview.

1. Pre-processing: each input image may be resized to a fixed size, subject to
(local) contrast enhancement and/or converted to a different color space
(e.g. gray scale, CieLUV, etc. as introduced in Section 3.4).

2. Keypoint localization: the rescaled image is analyzed to retrieve a set of specific
locations, from which descriptors will be extracted. These locations can be
chosen according to a dense grid, at random, or by using interest point
operators, such as the Harris corner-point detector [97], Harris-affine [98],
Laplacian of Gaussian [99] [39] keypoint detectors and Maximally Stable
Extremal Regions (MSER) [100].

3. Keypoint description: a description function is used to model each point of in-
terest and its direct surroundings. Different descriptors can be used, includ-
ing color histograms [101], Local Binary Patterns (LBP) [102] [103], Locally
Ternary Patterns (LTP) [104], Histogram of Oriented Gradients (HOG) [105],
or Scale-Invariant Feature Transform (SIFT) [39].

4. Dimensionality reduction: the dimensionality of the extracted descriptors is
sometimes reduced to lower memory requirements, or to speed up further
computations. This reduction is typically performed using Principal Com-
ponent Analysis (PCA) [106].

5. Feature vector construction: the dimensionality-reduced descriptor vectors are
transformed to a single vector, e.g. by concatenating the individual descrip-
tor vectors into one vector, or by counting the occurrence of key patterns.

6. Classification: the resulting feature vector is normalized (e.g. using L1 or
L2 normalization) and used for classification afterwards. Numerous clas-
sification techniques can be used for this task, including K-Nearest Neigh-
bor (K-NN) [107], Neural Networks [106], SVM [48], Random forest [108],
etc.

Almost all well-known categorization systems can be mapped to the generic
procedure described above. We illustrate this for two different examples: template
matching and Bag of Words (BOW)-based categorization.
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• Template matching: each image is rescaled to the size of the reference tem-
plates, where for each pixel, a single descriptor value is extracted, corre-
sponding to the grayscale (or color) value of the considered pixel. These
descriptor values are concatenated, and the resulting feature vector is clas-
sified, e.g. using a nearest neighbor search to identify the closest matching
template. This approach is followed by prior work on road sign detection
and recognition performed by Herbschleb et al. [109].

• BOW-based categorization: each image is resized to a standard size, followed
by the selection of interest points, e.g. based on a Harris-affine interest point
operator. Afterwards, SIFT descriptors are extracted at each found keypoint.
Each descriptor is matched against a predefined codebook, where the found
occurrence histogram is employed for classification, e.g. using a linear SVM.
This approach will be further elaborated in the next section, and forms the
basis of our approach to road sign categorization.

5.5 System description
This section describes our approach to road sign categorization, which follows
the generic categorization approach described previously. Below, the six stages
as overviewed by Fig. 5.3 are presented, and additionally, implementation details
and performed optimizations are discussed.

5.5.1 Pre-processing
The first stage of our categorization system consists of image resampling. Each
input RGB image, containing a road sign with a pixel size between 18× 18 and
380× 380 pixels, is resampled to a fixed size of 100× 100 pixels to remove differ-
ences between detections of various sizes.

This stage does not incorporate color conversion, as we will embed specific
color description functions during feature extraction.

5.5.2 Keypoint localization
The next stage involves the selection of the locations from which the descriptors
are extracted. These locations can be determined using an interest point ope-
rator, which analyzes the input image and indicates which regions are important,
e.g. exploiting the contained edge intensities. Examples of these interest point
operators include the Harris corner-point detector [97], Harris-affine [98], Harris-
Laplace [110] and Laplacian of Gaussian [99] [39]. While these methods succeed
in returning a low number of informative regions, Nowak et al. [36] have shown
that for BOW-based categorization, a uniform random sampling strategy outper-
forms the usage of interest point operators. The authors suggest that this is mainly
caused by the lower number of returned patches, as random sampling allows for
very dense sampling of the image, while interest point operators only return a
limited set of points. We employ this finding and extract features from a dense
grid using 5 different scales, resulting in 2,751 keypoint locations per input image.
This scale range is chosen to include a wide range of patch sizes, such that the
sign contents is covered at various scales.
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5.5.3 Descriptor extraction and the use of color
At each keypoint location, a descriptor function is employed to describe the region
around the respective keypoint. Within the presented categorization system, we
employ SIFT [39] descriptors, as this descriptor function is reported to be very
robust towards small image deformations, image rotation, blur and illumination
changes [111].

Most sign appearance classes consist two-colored inner templates, such that the
differences between road signs belonging to the same sign appearance class can
be typically contained in a single color-channel image, dominantly using primary
or secondary colors. The purpose of this single-component image is to highlight
the visual differences within the sign, where the applied color transformation is
typically quite different from grayscale conversion and varies per sign class (e.g.
red and blue may be used, as within the red-blue circular signs). This implies that
the standard SIFT descriptors (extracted from a grayscale version of the image)
may not cover all variations to a sufficient extent. A possible solution for this
problem would be to design a specific color transformation, emphasizing the
differences within an appearance class. This approach should then be conducted
for each sign appearance class. The search for such color transformations can be
avoided by using a color SIFT descriptor, which preferably allows for handling
all sign appearance classes with a single procedure. Therefore, we employ W-color
SIFT [42], which results in a 128-dimensional descriptor vector for each keypoint
location. This descriptor is extensively described in Sect. 2.6.1.A. The usage of a
color descriptor function may also be beneficial for the identification of falsely
detected signs, as these can contain more or different colors than the colors used
in correct sign detections.

5.5.4 Dimensionality reduction
Reducing the dimensionality of the extracted descriptors lowers the memory
requirements and increases the computational speed, at the possible expense of
some performance. This dimensionality reduction is commonly performed based
on PCA [106]. The PCA method linearly transforms the descriptor into a vector
of equal dimensionality with orthogonal dimensions. These dimensions are then
ordered by their decreasing variance, where the dimension containing the largest
variance is placed first. A typical property of a suitable transform is that the
energy becomes unequally distributed over the dimensions, so that a fraction of
the dimensions contains the majority of energy (energy compaction). As a result,
discarding some of the dimensions containing the lowest variance values reduces
the descriptor dimensionality while losing the least amount of information.

5.5.5 Feature vector construction
A. Feature extraction: Bag of Words
Within the BOW approach [51], each descriptor is matched against a pre-defined
codebook, which contains typical key patterns (called visual words) of the object
categories of interest. This matching results in a histogram, of which the values
represent the occurrence of each visual word in the evaluated sample. The resulting
histogram is used as feature vector for classification, and has the same dimen-
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Visual dictionary

Codebook 
matching

=(0.14, 0.03, …, 0.28)

=(0.41, 0.27, …, 0.01)

=(0.08, 0.13, …, 0.96)

=(0.01, 0.07, …, 0.81)

...

Figure 5.4 — Illustrative overview of the BOW categorization algorithm.

sionality as the amount of codewords, as illustrated by Fig. 5.4. These histograms
can be constructed in several ways: each descriptor can be assigned to the nearest
codeword (hard assignment), or a descriptor can influence the histogram entries cor-
responding to all nearby codewords (soft assignment). This section briefly discusses
both methods, together with an efficient implementation strategy and furthermore
explains how the visual dictionary is created.

A. 1 Hard assignment
The standard codebook matching strategy consists of quantizing each descriptor to
the nearest codeword. For each descriptor, the closest codeword is computed based
on a distance computation function, and the word histogram entry corresponding
to that codeword is incremented. When using the Euclidean distance, the kth entry
of the word histogram W is calculated as:

W (k) =
1

N

N∑
i=1

D (di, k) , where

D (di, k) =
{ 1 if k = arg min

c∈VD
(‖di − c‖2)

0 otherwise
. (5.1)

Here, k denotes a specific codeword, VD represents the visual dictionary and N is
the number of descriptors. The distance calculation used in this equation can be
implemented very efficiently using vector instructions, e.g. based on SSE2 mul-
timedia instructions [47]. This results in an execution speedup of about a factor
of 3. Furthermore, since only the closest codeword is of interest, the distance cal-
culation for a certain codeword can be terminated upon exceeding the minimum
distance obtained for the already processed codewords, which additionally results
in a computational gain.
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A. 2 Soft assignment
The above-described matching strategy assigns each descriptor to a single code-
word. When several codewords are located close to each other, small deviations in
the descriptor values may affect the codeword to which a descriptor is assigned.
Therefore, so-called quantization errors may occur during searching for the near-
est codeword, due to the binary mapping. This phenomenon especially happens
when a large number of relatively similar codewords is present. This quantization
effect can be reduced when each descriptor affects the weights of multiple visual
words. To this end, Philbin et al. [112] propose to let each descriptor contribute to a
limited, fixed set of nearby codewords (e.g. 3). They propose to increment the cor-
responding bins of the occurrence histogram in a weighted fashion, with weights
that are related to the distance between the descriptor and codeword in an expo-
nential fashion. In contrast, Van Gemert et al. [113] propose that each descriptor
contributes to all nearby codewords, weighted by the distance between descriptor
and codeword, followed by a normalization to unity of the total contribution of
each descriptor to the word histogram. This soft-assignment codebook-matching
strategy computes each bin of the word histogram by:

W (k) =
1

N

N∑
i=1

Kσ (‖di − k‖2)∑|V D|
j=1 Kσ (‖di − cj‖2)

. (5.2)

In this function, the kernel function Kσ is chosen as a Gaussian kernel (as pro-
posed in [113]), where the parameter σ is empirically set as σ = 0.1, based on cross-
validation. The matching function from Eqn. (5.2) can also be implemented using
vector instructions, but in contrast to the hard-assignment codebook-matching
strategy, soft assignment requires the computation of the distances w.r.t. all code-
words, so that this method is computationally more expensive.

A. 3 Visual dictionary generation
The visual dictionary (VD) contains visual key patterns of the object categories of
interest. The standard BOW approach [51] employs a visual dictionary containing
key features that occur frequently over all training samples. This codebook is
typically generated by applying K-means [56] to descriptors extracted from all
training samples, thereby selecting the most commonly occurring visual words
over all training samples. This approach emphasizes the significant differences
between training samples, while ignoring very small variations. This may lead
to the merging of minorily deviating patterns, such that the extracted codebook
entries may not be most discriminative [37]. This is particularly problematic for
road signs, where certain sign types differ significantly, while others only differ in
very minor details. For this reason, we have modified the original codebook gen-
eration phase, by constructing visual dictionaries independent per sign type, which
are concatenated afterwards. These category-specific codebooks are constructed
using a fixed number of codewords per sign type, and contain commonly occur-
ring patterns for the respective category. Compared to the generation of a single,
big dictionary, our approach has multiple advantages.

1. The modular approach allows for faster computation of the codebooks, as
fewer samples are involved per codebook. This additionally allows for the
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Figure 5.5 — Visualization of our modular codebook approach, which consists of a concatenation
of the visual dictionaries generated independently per sign category. The resulting concatenated
dictionary is used during codebook matching.

usage of larger training sets per category, as the maximum number of train-
ing samples is limited by available memory and computation times.

2. The modular approach enables natural handling of unbalanced training data,
as the balancing is performed at the codebook level, instead of at sample
level. This is highly beneficial for our situation, because certain sign types
only occur in a minority of cases, while others occur very frequently.

3. The codebook resulting from this modular approach are somewhat ( 2-3%)
more discriminative, resulting in a slightly higher classification performance.
However, we consider the aforementioned practical aspects as more impor-
tant, since they result in a modular and scalable training approach.

The modular visual dictionary is constructed as follows. For each sign cate-
gory, every training sample is processed according to the above-described stages,
and the resulting descriptor vectors are stored in a matrix. After processing all
samples of a category, the stored descriptors are clustered to retrieve the com-
monly occurring key patterns for that sign category. This process is based on
K-means++ clustering, which is an improved version of K-means clustering as
proposed by Arthur and Vassilvitskii [114]. This process deviates from standard
K-means clustering in the initialization phase, which results in a better distri-
bution of the clusters, thereby leading to more characteristic visual words. After
independent processing of all sign categories, all generated visual dictionaries are
concatenated to a modular codebook, as visualized by Fig. 5.5.

Within the modular visual dictionary, the codewords are ordered per sign cat-
egory. Nevertheless, we re-order the codewords such that the most frequently oc-
curring codewords are matched first. This re-ordering is implemented because the
codeword matching stage terminates the distance calculation between a codeword
and descriptor when the computed distance exceeds the already currently known
minimum distance (see above). This re-ordering slightly reduces the matching
times, in any case for the hard-assignment matching technique. Therefore, we
compute the occurrence frequencies of the codewords from training data and
re-order the visual dictionary as indicated previously. After this initialization, we
observe a small speed gain of about 2-5% during the codebook matching stage,
which slightly decreases the execution time for the evaluation of unseen samples.

B. Feature extraction: structural features
The concatenation of all extracted descriptors results in a feature vector containing
structural information. In this work, we will compare categorization based on such
structural information to BOW-based categorization. The used structural feature
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vector consists of the concatenation of the descriptors extracted at the one-but-
highest scale, which forms a good compromise between detail and feature vector
dimensionality. At this scale 36 keypoints exist, resulting in a feature vector with
4,608 dimensions for both the grayscale and W-color SIFT descriptors. This feature
vector can be directly exploited to determine the sign type.

5.5.6 Multi-category classification
The retrieved feature vector is normalized using L2 normalization. The resulting
vector is subject to classification to retrieve the sign type of the detected road sign.
In our system, we employ linear SVM classifiers [48] (extensively described in
Sect. 2.6.2.A), since these classifiers offer fast training and evaluation. As SVM
is a binary classification approach, which is designed to discriminate between
two categories, an extension is required to discriminate between multiple cat-
egories at once. Two approaches are commonly applied: One-versus-One (OvO)
and One-versus-All (OvA). There is no consensus in literature which option is the
best [115]–[118], so that we conduct a small experiment to evaluate which of both
methods is preferable for our case in terms of accuracy, training and evaluation
time.

A. One-versus-All
For a set of k categories, the One-versus-All (OvA) classification architecture trains
k classifiers, where the kth classifier is trained with the instances of the kth cat-
egory as positive samples, where all samples of all other categories are used as
negative samples. During evaluation, all k classifications are performed to de-
termine the individual distances to the respective decisions bounds, where the
category corresponding to the classifier that returns the highest distance to the
decision bound is selected.

B. One-versus-One
The One-versus-One (OvO) classification architecture trains a separate classifier
for each pair of categories, resulting in k (k − 1) /2 classifiers for k categories. It
should be noted that this approach requires far more classifiers than the OvA
method (O

(
k2
)

versus O (k)), although each classifier is trained using a lower
amount of training samples. Evaluation is commonly performed by majority vot-
ing, where each classifier votes for a category, and the category that retrieves the
highest number of votes is selected. In case multiple categories obtain the same
number of votes, a random choice between them is returned.

5.5.7 Summary of the categorization algorithm
The above-described BOW-based algorithm for the categorization of individual
road sign detections is summarized by Fig. 5.6. Below, we will briefly describe
each of the performed processing steps.

1. Pre-processing: each bounding-box image is resampled to a fixed size of
100× 100 pixels.

2. Descriptor extraction: W-color SIFT descriptors are extracted from a dense grid
containing 5 different scales and 2,751 keypoints in total.
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Pre-processing Descriptor 
extraction

Dimensionality
reduction

Feature vector
construction

[ 0.07 , … , 0.4]

[ 0.15 , … , 0.1]
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.

Classification

[ 0.45 , … , 0.03]

..
.

[ 0.17 , … , 0.01]

...

Figure 5.6 — Summary of the categorization system for individual road sign detections.

3. Dimensionality reduction: each of the extracted descriptor vectors is reduced
to a lower-dimensional vector using Principal Component Analysis (PCA).

4. Feature vector construction: Each descriptor is compared to a set of pre-defined
key features of all categories of interest, which are stored in the visual dic-
tionary. This comparison results in an occurrence histogram, representing
the evidence that each respective key feature is present within the current
image. Two comparison strategies are evaluated:
• Hard assignment: each descriptor matches with the closest entry within

the visual dictionary.
• Soft assignment: each descriptor contributes to the histogram entries of

all dictionary entries, where the contribution to each visual dictionary
item is related to the distance between the descriptor and respective
dictionary entry.

The visual dictionary, containing key features for all categories, is pre-
computed by clustering descriptor vectors extracted from all categories.
We employ a modular codebook, which is the concatenation of individual
codebooks per sign category, which ensures all categories are represented
by the same number of codewords.

5. Classification: the computed histogram is L2 normalized and then analyzed
to determine the sign category based on linear SVMs. For this task, two
multi-category classification architectures are compared to select the most
suitable approach.
• One-versus-All (OvA): A classifier is trained for each category, which dis-

criminates between this category and all other categories. The classifier
returning the highest score determines the sign category.
• One-versus-One (OvO): A classifier is trained for each pair of categories,

where the sign type is selected for which most of the classifiers vote.
The presented processing steps form a concatenated processing chain, in which

the steps are sequentially executed. This system is initialized based on an offline
training stage, which determines all parameters, such that the system operates in
a deterministic way during categorization of unseen samples.

We will assess the performance of this categorization system in the next sec-
tions. These sections will include a performance-efficiency trade-off, aiming at
identifying the best performing parameter configuration (dimensionality reduc-
tion factor, assignment type, codebook size, classification architecture) which exe-
cutes within the available processing time budget. Furthermore, the combination
between BOW and structural features will be investigated.
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Sign appearance class # Sign categories
in the data sets

# Contained
samples

34 30,756

33 31,721

16 28,376

64 49,996

Table 5.1 — Characteristics of the datasets representing the most interesting sign appearance
classes. These datasets are used during the performed evaluations.

5.6 Evaluation setup and performance metrics
5.6.1 Experimental setup
We have evaluated the above-described generic categorization system to find an
accurate and at the same time, relatively efficient categorization methodology,
which attains a high performance while limiting the processing time per detection
to about 1.5 seconds. These evaluations are performed on in-house constructed
datasets, which contain the output of the sign detection algorithms described in
Chapters 3 and 4. For each sign appearance class, a separate dataset is constructed.
In this section, we will focus on the four main sign appearance classes that contain
the highest number of categories, which are therefore most interesting for evalua-
tion. All datasets are described in detail in Appendix C.2. For completion, we have
included a summary of the dataset characteristics for these classes in Table. 5.1.

We have assessed the performance of the presented categorization approach
on different aspects. First, we evaluate the influence of the major parameters of
the presented BOW-based categorization system, to retrieve an accurate and effi-
cient categorization approach that attains the target performance and satisfies the
computation time constraints. Second, we compare the found approach against
categorization based on structural features, and additionally evaluate their com-
bination. This experiment will deliver the configuration of the final categorization
system, for which we present a qualitative discussion on the attained categoriza-
tion performance. Third, we then evaluate the found categorization approach on a
number of publicly available datasets to compare the performance to that of other
state-of-the art methods. Below, we will briefly describe each experiment and the
related performance discussion.

Experiment I: Performance-efficiency trade-off: The first experiment focuses on
assessing the effects of the major parameters of the presented BOW-based cate-
gorization system to attain an accurate and efficient categorization approach. As
the number of parameter combinations is very large (all parameters are listed in
Table. 5.2), assessing all parameter combinations is infeasible in terms of compu-
tation time. Therefore, we divide this evaluation in two parts. First, we assess the
influence of the multi-category classification approaches (described in Sect. 5.5.6).
Using the most suitable classification architecture, we then investigate the influ-
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Parameter Possible values Evaluated values
Resized image size 1-N × 1-N pixels 100× 100 pixels
Number of descriptors 1-N descriptors 2,751 descriptors
Descriptor dimensionality 1-128 dimensional 64, 96, 128 dimensional

Codebook size 1-... words/category 50, 100, 150, 250, 500,
750, 1,000, 1,500
words/categoryCodebook quantization hard, soft assignment hard, soft assignment

Classification approach OvO, OvA OvO, OvA
Table 5.2 — Overview of the parameters contained of our BOW system. All evaluated parameter
values are also shown, including the parameters that were not varied.

ence of the remaining parameters. Since assessing the performance on a dense
grid is infeasible to compute, we aim at the identification of trends. This experi-
ment aims at the retrieval of a single parameter combination, which attains a high
performance for all sign appearance classes.

Experiment II: Comparison with structural categorization: The second experiment
compares the retrieved BOW-based categorization approach against categoriza-
tion based on structural features, which are most commonly used in relevant liter-
ature. As both approaches focus on different types of information (e.g. counting
of the occurrence of key features vs. spatial gradient histograms), we additionally
asses the performance of their combination.

Qualitative discussion on attained performance: The previous two experiments
lead to the final configuration of the proposed road sign categorization system. We
summarize the final performance scores for all evaluated sign appearance classes,
and we also provide a qualitative discussion on the attained performances.

Experiment III: Performance evaluation on public datasets: Finally, we evaluate
the found setup on two available public datasets for road sign categorization, to
investigate whether our approach is able to compete against the state-of-the-art
systems presented in literature. During these evaluations, we do not alter or tune
our categorization algorithm, besides retraining with the provided training sets.

The sequential structure of the above-described experiments is visualized in
Fig. 5.7.

Experiment IIIExperiment IIExperiment I

Comparison and 
combination with

structural features

Qualitative 
discussion on
performance

Performance 
evaluation on

public datasets

Multi-category
classification
approaches

Other 
parameters

(Sect. 5.7.2)(Sect. 5.7.1) (Sect. 5.8) (Sect. 5.9) (Sect. 5.10)

Performance-efficiency trade-off

Figure 5.7 — Structural overview of the performed experiments.
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5.6.2 Performance metrics
All experiments are performed using 10-fold cross validation, as this approaches
the system performance when all samples have been subject to training [119].
This involves splitting the complete dataset in 10 portions (the folds), where
the splitting is performed independently per sign category, such that the same
category distribution is present in each fold. Furthermore, as our dataset may
contain multiple samples of the same physical sign, the splitting process places all
detections of the same sign in the same fold. These folds are kept constant over all
experiments, allowing for a fair comparison between the categorization results.

To numerically asses the accuracy of an algorithm, we employ the balanced
categorization error rate (CERbal) as performance metric, which is defined in
Appendix B.2. This metric measures the categorization error, averaged over all
sign categories, and is defined as:

CERbal = 1− 1

|T |

|T |∑
t=1

1

|St|

|St|∑
st=1

CorCat (cat. outp. , t) , where

CorCat (cat. outp. , t) =

{
1 cat. outp. = t,

0 otherwise.
. (5.3)

In this equation, t denotes the category (out of |T | categories), st represents a sam-
ple of category t (with |St| samples of category t in total) and cat. outp. denotes
the categorization output for a sample.

Besides categorization accuracy, we also evaluate the training and evaluation
times to assess the computational complexity of the algorithms and parameter
settings. These times are captured using a Core i7 3930K processor, operating at
3.2 GHz, with a single-threaded implementation.

5.7 Exp. I: Performance-efficiency trade-off
5.7.1 Comparison of the multi-category categorization approaches
The first experiment involves an investigation of the effects of the multi-category
classification strategy on three aspects: categorization accuracy, training time and
evaluation time. This comparison is conducted for three different categorization
systems: two approaches based on BOW (using 50 and 500 visual words per sign
category, respectively) and one employing structural features. Table 5.3 shows the
balanced categorization error and execution times for training and evaluation of a
single fold for the major sign appearance classes. We discuss these results from
four different viewpoints.

Categorization error rate: We have observed that the difference in error rates
between the OvA and OvO classification architectures varies between 5 to 20%,
where typically the OvA classification architecture outperforms OvO. However,
in a limited number of cases, the OvO configuration performs better.

Training time: The OvO architecture usually requires more time for training
than the OvA architecture for the BOW-based methods. For the structural method,
OvO is typically trained faster when the number of involved categories is limited.
For both methods, an increase of the number of categories results in a longer
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Si
gn

ap
pe

ar
an

ce
cl

as
s

#
C

at
eg

or
ie

s
A

pp
ro

ac
h

C
E
R
b
a
l

Fo
ld

tr
ai

ni
ng

ti
m

e
Fo

ld
ev

al
.t

im
e

O
vA

O
vO

∆
Er

ro
r

O
vA

O
vO

O
vA

O
vO

R
ed

ci
rc

ul
ar

34
BO

W
50

0
.0

44
3

0.
0
4
6
3

4
.3

%
1
7
0

s
2
3
6

s
1
5

s
1
5
0

s
R

ed
ci

rc
ul

ar
BO

W
5
00

0
.0

28
4

0.
0
3
3
4

1
5
.0

%
3
2
8

s
1,

4
5
3

s
2
7

s
2
9
9

s
R

ed
ci

rc
ul

ar
St

ru
ct

ur
al

0
.0

35
1

0.
0
4
2
8

1
8
.0

%
7,

21
7

s
4,

62
6

s
2
3

s
2
6
6

s
R

ed
tr

ia
ng

ul
ar

33
BO

W
50

0
.0

38
8

0.
0
4
2
7

9
.1

%
1
7
5

s
2
8
3

s
1
7

s
1
5
9

s
R

ed
tr

ia
ng

ul
ar

BO
W

5
00

0
.0

31
3

0.
0
3
2
9

4
.8

%
3
4
0

s
1,

62
6

s
2
7

s
3
1
4

s
R

ed
tr

ia
ng

ul
ar

St
ru

ct
ur

al
0
.0

41
4

0.
0
4
2
9

3
.5

%
7,

85
9

s
1,

76
7

s
2
5

s
3
1
3

s
Bl

ue
ci

rc
ul

ar
16

BO
W

50
0
.0

49
8

0.
0
3
8
8
−

2
8
.4

%
4
5

s
7
4

s
7

s
3
7

s
Bl

ue
ci

rc
ul

ar
BO

W
5
00

0
.0

33
1

0.
0
2
9
7
−

1
1
.4

%
7
4

s
1
3
9

s
1
1

s
4
5

s
Bl

ue
ci

rc
ul

ar
St

ru
ct

ur
al

0
.0

17
7

0.
0
2
0
2

1
2
.4

%
2,

29
0

s
1,

46
8

s
1
3

s
5
7

s
Bl

ue
re

ct
an

gu
la

r
64

BO
W

50
0
.1

07
3

0.
0
9
6
6
−

1
1
.1

%
6
5
6

s
2,

0
7
2

s
5
4

s
9
4
6

s
Bl

ue
re

ct
an

gu
la

r
BO

W
5
00

0
.0

72
9

0.
0
8
3
6

1
2
.8

%
1,

2
8
3

s
2
9
,6

6
9

s
9
1

s
2,

59
2

s
Bl

ue
re

ct
an

gu
la

r
St

ru
ct

ur
al

0
.0

58
9

0.
0
6
2
3

5
.5

%
2
0
,2

0
3

s
3
2
,3

2
6

s
7
6

s
1,

80
5

s

Ta
bl

e
5.

3
—

C
om

pa
ri

so
n

of
th

e
O

ne
-v

er
su

s-
A

ll
an

d
O

ne
-v

er
su

s-
O

ne
cl

as
si

fic
at

io
n

ar
ch

ite
ct

ur
es

fo
r

th
e

m
aj

or
si

gn
ap

pe
ar

an
ce

ca
te

go
ri

es
.T

he
ta

bl
e

sh
ow

s
th

e
re

su
lts

fo
r

th
re

e
di

ffe
re

nt
ca

te
go

ri
za

tio
n

ap
pr

oa
ch

es
:t

w
o

ba
se

d
on

BO
W

an
d

an
ap

pr
oa

ch
ex

pl
oi

tin
g

st
ru

ct
ur

al
fe

at
ur

es
.F

or
bo

th
cl

as
si

fic
at

io
n

ar
ch

ite
ct

ur
es

,t
he

C
E
R
b
a
l

va
lu

e
is

sh
ow

n
as

de
fin

ed
in

Se
ct

.5
.6

.2
.T

he
se

nu
m

be
rs

co
rr

es
po

nd
to

th
e

ca
te

go
ri

za
tio

n
er

ro
r

ra
te

av
er

ag
ed

ov
er

al
lc

at
eg

or
ie

s.
Th

e
∆

Er
ro

r
co

lu
m

n
de

no
te

s
th

e
pe

rc
en

ta
ge

di
ffe

re
nc

e
in

er
ro

r
ra

te
(p

os
iti

ve
if

O
vA

pe
rf

or
m

s
be

tt
er

,n
eg

at
iv

e
if

O
vO

pe
rf

or
m

s
be

tt
er

).
A

ll
lis

te
d

tim
es

co
rr

es
po

nd
to

tr
ai

ni
ng

an
d

ca
te

go
ri

za
tio

n
of

a
si

ng
le

fo
ld

.

125



C
hapter

5

5 . C AT E G O R I Z AT I O N O F D E T E C T E D R O A D S I G N S

training time, where the training times for the OvO classification architecture
become significantly larger when more sign categories are involved. This can
be explained by the number of involved classifiers, which is O(N) for the OvA
method, and O(N2) for the OvO architecture. It should be noted that the number
of training samples involved during training is significantly higher for the OvA
method, such that its better scalability with the number of categories only pays
off for a large number of categories.

Evaluation time: The OvA classification architecture allows for much faster
evaluation, as the number of involved classifiers is much lower. This becomes
especially relevant when the number of categories increases. We observe that
the differences between the processing times of the OvO and OvA classification
architectures may increase to about 0.5 s per sample, which is rather significant
compared to the complete time required for processing (including e.g. descriptor
extraction, codebook matching, etc.).

Memory consumption: Besides these quantitative results for training and eval-
uation, we should also mention the memory consumption during training. The
OvA method requires far more memory, as it requires all samples for training
of each classifier, while the OvO approach only needs the samples for the two
categories subject to training. Again, this especially becomes relevant for a high
number of categories. It should be noted that this may not be a significant issue
for real industrial applications, as memory is relatively inexpensive. Furthermore,
this can also be circumvented by using a Gradient Descent approach, which al-
lows for incremental training, as e.g. described by Bottou and LeCun [120] and
Wijnhoven [40].

Summarizing, none of the approaches outperforms the other in all cases. How-
ever, the OvA classification architecture attains a better categorization perfor-
mance in a majority of the cases. This method also scales better w.r.t. the amount
of categories, both during training and evaluation. This difference is especially
noticeable when the number of involved categories becomes very large. Therefore,
we favor the OvA classification approach, and will use this approach in the se-
quel of this chapter. In the next subsection, we compare the influence of the other
parameters of the BOW categorization system.

5.7.2 Parameter evaluation of the BOW system for efficiency
After selection of the OvA classification architecture, we proceed with the eval-
uation of the other properties of the proposed categorization algorithm to attain
a traffic sign categorization system that is both accurate and efficiently executed.
Figures 5.8 and 5.9 display the balanced categorization error rate CERbal as a
function of the computation time for a selection of different parameter combi-
nations for the red circular and blue rectangular sign appearance classes. We have
focused on these two sign appearance classes, as the blue circular signs only in-
clude a limited number of categories, and the red triangular sign appearance class
shows similar statistics as the red circular sign class.

Each curve shows the performance of a single parameter combination as a
function of the visual dictionary size. As the evaluations take considerable time,
we have evaluated a discrete amount of dictionary sizes, and assessed codebook
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ance class. The figure shows various combinations of codebook size, descriptor dimensionality and
codebook matching strategy. The selected parameter combination is denoted by the diamond.
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sizes of 50, 100, 150, 250, 500, 750, 1,000 and 1,500 visual words per sign category.
Due to memory limitations, the last two values have not been evaluated for the
blue rectangular sign class (and as will be discussed below, the corresponding
processing time would not be feasible either). The displayed computation times
include the execution times of all processing stages (e.g. descriptor extraction,
codebook matching, etc.) and represent the average computation time required to
process 25 samples from each sign category contained in the sign appearance class.
This number of samples has been selected after several convergence experiments,
from which it became clear that when using 15 samples per category or more, the
average execution time saturates, so that the value of 25 samples is justifiable.

Below, the effects of the different parameters are discussed. This starts with
an exploration of the effects of the parameter variation, followed by a conclusion
about the final choice for the parameter setting. During this assessment, the focus
is on relative performance to make a trade-off between computational efficiency
and accuracy. For a discussion on the absolute categorization performance, we
refer to Sect. 5.9.

A. Influence of the visual dictionary size
We have observed that larger visual dictionaries result in higher performances for
all methods and both sign appearance classes. However, simultaneously, the usage
of a larger visual dictionary size also causes an increase in computation time. For a
larger codebook size, the increase in codebook-matching time becomes more than
proportional to the increase in visual dictionary size, which may result from the
fact that larger codebooks have probably more codewords that are located closely
together. This results in a lower amount of impeded distance calculations.

Using more than 1,000 clusters per category (corresponding to a dictionary
size of 34,000 visual words for the red circular sign appearance class) leads to
performance saturation.

B. Influence of dimensionality reduction
When analyzing the influence of PCA-based dimensionality reduction, we have
made two observations. First, reduction of the descriptor dimensionality leads to a
small increase in the error rate. This increase grows with the visual dictionary size.
This is plausible, as larger codebooks have probably more closeby codewords, such
that feature vectors reduced to lower dimensions complicate the discrimination
between these nearby codewords. Therefore, more quantization errors are likely
to occur for larger visual dictionary sizes. Second, a reduction of the descriptor
dimensionality also results in a decrease in computation time. For both matching
strategies, we have made the following observations:
• For soft assignment, this decrease in computation time is about linear with

the descriptor dimensionality. Furthermore, we have observed that applying
PCA-reduced descriptors with a larger codebook seems beneficial in terms
of processing efficiency.
• In contrast, for hard assignment, PCA always contributes to faster execution,

even when the dimensionality of the descriptors itself is not reduced. We
suspect that this is caused by the ordering of the PCA components, where the
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component containing the largest variance is placed first. During codebook
matching, the distance computation is impeded when the current distance
exceeds the already known minimum distance, allowing for earlier rejection
of codewords. This efficient implementation method probably also clarifies
the small difference in computation times between the PCA-reduced de-
scriptors (128, 96, 64 dimensions, hard assignment), as the processing time
only decreases 20-30%, while the descriptor dimensionality halves.

C. Influence of hard/soft assignment
When assessing the benefit of soft assignment over hard assignment, we have
made two observations. First, for identical visual dictionary sizes, soft assignment
outperforms hard assignment. This performance gain is larger for the blue rectan-
gular signs than for the red circular signs, which can be explained by the smaller
visual differences between the sign types contained within the blue rectangular
sign appearance class. Second, hard assignment is much faster to evaluate than
soft assignment, since hard assignment allows for impeding the distance calcula-
tions for most codewords, and additionally, it involves computationally simpler
calculations, thereby resulting in a speedup factor of up to 10 times. Therefore,
we conclude that soft assignment is only beneficial when aiming at the lowest
possible categorization error. These observations hold for both the original 128-
dimensional SIFT features and the PCA-reduced variants.

D. Conclusions on the parameter evaluation for efficiency
Based on Figs. 5.8 and 5.9 and the above observations, we draw the following con-
clusions regarding categorization efficiency. First, soft assignment implies a large
increase in computational requirements. Employing a larger codebook with hard
assignment is more efficient, unless the application requires the highest reachable
performance, which can only be attained with soft assignment. When employing
hard assignment, our implementation benefits from the variance-ordering prop-
erty of PCA, leading to a significant decrease in computation time, even without
reducing the descriptor dimensionality.

Strategy: As the red circular and blue rectangular sign appearance classes feature
a different number of sign types (34 vs. 64), identical parameters show signifi-
cantly different processing times for both appearance classes. To attain the highest
possible performance within the processing budget of about 1.5 seconds per sam-
ple for both appearance classes, we assign a specific parameter combination to
each of both appearance classes. Afterwards, we will map the other appearance
classes to one of these two configurations, based on their class statistics.

Configuration for the red circular sign class: We have identified two parameter
combinations as efficient: PCA96 with 750 visual words per category and hard
assignment, and PCA128 with 500 words per category and hard assignment. The
first one is more accurate (CERbal = 2.82% vs. 2.84%), while the latter is faster
(1.11 s vs. 0.99 s). The performance difference between both is quite small, thus
both choices are accurate, so that we have arbitrarily chosen the first setup (PCA96
with 750 visual words). Compared to the best performing parameter combination,
this approach leads to a 89% reduction in computational costs, at the expense of
only about 12% more categorization errors.
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Sign appearance class PCA # words per category Assignment type
Red circular 96 750 hard assignment
Red triangular 96 750 hard assignment
Blue circular 96 750 hard assignment
Blue rectangular 96 500 hard assignment

Table 5.4 — Overview of the proposed parameter combinations for the individual sign classes.

Configuration for the blue rectangular sign class: This appearance class contains
about twice as much sign types, resulting in higher computation times for similar
codebook sizes. For this sign appearance class, a reduction of the dimensionality
of the SIFT descriptors to 96 dimensions is beneficial in terms of efficiency, while
a further reduction is clearly disadvantageous, especially for larger codebook
sizes. Therefore, we have selected the following parameter combination: PCA96
with 500 visual words per category and hard assignment. Compared to the best
performing configuration, this approach reduces the computation time with about
90%, at the expense of about a 16% relative increase of the CERbal.

Configuration for the other sign classes: As the red triangular sign appearance
class has similar characteristics as the red circular sign class, we employ the same
parameters as found above for this appearance class. For the blue circular sign
appearance class, which contains far less categories and thus involves a smaller
visual dictionary and less classifiers, a larger dictionary could stay within the
processing time budget, but for practical reasons, we employ the same parameters
as used for the red circular signs. Table. 5.4 summarizes the final parameter values
for all sign appearance classes.

5.8 Exp. II: Performance comparison between BOW, struc-
tural categorization and their combination

The BOW-based categorization approach described above focuses on counting
the occurrences of key features, thereby ignoring spatial relationships. In con-
trast, categorization can be also performed based on structural information, which
captures the spatial relationships between the different features. Therefore, in
the second experiment, we compare both categorization strategies, i.e. BOW vs.
structural features. The employed structural categorization approach uses a fea-
ture vector consisting of the concatenation of the SIFT descriptors extracted from
the one-but-highest scale, and this vector is employed for classification as done
within the BOW-based system. Since this does not involve codebook matching
and only requires descriptor extraction at a single scale, this approach can be eval-
uated much faster than the BOW approach. For the BOW method, we employ the
parameter setups summarized in Table. 5.4.

Besides a comparison between both methods, their combination is also eval-
uated, as both approaches focus on different types of information (key feature
counting vs. spatial information). This leads to the hypothesis that their combi-
nation may outperform both individual methods. To assess this hypothesis, the
performance of their combination has been additionally evaluated, where the indi-
vidual feature vectors are concatenated (after independent L2 normalization) and
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5.8. Exp. II: BOW vs. structural categorization vs. their combination

Sign appearance
class

CERbal Computation time
BOW Str BOW+Str BOW Str BOW+Str

Red circular 0.0282 0.0356 0.0200 1.11 s 0.23 s 1.12 s
Red triangular 0.0314 0.0414 0.0238 1.13 s 0.23 s 1.14 s
Blue circular 0.0331 0.0177 0.0134 1.03 s 0.23 s 1.04 s
Blue rectangular 0.0731 0.0589 0.0375 1.45 s 0.24 s 1.47 s

Table 5.5 — Comparison of the BOW and structural categorization (Str) approaches, together
with their combination. The shown computation times incorporate all processing stages (e.g. pre-
processing, descriptor extraction, codebook matching, etc.) to categorize an unseen sample.

the resulting vector is used for classification. Below, the results and focus on two
different aspects are discussed: the categorization error rate and the computation
time, required to evaluate a sample. The results are shown in Table. 5.5.

Considering the categorization performance, two observations are made.
When comparing BOW with structural categorization, it is observed that the BOW
approach attains a higher performance than the structural method for the red
circular and red triangular sign appearance classes. However, the opposite is true
for the blue circular and blue rectangular sign classes, as structural categorization
outperforms BOW for these classes. This performance swap can be explained by
three observations.
• The BOW method is more robust against variations in e.g. viewpoints, small

occlusions and bounding-box localization inaccuracies.
• The blue rectangular and blue circular sign classes contain a few sign categories

that are rotated versions of each other (e.g. arrows left/right). These can-
not be distinguished by the BOW approach, as this approach incorporates
rotation-invariant descriptors, such that rotated versions of the same sign
result in similar word histograms. The structural method, which focuses on
the spatial distribution of the gradients, allows for accurate discrimination
between categories with such properties.

• Some categories contained in the blue rectangular sign appearance class fea-
ture varying texts (e.g. placenames), for which no visual word may be avail-
able, as not all possible texts are included in the codebook generation phase.
Although the text changes, the text is typically located at the same place,
allowing the structural method to identify text signs.

When evaluating the combination of BOW and structural categorization, we
find that this combined approach outperforms the individual methods for all
four sign appearance classes. The corresponding decrease in error rate is quite
significant, as the categorization error is typically lowered by 20-40%. Further
evaluations show that the combined approach also successfully solves the above-
mentioned drawbacks of both approaches, such that rotated versions of the same
sign, varying texts and viewpoint variations can be handled in more cases.

Considering the required processing time to evaluate an individual sample,
Table 5.5 shows that the structural approach is much faster evaluated than the
BOW approach, as less features have to be extracted and the time-consuming
codebook matching stage is omitted. Fortunately, the combined approach requires
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only slightly more computation time than the BOW approach, as the required
structural features are already employed during codebook matching. This com-
bination only involves three additional steps compared to the BOW approach:
concatenation of the already-extracted descriptors to the structural feature vec-
tor, L2 normalization of this vector and the incorporation of this vector in the
SVM evaluation procedure. These three additional steps operate on already com-
puted data, and can be therefore performed very rapidly, such that the combined
approach only requires about 0.01 seconds more execution time than the BOW
categorization methodology. Concluding, we consider the use of BOW without
structural information as disadvantageous, because the incorporation of the struc-
tural information significantly lowers the categorization error, while adding only
a marginal increase in computation time.

Summarizing, the combination of BOW and structural features for catego-
rization outperforms both individual approaches, and significantly lowers the
categorization error with 20-40%. This combination requires a processing time
similar to the execution time of the BOW approach, so that this performance in-
crease virtually comes for free. This leads to the conclusion that the combination
of the two feature types is beneficial, and therefore, we adopt the combination in
our categorization framework.

5.9 Discussion on the absolute categorization performance
The search for an efficient, yet optimized BOW-based categorization approach
that obtains the highest possible performance within the target processing time of
about 1.5 seconds per detection, has resulted in the definition of a parameter set
for each sign appearance class. The found parameters are summarized in Table 5.4.
This BOW-based approach is extended with a structural component, thereby sig-
nificantly improving the categorization accuracy for all sign appearance classes.
This combined categorization approach exploiting both BOW and structural in-
formation forms the final categorization system, for which the obtained balanced
categorization error rates over all sign classes are displayed in Table 5.5. This
section briefly discusses the obtained performance in a qualitative fashion, in
the sense that we conclude on the use of our specific datasets and consider the
practical value of the obtained performance results.

Regarding the the absolute categorization performance, it can be observed that
the proposed method attains a categorization accuracy exceeding 97.5% for the red
circular, red triangular and blue circular sign appearance classes. This is a highly ac-
curate result, especially considering that these results have been obtained on very
challenging datasets, featuring significant variations in e.g. resolution, viewpoint,
lighting conditions and bounding-box localizations. Although the categorization
accuracy for the blue rectangular sign appearance class is slightly lower, it still
exceeds 96%. This slightly lower performance can be explained by the nature
of this sign appearance class, as it contains more variations in the sign contents
(such as custom texts and/or symbols containing e.g. place-name signs and ar-
rows) and the inclusion of signs with different aspect ratios. These variations are
rather unique for this sign appearance class, and are not significantly contained in
the other classes. Furthermore, this sign appearance class contains 64 categories,
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while the difference between certain categories is only minor, especially for the
categories denoting parking signs. Given these challenging circumstances, we con-
sider the obtained performance as rather good, although the desired performance
level is not reached.

In order to attain the desired performance level consistently over all appear-
ance classes, an additional feature has to be exploited. The reported accuracies thus
far are obtained on datasets containing individual road sign detections. However,
in the context of our TSR system, each physical traffic sign is typically detected
multiple (3-5) times, such that the combination of all detections captured from
the same physical sign will likely provide additional robustness and results into
higher categorization accuracies for these signs. This multi-view approach will
be exploited in the next chapter. Here, we continue first with the evaluation of
the adopted combined categorization approach on publicly available datasets to
further test and confirm its performance.

5.10 Exp. III: Performance evaluation on public datasets
The previous section has presented a performance-efficiency trade-off of the pro-
posed BOW categorization system, which is extended with structural features.
The categorization performance of this combined system has been assessed on
our own datasets. In this section, the categorization accuracy of this categorization
system is evaluated on two publicly available datasets, in order to assess how our
approach compares to state-of-the-art approaches reported in literature. During
these experiments, our proposed categorization algorithm is not altered or tuned
in any way, except for retraining on the provided training sets. The sequel will
discuss the obtained results for two data sets: the GTSRB [89] and the BTSC [95].
Both datasets are described in Appendix C.3.

5.10.1 Results for the German Traffic Sign Recognition Benchmark
The GTSRB dataset [89], described in detail in Appendix C.3.1, consists of man-
ually segmented road signs, divided into 43 different sign categories. The per-
formance on this dataset is evaluated in two different ways. First, results are
provided for the complete set, thereby discriminating between all sign categories
at the same time. Second, results for subsets are given, where the categories are
grouped per sign appearance class. This second experiment is more valuable,
as in real-world scenarios, categorization is typically performed after detection,
where the employed detectors are usually sensitive to a single sign appearance
class. We adopt the category division from [89], and included one extra subset,
which consists of all red circular signs (including both the speed limits and other
prohibition subsets). This addition makes sense in the real-world, as accurate and
independent detection of these two subsets of red circular signs (speed limits and
other prohibitions) is rather challenging in practice.

During this experiment, we employ the correct classification rate metric. This
metric is also used by the original publication [89] and allows for comparison
against other reported results. The metric contains the fraction of samples that are
correctly categorized, and is equivalent to the unbalanced categorization accuracy
described in Appendix B.2. Table 5.6 summarizes the results.
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Sign class # sign categories Correct classification rate
All signs 43 0.982
Speed limits 8 0.976
Other prohibitions 4 1.000
All red circular 12 0.984
De-restriction 4 0.958
Mandatory 8 0.998
Danger 15 0.961
Unique 4 0.996

Table 5.6 — Results for the GTSRB dataset [89].

Considering the results obtained for the set of all traffic signs, our catego-
rization approach obtains a performance close or similar to other state-of-the-art
methods [89] [94], as overviewed in Table 5.7. When evaluating the results ob-
tained for the subsets, representing sign appearance classes, we have observed
that our categorization approach obtains high scores (≥ 0.975) for most of the
subsets. Slightly lower scores for the danger and de-restriction subsets are found,
consisting of red triangular and white circular signs, respectively. This may be
explained by the presence of signs captured under e.g. non-ideal lighting condi-
tions, which have a significant influence on the obtained scores, as the test sets are
rather small.

As we did not alter our algorithm (besides re-training), and this GTSRB dataset
deviates significantly from our own dataset, especially considering lighting con-
ditions and included resolutions (the GTSRB is more challenging for both) and
viewpoints (our sets are more challenging), we conclude that the reported results
show the genericness of our approach to handle similar categorization problems.

5.10.2 Results for the Belgium Traffic Sign Classification dataset
The BTSC dataset [95], described in detail in Appendix C.3.2, consists of manually
segmented road signs, divided into 53 different sign categories. This dataset has a
far lower cardinality than both the GTSRB and our own datasets. Furthermore, this
set is highly unbalanced, as for some categories fewer than 20 (training) samples
are available, while other categories are represented by hundreds of samples.

Type Correct classification rate
Committee of CNNs 99.46%
Humam performance 98.84%
Combination of structural features 98.53%
Multi-scale CNNs 98.31%
Random Forest 96.14%

Table 5.7 — Performance summary of state-of-the-art categorization algorithms on the GTSRB
dataset [94]. The listed performance numbers can be compared with the correct classification rate
shown in Table 5.6 for ”All signs”.
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5.11. Robust dataset construction strategies

# sign categories CAbal CAunbal

All 53 0.968 0.983
Only ≥ 50 training samples 23 0.980 0.985
Only ≥ 100 training samples 14 0.993 0.993

Table 5.8 — Categorization results for the BTSC dataset [95].

Although the appearance of the included Belgium road signs is similar to the
Dutch signs present in our datasets, the low amount of samples and the highly
unbalanced nature of this set makes this set very different from our own sets.

Therefore, we have conducted three experiments: one including all the cate-
gories irrespective of the number of samples, one involving only the categories
with at least 50 training samples, and one including only the categories with over
100 training samples. The categorization results are shown in Table 5.8.

As follows from Table 5.8, for the complete set, the balanced categorization
accuracy is ∼ 97%. It was found that categories with a smaller amount of training
and testing samples lower this score, which is in line with the found unbalanced
categorization accuracy (∼ 98%). When constraining the experiment to the cate-
gories with at least 50 or 100 training samples, we observe that the categorization
scores increase significantly. It should be noted that this also involves a reduc-
tion of the the number of categories, such that that the problem also becomes
less complex. Summarizing, the small and unbalanced training sets have some
degrading effect on the performance, but on the other hand, the found balanced
categorization accuracy is still around 97%. Compared to other methods presented
in literature, as e.g. [94], our approach gives a state-of-the-art categorization per-
formance.

5.11 Robust dataset construction strategies: influence of
training sample size and category imbalances

5.11.1 Introduction
The presented algorithm for road sign categorization is trained on large datasets.
These sets are manually constructed by labeling the output of the TSR system,
where detections are added that correspond to sign types that occur in insufficient
cardinality in the dataset. Gathering of this training data is very time-consuming,
especially when considering the unbalanced occurrence of the different road sign
types, since some sign types occur very frequently, while other types only occur
occasionally or seldomly. Since the amount of samples per category determines the
included variations in e.g. viewpoint, resolution, lighting conditions, deformations
and sometimes also the sign contents (such as arrows, symbols and/or text), the
training set cardinality likely influences the accuracy of the trained classifiers.

This section therefore investigates the effects of the distribution of the cat-
egories within the datasets on the categorization performance in two different
aspects.
• Cardinality per category: We first analyze the effect of the amount of training

samples per category, to estimate how large the training sets should be, to
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facilitate accurate categorization. In general, it is expected that more sam-
ples per category will result in a higher performance, as more variations
are included. However, at some point, extra samples only add redundant
variations, such that it is expected that the performance will saturate.
• Category imbalances: We additionally investigate the effects of between-

category imbalances, to assess whether inclusion of categories represented
by a low number of training samples will lower the performance of the other
categories, or will enable (non-optimal) recognition of these low-cardinality
categories. The first phenomenon would be disadvantageous, as the cate-
gories having a large number of training samples typically occur more often
than the categories for which gathering of sufficient training samples is more
challenging.

Both aspects contribute to a proposed data-collection strategy, which estimates
how the categorization datasets can be constructed in an effective way.

In literature, it is widely accepted that the categorization performance im-
proves with the usage of more training samples. However, the relative gain of
employing additional samples decreases, and will eventually saturate, such that
using as much as possible samples may not be the optimal choice, especially not
when gathering training samples is costly and training times may become very
lengthy. It is reported that the relationship between the categorization accuracy
and the number of training samples can be modeled by a learning curve [121].
These curves show the relationship between the number of training samples and
the categorization accuracy (or test error). The behavior of such curves is growing
(or decaying) exponentially towards the saturation performance attained when
using huge training sets [122]. This allows for the extrapolation (prediction) of
both the amount of training samples to attain this saturated performance and the
corresponding accuracy, without actually having these samples available. This is
particularly of interest in the medical domain, as the gathering of extra training
and validation data is costly and privacy-sensitive, such that prediction of the
expected performance prior to the actual construction of the datasets, is favored.
Some examples using learning curves are described in [123]–[125].

The effects of between-class imbalances for categorization systems is
overviewed by Sun et al. [126]. Specifically, for the SVM classifiers that are em-
ployed within the road sign categorization module, Japkowicz et al. [127] report
that SVMs are less sensitive to imbalances in the cardinality of the training sam-
ples, since the inter-class boundary is calculated predominantly based on the
samples close to this boundary. However, when the class distributions are very
skewed (e.g. 1 : 1000), Wu et al. [128] show that the smaller category is not recog-
nized anymore. The authors also propose a class-boundary adjustment algorithm
to improve the categorization performance on datasets with skewed class distribu-
tions. The finding of Wu et al. is that the category having the lowest cardinality is
not recognized anymore in case of large imbalances. This finding is beneficial and
relevant for our situation, as this implies that the performance of the categories
with a high number of training samples (which correspond to sign categories that
occur much more frequently) is likely not affected.

The standard dataset construction methodology consists of collecting all en-
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countered samples, regardless of the number of already included samples of each
category. However, the infinite gathering of training samples for each sign cate-
gory is a very time-consuming task. Therefore, we investigate an efficient strategy
for dataset construction that limits the involved amount of manual effort, while at
the same time ensuring that the constructed dataset does not limit the categoriza-
tion performance (e.g. by collecting too few samples of each category).

5.11.2 Experimental setup
To goal of the conducted experiments is to find an optimal strategy for dataset
construction such that the amount of manual effort to include sufficient samples
for all categories is minimized, while ensuring that the dataset does not limit the
categorization performance (e.g. by including too few samples). These experi-
ments focus on two aspects: (1) the influence of the amount of training samples
per category and (2) the effects of the inclusion of categories with a very small
amount of training samples. These aspects are assessed using our own datasets
described in Appendix C.2, because we have reasonable control over the amount
of samples and the cardinality of the individual categories. These experiments are
conducted for two different sign appearance classes: red circular restriction signs
and blue rectangular information signs. Both classes contain a large number of differ-
ent sign categories (34 and 64, respectively), where for each category, up to 1,200
samples are included. It should be noted that about 25% of the red circular sign
categories and about 50% of the blue rectangular sign categories have a relatively
low amount of included samples, due to the aforementioned effort and cost as-
pect in data collection. Nevertheless, each category is represented by at least 300
samples.

To assess the influence of the amount of training samples per category on
the categorization performance, we determine the categorization accuracy using
various amounts of training samples per category, ranging from 50 samples per
category up to 1,080 samples per category. The evaluations are carried out using
10-fold cross-validation, where a restricted number of samples is used for training,
while all samples are used for evaluation, such that the same validation set is used
during each experiment. It should be noted that the listed number of samples
denotes the maximum amount of training samples per category. Categories having
fewer samples than this amount are represented by all available samples.

To investigate the influence of the inclusion of categories with a very small
amount of training samples, we restrict the number of samples for 5 categories that
have 1,200 training samples to 15, 25, 50, 100 and 150 samples, and assess whether
the categorization accuracy for the other categories is affected by the inclusion of
these categories with a small training-set cardinality. Additionally, we investigate
the recognition capabilities for these small-cardinality categories.

Both experiments are discussed below, where we employ the balanced catego-
rization accuracy (as defined in Appendix B.2) as performance metric.

5.11.3 Influence of the training sample size per category
Figure 5.10 shows the balanced categorization error as a function of the maximum
amount of training samples per category for the red circular and blue rectangular
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Figure 5.10 — Balanced categorization error as a function of the amount of employed training
samples per sign category.

sign appearance classes. From Fig. 5.10, it can be readily observed that the curves
look similar to the exponentially decaying shape predicted by [121], [122]. For both
appearance classes, the performance improves with an increase in the number of
used samples. This increase becomes small to negligible when passing beyond
700-800 training samples per category, such that this point features a logical trade-
off performance point between accuracy and dataset collection effort. The curve
also shows the relevance of constructing such large datasets, as a decrease in
the number of involved training samples per category from 750 to 500 leads to a
significant increase in the balanced categorization error. This increase equals about
10% for the blue rectangular signs, and approximately 20% for the red circular signs.
It should be noted that the found increase in error rate for the blue rectangular
sign appearance class may be negatively biased, as the corresponding dataset
contains a large number of categories with less than 500 samples per category.
Nevertheless, these findings clearly illustrate the influence of the dataset size on
the categorization performance.

5.11.4 Influence of categories with few training samples
The second experiment investigates the robustness against the presence of sign
categories with a very small cardinality of training samples. This evaluation in-
volves limiting the amount of training samples for 5 different categories, while the
maximum number of available training samples are used for all other categories.

Table 5.9 shows the balanced categorization accuracy for various numbers of
training samples, as well as for the baseline, where 1,080 training samples are used.
The table lists two different balanced categorization errors: either calculated over
the categories with a small cardinality of training samples, or calculated over all
other categories. It can be concluded that including some categories with a small
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# Training samples for
the small-cardinality

categories

Balanced categorization error
Red circular signs Blue rectangular signs
Other Small-

card
Other Small-

card15 0.0224 0.4585 0.0391 0.2692
25 0.0223 0.3454 0.0389 0.1844
50 0.0224 0.1841 0.0390 0.1056
100 0.0224 0.1067 0.0391 0.0556
150 0.0227 0.0851 0.0393 0.0401

1, 080 0.0244 0.0267 0.0397 0.0118

Table 5.9 — Effects of including a number of sign categories with a very small amount of training
samples. All other categories are trained using the maximum available amount of samples. The
shown balanced categorization error is computed in two ways: using these other sign categories only,
and based solely on the categories that have a small cardinality in training samples. The baseline is
also shown, involving 1,080 samples per category.

amount of training samples does not lower the categorization accuracy for the sign
categories that have a large number of samples. In contrast, adding more samples
to the small-cardinality categories slightly but steadily lowers the categorization
accuracy for the categories with sufficient samples. This is in agreement with
the findings of Wu et al. [128], who have found that for unbalanced datasets,
the category having the relatively smallest amount of samples is less frequently
recognized.

When considering the categorization accuracy for the categories with a small
cardinality of training samples, we observe that adding more samples lowers the
categorization error for the respective category. This observation is valid for both
sign appearance classes, although there is an offset between both sign classes. The
red circular sign class requires more samples than the blue rectangular sign class to
attain a similar performance.

Therefore, we conclude that the addition of categories with a low number of
training samples is beneficial, as the corresponding categories are recognized in
the vast majority of the cases when using only a low number of training samples.
For example, to categorize ∼ 90% of the samples correctly for a certain category,
about 50 and 100 training samples are required for the blue rectangular and red
circular sign appearance classes, respectively. This result is achieved without affect-
ing the performance for the other categories significantly. However, significantly
more training samples are required to enable very accurate categorization for
those categories.

5.11.5 Conclusions w.r.t. the generation of categorization datasets
This section has investigated the effects of the dataset composition on the catego-
rization performance in two different aspects. First, it was analyzed how much
samples per category are required to train an accurate categorization system. Sec-
ond, it was assessed whether the addition of categories with a small amount of
training samples reduces the performance of the other categories, or whether they
can be added without penalty.
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Figure 5.11 — Overview of the BOW-based categorization system.

These experiments have clearly shown that the addition of more training
samples per category leads to a decrease in categorization error rate. This decrease
can be quite significant: increasing the number of samples per category from 500 to
750 leads to a∼ 20% reduction in categorization error. Therefore, gathering at least
700-800 training samples per category is strongly recommended. Furthermore,
the inclusion of categories that are only represented by a low number of training
samples does not significantly affect the performance of the other categories, while
the clear majority of samples belonging to these small-cardinality categories can
be categorized correctly based on this small training set.

This leads to the overall conclusion that the categorization datasets can be
generated in an iterative fashion, where the training samples are collected from
the performed manual evaluations (up to a limit of e.g. 750 samples per category).
Encountered sign categories that are currently not supported by the categoriza-
tion system can be added directly, without limitations on the minimum number
of training samples. This is an attractive feature of our categorization approach,
because it allows to gradually extend the categorization system without a perfor-
mance penalty, such that the recognition accuracy of the less frequently occurring
categories will increase with the number of corresponding samples.

5.12 Summary and conclusions
5.12.1 Proposed categorization system
This chapter has presented a categorization system for the categorization of road
sign detections. The objective of this system is to assign each individual detection
to a sign category, out of a predefined set of categories belonging to the sign
appearance class returned by the sign detection algorithms.

A categorization approach based on the generic Bag of Words (BOW) catego-
rization methodology has been presented. This system aims at the identification
of the category of an unknown sample by counting the occurrence of a set of
predefined key features. Since this method focuses at small subregions within
the pixel bounding-box of the sign detection, it was found that this technique is
characterized by a high robustness against commonly occurring distortions, such
as viewpoint variations, sign deformations and occlusions, and therefore often
outperforms categorization based on structural features.

The presented BOW categorization methodology consists of five different pro-
cessing steps, as illustrated in Fig. 5.11. These steps are briefly concluded below.
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1. Pre-processing: each bounding-box image is resampled to a fixed size of
100× 100 pixels. This is large enough to contain background context around
the sign, and small enough to enable fast processing.

2. Descriptor extraction: W-color SIFT descriptors are extracted from a dense grid
containing 5 different scales and 2,751 keypoints in total. A reasonable scale
value ensures the inclusion of keypoints from different sizes to capture sign
contents at various sizes.

3. Dimensionality reduction: each of the extracted descriptor vectors is reduced
to a lower-dimensional vector using Principal Component Analysis (PCA).
We have found that a PCA-based reduction of the SIFT descriptors to a 96-
dimensional vector is most beneficial in terms of categorization efficiency.

4. Feature vector construction: Each descriptor is compared to a set of pre-defined
key features of all categories of interest, which are stored in the visual dictio-
nary. This comparison results in an occurrence histogram, representing the
evidence that each respective key feature is present in the current image.
Two comparison strategies have been evaluated: (1) Hard assignment: each
descriptor matches with the closest entry within the visual dictionary. (2) Soft
assignment: each descriptor contributes to the histogram entries of all dictio-
nary entries, where each contribution is related to the distance between the
descriptor and respective dictionary entry. Both methods are implemented
in an efficient fashion, using vectorization instructions supported by modern
CPUs. The comparison (see Figs. 5.8 and 5.9) has shown that soft assignment
outperforms hard assignment for identical dictionary sizes, but that hard
assignment in combination with a larger visual dictionary leads to a signif-
icantly faster computation time for a similar performance. This motivates
our choice for hard assignment.
The visual dictionary, containing key features for all categories, is pre-
computed by clustering descriptor vectors extracted from all categories.
Our final implementation exploits a modular codebook, which is the con-
catenation of individual codebooks per sign category, so that all categories
are represented by the same number of codewords. We have found that a
codebook size of 750 entries per category leads to the most efficient cate-
gorization within the set processing time budget, lowered to 500 when the
number of categories grows very large (e.g. ≥ 50 categories).

5. Classification: the sign category is determined by an analysis of the L2-
normalized word histogram based on linear SVMs. This classification
method is well motivated by its extensibility, its high performance and fast
evaluation time.
To enable multi-category classification, we have compared two architectures:
(1) One-versus-All (OvA), which trains a classifier per category. The classifier
returning the highest score determines the sign category, (2) One-versus-
One (OvO), which trains a classifier for each pair of categories, where the
sign type is selected that is mostly voted by the classifiers. Experiments have
shown that OvA is favorable when the number of categories grows large,
which motivates our choice for this architecture.
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Incorporating structural features into the the described BOW system further
increases the performance of the categorization system. The current system solely
counts the number of occurrences for each codebook entry, and thereby ignores the
spatial relationships between the exploited key features. A comparison between
the BOW categorization system and a categorization based on structural features
has shown that both approaches have their strong points, and no method clearly
outperforms the other. However, the combination of both feature types consis-
tently outperforms both individual approaches for all sign appearance classes.
Since the structural categorization approach uses a different representation of a
subset of the features employed within the BOW system, the computational load
of the combined system is effectively similar to the BOW system. Therefore, we
conclude that employing this feature combination is clearly beneficial, and forms
our proposed categorization system.

5.12.2 Categorization performance of the found categorization system
The combined categorization approach exploiting both BOW and structural fea-
tures is able to categorize red circular, blue circular and red triangular signs with
an accuracy of 98.0%, 98.7% and 97.6%, respectively. We consider this as an accu-
rate result, as our datasets include many challenging factors, such as viewpoint
deviations, motion blur, occlusions, variations in resolution and lighting condi-
tions, and also include sign categories with a nearly similar visual appearance.
For the blue rectangular sign appearance class, we obtain a slightly lower cate-
gorization accuracy of 96.3%. This slightly lower performance is mainly caused
by the large number of nearly similar signs and the inclusion of signs that have
varying arrows, texts and sizes, such as place-name signs. Considering that this
appearance class contains as much as 64 different categories, we consider this
slightly lower performance still sufficient.

The retrieved categorization methodology is also assessed on two publicly
available road sign categorization datasets: the GTSRB and BTSC datasets. These
sets deviate significantly from our own datasets in terms of included lighting
conditions, resolutions, viewpoints and number of sign types. These datasets are
challenging with respect to capturing conditions, but are less representative for
the viewpoint variation and included sign types. Despite this, evaluations have
shown that our approach is also applicable to these sets and attains a near state-
of-the art performance on the GTSRB, and a beyond state-of-the art performance
for the BTSC dataset.

5.12.3 Robustness towards training sample size and category imbalances
The robustness towards small and unbalanced datasets is also assessed. This is
very relevant, as certain sign types only occur in a minority of cases, such that
gathering large and equal amounts of training samples for all sign categories is
very time-consuming.

1. Evaluation results reveal that the categorization performance significantly
increases when using more samples per category, and saturates when em-
ploying 700-800 instances per category.

2. Furthermore, including a small number of categories with a low amount of
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training samples does not significantly influence the performance for the
categories that have a large number of training instances, although the per-
formance of these low-cardinality categories can be significantly improved
by collecting additional samples.

These findings allow for iterative generation of the categorization datasets, where
all available samples belonging to categories that have an insufficient training
sample cardinality are added each iteration.

5.12.4 Beyond categorization of single detections
The proposed methodology for the categorization of individual road sign detec-
tions will be employed in Chapter 6 for the categorization of positioned 3D signs,
based on a multi-view combination of the categorization results, obtained for all
individual detections employed during positioning of the respective sign. The
proposed multi-view categorization methodology will be extended with reliability
prediction in Chapter 7, resulting in an estimate whether the given categorization
result is likely to be correct, thereby facilitating more efficient manual quality
validations.
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6.1 Introduction
6.1.1 Starting point
The previous chapters explored the detection of signs visible within the individual
street-level images (Chapters 3 and 4) and the categorization of the resulting road
sign detections (Chapter 5). These processing stages involve dense scanning of
each image to retrieve the pixel bounding-box coordinates and sign appearance
class (e.g. red triangular) of all visible signs. This is followed by a detailed analysis
of these sign detections, to retrieve their exact sign category (e.g. warning, pedestrian
crossing ahead) out of a pre-defined set of categories per sign appearance class.

Within the Traffic Sign Recognition (TSR) framework (see Sect. 2.5 for an
overview), categorization is performed both on individual sign detections (as
discussed in the previous chapter) and on the positioned 3D signs. These positioned
3D signs are retrieved by combining the metadata belonging to the detections that
represent the same physical sign, as extensively described in Appendix A. Each
retrieved positioned 3D sign contains a set of detections based on which its sign
position is calculated, together with its sign appearance class, which is derived
from the detection stage. Figure 6.1 provides an illustration of the discussed infor-
mation streams. As discussed in Sect. 2, performing categorization per positioned
3D sign, instead of per detection, allows for more robust distinction between the
sign categories, as this enables the exploitation of all information contained in
the individual detections. Furthermore, this architectural decision contributes to
a higher computational efficiency, as detections not contained in a positioned 3D
sign may be omitted from categorization.

This chapter contributes with a detailed presentation of this multi-view sign cat-
egorization processing stage, for which the single-detection categorization module
described in the previous chapter forms an important component. Below, we will
provide (1) the problem statement for this processing stage, (2) discuss the typical
approach to this task, after which we will introduce (3) our solution direction.

6.1.2 Problem definition
The desired multi-view sign categorization processing stage should categorize the
positioned 3D signs, which consist of a set ofN detections, where each detection is
found in a distinct image. The amount of detections N is typically 3-5, but may be
incidentally much larger, e.g. even up to 15-20 detections, in cases an intersection
is captured several times, as explained in Appendix A. Each detection contains a
view of the same road sign, captured from a different capturing position.
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Figure 6.1 — Illustration of the information streams within the TSR system. Scanning of all
individual street-level images results in a number of sign detections per sign appearance class
(indicated by the blue and red-blue circles). Detections representing the same physical sign are then
combined to retrieve the sign positions. For clarity, not all found detections are shown.

Two aspects are important for this module:
Limited sign visibility / sparse data: Not all detections contain a clear view of

the road sign, as each detection captures the sign from a different viewpoint and
distance. For example, some detections capture the sign at a very low resolution,
while others capture the sign from a non-frontal viewpoint. This is especially rele-
vant due to the sparse nature of our source data, as each road sign is typically only
visible in a few recordings. Figure 6.2 illustrates this by showing the detections
belonging to a positioned 3D sign, ordered by the capturing-to-sign distance.

Double-sided signs: Some signs are double-sided, i.e. these signs consist of two
signs which are mounted back-to-back. As these signs are located very close to
each other, typically mounted on the same pole, it is very difficult to distinguish
these situations from single-sided signs based on the available metadata, such
that the multi-view positioning module merges these signs together, as visualized in
Fig. 6.3. As both signs may have a completely different meaning, discrimination

Figure 6.2 — Example of the detections used during positioning of a positioned 3D sign, ordered
by the distance between sign and capturing. It should be noted that the quality gradually degrades
with the increasing distance.
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between both sign sides is essential, especially since such signs usually have an
opposite meaning, for example, in case of the start or end of parking or speed
zones. Since such situations occur rather frequently in practice, the TSR system
should be able to identify these cases, as this may otherwise result in missed signs,
which is undesirable.

Summarizing, we formulate the problem statement for this chapter as fol-
lows: the multi-view sign categorization stage should analyze all detections of a
positioned 3D sign to retrieve its sign type, thereby being robust against (1) the
occurrence of expected distortions such as viewpoint and resolution differences
and (2) the occurrence of double-sided signs.

6.1.3 Typical approach
The above-described multi-detection fusion task is typically implemented using
majority voting over all categorization results. This strategy is e.g. followed by
Timofte et al. [33] TimofteJournal within their described road sign-recognition sys-
tem. The authors propose to first independently categorize each detection of a 3D
hypothesis, after which the individual categorizations jointly vote for the final sign
type of the 3D hypothesis. Such approaches operate on more densely-captured
images than our TSR system. Specifically, the authors employ a 1-meter capturing
interval, compared to the 5-meter interval of our source data. This implies that
whereas related systems have dozens of detections of the same physical sign, we
typically have less capturings (in majority only about 3-5) of the same sign. Due
to the large capturing interval, each of these detections is captured from very
different viewpoints, so that these detections show large visual variations w.r.t.
each other. Therefore, it is likely that the categorization results may differ broadly,
implying the need for a more sophisticated fusion approach.

(a) (b)

Figure 6.3 — Examples of two similar situations with (a): single-sided and (b): double-sided sign,
which are indistinguishable based on metadata. The configuration of the double-sided sign is also
shown.
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The remainder of this chapter starts with the system overview of the multi-view
categorization stage (Sect. 6.2), followed by a detailed description of the individual
components (Sect. 6.3). Afterwards, we evaluate the performance of the described
approach (Sect. 6.4), followed by the conclusions in Sect. 6.5.

6.2 Our approach and system overview
6.2.1 Followed approach
The multi-view sign categorization processing stage presented in this chapter solves
the sketched problem in the following way.

Sign-orientation estimation: The algorithm starts with the estimation of the sign-
orientation angle, i.e. the direction the sign is oriented to. This allows for the
identification of double-sided signs, where the detections belonging to each of
both sign sides are retrieved. This sign-orientation angle also provides information
about the traffic direction for which the sign applies. This can be exploited to
estimate to which road lane the sign belongs, and forms therefore an additional
benefit for the end users of the generated road sign surveys.

Weighted voting: Next, the sign category of each of the sign sides is extracted
by weighted voting over the categorization results of all detections belonging to
each of the identified sign sides. The incorporated weights exploit the expected
disturbances affecting categorization performance, such as the capturing-to-sign
distance and the deviation between an estimate of the viewpoint of the respective
detection and the ideal frontal viewpoint, such that detections that are more likely
to be categorized correctly, are assigned a higher weight.

6.2.2 Overview
The multi-view categorization stage is attached to the multi-view sign positioning stage
of the TSR system (see Sect. 2.5), and aims at the retrieval of the sign type of a
positioned 3D sign. This processing stage operates on all detections involved with
the calculation of the sign position, where for each detection, both the detection
bounding box and the GPS position of the corresponding capturing location are
known. Figure 6.4 displays the system overview of the multi-view categorization
stage. The 4 functional components are briefly described below.

1. Single-image categorization: each input detection is categorized to retrieve its
sign type, using the categorization algorithm described in Chapter 5.

2. Sign-orientation estimation: all detections found in consecutively captured
images are exploited to retrieve the sign orientation.

3. Viewpoint-deviation estimation: based on the found sign orientation, the view-
point deviation w.r.t. the ideal, frontal viewpoint is computed for each detec-
tion. This step also identifies double-sided signs: found double-sided signs
are split in two signs, and all detections are assigned to one of the sign sides,
i.e. the sign side that is visible.

4. Sign-type determination: the sign type of the positioned 3D sign is retrieved,
based on the categorization results of the individual detections. This process
exploits weighted voting, where the weight involves the capturing-to-sign
distance and the viewpoint deviation w.r.t. the ideal, frontal viewpoint.
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Chapter 5
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Figure 6.4 — System overview of the multi-view categorization stage.

6.3 Multi-view categorization system description
This section describes the added functional stages, particularly with the focus on
algorithmic principles.

6.3.1 Sign-orientation estimation
The sign orientation is estimated based on all detections of the positioned 3D sign
based on which the sign is positioned. We have observed that the orientation of
the sign with respect to the road is rather unconstrained in practice, as signs may
be rotated, poles may be skewed and signs may be placed along intersecting roads,
side roads and bicycle paths. Additional viewpoint variations are introduced by
capturing the sign from different positions, as illustrated in Fig. 6.5a. We have
found that these horizontal viewpoint changes are the most significant factor for
the encountered viewpoint changes in general. Therefore, we model the sign as
a 2D surface, with the assumption that the sign pole is directed perpendicular
to both the northern and eastern directions. This model has a single degree of
freedom, i.e. the rotation of the sign around the pole, as shown in Fig. 6.5b. It
should be noted that this model neglects the fact that poles may be tilted, but
we have empirically found that although slightly tilted poles occur very often,
severely tilted poles occur with low probability.

The model has a single parameter, ϕs, which is defined as the clockwise an-
gle between the northern direction and the normal angle of the sign. For each
positioned 3D sign, this model parameter is estimated by applying dense match-
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(a)

North (0°) 

East (90°)

φs

(b)

Figure 6.5 — (a): Illustration of the viewpoint variations due to varying capturing locations. Blue
dots represent the capturing positions. (b): Model definition: the sign is modeled as a 2D surface,
which can rotate around its pole. The pole is assumed to be perpendicular to the ground plane.

ing of Scale-Invariant Feature Transform (SIFT) descriptors [39] (introduced in
Sect. 2.6.1.A) between the detections present in consecutively captured images.
This procedure starts with the pair-wise analysis of all detections identified in
consecutively captured images, followed by merging of the found results.

The procedure starts with resizing both detections to a fixed size, to compen-
sate for scale differences, and proceeds with the extraction of SIFT descriptors [39]
from a dense grid at a single scale. Afterwards, the descriptors extracted from both
images are matched, resulting in point correspondences between the detections.
This matching involves the evaluation of the Euclidean distances between all pos-
sible descriptor pairs. A descriptor pair matches in case the following conditions
hold for both descriptors: (1) there is no neighboring descriptor with a lower L2
distance, and (2) for both descriptors the ratio between the first and second lowest
distance is lower than 0.8. This procedure is essentially the same as proposed by
Lowe [39].

For all found matches between both detections, we exploit the corresponding
pixel coordinates for the estimation of the real-world coordinates based on trian-
gulation. Afterwards, the sign orientation is obtained by fitting a plane through
the retrieved positions. To cope with occurring outliers, we employ weighted least
squares. As the sign model is equivalent to a linear line in North-East coordinate
space, defined by y = ax+ b with x, y being the two coordinates. This equals to
iteratively solving the following equation:[

a
b

]
=
(
XTwTwX

)−1
XTwTwy, (6.1)

with X = [x 1]. The column vectors x and y denote the observations, i.e. the
found coordinates, organized in a vertical orientation. Matrix X is a matrix with
the observations at the left, and a unity vector in the right column. For example,
when two matches are found at positions (x1, y1) and (x2, y2), this results in the
following vectors:
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Figure 6.6 — Illustration of the used parameters in Sect. 6.3.2 (view from above). At the lower
left, the capturing location is shown with the northern reference direction and the angular direction
ϕc under which the sign detection is observed. At the right, the sign plane is shown as a line, where
the sign-orientation angle ϕs is defined southwards as explained in the text. The angular difference
between the observed sign and the ideal frontal viewpoint ϕv is now calculated by Eqn. (6.3).

x = (x1 x2)T , y = (y1 y2)T . (6.2)

For each of the matched positions, the weight vector w with individual weights
wi contains the inverse of the relative fitting error, which is given by the L2 dis-
tance between the line and the observation. This model is applied in an iterative
fashion, and the model parameter ϕs is obtained from the fitted line, as it is ori-
ented perpendicular to this line. As signs may have two sides, two normal angles
may be present, one for each side, but here we consider only the normal angle
closest to the southern direction. The sign will be later split into separate sign
sides (fore side and back side) in a following step of the system: the viewpoint-
estimation procedure.

The approach described above results in an estimate of the sign-orientation
angle for each pair of detections found in consecutively captured images. The sign-
orientation angle for a positioned 3D sign is now computed by weighted averaging
over all retrieved orientations. The involved weight is proportional to the angular
value between the rays intersecting the sign and capturing locations (see Fig. 6.3),
such that estimated sign orientations that are likely to be estimated more precisely,
are assigned a higher weight. This relation is known from triangulation theory
(see Appendix A for more details).

6.3.2 Viewpoint-deviation estimation
Based on the previous model, the viewpoint deviation with respect to a frontal
view is retrieved for each detection used to position the sign. This estimation
procedure starts with the extraction of the angle between the northern direction
and the direction the sign is observed within the image, defined as ϕc. This angle
follows from the location within the panoramic image, as the horizontal axis
ranges linearly from −180◦ to +180◦ w.r.t. the northern direction (see Fig. 2.3 for
an explanation). Then, the angular difference with respect to the normal angle of
the sign is calculated by:

ϕv = |180◦ − |ϕs − ϕc| | . (6.3)
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  φ =180
s

#2

#3

#4

#5

#1

#6

(a)

det # ϕc ϕv

#1 194◦ 166◦

#2 205◦ 155◦

#3 232◦ 128◦

#4 313◦ 47◦

#5 338◦ 22◦

#6 345◦ 15◦

(b)

Sign no 1:
det # ϕv

#1 14◦

#2 25◦

#3 52◦

Sign no 2:
det # ϕv

#4 47◦

#5 22◦

#6 15◦

(c)

Figure 6.7 — Explanation of the model presented in Sect. 6.3.2. (a): Illustration of a double-sided
sign and its sign orientation angle ϕs. The numerical value of ϕs is chosen for simplicity of this
figure. (b): The table shows the measured ϕc and the calculated ϕv for each detection. The detections
belonging to both sign sides can now be grouped based on the obtained values of ϕv. (c): Overview of
the two resulting signs including the new ϕv’s adjusted to the orientation angles of both respective
signs. It should be noted that the ϕv’s are almost identical for mirrored capturing positions.

It should be noted that this angular difference has no sign, and therefore represents
the deviation w.r.t. the normal angle, and does not contain information about the
deviating direction. This is explained by closer inspection of Fig. 6.6.

Double-sided signs can be identified based on the distribution of the angle ϕv
over all detections, as in case of a double-sided sign both entries with ϕv ≤ 90◦

and with ϕv > 90◦ occur. This is explained in Fig. 6.7 and the corresponding
caption, where individual detections are partitioned into two groups of angles.
As double-sided signs consist of two independent, separate signs, we split the
sign at this stage when each sign side has at least two supporting detections. This
separation involves re-calculation of ϕv w.r.t. the normal angle of the respective
sign side. The aforementioned splitting of detections into two groups enables
the determination of the individual sign category of both sign sides. This sign
categorization is performed for both sign sides individually, resulting in a sign
category for both sign sides.

6.3.3 Sign-type determination
After estimation of the sign orientation and calculation of the viewpoint deviation
for each detection, the sign type of the positioned 3D sign is computed. The
conventional approach is to apply majority voting over all categorization results.
However, not all detections may have been categorized equally accurate. This
occurs mainly because of the following two dominant aspects:
• capturing distance: capturing from a distance results in lowered resolution,

while signs recorded from very closeby may be subject to large motion blur;
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• viewpoint deviations: large deviations from the ideal frontal viewpoint result
in distorted views.

To cope with these expected disturbances, we propose to apply weighted vot-
ing, which assigns each detection a weight w, related to the value of ϕv and the
capturing-to-sign distance d. This weight should be maximal in case both the
capturing-to-sign distance and viewpoint deviation are close to ideal, but low if ei-
ther component is significantly off. Therefore, we have selected a weight function
that is proportional to a bi-variate Gaussian distribution, without correlation be-
tween both components. As a consequence, these weights are defined as a product
of two exponential functions:

w ∝ exp

(
− (d− µd)2

2σ2
d

)
· exp

(
− (ϕv − µϕ)

2

2σ2
ϕ

)
. (6.4)

In this equation, µd, µϕ, σd and σϕ represent the mean and standard deviation
of both distributions in d and ϕv. These distribution parameters are selected em-
pirically based on the aforementioned considerations, with the following values:
µd = 7.5m, µϕ = 0◦, σd = 7.5m and σϕ = 40◦. The resulting weights are used for
weighted voting, where the sign type that corresponds to the largest cumulative
weight is selected as the sign type of the positioned 3D sign.

6.3.4 Summary of the algorithmic steps
The above-described algorithmic steps are summarized in Alg. 1. This summary
uses the same notations as used in the previous subsections; therefore, we refer to
Sect. 6.3.1-6.3.3 and Fig. 6.6 in particular for an explanation of the used notation.

6.4 Experiments and results
6.4.1 Experimental setup
We have evaluated both the categorization accuracy and the sign-orientation
estimation accuracy of the described multi-view categorization methodology.

The first experiment involves a comparison of the described method against
standard majority voting, which is the common way for combining categorization
results. During this evaluation, we determine both the categorization accuracy of
all found signs, and the percentage of double-sided signs that are found accord-
ingly. In the latter case, we treat the double-sided sign as two independent signs,
which both count as either correctly or incorrectly categorized. This experiment
is conducted on a moderate-sized geographical region, containing over 118, 000
panoramic images. Our system has identified 2,224 positioned 3D road signs
within this region, which are all manually validated for correctness of the sign
code and the presence of a sign mounted to its back side. During this evaluation,
the following performance metrics have been applied:

1. Correctly categorized signs: the number of signs that are assigned the correct
sign code.

2. Incorrectly categorized signs: the number of signs that are assigned an incorrect
sign code.
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input : Positioned 3D sign (having N detections and a position).
output : Sign orientation angle ϕs and

sign categories {catfront, catback} of the positioned 3D sign.

// Calculate sign orientation angle ϕs.
forall the pairs of detections p do

Densely extract descriptor vectors from both detections.
Match descriptors, each match results in a real-world position (x, y).
Fit a line y = ax+ b through these positions using weighted least-squares:[

a
b

]
=
(
XTwTwX

)−1
XTwTwy with X = [x 1].

Calculate orientation angle ϕps from the fitted line.
end
ϕs ∝

∑
p
wp ϕ

p
s with wp ∝

∣∣ϕp,1c − ϕp,2c ∣∣.
// Calculate viewpoint deviation ϕdetv for each detection.
foreach detection det do

ϕdetv =
∣∣180◦ −

∣∣ϕs − ϕdetc

∣∣ ∣∣.
end

// Categorize each individual detection.
foreach detection det do

Categorize det, resulting in catdet.
end

// Split sign to front,back signs.
foreach detection det do

sidedet =
{
front if ϕdetv ≤ 90◦

back otherwise
end

// Obtain sign category for both sign sides
// using weighted voting.
foreach side ∈ {front, back} do

catside = max
c∈ categories

∑
∀det

{ wdet if c = catdet and side = sidedet
0 otherwise

where wdet ∝ exp

(
− (ddet−µd)

2

2σ2
d

− (ϕdet
v −µϕ)

2

2σ2
ϕ

)
.

end

Algorithm 1 — Summary of the multi-view sign positioning processing stage.
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Case Majority voting Weighted voting
# Total signs 2,224 2,224
# Total double-sided signs 66 66
# Correctly categorized signs 2,134 96.0% 2,222 97.3%
# Incorrectly categorized signs 90 4.0% 62 2.7%
# Identified back sides 0 0.0% 60 90.7%
# Falsely found back sides 0 1

Table 6.1 — Categorization results of the majority voting procedure (reference method) and the
described multi-view categorization module, featuring sign-orientation estimation and weighted
voting based on the capturing-to-sign distance and the estimated deviation w.r.t. a frontal viewpoint.

3. Missed back sides: the number of double-sided signs from which the back side
is not identified.

4. Falsely found back sides: the number of back sides that are falsely found.
The second experiment concentrates on the comparison of the estimated sign-

orientation angle with manually-annotated orientation angles as ground truth.
This analysis is conducted during the case study for the specific recognition of
speed-related signs, described in Sect. 8.3.1. We have included this experiment
over here, since it focuses at the assessment of the accuracy of the estimated
sign-orientation angle. The comparison involves 5,789 signs, and for each sign,
the sign orientations are manually corrected within ±5◦. It should be noted that
the manually labeled orientations represent the direction of validity of the signs,
which is not necessarily equal to the physical sign orientation (e.g. for rotated
signs).

6.4.2 Categorization accuracy
Table 6.1 summarizes the categorization results for both our method using the
proposed weighted voting scheme and the reference algorithm, which employs
majority voting. When comparing the proposed method with the case of majority
voting, we have found that the percentage of incorrectly categorized signs shows a
significant decrease of about one-third. We have found that the described approach

Figure 6.8 — Example of a situation where weighted voting outperforms majority voting due to
the repeated occurrence of significant non-ideal viewpoints.
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Figure 6.9 — Cumulative histogram of the absolute angular differences between the computed
sign-orientation angles and the manually corrected angles.

especially helps in the specific case, where signs are oriented perpendicularly to
the road direction, as illustrated in Fig. 6.8. In this example, the sign is captured in
three different images, were two detections are captured from a (strong) non-ideal
viewpoint. It should be noted that the sign detection algorithm always returns
rectangular bounding boxes, such that signs captured from non-ideal viewpoints
suffer from less accurate bounding-box localization. These capturings from non-
ideal viewpoints may result in categorization errors, especially between very
similar sign types. When two of the signs are assigned a wrong (and different) sign
code, majority voting results in ambiguity, while our weighted voting approach
enables the selection of the correct sign type.

Considering the double-sided signs, it follows that about 91% of them are
identified accordingly, thereby clearly showing the benefit of the sign-orientation
estimation. We have found that the remaining missed back sides are caused by
the lack of detections of the corresponding sign side, which may occur when the
sign is slightly rotated towards one road lane.

6.4.3 Sign-orientation estimation accuracy
Figure 6.9 displays the cumulative histogram of the absolute angular differences
between the computed sign-orientation angles and the manually corrected ori-
entation angles. As follows from the figure, the vast majority of computed sign
angles only deviates minorily from the manually corrected angles, i.e. only ∼ 24%
of the signs have a sign-orientation angle that deviates more than 10◦ from the
manually validated angle. Considering that deviations up to 45◦ enable the correct
assignment of a sign to a road lane at an intersection, we conclude that ∼ 98.5%
of the signs have an angle suitable for that task. We have found that most of
the signs with a larger angular difference correspond to two types of errors. The
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(a) (b) (c)

Figure 6.10 — Examples of cases where the manually annotated sign orientation-angle does
not align with the real sign orientation-angle. (a): situation where a side road is not oriented
perpendicular to the main road, but the sign orientation is manually set as perpendicular. The green
arrow denotes the computed sign orientation, the red arrow shows the manually corrected direction.
(b): top view of the situation of (a), where the orientation angles are also shown. (c): situation where
the sign is rotated along the pole. Green: calculated angle, red: manually annotated angle (direction
parallel to the road the sign applies to).

first error type consists of signs captured from a significant distance, resulting in
both a lower number of retrieved matches and a larger variance in the position
calculations during the sign-orientation estimation procedure (Sect. 6.3.1). This
situation could be signaled, and (in the context of semi-automated surveying) the
corresponding orientations could be manually corrected.

The second error type is caused by flaws in the ground truth. During the
manual corrections, the operators have focused on assigning the direction in
which the sign is intended to be valid (which is not necessarily the same as the
direction of the physically orientation of the sign), since this is beneficial for the
application (as will be described in Sect. 8.3.1). This consideration has impact in
two different ways.
• When a side-road is not oriented perpendicular to the main road, the sign ori-

entation is manually set to a perpendicular direction, as shown in Fig. 6.10a.
• For signs that are rotated around their pole and therefore not perpendicularly

oriented w.r.t. the road they apply to, the sign-orientation angle is manually
set to coincide with the direction of the road. This implies that some of the
estimated sign orientations are incorrectly marked as having an angular
deviation, as shown in Fig. 6.10c. Additionally, this may also influence the
sign-orientation angles of signs located along curves1 in the road.

1Orientations different from the local tangent of the curve are also modeled as a deviation. This is
important since signs along curves are usually oriented slightly towards the approaching drivers.
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We have found that these two cases correspond to at least 20% of the cases with a
deviation larger than 45◦, such that the real amount of signs with a very large error
in the estimated sign-orientation angles is probably lower than the found ∼ 1.5%.
As a consequence of these considerations, we will develop a system with inherent
robustness for the deviations of the orientations that will inevitably occur, as the
ground truth for these deviations is unknown.

In certain cases, our algorithm did not return a sign-orientation angle. This is
the case for 95 signs (about 1.6% of the involved number of signs), and is typically
caused by a lack of identified corresponding points describing the sign. This
is especially the case for signs captured from a large distance, as in that case
the resolution is rather low, complicating both matching and position estimation.
These signs are excluded from Fig. 6.9, as the context of semi-automated surveying
of road signs allows for the specific checking of signs without an assigned sign
orientation. This implies that it is better to provide no information on the angle
than giving a likely erroneous sign-orientation angle.

6.5 Summary and conclusions
This chapter has presented a methodology for multi-view categorization of po-
sitioned 3D road signs. This processing stage should (1) assign each 3D sign
to the correct sign category, and additionally, (2) be able to identify and handle
double-sided signs by returning sign categories for both sign sides. This is a rather
challenging task, as the used large capturing interval implies that typically only a
few detections (e.g. 3-5) are available per 3D sign, while these detections feature
large visual variations due to the significant variations in viewpoints and resolu-
tions. This low amount of detections per sign resulting from the 5-m capturing
interval implies that the commonly applied majority voting over the categoriza-
tion results of the individual detections is suboptimal. This prompts for a more
sophisticated methodology, as described in this chapter.

The described multi-view sign categorization processing stage starts with the
estimation of the sign-orientation angle, based on multi-view analysis. This angle
is then used to determine whether a road sign is single- or double-sided. For
each sign side, the sign category is extracted, using weighted voting over the
categorization results of the individual detections extracted from separate images,
where the employed weights provide a model for the expected categorization
accuracy, such that detections that are expected to be more accurately categorized
are assigned a higher weight. This weight involves the viewpoint deviation w.r.t.
the frontal viewpoint and the distance between the location of the sign and the
capturing position from which the respective detection is found. Both components
are modeled in a bi-variate Gaussian distribution, which offers a reproducible
method for computation. While most modern approaches would favor training of
these weights, the followed method provides a fast and reliable solution.

Experiments including 2,224 signs have shown that the proposed weighted
voting approach results in about one-third lower number of categorization errors
compared to straightforward majority voting, which forms a significant improve-
ment. Additionally and as a bonus, this approach is able to identify about 91%
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of the double-sided signs. Furthermore, for commonly occurring perpendicular
crossings, the computed sign-orientation angles are suitable for estimating the
road lane to which the sign applies to for about 98.5% of the signs. These re-
sults clearly show the benefits of the followed approach, and additionally provide
added value to the TSR system, as the direction of influence is now provided for
each individual sign, which may be used to associate signs to specific road lanes.

The presented multi-view sign categorization module extracts the sign type from
the categorization results of all individual detections, based on their expected cat-
egorization accuracy, which involves estimation of the capturing-to-sign distance
and viewpoint deviation w.r.t. the ideal frontal viewpoint. The next chapter will
focus on the prediction of the reliability of the categorization result itself, which
will result in both a more accurate multi-view categorization of the positioned 3D
signs and an estimation of the correctness of the retrieved sign category.
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“True wisdom is knowing what you don’t know.”

Confucius
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recognized road signs
7.1 Introduction
7.1.1 Starting point
The previous chapters described the essential components to detect the road signs
present in the street-level panoramic images, and after sign positioning, to cat-
egorize them into one of the already known sign types, thereby identifying the
meaning of the signs. These processing stages form a complete Traffic Sign Recog-
nition (TSR) system for surveying of road signs, following the system architecture
presented in Sect. 2.5. Due to the challenging nature of road sign surveying from
sparsely captured images (as described extensively in Sect. 1.4), this system does
not directly satisfy the desired quality for detailed analysis of road safety and traf-
fic situations, which require a very high correctness (see Sect. 1.5). For this reason,
the TSR system is typically applied in a semi-automated fashion, where falsely
detected signs are discarded, missed signs are added and categorization mistakes
are corrected manually. Since the vast majority (≥ 95%) of the signs is correctly
categorized automatically, a significant portion of this manual labor consists of
checking all categorization results returned by the TSR system, in order to find
and correct the rather small minority of falsely categorized signs.

This manual updating and correction effort can be reduced in several ways.
For example, this reduction can be attained by developing more accurate cate-
gorization techniques, but the development of such a categorization system that
attains the required accuracy at a large scale in real-world situations is extremely
challenging and time-consuming. Although some technical difficulties like res-
olution and viewpoint differences, can be addressed with multi-view analysis,
a particular class of challenges are visible within all different capturings. This
class of challenges involve the following aspects, specifically addressed from the
viewpoint of categorization.
• Lowered visibility: The capturing situations and sign placements are rather

unconstrained. Signs may have a lowered visibility due to reflections or lack
of resolution, and signs may be rotated, tilted or partly occluded. Moreover,
signs may be physically damaged or besmeared.

• Variations between sign types: Sign types exist that have only minor visual
variations, which complicate the categorization procedure, as these sign
types are easily confused.

• Custom sign contents: Some signs contain custom texts, numbers and symbols,
which specifically have to be recognized. Furthermore, non-official versions
of certain sign types also exist, which do not follow the official standards,
but have similar meanings in practice as the standardized signs.
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(a) (b) (c) (d) (e) (f) (g)

(h) (i) (j) (k) (l) (m) (n)

(o) (p) (q) (r) (s) (t) (u)

Figure 7.1 — Challenging factors in traffic sign categorization. (a)-(e): capturing-inferred chal-
lenges. (f)-(h): examples of signs with lowered visibility. (i)-(o): signs types with minor mutual
differences. (p)-(t): non-official sign types. (u): falsely identified sign.

• Unbalanced occurrences: The frequency of occurrence of sign types is rather
unequally distributed, where some types occur frequently and others appear
only rarely. This clearly complicates the gathering of sufficient training and
validation data for the infrequently occurring sign types.
• Falsely detected signs: The sign detection algorithms may occasionally result

in false detections. The recognition of such false detections and the corre-
sponding automated rejection, is a very complicated task.

Examples of the above challenges are illustrated by Fig. 7.1.

7.1.2 Problem definition
Since high-accuracy categorization of road signs captured from driving vehicles
under varying capturing conditions is tremendously difficult, this chapter follows
a different strategy and extends the multi-view categorization stage described in
Chapter 6 with reliability prediction, such that the categorization stage can predict
and/or verify the likely correctness of the categorization. This reliability predic-
tion allows for a selective initiation of the manual validations to the positioned
3D signs that are possibly assigned a wrong sign code. This contributes to an
efficiency improvement in the semi-automated inventory generation workflow, by
reducing the required amount of manual effort during the overall validation of the
correctness of the assigned sign types. As an additional advantage, this reliability
prediction functionality allows for the efficient surveying of specific sign types
(as described in Sect. 8.3.1), because signs belonging to other, non-relevant cate-
gories that are predicted to be categorized correctly, can be directly rejected. Both
aspects considerably increase the value of the automated TSR system, since the
categorization stage becomes aware of its possible mistakes, while additionally
attaining a clear efficiency improvement.
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conclusions
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System
overview

(Sect. 7.3)

Figure 7.2 — Overview of the chapter structure.

Summarizing, we formulate the problem statement for this chapter as follows:
the reliability prediction stage should analyze the positioned and categorized 3D
signs to predict (or verify) whether the assigned sign categories are likely correct
or incorrect. This involves (1) an analysis of the individual detections contained
within the positioned 3D sign to (2) estimate the correctness of its categorization
result, and (3) incorporate the correctness estimates of all individual detections to
output this correctness measure for the complete positioned 3D road sign.

The chapter structure of the remaining part is illustrated by Figure 7.2, and
starts with related work and our approach for reliability prediction in Sect. (7.2.
The chapter commences with a system diagram of the reliability prediction pro-
cessing stage Sect. 7.3. Then, a detailed description of both investigated reliability
prediction methods is provided in Sect. 7.4 for assessment of the categorization
correctness for single detections. Sect. 7.5 then continues with multi-view reliabil-
ity prediction and the integration into the multi-view sign categorization processing
stage. Next, Sect. 7.6 provides the performed experiments and results, followed by
a discussion about the practical feasibility of reliability prediction of categorization
results in Sect. 7.7. Afterwards, Sect. 7.8 finishes with the conclusions.

7.2 Related work and found approaches
The reliability prediction stage presented in this chapter focuses at assessing the
correctness of the categorization result, such that the vast majority of correctly
categorized samples are indicated as reliably categorized, without incorrect la-
beling of categorization errors. The last condition prevents that categorization
mistakes are being labeled as correctly categorized, i.e. a mistake can never occur
as a correctly categorized sign.

A correct prediction of a possible categorization failures can be based on the
following three mechanisms.
• Image-quality measurements: reliability prediction can e.g. be based on mea-

suring the image quality, which is reported to be correlated to the recognition
accuracy for the recognition of both fingerprints [129] and faces [130]. Al-
though such an approach would be suitable in cases of low resolution, poor
lighting conditions and motion blur, this approach is unable to cope with
occlusions or damages to the signs themselves. Furthermore, by definition,
this quality-based approach cannot identify (sign) categories that are only
present in the test set, and not in the training set (including falsely detected
signs).
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• Extra verification stage: Assessing the correctness of the regular categorization
results for single detections based on the actual image contents can e.g. be
performed by employing a second categorization stage [131], which verifies
the result of the first categorization stage. This verification can then be based
on e.g. a strict comparison between the input sample and a set of known
reference sign templates.
• Post-recognition score analysis: An alternative approach is based on a distance

metric analysis, which exploits the relative distances between the top k
scores returned by the One-versus-All (OvA) classification architecture. This
is known in literature as Post-Recognition Score Analysis (PRSA) [132]–
[134].

The last two approaches, extra verification and PRSA seem most attractive
for our purpose, since they are generic and not constrained to a single source of
distortion.

7.3 Followed approach and system overview
Approach This chapter compares both the verification and PRSA approaches

in terms of reliability prediction accuracy and computational speed. We then
integrate the results in the multi-view categorization stage from Chapter 6 to
retrieve an estimate of the reliability of the categorization output for the positioned
3D signs. This also involves altering the sign-type determination stage and its
incorporated weights, such that it returns the type found as being reliable.

System overview The reliability prediction stage forms an extension to the multi-
view sign categorization stage described in Chapter 6. The analysis of the correctness
of the individual detections results in an additional processing stage, compared to
the system presented in Chapter 6. Additionally, the modeling of combining indi-
vidual reliability predictions is incorporated in another stage, which is combined
with the sign type determination stage from Chapter 6. This leads to the com-
bined system overview as depicted in Fig. 7.3, where the newly added and altered
functional-component blocks are indicated in gray. These updated components
are briefly explained below.

1. Single-image reliability prediction: for each individual detection, we predict the
reliability of the corresponding categorization result. This prediction output
is subject to thresholding, to retrieve a binary reliability prediction (reliable,
not reliable) for the categorization result. Evidently, this threshold should be
carefully evaluated and is dependent on the appearance class of the sign, and
the percentage of allowed prediction errors. The previous aspects for setting
the thresholds refer to the analysis of the individual detections, whereas
the threshold function and its control indicate the reliability estimation (see
Sect. 7.1.2). This binary prediction is mainly motivated by simplifying the
consecutive usage of the indicators.

2. Sign-type determination and reliability prediction: after prediction of the catego-
rization reliability of each individual categorized detection, the predictions
obtained for the individual detections are combined, to derive an overall re-
liability indicator for the positioned 3D road sign. This module also involves
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Figure 7.3 — System overview of the reliability prediction module, which extends the multi-
view sign categorization module described in Chapter 6. The light blue blocks indicate the updated
components.

an estimation of the sign category of the positioned 3D sign, which exploits
the reliability prediction indications. Therefore, this module forms an ex-
tended version of the sign-type determination module described in Sect. 6.3.3.

7.4 Single-image reliability prediction
This section is dedicated to reliability prediction of individual detections, where
we will explore two approaches. The first approach is based on verification, where
we employ template matching to verify the found sign category. The second
approach consists of post-recognition score analysis, which exploits the distance
towards the other categories to measure the accuracy of the categorization result.

7.4.1 Template matching-based reliability prediction
Road signs are well described and uniquely standardized within a limited set of
well-defined templates, such as speed limit, 50 km/h, where both the shape, color
and internal details are strictly prescribed. The reliability of the categorization
result can therefore be determined by measuring the differences between the in-
put sample and a set of (ideal) reference template images of the considered sign
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type. When these differences are sufficiently small, the images are assumed to be
similar and the categorization result for the sample is marked as reliable. Since the
differences between the various sign types within the same sign appearance class
are rather small, the allowed differences between the reference and input images
should be small as well, as otherwise non-identical sign types would also match.
This implies that many templates should be used to cover all the variations caused
by e.g. sign rotations and variations in the bounding box given by the traffic-sign
detection algorithms. Therefore, the templates are typically deformed within lim-
ited quantities to increase the likelihood of a successful match, for example, the
templates are rotated, scaled and shifted a few pixels. The amount of possible de-
formations quickly leads to a large quantity of deformed templates, which all need
to be matched. As a consequence, the resulting large amount of matches requires
very fast matching algorithms to obtain a sufficiently high execution speed. For
example, with 5 rotations, 2 scales and 7 shifts, 70 matches should be performed
per template, while multiple templates are required to cover variations in the signs
themselves. This implies that the involved matching techniques should operate
very fast to limit the computational load of matching.

The above Template Matching (TM) can be performed in several ways, for
example, by comparing the pixel values based on e.g. (normalized) cross correla-
tion [135], or by extracting feature vectors from both images and comparing those
vectors. The latter method has several advantages. First, the extracted features
can be more discriminative and condensed in their representation, while they
are also more robust against small deformations than the original pixel values.
Second, shifting the input image only requires relabeling of the feature vector loca-
tions when the features are extracted from a dense grid. Therefore, we adopt this
template matching approach, where we exploit the FREAK descriptors [46] for
matching. We adopt these descriptors since they are extracted and compared much
faster than e.g. the SIFT descriptors employed within the road-sign-categorization
processing stage. Both descriptors are described in detail in Sect. 2.6.1.

The FREAK descriptors consist of a binary pattern, describing the result of
an intensity comparison of 512 predefined region pairs, where each bit indicates
whether an area is lighter or darker than the corresponding reference area. The bi-
colored nature of most traffic sign appearance classes make these descriptors very
suitable for our application. The descriptors are extracted densely within a mask,
which indicates an ideally shaped region, containing the inner template of the
respective sign appearance class. The binary nature results in an extremely fast de-
scriptor matching procedure, as it involves comparing two binary sequences and
counting the bit-wise differences between them. These differences are measured
for each extracted descriptor, from which a histogram is constructed, with bins
denoting the frequencies that a certain amount of bits is different. This histogram
is used for distinguishing and deciding whether the image matches the template.
Because this histogram is quite sparse, it is down-sampled with a factor 16, after
low-pass filtering to prevent aliasing. To further reduce the complexity, only the
first 10 bins are selected, concatenated with a bin containing all descriptors with
pixel differences larger than 160 (this value is empirically chosen large enough
to clearly indicate that a descriptor pair is dissimilar). The resulting feature vec-
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Figure 7.4 — Illustration of the processing steps within the TM-based reliability prediction.

tor is used for classification using a linear SVM, which is trained by comparing
10,000 training samples with all the reference templates. These reference templates
are selected manually, where we have selected 10 templates for each sign category.
Since we apply a mask indicating the regions of interest, special attention is paid
to the alignment of those templates. Each template is subject to the 70 mentioned
deformations, while for each deformation the corresponding descriptor values
are pre-calculated and stored, such that the descriptors have to be extracted only
once per unseen input image. An input sign is compared to each template of the
same category, where the 700 matches are performed in about 1 second, while the
highest SVM output is selected as reliability prediction indicator.

Figure 7.4 visualizes the followed procedure. This methodology is compared
against PRSA, which will be described next.

7.4.2 Post recognition score analysis
The second prediction algorithm analyzes the distances between the categories
during classification. This algorithm exploits the output scores of the One-versus-
All (OvA) classification architecture employed during categorization of the detec-
tions. This OvA classifier calculates a recognition score for each of the sign types,
and selects the sign type corresponding to the highest score as output. Higher
values indicate that a sign type is recognized with higher confidence, which can
be used to determine the reliability of the classification result. Besides the value
assigned to the determined sign type, also the relative distances between this score
and the other scores contain information about the reliability of the classification
result, as described in e.g. [132]–[134]. In this work, the top-k scores are sorted and
the relative differences with respect to the score of the winning category are em-
ployed for classifier failure prediction, using either statistical models or machine
learning, where the latter is reported to yield a higher performance [133].
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Our method operates in a similar fashion, where we exploit both the score
corresponding to the selected sign type and the difference between this score
and the second-best score. We have found that adding more score differences
does not improve the reliability prediction, so that we have restricted ourselves
to these two features only: (1) the value of the categorization score corresponding
to the selected sign type, and (2) the relative differences between the highest two
scores. A linear SVM is trained to predict whether the categorization results are
reliable, where the returned distance to the decision boundary forms the reliability
prediction indicator.

7.4.3 Binary indicator for reliability prediction
Both the TM and Post-Recognition Score Analysis (PRSA) reliability prediction ap-
proaches described above employ a linear SVM classifier, to determine whether the
categorization result provided for a road sign detection is likely correct. This clas-
sifier is trained on the categorization outputs measured during cross-validation
on our categorization test sets (described in Appendix C.2). To avoid testing on
the training samples used to train this SVM, we have employed half of the folds
for training and the other half for evaluation. For an unseen sample, this classifier
outputs the distance to the decision boundary. This output forms a non-binary,
continuous measure of the reliability of the categorization output for that sample,
which can e.g. be used to sort the detections from most- to least-reliable catego-
rization. To assess which samples are possibly categorized incorrectly, we binarize
this classification output. The imposed threshold is automatically selected such
that 99.5% of the incorrectly categorized samples are marked as unreliable.

It should be noted that we apply a single reliability indicator for each sign
appearance class, where the same criteria are applied to each sign category. The
visual differences between the different sign categories are varying, where some
categories have a rather distinct visual appearance while others have a very simi-
lar visual appearance. Because of this variation, the number of samples marked
as reliable may probably be increased by employing a separate reliability indi-
cator for each sign category. However, the training of such individual indicators
require the statistics of a significant number of categorization errors, implying that
large amounts of training data are necessary for each category. As a consequence,
the collection of sufficient training data would become a very time-consuming
procedure because some of the sign categories only occur rarely. Till now, this
improvement has not yet been implemented.

7.5 Sign-type determination and reliability prediction
After prediction of the reliability of the categorization result for each individual
detection, the reliability of the sign type determined for the positioned 3D traffic
sign is computed. This sign type is considered as being reliably categorized, in case
its sign type is supported with a detection having the same sign type and being
predicted as categorized reliably, while no other sign type is found as reliable.

The obtained reliability prediction measures are also incorporated in the
sign-type retrieval procedure of the multi-view categorization stage described in
Sect. 6.3.3. This stage assigns each detection a weight based on contextual infor-
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mation, i.e. the capturing-to-sign distance and the estimated viewpoint deviation
w.r.t. an ideal frontal viewpoint. The sign type of the positioned 3D sign is de-
termined based on weighted voting, using the previously mentioned weights. In
some cases, the detection corresponding to the highest weight has a disturbed
visibility, e.g. due to occurring occlusions, while a detection with a lower weight
can be accurately categorized. In such a case, the original sign-type retrieval pro-
cedure may result in an incorrectly selected sign type for the positioned 3D sign.
Since this accurately categorized detection with a lower weight may be predicted
as correctly categorized, we incorporate the reliability prediction measure into the
sign-type retrieval procedure, by extending Eqn. (6.4) with a term incorporating
the reliability indicator. The weighted voting procedure to retrieve the sign type
of the positioned 3D signs is now performed using the following weights w, with:

w ∝ A ·R+ exp

(
− (d− µd)2

2σ2
d

− (ϕv − µϕ)
2

2σ2
ϕ

)
. (7.1)

In this equation, the term A · R is added, where binary parameter R ∈ {0, 1}
denotes the reliability prediction measure for the respective detection, and A is
a constant. The second exponential term, representing the distance/viewpoint
deviation measure, is effectively within the same interval of parameter R, so that
the constant A balances the contribution of both terms within the weight w. This
balancing should facilitate the categorization so that a clear separation between
reliable and unreliable categorizations is attained, leading to the binary behavior of
R. Hence, the reliability predictor aims at the selective marking of categorizations
that are very likely correct, so that the constant A is set to 2.

7.6 Experiments and results
7.6.1 Experimental setup
In this section, we conduct two types of evaluations. First, we asses the ability to
mark correctly categorized signs as reliable for both the TM and PRSA reliability
prediction methods. Second, we investigate the effect of reliability prediction on
the categorization accuracy, as the reliability information helps in the decision-
making process and is therefore expected to yield higher categorization accuracies.

Experiment I: Reliability prediction. In the first experiment, both reliability
prediction methods are compared. This experiment is conducted on our traffic
sign categorization datasets (see Appendix C.2), where the categorization out-
put resulting from 10-fold cross-validation is employed, similar as performed in
Sect. 5.6. The performance of the reliability predictors is evaluated using the Meta-
Recognition Error Trade-off Curve (MRET) adopted from [132] [133], which displays
the Meta-Recognition False Accept Rate (MRFAR) versus the Meta-Recognition
Miss Detection Rate (MRMDR). These metrics indicate the percentage of incor-
rectly categorized samples that are predicted as being reliable (MRFAR), and the
percentage of correct categorizations predicted as unreliable (MRMDR), respec-
tively. Using abbreviated notated for categorization (Cat) and prediction (Pred),
these quantities are defined by the following equations.
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MRFAR =

∑
(Cat = Incorrect) & (Pred = Correct)∑

(Cat = Incorrect)
· 100%, (7.2)

MRMDR =

∑
(Cat = Correct) & (Pred = Incorrect)∑

(Cat = Correct)
· 100%. (7.3)

As the MRFAR is relative to the amount of categorization errors, we also evaluate
the MRMDR versus the Incorrectly Accepted Rate (IAR), indicating which per-
centage of the reliable predictions is given erroneously. This metric is then defined
as:

IAR =

∑
(Cat = Incorrect) & (Pred = Correct)∑

(Pred = Correct)
· 100%. (7.4)

During this experiment, both reliability prediction approaches are trained
as described above. For the TM approach, 10 reference templates are employed
per sign category, where 70 deformations are applied per template: 5 rotations
(−10◦,−5◦, 0◦, 5◦, 10◦), 2 scales (0.98 and 1.02) and 7 deformations (no deforma-
tion, 5% crop at left, right, top and bottom, and 10% crop at left and right).

Experiment II: Categorization accuracy. The second experiment investigates
the effect of reliability prediction on the categorization accuracy. This experi-
ment is performed for three different sign appearance classes, each containing
over a dozen different sign types and representing important sign types for road
safety. For each sign appearance class, a dataset is constructed, containing all posi-
tioned 3D signs within multiple, large geographical regions, including both rural
and urban environments, such that the sign-type distribution approximates the
real-world distributions.

In practice, the composition of the dataset is not perfect for the following
two reasons. First, the dataset includes sign types that are not supported by the
categorization system (i.e. they were not subject to training due to e.g. the lack
of sufficient training samples). Second, the dataset also contains falsely detected
signs. It should be noted that these datasets do not overlap the sets employed for
training of both the categorization and the reliability-prediction processing stages.
Table 7.1 displays the dataset characteristics for each of the three involved sign
appearance classes.

7.6.2 Experiment I: Reliability prediction
First, the performances of the reliability prediction methods are compared. Fig-
ure 7.5 displays the MRET curves for both the Template Matching (TM) and the
Post-Recognition Score Analysis (PRSA) methods for the three sign appearance
classes. For clarity, also a zoomed-in version is provided. Additionally, the MR-
MDR vs. IAR curves are included. It should be noted that the bend in the top-left
curve diagram (representing the MRMDR curve of the TM method for the red
circular sign class) is caused by the employed histogram quantization.

We discuss these curves for two reliability prediction operating points. First, in
case the system does not mark any categorization errors as reliable (i.e. MRFAR =
0), we approach the curves from the right side and search for the point where the
MRFAR becomes nonzero. In this way, it is found that the PRSA method slightly
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Sign appearance class: .. .. ..
Total official sign types 36 39 18 93
Supported signs types 23 29 14 66
Total signs in data set 2,837 2,476 2,846 8,159

Supported signs 2,485 2,406 2,793 7,684
Not supported signs 213 36 44 293
False detections 139 34 9 182

Table 7.1 — Information and occurrences of all sign appearance classes in our data sets.

outperforms the TM method for the red circular and red triangular signs, while the
TM method performs slightly better for the blue circular signs. When averaging
over all three appearance classes, we have found that over 80% of the correctly
categorized samples are marked as reliable, which corresponds to about 75% of
the total amount of instances. The second case enforces the system to bound the
error rate to a low percentage, e.g. 0.5% or 1%. In this aspect, we search for the
MRMDR value for which IAR = 0.005. In this view, Figs. 7.5g-7.5i show that the
PRSA method clearly outperforms the TM method. This can be explained from
the nature of both methods. Whereas the TM method operates globally, where
all pixels are equally important, the PRSA method exploits the SVM scores of the
classification architecture. These scores are calculated from a linear combination
of the elements of the feature vector representing a sample, where the coefficients
are learned from training data. This allows for a relative weighting of the feature
values and since the features represent e.g. gradients in certain image regions, it
also allows handling of small deformations in less important regions.

7.6.3 Experiment II: Categorization accuracy
Additionally, the effect of adding reliability information to the sign-type retrieval
module of the TSR system is also investigated. During this experiment, the reli-
ability predictors are fixed at a working point near the point, where the MRFAR
becomes nonzero. It should be noted that this is not the proposed operating point,
but a point selected to maximize the possible effect of the reliability predictions,
while not marking incorrectly categorized signs as reliable. As the results for both
reliability prediction methods are very similar, the results are only shown for the
PRSA method. The results are summarized in Table 7.2, where we have included
both the categorization accuracy relative to the total amount of signs and the
accuracy relative to the amount of supported signs (i.e. to all signs that possibly
could be categorized correctly). Furthermore, it should be noted that for the red
circular sign appearance class, we have purposely removed some sign types from
the classifier to test the reliability prediction capabilities. In particular, we have
removed e.g. the sign indicating a speed limit of 80, which would now probably be
recognized as speed limit 30. This also clarifies the lower categorization accuracy
for this sign appearance class.

It can be observed that over 82% of the correctly categorized signs are pre-
dicted to be reliably categorized, while at the same time, there is not even a single
incorrectly categorized sign or falsely detected sign predicted as reliably catego-
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Figure 7.5 — Performance curve for both reliability prediction methods. (a)-(c): MRET curves for
the three sign appearance classes. (d)-(f): zoomed in versions of the MRET curves. (g)-(i): IAR vs
MRMDR curves for the three sign classes.
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rized. Furthermore, we have found that the addition of reliability information to
the sign-type retrieval procedure increases the categorization accuracy slightly,
but when only considering the supported sign categories (i.e. which actually can
be categorized correctly), the accuracy increases from 98.4% to 99.1%. This may
look like a slight increase (only 0.7% of the signs are affected), but it corresponds
to a decrease in categorization error rate from 1.6% to 0.9%, which is about 44%.
We have observed that most of the remaining categorization errors are located
far away from the road or have a lowered visibility, due to e.g. aging, besmear-
ing or vegetation coverage, or are captured from extreme viewpoints, which all
complicate the categorization task.

7.7 Discussion on the practical value of reliability prediction
The previous sections presented the reliability prediction stage of the TSR system,
which estimates whether the sign category assigned to a positioned 3D sign is
likely correct or not. In this section, we will discuss its value for road sign survey-
ing in two ways: from a computer vision point-of-view and from a geo-referenced
surveying point-of-view, where we will focus on the application value of the
reliability prediction approach during creation of such inventories.

From a computer vision viewpoint, reliability prediction of categorization re-
sults adds value to the TSR system by identifying possible categorization errors.
This procedure predicts whether an observed sign type indeed occurs at a given
location with high probability. This allows for selective manual quality valida-
tions, since not all signs have to be checked in order to correct possibly occurring
categorization errors. In other words, the prediction function reduces the required
manual correction effort.

When taking the view of a geo-referenced surveying application, the proposed
reliability prediction stage does not indicate the correctness of other properties of
the sign, such as its location, orientation angle, etc., so that this indicator does not
necessarily mean that the found sign is fully and correctly described. Examples
of situations where a sign is predicted to be categorized in a reliable way, but is
not completely correct include e.g. positioning errors and signs that are found
multiple times at close proximity. The latter occurs e.g. when a sign is captured
from multiple roads, where the different capturing runs show a GPS offset, such
that the same sign is identified from both capturing sequences, e.g. 50-70 cm apart,
which is about the minimum distance in practice between two signs of the same
type. Such situations can be identified based on the analysis of the respective sign
properties and the surrounding context. For example, the standard deviation of
the retrieved 3D position can be checked, as well as the number of signs with a
similar sign type located near the respective sign. It should be noted that both
GPS offsets and double-found signs only occur rarely, e.g. for 2-3% of the signs.

This implies that in a real-world TSR system aiming at complete geo-referenced
surveying, multiple reliability indication processes should be incorporated, to
estimate whether a found positioned 3D sign is very likely correct w.r.t. all of
its relevant properties. Each of these reliability estimators would then focus at
estimating the reliability of a specific sign property, and in case none of the in-
volved estimators indicate a possible unreliability, the sign can be considered as
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completely correct. The full set of estimators increases the number of signs that
have to be checked, but it should be noted that each indicator corresponds to
a specific action that has to be carried out (e.g. check on position inaccuracies
or on sign-orientation angle accuracy), thereby resulting in a simplified manual
quality-control procedure.

Despite the limitation to incorporate only the categorization based on com-
puter vision, reliability prediction of the categorization results is still very benefi-
cial in multiple ways. Besides automated approval of correctly categorized signs
and automated sorting of detections based on the reliability prediction results,
this processing stage is also attractive when aiming at the recognition of specific
sign types only, as will be described in Sect. 8.3.1.

7.8 Summary and conclusions
This chapter has extended the multi-view categorization stage for the categoriza-
tion of positioned 3D signs with a reliability prediction function, which indicates
whether the obtained categorization result is likely correct. Without this function-
ality, each categorization should be manually evaluated to identify and correct
the categorization errors and ensure a constant quality level. Given that over 95%
of the signs are correctly categorized, most time is spend on checking correct
categorizations.

The reliability prediction processing stage starts with predicting the reliability
of the categorization output, obtained for each of the individual detections used
for positioning of the 3D sign. Two approaches for the prediction of the reliability
of the categorization results of the individual detections are investigated: one
based on Template Matching (TM), aiming at verifying the categorization result,
and one based on the analysis of scores corresponding to each sign category in
the OvA categorization architecture (Post-Recognition Score Analysis (PRSA)).
Comparisons have shown that both approaches are able to predict the correctness
of about 80% of the accurately categorized samples, where the PRSA method turns
out to be more accurate when allowing a very small percentage of categorization
errors. Because this method also has a very low computational complexity, we
favor PRSA over the TM method. Afterwards, the sign category of the positioned
3D sign is retrieved, thereby exploiting this reliability prediction information,
while this stage also returns the reliability of this retrieved sign category.

With respect to performance, inclusion of reliability prediction in the multi-
view categorization processing stage additionally increases the categorization
performance of the TSR system, where we have measured a decrease in error rate
of about 44% when considering only the sign types that are supported by the
categorization system.

The presented reliability estimator is very beneficial for real-world surveying
systems, as it features the marking of possibly incorrect categorization results,
which contributes to a more efficient manual quality-control procedure. Further-
more, this indicator allows for the automated rejection of non-relevant sign types,
a property that will be exploited in the next chapter. However, since the described
reliability indicator focuses solely at estimating the correctness of the categoriza-
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tion results, this indicator does not contain information about the other properties
of the positioned 3D road signs. This implies that ideally, several reliability indi-
cators should be incorporated in real-world surveying systems, such that each
possible disturbance can be signaled. This interesting concept is left for further
research.

This chapter concludes the presentation of the individual processing stages
of the TSR system. The next chapter will describe the integration of all these
processing stages into a complete recognition system, and describes its application
to the creation of inventories of road signs.
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Traffic sign recognition system:
integration, implementation,

accuracy and extensions

8.1 Introduction
8.1.1 Preliminary situation
The previous chapters have described the individual processing stages for sign
detection, multi-view sign categorization and reliability prediction, which retrieve the
pixel bounding-box coordinates of the signs visible within the individual street-
level images, assign a sign category and orientation angle to each positioned 3D
sign, and assess whether this categorization result is likely correct. Together with
the multi-view sign positioning stage, described in Appendix A, these processing
stages together form the Traffic Sign Recognition (TSR) system. This TSR system
processes all street-level panoramic images captured within a geographical region,
and returns a database containing the road signs identified within this region. This
database includes multiple properties per sign, such as the sign types, positions
and orientation angles. A high-level system architecture of this TSR system was
introduced in Sect. 2.5; for completeness, Fig. 8.1 re-displays the proposed high-
level system architecture containing the above-described processing blocks.

This chapter further details the design of the TSR system, assesses the recogni-
tion performance of this complete system, and shows its usage in several appli-
cation contexts in which the system has been employed. Below, the contents and
layout of this chapter are motivated.

Chapter 8

Chapter 3+4 Appendix A

Chapter 5+6 Chapter 7

Single-image 
sign detection

Multi-view 
sign 

categorization

Single-image 
sign detection

Multi-view 
sign 

positioning

Single-image 
sign detection Reliability 

prediction

Figure 8.1 — High-level system overview of the TSR system as proposed in Chapter 2.
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8.1.2 Chapter contents
A. Traffic Sign Recognition system: implementation and application
This chapter addresses the composition of all individual processing stages to a
complete Traffic Sign Recognition (TSR) system, which processes all images within
a geographical region and outputs a database of all identified positioned 3D signs.
This system description starts with a recap of the system requirements of the
desired TSR system, originally stated in Sect. 2.3.3, and concludes with a reflection
on these requirements to identify whether the designed TSR system complies to
these requirements. The system description then commences with the presentation
of the composition of the individual processing stages to the complete TSR system.
This system description will specifically address the following aspects.
• System overview: First, the algorithmic system overview of the TSR system is

presented, which shows how the individual processing stages are connected
to each other.
• Distributed implementation: Then, the implementation of the TSR system

within a distributed computing system is described, which allows for a
flexible division of the various processing tasks over an arbitrary number of
processing machines.
• System capabilities: Finally, the recognition capabilities and supported sign

classes and categories of the presented TSR system are detailed.
The recognition accuracy of this TSR system is then assessed on three different
aspects: (1) completeness, (2) correctness, and (3) computational requirements.
In order to feature high-quality road sign inventories, we will commence with a
description of a semi-automated surveying procedure, which exploits information
from all different stages in the processing pipeline, to upgrade the surveying
accuracy to the desired quality level in an efficient way. This discussion concludes
with the final system specifications and recognition capabilities and a reflection
on the the system requirements.

B. Beyond baseline surveying
Besides the creation of complete surveys containing all signs present in the geo-
graphical area of interest, the usage of the presented TSR system is also investi-
gated within two slightly different application contexts:
• Recognition of specific sign types: The TSR system is used for the generation of

inventories that only contain a small subset of all possible sign categories,
e.g. specifically focusing on speed-related signs or priority-related signs.
• Actualization of existing inventories: The TSR system is employed for the actu-

alization of existing, but out-of-date road sign surveys in an efficient way, re-
sulting in both an up-to-date inventory and the highlighting of the changed
situations.

For each application context, a small case study is described to investigate how the
TSR system can be exploited for the respective context in an efficient way. These
case studies aim at the straightforward application of the existing TSR system,
without significantly modifying the system or system architecture, resulting in
a high-level system overview, as e.g. indicated in Fig. 8.2. Besides describing
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Traffic Sign
Recognition

System

Analysis & 
Filtering 

Figure 8.2 — High-level system overview showing how the TSR system is applied in different
application contexts: the existing TSR system is used in an unmodified fashion, where extra modules
are then appended to satisfy the respective application context, e.g. to remove non-speed signs, as
shown in this example.

how the TSR system can be utilized within these application contexts, the case
study descriptions also include an analysis of the system performance within the
respective contexts, as well as a discussion about the required manual evaluations
to attain a high inventory quality by the addition of a limited amount of manual
validation effort.

C. Extensions to the TSR system
The TSR system creates a database containing all found positioned 3D road signs
that are identified within a geographical region. This database includes several
properties per road sign, where the sign position, category and orientation angle
are the most important properties, as they allow for e.g. sign-placement analysis
and (priority) situation checking. Besides these properties, other sign attributes ex-
ist, and numerous applications require the inclusion of these additional attributes.
Examples of such extra attributes are:
• Sign status: e.g. clearly visible, damaged, besmeared, skewed, tilted, etc.
• Presence of a reflective yellow or dark border.
• Zone indication: whether the sign is a zone sign or a normal sign.
• Presence of a subsign (including its code and/or text).
• Pole type to which the sign is attached (e.g. standard pole, double pole,

lighting pole, reflective yellow pole), etc.
• Sign dimensions: which size version of the sign is placed.

These attributes are typically assessed manually, since the relevance of these at-
tributes varies per application area or specific customer, and accurate, automated
identification of these attributes may not always be robust enough. This manual
addition can be performed efficiently, as this action involves browsing through the
limited number of found positioned 3D signs, while performing a simple manual
task (e.g. answering a question about the pole type). However, some of these
properties are desired in most applications, such that these checks correspond to
a non-negligible fraction of the manual effort. Although the main work of this
thesis focuses on the retrieval of the main properties of the signs, i.e. the sign type,
location and orientation angle, the TSR system is also extended to identify some of
these commonly occurring attributes, including the recognition and categorization
of subsigns, whether a sign is a zone sign or normal sign, whether the pole has a
special color and a reflective border is present.
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Part III: Extensions to TSR system

Part II: Application to specific cases

Part I: TSR System

Introduction 
and system 
requirements

Semi-
automated
workflow

Performance
analysis of

 TSR system

(Sect. 8.2.1) (Sect. 8.2.3) (Sect. 8.2.4)(Sect. 8.2.2)

Overview of
extensions

(Sect. 8.4.1)

Subsign 
recognition

(Sect. 8.4.2)

Surveying of
specific 

sign types

(Sect. 8.3.1)

Actualization of
out-of-date
inventories

(Sect. 8.3.2)

Summary and 
conclusions

(Sect. 8.5)

Computational
analysis

(Sect. 8.2.5)

Summary
and system

specifications

(Sect. 8.2.6)

Figure 8.3 — Structural overview of this chapter.

This chapter will highlight one of these extensions by providing a description
of our system for the detection and categorization of subsigns. This system exten-
sion analyzes the region below the sign detections to identify whether a subsign
is present, and if identified, it retrieves the subsign type. This extension operates
in a similar learning-based fashion as the other components of the TSR system,
and re-uses several of the processing stages, such as sliding-window detection
(Chapter 3) and the categorization system presented in Chapter 5.

8.1.3 Chapter organization
This chapter consists of three main sections, following the division indicated
above. These sections can be summarized as follows.

1. TSR system: The chapter starts with detailing the composition of the individ-
ual processing stages to the complete TSR system. The performance of this
system is then assessed for the surveying of the most important road-sign
appearance classes.

2. Application to specific cases: The TSR system is also employed within other
application contexts, including the selective surveying of a specific subset of
sign types and the actualization of existing, out-of-date road sign surveys.

3. Extensions to the TSR system: The TSR system is extended with various pro-
cessing modules to retrieve additional attributes of the found signs, such as
e.g. the presence of a subsign or the estimated sign sizes.

Figure 8.3 denotes the structural chapter overview, which is split into three parts,
corresponding to the above-mentioned main sections. Below, the contents is pro-
vided in more detail.

The first part (Sect. 8.2) describes the composition of the individual process-
ing stages into a complete TSR system. This section starts with a short recap of
the system requirements (Sect. 8.2.1), and commences with addressing the im-
plementation of the TSR system within a distributed computing environment
(Sect. 8.2.2). Afterwards, a performance analysis of the complete recognition sys-
tem is presented (Sect. 8.2.3), describing how this system can be used to generate
high-quality inventories in a semi-automated fashion (Sect. 8.2.4) and analyzing
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the computational requirements (Sect. 8.2.5). Section 8.2.6 provides a summary,
overviews the system specifications and discusses the pre-defined system require-
ments stated in Sect. 2.3.3.

The second part (Sect. 8.3) explores the usability of the presented TSR system
to other application areas based on two case studies. Section 8.3.1 explores the
recognition of a specific, limited subset of sign types. The usability of the TSR
system for the actualization of existing, out-of-date surveys is investigated in
Sect. 8.3.2.

The third part (Sect. 8.4) addresses the extensions to the TSR system. This
section starts with a brief overview of the most prominent system extensions,
followed by a short elaboration on the subsign recognition module (Sect. 8.4.2).

The chapter finishes with a summary and conclusion in Sect. 8.5.

8.2 Traffic sign recognition system
8.2.1 Introduction and recap of the system requirements
This section presents the composition of all individual processing stages described
in the previous chapters into a complete Traffic Sign Recognition (TSR) system.
Prior to designing such a system, we recapitulate the formulated system require-
ments from Sect. 2.3.3 to which the desired TSR system should comply to, without
clarification.

1. Inventory performance: Detection and categorization performance between
95% and 100%.

2. Extensibility: Extensible towards newly introduced signs and other countries.
3. Robustness: Robust against commonly occurring distortions, e.g. viewpoint,

lighting changes, etc.
4. Reliability indication: The reliability of the returned results should be indi-

cated.
5. Large-scale execution: A processing throughput over 3,750 images per hour

should be possible
6. Genericness: The TSR system should follow a generic and learning-based

approach.
The above-stated requirements have an impact on system design, but have

also influence on the algorithms presented in earlier chapters. For example, Req. 6
prompted for learning-based algorithms for sign detection and categorization,
which allows for usage of the same algorithm for each sign appearance class.
Below, we will investigate whether the complete TSR system complies with these
requirements, and show how these requirements influence the system architecture
of the TSR system.

The remainder of this section is organized as visualized in Fig. 8.4. Section 8.2.2
will detail the design of the TSR system. First an algorithmic overview is provided,
which shows the mapping of the algorithms described in the previous chapters to
the processing stages. Then, the implementation of the TSR system is described
within a distributed computing environment. After this, an overview of the recog-
nition capabilities of the resulting system is presented. Sect. 8.2.3 then starts with
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Figure 8.4 — Structural overview of this section.

a performance analysis of the complete TSR system, followed by the description
of a semi-automated workflow (Sect. 8.2.4) which allows for efficient quality im-
provements. Sect. 8.2.5 then commences with an analysis of the computational
requirements, followed by a summary and a validation of above-mentioned sys-
tem requirements in Sect. 8.2.6.

8.2.2 Design of the TSR system
This subsection will detail the design of the complete TSR system, which consists
of the algorithms for detection (Chapters 3, 4), positioning (Appendix A), categoriza-
tion (Chapters 5, 6) and reliability prediction (Chapter 7). This elaboration of details
will focus on the following aspects.

1. System overview: First, Sect. 8.2.2.A provides a functional system overview of
the consecutive algorithmic processing steps within the TSR system, sum-
marizing the relation between the different processing stages.

2. Implementation: Sect. 8.2.2.B describes how this TSR system is implemented
within a distributed computing environment, which automatically performs
all consecutive processing stages required to survey a geographical region.

3. Supported signs: Sect. 8.2.2.C contains an overview of the sign appearance
classes and categories that can be recognized by the TSR system.

A. System overview at algorithm level
The presented TSR system operates on all street-level panoramic images captured
within a geographical region of interest. The system generates a database of de-
tected road signs, where for each traffic sign, both its position and sign type are
included. Figure 8.5 shows the functional system overview of the TSR system,
which essentially follows the same architecture as presented in Sect. 2.5. The three
primary processing stages and the mapping of the algorithms on these processing
stages are briefly described below. As indicated in the figure, the primary process-
ing stages operate independently per sign appearance class, so that they form a
modular system which can be easily extended to recognize additional sign classes.

1. Single-image detection: Each panoramic image is processed independently to
retrieve the bounding-box locations of all traffic signs visible in the images.
As the development of a detector that is both very fast and very accurate is
quite challenging, we employ a two-stage detection approach. The first stage
scans the entire image to retrieve candidates of signs, while the second stage
analyzes the limited number of detections in detail, using computationally
more expensive techniques. The first stage consists of the HOG-based sign
detection algorithms described in Chapters 3 and 4, which densely scan
the complete panoramic image to retrieve sign-like objects. The second
stage contains the categorization algorithm described in Chapter 5, which is
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Figure 8.6 — Functional software architecture of the TSR system. For convenience, the connections
to the database are drawn in red, and the connections to the NAS are depicted in green.

additionally trained to identify occurring false detections. This algorithm is
much slower, but only operates on the found detections, thereby limiting the
total computational load. A separate two-staged detection system is trained
per sign appearance class, and typically contains one HOG detector and one
categorization system per appearance class. For each appearance class, the
HOG detector is tuned to a high-recall operating point, with sensitivities
sometimes lower than 40%. The second stage is tuned such that about 99% of
the correct detections larger than 43× 43 pixels are admitted, while rejecting
up to 40% of the occurring false detections.

2. Multi-view sign positioning: The second primary processing stage calculates
the real-world positions of all road signs that are repetitively detected in con-
secutively captured images, thereby exploiting the geometrical properties of
our source data. The employed algorithm is described in Appendix A, and
returns a list of positioned 3D signs having a position and sign appearance
class.

3. Multi-view sign categorization with reliability prediction: Each positioned 3D
sign, belonging to a sign appearance class that contains multiple sign types,
is categorized to retrieve its sign type, given its sign class. This primary
stage employs the algorithms presented in Chapter 6. Within this stage, the
reliability of the obtained categorization result is then verified using the
reliability prediction algorithm presented in Chapter 7.

B. Implementation of the TSR system on a distributed computing network
B. 1 Functional system architecture
The complete Traffic Sign Recognition (TSR) system is implemented within a
distributed computing environment, since the required processing throughput
seems infeasible for a single computing machine, as explained in Sect. 2.3.2. The
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implementation architecture is portrayed by Fig. 8.6. This architecture consists
of 6 different entities. Three of these entities consist of processing stages as shown
in the functional system overview (Fig. 8.5). These entities contain the algorithms
described in the previous chapters of this thesis and operate in a sequential order
(i.e. each stage is started after the previous stage has concluded), and are super-
vised by a dedicated process manager. Each entity is briefly elaborated below,
after which we will discuss several implementation aspects.

1. Storage: All images that are subject to processing are stored on a Network
Attached Storage (NAS) device.

2. Database: All information is stored in a relational database. This informa-
tion includes the metadata of the images (e.g. file path, capturing locations,
etc.), the found sign detections (e.g. bounding box, sign appearance class,
detection score), the found positioned 3D signs (e.g. position, sign type,
orientation), etc.

3. Job manager: This entity manages the software components that operate
within the distributed computing system by submitting additional process-
ing jobs or by terminating running jobs. Processing is performed per ge-
ographical region, which consist of all images captured in that region. It
should be noted that larger regions may be subdivided into smaller regions,
to allow for earlier quality validations.

4. Single-image processing: This processing module retrieves an image that is
not yet processed from the database, processes this image, and stores the
resulting detection bounding boxes and metadata in the database.

5. Multi-view sign positioning: This module loads all single-image detections
from the database, and retrieves the positions of all signs found in the region
of interest.

6. Multi-view categorization and reliability prediction: This component fetches
each positioned 3D sign from the database, categorizes the sign, determines
it reliability, and then stores the found sign type, orientation and reliability
information in the database.

B. 2 Benefits of distributed computing
The listed processing modules (No. 4. - 6. in above list) operate within a distributed
computing environment using HTCondor [136]. This framework divides the dif-
ferent processing modules over all available computing nodes (i.e. processor cores)
by transferring and launching jobs (i.e. executable programs performing one of
the processing steps) on each computing node. This has several advantages.
• Flexible resource allocation: Each machine is not bound to a single task, but

can execute all processing stages, such that all resources can be efficiently
employed for processing.

• Idle-cycle harvesting: Idle computers connected to the network can pick-up
processing tasks, which can be immediately aborted when the machine
becomes busy with high-priority tasks again. As most computers are idle for
a significant amount of their time, harvesting these idle cycles significantly
reduces the need for dedicated hardware resources, leading to an additional
reduction in operational costs.
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• Easy extension and up-scaling: Extending the distributed computing environ-
ment with additional processing nodes is rather easy, as each new machine
immediately can join the processing pool.

B. 3 Software execution
Within the distributed computing environment, all employed software modules
are designed to operate in an independent fashion, gathering unfinished items of
interest (i.e. images, detections, positioned 3D signs) from the database, which are
subsequently processed. After this, the results are stored back into the database.
The software is implemented in a single-threaded fashion, as the distributed com-
puting environment assigns each task to a single processing node (i.e. processor
core). This explicit choice for task parallelism is motivated by the large number
of items that should be processed (e.g. millions of images, thousands of 3D signs,
etc). Using processing jobs that execute a single task instead of executing a more
complex pipeline of tasks, has the following two main advantages.
• Easy scaling: There is no communication between the different jobs, and the

only shared resources are the database, the storage and the network, which
can be scaled rather well (e.g. by using a database cluster, multiple storage
devices and multiple high-bandwidth networks). Sect. 8.3.1 will present a
case study in which we further elaborate on high-throughput computing by
showing processing speeds of about 1 million images per week, exploiting a
network of about 330 processing nodes.
• Simple task management: The only involved actions consist of balancing be-

tween the different processing tasks. For example, starting additional in-
stances of a task improves the throughput of this processing stage.

Besides this, the presented architecture results in a modular approach, where
additional processing stages (e.g. the subsign recognition module, described in
Sect. 8.4.2) can be easily added to the processing pipeline to extend the functional-
ity of the TSR system.

C. System capabilities and overview of the supported sign categories
The TSR system is designed for the (semi-)automated creation of road sign inven-
tories, resulting in a database of all traffic signs identified within a geographical
region, which contains e.g. the 3D coordinates (longitude, latitude, Z) and sign
category for each found sign. This system has two different recognition modes:
• 3D recognition: standard signs are detected, positioned and categorized, such

that they are recognized as 3D points with a sign type and sign-orientation
angle;
• 2D recognition: large traffic-related objects (e.g. marker posts and large sig-

nage) are only detected within the images as 2D-pixel bounding boxes.
Whereas the position of these objects is not directly known, their approxi-
mate positions can be extracted from the capturing locations and viewing
directions.

The text below briefly overviews which signs are supported within each of these
two recognition modes.
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Upside red triangular signs

Red triangular signs

Red circular signs

Red-white circular signs

Blue circular signs

Redblue circular signs

Yellow diamond signs

Red octogon signs

Blue rectangular signs

White circular signs

White rectangular signs

Left red-arrow signs

Right red-arrow signs
Yellow signs

Figure 8.7 — Overview of the sign appearance classes supported by the TSR system. For each sign
class, an overview of the covered sign types is shown. Not all variations in sign types are included, as
e.g. sign texts and the arrow directions may change. This particularly holds for the blue rectangular
signs, which contain many variants with custom texts and/or symbols (such as e.g. signs displaying
town names).

(a) (b)

(c) (d) (e)

Figure 8.8 — Overview of the traffic-related guidance signs that are detected within the individual
images, but not positioned. It should be noted that not all variations of these objects are included in
the figure.
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C. 1 Signs recognized as 3D points
The presented TSR system currently detects and positions signs belonging
to 14 sign appearance classes, and is able to distinguish 182 different sign cate-
gories in total, as overviewed in Fig. 8.7. As described above, we typically employ
a single sign detector per sign appearance class. However, we employ multiple
detectors for the blue rectangular signs, as this appearance class contains signs
with very different visual appearances, where both the size and sign contents are
varying broadly (see Fig. 8.7 for an illustration). This appearance class contains
signs having various aspect ratios, varying from squared signs to signs that are
either horizontally or vertically rectangular. Besides this, the visual differences be-
tween the sign categories are rather significant, especially considering that several
included categories contain a wide range of symbols, arrows or text. Therefore,
we employ 6 different, independently-executed detectors for this sign class, where
each detector represents a significant subcategory within the blue rectangular sign
appearance class. After detection, the results found by the individual detectors
are merged based on their overlap.

It should be noted that the above-presented overview of supported sign ap-
pearance classes and categories does not cover all road signs present in The Nether-
lands (a more or less complete overview of all Dutch road signs is included in
Appendix D). The currently unsupported signs typically represent less commonly
occurring signs, for which gathering of sufficient training data is complicated by
their low occurrence frequency. It should be noted that the presented learning-
based approach allows for the easy addition of these unsupported signs after
sufficient data are collected.

C. 2 Traffic-related objects solely recognized as 2D bounding-boxes
Besides the recognition of standard signs, the described TSR system is also able to
detect the pixel bounding boxes of numerous large traffic-related guidance signs,
such as signage and marker posts, as shown in Fig. 8.8. These guidance signs
are detected within the individual images, but calculation of their position and
definition of their location are difficult for several reasons.
• Object size: The considered objects are very large, as signage is typically over

a meter wide, and marker posts may have a width up to tens of meters. This
complicates determination of the center of the objects, as this typically does
not correspond to the center of the pixel bounding box. Furthermore, the
object may not be completely visible in an image (and sometimes in none of
the available images).
• Rotation point: Large signage is usually attached to its pole at one of the sides,

instead of its object center (as visualized in Fig. 8.8d ,8.8e). When captured
from various viewpoints, these objects rotate along the pole, and not around
the objects center (which is the case for ordinary traffic signs, as they their
pole is typically placed in the middle of the sign). Therefore, positioning
these objects based on repetitive detection of the object in multiple images
and performing triangulation of the bounding-box center-pixel coordinates
is neither accurate nor robust.
• Appearance variations due to viewpoints: The configuration of signage is rather

varying, as signage direction indicators may be present for multiple driving
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Algorithm Experiment Section
Sign detection Single-image detection accuracy Sect. 3.5

Categorization
Categorization accuracy of detections Sect. 5.8
Cat. accuracy of positioned 3D signs Sect. 6.4.2, 7.6.3
Sign orientation estimation accuracy Sect. 6.4.3

Reliability
prediction

Reliability prediction of detections Sect. 7.6.2
Reliability pred. of positioned 3D signs Sect. 7.6.3

Table 8.1 — Overview of the sections where the performance of the algorithms of the individual
components was evaluated.

directions. This causes large variations in e.g. bounding-box sizes and aspect
ratios over various detections of the same object.

These reasons clearly complicate accurate positioning following the procedure
described in Appendix A, such that a different positioning strategy is required for
these objects. Since these large, traffic-related guidance signs form a small minority
compared to the common road signs, and they are not always included in road
sign inventories, this research direction is not further explored. Nevertheless, we
can indicate a suitable approach towards positioning signage, based on using a
pole detection strategy, as explored in Chapter 10 for lighting pole recognition.
Therefore, the TSR system currently only identifies the pixel bounding boxes of
these large traffic-related objects. By manually browsing all images in which these
objects are detected, the positions of these objects can be efficiently added.

The next subsections will elaborate further on the capabilities of the TSR sys-
tem, where the following aspects are specifically addressed:
• Performance: a performance evaluation of the complete TSR system will be

presented, which addresses the performance after each of the consecutive
processing stages (i.e. detection, positioning, categorization).
• Semi-automated surveying procedure: as the recognition performance of the

TSR system may not be directly acceptable, a semi-automated workflow is
proposed, where selective manual intervention is added to attain very-high
quality inventories of road signs.
• Computational requirements: the computational requirements of the TSR sys-

tem are addressed to investigate the feasibility of country-wide processing.

8.2.3 System-level performance analysis of the complete TSR system
This subsection presents a performance evaluation of the recognition capabilities
of the complete TSR system. This test focuses at assessing the performance of the
complete system, since the performance of the individual algorithmic components
were already evaluated in the respective chapters, as indicated in Table. 8.1. The
performance evaluation of the TSR system conducted below involved the process-
ing of a complete geographical region, after which the output is compared with a
manually constructed ground truth, to identify how many of the present signs are
(1) found, (2) correctly positioned and (3) correctly categorized.

Below, the used dataset is outlined, followed with a detailed description of the
experiment and the corresponding results and observations.
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A. Dataset description
The performance evaluation of the complete TSR system is conducted on a test
set containing a large geographical region, which covers three different types of
environment: a rural area with lots of country roads and smaller towns, a part of
a suburban city environment and about forty kilometers of highway. These areas
contain a large number of different traffic situations, such that the complete test
set forms a representative selection of frequently occurring situations.

Within this region, panoramic images are taken at each public road with a
5-meter capturing interval, resulting in 68,010 images in total (corresponding to
about 340 km of road). These recordings are taken during different days, under
various weather conditions (including cloudy, sunny and foggy weather, but not
during rain) and are captured with two different capturing cars. After processing
of the region, we have created objective reference data for performance compar-
ison, by manually verifying each positioned traffic sign for correctness and by
adding missing signs via browsing through all images within the test set. Table 8.2
displays the amount of included signs for each of the sign appearance classes of
interest. It should be noted that this set also contains several sign types that are
not supported by our categorization system. This is because our datasets did not
contain sufficient training samples for these categories. Furthermore, our dataset
also includes signs that are only visible from the backside and signs located at
some distance to the roads, resulting in test set with challenging conditions.

B. Experimental setup
We have extensively validated the performance of the complete TSR system using
the above-described test set. These evaluations involve a comparison between
the ground-truth signs and the positioned 3D signs found by the recognition
system. Since we aim to evaluate the performance of the complete system, we
focus on the essential steps for the projected output of the system. This output
involves an accurate list of the found signs, implying a robust detection of the
signs visible within the images, accurate positioning of the 3D signs, and correct
categorization of the positioned 3D signs. This performance evaluation is therefore
conducted at three different levels1, according to the definitions listed below. Each
item represents a level of accuracy in the final sign database returned by the TSR
system. For each correct sign in the database, at least the following levels need to
be satisfied.
• Detected correctly: A sign is detected when it is found in at least a single

image by the detector corresponding to the same sign appearance class.
• Positioned correctly: When a sign is detected repeatedly such that a 3D sign

is found, which corresponds to the same sign appearance class and lo-
cated within 50 cm w.r.t. the manually annotated ground-truth location,
the ground-truth sign is identified. Each ground-truth item can only match
a single positioned 3D sign.

1This evaluation does not include the reliability prediction capabilities of the TSR system, as
this processing stage was still under development during this experiment. Results for the reliability
prediction module can be found in Sect. 8.3.1
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(a) (b) (c) (d) (e) (f)

Figure 8.9 — Illustration of the visual variations within the blue rectangular sign class.

• Categorized correctly: A positioned 3D sign is correctly categorized when the
sign is correctly positioned and also assigned the correct sign type.

Each level acts as a quality attribute for the correctness of the signs, where the
highest quality is achieved when all aspects are satisfied.

C. Results
Table 8.3 displays the number of correctly detected, positioned and categorized signs
for the sign appearance classes of interest, where we have omitted the white
circular sign class, as this class occurred only rarely (see Table 8.2). Below, we will
briefly discuss the obtained performance figures.

Detection performance
The TSR system detects 98.5% of the signs in at least a single image, where we
have identified three factors responsible for the vast majority of the missed signs.
First, some signs are only visible from the backside. Second, signs located at a
far distance w.r.t. the road are difficult to detect. This is especially the case for
the white rectangular signs, as at a far distance, such signs are not discriminative,
but degrade to commonly occurring white rectangular blobs. Third, the blue
rectangular sign class contains large appearance variations, both in size, aspect
ratio and sign contents. These variations result from a broad range of possibilities
in meaning of the blue signs, particularly expressed by the aspect ratio, which
changes depending on the specific sign contents. For example, horizontal blue
signs are typically used for community names, while vertical blue signs are used
for parking and area indications. Besides this, some signs like lane partitioning
have a variable aspect ratio, where the horizontal size grows with the amount
of lanes, as illustrated in Fig. 8.9. These variations clearly complicate reliable
detection of this sign appearance class.

Positioning performance
As follows from Table 8.3, the TSR system accurately positions 95.5% of all phys-
ical signs. This score is rather high, given the broad variation of all conditions
encountered within the images. There exist several systems from literature yield-
ing higher positioning scores [33], [34], but these systems apply a higher capturing
density within the imaging systems. Our positioning performance is saturating
because of the limited capturing density of one image per 5 meters. Positioning of
the remainder of the signs is mainly limited by the required repetitive detection
of the same sign within at least 3 different images, which may be complicated
by e.g. occlusions from other road users and the distance between the sign and

192



C
ha

pt
er

8

8.2. Traffic sign recognition system

the road. Furthermore, positioning of signs located at the end of dead-end streets
is challenging, as these signs are only viewed from a single angle. Analysis of
Table 8.3 shows that the first 8 sign classes are positioned with a high score, which
is only marginally lower than the detection score. In contrast, the white and blue
rectangular signs show a significantly lower positioning score. This difference in
positioning performance is explained by two factors.
• Correlation between sign type and distance to road: At first, there exists a cor-

relation between the sign class and the typical distance between the sign
and the road, as certain signs are always located very close to the road (e.g.
warning signs), while others are usually located farther away (this is partic-
ularly valid for the blue rectangular signs, e.g. signs for disabled parking). If
these signs are farther away from the road, the bounding-box detections are
typically smaller, the probability of occlusion increases, and the sign may
not be visible with sufficient resolution to facilitate detection in sufficient
images.

• Detection challenges for white signs: Second, we have observed that the de-
tection of white rectangular signs from a distance is both challenging and
complicated, as the sign details are then mostly invisible, while other white
rectangular objects, with similar appearance but not being traffic signs, occur
very frequently.

Both aspects complicate repetitive detection of the same sign in consecutively
captured images. When reconsidering the first aspect, but now with a different
viewpoint, the same discussion about detection distance could be held for the
conflicting relation between the capturing interval and the detection performance.
Unfortunately, we have no other data with a capturing interval lower than 5 m, but
we expect that a clearly lowered capturing interval will result in more detections,
reducing the performance influences of the above observed aspects. Assuming
that the interval would be 2.5 m, the number of detections would approximately
double, thereby strongly reducing the number of signs with insufficient detections.
Such an increase in capturing rate is likely more beneficial than an increase in
resolution, except for signs located very far away from the road.

Categorization performance
Our system correctly categorizes 96.3% of the positioned 3D signs. This percent-
age is relative to the correctly positioned signs, because the TSR system only
categorizes signs that are correctly detected and positioned. When considering
the overall inventory quality, 92.2% of the signs are correctly detected, positioned
and categorized. Incorrect categorizations mainly originate from three factors.
First, signs may have a lowered visibility, e.g. due to damages, besmearing or
vegetation coverage. Second, the visual differences between certain sign types
are very small, which is especially the case for the white rectangular signs. For
these signs, categorization is particularly difficult when they are captured from a
distance as these signs feature a low-contrast template. Third, certain sign types
are designed to contain custom texts, numbers and symbols, causing very large
variations between instances of the same sign type. This particularly holds for
the blue rectangular signs, since this sign class includes e.g. place-name signs and
signs with various arrow and symbol configurations.
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(a) (b) (c) (d) (e) (f)

Figure 8.10 — 8.10a: Example of two identical road signs located very close to each other. 8.10b-
8.10f: Examples of false detections.

Falsely positioned signs
The falsely positioned signs can be divided in two different groups. The first corre-
sponds to traffic signs that are found more than once, caused by GPS inaccuracies.
This holds for overlapping sequences of capturings recorded at different times,
resulting in signs found e.g. 0.5-1 m apart. This phenomenon especially occurs at
intersections, where sequences of recordings cross each other. Automated fusion
of closeby, identical signs is not a solution, as identical signs may be located close
to each other, as visualized in Fig. 8.10a. The second kind of false detections con-
sists of sign look-a-like objects, which include both random objects and custom
signs, as visualized in Fig. 8.10b-8.10f. Overall, both types of false detections oc-
cur about equally often, but for all sign classes except the blue rectangular signs,
the double-found signs form the majority. This difference can be explained by
the large variations within the blue rectangular sign class, and the fact that blue
rectangular objects occur very frequently in real-world circumstances (including
street-name signs). Numerically, our system returns 1 false detection per 8.75
positioned 3D signs, resulting in a precision of 88.6%. When ignoring the double-
detected signs, the precision of our system is 93.6%. For all sign classes except the
blue rectangular class, these numbers are 92.8% and 97.7%, respectively, showing
that blue rectangular signs are the most challenging signs to discriminate from
other objects.

Summary
The TSR system generates a database of positioned 3D signs, which contains 95.5%
of the signs present in the processed geographical region. Of these signs, about
96.3% is correctly categorized. Additionally, this database contains 1 falsely po-
sitioned object per 8.75 signs. We have observed that especially the white and
blue rectangular signs are difficult to detect and also therefore to position. Conse-
quently, these signs miss relatively often from the database, and contribute to a
relatively large number of falsely positioned objects.

Figure 8.11 shows an example of the output of the TSR system overlayed on an
aerial image. Such an orthogonal top-view of the crossing provides an insightful
consideration about the amount of present signs, and allows for further analysis
and interpretation w.r.t. road safety and road-layout complexity.
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Figure 8.11 — Example output of the TSR system super-imposed on an aerial image.

8.2.4 Proposed semi-automated surveying procedure
The previous section discussed the performance of the complete TSR system,
showing that the TSR system correctly positions about 95.5% of the signs, from
which 96.3% is correctly categorized. Figure 8.12 provides a summary of the
reported performance numbers in the form of a cumulative bar. As this accuracy
does not yet meet the desired target quality criteria of∼ 98%, the proposed system
is employed in a semi-automated fashion, where specific manual interventions
are conducted to attain high-quality surveys. These interventions involve the
following actions:

1. Validation of the sign type,
2. Rejection of falsely detected signs,
3. Addition of missed signs.

The first two check types operate on the positioned 3D signs and can be performed
very efficiently, since the number of 3D signs is limited and each check involves a
single, relatively simple, action. The third check type, involving the addition of
missed signs, can be performed in two different ways: either by browsing through
all images and annotating all missed signs, or by verifying the correctness of all
detections not present in the retrieved 3D signs, followed by manual positioning
of all identified missed signs.
• Browsing all images: The first way potentially results in the lowest amount

of missed signs, but is very time-consuming, as complete images have to
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1,5% Completely missed

3,0% Not positioned, but detected in ≥ 1 image

3,3% Positioned, assigned incorrect sign category

12,3% Falsely positioned

92,2% Positioned and correctly categorized 

100%

95%

90%

  0%
Figure 8.12 — Summary of the performance of the TSR system.

be examined for missed signs, certainly while the majority of the images do
not contain any traffic signs at all. Each identified missed sign is manually
assigned a position and sign type.
• Browsing all detections: The second way allows for the inclusion of about

98.5% of the signs, as follows from the performance evaluation conducted
above. The involved manual actions can be performed efficiently, as the
number of detections that have to be evaluated is limited and the required
actions are relatively simple. Each detection has to be as categorized as either
a sign or a false detection, where the identified sign detections are then
manually assigned a position. Hence, instead of going through all images,
we now browse through all detections, which is a significantly lower effort
and can be performed very efficiently using specialized tooling. An example
of such a tool is illustrated by Fig. 8.13, where the detections are sorted by
their sign type and their likelihood of being a correct detection (as given by
the categorization system), such that the majority of screens contains only a
few outliers w.r.t. the other shown detections.

It should be noted that the second approach results in a small number of missed
signs. However, since the percentage of included signs is over 98%, this attained
score is certainly sufficient for most applications, including the usage in navigation
devices and in autonomous vehicles. In contrast, it should be noted that completely
manual surveying is also neither 100% complete nor error-free. This especially
holds when considering the efficiency of the manual effort. It is commonly known
that the accuracy of manual actions decreases when a high throughput rate is
desired, and time for quality checks is limited. The large scale of the surveying
inevitably leads to either concentration loss or insertion errors.
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Figure 8.13 — Illustration of efficient tooling to sort out correct and false detections, where each
identified correct detections is manually assigned a position at a later stage.

8.2.5 Analysis of the computational requirements
The previous subsection has addressed the implementation of the TSR system
within a distributed computing environment, which enables large-scale surveying
of road signs by the easy addition of extra processing nodes. This subsection dis-
cusses the computational requirements for processing a large-sized geographical
region within a one year period. This analysis is based on The Netherlands, a
small country that contains 152,000 km of public road (30.4 million images). The
analysis starts with measuring the computation times for a small-sized region,
after which we extrapolate these findings to country-scale.

The computational requirements are assessed by measuring the execution
times of all system modules during the performance validation of the TSR sys-
tem from Sect. 8.2.3. This evaluation involved the processing of 68,010 images,
resulting in 3,650 found positioned 3D signs. Table 8.4 shows the execution times
measured for single-threaded implementations of all system modules per unit of
interest (e.g. image, detection, region or positioned 3D sign). Besides this, Table 8.5
contains the average processing times normalized per image. These measurements
are performed during full CPU usage on a Core i7 920 processor (architecture from
2009), operating at 2.67 GHz with 12 GB of RAM. The measurements include all
overhead, such as database access, image decoding, network delays during file
transfer in a local environment, etc. It can be observed that the TSR system requires
on the average 88.5 seconds of processing time per panoramic image. Furthermore,
it follows that processing of the individual images consumes about 98% of the
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Stage Execution
time

Target entity

Single-image detection cascade 87 sec image
-Stage I: HOG-based detection 65 sec image
-Stage II: SIFT-based categorization 2 sec detection (∼ 11/image)

Multi-view sign positioning 806 min whole region
Multi-view sign categorization 26 sec positioned 3D sign

Table 8.4 — Execution times for all stages of the TSR system required to process the target entity
(e.g. image, detection, region or positioned 3D sign). All measurements are performed using single-
threaded implementations on our reference PC (2009 Core i7 920 operating at 2.67 GHz) during
full load, and represent the average execution times measured during processing the test region.

execution time. Based on this observation, we can conclude that most jobs within
the distributed computing system should focus on the single-image detection
stage, while only few jobs are sufficient to cover the other stages.

These measurements are extrapolated to estimate the amount of processing
power required to process a country containing 30.4 million images. It follows that
a compute cluster containing 85.3 cores (11 core i7 920 processors) is sufficient to
process the full country within a time span of a single year. It should be noted that
this extrapolation ignores many practical aspects, such as the availability of the
images, system downtime, delays in e.g. management of the processing sequence
of areas and the involved data handling, etc. Furthermore, we assume that all
processing stages scale in a linear way. This is true for the processing modules
that operate on images and signs, but invalid for the multi-view positioning stage,
which searches neighboring images for each individual image, a process that inher-
ently becomes slower when more images are involved. However, this component
can operate independently on small, overlapping regions, reducing these scaling
effects. Despite these considerations, the provided computation clearly illustrates
that our proposed sign recognition system is realistic and already feasible for very
large-scale application, especially considering that much faster computers are cur-
rently available, also the number of required PCs is compared to the datacenter
capacity, and that a further significant gain can be made by GPU acceleration.

Processing at such a large scale is further validated within one of our case stud-
ies, where we processed 3,25 million images within a single month (Sect. 8.3.1).

Stage Average time per image
Single-image detection 87 sec

-Stage I: HOG-based detection 65 sec
-Stage II: SIFT-based categorization ∼ 22 sec

Multi-view sign positioning 0.12 sec
Multi-view sign categorization 1.4 sec
Total 88.5 sec

Table 8.5 — Execution times for all stages of the road sign inventory system required to process a
region, normalized to the number of images.
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8.2.6 TSR System: summary and discussion on requirement verification
A. Summary and conclusions
This section has presented the composition of the individual algorithms for sign
detection, positioning, categorization and reliability prediction to a complete Traf-
fic Sign Recognition (TSR) system. This system processes all street-level panoramic
images captured within a geographical region and outputs a database of traffic
signs that contains both their position, sign type and sign-orientation angle.

Algorithmic processing stages: The TSR system consists of three consecutively
executed processing stages.

1. Single-image detection: Each image is analyzed to detect the pixel bounding-
box coordinates and appearance class of all visible road signs. This stage
involves a two-stage detection approach. First, the image is densely scanned
using a HOG-based sliding window detector. Each found detection, defined
by its pixel bounding box and a sign appearance class, is then analyzed in
detail by a BOW-based categorization system, which results in the removal
of up to 40% of the occurring false detections. This detection cascade results
in both efficient and accurate sign detection, where for each found sign, both
its pixel bounding-box coordinates and appearance class are returned.

2. Multi-view sign positioning: The real-world positions of all road signs that
are repetitively detected in consecutively captured images are calculated,
resulting in positioned 3D signs. Each positioned 3D sign has a position and
the previously determined sign appearance class.

3. Multi-view sign categorization with reliability prediction: Each positioned 3D
sign, belonging to a sign appearance class that contains multiple sign types,
is categorized to retrieve its sign type, given its sign class. This also incorpo-
rates verification of the reliability of the found categorization result, which
leads to a binary reliability indicator per sign. After processing, each sign
now has a position, sign type, a reliability indication, and a sign orientation
angle.

Recognition capabilities: The presented TSR system has been trained to recog-
nize 182 visually different sign types within 14 sign appearance classes as posi-
tioned 3D signs. Each sign has a sign type, orientation and reliability measure.
Additionally, several other large traffic-related objects (such as signage and marker
posts) are recognized as pixel bounding-boxes within the individual images, en-
abling surveying by manually assigning positions to the detected objects.

B. Performance and implementation
Performance analysis: The recognition accuracy of the TSR system is assessed for
the 10 most commonly occurring sign appearance classes, covering over 200 sign
types in total. This evaluation has shown that the generated database of positioned
3D signs contains 95.5% of the road signs present in a geographical region, where
96.3% of these positioned 3D signs are correctly categorized. We have found that
this score is lower for the blue and white rectangular signs. These signs turned
out to be harder to detect, and therefore to position in 3D. This detection difficulty
is likely caused by their large variation in appearance (blue rectangular signs) and
less discriminative appearance when captured from a distance (white rectangular
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signs). Additionally, we have found that 11.4% of the returned database corre-
sponds to falsely identified signs, from which almost half consists of double-found
signs. We have additionally found that 98.5% of the signs is detected in at least a
single image, such that only 1.5% of the signs are completely missed by the TSR
system. This can be considered as a fairly accurate result for several reasons: some
signs are only visible from the back side, have a significantly lower visibility, or
are placed at a significant distance w.r.t. the road.

Semi-automated surveying: We propose a semi-automated surveying procedure
to further increase the surveying quality. This procedure involves specific manual
interventions to attain high-quality surveys, and consists of two steps: (1) verifica-
tion of all found positioned 3D signs to correct categorization errors and remove
falsely identified signs, and (2) addition of missed signs based on the evaluation
of all detections that are not part of a positioned 3D sign. This procedure offers a
more efficient quality improvement compared to browsing all images, while still
resulting in a very high completeness of about 98.5%.

Distributed computing: The TSR system has been implemented within a dis-
tributed computing network, where a central job manager starts or stops jobs that
perform each of the three principal processing tasks presented earlier. Each job
fetches and processes unfinished items, and operates independently w.r.t. other
jobs, allowing for parallel execution and uncomplicated task management. The us-
age of a distributed computing network allows for a flexible and efficient resource
allocation, as all machines can perform all processing tasks and can switch tasks
easily. Such framework also enables idle machines to be temporarily included into
the network.

Computational analysis: Analysis of the computational requirements has shown
that the TSR system consumes 88.5 s of processing time per panoramic image.
Extrapolating this to country-scale execution indicates that a compute cluster
of about 11 standard processing machines would be sufficient to process The
Netherlands within a one-year time period. This estimation is without any GPU
computing and extensive research on very fast algorithms, thereby clearly show-
ing the feasibility of the proposed algorithms and system architecture.

C. Discussion on the system requirements
In Chapter 2, we have analyzed the traffic sign recognition task, which has resulted
in the formulation of a number of system requirements that the desired TSR system
should comply with. Based on the findings in this section, as summarized above,
we will now discuss each of these requirements in detail, where we will evaluate
to which extent the designed TSR system satisfies them.

Inventory performance : The TSR system should detect and categorize between
95% and 100% of all the road signs present in a geographical region, resulting in both the
category and position of each of the present road signs.

This requirement on the surveying quality covers two different parts: (1) com-
pleteness, which represents the number of included and/or missed items, and (2),
the correctness of the items included in the generated traffic sign database.

The conducted system-level performance analysis has shown that the returned
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database contains 95.5% of the signs present in the test region as positioned 3D
signs, from which 96.3% are correctly categorized. Furthermore, about 11.4% of
the resulting database consists of falsely identified signs, from which over 40%
correspond to double-found signs. These numbers imply that the TSR system
already attains the required completeness and correctness performance without
manual intervention, when accepting a performance near the lower bound of the
requirement, as well as accepting a significant number of falsely identified signs.

Since the found surveying accuracy may not be accurate enough for many ap-
plications, we have additionally proposed a manual validation stage to upgrade the
quality of the automatically generated inventory in an efficient way. These valida-
tions exploit information extracted from various stages of the recognition pipeline,
such that only specific cases are assessed, while browsing through all images is
avoided. The proposed validation procedure consists of two parts: (1) correction
of positioned 3D signs, which includes the removal of falsely identified signs, and
(2) the addition of missed signs. By using only the first stage of this validation
procedure, the falsely identified signs can be efficiently removed. After correction
of categorization errors, the correctness of the database will approach 100%. By
additionally incorporating the second stage, which adds missed signs based on
the detection results, the completeness of the database can be efficiently improved
to 98.5%. The remaining 1.5% correspond to completely missed signs, including
signs visible from the back side, signs located at a far distance w.r.t. the capturing
car, or signs having a significantly lowered visibility. This performance level is
sufficiently high for most applications.

Extensibility : Although initially designed for application within The Netherlands,
the TSR system should be easily extensible towards both the addition of newly introduced
signs and the application in other countries.

The presented TSR system employs generic, learning-based algorithms which
operate in an identical fashion for each sign appearance class, based on class-
specific training data. Addition of new appearance classes and/or sign categories
involves extension of the training sets and subsequent retraining and tuning of
the algorithms, and does not involve any algorithmic changes. In a similar way,
adjusting the TSR system to a completely different country involves retraining of
the detection and categorization algorithms for all sign appearance classes and
types. It should be noted that retraining the detection algorithms for internation-
ally accepted signs (e.g. stop signs or red circular signs) may not be necessary,
while retraining the categorization algorithms is always recommended due to
smaller differences in the sign templates and fonts.

Robustness : The TSR system should be robust against commonly occurring dis-
tortions such as viewpoint changes, lighting changes, sign damages and present sign
look-a-like objects.

This system requirement impacts both the individual algorithms and the com-
plete TSR system. Both aspects are separately discussed. These discussions will
be conducted in a qualitative based on the performance attained under realistic
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conditions, as quantitative assessment of robustness is rather difficult.2

Algorithmic level: The performance of the detection, categorization and reliabil-
ity prediction algorithms is evaluated on large and diverse test sets, containing all
the mentioned distortions in significant quantities. As described in Chapters 3-7,
these algorithms attain an accurate performance on these datasets, which implies
that these algorithms can handle at least a significant fraction of the included
distortions.

System level: The performance of the TSR system is evaluated on a large and
diverse test set, which is captured at different days and under different weather
conditions, and therefore includes large variations in lighting conditions. All in-
cluded signs are visible from multiple consecutively captured images, leading
to a realistic distribution of included viewpoints. Additionally, as this dataset
corresponds to a complete municipality, a representative distribution of sign oc-
currences is included, as well as a realistic number of sign look-a-like objects
and damaged signs. On this test set, we have observed an adequate recognition
performance, as well as an acceptable amount of falsely identified signs.

The above discussion on robustness shows that the TSR system can handle
representative datasets in a satisfying manner, resulting in acceptable (completely
automatic) to high (semi-automatic) surveying accuracies. Although it would be
very interesting to know the robustness towards each of the separate distortions
from a scientific point of view, the attained overall surveying quality is most
important from an application viewpoint.

Reliability indication : The TSR system should indicate the reliability of the re-
turned results to aid the semi-automated surveying process.

The proposed TSR system incorporates reliability estimators for:
• Estimating the correctness of the returned categorization result (Chapter 7),
• Indicating the positioning accuracy (Appendix A).

These estimators support the semi-automated surveying procedure by limiting
the manual validations to the specific set of signs with either a possibly inaccu-
rate position or sign type, while omitting the remaining signs from validation.
This significantly reduces the manual validation effort of the first two steps of
the proposed semi-automated surveying procedure (Sect. 8.2.4), thereby clearly
contributing to an efficiency improvement.

Large-scale execution : The complete TSR system should be able to process all im-
ages captured in The Netherlands within a time span of one year, requiring a processing
throughput of 3,750 images per hour. As execution on a single machine seems unrealistic,
the usage of a distributed computing environment is preferred.

Analysis of the computational requirements has shown that our current im-
plementation requires about 88.5 seconds of processing per panoramic image,

2Quantitative assessment of the robustness of an algorithm could be performed by e.g. constructing
separate datasets for different distortions (such as lighting conditions or viewpoints), and compar-
ing the performances obtained on these sets. Since not all situations occur frequently and manual
subdivision into categories is not obvious, such an experiment would be very time-consuming.
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such that processing of the complete Netherlands within a one-year time period
would require a computing network of about 11 standard computing machines.
We conclude that the required throughput is clearly feasible for several reasons.
First, with respect to hardware, the number of required machines is limited, and
faster processing machines (such as dual-socket servers) are available. Second,
with respect to software, we did not perform an extensive research on very fast
algorithms and did not exploit GPU computing, although this is common practice
in real-time image analysis systems.

Genericness : To allow for efficient algorithm development, the TSR system should
follow a generic and learning-based approach to support all different sign appearance clas-
ses and sign categories without algorithmic adaptations, and to allow for easy adjustment
to other sign appearances.

The presented TSR system currently supports 14 sign appearance classes, and
is able to categorize between 182 different sign categories. Traffic signs belonging
to each of these sign classes are detected, positioned and categorized using the
same algorithms, based on class-specific training data. Covering all signs within
The Netherlands, involving over 250 different sign types, would require creation
of training sets for detection of currently unsupported sign appearance classes,
and extension of the training sets for categorization of currently unsupported sign
types. However, this would neither change the framework nor the algorithms at
all, which clearly shows the genericness of the followed approach.

This genericness is shown in several small-scale experiments, where the TSR
system is used for recognition of signs in selective regions in Germany and the
USA. In these pilot experiments, we have seen a similar performance as for The
Netherlands, although no large-scale performance evaluations were conducted.

8.3 Extension to other application areas: case studies
The previous section has described the implementation of the TSR system and
its application for the generation of baseline surveys. This section addresses the
application of the TSR system to two other related application areas: the selective
surveying of specific sign types (Sect. 8.3.1) and the actualization of existing,
out-of-date road sign inventories (Sect. 8.3.2). These subsequent sections will
focus on the straightforward application of the TSR system, thereby satisfying
the application requirements without requiring modifications or adaptations of
the existing system architecture or processing stages. Instead, the system output
will be filtered in an application-specific way, after which an application-specific
manual validation stage will be executed to satisfy the quality requirements.

8.3.1 Selective recognition of specific sign types
A. Introduction
The previous section has discussed the complete TSR system for the generation
of baseline inventories. Some application fields only require a survey of specific
sign categories, involving a subset of all categories recognized by the TSR sys-
tem. Examples of such applications include the surveying of speed zones and
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the analysis of priority situations. These applications require specific mapping
of speed-related signs (e.g. signs containing speed limits and signs indicating
the start or end of motorways, highways or built-up areas) and priority-related
signs (give-way signs, warning signs for side roads and stop signs), respectively.
Such specific inventories can be extracted from a created baseline inventory by
selectively removing all non-relevant sign types. As this requires the generation
of a complete inventory, including the manual quality checking of many non-
relevant signs (which form the large majority of signs for the listed applications),
this solution is not preferable. By altering the usage of the TSR system presented
in this thesis, such specific inventories can be generated in a more efficient way,
without involving the non-relevant signs. This section describes a case study for
the specific recognition of speed-related signs, which forms a small subset of the
total number of road sign categories. Such a specific inventory can be used for
speed analysis and within navigation devices and autonomously driving vehicles.

The remainder of this section starts with a description of the objective of this
case study. Afterwards, we discuss how our system may be applied to such cases,
and present measured experimental performance numbers and observations. Con-
secutively, we discuss additional improvements to further increase the efficiency
of the creation of such specific inventories.

B. Case study description: recognition of speed-related signs
This case study aims at the recognition of speed-related signs on a set of specific
roads, mainly corresponding to major roads crossing through cities, major rural
roads and motorways. This area contains about 10,000 km of road, where it should
be noted that the included motorways and some major roads have a multi-lane
layout with a median strip in between, such that multiple lanes of these roads
are used for capturing, e.g. in both directions. This survey targets at surveying
all speed-related signs, which include speed signs, but also signs indicating the
beginning or end of motorways, highways and built-up areas. An overview of the
sign categories of interest is given in Fig. 8.14. For each sign, the sign location, sign
type and sign-orientation angle are of interest, as the resulting inventory will be
used for the generation of speed zones, indicating the allowed maximum speed
for each road segment.

The signs of interest are a subselection of four sign appearance classes: red
circular, white circular, white rectangular and blue rectangular signs. Since the signs
of interest only form a small fraction of all signs present within the respective
appearance classes, application of the semi-automated surveying procedure de-
scribed in Sect. 8.2.4 would be highly inefficient, as it involves massive, manual
rejections of non-relevant sign types. This holds for both for the correction of
erroneously categorized signs and for the addition of missed signs. Instead, this
implies a custom workflow, which starts with semi-automatically filtering out the
relevant sign categories, after which the remaining signs of interest are assessed,
based on a similar approach as presented in Sect. 8.2.4.

C. Processing
The case study involves surveying of about 10,000 km of road, from which numer-
ous road are recorded using multiple capturing runs. All images located on these
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Figure 8.14 — Overview of all sign categories representing signs indicating maximum speeds.
All shown circular signs may appear both as zone sign and as normal sign, which are both relevant.
In this figure, only one version of this type is displayed and not all variations (zone, no zone).

roads and a small buffer around them are processed, corresponding to about 3.25
million panoramic images in total. This processing consumed about 3.5 weeks, us-
ing a compute cluster containing up to 12 dual-processor blade servers. It should
be noted that the reported time corresponds to the throughput time required to
execute all processing stages of the complete recognition pipeline, including de-
tection, positioning, categorization and reliability prediction. The complete single-
image processing stage was finished in about 3 weeks. The resulting output con-
tains all sign categories in the four sign appearance classes of interest, found along
all selected roads. Since we processed a small buffer region around the roads of in-
terest, we have also retrieved signs with a relevant sign type, but not located along
a road of interest. These signs were manually removed during the manual quality
checkings, which where performed after processing. It should be noted that this
stage can be automated by comparing the sign orientation angle (which is com-
puted automatically) with the road orientation, but this was not performed during
this case study. The key numbers found by our system are listed in Table 8.6.

D. Proposed semi-automated workflow for selective sign surveying
The required manual validations to attain a high-quality survey containing only
the specifically requested sign types involve the following actions.

1. Rejection of identified sign look-a-like objects (false positives) and found
signs with a non-relevant sign category.

2. Correction of signs with an incorrectly assigned sign category or wrongly
assigned sign orientation angle.

3. Addition of missed signs.
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Traffic Sign
Recognition
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Step I
Filtering of 

positioned signs

Step II
Addition of 

missed signs

Figure 8.15 — Overview of the proposed two-stage semi-automated workflow for selective sur-
veying of specific sign categories. The first stage contains two actions: removal of non-relevant sign
categories and the correction of sign properties.

These three checks operate on different types of data. The first two actions operate
on the positioned 3D signs, while the third action exploits the found detections to
manually position the missed signs. Therefore, we propose a two-stage process,
where the stage incorporates the first two actions in sequential order. The second
stage is devoted to the third validation action. The proposed process is illustrated
in Fig. 8.15.

Validation stage I: The rejection of non-relevant found signs involves a single
question per sign, such that this task can be performed very efficiently. This ef-
ficiency is improved further by exploiting the reliability prediction capabilities
of the TSR system in two ways: (1) all non-relevant sign categories found as reli-
ably categorized are discarded automatically, and (2) all relevant sign categories
found as reliable are automatically accepted. All remaining signs, i.e. the signs
found as unreliably categorized, are checked manually for their relevance, which
can be performed efficiently using specialized tooling (e.g. similar to the tooling
shown in Fig. 8.13). Afterwards, all relevant signs are manually checked for cor-
rectness of both their sign type and sign-orientation angle that were automatically
determined by the TSR system.

Validation stage II: The addition of missed signs is performed based on the sign
detections that are not coupled to a positioned 3D sign. This process starts with
the selection of detections of relevant signs, followed by a manual positioning
phase, where all retrieved missed signs are added. The output of the reliability
prediction stage of the TSR system can also be exploited in this stage. Although
the reliability prediction stage is intended to operate on positioned 3D signs, it
evaluates the reliability of the categorization results for all detections part of the
sign. Therefore, we have processed all detections that are not part of a positioned
3D sign. When the categorization output is predicted to be reliable, the detection
is either directly accepted or discarded, depending on the relevance of the sign
category. All other detections are manually evaluated for their relevance, and if
relevant, subject to manual positioning.

E. Performance and evaluation: selective sign surveying
As follows from Table 8.6, our system initially has retrieved a very high number
of signs compared to the number of signs remaining after manual evaluations.
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Total signs with an identified sign class 113,754
Signs with a reliable categorization result

and non-relevant 40,507
and relevant 19,153

Total signs after manual corrections 24,187

Table 8.6 — Measured number of signs within the case study area, including the number of signs
that are automatically filtered out by the reliability indicator.

The extra found signs correspond to three groups: (1) signs with a non-relevant
sign type, (2) falsely detected signs and (3) signs located along a road in close
proximity to the roads of interest. We will now discuss some findings and specific
aspects of the evaluation.

Sign relevance validation: Validation of the relevance of the sign category is
performed automatically for 52.4% of the signs, thereby reducing the amount of
manual effort in this stage with about the same percentage. The remaining found
signs (54,094) are checked manually for their relevance. This check consists of a
simple action per sign, such that it can be performed very efficiently. Afterwards,
the properties of the selected signs (i.e. the sign category and orientation angle)
are verified. It should be noted that the reliability prediction stage operates less
efficiently for the blue rectangular signs, as this sign appearance class contains
many very similar signs (e.g. parking-related signs) and signs with custom texts
(e.g. place-name signs vs. street-name signs).

Since the requested area contains a set of roads instead of a geographical region,
processing is performed on these roads extended with a buffer zone. A significant
portion of the found signs is located along other roads (e.g. secondary, parallel
roads), partially explaining the gap between the number of found positioned 3D
signs and the number of signs remaining after manual evaluations. Signs along
non-relevant roads are removed during the manual evaluations.

Recognition performance: We have found that the TSR system positioned 97.4%
of the total amount of signs, where the others are added during the manual eval-
uations. This recognition rate is slightly higher w.r.t. the rate found in Sect. 8.2.3,
which is mainly caused by the fact that speed-related signs are typically located
closer to the roads than some other sign types. Furthermore, speed-related signs
are typically not located at the end of dead-end streets. Most of the found but
not positioned signs are located either at some distance from the capturing lo-
cations, or are captured under poor lighting conditions, or are occluded by e.g.
other traffic in at least one image. This complicates the detection of the sign in 3
consecutive images, and thereby complicates the sign positioning procedure, al-
though these signs are captured in one or more images. From the positioned 3D
signs, about 97.6% is correctly categorized, which is also slightly higher as the
performance number found during baseline surveying.

Sign-orientation angle: During this experiment, the sign-orientation angle is
manually corrected to ±5◦, as this was an external requirement for the identi-
fication of the speed zones. This allows for an additional evaluation of the ac-
curacy of the sign-orientation estimation component, for which the results are
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extensively evaluated in Sect. 6.4.3. Summarizing, less than 25% of the retrieved
sign-orientation angles showed a deviation over 10◦, while ∼ 1.5 of the estimated
orientations deviates more than 45◦, the maximum allowable deviation to dis-
criminate between road lanes at intersections.

F. Discussion on further improvements of selective surveying
The speed-sign recognition experiment described here was performed by straight-
forward application of the TSR system, where the system was not modified in any
way. All panoramic images are processed using all detectors for all sign appear-
ance classes (see Sect. 8.2.2.C), all signs are positioned and subject to categorization,
after which the reliability prediction stage estimates whether the retrieved sign
category is indeed the found category. While this experiment shows the usability
of the TSR system to such case, several improvements can be made to increase
the system efficiency for surveying of specific sign types, both in terms of (1)
processing speed and (2) output quality. Below, we will discuss some possible
improvements for further research and their expected impact.

The processing speed can certainly be improved by limiting the processing to
the sign appearance classes of interest. This reduces the computational load dur-
ing detection, positioning and categorization. On the other hand, this requires
re-processing, in case the same images are part of a region for which a complete
inventory should be generated at a later stage. As the detection stage is the com-
putational bottleneck of the TSR system (see Sect. 8.2.5), this would result in about
20-30% faster processing (as explained in detail in Chapter 4), with a correspond-
ing reduction of the throughput time.

The automated relevance checking, which is performed based on the reliability
prediction capabilities of the TSR system, can also be improved. Currently, this
processing stage estimates whether the found sign category is correct. This stage
marks e.g. a blue rectangular sign as unreliable in case the classifier assigns two
parking-related sign types relatively close weights. However, in this case, the
classifier would probably reliably indicate that the respective sign is not one of
the speed-related signs as shown in Fig. 8.14. This alternative indication could
be included in the prediction by predicting whether the found sign is part of the
relevant subset of signs. This involves altering the input data of the reliability
prediction processing stage, followed by subsequent prediction. By default, this
prediction stage operates on the absolute SVM output of the winning category
and the difference towards the second-best category. When modifying the latter to
the difference towards the best-scoring relevant sign category, the processing stage
can be trained to predict whether a sign is not relevant. We have experimented
with this concept on our traffic sign categorization datasets (see Appendix C),
and have found that this increases the single-image non-relevant marking rate
for the blue rectangular sign appearance class from ∼ 43% to ∼ 87%. Although
this experiment is conducted for individual detections, this clearly shows that
such an specific approach would be highly beneficial. It should be noted that this
improvement only contributes to the filtering of non-relevant signs, but thereby
reduces the amount of manual effort significantly.

Processing of a subselection of roads results in a large number of signs intended
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for side-roads. The output of the TSR system contains all signs visible from the
processed street-level images, regardless whether they are located along the roads
of interest or affect the speed on these roads. Based on an analysis of the sign-
orientation angle and sign location, the vast majority of signs that are located
along other roads (e.g. side roads) can be filtered out, thereby again resulting in a
reduction of manual effort. This was not implemented due to time constraints.

G. Summary on selective surveying of specific signs
This section has described a methodology for the surveying of a selective subset of
road signs, based on a case study for the recognition of speed-related signs located
along 10,000 km of road. The TSR system is applied in a direct fashion without
modifications. All images are processed, and afterwards, all signs belonging to
non-relevant sign categories are filtered out. The resulting sign database is then
manually evaluated to attain a high-quality surveying performance. For efficiency
reasons, a custom surveying procedure has been proposed. This procedure starts
with the partitioning between relevant and non-relevant sign categories. This sub-
division is partially performed automatically, based on the reliability prediction
stage of the TSR system. All remaining signs are then manually assessed, and the
relevance of their position, sign category and sign-orientation angle are validated.

This case study has shown that the TSR system is effectively applicable to such
situations, where especially the reliability prediction stage has proven to reduce
the manual effort, as over 50% of the signs are automatically categorized as either
relevant or non-relevant. Refining and tuning of this reliability prediction stage
to the specific subset of relevant vs. non-relevant sign categories would clearly
contribute to an even higher efficiency, further reducing the manual effort, but
would require re-training of this processing stage for each specific subset of signs.
This involves adaptation of the TSR system and a re-execution of the system after
modification for already processed images.

8.3.2 Mutation detection: actualization of outdated inventories
A. Introduction
The TSR system is designed for performing baseline surveys, and as shown pre-
viously, can also be used for the selective surveying of specific sign types. These
surveys should be conducted periodically (e.g. annually), since road situations
are subject to continuous changes. For example, such changes follow from the
construction of new roads, or from upgrading of road situations (e.g. from inter-
section to roundabout). Furthermore, the visibility of road signs degrades over
time for various reasons, for example, due to vandalism, accidents or vegetation
coverage. Actualization of road sign inventories can be attained by re-surveying
the complete region using the approach described in Sect. 8.2.4, which would
require the manual validation of all found signs. Since only a small minority (e.g.
∼ 10%) of the signs changes annually, the efficiency of this procedure can be in-
creased by re-identifying the unchanged signs, resulting in the highlighting of the
encountered differences. This allows for efficient manual validations, specifically
focused on the possibly removed and newly placed signs. These differences form
an additional benefit for the agencies tasked with road maintenance, as missing
signs can be easily discovered from such an approach.
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Figure 8.16 — High-level overview of the mutation signaling approach. The output of the TSR
system is compared with an earlier performed road sign inventory, leading to lists of re-identified
signs and different situations.

In this subsection, we extend the TSR system with a module for mutation
detection, such that existing, out-of-date road sign inventories can be actualized in
an efficient fashion. Such a mutation detection system can be designed in multiple
ways. We have chosen to fully re-use our TSR system without modifications. As a
consequence, we have designed a mutation detection component that forms an
extension to the existing TSR system. The proposed mutation signaling approach
has an architecture that first employs the existing inventory system, followed
by additional processing to specifically detect the mutations, as visualized by
Fig. 8.16.

The first stage involves the automated generation of a new inventory using
the road sign recognition system, based on recent street-level panoramic images.
The second stage, aiming at mutation detection, compares the resulting new inven-
tory with the existing, high-quality, but out-dated survey (denoted as the baseline
inventory), e.g. performed in a previous year. This comparison focuses at the re-
identification of all unchanged signs, thereby highlighting the changed situations.
These changes can be employed to actualize the existing inventory, and as a bonus,
are directly beneficial for road maintenance, since the differences become imme-
diately available.

The remainder of this subsection starts with an overview of the mutation
detection approach, followed by a detailed description of the mutation detection
component. Afterwards, we present the performed case study and discuss the
manual interventions required to preserve a high inventory quality.

B. System overview
The mutation detection procedure is depicted in Fig. 8.17 and consists of two main
stages. At first, the TSR system is applied to generate a new inventory, using recent
street-level panoramic images. This results in an up-to-date inventory result, with
a similar quality as presented in Sect. 8.2.3. Second, this automatically generated
inventory is compared against an out-of-date, manually validated, inventory, e.g.
generated in a previous year. This comparison results in three categories of signs:
(1) signs that are re-identified, (2) signs that are not re-identified and (3) signs
found only in the new inventory. This allows for very efficient actualization of
road sign inventories, as the first category can be skipped, while the other two
(typically much smaller) categories can be subject to manual quality validations.
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(a) (b) (c) (d)

Figure 8.18 — Example of two signs captured from about the same capturing location in two
different years, where the images in (a), (c) are more heavily compressed. It should be noted that we
have selected images with relatively small viewpoint deviations in order to illustrate the effects of
compression.

C. Mutation detection component
The mutation detection component aims at the re-identification of the signs
present in the existing, out-of-date baseline survey. This baseline inventory is
created in a semi-automatic fashion to obtain a highly accurate survey and to
attain the required quality level. The re-identification stage involves comparing
the baseline inventory with the results of a newly performed inventory, covering
the same geographical region. This comparison is conducted in two different di-
mensions: sign type and position. The comparison may seem trivial, but as the
capturings are taken in real-world conditions and at large scale, several kinds of
distortions occur frequently. For example, the recorded GPS position may show
an offset, which complicates comparison of the sign positions. Besides this, captur-
ings may be taken during non-optimal lighting conditions, resulting in a difficult
discrimination between different sign types. Therefore, this comparison is per-
formed in a slightly more advanced way. In the sequel, both components of the
re-identification procedure are now described in detail.

The sign type comparison matches two signs in case the sign type found in the
new inventory equals the sign type present in the baseline inventory. As the visual
difference between certain sign types is very small, categorization errors may
occur. However, as the baseline inventory has been manually validated to satisfy
the target quality criteria, we also allow very similar sign types to match, where we
automatically re-label the newly found sign type to the baseline type. The involved
algorithm requires the measuring of the similarities between the different sign
types, which is performed based on cross-correlating ideal templates of the sign
types, where we threshold the resulting correlation coefficients. An alternative
approach could be to compare (e.g. based on descriptor matching) the detections
of the signs found in different years, although different capturing conditions,
viewpoint variations and possibly different capturing systems would complicate
such a comparison. However, such a pixel-based comparison of annual capturings
is limited by important practical aspects, such as the need for storing high-quality
copies of all images used for creating the baseline inventory. Unfortunately, the
older images are typically significantly compressed, leading to a clear loss in
sharpness and the additional introduction of coding artifacts, so that pixel-based
comparisons become performance critical. Figure 8.18 displays some examples.
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The position comparison is performed in two different ways. First, we directly
compare signs based on their calculated position. Second, as their may be a GPS
offset between both years, we attempt to locally estimate this offset, and employ
the found offset to adjust the sign positions, after which we re-apply the position
comparison. This procedure operates independently per baseline sign. For each
baseline sign, this procedure starts with the selection of all signs from the new
inventory that have both a position difference smaller than 1.5 m and have a
matching sign type. Within the resulting list satisfying both properties, signs
match directly in case there exists a newly found sign with a position deviation
smaller than 0.33 m. Otherwise, a context-based drift correction step is applied.
This involves the analysis of all baseline signs within 150 m w.r.t. the current
sign, where the deviations between each baseline sign and their matching newly
found signs (within 1.5 m and having a matching sign type) are computed. The
found deviations are clustered, and in case there exists a significant large cluster
(containing at least 10 signs, and not smaller than 80% of the number of signs
within the 150-m region), we employ the corresponding position offset to correct
for the drift, after which the 0.33-m condition is re-imposed.

All signs present in the baseline inventory that are re-identified in the newly
performed survey based on the above-described procedure, are returned as un-
changed signs. All other baseline signs form the group of removed signs, while
all signs found in the new inventory that did not match with a baseline sign, are
labeled as newly placed signs. It should be noted that in case of a large position
deviation, a physically unchanged sign is found as both removed (the baseline
sign) and newly placed (the newly found sign).

D. Mutation detection experiment
D. 1 Dataset description
We have applied the described mutation detection approach to a large geographi-
cal region located within The Netherlands, covering over 1,500 km of road (about
303,000 images) and containing villages, rural roads and a highway environment.
We have performed a baseline inventory for this region, based on the images cap-
tured in the spring of 2011. This baseline survey is manually validated to ensure a
high-quality inventory, following the procedure as described in Sect. 8.2.4. This
manual validation process has involved the addition of missed signs, the removal
of falsely detected signs and the correction of erroneously categorized sign types.
Based on the resulting inventory, we have applied the described mutation de-
tection approach, using the images captured within the same region, recorded
in the fall of 2012. All identified changed situations are evaluated manually, as
these cases contain all newly placed and removed signs, and provide a detailed
impression of the performance of the introduced mutation detection component.
Additionally, about 5% of the images is randomly sampled to check for newly
placed signs that were missed by the TSR system. Below, we will describe the
numerical results together with the reduction in manual effort.

D. 2 Results, observations and discussion
The amount of unchanged, removed and newly placed signs found during this
case study are shown in Table 8.7. As follows, the number of newly placed and
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# Ground-truth signs
# 2011 # 2012

Total signs 16,504 16,548
Unchanged signs 15,127 91.7%
Newly placed signs 1,421 8.6%
Removed signs 1,377 8.3%

Table 8.7 — Summary of the number of signs present in 2011 (the baseline inventory) and 2012
(the newly performed inventory) for a significant experimental region in The Netherlands. These
listed numbers are the found signs after manual quality control and represent the real amount of
physical changes.

removed signs equals 8.6% and 8.3% of the total amount of signs present in the
baseline inventory (the 2011 inventory), respectively, such that the total number
of mutations equals 16.9% of the amount of baseline signs. As expected, it was
found that these changes are typically due to the construction of new roads or the
conversion of road situations (e.g. from intersection to roundabout).

Table 8.8 shows the output of our mutation detection component. As follows,
the component re-identifies 94.2% of the unchanged signs, thereby resulting in
a number of detected mutations equal to ∼ 29% of the amount of signs present
in the baseline survey. From these changes, 41.7% is flagged erroneously. These
misdetections are mainly caused by large GPS deviations, which occur not sel-
domly, especially in woodlands. Besides this, a small number of errors are caused
by an incorrectly listed sign type in the baseline inventory, which prevents signs
from matching. The reader should note that in these cases, both the baseline sign
and the newly found sign are labeled as a change, which increases the number of
found changes significantly.

Supplementary checking of the completeness by random sampling of 5% of the
images has resulted in the retrieval of a very small number of missed signs. During
this check, all missed signs visible from the evaluated images are included, such
that the amount of missed signs in the complete region is expected to be much
lower than 20 times the reported amount. We estimate that this completeness is
similar to the completeness obtained by manually identifying all changes based
on browsing all images.

# Ground-truth Identified mutations
signs 2012 # per mut. type % correct

Total signs 16,548
Unchanged signs 15,127 14,248 94.2%
Newly placed signs 1,421 2,541 55.6%
Removed signs 1,377 2,256 61.0%
Missed newly placed signs 7

Table 8.8 — Summary of the number of signs flagged by our mutation detection approach as
unchanged, newly changed and removed. It should be noted that when the GPS locations deviates
significantly, a physically unchanged sign will be marked as both newly placed (the 2012 sign) and
removed (the 2011 sign).
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Considering the amount of required manual effort to validate all found
changes, our approach involves the evaluation of about 30% of the amount of signs
present in the baseline inventory, for which specific checks should be performed.
These checks can be implemented very efficiently using specialized tooling, e.g.
showing the situation around a missed sign, where the operator can simply con-
firm that the sign is removed or still present (while not adjusting the position and
sign type). This results in an efficiency gain of about a factor of 5 when compar-
ing the mutation detection methodology to performing inventories from scratch
following the procedure described in Sect. 8.2.4.

E. Quality control and manual validations
The above-described approach for updating inventories of traffic signs promises
to be an efficient way for preserving the quality of road sign surveys, thereby con-
tributing to efficient sign maintenance. As the proposed method should maintain
the target quality criteria (about 97.5% completeness), the system is operated in a
semi-automated fashion, where specific and mostly simple manual interactions
are applied to only a minority of the situations. In this subsection, we analyze the
errors resulting from our mutation detection approach and discuss how to resolve
them using specific manual intervention. We have divided the errors resulting
from our mutation signaling approach into five different cases below.

1. A sign present in the baseline inventory is missed in the new inventory.
2. A newly found sign is assigned the wrong sign category.
3. A sign-like object is falsely identified as a newly placed sign.
4. A removed sign is erroneously re-identified as an unchanged sign when a

similar object is found at about the same location.
5. A newly placed sign is missed by the TSR system.

All these error cases can be resolved using specific manual intervention.
Case 1,2 & 3: Correction of these cases involve the manual evaluation of all

found changes, which can be performed efficiently as the amount of identified
mutations is limited and this evaluation consists of a single check per item. These
checks involve simple rejection/approval of changed situations, such that e.g. a
falsely identified sign is rejected, or a missed sign is labeled as still present.

Case 4: Resolving this error type requires the evaluation of all unchanged
signs. In practice, this error source can be neglected, as this error is caused by
the recognition of a sign-like object of the same type at about the same position
(≤ 33 cm) as the removed sign. This is a highly unlikely situation (we did not
encounter this case in our experiment).

Case 5: This case originates from the positioning accuracy of the TSR system,
as currently about 95.5% of the signs (see Sect. 8.2.3) are retrieved as positioned
3D signs. This percentage clearly indicates that neglecting this error source may
affect the quality of the updated inventory, implying the relevance of manual
quality checks. Such quality validations can be performed in a similar fashion as
discussed in Sect. 8.2.4, where the detections not contained in any positioned 3D
sign (detected, but not positioned) can be exploited to resolve this error category
in an efficient way. This would result in an expected missed sign percentage of

215



C
hapter

8

8 . T R A F F I C S I G N R E C O G N I T I O N S Y S T E M

about 1.5-2%. After several iterations of actualization, the surveying quality would
converge to this percentage, which is likely sufficient for most application areas.
In practice, the performance may be actually higher, since we have observed that
newly missed signs have a lower probability of being worn from aging or being
covered by vegetation, so that they are less likely to be missed by the TSR system.
However, despite the size of our test region and the amount of involved images,
the small number of missed signs complicates statistical quantification of this
hypothesis in our experiment.

Summarizing, selective and simplified manual interventions maintain the sur-
veying quality level over sequential actualization in an efficient fashion, as only a
limited number of signs and detections are involved in the manual quality checks.

F. Discussion on alternative strategies for mutation detection
The above-described mutation-detection approach incorporates a full re-use of the
TSR system extended with an additional module for mutation detection, where
the output of the TSR system is compared with an earlier performed survey to
identify possibly changed situations. Although the proposed approach is attrac-
tive from various viewpoints, such as the easy re-use of the TSR system and the
obtained satisfying performance, alternative strategies to implement mutation
detection exist when considering the problem objectively. Below, we will briefly
elaborate on an alternative mutation detection procedure, which requires altering
the TSR system, but may lead to a lower number of falsely found changes. After-
wards, we will discuss practical considerations involved with this alternative, and
conclude on the expected benefit of this more advanced procedure, compared to
the procedure described above in Sect. 8.3.2.C.

Alternative re-identification based on 2D detections: Signs present in the base-
line survey can also be re-identified within the individual panoramic images,
instead of correlating positioned 3D signs in the earlier presented procedure. This
would allow for the re-identification of signs that could not be positioned, e.g.
as they are detected in insufficient images. This potentially leads to a higher
re-identification rate, such that the number of erroneously found changes is low-
ered. This detection-based re-identification would involve searching for detec-
tions corresponding to each baseline sign at the expected locations within nearby
panoramic images. This baseline correspondence could be performed at different
levels, e.g. by re-identifying based on detections of the same sign appearance class
as the baseline sign, detections having an identical sign type, or signs that are
additionally flagged as reliably categorized to the same sign type as the base-
line sign. The first approach allows for loose re-identification, and will thereby
result in the highest re-identification rate, while the last will result in the most
accurate re-identification and is therefore preferable from a quality point-of-view.
However, the latter approach would probably also result in the lowest number of
re-identifications, as signs with a disturbed appearance could not be re-identified.
Besides straightforward use of the three presented approaches, it is also possible
to refine and extend these approaches. This will now be explained.

Increased detection sensitivity at expected sign locations: Re-identification of base-
line signs within the individual images additionally allows for more sensitive de-
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tection at expected sign locations, e.g. by using a lowered detection threshold for
the considered sign appearance class of interest. This increases the probability of
re-identifying a sign, but at the same time, it also increases the risk that a sign is er-
roneously re-identified. This risk could be lowered by requiring multiple (at least
two) successful re-identifications, or by manually inspecting re-identifications
which are retrieved from a single image only.

Practical considerations: While the above-described procedure looks more ad-
vanced and accurate at first sight, some practical aspects cannot be ignored.
• Limited scope: This alternative mutation detection approach may result

in a higher number of re-identified signs, as this approach enables re-
identification of signs that could not be positioned, e.g. since they are found
with insufficient detections. While this looks like a huge benefit, this cate-
gory only corresponds to a small fraction of the total number of identified
changes, which leads to a limited efficiency improvement.

• Erroneous re-identifications: Re-identification based on detections may easily
result in erroneous re-identifications, as one or two detections found near the
expected sign locations are sufficient to decide whether the sign is still there.
During our proposed mutation detection procedure (see Sect. 8.3.2.C), we im-
plicitly require at least three re-identifications. Imposing this strict constraint
to the detection-based re-identification would disable re-identification of
signs that could not be positioned due to insufficient detections. This
strongly reduces the benefit of this alternative approach.

• GPS inaccuracies: The above-described procedure searches for detections of
the same sign class or type at the expected sign locations within the images.
This strategy ignores GPS offsets, which are likely present (see Sect. 8.3.2.D).
These GPS inaccuracies would shift the pixel locations at which unchanged
signs are observed. This complicates successful re-identification in such
cases, leading to a lower expected re-identification score w.r.t. the proposed
re-identification based on positioned 3D signs (Sect. 8.3.2.C). The originally
proposed procedure could partially circumvent GPS offsets, which would
not be possible by just using the images or detections.

Conclusion on the expected benefits: Based on the reasoning above, we expect that
the above-described alternative mutation detection procedure will likely result in
only a small reduction of the required manual quality validations. This is because
this method is expected to also re-identify signs that cannot be positioned due to
insufficient detections of those signs. Loosening the detection thresholds would
probably increase the number of re-identifications, but at the same time, would
also require additional manual quality validations, such that it is questionable
whether the alternative procedure would be significantly more efficient.

Since this alternative approach would not be able to cope with commonly
occurring GPS deviations, a hybrid approach can be considered. This consists of
re-identifying signs based on 3D signs (see Sect. 8.3.2.C, followed by the above-
described detection-based re-identification. Since the above-described approach
requires significant alterations of the TSR system, it is not evident that this ap-
proach will give a large benefit, since the manual validation cost is probably only
slightly lowered, while at the same time extra development costs are introduced.
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G. Summary on mutation detection
This subsection has described the application of the TSR system to the actual-
ization of existing, out-of-date road sign inventories. This procedure involves
the execution of the TSR system to newly captured images, covering the same
geographical region as the out-of-date inventory. Afterwards, the resulting posi-
tioned 3D signs are compared against the signs present in the out-dated inventory,
such that unchanged signs are re-identified, and possibly changed situations are
highlighted.

This approach has been applied in a case study covering over 1,500 km of road.
We have found that over a 1.5 year period, a number of signs equivalent to 16.9%
of the number of baseline signs has physically changed, which corresponds to an
annual change ratio of around 10%. The mutation detection approach re-identified
about 94.2% of the unchanged signs, and found a number of changed signs equal
to ∼ 29% of the amount of signs present in the baseline inventory. This enables
very efficient semi-automated updating of existing road sign inventories, as the
number of signs that has to be checked is rather limited, and the involved actions
are easy to execute. For example, such interventions involve validation that a sign
is removed or has been added, which are simple manual actions. These manual
interventions also allow for preservation of the high surveying quality, where the
inventory quality converges to the recognition rate of the TSR system, so that the
road sign inventory remains very accurate.

8.4 Sign-related extensions to the TSR system
8.4.1 Introduction and overview of extensions
The presented TSR system aims at the localization of all signs located within a
geographical region, where for each sign, the sign category, position and sign
orientation angle are returned. Each traffic sign has several additional proper-
ties, such as the type of the pole attached to the sign (e.g. lighting pole, standard
pole, double pole, yellow pole), the sign dimensions (width, height), the optional
presence of a dark or fluorescent frame, the category and/or text of optionally
present subsigns, a maintenance indicator (e.g. damaged, besmeared, covered by
vegetation), etc. Inclusion of these properties in road sign inventories contribute
to a higher-valued road sign database which contains a more complete set of sign
properties. For example, such a complete description allows for direct ordering of
replacement signs from the database, where a sign can be replaced with a sign hav-
ing identical text, size and other properties. Determination of these properties can
be performed manually by evaluating all positioned 3D signs, thereby adding the
respective properties. Although this process operates on the found signs, which
are limited in number, this procedure takes a considerable fraction of the time
required for the manual interventions. Instead, the majority of these properties
can be determined automatically, such that the efficiency of this manual procedure
can be improved. This efficiency improvement may involve both a reduction in
the amount of signs that have to be evaluated and a change in manual actions, e.g.
from searching and annotating up to performing minor corrections. Therefore,
various extensions to the TSR system are developed to determine several of these
properties. These extensions are briefly described below.
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• Zone-sign indicator: this module determines whether a sign is a normal sign
or a area-zone sign, which indicates an essential difference in the area to
which the sign applies.
• Sign-size estimation: the sign size is important for both sign maintenance and

road safety analysis, as the sign size determines the distance at which the
sign can be noticed by road users. This module calculates the sign size by
matching the sign with signs for which the sign size is manually annotated.

• Subsign recognition: optionally present subsigns affect the meaning of the
signs, e.g. by restricting signs to specific road users or by providing addi-
tional (guidance) information. The subsign recognition module analyzes the
region below the sign, identifies present subsigns, and categorizes them to
one of the a-priori known subsign types.

• Frame indicator: this extension analyzes the pixel region near the sign borders
to indicate whether the sign has an optionally present fluorescent or black
frame.

• Yellow-pole identifier: certain sign types may occur on a small pole with a
yellow reflective color. Based on an analysis of the region below a sign, the
presence of such a pole is identified.

The above-listed system extensions have been implemented as add-ons to the
general TSR processing pipeline, and operate on the positioned 3D signs. Most
of these extensions are executed on a project basis, solely enabling the extensions
when the related properties of these extensions are desired. The only extension that
is always executed is the zone sign indicator, as this extension provides important
information about the sign’s validity.

Below, we will briefly describe the subsign recognition module, which is the
major and most elaborated extension. This subsign recognition module is most
frequently applied compared to the other extensions, and results in the largest
efficiency improvement during manual quality assessments. A detailed descrip-
tion of the other extensions is not provided here because most of them can be
implemented in a straightforward fashion.

8.4.2 Summary of the subsign recognition module
A. Introduction to subsign recognition
The validity and legal meaning of the road signs may be affected by co-attached
complimentary signs, which contain e.g. symbols to indicate directions or ar-
bitrary texts featuring time restrictions or distances. Figure 8.19 displays some
examples of such complimentary signs. These subsigns are very important, as
they alter the legal meaning of the sign, not only for maintenance, but also for
automated decision making processes, which operate e.g. within autonomously
driving vehicles or within navigation devices. For this reason, the presence and
meaning of these subsigns is indispensable for high-quality road sign inventories.
As described above, addition of subsign presence and properties is typically per-
formed manually. Since the vast majority of the signs does not contain a subsign,
automated subsign recognition would contribute to a higher inventory efficiency,
and is therefore an attractive extension to the road sign recognition system.
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(a) (b) (c) (d)

Figure 8.19 — Examples of complimentary signs changing the meaning of road signs or provid-
ing additional information. This figure shows that the variation in visibility and information is
considerable.

Automated detection and categorization of subsigns is a complicated task due
to several challenging factors affecting the recognition procedure.
• Subsign appearance: subsigns are considerably smaller than normal road signs

and consist of less discriminative colors, as they are usually white, which
complicates their detection.
• Variations in content: the subsign contents varies strongly and frequently

contains arbitrary texts and/or custom symbols, resulting in challenging
categorization.
• Capturing-related factors: the varying capturing conditions impose addi-

tional challenges, as the capturings are made outdoors and during different
weather conditions. In particular, over lighting may decrease the visual dif-
ference between the subsign and its surroundings. Furthermore, due to the
smaller size of the subsigns, the occasional presence of motion blur also
negatively affects the visibility and readability of the subsigns.

In literature, few publications report on the recognition of subsigns. Ham-
doun et al. [137] employ rectangle detection in a region below road signs to retrieve
present supplementary signs, followed by a classification stage to solely retrieve
exit-lane subsigns. Rectangle detection is also exploited by Nienhuser et al. [138],
where found rectangles are classified using a two-stage cascade, aiming at discrim-
ination between both subsign and non-subsign rectangles and between 4 different
subsign types. Puthon et al. [139] describe a region growing approach and com-
pare this against several other techniques, where the proposed method achieves a
correct detection rate over 70%.

Our methodology to subsign recognition follows a generic and learning-based
approach for both detection and categorization of subsigns. This module extends
the presented TSR system and aims at the re-usage of both its output and process-
ing stages. Instead of treating the complimentary signs as an additional sign class,
and thereby searching the complete image for complimentary signs (one-stage
approach), the subsign recognition module exploits the found sign detections
to narrow the search area to the regions below the identified traffic signs as a
secondary stage. This clearly increases the robustness, since objects with a simi-
lar appearance compared to subsigns (i.e. white rectangles) occur frequently in
real-world situations. The region below each detection of a positioned 3D sign is
analyzed, and afterwards, the results obtained for the individual detections are
fused, to determine whether a positioned 3D sign has an attached complimentary
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Figure 8.20 — Functional overview of the subsign recognition module, which forms an extension
to the TSR system.

sign. When a subsign is present, the pixel regions of the identified subsigns are
extracted for all detections of the same positioned 3D sign, and these regions are
subject to categorization. This system is described in more detail below.

B. Functional overview of the subsign recognition module
The automated subsign recognition system forms an extension to the TSR system,
and operates on its output, thus the positioned 3D signs. These input signs contain
multiple detections of the same road sign, captured in consecutive images. The
functional overview of the subsign recognition system is depicted in Fig. 8.20, and
the four primary stages are briefly described below.

1. Single-image detection: The region below each detection of a positioned 3D
sign is divided in overlapping windows. Each window is described based
on densely extracted SIFT descriptors, which are subject to classification
with a linear Support Vector Machine (SVM). The maximum SVM output
observed over all windows is returned for each analyzed detection.

2. Multi-view detection: The single-image detection results are combined to
determine the presence of a subsign for the positioned 3D sign.

3. Subsign localization: When a subsign is found for a positioned 3D sign, the
pixel region corresponding to the subsign is retrieved for each detection
with a positive SVM output during the single-image detection stage.

4. Subsign categorization: Each identified subsign region is subject to categoriza-
tion. Afterwards, the subsign type is retrieved based on weighted voting.

C. Brief description of the subsign recognition module
C. 1 Single-image detection
Each detection of the input 3D sign is analyzed to compute a measure for the
possible presence of a complimentary sign. This stage starts by extraction of
the region below the detection of the considered road sign, where we employ a
region height of twice the detection height, as subsigns are not necessarily located
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directly below the road signs. Within this region, a sliding-window approach
is employed, with a window size of 80% of the detection width and 30% of the
detection height, which corresponds to the typical subsign size. Each extracted
window is resized to a standard size of 120 × 45 pixels, and afterwards, SIFT
descriptors [39] are extracted from a dense grid at a single scale. These descriptors
are selected since they are very robust against variations in lighting conditions
and small object deformations, e.g. caused by subsign rotation and skewness,
which occur commonly. After concatenation of these descriptors, the resulting
feature vector is subject to classification using a linear SVM [48]. This classifier is
trained on a large training set containing over 30,000 subsign and non-subsign
windows. After all windows are analyzed, the maximum SVM output for the
subsign class over all evaluated windows is selected as subsign presence indicator.
This is further elaborated below.

C. 2 Multi-view detection
Each positioned 3D sign consists of multiple (≥ 3) detections, which all visualize
the same sign, but are captured from different distances and from various view-
points. Therefore, the robustness of the subsign detection stage is improved by
combining the subsign detection scores, obtained for each of the individual detec-
tions as found above (Sect. C. 1). As complimentary (sub)signs may not be visible
from all different viewpoints, and will be visible more clearly from a close dis-
tance, we compare three different combination methods against each other during
the performed experiments. The first method averages the individual detection
scores, the second selects the best score (i.e. the most likely subsign detection) and
the third employs the median score. These methods are defined by:
• Average: d3D,av = mean(ddet 1, ddet 2, ..., ddetN ),
• Max: d3D,ma = max(ddet 1, ddet 2, ..., ddetN ),
• Median: d3D,me = median(ddet 1, ddet 2, ..., ddetN ).

In these formulas, d3D denotes the corresponding detection score which indicates
the presence of a subsign for the positioned 3D sign, and ddet i denotes the detec-
tion score for the i-th detection, with i ∈ (1, ..., N) and N being the total amount
of detections of the 3D sign.

C. 3 Subsign localization
When the presence of a subsign is indicated for a positioned 3D sign, the subsign
pixel region is identified for all detections for which the single-image detection
phase results in a positive SVM output for the subsign label. During detection,
the window with the highest SVM output is selected, whereas in this stage, this
window is extended by all adjacent windows that also have a positive SVM output.
This involves iterative selection of all windows that are overlapped by the current
subsign region for at least 40%, where initially the window with the highest SVM
output forms the current subsign region. Figure 8.21 portrays several examples of
obtained subsign regions.

C. 4 Subsign categorization
Each localized subsign pixel region is categorized, where the categorized approach
from Chapter 5 and 6 is re-used for subsign categorization. This categorized sys-
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(a) (b) (c) (d) (e) (f) (g) (h)

(i) (j) (k) (l) (m) (n) (o)

(p) (q) (r) (s) (t) (u) (v)

Figure 8.21 — Examples of localized subsigns. This figure also displays examples of subsign
classes contained in the sets employed for training of the categorization stage.

tem is trained on the detection output from over 100,000 positioned 3D signs,
which are manually annotated. During this process, non-ideal detections are re-
moved, as these may influence the classifier training in a negative way. This results
in 29 different subsign categories, where frequently occurring texts are included
separately, while less frequent texts are covered by a general subsign-with-text
category (in practice, the text itself is unconstrained). As non-subsign detections
may occur, we have also included a non-subsign category. Figure 8.21 displays
the majority of the subsign categories within our training set.

D. Experiments and results
D. 1 Dataset description
The above-described subsign recognition system is evaluated on a large and di-
verse test set, not overlapping with any of the used training sets. This set contains
the output of the TSR system on a moderate-size geographical area consisting of
40,128 images (about 200 km of road), and covers rural roads, smaller towns and
a part of a city environment. As these images are captured from driving vehicles
under various weather and lighting conditions, cover various environments and
represent a geographical area, we consider this test set as a representative and
real-world dataset.

The TSR system identified 3,104 positioned 3D signs within this region, where
each sign is detected in about 5 different images. These signs are employed to
assess the detection and categorization performance of our subsign recognition
approach. From the 3,104 signs, 397 (about 12.8%) have a subsign, where it should
be noted that although this may look a low percentage, this corresponds to the
real-world occurrence of subsigns. Furthermore, it should be considered that the
signs are captured from various viewpoints and distances (and thus with various
resolutions), and are captured under various lighting and weather conditions. For
each of the 3D signs, both the presence of a subsign and its optional subsign code
are marked manually as ground truth. Example images of detected signs and
regions below these signs are shown in Fig. 8.22.
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(a) (b) (c) (d) (e) (f) (g)

(h) (i) (j) (k) (l) (m) (n)

Figure 8.22 — Example images contained in the subsign detection dataset. Figures (a)-(f) do not
contain subsigns, Figs. (g)-(l) contain one or multiple subsigns per sign.

During the experiments, we have assessed the detection and categorization
accuracy individually, as both aim at different aspects (i.e. the occurrence of a subsign
and its specific type). Both aspects are discussed below.

D. 2 Subsign detection performance
The detection performance is assessed for both the single-image detection and the
multi-view detection stages. For performance evaluation, the recall and precision
performance metrics are employed, as described in Appendix B.

Fig. 8.26c displays the recall-precision curves for both the single-image and
multi-view detection stages. For clarity, we have additionally included a zoomed-
in version, focusing at the high recall region in Fig. 8.23b. It should be noted that
the sharp bend in the curve (at the bottom right) for the single-image detection
occurs because for about 11% of the images, the subsign is completely invisible
(e.g. due to occlusions).

It can be observed that multi-view detection significantly outperforms the
single-image detection. This is explained by the fact that many of the contained
signs are captured from a relatively large distance, from non-ideal viewpoints,
or are (partially) occluded, thereby complicating subsign detection. Moreover,
the single-image detection stage is unable to retrieve about 11% of the present
subsigns, due to e.g. the aforementioned reasons. When combining the different
detections of the same sign, the optimal views can be exploited, which increases
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Figure 8.23 — Subsign detection performance. (a): Recall-precision curves for both the single
image and multi-view detection stages. (b): Zoomed-in version around the high recall region.

the detection performance considerably. We have found that for a high recall,
the three multi-view methods behave similarly, where the median and average
methods outperform the max method for the lower recall region. This follows
from the characteristics of the max method, which is based on a single observation
(the highest single-image score) per positioned sign, while the other two methods
result in a score that is based on multiple observations, making these methods
more robust. Numerically, at a detection rate of 98%, the correct detection score is
51.4%, resulting in 757 signs out of the 3,104 total 3D signs marked as containing
a subsign. Although a precision of 51.4% looks quite low, subsigns only occur in
a minority of the cases, implying that for inclusion of subsigns in the inventory
result, only about 24.1% of the 3D signs have to be checked, thereby reducing
the amount of manual checks with over a factor of 4 compared to evaluating all
positioned 3D signs by hand.

Considering the processing time, the single-image detection stage takes about
1.9 seconds per detection, resulting in an average processing time of about 9.5 sec-
onds for each positioned 3D sign. Although this looks rather slow, this computa-
tion time applies to each 3D sign (not each image) and is valid for a single-threaded
implementation measured on a i7-920 CPU (2009), operating at 2.67 GHz. Also,
this only adds 0.7% extra processing load to the complete TSR system. Since this
task can be performed in parallel for each positioned 3D sign (employing multi-
core computers in a distributed computing environment), this processing can be
distributed to reduce the elapsed time of this stage to a sufficiently low number
suitable for our purpose.
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Total Correctly Found as
categorized non-subsign

Total detections 757 100.0% - - - -
Non-subsign 368 48.6% 0 0% 63 17.1%
Unknown types 17 2.2% 0 0% 0 0%
Known types 372 49.1% 340 91.4% 0 0%
-common subsigns 200 53.8% 178 89.0% 0 0%
-text subsigns 172 46.2% 162 94.2% 0 0%

Table 8.9 — Summary of the categorization results. The last two rows are subgroups of types
known to our categorization system.

D. 3 Subsign localization and categorization performance
After multi-view detection, each positioned 3D sign that is flagged as having a
subsign is subject to categorization. We consider three subgroups, as indicated in
Table 8.9. The falsely detected subsigns are grouped into the non-subsign category,
which may be categorized as a non-subsign (an additional category in our cate-
gorization scheme), but can never be correctly categorized. The second category
contains the minority of subsign types that are not known to our categorization
stage (and are also non-text), and are therefore always categorized incorrectly.
The third group contains the types known by our categorization system. This
category is divided into two segments: common subsigns and text subsigns. The
first category contains all subsigns that occur frequently, including broadly used
text subsigns, which are all learned as a separate category by our classifier. The
second category contains all other text subsigns, as in practice the text can be
unconstrained and may even differ in a single letter. The categorization results
are summarized in Table 8.9. As can be noticed, 91.4% of the subsigns with a
type known to our categorization system are recognized correctly. Furthermore,
17.1% of the falsely detected subsigns are recognized accordingly, decreasing the
number of false positives and resulting in a correct detection ratio of about 56%
(at a detection rate of 98%).

When evaluating the processing time, the localization and categorization
stages require ∼ 10 seconds per positioned 3D sign. As these stages are only
executed when a 3D sign is identified as having a subsign (which occurs in about
25% of the cases, see above), this results in an average total processing time slightly
above 12 seconds per positioned 3D sign for the complete subsign recognition
module. This adds about 0.8% to the total computational load required for all
other components within the TSR system.

E. Summary on subsign recognition
This subsection has presented a module for the recognition of subsigns, which
forms an extension to the presented TSR system. The module first analyzes the re-
gions below each positioned 3D road sign, using generic object detection methods.
Second, the consecutive detections of the same positioned 3D sign are combined
to determine the presence of a subsign for each positioned 3D sign. For signs
identified as having a complimentary sign, the subsign pixel region is determined
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for each detection, and these regions are then subject to categorization to retrieve
the subsign type.

Performance evaluations on a large and diverse test set have shown that re-
liable detection is feasible, where at a detection rate of 98%, about 51% of the
positioned 3D signs that are flagged as having a complimentary sign do actually
have a subsign. Since subsigns are sparse (i.e. intrinsically only occur below the
minority of signs), this corresponds to marking 24.1% of the signs as having a
subsign. This accuracy contributes to a significant reduction in manual effort to
include subsigns in road-sign inventories. This score may be increased by using
the statistics of combinations of primary sign types and subsign occurrences, to
exclude certain sign types from subsign detection. Categorization of subsign types
turns out to be rather challenging, since subsigns are small, have varying reso-
lutions and feature a high diversity in contents, where falsely detected subsigns
are also present. Nevertheless, 91.4% of the subsigns with a category known to
our categorization system, are assigned the correct category. Additionally, 17.1%
of the falsely detected subsigns are recognized accordingly as non-subsign. This
implies that by employing a combined detection and categorization approach, the
correct detection ratio is further improved to 56% for a detection ratio of 98%.

8.5 Summary and conclusions
This chapter has presented the integration of the algorithms introduced in Chap-
ters 3-7 to a complete Traffic Sign Recognition (TSR) system. This system processes
all street-level panoramic images captured within a geographical region, and re-
turns a database containing all traffic signs identified within this region.

A high-level system architecture of this TSR system was introduced in Sect. 2.5.
For completeness, Fig. 8.24 displays the proposed high-level system architecture
containing the above-mentioned processing blocks. This chapter has presented
the design, implementation and surveying accuracy of the overall system. This
system has been designed with a modular approach, enabling selective execution
of modules to support selective surveying of specific sign types. Additionally, its
architecture has an open form, such that it can be easily extended with add-on
modules for e.g. mutation detection and subsign detection. These elements and
extension aspects have been extensively covered within this chapter. The above
elements and extensions are summarized and concluded in the sequel.

8.5.1 Traffic Sign Recognition system
System design, distributed processing and recognition capabilities
The TSR system contains the algorithms for detection (Chapters 3-4), positioning
(Appendix A), categorization (Chapters 5-6) and reliability prediction (Chapter 7).
These processing stages operate in a sequential order, as indicated in Fig. 8.24, and
can be briefly summarized as follows.

1. Single-image detection: Each image is analyzed to detect the pixel bounding-
box coordinates and appearance class of all visible road signs. This stage
involves a two-step detection approach. First, the image is densely scanned
using a HOG-based sliding window detector. Each found detection, defined
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Figure 8.24 — High-level system overview of the TSR system as proposed in Chapter 2.

by its pixel bounding box and its sign appearance class, is then analyzed in
detail by a BOW-based categorization system, which results in the removal
of up to 40% of the occurring false detections. This detection cascade results
in both efficient and accurate sign detection, where for each found sign, both
its pixel bounding-box coordinates and sign appearance class are returned.

2. Multi-view sign positioning: The real-world coordinates of each traffic sign
are then computed from the repetitive detections of the sign. This results in
a positioned 3D sign, which has both a position and sign appearance class.

3. Multi-view sign categorization with reliability prediction: These processing
stages are jointly discussed because the reliability prediction builds upon
the categorization system, so that they are inter-dependent. Each positioned
3D sign, belonging to a sign appearance class that contains multiple sign
types, is categorized to retrieve its sign type, given its sign class. During this
process, also the sign-orientation angle is estimated. This also incorporates
verification of the reliability of the found categorization result, which leads
to a binary reliability indicator per sign. After processing, each sign has a
position, sign type, a reliability indication, and a sign orientation angle.

All processing stages operate independently per sign appearance class, so that
the stages consist of modular sub-stages, which can easily be extended to rec-
ognize additional sign classes. The strict implementation of this modularity is
key: all recognition stages are generic and learning-based, such that they oper-
ate identically for each sign appearance class, using class-specific training data.
Furthermore, this structure allows for parallelism within the processing stages.

This results in a TSR system with two distinct recognition modes:
1. 3D recognition: All major traffic signs are recognized as 3D points, having an

accurate position, sign type, sign orientation angle and reliability measure.
The TSR system currently recognizes 182 different sign types grouped in
14 sign appearance classes as 3D sign. Figure 8.25 displays the main sign
appearance classes that can be recognized using this mode.

2. 2D recognition: Several larger traffic-related guidance signs are recognized
by their pixel bounding boxes within the individual panoramic images.
Figure 8.26 displays some examples of such guidance signs.
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(a) (b) (c) (d) (e) (f)

(g) (h) (i) (j) (k) (l) (m)

Figure 8.25 — Overview of the sign appearance classes that the TSR system recognizes as
positioned 3D signs. It should be noted that the icons represent the complete sign class, e.g. all red
circular restriction signs, or all blue rectangular information signs.

To facilitate distributed execution, we have implemented the complete process-
ing pipeline in a distributed computing framework, where a central job manager
starts or stops jobs that perform each of the three main processing tasks listed
above. Each job fetches and processes unfinished items from a central database,
and operates independently w.r.t. other jobs, thereby enabling parallel execution
and uncomplicated task management. This distributed computing approach al-
lows for a flexible and efficient resource allocation, as all machines can perform
all processing tasks and can switch tasks easily, and this framework also enables
idle machines to be temporarily included into the computing network.

Recognition performance, semi-automated surveying and execution speed
The recognition performance of the presented TSR system is assessed for the
10 most commonly occurring sign appearance classes, which contain over 200
standarized sign types in total. This evaluation has shown that the generated
database of positioned 3D signs contains 95.5% of the road signs present within
a geographical region, where 96.3% of these positioned 3D signs are correctly
categorized. Additionally, we have found that 11.4% of the returned database
corresponds to falsely identified signs, from which almost half corresponds to

(a) (b) (c)

Figure 8.26 — Examples of traffic-related guidance signs that are detected within the individual
images.
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double found signs. We have also found that 98.5% of the signs are detected in at
least a single image, such that only 1.5% of the signs are completely missed by the
TSR system. This can be considered as a fairly accurate result for several reasons:
some signs are only visible from the back side, have a significantly lower visibility,
or are placed at a significant distance w.r.t. the road.

As this recognition accuracy may not be sufficient for all application areas, we
have also proposed a semi-automated surveying procedure to further increase the
surveying quality. A discussion on such quality validations is included below.

The complete TSR system, implemented within a distributed computing en-
vironment, requires an average execution time of 88.5 s per panoramic image.
Extrapolating this to country-scale execution indicates that a compute cluster of
about 11 standard processing machines would be sufficient to process The Nether-
lands completely within a one-year time period. This estimation is without any
GPU computing and extensive research on very fast algorithms, thereby clearly
showing the feasibility of the proposed algorithms and system architecture.

Verification of the system requirements
After design and performance analysis of the TSR system, we have discussed
to which extent the designed TSR system satisfies the desired system require-
ments. These requirements cover (1) inventory performance, (2) extensibility, (3)
robustness, (4) reliability indication, (5) large-scale execution and (6) genericness.
A detailed discussion on these requirements is provided in Sect. 8.2.6. Concluding,
all system requirements are satisfactorily addressed by the TSR system, which
already provides an acceptable performance without manual intervention, and up
to 98% when allowing specific manual quality assessments. Within the resulting
database, the reliability of the found signs is indicated, and has been exploited
during selective surveying of specific sign types. However, it should be noted
that the robustness requirement is difficult to quantify, and is mainly based on the
empirical verification of the performance under realistic conditions. It should be
noted that during the system development and deployment, the algorithm design
was fully disjoint from the image capturing process, so that image quality opti-
mizations were not performed for improving detection performance. The image
database was therefore accepted as a given factor that could not be influenced. As
a consequence, our system appeared to be rather robust against distortions of the
sign themselves, but also variations in capturing and processing artifacts, such as
compression artifacts.

Discussion on large-scale application for other countries
Since the panoramic image database is steadily expanded to other countries, we
briefly elaborate on large-scale applications within such countries, where signs
have (partly) different appearances, dimensions and occurrence statistics.

The TSR system employs generic, learning-based algorithms for detection and
categorization, which learn how to recognize traffic signs based on training data.
The previously mentioned generic approach and the resulting modular system
enables to adopt new sign appearance classes and sign types easily, after gathering
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training data3, without algorithmic redesign. As a consequence, most involved
effort consists of data collection and annotation for learning. Such a procedure is
conducted for the recognition of USA speed signs, which are fairly different from
European speed-limit signs, and are much harder to recognize due to the lack of
a discriminative (red) border. Without extensive elaboration on the results, we
have found that our TSR pipeline can successfully identify these signs, at similar
performance levels as the Dutch road signs, despite the discriminative border.
Below, we will summarize the required data collection and training procedure.

Training the detection algorithm to recognize a new sign appearance class
involves gathering of examples, i.e. by searching and framing examples in a few
hundred different images. Typically, a single detector suffices per sign class, al-
though appearance classes with significant visual variation can be covered by
multiple detectors (as described in Sect. 8.2.2.C). After training, an operating point
with a high recall is favorable, as the proposed semi-automated surveying proce-
dure requires that the very vast majority of signs is identified in at least a single
image, such that browsing all images can be avoided. Training the categorization
system is based on the output of the trained detection system. The found detection
bounding-boxes are labeled to construct a dataset for training the categorization
and reliability prediction stages. This gathering should commence until sufficient
training data is acquired for the main sign categories (see Sect. 5.11).

After training of the algorithms, which can be performed iteratively, tuning the
system for a high robustness towards all different capturing conditions, variations
in viewpoints, etc. becomes essential. This involves creation of a test set, and
iterative alterations of the training sets for detection and categorization, while
steadily expanding on the size of the test set. One of the most important aspects
for training on another country’s dataset is the infrequent occurrence of certain
sign types, which clearly complicates the collection of sufficient training data for
all sign appearance classes and types.

Such a system becomes successfully deployable when the following recom-
mendation is adopted. This guideline is based on the large practical experience
gathered in this thesis. To maximally benefit from the automation process, special
attention should be given to assure high recognition rates for all sign appearance
classes prior to the semi-automated quality assessment. When this guideline is
followed, the system user obtains a bonus: browsing all images becomes obsolete,
so that the surveying process becomes faster.

Discussion on quality and manual validations
This chapter includes a performance evaluation to assess the quality of the gen-
erated traffic sign databases. Additionally, we have proposed a manual quality
validation stage consisting of specific actions, which are directed by the TSR sys-

3Here, we make the assumption that road signs in other countries feature similar sizes and shape
properties as Dutch road signs. This assumption seems very plausible as road signs in other countries
(1) are also intended to be easily observed and thus discriminative, and (2) should be recognizable
from similar distances as in The Netherlands, and are therefore likely similarly sized. In contrast,
differences in inner templates denoting the meaning of the sign are automatically addressed by the
learning-based approach.
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Stage Completeness Correctness False positives
Detection output 95.5% 96.3% 11.4%
after...

sign type validation unchanged > 99.5% unchanged
rejection of false positives unchanged unchanged 0%
addition of missed signs 98.5% unchanged unchanged

After all checks 98.5% > 99.5% 0%
Table 8.10 — Overview of the performance statistics after the various manual quality improvement
steps. It should be noted that manually improving the correctness results in an accuracy higher than
99.5%, as very similar sign types are sometimes confused, resulting to a small error margin.

tem, to improve this accuracy to even higher levels. The quality of the generated
road sign database is measured by three key numbers:

1. Completeness: The fraction of present signs that is contained in the database.
2. Correctness: The fraction of signs in the database with correct sign type.
3. False positives: The fraction of signs in the database that are not present in

reality at the given location (or are double-found signs).
The semi-automated surveying procedure (see Sect. 8.2.4) is improving the sign

database in three steps. The procedure exploits information of different stages of
the TSR system with the aim to conduct specific actions, while selectively upgrad-
ing the generated sign database. The final result provides a very-high surveying
quality. Summarized, these actions involve:

1. Validation of the sign type: Some signs have an incorrect sign type, lowering
the correctness of the database. The manual correction should only involve
checking of signs with a possible incorrect sign type, as indicated by the
reliability indication module of the TSR system.

2. Rejection of falsely positioned signs: Falsely positioned signs consist of
(1) double-found signs, and (2) positioned sign-like objects. The first can
be addressed by evaluating all signs with a similar sign closeby, while
the second involves browsing all recognized signs and removing the non-
signs. Also here, reliably categorized signs can be omitted from this check.
This manual filtering can be efficiently addressed by using specific tooling
(Fig. 8.13).

3. Addition of missed signs: When exploiting detections of signs that are not part
of positioned 3D signs, the completeness of the database can be upgraded
to around 98.5%. This involves filtering of all detections to retrieve a list of
possible missed signs, which can then be checked and optionally manually
positioned. Again, specific tooling (as in Fig. 8.13) and usage of the reliability
prediction stage of the TSR system both contribute to a higher efficiency.

Table 8.10 summarizes the accuracies of the resulting traffic sign database after
performing these specific manual validation steps.

Alternative to performing all three manual quality improvement steps com-
pletely, upgrading of the road sign database to a suboptimal quality level using a
very limited amount of manual interactions may also be attractive. This is enabled
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Figure 8.27 — High-level system overview showing the re-usage of the TSR system within other
application contexts: the existing TSR system is used in an unmodified fashion, where extra modules
are then appended to satisfy the respective application context, e.g. to remove non-speed signs, as
shown in this example.

by the reliability prediction feature of the TSR system, as this component allows
for the ordering the manual quality improvement actions, based on the expected
quality benefit. Such partial quality improvement actions are especially interesting
in rural areas, as the number of signs is very low, while possible missing signs (i.e.
false positives detected in the individual panoramic images) may occur frequently.
In such cases, it would be beneficial to direct the effort towards the most likely
missed signs, instead of evaluating all possible misses. Such selective actions can
also be made based on sign types (e.g. with unlikely occurrence or less important
meaning), appearance class or location (rural road vs. city center). This procedure
ensures that the surveying quality of the most important signs is guaranteed,
while allocating less important signs and situations a lower accuracy (still >95%).

Concluding, the TSR system allows for the generation of road sign databases at
various quality levels, depending on the applied amount of manual interventions.
This results in database qualities roughly ranging between 95-98.5% (complete-
ness) and 96-99.5% (correctness). These performance numbers are approaching
or even equal to fully manually created road sign databases, while our approach
leads to a significant reduction in the required manual effort, and is much more
suitable for large-scale surveying. As an additional benefit, our proposed approach
offers selection of the operating point, based on the specific application context
and corresponding surveying quality level.

8.5.2 Extensions to other application contexts
Although the TSR system is designed for the generation of complete traffic sign
surveys. This chapter has also explored the usage of the TSR system for two other
application contexts:

1. Sect. 8.3.1: Selective recognition of specific sign types: The TSR system is used for
the generation of inventories that only contain a small subset of all possible
sign categories, e.g. speed-related signs or priority-related signs.

2. Sect. 8.3.2: Actualization of existing inventories: The TSR system is employed
for the actualization of existing, but outdated road sign surveys in an effi-
cient way, resulting in both an up-to-date inventory, while highlighting the
changed situations.

For both application contexts, we have proposed to apply the TSR system in a
straightforward fashion, where the output of the TSR system is further analyzed
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and filtered specifically for each context, as shown in Fig. 8.27. This approach
allows for the efficient handling of different application areas by designing a small
module that is appended to the TSR system. The proposed approach is attractive
because it offers a full re-usage of the unmodified TSR system, which keeps the
complexity of the solutions low. This benefit is at the expense of a slightly lowered
efficiency in e.g. computational effort or accuracy.

We concluded that application of the TSR system to application contexts de-
viating from creating standard baseline surveys is easily achieved, which clearly
shows the re-usability of the TSR system for such other tasks.

8.5.3 Sign-related extensions to the TSR system
The extensibility of the system architecture of the TSR system is also exploited
for the automated assessment of several sign-related features, including e.g. (1)
the indication of zone signs, (2) the detection of present yellow fluorescent or
black frames, (3) the estimation of the sign dimensions, and (4) the identification
and recognition of present subsigns. While these sign features may be perceived
as minor attributes, inferior to the sign location and type, practical experience
and exploitation experiments have shown that inclusion of these properties is
very important for the majority of the end users of these databases. This explains
why these system extensions have been adopted and discussed in this thesis.
These extensions analyze all positioned and categorized 3D signs to specifically
assess one of these additional sign attributes, such that they (1) can be executed
on-demand for specific geographical regions, and (2) can be easily incorporated
within the system architecture and distributed computing implementation.

8.5.4 Beyond traffic sign recognition
In the sequel of this thesis, we will detail several other systems for the surveying
of related road-side objects in two aspects.
• Road markings: In Chapter 9, a system for the (semi-)automated creation of

maps of road markings is presented. This chapter further investigates the
benefits of combined road marking and traffic sign databases, which provide
a complete overview of all driver signaling. Such databases have a higher
application value than sign-only databases for specific customers and are
also useful for specific stand-alone applications like road maintenance.
• Lighting poles: In Chapter 10, the (semi-)automated identification of street-

lighting poles is investigated, where we employ the same architecture, but
with different features.

These systems also focus on creating databases containing the location and type
of the objects of interest. These systems adopt the same architecture as the TSR
system. These extended systems also feature single-image detection followed by
multi-view positioning, and involve generic and learning-based identification of
the objects of interest.
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“To achieve great things, two things are needed; a plan, and not quite enough time.”

Leonard Bernstein

C
ha

pt
er 9 Road marking recognition

9.1 Introduction
9.1.1 Extension to road marking surveying
Chapters 2-8 have described a system for the (semi)-automated recognition of
traffic signs based on street-level panoramic images. This system processes all
panoramic images captured within a region of interest and generates a database
containing the sign type and position of all encountered traffic signs. This chapter
investigates the (semi)-automated surveying of road markings, which will result
in a proof-of-concept system for the recognition of road markings from street-level
panoramic images. Besides automated creation of road marking maps, this system
will also enable the generation of combined databases of both traffic signs and
road markings, which provide a full description of all local driver signaling.

The research towards road marking recognition is further motivated for the
following aspects.
• Application motivation: Although most legal information is denoted by traffic

signs (at least in North-Western Europe), a significant amount of driver
signaling is painted on the roads. Extraction of this extra information source
has the following application benefits:

– Road marking databases: databases of road markings are useful in many
applications, including road maintenance, usage in navigation devices
to select the route with the lowest amount of stops and/or pedestrian
crossings. Furthermore, novel applications are appearing on the hori-
zon, such as utilization within autonomously driving vehicles to predict
upcoming lane configurations and road situations, such as give-way
situations or bike crossings.

– Combined road marking and traffic sign databases: the combined recog-
nition of traffic signs and road markings results in a database that
contains a full and comprehensive description of all present driver sig-
naling. Such databases have a higher value than databases containing
only one data source. This combination of databases will be extensively
investigated in this chapter.

• Technical motivation: Exploring the recognition of other object types than
colorful, planar surface objects with a discriminative shape is interesting to
investigate and validate the genericness of the system architecture and some
of the algorithmic components used in the TSR system. For example, with
respect to system architecture, we investigate how well the single-image
detection followed by multi-view positioning architecture is also suitable
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for this rather different object type. Because of this difference in objects, it
is expected that we will use different algorithms than HOG and BOW for
marking detection and marking type assignment, such that it becomes likely
that we only can re-use parts of the already presented algorithms.

The road-marking recognition system builds upon the existing TSR system, and
exploits the same architecture of single-image detection, followed by multi-view po-
sitioning of the target objects as applied within the TSR system. The resulting
road-marking recognition system aims at the identification of the type and posi-
tion coordinates (latitude and longitude) of all present road markings, and may be
employed in a semi-automated fashion, where manual validations are appended
to attain the desired quality level.

The sequel of this introduction commences with an elaboration on the rele-
vance of road-marking surveying, where the application benefits of combined
databases of road markings and traffic signs are additionally discussed. Next, the
introduction proceeds with an overview of related literature on road marking
recognition. Afterwards, the requirements and challenging nature of this recog-
nition task will be discussed, followed by the solution direction explored in this
chapter.

9.1.2 Relevance of road marking recognition
Road marking databases provide extensive information on traffic situations which
are painted on the road. For example, road markings contain lane-division mark-
ers, pedestrian crossings, arrows to indicate which lanes can be used for which
directions, etc. An example is shown in Fig. 9.1a. Road marking databases are
useful within numerous applications, such as listed below.

• Road maintenance: Road marking databases are useful for road maintenance,
for example by comparing the content of the database with the desired lo-
cations of road markings to identify discrepancies and degradations, such
as worn-out markings. Identification of such worn-out markings is very im-
portant, as many markings wear out within a few years, due to acceleration
or deceleration of traffic participants on these markings, and such situations
significantly degrade traffic safety. Early identification of such degradations,
as for example shown in Fig. 9.1b, is therefore very important for road main-
tenance contractors and other responsible parties for road maintenance, as
this allows for timely repairs.
• Navigation devices: Road marking databases are also beneficial for usage

within navigation devices, e.g. to alert road users for upcoming critical sit-
uations such as give-way locations, pedestrian crossings, upcoming lane
switches, sharp curves, etc. These databases may also contribute to a higher
navigation quality, e.g. by selecting the most efficient route that features the
least amount of stops or give-way situations.
• Autonomously driving vehicles: It is evident that a common databases is attrac-

tive for autonomously driving vehicles, e.g. by informing about upcoming
lane configurations, pedestrian and bicycle crossings and give-way situa-
tions, even when the situation cannot yet be observed by the in-car sensors.
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(a) (b)

Figure 9.1 — (a): Illustration of the information content contained in road markings. (b): Example
of a partially worn-out marking; further wearing which may lead to unsafe road situations.

This additionally contributes to a smooth ride and a reduction in fuel con-
sumption, as the vehicle can decrease speed in advance of and outside the
visible range of the signaling denoting this situation. Finally, the road mark-
ing maps can also be an aid to the position-estimation procedure when GPS
reception is disturbed, like in urban canyons.

Relevance and potential benefits of combined marking and sign databases
Automatically created databases of road markings are not only useful as an indi-
vidual information source, but can also be combined with the traffic sign database
generated by the TSR system presented in this thesis. This combined database,
containing both road markings and traffic signs, contains a full description of
all local driver signage, and therefore allows for more detailed assessment of the
actual road situation and the corresponding safety aspects than when using inde-
pendent databases. The attractiveness of such combined databases is motivated
by the following technical aspects.
• Accuracy: focusing on two different types of information (markings and

signs) that contain partially redundant information can contribute to a
higher surveying accuracy, and improves the reliability of the database.

• Consistency checking: the co-occurrence and co-location of signs and mark-
ings, denoting redundant information can be validated. For example, each
pedestrian crossing and give-way situation should be typically indicated
by both road markings and traffic signs. However, this rule is not always
satisfied. Aberrant situations may result in lowered road safety, not only
for human drivers, but also for autonomous driving vehicles. Measuring
these aberrant situations can be exploited for indicating possible unsafe
road situations, alleviating this shortcoming by better road maintenance and
potentially leading to a higher road safety.
• Localization: road signs are placed at a certain distance in advance of the

situation they apply to, while road markings indicate the exact location. For
example, a stop sign can be placed up to 10 meters before the stop line,
which denotes the location where the vehicle should stop. As the line has no
clear legal meaning without the sign, this example clearly shows the mutual
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benefit of such combined databases.
• Richer information content: traffic signs and road markings comprise both

redundant and complementary information, both in position and in detail.
In some situations, they provide redundant information, while in other sit-
uations only signs or markings are present. For example, road markings
indicate a bicycle crossing, while the road sign narrows the specification
of the crossing objects (such as cyclists). Combined databases thus provide
both a richer and more detailed information.

9.1.3 Related work on road marking recognition
Commonly, road marking recognition is developed for Advanced Driver As-
sistance Systems (ADAS), or for autonomous driving vehicles [140] using car-
mounted cameras, which are sometimes combined with LIDAR systems [141]–
[143]. Besides road marking recognition, these approaches may also incorporate
vehicle detection [144], [145] for detection and localization of other road users.

Since one of the main features of ADAS systems is to keep drivers in their lane,
a significant portion of the related work focuses at lane detection [146] [147]. As
described by a survey paper [148], these systems commonly follow three main
steps: (1) pre-processing to remove noise and other unwanted image data; (2) fea-
ture extraction to find relevant parts such as edges; (3) model fitting to verify the
detected markings and remove false positives. Such in-car systems are designed
based on different requirements and have a different focus than our intended
offline surveying system. These differences are very similar to the differences
between offline and in-car road sign recognition systems discussed in Sect. 2.4. Be-
low, we will highlight a few related publications that focus on broader recognition
than lane markings.

Recognition of several marking types is e.g. performed by Foucher et. al. [149].
The authors present a system for the recognition of pedestrian crossings and ar-
rows. After segmentation, the authors identify crossings, based on the mutual
relations between the connected components from the segmentation, where cross-
walks are identified when the segments meet certain conditions. To recognize
arrows, the connected components are compared to 63 models of arrows. Experi-
mental results on the data set containing 165 crosswalks and 151 arrows show a
true positive rate of 90% and 78%, respectively.

Li et al. [150] follow a similar approach for the recognition of crosswalks, stop
lines and lane markings. After filtering the segmentation result with direction-
based morphological operations, all connected components are analyzed and the
target markings are identified, based on angular orientation and blob dimensions.
Although no quantitative results are available, qualitative recognition results on
urban images are presented.

Charbonnier et al. [151] present a road-marking recognition algorithm for an
automated marking repainting system. This algorithm features road side detec-
tion, road marking element detection and high-level marking recognition, but the
system is not numerically evaluated.

The work of Qin et al. [152] comes closest to the work presented in this chapter.
The authors present a general framework for road marking detection and analysis.
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After Inverse Perspective Mapping (IPM), segmentation and contour extraction,
the framework is split into different modules for specific marking types (lane, ar-
row, crosswalks and words). Every module includes an SVM, which is trained for
the classification of each marking, using geometric features such as Hu moments.
The lane module extracts lane markings, by performing RANSAC on the binary
image (curved lanes are extracted piecewise linearly). The arrow module extracts
the position and angle of the arrow markings by contour analysis. Crosswalks are
detected by grouping the detected crosswalk stripes by their distance and mu-
tual angle. The recognition of words is similar, but also features optical character
recognition to classify the characters. Experiments show precision rates above
90%, though problems occur with the recognition of worn and shadow-covered
markings. The sequence of processing tasks used in this paper has been adopted
as a starting point for our research, which will become apparent later.

9.1.4 Requirements and challenging factors for road marking recognition
Prior to construction of our own road marking recognition system, we formulate
a set of high-level system requirements, in analogy to the requirements for the
TSR system formulated in Sect. 2.3.3. It should be noted that in contrast to the TSR
system, this chapter aims at attaining a proof-of-concept system which shows the
feasibility of large-scale road marking surveying, while not designing a complete
operational system. Therefore, the main system requirements focus on inventory
performance, genericness, robustness and extensibility, while no requirements are
imposed on reliability prediction and large-scale execution. The latter aspects will still
be addressed later in this chapter.

Specifically, we formulate the following high-level system specifications which
are desired for the road marking recognition system.
• Inventory performance: The road marking recognition system should identify

over 95% of all road markings present within the region of interest.
• Extensibility: Although designed for The Netherlands, the road marking

recognition system should be extensible towards application in other coun-
tries.

• Genericness: For efficiency, the road marking recognition system should fol-
low a generic and learning-based approach to support all road marking
types without algorithmic adaptations.

• Robustness: The road marking recognition system should be robust against
commonly occurring distortions such as occlusions, viewpoint changes and
slight wearing of the markings.

The recognition of road markings from street-level images is challenging for
several reasons. First, road markings may be occluded by e.g. other vehicles. This
results in either missed markings, or in an altered or incomplete observation of
the marking shape, which may lead to incorrect categorization. Second, shadows
cast by surrounding objects may influence the appearance of the marking, and
may result in incorrect segmentation results, thereby complicating both detection
and categorization. Third, marking deterioration due to abrasion from vehicles
can decrease the marking recognition performance, as segmenting the marking
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(a) (b) (c)

Figure 9.2 — Examples of road markings that are difficult to recognize.
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Experiments
and results

Combination of 
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road markings

System 
overview

(Sect. 9.2) (Sect. 9.3) (Sect. 9.4) (Sect. 9.5)

Summary and 
conclusions

(Sect. 9.6)

Figure 9.3 — Visualization of the chapter organization.

from the road becomes more difficult, and the segmented shape is typically in-
correct. Figure 9.2 shows examples of three common difficult detection situations
(abrasions, occlusions and shadows on markings). Even if the detection succeeds
in overcoming these challenges, recognition of the specific marking types can still
be complicated because these distortions significantly alter the marking shape,
which is typically used for recognition.

9.1.5 Chapter organization
The remainder of this chapter is organized as visualized by Fig. 9.3. The chapter
starts with the approach and system overview of the road-marking recognition
system in Sect. 9.2, followed by a detailed description of all including processing
stages in Sect. 9.3. Afterwards, Sect. 9.4 presents the performed experiments and
results on road-marking recognition, followed by an exploration of the benefits of
combined road marking and traffic sign databases in Sect. 9.5. The chapter finishes
with the conclusions in Sect. 9.6.

9.2 Approach with contributions and reuse and system
overview

This chapter contributes with (1) a system for the automated recognition of road
markings from street-level panoramic images, and (2) an exploration towards
the benefits of combined databases of road markings and traffic signs. These
contributions are elaborated next.

9.2.1 System for automated recognition of road markings
The road marking recognition system presented in this chapter processes a region
of interest in a similar way as the TSR system using street-level panoramic images,
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Perspective
transformation

Segmentation Classification
Contextual 
inference

Placement
model

evaluation

Figure 9.4 — Schematic overview of the processing steps within the single-image marking recog-
nition stage. The contextual inference stage is novel in our pipeline.

and it outputs a database containing the positions and types of all identified road
markings. This system follows a similar generic and learning-based approach as
the Traffic Sign Recognition (TSR) system presented in Chapters 2-8. This results
in a similar modular system, where the same algorithms are employed for the
recognition of different marking types, using category-specific training data.

The presented road marking recognition system is an addition to the standard
recognition pipeline commonly used in literature (e.g. in [152]), which consists of
(1) perspective transformation, (2) segmentation, (3) classification and (4) place-
ment model evaluation. Within this pipeline, there are two aspects that complicate
the recognition of road markings: (1) imperfect segmentation (see above), and
(2) the simple, non-discriminative shape of marking elements. The combination
of these two challenges have resulted in a proposal to incorporate contextual in-
formation to improve the recognition scores of imperfectly segmented markings
using their neighboring marking elements, which provide additional information
about the marking type. This contextual information processing stage is novel in
this scheme, and an extension of the existing processing pipeline from literature.
This stage is implemented in the form of a Markov Random Field, which itera-
tively alters the probabilities that a segmented blob has as a description of the
relation to each of the marking categories.

The resulting five-stage pipeline, overviewed in Fig. 9.4, forms the single-image
recognition component of the road marking recognition system. This component
aims at the extraction of all markings visible in single images, and results in the
locations of both the individual marking elements (e.g. each individual give-way
marking) and groups of such elements (e.g. lines of give-way markings). Similar
to the TSR system, this stage is followed by multi-view analysis to extract the real-
world locations of all marking elements. This involves combining the recognition
results obtained for all individual images, using the pipeline of Fig. 9.4, based on
a similar procedure as within the TSR system (Appendix A).

The performance of this road marking recognition system will be evaluated
in two different ways. First, the effects of certain parameters on a small dataset
are analyzed (e.g. the use of contextual information and the placement model
evaluation). Second, the recognition capabilities of the road marking surveying
system is evaluated on a large geographical area, where special attention is given
to the recognition of groups of marking elements, in order to evaluate the road
situation recognition performance.

9.2.2 Combined databases of traffic signs and road markings
This chapter also explores the benefits of combined traffic sign and road marking
databases, using the TSR system presented in Chapter 8 and the road marking
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Traffic sign
recognition 

system

Road marking
recognition 

system

Combined marking 
and sign database

Figure 9.5 — The combined sign and marking database is generated by concatenation of individual
databases of road markings and traffic signs.

recognition system of this chapter. Such combined databases have several advan-
tages over single-type databases, as overviewed in Sect. 9.1.2, and have higher
value for several application contexts, such as autonomous driving vehicles or
navigation devices.

This exploration will focus at two different aspects: (1) the completeness of
such combined databases w.r.t. road situations (i.e. the places where drivers
should yield or pedestrians may cross, which is broader than locations having a
yield sign or yield markings), and (2) consistency checking of sign and marking
co-occurrences to identify possibly unsafe road situations. Below, we will briefly
elaborate on both aspects.

The combined databases containing both traffic signs and road markings are
generated using two independent visual recognition systems, each aiming at the
extraction of one of both target objects (signs, markings). This architecture is
illustrated in Fig. 9.5, and is chosen as traffic signs and road markings differ signif-
icantly in visual appearance. Road signs are planar objects with very distinctive
colors and shapes which are designed to be observed from significant distances.
In contrast, road markings are painted on the road using light-colored paint and
can therefore only be observed from relatively close distances, where their size
depends on the road width and type. Despite the usage of two independent sys-
tems, the implementation of both systems follows a generic and learning-based
approach for the identification of their target objects. This implementation ap-
proach allows for the easy extension towards different traffic sign categories and
marking types without algorithmic changes. Both systems also follow the same
architecture, and start with analyzing each individual image, followed by a multi-
view positioning stage to retrieve the real-world positions (i.e. latitude, longitude,
Z-coordinate) of the road signs and markings.

The resulting combined database is analyzed to assess the completeness of the
included traffic situations (e.g. the places where traffic should yield) for a large
region. As we will show, such combined databases are far more complete than
databases containing either traffic signs or road markings, especially considering
common distortions such as worn-out road markings, signs that are only visible
from the backside, and situations signaled using only signs or markings.
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Consistency checking involves the verification of the correct placement and visi-
bility of both traffic signs and road markings indicating the same road situation,
which clearly contributes to a higher road safety. This consistency checking al-
lows for the identification of situations with missing signs or markings, enabling
safety improvement actions to these specific identified situations. The verification
consists of checking all found markings and signs, and assessing whether the de-
noted situation is completely covered by both signs and markings. This procedure
can be conducted manually based on the generated sign and marking database.
Instead, we explore automated consistency checking, aiming at pointing out po-
tentially dangerous situations, and thereby reducing the amount of manual effort
required for such placement validations, such that it becomes more feasible for a
large-scale application. In itself, this approach contributes to a higher road safety,
as specific critical situations are assessed such that more dangerous situations can
be identified and alerted in the same time budget.

9.2.3 System overview
Figure 9.6 displays the system overview of the road marking recognition system,
which consists of two main processing stages. First, all individual panoramic
images are processed to retrieve the markings present within the images. Second,
the detection results from multiple images are combined to retrieve the real-world
coordinates (longitude, latitude) of the markings, resulting in a marking map.
Both stages will be discussed in detail below.

9.3 System description
9.3.1 Single-image detection
At first, each individual panoramic image is processed to retrieve the road mark-
ings visible within the images. This processing is conducted in five consecutive
steps, which are elaborated below.

A. Pre-processing
Direct recognition of road markings from the spherical, equi-rectangular panora-
mic images is challenging due to the present perspective deformations. This can
e.g. be observed from Fig. 9.7a, which illustrates that parallel lines on the ground
plane are not parallel in the image plane, but instead converge to a single vanishing
point. Therefore, such perspective-distorted images are commonly transformed
to a top-down view using an Inverse Perspective Mapping (IPM) [153] [154]. This
transformation remaps the image such that the image plane equals a pre-defined
(ground) plane, e.g. corresponding to the assumed road plane. It should be noted
that since most roads are not perfectly flat (but slightly curved for drainage), small
deformations may be visible. Nevertheless, the resulting images allow for easier
detection, recognition and positioning of road markings, as shown in Fig. 9.7b.

These top-down images are calculated using the following equations, which
are derived from geometric analysis. For each point on the assumed ground plane,
these formulas calculate the point in the panoramic image, based on the known
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(a) (b)

Figure 9.7 — Visualization of (a) an input equi-rectangular panoramic image, and (b) its corre-
sponding IPM image. It should be noted that most of the perspective deformations affecting the road
markings are removed in the IPM image.

camera height. This calculation is specified by:

x =

(
xcar +

arctan(yIPM/xIPM )

2π
× n

)
mod n, (9.1)

y =

(
m− arctan(d/h)

2π
× n

)
mod m. (9.2)

In these equations, (x, y) and (xIPM , yIPM ) denote the horizontal and vertical
image coordinates in the equi-rectangular panoramic image and the computed
IPM image, respectively. Parameter xcar represents the horizontal coordinate of
the front of the car within the panoramic image, h and d denote the camera height
from the ground plane and the distance from (xIPM , yIPM ) to the center of the
IPM image. Finally, m and n denote the height and width of the panoramic image
expressed in the number of pixels, which is equal to 2,400×4,800 pixels for the
panoramic images.

It should be noted that these IPM images have a limited validity, as the pano-
ramic images only capture the road within limited distance (e.g. 20 meters) of the
capturing locations.

B. Image segmentation
The retrieved IPM image is segmented into two categories: road marking pixels
and non-road marking pixels. Road markings are typically brighter than the road
and have a low saturation value, as they are typically close to white. Therefore,
we apply a two-step segmentation procedure. The first step extracts image re-
gions that have a high local intensity. Using this metric for segmentation of road
markings gives good results [155]. The second step then removes pixels with high
saturation values.

The first step involves the calculation of the intensity difference between the
grayscale pixel values and the average grayscale intensity value in a rectangular
window around each considered pixel. With gp the grayscale pixel value of pixel
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(a) (b) (c)

Figure 9.8 — Illustration of the segmentation steps. (a): input image, (b): segmentation result
based on local intensity measure, (c): final segmentation result based on both local intensity and
saturation measures, where falsely identified segments (e.g. the grass regions) are removed.

p and v, w being the size of the local neighborhood around pixel p, the intensity
difference g

′

p is calculated as follows:

g
′

p = gp −
1

vw

v
2∑

i=− v
2

w
2∑

j=−w
2

g (i, j). (9.3)

A binary segmentation is then obtained by applying Otsu’s threshold method [156]
on the found differences, resulting in a binary segmentation mask.

The second segmentation step involves filtering based on the saturation value.
This involves transforming the image into the HSV color space, after which a
thresholding operation removes the highly saturated pixels from the previously
obtained mask. The resulting binary segmentation mask is then subject to mor-
phological closing with a circular structural element. The structural element is
defined with a circular shape as the orientation of road markings within the image
may be arbitrary, e.g. due to curved roads or because they are located on another
road than the road the car is currently driving on (see e.g. Fig. 9.8b). This element
has a size of 10 cm on the ground plane (about 7 pixels in the IPM image), which
is selected based on the known dimensions of road markings. After hole filling,
all connected components (groups of neighboring segmented pixels) are extracted
from the retrieved segmentation mask. Figure 9.8 illustrates this segmentation
procedure.

C. Contour identification and classification
The contour of each connected component is extracted and represented by a fea-
ture vector to determine its road marking type. This feature vector is constructed
in two steps. First, all contours are translated to their centroid (geometric center) to
attain translation invariance. Using Principal Component Analysis, each contour
is then rotated to align its primary axis to be rotation invariant. Scale invariance
is not used here, as it is relevant for determining the marking type. Second, we
extract the distances from the contour centroid to the edge as feature values at set
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(a) (b)

Figure 9.9 — Illustration of the shape descriptor for two different shapes. This descriptor consists
of a set of samples of the measured distances between origin and border at fixed angular intervals.
The vector is filled counter-clockwise, starting at +30◦.

angular intervals, since road markings have highly regular and convex shapes,
resulting in a distance vector. We have empirically found that using an interval of
30◦ results in the best overall performance. This distance feature is visualized in
Fig. 9.9.

To distinguish between the different marking types, the absolute deviation
between these extracted distances and the mean distance vector of the training set
are computed independently per road marking type, resulting in a set of N fea-
ture vectors (each corresponding to a specific marking type). The resulting feature
vectors are classified by SVM units, each operating on the feature vector extracted
for the marking type it should recognize. Each SVM outputs the distance to-
wards its decision bound, which is then converted to a probability measure using
Platt scaling [157] [158]. After evaluation of the SVMs, each segmented object has
N probability measures, which are comparable against each other. This results in a
vector of N probability measures per segmented blob. The left column of Fig. 9.10
shows the obtained probability map for three different marking categories.

D. Contextual inference
Individual marking elements are typically part of overall road marking patterns.
Since these elements are much smaller than the overall pattern, they can be easily
occluded (e.g. by other vehicles), may have a lowered visibility, or can be damaged.
This results in non-ideal shapes in the segmentation mask, which are recognized
with a lower probability. Moreover, such distorted shapes are classified less re-
liably resulting in easy confusion between the categories, such that they have
comparable probabilities for multiple marking types. Therefore, we exploit the
periodicity of these elements within the overall pattern as additional information,
to improve the recognition performance and use this as contextual information to
update the recognition scores for each detected marking element. This contextual
information is used to enhance the scores of the individual marking elements by
the scores of markings located at the expected locations for the respective marking
types.

To use the above probabilities in a contextual way, we employ a model in the
form of a Markov Random Field (MRF), which allows for updating of the recogni-
tion probabilities based on contextual information, i.e. based on the probabilities of
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(a) (b)

(c) (d)

(e) (f)

Figure 9.10 — Illustration of the probability maps of a single image for three different road marking
types: pedestrian crossing stripes (top), block markings (middle) and give-way markings (bottom).
The subfigures show both the probability maps resulting from the contour classification stage (left
column) and the output of the MRF model (right column). Colors red-yellow-green correspond to
the probabilities that a segment belongs to the respective marking types.

their neighboring segments. Within the MRF, all detected road markings are mod-
eled as nodes, where the initial probabilities of the nodes are set to the probabilities
found in the classification stage. All neighboring nodes, having an inter-node dis-
tance smaller than a pre-defined threshold, are connected with edges. In contrast
to the conventional MRF, we assign weights to these edges. These weights rep-
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Figure 9.11 — Construction of context weighting functions using marking distance and orienta-
tion difference from a training set for perpendicular markings (e.g. block markings). The heat map in
the top figure shows the weights on the ground plane for neighboring nodes in the MRF, where red
indicates a high and blue a low weight. For instance, for block markings, the weight to another node
in the MRF is high if it is at its periodical distance (e.g. 1 m on the minor axis and < 0.5 m on the
major axis). The bottom figure shows the weighting function in terms of the orientation difference
(between marking elements/nodes of the MRF).

resent the contextual influence of nodes on each other, based on how well their
inter-node distance and relative orientations fit the expected marking placement
pattern. This pattern likelihood is modeled by fitting a Gaussian Mixture Model
(GMM) on the inter-node distances and orientations of a training set. Because
different marking types have different contextual relations, the weights are deter-
mined for each marking type. Figure 9.11 shows an example of these weights for
perpendicular markings, which include block markings or shark teeth. Figure 9.12
provides an illustration of this scheme.

Since finding the exact probabilities within an MRF is computationally expen-
sive, the solution is typically approximated with loopy belief propagation [159],
[160], which updates the probabilities by passing messages on the edges. After all
messages have been sent, new probability values are calculated from the initial
probabilities and the weighted messages. Below, we will explain this process in
detail.

This probability updating algorithm iteratively sends update messages to each
node, which are used to update the current probabilities of the nodes, where each
message is weighted by the respective inter-node weight. Mathematically, this
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Figure 9.12 — Example MRF network with four marking elements (e.g. shark teeth) including
edge weights, where each element has a probability to belong to one out of 3 classes for different
marking elements (e.g. block marking, stripe marking, shark teeth).

can be formulated as follows. With pi being the vector of probabilities that node i
belongs to each of the marking types, the message that will be sent from node i to
node j in the next iteration, m̂′i→j , equals:

m̂′i→j =
m′
i→j∣∣∣∣m′
i→j
∣∣∣∣ , where m′

i→j = pi +
∑

k∈N∧k 6=j

wk→i m̂k→i. (9.4)

In these equations,m denotes the vector containing the messages for each marking
type, N is the set of nodes connected to node i and wk→i denotes the vector of
edge weights for each marking type on the edge from node k to node i.

Next, the probabilities are updated. First, a belief value b is calculated by
incrementing the current probabilities with the weighted sum of all incoming
messages. The new probabilities that node j belongs to each of the marking types,
p′
j , are then found by normalizing the obtained belief values, according to:

bj = pj +
∑
i→j

wi→jm̂i→j and p′
j =

bj
||bj ||

. (9.5)

This process is repeated until all probabilities converge, or the maximum number
of iterations is reached. Based on the newly acquired probabilities, all segmented
markings are assigned to a single marking class, by selecting the class with the
highest probability. Figure 9.10 displays the input and output probabilities of this
processing stage.

E. Placement model evaluation
To recognize overall marking structures (e.g. lines of stripes, crosswalks, give-way
situations) and to remove falsely detected marking elements, we apply a marking
model that exploits the periodic placement patterns in which most road markings
occur. For example, pedestrian crossings are constructed by a number of equally-
sized rectangles at regular intervals and with equal orientations, while give-way
situations are constructed by multiple shark teeth, located on a straight line, where
each triangular tooth is oriented parallel to the driving direction.

This placement model is evaluated as follows. First, we calculate the distances
between all markings and their close-by neighbors on their major and minor axes,
where the major axis is aligned with the orientation of the contour as extracted in
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(a) (b) (c)

Figure 9.13 — Illustration and evaluation of the placement model. (a): crop from input IPM
image. (b): found markings within the cropped region (pedestrian crossing element = red, block
marking element = green, shark teeth = black, other = blue). (c): output. During model evaluation,
the pedestrian marking segments are coupled together, and also, the block markings that are located
on the same line. The two isolated, erroneously found block markings are ignored.

the previous steps. Second, we connect all markings that adhere to the adjacency
and orientation rules for the specific marking type, where we ignore marking pairs
deviating from those rules. At this stage, elements are connected when they are
located at the expected locations within the pattern. These positions consist of the
locations of neighbors at once or twice the period of the specific marking pattern.
For example, two lane markings are connected if they are positioned at a prede-
fined distance interval on their major and minor axes. Last, markings belonging
to the same overall road marking (such as a pedestrian crossing) are then grouped
using connectivity-based clustering, which creates clusters from markings that
are pair-wise connected. Groups of recognized markings that contain too little
elements can be removed, to reduce the amount of falsely detected markings.

This evaluation of the placement model results in a single position, orienta-
tion, width and inter-marking distance for each found group of marking elements,
thereby allowing for the recognition of high-level marking structures (i.e. cross-
walks, give-way situations and lane divisions). Figure 9.13 provides an illustration
of the evaluation of the placement model. Figure 9.14 illustrates an example of the
input and output of this placement-model evaluation stage.

9.3.2 Multi-view road marking positioning
After processing each individual image using the algorithm outlined above, the
road marking recognition system proceeds with the calculation of the 3D positions
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(a) (b)

Figure 9.14 — Input (a) and output (b) of the placement-model evaluation stage.

of all found markings. While the IPM image already provides coarse positions,
we employ a more sophisticated positioning procedure, similar to the multi-view
positioning stage of the TSR system (see Appendix A). This results in more precise
position coordinates, especially on roads that are not perfectly flat. The positioning
procedure consist of two steps. First, detections found in distinct images, but
corresponding to the same physical marking element, are identified and grouped
together. Afterwards, all elements that are supported with sufficient marking
detections are positioned. As these steps are slightly adjusted to the specific case
of road markings, we will briefly elaborate on the followed procedure below.

Automated identification of detections that correspond to the same physical
marking element is performed using a two-step approach, aiming at (1) determin-
ing which detected marking clusters represent the same overall marking structure
(e.g. line of give-way symbols), and (2) identifying which detected marking ele-
ments correspond to the same physical marking element (e.g. a give-way mark-
ing element). The first step is performed because marking groups can be easier
matched over different images than individual marking elements. The second step
results in corresponding points of a road marking element, but observed from
different image(s), which allows for accurate positioning.

First step: Grouping detected marking-element clusters which represent the
same overall marking structure is performed based on matching their types, loca-
tions (derived from the IPM image) and orientations. This procedure starts with
pair-wise matching of all marking clusters. A pair of marking clusters match in
case the following four requirements are all satisfied.
• Category: Both marking clusters have the same type (i.e. give-way or block

marking).
• Distance: The minimum distance observed between any pair of marking
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Figure 9.15 — Illustration of the marking grouping procedure. In this example, there are three
matching pairs: yellow and black, blue and black, and blue and red. Note that the blue and yellow
markings do not match as this pair features too less overlap. After grouping, the yellow, black, blue
and red clusters are identified as belonging to the same overall marking structure, while the green
cluster is omitted.

elements (one from each cluster) is lower than an empirically determined
threshold (e.g. 30-40 cm).

• Orientation: The orientation difference is smaller than an empirically deter-
mined threshold (e.g. 10◦).

• Overlap: All marking elements of both clusters are projected on a line with
a slope corresponding to the average orientation of the clusters. The clus-
ters match in case there is at least 0.4 m of overlap between both groups
(corresponding to at least two marking elements).

After determination of the pair-wise correspondences between the clusters, all
groups of overlapping markings are retrieved by iteratively adding all matching
clusters together. Figure 9.15 provides an example illustration of this process.

Second step: This step aims at the determination of the corresponding marking
elements within the coupled marking clusters. This stage starts by numbering all
individual marking elements contained in each cluster, based on their placement
pattern, as illustrated by Fig. 9.16. It should be noted that elements may be missing,
and that patterns can have unequal sizes. Next, we aim at the determination of the
offset between these patterns, i.e. which element in the first pattern corresponds
to which element in the other patterns. We apply slightly different procedures for
groups of two or three marking clusters, as having more than two overlapping
clusters additionally allows for verification. This procedure is as follows.

4 5 631 2 7
1 3 4 7

3 4 5 6 81 2

1 2

Figure 9.16 — Illustration of the marking element matching procedure, which aims at determining
the offset in pattern between the three marking groups (found in three distinct images). The three
colors denote detection from three different images. It should be noted that the distortions shown in
this example are exaggerated for illustrative purposes, and are not representative for the deviations
found in practice.
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(a) (b)

Figure 9.17 — Examples of positioned road markings. Each ’+’-sign denotes a positioned road
marking element.

• Two overlapping clusters: when only 2 overlapping clusters are present, we
select the offset between both patterns based on two criteria: (1) distance to
the estimated ground plane (hypothesized at 0 m) and (2) the variation in
this height across all marking elements.
• Three or more overlapping clusters: in case at least several marking elements

are found in ≥ 3 overlapping marking clusters, the offset in the pattern can
be determined by minimizing the L2 distance of all found positions for a
certain offset. This will yield a more accurate offset determination.

Due to larger deviations further away from the capturing location, the above
procedure only takes marking elements closer than 10 m into account.

After identification of the correspondences between marking elements ob-
served from different images, we proceed with the extraction of their accurate
3D locations, using the procedure explained in Appendix A.4. Elements that only
have a single detection (such as the red element #5 in Fig. 9.16) are then assigned
a position using interpolation. Figure 9.17 provides an illustration of the positions
retrieved using the above procedure.

9.4 Experiments and results on road marking recognition
The above-described road marking recognition system consists of two major
stages, focusing at (1) road marking recognition in single images, and (2) multi-
view road marking position estimation. Both stages are evaluated consecutively.
Afterwards, an analysis is provided of the execution time of the road marking
recognition system.

First, we evaluate the marking recognition capabilities in single images and
assess the influence of the different processing stages on the algorithmic perfor-
mance. This experiment starts with evaluation of the recognition performance of
single marking elements, followed by determination of the recognition capabil-
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Figure 9.18 — Example annotation, where all elements are annotated.

ities for groups of marking elements (such as lines of shark teeth and complete
pedestrian crossings) within the single images.

Second, the performance of the complete road marking recognition pipeline is
evaluated, and the generated road marking map, consisting of a list of marking
locations, including their type, orientation and size, is compared with a manually
annotated map. This experiment covers a complete municipality, and focuses on
determining the recognition performance for automated surveying.

Below, each of the performed experiments is discussed in more detail.

9.4.1 Recognition of road marking within single images (2D)
A. Dataset description
The first dataset contains 263 images, captured within a large city in the Nether-
lands, in which the pixel positions of all single marking elements corresponding to
pedestrian crossings, block markings, give-way triangles and stripes are manually
annotated as ground truth. Table. 9.1 shows the number of annotated marking ele-
ments and marking clusters (groups of elements). Figure 9.18 portrays an example
of an annotated image.

B. Experimental setup
The above-described dataset is used to evaluate the single-image marking recogni-
tion performance, where we perform evaluations at two different levels: (1) recog-
nition of single marking elements, and (2) recognition of marking clusters (i.e.
groups of marking elements).
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Type # Single marking
elements

Marking
clusters

Pedestrian crossings 834 25
Block markings 1573 60
Give-way lines 805 39
Dashed lines 771 34

Table 9.1 — Overview of the number of single marking elements and marking clusters in the
small dataset. Clusters consist of groups of elements.

The first experiment focuses at the recognition of single marking elements,
where we especially aim at assessing the influence of the contextual inference
stage, and the model evaluation stage. Besides this, we also investigate the influ-
ence of the distance towards the capturing location on the recognition results.

Assessment of the marking cluster recognition performance aims at two differ-
ent aspects: recognition accuracy and positioning accuracy. The first focuses at the
percentage of identified clusters, while the latter evaluates the average positioning
error of the clusters.

During both experiments, the influence of the contextual inference stage is
assessed by discussing the performance numbers obtained with and without this
contextual inference.

All experiments are conducted for the four main marking categories: give-way
triangles, block markings, stripe markings and pedestrian-crossing markings.

C. Recognition results of single marking elements
The first experiment focuses on the recognition performance for single marking
elements. During this experiment, the obtained performances are compared, using
(1) the probabilities produced by the SVM classifiers, (2) the updated probabilities
after the contextual inference, and (3) the output of the placement-model evalu-
ation. This experiment is performed for two detection ranges, which include all
markings for up to 10 and 20 meters w.r.t. the capturing location. Figures 9.19
and 9.20 show the obtained recall-precision curves for the four marking types of
interest, using the above-described dataset.

Baseline recognition performance: Within a range of 10 m from the capturing
location, over 90% of all marking elements are detected, with the exception of give-
way markings (> 80%). This lowered score can be explained by a large amount of
elements on bike roads, which are commonly occluded within the IPM image by
e.g. poles. For the increased detection range of up to 20 m, the performance drops
significantly for crosswalks, give-way and stripe marking elements. This is mainly
caused by occlusions by e.g. vehicles, trees and (lighting) poles. Furthermore, the
marking shape may be altered by perspective deformations resulting from the
performed IPM, which assumes a flat ground plane. As most roads are slightly
curved, this especially affects markings located farther away from the capturing
location. We expect that this deterioration is taking place gradually.

Influence of contextual inference: Incorporating contextual information typically
results in a noticeable performance improvement for block, give-way and pedes-
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Figure 9.19 — Recall-precision curves for single-image marking recognition for (a) pedestrian
crossings and (b) block markings. For each marking element, the performance is shown after SVM
classification (blue), context inference (red) and model evaluation (green) and both detection ranges:
for up to 10 m (solid line) and up to 20 m (dashed line).
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Figure 9.20 — Recall-precision curves for single-image marking recognition for (a) give-way
markings and (b) stripe markings. For each marking element, the performance is shown after SVM
classification (blue), context inference (red) and model evaluation (green) and both detection ranges:
for up to 10 m (solid line) and up to 20 m (dashed line).
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Situation Found # Found % False det. Pos. Error (m)
Pedestrian Crossing 22 88% 1 0.59 m

with context 22 88% 3 0.53 m
Block Markings 24 40% 3 0.77 m

with context 58 97% 5 0.16 m
Give-way Markings 31 79% 1 0.20 m

with context 35 90% 6 0.22 m
Stripe Markings 30 88% 4 0.73 m

with context 32 94% 5 0.15 m

Table 9.2 — Marking cluster performance for detections within 10 m.

trian crossing marking elements. On top of this, contextual inference results in
a significant performance improvement for stripe marking elements, as stripe
elements assigned with a lowered SVM score are boosted in case they coincide
with the typical placement pattern (where several elements are already detected
with high scores), resulting in significantly higher precisions (at an equal recall).

Influence of additional placement model evaluation: the model evaluation stage
typically leads to an increase in precision, as detected marking elements that
do not coincide with the placement model are removed. In certain cases, model
evaluation leads to a reduced recall, which is caused by the removal of single
marking elements, as each cluster should have at least 2 elements. Furthermore, the
distances between markings may be altered by perspective distortions resulting
from the performed IPM as described above, which assumes a flat ground plane.

D. Recognition results of marking clusters
The model evaluation step (described in Sect. 9.3.1.E) produces road marking
clusters that have a position, orientation and size. Tables 9.2 and 9.3 show the
recognition results for road-marking clusters located within 10 m and 20 m of the
car, respectively. Below, the results of both tables are briefly discussed.

Recognition accuracy: Within 10 m of the capturing car (Table 9.2), our algorithm
identifies between 79% and 88% of the clusters when not using the context infer-
ence stage described in Sect. 9.3.1.D, except for block markings, for which only
40% of the clusters is found. With context inference, this detection performance is
significantly improved, and over 88% of marking clusters are found. This improve-
ment is caused by two factors. First, the probabilities of many marking elements
are increased, such that they now pass the set probability threshold. Second, when
less elements are found, the positions of the detected groups shift significantly,
which complicates matching with the ground truth. It should be noted that the
false detections listed in Table 9.2 correspond to other objects than markings.

Within 20 m (Table 9.3) of the capturing car, it again follows that context infer-
ence improves the number of found markings. However, we have also observed
that the results are not improved for pedestrian crossings and stripe markings
(from which only 56% and 53% are found, respectively). For these two marking
types, we have investigated the causes for the lower detection performance. Fig-
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Situation Found # Found % False det. Pos. Error (m)
Pedestrian Crossing 51 56% 3 0.60 m

with context 51 56% 5 0.55 m
Block Markings 63 38% 39 1.14 m

with context 154 89% 32 0.40 m
Give-way Markings 90 58% 3 0.46 m

with context 112 72% 12 0.34 m
Stripe Markings 54 49% 7 0.99 m

with context 59 53% 9 0.63 m
Table 9.3 — Marking group performance for detections within 20 m.

ure 9.21 shows two typical cases where crosswalks and stripe markings are not
detected. Because crosswalk markings are relatively large, they are relatively often
occluded by other objects when they are located farther away from the car. Stripe
markings are relatively small and thus are more susceptible to the distortions of
the performed IPM. This implies that even without context inference, all undis-
torted markings have been detected, such that added context information does not
improve detection rates. It should be noted that most markings are located close
by the capturing car in at least a single image, and the results from the individual
images are merged in the subsequent processing stage. This implies that almost
all markings can be detected and included in the road marking map, as the same
marking occurs in multiple images.

Positioning accuracy: The absolute position deviation between the ground-truth
cluster position and the retrieved marking cluster position is assessed for each
marking cluster, based on transforming the image-pixel coordinates to real-world
coordinates. Since the IPM image represents a virtual ground plane around the
capturing location, each pixel directly corresponds to a set of real-world coor-
dinates in a linear way, such that the position can be derived from the image
coordinates. Tables 9.2 and 9.3 include the mean position error between the re-
turned clusters and the ground truth. For a detection range of 10 m, it follows that
contextual inference (see 9.3.1.D) considerably improves the positioning accuracy,
except for give-way markings, where it is marginally worse (2 cm). However,
this is still within the significance of this measurement. Figure 9.22 shows the
percentage of detected markings that are within a certain position range of the
ground truth. It again follows that contextual inference considerably improves
the positioning accuracy (from 60/80% to 80/90% within 1/2 meters). We have
found that especially long marking clusters show significant offsets when a few
marking elements are not recognized, and their cluster center is shifted accord-
ingly. This single-image positioning accuracy is particularly important during
the multi-view positioning stage, as large deviations may complicate matching
between the results obtained from multiple images.

9.4.2 Recognition of road marking situations (3D)
A. Dataset description
The complete road marking recognition pipeline is evaluated using a dataset
containing all street-level panoramic images captured within a large geographical
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(a)

(b)

Figure 9.21 — Two typical situations where marking clusters are missed. (a): The pedestrian
crossing is occluded, (b): the stripe markings are distorted by the performed IPM.
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Figure 9.22 — Road marking cluster recognition percentage as a function of the distance from the
ground truth.
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Type # road markings
Pedestrian crossing 105
Give-way markings 729
Block markings 141

Table 9.4 — Overview of the dataset characteristics used to assess the complete road marking
recognition pipeline.

Situation Correctly det. False det. Avg. pos. dev.
Pedestrian crossings 89 / 105 84.7% 4 0.60 m
Give-way situations

All 581 / 729 79.7% 23 0.38 m
≥ 1.75 m 526 / 615 85.5% 13

Block markings 130 / 141 92.2% 41 0.50 m

Table 9.5 — Performance results of the recognition of road marking situations for pedestrian
crossings, give-way situations and block markings.

region. This region corresponds to a complete municipality, and thereby forms
a representative dataset, since it includes similar occurrence statistics as would
occur during large-scale surveying of such municipalities. This region contains
a significant number of situations indicated by road markings (e.g. pedestrian
crossings, bike crossings, give-way situations, etc.), as well as numerous roads
without such situations, including main roads, roads in residential areas and
parking lots of shopping malls. Because of its size, the dataset also involves large
variations in included weather conditions, as capturing is conducted with different
capturing cars and the recording spanned multiple days.

The total dataset contains 84,387 panoramic images (corresponding to
about 422 km of road). All road markings corresponding to pedestrian cross-
ings, give-way markings and block markings present in this dataset are manually
annotated as ground truth, by browsing all images and marking their 3D positions.
It should be noted that this dataset also includes markings located at bicycle paths,
etc., and is not limited to situations located directly in front of the car. Table 9.4
shows the number of included situations.

B. Results on recognizing road marking situations
The road marking situation accuracy is displayed in Table. 9.5. Below, the attained
performance and various related performance aspects are discussed. It follows that
about 82% of the road markings are correctly recognized, and that the average
position deviation w.r.t. the ground truth is typically in the order of 0.5 m. It
should be noted that small inaccuracies in ground-truth location may be present,
especially for long markings. The obtained performance score involves all road
markings in the target geographical region, thereby including the cases located
on bicycle paths, etc., and thus not only the (easier) situations located directly in
front of the capturing car or on major roads only, as is often pursued in literature.

The found performance level is considered good for surveying, but is sig-
nificantly lower than obtained with traffic sign recognition. This performance
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difference is caused by the following aspects. Each of these aspects contributes to
a significant number of missed markings, and understanding of these aspects is
essential to place the reported results in perspective.
• Worn-out markings: A significant number of markings are worn out, which

complicates their detection, as illustrated by Fig. 9.23a and 9.23b. Further
analysis shows that this marking deterioration, which is explained by cars
and trucks that accelerate on the markings, causes about half of the missed
give-way markings. When markings are partially worn out, significant posi-
tion differences between the ground truth and identified marking positions
may also occur, such that these items may be not correctly matched. This
aspect causes the most significant reduction in marking recognition rate, as
worn-out markings occur not seldomly. While we have no quantitative data
about the amount of worn-out markings in our test area, our impression is
that about half of the missed markings is caused by significant wearing.

• Distance to capturing location: Some road markings are located quite far away
from the capturing locations, such that only a few pixels are available for
their identification. In addition, these markings are only visible in a few
images, complicating their repetitive detection. Furthermore, the performed
IPM transformation remaps the panoramic image to a horizontal plane, i.e.
the assumed horizontal ground plane. When the ground is not perfectly
flat, the transformed image becomes blurry, which is more likely for pixels
farther away from the image center. This case is shown in Fig. 9.23c.

• Small-sized markings: Several marking objects consist of a relatively small
number of elements; e.g. a give-way line may consist of only 2 shark teeth,
as shown in Fig. 9.23d. Although these cases are successfully detected in
many situations, the low number of elements implies that exploitation of
contextual information has its limitations here, which complicates the object
detection in case of non-ideal segmentation results for one of the markings.
To show the influence of this aspect, Table 9.5 shows individual perfor-
mances for give-way situations based on (1) all marking sizes and (2) large
markings (≥ 1.75 m, containing at least three marking elements).

• Connected markings: Several markings, pedestrian crossings in particular, are
missed due to the erroneous clustering of marking elements. In most of such
cases, a smaller crosswalk of only two elements is located adjacent to a larger
crosswalk. Due to positioning errors, caused by perspective distortions and
GPS position errors, these clusters are “connected” and are merged. In such
cases, the largest structure is positively counted, while the smaller one is
marked as missed, as both markings are annotated. This decision making
can possibly be improved by incorporating another layer of context, as the
surrounding marking elements can provide additional information about
the status of the detected structures. An illustration of this aspect is shown
in Fig. 9.23e, which also shows the additional context information provided
by surrounding markings. For example, the give-way markings at the right
of the figure clearly indicate that the two most right pedestrian crossings
likely do not correspond to the same road.

With respect to falsely identified markings, we have observed that most of
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(a) (b) (c)

(d) (e)

Figure 9.23 — Example of missed road markings. (a) and (b): Missed markings due to significant
degradation of the marking. (c): Several included pedestrian crossing marking elements are located
far away from the capturing location, which implies that (1) less pixels are available, (2) less images
are used, complicating positioning, and (3) blurring may occur for a non-horizontal ground plane.
(d): Give-way markings consisting of only two marking elements. (e): The smaller pedestrian
crossings (red) are merged with the larger crosswalks (green), resulting in the detection of two large
crosswalks (blue), such that two pedestrian crossings are marked as missed.

them are found on shadowed roads. These shadows result in very scattered seg-
mentation masks, which may lead to falsely identified road marking elements.
This occurs relatively often for shark teeth and block markings, which is likely
explained by their small-sized shapes. Considering the size of the processed geo-
graphical region, the absolute number of falsely identified markings is very low. It
should be noted that manual removal of these falsely identified markings consists
of a very simple action, and moreover, is much easier to perform than searching
for missed objects.

9.4.3 Analysis of the execution speed
The presented road marking recognition system is intended to survey road mark-
ings in an offline fashion, e.g. by using server farms or cloud computing. The
resulting database can then be used for various applications, such as for main-
tenance or within autonomously driving vehicles. In this subsection, we will
analyze the computational requirements of this system to evaluate the feasibility
of country-scale surveying. This analysis will be performed by extracting the av-
erage computation time per image, followed by extrapolation to a country-wide
scale, using a small country (i.e. The Netherlands, which contains 152,000 km of
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public road (30.4 million images)) as a reference.
Our analysis shows that the average execution time per 12-Megapixel panora-

mic image is 24.2 seconds per image, for single-threaded implementations using
both Matlab and C++. This processing time is measured during full CPU usage
on Core i7 920 processors, operating at 2.67 GHz and 12 GB of RAM. This also
includes all overhead, such as image decoding, network delays, etc.

When comparing this execution time to the TSR system presented earlier in
this thesis (see Sect. 8.2.5), it follows that the road marking recognition system
operates much faster than the TSR system. This can be explained by the nature
of the recognition task. The traffic sign recognition system scans each image in
a very dense fashion by analyzing 106 windows per image. This dense scanning
is required, since small-sized signs should also be retrieved as each sign should
be identified at least 3 times to enable successful positioning. Since the signs
can only be recognized from the front side, each sign should be detected from
15 meters distance, requiring very dense scanning of the panoramic images. In
contrast, the road marking recognition system employs segmentation to retrieve a
relatively small number of blobs (∼ 103 per image), so that it operates at a much
higher speed, even when considering that the computations per blob are far more
complex than the analysis of each window within the TSR system.

When extrapolating these numbers to a country-wide scale, we have found
that a compute cluster containing only four Core i7 920 processors is sufficient to
process the Netherlands (152,000 km of public road, 30.4 million images) within
a time-span of a single year. Considering that this is a rather low number of
computers for a distributed computing network or cloud computing environ-
ment, we conclude that the presented system allows for large-scale surveying at
country-wide scales, especially considering that much faster computers are cur-
rently available, and that our code may be optimized even further, including the
usage of GPU acceleration.

9.5 Combined traffic signs and road marking recognition
9.5.1 Introduction to combined recognition
Several important road situations, such as give-way situations and pedestrian
crossings, are denoted by both road markings and traffic signs. Their co-occurrence
has several advantages, as traffic signs are typically visible from significant dis-
tances, while road markings are better suitable for a local indication of the exact
location of the situation (e.g. the exact stop location, or the location of a bicycle
crossing. In both cases, the corresponding traffic signs are typically placed several
meters in advance). As the visibility of both markings and signs may be subject
to gradual degradation due to e.g. wearing, aging, damages, etc., periodic checks
of their correct placement and visibility is essential for maintaining a high road
safety. Road safety may also be lowered by omitted signs or markings in an un-
balanced way, as some important road situations that are typically denoted by
both markings and signs, are sometimes only indicated by a single sign/marking.
Therefore, checking of the correct co-occurrence of signs and markings may ad-
ditionally contribute to a higher road safety and more stable identification of the
road situations.
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This section explores the benefits of combined road marking and traffic sign
databases, compared to databases containing solely signs or markings. These com-
bined databases are generated by concatenating the road markings, as identified
by the road marking recognition system presented in this chapter, with the signs
returned by the TSR system, as presented earlier in this thesis. The concatenation
of the output of two separate recognition systems provides a fast way for conduct-
ing experiments. Besides this aspect, this architectural choice is motivated by the
different nature of signs and markings, as discussed below.
• Color vs brightness intensity: Traffic signs are colorful planar objects having a

very discriminative shape, and are specifically designed to attract attention
from significant distances. In contrast, road markings are mainly charac-
terized as basic shapes with a local intensity difference with the road to be
noticed at short distances, and are therefore less discriminative by their na-
ture. This implies that both objects can be described best by different feature
types.
• Perspective differences: Traffic signs are typically placed orthogonally on the

ground plane, and are usually either directed in or perpendicular to the
driving direction. Therefore, perspective distortions are typically limited,
and the shapes do not change significantly when observed from various
viewpoints, such that recognition can be conducted even on the panoramic
images. Perspective differences visible in road markings are much larger, and
moreover, the straight lines on which they are typically placed look curved
in the panoramic image, with a curvature that is dependent on the image
coordinates and line orientation. As this complicates marking recognition
and verification of their spatial relationships, most road marking recognition
systems use perspective-corrected images. In our case, we employ the IPM
image, which constructs a virtual ground plane below the capturing car. As
a consequence, sign and marking recognition are ideally not performed on
the same kind of source images.
• Information content: The information content of signs is covered in the tem-

plate located within the sign (e.g. the 50 within a max. 50 km/hr sign), where
minor variations in the inner template are used to express different mean-
ings. In contrast, road markings feature consistent and basic shapes, where
the information content is mainly provided by the pattern of simple ele-
ments, like blocks, stripes or triangles. Therefore, we suggest that traffic sign
recognition should involve accurate categorization of both outer shape and
inner templates, whereas road marking recognition should at least consider
the analysis of the spatial placement pattern.
• Scale differences: Traffic signs have to be recognized from a very wide range

of distances (e.g. 1-17 meters), as accurate sign positioning is only possible
when a sign is recognized in at least three different images, and this recog-
nition can only be performed from the front side. This implies that signifi-
cant scale differences should be handled by the recognition system. In con-
trast, road markings only feature small scale differences in the perspective-
corrected images, regardless of their distance towards the capturing location,
such that scale invariance is of less importance here.
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The previously listed aspects imply that both object types are likely best iden-
tified by separate recognition algorithms which are specifically designed for these
objects, instead of using the same algorithms for the recognition of both objects.
This allows for the incorporation of features and processing steps specific to the
object type of interest, such as segmentation vs. sliding-window-based scanning.
Furthermore, this also enables to operate on different image types, e.g. the pano-
ramic image vs. a perspective-corrected image.

Alternative to using two separate recognition systems, we could have inte-
grated both systems into a single recognition framework, which would enable
interaction between the sign and marking detection components. This would
allow for contextual recognition, where the recognition of certain markings (or
signs) would become more probable near their corresponding signs (or markings).
For example, when a stop sign is recognized, the occurrence of a stop line on
the road becomes more probable at the same road side within a certain distance
w.r.t. the sign. Joint recognition could possibly also contribute to more accurate
positioning, as signs are typically positioned solely based on frontal views, which
sometimes leads to ill-defined position computations due to frontal incisions. As
markings are typically visible from multiple directions, more accurate positions
may be expected, based on which the sign positions could possibly be improved.

It should be noted that joint recognition not necessarily leads to a higher com-
putational efficiency, since both markings and signs are best recognized from
different image types and using different features and/or algorithmic compo-
nents, as explained above. As a consequence, there are likely not many shared
computations during recognition of both object types, such that the single-image
detection phase of a joint detection system will likely consume a similar amount
of processing time as the sum of the detection stages of the individual subsystems.
As this phase consumes the vast majority of computation time, we do therefore
not expect significant computational benefits from joint recognition.

In conclusion, we pursue two separated recognition systems, because of the
significant differences in appearances and orientation in the scene, such that the
use of different image types is preferred for maximum recognition performance.
Besides this, the expected gain in computations of a possible joint system will be
rather limited.

9.5.2 Goal, evaluation and outline of combined recognition
The presented exploration of combined road marking and traffic sign databases
will concentrate on two different aspects, where each aspect exploits the expected
redundancy between signs and markings.
• Situational completeness: First, we will investigate how many traffic situations

can be identified based on the recognition of either their markings or signs,
i.e. we will validate the completeness of the database w.r.t. traffic situations.

• Consistency checking: Second, we will explore automated consistency check-
ing of the sign and marking placements in important road situations which
typically incorporate both signs and markings, i.e. we will investigate how
much our combined database is suitable for signaling situations that po-
tentially give incomplete information to the driver, as either an expected
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Traffic sign
recognition 

system

Road marking
recognition 

system

Combined marking 
and sign database

Consistency
checking

Inconsistent

Figure 9.24 — System overview of the combined traffic sign and road marking database generation
procedure. This database is created using two independent recognition systems, each focusing at the
recognition of one of the objects of interest. The resulting database, consisting of the concatenation
of both individual databases, is then used for consistency checking, flagging each situation as either
consistent or inconsistent.

sign or marking is missing. There are three situations: both and markings
and signs are present (balanced), only signs are present (unbalanced), or
only markings are placed (unbalanced). The consistency checking and the
automated selection of situations direct the manual inspections to the unbal-
anced signaled situations, which may correspond to potentially unsafe road
situations. This results in a more efficient manual assessment during road
safety inspections.

The previous two evaluations are concentrated on pedestrian crossings and give-
way situations in this work. These situations are accurately indicated by signage
(as illustrated by Fig. 9.25), occur relatively often and are highly relevant for road
safety.

The remainder of this section will commence with a system overview of the
combined recognition approach. Afterwards, the newly introduced consistency
checking processing stage is described. This section will then present the performed
experiments and results, which focus on (1) the added value of using a combined
database and (2) on exploring the consistency checking of the co-location of signs
and markings.

9.5.3 System overview of the combined recognition system
The combined traffic signs and road marking database is generated by concatenat-
ing the individual traffic sign and road marking databases, which is illustrated in
Fig. 9.24. The resulting combined database includes the 3D location (latitude, lon-
gitude, height), sign/marking type and the direction in which the sign/marking
applies (i.e. the direction of influence) for each included sign/marking.

We will investigate the benefits of such a combined database, and additionally
explore consistency checking of the expected co-occurrence of road markings and
traffic signs. This process operates on the combined sign and marking database,
and sorts all included situations into two categories: consistent (situation with
balanced indication by both markings and signs) or inconsistent (missing markings
or signs). The latter cases can then be manually inspected for correct signage and
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for assigning possible subsequent actions for safety improvements.
The TSR system and road marking recognition system are described in Chap-

ters 3-8 and this chapter, respectively. Below, we will briefly overview the newly
introduced consistency checking methodology and conditions for both give-way
situations and pedestrian crossings.

9.5.4 Consistency checking: goal, definitions and methodology
The consistency checking module aims at labeling each traffic situation as either
consistently or inconsistently signaled. This involves the identification of such
traffic situations, followed by an analysis of its signaling, to retrieve its consistency
status. In general, such consistency checking can be performed at multiple levels.
• Marking co-occurrences: for instance, the consistent placement of block mark-

ings at a turn lane can be verified to assess whether the turn lane is correctly
indicated. Alternatively, the size of stripe markings can be correlated with
the road type or lane width, to investigate whether the correct type of stripes
is used.

• Sign co-occurrences: for example, the consistent placement of a priority sign
on the main road with a give-way sign on an intersecting secondary road
can be assessed.

• Sign and marking co-occurrences: the co-occurrence of signs and markings can
be checked to ensure a high visibility, for example at pedestrian crossings.

In this section, we will specifically focus on the last aspect: checking the co-
occurrence of signs and markings for pedestrian crossings and give-way situations,
because such consistency checking is a major benefit of combined traffic sign
and road marking databases. Moreover, these situations are very important for
road safety. Evidently, this methodology can also be adjusted to other consistency
checking cases. Below, we will first provide the conditions in which a pedestrian
crossing or give-way situation is consistently signaled. Afterwards, we will outline
how these conditions are checked.

A. Consistency conditions
The following definitions are used for labeling a give-way or pedestrian crossing
situation as consistent:
• Pedestrian crossings: A crossing is consistent when the crossing is wide

enough to cover a two-lane road, and the crossing is accompanied by signs
that are visible from all driving directions. Since some roads have split lanes
(as e.g. shown in Fig. 9.25a), this involves merging of closeby, parallel cross-
ings, such that the corresponding marking detections have at least 6 stripes
in total (minimum requirement to cover both road sides).

• Give-way situations: Give-way situations are consistent if they are denoted
by both road markings and at least one traffic sign directed into the same
direction as the give-way direction of the markings. It should be noted that
multiple consecutive give-way locations may be denoted by a single traffic
sign, as shown in Fig. 9.25b.

269



C
hapter

9

9 . R O A D M A R K I N G R E C O G N I T I O N

(a) (b)

Figure 9.25 — Schematic illustration of situations in which (a) pedestrian crossings and (b)
give-way situations are consistently indicated by both signs and markings.

Type # road markings # traffic signs # situations
Pedestrian crossing 105 113 53
Give-way situation 729 523 719

Table 9.6 — Overview of the dataset characteristics. Both the amount of included markings and
signs is shown, as well as the number of traffic situations (i.e. unique number of cases, which may
be denoted by multiple signs and/or markings).

B. Consistency analysis checking algorithm
These consistency definitions are checked using the following algorithm.

1. Grouping of closeby markings: at first, all closeby markings are merged to find
all markings that belong to the same situation. For pedestrian crossings, all
closeby markings with a similar orientation are merged, while for give-way
situations, all parallel give-way lines with similar marking orientations are
connected together.

2. Traffic-sign assignment: All closeby traffic signs denoting the same traffic
situation and having the correct orientation (±40◦) are assigned to a cluster
of markings.

3. Consistency checking: the above-stated consistency conditions are evaluated
for each found cluster, resulting in the consistent label if all conditions are
met, and inconsistent label otherwise.

9.5.5 Experiments on combined sign and marking recognition
A. Experimental setup and dataset description
Below, we will evaluate the added value of combined traffic sign and road marking
databases for two specific road situations: pedestrian crossings and give-way
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Figure 9.26 — Example of a connected pedestrian crossing, which are grouped together during
evaluation of combined traffic sign and road marking recognition.

situations. These experiments focus on two main aspects: Completeness and Co-
occurrence analysis. The evaluations are conducted on the same dataset as used in
Sect. 9.4.2.A, for which also the 3D locations of traffic signs denoting give-way or
pedestrian crossing situations are annotated manually as ground truth. Table 9.6
shows the number of included signs, markings and road situations.

The evaluations start with an assessment of the performance of the TSR and
road-marking systems by comparing the found signs and markings with the
corresponding ground truth, based on a matching distance of 1 m (traffic signs)
or 2 m (pedestrian crossings). As we focus on pedestrian crossings and give-way
situations in particular, we remove all signs and markings not indicating these
specific road situations.

Afterwards, the benefit of a combined recognition approach is evaluated,
thereby concentrating on two aspects: situational completeness and consistency check-
ing. We first evaluate whether a combined database contains more information
than a database solely consisting of road signs or markings. We then explore con-
sistency checking to retrieve a list of pedestrian crossings and give-way situations,
from which (1) either the road markings or traffic signs are not detected, or (2) nei-
ther signs nor markings are identified. The first case corresponds to inconsistent
situations, while the second case refers to completely missed signaling situations.
The employed consistency checking definitions are described above. It should be
noted that this experiment involves merging of connected pedestrian crossings
spanning multiple lanes of the same road (as shown in Fig. 9.26) and connected
give-way situations, which immediately clarifies their lowered numbers w.r.t. the
first experiment.

B. Individual recognition results
The recognition results are summarized in Table 9.7. For completion and ease
of comparison, we have repeated the performance scores for the road marking
recognition system, which were reported in Sect. 9.4.2.B. Below, we will briefly
discuss the attained performance and various related performance aspects.

Detection accuracy: Both visual recognition systems identify the vast majority
of the signs and markings, where traffic sign recognition turns out to be more
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Figure 9.27 — Sign solely visible from the back side, complicating its detection. The co-located road
markings are correctly identified, leading to the successful recognition of this give-way situation.

accurate (over 98%) than road marking identification (about 85% accurate). Given
the rather discriminative shape and color of traffic signs, this difference in detec-
tion score could be expected. It should be noted that we aim at the retrieval of
all road markings denoting pedestrian crossing and give-way situations in the
target geographical region. This includes the cases located on bicycle paths, etc.,
and thus not only the situations located directly in front of the capturing car or
on major roads only, as often presented in other work reported in literature (see
Sect. 9.1.3).

For give-way signs, we have found that a significant fraction of the missed
give-way signs correspond to signs that are only visible from the backside, e.g.
when placed along bicycle paths, as illustrated by Fig. 9.27. These cases occur
rather frequently and lower the detection performance significantly, so that we
have split the results in Table 9.7 to provide separate performance numbers for
frontal and back views of the signs. It should be noted that for the vast majority of
missed back views, the corresponding give-way markings are often successfully
identified, which already clearly shows the benefit of combined sign and marking
databases.

With respect to falsely identified markings, we have observed that most of them
are found on shadowed roads. These shadows result in very scattered segmenta-
tion masks, which may lead to falsely identified road marking segments. This oc-
curs relatively often for shark teeth, which is likely explained by their small-sized
shape. Considering the size of the processed geographical region, the absolute
number of falsely identified markings is marginal. It should be noted that manual
removal of these falsely identified markings consists of a very simple action, and
moreover, it is much easier to perform than searching for missed objects. This
action can be performed very efficiently using specific tooling, as extensively dis-
cussed in Sect. 8.2.4 and shown in Fig. 8.13 for the removal of falsely detected
traffic signs.
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Situation Approach Correctly det. False det.

Pedestrian crossing Marking recogn. 89 / 105 84.7% 4
Sign recogn. 111 / 113 98.2% 4

Give-way situation

Marking recogn.
All 581 / 729 79.7% 23
≥ 1.75 m 526 / 615 85.5% 13

Sign recogn.
All 481 / 523 92.0% 5

-Frontal view 481 / 487 98.8% 5
-Back view 0 / 36 0%

Table 9.7 — Performance results for the individual recognition of road markings and traffic signs
for both pedestrian crossings and give-way situations.

Situation Approach Correctly det. False det.

Pedestrian crossings
Combined recognition 53 100% 8
Marking recognition only 51 96.2% 4
Sign recognition only 49 92.5% 4

Give-way situations
Combined recognition 694 96.5% 28
Marking recognition only 500 69.5% 23
Sign recognition only 598 83.1% 5

Table 9.8 — Overview of the complete combined results and for individual sign and marking
recognition only.

C. Combined recognition results and consistency checking
After analyzing the individual recognition results of road markings and traffic
signs, we evaluate the benefits of having a combined traffic sign and road marking
database. This evaluation focuses at two different aspects: completeness (i.e. how
many situations are included based on recognition of either markings or signs),
and consistency checking (e.g. are there situations where markings and/or signs can
be added to further clarify driver signaling, which possibly leads to an improved
road safety). Both aspects are addressed below.

C. 1 Situational completeness
To measure the completeness of the resulting signage database, we have merged
the ground truth according to the consistency definitions, as presented in
Sect. 9.5.4. Based on this, we have assessed how many of these situations are
identified, based on the identification of at least one road marking element or
traffic sign, denoting this specific situation. While this procedure works well for
pedestrian crossings, it should be noted that for give-way situations, the merg-
ing of such situations was more challenging than expected for two reasons. First,
several situations are indicated by warning signs (illustrated by Fig. 9.28a), de-
noting an upcoming give-way situation. As these signs can be placed hundreds
of meters before the actual situation, automated coupling is rather difficult, so
that they form a situation on itself. Second, several complicated road situations
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occur, as for example shown in Fig. 9.28b. Here, it is not obvious how the signs
and markings should be clustered to return a unique traffic situation, as there
are multiple driving lanes, as well as a separate bicycle path. For instance, it is
not clear whether the shark teeth painted on a bicycle path are co-located with a
separate sign, or with the sign intended for the main road. Fortunately, such cases
form a minority and despite these uncertainties, we have included them in the
listed results, but we should consider that these cases will slightly affect the found
performance numbers.

Table. 9.8 shows the number of identified pedestrian crossing and give-way sit-
uations, together with the number of situations identified based on either signs or
markings. It follows that combined recognition clearly allows for the identification
of more traffic situations than using only traffic signs or road marking recognition.
It should be noted that most pedestrian crossings are connected (as e.g. shown in
Fig. 9.26), where sometimes also crossings are present on adjacent bicycle paths,
leading to groups of up to 4 crossings elements. This clarifies the rather different
observations w.r.t. the single-marking recognition (Sect. 9.4.2.B), where especially
smaller markings are missed. These markings are typically grouped with larger
markings, which are then successfully recognized.

Considering the lower recognition score (about 70%) of the road marking
recognition system for the identification of give-way situations, it should be noted
that this experiment focuses at the recognition of traffic situations (e.g. the loca-
tions where road users should yield) and not on the identification of the markings
themselves. For optimal road safety, such yield situations should be indicated by
both signs and markings. However, numerous give-way situations are not indi-
cated by markings (as e.g. indicated in Figs. 9.29b and 9.29c), and additionally,
worn-out markings are occurring quite frequently (as already described above).
These two aspects contribute to a significant number of missed give-way situa-
tions, when based on marking recognition only. Identification of these situations
solely based on sign recognition is somewhat more accurate, but again numerous
situations are not signaled with a sign, as illustrated by Fig. 9.29d. This leads to a
situation recognition performance of about 80-85%, while over 92% of the give-
way signs are successfully identified (> 98% of signs visible from the front side,
see Sect. 9.5.5.B). Combined recognition is thus far more accurate, as combined
recognition allows for the identification of situations signaled by either markings
or signs.

C. 2 Consistency checking
Next, we apply the consistency checking criteria as stated in Sect. 9.5.4 to all found
situations.

It follows from Table 9.9 that consistency checking works well for pedestrian
crossings, where almost two-third of the pedestrian crossings are found as con-
sistently signaled. Investigation of inconsistently-signaled pedestrian crossings
shows that the performed consistency procedure also filters out several partially
worn-out markings, which are recognized, but with too few stripes. This case is
illustrated by Fig. 9.29a, which is a desirable result from an application point-of-
view, as road-painting maintenance to these crossings would probably contribute
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(a) (b)

Figure 9.28 — (a): Example of a give-way sign warning for an upcoming give-way situation. (b):
Illustration of a case with 5 different give-way markings, where automated coupling of give-way
markings denoting the same situation is not straightforward. Our approach groups the left-most 3
markings together, while considering the other two markings as separate situations.

Situation Consistent
Pedestrian crossings 34 / 53 64.2%
Give-way situations 349 / 719 48.5%

Table 9.9 — Overview of the consistency checking results.

to an improved road safety.
For give-way situations, a lower number of situations is found to be consis-

tently signaled. As already stated above, numerous of these situations are poorly
signaled, and we have found multiple situations which do not comply with the
consistency rules. For example, several exit constructions (situations where drivers
should yield to all other traffic, indicated by a continuous pavement and following
slope) are indicated with a give-way sign, but not with shark teeth. This situation
is shown in Fig. 9.29b. Similarly, there are numerous give-way situations denoted
by a give-way sign where road markings are fully absent, while no other signaling
on the road is present, as e.g. shown in Fig. 9.29c. These examples clearly show
the benefit of highlighting and subsequent analysis of these non-compliant road
situations, as additional road markings would possibly contribute to an improved
road safety. We should note that some of these inconsistent situations are inten-
tionally designed to be like this, for example, cases where cars should yield to
pedestrians while turning left or right are typically not signaled with a yield sign.
This example case is shown in Fig. 9.29d. It should be noted that although this
causes too many situations being labeled as inconsistent, the objective of this check
is to lower the number of investigated situations, which is still realized.
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(a) (b)

(c) (d)

Figure 9.29 — Examples of problematic and unbalanced signalling situations. (a): Example of
a partially worn-out pedestrian crossing which is labeled as inconsistent. Only the first, fourth,
fifth and seventh marking element (from left) are identified, leading to a crossing with only three
stripes to cover a two-lane road (the first element is not merged as it is too far away from the fourth).
(b): Exit construction crossing the pavement, followed by a slope; typically, such situations do not
contain markings. (c): Example case of a give-way situation only denoted by road signs. (d): No
sign is typically placed when cars should yield to bikes after a turn.

9.5.6 Observations on combined traffic sign and road marking recognition
This section has explored the benefits of combined road marking and traffic sign
databases, generated by combining the output of the TSR system and the road
marking recognition system. We have explored such combined databases for
the surveying of pedestrian crossings and give-way situations, which both oc-
cur frequently and are important for road safety. This exploration focused at (1)
determining the completeness of the combined database, and (2) checking the
consistency of marking and sign co-occurrences, which allows highlighting of
potential dangerous traffic situations.

Experiments conducted on a geographical region containing over 420 km of
road have shown that the individual recognition of traffic signs is very accurate
(≥∼ 98%), while marking recognition results in acceptable recognition accuracies
(≥∼ 85 %). The less successful recognition of road markings is dominantly due
to small-sized and worn-out markings. Using combined marking and sign recog-
nition, our combined traffic sign and road marking database contains over 95%
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of the pedestrian crossings and give-way situations, which is significantly higher
than when using a single information source. Additionally, we have explored con-
sistency checking to highlight potentially incorrectly signaled situations, which
may lead to unsafe road situations. This exploration has shown that such situ-
ations can indeed be identifed, while filtering out the vast majority of correctly
indicated situations, thereby halving the amount of manual checkings.

Based on the obtained results, we can draw several interesting conclusions:
1. Worn-out or difficult-to-detect road markings occur relatively often, far more

often than we initially expected. Our implicit assumption was that the road
marking painting quality was similar to that of traffic signs. However, the
experiments show that this assumption does not hold. The conclusion for
road maintenance is that road markings should be periodically checked in
order to preserve the same signaling quality level as for traffic signs. It is our
expectation that for similar quality levels, a similar recognition score can be
obtained.

2. Combining markings and signs significantly improves the database com-
pleteness, as many situations are inconsistently signaled. Furthermore, when
one of the recognition systems fails, the redundancy of both systems pre-
serves the recognition score. Again, a conclusion for road maintenance is
possible: redundant signaling decreases the probability of unclear signaled
situations. Therefore, we recommend that the mutual signaling of traffic
situations should be applied more consistently.

These conclusions point to the benefit of our approach, and moreover, this work
is highly relevant for autonomously driving vehicles. Not only do they rely on
marking and sign databases, but they also use markings to identify the exact
locations of the situations they denote, as positioning based on GPS is not always
accurate or even partly not available, especially in dense city environments due
to multi-path reception. Such improved positioning based on traffic signs is for
example explored by Welzel et al. [161].

9.6 Summary and conclusions
This chapter has presented a proof-of-concept of a visual recognition system for
the automated surveying of road markings. This system processes all street-level
panoramic images captured with a geographical region, and outputs a database
containing the positions and types of all present road markings. Besides presen-
tation and evaluation of this experimental system, we have also explored the
benefits of combining this system with the earlier presented TSR system.

Below, we will briefly elaborate on the most important findings and conclu-
sions of this chapter, focusing on (1) the design of the road marking recognition
system, (2) the performance of this system in real-world circumstances, (3) how
well this system meets the predefined system requirements, and (4) the combina-
tion of this system and the earlier presented TSR system.
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Perspective
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Single-image marking recognition

Multi-view
positioning

Figure 9.30 — High-level system overview of the road marking recognition system.

9.6.1 Road marking recognition system
A. System design
The presented proof-of-concept system for road marking recognition follows a
similar generic and learning-based approach as the TSR system presented ear-
lier in this thesis. This approach results in a modular system, where the same
algorithms are used for the recognition of all different marking types. Similarly,
we also adopt the single-image detection subsystem, followed by the multi-view
positioning architecture as used within the TSR system.

The single-image marking detection stage follows the common recognition
pipeline from literature, consisting of perspective mapping, segmentation, contour
classification and placement model analysis, where each step is adjusted to our
specific images. Since road markings consist of basic shapes, which are sometimes
easily confused. Therefore, we propose to extend this approach with contextual
modeling to enable analysis of the typical placement patterns of the markings.
This novel extension improves the recognition scores of imperfectly segmented
markings, based on their neighboring marking elements. The proposed contex-
tual information is incorporated in the form of a Markov Random Field, which
iteratively refines the probabilities that a segmented blob belongs to each of the
marking categories. After processing all individual images, the multi-view posi-
tioning stage then computes the positions of each individual marking element,
leading to the system overview depicted in Fig. 9.30.

B. Performance evaluations and execution time
The surveying performance is evaluated in two different ways: first, we have
assessed the influence of the major system components, such as the contextual in-
ference stage and the placement model. Second, we evaluate the recognition score
for a large and diverse test set, covering a large geographical region containing
over 420 km of road. The experiments focus on the surveying accuracy for four
different marking types: give-way markings, line markings, block markings, and
pedestrian crossings.

These experiments have shown that the proposed contextual inference leads
to both more accurate marking recognition scores and more accurate position
estimates. Additional evaluation of the placement model leads to another increase
in precision. After these stages, 80% of the markings are located within 1 meter of
the ground-truth location, compared to 60% before these stages. When assessing
the recognition performance on a large geographical area, we have found that
about 85-92% of the present road markings are correctly identified. Analysis has
shown that most missed markings are caused by (1) significant visual degradations
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due to wearing, and (2) markings located at a perspective far distance w.r.t. the
capturing location.

Since this database is likely not sufficiently complete for most real-world ap-
plications, semi-automated surveying is favored, where missing elements are
manually searched and added. As this involves browsing all images, we expect
lower efficiency gains than reported in Chapter 8 for the TSR system. However,
similar gains are expected for the actualization of outdated surveys, as the not re-
identified elements likely correspond to situations that require maintenance, and
recently added markings have a significantly lower probability of being worn-out.

Regarding execution time, our approach requires an average processing time of
24.2 seconds per panoramic image, such that only 4 standard processing machines
are sufficient for country-wide surveying.

C. Review of the system requirements
When evaluating the system requirements stated in Sect. 9.1.4, we draw the fol-
lowing conclusions:
• Inventory performance: While a recognition rate of 95% is desired, experiments

have shown that this recognition rate is difficult to obtain, as our system
identifies about 85% of the markings within the test region. While this is
still a high percentage, the gap to our target is mainly caused by worn-out
markings and markings located farther away from the capturing locations.
Although no quantitative data is available, our impression is that these two
aspects account for about three quarter of the missed markings, and therefore
significantly impact the recognition score.

• Extensibility and genericity: The road marking recognition system follows a
similar generic and learning-based approach as the TSR system. All differ-
ent marking types are recognized using the same algorithmic components,
based on type-specific training data. This allows for the easy extension to-
wards other road marking types, such as e.g. arrow symbols. Additional
recognition of such elements would involve the annotation of training sam-
ples for the respective marking type, followed by training of a classifier, and
if applicable, the contextual inference stage.

• Robustness: This aspect is difficult to verify, and in contrast to the TSR system,
elaboration on robustness based on real-world tests is complicated due to
the less extensive validations. Therefore, more extensive validations are
required to support any claims on robustness.

Although we did not impose any requirements on large-scale execution, we
would like to note that our current implementation already allows for country-
scale processing, as only 4 standard processing machines are sufficient to process
the complete image database of the Netherlands. This is quite remarkable, given
that our implementation has not been optimized for fast execution in any aspect.

9.6.2 Combined traffic sign and road marking databases
This chapter has also explored the benefits of combined traffic sign and road
marking databases, by combining the TSR system presented in Chapters 2-8 with
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Traffic sign
recognition 

system

Road marking
recognition 

system

Combined marking 
and sign database

Figure 9.31 — The combined marking and sign databases are generated by concatenating the
individual databases generated by the TSR system and the road marking recognition system.

the road marking recognition system from this chapter. Such combined databases
result in several advantages, as given below.
• Higher accuracy: focusing at two different types of information (markings

and signs) that contain partially redundant information contributes to a
higher surveying accuracy.
• Consistency checking: the co-occurrence and co-location of signs and markings

denoting redundant information can be validated using combined databases,
highlighting the potential incorrectly signaled situations. This ultimately
results in an improved road safety.
• Localization: road signs are placed at a certain distance in advance of the

situation they apply to, while road markings indicate the exact location.
Combined databases therefore allow for the inclusion of both the legal value
(a line without sign has no clear meaning) and the exact location of the
respective situation.
• Information content: traffic signs and road markings comprise both redundant

and complimentary information, such that combined databases provide a
higher amount of information, given a richer added value to the user.

These combined sign and marking databases are generated using two inde-
pendent recognition systems to identify the signs and markings, as shown in
Fig. 9.31. This architectural choice is motivated by the difference in nature be-
tween road markings and traffic signs. For instance, traffic signs are visible within
a very large scale range, while road markings always have about the same scale
in the perspective-adjusted images. Furthermore, traffic signs are colorful, feature
discriminative shapes, while road markings are colorless and have basic shapes.
As a consequence, specific approaches targeting each object independently is fa-
vorable. Another aspect is that this architecture allows for easy experimenting
with combined recognition and efficient generation of marking-only and sign-only
databases. Integration of both marking and sign recognition in a single recognition
framework would additionally allow for context-dependent recognition, where
e.g. the presence of a certain marking type becomes more probable near their
corresponding signs (or vice versa). Such integration would therefore possibly
lead to higher recognition accuracies, and would therefore be very interesting for
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future research.
The performed exploration aimed at (1) the completeness of the resulting

database w.r.t. road situations, and (2) consistency checking, i.e. the validation of
the marking and sign co-occurrences. This exploration is performed on a large
geographical region containing over 420 km of road, and is specifically targeting
at pedestrian crossings and give-way situations.

Experiments have shown that combined databases of traffic signs and road
markings are significantly more complete w.r.t. road situations than databases only
containing traffic signs or road markings. Numerically, this combined recognition
allows for the identification of over 96% of the traffic situations, compared to
70-90% for sign-only or marking-only databases. This is mainly caused by (1)
worn-out markings, which occur relatively often, (2) signs that are only observed
from the backside, and (3) situations that are not consistently signaled by both
signs and markings simultaneously.

Our exploration towards consistency checking aims at highlighting such po-
tentially unsafe situations, while omitting the correctly signaled situations. Our
consistency checking approach filters out less than half of the situations as in-
consistently signaled, thereby reducing the number of situations that have to be
checked with about a factor of 2, such that these potentially unsafe situations can
be efficiently assessed and resulting maintenance actions can be performed.

While the current exploration of consistency checking concentrates on the
correct co-location of signs and markings for road safety analysis, the presented
consistency checking methodology can also be used to check the consistent co-
locations of signs and markings at higher levels. For example, it can be checked if
a priority road has give-way signs at all side roads, or whether one-way streets
are signaled appropriately at both ends.
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“Success is walking from failure to failure with no loss of enthusiasm.”

Winston Churchill

C
ha

pt
er 10 Recognition of street lighting

poles

10.1 Introduction
10.1.1 Extension to lighting-pole surveying
Chapters 2-8 have described a system for the (semi)-automated recognition of
road signs based on street-level panoramic images. This system processes all
panoramic images captured within a region of interest and generates a database
containing the sign type and position of all encountered traffic signs. This chapter
will extend this Traffic Sign Recognition (TSR) framework towards the (semi)-
automated surveying of lighting poles, which will result in a proof-of-concept
system for the recognition of street-lighting poles. This extension is motivated for
two reasons.
• Application motivation: Besides road signs, multiple other street-side objects

can be found along roads, which have a significant meaning and value, both
for road users and municipalities.

• Technical motivation: Investigating the extension of the TSR system towards
other objects types than planar surface objects is interesting, to explore its
genericity towards these other object types in both algorithms and architec-
ture.

This system builds upon the existing detection and positioning stages of the
TSR system and exploits the same architecture of single-image detection, followed
by multi-view positioning of the target objects, as applied within the TSR system.
This system aims at the identification of the position coordinates (latitude and
longitude) of all present street-lighting poles, and may be employed in a semi-
automated fashion, where manual validations are added to attain the desired
quality level.

The sequel of this introduction commences with an explanation of the rele-
vance of lighting pole surveying. Afterwards, we discuss the challenging nature
of this task, followed by a problem analysis and a description of the followed
solution direction.

10.1.2 Relevance of lighting pole surveying
Accurate lighting of public streets reduces the number of traffic accidents dur-
ing nighttime, particularly at important places. Furthermore, adequate lighting
of streets contributes to a reduction of crime and vandalism during dark hours
and also improves the degree of social security and the feeling of safety. Since
lighting poles have a very long durability, most poles are already in place for
a long time, where new poles are added when the road situation is modified,
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for example, when new residential areas are constructed. This has resulted in
out-of-date inventories of lighting poles, which is disadvantageous for energy
companies, as most of the lighting poles are unmetered and charged based on
the average annual energy consumption of the specific pole type. Evidently, these
energy companies benefit from accurate and up-to-date stock takings of lighting
poles. These inventories are also useful for other purposes, such as the transition
to energy-efficient lighting, which is increasingly popular nowadays due to both
savings in energy cost1 and reduction of emitted greenhouse gasses. This transi-
tion consists of upgrading all lighting fixtures and bulbs, which should ideally be
performed per region, since both the lighting color and illumination pattern differ
significantly from traditional street lighting. Accurate inventories of lighting poles
can aid the feasibility study (and the eventual planning and execution phases) of
this large-scale transition process. Additionally, these inventories allow for ad-
dressing specific feelings of security by identifying possible under-lighted (and
over-lighted) regions, where poles can be added at the identified poorly lighted
locations.

10.1.3 Challenges for recognition of lighting poles
Automated recognition of street-lighting poles from street-level panoramic images
is a rather challenging task for several reasons. These challenges originate from
both capturing from a driving vehicle and from the nature of lighting poles them-
selves. Therefore, they partially overlap with the earlier discussed challenges for
road sign recognition (Sect. 1.4). Therefore, we specifically provide the challenges
involved with lighting-pole recognition.
• Appearance variations: Many different lighting pole types exist, which have

different dimensions and shapes and are equipped with varying lighting
fixture types. Moreover, all types occur in different colors, which vary per
region and are often chosen to be implicitly visible only and integrate as
much as possible into the surroundings. Common pole colors are e.g. blue,
green, brown, gray and black. These variations cause large visual appearance
differences between different lighting poles.
• Visibility: Lighting poles are usually located at some distance from the road,

often along pavements, such that occlusions by e.g. parked cars or other
traffic occurs frequently. The visibility of the poles may also be reduced due
to vegetation coverage, as some poles are placed in hedge rows or below
large trees, such that they are only partly visible. Besides this, the poles can
also be covered by dirt and stickers, and the pole may be used to attach
(road) signs.
• Capturing conditions: The images are captured from a driving vehicle under a

wide range of weather conditions, implying large visual differences between
different images and the occasional occurrence of motion blur. Furthermore,
the capturing resolution is limited, implying that the poles occupy only a
relatively small pixel region.

1Ironically, although well positioned along roads, lighting poles in some specific areas are deliber-
ately turned off during night for cost savings.
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(a) (b) (c) (d) (e) (f)

(g) (h) (i) (j) (k) (l) (m)

Figure 10.1 — Examples of commonly occurring lighting poles and variations in lighting
fixture shapes. Some challenges for lighting pole detection are also shown, including occlu-
sions (Figs. 10.1g and 10.1j), low contrast (Figs. 10.1h and 10.1i) and a frequently occurring
pole-like object (Fig. 10.1m).

• Pole-like objects: Many other poles and pole-like objects exist, such as flag
staffs, trees, poles beneath road signs, etc., which may be difficult to dis-
criminate from lighting poles, especially from larger capturing distances.

Summarizing, lighting poles occur in a wide range of appearances, their visibility
is often non-optimal and additional variations are resulting from the capturing
process, making automated detection of lighting poles a challenging problem.
Figure. 10.1 provides a visualization of commonly occurring lighting poles and
additionally portrays some of the mentioned challenges.
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10.1.4 Problem analysis
Obviously, large visual differences between traffic signs and street-lighting poles
exist, which result from the intrinsic nature of both road signs and lighting poles.
Road signs are designed to attract visual attention by there discriminative colors and
shapes, are usually located very close to the roads and are typically not intention-
ally occluded by e.g. parked cars or vegetation. This is the opposite for lighting
poles, as they are typically designed to be unnoted, have a non-discriminative
shape, can be placed at arbitrary positions along the pavement and may be par-
tially occluded by e.g. vegetation, (road) signs or stickers. Moreover, robust de-
tection of lighting poles will be significantly obscured by the large number of
pole-like objects (like i.e. flag staffs, rain gutter pipes, trees, etc.), which clearly
influences the trade-off between correct and falsely detected poles.

Detection of lighting poles can be approached in two different ways: either by
(1) localizing the lighting pole, or alternatively, by (2) detecting the lighting fixture
(the head of the pole containing the light bulb). Since the fixture itself is rather
small, its appearance varies considerably over all different pole types and most
fixtures have a viewpoint-dependent appearance. Therefore, detection of the pole
seems a good starting point. However, the pole is not always clearly visible, which
is especially the case for the specific type of lighting poles shown in Fig. 10.1g
and 10.1j. These poles are commonly located along pavements in residential areas,
thereby often occluded by parked cars or vegetation and typically have a smaller
size, which complicates flawless detection of the pole. Since this specific pole type
is equipped with a discriminative lighting fixture, which has a similar appearance
over all different viewpoints, addition of a specific detector for this fixture may
improve robustness. Therefore, a combined approach focusing at detection of both
lighting fixtures and lighting poles, may be the most robust approach to address
the lighting-pole detection problem.

Combined detection featuring identification of both lighting poles and fixtures
is expected to result in a sub-optimal performance when directly using the TSR
system, especially considering the integrated detection and positioning of the
lighting poles. The main reasons for this expected performance drop originate
from the different nature and corresponding visual differences between poles and
road signs, since (1) poles lack discriminative colors, (2) have different dimen-
sions (thin, but long), and (3) pole-like objects occur much more frequently than
sign-like objects. Therefore, we have adapted the TSR system towards the specific
nature of street-lighting poles. This altered system still follows the same system
architecture of single-image detection and multi-view positioning, but contains modi-
fied components for detection and positioning. Below, we will briefly describe the
followed approach.

10.1.5 Our solution direction
General objective: This chapter extends the TSR system towards the recognition of
street-lighting from street-level images. This system aims at the retrieval of the
world-coordinates (latitude and longitude) of all lighting poles located within a
geographical region, and is intended to operate as a component within a semi-
automated process for surveying street lighting. In this process, all detection
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Figure 10.2 — Visualization of the chapter organization.

results are manually validated to meet the desired target quality criteria in an
efficient way. This system extends the TSR system, thereby aiming at the re-usage
of the detection and positioning components used within this system. Since lighting
poles are very different from road signs in multiple aspects, the algorithms used
for road sign detection are not directly applicable, as described above. Therefore,
we follow a slightly different approach, aiming at the combined detection of both
the (1) lighting poles and (2) lighting fixtures. Below, we will briefly describe how
these elements could be detected.

Lighting-pole detection: Detection of the lighting poles within the street-level
panoramic images can be performed by identifying long vertical lines, for which
numerous techniques are described in literature. These techniques often extract
straight line segments from an edge map, where the line detection is e.g. per-
formed by the Hough transform [162], or by concatenating adjoining edge pixels,
followed by a straightness criterion, based on i.e. small Eigenvalue analysis [163]
or Principal Component Analysis (PCA) [164].

Lighting-fixture detection: Detection of the fixtures can be based on generic object
detection techniques, focusing at e.g. the shape of the fixture, such as template
matching [135] or Histogram of Oriented Gradients (HOG) [25]. This implies that
the road sign detection algorithms used within the TSR system can be used as a
starting point.

System architecture: Both individual detection strategies are integrated into a
single system for lighting pole recognition. This concept employs independent
detectors for the poles and a specific type of lighting fixture, where the current
implementation is limited to one fixture type only, but the architecture allows for
the addition of more fixture types. Both detectors follow the same architecture as
the TSR system, and start with a single-image detection phase, where each individual
image is processed to retrieve candidates of the target object (pole or fixture). Then,
in the multi-view position estimation stage, detections found in the individual images
are combined to retrieve the world-coordinates of the poles, where each detected
pole is also assigned a confidence weight. Afterwards, the results found by both
detectors are merged, for which we propose a novel method based on the labeled
detection output of both detectors. This merging process results in a database of
lighting poles, where for each pole both its location and a confidence weight is
included.

Evaluations: The detection performance and execution time of the presented
system for surveying lighting poles from street-level images is assessed on two
large datasets. The main test set contains about 135 km of road (with 4,196 lighting
poles) and is used to show the feasibility of a possible large-scale application
in terms of performance and computational load. Additionally, we have also
compared the output of our system to the manually surveyed lighting poles in a
complete municipality, containing 340 km of road and over 7,200 lighting poles.
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10.1.6 Chapter organization
The remainder of this chapter is organized as visualized by Fig. 10.2. The chapter
starts with the system overview of the lighting-pole recognition system (Sect. 10.2),
followed by a detailed system description in Sect. 10.3. This section details both
the fixture detection (Sect. 10.3.1) and the pole detection (Sect. 10.3.2) components.
The experimental setup, recognition results and an analysis of the computational
requirements are elaborated in Sect. 10.4. Afterwards, we discuss the practical
usability (Sect. 10.5), followed by the conclusions in Sect. 10.6.

10.2 System overview
The system overview of the lighting pole recognition system is portrayed by
Fig. 10.3. This system exploits two independent detection strategies operating in
parallel, focusing at (1) the retrieval of the lighting pole and (2) the identification of a
specific type of lighting fixture. Both detection strategies operate in an independent
fashion, according to the same processing architecture. The detectors start by
processing all individual images to identify the considered key feature of interest
(pole or lighting fixture). This stage is followed by the calculation of the 2D-world
coordinates (latitude and longitude) of the poles based on a multi-view position
estimation procedure, in which the detection results found across multiple images
are combined. This positioning stage also assigns a confidence weight to each
positioned pole. Afterwards, the results obtained by both detection strategies are
merged by a custom, data-based, merging algorithm, resulting in a single list of
lighting poles.

In the next section, the detection and positioning algorithms for fixtures and
poles are discussed in detail.

10.3 System description
10.3.1 Generic detection of lighting fixtures
A. Single-image fixture detection
All different types of lighting fixtures are characterized by a specific shape and
color. Although we currently aim at the detection of a single specific type of light-
ing fixture, we strive for a generic system with respect to the addition of detectors
for other lighting fixture types. Hence, the study of this single fixture type is to
provide a proof-of-concept of the combined detection approach. Therefore, we
apply a generic and learning-based detection approach, based on the popular
Histogram of Oriented Gradients (HOG) [25] technique, which concentrates on
(color) intensity differences within the target object and between the object and
surroundings. This detection algorithm operates identically as the detection stage
of the TSR system, which is extensively described in Chapters 3 and 4.

Since the target lighting fixture looks similar from various viewpoints, as por-
trayed by Fig. 10.4, we apply a single detector for the shown fixture type. For
other fixture types, we distinguish two cases: (1) fixtures that do not show large
appearance differences over various viewpoints, and (2) fixtures that differ in
appearance over different viewpoints. The first case can be approached by adding
a single detector, whereas for the second case, multiple detectors should be added
per fixture, each focusing at a specific viewpoint.
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(a) (b) (c) (d)

Figure 10.4 — Example of the specific fixture type of interest.

The employed HOG detection algorithm is introduced in Sect. 2.6.3.A, and ex-
tended in Chapters 3 and 4. We refer to these chapters for an extensive description
of the applied fixture detection algorithm. Summarizing, each image is divided
into cells of 8× 8 pixels, where a histogram of the gradient orientations is calcu-
lated for each cell. The original HOG algorithm extracts the maximum gradient
over all color channels. However, our system computes the gradients over all in-
dividual color channels in the LUV color space, resulting in three histograms per
cell. These histograms are normalized w.r.t. neighboring histograms. Afterwards,
a sliding window covering 5 × 5 cells is moved over the cells, and all included
histograms are appended. The resulting feature vector is used for classification
using a linear SVM. This procedure is repeated at multiple scales to obtain scale
invariance, and afterwards, all overlapping detections are merged using Mean
Shift. Each resulting detection is assigned a score, which is higher for more proba-
ble detections, and corresponds to the maximum distance to the decision bound
over all detections in the cluster. The fixture detector is tuned, such that it operates
at a 50% correct detection ratio (i.e. 50% of the returned detections correspond to
fixtures).

B. Multi-view position estimation
After the detection of the lighting-pole fixtures within the individual panoramic
images, detections corresponding to the same fixture which are found in multiple
panoramic images are combined to obtained the real-world coordinates of the
detected lighting fixtures. This process filters out most of the falsely detected
fixtures, unless a fixture look-a-like is detected consistently in multiple images.
This process exploits the geometrical properties of our source data (extensively
described in Sect. 2.2.1), and operates identically to the multi-view positioning
stage of the TSR system, which is extensively described in Appendix. A. For
completion, we provide a brief summary below.

The positioning process starts by pair-wise combining each image with all
close-by images, where every combination of detections results in a position hy-
pothesis of a found lighting fixture. These hypotheses are clustered around the
real fixture locations, and are extracted using the Mean Shift algorithm [58]. Af-
terwards, each resolved cluster is processed, where the following properties are
verified in an iterative sequential order.
• Each detection may be only present in a single cluster. Detections also con-

tained in a cluster having larger or equal cardinality are removed.
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• Detections for which at least one position hypothesis is located further away
than 33 cm from the cluster center are removed from the cluster.

• Clusters with less than 3 detections are discarded.
The resulting clusters contain the 3D positions of the found lighting fixtures, but
since we only require 2D positions, the height coordinate is discarded.

Next to a 2D position, each retrieved lighting fixture is also assigned a confi-
dence score. This score equals the average of the three highest detection scores
extracted from the corresponding cluster of detections.

10.3.2 Detection of lighting poles
A. Single-image pole detection
The pole detector aims at the retrieval of long, thin, vertical structures as can-
didates of lighting poles. This is attained by the extraction of straight vertical
edges from the image, which are pair-wise combined to retrieve the line pairs
representing the borders of the lighting poles. The performed processing steps are
illustrated by Fig. 10.5.

Processing starts with edge detection, where we employ a filter kernel specif-
ically designed to retrieve vertical edges. This kernel has a size of 20 × 7 pixels,
where each row of coefficients is given by:

[-1 -2 -3 0 3 2 1] . (10.1)

The edge detection is performed independently per color channel in RGB color
space, and afterwards, the maximum gradient magnitude over all three color
channels is selected for each pixel. The resulting edge mask is shown in Fig. 10.5b.
For computational reasons, we split the resulting edge map in overlapping win-
dows. Each window spans the complete image height, but only a fraction of the
width. The processing steps below operate per window and afterwards, the ob-
tained results are merged. The resulting edge maps are filtered using an adaptive
threshold, which equals 1.5 times the mean absolute gradient magnitude within
the map. Afterwards, we apply a modified version of non-maxima suppression,
which operates per line, and we select all pixels that have a maximum absolute
gradient magnitude in a 1 × 5 region (Fig. 10.5c). The resulting edge pixels are
chained together, and each chain is evaluated for its straightness by computing the
deviation w.r.t. the line fitted through all points. The resulting line segments that
have the same orientation and are each others line piece extensions, are merged,
as illustrated in Fig. 10.5d. This merging involves a cost function incorporating
the line sizes, the distance between the lines and their angular difference.

Next, the resulting lines are matched pair-wise and a cost function is evaluated
for each pair (Fig. 10.5e). This function is based on the length of both lines, their
difference in length, the distance between the line pair, the color uniformity of
the region between both lines, the orientation difference between the lines and
a contrast measure. Furthermore, we discard lines with a red or green color, as
these typically correspond to false detections in buildings or vegetation areas.
The involved contrast measure is derived by applying region growing in the
region between both lines, where ideally, the region should cover the area between
both lines, and should not grow outside the region in horizontal direction (i.e.
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(c) (d)

(e) (f)

Figure 10.5 — Illustration of the pole detection processing. (a) input window, (b) unfiltered edge
map, (c) found edge pixels after non-maxima suppression, (d): found straight lines after merging,
(e) obtained line pairs, (f) locations of found lighting pole candidates. The red arrows indicate the
vertical coordinates, the yellow arrows denote the horizontal coordinates.
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outside the vertically oriented pole). From the segmentation result, we compute
the number of segmented pixels located outside both lines and the percentage of
segmented pixels located between those lines. Using the above-mentioned cost
function, the pairs with the lowest cost value are selected, where pairs of which
one of the lines occurs in another pair with lower cost, are discarded. Afterwards,
we apply a global threshold to discard all infeasible pairs. This threshold is derived
from training data, such that all labeled correct detections are passed through.

The resulting line pairs form the set of lighting pole candidates. Each candi-
date is represented by four coordinates, as illustrated in Fig. 10.5f. Two vertical
coordinates, corresponding to the maximum and minimum vertical coordinates
of the lines, denoting the pole starting- and end-point in vertical direction. Two
horizontal coordinates are employed to store the horizontal location and width of
the candidate. Furthermore, the average color between the lines and the segmen-
tation measures are returned for further use. It should be noted that this detector
is very generic, and locates up to 20 detections per panoramic image, including
lighting poles, rain pipes, flag staffs, smaller trees, etc.

In the next processing stage, we will calculate the positions of the lighting
poles, where the positioning processing filters this large number of possibilities to
obtain a lower amount, but more logical, options. Further selection will then take
place at a later stage.

B. Multi-view position estimation
The real-world positions of the lighting poles are calculated by combining the
detections of the same pole found in multiple images. Because the pole detector
returns a large amount of detections per image (up to∼ 20 per image), this process
differs from the positioning stage employed for the lighting fixtures described
above. The process starts with processing pairs of two neighboring images that
are consecutively captured, where every pair of detections results in a position
hypothesis of a pole. As the amount of hypotheses is rather large, and most of
them correspond to false hypotheses, we proceed with the pair-wise combining
of all found hypotheses extracted from the image pairs, to construct a chain of
pairs with fitting hypotheses. This coupling of hypotheses pairs involves checking
the validity of each hypothesis based on a number of constraints. Each pair of
position hypotheses that contains detections found in at least 3 different images
(so that the pair contains 3 or 4 detections) is processed, and pairs for which both
position hypothesis differ at most 33 cm are accepted. These combined hypotheses
are subject to a feasibility checking based on a number of constraints given below.

• Height: the height of the pole is computed for each detection, based on its
top coordinate and the distance between the pole location hypothesis and
the respective capturing location. When this computed height exceeds a
minimum or maximum threshold, the pair is discarded.

• Ground plane: a similar procedure is performed for the (visible) starting point
of the pole. Pairs with starting points above 2 m or far below the ground
plane are discarded.
• Height variation: the variance of the height measured over all detections

should be within limits.
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Name Description
# detections Number of supporting detections.
Height variation Variance in computed pole heights.
Starting heights 3 starting points closest to the ground plane.
Pole width Average of the widths of the pole.
Pole width variance Variance of the widths over all detections.

Context information
10-bin histogram counting the number of
detected poles within 1, ..., 10 meters w.r.t. the
estimated location.

Distance w.r.t. road Distance between road and estimated pole location.

Intersection variance Variance of the locations given by each pair-wise
combination of detections.

Color differences
5-bin histogram counting the fraction of detected
line pairs with a color difference smaller than the
bins upper limit.

Length measure
10-bin histogram counting the number of
detections with a pixel length larger than the
bins lower limit.

Table 10.1 — Overview of the feature vector parameter used during classification of the positioned
lighting poles. The used feature vector forms the concatenation of these measures.

• Distance to capturing locations: only hypotheses closer by than a certain thresh-
old (fixed at 17.5 m) w.r.t. all incorporated capturing locations are accepted.
• Color differences: the color differences between the detections should be

within limits to reduce matches between objects with different colors.

These constraints strongly reduce the number of pole position hypotheses. After-
wards, we cluster all remaining hypotheses located within a circle with a 33-cm
radius, which results in estimated pole locations supported by at least 3 (but up
to ∼ 7) detected poles.

The retrieved pole candidates are subject to classification to both remove false
detections and to retrieve a confidence score per pole. Several machine learning
techniques are considered for this classification task, including K-Nearest Neigh-
bor, random forests [108] and SVMs [48] with a linear and non-linear kernel. We
have found that the SVM approaches perform better or similar to the other ap-
proaches. As the difference between the SVM approaches are relatively small, we
have selected a linear SVM as classifier, especially because of its fast execution
time. This classification is not performed binary, but the distance to the decision
bound is extracted, resulting in a confidence score per positioned pole, which can
e.g. be used for detector tuning. The classification is performed for each positioned
pole, based on a feature vector containing the elements included in Table 10.1.
After classification, a fixed, global threshold is applied to all positioned poles to
remove very unlikely poles.

The feature vector elements listed in Table 10.1 are motivated by physical,
logical and plausible expectations of ideal detections. A number of these features
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focus on consistency between the different detections: height variation, starting
heights, pole width variance, intersection variance and color differences. Evidently,
the number of detections provided evidence about the position hypothesis, where
more detections result in higher confidence. The pole width measure aims at
fitting a model of the ideal pole. The context information is added to discriminate
identify large numbers of closely located hypothesis, which likely correspond to
bushes. It should be noted that a pole located within such bushes is penalized
at this feature, while its other features may still contribute to a high recognition
score. The length measure is added to give benefit to nearby poles, while at the
same time penalizing partial detections.

Similar to the fixture detection stage, the pole detection module outputs a 2D
position and confidence score per found lighting pole.

10.3.3 Detection merging
The lighting pole and fixture detectors operate in an independent fashion and may
locate the same lighting pole. Therefore, we merge their outputs, where we aim
at both the removal of double detections and at assigning an overall confidence
score to each resulting lighting pole, which e.g. allows for the generation of a sin-
gle recall-precision curve. Furthermore, this merging step enables and facilitates
spatial (contextual) filtering, where only detections with the highest local score
are preserved.

Computing a single score to the merged output of N independent detectors,
which all assign a continuous score to each detection (i.e. the distance to the de-
cision bound for SVMs), for which the range and scaling can be arbitrary, is a
challenging problem. In literature, we have found solutions to simplified versions
of this problem. For example, a simple case occurs when the detection scores
are in the same range (as e.g. within the HOG detection framework [25], during
the merging of overlapping detections). Other merging approaches employ nor-
malization of the scores, e.g. by applying Platt’s algorithm for SVMs [157], [165].
For the specific case of bounding-box detections, De Smedt et al. [166] propose a
merging algorithm that exploits both confidence (i.e. how good is a detector) and
complementarity measures (i.e. how different are the detectors). For each set of
overlapping detections, their method assigns an overall confidence score to each
detection, based on a linear combination of the individual confidence scores of all
overlapping detections.

We propose a novel approach to the generic version of this problem, which
works for both bounding-box detections and location-based detections. This ap-
proach iteratively lowers the threshold for a a single detector, such that the relative
amount of false detections is minimized. This leads to a greedy optimization of the
combined recall-precision curve, such that a recall-precision curve with maximum
area under the curve is generated. This algorithm, displayed in Alg. 2, operates
on the labeled detection output Ditrue

, Difalse
for detector i with i ∈ {1, 2, ..., N}.

The algorithm outputs a list of detection thresholds, one for each iteration. When
evaluating an unknown sample found by detector i, we search this list for the first
entry for which the threshold for detector i is lower than or equal to the detection
score of this detection. Since the list is monotonically decreasing, the search can be
performed efficiently, regardless of the number of iterations. The reversed index
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input : Difalse
: detection scores of incorrect detections given by detector i,

i ∈ {1, ..., N}.
Ditrue

: detection scores of correct detections.
output : list of detection thresholds.

Rimin
= min

(
Difalse

∪Ditrue

)
;

Rimax
= max

(
Difalse

∪Ditrue

)
;

SZi =
Rimax−Rimin

#steps ;
THi = Rimax

;
while Ditrue

not empty ∀i do
/* Search detector that gives max true positive ratio */

max
i,k

||Ditrue>THipropk
||0

||Difalse
>THipropk

||0+ε
where THipropk

= THi − k · SZi, k ∈ (1, ...,K);

Update THi = THipropk
for the found i and k;

Store the set of thresholds THi;
/* Remove same object found by other detectors. */
Remove all items from Difalse , Ditrue that overlap (within 50 cm) with items
having Difalse > THi or Ditrue > THi;
Remove from Ditrue , Difalse where Di∗ > THi ;

end
Algorithm 2 — Detection merging algorithm.

of the retrieved entry can be used as the merged confidence score, but since this
index is only weakly correlated with the performance of the combined detector,
we use the inverse recall computed for each index as overall confidence score.

It should be noted that this approach requires a significant amount of manually
labeled training data (we have used over 12,000 samples), as this algorithm fits
the characteristics of the training data.

After gathering of an overall confidence score for all positioned lighting poles
and fixtures, we remove double detections by spatial filtering, where we apply
a circular filter to each detection and reject all nearby detections with a certain
difference in score. The used parameters, i.e. the size of the circular neighborhood
and the score difference, are automatically learned from training data. This in-
volves optimizing the number of removed false detections, while rejecting at most
0.25% of the correctly identified lighting poles.

10.4 Experiments and results
10.4.1 Experimental setup and dataset description
We have assessed the detection performance of the described lighting pole recog-
nition system on two different datasets. The first dataset (the composition set) is
composed from multiple geographical areas, containing various environments,
including highways, rural areas, city environments and residential areas. As the
appearance of the lighting poles varies per area, a single test-region would be less
representative. By using a composition of multiple areas, the resulting dataset con-

296



C
ha

pt
er

10

10.4. Experiments and results

Dataset # images # km of road # annotated lighting poles
Composition set 27,565 ∼ 135 km 4,196
Municipality set 67,859 ∼ 340 km 7,272

Table 10.2 — Characteristics of the datasets used for evaluation of the performance of the lighting
pole recognition system. Each dataset consists of street-level panoramic images.

tains more variation and is therefore more challenging, yet also enables assessing
the robustness against these different variations. The second dataset (the munici-
pality set) consists of the images captured on all public roads within a complete
medium-sized municipality. This dataset contains a lower variation in lighting
pole appearances, but the distribution of road types (i.e. rural road, city road or
highway) is more according to real-world conditions. For evaluation purposes,
all lighting poles visible from the street-level panoramic images are annotated
manually for both sets. Table 10.2 displays the dataset characteristics.

It should be noted that we employ a different, slightly smaller, set for training
the system, which is also constructed from multiple geographical regions, but
does not overlap in any way with the used test sets.

During this evaluation, we consider a ground-truth item to be correctly iden-
tified in case a lighting pole is identified within 0.5 m w.r.t. the ground-truth lo-
cation. To numerically assess the performance, we employ the recall and precision
performance metrics, as defined in Appendix B. Furthermore, we have evaluated
the processing requirements to assess the required computational power of our
approach.

10.4.2 Detection results
A. Results for the Composition set
Figure 10.6 displays the recall-precision curves for both the pole detector, the
specific lighting-fixture detector and the combined detection approach for the
composition test set. We observe that the specific lighting-fixture detector is quite
precise, and only returns a few errors. However, since it aims at a specific light-
ing pole type, it only identifies about 30% of the poles. The pole detector is able
to identify over 85% of the present lighting poles. As many pole-like objects ex-
ist, the error rate is also significantly higher. Combining both detectors enables
identification of over 91% of the lighting poles occurring in our test set, which
is significantly higher than the scores obtained with the individual detection ap-
proaches. This supports our hypothesis that the specific pole type for which we
have added a fixture detector proves to be very useful as a supplement to the
pole detector. In an attempt to further extend the recall-precision curve of the
fixture detector, we have repeated the experiment with a much lower detection
threshold for this detector (see Sect. 10.3.1.A). However, the resulting amount of
false detections caused errors during the multi-view position-estimation stage,
giving an undesirable lower recall.

We have observed that missed poles are mainly caused by poor contrast with
the surroundings (as e.g. shown in Fig. 10.1h) and Fig. 10.1i) and by occlusion from
vegetation, both complicating the detection. Furthermore, a significant fraction of
the missed poles are located at the end of dead-end streets, which may be detected
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Figure 10.6 — Recall-precision curve of our street-lighting inventory system for the composition
test set.

in the images, but cannot be positioned, since the pole is only captured from a
single viewing angle, resulting in an unreliable position estimate. Considering
the falsely detected poles, we have identified three types of frequently occurring
misdetections. The first two types are flag staffs and rain pipes, which have about
the same dimensions and colors as lighting poles. The third type consists of young,
smaller, about straight trees with trunks of similar color.

It should be noted that despite the large amount of present pole-like objects,
including very frequently occurring rain gutter pipes and trees, the number of
falsely detected poles is smaller than the amount of correctly found detections.

B. Results for the Municipality set
The recall-precision curve obtained with the combined fixture and pole detection
approach for the municipality test set is shown in Fig. 10.7. The curve looks similar
to the curve obtained for the composition test set, except that a lower percentage
of lighting poles (∼ 85% compared to ∼ 91%) is identified in this dataset. This
observation can be explained by the following aspects.
• The evaluated municipality contains non-traditional curved lighting poles

(as shown in Fig. 10.8a) along some major roads. These poles deviate from
the standard straight pole appearance, and are therefore not detected by our
system.
• The Municipality dataset contains rural roads where the poles are placed in

front of (or within) rows of trees, as illustrated in Fig. 10.8b. In such a case,
our algorithm also identifies some trees as pole candidates, where the large
number of retrieved pole candidates results in inaccurately positioned pole
detections. These are counted as false positives if their position deviation is
too large.
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Figure 10.7 — Recall-precision curve of the street lighting inventory system for the municipality
test set.

• This dataset contains red-brown lighting poles (as shown in Fig. 10.8c),
which are not detected, as the color of this pole does not pass the color filter
used to reduce falsely detected poles on houses with red bricks.

However, we have observed that the recognition performance for the standard
lighting poles is very similar to the performance obtained on the composition set.

Although the relative amount of falsely identified lighting poles is slightly
larger compared to the composition set, our algorithm still returns a relatively
small number of false detections. These typically correspond to flag staffs, rain
pipes and small trees. It should be noted that county roads surrounded with very
large trees, forming about 20% of the roads present in the dataset, do not lead to
a significant amount of falsely identified lighting poles, although some smaller,
straight trees are occasionally identified as a lighting pole. Besides this, we have
also found that a small portion of the falsely identified lighting poles corresponds
to road-sign poles, which can be easily removed using a comparison with the
results of our road-sign recognition system.

In conclusion on this dataset, when ignoring the lighting poles which our
system cannot identify by design (i.e. the curved en red-brown lighting poles),
we have found that the recognition score on this set, which consists of a complete
municipality including rural roads, city environments and highways, is similar
to the composition test set. This similarity is a proof for the representativeness
of the applied datasets, since the collection of challenging areas yields similar
performance as obtained on a complete municipality dataset, while the opposite
also holds.
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(a) (b) (c)

Figure 10.8 — Examples of missed lighting poles. (a): pole with a non-standard, curved appearance;
(b): pole located in front of a row or trees. (c): red-brown pole, which is not found due to the rejection
of pole candidates based on color filtering.

System component Processing time
Lighting fixture detector

Single-image detection 43.3 s
Multi-view position estimation 0.1 s

Pole detector
Single-image detection 58.8 s
Multi-view position estimation 1.0 s

Detection merging negligible
Total 103.2 s

Table 10.3 — Processing times of all components of the lighting-pole recognition system, averaged
per image.

10.4.3 Computational analysis
Since we aim at large-scale application of the described surveying system, we
have also investigated the computation requirements of our approach to estimate
how much computing power is required to process a large geographical area of
about 50,000 km of road (10 million images).

The complete system is operating within a distributed computing environ-
ment using HTCondor [167]. All individual system components are implemented
in C++, where we employ single-threaded implementations, as the distributed
computing environment controls the parallel execution of all tasks among all avail-
able resources. Table 10.3 displays the processing times of all system components
measured during the processing of the Composition dataset, where we have nor-
malized all processing times w.r.t. the number of images. These execution times
are measured during full load on a core i7 920 processor, operating at 2.67 GHz,
with all overhead included, such as database access and image loading. We have
designed the system such that the region size does not affect these numbers sig-
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Figure 10.9 — Top view of a residential area. The blue dots represent the capturing locations. The
poles detected by our system are visualized by the green dots (false detections are removed first using
specific tooling). The yellow boxes mark locations of missed poles. As these locations clearly stand
out, specific manual interaction can be employed.

nificantly, since large regions are divided into fixed-sized, slightly overlapping
batches of images, which are processed independently. As follows from the ta-
ble, our system requires about 103 seconds of execution time per image on the
average, where it should be noted that the choice for an architecture consisting of
two independent object detection components consumes a comparable amount of
computing power, as partial re-usage of sub-components is difficult. The required
computation power of the pole detector is mainly due to finding straight lines
from the edge mask, as many line pieces need to be explored to find longer line
segments. However, the found average processing time implies that a small-scale
compute cluster of 32.6 cores (4.1 core i7 920 processors) is sufficient to process
50,000 km of road (10 million images) within a period of one year.

10.5 Possible application in a surveying procedure
The detection output of the described lighting-pole surveying system is exploited
for surveying lighting poles in a semi-automated fashion, where falsely detected
poles are removed and missed poles are added manually. Since the first action
operates solely on the found detections, and the second on all images, we separate
both, and start by checking all detections for correctness. This can be performed
very fast as the amount of detections is limited and the required action only
involves a rejection/acceptation task. Afterwards, we search for missed poles by
navigating through all images. Since all misdetections are removed in the first
step, all remaining pole detections correspond to true lighting poles, which enables
the analysis of the lighting-pole placement pattern, thereby allowing for a further
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efficiency gain. This enables for fast inspection (i.e. by means of random sampling)
of streets for which this pattern looks accurate, while places where lighting poles
may be missing stand out, as illustrated by Fig. 10.9. This procedure is especially
beneficial in residential areas, where lighting poles are usually placed according
to a fixed pattern. This proposed two-step approach also allows for operating the
detector in a high-recall, low-precision mode, which likely would result in a loss
of overview for a single-step approach. This gives an additional benefit over a
single-step validation process.

The amount of required manual effort for surveying lighting poles is compared
against a completely manually created inventory. First experiments have shown
that a single-step correction approach results in an efficiency gain of about a factor
2, while the described two-step approach results in efficiency gains up to 5 times
for residential areas.

10.6 Conclusions and recommendations
This chapter has presented a proof-of-concept system for the automated recog-
nition of street-lighting poles. This is a very challenging task for several reasons,
as e.g. neither lighting poles nor lighting fixtures are designed to attract visual
attention, a large variety of visually different fixture types exist, and occlusions
by e.g. parked cars occur frequently. The described system is based on a similar
architecture as the TSR system presented in Chapters 2-8, and features both single-
image detection and multi-view positioning stages. This similarity is further discussed
below. The system exploits a combined detection approach for both poles and a
specific type of fixtures. The fixtures are detected using the same HOG detection
algorithms as used within the road sign recognition system, while the poles are
found using a specific pole-detection algorithm. Afterwards, the results of both
algorithms are independently employed for positioning, and the positioned poles
found by both detection strategies are merged, to retrieve a list of lighting poles
present within the geographical region of interest.

Experimental validations have shown that the pole detector is able to recognize
up to 85% of the lighting poles within our large and diverse test set. This score
is increased to about 91% when extra detection of a specific type of fixtures is
added. Although only 6% more poles are identified, the percentage of missed
poles is reduced by about 40%, while precision is increased. This clearly indicates
that combined detection of poles and fixtures is attractive and beneficial. When
executed on a representative dataset consisting of a complete municipality, we
have found that our combined recognition approach localized about 85% of the
lighting poles, where this somewhat lower score can be mainly explained by the
presence of lighting poles with non-standard appearances. On both test sets, our
algorithm returns less falsely detected poles than correctly detected poles, which
is rather remarkable given the high number of present pole-like objects, such as
rain pipes, flag staffs and trees. This is party explained by the fact that a number
of such pole-like objects occur further away from the road, preventing repetitive
detection.

When considering semi-automated surveying using the proposed recognition
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system, first comparisons w.r.t. manual searching and annotating of lighting poles
have shown that the application of the recognition system followed by manual
corrections is at least twice as efficient. Higher efficiencies can be reached in res-
idential areas by exploiting the lighting-pole placement patterns. As the most
time-consuming task consists of searching and adding missed poles, while the
removal of a falsely identified pole is a simple and fast manual action, improve-
ments of the described system should mainly focus on increasing the recognition
rate. This can be attained by e.g. learning detectors for additional fixture types,
which enables the recognition of certain specific lighting-pole types. Furthermore,
the pole detection phase itself can be improved, such that straight poles can be
extracted, despite being captured with a low contrast.

With respect to re-use and genericness, this chapter has shown that the archi-
tecture of the TSR system can be successfully re-used towards recognition of other
objects along roads. This re-usage is effectuated at two levels. First, at the higher
level, we adhere to single-image processing, followed by multi-view positioning. Sec-
ond, at a lower level, we re-apply algorithms such as HOG for detection and our
positioning algorithm. The training of a new detector type (i.e. the fixture detector)
is performed efficiently by re-learning the previously used detection algorithm.
Addition and inclusion of a new detection algorithm (i.e. the pole detector) in this
architecture has been easily implemented due to its modular structure. Moreover,
this re-use of the architecture enabled large-scale processing in a similar way as
executed for the TSR system. Despite re-using only the first two main stages of
the TSR system, the recognition performance can still be improved by adopting a
third processing stage similar to the multi-view categorization stage of the TSR
system. Such a stage will analyze each positioned pole from all viewpoints to
further reduce the amount of falsely detected poles, and optionally discriminate
between different types of lighting poles.
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“If privacy is outlawed, only outlaws will have privacy.”

Philip Zimmermann

C
ha

pt
er 11 Application to traffic situations

and privacy preservation

11.1 Introduction
In the previous chapters, systems for surveying several different types of road
infrastructure were developed, such as traffic signs, road markings and lighting
poles. In this chapter, we describe two applications that are not directly related to
surveying of such objects, but that represent alternative, broader applications of
the same techniques. These applications utilize several of the key algorithms that
have been developed earlier in this thesis. First, we apply the detector component
to face and license plate detection, for a privacy-preservation application. Second,
a proof-of-concept system for using contextual information, based on reuse of the
detector and the categorization components, in order to interpret human behavior
in surveillance video is developed in the framework of a European research project
on content analysis.

11.1.1 Introduction to privacy-preservation application
When creating a large-scale systematic collection of panoramic streetview images,
it is inevitable that many people will be visible in the images. For this reason, it
is crucial to consider the privacy implications that are inherent in capturing such
public datasets. With the recent improvements in facial recognition software, it is
becoming possible to automatically link detected persons to other online image
sources such as Facebook profiles. In addition, detected license plates could be
linked automatically to the owner of the vehicle. Such person identity tracing
is certainly undesirable, since it would result in large-scale privacy violations.
To prevent this, it is important to blur any appearing persons or license plates
that are sufficiently recognizable in the captured images. In many countries such
prevention of possible privacy violations is imposed by law.

There is an important difference between the privacy-preservation applica-
tions and the algorithmic applications described in the previous chapters. The
previous chapters all considered the surveying of rigid and static objects with
fixed positions over time. Because those objects do not change positions in terms
of world coordinates, it is possible to combine detections from multiple images to
calculate the corresponding real-world 3D position. Since people and cars move
around in time, calculating a 3D position is not suitable or semantically mean-
ingful for making inventories. For example, especially in cities, the capturing car
sometimes moves slowly forward, so that the same persons appear with different
backgrounds, visibilities and sizes. This makes multi-image detection of the same
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person unreliable. In other words, the key is that it is not known even after a
detection stage that the same person re-appears in both similar or different back-
grounds. From these considerations, we conclude that for privacy preservation,
each image needs to be processed completely independently from other images,
and only person detection in single images is relevant.

Another important difference for privacy-preservation applications is the con-
sequence of missed detections in the panoramic images. In a surveying appli-
cation, a missed detection is not necessarily problematic, as long as there are
sufficient other detections of the same object to calculate a 3D position reliably,
to ensure that the objective of the application is achieved. In contrast, a single
missed detection of a person or a license plate means that those objects can be
related to individual private persons. This makes all other successful detections
of that person or license plate reproducible, so that those detections, although suc-
cessful, become ineffective or even useless. In conclusion, this means that missed
detections are much more critical in privacy-preservation applications.

A further important aspect that applies especially to face detection is that faces
have much less distinctive colors than traffic signs. Also, there is a more significant
amount of inter-class variation, due to differences in skin color, hair color, hairdos
and clothing. These characteristics make the detection of faces in general less
reliable than the detections of traffic signs.

From the above discussion, we can distil the most important requirements for
a privacy-preserving application.

• Accuracy: Detector accuracy is crucial for privacy preservation, because a
single missed detection allows the retrieval of the identity of the correspond-
ing person.
• Robustness: Detections should be robust against differences in appearance

of people.
• Large scale: Blurring of faces and license plates should be applied to all

captured images, which means that millions of images should be processed
annually.

There is one important aspect which is not yet mentioned in the requirements,
but to the authors opinion essential to the foundation of this thesis. This aspect
refers to the automated detection of the desired elements in the applications. Ev-
idently, the detection of faces and license plates can be performed completely
manually, however, this has several important disadvantages. Since this task is
tedious, it is hard for humans to keep their attention at a sufficiently high level,
which can lead to missed faces or license plates, especially for large databases.
Furthermore, the resolution of the panoramic images is significantly higher than
that of a standard computer display. This makes it impossible to oversee all of the
details in an image at once, which necessitates either zooming in/out repeatedly,
or dividing the image into smaller sections which further increases the amount
of manual labour. The large scale of the recorded dataset makes it relatively ex-
pensive to manage and scale a sufficiently large team of human operators. By
automating this task, the quality of the results becomes more consistent and reli-
able and more cost effective on the medium-to-longer term.
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11.1.2 Introduction to detection of dangerous traffic situations
The use of video surveillance is becoming increasingly popular for improving
security, while keeping system and operational costs at a low level. Monitoring
this continuously growing collection of video feeds is a repetitive task, which
can lead to lapses in attention of the operators. Additionally, each operator often
monitors many streams simultaneously, which can easily lead to missing suspi-
cious events. As in the previous case, it would be highly desirable to automate
this task to improve the consistency of the monitoring process and succeeding
security actions. One challenging aspect of this automation is that often contextual
information is needed to understand the behavior of humans in footage of security
cameras. This is because humans only perform specific actions or show particular
behavior at pre-defined locations. For example, pedestrians normally cross the
road at a zebra crossing, so that this road painting acts as contextual information.
In this application for detection of traffic situations, we have worked together with
several European partners in the framework of a European project called ViCoMo1.
The acronym ViCoMo stands for Visual Context Modeling, a special feature that
was employed to improve object detection and assess the behaviour and or events
associated with that object detection. In this chapter, the developed application
for traffic exploits this concept to create an application that can detect dangerous
traffic situations. This chapter reports on the development of a prototype of such
an innovative system.

The term ”contextual information” is quite broad, so in order to give more
focus to the prototype, it was decided to concentrate on a number of specific
example scenarios. The following scenarios were considered for the system.

• Parking Space scenario: A Pan-Tilt-Zoom (PTZ) camera is used to monitor
several parking spaces. There is a single parking space which is intended for
the handicapped. The system will detect and track license plates of cars that
occupy the parking spaces. If the license plate is not registered as belonging
to a handicapped person, the camera will alert an operator and automatically
track the person leaving the car.

• Pedestrian Crossing scenario: A surveillance camera monitors a busy road.
People in the video are detected and tracked automatically. The system can
recognize the road and zebra crossings, so that it can alert the operator in
case of jaywalking people.

• Crowd Behavior scenario: Normally, a gathering crowd can indicate a situation
that needs operator attention, such as a fight, accident or injured person.
However, when the system recognizes the presence of a bus-stop sign, it will
ignore regular people gathering near the sign.

In addition to several of the components that were described in the previ-
ous chapters, various additional analysis components that were made by project
partners are integrated into the proposed prototype system. This involves a PTZ
person tracker, a human/group detector/tracker, a group analysis algorithm and

1ViCoMo was a European ITEA2 research project in the framework of the Eureka research program
of the European Union.
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a semantic region-labelling algorithm. The outputs of these components are com-
bined into a high-level decision engine which reasons about the events and decides
to alert the operator.

The main challenges of the proposed prototype system are described here.
• Integration: The envisioned system consists of various modules created by

different parties. Since these modules were designed to serve specific sub-
system objectives, it is a challenge to extract the correct features for joint
decision-making at system level and defining the specification of the overall
single decision engine. Besides this key element, a side issue is the combina-
tion of various subsystems designed in different software environments.
• Real-time processing: This is the only application described in this thesis

that has a real-time constraint. This requirement leads to additional con-
straints on processing throughput and delay.
• Video: The input consists of video, which means that each frame has a

considerable correlation with nearby preceding frames. This gives additional
opportunities for optimization and more efficient implementations of the
subsystem algorithms.
• Limited image quality: The video is captured using standard security cam-

eras having limitations on resolution and image quality, when compared to
the professional panoramic images that are used in the professional inven-
tory applications presented elsewhere in the thesis.
• Verification and validation of algorithms: The investigated application is

of high intelligence combining several subsystems. For this type of high-level
decision making, there is little or no literature and research presented, while
also datasets for verification and comparison are not available. This makes
a scientific comparison complicated if not impossible, especially when the
algorithm is leading in international research. It will become clear that our
scenario case belongs to this special category.

The remainder of this chapter is structured as follows. In Sect. 11.2 the pri-
vacy preservation system will be presented in more detail, including experimental
results. Sect. 11.3 will introduce the prototype system for the recognition of dan-
gerous traffic situations, involving results on a manually recorded dataset. Finally,
Sect. 11.4 contains a summary and concludes the chapter.

11.2 Application to face and license plate detection for pri-
vacy preservation

From the introduction, the following key aspects are starting points for this appli-
cation2: (1) detection accuracy, (2) robustness and (3) large-scale data processing.

Prior to explaining our approach for privacy preservation, a brief overview of
related work is presented. Note that one important consideration in the design
of this system is the reuse of the previously developed detector component, for
which the approach is motivated in Chapters 3 and 4.

2A significant contribution to this work was made by Chris Bartels and Bas Boom, who are
gratefully acknowledged here.
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11.2.1 Related work
Related work for generic object detection has been earlier described in Chapter 3.
It should be noted that the detection approach by Dalal and Triggs [25] forms the
basis for our detector, which has been originally designed for pedestrian detection.
Fortunately, this is almost exactly the same detection task. Here, a short overview
is now presented of some recent innovations, specifically designed for license
plate and face detection.

A good overview of the state-of-the-art in pedestrian detection was described
by Benenson et al. [168]. Most recent approaches are based on generic object
detection algorithms, and can be divided into three families: Deformable-Part
Models [169], Deep Neural Networks [170] and Decision Forests [171]. All of these
families are able to achieve close to state-of-the-art performance on the Caltech-
USA pedestrian dataset [172].

License plate detection has a long tradition of special-purpose algorithms,
based on techniques such as edge detection and the Hough transform. This is likely
related to the property that most license plate recognition systems are designed
for low-power embedded implementations. These are often intended to be used in
conjunction with a camera having a restricted viewing angle at a relatively close
distance, which considerably simplifies the recognition task. A good overview of
recent work is given by Anagnostopoulos et al. [173]. Various different approaches
have been used, which can be classified in four categories.

• Binary image processing: This approach binarizes the image and then tries to
extract roughly rectangular regions. Representative techniques are morpho-
logical operators and connected component analysis. An example of this
approach is the work by Zheng et al. [174]. These approaches can be highly
efficient, but are less suitable for complex scenes.

• Gray level image processing: Many approaches fall in the gray level image pro-
cessing category, as many countries have license plates with a white back-
ground and black characters. Techniques such as region segmentation [175],
statistical measurements [176] and the Hough transform [177] are represen-
tative for this category.

• Color image processing: Approaches from the color image processing category
define custom color filters to facilitate detection of license plates with a
known color scheme, e.g. the work by Shi et al. [178].

• Machine-learning approaches: The final category of approaches combines
machine-learning algorithms such as Viola-Jones for license plate de-
tection [179], or more recently are based on convolutional neural net-
works [180].

11.2.2 Approach - object blurring processing chain
In order to use the proposed detector approach to anonymize person identities,
this detector is embedded in a larger processing system, consisting of the following
steps. First, the detector is employed to find all faces and license plates in the
images. Next, optionally, a manual check can be performed by human operators,
to ensure that no privacy-sensitive information remains in the images. Finally, an
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Figure 11.1 — Overview of the processing steps in the anonimization pipeline.

Figure 11.2 — Example image showing several automatically blurred faces and license plates.

object blurring algorithm is employed on every face and license plate, in order to
make it impossible to reconstruct the original image from the anonymized image.
The sequence of these processing steps is presented in Fig. 11.1. An example of a
typical output image of the system is portrayed by Fig. 11.2, where the blurring
results are shown in magnified views below the image. The detection approach
is described next in Sect. 11.2.3, and the object blurring algorithm is outlined in
Sect. 11.2.4.

11.2.3 Approach - license plate and face detection
Thanks to the generic implementation of our detector algorithm, it is fairly straight-
forward to extend it to the detection of license plates and faces. All that is needed
is a sufficiently large set of training images. To improve the performance for both
tasks, further optimizations are required and elaborated below.

In order to improve the robustness of the detector against the appearance of
different viewpoints, the training images for both of these categories are split into
several parts, based on the input viewpoint. Additionally, for face detection, dif-
ferent viewpoints are used as input to both faces and upper bodies. For each of
these viewpoint-specific sub-categories, a separate detector is trained. Ideally, we
want to combine the detection results of the multiple sub-detectors into a single
detection score. A new issue that arises from this approach is that it is not trivial to
define the detection thresholds of the individual sub-detectors, such that the joint
detector has an optimal performance. The problem is that the output score of each
sub-detector cannot be directly compared to output scores of other sub-detectors,
because each sub-detector has its own scale. For example, a score of 3.4 on one
detector can indicate a strong confidence in one sub-detection, while for another
sub-detector the same score is insufficient. For this purpose, we have developed
a novel data-driven algorithm for jointly optimizing the detection thresholds of
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Figure 11.3 — Example of our combination approach. The red curved arrow in the middle indicates
the choice of sub-detector 3 because there is no false positive between two successive true positives,
enabling threshold optimization.

the sub-detectors. If the detection thresholds are tuned independently of each
other, there is no exploitation of the correlation of the mutual relationship be-
tween sub-detectors (e.g. complementing each other). A full search of all possible
combinations of detector thresholds may be viable for very small amounts of
sub-detectors, but becomes rapidly infeasible when the number of sub-detectors
becomes significant.

Sub-detector combination approach. Our proposed solution relies on a sepa-
rate tuning dataset to select the thresholds.

First, the sub-detectors are executed on the dataset with thresholds that are too
low, so that too many detections are generated. For each detection, the detector
generates a score that corresponds to the confidence level of the detection. The
generated detections are matched to the ground truth to see whether they repre-
sent a true positive or a false positive result. The thresholds are jointly optimized
in a greedy fashion, which results in a joint precision-recall curve. For each per-
formance point on the curve, the combination of thresholds is separately stored,
which generates the combined recall-precision pair.

Second, generated detections are sorted by their detection score. All of the
thresholds are initialized to +∞. This means that all of the generated detections
are initially in rejected status, leading to an initial pair score of (precision, recall) =
(0, 0).

Third and finally, the following optimization process is used to gradually lower
the thresholds of the sub-detectors to make them more sensitive and well tuned.

• Step 1: For each of the sub-detectors, the sorted detection list (high to low)
is utilized per detector to count the number of false positives below the
threshold that appear prior to finding the next true positive (see Fig. 11.3,
counting rightwards from the threshold red line to the right until the next
TP).
• Step 2: The sub-detector with the lowest number of upcoming false positives

is selected, and its threshold is lowered in such a way that one additional
detection (may be TP or FP) passes the lowered threshold.

• Step 3: A count is kept for both the number of false positives and true posi-
tives that pass the threshold for all sub-detectors together.
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• Step 4: Using the updated false positive and true positive counts, a new
(precision, recall) pair score is calculated and stored.
• Step 5: The false positive count of the chosen sub-detector from Step 2 is

updated using the new threshold value. The process is repeated from Step 2
onwards, as long as there are any detections below the thresholds.

It should be noted that the above-described greedy optimization strategy is not
guaranteed to yield globally optimal threshold values. Nevertheless, we have
found that the procedure results in good settings in practice. This approach is
visualized in Fig. 11.3, where Sub-detector 3 is chosen in Step 2, because there
are no false positives before the next true positive. The result of this optimization
process is a precision-recall curve for a combined detector which specifies the
thresholds for each sub-detector. There is an inherent overfitting in this process,
which cannot be avoided with this greedy algorithm. This is especially prevalent
when the number of sub-detectors is high. For this application, we have used a
fairly low number of sub-detectors (less than 10), and therefore this is not a large
problem in our case.

11.2.4 Approach - object blurring algorithm
The most important aspect of the blurring algorithm is to ensure that it cannot be
reversed. For many of the obvious blurring algorithms, such as a Gaussian blur, a
deconvolution can be used to recover the original image. To prevent this problem,
the part of the image containing the object is first downsampled to a fixed size
of 7 × 7 pixels. This step is irreversible and ensures anonymity of the object. In
order to smoothen the transition from the surrounding image, a Gaussian filter
is employed to propagate the surrounding edge pixels inwards over the object
region.

11.2.5 Detection results on faces and license plates
In order to validate the performance and the accuracy of this specific object de-
tection algorithm focusing on faces and license plates, a relatively large dataset
with manually annotated ground-truth would be required. Making such a ground-
truth dataset is a process that is labour intensive and therefore expensive. Since
license plates are visually similar to traffic signs, such a large-scale verification is
performed for faces only but not carried out for license plates. To show an example
that the algorithm also identifies license plates, Fig. 11.2 shows examples of correct
detections for both faces and license plates. To measure the performance of the face
detector, experiments are performed on two separate geographical regions, con-
sisting of 1,620 and 4,238 images. The performance is shown as a recall-precision
curve, of which the meaning is described in Appendix B. Two different graphs are
depicted, one showing the performance of a single sub-detector, while the other
graph highlights the performance of the combined (merged) detector. It should be
noted that the sub-detectors are trained on a subset of the complete training set.
The measured results are presented in Figures 11.4 and 11.5.
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Figure 11.4 — Results of our approach on a face detection dataset consisting of 1,620 images.
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Figure 11.5 — Results of our approach on a face detection dataset consisting of 4,238 images.

11.2.6 Discussion and preliminary conclusion
From the performed experiments it can be observed that the face detector can
detect roughly 70% of the faces in the dataset with reasonably high precision.
Unfortunately, this is insufficient for a completely automatic operation. Since
the detector was primarily designed for traffic signs, it not surprising that the
performance is less than ideal for this challenging task. Although the detector
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is not good enough for fully automatic operation, it can still be employed to
significantly increase the efficiency of the manual annotation process. In order to
fully automate this process, further algorithmic improvements are necessary.

In hindsight, this conclusion is not surprising, as it is known that work on face
detection and license plate recognition is still ongoing and have become appli-
cation fields on their own. It was already mentioned at the start that faces have
rather different visual characteristics, so that a limited reuse could be expected.
With respect to license plate recognition, a high score was obtained in small ex-
periments which can be explained by the resemblance of outspoken properties of
license plates and traffic signs. Unfortunately, a large-scale experiment was not
performed due to time and cost constraints.

11.3 Application to detection of dangerous traffic situations
Automatic understanding of human behavior in video surveillance is one of the
ultimate goals for computer vision research, in order to selectively direct the atten-
tion of human operators to potentially suspicious activities. More specifically, the
effort involved with video monitoring of crowds has steadily increased recently,
in response to heightened security concerns. To reduce labour costs, human oper-
ators often observe many video feeds simultaneously which is a job that is both
error-prone and tedious. Also, the chance increases of missing an important event
in one of many surveillance video screens. Something that is rarely considered
in research, is the usage of contextual information. Just detecting and tracking
a human or group of humans does not give sufficient information to automati-
cally decide if the group behavior is normal or abnormal. In many cases, more
contextual information is required from the scene, in order to interpret human
actions in more detail. Contextual information can contain the locations of roads,
zebra crossings, cars or (traffic) signs. For example, a car detected on a parking
place is a normal situation, while a stationary car detected on a tramway rails is a
reason to raise an alarm. One of the central goals of the European ViCoMo (Visual
Context Modeling) project as part of the ITEA2 research program, has been the use
of contextual information to improve scene understanding. This section describes
the result from the collaboration of several ViCoMo partners.

The section integrates several computer vision algorithms to automatically de-
tect some of these contextual clues, and subsequently, use these clues to interpret
human actions. To validate this approach, two different scenarios are explored.
The first scenario encompasses cars that can park in two different parking places:
normal or for disabled persons. In this scenario drivers are automatically tracked
with a Pan-Tilt-Zoom (PTZ) camera after leaving their vehicle, to identify whether
drivers are handicapped and may use the occupied parking place. The second
scenario contains groups of humans that perform various activities such as cross-
ing roads and zebras, gathering near a bus stop, fighting and panicking. It is
the intention to classify the various types of such group behaviour. In the first
scenario, a PTZ tracking algorithm is employed for an unconstrained outdoor
environment. We apply this algorithm to track persons who illegally park in a
parking spot for the disabled. To analyze the behaviour of groups of people in
the second scenario, a novel group detection algorithm [181] is employed which
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detects split-and-merges of groups, panic situations and group inactivity. Besides
this, a fast region labeling algorithm [182] is employed to classify pixel regions of
the video into broad categories such as sky, vegetation, water, road, construction
and painted zebra crossing on the road.

In order to detect the contextual information, we introduce the following ap-
proaches. The detection algorithm described in Chapter 3 is used for detecting
and classifying various traffic signs that occur in the above scenarios, in addition
to license plates on cars. Additionally, a decision engine is designed to include
our contextual information about traffic signs and to interpret the results coming
from all other components, in order to decide if the scene contains any suspi-
cious activity or dangerous situations. For example, it will be shown that people
gathering and their associated behaviour can be successfully classified in various
scenarios, depending on their mutual interaction and the surrounding context
information. This introduces and enables the automated analysis of video surveil-
lance events that are much more intelligent and smart in terms of decision making,
than possible with conventional object detection and tracking techniques.

11.3.1 Related Work
Work has been published broadly on various related topics, such as human action
interpretation, group tracking and scene understanding and classification. One of
these areas is the field of action recognition, where the goal is to classify the actions
of humans in videos into several categories (i.e. running, falling, walking, etc.).
Example publications are found in the work by Efros et al. [183], Minnen et al. [184]
and Parameswaran and Chellappa [185]. This work is not applicable to our ap-
plication, since it does not take into account any contextual information. While
recognizing actions in video is certainly interesting, but without using contextual
information it can be difficult or even impossible to interpret if a situation needs
operator attention. Another interesting research topic is that of multi-target fol-
lowing, or group tracking. The work of both Lanz [186] and Bazzani et al. [187]
show methods of tracking groups of people in surveillance applications. Again we
can comment that without contextual information it is difficult to automatically
recognize potentially dangerous or suspicious activities of a group because people
within a group can undertake different or even contradictory actions. In the field
of scene classification, images or frames from a video are categorized as belonging
to a category, e.g. tall buildings, forest, office, etc. Examples are found in the work
by Battiato et al. [188] and Farinella et al. [189]. Van de Sande et al. [190] published
work on scene recognition. They use color descriptors to improve conceptual clas-
sification performance, on a video concept classification dataset, and show that it
increases the classification performance by 7% on this task. Parizi et al. [191] de-
scribe another approach to scene recognition in which their algorithm represents
a scene as a collection of parts, and they use a latent variable classifier to partition
the scene into a set of pre-defined regions. Although certainly interesting, this
research has a different objective, rather than scene recognition. In our case, we
aim at scene understanding, more specifically understanding the actions of the
persons in the scene by using contextual information. There is limited available
literature on the topic of scene understanding. For example, the research work of
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Li et al. [192] and Malisiewicz and Efros [193] both show methods that can recog-
nize multiple objects in images, as well as provide a segmentation of those objects.
However, these publications are aiming at single images, whereas our application
is video surveillance. The reported approaches do not seem feasible for real-time
video processing. Additionally, these approaches lack intelligent decision making
to decide when to raise operator alarms. Moreover, the work has not been shown
to successfully operate on videos of crowds, which is typically challenging footage
for surveillance applications. Finally, the work of Marques et al. [194] introduces
a method that uses contextual information to improve the detection and under-
standing of the rest of the scene. Although certainly interesting, the application is
again different from ours, which primarily improves the detection and recognition
of the scene itself, rather than exploiting contextual information to interpret hu-
man behavior. Summarizing, the use of contextual information for inferring smart,
reliable and high-level decision making in the research objective is original to our
opinion, and is interesting and valuable for advanced surveillance applications.

11.3.2 Detector component supporting both scenarios
When taking a closer look to the previous scenario descriptions, both described
scenarios are not only based on human and group detection, but also on a traf-
fic sign detection algorithm that should obtain important supportive contextual
information. For this purpose, we have reused the detector that was described
in Chapters 3 and 4. At first, no algorithmic changes were made specifically for
use in this dangerous traffic-situation detection application. However, since the
viewpoints and image qualities vary significantly from the dataset that the detec-
tor was trained upon, we have chosen to retrain the detector using data recorded
from the security cameras. The number of training images used is 147, 91, 124 and
118 for parking signs, zebra signs, bus stop signs and license plates, respectively
(these are the only relevant objects appearing in our scenarios). After the training,
it was found that the execution performance of the detector was sufficient for this
application without any further optimization. Since the camera images for this
scenario have a significantly lower resolution than the ultra-high-resolution pano-
ramic streetview images that the detector was designed for, the processing time
was considerably reduced. This processing time was measured at 3 frames per
second, which is sufficient for this prototype system. It should be noted that this
processing speed was obtained on a relatively modern desktop processor, while
for a real product, a low-power embedded implementation would be required. It
should be possible to obtain a more efficient implementation by exploiting the fact
that the input consists of consecutive video images. However, since this turned
out not to be necessary, such an exploration was beyond the scope of this project.

11.3.3 Scenario 1: Context-Based Object Detection and Tracking
Many surveillance cameras are deployed for parking-lot observation. The typical
actors in parking lots are humans and cars, which therefore need to be reliably
detected and tracked. Instead of using a conventional static camera, we propose
to use a Pan-Tilt-Zoom (PTZ) camera for this scenario. This has the advantage of
being capable to survey a large area, while still maintaining the option to zoom in
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Figure 11.6 — System overview of the context-based object detection and tracking system

on persons or cars to obtain more details about the objects of interest. However, the
manual operation of such a system is labour intensive, because humans constantly
have to adjust the camera direction and zoom level, while watching the activity
of the actors. This limits the ability of operators to simultaneously keep track of
multiple cameras.

This scenario can be analyzed and followed with an automatic surveillance
system. Our automated PTZ tracker embedded in the PTZ camera has an overview
preset in which it zooms out completely, so that it has a good overview of the entire
parking lot. When a car is detected (by the license plate detector), the camera
zooms in and monitors the car in more detail to enable eventual license plate
recognition. If the car then proceeds to park at a predefined space for the disabled
(as indicated by a disabled parking sign), this is detected and the operator is
notified that this license plate is not registered for disabled parking. After parking
the car, the driver can be tracked and even zoomed-in upon to find the person’s
identity. The system implementing the essential relevant aspects of this scenario
contains two components: (1) the PTZ-tracker that can track a moving object
and control the camera to follow this object, and (2) the traffic sign and license
plate detector, which supplies valuable contextual information about the scene.
In addition to these two components, an event-level decision algorithm is used
to interpret the results from these subsystems and control the PTZ-tracker to
optimize reliable decision-making and raise alarms to the operator if necessary. In
this case, the context information resides in the parking place for the disabled and
the involved traffic signs. This information is input information to the car- and
person-based surveillance application and its high-level decision making. This
section describes a prototype for an automatic surveillance monitoring system for
such an advanced scenario.

A. PTZ Human Tracking
This scenario involves the detection and tracking of objects in an unconstrained
outdoor setting. The decision to follow certain objects or ignore them is made
based on cues from the context information. More specifically, in our case we
explore cues from the traffic sign and license place detection, as discussed above
and in more detail in Section 11.3.2. This section will specifically focus on the
tracking of objects using commercially available Pan-Tilt-Zoom (PTZ) cameras to
support the scenario analysis.

The objective of our case study is to combine a high-quality, non real-time
robust object detector with a feature point tracker, where the tracker has a low
computational complexity, to support a smooth real-time following of the object.
This enables the system to detect and track humans of a large variety in an outdoor
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setting at large distances. Furthermore, we improve the tracking system by a
special motion estimation model for the feature points, that also incorporates
zooming of the camera.

B. PTZ System Overview and Technical Challenges
Figure 11.7 gives a graphical representation of the human tracking system. A
professional outdoor PTZ (Pan-Tilt-Zoom) camera is connected to a video encoder
that communicates with the LAN/WAN network. The used PTZ camera provides
4CIF analog video (equivalent with 704×576 pixels) and is controlled by an RS422
interface. The tracking algorithm processes the video from the remote camera,
and sends back commands to control the pan, tilt and zoom speeds, in order to
track a particular person. Annotated video and the estimated position is supplied
to the context-based decision system.

Camera

Pan Tilt Zoom 
Control

Video Encoder
with I/O

Person 
Tracking
Algorithm

Context-Based
Decision
System

Network
Analog
video

RS422

Track

Video

Position

Figure 11.7 — Overview of PTZ tracking system.

There are several bottlenecks in this system, which make smooth and reliable
tracking difficult. Time delays are introduced at various places in the system,
such as the transmission of video data and the control delay of the PTZ camera.
For example, it takes 20 ms to send and acknowledge a command over an RS422
connection. This delay can amount to higher values when several commands
have to be implemented in a chain sequentially. Furthermore, with respect to such
communication issues, PTZ cameras are originally not designed to be controlled by
an automated algorithm. Such commands are sometimes blocking. For example,
when requesting the position of the PTZ unit, no other commands are executed
for an interval of 160 ms, which forms a significant problem for real-time tracking.
Finally, the PTZ camera utilizes a fixed zooming speed, and cannot be controlled
proportionally like the pan and tilt operations. This causes many problems, as
the aggressive zooming may lead to the disappearance of objects from the view
during the time delays occurring in the control loop. For more details about the
implementation, we refer to [195].

11.3.4 Scenario 2: Group Behavior Analysis Based on Scene Context
A. System Overview
The second scenario in video surveillance involves the monitoring of large groups
and crowds of people and associated behavioral analysis. Many algorithms exist
to detect and track single persons, but analyzing group behavior is a relatively un-
explored area of research. Experience learns that mature single-person detection
algorithms do not scale well to densely crowded scenes, mostly due to dynami-
cally arising occlusions and heterogeneity of the tracked persons. Consequently,
new approaches are needed for applications in crowded scenes. Several factors
can affect the interpretation of the actions of groups of people, especially when
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Figure 11.8 — System overview of the group behavior analysis system

these actions are considered in the framework of their surroundings. In such a
framework, it is evident that context information about those surroundings play a
crucial role. Examples of such information can be provided by contextual region-
labeling results (e.g. what parts of the image are sky, vegetation, buildings, etc.)
and locations of traffic signs (e.g. guidance for the actual traffic situation and
implicit indication of safety regions). We propose a proof-of-concept system for
automatically analyzing group behavior using these contextual clues to interpret
and classify the actions of a group of people. Evidently, this list of contextual clues
is not exhaustive, but for this proof-of-concept system we limit ourself to these
clues.

Some examples of situations are presented here, in which traffic signs and
image regions can influence the interpretation of group behavior. A group of
people that remains stationary for a long period of time can indicate loitering,
fighting, injury or other potentially suspicious behavior, while a group of non-
moving people close to a bus stop indicates a perfectly normal situation. When
persons cross a road, the location of a zebra-crossing indicates a regular road
crossing, while a dangerous road crossing may require the attention from an
operator. Signs can also indicate areas that are forbidden for pedestrians, or many
other situations. Semantic region labeling can indicate roads, zebra-crossings and
other important areas. Additionally, region labeling helps to filter and decrease
false group behavior or traffic sign detections (for example, vegetation region
(trees) should not contain any group detections). Our proof-of-concept system
contains three components: (1) a group detection algorithm, to track the movement
and any splits/merges of groups of people, (2) a traffic sign detector, and (3) a
region labeling algorithm. Finally, an event-level decision engine interprets the
output of these algorithms and decides when an alarm needs to be initiated, see
Figure 11.8 for an overview of the system.

B. Human Group Analysis
The applied group detector is based on exploiting detailed motion informa-
tion [196], which is then upgraded for group behavior analysis. More specifically,
our group detector extracts and monitors the transformation of motion blobs
in video sequences. Motion is sampled both spatially, where every regular cell
is overlaying the spatial grid of the frame, and temporally, over a frame inter-
val in the video sequence. In order to classify group events, the consistency of
group behaviour is assessed by finding spatial blob matches between frames and
checking whether the matching record is continuous over a substantial number of
frame intervals. The motion blob is later given a higher semantical meaning, when
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Figure 11.9 — Block diagram of the group detection system

heterogeneity of motion appears and persists within the blob. Motion blobs are
analyzed in detail by the optical flow algorithm [196]. Heterogeneity of motion
occurs when a part of the blob’s optical flow field deviates from (or is incoherent
to) the motion of the rest of the blob. Such content is referred to as incoherences or
incoherent blobs. The diagram in Fig. 11.9 gives an overview of the entire processing
chain of our system from motion blob formation to event classification.

Motion Extraction and Characterization: For motion extraction, the video frame is
spatially overlaid by a grid of square cells, each cell being 10×10 pixels. The centre
of each grid cell (referred to as a grid point) becomes the sample point for motion
estimation. Motion estimation is performed by the OpenCV implementation of the
Lucas-Kanade optical flow algorithm [196]. Optical flow is estimated between two
individual frames which are temporally separated by an interval of 2-5 frames.
While every grid point results in a displacement vector, most of those lie outside
the range of relevant magnitudes. Grid cells exhibiting irrelevant displacements
(empirically determined and defined as displacements of < 2 or > 30 pixels) are
set to zero. These irrelevant displacements are either (nearly) stationary points,
mistakes of the optical flow algorithm, or noise. The displacements are smoothed
by a wide (11×11 grid cells) Gaussian kernel, see Figure 11.10(b). Smoothing of the
optical field to extract motion trends is a common technique from the research on
fluid dynamics modelling[197]. Based on spatial locality, the remaining grid cells
are formed into motion clusters, also referred to as parent (motion) blobs. This is
done by extracting the outer contours of the active grid cells, see Figure 11.10(c).
Some post-processing is added to confirm the group existence after the motion
analysis, which is not further discussed here. For a more detailed description we
refer to [21].

C. Region labeling
Context-based region labeling in a video will contribute to accurate semantic
understanding of the video, for example, a better understanding of the group
behavior in a scene. In this section, we briefly summarize the fast region labeling
approach from [21], as a supporting technology to provide context for the event
in a scene. The region labeling system is based on several features, such as the
vertical position in the image (e.g. sky at the top), the coverage of a certain part
of the color space and the occurrence of distinct textures. The labelling classifies
six types of regions: sky, vegetation, road, water, construction and zebra-crossing.
The algorithm contains three stages, as depicted in Figure 11.11, and is further
detailed briefly below.
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(a) (b) (c)

Figure 11.10 — Step-by-step motion extraction. (a) Raw optical flow estimate with grid-based
spatial sampling. (b) Filtered optical flow estimate. (c) Filtered optical flow after smoothing with a
wide Gaussian kernel.
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Figure 11.11 — Block diagram of the region labeling approach.

• Stage 1: Region segmentation. In our system, the basic idea is to combine
the image segmentation with the region classification technique. Instead of
labeling each region directly at the pixel level, we first divide the image into
several regions with uniform color (or texture), which sufficiently considers
additional assumptions on the color continuity discussed later.

• Stage 2: Region analysis. In this step, global and local features of each seg-
mented region are extracted.

• Stage 3: Classification. This classification is divided in two aspects: Multi-SVM
for each class of regions and statistical model processing for confirming the
region label. This aspect requires that a region is assigned a label when
the percentage of positively classified pixels is higher than a predefined
threshold.

Region segmentation: This stage is based on an efficient graph-based segmen-
tation, acting as a pre-processing step, to achieve two objectives. First, it should
enable to distinguish each region from other objects. Second, the segmentation is
implemented as a fast algorithm to support real-time operation. The basic idea of
the graph-based method is that pixels within one region are closer in color space
than pixels from different regions [198].
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Region analysis: feature extraction: For labeling, it is sufficient to use only local
features such as color and texture. However, when classes have similar characteris-
tics (overlapping classes), complications arise. These complications can be solved
by using spatial context as an additional feature. Here, this context involves the
vertical position of the regions in the image, e.g. the sky tends to be at the top of
the image and the water at the bottom.

Object classification approaches: After analyzing and segmenting the image, we
proceed to obtain the labeling results. The labeling is performed by a classification
system based on an off-line trained SVM. See [21] for more details.

11.3.5 Experimental Results: Use Cases
A. Scenario 1: Illegal Parking Detection
To test our proof-of-concept of an Illegal Parking Detection system, several videos
were recorded at a parking lot with regular parking places and parking places for
the disabled. In the video, an actor parks at a regular parking place as well as at
the parking place for the disabled at another moment. To correctly match detected
cars to detected signs, a limited amount of 3D information is needed, such as
camera height and angle and the angle of the parking lots to the camera, which
are entered during the setup of the system. The traffic signs are mostly detected
and classified correctly (some misclassifications occur due to low resolution and
camera interlacing artefacts). The license plate of the car is detected and as soon
as a person exits the vehicle, the PTZ camera starts tracking the person until he
leaves the field-of-view of the camera. Some screenshots of a the processed video
can be seen in Figure 11.12. This illegal parking has been repeated multiple times
to evaluate any possible failures which were not found for this experiment.

B. Scenario 2: Outdoor group behavior analysis
The proof-of-concept group behavior analysis system consists of the human group
analysis system for detecting the groups and motion-level group events. The
context information is supplied by the traffic sign detection and classification
system and the region labeling algorithm, see Fig. 11.8. The outputs of these
algorithms are analyzed by a decision engine that can analyze the group behavior
at a scenario level. The system is tested with recorded videos in an outdoor setting,
containing several acted scenarios. In such scenes, groups of people cross a road
(the road in the video is not busy, but could be) either at the zebra-crossing or
at other, dangerous places. The zebra-crossing is found by means of the traffic
signs that are detected at each side, as well as by the region labeling algorithm.
In another scene, a fight breaks out and a group of people gathers around it. A
contrasting scene shows a group of people gathering at a bus stop, where the
bus-stop sign is recognized by the traffic sign detection and classification system.
A different set of scenes shows groups of people that suddenly disperse in panic,
and this situation is detected by analyzing the sudden high-speed dispersion of
the group. Several screen shots of recorded scenes are shown in Figure 11.13.
The described scenario was re-played and captured several times to increase the
dataset.
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Figure 11.12 — Screenshots of a video demonstrating the proof-of-concept illegal parking detection
system. The image sequence should be interpreted in a row-by-row fashion.
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(a) (b)

(c) (d)

(e)

Figure 11.13 — Screenshots from various scenes of the group behavior analysis system. (a) Regular
zebra crossing. (b) Illegal group crossing. (c) Spectators gathering at a fight. (d) People gathering at
a bus stop. (e) Group panic due to a car approach.

11.3.6 Discussion
There is a clear issue that emerges with such detailed scenario event and analysis
systems as described in this section. This issue is involved with the determination
of the performance of such context-supported scenario analysis. The difficulty in
the performance analysis appears to have both practical and theoretical aspects.

A practical consideration for the broad testing and evaluation is the lack of
sufficient availability of test material that allows such context-supported event
analysis. Ideally, many sequences of recorded surveillance videos are required
for a proper evaluation, containing the events of interest. We have solved this
by playing the scenes with a group of actors at our university premises, thereby
solving privacy issues as well.

In the case of context-based event analysis systems, it is inevitable that the
system consists of several components. These components are employed to detect
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different contextual clues, while only one decision engine will interpret the de-
tected contextual clues and decide if an alarm needs to be raised. The context and
foreground object analysis subsystems are typically optimized for their primary
purpose which can be well optimized due to the availability of sufficient test ma-
terial. An interesting question that arises from this consideration is to what degree
the performance of the overall system can be predicted, based on the well-known
performance of the individual subsystems. Intuitively, it seems natural to assume
that if the subsystems can each be shown to work well, the system as a whole
should also execute with adequate performance. However, it is interesting to pre-
dict this performance when the performance figures are well defined/measured.
This question is a new and challenging topic for further research. A related issue
for the overall performance analysis is knowledge about the correlation versus
independent behavior of failures (false positive detections or missed detections)
in individual components and their influence on the overall performance. For
example, failures in detection can be caused by poor weather conditions and sud-
den occlusions. Sometimes, robustness can be improved by analyzing and adding
more context information. For example, in our zebra-crossing scenario, the zebra
can be detected by the region labeling algorithm as well as by the traffic sign
recognition subsystem, which can find the signs located at each side of the zebra.
This redundancy means that a missed detection in one of these subsystems does
not necessarily lead to a reduction in overall system performance, as long as the
errors do not occur in a correlated fashion. The above discussion clearly indicates
that further exploration of the performance behavior for this kind of composed
systems is useful and interesting.

11.4 Conclusions and summary
This chapter has presented two different applications: (1) a privacy preservation
application and (2) a proof-of-concept surveillance camera monitoring system.
Below, the most important findings and conclusions are briefly elaborated.

11.4.1 Privacy Preservation
The presented privacy preservation system is applied to blur both faces and li-
cense plates. The detector component described in earlier chapters is completely
reused to accomplish this task. In order to improve the accuracy of the detector,
a method has been proposed to allow the detections of multiple sub-detectors
to be combined to form a single detector based on a joint optimization of sub-
detectors. The method is based on the greedy optimization algorithm to optimize
the threshold settings of all sub-detectors in an iterative process to obtain good
overall performance across the full precision-recall range.

Two experiment on datasets of 1,620 and 4,238 images show that for face de-
tection, the results are sufficiently good to significantly enhance the efficiency of
a manual annotation process, but not yet good enough for completely automatic
operation. This conclusion is not surprising, as it is known that work on face de-
tection and license plate recognition is still ongoing and have become application
fields on their own.
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A. Review of the system requirements
Concerning the system requirements stated in Sect. 11.1.1, we conclude the fol-
lowing.

• Accuracy: The experiments have shown that for face detection, the obtained
accuracy is not sufficient for a completely automatic detection process. This
shortcoming is explained by the difficulty of the case: any missed positive
face detection will degrade the privacy of that person, so that this case is
more critical in performance requirements than the detection of traffic signs.
However, it is still a valuable tool to significantly improve the efficiency of
a manual annotation process. This is motivated by the performance curves
which indicate that at 70% recall, the detection precision is in the order of
80%. This means that many faces with a similar percentage will be detected
and blurred accordingly.
• Robustness: From qualitative observations, the detector seems to be fairly

robust against the wide variety of human appearances that occur in the
dataset. This statement is based on the large variety of our dataset where
multiple people can be found with different viewpoints and poses.
• Large scale: Since the earlier developed detection algorithm is reused with-

out any significant changes, an efficient implementation is available (see
Chapter 4). This enables a relatively straightforward large-scale application.

B. Conclusion
For the privacy preservation application, it makes sense to reuse the detection com-
ponent that was described in earlier chapters. The proposed method to combine
multiple sub-detectors has shown to significantly improve the overall detector
performance. However, despite this improvement, the detection performance is
insufficient for fully automatic system operation, due to the risk of missed detec-
tions.

11.4.2 Analysis of dangerous traffic situations
A key objective of the ViCoMo project is to evaluate the use of contextual infor-
mation to improve scene understanding along with use of conventional object
detection and tracking systems. We have reported on two complex scenarios
where contextual information is essential for decision making to achieve seman-
tic understanding in surveillance video. Finally, a proof-of-concept system has
validated these scenarios.

In the parking-lot surveillance scenario, an automatically controlled PTZ cam-
era detects and tracks persons and identifies illegal use of specific parking places.
Context is provided by the traffic sign detector to detect the signs for specific
places. In this scenario, the traffic sign detector is also used to detect the license
plate on the car so that illegal parking on specific places can be detected when the
user is not registered.

In the group behavior scenario, groups of people perform various actions,
which are better understood by the system when using contextual clues. The
groups of people and motion-level group events are detected with a human group
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analysis system. The contextual information is provided by a traffic sign detection
and classification system, and a region labeling algorithm. Using the contextual
clues, the system is able to distinguish between people crossing a street at a zebra-
crossing and people crossing the street at a potentially dangerous location. In
other scenes, the system is able to distinguish a group gathering with potentially
suspicious behavior from a group of people regularly gathering at a bus stop.
Finally, the system is able to detect a panic situation in which the group rapidly
disperses because of an approaching car. We have created and reported on two
proof-of-concept systems to illustrate examples of how contextual information
can be exploited to improve scene understanding with extensive testing.

Although the individual components of our complex scenarios are broadly
tested on multiple datasets, we are aware that the number of experiments at the
scenario level is quite limited. This is mainly due to the lack of test material and
broad availability of such material. Therefore, we captured a set of events played
by actors. With this realistic but limited dataset, positive detection results could
be obtained. This positive result is partly explained by the considerable testing
of the individual components. Another conclusion is that context information is
not very complicated to exploit for surveillance videos, while it adds significant
value to the automated surveillance analysis. We are one of the first to report on
automated scenario analysis that was not earlier possible. This brings surveillance
analysis to a higher level, while improving the reliability of the video analysis at
the scenario level.

As already mentioned, possible extensions are in adding additional types of
contextual information (e.g. cars, traffic lights, etc.). Additionally a learning-based
reasoning engine may be developed that can recognize unusual events, based on
statistics of previously observed events. Moreover, the development of objective
performance metrics for such complex scenarios are an essential part of future
research.

A. Review of the system requirements
With respect to requirements we conclude the following.

• Integration: The outputs of each of the individual modules are supplied to
the high-level decision module to enable context-aware decision making.

• Real-time processing: The described traffic situation analysis module is a
proof-of-concept system, and therefore implementation efficiency was not a
primary concern. To achieve a real-time system, more tight system integra-
tion and further optimization is necessary. No fundamental limitations were
found.

• Video: The created system is able to process video streams, however as
mentioned previously, not yet suited for real-time operation.

• Limited image quality: The image quality was empirically shown to be
high enough to achieve the objectives of the proof-of-concept system.

• Verification and validation of algorithms: As previously discussed,
rareness of material and privacy issues constrain the availability of test
material. This means that for verification at the scenario level, we have to
rely on self-recorded sequences depicting acted scenarios.
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B. Conclusion on dangerous situation analysis
The proposed proof-of-concept system demonstrates that contextual information
can provide valuable clues for automated scenario-level analysis of surveillance
video. Using such a high-level analysis can significantly improve the efficiency of
human operators. Although the individual system components were well tested,
it was a challenge to obtain a suitably large dataset and validating the overall
system.

11.4.3 Concluding remarks
In this chapter, two different applications that are not related to surveying were
discussed. For both approaches, we have aimed at reusing the components that
were designed for traffic sign recognition purposes. In both scenarios we have
found that this reuse saves a significant amount of time and effort, which allows
us to create a solution quickly. However, for both applications it is fair to conclude
that a better optimized solution could be found if that solution would be newly
created. In the privacy preservation application, the detector performance that is
achieved for face detection is not sufficient for fully automatic system operation.
In the dangerous traffic situation analysis application, a more efficient implemen-
tation can be made by exploiting the time correlation between the subsequent
video frames of the surveillance video. Despite these reservations, in both cases
a significant amount of effort can be saved by using the algorithms in a partially
automated process, where human operators use the algorithmic output to work
in a more efficient way.

When looking back on the special experiments of this chapter, it is striking
to consider that the value of the special applications brings a new concept to the
foreground: the inference from context information. When designing the traffic
sign recognition system, this concept has not been used. However, it could very
well be that the TSR system would benefit from such information in multiple ways.
For example, sign information can augment to the detection of road markings,
especially when they are related to the occurrence of particular traffic signs. The
mutual relationship between markings and signs will enhance the reliability of
the detection. Similarly, certain traffic signs are typically used in conjunction with
other traffic signs, so that the occurrence of one traffic sign augments the reliability
of the other sign (and vice-versa). This concept is clearly interesting for future
research.
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The concluding chapter of this dual thesis summarizes the contributions of each
chapter, and provides answers for the research questions posed in Chapter 1. This
chapter then addresses the remaining open issues, and will end with an outlook
on the automated surveying of street assets from street-level panoramic images.

12.1 Conclusions of the individual chapters
Chapter 2 has provided a technical introduction to the traffic sign surveying

problem studied in this dual thesis. This introduction starts with an overview of
the specifications of the employed source data and the definitions of the Dutch
road signs. Afterwards, high-level system requirements are formulated to support
the design of a TSR system that is both suitable for the large-scale surveying of
road signs in semi-automated contexts and adjustable to different sign definitions.
Therefore, these specifications not only focus on inventory performance, reliabil-
ity prediction and large-scale execution, but also on genericity and extensibility. The
chapter continues with a high-level system overview of the desired TSR system,
which consists of four functional modules: (1) detection, to retrieve the signs from
the images, (2) 3D positioning, to acquire the 3D position of each traffic sign, (3)
categorization, to identify the meaning of each positioned sign, and (4) reliability
prediction, to predict if this categorization result is likely correct.

The chapter additionally provides a high-level, conceptual overview of visual
object recognition systems, of which the detection and categorization modules listed
above are examples. This overview starts with detailing a number of fundamental
components typically included in such systems. Then, the chapter describes the
integration into a complete visual recognition system for two popular algorithms:
the HOG detection system and the BOW categorization system.

Chapter 3 has considered the automated detection of traffic signs in images.
A detector was presented based on the Histogram of Oriented Gradients (HOG),
which consists of four components: window scanning, feature extraction, classifi-
cation and detection merging. Several modifications are introduced to increase the
suitability of this algorithm. (1) Special care is taken to correctly detect and merge
signs at the left-right boundary or the half-spherical images. (2) The normalization
function is improved based on observed false detections. (3) Detection of small
signs is enabled by using a small detection window and by upscaling the image
prior to detection.
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Several different methods to include color information into the detector have
been evaluated. The first approach is to extract features independently from multi-
ple color channels and append these into one large feature vector. A comparison of
several different color spaces has shown that CIELab and CIELuv provide the best
overall performance, with normalized RGB being a close contender. In addition,
two color transformations have been proposed to further improve the detection
performance. The first is based on a Gaussian Mixture Model, trained on traffic
sign images. The second transformation is based on a custom color transformation
that exploits commonly occurring colors of traffic signs as prior knowledge. It
has been shown that the second proposed transformation further improves the
performance compared to the CIELab and CIELuv color spaces. Especially on
classes where CIELab and CIELuv show weak performance, the performance gain
is significant.

Chapter 4 has proposed an efficient implementation of the detector algorithm
that was described in the previous chapter. The objective is to reduce the com-
putational load while having minimal effect on the generated detection results.
The proposed approach is based on integrating the HOG transformation and the
SVM processing. The concatenated sliding window and classification stages are
jointly optimized in several steps leading to a new architecture. First, we recog-
nize that the combination of the sliding window and a linear SVM classifier is
the same as a normal image filtering operation. Second, we perform this filter-
ing operation in the frequency domain, to increase the efficiency of the involved
computation and implementation. Third, instead of recalculating the frequency
domain representation of the SVM kernels, these are cached in working memory.
By additionally implementing the frequency-domain processing on a tile-by-tile
basis, a large number of FFT operations can be eliminated. This leads to a factor of
15 reduction in the number of required FFT operations, compared to the direct FFT
implementation. Furthermore, the memory usage of the detector component be-
comes independent from the resolution of the input image, which is attractive for
future resolution upgrades. Experiments show that the system scales significantly
better with respect to both the number of appearance classes and the number of
feature maps, and the computation time of the proposed algorithm is insensitive
to the kernel size. For a typical configuration of 20 classes and 48 feature maps,
the processing time is reduced by a factor of 5.3. When jointly executing all of the
feature extraction and detection components in the benchmark, we have found
that the overall processing time reduces by 28%.

Chapter 5 has focused on the categorization of detected traffic signs, aiming at
the retrieval of the meaning of each sign detection. The presented categorization
methodology follows a similar generic and learning-based fashion as the sign
detection component. The categorization algorithm is based on the popular Bag
of Words (BOW) approach, which identifies objects based on their decomposition
into a dictionary of key patterns. This BOW-based approach is then extended
with structural features, as such combined categorization is found to outperform
the individual methods. A performance-efficiency trade-off of the key processing
steps is performed. The found combined approach attains categorization accura-
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cies between 96%-99% for the main sign appearance classes. This result is quite
accurate, provided that our datasets feature large visual intra-category variations
and several sign classes include categories with custom symbols, arrows and text.
Additionally, the categorization performance is assessed on two publicly avail-
able datasets. A comparison with two publicly available datasets reveals that the
proposed approach attains a comparable categorization performance w.r.t. other
state-of-the-art approaches.

This chapter also investigated a data collection strategy for the creation of the
training sets. This is highly relevant because the very unbalanced occurrence of
traffic signs complicates the collection of large, balanced datasets. The proposed
strategy advises a dataset size of 700-800 samples per category, where the pres-
ence of categories with much lower amount of samples does not influence the
categorization performance of other categories. The latter is an important finding,
as this creates the possibility to grow the datasets iteratively over time.

Chapter 6 has investigated the categorization of positioned 3D signs, which
consist of a number (≥ 3, typically 4-5) of sign detections. Based on multi-view
analysis, this multi-view categorization system starts with the estimation of the
sign-orientation angle. Since signs may be placed back-to-back with signs at both
sides, this angle is then used to determine which detections belong to each driving
orientation. For each side, the sign category is extracted, using weighted voting
over the categorization results of the individual detections. The employed weights
provide a model for the expected categorization accuracy, such that detections
that are expected to be more accurately categorized, are assigned a higher weight.
Quantitatively, this methodology is able to categorize correctly 97.3% of the posi-
tioned 3D signs, where the weighted voting approach contributes to a reduction of
about 30% of categorization errors, compared to straightforward majority voting.

Chapter 7 has extended the multi-view categorization system with reliability
prediction, which aims at indicating the expected correctness of the obtained cate-
gorization results. This functionality first estimates the reliability of the individual
categorization result of each detection, and then incorporates these predictions in
the sign-type retrieval procedure. The chapter compares two different methods
for determining the reliability of a categorization result: verification of the catego-
rization result using Template Matching (TM) and analysis of the scores returned
by the OvA categorization approach. The latter is found to be more accurate when
allowing very small percentages of categorization errors, and is therefore adopted.
Experiments have shown that over 80% of the correctly categorized positioned
3D signs are also predicted as correctly categorized. Besides this, the inclusion of
reliability prediction results in a 44% lower categorization error rate. This enables
selective and directed manual quality checks focused on the signs that are pre-
dicted to be categorized incorrectly, which reduces the number of manual quality
validations by almost a factor 5.

Chapter 8 has discussed the integration of the presented detection, positioning
and categorization algorithms into a complete TSR system. This system consists
of a processing pipeline with three consecutive stages, where each stage operates
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on the data generated by the previous stage, and communication flows through a
central database. This architecture forms a scalable system, of which an arbitrary
number of processing instances for each stage can be executed in parallel to boost
processing throughput. The TSR system operates within a distributed computing
environment and it is shown that 11 processing nodes are sufficient to process a
country with the size of The Netherlands in a single year (corresponding to the
capturing frequency). This finding is validated in a case study, which involved
the processing of 3.25 Million images within 3.5 weeks.

The surveying capabilities of the TSR system are investigated for the 10 most
common sign appearance classes, containing over 200 different sign types in total.
This validation has shown that over 95.5% of the road signs present in a geograph-
ical area are included in the generated database, from which 96.3% are correctly
categorized. Additionally, 98.5% of the signs have been successfully detected in
at least a single image. To efficiently improve the database quality even further,
a manual quality validation stage is proposed to selectively upgrade the survey-
ing accuracy, based on guidance from the TSR system. This validation involves
three aspects, focusing on potential missed signs, false detections and inaccurate
categorizations, which can all be performed on the automated processing results.

The chapter also explores the actualization of existing, out-dated surveys of
traffic signs. This task is approached by re-using the TSR system and filtering its
output to identify the differences between the existing database and newly created
inventory, such that these differences can be addressed manually. Such actualiza-
tion results in a factor 5 more efficient manual quality validation, compared to
surveying from scratch.

The previous system experiments show the successful implementation of
theTSR system, which satisfies the desired system requirements in terms of inven-
tory performance, extensibility, genericness, robustness, reliability indication and
execution efficiency.

Chapter 9 has explored the recognition of road markings as a logical extension
to the TSR system. This investigation enables the creation of combined traffic sign
and road marking databases, which provide a complete description of all local
driver signage.

The chapter proposes a road marking recognition system, which follows a simi-
lar architecture as the TSR system. This road marking surveying system starts with
the detection of the individual markings visible within each street-level image,
after which multi-view positioning is employed to create a geo-referenced road
marking database. The proposed marking recognition algorithm is designed in a
similar generic and learning-based fashion as with the TSR system. The detection
stage extends the common recognition pipeline with a contextual inference stage,
which involves the expected placement pattern of road markings to attain more
accurate recognition results. The resulting recognition pipeline consists of five
consecutive steps: (1) perspective transformation, (2) segmentation, (3) classifica-
tion, (4) contextual inference, and (5) placement model evaluation. Experiments
have shown that the novel contextual inference in the form of a Markov Random
Field contributes to higher accuracies in both recognition and positioning of the
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markings. On a large geographical region consisting of 420 km of road, the com-
plete road marking surveying system is able to generate road marking databases
with a completeness of about 85-92%.

As a second contribution, the chapter also investigates the benefits of combined
road marking and traffic sign databases, which are created by concatenating the
results of the TSR system and the road marking recognition system. This explo-
ration covers whether such combined databases are (1) more complete w.r.t. road
situations, and (2) useful for the checking of the consistent co-location of markings
and signs. Experiments show that that these combined databases are significantly
more complete for give-way and pedestrian crossing situations, since they allow
for the identification of 96% of the situations, compared to 70-90% for sign- or
marking-only databases. Regarding the validation of the consistent co-location of
traffic signs and road markings, our approach labels about half of the situations
as consistently signaled, reducing the manual effort for placement analysis by a
factor of 2.

Chapter 10 has investigated the recognition of street-lighting poles, which re-
sults in a proof-of-concept system for the automated surveying of lighting poles.
This system re-uses the system architecture of the TSR system, and consists of
single-image detection, followed by consecutive multi-view positioning. The system
exploits two different detection strategies, which concentrate on either the detec-
tion of the poles or the identification of lighting fixtures. The fixtures are detected
using the same HOG-based detector as used within the TSR system. The pole
detection algorithm aims at the identification of long, thin vertical objects, and
executed in parallel with the HOG detector. Both fixtures and poles are subject
to multi-view positioning, after which they are merged into a single database of
street-lighting poles. Experiments have shown that the presented proof-of-concept
system is able to identify over 90% of the present lighting poles, where combined
pole and fixture recognition reduces the amount of missed poles by about 40%.
The number of falsely identified poles is rather small, despite the relatively low
discriminative appearance of lighting poles.

Chapter 11 has presented two applications that are both unrelated to the sur-
veying applications described in earlier chapters: (1) a privacy-preservation appli-
cation and (2) a proof-of-concept surveillance camera monitoring system.

The privacy-preservation system is applied to blur both faces and license
plates. The detector component described in earlier chapters is reused to accom-
plish this task. In order to improve the accuracy of the detector, a method is
proposed to allow the detections of multiple sub-detectors to be combined to
form a single detector, based on a joint optimization of sub-detectors. The method
describes how to iteratively optimize the thresholds of all sub-detectors. Two
experiments show that for face detection, the results are good and significantly
enhance the efficiency of a manual annotation process. However, these results do
not yet facilitate a completely automatic operation.

The surveillance camera monitoring application has the key objective to eval-
uate the use of contextual information in order to improve scene understanding.
We have considered two scenarios where contextual information is essential for
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decision making, to achieve semantic understanding in surveillance video. First,
in the parking lot surveillance scenario, an automatically controlled PTZ camera
surveys a parking lot with both regular and disabled parking spaces, in order
to raise an operator alert when an illegal parking event at a disabled parking
space occurs. Persons are detected and tracked by the automatic PTZ tracking
system. Context is provided by the traffic sign detector to detect the signs indi-
cating both parking places, as well as the license plate on the car. When a person
leaves the vehicle, the person is automatically tracked by the PTZ camera until
leaving the scene. Second, in an alternative group behavior scenario, groups of
people perform various actions, which are better understood by the system when
using contextual clues. The contextual information is provided by a traffic sign
detection and categorization system, and a region labeling algorithm. Using the
contextual clues, the system is able to distinguish between people crossing a street
at a zebra-crossing and people crossing the street at a potentially dangerous lo-
cation. In other scenes, the system is able to distinguish a group gathering with
potentially suspicious behavior from a group of people regularly gathering at a
bus stop.

Although the individual components of our complex scenarios are broadly
tested on multiple datasets, we are aware that the number of experiments at the
scenario level is quite limited. This is mainly due to the lack of test material and
broad availability of such semantic-level material.

12.2 Discussion on the research questions
We will now evaluate the proposed algorithms and systems with respect to each
of the research questions posed in Sect. 1.6.2.

RQ1: Traffic sign detection
RQ1a: Is it possible to create a traffic sign detection algorithm that locates traffic signs

in individual panoramic street-level images, while not requiring algorithm changes for
supporting new sign categories?

Chapter 3 has described a traffic-sign detection algorithm based on the popular
Histogram of Oriented Gradients (HOG) approach, and consists of four compo-
nents: window scanning, feature extraction, classification and detection merging.
It was shown in extensive experiments on our dataset of 45,250 high-resolution
images containing signs from more than 10 appearance classes that this detector
is able to successfully locate traffic signs in individual images in a highly accurate
manner. The detector is based on machine learning, which is trained using a col-
lection of example images. In order to add support for a new sign category, it is
sufficient to provide example images depicting the new category. It was empiri-
cally found to exploit at least 100 training samples per new sign category, although
this depends on the amount of variation within the sign category. We consider
this extra training per sign quite feasible for real application.
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RQ1b: As color is a prominent feature of traffic signs, what is the best way to utilize
color information in a traffic sign detection algorithm?

Various different approaches to utilize color information in the detector were
explored in Chapter 3. Features can be extracted from each channel of the color
space, and these features can be concatenated into a single large feature vector.
This approach can be performed on images represented in any color space and
therefore, the detection performance was explored for 10 different color spaces,
including two suggestions from related literature. In addition, two color trans-
formations were introduced that were specifically designed to exploit our prior
knowledge about the specific colors that occur in traffic signs. The first transfor-
mation is to train a Gaussian Mixture Model (GMM) on training images of traffic
signs, in order to learn common colors that occur in traffic signs. A simpler second
transformation is to describe each pixel by a set of distances in color space from the
reference colors that occur in traffic signs. This second transformation performed
from the CIELab or CIELuv color spaces has been proven to yield the best overall
performance for traffic sign detection.

RQ1c: Can a detection algorithm based on RQ1a and RQ1b be implemented with
sufficient efficiency to enable large-scale processing of images at a country-wide scale,
while using limited computational resources?

Chapter 4 has disclosed that the detector is the most computationally demand-
ing component of the TSR system. A high efficiency in computation was obtained
with the following measures. The window scanning and classification components
are jointly implemented and optimized with a new algorithm, by recognizing that
this combination is identical to image filtering. On top of this, this filtering can be
implemented in the frequency domain. When implementing SVM in the fequency
domain, it was found that the data representation should be kept in system mem-
ory for the whole operation. This was solved by splitting the filtering operations
into multiple smaller filtering operations using the overlap-add method. This al-
lows to keep the SVM kernels in their frequency domain representation in system
memory indefinitely, which eliminates a large number of frequency transform
operations. Almost all of the inverse transformations can be eliminated by per-
forming the additions in the frequency domain. The total optimization results
in an efficiency gain of a factor 5.3 for the settings used in our traffic sign detec-
tor. With the new algorithm, a severe reduction in computation was successfully
reached, without sacrificing detection performance.

RQ1d: Provided that multiple sub-detectors are used in cases when intra-class varia-
tion is too large for handling with a single detector, how can multiple independent detection
algorithms be combined to form a joint single detector?

In Chapter 11, a method to combine multiple sub-detectors into a single jointly
optimized detector was developed, since the HOG approach does not apply well
to classes with a large amount of intra-class variance. For such a class, the training
samples are split into smaller sections (e.g. different poses), where a separate sub-
detector is trained for each section of the training set. Furthermore, our method
proposes a way to jointly set the thresholds for each of the sub-detectors such
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that the overall detection performance on a separate tuning dataset is optimized
in a greedy fashion. This process has a few drawbacks. First, due to the greedy
optimization process there is no guarantee that the final results represent a global
optimum. Second, this process is not suitable for large numbers of sub-detectors,
as this will cause over-fitting on the tuning dataset. Despite these drawbacks, it
was found that the performance gain compared to a single detector was significant
for our application. The new method would benefit from more experiments on
other detection tasks, to validate the general nature of the solution.

RQ2: Traffic sign categorization
RQ2a: Is it possible to design a categorization system that is re-usable for all vari-

ous sign categories, while maintaining a rather constantly high categorization accuracy,
thereby avoiding algorithmic redesigns prior to application to different sign appearance
classes?

Chapter 5 has focused at the categorization of detected traffic signs, i.e. as-
signing each sign detection a sign type, so that its semantic meaning is identified.
The first step is based on the sign appearance class, that is defined by the outer
shape and color of the sign, which is found by the detection algorithm. In the
second step, the real categorization then involves the selection of the correct sign
type from the available options in the sign appearance class. This selection is
implemented with a generic and learning-based categorization algorithm, which
operates in an identical fashion for each appearance class of interest (except for
the usage of class-specific training data). This approach is motivated by the high
number of sign types (each sign appearance class consists of tens of categories),
and the desire for reuse of the algorithm in different countries. At the algorithmic
level, we employ a combination of BOW and structural features (SIFT-based),
which outperforms both individual techniques for all evaluated sign appearance
classes. The genericness and re-usability of this approach have been evaluated for
both our in-house datasets representing the 4 sign appearance classes with the
largest number of contained sign categories, as well as for two public datasets.
Despite the large diversity of traffic signs, the same algorithm could be applied to
all sign types, while offering a high categorization performance between 96% and
99%. Moreover, the combination of BOW and SVM appears beneficial for all sign
classes.

RQ2b: How many samples should be gathered for each sign category to enable optimal
training? Furthermore, do categories with intrinsically low cardinality negatively influ-
ence the categorization accuracy, and if so, should they be left out, or can they be included
within another category without penalty to enable recognition of at least some instances
of such categories?

This research question addresses the construction of datasets for the training
of the categorization system. This is a highly relevant aspect, since the gathering
of significant amounts of training samples is a time-consuming and thus costly
activity. Furthermore, the highly unbalanced occurrence distribution of traffic
signs further complicates dataset creation. In Chapter 5, the relationship between
training sample cardinality and categorization performance is investigated, where
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it is shown that the categorization accuracy saturates after around 700-800 samples
per category. Furthermore, this investigation indicates that the addition of smaller
number of training samples for infrequently occurring sign categories does not
negatively influence the categorization performance. This is an important find-
ing, since this allows for the iterative generation of training sets. New training
samples can be added during inventory generation without impact on categoriza-
tion performance, resulting in a steady decrease in the number of encountered
categorization errors.

RQ2c: How can we combine the categorization results of multiple detections of the
same sign to retrieve the sign type of an already localized and detected road sign? (3D
positioned sign)

Chapter 6 has investigated the categorization of positioned 3D signs, which
consists of a set of detections, each representing the same physical sign, but cap-
tured from a different distance and viewpoint. This categorization task is challeng-
ing because of the large distance between two succeeding pictures. This implies
that the sign type should be derived from limited statistics only. Further limita-
tions are that detections may be found in images captured from significant dis-
tances, or the sign is only visible from very skewed viewpoints, while there may
be additional feature distortions such as compression artifacts, partial occlusions,
reflections, non-ideal bounding box positions, etc.

For this challenging case, the adopted categorization algorithm is based on
weighted voting over the categorization results of the individual detections, us-
ing weights that are correlated with the expected categorization accuracy. These
weights incorporate two main features: (1) the capturing-to-sign distance and (2)
the estimated difference w.r.t. a frontal viewpoint, as detections from closer by
are captured at a higher resolution, and signs captured from a more-frontal view-
point feature less distortions. Compared to majority voting, this approach lowers
the amount of miscategorized signs by about 30%, showing that viewpoint and
capturing-to-sign distance are indeed correlated to the expected categorization
accuracy. This weighting function is further refined in Chapter 7, which explores
reliability prediction of the categorization results as a novel additional extension.
It is proposed to also incorporate this reliability estimate in the weighting function
as a third aspect, which has resulted in an additional reduction of categorization
errors by about 40%. This also implies that the expected accuracy based on the
estimated capturing-to-sign distance and viewpoint deviation does not always
coincide with the measured accuracy based on the reliability prediction stage,
which is explained by e.g. occurring partial occlusions and reflections.

RQ2d: Is it possible to estimate the reliability of the categorization results, such that
the manual interventions can be guided to the likely incorrectly categorized samples for
selective quality control?

Chapter 7 has proposed a technique for the prediction of the reliability of the
categorization results, which benefits both the categorization accuracy as well as
the semi-automated quality validations. This approach does not only significantly
lower the number of manual quality validations, but it also allows for the ordering
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of signs based on the likelihood of correct categorization, which boosts the rejec-
tion of false positives when using specialized tooling. Although this addresses the
reliability of the computer vision part of the system, it should be noted that this
ignores inaccuracies on other sign attributes (like position, orientation angle, etc.),
implying that additional reliability estimators can further contribute to powerful
reliability prediction, beyond the scope of computer vision algorithms.

RQ3: Traffic sign recognition system
RQ3a: How can we design a TSR system using the above-described detection and

categorization stages in a scalable way, suited for large-scale, automated road sign recog-
nition?

Chapter 8 of this thesis has presented a complete visual recognition system for
the automated surveying of traffic signs. This TSR system integrates the presented
detection, positioning and categorization algorithms, and operates within a dis-
tributed computing environment. The system consists of a processing pipeline
with three consecutive stages. Each stage operates on the data generated by the
previous stage, where data communication flows through a central database. This
architecture implies that each task is independent of each other, and eliminates
dependencies between processing tasks. Together with data partitioning via the
central database, this allows for the execution of an arbitrary number of processing
nodes per stage, resulting in a scalable system with easy task management and
enabling parallel execution. The scalability of this architecture is shown in a case
study, where the TSR system processed 3.25 Million images in 3.5 weeks using a
network consisting of 240 processing cores.

RQ3b: How can the TSR system be used in a semi-automated fashion to produce high-
quality road sign inventories and is it possible to concentrate the manual intervention on
the most likely system errors in automated way?

The designed TSR system supports 182 different sign categories, and creates
traffic sign databases that are 95.5% complete and 96.3% correct. Because higher
accuracies are required for certain professional application fields, we have pro-
posed a manual validation stage. This quality validation stage consist of selective
performance improvements which involve applying sign-specific quality checks
to selective situations, as identified by the TSR system. The results in a proposed
validation stage consisting of 3 subsequent steps: (1) validation of the sign type,
(2) rejection of falsely identified signs, and (3) the addition of missed signs. Each
of these validation steps is conducted on a selective part of the automatically
created output of the TSR system, and consists of a relatively simple action, which
can be efficiently performed with specific tools. This workflow enables surveying
with accuracies around 98.5%, and is comparable with fully manual surveying
accuracies.

RQ3c: Is it possible to exploit the TSR system for the (semi-)automated actualization
of existing, out-dated road sign surveys, so that actualization can be performed more
efficiently than re-surveying?

The actualization of existing, out-dated traffic sign databases is approached by
adding a post-processing stage to the TSR system, which compares the newly cre-
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ated database with the existing, out-dated database, in order to directly identify
the possible changed situations. These changes are then addressed by a man-
ual quality control process, which is specifically designed for such actualization.
This is about 5 times more efficient than using the TSR system to create a survey
from scratch. While technically more complex solutions definitely exist, the pre-
sented post-processing approach clearly shows that semi-automated actualization
is feasible and even in this simple form, already significantly more efficient than
re-surveying.

RQ4: Extensions for other applications
RQ4a: Can the Traffic Sign Recognition (TSR) system easily be modified or extended

for the recognition of road markings?
Chapter 9 has focused on the recognition of road markings, where the TSR

system serves as a starting point. After a quick exploration, we have found that
road markings and traffic signs differ significantly on various aspects, such that
the recognition algorithms used within the TSR system will likely yield subop-
timal results. Therefore, we have decided not to adhere to the existing recogni-
tion algorithms, but instead develop a custom methodology based on the road
marking recognition pipeline commonly employed in literature. However, these
algorithms are developed with the same genericness and extensibility aspects
beared in mind, as used within the TSR system. This results in a similar learning-
based approach, capable of the recognition of several marking types using the
same algorithmic steps. Furthermore, we have also re-adjusted the positioning
algorithm used within the TSR system to the specific case of road markings. This
algorithmic pipeline is implemented in a road marking recognition system, where
we have adhered to the existing architecture of the TSR system. As a consequence,
this recognition system starts with single-image detection, followed by multi-view po-
sitioning. This architecture enables the re-usage of the same distributed computing
processing framework, task management and database infrastructure. Therefore,
we have achieved rapid deployment of the proposed proof-of-concept system for
larger-scale application, allowing for (1) extensive performance evaluations and
(2) experimenting with combined traffic sign and road marking databases.

RQ4b: Can a similar system design be applied to the (semi-)automated surveying of
street-lighting poles?

This thesis has additionally explored the recognition of street-lighting poles
from street-level image databases. This exploration focused on the creation of a
proof-of-concept system by adopting the recognition algorithms and system ar-
chitecture from the TSR system. However, we have discovered that the difference
in nature between poles and signs demanded for a slightly different detection
approach. Therefore, a custom pole detector is designed for the identification of
thin, long, pole-like objects. This algorithm is executed in parallel with the HOG
detector from the TSR system, which focuses at the recognition of specific fixture
types. Both algorithms are embedded in a similar architecture as used within
the TSR system, where the independent detectors form the single-image detection
stage. The results of both detection strategies are positioned independently in
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the multi-view positioning stage, after which their results are combined to a single
lighting-pole database.

This hybrid detection and positioning approach has proven to significantly
improve the recognition accuracy, and improves the recognition accuracy by
about 40% compared to the usage of a single detection strategy. Numerically,
over 90% of the poles present in a geographical region are identified, which is
quite accurate, given the large variance in appearance and the non-discriminative
nature of many poles. Whereas our proof-of-concept system only features a sin-
gle pole and fixture detector, this recognition accuracy could be improved by
the inclusion of additional detectors for currently undetected pole and fixture
types. However, the broad and large variety in appearances complicates to obtain
ultra-high recognition accuracies, such that manual verification is foreseen as a
necessity to create professional-level accuracy lighting-pole databases.

RQ4c: Can the developed recognition technology be re-used for other tasks, such as
privacy preservation or similar high-level tasks, or to provide contextual information for
video surveillance?

Chapter 11 discusses the re-use of components of the TSR system for two dif-
ferent applications: privacy preservation and automatic scene understanding of
surveillance video. In the privacy preservation application, the developed detec-
tion algorithm was retrained to work on license plates and humans. In order to
deal with the large amount of intra-class variance, a scheme to jointly optimize
multiple sub-detectors was introduced for this purpose. The privacy preservation
application has more strict requirements for detection performance than the TSR
system. A person or car can be visible in many images, and a single missed detec-
tion can cause the person to be identified, which negates all of the other successful
detections in other images of that person or car. Due to this very strict performance
requirement, it is necessary to use a semi-automated detection process to ensure
the privacy of the depicted people. Despite this, the developed detector is still
a valuable tool to significantly reduce the amount of corrections that need to be
manually performed, thereby reducing costs.

For the scene understanding application using surveillance video, an experi-
mental prototype system was developed to investigate if contextual information
can provide useful clues to help interpret the actions and behavior of persons.
This experiment was performed using two scenarios: a PTZ camera that watches
a parking lot. Here, the contextual information helps the system determine if a
person illegally parks at a parking space for the disabled. The contextual infor-
mation consists of the presence of traffic signs to mark the parking spaces. In
addition, the detector is used to detect the license plates of the cars. The second
scenario involves automatic detection of pedestrians crossing the road at a dan-
gerous location, and gathering of persons which can indicate loitering, a fight, or
other situations that need security operator attention. The contextual information
consists of a region labelling algorithm to detect the road and detected zebra cross-
ing traffic signs, which indicate that persons cross the road at a safe location. In
addition, a detected bus stop sign indicates that a group of people gathering in its
vicinity, is a normal situation that would not require security operator attention.
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12.3. Outlook on surveying of road-side objects from street-level imagery

Although this is very original work, a significant problem with this work is
the privacy concerns that are associated with the collection and storage of large
amounts of surveillance video. In addition, the scenarios are rather specific, which
makes it very difficult to record a sufficiently large dataset that shows these events
often enough. For these reasons, it was chosen to record acted scenes that show
several variations of the desired scenarios. Unfortunately, this implies that the ex-
perimental validation of the system is limited by the limited size of the dataset and
the lack of realism in the acted footage. Therefore, the developed system should be
seen as a first experiment that shows the viability of the approach, not as a system
that is ready for real-world deployment. In order to further develop this concept
towards a real-world system, there are two problems that must be resolved: the
dataset should be significantly extended with more realistic footage and either
the number of scenarios should be increased to expand to more use cases, or a
more generalized reasoning system should be developed. One suggestion is to
collect statistics that describe normal movement patterns of persons in relation to
contextual objects, and detect when deviations from normal patterns occur.

12.3 Outlook on automated surveying of road-side objects
from street-level imagery

This dual thesis has presented both visual recognition algorithms and a com-
plete experimental system for the surveying of road signs from street-level pano-
ramic image databases in a (semi-)automated fashion. Furthermore, this thesis
has proposed proof-of-concept systems for the surveying of lighting poles and
road markings. These software systems are being applied in numerous survey-
ing projects, and contributed to significant efficiency gains, thereby additionally
proving the feasibility for and paving the way for implementing projects that are
by nature unattractive for manual surveying (e.g. because of their scale and/or
features of interest). Since technology is constantly evolving, we expect that (semi-
)automated surveying of traffic signs, road markings and road-side objects in
general will become even more reliable and efficient in near future, implying that
(semi)-automated surveying is likely to become more mainstream for the indus-
try and related services. Some important trends related to this technology push
are further detailed below. However, it is our opinion that the largest growth in
automated surveying will likely come from an increased demand for ultra-high-
quality sign and marking databases, as such databases will likely be required for
novel autonomously driving applications.

An ongoing future development comes from the continuous improvements in
sensor technology, which results in a steady growth in image resolution, higher
sensitivity and a possible reduction in capturing interval, leading to a better image
quality in general. We expect that this quality imporvement will significantly con-
tribute to the performance of automated surveying systems such as the presented
TSR system, since each object will be visible within significantly more images and
with a higher quality. This is likely to result in two main effects. First, without any
change in the detector accuracy, each sign will be retrieved from more street-level
images, since there are more opportunities to detect a sign, resulting in a higher
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detection score and reiliability. This implies that the impact of missing a traffic
sign is reduced. Since one of the key limitations of the presented TSR system
comes from the requirement that each sign is detected in at least 3 different im-
ages, we expect that this will significantly improve the percentage of signs that are
contained in the database as positioned 3D signs (the result of the second main
processing stage). Second, the higher resolution and improved image quality will
also enable more accurate recognition. Currently, the recognition algorithms are
tuned to also detect and categorize very small and distorted capturings of a sign,
in order to retrieve as much as possible signs with at least 3 supporting detections.
When signs are found in significantly more images, and detections typically have
a higher resolution and thus detail level, the algorithms can be tuned towards
these instances, leading to (1) more accurate recognition, and (2) a lowered false
positive rate.

Although the improvements in image sensor technology are certainly ben-
eficial for the recognition performance in surveying applications, it also poses
two additional challenges. First, the increase in resolution makes efficient imple-
mentations and algorithms more relevant because far more pixels and/or images
should be processed. Second, the growth in image resolution will likely influence
the manual quality validation procedures, as more and larger images have to be
handled. While we consider that semi-automated surveying is only minorily af-
fected, as recognition algorithms likely also perform better with higher resolution
images, the influence on semi-automated privacy preservation is expected to be
much larger. Since a single missed detection can cause a loss of privacy for the per-
son, inspections should be performed at full resolution. Since modern computer
screens have limited sizes for practical reasons, this implies that such inspections
should be performed in interative passes, either using tiled versions of the image,
or scanning over a zoomed-in version. For either solution, significantly more time
is required, which means that particularly for the privacy preservation application
the detection accuracy will become even more critical.

When looking somewhat further ahead, the use of individual photographs
will reduce and remote-sensing companies will instead create more large-scale 3D
representations of the environment, either using laser scanners or reconstruction
techniques. Although this seems a drastic change, it is likely that photographs
will still be used for the creation of the 3D reconstruction, and therefore, these
photographs can be used by the TSR system in the same way as currently. De-
pending on the accuracy of the 3D reconstruction and the type of application, it
may be attractive to switch to performing detection on the reconstructed surfaces
and 3D model, rather than the individual images. Particularly for road marking
recognition, it could be useful to use the reconstructed road surface, as this would
likely reduce problems caused by occlusion, non-flat road surfaces and merging
of results from neighboring images.

This thesis has mainly focused on the creation of road sign and marking
databases from scratch. The proposed automated surveying system enables the
efficient (and thus inexpensive) generation of such databases, such that they be-
come more widely used. This implies that in the future, there will be an uprising
trend towards actualization of already existing databases, instead of performing
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baseline inventories. This actualization will concentrate on the identification of
changes between the existing database and the current situation, which may be
different, since road situations may change, the visibility of the objects of inter-
est may get lowered due to e.g. damages or vegetation coverage, etc. This thesis
has presented an add-on module for such mutation detection of road signs, but
such systems will be demanded for many different objects of interest. Further-
more, in our opinion, this process will become more refined so that, instead of
re-identification, it will also allow for quality tracking over time, benefiting the
scheduling maintenance and additionally contributing to a higher road safety.

The value of the created street-level image databases can be improved by
the (semi-)automated recognition of other attributes. For example, automated text
recognition can be added to recognize subsign texts, which will expectedly become
more reliable in combination with the foreseen growth in image resolution. Such a
text recognition module would change the manual insertion process to a correction
stage, which is more efficient and would make large-scale inclusion of these texts
in street-level object databases more feasible. The inclusion of such texts would
certainly increase the semantic value of the generated databases and even allow
for automated reasoning (and e.g. also allow for the detection of inconsistent
signaling). Furthermore, these text recognition technologies would enable the
easy inclusion of more information in the database, such as e.g. street names and
house numbers.

The usefulness of the system can be extended in multiple ways. First, the TSR
system can be trained on traffic signs of other countries. Especially for countries
with similar traffic signs, this should be a relatively straightforward process. Some
countries do employ signs that look significantly different from the Dutch signs
for which the system was designed. In such cases, the recognition performance
of the TSR system may decrease. An example of such a situation involves signs
without color, which is likely to reduce the effectiveness of the proposed detector.
A second possible extension occurs when the system recognizes more objects.
Several of such extensions have already been discussed in this thesis in detail, but
there are many other interesting types of objects to add, for example traffic lights,
house numbers, trees, etc. Some of these objects would require according changes
or extensions to the TSR system.

Summarizing, with the growing acceptance of computer vision techniques
in real-life systems/products and the increased importance of data surveys and
related services, the work in this thesis and the involved contribution to a higher
degree of automation, forms just a stepping stone to more widespread systems
in this area. New algorithms like deep learning are increasing the speed of devel-
opment in this technology, so that in several years from now, automated object
database generation has become common technology.
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A Automated positioning of
detected road signs

A.1 Introduction
This thesis has presented a Traffic Sign Recognition (TSR) system, which processes
all street-level panoramic images captured within a geographical region, and
outputs a database containing the locations and types of all identified road signs.
This TSR system consist of four main processing stages, as outlined in Sect. 2.5.
For completion, the high-level system architecture of the TSR system is recapped
in Fig. A.1.

The main processing stages involving computer vision, i.e. the detection, cate-
gorization and reliability prediction stages, are extensively described in chapters 3-7.
Chapter 8 then presented the composition of these individual processing stages
to a complete TSR system. The multi-view sign positioning processing stage was not
yet described, and will be discussed in this appendix. This stage computes the
real-world position coordinates of the traffic signs, based on the known capturing
locations of the street-level images. This stage is presented in an appendix as it is
not a key contribution of this thesis, but is rather based on common practice in the
remote sensing field. Despite this, its operation characteristics, implementation
and positioning accuracy strongly affect the surveying capabilities of the TSR
system, motivating its inclusion in this thesis.

Chapter 8

Chapter 3+4 Appendix A

Chapter 5+6 Chapter 7

Single-image 
sign detection

Multi-view 
sign 

categorization

Single-image 
sign detection

Multi-view 
sign 

positioning

Single-image 
sign detection Reliability 

prediction

Figure A.1 — High-level system overview of the TSR system.
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(a) (b) (c) (d)

Figure A.2 — Four different detections representing the same physical sign.

A.2 Problem definition for automated positioning
The multi-view sign positioning stage aims at the retrieval of the real-world coor-
dinates of the signs that have been detected within the individual street-level
panoramic images. As explained in Sect 2.2.1, the captured panoramic images and
their corresponding recording locations allow for the accurate calculation of the
real-world position coordinates of a physical object when the pixel coordinates
corresponding to this object are known in multiple images.

Within the TSR system, all traffic signs visible within each individual panora-
mic image are retrieved by the single-image sign detection processing stage. Each
detection, representing an identified sign, is characterized by the pixel coordinates
of its bounding-box and a sign appearance class. Each physical sign is typically
detected in several images, but positioning can only be performed when all de-
tections representing the same physical sign are grouped, which should therefore
be the first step in the positioning procedure. Afterwards, the sign locations can
be estimated. Summarizing, the automated sign positioning procedure consists of
two main steps:
• Detection grouping: first, all detections that represent the same physical sign

should be grouped together, resulting in a single group of detections per
physical sign. Each of the contained detections represents the same sign, but
originates from a different image (and thus contains a different viewpoint).
• Position calculation: afterwards, the real-world positions of each group of

detections can be calculated. This procedure exploits the geometrical prop-
erties of our source images (see Sect. 2.2.1) to calculate the sign position
based on a bundle adjustment methodology.

We will elaborate on both steps in detail below.

A.3 Correspondence identification of detected signs
A.3.1 Approach
The first step within the positioning module aims at identifying which detections
represent the same physical sign. The common computer-vision approach to this
task involves correlating the pixel contents (or feature vectors representing these
pixels) of all detections with each other, in order to identify which detections
capture the same physical sign. However, this is a complicated task for three main
reasons.
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Figure A.3 — Illustration of the positioning stage in 2D. Each line corresponds to a detection of
a blue circular sign, and originates at a capturing location (denoted by the small blue dots; these
locations are based on the recorded GPS location) and is oriented in the direction in which the
blue circular sign is observed. This direction follows from the pixel coordinates of the center of the
detection bounding-box. For clarity, the lines corresponding to the detections of each of the four
present signs are drawn in different colors. Each intersection of a line pair forms a hypothesis of a
sign location, which are clustered around the real sign positions.

First, the large inter-capturing distance of 5 m results in significant differences
in perspective, scale and bounding-box localization of the detections, where addi-
tionally, the background is also likely to be changed. This effect can be observed
from Fig. A.2. Second, the images may be captured at different days, implying
that large differences in weather and lighting conditions may occur. Both result
in a significant visual appearance variation between the observations of the same
sign. Third, situations where identical traffic signs are located close to each other
occur frequently (for example give-way signs, or bicycle path indication signs).
Matching based on pixel contents could easily lead to confusion between these
nearby signs, as their inner contents are identical. Therefore, we expect that re-
trieving detections corresponding to the same physical sign based on pixel content
is rather challenging, as the differences between detections belonging to the same
physical sign may be significant, while the differences towards other signs may
be very small. Therefore, we have chosen to base the positioning stage solely
on geometric information, where we only use the sign appearance class of each
detection. Below, we will outline the followed procedure.
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A.3.2 Procedure
The automatic detection grouping process, which aims at the clustering of all
detections representing the same physical sign, is executed independently per
sign appearance class, and operates as follows.

Each detection provides an observation of a sign from a certain direction
w.r.t. the capturing location, where the direction angles follow from the pixel
coordinates of the detection bounding-box. This implies that a pair of detections
that observe the same physical sign from two different locations is sufficient
to estimate the location of the sign, based on triangulation. Therefore, we first
estimate all possible sign locations by combining all detections from all closeby
images. As most of these hypothesis are clustered around the real sign locations,
as illustrated in Fig. A.3, we proceed by extraction of these clusters using the
Mean-Shift clustering algorithm [58]. This results in clusters containing multiple
(at least 3) detections. Each cluster is then analyzed in detail, where the following
properties are iteratively checked.
• Each detection found in an image further away than 10.5 meter of all other

images within the same cluster are removed, to prevent accidental false
matches.
• All detections contained in the cluster are pair-wise combined, where the

resulting positions obtained from pair-wise triangulation are compared to
the position of the cluster center, resulting in the average position deviation
w.r.t. the cluster center for each detection. Detections having an average
deviation over 33 cm (empirically determined) are removed from the cluster.
• Each detection may only be contained in a single cluster. In case a detection

is contained in multiple clusters, the detection is removed from all but the
largest cluster.
• Clusters containing fewer than 3 detections are discarded.
The above-described procedure automatically groups detections representing

the same physical sign together. These groups contain at least 3 detections, but the
number of contained detections may be much higher depending on the physical
dimensions of the sign and the number of capturing runs in which the sign is
recorded. Figure A.4 displays the cumulative histogram of the distribution of the
number of detections per traffic sign. As follows, about 11% of the signs have
the minimum number of 3 detections, about half of the signs have five or less
detections, and only about 10% of the signs is identified in more than ten different
images. It should be noted that the number of supporting detections is typically
correlated to the placement location of the sign, as intersections are typically
covered with much more images than e.g. single-way streets.

A.3.3 Practical considerations
The above-presented methodology creates groups of detections corresponding to
each physical signs based on the geometric properties of the employed panoramic
images. In practical application, we encountered a few drawbacks of this method,
which are elaborated here.

First, in areas with poor GPS reception, it can sometimes happen that image
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Figure A.4 — Cumulative occurrence histogram showing the number of detections per positioned
3D sign.

sequences captured on different days will have a small offset in their GPS location.
This offset is only present between the images taken in different sessions, while
within each session, the relative positioning is very accurate. This may cause our
proposed clustering algorithm to identify multiple clusters corresponding to the
same physical sign, each retrieved from an individual capturing run. These errors
are difficult to automatically correct, since in many situations, similar traffic signs
are actually located in close proximity to each other, implying that the found
situations may actually exist.

Second, the presented approach assumes that the center of the bounding-box of
the detection corresponds to the center of the physical sign. While this assumption
holds reasonably for normal-sized signs, this does not always apply for larger
signs (such as signage plates indicating all possible directions at intersections).
Such signs feature significantly more viewpoint differences, and may additionally
only be partially detected. This may result in occasionally less-accurate positioned
signs for such larger signs. This distortion could potentially be solved by the
inclusion of image matching techniques, where corresponding parts between
the detections are identified, such that the triangulation can be performed more
efficiently. Since the respective sign types form a minority of the total set of signs,
this is not further investigated in this thesis.

A.4 Position calculation based on corresponding points
The previous subsection focused at grouping detections together that correspond
to the same physical sign. This results in a list of signs, where each sign is sup-
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(a) (b)

Figure A.5 — (a): Illustrative example of the positioning task, where an object is observed from
three different capturing locations, which each have different position uncertainties, indicated by
the size of the circles. The straight-forward position calculation that does not take all uncertainties
into account is drawn as a red diamond. (b): Illustration of the bundle adjustment solution, where
the capturing location uncertainties are taken into account, and the capturings with the lowest
inaccuracies have the most influence on the positioning procedure.

ported by 3 or more detections. In the second step, we extract the precise real-
world location of each physical sign. This positioning procedure involves bundle
adjustment, a popular technique for the simultaneous optimization of the param-
eters of the object that has to be positioned and the viewing parameters, such that
the solution is simultaneously optimal with respect to both the 3D point and the
capturing variations. Bundle adjustment is extensively overviewed in the survey
paper presented by Triggs et al. [199]. Below, we will very briefly elaborate on
the methodology performed within the TSR system, where we do not intend to
include a complete description, but instead will only detail the main steps to pro-
vide the reader a feeling of the involves procedure. This description may differ
slightly from the precise implementation, as we used a company-wide software
library. The fundamentals of this library are explained in [22].

The performed bundle adjustment procedure involves the estimation of the
position of the object of interest (the traffic sign), while at the same time, adjusting
the parameters of the observations to retrieve a better fit. This parameter adjust-
ment is performed based on the known variances of all capturing parameters, such
as the position uncertainties and inaccuracies in angular orientations deduced
from the center locations of the detected bounding-boxes, such that observations
with larger uncertainties have less effect on the end result. Fig. A.5 provides an
illustration. This procedure breaks down to an iterative weighted least-squares
estimation procedure, where each iteration refines both the object position and
the observation parameters. Below, we will briefly elaborate on this process, first
introducing the straight-forward least squares position estimation, followed by
extension to the weighted version.

The position estimation problem sketched in Fig. A.5 can be formulated as a
linear system:

y = A · x + e. (A.1)

In this equation, the vectory contains the observations (e.g. the capturing locations
of the images, and the found orientation angles), the vector x contains the variables
we aim to estimate , and e contains the error for each observation. This problem
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can be solved using least squares, by using the following formula:

x̂ =
(
AT ·A

)−1 ·AT · y. (A.2)

As mentioned above, the bundle adjustment procedure aims at the simulta-
neous optimization of both the parameters of the point (the traffic sign) and the
viewing parameters. Therefore, the vector x̂ also contains the observations, i.e. the
positions of the images.

Since all measurements have associated estimates of their accuracy, a weight
matrix W representing these accuracies can be added, such that observations that
have a higher accuracy will contribute more to the final solution. The inaccuracies
originate for example from the positioning systems of the capturing cars, which
return a standard deviation of each positioning coordinate. Similarly, we model
the accuracy of the bounding-box pixel coordinates returned by the detection
algorithm, where we assume that the center point of each sign can only be captured
with an accuracy of 5 cm. It should be noted that this implies that signs captured
from nearby have a larger inaccuracy than signs captured from farther away,
which is desired, given that viewpoint variations are more prominent at close
distances. This alters the direct least-squares solution to an iterative weighted
least squares estimation, which is formulated as follows:

x̂ =
(
AT ·W ·A

)−1 ·AT ·W · y. (A.3)

This weighted least squares estimation is executed in an iterative fashion, after
initialization with the average position given by the direct least squares solution.
In each iteration, A and y are updated using the increment in position in vector x̂,
until the difference between the iterations becomes insignificant and convergence
is reached.

After convergence, each physical sign has attained an accurate real-world
position coordinate, together with an estimate of the accuracy of this position.
This accuracy estimate can be used to selectively check the position estimate of
signs with a potentially inaccurate position, serving as a second metric to indicate
the reliability, in addition to the metric presented in Chapter 7.
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B Performance metrics for object
detection and categorization

B.1 Evalation measures for object detection
Object detection algorithms focus on the retrieval of the presence of an object at a
certain location (i.e. bounding box, 2D or 3D location), together with additional
properties, such as the object class or a likelihood indicator. Comparing such de-
tection output with the annotated ground truth divides the output of the detection
algorithm into two categories:
• True Positive (TP): an object that is present in the ground truth and also

successfully identified by the detector.
• False Positive (FP): the detector identifies an object not present in the ground

truth.
Objects that are present in the ground truth, but not found by the detection algo-
rithm, result in a third performance metric.
• False Negative (FN): an object present in the ground truth that is not returned

by the detection algorithm.
For completion, we also define the fourth category, the correctly missed objects.
This category is rarely used in practice, as it is ill defined for (visual) detection
tasks.
• True Negative (FN): the detector does not indicate a detection for an image

location where there is also no object present in the ground truth.
For each class of objects, the returned bounding boxes can be compared to the

annotated ground-truth bounding-boxes. Based on the overlap between both, each
detection is placed within one of the above-mentioned categories. Afterwards,
these categories are used to compute performance metrics, where typically recall
and precision are used. The recall corresponds to the fraction of objects in the
ground truth that are correctly detected. The precision is a measure for detection
quality, i.e. the fraction of the returned detections that are correct. Numerically,
these metrics are defined as:

recall =
TP

TP + FN
, (B.1)

precision =
TP

TP + FP
. (B.2)

A detection algorithm can often make a trade-off between these two metrics.
Detector algorithms typically calculate a detection score for e.g. each position of
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Figure B.1 — An example of a recall-precision curve, taken from Chapter 3.

the sliding window. A threshold is then applied to the detection score to determine
if the window contains an object or not. By varying the value of this threshold,
a trade-off between recall and precision can be made, as more windows will be
classified as containing an object when this threshold is lowered. This is likely
to increase the value of the recall metric (i.e. more objects that are present in the
ground-truth are found by the detector). However, at the same time, this likely
also lead to an increase in false positives, which leads to a lower precision value.
Conversely, increasing the threshold value is likely to reduce the number of true
positives, which reduces the recall metric. However, since only detections with a
high detection score are classified as detections, this can improve the precision.
The trade-off between these metrics can be visualized in a recall-precision curve,
which shows all of the precision-recall pairs that can be obtained by sweeping the
detector threshold across all possible settings. An example of a recall-precision
curve taken from Chapter 3 is shown in Fig. B.1.

B.2 Evalation measures for object categorization
Object categorization algorithms aim at the determination of the object category,
selected out of a fixed set of possible categories. The categorization performance
can be assessed based on the fraction of samples that are assigned to the correct
category, defined as the categorization accuracy (CA). As the number of samples may
be divided unequally over the different categories, this metric can be computed
in two ways. First, the metric can be calculated over the complete dataset, where
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each sample is equally important, resulting in the unbalanced categorization accuracy
(CAunbal). When the distribution of the samples over the different categories is
not equal, this metric is biased towards the over-represented categories. This bias
can be removed by averaging the categorization accuracy over all categories, such
that each category is equally important, regardless of the included number of
samples. This metric is referred to as the balanced categorization accuracy (CAbal).
Numerically, these metrics are defined as:

CAunbal =
1

|T |∑
t=1
|St|

|T |∑
t=1

|St|∑
st=1

{
1 cats. outp. = t

0 otherwise
, (B.3)

CAbal =
1

|T |

|T |∑
t=1

1

|St|

|St|∑
st=1

{
1 cat. outp. = t

0 otherwise
. (B.4)

In these equations, t denotes the category (out of |T | categories), st represents
a samples of category t (with |St| samples of category t in total) and cat. outp.
denotes the categorization output for a sample.

The drawback of these categorization accuracy metrics is that they are not lin-
early correlated with the amount of miscategorizations, complicating the com-
parison of multiple categorization approaches. The complement of these metrics,
the categorization error rate (CER), surpasses this drawback, and results in metrics
where a categorization system that returns twice as much errors also attains a
twice as high metric value. Numerically, these balanced and unbalanced catego-
rization error rates are defined as:

CERunbal = 1− CAunbal, (B.5)
CERbal = 1− CAbal. (B.6)
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C Datasets for traffic sign
categorization

C.1 Introduction
The road sign categorization system described in Chapter 5 is trained and evalu-
ated on a number of very large, real-world datasets extracted from the country-
wide panoramic image-database re-captured annually by CycloMedia Technology
B.V.. These datasets are constructed during several years, and the correspond-
ing annotation and sample collection formed a non-negligible part of the work
conducted for this thesis. This appendix provides an overview of these datasets.
Besides this, two publicly available road sign categorization datasets used for
benchmarking against other state-of-the-art methods are presented.

C.2 CycloMedia road sign categorization datasets
This thesis involved the construction of several large, real-world road sign catego-
rization datasets for the training and evaluation of the sign categorization stage
described in Chapter 5. These datasets contain the pixel bounding-boxes retrieved
by the sign detection algorithm described in Chapters 3 and 4. The returned de-
tection windows are cropped from the panoramic images and stored as separate
images, and the manually annotated sign type is stored as ground truth.

Each sign appearance class (e.g. red triangular warning signs, as defined in
Sect. 2.2.2) is covered by a separate dataset, containing up to 1, 200 samples for
each included sign category (e.g. speed limit, 50 km/h). Each annotated image also
contains the id of the corresponding physical sign, such that all images represent-
ing the same physical sign are placed in the same fold during cross validation.
As the occurrence distribution of sign categories is very unbalanced (i.e. certain
signs occur very frequently, while others only occur in a small minority of cases),
some sign categories have less samples than others, such that each category is
represented with between 100 to 1,200 samples. Especially the search for samples
of less frequently occurring sign categories made the dataset collection very labor
intensive, as this involved browsing through many signs to only extract a few
extra training samples. Table C.1 displays the dataset characteristics for the major
sign appearance classes, where we consider a category as supported when the
dataset contains at least 100 different samples representing the respective sign
category. It should be noted that we grouped the white circular and white rectan-
gular signs together, as they are typically retrieved by the same sign detector. As
follows, after several years of data collection, there still exist sign categories for
which we do not have sufficient samples. This is especially the case for the dataset
containing white signs indicating the end of a restriction, since these signs do not
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a04-10 a04-15 a04-40 a04-50 a04-60 a04-70 a05-30 a05-40

a05-50 a01-5 a01-10 a01-30 a01-50 a01-60 a01-70 a01-80

a01-90 a01-100 a01-120 a01-130 l01 l01 l01 l01

c17 c17 c17 c18 c18 c18 j07 j07

c19 c19 c19 c20 c20 c21 c21 c21

Figure C.1 — Examples of sign categories containing numbers. The speed-related signs are
included as separate categories, while the others are includes as a generic sign category containing
the ensemble of all instances. The category name is displayed below the image.

Sign class # Sign categories # Sign categories
in the datasets

# Contained
samples

39 34 30, 756

40 33 31, 721

18 16 28, 376

85 64 49, 996

42 21 15, 794

Table C.1 — Characteristics of our major traffic sign categorization datasets.
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C.2. CycloMedia road sign categorization datasets

c01 c08 c09 c12 c13 c14 f01 f05

b03 b04 b05 j11 j22 j28 j32 j37

d01 d02r d04 d05l d06r d07 g09 g11 g12a

g01 e06 e08o e13 g14 h01a l05 l06

Figure C.2 — Examples of sign categories contained in our datasets. The corresponding category
names are displayed below the images.

occur that often, and moreover, the end of a restriction is typically indicated by
the start of another restriction instead of by an end-restriction sign.

Since not all sign types occur very frequently, gathering of enough data for
each specific variant of sign types containing numbers, arrows and texts is very
challenging, especially since some variants only occur seldomly. Therefore, sign
categories containing numbers (i.e. speeds, weights, heights, lengths, etc, as il-
lustrated by Fig. C.1) are treated as a single category regardless of the specific
number, unless the numbers represents a speed, which are assigned to separate
categories. This convention is illustrated in Figure C.1. A similar division is valid
for signs containing arrows; arrows indicating directions (e.g. left or right) are
assigned a separate category, while all other arrow types (i.e. lane directions) are
grouped together as a single category. Signs containing varying texts or symbols
are always grouped, as many texts (i.e. place names) are relatively unique and
their occurrence is rather limited. As the sign detection algorithm sometimes
outputs sign-like objects, our datasets also includes a separate sign category rep-
resenting these falsely identified road signs. This allows for the identification of
falsely detected signs during the categorization stage.

The resulting datasets feature large visual variations between samples of the
same sign type. These variations are caused by several reasons. First, the panora-
mic images used to construct these datasets are captured in different geographical
areas, in different seasons, under different weather conditions, and are recorded
by multiple capturing cars. Additional variations are resulting from capturing the
signs from different viewing angles and distances, such that the included resolu-
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.

Figure C.3 — Examples of sign categories present in the BTSC dataset.

tions range from 32× 32 up to 400× 400 pixels, while the included view ranges
between a frontal view and a significant side view. Furthermore, the contained
images show imperfections in the bounding-box localization, i.e. the position of
the signs within the image varies, and occasionally, the sign is not completely
contained in the extracted cutout. Additionally, the visibility of some signs may be
lowered, e.g. due to vegetation coverage, damage or occlusions. This has resulted
in representative but rather challenging datasets. Figures C.1 and C.2 display
examples of samples contained in our sets.

C.3 Public road sign categorization datasets
C.3.1 German traffic sign recognition dataset
The German Traffic Sign Recognition Benchmark (GTSRB) [89] dataset is a publicly
available dataset for the evaluation of road sign categorization algorithms. The set
is constructed from ∼ 10 h of video capturing recorded while driving on different
German road types during daytime. This video is captured with 25 frames per
second, and captures the area in front of the car. Each encountered sign that is
recorded in at least 30 frames is annotated, and using equidistant sampling, exactly
30 images are extracted per physical road sign. This resulted in 51, 840 images,
containing over 1, 700 physical road signs belonging to 43 different sign categories.
The pixel regions corresponding to the signs are manually annotated. The pixel
size varies from 15× 15 to 222× 193 pixels, while each image has a 10% margin.

The GTSRB is a rather challenging dataset, especially due to the large varia-
tion in lighting conditions (including over- and under-lighting), and the loss of
color information in under-lighted areas. Besides this, this dataset contains many
very small-sized images. This set contains road signs of several sign appearance
categories, and is evaluated both as complete set (aiming at the discrimination
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C.3. Public road sign categorization datasets

Sign class # Categories # Contained samples
Training set Test set

Complete set 43 39, 209 12, 630

Speed limit signs 8 12, 780 4, 170
Other prohibition signs 4 4, 530 1, 500
Derestriction signs 4 1, 140 360
Mandatory signs 8 5, 639 1, 770
Danger signs 15 8, 970 2, 790
Unique signs 4 6, 150 2, 040

Table C.2 — Characteristics of the GTSRB [89] dataset, both for the complete set, and for the
provided division into subsets.

between all different sign categories at the same time), and split into a number of
subsets (approaching real-world scenarios, where the output of sign detection al-
gorithms are used, which are typically sensitive to specific sign appearance classes
where the respective class is also returned).

The complete dataset is divided into three subsets with an equal distribution
over the sign categories. During this division, all images corresponding to the
same physical road sign are assigned to the same set. One set is to be used for
training, one for validation and one for testing; as our algorithms do not require a
validation set, we merged the training and validation subsets. Table. C.2 displays
the dataset characteristics. Examples of images contained in this set are displayed
in Fig. C.4.

C.3.2 Belgium traffic sign classification dataset
The Belgium Traffic Sign Classification (BTSC) dataset [95] is a publicly avail-
able road sign categorization dataset that consists of cropped images containing
annotated road signs. The recording is performed using a capturing van with 8
high-resolution cameras, driving in urban environments in Belgium. This dataset
has lower cardinality than the GTSRB dataset, but includes a higher number of
sign categories. The dataset is split in a training and testing set. However, only
53 of the 62 sign categories have samples in the test set, such that evaluation
can only be conducted on those categories (training samples are present for all
62 categories). This makes the BTSC dataset different from the aforementioned
sets, as from certain sign categories, only a few training (and testing) samples are
available, with sometimes less than 20 examples per sign category.

The dataset characteristics are summarized in Table. C.3, and some examples
of categories contained in this dataset are portrayed by Fig. C.3.

# Categories # Contained samples
Training set Test set

Complete set 53 4, 591 2, 534

Table C.3 — Characteristics of the BTSC [95] dataset.
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Figure C.4 — Examples of sign categories present in the GTSRB dataset.
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D Overview of Dutch traffic signs

This appendix provides a brief overview of the most common Dutch road sign
types. This overview follows the ”VNVF Bordenboek” [24], the road sign overview
book issued by the Dutch association of sign manufacturers. It should be noted
that the presented overview does not include all possible variations such as differ-
ences in numbers, variations in arrow configurations indicating lanes or directions,
different text, etc. For example, speed signs may indicate numerous different max-
imum speeds, while only a single variant is included in this overview. Likewise,
many signs contain arrow symbols, e.g. directing towards the nearest point of
interest (such as a pay station). Furthermore, only a few examples of zone-sign and
signs with a fluorescent yellow or black border are shown, while such alterations
exist for many sign types.

The Dutch road signs are divided into a number of classes based on their mean-
ing, which is only weakly correlated with their visual appearance. The overview
below follows this division based on meaning, in contrast to the rest of this the-
sis, where signs are grouped based on their visual appearance (as explained in
Sect. 2.2.2).

A: Speed

A0150 A01130s A0130zb A0260 A0230ze A03 A0440 A0550

B: Priority

B01 B02 B03 B04 B05 B06 B07
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C: Closed statements

C01 C02 C03 C04r C05 C06 C07 C07ze

C07a C07b C08F C09 C10 C11 C12 C12ze

C13 C14 C15 C16 C17 C18 C19 C20

C21 C22 C22a C22azb C22bze C23-01 C23-02 C23-03

D: Directions

D01 D02r D03 D04 D05l D06r D07 D101

D102 D103 D104 D105

E: Parking

E01 E01zb E01ze E02 E03 E03zb E04 E05

E06 E07 E08 E08a E08b E08c E08d E08e

366



A
pp

en
di

x
D

E08f E08g E08h E08j E08k E08l E08m E08n

E09 E09zb E10zb E11ze E12 E13 E101 E105

E201 E201zb E201ze

F: Other prohibitions and commandments

F01 F02 F03 F04 F05 F06 F07 F08

F10

G: Road types

G01 G02 G03 G04 G05 G06 G07 G08

G09 G10 G11 G12 G12a G12b G13 G14

Category H: Place names

H01a H01b H01c H02a H02b H02c
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J: Warning

J01 J02 J03 J04 J05 J06 J07 J08

J09 J10 J11 J12 J13 J14 J15 J16

J17 J18 J19 J20 J21 J22 J22F J23

J24F J25 J26 J27 J28 J29 J30 J31

J32 J33F J34 J35 J36 J37 J38 J39

K: Signage

K01 K02 K03 K04 K05 K06 K07 K08

K10 K11 K12 K13 K14

368



A
pp

en
di

x
D

L: Information

L01 L02 L02F L03 L04 L05 L06 L07

L08 L09r L10rC07 L11-2-
1C18-2

L12C18-2 L13 L14 L15

L51 L101b L202 L203 L205 L207 L303 L304

L304e L305 L305e L306 L306e

BB: Marker posts

BB01r BB02 BB03 BB04 BB05 BB06 BB11r BB12r

BB14r BB15-2 BB16-1 BB17-1 BB17-2 BB18-2r BB23-3l BB100l

BW: Local signage

BW101l
SP03

BW101lh
SK02

BW101
S104

BW101
SV14

BW111 BW111o BW111zb BW111ze

BW201r BW202l BW203rh BW204b BW205b BW206 BW206e
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http://www.suvisoft.com. Université de Rennes 1. La Baule (France): Suvisoft, Oct. 2006.

[117] Ryan Rifkin and Aldebaro Klautau. “In Defense of One-Vs-All Classification”. In: J. Mach.
Learn. Res. 5 (Dec. 2004), pp. 101–141. I S S N: 1532-4435.

[118] Kai-Bo Duan and S.Sathiya Keerthi. “Which Is the Best Multiclass SVM Method? An Em-
pirical Study”. English. In: Multiple Classifier Systems. Ed. by NikunjC. Oza, Robi Polikar,

378



B
ib

lio
gr

ap
hy

B
ib

lio
gr

ap
hy

Bibliography

Josef Kittler, and Fabio Roli. Vol. 3541. Lecture Notes in Computer Science. Springer Berlin
Heidelberg, 2005, pp. 278–285. I S B N: 978-3-540-26306-7.

[119] R. Kohavi. “A Study of Cross-Validation and Bootstrap for Accuracy Estimation and Model
Selection”. In: IJCAI. 1995.
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