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Summary

In the last two decades, minimally-invasive interventions have replaced traditional
surgery in many clinical scenarios. In these interventions, the doctor manipulates
small devices inside the patient through a small incision, while guided by live imag-
ing. In many cases, this guidance is provided by low-dose X-ray imaging. At
this moment, live image guidance conveys only two-dimensional (2D) information,
whereas information on the 3D location and orientation of structures of interest
would resolve 3D positioning ambiguities and significantly aid the accuracy and
safety of these procedures.

The work described in this thesis aims at providing accurate and reliable 3D in-
formation for current interventional systems, by employing multiple X-ray views,
acquired with a limited motion of the X-ray imaging apparatus. The application of
2D image analysis techniques in combination with 3D modeling enables 3D recon-
structions of objects in the image. The work in this thesis is organized into three
layers of increasing complexity of the 3D reconstructed objects.

Prior to addressing the reconstruction problem, the thesis begins in Chapter 2
with a consideration of important system aspects pertaining to X-ray imaging, fo-
cusing on image quality, which plays a crucial role in the success of image analysis
algorithms. The reported work contributes an image quality assessment method,
based on an information-theoretic approach, which encapsulates the major image
quality aspects (namely contrast, sharpness and noise) and formulates them in the
domain of information.

Chapters 3 and 4 present the first layer of reconstruction, targeting single fea-
ture points. At this layer, our work has provided a thorough analysis of multi-view
relations, as formulated for C-arm based X-ray. A distinction is made between the
2D image transformation, feature point detection and tracking step (Chapter 3), and
the subsequent 3D camera modeling and reconstruction steps (Chapter 4). In this
part of the thesis, we have contributed: (1) a method for evaluation of feature point
detection techniques for non-planar scenes, (2) a tracking algorithm based on geo-
metric constraints, which allows fast tracking of feature points, and (3) the first –to
the best of our knowledge– analysis of the 3D point reconstruction accuracy and
related requirements of multi-view X-ray. Simulation results show that 3D point
reconstruction using 5-10 views spanning a rotation angle of 8.5◦ − 17◦ is accurate
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to within 1 mm, while results on phantom sequences have shown that the tracked
feature points can be reconstructed with an accuracy of about 1-4 mm.

Chapters 5 and 6 discuss the second reconstruction layer of rigid objects. We have
chosen to reconstruct curvilinear objects, as these may be used to model many surgi-
cal instruments such as e.g. catheters, needles, etc. A 2D modeling step, described in
Chapter 5, precedes the 3D reconstruction. The 2D modeling aims at detecting and
tracking curves in the multi-view sequence, which are subsequently used in Chap-
ter 6, to obtain 3D curves representing the objects of interest. The main contributions
here are: (1) a novel algorithm, called SPD-RANSAC, for the detection of multiple
(curvilinear) models in noisy images, (2) a curve tracking algorithm, based on geo-
metric constraints and a cost function, and (3) a curve reconstruction technique, which
can be potentially refined by adding a non-linear optimization step. Here we have
demonstrated reconstructions with an accuracy of 1-2 mm for phantom datasets,
and ≈ 5 mm for clinical datasets. This enables the simultaneous 2D detection, track-
ing and 3D reconstruction of several curvilinear instruments using only a few X-ray
views.

Chapter 7 treats the third layer of non-rigid object reconstruction, dealing with
the challenging problem of 3D reconstruction when motion occurs during the image
acquisition. In our application scenario, such motion stems from patient breathing,
heartbeat, instrument manipulation by the doctor, etc. In computer vision, observing
a moving object with a moving camera is an inherently underconstrained problem,
termed Non-Rigid Structure-from-Motion. We analyze this complex problem for
the case of steerable catheters used in cardiac ablation and contribute a solution for
deformable, time-varying catheter reconstruction. A model from the field of Robotics
is employed to parameterize deforming 3D+T shape. Simulations have shown that
a non-linear optimization scheme succeeds in correctly recovering 3D+T catheter
shape with an accuracy of a few millimeters, while phantom experiments recover
catheter shape with a repeatability of 5 mm.

The results demonstrated for each of the reconstruction layers have shown that
multi-view X-ray can provide 3D reconstructions of relevant objects, with a suffi-
ciently high accuracy for a number of interventions; the setup employed requires
no additional equipment apart from the existing interventional X-ray system. We
therefore conclude that multi-view X-ray, along with the techniques proposed in
this thesis, can be employed in the near future for unambiguous 3D guidance in a
real clinical scenario.



Samenvatting

In de laatste twee decennia is traditionele chirurgie in veel klinische scenario’s ver-
vangen door minimaal-invasieve interventies. In deze interventies worden de chi-
rurgische instrumenten in de patient ingebracht middels kleine incisies en gemani-
puleerd onder begeleiding van live beelden. Deze zogenaamde beeldsturing maakt
vaak gebruik van lage-dosis Röntgenbeelden. Op dit moment geeft live beeldsturing
slechts twee-dimensionale (2D) informatie, terwijl informatie over de 3D-locatie en
oriëntatie van structuren onduidelijkheden in de 3D positie op zou lossen en signi-
ficant zou bijdragen aan de nauwkeurigheid en veiligheid van deze procedures.

Het onderzoek van dit proefschrift heeft als doel om nauwkeurige en betrouwbare
3D-informatie af te leiden voor huidige interventionele systemen, door het gebruik
van verscheidene Röntgenbeelden vanuit verschillende kijkhoeken (multi-view X-
ray), die verkregen worden met een beperkte beweging van het apparaat voor Rönt-
genbeeldgeneratie. De combinatie van 2D-beeldanalyse met 3D-modellering maakt
3D-objectreconstructies mogelijk. Het proefschrift is georganiseerd in drie lagen met
toenemende complexiteit van de gereconstrueerde objecten.

Alvorens het reconstructieprobleem nader te behandelen, begint het proefschrift
in Hoofdstuk 2 met een beschouwing van belangrijke systeemaspecten van Rönt-
genbeeldvorming, met de nadruk op beeldkwaliteit, die cruciaal is voor de toepassing
van beeldanalyse-algoritmen. Het onderzoek heeft een nieuwe kwaliteitsbeoorde-
lingsmethode opgeleverd, gebaseerd op de toepassing van informatietheorie, die de
belangrijkste aspecten van beeldkwaliteit omvat (namelijk contrast, scherpte en ruis)
en deze formuleert in het informatiedomein.

Hoofdstukken 3 en 4 presenteren het eerste niveau van reconstructie van enkele
kenmerkende beeldpunten (feature points). Dit werk omvat een diepgaande analyse
van multi-view relaties, zoals geformuleerd voor Röntgensystemen met een C-boog.
Hierin wordt een onderscheid gemaakt tussen de stappen van 2D beeldtransfor-
matie, feature point detectie en tracking (Hoofdstuk 3), en de daaropvolgende 3D-
cameramodellerings- en reconstructiestappen (Hoofdstuk 4). Dit deel van het proef-
schrift heeft tot de volgende bijdrages geleid: (1) een methode voor de evaluatie van
feature point detectietechnieken voor niet-vlakke scénes, (2) een trackingalgoritme
gebaseerd op beperkingen in de geometrie, waardoor feature points in een sequentie
snel gevolgd kunnen worden, en (3) de eerste –voor zover bekend– analyse van de
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3D reconstructienauwkeurigheid en de daaraan gerelateerde eisen van multi-view
X-ray. Simulatieresultaten tonen aan dat de reconstructie van 3D punten vanuit 5-
10 aanzichten, welke verspreid zijn over een draaihoek van 8,5◦−17◦, binnen 1 mm
nauwkeurig is, terwijl de reconstructieresultaten van feature points in fantoomse-
quenties een nauwkeurigheid hebben van ongeveer 1-4 mm.

Hoofdstukken 5 en 6 behandelen de analyse van rigide objecten. We hebben er-
voor gekozen om curvilineaire objecten te reconstrueren, omdat deze geschikt zijn
voor het modelleren van de meest voorkomende chirurgische instrumenten voor in-
terventies, zoals katheters, naalden, enz. In Hoofdstuk 5 wordt een 2D-modellering
stap beschreven, die vorafgaat aan de 3D reconstructie. De 2D-modellering heeft als
doel om curves in de multi-view sequentie op te sporen en te volgen. De gevonden
objecten worden in Hoofdstuk 6 gebruikt, om 3D curves van relevante objecten te be-
rekenen. Onze belangrijkste bijdragen hier zijn: (1) een nieuw algoritme, genaamd
SPD-RANSAC, voor de detectie van meerdere (curvilineaire) modellen in beelden
van lage kwaliteit, (2) een tracking algoritme voor curves, gebaseerd op geometrische
beperkingen en een kostenfunctie, en (3) een curvereconstructie techniek die eventu-
eel kan worden verfijnd door toevoeging van een niet-lineaire optimalisatie stap.
Hier hebben we reconstructies aangetoond met een nauwkeurigheid van 1-2 mm
voor fantoom-data, en ≈ 5 mm voor klinische data. Dit maakt de detectie, tracking
en 3D reconstructie van verscheidene curvilineaire instrumenten tegelijk mogelijk,
door middel van slechts een klein aantal X-ray beelden.

Hoofdstuk 7 introduceerd het derde niveau van niet-rigide 3D reconstructie,
waarbij een belangrijke uitdaging voor 3D reconstructie wordt behandeld: beweging
tijdens de beeldopname. In ons toepassingsscenario wordt deze beweging veroor-
zaakt door de ademhaling en hartslag van de patiënt, manipulatie van instrumen-
ten door de arts, etc. In computer visie is de reconstructie van een bewegend object
met een bewegende camera een inherent onderbepaald probleem, genaamd “Niet-
Rigide Structuur-uit-Beweging” (Non-Rigid Structure-from-Motion). We analyseren
dit complexe probleem voor het geval van stuurbare katheters in ablatiebehandelin-
gen en presenteren een oplossing voor de reconstructie van katheters die in de tijd
deformeren. We gebruiken een model uit de Robotica, om de 3D+T vervorming te pa-
rametriseren. Simulaties hebben aangetoond dat een niet-lineaire optimalisatie de
3D+T kathetervorm succesvol kan berekenen, met een nauwkeurigheid van enkele
millimeters, terwijl fantoomexperimenten een herhaalbarheid van 5 mm aantonen.

De resultaten voor elk van de bovengenoemde reconstructieniveau’s hebben ge-
demonstreerd dat multi-view X-ray 3D reconstructies kan berekenen van klinisch
relevante objecten, met een nauwkeurigheid die voldoende is voor diverse toepas-
singsgebieden; hiervoor wordt alleen het bestaande interventiesysteem gebruikt, zo-
dat geen extra apparatuur benodigd is. We kunnen hierdoor concluderen dat multi-
view X-ray, samen met de technieken gepresenteerd in dit proefschrift, in de nabije
toekomst kan worden toegepast voor eenduidige 3D beeldbegeleiding in een realis-
tische klinische toepassing.
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CHAPTER 1
Introduction

In my beginning is my end.

East Coker
T.S. Eliot

Abstract

This thesis begins with a brief history and overview of X-ray imaging and its role in modern med-
ical practice. We focus on image-guided interventions, which form the target applications for the
techniques developed in this thesis. A number of such applications is discussed, where we especially
highlight issues related to correct navigation and the role of 3D information. Afterwards, the detailed
problem statement of our research is constructed and organized into a hierarchy of layers. The out-
line of the individual chapters is presented, in accordance with the previously mentioned layers. The
contributions of this work in each layer of the described problem statement are listed, along with the
related scientific publications.
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1. INTRODUCTION

1.1 Fundamentals of X-ray imaging

X-ray imaging is the oldest medical imaging modality, and perhaps the one most
familiar to the average person. From the very first X-ray image, depicting the hand
of Wilhelm Conrad Röntgen’s 1 wife, to the later misinterpretations of the X-ray
principle in popular culture (such as Superman’s “X-ray vision”), the mysterious
phenomenon of “seeing through matter” has captured the imagination of scientists
and laymen alike. This phenomenon has seen its broadest application in the depic-
tion of internal structures of the human anatomy. In 2010, 5 billion medical imaging
studies were performed worldwide [1], about two-thirds of which involved X-ray or
its derived technology, Computed Tomography (CT).

X-ray is the oldest, but not the only medical imaging technology. In the sec-
ond half of the twentieth century, a large number of other imaging technologies
–typically referred to as modalities– have been developed. A non-exhaustive list in-
cludes Magnetic Resonance (MR), UltraSound (US), Positron Emission Tomography
(PET) and Single-Photon Emission Computed Tomography (SPECT). These have so
far not replaced the role of X-ray, but the different modalities act complementary to
each other, since their different characteristics allow the depiction of different types
of tissue. In modern clinical practice, X-ray imaging is still very much prevalent and
in many cases irreplaceable as a diagnostic or therapeutic tool.

1.1.1 X-ray Image generation and acquisition

X-ray radiation is a form of electromagnetic radiation, in the wavelength range of
0.01–10 nanometers. It has many different sources, including the environment (e.g.
cosmic radiation); in fact, naturally occurring radiation contributes on average about
twice as much radiation exposure in humans as medical imaging [2]. For medical
applications, an X-ray tube is used, which is a vacuum tube in which electrons emit-
ted from a cathode coil are accelerated to collide with the anode material [3]. The
interaction of the electrons with the atoms of the anode leads to the production of
X-ray photons, which propagate through the examined object and are collected in
the detector.

Figure 1.1(a) shows an abstract view of the X-ray imaging system. The beam
generated in the X-ray tube first passes through the collimator, which blocks part
of the beam to avoid unnecessary exposure of the patient and staff. The remaining
beam passes through the imaged object, where the photon distribution is modulated
by the anatomic signal, and is collected on film or detector. A number of photons
is deflected by the atoms of the object in random directions into so-called scattered
radiation; therefore, an anti-scatter grid is usually placed after the patient to preserve
the rays that are parallel to the desired direction.

1In 1895, X-ray (the “unknown” ray) was discovered by W. C. Röntgen.
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Figure 1.1: (a) Schematic of X-ray image generation. (b) Overview of an interventional
X-ray system.

1.1.2 Safety considerations

Very soon after X-ray imaging became broadly used for diagnostic imaging, it was
observed that X-ray radiation can be harmful for tissues. The effects of radiation are
classified as stochastic or deterministic. Stochastic effects are those whose severity
varies with the dose and for which a threshold value exists; examples are inheritable
damages, cancer and leukemia. Deterministic effects lead to functional losses of cells,
if a sufficiently large number of cells is affected. Such damage includes skin red-
dening, opacity of the eye lens and permanent sterility. The effect depends on the
acquisition parameters and geometry, e.g. the distance between patient and X-ray
source.

The interventional procedures that will be discussed in the following section may
last up to several hours, during which time X-ray imaging is employed frequently.
Dose considerations in this scenario are paramount, and are taken into account when
assessing overall risk to the patient. Reducing radiation dose for patients and staff,
while maintaining sufficient image quality, remains the foremost goal of X-ray sys-
tem design. Dose reduction is attempted at several levels: for example, detector
hardware innovations and image processing both allow improved image quality at
lower radiation levels.

3



1. INTRODUCTION

(a) (b) (c)

Figure 1.2: Example images of some clinical applications. (a) Example of cardiac ablation
image, showing an overlay of a 3D volume of the left atrium. (b) Image of cerebral aneurysm
(visible between the eyes of the patient). (c) Vertebroplasty, showing two needles inserted in
the spine.

1.2 Image-Guided Intervention (IGI)

In the past two decades, the development of flat-panel detectors, in combination
with an increasing interest in making surgical procedures faster, safer and more effi-
cient, has led to a remarkable growth in the field of minimally invasive, Image-Guided
Intervention (IGI). This type of intervention has replaced traditional open surgery
with procedures where treatment is performed using specialized surgical devices,
while guided by real-time imaging. Typically, access to the location to be treated is
gained via small incisions in the skin; hence, these procedures are also called percu-
taneous interventions.

In many cases, the location of interest is reached by inserting the instrument into
a blood vessel and progressing along the natural pathways of the vascular system,
gaining access e.g. through the femoral artery. Various devices are used, such as
guidewires to aid in the insertion of instruments, sheaths (hollow, flexible tubes) to
ensure the vessel remains open and prevent bleeding, and catheters. Catheters are
tubular instruments that are used for a variety of purposes: some examples include
fluid drainage (e.g. urine), fluid delivery (e.g. X-ray CA), and cauterization (e.g.
cardiac ablation).

All the above devices are progressed inside the patient’s body without direct
visual contact. The missing visual information is provided by medical imaging. The
imaging modality of choice for this purpose is X-ray fluoroscopy, which is a low-dose,
continuous imaging mode. Other alternatives for intraoperative imaging, such as
ultrasound, MR and CT, exist; however, at the moment interventional X-ray imaging
provides the best trade-off of image quality, speed, flexibility and cost for many
applications.
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1.2. Image-Guided Intervention (IGI)

1.2.1 Overview of interventional system

In Figure 1.1(b), an example of an image-guided intervention is shown. This system
comprises the following main components.

1. The X-ray imaging apparatus itself, consisting of a C-arm, on which the X-ray
tube and detector are mounted. In most interventional procedures, the tube is
situated below the patient to reduce scatter.

2. An X-ray-transparent patient table lies between the tube and detector.
3. A number of monitors are located inside the interventional room, on which the

imaging information is shown, along with additional information such as the
ECG signal, overlays of previously acquired images, etc.

4. Outside the interventional room, a viewing and processing station allows of-
fline operations such as e.g. preparation of the procedure, reviewing of imag-
ing results, etc.

5. Both inside and outside the interventional room, controls allow adjustment of
the acquisition settings and the geometry (e.g. C-arm position, table place-
ment).

1.2.2 3D information in interventional imaging

During these procedures, accurate guidance is essential to the success and the safety
of interventions, providing visual feedback to the physician. However, since X-ray
imaging is essentially the projection of 3D structures onto a 2D image, the 3D in-
formation regarding the location and orientation of these structures is lost. In the
following, we will describe the specific role of 3D information in a number of IGI
application scenarios. We give here only a brief description of some interesting ap-
plications, while some more background information and additional clinical appli-
cations that are relevant to the scope of this thesis are given in Appendix A.

Electrophysiology (EP) deals with malfunctions of the electrical conductance sys-
tem of the heart, resulting in arrhythmias. These are treated by means of cauteriza-
tion of selected locations of the heart muscle, a procedure known as cardiac ablation.
Catheters inserted through the vascular system are used to perform the ablation, us-
ing high-frequency current or cryoablation. Figure 1.2(a) shows an example of such a
procedure. Catheter localization in 3D could have significant clinical value, since the
monoplane fluoroscopic imaging currently employed during the procedure cannot
resolve ambiguities regarding the depth and 3D orientation of the catheters, which
can move/rotate inside the heart chamber. Especially in RF ablation, this is a crucial
aspect, as a wrong ablation catheter placement can lead to damage in healthy tissue.

Aneurysms are part of both vascular procedures and Neuroradiology. Although
the procedure protocols may be very different, they both share the need for accu-
rate guidance. In Abdominal Aortic Aneurysms (AAA), custom-made endografts
designed to relieve pressure on the aneurysm walls must be placed at the exact right
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location to block blood flow to the aneurysm, while avoiding to block the renal arter-
ies, which may lead to kidney damage or even failure. Depth information to resolve
the orientation of guidewires and catheters would significantly aid the placement
of the graft. For cerebral aneurysms, a catheter fills the aneurysm with thin coils
to cause blood coagulation (clot) and reduce the pressure inside the aneurysm, see
Figure 1.2(b). Here, 3D information can provide insight in the complex shape of the
coil as it is inserted inside the aneurysm, and determine its 3D position and shape
with respect to the aneurysm.

Vertebroplasty and kyphoplasty are pain-relief procedures on the spine vertebrae
(Fig. 1.2(c)). Bone cement is injected into a fractured vertebra to relieve pain caused
by fractures. In these procedures, the correct positioning of the needles is crucial. At
this moment, two rotational 3D scans are performed: one pre-operational, providing
an image of the patient anatomy, and one intra-operational. The second scan is per-
formed after needle placement, to confirm that correct positioning of the needles in
3D. For this, the procedure must be interrupted. If a fast confirmation of 3D needle
positioning would be available, this would not only increase procedure speed, but
also reduce radiation dose by approximately a factor of two.

In the above discussion of image-guided intervention, the importance of accu-
rate navigation for a successful outcome has been highlighted. The accuracy of the
navigation crucially depends on the clinician’s skills, but also on the quality of the
imaging. Moreover, newer generations of radiologists rely strongly not only on the
raw image data shown on the monitor, but also on advanced tools that aid naviga-
tion, such as graphic overlays of previous acquisitions, results of automatic object
segmentation or tracking, etc.

1.3 Problems addressed in this thesis

The above observations regarding 3D information during IGI motivate the problem
statement of this thesis, which can be summarized as follows.

Provide accurate and reliable 3D information regarding objects of surgical interest, using
the existing setup of an interventional X-ray system.

This statement summarizes our research problem, and can be decomposed into
(1) the specific objective, (2) an application constraint, and (3) a technical require-
ment. We will elaborate on each aspect in the following.

Objective: Provide accurate and reliable 3D information. This aspect forms the core
of the problem statement. We aim at providing algorithmic techniques that succeed
in retrieving 3D information. The result of the techniques developed should be ac-
curate, i.e. close to the true 3D information, and reliable, i.e. exhibiting a minimum
amount of errors. The accuracy requirement is defined by the application at hand,
since the required precision of the navigation depends on the clinical task. The reli-
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ability aspect pertains to the need for automatic algorithms, for which no user inter-
action is needed, given the already high complexity of the tasks performed by the
radiologist and the criticality of time limitations. The reliability of the provided 3D
information is also closely linked to the robustness of the employed techniques to the
often low-quality imaging conditions and the variability of the image content.

Constraint: Regarding objects of surgical interest. The final part of the problem
statement limits the scope of the required 3D information to specific objects. The fo-
cus of the interventional radiologist is directed on the instruments navigated inside
the patient (guidewires, catheters, needles, implants, etc.), and depth ambiguities
typically occur around these objects. We will therefore limit the scope of our work to
these objects, without requiring full volumetric 3D information. Specifically, as most
relevant objects are curvilinear, we will deal explicitly with this type of objects.

Requirement: Using the existing setup of an interventional X-ray system. This phrase
defines the requirement that any proposed solution should employ existing technol-
ogy of the interventional suite, as described in Section 1.2.1. No external sensors or
additional imaging modalities should be necessary. This would allow the proposed
solution to be integrated into the existing system without increasing its hardware
complexity and cost. Especially the latter is an important requirement, as general-
purpose interventional systems become more broadly available in many parts of the
world, serving all ends of the imaging-systems market.

1.4 Approach followed and relevant techniques

Up to this point, we have formulated the problem statement from an application
point of view. This section describes the technical aspects of acquiring 3D informa-
tion in the current interventional system. We distinguish between the choice of the
technique used and the algorithmic framework employed, and then state the specific
research questions that we will address in our work.

1.4.1 Obtaining multiple views with a small C-arm motion

The X-ray source-detector combination is fastened at opposite ends of the C-arm,
which is able to move in different ways around the patient in a stable and repeatable
way. This property of the C-arm X-ray system is a result of its use as a diagnostic
system, in which CT-like volumetric acquisitions can be performed [4]. The C-arm
can perform specific motion sequences, implementing 3D rotational scan protocols,
with high repeatability. In these protocols, the C-arm typically makes a rotation
of ≈ 220◦, obtaining between 120-630 X-ray images, which are then employed in
a conebeam reconstruction scheme resulting in a full, voxelized 3D volume. This
technique is clearly not applicable in our scenario, where the clinical staff is standing
close to the patient during the intervention. However, its main principle can be
employed to our objective.

7
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In current interventional systems, the information provided by X-ray imaging
is either in the form of 2D images (single-shots or image sequences), or of full 3D
volumes. Correspondingly, the C-arm in each case either does not move at all, or
sweeps an entire ≈ 220◦ rotation angle, respectively. There are two main exceptions
to the previous extreme cases: (1) bi-plane systems, where two C-arms obtain infor-
mation from different (typically perpendicular) views simultaneously, and (2) digital
tomosynthesis, where a small (≈ 40◦) rotation is used to obtain 3D volumes similar to
a tomographic reconstruction but with a limited depth-of-field. Both are performed
in dedicated systems, and are therefore not relevant to our goal.

We propose to use the existing standard C-arm to obtain multiple X-ray views, with a
limited C-arm motion. The motion is limited, such that the rotation is not obtrusive
to clinician and patient and does not pose a safety risk. An example of the extent of
such a motion is illustrated in Figure 1.3(a), where it is also compared to the extent of
a full rotation as applied for volumetric reconstruction2. Such a system with limited
view separation implements a “middle way” between pure 2D imaging without any
C-arm motion, and full 3D imaging with a large C-arm rotation. As such, it enables
the calculation of 3D information, although it is not suitable for obtaining a full 3D
volume, since that requires a full rotation.

The above-described technique enables the generation of multiple view data with
a standard C-arm, and is the chosen technique throughout this thesis. We will hence-
forth refer to this technique as multi-view X-ray. The research described in this work
aims at providing algorithmic techniques that allow the multiple views generated
by this setup to be transformed into interpretable 3D information. To this end, we
describe a general algorithmic framework, which is formed as a direct consequence
of the chosen multi-view technique. The framework is divided into two areas: the
reconstruction of 3D based on multi-view algorithms and the 2D image analysis
required to form the input for the 3D reconstruction. These two areas are briefly
discussed in the following subsections.

1.4.2 Multi-view 3D reconstruction

The research problem of obtaining 3D information on a scene captured from multiple
viewpoints is now well into its fourth decade, although the mathematical founda-
tions can be found in the work of E. Kruppa in 1913. In the field of computer vision,
the task of recovering the 3D structure of a scene given 2D image projections from
different viewpoints is termed 3D reconstruction. It is a general term that can refer to
single points, whose 3D coordinates are recovered from 2D projected coordinates, or
to entire scenes, consisting of a large number of points.

In the medical imaging community, the present understanding of the term “re-
construction” has the specific meaning of a 3D volumetric conebeam or fanbeam

2The linear sweep illustrated in Figure 1.3(a) is not the only option; for example, the C-arm motion
could also describe a circular or any other trajectory.

8



1.4. Approach followed and relevant techniques

reconstruction. Although “reconstruction” has a much broader meaning, varying
between different scientific communities, we are here only concerned with the jux-
taposition of the two meanings of the term, as used in computer vision and medical
imaging. In this thesis, we will retain the broader meaning of reconstruction as em-
ployed in computer vision, referring to all representations of an object describing its
3D position and/or shape as 3D reconstructions3. This means that the reconstructions
performed will be sparse; the term sparse refers to the fact that not every pixel in the
2D image is mapped to a 3D counterpart, but only the position of a specific subset
of points is retrieved. Such a reconstruction is in line with our constraint to retrieve
the 3D position of clinically relevant objects.

Multi-view reconstruction techniques rely on the principles of multiple-view pro-
jective geometry to obtain the 3D position of a point, when its projections on at least
two images are known. This involves modeling the camera with a number of pa-
rameters; depending on the unknown camera parameters, the reconstruction may be
ambiguous up to a projective, affine, or similarity transformation. We will consider
only the latter case of so-called metric reconstruction, since we have a fully calibrated
camera and we are interested in the absolute 3D position and shape of objects. The
basic principle of point reconstruction using two (or more) views is illustrated in
Figure 1.3(b).

The information obtained with the above principle of multi-view point recon-
struction pertains to individual (feature) points. Although single points can carry
useful information on the location of interesting structures (e.g. the tip of a catheter),
their dimensionless nature limits their usefulness. It would be more beneficial to ob-
tain 3D representations of larger structures, which would encode the 3D position as
well as the orientation of interesting objects. Indeed, the 3D reconstruction approach,
described above for points, can be extended to more complex structures. In this case,
an object model is an essential element in solving the reconstruction problem.

1.4.3 2D image analysis and modeling

As seen in Figure 1.3(b), the 3D reconstruction of a point given its 2D projections
assumes that these projections are known. Extending this to object models, it is
necessary to detect the relevant object in the multi-view sequence, in order to obtain
its 3D representation.

A large part of the work described in this thesis deals with the aspect of providing
appropriate 2D information to the 3D reconstruction. As outlined above, this is first
performed at the level of single points, followed by a model-based approach focus-
ing on curvilinear models, such that the problem of object detection can be narrowed
down to curve detection. In the context of 2D modeling for multi-view imaging, we
distinguish two steps: detection and correspondence generation.

3In the remainder of the thesis, we will typically refer to the other type of reconstruction as volumetric
reconstruction, although others terms are occassionally employed such as conebeam/fanbeam, CT-like, or
full-3D reconstruction.
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Figure 1.3: (a) Illustration of C-arm rotation for a full 3D scan, and for the proposed multi-
view technique. (b) Conceptual illustration of 3D point reconstruction (F1, ..,F3 are the cam-
era centers).

In the first step, the desired object is detected in each individual image. For this,
the image is typically transformed using a feature transformation suitable for the task
at hand, which serves to highlight relevant information in the image. Next, a sparse
representation of the image information is created, by selecting a number of feature
points. These are distinctive, informative points, which can be associated with the
object of interest. The feature points may be themselves employed in the next step
of the multi-view system, or they may serve as an input for the model detection task.
Here, 2D models (in this case curves) are fitted to provide 2D object representations
for the 3D modeling.

The second step of correspondence generation involves the listing of the above mod-
els, which are detected for each image of the multi-view sequence, into tracks. To
enable the 3D reconstruction, a crucial step is to establish correspondences between
models found in different images. The task of point/model matching typically refers
to correspondences between two images; when more images are included, this is
equivalent to tracking. Our task of 2D image analysis for model-based reconstruc-
tion is complicated by the specific challenges that X-ray imaging poses. The most
prominent of these will be briefly discussed in the following.

Image quality aspects. Because of the harmfulness of extended exposure to X-
ray radiation, it is attempted to minimize X-ray dose. As will be discussed later in
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the thesis, this often results in images of poor quality, especially in fluoroscopy.
Object motion. During image-guided interventions, breathing, heartbeat, and

other types of motion (inadvertent patient motion, swallowing, doctor manipula-
tion, etc.), often create complex motion patterns. Apart from the decrease in image
quality, these motions severely complicate the task of automated image analysis. Es-
pecially 3D reconstruction may become underconstrained when pronounced motion
is present.

Transparency vs. occlusion. The gray value of each pixel in an X-ray image is
produced by the superposition of all absorbing matter on the corresponding X-ray
beam. In contrast to natural imaging, where object superposition results in occlu-
sion, X-ray imaging is transparent, resulting in a challenging detection problem.

Complexity of the content. Although it may be argued that the content of medi-
cal images is more constrained than the vast variability observed in natural imaging,
content modeling in medical imaging presents significant challenges. In computer
vision, machine learning approaches are typically applied, in which large datasets
are collected to teach the vision system relevant object properties. In medical imag-
ing, this approach is limited to Computer-Aided Diagnosis and a few select areas of
image analysis [5]. For the tasks of object localization, tracking and ultimately recon-
struction, statistical approaches have been applied in specific cases where (a) data
variability can be explained by a statistical model and (b) sufficient well-annotated
data exist for a training set, e.g. [6]. For our case, neither condition applies.

The main components of a multi-view reconstruction algorithm can be summa-
rized to a set of basic steps, each consisting of several individual tasks. These are
outlined in Figure 1.4.

1.4.4 Research questions

At this point, we have elucidated the problem statement of this work and presented
the approach that will be followed. Given the chosen technique of multi-view X-
ray, our work will deal with the 3D reconstruction of clinically relevant curvilinear
objects from views acquired with a limited C-arm motion. Specifically, we will ad-
dress the 2D detection and tracking, as well as the 3D modeling aspects related to
this problem. Having defined the scope and required tasks for our research goal,
illustrated in Figure 1.4, we can now formulate the specific Research Questions (RQ)
for this thesis.

RQ1: 2D detection and tracking of multiple curvilinear objects
RQ1a: Is it possible to design algorithms for the simultaneous detection of multiple curvi-
linear objects in a multi-view X-ray sequence?
RQ1b: Can the above-mentioned detections be extended to tracks over multiple views?
RQ1c: How should the results of the tracking be integrated in the complete multi-view re-
construction system?
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Step 1: Detection of 2D structures (points or object models) on each image.
 

· 2D image transformation/feature representation
· Feature point detection
· 2D (curvilinear) model detection

Step 3: 3D Reconstruction of the structures, using tracked 2D projections.
 

· Camera modeling.
· 3D object modeling.
· Deformable object modeling.
· Reconstruction of object model, employing all above components to 

recover 3D object shape.

Step 2:  Correspondence generation, i.e. matching/tracking.
 

· Matching constraints.
· Matching cost function.
· Extension of matches (two views) to tracks (multiple views).

Figure 1.4: Steps of 3D object reconstruction and main tasks for each step.

RQ2: Accuracy of 3D reconstruction and related requirements
RQ2a: Can we obtain accurate 3D reconstructions using only a small number of X-ray
views acquired with a limited C-arm motion?
RQ2b: What are the main factors affecting the 3D accuracy and their influence?

RQ3: 3D reconstruction of deformable objects
RQ3a: Can we achieve a 3D reconstruction of a deformable object with a time-varying shape,
using multiple views that were not acquired simultaneously?
RQ3b: What are suitable models and related requirements for such a reconstruction?

1.5 Contributions and scientific background

In this section, an overview of the scientific contributions of this work is given, along
with the corresponding publication history. These contributions are divided into
three main areas.

1.5.1 Information-theoretic image-quality assessment

Before dealing with the multi-view reconstruction problem, we have researched im-
age quality aspects for X-ray. In this field, we have contributed an image-quality
assessment approach, which employs information theory to quantify the informa-
tion content of X-ray images and to assess the effect of signal operations such as e.g.
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image enhancement. This method is based on a special image transformation step,
which allows the noisy channel coding theorem to be employed for the first time to
X-ray imaging.

This method is described in a paper in the proceedings of SPIE Medical Imag-
ing 2008 [7], and its relation to image quality aspects derived from linear systems
theory is examined in a paper in the proceedings of the WIC 2008 Symposium on
Information Theory of the IEEE Benelux Chapter [8].

1.5.2 2D detection and tracking of curvilinear objects in X-ray images

A substantial part of this thesis is devoted to 2D image analysis techniques, which
are required to form the input to the 3D reconstruction step. We will now summarize
our contributions here.

1. In the field of feature point detection, we have proposed a new evaluation
method for the performance assessment of feature point detectors in the case
of non-planar scenes.

2. A feature point tracking algorithm is proposed, which exploits the existing
geometric constraints of the multi-view setup for efficient and robust tracking.

3. A novel algorithm for multiple-model estimation, termed SPD-RANSAC, is
described, which exploits existing dense image information to improve and
speed up the model estimation. This algorithm is applied to curve detection
in X-ray images. A specific realization of the algorithm is also applied for the
automatic delineation of catheters.

4. Results of the curve detection from successive views are combined using a
novel curve tracking algorithm, which combines the above point tracking al-
gorithm with a cost function incorporating shape and geometry terms.

The evaluation technique for feature point detection has been published in the
proceedings of the 2009 Advanced Concepts for Intelligent Vision Systems (ACIVS)
conference [9]. The feature point tracking algorithm is included in work published
in the proceedings of the MICCAI 2009 Workshop for Geometric Accuracy in Image
Guided Interventions [10]. The SPD-RANSAC algorithm, has been published in the
proceedings of the 2010 International Conference for Pattern Recognition (ICPR) [11],
while an extended version, including further theoretical analysis and the extension
of the method to 3D, is currently under review for the journal Pattern Recogni-
tion [12]. Finally, the curve tracking algorithm, as applied to surgical needles, has
been presented in the 2010 International Conference on Image Processing (ICIP) [13].
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1.5.3 3D object reconstruction

In the field of 3D reconstruction, this work forms –to the best of our knowledge–
the first extensive contribution to multi-view, non-simultaneous, X-ray object recon-
struction. In this area, we have presented the following novel aspects:

1. A full analysis of the properties of the X-ray system as a multi-view camera
system is performed. A projection model is formulated in the multi-view ge-
ometry framework, and we have provided the first accuracy analysis of point
reconstruction using such a system.

2. We have implemented a fully automatic 3D point reconstruction system, re-
covering the 3D positions of interest points using multiple X-ray views.

3. A 3D reconstruction technique for curvilinear objects appearing in multi-view
sequences is developed. Additionally, we present a refinement of this tech-
nique employing non-linear optimization.

4. The first, to our knowledge, application of Non-Rigid Structure-from-Motion
to deformable catheter reconstruction, is proposed. The framework developed
for this purpose incorporates a novel deformation model for NRSfM, based on
robotic modeling of steerable catheters.

The 3D point reconstruction system has been presented in the MICCAI 2009
workshop paper mentioned above [10]. The curve reconstruction algorithm, as ap-
plied to needles, has been published in the ICIP 2010 paper [13]. The NRSfM ap-
proach for deformable reconstruction has been presented at SPIE Medical Imaging
2012 [14]. The detailed implementation of the approach is also documented in an
EU patent application [15]. The extended model, along with more elaborate experi-
mental results, has been submitted as a journal paper to the 2012 IEEE Transactions
on Biomedical Engineering [16].

1.6 Thesis outline

The formulation of the research questions in Section 1.4.4 provides a guideline for
the structure of our research, which is organized along two axes. We will follow
the organization along these axes throughout the thesis. Figure 1.5 illustrates this
organization.

On the horizontal axis, the problem dimensionality increases. It starts with single
2D images and then evolves to image sequences (often described as 2D+T, where T
stands for Time). Next, we employ reconstruction techniques to achieve a 3D rep-
resentation. In the final part of the thesis, we address an additional dimensionality,
namely 3D time-varying reconstruction, denoted as 3D+T reconstruction. This axis
also follows the development of the research questions as presented in Section 1.4.4.
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The vertical axis refers to the object complexity. We start with single points,
which are detected in 2D, tracked in 2D+T and reconstructed in 3D. Afterwards,
the model complexity increases by the introduction of multiple curvilinear mod-
els, which also extend along the same dimensions described previously. Finally,
the 3D+T reconstruction step requires models of a higher complexity, incorporating
temporal deformation aspects.

This thesis is organized in order of increasing complexity, so that it follows the
structure depicted in Figure 1.5 from the bottom left towards the top right, i.e. from
low to high data dimensionality and from simple towards complex object models.
This organization corresponds to the chapter structure of this thesis, which will be
presented in the following.

Chapter 2. This chapter introduces basic concepts of X-ray imaging and provides
an analysis of image quality aspects. An image quality description in the informa-
tion domain is proposed for X-ray images, by employing the noisy channel coding
theorem. To this end, an image transformation step is described, which achieves
signal-independence of X-ray photon noise. Experimental results on several image
quality scenarios show that this approach provides a quantification of image quality
in X-ray, and especially its influence by system acquisition parameters and image
processing.

Chapter 3. This chapter describes techniques for 2D detection and tracking of
feature points. After presenting a number of feature transformations from litera-
ture, the selection of an appropriate feature point detector is discussed. Motivated
by the specific challenge of non-planarity of scenes in X-ray, we propose a feature-
point evaluation scheme, which is based on the definition of a set of 3D reference
points. We apply not a single detector but a combination of four different detectors:
multi-scale Harris, normalized curvature, Laplacian-of-Gaussian and Determinant-
of-Hessian, which allow a compact and rich representation of image information.
Afterwards, a dense tracking scheme is described, which makes explicit use of the
multi-view constraints to create robust tracking results.

Chapter 4. Here, we focus on the 3D modeling of the X-ray system as a multi-
view camera. We describe projective multi-view geometry and apply it to the spe-
cific scenario of multi-view X-ray. The main differences with standard multi-view
camera systems are highlighted. Since this is a new topic within X-ray imaging,
we have performed extensive simulation experiments to explore the 3D accuracy
of multi-view X-ray. The results of Chapter 3 are employed together with the 3D
camera model to obtain 3D point reconstructions of X-ray sequences, showing that
mm-accurate reconstructions are feasible under typical imaging conditions.

Chapter 5. At this point, the analysis moves to the layer of object models. In
this chapter, we propose an algorithm for the detection and tracking of multiple
curvilinear models. To this end, we apply a model estimation approach based on
the RANSAC algorithm, which fully employs the existing dense image information
to fit models between sparse data, and is therefore termed Sparse-Plus-Dense (SPD)-
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Figure 1.5: Structure of the present thesis along the axes of reconstruction layers and prob-
lem dimensionality. The individual chapters are indicated with gray boxes.
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RANSAC. The dense data, in the form of discrete labels, are employed to improve
all steps of the estimation, which includes sampling, model fitting, cost function
calculation and model merging. This allows the simultaneous detection of multiple
curves, featured by surgical instruments, where the endpoints of these objects are
correctly localized. Afterwards, the models found in different views are linked by a
tracking algorithm, which extends the tracking of Chapter 3 from points to models,
by adding a curve cost function.

Chapter 6. In this chapter, rigid 3D curve reconstruction is performed. We
discuss the important issue of correspondence generation in curvilinear models,
which is complicated by the aperture problem. We propose two different sampling
schemes, each of which is tuned to a different type of content. A uniform arc-length
sampling scheme is employed for curves with two distinct and fully visible end-
points. For curves partly visible in the image, where only one endpoint is present, a
fixed arc-length sampling is proposed. Additionally, in this chapter we discuss the
specific application of marker-based catheter reconstruction. For this purpose, we
describe an implementation of the SPD-RANSAC algorithm for catheter detection
and tracking. The tracking results are then employed to obtain 3D reconstructions
of these curvilinear instruments, with an accuracy within a few millimeters.

Chapter 7. This chapter extends the above analysis to deformable models, refer-
ring to the highest layer of reconstruction. We provide a technique that allows 3D+T
reconstruction of deforming steerable catheters in multi-view sequences. This is a
fundamentally underconstrained problem, which is termed Non-Rigid Structure-
from-Motion (NRSfM). We propose a specific model from the field of Robotics, which
is suitable for integration into the NRSfM framework. Based on the combination of
this compact and descriptive model, it is shown that even in this challenging sce-
nario, multi-view X-ray succeeds in recovering mm-accurate reconstructions.

Chapter 8. Finally, the concluding chapter of the thesis summarizes the achieved
results. In the future outlook, we provide a wider perspective for the described
contributions, pertaining to algorithmic and system-level extensions, as well as the
broadening of the clinical application scope. It is concluded that the implementation
of the techniques proposed in this thesis in clinical practice is within reach, which
would support full 3D interventional X-ray.
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CHAPTER 2
X-ray image quality

There is no quality in this world that is not what
it is merely by contrast. Nothing exists in itself.

Moby-Dick
H. Melville

Abstract

In a task-oriented discipline such as medical imaging, Image Quality (IQ) plays a crucial role. In this
chapter, we elaborate on image quality assessment approaches in X-ray systems. First, we examine
the relation of various system and acquisition parameters to individual aspects of IQ, as compared to
existing performance assessment metrics. Next, we present our proposal for an IQ assessment metric
based on an information-theoretic analysis. In experiments on phantom images, the proposed metric
is shown to correspond well with standard IQ assessment metrics, while encapsulating all three image
quality aspects (contrast, sharpness and noise) in one expression. Additionally, this method is suitable
not only for system performance assessment, but also for the evaluation of advanced image processing
algorithms. In the concluding remarks of this chapter, we elaborate on the link between image quality
and the 2D and 3D analysis techniques discussed in the remainder of the thesis.
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2. X-RAY IMAGE QUALITY

2.1 Introduction

The ultimate criterion for the diagnostic or therapeutic usefulness of any medical
image is its quality. Image quality, for general imaging as well as for medical ap-
plications, is an intensively studied topic. Much of its difficulty lies in the fact that
there is no single definition of image quality and especially on its relation to per-
ceptual quality. It is a property strongly linked not only to the performance of the
imaging system itself, but also to individual preferences, viewing conditions and –
importantly– the task at hand. In the context of the tasks of diagnosis and guidance,
we regard image quality as the characteristic of a medical imaging system that suc-
cessfully conveys visual information, relevant to the diagnosis or intervention.

The value of objective image quality. Due to the above considerations, in com-
bination with the ever-growing complexity of systems, a technique for objective im-
age quality assessment remains a desirable goal. It is not only desired because it
would save significant resources –namely the valuable evaluation time of clinical
and technical experts, but also because it would allow different systems, or different
realizations of the same system, to be compared unambiguously. This would bene-
fit the speed and accuracy of the system design process. Additionally, an objective
quality metric facilitates the communication between technical expert and the clin-
ical user, and provides an independent platform for performance characterization.
Several objective quality metrics are currently being used for system performance
assessment, and we will review the most important ones in the following.

In recent years, the proliferation of clinical applications that make use of ad-
vanced image processing algorithms has added another factor in image quality con-
siderations: the assessment of image processing itself. The currently employed sys-
tem performance metrics do not extend well to complex, non-linear and content-
dependent algorithms. We will therefore propose another approach for describing
system and algorithm performance in the domain of image information. It will be
shown that this approach can be employed to quantify image quality for both sys-
tem performance and assessment of image processing algorithms.

Relation to perception. Although in this chapter we consider image quality
specifically for the X-ray system, it is a concept relevant to all fields of image sci-
ence. On one hand, the goal is to express IQ in measurable quantities, such that it
can be evaluated in a reproducible way. On the other hand, in the broad field of
visual perception, it is attempted to link such objective descriptions to judgements on
IQ as made by the human observer. The human visual system and its reaction to
stimuli, although intensively studied for the last two centuries, are still not entirely
understood.

Nevertheless, perceived image quality has been connected to a set of objective
characteristics of the image. For X-ray images, which are grayscale and therefore
color aspects do not play a part, the three basic elements of image quality are: con-

20



2.1. Introduction

trast, sharpness and noise. These elements have been shown to be directly reflected
in perceptual image quality, and therefore have been applied not only to medical
image enhancement [17], but also in a broad range of consumer applications such
as e.g. television [18]. In this work, we will not directly deal with perception is-
sues, but build further on this established connection between the triptych contrast-
sharpness-noise, and perceived quality.

Image quality and information. Viewing an image involves receiving and inter-
preting visual information, especially in task-oriented fields such as e.g. surveillance
and medical imaging. Therefore, it is not surprising that information theory has been
employed for the description of visual communication. In this context, the imaging
chain can be considered as a communication channel which causes distortion on
the message conveyed to the receiver (viewer). The information capacity of such a
channel has been characterized by Shannon [19], and determines the upper limit of
information that can be carried by the channel. Various image-quality assessment
approaches have been based on this principle, and will be discussed in more detail
later in this chapter.

An information-theoretic approach is very suitable for X-ray imaging as well,
where the X-ray system forms the communication channel and the patient anatomy
corresponds to the signal. The special characteristics of X-ray, such as the trans-
parency and large dynamic range, combined with high noise and low contrast due to
dose considerations, make the optimization of system parameters for IQ a complex
task. Characterizing the system in terms of its information capacity would provide a
measurable Figure-of-Merit (FoM) for this task. However, applying Shannon’s the-
orem to X-ray imaging is not straightforward, as one of the main assumptions of the
theorem is violated, namely that the noise is independent of the signal.

Proposed approach. In this chapter, we will elaborate on image quality in X-
ray and propose an information-theoretic approach for its quantification. To this
end, the relation between the imaging characteristics of the X-ray system, as de-
scribed in the previous chapter, and image quality aspects, is discussed. Next, our
proposed information-theoretic FoM is presented, which extends existing descrip-
tions from linear-systems theory, in that it can describe both system performance
aspects and image processing algorithms. The problem of an information-theoretic
IQ assessment for X-ray is complicated by the signal-dependent nature of noise in
radiographic images. Our proposed approach incorporates a special image transfor-
mation to overcome this obstacle. We formulate an assessment method that employs
a full-reference scheme, so an original noiseless version of the image is assumed to be
at hand. We then proceed to validate our approach with a number of phantom ex-
periments, which illustrate that the proposed IQ description corresponds well to
changes introduced by acquisition parameters as well as image processing.
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The remainder of the chapter is structured as follows. In Section 2.2, we discuss
basic image quality aspects and their relation to X-ray system parameters, and sum-
marize the metrics typically employed in system performance assessment. In Sec-
tion 2.3 we propose a new image quality assessment approach, which is based on
information theory, and describe how it can be employed for system and algorithm
assessment. Section 2.4 presents experimental results on several X-ray sequences.
Finally, we conclude in Section 2.5 with remarks on the presented approach and its
outlook, as well as on the role of image quality in the analysis of this thesis.

2.2 Image quality aspects and relation to system parameters

It is generally acknowledged that image quality is defined by three basic aspects:
contrast, sharpness and noise. In the following, we will briefly state the definitions
of these parameters, and outline how they are affected by X-ray system hardware,
geometry, and acquisition parameters.

2.2.1 Contrast

Contrast is defined with respect to a signal transition in the luminance, between
a surrounding background and a foreground object. If the background and fore-
ground luminance values are L1, L2 , respectively, then contrast C can be defined as
follows:

C = L1 −L2

L2
. (2.1)

Note that the nominator of Equation (2.1) is negated with respect to the convention
in natural imaging. The following system aspects affect contrast.

Tube voltage. Increasing the input voltage augments the penetrating power of the
beam, thus making the response of the various materials contained in the ob-
ject more uniform and reducing contrast.

Pre-filtering. Often, a filter (typically Cu or Al) is placed immediately after the X-
ray tube to shape the X-ray spectrum such that undesired soft radiation is re-
duced 1. This results in a reduction of the achievable contrast.

Scatter. Scattered radiation acts as a secondary source of radiation, which emanates
from random points in the object and propagates in all directions, also reduc-
ing object contrast.

Contrast agent (if used). In some applications, e.g. in interventional cardiology, the
patient is injected with a high-atomic-number element, such as iodine or bar-
ium. This increases the absorption of the injected tissue and makes blood flow
visible, which locally increases contrast.

1This radiation consists of X-rays that do not have sufficient energy to reach the detector and are con-
sequently absorbed by the patient, increasing radiation dose without contributing to image information.
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The above shows that contrast is directly linked to physical aspects of the imaging
chain. Local contrast is also influenced by the imaged anatomy (depending on pro-
cedure), patient body habitus, injection speed and perfusion of contrast agent, etc.

2.2.2 Sharpness

Sharpness refers to the steepness of edges, or transitions between neighboring lu-
minance values. If L(x) is the luminance value as a function of position x, then the
gradient dL/dx quantifies the steepness of this transition. Since in practice no image
is perfectly sharp, it is often more convenient to speak of unsharpness or blurring.
The main sources of unsharpness in X-ray can be summarized as follows.

Geometric blur. The focal spot has non-zero physical dimensions, so that it deviates
from the ideal point-source model, resulting in image blur. The amount of
geometric blur depends on: (1) focal spot size, (2) object-detector distance, (3)
object shape, and (4) image location.

Motion blur. Due to the finite duration of the X-ray pulse, any movement of the
object during exposure will result in motion blur. Similarly, vibrations of the
C-arm can also cause motion blur, affecting image quality as described in [20].

Detector blur. Flat-panel detectors introduce blurring through a number of mech-
anisms. Some of these are intrinsic to all media (photoconductors and phos-
phors), while others are specific to phosphors. See [3] for more details.

Post-sampling blur. Image processing operations, such as noise filtering, may also
introduce blurring in the post-sampling (discrete) domain within the imaging
chain.

Sharpness is especially crucial in the context of medical imaging, since it directly
relates both to the measurable and the perceptual visibility of details.

Table 2.1: Effect of acquisition parameters on IQ parameters. Arrows indicate the direction
of change for an increase in the input parameter in the leftmost column of the table.

Parameter Contrast Sharpness Signal-to-noise ratio

Tube current (mA) - - ⇑
Pulse width (ms) - ⇓ ⇑
Tube voltage (kV) ⇓ - ⇑

Tube voltage ⇓ - -
(with current varied to achieve fixed noise)

Focal spot size - ⇓ -

23



2. X-RAY IMAGE QUALITY

2.2.3 Noise

Image noise is the effect of random fluctuations in the signal value. X-ray images
demonstrate the following types of noise.

Quantum or photon noise. This type of noise consists of statistical fluctuations on
the number of photons generated in the physical radiation.

Electronic noise. This is random noise added in the post-sampling domain, e.g. due
to amplifiers.

Fixed-pattern noise. Imperfections in the detector phosphor layer or the anti-scatter
grid introduce fixed structures on the image. Fixed-pattern noise is typically
measured during detector calibration and the measured pattern is used to cor-
rect images obtained during acquisition.

Photon noise is the dominant type of noise in X-ray. This noise follows a Poisson
distribution, specified by:

f (k, Np ) = e−Np

N k
p

, (2.2)

where Np is the average number of photons absorbed per unit area, and f (k, Np )

expresses the probability that there are exactly k photons per unit area. The standard
deviation of the Poisson distribution is

√
Np , while the relative fluctuation is σ/Np =

1/
√

Np . This means that in fact more intense beams produce smaller fluctuations, or
that images created with less intense beams become noisier.

Two acquisition parameters affecting noise are:

Tube current. The intensity of the beam (quantum density) is linearly related to the
tube current. Therefore, photon noise is inversely related to the square root of
the tube current.

Tube voltage. Increasing the input voltage also increases the input signal, thus de-
creasing the noise. The relation between voltage and noise is exponential.

In Table 2.1, a qualitative overview of the relation between X-ray acquisition pa-
rameters and image quality aspects is shown.

As discussed, the three aspects of contrast, sharpness and noise have a proven
value in the assessment of visual quality, and correspond well with image percep-
tion. Since in our work we do not directly address perception issues, we will rely
on the these aspects to provide a link between the objective metric proposed later in
this chapter, and perceived image quality.

2.2.4 Image quality using a linear systems theory approach

Linear systems theory has been applied for the performance assessment of imag-
ing systems, as described in [21]. In Appendix B, we elaborate on this approach,
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Table 2.2: Image quality metrics from linear systems theory. OT F : Optical Transfer Func-
tion, PSF : Point Spread Function. See Appendix B for detailed definitions.

Metric Formula Description

SNR SN R = S
N

Relation between signal and
square root of noise power

CNR C N R = C
N

Relation between contrast
and square root of noise
power

MTF MT F = |OT F (u)|
OT F (0) = |F (PSF )|

Normalized characteristic
function of the system, de-
scribes transfer of sharpness
and detail

NPS N PS(u) =F
{
Kdd (x, y)

} Fourier transform of autoco-
variance

NEQ N EQ(u) = d̄ 2·MT F (u)2

N PS(u)

Number of Poisson-
distributed quanta that
would produce the same
SNR in an ideal detector∗

DQE DQE(u) = d̄ 2MT F (u)2

q̄N PS(u) = SN Rout
SN Ri n

Fraction of input quanta used
to create an image for each
spatial frequency

∗This is defined here as a detector where only quantum noise is present.

describing the assumptions associated with it and its application to X-ray imaging.
The metrics derived from this approach are also described for the interested reader.
We present here only a short summary of these metrics in Table 2.2, to serve as a
reference for the remainder of this thesis.

Limitations of conventional image quality metrics. Even if the assumptions as-
sociated with the linear systems approach are valid (or approximated), most of the
aforementioned metrics reflect only partial aspects of image quality. For example,
the conventional (scalar) Signal-to-Noise Ratio (SNR) describes the relationship be-
tween signal and noise power, but does not give an indication of the interaction be-
tween them. This interaction depends largely on the spectral distributions of signal
and noise, which are typically not considered as the SNR is computed as an average
over all spatial frequencies. If, for instance, the signal power resides mainly in the
low frequencies, while the noise is high-frequent, then the degrading effect of the
noise is decreased; this will not be reflected in an averaged SNR. On the other hand,
metrics that describe sharpness like the Modulation Transfer Function (MTF) –which
is described as a function of spatial frequency– are sensitive to non-linearities, and
the accuracy in their measurement depends on the selected measurement method.
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The Detective Quantum Efficiency (DQE) has been derived as a measure for de-
tector performance, but can also be used to characterize other components of the
system. It combines sharpness transfer with noise characteristics and thus gives a
more complete description of system performance in terms of quality. However, it
is not possible to describe the performance of image processing algorithms using the
DQE: for linear algorithms it is by definition 1 (the same processing is applied on
signal and noise), while for non-linear algorithms the MTF and NPS cannot be cal-
culated. For the evaluation of image processing, often the SNR2 is used instead of
the DQE.

Summarizing, we note that the conventional metrics for image quality present
a number inherent limitations, mainly due to violation of the related assumptions
and their inability to describe the performance of image processing operations. This
explains our search for an alternative description of image quality for X-ray. The
chosen approach entails an expression of image quality in a different domain than
the spatial or spatial-frequency domain, namely that of information.

2.3 Information-theoretic image quality assessment

In this section, we will introduce our proposed method for the assessment of X-ray
image quality in the information domain. This method is implemented with the goal
of assessing system and algorithm performance in a full-reference scheme, meaning
that a reference image is assumed to be available.

The result of the assessment is encapsulated in a Figure-of-Merit (FoM), which
combines the following properties:

1. It relies on a full-reference scheme.
2. It can be applied for the assessment of both system and algorithm perfor-

mance.
3. It expresses quality in the information domain, instead of e.g. the spatial, tem-

poral, or spatial-frequency domain.
4. It responds to, and encapsulates, all three basic IQ aspects, namely contrast,

sharpness and noise.

In the remainder of this section, we begin by a brief overview of literature, fol-
lowed by a short introduction in basic concepts of information theory. We then elab-
orate on the implementation of this approach in X-ray imaging, and especially on
the complications introduced by the nature of noise. A solution is proposed which
allows information-theoretic quality assessment for this type of images. Finally, the
implementation of the method in a full-reference scheme is explained.

2.3.1 Information theory in imaging

Information theory as an approach in image analysis and processing has been ap-
plied in different scenarios, such as noise filtering (see e.g.Awate et al. [22]) and
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image registration (an overview is given by Pluim et al. [23]). In the field of qual-
ity assessment, there has been significant work in the past decades to apply Shan-
non’s theory to two-dimensional signals, and derive expressions for the information
capacity of imaging systems. Huck et al. [24] have made an extensive analysis of
imaging systems as information carriers, distinguishing between the stages of image
gathering, encoding, restoration and display. The authors follow the assumption of
independent Gaussian noise. Wagner et al. [25] have applied Shannon’s noisy chan-
nel coding theorem in CT, expressing the information capacity in terms of the MTF
and NPS. Similar work has been done by Fuderer [26] for the case of MR images.
An information-theoretic fidelity criterion for natural images, incorporating a hu-
man observer model and expressed in the wavelet domain, has been developed by
Sheikh et al. [27].

In all the aforementioned work, the noise is assumed signal-independent, in com-
pliance with Shannon’s theorem. Our work aims at extending this description for
signal-dependent noise, as is the case in X-ray, and also examines the effect of image
processing on image information content.

The work of Shannon [19] has provided a framework for the assessment of digital
communication. The Shannon entropy, as a description of the amount of uncertainty
or surprise contained in a signal, can be expressed in terms of the underlying distri-
bution p(xi ) of a random variable X by:

H(X ) =−
n∑

i=1
p(xi ) log(p(xi )), (2.3)

where n is the number of states that the (discrete) signal can assume. In the context
of our full-reference scheme, an important concept is the Mutual Information (MI)
between an input distribution X and an output Y , which describes the amount of
information that Y conveys about X :

M I (X ;Y ) = H(X )+H(Y )−H(X ,Y ) = H(Y )−H(Y |X ) =

∑
X ,Y

p(x, y) log2
p(x, y)

p(x)p(y)
. (2.4)

In terms of imaging, this variable can be regarded as the extent to which a de-
graded image reflects the information present in a reference image. Its calculation
for a given pair of images requires knowledge of the underlying distribution of input
X and output Y , as well as their joint distribution, which in practice is not possible as
only realizations of the distributions (images) are available. Furthermore, spatial cor-
relation introduced by the presence of objects in the image implies that conditioning
a pixel to its neighborhood would reduce the entropy. One solution to estimating the
entropy of an image is to model it as a Gaussian source, such that the conditional en-
tropy of each pixel given an infinite neighborhood is calculated, similarly to e.g. [28];
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however, even approximations using a small neighborhood lead to problems of very
high dimensionality.

It is possible to bypass this limitation if we consider another aspect of Shannon’s
theory. In the context of coding, MI gives the rate of information transfer through
a communication channel. The maximum of this rate is equal to the channel capac-
ity, for which Shannon has provided an elegant definition. For the case of a one-
dimensional, zero-mean signal of bandwidth B , which is corrupted by independent
additive white Gaussian noise, the maximum information capacity of the channel C0

can be written in the simple form:

C0 = max{H(Y )−H(Y |X )} = B log2

(
1+

(
S

N

)2)
, (2.5)

where S/N is the signal-to-noise ratio 2, and the maximum is taken over all power-
constrained input densities. Here the channel bandwidth is measured in Hz and C0

is expressed in bits per second (bits/s).
Shannon’s noisy channel coding theorem can be generalized to two-dimensional

signals, where both signal and noise are zero-mean and bandwidth-limited and the
noise is additive, Gaussian and possibly colored. In this case, the information capac-
ity (C0) per unit area can be calculated as:

C0 =
∫ fN x

− fN x

∫ fN y

− fN y

log2

(
1+ P ( fx , fy )

N ( fx , fy )

)
d fx d fy , (2.6)

where P ( fx , fy ) and N ( fx , fy ) are the signal and noise power spectra, respectively.
The integration is up to the Nyquist frequency fN = ( fN x , fN y ). In this calculation,
the zero-frequency components of the spectra are discarded, since the information is
contained in the difference between the signal and the background, corresponding
with the zero-mean demand in Equation (2.5). The unit of the result is bits per pixel
(bits/pixel) or bits per square millimeters (bits/mm2), depending on the spatial fre-
quency units.

This information capacity expresses the maximum amount of information per
unit area that can be transmitted for a given signal and noise power spectrum. The
expression relies on the fact that the signal power, wherever it is present in the spec-
trum, allows us to establish a signal representation that enables the transmission of
data bits. The signal power can be locally degraded by noise power, which limits the
channel capacity. The source information content is upper-bounded by the entropy
of the source producing the signal. In this sense, it can be considered as a measure of
the information content of a specific image at a given noise level. Given the previous
discussion on the main elements of image quality, we note the following aspects of
the information capacity C0.

2As discussed in Appendix B, the signal here is defined as a zero-mean difference to the background,
hence SN R ≡C N R.
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• The noise spectrum is reflected through the denominator of Eq. (2.5). The defi-
nition also holds for colored noise.

• The contrast of the image is reflected in the signal power spectrum, where the
signal is defined as a superimposed difference on the background.

• Sharpness is also incorporated in the signal power spectrum, since it follows
the transfer characteristics of the imaging system.

As a conclusion, sharpness, contrast and noise are all reflected in this expression.
Therefore, C0 is considered a concise and descriptive metric of image quality in the
information domain. Our proposed approach consists of enabling the calculation of
C0 for X-ray images, by removing the signal-dependence of the noise. This will be
explained in the following section.

2.3.2 Estimation of information capacity

To calculate C0 as defined in Equation (2.6), the signal and noise power spectra must
be known. A first approximation for the spectra can be obtained by the squared
moduli of the Fourier transform. For this calculation, it is first necessary to sepa-
rate the noise from the signal in the input image. In a full-reference scheme, we
assume a noiseless version of the image to be available; a first intuition would be
to subtract the reference image from the noisy image, in order to obtain the noise.
However, as described in the previous chapter, the dominant photon noise in X-ray
is signal-dependent. Specifically, it follows a Poisson distribution with standard de-
viation σ equal to the square root of the number of detected photons, which in turn
is equal to the mean signal value µ, so that σ=√

Np =p
µ. For most acquisition con-

ditions, the large number of photons per pixel enables to approximate the photon
noise with a Gaussian distribution with a variance that is proportional to the mean
signal, so σ= k

p
µ. As a result, subtracting a noiseless reference image from a noisy

test image would lead to “structured” noise, following the signal variations. This
signal-dependent noise contradicts the assumption of the Shannon theorem of Equa-
tion (2.6), which is formulated for signal-independent noise.

Signal-dependent noise transformation. As a consequence of the previous anal-
ysis, signal-independence of the noise should be ensured in order to validate the cal-
culation of C0. To this end, we exploit the property that any invertible deterministic
transformation on a signal has no effect on its information content, as expressed by
the entropy of the signal [29]. It can be derived from the first part of Equation (2.4)
that it also does not affect the value of the information capacity of a channel. Strictly
speaking, this is only true for signals in the analog domain. In the case of X-ray
images, we assume that the quantization is fine enough (typically 16 bits/pixel) to
approximately meet this demand.

For unprocessed images directly after signal detection, it has been shown [30]
that employing a square root transformation function results in transformed images
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2. X-RAY IMAGE QUALITY

with signal-independent noise variance. A pixel-wise transform T (x) is applied,
which depends only on the grayscale value x of each pixel. If σ, σT are the standard
deviations before and after the transformation, respectively, and T ′(x) is the deriva-
tive of T (x), then using a second-order Taylor expansion, we obtain σ2

T ≈ (T ′(µ))2σ2,
which in the case of T (x) =p

x leads to σ2
Y ≈ k/4, where k is the constant relating σ top

µ. In this way, the noise standard deviation becomes approximately independent
of the signal.

However, this simple square-root transformation does not hold throughout the
imaging chain. After image acquisition at the detector, various operations are per-
formed, which affect both signal and noise. Consequently, the transformation T (x)

required for signal-independence of the noise depends on the transfer characteristics
of the imaging chain up to the measuring point. Because many of the operations are
non-linear and/or content-dependent, we would like to calculate the appropriate
transformation function using a “black box” approach, so without any knowledge
of the specific transfer characteristics, but only measuring the noise statistics at a
given point in the imaging chain.

Arsenault and Denis [31] have shown that such a general calculation of T (x) is
possible, if the dependence of the noise on the signal is known. For the case of a
known relation σ(µ) between standard deviation and mean signal, and under the
assumption that σ<<µ (which generally holds in X-ray, even for low-dose images),
it is shown that this transformation is specified by:

T (x) = K
∫

1

σ(x)
d x, (2.7)

where x is the grayscale value of the signal. The transform T (x) is a one-to-one
grayscale mapping, applied to each pixel in the image, and resulting in σ(µ) ≈ K

for all µ. The scaling constant K determines the absolute value of σ, and will be
considered unity in the following. By applying this mapping, we will attempt to
equalize the noise standard deviation at any measuring point in the imaging chain,
even if the specific transfer functions up to that point are not known.

Acquisition of the reference image. To acquire the reference image, a long se-
quence is acquired (typically F = 100 frames). Since it is assumed that the phantom
has not moved during the sequence, we may average the sequence. This increases
the SNR of the averaged image by a factor of

p
F . For typical acquisition conditions,

the noise becomes negligible, and we may assume that our reference contains only
signal variations. Simultaneously, this acquisition scheme provides us with F test
images for evaluation. However, this approach does not allow the effect of object
movement to be incorporated in the quality assessment, but is rather designed for
the assessment of still images.

The reference image in our assessment scheme is not an “ideal” image, as is often
assumed in other approaches. In obtaining the reference, we aim at capturing all
signal content that is not noise. This means that blurring is encapsulated in the
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Figure 2.1: Flow diagram of the proposed information-theoretic image quality assessment.

reference. As long as this is not a result of the reference image calculation itself (e.g.
due to motion during the sequence), this is a desired effect, as we wish to describe
the sharpness information of the signal as well. It should be noted that, whatever
the selection of our reference, there is an inherent limitation in the fact that the signal
itself (unlike the noise) is not ergodic, thus not representative for the complete set
of images. This is a shortcoming of this method, which nonetheless applies to most
image formation models.

Noise statistics measurement. In order to determine the aforementioned trans-
formation, the noise statistics need to be measured at any point in the imaging chain.
The sample mean and sample variance can be measured in uniform areas of the im-
age, where fluctuations are only due to noise. For doing this, an appropriate phan-
tom (e.g. a step phantom) should be used. An example phantom of this is shown
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2. X-RAY IMAGE QUALITY

in Figure B.2(a) of Appendix B.2. In clinical phantoms or patient images, measuring
the spatial noise statistics is more complex as it requires a separation between signal
and noise variations. Algorithms have been described to measure noise statistics
in clinical images, e.g. by Aach et al. [32], but their implementation requires some
manual tuning.

Instead of using a model for the noise statistics, in our acquisition scheme we
can obtain them from our measurements. X-ray image acquisition can be considered
as an approximately ergodic process, meaning that the temporal statistics are equal
to the spatial statistics. Because of this, it is possible to measure noise statistics in
the temporal domain instead of the spatial domain, which allows the use of general
clinical phantoms as well. By establishing that the system is ergodic, we can substi-
tute measuring the statistics in uniform regions by measuring the statistics of each
pixel along the temporal axis, during the acquired sequence. We have confirmed the
ergodicity of the system with an experiment, described in detail in Appendix B.2.

Calculation of C0. Once the noise statistics have been estimated, it is possible to
apply Equation (2.7) to calculate the required variance-stabilizing transform. This
transform is applied to both reference and test images. After this operation, sub-
tracting the reference image from the test images provides a sequence of pure noise
images. With these noise images, the NPS can be calculated, while the reference
image provides an estimation of the signal power spectrum. Finally, Equation (2.6)
is applied, giving the value of the information capacity C0. A flow diagram for the
calculation of information capacity is depicted in Figure 2.1.

2.4 Experimental results

In this section we describe some quality assessment experiments performed on phan-
tom sequences, using the proposed FoM. The goal is to determine how well the
metric responds to changes in acquisition parameters, which are directly linked to
the three basic quality aspects: contrast, sharpness and noise. To this end, we have
acquired the following phantom sequences.

1. Ten 100-frame sequences of a sharpness phantom, acquired with five different
tube current values and two focal spot sizes, with tube voltage fixed. The in-
creasing tube current affects the SNR: as explained in Section 2.2, tube current
is inversely related to the square-root of the noise, and therefore linearly re-
lated to SNR2. The two available (nominal) sizes of the focal spot are 0.4 mm
or 0.7 mm, the larger one causing more geometric blurring.

2. Eight 100-frame sequences of a TO20 contrast-detail (C-∆) phantom (described
in [33]), acquired with varying tube voltage. The goal is to examine the effect
of contrast on C0. However, because voltage affects not only contrast but also
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SNR, we have varied the tube current as well in these experiments, such that
all measurements are made with the same SNR.

3. To assess the effect of image processing, we have performed two experiments.
First, the number of representation levels (bit-depth) is varied for a sequence
of a contrast phantom. Second, the effect of an image enhancement module is
examined.

For each of these sequences, the variance-stabilizing transformation described in
the previous section is applied in the following way. The temporal response of each
pixel location is measured, providing the temporal statistics, from which mean and
standard deviation pairs are formed (one for each pixel position). Using these statis-
tics, a polynomial fit is performed on the inverse of the standard deviation, to obtain
the integrand of Equation (2.7). To improve the robustness of the fit against outliers,
the median is chosen within narrow bins before performing the fit. A bin size of 10
has been found sufficient for excluding outliers, while a 3rd order polynomial has
provided the closest fit for the sequences used.

An example of the resulting image statistics is shown in Figure 2.2. The stan-
dard deviations, calculated for each pixel in the temporal domain, are shown before
and after the transformation. Prior to the transformation, the difference in noise
variance for regions of different average gray level is apparent (Figure 2.2(b)). Af-
ter the transformation, it can be seen that the variance image appears more uniform,
apart from the regions around sharp edges (Figure 2.2(c)). The instability around the
edges is likely caused by minor registration errors (due to e.g. small vibrations of
the table, post-sampling blur, etc.), which lead to fluctuations in the measured tem-
poral variance. Another reason may be that in the darker regions of the images, the
assumption of quasi-continuous signal (enabled by the fine quantization at 16 bpp)
does not hold, and therefore the mapping applied does not preserve the image statis-
tics. The stabilization of standard deviation with respect to the mean can be seen in
Figure 2.2(d), in which the statistics before and after transformation are shown.

We will now present the individual experiments, as outlined at the beginning of
this section.

Geometrical blurring experiment. In the first experiment, we examine the effect
of blurring separately, by varying geometrical blurring with two different focal spot
sizes. The reason for examining geometrical blurring is because it affects only the
sharpness of the resulting image. On the other hand, post-sampling blur, as intro-
duced e.g. by filtering, also affects the noise, making comparisons more difficult.
In the X-ray system used3, two nominal focal spot sizes are available: 0.4 mm and
0.7 mm. The exact focal spot size also varies with input power, field position and
usage time. For these two focal spot sizes, images of a detail phantom are made
with increasing tube current at a fixed tube voltage (60 kV), using the maximum
Source-Imager Distance (SID) of 120 cm and placing the phantom in the iso-center

3Allura XPer FD20, commercially available by Philips.
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(a) (b) (c)

(d)

Figure 2.2: Result of noise stabilization on a chest phantom sequence. (a) Example chest
phantom image. (b) Standard deviation for each pixel, measured along the temporal axis,
before transformation. (c) Standard deviation after transformation (rescaled to the same
range as (b)). (d) Scatterplot of σ versus µ per pixel before and after transformation. A linear
fit has been drawn to show the slope of σ(µ).

to maximize the effect of magnification. The noise level and contrast for any given
pair of images at the same tube current is identical, while they differ only in sharp-
ness. Figure 2.3 shows two images of a Funk-38 resolution phantom acquired with
the two different focal spot sizes.

The results of this experiment, showing C0 with respect to tube current for both
focal spot sizes, can be seen in Figure 2.3. The increase along the horizontal axis is
due to reduction of noise with the tube current, while the improved sharpness of
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Figure 2.3: Results of geometric blur experiment. (a), (b): examples of sharpness phantom
images obtained with small and large focal size, respectively. The difference in sharpness is
especially prominent at the top side of the images. (c): Measured information capacity for
varying tube current.

the smaller focal spot is reflected in the difference in measured information capacity
between the two curves. The linear relation between current and

p
SN R is directly

reflected in C0, which is proportional to SN R2.
In the next experiment, tube voltage is varied to examine the effect of contrast

on C0. Varying voltage has a non-linear effect on both contrast and noise. To exam-
ine contrast, it is necessary to choose values for voltage and current which result in
the same relative noise level (SNR); the resulting image sequences will then differ
only in contrast. These values for kV-mA pairs can be predicted using Sinar-X [34],
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Figure 2.4: (a) Example images of the C-∆ phantom for tube voltage values of 55 kV and
70 kV, respectively. (c) Information capacity with increasing kV, for constant SNR.

a modeling tool designed to provide system performance parameters such as DQE,
MTF, etc., given a set of system specifications and acquisition parameters (e.g. choice
of phantom, acquisition settings, filter material and thickness). We have used these
values to determine the exact kV-mA pairs that resulted in an approximately con-
stant SNR, determining an iso-noise curve. For the kV-mA pairs measured in the
lab, the mean SNR was 33.9 (on a linear scale), with a deviation of approximately
1.3%, which is sufficiently small for our experiment.

The results for decreasing contrast while maintaining the same SNR are shown
in Figure 2.4 with increasing voltage. This calculation was repeated for a part of the
C-∆ phantom containing disks of the same average grayscale value, so with only
one contrast step present. This allows to evaluate C0 with respect to contrast. The
resulting information capacity is plotted together with the contrast in Figure 2.5.
These results reflect the agreement between C0 and contrast, in terms of describing
the improvement of visual quality.

The results for decreasing contrast, while maintaining the same SNR, are shown
in Figure 2.4 with respect to voltage. This calculation is repeated for a part of the
C-∆ phantom containing disks of the same average grayscale value, so with only
one contrast step present. This allows to evaluate C0 with respect to contrast. The
resulting information capacity is plotted together with the contrast in Figure 2.5.
These results reflect the agreement between C0 and contrast, in terms of describing
the improvement of visual quality.

Effect of image processing. We now extend our description throughout the en-
tire imaging chain, by assessing the effect of image processing. We have performed
two experiments: one examining the effect of quantization, and the second assessing
a more complex image processing module.
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Figure 2.5: (a) Image of part of the C-∆ phantom containing three disks of the same contrast,
for a voltage of 55 kV and 70 kV, respectively. (c) Contrast and information capacity of (a),
for increasing tube voltage and constant SNR.

As a first experiment, we study the effect of quantization by decreasing the num-
ber of representation levels (bit depth). In this case, there are two types of noise de-
grading the image: quantization and quantum noise 4. For practical values of the bit
depth (> 4 bpp), the quantization noise is approximately independent of the signal
and of the photon noise. Below these values, the quantization noise can no longer
be considered signal-independent and tends to mask the photon noise. For the case
of at least 5 bpp, the effect of the two noise sources on C0 can be approximated as:

C0 ≈
∫ fN x

− fN x

∫ fN y

− fN y

log2

(
1+ P ( fx , fy )

Nph( fx , fy )+Nq ( fx , fy )

)
d fx d fy , (2.8)

where Nph and Nq are the power spectra of photon and quantization noise, respec-
tively. In fact, the quantization noise distribution approximates a uniform, rather
than a Gaussian, distribution, and our derivation of C0 follows the reasoning pre-
sented in Huck et al [24]. To separate the calculation of the noise components, the
photon noise is calculated between the unquantized reference and the unquantized
test image, while the quantization error is obtained by subtracting the quantized
reference from its original counterpart.

In the experiment, one of the C-∆ phantom sequences was quantized using a
varying number of quantization levels. Some examples of quantized images, along
with the results for C0 for different dose rates are shown in Figure 2.6igure 2.6. This

4See [35] for details on this derivation.
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Figure 2.6: Left: example images of part of C-∆ phantom quantized with decreasing repre-
sentation levels. (a) Original, at 16 bpp. (b) 9 bpp. (c) 6 bpp. (d) 2 bpp. Right: Information
capacity of C-∆ phantom with respect to the number of quantization levels, for different tube
currents.

result is only reliable for values of a bit depth above 5 bpp, as mentioned in the pre-
vious paragraph; below this, the masking effect of the quantization noise on photon
noise causes random fluctuations in the value of C0, due to structures of the image
disappearing in the quantization noise. Above 5 bpp, C0 increases fast and starts sat-
urating at about 9-10 bpp, up to about 12 bpp, beyond which it shows no significant
increase. Indeed, comparing the original with the quantized images, it can be seen
that the improvement in quality is hardly visible beyond 9 bpp, which corresponds
with the C0 curve and implies that there is virtually no information present in the
phantom to be resolved beyond this bit depth.

Next, we look into an example of a more advanced image processing module,
available in the X-ray system used in the experiments. This is a noise reduction and
contrast enhancement module, implemented in a multi-resolution scheme, which
operates locally in the image, reducing noise in uniform areas while improving the
contrast of structures [36]. An example of the effect of this image enhancement on
the chest phantom sequence is shown in Figure 2.7(a-d).

Figure 2.7(e) shows the improvement achieved with image enhancement. The
increase in C0 mainly reflects the significant noise reduction; the direction-dependent
and multi-scale noise filtering avoids the blurring introduced by global filters. The
results reflect the benefits of local processing on image information.

For a more detailed treatment of the concepts described in this section, includ-
ing more experiments and discussion of other relevant topics (e.g. relation of this
approach to compression), the interested reader is referred to [35].
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Figure 2.7: (a) and (b): Image of chest phantom before and after image enhancement, re-
spectively. (c) and (d): details of (a) and (b), as indicated by the rectangles (solid line: unen-
hanced, dashed line: enhanced). (e) Information capacity of image of chest phantom dataset
with and without image enhancement, with respect to tube current.

2.5 Conclusions

2.5.1 Conclusions on the image quality assessment results

In this chapter, we have examined the X-ray system in terms of image quality, which
is an essential criterion for the usability and diagnostic value of X-ray images. A
new method for information-theoretic image quality assessment has been proposed,
which estimates the information capacity of such an imaging system. This method
defines a FoM that estimates the information capacity of an image, assuming a se-
quence of images of stationary objects is available to provide a noiseless reference.
For the derivation of this FoM, a pixel-wise transformation is described and proven
to be successful in making the noise variance signal-independent, in compliance
with Shannon’s theorem. This metric has been applied to various phantom datasets,
where it has been shown to correspond well to variations introduced by system pa-
rameters and image processing.
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The proposed metric can be applied for the evaluation of both the information
transfer in X-ray systems as a function of dose, as well as the performance of im-
age processing algorithms. This is illustrated by the quantization experiment, which
shows a simple example of the relation between dose and image processing, where
the same information capacity may be achieved by either increasing the tube current,
or increasing the number of representation levels. This implies that an equivalence
exists between dose and image processing resources in the information domain, al-
though the types of degradation introduced may be very different. Nevertheless,
the proposed description of image quality in the information domain facilitates the
study of the relation between dose and image processing, thereby providing a valu-
able objective measurement to aid efficient system design.

The apparent increase of information capacity values with advanced image pro-
cessing poses an interesting question: how can the information on an image increase?
The system and the processing has added no information to the signal, so it seems
counterintuitive that the measured value of information capacity increases. How-
ever, signal information in the mathematical sense can increase: for example, a con-
trast enhancement operation can increase the entropy of an image signal.

A second crucial aspect concerns the signal quantization, since Analog-to-Digital
(A/D) conversion defines an upper bound on the amount of information that can be
contained in the sampled and discretized signal. Image enhancement can only lead
to a higher information capacity, when the space between the existing representation
and the previously mentioned upper bound is effectively exploited. This observa-
tion emphasizes the importance of dynamic range and transfer functions in camera
and sensor design, prior to any image processing functions.

The third observation regarding the increase of information capacity in this ex-
periment is related to the modeling employed in the image enhancement. The ap-
plied noise reduction relies on pre-existing knowledge of some of the noise charac-
teristics (statistical, local), which is used effectively for the local separation of signal
from noise. Signal characteristics are modeled as well: for example, in the vessel en-
hancement, the filtering averages pixels along a vessel, while it performs sharpening
in the perpendicular direction. Although these operations by no means constitute a
full statistical image model, the information capacity is in fact an indicator of the
relationship between signal (of a given signal spectrum and bandwidth) and noise,
and reflects the effect on visual quality that operations on either of them have.

2.5.2 Recommendations for future work

Although in the remainder of this thesis we will shift our focus from image quality
aspects to multi-view X-ray for 3D reconstruction, a few interesting topics have been
identified in this chapter, worthy of future exploration.

• As discussed, we perform power spectrum estimation by the squared amplitude
of the Fourier transform. This approximation assumes that one realization of
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the image is sufficient to provide its statistics. While the noise statistics can be
reasonably estimated in our scheme, this is not the case for the signal statistics.
The use of an improved spectral model would improve the accuracy of the
absolute information capacity calculation.

• In our method, we have not considered perceptual aspects. The incorporation
of a viewer model would create a useful link between subjective and objective
quality. Also, a number of perception experiments would strengthen the rela-
tion between the measured information capacity and perceived image quality.

• The implementation of information capacity in a multi-resolution and/or multiple
orientation decomposition (see e.g. [37, 38]) would allow a better description of
individual aspects of information.

• The current method cannot describe image information in the case of moving
objects due to the averaging performed to obtain the reference image. The in-
corporation of movement would be an important addition to the method, al-
lowing the assessment of generic image sequences.

2.5.3 Image quality and 2D/3D modeling

Whatever the exact design of an X-ray system, its final purpose is to provide clin-
icians with useful visual information. For X-ray,there is a trade-off between image
quality and radiation dose, where image analysis and processing algorithms play
an important role. Image enhancement, as well as task-specific analysis operations
such as object detection and tracking, have enabled many interventional procedures
to employ much lower X-ray dose. These algorithms are themselves not immune
to low input-image quality; in fact, their robustness against e.g. noise is a critical
element in their evaluation.

Image quality appears in two different layers of the imaging system: (1) the direct
presentation and viewing of images, which should be sufficiently clear and informa-
tive, and (2) any subsequent tasks aiming at extracting information from the images.
In the first layer, typically image enhancement algorithms are employed to improve
the image appearance. The second layer involves image analysis algorithms, which
obtain (quantitative) information from the images. The techniques discussed in this
thesis belong to the second category.

In the remainder of this thesis, we address the problem of 3D object reconstruc-
tion. We will elaborate on techniques to obtain reliable 2D input to the 3D modeling
step, and in doing so we will highlight components of our system that are especially
affected by image quality considerations. Even when not explicitly named, image
quality lies at the heart of any image analysis task, and has prominent influence
when developing automated algorithms, designed to function without corrective
interventions of the user.
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CHAPTER 3
Feature point detection and tracking

Ta �fan  toØc faneroØc tekmaÐrou.

Sìlwn (638-558 p.Q.)∗

Abstract

This chapter deals with the information extraction steps required in 2D images to obtain rich and
meaningful point reconstructions in three dimensions. Different types of feature point detectors are
formulated and applied to X-ray images. To support the selection of the best feature point detectors
for multi-view X-ray, a novel evaluation technique for non-planar scenes is proposed, and results for
phantom and clinical images are shown. These results indicate that a combination of feature point
detectors gives a more detailed representation of the image. Next, feature points are matched between
successive view pairs, and tracked throughout the sequence, using a tracking algorithm that makes
use of the geometry of multi-view X-ray. The experimental results of this chapter show that combined
feature points that can be reliably linked to a 3D-world point, can successfully be tracked in multi-view
X-ray sequences.

∗Infer the invisible from the visible.
Solon (638-558 B.C.).
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3.1 Introduction

In his seminal work on computational vision [39], Marr has shown that human ob-
servers, at the initial stage of vision, search for information concentrated on char-
acteristic locations of the scene, such as e.g. edges or corners at the borders of ob-
jects. These form the so-called “primal sketch”, which has inspired much research
on computational vision 1. Feature extraction is the process of identifying the nature
of features and their locations in the image, which leads to representations of the im-
age where these locations are highlighted. Based on this representation, points can
be selected in the transformed image where the feature is most prominent. A feature
point, or interest point, is defined as a point in the image that (a) is mathematically
well defined, (b) captures a high amount of local information, and (c) is stable under
various transformations of the image, e.g. illumination or viewpoint changes. A de-
sired property is also that feature points reduce the amount of processing required
for the extraction of visual information, as they allow the transition from dense image
data to a sparse representation.

The first feature point detectors in computer vision were corner detectors, no-
tably the Moravec detector [40], the Harris-Stephens corner detector [41] and the
SUSAN detector [42]. More advanced detectors responding to information of sev-
eral sizes (multi-scale) include not only corner detectors but also other image fea-
tures such as blobs, tubular structures, ridges and junctions. An extended analysis
of these detectors can be found in [43]. In the past decade, applications such as
object recognition, image matching and motion estimation have inspired the com-
bination of feature point detection with description, in which a vector is assigned to
each feature point that provides a compact representation of the point’s neighbor-
hood. The most famous of such detector-descriptors is the Scale Invariant Feature
Transform (SIFT) [44], followed by a large number of similar approaches. A brief,
and certainly not exhaustive, list includes PCA-SIFT [45] (combination of SIFT and
Principal Component Analysis), Gradient Location and Orientation Histogram [46]
(GLOH), RIFT – a rotation-invariant generalization of SIFT [47]–, Speeded-Up Ro-
bust Features (SURF) [48] and finally, the increasingly popular Histogram of Ori-
ented Gradients (HOG) [49]. These important contributions have enabled computer
vision applications handling extreme viewing changes (e.g. [50]).

In medical imaging, feature points have been used in a range of applications,
where they are sometimes referred to as landmarks. However, since the latter term
has a clear anatomical connotation, and does not necessarily refer to a single point,
we avoid using it when describing feature points detected according to computer
vision principles. Perhaps the largest category of such applications entails feature
point detection followed by feature point matching to enable image matching and
registration. Systematic, though somewhat dated, reviews have been performed

1Computational vision is the study of early vision by means of mathematical models of perception,
whereas computer vision deals with the implementation of such models to allow the automatic interpre-
tation visual information, thus “making computers see”.
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in [51] and [52]. Image retrieval also relies on feature point detection [53]. The
segmentation of anatomic features often also employs feature transformations, al-
though the feature point detection step is then typically not applied, as e.g. in the
vessel segmentation method of [54]. Feature points have been used for catheter-
tip detection and tracking [55], or as an input for tracking of instruments such as
guidewires [56] and stent markers [57]. We will especially focus on applications
aiming at the localization of important structures in the image.

When applying feature point detection to X-ray images, the following question
immediately arises: which feature point detector is most suited to the application
scenario? The answer to this question is not trivial, a fact to which the many papers
dedicated to evaluation of feature point detectors provide testimony. However, such
an evaluation is lacking for non-planar X-ray images; moreover, evaluation methods
from the literature are not applicable here. We therefore propose in this chapter an
evaluation method tuned to this task.

As we are analyzing image sequences, the final step is to link the detected feature
points of different images into tracks. Tracking is another active research field, both
in computer vision and in medical imaging. For the former, we mention two of
the most popular tracking methods, namely the Kanade-Lucas-Tomasi tracker [58]
and mean-shift tracking [59]. In the latter field, interesting tracking applications
include cardiac motion estimation using optical flow [60], particle filter tracking in
fluorescence microscopy images [61], and guidewire tracking using a coarse-to-fine
approach [56]. In the context of multi-view X-ray imaging, tracking can benefit from
geometric constraints. We propose a tracking algorithm exploiting these constraints
to achieve robust and rich feature tracks along the multi-view sequence.

The problem addressed in this chapter is that of providing a sparse represen-
tation of the image in terms of distinctive interest points, which are detected and
matched in each image of a multi-view sequence. Starting with the image sequence,
the output should yield a sufficiently rich set of feature points tracked for each view
of the sequence. These points should have the characteristics defined in the begin-
ning of this section, namely a clear mathematical definition, distinctiveness and in-
variance. Additionally, another specific requirement, partly related to the invariance
requirement, is that the points detected and tracked should have a clear correspon-
dence to a point in the 3D world. This is an important requirement in view of the
ultimate goal of reconstructing these points in 3D.

In the next sections of this chapter, we will first discuss the various feature point
detection schemes that we have employed. Afterwards, we present our proposed
evaluation scheme for their performance assessment, followed by experimental re-
sults and a discussion on the implications of these results. Next, we outline our
geometrically-inspired matching and tracking technique. Finally, we demonstrate
results on phantom and clinical X-ray images and conclude the chapter with a dis-
cussion on the overall results where the feature point detection is combined with
tracking.
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3.2 Multi-scale image features

As visual information can have many sizes, so do features exist in different scales.
From coarse to fine, different information is encoded in these scales, and in fact an
image can be viewed as a one-parameter family of smoothed images, parameterized
by the scale. To capture this information, the image is filtered in multiple scales, each
time with a kernel of different size.

The Gaussian function, given by

g (x;σ) = (σ
p

2π)−N e−|x|
2/(2σ2), (3.1)

is the predominant choice for a filter kernel. Here x denotes the image coordinates
(e.g. (x, y) for a 2D image), N is the dimensionality of the image and σ is the in-
ner scale, which coincides with the standard deviation of the Gaussian kernel. The
Gaussian kernel has been shown (in many derivations, including e.g. [62, 63, 64])
to be the only kernel that complies with the linear scale-space axioms, which include
linearity, shift invariance, semi-group structure, non-enhancement of local extrema,
scale invariance and rotational invariance. For this reason, the Gaussian is the kernel
of choice for constructing the scale-space of a 2D image I (x) = I (x, y) (which we will
henceforth simply denote as I ) by convolving the image with the kernel g (x,σ) at
each scale σ. This convolution is expressed as:

L(x;σ) = g (x;σ)∗ I , (3.2)

where ∗ denotes convolution.
The calculation of image derivatives is a necessary step in almost all existing fea-

ture point detectors. It is simplified by the commutative property between the con-
volution and the derivation operators, which means that Gaussian derivatives can
be computed by convolution with the derivative kernel. For N = 2, we can write the
derivation as:

Lxi y j (x, y ;σ) = (∂xi ∂y j L) = (∂xi ∂y j g ∗ I ) = (∂xi ∂y j g (x;σ))∗ I , (3.3)

where L is the scale-space of the original image, σ is the scale, and i and j denote
the order of derivation in x and y , respectively. For simplicity, we have omitted
the (x, y ;σ) indices in the intermediate derivations. The expression can easily be
extended to images of more dimensions, but because of the focus of this chapter, we
will restrict ourselves to 2D in the expressions throughout the chapter.

A simple way to obtain the derivative kernels ∂xi ∂y j g is by multiplication with
the corresponding Hermite polynomials. A major advantage of using Gaussian
derivatives is that they can be combined in different ways to express different fea-
tures. Once the derivatives have been calculated, it is possible -with a minimal com-
putational cost- to express different types of feature points in the image.
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3.2.1 Feature transformations

By combining Gaussian derivatives, a large number of feature indicators can be cal-
culated. We focus on blob, corner and ridge detectors. The first two provide distinc-
tive points suitable for 3D reconstruction. The latter –although it can also be used
for point detection– is included to provide a reference to Chapter 5, where it will be
used for the detection of curvilinear models.

In the following discussion, a number of detectors will be presented. Before intro-
ducing them, we first discuss the normalization factor that appears in all of them. All
detectors are calculated for multiple scales, and the normalization serves to equal-
ize the feature strength throughout different scales. As the scale becomes coarser,
the feature strength tends to drop. Therefore, in each expression, a normalization
factor σ2γ or σ4γ is employed, where γ depends on the combination of derivatives
and their respective orders, which are different for each detector. Lindeberg [65] has
provided a thorough analysis of so-called γ-normalized derivatives. We will constrain
ourselves to presenting the γ value used for each detector, which is calculated on the
basis of this literature. For clarification, we indicate that in the following discussion,
σ is used as free parameter, while the subscripted versions σD and σI refer to specific
derivation and integration scales, respectively.

In the following list, we introduce the interest point detectors used. The list is
not exhaustive, but simply includes the most frequently used features. To simplify
further discussions, each detector name is followed by a shorthand name in brack-
ets. These shorthands will be used throughout this thesis to refer to the different
detectors.

A. Multi-scale Harris cornerness (MHarris).
This multi-scale detector is an extension of the well-known Harris corner detec-
tor [41] to multiple scales [66]. The Harris corner measure uses a scale-adapted
version of the second-moment matrix. Two scales are involved: σD , the derivation
scale of the Gaussian derivative kernel, and σI = sσD , the so-called integration scale,
which is used to blur the second-moment matrix. The parameter s is commonly set
to s = 0.7, and the the second-moment matrix can be written as:

µ(.,σI ,σD ) =σ2γ
D G(0,σi )

(
L2

x1 (.,σD ) Lx1 (.,σD )Ly1 (.,σD )

Ly1 (.,σD )Lx1 (.,σD ) L2
y1 (.,σD )

)
. (3.4)

Here, G(.,σi ) is the averaging (integrating) kernel, over which the second moment
information is accumulated. The cornerness measure is calculated with γ = 1 and
written as:

cHar(.,σI,σD) =det
(
µ(.,σI ,σD )

)−α[trace(µ(.,σI ,σD ))]2, (3.5)

where α is a constant, chosen usually in the range 0.05−0.2.
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B. Normalized level-curve curvature (NCurv).
The curvature of level curves of the image, multiplied by the local gradient, identi-
fies locations where both the edge and the curvature content is high, and therefore
indicates the presence of corners [65]:

κ(.,σD ) =σ2γ
D

(
L2

y1 Lx2 +L2
x1 Ly2 −2Lx1 Lx1 Ly1 y1

)
, (3.6)

with γ= 7/8.

C. Laplacian-of-Gaussian blobness (LoG).
This detector enhances blob-like content in the image using the first derivative. This
blob detector can be formulated as (γ= 1):

LoG =∇2L(.,σD ) =σ2γ
D

(
Lx2 +Ly2

)
. (3.7)

The LoG detector is also used for selection of the characteristic scale, e.g. for scale-
adaptive tracking [67]. It can be shown (see e.g. [65]) that the the LoG can be closely
approximated by the difference between two Gaussian-smoothed images (DoG) at σ
and σ+∆σ:

DoG = 1

2∆σ
(L(., .,σ)−L(., .,σ+∆σ)) ≈ LoG. (3.8)

This approximation is often used in feature detection, e.g. in SIFT.

D. Determinant-of-Hessian blobness (DoH).
The Hessian matrix is a matrix of the second-order partial derivatives, which can be
computed per pixel and per scale (γ = 1). Using the notation of Equation (3.3), we
can write it as:

H(.,σ) =
(

Lx2 Lx1 y1

Lx1 y1 Ly2

)
. (3.9)

The determinant of H forms a blob detector and is computed by:

DoH(.,σD ) =σ4γ
D

(
Lx2 Ly2 − (Lx1 y1 )2

)
. (3.10)

A form of the DoH computed by Haar wavelets has been used in the SURF descrip-
tor [48].

E. Harris-Laplace cornerness (HL).
The Harris-Laplace corner detector [66] uses the same feature transformation as the
multiscale Harris, but applies a different selection of feature points. The characteris-
tic scale for each pixel is selected using the Laplacian-of-Gaussian, and the features
are then selected as maxima in the multiscale Harris feature images per scale, ac-
cording to [65].

F. Ridgeness (Rdg).
Ridges refer to elongated structures of the image. Several ridgeness representations
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3.2. Multi-scale image features

are reviewed in [68]. The second derivative of the local image intensity in the normal
direction can be shown to have a local minimum at ridge points. Starting from a
local coordinate system spanned by the local gradient and its normal, the following
expression (γ= 7/8) is derived to compute a ridgeness expression in global Cartesian
coordinates:

Rv =σ2γ
D

L2
y1 Lx2 −2Lx1 Ly1 Lx1 y1 +L2

x1 Ly2

L2
x1 +L2

y1

. (3.11)

3.2.2 Feature point selection and subpixel accuracy

For the selection of points from the feature representation, we apply a similar ap-
proach to [44]. Candidate feature points are then selected as local extrema in the
feature representations. A pre-selection based on feature strength is applied to the
candidate points, such that only a percentage of the largest maxima are preserved.
Points that lie on strong edges are expected to have poor localization along the edge
due to the aperture effect. These are rejected by examining the ratio of the Eigenval-
ues of the Hessian matrix in a patch around the candidate point with a size of 3σ.
A high Eigenvalue ratio results in the rejection of the points. A second selection is
applied for rejecting points with a low root-mean-square value of the Eigenvalues,
since these points correspond to little or no local structure.

The accuracy of the detected interest points can be extended by searching for the
maximum with sub-pixel accuracy. There are several ways to achieve this. Lowe [44]
employs the quadratic Taylor expansion of the DoG function, while Farin [69] ex-
tends the accuracy by quadratic interpolation. We have chosen to apply spline inter-
polation to the feature representations. For multi-scale detectors, the interpolation is
applied using a patch of a size equal to the scale of the feature. Accurate maxima are
located on this interpolated patch. This sub-pixel scheme achieves a predetermined
accuracy with a limited computational complexity.

In our approach, the matching process is first implemented at pixel accuracy,
where sub-pixel accuracy is applied as a refining step when matches have been
found. The matched points are extended to sub-pixel accuracy. This is because com-
puting at sub-pixel accuracy prior to matching would incur a heavy computational
cost, due to dense interpolation of the feature representations. Since the goal is to
improve the accuracy of the 3D reconstruction of the points, it is sufficient to search
the sub-pixel location only of those points that have already been matched, and are
therefore used in subsequent stages.

In Figures 3.1 and 3.2, examples of these features are shown for an X-ray image
of an Electrophysiology procedure.
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3. FEATURE POINT DETECTION AND TRACKING

3.3 Evaluation of interest point detectors

As seen in the previous section, a plethora of options is available for the detection
of feature points. The most suitable choice for a certain detector depends, besides
performance, on the application at hand, but also on the characteristics of the images
used (e.g. imaging modality, signal-to-noise ratio, etc.). Feature point detectors have
been evaluated in a number of papers [70, 71, 72, 73, 74] for standard camera images,
but such an evaluation is lacking for X-ray images. For these images, the evaluation
of feature detection, and therefore also the selection of an appropriate detector for a
given task, is not straightforward. A first issue is that the transparency, along with
the high noise content and typically low contrast of X-ray, complicates the analysis
of the signal and the subsequent detection of features. Second, the non-planarity
forces us to consider an evaluation scheme that is different from what is usually
applied in generic imaging. The previous issues have motivated us to develop a
specific proposal for the evaluation of non-planar, calibrated X-ray imaging, which
is presented in this section.

3.3.1 Existing evaluation methods for planar scenes

Many scenes captured in natural images are approximately planar. This means that
the depth variations are small compared to the average depth of the scene, and thus
observing the scene can be compared to observing a flat photo of it. The consequence
of this property is that, when the scene is viewed by two cameras located at different
positions, there is one unique 3× 3 matrix H , termed the homography2 matrix, that
describes the mapping between corresponding points in the two images [75]. In this
situation, it is straightforward to design an evaluation experiment for interest point
detectors, by performing the following steps.

1. Detection of N points xi , for i = 1, .., N on the image.
2. Transformation of the image with a known planar transform, to predict the

ground-truth position of the points on the second image x̃′
i .

3. Detection of points in the transformed image x′
i .

4. Measurement of the detection error |x̃′
i −x′

i |.

However, for X-ray images acquired with a rotating C-arm, this assumption does
not hold. An example of this is shown in Figure 3.3. In that figure, two images of a
dodecahedron phantom (which will be described in Chapter 4), consisting of bullets
uniformly distributed in 3D space, are shown. The images are made with an angle
separation of 8.5◦. The bullets on the images lie at different depths from the equiva-
lent X-ray camera. Using the detected positions of the bullets, a planar homography
is estimated and used to project the positions of each view onto the other view. In a
planar scene, the two positions would ideally coincide. It can be seen that assuming

2A planar homography is a non-singular linear relation between two planes.
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Detected positions
Projected using planar homography

Figure 3.3: Example of the effect of non-planarity on an image of a dodecahedron phantom.

a single homography between the two images introduces a significant error, since
world points that are in different depths undergo different transformations.

The most important shortcoming of the existing evaluation methods is the im-
plicit assumption of planarity. Most evaluations of interest point detection have been
performed either with images of planar (or quasi-planar) scenes, or using objects
with a known configuration. An exception is [74], where intersecting epipolar con-
straints are used between triplets of calibrated views: reference, test, and auxiliary
view. However, that work is motivated by object recognition applications, and uses
evaluation criteria described from a large feature database. In our work, we pro-
pose an evaluation method that does not assume planarity, and uses multiple views
along with the calibration information, to create a reference model for each sequence.
Thus, no prior statistical knowledge or training set is needed, and the detectors can
be individually evaluated per dataset.

3.3.2 Proposed evaluation method

We construct an evaluation method which is inspired by the final task of 3D local-
ization of the feature points. In that context, a good interest point detector should
select points that can be reliably linked to a specific world point. In our method, a sub-
set of the available views is used to create a reference set of interest points for each
detector. This is done by tracking corresponding feature points in successive views,
and using these correspondences to obtain their 3D coordinates. The points are then
back-projected in 3D, using a combination of intersection and resection, as described
in [76], and by employing the available calibration parameters. This back-projection
step will be further elaborated in Chapter 4. Next, the reference points are projected
onto each of the frames to be tested.
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Two evaluation criteria are routinely employed (see e.g. [69, 70]) in interest point
detection: repeatability and accuracy. These are calculated by assuming an “ideal”
reference point to be known for each detected point. As mentioned before, in planar
scenes this ideal position can be predicted, as outlined in Section 3.3.1, thereby mak-
ing measurements of repeatability and accuracy straightforward. This is not possible
in our scenario, so we have modified these definitions in compliance with the rest of
our scheme.

• Repeatability expresses how often a feature point is detected at the same loca-
tion under various transformations of the image. In our approach, we use the
3D reference set that we have created, such that an interest point is consid-
ered to be repeated when its distance to the nearest projected reference point is
smaller than a threshold. Thus, repeatability is defined as the ratio between
the number of repeated points and the size of the reference set.

• Accuracy reflects how close the detected feature point is to its “ideal” position,
and is expressed as the Euclidean distance between the matched points and
corresponding reference points. In the planar case, this distance is measured
from the 2D reference points. In our non-planar case, it is calculated with re-
spect to the projected 3D reference points.

Steps of the evaluation algorithm. We will now outline the steps involved in
our evaluation scheme. The input to the evaluation is a sequence of M calibrated
images. The evaluation proceeds as follows.

1. Detect feature points on each of the available images of the sequence, using
e.g. one of the detectors of Section 3.2.1, to obtain x.

2. Match feature points of successive views, creating correspondences between
one image and the next. These matches can be extended to create tracks for the
entire sequence. We will elaborate on matching and tracking in Section 3.5.

3. Select a subset K < M . Using the available calibration parameters, back-project
the tracked feature points of that subset to create the 3D reference set XR . This
step is the topic of Chapter 4.

4. Project XR onto the remaining images of the sequence, to obtain xR. The de-
tected features of the remaining M −K images are denoted as xT.

5. For each image j of the test set, calculate repeatability as:

Re( j ) =
∣∣‖xR,j −xT,j‖ < t

∣∣
|xR,j|

, (3.12)

where t is the matching threshold, |x| denotes the cardinality of x and ‖x‖ de-
notes the 2-norm.

6. For each matched point i in image j , the accuracy is estimated by means of the
matching error, as Er r ( j , i ) = ‖xR,j,i −xT,j,i‖
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Figure 3.4: Illustration of the different error types.

We note a limitation of this scheme, which is related to the creation of the ref-
erence set. The reference set contains an inherent error, since the true position of
the points is known neither in 2D, nor in 3D. This is a limitation introduced by the
non-planarity of the scene. Therefore, we cannot obtain the ideal position of a point,
but only a reference position. To control the effect of this error, we employ a selection
on the reference points based on their 2D re-projection error. A point with a large
re-projection error in the reference set is considered unstable and rejected. This in-
troduces an additional evaluation criterion in our scheme: the number of points that
can be back-projected with a small re-projection error, which indicates the detector’s
ability to select suitable points. This metric is further on termed as the detector’s
“3D reliability”. Under the assumption that the 3D error is reflected on the 2D re-
projection error, this metric also implies that the influence of the 3D error is normal-
ized between the different detectors. This means that the evaluation of detectors is
performed among points that have similar re-projection errors, thus enabling a fair,
relative comparison on the grounds of 2D repeatability and accuracy. The different
sources of error are illustrated in Figure 3.4.

In the following, we test the interest point detectors listed in Section 3.2. The
evaluation presented here concentrates as much as possible to the task of detection
itself. Therefore, all other steps of the evaluation, including matching, sub-pixel es-
timation and back-projection, are kept the same for the different detectors tested.
This excludes combinations of detectors and descriptors from this evaluation, such
as e.g. the popular SIFT transform [44]. The detection part of SIFT and its succes-
sors ([48], [66]) uses an approximation of the Laplacian-of-Gaussian, which is in-
cluded in this evaluation. The main power of SIFT, however, lies in the description
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of the feature points that allows for a different matching scheme. As will be seen
in the next section of this chapter, elaborate description schemes are not necessary
within the constraints of our application, as the geometric constraints suffice for a
good tracking. Therefore, we do not consider the evaluation of descriptors.

3.3.3 Experimental results of the evaluation

In the following, we describe a set of experiments, in which the above-described
evaluation scheme has been applied on X-ray images.

We have used three sequences of phantom images and three of clinical images,
examples of which are shown in Figure 3.5. The sequences were made using an X-ray
system equipped with a rotational C-arm and were each 122 frames long (M = 122).
The sequences contain the following:

(a) Knee phantom with two wires. The main points of interest are the wire tips and
high curvature points, as well as the points along the edges and corners of the
phantom.

(b) Ablation catheter fixed on a moving base. In this sequence, the object moves in a
quasi-circular trajectory, creating significant motion artifacts, while the image
content is relatively low. The dominant features are the catheter markers.

(c) Chest phantom with two needles. In this sequence, the main points of interest
are along the needles and on their tips, and at the corners of the vertebrae.

(d) Vertebroplasty sequence showing a patient’s spine and pelvis and two needles.
The same interest points as in (c) are expected, although here the contrast is
much lower.

(e) Head angiogram, where the main points of interest are along vessels and promi-
nent bone structures.

(f) Throat biopsy. The image content here is also limited due to the large absorption
from the patient. We expect mainly the biopsy needle to be detected.

Each sequence is processed in the following way: 6 sub-sequences of 20 consecu-
tive frames are selected to create the reference set (K = 20). In each sub-sequence, the
remaining frames constitute the test set. The re-projection error tolerance has been
varied as part of the evaluation. However, to avoid a large number of graphs, we
show here only the results for a maximum re-projection error of 1 pixel, which is a
reasonably strict threshold.

The multi-scale Gaussian derivatives are calculated for a number of successive
scales, defined as: σD,k = sqk−1σD,0, for k = 1..nsc , where nsc is the number of scales,
q is the factor between them and σD,0 the initial (smallest) scale. The parameter s

defines the relation between integration and derivation scale for Equation (3.4). We
use s = 0.7, σ0 = 1 pixel, nsc = 4, q = 1.5 and n = 500. The thresholds for the ratio
of Eigenvalues of the Hessian matrix is set to 3, while the lowest 20% of the rms
Eigenvalues is rejected, as described in Section 3.2.2.
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(a) (b)

(c) (d)

(e) (f)

Figure 3.5: Examples of test data. Phantom images: (a) Knee phantom with wires, (b)
moving catheter phantom, (c) chest phantom with two needles. Clinical images: (d) verte-
broplasty sequence, (e) head angiogram, (f) throat biopsy. Image resolutions of the sequences
are (in pixels): (a) 470×470, (b) 900×900, (c) 792×1024, (d) 792×1024, (e) 1024×792, (e)
716×630, (f) 792×1024.
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The repeatability and accuracy are measured for each frame in the sequence, ex-
cluding the reference frames of each sub-sequence, and averaged over the number
of sub-sequences. In the same way, the 3D-reliability is calculated, to provide a mea-
sure for the richness of the feature point sets that can be reliably reconstructed in 3D.
The resulting performance metrics with respect to matching threshold are shown in
Figures 3.6, 3.7 and 3.8. From these figures, it is evident that there is not one clear
winner for all datasets. As can be expected, the response of the detectors is strongly
dependent on the image content. This is especially visible in the number of back-
projected points in Figure 3.8. In [9], where the evaluation method was originally
proposed, the experimental results showed a slight superiority of the Laplacian-of-
Gaussian and Harris-Laplace detectors. In the experiments described in that paper,
more scales (nsc = 9) and fewer datasets (four in total, of which two were of the same
type of procedure) were used. This difference indicates a strong dependence of the
performance evaluation results on the choice of parameters and available data.

In this section, we have presented an analysis of feature point evaluation for
non-planar scenes captured by a rotating X-ray system. We have addressed the im-
plications of the non-planarity and proposed a strategy to overcome them. While
the proposed method cannot guarantee absolute error measurements, the creation
of a reference set from the image data with a controlled back-projection error serves
to make these measurements comparable. Furthermore, we have defined a good
feature point detector in the context of sparse depth estimation as one that: (1) leads
to a reliable back-projection for as many points as possible, (2) allows the estab-
lishment of reliable correspondences under strong projective transformation of the
image, and (3) localizes the detected points accurately. Our experiments aimed at
exploring whether there is a clear preference for a specific detector within X-ray
images. The results of the limited evaluation presented here have shown that for
general imaging scenarios, this is not the case, although a selection may be possible
in specific applications, where the type of image content does not vary significantly.

3.4 Combination of feature point detectors

A general conclusion of the evaluation is that small changes in the detection param-
eters result in very different performance results. In the experiments of the previous
section, we have not optimized the detection parameters for each dataset, instead
consistently using the same parameters. As a penalty, this makes the evaluation re-
sults strongly dependent on the fit between detector and image content. This trade-
off can only be resolved by using a very large evaluation dataset. However, be-
cause of the large variability and typically limited availability of medical sequences
–especially multi-view sequences with known calibration–, an extensive evaluation
is difficult to perform. For these reasons, we have avoided choosing a single detector
for the following steps in our system.

To obtain a rich feature point set for the 3D reconstruction, it is important that
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Figure 3.6: Repeatability for datasets shown in Figure 3.5.

an equally rich set of 2D feature points can be detected and tracked reliably. There-
fore, instead of choosing a single interest point detector, we use a combination of
detectors, aiming at different types of structures. Specifically, we have combined
multiscale Harris and normalized curvature for corner detection, and LoG and DoH
for blob detection. This selection of a subset of detectors is primarily based on two
observations. First, the main computational burden for these detectors is the calcu-
lation of the Gaussian derivatives. Once these have been calculated, obtaining all
four detectors adds a minimal computational burden. Second, the properties of the
applied detectors are to some extent complementary. Specifically, the MHarris de-
tector uses only first derivatives, while NCurv combines them with second deriva-
tives. This may be beneficial in case both first-order (edge-like) and second-order
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Figure 3.7: Accuracy for datasets shown in Figure 3.5.

(stripe-like) content is encountered. Similarly, the LoG is a pure second-order blob
detector, while DoH encapsulates information in the cross terms that is related to
signal changes in both directions, and thus also responds to saddle points.

In Figure 3.9, an example of the different responses to two input images is shown,
each exhibiting prominent corners or blobs. It can be seen that both the representa-
tion and the detected points differ. For the same scale, MHarris gives a more uniform
response over the image, while the response of NCurv is more distinctive. A similar
behavior can be observed between LoG and DoH. The latter achieves better local-
ization of the electrodes in the example image, although it does not avoid a strong
response along the edges of the catheter. These observations motivate our choice for
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Figure 3.8: 3D-reliability for datasets shown in Figure 3.5.

combined feature point detection, featuring (1) MHarris, (2) NCurv, (3) LoG and (4)
DoH, which allows both a concise and rich representation of the image content.

In computer vision, the combination of detection techniques is often referred to
as boosting and pertains to supervised learning approaches. Here, the detection task
is not interest point detection but object detection, a more complex problem related to
other machine learning tasks like categorization, classification, etc. A well-known
boosting technique for classification is AdaBoost [77], where the outputs of several
weak classifiers are combined linearly using appropriate reweighting, such that the
error is gradually decreased and a stronger classifier is built.

61



3. FEATURE POINT DETECTION AND TRACKING

MHarris NCurv MHarris+Ncurv

LoG DoH LoG+DoH
Figure 3.9: Comparison between corner (top) and blob (bottom) detectors. Left and middle:
maximum feature response over scales, with feature points overlaid. Feature response is
shown in a log-scale. Circle size is three times the feature scale. Right: original image with
points overlaid.

3.5 Feature point tracking across multiple views

Having detected a set of feature points in one view, the next step towards depth
estimation is to match them to corresponding points found in the subsequent views.
We will now discuss the steps involved in this process. The main elements of our
approach are: the geometric constraints enforced by the multi-view scenario, the
matching technique, and the extension of matches to tracks. The algorithmic steps
of the tracking are described in the pseudocode of Algorithm 3.1.

Geometric constraints. In multi-view X-ray, the constraints of the C-arm motion
can be exploited to significantly ease the matching step. In multi-view applications,
the geometric relations between two successive views are typically exploited to con-
strain matching candidates to lie on the so-called epipolar line. This is a consequence
of two-view projective relations, which will be elaborated further in Section 4.4 of the
following chapter. An example of this for an X-ray image is shown in Figure 3.10.
The epipolar relation between the two views constrains the matching point to lie
within a stripe (epipolar stripe) defined by the epipolar line with some tolerance
around it.

In X-ray imaging, we can exploit an additional constraint, which is not imposed
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3.5. Feature point tracking across multiple views

Figure 3.10: Illustration of the geometric constraints for sparse matching between two views
of a knee phantom image. Left: one detected feature point. Right: detected feature points in
the next view, where the points within the epipolar stripe are highlighted. Note that because
the C-arm moves along the x-axis of the image, the epipolar line is horizontal. The black
rectangle shows the points satisfying the clipping volume constraint.

in natural images. The position of the object is limited to be between the source
and the detector, and in the case of multiple views, it is even further limited by
a clipping volume including all world points that are visible in all views. Based
on this clipping volume constraint, we can derive the segment of the epipolar line
where the correspondences should be located. These relations are derived in detail
in the next chapter. For the purpose of this section, we only state the results of
these constraints, namely that the search for possible matches is restricted to a small
rectangular block, as shown in Figure 3.10. This block is entirely defined by the
known projection parameters and the constraints in the 3D position of the object.

Matching. Feature point matching is a well-researched topic, where typically
the neighborhood of the feature point is described in a unique way, such that its
counterpart can be found in the next image. Such a descriptor can be as simple as
the gray-scale patch surrounding the feature point, its histogram, or more complex
such as e.g. the SIFT descriptor. The goal of any descriptor is to assign a vector of
features to the detected interest point that is both distinctive and invariant to image
transformations. The first property helps to aid correct matching, while the second
ensures robustness to different viewing conditions, illumination changes, etc. For
example, in the context of object detection and recognition, the latter property is
crucial for system performance, as objects are typically viewed from a wide range of
viewpoints and even from different types of cameras.

In our application, invariance of a descriptor between views is less of a concern,
as the angle between successive views is very small (typically in the order of 1◦),
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3. FEATURE POINT DETECTION AND TRACKING

and thus the viewpoint variation between them is minimal. What is crucial in our
problem is to retain as many feature points as possible, to ensure a rich input to the
3D reconstruction step. Because transformation invariance is not an issue, we opted
not to use an elaborate descriptor, but rather simple correlation-based matching. At
the same time, to ensure a rich feature point set, we do not perform point-to-point
matching. Instead, the selected feature points provide an initialization for dense
feature matching across the views.

As discussed, the geometric constraints provide a rectangular block, within which
the candidate match may lie. The matching strategy consists of searching within
this block in the feature representation of the target image, in three scales centered
around the original scale. The search looks for the patch that maximizes the normal-
ized correlation with a patch around the given feature points; the center of the found
patch is the desired match.

Tracking. Employing the process descibed above, matches are established be-
tween two successive views. The tracking consists of establishing putative tracks
along the entire sequence, by continuing to seek for new matches in each new frame.
In each frame, the new detected feature points, if not matched with those of the pre-
vious frame, are appended at the end of the tracking matrix. This results in a higher
number of tracks being detected than in the case of sparse point-to-point matching.

3.6 Experimental results

Figures 3.11, 3.12 and 3.13 show the tracking results from the datasets used in the
previous section. For each sequence, 5 frames are shown, while the tracks of the
intermediate frames are also overlaid on the image. It is clear that the tracks are
consistent with the overall motion of the C-arm. This is a result of the strict geometric
constraints applied.

It can also be seen that the tracked points concentrate around regions with high
local information, such as the wire crossings, catheter electrodes, needle tips, etc.
The feature point representation succeeds in capturing the most prominent locations.
Moreover, the dense matching ensures that these locations are tracked throughout
the sequence, as can be noted from the length of the tracks in the illustrated results.
The results can thus be considered a compact, yet informative representation of both
spatial and temporal image content.

Due to the transparency of X-ray images, overlapping structures often create
“pseudo”-features. For example, the crossing of a needle with the rib line behind
it creates a structure that is inevitably detected as a corner. This corner can even be
tracked correctly, but it does not correspond to a real-world point. In the following
chapter, we will discuss how the 3D reconstruction step can partly deal with this
problem.

The tracking can also accommodate some object motion, as seen in the results
for the moving phantom sequence of Figure 3.13. It should be noted, however, that
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3.6. Experimental results

Algorithm 3.1 Feature point tracking

T
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g

G
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Input: Multi-view sequence I f , for frames f = 1, ..,F
Associated calibration parameters for each frame, pcal
Chosen feature scales σD , for scales s = 1, ..,S
Number of feature points to be selected in each image, K

Output: Tracking matrix T : 3F × J , where J is the number of point tracks
for f = 1, ..,F do

I f = Read Imag e
F = Featur eTr ans f or mati on(I f ,σD)

. Any of the transforms described in Section 3.2.1
x f = Scal eSpaceM axi ma(F,K ) . 3×K , each row: (x, y, s)T

if f == 1 then
T = x . Initialize tracking matrix.
J = Number O f Col umns(T)

else
for k = 1, .., J do

uk = T({3( f −1)+1, ..,3 f },k) . Current point
Define a patch Pk of size (2σD,s +1) around uk
B = Appl yGeometr i cConstr ai nt s(Fpr ev ,uk ,pcal )

. Define search block in target image
jmax = 0, ccmax = 0
for all x-positions jx of Pk inside B do

for all y-positions jy of Pk inside B do
for st = uk,3 −1, ..,uk,3 +1 do

. scale of uk and its two neighbors
Define patch PB of size (2σD,s +1) in B around ( jx , jy )
cc = Nor mal i zedCor r el ati on(Pk ,PB )
if cc > ccmax then

jmax = ( jx , jy )T

end if
end for

end for
end for
Transform patch coordinates of jmax to image coordinates.
Append matched point to T.

end for
end if
Append points of x f that have not been matched as new columns of T.
Fpr ev = F

end for
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3.6. Experimental results

Figure 3.12: Example tracking results for datasets (c) and (f) of Figure 3.5. The order of the
different datasets with respect to Figure 3.5 has been changed for better presentation.
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tracking a moving point in a multi-view sequence does not directly provide a suit-
able result for 3D reconstruction, because of the ambiguity introduced by the object
motion. We will deal with this type of non-rigid reconstruction in Chapter 7.

3.7 Conclusions

In this chapter, we have addressed 2D feature detection and tracking, which is the
first step for obtaining 3D information from multi-view images. Many feature detec-
tion techniques are known in the literature. We have formulated an approach, based
on employing a combination of detectors, which are partly complementary to each
other and provide a rich representation of image content. The results show that the
points detected using this formulation are concentrated on the relevant parts of the
image, while yielding a sufficiently high number of interest points. In the context
of our application, the detected 2D feature points have a direct relation to clinically
interesting structures, which are the target areas of our multi-view reconstruction
system.

As will become evident in the next chapters, the quality of the 2D detection is the
most crucial aspect in obtaining a reliable 3D reconstruction. We have therefore ex-
amined what constitutes good quality feature points for the multi-view X-ray imag-
ing scenario. It is observed that the evaluation techniques employed for standard,
(quasi-) planar images cannot be applied to multi-view X-ray. We have therefore
proposed an evaluation scheme, which is suitable for non-planar scenes, and have
tested it on a number of X-ray sequences. The inconclusiveness of the experimen-
tal results in choosing a superior interest point detector indicates that a combined
approach would be more suitable in a real application scenario for obtaining reli-
able and rich point sets for depth estimation. We have chosen a combination of two
corner detectors (multi-scale Harris and normalized curvature) and two blob detec-
tors (Laplacian-of-Gaussian and Determinant-of-Hessian), which together provide a
representation of the most distinctive locations in the image, while each capturing
a different type of content. This allows a representation of the image content that is
both compact and rich in information.

A key step in the multi-view framework, after the detection of interest points,
is to establish correspondences between them in different views. In this chapter, we
have presented a tracking scheme that provides feature tracks over several views, by
fully exploiting the geometric constraints of the multi-view setup. These constraints
consist of the epipolar constraint and the clipping volume constraint, both of which
will be addressed in more detail in Chapter 4. It has been noted that given the strong
geometric constraints, the matching cost function can be kept simple; the normalized
correlation has proven sufficient to provide reliable matching results within the lim-
ited search region.

For the tracking, we have employed a dense tracking scheme, which allows more
correspondences to be established through the multi-view sequence. This ensures a
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3. FEATURE POINT DETECTION AND TRACKING

rich feature point representation, to be used as an input for the following step of
3D reconstruction. Results on six different multi-view X-ray sequences show that
this technique succeeds in establishing robust feature point tracks. These tracking
results, extracted using a combination of feature point detectors, will be used in the
point reconstruction of the next chapter, resulting in a sparse 3D reconstruction of
tracked interest points.

The following chapter extends the results of this chapter into 3D, resulting in a
sparse depth map of the image. This, in turn, constitutes the starting point for full
object reconstruction, which will be established in the remainder of this thesis. Thus,
the 2D detection and tracking concepts discussed in this chapter can be viewed as
the first step towards obtaining full 3D information for a objects of interest.
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CHAPTER 4
3D point reconstruction

Um zu sagen, wie weit dies Schiff vom Ufer entfernt is,
müßtest du wissen, wie groß es an sich selber ist. Klein und
nahe oder groß und fern? In Unwissenheit bricht sich der
Blick, denn aus dir selber sagt kein Organ und Sinn über
den Raum Bescheid...

Der Zauberberg
Thomas Mann∗

Abstract

Whereas the previous chapter dealt with feature points in 2D images, this chapter extends the scope of
feature extraction and representation to 3D. Using camera modeling techniques from computer vision,
we describe how sparse feature points can be reconstructed in 3D. First, the principles of multiple-
view geometry, which forms the mathematical framework for this problem, are briefly explained. Next,
a camera model is formulated to describe the X-ray system as a multi-view camera system. State-of-
the-art algorithms to perform 3D point reconstruction are discussed, allowing us to employ the derived
X-ray camera model for a calibrated metric reconstruction of the 3D position of points. Finally, the
tracking results of the previous chapter are used as an input for reconstruction experiments on phantom
and clinical images, showing that a mm-accurate 3D reconstruction of sparse points is achieved with
only a few (5-10) views, covering a total angle separation of less than 20 degrees.

∗To say how far this ship is from the shore, you should know how large it is in itself. Large and faraway or small and
nearby? The glance breaks in uncertainty, for from yourself, no organ and sense tells you about space...

The Magic Mountain, Thomas Mann.
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4. 3D POINT RECONSTRUCTION

4.1 Introduction

The study of the geometry of multiple views has been an essential step in enabling a
range of 3D applications, which have been developed mainly since the early 1990s.
Today, we have a thorough mathematical framework at our disposal for the model-
ing of scenes viewed, either by multiple cameras simultaneously –a construction
often referred to as a stereo rig–, or by one moving camera –leading to so-called
Structure-from-Motion. Additionally, a large number of algorithms is available that
implement this framework and allow solving for the 3D structure of a scene, based
on the 2D images captured by the camera(s).

In Computer Vision, stereo reconstruction is a broad term that includes all the
steps from correspondence generation (point detection, matching and tracking) to a
photorealistic 3D rendering of the scene. A systematic taxonomy of the components
of such a system can be found in [78]. Such a rendering is beyond our objective of
instrument localization. We therefore clarify that throughout this chapter, the notion
of “scene” is understood as a mathematical abstraction consisting only of points, as
defined in [75] (Chapter 1, pp.10-12). In the sequel of the thesis, we will introduce
more complex models of scene objects.

Multi-view reconstruction typically involves a moving camera observing a static
scene, or a static camera observing an object undergoing rigid motion (translation
and rotation). Recently, interesting research has been reported, addressing the prob-
lem of non-rigid motion of the object; this will be further elaborated in Chapter 7.

In medical applications, specifically in X-ray imaging, the framework of multiple
view geometry is less established. This is mainly because the majority of 3D appli-
cations developed for X-ray involve rotational volumetric 3D reconstruction. In the
past, the existing methods for fan-beam and cone-beam reconstruction in Computed
Tomography could be readily transferred to rotational X-ray. Until now, 3D imaging
in medical applications has been synonymous to volumetric reconstruction.

However, some 3D applications involving stereo imaging have been developed
for X-ray systems. These have mainly been enabled by the presence of biplane sys-
tems, were two X-ray source-detector combinations, positioned typically at approx-
imately perpendicular axes, acquire two views simultaneously. Based on such a sys-
tem, approaches have been proposed for the 3D reconstruction of guidewires [79],
catheters [80, 81] and the cardiac vessels [82, 83, 84]. All these approaches are based
on only two views, and it has been concluded that the view separation must be suf-
ficiently large to enable accurate reconstruction. Movassaghi et al. [85] have stated a
limit of 35◦ view separation for accurate reconstruction of the coronaries.

Lee et al. [86] use multiple (5-6) images with a view separation of up to 200,
which is a similar scenario as in our case. However, the reconstruction involves
prostate brachytherapy seeds, which are high-contrast lead bullets against a rela-
tively smooth background, while we aim at reconstructing generic feature points.
Furthermore, they use tomosynthesis to perform a full volumetric reconstruction
and detect the seeds in the resulting volume. Therefore, their approach cannot be
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4.2. Projective vs. Euclidean geometry

considered a true multi-view approach. A similar technique using a different imag-
ing system (a Scanning-Beam Digital X-ray), has been shown in [87].

Interestingly, the previously mentioned approaches for stereo reconstruction in
medical imaging do not fully exploit the multiple view geometry framework, but
rather solve the reconstruction problem using Euclidean geometry. An exception is
the analysis performed in [88], where projection matrices are formulated for a C-arm
image-intensifier system, but these are used for a full volumetric reconstruction, and
thus a full rotation is required. Volumetric reconstruction (including tomosynthesis)
provides valuable, dense 3D information. However, it has the disadvantage that
it does not directly provide quantifiable semantic information regarding the image
content (e.g., the location of important structures), but this needs to be extracted in
a later step, such as 3D segmentation. By contrast, the approach followed in this
thesis, which is enabled by the multi-view framework, is to employ a sparse model
on the multi-view data, allowing the detection of objects in 2D, which are then used
as an input for 3D object reconstruction. In this part of the thesis, the object is modeled
as a simple point. From the following chapter onwards, model-based reconstruction
is explored for curvilinear objects.

In this chapter, we describe how multiple view geometry can be used to model
the projection of a 3D scene onto a 2D image by the X-ray imaging system, and in-
versely, how information from several 2D projections can be used to reconstruct the
scene. Instead of regarding 3D imaging as a system-specific task, we consider the X-
ray system as a generic camera system, and the rotation of the C-arm as a technique
that enables multi-view image capturing. This allows us to employ knowledge from
computer vision about camera modeling and point reconstruction techniques, which
can be successfully applied to X-ray multi-view imaging.

In the following, we start with the mathematical basics of projective geometry
and proceed to model the X-ray system as a pinhole camera. Interesting projective
relations and geometric constraints are highlighted. We then describe the calibration
of this camera, by transforming the available calibration parameters into projective
relations for the multiple view geometry framework. Next, methods known from
literature are discussed, which can be employed to achieve 3D reconstruction of a
point detected in several views. Finally, we present reconstruction results, first ob-
tained by an extensive simulation experiment and second using real X-ray images,
employing the tracking results of the previous chapter.

4.2 Projective vs. Euclidean geometry

Our perception of the physical world is intuitively described by Euclidean geometry,
where each point in the n-dimensional space is represented by a vector of length n,
and parallel lines do not meet. This set of axioms, and the theorems derived from
them, have provided an intuitive description of space for more than two thousand
years, and in fact formed the only known geometry until the 19th century.
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However, when it comes to describing images projected onto a camera, the draw-
backs of Euclidean geometry can become apparent with a simple example: parallel
lines in the world (such as e.g. train tracks) do meet on the image plane, at points at
infinity. Such points are not described in Euclidean geometry. Another major disad-
vantage of Euclidean geometry in the context of this work is that the projection of a
point from 3D to 2D requires a perspective scaling operation. As a consequence, the
back-projection to 3D requires a division and becomes non-linear in its parameters.

For the description of projective relations, projective geometry provides a more
elegant framework. In projective geometry, each point is represented by an (n +1)-
vector in the projective space P. Specifically, if (x1, x2, ..., xn) is the Euclidean representa-
tion of a point, then the point can be written in projective space using so-called homo-
geneous coordinates by (w x1, w x2, ..., w xn , w), where w 6= 0 is a free scaling parameter.
Points with w = 0 and x1...xn 6= 0 are points at infinity, and have no correspondence
in Euclidean space. The null-vector (0, ...,0) is not included in P. The extension of the
Euclidean space by the scaling parameter w allows projective relations to become
linear, as will be discussed shortly. Furthermore, it is always possible to obtain the
Euclidean coordinates when the homogeneous coordinates are known, by dividing
by the last coordinate.

4.3 Camera modeling

Next, we will describe in more detail how the actual projection from 3D to 2D occurs
in a standard camera system. We employ the pinhole camera, a simple and well-
known camera model, and explain its parameters. In parallel, we also explain how
the model can be formulated such that it describes the X-ray system as an equivalent
pinhole camera.

4.3.1 Pinhole camera model

One of the simplest models for projection of a 3D scene onto a 2D image is the pin-
hole camera model, which is based on the ancient (∼4th century B.C.) camera obscura.
In a true pinhole camera, no lenses are used and light passes through a small aper-
ture and creates an inverted image on the image plane. The pinhole camera model
is an idealized version of this camera, where the aperture is a point. The simple pin-
hole camera model does not include geometric or other distortions, although these
can be modeled additionally, as will be presented shortly. The construction of the
model is illustrated in Figure 4.1(a). Referring to this figure, light rays coming from
the 3D scene all intersect in one point, the optical center, while the optical axis is de-
fined as the line passing through the optical center and having a direction that is
perpendicular to the image plane. The intersection of the plane with the optical axis
is defined as the principal point.

In an X-ray system, the image is formed by photon rays penetrating the object,
instead of light rays reflected off it. We may consider the source-detector system as
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Figure 4.1: Illustration of the pinhole camera model for (a) standard cameras and (b) the
equivalent X-ray camera, where f and Z denote focal length and depth, respectively. Note
the magnification of the object in the case of X-ray.

an equivalent X-ray camera. The camera center lies at the source, coinciding with the
focal spot; unlike camera systems where it is a virtual point, the camera center here
has a physical meaning. The image plane coincides with the detector plane, while
the principal axis is that of a ray emanating from the source and incident perpendic-
ularly on the detector. The principal point lies at the detector, typically close to its
center. Due to mechanical inaccuracies, such as vibrations of the C-arm, fluctuations
of the focal spot position, etc., and also possibly due to the selection of the imag-
ing protocol (for example by using zoomed-in detector formats), the position of the
principal point may deviate.

The fact that the 3D scene/object lies between the X-ray source and the detector
forms a fundamental difference with standard imaging. The result is that the imag-
ing plane lies behind the object, instead of between the camera center and the object.
This means that the object is always magnified, and the magnification is larger for
parts of the object closest to the focal spot. Figure 4.1(b) illustrates the concept. If we
imagine an optical camera placed in such a way that its imaging plane coincides to
that of the X-ray system, it becomes clear why the magnification effect is sometimes
referred to as inverse perspective.

4.3.2 Projection parameters

In describing the projection of a world point onto the image, we first begin by defin-
ing the various coordinate systems used. The motivation in the choice of coordi-
nate systems will become apparent when the projection equations are introduced.
Points in the 3D world are defined in a world coordinate frame, which can be cho-
sen such as to simplify calculations. The camera coordinate frame is defined as a
right-hand frame with the focal spot at its center, and the z-axis coinciding with the
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principal axis and pointing from the optical center to the image plane, as shown by
Figure 4.1(b).

Let (X ,Y , Z ,1)T denote the homogeneous coordinates of a point in the 3D world.
Here it is implicitly assumed that the point lies inside the X-ray beam, such that its
projection will be visible on the image; later, we will explain the specific implications
of this assumption. In the simplest case, let the world coordinate frame coincide
with the camera frame. Because the camera center is at the focal spot, we denote the
camera frame with the subscript F . In this case, it can easily be derived using sim-
ilar triangles (see Figure 4.1) that the projection of the point (XF ,YF , ZF ,1)T is given
by (x, y)T = (XF f /ZF ,YF f /ZF )T , where f is the focal length of the camera (i.e. the
distance of the principal point to the image plane). Note that deriving the projec-
tion in Euclidean coordinates involves a division, which is a non-linear operation.
However, the same relation can be derived much more elegantly using projective
geometry, and introducing a scale factor λ to account for the perspective scaling:

λ

 u

v

1

=

 f 0 0 0

0 f 0 0

0 0 1 0




XF

YF

ZF

1

 , (4.1)

where (λu,λv,λ)T is the point in homogeneous coordinates. The introduction of
scale parameter λ allows the projection to be written as a simple matrix multipli-
cation. The pixel coordinates on the image plane can then be easily obtained by
dividing by the scale.

In the previous derivation, it is implicitly assumed that (1) the image coordinates
are with reference to the center of the image, (2) the optical center is projected exactly
at the image center, and (3) the x− and y−axes of the image have the same orientation
as the projected X− and Y −axes of the camera coordinate system.

In practice, however, image coordinates are typically defined from the top left,
and the y-axis points downwards. Furthermore, as previously mentioned, the prin-
cipal point is not exactly at the image center. Therefore, we have to adapt Equa-
tion (4.1) to account for this flipping and offset. We introduce parameters ox and oy

to account for the offset to the image center (typically, these parameters will equal
half of the image size in the respective direction), and fx , fy for the deviation of the
projected optical center from the image center. The first offset is fixed for each proto-
col, while the latter depends on the mechanical properties of the C-arm (e.g. inertia)
and may vary during an acquisition. Including the above considerations, we can
now extend the projection as:

λ
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v
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 f 0 fx 0
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=
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 f 0 ox + fx 0

0 − f oy + fy 0

0 0 1 0




XF

YF

ZF

1

 . (4.2)

In the above equations, all units are assumed to be in pixels. If it is preferred to
express them in metric units like (milli)meters, the pixel size must be known. Specif-
ically, as pixels may not be square but rectangular, both horizontal and vertical sizes
must be known. Additionally, in some image acquisition techniques (e.g. frame
grabbing) the pixels may be skewed, forming parallelograms instead of rectangles.
These imperfections in the simple pinhole model can be corrected by adding the
parameters η and τ to model non-square and skewed pixels, respectively:
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 f τ ox + fx 0

0 −η f oy + fy 0

0 0 1 0
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 . (4.3)

However, in flat-detector systems, both skew and deviation of pixels from being
square are negligible, thus in the remainder we will ignore η and τ.

Up to this point, our choice of setting the world coordinate frame identical to
the camera frame is not the most practical one, since in our scenario the camera will
be moving. It is more intuitive to choose a frame that remains fixed in the world.
For the projection of a point written in a different world coordinate frame, we first
need to transform the point into a coordinate frame located at the camera. This will
include a rotation and a translation. In computer vision, the typical convention is
that the translation precedes the rotation and thus the relation between camera and
world coordinates can be specified by:
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 , (4.4)

where R is a 3×3 rotation matrix and C is a 3×1 vector, giving the rotation and trans-
lation, respectively, of the camera in the world coordinate system, On is a n×1 vector
of zeroes, In denotes the identity matrix of size n ×n and the subscript W denotes
world coordinates. If the reverse order is used (first rotation, then translation), then
Equation (4.4) becomes:
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 . (4.5)
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This is in fact the ordering convention applied in the C-arm X-ray system, as used in
rotational applications (as will be discussed in Section 4.3.4), and therefore we will
keep this convention. In summary, the projection of a 3D world point onto the image
plane can be written as follows (adopting the order of Equation (4.5)):

λ

 u

v

1

=
(

K O3

)(
R C

OT
3 1

)
XW

YW

ZW

1

= PX (4.6)

where

K =

 f 0 ox + fx

0 − f oy + fy

0 0 1

 (4.7)

is termed the camera matrix, and P is the projection matrix, a 3 × 4 matrix that en-
capsulates all projection parameters. When expanding the matrix multiplication of
Equation (4.6), it can be written as:
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 u

v

1

= KR

 XW

YW

ZW

+KC, (4.8)

where the right-hand side of the equation is now in fact in Euclidean coordinates.
A distinction is made between so-called intrinsic parameters (or intrinsics), that

are related to characteristics of the camera itself, and extrinsic parameters (or extrin-
sics), that are related to the position of the camera in the world. Referring to Equa-
tion (4.6), it is clear that for a standard camera system the intrinsics are encapsulated
in K, while the extrinsics are determined by R and C. However, for X-ray systems,
the distinction is not so clear: the position of the focal spot, and the focal length,
enter both parts of the equation. It is more meaningful, in this case, to discriminate
between fixed parameters, which do not depend on the position and orientation of the
X-ray camera, and variable parameters, which change for each view of a sequence. A
summary of the projection parameters, along with a side-by-side comparison of the
range of these parameters for X-ray and camera systems, is shown in Table 4.1.

4.3.3 3D rotation

The rotation matrix R is an orthogonal matrix with determinant equal to unity, thus
RT = R−1 and |R| = 1. Rotations in 3D are far more complex to represent than in 2D.
The most straightforward way to express a 3D rotation is by decomposing it into
rotations around the individual axes, the so-called Euler angles. Simple though this
may seem, it has the serious side-effect that the final result is not independent of the
order of rotation. If we decompose the rotation into RX , RY , RZ , then e.g. RX RY RZ 6=
RY RX RZ 6= RZ RX RY 6= .... This is a direct consequence of the non-commutativity of
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Table 4.1: Comparison of typical projection parameters for camera and X-ray systems.

Parameter Camera X-ray
Focal length Fixed (mm-range) Variable (1-1.5 m)

Pixel size Fixed (µm-range) Fixed (µm-range)
Optical center Virtual Physical (focal spot)

Fixed Variable
Image coordinates offset Fixed (typically 1/2 of Variable (typically 1/2 of

image size) image size plus deviation
of principal point)

Depth (Z in Fig. 4.1) f < Z <∞ 0<Z<f
Object magnification < 1 > 1

matrix multiplication. Therefore, when Euler angles are used then it is important
that the order of rotations is well defined.

In some problems, such as bundle adjustment or self-calibration, one necessary
step is to parameterize the rotation matrix in a unique way, and recover the rotation
parameters. In this case, parameterizing rotations using Euler angles can cause sin-
gularities, such as the famous gimbal lock [89]. Therefore, in these problems other
parameterizations are used, where typically the representation is that of a so-called
angle-axis rotation. The most popular of these representations is the quaternion repre-
sentation.

Quaternions are an extension of the complex numbers, represented in the form
q = a+bi +c j +dk, and have interesting mathematical properties. One of these prop-
erties is that they can be used to represent 3D rotations. In this context, a quaternion
is written as a 4-element vector qT = (a,b,c,d)T , and a rotation of a point in 3D space
is represented by a unit quaternion (||q|| = 1), as the transformation: u′ = quq̄. Here,
uT = (0, X ,Y , Z )T is the 3D point, written as a quaternion with real coordinate equal
to zero and q̄ = a − bi − c j −dk is the quaternion conjugate. For a more thorough
treatment of quaternions, we refer to the original 1844 paper of Hamilton [90] and
the handbook of Hazewinkel et al [91].

Quaternions are more efficient to compute and much more stable in inverse prob-
lems than Euler angles, and are therefore the preferred parametrization form for 3D
rotations. However, when only forward rotation needs to be represented, Euler an-
gles are sufficient, as long as the rotation axes and order are well defined. Further-
more, the Euler angle representation is already integrated in the parameters of the
existing X-ray systems. Therefore, in this thesis we will keep the Euler representa-
tion whenever a forward 3D rotation with respect to the standard world frame of the
X-ray system is performed. We resort to quaternions only when parametrization for
inverse problems is needed.
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4. 3D POINT RECONSTRUCTION

Figure 4.2: Examples of calibration objects. Left: checkerboard pattern, right: X-ray image
of dodecahedron phantom.

4.3.4 Calibration parameters in C-arm based X-ray

Because of their use in volumetric reconstruction, C-arm systems are designed to be
extremely repeatable in their positioning, ensuring accurate geometric information
for each obtained image. We will use these projection parameters (also called calibra-
tion parameters, because they are determined during system calibration) to formulate
the X-ray camera model. Prior to employing these parameters, it is useful to exam-
ine how they are formulated in more detail and concentrate on transforming them
for use in the multiple view framework.

In multi-view imaging, camera calibration is the process of determining the ex-
act relation between the world position of points and their position in the image. It
involves the derivation of the projection parameters as specified in Equation (4.6).
Many research contributions in computer vision have introduced algorithms for ef-
ficient and accurate calibration, both offline and online (self-calibration), see e.g. [92,
93]. A distinction is made between strong calibration, where all parameters are es-
timated, and weak calibration, where only the epipolar geometry (fundamental ma-
trix) is estimated. In X-ray systems, strong calibration is necessary, as the goal is to
create a reference to the true (metric) world position of points.

A calibration object is an object with known configuration and distinct features
that can be easily detected in an image. Examples of calibration objects both for
standard cameras and for X-ray are shown in Figure 4.2. For standard cameras, a
checkerboard pattern with known size and number of squares is used, where the
corners of the squares are detected in each image. It is noted that at least 6 corre-
spondences are needed for calculation of the projection matrix, but typically more
are used to obtain an overdetermined system. For a detailed treatment and a gold
standard algorithm for camera calibration, we refer to [75].
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In X-ray, the calibration object used is a dodecahedron, a regular polyhedron with
twelve faces. At each vertex, a bullet (typically made of copper) is placed, and three
additional bullets are placed, one at the center of the dodecahedron and two at the
centers of the two faces that are parallel to the X-ray table. The dodecahedron phan-
tom constructed in this way is a convenient calibration object, since it has uniformly
distributed points and a large number of vertices (20). This ensures sufficient re-
dundancy, so that the calibration is robust even if some points are missed in the
detection. Since the calibration is strong, all parameters are estimated for each view.
For metric reconstruction, the pixel size needs to be known in metric units (e.g. µm),
since otherwise all 3D coordinates obtained in a reconstruction will suffer from a
scale ambiguity. The pixel size is known from the characteristics of the detector and
the imaging protocol (which may include pixel binning).

The calibration is defined around two coordinate frames, a World Coordinate
System (WCS) and a Detector Coordinate System (DCS). The most interesting frame
of reference for X-ray is that of the patient lying on the table, and it makes sense
to choose a world reference that relates to it. A point that remains practically fixed
during the C-arm rotation is the rotation center or iso-center. Therefore, the choice
of world reference is to place the center of the world coordinates roughly at the is-
center. More specifically, the world reference coincides with the center of the dodec-
ahedron, which is placed as close as possible to the iso-center. This can be achieved
by rotating the C-arm while ensuring that the center of the dodecahedron remains
at the image center. The axes of the WCS are then defined in a right-handed system,
with the Y -axis along the patient axis and pointing upward (patient head) and the
X -axis pointing out of the left side of the patient (lying in supine position on the ta-
ble). The detector coordinate frame is another right-handed frame, defined around
the physical center of the flat detector, with the X - and Y -axes on the detector plane
and the Z -axis on the optical axis and pointing away from the focal spot. These
coordinate systems are shown in Figure 4.3.

The following parameters are obtained during calibration.

• Position of the focal spot in the DCS, a 3-element vector F = { fx , fy , fz }. Note
that fz is the focal length, and fx , fy are the deviations from the image center,
as seen in Equation (4.6).

• Three Euler angles, θr for rotation or roll, θa for angulation or propeller and
θL , L-arm angle denoting the detector orientation with respect to the WCS.

• Position of the dodecahedron center in the DCS, approximating the iso-center
position as W= (wx , wy , wz )T .

The Euler angles define the rotation of the DCS with respect to the WCS. In the
X-ray system, rotations are defined in the order Z − X −Y . To obtain the rotation
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(a)

(b)

Figure 4.3: (a) World coordinate system with respect to patient. An anterior-posterior po-
sition of the C-arm (most commonly used in IGI) is depicted. (b) World, detector and focal
coordinate systems with the C-arm in posterior-anterior position, for ease of illustration.
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Figure 4.4: Relation between detector, world and focal coordinate systems, where camera
translation and rotation is shown according to the X-ray system calibration convention.

matrix R = RZ RX RY , we adopt the intermediate variables:

a = sin(θr )

b = cos(θr )

c =−sin(θa)

d = cos(θa)

e =−sin(θL)

f = cos(θL).

Using these variables, the rotation matrix can be written as:

R =

 b f +aec −ed −a f +bce

be −ac f f d −ae −bc f

ad c bd

 . (4.9)

To comply with the multi-view framework, we need to center the camera coor-
dinate system at the focal spot and thus define a Focal Coordinate System (FCS),
which has the same orientation as the DCS but is translated by F, i.e. the position of
the focal spot in detector coordinates. We assume that the focal spot and the detector
are subject to the same rotation, as they are both fixed at opposite ends of the C-arm.
This implies that any variations due to e.g. mechanical vibrations do not cause the
focal spot to rotate differently than the detector. An overview of the coordinate sys-
tems defined thus far and their relations is illustrated in Figure 4.4.

Coming back to Equation (4.6), a point in the WCS is first transformed to the FCS
by a rotation and a translation, which describes the pose of the equivalent camera.
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We note that the rotation expression is defined in the X-ray system from the DCS
(or FCS) to the WCS, while in the multi-view convention it follows the opposite
direction (rotation of the world to the camera). Therefore, we substitute the rotation
matrix in the following expressions with its inverse, R−1 = RT . The camera matrix K
can be calculated using fz as the focal length, fx and fy known and ox , oy typically
half the image size (but in general known for each protocol). The translation C of the
equivalent camera can be computed by C = F−W. In this way, we have defined all
parameters necessary for the calculation of of the projection matrix, which can now
be written as:

P = [K | OT
3 ] · [RT | C]. (4.10)

4.4 3D reconstruction

The previous section has discussed the formulation of the projection of 3D points
onto a 2D image in a C-arm based X-ray system. In this section, we describe methods
to perform the inverse operation: given two or more 2D projections of one point, the
aim is to retrieve its 3D location.

The reconstruction of a scene can be performed at many different levels, depend-
ing on the available information on the geometry. When neither intrinsic nor extrin-
sic parameters of the cameras are known, the reconstruction can only be performed
up to a projective transformation. In our case, we will deal only with metric re-
construction, since (1) we have metric calibration information and (2) for clinical
applications it is necessary to provide information on the actual position and size
of reconstructed objects. We start by highlighting the constraints imposed by only
one view, followed by performing a reconstruction using two views and finally, we
generalize this to the multi-view case.

4.4.1 Single-view geometry

As can be seen in Figure 4.5, when only one view is available, the projection of the
(unknown) 3D point limits its position to lie on a ray between the 2D position on
the image plane and the camera center. There is an unknown scaling factor that
determines the position of the point along the ray, i.e. the depth, and determining this
factor is the objective of depth estimation. Assuming that all projection parameters
are known, we can solve Equation (4.8) (adapted according to Eq. (4.10)) for the
world point (XW ,YW , ZW )T , similarly to [94]: XW

YW

ZW

=λRK−1

 u

v

1

−RC. (4.11)

In this equation, λ is the depth parameter whose determination solves the depth
estimation problem. In the remainder of this chapter, the subscript W will be omitted
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for simplicity, and it will be assumed that the world point X is always in the WCS,
unless stated otherwise.

4.4.2 Two-view geometry

When considering two views, some interesting relations can be derived. Two views
are in principle sufficient to recover the 3D position of a point, given all projection
parameters and an accurate detection of the point in both images. The process of
using the geometry of the two cameras to recover the position of the point, is often
termed triangulation, a term referring to its geometric origins [95].

The geometry of two views is usually referred to as epipolar geometry. The line
connecting the two camera centers is called the baseline b, and the points where it
intersects the two image planes I1 and I2 are the epipoles, e1 and e2. The plane de-
fined by the camera centers and the world point X is termed the epipolar plane. The
epipolar plane is projected in each of the two views as the epipolar lines, l1 and l2,
respectively. These concepts are illustrated in Figure 4.5. The epipolar geometry de-
scribes the constraints imposed by the two-view configuration, which pertain to two
main aspects.

• Constraints on the point correspondence between points captured in the two views.
Knowing the projection x1 of a world point X in one view and the camera ge-
ometry, the projection of the same point on the other view is constrained to
lie on the epipolar line l2. We have exploited this constraint in the tracking
algorithm of Chapter 3.

• Scene structure recovery. Using the epipolar geometry, the fundamental matrix
F can be written, which is defined by the equation l2 = Fx1. The fundamental
matrix can be used for scene recovery –up to a projective transformation–, even
if no information about the scene or the cameras is known.

The projection of a world point X onto the first view, x1 = (x1, y1,1) defines a ray
J(λ) of all possible 3D points that can be projected on x1. The coordinates of all 3D
points on this ray are given by Equation (4.11). The clipping volume enforces a
minimum and maximum value on Z , reflected in the scaling parameter λ. We can
determine the relation of λ to Z from Equation (4.11) as λ= (Z − r3)/q3, where r = RC
and q = RK−1x1 (by the notation xi we denote the i -th element of vector x). This in
turn allows us to calculate minimum and maximum values on λ. By substituting
those values, λmi n and λmax , in Equation (4.11), we can define the segment of the
epipolar line where projections of the 3D point X may lie. We have used this geo-
metric relation in the tracking algorithm of Section 3.5, where it has enabled us to
restrict the search for matching points to a small rectangle, defined by the epipolar
line and the clipping volume.

Next, we will provide a short analysis of a simple linear algorithm to solve for
X, given a known correspondence of two points xa = (xa , ya ,1)T , xb = (xb , yb ,1)T and
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Figure 4.5: Illustration of the epipolar geometry for the X-ray system equivalent camera.
X is the true 3D world position of the point and its projections on the image planes are x1,
x2. The points X̃i , X̃i i and their projections, x̃2i , x̃2i i , indicate other possible locations of the
world point if only one view (plus the epipolar geometry) would be available.

the projection parameters. We use the subscripts a and b to refer to each of the
two views, so as to avoid confusion with other subscripts in the following analysis.
Points xa and xb stem from the same world point X = (X ,Y , Z ,1)T .

We introduce the following notations: ūi means the i -th row of matrix U and
ui j denotes the element on row i and column j . Using this notation, we rewrite
Equation (4.8) as follows:

λ

 u

v

1

=

 k̄1

k̄2

k̄3


 r̄1

r̄2

r̄3


T  X
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+
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From this we obtain: λu

λv

λ

=

 ... ... ...

... k̄i r̄ j ...

... ... ...


 X
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Z

+

 ...

k̄i C
...

 . (4.13)

In order to solve for λ, we can simplify the last row by noting that k̄3 = (0 0 0 1).
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Figure 4.6: Illustration of the clipping volume constraint for 3 views. The shaded area
represents the set of 3D points visible in all views.

By writing down Equation (4.13) for each of the known points xa and xb , we obtain
a system with 6 equations and 5 unknowns (X ,Y , Z ,λa and λb)

k̄1r̄a
1 X + k̄1r̄a

2 Y + k̄1r̄a
3 Z = λaua − k̄1Ca

k̄1r̄b
1 X + k̄1r̄b

2 Y + k̄1r̄b
3 Z = λbub − k̄1Cb

k̄2r̄a
1 X + k̄2r̄a

2 Y + k̄2r̄a
3 Z = λa v a k̄2Ca

k̄2r̄b
1 X + k̄2r̄b

2 Y + k̄2r̄b
3 Z = λbub k̄2Cb

r a
13X + r a

23Y + r a
33Z = λa −C3

r b
13X + r b

23Y + r b
33Z = λb −C3,

where a, b are added as superscripts instead of subscripts, for clarity. After substi-
tuting for the scale λ, we obtain:


k̄1r̄a

1 − r a
13ua k̄1r̄a

2 − r a
23ua k̄1r̄a

3 − r a
33ua

k̄2r̄a
1 − r a

13va k̄2r̄a
2 − r a

23va k̄2r̄a
3 − r a

33va

k̄1r̄b
1 − r b

13ub k̄1r̄b
2 − r b

23ub k̄1r̄b
3 − r b

33ub

k̄2r̄b
1 − r b

13vb k̄2r̄b
2 − r b

23vb k̄2r̄b
3 − r b

33vb


 X

Y

Z

=−


k̄1Ca

k̄2Ca

k̄1Cb

k̄2Cb

 , (4.14)
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which is a system of 4 equations with 3 unknowns that can be solved in the least-
squares sense. Here, we have assumed that the matrix K does not change between
the two views. This does not need to be the case in practice, but as stated, we assume
the projection parameters to be known.

4.4.3 Multiple view back-projection

Due to noise in the 2D point detection and possible calibration inaccuracies, the rays
emanating from two projections of the same world point will almost never meet ex-
actly at the same point in space. Whenever possible, more than two views are used,
to provide some redundancy that alleviates some of this inaccuracy. There are many
algorithms available for obtaining a 3D point reconstruction from multiple views,
and we refer to [75] for gold-standard implementations. Here, we will describe a
simple linear method based on the Direct Linear Transform (DLT) [75], followed by
an iterative but still linear approach from [76]. For completeness of this discussion,
we mention the Bundle Adjustment algorithm, a non-linear iterative method based
on Levenberg-Marquardt optimization. This method will be further elaborated in
Chapter 6.

Direct Linear Transform. The Direct Linear Transform (DLT) is a well-known
method of solving equations involving similarity relations. Instead of the typical
form of a linear system of equations, Y = AX, which can be solved using the Moore-
Penrose pseudoinverse as X̂ = A+Y, the DLT can be used to solve equations that in-
volve a similarity relation of the form Y ∼ AX (where ∼ denotes equality up to a non-
zero scaling). This is exactly the form of the projection equation, where an unknown
scaling factor relates the 3D to the 2D coordinates after projection, x ∼ PX.

The DLT algorithm consists of first removing the unknown scale factor to create
a set of homogeneous equations of the form AX = O4. By employing Singular Value
Decomposition (SVD), X can be computed as the unit singular vector corresponding
to the smallest singular value of A. It is noted that careful normalization needs to be
performed. Details of this method can be found in [75], particularly in Chapters 4
and 12 of that reference.

Iterative intersection-resection. Prior to discussing this reconstruction method,
we briefly summarize a key enabling contribution of Tomasi and Kanade [96]. The
measurement matrix W is defined as the concatenation of the x- and y-coordinates of
the projected image points. If we have i = 1...F views and j = 1...N points, then the
2D points can be written as xi j = (ui j , vi j ,1)T and the measurement matrix is defined
as follows:

W =
[

U

V

]
, (4.15)

where U = {ui j }, V = {vi j }, and the bar denotes vertical concatenation. For the case
of orthographic (parallel) projection 1, this matrix has been shown to be of rank 3

1An orthographic or parallel projection is a projection where the rays are parallel to each other and
orthogonal to the projection plane, see e.g. [75]
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4.4. 3D reconstruction

for the noiseless case. When the image measurements contain noise, and under the
assumption of a Gaussian distribution, Tomasi and Kanade have shown that the best
possible reconstruction is obtained by keeping the first three terms of the SVD of W.
This is a consequence of the fact that the measurement matrix can be factorized into
two matrices, one representing the camera pose, and one representing the shape, i.e.
the 3D structure.

This factorization approach cannot be applied directly to the X-ray system, be-
cause the projection in this case is strongly perspective. Chen and Medioni [76]
proposed an iterative method, based on the factorization concept, but able to handle
perspective projection. The scaled measurement matrix (denoted by subscript s) is
defined as the concatenation of the scaled image coordinates for view i and point j :

Ws =
{
λi j

(
ui j vi j 1

)T
}
= {

Pi X j
}

, (4.16)

and is, in the noiseless case, a rank-4 matrix. Then, a series of ray intersections (as-
suming known P, and estimating X) and camera resections (assuming known X, and
estimating P) are performed iteratively, given N point correspondences in F views.
The iterations serve in refining both the 3D coordinates and the calibration parame-
ters for a minimal re-projection error (more details in [76]). If Pi (k) denotes the k-th
row of the projection matrix for view i , then the intersection equation calculating X j

can be written as: 
u1 j PT

1(3) −PT
1(1)

v1 j PT
1(3) −PT

1(2)

......

uF j PT
F (3) −PT

F (1)

vF j PT
F (3) −PT

F (2)

= AX j = 0. (4.17)

The camera resection equation can be written as:

X1 0 −ui 1X1

0 X1 −vi 1X1

...

...

XN 0 −ui N XN

0 XN −vi N XN


 Pi (1)

Pi (2)

Pi (3)

= B

 Pi (1)

Pi (2)

Pi (3)

= 0. (4.18)

For each of these equations, the solution is the (right) null vector of the corre-
sponding coefficient matrix, which can be determined by e.g. SVD, by finding the
vector corresponding to the last singular value of the 2F × 4 matrix A, which will
approach zero. Before solving for the null vector, Equations (4.17) and (4.18) are
weighted by the factor 1/PT

i (3)X j , which has been proposed by Hartley and Sturm [95]
to minimize the bias in the algebraic error. A solution is found for each point (Equa-
tion (4.17)) and for each camera (Equation (4.18)) consecutively, where the reweight-
ing is continued until the weight change is negigible. Because our initial estimate of
P is very accurate, due to the reliable system calibration, the amount of iterations
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4. 3D POINT RECONSTRUCTION

Algorithm 4.1 Feature point reconstruction
Input: Matrix of point tracks T of dimensions 3F ×N (see Algorithm 3.1)

Calibration parameters for each frame, pcal

Output: 3D point coordinates X : 3×N

P = Pr o j ect i onM atr i x(pcal) . Equation (4.10)
x = ReshapeTr acks(T) . Reshape T to 2×N ×F (discarding scale information)
X = Ray Inter sect i on(P,x) . Initialization
P =C amer aResect i on(X,x)
while εr epr changes significantly do

X = Ray Inter sect i on(P,x)
P =C amer aResect i on(X,x)
x̃ = Pr o j ectPoi nt s(P,X) . Project 3D points to 2D
εr epr =∑

i
∑

j |x̃i j −xij| . Reprojection error
end while

Procedure Ray Inter sect i on

Input: 2D points x : 2×N ×F , Projection matrix P : 3×4×F
Output: 3D point coordinates X : 3×N

for j = 1, .., N do
A =C alcul ate A(P,xj) . Equation (4.17)
V0 = Nul lV ector (A), X = V0/V0,4 . Normalize for Euclidean coordinates
for f = 1, ..,F do

w A, f = 1/(PT
f (3)X) . Initialize weights

end for
while wA changes significantly do

A = wA ·A . Weighting for each view
V0 = Nul lV ector (A), X = V0/V0,4

for f = 1, ..,F do
w A, f = 1/(PT

f (3)X) . Update weights
end for

end while
end for

Procedure C amer aResect i on

Input: 2D points x : 2×N ×F , 3D points X : 4×N
Output: Projection matrices for F views P : 3×4×F

(continues on next page)
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(Alg. 4.1 cont’d)
for f = 1, ..,F do . Initialize B : 2N ×12

B =C alcul ateB(X,xf) . Equation (4.17)
V0 = Nul lV ector (B), P = V0/V0,12 . Normalize projection matrix
for j = 1, .., N do

wB , j = 1/(PT
f (3)X j ) . Initialize weights

end for
while wb changes significantly do

B = wB ·B . Weighting for each point
V0 = Nul lV ector (B), Pf = V0/V0,12

Reshape P f to 3×4
for j = 1, ..,F do

wB , j = 1/(PT
f (3)X j ) . Update weights

end for
end while

end for

involved in the resection part of this method is very limited. In practice, the cam-
era resection step is often skipped or performed only once. The beam intersections
typically converge after 3-5 iterations, so this method is sufficiently fast.

An algorithmic overview of the steps described above for feature point recon-
struction is given in Algorithm 4.1.

4.5 Experimental results

We now present the results of the performed simulation experiments, as well as the
3D reconstruction results achieved using the tracking results of the previous chapter.
We start with a model situation and then generalize to real data.

4.5.1 Synthetic dodecahedron experiments

Since 3D point reconstruction using multi-view X-ray is a new approach, a number
of fundamental questions are raised regarding the performance and limitations of
the technique. The most prominent questions are summarized below.

(1) What is the achievable accuracy for typical imaging conditions?
(2) What is the effect of inaccurate 2D detection and tracking?
(3) What are the requirements in multi-view image data? Specifically, how many

views are needed to achieve a certain accuracy? What should be the separation
between views? Is there a trade-off between the number of views and view
separation?

(4) What is the effect of inaccuracies in the calibration parameters?
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4. 3D POINT RECONSTRUCTION

To answer these questions, we have performed a number of simulation experiments,
in which different parameters are varied in a controlled but realistic fashion. The
points to be reconstructed stem from the model positions of bullets of the dodecahe-
dron phantom (where the radius of the circumscribed sphere is fixed to 35 mm). This
is a convenient model as it has a known configuration and the points are uniformly
distributed in space.

From this phantom, synthetic projections of the points can be made using any
desired projection parameters. The projections provide exactly known 2D tracks,
which can then be used to reconstruct the points. This process is performed using
typical calibration parameters taken from a typical C-arm X-ray system used for
rotational reconstruction2. We have set the pixel size equal to 0.373 mm, the image
size to 10242 pixels and ox = oy = 512 pixels, fz = 1.2 m, fx = fy = 0. In the full 3DRA
scan, the C-arm rotation sweeps a total angle of ≈ 205◦, taking one image every ≈
1.7◦ and in our experiment, we have chosen successive subsets of these 122-frame
sequences.

We have performed the following three sets of experiments.

(1) Random noise of varying standard deviation σ2D is added to the 2D coordi-
nates of the projected points. The noisy points are reconstructed and the 3D
error to the true (model) position of the points is measured for an increasing
number of views. The number of views employed will be denoted by Nv . This
experiment examines (a) the number of views necessary to obtain 3D point
reconstruction with a certain accuracy and (b) the sensitivity of the reconstruc-
tion to poor 2D detection accuracy. This experiment addresses the first two
questions of the above list.

(2) The angle between two successive views is varied, and the 3D error is mea-
sured as a function of the view separation, as opposed to the number of views,
for a fixed noise level. This experiment aims at comparing the trade-off be-
tween the number of views and the total rotation needed to achieve a good
reconstruction. It is an important trade-off from a clinical point of view, since
a small total motion of the C-arm is an essential requirement, to allow for safe
multi-view acquisitions during a procedure. This simulation focuses on the
third question posed.

(3) A subset of the calibration parameters are perturbed with noise, to examine
the sensitivity of the reconstruction to the calibration accuracy. Specifically, we
have added Gaussian noise of varying standard deviation to the rotation angle
θr and the focal position F = ( fx , fy , fz ). This simulation deals with the final
question of the list.

We note that in this simulation, X-ray image generation characteristics are not ex-
plicitly taken into account, as we project the dodecahedron points individually and

2Based on the Allura system with XtraVision, both commercially available by Philips.
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(a) (b)

Figure 4.7: 3D error of the dodecahedron simulation experiments. (a) Mean 3D error with
respect to the number of views, for different amounts of detection noise. (b) Mean 3D error,
zoomed in from the bottom-left corner of (a). The y−axis is in logarithmic scale.
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Figure 4.8: Mean 3D error with respect to detection noise, for different numbers of views.
(b) is a zoomed-in version of (a). The y−axis is in logarithmic scale.

do not generate entire images. This allows us to separate the effect of 2D detec-
tion accuracy from the actual multi-view accuracy analysis, which is the goal of the
experiment. This is also why we have chosen to apply a Gaussian model for the
detection noise (as done also, e.g. by [75, 96]). In this way, we can examine the effect
of 2D detection errors in a generic way, independently of the imaging conditions,
image content and algorithm employed, such that our conclusions are valid for any
multi-view X-ray system in any application.

Each of the experiments is repeated 100 times to obtain error statistics, and the
errors are averaged over the 23 points of the dodecahedron phantom model. The
results are presented in Figures 4.7 through 4.11.
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4. 3D POINT RECONSTRUCTION

(a) (b)

Figure 4.9: Average 3D error as a function of the distance from the iso-center, for detection
noise with (a) σ= 1 and (b) σ= 2. The y−axis is in logarithmic scale.

Figure 4.7 shows the decrease of 3D error for an increasing number of views,
as well as its dependence on the detection accuracy. In Figure 4.7(b), we show this
error for a more relevant range of the abscissa. It can be seen that the error is already
below 1 mm for 10 views and below 0.5 mm for 20 views, for 2D detection that
is approximately pixel-accurate. Beyond 60 views, no significant decrease is noted.
The results also show a strong dependency on the detection error. If the 2D detection
error becomes very large, the 3D accuracy quickly deteriorates. This is visible in
the results of Figure 4.8, which show a sharp increase with the detection error σ2D .
Increasing the number of views helps to mitigate this effect and keep the accuracy
within a few mm.

Figure 4.9 shows the spatial distribution of the 3D error. For a point traveling on
a straight line between the world points (−50,−50,−50) and (50,50,50) (in mm) and
passing through the iso-center at (0,0,0), we show how the error varies for different
σ2D and Nv . The resulting 3D error shows that there is an unstable area around
the iso-center, where the error increases sharply. The extent of this area depends on
the number of views, e.g. for 10 views it is limited to an area of ±10 mm about the
iso-center. The magnitude of the error increases for a growing σ2D .

This unstable behavior of the 3D error around the iso-center can be explained
as follows. The iso-center is by definition always projected (approximately) at the
center of the image in all views. This means that the disparity between its projections
in different views is very small. The 3D reconstruction error is directly dependent
on this disparity: it is precisely the different position of a point’s projection in dif-
ferent images that conveys information about its 3D position. For the iso-center, this
information is very sensitive, since the disparity value of ≈ 0 is easily perturbed by
noise.

Regarding the question of view separation and its relation to the number of
views, Figure 4.10 provides some insight. When varying the rotation angle between
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Figure 4.10: 3D error for different view separation angles, as a function of (a) number of
views, and (b) total C-arm rotation, for σ2D = 1. The y−axis is in logarithmic scale.

two views, we may choose to regard the 3D error as a function of either the num-
ber of views employed, or the total rotation of the C-arm required to acquire them.
As discussed, it is an important requirement in our technique that the total rotation
remains limited for the comfort and safety of patient and staff. However, when com-
paring the graphs of Figure 4.10, it can be concluded that the 3D error has a stronger
dependence on the total rotation than on the number of views. For the same total
rotation, increasing the number of views does not significantly decrease the error.
At the same time, we observe that decreasing the (per-pair) view separation to less
than half of the original 1.7◦ rapidly increases the 3D error. By combining these two
observations, we conclude that for the given system configuration, it is not benefi-
cial to decrease the view separation to below ≈ 0.8◦, as this will effectively lead to
an increase of the number of views necessary to obtain a given accuracy. Moreover,
using more views than required is undesired, as it can lead to higher radiation dose
for the patient.

The sensitivity of the 3D reconstruction to calibration accuracy is shown in Fig-
ure 4.11. It can be seen that for relatively small perturbations in the chosen cali-
bration parameters, the adverse effect remains limited. This is a result of the itera-
tive intersection-resection algorithm, in which the projection matrix can be adapted
during the resection step. However, when large errors occur (more than 5 cm in F
and 10◦ in θr ), the algorithm can no longer compensate for the calibration error and
converges to a different local minimum. In practice, the calibration parameters for
rotational scans currently employed are known very precisely (e.g. θr to within 6
decimal digits of a degree). For multi-view acquisitions, we anticipate limited inac-
curacies: for the case of θr , the error of manual positioning of the C-arm is limited
to a tenth of a degree. Therefore, we do not consider calibration inaccuracy to be a
major concern.
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Figure 4.11: 3D error as a function of inaccuracy in the calibration parameters. (a) With
respect to increasing noise in the focal spot position f. (b) With respect to increasing noise in
the rotation angle θr . For both cases, σ2D = 1. The y−axis is in linear scale.

This synthetic experiment has provided useful insights regarding the capabilities
and limitations of multi-view X-ray. In summary, the main observations from the
results of this experiment are as follows.

(1) For reasonable 2D detection accuracy (σ2D = 1), and when employing 5-10 views
with a total rotation angle of ≈ 8.5◦−17◦, we can expect a 3D accuracy in the
order of 1 mm or less, for single reconstructed points.

(2) The 3D accuracy strongly depends on the 2D detection accuracy, and deterio-
rates rapidly when the latter decreases. A 2D error of less than two pixels is
deemed necessary to reconstruct single points with sufficient 3D accuracy.

(3) 3D point reconstruction behaves in an unstable way about the iso-center, due
to the almost-zero disparity of points projected from the iso-center to any views
of a rotational sequence. This is an important concern, as objects of clinical in-
terest may be located there.

(4) Decreasing the view separation below 0.8◦ per view pair does not add a sig-
nificant benefit when reconstructing 3D points. On the contrary, it adds an
unnecessary dose penalty.

(5) As long as inaccuracies in calibration parameters are kept limited (e.g. below
5 mm for the focal spot position and 4◦ for rotation angle), they do not have a
serious effect on 3D accuracy.

4.5.2 Experiments on real X-ray sequences

We now report on the reconstruction results obtained when using the tracking data
of the sequences of Chapter 3. Specifically, we have used four sequences of the
six presented in that chapter, namely (a), (c), (d) and (f). Sequence (e) is excluded
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Table 4.2: Estimated 3D error of feature point reconstruction for the 4 datasets used.
Mean ± standard deviation are shown.

Data name # of selected points µ±σ (mm)
Knee phantom (a) 89 1.35±1.47
Chest phantom (c) 48 1.60±1.49
Vertebroplasty (d) 10 22.39±27.91

Throat (f) 2 4.04±1.28

because it does not include any points that can be fixed to a specific object, but most
of the tracked feature points stem from overlapping or crossing vessels. Sequence
(b) is excluded because the catheter in that sequence is moving considerably during
the acquisition, so that its 3D position is undetermined. For each of these sequences,
a full rotational scan is available, from which we select a subset of views. The full-3D
rotation data provide a ground-truth against which we compare the performance of
multi-view reconstruction.

In the four sequences used, there are prominent objects that can be considered
the primary targets of the reconstruction. These are the wires for sequence (a) and
the needle(s) for sequences (c), (d) and (f). For each sequence, one sub-sequence
is chosen where the object of interest is entirely visible. This is a reasonable step,
as in practice radiologists also choose a viewing angle in which the instrument is
well visible. The maximum number of views for each sequence is 20. The view
separation for two successive views is ≈ 1.7◦ for sequences (a), (c) and (d), ≈ 0.335◦

for (f), resulting in a maximum angle separation of ≈ 34◦ and ≈ 6.7◦, respectively.
The combined tracks from the four chosen feature point detectors of Chapter 3

(MHarris, NCurv, LoG and DoH) are used as an input to Equations (4.17) and (4.18).
However, not all reconstructed points are accepted: the point tracks that result in a
high reprojection error are possibly inaccurately detected or do not correspond to a
real-world point. Therefore, a threshold is set: all reconstructed points that result in
a reprojection error exceeding 2 pixels are rejected.

Figures 4.12 to 4.14 illustrate the results of our experiments. In each figure, we
show the 2D tracking results alongside the 3D reconstruction of the points overlaid
on the volumetric data. We observe that in general, there is a good correspondence
between the 2D tracked points and their estimated 3D positions. This is directly
linked to the accuracy of the 2D detection. In the knee-phantom sequence (a), the
points on the tips, at the crossing and at curvature extrema of the wires are well
detected. The point cloud found at the border of the knee phantom also corresponds
quite well to the surface of the knee, although the 2D detection accuracy is limited.
In the selected points on the wire, it can be seen that the points are reconstructed
quite close to the volume.

Similarly, points at the needles of the chest phantom image are also reconstructed
close to the needles in the volume. Even though one might expect the aperture
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Figure 4.12: Results of feature point reconstruction for the knee phantom sequence. Top
row: all tracked feature points, bottom: selected feature points. Left column: 2D tracks, right
column: 3D points overlaid on full volumetric reconstruction.

effect to seriously hamper correct reconstruction, the tracking avoids much “sliding”
along the needle. This is mainly due to the geometric constraints, which restrict the
tracking according to the direction of camera motion.

Interestingly, the same does not occur in the vertebroplasty sequence. There, the
combination of a much lower contrast with more background texture and the orien-
tation of the needles on a parallel plane to the camera motion significantly decrease
the success of the tracking, which is directly reflected in the reconstruction results.
Only very short tracks of 2-3 frames can be successfully constructed. It is also noted
that in this sequence, the contrast of the needle tip varies between the frames due to
partial overexposure, causing the tip localization to fail. These observations explain
the larger error in this dataset. Finally, for the throat biopsy dataset, the tracking and
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Figure 4.13: Results of feature point reconstruction for the chest phantom sequence.

Figure 4.14: Results of feature point reconstruction for the throat biopsy sequence.
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reconstruction of points at the needle is more successful, even though there is some
overlap with background structures.

Quantitative Evaluation. As the original volumetric 3D data are available, they
can be used as a ground truth to obtain an estimate of the 3D error for the objects of
interest, by measuring the distance to the corresponding position on the volume.

For reconstructed points that stem from tracked 2D points on the objects of in-
terest, we have also performed a quantitative evaluation of the 3D accuracy. This
is done by measuring the distance between each 3D point and the closest point on
the 3D volume of the object to which it corresponds. The evaluation is performed as
in [10]. The 3D volume is manually segmented to contain only the objects of inter-
est. A similar selection is also performed on the 2D tracks: the objects are manually
annotated on the 2D images and only tracks of points that are detected within a dis-
tance of 5 pixels from the segmented objects are considered. Next, the 3D distance
transform is calculated on the segmented volume and evaluated at the positions of
the reconstructed points. This gives an estimate for the 3D error, although this value
cannot be considered as an absolute error measurement, since the actual ground-
truth position of the points themselves is not available. The results are shown in
Table 4.2.

As expected from the visual results, the results for three of the four datasets show
good accuracy. The error is in the order of 1 mm for the knee and chest phantom
sequences, and around 4 mm for the throat biopsy. The results deteriorate in the
case of the vertebroplasty dataset, where the tracking does not provide sufficient
nor accurate 2D information.

4.6 Conclusions

In this chapter, we have explored 3D point reconstruction in rotational X-ray sys-
tems. The principles of multiple view geometry have been applied to the X-ray
source-detector system, which is viewed as an equivalent camera. A model has been
derived for this camera, describing the projection of world points onto 2D images,
where each model parameter has a direct counterpart in the multi-view framework
for standard imaging. The same framework provides techniques for the inverse op-
eration, namely the estimation of the 3D position of a point, given its projections.

Extensive synthetic experiments have been performed to explore the accuracy
limitations and viewpoint requirements of multi-view X-ray. It has been observed
that the main factor in achieving good 3D accuracy is the 2D detection accuracy of
the images. Inaccuracies of the calibration parameters have a smaller effect, as they
are partly corrected during camera resection. Both view separation and number of
views are important factors for the reconstruction accuracy. The former determines
the geometric limitations of the system, as it is desirable to obtain the reconstruction
with as small motion as possible. The latter allows some of the effect of 2D inaccu-
racy to be countered by increasing the amount of 2D information. The simulations
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Figure 4.15: Results of feature point reconstruction for the vertebroplasty sequence.

have resulted in the general guideline that 5-10 views with a view separation of 1.7◦

are sufficient for 3D point reconstruction accuracy in the order of 1 mm.

In the experiments involving real X-ray images, the results show that, as long as
there is a reasonably accurate tracking result, the 3D reconstruction can be accurate
to around 1 mm or a few millimeters. Visual inspection of the results reveals that
there is a good agreement between the reconstructed points and the 3D volumetric
data. The accuracy of the 2D detection has been proven to be the crucial factor, which
is especially apparent when the feature points are by nature ambiguous, such as e.g.
points along a curved structure. These experiments show that 3D reconstruction
from a few views is a suitable technique for obtaining 3D information.
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When regarding the results of this chapter in a broader context, we observe that
they can be further developed in two different ways: either by using the sparse
3D points directly, or by re-defining the goal of the reconstruction to be an object
instead of a point. In the first case, all further operations are performed on a point
cloud, calculated as described in this chapter. In the second case, the reconstruction
is performed on the basis of an object model, instead of individual points.

The first possibility views reconstruction as a means for obtaining a sparse depth
map that provides the 3D position of a cloud of points (those tracked in 2D). This is
an intermediate step towards other applications such as e.g. surface reconstruction.
Such a potential is visible in the knee phantom example, where the tracked feature
points are distinctive and rich enough to describe the knee surface and potentially
allow e.g. meshing. However, such an application requires a sufficiently dense point
cloud to be available, and thus the feature tracks should be robust and sufficiently
numerous. Whether this is achievable depends strongly on the image content and
image quality. In our experiments, this has not always been the case, as the low
contrast-to-noise ratio does not always allow many distinctive points to be found
and the frequently overlapping structures often confuse the tracking. We envision
that the development of dense and robust tracking may open up new possibilities in
3D surface reconstruction and rendering.

The second way to interpret the reconstruction results motivates the model-based
approach followed in the remainder of this thesis. We have started our investigation
by considering interest points, which express locally informative –in the mathemat-
ical sense– locations on the image. However, the ultimate goal is clinically relevant
information. In this sense, interest points do not always coincide with interesting
points, although there may be some overlap. To make a clear distinction between
the two, one is forced to take into account a priori application knowledge. More-
over, useful information in images is hardly ever encoded in infinitesimal points,
but rather in combinations of points or structures. If these structures are selected
based on the application knowledge, then their 3D representation will correspond
to interesting objects on the image and will therefore have greater value than a depth
map, whatever the density of this map. The above observations lead us to extend
the analysis performed so far from points to objects, and to describe the latter with pa-
rameterized models. The object models pertain to both the 2D and the 3D domain,
such that the model can be used both for object detection and for reconstruction .

Therefore, in the remainder of this thesis, we focus on the direction outlined by
the second approach, aiming at multi-view reconstruction of objects, described by
specific models. To provide a realistic scope to our endeavor, we limit ourselves to
curvilinear objects, which describe many surgical instruments typically used in IGI.
We first discuss techniques for the detection and tracking of such models (Chapter 5),
and then describe their 3D reconstruction, distinguishing between rigid (Chapter 6)
and non-rigid (Chapter 7) reconstruction. In this context, the contents of this chapter
have provided the basis for obtaining 3D information from 2D images.
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CHAPTER 5
Detection and tracking of curvilinear

models

The eye searches for shapes.
It searches for a beginning,
a middle, and an end.

John Charles Polanyi

Abstract

In this chapter, we address the 2D modeling, detection and tracking of curvilinear structures, repre-
senting surgical instruments such as needles and catheters. The goal here is to robustly and accurately
detect multiple instances of curvilinear objects in noisy, outlier-rich data. The detected models are
then used in the following stage of 3D model reconstruction. Our proposed approach builds on the
RANSAC algorithm to select multiple model instances. We have termed this method Sparse-Plus-
Dense (SPD) RANSAC, as the estimation is performed on sparse points while guided by dense image
data. We apply a hierarchical approach, based on a merging step employing an intuitive cost function.
Once the models have been detected, we track them along the multi-view image sequence using a track-
ing algorithm that is an extension of the point-based tracking of Chapter 3. Results are presented on
synthetic and real X-ray data, showing that SPD-RANSAC performs comparably to state-of-the-art
multiple model estimation in the synthetic data, while it significantly outperforms state-of-the-art in
the real X-ray sequences. It also achieves correct localization of the model endpoints, which is a crucial
aspect in the context of the clinical application.
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5.1 Introduction

Detection and tracking of curvilinear structures is often employed in medical imag-
ing, as a tool to aid surgical guidance or to confirm the position of instruments. Al-
though such 2D tracking offers added clinical value in its own right, in the context
of our work, tracking is not the end result but rather an intermediate step towards
3D localization of these objects. Many surgical instruments occurring in medical im-
ages (like needles, catheters, etc.), as well as features of the anatomy (e.g. vessels),
can be described by curvilinear models that extend either in 2D or 3D. A plethora of
algorithms has been proposed for the detection and tracking of specific instruments,
which will be discussed in the following section.

We regard the problem of detection and tracking of surgical instruments not
purely as a segmentation problem, but as a combination of segmentation and model
estimation, with emphasis on the estimation part, as the goal is to retrieve parame-
terized models that can be used in subsequent stages of an image guidance applica-
tion, such as e.g. 3D reconstruction [13]. We require the solution to be (a) automatic,
(b) robust to outliers caused by the low signal-to-noise ratio, (c) generic (so not de-
signed for a specific instrument), and most importantly (d) able to detect multiple
model instances, i.e. curves, even when they cross or overlap. Due to these high
demands, we turn to the field of pattern recognition to search for a robust model
fitting approach.

Medical images are particularly challenging for robust model fitting for a num-
ber of reasons. Regarding curvilinear structures as studied in this chapter, images
frequently contain multiple model instances, resulting in a high number of pseudo-
outliers, which are outliers to one model but inliers to another. These are added to
the already high amount of outliers caused by the inherently low signal-to-noise ra-
tio. Curvilinear structures in medical images typically exhibit complex interactions
such as overlapping, crossing or bifurcations, which complicate correct model as-
signment. Furthermore, it is not sufficient to only detect the instances of curvilinear
objects, but with respect to surgical guidance, it is clinically relevant to localize their
endpoints correctly. Therefore, not only the parameters of the model, but also its
support should be accurately estimated.

5.1.1 Literature and algorithm motivation

With respect to the application of surgical instrument detection and tracking, a num-
ber of related approaches have been proposed. Ma et al. [97] proposed a method in-
volving blob detection and using a cost function based on the nearest-neighbor dis-
tance to detect and track coronary sinus catheters for respiratory motion correction.
Orozko et al. [98] perform guidewire detection, using a combination of morpholog-
ical filtering and a Turing Oriented Filter, while tracking is performed by an itera-
tive closest-point algorithm. Recently, machine learning has also been employed for
tracking, aiming specifically at catheters [99], where boosted classification is used,
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and guidewires [100], where the tracking is performed using Markov Random Fields
in a Maximum-A-Posteriori (MAP) framework.

Detection of complex curves in noisy data has so far received little attention as
a pattern recognition problem, but has been dealt with extensively from an image
analysis point of view, especially in the context of segmentation. Active contour
methods [101] are a well-founded framework for curve detection and have been em-
ployed, combined with other techniques, in several medical imaging applications,
mainly aiming at segmentation of anatomic features, e.g. vessels [102]. Minimal
path techniques have also been employed for curve detection, see Kaul et al. [103].
In the context of computational geometry, the point cloud fitting technique of [104]
is the most closely related approach to our goal, but it needs a good initialization, it
is typically slow and most importantly, it cannot handle outliers. Finally, and most
crucially, all previously mentioned methods are limited to a single model, while our
goal is the simultaneous estimation of multiple interacting models. For multiple
models, graph-based methods such as [105] have been proposed for curve detec-
tion, but are not suitable when the outlier rate is high and they lack the generality of
randomized model fitting.

In computer vision and pattern recognition, model fitting in noisy data is an es-
sential low-level task for, among others, geometry estimation and object detection.
Random Sample Consensus (RANSAC) [106] is an established framework for robust
fitting in cases of a high outlier ratio. The original RANSAC algorithm by Fischler
and Bolles has seen many modifications and improvements, e.g. [107, 108], aiming
at selecting a single, most prominent model. For multiple model estimation, the sim-
plest approach is to sequentially estimate models and remove their inlier sets from
the data [109]. Zuliani et al. [110] proposed a parallel multi-RANSAC algorithm,
which is reported to be more stable and perform better with respect to correct detec-
tion of inliers. However, the authors have used a fixed, a priori known, number of
models and assigned each point to exactly one model in a greedy approach, which
does not handle the case of intersecting models.

A different framework is that of Hough transform methods such as the Random-
ized Hough Transform (RHT) [111], which can naturally deal with multiple mod-
els by clustering in the parameter space. However, Hough-transform methods are
known to suffer from limited accuracy and are computationally expensive. In gen-
eral, approaches finding modes in parameter space, as in [112], which can be de-
tected with e.g. mean-shift [59], do not achieve high robustness. They also require
an explicit and preferably low-dimensional parameterization, which is not sufficient
when addressing the detection and manipulation of complex structures. General-
ized Principal Component Analysis (G-PCA) [113] gives an algebraic solution, but
cannot handle gross outliers well.

Clustering in the residual space, as proposed in [114], moves away from the tra-
ditional approach of observing the point residuals per data point, regarding them
instead per hypothesis. Based on this reasoning, Toldo and Fusiello [115] perform
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multiple structure detection by a combination of RANSAC iterations with hypothe-
sis clustering. In their approach, modes are searched in the conceptual space, instead
of the parameter or residual space. Each data point is assigned a preference set, indi-
cating the models to which it concedes. Clustering is performed using the Jaccard
distance between all preference sets to select the final models. This method handles
intersecting models in a natural way and does not require a priori knowledge of the
number of models, although in practice an upper bound is manually set.

RANSAC-based approaches, for one or multiple models, are typically used for
fitting of lines, planes or homographies. Less work has been reported on spline
fitting, although in [116] it is used for the detection of curved models in 2D im-
ages. However, the complexity of the models detected in that approach is relatively
limited: the curves are smooth without curvature maxima, crossings or topologi-
cal ambiguities. Moreover, the detection is only performed in 2D. To the best of
our knowledge, no previous work exists on randomized fitting of multiple complex
curves in both 2D and 3D.

5.1.2 Multiple-curve detection and tracking

Sparse-plus-dense (SPD) RANSAC [11] is based on the observation that the input
for model estimation is the entire (dense) image. This input passes pre-processing
steps, such as interest point detection, to generate the sparse data required for the
fitting. The pre-processing typically involves a loss of information that influences the
quality of the fitted model, while the original information remains available. It has
been observed that both the quality and the efficiency of the fitting can be improved
by exploiting the available dense image data.

In this chapter, we have chosen to adopt the SPD-RANSAC framework to ob-
tain an efficient and robust solution to this problem. With respect to the previously
mentioned approaches, we observe that randomized fitting using SPD-RANSAC is
a very suitable choice for curve fitting, due to the following aspects.

• Model complexity. None of the randomized methods proposed so far has been
reported to successfully identify complex curves such as severely bent splines.

• Model interaction. The hierarchical structure of SPD-RANSAC can easily handle
intersecting or (partially) overlapping curves.

• Outlier ratio. As in any RANSAC-based algorithm, a high outlier ratio does not
prevent correct model detection.

• Accuracy. The curve endpoints representing the model support, can be accu-
rately detected by exploiting the dense data, which is not realized in other
RANSAC-based approaches.

• Complexity. The algorithm requires fewer iterations than the state-of-the-art
random multiple model fitting [115].

• Extensibility. The approach outlined here for 2D data is readily extensible for
data of other dimensionality (e.g. 3D).
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5.2. Overview of the detection and tracking system

As has been discussed before in this thesis, once 2D detection has been per-
formed, the essential next step towards obtaining a 3D representation is to link the
detected 2D models. In Chapter 3, we have described a tracking technique for sin-
gle feature points. In this chapter, where the scope of our approach is extended from
points to objects, the tracking is adapted appropriately. To this end, after the analysis
of the multiple-model detection algorithm, we present a tracking algorithm aiming
at correspondence generation between detected curves in a multi-view sequence.

This chapter is organized as follows. First, we give an overview of the proposed
solution and involved subsystems in Section 5.2. Next, Section 5.3 describes the gen-
eration of the sparse plus dense input. In Section 5.4, the multiple model estimation
method is described, followed by the merging procedure in Section 5.5. The track-
ing algorithm is explained in Section 5.6. Experimental results are given on synthetic
and real X-ray data in Section 5.7, while a discussion of the results follows in Sec-
tion 5.8.

5.2 Overview of the detection and tracking system

The multiple-curve detection and tracking system proposed in this chapter consists
of several algorithmic subsystems. We will briefly highlight the structure of these
subsystems, distinguishing between detection and tracking.

For the detection part, we propose an approach for curvilinear model fitting,
where the RANSAC principle is combined with dense image analysis to estimate
arbitrary spline segments in 2D and 3D datasets.Specifically, the detection algorithm
consists of the following main steps:

(1) Generation of sparse and dense feature data, on which the model fitting will
be performed;

(2) Random model sampling, from which a number of winning models emerge;
(3) Merging of models, in case they are similar or when they can be successfully

combined into a larger model.

The tracking employs a combination of the geometric constraints discussed in
Chapter 3 with a cost function formulation developed for curvilinear models. As
in our point tracking approach, the geometric constraints formed by the calibrated
multi-view setup allow the search for matches to be restricted to a small region
within the target image. Within this region, a cost function is evaluated to lead to
the selection of the best matching curve. The cost function includes both geometric
and shape terms, and its formulation is generic such that it can be applied to any
curve. For the special case of line segments, an alternative simplified formulation is
also proposed. The tracking subsystem comprises the following steps:

(1) Evaluation of geometric constraints to select candidate matches between target
and reference frame;
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(2) Calculation of the tracking cost between candidate matches;
(3) Selection of the matched curve;
(4) Propagation of the match to following frames.

Each of the above steps consists of more algorithmic functions, which will be elabo-
rated in the course of the analysis. Figure 5.1 provides a schematic illustration of the
algorithm structure.

5.3 Generation of sparse plus dense data

In this section, sparse-plus-dense data generation is described for the case of curvi-
linear models in 2D and 3D images. We first introduce the filter used for the curve
enhancement, and afterwards describe the sparse and dense data generation.

The sparse data form the input to the estimation step, while the dense data guide
the estimation by indicating regions where models are more likely to occur. There-
fore, we require a feature representation that enhances the structures containing
candidate models. In the case of curves, we aim at a representation that enhances
curvilinear structures. Such a representation can be achieved, for example, using ex-
pressions of the multi-scale Gaussian derivatives. There are numerous contributions
in the multi-scale community, describing the enhancement of curvilinear structures
using various Gaussian operators, e.g. [117, 118, 119].

We have opted for the “vesselness” filter of Frangi et al. [54]. The filter is based
on examination of the Eigenvalues of the Hessian matrix, defining an ellipsoid that
is aligned with the local principal curvatures. If λi are the Eigenvalues, sorted by
increasing absolute magnitude, where i = (1..ND ) and ND is the dimensionality of
the image, it is shown that on locations of tubular objects, |λ1| ≈ 0 and |λ2| >> |λ1|.
For 3D, additionally |λ2| ≈ |λ3|. These observations are combined into a vessel-
enhancement filter, specified by:

Vo(s) =
0, if λ2 > 0 or λ3 > 0,(

1−exp
(
− R2

A
2α2

))
exp

(
− R2

B
2β2

)(
1−exp

(
− S2

2c2

))
, otherwise,

(5.1)

where RA = |λ1|/|λ3|, RB = |λ2|/
√
|λ1λ3| and S =

√∑
j≤ND λ

2
j . Variables α, β and c are

thresholds that control the sensitivity of the filter to RA , RB and S. This vesselness
filter is known to have a weakness around bifurcation points. As we will see, the
label images used as dense data in our algorithm act as soft constraints and therefore
are not significantly influenced by the exact segmentation of the image. Therefore,
we may still employ this filter despite the above-mentioned drawback.

5.3.1 Dense data

The dense data are in the form of discretely labeled images that coarsely correspond
to the locations of the models. Therefore, the previously computed vesselness rep-
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Figure 5.1: Overview of the multiple curve detection and tracking system.
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(a) (b) (c) (d)

(e) (f) (g)

Original Vesselness maxima

Ridgeness

Vesselness

Ridgeness maxima

Figure 5.2: Comparison between vesselness and ridgeness features. (a) Original image. (b),
(e) Vesselness and ridgeness, respectively. (c), (f): Corresponding maxima. (d), (g) Zoomed-
versions of (c) and (f).

resentation is discretized in the following way. First, a simple edge detection is per-
formed using the Laplacian-of-Gaussian filter with a scale in the middle of the range
used for the vesselness filter, and a threshold of zero. The zero threshold ensures that
closed contours will be detected. Each contour is filled, forming a connected com-
ponent. Small noisy components are rejected and the remaining components are
dilated using a disk (2D) or sphere (3D) structuring element of a size that is equal to
the largest scale of the vesselness filter.

The output of these steps is a binary image, on which connected components
are found and labeled. Each connected component is assigned one label, and the
final image has discrete values ranging from zero to the number of found labels.
Thus, the obtained label image contains the results of this rudimentary segmentation,
as an image of the same size of the original, containing the segmented candidate
curvilinear regions. It will be shown in Section 5.4 that the accuracy of this step is
not crucial for the success of the model estimation.
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5.3.2 Sparse data

The sparse data are selected as scale-space maxima of the feature representation. The
number of points selected as sparse input reflects a trade-off: increasing this number
leads to a larger total computation cost of the RANSAC iterations, while decreasing
it may not leave sufficient inliers to correctly estimate the models.

Good localization of the sparse data points is important for the accuracy of the
estimation. The vesselness maxima in larger scales may be less accurately localized.
Note that here we are not concerned with the localization along the curve, which
may be very unstable due to the aperture effect. Instead, we need a strong localiza-
tion with the perpendicular direction of the point to the curve. For instance, using a
medial axis transform or a ridgeness representation instead of the vesselness would
improve the localization of the points, illustrated in Figure 5.2.

For 2D images, obtaining a ridgeness representation once the multi-scale deriva-
tives have already been calculated, is straightforward and adds a minimum com-
putational burden. The ridgeness Rv is calculated as in Equation (3.11). The ridge
structures are defined based on the perpendicular to the gradient at each point. The
maxima of such a ridgeness representation are good sparse points for our curve fit-
ting, and have better localization properties than the maxima of Equation (5.1), as
can be seen in Figure 5.2.

For 3D volumes, however, the definition of a ridge is less trivial, as there is an
entire plane perpendicular to the gradient. Maintz et al. [68] have derived an ex-
pression for surface ridges, but they also note that this does not serve the purpose
of estimating curves in 3D volumes. Furthermore, the cost of calculating a ridge
expression in 3D becomes prohibitive. Therefore, we opt for the vesselness maxima
as sparse input in the case of 3D. To improve the localization, we start with a small
value for σ in this case.

5.4 Multiple model estimation

We will now discuss the multiple model estimation step. First, the model generation
step is described, which consists of the hypothesis generation and model fitting.
Then, the selection of the winning model is elaborated in terms of a cost function. In
this way, multiple winning models are selected.

5.4.1 Hypothesis generation

For the hypothesis generation, we first present a novel sampling scheme, which ex-
plicitly exploits the dense data. We show that the improvement achieved with this
sampling is robust to imperfect labeling. Then, we discuss possible strategies for
obtaining multiple models and justify our choice for conducting multiple runs of
RANSAC iterations.
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A. Sampling strategy
In the proximity criterion of [109, 110], the assumption is made that the average
inlier-inlier distance α is smaller than the average inlier-outlier distance ω and thus,
sampling probabilities should be weighted by a proximity distribution. This is not
always the case when searching curvilinear models, where data points with a large
Euclidean distance may belong to the same model, while others that are nearby may
not. The pairwise Euclidean distance is not a reliable indicator of the relation be-
tween points (whether they are inliers to the same model or not). We therefore opt
for a sampling scheme that weighs the sampling probability in such a way that it
favors the fast selection of plausible candidates, by exploiting the available dense
data. We observe that the labels formed in the dense data, although coarse, give
some information on the location of the models. Points lying on the same label have
a higher probability of belonging to the same model. This is a consequence of the se-
lected feature representation, in this case an enhancement of curvilinear structures.

Let d be the size of the Minimal Sample Set (MSS), i.e. the minimum number of
samples needed to form a model (e.g. in case of a line, d = 2). The first sample is
chosen with a probability weighted by its feature value among the input points that
are lying on a non-zero label. A morphological skeletonization of the label image is
performed for each label separately. The remaining d −1 samples are chosen with a
probability weighted with the distance of each point to the skeleton of the label of the
first point. Additionally, the probability is always weighted with the feature value
of each point to encourage faster model selection among stronger feature points. Let
L denote the label image. Then the sampling probability for the d −1 MSS points can
be written as:

P (x j ‖xi ) = 1

Z
exp(−D(x j , skel (L(xi )))/σL), (5.2)

where L(xi ) denotes the label where xi lies, D(x j , skel (L(xi ))) is the minimum Eu-
clidean distance of x j from the skeleton skel of L(xi ), Z is a normalization constant,
and σL expresses the attraction range of the labels.

We will now analyze the convergence properties of this sampling scheme. For
simplicity of the following analysis, we assume a uniform sampling distribution
among all points for a given label, equivalent to all points having the same feature
value. Let N be the total number of points and Smi n the smallest number of inliers
among all models. Similarly to [115], if Ei represents the event “select an inlier at
the i-th drawing”, then in the first sampling the lowest possible probability will be
P (E1) = Smi n/N and for i > 1, the conditional probability can be written as:

P (Ei‖E1,E2, ...,Ei−1) = Smi n !(N − i )!

(Smi n − i )!N !
. (5.3)

Producing an outlier-free MSS from N in i samples can be expressed as (E1)∩(E2|E1)∩
...∩ (Ed |E1,E2, ..Ed−1). Its probability will be:

p =
d∏

i=1
P (Ei‖E1,E2, ...,Ei−1), (5.4)
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which can be approximated [115] by:

p ≈∏
k

(Smi n −d +1)e−α
2
L /σ2

L

(N −Smi n −d +1)e−ω
2
L /σ2

L + (Smi n −d +1)e−α
2
L /σ2

L

, (5.5)

where αL , ωL are the average distances of an inlier (respectively outlier) to the skele-
ton of the label of the correct (respectively false) model. We postulate that in the case
of curvilinear objects, the ratio αL/ωL will be lower than αP /ωP given by the pairwise
distances, and therefore fewer iterations will be necessary to obtain an outlier-free
MSS with a certain probability. The sampling always begins with points that lie on
a non-zero label. If no such points exist, then we fall back to applying the pointwise
distance. In M samplings, the probability of obtaining J outlier-free MSSs is:

ρ(M) = 1−
J−1∑
k=0

(
M

k

)
pk (1−p)M−k . (5.6)

To show the effect of this sampling criterion, compared to using pairwise prox-
imity, we perform a synthetic experiment on 2D curves. First, K pairs of 2D points
are randomly created by uniformly sampling their coordinates between 1 and 200.
Spline curves are fitted between these points on a 200×200 pixels image, and points
on the curves are sampled to form the inlier set for each model. Then, noise points
are added to ensure that the lowest inlier rate is equal to δ, which is one of the
parameters varied in the experiment. The dense data (labels) are calculated as de-
scribed in Section 5.3. The average inlier-label and outlier-label distances αL and ωL

are computed, as well as the corresponding distances αP and ωP for the pairwise-
proximity criterion. For σ we have chosen the value

√
α2 + (ω2/6). This choice is

inspired by a similar experiment [115], where σ was chosen manually and α and ω

were functions of σ, namely α2 = 0.5σ2 and ω2 = 3σ2. We have chosen the mean of
σ = 0.5(σ(α)+σ(ω)) =

√
α2 + (ω2/6) for both sampling schemes. From these param-

eters, Equation (5.6) can be evaluated for the pairwise-proximity criterion and the
label-distance criterion, giving ρP (M) and ρL(M), respectively.

In Figures 5.3 and 5.4, the convergence curves for different α/ω ratios are shown,
calculated using Equation (5.6). Alongside those, we show some example synthetic
images, where the ratios αP /ωP and αL/ωL are calculated. As expected, αL/ωL is
lower than αP /ωP , which leads to faster convergence. We can also observe that the
gain in terms of the required number of iterations becomes larger as the inlier rate
decreases, making this sampling scheme especially suited for very noisy data.

An important observation here is that the labels and resulting skeletons are used
as weighting functions for the sampling probabilities during the RANSAC iterations
and therefore, the effect of errors in the segmentation is limited. All sparse points are
able to contribute to a model formation; however, their relative strength is weighted
by their proximity to a location likely to produce a model. Thus, the effect of a wrong
segmentation is limited to increasing the number of iterations required for model se-
lection, rather than a complete failure of the model selection.
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δ= 20%, K = 2, d = 2

δ= 5%, K = 2, d = 2

δ α/ω αL/ωL

20% 0.3570 0.0079
5% 0.4192 0.0027

δ= 20%, K = 10, d = 2

δ= 5%, K = 2, d = 2

δ α/ω αL/ωL
20% 0.4272 0.1018
5% 0.6941 0.1955

Figure 5.3: Convergence for d = 2, for different δ and K . Left: original, middle: label
image with sparse input overlaid, indicating α/ω and αL/ωL . Right: convergence curve of
Equation (5.6) for different α/ω ratios. For each curve, the value of M for which ρ = 0.999 is
indicated with a large marker.
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δ= 20%, K = 2, d = 4

δ= 5%, K = 2, d = 4

δ α/ω αL/ωL

20% 0.3570 0.0079
5% 0.4192 0.0027

δ= 20%, K = 10, d = 4

δ= 5%, K = 10, d = 4

δ α/ω αL/ωL

20% 0.4272 0.1018
5% 0.6941 0.1955

Figure 5.4: Convergence for d = 4, for different δ and K . Left: original, middle: label
image with sparse input overlaid, indicating α/ω and αL/ωL . Right: convergence curve of
Equation (5.6) for different α/ω ratios. For each curve, the value of M for which ρ = 0.999 is
indicated with a large marker.
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B. One versus multiple RANSAC runs
For the detection of multiple models, earlier research work can be divided into two
approaches: (a) one run of RANSAC iterations is performed, from which all models
are found, as in e.g. [115], and (b) several RANSAC runs are performed, each of
which giving one winning model, while after each iteration the consensus set of
the previously estimated model is removed from the data, see [110]. The above
analysis of the sampling schemes is based on the first approach. The efficiency of
each approach depends on the outlier ratio δ, the number of models K and the order
d of the models.

In Figure 5.5 we provide several curves describing the dependence of conver-
gence on δ, K and d . We calculate the minimum number of iterations Mmi n needed
to achieve a fixed value of ρ = 0.999, and plot Mmi n as a function of the number of
models K . For the single-run approach, Equation (5.6) is evaluated for different val-
ues of K , d and δ, to obtain ρ1 and Mmi n,1. For the second approach, Eq. (5.6) is
evaluated K times, while each time Smi n is subtracted from the data set. Therefore,
in this case, the minimum number of inliers Smi n is also a parameter. The same value
for Smi n is used in both approaches, where in the first approach it is directly linked
to δ. The total number of points is calculated as N = dSmi n/δe. To obtain the final
curve for ρK , in each evaluation k = 1, ...,K , we calculate Mk such that ρK = 0.999, to
obtain Mmi n,K =∑

k Mk .

From the curves, it can be concluded that the single-run approach performs bet-
ter when the inlier ratio is relatively high, while the multiple-run approach gives
faster convergence when the number of models is large and when the models are
more complex (d > 2). Based on this observation, we opt for a strategy similar to the
second approach. After each model is detected, the points forming its consensus set
are not considered anymore for the generation of new models. However, in contrast
to [110], they are still allowed to be included in the consensus sets of new models,
which enables multiple model assignments per point. This is an important advan-
tage in case of model intersections. Because K is not a priori known, the iterations are
continued until new models cannot be found for at least Q RANSAC runs, where Q

is a parameter of the algorithm. We have found that the results are insensitive to any
choice of Q > 3.

C. Curvilinear model fitting
For the experiments presented in this chapter, we have used a cubic smoothing
spline model, both for the 2D and 3D data. The Minimal Sample Set (MSS) in this
case coincides with the spline control points, which also provide a compact repre-
sentation of the spline. The size of the MSS needs to be selected carefully. On one
hand, a too large MSS will make the algorithm intractable, as the number of possible
combinations becomes prohibitively high. On the other hand, a very small MSS may
not sufficiently capture the complexity of the dataset. Instead of trying to optimize
for each dataset, we split the problem hierarchically: small splines are detected and
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Figure 5.5: Comparison between a single and multiple RANSAC runs, where Mmi n is
shown as a function of the inlier ratio δ and the number of models K .

are subsequently merged to form larger models, at locations where the dense data
supports such a merging. This process is further elaborated in Section 5.5.

For each given MSS, several spline models can be defined, as the control points
of splines are ordered. The selection of the correct ordering is crucial. If no order-
ing is performed, then each different order of control points gives a different model,
increasing the required number of iterations. To improve the efficiency, an order-
ing of the MSS is already performed during the fitting, based on the same ordering
function as will be explained in Section 5.5.

5.4.2 Selection of the winning model

A. Consensus query
As in classical RANSAC, the Consensus Set (CS) of each model consists of all points
that can be explained by the model. These are defined as the points with a Euclidean
distance to the model below a predefined threshold. In the experiments, this thresh-
old is kept at 0.5% of the mean of the image sizes in all dimensions; e.g., for a 2563

volume, the threshold would be 1.28 voxels. The CS is defined as a K × N binary
matrix Sc , where Sc (k,n) = 1 denotes that point n gives consensus to model k.
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5. CURVE DETECTION AND TRACKING

B. Model cost
At the end of each RANSAC run, the winning model should be selected. In the case
of splines, observing only the number of inliers is not a sufficient criterion for this
selection, since in this case complex and unrealistic models would emerge. There-
fore, we perform the selection based on a cost function that takes into account other
model aspects as well, namely, the sharpness of the curves and the agreement of the
model with the dense data. Specifically, the cost function consists of four terms.
The first three terms penalize the following curve properties: (1) sharp peaks in the
curvature of the curve, (2) parts of the curve lying outside a non-zero label and (3)
parts of the curve lying outside the image boundaries. The fourth term rewards long
curve segments. If c(t ) is the curve, parameterized by t , and tk for k = 1..K are the
spline breaks, the cost function can be written as:

J =λκ Jκ+λL JL +λZ JZ −λl Jl , (5.7)

with:
Jκ =

∑
τi

κ2(τi ), (5.8)

where κ(t ) = |c × c ′′|/|c ′3| is the curvature and τi is such that the derivatives κ′(τi ) = 0

and κ′′(τi ) < 0. Thus, local maxima in the curvature are identified and their values
are squared to emphasize large maxima.

The next two terms of the cost function are calculated as follows. Segments of the
curve lying outside a non-zero label or outside the image, are detected for the sec-
ond and third term of the cost function, respectively. If NL and NZ are the numbers
of such segments found, then for each segment iL or jZ , a pair of curve parame-
ters, t 1

iL
, t 2

iL
(or t 1

iZ
, t 2

iZ
, respectively) defines the segment. Then the cost terms can be

written as:

JL =∑
iL

∫ t 2
iL

t 1
iL

|c ′(τ)dτ|, (5.9)

and:

JZ =∑
iZ

∫ t 2
iZ

t 1
iZ

|c ′(τ)dτ|, (5.10)

respectively. Finally, the length term consists of the total length of the curve minus
JL and JZ , so that

Jl =
∫ tK

t1

|c ′(τ)|dτ− JL − JZ . (5.11)

The weights λ can be tuned to the type of curve (high/low curvature, long or
short) and to the confidence of the labels (i.e. set λL , λZ to a low value when the
labels are unreliable). For the experiments in this chapter, we have used λ as normal-
ization factors. Since JL and JZ are expressed in length units and Jc is normalized,
we set λc equal to 50% of the image size and keep λL =λZ = 1, thereby taking care of
the units.
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5.5. Model merging

5.5 Model merging

An important step in the final model selection is the merging of models into new
models that better fit the data. As mentioned in Section 5.4.1, we perform merg-
ing after detection of the models, in order to bypass the problem of choosing an
optimum model dimensionality. Such a choice is complicated by the piecewise con-
struction of splines and the multiple scales at which spline models may be present
in the data. This results in a much larger solution space, making it difficult to reach
an optimum representation by only performing the estimation.

Therefore, the RANSAC runs are followed by an agglomerative clustering step,
in which pairs of splines are examined for possible merging. This is done by creating
candidate merges and calculating their cost. If P models have been detected and we
search exhaustively for merges, then P 2 −P candidate merges should be examined.

A. Merging pre-selection
We use a simple merging predicate to reduce the number of candidate merges that
need to be examined. The predicate is based on the observation that merging can be
performed either to elongate a spline by joining two consecutive pieces, or to replace
two very similar, largely overlapping models by a single model. With respect to
overlapping, there are two extreme cases: (1) the two splines have no overlap but
together form one longer spline, and (2) the two models overlap completely. In
both cases, but also in cases between these two extremes, the pointwise distances
between points sampled on the curves give a simple feature that helps in rejecting
meaningless candidates.

In the extreme case where two curves have no overlap and are far apart, there
will be no points on the curves with a small pairwise distance. Thus, the minimum
distance between points on the two curves can be used as a predicate, allowing only
candidate merges below some threshold to be examined further. The threshold can
be based on the image size: in all experiments, we have used 10% of the mean image
size. Raising this threshold increases the computational burden, as more combina-
tions of curves need to be examined for merging. Note that this is a threshold used
to improve computational efficiency by removing unnecessary calculations, and is
not an essential parameter for the success of the estimation.

B. Merging cost
For all pairs of curves that pass this pre-selection, first the combined model is found
and then a merge cost is calculated using Equation (5.7). An extra cost term is added
to encourage similar, overlapping models to merge. In the following, the subscripts
k and l denote the models to be merged, and m indicates the merged model. The
length of the overlap between the consensus sets Sc,k and Sc,l can be computed as∑

(Sc,k ¯Sc,l ), where ¯ denotes the elementwise product of two matrices. The size of
the CS of the individual models is calculated as

∑
Sc for each model k and l . We di-

vide the length of the overlap by the largest of the two CSs to obtain the normalized
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Figure 5.6: Example of permutations of control points, based on two curves c1 and c2, with
corresponding control points c1i and c2i , i = 1, ..,4. (a) Original curves. (b) Example of
allowed permutation. The ordered controlled points are listed below the figure. (c) Example
of not allowed permutation: control points of curve c1 are ordered non-sequentially.

overlap Jovl as:
Jovl =

∑
(Sc,k ∩Sc,l )/max(

∑
Sc,k ,

∑
Sc,l ), (5.12)

so that the merge cost becomes:

Jmr g = J −λovl Jovl , (5.13)

where J is calculated from Eq. (5.7). In the experiments, we have used λovl = 10. The
candidate merged model with the lower cost is selected, and it replaces its parent
models. To define a stopping criterion for the merging, we calculate the overall cost
Jt of a “characteristic” curve using Eq. (5.13) with Jc = Jovl = 0.1 (normalized) and
JL = JZ = Jl = 0.1× ImSi ze, where ImSi ze is the mean of the image sizes in all di-
rections. We use this dummy curve to calculate a typical cost value, to be used as a
threshold; when merging candidates appear that would result in a higher cost than
this threshold, these are rejected. In each merging step, Jt is applied as a threshold to
the merging costs, and the merging continues until models cannot be merged any-
more with a cost lower than Jt .

C. Control point ordering
To calculate the merged model, its parametrization first needs to be defined in terms
of the spline control points. We employ the existing control points to obtain a global
ordering of the merged model, by ordering the control points such that a first merged
model is defined by the ordered set of points. Because there are several ways to
calculate the merged model depending on how the control points of the individ-
ual models are ordered, the ordering of the control points in the new model should
be found. In this way, the merging of the curves can be represented by the order-
ing of these control points, where each individual curve contributes to the merged
curve with half of the control points. All permutations of the control points would
then need to be examined and the most plausible model would be selected from the
models associated with all permutations.
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Control points Curve 1

Control points Curve 2

Consensus set Curve 1

Consensus set Curve 2
Initial fit

Final fit

(a) (b)

Figure 5.7: Example of merging refinement. (a) Original curves to be merged, with corre-
sponding control points and consensus sets. (b) After the correct ordering of control points,
an initial fit is performed and is then refined using the points of both consensus sets.

To avoid the large computational cost of examining all permutations of control
points when a large number of models is detected, we note that only a subset of
possible orderings of control points needs to be examined. This is based on the
observation that when two models are merged into one, the relative order of the
control points of the individual models is preserved, see Figure 5.6. By ordering
these control points, a first estimation of the merged curve can be found. The joint
consensus set (union of the individual CSs) is then ordered along this curve, by
ordering the projections of each point on the curve. Then, the final merged model
is obtained by fitting a smoothing spline to the ordered joint consensus set. Thus,
the existing control points are used only to guide the merging - since defining new
control points would require a merged model. After the first approximation of the
merged model is obtained, the smoothing produces the final merged model, after
which the new control points (to be used in subsequent iterations) are sampled at
equidistant arc lengths along the final model. An example of this procedure is shown
in Figure 5.7.

5.6 Curve tracking in multi-view sequences

At the end of the detection step, detected curvilinear models are available for each
frame of the sequence. We will now present the tracking algorithm used to obtain the
final tracked curves. The algorithm is largely based on the geometrically constrained
point tracking of Chapter 3, which is extended to handle curvilinear models. In
the following, we will first outline a tracking algorithm for the special case of line
segments, aimed at needle tracking, which is based on the geometric constraints
and a cost function. Then, we present a more generic cost function, suitable for the
tracking of general spline curves.
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5. CURVE DETECTION AND TRACKING

5.6.1 Line segment tracking

In [13], we have presented an algorithm for needle tracking, which employs a cost
function with three terms: (a) the difference in length of the detected needles, (b) the
difference in orientation and (c) the distance between the endpoints and the epipo-
lar lines of the reference endpoints. The first two properties reflect the fact that the
2D appearance and pose of the needle should not change drastically between two
consecutive frames, due to the small rotation. The third property rewards the con-
formity of the candidate to the geometry.

We denote the endpoints as x1 and x2, while the corresponding epipolar lines
are referred to as εi , i = {1,2}, while D(x,ε) is the distance between a point x and a
line ε. The difference in orientation ∆θ of the two line segments is calculated by
the dot products of the two vectors vr e f = xr e f

1 − xr e f
2 and vtr g = xtr g

1 − xtr g
2 , where

the superscripts r e f and tr g refer to the reference and target views, respectively.
These concepts are illustrated in Figure 5.8(a). The cost function is constructed by
combining the above terms into the following expression:

Jm =λm,l∆l +λm,θ∆θ+λm,εdε, (5.14)

where: ∆l =
∣∣∣|xtr g

1 −xtr g
2 |− |xr e f

1 −xr e f
2 |

∣∣∣ , (5.15)

∆θ =
∣∣∣∣∣arccos

vr e f ·vtr g

|vr e f ||vtr g |

∣∣∣∣∣ , (5.16)

dε = mi n(D(xtr g
1 ,ε1)+D(xtr g

2 ,ε2),D(xtr g
1 ,ε2)+D(xtr g

2 ,ε1)). (5.17)

Note that the calculation for dε needs to be performed twice, since the order of
the endpoints may be reversed between the two views. The weights λm,l , λm,θ, λm,ε

are chosen such that the elements of Equation (5.15) have approximately the same
range. For example, for a 512×512 image, the range of ∆l is [0,512

p
2], the range of dε

is [0,2 ·512
p

2] while the range of the orientation differences is [0,180]. Therefore, we
may set λm,l = 2, λm,θ = 1, λm,ε = 8 to normalize the contribution of the three terms.

5.6.2 Generic curve tracking

In the general case of a spline curve, the curves have several control points apart
from the two endpoints. We may therefore enforce the geometric constraints for
each control point of the reference curve. Specifically, for each control point, we can
use the epipolar geometry and the clipping volume constraint to define a rectangular
region, where the corresponding point should lie in the next (target) view. Then, we
may search in the target view for curves lying on these rectangular regions. Because
the localization of the control points along the curve cannot be guaranteed to be
precise (see remark in Section 5.3, referring to Figure 5.2), we do not attempt to
perform matching between the control points of the reference and the target curve.
Instead, we accept a match as long as the target curve passes through the rectangles.
This is shown in Figure 5.8(b).
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5.6. Curve tracking in multi-view sequences

(a)

(b)

Figure 5.8: Illustration of the geometry involved in the matching of (a) line segments and
(b) curve segments.

Once candidate curves have been established that conform to the geometric con-
straints, a matching cost can be defined. To this end, we could employ e.g. Pro-
crustes analysis, which would provide a measure of the shape change of the target
curve with respect to the reference. However, because of the limited view separa-
tion, the shape change due to viewpoint change is small. Additionally, in a typical
sequence, only a very limited number of candidates pass the geometry constraint.
We therefore use a simple expression to approximate the difference in shape of the
curves.

The curves are sampled at equal arc lengths to obtain N curve points xr e f
i and

xtr g
i , i = 1..N . As a simple curve distance measure, we calculate the sum of the point-

wise distances,
∑ |xr e f

i −xtr g
i |, which forms the similarity term. This term is calculated

twice, where in the second calculation, the order of points is reversed in the target
curve, similarly to Eq. (5.15), and the smallest result is used.

A geometric term is also included in this cost function, as in the case of line
segments, to penalize deviation of the curve position from the epipolar geometry. It
consists of the distances between the endpoints of the curve and the corresponding
epipolar lines. Only the endpoints are considered in this term, as the control points
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5. CURVE DETECTION AND TRACKING

inside the curve are allowed to shift between views. Consequently, the target points
do not need to lie on the corresponding epipolar lines. Thus, the matching cost
between reference and target curve Jm is defined for generic curves as:

Jm =λm,x d̄x +λm,εdε, (5.18)

where : d̄x =
N∑

i=1
|xr e f

i −xtr g
i |, (5.19)

dε = mi n(D(xtr g
1 ,ε1)+D(xtr g

N ,εN ),D(xtr g
1 ,εN )+D(xtr g

N ,ε1)). (5.20)

Summarizing, for each new view, the candidates are first selected based on the
constraining rectangles, after which the cost function is evaluated for each candidate.
A threshold value may be applied to the cost, if the number of models is large, in
order to decrease the number of evaluations of the cost function. The value of the
threshold can be intuitively chosen based on the application, since it has a physical
meaning. For example, the expected length of a catheter or a needle (calculated from
its physical length and an approximation of the projection geometry) can be used as a
threshold to the length term. The resulting match is then propagated to the next view
pair, until the entire sequence is processed. In this tracking scheme, a “memory”
parameter Fm ensures that the tracking remains robust to a missed detection, by
searching for candidates not only in the previous frame but also up to Fm frames in
the past. We have used Fm = 3 in our experiments.

5.7 Experimental results

To test the performance of our multiple-model estimation algorithm, we perform
a number of experiments on synthetic and real X-ray sequences. We also perform
experiments on 3D datasets, to show the extensibility of the algorithm. To obtain a
quantitative evaluation, we measure recall and precision in these experiments. The
tracking algorithm is employed on the available multi-view sequences and we com-
pare recall and precision results with and without tracking. We first outline our
evaluation scheme and then present the experimental results.

5.7.1 Evaluation process

Recall and precision are the typically employed metrics in detection problems. Al-
though we are dealing with estimation, we opted for employing these metrics in
order to obtain an objective measure of the overall performance of the algorithm.

Since we are evaluating an estimation as well as a detection problem, we need to
define the elements required for the calculation of recall and precision. Specifically,
three types of detections should be defined: true positives, false positives and false
negatives. To this end, we proceed as follows. The ground truth curves are manually
tracked in each image, and for each detected curve, a binary image with true values
at curve locations is made. Such binary images are also generated for each detected
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curve. These images are dilated with a disk structuring element, after which the
overlap (logical AND) is measured between all ground-truth curve images and all
detected curve images. When a detected curve is found to have overlap above a
predefined threshold with a ground-truth curve, this is counted as a True Positive
(TP). If a ground-truth curve has no match in the detected curves, it is measured as
a False Negative (FN). Finally, all detected curves that have no matching ground-
truth curves are False Positives (FP). We measure these parameters for all frames
in each sequence and then calculate recall and precision as Rc = T P/(T P +F N ) and
Pr = T P/(T P +F P ), respectively.

The radius of the structuring element used for the dilation defines the maximum
distance up to which curves are matched. We have used a radius of 8 pixels. In
all experiments, the minimum overlap for a TP is set to 75%, with the exception of
the electrophysiology dataset, where it was set to 60% because of the complexity
of the dataset (explained below). The minimum overlap parameter determines the
absolute value of the evaluation result, as it defines to which extent partial detections
are considered correct. For this reason, we have chosen a lower value for the EP
dataset, where partial detections occur for both evaluated algorithms.

It is important to emphasize that the experiments described here aim at curve
estimation and not at the detection of specific objects. In the latter case, a priori
knowledge of object properties can be used to improve the performance. Instead, we
evaluate quantitatively and report on the improved detection rates when exploiting
available dense information. Our proposed algorithm aims at generic multiple curve
estimation without any prior knowledge about the model, except for the order of the
curve (which is equal to the number of control points). The latter is chosen based on
the object to be detected: two points for the linear needles and four for catheters. For
the above reason, we compare our results with another model estimation method
and not e.g. with a dedicated catheter/needle detector or tracker.

5.7.2 2D experiments

The algorithm has been tested on two synthetic and two clinical 2D X-ray datasets.
The results have been compared to the method of [115]. To the best of our knowl-
edge, that algorithm represents the state-of-the-art in multiple structures estimation.
The published reference method is referred to as J-Linkage in the following. We have
used the implementation provided by the authors 1.

A. Synthetic experiments
We have used the synthetic star dataset of [115], which consists of sparse data only.
There are two datasets, one with K = 5 and one with K = 11. From these points, dense
images of size 400×400 pixels are generated by fitting line segments on the sparse
ground-truth points. Both signal-dependent and signal-independent noise is added

1http://profs.sci.univr.it/ fusiello/demo/jlk/
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Table 5.1: Recall-precision results (in percentages) for the 2D experiments.

J-Linkage SPD-RANSAC
Dataset Recall Precision Recall Precision

star-5 97.20 97.20 98.26 95.76

star-11 90.36 90.36 93.27 78.08
Needles 89.47 32.52 95.63 34.14

Needles with tracking - - 80.11 83.33
Catheters - - 60.76 36.64

to the images, to simulate the combination of photon and electronic noise present
in X-ray images. The original sparse points are used as sparse data, while fixing
the noise outlier rate to 50% by controlling the number of noisy sparse points in the
data. The overall inlier rate (including pseudo-outliers) is 10% for the 5-pointed star
and 4.55% for the 11-pointed star. Label images are created from the noise-corrupted
images as in Section 5.3. The process is repeated 50 times to create sequences.

We test our algorithm (SPD-RANSAC) and J-Linkage on all images of this se-
quence, for d = 2. For SPD-RANSAC, K is determined automatically as described
in Section 5.4, while for J-Linkage we set K manually to avoid a large number of
false detections. We choose K = 5 for the 5-pointed star and K = 11 for the 11-pointed
star. For J-Linkage, we have used 5,000 iterations for the 5-pointed star and 10,000
iterations for the 11-pointed star. For SPD-RANSAC, 500 iterations are used per
RANSAC run, giving in total approximately 2,500 iterations and 5,500, respectively
(when exactly K RANSAC runs are performed). The precise number of iterations
depends on the estimated value of K . Each iteration has approximately the same
complexity for the two methods, although the subsequent steps of merging (for
SPD-RANSAC) and clustering (for J-Linkage) may vary. The exact computation time
could not be compared, as the two implementations use different software platforms
(C vs. MATLAB). The inlier threshold is set to 2 pixels for both methods.

One important consideration when comparing the two methods in the case of
line detection is the support of the models, which is explicitly detected by SPD-
RANSAC but not by J-Linkage. To ensure a fair comparison, we define a support for
the J-Linkage detections, by detecting the outermost points of the consensus set and
projecting them onto the line model. These are then considered as the endpoints.
Figure 5.11 shows example results for both SPD-RANSAC and J-Linkage.It can be
seen that both methods perform similarly, although J-Linkage may overestimate the
support of the model (segment length), while SPD-RANSAC may underestimate
it. It is noted that because in this dataset the line segments cover the entire image,
there is less chance of J-Linkage overestimating the segment length, as very few data
points are present along the line but outside the segment.

126



5.7. Experimental results

O
ri

gi
na

l
D

en
se

da
ta

Sp
ar

se
da

ta
J-

Li
nk

ag
e

SP
D

-R
A

N
SA

C

Fr
am

e
1

Fr
am

e
40

Fr
am

e
11

0

Fi
gu

re
5.

9:
Ex

am
pl

e
re

su
lts

fo
r

th
e

ve
rt

eb
ro

pl
as

ty
da

ta
se

t,
fo

r
th

re
e

di
ffe

re
nt

fr
am

es
(fr

om
to

p
to

bo
tt

om
:f

ra
m

es
1,

40
an

d
11

0)
.

127



5. CURVE DETECTION AND TRACKING

O
riginal

D
ense

data
Sparse

data
J-Linkage

SPD
-R

A
N

SA
C

Fram
e

1

Fram
e

10

Fram
e

25

Figure
5.10:Exam

ple
results

for
the

electrophysiology
dataset,for

three
differentfram

es
(fram

e
1,10

and
25).

128
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B. Experiments on X-ray sequences
We have also tested our algorithm on two X-ray sequences. The first one is a ro-
tational sequence from a vertebroplasty procedure. The images contain two sur-
gical needles of low contrast-to-noise ratio, which are difficult to distinguish from
the neighboring anatomy. The sequence length is 115 frames and the X-ray camera
rotates about 200◦ around the patient, so that the needles are projected onto the im-
ages from different viewpoints, sometimes exhibiting foreshortening. In 25 of the
115 frames, the needles (partially) overlap. We have used d = 2 here again, as the
needles are approximately straight, and for J-Linkage we set K = 5 to ensure the best
possible detection results. For SPD-RANSAC we allow the algorithm to select the
value of K . Selected results are shown in Figure 5.9.

In this dataset, both algorithms find a significant number of false positives, aris-
ing mainly from curve-like shadows in bones. Since SPD-RANSAC does not require
a manual threshold setting for K , this is an expected result, as these structures also
fulfill the criteria of the estimation and can only be considered false with respect to
the application.

C. Tracking
The vertebroplasty sequence is a multi-view sequence, so we can apply the tracking
algorithm of Section 5.6. In this way, we can obtain an indication of the performance
of the algorithm when using the available temporal information. Tracking removes
most of the previously mentioned false detections. As a result, the precision im-
proves significantly, as can be seen in Table 5.1. However, it can be noted that the
recall in this case is lower. This is because the tracking of one of the needles fails
in some frames due to heavy foreshortening, although the needle is still correctly
detected in those frames. This represents a typical example of the trade-off between
filtering false detections and occasionally rejecting true detections during tracking.
With J-Linkage, the large changes in the length of the detected needles in successive
frames cause the tracker to fail, so that the algorithm cannot perform as well as SPD-
RANSAC. This problem persists if we remove the length term of the cost function,
as the wrong detection of endpoints leads to a failure of the epipolar constraint.

In Figure 5.10, curve estimation is shown on three catheters from an electrophysi-
ology procedure, where the sequence length is 36 frames. This is an example of more
complex curves with higher curvature. This dataset is especially challenging for the
following reasons: (1) the significant overlap in the first parts of the three catheters,
(2) the high noise level (as this is a procedure with very low X-ray dose) and (3) the
varying levels of contrast along the catheter, due to the presence of contrast fluid.
The latter makes it difficult to detect the catheter, as neither sparse nor dense data
can be detected along its entire length. It also complicates the correct detection of
the catheter endpoint, as can be seen in Figure 5.10.

The electrophysiology dataset has two fundamental limitations for a straightfor-
ward application of our tracking algorithm. First, it is not a multi-view sequence,
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Original

(a)

Sparse+Dense data

(b)

J-Linkage

(c)

SPD-RANSAC

(d)

Figure 5.11: Example results on synthetic datasets. Top: star-5, bottom: star-11. (a):
Original image, (b) Dense labels with sparse points overlaid, (c) Result using J-Linkage, (d)
Result using SPD-RANSAC.

(a) (b)

Figure 5.12: Example of 3D curve estimation. (a) Snapshot of the original volumetric data.
(b) Result of estimation, with sparse data overlaid.
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so that the geometric constraints do not apply. Second, during this sequence, the
catheter moves due to heart and respiratory motion. Therefore, we cannot apply the
proposed tracking algorithm. Hence, it is clearly not possible to obtain 3D recon-
struction from this dataset. Nevertheless, the sequence is suitable and interesting
for deriving detection results. For this reason, it is included in this evaluation as a
challenging dataset for multiple curve detection. More tracking results will be pre-
sented in the next chapter, where the tracking is directly linked to the reconstruction.

D. Recall-precision results
Table 5.1 shows the recall-precision performance. For the star-5 synthetic datasets,
both algorithms perform very well. SPD-RANSAC achieves a somewhat higher re-
call and lower precision. The lower precision is a result of the automatic detection of
the number of models, while in J-Linkage it is set manually 2. The performance for
both methods drops for star-11, where the larger K introduces more pseudo-outliers.
In this case, due to the close proximity of the models to each other, false positives
arise. In the case of SPD-RANSAC, some of these FPs are not rejected due to the
automatic estimation of K , causing a drop in the precision. However, in the recall,
SPD-RANSAC outperforms J-Linkage.

The true strength of SPD-RANSAC is more evident in the experiments with clini-
cal data. Referring to Figure 5.9, it can be seen that the dense data successfully guides
the estimation towards the actual structures of interest. False positives arise much
less frequently, and if they are a concern, in most applications it is easy to eliminate
them using temporal filtering. Another very important aspect is the correct detec-
tion of the support of the model. While standard RANSAC-based approaches, like
J-Linkage, find all points that give consensus to the model, SPD-RANSAC exploits
the dense data to obtain a meaningful support. This is evident when comparing the
needle detection results of the two methods in Figure 5.9. The correct detection of
the model support of the algorithm is a particularly relevant for clinical applications,
where good endpoint localization of curvilinear instruments is crucial.

As outlined in the above, the electrophysiology dataset is very challenging for
curve estimation. It is therefore not surprising that both recall and precision are
lower. In many frames, the catheters are only partially detected, and the recall and
precision values depend mainly on the chosen overlap threshold in the evaluation
(in our case 60%). The merging step improves this result, so that SPD-RANSAC still
achieves a recall of 60%. In contrast, J-Linkage performs very poorly on this dataset,
since almost all detections are partial and there are many false positives close to true
positives. Therefore, we did not include the J-Linkage recall-precision results.

2Note that because in J-Linkage we have set K equal to the true number of models, the recall and
precision values are equal.
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5.7.3 3D experiments

Although this is not relevant for the remainder of this thesis, we would also like to
demonstrate that our proposed method is readily extensible to higher-dimensional
data. All concepts used, namely the sparse and dense data generation, curve fitting,
cost calculation, merging, etc. can also be computed for data of higher dimension-
ality. The only exception, as mentioned in Section 5.3, is the use of the vesselness
instead of the ridgeness feature for the sparse data.

We show the extensibility of our method to 3D data by performing experiments
on two 3D volume datasets, each containing four catheters, bent in different degrees.
Snapshots of the volumes are shown in Figure 5.12(a). Because the original volumes
contain only the catheters and have a relatively high SNR, we have added a number
of random outliers such that the overall inlier ratio becomes approximately 50%, to
complicate the detection task. The results of the estimation, together with the sparse
3D points, are shown in Figure 5.12(b), where it can be seen that each individual
model is correctly estimated, despite the considerable overlap between the models.

5.8 Conclusions

In this chapter, we have explored one of the most challenging scenarios for detection
of multiple complex curvilinear models, namely the detection of multiple curves in
low-contrast medical images, where the high noise level introduces many outliers.
Especially challenging in this case is the presence of multiple visually interfering
models. Motivated by the particular challenges of curve fitting in clinical applica-
tions, we have proposed a solution, termed SPD-RANSAC, which employs random-
ized fitting based on the RANSAC framework. We have observed that the 2D or 3D
image input can be exploited to generate both dense and sparse data according to
the desired detection task. Since we focus on curve fitting, we have chosen curvilin-
ear features to form both sparse and dense data. The sparse data form the input to
the fitting, while the dense data represent a simple segmentation of the objects of in-
terest. Therefore, our approach can be considered as a fusion between segmentation
and model estimation, where the results of a rudimentary image segmentation are
used to guide the estimation.

The main novelty of our algorithm is our choice to use the dense data to enhance
each step of the estimation, i.e. point sampling, fitting and model selection. Specif-
ically, we have achieved a significant drop in the number of iterations needed for
successful estimation by incorporating our proposed sampling scheme. This was
shown by the analysis of the convergence behavior as a function of the number of
models, the model order and the inlier rate. Moreover, we have provided a quan-
titative justification of our choice to use several outer-loop executions of RANSAC,
each of which producing a new model, based on the typical parameters encountered
in our application. Both model fitting and model selection employ an intuitive cost
function, which allows the selection of plausible models that correspond well with
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the image content. Our proposed cost function incorporates shape terms that can
be tailored to the problem at hand, i.e. a curvature and a length term, as well as an
image-content term enforcing agreement with the dense data. The initial estimation
is followed by a model merging step. This allows the model scale to be adapted to
the image content in cases of complex models, without the need to a priori select the
optimal model order. This hierarchical approach allows complex structures to be
constructed in a piecewise process.

The proposed algorithm is tested on synthetic and real X-ray data both quali-
tatively and quantitatively. The results on synthetic data show that SPD-RANSAC
requires only half of the iterations compared to the state-of-the-art J-Linkage algo-
rithm, while retaining a similar performance on multiple structure estimation. More-
over, the number of models is estimated automatically, while in J-Linkage it is preset
manually. In the real X-ray data, the proposed algorithm outperforms J-Linkage in
the correct detection of linear (needles) and curved (catheters) curvilinear instru-
ments. It also correctly finds the endpoints of these models, which is highly relevant
in the context of a clinical application.

We have also proposed in this chapter a curve tracking algorithm, which is closely
linked to the point tracking scheme of Chapter 3 using geometric constraints. Two
cost functions have been proposed: one specific for line segment tracking in multi-
view sequences and one for generic curve tracking. These cost functions incorporate
shape similarity and geometric terms, ensuring correct matching between views.
Experiments have revealed that our tracking removes a large number of false posi-
tive detections, thereby yielding a higher precision, although in some cases the recall
may decrease. In general, incorporating spatio-temporal information in the form of
tracking constraints significantly eases the task of correct model selection.

In this chapter, we have laid the foundation of the model-based approach adopted
for the remainder of this thesis. The results of this chapter take us one step further
towards the goal of 3D reconstruction of curvilinear objects. The input to this form
of reconstruction, namely the 2D representation of the curve models, is of crucial im-
portance. The detection and tracking algorithms presented in this chapter provide
reliable input to allow the reconstruction of multiple objects simultaneously. In the
following chapter, we will describe the reconstruction framework, explore how the
tracking results are incorporated into this framework, and demonstrate the achiev-
able results. The applicability of the work presented in this chapter goes beyond the
level of developing the framework of this thesis. The developed techniques have a
generic character and are extensible not only towards a higher number of image di-
mensions, but also to other types of image content. Example applications that could
benefit from our model fitting approach include, e.g. satellite imaging, geometry
estimation in generic multi-view sequences and image registration.
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CHAPTER 6
3D reconstruction of rigid curvilinear

models

Surgeons must be very careful
When they take the knife!
Underneath their fine incisions
Stirs the culprit, – Life!

Surgeons must be very careful
Emily Dickinson

Abstract

This chapter deals with the 3D reconstruction of curvilinear objects, representing surgical instru-
ments. Using multiple views captured by a moving C-arm, we show that it is possible to obtain
reliable 3D reconstructions of these objects, by employing images that are captured with a limited
C-arm motion trajectory. The proposed approach combines our previously proposed 2D model fitting
algorithm using SPD-RANSAC with the 3D camera modeling and reconstruction methods previously
applied to single points. We explore different techniques for obtaining a 3D object reconstruction based
on the 2D and 3D modeling: (1) a generic point-based scheme, in which pointwise reconstruction is
extended to curve segments, (2) a specific realization of this scheme for catheters characterized by the
presence of markers, and (3) an optimization-based reconstruction, which can be used to reach a refined
solution starting at a coarse initialization. The experimental results of this chapter have shown that
curvilinear object reconstructions can be obtained with a tip localization accuracy of about 1-5 mm,
while the qualitative results of the reconstruction agree well with the ground truth.
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6.1 Introduction

Providing accurate 3D guidance on the location and orientation of surgical instru-
ments manipulated inside the patient during image-guided interventions can poten-
tially improve both the outcome and the efficiency of these procedures. The aim of
this chapter is to provide such 3D information, for the case of instruments described
by curvilinear models. We focus on the 3D localization of needles and catheters, as
they are are used in the vast majority of image-guided interventions. Information
on the 3D location and orientation of such objects would offer a significant clini-
cal benefit, by increasing the radiologist’s insight and removing ambiguities during
guidance. With this goal in mind, we proceed to investigate the potential of multi-
view X-ray in contributing the desired 3D information.

Previous approaches in medical imaging for obtaining 3D guidance are typically
categorized by the clinical application they are developed for. For guidance during
needle insertion and positioning, a broad range of techniques has been used. Stereo-
tactic surgery uses anatomic reference landmarks in radiographs and has been ap-
plied mainly to brain surgery. Based on this principle, biopsies, especially for mam-
mography, are also often performed using stereotactic devices. Other techniques
for needle localization include 3D ultrasound (3DUS) [120], biplane X-ray imag-
ing [121] and Magnetic Resonance imaging (MR). Combinations of these techniques
have been proposed to improve the accuracy of localization, mainly for breast biop-
sies where the accuracy demands are high: registration of 3DUS with stereotactic
mammography [122], or combination of ultrasound and MR [123].

For catheter guidance, some techniques perform tracking through sensors on
the catheter itself. Electromagnetic (EM) tracking involves placing a sensor at the
catheter tip and using a transmitter to generate the EM field [124]. Recently, optical
fibres have been proposed to perform localization of the entire catheter [125]. Both
techniques require extra equipment, adding to the total system cost.

Image-based approaches have also been proposed for 3D catheter localization.
Biplane systems have been used in combination with 2D tracking for the reconstruc-
tion of catheters [126] and guidewires [127]. These assume views taken simultane-
ously with a large view separation (typically close to perpendicular) on a system
with two C-arms, which is bulkier, more expensive and contributes extra radiation
to the patient and staff. Another approach is to combine 2D X-ray with pre-existing
3D volumetric data from e.g. a CT scan. This approach has been applied in [128]
and [129]. However, this data is not always available, and obtaining it for the sole
purpose of guidance adds a significant dose penalty. Moreover, a static 3D volume
obtained pre-operatively does not always reflect the current anatomical situation,
especially in patients with an acute condition, and such a static volume does not
follow the deformation observed during live 2D guidance.

We propose an approach based on multi-view X-ray, which does not require any
additional equipment and can potentially be employed during an intervention in the
actual X-ray system. The main advantage of our approach is that it can be readily
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employed in current interventional systems, using the existing setup and without
the need to purchase additional imaging systems (e.g. US) or special catheters (e.g.
EM tracking, optical shape sensing). The small motion of the C-arm can be employed
at specific moments, when 3D information is desirable, or it can be continuous, pro-
viding a real-time update of the 3D reconstructed position. As in the other chapters
of this thesis, we focus on the algorithmic aspects of such a system and present the
achievable results with respect to the accuracy of such a reconstruction.

Given these system requirements, our proposed approach continues the reason-
ing developed so far in this thesis, namely that of multi-view sparse reconstruction
by employing image analysis and 3D modeling techniques. At this level of recon-
struction, we are focused on curvilinear object models; we have addressed the as-
pects of the 2D detection and tracking of such models in the previous chapter. Here,
we examine how 3D reconstructions can be obtained from such 2D models. To this
end, a crucial problem to be addressed is the generation of unambiguous correspon-
dences between model points. For curves, this issue is complicated by the aperture
problem, which will be discussed later. To address this problem, we develop two
sampling schemes, each of which is suitable for a different detection scenario. The
first sampling scheme applies to curve segments with two detected endpoints, as
in the case of needles, while the second scheme is suitable for catheters and can be
applied when only one curve endpoint is present in the image, as for e.g. catheters.

By combining the detection and tracking results of Chapter 5 with the 3D recon-
struction techniques of Chapter 4, we will show that it is possible to obtain accurate
3D reconstructions of curvilinear instruments, using only a few slightly separated
views captured with a limited C-arm motion. We describe different techniques for
obtaining a 3D object reconstruction based on 2D and 3D modeling approaches for
curvilinear objects. First, a generic point-based scheme is developed, in which point-
wise reconstruction is extended to curve segments. Second, we refine this scheme,
aiming at solving the problem of accurate correspondence generation. We exten-
sively discuss the application of this technique to catheter reconstruction, for which
we derive an adapted form of the curve detection and tracking algorithm of the
previous chapter. Finally, we discuss an optimization-based reconstruction scheme,
which converges to a refined solution starting at a coarse initialization.

This chapter is structured as follows. First, the pointwise reconstruction tech-
nique is introduced in Section 6.2, where we discuss different options for curve sam-
pling. Afterwards, in Section 6.3, we develop an optimization-based reconstruction
technique and explore its potential benefits. Because of its special characteristics, the
application of catheter tracking and 3D reconstruction is treated separately in Sec-
tion 6.4. Results of needle and catheter reconstruction are presented on phantom and
clinical data in Section 6.5. The chapter concludes with a discussion of the results.
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6.2 Pointwise reconstruction

For the reconstruction of simple straight 3D lines, a closed-form solution exists,
which employs the Singular Value Decomposition (SVD) to obtain the line of inter-
section of the line’s 2D projections. However, there is no similar closed-form formu-
lation for the reconstruction of a general non-linear curve. Apart from the absence of
a closed-form solution, there are additional reasons why the above-mentioned ap-
proach cannot be used for this goal, even when attempting to reconstruct straight
line models. First, in case we are using a C-arm motion along the roll axis (perpen-
dicular to the patient axis), the epipolar lines are approximately horizontal (parallel
to the x-axis in the image). In some applications, e.g. needle vertebroplasty, the line
objects are likely to have an orientation similar to horizontal, thus approaching the
degenerate configuration. Second and most importantly, in most applications not
only the line or curve equation, but also the exact localization of the endpoints is
a critical demand, as the location of the tip inside the patient is a crucial aspect for
guidance.

Therefore, we are forced to consider a different approach, which should allow
the reconstruction of generic curves with specific endpoints. We opt for a point-
wise reconstruction, where the input is formed by the tracked curves for each view
of the sequence (the other remaining option will be discussed later). As already
established, the calibration parameters are known. The basic principle of the recon-
struction scheme is summarized by the following steps:

(1) For each tracked curve, points are sampled along the curve in each view, such
that correspondences are created between points in the views.

(2) The corresponding points are reconstructed in 3D.

(3) A 3D curve is fitted on the reconstructed points.

The following sections elaborate further on each of these steps.

6.2.1 Correspondence generation

Creating reliable point correspondences between points on curves is not a straight-
forward task. When attempting to generate point correspondences between two
curves, we are faced with a fundamental problem, related to the so-called aperture
problem. This is a well-known problem in visual perception, which is caused by the
limited field of view of the receptor. A consequence of this effect can also be seen in
curve sampling. When we observe a curve locally (thus using an aperture smaller
than its total length), it is not possible to distinguish which exact point on the curve
we see. Since the curves in the observed images correspond to physical objects that
typically cannot be stretched along their length, it is certain that some physical cor-
respondence exists between points in the curves in different images. However, this
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correspondence cannot be obtained unambiguously from the image in a straightfor-
ward way. Curve features - such as the curvature - can be used to characterize the
sampled points, but even in this case, the localization of those points along the curve
cannot be perfectly accurate. Furthermore, in our scenario we are attempting to find
corresponding points on the curve in different views, where the observed curvature
along the curve may change depending on the viewpoint.

In order to overcome this problem, we need to introduce a set of assumptions,
which are all based on the small separation of the individual viewpoints. We will
describe and motivate these assumptions below.

• Since the curves of two successive images are viewed from nearby viewpoints,
we assume that correct correspondences in 2D will lead to approximately cor-
rect correspondences in 3D.

• An additional assumption, to support the previous statement, is that the curve
is not significantly foreshortened. If it were, its 2D projection would be too
small to achieve accurate correspondences. This is a realistic demand, as in
practice the radiologist will choose a working view in which object will be
well visible.

• It is also implicitly assumed here that the physical object represented in the
curve cannot stretch along its length between the different views, which is a
reasonable assumption for needles and catheters.

Based on these assumptions and given known endpoints of a curve, we may achieve
correct 2D correspondences by ensuring that the length of each curve is distributed
evenly between the sampled points.

When curve segments with distinct endpoints are detected, these assumptions
allow us to sample between these endpoints to create 2D correspondences. Follow-
ing our assumption of an even distribution of the points along the curve length, we
sample the points at equal arc lengths. As outlined in Chapter 5, we have used a
natural cubic spline model for the 2D model estimation. The motivation for choos-
ing this model now becomes clear: natural splines are parameterized by their arc
length. Thus, if C (t ) is the curve, parameterized by t ∈ [0,1], and s12 =

∫ t2
t1

|C ′(t )|d t is
the arc length between locations t1 and t2, then the natural parametrization means
that s12 = |t2 − t1|. The consequence of this is that sampling at uniform arc lengths
can be achieved simply by uniformly sampling the curve parameter t . At the end of
this step, we have obtained a set of 2D points with known correspondences, which
we denote as a tensor x of dimensions 2×N ×F .

6.2.2 Point reconstruction and 3D curve fitting

After correspondences have been established, each point can be reconstructed indi-
vidually. This is done by using the algorithm of [76], which has been described in
Chapter 4 (Algorithm 4.1).
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(a) (b) (c)

Figure 6.1: Illustration of the two sampling schemes on two views of a catheter image. (a)
Curve detection result. The curve is only partially detected in one of the views. (b) Uniform
arc length sampling. (c) Fixed arc length sampling.

A dense sampling in the previous step ensures that a large number of recon-
structed 3D points are available to describe the shape. However, since these points
have been reconstructed independently of each other, no spatial relationship exists
between them. Any localization error along the curve, which will inevitably occur
during the sampling, results in an error in the 3D localization, which in turn results
in an unrealistic shape for the curve. Therefore, a 3D model is fitted, in order to
enforce a structure on the reconstructed points. This is done by fitting a 3D cubic
smoothing spline, which is a weighted sum between a least squares fit and a natural
spline fit. A roughness parameter p ∈ [0,1] defines the relation between fitting the
data and smoothing the curve. As p → 0, the curve approximates a least squares
straight line fit, while for p → 1, the curve reaches the cubic spline fit. For the ex-
periments of this chapter, we have used a value of p = 0.5. This choice equalizes
the contributions of the two error terms, and is motivated by the existing trade-off
between smoothing out irregularities in the 3D curve shape, while retaining the 3D
information acquired during the point reconstruction.
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6.2.3 Robustness to endpoint localization

An important consequence of the above-described scheme is that the correct gener-
ation of point correspondences, and therefore their accurate reconstruction, strongly
depends on the localization of the endpoints of the curve. An error in the endpoint
localization results in inaccurate correspondences, which cannot be entirely resolved
during the 3D modeling. The error is propagated along the entire length of the curve,
affecting the accuracy of the reconstruction. Specifically, such an error may affect
both the localization of the problematic endpoint as well as the overall orientation
of the segment.

If the endpoint localization error is significant, then this problem can be dealt
with during the 2D tracking step. In that step, any detected segment whose end-
points do not comply with the geometric constraints, will be rejected and not con-
sidered anymore in the reconstruction. Due to the aperture effect, in general there
is no foolproof way of entirely avoiding the problem of endpoint localization error,
while still keeping the correct part of the detected curve. If such an error occurs, the
complete detection result will be discarded.

For simple, quasi-linear, models, like needles, rejecting inaccurate detections is
preferred over including them. On the one hand, the information of the inaccurate
detections will degrade the resulting reconstruction. On the other hand, for such a
simple model, only a few (4-5) views are often sufficient for a reliable reconstruction,
as will be seen later in the experiments of this chapter. Therefore, losing a few views
for the sake of accuracy is an affordable trade-off.

However, such an approach is not always applicable to more complex curve
models like catheters. Rejecting entire frames, where 2D localization is poor, is
not desired, since for the more complex models, the 3D curve fitting depends on
the amount of individually reconstructed points. The quality of the reconstructed
points, and thus the quality of the fit, depends on the available 2D information.
Therefore, for curve reconstruction, retaining as many views as available is impor-
tant, since more views help mitigate inaccuracies of the 2D detection.

Another important factor relates to the application constraints specific to catheter
reconstruction: catheters are always partly visible on the image, as they are inserted
into the patient by the radiologist. Thus, in all the images in a multi-view sequence,
only the distal tip (at the patient side) is visible, while the other end lies outside the
image. The tip is the only endpoint whose position is available. A similar situation
may arise when detecting a curve of which one end is easier to detect accurately
than the other (e.g. a catheter with a prominent marker at one end), as illustrated in
Figure 6.1.

To obtain reliable correspondences in this case, dividing the entire curve seg-
ment into equal arc lengths is not appropriate. Therefore, we modify the previous
sampling scheme, such as to generate the correspondences using only one endpoint.
This endpoint forms a fixed reference for the sampling. Starting from the endpoint,
points are sampled at fixed arc lengths to form the correspondences. In the previous
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case of equal arc length sampling, the total number of sampled points has been fixed;
in this case, the number of points varies, depending on how many times the curve
can accommodate the fixed sampling length. This length can be either set manually
(e.g. at a value of 5 pixels), or it can be calculated from the first detected curve by
dividing it into equal arc lengths.

In summary, in this section we have discussed two sampling schemes for corre-
spondence generation. In the first scheme, points are sampled at equal arc length
increments between the two endpoints of each detected curve segment. In the sec-
ond case, only one endpoint is considered and points are sampled at fixed arc length
intervals. The first scheme is appropriate when the curvilinear segment is entirely
visible in the image, and both its endpoints can be detected with the same accuracy,
such as e.g. a needle. The second scheme is more suitable for the case that the object
is not symmetrical in terms of its endpoints and/or it is only partly visible in the
image. A characteristic example of this is the visibility of a catheter.

6.3 Reconstruction using optimization

We have seen how 3D curve reconstructions can be obtained by fitting a 3D curve
between individually reconstructed points. In this section, we describe another
method to achieve 3D curve reconstruction using an optimization approach. The ba-
sic idea of optimization consists of parameterizing the desired solution in a relevant
way, and then attempting to find the optimum set of parameters, which optimizes a
chosen criterion given a set of measurements. In this case, the measurements are the
2D tracking data, and we attempt to minimize the error between the projection of
the parameterized curve model and the 2D tracks. An optimization problem of this
nature includes the following steps: model parametrization, cost function, initializa-
tion, and finally the optimization itself, which will be elaborated in the sequel.

6.3.1 Model parametrization

We choose to parameterize the curves by a set of control points, which enables a
spline parametrization. Similarly to Section 6.2.2, here we also model the 3D curves
as cubic splines, although in this case, p = 1. This is because we use a small number
of control points, and thus perform no smoothing. The parameter space should be
kept low-dimensional, to enable a fast convergence of the optimization scheme. If
K control points are chosen, then there are 3K parameters in the optimization. The
complexity of the curve determines the required value of K . For a line model, K = 2,
while for the catheter models of this chapter, we have used K = 6. We may reshape
the 3×K control points into one parameter vector p of length 3K .
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6.3.2 Initialization

An important aspect for the success of the optimization is the initialization of the
model. The problem we are dealing with here is non-linear and non-convex; dif-
ferent local minima of the reprojection error may exist due to the topological com-
plexity of 3D curve models. Therefore, the initial parameter values should ideally
lie close to the global minimum, to avoid the risk of converging to a different local
minimum. We may use the result of the pointwise reconstruction as an initialization
for the optimization. To this end, we sample K points on the final 3D curve at equal
arc lengths, which are used as initial values for the control points.

Other initializations may also be used to save computational time: for example,
we may avoid the curve fitting step of Section 6.2.1, and reconstruct a small subset
of the corresponding points. It is even possible to use a random initialization, or an
uninformed standard guess such as a 3×K matrix with unity elements. However,
since the optimization part has a significantly higher computational complexity, the
pointwise reconstruction adds a minimal computational burden. Therefore, we may
use control points sampled on the final 3D curves of the pointwise reconstruction,
in order to obtain a good initialization of the control points for the optimization
step. In this sense, the optimization can be considered as a refinement of the result
using pointwise reconstruction. By implementing such a refinement, our goal is
to determine whether it offers a significantly improved reconstruction compared to
applying only the pointwise approach.

6.3.3 Cost function

During the optimization, we attempt to minimize the cost between the selected
model and the available measurements. Because our model is in 3D and the mea-
surements are in 2D, the model needs to be projected onto 2D. The cost function is
defined between the projected 2D model and the 2D measurements.

Let Xc be the 3×K matrix of the K 3D control points of the curve. A spline curve
C is fitted on these points, and sampled densely along equal arc lengths to obtain
Ns 3D sample points Xs . These points are projected onto each view i = 1, ..,F using
the known projection matrices Pi , generating Ns 2D points xs,i such that xs,i ∼ Pi Xs .
Next, 2D curves ci are fitted on xs,i , and finally, these are sampled in the same way
as the tracked 2D curves are sampled in Section 6.2.1. In this way, the 2D projected
model points x̂ are obtained, and we may calculate the reprojection error as:

ε= x− x̂, (6.1)

which can be reshaped into a vector of length 2Ns F .
To ensure convergence to a plausible model and prevent overfitting, we include

a regularization term. This term ensures that the resulting curve will be smooth
by penalizing large curvature of the curve. We calculate an approximation of the
curvature of C as κ = |C ′×C ′′|/|C ′3|, by computing the curve derivatives with local
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differences. Thus, κ has length Ns −2. Then, the cost vector may be written as the
concatenation of the two vector terms:

J = [λεε | λκκ] , (6.2)

The squared L2-norm of J is employed as the cost function during the optimization
step.

6.3.4 Parameter optimization

In general, the objective of optimization is to find the parameter vector p that min-
imizes the cost function. For problems involving vectorized objective (cost) func-
tions, especially in multi-view reconstruction problems, the most frequently em-
ployed optimization algorithm is the Levenberg-Marquardt algorithm (LMA). It is also
routinely applied to curve fitting, which makes it even more attractive for our goal
of multi-view curve fitting. The LMA in fact performs an interpolation between two
standard optimization methods, namely the Gauss-Newton algorithm and the gra-
dient descent technique. We employ Levenberg-Marquardt optimization to obtain a
parameter vector p of length 3K , consisting of the curve control points, which mini-
mizes the cost function defined above in Equation (6.2), as in:

p = argmin
∑ |J|2. (6.3)

In general, LMA has been reported to be sensitive to the initialization, and is
not guaranteed to find a global minimum. However, its robustness compared to
the Gauss-Newton method, along with its convergence properties (it is faster than
gradient descent), have contributed to its popularity. An especially useful property
is that it can easily deal with missing data. This aspect is crucial, since in our case,
point correspondences may not be complete, as seen in the case of fixed arc length
sampling. In that case, elements may be missing from the tensor of tracked point
coordinates x, since different curve lengths may be detected at each frame.

6.4 Application to catheter reconstruction

In this section, we discuss a specific application scenario and present a complete
solution for 3D catheter reconstruction, from the input (multi-view images) until
the final output (3D reconstructed catheter). In this scenario, we consider the case
of ablation catheters, which are characterized by the presence of markers at fixed
distances. The goal here is not to reconstruct the entire length of the catheter, but
only the part that lies inside the heart chamber, since that is the part whose location
and orientation are most relevant. The remaining length of the catheter lies in the
vessel leading to the chamber, and therefore its position is restricted. We define the
target for the reconstruction to be the part of the catheter that contains the markers.
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This application has been chosen here, because it illustrates an important aspect
of our technique, namely that its individual components can be changed to fit the
application at hand. In this section, we elaborate on the following topics:

• Realization of the SPD-RANSAC algorithm for the case of a catheter equipped
with markers;

• Modification in the tracking algorithm, to ensure that the maximum number
of valid correspondences is kept;

• Pointwise reconstruction when the image correspondences are sparse (i.e. not
all points are visible in all views).

In the following, after the description of the individual aspects, the modifications
are integrated into a multi-view experimental setup for the 3D reconstruction of
catheters.

6.4.1 Marker-based catheter detection and tracking using SPD-RANSAC

We will now describe an adaptation of the detection and tracking approach of the
previous chapter, tailored to catheters containing markers. We begin by considering
the modifications in the detection step. First, we provide a technique for automated
detection of the ablation catheter tip, and then we discuss the adaptation in the SPD-
RANSAC algorithm. Next, the application of the tracking algorithm of Chapter 3
is described for the selection of the best tip candidates, as well as for the catheter
delineation.

T1: Tip detection. An important aspect in this application is the endpoint de-
tection. To avoid loss of robustness when a curve is partially detected, we focus
especially on the catheter tip. If the position of the tip is known, it can be used
to both constrain and accelerate the estimation. Typically in ablation catheters, the
largest and most prominent blob lies at the tip. The distal shaft, which includes the
ablation electrode, appears on the image as a marker of significantly larger size than
the remaining markers. We have observed that in scale-space, it will generate two
neighboring maxima at the scale in which the other markers are detected, and one
maximum at a scale twice as large as that. Furthermore, it will typically be one of
the blobs with the highest feature strength.

For blob detection, we have opted for the Determinant-of-Hessian (DoH) for its
better localization properties (see discussion in Chapter 3). Summarizing the above
observations, our recipe for automatic detection of ablation catheter tips includes the
following steps.

(1) Select an appropriate scale σ0 for the markers, and calculate the DoH for σ0

and 2σ0.

(2) Detect the strongest scale-space maxima in the DoH, limiting the number of
allowable maxima in scale 2σ0 to be in the order of the number of expected
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markers (e.g. twice as many maxima as markers). For scale σ0, detect twice
as many maxima. Let xσ0 and x2σ0 denote the maxima in scales σ0 and 2σ0,
respectively.

(3) For each maximum of 2σ0, find all maxima of σ0 within a distance of 2σ0. Let
Q be the number of such maxima found.

(4) For all combinations of Q points taken two at a time, examine the three points
(one taken from x2σ0 and two from xσ0 ). They should be approximately collinear,
with the maximum in 2σ0 lying between the other two. Collinearity can be ex-
amined e.g. by calculating, for the selected points xi

2σ0
and x j1

σ0
, x j2

σ0
, the angle

between the vectors v1 = x j1
σ0

−xi
2σ0

and v2 = x j2
σ0

−xi
2σ0

. This can be computed as
θ = arccos(v1v2/(|v1||v2|)).

(5) The triplets of points for which |θ−π| ≤ Tθ are candidate tips. The threshold Tθ
is set to a small value, e.g. 10◦.

T2: Tip selection. In each individual frame, several tip candidates may arise,
all complying with the desired triplet structure. However, by employing a simple
tracking step, it is possible to eliminate most of them and obtain the true tips. We
employ this tracking step for the first F0 frames of the sequence. Tip candidates are
selected, if they appear in at least Fmi n of the F0 frames. In our experiments, we
have used F0 = 5 and Fmi n = 4. The tracking is based on the geometric constraints
of a multi-view sequence, but any point tracking algorithm can be employed as an
alternative. In fact, the multi-view content is not a general requirement in this case,
as other forms of temporal filtering may be applied in monoplane imaging.

T3: SPD-RANSAC for catheters. The next step is to delineate the catheter. Since
the candidate tips are known, it remains to grow curves from these tip locations. In
this realization of the SPD-RANSAC algorithm, we use the same dense data trans-
formation as in Chapter 5, namely contours detected from a vesselness image, filled
to form discrete labels. For the sparse data, we use a different input, as we are inter-
ested only in the markers and not in the remaining length of the catheter. The mark-
ers appear as prominent blobs which can be detected using one of the blob detectors
of Chapter 3. Therefore, the DoH maxima computed in the previous step are re-used
here as sparse input data. Using these inputs, the SPD-RANSAC algorithm is em-
ployed and, by applying model estimation and subsequent similar-model merging,
it provides detected curves for each image.

Since the ablation tip has been located, the detection can benefit from it. Specifi-
cally, we modify the estimation step such that in the first RANSAC run, the iterations
always include the tip. In this way, we ensure that the estimation will include the
most important part of the curve, while reducing the number of required iterations.
This version of the SPD-RANSAC algorithm is presented in Appendix C.2.
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Frame 1

Frame 10

Frame 20

Frame 30

Figure 6.2: Example tip detection and tracking results for sequence Cath1 described in
Section 6.5. Left column: detected blobs and candidate tips. Right column: final tracked tips
after keeping only the tracks of a minimum length of 5 frames (each color corresponding to
one track). Selected frames of the 30-frame sequence are shown.
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Frame 1

Frame 10

Frame 20

Frame 30

Figure 6.3: Example tip detection and tracking results for sequence Cath2 described in
Section 6.5. Left column: detected blobs and candidate tips. Right column: final tracked tips
after keeping only the tracks of a minimum length of 5 frames (each color corresponding to
one track). Selected frames of the 30-frame sequence are shown.
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T4: Tip tracking. For each new frame of the sequence ( f = F0 +1, ...,F ), new tip
candidates are detected. This also benefits from the tip selection results: using the
geometrically constrained matching, the tip detection in each frame of the sequence
is propagated to the next, such that the tip detection for the current frame is restricted
to a small region defined by applying the two-view geometric constraints to the tip
of the previous frame.

The result of the tip detection and tracking for the catheter sequences used in
this chapter is shown in Figures 6.2 and 6.3. It should be conceded that these results
offer only a very limited evaluation of the tip tracking. Since this is not the main
focus of this chapter, we have not experimented extensively on more datasets. We
are mainly interested in employing these results to obtain a 3D reconstruction of
the catheter, and therefore make use of the tip detection results presented here. In
practice, it may occur that other objects in the image also give rise to prominent
blobs, thereby increasing the number of candidates. The SPD-RANSAC algorithm
is capable of dealing with such outliers to a large extent, as has been shown in the
results of the previous chapter. When the disturbing structures have different shape
characteristics than those of the fitted models (e.g. different scale, curvature, etc.),
they can be rejected by appropriate parameter selection. In some cases, however, the
disturbing objects may be very similar to the objects to be tracked. In such a case,
knowledge-based constraints (or even user interaction) are necessary to resolve any
ambiguities.

6.4.2 Fixed arc length sampling and tracking

Next, the tracking algorithm of Chapter 3 is employed. Because the catheter tips
have already been tracked, the tracking here only serves to reject false candidates.
These are candidates where the tip has been detected correctly, but the remaining
curve has been wrongly detected. This requires points to be sampled along the
curves, which is performed as described in Section 6.2.3, namely by starting from
the tip and sampling at fixed arc lengths. The sampling is dense, e.g. at an arc length
of 5 pixels.

By applying the geometric constraints of the multi-view setup, it is possible to
detect points that do not comply with the geometry and are therefore false matches.
Here, we return to the remark of Section 6.2.3: it is important to retain as much use-
ful 2D information as possible. In case the detection of a curve is partly correct, we
would like to use that part for the reconstruction. Therefore, we apply the geomet-
ric constraints along the entire detected curve, on a subset of the densely sampled
points, thereby examining the geometric constraints for each part. If a section of the
curve does not comply with the constraints, the remainder of the curve is rejected,
as it is not possible anymore to establish reliable correspondences after the rejected
section.

A summary of the algorithmic steps performed for the detection and tracking of
catheters is provided in Algorithm 6.1.
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Algorithm 6.1 Catheter detection and tracking

Input:

I: input multi-view image sequence for f = 1, ...,F
σ0: scale for tip detection

Nt i p : number of points for tip detection (2×1 vector)
F0: number of frames examined for tip detection

Fmi n : minimum number of frames for tip selection
pcal : calibration parameters for each frame

d ,M axI ter s,Q,λ: parameters for SPD-RANSAC (see Algorithm C.2)

Output: c f ,n : N 2D catheter curves for f = 1, ...,F and i = 1, ..., N

σ= (σ0,2σ0)T

DoH = Deter mi nantO f Hessi an(I,σ) . See Eq. (3.10)
for f = 1, ...,F0 do

xt i p =C andT i pDetect i on(DoH,σ0, Nt i p ) . See Section 6.4.1, step T1.
end for
T0,t i p = Poi ntTr acki ng (xt i p ,DoH,pcal ) . Algorithm 3.1, see Chapter 3
Tt i p = T i pSelect i on(T0,t i p ,Fmi n) . See Section 6.4.1, step T2

c = SPDR AN S AC_cath(DoH,Tt i p ,d , M axI ter s,Q,λ) . see Appendix C

6.4.3 3D reconstruction

The 3D reconstruction step follows the procedure described in Section 6.2.2. We have
applied both the pointwise and the optimization-based reconstruction schemes. From
the previous discussion on correspondence generation, it becomes clear that the
structure of the measurement matrix (the matrix of 2D image measurements, or
tracks) is sparse. Due to our chosen sampling scheme, the missing data points al-
ways lie on the proximal (patient) side, while the largest number of available corre-
spondences are on the catheter tip itself. The consequence of this is that the accuracy
of the reconstructed catheter is expected to be higher on the tip, while decreasing as
we move away from it.

When applying the optimization scheme of Section 6.3, the cost is calculated only
between the available points, while we do not impose a penalty for the missing
points. If we would penalize missing correspondences, the 3D curve would deform
in order to accommodate the varying lengths of the 2D detection. By ignoring the
missing points, we allow the curve to converge to a solution based on the avail-
able data, even when the detected length differs substantially from the re-projected
length.

One may remark that, since the marker distances are known from the catheter
specifications, we may incorporate this knowledge into both the 2D and the 3D mod-
eling. For instance, we may choose to reconstruct the detected marker blobs directly,
constraining the solution to comply with the known distances. Another idea would
be to use an optimization approach (see Section 6.3), to optimize for the detected
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2D and reconstructed 3D points simultaneously under the distance constraint. Even
though these are valid options, we have deliberately chosen not to introduce the ac-
tual marker distance as a parameter for two main reasons. First, the curve detection
algorithm, as implemented here, is robust to missing one or more markers. Sec-
ond, there is a great deal of variation in the types and sizes of catheters, depending
not only on the application, but also on each individual patient. It would be possi-
ble to include the selection of the type of catheter in the clinical protocol, but that
would require extra handling from the clinical staff and it would be troublesome if
the catheter is changed during the procedure. Therefore, we choose a generic so-
lution, so that it can be applied to different interventional scenarios with minimal
effort.

As an overall note on this section, it should be mentioned that although the de-
scription above refers to only one catheter, it is straightforward to extend it to the
case of multiple catheters, as SPD-RANSAC is explicitly designed for this purpose.
The only limitation in this case would be that the catheter tips should not overlap
on the image, since this would lead to a joint detection of two tips as a single tip
and would interfere with the correct tracking. However, this rarely occurs in clinical
practice.

6.5 Experimental results

We will now describe the experiments for testing the curve reconstruction. The ex-
periments are performed on multi-view sequences of images containing needles and
catheters. For the experiments, we have used the following data.

• Two sequences of a chest phantom, one with a single bent needle, and the other
with two needles of different contrasts and orientations. We will refer to these
as PhantomNeedle1 and PhantomNeedle2, respectively.

• The vertebroplasty (VertNeedle) and throat biopsy (BiopNeedle) needle datasets,
also used in Chapter 5.

• Two sequences of an ablation catheter on a chest phantom, referred to as Cath1
and Cath2. These data are synthesized from an ablation catheter sequence and
a chest phantom sequence, as will be described in the sequel.

All image sequences originate from a full rotational scan of 122 frames (3DRA pro-
tocol, angle between two successive views ≈ 1.7◦), except for the throat biopsy se-
quence which is 616 frames long and where the angle between two views is ≈ 0.625◦

(XPerCT protocol). From these, we have used sub-sequences of maximum length 20
frames for the needle reconstruction and 30 frames for the catheter reconstruction.

Synthesized catheter sequence. The two sequences of the ablation catheter were
generated as follows. Two rotational runs were made with the catheter bent in dif-
ferent ways in free space. Next, sub-sequences of the two catheter sequences -each
30 frames long- were selected, and cropped to an appropriate image size. Next, the
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images were flipped horizontally and the first sequence was rotated by 90◦ coun-
terclockwise. Finally, the images were normalized to the same range and overlaid
(by adding the grey values) on a pre-existing sequence of a chest phantom. These
actions are performed to create a multi-view sequence of known calibration param-
eters (those of the rotational scan), which still presents content similar to a clini-
cal sequence, namely different overlapping background structures, reduced catheter
contrast and increased noise level. The synthesized resulting sequence allows both
the catheter tracking and the reconstruction algorithms to be tested on the same data.

Quantitative evaluation. We have performed error measurements on the ob-
tained results, using the available ground-truth volumetric reconstructions. For each
dataset, the object (needle or catheter) is manually annotated on the volume. In the
case of the needles, we annotate a number of points on the needles (two for the
straight needles and three for the bent needle) and fit a line or spline curve between
them. For the catheters, we manually annotate the electrode and markers and fit a
spline curve.

By obtaining these ground-truth positions, we can measure the error between
the ground truth and the reconstructed curvilinear objects. We measure two types
of errors: (a) tip error, which is calculated as the Euclidean distance between the
ground-truth tip (at the patient side) and the reconstructed tip, and (b) orientation
error, which is measured as the 3D angle between the vectors formed by the curves
close to the patient side. For straight needles, this coincides with the overall needle
orientation. For the catheter, we measure the orientation from the catheter tip to the
closest marker; this gives the orientation of the catheter’s electrode shaft, which is
the relevant orientation for placement of the ablation catheter. The tip error measure-
ment is limited by the voxel size, which is 0.98 mm for the phantom needle datasets,
0.99 mm for the vertebroplasty dataset and 0.70 mm for the catheter and biopsy nee-
dle datasets.

Tracking. For the needle sequences, the algorithm presented in Chapter 5 is used,
specifically the 2D model detection with model order d = 2 and the tracking as de-
scribed in Section 5.6.1. All other parameters are set as described in the experiments
of Chapter 5. For the synthesized catheter sequence, the modified algorithm de-
scribed in Section 6.4 is employed, with Tθ = 10o and σ0 = 3 pixels. The tip tracking
is performed automatically using the algorithm described in Section 6.4.1.

6.5.1 Qualitative and quantitative evaluation results

In the following, we provide some qualitative results in the form of reconstruction
snapshots, followed by the results of the quantitative evaluation. In Figures 6.4
through 6.10, results are shown in the form of snapshots of the reconstructions. The
result of each reconstruction is overlaid on the corresponding volumetric reconstruc-
tion of the entire scan, which serves as a ground truth. In each of these figures, we
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also show the first and last image of the sub-sequence used, together with the track-
ing result, to provide an indication of the 2D information used to obtain the result in
3D.

Figures 6.4 and 6.5 show the reconstruction results for the needle phantom se-
quences. In both datasets, the reconstruction comes close to the needle location al-
ready when using only 2 views, although some orientation error is observed. This
error diminishes quickly when more views are added, and a good reconstruction
quality is already achieved with 4 views. We have observed visually that no signif-
icant improvement occurs when using more than 5-6 views, a fact that is confirmed
by the error measurements of Figure 6.11(a,b): beyond 7 views, the error remains
around or below 1 mm, while the orientation error (Figure 6.12(a,b)) is also very low
(below 2◦).

In the clinical needle sequences, namely the vertebroplasty and the throat biopsy,
generally the 3D error is higher than in the phantom datasets. This is expected, as
the clinical datasets exhibit more noise and a significantly lower contrast. Especially
the vertebroplasty dataset is very challenging, because the needles are not visible
in their entire length for a large part of the sequence. In fact, there is no contigu-
ous subset of the sequence for which both needles are visible at the same time, and
therefore we are forced to use different sub-sequences for each needle. The main
observation is that the endpoint detection on both ends of the needle is not always
accurate, especially for one of the two needles (shown in a close-up in Figure 6.7).
For this needle, there are overlapping bone structures at the tip entering the spine,
while at the other end, the contrast is very low. As a result, the 3D error for this
needle tip remains high (between 20-25 mm), which results in significant error both
in the localization and in the orientation of the needle in 3D. Interestingly, we have
made similar remarks regarding this dataset in the point reconstruction results of
Chapter 4.

In the throat biopsy dataset, this problem is less prominent, although the image
contrast at the patient-side tip of the needle is varying, as can be seen at the top of
Figure 6.6. The main error here stems from the other end of the needle, which is
partly overexposed. The effect can be seen in the 3D results, where the patient-side
tip is reconstructed quite accurately, but the detection error at the other tip causes
some orientation error. The 3D tip error here is below 5 mm from 4 views onwards. It
is interesting to note that a similar behavior of the error to that of the vertebroplasty
dataset is observed for the same number of views, and not the total rotation angle. This
seems to be in contrast with our observation in Chapter 4, where the total rotation
was identified as a more prominent factor affecting the 3D accuracy than the number
of views. Here, it can be seen in Figure 6.11(c,d) that the error drops as a function
of the number of views (shown in the upper x-axis) rather than the view separation
angle, which is much smaller (≈ 0.625o as opposed to ≈ 1.9o) for the protocol used
in the throat biopsy. However, it is not possible to generalize such a remark from
observations on only two datasets; it is more likely that this difference stems from
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2 views

4 views

10 views

Figure 6.4: Results of pointwise reconstruction for the PhantomNeedle2 sequence. Top
row: tracking results for the first and last frame of the sub-sequence used. Following rows:
reconstruction result (in red) for 2, 4 and 10 views, overlaid on the ground-truth 3D volume
obtained from the full rotational scan (in green). The left and right column visualize the same
result from different viewpoints. The needle thickness is ≈2.5 mm.
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4 views

Figure 6.5: Results of pointwise reconstruction for the PhantomNeedle1 sequence. Top
row: tracking results for the first and last frame. Following rows: reconstruction result (red)
using 4 views, overlaid on the ground-truth 3D volume (green). The needle thickness is
≈2.5 mm.

4 views

Figure 6.6: Snapshots of pointwise reconstruction for the BiopNeedle sequence.
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2 views

10 views

20 views

Figure 6.7: Snapshots of pointwise reconstruction results for the VertNeedle sequence. A
close-up view of the tracking results for one of the needles is shown, where the endpoint
detection error appears. This needle has been annotated in blue in the 3D result. The needle
thickness is ≈1 mm.
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Pointwise Optimization

2 views

8 views

15 views

Figure 6.8: Results of pointwise reconstruction for the first ablation catheter sequence
(Cath1). Top row: tracking results for the first and last frame of the sub-sequence used.
Following rows: reconstruction result (in red) using 2, 8 and 15 views, overlaid on the
ground-truth 3D volume obtained from the full rotational scan (in green). 157
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Pointwise Optimization

8 views

Figure 6.9: Results of pointwise reconstruction for the second ablation catheter sequence
(Cath2).

Figure 6.10: Comparison between pointwise reconstruction (left) and optimization (right),
for 8 views of the vertebroplasty sequence. Refer also to Figure 6.11(c-d).
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Figure 6.11: Tip reconstruction error. (a) PhantomNeedle1, (b) PhantomNeedle2, (c)
VertNeedle, (d) BiopNeedle2, (e) Cath1, (f) Cath2.
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Figure 6.12: Orientation error. (a) PhantomNeedle1, (b) PhantomNeedle2, (c) Vert-
Needle, (d) BiopNeedle2, (e) Cath1, (f) Cath2.
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the image quality difference in the two datasets (better 2D detection in BiopNeedle).
In the catheter datasets, due to the more complex shape to be reconstructed, the

number of views required for a visually acceptable reconstruction is higher. With
only 2 views, it is not possible to readily obtain a good shape estimate. However, a
behavior similar to the case of the experiments with the needle datasets is observed,
where after a certain number of views the improvement is marginal. In this case, we
have observed this to happen at around 15 views. As mentioned in Section 6.4, the
accuracy is better at the tip than at the distal end, since more corresponding points
are available at that side. The qualitative results are presented in Figures 6.8 and 6.9.

6.5.2 Effect of optimization

For the catheter datasets, we also present the results achieved with the optimization
approach, displayed at the right column of Figures 6.8 and 6.9. We observe that
in Cath1, there is a clear improvement in the localization of the catheter, especially
when fewer views are used. The optimization here corrects the gross localization
errors observed in the pointwise reconstruction below 10 views, as can be seen in
Figure 6.11(e,f). Beyond this point, the tip accuracy does not improve. However,
as can be observed in Figure 6.8, the overall shape of the reconstructed catheter for
12 views is closer to the ground truth, even though the tip reconstruction itself has
a similar accuracy with both methods. This is not the case for Cath2, where the
optimization achieves visually similar results, while the 3D tip error is worse up to
12 views. In the VertNeedle dataset, both the large tip error and the orientation error
caused by the misdetection of the needle endpoint are decreased significantly.

Therefore, we may conclude that reconstruction using optimization may be suit-
able for correcting gross errors, but does not offer an advantage when the pointwise
reconstruction –which is used as its initialization– is already quite accurate. With
respect to tip localization, its effect may even be detrimental in the latter case. Fur-
thermore, by comparing the visual results of the catheter datasets to the quantitative
results, we observe that if our interest lies only in the correct tip localization, then
the pointwise method is already sufficient for a good result from around 10 views.
However, the reconstruction of the overall catheter shape can be improved by em-
ploying an optimization step, when the pointwise method fails.

6.6 Conclusions

In this chapter we have addressed the core problem of this thesis, namely that of
obtaining the 3D structure of curvilinear surgical instruments during a minimally-
invasive intervention, by employing multi-view X-ray. By combining the techniques
of 2D model estimation, 2D tracking and 3D (X-ray) camera modeling introduced
earlier in this thesis, we have built a system that forms 3D reconstructed models of
the curvilinear objects present in the multi-view image input.
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The first important issue we have solved is the generation of 2D tracking in-
formation suitable for the reconstruction step. The 2D curvilinear models, which
may be single or multiple, are detected and tracked using the SPD-RANSAC al-
gorithm and the curve tracking algorithm, respectively, both introduced in Chap-
ter 5. Generating plausible point correspondences from these tracked curves is of
crucial importance. Under a set of assumptions enabled by the small view separa-
tion, we have contributed with two schemes for obtaining these correspondences in
the multi-view scenario. The first consists of sampling at uniform arc lengths be-
tween the endpoints, and it is suitable when both endpoints are equivalent and are
available with some confidence, such as in the case of detected needles. In the sec-
ond scheme, points are sampled at fixed arc lengths from one endpoint. This scheme
is employed in the case of catheters, where the catheter tip is typically detected more
robustly. We have found that it is crucial to ensure reliability of the generated cor-
respondences by distinguishing between these two scenarios, namely symmetric or
non-symmetric endpoint detection.

Following the analysis on correspondence generation, we have focused on a spe-
cific application of our approach, namely that of catheter localization. We have for-
mulated a full system for automatic 3D catheter reconstruction, starting from the
multi-view images and providing the 3D catheter shape as the final output. To this
end, an automatic catheter-tip detection scheme has been proposed, followed by an
adaptation of the SPD-RANSAC algorithm discussed in the previous chapter. De-
spite the limited experimental validation of this scheme, we have found that by ex-
ploiting a priori knowledge such as the presence of markers, it is possible to obtain
accurate tracking results, suitable as an input to the 3D reconstruction.

Once reliable correspondences are available, 3D reconstruction of the curve mod-
els is enabled. The reconstruction is performed in a pointwise manner, by employing
the point reconstruction algorithm introduced in Chapter 4, combined with a model
fitting step. We refine the initial pointwise results by employing spatial modeling,
in the form of a smoothing-spline model. This 3D fitting step ensures smoothness
of the resulting curves. We have presented reconstruction results using this method
for four needle datasets and two catheter datasets, showing a qualitatively satisfac-
tory reconstruction. The accuracy measurements indicate an error of approximately
1-2 mm for the phantom datasets (good image quality), when using 5 to 6 views (ap-
proximately 7.3◦ to 9◦ rotation). For most clinical datasets, with the exception of the
vertebroplasty dataset where the low image quality causes a significant error, the er-
ror is around 5 mm. For needle reconstruction, this error is achieved for 5 to 7 views,
while for the more complex catheter reconstruction, between 10 and 12 views are
required for an error of 5 mm.

For all experiments, adding more views decreases the 3D error, as more 2D in-
formation helps mitigate the effect of detection errors. However, it is observed that
beyond some point (around 5-7 views for needles and 10-12 for catheters), adding
more views is not beneficial anymore. This confirms our observation in Chapter 4
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that a small total rotation is sufficient for obtaining 3D information, and extends the
validity of this statement from points to object models.

We have also examined the use of an extra optimization step in the reconstruc-
tion. In this step, the Levenberg-Marquardt algorithm for non-linear optimization is
employed to minimize a cost function between model positions and image measure-
ments. We have applied this method in all the reconstruction experiments presented
in this chapter and used the pointwise reconstruction as an initialization, aiming at
exploring whether optimization would be a valid option for refinement of the re-
sults. The results show that when the pointwise reconstruction is fairly accurate, the
optimization does not contribute to a higher accuracy. However, it does improve the
accuracy in cases where large reconstruction errors are observed. It can therefore be
a valuable tool to ensure the quality of the reconstruction, e.g. in cases of low image
quality.

From this chapter, it is concluded that multi-view reconstruction can be consid-
ered a valuable approach for obtaining 3D information during minimally-invasive
interventions. The accuracy achieved is sufficient to resolve ambiguities regarding
the position and orientation of instruments in many applications. The main limit-
ing factor for the 3D accuracy is the accuracy of the 2D detection. As increasingly
advanced, real-time 2D instrument tracking becomes gradually available, it can be
readily incorporated as a component of the multi-view reconstruction system pro-
posed in this thesis.

Up to this point, we have based all our derivations on one crucial assumption:
namely, that the object to be reconstructed remains static during the multi-view ac-
quisition. This is often not the case, especially in cardiac procedures, where car-
diac motion, respiratory motion and manipulation of the instruments by the radiol-
ogist may create complex motion and deformation patterns. In the next chapter, we
will attempt to address part of this problem, by proposing a non-rigid reconstruction
model for a specific application, namely that of cardiac ablation.
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CHAPTER 7
Non-rigid 3D reconstruction of

steerable catheters

All models are false, but some models
are useful.

George E. P. Box

Abstract

In this chapter, we address the complex problem of obtaining the 3D structure of a deforming object
using only multi-view information. Specifically, we discuss the case of ablation catheters that are
deforming during a multi-view X-ray acquisition. This problem is inherently underconstrained and
is part of a broader category of problems, called Non-Rigid Structure-from-Motion (NRSfM). Such
an approach can be employed for the case of ablation catheters, resulting in a 3D+T reconstruction
of their shape and motion. Instead of the generic shape models introduced in NRSfM literature, we
propose the use of a kinematics model from the field of Robotics, specifically designed to model catheter
deformation. We show that applying this kinematics model, it is possible to fully retrieve the deformable
3D pose from the 2D projections, using a non-linear optimization scheme. We have implemented a full
NRSfM system for catheters, consisting of (1) a rigid initialization scheme, which can be extended
to the case of rigid motion, (2) a model initialization, recovering the overall pose of the catheter, and
(3) the final optimization, which solves for the time-varying non-rigid deformation. Experiments on
synthetic and real X-ray data show promising results of the new method as compared to state-of-the-art
NRSfM. Despite the inherent limitations in evaluating the accuracy of these results, it is shown that
the reconstruction is accurate to a similar degree as in the rigid case (a few millimeters).
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7.1 Introduction

Up to this point, we have addressed the problem of reconstructing 3D structure from
multiple X-ray views captured by a rotating C-arm, under one critical assumption:
namely that during the multi-view acquisition, the object remains static. However,
in many scenarios in clinical practice, this requirement cannot be satisfied. In this
chapter we examine such a dynamic scenario, namely that of steerable catheters that
deform during cardiac ablation procedures. We develop a solution that allows 3D
reconstruction even in this challenging case.

In Radio-Frequency (RF) cardiac ablation, the catheters used are typically steer-
able, meaning that the pose and orientation of the catheter can be controlled by the
radiologist. Correct catheter navigation is a difficult task, as the information of its
three-dimensional pose is lost during the projection onto the 2D image. Often, ra-
diologists rely on their experience to mentally reconstruct a 3D image. If such 3D
information could be explicitly reconstructed from the available 2D data, it could
greatly improve the surgeon’s insight during the interventional procedure.

Catheters undergo both rigid motion (due to e.g. patient breathing), as well as
non-rigid deformation, resulting from interaction with vessel walls, cardiac motion
and manipulation by the surgeon. These interactions are complex, but are con-
strained by the physical properties of the catheter. As a result, the 3D shape of the
catheter changes during the sequence. This is equivalent to attempting the recon-
struction of a moving and/or deforming object with a moving camera. This makes the 3D
reconstruction of the catheter shape an inherently underconstrained problem.

The problem addressed in this chapter, as is the case with most of the work de-
scribed in this thesis, can be regarded from the perspectives of two different fields:
Medical Imaging and Computer Vision. Medical Imaging aims at achieving the goal
of catheter localization within a clinical scenario, and solutions in that field mainly
make use of different imaging or localization technologies. By contrast, Computer
Vision has recently seen the emergence of a sub-field, which addresses deformable
3D reconstruction using the available multi-view technology. The first approach
focuses on the exploration of technologies, whereas the second aims at the develop-
ment of new methodologies. The selection of one of the two approaches depends on
the specific problem setup. In our case, we have limited our technique to use only
the existing X-ray system with rotating C-arm. This requirement brings us closer
to the Computer Vision approach. Next, we examine relevant contributions, from
different fields, which have been or could be applied to the 3D reconstruction of
deforming catheters.

Medical Imaging: For deforming catheters, apart from the costly solution of us-
ing external sensors to perform live reconstruction of 3D catheter paths, some image-
based techniques have been proposed. Biplane systems, where views are acquired
simultaneously, have been used by Bender et al. [126] for catheters and Baert et
al. [127] for guide wires. Esthappan et al. [130] use single-plane images, but they fit a
(known) rigid 3D model of the catheter and thus cannot solve for deformation. De-

166



7.1. Introduction

formable reconstruction using single-plane imaging is described in Van Walsum et
al. [129] and Bruckner et al. [128], both for guidewires. In contrast to our work, these
methods rely on a pre-existing 3D volume to constrain the solution space, whereas
our goal is to use only the available projection data.

Computer Vision: In this field, the problem of reconstructing a non-rigid ob-
ject using views captured by a moving camera is termed Non-Rigid Structure-from-
Motion(NRSfM). This inherently underconstrained problem has been studied exten-
sively in recent years. Bregler et al. [131] first proposed to use a low-rank shape
model and to represent a deforming shape as a linear combination of a fixed number
of basis shapes, which capture the main modes of deformation. An analytic formu-
lation of NRSfM for perspective camera systems is given by Hartley and Vidal [132].
Recently, it has been argued that this linear shape model is not sufficient for cap-
turing large deformations or specific types of motion such as bending. Rabaud et
al. [133] has proposed a solution, based on relaxing the assumption that the shape
should fit on a linear low-dimensional manifold. Instead, small neighborhoods are
modeled as linear subspaces.

Fayad et al. [134] use quadratic deformation models that can capture locally non-
linear deformations. Their model describes physical aspects of the motion such as
bending, stretching and twisting, which are directly reflected in a deformation ma-
trix. However, it assumes a main axis of deformation, computed using SVD on the
3D coordinates of the shape, which is assumed to be at rest for part of the sequence.
In the case of a strongly bent catheter, such a linear approximation of the dominant
axis may not be feasible, and the shape cannot be assumed to rest.

Alternative approaches: Spline models can be used to model the catheter shape,
as in e.g. [135]. Although this is an attractively simple approach, it does not allow
physical modeling of the elastic bending. Physically inspired models, e.g. multibody
systems composed of rigid links as in [136], require explicit modeling of contact
forces. Finite-Element Modeling (FEM) can represent bending realistically, but it is
computationally expensive and requires knowledge-based constraints.

Robotics: Ganji and Janabi [137] describe a Robotics-based kinematics model for
steerable catheters. Their experiments have shown that the model can describe the
kinematic properties of steerable catheters with a few parameters only. The main
limitation of this model is that it does not deal with the interaction of the catheter
with its surrounding tissue. However, the flexibility of the representation provides
possible directions for extension of the current model. Furthermore, the overall
model formulation is modular and therefore is applicable to other types of man-
made objects as well.

Proposed approach: In this chapter, we propose an NRSfM framework using the
kinematics formulation of [137], to reconstruct the deformable 3D shape of catheters,
using X-ray projections made with a small view separation. This separation should
be small, in order to allow acquisition in a fast and safe manner. We use only the
multi-view images, along with the known calibration of the X-ray system.
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Our problem formulation is different from the previously proposed methods in
the following aspects.

• In the inverse kinematics problem of Robotics, the parameter estimation is per-
formed given the 3D pose of the object and not its 2D projections.

• In previous approaches in medical imaging literature, the views are acquired
simultaneously (as in biplane), or a pre-existing 3D volumetric dataset is pre-
sumed to be available, while we use only the multi-view imaging data.

• In classical NRSfM approaches, the shape is decomposed into linear (or quadratic)
bases, whereas we employ a model inspired by the physical properties of the
object.

This chapter is structured as follows. In Section 7.2 we describe the kinematics
model as proposed in [137], which is then extended to a model with more degrees
of freedom. Section 7.3 describes the NRSfM framework and details how the kine-
matic model is incorporated in this framework. Section 7.4 presents the experimen-
tal results for synthetic and real X-ray image experiments. Conclusions and future
research directions are provided in Section 7.5.

7.2 Robotics modeling of catheters

Even when all camera parameters (pose and intrinsic calibration) are known, the
problem of reconstructing the 3D shape of a moving object observed by a moving
camera cannot be directly solved without assuming a model for the object’s time-
varying shape. In NRSfM, the construction of such a model, as well as its placement
within the Structure-from-Motion framework, are essential.

In Appendix D, two models for NRSfM known from literature are described.
Specifically, we describe the commonly applied linear deformation model, and a
quadratic deformation model that is more suitable for the description of bending de-
formation. Despite their broad use in computer vision, classical NRSfM approaches
do not fully exploit known physical properties, such as the fixed total length of the
catheter in our application. Although explicit stretching may be controlled in spe-
cific terms of the quadratic model, other components of the deformation may also
introduce changes in length, which cannot be controlled explicitly. Such physical
constraints can therefore only be imposed by including them as regularization terms,
but they are not integrated into the model design.

Furthermore, the number of parameters in NRSfM tends to be high: for K shape
bases, F frames and a shape consisting of N points, linear NRSfM has 3N K + F K

parameters (the first term stemming from the shape bases and the second from the
deformation coordinates). For quadratic NRSfM, the initial number of parameters
is 27F , which can be reduced if constraints are imposed on the deformation matrix.
In our reconstruction problem, both the number of views and their separation is
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(a) (b)

Figure 7.1: (a) Ablation catheter where the control knob for the deflection is indicated with
the arrow. (b) Close up showing the markers and electrode of the distal shaft.

limited, so in the case of a high-dimensional parameter space, the problem becomes
underconstrained.

Motivated by the above observations regarding the limitations of linear and quadratic
NRSfM, we seek a formulation that combines two important properties:

• The model should be physically realistic, incorporating the most important phys-
ical properties of the catheter;

• The model should have low dimensionality, allowing a compact set of parame-
ters that describe the catheter deformation to be retrieved from a small number
of views.

The first property ensures that the model can describe catheter deformation accu-
rately, while the second requires the formulation to be compact enough, so that it
can be solved in the context of small-baseline multi-view X-ray.

7.2.1 Kinematic model of steerable catheters

Steerable catheters are constructed to provide precise control to the radiologist dur-
ing the intervention. Specifically in the case of ablation catheters, this control is
exercised in the insertion and bending of the catheter in order to reach the arrhyth-
mogenic site in the endocardium. This is done by manipulating the control knobs
of the catheter, shown in Figure 7.1. Since the object designed to respond to input
control from the user (or later maybe a machine), the catheter is regarded as a robot.
Ganji et al. [137] first proposed to view the catheter as a continuum robot, which is
a continuously curving manipulator, and described its kinematic properties. This
approach aims at allowing the analysis of catheter position and control, as opposed
to our goal of resolving its 3D shape using multi-view images.

In Robotics, a kinematic model typically consists of a series of rigid links con-
nected by joints, where each joint describes either a 3D rotation around an axis (rev-
olute joint), or a translation along the axis (prismatic joint). Each joint is controlled
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©2009 IEEE

Figure 7.2: Schematic of the catheter kinematics model. Figure reproduced from [137] with
permission. ©2009 IEEE

by a single variable, either rotation angle or translation distance. The model is then
constructed by successions of joints, where the frames of reference are expressed in
the Denavit-Hartenberg (D-H) convention [138], in such a way that the pose (loca-
tion and orientation) of each joint relative to the previous one can be represented by
4 parameters. These parameters form a minimal representation.

Such a kinematics model has been proposed for steerable catheters in [137]. The
kinematics analysis of the bending properties of the catheter, as controlled by the
pullwires, leads to a model of 7 rigid links, a schematic of which is shown in Fig-
ure 7.2. Referring to this figure, we observe that the catheter consists of three parts:

(1) The base of distal shaft, denoted as O0O1, which is straight and approximately
rigid. It is modeled as a prismatic joint with parameter d1. The coordinate sys-
tem at O0 is placed at the base of the catheter, with the z-axis in the direction of
the joint axis according to the D-H convention. Note that this modeling does
not include the overall rigid transformation of the coordinate system at O0 in
the patient frame or in the dodecahedron coordinate system (see Section 4.3.4),
but describes a local reference system. We will discuss the global transforma-
tion later in this chapter.
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(2) The bending section of the catheter, O1O4, which can be realized with two ro-
tations with parameters θ2 and θ3, corresponding to the deflection and the ro-
tation angle, respectively. Next, a prismatic joint denotes a translation d4 to the
end of the bending section, where another pair of rotations, θ5 and θ6, model
the deflection and rotation of the distal end.

(3) The distal end, shown as O4O6, which is rigid and has a fixed length. This is
denoted as a prismatic joint with length d7.

If we denote a translation by T and a rotation by R, then the succession of transla-
tions and rotations along the catheter can be written as TRRTRRT. This sequence of
operations describes the catheter’s position and shape, collectively termed as posture
in Robotics.

Manipulation of the catheter in free space allows two assumptions to be made.
First, because of the catheter’s pullwire mechanism, the deflection of the bending
section is in-plane, thus the catheter bends with zero torsion. Second, the bending
occurs with constant curvature, such that the bending part takes the shape of a cir-
cular arc. Both assumptions have been experimentally validated in [137] for defor-
mation in open space. As a consequence of these assumptions, some parameters can
be coupled to simplify the model. Figure 7.3 shows the geometry of the deflection
mechanism, as established by Ganji et al. It can be seen that α=π−2θ3, and the radius
of the bending section can be computed as R = L/α. The chord O1O4 has length d4,
which is one of the model parameters, relating to θ3 through d4 = 2R cos(θ3). Because
the total arc length L of the bending section is fixed (and known for each catheter
type), d4 is thus expressed only as a function of θ3 and by eliminating R, we can
write:

d4 = Lcos(θ3)

π/2−θ3
. (7.1)

Also, as a result of the curvature constancy and the coupling due to the twist
mechanism, θ5 =π/2−θ3 and θ6 =π−θ2. It follows that a total of three free parameters
remain for the model, namely d1, θ2 and θ3. The parameter range for θ2 is (0,2π) and
for θ3 it is (−π/2,+π/2), while d1 is limited by the total length of the catheter and the
patient anatomy.

Thus, when d7 is known (which may be assumed for a known catheter manufac-
turer and type), and assuming the interaction with surrounding material is limited,
we can model the catheter’s pose at each time step using only three parameters. This
is a significantly lower dimensionality than in classical NRSfM. Additionally, in this
model the physical constraints in catheter length are taken explicitly into account in
the model design. The length can only be varied by insertion of the catheter, while
the bending part has by definition a fixed length L.
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©2009 IEEE

Figure 7.3: Deflection mechanism and its geometry. The center axis of the catheter is
sketched by a dashed line and the pull wires are drawn with solid lines. Figure reproduced
from [137]. ©2009 IEEE.

7.2.2 Extension of the kinematics model

The kinematics model presented above imposes parameters constraints that arise
from a consideration of the pull-wire mechanism of the catheter. However, as the
authors themselves note in [137], these constraints do not allow modeling of the
catheter’s interaction with surrounding material (tissue). Only in the specific case
of a quasi-uniform force/pressure distribution inside the chamber, this model can
predict the distal shaft’s position. When the assumptions of planar deflection and
constant curvature are violated, the model becomes inaccurate. As a solution for
cases of strong interaction, the authors of [137] have envisioned the use of flexible
instead of rigid links, which could account for contact deformations.

We have extended the model to accommodate shape deformations that arise
from the interaction with surrounding tissue. In the context of our small-baseline
NRSfM formulation, the most important consideration when attempting such an ex-
tension is to keep the parameter space as small as possible, such that a solution can
be reached given the limited 2D information. Therefore, explicit modeling of the
physical properties of tissue, as well as the dynamic behavior of the catheter, have
not been considered. These aspects would be crucial in case of e.g. robotic navi-
gation, as the dynamics of the interaction would determine the final position of the
catheter.

However, in our problem we have opted to consider the kinematics only, as we
are interested in retrieving the 3D pose of the catheter from its known 2D projections.
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Figure 7.4: Illustration of the decoupling of model parameters in the extended model. (a)
original three-parameter model. (b) model extended with θ4. The illustration here shows a
model projected onto a plane parallel to θ2.

Therefore, we take a simplified, abstract view of the problem, where the contact
forces operate inside a “black box”, and we observe only the resulting deformation.
Our approach retains the simple kinematic formulation, but removes the geometric
constraints, which are based on operation of the catheter in free space. Thus, instead
of attempting to solve this complex problem by e.g. analyzing the dynamics of the
interaction, we instead search for an extended formulation of the model, which can
describe the deformations caused by such an interaction. In the following, we will discuss
individual adaptations to the original kinematic model, referring to the main model
assumptions: (1) constant curvature, and (2) in-plane deflection.

Constant curvature assumption. To relax the constant curvature assumption,
which describes that chord d4 is a function of θ3, we introduce a parameter θ4 that
expresses the deviation of the model from the coupled form shown in Figure 7.4(a).
The effect of this extra parameter is illustrated in Figure 7.4(b). In this last case, the
angle α is written as α=π−2(θ3+θ4). This couples the chord d4 to both θ3 and θ4, as
d4 = 2R sin(α/2) = 2R sin(π/2−θ3 −θ4).

This decoupling allows the catheter to bend with a curvature larger or smaller –
depending on the sign of θ4 – than the value predicted by the coupling, as illustrated
in Figure 7.5. In the original model, the coupling of parameters (chord d4 and curva-
ture 1/R) is established for bending in free space; the above analysis using the extra
parameter θ4 can be considered as an approximation of bending during interaction
with surrounding material. Note that we are still assuming that the bending part
forms a circular arc, even though the bending may have a different form in reality.
This simplifying assumption is necessary to allow a compact model representation,
since allowing a variable curvature along the length of the bending part would lead
to a very complex representation. Summarizing, by introducing the additional angle
θ4, the model retains it simplicity, but allows more flexibility in the curvature.

In-plane deflection assumption. The other main assumption of the free-space
model is that the catheter deflects in-plane, so that the proximal part O0O1, the
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Figure 7.5: Example of the effect of parameter θ4. (a) θ4 = 0, (b) θ4 = 0.15π, (c) θ4 =−0.15π.
Positive values of θ4 cause the bending section to be “squeezed” (R < L/(π− 2θ3)), while
negative values cause it to be “stretched” (R > L/(π−2θ3)).

bending section O1O4 and the distal shaft O4O6 remain on the same plane during
deformation. It is evident that when the catheter interacts with tissue, e.g. pressing
against the endocardium, this assumption may be violated. Although out-of-plane
deflection can occur anywhere along the catheter depending on the contact point(s)
with tissue, we choose to model the out-of-plane deflection of the bending part, as
this is the part where typically most of the bending occurs. The out-of-plane deflec-
tion is modeled as an angle θ7, which acts on the catheter from point O1 onwards
and causes the remaining part of the catheter to rotate with respect to its rigid base
O0O1. Figure 7.6 shows an example illustration of a notable out-of-plane deflection.

By removing the two assumptions of constant curvature and in-plane deflection,
the relations θ5 = π/2− θ2 and θ6 = π− θ2 do not hold anymore. We are forced to
consider these parameters as independent. To ease the formulation, we introduce
two new parameters, θ′5 and θ′6, which parameterize the difference of θ5 and θ6 from
the values predicted in the original model: θ′5 = θ5 −π/2+θ2 and θ′6 = θ6 −π+θ2.

Thus, we have introduced a seven-parameter extended model, where the free
parameters are d1,θ2,θ3,θ4,θ′5,θ′6,θ7. The formulation of the extra parameters as dif-
ferences with the original three-parameter model allows us to control the degree
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Figure 7.6: Example of the effect of the off-plane deflection parameter θ7 on the shape of the
bending section. (a) θ7 =−0.3π, (b) θ7 = 0, (c) θ7 = 0.3π. We have chosen large values of θ7

for clarity.

to which the assumptions are violated. For example, by constraining θ7 to a small
absolute value, we generate bending behavior with limited off-plane deflection.

It should be noted that the extended model proposed here does not comply any-
more with the Denavit-Hartenberg convention. However, this agreement with the
D-H convention is a requirement for minimal representation in problems related to
robotic control (e.g. inverse kinematics), and is not a requirement for NRSfM. There-
fore, we do not need to reformulate our model according to this convention for our
purpose.

7.3 Deformable reconstruction using NRSfM

In this section, we describe how the above kinematics model is employed in the
context of NRSfM. We first note that in Robotics problems, the interest typically fo-
cuses on the location and control of the robot’s actuator, which in this case coincides
with the catheter tip where the electrodes are enclosed. In our problem, we model
not only the actuator, but provide a 3D model of the entire length of the object. We
therefore sample between the joints at equidistant arc lengths to obtain Nk points
for k = 1, ..,3, where N = ∑

Nk , for the three parts of the catheter model. The object
shape thus consists of N 3D points S(θ), denoting a 3×N ×F tensor of shape point
coordinates. The coordinates of each 3D point are a function of the parameter vector
θ with elements d1,θ2,θ3,d4,θ′5,θ′6,d7. For the implementation of the robotics model,
we have used the toolbox of [139]. In the case of the extended model, the original
model pose is adapted according to the extra parameters, to create the final pose.

7.3.1 Rigid reconstruction and model initialization

Suitable initialization of the NRSfM parameters is not a straightforward task. Often,
it is assumed that a subset of points on the object are rigid [140], or that the shape
remains fixed for a few frames [134]. In the clinical scenario, it is very difficult to
immobilize the catheter, therefore we cannot use such assumptions.
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We assume that a set of 2D tracking data is available in the form as introduced in
Chapter 6, that is, as a 2×N ×F tensor x, where x f denotes the 2×N detected catheter
points for frames f , and xi f denotes point i in frame f . The subsequent initialization
of NRSfM includes several steps. First, a rigid reconstruction is performed from the
available 2D points (as described in Chapter 6), which gives a set of N 3D points
X0 that describe the catheter’s 3D pose if it had remained rigid. The sequence may
be divided into sub-sequences, to limit the amount of deformation during the sub-
sequence and ensure that each rigid reconstruction is close to the average position
of the points.

Before solving for the model deformation, the overall 3D position and orientation
of the model frame with respect to the true object position should be estimated. We
note that the first part of the model, O0O1, is rigid and coincides with the z-axis of
the D-H base frame. As the catheter may be heavily bent, we have avoided a linear
method such as PCA or SVD, to compute the dominant direction, as is done in other
NRSfM approaches. Instead, we fit the rigid part of the model to the first part of the
observed catheter.

The rigid registration is represented as a six-parameter transformation, where
three parameters stem from the rigid translation t = (tx , ty , tz )T , while the other three
parameters are used for the rotation. The rotation is modeled as a quaternion (as
discussed in Section 4.3.3) to ensure better numerical stability, since this is an inverse
problem. If q = (a,b,c,d)T is a 4×1 quaternion1, we compute a rotation matrix from
it, resulting in:

R =

 a2 +b2 − c2 −d 2 2bc −2ad 2bd +2ac

2bc +2ad a2 −b2 + c2 −d 2 2cd −2ab

2bd −2ac 2cd +2ab a2 −b2 − c2 +d 2

 , (7.2)

and the rigid transformation can be written as:

T =
(

R t
OT

3 1

)
. (7.3)

To estimate the rigid registration, we solve for the parameter vector p = [q|t], for
which the rigid part of the catheter model fits the rigid part of the measurements.
Since we are interested only in recovering the orientation and offset of the first part of
the catheter, we may set the remaining model parameters to any value. We compute
the model pose as S0(θ0), where θ0 = (d1(0),0,0,2L/π,0,0). We perform an optimization
to minimize the sum of distances between the first N1 points of the catheter model
and the first N1 points of X0, estimating the rigid transformation parameters as:

p0 = argmin
p

N1∑
j=1

|S0 j (θ0)−X0 j |. (7.4)

1Since we consider a unit quaternion with ||q|| = 1, there are three free parameters.
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7.3. Deformable reconstruction using NRSfM

This can be solved using any linear optimization scheme, for which we employ the
simplex algorithm [141]. Using the estimated transformation, we can transform the
model points to the object frame:

S̃(θ) = T

[
S0(θ)

1T
3

]
, (7.5)

where the notation 1N is used to denote a column vector of unity values, and S̃
denotes point S in homogeneous coordinates. As usual, we can obtain the non-
homogeneous 3×N shape by normalizing by the fourth row of S̃.

Next, we perform an optimization to obtain the kinematics parameters that best
match the rigid reconstruction, by solving:

θ̂R = argmin
N∑
j
‖X0 j −S(θ) j ‖2. (7.6)

Finally, small random variations are added to the deformation parameters.

7.3.2 Non-rigid Structure-from-Motion

The shape is observed by the X-ray camera, a projective camera with known cal-
ibration parameters, encapsulated in the 3× 4×F projection matrix P. The model
observations can be written as x̂i ∼ Pi Si (pi ), where ∼ denotes equality up to a non-
zero scaling. The true 2D coordinates of the projected shape x are obtained by 2D
tracking of the object. The NRSfM formulation then consists of solving for the shape
parameters that minimize the reprojection error. We also add a temporal smooth-
ness regularization term to ensure realistic deformation over time. The re-projection
error term consists of the difference between model and tracked positions, reshaped
to a 1×2N F vector:

rr epr = x̂i −x, (7.7)

while the temporal smoothness term is introduced using the Sobolev functional:

rt =∗ ∆θ
Rθ

, (7.8)

where ∗ a
b denotes elementwise division between vectors a and b, and Rθ is a vector

denoting the range of each parameter in θ. Thus, each parameter is normalized by
its range. The total cost vector can be written as the concatenation of the two cost
term vectors:

r = [
rr epr ‖λt rt

]
, (7.9)

where the parameter λt is used to control the amount of allowed temporal smooth-
ness. In all our experiments, λt = 1. The above formulation allows the Levenberg-
Marquardt algorithm to solve the problem:

p̂ = argmin‖r‖2. (7.10)
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In the above minimization, we consider all projection parameters known and
fixed, since C-arm systems are calibrated very accurately. However, if the calibration
is unreliable, the unknown projection parameters can be included in the optimiza-
tion, at the cost of a larger parameter space.

7.3.3 Initialization in case of rigid motion

The rigid initialization is the most crucial step in the above analysis. If the initializa-
tion is very far from the average 3D position of the catheter during its deformation,
then the following optimization can easily be trapped in a local minimum, as the 2D
reprojection error is by no means a convex function in its parameters. This means
that deformations that are very far from the true position of the catheter may still
give a low reprojection error.

In the analysis up to this point, we have assumed that the base of the catheter
does not undergo movement (rigid transformation) during the sequence. As a con-
sequence, only one overall rigid transformation needs to be estimated. The quality
of the rigid initialization, and the subsequent estimation of the rigid transformation
giving the position of the base in the sequence, depends directly on the extent to
which this assumption is violated. It can be intuitively understood that if the base of
the catheter moves, the reconstructed points and thus the estimated transformation
may be very different from the required function. An example of this is shown in
Figure 7.7.

Although the assumption of a rigid, static catheter base may hold in many cases
of catheter manipulation, this may be different when there is strong interaction with
surrounding tissue, e.g. when the catheter pushes against a wall. Examples of both
scenarios will be shown in the phantom experiments of this chapter. In such cases,
estimating a rigid reconstruction as described in the beginning of this section is not
a reliable way to initialize the algorithm.

The most straightforward approach would be to include the parameters of the
rigid motion in the overall optimization of Equation (7.10). However, this would
result in a severely underconstrained problem, as the number of parameters to es-
timate would explode, since six extra parameters per frame would be needed. This
would in fact be equivalent to solving for the case of a system with unknown extrin-
sic calibration. Instead, we split the problem into two separate estimation problems,
namely (1) rigid transformation and (2) deformation. The purpose of this separation
is that the former may provide a reliable initialization for the latter.

The applied method as follows: instead of first performing a rigid reconstruc-
tion and then fitting the rigid transformation T to this reconstruction, as is done in
Eq. (7.4), we calculate T directly from the 2D image measurements. Specifically, we
seek a parameter vector p, defining a rigid transformation T(p) , that minimizes the
reprojection error between the first N1 points of the model and the tracked catheter
points xi , i = 1, ..,F . The transform T acts on the original catheter model S0(θ0), such
that the transformed model can be written S = TS0 (omitting the parameter vector
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Figure 7.7: The 3D point moves to successive positions X1, ...,X5 and is projected onto 2D
points x1, ...,x5. Back-projecting from these points would result in point X̃.

θ0). The minimization can be described in the following formulation:

p0 = argmin
p

F∑
i=1

N1∑
j=1

(
xi j −si j

)
, (7.11)

where si j ∼ Pi Si j denotes the projection of the catheter shape S.
This step is performed using a moving window. For each frame f = 1, ..,F of

the sequence, with subsequence length F0, the transformation is calculated using
information from frames f −bF0/2c to f +dF0/2e. For f = 1, ..,bF0/2c and f = dF0/2e, ..,F ,
we repeat the solutions for f = bF0/2c+ 1 and f = dF0/2e− 1, respectively. For each
window, the result of the previous window is used as an initialization. In the first
window, the rigid transformation parameters are initialized randomly.

Of course, if there is pronounced rigid motion, the optimization may still be
trapped in a local minimum. However, there is a major difference between this ini-
tialization scheme and that of Equation (7.4). In the latter, the rigid reconstruction
is calculated pointwise, not taking into account the spatial relation of the points and
therefore, it has N Degrees of Freedom (DoF). The transformation estimated after-
wards in Eq. (7.4) has six DoF. By avoiding the rigid reconstruction step and directly
calculating T for the linear shape of the catheter base, we are in fact reducing the
DoF in the spatial configuration of the points to unity (since knowing the position of
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0.2 voxels/frame 1 voxel/frame 3 voxels/frame

Figure 7.8: Comparison between the two methods of obtaining a rigid initial registration
in case of rigid motion. In green, the successive 3D position of the catheter are shown for
different velocities. In blue: the pointwise reconstruction result used in Eq. (7.4). In red:
direct estimation of rigid transformation from 2D data, as described in Eq. (7.11). It can be
seen that the error of the direct estimation is smaller, especially for a fast moving catheter.

one of the N1 points in the original frame suffices). The added free parameters are
defined by the DoF of each of the estimated transforms, which are 6(F −F0).

A synthetic example illustrates the effect of rigid motion on the rigid initializa-
tion. We have constructed a synthetic catheter based on the Robotics model, with
d1 = 40 mm, θ2 = 0, θ3 = 0.2π and model order 3. The model catheter moves with a
constant velocity and direction, where the velocity is set to values in the range 0.2-
3.0 voxels per frame, and the reconstruction is performed using F = 10 frames. In
Figure 7.8, we show the difference between the two approaches for this dataset. It
can be seen that the rigid pointwise reconstruction is further from the true positions
occupied by the catheter, and does not preserve the catheter shape. By employing
the method described in Equation (7.11), the estimated transform provides points
that are much closer to the true positions.

However, it is noted that when the velocity increases, the solution will inevitably
be very far from the true position; observing a moving point with a moving camera is
an inherently underconstrained problem. Adding more views for the reconstruction
would not help in this case, but would rather have the opposite effect: introducing
more unknown parameters per frame and thus increasing the uncertainty. Nonethe-
less, this experiment shows that when the rigid motion is relatively constrained (to
within a voxel per frame), we may expect to obtain a reasonable rigid registration
result to initialize our algorithm.

Summarizing, we have proposed two approaches for the initialization of the
catheter model:

• Pointwise rigid reconstruction of each tracked catheter sample, followed by 3D
registration of the catheter model to the rigid reconstruction (Section 7.3.1);

• Direct optimization of the rigid model parameters using the 2D tracks (Sec-
tion 7.3.3). This approach is applied using a moving window, resulting in
several successive rigid reconstructions.
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7.3. Deformable reconstruction using NRSfM

As discussed, the first approach is more suitable when the base of the catheter does
not move, while the second approach can potentially deal with some rigid motion.
While the second approach is more flexible, it involves a larger parameter space and
therefore should only be applied when rigid motion is present.

The steps described thus far in this section comprise our proposed Robotic-NRSfM
algorithm. Given the input of 2D catheter tracks, in the form as described in Chap-
ter 6, first a rigid registration is performed, employing one of the two approaches de-
scribed above, depending on the conditions of the experiment. The catheter model
parameters are initialized by adding random perturbations to these rigid model pa-
rameters. A cost function is defined, comprising a reprojection error term and a
temporal smoothness term. Finally, the LMA is employed to obtain time-varying
model parameters that minimize the cost function. We give a conceptual recipe for
the implementation of the algorithm in the pseudocode of Algorithm 7.1.

Algorithm 7.1 Robotic-NRSfM
Input: x,P
Output: S . 3×N ×F catheter shape

if no rigid motion then
XR = Ri g i dReco(x,P) . Rigid reconstruction (as in Ch. 6)
XR1 = XR (1, .., N1) . First N1 points of XR

T̂ = 3DRi g i dReg i str ati on(XR ) . Eq. (7.4)
else

T̂ = E sti mateRi g i dReg i str ati on(x,P) . Eq. (7.11)
end if
θ̄0 = F i tRi g i d Model (XR , T̂) . Eq. (7.6)
θ0 = AddRandom(θ̄0) . Initialization adding random perturbations
θ̂ = LM A(Cost N RS f M ,θ0,P,x, T̂) . LMA, Eq. (7.10)
Ŝ =C athModel (θ̂, T̂)

Procedure: CostNRSfM
Input: θ,P,x,T
Output: r

Xi =C athModel (θ,T) . 3×N ×F catheter shape
xi ∼ PXi . 3D to 2D projection
rr epr = xi −x . Reprojection error, Eq. (7.7)
rt =∆θ./Rθ . Sobolev functional, Eq. (7.8)
r =∑

(rrepr|rT )2 . Final residual, Eq. (7.9)

7.3.4 Constraints in case of a bounding volume

All experiments and results described thus far in this thesis only make use of the
multi-view information in combination with known system calibration, without re-
quiring any pre-existing volumetric information. We have seen that other approaches
in literature attempting real-time 3D guidance of catheters or guidewires have com-
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bined the results of 2D tracking with a pre-existing 3D volumetric reconstruction
(e.g. of the vessel in which a guidewire is moved).

As clarified, our approach does not rely on such information, which requires
extra time, cost and a significant dose penalty. Additionally, the anatomical situa-
tions pre- and intraoperatively do not necessarily match, as the 3D volume is a static
representation of anatomy. It would be interesting, however, to examine whether
the non-rigid reconstruction would benefit from incorporating such information. In
some clinical scenarios, a 3D scan such as 3DRA is acquired beforehand, from which
it is possible to obtain a segmented volume of the vessels or the cardiac chamber
inside which the catheter is manipulated.

In fact, a simple implementation of such a constraint can be readily incorporated
in our algorithm. In the case of ablation catheter guidance, we assume that a seg-
mented binary volume V of the cardiac chamber is available, having non-zero values
at the voxels occupied by tissue. The catheter can move inside the non-occupied vox-
els, but can also push against the walls, in which case part of the catheter will appear
to be occupying non-zero voxels. We model this interaction as an extra term in the
cost function of Eq. (7.10), which penalizes positions inside non-zero voxels by:

rV = {
Dv (Si j )

}
, (7.12)

where Dv (Si j ) is the distance transform computed from the original binary volume
V, evaluated at point j of the catheter shape of frame i . This term can be introduced
as an additional (vectorized) term in the concatenation of Equation (7.9). The vol-
ume constraint is implemented as a soft constraint in the form of a penalty term,
instead of enforcing the constraint to be upheld exactly. The final cost function is
then written as:

r = [
rr epr ‖λt rt‖λV rV

]
. (7.13)

The parameter λV can be considered as an “elasticity” parameter: the higher the
value of λV , the harder it is for the catheter to push against the tissue. The cost vector
r computed from this expression is read-out serially and inserted as a long vector in
the optimization of Eq. (7.10).

7.4 Experimental results

In this section, we first describe the experiments performed for the validation of
the two catheter models, the original kinematic model of [137] and the extended
one proposed in Section 7.2.2, henceforth referred to as order-3 and order-7 models,
respectively. Afterwards, we elaborate on a set of both synthetic and phantom ex-
periments for both models.

7.4.1 Rigid model fitting

We first perform an experiment to test the suitability of the kinematics formulation
for modeling the catheter shape. In this experiment, an industrially available cardiac
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Order-3 model Order-7 model
Figure 7.9: Example results of the rigid model fitting experiment, shown from two different
viewpoints. Green color denotes the ground-truth volumetric reconstruction, while the cal-
culated model is shown in red. Note the better fit of the order-7 model as the catheter deflects
off-plane.

ablation catheter 2 is placed inside a heart phantom filled with water. The catheter’s
steering knob is used to bend it, while the deflection is applied by manually rotat-
ing it around the axis of its base. Different postures of the catheter are achieved in
this way, and for each of these postures a 3D rotational scan is made, from which a
full volumetric reconstruction is obtained, capturing the ground-truth shape of the
catheter and its position in the world coordinate system of the C-arm. During its de-
formation, the catheter moves inside the phantom while pressing against its walls.
The heart phantom walls are made of elastic material.

In total, 36 volumes are available, showing the catheter in different postures. The
3D position of the catheter is manually annotated in each of the resulting 3D vol-
umes and sampled as described in Section 7.3. To fit the catheter model, we proceed
similarly to the first steps of Section 7.3.1. First, the overall rigid pose is retrieved us-
ing the catheter base and employing Equation (7.4), with the annotated 3D points as
input. Next, we employ the Levenberg-Marquardt algorithm to retrieve the model
parameters that minimize the error between the model and the ground-truth 3D
measurements. In this case, the error to be minimized is the average Euclidean dis-
tance in 3D between model points and the annotated catheter points.

This experiment is performed both for the original three-parameter model of
[137] and for the extended model proposed in Section 7.2.2. The goal is to deter-
mine whether the extended model provides a benefit in describing catheter shape in
the case of a catheter pressing against an elastic wall. For both models, the distance
between ground truth and model points is measured along the entire length of the
catheter.

Figure 7.9 shows some characteristic examples of the results, while in Figure 7.10,
the corresponding error for both models is shown. The error curves represent mean

2Qwikstar 7F 26-pole catheter with 4 mm Tip/Thermocouple, sold by Biosense Webster.
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Figure 7.10: Error results in the rigid model fitting experiment. Mean and standard de-
viation are shown along the length of the catheter model. Points O1...O6 are as defined in
Section 7.2. The two curves (solid and dashed) in the middle of the figure show the means of
each model, while the smaller markers indicate standard deviations.

and standard deviation of the 3D error for both models, as calculated for all 36
frames. It can be seen both from the qualitative as well as from the quantitative
results that the order-7 model achieves a better fit than the order-3 model. The av-
erage error for the former is up to approximately 6 mm at the base and 5 mm at the
tip, while the order-7 model reduces this error to ≈ 4.5 mm and 4 mm, respectively.
The difference between the models is larger along the bending part of the catheter,
because at this part, the order-3 model fails to capture the off-plane deflection of the
catheter, which occurs in several frames of this sequence. The large standard devi-
ation observed in these results is due to the fact that in some cases (specifically, in
5 out of the 36 frames), the rigid transformation has not been estimated correctly. As
a result, the model fitting also fails in these cases.

It should also be noted that the error calculated here also includes the distance
along the length of the catheter between the model sample and its corresponding
measurement point on the ground truth. This is typically larger than the actual curve
distance, except for the two ends of the model, where it corresponds to the actual
point distance. We can therefore keep in mind that the error measures indicated
here are a conservative estimate of the actual curve-to-curve error.

This experiment indicates that the order-7 model is more suitable to describe
catheter deformation in case of interaction of the catheter with surrounding mate-
rial. However, the question remains if this model can also be used to retrieve the
deformation from multiple 2D images. To this end, we continue our analysis with
synthetic and phantom NRSfM experiments.
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7.4.2 NRSfM experiments

Since the catheter model is now validated, we proceed to test our Robotic-NRSfM
algorithm. To this end, we perform three types of experiments:

(1) Simulation experiments. Here, the convergence properties and accuracy bounds
of the algorithm are explored by varying different parameters. In these exper-
iments, we start with (A) the generic case of no previous 3D information, and
also treat (B) the special case where a bounding volume is imposed.

(2) X-ray experiments of a multi-view sequence with a moving catheter. A full rotational
scan is made, during which the catheter is manipulated inside a heart phan-
tom. Because the catheter deforms during the acquisition, no ground-truth
data is available in this case.

(3) X-ray experiments where the catheter is deformed in a step-wise manner. In each step,
a small increment is applied to the knobs controlling the catheter’s position
and shape, and a 3D scan is made. In this way, ground-truth positions are
available for each step and quantitative results can be obtained. However, the
catheter deformation created in this way is not smooth.

(1) Simulation experiments
A. Generic case without 3D information
To test the algorithm for stability and convergence, and to explore the accuracy lim-
itations, we have performed a set of simulations. A catheter is simulated using the
robotics model and deformed using a set of ground-truth parameters. The kinematic
parameters θ2 and θ3 are chosen randomly from a uniform distribution between
([0,2π] and [−π/2,π/2], respectively). For parameters θ4, θ′5, θ′6 and θ7 of the order-7
model, a smaller range of [−π/5,π/5] is used. The value for parameter d1, which
does not have natural minimum and maximum values, is selected from a Gaussian
distribution with µ= 40 mm and σ= 5 mm.

Next, random deformation parameters are added, drawn from a normal dis-
tribution with σ = dRθ. The parameter d is the deformation strength. These ran-
dom values are smoothed in the temporal domain using a moving average filter
of size Rθ frames (for each parameter, a size corresponding to its range is used).
The catheter shape is calculated for each frame of the sequence using the above pa-
rameters and the values d7 = 10 mm and L = 70 mm, both based on measurements
on a real catheter. The 3D shapes are then projected onto 2D to create the image
measurements, using a set of typical X-ray projection parameters, corresponding to
successive frames taken from a rotational sequence with a separation of 1.7◦. The
parameters varied in this experiment are:

(1) Deformation strength: {0.1,0.2,0.5,0.8,1.0};
(2) Number of views employed: between 5 and 50 views;
(3) Model order: 3 or 7 kinematics parameters per frame.
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Each run, using a different combination of parameters, is repeated 100 times
to observe the statistics of the results. Thus, the total number of experiments per-
formed is:

∣∣Def. strengths
∣∣× ∣∣Nr. of views

∣∣× ∣∣Model orders
∣∣× ∣∣Repetitions

∣∣ = 5,000.
The Robotics-NRSfM algorithm is then employed to solve for the 3D+T catheter
shape. In the results, we measure the following metrics:

• Average 3D error between the ground truth and the reconstructed shape,
• Convergence of the algorithm, measured as the percentage of runs that con-

verged to a solution,
• Number of iterations required by the LMA to obtain a solution.

The results are shown in Figures 7.11 and 7.12. In Figure 7.11, the 3D error for
the two models is shown as a function of the deformation weight d , where 5 and
30 views have been employed. It can be seen that there is a significant difference
between the two models in terms of the 3D error. Observing the curves for the case
of 30 views, we note that the error of the order-7 model (at the right) is approximately
two times larger. This occurs because in the 7-parameter model, the larger parameter
space may prevent the optimization from reaching the global minimum, as there are
more parameter combinations giving local minima that may also attract it.

Another observation is that in general, increasing the number of views decreases
the error. This is something we would intuitively expect given the analysis so far in
this thesis. However, the rate at which the error decreases differs for the two models,
as shown in Figure 7.12. The order-3 model benefits significantly already at 10 views,
while for the order-7 model the drop in 3D error is slower. This is because adding new
views in NRSfM also adds new parameters to be estimated. Therefore, for more complex
models the benefit of adding new views is may be overturned by the increase in the
dimensionality of the parameter space.

The deformation weight d captures the deformation strength of the catheter, but
it is not easy to grasp its physical meaning intuitively. Therefore, we have also mea-
sured the correspondence between d and the actual (average) catheter displacement,
to provide a reference. This correspondence is almost identical for the two models
(see Figure 7.15(a)).

B. Enforcement of a volume constraint
In this part of the simulation, we emulate the scenario described in Section 7.3.4 and
discuss its effect on the accuracy and robustness of the Robotics-NRSfM algorithm.

In order to enforce a volume constraint on the random ground-truth deforma-
tions, we work as follows. First, random catheter deformations are created as previ-
ously using different deformation strengths. For each synthetic sequence, the aver-
age position of the catheter is calculated. A volumetric constraint is then formed, by
placing a synthetic volume around this average position. The volume is formed by
a tube around the catheter body, ending in a sphere centered at the catheter tip. The
tube diameter is 4 mm and the sphere radius is chosen 5 mm.
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Figure 7.11: 3D error as a function of deformation weight for the two models employed.
Results are shown using 5 or 30 views for the reconstruction.
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Figure 7.12: 3D error as a function of the number of views (deformation weight d = 0.5).

The volume formed in this way does not constrain the original random catheter
deformation. Therefore, we perform an optimization, in which we seek new param-
eters that express random deformation inside the constraining volume. These parame-
ters should remain close to the original parameters, such that a random deformation
is still present. If θGT

0 are the original random parameters, Xq is the 3×N ×F catheter
shape derived from θq and V is the constraining (binary) volume, then the optimiza-
tion can be written as:

θGT = argmin
(∑∣∣(XGT

0 −XGT )|(λV D(XGT ,V))|(λt Dθ̃GT )
∣∣) , (7.14)
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Figure 7.13: (a) 3D error as a function of the number of views for fixed deformation weight
d = 0.5, with and without employing the volume constraint (VC) on the data. (b) 3D error as
a function of the deformation weight for 30 views, with and without employing the volume
constraint (VC) on the data. .

where the notation D(X,V) is used to denote the Euclidean distance of point X to the
closest point in volume V, and θ̃ = θ/Rθ denotes normalization of each parameter
by its range. The weight parameters λV and λt also absorb unit and range differ-
ences. The first and second term of the cost function have the same range, which
is constrained by the total volume size, e.g. a cube of 2563 voxels. The temporal
smoothness term has a different range and therefore λt includes a factor equal to
the volume size. Ignoring these factors, the selected values for the weight param-
eters are λV = 2 and λt = 1. The optimization results in a ground-truth dataset, in
which the deformation has been limited to lie within the bounding volume, thereby
producing a synthetic, constrained deformation dataset.

Similarly to the previous experiment, the 3D shapes are projected to generate
the 2D tracking data. The Robotics-NRSfM algorithm is then applied to obtain the
solution. Two different approaches are applied: first, we solve for the minimum of
the cost function of Equation (7.10), thus ignoring the existing volume constraint.
Second, we employ the cost function of Equation (7.12). Our goal is to examine to
what extent imposing the bounding volume improves the result of the algorithm.

The results are shown in Figures 7.13 and 7.14. In these figures, VC denotes
Volume Constraint. In Figure 7.13(a), it can be observed that for the order-3 model,
there is a marginal benefit from introducing the volume constraint. The benefit for
the order-7 model is much larger, especially when using a limited number of views
(5-10). This shows that by employing a volume constraint, the uncertainty for the
order-7 model is decreased and the optimization can now reach the global minimum.
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Figure 7.14: (a), (b) Percentage of simulation runs that converge to a solution, with and
without VC, for order-3 and order-7 models, respectively. (c) Average number of iterations
per frame required to converge, as a function of the number of views (d = 0.5).

This observation is strengthened by observing Figure 7.14(a-b), which show the
percentage of experiments that successfully reach convergence. It is noted that for
the order-3 model the convergence rate is quite high, even without employing the
VC. For the order-7 model, the VC provides a significant improvement in conver-
gence. When employing 30 views, this is more pronounced than for only 5 views,
because –as mentioned previously– adding more views in this case increases the un-
certainty. Figure 7.14(c) shows the average number of iterations per frame required
to reach convergence of the Levenberg-Marquardt algorithm. This is a measure of
performance for NRSfM, as the LMA is the most computationally expensive part of
the algorithm. The much larger complexity of the order-7 model can be seen from
the larger number of iterations required. The bulk of these iterations are spent on
runs that fail to converge. When the VC is employed, the number of iterations drops
to approximately twice that of the order-3 model. For the order-3 model, the gain is
approximately a factor of two.

The construction of the ground-truth data, being itself the solution to an opti-
mization problem, introduces a question on the role of the deformation weight d .
In Figure 7.15(a), it can be seen that there is an approximately linear relation be-
tween d and the catheter displacement. The slope of these lines is different between
the experiments with and without VC. This means that it is not possible to directly
compare Figure 7.11 to Figure 7.13(b), for the same d , since introducing the volume
constraint necessarily limits the range of deformation. This is because in the latter
figure, the results for which the VC was employed in the solution are compared to
results on the same data, in which the VC has been ignored in the solution, but is still
present in the generation of the ground truth.
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Figure 7.15: (a) Correspondence between deformation weight and actual catheter displace-
ment per frame, with and without employing a volume constraint. (b) 3D error as a function
of the average displacement per frame, with and without VC.

For the completeness of this analysis, we have also compared the 3D error be-
tween ground-truth data created with and without VC. In this case, we plot the
error against the displacement instead of d , since we are interested in the error as a
function of the true strength of deformation. Figure 7.15(b) shows the result. From
this figure, it can be concluded that the improvement of the results when employ-
ing the VC mainly stems from the fact that the VC constrains the movement of the
catheter itself, thus generating easier optimization problems. In fact, as observed in
Figure 7.15(b), for the same average displacement, enforcing the VC does not benefit
the 3D accuracy significantly.

(2) Phantom experiments
To test the suitability of the robotics model for our problem in the context of NRSfM,
we have performed a set of phantom experiments in the lab. An ablation catheter
was manually manipulated during a rotational scan. Two sequences have been
made, one with the catheter moving in free space (CathAir) and one inside a heart
model (CathHeart). The 2D tracking is performed manually on successive subsets of
30 frames. We avoid the use of automatic tracking in order to isolate the algorithm’s
performance from tracking errors. The rigid initialization is obtained as described
in Section 7.3.1.

In total, 122 views are available, from which we use 30 per sub-sequence. The
view separation is ≈ 1.7◦ between successive views. The sub-sequences are cre-
ated with an overlap of 20 frames, to measure the repeatability of the reconstructed
catheter positions.

In Figure 7.16, we show the re-projections of the model on the 2D tracking data.
We also overlay our result (reconstructed from 30 views) on the full 3D volume,
created using conebeam reconstruction from 122 views (total rotation angle of 220◦).

190



7.4. Experimental results

Model order 3 Model order 7

Figure 7.16: Example result snapshots for CathAir (top two rows) and CathHeart (bottom
rows). The 1st and 3d row show the 2D tracking data along with the initialization and
the final re-projected result. The 2nd and 4th row show snapshots of the 3D reconstructed
model, overlaid on the volumetric reconstruction (in green) of each dataset. Note the striping
artifacts in the volume due to the moving catheter. 191
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Robotic-NRSfM (order 3)

Quadratic NRSfM

Figure 7.17: Comparison between Robotic-NRSfM and the Quadratic-NRSfM model
of [134]. 1st and 3rd row: original image with 2D tracking and back-projected 3D model
overlaid. 2nd and 4th row: 3D reconstruction for each frame, overlaid on the complete
3DRA volumetric reconstruction.

In this volume, artifacts created by the moving catheter (as reconstructed from all
122 views) can still be seen as a blurry shadow, but this by no means provides a
ground truth for this experiment. It can be seen in the result of the CathHeart dataset
that the reconstructed position lies within the heart chamber against the wall, as
manipulated during the acquisition.

In the present experiment, we have also applied the quadratic NRSfM approach
as described in [134] and outlined in Section D.2. We have implemented the method
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Figure 7.18: Repeatability of 3D position of catheter, reconstructed using different multi-
view sub-sequences for the order-3 and order-7 model. Top row: CathAir, Bottom row):
CathHeart. The bars indicate the 25th and 75th percentile, where median value is marked
with a horizontal line. Crosses indicate mean value, with whiskers for standard deviation.

described in [134]. We have added two regularization terms in the cost function:
(1) a temporal smoothness term, similar to our method (and as described in [134]),
and (2) an arc-length preservation term. The latter penalizes changes in the total arc
length of the 3D model, not allowing the catheter to stretch along its length. Such a
term is necessary in this model, as opposed to the Robotics model, which is explicitly
designed with a fixed total length.

Despite careful regularization, with quadratic NRSfM, the optimization fails to
converge to a plausible solution, as seen in Figure 7.17. In our view, this may be
due to: (1) the larger parameter space in combination with the limited multi-view
data, and (2) the initialization, which is not (and cannot be) performed as prescribed
in [134], where the object is assumed to lay at its “rest” position for a few frames.
Instead, the initialization is obtained from a rigid approximation, and consequently,
the main axis of deformation fails to be estimated correctly and the strong bending
cannot be resolved.
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Model order 3
Frame 15 Frame 36

Model order 7
Frame 15 Frame 36

Figure 7.19: Some snapshot results of the “stop-motion” experiment. Top row: order-3
model, bottom row: order-7 model. Note the large error on the bottom left, due to false esti-
mation of the rigid transformation, corresponding to the large error shown in Figure 7.21(a).
The results shown here are with automatic rigid transformation from the 2D data as described
in Section 7.3.3, and correspond to the results in Figure 7.21 (a) and (b).
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Figure 7.20: Average displacement per frame of the catheter points for the “stop-motion”
dataset.
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Figure 7.21: 3D error for the “stop-motion” dataset. The dashed lines represent standard
deviations. (a) Error along the length of the catheter, averaged over the entire sequence. (b)
Error for each frame of the sequence, averaged over the length of the catheter. The y-axis label
is the same for both figures.

We can measure the error between successive estimations of the same point us-
ing different sub-sequences to measure the reproducibility of the results. This mea-
surement is shown in Figure 7.18. In this figure, the reproducibility in the catheter
reconstruction for the two datasets is shown as a function of two factors: the num-
ber of views employed for the NRSfM reconstruction and the model order used (3
for the original kinematic model and 7 for the extended model). It can be seen that
the reproducibility remains between 5-10 mm for both datasets, which is close to the
error limit expected from the experiment in Section 7.4.1.
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(3) Phantom experiments using “stop-motion animation”
It is difficult to design a multi-view X-ray experiment for deformable catheters, in
which the ground-truth catheter shape is available for each frame. To emulate such
a dataset, where a 3D+T ground truth is known, we have adopted the technique
of “stop-motion animation”, in which the catheter deformation is approximated by
small discrete steps. This dataset is the same as the one described in Section 7.4.1. In
each step, the catheter is manipulated slightly using the control knobs, and a 3DRA
scan is performed, giving a full volumetric reconstruction. In this reconstruction,
the catheter is annotated manually to provide the ground-truth 3D position. This
is repeated to create a 3D+T dataset, in which the catheter deforms while its posi-
tion is known. From this dataset, it is possible to select 2D views from successive
time steps as inputs for the NRSfM algorithm. In this experiment, we have used a
fixed view separation of 1.7◦, taken from successive frames in each of the 36 scans.
Both the order-3 and the order-7 model are evaluated. The NRSfM reconstruction is
thus performed using multi-view data, giving a 3D+T solution that can be directly
compared to the obtained 3D+T ground truth.

As can be expected, there is a significant drawback in the stop-motion tech-
nique. Due to the discrete steps, the motion created in such an experiment cannot be
smooth and there is no guarantee that it approaches the true motion/deformation
of a catheter in a clinical scenario. In practice, the control knobs do not have a lin-
ear response to the input applied, and even when applying approximately constant
-and as small as possible- increments (by manual control), the motion created often
exhibits sudden jumps, which are not repeatable. In this experiment, we have cre-
ated more than 70 such scans, of which only 36 are usable. In these, similar to the
previous experiment, we have used four different sub-sequences of 30 frames.

The fact that there is limited temporal smoothness in the dataset complicates
the task of our NRSfM algorithm, which explicitly assumes temporal smoothness
to be present in the data, as the cost function has a term exploiting this property to
constrain the solution space. Because of the abrupt motion variations in the data,
we expect the optimization to fail in properly resolving the motion. However, the
data collected in this way can still give an insight on the behavior of the algorithm
and provide us with a measure of the true 3D error. Figure 7.20 shows the average
displacement per frame for this experiment. When juxtaposing this to the analysis
of Section 7.3.3 (Figure 7.8), it can clearly be seen that the displacement per frame
(velocity) between frames 17-30 of this sequence is quite large and can be expected
to limit the success of NRSfM.

The 3D error results of the proposed Robotic-NRSfM algorithm, with automatic
rigid registration as described in Section 7.3.3, are shown in Figure 7.21 (a) and (b).
The results are organized both spatially (along the catheter length) and temporally
(per frame). In the first case, it can be noted that the error increases close to the
catheter tip, which is expected as the displacement at that point is maximal. In the
second case, we note the large error of the order-7 model (in the order of 60 mm),
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caused by erroneous estimation of the rigid transform. The wrong estimation is
propagated through the moving-window estimation until frame 30, where the er-
ror drops to a level lower than that of the order-3 model (≈ 20 mm). The order-3
model achieves an almost constant error of ≈ 30 mm throughout the sequence. This
is approximately five times larger than the error bound established in Section 7.4.1.

7.4.3 Discussion of the experimental results

In this section, we will recapitulate the results of the experiments described above
and discuss specific algorithmic aspects.

Convergence of the Robotic-NRSfM algorithm. For the order-3 model, between
80-90% of simulations (depending on the number of views) converge to a solution
when the average catheter displacement due to deformation is ≈ 2 voxels/frame.
The order-7 model has a lower convergence rate, due to the larger dimensionality of
the parameter space, which makes the optimization underconstrained.

Model selection. The original steerable-catheter model of [137] provides a com-
pact parametrization of catheter deformation. In this chapter, we have proposed an
extension of this model with four extra parameters, accounting for off-plane deflec-
tion and variable curvature. The extended model is able to describe deformations
that do not comply with the assumption that the catheter bends in free space. The
experiments have shown that this model fits more accurately to 3D measurements
of a catheter bending against an elastic wall.

However, in the NRSfM experiments, it has been discovered that this 7-parameter
model does not outperform the original 3-parameter model. Although the extended
model’s descriptive power is larger, the extension also hampers NRSfM optimization
due to the increased solution space. The larger parameter space leaves the optimiza-
tion underconstrained, which causes a low convergence rate and higher error for
the order-7 model compared to the order-3 model. The phantom experiments have
shown that when the order-7 model does achieve convergence, the error is similar
to that of the order-3 model. Therefore, we conclude that for the present application,
the original 3-parameter model is a better choice than the extended one.

Bounding volume constraint. In simulation experiments, we have examined the
effect of imposing a bounding volume constraint to guide the optimization process.
The experiments have shown that there is some benefit in the case of the order-7
model, especially when more than 10 views are employed. For this extended model,
the volume constraint improves the convergence properties as it restricts the solution
space. For the order-3 model, such benefit is negligible. However, when compar-
ing on the basis of actual catheter displacement, it has been shown that the volume
constraint does not contribute to a better solution. The main benefit is the physi-
cal constraints imposed by the presence of the volume and not their effect on the
optimization.

3D accuracy of the algorithm. The order-3 model achieves an accuracy of ≈ 3 mm
when 30 views are employed and the average catheter displacement is ≈ 2 vox-
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els/frame. This value forms a lower bound for the accuracy. The lower bound
is caused by a mismatch between the minimum of the 2D cost function achieved
during the optimization, and the true optimum solution, which is defined in 3D.
However, our experiments with rigid 3D-to-3D model fitting of the catheter (Sec-
tion 7.4.1) have shown that in practice, this lower bound cannot be reached, as the
model accuracy is lower than the accuracy of NRSfM itself.

Therefore, it is not surprising that in the phantom experiments the 3D error is
significantly higher. In the CathHeart/CathAir experiments, the reproducibility –our
only error measure as there is no ground truth– is close to 5 mm. However, in the
“stop-motion” experiment, the error increases significantly, as it is a combination of
three factors: (1) the inherent model error, as shown in Section 7.4.1, (2) the error
introduced by NRSfM itself (as discussed in the previous paragraph), and (3) the
lack of natural smoothness of the catheter deformation, as shown in Figure 7.20,
which is in contrast with the assumption of smooth motion included in the NRSfM
formulation.

The phantom experiments using the stop-motion dataset show a significantly
larger error than what we have found for rigid objects, e.g. in Chapter 6. However,
in the context of an essentially underconstrained problem, and given the added chal-
lenge of pronounced and abrupt deformation in this dataset, we consider this an
overall acceptable result of Robotic-NRSfM, as will be discussed in the next section.

7.5 Conclusions and outlook

In this chapter, discussing the final reconstruction layer of non-rigid objects, we have
explored the potential of multi-view X-ray to recover deformable 3D shape. Specifi-
cally, we have examined the scenario of a steerable catheter manipulated inside the
patient, while a multi-view acquisition is performed. The goal of our endeavor has
been to recover the 3D shape of the catheter for each frame of the sequence, using
only the multi-view 2D information. The above problem statement has led us to the
solution of Non-Rigid Structure-from-Motion, which deals with the 3D reconstruc-
tion of deformable shape from image streams. We have adopted this framework,
but instead of the models proposed in Computer Vision, we have selected a kine-
matic model from the field of Robotics. This choice is motivated by (1) the limited
number of views and small baseline, which restrict the amount of multi-view infor-
mation available, and (2) the existing physical constraints in the construction of a
steerable catheter, which can be readily incorporated in such a kinematic model.

Based on this model, we have constructed an algorithm that, given the 2D catheter
tracks and the system calibration as input, recovers its 3D+T shape. Simulation ex-
periments have shown that the algorithm achieves 3D accuracy in the order of 5 mm
when employing 30 views, while it converges in about 90% of the cases. Phantom ex-
periments in a catheter manually manipulated show the results between reconstruc-
tions made with different starting frames to be reproducible up to 3-5 mm. Even in
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a phantom experiment exhibiting pronounced rigid motion and significant abrupt
deformation, the average error remains around 35 mm.

After establishing the accuracy bounds of the algorithm, naturally the question
arises whether the accuracy is sufficient for the intended application. The target ap-
plication of the methods developed in this chapter, RF ablation, is performed inside
one of the heart chambers, which have an inner diameter in the order of centimeters
(≈ 4 cm for the left atrium). The goal of live 3D guidance would in this case be to dis-
tinguish the position and orientation the catheter tip with respect to the heart wall.
For this task, we estimate that a few millimeters of accuracy would be sufficient.
This is in agreement with the results presented in this chapter.

To the best of our knowledge, the above results are the first experimental results
reported on deformable 3D+T reconstruction of a catheter using only multi-view X-
ray with non-simultaneous acquisition. As such, they are bound to represent only
a preliminary state of research. However, we hold that the theoretical analysis pre-
sented here, along with the bounds established by the simulations and the insight
provided by the phantom experiments, create a promising picture. The above re-
sults, however preliminary, indicate that this technique can potentially provide live
3D guidance of catheter placement not only during a procedure, but even during
the actual manipulation of the catheter. This could provide invaluable insight in
ambiguous situations that arise e.g. during cardiac ablation. For this specific appli-
cation, our first experiments have shown that the Robotics-NRSfM algorithm per-
forms within the requirements.

However, in the course of this analysis we have also touched upon issues that
remain open for future research. We will briefly summarize these aspects in the
following, providing possible future directions.

Rigid registration. We have stressed the importance of a proper initialization of
the NRSfM algorithm, and proposed two approaches to perform it, namely point-
wise rigid reconstruction (Section 7.3.1) or direct optimization (Section 7.3.3). The
question remains how to choose between the two proposed approaches for rigid
registration, based on the presence of pronounced rigid motion. One direction may
be to detect such motion on-the-fly, and select the rigid registration method accord-
ingly. To this end, one may employ properties of the measurement matrix, such
as rank-4-ness, as proposed in [142], as a criterion to detect critical configurations
caused by, among others, 3D motion.

Remarks on parametrization. The kinematics model we have followed is for-
mulated according to the Denavit-Hartenberg convention. This convention is de-
signed with robotic modeling and control in mind, especially to allow unambiguous
solution of forward and inverse kinematics problems in 3D. Hence, the D-H con-
vention is not designed for multi-view reconstruction problems, so that it is unlikely
to be optimal for the posed optimization problem. An example of a problematic
parametrization is the deflection angle θ2, which takes values between 0 and 2π.
Small deviations of the catheter from a position defined by θ2 = 0 have a small effect
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on the 3D shape of the catheter, but may correspond to a large jump in parameter
space. A re-parametrization of the model to deal with such issues, possibly using an
angle-axis formulation like quaternions, is a conceivable solution to this problem.

Real-time aspects. In the context of the clinical application, the factor of com-
putational performance comes into play. Our present implementation in MATLAB
requires approximately 90 sec (on a single 1.6-GHz core) to process a 30-frame se-
quence, which is about 45 times slower than the typical 15-fps frame rate. However,
a fast, real-time implementation is achievable, as large parts of the initialization op-
erations can be parallelized (e.g. curve sampling, rigid transform estimation), while
in the optimization itself, exploiting the sparse structure of the measurement matrix
can speed up the LMA step. Such a fast implementation of the algorithm can run
simultaneously with the multi-view acquisition, providing continuous updates (after
an initialization of a few frames) of the catheter’s 3D position and orientation.

Clinical application issues. Within the context of this chapter, it has not been
possible to validate the algorithm on clinical data, as the required multi-view X-
ray data are not part of current clinical protocols and are therefore not available. A
protocol for a clinical trial in specific use cases can demonstrate the benefit of the
proposed approach. Dealing with clinical data would also pose a problem we have
not addressed here, namely that of cardiac motion. Theoretically, it would be possi-
ble to include a model for the cardiac motion in the initial registration step for each
frame. This would require a parameterized 3D cardiac motion model, and knowl-
edge of how this model specifically relates to the catheter motion. The parameters
of this model could then be estimated together with the rigid transformation in the
initialization step. An additional challenge here is that constraints typically imposed
in cardiac modeling, e.g. periodicity, do not apply in the case of arrhythmic patients.

By following the approach of multi-view 3D reconstruction, the obtained solu-
tion is based on the imaging data and modeling, without using additional modal-
ities. This enables a simplification of the workflow, a possible reduction in total
radiation dose, and an increase in the efficiency of the system. Another benefit of
this approach lies in the potential of Robotics modeling, which represents objects in
terms of their essential relevant properties. This leads to a descriptive, yet compact
representation of the catheter, a crucial requirement in multi-view X-ray.

Finally, we emphasize that the proposed Robotics modeling can be more gener-
ally applied to include several different types of objects, which broadens the scope
of our solution. The Robotic formulation is modular, allowing many categories of
man-made objects, including surgical instruments, to be expressed in terms of sim-
ple parameterized models. This allows the approach of this chapter to be applied in
the context of a generic interventional system to several clinical applications. In the
concluding chapter of this thesis, we will elaborate on such possibilities, which are
enabled by the core result achieved in this chapter: 3D+T guidance from multiple
2D images.
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CHAPTER 8
Conclusions

I never see what has been done;
I only see what remains to be done.

Buddha

Abstract

This thesis has presented techniques for 3D modeling and reconstruction in image-guided interven-
tions, enabled by multi-view X-ray. We have developed the architecture and algorithms of a complete
multi-view X-ray system, which can perform 3D reconstruction on different levels: single points, rigid
curvilinear objects, and non-rigid objects. This system can achieve good 3D accuracy while requiring
only a limited C-arm motion. In the concluding chapter of this thesis, we will summarize these results
and offer some perspectives on the future. We start with an outline of the scope and the most impor-
tant findings of each individual chapter. This is followed by a specific discussion on the individual
research questions that were posed at the start of this thesis. Finally, we conclude with a reflection on
remaining key issues and a future perspective for multi-view X-ray, where we focus especially on the
new applications enabled by the research described in this thesis.
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8. CONCLUSIONS

8.1 Conclusions to the individual chapters

Chapter 2: X-ray image acquisition and image quality.
In this chapter, we have contributed a new method for full-reference image-quality
assessment that operates in the information domain. In our method, Shannon’s
noisy channel coding theorem is applied to X-ray images, after a special transfor-
mation step designed for X-ray photon noise, such that the noise becomes signal-
independent and Shannon’s theorem applies. The phantom experiments performed
have shown that the proposed information capacity metric corresponds well to the
introduced variations. Specifically, changes in contrast, sharpness and noise are di-
rectly reflected on the metric. Another important aspect is that our metric responds
to non-linear operations, making it suitable not only for the assessment of system
performance, but also for advanced image processing algorithms. This aspect en-
ables the quantification of the trade-off between X-ray dose and the performance
and corresponding quality of the image processing.

Chapter 3: Feature point detection and tracking.
This chapter has dealt with aspects of 2D feature representation, detection of in-
terest points, and tracking of points in multi-view sequences. The results of these
operations form the input for the 3D reconstruction techniques discussed in the fol-
lowing chapters. We have developed a new method for the evaluation of interest
point detectors in non-planar scenes, such as those encountered in X-ray imaging.
Based on the results of this evaluation, we have opted for a combination of two
corner detectors (multi-scale Harris and normalized curvature) and two blob detec-
tors (Laplacian-of-Gaussian and Determinant-of-Hessian), which together provide a
compact representation of image information, while each capturing a different type
of feature. We have also presented a tracking scheme that provides feature point
tracks in a multi-view sequence, by fully exploiting the available geometric con-
straints. Results on six different multi-view X-ray sequences have shown that this
technique succeeds in establishing robust feature point tracks, which can be used as
an input for the 3D reconstruction step.

Chapter 4: 3D point reconstruction.
In this chapter, we have explored 3D reconstruction at the first reconstruction layer:
that of individual points. We build a multi-view framework designed for the C-arm
base X-ray source-detector system, which can be viewed as an equivalent camera.
The chapter reports the first extensive synthetic experiments, aimed at exploring the
accuracy limitations and viewpoint requirements of multi-view X-ray. The synthetic
experiments provide as a general guideline that 5-10 views with a view separation
of 1.7◦ are sufficient for an accuracy in the order of 1-2 mm, for pixel-accurate 2D
point detection. Similar accuracy (to within a few mm) is achieved in the phantom
experiments, where the 2D detection and tracking accuracy has been identified as
the crucial factor for the 3D reconstruction accuracy.
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Chapter 5: Detection and tracking of curvilinear models.
At this point of the thesis, we depart from the level of detecting, tracking and recon-
structing single points and move on to object models. This chapter focuses on locat-
ing curvilinear object models in 2D images, with the goal of locating catheters, nee-
dles, etc. This task is complicated not only by the image quality conditions (e.g. low
contrast-to-noise ratio), but also by the presence of multiple objects, which are often
crossing or overlapping. We have proposed a solution to this challenge, termed SPD-
RANSAC, which employs randomized fitting while exploiting the available image
information to guide the model estimation. Results on clinical X-ray sequences have
shown that SPD-RANSAC outperforms a state-of-the-art algorithm in detection and
correct endpoint localization of catheters and needles. We have also developed a
curve tracking algorithm, based on the geometrically-constrained tracking of Chap-
ter 3 and a curve cost function, which can be adapted to the curvilinear object at
hand (needle or catheter). The results of this curve tracking form the input for the
3D model reconstruction of the next chapter.

Chapter 6: 3D reconstruction of rigid curvilinear models.
This chapter has brought us to the core problem of this thesis, which is the 3D recon-
struction of curvilinear objects. Here, we have developed techniques that provide a
3D representation of a curve given its 2D projections, by combining the techniques
of 2D model estimation, 2D+T tracking and 3D camera modeling of the previous
chapters. It has been noted that the sampling of the 2D curves is an important factor
in the success of the 3D reconstruction, for which we have developed two sampling
schemes: an equal-arc-length sampling between two endpoints, and a sampling at
fixed arc-length intervals from one endpoint. The former is more suitable for the
reconstruction of entirely visible objects (e.g. needles), while the latter can be used
when only one endpoint is visible (e.g. catheters). Once the correspondences are
available, we proceed to the reconstruction, which is performed in a pointwise man-
ner, followed by a smoothing-spline fitting step, and an optional non-linear opti-
mization step. We have shown that the achieved object reconstructions are accurate
up to 1-2 mm for phantom datasets and around 5 mm for most clinical datasets,
which is sufficient to resolve ambiguities in many applications.

Chapter 7: Non-rigid 3D reconstruction of steerable catheters.
Finally, we have extended the methodology of multi-view X-ray reconstruction to
the case of deformable 3D shape, specifically for steerable deforming catheters. To
this end, we have employed the framework of Non-Rigid Structure-from-Motion,
in combination with a low-complexity kinematic model from the field of Robotics.
Several issues, such as the complexity of the model and the initialization of the re-
construction, are analyzed and successfully resolved. The synthetic and phantom
results of the chapter demonstrate that we have can recover the 3D shape of the
catheter for each frame of the sequence, using only the multi-view 2D information.
This is a novel achievement in the field of medical imaging.
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8.2 Discussion on research questions and contributions

We now return to the research questions posed at the beginning of this thesis (Sec-
tion 1.4.4), regarding the main elements of this research.

RQ1: 2D detection and tracking of multiple curvilinear objects

RQ1a: Is it possible to design algorithms for the simultaneous detection of multiple curvi-
linear objects in a multi-view X-ray sequence?
RQ1b: Can the above-mentioned detections be extended to tracks over multiple views?
RQ1c: How should the results of the tracking be integrated in the complete multi-view re-
construction system?

The first question (RQ1a) has been dealt with in Chapter 5. The proposed SPD-
RANSAC algorithm is a generic multiple-model estimation algorithm, which has
been employed here to the specific problem of multiple curve detection. It has been
shown that the algorithm succeeds in this task, while at the same time correctly
localizing the endpoints of these curves. Especially correct endpoint localization is a
crucial requirement for X-ray imaging, which is enabled by our approach.

For the second question (RQ1b), regarding the tracking of the detected models in
a multi-view sequence, two chapters are relevant. In Chapter 3, we have proposed
an efficient, geometrically-constrained tracking scheme, which is also suitable for the
rejection of false detections. This enhances the detection and provides more reliable
tracking results for the 3D reconstruction. The previous tracking algorithm has been
further extended in Chapter 5 for curvilinear objects, by employing a cost function
combining geometry and shape terms to deal with the specific properties of curve
models.

The integration of the tracking results in the multi-view framework (RQ1c) has
been extensively discussed in Chapter 6. The correspondence problem for curvilin-
ear objects, which is a direct consequence of the aperture problem, has been high-
lighted. Two different sampling schemes, based on equal-arc-length and fixed-arc-
length sampling, are proposed for the generation of these correspondences. Each
sampling scheme is better suited for a particular application category, and thus spe-
cific application constraints can be taken into account in the design of the multi-view
reconstruction system.

RQ2: Accuracy of 3D reconstruction and related requirements

RQ2a: Can we obtain accurate 3D reconstructions using only a small number of X-ray
views acquired with a limited C-arm motion?
RQ2b: What are the main factors affecting the 3D accuracy and their influence?
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Research question RQ2a forms the central focus of this thesis. The specific as-
pects of this question have been dealt with in Chapters 4 and 6. In Chapter 4, the
basic requirements and accuracy characteristics of multi-view X-ray have been de-
scribed and established through simulation and phantom experiments. The analysis
described in this thesis is the first, to our knowledge, analytic treatment of multi-
view X-ray in terms of projective geometry and with the goal of sparse object/model
3D reconstruction. We have established that it is possible, by employing this ap-
proach, to obtain point or model reconstructions that are accurate to within a few
millimeters.

Regarding RQ2b, it has been emphasized that the most critical parameter influ-
encing accuracy, as identified during the modeling and simulation but also estab-
lished from the experiments, is the accuracy in the 2D point or model detection.
Therefore, it is not surprising that such a large part of our work deals with 2D mod-
eling. Such 2D inaccuracies are not limited to the detection error, but can also be
generated by later stages of the processing. In Chapter 6, we have described a spe-
cific scenario in which this occurs during the correspondence generation between
curvilinear objects. The influence of 2D accuracy on 3D accuracy has been exten-
sively analyzed and presented in Figures 4.7 through 4.11 of Chapter 4.

RQ3: 3D reconstruction of deformable objects

RQ3a: Can we achieve a 3D reconstruction of a deformable object with a time-varying shape,
using multiple views that were not acquired simultaneously?
RQ3b: What are suitable models and related requirements for such a reconstruction?

This is a forward-looking research question, addressed in Chapter 7. The 3D re-
construction of a moving/deforming object using a moving camera is a new research
field, even in computer vision. In medical imaging and specifically in X-ray, our ap-
proach is –to our knowledge– the first Non-Rigid Structure-from-Motion approach
for deformable object reconstruction. We have shown that such 3D+T reconstruction
is achievable and presented results for the case of steerable catheters, in response to
RQ3a. The requirements pertaining to model selection (RQ3b) have been identified
as well. The most crucial requirement for deformable reconstruction in the case of
multi-view X-ray, is the suitability of the deformation model. Specifically, the model
should describe object deformation in a compact way, such that the parameter space
remains limited. We have found such a model for catheters in the field of Robotics,
and have shown that it allows a non-linear optimization scheme to solve for shape
and motion simultaneously. Another important algorithmic requirement pertains to
the rigid initialization of the NRSfM algorithm. We have extensively discussed this
aspect and proposed a suitable initialization scheme, although it has been noted that
this issue requires further analysis.
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8.3 Key issues and open questions

The new field of multi-view X-ray offers a wide range of possibilities for better im-
age guidance. In this work, we have provided a first analysis of its potential, re-
quirements and application scope. Inevitably, our analysis cannot be complete; we
will now present some thoughts on issues we deem of key importance, which have
remained open for future research.

Object modeling is a key enabler of the type of 3D reconstruction described in
this thesis. The limited amount of multi-view data makes volumetric reconstruc-
tion in the traditional sense impossible to achieve with sufficient quality, leading to
a need for articulated object models. Although a priori knowledge is regularly in-
corporated in various algorithms and for different goals in medical imaging, this is
typically done in a case-by-case scenario, and not in a structured and generic fash-
ion. Instead of only clinically-driven aspects, a taxonomy of medical imaging ap-
plications according to image analysis criteria would enhance the possibilities and
the re-usability of object modeling for 3D representation. This would also allow to
broaden the scope of the research presented here, which is now limited to curvilinear
objects, and include other types of objects as well, even parts of the anatomy.

The issue of motion modeling has also arisen, as a potential extension for non-
rigid reconstruction. Modeling of cardiac motion is an active research topic, which
at present cannot provide a simple, compact model to be combined with NRSfM.
Cardiac motion being complex, one must first carefully select the aspects that are
truly relevant in the catheter deformation, possibly reducing the dimensionality of
the problem. Such a reduction would be necessary for solving the extended, more
complex catheter motion model. Moreover, a distinction must be made between
rigid and non-rigid motion. The former is equivalent to a motion with respect to the
camera, which introduces extra ambiguity as the camera pose becomes unknown.

Finally, we have noted that the key aspect in achieving non-rigid 3D reconstruc-
tion is a good balance between two aspects: the compactness of the parameter space and
a sufficiently rich object model. The first aspect allows the algorithm to reach a solution
given the limited multi-view information, whereas the second provides an accurate
and realistic object representation. Although we have analyzed this issue for the
case of steerable catheters modeled as continuum robots, this analysis has only a
limited scope. Future research would greatly benefit from a better understanding of
the above mentioned trade-off, as it would motivate better model choices for each
application.

8.4 Future perspectives for multi-view X-ray

We will now address some issues regarding the application of this approach in a the
real clinical scenario. First, we will discuss system requirements to enable multi-
view X-ray applications. Second, we present a number of clinical applications that
may benefit from the 3D information offered by multi-view X-ray.
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8.4.1 System requirements

In all experiments presented in this thesis, the multi-view content has been gener-
ated by using the existing rotational protocols available in the interventional suite.
Of course, these are not suitable for a real-world application, as they sweep angles
of more than 220◦. The first requirement would therefore be the implementation of a
stable and repeatable motion protocol for the C-arm that can sweep smaller angles,
which could preferably be adapted to the acquisition protocol. Although we have
been limited to a linear motion, other types of trajectory of the C-arm (such as e.g. a
circle) could also be applied, in order to further minimize any discomfort to the staff
and patient by the C-arm motion.

An additional requirement stems from the demand that the X-ray camera is cal-
ibrated, to ensure a metric reconstruction. This means that the above-mentioned
motion protocol should ensure that the C-arm positioning is repeatable, such that
the camera pose can be reliably retrieved. As we have seen, the rotation accuracy
does not need to be as high as for the volumetric acquisitions, since the multi-view
reconstruction can handle some perturbations in the rotation. Currently, C-arm po-
sitioning in fluoroscopy is accurate to about one tenth of a degree, which is sufficient
for multi-view.

The algorithmic work presented in this thesis has shown that accurate 3D recon-
struction from a few views is feasible, but has not specifically addressed real-time
aspects. However, any implementation in a real-world clinical scenario poses this
question urgently. Most of the core algorithms presented here (feature point detec-
tion, matching and tracking, 3D point reconstruction) have the potential to execute in
real-time, and similar algorithms are in fact incorporated in the X-ray or other com-
mercial imaging systems. The more novel algorithmic aspects of this thesis, namely
the multiple-model estimation using SPD-RANSAC and the NRSfM optimization,
do not currently operate in real-time. However, by employing the computational
power typically available in the workstation of an interventional system, and ex-
ploiting the potential for parallelization (e.g. in the RANSAC sampling) would re-
sult in a significant speed-up. Employing intelligent optimizations to bring the ex-
ecution time down to the required 15 frames/s is left as a challenging exercise for
talented software engineers.

8.4.2 Potential applications

Clinical applications
We have already seen how multi-view X-ray object reconstruction can be employed
to catheter guidance for cardiac ablation. However, we can envision other clinically
relevant objects that can be modeled and reconstructed. In cardiology, the success
of valve repair or replacement depends to a large extent on the precise placement
of the valve itself. The repair of structural heart disease using a shunt could also
be facilitated by reconstructing a 3D model of the shunt with a few views. This 3D
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model can be overlaid on a pre-existing 3D volume of the heart, such that the correct
placement of the shunt can immediately be verified.

In many cases in vascular disease, navigation inside a vessel is essentially a “one-
dimensional” problem, where 2D imaging suffices for guidance. However, in cases
of larger cavities, such as e.g. an Abdominal Aortic Aneurysm (AAA), the naviga-
tion often becomes ambiguous, as the catheter can move in several directions. In
such a case, 3D guidance can alleviate this ambiguity.

In another range of applications, the navigation is performed inside the soft tis-
sue and not inside a vessel. These are mainly needle-based operations such as ver-
tebroplasty, tumor biopsies, etc. In these applications, multi-view X-ray can recover
the full 3D position of the needle without the need for an additional 3D volumetric
scan, thereby drastically reducing the radiation dose to the patient.

Applications enabled by multi-view X-ray
Apart from the direct application of multi-view X-ray in a clinical scenario, a number
of additional possibilities emerge in a system in which multi-view techniques are
enabled. We briefly mention a few examples in the following.

Interventional X-ray is increasingly combined with other imaging inputs, such as
MR, CT, (3D)US, IVUS, etc. The 3D information obtained by multi-view X-ray imag-
ing can be beneficially employed for multi-modality image registration. The main ad-
vantage in this case is that the multi-view content can be employed either in the 2D
or in the 3D domain, thus offering a flexible solution for registration with the large
range of modalities employed in and around the interventional room. This places
multi-view X-ray in a central position in the future interventional system, where it
can function as the live imaging link, employing true 3D information, between the
different modalities.

2D image analysis and processing often relies on content-based information to per-
form enhancement or detection operations. The content of the images, however,
stems from the 3D world, and incorporating 3D information can improve the re-
sults of 2D processing. One prominent example is that of motion estimation for image
enhancement and object detection. The superposition of different 3D structures in
the human body is a complicating factor for these techniques, since different depth
layers cannot be readily distinguished only from 2D information. By employing
multi-view techniques, it is possible to identify different motion layers at different
depths, which serve as an input for the selection of the relevant feature points in
the 2D processing. This results in better enhancement and more robust detection
algorithms.

Currently, system calibration is performed at regular intervals by a service engi-
neer. However, by fully exploiting the multi-view framework, image-based self-
calibration of the system can be performed automatically at idle time or even online,
with a minimal amount of human intervention and without the need for special
training. This will increase the efficiency of future systems.
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In conclusion, the work discussed in this thesis has provided a first analysis of
the significant potential of multi-view X-ray. The most important algorithmic as-
pects have been identified, and a full system for 3D guidance during interventional
procedures has been proposed. We envision that bringing this approach closer to
clinical practice will add a substantial benefit to current image-guided interventions,
by increasing clinical insight, supporting live 3D guidance, and contributing to the
safety and effectiveness of procedures. At present, the work in this thesis is consid-
ered to be experimental, providing the analysis and algorithmic guidelines for the
application of multi-view X-ray. It is our firm belief that in the coming years, live 3D
imaging will become ubiquitous in the interventional room, providing intuitive and
insightful guidance, in correspondence with the actual 3D nature of the clinical task
at hand.
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APPENDIX A
Background on clinical applications of

IGI

In this appendix, we will provide a coarse taxonomy of X-ray imaging applications,
with some examples from each category. A broad distinction can be made between
diagnostic X-ray, where the image information is used for diagnosis in an off-line
fashion, and interventional X-ray, where images are acquired in real-time during
minimally-invasive interventions, providing live guidance to the clinician. We elab-
orate here on interventional X-ray applications, since this category of applications
is of direct relevance to this thesis. A brief, and certainly not complete, list of such
applications, categorized by medical specialty, is given below.

Cardiology. In cardiology, IGI procedures can be generally divided into two cat-
egories: angioplasty and treatment of structural heart disease. Angioplasty involves
procedures, during which stenoses (or even obstructions) of the coronary vessels
are opened, by use of a balloon catheter, inflating to push the vessel walls to open;
often, a wire mesh stent is placed to prevent restenosis. The second category of car-
diac interventions involves the correction of either heart defects, either congenital
(present at birth) or acquired. Common conditions in this category are defects of
the heart valves, which are treated with percutaneous valve replacement, and Ven-
tricular Septal Defect, a hole in the cardiac wall between the ventricles, for which
minimally invasive surgery is also the option of choice.

Electrophysiology (EP). EP procedures deal with the electrical activity driving
the heart’s function. Abnormalities in the electrical system result in various types
of arrhythmia (irregular heartbeat). Fibrillation is a common form of arrhythmia, in
which the heart beats rapidly and irregularly. It can occur either in the atrium or in
the ventricle, the latter case being often fatal.

Arrhythmias are treated by cardiac ablation, in which the electrical conduction
system of the heart is manipulated to block the pathways causing the arrhythmia. In
IGI, this is done by first performing an electrophysiology study, in which a mapping
catheter is used to measure signals at various locations inside the heart to locate
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the abnormal activity. This is often combined with a pre-operative 3D volume of the
heart chamber to aid 3D localization. Then, radio-frequency (RF) ablation is performed,
where an ablation catheter applies heat generated by high-frequency (300-750 kHz)
alternate current to cauterize the target tissue. Sometimes, cryoablation is performed,
where the tissue is destroyed by freezing. Localization of the catheter in this proce-
dure is crucial for the successful outcome, to ensure treatment of the correct location
and to avoid cauterizing healthy tissue.

Neurology. Treatments here involve the cerebral vascular system and the spine.
Aneurysm repair is an application where IGI is a viable (and often the only) option, es-
pecially for high-risk patients. For cerebral aneurysms, a catheter fills the aneurysm
with thin coils to cause blood coagulation (clot) and reduce the pressure inside the
aneurysm, see Figure 1.2(b). In Abdominal Aortic Aneurysms (AAA), a potentially
life-threatening condition, grafts are inserted to redirect blood flow away from the
aneurysm and prevent rupture.

Angiology. Treatments of the peripheral vascular system include, among oth-
ers, treatment of thrombotic veins, embolization of arteriovenous malformations
(short-circuits between arteries and veins), and angioplasty of peripheral arteries.
Aneurysms occurring in the peripheral vascular system, such as Abdominal Aor-
tic Aneurysms (AAA) or Thoracic Aortic Aneurysms (TAA), can become very large
(more than 7 cm in diameter), and their rupture can be fatal very quickly. Endovas-
cular Aneurysm Repair is a minimally invasive procedure, in which a custom-made
stent graft (a stent covered in fabric) is placed inside the aorta. The construction of
the graft is such that blood flow to the aneurysm is reduced, while flow to vessels
connecting to the aorta and feeding organs (e.g. the kidneys) is spared. The place-
ment of the graft, under fluoroscopic guidance, is a very delicate procedure, where
the goal of treating the aneurysm is weighed against the risk of blocking blood flow
to important organs.

Oncology. Cancer treatment has also benefited from the option of IGI. Emboliza-
tion is applied to block the blood supply to tumors, and can be divided into chemoem-
bolization (where the particles blocking the flow are coated with chemotherapeutic
drugs) and radioembolization (where radioactive particles are used). Ablation tech-
niques can also be employed to destroy cancer tissue.
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APPENDIX B
Image Quality using a linear systems

theory approach

A first approach for image quality assessment is to follow the reasoning of Linear
Systems Theory. Such an approach has been developed by [21], and is based on
Fourier analysis of X-ray imaging. Given that a set of assumptions are satisfied, this
allows the use of commonly applied metrics such as the SNR, and others that are
more specific to detection, such as the DQE.

The assumptions associated with this approach can be summarized as follows:

• Ergodicity: it must be possible to derive the ensemble (temporal) statistics from
the spatial statistics, and vice versa

• Wide Sense Stationarity: at least the two lowest order statistics (mean and vari-
ance) must not change with time

• Linearity: the system must have a linear response

• Shift Invariance: the response of the system must not depend on the particular
position on the image where the object lies

The first two requirements are satisfied in the case of X-ray systems. The third
and fourth requirements, jointly referred to as LSI (linear shift-invariance) are not
met. Often, however, the response can be approximated sufficiently with piecewise
linear functions. The X-ray system is in general not shift-invariant; for example, we
have seen that geometric blur varies with the position in the image. However, mea-
suring in a small field in the center of the image can minimize this effect. Sampled
systems also pose a limitation to shift-invariance. This is circumvented by assessing
the pre-sampling characteristics of the system.
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B.1 Image quality metrics

The metrics associated with the Linear Systems approach are described in the fol-
lowing.

A. Signal to Noise Ratio (SN R)
The signal-to-noise ratio is a well-known metric applied in general imaging, defined
as:

SN R = S

N
, (B.1)

where S and N are the mean signal and square root of noise power, respectively. It
can be evaluated in a linear or logarithmic (typically base 10) scale. Often, the Peak
Signal to Noise ratio is used (PSN R), where the peak value of the signal appears
in the numerator. When the noise is Gaussian and white, the standard deviation σ

suffices as a description of the noise power.

B. Contrast to Noise Ratio (C N R)
This figure describes the relation between contrast C , as defined in Equation 2.1, and
signal to noise ratio:

C N R = C

N
= ∆

S
· S

N
, (B.2)

where ∆ is the difference between signal and background, and S is the mean sig-
nal. In its simplest form, contrast requires defining an object-of-interest and uni-
form background, but generalizations exist, such as calculating the mean contrast or
defining a local contrast measure [143].

In practice, the information-carrying part of the signal is always defined as the
difference between signal and background. Therefore, in the remainder of this dis-
cussion, signal will refer to the above defined ∆, as opposed to the absolute value of
the signal. According to this convention, the SN R and C N R will coincide.

C. Modulation Transfer Function (MT F )
The MTF describes the transfer characteristics of the system in the frequency do-
main. It is given by the relation:

MT F = |OT F (u)|
OT F (0)

= |F (PSF )|, (B.3)

where OTF is the Optical Transfer Function, which is the characteristic function of
the system, and u describes spatial frequency and can be written as u = ( fx , fy ) for
two-dimensional images. OT F (u) is in fact the Fourier transform of the Point Spread
Function (PSF), which is the impulse response of the system (its response to a Dirac
pulse). The MTF is its magnitude normalized by the zero-frequency value of the
OTF.

The MTF describes the transfer of sharpness and detail, and the blurring behavior
of the system. Although using this quantity assumes a linear system, in practice
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piecewise linearity is considered to be sufficient, which allows the MTF of a cascade
of components to be calculated as the product of the individual transfer functions.

D. Noise Power Spectrum or Wiener Spectrum (NPS)
The Noise Power Spectrum gives a more complete description of the noise character-
istics than the noise variance alone, for the case of colored noise. It can be calculated
as the Fourier transform of the auto-covariance of a uniform image:

N PS(u) =F
{
KSS (x, y)

}
, (B.4)

where KSS (x, y) = E [(S(x0, y0)− S̄)(S(x0 +x, y0 + y)− S̄)], and S(x0, y0), S̄ are the signal at
a given point (x0, y0) and its mean, respectively.

In practice, the power spectrum cannot be calculated from this definition, as it
requires knowledge of the true signal statistics. In the following, we estimate the
power spectrum of a signal by the squared modulus of its Fourier spectrum, so:

PS ( fx , fy ) = |F (S(x, y))|2 =F (s(x, y)) ·F ∗(S(x, y)), (B.5)

where F ∗ denotes the conjugate of F .

E. Noise Equivalent Quanta (NEQ)
The NEQ is defined as:

N EQ(u) = S̄2 ·MT F (u)2

N PS(u)
. (B.6)

This can also be rewritten as:

N EQ(u) = MT F (u)2

N PS(u)
S̄2

= MT F (u)2

N0(u)
, (B.7)

where N0(u) is the noise power spectrum normalized by the mean signal power.
This measure is defined as the number of Poisson-distributed quanta that would

produce the same SNR in an ideal detector. It can roughly be said to indicate how
many quanta the image is “worth”, and in this sense it can be considered an absolute
(non-normalized) indicator of image quality.

F. Detective Quantum Efficiency (DQE)
This is a measure employed broadly for detector performance, defined as:

DQE(u) = d̄ 2 ·MT F (u)2

q̄ ·N PS(u)
= SN Rout

SN Ri n
= N EQ

q̄
, (B.8)

where d̄ is the mean signal and q̄ is the average number of quanta.This figure ex-
presses the fraction of input quanta used to create the image at each spatial fre-
quency. As opposed to NEQ, which describes the number of Poisson-distributed
photons contributing to the output SNR, the DQE describes their fraction with re-
spect to the input. The DQE is a common choice for evaluating system perfor-
mance, since it combines sharpness transfer with noise. Specifically, sharpness is
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Figure B.1: Image of wedge phantom, where the regions used to measure spatial statistics
are indicated with rectangles.

measured in the pre-sampling domain, while the noise spectrum is assessed in the
post-sampling domain. Comparisons between systems can be made using the DQE
as long as care is taken to ensure that the reference input SNR is defined in the same
way.

B.2 Experimental validation of ergodicity of X-ray imaging

To examine the ergodicity of the system, we have performed both spatial and tem-
poral statistics measurements on the step phantom of Figure B.1(a). For the spatial
statistics, the standard deviation was measured within the uniform regions of the
phantom for each of the frames in the sequence. For Nr eg number of regions and
N f r number of frames, the resulting number of points (mean-standard deviation
pairs) is Nr eg ·N f r . The measured value for standard deviation was then corrected
for the slow gradient along the horizontal axis found in X-ray images due to the heel
effect. For the temporal statistics, the standard deviation of each pixel throughout
the sequence was measured, so the number of points is Nx ·Ny , where Nx , Ny are the
horizontal and vertical sizes of the image in pixels. The results of this comparison
are shown in Figure B.2, which shows a very small deviation (measured to be less
than 1%) between the spatial and temporal statistics measurements.
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Figure B.2: Comparison between standard deviation with respect to mean, measured spa-
tially and temporally for the step phantom of (a).
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APPENDIX C

The SPD-RANSAC algorithm

C.1 Generic SPD-RANSAC algorithm for curve detection

Algorithm C.1 SPD-RANSAC algorithm.
Input: X: Sparse data (feature points)

Rdg: Feature image (see e.g. Eq. (3.11))
L: Dense data (label images)
d : Model order
M axI ter s: max. nr. of RANSAC iterations
Q: max. nr. of runs not producing a new model
λ= (λc ,λL ,λZ ,λl ): Cost weight vector

Output: θ: Vector of model parameters, θk refers to k-th model
(For 2D spline model θ is a tensor, reshaped to a 2dK vector)

K : Number of detected models

Xr em = X
k = 1 . Initialize
while Xr em is not empty do . RANSAC runs

i ter s = 1
while i ter s < M axI ter s do . RANSAC iterations

M ssi =Get MSS(Xr em ,L,Rd g ,d)
θi = E sti mateModel (MSSi ) . Model estimation, e.g. spline fitting
Costi =Cur veCost (θi ,λ) . Equation (5.7)
i ter s =+1;

end while
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MSS = MSSi (ar g mi n(Costi ))
thet a0(k) = E sti mateModel (MSS)
C S =GetC S(θ0(k), X )
Xr em = RemovePoi nt s(Xr em ,C S)
if Xr em has not changed in last Q iterations then

break
end if
k =+1

end while
K = k
θ = Mer g eModel s(θ0,L,Rd g )
return θ

Procedure Get MSS

Input: X,Rdg,L,d : As in Alg. C.1
Output: MSS: 1×d , indices of minimal sample set points in X

poi nt s_on_l abel =OnLabel (X ,L) . Returns points with non-zero label
sample1 = SampleW i thPr ob(poi nt s_on_l abel ,Rv )

. Index of first sample, sampled with Eq.( 5.2)
Li = L(sample1) . Label on which sample1 lies
D = Di stSkel (Li ) . Distance transform from skeleton of Li

P = Di st ancePr obabi l i t y(D) . Equation 5.2
next_samples = SampleW i thPr ob(X − {sample1},Rv )
MSS =Concatenate(sample1,next_samples)
return MSS

Procedure C heckMer g e

Input: θ1,θ1: Models to be checked for merging
tm Distance threshold for merging

Output: f l ag : 1 if merging should be performed, 0 otherwise
f l ag = f al se
p1 = SamplePoi nt s(θ1) . Sample points densely along curves
p2 = SamplePoi nt s(θ2)
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d12 = Poi nt wi seDi st ances(p1,p2)
if Mean(d12)/Std(d12) < tm then . Check ratio of mean to standard deviation

f l ag = tr ue
end if
return f l ag

Procedure Mer g eModel s

Input: θ0: K Initial detected models.
L,Rv As in Alg. C.1.
λm = (λ|λovl ): Cost weight vector (λ as in Alg. C.1).

Output: θ: Merged model
for k, l ← 1 to K do

if C heckMer g e(θ0,l ,θ0,k ) then . Check merging predicate
c1, c2: Control points of θk , θl

per ms: All permutations of c1,c2 keeping individual point orders.
for i ← all per ms do

MSSi = per ms(i )
θi = E sti mateModel (MSSi )
Costi =Cur veCost (θi ,λ) . Eq. (5.7)
MSS = per ms(ar g mi n(Costi )) . Select MSS that minimizes cost
θ = E sti mateModel (MSS)

end for
end if

end for
return θ
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C.2 Adaptation of the SPD-RANSAC algorithm for marker-based
catheter detection

Algorithm C.2 SPD-RANSAC algorithm for catheter detection.
Input: X: Sparse data (blob points)

X0: Tip point (see 6.4.1)
V: Feature image (vesselness)
L: Dense data, as in 5.3
d : Model order
M axI ter s: max. nr. of RANSAC iterations
Q: max. nr. of RANSAC runs not producing a new model
λ= (λc ,λL ,λZ ,λl ): Cost weight vector

Output: θ: Model parameters, θk refers to k-th model
K : Number of detected models

Xr em = X
k = 1 . First iteration

. First model includes tip
i = 1
while i < M axI ter s do . RANSAC iterations

MSSi =Get MSScath(X0,Xr em ,L,V,d)
θi = E sti mateModel (MSSi ) . Model estimation, e.g. spline fitting
Costi =Cur veCost (θi ,λ) . Equation (5.7)
i = i +1;

end while
MSS = argminMSSi

Costi . Select MSS that minimizes cost
thet a0,1 = E sti mateModel (MSS)
CS =GetC S(θ0,k ,X)
Xr em = RemovePoi nt s(Xr em ,CS)
k = 2 . Subsequent models
while Xr em is not empty do . RANSAC runs

i = 1
while i < M axI ter s do . RANSAC iterations

MSSi =Get MSS(Xr em ,L,Rdg,d)
θi = E sti mateModel (MSSi )
Costi =Cur veCost (θi ,λ) . Equation (5.7)
i = i +1;

end while
cont’d
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cont’d
MSS = argminMSSi

Costi . Select MSS that minimizes cost
θ0,k = E sti mateModel (MSS)
CS =GetC S(θ0,k ,X)
Xr em = RemovePoi nt s(Xr em ,CS) . CS is excluded from next run
if Xr em has not changed in last Q iterations then

break
end if
k = k +1

end while
K = k
θ = Mer g eModel s(θ0,L,V )
return θ

Procedure Get MSScath (for the other procedures called by Algorithm C.2, see Algo-
rithm C.1)

Input: X0,X,V,L,d : As in Alg. C.2
Output: MSS: 1×d , indices of minimal sample set points in X

points_on_label =OnLabel (X ,L) . Returns points with non-zero label
. First sample is always X0

L0 = L(X0) . Label on which X0 lies
D = Di stSkel (L0) . Distance transform from skeleton of L0

P = Di st ancePr obabi l i t y(D) . Equation 5.2
next_samples = SampleW i thPr ob(X,V)
MSS =Concatenate(X0,next_samples)
return MSS

C.3 Algorithm parameters

A summarized view of the parameters of the proposed multiple-curve detection al-
gorithm, along with their interpretation and proposed values, is shown in Table C.1.
The first two parameters, namely the number of sparse points and the filter scale,
pertain to the image pre-processing; the third one, model order, is defined by the
detection task at hand. Choosing an appropriate feature scale, employing some cri-
terion for point selection, and deciding on the type of structure to be detected is a
sine-qua-non in any automatic detection or estimation algorithm. These choices can
only be made based on the type of content and the application goal (expected noise
level, complexity of structures to be detected, etc.).

For SPD-RANSAC, the essential parameter choices, which affect the detection
result, concern the cost weights λ. We have already stated that our strategy is to
normalize the various cost terms’ contribution, on the basis of the expected range
of each term. To examine in some more detail the implementation aspects of this
strategy, and test the behavior of the model estimation for varying parameter values,
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we have performed a simulation experiment. In this experiment, we vary a subset of
the elements in λ and interpret the effect on the detection result. To keep the analysis
tractable in terms of the dimensionality of the parameter space (and the visualization
of the results), we choose the most important parameters related to the first step of
curve detection, namely λc , λL and λl .

In the simulation, we randomly generate 200×200 pixel images containing curves,
working as follows: two random points are selected from a uniform distribution,
and a line segment is fitted between them. To vary the curvature, we sample d −2

points on the segment and add random perturbations from a Gaussian distribution
with standard deviation σc . This parameter controls curvature variation. We fit a
curve on the perturbed points; this curve forms the ground truth. Points sampled
along the curve form the inliers, and random outliers are added such that the inlier
rate becomes δ = 10%. Next, we add image degradation to complicate the labeling
task: Gaussian noise with σ= 10% of the grayscale range is added, while 10% of the
length of the curve is randomly erased, to emulate the task of dense data generation
in poor quality images. The experiment is repeated 100 times, each time evaluating
correct detection in the same way as described in Section 5.7.1. We keep λc fixed and
vary the ratios λL/λc and λl /λc between 10−5 and 107.

In Figure C.1, we show the results of this experiment for three values of σc : 5, 10
and 20 pixels, and for d = 3. From this result, we note that the best performance is
achieved along the diagonal of the resulting detection rate matrix, which confirms
our previous discussion on the normalization of the cost terms’ contribution. When
adhering to this principle, the detection rate is 85%, 74% and 61% for σc = 5, 10, and
20 pixels, respectively, in these heavily perturbed images. It is also noted that as σc

increases, the optimum point for the parameters is shifted towards higher values:
this is expected, as by increasing the curvature, the corresponding cost term is mag-
nified, thus requiring a larger contribution from the remaining cost terms. Still, the
algorithm’s performance remains stable for a large range of parameter changes (at
least 3 orders of magnitude, for the worst case of σc = 20).
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C.3. Algorithm parameters

Table C.1: Summary of algorithm parameters.

Parameters Value
N Number of sparse points Chosen based on application
σ Ridgeness filter scale Chosen based on application
σL Attraction range of labels 3σ
d Model order Chosen based on application
ε Distance threshold for RANSAC 0.5% of image size
λc Curvature cost weight Choose λ to equalize terms
λz Out-of-image cost weight
λL Label cost weight
λl Length cost weight
λovl Overlap cost weight
tm Predicate for merging pre-

selection
10% of average image size

Jt Stopping criterion for merging Based on curve with Jc = Jovl = 0.1, JL =
JZ = Jl = 0,1× ImSi ze
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Figure C.1: Detection rates in simulation experiment, for varying λl /λc and λL/λc , and
different curvature spreads: (a) σc = 5 pixels, (b) σc = 10 pixels and (c) σc = 20 pixels. On
the top row, an example synthetic image is shown, where the curve and the sparse points
(including outliers) is visible. The bottom row shows the average detection results over all
iterations.
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APPENDIX D
Shape models for Non-Rigid

Structure-from-Motion

In the following, we will describe the most commonly used linear model for NRSfM.
Afterwards, we will briefly present another –quadratic– model, which has been
shown to be suitable for objects exhibiting bending and twisting deformations. We
discuss the suitability of these models for catheter reconstruction.

D.1 Linear model

Bregler et al. [144] first proposed to describe deformable 3D shape in a low-rank
space using K shape bases. Thus, a shape S is defined as a set of N 3D points de-
scribing the shape, and it is modeled as a linear combination of a mean shape B0

plus some variations Bk , for k = 1, ..,K . The contribution of each of these shape bases
B0, ...,BK to the final shape is controlled by the shape coefficients lk , one for each
shape basis. The shape coefficients vary with time, such that the observed shape S f

for each frame f = 1, ..,F can be written as:

Sf =
K∑

k=0
lfk

(3)Bk, (D.1)

where a(P ) denotes the 1×Q vector a, repeated P times to form a P ×Q matrix.
This approach applies an extension of the Tomasi-Kanade rank theorem [96] to

separate camera pose from shape. Both this work and the following contributions
of Brand [145] and Torresani et al. [146] are designed for an orthographic camera
model. This camera model assumes a orthographic (parallel) projection, in which a
point (X ,Y , Z ,1) is projected (up to rotation and translation) onto the image plane at
the point (X ,Y ,1). This approximation cannot hold for X-ray projection, as the focal
length is comparable to the object depth, making the projection strongly perspec-
tive. Vidal et al. [147] and later Hartley et al. [132] have generalized to the case of a
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perspective camera and offered a closed-form solution to the problem of recovering
both shape bases and shape coefficients.

Modeling object shape as a linear combination of an average shape and variation
modes is a very suitable strategy for some applications. Especially face deformation
has been shown to follow such a model, and the above formulation has been applied
to this problem, as well as to other objects such as hands, animals, etc. (see e.g. [146,
148, 149]). It has been shown to recover 3D shape even from monocular video [145].
However, no evidence exists that this approach would succeed in an object such as a
catheter, where the variation in the form of bending and rotation is large and it is not
straightforward to pinpoint a “mean” shape. The variation in the case of the catheter
has a physical character rather than a statistical one, as the deformation is caused
mainly by the catheter’s deflection mechanism. This will be further elaborated in
Section 7.2.

D.2 Quadratic model

Although linear deformation models perform well in cases of objects with small
deformation, these models are less suitable for larger deformations such as strong
bending. Fayad et al. [134] have proposed an extension to deal with larger defor-
mations. Their approach consists of taking into account not only the linear, but also
the quadratic and cross-terms of the object coordinates as shape bases. Their shape
model is constructed of three parts: linear S(Γ), quadratic S(Ω) and cross-terms S(Λ).
This leads to the following setup of the shape matrix:

S =



X1 X2 ... XN

Y1 Y2 ... YN

Z1 Z2 ... ZN

X 2
1 X 2

2 ... X 2
N

Y 2
1 Y 2

2 ... Y 2
N

Z 2
1 Z 2

2 ... Z 2
N

X1Y1 X2Y2 ... XN YN

Y1Z1 Y2Z2 ... YN ZN

Z1X1 Z2X2 ... ZN XN



=


S(Γ)

S(Ω)

S(Λ).

 (D.2)

For each shape component, a transformation matrix A f is defined to determine
the contribution of each component, in each frame, to the total shape. This results in
the following transformation matrix:

A f =
[
Γ f Ω f Λ f

]
, (D.3)

where Γ f ,Ω f andΛ f are the individual transformation matrices for the linear, quadratic
and cross-term components, respectively. The time-varying object shape Sf can then
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be expressed as:
S f = A f S = [

Γ f Ω f Λ f
]

S. (D.4)

It is noted that in this case, the three components of the shape (linear, quadratic and
cross-term) correspond to the shape bases Bk of the linear approach. Thus, in this
case the model order is always K = 3, although the shape bases are non-linear.

The transformation matrix has some interesting properties, which can be used
to constrain the deformation when some object properties are known. Matrix Γ ac-
counts for linear transformations of the object, and can be decomposed into a ro-
tation matrix and an upper triangular matrix. The overall rotation can be ignored,
since we are regarding a local reference system, and thus Γ can be parameterized as
an upper triangular matrix. Specific elements of the transformation matrices corre-
spond to certain deformation properties: twisting is controlled by entries Λ12, Λ23

and Λ13. Stretching is controlled by the diagonal entries of Γ, which can be set to
unity for objects that cannot be stretched. The diagonal entries of Ω cause planar
interpenetration.
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PerÐlhyh

Greek summary

Τις τελευταίες δύο δεκαετίες, οι λεγόμενες ελάχιστα παρεμβατικές χειρουργικές επεμ-

βάσεις έχουν αντικαταστήσει την παραδοσιακή ιατρική σε μια πληθώρα κλινικών εφαρ-

μογών. Σε αυτές τις επεμβάσεις, ο γιατρός χειρίζεται μικρές χειρουργικές συσκευές

στο εσωτερικό του ασθενούς μέσω μιας μικρής τομής, καθοδηγούμενος από ζωντανή

απεικόνιση. Σε πολλές περιπτώσεις, αυτή η καθοδήγηση παρέχεται από χαμηλής δόσης

ακτίνες Χ. Αυτὴ τη στιγμή, αυτή η ζωντανή καθοδήγηση προσφέρει μόνο δύο διαστά-

σεων (2D) πληροφορίες· ωστόσο, η ακριβής πληροφόρηση σχετικά με την τρισδιάστατη

(3D) θέση και προσανατολισμό διαφόρων χειρουργικών αντικειμένων θα ήταν χρήσιμη

για την επίλυση ασαφειών και θα βελτίωνε σημαντικά την ακρίβεια και την ασφάλεια

αυτών των διαδικασιών.

Η παρούσα εργασία στοχεύει στην παροχή ακριβούς και αξιόπιστης τρισδιάστατης

πληροφορίας στα σημερινά επεμβατικά συστήματα. Για το σκοπό αυτό χρησιμοποιούν-

ται ακτίνες Χ πολλαπλών λήψεων, οι οποίες λαμβάνονται με μια περιορισμένη κίνηση

της ακτινογραφικής συσκευής. Η εφαρμογή δισδιάστατων τεχνικών ανάλυσης εικόνας,

σε συνδυασμό με την τρισδιάστατη μοντελοποίηση, καθιστά δυνατή την τρισδιάστατη

αναπαράσταση των απεικονιζόμενων αντικειμένων. Το έργο αυτής της διατριβής είναι

οργανωμένο σε τρία επίπεδα, κατά αυξανόμενη πολυπλοκότητα των ανακατασκευαζόμε-

νων αντικειμένων.

Πριν από την αντιμετώπιση του προβλήματος της ανακατασκεύης, η παρούσα διατρι-

βή ξεκινά στο Κεφάλαιο 2 με την παρουσίαση σημαντικών στοιχείων λειτουργίας του

ακτινογραφικού συστήματος, με επίκεντρο την ποιότητα εικόνας, η οποία διαδραματίζει

καθοριστικό ρόλο στην επιτυχία των αλγόριθμων ανάλυσης εικόνων. Η εργασία μας έχει

συμβάλει μία μέθοδο αξιολόγησης ποιότητας εικόνας, βασισμένη στη θεωρία πληροφο-

ριών, η οποία συμπυκνώνει τις σημαντικότερες πτυχές της ποιότητας εικόνας (αντίθεση,

ευκρίνεια και θόρυβο) και τις διατυπώνει στο πεδίο της πληροφορίας.

Τα Κεφάλαια 3 και 4 παρουσιάζουν το πρώτο επίπεδο ανακατασκευής, που στοχεύει

στην τρισδιάστατη απεικόνιση μεμονωμένων χαρακτηριστικών σημείων. Σε αυτο το επί-

πεδο, έχουμε διατυπὼσει μια εμπεριστατωμὲνη ανὰλυση των σχέσεων πολλαπλὼν λὴψεων

(multi-view), όπως διαμορφὼνονται για τα ακτινογραφικὰ συστήματα με βραχίονα σχή-

ματος C (C-arm). Διακρίνουμε τα εξής βήματα: δισδιάστατο μετασχηματισμό εικόνας,
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ανίχνευση και παρακολούθηση χαρακτηριστικών σημείων (Κεφάλαιο 3), και τρισδιάστα-

τη μοντελοποίηση κάμερας και ανασυγκρότηση (Κεφάλαιο 4). Σε αυτό το μέρος της

διατριβής, έχουμε συνεισφέρει τα ακόλουθα στοιχεία: (1) μια μέθοδο για την αξιολό-

γηση των τεχνικών ανίχνευσης χαρακτηριστικών σημείων για μη επίπεδες σκηνές, (2)

έναν αλγόριθμο παρακολούθησης, βάσει γεωμετρικών περιορισμών, ο οποίος επιτρέπει

τη γρήγορη παρακολούθηση χαρακτηριστικών σημείων, και (3) την πρώτη – εξ όσων

γνωρίζουμε – ανάλυση της ακρίβειας της τρισδιάστατης ανακατασκευής σημείων και των

σχετικών προυποθέσεων για ακτίνες Χ πολλαπλών λήψεων. Τα αποτελέσματα προσο-

μοιώσεων δείχνουν ότι η τρισδιάστατη ανακατασκευή σημείων χρησιμοποιώντας 5-10

περίπου λήψεις, που διαγράφουν μία περιστροφή 8.5◦−17◦ είναι περίπου 1 χιλιοστό, ενώ

πειράματα σε κλινικά ομοιώματα έχουν δείξει ότι γενικά χαρακτηριστικά σημεία μπορούν

να ανακατασκευαστούν με ακρίβεια περίπου 1-4 mm.

Τα Κεφάλαια 5 και 6 πραγματεύονται το δεύτερο επίπεδο ανακατασκευής, αυτής

των άκαμπτων αντικειμένων. ΄Εχουμε επικεντρωθεί σε καμπυλόγραμμα αντικείμενα, κα-

θώς αυτά μπορούν να χρησιμοποιηθούν για τη μοντελοποίηση πολλών χειρουργικών

εργαλείων, όπως π.χ. καθετήρες, βελόνες, κ.λπ. Η δισδιάστατη μοντελοποίηση, που

περιγράφεται στο Κεφάλαιο 5, προηγείται της τρισδιάστατης ανακατασκευής. Η μοντε-

λοποίηση αυτή αποσκοπεί στην ανίχνευση και παρακολούθηση καμπυλών σε ακολουθίες

πολλαπλών λήψεων, οι οποίες στη συνέχεια χρησιμοποιούνται στο Κεφάλαιο 6, για την

ανάκτηση τρισδιάστατων καμπυλών, που αντιπροσωπέυουν τα χειρουργικά αντικείμενα.

Οι κύριες συνεισφορές της διατριβής εδώ είναι: (1) ένας καινούργιος αλγόριθμος, που

ονομάζεται SPD-RANSAC, για την ανίχνευση πολλαπλών (καμπυλόγραμμων) μοντέλων

σε θορυβώδεις εικόνες, (2) ένας αλγόριθμος παρακολούθησης καμπυλών, βασισμένος σε

γεωμετρικές ιδιότητες και σε μία συνάρτηση κόστους, και (3) μια τεχνική τρισδιάστα-

της ανασυγκρότησης καμπυλών, η οποία μπορεί να προσαρμοστεί με την προσθήκη μη

γραμμικής βελτιστοποίησης. Τα αποτελέσματα των ανακατασκευών παρουσιάζουν ακρί-

βεια 1-2 mm για δεδομένα κλινικών ομοιωμάτων, και ≈ 5 mm για πραγματικά κλινικά

δεδομένα. Η προτεινόμενη τεχνική επιτρέπει την ταυτόχρονη δισδιάστατη ανίχνευση και

παρακολούθηση, και τρισδιάστατη απεικόνιση πολλαπλών καμπυλών, χρησιμοποιώντας

περιορισμένα ακτινογραφικά δεδομένα.

Το Κεφάλαιο 7 αντιμετωπίζει το τρίτο επίπεδο ανακατασκευής αντικειμένων, που

εξετάζει το σύνθετο πρόβλημα της τρισδιάστατης ανακατασκευής αντικειμένων που εμ-

φανίζουν κίνηση ή παραμόρφωση κατά τη διάρκεια της λήψης εικόνας. Στην παρούσα

εφαρμογή, η κίνηση πηγάζει από την αναπνοή του ασθενούς, τους καρδιακούς παλ-

μούς, τους χειρισμούς του γιατρού, κ.λπ. Στον τομέα της υπολογιστικής όρασης, η

παρατήρηση ενός κινούμενου αντικειμένου με μία κινούμενη κάμερα είναι ένα εγγενώς υ-

ποκαθορισμένο πρόβλημα, που ονομάζεται Μη-΄Ακαμπτη Δομή-από-Κίνηση (Non Rigid
Structure from Motion). Αναλύουμε το πολύπλοκο αυτό πρόβλημα για την περίπτωση

κατευθυνόμενων καθετήρων που χρησιμοποιούνται σε επεμβάσεις καρδιακής αρρυθμίας,

και συμβάλλουμε με μία λύση για τη χρονικά μεταβαλλόμενη ανακατασκευή παραμορφώ-

σιμων καθετήρων. ΄Ενα μοντέλο από το πεδίο της Ρομποτικής χρησιμοποιείται για να

παραμετροποιηθεί το παραμορφώσιμο τρισδιάστατο σχήμα του καθετήρα. Προσομοιώ-
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σεις έχουν δείξει ότι μία μη γραμμική βελτιστοποίηση επιτυγχάνει σωστή ανάκτηση του

χρονικά μεταβαλλόμενου σχήματος του καθετήρα με ακρίβεια μερικών χιλιοστών, ενώ

πειράματα σε κλινικά ομοιώματα έχουν ανακτήσει το σχήμα του καθετήρα με επαναλη-

ψιμότητα 5 mm.

Τα αποτελέσματα για καθένα από τα επίπεδα ανακατασκευής έχουν δείξει ότι οι

ακτίνες Χ πολλαπλών λήψεων μπορούν να προσφέρουν τρισδιάτατες αναπαραστάσεις αν-

τικειμένων ιατρικού ενδιαφέροντος με αρκετά μεγάλη ακρίβεια, χρησιμοποιώντας μια τε-

χνική που δεν απαιτεί πρόσθετο εξοπλισμό εκτός από το υπάρχον επεμβατικό ακτινογρα-

φικό σύστημα. Καταλήγουμε λοιπόν ότι ακτίνες Χ πολλαπλών λήψεων, σε συνδυασμό με

τις τεχνικές που έχουν προταθεί στην παρούσα διατριβή, μπορούν να χρησιμοποιηθούν

στο άμεσο μέλλον για ακριβή και ασφαλή τρισδιάστατη καθοδήγηση σε πραγματικές

κλινικές εφαρμογές.
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