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Abstract

In this paper we analyze the strong sales dip observed in the manufacturing
industry at the end of 2008, following the bankruptcy of Lehman Brothers and the
subsequent collapse of the financial world. We suggest that firms’ desire to retain
liquidity during these times prompted a reaction characterized by the reduction of
working capital, which materialized as a synchronized reduction in target inventory
levels across industries. We hypothesize that such a reaction effectively acted as an
endogenous shock to supply chains, ultimately resulting in the demand dynamics
observed. To test this proposition we develop a system dynamics model that explic-
itly takes into account structural, operational, and behavioral parameters of supply
chains aggregated at an echelon level. We calibrate the model for use in 4 different
business units of a major chemical company in the Netherlands, all situated 4 to 5
levels upstream from consumer demands in their respective supply chains. We show
that the model gives both a very good historical fit and a prediction of the sales
developments during the period following the Lehman collapse. We test the model’s
robustness to behavioral parameter estimation errors through sensitivity analysis,
and provide a comparison with experimental studies based on the ‘beer game’. We
observe that the empirical data is aligned with experimental observations regarding
the underestimation of the supply pipeline.

Keywords: System Dynamics; Supply chain; Bullwhip effect; Behavioral opera-
tions management
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1 Introduction

The world economy experienced a sudden, severe and synchronized collapse in late 2008.
The magnitude of the drop in global trade was the largest since World War II, it was
the steepest in recorded history, and it was synchronized: all 104 nations where data
is collected by the WTO experienced a drop in imports and exports during the second
half of the year (Baldwin 2009). Following the public collapse of the financial system
(starting with the Lehman Brothers bankruptcy in September 2008), firms all over the
world observed substantial demand disruptions; sales plummeted across the board, and
panic spread. While many consumer markets remained relatively stable (exceptions being
consumer durables and capital goods), the manufacturing sector observed almost instan-
taneous demand drops (Dooley et al. 2010).
In crises such as these, managers face the challenge of making decisions that will greatly
affect their financial and supply chain performance while lacking sufficient data; there is
pressure from the markets to improve the financial position of the company while demand
levels are dropping dramatically. This typically leads to strategic decisions such as the
reduction of inventories (to reduce the level of working capital), the downsizing of the
workforce (to reduce operational expenses), and the closure of manufacturing facilities (to
reduce fixed assets). These decisions, however, have substantial operational consequences
when demand increases at a later stage: the reduction of inventory levels, workforce, and
manufacturing facilities are decisions that –were conditions to change– require of a signif-
icant time to be reversed. If the demand drops that triggered such decisions are transient,
and fluctuate faster than the speed at which firms can react, they will lead to lost sales
and general problems with inventory management. Knowledge about the underlying dy-
namics behind the demand slump is therefore desirable to avoid reacting wrongly to these
signals.
These underlying operational dynamics at a firm level have been a focus of extensive
study as part of the systems-thinking approach introduced by Forrester (1958). This
approach centers on analyzing the behavior of complex systems to understand how they
change over time, using System Dynamics as its preferred modeling methodology. Sys-
tem Dynamics uses concepts developed in control theory to generate computer models
capable of replicating the behavior of complex systems. This is achieved by exploiting
the structure of the system, explicitly simulating the actions that individual components
take to achieve specific local results, and modeling their interactions.
With regards to supply chain dynamics, observations are generally made that (a) pro-
duction variance tends to be greater than demand variance, and (b) that this difference
increases the further upstream a firm is. This has the effect of greatly amplifying demand
fluctuations through a supply chain, and has been named ‘the bullwhip effect’ (Lee et al.
1997a). Theory has been developed to better understand and quantify this effect (Chen
et al. 2000); evidence of its appearance exists at a micro (firm) level (Metters 1997, Fran-
soo and Wouters 2000, Bray and Mendelson 2012), and an important experimental body
of work is dedicated to investigating its causes and possible solutions (Sterman 1989,
Croson and Donohue 2006). Empirical evidence of the bullwhip effect at higher aggre-
gation levels is, however, missing: conclusive evidence of neither variance amplification
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nor production smoothing has been found in public data (see Cachon et al. 2007, for a
study based on U.S data). This apparent incompatibility between the predictions of the
theory –supported by experimentation–, and high-level observations is mainly attributed
to the effects of data aggregation: both product aggregation (whereby multiple items are
grouped into categories), and temporal aggregation (whereby information is grouped into
quarters) mask the magnitude of the bullwhip effect (Chen and Lee 2012).
In this paper, we attempt to reconcile empirical and experimental results by taking advan-
tage of the conjuncture of the 2008 financial crisis. We argue that many industries reacted
to the crisis by reducing their working capital, and because this reaction was global and
synchronized, it effectively introduced a significant inventory shock in the world’s supply
chains. In practice, such a synchronized pulse allows us to study the empirical evidence
in a different way: our modeling, experimentation, and validation methods are based on
theory from the experimental work by Sterman (1989) and Croson and Donohue (2006),
focused on the appearance of the bullwhip effect following demand shocks in a laboratory
setting. In particular, we explicitly model inventory policy parameter changes as a cause
for supply chain dynamics. Our results suggest that this modeling framework can predict
the response of a supply chain by using (publicly available) aggregate end-market sales
data as the sole exogenous input, and sales information of an upstream firm (our research
company) as the calibration target for supply chain behavior. Exogenous end markets
drive the overall long-term evolution of sales, while endogenous behavior primarily im-
pacts the short term dynamics.
In terms of methodology, our work distinguishes itself from previous studies on inventory
dynamics by using extensive empirical data for a particular period in time, framing the
Lehman Brothers collapse as a natural experiment. We specifically distinguish between
the direct estimation of the operational model parameters, such as lead times and number
of echelons, and the econometric fitting of behavioral parameters such as stock adjustment
times. In terms of theory, we model aggregates of companies at a particular level of the
supply chain and in a particular region (such as paint wholesalers in Europe, or construc-
tion companies in Latin America), rather than individual decision makers (as is common
in experiments) or firms (as is common in much of the system dynamics literature in
supply chain management). The crisis time-frame, through the resulting synchronization
in managerial objectives, gives us the opportunity to implement this methodology and
compare aggregate and individual human behaviors.
The contribution of this paper is thus threefold: (1) It presents a comprehensive review
of the role that inventories adopt in different models from the fields of economics and op-
erations research. It exposes the contradictions of the differing views, and the challenges
facing the inclusion of inventory dynamics in such models. (2) It identifies the 2008
financial crisis as a natural experiment that –with the introduction of a synchronized
inventory shock– effectively controls for the masking effects of aggregation. This allows
for the development of a modeling framework based on the bullwhip effect literature, fit
to explain and predict the demand evolution observed by upstream companies following
the bankruptcy of Lehman Brothers. (3) It identifies the importance of both consumer
end-markets, and ordering behavior in the evolution of demand patterns through time.
By explicitly modeling separate structural, operational, and behavioral parameters, this

3



study quantifies their contribution to the observed transient behavior and allows for a
comparison with results obtained from experimental studies on individual human decision
making.
We find our empirical evidence with regard to supply pipeline underestimation and in-
ventory adjustment speeds to be aligned with previous experimental results.
The remainder of this paper is organized as follows: Section 2 reviews the historical sig-
nificance of inventories in the economics and the operations research fields. We identify
trends, challenges, and the need for bridging the understanding of both disciplines. We
distinguish the homogeneous response to the crisis as a means to bring the macro and
micro worlds together. Section 3 introduces the methodology and model formulation,
extending prior experimental work and framing it in the crisis time-period by explic-
itly modeling behavioral, inventory-related, managerial decisions. The model is validated
with empirical data from four different supply chains in section 4; we present forecasts for
these supply chains, and analyze the goodness-of-fit of the forecasts compared to actual
realizations. Section 5 introduces a comparison between the behavioral parameters of
our empirical model and the parameters of seminal experimental models. We conclude
in section 6.

2 Literature Review

Blinder and Maccini (1991) point out that interest in inventory behavior seems to follow
cycles, not unlike the economy we attempt to explain. Indeed, we observe that research
on the role of inventories in the economy peaks throughout history following extraordi-
nary economic happenings such as the post-war period, the late seventies oil crisis, and
–relevant to current developments– the financial crisis of 2008. As we shall point out in
this section, a series of empirical works regarding the recent crisis attempt to explain the
mechanisms at work: the effect of inventory decisions, and its synchronization, seem to
be defining attributes of the period.
Looking back, interest on the role of inventories in the economy can be traced back to
the 1930’s: Lundberg (1937) is the first to include inventories in economic models; his
need arising from the realization that when production lags behind sales there is a need
for inventory as a decoupling point. Following this, Metzler (1941), and Abramovitz
(1950) show that even in a stable economy, inventories can function as an accelera-
tor of the business cycle rather than being completely passive; within these stock ad-
justment/accelerator frameworks, inventories are not just an adjustment variable: they
play an active role in production decisions because firms attempt to maintain a stable
stock/sales ratio.
Through an in-depth review on the role of inventories in micro and macro-economics,
Fitzgerald (1997) provides a general background on 50 years of discussions on inventory
theory: he identifies inconsistencies between theory and data, and the subsequent at-
tempts of researchers to eliminate these discrepancies from their models. The production
smoothing model (where companies attempt to optimize costs by reducing the produc-
tion variance, using inventory as a stabilizer), historically the standard theoretical model
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of inventory behavior, is found to be inconsistent with empirical data that often shows
production to be more variable than sales. Still, strong opposing views can be seen on
this very subject: empirical research exists arguing that the observed variance of sales
is greater than that of production (Cachon et al. 2007), the other way around (West
1990), and somewhere in between (Schuh 1996). Gorman and Brannon (2000) argue
that seasonality masks the effects, whereas other studies (Lai 2005, Fransoo and Wouters
2000, Lee et al. 1997b) point towards aggregation as an explanation of this phenomenon.
Blinder and Maccini (1991) expose the opposing views of micro and macro economists
with regards to the role of inventories: the former discipline sees them as a stabilizing
factor, while the latter as a de-stabilizing factor. They illustrate this prevalent conceptual
difference through a thorough summary of research in the past decade.
Different models explain empirical observations using different assumptions. Feldstein
and Auerbach (1976) point out that –despite the conceptual disagreements– inventory
fluctuations have long been recognized as a major endogenous force in American busi-
ness cycles. In their experience, most studies of inventory behavior note that about 75
percent of the cyclical downturn in gross national product (from peak to trough) can be
accounted for by the reduction of business inventories. The motivation behind their work
concerns conceptual contradictions between contemporary models and the real-life pro-
cesses behind them. They argue against the traditional stock adjustment not because of
its inability to explain empirical data, but because the parameters needed for the model
to have explanatory power include what is, in their judgment, an extremely slow stock
adjustment speed (the speed at which firms attempt to bridge the gap between desired
and actual inventories). They postulate an alternative model in which the adjustment
speed of stocks is immediate, while the targets themselves show a low adjustment speed.
Recognizing these conceptual difficulties, Lovell (1994) reflects upon the inherent chal-
lenge of trying to reconcile these views. He poses a series of questions that –for all the
body of research available– remain open to this day: “(...) Do firms actually attempt to
smooth production? Is an empirical analysis of industry-level data enough? Is it neces-
sary to analyze firm-level data in order to explain these effects?”. These questions read as
a research agenda on the mechanisms behind empirical observations on both macro and
micro levels, recognizing, amongst other issues, the potential masking effects of aggregate
data. We believe that supply chain dynamics, and the disaggregation of supply chains
by stages (echelons) are a key towards untangling the mentioned conflicts.
In recent years, Alessandria et al. (2010) and Escaith et al. (2010) have investigated the
role of inventories in the 2008 credit crisis. The former conclude that the dynamics at play
in this recession are not unusual, but the magnitude and synchronization of the downturn
are. Escaith et al. (2010) provide an exploratory analysis on the effects that the transi-
tion to global supply chains had on long-term trade elasticity, and their influence in the
economic collapse. They suggest that the dynamic effects of supply chains explain part
of the developments seen during the credit crisis. Whereas these supply chain dynamics
have –so far– not been a focus of research in economics, they have been extensively stud-
ied in the operations management literature. The idea that relatively small shocks are
capable of introducing severe instabilities in entire systems was introduced into the field
by Forrester (1958), and is central in the bullwhip effect hypothesis.
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The bullwhip effect has long been analytically and experimentally understood, and its
effects and causes have sparked a great amount of research. Lee et al. (1997b) identify
four operational causes of the bullwhip effect and conclude that rational, individual op-
timization by supply chain players may give rise to its appearance. Croson and Donohue
(2006) perform an experimental study based on the Beer Distribution Game (Sterman
1989), where four players take on the roles of inventory managers of different echelons
in the supply chain. In this study, they control for the operational causes and analyze
the behavioral aspects of the bullwhip effect: they find that the consequences of demand
distortion appear even when all operational causes are removed and only human factors
remain. In a related study, Croson and Donohue (2005) identify information sharing as
a viable way of reducing order oscillations, but they find that the potential benefits are
not symmetric (while upstream players stand to benefit from downstream information
the converse is not the case).
Empirical studies on the real-world appearance of the bullwhip effect do not draw the
same clear cut conclusions. Even though the bullwhip effect itself is significant at the firm
level (Metters 1997, Fransoo and Wouters 2000, Bray and Mendelson 2012), attempts to
empirically quantify the effect at higher aggregation levels have not been very success-
ful: studies have failed to prove it statistically significant at the level of whole industries
(Cachon et al. 2007, Bu et al. 2011). The lack of clear empirical evidence is attributed to
the influence of factors such as the high level of aggregation (Chen and Lee 2010), and
the seasonal adjustment (Gorman and Brannon 2000) present in government statistics.
The issue of data aggregation is explored by Sprague and Wacker (1996), who recognize
the need to bridge the understanding of macro economics and operations research: they
review the contemporary economics literature from an inventory control perspective, and
identify the drawbacks of traditional approaches. Emphasizing the influence of data ag-
gregation on the results, they argue against production smoothing models, and they make
the case for the creation of economic models that offer the best trade off between aggre-
gation and detail; in their view: “Disaggregation by stages along the inventory stream”.
They support this view by pointing out that the business objectives underlying each stage
differ and generalizations about management practice would be better made in this way;
not disaggregating to firm level but -since objectives are assumed to be shared by stages-,
aggregating by echelon level so as to recognize the impact of the management of inventory
as it progresses through the stages.
Following the bankruptcy of Lehman Brothers on September 2008, the financial world
found itself in turmoil; credit dried up almost instantly and many companies in the world
shifted their financial priorities according to the “cash is king” motto: liquidity became
essential. We hypothesize that as the financial collapse affected manufacturing industries
across the globe, companies turned to inventories as a way of preserving liquidity and
in doing so introduced a synchronized, endogenous, inventory shock that in turn caused
sales to drop further. Early studies following the financial crisis seem to confirm this
view in the manufacturing sector (Dooley et al. 2010). This provides for an interesting
opportunity to conduct an empirical study as if it were a natural experiment, and relate
empirical findings to the experimental and analytical results of earlier work.
We now present the thinking behind our supply chain models, based on a system dy-
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namics framework, built in order to capture the dynamic nature of supply chains by (a)
independently modeling aggregate echelons, (b) explicitly modeling behavioral factors
related to buying, forecasting, and stocking decisions for each of these echelons, and (c)
finally linking these individual models to create models of entire supply chains.

3 Theoretical Background and Model Structure

The model captures the dynamics of entire supply chains by explicitly modeling the op-
erational and behavioral aspects of ordering decisions made within each individual stage
in the chain. Methodologically, a supply chain model is constructed by linking individual
echelon models through successive customer/supplier relationships. The echelon models
represent a straightforward extension of Sterman’s managerial decision making, and sup-
ply chain models (Sterman 1989, 2000).
Conceptually, we deploy echelon models to represent individual tiers: a group of compet-
ing companies providing the same product to the same supply chain. This follows what
Sprague and Wacker (1996) and Blinder and Maccini (1991) call modeling inventories
with a “disaggregation by stages along the inventory stream".
We use publicly reported end-market data as the exogenous input to our models and use
the model output (orders generated upstream) to validate the model, and as a demand
forecast . We base this approach upon the observation that empirical data taken from the
U.S bureau of economic affairs during the credit crisis time-frame suggests that turning
points in sales and inventories were indeed aligned by tiers (retail, wholesale, and man-
ufacturing) (Dooley et al. 2010). Furthermore, the crisis is specially attractive because
it represents a time-frame where traditional forecasting techniques (based on regressions
and extrapolation of past data) essentially broke down, increasing the need for such an
alternative method.

3.1 Echelon model

We first describe an echelon model. It consists of three sectors (see Figure 1): the fore-
casting and orders sector tracks the incoming customer orders, maintains the echelon
sales forecast, and generates material orders. The production sector regulates inventories
and production, and the delivery sector keeps track of customer deliveries and backlogs.
The model assumes no lost sales, and is based on continuous time system dynamics simu-
lations. There is no sequence of events as such; cause and effect relationships are modeled
by differential equations (i.e., we model rates of change), and products are modeled as
continuous flows (demand is an outflow, incoming orders an inflow).
Because these echelon models are intrinsically linked to one another (deliveries from one
echelon will become material receipts for the echelon immediately downstream in its sup-
ply chain), each of the parameters we define has a subscript [n = (1, ..., N)] representing
its place in the supply chain. We number echelons from downstream to upstream: the
most downstream echelon being 1 and the most upstream N. In the case of diverging sup-
ply chains, where one echelon can potentially have several direct customers, we introduce
a second number following a period, indicating the existence of other parallel echelons in
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the supply chain.

Table 1 – Definition of model parameters

Sn on-hand stock at echelon n
SLn supply line at echelon n
Wn work in process stock at echelon n
Pn production rate of echelon n
Fn sales forecast at echelon n
Ln incoming delivery lead time at echelon n

τn(SL) supply line adjustment time at echelon n
τn(S) stock adjustment time at echelon n
τn(P ) production time of echelon n
τn(F ) forecast adjustment time at echelon n
τn(L) expected delivery delay at echelon n
τn(L) minimum time to fill orders at echelon n
Ĉn desired on-hand inventory coverage at echelon n
D̂n desired delivery rate echelon n
Ŝn desired on-hand inventory at echelon n

ŜLn desired supply ilne at echelon n
On(SL) supply line adjustment of orders at echelon n
On(S) stock adjustment of orders at echelon n

On orders placed by echelon n
Dn delivery rate at echelon n
An incoming material rate at echelon n
dn de-stocking fraction at echelon n
Rn delivery ratio echelon n
Bn backlog at echelon n

Delivery

Forecasting & Orders

Production

B

SW

F

P

C

R

SL

Figure 1 – Overview of a modeled echelon.

3.2 Forecasting

The forecasting sector maintains a sales forecast by accumulating the differences between
the incoming customer demand (On−1) and the previous forecast (F). When demand
exceeds the forecast it’s updated upwards and vice-versa. To allow for a smoothing of the
forecast, these differences are divided by the forecast adjustment time (τn(F )), indicating
whether the whole difference or only a fraction is taken into account.

(
d

dt
)Fn =

On−1 − Fn
τn(F )

(1)
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3.3 Production

The production sector models the flow of material through the echelon. The incoming
material rate (An) is equal to the delivery rate of the immediately upstream echelon
(Dn+1),

An = Dn+1 (2)
The supply line is the cumulative difference between orders placed and orders received,

(
d

dt
)SLn = On − An (3)

Incoming material is stored as work in process (Wn). In the interest of simplicity we
do not model any production release rule. Thus, the work in process stock is not used
strategically or as a control variable: all incoming material is committed to production:
the production rate is modeled by applying a fixed delay (equal to the production time
τn(P )) to the order arrival rate. System dynamics modeling allows for the introduction
of this discrete step in the model, which approximates the real production process,

Pn = DELAY (An, τn(P )) (4)
Equation 4 assumes a production model where the manufacturing time is independent of
the utilization rate, it also implicitly assumes that there are no capacity limitations for
production (the model can be straightforwardly extended to include capacity limitations).
On -hand inventory (Sn) depends on the delivery rate (Dn) and the production rate (Pn),

(
d

dt
)Sn = Pn −Dn (5)

Material orders are based on an anchor and adjustment heuristic (Tversky and Kahneman
1974): the sales forecast acts as the anchor, with the adjustment stemming from the
difference between actual and target stock (and supply pipeline) levels.
To calculate the target stock, we start with the desired on hand inventory coverage
measured in time units (Ĉn). When this is multiplied by the sales forecast, we obtain the
desired on hand stock (Ŝn) in units of product.

Ŝn = ĈnFn (6)
In order to model de-stocking decisions at time T , we define Ĉn as:

Ĉn =

{
Ĉn if t < T

Ĉn(1− d) if t > T
(7)

Where Ĉn is the stock coverage at echelon n, dn is the de-stocking fraction (0 6 dn < 1),
and T is the period where the de-stocking decision takes place.
Analogously, there is a supply line level (ŜLn) consisting of the multiplication of the lag
(lead time) and the forecasted volumes,

ŜLn = Fn (Ln) (8)

3.4 Orders

Once we have calculated the desired levels of on-hand and supply line inventories, we
generate adjustment orders with the purpose of closing the gap between the actual values
of these inventories, and their desired (target) levels. The inventory leveling time (τn(S))

and supply line leveling time (τn(SL)) represent the time allowed for these quantities to
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reach the desired levels. These leveling times model the behavioral aspect of the order
generation. Short times imply a nervous buying behavior whereas a long leveling time is
equivalent to a smooth ordering strategy. We define the stock adjustment orders (On(S))

and supply line adjustment orders (On(SL)) as,

On(S) =
Ŝn − Sn
τn(S)

(9)

On(SL) =
ŜLn − SLn
τn(SL)

(10)

Equations 9 and 10 calculate the difference between desired and actual values and spread
these in equal parts over the amount of periods specified by the leveling times. Finally,
generated orders (On) are calculated as,

On = max{0, Fn +On(S) +On(SL)} (11)

3.5 Delivery

A backlog is used to keep track of orders. The backlog is calculated as the cumulative
difference between the incoming customer order rate On−1 and actual delivery rate (Dn).
O0, the demand observed by the echelon closest to the end market, is the only exogenous
input to the model1,

(
d

dt
)Bn = On−1 −Dn (12)

The order delivery rate (Dn) is the rate of product that is actually shipped out in response
to the incoming customer orders. To calculate this, we first define the desired delivery
rate (D̂), which is equal to the current backlog divided by the expected delivery delay
(τn(L)),

D̂n =
Bn

τn(L)
(13)

The maximum delivery rate (max(D)n) per period depends on the ability of firm to
physically prepare the products for shipment, modeled as the minimum time to fill orders
(τn(I)),

max(D)n =
Sn
τn(I)

(14)

We calculate the delivery ratio (Rn) as the proportion of outstanding orders that can be
shipped from stock,

Rn = min{1, max(D)n

D̂n

} (15)

Finally, the actual order fulfillment rate is equal to the desired delivery rate multiplied
by the delivery ratio,

Dn = D̂nRn (16)
Alternatively, we can combine equations 13 to 16 and define the order fulfillment rate as:

Dn = min{ Bn

τn(L)
,
Sn
τn(I)

} (17)
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4 External validation and forecasting

The methodology presented thus far concerns the modeling of a single echelon in a sup-
ply chain: the input to an echelon model is a customer demand signal, and the output
is a series of orders placed to a supplier. We model a particular supply chain by linking
several echelon models. Customer-supplier relationships are defined by letting the orders
placed by an echelon become the demand signal of the echelon immediately upstream,
and -analogously- equaling the material deliveries of an echelon to the material receipts
of the echelon immediately downstream. Two distinct flows appear then in a supply
chain model: an information flow that travels upstream (orders), and a material flow
that travels downstream (deliveries). We make two assumptions regarding the boundary
conditions: (1) orders placed by the uppermost echelon in a supply chain are always
served by a supplier with infinite stock, and (2) downstream demand is exogenous and is
composed of the individual demand signals of the end markets that require the materials
produced upstream.
To test for external validity of the models, we study their ability to replicate observed
behavior. We model four different supply chains served by different business units within
our research company; we use a mix of direct interviews with experts, and formal docu-
mentation to parameterize the structural aspects of each model, and historical demand
data at the most upstream echelon (our research site) to estimate the non-observable
(behavioral) parameters. Following the model calibration step, we feed the parameter-
ized models with end market forecasts (downstream demand stream), and use this sole
exogenous input to predict the future behavior of the supply chain (upstream demand).
Finally, we compare these forecasts with the actual demand realizations (collected during
subsequent periods) to quantitatively test the goodness of fit.

4.1 The research company

The models can output any of the variables expressed in the previous section, thus, the
calibration can potentially be performed in a number of different ways, depending on
the desired application and available data. Because we are interested in the evolution
of demand through the supply chains, we use sales data as a proxy for demand. This
assumption is reasonable all through the historical period used for the calibration (where
no capacity shortages were observed).
As a reference, the four business units used in our study belong to the chemical industry
and are situated 4-5 echelons upstream from retail demand. The number of echelons,
structure of the supply chain, and end markets they supply to, are all different. These
can be seen in Figure 2.
Due to the nature of the supply chains in this study 1, and in an attempt to simplify
the models, we assume deterministic lead times and the availability of resources such
that order preparation does not introduce significant lags. Thus, the expected delivery
delay (τn(L)) is equal to its own delivery lead time (Ln−1), and the minimum time to fill
orders (τn(I)) is equal to 1. The work at each of the four sites of the company began

1Consisting mainly of chemical firms upstream and make-to-stock component suppliers downstream
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with a kickoff meeting with management where the objectives and scope of the study
were explained and defined. Following these, interviews were conducted with employees
to formalize data collection procedures; the structure of the supply chain model and the
parameterization of observable parameters (lead time, stock coverage, production time)
is based on input from these employees, in some cases complemented with information
obtained from players distributed along the supply chain. The relevant end markets and
the percentage contribution to sales were defined by the business intelligence groups.
Existing historical end market data series, if available, were used as the exogenous input
to the model. When none were available, information from public sources was collected
and fed back to the relevant business unit for a formal verification prior to its utilization.
The modeling work was performed on-site, which allowed for additional ad-hoc interviews
and further familiarization with the particulars of each individual supply chain.

(a) Supply chain 1. (b) Supply chain 2.

(c) Supply chain 3. (d) Supply chain 4.

Figure 2 – Supply chain structures

4.2 Parameter Estimation

Each of the echelon models is defined by 7 parameters that can be divided into two dif-
ferent subsets: observable and behavioral. Observable parameters are those that describe
the physical structure or other measurable phenomena of the supply chain (lead times be-
tween echelons, desired stock coverage, production times, and the amount of de-stocking
estimated in the supply chain). Behavioral parameters are not directly observable, and
define relationships between internal variables and parameters within the model (stock
adjustment time, supply line adjustment time, and forecast adjustment time) and are
therefore estimated through a process of calibration.
Oliva (2003) defines model calibration as the process of estimating parameters to obtain a
match between modeled and observed behavior and argues that it is, in itself, a stringent
test of the validity of the model linking structure and behavior. Nevertheless, he points
out that achieving a good historical fit is not enough to confirm the dynamic hypothesis
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behind the model; the model has to match the observed behavior for the right reasons.
We dedicate the rest of this section to the calibration and the analysis of the historical
fit of the model. We then focus on what the calibration parameters mean: in Section
5, we investigate the conceptual implications of the observed behavior by comparing the
results of this empirical fitting with a series of seminal experimental results. Results
suggest that empirical and experimental behavior are aligned, even though conceptual
differences remain.
The calibration step is implemented within the simulation software; simulations are per-
formed for each supply chain by generating model runs where all the observable param-
eters are fixed at the values parameterized by the firm, while the behavioral parameters
are varied. The cumulative sum of square errors between the estimated demand and
the historical sales data is calculated per run and the combination of parameters that
minimizes this error is then chosen. Formally, the minimization corresponds to:

min
τn(F ),τn(SL),τn(S)

k∑
t=1

(ON−1(t)− D̃N(t))2 (18)

Where N is the most upstream echelon in the supply chain, and D̃N(t) is the historical
sales data for time t at echelon N (our research company). In other words, we compare
the orders generated by the modeled customers of our research site with the actual his-
torical sales of said firm and search for the parameter values that minimize the error.
The minimization is performed through a modified Powell-Brent algorithm (Brent 2002).
For computational purposes and to reduce the search space, τ(S), τ(SL), and τ(F ) are
estimated through their reciprocals, αS, αSL, and Θ, with αSL ≤ αS and αS, αSL,Θ ∈
[0, 1]. Table 2 lists the complete set of structural parameter values, and Table 3 lists those
estimated through calibration, including the 95% confidence intervals calculated through
a sensitivity analysis. In keeping the model as simple as possible, all echelons in a supply
chain are assumed to incur in the same de-stocking behavior. De-stocking fractions were
estimated through a combination of interviews and scenario analysis; experts identified
a range of de-stocking fraction per supply chain, scenarios where run different values for
d (intervals of 0.05), and the best fit was chosen.
In all cases, the confidence bounds of the estimations for the uppermost echelon are lax:
this is due to the data available for calibration being the historical sales of this eche-
lon. None of the parameters in the model allow a firm to influence its own demand via
strategic decisions. Thus, the uppermost echelon can either meet the demand or incur
in destabilizing stock-outs. The confidence bounds represent the parameter space that
allows for the former.
Since the behavioral parameters are measured in weeks, a parameter estimated to be ∞
corresponds to a parameter that is not taken into account in the ordering heuristic. We
observe that, in accordance with the behavioral literature (Sterman 1989), the gap be-
tween desired and actual supply lines is severely underestimated in the ordering decisions.
Further, the estimated parameters are heterogeneous and there is no apparent correla-
tion within echelons, or within supply chains. We continue the discussion of behavioral
parameters in the next section.
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4.3 Historical Fit

Following the calibration, the four supply chain models again run driven by the exogenous
end market and the de-stocking hypothesis. In contrast to the calibration step, runs are
now performed with published historical end market data up to January 2009, and with
scenarios based upon published forecasts, and expectations of the business intelligence
groups, for subsequent periods.
Figure 3 shows the model outputs against the seasonally corrected upstream demand
realizations. The vertical axis represents the demand expressed in % of the average 2007
demand and the dotted vertical lines indicate the threshold between historical fit and
forecast values. Table 4 shows the root mean squared error (RMSE), R2, and Theil
inequality statistics for the data series shown in the figure. These inequality statistics
decompose the mean square error into three fractions representing: unequal means (Um),
unequal variances (Us), and imperfect correlation (Uc) (Theil 1966). A low Um indicates
a strong correspondence between the modeled mean and the actual mean, and a low
Us indicates a similar correspondence between variances. Therefore, low variance and
means statistics indicate that the error is unsystematic, and therefore desirable (Oliva
and Sterman 2001).

Table 2 – Structural Supply Chain parameters per echelon

Supply Chain 1 Supply Chain 2 Supply Chain 3 Supply Chain 4
Ĉ Ln τ(P ) Ĉ Ln τ(P ) Ĉ Ln τ(P ) Ĉ Ln τ(P )

1.1 5 10 1 1.1 8 4 1 1 4 3 1.5 1 8 0.25 2
1.2 5 10 1 1.2 4 4 1 2 2 1 1 2 14 0.25 5
2 8 2 1 1.3 4 4 1 3 1.5 2 1 3 10 0.25 4
3 8 2 1 2.1 8 4 1 4 1 2 1 4 8 0.25 1
4 4 2 1 3 8 0.25 1 5 2 2 1

4 3 0.25 1
5 2 0.25 1

destocking 0.15 0.25 0.2 0.1

In all supply chains, the model driven by only one exogenous data series (end customer
demand), and one “crisis response” policy (desired stock reductions in september 2008)
shows a good tracking of the overall behavior of the system. The low RMSE values,
combined with the unsystematic nature of the errors for all four data series increase the
confidence in the model, and hence in the underlying hypothesis regarding managerial be-
havior. Tversky’s anchor and adjustment heuristic, fit to explain the behavior of human
subjects playing the beer game (Sterman 1989) is also capable to explain the aggregate
behavior observed in the empirical data, suggesting that managers in real life situations
do make use of locally rational policies. Furthermore, the fit of aggregate models cali-
brated with firm-level data, suggests that following the bankruptcy of Lehman Brothers,
there was a significant synchronization of these policies.
From a practical standpoint, the models exhibit an excellent fit for the first demand
trough, especially with regards to timing. Predicting such turning points is important:
forecasts based on historical time series are incapable of predicting these. The high-
impact managerial decisions needed to ride such a demand evolution: plant-closures or
workforce lay-offs to cope with the plummeting demand, and early production ramp-ups
to deal with the subsequent recovery, must be made –in the absence of turning-point
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Table 3 – Estimated behavioral Supply Chain parameters

τ(S) 95% CI τ(SL) 95% CI τ(F ) 95% CI

Supply Chain 1
1.1 3.91 3.14 4.93 6.16 4.05 9.48 5.49 1.53 11.27
1.2 8.70 6.13 15.60 ∞ 191.79 ∞ ∞ 794. 62 ∞
2 9.70 8.96 10.70 ∞ 25.65 ∞ 10.30 8.43 12.76
3 14.08 13.17 15.12 ∞ 31.05 ∞ 17.56 15.54 19.93
4 10.00 1.42 ∞ 100.00 1.42 ∞ 6.03 1.00 2194.05

Supply Chain 2
1.1 4.15 3.31 5.25 ∞ 3.50 ∞ ∞ 11.60 ∞
1.2 3.99 1.00 ∞ ∞ 1.00 ∞ ∞ 1.00 ∞
1.3 4.54 3.09 6.95 ∞ 5.30 ∞ ∞ 16.30 ∞
2.1 3.33 1.18 5.19 1.00 1.00 1.76 3.32 1.20 9.16
3 7.20 6.20 8.4 10.00 1.00 ∞ 72.48 6.20 ∞
4 23.11 17.30 32.31 3333.33 1.00 ∞ 77032.82 17.30 ∞
5 10.00 1.00 102.63 10.00 1.00 ∞ 100.00 1.00 ∞

Supply Chain 3
1 9.69 7.22 12.69 ∞ 7.22 ∞ 21.64 13.69 37.33
2 6.41 4.20 8.97 ∞ 4.20 ∞ 16.98 9.85 30.67
3 8.74 6.32 11.81 ∞ 6.32 ∞ 11.02 6.85 17.08
4 13.90 10.02 17.53 ∞ 10.02 ∞ 9.58 6.61 13.51
5 10.00 1.00 ∞ 100.00 1.00 ∞ 6.03 1.00 ∞

Supply Chain 4
1 10.18 7.13 14.07 31.10 7.13 ∞ ∞ 90.49 ∞
2 9.35 7.00 12.63 33.03 7.00 ∞ 16.91 9.03 31.49
3 13.76 10.21 18.94 2215.27 10.21 ∞ 11.53 6.83 18.96
4 16.88 1.00 ∞ 101.73 1.00 ∞ 10.00 1.00 ∞

Table 4 – Historical fit statistics

RMSE R2 Um Us Uc

Supply chain 1 4.53% 0.65 0.031 0.190 0.779
Supply chain 2 8.11% 0.68 0.065 0.041 0.893
Supply chain 3 6.74% 0.88 0.040 0.210 0.750
Supply chain 4 11.48% 0.75 0.000 0.079 0.921

forecasts– without the proper decision support systems, potentially leading to lost sales,
undesirable inventory levels, and unnecessary lay-offs. Operationally, these models can
be integrated into the medium to long term planning. Quarterly forecasts, generated
with up-to-date end-market information can not only support tactical decisions, but can
also provide the firm with important strategic value. Severe deviations from forecasts
can indicate structural or exogenous changes in the supply chain such as: new entrants,
plant closures, or capacity constraints. For example, the unexpected surge in demand
observed by the end of 2009 in supply chain 2 prompted an investigation that identified
the closure of competing plants, and their subsequent inability to deliver through the
recovery period as the reason why this business unit saw this unexpected peak. Similarly,
the deviation observed in supply chain 3 is consistent with the downstream capacity re-
duction adopted, as a crisis-response, by the end-market their products are used to supply.
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Figure 3 – Model output vs. seasonally corrected sales data.

5 Comparison with experimental results

We find one of the motivations behind this study in a series of questions posed by Ster-
man as part of the conclusions of his seminal 1989 study: “Are the main features of the
experimental behavior observed in real production-distribution systems?”, “Is it plausible
that managers in the real economy fall victim to the same mis-perceptions of feedback
which plague subjects of the experiment?”.
The cited study has several groups of students, and professionals, play a version of the
beer game, with the objective of analyzing any behavioral biases that may affect the pro-
cess of order generation. The author hypothesizes that in the absence of the time, and
available information, required by the participants to make optimal decisions, they resort
to an anchoring and adjustment behavioral heuristic, a type of psychological decision-
making heuristic first theorized by Tversky and Kahneman (1974). In the beer game
experiments, expected sales take on the role of the anchor (a reference point for all or-
ders) and deviations from optimal values of on-hand, and supply line, inventories are
used to adjust the final orders. This behavior is then captured in a linear model whose
parameters, including the optimal targets used by the players, are estimated through
regression.
The model introduced in Section 3 (“empirical model” henceforth) is based on a system
dynamics model developed by Sterman (2000) to describe the behavior of a company in a
supply chain, and its interactions with customers and suppliers. This model is based on
the same anchoring and adjustment heuristic, and uses equivalent parameters to describe
the decision-makers behavior. Our choice of modeling methodology is primarily driven by
this fact: in using an empirical model closely related to widely used experimental models,
we are able to compare the values of the estimated behavioral parameters, and thus take
a first step towards answering these open questions.
Additionally, in the process of analyzing the estimated behavioral parameters we subject
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the empirical model to an additional test: is the model right for the right reasons?. In
other words, does the empirical model achieve a good fit through mechanisms compatible
with what we know about real-life behavior?.
The rest of this section is presented as follows: we start by presenting the order-generation
decision rule based on the “anchor and adjustment” heuristic (Tversky and Kahneman
1974). After introducing the decision rule, we introduce the methodology used in the ex-
perimental research, and then trace parallels between this methodology and the method-
ology we apply to our empirical data. We point out the conceptual and methodological
differences between them, follow with a short summary of experimental findings from a
number of studies, and finally position the empirical results in light of the theory devel-
oped thus far.

The decision rule

The premise behind the decision rule is that the expected demand is a good starting point
for generating orders. The forecast of demand is then the “anchor”: orders are generated
based on the expected sales and adjusted according to the deviation between desired
levels of on-hand, and supply line, inventories and their actual values. (e.g., when the
on-hand inventory is low compared to its target value, orders will be adjusted upwards,
when the inventory is too large, orders will be adjusted down).
Formally, this decision rule is:

L̂t = ΘLt−1 + (1−Θ) L̂t−1, (19)

ASt = αS (S∗ − St) , (20)

ASLt = αSL (SL∗ − SLt) , (21)

Ot = max
(

0, L̂t + ASt + ASLt

)
(22)

Where:
L̂t: the forecast of demand for period t
Θ: the smoothing constant of an exponentially smoothed forecast (0 ≤ Θ ≤ 1)

ASt: the adjustment derived from the inventory gap at time t
αS : the fraction of the inventory gap to be filled per order (0 ≤ αS ≤ 1)
S∗: the desired (or target) inventory (S∗ ≥ 0)
St: the actual inventory at time t (St ≥ 0)

ASLt: the adjustment derived from the supply line gap at time t
αSL: the fraction of the supply line gap to be filled per order (0 ≤ αSL ≤ 1)
SL∗: the desired (or target) supply line (SL∗ ≥ 0)
SLt: the actual supply line at time t
Ot: orders placed at time t

This is the discrete equivalent to the ordering behavior described in section 3. 3 behavioral
parameters describe the “reactiveness” of the decision maker (Θ, αS, αSL), 3 quantities
are updated each period (L̂t, ASt, ASLt), and 2 target quantities (S∗, SL∗) which aren’t
defined yet, but we know represent what the decision maker believes is optimal.

Correspondence between models

In the empirical model, we represent the behavior (reactiveness) of a player with the
concept of adjustment time: how many periods do we allow for the gaps between targets
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and actuals to be closed?. In the experimental model, this reactiveness is modeled through
the concept of fractional adjustment: what fraction of the gap is to be closed per period?.
Conceptually, these are reciprocals, thus we can state the following set of correspondences
between the behavioral parameters in both models:

Θ =
1

τ(F )
, (23)

αS =
1

τ(S)
, (24)

αSL =
1

τ(SL)
(25)

Thus far the difference between the empirical and experimental models is notational
in nature; we will now see that the calculation of the target levels does introduce a
fundamental conceptual difference in the models, leading to a different procedure for the
estimation of parameters.

Parameter estimation

The empirical model assumes that firms calculate the desired supply line as a function
of the forecast and lead times (equation 8), and that the desired inventory (equation 6)
is a function of the desired coverage (C), a parameter that expresses the target optimal
inventory as a function of weeks of sales.
Even though the target inventory and supply lines exist in the experimental model, the
subjects partaking in the experiment cannot be assumed to explicitly calculate optimal
target levels: subjects have neither the adequate time nor information required to perform
these calculations. Sterman proposes that subjects will –under these circumstances–
resort to heuristics. In this scenario, desired inventory and supply line levels are no
longer an explicit, dynamic quantity, but are now constants that correspond to mental
calculations taking place in the subjects’ heads.
Taking this into account, the following variables are defined:

β =
αSL
αS

(26)

S ′ = S∗ + βSL∗ (27)
The ordering rule hypothesized for experimental subjects is then rewritten as:

Ot = max
(

0, L̂t + αS (S ′ − St − βSLt) + εt

)
(28)

Where ε is an error term and β can be given a direct interpretation as the fraction of
the supply line that is taken into account for ordering. 0 ≤ β ≤ 1 is assumed because
it is unlikely for subjects to place more emphasis on the supply line than on inventory.
Furthermore, S ′ ≥ 0 because of the non-negativity of desired inventory and supply line
levels. 4 different parameters (Θ, αS, S ′, and β) are then statistically estimated, through
linear regression, for every different player taking part in the experiments. In the different
studies using this experimental model, the estimates are tested for statistical significance,
and by running a simulation of the game using the proposed ordering rule and the esti-
mated parameters for each sector in the supply chain. Finally, the values of S∗ and SL∗

are estimated from the regression of the estimated β on S ′ (equation 27).
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There is one methodological issue that requires us to proceed with caution when evaluat-
ing the empirical results with an experimental benchmark: the issue of aggregation in the
empirical data. This issue is pointed out in the experimental literature: despite widely
heterogeneous individual behavior, group behavior is strikingly similar. Every “supply
chain” in the beer game experiments exhibits the same basic behavior, while the individ-
ual human players do not. In our empirical model we estimate behavioral parameters of
aggregate echelons, not of individual human players or of individual firms. It is expected
that such an aggregate behavior will be relatively insensitive to individual variations and
thus more homogeneous, and slower, than the experimental data of individuals.

Experimental findings

In his 1989 study, Sterman concludes that in effect, (a) subjects fix the value of desired
stocks on their initial level (the estimated value of S∗ is not significantly different from
the initial value), and (b) the estimated value of SL∗ is considerably smaller than the
theoretical optimum (8.4 ± 2.8 being the regression estimate, when the optimal value is
of at least 16). Furthermore, the way the subjects react to the supply line is indicated
by the value of β, which expresses the degree to which subjects take the supply line into
account when ordering. The optimal value is β = 1, which represents a manager taking
the full extent of the difference between supply line and desired supply line into account.
The estimates from the experimental runs suggest that most people do not consider the
totality of the supply line.
Then, from Sterman’s analysis of the parameters fitted from the experimental data, we
can draw the following conclusions:

(a) Subjects tend to anchor the desired stock at the initial level.

(b) Subjects tend to under-estimate the optimal value of the desired supply line.

(c) Subjects tend not to fully account for the goods in the supply line.

These results have been replicated in numerous experiments since. Table 5 shows the
median estimated parameters of the 1989 experiments, plus four different experiments
related to different risk-avoidance strategies (Croson et al. Forthcoming) and an exper-
iment where information sharing is investigated (Croson and Donohue 2006). The em-
pirical results from our estimations are also shown. In the empirical model the desired
stock is an informed decision taken by the firm, as is the desired supply line. We will,
thus, test the third finding: how much under-estimation of the supply line is present in
the empirical data.

Discussion

As expected from our initial discussion over the effects of aggregation, the estimated
values for the behavioral parameters (Θ, αS, β) are lower in the empirical model (the
exception of Θ when compared to Croson et al. (Forthcoming) is to be expected due to

1S′ is measured in weeks of sales in the empirical data
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Table 5 – comparison of estimated parameter values across experiments

Θ αS β S′ Optimal S′

Empirical estimates
Median estimates 0.097 0.103 0.003 8 2 3
Median width 95% confidence interval 0.079 0.099 0.999 N/A N/A
N 21 21 21 21 21
Sterman (2012), Experiment 1
Median estimates 0.09 0.47 0.08 4.42 16
Median width 95% confidence interval 0.55 0.30 0.29 12.66 N/A
N 24 32 30 30
Sterman (2012), Experiment 2
Median estimates 0.08 0.28 0.10 8.26 16
Median width 95% confidence interval 0.31 0.22 0.37 10.90 N/A
N 30 40 39 39
Sterman (2012), Experiment 3
Median estimates 0.00 0.24 0.14 3.48 16
Median width 95% confidence interval 0.91 0.30 0.50 7.76 N/A
N 9 27 26 26
Sterman (2012), Experiment 4
Median estimates 0.08 0.26 0.24 4.97 16
Median width 95% confidence interval 0.40 0.23 0.42 8.01 N/A
N 21 28 27 27
Sterman (1989)
Median estimates 0.25 0.28 0.30 15 28
N 44 44 40 40
Croson and Donohue (2002)
Median estimates N/A 0.22 0.14 N/A N/A
N 44 44

the nature of these experiments: the constant end market orders make the uncertainty
bounds of Θ large).
As hypothesized, the reactiveness of the firm towards changes in demand (or inventory
shocks) is lower at the echelon level than at the individual level. When looking at the
decision-making context, it is clear that this responds to the inherent difference between
the decisions taken by a subject within a timed experiment, and the ones taken in a real
firm environment, which will be necessarily slower.
The heterogeneity observed in the experimental results (where estimates of αS and β span
the whole range of values [0, 1]) is replicated –in the empirical results– only with regards
to β. The empirical estimates for αS are fairly homogeneous, exhibiting a maximum
value of 0.30. The standard deviation of the set of estimated values is low compared to
experimental results (0.07 compared to 0.35 in Croson et al. (Forthcoming)). In contrast,
the empirical estimates of β do span the entire [0, 1] interval, and the standard deviation
of the set is comparable to results from Croson et al. (Forthcoming) (0.24 and 0.34 re-
spectively).
52% of the empirical values of β are estimated to be 0 (compare this to the value of 30%

in Croson et al. (Forthcoming) and 19% in Sterman (1989)). Under-estimation of the
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supply line is indeed present in real life firms. Nevertheless, the lax confidence interval
for the empirical estimate of β requires us to thread carefully when attributing this to
human behavior: even when ignoring the supply line, the estimated values of S ′ in the
empirical data are more than twice the optimal (needed to cover for the replenishment
time, lead time plus production time). This indicates that firms place deliberate impor-
tance on the on-hand inventory as the main driver for orders. It follows, then, that while
the supply line is being ignored in the ordering decisions, the magnitude of the target
inventory levels is such that they would dominate orders regardless. This explains the
large confidence interval for β, and illustrates the largest difference between the empirical
and experimental models: it appears that the mechanisms behind inventory policies are
not represented in experiments of individual behavior. When going from the individual
to the aggregate level, the target total inventory levels go from being considerably lower
than optimal to being considerably higher.
Nevertheless, and independent of its origin, the underestimation of the supply line in the
empirical data increases our confidence in the models as an operational tool: the model
output fits empirical data through the same mechanisms observed in individual human
experiments. What remains is the question of the origin of the under-estimation in the
empirical data. It is accepted that in individual decision-making experiments, the under-
estimation of the supply line is a behavioral trait. A trait that is entrenched in such a
way that none of the experiments designed to improve supply chain performance do so
by increasing the supply line awareness. Neither data sharing (as in Croson and Donohue
(2006)), or coordination stock (as in Croson et al. (Forthcoming)) strategies significantly
increase the estimate value of β, even when these strategies manage to reduce the vari-
ability of orders.
It is possible that the underestimation at the aggregate levels is a symptom of the insti-
tutionalization of the human behavioral bias: we know that humans are challenged when
they need to track the supply line, so the decision making heuristic used is such that
it replaces that need by steering on large on-hand inventories. In this sense, the set of
estimates in the empirical data must then be analyzed with regards to local optima, and
not with regards to the global optima of β = 1, α = 1. The stability of the supply chain,
the variability of orders, and their oscillation all depend on the pair α , β (Disney 2008).
Thus the performance of real-life supply chains must be measured contemplating this set
of trade-offs.
The limitations of our study, and the challenges for further research, concern data avail-
ability: the long-standing call for empirical data that reflects the position of firms in
supply chains is today as relevant as it ever was. In the absence of data disaggregated by
echelon, this study exploits the synchronization of firms’ response to the credit crisis as a
way to overcome the masking effects of aggregation and link aggregate end-market data
to micro upstream demand data. However, this synchronization is bound to be tempo-
rary, and more data is needed to accurately reflect the upswing: either extra assumptions
to reflect supply-chain-specific responses, or properly disaggregated empirical data at the
echelon level are needed to extend these models. Furthermore, continued research can
shed light upon the nature of the behavioral mechanisms: do behavioral traits within an
echelon remain constant through time?, and if not, what mechanisms govern its behavior?.
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In other words: is a firm inherently ‘fast’ or ‘slow’ in terms of reactiveness, or does its
behavior depend on conjunctural parameters?.
Our results suggest that indeed the same mechanisms observed in experiments are at
work in aggregate economies, and confirm that the hitherto elusive aggregate empirical
evidence can be attributed to the aggregation of data. As such, this represents a first
step towards the coveted closure of the gaps between the experimental, human decision-
making, knowledge and its empirical counterparts; both at a micro level, concerning
individual firms, and a macro level, concerning entire supply chains and economies.

6 Conclusions and Managerial Insights

Behavioral dynamics in supply chains have been widely researched. Initial studies by
Forrester (1958) analyzed data at the level of individual or series of companies. Following
the work by Lee et al. (1997a), extensive analytical work has been conducted, and more
recently, driven by the work by Sterman (1989) and Croson and Donohue (2005), focus
has been on laboratory experimentation. Studies looking at aggregate data have not been
conclusive. Cachon et al. (2007) did not find evidence for existence of the bullwhip effect,
while Chen and Lee (2010) argue that aggregation plays an important role in potentially
hiding some of the effect, which is observed at a firm level (Bray and Mendelson 2012).
In this study, we use observations following the collapse of Lehman Brothers in the Fall
of 2008 to investigate the explanatory power of behavioral dynamics. Our study observes
demand at the level of an individual company, but takes into account hypothesized dy-
namic decision making behavior at meso-level. With this, our study sets itself apart from
previous studies, and not only builds upon the lines of research discussed above, but also
on research in economics studying inventory cycles.
Our results show that the theoretical results of Sterman (1989) and Croson and Donohue
(2005) can explain the dynamic evolution of demand following an inventory shock. The
endogenous replenishment process drives the evolution of demand throughout the supply
chain, determined by structural characteristics of the supply chain (following Forrester
(1958)) and underestimation of the supply pipeline (following Sterman (1989)). The
empirical evidence presented shows that this underestimation of the supply pipeline is
prevalent at higher aggregation levels, suggesting that it goes beyond being a phenomenon
of individual decision-making biases. At this level, the supply line underestimation seems
to be caused not from an incorrect estimation of target values, but as a combination
of the inherent reaction time of firms and a decision rule that eschews the tracking of
the supply line by instead steering on large amounts of on-hand inventory. This finding
calls for further study on the ordering behavior of firms; if behavioral biases influence
the decision-making structure present at the echelon level, how can –and should– firms
overcome them?. Equally important: how do these behaviors change over time?
In addition to this contribution to theory, we also demonstrate that these insights can
be used operationally for demand predictions. We develop a prediction method by which
final consumer demand, potentially four to five levels down the supply chain, is taken
as the only exogenous information, and then the system dynamics models are used to
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propagate the demand upstream. Our results in four supply chains show a high level of
forecast accuracy. While the exogenous demand at consumer level drives the overall de-
mand evolution, short-term demand dynamics are mainly driven by endogenous ordering
decisions in the supply chain and the behavioral response to the crisis.
For managers, our results have implications at both the strategic and tactical levels of
decision making. Tactically, for managers it is much more important to keep track of con-
sumer demands, supported by an endogenous simulation of ordering behaviors, to make
demand forecast at, say, quarterly levels. These forecasts can drive decisions on plant
openings and closures, staffing decisions, and aggregate inventory strategies. Strategi-
cally, we show that the structure of the supply chain impacts the clockspeed at which
the supply chain operates. We provide a formal model to analyze the effects of structural
changes in the supply chain that can be used as a decision-making, and scenario-based-
forecasting, tool.
By exploiting the synchronization of decisions in the period, in particular the endogenous
decrease in desired stock levels as a response to the crisis, we show that behavioral traits
observed in individual decision-making experiments can account for a considerable part
of the aggregate supply chain dynamics observed in this empirical study. This suggests
that one of the preliminary experimental findings of Croson et al. (Forthcoming), in which
participants appear to endogenously vary target inventory levels as a response to insta-
bilities observed in their own supply chains, is supported by the empirical data. The next
step in future research, both empirical and experimental, is to test whether endogenous
mechanisms governing this behavior (de-stocking and hoarding) can be found.
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