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1
Introduction

1.1 Motivation

A production line is a type of manufacturing system in which products visit a number of

workstations in a fixed sequential order. A workstation consists of one or more machines,

at which products or material are being processed, assembled or inspected. There are

many industries in which production lines can be found, for example food industry, au-

tomotive industry, paper industry, the production of household goods and semiconductor

manufacturing. The term “production” in this thesis is used in a broad perspective: it

can be the manufacturing of products, but also assembly, inspection, processing of fluid,

etcetera. Figure 1.1 shows two examples of production lines: an assembly line for cars

and a bottle filling line. Besides the sequential production line as considered in this the-

sis, there are lots of other types of manufacturing systems, such as job-shop systems and

flexible manufacturing systems. Buzacott and Shanthikumar [15] provide an excellent

overview of various type of manufacturing systems.

Figure 1.1: Two examples of production lines

There are several aspects that characterize a production line.

• Production volume. The volume of production can be divided into three categories:

low-volume production, high-volume production and continuous flow production.
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In low-volume production systems, items are usually large and require a relatively

long processing time at the workstations. Examples of low-volume production

items are cars, computers, and furniture. In high-volume production systems, items

move fast through the workstations, requiring a relatively short processing time.

High-volume production items are typically small, such as bottles or computer

chips. Lastly, continuous flow manufacturing is the processing of fluid, such as

water or oil.

• Workstation characteristics. The first aspect of a workstation is the number of

machines (or workers, in case the production is manual). We distinguish single-

server and multi-server workstations. A single-server workstation consists of one

machine; multi-server workstations have multiple parallel machines. Mostly, ma-

chines in the same workstation are identical. The most important characteristic of

machines is the time they require to process parts. The processing time of an indi-

vidual machine can be deterministic (certain) or random (uncertain). Uncertainty in

processing times can arise because of variations in the processing speed or because

each product has different processing requirements. In case the random processing

times have a stationary distribution, we can use statistical quantities such as the

mean and the variance from factory floor data.

• Interruptions. Machines can be plagued by lots of different interruptions that delay

the processing of items, making the control and analysis of production lines more

complex. Interruptions may be planned, such as cleaning of machines, planned

maintenance, planned idle time, or machines might need a setup when a different

type of product enters the production line. Unplanned interruptions can occur for

lots of different reasons, for instance breakdowns, operator unavailability or ab-

sence of components to handle the product.

• Buffers. Usually there is a limited amount of space to store products between two

workstations. This space can be in any form or shape, such as a conveyor belt,

a pipeline, or a tape with attached components. This space has two functionali-

ties: transportation from one workstation to the other and buffering (i.e. protection

against interruptions). When there are no buffers between workstations, machine

breakdowns quickly cause other machines to stop as well. By placing buffer space

between workstations, this effect can be reduced and the amount of products pro-

cessed by the line can be increased.

To control the production line and to make tactical decisions, manufacturers are in-

terested in the performance of their production line. The most common performance

measure is the throughput, which is the number of products processed per unit of time.

Besides, there are numerous other quantities that give information on the performance of

the line, such as the mean flow time (time that an item takes to go from start to end of the

line), the amount of work in process, the amount of time that machines are standing still

or unable to reach their maximum production capacity, etcetera. Companies may not be

interested in the current status of their production line only, they may be also interested

in improving the performance or efficiency of the production line. For this purpose, a

powerful tool to estimate the performance of production lines is indispensable, i.e. it can

be used to construct a roadmap to reach a higher level of efficiency. By conducting a

sensitivity analysis, the bottleneck of the line can be identified and the effect of changes
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in the production line can be estimated without the need of expensive and time consuming

practical experiments.

1.2 Modeling aspects

The research in this thesis focuses on production lines, the distinctive feature being that

the amount of space to store products between machines is limited. Figure 1.2 shows a

model of a production line, where each circle represents a workstation and each triangle

represents a (finite) buffer. A product enters the line at workstation M1, where it is being

served. When the processing is completed, the product is placed in buffer B1, where it

waits until it can be loaded on workstation M2. After being processed at M2, the product

is placed in buffer B2, etcetera. Finally, the product leaves the production line after being

served at the last workstation.

M1L M2 M3 M4B1 B2 B3

Figure 1.2: A production line L with four workstations, labeled M1 up to M4

There are some requirements to ensure that models for performance analysis of pro-

duction lines are applicable in practice. First of all, it is very important that the model can

easily be fed with realistic data. In other words, the step from raw data to model input

should be as simple as possible. Secondly, the modeling assumptions must be as realistic

as possible. Furthermore, it should be possible to evaluate the model efficiently, i.e. the

model should be able to handle many instances in a reasonable amount of time to make

it usable for scenario analyses. Unfortunately, it is mostly impossible to determine the

throughput of the (modeled) production line from Figure 1.2 exactly, so there is a tradeoff

between the computation time and the level of detail in the model. Of course, the accu-

racy of the performance estimated by the model is highly important and this is therefore

extensively tested for the models in this thesis. In this section, we discuss the various

aspects and types of models that can be used to estimate the performance of a production

line.

1.2.1 Discrete Item vs Continuous Material Flow

We distinguish models for discrete item production lines and models for continuous ma-

terial production lines. For the first type of models we assume that discrete products are

moving through the line, each product having a (usually random) processing time at each

of the machines. If the downstream buffer of a machine is full upon processing comple-

tion, the machine is blocked and has to wait until space becomes available before starting

to process the next item (if there is any). This is called the Blocking-After-Service (BAS)

protocol. For models with continuous material flow, we assume that a fluid flows through

each of the machines. The (maximum) speed at which a machine brings fluid from its

upstream buffer to its downstream buffer is deterministic. Since the maximum speeds do



4 Introduction

not have to be equal, machines adjust their speeds occasionally in case of empty or full

buffers. This means that if the downstream buffer is full, the machine adapts its speed

to the downstream machine, and similarly, if the upstream buffer is empty, the machine

adapts its speed to the upstream machine. Furthermore, each machine suffers from break-

downs, after which a period of repair follows. During this period, the machine under

repair is not able to produce and it possibly affects other machines in the form of starva-

tion of downstream machines and blocking of upstream machines.

For low-volume discrete production lines it is obvious to use models for discrete items.

For high-volume discrete production lines with high machine speeds compared to break-

down rates, it is more natural to assume the flow of products as being continuous. Models

for continuous flow production lines are computationally more efficient, since not each

item has to be considered separately for these models.

1.2.2 Analytical vs Simulation models

Two types of models are typically used to estimate performance measures: simulation

models and analytical models. Discrete-event simulation models mimic the real system

by constructing a list of events that occur in the real system. At each event occurrence,

such as a processing completion or a breakdown, new events are scheduled and added to

the event list. The randomness in times between two events is captured by drawing ran-

dom numbers from pre-specified distributions. These distributions can be derived from

data of the production system; both empirical and fitted distributions can be used. In or-

der to obtain accurate estimates for the performance of the production line, the simulation

should run for a sufficient amount of time. Analytical models try to capture the system

in terms of sets of equations and then solve these equations. In many cases, the solution

to these equations is not in closed-form, but numerical. Since most systems in practice

are too complex to analyze exactly, heuristic methods need to be constructed to obtain

approximate results.

• Model development. An advantage of simulation models is that the construction

time is usually predictable. A simulation can be constructed by writing a simulation

program in a programming language, such as C++ or Java, or by using a simulation

language package, in which the user only has to add all the entities of the production

system and their characteristics. On the other hand, the development of analytical

models is less predictable.

• Run time. The run time of a simulation model depends on the level of detail that

is required. More detailed models typically require (much) longer run times to

produce accurate estimates. Analytical models are usually computationally faster

than simulation models. Therefore, analytical models are more suitable for treating

lots of scenarios.

• Detail of modeling. Simulation models can be constructed at any level of detail

required (assuming that detailed data is available). On the other hand, analytical

models are more restrictive in the level of detail they can handle. Therefore, analyt-

ical models can only be used if they can represent the detail needed for the system

under investigation.
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• Flexibility. In a simulation model it is fairly easy to make changes or to add compo-

nents. Typically, small changes in an analytical model may turn it from an “easy”

model into an “intractable” model. In this sense, simulation models are more ro-

bust.

Advantages of a discrete-event simulation model are its (relatively) predictable (but

usually long) development time and its high level of detail. However, computation times

of simulation models can be very long. This is problematic when analyzing many scenar-

ios. Therefore, the construction of faster analytical models is useful and desired.

1.2.3 Effective Process Times

As mentioned in the previous section, there are more factors than the processing time that

influence the behavior and performance of machines. Taking into account each of these

factors separately would lead to a very complex and system-specific model. Therefore we

use a simpler approach in the form of effective process times. Hopp and Spearman [34]

introduced the concept of the effective process time (EPT), which is defined as "the pro-

cess time seen by a lot (product) at a workstation from a logistical point of view". The

idea of EPT is that we aggregate the raw processing time and possible delays such as setup

times and machine downtimes. In [34], data on machine statuses is used to calculate re-

alizations of EPT, from which quantities such as the mean and variance of EPT can be

calculated. However, this assumes that the manufacturer collects data on machine statuses

at each point in time, which is not always the case. Therefore, Jacobs et al. [37, 38] mea-

sure EPTs for systems with infinite buffers from arrival and departure events of products

only, instead of machine statuses. Kock et al. [49] use a similar approach for systems with

finite buffers. If EPTs are calculated at the level of a system consisting of more machines

in parallel and/or in series, the mean and variance of EPT are typically dependent of the

level of work in process (WIP). Kock et al. [48] relate the EPTs to the number of products

in the system, making the EPT distribution WIP-dependent. Veeger et al. [79] accurately

estimate the WIP-dependent EPT distributions for the case that a limited amount of ar-

rival and departure events are available. They employ fitting techniques to estimate (and

extrapolate) the mean and variance of WIP-dependent EPTs. For an elaborate treatment

on measuring WIP-dependent EPTs, we refer the reader to Etman et al. [26] and Veeger

et al. [80]

The idea of EPT can be used on three levels, namely on the machine level, on the

workstation level, or on the level of a whole production line or manufacturing system.

For systems with continuous material flow we have to slightly adjust the EPT-concept,

since then machines do not have product-specific processing times. In this case, we can

define a cycle for each machine consisting of a breakdown- or uptime and a repair- or

downtime. Note that periods of starvation and blocking are not included in the uptimes,

since they are not caused by the machine itself. Example 1.1 shows how EPTs on a ma-

chine level can be derived from factory floor data.

Example 1.1

Table 1.1 gives an example of (part of a) data file on the status of a machine. In this file,

each change of status is recorded. Realizations of effective process times can be obtained

from this file; they include setups and breakdowns, but not starvation and blocking, since

those are external effects. From Table 1.1 we can derive three EPT-realizations. The
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Machine status Start time End time Duration

(seconds)

Set-up product 1 13:30:00 13:30:13 13

Processing product 1 13:30:13 13:30:59 46

Blocking 13:30:59 13:32:25 86

Set-up product 2 13:32:25 13:32:37 12

Processing product 2 13:32:37 13:33:11 34

Breakdown 13:33:11 13:35:12 121

Processing product 2 13:35:12 13:35:59 24

Starvation 13:35:59 13:36:25 26

Set-up product 3 13:36:25 13:36:51 15

Processing product 3 13:36:51 13:37:38 47

Blocking 13:37:38 13:40:07 149

Table 1.1: Example of a file with machine statuses

EPT of the first product, which includes the set-up time before processing, is 59 seconds

(13+46). Note that the blocking time after processing (86 seconds) is not included in the

EPT, although the first product does not leave the machine before the end of this blocking

period. The second EPT-realization is 191 seconds (12+34+121+24). This realization

includes both set-up time and breakdown time. The third product has an EPT of 62

seconds (15+47). The EPT-values can be used as input for a (simple) model reflecting the

actual system.

1.3 Decomposition

In this thesis, we focus on analytical models for production lines. Since most produc-

tion lines are too complex to analyze exactly, we rely on approximative methods. The

approximative analysis of most of the models in this thesis is based on a technique called

decomposition. The basic idea is to decompose a (long) production line into smaller sub-

systems, the parameters of which are determined iteratively. This section explains how

decomposition works and provides a (simple) example of an approximative method using

decomposition. In the next section, we provide references to papers using decomposi-

tion techniques. Suppose we have a production line L of length N with workstations Mi ,

i = 1, ..., N , and buffers Bi , i = 1, ..., N − 1, as illustrated in the upper part of Figure 1.3.

Recall that a workstation can consist of multiple machines. We decompose this line into

N − 1 subsystems L1, L2, . . . , LN−1. Subsystem Li consists of buffer Bi , an arrival work-

station M a
i

in front of the buffer, and a departure workstation M d
i

after the buffer. The

lower part of Figure 1.3 illustrates this decomposition.

The idea is to include the behavior of the upstream part of the production line into M a
i

and the behavior of the downstream part into M d
i

. Since the workstations interact with

each other, we need to determine the characteristics of M a
i

and M d
i

in an iterative way.

An iterative algorithm for production lines roughly looks as follows:

Step 0: Initialize the arrival and departure workstations by assuming that M a
i

acts as Mi

in isolation and M d
i

acts as Mi+1 in isolation.
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M1 B1
M2 B2 M3 B3 M4

M
a
1 M

d
1

M
a
2 M

d
2

M
a
3 M

d
3

L

L1

L2

L3

B1

B2

B3

Figure 1.3: Decomposition of a production line L in three two-stage subsystems L1, L2

and L3

Step 1: Evaluate each subsystem, starting from L1 and up to LN−1:

• Construct a continuous-time Markov chain describing the behavior of the subsys-

tem.

• Calculate the equilibrium distribution.

• Determine the throughput and other performance measures of the subsystem.

• Based on these subsystem quantities, adjust the parameters for M a
i+1

(in the down-

stream subsystem) and M d
i−1

(in the upstream subsystem).

Step 2: Verify if the algorithm has converged by comparing the throughput estimates of

the current iteration to those of the previous iteration. If not, do another iteration by re-

turning to step 1.

To clarify the idea behind decomposition and iteration, we present an example of a simple

iterative algorithm.

Example 1.2

Consider a single-server production line L of length 4 as illustrated in Figure 1.2. The

processing time of a product on machine Si , i = 1, . . . , 4 is exponentially distributed with

rate λi . The line is decomposed into three subsystems as illustrated by Figure 1.3. We

define Ai as the time that M a
i

is starved by the upstream part of the line plus the processing

time of the product that is subsequently processed by M a
i

. Although Ai is clearly not ex-

ponentially distributed in reality, we approximate the distribution of this random variable

by an exponential distribution with rate λ
(i)

A . Similarly, Di is the service time at M d
i

plus

potential blocking after service. We represent the distribution of Di as an exponential dis-

tribution with rate λ
(i)

D . The following iterative algorithm is constructed to approximate
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the throughput of the production line.

Step 0: Initialize the service times of M a
i

and M d
i

: Ai = Mi and Di = Mi+1, i = 1, . . . , 3.

Step 1: For subsystem Li , i = 1, . . . , 3, perform the following steps:

• Construct a continuous-time Markov chain (CTMC) describing the behavior of the

subsystem using the current estimates of λ
(i)

A and λ
(i)

D . The state of the CTMC is

described by the variable j = 0, . . . , bi + 2 representing the number of items in

the subsystem, excluding the one in M a
i

(but including the one in M d
i

). The only

exception is state j = bi + 2, representing the state where the buffer is full and M a
i

is blocked. The generator Q(i) of the CTMC is given by the (bi + 2) × (bi + 2)

matrix

Q(i) =



















−λ
(i)

A λ
(i)

A

λ
(i)

D −λ
(i)

A -λ
(i)

D λ
(i)

A

. . .
. . .

. . .

λ
(i)

D −λ
(i)

A -λ
(i)

D λ
(i)

A

λ
(i)

D −λ
(i)

D



















• The vector of equilibrium probabilities p(i) can be obtained by solving the following

set of equations

p(i)Q(i) = 0,

p(i)1 = 1,

where 1 is a column vector of ones.

• The throughput of subsystem Li is given by

t i = (1− p(i)(bi + 2))λ
(i)

A , i = 1, 2, 3, (1.1)

where p(i)(bi + 2) is the equilibrium probability that M a
i

is blocked.

• If i < 3, adjust the parameter λ
(i+1)

A for M a
i+1

using the equilibrium distribution

of Li . Note that server M a
i+1

of the downstream subsystem corresponds to server

M d
i

. At the start of a service time Ai+1, two situations can be encountered. With

probability pi(1)λ
(i)

D /t i server M a
i+1

has to wait for a service completion at M a
i

before starting the “actual” service time and with complementary probability there

is a product available for service. In the first case, the mean service time of M a
i+1

is 1/λ
(i)

A + 1/λi+1, in the latter case the mean service time is 1/λi+1. The new

estimate for λ
(i+1)

A becomes

λ
(i+1)

A =

 

pi(1)λ
(i)

D

t i

 

1

λ
(i)

A

+
1

λi+1

!

+

 

1−
pi(1)λ

(i)

D

t i

!

1

λi+1

!−1

Next, we adjust parameter λ
(i−1)

D . Note that server M d
i−1

corresponds to server M a
i

.

On departure of an item from M d
i−1

, two situations can occur. With probability
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(pi(bi+2)λ
(i)

D + pi(bi)λ
(i)

A )/t i the item leaving M d
i−1

fills up the last position in Bi .

In this case, the item in service at M d
i−1

cannot leave before an item leaves at M d
i

, so

its service time is Si if Si > Di and Di otherwise. With complementary probability,

the item leaving M d
i−1

does not fill up Bi , in which case the next service time is Si .

Hence, the new estimate for λ
(i−1)

D becomes

λ
(i−1)

D =

 

pi(bi + 2)λ
(i)

D + pi(bi)λ
(i)

A

t i

E[max(Si , Di)]+

 

1−
pi(bi + 2)λ

(i)

D + pi(bi)λ
(i)

A

t i

!

1

λi

!−1

,

where

E[max(Si , Di)] =
1+λi/λ

(i)

D +λ
(i)

D /λi

λi +λ
(i)

D

It is hard to prove convergence for such an iterative method, but numerical evidence indi-

cates that all parameters converge within a reasonable number of iterations. However, it

is not always automatically guaranteed that we obtain the same throughput values for all

subsystems, i.e. t1 = t2 = t3. This property is called conservation of flow. Of course, this

equality should hold, since no products are added or lost during the production process.

We can force conservation of flow by adding an extra constraint. For this example, we

can use the throughput equation to adjust λ
(i)

A for every subsystem Li except the first one.

Rewriting Equation (1.1) and replacing t i by t i−1 gives the following new estimate for

λ
(i)

A :

λ
(i,k)

A =
t
(k)

i−1

1− p(i,k−1)(bi + 2)
, i = 2, 3, (1.2)

where the superscript k indicates from which iteration the quantity is obtained. Note that

we have to initialize p(i,0)(bi+2) = 0. To show a numerical example, we apply the method

above to a production line with four servers and buffer sizes of one (b1 = b2 = b3 = 1).

The parameter λ
(i)

A , i = 2, 3, is determined by Equation (1.2) to force conservation of

flow. Figure 1.4 shows the evolution of throughput values for λ = {1, 1, 1, 1} (left) and

λ = {1,2, 1,2} (right), where the numbers on the x-axis represent the iteration counter. It

seems that for both cases all throughput estimates converge to the same value within only

a few iterations.

This concludes the basic ideas behind decomposition. In the next section, we provide

an overview of literature on production lines.

1.4 Literature review

This section provides an overview of the literature on production lines. We divide the

literature on production lines into two parts: Section 1.4.1 discusses literature on produc-

tion lines with discrete items and Section 1.4.2 treats literature on continuous material

production lines.
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Figure 1.4: Evolution of throughput estimates t1, t2, t3 as obtained from Equation (1.1)

for four-machine production lines with buffer sizes of 1 and λ = {1, 1, 1, 1} (left) or

λ = {1,2, 1,2} (right)

1.4.1 Literature on discrete-item production lines

Two-stage production lines

A simple discrete-item production line is a system with two machines: a product starts

at the first machine, which has always work available, after which it moves to the sec-

ond machine. The second machine can be idle, and if there is a finite buffer between the

two machines, the first machine can be blocked. This type of system can be modeled

as a queueing system, in which the first machine is represented by the arrival process to

the queue and the second machine is represented by the service process. An extensive

treatment on queueing systems can be found in e.g. the books of Kleinrock [46, 47] and

Kulkarni [54]. Kendall [43] introduced a short-hand notation A/B/C for queueing sys-

tems, where A represents the inter-arrival time distribution, B represents the service time

distribution, and C is the number of servers. In case of a finite buffer, one typically adds

a fourth letter representing the number of products that can be stored in the buffer. If the

processing time distributions of both machines are exponential, the system can be mod-

eled as a specific type of Continuous-Time Markov Chain (CTMC): a birth-and-death

process. In such a process, the state space is divided in levels (representing the number

of present customers/products) and transitions are only possible to the neighboring levels.

For birth-and-death processes, we can obtain exact results on the queue length distribu-

tion. Unfortunately, the processing times of machines are in general not exponentially

distributed. If one or both of the processing time distributions are non-exponential, the

system cannot be modeled as a birth-and-death process. Nevertheless, for some systems

it is possible to obtain some exact results. For instance, if the processing times of the first

machine are exponentially distributed and the processing times of the second machine are

generally distributed and there is infinite buffer space (M/G/1-queue), we can conduct a

mean-value analysis to obtain performance measures such as the mean sojourn time and

the mean number of items in the system. If both processing-time distributions are general,

approximate methods can be used to estimate performance measures. For instance, a sim-

ple approximation for the waiting time of GI/G/1-queues, where GI stands for generally

distributed and mutually independent, is derived by Kingman [45]:

E[Wq] = E[S]

�

c2
a
+ c2

s

2

�
�

ρ

1−ρ

�

,
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where E[S] is the average service time, ρ is the utilization of the server, and c2
a

and c2
s

are the squared coefficients of variation of the arrival and service times respectively. This

formula is known to provide accurate results for systems that operate close to saturation.

In fact if ρ approaches 1, this formula is exact.

Another way to deal with general processing time distributions is the use of phase-type

distributions, first introduced by Neuts [64, 65]. A phase-type distribution is a combina-

tion of exponential distributions. A convenient property is that for each random variable

X with given first and second moment, we can fit a phase-type distribution with the same

first and second moment. A recipe to fit a phase-type distribution on the first two mo-

ments is provided by Marie [60] and Tijms [78]. In some cases it is even possible to fit a

phase-type distribution on three or more moments or to approximate the shape of X , see

e.g. [32, 40, 67, 85]. In Section 2.1, we give a formal definition of a phase-type distri-

bution and we show how to fit a phase-type distribution on a random variable with given

first and second moments.

Since a phase-type distribution consists of a number of exponential phases, we can

represent this distribution as a CTMC. By describing the behavior of both machines in

our two-stage system by a CTMC, we can model this system as a Quasi-Birth-and-Death

process (QBD process). The term QBD process has been introduced by Wallace [84].

Neuts [65] defines a QBD process as a Markov chain with two dimensions: levels and

phases. Just as for birth-and-death processes, the level represents the number of cus-

tomers/products in the system. Since each level consists of multiple (exponential) phases,

we can use phase-type distributed processing times and/or include other information about

the system, such as machine breakdowns. The limiting distribution of a QBD process

can be obtained by techniques known as matrix-geometric methods (cf. Neuts [65]) and

matrix-analytic methods (cf. Latouche and Ramaswami [56]). These techniques divide

the state space in two parts: a boundary set and a repetitive set. First, a number of bound-

ary equations is constructed, after which the steady-state probabilities of the repetitive set

are related to those of the boundary set by a rate matrix R. This matrix can be obtained by

solving a quadratic matrix equation. Several methods have been constructed to calculate

the rate matrix, see e.g. [65, 55, 63, 57]. Section 2.2 explains the ideas behind QBD pro-

cesses and matrix-analytic methods in more detail. For an extensive treatment we refer

the reader to [65, 56].

Multi-stage production lines

The usual approach to analyze multi-stage production lines is to decompose the line into

subsystems with two machines and one buffer. There is a large literature on decompo-

sition methods for production lines. Early (approximative) decomposition methods for

production lines are constructed by Vladzievskii [81], Hunt [35], Hillier and Boling [33],

Altiok [69], De Koster [51] and others. Exact methods for multi-stage production lines

are only available for a few special cases. Buzacott [13, 14], Coillard and Proth [17],

and Gershwin and Schick [28] develop an exact method for three-stage production lines

with unreliable machines having identical processing times. If all processing times are

exponential and there is infinite buffer space in front of each machine, we can represent

the line as a Jackson network, which can be solved exactly using Jackson’s theorem [36].

This theorem states that the steady-state distribution of the whole network is a product

form of the distributions of the individual nodes.

For networks with generally distributed processing times and infinite buffer space,
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Whitt [86, 87] constructed an approximative method called the Queueing Network Ana-

lyzer. However, since buffers are typically finite, we cannot ignore the effect of blocking

on the performance of the line. Kerbache and MacGregor Smith [42] constructed the ex-

pansion method for networks with single-server nodes, exponential processing times, and

finite buffers. In [41], the method is extended towards general processing times. The (gen-

eralized) expansion method adds a “holding” node in front of each finite buffer. A product

which cannot move to the buffer because it is full is redirected to this holding node, which

acts as an M/M/∞-queue. The service time at this queue represents the blocking time

of the product. The generalized expansion methods is extended by Jain and MacGre-

gor Smith [39] towards multi-server networks with exponential processing times, and by

Cruz et al. [20] towards multi-server networks with zero buffers and general processing

times. Another method using holding nodes is constructed by Tahilramani et al. [75],

using a maximum entropy method to solve a subsystem [52].

Another approach is to determine the starvation and blocking parameters of the sub-

systems in an iterative way. The previous section provides a simple example of an itera-

tive method for production lines with discrete items. The combination of decomposition

and iteration is firstly used by Gershwin [29] for lines with deterministic and identical

processing times and unreliable machines. Since this method experiences convergence

problems for several cases, Dallery et al. [22] suggests an improved set of equations for

the same type of production lines. The iterative approach is also explained in detail in

Perros [71], Dallery and Gershwin [21], and Buzacott and Shanthikumar [15]. Colledani

and Tolio [18] extend the model in [22] towards multiple failure modes. Iterative methods

for production lines with non-identical and generally distributed processing times have

been suggested by, amongst others, Buzacott [16], Altiok [4], Helber [31], and Van Vu-

uren and Adan [82, 83]. There are also many iterative methods for production lines with

continuous material flow; these papers will be considered in the next section.

1.4.2 Literature on continuous material production lines

Two-stage production lines

Production lines with two machines (or two production stages), one buffer and exponen-

tially distributed up- and downtimes can be analyzed exactly by modeling the system

as a Markov chain. Machines with multiple failure modes (or, equivalently, multiple

down-states), leading to a more complex Markov chain, are considered in Mitra [62].

The dynamics of the Markov chain are described by a set of linear differential equations,

see, e.g., Altiok and Ozdugru [5], Gershwin and Schick [27], Gershwin [29], Kulka-

rni [53], Mitra [62], Tan and Gershwin [77], and Wijngaard [88]. The solution of the set

of equations can be expressed as a matrix exponential function, or alternatively, it can

be expressed in terms of the eigenvalues and eigenvectors of the matrix exponent; see

Section 2.3. For an extensive treatment of the two-stage, one-buffer model we refer the

reader to Kulkarni [53]. Unfortunately, both representations of the solution can lead to

numerical problems, limiting their applicability. These numerical problems arise typi-

cally when the buffer is large and the difference between the machine speeds is small (but

non-zero). Adan et al. [1] and Ramaswami [72] identify a connection between two-stage

production lines with continuous material flow and discrete-state quasi-birth-and-death-

processes (QBDs). Soares and Latouche [73] propose a numerically stable method for the

analysis of a single-buffer continuous material flow model with time dependent failures
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(TDFs) and multiple up- and down-states; they express the buffer content distribution in

terms of a mixture of two matrix exponentials. These matrix exponentials are determined

using matrix-analytic methods, typically applied to discrete-state QBDs. The method

in [73] is adapted in Soares and Latouche [74] to the situation that failures are operation

dependent.

Multi-stage production lines

For production lines consisting of more than two machines, we have to rely on approxi-

mative methods. De Koster [50, 51] repeatedly aggregates two machines and one buffer

into a single-server, until a two-stage production line remains to be analyzed. This method

works well for exponential lines with identical machine speeds, although it can also be

applied to lines with non-identical machine speeds. The iterative methods by Gersh-

win [29] and Dallery et al. [22] for lines with identical and deterministic processing times

are also applicable to lines with continuous material flow. Another method for lines with

identical machine speeds has been constructed by Tan and Yeralan [76]. The first approx-

imation for continuous flow lines with non-identical machine speeds and exponentially

distributed up- and downtimes was constructed by Burman [12]. This paper assumes a

linear dependence between machine speeds and the rate at which machines break down.

The approximation of Burman [12] may suffer from convergence problems, which can be

avoided, though, by suitable modifications in the algorithm. The decomposition method

by Dallery and Le Bihan [25] assumes general downtimes, the distributions of which are

approximated by phase-type distributions matching the first three moments. The method

by Levantesi et al. [58] treats production lines where each machine has exponential upti-

mes and mixed exponential downtimes, i.e., the distribution of the downtimes is a mixture

of exponentials with different parameters. Colledani and Tolio [18] consider production

lines with exponential uptimes and general downtimes. Recently, Colledani and Gersh-

win [19] constructed a decomposition method for the analysis of production lines with

general up- and downtimes.

An alternative approach is the use of homogenization techniques, see, e.g., Dallery et

al. [23], Di Mascolo [61], and Liu and Buzacott [59]. These papers propose to replace a

non-homogeneous production line by a homogeneous line (the machines of which have

identical machine speeds). First the processing rate of each machine is set to the maximum

processing rate in the original line, and then the up- and down-rates of each machine are

adapted such that the behavior of the homogeneous line closely approximates the behavior

of the original non-homogeneous line. The homogeneous line can be efficiently analyzed

by using an iterative decomposition approach, see e.g. [23]. Dallery and Le Bihan [24]

develop an algorithm in which several homogenization techniques are combined.

This concludes the literature overview. In the next section, we discuss the contribution

of this thesis.

1.5 Contribution and thesis overview

In this thesis we construct mathematical approximations to analyze the performance of

production lines. The first part of the thesis considers production lines for discrete items;

the second part considers lines with continuous flow of material. Chapter 2 presents

mathematical tools that are used throughout the rest of the thesis.
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The first part starts with single-server production lines with discrete items and finite

buffers. The service times are generally distributed and characterized by the first and

second moment. We fit phase-type distributions on these first and second moments, the

procedure of which is explained in Section 2.1. To model the system as a continuous-

time Markov chain (CTMC), it is useful to describe these phase-type distributions as

Markovian Arrival Processes (MAPs). Section 2.2 shows how to translate a phase-type

distribution into a MAP and provides some useful calculations with MAPs.

Chapter 3 considers discrete-item production lines with small buffers and generally

distributed processing times. Typically, existing methods for discrete-item production

lines perform poorly if the number of machines in the line is large, if the buffers are small,

or if there is a large variability in processing times. To deal with these “hard” cases, we

propose two different approaches in Chapter 3. The first approach decomposes the line

into two-machine, one-buffer subsystems. Service times at the first (arrival) server of a

subsystem include starvation caused by the upstream part of the production line and the

service times at the second (departure) server include blocking caused by the downstream

part of the line. The new feature of this method is that dependencies are modeled between

successive service times of the departure server of each subsystem. The following exam-

ple tries to illustrate the existence of such dependencies.

Example 1.3

Consider the four-machine production line of Figure 1.3 and its decomposition into sub-

systems with the information and definitions of Example 1.2. Suppose that all processing

times are exponentially distributed with rate λi = λ, i = 1, . . . , 4. We show that a long

service time at departure server M d
2

due to blocking is more likely than usual to be fol-

lowed by again a long one. First, suppose that the ( j − 1)st item has just experienced a

long service time at M d
2

because it was blocked after service and suppose that the jth item

goes immediately into service at M d
2

upon departure of the ( j−1)st item. At this moment

M d
2

and M d
3

simultaneously start processing a new item and the item in M d
2

cannot leave

before the item in M d
3

has finished service. Since all service rates are equal and exponen-

tially distributed, the jth item is blocked after service with probability 1/2. Now suppose

that the ( j − 1)st item was not blocked after service at M d
2

. Define q as the probability

that this item fills the last position in buffer B3. Obviously, q < 1 if b3 > 0. In this case

the probability that the jth item is blocked after service is 1/2q < 1/2. This suggests that

there exists a positive correlation between successive service times at M d
2

.

The second approach of Chapter 3 uses a different kind of decomposition: it decom-

poses the line into three-machine, two-buffer subsystems. This leads to larger and more

detailed subsystems. This approach is less complex and more symmetrical in the treat-

ment of the service times of arrival and departure servers than the first approach. How-

ever, it is only usable for (very) small buffer sizes, because the state space of the Markov

chain describing a subsystem becomes large for large buffer sizes. Results show that both

approaches are reliable compared to simulation, even for the “hard” cases as described

above.

Chapter 4 considers production lines with finite buffers and parallel servers. Ana-

lytical results are hard to obtain for these systems and simulation models are often time

consuming. Recently, a model is proposed to aggregate these complex production lines

into a more simple structure: a single workstation with general inter-arrival times and
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general, WIP-dependent service times. The input for this simplified system can be ob-

tained from industrial data on the real system. Kock et al. [48] propose an algorithm to

measure the WIP-dependent service times directly from arrival and departure times in the

real system. In this paper, simulation is used to solve the aggregated system, which is

a G/G/m-queue with WIP-dependent service times. We propose an analytical method

for this type of system. First, we fit phase-type distributions on the first and second

moments of the inter-arrival times and the (WIP-dependent) service times, and then we

model the system as a quasi-birth-and-death process. This process can be solved exactly

using matrix-analytic methods. Although this approach is applicable to many systems,

the state space of the quasi-birth-and-death process becomes large in two cases: (i) if the

coefficients of variation of the WIP-dependent service times are (very) small and (ii) if

the number of WIP-levels is large. Therefore, we propose a smart method to reduce the

state space and to keep the model tractable also for these cases.

The second part of this thesis treats models for continuous material production lines.

Chapter 5 starts this part by presenting three case studies. The first case study is a beer

bottling line at a Heineken brewery, the second is a production line for computer chips

at NXP Semiconductor Manufacturing, and the last is a production line at Philips. We

show the challenges in the data analysis and present a discrete-event model to estimate

the throughput and other performance measures.

In the remainder of the second part we present analytical models for the performance

analysis of production lines with continuous material flow. For these models, we assume

that the (maximum) machine speeds are given. Typically, these machine speeds are non-

identical. This means that machines have to adjust their speeds occasionally to each other

in case of empty or full buffers. Each machine suffers from breakdowns, characterized by

a cycle consisting of a breakdown or “up”time and a repair or “down”time. In Chapter 6,

we assume that each workstation has a single server and that the up- and downtimes are

exponentially distributed. A machine can be starved if the upstream buffer is empty and

the upstream server is down or starved, and a machine can be blocked if the downstream

buffer is full and the downstream server is down or blocked. We assume that failures are

operation dependent, meaning that a machine can only break down when it is actually

producing. Further, we do not assume any (linear) dependence between breakdown rates

and machine speeds, in contrast to many models in the literature (see e.g. [12, 58, 18,

19, 24]). The motivation for not including this dependence is that we found no statistical

evidence for such relationships in practical cases. We decompose the line into subsystems

and we give two approaches to model the aggregate servers in each subsystem: by means

of two-state Markov chains (up and down) and by means of three-state Markov chains

(up, down, and starved or blocked). Figure 1.5 illustrates both approaches. The equations

to iteratively determine the processing behavior of the servers are obtained in such a way

that adding a conservation of flow equation is not necessary to assure equal throughput

values for all subsystems. Another new feature of this model is the determination of the

steady-state distribution of a subsystem. Because traditional methods are numerically

unstable for some cases, we use more sophisticated matrix-analytic methods. Section 2.3

shows an example of a two-stage production line for which numerical problems arise and

explains matrix-analytic methods in detail, based on [73]. We compare both approaches

to a discrete-event simulation model, showing that for cases with (large) imbalance in

repair rates, the more detailed three-state approach performs significantly better.

The methods in Chapter 6 lay the groundwork for the following two chapters. Because
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Figure 1.5: Two-state and three-state approach for the modeling of the servers of Li

up- and downtimes are in general not exponentially distributed, we relax this assumption

in Chapter 7. The three-state approach is used as a basis. Instead of assuming exponential

transitions, we derive the first and second moments and model the sojourn times in each

of the three states as phase-type distributions. Again, matrix-analytic methods are used

to obtain the steady-state distribution of a subsystem. The novelty of this model is that

it is able to analyze long production lines with generally distributed up- and downtimes.

The key to our approach is the use of aggregation techniques to keep the state space of

the Markov chain describing a subsystem limited, thus avoiding a state space explosion.

In fact, the state space of a subsystem is independent of the number of machines in the

line, in contrast to a recent method by [19] that is also able to deal with general up- and

downtimes. This method employs a detailed description of each subsystem and, as a

result, the state space of the Markov chain of a subsystem increases almost exponentially

with the number of machines in the line. The results of the method are compared to those

of a simulation model, showing that the method provides accurate results, even for lines

with high variations in up- and downtimes. Furthermore, our results are compared to

those in [19], showing that, surprisingly, the use of aggregation in our method does not

lead to less accurate estimates of throughput and average buffer contents than the detailed

method in [19]. Lastly, we show the performance of the model in this chapter on the

Heineken and NXP production lines.

Chapter 8 presents a model for multi-server production lines with exponentially dis-

tributed up- and downtimes. Again, the line is decomposed into subsystems, each subsys-

tem consisting of a multi-server arrival workstation, a multi-server departure workstation,

and a buffer in between. The use of aggregation techniques is crucial to keep the size of

the state space limited. Although the multi-server assumption drastically complicates the

analysis, the model is able to generate reliable throughput estimates compared to simula-

tion. Since the method in [19] is also able to analyze multi-server lines (which have only

a few stages), we compare our results to this method for the three-stage production lines

in [19].

Lastly, Chapter 9 provides some directions for further research.
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1.5.1 Overview and literature summary

In this section, we give an overview of this thesis and the papers that form the basis of

this thesis. In Chapter 2, we present mathematical tools that are used throughout this the-

sis. Chapter 3, based on Bierbooms et al. [6, 9], develops two approximative methods for

single-server production lines with discrete items and small buffers. The first method de-

composes the line into two-machine, single-buffer subsystems and models dependencies

between successive service times; the second method decomposes the line into subsys-

tems with three machines and two buffers, leading to more detailed subsystems. Chap-

ter 4 develops an analytical model for single-server workstations with general inter-arrival

times and general, WIP-dependent service times. This type of system is used as an ag-

gregate model for complex production systems. In Chapter 5, based on Bierbooms and

Adan [8], we consider three case studies: a beer bottling line at Heineken, an assembly

line at NXP Semiconductors, and a production line at Philips. We model these systems

as continuous flow production lines, using simulation to derive performance measures.

Chapter 6 is based on Bierbooms et al. [10] and considers production lines with continu-

ous flow and exponential up- and downtimes. We construct an approximative (analytical)

method for these type of systems. Chapter 7 generalizes this method towards general up-

and downtimes. This chapter is based on Bierbooms et al. [7, 11]. Chapter 8 constructs an

approximative method for production lines with exponential up- and downtimes and mul-

tiple parallel servers per workstation. Finally, Chapter 9 provides directions for further

research.
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2
Mathematical tools

This chapter provides (existing) mathematical techniques that are relevant for this thesis.

First, we introduce phase-type distributions in Section 2.1. These distributions will be

used frequently in this thesis to model process times, uptimes, downtimes, and so on,

of which we have the first and second moment available. In Section 2.1.1, we show

how to fit a phase-type distribution on a given first and second moment. Section 2.1.2

provides some calculations with phase-type distributions that are used throughout this

thesis. Section 2.2 describes quasi-birth-and-death processes, which are used in this thesis

to model discrete-item two-stage production lines. We also provide a brief overview of

the solution techniques used to solve a quasi-birth-and-death process: matrix-analytic

methods. In Section 2.3, we turn to a continuous flow two-stage production line. We first

describe the traditional solution for this type of system, which uses spectral analysis to

solve a set of linear differential equations. By means of an example, we show that this

solution can suffer from numerical instability. To circumvent this instability, we propose a

more sophisticated technique, relying on a connection with discrete-state quasi-birth-and-

death processes. The solution relies on matrix-analytic techniques, which are recently

developed for continuous flow systems.

2.1 Phase-type distributions

We consider a (positive) random variable Y with given mean E[Y ] and standard deviation

σY . A normalized measure for the variation of this random variable is the coefficient of

variation, which is defined as the ratio between the standard deviation and the mean:

cY =
σY

E[Y ]
.

We say that Y has a low variation if cY < 1 and a high variation if cY > 1. An impor-

tant distribution in queueing theory is the exponential distribution. The parameter µ of

this distribution is called the rate. The probability density function (pdf) and cumulative

distribution function (cdf) of an exponential distribution with rate µ are given by

f (x) = µe−µx ,

F(x) = 1− e−µx ,
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for all x ≥ 0. The mean, standard deviation, and coefficient of variation of the exponential

distribution are given by

E[X ] =
1

µ
, σX =

1

µ
, cX = 1.

An important property of the exponential distribution is the memoryless property:

P[X > s+ t|X > s] = P[X > t] for all s, t ≥ 0.

In words, the memoryless property can be explained as follows. If X is the exponentially

distributed lifetime of a part, then the distribution of the remaining lifetime after time s

is again exponential with rate µ given that the part has not broken down between time 0

and s. This property makes the exponential distribution suitable for the use in Markovian

models.

We can fit an exponential distribution on our random variable Y by choosing µY =

1/E[Y ]. However, this distribution has only the correct mean and it possibly represents

the variance of Y incorrectly. So the fit of an exponential distribution is only a good choice

if cY ≈ 1. Since this is not the case in general, we would like to fit a distribution that also

takes into account the variance of Y without losing the connection to Markov processes.

The class of phase-type distributions combines several exponential distributions. Fig-

ure 2.1 shows two examples of phase-type distributions. The Erlangk-distribution is the

sum of k exponential distributions with rate µ. The Hyper-exponentialk distribution takes

with probability pi an exponential distribution with rate µi , i = 1, . . . , k.

pk

p1
µ1

µk

...

k

µµµ . . .

1 2

Figure 2.1: Examples of phase-type distributions: the Erlang distribution (left) and the

Hyper-exponential distribution (right).

A more formal definition of phase-type distributions can be given as follows (cf. La-

touche and Ramaswami [56]). Consider a Markov process on the state space {0, . . . , k}

with initial probability vector (α0,α) and infinitesimal generator

Q=

�

0 0

ψ Φ

�

, (2.1)

where α is a row vector of size k, α0 is a scalar, Φ is a k × k matrix, and ψ is a k-size

column vector. To satisfy the properties of a Markov process, the elements in each row of

the generator Q should sum up to zero and only the diagonal elements of Q are negative.

This process can be seen as a continuous-time Markov chain with absorbing state, where

the elements in Φ represent the transition rates to non-absorbing states and the elements
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in ψ are transition rates to the absorbing state. A phase-type distribution can now be

defined as the time it takes until the absorbing state 0 is reached, given initial probability

vector (α0,α). If α0 = 0, the phase-type distribution has no probability mass at zero. For

example, an Erlang-distribution with k = 4 has the following α, Φ, and ψ:

α= (1, 0,0, 0), Φ=











−µ µ 0 0

0 −µ µ 0

0 0 −µ µ

0 0 0 −µ











, ψ =











0

0

0

µ











.

For a Hyper-exponential distribution with k = 4 we have

α= (p1, p2, p3, p4), Φ=











−µ1 0 0 0

0 −µ2 0 0

0 0 −µ3 0

0 0 0 −µ4











, ψ =











µ1

µ2

µ3

µ4











.

We can also represent a sequence of phase-type distributed random variables Yi by a

Markovian Arrival Process (MAP). A MAP is defined as a continuous-time Markov chain

with two types of transitions: transitions with an arrival and transitions without an arrival.

Of course, a MAP does not necessarily describe an arrival process, it can also be used

for other processes (such as service or repair processes). A MAP has an infinitesimal

generator Q = Φ+Ψ, where Φ contains the transition rates without an arrival and the

transition rates in Ψ represent transitions corresponding to an arrival. Note that a MAP is a

generalization of an arrival process with independent, phase-type distributed inter-arrival

times, since a MAP allows the initial probabilities of a new inter-arrival time to depend on

the last phase from which the previous inter-arrival time was completed. In other words,

in the structure of a MAP it is possible to model dependencies between successive arrival

times. For more information on MAPs, we refer the reader to Neuts [66].

For every random variable Y with mean E[Y ] and coefficient of variation cY , we

can fit a phase-type distribution with the same mean and coefficient of variation. We

now provide a recipe to fit a phase-type distribution on a given mean and coefficient of

variation.

2.1.1 Fitting a phase-type distribution

We use the following algorithm to fit a phase-type distribution on E[Y ] and cY , see [78].

If c2
Y
≤ 1, we use the Erlangk−1,k distribution, where k is chosen such that

1

k
≤ c2

Y
≤

1

k− 1
.

As illustrated in the left part of Figure 2.2, this distribution is with probability p the sum

of k− 1 exponential phases and with probability 1− p the sum of k exponential phases.

By choosing

p =
1

1+ c2
Y

(kc2
Y
− (k(1+ c2

Y
)− k2c2

Y
)1/2), µ=

(k− p)

E[Y ]
,
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the Erlangk−1,k distribution matches E[Y ] and cY . If c2
Y
> 1 we fit a Coxian2 distribution

with k = 2 phases, which takes with probability p an exponential phase with rate µ1

followed by an exponential phase with rate µ2, and with complementary probability it

takes only an exponential phase with rate µ1. This distribution is illustrated in the right

part of Figure 2.2. To match E[Y ] and cY , we choose

µ1 =
2

E[Y ]
, p =

0.5

c2
Y

, µ2 = µ1p.

Of course it would be possible to use another matching of phase-type distributions, how-

ever, numerical experiments suggest that the use of other distributions does not signifi-

cantly affect the approximation results presented in this thesis, see [40].

...

11 22 k − 1 k

µµµµ
1− p1− p

pp

µ1 µ2

Figure 2.2: Phase diagram of Erlangk−1,k distribution (left) and Hyper-Exponential2 dis-

tribution (right).

2.1.2 Calculations with phase-type distributed random variables

We consider a phase-type distributed random variable X . So its distribution can be repre-

sented as a Markov process with initial probability vector (0,α) and infinitesimal gener-

ator as defined by (2.1). The pdf and cdf of this distribution are given by

f (x) = αeΦxψ,

F(x) = 1−αeΦx1.

The kth moment of this distribution can be calculated as (see Latouche and Ramaswami [56])

E[X k] = (−1)kk!αΦ−k1. (2.2)

In Chapter 3, we need to calculate moments of the maximum of two phase-type distributed

random variables X1 and X2 (E[max{X1, X2}
k]). Furthermore, we need the probability

that X1 is larger than X2 (P[X1 > X2]). We represent the phase-type distributions of X1

(and X2) by transition matrix Φ1 (Φ2), vector of transitions to the absorbing state ψ1

(ψ2), and initial probability vector α1 (α2). To model the combined process of X1 and

X2, we first define the Kronecker product: if A is an n1 × n2 matrix and B is an n3 × n4

matrix, the Kronecker product, which is an n1n3 × n2n4 matrix, is defined as

A⊗ B=









A(1, 1)B . . . A(1, n2)B
...

...

A(n1, 1)B . . . A(n1, n2)B









.
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We model the time until the phases of both X1 and X2 are completed as a CTMC with

absorbing state. The matrix of transitions between non-absorbing states of this CTMC is

given by

Φc =







Φ1 ⊗ In2
+ In1

Φ2 ψ1 ⊗ In2
In1
⊗ψ2

0 Φ2 0

0 0 Φ1





 ,

where n1 and n2 are the number of phases of X1 and X2 respectively, and In is the identity

matrix of size n. The initial probability vector of the combined Markov process is

αc =
�

α1 ⊗α2 0n2
0n1

�

,

where 0n is a row vector of zeros of size n. We can calculate the moments of max{X1, X2}

by applying Equation (2.2) to this CTMC:

E[max{X1, X2}
k] = (−1)kk!αcΦ

−k
c

1.

To calculate the probability that X1 is larger than X2, we define another CTMC with

two absorbing states. The process ends in the first absorbing state if the phases of X1

finish before those of X2. Otherwise, the process ends in the second absorbing state. The

generator of this process can be defined as

Qc =







0 0 0

0 0 0

qc,1 qc,2 Qc,0





 ,

where Qc,0 is a square matrix of size n1n2× n1n2 and qc,1 and qc,2 are column vectors of

size n1n2:

Qc,0 = Φ1 ⊗ In2
+ In1

Φ2

qc,1 = ψ1 ⊗ 1n2

qc,2 = 1n1
⊗ψ2

Since we are only interested in the probability to end up in the first (or second) state, we

construct a discrete-time Markov chain (DTMC) with the following transition probability

matrix:

Pc =







0 0 0

0 0 0

pc,1 pc,2 Pc,0





 ,

where

Pc,0(i, j) = −Qc,0(i, j)/Qc,0(i, i) i, j = 1, . . . , n1n2,

pc,1(i) = −qc,1(i)/Qc,0(i, i) i = 1, . . . , n1n2,

pc,2(i) = −qc,2(i)/Qc,0(i, i) i = 1, . . . , n1n2.

The probability that X1 is larger than X2 is equal to the probability of ending up in state 1

of this DTMC, which can be calculated as (cf. Latouche and Ramaswami [56]):

P[X1 > X2] =α(In1×n2
− Pc,0)

−1pc,1.
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2.2 Quasi-birth-and-death processes

A Birth-and-Death (BD) process is a continuous-time Markov chain with an infinite state

space {0,1, 2, . . .}. The states in a BD-process are called levels and transitions from level

i are only possible to the neighboring states i − 1 and i + 1. The most simple type of

BD-process is an M/M/1-queue with arrival rate λ and service rate µ. The generator of

an M/M/1-type BD-process is given by

Φ=













−λ λ

−µ −λ−µ λ

−µ −λ−µ λ
. . .

. . .
. . .













For the process to be stable, it should hold that λ/µ < 1. Provided that this stability

condition is satisfied, we can determine the limiting distribution using the following set

of balance equations

λpi = µpi+1, i ≥ 0,

which gives

pi = p0ρ
i ,

where ρ = λ/µ. We can obtain p0 by solving the normalizing equation, yielding p0 =

1−ρ.

A generalization of the BD-process is the Quasi-Birth-and-Death process (QBD). In

a birth-and-death process, each level consists of only one state. In a quasi-birth-and-

death process, each level consists of multiple states. This allows us to model phase-type

distributed arrival and service processes and other system behavior that can be modeled

by a Markov process, such as breakdowns and repairs. A QBD consists of a boundary part

and a repetitive part. The boundary part can consist of one or more levels. The generator

Q of a QBD with one boundary level is of the form

Q=

















B00 B01 0 0 0 . . .

B10 A1 A0 0 0 . . .

0 A2 A1 A0 0 . . .

0 0 A2 A1 A0

...
...

. . .
. . .

. . .

















,

where B00, B01, and B10 contain the transition rates within level 0, from level 0 to 1, and

from level 1 to 0 respectively. The matrices A0, A1, A2 contain the rates from level i

to i + 1, within level i, and from level i + 1 to i respectively, i = 1, 2, . . .. Note that

A0 + A1 + A2 is an infinitesimal generator; it describes the state behavior of the Markov

process without levels. The matrices in Q should be such that Q is irreducible and that

A0 + A1 + A2 has exactly one communicating class. Furthermore, the following stability

condition should hold:

πA01< πA21,

where π is the equilibrium of the Markov process with generator A0 + A1 + A2 and 1 is

a vector of ones of appropriate size. This condition states that the drift to the left should
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be greater than the drift to the right; it is the equivalent of the condition λ/µ < 1 for

M/M/1-queues.

We can determine the equilibrium distribution of a QBD using techniques called

matrix-geometric methods (cf. Neuts [65]) or matrix-analytic methods (cf. Latouche

and Ramaswami [56]). The remainder of this section is devoted to these methods. For an

extensive treatment, we refer the reader to [65, 56]. The matrix-geometric property states

that the equilibrium probability vectors pi of the repetitive part of the QBD are related to

each other in the following way

pi = p1Ri−1, i = 1, 2, . . . ,

where the rate matrix R is the minimal nonnegative solution of the matrix-quadratic equa-

tion

A0 +RA1 +R2A2 = 0.

This means that any other nonnegative solution R̃ of the matrix-quadratic equation satis-

fies R̃ ≥ R. There is a whole literature devoted to the determination of the rate matrix,

see e.g. [65, 55, 63, 57]. In this thesis, we use the logarithmic reduction algorithm by

Naoumov et al. [63]. This algorithm is listed in Figure 2.3. For the boundary probability

N := A1

L := A0

M := A2

W := A1

di f := 1

while di f > ε

{

X := −N−1L

Y := −N−1M

Z := LY

di f := ‖Z‖

W :=W+ Z

N := N+ Z+MX

Z := LX

L := Z

Z :=MY

M := Z

}

R := −A0W−1

Figure 2.3: Algorithm of Naoumov et al. [63] for the determination of the rate matrix R,

where ‖.‖ is a matrix norm and ε is some small positive number.

vectors p0 and p1, we construct a set of equilibrium equations

p0B00 + p1B10 = 0

p0B01 + p1A1 + p2A2 = 0
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By substituting p2 = p1R and solving the normalizing equation,

1=

∞
∑

i=0

pie= p0e+ p1(I+R+R2 + . . .)e= p0e+ p1(I−R)−1,

we can uniquely determine the equilibrium probability vectors p0 and p1

2.3 Matrix-analytic methods for continuous flow systems

This section treats the analysis of two-stage production lines with continuous material

flow. Exact methods are available for two-stage production lines. These methods form

the basis of approximation methods for multi-stage production lines as analyzed in Chap-

ters 6, 7, and 8. The system consists of an arrival server MA, a departure server MD, and a

buffer B of size b in between; see Figure 2.4.

MA MDB

Figure 2.4: Two-stage production line with servers MA and MD, and buffer B in between

The phase process of each server is driven by a continuous-time Markov chain. For

the arrival server, we are given a finite set of states SA of size NA = |SA|with (infinitesimal)

generator QA. In state iA ∈ SA, the arrival server provides the buffer with fluid at a speed

of rA,iA
per time unit. The finite set of states for the departure server is given by SD of size

ND = |SD| with generator QD. The departure server empties the buffer at a speed of rD,iD

in state iD ∈ SD. The phase process of the two-stage system is given by S = SA× SD with

a total number of N = NA×ND states. The generator Q of the phase process and net speed

vector r are given by

Q= QA⊗ IND
+ INA
⊗QD, (2.3)

r= rA⊗ 1ND
− 1NA

⊗ rD, (2.4)

where In is an identity matrix of size n× n and 1n is a column vector of ones of size n.

We assume operation dependent failures (ODFs), meaning that the arrival server can-

not break down when it is not producing because of blocking, and the departure server

cannot break down when it is not producing because of starvation. For the arrival server,

this implies that whenever the buffer is full and the departure server is in a state with zero-

speed, the arrival server is blocked and its state is “frozen”. Service resumes in this state

as soon as the period of blocking ends. Formally we define the generator QF describing

the phase process when the buffer is full; it is given by

QF = QA⊗ ĨND
+ INA
⊗QD,

where the jth diagonal element of the diagonal matrix ĨND
is 1 if rD, j > 0 and 0 otherwise.

Similarly, when the arrival server is in a state with zero-speed and the buffer is empty, the



2.3 Matrix-analytic methods for continuous flow systems 27

departure server is starved and its state is frozen. The generator QE of the phase process

when the buffer is empty, is defined as

QE = QA⊗ IND
+ ĨNA
⊗QD,

where the jth diagonal element of the diagonal matrix ĨNA
is 1 if rA, j > 0 and 0 otherwise.

The two-stage production system can be described by a Markov process with states

(i, x), where i is the state of the phase process and x is the fluid level of the buffer. We

are interested in the steady-state distribution of this Markov process. We define Fi(x) as

the steady-state probability that the system is in state i ∈ S and the buffer content is less

than or equal to x . This probability can be related to its derivative (or density)
dFi(x)

d x
and

probabilities F j(x), j 6= i, in the following way,

ri

dFi(x)

d x
+
∑

j 6=i

Q i, j Fi(x) =
∑

j 6=i

Q j,i F j(x).

This relation is based on a balance principle, stating that the probability flux into the set

of states {(i, y), 0 ≤ y ≤ x} is equal to the flux out of that set. Since Q is a generator, it

holds that
∑

j 6=i Q i, j = −Q i,i . This gives us

ri

dFi(x)

d x
=
∑

j∈S

Q j,i F j(x).

Defining F(x) as the column vector with elements Fi(x) and R as the diagonal matrix

with elements Ri,i = ri , we can write

dF(x)

d x
= ZF(x), (2.5)

where Z = R−1QT . Here we assume that none of the rates ri are equal to 0, so R is

invertible (see also Remark 2.1). By differentiating (2.5) and introducing the probability

density vector f(x) =
dF(x)

d x
, we get

df(x)

d x
= Zf(x).

The solution to these linear differential equations is a matrix-exponential density function

of the form

f(x) = ceZx , (2.6)

where c is a vector of constants. Assuming that Z is diagonalizable, with eigenvalues σi

and corresponding (column) eigenvectors ui , the density f(x) can also be expressed in its

spectral form

fi(x) =
∑

i∈S

ciuie
σa

i
x . (2.7)

Note that we have probability mass at the boundaries x = 0 and x = b. It is convenient

to define p
(0)

i
as the probability that the system is in state i ∈ S and the buffer is empty;

p
(b)

i
is the probability that the system is in state i ∈ S and the buffer is full. So

p
(0)

i
= Fi(0), p

(b)

i
= Fi(b)− lim

x↑b
Fi(x).
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We can determine the probabilities p
(0)

i
and p

(b)

i
, and the constants ci , i ∈ S in (2.7)

by solving a set of boundary equations plus the normalizing equation. The boundary

equations are determined by applying the balance principle to the boundary levels x = 0

and x = b, yielding
∑

j∈S

QE
j,i

p
(0)

j
− ri fi(0) = 0, i ∈ S, (2.8)

∑

j∈S

QF
j,i

p
(b)

j
+ ri fi(b) = 0, i ∈ S, (2.9)

∑

i∈S

Fi(b) = 1. (2.10)

Note that Fi(b) can be expressed in terms of the density and boundary probabilities,

Fi(b) = p
(0)

i
+

∫ b

0

fi(x)d x + p
(b)

i
.

We divide the state space in two parts, S+ being the set of states with positive net speeds

and S− being the set of states with negative net speeds. Then p
(0)

i
= 0 if i ∈ S+, because

the buffer immediately starts to fill in a state with positive net speed. Similarly, p
(b)

i
= 0

if i ∈ S− since the buffer immediately empties in a state with negative net speed. This

leaves us with 2N unknown quantities in the set of equations (2.8)-(2.10).

Remark 2.1

If there are i ∈ S with ri = 0, then the matrix R is a singular matrix. So we have to treat

these states differently. Note that, for states i with ri = 0, equation (2.5) reduces to

∑

j 6=i

Q i, j Fi(x) =
∑

j 6=i

Q j,i F j(x). (2.11)

These equations define Fi(x) in terms of the probabilities F j(x) with r j 6= 0. We use these

equations to eliminate the probabilities Fi(x) with ri = 0, and we adjust the generators

Q, QE , and QF accordingly. Once the steady-state distribution for states with non-zero

speeds is determined, we obtain the steady-state probabilities Fi(x) with ri = 0 from the

balance equations (2.11).

The solution described above suffers from numerical instability, since eZx may be-

come very large whenever b is large and Z has positive eigenvalues (see the example

below). Scaling with a factor e−Zb would solve this problem, however, then the negative

eigenvalues cause similar problems. Use of the spectral form (2.7) is not an alternative,

since it suffers from the same numerical instability, and in addition, it may happen that Z

has defective eigenvalues.

Example 2.1

Consider a two-stage production system with buffer size b = 10 and with the following

generators and speed vectors

QA = QD =

�

−10 10

1 −1

�

, vA =

�

0

2

�

, vD =

�

0

1.5

�

.
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This system corresponds to a two-stage production line, where both servers have a mean

downtime of 0.1 and a mean uptime of 1, and (maximum) production rates of 2 and

1.5, respectively. Note that for this case, the buffer size is large in comparison to the

production rates. Using (2.3)-(2.4) we can calculate Q and r. Recall that R is the diagonal

matrix with elements Ri,i = ri . Removing the state with a net speed of zero (see Remark

2.1) and adjusting Q and R accordingly yields

Q=







−10.5 0.5 10

0.5 −10.5 10

1 1 −2





 , R=







1.5 0 0

0 −2 0

0 0 −0.5





 ,

Z= R−1QT =







−7 0.33 0.67

−0.25 5.25 −0.5

−20 −20 4





 .

The eigenvalues of Z are −5.32, 7.57 and 0. Hence, by substitution into (2.6), we obtain

f(b) = ceZb = c · 1031 ·







−1.36 −9.79 1.12

7.35 52.78 −6.01

−33.47 −240.51 27.40





 .

The huge values in the matrix eZb cause numerical problems in the solution of the bound-

ary equations (2.8) and (2.9).

A solution to this numerical problem is to split the state space in two parts and to

analyze the Markov process restricted to each of these parts separately. One part consists

of all states with positive net speeds and the other part consists of all states with negative

net speeds. Each part has its own transition rate matrix. The corresponding matrices Z1

and Z2 in the matrix-exponential density functions both have only negative eigenvalues,

which solves the numerical problem. To analyze the Markov process restricted to one

part, we need probabilities of returning to a certain fluid level in a particular state. Such

return probabilities can be determined by using matrix-analytic methods. In the remain-

der of this section, we explain in detail how to obtain the density function and perfor-

mance measures of the two-stage system, using matrix-analytic methods constructed by

Soares and Latouche [74]. In Section 2.3.1, we analyze a system where the net speed ri in

each state i ∈ S is either 1 or −1. Section 2.3.2 describes how to obtain the density func-

tion for a general system by transforming it into a system with two possible net speeds.

Finally, Section 2.3.3 shows how to derive performance measures from the steady-state

distribution.

2.3.1 Analysis of two-stage systems with two possible net speeds

We assume that ri = 1 or ri = −1 for each i ∈ S. First, we divide the state space in two

sets: S+ with phases i for which ri = 1, and S− with phases i for which ri = −1. We

partition the transition matrix Q and the speed vector r in a similar way,

Q=

�

Q++ Q+−
Q−+ Q−−

�

, r=

�

r+
r−

�

.
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We introduce a matrix Ψ, where the element Ψi j for i ∈ S+ and j ∈ S− is the probability

that when starting in state i with an empty buffer, the system returns to an empty buffer

situation and does so in state j. To obtain Ψ, we use matrix-analytic methods. The

following procedure is proposed in [73] (Appendix B). Define c ≤ maxi∈S |Q ii |, P =

I+ 1

c
Q, and V= I+ 1

c
U. A Quasi-Birth-and-Death process can be defined with transition

matrices

A0 =

�

1

2
I 0

0 0

�

, A1 =

�

1

2
P++ 0

P−+ 0

�

, A2 =

�

0
1

2
P+−

0 P−−

�

.

We can now define

G=

�

0 Ψ

0 V

�

,

where G is the minimal nonnegative solution of the equation G= A2 +A1G+A0G2. The

logarithm reduction algorithm of [56] can be used to efficiently calculate the minimal

nonnegative solution of this equation.

We define K and U as the generator of an irreducible Markov process on S+ and S−
respectively, where

K= Q++ +ΨQ−+,

U= Q−− +Q−+Ψ.

We can also consider the level-reversed process, which has the same generator Q and

(reversed) net speed rates r̂i = −ri . The matrices Ψ̂, K̂ and Û for the level-reversed

process have the same interpretation as the matrices Ψ, K and U for the original queue, so

we obtain

K̂= Q−− + Ψ̂Q+−,

Û= Q++ +Q+−Ψ̂.

Soares and Latouche [74] show that the stationary density function of the buffer content

is given by

(f+(x), f−(x)) = (p
(b)
+ ,p

(0)
− )

�

0 Q+−
Q−+ 0

�
�

I eKb
Ψ

eK̂b
Ψ̂ I

�−1

∗

�

eKx eKx
Ψ

eK̂(b−x)
Ψ̂ eK̂(b−x)

�

, (2.12)

where x is the buffer content. We define p
(b)
+ as the upper bound probability vector, where

the ith element denotes the probability that the system is in state i ∈ S+ and the buffer

is full. Similarly, p
(0)
− is the vector of lower bound probabilities, where the ith element

represents the probability of the system being in state i ∈ S− and the buffer being empty.

To obtain the boundary probability vectors (p
(b)
+ ,p

(0)
− ), we have to solve the following

system:

(p
(b)
+ ,p

(0)
− )W= 0, (2.13)

N
∑

i=1

∫ b

0

(f+(x), f−(x))d x = 1, (2.14)
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where

W=

�

QF
++
+QF

+−
Ψ̂−+ QF

+−
Λ̂−−

QE
−+

Λ++ QE
−−
+QE
−+

Ψ+−

�

.

The matrices Ψ+−, Ψ̂−+, Λ++ and Λ̂−− are obtained in [74] as

Ψ+− = (Ψ− eÛb
ΨeUb)(I− Ψ̂eÛb

ΨeUb)−1,

Ψ̂−+ = (Ψ̂− eUb
Ψ̂eÛb)(I−ΨeUb

Ψ̂eÛb)−1,

Λ++ = (I−ΨΨ̂)eÛb(I−ΨeUb
Ψ̂eÛb)−1,

Λ̂−− = (I− Ψ̂Ψ)eUb(I− Ψ̂eÛb
ΨeUb)−1.

The normalizing equation (2.14) can be written as

N
∑

i=1

∫ b

0

(f+(x), f−(x))d x =

(p
(b)
+ ,p

(0)
− )

�

0 Q+−
Q−+ 0

�
�

I eKb
Ψ

eK̂b
Ψ̂ I

�−1

∗





∫ b

0
eKx d x

∫ b

0
eKx d xΨ

∫ b

0
eK̂(b−x)d xΨ̂

∫ b

0
eK̂(b−x)d x



1N . (2.15)

Since either K or K̂ in this equation is singular, we make use of the group inverse concept.

The group inverse P# of a matrix P is a unique matrix satisfying PP#P= P, P#PP# = P#,

and PP# = P#P. With the following property we are able to compute the group inverse:

�

P#P= I− vu,

P#v= 0,

where u and v are respectively the left and right eigenvectors of P for the eigenvalue 0,

normalized by uv= 1 and u1= 1, where 1 is the column vector of ones.

The integrals in (2.15) can be computed by using either the inverse or the group inverse

of K and K̂ to obtain (see [74] for the proof):

∫ b

0

eKx d x =

�

(eKb − I)K# + bvu if K is singular,

(eKb − I)K−1 otherwise,

∫ b

0

eK̂(b−x)d x =

¨

(eK̂b − I)K̂# + bv̂û if K̂ is singular,

(eK̂b − I)K̂−1 otherwise.

The values for (p
(b)
+ ,p

(0)
− ) obtained from (2.13)-(2.14) can be plugged into (2.12) to

complete the buffer content density function. By integrating (2.12) and adding the proba-

bilities at the boundaries, we can retrieve the steady-state probability vector π:

π = (π+,π−) = (p
(b)
+ ,p

(0)
− ) +

∫ b

0

(f+(x), f−(x))d x .
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2.3.2 Analysis of general two-stage systems

In this section, we analyze a general two-stage fluid system with a finite set of states S̃,

transition matrix Q̃ and net speed vector r̃, where r̃i can have any real value for all i ∈ S.

We analyze this system by transforming it into a system with a set of states S, rate matrix

Q and speed vector r, where ri = 1 or ri = −1 for each i ∈ S. From this system, we

can obtain the steady-state distribution as described in the previous section. Secondly, we

show how to transform this distribution into the steady-state distribution of the original

system, f̃.

First, we divide the state space S̃ into three subsets; S+, S− and S0 consist of all states

i ∈ S̃ for which r̃i > 0, r̃i < 0 and r̃i = 0 respectively. We divide the rate matrices Q̃, Q̃E

and Q̃F accordingly:

Q̃=







Q̃00 Q̃0+ Q̃0−

Q̃+0 Q̃++ Q̃+−
Q̃−0 Q̃−+ Q̃−−





 , Q̃E =







Q̃E
00

Q̃E
0+

Q̃E
0−

Q̃E
+0

Q̃E
++

Q̃E
+−

Q̃E
−0

Q̃E
−+

Q̃E
−−







Q̃F =







Q̃F
00

Q̃F
0+

Q̃F
0−

Q̃F
+0

Q̃F
++

Q̃F
+−

Q̃F
−0

Q̃F
−+

Q̃F
−−





 .

From this system we determine the following quantities. The buffer content pdf is deter-

mined as f̃ = (̃f0, f̃+, f̃−). The (row) probability vector of being in either of the states in

i ∈ S̃ = {S0, S+, S−} is given by π̃ = (π̃0, π̃+, π̃−). The row vector p̃(0) = (p̃
(0)

0
, p̃
(0)
+ , p̃

(0)
− )

contains the steady-state probabilities of the system being in state i ∈ S̃ and the buffer be-

ing empty. The ith element of row vector p̃(b) = (p̃
(b)

0
, p̃
(b)
+ , p̃

(b)
− ) denotes the probability

of being in state i ∈ S̃ and the buffer being full. Note that p̃
(0)
+ (i) = p̃

(b)
− (i) = 0, since the

buffer cannot be empty if the net speed is positive and it cannot be full if the net speed is

negative. For ease of notation, we write the (i, j)th element of a matrix G as G(i, j) and

the ith element of a vector g as g(i) from here on.

From the original process, we delete the states in S0 to obtain a new process with state

space S̄ = S+ ∪ S−, net speed vector r̄ and transition matrix

Q̄=

�

Q̃++ Q̃+−
Q̃−+ Q̃−−

�

+

�

Q̃+0

Q̃−0

�

(−Q̃00)
−1(Q̃0+, Q̃0−).

By changing the time scale, we can change this process with nonzero speeds into a process

with two possible speeds. We define C̄ = diag(r̃i : i ∈ S+ ∪ S−). The transition matrix of

the simplified process with state space S = S+ ∪ S− is given by

Q= |C̄|−1Q̄.

By using the method as described in the previous section, we can determine the proba-

bility density function f, boundary probability vectors p(0) and p(b), and probability vector

π of the simplified process. By re-scaling these results we obtain the function f̄ and vec-

tors p̄(0), p̄(b), and π̄ corresponding to the process described by Q̄ and r̄:

f̄= (π|C̄|1)−1f|C̄|−1, π̄ = (π|C̄|1)−1π|C̄|−1,

p̄(0) = (π|C̄|1)−1p(0)|C̄|−1, p̄(b) = (π|C̄|1)−1p(b)|C̄|−1,
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where 1 is the column vector of ones. To determine f̃ (i), π̃(i), p̃(0)(i), p̃(b)(i) of the

original process for all states i ∈ S+ ∪ S−, we have to scale the original expressions f̄ (i),

π̄(i), p̄(0)(i), p̄(b)(i):

f̃ (i) = (1−
∑

j∈S0

π̃( j)) f̄ (i), π̃(i) = (1−
∑

j∈S0

π̃( j))π̄(i), (2.16)

p̃(0)(i) = (1−
∑

j∈S0

π̃( j))p̄(0)(i), p̃(b)(i) = (1−
∑

j∈S0

π̃( j))p̄(b)(i). (2.17)

Since we are dealing with an irreducible Markov chain, we obtain π̃(i), f̃ (i), p̃(0)(i),

and p̃(b)(i) for i ∈ S0 by using balance arguments. These arguments imply that the total

number of jumps into a certain state should be equal to the number of jumps out of that

state. By applying balance arguments, we derive sets of equations from which we can

solve the unknown quantities.

• To determine the steady-state probabilities π̃(i) for i ∈ S0, we argue that the number

of jumps into a state i ∈ S0 should be equal to the number of jumps out of that state.

The corresponding balance equations are given by

−π̃(i)Q̃(i, i) =
∑

j∈S+∪S−

�

(π̃( j)− p̃(b)( j)− p̃(0)( j))Q̃( j, i) + p̃(b)( j)Q̃F ( j, i)

+p̃(0)( j)Q̃E( j, i)
�

+
∑

j∈S0
π̃( j)Q̃( j, i).

By substituting (2.16)-(2.17) into these equations and writing in matrix form, we

obtain the following set of equations, from which we can solve π̃0 explicitly:

�

(π̂+ − p̂
(b)
+ , π̂− − p̂(0))

�

Q̃+0

Q̃−0

�

+ p̃
(b)
+ Q̃F

+0
+ p̃

(0)
− Q̃E

−0

�

(1− π̃01)+ π̃0Q̃00 = 0.

The solution can be substituted into (2.16) and (2.17) to obtain all the quantities for

states in S+ and S−.

• The balance arguments for the functions f̃ (i) for i ∈ S0 imply that the total number

of jumps into a state with zero-speed and buffer level x , 0< x < b, should be equal

to the number of jumps out of that state. Note that the buffer level does not change

when the system is in a state in S0, so we only need to include phase transitions in

the balance equations.

−Q̃(i, i) f̃ (i) =
∑

j∈S, j 6=i

Q̃( j, i) f̃ ( j).

Solving this set of equations for f̃0 gives (in matrix notation)

f̃0 = −(̃f+Q̃+0 − f̃−Q̃−0)Q̃
−1
00

. (2.18)

• Finally, we obtain p̃
(0)

0
(i) and p̃

(b)

0
(i) for i ∈ S0 by using balance equations at the

boundaries:

−Q̃E(i, i)p̃
(0)

0
(i) =

∑

j∈S−, j 6=i

Q̃E( j, i)p̃
(0)
− ( j),
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−Q̃F (i, i)p̃
(b)

0
(i) =

∑

j∈S+, j 6=i

Q̃F ( j, i)p̃
(b)
+ ( j).

Solving and writing in matrix notation gives the following set of equations, which

we can solve for p̃
(b)

0
and p̃

(0)

0
by plugging in (2.17) for p̃

(0)
− and p̃

(b)
+ :

p̃
(0)
− Q̃E

−0
+ p̃

(0)

0
Q̃E

00
= 0,

p̃
(b)
+ Q̃F

+0
+ p̃

(b)

0
Q̃F

00
= 0.

2.3.3 Performance measures

We are interested in the mean buffer content and throughput of the system as described in

the beginning of this section. As in the previous section, we split the state space into three

parts, with S0, S+, and S− containing the states with zero, positive and negative speeds

respectively.

Using the analysis of the previous sections, we can obtain the mean buffer content

E[BC] by taking the expectation of the buffer content between the lower and upper bound

and adding a term for the maximum buffer content at level b:

E(BC) =





∫ b

0

(f0(x), f+(x), f−(x))xd x + b(p
(b)
+ , 0)



1N ,

where 1N is the column vector of ones of size N . For this expression, we show how to

obtain the integral
∫ b

0
(f+(x), f−(x))xd x1N . From this, the integral

∫ b

0
xf0(x)d x follows

by applying a similar analysis using f0(x) from (2.18). We use (2.12) to write

N
∑

i=1

∫ b

0

(f+(x), f−(x))xd x =

(p
(b)
+ ,p

(0)
− )

�

0 Q+−
Q−+ 0

�
�

I eKb
Ψ

eK̂b
Ψ̂ I

�−1

∗





∫ b

0
eKx xd x

∫ b

0
eKx xd xΨ

∫ b

0
eK̂(b−x)xd xΨ̂

∫ b

0
eK̂(b−x)xd x



1N . (2.19)

The integrals
∫ b

0
eKx xd x and

∫ b

0
eK̂(b−x)xd x can be obtained using integration by

parts, where either the inverse or the group inverse of K and K̂ are used (see [74] for the

proof):

∫ b

0

eKx xd x =

¨

K#(beKb −K#(eKb − I)) + 1

2
b2vu if K is singular,

K−1(beKb −K−1(eKb − I)) otherwise,
(2.20)

∫ b

0

eK̂(b−x)xd x =

¨

−K̂#(bI− K̂#(eK̂b − I)) + 1

2
b2v̂û if K̂ is singular,

−K̂−1(bI− K̂−1(eK̂b − I)) otherwise.
(2.21)
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To determine the throughput t, recall that each state i = (iA, iD) ∈ S has corresponding

arrival machine speed rA,iA
and departure machine speed rD,iD

. By using the steady-state

probabilities π and boundary probabilities p(0) and p(b) we obtain the throughput as

t =
∑

i=(iA,iD)

(πi − p
(b)

i
)rA,iA

+ p
(b)

i
rD,iD

, (2.22)

or, equivalently,

t =
∑

i=(iA,iD)

(πi − p
(0)

i
)rD,iD

+ p
(0)

i
rA,iA

. (2.23)

This concludes the description of matrix-analytic methods for continuous flow production

lines.
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Part I

Discrete item production systems

37





3
Production lines with small buffers

In this chapter we study single-server discrete item production lines with generally dis-

tributed service times and finite buffers. Items are served according to the Blocking-

After-Service (BAS) protocol: if the downstream buffer is full upon service completion,

the server is blocked and has to wait until space becomes available before starting to serve

the next job (if there is any). To approximately determine the throughput and mean so-

journ time, we decompose the line into subsystems, the service times of which include

starvation by the upstream part of the line and blocking by the downstream part of the line.

We iteratively estimate the unknown parameters of the service times of each subsystem.

Typically, existing approximations perform poorly when buffers are small, variations in

service times are high or when the number of machines in the line is large. To obtain

reliable estimates for these cases, we propose two different approaches:

• The first approach decomposes the line into two-machine, single-buffer subsystems.

The new feature of this approach is that, in each subsystem, successive service

times are not assumed to be independent, but dependencies in successive service

times due to blocking are included.

• The second approach decomposes the line into three-machine, two-buffer subsys-

tems, which is a different manner of decomposition than usual. This leads to a more

detailed subsystem. An advantage is that this three-machine model is less complex

and more "symmetrical" than the first two-machine model. This approach, however,

is only feasible if buffers are very small.

Numerical results show that both models provide reliable estimates for the throughput and

mean sojourn time, even for long production lines and service times with high variability.

3.1 Model definition

We consider a production line L consisting of N servers and N − 1 buffers in between.

The servers (or machines) are labeled Mi , i = 1, ..., N . The first server M1 acts as a source

for the production line, implying that there is always a new item available for servicing.

The service times of server Mi are independent and identically distributed, and they are

also independent of the service times of the other servers; Si denotes the (raw) service
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time of server Mi , characterized by rate µi and squared coefficient of variation c2
Si

. The

buffers are labeled Bi and the size of buffer Bi is bi (i.e., bi items can be stored in Bi). We

assume that each server employs the BAS blocking protocol. An example of a production

line with four servers is illustrated in Figure 3.1.

M1L M2 M3 M4B1 B2 B3

Figure 3.1: A production line with four servers.

3.2 First approach: including dependencies in successive

service times

For this approach, we decompose the original line L into N−1 subsystems L1, L2, . . . , LN−1.

Subsystem Li consists of buffer Bi of size bi , an arrival server M a
i

in front of the buffer,

and a departure server M d
i

after the buffer. Figure 3.2 displays the decomposition of line

L of Figure 3.1.

M1 B1
M2 B2 M3 B3 M4

A1 D1

A2 D2

A3 D3

L

L1

L2

L3

Ma
1

Md
1

Ma
2

Md
2

Ma
3 Md

3

b1

b2

b3

Figure 3.2: Decomposition of the production line of Figure 3.1 into three subsystems.

The arrival server M a
i

of subsystem Li is, of course, server Mi , but to account for

the connection with the upstream part of Li , its service times are different from Si . The

random variable Ai denotes the service time of the arrival server M a
i

in subsystem Li .

This random variable aggregates Si and possible starvation of Mi before service because

of an empty upstream buffer Bi−1. Accordingly, the random variable Di represents the

service time of the departure server M d
i

in subsystem Li ; it aggregates Si+1 and possible

blocking of Mi+1 after service completion, because the downstream buffer Bi+1 is full.

Note that successive service times Di of departure server M d
i

are not independent: a long

Di induced by blocking is more likely to be followed by again a long one. The same



3.2 First approach: including dependencies in successive service times 41

holds for long service times Ai induced by starvation. We will try to include dependencies

between successive aggregate service times in the modeling of Di . It is also possible

to include dependencies in the modeling of Ai , but it seems difficult to model both Ai

and Di in this way. The reason is that we need to force the throughput values for all

subsystems to be equal. For this, we use a conservation of flow equation to adjust one of

the subsystem parameters. By including dependencies between successive arrival service

times and departure service times, it is difficult to adjust one of the parameters in such

a way that convergence to the same throughput values for all subsystems is achieved.

Therefore, we model the service process of M a
i

more simple than the service process

of M d
i

and we choose to adjust the first moment of Ai to assure conservation of flow

(see Section 3.2.1). In the subsequent sections we construct an algorithm to iteratively

determine the characteristics of Ai and Di for each i = 1, ..., N − 1.

3.2.1 Iterative method

This section is devoted to the description of the iterative algorithm to approximate the

performance of tandem queue L. The algorithm is based on decomposition of L in N − 1

subsystems L1, L2, . . . , LN−1 as explained in the previous section. In Sections 3.2.2-3.2.4

we elaborate on the several steps of the iterative algorithm.

Step 0: Initialization

The first step of the algorithm is to initially assume that there is no blocking. This means

that the random variables Di are initially assumed to be equal to Si+1.

Step 1: Evaluation of subsystems

We subsequently evaluate each subsystem, starting from L1 and up to LN−1. First we de-

termine new estimates for the first two moments of Ai , before calculating the equilibrium

distribution of Li .

(a) Service process of the arrival server

For the first subsystem L1, the service time A1 is equal to S1, because server M1 cannot

be starved. For the other subsystems we proceed as follows in order to determine the

first two moments of Ai . Define pi,bi+2 as the long-run fraction of time arrival server

M a
i

of subsystem Li is blocked, i.e., buffer Bi is full, M d
i

is busy, and M a
i

has completed

service and is waiting to move the completed job into Bi . We have for the throughput t i

of subsystem Li ,

t i =
1− pi,bi+2

E[Ai]
. (3.1)

By substituting in (3.1) the estimate t
(k)

i−1
for t i , which is the principle of conservation of

flow, and p
(k−1)

i,bi+2
for pi,bi+2 we get as new estimate for E[Ai],

E[A
(k)

i
] =

1− p
(k−1)

i,bi+2

t
(k)

i−1

, (3.2)
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where the superscripts indicate in which iteration the quantities have been calculated. The

second moment of Ai cannot be obtained by using Little’s law. Instead we calculate the

second moment using Equation (3.3) (see Section 3.2.2).

(b) Analysis of subsystem Li

Based on the new estimates for the first two moments of Ai , we translate subsystem Li to a

Markov process and calculate its steady-state distribution as will be described in Section

3.2.4.

(c) Determination of the throughput of Li

Once the steady-state distribution is known, we determine the new throughput t
(k)

i
ac-

cording to Equation (3.1).

Step 2: Service process of the departure server

From subsystem LN−2 down to L1, we adjust the parameters to construct the distribution

of Di , as will be explained in Section 3.2.3. Note that DN−1 = SN , because server MN can

never be blocked.

Step 3: Convergence

After Step 1 and 2 we verify whether the iterative algorithm has converged or not by

comparing the throughputs in the (k− 1)-th and k-th iteration. When

N−1
∑

i=1

|t
(k)

i
− t

(k−1)

i
|< ǫ,

we stop and otherwise repeat Step 1 and 2.

Although it is hard to prove that the throughput converges in this iterative method,

numerical evidence indicates that all parameters converge within a reasonable number of

iterations.

3.2.2 Service process of the arrival server

In this section we model the service process of arrival server M a
i

of subsystem Li (cf. step

1(a) in Section 3.2.1). As an approximation, we will act as if the service times Ai are

independent and identically distributed, thus ignoring dependencies between successive

service times Ai .

Note that an arrival in buffer Bi , i.e., a job being served by M a
i

moves to buffer Bi when

space becomes available, corresponds to a departure from M d
i−1

in the upstream subsystem

Li−1. Just after this departure, two situations may occur: subsystem Li−1 is empty with

probability (w.p.) qe
i−1

, or it is not empty with probability 1−qe
i−1

. By convention, we do

not count the job at M a
i−1

as being in Li−1. So subsystem Li−1 is empty whenever there are

no items in Bi−1 and M d
i−1

. In the former situation, Mi has to wait for a residual service

time of arrival server M a
i−1

of subsystem Li−1, denoted as RAi−1, before the actual service

Si can start. In the latter situation, the actual service Si can start immediately. Hence,
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since the service time Ai of arrival server M a
i

includes possible starvation of Mi before the

actual service Si , we have

Ai =

�

RAi−1 + Si with probability qe
i−1

,

Si otherwise.

This representation is used to determine the second moment of Ai . Based on qe
i−1

and the

first two moments of RAi−1, the determination of which is deferred to Section 3.2.4, we

obtain the second moment of Ai as

E[A2
i
] = qe

i−1
E[RA2

i−1
] + 2qe

i−1
E[RAi−1]E[Si] +E[S2

i
]. (3.3)

The first moment E(Ai) can be determined similarly, i.e. E[Ai] = qe
i−1

E[RAi−1]+E[Si],

but we choose to use (3.2) expressing conservation of flow.

3.2.3 Service process of the departure server

In this section we describe the service process of the departure server M d
i

of subsystem Li

in detail. To describe Di we take into account the occupation of the last position in buffer

Bi+1 (or server M d
i+1

if bi+1 = 0). A job served by M d
i

may encounter three situations in

downstream subsystem Li+1 on departure from Li , or equivalently, on arrival at Li+1; see

Figure 3.3. The situation encountered on arrival has implications for possible blocking of

the next job served by M d
i

, as will be explained below.

M
d

i
M

d

i+1

(i)

(ii)

(iii)

Figure 3.3: Possible situations in downstream subsystem Li+1 encountered on departure

from Li .

(i) The arrival is triggered by a service completion of departure server M d
i+1

of Li+1,

i.e., server M a
i+1

was blocked because the last position in Bi+1 was occupied, and

waiting for M d
i+1

to complete service. Then the next service of M d
i

(if there is a job)

and M d
i+1

start simultaneously and buffer Bi+1 is full. We denote the time elapsing

till the next service completion of departure server M d
i+1

by Db
i+1

, which is equal to

the time the last position in Bi+1 will be occupied before it becomes available again.

Hence, in this situation, the next service time Di of M d
i

is equal to the maximum of

Si and Db
i+1

, if M d
i

can immediately start with the next service. Otherwise, if M d
i

is
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starved just after the departure, Di is equal to the maximum of Si+1 and the residual

time of Db
i+1

at the service start of M d
i

.

(ii) Just before the arrival there is only one position left in buffer Bi+1. So, right after

this arrival, Bi+1 is full. Now we denote the time elapsing till the next service com-

pletion of departure server M d
i+1

by D
f

i+1
, which is again the time the last position in

Bi+1 will stay occupied. Thus Di is equal to the maximum of Si+1 and the residual

time of D
f

i+1
at the service start of M d

i
.

(iii) Finally, when neither of the above situations occurs, the arrival does not fill up

buffer Bi+1, because there are at least two positions available in Bi+1. Hence, the

last position in Bi+1 stays empty and the next service time Di is equal to Si+1.

Note that only in situation (i) and (ii) the next job to be served by M d
i

can be possibly

blocked at completion of Si+1. The question is: if a departure from Li encounters situ-

ation (i), (ii) or (iii) in Li+1, then what is the probability that the next departure from Li

encounters one of these situations? Now we are not going to act as if the probability that

a departure from Li encounters either of the three situations is independent of the past.

This would imply that successive service times Di are independent. Instead, we are going

to introduce transition probabilities between the above three situations, i.e., the service

process of departure server M d
i

will be described by a Markov chain.

If a departure from Li sees situation (i), and M d
i

can immediately start with the next

Si+1 and finishes before M d
i+1

finishes Db
i+1

, then the next departure from Li sees again

(i). However, if M d
i+1

finishes first, then on completion of Si+1 by M d
i

, both (ii) or (iii)

may be seen. We denote by p
b,nf

i+1
the probability that M d

i+1
completes at least two services

before the next arrival at Li+1, given that M d
i+1

completes at least one service before the

next arrival. So, if M d
i+1

finishes first, then the next departure from Li sees (iii) with

probability p
b,nf

i+1
, and (ii) otherwise. We assumed that M d

i
can immediately start service

after a departure. If, on the other hand, M d
i

is starved and has to wait for the next job to

arrive, then Db
i+1

should be replaced by the residual time of Db
i+1

at the service start of

M d
i

.

The transitions are the same from situation (ii), except that Db
i+1

should be replaced

by D
f

i+1
. So, if a departure from Li sees situation (ii), and M d

i
finishes before Mi+1 (i.e.,

Si+1 < D
f

i+1
), then the next departure from Li certainly sees (i). If Si+1 > RD

f

i+1
, then the

next departure from Li sees (iii) with probability p
f ,nf

i+1
and (ii) otherwise.

Finally, in situation (iii), the next departure from Li will never see (i). It will see (ii)

with probability p
nf , f

i+1
and (iii) otherwise, where p

nf , f

i+1
is defined as the probability that,

on an arrival at Li+1, there is exactly one position left in the buffer of Li+1. The different

situations and possible transitions are summarized in Table 3.1, where we assume that M d
i

can immediately start with the next service after a departure. If this is not the case, then

Db
i+1

and D
f

i+1
should be replaced by their residual times at the start of the next service of

M d
i

(since Db
i+1

and D
f

i+1
will always start at the moment of a departure).
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Service starts in Aggregate service time Next service starts in

if Si+1 < Db
i+1

: (i)

(i) max(Si+1, Db
i+1
) if Si+1 > Db

i+1
: (ii) w.p. 1− p

b,nf

i+1

(iii) w.p. p
b,nf

i+1

if Si+1 < D
f

i+1
: (i)

(ii) max(Si+1, D
f

i+1
) if Si+1 > D

f

i+1
: (ii) w.p. 1− p

f ,nf

i+1

(iii) w.p. p
f ,nf

i+1

(iii) Si+1 (ii) w.p. p
nf , f

i+1

(iii) w.p. 1− p
nf , f

i+1

Table 3.1: Different situations and possible transitions of the service process of departure

server M d
i

3.2.4 Subsystem analysis

In this section we describe the analysis of subsystem Li . For ease of notation we drop

the subscript i in the sequel of this section. In order to translate L to a Markov process,

we will describe the random variables introduced in the foregoing sections in terms of

phase-type distributions, see Section 2.1. By fitting phase-type distributions, we translate

subsystem L to a Quasi-Birth-and-Death process (QBD). Based on the steady-state dis-

tribution of this QBD, we derive performance measures which can be used to model the

service process of the arrival server of the downstream subsystem and the service process

of the departure server of the upstream subsystem.

We apply the recipe of Section 2.1 to represent each of the random variables A, S, Db

and D f in terms of exponential phases. The status of the service process of the arrival

server M a can be easily described by the service phase of A. The description of the ser-

vice process of the departure server M d is more complicated. Here we need to keep track

of the phase of S and the phase of Db or D f , depending on situation (i), (ii) or (iii). The

description of this service process is illustrated in the following example.

Example 3.1

Suppose that S can be represented by two successive exponential phases, Db by three

phases and D f by a single phase, where each phase possibly has a different rate. Then the

phase-diagram for each situation (i), (ii) and (iii) is sketched in Figure 3.4. States a, b and

c are the initial states for each situation. The grey states indicate that either S, Db or D f

has completed all phases. A transition from one of the states d, e, f , g and h corresponds

to a service completion of departure server M d (i.e., a departure from subsystem L); the

other transitions correspond to a phase completion, and do not trigger a departure. The

probability that a transition from state e is directed to initial state a is equal to 1; the

probability that a transition from state d is directed to initial state a, b and c is equal to

0, 1− pb,nf and pb,nf , respectively. The transition probabilities from the other states f , g

and h can be found similarly.

In Figure 3.4 it is assumed that M d can immediately start with the next service S after

a departure. However, if M d is starved, then S will not immediately start but has to wait

for the next arrival at L (i.e., service completion of the arrival server M a). However, Db

or D f will immediately start completing their phases, and may even have completed all

their phases at the start of S.
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S SS

Db Df

a b c

d

e

f

g h

Figure 3.4: Phase diagram for the service process of the departure server.

From the example above it will be clear that the service process of M d can be de-

scribed by a Markovian Arrival Process (MAP): it is a finite-state Markov process with

the generator Qd . This generator can be decomposed as Qd = Qd0+Qd1, where the tran-

sitions of Qd1 correspond to service completions (i.e., departures from L) and the ones

of Qd0 correspond to transitions not leading to departures. The dimension nd of Qd can

be large, depending on the number of phases required for S, Db and D f . Similarly, the

service process of M a can also be described by a Markovian Arrival Process with gener-

ator Qa = Qa0 +Qa1 of dimension na. We will now discuss how to obtain the generators

Qa and Qd , after which we provide the steady-state distribution of the subsystem and we

update the relevant parameters.

Arrival server generator

We can represent the phase-type distribution of A as a Coxian distribution with na phases,

numbered 1, ..., na; the starting phase is 1, the rate of phase j is ω j , p j is the probability

to proceed to the next phase j+1, and 1− p j is the probability that A is completed. Since

na is the last phase, we have pna
= 0. Then the states of the MAP are numbered 1, . . . , na.

Its generator can be expressed as Qa0+Qa1, where the transition rates in Qa1 are the ones

corresponding to a service completion, i.e., an arrival in the buffer. The non-zero elements

of Qa0 and Qa1 are presented below:

Qa0( j, j) = −ω j , j = 1, . . . , na,

Qa0( j, j + 1) = p jω j , j = 1, . . . , na − 1,

Qa1( j, 1) = (1− p j)ω j , j = 1, . . . , na.

Departure server generator

Equivalently, we construct a MAP for each of the three random variables with the follow-

ing generators:

• Qd b = Qd b0 +Qd b1 of size nd b × nd b for Db,

• Qd f = Qd f 0 +Qd f 1 of size nd f × nd f for D f ,

• Qs = Qs0 +Qs1 of size ns × ns for S.

These generators can be used to construct Qd0 and Qd1. First, we define the Kronecker

product. If A is an n1×n2 matrix and B is an n3×n4 matrix, the Kronecker product A⊗B
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is defined as

A⊗ B=









A(1, 1)B · · · A(1, n2)B
...

...

A(n1, 1)B · · · A(n1, n2)B









.

We start with specifying the transition rates in Qd0, which are the phase transitions not

corresponding to a service completion (i.e. not corresponding to a departure from the

subsystem). We divide the states of D in three groups, each group corresponding to one

of the situations in Section 3.2.3. The matrix Qd0 can be divided accordingly into blocks:

Qd0 =









Q
(i)

d0
0 0

0 Q
(ii)

d0
0

0 0 Q
(iii)

d0









.

Note that once we start service in either of the three situations, we cannot move to another

situation without having a departure first. This explains why the non-diagonal blocks in

Qd0 consist of zeros only. The matrix Q
(i)

d0
corresponds to situation (i) in Section 3.2.3 and

is again divided in three parts. In the first part of the process, the phases of both S and Db

are uncompleted, in the second part the phases of S are completed and the phases of Db

are uncompleted, and in the third part the phases of S are uncompleted and the phases of

Db are completed. We obtain

Q
(i)

d0
=







Qs0 ⊗ Ind b
+ Ins
⊗Qd b0 Qs1(:, 1)⊗ Ind b

Ins
Qd b1(:, 1)

0 Qd b0 0

0 0 Qs0





 ,

where In is the identity matrix of size n and P(:, 1) is the first column of the matrix P.

Transition matrix Q
(ii)

d0
corresponds to situation (ii) in Section 3.2.3 and can be obtained

in a similar way as Q
(i)

d0
:

Q
(ii)

d0
=







Qs0 ⊗ Ind f
+ Ins
⊗Qd f 0 Qs1(:, 1)⊗ Ind f

Ins
Qd f 1(:, 1)

0 Qd f 0 0

0 0 Qs0





 .

The matrix Q
(iii)

d0
corresponds to situation (iii) in Section 3.2.3 where D is equal to S, so

Q
(iii)

d0
= Qs0.

Next, we specify the transition rates in Qd1 corresponding to departures from the subsys-

tem. As for Qd0, we divide the states in three groups corresponding to the three situations

in Section 3.2.3, and we adjust Qd1 accordingly:

Qd1 =









Q
(i)→(i)

d1
Q
(i)→(ii)

d1
Q
(i)→(iii)

d1

Q
(ii)→(i)

d1
Q
(ii)→(ii)

d1
Q
(ii)→(iii)

d1

Q
(iii)→(i)

d1
Q
(iii)→(ii)

d1
Q
(iii)→(iii)

d1









,

where, for instance, the rates in Q(iii)→(i) correspond to completions of services which

started in situation (iii), and which encounter situation (i) on completion. Recall that we
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divided the states corresponding to situation (i) in three parts: phases of both S and Db

uncompleted, only phases of S completed, and only phases of Db completed. In Section

3.2.3, we argued that if S < Db, the next service starts in situation (i). However, if S > Db,

the next service starts in situation (ii) with probability 1− pb,nf and in situation (iii) with

probability pb,nf . Based on this information, we can construct the first rows of Qd1:

Q
(i)→(i)

d1
=







0 0 0

ens
⊗Qd b1 0 0

0 0 0





 ,

Q
(i)→(ii)

d1
=







0 0 0

0 0 0

(1− pb,nf )Qs1 ⊗ end b
0 0





 , Q
(i)→(iii)

d1
=







0

0

pb,nf Qs1





 ,

where en is the first row of the identity matrix of size n. Similarly we get:

Q
(ii)→(i)

d1
=







0 0 0

ens
⊗Qd b1 0 0

0 0 0





 ,

Q
(ii)→(ii)

d1
=







0 0 0

0 0 0

(1− p f ,nf )Qs1 ⊗ end f
0 0





 , Q
(ii)→(iii)

d1
=







0

0

p f ,nf Qs1





 ,

and finally,

Q
(iii)→(i)

d1
=
�

0 0 0
�

, Q
(iii)→(ii)

d1
=
�

pnf , f Qs1 ⊗ end f
0 0

�

,

Q
(iii)→(iii)

d1
= (1− pnf , f )Qs1.

Steady-state distribution

Subsystem L can be described by a QBD with states (i, j, l), where i denotes the number

of items in subsystem L, excluding the one at the arrival server M a. Clearly, i = 0, ..., b+

2, where i = b+2 indicates that the arrival server is blocked because buffer B is full. The

state variables j and l denote the state of the arrival and departure process, respectively.

We order the states lexicographically and partition the state space into levels, where level

i = 0, 1, . . . , b+ 2 is the set of all states with i items in the system. Then the generator Q

takes the form:

Q=





















B00 B01

B10 A1 A0

A2

. . .
. . .

. . .
. . . A0

A2 A1 C10

C01 C00





















.

Below we specify the submatrices in Q. The transition rates from levels 1 ≤ i ≤ b are

given by

A0 = Qa1 ⊗ Ind
,

A1 = Qa0 ⊗ Ind
+ Ina
⊗Qd0,

A2 = Ina
⊗Qd1,
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where In is the identity matrix of size n. The transition rates are different for the levels

i = 0 and i = b+ 2. At level b+ 2 the arrival server M a is blocked, so

C10 = Qa1(:, 1)⊗ Id ,

C00 = Qd0,

C01 = Ina
(1, :)⊗Qd1,

where P(x , :) is the x-th row of matrix P and P(:, y) is the y-th column of P. To specify

the transition rates to level 0, we introduce that transition rate matrix Qs of dimension

ns, describing the progress of the phases of Db or D f while the departure server M d is

starved. Further, the nd × ns matrix Q̄d1 contains the transition rates from states in Qd ,

that correspond to a departure, to the initial states in Qs. Finally, Īns ,nd
is the 0-1 matrix of

size ns×nd that preserves the phase of Qs (i.e., the phase of Db or D f ) when the departure

server M d starts serving the next item after having been starved. Then we obtain

B10 = Ina
⊗ Q̄d1,

B00 = Qa0 ⊗ Ins
+ Ina
⊗Qs,

B01 = Qa1 ⊗ Īns ,nd
.

This concludes the specification of Q.

The steady-state distribution of the QBD can be determined by the matrix-geometric

method; see e.g [56, 63, 83]. Denoting the equilibrium probability vector of level i by πi ,

then πi has the matrix-geometric form

πi = x1Ri−1 + xb+1R̂b+1−i , i = 1, . . . , b+ 1, (3.4)

where R is the minimal nonnegative solution of the matrix-quadratic equation

A0 +RA1 +R2A2 = 0,

and R̂ is the minimal nonnegative solution of

A2 + R̂A1 + R̂2A0 = 0.

The matrices R and R̂ can be efficiently determined by using an iterative algorithm devel-

oped in [63]. The vectors π0, x1, xb+1 and πb+2 follow from the balance equations at the

boundary levels 0, 1, b+ 1 and b+ 2,

0 = π0B00 +π1B10,

0 = π0B01 +π1A1 +π2A2,

0 = πbA0 +πb+1A1 +πb+2C01,

0 = πbC10 +πb+1C00.

Substitution of (3.4) for π1 and πb+1 in the above equations yields a set of linear equa-

tions for π0, x1, xb+1 and πb+2, which together with the normalization equation, has a

unique solution. This completes the determination of the equilibrium probability vectors
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πi .

Once these probability vectors are known, we can derive performance measures and

quantities required to describe the service times of the arrival and departure server.

Throughput

The throughput t satisfies

t = π1B10e+

b+1
∑

i=2

πiA2e+πb+2C01e (3.5)

= π0B01e+

b
∑

i=1

πiA0e+πb+1C10e,

where e is the all-one vector.

Service process of the arrival server

To specify the service time of the arrival server we need the probability qe that the system

is empty just after a departure and the first two moments of the residual service time RA

of the arrival server at the time of such an event. The probability qe is equal to the mean

number of departures per time unit leaving behind an empty system divided by the mean

total number of departures per time unit. So

qe = π1B10e/t. (3.6)

The moments of RA can be easily obtained, once the distribution of the phase of the service

time of the arrival server, just after a departure leaving behind an empty system, is known.

Note that component ( j, k) of the vector π1B10 is the mean number of transitions per time

unit from level 1 entering state ( j, k) at level 0. By adding all components with j = l and

dividing by π1B10e, i.e., the mean total number of transitions per time unit from level 1

to 0, we obtain the probability that the arrival server is in phase l just after a departure

leaving behind an empty system. Further, if the service time A of the arrival server is

represented by a Coxian distribution with na phases, where phase j has rate ω j and exit

probability 1− p j , j = 1, . . . , na, then the first two moments of the residual service time

RA given that the service time A is in phase l are given by

E[RA|A= l] =

na
∑

j=l

j−1
∏

k=l

pk(1− p j)

j
∑

k=l

1

ωk

,

E[RA2|A= l] =

na
∑

j=l

j−1
∏

k=l

pk(1− p j)

j
∑

k=l

j
∑

m=l

2

ωkωm

.

Summation of the conditional moments multiplied by the probability of being in phase l

yields the moments of RA.

Service process of the departure server

We need to calculate the first two moments of Db and D f and the transition probabilities

pb,nf , p f ,nf and pnf , f . This requires the distribution of the initial phase upon entering
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level b+ 1 due to a departure (or arrival). Clearly, component ( j, k) of πb+2C01 is equal

to the number of transitions per time unit from level b + 2 entering state ( j, k) at level

b+ 1. Hence, πb+2C01/πb+2C01e yields the distribution of the initial phase upon enter-

ing level b + 1 due to a departure. Defining Db(1) and Db(2) as the time till the first,

respectively second, departure and Ab(1) as the time till the first arrival, from the moment

of entering level b+ 1, it is straightforward to calculate the moments of Db(1) ≡ Db and

the probabilities Pr[Db(1)< Ab(1)] and Pr[Db(2)< Ab(1)]. Transition probability pb,nf

now follows from (see Section 2.1.2 for the calculations)

pb,nf = P[Db(2)< Ab(1)|Db(1)< Ab(1)] =
P[Db(2)< Ab(1)]

P[Db(1)< Ab(1)]
.

Calculation of the moments of D f and transition probability p f ,nf proceeds along the

same lines, where the distribution of the initial phase upon entering level b+ 1 due to an

arrival is given by πbA0/πbA0e. Finally, pnf , f satisfies

pnf , f =
πbA0e

π0B01e+
∑b

i=1
πiA0e

.

3.3 Second approach: two-buffer subsystems

For this approach, we decompose the production line L into three-machine, two-buffer

subsystems L1, ..., LN−2 as illustrated in Figure 3.5.

M1 B1
M2 B2 M3 B3 M4

A1 D1

A2 D2

A3 D3

L

L1

L2

L3

Ma
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Md
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Ma
2

Md
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3 Md

3

b1 b2

b2 b3

b3

B4 M5

S2
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S4 b4

M s
1

M s
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M s
3

B
(1)

1
B

(2)
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B
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2

B
(1)

3 B
(2)

3

Figure 3.5: Decomposition of a five-machine production line into three subsystems.

Subsystem Li consists of the following five elements:

• Arrival server M a
i

with service time Ai . As in the previous section, Ai includes

possible starvation by the upstream part of the production line.

• Buffer B
(1)

i
of size b

(1)

i
= bi .

• Server M s
i

with service time Si+1, so this server acts the same as Mi+1.
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• Buffer B
(2)

i
of size b

(2)

i
= bi+1.

• Departure server M d
i

with service time Di , which is the raw service time Si+2 plus

possible blocking time caused by the downstream part of the production line.

The start of the jth arrival service time can be triggered by two different events:

(i) The ( j − 1)st item is not able to leave M a
i

immediately after service, because B
(1)

i

is full. When the next item in M s
i

leaves and moves in B
(2)

i
, the ( j − 1)st item can

simultaneously move to B
(1)

i
(or M s

i
, in case b

(1)

i
= 0) and the jth arrival service

time starts.

(ii) The ( j − 1)st item leaves M a
i

immediately after service and a new arrival service

time starts simultaneously.

We distinguish between two possible arrival service times Ai : in situation (i), the arrival

service time is A
f

i
, and in situation (ii) we have an arrival service time A

nf

i
. Accordingly,

the jth departure service time can be triggered by two events:

(i) The jth item is not immediately available for service at the departure server when

the ( j − 1)st item leaves, so M d
i

is empty for a while.

(ii) The jth item goes into service immediately after the ( j − 1)st item leaves the de-

parture server.

In the first case, the departure service time is defined as De
i
, in the second case the depar-

ture service time is Dne
i

.

3.3.1 Iterative method

We now describe the iterative algorithm to obtain the performance measures of pro-

duction line L. The algorithm is based on decomposition of L in N − 1 subsystems

L1, L2, . . . , LN−1.

Step 0: Initialization

We initialize the departure service times De
i
= Si+1 and Dne

i
= Si+1, i = 1, ..., N − 2. This

implies that we initially assume that there is no blocking.

Step 1: Evaluation of subsystems

For subsystem L1 up to LN−2, we go through the following steps.

(a) Conservation of flow

For the first subsystem L1, it holds that A
f

1
= A

nf

1
= S1 because the first server can never be

starved. For the other subsystems, we have to assure conservation of flow, which we do as

follows. We define pi,bi+2 as the long-run fraction of time arrival server M a
i

of subsystem

Li is blocked, i.e., M a
i

has completed service, M s
i

is busy, and B
(1)

i
is full, meaning that the

item in M a
i

is waiting to move the completed item to its downstream buffer. Furthermore,
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we define r
f

i
as the fraction of services at M a

i
that start after a period of blocking. By

using Little’s law we can determine the throughput t i of subsystem Li ,

t i =
1− pi,bi+2

r
f

i
E[A

f

i
] + (1− r

f

i
)E[A

nf

i
]

. (3.7)

By using the principle of conservation of flow, we substitute t
(k)

i−1
for t i in (3.7), p

(k−1)

i,bi+2
for

pi,bi+2, and r
f ,(k−1)

i
for r

f

i
. The new estimate for E[A

f

i
] becomes,

E[A
f ,(k)

i
] =

1− p
(k−1)

i,bi+2

r
f ,(k−1)

i
(t
(k)

i−1
− (1− r

f ,(k−1)

i
)E[A

nf ,(k)

i
])

, (3.8)

where the superscripts indicate in which iteration the quantities have been calculated.

Note that we could also have chosen E[A
nf

i
] to obey conservation of flow.

(b) Analysis of subsystem Li

We model subsystem Li as a Markov process and calculate the steady-state distribution as

described in Section 3.3.2.

(c) Determination of the throughput of Li

A new estimate for the throughput t
(k)

i
is determined according to (3.9).

(d) Update parameters for M a
i+1

and M d
i−1

Using the steady-state distribution and throughput of Li , we determine new estimates for

the arrival server of the next subsystem, namely the second moment of A
f

i+1
and the first

and second moment of A
nf

i+1
. Furthermore, we determine new estimates for the first and

second moments of De
i−1

and Dne
i−1

. This step is deferred to Sections 3.3.3 and 3.3.4.

Step 2: Convergence

We verify convergence of the algorithm by comparing the throughputs in the (k − 1)-th

and k-th iteration. When
N−1
∑

i=1

|t
(k)

i
− t

(k−1)

i
|< ǫ,

we stop and otherwise repeat Step 1.

3.3.2 Subsystem analysis

This section describes the analysis of a subsystem Li (cf. Step 1(b) of the iterative algo-

rithm). For ease of notation, we drop the subscript i. Furthermore, we denote the sizes

of buffers B(1) and B(2) by b1 and b2. First, we fit phase-type distributions on the first

two moments of the random variables Af , Anf , S, De, and Dne according to the recipe of

Section 2.1. We describe the service processes of both M a and M d as Markovian Arrival

Processes (MAPs) with generators Qa and Qd respectively. Generator Qa can be decom-

posed as Qa0+Qa1, where Qa0 contains transition rates without a service completion and
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the transitions of Qa1 correspond to service completions at M a. Similarly, we decompose

Qd into Qd0+Qd1. In the remainder of this section, we first provide the transition rates in

Qa and Qd , after which we define a Markov process for the subsystem under investigation.

Finally, we determine the steady-state distribution and the throughput of the subsystem.

Arrival server generator

We can represent the phase-type distributions of Af as a Coxian distribution with n f

phases, numbered 1, ..., n f . The starting phase is 1, the rate of jumps out of state j is

given by ω j and the probability of proceeding from phase j to the next phase is pa, j . Of

course, pa,n f
= 0. Similarly, we represent Anf as a Coxian distribution with nnf phases,

ratesψi and proceeding probabilities qa, j . Generator Qa0+Qa1 of size na = n f +nnf can

be defined as

Qa0( j, j) = −ω j , j = 1, . . . , n f ,

Qa0( j, j + 1) = pa, jω j , j = 1, . . . , n f − 1,

Qa1( j, n f + 1) = (1− pa, j)ω j , j = 1, . . . , n f ,

Qa0(n f + j, n f + j) = −ψ j , j = 1, . . . , nnf ,

Qa0(n f + j, n f + j + 1) = qa, jψ j , j = 1, . . . , nnf − 1,

Qa1(n f + j, n f + 1) = (1− qa, j)ψ j , j = 1, . . . , nnf .

Departure server generator

The departure server can be modeled in a symmetrical way. The phase-type distribution

of De is represented as a Coxian distribution with ne phases, rates µ j , and proceeding

probabilities pd, j ; the Coxian distribution of Dne has nne phases, rates ν j and proceeding

probabilities pd, j . The departure server generator Qd of size nd = ne + nne is given by

Qd0( j, j) = −µ j , j = 1, . . . , ne,

Qd0( j, j + 1) = pd, jµ j , j = 1, . . . , ne − 1,

Qd1( j, n f + 1) = (1− pd, j)µ j , j = 1, . . . , ne,

Qd0(ne + j, ne + j) = −ν j , j = 1, . . . , nne,

Qd0(ne + j, ne + j + 1) = qd, jν j , j = 1, . . . , nne − 1,

Qd1(ne + j, ne + 1) = (1− qd, j)ν j , j = 1, . . . , nne.

Markov process of L and steady-state distribution

We can model subsystem L as a continuous-time Markov chain (CTMC) with transition

matrix Q. The states of this CTMC are given by (i, j, k, l, m), where

• i is the number of items in the first part of the subsystem, i = 0, ..., b1+2. The first

part of the subsystem includes B(1) and M s. Note that the item in M a is not counted

as being present in the subsystem. If i = b1 + 2, the arrival server is blocked, i.e.,

M a has finished service, M s is occupied and B(1) is full.

• j is the number of items in the second part of the subsystem, j = 0, ..., b2 + 2. The

second part includes B(2) and M d . If j = b2 + 2, then M s is blocked, meaning that

it has finished service but cannot move its item, because its downstream buffer is

full and M d is occupied.
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• k is the phase of the arrival service time.

• l is the phase of the service time of the middle server M s.

• m is the phase of the departure service time.
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Figure 3.6: Levels of the state space of the CTMC for subsystem L with B(1) = B(2) = 1.

The set of states (i, j, k, l, m) with i = i′ and j = j′ will be referred to as level (i′, j′).

Figure 3.6 illustrates the levels of the state space of the CTMC for a subsystem with both

buffer sizes equal to 1. Transitions from states in (i, j) to (i + 1, j) represent service

completions of M a, transitions from (i, j) to (i − 1, j + 1) represent service completions

of M s, and transitions from (i, j) to (i, j−1) are service completions of M d . In Figure 3.6,

service completions of Ma, Ms, and Md are denoted by a, s, and d. Note that transitions

from and to levels (i, j)with j = b2+2 form an exception. States with i = 0 and j = b2+2

cannot exist, since M s is blocked in this case, so there is at least one item in the first part

of the subsystem. If M s finishes service at level (i, b2 + 1), it cannot move its item to the

next buffer, so the number of items in the first part of the subsystem remains the same.

However, if M d finishes service at level (i, b2 + 2), the number of items in the first part

of the subsystem does go down by 1 as well.

We order the states of the CTMC lexicographically: first by the number i, then by j,

and so on. The generator Q can be defined as

Q=





















Q0→0 Q0→1

Q1→0 Q1→1 Q1→2

Q2→1

. . .
. . .

. . .
. . . Qb1→b1+1

Qb1+1→b1
Qb1+1→b1+1 Qb1+1→b1+2

Qb1+2→b2+1 Qb1+2→b2+2





















,
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The matrix Qi→i′ contains the transitions rates from super-level i to super-level i′, where

the super-level i′ is the set of states (i, j, k, l, m) with i = i′. These matrices can be further

decomposed as follows

Qi→i′ =















Q(i,0)→(i′,0) Q(i,0)→(i′,1)

Q(i,1)→(i′,0)
. . .

. . .

. . .
. . . Q(i,b2+1)→(i′,b2+2)

Q(i,b2+2)→(i′,b2+2)















.

Next, we provide the expressions for Q(i, j)→(i′, j′). We start with the matrices Q(i, j)→(i′, j′),

containing transitions without any service completion:

Q(i, j)→(i, j) =











































Qa0 for i = 0∧ j = 0

Qa0 ⊗ Id + Ia ⊗Qd0 for i = 0∧ j = 1, ..., b2 + 1

Qa0 ⊗ Is + Ia ⊗Qs0 for i = 1, ..., b1 + 1∧ j = 0

Qa0 ⊗ Is ⊗ Id + Ia ⊗Qs0 ⊗ Id+

Ia ⊗ Is ⊗Qd0 for i = 1, ..., b1 + 1∧ j = 1, ..., b2 + 1

Qa0 ⊗ Id + Ia ⊗Qd0 for i = 1, ..., b1 + 2∧ j = b2 + 2

Qs0 for i = b1 + 2∧ j = 0

Qs0 ⊗ Id + Is ⊗Qd0 for i = b1 + 2∧ j = 1, ..., b2 + 2

Qd0 for i = b1 + 2∧ j = b2 + 2

,

where Ix is the identity matrix of size nx . The matrices Q(i, j)→(i+1, j) contain transition

rates corresponding to a service completions at M a:

Q(i, j)→(i+1, j) =



































Qa1 ⊗ es for i = 0∧ j = 0

Qa1 ⊗ es ⊗ Id for i = 0∧ j = 1, ..., b2 + 1

Qa1 ⊗ Is for i = 1, ..., b1 ∧ j = 0

Qa1 ⊗ Is ⊗ Id for i = 1, ..., b1 ∧ j = 1, ..., b2 + 1

Qa1 ⊗ Id for i = 1, ..., b1 ∧ j = b2 + 2

Qa1(:, 1)⊗ Is for i = b1 + 1∧ j = 0

Qa1(:, 1)⊗ Is ⊗ Id for i = b1 + 1∧ j = 1, ..., b2 + 2

Qa1(:, 1)⊗ Id for i = b1 + 1∧ j = b2 + 2

,

where P(:, y) is the yth column of P and ex is a row vector with ex(y) = 1 if y = 1

and ex(y) = 0 otherwise. Transitions from level (i, j) to (i − 1, j + 1) imply service

completions at M s, so we can define Q(i, j)→(i−1, j+1) as

Q(i, j)→(i−1, j+1) =























Ia ⊗Qs1(:, 1)⊗ ed for i = 1∧ j = 0

Ia ⊗Qs1(:, 1)⊗ Id for i = 1∧ j = 1, ..., b2

Ia ⊗Qs1 ⊗ ed for i = 2, ..., b1 + 1∧ j = 0

Ia ⊗Qs1 ⊗ Id for i = 2, ..., b1 + 1∧ j = 1, ..., b2

ea ⊗Qs1 ⊗ ed for i = b1 + 2∧ j = 0

ea ⊗Qs1 ⊗ Id for i = b1 + 2∧ j = 1, ..., b2

Since service completions at M s do not coincide with a departure from M s if j = b2 + 1

(i.e. M d is occupied and the second buffer is full), we treat these transitions separately:

Q(i,b2+1)→(i,b2+2) =

�

Ia ⊗Qs1(:, 1)⊗ Id for i = 1, ..., b1 + 1

Qs1(:, 1)⊗ Id for i = b1 + 2
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Transitions from level (i, j) to (i, j−1) correspond to service completions at M d . We can

define these matrices as follows

Q(i, j)→(i, j−1) =























Ia ⊗Qd1(:, ne + 1) for i = 0∧ j = 1

Ia ⊗Qd1 for i = 0∧ j = 2, ..., b2 + 1

Ia ⊗ Is ⊗Qd1(:, ne + 1) for i = 1, ..., b1 + 1∧ j = 1

Ia ⊗ Is ⊗Qd1 for i = 1, ..., b1 + 1∧ j = 2, ..., b2 + 1

Is ⊗Qd1(:, ne + 1) for i = b1 + 2∧ j = 1

Is ⊗Qd1 for i = b1 + 2∧ j = 2, ..., b2 + 1

At level (i, b2+2), a departure from M d coincides with a departure at M s, so in this case

we jump from (i, b2 + 2) to (i − 1, b2 + 1):

Q(i,b2+2)→(i−1,b2+1) =







Ia ⊗Qd1 for i = 1

Ia ⊗ es ⊗Qd1 for i = 2, ..., b1 + 1

ea ⊗ es ⊗Qd1 for i = b1 + 2

This completes the definition of transition matrix Q.

The steady-state distribution p of the subsystem can be determined by solving the

following set of equations

pQ = 0

p1 = 1,

where 0 is a row vector of zeros and 1 is a row vector of ones of appropriate dimension.

Using the steady-state distribution p, we can calculate the throughput of the subsystem as

t =

b1+1
∑

i=0

b2+2
∑

j=0

p(i, j)Q(i, j)→(i+1, j)1 (3.9)

The fraction of services at M a that start immediately after a period of blocking is given

by

r f =

∑b2

j=0
p(b1+2, j)Q(b1+2, j)→(b1+1, j+1)1+ pb1+2,b2+2Q(b1+2,b2+2)→(b1+1,b2+1)1

t

The fraction r f is used to calculate a new estimate of E[Af ] for the next iteration step

(cf. 3.8). In the next sections, we describe how the parameters for the upstream and

downstream subsystem are updated.

3.3.3 Update parameters for the downstream arrival server

In this section, we determine the first and second moments of A
f

(+)
and A

nf

(+)
, the service

times of M a
(+)

, which is the arrival server of the downstream subsystem. This is part

of Step 1(d) in the iterative algorithm. As can be seen in Figure 3.5, the downstream

arrival server is the same server as M s, but its service time includes starvation. The

possible starvation time of M s can be easily calculated for the depicted Markov chain in
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Section 3.3.2. Note that after a departure from M s two situations may occur: either there

is no product available in B(1) (or M a, if b(1) = 0), or there is a product available. In the

first case M a
(+)

has to wait for a residual arrival service time of M a, in the second case

M a
(+)

immediately gets a new item, so in this case the next arrival service time of M a
(+)

is

equal to S (the service time of M s).
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Figure 3.7: State space of the CTMC for subsystem Li .

The dashed arrows in the state space example of Figure 3.7 correspond to departures

from M s (or M a
(+)

), and equivalently to the start of a new A
f

(+)
or A

nf

(+)
. Recall that if the

departure from M s is triggered by a departure at M d (red arrows), the next arrival service

time is A
f

(+)
; if the departure at M s is because of a service completion (black arrows), the

next arrival service time is A
nf

(+)
.

We define RAf as the starvation time of M a
(+)

in case its service time is A
f

(+)
, given that

this starvation time is nonzero. The probability q f ,e of a nonzero starvation time is given

by

q f ,e =
p(1,b2+2)Q(1,b2+2)→(0,b2+1)1

∑b1+2

i=1
pi,b2+2Q(i,b2+2)→(i−1,b2+1)1

,

where p(i, j) is the row vector of steady-state probabilities at level (i, j). In words, q f ,e

is the probability that B(1) is empty after a departure from M s that follows a period of

blocking. We can model the starvation time RAf as a Markov process with absorbing

state. The generator of this process is Qa0 and the initial probability vector is

α f =
p(1,b2+2)Q(1,b2+2)→(0,b2+1)(Ia ⊗ ed)

p(1,b2+2)Q(1,b2+2)→(0,b2+1)1
.

The kth moment of RAf can now be calculated as (Section 2.1.2, equation (2.2)):

E[(RAf )k] = α f (−Q−1
a0
)k.
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Similarly, we can define RAnf as the starvation time of M a
+

in case its service time is

A
nf
+ , given that this starvation time is nonzero. In this case, the probability of a nonzero

starvation time is given by

qnf ,e =

b2
∑

j=0

p(1, j)Q(1, j)→(0, j+1)1
∑b1+2

i=1
p(i, j)Q(i, j)→(i−1, j+1)1

.

The starvation time RAnf is modeled as a Markov process with absorbing state. The

generator of this process is Qa0 and the initial probability vector is given by

αnf =

b2
∑

j=0

p(1, j)Q(1, j)→(0, j+1)(Ia ⊗ ed)

p(1, j)Q(1, j)→(0, j+1)1
.

The moments of RAnf can be calculated as

E[(RAnf )k] = αnf (−Q−1
a0
)k.

Using the expressions for RAf and RAnf , we can calculate the second moment of A
f

i
and

the first and second moment of A
nf

i
, which are given by

E[(A
f

(+)
)2] = q f ,e

E[(RAf )2] + 2q f ,e
E[RAf ]E[S] +E[S2],

E[A
nf

(+)
] = qnf ,e

E[RAnf ] +E[S],

E[(A
nf

(+)
)2] = qnf ,e

E[(RAnf )2] + 2qnf ,e
E[RAnf ]E[S] +E[S2].

The first moment of A
f

(+)
is obtained from (3.8) to obey conservation of flow.

3.3.4 Update parameters for the upstream departure server

This section treats the determination of the first and second moments of De
(−)

and Dne
(−)

of

departure server M d
(−)

, which is the departure server of the upstream subsystem. Server

M d
(−)

is actually the same server as M s, but its service time includes the time that M s is

blocked by M d . Again, the service time of M s including possible blocking can be readily

obtained from the detailed Markov chain in Section 3.3.2. If an item leaving M s (or M d
(−)

)

fills up the last place in the buffer, the next item has to wait for an item to leave M d before

it can leave M d
(−)

.

The dashed arrows in Figure 3.8 correspond to arrivals of new items at M s (or M d
(−)

),

which is also the start of a new De
(−)

or Dne
(−)

. If the start of a service at M s follows

a period of starvation (red arrows), the departure service time is De
(−)

; if a new service

starts directly after the service completion of the previous item (black arrows), the next

departure service time is Dne
(−)

.

If an item starts its service at M s when B(2) is full, then it cannot leave M s before the

item in M d has finished service. So in this case, the departure service time of M d
(−)

is the

maximum of a full service time at M s and a full or residual departure service time at M d .
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Figure 3.8: State space of the CTMC for subsystem Li .

Starting with De
(−)

, we define RDe as the residual service time of M d at the moment

that an item arrives at M s after a period of starvation, given that B(2) is full. In other words,

it is the residual service time of M d upon a jump from level (0, b2+1) to (1, b2+1). This

random variable can be described as a phase-type distribution that has generator Qd0 and

a vector of entry probabilities pe given by

pe =
p(0,b2+1)Q(0,b2+1)→(1,b2+1)

p(0,b2+1)Q(0,b2+1)→(1,b2+1)1
.

The probability that B(2) is full when an item arrives at M s after a period of starvation is

given by

qe, f =
p(0,b2+1)Q(0,b2+1)→(1,b2+1)1

r e
−

t
,

where r e
(−)

is the fraction of arriving instants at M s that follow a period of starvation, given

by

r e
(−)
=

∑b2+1

j=0
p(0, j)Q(0, j)→(1, j)

t
.

Based on this information, we can calculate the first and second moment of De
(−)

as follows

E[De
(−)
] = qe, f

E[max(S, RDe)] + (1− qe, f )E[S],

E[(De
(−)
)2] = qe, f

E[(max(S, RDe))2] + (1− qe, f )E[S2].

In Section 2.1.2, we have shown how to calculate moments of the maximum of two phase-

type distributed random variables with given entry probability vectors.

Next, we calculate the moments of Dne
(−)

. We distinguish three possible situations that can

be encountered upon arrival of a new item at M s:
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(i) The arrival at M s is triggered by a departure from M d . So M s is blocked, and then

due to a departure at M d one position becomes available in B(2), which is immedi-

ately filled up by the product in M s. This situation corresponds to a transition from

level (i, b2+2) to (i−1, b2+1), i = 2, ..., b1+2 in Figure 3.8. In this case, the time

until departure of the newly arrived item in M s is max(S, Dne). The probability that

this situation occurs is given by

qne,b =

∑b1+2

i=2
p(i,b2+2)Q(i,b2+2)→(i−1,b2+1)1

(1− r e
(−)
)t

.

(ii) The arrival at M s immediately follows a service completion, but the item that just

left M s fills up the last position in B(2). This corresponds to a transition from level

(i, b2) to (i − 1, b2 + 1) in Figure 3.8. The time until departure of the item in M s

is given by (max(S, RDi)), where RDi is the residual departure time at M d upon

arrival of an item at M s when there are i − 1 items in B(1), i = 1, ..., b1 + 1. The

random variable RDi is a Markov chain with absorbing state that has transition

matrix Qd0 and vector of entry probabilities given by

p
nf

i
=

p(i+1,b2)
Q(i+1,b2)→(i,b2+1)

p(i+1,b2)
Q(i+1,b2)→(i,b2+1)1

.

This situation occurs with probability (depending on the buffer level of B(1))

q
ne, f

i
=

p(i+1,b2)
Q(i+1,b2)→(i,b2+1)1

(1− r e
(−)
)t

.

(iii) The arrival at M s follows a service completion and there is still one free spot in

buffer B(2). In this case, which happens with probability (1− qne,b −
∑b1+1

i=1
q

ne, f

i
),

the service time of M d
(−)

is simply S.

With this information, we can calculate the first and second moment of Dne
(−)

as

E[Dne
(−)
] = qne,b

E[max(S, Dne)] +
∑b1+1

i=1
q

ne, f

i
E[max(S, RDi)]+

(1− qne,b −
∑b1+1

i=1
q

ne, f

i
)E[S]

E[(Dne
(−)
)2] = qne,b

E[(max(S, Dne))2] +
∑b1+1

i=1
q

ne, f

i
E[(max(S, RDi))

2]+

(1− qne,b −
∑b1+1

i=1
q

ne, f

i
)E[S2].

3.4 Results

In order to investigate the quality of the proposed methods we evaluate a large set of

examples and compare the results with discrete-event simulation. We also compare the

results with the approximation of [83], a recent and accurate approximation. In each ex-

ample we assume that only mean and squared coefficient of variation of the service times

at each server are known, and we match, both in the approximations and discrete-event

simulation, mixed Erlang or Hyper-exponential distributions to the first two moments of

the service times, depending on whether the coefficient of variation is less or greater than
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1; see Section 2.1. Then we compare the throughput and the mean sojourn time (i.e.,

the mean time that elapses from the service start at server M1 until service completion

at server MN ) produced by the current approximation and the ones in [83] with the ones

produced by discrete-event simulation. Each simulation run is sufficiently long such that

the widths of the 95% confidence intervals of the throughput and mean sojourn time are

smaller than 1%.

Buffer Error (%) in Error (%) in

sizes the throughput mean sojourn time

App1 App2 VA App1 App2 VA

0, 0, . . . 1.43 2.58 4.46 3.94 2.83 3.81

1, 1, . . . 3.97 1.46 7.34 2.88 1.95 4.20

3, 3, . . . 3.32 1.08 2.93 2.00 1.09 3.15

0, 2, . . . 1.56 1.31 4.46 2.41 1.93 2.38

1, 3, . . . 3.35 1.09 5.42 2.36 1.68 2.97

Table 3.2: Overall results for tandem queues with different buffer sizes.

SCVs Error (%) in Error (%) in

the throughput mean sojourn time

App1 App2 VA App1 App2 VA

0.5,0.5, . . . 0.91 0.38 0.83 2.15 1.09 0.88

1,1, . . . 1.44 0.48 1.37 2.23 1.13 0.72

2,2, . . . 2.01 0.96 3.12 2.33 1.49 2.00

3,3, . . . 3.08 1.63 4.13 2.54 2.17 3.49

5,5, . . . 5.77 3.47 13.46 3.96 3.59 8.48

0.5,1, . . . 0.94 0.66 1.42 2.44 0.81 1.01

1,1.5, . . . 1.42 0.72 2.02 2.37 1.06 1.15

2,2.5, . . . 2.20 1.19 3.45 2.36 1.60 2.20

3,3.5, . . . 3.38 1.86 5.14 2.59 2.30 4.05

5,5.5, . . . 6.10 3.71 14.45 4.20 3.73 9.03

Table 3.3: Overall results for tandem queues with different SCVs of the service times.

We use the following set of parameters. The mean service times of the servers are all

set to 1. We vary the number of servers in the tandem queue between 4, 8, 16, 24 and

32. The squared coefficient of variation (SCV) of the service times of each server is the

same and is varied between 0.5, 1, 2, 3 and 5. The buffer sizes between the servers are the

same and varied between 0, 1, 3. We will also test three kinds of imbalance in the tandem

queue. We test imbalance in the mean service times by increasing the average service

time of the ’even’ servers from 1 to 1.2. The effect of imbalance in the SCV is tested by

increasing the SCV of the service times of the ’even’ servers by 0.5. Finally, imbalance

in the buffer sizes is tested by increasing the buffers size of the ’even’ buffers by 2, except

for the cases where the buffer sizes are 3. This leads to a total of 500 test cases.

The results for each category are summarized in Tables 3.2 up to 3.5. Each table lists

the average error in the throughput and the mean sojourn time compared with simulation

results for the method in Section 3.2 (App1), Section 3.3 (App2), and the method of [83]

(VA).



3.4 Results 63

Mean service Error (%) in Error (%) in

times the throughput mean sojourn time

App1 App2 VA App1 App2 VA

1, 1, . . . 2.82 1.46 4.85 2.75 1.92 3.24

1, 1.2, . . . 2.63 1.55 5.03 2.68 1.87 3.36

Table 3.4: Overall results for tandem queues with different mean service times.

Servers Error (%) in Error (%) in

in line the throughput mean sojourn time

App1 App2 VA App1 App2 VA

4 2.49 1.98 2.33 2.01 1.57 1.98

8 2.79 1.57 3.33 2.24 1.90 2.19

16 2.79 1.28 5.49 1.74 2.08 2.60

24 2.70 1.28 6.50 2.65 2.02 4.30

32 2.87 1.42 7.04 4.95 1.92 5.44

Table 3.5: Overall results for tandem queues of different length.

From the tables we can conclude that both methods performs well and even better than

[83]. The overall average error in the throughput is 2.73% and 1.51% for the approaches

in Section 3.2 and 3.3 respectively and the overall average error in the mean sojourn time

is 2.72% and 1.90%, while the corresponding percentages for [83] are 4.94% and 3.30%,

respectively.

In Table 3.2 it is striking that in case of zero buffers method 1 produces the most

accurate estimates, while for small (but nonzero) buffers method 2 performs the best.

A possible explanation is that for each subsystem method 1 keeps track of the status of

the downstream server while its departure server is starved; this is not done in [83] and

method 2. All three methods seem to be robust to variations in buffer sizes along the line.

Table 3.3 convincingly demonstrates that especially in case of service times with high

variability both method 1 and 2 perform much better than [83]. Remarkably, Table 3.5

shows that, while [83] performs better for short lines, the average error in the throughput

of both method 1 and 2 does not seem to increase a lot for longer lines, a feature not

shared by the approximation of [83]. Furthermore, the error in mean sojourn time for the

second approach does not seem to increase for longer production lines.

Lastly, we compare both methods to other approaches reported in the literature. In Ta-

ble 3.6, results are listed for tandem lines with four servers and exponential service times

τi = 1/µi bi Throughput

0 1 2 3 1 2 3 Exact App1 App2 VA Buz Per

1 1.1 1.2 1.3 1 1 1 0.710 0.702 0.708 0.708 0.700 0.694

1 1.2 1.4 1.6 1 1 1 0.765 0.759 0.764 0.763 0.756 0.751

1 1.5 2 2.5 1 1 1 0.861 0.858 0.860 0.856 0.855 0.853

1 2 3 4 1 1 1 0.929 0.929 0.929 0.929 0.927 0.927

Table 3.6: Throughput for four-server lines with exponential service times
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τi = 1/µi c2
Si

bi Throughput

0 1 2 0 1 2 1 2 Sim App1 App2 VA Buz Alt

0.5 0.5 0.5 0.75 0.75 0.75 2 2 0.385 0.383 0.386 0.385 0.385 0.368

0.5 0.5 0.5 2 2 2 2 2 0.322 0.317 0.319 0.319 0.312 0.338

0.5 0.5 0.5 2 2 2 2 9 0.360 0.353 0.354 0.354 0.349 0.368

Table 3.7: Throughput for three-server lines with general service times

(used in [16]). The columns Exact, App1, App2, VA, Buz, and Per list the exact results,

results of Approach 1 and 2, the approximation of [83], the approximation of Buzacott et

al. [16], and the one of Perros and Altiok [69]. Exact results can be obtained by modeling

the whole production line as a continuous-time Markov chain (CTMC). The state space of

this CTMC is limited because of the small buffers and the exponential service times. Ta-

ble 3.7 lists results for tandem lines with three servers and non-exponential service times.

In this table, the columns Sim, App, Buz, and Alt show results of simulation, the current

approximation, the approximation of Buzacott et al. [16], and the one of Altiok [3]. Both

tables show that the methods perform well on these cases.

3.5 Concluding remarks

In this chapter we construct two approximative methods to estimate the mean throughput

and sojourn time of discrete-item production lines with small buffers. The first method

decomposes the line into two-machine, one-buffer subsystems. Dependencies between

successive service times (including blocking) of the last server of the subsystem are in-

cluded by modeling this server in a more detailed way. Disadvantages of this model

are its complexity and the asymmetric modeling of both servers of the subsystem. This

asymmetry is necessary to include a conservation of flow constraint. The second method

decomposes the line in three-machine, two-buffer subsystems. This approach is more sim-

ple, symmetric and detailed because of the larger subsystems. The disadvantage of this

method is that the state space becomes large for large buffer sizes, making this method

suitable only for small buffers.

Both methods perform well on a large test set. Especially for long production lines and

high variability in service times, both methods perform significantly better than existing

methods. The first method is the best performing method for lines with zero buffers, the

second method is the most robust method for lines with small (but nonzero) buffers.



4
Production systems with

WIP-dependent processing times

In this chapter, we consider open networks of workstations with finite buffers and mul-

tiple servers per workstation. Instead of analyzing such complex systems in detail, we

aggregate these systems into a simpler model: a single workstation with multiple parallel

servers, general inter-arrival times, and general, WIP-dependent service times. In Kock

et al. [48], an algorithm is proposed to derive the WIP-dependent service times for this

aggregate model directly from arrival and departure times of the real system. Section 4.1

summarizes the concept of the aggregate model and the algorithm to obtain the WIP-

dependent service times. Furthermore, we compare the mean cycle time estimates of the

aggregate model to the mean cycle times of the real system. An important modeling pa-

rameter to be chosen is the number of parallel servers in the aggregate system. In [48]

it is shown that one server is a safe choice, i.e., single-server aggregate models seem to

predict the mean cycle times accurately. Hence, in the sequel of this chapter we consider

the single-server aggregate system. In Section 4.2, we develop an analytical approach

by transforming the aggregate model into a quasi-birth-and-death process. This process

can be solved exactly by using matrix-analytic techniques. Section 4.3 tries to improve

the efficiency of the analytical model by proposing a method to reduce the state space of

the system. Especially where the WIP-dependent service times have a low coefficient of

variation or where service time distributions are required at many WIP levels, this method

appears to be very effective.

4.1 Aggregate model for complex production lines

We present an approach to aggregate a complex production system into a simpler model.

The goal is to estimate the mean cycle times (or mean sojourn times) of the system.

The method has been introduced by Kock et al. [48]. In this section, we summarize the

approach and we compare the mean cycle time estimates of the aggregate model to the

real mean cycle times. For a more elaborate treatment, we refer the reader to Etman et

al. [26] and Veeger et al. [80]. The model has been originally developed for integrated

processing systems in semiconductor manufacturing. In these systems, multiple wafers

of one or more lots can be processed simultaneously.
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The system under investigation is an open network of workstations with finite buffers.

At the system entrance there is ample space to store incoming products that require pro-

cessing but cannot immediately be released into the system (because of full buffers). Ex-

amples of such systems are multi-server production lines, multiple production lines in

parallel, and open networks of workstations with an arbitrary topology. The aggregate

model is a G/G/m-queue with WIP-dependent service times, or, in other words, a single

workstation with general inter-arrival times and general, WIP-dependent service times.

The structure of the aggregate model is illustrated by Figure 4.1 [80]. The challenge is

to derive the WIP-dependent service times from data on the real system. We do this by

considering the Effective Process Time (EPT) of a product, which is defined by Hopp and

Spearman as “the time seen by a lot (product) at a workstation from a logistical point of

view”. Section 4.1.1 presents an algorithm to derive Effective Process Times (EPTs) from

arrival and departure events of the real system. From the resulting list of EPT-realizations,

we can determine the means and the coefficients of variation of the WIP-dependent ser-

vice times. In Section 4.1.2, we compare the estimated mean cycle times to those of the

real system.

a
∞

d
m
...

...

Figure 4.1: Structure of the aggregate model

4.1.1 EPT-algorithm

We caculate the EPT-realizations from an event list of the real system. Each event is

defined by three variables: the id of the product (id), the time of occurrence of the event

(τ), and the type of event (ev). There are two types of events: arrivals to the system

(ev=’A’) and departures from the system (ev=’D’). We obtain the EPT-realizations by

acting as if the events occur in the aggregate model (the G/G/m-queue). The service

times in the aggregate model are supposed to be WIP-dependent. So we will connect each

EPT-realization to the level of the WIP at the start of the EPT. Therefore, we introduce

bucket n for WIP-level n = 1, 2, . . .. An EPT-realization is assigned to bucket n if the

WIP-level is n at the start of the EPT. Thus, each bucket collects the EPT realizations

that correspond to a certain WIP-level. Since it can be expected that the EPT-distributions

converge as n tends to infinity, we limit the number of buckets by N . The realizations

of all EPTs that started at WIP-level n ≥ N are assigned to bucket N . Note that N is a

modeling parameter to be chosen.

Since overtaking may occur in the real system, it can happen that a product id that

leaves the (real) system at time τ has not yet started processing in the aggregate system.

We solve this issue as follows: we pick one of the products in process at time τ, say lot
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jd which has started processing at time τ′ when the WIP-level was n. We interchange the

departure times of products id and jd, which means that product jd leaves at time τ. The

corresponding EPT-realization is τ− τ′. Product id goes immediately into service, and

we connect the current WIP-level to this product. If product jd leaves at time τ̃ in the real

system, we now let product id leave at τ̃ in the aggregate system and its EPT-realization

is τ̃−τ. Of course, we have to specify a rule for which item jd to pick. This rule will be

specified later.

n := 0; rs := []; ws := []

loop

read id, ev,τ

if ev = ’A’ then

n := n+ 1

if n≤ m then (a1)

rs := append(rs, (id,τ, n))

elseif n> m then (a2)

ws := append(ws, id)

endif

elseifev := ’D’ then

n := n− 1

if n< m then (d1)

(t, b) := get(rs, id)

rs := remove(rs, id)

elseif n≥ m and id ∈ rs then (d2)

(t, b) := get(rs, id)

rs := remove(rs, id)

jd := head(ws); ws := tail(ws)

rs := append(rs, ( jd,τ, n))

else (d3)

( jd, t, b) := find(rs, rule)

rs := remove(rs, jd)

rs := append(rs, ( jd,τ, n))

ws := remove(ws, id)

endif

write τ− t, b

endif

endloop

Figure 4.2: EPT-algorithm

Figure 4.2 lists the EPT-algorithm. In this algorithm, list rs stores the information on

products that are in service (id, time that the service started, WIP-level), and list ws stores

the id of the products that are waiting in the (infinite) buffer. The following six functions

operate on the lists rs and ws:

• append: adds an element to the end of the list.
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• get: reads the element corresponding to product id from the list.

• remove: removes the element corresponding to product id from the list.

• head: takes the first element in the list.

• tail takes the whole list minus the first element.

• find: picks a specific element from the list according to one of the following three

(user-specified) pick-rules: 1) random product, 2) product with the shortest elapsed

processing time, 3) product with the longest elapsed process time.

In the EPT-algorithm, we distinguish five cases for each event:

(a1) A product arrives when there are n < m products in the (aggregate) system. There

is a server available to process the arriving product; an element is added to list rs

with id, time τ and WIP-level n, which means that an EPT-realization starts.

(a2) A product arrives when there are n ≥ m in the system. Since all servers are occu-

pied, no new EPT-realization starts and the product is added to list ws.

(d1) A product leaves the system and n < m products are left behind. The EPT-

realization of product id is completed and added to the correct bucket. Product

id is removed from list rs .

(d2) A product leaves the system, n ≥ m products are left behind, and the product id

is known in rs. The EPT-realization of product id is completed and added to the

correct bucket. The product is removed from rs. Furthermore, the product at the

top of list ws goes into service. The product is moved to list rs with start time τ

and WIP-level n.

(d3) A product leaves the system, n ≥ m products are left behind, and the product id

is not known in rs. This means that product id leaves, while it has not yet started

service according to the aggregate system. We pick a product according to the pick

rule, say product jd, which restarts service with start time τ and WIP-level n. Then,

product id is removed from list ws.

In the next section, we use the EPT-realizations from the algorithm to estimate the mean

cycle times of the system.

4.1.2 Performance of the aggregate model

In this section, we compare the estimates of the mean cycle time produced by the ag-

gregate model to the real mean cycle times. The estimates of the mean cycle times are

determined by simulation (in both aggregate and real system). We consider a system with

four parallel lines, each line consisting of three servers (see Figure 4.3). There is no buffer

space between the servers. The arrival process to the infinite buffer in front of the lines is

Poisson with rate t. This quantity t is also referred to as the throughput of the system. The

products are processed in order of arrival, i.e., whenever the first machine in one of the

lines becomes available, it will select the first product from the buffer at the entrance of the

system (if there is one). If a product finds an empty buffer on arrival and multiple avail-

able machines, it will select one at random. The processing times are gamma-distributed
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with mean E[S] = 1/λS ; so the processing time distribution is assumed to be the same

for each server. For the coefficient of variation of processing times, we consider three

values: cS = {0.5, 1,1.5}. We define t/tmax as the utilization of the system, where tmax

is the maximum attainable throughput, which is obtained by simulating the real system

with the assumption that the first server in each line always gets a new product after ser-

vice completion. As an illustration, we choose t such that t/tmax = 0.8. Of course, other

values of t satisfying t/tmax < 1 could be chosen. This quantity is called the training

point. We calculate the EPT realizations by conducting the EPT-algorithm presented in

Section 4.1.1. As a result, we obtain a list of EPT means and coefficients of variation.

Figure 4.4 shows the EPT mean and coefficient of variation depending on the level of the

WIP. Typically, the mean EPT decreases for higher WIP-level and the coefficient of vari-

ation increases. From a certain WIP-level onwards, the mean and coefficient of variation

of the EPT does not change significantly.

∞

Figure 4.3: Structure of the real system.
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Figure 4.4: EPT means and coefficients of variation.

Next, we fit a gamma-distribution on the mean and coefficient of variation of the

EPT for each WIP-level. These distributions are used in the aggregate model, which is a

G/G/m-queue with WIP-dependent service times. In the remainder of this chapter, we

choose m = 1, so we consider a single-server aggregate model. In [48] it appeared that

the choice m = 1 leads to reliable mean cycle time estimates. For results on other values

of m, we refer the reader to [48]. We obtain mean cycle time estimates of the aggregate
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Figure 4.5: Comparison of mean cycle time estimates from the aggregate system (dashed

line) and the mean cycle times from the real system (solid line).

system by simulating the G/G/1-queue at seven different utilization levels: 0.3, 0.5, 0.6,

0.7, 0.8, 0.9, and 0.95. We compare the resulting values to those of the real system with

the same utilization levels. Figure 4.5 shows the results of this analysis for the three

different values of cs. It seems that the aggregate model is able to provide accurate mean

cycle time estimates for most utilization levels. However, for high utilization levels the

error increases; in these cases, the aggregate model underestimates the mean cycle times.

In the next section, we construct an analytical model to solve the G/G/1-queue with WIP

dependent service times.

4.2 Analytical model

This section proposes an analytical model to estimate the mean cycle time of the aggre-

gate model as introduced in the previous sections: a G/G/1-queue with WIP-dependent

service times. Note that we could also have chosen to analyze the G/G/m-queue as de-

fined in the previous section, however it appeared that the choice m= 1 leads to accurate

mean cycle time estimates. The analytical model of the current section can replace the

simulation model as used in the previous section to obtain mean cycle time estimates. For

the analytical model we fit phase-type distributions on the first and second moments of

the inter-arrival time and the (WIP-dependent) service times. Note that in the previous

sections, we used the fit of a Gamma-distribution instead of a phase-type distribution.

However, numerical experiments in the literature suggests that the fit of other distribu-

tions does not significantly affect the results, see Section 2.1.1. Besides, the model in this

section is exact. The advantage of the analytical model is that it is computationally faster

than the simulation model.

First, we define the parameters of the system. The inter-arrival times are generally

distributed with rate λA and coefficient of variation cA. The number of WIP-levels for

which we have the data on the service times available is given by N . The service times

starting at WIP-level i = 1, . . . , N are generally distributed with rate λSi
and coefficient

of variation cSi
.

Before going into modeling details, we summarize the procedure to obtain the equi-

librium distribution, and ultimately, the mean cycle time of the system. First, we fit

phase-type distributions on λA and cA and on λSi
and cSi

, i = 1, . . . , N . These phase-type
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distributions are represented as Markovian Arrival Processes (MAPs). Next, we model the

system as a Quasi-Birth-and-Death process (QBD), which is a continuous-time Markov

chain with two dimensions: levels and phases. The level represents the number of prod-

ucts in the system and the phase represents the phase of the arrival and service process.

The equilibrium distribution of the QBD can be obtained by using matrix-analytic meth-

ods. For a general description on QBDs and matrix-analytic method we refer the reader

to Section 2.2. From the equilibrium distribution, we can easily derive the mean cycle

time of the system by first calculating the mean number of products in the system and

then applying Little’s law.

Arrival process

For the arrival process, we fit a phase-type distribution on λA and cA according to the recipe

of Section 2.1. We can represent this distribution as a Coxian distribution with ma phases,

numbered 1, ..., ma, where phase 1 is the starting phase,ω j is the rate of phase j, p j is the

probability to proceed from phase j to j + 1, and 1− p j is the probability that the arrival

process is completed (and the next inter-arrival time starts). Since ma is the last phase, we

have pma
= 0. We model the Coxian distribution as a Markovian Arrival Process (MAP),

whose states are numbered 1, . . . , ma. The generator of this MAP is defined as Qa0+Qa1,

where the rates in Qa0 represent phase completions without an arrival and Qa1 contains

the transition rates accompanied by an arrival. The non-zero elements of Qa0 and Qa1 are

given as follows

Qa0( j, j) = −ω j , j = 1, . . . , ma,

Qa0( j, j + 1) = p jω j , j = 1, . . . , ma − 1,

Qa1( j, 1) = (1− p j)ω j , j = 1, . . . , ma.

Service process

Similarly, we fit a phase-type distribution on λSi
and cSi

, which are the rate and coefficient

of variation of service times in case the service starts at WIP-level i = 1, . . . , N . This

distribution is represented as a MAP with states 1, . . . , msi
, where νi, j is the rate of state j

and qi, j is the probability of proceeding from state j to state j + 1. The nonzero elements

of generator Qi,s0 +Qi,s1 are presented below:

Q i,s0( j, j) = −νi, j , j = 1, . . . , msi
,

Q i,s0( j, j + 1) = qi, jνi, j , j = 1, . . . , msi
− 1,

Q i,s1( j, 1) = (1− qi, j)νi, j , j = 1, . . . , msi
.

Using these MAPs, we define the phases and transition rates of the service process at

(WIP-)level i = 1, 2, . . .. We already defined a MAP for the service time that started at

level i, however we have to account for the fact that one (or more) product may arrive

during this service time. When there are i products in the system, the service time of

the product in service could have started at any level i′ = 1, . . . , i. Hence, we have to

include the phases of the MAPs for all the service times that started at a lower or equal

level in the phase process of the service time at level i. We model the service process

at level i = 1, . . . , N as a continuous-time Markov chain (CTMC) with absorbing state.

The number of non-absorbing states of this CTMC is given by mdi
=
∑i

i′=1
msi′

. We

define Qi,d0 as the matrix of transitions between non-absorbing states, and qi,d1 is the

(column) vector of transitions to the absorbing state. Note that Qi,d0 is a block-diagonal
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matrix, where each block represents the service time in case the service started at a certain

WIP-level. Below, we provide the expressions for Qi,d0 and qi,d1:

Qi,d0 =













Q1,s0

Q2,s0

. . .

Qi,s0













, qi,d1 =













Q1,s1(:, 1)

Q2,s1(:, 1)
...

Qi,s1(:, 1)













, i = 1, . . . , N ,

where A(:, 1) represents the first column of a matrix A. Note that we could also include the

phases of each WIP-dependent service time into the service process at level i = 1, . . . , N .

This would simplify the analysis, since the number of states at each level would remain

constant. On the other hand, the number of states at lower levels would be larger. There-

fore, we choose to continue with the definitions of Qi,d0 and qi,d1 as specified above.

Quasi-birth-and-death process

We model the system as a Quasi-Birth-and-Death process (QBD), which is a continuous-

time Markov chain with two dimensions: levels and phases. For a more elaborate discus-

sion on QBDs we refer the reader to Section 2.2. In this case, the phase-part of the QBD

is again two-dimensional: we have to include the phase of both the arrival and the service

process. As a result, the state space of the QBD can be defined by the pair of variables

(i, j, k), where i is the number of products in the system (including the one in service),

j is the phase of the arrival process, and k is the phase of the service process. Before

defining the generator Q, we define the Kronecker product. If A is an n1 × n2 matrix and

B is an n3 × n4 matrix, the Kronecker product is defined as

A⊗ B=









A(1, 1)B . . . A(1, n2)B
...

...

A(n1, 1)B . . . A(n1, n2)B









.

The generator of the QBD has the following form, where each row represents a certain

level i:

Q=

































B00 B01

B10 B11 B12

B21

. . .
. . .

. . . BN−1N−1 BN−1N

BNN−1 A1 A0

A2 A1 A0

A2

. . .
. . .

. . .

































,

Defining mi,d = 1, the number of states of level i = 0, . . . , N is given by mami,d . From

level N onwards, the number of states remain constant at mami,d . We start the specifi-

cation of the matrices in Q with B00, containing the transition rates within level 0. Since

only the arrival process is active at level 0, we have

B00 = Qa0.
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The transition rates within level i = 1, . . . , N − 1 are given by

Bii = Qa0 ⊗ Imi,d
+ Ima
⊗Qi,d0,

where Im is the m-size identity matrix. The transition rates in Bii+1, i = 1, . . . , N − 1,

represent arrivals to the system. This corresponds to a jump from level i to i + 1 and the

start of a new inter-arrival time in phase 1 of the arrival process. The phase of the service

process does not change. Hence, Bii+1 can be specified as follows

Bii+1 = Qa1 ⊗ Ĩmi,d×mi+1,d
,

where Ĩmi,d×mi+1,d
is an mi,d ×mi+1,d -size of the following form

Ĩmi,d×mi+1,d
=
�

Imi,d
0
�

.

In case of a service completion, there is a jump from level i to i− 1, i = 1, . . . , N . A new

service time starts in the first phase of the service process corresponding to (WIP-)level

i − 1. The phase of the arrival process does not change. Hence, we can specify Bii−1,

i = 1, . . . , N , as follows

Bii−1 = Ima
⊗ (qmi,d

ẽmi−1,d
),

where ẽmi,d
is a unity vector of size mi,d with the mi−1,d th component being 1. The

transition rates from levels i ≥ N are given by

A0 = Qa1 ⊗ ImN ,d
,

A1 = Qa0 ⊗ ImN ,d
+ Ima
⊗QN ,d0,

A2 = Ima
⊗ (qmN ,d

ẽmN ,d
).

This completes the specification of the matrices in Q and the description of the QBD.

Equilibrium distribution

We derive the equilibrium distribution of the QBD using matrix-geometric (or matrix-

analytic) methods, see e.g. [65, 56]. For this case, the matrix-geometric property relates

the probability vectors pi , i > N to pN in the following way:

pi = pN Ri−n, i ≥ N . (4.1)

The matrix R in this expression is the minimal nonnegative solution of the matrix-quadratic

equation

A0 +RA1 +R2A2.

To obtain this solution, we apply the algorithm by Naoumov et al. [63], which is listed in

Section 2.2 (Figure 2.3). An important property of R is that its spectral radius is smaller

than 1, which implies that I−R is invertible. Next, we have to determine the probability

vectors at the boundaries. For this, we construct the following set of boundary equations:

p0B00 + p1B10 = 0,

p0B01 + p1B11 + p2B12 = 0,
...

pN−2BN−2N−1 + pN−1BN−1N−1 + pN BN−1N = 0,

pN−1BN−1N + pN A1 + pN+1A0 = 0.



74 Production systems with WIP-dependent processing times

In the last equation, we replace pN+1 by pN R:

pN−1BN−1N + pN A1 + pN RA0 = 0.

Using the boundary equations, we can express all the probability vectors pi , i ≤ N , in

terms of pN . Since the vectors pi , i > N are also expressed in terms of pN by equa-

tion (4.1), we can obtain pN by solving the normalization equation. Next, the other equi-

librium probability vectors follow by implementing (4.1) and the boundary equations.

Lastly, we calculate the mean cycle time E[C]. First, we calculate the average number

of products in the system:

E[L] =
∑∞

i=0
ipi

=
∑N−1

i=0
ipi +

∑∞

i=N
ipN Ri−N

=
∑N−1

i=0
ipi + pN

�∑∞

i=0
iRi − N

∑∞

i=0
Ri
�

=
∑N−1

i=0
ipi + pN R(I−R)−2 − pN N(I−R)−1.

By applying Little’s law, we obtain the mean cycle time:

E[C] =
E[L]

λA

.

This concludes the description of the analytical model. In the next section, we propose a

method to reduce the state space of the QBD.

4.3 State space reduction

In the previous section, we developed an analytical method to solve G/G/1-queues with

WIP-dependent service times. The method transforms the system in a Quasi-Birth-and-

Death (QBD) process. The equilibrium distribution of this QBD is derived by using

matrix-analytic methods. The advantage of the analytical method is that it has substan-

tially smaller computation times than a simulation model. However, the state space of the

QBD can become large when the number of WIP-levels (N ) is large or when the coeffi-

cients of variation of the WIP-dependent service times are small. Therefore, we propose

a method in this section to reduce the state space of the system.

Recall from the previous section that we fit a phase-type distribution on each WIP-

dependent service time. At level i = 1, . . . , N , we have to include the phases of all the

service times starting at level i′ = 1, . . . , i, because the product in service could have

started at any WIP-level i or below. From level N onwards, we have to include the phases

of all the service times starting at level i′ = 1, . . . , N . It would be desirable to reduce

the number of phases. Therefore, we try to construct a single phase-type distribution,

for which only the entry probabilities depend on the WIP-level. We chose these entry

probabilities such that the mean and coefficient of variation of the WIP-dependent service

times are matched.

Defining Si as the service time that starts at (WIP-)level i = 1, . . . , N , it typically holds

that E[Si] ≥ E[Si+1] (see Figure 4.5). This reflects that the system seems to work more

efficiently at higher WIP levels. Therefore, we start with the service time with the highest

mean, which is SN . We fit a phase-type distribution on the mean and coefficient of vari-

ation of this random variable and we represent this distribution as a Coxian distribution
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(see “Service process” in the previous section). Next, we fit a phase-type distribution on

SN−1 using the phases of SN . We add one (or more) extra phase(s) to the distribution of

SN . A service time starting at WIP-level N−1 starts in the extra phase(s) with probability

pN−1, after which it continues with the phases of SN . With probability 1− pN−1, the extra

phase(s) are skipped and the process starts in the first phase of SN . This procedure of

adding phases is repeated for levels N − 2, N − 3, and so on until level 1. Figure 4.6

illustrates the phase-type distribution of Si , using the phases of Si+1.

1− p
Si+1

p
λY

Figure 4.6: Phase-type distribution for Si , using the phases of Si+1

Of course, we have to investigate whether this procedure actually leads to a reduction

in the number of phases that is required. Therefore, we need to address the following

questions:

(i) Under which condition on Si and Si+1 do we need to add only one extra phase?

And if this condition is satisfied, how should we choose the values for the rates and

for the probability pi?

(ii) If we need to add more than one extra phase, what is the minimal number of phases

needed? And again, by adding this minimum number of phases, how should we

choose the rates of the phases and pi?

Consider the phase-type distribution in Figure 4.6, where the first and second moment

of the time to go through the extra phases is given by E[Yi] = 1/λYi
and E[Y 2

i
]. Now

the variables pi , E[Yi], and E[Y 2
i
] should be chosen such that the mean and coefficient

of variation of the new phase-type distribution match with E[Si] and cSi
. First, we derive

the following equation regarding the first moment

E[Si] = E[Si+1] + piE[Yi]. (4.2)

For the second moment, we have

E[S2
i
] = piE[(Yi + Si+1)

2] + (1− pi)E[S
2
i+1
]

= E[S2
i+1
] + piE[Y

2
i
] + 2pE[Si+1]E[Yi].

Next, we subtract E2[Si] from both sides of the equation above and we use that E[X 2]−

E
2[X ] = Var[X ], yielding:

Var[Si] = E[S2
i+1
] + piE[Y

2
i
] + 2piE[Si+1]E[Yi]−E

2[Si].

By substituting (4.2) for E[Si] in this equation and rearranging terms, we get

Var[Si] = Var[Si+1] + piVar[Yi] + pi(1− pi)E
2[Yi].
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Lastly, we express Var[Yi] in terms of the squared coefficient of variation and the mean,

Var[Yi] = c2
Yi
E

2[Yi]:

Var[Si] = Var[Si+1] + pic
2
Yi
E

2[Yi] + p(1− pi)E
2[Yi]

= Var[Si+1] + pi(c
2
Yi
+ 1− pi)E

2[Yi] (4.3)

Now we have two equations (4.2)-(4.3) and three unknowns: pi , E[Yi] and c2
Yi

. We rewrite

(4.2)-(4.3) by taking pi and E[Yi] to the left-hand side and all other terms to the right-hand

side:

pi =
(c2

Yi
+ 1)(E[Si]−E[Si+1])

2

Var[Si]−Var[Si+1] + (E[Si]−E[Si+1])
2

(4.4)

E[Yi] =
E[Si]−E[Si+1]

pi

(4.5)

Note that the term c2
Yi

is present in the right-hand side of (4.4). We would prefer to choose

c2
Yi
= 1, since then we can fit a distribution on E[Yi] and c2

Yi
consisting of only one

exponential phase. However, we should also check that the values obtained from (4.4)-

(4.5) satisfy E[Yi] ≥ 0 and 0 ≤ pi ≤ 1. It might be the case that the choice c2
Yi
= 1 leads

to a solution that does not satisfy (one of) these requirements. Therefore, we first consider

the choice c2
Yi
= 1 and we investigate the three requirements, i.e. we investigate for which

values of E[Si], cSi
, E[Si+1], and cSi+1

it is possible to add only one extra phase to the

distribution of Si+1, in order to match the first two moments of Si . After that, we consider

the case that it is not possible to add only one extra phase, which means we have to choose

c2
Yi
6= 1. In this case, we again investigate the requirements E[Yi] ≥ 0 and 0 ≤ pi ≤ 1.

Furthermore, we derive a closed-form expression for the minimal number of phases we

need to add to the phase process of Si+1.

By choosing c2
Yi
= 1, equation (4.4) simplifies to

pi =
2(E[Si]−E[Si+1])

2

Var[Si]−Var[Si+1] + (E[Si]−E[Si+1])
2

.

We derive three conditions that should hold to satisfy the three requirements E[Yi] ≥ 0,

pi ≥ 0, and pi ≤ 1:

• The condition E[Yi]≥ 0 holds if

E[Si]≥ E[Si+1], (4.6)

which is typically true in our case: the mean service time decreases when the WIP-

level increases (see Figure 4.4).

• The condition pi ≥ 0 holds if

Var[Si] + (E[Si]−E[Si+1])
2 ≥ Var[Si+1], (4.7)

which does not seem to be a restrictive condition, especially if the inequality E[Si]≥

E[Si+1] holds, because then it is more likely that the condition Var[Si]≥ Var[Si+1]

also holds.
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• Lastly, the condition pi ≤ 1 holds if

(E[Si]−E[Si+1])
2 ≤ Var[Si]−Var[Si+1]. (4.8)

In the EPT-data calculated in Section 4.1.2, this condition appears to be satisfied in

most cases. However, there are cases for which this condition is not satisfied.

So if these three conditions hold, we are able to add only one phase to the phase process

of Si+1 to match the first two moments of Si .

Next, suppose that Condition (4.8) is not satisfied, which means that Equation (4.4)

leads to pi > 1 if c2
Yi

is chosen to be 1. In this case, we choose another value c2
Yi
6= 1 such

that pi ≤ 1. Conditions (4.6)-(4.7) should still hold to satisfy the requirements E[Yi] ≥ 0

and pi ≥ 0. Moreover, if the following condition holds, it is possible to choose a value

for c2
Yi

such that pi ≤ 1:

Var[Si]≥ Var[Si+1]. (4.9)

Note that this condition is less restrictive than (4.8). In the EPT-data calculated in Sec-

tion 4.1.2, this condition appears to be satisfied in all cases. However, if one of the

Conditions (4.6), (4.7), or (4.9) does not hold, we fit a “normal” phase-type distribution

on the first two moments of Si using the recipe from Section 2.1.1. From here on, we

assume that all three Conditions (4.6), (4.7), and (4.9) are satisfied.

We prefer to choose c2
Yi

such that the number of phases ki we need to add to the phase

process of Si+1 is minimized. Therefore, we now derive a closed-form expression for this

minimal number of phases. For any given value of c2
Yi

, the restriction pi ≤ 1 holds if

(c2
Yi
+ 1)(E[Si]−E[Si+1])

2

Var[Si]−Var[Si+1] + (E[Si]−E[Si+1])
2
≤ 1,

which can be simplified to

(E[Si]−E[Si+1])
2

Var[Si]−Var[Si+1]
≤

1

c2
Yi

.

Since the number of phases required to fit an Erlang-distribution on the first two moments

of Yi is ki = ⌈
1

c2
Yi

⌉, the minimal number of phases we need to add to the phase process of

Si+1 is given by

ki =

¢

(E[Si]−E[Si+1])
2

Var[Si]−Var[Si+1]

¥

. (4.10)

Summarizing, we can use the following procedure to construct a phase-type distribu-

tion for all WIP-dependent service times, for which only the entry probabilities depend on

the WIP-level. First, we use the procedure of Section 2.1.1 to fit a phase-type distribution

on SN , because the service time at WIP-level N has the lowest mean (see Figure 4.4). We

choose to start with SN because this random service time has the lowest mean. Next, we

go backwards starting from SN−1 down to S2 and we construct a phase-type distribution

for Si by adding phases to the phase process of Si+1 as illustrated by Figure 4.6. If one

(or more) of the Conditions (4.6), (4.7), or (4.9) is not satisfied, we fit a normal phase-

type distribution on the first two moments of Si using the recipe of Section 2.1.1 (and

from thereon try to apply the approach below again). Otherwise, the parameters for the

distribution of Si are chosen as follows:
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• The number of phases to be added is ki as specified by (4.10).

• The probability pi of going through the extra phases is determined by equation (4.4).

• The rate of the jth extra phase is given by λYi, j
= ki/E[Yi], where E[Yi] is deter-

mined by equation (4.5).

In Table 4.1, we investigate the state space reduction method on three cases. The

real system for all three cases is a production line with 12 servers and buffers of size

1 between each pair of servers. The first server of the production line has an infinite

buffer. The arrival process to the production line is Poisson. In Table 4.1, the column

“CV Service” provides the coefficient of variation of processing times for the servers.

The column “Utilization” shows the load of the system, i.e. the throughput divided by

the maximum attainable throughput, which is the throughput that would be attained if the

first server was never starved. The columns “Original phases” and “Reduced number

of phases” show the number of phases needed to specify all WIP-dependent service time

distributions according to the approach in the previous section and when using the state

space reduction method of the current section. As can be seen in Table 4.1, the number of

phases according to the recipe in the previous section increases rapidly if the coefficient

of variation of service times is low or if the load is high. Typically if the load is high,

the number of WIP-levels is larger, leading to a larger state space. On the other hand, the

number of phases required to represent the WIP-dependent service time distributions only

slowly increases when the state space reduction method is used.

Case CV Utili- Original Reduced

Service zation # phases # phases

1 1 0.5 29 15

2 0.1 0.5 52 19

3 0.1 0.9 77 24

Table 4.1: Number of phases needed to specify the WIP-dependent service time distribu-

tions in the previous and current section.

4.4 Concluding remarks

In this section, we construct an analytical method to analyze single-server workstations

with general inter-arrival times and general, WIP-dependent service times. The analyt-

ical method can be used as an aggregate model for more complex systems. In the first

section of this chapter, we summarize the recently developed method to subtract the WIP-

dependent effective process times (or service times). In the analytical method, we first fit

phase-type distributions on the means and coefficients of variation of the WIP-dependent

service times. Next, we model the aggregate system as a Quasi-Birth-and-Death (QBD)

process. From this QBD, we derive the equilibrium probabilities and the mean cycle time

using matrix-analytic methods. Although the analytical model is substantially faster than

a simulation model, the state space of the QBD can become large when the coefficients

of variation of the WIP-dependent service times are low or when the number of WIP-

levels is large, leading to higher computation times. Therefore, we construct a method in
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Section 4.3 to reduce the state space of the departure process. This method does not use

a separate phase-type distribution for each WIP-dependent service time, but constructs

one phase-type distribution for all WIP-dependent service times, in which only the entry

probabilities depend on the WIP-level at which the service starts.
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Continuous flow production

systems
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5
Case studies

In this chapter we discuss the analysis of three real-life production lines: a beer bottling

line at Heineken (Section 8.1), an assembly line for small electronic components at NXP

Semiconductors (Section 8.2), and a multi-server production line at Philips (Section 8.3).

The goal is to estimate performance measures for these lines and to investigate the effect

of changing the line parameters. For this purpose, we build a simulation model for each

case study that mimics the real system. Before this simulation model is applied to the

production line, we provide the main characteristics of the real system and we state the

modeling assumptions. A data analysis is performed to convert raw data into modeling

input. The typical modeling parameters are machine speeds, buffer sizes, and machine

up- and downtimes. The simulation model is used as a tool to estimate the performance

of the line. Furthermore, we conduct a sensitivity analysis to test the effect of changes in

the modeling parameters.

5.1 Heineken

The last step of the production process at the Heineken factory in ’s-Hertogenbosch is

performed at the packaging department. Here, bottles and cans are being filled with beer

and processed. A production line at the packaging department consists of a number of

machines in series. Between each pair of machines is a conveyor belt transporting the

bottles or cans from one machine to the other. Not only are these conveyor belts used

for transportation; they are also used to store bottles or cans that cannot move to the next

machine. For this reason, the conveyor belts are longer than would have been necessary

otherwise, containing curves and angles. A conveyor belt or buffer can fill up or empty

for two reasons. First of all, each machine goes down now and then, for instance be-

cause of failures, cleaning, or changeovers. This causes succeeding buffers to empty and

preceding buffers to fill up, eventually affecting other machines in the form of starvation

and blocking. Furthermore, machines have different speeds. This implies that a faster

machine has to adjust its speed to a slower machine in case of an empty or full buffer.

We investigate two production lines at the packaging department. The two lines will

be called line A and line B throughout this section. At both production lines, the bottles

go through the following six production steps:
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• At the depacker, bottles are transferred from pallets to the first conveyor belt.

• The filler grabs the bottles, fills them with beer, closes the bottles, and puts them

on the next conveyor belt.

• Next, the bottles move to the pasteurizer, at which the bottles are heated and then

cooled for conservation purposes.

• The labeler provides the bottles with the correct labels.

• In the packer, the bottles are either packed into six-packs or into crates.

• Lastly, the palletizer puts the crates or sixpacks on pallets, after which they can be

transported to customers.

Figure 5.1 illustrates the filler and a conveyor belt in one of the production lines.

Figure 5.1: The filler (left) and a conveyor belt (right)

The goal of this section is to construct a simulation model to estimate the performance

of the production lines at Heineken ’s-Hertogenbosch. Using this model, we can perform

a “what-if" analysis”, estimating the effect on performance of changes in the production

line. More specifically, we estimate the effect of buffer sizes, or the reduction of machine

stops on the performance measures. Using this analysis, a roadmap can be constructed to

achieve a higher production level.

The most important performance measure is the production efficiency, which is de-

fined as the throughput of the production line divided the speed of the slowest machine

(the filler). Although the production efficiency is the leading measure for the decision

making at Heineken, some other interesting performance measures can also be obtained,

such as cycle times, buffer usages, machine statuses, percentages of time that machines

are running at maximum speed, etcetera.

In Section 5.1.1, we collect and analyze industrial data of the two lines. This step pro-

duces the input for the simulation model as constructed in Section 5.1.2. The simulation

model relies on the concept of fluid flow models, assuming the flow of bottles as being

a fluid rather than as discrete items. This assumption is justified by the large number of

bottles processed compared to the length of up- and downtimes (see also the discussion

in Section 1.1). The use of fluid flow models drastically decreases the running time of the
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simulation program compared to models for discrete items, since it does not encounter the

arrival and departure events of each bottle separately. Section 5.1.3 estimates the through-

put of the production lines using the simulation model. The estimated throughput values

are compared to the actual throughput to validate the models. Furthermore, we show how

the model can be used to support decisions to increase the efficiency (or throughput) of

the production line.

5.1.1 Data analysis

This section analyzes the data from two Heineken production lines. For both lines, we

have a data set available of the last half of 2010. We need three types of data as input for

the simulation model, which will be treated in different parts of this section:

• Machine up- and downtimes

• Machine speeds

• Buffer sizes

Furthermore, we need the realized production efficiencies in order to compare our esti-

mates to reality. In the remainder of this section, we convert raw data into input for our

simulation model and we provide some important quantities and remarkable properties of

the data.

Machine statuses

Commonly used measures for the machine reliability are the Mean Time Between Failure

(MTBF) and the Mean Time To Repair (MTTR). However, we are not only interested in

the mean values, but also in the distributions. In order to obtain these distributions we use

data from a system called Manufacturing Execution System (MES). This system produces

log-files containing machine statuses at each point in time. Table 5.1 is an example of a

piece of a log-file.

Line Machine Start time End time Duration (seconds) Status

A Labeler 21-5-2010 19:46:22 21-5-2010 19:46:49 27 Operator stop

A Labeler 21-5-2010 19:46:49 21-5-2010 19:50:40 231 Production

A Labeler 21-5-2010 19:50:40 21-5-2010 19:51:06 26 Starvation

A Labeler 21-5-2010 19:51:06 21-5-2010 19:59:04 478 Production

A Labeler 21-5-2010 19:59:04 21-5-2010 19:59:33 29 Starvation

A Labeler 21-5-2010 19:59:33 21-5-2010 20:04:01 268 Production

A Labeler 21-5-2010 20:04:01 21-5-2010 20:04:22 21 Internal failure

A Labeler 21-5-2010 20:04:22 21-5-2010 20:08:22 240 Production

A Labeler 21-5-2010 20:08:22 21-5-2010 20:09:17 55 Starvation

A Labeler 21-5-2010 20:09:17 21-5-2010 20:17:06 469 Production

A Labeler 21-5-2010 20:17:06 21-5-2010 20:18:57 111 Blocking

A Labeler 21-5-2010 20:18:57 21-5-2010 20:23:35 277 Production

A Labeler 21-5-2010 20:23:35 21-5-2010 20:24:22 47 Operator stop

Table 5.1: Example of file with machine statuses

We divide all the machine statuses into four groups:
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• Production state.

• Unplanned stops: operator stops, internal failures, emergency stops, no energy/water

• Planned stops: daily cleaning, planned maintenance, change-over

• External stops: starvation, blocking

The first and second group of statuses form the basis for the uptimes and downtimes

respectively. The uptime of a machine is defined as the total amount of production time

between two unplanned stops; the downtime is the length of an unplanned stop. The third

group contains stops that occur at more (or all) machines of a production line at a time.

These stops are usually foreseen or even planned. For instance, every day around the same

time the line is shut down for half an hour, in which all machines and conveyor belts are

cleaned. Using data on the planned stops, we can calculate the APDT (Average Planned

DownTime) and the ACOT (Average Change-Over Time). The APDT is calculated as

the average daily cleaning and planned maintenance per 24 hours of potential production.

Similarly, the ACOT is the average change-over time per 24 hours of production. The last

group (external stops) contains machine stops caused by defects on other machines. Since

an uptime is defined as the total amount of production time between two unplanned stops,

we have to add the production times before and after a period of starvation or blocking to

obtain one uptime realization. The same procedure is used to deal with planned stops. For

instance, in the data from Table 5.1 we obtain uptime realizations of 231+ 478+ 268 =

977 and 240+ 469+ 277= 986.

Line A Line B

Uptimes Downtimes Efficiency Uptimes Downtimes Efficiency

Machines Avg Scv Avg Scv Avg Scv Avg Scv

Destacker 8700 3.65 165 36.79 98.14% 7828 2.20 148 2.17 98.14%

Filler 1524 3.00 118 6.38 92.79% 1131 3.11 116 17.06 90.69%

Pasteurizer 5702 1.03 167 4.34 97.17% 3687 1.52 139 4.87 96.37%

Labeler 352 6.60 70 36.99 83.47% 215 4.32 86 21.70 71.47%

Packer 651 3.17 67 11.06 90.70% 393 4.99 62 75.78 86.38%

Palletizer 13906 4.62 177 3.06 98.74% 3524 2.94 121 20.71 96.69%

Table 5.2: Averages and squared coefficients of variation of up- and downtimes (seconds)

Table 5.2 provides the averages (Avg) and squared coefficients of variation (Scv) of

up- and downtimes, and the efficiency for all six machines. The efficiency of a machine

is defined as the fraction of time that a machine is up when it would stand alone, which

is the mean uptime divided by the sum of the mean uptime and the downtime. For both

lines, the least reliable machine is the labeler, followed by the packer and the filler. The

most reliable machines are the destacker, the pasteurizer and the palletizer. Remarkable is

that the squared coefficients of variation are very high for some machines, especially for

the downtimes. As an illustration, Figure 5.2 shows the distributions of uptimes (above)

and downtimes (below) of the labeler of line A. We see that both distributions have lots

of probability mass close to zero and long tails. In fact, the maximum measured uptime

is 15456 seconds and the maximum measured downtime is 19812 seconds.
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Figure 5.2: Distributions of uptimes (above) and downtimes (below) of the labeler of line

A.

Machine speeds

Each machine has a given maximum speed. However, the speed of a machine can be

restricted at points in time. These speed losses can be caused by several factors. There-

fore, it is not immediately clear which is a proper value to use for the simulation model.

We distinguish two types of speed losses. Firstly, internal speed losses occur because of

the machine itself. For instance, the labeler slows down occasionally because some type

of labels require a lower production speed. Secondly, a machine should adapt its speed

when the upstream buffer is empty and the upstream machine is producing at a lower

speed or when the downstream buffer is full and the downstream buffer is producing at a

lower speed. The machine speeds that we should use as input for our simulation model

should include internal speed losses, but they should not include speed adaption because

of empty or full buffers. This is because the simulation model determines itself when a

machine should adapt its speed to the speed of another machine. During our study, we

considered three ways to determine the machine speeds:

• The cumulative number of bottles handled by a machine is registered at each ma-

chine event. Therefore, we can determine the average speed of each machine by
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dividing the total number of bottles handled by the total amount of uptime. A draw-

back of this method is that the average speed obtained in this way includes speed

adaptation caused by empty or full buffers. Since we include these speed adap-

tations in our simulation model, we would count the effect of such speed losses

double, leading to underestimations. For a balanced production line, e.g. a produc-

tion line in which machine speeds are (approximately) the same, this method would

be more suitable.

• A second way is to look at data on realized machine speeds. Heineken registers

the speed of each machine at (lots of) points in time, giving us information on the

realized machine speeds. If we would take the average over all these measured

values, the same double counting problem as stated in the previous point would

arise. This would be solved by choosing the maximum machine speed at which the

machine is running for at least 5 % of the time. However, in that case we might be

excluding speed losses caused by the machine itself.

• We can also look at the set-up of machine speeds. The nominal speed of a machine

is defined as the average speed at which the operators have set up the machine. In

our analysis, we choose the nominal speeds as the input for our simulation model.

The left part of Table 5.3 provides the nominal machine speeds in bottles per hour,

which are equal for both production lines.

Machine Nominal speeds Buffer sizes

bottles/hour (bottles)

Line A Line B

Destacker 56000 8540 9211

Filler 45120 4722 5099

Pasteurizer 46000 8041 8471

Labeler 47250 7558 10495

Packer 48960 6039 7161

Palletizer 56000 - -

Table 5.3: Nominal machine speeds and buffer sizes

Buffer sizes

The size of a buffer is defined as the number of bottles or cans that can be placed on

the conveyor belt between two machines. To calculate this number, we use the following

expression by [30]. Defining W as the width of the conveyor belt (in millimeters) and θ

as the diameter of the bottle or can (in millimeters), we calculate the number of bottles or

cans standing in the width direction as

Nb = round

�

W − θ

θ cos
π

6

+ 1

�

and the number of bottles or cans per meter of conveyor belt as

Nm = Nb

1000

θ
.
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Since the width is not necessarily the same over a whole conveyor belt, we have to

apply this formula multiple times to obtain the correct number of bottles fitting between

two machines. The right part of Table 5.3 contains the buffer sizes of both lines in number

of bottles.

Production efficiency

There are two measures to calculate the efficiency of a production line. The first measure

is known as the Operational Performance Index (OPI):

OPI =
Total number of produced bottles/Effective working time

45120

The effective working time is the total time over which the OPI is calculated minus unused

time (e.g. holidays) and no-order-no-activity time (time that the production line does not

produce because there are no orders available). The number 45120 is the nominal speed

of the filler, which is the slowest machine of the production line. Another measure is the

production efficiency, which can be calculated as

e =
Total number of produced bottles/Actual production time

45120

The actual production time is equal to the effective working time minus average planned

downtime (APDT) and average change-over time (ACOT). Since the production effi-

ciency is mostly used as the performance measure of the production lines, we will es-

timate this value in our simulation model. Of course, using the data on machine statuses,

it is easy to calculate the OPI value from the efficiency value as well.

5.1.2 Simulation model

This section discusses the simulation model for the analysis of the Heineken production

lines. Before presenting the modeling details, we make the following modeling assump-

tions:

• The flow of bottles behaves as a fluid. This assumption is justified by the high

machine speeds compared to up- and downtimes.

• The first machine (destacker) is never starved and the last machine (palletizer) is

never blocked.

• There are no transportation times. This means that products from one machine can

directly go into the next machine if the buffer is empty. We make this assumption

because we are interested in the throughput (and not in the cycle times). The trans-

portation times are small in reality, so we do not expect any significant influence on

the throughput.

• Failures are operation dependent, meaning that a machine can only breakdown

when it is not starved or blocked.

• The up- and downtimes are independent of each other and subsequent up- and

downtimes are also independent. Table 5.4 shows the one-step autocorrelation co-

efficients of up- and downtimes. For some machines, the up- and downtimes are
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slightly positively correlated, with a maximum autocorrelation coefficient of 0.33.

The uptimes are also assumed to be independent of the current machine speeds.

Line A Line B

Uptimes Downtimes Uptimes Downtimes

Destacker 0.19 0.13 0.04 -0.02

Filler 0.14 0.02 0.19 -0.02

Pasteurizer 0.22 0.18 0.32 0.05

Labeler 0.29 0.33 0.21 0.03

Packer 0.24 0.08 0.11 0.06

Palletizer 0.07 -0.02 0.34 -0.01

Table 5.4: One-step autocorrelation coefficients of up- and downtimes

The production lines are modeled as discrete-event systems, where events occur at

random points in time. The randomness exists only because of uncertainty in up- and

downtimes. An important choice is the distribution of up- and downtimes, for which

we consider two variants. First, we can randomly draw up- and downtimes from the

empirical distributions. Secondly, we can fit phase-type distributions on the parameters

provided in Table 5.2. In the next section, we compare both approaches in terms of results.

The simulation model needs to keep track of three types of variables: net speeds, buffer

contents, and machine statuses. The net speed of a buffer, which is directly related to

the machine speeds, is defined as the speed at which the upstream machine provides the

buffer with fluid minus the speed at which the downstream machine depletes the buffer.

Naturally, the buffer fills up when the net speed is positive and empties when the net speed

is negative. The machines can be in four statuses: up, down, starved, and blocked. There

are two type of events that change the state of the system:

• A machine event occurs when a machine breaks down or when it is repaired. If the

ith machine Mi breaks down, the status of machine M j , j < i, changes to starved if

all buffers between machine M j and Mi are empty. Similarly, the status of machine

M j′ , j′ > i changes to blocked if all buffers between machine Mi and M j′ are full.

If a machine Mi is repaired, the status of all upstream machines that are starved by

machine Mi and the status of all downstream machines that are blocked by machine

Mi change to up as well.

• Buffer events occur when a buffer gets full or goes empty. If a buffer gets full,

upstream machine has to adjust its speed to the downstream machine. In case of

an emptying buffer the opposite holds. Of course, in both occasions the net speed

changes to zero.

The simulation model jumps from one event to the other. At each event, the machine

speeds are updated and we update the throughput of the system and other performance

measures. Furthermore, new (future) events are put on the event list. If machine events

have to be planned, we draw new realization(s) from the up- or downtime distribution(s)

of the corresponding machine(s).

In order to obtain accurate estimates, we have to simulate for a sufficient amount of

time. We chose to simulate 101 runs of 50000 hours each. The first run starts with an
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empty system and acts as a warm-up period. To check the sufficiency of the number of

runs and the run lengths, we derive the standard deviation of the 100 throughput realiza-

tions.

To verify the correctness of the results from the simulation model, we simulate two

cases that can be analyzed exactly: one case where all buffer sizes are zero and one case

with infinitely large buffers. The rest of the parameters are the same as in Section 5.1.1.

We start with the infinite-buffer case and define E[Ui], E[Vi] and si respectively as the

average uptime, the average downtime, and the maximum speed of machine Mi . If the

buffers are infinitely large, the throughput is determined by the machine that has the slow-

est effective production rate, i.e. the number of products that the machine is able to pro-

duce on its own:

t =min
i

E[Ui]

E[Ui] +E[Vi]
si

If all buffers have a size of zero, the whole production line stops producing when

one of the machines goes down. Therefore, we define the uptime E[U] of the whole

production line as

E[U] =
1

λ1 + . . .+λN

,

where N is the number of machines in the line and λi is the failure rate of Mi , i =

1, . . . , N . When the line is not producing, machine Mi is down with probability λi/λ,

where λ =
∑

i λi , and the rest of the machines is starved or blocked. In this case, the

line starts producing again when machine Mi is repaired, which takes an average time of

E[Vi]. By summing over i = 1, . . . , N , we obtain the average downtime of the production

line when it is blocked by whichever machine:

E[V ] =

N
∑

i=1

λi

λ
E[Vi]

Now the fraction of the time that the line is able to produce is E[U]/(E[U]+E[V ]).

When the line is producing, the throughput per hour is given by the maximum speed of

the slowest machine. Thus, the throughput of the line in the zero-buffer case is given by

t =
E[U]

E[U] +E[V ]
min

i
si

Table 5.5 shows the theoretical and the simulated throughput values for the cases

with zero and infinite buffers. In all cases, both values are almost the same, supporting

the correctness of the simulation model. Of course, it is also important to compare the

simulated throughput values with the actual throughput values experienced at Heineken.

This comparison is made in the following section.

5.1.3 Validation and line analysis

In this section we analyze the Heineken production lines using the simulation model from

the previous section. First, we have to test whether the model is able to accurately estimate
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Buffer Theoretical Simulated Standard

capacity throughput throughput deviation

Line A
Zero 31353 31340 54

Infinite 39441 39439 68

Line B
Zero 25777 25777 64

Infinite 33769 33777 77

Table 5.5: Theoretical vs. simulated throughput for the cases with zero and infinite buffers

the line performance. Table 5.6 compares the throughput estimates of two different mod-

els to the actual realized throughput in the period of our test set. In this table, “Simulation

EMP” represents the simulation model of the previous section, where the (random) up-

and downtimes are drawn from the empirical distributions; “Simulation FIT” is the same

simulation model, where the up- and downtimes are drawn from phase-type distributions

fitted on the mean and second moments.

Throughput origin Efficiency Standard deviation

Average Difference

Line A

Actual 83.11 - -

Simulation EMP 82.58 0.64% 0.15

Simulation FIT 84.22 1.34% 0.16

Line B

Actual 69.00 - -

Simulation EMP 69.72 1.04% 0.17

Simulation FIT 69.92 1.33% 0.17

Table 5.6: Actual vs. simulated throughput

As can be seen in Table 5.6, both models are able to accurately estimate the throughput

of both lines. Not surprisingly, the simulation model using empirical up- and downtime

data provides the most accurate results. The difference between the rows “Simulation

EMP” and “Simulation FIT” shows the error made by fitting phase-type distributions

instead of using empirical distributions. Although the squared coefficients of variation of

up- and downtimes are very high (see Table 5.2), this error is still acceptable.

In the remainder of this section, we use the simulation model with empirical up- and

downtimes to perform a sensitivity analysis. For this analysis, we focus on two different

aspects of the production lines that can be influenced: the reliability of machines and the

buffer sizes. Table 5.7 shows the relative change in the throughput when all short or long

stops of a specific machine would not be present. This can be tested by changing the

corresponding downtimes into zero. Note that we do not throw away these downtimes,

because then the system would not become more reliable. Table 5.7 provides insight in

which machines should be improved with respect to reliability and which kind of stops

needs to be reduced. We consider reduction of all stops shorter than 2.5 and 5 minutes and

stops longer than 1 or 2 hours. For both lines A and B, the highest gain in throughput can

be reached by improving the reliability of the labeler. Especially the reduction of short

stops at the labeler would lead to a higher throughput. Besides the labeler, the throughput

at line A can be increased by reducing the short stops at the filler and the packer. At line

B, the long stops at the packer and the filler cause a significant reduction in throughput.
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Removal of

Machine Short stops Long stops

<2.5min <5min >1hr >2hrs

Line A

Depacker 0.00% 0.00% 0.47% 0.45%

Filler 0.66% 0.97% 0.35% 0.00%

Pasteurizer 0.10% 0.11% 0.22% 0.01%

Labeler 2.78% 4.15% 2.50% 1.97%

Packer 0.66% 0.80% 0.41% 0.00%

Palletizer 0.01% 0.02% 0.03% 0.00%

Line B

Depacker 0.01% 0.03% 0.11% 0.03%

Filler 0.32% 0.49% 1.10% 1.04%

Pasteurizer 0.11% 0.11% 0.09% 0.08%

Labeler 6.24% 10.95% 3.00% 2.24%

Packer 0.29% 0.29% 2.88% 2.21%

Palletizer 0.10% 0.01% 0.67% 0.63%

Table 5.7: Improvement in efficiency on removal of short and long stops

Next, we investigate the effect of decreasing or increasing buffer sizes on the through-

put. At the Heineken production lines, conveyor belts are made longer than necessary to

create extra buffer space. Therefore, it would be helpful to know whether these buffers

could be reduced without a significant decrease in throughput. The reduction of buffers is

beneficial for efficiency reasons: it decreases the lead-time of bottles and it saves material

costs, energy, cleaning time, etcetera. Also, it would be helpful to know if increasing

buffers would lead to a (significantly) higher efficiency. Figure 5.3 illustrates the results

of this buffer analysis by showing the decrease in throughput if the buffers are decreased

by 25%, 50%, 75%, and 100%. The original buffer sizes are given by Table 5.3. As can be

seen in Figure 5.3, the buffer in front of and behind the labeler are the most important for

both production lines. This is not surprising, since we saw before that the labeler is clearly

the bottleneck for both lines. Nevertheless, even decreasing the sizes of these buffers by

up to 75% would not lead to a dramatic loss in throughput. The first and last buffers of

both production lines can be decreased without any significant loss in throughput.

This concludes the analysis of the Heineken production lines. In the next section, we

discuss another production line at NXP, which can be modeled in a similar way as the

Heineken production lines.

5.2 NXP

We consider an assembly line of small electronic components at NXP Semiconductors

in Guangdong, China. A tape (or lead frame) flows through nine machines in tandem

at a high speed; at each machine small components are placed on the lead frame. The

machines perform three different kinds of operations:

• Die bonding. These machines put an IC (diode/transistor) on a die pad of the lead

frame. This process is performed at machines called ADAT, which will further be

called A-machines.

• Wire bonding. These machines use gold wires to make an interconnection between
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Figure 5.3: Effect of efficiency on change of buffer size for Line A (above) and Line B

(below).

the IC and the leads (wedge pads) of the lead frame. This process is performed at

machines called Phicom, which will further be called P-machines.

• Moulding. At the Multi-Plunger (MP), the dices and wire pads are encapsulated by

a plastic body.

The process starts at machine A1, putting the IC on the first track of a lead frame. Then

the lead frame moves to machine A2, etcetera. The order of the machines is A1-A2-

A3-A4-P1-P2-P3-P4-MP. Unfortunately, we do not have data on the MP-machine, so we

eliminate this machine in our analysis and consider the output from machine P4 as the

throughput of the line.

Each of the machines can break down for several reasons. If one of the machines

goes down, the upstream machine can still produce until the length of the lead frame in

between the two machines has reached a maximum level. The number of components that

fit on this maximum length of lead frame can be seen as the maximum size of the buffer.

Because the processing speeds are high compared to the up- and downtimes, we treat the
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flow of products as being a fluid.

The goal of this section is to estimate the throughput of the production line using the

simulation model from 5.1.2. As in the previous section, we perform a “what-if”-analysis:

we investigate the effect of changing machine speeds, reduction of the number of short or

large errors, and changing buffer sizes.

Since there are lots of similarities with the analysis of the Heineken production line in

the previous section, this section focuses on the differences and the case-specific proper-

ties. Section 5.2.1 analyzes the industrial data for the NXP-line. For this, we have a data

set available for almost three months of production. Section 5.2.2 starts by estimating the

throughput of the line using the simulation model of Section 5.1.2. Furthermore, this sec-

tion shows the effect on the throughput when changing the parameters of the production

line.

5.2.1 Data analysis

This section treats the analysis of three types of data on the NXP production line: machine

statuses, machine speeds, and buffer sizes. The data is extracted from a system called Ad-

vance Warning and data Collection System (AWACS) and comprises the period 1 August

2009 - 24 October 2009. We convert raw data into simulation input and we show some

remarkable properties of the data.

Machine statuses

The up- and downtimes of the machines can be determined from the data on machine

statuses using similar techniques as in Section 5.1.1. Important is that statuses where a

machine is starved or blocked are not part of the up- or downtimes, since our simulation

model can determine itself when a machine is starved or blocked. Instead, we add the

production times before and after a period of starvation or blocking to obtain one up-

time realization (see Section 5.1.1). In the data, we often see lots of errors of a similar

type occurring in a small period of time. These errors are typically interrupted by small

realizations of uptimes. Possible explanations for these small uptimes are that the error

is not solved properly or that the operator does a small test run on the machine. Since

the total amount of items produced during the intermediate uptimes is very small, it is

more natural to cluster these errors into one single downtime. If we would not cluster

these errors, there would exist dependencies between successive downtimes, which we

prefer to avoid. Therefore, we remove uptimes shorter than 1 minute from the data and

we add the downtimes before and after these uptimes to obtain one downtime realiza-

tion. Table 5.8 provides an example of a log-file containing the statuses of machine P4

and their duration. If a machine is halted, it is ready to start production, but the start-

button needs to be pressed. So we treat these states as being part of the downtime. In

this case, realizations 5-18 comprise one big error cluster, since there are no production

periods longer than 1 minute between these realizations. So in this case, we obtain up-

time realizations of 4134, 390, and 851, and downtime realizations of 91+42= 133 and

49+ 23+ 1076+ 15+ 3+ 320+ 37+ 10+ 9+ 4= 1546.

The left part of Table 5.9 shows the mean and squared coefficient of variation (scv) of

up- and downtimes for each machine. The column “Efficiency” shows the percentage of

time that a machine is up if it would stand alone. Remarkable is that the scv’s are large,

especially for the downtimes. These high scv’s can be due to the fact that there are lots of
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Machine Index Status Duration

(seconds)

P4 1 Production 4131

P4 2 Error 91

P4 3 Halted 42

P4 4 Production 390

P4 5 Error 49

P4 6 Halted 23

P4 7 Production 14

P4 8 Error 1076

P4 9 Halted 15

P4 10 Production 1

P4 11 Error 3

P4 12 Halted 320

P4 13 Production 19

P4 14 Error 37

P4 15 Halted 10

P4 16 Production 2

P4 17 Error 9

P4 18 Halted 4

P4 19 Production 851

Table 5.8: Example of file with machine statuses

small downtime realizations and some very large realizations. This is similar to what we

saw for the Heineken production lines.

Machine Uptimes (sec) Downtimes (sec) Efficiency Machine Buffer

Avg Scv Avg Scv speed size

(bottles/hour) (bottles)

A1 1289 2.30 193 8.45 86.96% 17225 2250

A2 1616 2.10 221 22.40 87.95% 17270 2250

A3 1844 2.03 171 11.60 91.50% 16885 2250

A4 1539 1.74 157 14.27 90.76% 16795 2250

P1 2764 2.14 231 5.81 92.30% 16446 2250

P2 2719 2.45 211 4.57 92.81% 16559 5750

P3 1933 2.56 211 5.06 90.15% 16708 5750

P4 1549 2.61 178 5.61 89.68% 16785 -

Table 5.9: Data for NXP production line

Machine speeds and buffer sizes

The log-file containing the machine statuses also reports the number of items produced

during each uptime. To obtain the speed of a machine, we divide the total amount of items

produced during all uptimes by the total length of all uptimes. Note that we calculate

the average instead of the maximum machine speeds in this way. However, since the

machines in the line can produce at (approximately) the same speeds, we expect that

there is not a large difference between the average and maximum machine speeds. If

the machine speeds would differ a lot, as for the Heineken production line, we would
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underestimate the machine speeds using this approach. The number of items that fit into

each buffer is known. The right part of Table 5.9 contains the machine speeds and the

buffer sizes.

This concludes the data analysis of the NXP production line.

5.2.2 Validation and line analysis

This section analyzes the NXP production line using the simulation model of Section 5.1.2.

First, we validate the model by testing the accuracy of the throughput estimates, after

which we use the simulation model to estimate the effect of reducing stops and changing

machine speeds or buffer sizes.

Table 5.10 compares the estimated throughput of two models to the actual throughput:

the simulation model of Section 5.1.2 with empirical up- and downtimes (“Simulation

EMP”) and the same simulation model with phase-type distributions fitted on the first and

second moments of the up- and downtimes (“Simulation FIT”). Both models are able to

provide reasonable throughput estimates of the NXP production line. The underestimates

can be partly explained by the clustering of errors (see the previous section), for which

we removed uptimes shorter than 1 minute. The items produced in the removed uptimes

are included in the actual throughput, but not in the simulated throughput.

Throughput origin Throughput Standard deviation

Average Difference

Actual 12638 - -

Simulation EMP 12184 -3.59% 2.68

Simulation FIT 12131 -4.01% 2.70

Table 5.10: Actual vs. simulated throughput

Since the simulation model with empirical up- and downtimes produces the most ac-

curate throughput estimate, we use this model for the sensitivity analysis. First, we es-

timate the improvement in throughput if all short or long stops could be solved. Since

the four A-machines as well as the four P-machines behave similarly, we focus on the

removal of stops on the A-machines, the P-machines, or all machines. In Table 5.11, we

see that especially the long stops should be avoided, since these stops cause the largest

decrease in throughput. Furthermore, it seems that making the A-machines more reliable

is the most beneficial.

Removal of

Machine Short stops Long stops

<2.5min <5min >1hr >2hrs

A-machines 1.63% 2.70% 5.79% 3.86%

P-machines 0.84% 1.38% 2.10% 0.40%

All machines 2.68% 5.17% 8.22% 4.24%

Table 5.11: Improvement in throughput on removal of short and long stops

In Table 5.12, we show the increase in throughput upon increasing the speeds of the

A-, P-, or all machines with 5%, 10%, 25%, and 50%. Again, it seems that improving
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the A-machines gives the largest gain in throughput. Naturally, the marginal benefits

of increasing machine speeds of only the A- or P-machines decrease: if the speeds of

only one machine group are improved drastically, the other machine group will become

the bottleneck. Lastly, Table 5.13 provides the effect on the throughput when the buffer

sizes are changed, showing a significant impact on the throughput if the buffer sizes are

decreased.

Increase machine speeds with

5% 10% 25% 50%

A-machines 2.16% 3.53% 4.88% 6.09%

P-machines 1.40% 2.15% 2.86% 3.43%

All machines 4.84% 9.10% 18.14% 44.71%

Table 5.12: Improvement in throughput when increasing machine speeds

Buffer Buffers are x% of original size

0% 25% 50% 75% 150% 200%

All buffers -27.71% -11.33% -5.99% -2.49% 3.61% 6.06%

Table 5.13: Effect of throughput when changing the buffer sizes

This concludes the analysis of the NXP production line.

5.3 Philips

We consider a production line at Philips, at which products on carriers visit a number of

machines in a sequential order. Products are placed on the carrier at the beginning of the

line. A carrier moves through a number of machines and after service at the last machine,

the final product is removed from the carrier and the carrier goes back to the first machine

to pick up new products. Each product undergoes six production steps at six workstations.

The second and third workstations consist of multiple machines of the same type; each

product is being served at one machine per workstation. Philips is developing a new lay-

out for the production line, of which Figure 5.4 shows a schematic representation. In

this figure, Mi, j represents the jth machine of the ith workstation, Bi is a conveyor belt

transporting the products from the ith to the i + 1st workstation, and the circles with an

“R” are robots that take the products from machines to conveyor belts and from conveyor

belts to machines. The goal of this section is to construct a simulation model which is

able to predict the potential throughput of the new production line. The simulation model

can also be used to identify the bottleneck of the line and to investigate the sensitivity of

the critical parameters on the performance of the line.

Before constructing a model, we discuss the various aspects of the production line.

• Each workstation consists of one or more machines of the same type. As can be

seen in Figure 5.4, all machines are placed in a sequential order. This also holds

for machines that are part of the same workstation. If there are more machines in

a workstation, the products are equally divided among the working machines. The
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Figure 5.4: Schematic representation of the Philips production line.

maximum speeds at which the workstations can process products are not identical.

Furthermore, each machine suffers from breakdowns, making the machine tem-

porarily unavailable to process products. The stops are categorized into short and

long stops.

• A conveyor belt transports the products from a machine of one workstation to a

machine of the next workstation. The conveyor belts are also used for buffering:

because of different processing speeds and breakdowns, it is convenient to have

some buffer space for products that cannot move to the next workstation. Unfor-

tunately, conveyor belts also suffer from breakdowns. If a conveyor belt breaks

down, all the machines of the upstream and downstream workstations have to stop

producing, since the upstream workstation cannot lose its products and the down-

stream workstation cannot retrieve any products.

• Robots are being used to move products from and to the machines. Most robots

serve two machines: one for the supply of products and one for carrying away the

products that have finished service. Figure 5.4 shows the location of the robots and

the machines they serve. The normal arrows represent the transfer of products from

conveyor belt to machine and the dashed arrows represent the transfer of products

from machine to conveyor belt. Robots can also break down. If a robot goes down,

the machines that are being served by this robot have to stop producing.

We model this system as a multi-server production line, in which the second and third

workstations have multiple parallel servers. We assume that the flow of products behaves

as a fluid, which is justified by the large processing speeds compared to breakdown and

repair times. The model is illustrated by Figure 5.5. The breakdowns of a conveyor belt

are modeled as a breakdown and repair process that affect all the machines of the upstream
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and downstream workstations. Similarly, the breakdowns of a robot are modeled as a

breakdown and repair process that affect all the machines that are being served by the

robot. All machines, robots, and conveyor belts have operation dependent failures. By

modeling the production line in this way, we make two assumptions. First, we assume

that there are always enough carriers available in front of the first machine. This might not

always be true, since the carriers move in a closed loop and might be stuck in the line when

machines are down. However in reality, a lack of carriers at the first machine occurs very

rarely, making this assumption not too restrictive. Second, we assume that each buffer

position is reachable from each upstream machine and that products can move from any

position in the buffer to any machine of the downstream workstation. This is not the case

in reality: for example, if there are products at the end of the first conveyor belt (B1) and

the last machine of the second workstation (M2,3) goes down, these products cannot move

back to another machine of this workstation (M2,1 or M2,2). In Section 5.3.3, we test the

effect of buffer sizes on the throughput and we will see that the size of the buffer does

not have a large impact on the performance of the line. This suggests that the assumption

does not lead to a large overestimation of the throughput.

M1,1

M2,1

M2,2

M2,3

M3,1

M3,2

M3,3

M3,4

M3,5

M4,1 M5,1 M6,1B1 B2 B3 B4 B5

Figure 5.5: Model of the Philips production line.

The remainder of this section is organized as follows. Section 5.3.1 provides the data

on machines, conveyor belts (buffers), and robots. Although the simulation model used

for the Philips production line is based on the model in Section 5.1.2 for the Heineken and

NXP cases, there are some differences. Section 5.3.2 focusses on these differences and

provides the assumptions made in our simulation model. In Section 5.3.3, we use the sim-

ulation model to estimate the throughput of the line, we identify the bottleneck(s) of the

system, and we show the effect of changing the modeling parameters on the performance

of the system.

5.3.1 Data analysis

In this section, we summarize the data on the Philips production line. Although the pro-

duction line is not yet in use, the machines in the line are already in use at other production

lines and therefore we have information available on the behavior of these machines. Ta-

ble 5.14 summarizes the data on the production line. As stated in the previous section,

the machine stops are categorized in short stops and long stops. The MTTF (Mean Time

To Failure) for a short (or long) stop is defined as the average amount of uptime between
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the end of the previous short (long) stop and the start of the next short (long) stop. So

the MTTF does not include the time that a machine is standing still with other causes,

e.g. blocking or a robot being down. The MTTR (Mean Time To Repair) is the average

time it takes to get the machine running again. The robots and conveyor belts have only

one type of stop. The column “Machine speeds” shows the speeds of one single machine

of a workstation. Since the robots are able to handle more products than they maximally

receive, the (exact) robot speeds are irrelevant. The column “Buffer sizes” provides the

number of products that fit in each buffer (conveyor belt).

Workstation Short stops Long stops Machine Buffer

MTTF MTTR MTTF MTTF speed size

M1 178 4.8 3225 85 26.8 63

M2 155 5.3 1863 83 9.4 150

M3 240 5.5 2740 75 5.0 125

M4 265 4.3 8295 98 25.9 13

M5 823 6.3 9363 225 26.8 8

M6 230 3.3 17190 88 26.8 -

Robot 200 2.5 - - - -

Conv. belt 300 5.0 - - - -

Table 5.14: Data for Philips production line

5.3.2 Simulation model

We use the simulation model from Section 5.1.2 as a basis to estimate the throughput

and other performance measures of the Philips production line. However, there are some

differences between the Philips line and the Heineken and NXP cases, for which the

simulation model of Section 5.1.2 was constructed. This section explains the adjustments

to the simulation model made for the Philips production line.

• The speed at which a workstation can process products is equal to the speed per

machine times the number of machines that are up. Of course, the machines in a

workstation adjust their speed if the upstream buffer is empty or if the downstream

buffer is full.

• Each machine has two up and down cycles: one for the short stops and one for the

long stops. If a machine has a short stop, the uptime of the long stops is “frozen”

and continues when the machine is working again, and viceversa. If the machine

is starved, blocked, or not working because a robot or conveyor belt is down, the

uptimes of both the short and long stops are frozen.

• Each robot has an up and down cycle. If a robot is down, the machines that are

served by this robot are not able to process. If the robot does not transport any

products because all the machines that are being served by the robot are not pro-

ducing, it cannot go down and its uptime is frozen until it is working again.

• Each conveyor belt also has an up and down cycle. If a conveyor belt goes down,

all the machines of the upstream and downstream workstations stop producing. If

all the machines of the upstream and downstream workstation of a conveyor belt
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are not producing, i.e. there are no products added to or removed from the buffer,

the conveyor belt cannot go down.

5.3.3 Line analysis

In this section we use the simulation model to estimate the performance of the Philips

production line. Since the line is not yet in use, the main interest is to estimate the po-

tential throughput of the line. With the data analysis from Section 5.3.1, the estimated

throughput is 19.96 products per time unit. Besides the throughput, we provide some

other performance characteristics. Table 5.15 shows that percentage of time that a certain

number of machines, robots and conveyor belts are down. These percentages are interest-

ing because Philips has only a limited number of persons available to repair. Figure 5.6

shows the buffer content distributions of all buffers. This figure shows that a buffer is

typically either full or empty, suggesting that the buffer size does not have a large effect

on the throughput. Furthermore, it is remarkable that the first two buffers are mostly full

and the last three buffers are mostly empty. This suggests that the third workstation is the

bottleneck in the line.

Number of machines, robots, and Percentage

conveyor belts down of time

0 47.2%

1 39.6%

2 11.0%

3 1.9%

4 0.3%

>4 0.0%

Table 5.15: Percentage of time that a number of machines/robots/buffers are down

Table 5.16 provides the results of a sensitivity analysis. The four columns show the

increase in throughput when doubling the mean time to failure, dividing the mean time to

repair by a factor two, increasing the speed by 10%, and increasing the buffer size by 25

products. This analysis proves that the third workstation is the bottleneck: increasing the

machine speeds of this workstation by 10% leads to a 5% increase in throughput. It is also

beneficial to increase the reliability of the conveyor belts. The last column confirms our

presumption that the size of the buffers is not a dominating factor for the line throughput.

With this analysis, we conclude the description of the Philips case.

5.4 Concluding remarks

In this chapter, we consider three case studies: high volume production lines at Heineken,

NXP Semiconductors, and Philips. The systems are modeled as production lines with

continuous flow and unreliable machines. For each of the cases, we convert the data into

modeling input and we specify the modeling assumptions and details. Simulation is used

to derive performance measures of the system. Validation shows that the continuous flow

model is able to accurately estimate the performance of the lines. For each case, we show

how the simulation model can be used in practice by conducting sensitivity analysis: we
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Figure 5.6: Distributions of buffer content.

test the impact of the modeling parameters (machine speeds, up- and downtimes, and

buffer sizes) on the throughput of the system.

Although the simulation model for continuous-flow systems is able to provide accu-

rate throughput estimates for the real-life production lines in this chapter, the computation

time can become larger when many cases have to be analyzed, e.g. for optimization pur-

poses. Therefore, we construct analytical models for continuous flow production lines

with unreliable machines in the next chapters.

MTTF ×2 MTTR ÷ 2 Speeds +10% Buffers +25

M1 1.4% 1.7% 0.5% 0.5%

M2 1.4% 1.7% 1.4% 0.6%

M3 1.7% 2.0% 5.0% 0.6%

M4 1.1% 1.1% 0.5% 0.6%

M5 1.4% 1.4% 0.2% 0.4%

M6 0.7% 0.8% 0.3% -

Robots 1.3% 1.5% - -

Conv. Belts 3.0% 3.5% - -

Table 5.16: Effect of changing the parameters on the throughput of the Philips production

line
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6
Single-server production lines with

exponentially distributed up- and

downtimes

This chapter deals with the approximative analysis of continuous flow production lines,

consisting of a number of machines or servers in series and a finite buffer between each

pair of servers. Each server suffers from breakdowns, characterized by exponentially

distributed up- and downtimes. We assume that breakdowns are operation dependent,

meaning that a server can only break down when it is actually producing. We decompose

the line into two-server, single-buffer subsystems and we construct an iterative method

to estimate performance characteristics such as the throughput and the mean total buffer

content. We propose two different ways to model the aggregate servers in each subsys-

tem: by means of two-state Markov chains (up and down) and by means of three-state

Markov chains (up, down, and starved or blocked). The equations to iteratively deter-

mine the processing behavior of the servers are obtained in such a way that adding a

conservation of flow equation is not necessary to assure equal throughput values over all

subsystems. Another new feature of this model is the use of matrix-analytic techniques

to analyze the subsystems. These techniques are used because of numerical instability

of matrix-exponential methods. The proposed model performs well on a large test set,

including long and imbalanced production lines. For production lines with imbalance in

mean downtimes, we show that the more refined three-state modeling of the servers in

each subsystem leads to significantly better performance.

6.1 Model definition

We consider a production line L consisting of N servers M1, ..., MN and N − 1 buffers

B1, ..., BN−1 as illustrated by Figure 6.1. We are interested in the throughput of the pro-

duction line and in distributions of the buffer contents. Each server Mi has a maximum

production rate vi and is subject to breakdowns. The behavior of each server can be seen

as a cycle: first, the server is “up” for an exponentially distributed amount of time, after

which it is “down” for an exponentially distributed amount of time. During an uptime,

the server is able to produce; during a downtime, it is not. Each buffer has a finite capac-
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ity. When buffer Bi is full, server Mi slows down to the production rate of server Mi+1;

similarly, when buffer Bi−1 is empty, server Mi slows down to the production rate of

server Mi−1. In this system, blocking and starvation play significant roles: a server can be

blocked when the downstream buffer is full, or it can be starved when the upstream buffer

is empty. A server can only break down when it is actually producing. This assumption

is referred to as operation dependent failures (ODFs). We assume that breakdown rates

are constant and independent of the production rates. This assumption is not common in

the literature on production lines with ODFs, typically assuming a (linear) relation be-

tween production and breakdown rates. However, there appeared to be no evidence for

dependencies between production and breakdown rates in practical cases [44].

M1L M2 M3 M4B1 B2 B3

Figure 6.1: A production line L with four servers, labeled M1 up to M4

The remainder of this chapter starts with two-server, one-buffer systems, which can

be analyzed exactly. We use matrix-analytic methods to solve these systems, which are

explained in Section 2.3. Since longer production lines are too complex to analyze ex-

actly, we decompose the line into single-buffer subsystems in Section 6.3, each subsystem

consisting of an “arrival server” describing the upstream part of the production line and a

“departure server” describing the downstream part. An iterative method to solve the pro-

duction line is proposed in Section 6.4. The most important step of the iterative algorithm,

namely the modeling of a subsystem, is described in detail in Section 6.5. We propose

two variants: Section 6.5.1 models the arrival and departure servers as two-state Markov

chains (up and down); Section 6.5.2 proposes three-state Markov chains (up, down, and

starved/blocked) for the modeling of the arrival and departure servers. Section 6.6 shows

the performance on a test set of 1728 cases. Finally, Section 6.7 concludes this chapter.

6.2 Two-stage systems

We consider a two-stage production line with continuous material flow, for which exact

methods are available. The system is illustrated by Figure 6.2; it consists of an arrival

server MA, a departure server MD, and a buffer B of size b in between.

MA MDB

Figure 6.2: Two-stage production line with servers MA and MD, and buffer B in between

The phase process of each server is driven by a continuous-time Markov chain. For

the arrival server, we are given a finite set of states SA of size NA = |SA| with generator

QA. In state iA ∈ SA, the arrival server provides the buffer with fluid at a speed of rA,iA
per
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time unit. The finite set of states for the departure server is given by SD of size ND = |SD|

with generator QD. The departure server empties the buffer at a speed of rD,iD
in state

iD ∈ SD. The phase process of the two-stage system is given by S = SA× SD with a total

number of N = NA × ND states. To determine the generator of the phase process, we

use the Kronecker product: when A is an n1 × n2 matrix and B is an n3 × n4 matrix, the

Kronecker product A⊗ B is defined as

A⊗ B=









A(1, 1)B . . . A(1, n2)B
...

...

A(n1, 1)B . . . A(n1, n2)B









.

The generator Q of the phase process and net speed vector r are given by

Q= QA⊗ IND
+ INA
⊗QD, (6.1)

r= rA⊗ 1ND
− 1NA

⊗ rD, (6.2)

where In is an identity matrix of size n× n and 1n is a column vector of ones of size n.

We assume operation dependent failures (ODFs), meaning that the arrival server can-

not break down when it is not producing because of blocking, and the departure server

cannot break down when it is not producing because of starvation. For the arrival server,

this implies that whenever the buffer is full and the departure server is in a state with zero-

speed, the arrival server is blocked and its state is “frozen”. Service resumes in this state

as soon as the period of blocking ends. Formally we define the generator QF describing

the phase process when the buffer is full; it is given by

QF = QA⊗ ĨND
+ INA
⊗QD,

where the jth diagonal element of the diagonal matrix ĨND
is 1 if rD, j > 0 and 0 otherwise.

Similarly, when the arrival server is in a state with zero-speed and the buffer is empty, the

departure server is starved and its state is frozen. The generator QE of the phase process

when the buffer is empty, is defined as

QE = QA⊗ IND
+ ĨNA
⊗QD,

where the jth diagonal element of the diagonal matrix ĨNA
is 1 if rA, j > 0 and 0 otherwise.

The two-stage production system can be described by a Markov process with states

(i, x), where i is the state of the phase process and x is the fluid level of the buffer. Tra-

ditional methods to obtain the steady-state distribution of this process can suffer from

numerical instability, especially when the buffer size is large and when there are states

with a very small (but nonzero) net speed. Therefore, we use a more sophisticated ap-

proach: matrix-analytic methods. Section 2.3 shows an example of numerical instability

for traditional methods and provides all the technical details on the matrix-analytic meth-

ods that are used throughout this chapter to solve two-stage systems.

6.3 Decomposition

In the remainder of this chapter, we consider a production line L consisting of N servers

and N − 1 buffers. We decompose the line into two-stage subsystems, each subsystem
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consisting of an arrival server M a
i

, a departure server M d
i

, and buffer Bi in between. The

decomposition is illustrated in Figure 6.3. In the description of the phase behavior of the

arrival server we include possible starvation caused by the upstream part of the production

line. Similarly, in the description of the phase behavior of the departure server we include

possible blocking caused by the downstream part of the production line. The generator

corresponding to the phase process for arrival server M a
i

of the ith subsystem is denoted

by Q
(i)

A and its vector of speeds by r
(i)

A , the jth element of which is the speed in state j.

Similarly, for the departure server, we denote its generator by Q
(i)

D and its speed vector by

r
(i)

D .

M1 B1
M2 B2 M3 B3 M4

M
a
1 M

d
1

M
a
2 M

d
2

M
a
3 M

d
3

L

L1

L2

L3

B1

B2

B3

Figure 6.3: Decomposition of a production line L in three two-stage subsystems L1, L2

and L3

The challenge is to iteratively determine the structure and elements of Q
(i)

A , r
(i)

A , Q
(i)

D , and

r
(i)

D , for which we propose an iterative algorithm in the following section.

6.4 Iterative method

We analyze an N -stage production line L decomposed into subsystems L1, ..., LN−1. The

following iterative algorithm can be applied to obtain the throughput and average total

buffer content.

Step 0: Initialize

For each subsystem Li , i = 1, ..., N − 1, initialize the generators Q
(i)

A and Q
(i)

D , and the

speed vectors r
(i)

A and r
(i)

D by assuming that the subsystem is initially not affected by star-

vation, blocking, or speed adaptation.

Step 1: Calculate

For each subsystem Li , i = 1, ..., N − 1:

• Using the matrix-analytic methods as in Section 2.3, calculate the steady-state prob-
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abilities π(i), boundary probabilities p(i)(0) and p(i)(b), buffer content probability

density function f (i), and throughput estimate t
(i)

k
(the subscript k refers to the es-

timate obtained in the kth iteration).

• If i < N − 1, adjust the arrival server transition matrix Q
(i+1)

A and the speed vector

r
(i+1)

A of the downstream subsystem using the expressions from either Section 6.5.1

or Section 6.5.2.

• If i > 1, adjust the departure server transition matrix Q
(i−1)

D and the speed vector

r
(i−1)

D of the upstream subsystem using the expressions from either Section 6.5.1 or 6.5.2.

Step 2: Repeat

Repeat Step 1 until all throughput estimates have converged. In other words, if

min
i

 

|t
(i)

k
− t

(i)

k−1
|

t
(i)

k−1

!

> ε,

for some small ε, we do another iteration; otherwise we stop.

Note that the throughput values for the different subsystems are not necessarily the

same when using the algorithm above. In the literature, one often forces equal throughput

values by applying a conservation of flow equation to determine estimates for (one of) the

parameters, see e.g. [12]. In the algorithm above, it appeared to be not necessary, as in

all experiments that we carried out, we found that the throughput values of all subsystems

converge to the same value. Of course, it is possible to add conservation of flow con-

straints in the above algorithm too, see Remark 6.1 (Section 6.5.1). In the next section,

we propose two ways to update the parameters of the subsystem.

6.5 Subsystem analysis

In this section, we describe two approaches to determine the structure and elements of

Q
(i)

A , r
(i)

A , Q
(i)

D , and r
(i)

D . Firstly, Section 6.5.1 uses two-state Markov chains for the phase

behavior of M a
i

and M d
i

. In this case we have an up-state and down-state; starvation and

blocking are both aggregated into the down-state. In Section 6.5.2 we treat starvation and

blocking as separate states, which means that we have three-state Markov chains.

6.5.1 Two-state Markov processes

In this section, we model the phase behavior of M a
i

and M d
i

of subsystem Li , i = 1, 2, . . . , N−

1, as two-state Markov chains, the states and transitions of which are illustrated in Fig-

ure 6.4. Starvation of the arrival server and blocking of the departure server are included

in the down-state of that server. In the remainder of this section we refer to this aggregated

state as down-state.

For the arrival server, we define the generator Q
(i)

A and the speed vector r
(i)

A as

Q
(i)

A =

�

−λ
(i)

A λ
(i)

A

µ
(i)

A −µ
(i)

A

�

, r
(i)

A =

�

v
(i)

A

0

�

, (6.3)
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Figure 6.4: Two-state Markov chains describing the states and transitions of the arrival

and departure server

where λ
(i)

A is the estimated rate of jumps from up to down, µ
(i)

A is the estimated rate of

jumps from down to up, and v
(i)

A is the average speed in the up-state. Note that, as an

approximation, it is assumed that both up- and downrates are assumed to be exponential,

and that the average speed is not necessarily equal to the maximum speed vi , since it can

happen that server M a
i

has to adjust its speed because of a slower upstream server and

an empty buffer. The generator Q
(i)

D and the speed vector r
(i)

D for the departure server are

defined similarly.

Note that arrival server M a
i

of subsystem Li corresponds to departure server M d
i−1

of

the upstream subsystem. We obtain the parameters for M a
i

by linking these two together:

we consider the arrival server as being up whenever the departure server of the upstream

subsystem is producing and down whenever it is not producing. To determine the param-

eters in (6.3), we use the following information, which is obtained from the analysis of

the (aggregated) upstream subsystem Li−1.

• π
(i−1)

j, j′
: the probability that M a

i−1
is in state j and M d

i−1
is in state j′ ( j, j′ ∈ {u, d},

where u stands for up and d for down).

• p
(i−1)

j, j′
(0): the probability that M a

i−1
is in state j, M d

i−1
is in state j′ and Bi−1 is

empty.

• f
(i−1)

j, j′
(0): the density of the buffer content of the upstream subsystem, for M a

i−1

being in state j, M d
i−1

being in state j′ and Bi−1 being empty.

• Q
(i−1)

A ( j, j′): the rate of jumps from state j to state j′ of M a
i−1

.

We can distinguish three different ways in which arrival server M a
i

can jump from up to

down. In the first situation, the transition to down is caused by an actual breakdown of the

arrival server; in the second and third situation the down is caused by a down of arrival

server M a
i−1

and an empty buffer Bi−1. Figure 6.5 illustrates the two possible ways for

arrival server M a
i

to get starved by the upstream subsystem Li−1.

We divide the rate λ
(i)

A into three parts:

λ
(i)

A = λ
(i)

A,1
+λ

(i)

A,2
+λ

(i)

A,3
.

The first part corresponds to an actual breakdown of the arrival server, which occurs at a

rate of λi , so

λ
(i)

A,1
= λi .
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Figure 6.5: Two possible events in subsystem Li−1 causing M a
i

to get starved

Secondly, M a
i

stops producing when M a
i−1

is down, M d
i−1

is up, and buffer Bi−1 becomes

empty. To obtain the rate of these type of jumps, first note that the probability that M a
i−1

is down, M d
i−1

is up and buffer Bi−1 becomes empty in a small time interval d t, is equal

to f
(i−1)

d,u
(0)v

(i−1)

D d t. Dividing by d t then gives the rate at which these jumps occur.

To obtain the rate conditioned on M d
i−1

being able to produce, we have to divide the

rate f
(i−1)

d,u
(0)v

(i−1)

D by the probability (or fraction of time) that M d
i−1

is able to produce,

yielding

λ
(i)

A,2
=

f
(i−1)

d,u
(0)v

(i−1)

D

π
(i−1)
u,u +π

(i−1)

d,u
− p

(i−1)

d,u
(0)

.

The last type of jump from up to down occurs when the upstream buffer Bi−1 is empty

and M a
i−1

is up, which is the case with probability p(i−1)
u,u
(0). If, in this case, M a

i−1
goes

down, which happens with rate Q
(i−1)

A (u, d), then M d
i−1

gets starved (corresponding to M a
i

going down). Again, we condition on the upstream departure server M d
i−1

being able to

produce, yielding

λ
(i)

A,3
=

p(i−1)
u,u
(0)Q

(i−1)

A (u, d)

π
(i−1)
u,u +π

(i−1)

d,u
− p

(i−1)

d,u
(0)

.

To determine the mean downtime (µ
(i−1)

A )−1, we use the fact that a jump from up to down

is with probability λ
(i)

A,1
/λ
(i)

A an actual breakdown and with probability (λ
(i)

A,2
+ λ

(i)

A,3
)/λ

(i)

A

a starvation. In the first case, we have a mean downtime of µ−1
i

and, in the second case,

the mean downtime is obtained as the mean time in the down-state of the upstream arrival

server M a
i−1

, i.e., (Q
(i−1)

A (d, u))−1. Thus, the estimated mean downtime of arrival server

M a
i

is a weighted average of these two mean downtimes:

1

µ
(i−1)

A

=
λ
(i)

A,1

λ
(i)

A

1

µi

+
λ
(i)

A,2
+λ

(i)

A,3

λ
(i)

A

1

Q
(i−1)

A (d, u)
.

The average production rate in the up-state, v
(i)

A , is a weighted average of two possible

speeds. Conditioned on M d
i−1

being able to produce (and thus, M a
i

is up), the upstream

buffer Bi−1 is empty with probability p(i−1)
u,u
(0)/(π(i−1)

u,u
+π

(i−1)

d,u
− p

(i−1)

d,u
(0)). In this case,

arrival server M a
i

has to adjust its speed to the upstream arrival server M a
i−1

, which pro-

duces at speed v
(i−1)

A . Otherwise, if Bi−1 is not empty, arrival server M a
i

is able to produce
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at its maximum speed vi . This gives

v
(i)

A = vi +
p(i−1)

u,u
(0)

π
(i−1)
u,u +π

(i−1)

d,u
− p

(i−1)

d,u
(0)
(v
(i−1)

A − vi). (6.4)

Remark 6.1

For some cases, it might be necessary to adjust one of the parameters such that conserva-

tion of flow is guaranteed, i.e. t(1) = . . . = t(N−1). For instance, we can choose to adjust

the arrival server speed. In section 2.3, equations (2.22-2.23), we derive the throughput

of a two-machine, one-buffer subsystem. In this case, the throughput of subsystem Li ,

i = 1, . . . , N − 1, is given by

t(i) = (πu,: − p(i)
u,u
(b))v

(i)

A + p(i)
u,u
(b)v

(i)

D , (6.5)

where πu,: is the fraction of time that the arrival server is up. Rearranging terms in this

equation and replacing t(i) by t(i−1), we obtain the following new expression for v
(i)

A :

v
(i)

A =
t(i−1) − p(i)

u,u
(b)v

(i)

D

πu,u − p
(i)
u,u(b)

. (6.6)

In all cases under our investigation, we experience that the throughput values of all sub-

systems converge to the same value without using this conservation of flow equation.

For departure server M d
i

we obtain symmetrical expressions; blocking of the down-

stream subsystem Li+1 is modeled as part of the downtime for this server. We define the

following variables, obtained from the analysis of the downstream subsystem Li+1:

• π
(i+1)

j, j′
: the probability that M a

i+1
is in state j and M d

i+1
is in state j′ ( j, j′ ∈ {u, d},

where u stands for up and d for down).

• p
(i+1)

j, j′
(b): the probability that M a

i+1
is in state j, M d

i+1
is in state j′ and buffer Bi+1

is full.

• f
(i+1)

j, j′
(b): the density of the buffer content of Bi+1, for M a

i+1
being in state j, M d

i+1

being in state j′ and Bi+1 being full.

• Q
(i+1)

D ( j, j′): the rate of jumps from state j to state j′ of M d
i+1

.

As for the arrival server, we can divide the transition rate from up to down of the departure

server into three parts:

λ
(i)

D = λ
(i)

D,1
+λ

(i)

D,2
+λ

(i)

D,3
.

The first part λ
(i)

D,1
corresponds to an actual breakdown of the departure server; the second

and third part are jumps caused by blocking in the downstream subsystem Li+1. Figure 6.6

illustrates the two different ways for the departure server to get blocked by the downstream

subsystem.

Since the analysis follows along the same (symmetrical) lines as for the arrival server,

we immediately present the resulting expressions for the transition rates and speed;

λ
(i)

D,1
= λi+1,
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Ai+1Ai+1 Bi+1Bi+1 Di+1Di+1
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UpUp Up
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FullFull
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Figure 6.6: Two possible events in subsystem Li+1 causing M d
i

to get blocked

λ
(i)

D,2
=

f
(i+1)

u,d
(b)v

(i+1)

D

π
(i+1)
u,u +π

(i−1)

u,d
− p

(i−1)

u,d
(b)

,

λ
(i)

D,3
=

p(i+1)
u,u
(b)Q

(i+1)

D (u, d)

π
(i+1)
u,u +π

(i+1)

u,d
− p

(i+1)

u,d
(b)

,

1

µ
(i)

D

=
λ
(i)

D,1

λ
(i)

D

1

µi+1

+
λ
(i)

D,2
+λ

(i)

D,3

λ
(i)

D

1

Q
(i+1)

D (d, u)
,

v
(i)

D = vi+1 +
p(i+1)

u,u
(b)

π
(i+1)
u,u +π

(i+1)

u,d
− p

(i+1)

u,d
(b)
(v
(i+1)

D − vi+1). (6.7)

This completes the two-state analysis of subsystem Li .

6.5.2 Three-state Markov processes

A more sophisticated approach is to model starvation in the arrival process and blocking

in the departure process as separate states. This gives us a three-state Markov process

for each of the servers. The states of arrival server M a
i

are defined as {u, d, st}: up,

down, and starved; the states of departure server M d
i

are labeled {u, d, bl}: up, down, and

blocked. Note that the down-state in this section is not the same as the down-state in the

previous section, where starvation and blocking were both aggregated into the down-state.

Figure 6.7 illustrates both Markov processes and corresponding transitions. Because of

operation dependent failures, it is not possible to jump from starved to down or from

blocked to down. It is readily seen that direct transitions in the opposite direction are also

not possible. We expect this model to perform better when the servers of the production

line have different mean downtimes (or, equivalently, repair rates). To see this, we argue

that an arrival server M a
i

jumps from starved to up whenever the upstream arrival server

M a
i−1

jumps from down or starved to up. When the repair rate of M a
i

is different from

the repair rates of upstream servers, the rate of jumps from down to up differs from the

rate of jumps from starved to up. Therefore, we expect better results when taking apart

the downtime and the starvation time of M a
i

(and, equivalently, the downtime and the

blocking time of M d
i

).
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Figure 6.7: Three-state Markov chains describing the states and transitions of the arrival

and departure server

The transition matrix and the speed vector of the arrival server are given by

Q
(i)

A =









−λ
(i)

A − θ
(i)

A λ
(i)

A θ
(i)

A

µ
(i)

A −µ
(i)

A 0

ψ
(i)

A 0 −ψ
(i)

A









, r
(i)

A =







v
(i)

A

0

0





 .

The net speed in the up-state v
(i)

A can be determined as, similar to (6.4),

v
(i)

A = vi +
p(i−1)

u,u
(0)

π
(i−1)
u,u +π

(i−1)

d,u
− p

(i−1)

d,u
(0) +π

(i−1)
st,u − p

(i−1)
st,u (0)

(v
(i−1)

A − vi).

We can also use Equation (6.6) to estimate v
(i)

A , which guarantees that conservation of

flow is satisfied (see Remark 6.1).

This leaves us with obtaining the elements of Q
(i)

A . The transition rates from up to

down and from down to up are retrieved easily from the input data:

λ
(i)

A = λi ,

µ
(i)

A = µi .

We obtain the transition rate from up to starved in a similar way as λ
(i)

A,2
+ λ

(i)

A,3
in the

previous section:

θ
(i)

A =
( f
(i−1)

d,u
(0) + f

(i−1)
st,u (0))v

(i−1)

D

π
(i−1)
u,u +π

(i−1)

d,u
− p

(i−1)

d,u
(0) +π

(i−1)
st,u − p

(i−1)
st,u (0)

+
p(i−1)

u,u
(0)(Q

(i−1)

A (u, d) +Q
(i−1)

A (u, st))

π
(i−1)
u,u +π

(i−1)

d,u
− p

(i−1)

d,u
(0) +π

(i−1)
st,u − p

(i−1)
st,u (0)

.

When the arrival server M a
i

is starved, the downstream buffer Bi−1 is empty and the

downstream arrival server M a
i−1

is either down (with probability p
(i−1)

d,u
(0)/(p

(i−1)

d,u
(0) +

p
(i−1)
st,u (0))) or starved (with probability p

(i−1)
st,u (0)/(p

(i−1)

d,u
(0) + p

(i−1)
st,u (0))). Arrival server
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M a
i

jumps from starved to up whenever M a
i−1

jumps to up. This gives the following tran-

sition rate from starved to up:

ψ
(i)

A =
p
(i−1)

d,u
(0)

p
(i−1)

d,u
(0) + p

(i−1)
st,u (0)

Q
(i−1)

A (d, u) +
p
(i−1)
st,u (0)

p
(i−1)

d,u
(0) + p

(i−1)
st,u (0)

Q
(i−1)

A (st, u).

The transition matrix and the net speed vector of departure server M d
i

are given by

Q
(i)

D =









−λ
(i)

D − θ
(i)

D λ
(i)

D θ
(i)

D

µ
(i)

D −µ
(i)

D 0

ψ
(i)

D 0 −ψ
(i)

D









, r
(i)

D =







v
(i)

D

0

0





 .

We can obtain v
(i)

D as in (6.7),

v
(i)

D = vi+1 +
p(i+1)

u,u
(b)

π
(i+1)
u,u +π

(i+1)

u,d
− p

(i+1)

u,d
(b) +π

(i+1)

u,bl
− p

(i+1)

u,bl
(b)
(v
(i+1)

D − vi+1).

In a symmetrical way as for the arrival server, we can obtain the transition rates for the

departure server:

λ
(i)

D = λi+1,

µ
(i)

D = µi+1,

θ
(i)

D =
( f
(i+1)

u,d
(b) + f

(i+1)

u,bl
(b))v

(i+1)

D

π
(i+1)
u,u +π

(i−1)

u,d
− p

(i−1)

u,d
(b) +π

(i+1)

u,bl
− p

(i+1)

u,bl
(b)

+
p(i+1)

u,u
(b)(Q

(i+1)

D (u, d) +Q
(i+1)

D (u, bl))

π
(i+1)
u,u +π

(i+1)

u,d
− p

(i+1)

u,d
(b) +π

(i+1)

u,bl
− p

(i+1)

u,bl
(b)

,

ψ
(i)

D =
p
(i+1)

u,d
(b)

p
(i+1)

u,d
(b) + p

(i+1)

u,bl
(b)

Q
(i+1)

D (d, u) +
p
(i+1)

u,d

p
(i+1)

u,d
(b) + p

(i+1)

u,bl
(b)

Q
(i+1)

D (bl, u).

This concludes the analysis of this section.

6.6 Results

In this section, we test the approximation method as proposed in the previous section on

a large test set. The results are compared to those of discrete-event simulation, where the

95% confidence intervals for the performance characteristics of interest have a width of

at most 0.5%.

The following five parameters are varied in our test set:

• Number of machines in the production line,

• Mean uptimes,
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• Mean downtimes,

• Machine speeds,

• Buffer sizes.

Our “standard” case has mean uptimes of 10, mean downtimes of 1, machine speeds of

10, and buffer sizes of 10. In this case, each machine is theoretically up for 91% of the

time, assuming it is not affected by other machines. The buffer sizes are chosen such that

the buffers are exactly large enough to store fluid produced during an average downtime.

From the standard case we build a test set consisting of 1728 cases. The number of

machines in the production line is varied between 4, 8, 12, and 16. The mean uptimes

in the test set are 5, 10, and 20. Imbalance in mean uptimes is included by dividing the

mean uptime of each even machine by 2. The mean downtimes are varied between 0.5, 1,

and 2. Also for the downtimes we include imbalance by dividing the mean downtimes of

even machines by 2. For the machine speeds we choose three possible setups. In the first

case, the speeds of all machines are 10. Secondly, the speed of each odd machine is 10

and the speed of each even machine is 15. The third setup is called a V-shape; in this case

the first and last machines have a speed of 15 and the middle machine(s) have a speed

of 10. The speeds of the machines before the middle machine(s) decrease linearly and

the speeds of machines behind the middle machine(s) increase linearly. For instance, in

a six-machine production line the machine speeds in a V-shape production line would be

15-12.5-10-10-12.5-15. Such machine speeds are motivated by practice, see for instance

the case by Heineken in Chapter 5. The buffer sizes are chosen to be 1, 10, 25, and 50.

Line Error (%) in Error (%) in

length the throughput avg buffer content

Two-state Three-state Two-state Three-state

4 0.50 0.44 0.63 0.60

8 1.39 1.24 0.55 0.50

12 2.13 1.93 0.57 0.52

16 2.74 2.52 0.63 0.58

Table 6.1: Results for production lines with different lengths

Mean Error (%) in Error (%) in

uptimes the throughput avg buffer content

Two-state Three-state Two-state Three-state

5,5,5,5,... 2.22 2.01 0.72 0.66

5,2.5,5,2.5,... 2.32 2.08 0.72 0.67

10,10,10,10,... 1.59 1.45 0.60 0.55

10,5,10,5,... 1.78 1.62 0.58 0.54

20,20,20,20,... 1.01 0.93 0.50 0.46

20,10,20,10,... 1.21 1.11 0.47 0.43

Table 6.2: Results for production lines with different mean uptimes
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Mean Error (%) in Error (%) in

downtimes the throughput avg buffer content

Two-state Three-state Two-state Three-state

0.5,0.5,0.5,0.5,... 0.88 0.88 0.28 0.28

0.5,0.25,0.5,0.25,... 0.95 0.83 0.27 0.26

1,1,1,1,... 1.54 1.54 0.31 0.31

1,0.5,1,0.5,... 1.81 1.53 0.42 0.36

2,2,2,2,... 2.08 2.08 0.79 0.79

2,1,2,1,... 2.87 2.34 1.51 1.31

Table 6.3: Results for production lines with different mean downtimes

Machine Error (%) in Error (%) in

speeds the throughput avg buffer content

Two-state Three-state Two-state Three-state

10,10,10,10,... 1.52 1.37 0.24 0.24

10,15,10,15,... 2.88 2.68 1.46 1.34

15,...,10,...,15 0.66 0.55 0.09 0.07

Table 6.4: Results for production lines with different machine speeds

Buffer Error (%) in Error (%) in

sizes the throughput avg buffer content

Two-state Three-state Two-state Three-state

1 0.86 0.78 0.18 0.19

10 2.42 2.16 0.32 0.31

25 2.02 1.83 0.54 0.47

50 1.46 1.36 1.35 1.23

Table 6.5: Results for production lines with different buffer sizes

Mean Error (%) in

downtimes the throughput

Two-state Three-state

1,1,1,... 1.71 1.71

1.33,1,0.67,1.33,1,0.67... 2.22 1.93

2,1,0.5,2,1,0.5,... 3.82 2.58

4,1,0.25,4,1,0.25,... 7.95 3.62

10,1,0.1,10,1,0.1,... 11.86 3.99

Table 6.6: Results for production lines with increasing imbalance in mean downtimes



118 Single-server production lines with exponentially distributed up- and downtimes

In Tables 6.1-6.5 the results for the test set are summarized. The left parts of the tables

show the relative errors in throughput of our approximative methods compared to the sim-

ulation results; the right parts show the relative errors in average total buffer content (i.e.

average amount of fluid in the system). For each table row, the average error is taken over

all the cases specified in the first column. For example, the percentages in the first row of

Table 3 give the average errors for all 288 cases with all mean uptimes equal to 5. The

columns "Two-states" correspond to the two-state approach as described in Section 6.5.1;

"Three-state" refers to the three-state approach as described in Section 6.5.2.

Table 6.1 shows that the error in throughput is larger for longer production lines,

although the results are still satisfying for production lines with 16 machines. More sur-

prisingly, there seems to be no dependency between the length of the production line and

the error in mean buffer content. In Table 6.2, it can be seen that the results are better for

lines with larger mean uptimes. Table 6.3 shows that for mean downtimes the opposite

holds: for smaller mean downtimes, the results are better. A possible explanation for this

effect is that we estimate time until a starvation or blocking by an exponential distribu-

tion, while these transitions are not exponentially distributed in reality. For cases with

small mean uptimes or large mean downtimes, these transitions occur more frequently.

Tables 6.2 and 6.3 also show that the results are fairly insensitive to imbalance in mean

uptimes; while imbalance in mean downtimes does seem to give slightly worse results.

In Table 6.4, we see the average results depending on the machine speed configura-

tion. When adding imbalance, we see that results become worse for lines with jumping

speeds and better for lines with a V-shape speed configuration, which seems a surpris-

ing results at first sight. This effect can be explained by the following argument. As

said, we approximate the non-exponentially distributed time until starvation or blocking

by an exponential distribution. For lines with jumping speeds, we deal with these type

of transitions a lot, which is why results deteriorate for these cases. For the V-shape pro-

duction lines there is another effect playing a role. In the first part of these lines, speeds

are decreasing and buffers are typically full when all machines are producing for some

time. When all buffers in the first part are full, the time until blocking is exponentially

distributed (as we estimated it) and starvation will not occur. In the second part of the

production line, speeds increase and the buffers are frequently empty. This implies that

the time until starvation is mostly exponentially distributed and blocking is not likely to

happen very often.

Table 6.5 shows that the error in throughput is the smallest for production lines with

very small buffers or large buffers. This again has to do with the frequency of occurrence

of jumps to starvation and blocking. The average error in mean buffer content is the

largest for lines with large buffers.

To focus on the difference between the two approaches, Table 6.6 presents results

for “extreme” cases with increasing imbalance in mean downtimes. In these cases the

line length is 9, the mean downtimes are specified in the first column (e.g., in the last

case 10,1, 0.1,10, 1,0.1, 10, 1, 0.1); the other parameters are the same as for the standard

case. Both approximations give exactly the same results for production lines with equal

mean downtimes. For these cases, the mean time spent in the down-state is the same as the

mean time spent in the starved or blocked-state in the three-state model (see Figure 6.7).

Therefore combining these states, as we do in the two-state model, will give exactly the

same approximations. For cases with imbalance in mean downtimes, we see that the three-

state model performs slightly better than the two-state model. However as we increase
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the imbalance in mean downtimes and take it to the extreme, we see in Table 6.6 that the

three-state model performs significantly better.

6.7 Concluding remarks

In this chapter, we develop an approximative method to analyze production lines with

continuous material flow and exponentially distributed breakdown and repair times. We

assume operation dependent failures, meaning that a machine cannot break down when

it is not producing because of starvation or blocking. The method decomposes the line

into subsystems, each subsystem consisting of an arrival server, a departure server, and

a buffer in between. In the description of the arrival server, we include the fact that this

server can be starved or has to slow down because of the upstream part of the production

line. Similarly, in the description of the departure server we include possible blocking or

speed adaptation because of the downstream part of the production line.

We propose two approaches to analyze a subsystem. In the first approach, we model

the behavior of both the arrival and departure servers as two-state Markov chains, with a

state where the server is producing and a state where the server is not producing, either

because of a breakdown or because of starvation or blocking. The second approach is

to model both servers as three-state Markov chains, where blocking and starvation are

treated as separate states. The transition rates of the Markov chains and average speed of

both servers are determined iteratively.

For both the two-state and the three-state model, the iterative algorithm to determine

the parameter values converges rapidly. By using a large test set, we compare the through-

put and the mean buffer content of both approximations to those obtained from a discrete-

event simulation. The average error in both quantities is small. For cases with high

imbalance in mean downtimes, the three-state model performs significantly better than

the two-state model.

In reality breakdown and repair distributions are typically not exponentially distributed.

Therefore, we extend the three-state model of this chapter towards general breakdown and

repair distributions in the next chapter.
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7
Single-server production lines with

generally distributed up- and

downtimes

A restrictive assumption of the method in the previous chapter is that up- and downtimes

of servers are exponentially distributed. This assumption is often not valid in practice, as

can be seen in the case studies at Heineken and NXP in Chapter 5, where high variability

in up- and downtimes is observed. Therefore, in contrast to the previous chapter, we as-

sume that the up- and downtime periods are generally distributed. The starting-point for

this chapter is the decomposition method of the previous chapter, in which both servers

of the subsystem are modeled as three-state Markov chains (up, down, and starved or

blocked). Instead of assuming exponential distributions for the transition rates, we model

the transitions as phase-type distributions, which are fitted on the first and second mo-

ments. Using information from the upstream and downstream subsystem, we obtain the

first and second moments of the transitions. The proposed method performs very well on

a large test set consisting of over 49,000 cases and on the case studies of Sections 5.1 and

5.2. Remarkably, the performance of the method does not deteriorate for cases with high

variation in up- and downtimes, making this model suitable for highly unpredictable up-

and downtimes.

7.1 Model definition

We analyze a production line L consisting of N servers or machines in series. Each pair

of servers is separated by a finite buffer. The flow through the servers is continuous.

Figure 7.1 shows an example of a four-server production line, where Mi is the ith server

and Bi is the ith buffer in between Mi−1 and Mi . The size of buffer Bi is bi . Server Mi

produces at a maximum speed of vi units per time unit, but Mi adjusts its speeds to the

speed of Mi−1 when it depletes upstream buffer Bi−1, and to the speed of Mi+1 when it

fills up downstream buffer Bi . Each server suffers from breakdowns. When a breakdown

occurs, the server is immediately taken into repair. During repair, the server is not able to

produce (i.e., it is down), possibly causing starvation of downstream servers and blocking

of upstream servers. Successive up- and downtimes are assumed to be independent and
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generally distributed. Further, the lengths of the uptimes are assumed to be independent

of the server speed. The length of an uptime Ui of Mi is characterized by rate λUi
and

coefficient of variation (cv) cUi
, where the scv is defined as the variance divided by the

squared mean. The length of a downtime (or repair time) Wi of Mi is characterized by

rate λWi
and cv cWi

. We assume that a server cannot break down while it is not producing

because of starvation or blocking, referred to as “operation dependent failures.” Hence,

during starvation or blocking, the uptime of Mi is “frozen” and resumes when Mi starts

producing again. Since the production lines described above are too complex to analyze

exactly, we aim to find a robust and efficient method to approximate the performance of

such lines.

M1L M2 M3 M4B1 B2 B3

Figure 7.1: A production line with four servers.

7.2 Decomposition

We decompose the production line L into two-stage subsystems, as illustrated in Figure

7.2. Each subsystem Li consists of three elements:

• Arrival server M a
i

. In the description of the arrival server we include the influence

of the upstream part of the production line on server Mi , comprising starvation and

speed adaptation. We describe the behavior of this server as a continuous-time

Markov chain with k
(i)

A states and generator Q
(i)

A . Each state of the Markov chain

has a corresponding production speed. We define r
(i)

A as the speed vector, the jth

element of which denotes the speed in state j, j = 1, . . . , k
(i)

A .

• Buffer Bi of size bi .

• Departure server M d
i

. In the description of the departure server we include the

influence of blocking and speed adaptation caused by the downstream part of the

production line on server Mi+1. The departure server is modeled as a continuous-

time Markov chain with k
(i)

D states, generator Q
(i)

D , and speed vector r
(i)

D .

In the description of M a
i

and M d
i

, starvation and blocking play important roles. We

formally define starvation and blocking as follows:

• Arrival server M a
i

is starved by the upstream part of the production line if M a
i−1

is

down or starved and Bi−1 is empty.

• Departure server M d
i

is blocked by the downstream part of the production line if

M d
i+1

is down or blocked and Bi+1 is full.



7.3 Iterative method 123

M1 B1
M2 B2 M3 B3 M4

M
a
1 M

d
1

M
a
2 M

d
2

M
a
3 M

d
3

L

L1

L2

L3

B1

B2

B3

Figure 7.2: Decomposition of a production line L in three two-stage subsystems L1, L2

and L3

The challenge is to determine the structure of the Markov chains and the elements of

Q
(i)

A , Q
(i)

D , r
(i)

A , and r
(i)

D , which we do in an iterative way. In the next section, we present

the iterative method to obtain these elements, and ultimately, the throughput and the mean

buffer content of the system.

7.3 Iterative method

In this section, we construct an iterative method to obtain the throughput and the mean

buffer content distribution of an N -stage production line L. This algorithm relies on the

decomposition into subsystems L1, ..., LN−1 as explained in the previous section.

Step 0: Initialization

We assume that initially M a
i

is not affected by starvation and speed adaptation and M d
i

is not affected by blocking and speed adaptation, i = 1, ..., N − 1. The corresponding

parameters are set accordingly.

Step 1: Evaluation of subsystems

In this step, we analyze all subsystems, starting with L1 and going onwards to LN−1.

(a) Construction of Markov chains for M a
i

and M d
i

Using information from the upstream subsystem, we construct a continuous-time Markov

chain describing the behavior of M a
i

. The elements of Q
(i)

A and r
(i)

A corresponding to this

Markov chain are determined. Similarly, we construct a Markov chain for M d
i

using in-

formation from the downstream subsystem, and we determine the elements of Q
(i)

D and

r
(i)

D . This step is explained in detail in Section 7.4.1.
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(b) Determination of steady-state distribution

We merge the Markov chains for M a
i

and M d
i

into a Markov chain with state space S(i)

of size k(i) = k
(i)

A × k
(i)

D , generator Q(i), and net speed vector r(i). Next, we determine

the steady-state distribution of subsystem Li . The cdf F
(i)

j
(x) of this distribution denotes

the probability that subsystem Li is in state j ∈ S(i) and the content of buffer Bi does not

exceed x , 0≤ x ≤ bi . We elaborate further on this step in Section 7.4.2.

(c) Determination of throughput estimate

Using the steady-state distribution from the previous step, we obtain the estimated through-

put t
(i)

h
of subsystem Li . The subscript h indicates that the estimate is obtained from iter-

ation h.

(d) Update starvation, blocking, and speed parameters

Following the definition of starvation in Section 7.2, we obtain information on starvation

of M a
i+1

using the steady-state distribution of subsystem Li . If i < N − 1, we obtain the

rate at which M a
i+1

gets starved and the rate and coefficient of variation of the starvation

time of M a
i+1

. Since the coefficient of variation of the uptime till starvation is hard to

determine, we assume that this transition occurs at an exponential rate. We also deter-

mine the speed v
(i+1)

A at which M a
i+1

is producing (when M a
i+1

is up) as the average of

speed vi , when Mi is up and Bi is non-empty, and v
(i)

A , when Mi and M a
i

are both up and

Bi is empty (see (7.4)). Furthermore, we obtain information on blocking of M d
i−1

using

the steady-state distribution of Li . If i > 1, we update the rate at which M d
i−1

becomes

blocked and the rate and coefficient of variation of the blocking time M d
i−1

. Also for M d
i−1

,

we determine the speed v
(i−1)

D , similar as done for v
(i)

A (see (7.7)). This step is explained

in detail in Section 7.4.3.

Step 2: Repeat

We repeat step 1 until the throughput for all subsystems has converged. If for some small

ε it holds that

t
(i)

h
− t

(i)

h−1

t
(i)

h−1

< ε for all i ≤ N − 1

we stop, otherwise we perform another iteration.

Note that this algorithm does not guarantee that the throughput values for all subsystems

are equal. However, this appeared to be true in all experiments performed in Section 7.5.

Of course, it is possible to implement conservation of flow constraints in the above al-

gorithm, see Remark 7.1 (Section 7.4.3). In the next section, we explain the steps of the

iterative algorithm in more detail.

7.4 Subsystem analysis

This section describes the analysis of a subsystem Li , i = 1, ..., N − 1, by consecutively

going through steps 1(a)-1(d) of the iterative method in detail. In this section, we make
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use of the fit of phase-type distributions on the first and second moment (or mean and

variance) of random variables, see Section 2.1. Suppose that we fit a phase-type distribu-

tion on random variable Y with mean E[Y ] and variance Var[Y ]. We can represent this

phase-type distribution as a Markov process with k states plus an absorbing state. The

rates in transition matrix ΦY correspond to phase completions, and column vector ψY

contains the transitions to the absorbing state. For example, we have the following ΦY

and ψY for the Erlang3,4 distribution:

ΦY =











−µ µ 0 0

0 −µ µ 0

0 0 −µ (1− p)µ

0 0 0 −µ











, ψY =











0

0

pµ

µ











.

For the Coxian2 distribution, we have

ΦY =

�

−µ1 pµ1

0 −µ2

�

, ψY =

�

(1− p)µ1

µ2

�

.

This representation will be used in the remainder of this section.

We continue this section by going through the steps of the iterative algorithm. Sec-

tion 7.4.1 models the behavior of arrival server M a
i

and departure server M d
i

as continuous-

time Markov chains. The steady-state distribution of the subsystem is determined in Sec-

tion 7.4.2 by modeling the system as a set of linear differential equations, which are solved

by using matrix-analytic techniques. From this distribution, we update the parameters for

the arrival server of subsystem Li+1 and the departure server of Li−1 in Section 7.4.3.

7.4.1 Behavior of arrival and departure server

In this section, we subsequently model the behavior of arrival server M a
i

and departure

server M d
i

as a continuous-time Markov chain. For M a
i

, we divide the state space into

three sets: states where M a
i

is producing (up), states where M a
i

is not producing because

of a breakdown of the underlying server Mi (down), and states where M a
i

is not producing

because it has no input (starved). This division of states is illustrated in the left part of

Figure 7.3. The three sets are formally defined as follows:

• The set of up-states S
(i)

A,u: M a
i

is up when Mi is up, and either Bi−1 is not empty or

Bi−1 is empty and M a
i−1

is up.

• The set of down-states S
(i)

A,d
: M a

i
is down when Mi is down.

• The set of starved-states SA,st : M a
i

is starved when Mi is up, Bi−1 is empty, and

M a
i−1

is down or starved.

We define Q
(i)

A as the generator of the Markov process for M a
i

, containing the transition

rates within and between the three sets of states. The state space of this Markov chain is

given by S
(i)

A = S
(i)

A,u

⋃

S
(i)

A,d

⋃

S
(i)

A,st . Because of operation dependent failures, no transitions

are possible from the starved-states to the down-states and vice versa. To obtain the

transition rates, we first fit phase-type distributions on the rate and cv of the following

random variables:
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Ai Di
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DownDown Star- Bloc-
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Figure 7.3: Division of states for M a
i

and M d
i

.

• The uptime Ui of Mi with rate λUi
and cv cUi

.

• The repair time Wi of Mi with rate λWi
and cv cWi

.

• The starvation time SU (i) with rate λ
(i)

SU and cv c
(i)

SU , which follow from the analysis

of Li−1 (see Section 4.4).

We also determine from the analysis of Li−1:

• The rate λ
(i)

US at which M a
i

jumps from up to starved; we act as if this rate is expo-

nential.

The number of phases for Ui , Wi and SU (i) are kUi
, kWi

, and k
(i)

SU respectively, with corre-

sponding generators ΦUi
, ΦWi

, Φ
(i)

SU , and exit-rate vectorsψUi
, ψWi

, andψ
(i)

SU (see Section

4.1). Before specifying the generator Q
(i)

A , we define the Kronecker product: If A is an

n1 × n2 matrix and B is an n3 × n4 matrix, the Kronecker product is defined as

A⊗ B=









A(1, 1)B . . . A(1, n2)B
...

...

A(n1, 1)B . . . A(n1, n2)B









.

The generator Q
(i)

A is given by,

Q
(i)

A =















Q
(i)

A,(u,u)
Q
(i)

A,(u,d)

Q
(i)

A,(u,st)

Q
(i)

A,(d,u)
Q
(i)

A,(d,d)
0

Q
(i)

A,(st,u)
0 Q

(i)

A,(st,st)















,

where

Q
(i)

A,(u,u)
=ΦUi

−λ
(i)

USI(kUi
), Q

(i)

A,(u,d)
= e1(kWi

)⊗ψUi
, Q

(i)

A,(u,st)
= λ

(i)

USI(kUi
)⊗ e1(k

(i)

SU),

Q
(i)

A,(d,u)
= e1(kUi

)⊗ψWi
, Q

(i)

A,(d,d)
=ΦWi

,

Q
(i)

A,(st,u)
= I(kUi

)⊗ψ
(i)

SU , Q
(i)

A,(st,st)
= I(kUi

)⊗Φ
(i)

SU
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In these expressions, I(y) is the y-size identity matrix and e1(y) is a y-size row vector

with first element one and other elements zero. On the diagonal blocks we find the tran-

sitions within either of the three sets of states. If M a
i

is starved, we store (“freeze”) the

phase of the uptime Ui , resuming in this phase as soon as M a
i

returns to up again. The

total number of states of the Markov chain for M a
i

is given by

k
(i)

A = kUi
+ kWi

+ k
(i)

SU kUi
.

The generator Q
(i)

D of departure server M d
i

is derived similarly. The following three sets

are introduced for M d
i

(see the right part of Figure 7.3):

• The set of up-states S
(i)

D,u: M d
i

is up when Mi+1 is up, Bi+1 is not full or Bi+1 is full

and M d
i+1

is up.

• The set of down-states S
(i)

D,d
: M d

i
is down when Mi+1 is down.

• The set of blocked-states S
(i)

D,bl
: M d

i
is blocked when Mi+1 is up, Bi+1 is full and

M d
i+1

is down or blocked.

The Markov chain of M d
i

has state space S
(i)

D = S
(i)

D,u

⋃

S
(i)

D,d

⋃

S
(i)

D,bl
. To determine the tran-

sition rates of Q
(i)

D , we first fit phase-type distributions on the rate and cv of the following

random variables:

• The uptime Ui+1 of Mi+1 with rate λUi+1
and cv cUi+1

.

• The repair time Wi+1 of Mi+1 with rate λWi+1
and cv cWi+1

.

• The blocking time BU (i) with rate λ
(i)

BU and cv c
(i)

BU , determined from the analysis of

Li+1 (see Section 4.4).

Further, we determine from the analysis of Li+1:

• The rate λ
(i)

UB at which M d
i

jumps from up to blocked, and we act as if this rate is

exponential.

The number of phases for Ui+1, Wi+1 and BU (i) are kUi+1
, kWi+1

, and k
(i)

BU , respectively, and

the corresponding generators are denoted by ΦUi+1
, ΦWi+1

, Φ
(i)

BU , and the exit-rate vectors

ψUi+1
, ψWi+1

, and ψ
(i)

BU . The generator Q
(i)

D is given by

Q
(i)

D =









Q
(i)

D,(u,u)
Q
(i)

D,(u,d)
Q
(i)

D,(u,bl)

Q
(i)

D,(d,u)
Q
(i)

D,(d,d)
0

Q
(i)

D,(bl,u)
0 Q

(i)

D,(bl,bl)









,

where

Q
(i)

D,(u,u)
=ΦUi+1

−λ
(i)

UBI(kUi+1
), Q

(i)

D,(u,d)
= e1(kWi+1

)⊗ψUi+1
,

Q
(i)

D,(u,bl)
= λ

(i)

UBI(kUi+1
)⊗ e1(k

(i)

BU)

Q
(i)

D,(d,u)
= e1(kUi+1

)⊗ψWi+1
, Q

(i)

D,(d,d)
=ΦWi+1

,

Q
(i)

D,(bl,u)
= I(kUi+1

)⊗ψ
(i)

BU , Q
(i)

D,(bl,bl)
= I(kUi+1

)⊗Φ
(i)

BU .
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The number of states is

k
(i)

D = kUi+1
+ kWi+1

+ k
(i)

BU kUi+1
.

7.4.2 Steady-state distribution

This section is devoted to the determination of the steady-state distribution of subsystem

Li . First, for notational convenience, we drop the subscript i and superscript (i) referring

to the ith subsystem. Based on the Markov chains for arrival server M a and departure

server M d , we now construct the Markov chain describing the behavior of the whole

subsystem. This Markov chain has state space S = SA× SD, generator Q, and net speed

vector r. The number of states is given by k = kA× kD. By ordering the states of A and D

lexicographically, we get

Q= QA⊗ IkD
+ IkA
⊗QD,

r= rA⊗ 1kD
− 1kA
⊗ rD,

where In is an identity matrix of size n× n and 1n is the all-one column vector of size n.

Note that, because of the assumption of operation dependent failures, M a cannot go

down or starved whenever B is full and M d is not producing, and M d cannot go down or

blocked whenever B is empty and M a is not producing. This implies that the transition

rates are different in case of an empty or full buffer. Therefore, we introduce a “full-

buffer” generator QF and an “empty-buffer” generator QE . For QF , we argue that when

D is in a state with zero-speed and B is full, A is blocked and its state is frozen. Then A

resumes in this state as soon as D starts producing again. With this in mind, we can define

the full-buffer generator QF as follows:

QF = QA⊗ ĨND
+ INA
⊗QD,

where the jth diagonal element of the diagonal matrix ĨND
is 1 if rD, j > 0 and 0 otherwise.

Similarly, when A is in a state with zero-speed and B is empty, D is starved and its state is

frozen, resuming in this state when A starts producing again. This yields

QE = QA⊗ IND
+ ĨNA
⊗QD,

where the jth diagonal element of the diagonal matrix ĨNA
is 1 if rA, j > 0 and 0 otherwise.

The state of subsystem L can be described by the pair of variables (i, x), where i ∈ S is

the state of the phase process and 0 ≤ x ≤ b is the fluid level of the buffer. We define

Fi(x) as the probability that the phase process is in state i and the fluid level does not

exceed x , also referred to as the cumulative distribution function (cdf) of subsystem L.

This cdf is determined using matrix-analytic methods as described in Section 2.3.

7.4.3 Update parameters

In this section, we present a crucial step in our algorithm: the calculation of new (better)

estimates of the parameters for M a
i+1

and M d
i−1

, based on the steady-state distribution of

subsystem Li . More specifically, we use the following:
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• Π
(i)

j,l
, matrix of steady-state probabilities, the (m, n)th element of which is the prob-

ability that M a
i

is in state m ∈ S
(i)

A, j
, j ∈ {u, d, st}, and M d

i
is in state n ∈ S

(i)

D,l
,

l ∈ {u, d, bl}. The scalar π̄ j,l is the sum of all probabilities in Π
(i)

j,l
.

• P
(i)

j,l
(0) and P

(i)

j,l
(b), matrices of boundary probabilities at the levels 0 and b. The

subscript ( j, l) has the same interpretation as for Π
(i)

j,l
. The scalars p̄

(i)

j,l
(0) and

p̄
(i)

j,l
(b) are the sum of all probabilities in P

(i)

j,l
(0) and P

(i)

j,l
(b), respectively.

• F
(i)

j,l
(0) and F

(i)

j,l
(b), pdf matrices at the levels 0 and b. The scalars f̄

(i)

j,l
(0) and

f̄
(i)

j,l
(b) are the sum of elements in F

(i)

j,l
(0) and F

(i)

j,l
(b) respectively. We can also see

f̄
(i)

j,l
(0) and f̄

(i)

j,l
(b) as the number of level crossings at level 0 and b in state ( j, l),

j ∈ {u, d, st}, l ∈ {u, d, bl}.

We start to determine the rate λ
(i+1)

US at which M a
i+1

jumps from up to starved and

the rate λ
(i+1)

SU and cv c
(i+1)

SU of the starvation time SU (i+1). These parameters are used to

specify the generator Q
(i+1)

A (see Section 7.4.1). Recall that M a
i+1

is starved when Mi+1 is

up, M a
i

is down or starved and Bi is empty. A jump from up to starved can be caused by

either of the following two events (note that the “underlying server” of departure server

M d
i

is the same as the one of M a
i+1

, namely Mi+1):

(i) M a
i

is down or starved, M d
i

is up and draining the (non-empty) buffer Bi , and then,

it happens that Bi becomes empty, and thus, M a
i+1

gets starved.

(ii) M a
i

and M d
i

are both up, and Bi is empty, and then, it happens that M a
i

goes down

or starved, and thus, M a
i+1

gets starved.

The number of type-(i) jumps per time unit is equal to ( f̄
(i)

d,u
(0) + f̄

(i)
st,u(0))v

(i)

D . To ob-

tain the rate at which type-(ii) jumps occur, note that the jth element of P(i)
u,u
(0)1 is

the fraction of time that Bi is empty and M d
i

is in up-state j, and the jth element of
�

Q
(i)

A,(u,d)
Q
(i)

A,(u,st)

�

1 is the rate from up-state j to the set of down- and starved-states.

Hence, the (inner) product of the two vectors yields the number of type-(ii) jumps per

time unit. The rate of type-(i) and type-(ii) events is also equal to λ
(i+1)

US times the fraction

of time that M d
i

is generating output, which is π̄(i)
u,u
+ π̄

(i)

d,u
− p̄

(i)

d,u
(0) + π̄

(i)
st,u − p̄

(i)
st,u(0).

Hence,

λ
(i+1)

US =
( f̄
(i)

d,u
(0) + f̄

(i)
st,u(0))v

(i)

D + (P
(i)
u,u
(0)1)′

�

Q
(i)

A,(u,d)
Q
(i)

A,(u,st)

�

1

π̄
(i)
u,u + π̄

(i)

d,u
− p̄

(i)

d,u
(0) + π̄

(i)
st,u − p̄

(i)
st,u(0)

, (7.1)

where 1 is a column vector of ones of appropriate size and (·)′ is the transpose.

To determine the rate and cv of the starvation time SU (i+1), we first state the following

result. Consider a transient Markov chain with k states, transition rate matrix Γ and

entrance probability vector α, and let the random variable Y denote the time till exit.

Then the nth moment of Y is given by (see, e.g., [56])

E(Y n) = (−1)nn!αΓ−n1, (7.2)
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from which the rate λY = 1/E(Y ) and cv cY =
p

E(Y 2)− E2(Y )/E(Y ) readily follow.

The starvation time of M a
i+1

can be described as an exit time: the starvation time ends

when M a
i

returns to up from either a down-state or starved-state. Thus, the starvation

time SU (i+1) can be seen as the exit time of the Markov chain, the states of which are the

down-states and starved-states of M a
i

, and with (transient) generator

Γ
(i+1)

SU =

 

Q
(i)

A,(d,d)
0

0 Q
(i)

A,(st,st)

!

.

Further, the entrance probability vector α
(i+1)

SU is given by

α
(i+1)

SU = ξ
(i+1)

SU





��

F
(i)

d,u
(0)

F
(i)
st,u(0)

�

1

�′

v
(i)

D + (P
(i)
u,u
(0)1)′

�

Q
(i)

A,(u,d)
Q
(i)

A,(u,st)

�



 , (7.3)

where ξ
(i+1)

SU is a normalization constant. Note the similarity between (7.3) and (7.1).

Next, we determine the speed v
(i+1)

A at which M a
i+1

produces, whenever it is up. If the

speed vi+1 of Mi+1 is less or equal to the speed v
(i)

A of M a
i

, then M a
i+1

can always produce

at speed vi+1, whenever up, so v
(i+1)

A = vi+1. If vi+1 > v
(i)

A , then M a
i+1

has to lower its

speed to v
(i)

A when Bi is empty and M a
i

is up. The fraction of time, conditional on M a
i+1

(or

equivalently, M d
i

) producing, is equal to p̄(i)
u,u
(0)/

�

π̄(i)
u,u
+ π̄

(i)

d,u
− p̄

(i)

d,u
(0) + π̄

(i)
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Hence,
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(7.4)

Remark 7.1

In some cases, conservation of flow might not be satisfied automatically. For these cases,

we can implement a conservation of flow constraint. Here, we choose to adjust v
(i)

A such

that conservation of flow is guaranteed, i.e. t(1) = . . . = t(N−1). In section 2.3, equa-

tions (2.22-2.23), we derive the throughput of a two-machine, one-buffer subsystem. In

this case, the throughput of subsystem Li , i = 1, . . . , N − 1, is given by

t(i) = (π̄u,: − p̄(i)
u,u
(b))v

(i)

A + p̄(i)
u,u
(b)v

(i)

D , (7.5)

where π̄u,: is the fraction of time that the arrival server is up. Rearranging terms in this

equation and replacing t(i) by t(i−1), we obtain the following new expression for v
(i)

A :

v
(i)

A =
t(i−1) − p̄(i)

u,u
(b)v

(i)

D

π̄u,: − p̄
(i)
u,u(b)

. (7.6)

However, in all cases under our investigation, we experience that the throughput values of

all subsystems converge to the same value without using this conservation of flow equa-

tion.
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The expressions for the parameters of M d
i−1

are symmetrical to the ones for M a
i+1

. The

rate at which M d
i−1

jumps from up to blocked is given by

λ
(i−1)

UB =
( f̄
(i)

u,d
(b) + f̄
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The rate λ
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BU and the coefficient of variation c
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BU of a blocking time BU (i−1) follow

from (7.2) with
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Lastly, the average speed at which M d
i−1

produces in the up-states is given by

v
(i−1)

D =







vi if vi ≤ v
(i)

D
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p̄(i)
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D ) if vi > v
(i)

D

(7.7)

This concludes the analysis of a subsystem.

7.5 Results

In this section we investigate the quality of the proposed method. Section 7.5.1 shows

the performance of the proposed method on a large test set, and Section 7.5.2 compares

this method to a recent method in the literature by Colledani & Gershwin [19]. Finally,

Section 7.5.3 tests the method on the practical cases of Heineken and NXP as discussed

in Chapter 5.

7.5.1 Test set

We test the performance of the method on a large test set, in which we vary the values of

seven input parameters: the number of machines in the line, mean uptimes, mean down-

times, squared coefficient of variation (scv) of uptimes, scv of downtimes, machine speed

configuration, and buffer sizes. Table 7.1 lists the different settings for each input parame-

ter. By making all combinations, we obtain a test set of 4×4×8×4×8×3×4= 49, 152

cases. As shown in Table 7.1, cases are included with imbalance in mean up- and down-

times, and imbalance in scv of up- and downtimes. We choose three different machine

speed configurations, the first being a homogeneous speed configuration, in which each

machine has the same speed. Secondly, we have a jumping speed configuration, in which

each odd machine has a speed of 10 and each even machine has a speed of 15. The last

setting, a V-shape speed configuration, is motivated by practice. In this setting, the first

and last machine are the fastest, speeds decrease linearly in the first part of the production
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Input parameter Values

Number of machines 4, 8, 12, 16

Mean uptimes {10,10,10,10,...}, {10,5,10,5,...}, {20,20,20,20,...}, {20,10,20,10,...}

Mean downtimes {1,1,1,1,...}, {1,0.5,1,0.5,...}, {2,2,2,2,...}, {2,1,2,1,...}

Scv of uptimes {0.5,0.5,0.5,0.5,...}, {0.5,1,0.5,1,...}, {1,1,1,1,...}, {1,2,1,2,...},

{2,2,2,2,...}, {2,4,2,4,...}, {4,4,4,4,...}, {4,8,4,8,...}

Scv of downtimes {0.5,0.5,0.5,0.5,...}, {0.5,1,0.5,1,...}, {1,1,1,1,...}, {1,2,1,2,...},

{2,2,2,2,...}, {2,4,2,4,...}, {4,4,4,4,...}, {4,8,4,8,...}

Machine speeds {10,10,10,10,...}, {10,15,10,15,...}, {15,...,10,...,15}

Buffer size {1,1,1,1,...}, {10,10,10,10,...}, {25,25,25,25,...}, {50,50,50,50,...}

Table 7.1: Input parameter values of the test set

line, and speeds increase linearly in the second part of the production line. For instance,

in a 6-machine production line, the machine speeds would be {15, 12.5, 10,10, 12.5,15}.

We test the performance of the method by comparing the estimated throughput and

mean total buffer content to the same quantities obtained from a discrete-event simulation

model. The 95% confidence intervals in the simulation have a width of at most 0.5%.

In Tables 7.2-7.8, we show the average relative errors of our approximation. The second

column of each table provides the average relative errors over all cases in which the input

parameters have the values as specified in the first column. For instance, the first row of

Table 7.2 gives the average errors over all 12,288 cases with four machines in the produc-

tion line. The rest of the columns provide the percentage of case with an error falling into

the specified error-range.

In Table 7.2 we see that the method produces reliable throughput estimates for pro-

duction lines of up to 16 machines. The error in mean buffer content even decreases for

longer production lines. In Tables 7.3 and 7.4, we see that the method performs slightly

worse for lines with small mean uptimes and large mean downtimes. This may be due to

the fact that starvation and blocking are more prominent when downtimes are large com-

pared to uptimes. Table 7.5 and 7.6 show that the method performs well for both small

and large the scv of up- and downtimes. In Table 7.7 we see that the method performs

excellent for cases with a V-shape speed configuration, but slightly less for cases with a

“jumping” speed configuration. Finally, Table 7.8 shows that the method performs well

for cases with very small buffers up to large buffers.

Line Error (%) in Error (%) in

length the throughput mean buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

4 0.57 96 4 0 0 1.30 79 14 5 2

8 1.03 83 15 2 0 0.53 95 5 0 0

12 1.65 69 22 8 1 0.36 99 1 0 0

16 2.18 58 24 13 5 0.29 99 1 0 0

Table 7.2: Results for production lines with different lengths
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Mean Error (%) in Error (%) in

uptimes the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

10,10,10,10,... 1.56 73 17 7 3 0.56 94 5 1 0

10,5,10,5,... 1.64 70 20 8 2 0.65 92 6 2 0

20,20,20,20,... 1.05 82 13 4 1 0.58 94 4 1 1

20,10,20,10,... 1.18 80 15 4 1 0.67 92 6 1 1

Table 7.3: Results for production lines with different mean uptimes

Mean Error (%) in Error (%) in

downtimes the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

1,1,1,1,... 1.18 80 16 4 0 0.71 91 6 2 1

1,0.5,1,0.5,... 1.08 82 13 4 1 0.61 93 5 1 1

2,2,2,2,... 1.62 70 20 8 2 0.61 93 5 2 0

2,1,2,1,... 1.55 73 16 7 4 0.54 95 4 1 0

Table 7.4: Results for production lines with different mean downtimes

Scv of Error (%) in Error (%) in

uptimes the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

0.5,0.5,0.5,0.5,... 1.09 81 15 4 0 0.56 94 4 1 1

0.5,1,0.5,1,... 1.12 81 16 3 0 0.52 95 3 1 1

1,1,1,1,... 1.36 76 16 6 2 0.52 94 4 1 1

1,2,1,2,... 1.29 77 17 6 1 0.59 94 5 1 0

2,2,2,2,... 1.44 74 17 7 2 0.59 94 5 1 0

2,4,2,4,... 1.37 75 17 6 2 0.67 92 6 1 1

4,4,4,4,... 1.62 73 16 7 4 0.71 91 7 2 0

4,8,4,8,... 1.57 73 17 7 3 0.76 90 8 2 0

Table 7.5: Results for production lines with different scv of uptimes

Scv of Error (%) in Error (%) in

downtimes the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

0.5,0.5,0.5,0.5,... 1.32 77 15 6 2 0.55 95 3 1 1

0.5,1,0.5,1,... 1.37 76 16 6 2 0.52 96 3 1 0

1,1,1,1,... 1.42 74 17 7 2 0.46 97 3 0 0

1,2,1,2,... 1.49 74 16 7 3 0.57 94 5 1 0

2,2,2,2,... 1.30 77 15 7 1 0.51 95 5 0 0

2,4,2,4,... 1.28 79 15 5 1 0.73 89 8 3 0

4,4,4,4,... 1.28 79 16 4 1 0.67 92 5 3 0

4,8,4,8,... 1.38 75 20 4 1 0.92 87 8 3 2

Table 7.6: Results for production lines with different scv of downtimes
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Machine Error (%) in Error (%) in

speeds the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

10,10,10,10,... 1.16 81 16 3 0 0.34 99 1 0 0

10,15,10,15,... 2.18 57 25 13 5 1.11 84 11 4 1

15,...,10,...,15 0.73 92 8 0 0 0.40 96 4 0 0

Table 7.7: Results for production lines with different machine speeds

Buffer Error (%) in Error (%) in

sizes the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

1 0.47 98 2 0 0 0.27 99 1 0 0

10 1.65 69 22 7 2 0.62 94 5 1 0

25 1.72 67 22 8 3 0.75 90 7 2 1

50 1.58 70 20 8 2 0.82 89 7 3 1

Table 7.8: Results for production lines with different buffer sizes

7.5.2 Comparison

In this section we compare the method to the one in Colledani and Gershwin [19], which

is also able to deal with phase-type distributed up- and downtimes. The crucial difference

between the two methods is the size of the state space of the phase process of a sub-

system: in [19], the state space grows almost exponentially in the number of machines,

while for the method proposed in this chapter, the size of the state space of the phase

process of a subsystem is independent on the number of machines in the line. Recall from

Section 7.4.1 that the number of states of the phase process of a subsystem Li is given by

k(i) = k
(i)

A k
(i)

D ,

where

k
(i)

A = kUi
+ kWi

+ k
(i)

SU kUi
,

k
(i)

D = kUi+1
+ kWi+1

+ k
(i+1)

BU kUi+1
.

In these expressions, kUi
and kWi

are the number of up- and down-phases of machine i,

and k
(i)

SU and k
(i)

SU are the number of phases of the phase-type distributions of the time spent

in the starved-state (of Ai) and the blocked-state (of Di).

The method in [19] does not use a single distribution for starvation and a single distri-

bution for blocking as in the current method; it records which upstream machine is caus-

ing starvation of Ai and which downstream machine is causing blocking of Di . Hence,

the down-phases of all machines in the line have to be included in the state space of the

phase process. Moreover, when Ai or Di have to lower their speed, the method records

which machine is causing this speed reduction. This means that the up-phases of multiple

machines (depending on the speed configuration of the line) also need to be included in

the state space. Specifically, the number of states of the phase process of Ai and Di in [19]
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for lines with phase-type distributed up- and downtimes are given by

k
(i)

A = kUi
+ kWi

+
∑i−1

j=1
(kVj
+ x jkU j

)kUi
,

k
(i)

D = kUi+1
+ kWi+1

+
∑N

j=i+2
(kVj
+ y jkU j

)kUi
,

where

x j =

�

1 if v j < v j′ for each j < j′ < i

0 otherwise

y j =

�

1 if v j < v j′ for each i < j′ < j

0 otherwise

For example, for the 16-machine case with a “jumping-speed” setup in the previous sec-

tion, the number of states k(8) of L8 is 64 for the current method and 1536 for the one

in [19].

To compare the two methods, we test the current method on the cases in Sections

7.2.2 and 7.2.3 in [19]. First we consider 8 cases of three-machine production lines with

Erlang-distributed up- and downtimes. Table 7.9 contains the parameters of these cases,

as also provided in Table 7 in [19]. Tables 7.10 shows the results in throughput. We

should point out that the current method applies to a slightly different model than in [19]:

it is assumed in [19] that the exponential rates of the phases of the uptime are adapted

proportional to changes in the machine speed, whereas we assume that the distribution of

the uptime is independent of the machine speed. Our motivation is that in practical cases

under our investigation, there appeared to be no statistical evidence for dependencies

between machine speed and uptime duration; see e.g. [44]. So we compare the results of

the current method to the simulation results of the model with parameters as in Table 7.9,

but with uptimes being independent of the machines speeds. For each case, the number

of simulation runs is chosen such that the width of the 95% confidence intervals of the

performance measures is less than 0.5%. The columns “BAV-method” and “CG-method”

in Table 7.10 contain the results from the current method and the results from [19]. The

columns “Sim”, “App” and “Dif” contain the estimates by simulation, approximation, and

the percentage differences between the two estimates. Note that the simulation results

of the two models with and without dependencies between machine speed and uptime

duration are very close to each other, possibly due to the small differences in the speeds

of the three machines.

Next, we consider cases with Cox2 distributed up- and downtimes. The maximum

number of machines in the line is 7; the data on these machines is provided in Table 7.11

(cf. Table 9 in [19]). Table 7.12 contains the results on 20 test cases constructed from the

data in Table 7.11, where again we compare the estimates of the throughput of the current

method to the ones of the simulation model without dependencies between machine speed

and uptime duration. The rows N = n in Table 7.12 represent production lines with

the first n machines listed in Table 7.11. The second column of Table 7.12 represents

the configuration of the buffer sizes of the production line, where K̄1 = (2, 2, 2, 2, 2, 2),

K̄2= (2, 4,6, 8, 10, 12), K̄3= (12, 10, 8, 6,4, 2), and K̄4= (12, 12,12, 12, 12, 12).

The results for both cases with Erlang-distributed up- and downtimes and Cox2-

distributed up- and downtimes show that the current method and the one in [19] perform

similar. Apparently, the use of aggregation in the current method does not lead to less

accurate estimates of throughput and average buffer contents than the detailed method in

[19].
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Case Mean Mean Machine

uptimes downtimes speeds

1 (200,50,600) (5,8.57,150) (1,1.1,1.12)

2 (200,50,600) (5,8.57,150) (1,1.1,1.12)

3 (200,50,300) (5,8.57,150) (1,1.1,1.12)

4 (200,50,300) (5,8.57,150) (1,1.1,1.12)

5 (200,50,600) (5,8.57,30) (1,1.1,1.12)

6 (200,50,600) (5,8.57,30) (1,1.1,1.12)

7 (200,50,300) (5,8.57,30) (1,1.1,1.12)

8 (200,50,300) (5,8.57,30) (1,1.1,1.12)

Case Scv Scv Buffer

uptimes downtimes sizes

1 (0.5,1,0.333) (0.5,0.333,0.333) (2,2)

2 (0.5,1,0.333) (0.5,0.333,0.333) (10,10)

3 (0.5,1,0.333) (0.5,0.333,0.333) (2,2)

4 (0.5,1,0.333) (0.5,0.333,0.333) (10,10)

5 (0.5,1,0.333) (0.5,0.333,0.333) (2,2)

6 (0.5,1,0.333) (0.5,0.333,0.333) (10,10)

7 (0.5,1,0.333) (0.5,0.333,0.333) (2,2)

8 (0.5,1,0.333) (0.5,0.333,0.333) (10,10)

Table 7.9: Parameters for cases with Erlang-distributed up- and downtimes

Case BAV-method CG-method

Sim App Dif

(%)

Sim App Dif

(%)

1 0.7173 0.7176 0.04 0.7214 0.7310 1.32

2 0.7623 0.7631 0.10 0.7640 0.7681 0.52

3 0.6148 0.6147 -0.02 0.6238 0.6306 1.10

4 0.6586 0.6583 -0.05 0.6647 0.6639 -0.13

5 0.8329 0.8329 0.00 0.8320 0.8407 1.05

6 0.8876 0.8872 -0.05 0.8836 0.8891 0.62

7 0.8050 0.8049 -0.01 0.8060 0.8138 0.97

8 0.8668 0.8662 -0.07 0.8639 0.8683 0.50

Table 7.10: Results on throughput for the cases in Table 7.9

Machine Mean Scv Mean Scv Machine

uptime uptime downtime downtime speed

1 200 1.5 30 0.6 1.035

2 180 1.35 26 0.75 1.03

3 160 1.2 22 0.9 1.024

4 140 1.05 18 1.05 1.016

5 120 0.9 14 1.2 1.005

6 100 0.75 10 1.35 0.999

7 80 0.6 6 1.5 0.967

Table 7.11: Parameters for cases with Cox2-distributed up- and downtimes
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Case BAV-method CG-method

Sim App Dif (%) Sim App Dif (%)

N = 3

K̄1 0.7255 0.7255 0.00 0.719 0.726 0.97

K̄2 0.7297 0.7296 -0.01 0.721 0.7300 1.25

K̄3 0.7555 0.7558 0.04 0.759 0.7565 -0.33

K̄4 0.7585 0.7587 0.03 0.761 0.7594 -0.21

N = 4

K̄1 0.6693 0.6698 0.07 0.663 0.6705 1.13

K̄2 0.6825 0.6835 0.15 0.675 0.6841 1.35

K̄3 0.7130 0.7149 0.27 0.721 0.7154 -0.78

K̄4 0.7219 0.7241 0.30 0.727 0.7246 -0.33

N = 5

K̄1 0.6273 0.6285 0.19 0.617 0.6294 2.01

K̄2 0.6547 0.6567 0.31 0.649 0.6572 1.26

K̄3 0.6820 0.6852 0.47 0.680 0.6857 0.84

K̄4 0.6996 0.7037 0.59 0.710 0.7037 -0.89

N = 6

K̄1 0.5992 0.6007 0.25 0.589 0.6005 1.95

K̄2 0.6422 0.6454 0.50 0.634 0.6449 1.72

K̄3 0.6605 0.6646 0.62 0.655 0.6636 1.31

K̄4 0.6890 0.6944 0.78 0.697 0.6931 -0.56

N = 7

K̄1 0.5794 0.5826 0.55 0.570 0.583 2.28

K̄2 0.6381 0.6427 0.72 0.630 0.6417 1.86

K̄3 0.6426 0.6484 0.90 0.639 0.6481 1.42

K̄4 0.6845 0.6915 1.02 0.685 0.6893 0.63

Table 7.12: Throughput results for the cases in Table 7.11

7.5.3 Practical cases

In this section we apply the proposed method to two practical cases discussed in Chapter

5. First, we consider the production lines A and B at Heineken brewery in ’s-Hertogenbosch

(see Section 5.1). At both lines, the bottles subsequently go through the (1) depacker, (2)

filler, (3) pasteurizer, (4) labeler, (5) packer, and (6) palletizer. Since the number of bottles

going through the machines per hour is very large, we approximate this flow as a fluid.

The input parameter values for this production line are listed in Tables 5.2 and 5.3. The

mean and scv of up- and downtimes are retrieved directly from industrial data. Typical

for these production lines are the high variations in uptimes and (especially) in down-

times. Therefore, it is necessary to have an approximation method that properly takes

into account this variation. Furthermore, the setup of machine speeds corresponds to the

V-shape setup, as we have seen in the Section 7.5.1. The buffer sizes reflect the maximum

number of bottles on the conveyor belt in between two successive machines. In Section

5.1 the modeling of the bottling lines is described in detail, and the resulting continuous

material flow model is extensively validated by means of industrial data. The purpose

of this section is to show that the analytical method in this chapter accurately predicts

the throughput of the continuous material flow model, the parameter values of which are

based on the Heineken data.

The actual throughput of line A is 37,499 bottles per hour; the throughput of line B

is 31,132 bottles per hour. A discrete-event simulation using empirical up- and down-

time data predicts a throughput of 37,260 bottles per hour for line A and 31,458 bottles

per hour for line B. The approximation method of this chapter produces a throughput

estimate of 36,583 bottles per hour for line A, which is an underestimate of 2.44% com-

pared to the actual throughput and an underestimate of 1.82% compared to the simulated
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throughput. The throughput estimate from the approximation method for line B is 30,564

bottles per hour, which is an underestimate of 1.83% compared to the actual throughput

and an underestimate of 2.84% compared to the simulated throughput.

The second practical case is an assembly line of small electronic components in

Guangdong, China (see Section 5.2). A tape (or lead frame) flows through eight ma-

chines at a high speed. At each machine small components (dies and wire bonds) are

placed on the lead frame. If one of the machines goes down, the upstream machine can

still produce until the length of the lead frame in between the two machines has reached

a maximum level. The number of components that fit on this maximum length of lead

frame can be seen as the maximum size of the buffer. Again, the processing speeds are

high, so that we can treat the flow of products as being a fluid. The mean and scv of up-

and downtimes are retrieved from actual machine data, showing high variability in up-

and downtimes. The speeds of the eight machines only differ slightly, making the speed

configuration almost homogeneous. The input parameter values for this case can be found

in Table 5.9.

The modeling of the assembly line as fluid flow model and the validation of this model

are described in detail in Section 5.2. The actual throughput of the line is 12,638 bottles

per hour. By using discrete-event simulation with empirical up- and downtime data, we

obtain a throughput estimate of 12,184 products per hour. The approximation method

provides a throughput estimate of 12,031 products per hour, which is an underestimation

of 4.80% compared to the actual throughput and an underestimation of 1.26% compared

to the simulated throughput.

7.6 Concluding remarks

In this chapter, we construct an approximative method to analyze production lines with

continuous flows. The distinguishing feature of this method is that it takes into account the

generality of up- and downtime distributions without experiencing a state space explosion

for longer production lines. The sophisticated use of aggregation techniques is crucial in

our method. We find a strong performance of our method on a large test set and on two

practical cases. The performance of our method is almost insensitive to the coefficient of

variation in up- and downtimes, proving that our method takes into account the variations

in up- and downtimes in a correct way.

The following limitation should be stated about this model. For cases with low coeffi-

cients of variation of up- and downtimes, the method might become slower, since we need

phase-type distributions with more exponential phases for these cases. Further research

might include the search for a state space reduction for these cases. However, when the

coefficients of variation of up- and downtimes become very low, it might be better to treat

the downs as planned downtimes, such that the production line can be analyzed using

easier techniques.



8
Multi-server production lines

In this chapter, we construct a model for continuous flow, multi-server production lines

with exponentially distributed up- and downtimes. We decompose the line into subsys-

tems consisting of two workstations and one buffer, the parameters of which are deter-

mined iteratively. The continuous-time Markov chains to describe the phase process of

the subsystems are an extension of the three-state approach in Chapter 6: instead of one

up-state and one starved- or blocked state per workstation, we consider multiple up-,

starved- and blocked-states. The use of aggregation techniques is crucial to keep the

size of the state space limited; these techniques enable us to analyze longer production

lines with multiple servers per workstation. Results show that our method works well

on a large test set, although the error increases for systems with (very) small buffers or

workstations with long downtimes compared to uptimes. We also test our method on a

number of three-workstation lines that can be analyzed using alternative approaches from

the literature, showing a strong performance of our method compared to these methods.

8.1 Model definition

We consider a production line L consisting of N workstations M1, . . . , MN in series. There

is a finite buffer Bi between each pair of workstations Mi and Mi+1, i = 1, . . . , N−1. Each

workstation Mi consists of si identical parallel servers. Figure 8.1 illustrates a multi-server

production line with 4 workstations. The maximum speed at which workstation Mi can

process fluid is denoted by vi . Because each server in a workstation, when being up,

processes at the same speed, the speed of a single server at workstation Mi is given by

vi/si . Each server of workstation Mi breaks down at a rate of λi , after which a period

of repair follows. The repair rate of a server Mi is denoted by µi . We assume that the

breakdown and repair times are exponentially distributed. Because the buffers are finite,

workstations can be starved or blocked by other workstations. We say that workstation Mi

is starved when none of the servers at Mi−1 is producing and Bi−1 is empty. Equivalently,

Mi is blocked when none of the servers at Mi+1 are producing and Bi is full. We assume

operation dependent failures (ODFs), meaning that a server can only break down when it

is actually producing. Furthermore, we assume that the breakdown rates are independent

of the production speeds. In the next sections we decompose the line into subsystems,
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after which an iterative method is constructed to obtain the throughput and the average

total buffer content of the line.

M1 B1
M2 B2 M3 B3 M4

L b1 b2 b3

...
...

...
...

1111

s1 s2 s3 s4

Figure 8.1: A multi-server production line with four workstations.

8.2 Decomposition

We decompose the production line L into subsystems L1, . . . , LN−1 as illustrated in Fig-

ure 8.2. Each subsystem consists of the following three elements:

• Arrival workstation M a
i

, which behaves as original workstation Mi with si servers

including starvation and speed adaptation caused by the upstream part of the pro-

duction line. We model this workstation as a continuous-time Markov chain (CTMC)

with k
(i)

A states and generator Q
(i)

A . The vector of production speeds is defined as

r
(i)

A , the jth element of which is the production speed corresponding to state j of the

CTMC, j = 1, . . . , k
(i)

A .

• Buffer Bi of size bi .

• Departure workstation M d
i

, which is original workstation Mi+1 with si+1 servers

including blocking and speed adaptation caused by the downstream part of the pro-

duction line. We model this workstation as a CTMC with k
(i)

D states, generator Q
(i)

D ,

and speed vector r
(i)

D .

In the next section, we construct an iterative method to estimate the elements of Q
(i)

A ,

r
(i)

A , Q
(i)

D , and r
(i)

D , and ultimately the throughput and the average buffer content of the

production line.

8.3 Iterative method

We construct an iterative method to obtain the performance measures of a multi-server

production line L, based on decomposition into subsystems L1, . . . , LN−1 as explained in

the previous section.

Step 0: Initialization

We initially assume that each subsystem Li , i = 1, . . . , N − 1, is not affected by starva-

tion, blocking, or speed adaptation caused by upstream or downstream subsystems. The
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Figure 8.2: Decomposition of a multi-server production line L in three two-stage subsys-

tems L1, L2 and L3

parameters in Q
(i)

A , r
(i)

A , Q
(i)

D , and r
(i)

D are set accordingly.

Step 1: Evaluation of subsystems

We analyze all subsystems, starting with L1 and going onwards to LN−1.

(a) Construction of Markov chains for M a
i

and M d
i

We construct a CTMC describing the phase behavior of M a
i

using information from the

upstream subsystem and a CTMC describing the phase behavior of M d
i

using information

from the downstream subsystem. The elements of Q
(i)

A , r
(i)

A , Q
(i)

D , and r
(i)

D are determined

in this step, see Section 8.4.1.

(b) Determination of steady-state distribution

We determine the steady-state distribution of the subsystem. This step is deferred to Sec-

tion 8.4.2.

(c) Determination of throughput estimate

Using the steady-state distribution, we determine the throughput t
(i)

h
, where h is the itera-

tion counter.

(d) Update starvation, blocking, and speed parameters

This step updates the important parameters to construct new CTMCs for M a
i+1

and M d
i−1

.

More specifically, we determine the rate at which M a
i+1

goes starved and the mean star-
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vation time of M a
i+1

(both depending on the number of active servers). Furthermore, we

determine the average production speed of M a
i+1

when j servers are up, j = 1, . . . , si+1,

which includes speed adaptation because of a slower upstream machine M a
i

. We also

update the parameters of the departure workstation: the rate at which M d
i−1

jumps to the

blocked-state, the mean blocking time of M d
i−1

(both depending on the number of active

servers), and the average production rate of M d
i−1

when j servers are up, j = 1, . . . , si ,

which includes speed adaptation caused by a lower production speed of downstream ma-

chine M d
i

. This step is explained in Section 8.4.3.

Step 2: Repeat

We repeat step 1 until the throughput values have converged. If for some small ε it holds

that
t
(i)

h
− t

(i)

h−1

t
(i)

h−1

< ε for all i ≤ N − 1

then we stop, otherwise we perform another iteration.

In the next section, we elaborate on the steps of the iterative algorithm. Unfortunately,

the conservation of flow property is not automatically guaranteed for this method, unlike

the models in Chapters 6 and 7. Therefore we implement a conservation of flow equation

to force the throughput values to be equal, which is explained in Section 8.4.4.

8.4 Subsystem analysis

In this section we analyze a subsystem Li , i = 1, ..., N−1. First, we construct a continuous-

time Markov chain (CTMC) in Section 8.4.1 describing the phase process of both M a
i

and

M d
i

. Using these CTMCs, we determine the steady-state distribution of Li using matrix-

analytic methods in Section 8.4.2. In Section 8.4.3, we update the parameters of M a
i+1

and M d
i−1

using the steady-state distribution of Li . Lastly, we implement a conservation

of flow equation in Section 8.4.4 to assure that the (in the limit) throughput values are

equal for all subsystems.

8.4.1 Behavior of arrival and departure workstation

We model the phase behavior of M a
i

and M d
i

as CTMCs with generators Q
(i)

A and Q
(i)

D

respectively. Each state of the CTMC has a corresponding production speed; the vectors

of production speeds are defined as r
(i)

A and r
(i)

D respectively.

Starting with the arrival workstation, we define state u( j) as the state where M a
i

is not

starved and j servers are up, j = 0, . . . , si . Furthermore, the state st( j) implies that M a
i

is starved by the upstream part of the line and j servers are up, j = 1, . . . , si . With these

definitions, the state space of the CTMC for M a
i

is given by

S
(i)

A = {u(0), . . . , u(si), st(1), . . . , st(si)}. The number of states of this CTMC is

k
(i)

A = 2si + 1.

The left part of Figure 8.3 illustrates the structure of the CTMC for M a
i

in case si = 3.

We distinguish four types of transitions:
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• Machine breakdowns, which are transitions from u( j) to u( j − 1), j = 1, . . . , si .

Since j servers are up in state u( j), the rate of transitions of this type is given by

jλi , so

Q
(i)

A (u( j), u( j − 1)) = jλi , j = 1, . . . , si .

Because the failures are operation dependent, machine breakdowns do not occur if

M a
i

is starved.

• Machine repairs, which are transitions from u( j) to u( j + 1), j = 0, . . . , si − 1, or

transitions from st( j) to st( j + 1), j = 1, . . . , si − 1. There are si − j servers under

repair in state u( j) and st( j), so the repair rate in these states is given by (si− j)µi ;

Q
(i)

A (u( j), u( j + 1)) = (si − j)µi , j = 0, . . . , si − 1,

Q
(i)

A (st( j), st( j + 1)) = (si − j)µi , j = 1, . . . , si − 1.

• Transitions from up to starved, or equivalently, from u( j) to st( j). We define the

rate of these transitions as θ
(i)

A, j
;

Q
(i)

A (u( j), st( j)) = θ
(i)

A, j
, j = 1, . . . , si .

• Transitions from starved to up, or equivalently, from st( j) to u( j), which occur at a

rate of ψ
(i)

A, j
;

Q
(i)

A (st( j), u( j)) =ψ
(i)

A, j
, j = 1, . . . , si .

The diagonal elements of Q
(i)

A are chosen such that the sum of each row is equal to zero.

The parameters θ
(i)

A, j
and ψ

(i)

A, j
are obtained from the analysis of Li−1; the determination of

these parameters is deferred to Section 8.4.3.

The average production speed of workstation M a
i

in state u( j), so when j servers are up,

j = 1, . . . , si , is defined as v
(i)

A, j
. The average speeds are also obtained from the analysis of

Li−1, see Section 8.4.3. Note that v
(i)

A, j
is not necessarily equal to jvi , since M a

i
adjusts its

speed when Bi−1 is empty and M a
i−1

produces at a lower speed. The elements of speed

vector r
(i)

A are given by

r
(i)

A (u(0)) = 0,

r
(i)

A (u( j)) = v
(i)

A, j
, j = 1, . . . , si ,

r
(i)

A (st( j)) = 0, j = 1, . . . , si .

For the departure server, we define state u( j) as the state where M d
i

is not blocked and

j servers are up, j = 0, . . . , si+1, and bl( j) as the state where M d
i

is blocked and j servers

are up, j = 1, . . . , si+1. The CTMC for M d
i

is illustrated in the right part of Figure 8.3.

The number of states for this CTMC is equal to

k
(i)

D = 2si+1 + 1

Since the analysis of M d
i

is symmetrical to the analysis of M a
i

, we just specify the elements

of Q
(i)

D .
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Figure 8.3: Division of states for M a
i

and M d
i

.

• Machine breakdowns

Q
(i)

D (u( j), u( j − 1)) = jλi+1, j = 1, . . . , si+1.

• Machine repairs

Q
(i)

D (u( j), u( j + 1)) = (si+1 − j)µi+1, j = 0, . . . , si+1 − 1,

Q
(i)

D (bl( j), bl( j + 1)) = (si+1 − j)µi+1, j = 1, . . . , si+1 − 1.

• Transitions from up to blocked

Q
(i)

D (u( j), bl( j)) = θ
(i)

D, j
, j = 1, . . . , si+1.

• Transitions from blocked to up

Q
(i)

D (bl( j), u( j)) =ψ
(i)

D, j
, j = 1, . . . , si+1.

The diagonal elements of Q
(i)

D are chosen such that the sum of each row is equal to zero.

The elements of r
(i)

D are given by

r
(i)

D (u(0)) = 0,

r
(i)

D (u( j)) = v
(i)

D, j
, j = 1, . . . , si+1,

r
(i)

D (bl( j)) = 0, j = 1, . . . , si+1,
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where v
(i)

D, j
is defined as the average production speed of M d

i
when j servers are up, j =

1, . . . , si+1. The determination of θ
(i)

D, j
, ψ

(i)

D, j
, and v

(i)

D, j
is deferred to Section 8.4.3.

In the next section, we determine the steady-state distribution of Li .

8.4.2 Steady-state distribution

In this section, we determine the steady-state distribution of Li . For ease of notation,

we drop the subscript i and superscript (i) referring to the ith subsystem. We merge

the CTMCs of both M a and M d into a new CTMC describing the phase behavior of the

whole subsystem. The pair of variables (iA, iD, x) describes the state of the subsystem,

where iA ⊂ SA is the state (or phase) of M a, iD ⊂ SD is the state of M d , and 0 ≤ x ≤ b

is the fluid level of the buffer. The CTMC describing Li has generator Q and (net) speed

vector r given by

Q= QA⊗ IkD
+ IkA
⊗QD,

r= rA⊗ 1kD
− 1kA
⊗ rD,

where In is the identity matrix of size n and 1n is a column vector of ones of size n, where

n= kAkD.

Because of operation dependent failures, no servers of M a can go down whenever B

is full and M d is in a state with zero-speed. In this situation, it is also not possible for M a

to go starved. Similarly, M d cannot become blocked and no servers of M d can go down

when M a is in a state with zero-speed and B is empty. Therefore, we define a “full-buffer”

generator QF
A

containing the transition rates of the phase process of M a that apply when B

is full and M d is in a state with zero-speed. So, in case B is full and M d is in state u(0) or

bl( j), the transition rates of M a from state u( j) to u( j − 1) and from state u( j) to st( j),

are set to zero. The other transition rates in QF
A

are equal to those in QA. The full-buffer

generator QF is given by

QF = QA⊗ ĨND
+ INA
⊗QD,

where the jth diagonal element of the diagonal matrix ĨND
is 1 if rD, j > 0 and 0 otherwise.

For M d , we define an “empty-buffer” generator QE
D

containing transition rates of M d that

apply when M a is in a state with zero-speed and B is empty. So, in case B is empty and

M a is in state u(0) or st( j), j = 1, . . . , sa, the transition rates of M d from states u( j) to

u( j − 1) and from u( j) to st( j) are set to zero. The other transition rates in QE
D

are the

same as those in QD. Hence, the empty-buffer generator QE is given by

QE = QA⊗ IND
+ ĨNA
⊗QD,

where the jth diagonal element of the diagonal matrix ĨNA
is 1 if rA, j > 0 and 0 otherwise.

We define Fi(x) as the probability that the phase process is in state i ∈ Sa × Sd and

the buffer level does not exceed x , 0 ≤ x ≤ b. This probability is also referred to as

the cumulative density function (cdf) of subsystem L. We determine the cdf by using

matrix-analytic methods, see Section 2.3. In this section, we also explain how to obtain

the throughput and the average buffer content of a subsystem. Using the cdf of L, we

can update the important parameters for the upstream subsystem and the downstream

subsystem.
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8.4.3 Update parameters

In this section, we update the parameters for the downstream arrival workstation and for

the upstream departure workstation. More specifically, for M a
i

we update the rate from

up to starved (θ
(i+1)

A, j
), the rate from starved to up (ψ

(i+1)

A, j
), and the average speed (v

(i+1)

A, j
)

for j = 1, . . . , sa
i+1

. For M d
i−1

, we update the transition rate from up to blocked (θ
(i−1)

D, j
),

the rate from blocked to up (ψ
(i−1)

D, j
), and the production speed (v

(i−1)

D, j
) for j = 1, . . . , sd

i−1
.

The analysis of this section follows the same line as Section 6.5.2.

We introduce the following variables, all obtained from the steady-state distribution of Li :

• π
(i)

kA,kD
: the probability that M a

i
is in state kA ∈ S

(i)

A and M d
i

is in state kD ∈ S
(i)

D .

• p
(i)

kA,kD
(0) and p

(i)

kA,kD
(b): boundary probabilities at the levels 0 and b. The subscript

(kA, kD) indicates that M a
i

is in state kA ∈ S
(i)

A and M d
i

is in state kD ∈ S
(i)

D .

• f
(i)

kA,kD
(0) and f

(i)

kA,kD
(b): the value of the pdf at the levels 0 and b for state kA ∈ S

(i)

A

and kD ∈ S
(i)

D .

We start with the parameters for M a
i+1

. Note that this workstation corresponds to

workstation M d
i

. Starting with θ
(i+1)

A, j
, we argue that M a

i+1
can go from up to starved in

two different ways:

(i) First, M a
i

is not producing (i.e. starved or down), M d
i

is up and Bi is non-empty.

This means that M d
i

drains the buffer until finally it happens that Bi becomes empty,

and thus, M a
i+1

gets starved.

(ii) First, M a
i

and M d
i

are both up and Bi is empty. Then M a
i

stops producing, and

simultaneously M a
i+1

gets starved.

The probability that Bi becomes empty in a small time interval d t when M a
i

is in a zero-

speed state k and M d
i

is draining the buffer at a speed vD, j is given by fk,u( j)(0)
(i)v

(i)

D, j
d t.

Dividing by d t and summing over all zero-speed states k ∈ Sa
i
, the frequency of occur-

rence of type-(i) jumps per time unit is given by fu(0),u( j)(0)
(i)v

(i)

D, j
+
∑si

k=1
fst(k),u( j)(0)

(i)v
(i)

D, j
.

Type-(ii) jumps occur at a rate of Q
(i)

A (u(1), u(0)) + Q
(i)

A (u(1), st(1)) if one server of

M a
i

is up (w.p. p
(i)

u(1),u( j)
(0)) and at a rate of Q

(i)

A (u(k), st(k)) if k servers are up (w.p.

p
(i)

u(k),u( j)
(0), k = 2, . . . , si). Together, the number of type-(ii) jumps per time unit is given

by p
(i)

u(1),u( j)
(0)Q

(i)

A (u(1), u(0)) +
∑si

k=1
pu(k),u( j)(0)Q

(i)

A (u(k), st(k)). Conditioning on the

fact that j servers of M d
i

(or equivalently, M a
i+1

) are up, we obtain the transition rate from

up to starved
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θ
(i+1)

A, j
=

fu(0),u( j)(0)
(i)v

(i)

D, j
+

si
∑

k=1

fst(k),u( j)(0)
(i)v

(i)

D, j

si
∑

k=0

π
(i)

u(k),u( j)
− p

(i)

u(0),u( j)
(0) +

si
∑

k=1

(π
(i)

st(k),u( j)
− p

(i)

st(k),u( j)
(0))

+

p
(i)

u(1),u( j)
(0)Q

(i)

A (u(1), u(0)) +

si
∑

k=1

pu(k),u( j)(0)Q
(i)

A (u(k), st(k))

si
∑

k=0

π
(i)

u(k),u( j)
− p

(i)

u(0),u( j)
(0) +

si
∑

k=1

(π
(i)

st(k),u( j)
− p

(i)

st(k),u( j)
(0))

.

Next, we determine rate ψ
(i+1)

A, j
at which M a

i+1
goes from starved to up for j = 1, . . . , si+1.

If M a
i+1

is is in state st( j), M a
i+1

goes up with rate Q
(i−1)

A (u(0), u(1)) if all servers of

workstation M a
i

are down (w.p. p
(i)

u(0),u( j)
(0)/(p

(i)

u(0),u( j)
(0) +

∑si

k=1
p
(i)

st(k),u( j)
(0))) and with

rate Q
(i)

A (st(k), u(k)) if M a
i

is also starved and k servers of M a
i

are up (w.p. p
(i)

st(k),u( j)
(0)/

(p
(i)

u(0),u( j)
(0) +

∑si

k=1
p
(i)

st(k),u( j)
(0))), k = 1, . . . , si . Together, the rate of transitions from

starved to up of M a
i+1

, when j servers are up, is given by

ψ
(i+1)

A, j
=

p
(i)

u(0),u( j)
(0)Q

(i)

A (u(0), u(1)) +

si
∑

k=1

p
(i)

st(k),u( j)
(0)Q

(i)

A (st(k), u(k))

p
(i)

u(0),u( j)
(0) +

si
∑

k=1

p
(i)

st(k),u( j)
(0)

.

Next, we determine the average production speed v
(i+1)

A, j
at which M a

i+1
produces when j

servers are up. When Bi is nonempty, M a
i+1

produces at a speed of jvi+1. If Bi is empty

and k servers of M a
i

are active and producing, M a
i+1

lowers its speed to v
(i)

A,k
. Thus, the

average speed v
(i+1)

A, j
is given by

v
(i+1)

A, j
= jvi+1 +

si
∑

k=1

pu(k),u( j)(0)(v
(i)

A,k
− jvi)

si
∑

k=0

π
(i)

u(k),u( j)
− p

(i)

u(0),u( j)
(0) +

si
∑

k=1

(π
(i)

st(k),u( j)
− p

(i)

st(k),u( j)
(0))

. (8.1)

Since the parameters for M d
i−1

are determined along the same lines, we just provide

the resulting expressions:
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θ
(i−1)

D, j
=

p
(i)

u( j),u(1)
(b)Q

(i)

D (u(1), u(0)) +

si+1
∑

k=1

p
(i)

u( j),u(k)
(b)Q

(i)

D (u(k), bl(k))

si+1
∑

k=0

π
(i)

u( j),u(k)
− p

(i)

u( j),u(0)
(b) +

si+1
∑

k=1

(π
(i)

u( j),bl(k)
− p

(i)

u( j),bl(k)
(b))

+

fu( j),u(0)(b)
(i)v

(i)

A, j
+

si+1
∑

k=1

fu( j),bl(k)(b)
(i)v

(i)

A, j

si+1
∑

k=0

π
(i)

u( j),u(k)
− p

(i)

u( j),u(0)
(b) +

si+1
∑

k=1

(π
(i)

u( j),bl(k)
− p

(i)

u( j),bl(k)
(b))

,

ψ
(i−1)

D, j
=

p
(i)

u( j),u(0)
(b)Q

(i)

D (u(0), u(1)) +

si+1
∑

k=1

p
(i)

u( j),bl(k)
(b)Q

(i)

D (bl(k), u(k))

p
(i)

u( j),u(0)
(b) +

si+1
∑

k=1

p
(i)

u( j),bl(k)
(b)

,

v
(i−1)

D, j
= jvi+2 +

si+1
∑

k=1

pu( j),u(k)(b)(v
(i)

D,k
− jvi)

si+1
∑

k=0

π
(i)

u( j),u(k)
− p

(i)

u( j),u(0)
(b) +

si+1
∑

k=1

(π
(i)

u( j),bl(k)
− p

(i)

u( j),bl(k)
(b))

.

This concludes step 1(d) of the iterative algorithm. The next section is devoted to the

conservation of flow equation.

8.4.4 Conservation of flow

Unfortunately, conservation of flow is not always satisfied automatically when using the

iterative method of section 8.3. This means that the throughput estimates are not equal

for all subsystems, even though all parameters have converged. Therefore, we need to

include a conservation of flow equation assuring that in the limit all throughput values

converge to the same value, i.e. t(1) = . . . = t(N−1). In this section, we explain how this

can be achieved.

In section 2.3, Equations (2.22-2.23), we derive the throughput of a two-machine,

one-buffer subsystem. In our case, the throughput of subsystem Li , i = 1, . . . , N − 1, is

given by

t(i) =

si
∑

j=1

∑

kD∈S
(i)
D

�

π
(i)

u( j),kD
− p

(i)

u( j),kD
(b)
�

v
(i)

A, j
+

si
∑

j=1

si+1
∑

k=1

p
(i)

u( j),u(k)
(b)v

(i)

D,k
, (8.2)

or equivalently,

t(i) =
∑

jA∈S
(i)
A

si+1
∑

k=1

�

π
(i)

jA,u(k)
− p

(i)

jA,u(k)
(0)
�

v
(i)

D,k
+

si
∑

j=1

si+1
∑

k=1

p
(i)

u( j),u(k)
(0)v

(i)

A, j
. (8.3)
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There are several possibilities to impose conservation of flow. One option is to scale

the arrival workstation speeds v
(i)

A, j
for each subsystem Li except the first one, such that

Equation (8.2) is satisfied with t(i) on the left hand side replaced by t(i−1). In this way,

we impose that t(i) = t(i−1). We define ṽ
(i)

A, j
as the new estimate of the arrival server speed

of subsystem Li when j servers are up, which is then related to v
(i)

A, j
as follows;

ṽ
(i)

A, j
= z

(i)

A v
(i)

A, j
, j = 1, . . . , si ,

where the scaling factor z
(i)

A is given by

z
(i)

A =
t(i−1) −

∑si

j=1

∑si+1

k=1
p
(i)

u( j),u(k)
(b)v

(i)

D,k

∑si

j=1

∑

kD∈S
(i)
D

�

π
(i)

u( j),kD
− p

(i)

u( j),kD
(b)
�

v
(i)

A, j

. (8.4)

In the majority of cases, this scaling procedure causes the throughput values of all sub-

systems to converge to the same value. However, for some cases, this procedure does not

work, because in these cases the influence of v
(i)

A, j
on the throughput is too small. This

can be recognized by the numerator of (8.4) being close to zero. For these cases, it might

be better to scale v
(i)

D, j
instead of v

(i)

A, j
. The analogue of Equation (8.4) for v

(i)

D, j
is (by us-

ing (8.3)):

ṽ
(i)

D, j
= z

(i)

D v
(i)

D, j
, j = 1, . . . , si+1,

where

z
(i)

D =
t(i+1) −

∑si

j=1

∑si+1

k=1
p
(i)

u( j),u(k)
(0)v

(i)

A, j

∑

jA∈S
(i)
A

∑si+1

k=1

�

π
(i)

jA,u(k)
− p

(i)

jA,u(k)
(0)
�

v
(i)

D,k

. (8.5)

Of course, scaling v
(i)

D, j
might cause similar problems when the influence of this speed

variable on the throughput is very small. Therefore, we have to find a heuristic rule to

determine which of the two parameters we have to scale to assure conservation of flow. If

the buffer of a subsystem is mostly full, which typically happens in the first part of the line

(in front of the bottleneck station), the influence of v
(i)

D, j
on the throughput is large, making

it more convenient to adjust this variable. If the buffer is mostly empty, which typically

happens in the last part of the line, it is better to adjust v
(i)

A, j
. So a sensible approach would

be to choose a subsystem, say subsystem Lα, in which we do not adjust any of the speeds.

To impose conservation of flow, we scale the speeds of the departure workstation for each

upstream subsystem of Lα, and we scale the speeds of the arrival workstation for each

downstream subsystem of Lα. To use the estimates of the throughput values from the

current iteration, we have to slightly adjust the iterative algorithm of Section 8.3. The

adjusted iterative method is given below.

Step 0: Initialization

Initialize the parameters for each subsystem Li , i = 1, . . . , N − 1 by assuming that there

is initially nog starvation, blocking, or speed adaptation. Set the parameters in Q
(i)

A , r
(i)

A ,

Q
(i)

D , and r
(i)

D accordingly.
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Step 1: Evaluation of subsystem Lα

Analyze subsystem Lα:

(a) Construct a CTMC for M a
α and M d

α as explained in Section 8.4.1.

(b) Determine the steady-state distribution of the subsystem using matrix-analytic meth-

ods as explained in Section 8.4.2.

(c) Update the throughput estimate of the subsystem.

(d) Update the speed and blocking parameters for M d
α−1

(if α > 1) and the speed and

starvation parameters for M a
α+1

(if α < N − 1) using the equations in Section 8.4.3.

Step 2: Evaluation of subsystems Li , i < α

Analyze all upstream subsystems of Lα, starting with Lα−1 and going forward to L1:

(a) With the estimate of t(i+1) from the current iteration, scale the departure workstation

speeds v
(i)

D, j
, j = 1, . . . , si+1, using equation (8.5).

(b) Perform steps 1(a)-(d) for subsystem Li instead of Lα.

Step 3: Evaluation of subsystems Li , i > α

Analyze all downstream subsystems of Lα, starting with Lα−1 and going backward to L1:

(a) With the estimate of t(i−1) from the current iteration, scale the arrival workstation

speeds v
(i)

A, j
, j = 1, . . . , si , using equation (8.4).

(b) Perform steps 1(a)-(d) for subsystem Li instead of Lα.

Step 4: Repeat

Repeat steps 2-3 until the throughput values have converged. If for some small ε it holds

that

t
(i)

h
− t

(i)

h−1

t
(i)

h−1

< ε for all i ≤ N − 1

and

maxi t
(i)

h
−mini t

(i)

h

mini t
(i)

h

< ε

we stop, otherwise we perform another iteration.

Of course, an important choice is the value of α. For production lines with a clear

bottleneck, it is convenient to choose Lα as the bottleneck subsystem. However, some

lines do not have a clear bottleneck and some lines have multiple (non-adjacent) bottle-

necks. For most cases, there are several choices for α for which conservation of flow can

be achieved. In fact, for 90.7% of the cases in the test set of the next section, the choice

α = 1 is already sufficient. Therefore we choose α = 1 by default, and if conservation of

flow is not satisfied, we try another value of α, e.g. α = 2. In the end, conservation of

flow can be achieved for all cases in our test set using this approach.
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8.5 Results

In this section we test the quality of our method for multi-server production lines with

continuous material flow as proposed in this chapter. First, we test our method on a large

test set, after which we compare the results of our method to other approaches in the

literature.

8.5.1 Test set

The performance of our method is tested on a large test set, in which six modeling param-

eters are varied: the number of workstations in the line, mean uptimes, mean downtimes,

the number of servers per workstation, the maximum speeds per workstation, and buffer

sizes. Table 8.1 provides the different settings for each parameter. The test set includes

imbalance in mean uptimes, mean downtimes, machine speeds, and number of servers per

workstation. The maximum speed of a workstation is defined as the number of servers

of that workstation times the speed per server. As in Chapters 6 and 7, we consider three

different set-ups for the maximum workstation speeds: a homogeneous set-up (all work-

stations produce at equal speeds), a jumping speed setup (all odd servers produce at a

speed of 10 and all even servers produce at a speed of 15), and a V-shape set-up, where

the first and last machine are the fastest, speeds decrease linearly in the first part of the

production line, and speeds increase linearly in the second part of the production line. By

making all possible combinations of the parameter settings in Table 8.1, we obtain a test

set of 3 × 6 ×6 × 5 × 3 × 4 = 6480 cases.

Input parameter Values

Number of workstations 4, 6, 8

Mean uptimes {5,5,5,5,...}, {5,2.5,5,2.5,...}, {10,10,10,10,...}, {10,5,10,5,...},

{20,20,20,20,...}, {20,10,20,10,...}

Mean downtimes {0.5,0.5,0.5,0.5,...}, {0.5,0.25,0.5,0.25,...}, {1,1,1,1,...},

{1,0.5,1,0.5,...}, {2,2,2,2,...}, {2,1,2,1,...}

Number of servers per workstation {2,2,2,2,...}, {3,2,3,2,...}, {3,3,3,3,...}, {5,3,5,3,...}, {5,5,5,5,...}

Workstation maximum speeds {10,10,10,10,...}, {15,10,15,10,...}, {15,...,10,...,15}

Buffer sizes {1,1,1,1,...}, {5,5,5,5,...}, {10,10,10,10,...}, {25,25,25,25,...}

Table 8.1: Input parameter values of the test set

To test the quality of our method, we focus on two variables: throughput and average

total buffer content. We compare these quantities obtained from our method to those of a

discrete-event simulation model, the 95%-confidence intervals of which have a width of

at most 0.5%. Tables 8.2-8.7 show the results of this comparison. The columns “Avg”

provide the average (absolute) relative error over all cases that satisfy the property in the

first column. For instance, the 1.88% in Table 8.2 is the average error for all cases with 4

workstations in the line. The columns “0-2”, “2-4”, “4-6”, and “>6” provide the fraction

of cases satisfying the property in the first column that fall into the specified error range.

Our method typically overestimates the throughput: in more than 99% of the cases

the throughput estimations of our method are higher than the simulated throughput values.

This effect can be explained by a simple example. Consider a four-workstation production

line with three servers per workstation. The speed of each server is 5. We decompose the
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Line Error (%) in Error (%) in

length the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

4 1.88 66 18 9 7 4.16 53 13 8 26

6 3.44 52 17 11 20 3.87 54 16 8 22

8 4.61 45 16 10 29 4.50 52 14 6 27

Table 8.2: Results for production lines with different lengths

Mean Error (%) in Error (%) in

uptimes the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

5,5,5,5,... 3.93 46 18 12 24 3.43 57 15 9 19

5,2.5,5,2.5,... 2.89 58 17 10 15 4.53 54 11 7 28

10,10,10,10,... 1.89 71 15 6 8 5.32 52 10 6 32

10,5,10,5,... 4.74 39 18 13 30 2.91 58 19 8 15

20,20,20,20,... 1.89 50 17 11 22 3.91 51 17 8 24

20,10,20,10,... 2.65 62 16 8 14 4.95 47 14 7 32

Table 8.3: Results for production lines with different mean uptimes

Mean Error (%) in Error (%) in

downtimes the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

0.5,0.5,0.5,0.5,... 1.79 72 15 6 7 4.25 55 12 5 28

0.5,0.25,0.5,0.25,... 3.86 44 22 12 22 3.60 55 16 7 22

1,1,1,1,... 6.70 21 17 16 46 3.19 52 24 9 15

1,0.5,1,0.5,... 0.89 87 8 3 2 5.52 53 8 6 33

2,2,2,2,... 2.19 65 17 8 10 4.38 53 11 8 28

2,1,2,1,... 4.44 36 23 14 27 4.10 50 15 10 25

Table 8.4: Results for production lines with different mean downtimes

Number of Error (%) in Error (%) in

servers the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

2,2,2,2,... 4.00 45 18 13 24 3.39 54 19 10 17

2,3,2,3,... 3.77 49 18 11 22 3.65 55 16 9 20

3,3,3,3,... 3.41 54 17 10 19 4.60 50 14 8 28

3,5,3,5,... 3.08 58 16 8 18 4.79 54 12 5 29

5,5,5,5,... 2.30 66 15 8 11 4.45 52 11 6 31

Table 8.5: Results for production lines with different number of servers per workstation
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Maximum Error (%) in Error (%) in

speeds the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

10,10,10,10,... 4.02 42 22 13 23 2.28 65 21 6 8

15,10,15,10,... 4.75 39 20 12 29 9.36 7 14 14 66

15,...,10,...,15 1.16 82 8 5 5 0.89 88 8 3 1

Table 8.6: Results for production lines with different maximum workstation speeds

Buffer Error (%) in Error (%) in

sizes the throughput avg buffer content

Avg 0-2 2-4 4-6 >6 Avg 0-2 2-4 4-6 >6

1 6.64 24 18 14 44 6.13 35 16 11 38

5 3.35 49 20 11 20 3.36 54 17 8 21

10 2.17 63 18 9 10 3.15 60 15 7 18

25 1.09 81 12 5 2 4.07 63 10 4 23

Table 8.7: Results for production lines with different buffer sizes

line into subsystems L1, L2, and L3 as illustrated by Figure 8.2. When looking at the

arrival server of subsystem L2, one of the parameters to estimate is v
(2)

A,3
, the average speed

at which workstation A2 produces when all three servers are up. In reality, A2 can have

three possible speeds when all servers are up: 15 when B1 is nonempty or when B1 is

empty and all three servers of M1 are up, 10 when B1 is empty and two servers of M1 are

up, and 5 when B1 is empty and one server of B1 is up. In our method, we calculate v
(2)

A,3

using Equation (8.1), which takes a weighted average over the three possible speeds. The

aggregation of these speeds into one value leads to overestimates. It would be possible to

not aggregate these speeds, but then the state space would explode for longer production

lines.

Table 8.2 shows that, not surprisingly, the best throughput estimates are obtained for

the shortest lines. The error in average total buffer content seems to be less sensitive to the

number of workstations in the line. Tables 8.3 and 8.4 show that the errors become larger

when the downtimes are larger with respect to the uptimes. For these cases, it occurs

more frequently that workstations have to adjust their speeds. Following the arguments in

the previous paragraph, larger errors (overestimates) can be expected for these cases. In

Table 8.5, we see that the error in throughput becomes slightly smaller when the number

of servers per workstation increases. This can be intuitively understood by the fact that the

speed reduction caused by one server going down is smaller when there are more servers

in a workstation. Table 8.6 shows that the production lines with a V-shape speed setup

perform significantly better than production lines with a homogeneous or a jumping speed

setup. An explanation for this difference is that production lines with a homogeneous or

a jumping speed setup do not have a clear bottleneck station, which makes it harder to

estimate the throughput. The conclusion from Table 8.7 is clear: the larger the buffer, the

smaller the errors. In production lines with small buffers, the effect of starvation, blocking

and speed adaptation is larger, leading to larger errors.
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8.5.2 Comparison

In this section, we compare our method to existing methods in the literature. The most

recent and accurate method is by Colledani and Gershwin [19]. This method is able

to analyze lines with multiple up- and multiple down-states, which includes multi-server

lines. The difference between this method and our method is in the level of detail at which

subsystems are modeled: the method in [19] has a larger state space. In contrast to our

method, the state space in [19] grows almost exponentially in the number of subsystems,

which makes it difficult to analyze longer lines. To show the difference in the size of the

state space, recall from Sections 8.4.1 and 8.4.2 that the number of states k(i) of subsystem

i = 1, ..., N − 1 in our case is given by

k(i) = k
(i)

A k
(i)

D ,

where

k
(i)

A = 2si + 1,

k
(i)

D = 2si+1 + 1.

The state space of the model in [19] is larger: when Ai or Di has to adjust its speed, it

remembers which workstation causes this speed reduction and how many servers of this

workstation are active and producing. The number of states for this model is given by

k
(i)

A = 1+ si +
∑i−1

l=1

�

1+
∑si

j=1

∑sl

j′=1
x l, j, j′

�

,

k
(i)

D = 1+ si+1 +
∑N

l=i+2

�

1+
∑si+1

j=1

∑sl

j′=1
yl, j, j′

�

,

where

x l, j, j′ =

�

1 if jvi > j′vl

0 otherwise

yl, j, j′ =

�

1 if jvi+1 > j′vl

0 otherwise

For instance, for the 8-machine case from the previous section with 5 servers per

workstation and a jumping-speed setup, the number of states of subsystem L4 is 121 in

our case and 2745 in [19].

We compare our method in terms of accuracy with three methods in the literature, con-

structed by Patchong and Willaeys [68], Burman [12], and Colledani and Gershwin [19].

We test all four methods on eight three-workstation cases, in which the second worksta-

tion is multi-server. Table 8.8 provides the input parameters for the test cases. Cases 1-5

in Table 8.8 are cases 1, 3, 5, 7, and 9 reported in Patchong and Willaeys [68]; cases 6-8

in Table 8.8 are cases 46, 52, and 58 reported in Burman [12]. Note that in these cases,

only the buffer sizes and the parameters for the second workstation are varied, the other

parameters are kept constant. It must be said that the current method applies to a slightly

different model than in the other models to which we compare the current method: in

other models, it is assumed that the exponential rates of the phases of the uptime are

adapted proportional to changes in the machine speed, whereas we assume that the distri-

bution of the uptime is independent of the machine speed. So we compare the results of

the current method to the simulation results of the model with parameters as in Table 8.8,
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but with uptimes being independent of the machines speeds. For each case, the number

of simulation runs is chosen such that the width of the 95% confidence intervals of the

performance measures is less than 0.5%.

Case Mean Mean Number of Maximum Buffer

uptimes downtimes servers workstation sizes

speeds

1 (100,100,100) (10,10,10) (1,2,1) (1,2,1) (10,10)

2 (100,100,100) (10,10,10) (1,2,1) (1,1,1) (10,10)

3 (100,8.33,100) (10,10,10) (1,2,1) (1,2,1) (10,10)

4 (100,100,100) (10,10,10) (1,5,1) (1,5,1) (10,10)

5 (100,100,100) (10,10,10) (1,5,1) (1,1,1) (10,10)

6 (100,100,100) (10,10,10) (1,2,1) (1,2,1) (1,1)

7 (100,100,100) (10,10,10) (1,2,1) (1,1,1) (1,1)

8 (100,8.33,100) (10,10,10) (1,2,1) (1,2,1) (1,1)

Table 8.8: Parameters for test cases in Section 8.5.2

Table 8.9 shows the results in throughput for the four methods. Since we deal with a

slightly different assumption than the other three methods, namely that breakdown rates

are independent of the current machine speeds, we used our own simulation model to

obtain the throughput values. The number of simulation runs is chosen such that the

width of the 95%-confidence interval is smaller than 0.5%. In Table 8.9, “PW-method”

shows the results in Patchong and Willaeys [68], “Bur-method” is the method in [12],

and “CG-method” is the method in Colledani and Gershwin [19]. The columns “Sim”

show the simulated throughput, “App” is the approximated throughput, and “Dif” is the

relative difference between the approximated throughput and the simulated throughput.

The results show that our method performs overall better than the PW-method and the

Bur-method and the errors of our method are of equal magnitude as the errors of the

CG-method.

Case Our method PW-method Bur-method CG-method

Sim App Dif Sim App Dif App Dif App Dif

1 0.8695 0.8786 1.05% 0.872 0.863 -1.03% 0.861 -1.26% 0.8740 0.23%

2 0.8287 0.8295 0.10% 0.830 0.832 0.24% 0.830 0.00% 0.8300 0.00%

3 0.7429 0.7444 0.20% 0.756 0.680 -10.05% 0.728 -3.70% 0.7528 -0.42%

4 0.8712 0.8808 1.10% 0.884 0.873 -1.24% - - 0.8758 -0.93%

5 0.8339 0.8345 0.07% 0.847 0.838 -1.06% - - 0.8381 -1.05%

6 0.8353 0.8361 0.10% 0.838 - - 0.811 -3.22% 0.8376 -0.05%

7 0.7748 0.7750 0.03% 0.781 - - 0.778 -0.38% 0.7793 -0.21%

8 0.6432 0.6433 0.02% 0.676 - - 0.590 -12.72% 0.6710 -0.74%

Table 8.9: Results in throughput for test cases in Table 8.8

8.6 Concluding remarks

In this chapter, we construct an approximative method for multi-server production lines

with finite buffers and exponentially distributed up- and downtimes. The use of aggrega-
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tion techniques is crucial to keep the size of the state space limited. This enables us to

analyze longer production lines with more servers per workstation. Testing our method on

a large set of cases shows an overall good performance. Nevertheless, the error becomes

larger when the downtimes are large with respect to the uptimes and when the buffers are

(very) small. Besides, the method performs better for production lines that have a clear

bottleneck. By testing our method on 8 three-workstation cases that can be analyzed by

other methods in the literature, we show that our method performs very well with respect

to the existing approaches.

Future research might include “smarter” aggregation techniques for the difficult cases

with small buffers and large downtimes.



9
Recommendations for further research

In this thesis, we develop models for discrete item and continuous flow production lines.

There are many possibilities for extensions and directions for further research. In this

chapter, we suggest two directions for further research on the performance analysis of

production lines. First, we consider the extension towards more complex topologies.

Section 9.1 discusses how the models in this thesis can be used for production lines with

several other topologies, such as lines with convergent and/or divergent nodes and lines

with feedbacks. Next, Section 9.2 discusses the use of models for discrete items versus

continuous flow models.

9.1 Different topologies

For the production lines modeled in this thesis, we assume that the items or fluid visit

the workstations in a fixed sequential order. However, extensions are possible towards

more complex topologies. We consider the following four topologies, as illustrated by

Figure 9.1:

(i) Production lines with outflows. In many production lines, the products are in-

spected on quality at several points in the line and ejected if they show deficiencies.

If the number of “wrong” products is significant, it is necessary to consider these

outflows (or production losses).

(ii) Convergent or assembly lines. These lines contain nodes at which several parts are

assembled into one single part.

(iii) Divergent lines (which may ultimately converge). An example of such a line can be

found at Heineken Den Bosch: a production line for retour bottles. These bottles

enter the line into crates. At the second machine, the crates are separated from the

bottles, after which both follow their own route. At the end of the line, the bottles

are placed back into the same crates.

(iv) Production lines with feedback. After being served at the last machine, some (but

possibly all) of the products are redirected to the first machine to restart service.
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(i) Production line with outflows (ii) Convergent line

(iii) Divergent lines (iv) Production line with feedbacks

Figure 9.1: Four different topologies

The methods in this thesis rely on decomposition of the line into subsystems. An iterative

algorithm to obtain performance measures from the decomposed lines roughly looks as

follows (see Section 1.3 for a more extensive treatment):

Step 0: Initialize the subsystems by acting as if they behave as stand-alone systems.

Step 1: Evaluate each subsystem, starting from the first subsystem and up to the last sub-

system.

Step 2: Verify if the algorithm has converged by comparing the throughput estimates of

the current iteration to those of the previous iteration. If not, do another iteration by re-

turning to step 1.

This basic idea can still be used for topologies (i)-(iii), since for these topologies it is

possible to identify the upstream and downstream nodes of each workstation. This means

that the iterative algorithm has to be adapted only at the level of a subsystem. The simplest

of the four topologies is the production line with production losses. Suppose that a node

has a production speed of v and a fraction q is lost after service. This means that the node

provides its downstream buffer with an “effective” production speed of (1−q)v, whereas

the upstream buffer is depleted at a speed of v.

More complicated are the production lines with convergent and/or divergent nodes.

We can treat these nodes as follows:

• For divergent nodes (i.e. nodes with multiple output streams), we construct as many

subsystems as output streams. Each subsystem consists of two nodes: the divergent

node and one of the nodes supplied by the divergent node. The first node in a
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subsystem reflects (i) the behavior of the divergent node and (ii) the influence of

receiving nodes which are not included in the subsystem on the divergent node,

where the periods of blocking caused by these receiving nodes can be treated as

“special” downtimes.

• For convergent nodes (i.e. nodes with multiple input streams), we can use a similar

approach. Note that the convergent node has multiple buffers: one buffer for each

supplying node. We construct as many subsystems as input streams, each subsys-

tem consisting of one of the supplying nodes, the buffer that receives items or fluid

from the supplying node, and the convergent node. The second node in a subsystem

reflects (i) the behavior of the convergent node and (ii) the influence of supplying

nodes which are not included in the subsystem on the convergent node. The periods

of starvation caused by these supplying nodes can be treated as special downtimes.

For production lines with feedbacks, the iterative algorithm as described above might

not be stable any more, i.e. it might not converge or might converge to a wrong limit. This

is because each workstation is affected by any other workstation: directly by neighboring

workstations and indirectly by remote workstations via the feedback flow. An extension

that possibly works is an iterative algorithm with two loops: an inner loop and an outer

loop. The new algorithm would roughly look as follows. First, the subsystems are initial-

ized according to Step 0 as described above, and the flow of feedback is set to zero. The

inner loop consists of Steps 1-2 of the iterative algorithm as described above. In this loop,

in which the flow of feedback is assumed constant, the parameters of the downstream

flows are determined. In the outer loop, the flow of feedback is determined, given the

downstream flows as determined in the inner loop.

For more complex systems, i.e. production lines with an arbitrary topology, this pro-

cedure may not work. In this case, it will be a challenge to find an iterative algorithm that

converges to the correct limit.

9.2 Discrete item vs. continuous flow models

To estimate the performance of a production line, the choice between a model for discrete

items and a model for continuous flow is very important. For low-volume production

lines, i.e. lines in which the items or products are large and processing times are typically

long, the most natural choice seems to be a model for discrete items. If the flow is a fluid,

e.g. water or oil, it is obvious to choose a model for continuous flow production lines.

However, for high-volume production lines, the choice is not always straightforward. Al-

though the items are essentially discrete, it might be more natural to assume the flow of

items to be continuous. Models for continuous flow production lines are computationally

more efficient, since not each item has to be considered separately. Of course, an impor-

tant question is: when is the production volume high enough to assume the flow of items

to be a fluid? Therefore, it might be worthwhile to study the “gray” area between low-

and high-volume production lines.

The models for continuous flow production lines in this thesis assume that the machine

speeds are deterministic and that each machine suffers from breakdowns. These models

can be compared to models for discrete item production lines with deterministic service

times and breakdowns: now and then each machine is unavailable for service for some
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time. If the service of an item is interrupted, this service is resumed after the period of

vacation. We can now compare both models as follows. First, we start with a low-volume

production line with several parameter setups and we calculate the performance measures

using the continuous flow model and using the model for discrete items with vacations.

Next, we reduce the size of the items step-wise. The process time per item is reduced

accordingly and the buffer size is maintained at a level such that it can deal with the same

number of downtimes (e.g., if the items are made twice as small, then the process times

are also made twice as small and the buffer size is doubled). Again, we calculate the

performance measures using both models. Now we can compare both models on two

aspects:

• Computation times. Since the state space size of the discrete item model depends

on the size of the buffer, we expect that the computation times increase significantly

if the size of the items is reduced (and thus, the buffer sizes are increased). On the

other hand, we do not expect that the continuous flow model requires significantly

more time if the buffer sizes are large. It would be interesting to see until which

point the computation times of the discrete item model are acceptable.

• Quality of the results. Since we consider a production line with discrete items, we

expect that the discrete item model provides the most accurate results. Now the

question is: for which line characteristics are the throughput estimates from the

continuous flow model close enough to the throughput estimates from the discrete

item model? Probably we will see that for low-volume production lines the dif-

ference between the throughput estimates from the two models is the largest. If

the volume increases, we expect that the difference between the results from the

discrete item model and the continuous flow model becomes smaller.

Following this analysis, it should be possible to suggest the possibilities and limita-

tions for the use of discrete item and continuous flow models.
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Summary

Performance Analysis of Production Lines
Discrete and Continuous Flow Models

This dissertation focuses on the performance analysis of production lines. A production

line is a manufacturing system in which products visit a number of workstations in a fixed

sequential order. The term ”production” in this thesis is used in a broad perspective: it

can be the manufacturing of products, but also assembly, inspection, processing of fluid,

etcetera. A distinctive feature of the production lines in this thesis is that the amount of

space to store products or fluid between the workstations is limited. To control the produc-

tion line and to make tactical decisions, manufacturers are interested in the performance of

their production line. The most common performance measure is the throughput, which

is the number of products processed per unit of time. Besides, there are numerous other

quantities that provide information on the performance of the line, such as the mean flow

time (time that an item takes to go from start to end of the line), the amount of work

in process, the amount of time that machines are standing still or unable to reach their

maximum production capacity, etcetera. To improve the performance or efficiency of a

production line, a powerful tool to estimate the performance of the line is indispensable.

The goal of this thesis is to construct models to accurately estimate the performance of

production lines within a reasonable amount of time.

Two types of models are typically used to estimate performance measures: simulation

models and analytical models. Discrete-event simulation models mimic the real system

by constructing a list of events that occur in the real system. At each event occurrence,

such as a processing completion or a breakdown, new events are scheduled and added to

the event list. The randomness in times between two events is captured by sampling from

pre-specified distributions. These distributions can be derived from data of the production

system; both empirical and fitted distributions can be used. In order to obtain accurate

estimates for the performance of the production line, the simulation should run for a

sufficient amount of time. Analytical models try to capture the system in terms of sets of

equations and then solve these equations. In many cases, the solution to these equations

is not in closed-form, but numerical. Since most systems in practice are too complex to

analyze exactly, heuristic methods need to be constructed to obtain approximate results.

Furthermore, we distinguish models for discrete item production lines and models for

continuous material production lines. For the first type of models we assume that discrete

products are moving through the line, each product having a (usually random) processing

time at each of the machines. For models with continuous material flow, we assume that

a fluid flows through each of the machines. The (maximum) speed at which a machine
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brings fluid from its upstream buffer to its downstream buffer is deterministic. Further-

more, each machine suffers from breakdowns, after which a period of repair follows.

During this period, the machine under repair is not able to produce. Models for discrete

items can be used for low-volume discrete production lines. If the production volume is

high compared to breakdown times, it is more natural to assume the flow of products as

being continuous. Models for continuous flow production lines are computationally more

efficient, since not each item has to be considered separately for these models.

There are more factors than the processing time that influence the behavior and per-

formance of workstations. Taking into account each of these factors separately would

lead to a very complex and system-specific model. Therefore we use a simpler approach

in the form of the effective process time (EPT), defined as the processing time seen by

a product at a workstation from a logistical point of view. The idea of EPT is that we

aggregate the raw processing time and possible delays such as setup times and machine

downtimes. The advantage of this concept is that EPT-realizations can be obtained di-

rectly from factory floor data such as arrival and departure instants. For systems with

continuous material flow we have to slightly adjust the EPT-concept, since then machines

do not have product-specific processing times. In this case, we can define a cycle for each

machine consisting of a breakdown- or uptime and a repair- or downtime.

The structure of this thesis is as follows. Chapter 1 introduces the production lines un-

der investigation and provides its main characteristics. Furthermore, this chapter contains

a literature review and gives an overview of the models considered in this thesis.

In Chapter 2, we present mathematical tools that are used throughout this thesis. First,

we define a class of distributions called phase-type distributions. Next, we analyze dis-

crete item and continuous flow production lines consisting of two machines only and a

finite buffer in between. The techniques we use to solve these types of systems are called

matrix-analytic methods, and they are instrumental in the approximations developed in

the following chapters.

The rest of the thesis is divided into two parts. The first part considers production

lines for discrete items; the second part considers lines with continuous flow of material.

Chapter 3 considers discrete item production lines with small buffers and generally dis-

tributed processing times. Typically, existing methods for discrete item production lines

perform poorly if the number of machines in the line is large, if the buffers are small,

or if there is a large variability in processing times. To deal with these “hard” cases,

we propose two different approaches. The first approach decomposes the line into two-

machine, single-buffer subsystems and models dependencies between successive service

times. Matrix-analytic methods are used to solve the subsystems. The second approach

decomposes the line into subsystems with three machines and two buffers, leading to

more detailed subsystems.

Chapter 4 considers production systems of general topology with finite buffers. An-

alytical results are hard to obtain for these systems and simulation models are often time

consuming. Recently, a model is proposed to aggregate these complex production sys-

tems into a more simple structure: a single workstation with general inter-arrival times

and general, WIP-dependent service times. The input for this simplified system can be

obtained from industrial data on the real system. We propose an analytical method for the

aggregate system by modeling this type of system as a specific type of continuous-time

Markov chain: a quasi-birth-and-death process (QBD). The state space of this QBD be-

comes large in two cases: (i) if the coefficients of variation of the WIP-dependent service
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times are (very) small and (ii) if the number of WIP-levels distinguished for the service

times is large. Therefore, we propose a smart method to reduce the state space and to

keep the model tractable also for these cases.

The second part of this thesis treats models for continuous material production lines.

Chapter 5 presents three case studies. The first case study is a beer bottling line at a

Heineken brewery, the second is a production line for computer chips at NXP Semicon-

ductor Manufacturing, and the last is a production line at Philips. We show the challenges

in the data analysis and present a simulation model to estimate the throughput and other

performance measures.

In the remainder of the second part we present analytical models for the performance

analysis of production lines with continuous material flow. For these models, we assume

that the (maximum) machine speeds are given. Typically, these machine speeds are non-

identical. Each machine suffers from breakdowns, characterized by a cycle consisting

of a breakdown or ”up” time and a repair or ”down” time. We assume that failures are

operation dependent, meaning that a machine can only break down when it is actually

producing. Further, we do not assume any (linear) dependence between breakdown rates

and machine speeds. In Chapter 6, we assume that the up- and downtimes are exponen-

tially distributed. We decompose the line into subsystems and give two approaches to

model the aggregate servers in each subsystem: by means of two-state Markov chains (up

and down) and by means of three-state Markov chains (up, down, and starved or blocked).

The equations to iteratively determine the processing behavior of the servers are obtained

in such a way that adding a conservation of flow equation is not necessary to assure equal

throughput values for all subsystems. Another new feature of this model is the determi-

nation of the steady-state distribution of a subsystem. Because traditional methods are

numerically unstable for some cases, we use more sophisticated matrix-analytic methods.

Because up- and downtimes are in general not exponentially distributed, we relax this

assumption in Chapter 7. The three-state approach is used as a basis. Instead of assuming

exponential transitions, we derive the first and second moments and model the sojourn

times in each of the three states as phase-type distributions. Again, matrix-analytic meth-

ods are used to obtain the steady-state distribution of a subsystem. The results of the

method are compared to those of a simulation model and to a recent existing method.

We show that the method provides accurate results, even for longer lines with high varia-

tions in up- and downtimes. Furthermore, we show the performance of the model in this

chapter on the Heineken and NXP production lines of Chapter 5.

Chapter 8 presents a model for multi-server production lines with exponentially dis-

tributed up- and downtimes, which is motivated by the case study of Philips presented in

Chapter 5. Again, the line is decomposed into subsystems, each subsystem consisting of

a multi-server arrival workstation, a multi-server departure workstation, and a buffer in

between. The use of aggregation techniques is crucial to keep the size state space lim-

ited. We compare the results of the method to those of a simulation model and to several

existing techniques. Although the multi-server assumption drastically complicates the

analysis, the model is able to generate reliable throughput estimates compared to simula-

tion.

Finally, Chapter 9 provides some directions for further research.
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