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1
INTRODUCTION

1.1 Motivation

Waiting in a queue is an unavoidable nuisance in everyday life. Queues may be visible,
like people in supermarkets, cars stuck in a traffic jam, patients waiting in a hospital, or
invisible, like data packets in computer networks or jobs in a printer queue. Neverthe-
less, they are always a source of annoyance, impatience and loss of valuable time and
money. For these obvious reasons it is of much practical relevance to gain insight into
the processes that cause queues to develop and disappear again. Driven by a rapidly
growing number of applications, the mathematical study of waiting lines has become an
important mathematical discipline by itself, known as queueing theory.

Nowadays, more than 100 years after the first queueing model was introduced by
A. K. Erlang in 1909 to model delays in telephone conversations [83], it is impossible
to count the various queueing models that have appeared in the literature. This the-
sis focusses on one particular type of model, the so-called polling model. Few models
have received as much attention in the abundance of queueing models as the polling
model. A polling model is typically used to describe a system consisting of a number of
queues, attended by a single server. The first polling models appeared in the late 1950s,
when the papers of Mack et al. [145, 146] concerning a patrolling repairman model for
the British cotton industry were published. The term “polling” was introduced several
decades later, originating from applications in computer networks and protocols. In a
broader perspective, polling models are applicable in situations in which several types of
users compete for access to a common resource which is available to only one type of
user at a time. The ubiquity of polling systems can be observed in many applications,
e.g., in computer-communication, production, transportation and maintenance systems.
The great diversity in applications that can be modelled as a polling system, but also the
interesting challenges arising in the mathematical analysis, are the main reasons why
such a huge part of the queueing literature is devoted to polling models. A book that
inspired many researchers to study polling systems, is Analysis of Polling Systems, written
by Takagi in 1986 [189]. In [193] Takagi wrote: The analysis of polling models gained mo-
mentum as queueing systems that are easy to understand, analyze, and extend. The study
has been accelerated largely by applications to the modeling of communication, manufac-
turing and transportation systems. I believe that it is one of the few successful theoretical
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performance evaluation models developed in the last decades.
The contribution of the present monograph is twofold. Firstly, it introduces several

models with features that have remained unexplored in the context of polling systems.
For example, we discuss several extensions of the standard polling model, like priority
based service, varying arrival rates, and customer impatience. The second contribution
is providing a new way to analyse vehicle actuated traffic intersections with exhaustive
service, by applying and extending recent results in the polling literature. In the present
chapter we briefly discuss the characteristics of a typical polling model and the several
model variants that have been studied, followed by a more detailed outline of the thesis.

1.2 Polling models

Although the first polling model was introduced in the 1950s, the model gained most
of its popularity during the 1980s when it turned out to be a suitable model for many
computer-communication applications and protocols. The name polling model originates
from this application area, where central bank computers serve (“poll”) their branch ter-
minals in a cyclic fashion. During the eighties and nineties a huge amount of polling
papers emerged, breakthrough results were obtained, and many new applications were
found, obviously contributing to the popularity of the polling model. Until the mid
nineties, Takagi maintained a fairly complete bibliography on polling models, which con-
tained over 700 publications, including journal and conference papers, books, theses,
and technical reports. Since research on polling models has continued in the past years
(although not at as high a pace as in the years around 1990), the number of papers might
now well be above 1000. Although polling models have continued to be studied through-
out the years, a renewed interest seems to have taken place several years ago. The fact
that nowadays polling systems are still fully alive can be illustrated by observing that the
recent application-oriented conferences Performance 2007, Informs Applied Probability
2007 and 2009, and ValueTools 2008 all scheduled a dedicated session for polling sys-
tems. Very recently, Annals of Operations Research dedicated a special issue to polling
systems. In this section we aim at giving an overview of the typical features of commonly
used polling models.

A polling system consists of a number of queues (denoted by N), attended by a single
server who visits the queues in some order to render service to the customers waiting at
the queues, typically incurring some switch-over time while moving from one queue to
the next (see Figure 1.1). Takagi has written several detailed and comprehensive surveys
of the analysis methodology of polling systems [191, 192, 193]. Other good surveys are
written by Levy and Sidi [144], and by Yechiali [228]. In the remainder of this section,
we discuss various aspects of the typical polling model, but also several extensions to
the basic model. In particular, we discuss model variants with respect to the arrival
process, the service process, switch-over times, server routing, various service disciplines
and queueing disciplines.

Service discipline. When the server starts serving a new queue, the service discipline
of this queue determines which customers will be served during this visit. The service
discipline is one of the main characteristics of a polling model that determine whether
the model can be analysed in an exact way or not. Apart from a few exceptions, the only
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FIGURE 1.1: A typical polling system.

polling models for which an exact analysis has been obtained consist of queues with ser-
vice disciplines that satisfy a so-called Branching Property, which is discussed extensively
in Subsection 2.2.1. The two most popular service disciplines that satisfy this property are
the exhaustive and the gated service discipline. If a queue receives exhaustive service, the
server will continue to serve customers until the queue is completely empty. If a queue
receives gated service, the server serves only those customers present at the beginning of
the server’s arrival at the queue. Most of the papers in the polling literature discuss gated
and/or exhaustive service, or variants that are based on one, or a combination, of these
two service disciplines. Some well-known examples are Bernoulli-type service [171],
which is a generalisation of exhaustive as well as gated service, fractional-exhaustive ser-
vice [142], binomial-gated service [143], globally gated [48], synchronised gated [123],
multi-phase gated [203, 204, 205], and κ-gated [210]. In Chapter 6 we introduce the
mixed gated/exhaustive service discipline for a polling model with multiple customer
priority levels.

Disappointingly, many service disciplines encountered in real-life applications do not
satisfy the Branching Property, implying that in most cases they cannot be analysed in an
exact way. Typical examples are limited service disciplines, like k-limited (serve at most
k customers during a visit) and time-limited (do not visit a queue longer than a prede-
termined time). These kinds of service disciplines generally require a heuristic, approx-
imative, or numerical approach (see, e.g., [3, 70, 94, 140, 141, 209]). However, a few
exceptions exist, most of which are two-queue models. For example, a two-queue polling
model with 1-limited service has been solved by using the theory of boundary value prob-
lems; see [62] for the case of zero switch-over times, and [43] for the case of non-zero
switch-over times. Lee [138] (no switch-over times) and Feng et al. [89] (with switch-
over times) analyse a slightly more general two-queue polling model, with Bernoulli ser-
vice (a generalisation of, e.g., exhaustive and 1-limited service) at both queues. Winands
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et al. [224] find an exact method to study a polling model consisting of two queues
with respectively exhaustive and k-limited service, and state-dependent setup times. It is
noteworthy that the analysis of a two-queue polling model with respectively exhaustive
and 1-limited service appears to be conceptually easier than that of any other known
polling model. In the case of zero switch-over times this model is simply a two-class
nonpreemptive priority model. The case with switch-over times is solved in Section 6.3
of the PhD thesis of Groenendijk [110], not requiring a branching-type sum-of-infinite-
products solution (discussed in the next chapter), and neither the solution of a boundary
value problem. Remarkably, the analysis of a two-queue polling model with respectively
gated and 1-limited service seems to be much harder and remains an open problem (see
also [29]). Finally, for some symmetric polling models (i.e., all queues have identical
arrival and service processes) it may be possible to find the mean waiting times, even if
the system has more than two queues and non-branching service disciplines (see, e.g.,
[194] for Bernoulli service).

Arrival process. A typical assumption is that the arrival streams are independent Pois-
son processes. Only recently, more general arrival processes have been studied in the
context of polling systems. Boxma et al. [44] consider polling systems with Lévy-driven
input. Bertsimas and Mourtzinou [19] study polling systems with Mixed General Erlang
arrival processes. Slightly more general arrival processes are discussed by Saffer and
Telek [173] who consider BMAPs (Batch Markovian Arrival Processes).

If the arrival processes are not Poisson, it may still be possible to find the exact waiting
time distributions under certain limiting scenarios. For example, under the assumption
of general renewal arrivals, a heavy traffic (HT) limit has been developed for the distri-
butions of the scaled waiting times as the system becomes saturated [60, 167, 206]. For
switch-over times tending to infinity, the scaled waiting time distribution is conjectured
in [222], but the proof is still an open problem. Apart from these limiting cases hardly
any results, exact or approximative, have been obtained for polling models with general
arrivals, despite their great practical relevance. In Chapter 7 we fill this gap by con-
structing closed-form approximations for the mean waiting times in polling systems with
general renewal arrivals, using an interpolation between light-traffic and heavy-traffic
limits. Dorsman et al. [72] have recently extended the method developed in this chapter
to distributions of the waiting times.

A final remark regarding arrival processes, is that some papers study discrete-time
arrival processes. For some applications, it is natural to divide time into slots. In com-
munication systems discrete-time polling models are used by, e.g., Kleinrock and Scholl
[127] for the analysis of the Minislotted Alternating Priorities (MSAP) multiple-access
scheme, by Kleinrock and Levy [126] for the analysis of polling systems with random
server routing to model the Slotted ALOHA system, and by Beekhuizen [16] to model
networks on chips. An example in a completely different application area, is provided
by Van Leeuwaarden [208] who analyses the Fixed Cycle Traffic Light queue in discrete
time.

Service process. In general, the generic service times are independent random vari-
ables that may vary per queue. Besides mutual independence of the service times, and
independence from the interarrival and switch-over times, not many restrictions apply.
Customers are generally served one by one, according to the First-Come-First-Served
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(FCFS) queueing discipline. Boxma et al. [40] discuss alternative queueing disciplines,
like Last-Come-First-Served (LCFS), Processor-Sharing (PS), Random-Order-of-Service
(ROS) and Shortest-Job-First (SJF), for a polling model with gated service. A polling
model with batch service is studied in [49]. In their model, server routing is either
strictly cyclic, or the server visits the queue with the oldest customer first.

The usual assumption in the polling literature is that a single server is visiting all the
queues. Only few results have been obtained on multiple-server polling systems. For ex-
ample, some numerical results are obtained by Ajmone Marsan et al. [2], who perform
several numerical studies using generalised stochastic Petri nets (GSPNs). Analytical ap-
proximative results have been obtained by Morris and Wang [156], and also by Borst
and Van der Mei [37, 201]. Morris and Wang observe the interesting phenomenon that
the servers tend to cluster if they follow identical routes, deteriorating the system perfor-
mance. Because the methods used in all of these papers are based on approximations,
many challenges remain for future research. However, some interesting exact results
are found for a polling system with multiple coupled servers, visiting the queues always
together [33].

In the present monograph we discuss some variations of the standard service process.
In Chapter 4 we study a polling model with impatient customers who may be abandoning
the system before being served. In Chapters 5 and 6 we study a polling model with
priorities. The order in which customers are served depends on their priority levels. High
priority customers may even interrupt the service of low priority customers. In Chapters 8
and 9 we use a polling system to model a traffic intersection, requiring two modifications
to the service process. Firstly, the system is divided into groups of queues being served
simultaneously. Secondly, customers arriving at an empty queue being visited by a server
pass through the system without experiencing any delay at all.

Switch-over process. Most of the recent polling models in the literature assume that
a switch-over time is incurred for every switch of the server from one queue to the next,
but in some models switching does not require any time. Fortunately, there is an elegant
relation between queue lengths in polling models with and without switch-over times, as
discussed in [36].

Nearly all of the existing literature on polling systems makes the assumption of state-
independent switch-overs, i.e., switch-overs are assumed to be independent of the current
state of the system. Notable exceptions are the studies of Altman et al. [6], Günalay and
Gupta [112], Gupta and Srinivasan [113], Singh and Srinivasan [184] and Winands et
al. [224]. The choice of modelling state-independent setups is generally not motivated
by an application but by the tractability of the resulting analysis.

Altman and Fiems [7] allow correlation between switch-over times in the polling
model. That is, they assume that the switch-over times constitute a stationary ergodic
series of random variables. A wireless LAN, where an access point polls mobiles, is one
of the applications of this type of switch-over process.

Server routing. Polling models typically assume that the server visits the queues in a
fixed, cyclic order. Baker and Rubin [14] study a polling model in which the server visits
the queues periodically, according to some fixed service order table, allowing queues to
be visited more than once per cycle. For some applications it is more realistic to assume
random polling mechanisms, see, e.g., [51, 126, 186].
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More dynamic routing mechanisms are introduced by Hofri and Ross [118], who
study a model where the server does not move to an empty queue while customers are
waiting at other queues, and by Yechiali [227], who studies a model where the server
uses information about the queue lengths to determine the order in which the queues
will be visited in the next cycle.

1.3 Thesis overview

We now give an outline of the present monograph. In Chapter 2 we give a literature
review of the applications of polling models and of the mathematical techniques used to
analyse them. Most of the results have been obtained in the existing literature. Some
new results are presented as well, but we have chosen to put them in Chapter 2 for the
sake of having one coherent chapter that discusses all the results for standard polling
systems that will turn out to be useful later in the monograph. The remainder of the
thesis is divided into three parts. The first part focusses on customer behaviour. Chapter
3 introduces a polling model with arrival rates depending on the state of the server. This
model is useful in situations where customers may tune their behaviour to the state of the
system, before or at the moment of arrival. For example, this model supports customers
choosing a queue depending on the location of the server at their arrival epoch. Chapter 4
introduces impatience in polling models. This model, referred to as a polling model with
synchronised reneging, allows customers to abandon the system at server’s arrival and
departure moments from any queue. The second part contains Chapters 5 and 6, dealing
with system behaviour in the sense that the queueing discipline uses customer priority
levels to determine the order in which customers are served. Gated service, exhaustive
service, and a priority-based mixture of these two service disciplines are considered. The
third part is more application-driven with a special focus on traffic intersections. In
Chapter 7 we develop closed-form approximations for the mean waiting times of polling
systems with general renewal arrivals. Chapter 8 adapts these approximations to the
situation of a traffic intersection with a vehicle-actuated, exhaustive control policy.

Most of this thesis is based on texts and analyses from papers in which the author
has been involved. Section 2.1 stems from joint work with Van der Mei and Winands
[30]. Chapter 3 is based on a paper co-authored by Van Wijk, Adan and Boxma [31],
and parts of Chapter 4 have appeared in [24]. Most of the results presented in Chapters
5 and 6 have been obtained in joint papers with Adan and Boxma [25, 26, 27]. The
closed-form approximations discussed in Chapter 7 are developed in joint work with Van
Wijk, Winands, and Adan [32]. Chapter 8 is based on [28], written jointly with Adan,
Winands and Down. The final chapter discusses an extension of the model in Chapter 8,
which has not been submitted for publication.



2
LITERATURE REVIEW

In this chapter we present an overview of the literature that has appeared on polling
systems. It is divided into two sections. Section 2.1 gives an extensive overview of
the multitude of application areas where polling models have been used. Section 2.2
provides a summary of mathematical techniques used to analyse polling models. In the
latter section, no attempt is made to provide a complete overview of all techniques that
have been developed throughout the years, but we focus on the techniques that we use
further onwards in the thesis.

2.1 Applications of polling models

The present section discusses the main application areas of polling systems, and exam-
ines how these various applications can be represented and analysed via polling models.
We will first describe the three most successful application areas of polling models within
the classical fields of engineering of communication systems, production systems, traf-
fic and transportation systems. Subsequently, we summarise a variety of miscellaneous
applications of polling systems.

2.1.1 Computer-communication systems

Polling systems find a wealth of applications in the area of computer-communication sys-
tems, where resources (e.g., bandwidth, CPU power) are shared among different users.
The reader is referred to surveys by Grillo [108], Levy and Sidi [144], Takagi [193] and
Weststrate [216] for overviews of applications up to the early 1990s. For completeness,
the main applications cited in these surveys are outlined below, and supplemented with
more recent applications of polling models in communication systems.

Time-sharing computer systems. Classical applications of polling models are time-
sharing computer systems [128], consisting of a number of terminals connected by multi-
drop lines to a central computer. The data transfer from the terminals to the computer –
and back – is controlled via a polling scheme in which the computer polls the terminals,
requesting their data, one terminal at a time. In such applications of polling models, the



8 LITERATURE REVIEW

server represents the central computer, the queues represent the terminals and customers
represent the data.

Token-ring networks. Bux [55] uses polling models to study the performance of token-
passing schemes in Local Area Networks (LANs) where a token - representing the right for
transmission - is circulated among the different users. In such cases, the token-passing
scheme is usually configured in a ring or a bus topology. A token-ring network can
be characterised as a set of stations connected to a common transmission medium in
a ring topology. All messages travel over a fixed route from station to station around
the loop. The token-ring network allows the transmission of packets in a conflict-free
manner. However, transmission of packets may still fail due to errors and distortions on
the ring itself. Typically, these errors are rare and a so-called Selective Repeat Automatic
Repeat Request (SR-ARQ) could be used to recover these errors. In such a scheme, a
station that receives an erroneous message transmits a negative acknowledgement to the
transmitting station to indicate that the message has to be retransmitted. To analyse
the performance of SR-ARQ schemes, Levy and Sidi [144] use a polling model in which
each station is represented by two queues, one for messages that need to be sent out
and one for negative acknowledgements to be sent back when erroneous messages are
received. Altman and Kofman [9] propose a solution to deal with the irregular, bursty,
correlated arrival processes in token-ring networks. To this end, they use a polling model
with so-called Cruz-type traffic, filtering the arrival streams by leaky buckets.

Token-bus networks. The token-bus network consists of a set of stations connected
to each other in a bus topology. The intention behind this technology is to combine
the attractive features of the bus topology with those of a conflict-free medium-access
protocol. In a token bus, as the token is passed, a logical ring is formed. The difference
between a token ring and a token bus from a modelling point of view is that the server
in the token ring network visits the queues in a cyclic manner, whereas in the token-bus
model the server moves along the queues in a non-cyclic periodic manner, which can be
modelled by a polling table. An example of a token-bus network is presented by Manfield
[150], where a communication network constitutes the transmission medium between
a master processor and a set of peripheral processors. The polling scheme used in this
network is called star polling in the literature.

Slotted-ring networks. Another class of communication protocols for networks with a
ring topology is a so-called slotted-ring network. In a slotted-ring network one or more
slots circulate along the stations. If there is a packet at a station ready for transmission
and an empty slot comes along, the packet is put into the slot, together with the address
of the destination station. That slot is then examined by each of the other stations in
turn, until the destination station recognises it and copies its content. There are two pos-
sibilities to empty the slot: either it is emptied by the source station, or by the destination
system. We refer to Bux [55] for a polling model with source release, and to Van Arem
[197] for a polling model of a slotted-ring protocol with destination release.

Fibre Distributed Data Interface networks. The FDDI is a token-passing protocol for
LANs with a ring topology in which the access to the ring for transmission is controlled
via a so-called timed-token protocol, i.e., where the transmission time for each station



2.1 APPLICATIONS OF POLLING MODELS 9

is bounded. This type of models leads to the formulation of polling models with time-
limited service policies [178].

Distributed Queue Dual Bus networks. The DQDB protocol is a multiple access pro-
tocol for communication networks consisting of two unidirectional buses carrying infor-
mation in opposite directions. The stations are distributed along the two buses and have
the capability to transmit/receive information to/from both buses. The DQDB protocol
is intended to integrate data, voice and video traffic in a single communication network.
Bisdikian [21] uses a polling model to study medium access mechanisms of a single sta-
tion in a DQDB network.

Random access schemes. Opposite to the scheduled multiple access protocols are the
random multiple access protocols, where an entity with a message will transmit it re-
gardless of potential collisions. The ALOHA access scheme is an example of a random
access scheme, where packets are transmitted as soon as they arrive at a station. When
the transmission fails due to a collision, another attempt is made after a random delay.
An alternative for this scheme is the so-called reservation ALOHA access scheme. In this
scheme, a station is granted the exclusive right to transmit, without being interfered by
any other station, for a certain amount of time. When a transmitting station no longer
reserves the channel, some – or all – stations of the system start contending in order to
seize the channel. The length of the contention period is random and the next station
that will seize the channel is also random. This type of protocols naturally leads to the
formulation of polling models with random routing [51, 126]. A detailed comparison of
various multi-access schemes, including random access schemes like ALOHA and CSMA,
is given by Kleinrock [125].

Optical networks. Polling models also find applications in the area of Ethernet Passive
Optical networks (EPONs), where packets from different Optical Network Units (ONUs)
share channel capacity in the upstream direction. An EPON is a point-to-multipoint net-
work in the downstream direction and a multipoint-to-point network in the upstream
direction. The Optical Line Terminal (OLT) resides in the local office, connecting the
access network to the Internet, whereas the ONUs are located at the customer premises,
providing interfaces between the OLT and end-user network. For more details about
EPONs, we refer to Kramer et al. [132, 133, 134], who propose an OLT-based interleaved
polling scheme to support dynamic bandwidth allocation, and to Antunes et al. [11],
who use multi-server polling systems to model wavelength division multiplexing (WDM)
EPONs.

Bluetooth. Bluetooth is a wireless technology standard, used for exchanging data be-
tween mobile devices such as mobile phones, laptops, and headsets. These devices form
small networks, referred to as Wireless Personal Area Networks (WPANs). The basic
Bluetooth network topology is called a piconet, consisting of one master device and up
to seven slave devices. Miorandi et al. [155] observe that the structure of a piconet
consisting of N slaves, can be modelled adequately using a polling system consisting of
2N queues. One queue is used for each master-to-slave communication link, and one
additional queue is required for each slave-to-master link. Approximations for the mean
delays are found for the Pure Round-Robin (corresponding to 1-limited service), gated,
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and exhaustive disciplines. Zussman et al. [233] study the same model, deriving exact
results regarding the packet delays.

I/O subsystems. Polling models occur in the context of I/O-subsystems of file servers
or database management systems as well. After the requested information is gathered
by the file server, it is placed in an I/O-subsystem, where it is ready to be drained to the
client over the network. This can be done, for example, via the Transport Control Protocol
(TCP), implementing a window-based control mechanism. We refer to [115, 202] for
performance models of web servers including I/O-controlled buffers. This type of I/O-
control leads to the formulation of polling models where the service discipline represents
the complicated dynamics of TCP window control. In [65], Czerniak et al. analyse TCP
systems using polling models to describe the different transmission methods.

Mobile networks. Polling models can also be found in the area of mobile networks,
where different users compete for access to the shared radio resources. In such envi-
ronments, the base station is typically in charge of assigning time slots to the different
users in some way. In this context, the server represents the right for transmission and
the customers represent data packets to be transmitted. Typical examples of polling
mechanisms occur in the context of the Code Division Multiple Access (CDMA) based
High Speed Packet Access (HSPA), where the base station controller grants access to the
medium on a per-timeslot basis. There are different scheduling mechanisms for deciding
which of the terminals gets access to the medium for the duration of a single time slot.
A common scheduling mechanism is simple Round Robin (RR), where medium-access is
circulated among the terminals, independent of the quality of the signal [198]. This im-
mediately leads to polling models with limited service policies and cyclic server routing.
A straightforward extension of RR scheduling is Weighted Round Robin (WRR), which
leads to the formulation of polling models with periodic server routing. More efficient
scheduling mechanisms have been proposed, based on Signal-to-Noise Ratios of each of
the terminals [23, 35].

Ferry-based Wireless LANs. Polling models are applicable in the context of designing
message ferry routes in Ferry-based Wireless LANs. In such FWLANs, a number of iso-
lated nodes are scattered over some geographical area where communication between
a node and the outer world, or communication between nodes, is made possible via a
message ferry, which follows a predetermined cyclic path, collecting messages from and
delivering messages to nodes. We refer to Kavitha and Altman [120] (and references
therein) for results on FWLANs. In a similar setting, with messages arriving randomly
in time and space, Çelik and Modiano [56] study dynamic vehicle routing of a mobile
receiver collecting the messages.

Mobile adhoc networks. Polling models occur naturally in the modelling of mobile ad-
hoc networks (MANETs), consisting of both mobile and fixed wireless terminals. A typical
feature of these kinds of networks, is that wireless devices create their own wireless net-
work in a distributed fashion. Mobile users can change location and thereby change
communication links in the network. Examples of MANETs are animal-monitoring sys-
tems, collaborative conference computing, vehicular networks, peer-to-peer file-sharing
systems and disaster-relief networks. Unlike most classical wireless networks, MANETs
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allow for multi-hop communication. Communication links appear and break down dy-
namically. To capture this phenomenon, De Haan [70] proposes the so-called pure time-
limited service policy, where the server visits a queue for a random amount of time,
independent of anything else in the system. The reader is referred to [69] (Chapter 1)
for an overview of applications of polling models in MANETs.

Networks on chips. Another interesting application area of polling models is networks
on chips (NOCs), which have been proposed as a remedy for the inefficiency caused by
traditional bus connections [17, 67]. In NOCs, intellectual property blocks (a general
term for on-chip modules) are not connected to a single shared link, but to network
interfaces that implement communication protocols. Data is transmitted using switches
that consist of input and output ports. If multiple ports have data for the same output
port, only one input port can transmit its data as selected by the switch. Data that is not
transmitted immediately is stored in buffers and will be transmitted later. We refer to
[16] for an overview of the applicability and the state-of-the-art on analysis of polling
models for networks on chips, and to [207] for an efficient numerical algorithm.

2.1.2 Production systems

A completely different application area of polling systems can be found in the so-called
stochastic economic lot scheduling problem (SELSP). The SELSP deals with the make-to-
stock production of multiple standardised products on a single machine with limited
capacity under random demands, possibly random setup times and possibly random pro-
duction times. The SELSP is a common problem in practice, e.g., in glass and paper
production, injection molding, metal stamping and semi-continuous chemical processes,
but also in bulk production of consumer products such as detergents and beers.

In many firms encountering the SELSP, a class of fixed-sequence base-stock policies is
used for the control of the inventory of each product. To each individual product a stock
point is assigned which is controlled by a base-stock inventory policy. Under such a policy,
for each product there exists a pre-defined desired number of items in stock, called the
base-stock level. When demand arrives at a stock point and the requested product is on
stock, the demand is immediately fulfilled. Otherwise, demand is backlogged and fulfilled
as soon as the product becomes available after production. A production order, also called
replenishment order, is placed immediately after demand for the corresponding product
has arrived. These production orders queue up at the production facility, where each
product has its own designated queue. A quantity of interest is the steady-state shortfall
(the number of outstanding production orders at the production facility) of a product,
which is the difference between the base-stock level and the steady-state net stock level.
The shortfall distribution of a product is identical to the queue length distribution in a
polling system. The interarrival, service and switch-over time processes in such a polling
system are identical to the demand, processing and setup time processes in the SELSP,
respectively.

Literature on the SELSP. Seminal papers analysing the above fixed-sequence base-
stock policy via polling systems are by Federgruen and Katalan [85, 87, 88]. Besides
the basic assumptions for the SELSP, products are produced by an exhaustive or a gated
base-stock policy. The production manager is allowed to insert a fixed idle time prior to
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the setup for a product in order to reduce the setup frequencies and, hence, the time-
average setup costs.

Grasman et al. [106] extend the exhaustive base-stock model of Federgruen and
Katalan by adding random yields for the cases of backlogging, lost sales and expediting.
In case of backlogging they are able to compute optimal base-stock levels. In case of lost
sales or expediting they have to resort to a heuristic for finding the (approximate) opti-
mal base-stock levels. Krieg and Kuhn [135, 136] introduce continuous-time models for
single-stage multi-product Kanban systems, which are completely identical to the SELSP
with lost sales.

Winands et al. [224] analyse a two-product system, in which a high-priority product
is produced exhaustively and a low-priority product according to the k-limited service
strategy. Chapter 4 of [221] is devoted to a numerical simulation study which shows
that the k-limited lot-sizing policy outperforms the standard exhaustive policy for a wide
variety of environments. In particular, the k-limited policy proves its value in asymmetric
production systems.

In most applications, the service discipline determines how many items are produced,
and, hence, what the (random) duration of a cycle in the polling system is. In some cases,
however, the cycle length is fixed implying that the corresponding analysis often reduces
to a one-dimensional problem. See [104] for a case study of a chemical plant, for which
a fixed production sequence strategy in combination with a fixed cycle length has been
developed under the assumption of deterministic production and setup times. Erkip et
al. [82] introduce a discrete-time model under the assumption of backlogging, in which
the production and setup times are deterministic. Other work in this direction is by Bruin
[53], who presents a generating function approach for the fixed cycle strategy under
general traffic settings, and by Dellaert [71], who develops a heavy-traffic approximation
for the optimal base-stock levels.

Make-to-order. Summarising, we can say that the SELSP is an extension of a stan-
dard polling system by an additional inventory dimension. The make-to-order scheduling
counterpart (in which no stock is kept for a product and thus the base-stock levels equal
0) is, however, precisely equivalent to a standard polling model. The polling system again
consists of a server, mostly referred to as machine, and multiple customer classes, which
will be referred to as products.

In the literature (almost) all modelling variants as discussed in Section 1.2 have been
studied in the context of such a make-to-order production situation. This implies that
a very large number of papers on polling systems has appeared motivated by make-
to-order manufacturing applications. We only give a small subset of recent papers on
make-to-order polling systems (i.e., [18, 74, 75, 137, 159, 164, 180, 185]).

Finally, in Markowitz et al. [151, 152] heavy-traffic polling results are applied to all
kinds of related stochastic multi-product single-machine scheduling problems.

The impact of setup times. Besides papers on the performance analysis of polling
systems in the context of production environments, much research has been published on
the impact of setup times (see [73, 102, 153, 176, 229, 230]). In these papers, it is shown
that reduction of setup times can, counterintuitively, increase the mean queue lengths in
polling systems and cyclic production systems for a variety of settings. Furthermore, the
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conditions are studied under which mean queue lengths increase when setup times are
reduced [174, 175, 86, 87, 221].

2.1.3 Traffic and transportation systems

The third important area in which polling systems are frequently applied in practice are
traffic and transportation systems. In road traffic a polling system is the natural way to
model a situation where queues arise due to the fact that multiple flows of traffic have to
share one lane. The most basic form is a two-way road which is partly blocked because
of an accident or road maintenance, but most signalised traffic intersections also qualify.
Besides road traffic, polling models are employed in transportation systems consisting of
unmanned electric vehicles that follow a predetermined track. The actual transportation
is performed by so-called Automated Guided Vehicles (AGVs). AGV systems are used in
warehouses and container terminals, but also in other application areas like health care.

Traffic signals

We discuss applications of polling systems in road traffic first. Queues are formed by the
lines of cars waiting before a red traffic signal. The time that is required for one vehicle
to pass the stop line can be viewed as service time, while the times that all queues face
a red light simultaneously, i.e. the clearance times of the intersection, can be considered
as switch-over times. There are several aspects that make polling models for signalised
intersections different from the models in other application areas. Firstly, the assump-
tion of independent, identically distributed service times is in practice not valid. When a
green period commences, a certain time elapses while vehicles are accelerating to normal
speed. After this time, which typically lasts a few seconds, the queue discharges at a more
or less constant rate, which is called the saturation flow. In practice the saturation flow
may vary within a cycle and between cycles, but Webster [215] finds that the assump-
tion of a constant saturation flow agrees well with values observed over a fairly large
number of cycles. A typical feature of the traffic light queue is that cars approaching an
empty intersection while facing a green light do not slow down and require almost no
service time at all, especially if they do not have to take a turn. The second difference be-
tween traffic intersections and many other polling applications is the arrival process. The
assumption of Poisson arrivals might be realistic for an isolated traffic intersection, but
many intersections are part of an arterial system, which means that an output process of
the first intersection contributes to the input process for the next intersection. Only few
papers deal with these so-called platooned arrivals. The third difference that we discuss
is that most traffic intersections are divided into groups of flows that face a green light
simultaneously. In the polling system this can be modelled as a (possibly varying) num-
ber of multiple coupled servers serving queues simultaneously. The moment at which a
switch-over is incurred depends on the service discipline that is used for the intersection.
The best known discipline is the Fixed Cycle Traffic Light discipline, which uses determin-
istic green, red and amber times. The obvious disadvantage of fixed settings is that the
system does not respond to the current situation, which might be less efficient because
traffic lights remain green even when no cars are waiting in the corresponding queue. An
alternative to fixed settings that is very commonly used is an adaptive control mechanism
for traffic signals. This is a mechanism that detects the presence of vehicles and makes
decisions on whether or not to switch a signal based upon this information. A typical
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policy is to wait until all traffic flows that face a green light are empty before switching
to red. For some intersections, a time-limited policy might be more suitable. See [162]
for a discussion on this topic. We discuss the literature on polling models for traffic inter-
sections in more detail by splitting it into two groups, papers concerning the fixed cycle
traffic light queue, and papers on vehicle-actuated signals.

Literature on the Fixed Cycle Traffic Light queue. A traffic intersection with fixed
green, amber and red times can be viewed as a polling model with deterministic visit
times and switch-over times. One may argue whether this system should be considered
a real polling system, since the analysis of delays is a one-dimensional problem and one
can focus on one queue in particular. One of the most influential papers on the fixed
cycle traffic light queue is [215], in which Webster describes a procedure to find optimal
settings (i.e., green and red times for all traffic flows) for traffic lights. He derives an
approximate expression for the optimal cycle length and an expression for the average
delay per vehicle. His expressions are partly based on theoretical grounds, and partly
on simulation results. Although more sophisticated methods have been developed ever
since, his results are still quite popular in practice. A few years later, Miller [154], under
the assumption of Poisson arrivals, and Newell [160], for general arrivals, develop ap-
proximations for the distributions of the delays and the queue lengths. Exact expressions
for these distributions have been obtained by Heidemann [117], but again under the as-
sumption of Poisson arrivals. In a recent paper Van Leeuwaarden [208] derives the queue
length and the waiting time distributions for general arrival processes. Van den Broek et
al. [199] derive approximations for the mean overflow, i.e., the mean queue length at
the end of a green period, that are easier to compute and provide more intuitive insight.

In practice, intersections are often part of an arterial system and interarrival times are
correlated. Alfa and Neuts [5] consider a model with platooned arrivals, which allows
for distinguishing between interarrival times of cars within a platoon, and interplatoon
interarrival times. The number of cars within one platoon can have any discrete phase
probability distribution. The platooned arrival process is applied to road traffic, and
to the fixed cycle traffic light queue. Through a numerical example they conclude that
ignoring correlation in the arrival process leads to an underestimation of the mean queue
length at high traffic intensities.

Literature on vehicle-actuated traffic signal control. Nowadays fixed cycles are less
and less frequently implemented at traffic intersections, but it might still be a realistic
assumption when the intersection is congested during rush-hour. Most traffic signal sys-
tems are vehicle-actuated, which means that the system contains detectors that gather
information about the number of cars present at each flow and regulate the green and
red times based on this information. In particular, when a queue becomes empty, the cor-
responding traffic light turns red and the traffic light of the next group of flows becomes
green. This situation corresponds to a polling model with exhaustive service. However,
in general, vehicle-actuated systems are designed to have minimum and maximum green
times for each flow. This makes them very suitable to model as a polling system with
time-limited service, but it also makes them difficult to analyse. Frigui and Alfa [94, 95]
propose an iterative algorithm to approximate waiting times in a discrete-time polling
system with time-limited service. Their papers focus on applications in communication
systems, but in [93] the model is also applied to traffic intersections.
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The earliest literature on vehicle-actuated systems dates from the early 1960s when
Darroch et al. [68] analyse a system that consists of two intersecting traffic streams that
are served exhaustively. A model with two lanes that does not assume Poisson input
has been studied by Lehoczky [139], who uses an alternating priority queueing model.
Newell [161] analyses an intersection with two one-way streets using fluid and diffu-
sion queueing approximations. Daganzo [66] studies a polling system with more general
arrival and service processes, with applications in traffic and transportation systems (as
long as only one flow of traffic is served at a time). In [163], Newell and Osuna study a
four-lane intersection where two opposite flows face a green light simultaneously. A vari-
ation of the two-lane intersection is introduced by Greenberg et al. [107], who analyse
mean delays on a single rail line that has to be shared by trains arriving from opposite
directions. This model is extended by Yamashita et al. [226], who study alternating
traffic crossing a narrow one-lane bridge on a two-lane road. In many of the discussed
papers traffic is modelled as fluid passing through the road. This approximation is fairly
accurate when the traffic intensity is relatively high. Vlasiou and Yechiali [214] use a
different approach, modelling a traffic intersection as a polling system with an infinite
number of servers visiting each queue simultaneously.

All in all it is rather surprising how few mathematical models have been developed
that deal with intersections where multiple flows face a green light simultaneously. In a
limited manner, Newell and Osuna’s model [163] allows this. In [114] a Markov Decision
Problem (MDP) decomposition approach is used to find optimal traffic signal settings at
intersections with larger numbers of combined flows. In order to fill this gap in the
literature on traffic signal settings, Chapter 8 introduces a novel approach for models
with multiple flows facing a green light simultaneously.

Automated guided vehicles

Next to traffic intersections, a large transportation related application area of polling sys-
tems are Automated Guided Vehicles. The first AGV system was simply a tow truck that
followed a cable in the floor instead of a rail, but nowadays AGVs are typically laser navi-
gated. AGVs are mostly used for the transport of materials in manufacturing systems, but
also in other areas like public transportation systems at airports. Many AGV systems can-
not be modelled as a polling system, but we discuss some exceptions. In a conventional
AGV system, each vehicle can pick up a load from any station and deliver it to any other
station. In order to avoid collisions between vehicles, most systems use the zone blocking
concept where the entire system is divided into zones. The control system allows only
one vehicle in each zone at a time. Whenever an AGV system consists of a single loop, it
can be modelled as a polling system. The vehicle corresponds to the server in the polling
system, and the stations form the queues of the system. In some cases each station is
modelled as two queues, one for the picking-up, and one for the drop-off. The inter-
station travel times are modelled as switch-over times in the polling model. AGV systems
with multiple vehicles can be modelled as a polling system with multiple, independently
moving servers, but it is more common to approximate this situation by modelling it as
a system with one vehicle that moves at a higher speed (see, e.g., [76]). It is typical
for AGV systems that the vehicle in general does not visit the stations in a deterministic
order. Although most papers concerning polling systems focus on a fixed visiting order of
the queues, several papers discuss an alternative server routing. Srinivasan [186] uses a
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FIGURE 2.1: A conventional AGV system (left) and a tandem AGV system (right) as pro-
posed by Bozer and Srinivasan [52]. The dots represent stations with pick-and-drop
points. In the tandem AGV system, each loop is modelled as a single server polling sys-
tem, and additional pick-and-drop points are placed as interface between adjacent loops.
This figure appeared originally in [52].

polling system with Markovian server routing to model AGV systems. In [47] and [20]
optimisation of server routing in polling systems is discussed. In AGV systems the visit
order is generally determined by a decentralised cargo dispatching rule. The most com-
monly used cargo dispatching rule in AGV systems is the First-Encountered-First-Served
(FEFS) rule. The FCFS rule is less efficient, because it leads to unnecessary empty travel.
Note that FCFS in the context of AGV systems generally does not refer to the order in
which items are picked up within a queue, but to the route that the vehicle takes. In
terms of queues, it travels towards the queue with the oldest waiting customer. The FEFS
rule is presented for single-loop AGV systems in [15] and states that an empty vehicle
continues to travel along the loop until it finds some load to pick up at some station. If it
has available space, it picks up the load and drops it off at its destination. The number of
packages that are picked up depends on the service discipline and may vary per station.

Bozer and Srinivasan [52] discuss an AGV system with tandem configurations. The
original AGV system is divided into non-overlapping, single vehicle closed loops with
load transfer stations in between (see Figure 2.1). Each loop can be modelled as a single
server polling system. An advantage of a tandem AGV system is that each vehicle is dis-
patched over a smaller number of stations. Another advantage is that traffic management
problems within each loop are completely eliminated. In [52] the mean throughput ca-
pacity for the loop is estimated under the FEFS rule. Srinivasan et al. [187] study this
rule as well, and also introduce a modified FCFS dispatching rule, under which a vehicle
deposits a load at a station and then checks that station for a new load-transfer request.
If there is one, the vehicle serves this request; otherwise, it travels empty to other sta-
tions based on the FCFS dispatching rule. Xu et al. [225] focus on the loop configuration
rather than on the cargo dispatching rule. Ganesharajah et al. [101] consider both si-
multaneously. Van der Heijden et al. [200] study an underground transportation system
that contains a single traffic lane which has to be shared by AGVs from opposite direc-
tions. The system has similarities with a road traffic situation, but the extremely long
clearance times require a more customised approach. The research is continued in [77]
where more intelligent, adaptive control rules and dynamic programming algorithms are
used to minimise vehicle waiting times.
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2.1.4 Miscellaneous

The present subsection provides an overview of miscellaneous applications of polling
systems in the literature.

Health care. In [58] a medical emergency room is modelled via a multi-server polling
model. At the emergency room different types of patients arrive and are placed in queues
depending on the type of surgical procedure required. Each emergency surgical proce-
dure has a separate queue of infinite buffer capacity. The number of emergency room
theatres is limited, and each emergency room theatre is modelled by a server in the
polling model. Since setting up for surgery procedures takes longer than the actual pro-
cedures themselves, the service times within the polling model are much smaller than
the switch-over times. Finally, an urgency parameter in terms of average waiting time is
assigned to each patient which dictates the existence of (local) priority levels within each
queue. From the application point of view, [58] offers, albeit in a highly idealised math-
ematical setting, a preliminary exploration of how to design emergency rooms such that
the most urgent patients have the shortest waiting times. Another application in health
care is depicted in [213], where a polling model, consisting of two queues with infinite
supply, is used to model scheduling strategies by surgeons performing eye surgeries.

Mail delivery. Another polling application is an internal mail delivery system, which
was modelled via a continuous polling system (a system with an infinite number of
queues) by Nahmias and Rothkopf [157]. In their model, a clerk traverses at a con-
stant rate a cyclic route along which mail is generated according to a Poisson process.
The clerk picks up the mail that has been generated since the last traversal and delivers
the mail (that was previously picked up and sorted) to locations distributed uniformly
along the route. At the end of the route, the clerk sorts the mail just picked up. Then, the
clerk again traverses the route, delivers the mail that has just been sorted and picks up
the new mail and so on. In [157] also the extension is studied in which there are several
independent routes for a couple of clerks and a single room where sorting takes place.

Sarkar and Zangwill [177] discuss a finite-queue variant of the above problem. That
is, they study a polling system where the workload at a queue either comes from outside
the system or from another queue within the system. In terms of the above mail delivery
application the sorting by the clerk would be done at one designated QN , whereas at the
other queues the mail is generated by exogenous Poisson processes. The sorting work
done by the clerk at QN obviously depends upon the amount of mail generated at the
other queues. Besides the mail delivery application, [177] also describes applications of
this model related to rework in manufacturing systems, computer file transfers and buses
circulating at airports.

Snow blowing. Eliazar [80, 81] studies a so-called snowblower problem. That is, on
a closed-loop racetrack snow is falling randomly and a snowblower machine is contin-
uously circling this racetrack and clearing off the snow. This snowy racetrack can be
modelled by a continuous polling system by drawing the following analogies: server↔
snowblower; job arrivals↔ snowfall; workload↔ snowload.
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Shipyard loading. Another application of a polling system is a shipyard loading prob-
lem in which containers arrive by truck to the port. Trucks drive the containers up to
their destination and the receiving yard crane transfers them to their assigned position.
The crane represents the server of a polling system, whereas the trucks arriving for a
specific destination are customers of a specific type. As stated by Daganzo [66], storage
room (or: queue lengths) is the most critical performance measure for transportation
problems dealing with freight. For transportation problems dealing with passengers, the
waiting time is the most commonly used performance measure. In the aforementioned
shipyard loading problem, one is especially interested in the characteristics of the total
queue length in the polling system. That is, early arriving trucks wait in a common area
until they are due for service. For dimensioning up this common area, information on
the total queue length is needed.

Dynamic Picking Systems. Gong and De Koster [105] use a polling model to describe
a dynamic order picking system (DPS). In a DPS, a worker picks orders that arrive in real
time during the picking operations and the picking information can dynamically change
in a picking cycle. It is very important to achieve short delivery times, especially for
online retailers. One of the challenging questions that online retailers now face is how
to organise the logistic fulfillment processes during and after order receipt. In traditional
stores, purchased products can be taken home immediately. However, in the case of
online retailers, the customer must wait for the shipment to arrive. In [105] polling
models are used to describe and identify a DPS for online retailers. Polling-based picking
systems can lead to shorter throughput times than traditional batch picking systems,
particularly for high order arrival rates.

Elevators. A (multi-server) polling model has been studied by Gamse and Newell [98,
99] for an application of elevators in a building. In the model assumptions are made
pertaining to the relative movements of servers within the system, with the assumptions
being formed based on the nature of the specific application of elevators. In this con-
text it is also interesting to spend some words on the so-called elevator server routing
scheme. In such a system, the server first serves queues in the “up” direction, i.e., in the
order 1, 2, . . . , N − 1, N , and subsequently serves these queues in the opposite (“down”)
direction, i.e., visiting them in the order N , N − 1, . . . , 2, 1 (see, e.g., Altman et al. [8]).

Another way of modelling an elevator system using a polling model can be found
in [100]. In this paper an MDP approach is used to dynamically schedule elevators in a
building. However, the model under consideration is only suitable for a limited number of
practical purposes, because all customers are assumed to have one common destination,
which is the ground floor.

Besides the different routing scheme, another difficulty in modelling elevator systems
is the fact that each idle elevator should return to the floor that is its home base. In the
polling literature some work has been done on this topic, which is called a stopping or
dormant server, cf., [34, 79].

Maintenance. We would like to end this list with actually the first application of a
polling system which appeared in the open literature, i.e., in the area of maintenance.
That is, Mack et al. [145, 146] use a polling model to describe a patrolling repairman
who inspects a number of machines to check whether a breakdown has occurred and if so,
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eliminates such breakdowns. Evidently, in a polling model the repairman is represented
by the server, the breakdowns are represented by the customers and the times needed by
the repairman to travel from one machine to the next are represented by the switch-over
times. In [130] a similar model is studied in which an operator at a fixed position serves
a number of storage locations on a rotating carousel conveyor. Models with several
independent rotating carousels have also been considered, cf. [54, 124]. Weststrate
[216] studies a polling model which captures the behaviour of a single repairman who
is not only concerned with corrective maintenance, i.e., maintenance after a breakdown
has occurred, but who can also perform preventive maintenance.

2.2 Analysis of polling models

In this section we describe the standard polling model on which most of the extensions
that appear in the literature are based. We study performance measures like the distri-
butions of the queue lengths, the waiting times, and the cycle times. We show how to
find the probability generating functions (PGFs) or Laplace-Stieltjes transforms (LSTs) of
these distributions. The actual probability distributions can be obtained by numerical in-
version of the LSTs and PGFs. A very efficient technique for numerical inversion of PGFs
and LSTs in polling models is discussed in [57]. Throughout the years, many different
approaches have been developed to find these performance measures. Some of them are
theoretically elegant, but numerically very inefficient, while others focus on the numerics
and do not give any further insight. We give an overview of the techniques that are used
further onward in this monograph only. For an overview of the existing alternatives, we
refer to [144, 191, 192, 211].

2.2.1 Model description and notation

The basic polling model consists of N queues, Q1, . . . ,QN , served in a fixed, cyclic order.
A schematic representation has been given in Figure 1.1. Customers in Q i are referred
to as type i customers, served in first-come-first-served (FCFS) order. The visit time Vi is
the time that the server spends serving the customers at Q i . A switch of the server from
Q i to Q i+1 requires a switch-over time Si . Indices throughout this thesis are modulo N ,
meaning that QN+1 actually refers to Q1 and so on. A cycle consists of the N consecutive
visit times and switch-over times. The total switch-over time in a cycle is S =

∑N
i=1 Si .

Unless stated otherwise, we assume that the arrival processes at Q i , i = 1, . . . , N , are
Poisson with intensity λi . The service times, denoted by Bi , can follow any distribution.
We assume that the switch-over times, service times, and the interarrival times are all
independent. The LST E[e−ωX ] of a random variable X or, for discrete random variables,
the PGF E[zX ], is denoted by eX (ω), or by eX (z) respectively.

This model has been extensively investigated. Takács [188] studied this model, but
with only two queues, without switch-over times and only with the exhaustive service
discipline. Cooper and Murray [63] analysed this polling system for any number of
queues, and for both gated and exhaustive service disciplines. Eisenberg [78] obtained
results for a polling system with switch-over times (but only exhaustive service) by re-
lating the PGFs of the joint queue length distributions at visit beginnings, visit endings,
service beginnings and service endings. Resing [171] and Fuhrmann [96] both pointed
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out the relation between polling systems and Multitype Branching Processes (MTBPs).
Resing [171] considers the use of MTBPs with immigration in each state, which makes it
possible to analyse polling systems with switch-over times. His results can be applied to
polling models in which each queue satisfies the following property.

PROPERTY 2.2.1 (Branching Property). If the server arrives at Q i to find ki customers there,
then during the course of the server’s visit, each of these ki customers will effectively be
replaced in an i.i.d. manner by a random population having PGF hi(z1, . . . , zN ), which can
be any N-dimensional PGF.

It turns out that only polling models satisfying this property can be analysed in a
tractable, analytic manner, except for a few exceptions (mostly symmetric or two-queue
models). In the present monograph, we focus on the exhaustive and gated service disci-
plines, both satisfying Property 2.2.1. However, the results obtained in [171] also hold
for a more general class of polling systems, namely those which satisfy the following
(weaker) property that is formulated in [34]:

PROPERTY 2.2.2. If there are ki customers present at Q i at the beginning (or the end) of a
visit to Qπ(i), with π(i) ∈ {1, . . . , N}, then during the course of the visit to Q i , each of these
ki customers will effectively be replaced in an i.i.d. manner by a random population having
PGF hi(z1, . . . , zN ), which can be any N-dimensional PGF.

A well-known service discipline that satisfies this property, but does not satisfy Prop-
erty 2.2.1, is globally gated. This service discipline states that only customers are served
that were present at the beginning of the cycle. Globally gated and gated are special cases
of the synchronised gated service discipline, which states that only customers in Q i will be
served that were present at the most recent moment that the server reached the “parent
queue” of Q i: Qπ(i). For gated service, π(i) = i, for globally gated service, π(i) = 1 (or
any other fixed number in the range 1, . . . , N). The synchronised gated service discipline
is discussed in [123], but no observation is made that this discipline satisfies Property
2.2.2 which means that results as obtained in [171] can be extended to this model.

2.2.2 Stability condition

The stability condition of a polling model depends on the service disciplines used in all
queues. However, Resing [171] proves that the stability condition has a simple form if
each queue has the so-called Bernoulli-type service discipline, which is a generalisation
of both exhaustive and gated service. Define the individual load of Q i by ρi = λiE[Bi],
which can be interpreted as the mean amount of work arriving in Q i per time unit. The
total load of the polling system is denoted by ρ =

∑N
i=1ρi . Cyclic polling systems with

Bernoulli-type service, with gated and exhaustive as special cases, are stable if and only
if

ρ < 1. (2.1)

Note that the switch-over times do not play a role in this stability condition, due to the
fact that they become negligible as the load ρ tends to one. However, we must require
that all switch-over times have a finite first moment. Resing [171] gives a rigorous proof
of (2.1) and even relaxes the assumption of finite first moments of Si somewhat further,
but for our purposes it is convenient to require that E[Si]<∞ for i = 1, . . . , N .



2.2 ANALYSIS OF POLLING MODELS 21

2.2.3 Joint queue length distribution at polling epochs

Polling systems satisfying the Branching Property can be modelled as a MTBP. If the
polling model has at least one non-zero switch-over time, as is the case in the models
discussed in the present monograph, immigration takes place in each state of the MTBP.
The immigration is formed by the customers that arrive during the switch-over times. It
is noteworthy that all models with switch-over times can be related to identical models
without switch-over times. This is beyond the scope of this monograph, and we refer the
reader to [36] for more information about this topic.

In the present subsection we study the joint queue length distribution at all queues
1, . . . , N , at the epochs that the server starts or ends the visit to each queue. Denote
by z the vector (z1, . . . , zN ). A cycle consists of the periods {V1, S1, . . . , VN , SN}. Denote

by fLB
(P)
(z) the PGF of the joint queue length distribution at the beginning of period

P ∈ {V1, S1, . . . , VN , SN}. For now, we assume that a cycle starts with a visit beginning

to Q1, and derive an expression for fLB
(V1)(z). We use the approach used by Cooper and

Murray [63], among others, called the buffer occupancy method. This method relates
the joint queue length PGF at the end of a visit to the PGF at the beginning of the visit.

By applying these steps repeatedly, we obtain a functional equation expressing fLB
(V1)(z)

in terms of itself. Property 2.2.2 states that each customer present at the beginning of
Vπ(i) will be “replaced” by customers of type 1, . . . , N during a visit to Q i according to a
probability distribution with PGF hi(z). If Q i receives gated service, we have π(i) = i,
and hi(z) = eBi

�∑N
j=1λ j(1 − z j)

�
. For exhaustive service, a type i customer will not

just be replaced by all type 1, . . . , N customers that arrive during his service, but also
by all customers that arrive during the service of all type i customers that have arrived
during the service of this tagged customer, etc., until no type i customer is present in the
system. The consequence is that this type i customer has been replaced by the type j
customers ( j = 1, . . . , N ; j 6= i) that have arrived during the busy period (BP) of type i
customers that is initiated by the particular type i customer. This results in the expression
hi(z) =fBPi

�∑
j 6=i λ j(1− z j)

�
, where fBPi(ω) is the LST of a BP distribution in an M/G/1

system with only type i customers, so it is the root in (0, 1] of the equation fBPi(ω) =eBi
�
ω+ λi(1−fBPi(ω))

�
, ω ≥ 0 (cf. [61], p. 250). The following relations, which are

commonly referred to as the laws of motion, hold

fLB
(S1)(z) = fLB

(V1)�h1(z), z2, . . . , zN
�
, (2.2)

fLB
(V2)(z) = fLB

(S1)(z) eS1
� N∑

j=1

λ j(1− z j)
�
, (2.3)

...

fLB
(SN )(z) = fLB

(VN )�z1, z2, . . . , zN−1, hN (z)
�
, (2.4)

fLB
(V1)(z) = fLB

(SN )(z) eSN
� N∑

j=1

λ j(1− z j)
�
. (2.5)

The recursive equation for fLB
(V1)(z) itself can be used to compute the moments of this

joint queue length distribution. An explicit expression for fLB
(V1)(z) can be found by
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clever definition of offspring generating functions and immigration generating functions.
The first generation of offspring consists of the customers that have effectively replaced
the customers present at the beginning of the cycle. The offspring generating functions
for queues N , N − 1, . . . , 1 are given below.

f (N)(z) = hN (z1, . . . , zN ),

f (i)(z) = hi
�
z1, . . . , zi , f (i+1)(z), . . . , f (N)(z)

�
,

for i = N − 1, . . . , 1. We define the PGF of the nth generation of offspring recursively

fn(z) =
�

f (1)( fn−1(z)), . . . , f (N)( fn−1(z))
�
,

f0(z) = z.

The immigration generating function is the PGF of the joint distribution of the numbers
of customers that are present at the beginning of a cycle due to the immigration during
the switch-over times of the previous cycle. These customers can be divided into two
groups: the customers that arrived during a switch after the service of their queue, and
offspring of customers that arrived during a switch before the service of their queue. The
immigration generating functions are

g(N)(z) = eSN
� N∑

j=1

λ j(1− z j)
�
,

g(i)(z) = eSi
� i∑

j=1

λ j(1− z j) +
N∑

j=i+1

λ j(1− f ( j)(z))
�
,

for i = N − 1, . . . , 1. The total immigration generating function is the product of these
PGFs

g(z) =
N∏

i=1

g(i)(z).

This leads to the following recursive expression for the PGF of the steady-state joint queue
length at the beginning of a cycle (starting with a visit to queue 1)

fLB
(V1)(z) =fLB

(V1)� f1(z)
�

g(z). (2.6)

Resing [171] shows how (2.6) can be used to obtain moments of the marginal queue
length distribution at the beginning of a cycle. It is shown in [169] that iteration of (2.6)
leads to

fLB
(V1)(z) =

∞∏
n=0

g( fn(z)). (2.7)

This infinite product converges if and only if ρ < 1.
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2.2.4 Cycle times, visit times and intervisit times

As stated before, a cycle in a cyclic polling model consists of N consecutive visit times
and switch-over times. In this subsection we derive the LST of the cycle time distribution.
It will turn out, that this distribution depends on the starting point of the cycle. For this
reason we denote by Ci the time between two successive visit beginnings to Q i , and by
C∗i the time between two consecutive visit completions to Q i . The intervisit time of Q i ,
denoted by Ii , is the time between the visit completion of Q i and the next visit beginning
to this queue. This is all graphically illustrated in Figure 2.2. Before studying the LST of

ViVi Si Vi+1 Si+1 Vi−1 Si−1

Ii

Ci

C∗i

· · ·

FIGURE 2.2: Cycle times and intervisit times in a polling model.

the cycle time and visit time distributions, one should realise that the mean cycle time and
the mean visit times can easily be computed in a cyclic polling system with branching-
type service disciplines. The first obvious, but important, observation is that the mean
cycle time does not depend on the starting point of the cycle. For this reason, we denote
the mean cycle time by E[C] = E[Ci] = E[C∗i ] for all i = 1, . . . , N . Since each customer
arriving in the system gets served eventually, the server must be working a fraction ρ
of the time, and is idling a fraction 1− ρ of the time. This leads to the simple relation
E[S] = (1− ρ)E[C]. A similar way of reasoning can be applied to the workload of the
individual queues, yielding expressions for the mean visit and intervisit times.

E[C] =
E[S]
1−ρ , (2.8)

E[Vi] = ρiE[C], (2.9)

E[Ii] = (1−ρi)E[C]. (2.10)

Boxma et al. [40] show that the LSTs of the distributions of the cycle times, visit times

and intervisit times can be expressed in terms of fLB
(V1)(z). Define θ j as the time that the

server spends at Q j due to the presence of one customer there, with LST eθ j(ω). For gated

service eθ j(ω) = eB j(ω), and for exhaustive service eθ j(ω) = fBP j(ω). Using this notation
we can write down a compact expression for the LSTs of the visit time distributions.

eVi(ω) =fLB
(Vi)(1, . . . , 1, eθi(ω), 1, . . . , 1), i = 1, . . . , N , (2.11)

where eθi(ω) is the argument at position i. We define the following functions in a recur-
sive way,

ψN (ω) =ω,

ψi(ω) =ω+
N∑

k=i+1

λk

�
1− eθk(ψk(ω))

�
, i = N − 1, . . . , 1.
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One can verify that the functions ψi(ω), i = 1, . . . , N , are equivalent to ψi,N (ω) in [40],
although the definitions may seem slightly different at first sight. Boxma et al. [40] show
that the LST of the distribution of the cycle time C1 is

eC1(ω) =fLB
(V1) �eθ1(ψ1(ω)), . . . , eθN (ψN (ω))

� N∏
i=1

eSi
�
ψi(ω)

�
. (2.12)

The LST of the distribution of the intervisit time I1 can be found in a similar way

eI1(ω) =fLB
(S1) �1, eθ2(ψ2(ω)), . . . , eθN (ψN (ω))

� N∏
i=1

eSi
�
ψi(ω)

�
. (2.13)

Equations (2.12) and (2.13) hold for general branching-type service disciplines. For
gated and exhaustive service we can give expressions that are more compact and easier
to interpret.

THEOREM 2.2.3. If Q i receives exhaustive service, the LST of the distribution of the cycle
time C∗i , starting at a visit ending to Q i , and the LST of the distribution of the intervisit time
Ii , are given by

eC∗i (ω) =fLB
(Vi)�1, . . . , 1,fBPi(ω)−

ω

λi
, 1, . . . , 1

�
, (2.14)

eIi(ω) =fLB
(Vi)�1, . . . , 1, 1− ω

λi
, 1, . . . , 1

�
. (2.15)

In the right hand sides of (2.14) and (2.15), the components z j with j 6= i are 1.
If Q i receives gated service, the LST of the distribution of the cycle time Ci is given by

eCi(ω) =fLB
(Vi)�1, . . . , 1, 1− ω

λi
, 1, . . . , 1

�
.

PROOF. We prove the exhaustive case only, the proof for gated service proceeds along the
same lines. Using Ii = Si + Vi+1 + Si+1 + · · ·+ Vi+N−1 + Si+N−1, and the fact that no type
i customers are present at the beginning of the intervisit period (and hence also at the
beginning of a cycle C∗i ), we obtain

fLB
(Vi) �1, . . . , 1, zi , 1, . . . , 1

�
= E

�
e−λi(1−zi)Si−λi(1−zi)Vi+1−···−λi(1−zi)Si+N−1

�
. (2.16)

Substitution of zi = 1− ω

λi
proves (2.15). Equation (2.14) follows by using the relation

C∗i = Ii + Vi , and noting that Vi is the sum of the busy periods initiated by all type i
customers that have arrived during Ii . In terms of LSTs,

eC∗i (ω) = eIi
�
ω+λi(1−fBPi(ω))

�
, (2.17)

which, by (2.15), reduces to (2.14).

A short version of eIi(ω) for gated service at Q i is not available. For a more general
model with “smart customers” it can be obtained though, using customer subtypes based
on arrival epochs. This is discussed in more detail in Chapter 3.
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2.2.5 Joint queue length distribution at arbitrary epochs

Now that we have the joint queue length distribution at visit beginnings and completions,
we can use a very recent result by Boxma et al. [46] to find the joint queue length dis-
tribution at arbitrary epochs. Boxma et al. extend results by Borst and Boxma [34, 36],
which are obtained using Eisenberg’s approach [78], developing a relation between joint
queue lengths at service beginnings/completions and visit beginnings/endings. Let eKi(z)
denote the PGF of the joint distribution of the queue length vector of all customer types
at service beginnings and the position of the server. The server position identifies the cus-
tomers (type i) that are eligible for service. Furthermore, eMi(z) denotes the equivalent
of eKi(z) at service completions. In this case, the server position identifies the customer
type that has just received service. The relation between these two PGFs is

eMi(z) = eKi(z)eBi
� N∑

j=1

λ j(1− z j)
�
/zi , i = 1, . . . , N . (2.18)

Moreover, Eisenberg [78] observes the following relation

1

λE[C]
fLB
(Vi)(z) + eMi(z) = eKi(z) +

1

λE[C]
fLB
(Si)(z), (2.19)

for i = 1, . . . , N , where λ =
∑N

i=1λi is the total arrival rate. The intuition behind this
relation is that each visit beginning or service completion coincides with either a new
service beginning, or with a visit completion. The term λE[C] is the long-term ratio of the
total number of service completions (in all queues) and the number of visit completions
at a single queue. Note that this term should be slightly modified for polling systems
where some queues are visited multiple times per cycle. Combining (2.18) and (2.19)
yields

eMi(z) =
1

λE[C]

eBi

�∑N
j=1λ j(1− z j)

�

zi − eBi

�∑N
j=1λ j(1− z j)

�
h
fLB
(Vi)(z)−fLB

(Si)(z)
i

, (2.20)

for i = 1, . . . , N . Since an arbitrary departure takes place at Q i with probability λi/λ,
the PGFs of the joint queue length distributions at customer’s service beginnings and

departure epochs from Q i , denoted by respectively fLB
(Bi)(z) and fLDi(z), are given by

fLB
(Bi)(z) =

λ

λi

eKi(z), (2.21)

fLDi(z) =
λ

λi

eMi(z). (2.22)

Using (2.18) and (2.19) we can rewrite (2.21) and (2.22) to

fLB
(Bi)(z) =

1

λiE[C]
zi

zi − eBi

�∑N
j=1λ j(1− z j)

�
h
fLB
(Vi)(z)−fLB

(Si)(z)
i

, (2.23)

fLDi(z) =
1

λiE[C]

eBi

�∑N
j=1λ j(1− z j)

�

zi − eBi

�∑N
j=1λ j(1− z j)

�
h
fLB
(Vi)(z)−fLB

(Si)(z)
i

, (2.24)
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for i = 1, . . . , N .
We proceed by studying the PGF of the joint queue length distribution at an arbitrary

point in time, denoted by eL(z). We can write eL(z) as follows:

eL(z) =
N∑

i=1

�E[Vi]
E[C]

eL(Vi)(z) +
E[Si]
E[C]

eL(Si)(z)
�

, (2.25)

where eL(P)(z), with P ∈ {V1, S1, . . . , VN , SN}, is the PGF of the joint queue length distribu-
tion at an arbitrary time point during P. Kosiński et al. observe that eL(Vi)(z) is the PGF
of the joint queue length distribution at an arbitrary point during a service time Bi . At an
arbitrary point during Bi , the number of customers in each queue is simply the number
of customers present at the beginning of Bi plus all customers that have arrived during
the elapsed part of Bi , denoted by Bi,past with LST

eBi,past(ω) =
1− eBi(ω)
ωE[Bi]

, i = 1, . . . , N .

This results in the following expression for eL(Vi)(z),

eL(Vi)(z) =fLB
(Bi)(z)eBi,past

� N∑
j=1

λ j(1− z j)
�
. (2.26)

A similar way of reasoning gives

eL(Si)(z) =fLB
(Si)(z)eSi,past

� N∑
j=1

λ j(1− z j)
�
=
fLB
(Si)(z)−fLB

(Vi+1)(z)

E[Si]
∑N

j=1λ j(1− z j)
. (2.27)

We finally obtain the PGF of the joint queue length distribution at arbitrary epochs by
substituting (2.26) and (2.27) in (2.25),

eL(z) = 1

E[C]

N∑
i=1

fLB
(Vi)(z)−fLB

(Si)(z)∑N
j=1λ j(1− z j)

�
1− eBi(

N∑
j=1

λ j(1− z j))
� zi

zi − eBi(
∑N

j=1λ j(1− z j))

+
1

E[C]

N∑
i=1

fLB
(Si)(z)−fLB

(Vi+1)(z)∑N
j=1λ j(1− z j)

=
1

E[C]

N∑
i=1

1− zi∑N
j=1λ j(1− z j)

×
eBi
�∑N

j=1λ j(1− z j)
�

zi − eBi
�∑N

j=1λ j(1− z j)
�
�fLB

(Vi)(z)−fLB
(Si)(z)

�
.

(2.28)

Note that (2.28) can be written as

eL(z) =
N∑

i=1

λi(1− zi)∑N
j=1λ j(1− z j)

fLDi(z). (2.29)
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2.2.6 Marginal queue length distribution

To find eLi(z), the PGF of the marginal queue length distribution of Q i at an arbitrary
moment, one should simply substitute z = (1, . . . , 1, z, 1, . . . , 1) in (2.28) or (2.29). It
then readily follows that

eLi(z) = fLDi(1, . . . , 1, z, 1, . . . , 1), (2.30)

the marginal queue length PGF at departure epochs. This can be explained as follows. De-
note by LAi the marginal queue length at arrival epochs. A simple up-and-down-crossing
argument implies that LAi must have the same distribution as the marginal queue length
at departure epochs. Finally, because of PASTA, they also have the same distribution as Li ,
the marginal queue length at arbitrary epochs.

Note that the computation of (2.30) requires the computation of the PGFs of the
joint queue length distributions at visit beginnings and completions. In Subsection 2.2.3
we have shown how to do this for branching-type service disciplines. We now explicitly
compute eLi(z) for polling systems with Q i having exhaustive or gated service. Introducing

the shorter notation fLB
(P)
i (z) = fLB

(P)
(1, . . . , 1, z, 1, . . . , 1), with z at position i and P ∈

{V1, S1, . . . , VN , SN}, we have for exhaustive service

fLB
(Vi)
i (z) = eIi

�
λi(1− z)

�
,

fLB
(Si)
i (z) = 1.

(2.31)

For gated service we have

fLB
(Vi)
i (z) = eCi

�
λi(1− z)

�
,

fLB
(Si)
i (z) = eCi

�
λi(1− eBi(λi(1− z)))

�
.

(2.32)

Substitution of these expressions in (2.30) leads to the following marginal queue length
PGFs for exhaustive and gated service respectively.

exhaustive: eLi(z) =
eBi
�
λi(1− z)

�
eBi
�
λi(1− z)

�− z
× 1− eIi

�
λi(1− z)

�
λiE[C]

, (2.33)

gated: eLi(z) =
eBi
�
λi(1− z)

�
eBi
�
λi(1− z)

�− z
×
eCi
�
λi(1− eBi(λi(1− z)))

�− eCi
�
λi(1− z)

�
λiE[C]

.

(2.34)

Queue length decomposition. Fuhrmann and Cooper [97] observed that the marginal
queue length distribution can be decomposed as the sum of two independent random
variables

Li
d
= L(M/G/1)i + L(Ii)

i ,

where L(M/G/1)i is the queue length of an M/G/1 queue with only type i customers in

isolation, often referred to as “the corresponding M/G/1 queue”, and L(Ii)
i is the queue

length at an arbitrary moment during the intervisit period Ii . In this specific case, this
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relation can be seen directly by studying the queue length PGF more carefully. Using
(2.24), Equation (2.30) can be rewritten as follows

eLi(z) =
(1−ρi)(1− z)eBi

�
λi(1− z)

�
eBi
�
λi(1− z)

�− z
×
fLB
(Si)
i (z)−fLB

(Vi)
i (z)

λiE[Ii](1− z)
, (2.35)

for i = 1, . . . , N . The first term on the right-hand side of (2.35) can be recognised as
the Pollaczek-Khinchin formula for the queue length PGF in an M/G/1 queue, cf. [61]
p. 238. The second term is the queue length PGF at an arbitrary moment during the
intervisit time Ii (see, for example, [34] p. 29).

2.2.7 Waiting time distribution

Keilson and Servi [121] show that, under certain conditions, the distributional form of
Little’s law can be used to find the LST of the distribution of the sojourn time Ti =Wi+Bi:

eLi(z) = eTi
�
λi(1− z)

�
.

Hence fWi(ω) = eLi(1−ω/λi)/eBi(ω). This can be substituted into (2.35):

fWi(ω) =
(1−ρi)ω

ω−λi(1− eBi(ω))
×
fLB
(Si)
i (1−ω/λi)−fLB

(Vi)
i (1−ω/λi)

ωE[Ii]
. (2.36)

For the special cases of exhaustive and gated service, (2.36) can be rewritten into differ-
ent forms that are easier to interpret.

Exhaustive service. Firstly, we assume that service at Q i is exhaustive. In this case,
using (2.31), (2.36) reduces to

fWi(ω) =
(1−ρi)ω

ω−λi(1− eBi(ω))
× 1− eIi(ω)
ωE[Ii]

, (2.37)

which is the Fuhrmann-Cooper decomposition of the waiting time. The first term in
(2.37) is the waiting time LST in the corresponding M/G/1 queue. The second term is
the LST of the residual intervisit time, denoted by Ii,res. There is also a way to express
fWi(ω) in terms of the LST of the residual cycle time, C∗i,res.

THEOREM 2.2.4. The waiting time LST of customers in Q i , receiving exhaustive service, is

fWi(ω) = eC∗i,res

�
ω−λi(1− eBi(ω))

�
. (2.38)

PROOF. The cycle time C∗i is the length of an intervisit period Ii plus the length of a visit
Vi , which is the time required to serve all type i customers that have arrived during Ii ,
and the type i customers arriving during their service, until Q i is empty. This is expressed
in Equation (2.17). We use this equation to find the inverse relation:

eIi
�
ω+λi(1−fBPi(ω))

�
= eC∗i (ω)
= eC∗i

�
ω+λi(1−fBPi(ω))−λi(1−fBPi(ω))

�

= eC∗i
�
ω+λi(1−fBPi(ω))−λi(1− eBi(ω+λi(1−fBPi(ω))))

�
.
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If we substitute s :=ω+λi(1−fBPi(ω)), we find

eIi(s) = eC∗i
�
s−λi(1− eBi(s))

�
. (2.39)

Substitution of (2.39) into (2.37) gives

fWi(ω) =
1− eC∗i

�
ω−λi(1− eBi(ω))

�
�
ω−λi(1− eBi(ω))

�
E[C]

,

which is equivalent to (2.38) for i = 1, . . . , N .

REMARK 2.2.5. We can write (2.17) and (2.39) as follows:

eC∗i (ω) = eIi(ψ(ω)), eIi(s) = eC∗i (φ(s)),
where φ(·) equals the Laplace exponent of the Lévy process

∑N(t)
j=1 Bi, j − t, with N(t) a

Poisson process with intensity λi , and with ψ(ω) =ω+λi(1−fBPi(ω)), which is known
to be the inverse of φ(·).
REMARK 2.2.6. Substitution of ω := s+λi(1−fBPi(s)) in (2.38) leads to:

fWi
�
s+λi(1−fBPi(s))

�
= eC∗i,res

�
s+λi(1−fBPi(s))−λi(1− eBi(s+λi(1−fBPi(s))))

�

= eC∗i,res

�
s+λi(1−fBPi(s))−λi(1−fBPi(s))

�

= eC∗i,res(s).

The interpretation, which can also be found in [38], is that the residual cycle time C∗i,res
consists of two components; firstly the amount of work in Q i present at the beginning of
the residual cycle, and secondly all work that arrives at Q i during the residual cycle. By
virtue of PASTA, the amount of work at the beginning of the residual cycle is the waiting
time of an arbitrary type i customer. The work that arrives during this waiting time, is
equal to the length of the busy periods generated by the customers that arrive during this
waiting time.

Gated service. For gated service, there is also an alternative way of writing (2.36),
using (2.32),

fWi(ω) =
(1−ρi)ω

ω−λi(1− eBi(ω))
×
eCi
�
λi(1− eBi(ω))

�− eCi(ω)
ωE[Ii]

=
eCi
�
λi(1− eBi(ω))

�− eCi(ω)�
ω−λi(1− eBi(ω))

�
E[C]

. (2.40)

The interpretation of (2.40) can be found using renewal theory. For an arbitrary arriving
customer the joint LST of the past and residual cycle time is

E
�

exp(−ωP Ci,past −ωRCi,res)
�
=
eCi(ωP)− eCi(ωR)
(ωR −ωP)E[C]

,

a result that is obtained in [48]. Hence, if the service discipline in Q i is gated, the
waiting time of an arbitrary type i customer is the residual cycle length Ci,res, plus the
service times of all type i customers that have arrived before him during the elapsed part
of the cycle, Ci,past.
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2.2.8 Mean waiting times

The main focus of the present monograph is on LSTs and PGFs of distribution functions,
not on their means. Moments can be obtained by differentiation. Nevertheless we will
briefly discuss the mean waiting times E[Wi], i = 1, . . . , N . Note that the mean queue
lengths E[Li] can be obtained using Little’s law, E[Li] = λiE[Ti].

By differentiation of (2.38) and (2.40) the following expressions for E[Wi] are found
for exhaustive and gated service respectively

exhaustive: E[Wi] = (1−ρi)E[C∗i,res], (2.41)

gated: E[Wi] = (1+ρi)E[Ci,res]. (2.42)

Although these expressions seem quite simple at first sight, it should be noted that
E[C∗i,res] and E[Ci,res] require the computation of the second moments of C∗i and Ci ,
which are not the same. No explicit expressions can be given for these second moments,
except for some special cases (e.g., symmetric polling systems). Although they can be
obtained by differentiation of (2.6) with respect to z1, . . . , zN and solving the resulting
set of equations, more efficient methods have been developed. The two most frequently
used alternatives to find mean waiting times are the descendant set approach, developed
by Konheim et al. [129], and Mean Value Analysis (MVA) for polling systems, developed
by Winands et al. [223].

Pseudo-conservation law. Boxma and Groenendijk [42] derive a so-called pseudo-
conservation law (PCL) for the mean waiting times under various service disciplines. This
PCL states that

N∑
i=1

ρiE[Wi] = ρ

∑N
i=1ρiE[Bi,res]

1−ρ +ρE[Sres] +
E[S]

2(1−ρ)

 
ρ2 −

N∑
i=1

ρ2
i

!
+

N∑
i=1

E[Zii],

(2.43)

with Zii denoting the amount of work left behind by the server at Q i at the completion of
a visit, which solely depends on the service discipline at Q i . For exhaustive service at Q i ,
we have E[Zii] = 0, and for gated service E[Zii] = ρ2

i E[S]/(1−ρ). The PCL is derived
by considering a workload decomposition for polling models

V
d
=V (M/G/1) + V (I),

where V is the amount of work in the polling system at an arbitrary epoch, V (M/G/1) is
the amount of work at an arbitrary epoch in the corresponding M/G/1 system, and V (I)

is the amount of work in the system at an arbitrary epoch in a non-serving interval. For
more information about the PCL we refer to [42].

2.2.9 Light traffic

In the previous subsection we have seen that, in general, no explicit expressions can be
given for the mean waiting times. However, under light-traffic (LT) assumptions, i.e.,
ρ ↓ 0 this turns out to be possible for terms up to O(ρ). We reduce the load ρ by scaling
the arrival rates while keeping the service times fixed. In particular, if we denote the
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ratios of the loads of the individual queues by ρ̂1, . . . , ρ̂N , with
∑N

i=1 ρ̂i = 1, we take
arrival rates λi = ρi/E[Bi], with ρi = ρ̂i × ρ. The mean waiting times in a polling
model in light traffic have been studied in Blanc and Van der Mei [22]. They obtain
expressions for the mean waiting times in light traffic that are exact up to (and including)
first-order terms in ρ. These expressions have been found by carefully inspecting results
obtained with the Power-Series Algorithm, but no derivation of the results is provided.
In the present subsection we shall give a heuristic derivation of their LT results. First, we
introduce W (LT,exh)

i and W (LT,gated)
i to denote the waiting time of a type i customer under LT

conditions, i.e., as ρ ↓ 0, if Q i receives respectively exhaustive or gated service. We regard
these quantities as functions of ρ, the total load in the system. In the LT analysis in this
subsection we find closed-form expressions for E[W (LT,exh)

i ] and E[W (LT,gated)
i ] including

terms up to (and including) O(ρ).

PROPOSITION 2.2.7. Under light traffic, the mean waiting time of a type i customer in a
polling model with respectively exhaustive and gated service in Q i , is

exhaustive: E[W (LT,exh)
i ] =E[Sres] +ρE[Bres] + (ρ−ρi)

�
E[S]−E[Sres]

�

+
1

E[S]

i+N−1∑
k=i+1

ρk

k−1∑
j=i

Var[S j] +O(ρ2), (2.44)

gated: E[W (LT,gated)
i ] =E[Sres] +ρE[Bres] + (ρ−ρi)

�
E[S]−E[Sres]

�

+
1

E[S]

i+N−1∑
k=i+1

ρk

k−1∑
j=i

Var[S j] +ρiE[S] +O(ρ2), (2.45)

for i = 1, . . . , N.

The key ingredient to the LT analysis of a polling system, is the Fuhrmann-Cooper de-
composition (2.35). The Fuhrmann-Cooper decomposition, applied to the mean waiting
times, results in

exhaustive: E[Wi] = E[W (M/G/1)
i ] +E[Ii,res], (2.46)

gated: E[Wi] = E[W (M/G/1)
i ] +E[Ii,res] +

E[Vi Ii]
E[Ii]

. (2.47)

Determining the LT limit of the mean waiting time, E[W (LT,exh)
i ] or E[W (LT,gated)

i ], in a
polling system with exhaustive or gated service is based on the following two-step ap-
proach. The first step is to find the LT limit of E[W (M/G/1)

i ], the mean waiting time of an
M/G/1 queue with only type i customers in isolation, i = 1, . . . , N . The second step is
determining E[Ii,res], the mean residual intervisit time of Q i , and E[Vi Ii]

E[Ii]
, the mean visit

time of Q i given that it is being observed at a random epoch during the following intervisit
time.

The LT limit of E[W (M/G/1)
i ] follows directly from the Taylor series expansion of the

Pollaczek-Khinchin formula:

E[W (M/G/1,LT)
i ] = ρiE[Bi,res] +O(ρ2). (2.48)

Determining the LT limits of E[Ii,res] is considerably more involved. We do not have to
distinguish between exhaustive and gated service, because we need to focus on first-order
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terms only. Noting the fact that Ii = Si+Vi+1+Si+1+ · · ·+Vi+N−1+Si+N−1, we condition
on the moment at which Ii is observed. We distinguish between two cases. The moment
of observation either takes place during a visit time, or during a switch-over time,

E[I (LT)
i,res] =

N−1∑
j=1

E[Vi+ j]

E[Ii]
E
�

I (LT)
i,res |observed during Vi+ j

�

+
N−1∑
j=0

E[Si+ j]

E[Ii]
E
�

I (LT)
i,res |observed during Si+ j

�
. (2.49)

Observation during visit time. The probability that a random observation epoch takes
place during a visit time, say Vj , is E[Vj]/E[Ii], for any j 6= i. However, we are only
interested in order ρ terms, so this probability simplifies to

E[Vj]

E[Ii]
=

ρ jE[C]
(1−ρi)E[C]

= ρ j +O(ρ2).

The fact that this probability is O(ρ), implies that all further O(ρ) terms can be ignored
in E[I (LT)

i,res |observed during Vj], because in LT we focus on first-order terms only.
The length of the residual intervisit time is the length of the residual visit period

of type j customers, Vj,res, plus all switch-over times S j + · · ·+ Si−1, plus all visit times
Vj+1 + · · ·+ Vi−1. The first term, E[Vj,res], consists of one mean residual service time of
the customer in service, E[B j,res], plus the mean service times of all other customers that
will still be served during Vj,res. However, the expected number of customers eligible for
service is an O(ρ) term, since it is proportional to the arrival rate λ j (and, hence, to the
load ρ j) and to the length of the time period during which these customers have arrived.
Hence, we have that E[Vj,res] = E[B j,res]+O(ρ). In the same way we argue that the terms
E[Vk |observed during Vj], k = j+1, . . . , i−1, in light traffic, are all O(ρ). Summarising,
the mean residual intervisit period when observed during Vj is simply a mean residual
service time E[B j,res], plus all mean switch-over times E[S j+ · · ·+Si−1], plus O(ρ) terms:

E[I (LT)
i,res |observed during Vj] = E[B j,res] +

i−1∑
k= j

E[Sk] +O(ρ). (2.50)

The intuition behind this equation is that, in light traffic, the probability of having another
service during the residual cycle is negligible, i.e., O(ρ). Hence, the length of the residual
intervisit time is solely determined by the residual service time and the remaining switch-
over times in the cycle.

Observation during switch-over time. We continue by determining the mean residual
intervisit period I (LT)

i,res , conditioned on a random observation epoch during a switch-over
time, say S j , j = 1, . . . , N . The probability that such an epoch takes place during S j , is

E[S j]

E[Ii]
=

E[S j]

(1−ρi)E[C]
=
E[S j]

E[S]
1−ρ
1−ρi

=
E[S j]

E[S] (1−ρ+ρi) +O(ρ2).

It becomes apparent from this expression that things get slightly more complicated now,
because order ρ terms in the conditional residual intervisit time may no longer be ne-
glected. The residual intervisit time now consists of the residual switch-over time S j,res,
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plus the switch-over times S j+1 + · · ·+ Si−1, plus all visit periods Vj+1 + · · ·+ Vi−1. For
exhaustive service, the length of a visit period Vk, for k > j, is the sum of the busy pe-
riods of all type k customers that have arrived during Sk−N , . . . , S j−1, S j,past, S j,res, and
S j+1, . . . , Sk−1 (the busy periods of customers arriving during a visit period are O(ρ2)
terms and are ignored). For gated service, we consider service times instead of busy pe-
riods, which gives the same results since we can ignore O(ρ2) terms. By S j,past we denote
the elapsed switch-over time during which the intervisit period is observed, which has
the same distribution as the residual switch-over time S j,res. Compared to an observation
during a visit time, it is more difficult to determine the conditional mean length of a visit
period E[Vk |observed during S j] under LT.

E[Vk |observed during S j] = ρk
�∑

l 6= j

E[Sl] +E[S j,past] +E[S j,res]
�
+O(ρ2),

for k = j+ 1, . . . , i− 1. Summarising,

E[I (LT)
i,res |observed during S j] =

j−1∑
k=i

E[Sk]
� i+N−1∑

l= j+1

ρl
�
+E
�

S j,past
�� i+N−1∑

k= j+1

ρk
�

+E
�

S j,res
��

1+
i+N−1∑
k= j+1

ρk
�
+

i+N−1∑
k= j+1

E[Sk]
�
1+

i+N−1∑
l= j+1

ρl
�

+O(ρ2). (2.51)

The expression for Ii,res under light traffic conditions now follows from substituting
(2.50) and (2.51) in (2.49). The result can be rewritten as

E[I (LT)
i,res] =

i+N−1∑
j=i+1

ρ jE[B j,res] +
i+N−1∑
j=i+1

ρ j

i+N−1∑
k= j

E[Sk]

+
i+N−1∑

j=i

1

2E[S]


E[S2

j ]
�
1−ρ+ρi + 2

i+N−1∑
k= j+1

ρk
�



+
1

E[S]

i+N−1∑
j=i




j−1∑
k=i

E[S j]E[Sk]
� i+N−1∑

l= j+1

ρl
�

+
i+N−1∑
k= j+1

E[S j]E[Sk]
�
1−ρ+ρi +

i+N−1∑
l= j+1

ρl
�

+O(ρ2)

=(1+ρ)E[Sres] +ρE[Bres]−ρiE[Bi,res] +ρi
�
E[Sres]−E[S]

�

− 1

E[S]

N−1∑
j=0

j∑
k=0

ρi+kVar[Si+ j] +O(ρ2), (2.52)

for i = 1, . . . , N . The last step in (2.52) follows after some straightforward (but tedious)
rewriting.

The Fuhrmann-Cooper decomposition of the mean waiting time for customers in a
polling system with gated service (2.47), also requires the computation of E[Vi Ii]/E[Ii].
This term is the mean length of the visit time Vi given that it is observed during the
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following intervisit time Ii . The term appears because, contrary to exhaustive service,
type i customers arriving during Vi are not served until the next cycle. However, it is
easier to consider E[Vi Ii]/E[Vi] instead, and to use the relation

E[Vi Ii]
E[Ii]

=
E[Vi Ii]
E[Vi]

× E[Vi]
E[Ii]

.

The term E[Vi Ii]/E[Vi] is the mean length of the intervisit time Ii following Vi , given
that it is observed during this visit time Vi . Firstly, we note that

E[Vi]
E[Ii]

=
ρi

1−ρi
= ρi +O(ρ2).

This implies that we can ignore all O(ρ) terms in E[Vi Ii]/E[Vi], which means that only
the switch-over times play a role,

E[Vi Ii]
E[Vi]

= E[S] +O(ρ).

Concluding, we have
E[Vi Ii]
E[Ii]

= ρiE[S] +O(ρ2). (2.53)

Substitution of (2.48), (2.52), and (2.53) in (2.46) and (2.47) gives the result stated
in Proposition 2.2.7, although some more rewriting is required to recover the exact same
expressions as (2.44) and (2.45).

2.2.10 Heavy traffic

In the present subsection we study a polling system under heavy-traffic (HT) conditions.
In this subsection we assume that the system consists of at least 2 queues, all of which
are served according to the same service discipline: either exhaustive or gated service.
Heavy-traffic conditions imply that we increase the load of the system until it reaches the
point of saturation, ρ ↑ 1. As the total load of the system, ρ, increases, the visit times,
the cycle times and waiting times become larger and will eventually grow to infinity. For
this reason, we scale them appropriately and consider the scaled versions. We consider
several variables as a function of the load ρ in the system. Scaling is done by keeping the
service time distributions fixed, and varying the interarrival times. For each variable x
that is a function of the load in the system, ρ, its value evaluated at ρ = 1 is denoted by
x̂ . For ρ = 1, the generic interarrival time of the stream in Q i is denoted by Âi . Reducing
the load ρ is done by scaling the interarrival times, i.e., taking the random variable Ai :=
Âi/ρ as generic interarrival time at Q i . After scaling, the load at Q i becomes ρi = ρ

E[Bi]
E[Âi]

.
The (scaled) rate of the arrival stream at Q i is defined as λi = 1/E[Ai]. Similarly, we
define arrival rates λ̂i = 1/E[Âi], and proportional load at Q i , ρ̂i = ρi/ρ (“proportional”
because

∑N
i=1 ρ̂i = 1, as in the previous subsection). In the present subsection we relax

the assumption of Poisson arrivals. We only require that the interarrival times Ai are
independent random variables.

The results on polling systems under HT conditions, as discussed in the present sub-
section, have been obtained by Coffman et al. [59, 60], and by Olsen and Van der Mei
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[166, 167]. The key observation in these papers, is the occurrence of a so-called Heavy
Traffic Averaging Principle (HTAP). When a polling system becomes saturated, two lim-
iting processes take place. Let V denote the total workload of the system. As the load
offered to the system, ρ, tends to 1, the scaled total workload (1−ρ)V tends to a Bessel-
type diffusion. However, the work in each queue is emptied and refilled at a faster rate
than the rate at which the total workload is changing. It turns out, for the analysis of the
scaled cycle times and waiting times, that the total workload can be considered as con-
stant during the course of a cycle, while the loads of the individual queues fluctuate like
a fluid model. The HTAP relates these two limiting processes and provides expressions
for the stationary distributions of the scaled cycle times, the scaled intervisit times, and
the scaled waiting times. We start by discussing the fluid model and discuss the relation
with the original model subsequently. We only consider the gated and exhaustive service
disciplines.

Fluid model. We introduce a fluid model, with work flowing in at constant rate ρ̂i
for Q i . The switch-over times are not considered in the fluid model, because under HT
conditions they become negligible. A graphical illustration of the fluid model is presented
in Figure 2.3. On the horizontal axis, the course of a cycle with length c is plotted. The

ρ̂i − 1 ρ̂i

ρ̂i(1− ρ̂i)c

ρ̂ic (1− ρ̂i)c︸ ︷︷ ︸
c

(a) Exhaustive service

ρ̂i − 1 ρ̂i

ρ̂ic

ρ̂2
i c

ρ̂ic (1− ρ̂i)c︸ ︷︷ ︸
c

(b) Gated service

FIGURE 2.3: Heavy traffic fluid limits for polling systems. The amount of fluid in Q i is
plotted over the course of a cycle.

cycle is divided into two parts, the visit time Vi with length ρ̂ic, and the intervisit time Ii
with length (1− ρ̂i)c. On the vertical axis, the workload in Q i is plotted. We (arbitrarily)
start the cycle at the beginning of a visit to Q i . For now, during the first part of the
analysis, we assume that the amount of work at the beginning of a cycle is fixed. This
implies that the length of a cycle, denoted by c, is also fixed because it is determined by
the amount of work present at the beginning of the cycle. Throughout the cycle, work
arrives with intensity 1 and a fraction ρ̂i is directed to Q i . During Vi work flows out of
Q i at rate 1. With exhaustive service, fluid flows out of the queue until it is empty, with
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gated service it flows out until the amount of fluid present in Q i at the beginning of the
visit is gone. At this moment the intervisit time Ii starts, and during this time the load
increases at rate ρ̂i until the end of the cycle. As a consequence, the total workload in all
queues remains constant, because it flows out at rate 1, and flows in at rate

∑N
i=1 ρ̂i = 1.

We study exhaustive service first. The probability distribution of the delay of an
arbitrary fluid particle arriving in Q i , denoted by W fluid

i , can now be computed by condi-
tioning on the arrival epoch of the tagged particle. The arrival takes place during Vi with
probability ρ̂i , and during Ii with probability 1− ρ̂i .

W fluid
i,exh

d
=

(
W (Vi)

i,exh w.p. ρ̂i ,

W (Ii)
i,exh w.p. 1− ρ̂i ,

for i = 1, . . . , N . A particle arriving during Vi has to wait until all the fluid present in Q i
at its arrival epoch has left the system. Let the uniform random variable UV denote the
fraction of Vi that has elapsed at the arrival epoch of this particle. Then the amount of
fluid left in Q i is (1− ρ̂i)× (1− UV )Vi , with Vi = ρ̂ic. Hence,

W (Vi)
i,exh

d
=(1− UV )ρ̂i(1− ρ̂i)c. (2.54)

The delay of a particle arriving during the intervisit time Ii is analysed similarly. Let the
uniform random variable UI denote the fraction of the intervisit time that has elapsed at
the arrival epoch of this particle. Then the amount of fluid present in Q i is ρ̂i×UI Ii . The
arriving particle has to wait for this amount of fluid to drain, after it has waited for the
residual intervisit time (1− UI)Ii . Hence, we have

W (Ii)
i,exh

d
=
�
ρ̂iUI + (1− UI)

�
(1− ρ̂i)c. (2.55)

If we study (2.54) and (2.55) more carefully, we see that W (Vi)
i,exh is uniformly distributed

on the interval [0, ρ̂i Ii] and W (Ii)
i,exh is uniformly distributed on the interval [ρ̂i Ii , Ii], with

Ii = (1 − ρ̂i)c. Recall that W fluid
i,exh

d
=W (Vi)

i,exh with probability ρ̂i , and W fluid
i,exh

d
=W (Ii)

i,exh with

probability 1− ρ̂i . It follows that W fluid
i,exh is uniformly distributed on [0, Ii].

W fluid
i,exh

d
=U × Ii ,

where U is a uniformly distributed random variable on [0,1].
If service in Q i is gated, the analysis is much easier because particles always get served

in the next cycle. Let the uniform random variable U denote the fraction of the cycle that
has elapsed at the arrival epoch of a fluid particle in Q i . Then the waiting time for this
particle is the residual cycle time (1−U)c plus the amount of fluid that has arrived since
the beginning of the cycle, Uρ̂ic. Hence, the waiting time W fluid

i,gated is uniformly distributed
on [ρ̂ic, c].

W fluid
i,gated

d
=Vi + U × Ii ,

where U is, again, a uniformly distributed random variable on [0, 1].
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Polling model with exhaustive service. For now, we consider polling systems with
exhaustive service at each queue only. Polling systems with gated service and mixtures
will be discussed later. The link between the fluid model and the polling model under
HT conditions is the Heavy Traffic Averaging Principle. The HTAP for polling systems
has been discovered by Coffman et al. for two-queue polling systems [59, 60]. Olsen
and Van der Mei [166] have proven that this HTAP also holds for polling systems with
more than two queues, but they needed the additional assumption of Poisson arrivals. In
a follow-up paper [167] they relax this assumption and find distributions of the scaled
workload, cycle times, intervisit times and waiting times for general renewal arrivals.
However, rigorous proofs of these results are still lacking, and only convincing arguments
are given, along with extensive numerical validations. One step in the right direction is a
result by Van der Mei and Winands [206], who have been able to prove the correctness
of the HT results in [167] for the mean scaled waiting times.

The HTAP principle states that the work in each queue is emptied and refilled at a rate
that is so much faster than the rate at which the total workload is changing, that the total
workload can be considered as constant during the course of a cycle, while the loads of
the individual queues fluctuate like a fluid model. This means that the distributions of
the scaled cycle times, the scaled intervisit times, and even the scaled waiting times can
all be deduced from the distribution of the scaled workload at the beginning of a cycle.
Recall that the density of the Gamma distribution is given by

f (t) =
1

Γ(α)
e−µtµα tα−1, t ≥ 0,

where Γ(α) =
∫∞

0
e−t tα−1 dt. The positive parameters α and µ are respectively the scale

and rate parameter. When the load ρ approaches 1, the system becomes overloaded
and the queue lengths and waiting times tend to infinity. For this reason, we consider
the scaled delay (1− ρ)Wi , which stays finite for ρ ↑ 1. Olsen and Van der Mei [167]
formulate three conjectures.

CONJECTURE 2.2.8. Denote by V the total amount of work in the system at the beginning of
a cycle. For ρ ↑ 1, (1−ρ)V has a Gamma distribution with parameters α= 2E[S]δ/σ2+1
and µ= 2/σ2, where δ =

∑N
i=1 ρ̂i(1− ρ̂i)/2, and σ2 =

∑N
i=1 λ̂i

�
Var[Bi] + ρ̂2

i Var[Âi]
�

.

Before stating the other two conjectures, we discuss Conjecture 2.2.8 in more detail.
We do not go into further details about why the Gamma distribution appears, but refer to
[167] (who, in turn, refer to a result from [60]). We do need to discuss the interpretation
of the parameter δ a bit further. Assume, just like in Figure 2.3, that c is the length of
a cycle, starting at the beginning of Vi . In Figure 2.3(a) one can see that, for exhaustive
service, the mean workload in queue i during this cycle is

1

2
ρ̂i(1− ρ̂i)c.

A summation over all queues shows that δc is the mean total workload during the course
of one cycle of length c in the fluid model with exhaustive service.

Length-biased random variables also play a role in the following two conjectures. If
a random variable X has probability density function fX (x), then we define the length-
biased random variable X as a random variable with probability density function

fX(x) = x fX (x)/E[X ].
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From renewal theory, we know that the length-biased cycle length accounts for the fact
that an arbitrary customer arrives with a higher probability during a long cycle, than
during a short one. Hence, when relating the scaled cycle times and intervisit times to
the scaled workload at the beginning of a cycle, one should consider the length-biased
variables.

The remaining two conjectures are formulated below.

CONJECTURE 2.2.9. Denote by Ci the length-biased cycle time Ci , and by Ii the length-
biased intervisit time Ii of Q i , for i = 1, . . . , N. For ρ ↑ 1, we find that (1−ρ)Ci converges
in distribution to a random variable having a Gamma distribution with parameters α =
2E[S]δ/σ2 + 1 and µ = 2δ/σ2. Furthermore, (1 − ρ)Ii converges in distribution to a
random variable having a Gamma distribution with parameters α = 2E[S]δ/σ2 + 1 and
µ= 2δ/

�
σ2(1− ρ̂i)

�
.

CONJECTURE 2.2.10. As ρ ↑ 1, the scaled delay (1− ρ)Wi,exh is the product of a uniformly
distributed random variable on [0, 1], denoted by U, and a random variable ΓI having the
same distribution as the limiting distribution of (1−ρ)Ii:

(1−ρ)Wi,exh
d→U ×ΓI , (2.56)

for i = 1, . . . , N and ρ ↑ 1.

Conjectures 2.2.9 and 2.2.10 follow from Conjecture 2.2.8 and the fluid analysis car-
ried out in the first part of this subsection. The length of a cycle depends on the amount
of work at the beginning of that cycle. Denote by C(x) the length of a cycle, given that a
total amount of x work is present at its beginning. In steady state, we have the following
relation

δC(x) = x .

Hence, given an amount of work x in the dominant flows, the cycle time is C(x) = x/δ.
Due to the result from Conjecture 2.2.8, we can replace the constant intervisit and cycle
times from the fluid analysis by the random variables discussed in Conjecture 2.2.9. This
replacement can only be carried out because of the independence between the length of
the cycle/intervisit times and the uniformly distributed random variables appearing in
(2.56) and (2.57), and because of the HTAP.

Polling model with gated service. The analysis for a polling system with all queues
receiving gated service proceeds along the exact same lines. The main difference is that
the value of δ, which is the relation between the mean total workload during the course
of one cycle and the length of the cycle, is

δ =
1

2

N∑
i=1

ρ̂i(1+ ρ̂i),

as can be seen in Figure 2.3(b). As a consequence, one should take this value instead of
the value computed for polling systems with exhaustive service in Conjectures 2.2.8 and
2.2.9. Conjecture 2.2.10 should also be slightly modified for gated service. The scaled
delay (1−ρ)Wi,gated is the product of a uniformly distributed random variable on [ρ̂i , 1],
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denoted by UG , and a random variable ΓC having the same distribution as the limiting
distribution of (1−ρ)Ci .

(1−ρ)Wi,gated
d→UG ×ΓC , (2.57)

for i = 1, . . . , N . For polling systems with some queues being served exhaustively, and
others having gated service, the only thing that changes is the value of the parameter δ.
More details about how to do this, or how to adapt the analysis for non-cyclic polling
systems, can be found in [167].

Mean waiting times. The mean waiting times under HT conditions follow directly from
(2.56) and (2.57)

E[W (HT)
i ] =

ωi

1−ρ + o((1−ρ)−1), ρ ↑ 1, (2.58)

with ωi depending on the service discipline.

exhaustive: ωi =
1− ρ̂i

2

�
σ2

∑N
j=1 ρ̂ j(1− ρ̂ j)

+E[S]
�

, (2.59)

gated: ωi =
1+ ρ̂i

2

�
σ2

∑N
j=1 ρ̂ j(1+ ρ̂ j)

+E[S]
�

, (2.60)

for i = 1, . . . , N , with

σ2 :=
N∑

i=1

λ̂i

�
Var[Bi] + ρ̂

2
i Var[Âi]

�
.

In case of Poisson arrivals we have σ2 = E[B2]/E[B]. Note that this result for the mean
waiting times under HT traffic conditions has been rigorously proven in [206], for polling
systems with general renewal arrivals.

REMARK 2.2.11. The HT analysis presented in the current subsection is based on the
assumption that the polling model consists of at least 2 queues. Although an adaptation
is required for systems consisting of only one queue, the HT limit of the mean waiting time
(2.58) is also valid for N = 1, since the terms (1− ρ̂i) in the numerator and denominator
of (2.59), or (1+ ρ̂i) in (2.60), cancel out.
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INTRODUCTION TO PART I

In this part we focus on different types of customer behaviour. In Chapter 3 we introduce
a polling model with arrival rates depending on the server location. This model is referred
to as a polling model with smart customers, because the most typical application is a
situation where customers can choose which queue they want to join, using knowledge
on which queue is being served at the moment of their arrival. In order to analyse
this model we develop a new method, with a generalised distributional form of Little’s
law, that opens up new possibilities for analysis of various kinds of models. Chapter 4
illustrates a model that is analysed with techniques developed in Chapter 3. Customers
in the model of this chapter might grow impatient and abandon their queue before being
served. This feature, referred to as reneging, has been studied extensively in the context
of various kinds of queueing systems, but this is the first time that it is studied in polling
models.
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3
SMART CUSTOMERS

3.1 Introduction

As we have seen in the literature review in Chapter 2, the vast majority of papers on
polling models assumes that the arrival rate stays constant throughout a cycle, although it
may vary per queue. The polling model considered in this chapter, allows the arrival rate
in each queue to vary depending on the server location. This model was first considered
by Boxma [39], who refers to this model as a polling model with smart customers, because
one way to look at this system is to regard it as a queueing system where customers
choose which queue to join, based on the current server position. Note that Boxma’s
definition of smart customers is different from the definition used by Mandelbaum and
Yechiali [148], who study an M/G/1 queue where smart customers may decide upon
arrival to join the queue, not to enter the system at all, or to wait for a while and postpone
the decision.

A relevant application can be found in [105], where a polling model is used to model
a dynamic order picking system (DPS). In a DPS, a worker picks orders arriving in real
time during the picking operations and the picking information can dynamically change
in a picking cycle. One of the challenging questions that online retailers now face, is
how to organise the logistic fulfillment processes during and after order receipt. In tradi-
tional stores, purchased products can be taken home immediately. However, in the case
of online retailers, the customer must wait for the shipment to arrive. In order to reduce
throughput times, an efficient enhancement to an ordinary DPS is to have products stored
at multiple locations. The system can be modelled as a polling system with queues corre-
sponding to each of the locations, and customers corresponding to orders. The location
of the worker determines in which of the queues an order is being placed. In this system
arrival rates of the orders depend on the location of the server (i.e. the worker), which
makes it a typical smart customers example. A graphical illustration is given in Figure
3.1. We focus on one specific order type, which is placed in two storage locations, say
Q i and Q j . While the picker is on its way to Q i , say at position 1, all of these orders are
routed to Q i and the arrival rate at Q j is zero. If the picker is moving between Q i and Q j ,
say at position 2, the situation is reversed and Q j receives all of these orders.

Besides practical relevance, the smart customers model also provides a powerful
framework to analyse more complicated polling models. For example, a polling model
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Depot

Picker

FIGURE 3.1: A dynamic order picking system. Orders are placed in Q1, . . . ,QN .

where the service discipline switches each cycle between gated and exhaustive, can be
analysed by constructing an alternative polling model with twice the number of queues
and arrival rates being zero during specific visit periods [50]. The idea of temporarily
setting an arrival rate to zero is also used in Chapters 5 and 6 for the analysis of a polling
model with multiple priority levels. Time-varying arrival rates also play a role in the next
chapter, which discusses a polling model with synchronised reneging at visit beginnings
and endings.

Concerning state-dependent arrival rates, more literature is available for polling sys-
tems consisting of only one queue (so-called vacation systems), often assuming phase-
type distributions for vacations and/or service times. A single-queue system with server
breakdowns and arrival rates depending on the server status is studied in [182]. A dif-
ference with the system studied in the present chapter, besides the number of queues, is
that the machine can break down at arbitrary moments during the service of customers.
Nakdimon and Yechiali [158] consider a queueing model with breakdowns and an ar-
rival process that stops temporarily during a breakdown. Shanthikumar [179] discusses
a stochastic decomposition for the queue length in an M/G/1 queue with server vaca-
tions under less restrictive assumptions than Fuhrmann and Cooper [97]. One of the
relaxations is that the arrival rate of customers may be different during visit periods and
vacations. Another system, with so-called working vacations and server breakdowns, is
studied in [119]. During these working vacations, both the service and arrival rates are
different. Mean waiting times are found using a matrix analytical approach.

For polling systems, a model with arrival rates that vary depending on the location of
the server has not been studied in detail yet. Boxma [39] studies the joint queue length
distribution at the beginning of a cycle, but no waiting times or marginal queue lengths
are discussed. In a recent paper [44], a polling system with Lévy-driven, possibly corre-
lated input is considered. Just as in the present chapter, the arrival process may depend
on the location of the server. In [44] typical performance measures for Lévy processes are
determined, such as the steady-state distribution of the joint amount of fluid at an arbi-
trary epoch, and at polling and switching instants. The present chapter studies a similar
setting, but assumes Poisson arrivals of individual customers. This enables us to find the
PGFs of the joint queue length distributions at polling instants and customer’s departure
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epochs, and the marginal queue length distributions at customer’s arrival epochs and at
arbitrary epochs (which are not the same, because PASTA cannot be used). The intro-
duction of customer subtypes, categorised by their moment of arrival, makes it possible
to generalise the distributional form of Little’s law (see Subsection 2.2.7), and apply it
to the joint queue length distribution at departure epochs to find the LST of the waiting
time distribution.

The present chapter is structured as follows. Section 3.2 gives a detailed model de-
scription and introduces the notation used in this chapter. In Section 3.3 the PGFs of
the joint queue length distributions of all customer types at polling instants are derived.
The marginal queue length distribution is also studied in this section, but we show in
Section 3.4 that the derivation of the waiting time LST for each customer type requires
a more complicated analysis, based on customer subtypes. In Sections 3.3 and 3.4 we
need information on the lengths of the cycle time and all visit times, which are studied
in Section 3.5. Finally, we give numerical examples that illustrate some typical features
and advantages of the model under consideration.

3.2 Model description and notation

The model under consideration is similar to the basic polling model with switch-over
times and gated and/or exhaustive service as discussed in Subsection 2.2.1. The only
difference lies in the arrival process. This arrival process is a standard Poisson process,
but the rate depends on the location of the server. The arrival rate at Q i is denoted
by λ(P)i , where P denotes the position of the server, which is either serving a queue, or
switching from one queue to the next: P ∈ {V1, S1, . . . , VN , SN}. One of the consequences
is that the PASTA property does not hold for an arbitrary arrival, but as we show in
Section 3.3, a conditional version of PASTA does hold. Another difficulty that arises, is
that the distributional form of Little’s law can no longer be applied to the PGF of the
marginal queue length distribution to obtain the LST of the waiting time distribution. We
explain this in Section 3.4, where we also derive a generalisation of the distributional
form of Little’s law.

3.3 Queue length distributions

3.3.1 Joint queue length distribution at polling epochs

The two main performance measures of interest, are the steady-state queue length distri-
bution and the waiting time distribution of each customer type. In this section we focus
on queue lengths rather than waiting times, because the latter requires a more complex
approach that is discussed in the next section. We restrict ourselves to branching-type
service disciplines, in particular, service disciplines satisfying Property 2.2.2. We take
the same approach as in Subsection 2.2.3, defining the laws of motion for our model.

Denote by fLB
(P)
(z) the PGF of the steady-state joint queue length distribution at begin-

nings of period P ∈ {V1, S1, . . . , VN , SN}. Again, z is a shorthand notation for the vector
(z1, . . . , zN ). The only difference between conventional polling models, as discussed in
Subsection 2.2.3, and the model under consideration in the present chapter, is that the
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arrival rates depend on the server location. The relations betweenfLB
(Vi)(z),fLB

(Si)(z), and
fLB
(Vi+1)(z) are given by

fLB
(Si)(z) =fLB

(Vi)(z1, . . . , zi−1, hi(z), zi+1, . . . , zN ), (3.1)

fLB
(Vi+1)(z) =fLB

(Si)(z) eSi

� N∑
j=1

λ
(Si)
j (1− z j)

�
. (3.2)

For gated service, the PGF hi(z) is defined as hi(z) = eBi
�∑N

j=1λ
(Vi)
j (1 − z j)

�
. For ex-

haustive service, hi(z) = fBPi
�∑

j 6=i λ
(Vi)
j (1 − z j)

�
, where fBPi(ω) is the root in (0, 1] of

the equation fBPi(ω) = eBi
�
ω+ λ(Vi)

i (1−fBPi(ω))
�
, ω ≥ 0. The approach of Subsection

2.2.3 applied to these slightly adapted laws of motion leads to the PGF of the joint queue
length distribution at visit beginnings and completions.

The stability conditions are more complex than for a standard polling model. They
are studied in more detail in [44], where it is shown that a necessary and sufficient
condition for ergodicity is that the Perron-Frobenius eigenvalue of the matrix R − IN
should be less than 0, where IN is the N × N identity matrix, and R is an N × N matrix

containing elements ρi j := λ
(Vj)
i E[Bi]. This holds under the assumption that E[Vi] > 0

for all i = 1, . . . , N .

3.3.2 Marginal queue length distribution

Common techniques in polling systems (see Subsection 2.2.6) to determine the PGF of
the steady-state marginal queue length distribution of each customer type, are based on
deriving the queue length distribution at departure epochs. A level-crossing argument
implies that the marginal queue length distribution at arrival epochs must be the same
as the one at departure epochs, and, finally, because of PASTA this distribution is the
same as the marginal queue length distribution at an arbitrary point in time. In our
model, the marginal queue length distributions at arrival and departure epochs are also
the same, but the distribution at arbitrary moments is different because of the varying
arrival rates during a cycle. We can circumvent this problem by conditioning on the
location P of the server (P ∈ {V1, S1, . . . , VN , SN}) and use conditional PASTA to find the
PGF of the marginal queue length distribution at an arbitrary point in time. Let Li denote

the steady-state queue length of type i customers at an arbitrary moment, and let L
(Vj)
i

and L
(S j)
i denote the queue length of type i customers at an arbitrary time point during

Vj and S j respectively (i, j = 1, . . . , N). The following relation holds:

eLi(z) =
N∑

j=1

�
E[Vj]

E[C]
eL(Vj)

i (z) +
E[S j]

E[C]
eL(S j)

i (z)

�
, i = 1, . . . , N . (3.3)

Note that, at this moment, E[Vj] and E[C] are still unknown. In Section 3.5 we illustrate
how to compute them. Since S j , for j = 1, . . . , N , and Vj , for j 6= i, are non-serving
intervals for customers of type i, we use a standard result (see, e.g., [34]) to find the
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PGFs of L
(Vj)
i and L

(S j)
i respectively:

eL(Vj)
i (z) =

fLB
(Vj)
i (z)−fLB

(S j)
i (z)

(1− z)
�
E[LB

(S j)
i ]−E[LB

(Vj)
i ]
� , i = 1, . . . , N ; j 6= i, (3.4)

eL(S j)
i (z) =

fLB
(S j)
i (z)−fLB

(Vj+1)
i (z)

(1− z)
�
E[LB

(Vj+1)
i ]−E[LB

(S j)
i ]
� , i, j = 1, . . . , N , (3.5)

where LB(P)i , for i = 1, . . . , N , is the number of type i customers at the beginning of period

P ∈ {V1, S1, . . . , VN , SN}. Its PGF can be expressed in terms of fLB
(V1)(z) using the relations

(3.2) and (3.1), and replacing argument z by the vector (1, . . . , 1, z, 1, . . . , 1) where z is
the element at position i. Using branching theory from [171], an explicit expression for
fLB
(V1)(z) is given in [39]. The mean values, E[LB

(Vj)
i ] and E[LB

(S j)
i ], can be obtained by

differentiation of the corresponding PGFs and substituting z = 1.
It remains to compute eL(Vi)

i (z), i = 1, . . . , N , i.e., the PGF of the number of type i
customers at an arbitrary point within Vi . As far as the marginal queue length of type i
customers is concerned, the system can be viewed as a vacation queue with the intervisit
time Ii corresponding to the server vacation. We can use the Fuhrmann-Cooper decom-
position [97], but we have to be careful here. In a polling system where type i customers
arrive with constant arrival rate λ(Vi)

i , the Fuhrmann-Cooper decomposition states that

eLi(z) =
(1−λ(Vi)

i E[Bi])(1− z)eBi
�
λ
(Vi)
i (1− z)

�

eBi
�
λ
(Vi)
i (1− z)

�− z
×

fLB
(Si)
i (z)−fLB

(Vi)
i (z)

(1− z)
�
E[LB(Vi)

i ]−E[LB(Si)
i ]
� . (3.6)

Note that E[LB(Vi)
i ]−E[LB(Si)

i ] = λ
(Vi)
i E[Ii] in a polling model with constant arrival rate

λ
(Vi)
i . The two parts in this decomposition can be recognised as the PGFs of the number

of type i customers respectively at an arbitrary moment in an M/G/1 queue, and at an
arbitrary point during the intervisit time Ii . Of course, the following relation also holds,

eLi(z) =
E[Vi]
E[C] L(Vi)

i (z) +
E[Ii]
E[C]

eL(Ii)
i (z). (3.7)

Combining (3.6) with (3.7) results in

eL(Vi)
i (z) =

1−λ(Vi)
i E[Bi]

λ
(Vi)
i E[Bi]

z
�
1− eBi(λ

(Vi)
i (1− z))

�

eBi(λ
(Vi)
i (1− z))− z

×
fLB
(Si)
i (z)−fLB

(Vi)
i (z)

(1− z)
�
E[LB(Vi)

i ]−E[LB(Si)
i ]
� , (3.8)

for i = 1, . . . , N . The second part of this decomposition is, again, the PGF of the number
of customers at an arbitrary point during the intervisit time Ii . The first part can be
recognised as the PGF of the queue length of an M/G/1 queue with type i customers at
an arbitrary point during a busy period.

Now we return to the model with varying arrival rates. The key observation is that
the behaviour of the number of type i customers during a visit period of Q i , is exactly the
same in this system as in a polling system with constant arrival rates λ(Vi)

i for type i cus-
tomers. Equation (3.8) no longer depends on anything that happens during the intervisit
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time, because this is all captured in LB(Vi)
i and LB(Si)

i , the number of type i customers at
the beginning and ending of a visit to Q i , as is also reflected in the Fuhrmann-Cooper
decomposition. This implies that, for a polling model with smart customers, the queue
length PGF of Q i at a random point during Vi is also given by (3.8). The only difference
lies in the interpretation of (3.8). Obviously, the first part in (3.8) is still the PGF of the
queue length distribution of an M/G/1 queue at an arbitrary point during a busy period.
However, the last term can no longer be interpreted as the PGF of the distribution of the
number of type i customers at an arbitrary point during the intervisit time Ii .

Substitution of (3.4), (3.5), and (3.8) in (3.3) gives the desired expression for the
PGF of the marginal queue length in Q i .

REMARK 3.3.1. The marginal queue length PGF (3.3) has been obtained by conditioning
on the position of the server at an arbitrary epoch in a cycle, which explains the probabil-
ities E[Vj]/E[C] (server is serving Q j) and E[S j]/E[C] (server is switching to Q j+1). It
is easy now to obtain fLAi(z), the marginal queue length PGF at an arrival epoch, simply
by conditioning on the position of the server at an arbitrary arrival epoch. The probability
that the server is at position P ∈ {V1, S1, . . . , VN , SN} at the arrival of a type i customer,

is
λ
(P)
i E[P]
λiE[C]

, with λi =
1
E[C]

∑N
j=1

�
λ
(Vj)
i E[Vj] +λ

(S j)
i E[S j]

�
. This results in the following

expression for the PGF of the distribution of the number of type i customers at the arrival
of a type i customer,

fLAi(z) =
N∑

j=1

�
λ
(Vj)
i E[Vj]

λiE[C]
eL(Vj)

i (z) +
λ
(S j)
i E[S j]

λiE[C]
eL(S j)

i (z)

�
, (3.9)

for i = 1, . . . , N . A standard up-and-down crossing argument can be used to argue that
fLAi(z) is the same as fLDi(z), the PGF of the distribution of the number of type i customers
at the departure of a type i customer. As stated before, it is different from the PGF of the

distribution of the number of type i customers at an arbitrary epoch, unless λ
(Vj)
i = λ

(S j)
i =

λi for all i, j = 1, . . . , N (as is the case in polling models without smart customers).

REMARK 3.3.2. Equations (3.4) and (3.5) rely heavily on the PASTA property and are only
valid if type i arrivals take place during the non-serving interval with non-zero probability.
If no type i arrivals take place (i.e. λ(P)i = 0 for the non-serving interval P), both the
numerator and the denominator become 0. This situation has to be analysed differently.
Now assume that λ(P)i = 0 for a specific customer type i = 1, . . . , N , during a non-serving
interval P ∈ {V1, S1, . . . , VN , SN}\Vi . We now distinguish between visit periods and switch-
over periods. Let us first assume that P is a switch-over time, say S j , j = 1, . . . , N . The
length of a switch-over time is independent of the number of customers in the system, so
the distribution of the number of type i customers at an arbitrary point in time during S j
is the same as at the beginning of S j ,

eL(S j)
i (z) =fLB

(S j)
i (z), i, j = 1, . . . , N .

The case where P is a visit time, say P = Vj for some j 6= i, requires more attention,
because the length of Vj depends on the number of type j customers present at the visit
beginning. Since this number is positively correlated with the number of customers in
the other queues, we have to correct for the fact that it is more likely that a random point
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during an arbitrary Vj , falls within a long visit period (with more customers present at its
beginning) than in a short visit period. The first step is to determine the probability that
the number of type i customers at an arbitrary point during Vj is k. Since we consider

the case where λ
(Vj)
i = 0, this implies that we need the probability that the number of

customers at the beginning of Vj is k. Standard renewal arguments yield

P[L(Vj)
i = k] =

P[LB
(Vj)
i = k]E[Vj |LB

(Vj)
i = k]

∑∞
l=0 P[LB

(Vj)
i = l]E[Vj |LB

(Vj)
i = l]

=
E[Vj 1

[LB
(Vj )
i = k]

]

E[Vj]
,

(3.10)

where 1[A] is the indicator function for event A. The first line in (3.10) is based on the
fact that the probability is proportional to the length of visit periods Vj that start with k
type i customers, and to the number of such visit periods Vj . The denominator is simply
a normalisation factor.

We can write down the expression for the number of type i customers at an arbitrary

point during Vj if λ
(Vj)
i = 0,

eL(Vj)
i (z) =

∞∑
k=0

zk P[L(Vj)
i = k]

=
1

E[Vj]

∞∑
k=0

zk E[Vj 1
[LB

(Vj )
i = k]

]

=
1

E[Vj]
E[Vj

∞∑
k=0

zk 1
[LB

(Vj )
i = k]

]

=
1

E[Vj]
E[Vj zLB

(Vj )
i ]

= − 1

E[Vj]
∂

∂ω
E
�

zLB
(Vj )
i e−ωVj

������
ω=0

, (3.11)

for i = 1, . . . , N and j 6= i. Now we only need to determine E[zLB
(Vj )
i e−ωVj]. We use the

joint queue length distribution of all customers present at the beginning of Vj , which is
given implicitly by (3.2). Define θ j as the time that the server spends at Q j due to the
presence of one customer there (see Subsection 2.2.4). The length of Vj , given that l j
type j customers are present at the visit beginning, is the sum of l j independent random
variables with the same distribution as θ j , denoted by θ j,1, . . . ,θ j,l j

. The transform of the
joint distribution of the number of type i customers present at the beginning of Vj and
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the length of Vj is given by

E
�

zLB
(Vj )
i e−ωVj

�
=
∞∑

li=0

∞∑
l j=0

E
h

z li e−ω(θ j,1+···+θ j,l j
)
i
P
h

LB
(Vj)
i = li , LB

(Vj)
j = l j

i

=
∞∑

li=0

∞∑
l j=0

z liE
�

e−ωθ j,1
�
× · · · ×E

h
e−ωθ j,l j

i
P
h

LB
(Vj)
i = li , LB

(Vj)
j = l j

i

=
∞∑

li=0

∞∑
l j=0

z li eθ j(ω)
l jP
h

LB
(Vj)
i = li , LB

(Vj)
j = l j

i

=fLB
(Vj)(1, . . . , 1, z, 1, . . . , 1, eθ j(ω), 1, . . . , 1), (3.12)

where z corresponds to customers in Q i , and eθ j(ω) corresponds to customers in Q j . The
desired result is obtained by substituting (3.12) in (3.11).

3.4 Waiting time distribution

In the previous section we gave an expression for the PGF of the distribution of the steady-
state queue length of Q i at an arbitrary epoch, Li . If the arrival rates do not depend on the

server position, i.e. λ
(Vj)
i = λ

(S j)
i = λi for all i, j = 1, . . . , N , we can use the distributional

form of Little’s law (see Subsection 2.2.7) to obtain the LST of the distribution of the
waiting time of a type i customer, Wi , i = 1, . . . , N . Because of the varying arrival rates,
there is no λi for which the relation eLi(z) = E

�
exp(−λi(1− z)(Wi + Bi))

�
holds (even

if we choose λi = λi). In the present section, we introduce subtypes of each customer
type. Each subtype is identified by the position of the server at its arrival in the system.
We show that one can use a generalised version of the distributional form of Little’s law
that leads to the LST of the waiting time distribution of a type i customer, when applied
to the PGF of the joint queue length distribution of all subtypes of a type i customer.
Determining this PGF requires a separate treatment of exhaustive and gated service, so
the results in this section do not apply to any arbitrary branching-type service discipline.

3.4.1 Joint queue length distribution for all subtypes

In the present section we distinguish between subtypes of type i customers, arriving dur-
ing different visit/switch-over periods. We define a type i(P) customer to be a customer
arriving at Q i during P ∈ {V1, S1, . . . , VN , SN}. Therefore, only in this section, we define z
in the following way:

z= (z(V1)
1 , . . . , z(SN )

1 , . . . , z(V1)
N , . . . , z(SN )

N ).

Note that z has 2N2 components, N customer types times 2N subperiods within a cycle

(N visit times plus N switch-over times). Let fVB
(P)
i (z) be the PGF of the joint queue length

distribution of all these customer types at the moment that the server starts serving type
i customers that have arrived when the server was located at position P. Equivalently,
fVC
(P)
i (z) is defined for the moment that the server completes a subperiod of Vi in which

type i(P) customers are served.
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Exhaustive service. For exhaustive service, the visit period Vi can be divided into the
following subperiods: Vi = V (Si)

i + V (Vi+1)
i + · · · + V (Si+N−1)

i + V (Vi)
i . First the type i(Si)

customers that were present at the visit beginning are served, followed by the type i(Vi+1)

customers, and so on. Note that during these services only type j(Vi) customers arrive
in Q j , j = 1, . . . , N . Visit period Vi ends with V (Vi)

i , i.e., the exhaustive service of all
type i(Vi) customers that have arrived during Vi so far. The joint queue length process at
polling instants of each of the subperiods is still a Multi-Type Branching Process, because
the service discipline in each subperiod satisfies the Branching Property. Hence, the laws
of motion can be obtained by applying this property successively. As an example, we
show the relations for the PGFs of the joint queue length distributions at beginnings and
endings of the subperiods of V1,

fVB
(V2)
1 (z) = fVC

(S1)
1 (z) = fVB

(S1)
1


z(V1)

1 ,eB1
� N∑

j=1

λ
(V1)
j (1− z(V1)

j )
�
, z(V2)

1 , . . . , z(SN )
N


 ,

fVB
(S2)
1 (z) = fVC

(V2)
1 (z) = fVB

(V2)
1


z(V1)

1 , 1,eB1
� N∑

j=1

λ
(V1)
j (1− z(V1)

j )
�
, z(S2)

1 , . . . , z(SN )
N


 ,

...

fVB
(V1)
1 (z) = fVC

(SN )
1 (z) = fVB

(SN )
1


z(V1)

1 , 1, . . . , 1,eB1
� N∑

j=1

λ
(V1)
j (1− z(V1)

j )
�
, z(V1)

2 , . . . , z(SN )
N


 ,

fVC
(V1)
1 (z) = fVB

(V1)
1


fBP1

�∑
j 6=1

λ
(V1)
j (1− z(V1)

j )
�
, 1, . . . , 1, z(V1)

2 , . . . , z(SN )
N


 .

During a switch-over time S j only type i(S j) customers arrive, i, j = 1, . . . , N . We can
relate the PGF of the joint queue length distribution at the beginning of a visit to Q2

(starting with the service of type 2(S2) customers) to fVC
(V1)
1 (z):

fVB
(S2)
2 (z) = fVC

(V1)
1 (z)eS1

� N∑
j=1

λ
(S1)
j (1− z(S1)

j )
�

.

The above expressions can be used to express fVB
(S2)
2 (·) in terms of fVB

(S1)
1 (·), and this can

be repeated to obtain a recursion for fVB
(S1)
1 (·).

Gated service. For gated service we take similar steps, but they are slightly different
because arriving customers will always be served in the next cycle. This means that a
visit to Q i starts with the service of all type i(Vi) customers present at that polling instant:
Vi = V (Vi)

i + V (Si)
i + V (Vi+1)

i + · · ·+ V (Si+N−1)
i . The relations for the PGF of the joint queue

length distribution at beginnings and endings of the subperiods of V1 are

fVB
(S1)
1 (z) = fVC

(V1)
1 (z) = fVB

(V1)
1


eB1

� N∑
j=1

λ
(V1)
j (1− z(V1)

j )
�
, z(S1)

1 , . . . , z(SN )
N


 ,
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fVB
(V2)
1 (z) = fVC

(S1)
1 (z) = fVB

(S1)
1


z(V1)

1 ,eB1
� N∑

j=1

λ
(V1)
j (1− z(V1)

j )
�
, z(V2)

1 , . . . , z(SN )
N


 ,

...

fVC
(SN )
1 (z) = fVB

(SN )
1


z(V1)

1 , 1, . . . , 1,eB1
� N∑

j=1

λ
(V1)
j (1− z(V1)

j )
�
, z(V1)

2 , . . . , z(SN )
N


 .

The remainder of this section is valid for any branching-type service discipline treat-
ing customers in order of arrival in each queue, such as exhaustive, gated, globally gated
and multi-stage gated [203]. Having determined the joint queue length distribution at
beginnings and endings of all subperiods within each visit period, we are ready to de-
termine the joint queue length distribution at departure epochs of all customer subtypes.
We follow the approach discussed in Subsection 2.2.5, developing a relation between
joint queue lengths at service beginnings/completions and visit beginnings/endings. For
conventional polling systems, the joint distribution of queue length vector and server
position at service completions leads to the marginal queue length distribution. Develop-
ing an equivalent relationship for our model, requires distinguishing between customer
subtypes. Firstly, the queue length vector z contains all customer subtypes. Secondly,
the type of service completion is not just defined by the location i of the server, but also
by the subtype P of the customer that has been served. Therefore, let eM (P)i (z) denote
the PGF of the joint distribution of the subtypes of customers being served (combina-
tion of i = 1, . . . , N and P ∈ {V1, S1, . . . , VN , SN}) and queue length vector of all customer
subtypes at service completions. Equation (2.20), applied to our model, gives

eM (P)i (z) =
1

λE[C]

eBi

�∑N
j=1λ

(Vi)
j (1− z(Vi)

j )
�

z(P)i − eBi

�∑N
j=1λ

(Vi)
j (1− z(Vi)

j )
�
h
fVB
(P)
i (z)−fVC

(P)
i (z)

i
, (3.13)

for i = 1, . . . , N ; P ∈ {V1, S1, . . . , VN , SN}, and λ =
∑N

i=1λi . Thus, eM (P)i (z) is the gener-
ating function of the probabilities that, at an arbitrary departure epoch, the departing
customer is a type i(P) customer and the number of customers left behind by this depart-
ing customer is l(V1)

1 , . . . , l(SN )
N . We now focus on the queue length vector of subtypes of

type i customers only, given that the departure takes place at Q i . The probability that an
arbitrary service completion (regardless of the subtype of the customer) takes place at Q i ,
is λi/λ. It is convenient to introduce the notation zi = (1, . . . , 1, z(V1)

i , . . . , z(SN )
i , 1, . . . , 1).

The PGF of the joint queue length distribution of all subtypes of type i customers at an
arbitrary departure from Q i is:

E
��

z(V1)
i

�LD(V1)
i · · ·

�
z(SN )

i

�LD(SN )
i

�
=
λ

λi

N∑
j=1

�
eM (Vj)

i (zi) + eM (S j)
i (zi)

�
, (3.14)

where LD(P)i is the number of type i(P) customers left behind at a departure from Q i .

REMARK 3.4.1. Substitution of z(P)i = z for all P ∈ {V1, S1, . . . , VN , SN} in (3.14) gives
the marginal queue length distribution of type i customers at departure epochs, which
is equal to (3.9), the marginal queue length distribution at arrival epochs of a type i
customer.
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3.4.2 Waiting times

We present a generalisation of the distributional form of Little’s law that can be applied
to the joint queue length distribution of all subtypes of a type i customer at departure
epochs from Q i , to obtain the waiting time LST of a type i customer.

THEOREM 3.4.2. The LST of the distribution of the waiting time Wi of a type i customer,
i = 1, . . . , N, is given by:

fWi(ω) =
1

eBi(ω)
E



 

1− ω

λ
(V1)
i

!LD(V1)
i

· · ·
 

1− ω

λ
(SN )
i

!LD(SN )
i


 . (3.15)

PROOF. We focus on the departure of a type i customer that arrived during a specified pe-
riod, say PA, with PA ∈ {V1, S1, . . . , VN , SN}. We make use of the fact that the sojourn time
(i.e., waiting time plus service time) of this tagged type i(PA) customer can be determined
by studying the subtypes of all type i customers that he leaves behind on his departure.
We need to distinguish between two cases, which can be treated simultaneously, but re-
quire different notations. Firstly, the case where a customer arrives in the system and
departs during another period. In the second case, the customer departs during the same
period in which he arrived. Since we consider gated and exhaustive service only, the
second case can only occur if a customer arrives at a queue with exhaustive service while
it is being visited by the server.

Case 1: departure in a different period. In this case we have that PA 6= Vi , or PA = Vi
but the cycle in which the arrival took place is not the same as the cycle in which the
departure takes place (this situation cannot occur with exhaustive service). All type i
customers that are left behind, have arrived during the residual period PA, all periods
between PA and Vi (if any), and during the elapsed part of Vi . Denote by PI the set of visit
periods and switch-over periods that lie between PA and Vi . Furthermore, let PA,res be the
residual period of PA. Finally denote by Vi,past the age of Vi at the departure instant of the
tagged type i customer.

Case 2: departure during the period of arrival. If the customer arrived during the
same visit period in which his departure takes place, take PA,res = 0, PI = ;, and Vi,past is
the time that elapsed since the arrival of the tagged type i(Vi) customer.

In both cases, the joint queue length distribution of all customer i subtypes at this depar-
ture instant is given by (3.14). Since we assume FCFS service, at such a departure instant
no type i customers are present anymore that have arrived before the arrival epoch of
the tagged type i customer. This results in:

E
��

z(V1)
i

�LD(V1)
i · · ·

�
z(SN )

i

�LD(SN )
i

�
= E

�
e−λ

(PA)
i (1−z(PA)

i )PA,res−
∑

p∈PI
λ
(p)
i (1−z(p)i )p−λ

(Vi )
i (1−z

(Vi )
i )Vi,past

�
.

(3.16)
Equation (3.15) follows from the relation Wi+Bi = PA,res+

∑
p∈PI

p+Vi,past and substitution

of z(P)i = 1− ω

λ
(P)
i

for all P ∈ {V1, S1, . . . , VN , SN} in (3.16).
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REMARK 3.4.3. Theorem 3.4.2 only holds if λ(P)i > 0 for all i = 1, . . . , N , and P ∈
{V1, S1, . . . , VN , SN}. If λ(P)i = 0 for a certain i and P, we can still find an expression
for fWi(ω), but we might have to resort to some “tricks”. In Section 3.6, Example 2, we
show how the introduction of an extra (virtual) customer type can help to resolve this
problem.

REMARK 3.4.4. Under certain conditions a pseudo-conservation law, as discussed in Sub-
section 2.2.7, holds for a model with smart customers. More specifically, a required
restriction is that the Poisson process according to which work arrives in the system, has
a fixed arrival rate during all visit periods. We also require that the amounts of work
brought by an individual arrival are identically distributed for all visit periods. We men-
tion two typical cases where this requirement is satisfied. Firstly, the case when the arrival
rate at a given queue stays constant during different visit times, and secondly when the
total arrival rate remains constant during visit times and the service times are identically
distributed,

case 1: λ
(V1)
i = λ(V2)

i = . . .= λ(VN )
i =: λ(V )i , i = 1, . . . , N ,

case 2:
N∑

i=1

λ
(Vj)
i =: Λ(V ), and B1

d
= . . .

d
=BN , j = 1, . . . , N .

Note that Case 1 does allow for different arrival rates during switch-over times. More
details about the PCL for a polling model with smart customers can be found in [31].

3.5 Cycle times, visit times and intervisit times

In the previous sections we repeatedly needed the mean cycle time E[C] and the mean
visit times E[Vi], i = 1, . . . , N . In this section we study the LSTs of the cycle time dis-
tribution and visit time distributions, which can be used to obtain the mean and higher
moments. The LSTs of the distributions of the visit times Vi , i = 1, . . . , N , can easily be
determined for any branching-type service discipline, as shown in Subsection 2.2.4, using
the joint queue length distribution at the visit beginning of Q i (not taking subtypes into
account),

eVi(ω) =fLB
(Vi)(1, . . . , 1, eθi(ω), 1, . . . , 1). (3.17)

The LST of the cycle times C1, for i = 1, . . . , N , is also determined as in Subsection 2.2.4.
A slight adaptation is required to accommodate varying arrival rates.

ψ(VN )(ω) =ω,

ψ(Vi)(ω) =ω+
N∑

k=i+1

λ
(Vi)
k

�
1− eθk(ψ

(Vk)(ω))
�

, i = N − 1, . . . , 1,

ψ(SN )(ω) =ω,

ψ(Si)(ω) =ω+
N∑

k=i+1

λ
(Si)
k

�
1− eθk(ψ

(Vk)(ω))
�

, i = N − 1, . . . , 1.



3.5 CYCLE TIMES, VISIT TIMES AND INTERVISIT TIMES 57

The LST of the distribution of the cycle time C1 is

eC1(ω) =fLB
(V1) �eθ1(ψ

(V1)(ω)), . . . , eθN (ψ
(VN )(ω))

� N∏
i=1

eSi

�
ψ(Si)(ω)

�
. (3.18)

The LST of the distribution of the intervisit time I1 can be found in a similar way,

eI1(ω) =fLB
(S1) �1, eθ2(ψ

(V2)(ω)), . . . , eθN (ψ
(VN )(ω))

� N∏
i=1

eSi

�
ψ(Si)(ω)

�
. (3.19)

Following the steps in Subsection 2.2.4 and adapting them to the model under consid-
eration in the present chapter, we now give shorter expressions that apply to exhaustive
and gated service only. If Q i receives exhaustive service, we have

eC∗i (ω) = fVB
(Si)
i

�
1, . . . , 1,fBPi(ω)−

ω

λ
(V1)
i

, . . . ,fBPi(ω)−
ω

λ
(SN )
i

, 1, . . . , 1
�
, (3.20)

eIi(ω) = fVB
(Si)
i

�
1, . . . , 1, 1− ω

λ
(V1)
i

, . . . , 1− ω

λ
(SN )
i

, 1, . . . , 1
�
, (3.21)

provided that λ(P)i 6= 0 for all P ∈ {V1, S1, . . . , VN , SN}. In the right hand sides of (3.20)

and (3.21), the components z(P)j with j 6= i are 1.
If Q i receives gated service, the LST of the distribution of the cycle time Ci , and the

LST of the distribution of the intervisit time Ii , are given by

eCi(ω) = fVB
(Vi)
i

�
1, . . . , 1, 1− ω

λ
(V1)
i

, . . . , 1− ω

λ
(SN )
i

, 1, . . . , 1
�
, (3.22)

eIi(ω) = fVB
(Vi)
i

�
1, . . . , 1, 1, 1− ω

λ
(V1)
i

, . . . , 1− ω

λ
(Si−1)
i

, 1, 1− ω

λ
(Si)
i

, . . . , 1− ω

λ
(SN )
i

, 1, . . . , 1
�
,

(3.23)

again provided that λ(P)i 6= 0 for all P ∈ {V1, S1, . . . , VN , SN}. Note that z(Vi)
i = 1 in (3.23).

The proofs that Equations (3.20)–(3.23) are indeed correct, are similar to the proofs in
Subsection 2.2.4. For example, for exhaustive service in Q i we have

fVB
(Si)
i

�
1, . . . , 1, z(V1)

i , . . . , z(SN )
i , 1, . . . , 1

�
= E

�
e−λ

(Si )
i (1−z

(Si )
i )Si−···−λ(Si+N−1)

i (1−z
(Si+N−1)
i )Si+N−1

�
,

(3.24)
and

eC∗i (ω) = E

e
−λ(Si )

i

 
1−
�fBPi(ω)− ω

λ
(Si )
i

�!
Si−···−λ(Si+N−1)

i

 
1−
�fBPi(ω)− ω

λ
(Si+N−1)
i

�!
Si+N−1


 ,

for i = 1, . . . , N . Differentiation of the LSTs of Ci and C∗i for i = 1, . . . , N , shows that, just
like in polling models with constant arrival rates, the mean cycle time does not depend
on the starting point of the cycle, i.e. E[Ci] = E[C∗i ] = E[C]. The mean cycle time
E[C] and mean visit times E[Vi] can be obtained by differentiating the corresponding
LSTs. A more efficient way to find mean cycle times, intervisit times and waiting times is
Mean Value Analysis for polling systems, developed in [223]. The standard MVA can be
adapted to the model with smart customers. For more details we refer to [31], which is
the paper this chapter is based on.
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3.6 Numerical examples

3.6.1 Example 1: smart customers

In the first numerical example we study a polling system where arriving customers choose
which queue they join, based on the current position of the server. In [39, 45] a fully
symmetric case is studied with gated service, and it is proven that the mean sojourn time
of customers is minimised if customers join the queue that is being served directly after
the queue that is currently being served. Although the exhaustive case is not studied, it
is intuitively clear that in this situation smart customers join the queue that is currently
being served. Or, in case an arrival takes place during a switch-over time, join the next
queue that is visited. In this example, we study this situation in more detail by adding
an extra parameter that can be varied. The polling model is fully symmetric, except for
the generic service time of customers in Q1, which is varied. The practical interpreta-
tion is the following: as in the previously described examples, customers arrive with a
fixed arrival intensity, say Λ, and choose which queue they join. This does not affect
their service time, except when they choose Q1. In this case the service time has a dif-
ferent distribution. To illustrate the dynamics of this system, we choose the following
setting. The system consists of three queues with exhaustive service. The switch-over
times are all exponentially distributed with mean 1. The service times are also expo-
nentially distributed with E[B2] = E[B3] = 1, and E[B1] is varied between 0 and 2.
Arriving customers choose one queue which they want to join. There is no randomness
involved in the selection, which is only based on the location of the server at their arrival
epochs. We intend to find the optimal queue for customers to join. In terms of the model

parameters: we seek to find values for λ
(Vj)
i and λ

(S j)
i , i, j = 1,2, 3, that minimise the

mean sojourn time of an arbitrary customer, under the restriction that for each value of

j, exactly one λ
(Vj)
i and exactly one λ

(S j)
i is equal to Λ, and all the other values are 0. A

valid combination of these arrival intensities is called a strategy, and we introduce the
short notation for a strategy by the indices of the queues that are joined in respectively
(V1, S1, V2, S2, V3, S3). E.g., for the fully symmetric case, with E[B1] = 1, it is intuitively
clear that the optimal strategy is to join Q i , if the arrival takes place during Vi , and to
join Q i+1 if the arrival takes place during Si . This strategy is denoted by (1,2, 2,3, 3,1),
and corresponds to λ(V1)

1 = λ(V2)
2 = λ(V3)

3 = Λ, and λ(S1)
2 = λ(S2)

3 = λ(S3)
1 = Λ. The other

arrival intensities are 0. As stated before, we vary E[B1] between 0 and 2, and focus on
the overall mean sojourn time E[T] =

∑N
i=1λiE[Ti]/Λ. It is clear that making E[B1]

smaller, makes it more attractive to join Q1 (even if another queue is served), whereas
making E[B1] larger, makes it less attractive to join Q1. In order to obtain numerical re-
sults, we choose the (arbitrary) value Λ = 3

5
. It turns out that as much as seven different

strategies can be optimal, depending on the value of E[B1]. We refer to these strategies
as I through VII, listed in Table 3.1, along with their region of optimality. For each of
these strategies, the mean sojourn time E[T] of an arbitrary customer is plotted versus
E[B1] in Figure 3.2.

As expected, Q1 is most popular if E[B1] is very small. In particular, for very small
values of E[B1], customers always join this queue (Strategy I). As E[B1] becomes larger,
Q2 and later also Q3 are chosen in more and more situations (Strategies II–V). Strategy V,
which is optimal if the system is (nearly) symmetric, is the one where customers join the
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Strategy Queue to join during Region of optimality
V1 S1 V2 S2 V3 S3

I 1 1 X 1 X 1 0.00≤ E[B1]≤ 0.41
II 1 2 1 1 X 1 0.41≤ E[B1]≤ 0.66
III 1 2 2 1 X 1 0.66≤ E[B1]≤ 0.73
IV 1 2 2 3 1 1 0.73≤ E[B1]≤ 0.84
V 1 2 2 3 3 1 0.84≤ E[B1]≤ 1.10
VI 2 2 2 3 3 1 1.10≤ E[B1]≤ 1.16
VII X 2 2 3 3 2 1.16≤ E[B1]

TABLE 3.1: The seven smartest strategies in Example 1 that minimise the mean waiting
time of an arbitrary customer who can choose the queue in which he wants to be served.
An ‘X’ means that the length of the corresponding visit time equals 0 because customers
never join this queue.

E[B1]

E[T]

I II III IV V

VI

VII

0.0 0.5 1.0 1.5

2.0

2.5

3.0

3.5

4.0

4.5

5.0

FIGURE 3.2: The mean sojourn time E[T] of an arbitrary customer for the seven smartest
strategies in Example 1, against the mean service time in Q1. The thick lines indicate the
regions where the strategies are optimal.

queue that is being served, or is going to be served next if the arrival takes place during
a switch-over time. Strategy VI, which is optimal in only a very small range of values of
E[B1], states that customers only join Q1 during the switch-over time S3. Strategy VII, in
which customers never join Q1, is optimal for large values of E[B1]. The ergodicity con-
straint, considering all parameters are fixed except for E[B1], for the different strategies
is also interesting to mention. For strategies I-V, the necessary and sufficient condition for
stability is E[B1] <

5
3
. Strategies VI and VII always result in a stable system, regardless

of E[B1]. For illustration purposes, we show how to compute the stability condition for
Strategy V. As indicated in Subsection 3.3.1, the stability condition requires computation
of the eigenvalues of the matrix R− IN , where IN is the N × N identity matrix, and R is
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an N × N matrix containing elements ρi j := λ
(Vj)
i E[Bi]. For Strategy V, we find

R− I3 =



ΛE[B1]− 1 0 0

0 Λ− 1 0
0 0 Λ− 1


 .

The eigenvalues of this matrix are ΛE[B1]−1,Λ−1, and again Λ−1. The stability condi-
tion in this situation states that the largest (and, hence, all) of these eigenvalues should
be negative. This means that E[B1]< 1/Λ is a sufficient and necessary condition for sta-
bility of this system, given that Λ < 1. The stability conditions of the other strategies are
computed similarly, but all rows and columns corresponding to visit times that are zero
should be deleted from the matrix R− I3 (cf. [44]). For Strategies VI and VII this implies
that the first row and the first column should be deleted. Since the first row is the only
row which contains E[B1], these strategies always result in a stable system. Note that
the arrival rates during switch-over times do not play a role in the stability condition.

It is also interesting to discuss what stupid customers would do in this system. Stupid
customers choose the worst possible strategy, in order to maximise the overall mean
sojourn time. We do not go into details and do not mention exactly which strategy
is worst for each value of E[B1], but we pick out some interesting cases. Obviously,
when E[B1] = 0, the worst possible thing to do is never to join Q1. The worst strategy
in this case is (X , 3, 3, 2, 2, 3), where X means that no choice is required because the
corresponding visit time has length 0, due to the fact that customers never join this
queue. This strategy leads to an overall mean sojourn time of 7.48. As E[B1] grows
larger, Q1 gradually will be chosen more frequently. In the symmetric case, E[B1] = 1,
customers arriving during Vi choose Q i−1, and customers arriving during Si choose Q i ,
resulting in a mean sojourn time of 8.5. For large E[B1], the worst possible strategy
might be a bit surprising. It is not simply to always join Q1, but it is (1,1, 1,2, 1,3).
During visit periods, customers always join Q1, but during Si customers join Q i . For
E[B1] ↑ 5

3
, this strategy results in the highest mean sojourn time of an arbitrary customer.

For the situation E[B1] ≥ 5
3
, there are many strategies for which the system becomes

unstable and sojourn times become infinite. The worst possible strategy for E[B1] ≥ 5
3

that still results in a stable system, is (3,1, X , 1, 1, 1).

3.6.2 Example 2: no arrivals during a specific period

In this example we illustrate how to deal with polling models with arrival rates being zero
during certain periods. The problem arises when determining the LST of the waiting time
distribution (3.15) and can only be circumvented by a work-around, which is explained
using a simple example. The polling model in this example contains two queues which
are served exhaustively. All switch-over times and all service times are exponentially
distributed with parameter 1. All arrival rates are 1

2
, except for the arrival rate of type 1

customers arriving during the service of type 2 customers: λ(V2)
1 = 0. This brings along

some complications. First of all, (3.20) cannot be used to determine the cycle time LST.
This is no real problem, because (3.18) can be used instead. Because of λ(V2)

1 being zero,
we should use (3.11) instead of (3.4) for type 1(V2) customers to determine the PGF of
the steady-state queue length distribution of Q1. Again, this is no real problem but just
something to be careful about. Determining the waiting time LST for type 1 customers
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does raise some issues, though. The (generalisation of the) distributional form of Little’s
law, given by (3.15), uses the joint distribution of customers left behind by a departing
type i customer to determine his time spent in the system. As can be seen in the proof
of Theorem 3.4.2, this technique requires that type i customers may arrive during each
period within a cycle. In our model this is not the case, because no type 1 customers
arrive during V2. This implies that the number of customers left behind by a departing
type 1 customer, does not give any information about the waiting time of type 1 customers
(more specifically, of those that arrived during S1), because a departing type 1 customer
does not leave behind any customers (of any type) that have arrived during V2.

A work-around for this problem, is to introduce an extra queue, QX , with type X
customers that have no service requirement (BX = 0), and λ(V2)

X > 0. Customers in this
queue are served exhaustively somewhere between the end of V1 and the beginning of V2,
because type X (V2) customers have to be present at departure epochs of type 1 customers.
In our approach, we choose to treat QX as a regular queue between Q1 and Q2 with no
switch-over time from QX to Q2 because this gives us a “normal”, three-queue polling
system. A graphical illustration of one cycle in this polling system is given in Figure 3.3.

V1 S1 VX SX V2 S2

0

FIGURE 3.3: One cycle in the polling model of Example 2. The lengths of VX and SX are
0.

Determining the waiting time LST of type 1 customers, requires a careful application
of the distributional form of Little’s law to the various customer subtypes in Equation
(3.14). For convenience, we introduce the following two vectors, where the elements
correspond to customer subtypes (1(V1), . . . , 1(S2), X (V1), . . . , X (S2), 2(V1), . . . , 2(S2))

ω1 = (1−
ω

λ
(V1)
1

, 1− ω

λ
(S1)
1

, 1, 1− ω

λ
(S2)
1

, 1, 1, 1, 1, 1, 1, 1, 1),

ω∗
1 = (1−

ω

λ
(V1)
1

, 1− ω

λ
(S1)
1

, 1, 1− ω

λ
(S2)
1

, 1, 1, 1− ω

λ
(V2)
X

, 1, 1, 1, 1, 1),

the difference being in the element corresponding to the type X customers that arrive
during V2. Note that we do not introduce customer subtypes that arrive during VX or SX ,
because the lengths of these periods are 0. The LST of the waiting time distribution of
type 1 customers is given by

fW1(ω) =
1

eB1(ω)

λ

λ1

�
eM (V1)

1 (ω1) + eM (S1)
1 (ω∗

1) + eM (V2)
1 (ω1) + eM (S2)

1 (ω1)
�

.

The interpretation is that we use the type X (V2) customers left behind by a departing 1(S1)

customer to determine the length of V2, which is part of the total waiting time of a type
1(S1) customer. The other type 1 customers arrive after the visit to Q2 and can be handled
in the regular way. The numerical results of this example are shown in Table 3.2.
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Queue 1 Queue 2
Mean queue length at arrival epochs 1.750 3.375
Mean queue length at departure epochs 1.750 3.375
Mean queue length at arbitrary epochs 1.188 3.375
Mean waiting time 3.750 5.750
Standard deviation waiting time 5.093 6.280

TABLE 3.2: Numerical results for the polling model discussed in Example 2.

We can modify (3.20) and (3.21) accordingly to obtain the LSTs of the cycle time
distribution C∗1 , starting at a visit ending to Q1, and the intervisit time distribution I1:

eC∗1(ω) =
fVB
(S1)
1

�fBP1(ω)−
ω

λ
(V1)
1

,fBP1(ω)−
ω

λ
(S1)
1

, 1,fBP1(ω)−
ω

λ
(S2)
1

, 1, 1, 1− ω

λ
(V2)
X

, 1, . . . , 1
�
,

eI1(ω) = fVB
(S1)
1

�
ω∗

1

�
.



4
RENEGING AT POLLING INSTANTS

4.1 Introduction

In this chapter we introduce customer impatience in polling models. When waiting times
become too large, the impatience grows and customers might decide to leave the queue
and possibly return another time. This phenomenon, which occurs in many real-life sit-
uations, is referred to in the queueing literature as reneging. Alternatively, the terms
abandonment or impatience are used. The first paper on the subject of abandonment due
to impatience, has been written by Palm [168] who studies annoyance of customers in
telecommunications. In [168], as in most of the literature on reneging, impatience is
modelled as a timer that starts running at the moment that a customer joins the queue.
When this timer reaches a certain (usually random) value while the customer is still wait-
ing in the queue, he abandons the system immediately. The system studied in [168] is
an M/M/n queue with exponentially distributed customer patience, which is used fre-
quently to model call centres, and is referred to as the Erlang-A (M/M/n+M) queueing
system. This model, and generalisations to other patience distributions, are studied in
more detail by, e.g., Riordan [172], Haugen and Skogan [116], Baccelli and Hebuterne
[13], and Boxma and De Waal [41]. The vast majority of papers on reneging focusses
on the application to call centres, studying the loss probability and comparing different
staffing rules. See [131, 149, 231] for some recent developments in reneging in queueing
models for call centres. In the application area of computer systems, processor sharing
is an important discipline and reneging has been studied in this context as well. Assaf
and Haviv [12] consider a model where customers may decide to abandon the system,
depending on the number of customers that are in service simultaneously. Gromoll et
al. [111] consider an overloaded processor sharing queue with impatient customers, and
find a scaling procedure that makes the model analytically tractable.

One common aspect of all models considered in the aforementioned literature, is
that customers grow impatient because the service of all of the customers in front of
them lasts too long. In polling models customers do not just have to wait for other
customers queueing in front of them, but possibly also for the return of the server to
their own queue. Hence, customer impatience might be increased by the absence of
the server at the queue of arrival. This kind of behaviour has been studied in single-
queue systems by Altman and Yechiali [10], who discuss M/G/1 and M/M/c queues
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with server vacations, and customers growing impatient while the server is away. Zhang
et al. [232] study a similar system, but with an M/M/1/N queue. Their model also
includes balking, which means that customers may decide not to enter the system at all,
depending on the number of customers present in the queue. Madan [147] studies a
system where server vacations may start at arbitrary moments, even when customers are
being served or when the system is idle. Whenever a vacation starts, a random number
of customers abandons the system immediately. The fact that more than one customer
can leave the system at the same time, and only at specified moments (in this case the
beginning of a vacation) makes this model quite different from most of the other papers
dealing with customer impatience. We refer to this kind of abandonment as synchronised
reneging, a term that is introduced by Adan et al. [1], who consider a model where each
customer has the same probability of abandoning the system at synchronised reneging
epochs. They consider a queueing system with server vacations that start as soon as
the queue becomes empty, distinguishing between two cases. In the first case, which is
called the Unique Abandonment Epoch (UAE) model, customers leave the queue at visit
beginnings only. In the second case, referred to as the Multiple Abandonment Epochs
(MAE) model, impatient customers also abandon at (randomly) specified, synchronised
moments during the server vacation.

In this chapter we study synchronised reneging in polling systems, with abandon-
ments taking place at visit beginnings and endings. Basically, this means that we extend
the UAE model of [1] to systems with multiple queues, thereby increasing the number
of synchronised reneging epochs. The higher frequency of abandonment epochs signifi-
cantly increases the complexity of the analysis. Although the reneging policy considered
in the current chapter is based on [1], the analysis is different. It is based on techniques
developed in the previous chapter, to find waiting time and queue length distributions
in polling systems with varying arrival rates. In the present chapter we use and extend
these techniques, so they can be applied to a polling model with synchronised reneging.
This makes it possible to extend the results of [1] in three new directions. Firstly, this
allows us to study systems with multiple queues. Secondly, we can consider other service
disciplines than exhaustive service, like gated service. The third new contribution of the
present chapter is that we can compute other relevant performance measures as well, like
the distributions of the cycle times and the waiting times. These extensions provide the
main motivation to study this model, which is one of the first attempts to introduce reneg-
ing in polling systems. The only related work is by Vishnevsky and Semenova [212] who
study a two-queue polling system with exponential service times and exhaustive service,
with the more conventional timer to model the patience of the customer. They illustrate
how the Power-series algorithm can be used to find the equilibrium state probabilities,
but no explicit performance measures are computed.

The structure of the present chapter is as follows. In the next section we describe
the model and the notation in more detail. In Section 4.3 we introduce an alternative
model with smart customers that is used to determine the cycle time and waiting time
of served customers in the original model. The stability condition is also presented in
this section. The marginal queue length distributions are studied in Section 4.4, because
this requires a different approach. Section 4.5 discusses a special case of the model
under consideration, a polling system with only one queue and exhaustive service. This
queueing system with server vacations, has been studied in [1]. We show that the queue
length PGF obtained in Section 4.4 agrees with their result, and we mention some further



4.2 MODEL DESCRIPTION AND NOTATION 65

results that have not been discussed in [1], like the cycle time and sojourn times of all
customers, which reduce to elegant expressions when the system consists of only one
queue. The last section discusses two numerical examples to illustrate typical features of
a polling model with synchronised reneging at polling instants.

4.2 Model description and notation

The model discussed in the present chapter is different from polling models in the existing
literature because customers grow impatient and may decide to leave the waiting line
before actually being served. This is called reneging. The moments at which customers
are allowed to leave the system, are only those moments when a new visit or switch-over
time starts. For this reason, we refer to this model as a polling model with synchronised
reneging at polling instants. Now we give a more formal description. A cycle consists
of the periods V1, S1, . . . , VN , SN . Now let P ∈ {V1, S1, . . . , VN , SN}. At the moment that
P starts, each customer waiting in Q i immediately leaves the system with probability
p(P)i , i = 1, . . . , N . We denote the probability that a customer stays by q(P)i = 1− p(P)i .
The difficulty in the analysis of this model, is that customers in a certain queue may
leave the system at more than just one occasion. We use different ways to circumvent
this problem in order to find the performance measures of interest. An important part
in the analysis is the fact that we artificially split each visit time and switch-over time
into two parts, a and b. Visit time Vi is split into Via and Vi b. We consider Via as the
subperiod in which all the customers abandon the system, right before the start of the
actual service of the type i customers, which takes place during Vi b. So during Via, first
each type 1 customer abandons the system with probability p(Vi)

1 , followed by the type 2
customers, and so on, until the reneging of the type N customers. This requires no time,
so E[Via] = 0. During Vi b the service of the type i customers that remain in the system
takes place, so E[Vi b] = E[Vi]. Similarly, the switch-over time Si is also split into Sia
and Si b, with E[Sia] = 0, and E[Si b] = E[Si]. During Sia the reneging of the customers
that abandon the system before the beginning of Si takes place. We need this way of
looking at the system, because the queue lengths at the beginning of Via are different
from the queue lengths at the beginning of Vi b (and the same holds for the switch-over
times). In fact, one can regard Via, for i = 1, . . . , N , as separate visit periods during
which subsequently type 1, . . . , N customers are served with probability p(Vi)

1 , . . . , p(Vi)
N (or

probability p(Si)
1 , . . . , p(Si)

N for Sia), with all service times equal to 0.

4.3 Cycle times, (inter)visit times and waiting times

In the present section we study the LSTs of the cycle time distribution, visit time distri-
butions, and of the waiting time distribution of each customer type. The section ends
with a note on the stability condition of the model. The waiting time of a customer is
the time between the moment of arrival, and the moment that the customer is taken into
service. The waiting time is only determined for customers that have not prematurely
abandoned the system. The time that all, including reneging, customers spend in the
system, requires a different approach and is not discussed in detail. We only show in an
example in Section 4.5 how this can be done.
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In this section we introduce a different way of looking at the system. Obviously,
the length of a visit Vi is solely determined by those type i customers that have not
abandoned the system at any of the moments where this had been possible. A logical
consequence is that only customers that are eventually served, contribute to the cycle
time and determine whether the system is stable or not. This observation forms the basis
of the analysis in this section. If we remove reneging customers from the system and
focus on the remaining customers only, we can show that the system can be viewed as
a polling system where the arrival rates of the N customer types depend on the state of
the server, i.e., its location and whether it is serving or switching. This type of model
has been discussed in Chapter 3. The present section applies results from the previous
chapter to a polling model with reneging at polling instants.

We start by introducing the PGF of the joint queue length distribution at the begin-

ning of all subperiods, denoted by fLB
(P)
(z1, . . . , zN ), where P is one of the subperiods,

P ∈ {V1a, V1b, S1a, S1b, . . . , VNa, VN b, SNa, SN b}. The laws of motion for the model under
consideration are

fLB
(Vi b)(z) =fLB

(Via)�q(Vi)
1 z1 + p(Vi)

1 , . . . , q(Vi)
N zN + p(Vi)

N

�
, (4.1)

fLB
(Sia)(z) =fLB

(Vi b)�z1, . . . , zi−1, hi(z), zi+1, . . . , zN
�
, (4.2)

fLB
(Si b)(z) =fLB

(Sia)�q(Si)
1 z1 + p(Si)

1 , . . . , q(Si)
N zN + p(Si)

N

�
, (4.3)

fLB
(V(i+1)a)(z) =fLB

(Si b)(z)eSi
� N∑

j=1

λ j(1− z j)
�
, (4.4)

where we use the shorthand notation z for the vector (z1, . . . , zn). Just like in the previous
chapters, hi(z) is the PGF mentioned in the Branching Property and is defined in Subsec-
tion 2.2.3. We have seen before that the laws of motion lead to a recursive expression for
the joint queue length PGF at an arbitrary polling epoch. The recursive equation itself
can be used to compute the moments of this joint queue length distribution explicitly. For
now, we are more interested in a nice property of the Poisson arrival processes. During
the actual visit period Vi b, the type i customers that have not abandoned the system are
served. For the moment, assuming exhaustive service, we focus on the end of Vi , when
there are no type i customers present in the system. Then the PGF of the number of type i
customers present at the end of Si (which coincides with the beginning of Vi+1) is

fLB
(V(i+1)a)(1, . . . , 1, zi , 1, . . . , 1) = eSi

�
λi(1− zi)

�
.

Each of these customers abandons the system before the start of Vi+1 with probability
p(Vi+1)

i , so the PGF of the number of type i customers that are still in the system at the
beginning of Vi+1 is

fLB
(V(i+1)b)(1, . . . , 1, zi , 1, . . . , 1) =fLB

(V(i+1)a)(1, . . . , 1, q(Vi+1)
i zi + p(Vi+1)

i , 1, . . . , 1)

= eSi
�
λi(1− q(Vi+1)

i zi − p(Vi+1)
i )

�

= eSi
�
λiq

(Vi+1)
i (1− zi)

�
.

This short example illustrates that, as far as the joint queue lengths at polling epochs is
concerned, and only focussing on the customers that did not abandon the system prema-
turely, we can view the system as a polling model with Poisson arrivals, but with varying
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arrival rates (in the example, we have that the new arrival rate is λiq
(Vi+1)
i during Si). Just

before the start of Si+1 each type i customer in the system reneges with probability p(Si+1)
i .

This implies that a customer that arrived during Si is still in the system at the beginning
of Si+1 with probability q(Vi+1)

i q(Si+1)
i . Hence, the number of type i customers present at

the beginning of Si+1 is the same as in a polling system without reneging, but with arrival
rates q(Vi+1)

i q(Si+1)
i λi during Si , and q(Si+1)

i λi during Vi+1. This observation makes it pos-
sible to analyse the polling system with reneging by considering a dual system, without
reneging but with varying arrival rates as discussed in Chapter 3. For the remainder of
this section, we consider this dual system. Let λ(P)i denote the arrival intensity of type
i customers during period P ∈ {V1, S1, . . . , VN , SN}. In order to create a similar system
as the original polling system with reneging, we define these arrival intensities in the
following way:

λ
(Si−1)
i = λiq

(Vi)
i ,

λ
(Vi−1)
i = λiq

(Si−1)
i q(Vi)

i ,

λ
(Si−2)
i = λiq

(Vi−1)
i q(Si−1)

i q(Vi)
i ,

... (4.5)

λ
(Si−N )
i = λiq

(Vi)
i

N−1∏
j=1

q
(Vi− j)
i q

(Si− j)
i ,

λ
(Vi−N )
i =

(
λi

∏N
j=1 q

(Vi− j)
i q

(Si− j)
i , if Q i receives gated service,

λi , if Q i receives exhaustive service.

The only difference for gated service, compared to exhaustive service, is that type i cus-
tomers arriving during Vi have to wait until the next visit period of type i customers
before they are served. Thus, type i customers that arrive during Vi , abandon the system
before the start of Si with probability p(Si)

i , whereas for exhaustive service all of these
customers would be served during the visit period in which they arrive.

Cycle times and intervisit times

Now that we have formulated the system as a polling model with smart customers, we
can directly use Equations (3.18) and (3.19), with arrival rates as defined in (4.5), to
find the LSTs of the distributions of the cycle time and the intervisit times. The shorter
expressions (3.20)–(3.23), which are valid for exhaustive or gated service only, can be
used too.

Visit times

The length of the visit time is Vi = Via + Vi b = Vi b. Since Vi is not influenced by the
customers that have abandoned the system prematurely, eVi(ω) is given by (3.17), i.e.,
the LST of Vi in the alternative system with smart customers. Translated in terms of
fLB
(Vi b)(z), as defined implicitly in (4.1)–(4.4), Equation (3.17) becomes

eVi(ω) =fLB
(Vi b)(1, . . . , 1, eθi(ω), 1, . . . , 1). (4.6)
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Note thatfLB
(Vi)(z) in the alternative model with smart customers is not equal tofLB

(Vi b)(z)
in the original model with reneging, because in the model with reneging, there might
be customers present at other queues than Q i that abandon the system later before be-

ing served. However, the marginal queue length distributions are the same, fLB
(Vi)
i (z) =

fLB
(Vi b)
i (z).

Waiting time

The waiting time of customers in the dual system also has the same distribution as the
time that customers in the original system have to wait before being taken into service
(not taking the impatient customers into account). Note that the marginal queue length
distribution at departure epochs of customers that did not renege, is not the same as the
marginal queue length distribution at arbitrary epochs, because the arrival intensities
change during the cycle. The waiting time LST can be found using (3.15), which is a
generalisation of the distributional form of Little’s law that can be applied to the joint
queue length distribution of all subtypes of a type i customer at departure epochs from
Q i , defined in (3.14).

In the next section we study the queue lengths of all customers that enter the system,
including those that renege before the start of their service.

Stability condition

The stability condition of a polling model with reneging at polling instants, is the same
as in the model with smart customers, discussed in the present section. It is clear that
customers leaving the system without being served, do not contribute to the workload
of the server. The stability condition of a model with smart customers is discussed in
Section 3.3.

Proportion of customers served

In queueing models with reneging, the expected proportion of customers that do not
abandon the system prematurely, denoted by r, is an important quality measure of the
system. In some systems, this might be difficult to compute. In the model considered
in the present chapter, this quantity is relatively easily obtained. The probability that an
arbitrary customer is of type i, is obviously λi/Λ, where Λ =

∑N
j=1λ j . The fraction of

customers arriving during period P ∈ {V1, S1, . . . , VN , SN} is E[P]/E[C]. Conditioning on
the type of an arbitrary arriving customer, and the location of the server upon his arrival,
one can determine the probability that he will not abandon the system prematurely sim-
ilarly to determining the arrival intensities (4.5). Denote by ri the probability that an
arbitrary type i customer is eventually served. Then it is easily seen that

ri =
N∑

j=1



E[Vj]

E[C]
λ
(Vj)
i

λi
+
E[S j]

E[C]
λ
(S j)
i

λi


 , i = 1, . . . , N ,

r =
N∑

i=1

λi

Λ
ri .
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4.4 Queue length distributions

In the previous section, we divided each visit period and switch-over period into two
subperiods, part a where impatient customers decide to abandon the system, and part b,
where the server is actually serving (or switching in the case of a switch-over period). The
PGFs of the joint queue length distributions at the beginnings of all these subperiods are
given implicitly by (4.1)–(4.4). In the present section we show how the marginal queue
length distribution at an arbitrary epoch can be expressed in terms of these PGFs. We de-
note the marginal queue length of a type i customer by Li , i = 1, . . . , N . We use the same
approach as in Subsection 3.3.2 to determine the PGF of the distribution of Li , by condi-
tioning on the subperiod during which the queue is observed. The number of type i cus-
tomers at an arbitrary moment in subperiod P ∈ {V1a, V1b, S1a, S1b, . . . , VNa, VN b, SNa, SN b}
is denoted by L(P)i . By conditioning on P, we have

eLi(z) =
N∑

j=1

�
E[Vj]

E[C]
eL(Vj b)

i (z) +
E[S j]

E[C]
eL(S j b)

i (z)

�
, i = 1, . . . , N , (4.7)

where we used that E[Vja] = E[S ja] = 0, E[Vj b] = E[Vj], and E[S j b] = E[S j]. Compar-
ing (4.7) to (3.3), the only difference is that we ignore the zero-length intervals Vja and
S ja, for j = 1, . . . , N , and determine the queue lengths at arbitrary epochs during Vj b and
S j b. For the non-serving intervals for customers of type i, this results in

eL(Vj b)
i (z) =

fLB
(Vj b)
i (z)−fLB

(S ja)
i (z)

(1− z)
�
E[LB

(S ja)
i ]−E[LB

(Vj b)
i ]

� , i = 1, . . . , N ; j 6= i, (4.8)

eL(S j b)
i (z) =

fLB
(S j b)
i (z)−fLB

(V( j+1)a)
i (z)

(1− z)
�
E[LB

(V( j+1)a)
i ]−E[LB

(S j b)
i ]

� , i, j = 1, . . . , N , (4.9)

where LB
(Vj b)
i and LB

(S ja)
i are the number of type i customers at respectively a visit be-

ginning and completion at Q j . Their PGFs are given by fLB
(Vj b)(1, . . . , 1, z, 1, . . . , 1) and

fLB
(S ja)(1, . . . , 1, z, 1, . . . , 1), where z is the element at position i. Differentiation of these

PGFs and substituting z = 1 gives the mean values. Similarly, LB
(S j b)
i and LB

(V( j+1)a)
i are the

number of type i customers at respectively the beginning and ending of S j .
At an arbitrary epoch during the visit time of type i customers, Vi b, the PGF of the

queue length is

eL(Vi b)
i (z) =

1−λiE[Bi]
λiE[Bi]

z
�
1− eBi(λi(1− z))

�
eBi(λi(1− z))− z

×
fLB
(Sia)
i (z)−fLB

(Vi b)
i (z)

(1− z)
�
E[LB(Vi b)

i ]−E[LB(Sia)
i ]

� . (4.10)

This result can be found in the exact same way that (3.8) is established for a polling
model with smart customers.

Additional remarks

REMARK 4.4.1. After studying (4.10) more carefully, it can be seen that the Fuhrmann-
Cooper decomposition (see Subsection 2.2.6) does not hold for a polling model with
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synchronised reneging at polling instants. The first part in (4.10) still is the PGF of the
queue length of an M/G/1 queue at an arbitrary epoch during a busy period. However,
the last term can no longer be interpreted as the PGF of the distribution of the number
of type i customers at an arbitrary moment during the intervisit time Ii . For this reason,
the Fuhrmann-Cooper decomposition does not hold in a polling model with synchronised
reneging. The condition that has to be satisfied for the Fuhrmann-Cooper decomposition
to hold, is

∑
j 6=i

�
E[Vj]

E[C]
eL(Vj b)

i (z)

�
+

N∑
j=1

�
E[S j]

E[C]
eL(S j b)

i (z)

�
=
E[Ii]
E[C]

fLB
(Sia)
i (z)−fLB

(Vi b)
i (z)

(1− z)
�
E[LB(Vi b)

i ]−E[LB(Sia)
i ]

� ,

(4.11)
the left-hand side of (4.11) being E[Ii]

E[C]
eL(Ii)

i (z). However, substitution of (4.8) and (4.9)

in (4.11), and using (4.5), shows that Equation (4.11) is only true if q(P)i = 1 for all
P ∈ {V1, S1, . . . , VN , SN}, because only in that case all terms in the numerator, except for
fLB
(Sia)
i (z) and fLB

(Vi b)
i (z), cancel out.

REMARK 4.4.2. The marginal queue length distribution at an arbitrary epoch is given by
(4.7). It is noteworthy that, unlike in Subsection 4.3, we can use PASTA now because
we focus on all customers - including the impatient ones. This implies that the marginal
queue length distribution at arrival and departure epochs of type i customers is also given
by (4.7). It should be noted that, when studying the queue length at departure epochs,
we assume that reneging customers leave the system in order of arrival, even though
several of them might leave at the same reneging epoch. When looking at it this way, we
do not really have group departures, but consecutive departures that might take place
during an interval of zero length. Determining the LST of the sojourn time distribution of
type i customers, including those that abandon the system before being served, remains
difficult. One cannot use the distributional form of Little’s law, because there are multiple
occasions within a cycle during which a type i customer might leave the system. In this
monograph we do not show exactly how to compute the sojourn time distribution of an
arbitrary customer, because it requires a lot of bookkeeping. For each customer type,
one needs to keep track of when a customer entered the system, and at which point he
is going to leave the system. There are N customer types, entering the system during
2N subperiods, and leaving the system at 2N + 1 occasions (2N reneging moments plus
one visit period). This gives a maximum of 2(2N + 1)N2 customer subtypes, although
it depends on the service disciplines in the different queues, which of these subtypes
are actually needed. For all customer subtypes, the joint queue lengths at departure
moments have to be determined in order to find the sojourn time distributions. We only
show how this is done for a vacation model, in Section 4.5. Although not applicable in
its distributional form, Little’s law can still be used to determine the mean sojourn time
of a type i customer, E[Ti], for i = 1, . . . , N ,

E[Ti] = E[Li]/λi .

4.5 Vacation system with exhaustive service

This section discusses the special case N = 1 and exhaustive service in more detail.
The results obtained in the previous sections reduce to nice, compact expressions. When
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N = 1, there is only one queue being served, and the switch-over time between successive
visits is called a server vacation. This model is studied in Adan et al. [1], where it is
referred to as the Unique Abandonment Epoch (UAE) model. In [1] only the queue
length PGF is determined. The methods used in the present chapter also make it possible
to find the LSTs of the cycle time and the waiting time distribution. Although it is not
discussed explicitly in this section, of course it is also possible to analyse the vacation
system with gated service.

We use the same notation as in the rest of the thesis, which is slightly different
from common notation in vacation models. Since there is only one queue, the indices
i = 1, . . . , N are dropped. A vacation is the switch-over period S with LST eS(·), whereas
V denotes the visit period. The analysis in the present section is a slightly more ex-
tended version of the one in the previous sections, because we aim at finding the sojourn
time of an arbitrary customer, including those that renege, as well. This requires distin-
guishing not only between moments at which customers abandon the system, but also
between their arrival (sub)periods. Therefore, the cycle is divided into four subperiods:
Va, V (S)b , V (V )b and S. During Va the impatient customers abandon the system. All of these
customers have arrived during S. The remaining customers, that have also arrived during
S, are served during V (S)b . During V (V )b , all customers that have entered the system during

V (S)b , and newly arriving customers, are served until the system is empty. Since the sys-
tem is empty at the beginning of S, we do not split S into subperiods. Furthermore, we
use the notation p for the probability that a customer abandons the system before being
served, and q = 1− p. The astute reader has noticed that we distinguish between three
customer types. Type a customers are those that abandon the system during Va, type b(S)

customers are those that enter during the vacation S without abandoning the system,
type b(V ) customers enter during the visit period and are always served. The advantage
of considering both the arrival epoch and the departure epoch of each customer type, is
that it enables us to combine the techniques from Sections 4.3 and 4.4. The PGFs of the
joint queue length distributions, at the start of the four subperiods, are

fLB
(S)
(za, z(S)b , z(V )b ) = 1,

fLB
(Va)(za, z(S)b , z(V )b ) = eS

�
pλ(1− za) + qλ(1− z(S)b )

�
,

fLB
(V (S)b )(za, z(S)b , z(V )b ) = eS

�
qλ(1− z(S)b )

�
,

fLB
(V (V )b )
(za, z(S)b , z(V )b ) = eS

�
qλ(1− eB(λ(1− z(V )b )))

�
.

The LST of the cycle time C∗ follows from (3.20)

eC∗(ω) =fLB
(V (S)b )(1,fBP(ω)− ω

qλ
, 1) = eS�ω+ qλ(1−fBP(ω))

�
,

where we use that fLB
(V (S)b )(1, z(S)b , 1) is the PGF of the number of customers at the visit

beginning that did not renege. The mean cycle time and the mean visit time are

E[C] =
1− pρ

1−ρ E[S],

E[V ] =
qρ

1−ρE[S],
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where ρ = λE[B]. In [1], the PGF of the marginal queue length distribution is obtained
using similar techniques as in Section 4.4. In this section we use a different approach,
based on the joint queue length distribution at departure epochs, as described in Subsec-
tion 3.4.1. The PGF of the joint distribution of the queue lengths and state of the server
at departure epochs is denoted by eM (P)(za, z(S)b , z(V )b ). The state of the server is identified
by the subperiod P, which can be any of the three periods during which customers depart
from the system, Va, V (S)b and V (V )b .

eM (Va)(za, z(S)b , z(V )b ) =
1

λE[C]
1

za − 1

�
fLB
(Va)(za, z(S)b , z(V )b )−fLB

(V (S)b )(za, z(S)b , z(V )b )
�

,

eM (V (S)b )(za, z(S)b , z(V )b ) =
1

λE[C]
eB�λ(1− z(V )b )

�

z(S)b − eB
�
λ(1− z(V )b )

�

×
�
fLB
(V (S)b )(za, z(S)b , z(V )b )−fLB

(V (V )b )
(za, z(S)b , z(V )b )

�
,

eM (V (V )b )(za, z(S)b , z(V )b ) =
1

λE[C]
eB�λ(1− z(V )b )

�

z(V )b − eB�λ(1− z(V )b )
�
�
fLB
(V (V )b )
(za, z(S)b , z(V )b )− 1

�
.

The PGF of the joint queue length distribution at an arbitrary departure epoch is simply
the sum of these three PGFs. The PGF of the marginal queue length distribution at
departure epochs, fLD(z), is obtained by substituting za = z(S)b = z(V )b = z,

fLD(z) = eM (Va)(z, z, z) + eM (V (S)b )(z, z, z) + eM (V (V )b )(z, z, z). (4.12)

As noted before, we consider the departures during Va one by one, in order of arrival,
although they take place in a period of zero length. Because of this, we can use a simple
up-and-down crossing argument to argue that the marginal queue length distribution at
departure epochs is the same as at arrival epochs. Since we have Poisson arrivals with a
constant rate, we learn from PASTA that it is also the same as the marginal queue length
distribution at an arbitrary moment.

The sojourn time of an arbitrary customer in a polling model with synchronised reneg-
ing has not been discussed in this chapter because of the effort it takes to keep track of
all customers and their arrival and departure moments. For this vacation model, it is
not too complicated though. It requires applying the generalised distributional form of
Little’s law, as discussed in Theorem 3.4.2, to the joint queue length distribution at de-
parture epochs. In this model it is slightly more complicated than in the previous chapter,
because we also have to distinguish between multiple epochs at which customers aban-
don the system. The sojourn time of type a customers can be obtained by looking at the
number of type a customers that are left behind by a departing type a customer. The
sojourn time of a type b customer (i.e., a customer of type b(S) or b(V )) is determined by
looking at the type b(S) and b(V ) customers that are left behind. Each of these customer
types has its own arrival rate, which is used in the substitution of the distributional form
of Little’s law. This leads to the following LST of the distribution of the sojourn time T of
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an arbitrary customer,

eT(ω) = eM (Va)
�
1− ω

pλ
, 1, 1

�
+ eM (V (S)b )

�
1, 1− ω

qλ
, 1− ω

λ

�
+ eM (V (V )b )�1,1− ω

qλ
, 1− ω

λ

�

=
p(1−ρ)
1− pρ

1− eS(ω)
ωE[S] +

q(1−ρ)
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eS�ω�− eS�qλ(1− eB(ω))��
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eB(ω)

+
1−ρ

1− pρ

eS�qλ(1− eB(ω))�− 1�
λ(1− eB(ω))−ω�E[S]

eB(ω).

The waiting time of customers that did not renege the system, is obtained in the same
way, but without taking into account the type a customers. We now take the sum of
eM (V (S)b )(·) and eM (V (V )b )(·), and divide by qλE[S]+λE[V ]

λE[C] , which is the probability that an arbi-

trary departure is of a type b customer, and by eB(ω), to obtain the waiting time instead of
the sojourn time. This leads to the following LST of the waiting time of a type b customer,

fWb(ω) =
λE[C]

qλE[S] +λE[V ]
1
eB(ω)

×
�
eM (V (S)b )

�
1, 1− ω

qλ
, 1− ω

λ

�
+ eM (V (V )b )�1,1− ω

qλ
, 1− ω

λ

��

=
1

qE[S] +E[V ]

�
q
eS�ω�− eS�qλ(1− eB(ω))�

qλ(1− eB(ω))−ω +
eS�qλ(1− eB(ω))�− 1

λ(1− eB(ω))−ω

�
.

4.6 Numerical examples

4.6.1 Example 1: a vacation model with gated service

In [1], a vacation model with exhaustive service and reneging at the visit beginning is
studied. An interesting aspect, depicted in a numerical example, is that the mean queue
length, E[L], is not necessarily only decreasing when the probability of reneging, p(V ),
increases. When the vacation (or using polling terminology, the switch-over time) is suffi-
ciently large, there is a value of p(V ) for which E[L] has a minimum, and starts increasing
again for higher reneging probabilities. The interpretation is that for high values of p(V ),
the length of the visit period becomes relatively small compared to the vacation length,
and the overall mean queue length is primarily determined by the customers accumulat-
ing during the vacation. An interesting question is whether this effect can be influenced
by the service discipline. In the present example, we study a vacation model with gated
service. We only consider exponentially distributed vacations. Although the coefficient
of variation of the vacation length influences the mean queue length (the higher the vari-
ation, the higher the mean queue length), the effect of the reneging probability on the
mean queue length is hardly influenced. We compare a system having E[S] = 1 with
a system where E[S] = 10. In both systems we take λ = 1

2
and B is exponentially dis-

tributed with mean 1. In a vacation model with gated service, we have two moments
of abandonment: at the beginning of a visit period, and at the beginning of a vacation
period. Let p(V ) and p(S) be the probabilities that an arbitrary customer abandons the
system at these two moments. In Figure 4.1 we show how the mean queue length de-
pends on p(V ) and p(S). The first thing that we conclude from these pictures, is that in
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the system with E[S] = 1, the mean queue length always decreases as p(V ) is increased,
whereas the behaviour for E[S] = 10 may be non-monotonic, depending on the value of
p(S). After studying this effect in more detail for the more general model, with arbitrarily
distributed service and switch-over times, we found that the non-monotonic behaviour
appears only for

p(S) >
1

E[S]

�
1

λ
+E[Bres]

�
+

1

2
(1− cv2

S),

where cv2
S is the squared coefficient of variation of S. Since p(S) ≤ 1, the effect can only

appear in our example, with exponentially distributed service and switch-over times,
when E[S] > 3. This effect also takes place if the system has exhaustive service, as was
noted in one of the examples studied in [1]. If we have exhaustive instead of gated
service in our numerical example, the threshold would be E[S] > 4. The second obser-
vation, is that the influence of p(S) on E[L] becomes less and less as p(V ) is increasing.
In particular, when p(V ) = 1, all customers abandon the system at the beginning of the
visit period, which implies that the length of this visit period becomes 0 and a vacation
is started immediately. Hence, the mean queue length E[L] is simply the mean queue
length at an arbitrary time point during the vacation.
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(a) E[S] = 1
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FIGURE 4.1: Contours of the mean queue length in the vacation systemversus p(V ) and
p(S). In (a) the mean switch-over time is 1, in (b) it is 10.

4.6.2 Example 2: a polling model

In this example we study the impact of the reneging probabilities on the mean queue
lengths in a two-queue polling system. The service times of all customers, in both queues,
are exponentially distributed with mean 1. The arrival processes are Poisson with rates 1

10
for Q1 and 7

10
for Q2. We deliberately choose an imbalanced system to study differences

between a heavily and a lightly loaded queue. The switch-over times are also exponen-
tially distributed. We compare a system with small switch-over times, E[Si] = 1, with a
system having larger switch-over times, E[Si] = 10. Finally, two different combinations
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of reneging probabilities are taken:

Case 1: p
(Vj)
i = p

(S j)
i = pi , (4.13)

Case 2: p(Si)
i =

8

10
pi , p(Vi+1)

i =
6

10
pi , p(Si+1)

i =
4

10
pi , p(Vi)

i =
2

10
pi , (4.14)

for i, j = 1,2. In Case 1, the reneging probabilities per customer type are the same for
all reneging moments. In Case 2, which might be considered as more realistic, the prob-
abilities of reneging decrease as the epoch of being served comes nearer. The parameters
pi are varied, independently for i = 1,2, between 0 and 1. Furthermore, we study all
possible combinations of gated and exhaustive service for each queue. The results are
depicted in Figures 4.2 – 4.5, where the mean queue lengths E[L1] and E[L2] are plot-
ted against p1 and p2. As expected, Q2 dominates the behaviour of the system, because
of its heavy load compared to Q1. For this reason, results are omitted for Q1 receiving
exhaustive service, because they hardly deviate from the results where Q1 receives gated
service. A conclusion that can be drawn from a comparison between Figures 4.3 and 4.5,
is that the lengths of the switch-over times hardly influence the impact of p1 and p2 on
the mean queue lengths if the reneging probabilities are decreasing as in Case 2. For
constant reneging probabilities, as in Case 1, the behaviour of the mean queue lengths
changes when the mean switch-over times become larger. The non-monotonic behaviour
that is described in Example 1, is also visible in Figure 4.4. Higher values of p2 may result
in an increase in the mean number of customers in Q2, but also in Q1 if Q2 receives gated
service. Furthermore, it is interesting to observe in Figures 4.3 and 4.5 that in Case 2,
both p1 and p2 have a high impact on E[L1] and E[L2]. In contrast, for Case 1, the
influence of p1 and p2 varies per queue. E.g., Figures 4.2 and 4.4 illustrate that E[L2] is
mainly influenced by p2, whereas E[L1] is influenced by both parameters.
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Case 1: constant reneging probabilities, E[Si] = 1
Q1 gated Q2 exhaustive
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FIGURE 4.2: Mean queue lengths in the polling system in Case 1 of Example 2, versus p1
and p2. The reneging probabilities are constant, E[Si] = 1.

Case 2: decreasing reneging probabilities, E[Si] = 1
Q1 gated Q2 exhaustive
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FIGURE 4.3: Mean queue lengths in the polling system in Case 2 of Example 2, versus p1
and p2. The reneging probabilities are decreasing, E[Si] = 1.
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Case 1: constant reneging probabilities, E[Si] = 10
Q1 gated Q2 exhaustive
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FIGURE 4.4: Mean queue lengths in the polling system in Case 1 of Example 2, versus p1
and p2. The reneging probabilities are constant, E[Si] = 10.

Case 2: decreasing reneging probabilities, E[Si] = 10
Q1 gated Q2 exhaustive
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FIGURE 4.5: Mean queue lengths in the polling system in Case 2 of Example 2, versus p1
and p2. The reneging probabilities are decreasing, E[Si] = 10.
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INTRODUCTION TO PART II

In the second part of this monograph, we study system behaviour through the intro-
duction of customer priority levels. In Chapter 5 we study the impact of changing the
order in which customers are served based on these priority levels in a polling model
with exhaustive or gated service. For example, we illustrate the effect of giving higher
priority to customers with smaller service requirements. Chapter 6 discusses the impact
of using different service disciplines for customers with different priority levels. In the
model discussed in this chapter, high priority customers are served exhaustively, whereas
low priority customers receive gated service. This gives additional advantages to high
priority customers, who can cut in front of low priority customers, but we also illustrate
that under certain conditions this policy can be beneficial for both high and low priority
customers.
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5
MULTIPLE PRIORITY LEVELS

5.1 Introduction

There are three ways in which one can introduce prioritisation in a polling model. The
first type of priority is by changing the server routing such that certain queues are visited
more frequently than other queues [51, 186]. This type of prioritisation is quite common
in wireless network protocols. A second type of prioritisation is through differentiation
of the number of customers that are served during each visit to a queue. This type
of prioritisation is effectuated through the usage of different service disciplines. For
example, one can serve all customers in a queue before switching to the next queue
(exhaustive service), or one can limit the amount of customers that are served to, e.g.,
only those customers present at the arrival of the server at the queue (gated service).
Typically, this will have a negative impact on the waiting times of the customers in queues
that are not served exhaustively. The third way of introducing priorities is by changing
the order in which customers are served within a queue, which is the topic of the current
chapter. We study a polling model with N queues and Ki priority levels in Q i . The
exhaustive and gated service disciplines are studied.

Our motivation to study a polling model with priorities is that scheduling through the
introduction of priorities in a polling system can improve the performance of the system
significantly without having to purchase additional resources [219]. One way to reduce
the overall mean waiting times is by assigning highest priority to jobs with a service
requirement below a certain threshold. Priority polling models also can be used to study
traffic intersections where conflicting traffic flows face a green light simultaneously; e.g.
traffic which takes a left turn may have to give right of way to conflicting traffic that
moves straight on, even if the traffic light is green for both traffic flows. This is discussed
in more detail in Chapter 9. Another application is discussed in [58], where a priority
polling model is used to study scheduling of surgery procedures in medical emergency
rooms.

Although there is an extensive amount of literature available on polling systems, very
few papers treat priorities in polling models. Most of these papers only provide approx-
imations or focus on pseudo-conservation laws [92, 181]. Wierman et al. [219] have
obtained exact mean waiting time results using the Mean Value Analysis (MVA) frame-
work for polling systems, developed in [223]. The MVA framework can only be used to
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find the first moment of the waiting time distribution for each customer type, and the
mean residual cycle time. The main contribution of the present chapter is the derivation
of the LSTs and PGFs of the distributions of the queue lengths and waiting times for all
customer types.

This chapter is structured as follows. In the next section we describe the model
and introduce the required notation. In Section 5.3 we study the joint queue length
distribution of all customers, and all priority levels, at visit beginnings and completions.
In Section 5.4 we find expressions for the LSTs of the waiting time distributions, and the
PGFs of the queue length distributions. The last section of this chapter discusses several
numerical examples.

5.2 Model description and notation

We study a polling system with N queues. The service discipline of each queue is either
gated, or exhaustive. Each queue contains customers that can be divided into one or more
priority classes. Let Ki be the total number of priority levels in Q i . Customers of level
1 receive highest priority, customers of level Ki receive lowest priority. Customers in Q i
of priority level k, k = 1, . . . , Ki , arrive according to a Poisson process with intensity λik,
and have a service requirement Bik. When visit period Vi starts, first all type i1 customers
that are eligible for service (according to the service discipline in Q i) are served, then
the type i2 customers, and so on, until the type iKi customers have been served. It
is important to realise that changing the order in which the customers in a queue are
served, has no impact on the length of the visit period. Consequently, the cycle time
distributions can also be determined ignoring the priority levels. If we consider the total
number of customers in each queue at polling epochs, ignoring the fact that they will be
served according to their priority levels instead of ordinary First-Come-First-Served, all
the results from Subsections 2.2.3 and 2.2.4 still hold. In this situation the system should
be regarded as a polling system with N queues where customers in Q i arrive according
to a Poisson process with intensity λi :=

∑Ki
k=1λik and have service requirement Bi with

LST eBi(ω) =
∑Ki

k=1
λik

λi

eBik(ω).

5.3 Joint queue length distribution at polling epochs

In this section we study the joint queue length distribution at visit beginnings and end-
ings. For a non-priority polling system with branching-type service disciplines, the PGF of
the joint queue length distribution at the beginning of a visit to Q1 is given by (2.7). Equa-
tions (2.2)–(2.5) can be used to find the PGFs of the joint queue length distributions at
the visit beginnings at any other queue. The introduction of multiple priority levels to this
polling system only affects the queue length of a queue that is being served, but it does
not affect the queue lengths at polling epochs. Because we have Poisson arrivals, a type i
customer that is waiting at the beginning of a visit to Q i has priority level k with proba-
bility λik/λi . Introducing the shorthand notation zprio = (z11, . . . , z1K1

, . . . , zN1, . . . , zNKN
),

we can express the PGF of the joint queue length distribution in the polling system with

priorities, fLB
(Vi)
prio(zprio), in terms of the PGF of the joint queue length distribution in the

polling system without priorities, fLB
(Vi)(z).
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THEOREM 5.3.1.

fLB
(Vi)
prio(zprio) =fLB

(Vi)

 
1

λ1

K1∑
k=1

λ1kz1k, . . . ,
1

λN

KN∑
k=1

λNkzNk

!
. (5.1)

PROOF. Let X i jk be the number of customers with priority level k present in Q j at the

beginning of a visit to Q i for i, j = 1, . . . , N . Let X i j =
∑K j

k=1 X i jk. Since the type j
customers with priority k are exactly those customers that arrived since the previous
visit beginning (for gated service; for exhaustive: visit ending) at Q j , we know that for
i, j = 1, . . . , N

P
�
X i j1 = n1, X i j2 = n2, . . . , X i jK j

= nK j
|X i j = n

�

=
n!

n1! · · ·nK j
!

�
λ j1

λ j

�n1

· · ·
�
λ jK j

λ j

�nKj

,

under the condition
∑K j

k=1 nk = n. Hence, for i, j = 1, . . . , N ,

E
�

z
X i j1

j1 · · · z
X i jK j

jK j
|X i j = n

�

=
∞∑

n1=0

· · ·
∞∑

nKj
=0

zn1
j1 · · · z

nKj

jK j
P
�

X i j1 = n1, X i j2 = n2, . . . , X i jK j
= nK j

|X i j = n
�

=
∑

n1, . . . , nK j

n1 + · · ·+ nK j
= n

n!

n1! · · ·nK j
!

�
λ j1

λ j
z j1

�n1

· · ·
�
λ jK j

λ j
z jK j

�nKj

=




K j∑
k=1

λ jk

λ j
z jk




n

.

Finally,

fLB
(Vi)
prio(zprio) =

∞∑
n1=0

· · ·
∞∑

nN=0

N∏
j=1




K j∑
k=1

λ jk

λ j
z jk




n j

P
�

X i1 = n1, . . . , X iN = nN
�

=fLB
(Vi)

 
1

λ1

K1∑
k=1

λ1kz1k, . . . ,
1

λN

KN∑
k=1

λNkzNk

!
, i = 1, . . . , N .

5.4 Marginal queue lengths and waiting times

Before analysing the queue lengths and waiting times, we recall that the cycle time does
not depend on the order of service within each queue. Hence, if we define λi :=

∑Ki
k=1λik

and eBi(ω) :=
∑Ki

k=1
λik

λi

eBik(ω), for i = 1, . . . , N , all equations in Subsection 2.2.4 for the
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LSTs of Ci , C∗i , and the intervisit times Ii are still valid. In the present section we derive
the PGFs of the marginal queue length distributions and the LSTs of the waiting time
distributions. In a polling model with priorities, queues with exhaustive service require
a completely different approach than queues with gated service. Therefore we discuss
these two cases separately, starting with gated service.

5.4.1 Gated service

We focus on a particular queue with gated service, say Q i . We determine the LST of the
waiting time distribution for a type i customer with priority level k, from now on called a
“type ik customer”, using the fact that this customer will not be served until the next cycle
(starting at a visit beginning to Q i). The time from the start of the cycle until the arrival of
this customer will be called “past cycle time”, denoted by Ci,past. The residual cycle time
will be denoted by Ci,res. The waiting time of a type ik customer is composed of Ci,res,
plus the service times of all higher priority customers that arrived during Ci,past + Ci,res,
plus the service times of all type ik customers that have arrived during Ci,past. Let LiH(T )
be the number of higher priority customers that have arrived in Q i during time interval
T , and equivalently define Lik(T ) for the type ik customers. The arrival process of higher
priority customers is a Poisson process with intensity λiH :=

∑k−1
j=1 λi j . This intensity

equals 0 if k = 1, which corresponds to the highest priority customers in Q i . The service
time distribution of these higher priority customers is denoted by BiH (suppressing k for
notational reasons), with LST eBiH(ω) :=

∑k−1
j=1

λi j

λiH

eBi j(ω).

THEOREM 5.4.1. The LST of the waiting time distribution of a type ik customer in a polling
system with Q i being served according to the gated discipline, is

fWik(ω) =
eCi
�
λiH(1− eBiH(ω)) +λik(1− eBik(ω))

�− eCi
�
ω+λiH(1− eBiH(ω))

�
�
ω−λik(1− eBik(ω))

�
E[C]

.

PROOF.

fWik(ω) =E


exp

�−ω(Ci,res +
LiH (Ci,past+Ci,res)∑

j=1

BiH, j +
Lik(Ci,past)∑

j=1

Bik, j)
�



=

∫ ∞

t=0

∫ ∞

u=0

∞∑
m=0

∞∑
n=0

E

exp

�−ω(u+
m∑

j=1

BiH, j +
n∑

j=1

Bik, j)
�



× P�LiH(Ci,past + Ci,res) = m, Lik(Ci,past) = n
�

dP
�

Ci,past < t, Ci,res < u
�

=

∫ ∞

t=0

∫ ∞

u=0

exp(−ωu)
∞∑

m=0

∞∑
n=0

E

exp(−ω

m∑
j=1

BiH, j)


E


exp(−ω

n∑
j=1

Bik, j)




× (λiH(t + u))m

m!
exp(−λiH(t + u))

(λik t)n

n!
exp(−λik t)dP

�
Ci,past < t, Ci,res < u

�

(5.2)
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=

∫ ∞

t=0

∫ ∞

u=0

exp
�−t

�
λiH(1− eBiH(ω)) +λik(1− eBik(ω))

��
(5.3)

× exp
�−u

�
ω+λiH(1− eBiH(ω))

��
dP
�

Ci,past < t, Ci,res < u
�

=
eCi
�
λiH(1− eBiH(ω)) +λik(1− eBik(ω))

�− eCi
�
ω+λiH(1− eBiH(ω))

�
�
ω−λik(1− eBik(ω))

�
E[C]

. (5.4)

For the last step in the derivation of (5.4) we used

E
�

exp(−ωP Ci,past −ωRCi,res)
�
=
eCi(ωP)− eCi(ωR)
(ωR −ωP)E[C]

,

see, e.g., [48]. The cycle time Ci starts with a visit beginning to Q i , and its LST eCi(·) is
given by (2.12).

We now present an alternative derivation of (5.4) by modelling the system in such
a way that the Fuhrmann-Cooper decomposition (Equation (2.36) in Subsection 2.2.7)
can be used. Conditions that have to be satisfied in order to use this decomposition, are

1. Poisson arrivals, service times are independent of each other, of the arrival process
and of the sequence of vacation periods that precede a certain service time;

2. all customers are eventually served;

3. customers are served in an order that is independent of their service times;

4. service is nonpreemptive;

5. the rules that govern when the server begins and ends vacations do not anticipate
future jumps of the Poisson arrival process.

In order to use the Fuhrmann-Cooper decomposition to determinefWik(ω), we first model
the system as a polling system with N + 2 queues, PQ1, . . . , PQi−1, PQiH , PQik, PQi L ,
PQi+1, . . . , PQN , and no switch-over times between PQiH , PQik, and PQi L . Basically, this
means that all pseudo-queues, except for PQiH , PQik, and PQi L , correspond to the “real”
queues in the original polling model. Q i has been split into three pseudo-queues. PQiH
contains all type i customers with priority level higher than k (i.e. priority index less
than k), Q ik contains all type i customers of priority level k, and Q i L contains all type i
customers of priority level lower than k. Lower priority customers arrive according to a
Poisson process with intensity λi L :=

∑Ki
j=k+1λi j . The service time distribution of these

customers is denoted by Bi L , with LST eBi L(ω) :=
∑Ki

j=k+1
λi j

λi L

eBi j(ω). The service disci-
pline of this equivalent system is synchronised gated, which is a more general version of
gated. The gates for queues PQiH , PQik, and PQi L are set simultaneously when the server
arrives at Q iH , but the gates for the other queues are still set at the server’s arrival at
these queues. From the viewpoint of a type ik customer, and as far as waiting times are
concerned, this system is an M/G/1 queue with generalised vacations. The vacation is
the intervisit period of PQik, which starts with a service to PQi L and ends when service
of Q iH is completed. Fuhrmann and Cooper [97] state that the number of type ik cus-
tomers in the system at an arbitrary epoch (Lik) is the sum of the queue length in an
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isolated M/G/1 queue with only type ik customers, L(M/G/1)ik , and the number of type ik

customers at a random epoch during a vacation, L(Iik)
ik (see Equation (2.35)). The number

of type ik customers at the beginning of a visit to PQik is the number of type ik customers
that arrived during the previous cycle (starting with a visit to Q i , which corresponds to a
visit beginning to PQiH in this model), plus the number of type ik customers that arrived
during the service of the type H customers that arrived during the previous cycle. How-
ever, because of the synchronised gated service discipline only those type ik customers
present at the visit beginning of PQiH will be served,

fLB
(Vik)
ik (z) = eCi

�
λiH(1− eBiH(λik(1− z))) +λik(1− z)

�
,

fLB
(Sik)
ik (z) = eCi

�
λiH(1− eBiH(λik(1− z))) +λik(1− eBik(λik(1− z)))

�
.

Note that we still use the notation fLB
(Sik)
ik (z) for the PGF of the number of type ik cus-

tomers at the end of the visit of PQik, although there is no switch-over time between

PQik and PQi L , so fLB
(Sik)
ik (z) = fLB

(Vi L)
ik (z). Furthermore, we have E[LB(Vik)

i ]− E[LB(Sik)
i ] =

λikE[Iik] = λik(1− ρik)E[C]. Now, to derive the LST of the waiting time Wik, we can
apply the distributional form of Little’s law [121] to (2.35), because the required con-
ditions are fulfilled for each customer class (including customer types iH, ik, and i L):
the customers enter the system in a Poisson stream, every customer enters the system
and leaves the system one at a time in order of arrival, and for any time t the entry
process into the system of customers after time t and the time spent in the system by any
customer arriving before time t are independent. This leads to the following expression,

fWik(ω) =
(1−ρik)ω

ω−λik(1− eBik(ω))

×
eCi
�
λiH(1− eBiH(ω)) +λik(1− eBik(ω))

�− eCi
�
ω+λiH(1− eBiH(ω))

�
(1−ρik)ωE[C]

. (5.5)

We recognise the first term on the right-hand side of (5.5) as the LST of the waiting time
distribution of an M/G/1 queue with only type ik customers. Equation (5.5) can be
rewritten to (5.4).

5.4.2 Exhaustive service

Analysis of the model with exhaustive service requires a different approach. The key
observation, made by Fuhrmann and Cooper [97], is that the polling system from the
viewpoint of a type i customer is an M/G/1 queue with multiple server vacations. The
M/G/1 queue with priorities and vacations has been extensively analysed by Kella and
Yechiali [122]. We use their approach to find the waiting time LST for type ik customers.
Kella and Yechiali [122] distinguish between systems with single and multiple vacations,
and preemptive resume and nonpreemptive service. The polling system that we consider
corresponds to their multiple vacation system, because the server is never idling, but
keeps on switching if the system is empty. In the present chapter we do not focus on
preemptive resume, but we will give some results on it later in this subsection.

First we focus on the case labelled as NPMV (nonpreemptive, multiple vacations)
in [122]. We consider the system from the viewpoint of a type ik customer to derive
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fWik(ω). For the waiting time of a type ik customer, the order in which the higher priority
customers are served is irrelevant. We will refer to all type i customers with higher
priority than k as “type iH customers” arriving according to one Poisson stream with
intensity λiH and having a generic service time distribution BiH . A busy period of type
H customers is denoted by BPiH with LST fBPiH(ω) which is the root of the equation
fBPiH(ω) = eBiH

�
ω+ λiH(1−fBPiH(ω))

�
. In a similar way we define “type i L” customers

which arrive according to a Poisson stream with intensity λi L :=
∑Ki

j=k+1λi j . The generic

service time of these customers is denoted by Bi L , with LST eBi L(ω) :=
∑Ki

j=k+1
λi j

λi L

eBi j(ω).
From the viewpoint of a type ik customer and as far as waiting times are considered, a

polling system is a nonpriority single server system with multiple vacations. The vacation
can either be the intervisit time Ii , or a busy period of type iH customers, or the service of
a type i L customer. The LST of the intervisit time Ii is given by (2.15). Written in terms
of the PGF of the marginal queue length distribution at the beginning of Vi , we have

eIi(ω) =fLB
(Vi)
i (1−ω/λi).

The key observation is that an arrival of a type ik customer will always take place within
either an IiH,ik cycle, or an LiH,ik cycle. An IiH,ik cycle is a cycle that starts with an
intervisit period for Q i , followed by the service of all customers with priority level iH or
ik, and ends at the moment that no type iH or ik customers are left in the system. Notice
that at the start of the intervisit period, no type iH or ik customers were present in the
system either. An LiH,ik cycle is a similar cycle, but starts with the service of a type i L
customer. This cycle also ends at the moment that no type iH or ik customers are left in
the system.

The fraction of time that the system is in an LiH,ik cycle is ρi L/(1−ρiH −ρik), because
type i L customers arrive with intensity λi L . Each of these customers will start an LiH,ik
cycle and the length of an LiH,ik cycle equals E[Bi L]/(1−ρiH −ρik),

E[LiH,ik cycle] = E[Bi L] +λiH,ikE[Bi L]E[BPiH,ik]

= E[Bi L] +λiH,ikE[Bi L]
E[BiH,ik]

1−ρiH,ik

=
�

1+
ρiH +ρik

1−ρiH −ρik

�
E[Bi L] =

E[Bi L]
1−ρiH −ρik

,

where λiH,ik, BiH,ik, BPiH,ik, and ρiH,ik denote the intensity, service time, busy period and
occupation rate corresponding to type i customers with priority level 1, . . . , k.

The fraction of time that the system is in an IiH,ik cycle, is 1−ρi L/(1−ρiH −ρik) =
(1−ρi)/(1−ρiH −ρik). This result can also be obtained by using the argument that
the fraction of time that the system is in an intervisit period is the fraction of time that
the server is not serving Q i , which is equal to 1− ρi . A cycle which starts with such an
intervisit period and stops after the service of all customers with priority levels 1, . . . , k
that arrived during the intervisit period and their descendants of priority levels 1, . . . , k,
has mean length

E[IiH,ik cycle] = E[Ii] +λiH,ikE[Ii]E[BPiH,ik] =
E[Ii]

1−ρiH −ρik
.
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This also leads to the conclusion that (1−ρi)/(1−ρiH −ρik) is the fraction of time that
the system is in an IiH,ik cycle.

A type ik customer arriving during an IiH,ik cycle views the system as a nonpriority
M/G/1 queue with multiple server vacations. The service requirement in this system is
not the service requirement of a type ik customer, Bik, but the time that is required to
serve a type ik customer and all higher priority customers that arrive during this service
until no higher priority customers are present in the system. We will elaborate on this
so-called completion time later. The vacation is the intervisit time Ii , plus the service times
of all type iH customers that have arrived during that intervisit time and their type iH
descendants. We denote this extended intervisit time by I∗i with LST

eI∗i (ω) = eIi
�
ω+λiH(1−fBPiH(ω))

�
.

The mean of I∗i equals E[I∗i ] = E[Ii]/(1−ρiH).
A type ik customer arriving during an LiH,ik cycle views the system as a nonpriority

M/G/1 queue with multiple server vacations Bi L plus the busy periods generated by all
type iH customers that have arrived during the service time of the type i L customer. We
will denote this extended service time by B∗i L with mean E[B∗i L] = E[Bi L]/(1−ρiH), and
LST

eB∗i L(ω) = eBi L
�
ω+λiH(1−fBPiH(ω))

�
.

We also have to take into account that a busy period of type ik customers might be
interrupted by the arrival of type iH customers. Therefore, in the alternative system that
we are considering, the service time of a type ik customer is equal to Bik plus the service
times of all type iH customers that arrive during this service time, and all of their type
iH descendants. The LST of the distribution of this extended service time B∗ik is

eB∗ik(ω) = eBik
�
ω+λiH(1−fBPiH(ω))

�
.

This extended service time is often called completion time in the literature, cf. [190].
In this alternative system, the mean service time of these customers equals E[B∗ik] =
E[Bik]/(1−ρiH). The fraction of time that the system is serving these customers is
ρ∗ik = ρik/(1−ρiH) = 1− (1−ρiH −ρik)/(1−ρiH).

THEOREM 5.4.2. The LST of the waiting time distribution of a type ik customer in a polling
system with Q i being served exhaustively, is

fWik(ω) =
(1−ρ∗ik)ω

ω−λik(1− eB∗ik(ω))

×

 1−ρi

1−ρiH −ρik
· 1−

eI∗i (ω)
ωE[I∗i ]

+
ρi L

1−ρiH −ρik
· 1−

eB∗i L(ω)
ωE[B∗L]


 . (5.6)

PROOF. The system has been modelled as an M/G/1 queue with customers that have
generic service requirement B∗ik, and multiple server vacations that have length I∗i with
probability (1−ρi)/(1−ρH −ρik), and length B∗i L with probability ρi L/(1−ρiH −ρik).
Equation (5.6) follows immediately from application of the Fuhrmann-Cooper decompo-
sition to this system.
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Additional remarks

REMARK 5.4.3. Equation (5.6) can be rewritten in several forms, which lead to different
interpretations. A compact form is

fWik(ω) =

1−ρi

E[Ii]

�
1− eIi(ω+λiH −λiHfBPiH(ω))

�
+λi L

�
1− eBi L(ω+λiH −λiHfBPiH(ω))

�

λikeBik(ω+λiH −λiHfBPiH(ω))−λik +ω
,

(5.7)
which is the form used by Kella and Yechiali (see [122], Section 4.1). Another form,
which is more suitable for interpretation, is

fWik(ω) =
(1−ρ∗ik)ω

ω−λik(1− eB∗ik(ω))

×
�

1−ρi

1−ρiH −ρik
· 1−

eIi
�
ω+λiH(1−fBPiH(ω))

�

(ω+λiH(1−fBPiH(ω)))E[Ii]

+
ρi L

1−ρiH −ρik
· 1−

eBi L
�
ω+λiH(1−fBPiH(ω))

�
�
ω+λiH(1−fBPiH(ω))

�
E[Bi L]

�

×
�
(1−ρiH) +ρiH ·

1−fBPiH(ω)
ωE[BPiH]

�
.

(5.8)

The first term on the right hand side of (5.8) is the LST of the waiting time distribution
of a customer in a nonpriority M/G/1 queue with customers arriving with intensity λik
and having service requirement B∗ik, i.e. the completion time of a type ik customer. The
second term indicates that with probability 1−ρi

1−ρiH−ρik
a type ik customer has to wait a

residual intervisit time, plus the busy periods of all higher priority customers that arrive
during this residual intervisit time. With probability ρi L

1−ρiH−ρik
the customer has to wait

a residual service time of a type i L customer, plus the busy periods of all higher priority
customers that arrive during this residual intervisit time. The last term in (5.8) indicates
that with probability ρiH a customer also has to wait for the residual length of a busy
period of higher priority customers.

REMARK 5.4.4. Substitution of (2.39) in (5.7) leads to a different expression for fWik(ω).

fWik(ω) =
1− eC∗i

�
ω−λik

�
1− eBik(β(ω))

�−λi L
�
1− eBi L(β(ω))

��
�
ω−λik

�
1− eBik(β(ω))

��
E[C]

+
λi L
�

1− eBi L
�
β(ω)

��

ω−λik
�
1− eBik(β(ω))

� , (5.9)

where we have used the shorthand notation β(ω) = ω + λiH(1 − fBPiH(ω)) for pre-
sentation purposes. For the lowest priority customers this simplifies to a nice, compact
expression

fWiKi
(ω) =

1− eC∗i
�
ω−λiKi

(1− eBiKi
(ω+λiH(1−fBPiH(ω))))

�
�
ω−λiKi

(1− eBiKi
(ω+λiH(1−fBPiH(ω))))

�
E[C]

= eC∗i,res

�
ω−λiKi

(1− eBiKi
(ω+λiH(1−fBPiH(ω))))

�
,
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where type iH customers in this case are all type i customers except for those with the
lowest priority.

REMARK 5.4.5. In the derivation of Equation (5.6) we followed the approach of Kella and
Yechiali [122], but restricted ourselves to the nonpreemptive situation only. Using the
decomposition (5.8), it only requires a small extra step to obtain the waiting time LST

in a system with preemptive resume. The term 1−eBi L(ω+λiH (1−fBPiH (ω)))
(ω+λiH (1−fBPiH (ω)))E[Bi L]

on the third line is

the LST of a residual service time of a type i L customer, plus the busy periods of all type
iH customers that arrive during this residual type i L service time. If type ik customers
are allowed to preempt the service of a type i L customer, this term simply vanishes from
the waiting time LST. This leads to the following expression for the waiting time LST of
a type ik customer if the service policy is preemptive resume.

fWik(ω) =
(1−ρ∗ik)ω

ω−λik(1− eB∗ik(ω))
×
�
(1−ρiH) +ρiH ·

1−fBPiH(ω)
ωE[BPiH]

�

×
�

1−ρi

1−ρiH −ρik
· 1−

eIi
�
ω+λiH(1−fBPiH(ω))

�
�
ω+λiH(1−fBPiH(ω))

�
E[Ii]

+
ρi L

1−ρiH −ρik

�
.

(5.10)

Note that the sojourn time of a type ik customer equals the waiting time plus a completion
time in this situation. Equation (5.10) is in agreement with the result in [122].

We will refrain from mentioning the PGFs of the marginal queue length distributions
here, because they can be obtained by applying the distributional form of Little’s law as
we have done before.

5.4.3 Mean waiting times

We briefly mention the mean waiting times of type ik customers, which have been ob-
tained by differentiation of the corresponding LSTs. The formulas in this subsection can
also be obtained using MVA, as shown in [219].

Q i gated: E[Wik] = (1+ 2ρiH +ρik)E[Ci,res]

=
�
1+ 2

k−1∑
j=1

ρi j +ρik
�
E[Ci,res],

Q i exhaustive
(nonpreemptive): E[Wik] =

∑Ki
j=1ρi jE[Bi j,res] + (1−ρi)E[Ii,res]
�
1−∑k−1

j=1 ρi j
��

1−∑k
j=1ρi j

� ,

Q i exhaustive
(preemptive resume): E[Wik] =

∑k
j=1ρi jE[Bi j,res] + (1−ρi)E[Ii,res]
�
1−∑k−1

j=1 ρi j
��

1−∑k
j=1ρi j

� .



5.5 NUMERICAL EXAMPLES 93

Differentiation of (5.9) leads an to alternative expression for the mean waiting time of a
type ik customer if Q i is served exhaustively (nonpreemptive),

E[Wik] =
(1−ρi)2�

1−ρiH
��

1−ρiH −ρik
�E[C∗i,res]

=
(1−ρi)2�

1−∑k−1
j=1 ρi j

��
1−∑k

j=1ρi j
�E[C∗i,res].

5.4.4 A pseudo-conservation law

For polling systems without priority levels a pseudo-conservation law exists. This law has
been generalised for polling systems with multiple priority levels in each queue in [181]
and [92]

N∑
i=1

Ki∑
k=1

ρikE[Wik] =
ρ

1−ρ
N∑

i=1

Ki∑
k=1

ρikE[Bik,res]

+ρE[Sres] +


ρ2 −

N∑
i=1

ρ2
i


 E[S]

2(1−ρ) +
N∑

i=1

E[Zii],

(5.11)

where Zii is the amount of work left behind by the server at Q i at the completion of a
visit. Equation (5.11) is called a pseudo-conservation law because it indicates that the
weighted sum of the mean waiting times

∑N
i=1

∑Ki
k=1ρikE[Wik] is constant, except for the

term Zii which depends on the service discipline. For gated service, E[Zii] = ρ2
i E[C].

For exhaustive service, E[Zii] = 0 because Q i is empty at the completion of a visit to this
queue.

5.5 Numerical examples

In this section we perform some numerical studies to illustrate the efficiency that can be
gained by dividing arriving customers into groups of different priority levels, based on
the amount of service that they require. Customers with small service requirements are
given higher priority in order to keep the queue lengths small, and hence decrease the
mean waiting times.

Example 1: Two queues with two priority levels

Consider a polling system with two queues, and assume exponential service times and
switch-over times. Suppose that λ1 =

6
10

,λ2 =
2
10

,E[B1] = E[B2] = 1,E[S1] = E[S2] =
1. The workload of this polling system is ρ = 8

10
. This example is extensively discussed

in [223] where MVA was used to compute mean waiting times and mean residual cycle
times for the gated and exhaustive service disciplines.

In this example we show that the performance of this system can be improved by
giving higher priority to jobs with smaller service times. We define a threshold t and
divide the jobs into two classes: jobs with a service time less than t receive high priority,
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the other jobs receive low priority. In Figure 5.1 the mean waiting times of customers in
Q1 are shown as a function of the threshold t. The four lines in this figure correspond to
• the mean waiting time of the low priority customers in Q1 (indicated as “Type 1L”);
• the mean waiting time of the high priority customers in Q1 (indicated as “Type

1H”);
• a weighted average of the above two mean waiting times: λ1L

λ1
E[W1L]+

λ1H

λ1
E[W1H]

(indicated as “Type 1 with priorities”). This can be interpreted as the mean waiting
time of an arbitrary customer in Q1;

• the mean waiting time of an arbitrary customer in Q1 if no priority rules would be
applied to this queue (indicated as “Type 1 no priorities”). In this situation there is
no such thing as high and low priority customers, so the mean waiting time does
not depend on t, and has already been computed explicitly in [223].

The figures indicate that a unique optimal threshold exists that minimises the mean
weighted waiting time for customers in Q1. This value depends on the service disci-
pline used and is computed in [219]. In this example the optimal threshold is 1 for
gated, and 1.38 for exhaustive. Figure 5.1(a) confirms that the mean waiting times
for type 1H and 1L customers in the gated model only differ by a constant value:
E[W1L]−E[W1H] = ρ1E[C1,res].

In the exhaustive model we have the following relation

E[W1L]−E[W1H] =
ρ1(1−ρ1)

1−ρ1H
E[C∗1,res].

If we increase threshold t, the fraction of customers in Q1 that receive high priority grows,
and so does their mean service time. This means that ρ1H increases as t increases, so
E[W1L]− E[W1H] gets bigger, which can be seen in Figure 5.1(b). Notice that E[W1H ]

E[W1L]
=

1−ρ1, so it does not depend on t.
Figure 5.2 shows similar plots as Figure 5.1, but for the coefficient of variation of the

waiting times, instead of their means. This figure shows that, as far as the coefficient of
variation of the waiting times is concerned, the introduction of priorities based on the
service requirement has a negative impact. Unfortunately, this is the price to pay for
reducing the mean waiting time of an arbitrary customer in queue 1.

Example 2: Two queues with multiple priority levels

In this example we consider the same two-queue polling system as in Example 1, but we
investigate the impact of introducing more than just two priority levels. In Example 1
we have shown that the performance of this system can be improved by dividing jobs
into two categories (small and large service times) and giving higher priority to jobs with
smaller service times. In this example we illustrate how much further the performance
of this system can be improved by increasing the number of priority levels in Q1. Let K1
be the number of priority levels in Q1. We define thresholds t1, . . . , tK1−1 that divide the
jobs arriving in Q1 into K1 classes: jobs with a service time less than t1 receive highest
priority, jobs with a service time between t1 and t2 receive second highest priority, and
so on. The thresholds t1, . . . , tK1−1 are determined in such a way that the overall mean
waiting time for customers in Q1 is minimised. The values of these thresholds depend
on the service discipline and are discussed in [219]. Figure 5.3 shows the overall mean
waiting time for customers in Q1 versus the number of priority levels K1 for gated and
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FIGURE 5.1: Mean waiting times of customers in Q1 versus threshold t, for the polling
system discussed in Example 1.
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FIGURE 5.2: Coefficients of variation of the waiting times of customers in Q1 versus thresh-
old t, for the polling system discussed in Example 1. Notice that the scales of Figures (a)
and (b) are different.

exhaustive service. Notice that K1 = 1 corresponds to a system without priorities in which
customers are served FCFS. Both plots indicate that most of the improvement is obtained
for values of K1 up to 3 or 4. Creating more than 4 priority levels hardly improves this
system anymore. The situation K1 → ∞ corresponds to a system with shortest-job-first
(SJF) policy, which results in a mean waiting time of 10.38 for gated service, and 3.53
for exhaustive service. The dotted horizontal lines in Figure 5.1 indicate these values.

Example 3: Multiple queues with multiple priority levels

From the previous numerical examples we can conclude that, as far as overall mean wait-
ing time is concerned, the introduction of priority levels significantly improves the perfor-
mance of this polling system of two queues. An interesting question is whether the intro-
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FIGURE 5.3: Overall mean waiting time of customers in Q1 in the polling system discussed
in Example 2, versus number of priority levels K1. The dotted lines indicate the SJF limits.

duction of multiple priority levels still significantly improves the performance of a polling
system consisting of more than two queues. In order to answer this question we compare
polling systems with identical total occupation rate and identical total mean switch-over
times. We only vary the number of queues N and, in order to keep the total occupation
rate constant, the arrival intensities λi , i = 1, . . . , N . All systems are symmetrical, which
means that in each system λi = Λ/N ,ρi = ρ/N ,E[Bi] = B,E[Si] = E[S]/N , i = 1, . . . , N .
For this example we use Λ = 8

10
, Bi exponentially distributed with mean B = 1, and de-

terministic switch-over times with E[S] = 2. Figure 5.4 shows the mean waiting times
(which are identical for each queue, because of symmetry) versus the number of queues
in the system. In each figure the mean waiting times are plotted for both the FCFS and
the SJF policy. The mean waiting time of SJF provides a lower bound for what can be
achieved by introducing priority levels. A conclusion that can be drawn from both plots
is that the relative improvement by adding priority levels decreases quickly when the
number of queues increases. This suggests that the introduction of priority levels has less
influence in a system with more queues, because the server spends a greater part of each
cycle serving other queues. Another typical feature that is illustrated in Figure 5.4 is that
the mean waiting time of an arbitrary customer decreases when the number of queues
increases in a gated polling system, whereas it increases in an exhaustive polling system.
This can be verified using the pseudo-conservation law. For a polling system without
priorities with FCFS service at each queue, Equation (5.11) reduces to

N∑
i=1

ρiE[Wi] =
ρ

1−ρ
N∑

i=1

ρiE[Bi,res]

+ρE[Sres] +


ρ2 −

N∑
i=1

ρ2
i


 E[S]

2(1−ρ) +
N∑

i=1

E[Zii].

The Zii (i = 1, . . . , N) depend on the service discipline that is used and are discussed
in Subsection 5.4.4. For an exhaustive polling system, E[Zii] = 0, so if we substitute
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ρi = ρ/N , we obtain

E[Wi] =
ρ

1−ρE[Bi,res] +E[Sres] +
�

1− 1

N

�
ρE[S]

2(1−ρ) ,

which indeed gets larger as N increases. For gated service, we have E[Zii] =
ρ2

i E[S]
1−ρ ,

which results in

E[Wi] =
ρ

1−ρE[Bi,res] +E[Sres] +
�

1+
1

N

�
ρE[S]

2(1−ρ) .

This expression indeed gets smaller as N increases. In practice this means that mean
waiting times can be reduced when gated service is used, by creating more queues and
assign arriving customers to a random queue. It is however questionable whether this
can be realised without changing the total switch-over time distribution. Notice that for
N →∞ the mean waiting time in an exhaustive symmetric polling system is equal to the
mean waiting time in a gated symmetric polling system.
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FIGURE 5.4: Mean waiting time E[Wi] in the gated (upper two lines) and in the exhaustive
(lower two lines) polling system versus the number of queues, for the models discussed
in Example 3. The solid lines correspond to FCFS, the dashed lines correspond to SJF.
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6
PRIORITY BASED MIXED GATED/EXHAUSTIVE

SERVICE

6.1 Introduction

Just like in the previous chapter, we study a polling model with customers of differ-
ent priority levels. In this chapter we introduce a new service discipline, referred to as
mixed gated/exhaustive service. In the polling model considered in the present chapter
a single server visits N queues in a fixed, cyclic order. Some, or even all, of the queues
contain two types of customers: high and low priority customers. For these queues we
introduce a new service discipline, called mixed gated/exhaustive service based on the
priority level of the customer. The mixed gated/exhaustive service discipline can be con-
sidered as a mixture of the gated and exhaustive service disciplines, where low priority
customers receive gated service and high priority customers receive exhaustive service. A
more detailed description is given in Section 6.2. Since the number of customers served
during one visit in a queue with gated service is different from the number served during
a visit with exhaustive service, the mixed gated/exhaustive service discipline introduced
in the present chapter combines prioritisation through differentiation of the number of
customers that are served during each visit to a queue, and through changing the order
in which customers are served within a queue. A variation of the model under consider-
ation, namely a polling system where low priority customers are served only if there are
no high priority customers present in any of the queues, has been studied in [103].

The present chapter has a similar structure as the previous chapter. First we discuss
the model in more detail and we determine the PGFs of the joint queue length distribution
of all customers at visit beginnings and completions of each queue. In Section 6.4 we
determine the LSTs of the distributions of the cycle time, visit times and intervisit times.
These distributions are used to determine the marginal queue length distributions and
waiting time distributions of high and low priority customers in all queues. The LST of
the waiting time distribution is used to compute the mean waiting time of each customer
type. Furthermore, we introduce some numerical examples to illustrate typical features
of a polling model with mixed gated/exhaustive service.
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6.2 Model description and notation

We use the notation introduced in Chapter 5. We consider a polling model consisting of
N queues, visited by one server in a fixed, cyclic order. Each queue contains two customer
types: high and low priority customers, although the analysis allows any number (greater
than zero) of customer types per queue. High priority customers in Q i are called type iH
customers and low priority customers in Q i are called i L customers, i = 1, . . . , N . Type
iH customers arrive at Q i according to a Poisson process with intensity λiH , and type i L
customers arrive at Q i according to a Poisson process with intensity λi L . The service times
of type iH and i L customers are denoted by BiH and Bi L . All service times are assumed
to be independent. We introduce the notation ρiH = λiHE[BiH] and similarly ρi L =
λi LE[Bi L]. The total occupation rate of the system is ρ =

∑N
i=1ρi , where ρi = ρiH +ρi L

is the fraction of time that the server visits Q i . Service of the customers is gated for low
priority customers and exhaustive for high priority customers. In more detail, each queue
actually contains two lines of waiting customers: one for the low priority customers and
one for the high priority customers. At the beginning of a visit to Q i , a gate is set behind
the low priority customers to mark them eligible for service. High priority customers
are always served exhaustively until no high priority customer is present. When no high
priority customers are present in the queue, the low priority customers standing in front
of the gate are served in order of arrival, but whenever a high priority customer enters the
queue, he is served before any waiting low priority customers. Service is non-preemptive
though, implying that service of a type i L customer is not interrupted by an arriving type
iH customer. The visit to Q i ends when all type i L customers present at the beginning of
this visit are served and no high priority customers are present in the queue. Notice that
if the arrival intensity λiH equals 0, then Q i is served completely according to the gated
service discipline. Similarly we can set λi L = 0 to obtain a purely exhaustively served
queue. A graphical illustration of a queue receiving mixed gated/exhaustive service is
depicted in Figure 6.1.

ServerQueue i
LLL

H H H H

FIGURE 6.1: A graphical illustration of Q i receiving mixed gated/exhaustive service.

If Q i receives mixed gated/exhaustive service, Property 2.2.2 is not satisfied, because
the random population that replaces each of these customers depends on the priority
level. In the next section we circumvent this problem by splitting each queue into two
virtual queues, each of which has a branching-type service discipline. This equivalent
polling system satisfies Property 2.2.2, so we can still use the methodology described in
Subsection 2.2.3 to find, e.g., the joint queue length distribution at visit beginnings and
completions. All other probability distributions that are derived in the present chapter
can be expressed in terms of (one of) these joint queue length distributions.
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6.3 Joint queue length distribution at polling epochs

In the present section we analyse a polling system with all queues having two prior-
ity levels and receiving mixed gated/exhaustive service, but in fact each queue would
be allowed to have any branching-type service discipline. Denote the PGF of the joint
queue length distribution of type 1H, 1L, . . . , NH, N L customers at the beginning and the

completion of a visit to Q i by respectively fLB
(Vi)
prio(zprio) and fLC

(Vi)
prio(zprio), where zprio is a

shorthand notation for z1H , z1L , . . . , zNH , zN L . Note that fLC
(Vi)
prio(zprio) =fLB

(Si)
prio(zprio), which

is the notation that we used in the previous chapters. As discussed in the previous section,
the polling model under consideration does not satisfy Property 2.2.2, which often means
that an exact analysis is difficult or even impossible. For this reason we introduce a dif-
ferent polling system that does satisfy Property 2.2.2 and has the same joint queue length
distribution at visit beginnings and endings. The equivalent system contains 2N queues,
denoted by PQ1H∗ , PQ1L∗ , . . . , PQNH∗ , PQN L∗ . The switch-over times Si , i = 1, . . . , N , are in-
curred when the server switches from PQi L∗ to PQ(i+1)H∗ ; there are no switch-over times
between PQiH∗ and PQi L∗ . Customers in this system are so-called “smart customers”, in-
troduced in Chapter 3, meaning that the arrival rate of each customer type depends on
the location of the server. Type iH∗ customers arrive in PQiH∗ according to arrival rate
λiH unless the server is serving PQi L∗ . When the server is serving PQi L∗ , the arrival rate of
type iH∗ customers is 0. The reason for this is that we incorporate the service times of all
type iH customers that would have arrived during the service of a type i L customer, in
the original polling model, into the service time of a type i L∗ customer. In our alternative
system, type i L∗ customers arrive with intensity λi L and have service requirement B∗i L .
There is a simple relation between Bi L and B∗i L , expressed in terms of the LST

eB∗i L(ω) = eBi L(ω+λiH(1−fBPiH(ω))). (6.1)

Recall that BPiH is a busy period of an M/G/1 queue with type iH customers in isolation.
B∗i L is often called completion time, with mean E[B∗i L] = E[Bi L]/(1−ρiH), and has also
been discussed in the previous chapter. Service is exhaustive for PQ1H∗ , PQ2H∗ , . . . , PQNH∗

and synchronised gated for PQ1L∗ , PQ2L∗ , . . . , PQN L∗ , the gate of PQi L∗ being set at the
visit beginning of PQiH∗ . The synchronised gated service discipline satisfies Property
2.2.2. During a visit to PQi L∗ only those type i L∗ customers are served that were present
at the previous visit beginning to PQiH∗ . The joint queue length distribution at a visit
beginning of PQiH∗ in this system is the same as the joint queue length distribution at
a visit beginning of PQi in the original polling system. Similarly, the joint queue length
distribution at a visit completion of PQi L∗ is the same as the joint queue length distribution
at a visit completion of Q i in the original polling system. In terms of the PGFs,

fLB
(Vi)
prio(zprio) =fLB

(ViH∗ )(zprio),

fLC
(Vi)
prio(zprio) =fLC

(Vi L∗ )(zprio).
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The PGFs of the joint queue length distributions at the visit beginnings and completions
of PQiH∗ and PQi L∗ are related in the following manner:

fLC
(ViH∗ )(zprio) =fLB

(ViH∗ )�z1H , z1L , . . . , hiH(z), zi L , . . . , zNH , zN L
�
,

fLC
(Vi L∗ )(zprio) =fLB

(ViH∗ )�z1H , z1L , . . . , hiH(z), hi L(z), . . . , zNH , zN L
�
,

fLB
(V(i+1)H∗ )(zprio) =fLC

(Vi L∗ )(zprio)eSi

� N∑
j=1

�
λ jH(1− z jH) +λ j L(1− z j L)

��
,

with

hiH(z) =fBPiH

�
λi L(1− zi L) +

∑
j 6=i

(λ jH(1− z jH) +λ j L(1− z j L))
�

,

hi L(z) = eB∗i L
�
λi L(1− zi L) +

∑
j 6=i

(λ jH(1− z jH) +λ j L(1− z j L))
�

.

Note that fLC
(ViH∗ )(zprio) =fLB

(Vi L∗ )(zprio) since there is no switch-over time between PQiH∗

and PQi L∗ . Now that we have formulated the laws of motion for this model, we can
repeat these steps N times to find the joint queue length distribution at the beginning of
Vi , i = 1, . . . , N , as shown in Subsection 2.2.3.

6.4 Cycle times, visit times and intervisit times

The easiest expression for the cycle time uses the fact that all type i L customers present
at the beginning of a visit to Q i , are those type i L customers that have arrived during
the previous cycle. For presentational reasons, it is convenient to introduce the notation
fLB
(Vi)
H L (ziH , zi L) = fLB

(Vi)
prio(1, . . . , 1, ziH , zi L , 1, . . . , 1), where ziH and zi L are the arguments

that correspond respectively to type iH and i L customers. Using this notation we can
write

fLB
(Vi)
H L (1, z) = eCi

�
λi L(1− z)

�
.

Hence, the LST of the cycle time distribution is

eCi(ω) =fLB
(Vi)
H L

�
1,1− ω

λi L

�
. (6.2)

Note that E[Ci] = E[C] = E[S]1−ρ .
We define the intervisit time Ii as the time between a visit completion of Q i and the

next visit beginning of Q i . The type iH customers present at the beginning of a visit to
Q i are exactly those type iH customers that arrived during the previous intervisit time Ii

fLB
(Vi)
H L (z, 1) = eIi

�
λiH(1− z)

�
.

This leads to the following expression for the LST of the intervisit time distribution of Q i:

eIi(ω) =fLB
(Vi)
H L

�
1− ω

λiH
, 1
�

. (6.3)
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It is intuitively clear that E[Ii] = (1−ρi)E[C].
The LSTs of the distributions of the cycle time and intervisit time are needed later in

this chapter. For the visit time Vi we mention the LST here for completeness but it will
not be used later

eVi(ω) =fLB
(Vi)
H L

�fBPiH(ω),eB∗i L(ω)
�
.

It is easy to verify that E[Vi] = ρiE[C].

6.5 Waiting times and marginal queue lengths

6.5.1 High priority customers

Since high priority customers are served exhaustively, we can use the concept of delay-
cycles, discussed in Subsection 5.4.2, to find the waiting time LST of a type iH customer.
The waiting time plus service time will be called the sojourn time of a customer. In
Chapter 5 we have seen that, when it comes to computing waiting times in a polling
system with priorities, one can use delay-cycles for any queue that is served exhaustively.
This is also true for high priority customers in a queue with mixed gated/exhaustive
service. A delay-cycle for a type iH customer is a cycle that starts with a certain initial
delay at the moment that the last type iH customer in the system has been served. In
our model this initial delay is either the service of a type i L customer, Bi L , or (if no type
i L customer is present) an intervisit period Ii . The delay cycle ends at the first moment
after the initial delay when no type iH customer is present in the system again. This is
the moment that all type iH customers that have arrived during the delay, and all of their
type iH descendants, have been served. The fraction of time that the system is in a delay-
cycle that starts with the service time Bi L of a type i L customer is ρi L/(1−ρiH), and the
fraction of time that the system is in a delay-cycle that starts with an intervisit period Ii , is
1−ρi L/(1−ρiH) = (1−ρi)/(1−ρiH). We can use the Fuhrmann-Cooper decomposition
[97] to obtain the LST of the waiting time distribution of a type iH customer, because
from his perspective the system is an M/G/1 queue with server vacations. The vacation is
the service time Bi L of a type i L customer with probability ρi L/(1−ρiH), and an intervisit
time Ii with probability (1−ρi)/(1−ρiH). This leads to the following expression for the
LST of the waiting time distribution of a type iH customer,

fWiH(ω) =
(1−ρiH)ω

ω−λiH(1− eBiH(ω))

�
ρi L

1−ρiH
· 1−

eBi L(ω)
ωE[Bi L]

+
1−ρi

1−ρiH
· 1−

eIi(ω)
ωE[Ii]

�
. (6.4)

Equation (6.4) is similar to Equation (5.6), applied to customers with the highest priority
level in an exhaustive queue. Note that the intervisit time Ii is different though, with LST
eIi(ω) as derived in (6.3).

The PGF of the marginal queue length distribution of type iH customers can be found
by applying the distributional form of Little’s law to the sojourn time distribution

eLiH(z) = eTiH
�
λiH(1− z)

�
,
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where TiH =WiH + BiH . This leads to the following expression:

eLiH(z) =
(1−ρiH)(1− z)eBiH(λiH(1− z))

eBiH(λiH(1− z))− z

×
�

ρi L

1−ρiH
· 1−

eBi L(λiH(1− z))
(1− z)λiHE[Bi L]

+
1−ρi

1−ρiH
· 1−

eIi(λiH(1− z))
(1− z)λiHE[Ii]

�
. (6.5)

6.5.2 Low priority customers

In this subsection we study the marginal queue length and the waiting time of type i L
customers. To this end, we consider the alternative system with 2N queues as defined
in Section 6.3. The waiting time (excluding the service time) of type i L customers in
the original polling system has the same distribution as the waiting time of type i L∗

customers in the alternative system (again excluding the service time, which is different).
From the viewpoint of a type i L∗ customer, the system is an ordinary polling system with
synchronised gated service in PQi L∗ .

We apply the Fuhrmann-Cooper decomposition to the alternative polling model with
2N queues and type i L∗ customers having completion time B∗i L . Equation (2.35) applied
to this model leads to the following general form of the PGF of the marginal queue length
distribution of a type i L∗ customer,

eL∗i L(z) =
(1−ρ∗i L)(1− z)eB∗i L(λi L(1− z))

eB∗i L(λi L(1− z))− z
×

fLC
(Vi L∗ )
i L (z)−fLB

(Vi L∗ )
i L (z)

(1− z)
�
E[LB(Vi L∗ )

i L ]−E[LC(Vi L∗ )
i L ]

� , (6.6)

where ρ∗i L =
ρi L

1−ρiH
and eB∗i L(·) is given by (6.1). Furthermore, LB(Vi L∗ )

i L and LC(Vi L∗ )
i L are the

number of type i L∗ customers at respectively the visit beginning and visit completion of
PQi L∗ . The visit beginning corresponds to the end of the intervisit period Ii L , and the visit
completion corresponds to the beginning of the intervisit period. Substitution into (6.6)
leads to the following expression,

eL∗i L(z) =
(1− ρi L

1−ρiH
)(1− z)eBi L(λi L(1− z) +λiH(1−π(z)))

eBi L(λi L(1− z) +λiH(1−π(z)))− z

×
fLB
(Vi)
H L

�
π(z),eBi L(λi L(1− z) +λiH(1−π(z)))

�−fLB
(Vi)
H L

�
π(z), z

�

(1− z)λi L
�
1− ρi L

1−ρiH

�
E[C]

, (6.7)

introducing the shorthand notation π(z) = fBPiH(λi L(1− z)). We use that E[LB(Vi L∗ )
i L ]−

E[LC(Vi L∗ )
i L ] = λi L(1−ρ∗i L)E[C] = λi L

�
1− ρi L

1−ρiH

�
E[C], because this is the mean number

of type i L∗ customers that arrive during the intervisit time of PQi L∗ .
Applying the distributional form of Little’s law to (6.7), we obtain the LST of the

sojourn time distribution of type i L∗ customers. Since the sojourn time is W ∗
i L + B∗i L , and

W ∗
i L

d
=Wi L , the LST of the waiting time distribution of a type i L customer immediately
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follows,

fWi L(ω) =

�
1− ρi L

1−ρiH

�
ω

ω−λi L
�
1− eBi L(ω+λiH(1−fBPiH(ω)))

�

×
fLB
(Vi)
H L

�fBPiH(ω),eBi L(ω+λiH(1−fBPiH(ω)))
�−fLB

(Vi)
H L

�fBPiH(ω), 1− ω

λi L

�

ω (1− ρi L

1−ρiH
)E[C]

.

(6.8)

The waiting time distributions of type i L and i L∗ customers are the same, but the sojourn
time and marginal queue length distributions are not because of the difference in the
service times Bi L versus B∗i L . Therefore, we should obtain the PGF of the marginal queue
length distribution of type i L customers by applying the distributional form of Little’s law
to the sojourn time of a type i L customer,

eLi L(z) =fWi L
�
λi L(1− z)

�eBi L
�
λi L(1− z)

�
.

6.6 Moments

Differentiation of the waiting time LSTs derived in the previous section leads to the fol-
lowing mean waiting times

E[WiH] =
ρiHE[BiH,res] +ρi LE[Bi L,res]

1−ρiH
+

1−ρi

1−ρiH
E[Ii,res], (6.9)

E[Wi L] =
�

1+
ρi L

1−ρiH

�
E[Ci,res] +

ρiH

1−ρiH

E
�

LB(Vi)
iH LB(Vi)

i L

�

λi LλiHE[C]
, (6.10)

where BiH,res denotes a residual service time of a type iH customer. We use a similar
notation for the residual service time of a type i L customer, the residual intervisit time,
and residual cycle time. Furthermore, LB(Vi)

iH and LB(Vi)
i L are respectively the number of

type iH and type i L customers at the beginning of a visit to Q i , so E[LB(Vi)
iH LB(Vi)

i L ] is

obtained by differentiating fLB
(Vi)
H L (ziH , zi L) with respect to ziH and zi L (and then setting

ziH = zi L = 1).
We now present an alternative, direct way to obtain the mean waiting time for a type

i L customer by conditioning on the event that an arrival takes place in a visit period, or
in an intervisit period.

E[Wi L] =
E[Vi]
E[C]

�
E[Vi,res] +

E[Vi Ii]
E[Vi]

+
ρiH

1−ρiH

E[Vi Ii]
E[Vi]

+
ρi L

1−ρiH
E[Vi,past]

�
+

E[Ii]
E[C]

�
E[Ii,res] +

ρiH

1−ρiH

�
E[Ii,past] +E[Ii,res]

�

+
ρi L

1−ρiH

�E[Vi Ii]
E[Ii]

+E[Ii,past]
��



106 PRIORITY BASED MIXED GATED/EXHAUSTIVE SERVICE

=
1

E[C]

�
1

2
E[(Vi + Ii)

2] +
ρi L

1−ρiH
E[(Vi + Ii)

2] +
ρiH

1−ρiH

�
E[I2

i ] +E[Vi Ii]
��

=
�

1+
ρi L

1−ρiH

� E[Ci
2]

2E[C] +
ρiH

1−ρiH

�
E[Ii]
E[C]

�
2
E[I2

i ]

2E[Ii]

�
+
E[Vi]
E[C]
E[IiVi]
E[Vi]

�
. (6.11)

In the above derivation, we use that both the past and residual intervisit time have
expectation E[I2

i ]/2E[Ii], and that if a type i L customer arrives during the visit time
(with probability E[Vi]/E[C]), the mean length of the following intervisit time equals
E[IiVi]/E[Vi]. The interpretation of (6.11) is that a type i L customer always has to wait
for the residual cycle time, for the completion times of all type i L customers that have
arrived during the past cycle time, and for the busy periods of all type iH customers that
have arrived during the intervisit time of the cycle in which the type i L customer has
arrived.

To show that (6.10) and (6.11) are equal, we can rewrite the last term in (6.10),

E
�

LB(Vi)
iH LB(Vi)

i L

�
= E[(Ni L(Vi) + Ni L(Ii))NiH(Ii)]
= E
�
E[(Ni L(Vi) + Ni L(Ii))NiH(Ii)] | Ii , Vi

�
= E[(λi LVi +λi L Ii)λiH Ii]

= λi LλiHE[IiVi] +λi LλiHE[I2
i ],

where N j(T ) denotes the number of type j customers that have arrived during time T
( j = iH, i L), and Vi denotes the length of a visit of the server to Q i . Hence,

E
�

LB(Vi)
iH LB(Vi)

i L

�

λi LλiHE[C]
=
E[IiVi] +E[I2

i ]

E[C]

=
E[Ii]
E[C]

�
2
E[I2

i ]

2E[Ii]

�
+
E[Vi]
E[C]
E[IiVi]
E[Vi]

,

which coincides with the last term in (6.11).

REMARK 6.6.1. The pseudo-conservation law (5.11) also holds for polling systems with
mixed gated/exhaustive service in some or all of the queues. If Q i receives mixed
gated/exhaustive service, we have Ki = 2, and E[Zii] = ρi LρiE[C].

6.7 Numerical examples

Example 1

In order to illustrate the effect of using a mixed gated/exhaustive service discipline in a
polling system with priorities, we compare it to the commonly used gated and exhaustive
service disciplines. In this example we use a polling system which consists of two queues.
Customers in Q1 are divided into high priority customers, with arrival rate λ1H =

2
10

, and
low priority customers, with arrival rate λ1L =

4
10

. Customers in Q2 all have the same pri-

ority level and arrive at rate λ2 =
2
10

. All service times are exponentially distributed with
mean 1. The switch-over times S1 and S2 are also exponentially distributed with mean 1,
which results in a mean cycle time of E[C] = 10. The service discipline in Q2 is gated, the
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service discipline in Q1 is varied: gated, exhaustive and mixed gated/exhaustive. Results
for a queue with two priority levels and purely gated or exhaustive service are obtained
in Section 5.5, Example 1.

Table 6.1(a) displays the mean and the variance of the waiting times of the three
customer types under the three service disciplines. We conclude that, compared to gated
service, the mixed gated/exhaustive service is a major improvement for the high priority
customers in Q1, whereas the mean waiting times of the low priority customers in Q1
and the customers in Q2 hardly deteriorate. Of course in systems where ρ1H is relatively
high, the negative impact can be bigger and one has to decide exactly how far one wants
to go in giving extra advantages to customers that already receive high priority. When
comparing the mixed gated/exhaustive strategy to a system with purely exhaustive ser-
vice in Q1, we conclude that the improvement is not so much in the mean waiting time
for high priority customers, but mostly in the mean and variance of the waiting time for
customers in Q2.

Gated Exhaustive Mixed G/E
E[W1H] 9.578 2.520 2.338
E[W1L] 14.366 6.300 14.575
E[W2] 9.690 14.880 10.513
Var[W1H] 56.739 9.290 6.496
Var[W1L] 101.616 32.812 118.217
Var[W2] 58.513 231.256 76.371

(a) The switch-over times S1 and S2 are exponentially distributed with mean 1

Gated Exhaustive Mixed G/E
E[W1H] 63.187 11.333 11.167
E[W1L] 94.781 28.333 90.417
E[W2] 63.251 68.000 64.000
Var[W1H] 847.377 195.508 183.907
Var[W1L] 894.173 315.823 850.199
Var[W2] 853.777 1386.100 928.914

(b) Switch-over times are deterministic: S1 = S2 = 10

TABLE 6.1: Numerical results for Example 1. The mixed gated/exhaustive service disci-
pline is compared to gated and exhaustive service.

It is noteworthy that the mixed gated/exhaustive service discipline does not always
have a negative effect on the mean waiting time of low priority customers in Q1, E[W1L],
compared to the gated service discipline. If, for example, the switch-over times are taken
to be deterministic with value 10, the mean waiting time for low priority customers is
significantly less for the mixed gated/exhaustive service than for gated service, as can
be seen in Table 6.1(b). Compared to gated service, type 1H customers benefit strongly
from the mixed gated/exhaustive service discipline, and even type 1L customers benefit
from it. The mean waiting time for customers in Q2 has increased, but only marginally.

In order to get more understanding of this surprising behaviour of the waiting time
of low priority customers as function of the arrival intensities λ1H and λ1L , we use a
simplified model which leads to more insightful expressions, but displays the same char-
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acteristics as the model that was analysed in the previous paragraph. Instead of analysing
a polling model, we analyse an M/G/1 queue with multiple server vacations. The queue,
denoted by Q1, contains high (type 1H) and low (type 1L) priority customers. Again,
high priority customers are served before low priority customers. The service times of
both customer types are exponentially distributed with mean 1. This is for notational
reasons only, for this example we actually only require that both service times are iden-
tically distributed. One server vacation has a fixed length S. If the server does not find
any customers waiting upon arrival from a vacation, he takes another vacation of length
S and so on. In order to stay consistent with the notation used earlier, we denote the
occupation rate of high and low priority customers by respectively ρ1H and ρ1L . The
total occupation rate is ρ = ρ1 = ρ1H + ρ1L . Note that in this example λ1H = ρ1H and
λ1L = ρ1L . We now compare the mean waiting times of type 1L customers in the system
with purely gated service and the system with mixed gated/exhaustive service. For this
simplified model, we can write down explicit expressions that have been obtained by dif-
ferentiating the LSTs and solving the resulting equations. These expressions could also
have been obtained by using Mean Value Analysis (MVA) for polling systems [219, 223].

Gated service: E[W1L] = (1+ρ+ρ1H)
�

S

2(1−ρ) +
ρ

1−ρ2

�
, (6.12)

Mixed G/E service: E[W1L] =
ρ

(1−ρ)(1−ρ1H)
+

S(1+ρ(1− 2ρ1H))
2(1−ρ)(1−ρ1H)

. (6.13)

Now we analyse the behaviour of these waiting times as we vary λ1H between 0 and ρ,
while keeping λ1H + λ1L = ρ constant. Substitution of λ1H = 0 shows that the mean
waiting times in the gated and mixed gated/exhaustive system are equal:

E[W1L |ρ1H = 0] =
S(1+ρ)
2(1−ρ) +

ρ

1−ρ .

Letting λ1H ↑ ρ leads to the following expressions,

Gated service: E[W1L |ρ1H ↑ ρ] =
ρ(1+ 2ρ)

1−ρ2 +
S(1+ 2ρ)
2(1−ρ) ,

Mixed G/E service: E[W1L |ρ1H ↑ ρ] =
ρ

(1−ρ)2 +
S(1+ 2ρ)
2(1−ρ) .

Two interesting things can be concluded from these two equations for the case λ1H ↑ ρ:

• For fixed ρ, E[W1L] in a gated system is always less than E[W1L] in a mixed
gated/exhaustive system.

• The difference between E[W1L] in a gated system and E[W1L] in a system with
mixed gated/exhaustive service does not depend on S.

Focussing on the mean waiting time of type 1L customers only, we conclude that a
gated system performs the same as a mixed gated/exhaustive system as ρ1L = ρ, and
that a gated system always performs better when ρ1L ↓ 0. For 0 < ρ1L < ρ the vacation
time S determines which system performs better. By taking derivatives of (6.12) and
(6.13) with respect to ρ1H and letting ρ1H ↓ 0, one finds that the mean waiting time of
a type 1L customer in a mixed gated/exhaustive system is less than in a purely gated
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system when ρ1H ↓ 0, if and only if S > 2ρ
1+ρ

. Since a gated system always outperforms

a mixed gated/exhaustive system when λ1H ↑ ρ, for S > 2ρ
1+ρ

there must be (at least)
one value of λ1H for which the two systems perform the same. Further inspection of the
derivatives gives the insight that in a gated system the relation between E[W1L] and λ1H
is a straight line, which can also be seen immediately from Equation (6.12). In a mixed
gated/exhaustive system, the relation between E[W1L] and λ1H is not a straight line, both
the first and second derivative with respect to λ1H are strictly positive. This means that
for S ≤ 2ρ

1+ρ
the gated system always performs better than the mixed gated/exhaustive

system for any value of λ1H > 0, and for S > 2ρ
1+ρ

the mixed gated/exhaustive system
performs better than the gated system for 0 < λ1H < λ

∗
1H . The value of λ∗1H can be

determined analytically,

λ∗1H = ρ
S− 2ρ

1+ρ

S+ 2ρ
1+ρ

.

From this expression we conclude that limS→∞λ∗1H = ρ. Although we have studied only
the vacation model, the conclusions are also valid for more general settings, like polling
models with non-deterministic switch-over times, but the expressions are by far not as
appealing.

We visualise the findings of the present section in Figure 6.2, where we show three
plots of the mean waiting time of type 1L customers against λ1H . The model considered
is the same as in the beginning of the present section (two queues, gated service in Q2)
except for the switch-over times S1 and S2, which are now deterministic. We compare
gated service in Q1 to mixed gated/exhaustive service for three different switch-over
times (notice that the scales of the three plots in Figure 6.2 are different).
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FIGURE 6.2: Mean waiting time of type 1L customers in the polling model discussed in
Example 1. For gated and mixed gated/exhaustive service E[W1L] is plotted against λ1H
while keeping λ1L +λ1H constant. The solid lines correspond to mixed gated/exhaustive
service and the dashed lines correspond to gated service. The switch-over times S1 =
S2 = S/2 are deterministic.

Example 2

In the previous example we showed that the mixed gated/exhaustive service discipline
does not necessarily have a negative impact on the mean waiting times of low priority
customers. In this example we aim at giving a better comparison of the performance of
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the gated, exhaustive and mixed gated/exhaustive service disciplines in a polling system
with priorities. The polling system considered consists of two queues, each having high
and low priority customers. The switch-over times S1 and S2 are exponentially distributed
with mean 10. Service times of all customer types are exponentially distributed with
mean 1. The arrival rates of the various customer types are: λ1H = λ1L =

1
10

, and

λ2H = λ2L =
7
20

. The total occupation rate of this polling system is ρ = 9
10

, and we
deliberately choose a system where the occupation rates of the two queues are very
different, and the switch-over times are relatively high compared to the service times.
The reason is that we envision production systems as the main application for the model
in the present chapter (see also Section 2.1.2). In these applications large setup times
are very common (see, e.g., [221]).

Table 6.2 shows the mean and variance of the waiting times of all customer types of
this polling system for all combinations of gated, exhaustive and mixed gated/exhaustive
service. The system with exhaustive service in Q1 and mixed gated/exhaustive service in
Q2 displays a good combination of low mean waiting times and moderate variances.
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Queue Service discipline E[Wi L] E[WiH] Var[Wi L] Var[WiH]
1 gated 141.81 119.99 5166.03 4660.09
2 gated 222.95 146.82 5917.70 3560.67

Queue Service discipline E[Wi L] E[WiH] Var[Wi L] Var[WiH]
1 gated 165.49 140.03 11087.40 9411.43
2 exhaustive 59.45 17.83 1862.57 651.03

Queue Service discipline E[Wi L] E(WiH) Var[Wi L] Var[WiH]
1 gated 147.38 124.71 6406.11 5658.44
2 mixed gated/exhaustive 209.86 16.98 6213.92 555.67

Queue Service discipline E[Wi L] E(WiH) Var[Wi L] Var[WiH]
1 exhaustive 97.63 78.10 4252.19 3784.99
2 gated 224.00 147.51 6186.88 3690.81

Queue Service discipline E[Wi L] E[WiH] Var[Wi L] Var[WiH]
1 exhaustive 119.80 95.84 9516.58 7952.09
2 exhaustive 61.62 18.49 2136.19 728.97

Queue Service discipline E[Wi L] E[WiH] Var[Wi L] Var[WiH]
1 exhaustive 102.18 81.75 5193.21 4533.58
2 mixed gated/exhaustive 211.90 17.27 6722.53 586.84

Queue Service discipline E[Wi L] E[WiH] Var[Wi L] Var[WiH]
1 mixed gated/exhaustive 140.95 77.96 5140.20 3756.12
2 gated 223.45 147.15 6045.55 3622.49

Queue Service discipline E[Wi L] E[WiH] Var[Wi L] Var[WiH]
1 mixed gated/exhaustive 166.85 94.38 11655.90 7574.67
2 exhaustive 60.39 18.12 1978.87 684.25

Queue Service discipline E[Wi L] E[WiH] Var[Wi L] Var[WiH]
1 mixed gated/exhaustive 146.87 81.41 6452.48 4462.04
2 mixed gated/exhaustive 210.82 17.10 6451.10 569.08

TABLE 6.2: Expectation and variance of the waiting times in Example 2.
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INTRODUCTION TO PART III

The third part of this monograph is devoted to waiting time approximations for polling
models and traffic intersections with an exhaustive control policy. In Chapter 7 we de-
velop a closed-form approximation for waiting times in polling systems with general
renewal arrivals. In an extensive numerical study we show that it performs very well.
The approximation is an interpolation between the light-traffic and heavy-traffic limits of
the mean waiting times. In Chapter 8 we study a traffic intersection with an exhaustive
control policy. By modelling the intersection as a polling system where groups of multi-
ple queues are served simultaneously, we can develop the LT and HT limits for the mean
delays and create an interpolation that can be used to approximate these mean delays.
Chapter 9 discusses an extension of this model, allowing conflicting traffic streams to
receive a green light simultaneously.
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7
CLOSED-FORM WAITING TIME

APPROXIMATIONS

7.1 Introduction

When studying the literature on polling systems, it rapidly becomes apparent that the
computation of the distributions and moments of the waiting times and marginal queue
lengths is very cumbersome. Closed-form expressions do not exist, and even when one
fixes the number of queues and solves the set of equations that leads to the mean waiting
times, the obtained expressions are still too lengthy and complicated to interpret directly.
Numerical procedures, both approximate and exact, have been developed in the past to
compute these performance measures. However, these methods have several drawbacks.
Firstly, they are not transparent, but act as a kind of black box. It is, for instance, rather
difficult to study the impact of parameters like the occupation rate and the service level.
Secondly, these procedures are computationally complex and hard, if not impossible, to
implement in a standard spreadsheet program commonly used on the work floor. Finally,
the vast majority of standard methods focusses on Poisson arrival processes, which may
not be very realistic in many application areas. In this chapter the arrival streams are not
(necessarily) Poisson, i.e., the interarrival times follow a general distribution. The goal
is to derive closed-form approximations for the mean waiting times and mean marginal
queue lengths, which can be computed by simple spreadsheet calculations.

Our approach in developing an approximation for the mean waiting times uses the
LT limit, developed in Subsection 2.2.9, and the HT limit, studied in [60, 167, 206]. The
main idea is to create an interpolation between the LT limit and the HT limit. This inter-
polation yields good results, and has several nice properties, like satisfying the pseudo-
conservation law, and being exact for symmetric systems with Poisson arrivals and in
many limiting cases. These properties are described in more detail in the present chap-
ter. In the polling literature, several alternative approximations have been developed
before, most of which assume Poisson arrivals. For polling systems with Poisson arrivals
and gated or exhaustive service, the best results, by far, are obtained by an approximation
based on the PCL (see, e.g., [38, 84, 109]). Fischer et al. [90] study an approximation
for the mean waiting times in polling systems, which is also based on an interpolation
between (approximate) LT and HT limits. Their approach, however, is applied to a sys-
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tem with Poisson arrivals and time-limited service. Hardly any closed-form approxima-
tions exist for non-Poisson arrivals. The few that exist, perform well in specific limiting
cases, e.g., under HT conditions [167, 206], or if switch-over times become very large
[220, 222], but their performance deteriorates rapidly if these limiting conditions are
abandoned, in contrast to the approximation developed in the present chapter. We show
in an extensive numerical study that the quality of our approximation can be compared
to the PCL approximation for systems with Poisson arrivals, but provides good results as
well for systems with renewal arrivals.

Because of its simple form, the approximation function is very suitable for optimi-
sation purposes and implementation in a spreadsheet. Although only the mean waiting
times of systems with exhaustive or gated service are studied, the results can be extended
to higher moments and general branching-type service disciplines. Polling systems with
polling tables and/or batch service can also be analysed in a similar manner.

The structure of this chapter is as follows. The next section introduces the model and
the required notation, and states the main result. Section 7.3 illustrates how this main
result is obtained, while Section 7.4 provides results on the accuracy of the approximation
for a large set of combinations of input parameter values.

7.2 Model description and main result

In this chapter we consider a standard cyclic polling model with switch-over times, as
described in Section 2.2. The only generalisation that we allow is that the interarrival
times can have any arbitrary distribution. We regard several variables as a function of
the load ρ in the system. We refer to the variables at ρ = 1 as unscaled variables. Scaling
is done by keeping the service time distributions fixed, and varying the interarrival times.
We use the notation introduced in Subsections 2.2.1 and 2.2.10. For each variable x that
is a function of the load in the system, ρ, its value evaluated at ρ = 1 is denoted by x̂ .
For ρ = 1, the generic interarrival time of the stream in Q i is denoted by Âi . Reducing
the load ρ is done by scaling the interarrival times, i.e., taking the random variable
Ai := Âi/ρ as generic interarrival time at Q i . After scaling, the load at Q i becomes ρi =
ρE[Bi]/E[Âi]. The (scaled) rate of the arrival stream at Q i is defined as λi = 1/E[Ai].
Similarly, we define arrival rates λ̂i = 1/E[Âi], and proportional load at Q i , ρ̂i = ρi/ρ.
The system is assumed to be stable, so ρ is varied between 0 and 1.

We now present the main result, which is a closed-form approximation formula for
the mean waiting time E[Wi] of a type i customer as a function of ρ,

E[Wi,app] =
K0,i + K1,iρ+ K2,iρ

2

1−ρ , i = 1, . . . , N . (7.1)

The constants K0,i , K1,i , and K2,i depend on the input parameters and the service disci-
pline. If all queues receive exhaustive service, the constants become:

K0,i =E[Sres], (7.2)

K1,i =ρ̂i
�
E[Âi] ĝi(0)− 1

�
E[Bi,res] +E[Bres] + ρ̂i

�
E[Sres]−E[S]

�

− 1

E[S]

N−1∑
j=0

j∑
k=0

ρ̂i+kVar[Si+ j], (7.3)
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K2,i =
1− ρ̂i

2



∑N

j=1 λ̂ j

�
Var[B j] + ρ̂2

jVar[Â j]
�

∑N
j=1 ρ̂ j(1− ρ̂ j)

+E[S]


− K0,i − K1,i . (7.4)

If all queues receive gated service, we get:

K0,i =E[Sres], (7.5)

K1,i =ρ̂i
�
E[Âi] ĝi(0)− 1

�
E[Bi,res] +E[Bres] + ρ̂iE[Sres]

− 1

E[S]

N−1∑
j=0

j∑
k=0

ρ̂i+kVar[Si+ j], (7.6)

K2,i =
1+ ρ̂i

2



∑N

j=1 λ̂ j

�
Var[B j] + ρ̂2

jVar[Â j]
�

∑N
j=1 ρ̂ j(1+ ρ̂ j)

+E[S]


− K0,i − K1,i . (7.7)

The terms ĝi(t), for i = 1, . . . , N , are the densities of Âi , the interarrival times at ρ = 1.
These terms are discussed in more detail in the next section. It is suggested in [218] to
use the following default values for E[Âi] ĝi(0) if the exact values cannot be computed:

E[Âi] ĝi(0)≈





2
cv2

Ai

cv2
Ai
+1

if cv2
Ai
> 1,

�
cv2

Ai

�4
if cv2

Ai
≤ 1,

where cv2
Ai

is the squared coefficient of variation (SCV) of Ai (and, hence, also of Âi).
Note that this simplification results in an approximation that requires only the first two
moments of each input variable (i.e., service times, switch-over times, and interarrival
times).

REMARK 7.2.1. In case of Poisson arrivals, the constants K1,i and K2,i simplify consider-
ably. E.g., for exhaustive service they simplify to

KPoisson
1,i =E[Bres] + ρ̂i

�
E[Sres]−E[S]

�− 1

E[S]

N−1∑
j=0

j∑
k=0

ρ̂i+kVar[Si+ j],

KPoisson
2,i =(1− ρ̂i)


 E[Bres]∑N

j=1 ρ̂ j(1− ρ̂ j)
+
E[S]

2


− K0,i − KPoisson

1,i .

The derivation of this approximative formula for the mean waiting time is the topic
of the next section. An approximation for the mean queue length at Q i , E[Li] is obtained
by application of Little’s Law to the sojourn time of type i customers, i.e. the waiting time
plus the service time. As a function of ρ, we have

E[Li,app] = ρ
E[Wi,app] +E[Bi]

E[Âi]
.
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7.3 Derivation of the approximation

Approximation (7.1) is an interpolation approximation based on LT and HT limits. In the
next subsection we provide a motivation for this approach. In Subsections 7.3.2 and 7.3.3
we derive the LT and HT limits, respectively. The interpolation approximation, matching
these limits, is presented in Subsection 7.3.4. Finally, in Subsection 7.3.5, we show that
the interpolation approximation also matches known exact results for mean waiting times
in polling systems. An extensive numerical validation is the topic of Section 7.4, showing
that the interpolation approximation works extremely well.

7.3.1 Generic interpolation function

In its generic form, the interpolation approximation proceeds as follows; see [170, 183].
Consider an open queueing system with load ρ. Let f (ρ), 0 ≤ ρ < 1, be some function
of the queueing system (such as the mean waiting time), which is assumed to be analytic
on [0,1), i.e., by Taylor’s Theorem f (ρ) can be expressed as

f (ρ) =
∞∑

n=0

f (n)(0)
n!

ρn, 0≤ ρ < 1,

where f (n)(ρ) denotes the nth derivative of f (ρ). Usually, f (ρ) is intractable, but it may
be possible to derive partial information about f (ρ), such as the light-traffic limits f (n)(0)
for n = 0, 1, . . . , k and the “canonical” heavy-traffic limit h = limρ↑1(1 − ρ) f (ρ). For
examples, see [91, 170, 218], where based on the partial information, an approximation
for f (ρ) is constructed of the form

f̃ (ρ) =
q(ρ)
1−ρ , (7.8)

where q(ρ) is the (k+ 1)st degree polynomial, uniquely determined by the requirement
that f̃ (ρ) has to match everything that is known about f (ρ), i.e., f̃ (n)(0) = f (n)(0) for
n= 0, 1, . . . , k and limρ↑1(1−ρ) f̃ (ρ) = h. The heavy-traffic limit implies (see Property 1
in [183]),

lim
n→∞

f (n)(0)
n!

= h.

This suggests that, in the Taylor series, f (n)(0) for n > k can be approximated by n!h.
Thus, combined with knowledge of the light-traffic limits f (n)(0) for n = 0, 1, . . . , k, the
following new approximation can be produced,

f̄ (ρ) =
k∑

n=0

f (n)(0)
n!

ρn + h
ρk+1

1−ρ .

Interestingly, this seemingly different approximation f̄ (ρ) is identical to the interpolation
approximation f̃ (ρ), confirming the notion that they are the “natural” approximation for
f (ρ), given the partial information. In [170] the interpolation approximation (7.8) is
shown to work extremely well for several examples. We apply approximation (7.8) to
the new setting of polling systems with general renewal arrivals, for which no analytic
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expressions are known for the mean waiting times. Choosing f (ρ) as the mean waiting
time of a type i customer, we derive new (approximations for the) light-traffic limits
f (0) and the first derivative f ′(0), which together with the heavy-traffic limit, yield an
interpolation with a quadratic polynomial q(ρ); see (7.1). In Subsection 7.3.5 we prove
that the form (7.8) is crucial for this interpolation to satisfy the pseudo-conservation law
for all loads ρ.

7.3.2 Light traffic

The LT limits of the mean waiting times for a polling model with Poisson arrivals have
been studied in Subsection 2.2.9. In this subsection we adapt these limits and obtain
an approximate expression for the LT limits of a polling model with general renewal ar-
rivals. The LT limits (2.44) and (2.45) have been found using the Fuhrmann-Cooper
decomposition (2.46), for exhaustive service, and (2.47), for gated service. To obtain an
approximation for the LT limit for the model under consideration in the present chapter,
we assume that the Fuhrmann-Cooper decomposition also holds for renewal arrival pro-
cesses in light traffic. This assumption reduces the problem of finding the LT limits of the
mean waiting times in a polling system to finding the LT limits of E[Wi,GI/G/1], the mean
waiting time of a GI/G/1 queue with only type i customers in isolation, i = 1, . . . , N .

REMARK 7.3.1. Bertsimas and Mourtzinou [19] state that the decompositions (2.46) and
(2.47) also hold for polling systems with Mixed Generalised Erlang arrivals. However,
simulation and exact analysis of some simple cases indicate that the decomposition result
is not valid for the mean waiting times.

For the LT limit of the mean waiting time in a GI/G/1 queue, we use Whitt’s result
(Equation (16) in [218]), which gives

lim
ρi↓0
E[W (GI/G/1)

i ]
ρi

=
1+ cv2

Bi

2
E[Âi] ĝi(0)E[Bi], (7.9)

where cv2
Bi

is the SCV of the service times, and ĝi(t) is the density of the interarrival
times Âi . For practical purposes, it may be more convenient to express ĝi(0) in terms of
the density of Ai , the generic interarrival time of customers in Q i in the scaled situation.
The relation between the density of the scaled interarrival times Ai (= Âi/ρ), denoted by
gi(t), and the density of Âi , ĝi(t), is simply gi(t) = ρ ĝi(ρt). This means that the term
E[Âi] ĝi(0) can be rewritten as

E[Âi] ĝi(0) = E[Ai]gi(0).

Because of this equality, in the remainder of this chapter we might use either notation.
Since determining E[Âi] ĝi(0) is a required step in the computation of our approximation
for E[Wi], we give some practical examples.

Example 1. If the scaled interarrival times Ai are exponentially distributed with parameter
λi := 1/E[Ai], we have gi(t) = λie

−λi t . This implies that E[Ai]gi(0) = 1.

Example 2. In this example we assume that Ai follows a hyperexponential distribution
with balanced means. The SCV of Ai is denoted by cv2

Ai
. The density of this hyperexpo-

nential distribution is (see, e.g., [195])

gi(t) = pµ1e−µ1 t + (1− p)µ2e−µ2 t ,
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with

p =
1

2


1+

s
cv2

Ai
− 1

cv2
Ai
+ 1


 ,

µ1 =
1

E
�

Ai
�

1+

s
cv2

Ai
− 1

cv2
Ai
+ 1


 ,

µ2 =
1

E
�

Ai
�

1−

s
cv2

Ai
− 1

cv2
Ai
+ 1


 .

This leads to E[Ai]gi(0) = 1+ cv2
A−1

cv2
A+1
= 2

cv2
A

cv2
A+1

.

Example 3. Now we assume that the interarrival times follow a mixed Erlang distribution.
The density of the scaled interarrival times is

gi(t) = p
µk−1 tk−2

(k− 2)!
e−µt + (1− p)

µk tk−1

(k− 1)!
e−µt ,

i.e., a mixture of an Erlang(k− 1) and an Erlang(k) distribution with

k =

&
1

cv2
Ai

'
,

p =
k cv2

Ai
−
Æ

k(1+ cv2
Ai
)− k2 cv2

Ai

1+ cv2
Ai

,

µ =
k− p

E[Ai]
.

If k > 2, this leads to E[Ai] gi(0) = 0.

The distributions in Examples 1 − 3 are typical distributions to be used in a two-
moment fit if the SCV of the interarrival times is respectively 1, greater than 1, and less
than 1 (cf. [195]). The examples illustrate how E[Ai]gi(0) can be computed if the
density of the (scaled) interarrival times is known. If no information is available about
the complete density, but the first two moments of Ai are known, Whitt [218] suggests
to use the following approximation for E[Ai]gi(0)

E[Ai]gi(0) =





2
cv2

Ai

cv2
Ai
+1

if cv2
Ai
> 1,

�
cv2

Ai

�4
if cv2

Ai
≤ 1,

where cv2
Ai

is the squared coefficient of variation of the interarrival times of customers
in i. This approximation is exact for cv2

Ai
> 1, if the interarrival time distribution is a

hyperexponential distribution as discussed in Example 2. For cv2
Ai
< 1, the approximation



7.3 DERIVATION OF THE APPROXIMATION 123

is rather arbitrary, but Example 3 shows that E[Ai]gi(0) becomes small (or even zero)
very rapidly as cv2

Ai
gets smaller.

Summarising, the LT limit of a GI/G/1 queue (ignoring O(ρ2
i ) terms and higher) is

E[W (GI/G/1,LT)
i ] = ρi E[Ai]gi(0)E[Bi,res]. (7.10)

An approximation for the LT limit of the mean waiting time in Q i is found by plugging
(7.10) in the Fuhrmann-Cooper decomposition (2.46), for exhaustive service, and (2.47),
for gated service. For i = 1, . . . , N we have

E[W (LT,exh)
i ]≈E[Sres] +ρi(E[Âi] ĝi(0)− 1)E[Bi,res] +ρE[Bres]

+(ρ−ρi)
�
E[S]−E[Sres]

�
+

1

E[S]

i+N−1∑
k=i+1

ρk

k−1∑
j=i

Var[S j] +O(ρ2), (7.11)

E[W (LT,gated)
i ]≈E[Sres] +ρi(E[Âi] ĝi(0)− 1)E[Bi,res] +ρE[Bres] +ρiE[S]

+(ρ−ρi)
�
E[S]−E[Sres]

�
+

1

E[S]

i+N−1∑
k=i+1

ρk

k−1∑
j=i

Var[S j] +O(ρ2), (7.12)

where ĝi(t) is the density of the interarrival times of type i customers at ρ = 1. Equation
(7.11) follows from substitution of (7.10) and (2.52) in

E[Wi]≈ E[W (GI/G/1)
i ] +E[Ii,res], i = 1, . . . , N . (7.13)

We remind the reader that (7.11) and (7.12) are exact for Poisson arrivals.

7.3.3 Heavy traffic

The HT limits of polling models with general renewal arrivals have been discussed in
Subsection 2.2.10. In this chapter we only consider the mean waiting times.

(1−ρ)E[W (HT)
i ] =





1−ρ̂i

2

�
σ2

∑N
j=1 ρ̂ j(1−ρ̂ j)

+E[S]
�

Q i exhaustive,

1+ρ̂i

2

�
σ2

∑N
j=1 ρ̂ j(1+ρ̂ j)

+E[S]
�

Q i gated,
(7.14)

for ρ ↑ 1, and with σ2 as defined in (2.2.10).

7.3.4 Interpolation

Now that we have the expressions for the mean delay in both LT and HT, we can deter-
mine the constants K0,i , K1,i , and K2,i in approximation formula (7.1). We simply impose
the requirements that approximation (7.1) results in the same mean waiting time for
ρ = 0 as the LT limit, and for ρ ↑ 1 as the HT limit. Since (7.11) (and (7.12) for
gated service) has been determined up to the first order of ρ terms, we also add the
requirement that the derivative with respect to ρ, taken at ρ = 0, of our approximation
is equal to the derivative of the LT limit. A more formal definition of these requirements
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is presented below,

E[Wi,app]
��
ρ=0 = E[W

(LT)
i ]

��
ρ=0,

d

dρ
E[Wi,app]

��
ρ=0 =

d

dρ
E[W (LT)

i ]
��
ρ=0,

(1−ρ)E[Wi,app]
��
ρ=1 = (1−ρ)E[W (HT)

i ]
��
ρ=1.

This leads to (7.1) as approximation for E[Wi] in a polling system with general arrivals.
The constants K0,i , K1,i , and K2,i are defined in (7.2)–(7.4) for systems with exhaustive
service, or (7.5)–(7.7) for gated service.

7.3.5 Matching properties

A desirable property of an approximation is that it matches known exact results. In the
present section we discuss several cases where the interpolation approximation yields
exact results. Most cases require Poisson arrivals, but it is shown that also in two limiting
cases where exact results are available for general arrivals, i.e., heavy traffic and large
switch-over times, the approximation is exact. It further turns out that, in case of Pois-
son arrivals, the approximated mean waiting times satisfy the pseudo-conservation law,
implying that the weighted sum

∑N
i=1ρiE[Wi,app] is exact for any load 0 ≤ ρ < 1. In

fact, this appears to be true for any interpolation approximation for the mean waiting
times of the form (7.8) matching the HT limit and the LT limits of order 0 up to order
k, provided k > 0. These properties of the interpolation approximation indicate that it is
the “natural” approximation, given the HT and LT limits.

Light and heavy traffic. The light-traffic limit of E[Wi], given by (7.11) for exhaustive
service and by (7.12) for gated service, is exact for Poisson arrivals. The heavy-traffic limit
(7.14) of E[Wi] is even exact for renewal arrivals. An appropriate choice of constants
K0,i , K1,i and K2,i can reduce (7.1) to either (7.11), (7.12), or (7.14). Since the LT and
HT limits have been used in the set of equations that determine the coefficients of the
approximation, it goes without saying that E[Wi,app] is equal to the expression in (7.11)
(or (7.12) for gated service) and (7.14), for ρ ↓ 0 and ρ ↑ 1 respectively. This implies
that the LT limit of our approximation is exact for Poisson arrivals, and the HT limit is
exact for general arrivals.

Symmetric system. If ρ̂i =
1
N

for all i = 1, . . . , N , all Bi have the same distribution, and
the variances Var[Si] of all switch-over times are equal, then our approximation is exact
if all interarrival distributions are exponential. For exhaustive service, we obtain

K1,i =E[Bres] +
�

1− 1

N

�E[S]
2
−E[Sres],

and K2,i = 0. This implies that E[Wi,app] = E[Wi,symm], since

E[Wi,symm] =
ρ

1−ρE[Bres] +E[Sres] +
ρ(1− 1

N
)

1−ρ
E[S]

2
.
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Note that E[Wi,symm] is of the form (7.8) with q(ρ) being a linear polynomial. In fact, this
immediately implies that the interpolation is exact, given the (exact) LT and HT limits.
Further, we do not require that the mean switch-over times E[Si] are equal. One can
verify that the same holds for gated service.

Single queue (vacation model). An immediate consequence of the fact that our ap-
proximation is exact in symmetric polling systems with Poisson arrivals, is that it also
gives exact results for the mean waiting time of customers in a single-queue polling sys-
tem with Poisson arrivals. A polling system consisting of only one queue, but with a
switch-over time between successive visits to this queue, is generally referred to as a
queueing system with multiple server vacations.

Large switch-over times. For S deterministic, S →∞, and, again, under the assump-
tion of Poisson arrivals, it is proven in [220, 222] that E[Wi]

S
→ 1−ρi

2(1−ρ) for exhaustive
service. It can easily be verified that our approximation has the same limiting behaviour:

lim
S→∞
E[Wi,app]

S
=

1−ρi

2(1−ρ) . (7.15)

For gated service,
E[Wi,app]

S
→ 1+ρi

2(1−ρ) , which is also the exact limit (see, e.g., [221]).

Olsen [165] studies the effects of large switch-over times in polling systems operating
under HT conditions. She discovers that, under these conditions, the limiting behaviour
(7.15) is also exhibited in polling systems with general renewal arrivals. Moreover, it ap-
pears that the assumption of Poisson arrivals is not essential for (7.15) to hold, even if
the system does not operate under HT conditions. Although the proof of this statement
remains an open problem (see [29]), it seems that our approximation also gives exact re-
sults for deterministic S tending towards infinity in a polling model with general renewal
arrivals.

Miscellaneous other exact results. The approximation is also exact in several other
cases, all with Poisson arrivals, when the parameter values are carefully chosen. The
relations between the input parameters that yield exact approximation results become
very complicated, especially in polling systems with more than two queues. We only
mention one interesting example here: our approximation gives exact results for a two-
queue polling system with exhaustive service and

E[B1] = E[B2],E[S1] = E[S2], cv2
A1
= cv2

A2
, cv2

B1
= cv2

B2
, cv2

S1
= cv2

S2
, (7.16)

if the following constraint is satisfied:

ρ =
1+ I2

Ai

2IAi

−
cv2

Si

1+ cv2
Bi

· E[Si]
E[Bi]

, (7.17)

where IAi
= ρ̂1/ρ̂2 is the ratio of the loads of the two queues. Obviously, if IAi

= 1, the
system is symmetric and our approximation gives exact results regardless of the other
parameter settings.
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Pseudo-conservation law. A well-known result in the polling literature, is the so-called
pseudo-conservation law, derived by Boxma and Groenendijk [42] using the concept of
work decomposition. This law gives a closed-form expression for the weighted sum of
the mean waiting times in a polling system with Poisson arrivals, see (2.43). It can be
shown that the interpolation approximation (7.1) satisfies the pseudo-conservation law
in the case of Poisson arrivals. If E[Âi] ĝi(0) = 1 for i = 1, . . . , N , then

∑N
i=1ρiE[Wi,app]

equals the right-hand side of (2.43). In fact, in case of Poisson arrivals, any interpolation
approximation for the mean waiting times of the form (7.8), matching the HT limit and
the LT limits of order 0 up to order k, satisfies (2.43), provided k > 0. To establish this
result, we first rewrite (2.43) in the form Q(ρ) = 0, by moving the terms at the right-
hand side of (2.43) to the left. Now let Q∗(ρ) denote the version of Q(ρ) where the
mean waiting times have been replaced by their interpolation approximation. Clearly,
the interpolation approximation and the right-hand side of (2.43) are both of the form
(7.8), and thus Q∗(ρ) is also of the form

Q∗(ρ) =
q∗(ρ)
1−ρ ,

where q∗(ρ) is a polynomial of degree k + 2. Since the interpolation approximation
matches the LT limits of order 0 up to order k, it follows that Q∗(n)(0) = Q(n)(0) = 0,
and hence, q∗(n)(0) = 0 for all n = 0,1, . . . , k + 1. Further, by the HT limit, q∗(1) =
limρ↑1(1 − ρ)Q∗(ρ) = limρ↑1(1 − ρ)Q(ρ) = 0. This implies that q∗(ρ) = 0, and thus
Q∗(ρ) = 0 for all ρ.

7.4 Numerical study

7.4.1 Initial glance at the approximation

Before we study the accuracy of the approximation for a large test bed of polling sys-
tems, we just pick a rather arbitrary, simple system to compare the approximation with
exact results in order to get some initial insights. Consider a three-queue polling system
with loads of queues 1, 2, and 3 divided as follows: ρ̂1 = 0.1, ρ̂2 = 0.3, and ρ̂3 = 0.6.
All service times and switch-over times are exponentially distributed, with mean 1. The
interarrival times have SCV cv2

Ai
= 3 for i = 1, 2,3. In Figure 7.1 we plot the approxi-

mated mean waiting time of Q2, E[W2,app], versus the load of the system ρ. Since this
system cannot be analysed analytically, we compare the approximated values with simu-
lated values. Both in the approximation and in the simulation we fit a hyperexponential
distribution as described in Example 2.

The errors are largest for Q2, which is the reason why we chose this queue in par-
ticular in Figure 7.1. The most important information that this figure reveals, is that
even though the accuracy of the approximation is worst for this queue (a relative error
of −4.47% for ρ = 0.7), the shape of the approximation function is very close to the
shape of the exact function, which makes it very suitable for optimisation purposes. The
maximum relative errors of Q1 and Q3 are 3.10% and 2.90% respectively.

In order to get more insight in the numerical accuracy of the approximation for a wide
variety of different parameter settings, we create a large test bed in the next subsection
and compare the approximation with exact or simulated results. It turns out that the
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maximum relative errors for most of the polling systems are smaller than the one selected
in the above example.

E[W2]

ρ

approximation

simulation

10

20

30

40

0.0 0.2 0.4 0.6 0.8 1.0

FIGURE 7.1: Approximated and simulated mean waiting time E[W2] of Q2 of the example
in subsection 7.4.1.

7.4.2 Accuracy of the approximation

In the present section we study the accuracy of our approximation. We compare the
approximated mean waiting times of customers in various polling systems to the exact
values. The complete test bed of polling systems that are analysed, contains 2304 differ-
ent combinations of parameter values, all listed in Table 7.1. We show detailed results
for exhaustive service first, and discuss polling systems with gated service at the end of
this section. We have varied the load between 0.1 and 0.9 with steps of 0.2, and included

Parameter Notation Values
Number of queues N 2,3, 4,5
Load ρ 0.1, 0.3,0.5, 0.7,0.9, 0.99
SCV interarrival times cv2

Ai
0.25,1, 2

SCV service times cv2
Bi

0.25, 1
SCV switch-over times cv2

Si
0.25, 1

Imbalance interarrival times IAi
1, 5

Imbalance service times IBi
1, 5

Ratio service and switch-over times ISi/Bi
1, 5

TABLE 7.1: Test bed used to compare the approximation to exact results.
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ρ = 0.99 to analyse the limiting behaviour of our approximation when the load tends
to 1. The SCV of the interarrival times, cv2

Ai
, is varied between 0.25 and 2. In case of

non-Poisson arrivals, i.e. cv2
Ai
6= 1, the exact values have been established through exten-

sive simulation because they cannot be obtained in an analytic way. In these simulations
we fit a phase-type distribution to the first two moments of the interarrival times, as de-
scribed in Examples 2 and 3. For service times and switch-over times, only SCVs of 0.25
and 1 are considered. SCVs greater than 1 are less common in practice and are discussed
separately from the test bed later in this section. The imbalance in interarrival times
and service times, IAi

and IBi
, is the ratio between the largest and the smallest mean

interarrival/service time. The interarrival times are determined in such a way, that the
overall mean is always 1, λ1 is the largest and λN the smallest, and the steps between
the λi are linear. E.g., for N = 5 and IAi

= 5 we get λi = 2− i/3, i = 1, . . . , 5. The mean
service times E[Bi] increase linearly in i = 1, . . . , N , with E[BN ] = IBi

E[B1] (so E[B1] is

the smallest mean service time). They follow from the relation
∑N

i=1λiE[Bi] = ρ. E.g.,
for N = 5, and IAi

= IBi
= 5 we get E[Bi]/ρ = 3i/35. The last parameter that is varied

in the test bed, is the ratio between the mean switch-over times and the mean service
times, ISi/Bi

= E[Si]
E[Bi]

. The total number of systems analysed is 4× 6× 3× 25 = 2304. A
system consisting of N queues results in N mean waiting times, E[W1], . . . ,E[WN ], so in
total these 2304 systems yield 8064 mean waiting times. The absolute relative errors,
defined as |o − e|/e, where o stands for observed (approximated) value, and e stands
for expected (exact) value, are computed for all these 8064 queues. Table 7.2 shows
these relative errors (times 100%) categorised in bins of 5%. In this table, and in all
other tables, results for systems with a different number of queues are displayed in sep-
arate rows. The reader should keep in mind that the statistics in each row are based on
1
4
×2304×N absolute relative errors, where N is the number of queues used in the spec-

ified row. Table 7.2 shows that, e.g., 98.84% of the approximated mean waiting times in
polling systems consisting of 3 queues deviate less than 5% from their true values. From
Table 7.2 it can be concluded that the approximation accuracy increases with the number
of queues in a polling system. More specifically, for systems with more than 2 queues, no
approximation errors are greater than 10%, and the vast majority is less than 5%. The
mean relative errors for N = 2, . . . , 5 are respectively 2.18%,0.93%, 0.70% and 0.57%. It
is also noteworthy, that 193 out of the 2304 systems yield exact results. All of these 193
systems have Poisson input, and all of them – except for one – are symmetric. The only
asymmetric case for which our approximation yields an exact result, happens to satisfy
constraints (7.16) and (7.17).

In Table 7.3 the mean relative error percentages are shown for a combination of
input parameter settings. The number of queues is always varied per row, while per
column another input parameter is varied. This way we can find in more detail which
(combinations of) parameter settings result in large approximation errors. In Table 7.3(a)
the load ρ is varied, and it can be seen that for a load of ρ = 0.7 the approximation is
least accurate. E.g., the mean relative error of all approximated waiting times in polling
systems consisting of 3 queues with a load of ρ = 0.7 is 1.69%. Table 7.3(b) shows the
impact of the SCV of the interarrival times on the accuracy. Especially for systems with
more than 2 queues the accuracy is very satisfactory, in particular for the case cv2

Ai
= 1.

In Table 7.3(c) the impact of imbalance in a polling system on the accuracy is depicted,
and, as could be expected, it can be concluded that a high imbalance in either service
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or interarrival times has a considerable, negative, impact on the approximation accuracy.
Polling systems with more than 2 queues are much less affected by this imbalance than
polling systems with only 2 queues.

N 0− 5% 5− 10% 10− 15% 15− 20%
2 86.46 10.24 2.78 0.52
3 98.84 1.16 0.00 0.00
4 99.78 0.22 0.00 0.00
5 99.93 0.07 0.00 0.00

TABLE 7.2: Errors of the approximation applied to the 2304 test cases with exhaustive
service, as described in Section 7.4, categorised in bins of 5%.

N Load (ρ)
0.10 0.30 0.50 0.70 0.90 0.99

2 0.31 1.81 3.41 4.17 2.70 0.67
3 0.16 0.84 1.44 1.69 1.07 0.39
4 0.13 0.68 1.14 1.28 0.73 0.25
5 0.11 0.57 0.94 1.03 0.57 0.22

(a)

N SCV interarrival times (cv2
Ai

)
0.25 1 2

2 2.27 1.76 2.50
3 1.36 0.52 0.92
4 1.13 0.29 0.69
5 0.97 0.19 0.56

(b)

N Imbalance interarrival and service times
IAi
= 1, IBi

= 1 IAi
= 1, IBi

= 5 IAi
= 5, IBi

= 1 IAi
= 5, IBi

= 5
2 0.69 2.92 2.80 2.30
3 0.65 1.27 0.75 1.06
4 0.56 0.89 0.62 0.73
5 0.49 0.69 0.53 0.59

(c)

TABLE 7.3: Mean relative approximation error, categorised by number of queues (N) and
total load of the system (a), SCV of the interarrival times (b), and imbalance of the
interarrival and service times (c).

7.4.3 Miscellaneous other cases

In this subsection we discuss several cases that are left out of the test bed because they
might not give any new insights, or because the combination of parameter values might
be rarely found in practice.
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More queues. Firstly, we discuss polling systems with more than 5 queues briefly. With-
out listing the actual results, we mention here that the approximations become more and
more accurate when letting N grow larger, and still varying the other parameters in the
same way as is described in Table 7.1. For N = 10 already, all relative errors are less than
5%, with an average of less than 0.5%, and it gets even smaller as N grows further.

More variation in service times and switch-over times. In the test bed we only use
SCVs 0.25 and 1 for the service times and switch-over times, because these seem more
relevant from a practical point of view. As the coefficient of variation grows larger, our
approximation will become less accurate. E.g., for Poisson arrivals we took cv2

Bi
∈ {2,5},

cv2
Si
∈ {2, 5}, and varied the other parameters as in our test bed (see Table 7.1). This way

we reproduced Table 7.2. The result is shown in Table 7.4 and indicates that the quality
of our approximation deteriorates in these extreme cases. The mean relative errors for
N = 2, . . . , 5 are respectively 3.58%, 1.78%, 1.07%, and 0.77%, which is still very good
for systems with such high variation in service times and switch-over times. For non-
Poisson input, no investigations were carried out because the results are expected to
show the same kind of behaviour.

N 0− 5% 5− 10% 10− 15% 15− 20%
2 74.22 14.84 6.51 2.08
3 89.76 7.29 2.08 0.69
4 94.53 4.56 0.91 0.00
5 97.71 2.19 0.10 0.00

TABLE 7.4: Errors of the approximation applied to the 768 test cases with Poisson arrival
processes and high SCVs of the service times and switch-over times, categorised in bins
of 5%.

Small switch-over times. Systems with small switch-over times, in particular smaller
than the mean service times, also show a deterioration of approximation accuracy - es-
pecially in systems with 2 queues. In Figure 7.2 we show an extreme case with N = 2,
service times and switch-over times are exponentially distributed with E[Bi] =

9
40

and

E[Si] =
9

200
for i = 1, 2, which makes the mean switch-over times 5 times smaller than

the mean service times. Furthermore, the interarrival times are exponentially distributed
with λ1 = 5λ2. In Figure 7.2 the mean waiting times of customers in both queues
are plotted versus the load of the system. Both the approximation and the exact val-
ues are plotted. For customers in Q1 the mean waiting time approximations underesti-
mate the true values, which leads to a maximum relative error of −11.2% for ρ = 0.7
(E[W1,app] = 0.43, whereas E[W1] = 0.49). The approximated mean waiting time for
customers in Q2 is systematically overestimating the true value. The maximum relative
error is attained at ρ = 0.5 and is 28.8% (E[W1,app] = 0.41, whereas E[W1] = 0.52).
Although the relative errors are high in this situation, the absolute errors are still rather
small compared to the mean service time of an individual customer. This implies that
the mean sojourn time is already much better approximated. Nevertheless, this example
illustrates one of the situations where our approximation gives unsatisfactory results.
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FIGURE 7.2: Approximated and exact mean waiting times for a two-queue polling system
with small switch-over times.

7.4.4 Comparison with existing approximations

The only alternative approximations that exist for polling systems with non-exponential
interarrival times, only perform well under extreme, limiting conditions. In [167, 206]
it is suggested to use the HT limit (7.14) as an approximation, but the accuracy is only
found to be acceptable for ρ > 0.8. Another approximation for the mean waiting time in
polling systems with non-exponential interarrival times uses the limit for S → ∞ [220,
222]. This approximation is accurate if either the total switch-over time in the system
is large and the switch-over times have low variance, or if the total switch-over time in
the system is large and the system is in heavy traffic. For completeness, we mention
that it is also possible to construct an approximation that is purely based on the LT limit,
developed in the present chapter

E[W (LT)
i ]≈ K0,i + (K1,i − K0,i)ρ

1−ρ . (7.18)

We do not wish to go into further details on this topic, because the accuracy of (7.18)
turns out to be worse for high loads. This makes our approximation, which is exact in
all these limiting cases, the only one which can be applied under all circumstances. We
support this statement by reproducing Table 7.3(a) for the three alternative approxima-
tions, based on HT limit, large switch-over times, and LT limit. A comparison of Table
7.5, which displays these results, to Table 7.3(a), clearly indicates the drawbacks of using
approximations based on one limiting case only.

For polling systems with Poisson arrivals, several alternative approximations have
been developed in the existing literature. The best one among them (see, e.g., [38, 84,
109]) uses the relation E[Wi] = (1±ρi)E[Ci,res], where Ci is the cycle time, starting at
a visit completion to Q i when service is exhaustive, and starting at a visit beginning for
gated service. By± we mean− for exhaustive service, and+ for gated service. The mean
residual cycle time, E[C res

i ], is assumed to be equal for all queues, i.e. E[Ci,res]≈ E[Cres],
and can be found by substituting E[Wi] ≈ (1 ± ρi)E[Cres] in the pseudo-conservation
law (2.43). We have used this PCL-based approximation to estimate the mean waiting
times of all queues in the test bed described in Table 7.1, but taking only the 768 cases
where cv2

Ai
= 1. Table 7.6 shows the mean relative errors for our approximation (a) and

the PCL approximation (b), categorised in bins of 5% as was done before in Table 7.2.
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N Load (ρ)
0.10 0.30 0.50 0.70 0.90 0.99

2 58.97 51.03 40.34 27.47 11.34 1.46
3 30.62 25.66 19.63 12.61 4.56 0.62
4 22.49 18.61 14.02 8.80 3.08 0.42
5 18.06 14.83 11.10 6.88 2.36 0.37

(a)

N Load (ρ)
0.10 0.30 0.50 0.70 0.90 0.99

2 27.13 31.08 35.95 41.32 46.78 49.23
3 19.28 21.68 24.51 27.52 30.33 31.44
4 15.05 16.75 18.76 20.92 22.93 23.67
5 12.37 13.67 15.24 16.96 18.56 19.17

(b)

N Load (ρ)
0.10 0.30 0.50 0.70 0.90 0.99

2 0.34 2.65 7.00 13.42 21.90 26.82
3 0.24 1.68 3.90 6.70 9.62 10.82
4 0.19 1.31 2.97 4.87 6.75 7.46
5 0.16 1.09 2.45 4.02 5.54 6.12

(c)

TABLE 7.5: Mean relative approximation error, categorised by number of queues (N) and
total load of the system, for three alternative approximations: based on the HT limit (a),
based on large switch-over times (b), and based on the LT limit (c).

From these tables (and from other performed experiments that are not mentioned for the
sake of brevity) it can be concluded that for N > 2 both approximations have almost the
same accuracy, our approximation being slightly better for small values of ρ, and the PCL
approximation being slightly better for high values of ρ (both methods are asymptotically
exact as ρ ↑ 1). However, for N = 2 our method suffers greatly from imbalance in the
system, whereas the PCL approximation proves to be more robust.

7.4.5 Gated service

Until now we have only shown and discussed approximation results for polling systems
with exhaustive service. The complete test bed described in Table 7.1 has also been
analysed for polling systems where each queue receives gated service. As can be seen in
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N 0− 5% 5− 10% 10− 15%
2 89.32 9.11 1.56
3 100.00 0.00 0.00
4 100.00 0.00 0.00
5 100.00 0.00 0.00

(a)

N 0− 5% 5− 10% 10− 15%
2 96.09 2.86 1.04
3 99.31 0.69 0.00
4 100.00 0.00 0.00
5 100.00 0.00 0.00

(b)

TABLE 7.6: Errors of the approximation applied to the 768 test cases with Poisson input,
categorised in bins of 5%. In (a) the percentages of mean relative errors in each bin are
shown for our approximation, in (b) results are shown for the PCL approximation.

Table 7.7, the overall quality of the approximation is good, but worse than for polling
systems with exhaustive service. More details on the reason for these inaccuracies can be
found in Table 7.8, which is the equivalent of Table 7.3 for gated service. Table 7.8(b)
illustrates that there is now a huge difference between systems with Poisson arrivals,
and systems with non-Poisson arrivals. For the cases with cv2

Ai
= 1, the approximation

is extremely accurate, even for two-queue polling systems. The accuracy in cases with
cv2

Ai
6= 1 is worse, which is caused by the assumptions that are made to approximate

the LT limit (7.12). Firstly, the decomposition (2.47) does not hold for non-Poisson
arrivals, and secondly, the terms E[Ii,res] and E[Vi Ii]

E[Ii]
in this decomposition have only been

approximated. For exhaustive service, these assumptions do not have much negative
impact on the accuracy, but apparently, for gated service, they do. The mean relative
errors for N = 2, . . . , 5 queues are respectively 2.70%, 2.25%, 1.90%, and 1.63%. The
imbalance of the mean interarrival and service times hardly influences the accuracy of
the approximation, as can be concluded from Table 7.8(c).

If we consider the 768 cases with Poisson arrivals only, the mean relative errors of our
approximation for N = 2, . . . , 5 are respectively 0.34%,0.17%, 0.10%, and 0.08%. This
accuracy is even better than the one achieved by the PCL approximation.

N 0− 5% 5− 10% 10− 15% 15− 20%
2 82.55 12.33 2.95 1.56
3 85.42 10.53 3.13 0.81
4 88.85 8.46 2.43 0.26
5 92.22 6.60 1.15 0.03

TABLE 7.7: Errors of the approximation applied to the 2304 test cases with gated service,
as described in Subsection 7.4.5, categorised in bins of 5%.



134 CLOSED-FORM WAITING TIME APPROXIMATIONS

N Load (ρ)
0.10 0.30 0.50 0.70 0.90 0.99

2 2.64 4.55 4.31 3.10 1.25 0.37
3 2.03 3.78 3.68 2.68 1.04 0.30
4 1.62 3.14 3.13 2.32 0.92 0.28
5 1.35 2.67 2.71 2.03 0.81 0.21

(a)

N SCV interarrival times (cv2
Ai

)
0.25 1 2

2 4.72 0.34 3.05
3 4.06 0.17 2.53
4 3.45 0.10 2.16
5 2.98 0.08 1.84

(b)

N Imbalance interarrival and service times
IAi
= 1, IBi

= 1 IAi
= 1, IBi

= 5 IAi
= 5, IBi

= 1 IAi
= 5, IBi

= 5
2 2.76 2.64 2.81 2.59
3 2.28 2.25 2.27 2.21
4 1.93 1.91 1.90 1.87
5 1.64 1.66 1.64 1.58

(c)

TABLE 7.8: For gated service: mean relative approximation error, categorised by number
of queues (N) and total load of the system (a), SCV of the interarrival times (b), and
imbalance of the interarrival and service times (c).



8
SIGNALISED INTERSECTIONS WITH

EXHAUSTIVE TRAFFIC CONTROL

8.1 Introduction

Traffic signals play an important part in the infrastructure of towns and cities all over
the world, and waiting before a red traffic light has become an unavoidable nuisance in
everyday life. It is obvious that it is important to find optimal settings, i.e. green and red
times, for signalised intersections. When evaluating the quality of traffic signal settings,
the most commonly used criterion for optimality is a weighted average of the expected
vehicle delays. Surprisingly, however, the most commonly used formulas for calculating
the mean delays are based on major simplifications of the actual situation encountered in
reality (see, e.g., [64, 196]). On the other hand, for most realistic cases hardly any good
alternatives exist. Typical traffic lights settings can be divided into three strategies: fixed
cycle, vehicle-actuated, and traffic-actuated signals. The fixed-cycle policy for signalised
intersections is the oldest strategy, defining fixed red, amber and green times. Vehicle-
actuated traffic signals have flexible green phases with minimum and maximum green
times. Detectors gather information about the presence of vehicles at the different traffic
flows and use this information to determine whether the best option is to stay green,
or switch to an all-red phase. Traffic-actuated signals are much like vehicle-actuated
signals, with the additional possibility that actual queue lengths are determined. The
combined information about all queue lengths can be used to create more sophisticated
traffic signal settings.

In this chapter we study a signalised intersection with vehicle-actuated, exhaustive
traffic control. The policy is exhaustive, because a green phase ends as soon as no vehicle
is present in any flow that faces a green light. The main advantage of an exhaustive
control policy is its efficiency, due to the fact that the traffic lights do not turn red until
all vehicles in the corresponding flows have left. From the pseudo-conservation law for
polling models we have learned that this implies that the exhaustive policy minimises
the mean total amount of unprocessed work in the system, i.e., the total time required
by all vehicles present at the intersection to discharge at the corresponding saturation
flow rates. Newell [162] argues that, for isolated intersections, an exhaustive control
policy should be preferred over alternative strategies. Nevertheless, a well-known dis-
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advantage of the exhaustive control policy is its unfairness with respect to vehicles in
flows where relatively few vehicles arrive. For this reason, in practice often time-limited
control policies are used.

In the literature review in Subsection 2.1.3 we have observed that most of the lit-
erature on traffic signals focus on fixed-cycle settings. Webster’s formula for the mean
delay [215] is still used in most traffic engineering manuals. In the literature on vehicle-
actuated traffic signals, either the models are very simplified versions of reality, or the
resulting algorithm or expression to determine the mean delays is so complex that it
cannot be implemented for real-life intersections. Most of the papers focus on two or
four lanes only; Newell and Osuna [163] have written one of the few papers studying
an intersection where multiple flows of vehicles can receive a green light simultaneously.
Haijema and Van der Wal [114] study a model that allows for multiple groups of differ-
ent flows, but their approach uses a Markov Decision Problem (MDP) formulation, which
does not lead to closed-form, transparent expressions for the mean delay. Additional ad-
vantages, apart from the comprehensiveness, of a closed-form expression for the mean
delay, is that it is perfectly suitable for optimisation purposes, and that it can easily be
adapted to extensions of the model. The next chapter will provide an example of such an
extension.

The goal of this chapter is to provide a comprehensive, novel analysis for traffic in-
tersections with a vehicle-actuated, exhaustive control policy. The model under consid-
eration is more realistic than most vehicle-actuated models, in the sense that we allow
combinations of multiple flows to receive a green light simultaneously, we take more
types of randomness into account (e.g., in interarrival times and interdeparture times),
and we do not limit ourselves to Poisson arrivals. The main contribution of this chap-
ter is twofold. Firstly, we capture the limiting behaviour of the model under light-traffic
and heavy-traffic conditions. The HT results give insight into the system behaviour when
the intersection becomes saturated. The LT results describe the system when it is hardly
exposed to any traffic at all. These results are mostly interesting because they form an
essential building block for the second main contribution of this chapter, a closed-form
approximation for the mean delay. Just like in the previous chapter, this approxima-
tion is created using an interpolation between the LT and HT limits, which results in a
comprehensive expression that is very insightful, simple to implement, and suitable for
optimisation purposes.

We use a polling model to describe the traffic intersection. The main reason why it
is difficult to analyse a polling system with simultaneous service of multiple queues, is
that the system loses the branching property. We show that, despite the fact that the
branching property is not satisfied, the delays can still be studied under LT and HT con-
ditions. Furthermore, we show that the closed-form approximations for polling systems,
developed in the previous chapter, can be adapted and applied to traffic intersections.

The structure of this chapter is as follows. In the next section we present an outline
of the model and describe in more detail how a traffic intersection can be modelled using
a polling model with simultaneous service of multiple queues. The notation required
for the remainder of this (and the next) chapter is also introduced in Section 8.2. In
Section 8.3 we study the distribution of the delays under heavy-traffic conditions. This
means that we increase the arrival intensities and, hence, the load of the system until
it reaches the point of saturation. In Section 8.4 we study the behaviour of the system
under light-traffic conditions. It goes without saying that this situation is rather opposite
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to the previous section, and mean delays of vehicles in an (almost) empty system are
analysed. Using the mean delays under LT conditions, and the mean delays under HT
conditions, we develop interpolations between these two limits in Section 8.5. These
interpolations can be used as approximations for the mean delay under any system load.
In Section 8.6 we discuss the accuracy of the approximations and show numerical results
for three intersections, located in The Netherlands. We finish with some conclusions and
topics for further research.

8.2 Model description and notation

We model the traffic intersection as a polling system consisting of N queues attended
by a single server in a cyclic order. Each flow of vehicles, sometimes referred to as
stream, corresponds to a queue in the polling system. Note that traffic approaching the
intersection from the same direction, sharing one lane, but with different destinations
(e.g., flow 9 in Figure 8.1), is modelled as one single queue, whereas the same situation
with two different lanes (e.g., flows 1 and 2) is modelled as two separate queues. In this

1
2
3

5 4

6
7
8

9 10

FIGURE 8.1: An example of an intersection with traffic approaching from four directions.

chapter we extend the standard polling model by dividing the queues into groups that are
served simultaneously. We impose the restriction that each flow can be part of only one
group. Note that the Highway Capacity Manual 2000 (HCM, [196]) often does not use
the terms “flow” or “stream”, but prefers lane group, defined as a set of lanes established
at an intersection approach for separate capacity and level-of-service analysis. We will
not adopt this terminology, except for a few times in this section, because it might be
confused with a group (or combination) of non-conflicting flows that receive a green
light simultaneously. A cycle consists of multiple phases, where groups of non-conflicting
flows receive the right-of-way simultaneously. The switch-over times in the polling model
correspond to the all-red times of a traffic intersection. Adopting the terminology used in
the polling literature, we refer to the green periods as visit times. Similarly, the red period
of a group of flows may be referred to as intervisit time of that group. We assume that
the control policy, which is called service discipline in the polling literature, is exhaustive
service. Since multiple queues are served simultaneously, exhaustive service implies that
a green period only ends when all queues in the corresponding group are empty. The N
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flows of the intersection are divided into a number of groups, denoted by M . Each group,
say group g = 1, . . . , M , consists of Ng nonconflicting flows of vehicles. We assume that

each flow belongs to exactly one group, so
∑M

g=1 Ng = N . Denote by Rg the all-red time
starting at the end of the green period of group g, denoted by Gg . The total all-red time

in a cycle, denoted by R, equals R =
∑M

g=1 Rg . We assume that the all-red times Rg are
independent random variables. In reality, all-red times are generally deterministic, which
simplifies many results obtained in this chapter.

The times between two consecutive vehicles (in the same flow) crossing the stop
line are generally called departure headways and will be denoted by Bi , i = 1, . . . , N . In
the polling model, these headways correspond to service times of customers, but in the
literature on traffic signals it is more common to use the reciprocal, 1/E[Bi], which is
referred to as discharge rate or saturation flow rate. An advantage of adopting a polling
model, is that it allows for randomness in the headways, which is generally ignored in
the literature on traffic signals. This randomness enables us to distinguish between slow
and fast, or between big and small vehicles. An important aspect of our model, is that we
make a distinction between the headways of queued vehicles, and vehicles approaching
the intersection without queue in front of them. If a queue clears before the green period
terminates, all vehicles that arrive during the remainder of this visit period pass through
the system and experience no delay whatsoever. This assumption is quite common in
the literature on traffic light queues to distinguish between headways of cars that need to
accelerate and cars that arrive at full speed (see, e.g., [199, 208]), but it is not common in
the polling literature. Furthermore, we assume that the headways Bi are independent of
each other and of all other random variables in the model. This assumption is generally
not satisfied in practice, because the first few vehicles might require a slightly longer
time to accelerate. However, this can be circumvented by incorporating any systematic,
additional delay of the first cars crossing the intersection after an all-red phase in the
preceding all-red time (Rg−1 for vehicles belonging to group g = 1, . . . , M).

We assume that the interarrival times of vehicles, corresponding to customers in the
polling system, are independent, generally distributed random variables Ai , i = 1, . . . , N .
The arrival rates are denoted by λi = 1/E[Ai], i = 1, . . . , N . The main performance
measures of interest are the delays Wi of vehicles in flow i. Note that for a queued vehicle,
the delay is the waiting time plus Bi , whereas vehicles approaching a clear intersection
during a green period experience no delay at all. We study the delay as a function of
the total traffic load offered to the system, denoted by ρ. The load of a particular flow,
say flow i, is denoted by ρi = λiE[Bi]. The total load is the sum of the loads of the
different flows: ρ =

∑N
i=1ρi . The HCM refers to ρi as the flow ratio of lane group i,

being the ratio of the actual flow rate (λi) to the saturation flow rate (1/E[Bi]) for lane
group i at an intersection. Since, starting from the next section, we consider the delay
as a function of ρ, we have to specify in more detail how the scaling takes place. In
general, the scaling is done exactly as in Chapter 7, by keeping the headways Bi fixed,
and scaling the interarrival times Ai (or arrival rates λi). The only difference is in the
definition of the unscaled variables. The settings that we call “unscaled” correspond to
the situation where ρ̂ =

∑N
i=1 ρ̂i = 1, which has the advantage that ρ̂i can be interpreted

as the fraction of the total traffic load that is routed to flow i. This means that, if the
total load equals ρ, the actual flow ratio of flow i is ρi = ρ̂i × ρ. Hence, the unscaled
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interarrival times Âi are the interarrival times that lead to a system with load 1,

N∑
i=1

ρ̂i =
N∑

i=1

λ̂iE[Bi] =
N∑

i=1

E[Bi]

E[Âi]
= 1.

The other scaled/unscaled quantities follow from the relation Ai = Âi/ρ. Another inter-
esting quantity is the departure headway of an arbitrary vehicle (in any flow), denoted
by B. Since an arbitrary vehicle arrives in flow i with probability λi/

∑N
j=1λ j , we have

E[B] =
1∑N

j=1λ j

N∑
i=1

λiE[Bi] =
ρ∑N

j=1λ j

=
1∑N

i=1 λ̂i

.

From now on, we use the subscripts {g, j} for flow j within group g. Without loss of
generality, we order the flows within a group according to their flow ratios: ρg,1 >
ρg,2 ≥ · · · ≥ ρg,Ng

. For example, supposing that in Figure 8.1 flows 4 and 9 are part of
group 1, and flow 4 has a higher flow ratio than flow 9, we use the notation B1,1 = B4, and
B1,2 = B9. The flows with the highest flow ratios, flows {g, 1} for g = 1, . . . , M , are called
dominant flows, or critical lane groups in the HCM. Since we study the limiting behaviour
of the intersection as it becomes saturated, the stability condition is an important issue
for our analysis.

THEOREM 8.2.1. The system is stable (i.e., the intersection is undersaturated) if and only if

M∑
g=1

ρg,1 < 1.

PROOF. A rigorous proof of Theorem 8.2.1 can be found in [28]. An intuitive explanation
of this result can be found in Section 8.3.

Note that only the dominant flows play a role in this stability condition. We study the
steady-state of stable systems only, so we assume that

0≤ Lρ < 1,

where L =
∑M

g=1 ρ̂g,1, i.e., the total relative load of the dominant flows. The quantity
Lρ is called the critical volume-to-capacity ratio in the HCM, defined as the proportion of
available intersection capacity used by vehicles in critical lane groups. Sometimes it is
more convenient to use Lρ instead of ρ, because its value is always between 0 and 1, for
all stable intersections. It turns out to be convenient to introduce ρg,• =

∑Ng

j=1ρg, j as the

load of group g, and λg,• =
∑Ng

j=1λg, j as the total arrival rate of group g.

8.3 Heavy traffic

In the present section we study an intersection with exhaustive control policy under HT
conditions. From Theorem 8.2.1 we learn that the critical load for which the point of
saturation is reached, is completely determined by the dominant flows in each group:
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the system becomes saturated as
∑M

g=1ρg,1 ↑ 1, which is equivalent to Lρ ↑ 1. As the
total load of the system, ρ, increases, the green times, the cycle times and waiting times
become larger and will eventually grow to infinity. For this reason, we scale them ap-
propriately and consider the scaled versions. Since we consider finite all-red times, they
become negligible compared to the waiting times as the load is increased.

Polling systems under HT conditions have been studied by Coffman et al. [59, 60],
and by Olsen and Van der Mei [166, 167]. A summary of their results is given in Subsec-
tion 2.2.10. The key observation in the HT analysis of polling models is the occurrence
of a so-called Heavy Traffic Averaging Principle (HTAP). When a polling system becomes
saturated, two limiting processes take place. Let V denote the total workload of the sys-
tem. As the load offered to the system, ρ, tends to 1, the scaled total workload (1−ρ)V
tends to a Bessel-type diffusion. However, the work in each queue is emptied and refilled
at a faster rate than the rate at which the total workload is changing. This implies that
during the course of a cycle, the total workload can be considered as constant, while the
loads of the individual queues fluctuate like a fluid model. The HTAP relates these two
limiting processes and provides expressions for the stationary distributions of the scaled
cycle times, switch-over times, and waiting times. We start by discussing the fluid model
and discuss the relation with the original model subsequently.

Fluid model. We introduce a fluid model, with work flowing in at constant rate ρ̂g, j/L
for flow {g, j}. The all-red times are not considered in the fluid model, because under HT
conditions they become negligible. A graphical illustration of the fluid model is presented
in Figure 8.2. On the horizontal axis, the course of a cycle with length c is plotted. On
the vertical axis, the scaled workloads in flows {g, 1} and {g, 2} are plotted. Because the
length of the green periods is determined by the dominant flows, the system becomes
saturated as

∑M
g=1ρg,1 = Lρ ↑ 1. For the total load offered to the system, this translates

to ρ ↑ 1/L. We (arbitrarily) start the cycle at the moment that the traffic lights for the
flows in group g turn green. For now, during the first part of the analysis, we assume
that the amount of work at the beginning of a cycle is fixed. This implies that the length
of a cycle, denoted by c, is also fixed because it is determined by the amount of work
present at the beginning of the cycle. Throughout the cycle, work arrives with intensity
1/L and a fraction ρ̂g, j is directed to flow {g, j}. During the green periods, work flows
out of each stream at rate 1 as long as it is not empty. As soon as the stream is empty, it
stays empty (hence, the work flows out at rate ρ̂g, j/L) until the end of the green period.
As a consequence, although the total amount of work in the system at the end of a cycle
is back to the level of the beginning of a cycle, it varies throughout the cycle. However, if
we consider the workload in dominant flows only, the total workload remains constant,
because it flows out at rate 1, and flows in at rate

∑
g ρ̂g,1/L = 1. This result follows

directly from the observation that in the fluid model, the non-dominant flows do not
contribute to the cycle length and, hence, do not influence the total workload in the
dominant flows.

From the viewpoint of fluid in flow {g, j}, a cycle of length c consists of three parts.
During the first part, starting at the moment that the lights turn green, fluid starts to
drain out of the system until flow {g, j} is empty. The second part is the time between
the emptying of flow {g, j} and the moment that the dominant flow of the group, {g, 1}
becomes empty and traffic lights turn red. The third part is the red period of group g. It
is easily seen that the length of this third part is

�
1− ρ̂g,1/L

�
c, and the length of the first
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FIGURE 8.2: Heavy traffic fluid limits.

two parts together (the green period of group g) is
ρ̂g,1

L
c. Using Figure 2 we see that the

length of the first part, with flow {g, j} being non-empty, is
ρ̂g, j

L

1−ρ̂g,1/L

1−ρ̂g, j/L
c. We denote the

lengths of the three parts respectively by Pj , P1, and PR. The probability distribution of

the delay of an arbitrary fluid particle arriving in flow {g, j}, denoted by W fluid
g, j , can now

be computed.

THEOREM 8.3.1.

W fluid
g, j

d
=

¨
0 w.p. P1/c,

U × PR, w.p. (Pj + PR)/c,
(8.1)

where U is a uniformly distributed random variable on the interval [0, 1].

PROOF. We condition on the arrival epoch of an arbitrary fluid particle in flow {g, j}.
With probability PR/c, the arrival takes place during the red period. The probability that
the arrival takes place during the first part of the green period, when there is still other
fluid present in flow {g, j}, is Pj/c. If the particle arrives during the second part of the
green period, when there is no fluid present in flow {g, j}, its delay is 0. This happens
with probability P1/c. So we can write:

W fluid
g, j

d
=





0 w.p. P1/c,

W green
g, j w.p. Pj/c,

W red
g, j w.p. PR/c.

A particle arriving during the first part of the green period (with length Pj) has to wait
until all the fluid in front of it has left the system. Let the uniform random variable UG
denote the fraction of Pj that has elapsed at the arrival epoch of this particle. Then the

amount of fluid left in flow {g, j} is (1−ρ̂g, j/L)×(1−UG)Pj =
ρ̂g, j

L

�
1−ρ̂g,1/L

�
(1−UG)c.

Hence,

W green
g, j

d
=
ρ̂g, j

L
(1− UG)

�
1− ρ̂g,1/L

�
c. (8.2)
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The delay of a particle arriving during the red period can be analysed similarly. Let the
uniform random variable UR denote the fraction of the red period that has elapsed at the
arrival epoch of this particle. Then the amount of fluid present in flow {g, j} is

ρ̂g, j

L
×URPR.

The arriving particle has to wait for this amount of fluid to drain, after it has waited for
the residual red period (1− UR)PR. Hence, we have

W red
g, j

d
=
�
ρ̂g, j

L
UR + (1− UR)

��
1− ρ̂g,1/L

�
c. (8.3)

If we study (8.2) and (8.3) more carefully, we see that W green
g, j is uniformly distributed

on the interval [0,
ρ̂g, j

L
PR] and W red

g, j is uniformly distributed on the interval [
ρ̂g, j

L
PR, PR].

Recall that W fluid
g, j

d
=W green

g, j with probability Pj/c =
ρ̂g, j/L

1−ρ̂g, j/L
PR/c =

ρ̂g, j

L
(Pj + PR)/c, and

W fluid
g, j

d
=W red

g, j with probability PR/c =
�
1 − ρ̂g, j

L

�
(Pj + PR)/c. This implies that W fluid

g, j is
uniformly distributed on [0, PR] with probability (Pj + PR)/c, and it is 0 otherwise.

Now that we have established the distribution of the delay of a particle in the fluid
model, we can find the distribution of the scaled delay of a vehicle in the original model
for the traffic intersection, under HT conditions.

Original model. For ordinary polling models, the link between the fluid model and
the polling model under HT conditions is the Heavy Traffic Averaging Principle. This
principle states that the work in each queue is emptied and refilled at a rate that is so
much faster than the rate at which the total workload is changing, that during the course
of a cycle, the total workload can be considered as constant, while the loads of the
individual queues fluctuate like a fluid model. In this section we adapt the HTAP for
polling systems to the traffic intersection model. Also in this model, when the system
becomes saturated, the diffusion limits of the total workload process and the workload in
the individual flows can be related using the HTAP. The main difference is that in the fluid
model for the traffic intersection, the total workload does not remain constant, but the
total workload in the dominant flows does. From the fluid model it has become clear that
the non-dominant flows do not play a role in the length of the green periods, because the
dominant flow in each group will always be the last flow that becomes empty. For this
reason, we can ignore the non-dominant flows temporarily and focus on the workload in
the dominant flows only. This turns our traffic light model into an ordinary polling model
with exhaustive service, which means that we can apply the same steps as in Olsen and
Van der Mei [167] to obtain the distribution of the delay for general renewal arrivals.

When the load ρ approaches 1/L, the system becomes overloaded and the queue
lengths and waiting times tend to infinity. For this reason, we consider the scaled delay
(1− Lρ)Wg, j , which stays finite for ρ ↑ 1/L. Before we can formulate the main result of
this section, the distribution of the scaled delay as the HT limit is approached, we need
some lemmas. Note that the proofs of these lemmas all rely on the conjectures posed in
[167]. Although these conjectures are widely accepted to be true, they have only been
proven for systems consisting of two queues (cf. [59, 60]), systems with Poisson arrivals
(cf. [166]), or for the means rather than the complete distributions (cf. [206]).

LEMMA 8.3.2. Denote by V•,1 the amount of work in the dominant flows of the intersection,
at the beginning of a cycle. For ρ ↑ 1/L, (1 − Lρ)V•,1 has a Gamma distribution with
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parameters α = 2E[R]δ/σ2 + 1 and µ = 2/σ2, where δ =
∑M

g=1
ρ̂g,1

L
(1 − ρ̂g,1

L
)/2, and

σ2 =
∑M

g=1
λ̂g,1

L

�
Var[Bg,1] + ρ̂2

g,1Var[Âg,1]
�
.

PROOF. By the HTAP, the total workload in the dominant flows of the system may be
regarded as unchanged over the course of a cycle. So if we regard the system with
dominant flows only, Lemma 8.3.2 follows directly from Olsen and Van der Mei [167],
Conjecture 1. More specifically, we use the special case of cyclic, exhaustive service to
obtain the distribution of the scaled amount of work in the dominant flows.

Before continuing, it is important to realise the interpretation of δ. Assume, just like
in Figure 8.2, that c is the length of a cycle, starting at the beginning of green period Gg .

Then the workload in flow {g, 1} at the beginning of the cycle is
ρ̂g,1

L

�
1− ρ̂g,1

L

�
c. The flow

is empty at the moment that a fraction
ρ̂g,1

L
of the cycle has passed, and at the end of

the cycle it has reached the same level as at the beginning. The mean workload in flow
{g, 1} during this cycle is 1

2

ρ̂g,1

L

�
1− ρ̂g,1

L

�
c. A summation over all dominant flows shows

that δc is the mean total workload of the dominant flows during the course of one cycle
of length c

Given the scaled amount of work in the dominant queues at the start of a green period
of group g, we can derive the distribution of the scaled cycle time (1− Lρ)C . In fact,
proceeding along the lines of [167], we consider the length-biased (or time-averaged)
scaled cycle time (1 − Lρ)C. If a random variable X has probability density function
FX (x), then we define the length-biased random variable X as a random variable with
probability density function fX(x) = x fX (x)/E[X ]. From renewal theory, we know that
the length-biased cycle length accounts for the fact that an arbitrary arriving vehicle
arrives with a higher probability during a long cycle, than during a short one. The length
of a cycle depends on the amount of work at the beginning of that cycle. Denote by C(x)
the length of a cycle, given that a total amount of x work is present in the dominant
flows. We are now ready to formulate the second lemma, needed to find the distributions
of the scaled delays under HT conditions.

LEMMA 8.3.3. Denote by Ig the length-biased red-time (or intervisit time) of group g, g =
1, . . . , M. For ρ ↑ 1/L, we find that (1 − Lρ)Ig converges in distribution to a random
variable having a Gamma distribution with parameters α = 2E[R]δ/σ2 + 1 and µg :=
2δ/
�
σ2(1− ρ̂g,1/L)

�
.

PROOF. The proof proceeds along the same lines as the argument given to support Con-
jecture 2 in [167]. It uses Lemma 8.3.2 and the fact that, due to the averaging principle,
the scaled workload in the dominant flows remains effectively constant. In steady state,
we have the following relation,

δC(x) = x .

This relation can easily be verified graphically from Figure 8.2, because the total amount
of work in the dominant queues remains constant throughout the course of a cycle. Given
a cycle length of c, the total amount of work in the dominant queues is

∑M
g=1

ρ̂g,1

L

�
1−

ρ̂g,1

L

�
c/2 = δc. Hence, given an amount of work x in the dominant flows, the cycle time

is C(x) = x/δ. Now we use Lemma 8.3.2, which states that, in the HT limit, the scaled
workload in the dominant flows has a Gamma distribution with parameters α and µ.
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This implies that for ρ ↑ 1/L, the scaled, length-biased cycle time (1 − Lρ)C follows
a Gamma distribution with, again, scale parameter α, but with rate parameter µδ. The
distributions of the scaled length-biased intervisit times, denoted by (1− Lρ)Ig for group
g = 1, . . . , M , can now be determined. The intervisit time of group g is the time that the
signals in group g are red. Given that x is the amount of work present at the dominant
queues at the beginning of a cycle, the intervisit time conditioned on x is obviously

Ig(x) = C(x)
�
1− ρ̂g,1

L
�
.

The limiting distribution of (1− Lρ)Ig now readily follows from the limiting distribution
of (1− Lρ)C.

Finally, we formulate the main result of the present section.

THEOREM 8.3.4. As ρ ↑ 1/L, the scaled delay is 0 with probability
ρ̂g,1−ρ̂g, j

L−ρ̂g, j
, and it is the

product of a uniformly distributed random variable on [0,1], denoted by U, and a random
variable ΓI having the same distribution as the limiting distribution of (1 − Lρ)Ig , with

probability
1−ρ̂g,1/L

1−ρ̂g, j/L
:

(1− Lρ)Wg, j
d→





0 w.p.
ρ̂g,1−ρ̂g, j

L−ρ̂g, j
,

U ×ΓI , w.p.
1−ρ̂g,1/L

1−ρ̂g, j/L
,

(8.4)

for ρ ↑ 1/L.

PROOF. A combination of Theorem 8.3.1 and Lemma 8.3.3 yields the desired result. The
scaled intervisit time (1− Lρ)Ig converges in distribution to a random variable having
a Gamma distribution with parameters α and µg . The HTAP states that we can simply
replace PR, the deterministic red time in the fluid model, in (8.1) by the scaled, length-
biased red time in the original model, (1− Lρ)Ig , because the random variables U and
Ig are independent.

For the approximations developed in Section 8.5, the mean scaled delay for ρ ↑ 1/L
will be used.

COROLLARY 8.3.5.

lim
ρ↑ 1

L

(1− Lρ)E[Wg, j] =

�
1− ρ̂g,1/L

�2

1− ρ̂g, j/L

�
E[R]

2
+
σ2

δ

�
, (8.5)

where δ =
∑M

g=1
ρ̂g,1

L
(1− ρ̂g,1

L
)/2, and σ2 =

∑M
g=1 λ̂g,1

�
Var[Bg,1] + ρ̂2

g,1Var[Âg,1]
�

.

PROOF. The result immediately follows from (8.4).

Note that any possible variations in the all-red times Rg have no influence on the
mean scaled delay under HT conditions.
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REMARK 8.3.6. For Poisson arrivals σ2 can be simplified to σ2 =
E[B2

•,1]
E[B•,1]

, where B•,1 =
∑M

g=1 λ̂g,1Bg,1∑M
g=1 λ̂g,1

is the headway of an arbitrary vehicle arriving in a dominant flow.

REMARK 8.3.7 (Convergence to the HT limit). Although the distribution of the scaled
delay in the HT limit ρ ↑ 1/L is exact, it is interesting to know how fast this limiting
distribution is approached. Unfortunately, the analysis does not provide any insight in
the speed at which the scaled delay converges to this limiting distribution, so we have to
resort to simulations. Denote by pg, j the steady-state probability that flow {g, j} is the
flow from which the last departure takes place before the corresponding green phase Gg
ends. This probability depends on ρ, the total load of the system. We have shown in this
section that, in the limiting situation, the dominant flow of each group is always the last
flow to become empty in this group. For ρ < 1/L, the fraction of green periods in which
the last departure indeed takes place from the dominant flow becomes smaller. In fact,
in the LT limit one can easily calculate the exact value of pg, j . In LT, the probability that
the last vehicle in group g departs from flow {g, j} is proportional to the arrival rates of
the flows in this group. Summarising:

lim
ρ↑1/L

pg, j =

¨
1 if j = 1,

0 if j > 1,

lim
ρ↓0

pg, j =
λ̂g, j

λ̂g,•
.

This implies that we can regard pg, j as a measure for how close the distribution of the
scaled delay is to the limiting distribution. In Figure 8.3 we show an example that illus-
trates how pg, j might depend on ρ. The specific intersection chosen for this figure, has
two groups of three flows each. The traffic intensities of the flows within each group are
relatively close to each other. In this situation, it takes rather long before the probabilities
pg, j converge to their limiting values for ρ ↑ 1/L. For example, in Figure 8.3 one can see
that at Lρ = 0.9, the probability p2,1 (corresponding to flow 6) is less than 0.7. The fact
that this value is still quite different from its limiting value 1, has a direct impact on the
distribution of the scaled delay. The (simulated) mean scaled delay (1− Lρ)E[W2,1] at
Lρ = 0.9 is 4.5, whereas limLρ↑1(1− Lρ)E[W2,1] = 3.5. For this reason, one has to be
careful when applying the results for ρ ≈ 1/L to situations with smaller loads. In Section
8.6, we continue the discussion on the numerical accuracy. For more information about
the intersection which is used for Figure 8.3, see Scenario V in Example 1 in Section 8.6.

8.4 Light traffic

In the present section we study the delay of vehicles arriving at the traffic intersection
under LT conditions, i.e., for ρ ↓ 0. In the first part of the section, we find an expression
for the mean delay of vehicles, assuming Poisson arrivals. Subsequently, we heuristically
adapt this expression to find an approximation for the mean delay for intersections with
general renewal arrivals. Although the approach in this chapter is slightly different, it is
largely based on the derivation of the LT limit of mean waiting times for polling systems,
discussed in Subsection 2.2.9.
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FIGURE 8.3: Simulated fractions of the green periods where the corresponding flows have
been the last in their groups from which a vehicle departs before the traffic lights turn
red.

For the first part in this section we assume that the arrival processes in all flows are
Poisson. Under this assumption, the LT limit of the mean delay can be determined by
conditioning on the arrival epoch of an arbitrary vehicle in, say, flow {g, j}. By the LT
limit of E[Wg, j], we mean the expression for E[Wg, j] as a function of the load in the
system, ρ, up to O(ρ) terms for ρ ↓ 0. In the following theorem we formulate the main
result for the system with Poisson arrivals.

THEOREM 8.4.1. Under the assumption of Poisson arrivals, the LT limit of the mean delay of
an arbitrary type {g, j} vehicle is

E[W LT,Poisson
g, j ] =ρg, j

�
E[Bg, j,res] +E[Bg, j]

�

+
g−1∑

m=g−M+1

Nm∑
k=1

ρm,k

 
E[Bm,k,res] +

g−1∑
l=m

E[Rl] +E[Bg, j]

!

+
g−1∑

m=g−M

E[Rm]
E[R]

 
E[Rm,res]

�
1−ρ+ 2

g−1∑
k=m+1

ρk,• +ρg, j

�
+

m−1∑
k=g−M

E[Rk]
� g−1∑

l=m+1

ρl,• +ρg, j

�
+

g−1∑
k=m+1

E[Rk]
�

1−ρ+
g−1∑

l=m+1

ρl,•
�

+ (1−ρ)E[Bg, j]

�
+O(ρ2). (8.6)

PROOF. The proof is essentially a Mean Value Analysis (MVA) that ignores all O(ρ2)
terms, and focusses mainly on the amount of work instead of number of vehicles. The
first step is to condition on the arrival epoch of a vehicle in flow {g, j}. A cycle consists
of the green phases Gg and all-red phases Rg , for g = 1, . . . , M . At the beginning of green
time Gg , the probability that one vehicle has arrived in any of the flows in group g during
the preceding red time (or: intervisit time) Ig , is λg,•E[Ig] + O(λ2

g,•). The probability
that more than one vehicle has arrived in any flow of group g is O(λ2

g,•) and therefore
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negligible in LT analysis. Therefore, we have that

E[Gg] =
Ng∑
j=1

ρg, jE[Ig] +O(ρ2
g, j) =

Ng∑
j=1

ρg, jE[R] +O(ρ2). (8.7)

The mean cycle time is

E[C] =
M∑

g=1

E[Gg] +E[R] = E[R]
�
1+ρ

�
+O(ρ2). (8.8)

Now we can find the LT limit of E[Wg, j] by conditioning on the arrival epoch of an
arbitrary customer. The probability that an arbitrary vehicle arrives during the all-red
phase Rk, for k = 1, . . . , M , is

P(arrival during Rk) =
E[Rk]
E[C] =

E[Rk]
E[R] (1−ρ) +O(ρ2).

The probability that an arbitrary vehicle arrives during the green phase Gk, for k =
1, . . . , M , is

P(arrival during Gk) =
E[Gk]
E[C] =

E[Gk]
E[R] (1−ρ) +O(ρ2) =

Nk∑
l=1

ρk,l +O(ρ2).

If a vehicle arrives during Gk, the vehicle crossing the intersection at that moment is
a type {k, l} vehicle with probability

ρk,l

ρk,•
, for l = 1, . . . , Nk. This means that we can

formulate the mean delay of a type {g, j} vehicle as follows.

E[Wg, j] =
M∑

k=1

 
E[Rk]
E[R] (1−ρ)E[W

(Rk)
g, j ] +

Nk∑
l=1

ρk,lE[W
(Gk,l )
g, j ]

!
+O(ρ2), (8.9)

where E[W (Rk)
g, j ] is the mean delay of a {g, j} vehicle that arrives during Rk, and E[W (Gk,l )

g, j ]
is the mean delay of a {g, j} vehicle that arrives during the service of a {k, l} vehicle. We
will study these conditional mean delays in more detail.

Firstly, we note that the mean delay of a {g, j} vehicle arriving while another vehi-
cle of the same type is crossing the intersection, is simply the residual headway of the
crossing vehicle, plus the departure headway of the vehicle itself:

E[W (Gg, j)
g, j ] = E[Bg, j,res] +E[Bg, j] +O(ρ), g = 1, . . . , M ; j = 1, . . . , Ng . (8.10)

The O(ρ) terms are of no interest in (8.10), because the probability of an arrival during
a green period is an O(ρ) term itself. Secondly, a {g, j} vehicle arriving while another ve-
hicle of the same group, but not of the same flow, is crossing the intersection experiences
no delay at all, because the probability that another vehicle of the same type is present
at the intersection is O(ρ):

E[W (Gg,l )
g, j ] = 0+O(ρ), g = 1, . . . , M ; j = 1, . . . , Ng ; l 6= j. (8.11)
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The mean delay of a {g, j} vehicle arriving while a vehicle of another group is crossing
the intersection, is composed of the mean residual headway of that other vehicle, plus all
subsequent all-red times until the vehicle itself can start crossing the intersection, plus its
own headway. Note that the intermediate green times are negligible, because their total
length is O(ρ).

E[W (Gk,l )
g, j ] = E[Bk,l,res] +

g−1∑
i=k

E[Ri] +E[Bg, j] +O(ρ), g 6= k. (8.12)

Note that the sum in (8.12) has to be taken cyclically over the all-red periods between
the green times of groups k and g. The mean delay of vehicles arriving during all-red
times is slightly more complicated. We have to include all O(ρ) terms now, because the
probability of an arrival during an all-red period is not O(ρ). The mean delay of a {g, j}
vehicle arriving during all-red period Rm consists of the residual all-red period Rm,res, plus
the green and all-red periods between group m and group g. In more detail, the mean
delay is composed of:

1. the departure headways of all vehicles that arrive in groups m+1, . . . , g−1 and in
flow {g, j} during the all-red times Rg , . . . , Rm−1, and the elapsed part of Rm at the
arrival epoch, denoted by Rm,past;

2. the residual red time Rm, denoted by Rm,res, plus the headways of all vehicles arriv-
ing in groups m+ 1, . . . , g − 1 during this residual red time;

3. the all-red times Rm+1, . . . , Rg−1 plus the headways of the vehicles that arrive during
these all-red times and will be served between Rm and the green period of group g;

4. the headway of the arriving vehicle itself.
Note that Rm,past is the same, in distribution, as Rm,res. This leads to the following expres-

sion for E[W (Rm)
g, j ], where the terms (8.13)-(8.16) correspond to items 1-4:

E[W (Rm)
g, j ] =




m−1∑
k=g−M

E[Rk] + E[Rm,past]



 

g−1∑
l=m+1

ρl,• +ρg, j

!
(8.13)

+ E[Rm,res]

 
1+

g−1∑
l=m+1

ρl,•

!
(8.14)

+
g−1∑

k=m+1

E[Rk]
�

1+
g−1∑

l=m+1

ρl,•
�

(8.15)

+E[Bg, j]. (8.16)

Combining Equations (8.7)–(8.16) completes the proof of Theorem 8.4.1.

REMARK 8.4.2. Equation (8.11) will turn out to be the only place in the LT analysis where
the assumption that an empty flow stays empty during the remainder of the green period

plays a role. Without this assumption, we would have that E[W (Gg,l )
g, j ] = E[Bg, j] +O(ρ)

for l 6= j. The HT analysis in the previous section would not change at all. This means
that the assumption, perhaps surprisingly, does not have much impact at all on the real
and the approximated mean delays. In Section 8.6, Example 3, we discuss in more detail
the impact of the assumption that vehicles arriving at an empty flow during a green phase
do not experience any delay.
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The main result of this section is an adaptation of (8.6), which can be used as an
approximation for the LT limit of the mean delay for general renewal arrivals.

COROLLARY 8.4.3. An approximation for the LT limit of the mean delay for vehicles in flow
{g, j} for a traffic intersection with general renewal arrivals and deterministic all-red times
is:

E[W LT
g, j]≈ρg, j

�
E[Âg, j] ĝg, j(0)− 1

�
E[Bg, j,res]) +ρE[Bres] +E[Bg, j]

−
∑
k 6= j

ρg,k

�
E[Bg,k,res] +E[Bg, j]

�
+

1

2
(1+ρ+ρg, j − 2ρg,•)R. (8.17)

We derive approximation (8.17) by adapting (8.6) to create an LT approximation for
the case of general renewal arrivals. This adaptation is similar as in Subsection 7.3.2,
based on the observation that the first term in (8.6), ρg, jE[Bg, j,res], is the LT limit of the
mean waiting time (excluding the service time) in an M/G/1 queue in isolation:

E[W (M/G/1)] = ρE[Bres] +O(ρ2). (8.18)

We obtain an approximation for the mean waiting time for general renewal arrivals by
replacing this term with the LT limit for the GI/G/1 queue from Whitt [218]:

lim
ρ↓0
E[W (GI/G/1)]

ρ
=

1+ cv2
B

2
E[Â] ĝ(0)E[B], (8.19)

where cv2
B is the Squared Coefficient of Variation of the service times, and ĝ(·) is the

density of the unscaled interarrival times Â. Our approximation is based on the approx-
imative assumption that the Fuhrmann-Cooper decomposition (cf. [97]) holds for our
system with general renewal arrivals. The Fuhrmann-Cooper decomposition for the wait-
ing times of customers in queue i of a polling system with Poisson arrivals and exhaustive
service in queue i states that the waiting time of an arbitrary type i customer is the sum
of two independent random variables. One of these random variables is the waiting time
of a customer in the corresponding M/G/1 queue in isolation (as if it would not have
been part of a polling system), and the other random variable is the residual intervisit
time of queue i:

Wi
d
=W (M/G/1)

i + Ii,res.

If we combine this Fuhrmann-Cooper decomposition with (8.6), (8.18), and (8.19), we
obtain the following approximation for the mean delay (i.e., waiting time plus headway)
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of a vehicle in flow {g, j} for an intersection with general renewal arrivals:

E[W LT
g, j]≈ρg, j

�
E[Âg, j] ĝg, j(0)E[Bg, j,res] +E[Bg, j]

�

+
g−1∑

m=g−M+1

Nm∑
k=1

ρm,k

 
E[Bm,k,res] +

g−1∑
l=m

E[Rl] +E[Bg, j]

!

+
g−1∑

m=g−M

E[Rm]
E[R]

�
E[Rm,res]

�
1−ρ+ 2

g−1∑
k=m+1

ρk,• +ρg, j

�

+
m−1∑

k=g−M

E[Rk]
� g−1∑

l=m+1

ρl,• +ρg, j

�
+

g−1∑
k=m+1

E[Rk]
�

1−ρ+
g−1∑

l=m+1

ρl,•
�

+ (1−ρ)E[Bg, j]

�
. (8.20)

This expression can be written into a more compact form. After some straightforward
(but tedious) rewriting, it can be shown that (8.20) reduces to

E[W LT
g, j]≈ρg, j

�
E[Âg, j] ĝg, j(0)− 1

�
E[Bg, j,res] +ρE[Bres] +E[Bg, j]

−
∑
k 6= j

ρg,k

�
E[Bg,k,res] +E[Bg, j]

�
+ (1−ρ+ρg, j)E[Rres] + (ρ−ρg,•)E[R]

+
1

E[R]

g−1∑
m=g−M

 
g−1∑

k=m+1

ρk,•

!
Var[Rm]. (8.21)

For deterministic all-red times, we have E[Rres] = R/2 and Var[Rg] = 0 for g = 1, . . . , M .
Carrying out these substitutions in (8.21) leads to expression (8.17).

REMARK 8.4.4. A simplification can be made to replace the expression E[Âg, j] ĝg, j(0). In
[32, 218] it is shown that a good approximation for this term is

E[Âi] ĝi(0)≈





2
cv2

Ai

cv2
Ai
+1

if cv2
Ai
> 1,

�
cv2

Ai

�4
if cv2

Ai
≤ 1,

where cv2
Ai

is the squared coefficient of variation of Ai (and, hence, also of Âi). Note that
this simplification results in an approximation that requires only the first two moments
of each input variable (i.e., headways, all-red times, and interarrival times).

REMARK 8.4.5 (Convergence to the LT limit). In this paragraph we study the convergence
of the mean delays to their LT limiting values, similarly to what we have done for the HT
limit in the previous section. Although the LT limit of the mean delay (8.20) has been
obtained in a rather heuristic way, it turns out to be very accurate. In contrast to the HT
limit, expression (8.20) is not exact when the arrival processes are not Poisson, because
the correction term ρg, j

�
E[Âg, j] ĝg, j(0)− 1

�
E[Bg, j,res]) is based on a decomposition of

the mean delay (see [32] for more details) which is known not to be true in general.
Nevertheless, when comparing the approximated delays with simulated delays, results
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show that the approximation is very accurate (see Section 8.6). We have also been able
to test the accuracy of the LT limit for small intersections (4 flows) by comparing it to
exact results under the assumption that all the departure headways, interarrival times
and switch-over times are exponentially distributed. This has provided much insight in
the behaviour of the delay as a function of the load ρ. Expression (8.20) captures the LT
behaviour very well, except for some cases where the behaviour exposes more curvature.
To illustrate this, we consider a simple intersection with four flows, divided into two
groups, each having a saturation flow rate of 1800 vehicles per hour. The mean all-red
times are 6 seconds each. The relative loads are ρ̂1 = ρ̂3 = 0.1, and ρ̂2 = ρ̂4 = 0.4. We
assume exponentially distributed headways, interarrival times and all-red times, because
this enables us to model this system as a Markov chain. In order to solve this system
numerically, we need a finite state space, so we take a maximum queue length of 6
vehicles per flow. This is sufficient since we are only focussing on LT behaviour. Figure
8.4 shows the mean delays for flows 1 and 2 (and, because of symmetry, also of flows
3 and 4) as a function of ρ, the total load in the system. These pictures illustrate that
the right derivative at ρ = 0 of the mean delay indeed equals the LT expression. But
Figure 8.4(a) also illustrates that the actual behaviour may be non-linear, which can lead
to deviations between the approximation, developed in the next section, and the actual
mean delay.

W1

ρ
0.100.02 0.04 0.06 0.08

10.985

10.990

10.995

11.000

(a) flow 1

W2

ρ
0.100.02 0.04 0.06 0.08

11.1

11.2

11.3

11.4

(b) flow 2

FIGURE 8.4: The exact mean delays (solid lines) and the LT limits (dashed lines) of the
example in Section 8.4.

8.5 Interpolations

In the previous two sections we have given expressions for the mean delay in the extreme
cases where the system is either hardly exposed to traffic, or completely saturated. In the
present section we use these results to develop interpolations between these two cases
that give an approximation for the mean delay for any load, as long as the system is not
oversaturated. We follow the approach of [32], who develop a similar approximation for
the mean delay in conventional polling systems, based on an interpolation between the
LT and HT limits. In fact, we develop two different interpolations. At the end of this
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section we discuss the conditions under which each interpolation should be preferred.

E[W app1
g, j ] =

K ′0,g, j + K ′1,g, jρ

1− Lρ
, g = 1, . . . , M ; j = 1, . . . , Ng . (8.22)

E[W app2
g, j ] =

K0,g, j + K1,g, jρ+ K2,g, jρ
2

1− Lρ
, g = 1, . . . , M ; j = 1, . . . , Ng . (8.23)

The denominator 1− Lρ is required to capture the HT behaviour of the system, as dis-
cussed in Section 8.3. The numerator is a polynomial of first or second degree. The
constants K ′0,g, j and K0,g, j (which will turn out to be the same) follow from the require-
ment that (8.22) and (8.23) should result in the same mean delay for ρ = 0 as the LT
limit (8.20). We find K ′1,g, j and K2,g, j by imposing that the HT limit of the approximation
is equal to the HT limit of the exact mean delay. Finally, the constant K1,g, j is found by
adding the requirement that also the derivative with respect to ρ, taken at ρ = 0, of our
approximation is equal to the right derivative of the LT limit. A more formal definition of
these requirements is presented below:

E[W app1
g, j ]

��
ρ=0 = E[W

LT
g, j]
��
ρ=0,

lim
ρ↑1/L

(1− Lρ)E[W app1
g, j ] = lim

ρ↑1/L
(1− Lρ)E[Wg, j],

and for approximation (8.23),

E[W app2
g, j ]

��
ρ=0 = E[W

LT
g, j]
��
ρ=0,

d

dρ
E[W app2

g, j ]
��
ρ=0 =

d

dρ
E[W LT

g, j]
��
ρ=0,

lim
ρ↑1/L

(1− Lρ)E[W app2
g, j ] = lim

ρ↑1/L
(1− Lρ)E[Wg, j],

using (8.17) for E[W LT
g, j] and (8.5) for limρ↑1/L(1− Lρ)E[Wg, j]. This leads to the follow-

ing constants,

K ′0,g, j =
R

2
+E[Bg, j], (8.24)

K ′1,g, j = L



�

1− ρ̂g,1/L
�2

1− ρ̂g, j/L

�
R

2
+
σ2

δ

�
− K ′0,g, j


 , (8.25)

K0,g, j =
R

2
+E[Bg, j], (8.26)

K1,g, j = ρ̂g, j

�
E[Âg, j] ĝg, j(0)− 1

�
E[Bg, j,res] +E[Bres]− LE[Bg, j]

−
∑
k 6= j

ρ̂g,k

�
E[Bg,k,res] +E[Bg, j]

�
+

1

2
(1− L+ ρ̂g, j − 2ρ̂g,•)R, (8.27)

K2,g, j = L2



�

1− ρ̂g,1/L
�2

1− ρ̂g, j/L

�
R

2
+
σ2

δ

�
− K0,g, j


− L K1,g, j , (8.28)
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where δ =
∑M

g=1
ρ̂g,1

L
(1− ρ̂g,1

L
)/2, and σ2 =

∑M
g=1 λ̂g,1

�
Var[Bg,1] + ρ̂2

g,1Var[Âg,1]
�

. In
the above expressions, we have assumed that the all-red times are deterministic, as is
usually the case. Sections 8.3 and 8.4 give insight in how to adapt these constants if
randomness is involved in (some of) the all-red times.

An obvious question that arises now, is which of the two approximations, (8.22)
or (8.23), should be preferred. We can give some (heuristic) arguments, obtained by
studying many numerical examples. It can be shown that the two approximations, (8.22)
or (8.23), are both exact for the limiting cases ρ ↓ 0, ρ ↑ 1/L and E[R] → ∞. The
difference between the two interpolation functions, respectively having a first and second
order polynomial in the numerator, is the additional requirement that the derivative in
ρ = 0 of the approximated mean waiting time should be equal to the derivative of the
LT expression (8.20). Since the LT expression is very accurate, using this additional
information generally leads to more accurate approximations. For this reason, (8.23)
should be preferred in most practical cases. However, there are some circumstances
under which (8.22) should be preferred, despite resulting in a derivative at ρ = 0 which
is not exact. In more detail, if the actual delay displays a strong non-linear behaviour for
small loads, using the second-order interpolation leads to bigger inaccuracies for loads
around Lρ = 0.7. In most cases, this happens if the derivative in ρ = 0 is very small, or
even negative (see also Figure 8.4(a)). Studying the LT expression (8.20) shows that the
most natural way for a negative derivative to appear, is when the combined load in all
other groups is smaller than the load of the other flows within the group. In terms of the
model parameters: if, for a certain flow {g, i}, the criterion

∑
m6=g

ρ̂m,• −
∑
j 6=i

ρ̂g, j < 0, (8.29)

is satisfied, the first-order interpolation (8.22) is preferred over the second-order inter-
polation (8.23). Note that this is just a rule of thumb. We show the effect of choosing the
wrong interpolation at the end of Example 2 in the next section.

REMARK 8.5.1. A negative slope at ρ = 0 is possible because of the assumption that vehi-
cles approaching an empty flow during a green period experience no delay at all. Under
some circumstances, mostly when Condition (8.29) is satisfied, an increase in traffic may
be beneficial for certain flows that hardly receive any traffic at all. The increase in traf-
fic results in an increase of the mean green period, which results in a larger number of
vehicles that benefit from the green light while their flow is empty. This might have a
positive effect on the mean delay for vehicles in this flow, although the effect disappears
when the load increases further.

8.6 Numerical examples

In the present section, we study typical features of the approximations and assess their
accuracies. In Example 1 we do this by taking an imaginary intersection and simulating
several scenarios. For each scenario we compare the simulated delays to the approxi-
mated delays. In Example 2 we take three real, existing intersections.
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Example 1: Accuracy of the approximations

In this example, we analyse an (imaginary) intersection with 6 traffic flows. The ratios
of the arrival rates of the six flows are 1 : 2 : 3 : 4 : 5 : 6. The discharge rates are
all equal, 1800 vehicles per hour, hence E[Bi] = 2 seconds. For now, we assume that
the SCV of the departure headways is 1. In our simulation we have used exponentially
distributed random variables to achieve this. We will have a short discussion at the end
of this example about other probability distributions. Note that ρ̂i =

i
21

, because the
mean headways are all equal. The total all-red time R in a cycle is 12 seconds, divided
equally among the individual all-red times. We compare several different scenarios to
get insight into the accuracy of the approximations. The first seven scenarios, shown
in Table 8.1, differ in the choice of which flows to combine in one group. For each
scenario, the mean delays for all queues have been obtained by simulation, and are
being compared to the approximated mean delays (8.22) or (8.23), using Criterion (8.29)
to decide which of the two interpolations is used. The mean delay of each queue, in
each scenario, is obtained for 11 different loads: Lρ = {0.001,0.1, 0.2, . . . , 0.8, 0.9, 0.99}.
Note that it is convenient to use Lρ instead of ρ, because Lρ takes values between 0 and
1. Furthermore, Lρ can be interpreted as the level of saturation of the intersection.
By comparing all approximated mean delays to the corresponding simulated values, the
relative errors are calculated:

ei(Lρ) =

�����
W app

i −W sim
i

W sim
i

����� × 100%, i = 1, . . . , 6.

In order to compare the scenarios, we introduce two quality measures. The first quality
measure, QM1, which gives insight in the worst performance, is the largest relative error
(and the corresponding queue, and the load at which this error is obtained). The second
quality measure, QM2, which provides a better insight in the overall performance, is the
weighted mean relative error. This is computed by averaging the 11 relative errors for
each flow, ei , and subsequently taking the weighted average proportional to the arrival
rates. In more detail:

QM1=max
i,Lρ

ei(Lρ),

QM2=
6∑

i=1

λ̂i∑6
j=1 λ̂ j

e j .

Table 8.1 displays these two quality measures for scenarios I–VII.
We discuss the scenarios I–VII first, later we add some extra scenarios. Scenario I

divides the six signals into six separate groups. This reduces the model to an ordinary
polling model with exhaustive service and Poisson arrivals. Exact results are known for
this model, and the approximation developed in this chapter simplifies to the expression
found in [32]. In [32], this approximation is found to perform very well, especially for
systems with more than two queues. Therefore, it is no surprise that scenario I results in
the best approximation accuracy: an average mean error of only 0.06%, and the worst
relative error, 0.3%, is obtained for flow 1 (with the smallest load) at Lρ = 0.7. The
next scenario, Scenario II, has the lowest accuracy, illustrating the greatest drawbacks
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Scenario Groups Interpolation QM1 QM2
orders error flow Lρ

I {1}, {2}, {3}, {4}, {5}, {6} 2 2 2 2 2 2 0.3% 1 0.7 0.06%
II {1, 2}, {3, 4}, {5, 6} 2 2 2 2 2 2 21.9% 6 0.9 8.17%
III {1, 4}, {2, 5}, {3, 6} 2 2 2 2 2 2 4.4% 6 0.7 1.29%
IV {1, 6}, {2, 5}, {3, 4} 2 2 2 2 2 2 10.3% 5 0.9 3.29%
V {1,2, 3}, {4,5, 6} 2 2 2 1 1 1 12.3% 6 0.9 4.14%
VI {1,2, 5}, {3,4, 6} 2 2 1 1 2 2 11.8% 6 0.7 3.79%
VII {1,3, 5}, {2,4, 6} 2 1 2 2 2 2 9.5% 6 0.7 3.22%

TABLE 8.1: Scenarios I–VII used in Example 1, and the corresponding quality measures
QM1 and QM2. For all of these scenarios, the SCVs of the interarrival times and of the
service times are cv2

Ai
= cv2

Bi
= 1.

of the approximation. The six flows are divided into three groups. The reason why this
scenario performs so poorly, is that the flows in each group have rather similar loads.
When the HT limit is reached, the system behaviour is such that the heaviest loaded
flows dominate the groups and determine the lengths of the green periods. As a result,
the approximation converges to the HT limit only very slowly. For Lρ = 0.9 the relative
errors ei are approximately 21% for all flows, whereas the errors are down to 7% for
Lρ = 0.99. The overall mean relative error of 8.17% is reasonable, but in the range
0.8 ≤ Lρ ≤ 0.97 all relative errors are greater than 15%. We will have some further
discussion on this issue later in this section. In Scenario III, the flows are also divided
into three groups, but now the best possible choice (for our approximation) is made,
avoiding groups with two flows having similar loads. Therefore, the results are excellent
now, with QM1 = 4.4% and QM2 = 1.29%. Scenario IV might be the most interesting
from a practical point of view, combining good and bad combinations of flows in the
groups. As expected, the performance is better than Scenario II, and worse than Scenario
III, with QM1= 10.3% and QM2= 3.29%. Because there is one group (with flows 3 and
4) having loads relatively close to each other, the relative errors are relatively large for
Lρ = 0.9, ranging from 7.5%−10%, but since the other groups have better combinations
of flows, the results are much better than for Scenario II. We will return to Scenario IV
later in this section, when we vary several other parameters of the model.

Now, we discuss Scenarios V-VII briefly. These scenarios have only two groups, each
containing three flows. Scenario V can be compared to Scenario II, having the worst
possible division into groups. An interesting aspect of this scenario, is that the mean
delays of all flows in group 1 are approximated using the second-order approximation
(8.23), whereas the mean delays in group 2 use the first-order approximation (8.22).
The reason to do this, is that the Criterion (8.29) is satisfied for the flows in group 2,
because this group contains the three heaviest loaded flows of the intersection. This
implies that the total relative load of group 1, ρ̂1,•, is much smaller than the relative load
of any pair of flows in group 2,

∑
j 6=i ρ̂2, j , for i = 1,2, 3. Since Criterion (8.29) is satisfied,

second-order interpolations would severely underestimate the mean delays in group 2.
In fact, if one would take (8.23) instead of (8.22) for group 2, the mean relative error
for flows in this group would be increased from 4.07% to 15.9%. Figure 8.5 shows the
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FIGURE 8.5: Simulated (solid lines) and approximated (dashed lines) mean delays in
Scenario V.

approximated and simulated mean delays for flow 1 (typical for group 1) and for flow 6
(typical for group 2) against Lρ. It can be seen that the right derivative in Lρ = 0 of the
approximated mean delay for flow 1 is not correct (it is slightly greater than the actual
value), but it does lead to an overall better accuracy. In Scenarios VI and VII, the division
into groups is better, resulting in more favourable results.

Scenarios I − VII illustrate how the accuracy of the approximation depends on the
distribution of the loads among the groups. Numerical experiments indicate that this is
the biggest source of variation in the accuracy. For completeness, we show the effects
of different interarrival-time distributions, and different distributions of the departure
headways in Scenario IV. In our simulations we have fitted phase-type distributions, as
suggested in [195], matching the specified SCVs. We can be brief in discussing the results,
displayed in Table 8.2. The variation in the interarrival times and headways does not have
a major impact on the accuracy of the approximation, but in general it can be concluded
that an increase (decrease) in variation results in a decrease (increase) in the accuracy.

Scenario Groups cv2
Ai

cv2
Bi

QM1 QM2
error flow Lρ

IV {1, 6}, {2, 5}, {3, 4} 1 1 10.3% 5 0.9 3.29%

VIII {1, 6}, {2, 5}, {3, 4} 0.5 1 7.8% 5 0.9 1.91 %
IX {1, 6}, {2, 5}, {3, 4} 2 1 14.7% 5 0.9 5.70%
X {1, 6}, {2, 5}, {3, 4} 1 0 5.6% 4 0.9 1.57%
XI {1, 6}, {2, 5}, {3, 4} 1 0.5 8.2% 5 0.9 2.50%
XII {1, 6}, {2, 5}, {3, 4} 1 2 13.1% 5 0.9 4.45%

TABLE 8.2: Scenarios IV, VIII–XII used in Example 1, and the corresponding quality mea-
sures QM1 and QM2.
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Example 2: Real-life examples
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FIGURE 8.6: The intersections discussed in Example 2.

In the present subsection we test the approximation on three real-life situations. We
take three intersections, graphically displayed in Figure 8.6, and compare approximated
mean delays with the simulated values. The first two intersections are located in Eind-
hoven, The Netherlands, and data have been obtained from the local city council. The
data for the third intersection are taken from the Dutch manual for configuration of traf-
fic intersections [64]. Each of these intersections contains several flows for motorised
vehicles, and four bicycle lanes. The exact settings for each intersection can be found in
Appendix 8.A. Table 8.3 shows the numerical results of the approximated and simulated
delays for the three different intersections. For all of the intersections, but especially for

Intersection QM1 QM2
error flow Lρ

1 21.3% 2 0.99 6.60%
2 13.6% 6 0.9 4.65 %
3 30.4% 4 0.9 11.62%

TABLE 8.3: Performance measures QM1 and QM2 for the intersections in Section 8.6,
Example 2.

Intersections 1 and 2, the overall accuracy is quite good, considering the overall mean
relative error percentage QM2. But at the same time, one of the drawbacks becomes
apparent. In practice, these intersections have maximum green times, which are chosen
such that the cycle time cannot exceed a specified value. In order to minimise the max-
imum cycle time, flows are generally divided into groups such that the busiest streams
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are put together in the same group, as long as no conflicts arise. As discussed in the first
example, our approximation gives very accurate results, as long the loads of the busiest
flows in a group are not too close to each other. However, some of these examples have
at least one group with two busy flows with similar relative loads. In Intersection 1, in
group 4, we have ρ̂4,1 = 0.12 and ρ̂4,2 = 0.11. In Intersection 3, the highest two relative
loads in group 3 are ρ̂3,1 = 0.15 and ρ̂3,2 = 0.14. This means that the mean waiting
time converges to its HT limit (8.5) only very slowly. This explains that for these two
intersections, the approximation gives rather high relative errors (sometimes more than
20%) for high loads (Lρ = 0.9, . . . , 0.98).

We end this example with a final note on the accuracy of the approximations (8.22)
and (8.23). As stated before, the second-order interpolation (8.23) generally gives better
results, unless Criterion (8.29) is satisfied. In Figure 8.7(a) the mean simulated delay for
flow 8 of Intersection 2 is plotted, as well as the approximations (8.22) and (8.23). We
have chosen this particular example, because in Intersection 2 none of the flows satisfy
Criterion (8.29), and no group contains more than one flow with a very high flow ratio.
In this situation there is no need to use the first-order interpolation, because it only gives
worse results, as can be seen in Figure 8.7(a). Figure 8.7(b) shows the scaled mean delay
(1− Lρ)Wi , also for the simulated delay and the two approximations. Clearly, the first-
order interpolation should not be used here. For flow 3 in Intersection 1, Criterion (8.29)
is satisfied. In Figure 8.7(c) and 8.7(d) we see that the non-linearity for small values of
Lρ results in an underestimation of the actual delay by the second-order interpolation.
The first-order interpolation is more suitable here. Finally, Figures 8.7(e) and 8.7(f) show
why it is sometimes impossible to find a simple polynomial that describes the behaviour
of the scaled delay well. These figures, taken from Intersection 3, show that the HT limit
is reached only extremely late (Lρ > 0.99) for flow 2. In fact, for Lρ = 0.99 there is still
a gap between the simulated value and the HT limit. Due to the fact that the HT limit
is being approached so slowly, the approximations are not very accurate in the range
0.8 < Lρ < 0.99, with relative errors greater than 20% for all flows. Neither the first-
order interpolation, nor the second-order interpolation is able to capture the behaviour of
(1− Lρ)Wi . These pictures also indicate that a fitting function more sophisticated than
a first or second-order polynomial is required if one wants to obtain a more accurate
closed-form approximation.

Example 3: the impact of the stay-empty assumption

Until now, we have assumed that vehicles arriving during a green period while their flow
is already empty, experience no delay at all because they do not have to accelerate and
cross the intersection at normal speed. This assumption, which we refer to as the “stay-
empty assumption”, has been made because it makes the model more realistic than a
standard queueing model with queues emptying and possibly refilling during the same
green period. In this example we study the impact of this assumption by comparing
delays found in the previous example to delays of vehicles in the same intersections, but
assuming that queues do not stay empty. Before we carry out the numerical analysis,
we discuss the model with refilling queues in more detail. The derivation of the LT limit
(8.20) uses the stay-empty assumption only in Equation (8.11). The LT limit of the model

with refilling queues is obtained by replacing (8.11) with E[W (Gg,l )
g, j ] = E[Bg, j]+O(ρ) for

l 6= j. This would, by the way, slightly simplify the LT limit (8.20) and, hence, also
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FIGURE 8.7: Three plots of mean waiting times Wi and scaled mean waiting times (1−
Lρ)Wi , taken from Example 2.

simplify the second-order interpolation (8.23). Another interesting observation is that
the distributions of the scaled delays under HT conditions do not change at all. Without
providing a rigorous proof here, we argue that the HT fluid limits remain exactly the
same if the stay-empty assumption is abandoned. Consequently, the stability condition∑M

g=1ρg,1 < 1 does not change either. Note that the first-order interpolation for the stay-
empty model is exactly the same as for the model with refilling queues. This means that
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the stay-empty assumption, perhaps surprisingly, does not have much impact at all on the
simulated and the approximated mean delays. We show one example of how close the
mean delays for the two different models are. In Figure 8.8 we study the mean delays
of vehicles in flow 3 of Intersection 1 again, just like in Figure 8.7(c). In Figure 8.8
the mean delays are plotted against Lρ for the model with and without the stay-empty
assumption. As a reference, the approximated mean values are also shown in the same
figure. Since we used a first-order interpolation for this example, the approximations
for the model with and without the stay-empty assumption are the same. The relative
difference between the simulated values for the two models is at most 7%, for Lρ = 0.98.
Summarising, the approximation for the mean delay can be used for models with and
without the stay-empty assumption, although it is recommended to adapt the LT limit
slightly as stated before. However, one should keep in mind that scaled mean delay for
the model with refilling queues converges to the HT limit slower than for the model with
flows that stay empty.
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FIGURE 8.8: The mean delays for flow 3 of Intersection 1, for the model with and without
the stay-empty assumption, compared to the approximated mean delay.
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Appendix

8.A Input settings for Example 2

In this appendix we give the input settings for the intersections discussed in Section 8.6,
Example 2.

Intersection 1
N 9
Vehicle types 5 flows for cars (1, . . . , 5), 4 flows for bicycles (6, . . . , 9)
Arrival processes Poisson
Arrival intensities 280, 930, 700, 120, 240, 60, 60, 60, 60
(cars/bikes per hour)
Saturation flow rates 1800, 1900, 1900, 1700, 1700,
(cars/bikes per hour) 10000, 10000, 10000, 10000

SCVs of the headways cv2
Bi
= 1 for cars (i ≤ 5), and cv2

Bi
= 0 for bikes (i ≥ 6)

Groups {2, 3,8, 9}, {4}, {6, 7}, {1,5}
All-red times 2, 8,4, 5

Intersection 2
N 11
Vehicle types 7 flows for cars (1, . . . , 7), 4 flows for bicycles (8, . . . , 11)
Arrival processes Poisson
Arrival intensities 263, 344, 332, 381, 148, 442, 258, 60, 60, 60, 60
(cars/bikes per hour)
Saturation flow rates 1950, 1950, 1950, 1800, 1700, 1950, 1700,
(cars/bikes per hour) 10000, 10000, 10000, 10000

SCVs of the headways cv2
Bi
= 1 for cars (i ≤ 7), and cv2

Bi
= 0 for bikes (i ≥ 8)

Groups {1, 3,9, 11}, {2,5}, {4,8}, {6, 7,10}
All-red times 8,1, 4,6

Intersection 3
N 10
Vehicle types 6 flows for cars (1, . . . , 6), 4 flows for bicycles (7, . . . , 10)
Arrival processes Poisson
Arrival intensities 680, 150, 390, 860, 280, 430, 100, 100, 100, 100
(cars/bikes per hour)
Saturation flow rates 1950, 1700, 1850, 1950, 1700, 1850,
(cars/bikes per hour) 10000,10000,10000, 10000

SCVs of the headways cv2
Bi
= 1 for cars (i ≤ 6), and cv2

Bi
= 0 for bikes (i ≥ 7)

Groups {1, 4,7, 9}, {2, 5}, {3, 6,8, 10}
All-red times 4,2, 5
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9
SIGNALISED INTERSECTIONS WITH

CONFLICTS

9.1 Introduction

Finding optimal traffic light settings for large intersections often results in complex opti-
misation problems, suggesting a large number of groups of nonconflicting flows in order
to avoid any possible conflicts. Traffic light settings consisting of many groups generally
have the undesirable property that the cycle lengths (and consequently also the waiting
times) may become very large. In order to reduce the number of groups and the complex-
ity of the signal settings, in practice it is often decided to allow certain conflicts. A conflict
is defined as a pair of conflicting flows that are assigned to the same group and, hence,
receive a green light simultaneously. In such cases, the standard right-of-way rules apply
to the pair of conflicting flows, determining which vehicles may cross the intersection
and which vehicles have to wait for a sufficiently large gap between vehicles in the other
flow. In this chapter we extend the model for traffic intersections with exhaustive service,
introduced in Chapter 8, by introducing customer priority levels to model conflicts. In
Section 9.2 we describe the model in more detail. Subsequently, we study the model
under heavy-traffic conditions and find the limiting distributions of the vehicle delays. In
Section 9.4 we find the light-traffic limits of the mean delays, which we combine with
the heavy-traffic limits to develop approximations for the mean delays in Section 9.5. We
end this chapter by discussing a numerical example illustrating how to model a real-life
traffic intersection with conflicts.

9.2 Model description and notation

The model in the present chapter is an extension of the model considered in Chapter 8.
We now allow two conflicting flows to receive a green light simultaneously. A conflict
of two flows is modelled as one flow, say flow {g, j}, consisting of high and low priority
vehicles (respectively corresponding to the vehicles that have the right of way, and to
those who have to yield the right of way). We refer to these vehicles as type {g, j, H} and
{g, j, L} vehicles. Note that the order in which high and low priority vehicles cross the
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intersection does not have any impact on the length of the green period and, hence, on
the mean waiting times for the other flows in the system.

Since we consider the combined stream of {g, j, H} and {g, j, L} vehicles as one flow,
we assume in our model that the arrivals (of any priority level) in this combined flow
form a renewal process. We denote the unscaled interarrival times of the combined flow
{g, j} by Âg, j , with 1/E[Âg, j] = λ̂g, j = λ̂g, j,H + λ̂g, j,L . Furthermore, we assume that the
variance Var[Ag, j] is known, or can be accurately estimated using available information
on the arrival processes Ag, j,H and Ag, j,L . Whitt [217] and Albin [4] describe methods to
approximate a point process by a renewal process, which may be useful in this respect.
If the arrivals in the individual flows {g, j, H} and {g, j, L} are Poisson with parameters
λ̂g, j,H and λ̂g, j,L , then the arrival process of the combined flow {g, j} is Poisson with
parameter λ̂g, j,H + λ̂g, j,L .

9.3 Heavy traffic

The HT analysis of Section 8.3 can be adapted for flows with vehicles of two different
priority levels. Again, we study the fluid limits first. In Figure 9.1 these fluid limits of the
workloads are plotted for two conflicting flows, {g, j, H} and {g, j, L}, that are part of
the same group g = 1, . . . , M . On the horizontal axis the course of a cycle with length c
is plotted. On the vertical axis, the workloads of the high and low priority flows {g, j, H}
and {g, j, L} are plotted. The sum of these two workloads, which can be considered as
the workload of the combined flow {g, j}, is plotted as well (the dashed line). Note that
the length of the green period Gg is determined by the workload in the dominant flow in
the group, {g, 1}, which is not plotted in Figure 9.1. For convenience, we split the green
period Gg into three parts. The first part, Gg,H , is the part where low priority vehicles have
to wait and only high priority vehicles can cross the intersection. The second part, Gg,L ,
starts at the moment that the high priority fluid has drained. During Gg,L the low priority
vehicles can cross the intersection, but still have to give way to any high priority vehicles
that might arrive. The third part, Gg,1, is the part where both priority flows have become
empty and the green period is extended until the workload in the dominant flow of the
group, {g, 1}, has vanished. If the combined load ρ̂g, j = λ̂g, j,HE[Bg, j,H] + λ̂g, j,LE[Bg, j,L]
is bigger than all the other loads ρ̂g,k, for k 6= j, then flow {g, j} is considered to be the
dominant flow and Gg,1 = 0.

The analysis of the delays under HT proceeds as in Section 8.3, starting with the
derivation of the distributions of the delays of particles in the fluid system. During Gg,H ,
high priority fluid enters the system at rate ρ̂g, j,H/L and leaves the system at rate 1, so
the high priority workload decreases at rate 1− ρ̂g, j,H/L. Low priority vehicles cannot
start crossing the intersection, so the low priority workload keeps on increasing at rate
ρ̂g, j,L/L. When Gg,L starts, the rate at which the high priority fluid is drained becomes
ρ̂g, j,H/L, which equals the inflow rate (because the flow stays empty). This implies that
the low priority fluid leaves the system at rate 1− ρ̂g, j,H/L. Since workload in the low
priority flow arrives at rate ρ̂g, j,L/L, the total low priority workload decreases at rate
1 − (ρ̂g, j,H + ρ̂g, j,L)/L. During Gg,1 both flows remain empty. Hence, the inflows are
equal to the outflows. Given that the cycle length is c, we can compute the lengths of the
four subperiods in the fluid model,

Rg = (1− ρ̂g,1/L)c,
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FIGURE 9.1: Heavy traffic fluid limits for a traffic intersection with a conflict.

Gg,H =
ρ̂g, j,H

L− ρ̂g, j,H
Rg ,

Gg,L =
ρ̂g, j,L

L− ρ̂g, j,H − ρ̂g, j,L
(Rg + Gg,H),

Gg,1 = c− Rg − Gg,H − Gg,L .

High priority fluid. The delay of a high priority fluid particle can be found by condi-
tioning on the arrival epoch during the cycle. A random arrival takes place during each
of the periods with probability, respectively, Rg/c, Gg,H/c, Gg,L/c, and Gg,1/c. If the ar-
rival period is either Gg,L or Gg,1, the particle is immediately drained and the delay is
0. We introduce the uniformly distributed random variable UR on [0,1] for high priority
particles arriving during the red period Rg , to indicate the fraction of Rg that has elapsed
at the arrival epoch. The delay of the arriving particle is composed of two components:
the remaining red time (1− UR)Rg , plus the time required by the high priority fluid in
front of it to leave the system, URRg ρ̂g, j,H/L (because the high priority fluid leaves the
system at rate 1). The delay of a high priority particle arriving during Gg,H is equal to the
amount of high priority fluid present at its arrival (again, because the high priority fluid
leaves the system at rate 1). Let UH be a uniformly distributed random variable on [0, 1]
indicating the fraction of Gg,H that has elapsed at the arrival epoch. Then the amount of
high priority fluid present at this moment is (1− ρ̂g, j,H/L)(1− UH)Gg,H , which is equal
to (1− UH)Rg ρ̂g, j,H/L. After unconditioning, we see that the distribution of the delay of
a high priority particle in the fluid system equals

W fluid
g, j,H

d
=





0 w.p. (Gg,L + Gg,1)/c,

(1− UR)Rg + URRg ρ̂g, j,H/L w.p. Rg/c,

(1− UH)Rg ρ̂g, j,H/L w.p. Gg,H/c,

(9.1)

where UR and UH are uniformly distributed random variables on [0, 1]. Equation (9.1)
can be simplified. Since W fluid

g, j,H is uniformly distributed on [(ρ̂g, j,H/L) × Rg , Rg] with
probability (1−ρ̂g, j,H/L)×(Rg+Gg,H)/c, and uniformly distributed on [0, (ρ̂g, j,H/L)×Rg]
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with probability (ρ̂g, j,H/L)× (Rg + Gg,H)/c, we can rewrite (9.1) as

W fluid
g, j,H

d
=

¨
0 w.p. (Gg,L + Gg,1)/c,

U × Rg w.p. (Rg + Gg,H)/c,
(9.2)

where U is a uniformly distributed random variable on [0, 1]. The interpretation of (9.2)
is that an arbitrary particle of high priority fluid experiences no delay if it arrives during
Gg,L or Gg,1. If it arrives during Gg,H or Rg , its delay has the same uniform distribution
as a residual all-red period Rg .

Low priority fluid. The distribution of the delay of a low priority fluid particle can be
found in a similar way. If it arrives during Gg,1, its delay is 0. For a particle arriving
during Rg , the delay is composed of the residual time in Rg , plus the amount of fluid in
the high priority flow at the end of Rg , plus the low priority fluid present at its arrival.
Furthermore, the particle has to wait for all the high priority fluid arriving during the
processing of this workload. Suppose that x is the amount of fluid that the low priority
particle has to wait for, present at the beginning of the green period Gg . Then the waiting
time will be x/(1− ρ̂g, j,H/L) because of the additional high priority fluid entering the
system. This can be compared to the concept of completion times in Chapter 5. For a
particle arriving during Gg,H , the situation becomes slightly easier because it has to wait
for the amount of high plus low priority fluid present at its arrival, plus the amount of
high priority fluid arriving during the processing of this fluid. The situation is similar
for a particle arriving during Gg,L , but there is no more high priority fluid present at its
moment of arrival. This leads to the following distribution of the delay,

W fluid
g, j,L

d
=





0 w.p. Gg,1/c,

(1− UR)Rg +
(ρ̂g, j,LUR + ρ̂g, j,H)

L− ρ̂g, j,H
Rg w.p. Rg/c,

(L− ρ̂g, j,H)(1− UH)Gg,H + (Rg + UH Gg,H)ρ̂g, j,L

L− ρ̂g, j,H
w.p. Gg,H/c,

(L− ρ̂g, j,H − ρ̂g, j,L)(1− UL)Gg,L

L− ρ̂g, j,H
w.p. Gg,L/c,

(9.3)

where UR, UH , and UL are independent uniformly distributed random variables on [0, 1]
indicating the fraction of respectively Rg , Gg,H , and Gg,L that has elapsed at the arrival
epoch of an arbitrary low priority particle. Some tedious rewriting of (9.3) reveals that
W fluid

g, j,L is 0 with probability Gg,1/c and uniformly distributed on
�

Gg,H + Gg,L

Rg + Gg,H + Gg,L
(Rg + Gg,H), Rg + Gg,H

�
w.p. Rg/c,

�
Gg,L

Rg + Gg,H + Gg,L
(Rg + Gg,H),

Gg,H + Gg,L

Rg + Gg,H + Gg,L
(Rg + Gg,H)

�
w.p. Gg,H/c,

�
0,

Gg,L

Rg + Gg,H + Gg,L
(Rg + Gg,H)

�
w.p. Gg,L/c.



9.4 LIGHT TRAFFIC 167

This rewritten form reveals that the waiting time distribution of low priority fluid parti-
cles can also be specified more elegantly,

W fluid
g, j,L

d
=

¨
0 w.p. Gg,1/c,

U × (Rg + Gg,H) w.p. (Rg + Gg,H + Gg,L)/c,
(9.4)

where U is a uniformly distributed random variable on [0, 1]. The interpretation of (9.4)
is that an arbitrary particle of low priority fluid experiences no delay if it arrives during
Gg,1. If it does not arrive during Gg,1, its delay has the same uniform distribution as a
residual period (Rg + Gg,H).

Original model. Now that we have obtained the distribution of the delays in the fluid
model, we can use them, together with the Heavy Traffic Averaging Principle, to derive
the scaled delays in the original model under HT conditions.

THEOREM 9.3.1. Under HT conditions, i.e., for ρ ↑ 1/L, the limiting distributions of the
scaled delays of high and low priority vehicles are given by

(1− Lρ)Wg, j,H
d→





0 w.p.
ρ̂g,1 − ρ̂g, j,H

L− ρ̂g, j,H
,

U ×ΓI w.p.
L− ρ̂g,1

L− ρ̂g, j,H
,

(9.5)

(1− Lρ)Wg, j,L
d→





0 w.p.
ρ̂g,1 − ρ̂g, j,H − ρ̂g, j,L

L− ρ̂g, j,H − ρ̂g, j,L
,

U × 1

1− ρ̂g, j,H/L
ΓI w.p.

L− ρ̂g,1

L− ρ̂g, j,H − ρ̂g, j,L
,

(9.6)

where U is uniformly distributed on [0,1] and ΓI is Gamma distributed with parameters
α = 2E[R]δ/σ2 + 1 and µg := 2δ/

�
σ2(1− ρ̂g,1/L)

�
, where δ =

∑M
g=1

ρ̂g,1

L
(1− ρ̂g,1

L
)/2,

and σ2 =
∑M

g=1
λ̂g,1

L

�
Var[Bg,1] + ρ̂2

g,1Var[Âg,1]
�
.

PROOF. The key observation is that the lengths of the green and red periods are not
affected by the introduction of priorities, as long as we regard the flows {g, j, H} and
{g, j, L} as one combined flow {g, j}. This means that we can directly use Lemma
8.3.3, which states that the scaled, length-biased intervisit time (1 − Lρ)Ig converges
in distribution to a random variable having a Gamma distribution with parameters α =
2E[R]δ/σ2 + 1 and µg := 2δ/

�
σ2(1− ρ̂g,1/L)

�
. In our model the intervisit time Ig is

just another notation for the red time Rg . Because of the HTAP, discussed in the pre-
vious chapter, we can replace the deterministic periods Rg and Rg + Gg,H in respec-
tively (9.2) and (9.4) by the scaled, length-biased random variables (1 − Lρ)Ig and�
1+ ρ̂g, j,H/(L− ρ̂g, j,H)

�
(1− Lρ)Ig .

9.4 Light traffic

The LT analysis of the mean delays of high and low priority vehicles from conflicting
streams is very similar to the LT analysis of a regular intersection, without conflicts, in
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Section 8.4. For this reason, we only point out the few adaptations that are required for
traffic intersections with conflicts.

Poisson arrivals. For now, we assume Poisson arrivals. We will relax this assumption
later in this section. The mean delay of a type {g, j, H}, or a type {g, j, L}, vehicle is
found by conditioning on the arrival period, just like in (8.9),

E[Wg, j,H] =
M∑

k=1

�
E[Rk]
E[R] (1−ρ)E[W

(Rk)
g, j,H] +

Nk∑
l=1

ρk,lE[W
(Gk,l )
g, j,H ]

�
+O(ρ2), (9.7)

E[Wg, j,L] =
M∑

k=1

�
E[Rk]
E[R] (1−ρ)E[W

(Rk)
g, j,L] +

Nk∑
l=1

ρk,lE[W
(Gk,l )
g, j,L ]

�
+O(ρ2), (9.8)

where E[W (Rk)
g, j,H/L] is the mean delay of a {g, j, H/L} vehicle that arrives during Rk, and

E[W (Gk,l )
g, j,H/L] is the mean delay of a {g, j, H/L} vehicle that arrives during the service of a

{k, l} vehicle. The latter can be discussed very quickly, since it needs no explanation that

E[W (Gg, j)
g, j,H ] = E[Bg, j,res] +E[Bg, j,H] +O(ρ), (9.9)

E[W (Gg, j)
g, j,L ] = E[Bg, j,res] +E[Bg, j,L] +O(ρ), (9.10)

for g = 1, . . . , M ; j = 1, . . . , Ng . Similarly,

E[W (Gg,l )
g, j,H ] = E[W

(Gg,l )
g, j,L ] = O(ρ), g = 1, . . . , M ; j = 1, . . . , Ng ; l 6= j. (9.11)

For {g, j, H/L} vehicles arriving while a vehicle of another group is crossing the intersec-
tion,

E[W (Gk,l )
g, j,H ] = E[Bk,l,res] +

g−1∑
i=k

E[Ri] +E[Bg, j,H] +O(ρ), g 6= k, (9.12)

E[W (Gk,l )
g, j,L ] = E[Bk,l,res] +

g−1∑
i=k

E[Ri] +E[Bg, j,L] +O(ρ), g 6= k. (9.13)

Until now, there has been no difference (except for the mean headway of the vehicle
itself) between high and low priority vehicles in LT, because we can ignore all O(ρ) terms
in this part of the analysis. For the mean waiting times of vehicles arriving during all-red
times we cannot ignore these terms, so now differences will arise. In contrast to high
priority vehicles, the low priority vehicles have to wait for all high priority vehicles that
arrived before the start of their own service. This observation leads to the following
adaptations of Equations (8.13)–(8.16). For high priority vehicles,

E[W (Rm)
g, j,H] =

� m−1∑
k=g−M

E[Rk] + E[Rpast
m ]
�� g−1∑

l=m+1

ρl,• +ρg, j,H

�
+ E[Rm,res]

�
1+

g−1∑
l=m+1

ρl,•

�

+
g−1∑

k=m+1

E[Rk]
�

1+
g−1∑

l=m+1

ρl,•

�
+E[Bg, j,H], (9.14)
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and for low priority vehicles,

E[W (Rm)
g, j,L ] =

� m−1∑
k=g−M

E[Rk] + E[Rpast
m ]
�� g−1∑

l=m+1

ρl,• +ρg, j,H +ρg, j,L

�

+ E[Rm,res]
�

1+
g−1∑

l=m+1

ρl,• +ρg, j,H

�
+

g−1∑
k=m+1

E[Rk]
�

1+
g−1∑

l=m+1

ρl,• +ρg, j,H

�

+E[Bg, j,L]. (9.15)

Substitution of (9.9)–(9.15) in (9.7) for high priority customers, or in (9.8) for low pri-
ority customers, gives the desired result.

General renewal arrivals. An approximation for the mean delay under the assump-
tion of general renewal arrivals is obtained in the same manner as we have done in
Section 8.4, by replacing the term corresponding to E[WM/G/1],

E[W (M/G/1)] = ρE[Bres] +O(ρ2),

by the LT limit of E[WGI/G/1],

E[W (GI/G/1)] = ρ
1+ cv2

B

2
E[Â] ĝ(0)E[B] +O(ρ2),

where cv2
B is the SCV of the service times (corresponding to the vehicle headways), and

ĝ(t) is the density of the interarrival times Â at ρ = 1.
The expressions for the (approximated) mean waiting times under LT conditions can

be significantly simplified if the all-red times are deterministic,

E[W LT
g, j,H]≈ρg, j

�
E[Âg, j,H] ĝg, j,H(0)− 1

�
E[Bg, j,H,res]) +ρE[Bres] +E[Bg, j,H]

−
∑
k 6= j

ρg,k

�
E[Bg,k,res] +E[Bg, j,H]

�
+

1

2
(1+ρ+ρg, j,H − 2ρg,•)R, (9.16)

E[W LT
g, j,L]≈ρg, j

�
E[Âg, j,L] ĝg, j,L(0)− 1

�
E[Bg, j,L,res]) +ρE[Bres] +E[Bg, j,L]

−
∑
k 6= j

ρg,k

�
E[Bg,k,res] +E[Bg, j,L]

�
+

1

2
(1+ρ+ 2ρg, j,H +ρg, j,L − 2ρg,•)R.

(9.17)

9.5 Interpolations

By constructing interpolations between the LT and HT limits of the mean delays, we
obtain approximations for the mean delays as functions of the general system load ρ.
Given the information that we have, we can consider the following two forms for the
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interpolations,

E[W app1
g, j,H/L] =

K ′0,g, j,H/L + K ′1,g, j,H/Lρ

1− Lρ
, (9.18)

E[W app2
g, j,H/L] =

K0,g, j,H/L + K1,g, j,H/Lρ+ K2,g, j,H/Lρ
2

1− Lρ
, (9.19)

for g = 1, . . . , M ; j = 1, . . . , Ng . In this section we do not repeat the discussion on which
of the two approximations should be used and how to obtain the unknown constants
K ′0,g, j,H/L , . . . , K2,g, j,H/L . Instead, we refer to Section 8.5 for detailed information, since
the case with priorities is not different (in this respect) from the case without conflicts.

9.6 Numerical example

We now give an example of how to model a traffic intersection with conflicts. We revisit
Intersection 3 from Example 2 in Section 8.6. This intersection, graphically illustrated
in Figure 8.6, has two conflicts that were ignored in the previous chapter. Vehicles from
flow 3 turning left have a conflict with vehicles from flow 6 going straight ahead, and vice
versa. This situation can be modelled by removing the left-turning vehicles from each of
these groups, and adding them as a low priority flow to the other group (see Figure
9.2). In the previous chapter, we assumed that the arrival intensities for flows 3 and 6
are respectively 390 and 430 vehicles per hour, and that the corresponding saturation
flow rates are 1850 cars per hour (actually, only the ratio 390/1850 : 430/1850 is used,
since the load is being varied in these examples). In this example we modify these values
slightly, assuming that 90 out of 390 vehicles from flow 3 turn left, and 80 out of 430
vehicles from flow 6. The saturation flow rates are assumed to be 1950 vehicles/hour for
traffic that goes straight ahead, and 1750 vehicles/hour for traffic turning left.

1
2

3H

3L

4
5

6H

6L

7

8

9

10

Motorised vehicles

Bicycles

FIGURE 9.2: The traffic intersection with conflict, discussed in the numerical example.
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The mean waiting times of the high and low priority vehicles in flows 3 and 6 can
be approximated using the method described in this chapter. The results, of the ap-
proximated and simulated values, are shown in Figure 9.3. As discussed in the previous
chapter, the relative errors of the approximation for this intersection can grow to 30% in
the worst case (flow 4). However, the introduction of two priority levels does not lead to
a loss of accuracy. The relative errors for the high and low priority vehicles are roughly
the same.

0.0 0.2 0.4 0.6 0.8 1.0
lr0

20

40

60

Simulation high priority
Approximation high priority
Simulation low priority
Approximation low priority

0 0.2 0.4 0.6 0.8 1.0
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20

40

60

80

100
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W3

(a) flows 3H and 3L

0 0.2 0.4 0.6 0.8 1.0
0

20

40

60

80

100

Lρ

W6

(b) flows 6H and 6L

FIGURE 9.3: Simulated and approximated mean waiting times for the high and low prior-
ity flows in the numerical example.
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SUMMARY

Polling Models – From Theory to Traffic Intersections

The subject of the present monograph is the study of polling models, which are queueing
models consisting of multiple queues, cyclically attended by one server. Polling models
originated in the late 1950s, but did not receive much attention until the 1980s when an
abundance of new applications arose in computer networks and in communication pro-
tocols. The name polling model originates from this application area, where central bank
computers serve (“poll”) their branch terminals in a cyclic fashion. Because of this re-
newed practical relevance, a huge literature on polling models has appeared throughout
the years.

The contribution of the present monograph is twofold. Firstly, it introduces polling
models with features that are well-known in the context of single-queue systems, but
have remained unexplored in polling systems. For example, we study polling models
with customer priority levels, impatience and abandonments, and varying arrival rates.
The second contribution is to provide a new approach to analyse vehicle actuated traffic
intersections with exhaustive service, by applying and extending recent results in the
polling literature.

The thesis is divided into three parts. The first part, which starts after a general intro-
duction and an extensive literature review, studies different types of customer behaviour
in polling models. In particular, smart, stupid, and impatient customers are discussed. In
the second part we study system behaviour in the sense that we introduce customer pri-
ority levels and discuss several service policies based on these priority levels. The third
part focusses on traffic intersections and new approaches to apply results from the polling
literature to this application area. We discuss the three parts in more detail below.

As stated before, Part I introduces new types of customer behaviour in polling models.
In Chapter 3 we study a polling model with arrival rates that depend on the server posi-
tion. This extension destroys the convenient property that an arbitrary arriving customer
sees the system in equilibrium, and a novel analysis technique is required to circum-
vent this complication. The model is practically relevant because it allows customers to
choose which queue they want to join, knowing which queue is being served at their
arrival epoch. Besides the practical relevance of the model, the analysis and the insights
gained from it have great merit for future studies. This is illustrated by the model stud-
ied in Chapter 4, which is an extension of a vacation model with customer impatience,
studied in existing literature. Using the analysis methodology of Chapter 3, we are able
to obtain new results for the vacation model, and extend it to the context of polling mod-
els. In polling models, this is the first appearance of customer impatience, in queueing
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literature often referred to as reneging.
Part II studies system behaviour through the introduction of customer priority levels.

We study the impact of changing the order in which customers are served based on
these priority levels. For example, we illustrate the effect of giving higher priority to
customers with less service requirement. In Chapter 5 we study priorities in a standard
polling system. Chapter 6 discusses the impact of using different service disciplines for
customers with different priority levels, and shows how this can be used as a strategy to
give even more advantages to customers with a higher priority level.

The third part of the thesis is mainly dedicated to polling models for traffic intersec-
tions. Polling models have been applied to road traffic before, but only in the situation
that one lane on a single road is blocked and traffic has to share the other lane. In Chapter
7 we develop a novel closed-form waiting time approximation for polling systems. The
manner in which this approximation is created lends itself perfectly for adaption to the
scenario where groups of multiple queues receive service simultaneously, as is the case
in signalised traffic intersections. Chapter 8 presents this adaptation for traffic signals.
Another aspect that is new in the analysis of delays at traffic intersections, is the analysis
of conflicting traffic flows receiving a green light simultaneously. For this purpose, we
use the approximation developed in Chapter 7 in combination with the results on polling
models with priorities from Chapter 5.
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