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Beknopte toelichting
Voor een officiële samenvatting: Zie Summary op bladzijde 189

Gëıntegreerde planning van gereedschappen en reserveonderdelen voor de
kapitaalgoederenindustrie
(Integrated planning of service tools and spare parts for capital goods)

Een veel gebruikte maat om de service te meten in de kapitaalgoederenindustrie is
de beschikbaarheid van de machines: het percentage van de tijd dat de machine
daadwerkelijk gebruikt kan worden. Dit proefschrift richt zich op de tijd dat een
machine niet gebruikt kan worden vanwege de wachttijd voor hulpmiddelen die nodig
zijn bij een correctieve onderhoudsactie. Deze hulpmiddelen zijn bijvoorbeeld de
reparateurs die het onderhoud uitvoeren; de reserveonderdelen om onderdelen te
vervangen die kapot zijn; of de benodigde gereedschappen. In dit proefschrift richten
we ons op de gëıntegreerde planning van de voorraadniveaus van gereedschappen en
reserveonderdelen.

Gereedschappen hebben enkele speciale eigenschappen, waardoor het interessant
wordt deze in detail te bestuderen, namelijk:

• Gekoppelde aankomsten. Wanneer een machine kapot gaat, zijn er meestal
meerdere gereedschappen nodig. Daardoor zijn de vraagprocessen voor de
gereedschappen gecorreleerd.

• Gekoppelde retourzendingen. Nadat een onderhoudsbeurt beëindigd is, worden
de gereedschappen teruggebracht naar één van de voorraadpunten. Gereed-
schappen die samen gevraagd zijn worden daardoor ook samen teruggebracht.
Dit betekent dat ook de terugkomst van de gereedschappen gecorreleerd is.

• Gereedschapskisten. Een gereedschapskist is een kist of koffer waarin meerdere
gereedschappen zitten, die samen nodig zijn voor bepaalde onderhoudsacties.
Een specifiek stuk gereedschap kan zowel los op voorraad gelegd worden, als
in een kist opgeslagen zijn. Daardoor is het mogelijk dat de vraag voor een
individueel stuk gereedschap wordt voldaan door een gereedschapskist; met
andere woorden substitutie van vraag is mogelijk. Verder, doordat een kist
voor meerdere onderhoudsacties gebruikt kan worden, kan de gereedschapskist



de onzekerheid in de analyse van het oorzaak van het probleem tot op zekere
hoogte opvangen.

Naast de speciale eigenschappen van gereedschappen hebben reserveonderdelen en
gereedschappen een gezamenlijke invloed op de service op twee manieren:

• Gekoppelde aankomsten. Vaak zijn er zowel reserveonderdelen en gereed-
schappen nodig voor een onderhoudsactie. Deze hulpmiddelen moeten allemaal
aanwezig zijn voordat een onderhoudsactie kan starten, en het hulpmiddel
met de langste levertijd (onafhankelijk of het een reserveonderdeel is of een
gereedschap) bepaalt de totale wachttijd van deze onderhoudsactie.

• Streefwaarde service. Met de klant worden er afspraken gemaakt over de
beschikbaarheid van de machines. Wanneer reserveonderdelen en gereed-
schappen apart zouden worden gepland, dan moet er voor beiden een aparte
streefwaarde vastgesteld worden. Dit leidt tot suboptimalisatie.

Het doel van dit proefschrift is het bestuderen van de gëıntegreerde planning van
reserveonderdelen en gereedschappen. Echter, vanwege de speciale eigenschappen
van gereedschappen, richten we ons in de hoofdstukken 2 tot en met 5 eerst alleen
op de gereedschappen. In hoofdstuk 6 kijken we naar de gëıntegreerde planning van
reserveonderdelen en gereedschappen.

In hoofdstuk 2 bestuderen we of gereedschapskisten wel of niet gebruikt zouden
moeten worden. Dit is gedaan door het uitvoeren van een empirische studie van de
voorkeuren van reparateurs, en de aspecten die deze voorkeuren bëınvloeden. Uit deze
studie volgt dat reparateurs een duidelijke voorkeur hebben voor gereedschapskisten
boven het meenemen van los gereedschappen. Verder is er een lijst samengesteld
van aspecten die deze voorkeur bëınvloeden. Ondanks deze conclusie worden de
speciale eigenschappen van de gereedschapskisten, zoals substitutie van vraag en
onzekerheidsreductie, in de rest van dit proefschrift niet meegenomen.

In de hoofdstukken 3, 4 en 5, wordt het voorraadprobleem bestudeerd voor
gereedschappen voor één locatie. In dit probleem wordt de koppeling in de
aankomsten en de koppeling in de retourzendingen meegenomen. In hoofdstuk 3 is
een evaluatiemodel ontwikkeld, waarmee bij benadering bepaald kan worden hoe hoog
de service is die aan de klanten wordt geleverd onder gegeven voorraadniveaus. In
hoofdstuk 4 bewijzen we enkele grensmodellen voor de gemiddelde service, waardoor
we snel een ondergrens en bovengrens voor de service kunnen bepalen onder gegeven
voorraadniveaus. In hoofdstuk 5 zijn vier heuristieken ontwikkeld, waarmee de
voorraadniveaus bepaald kunnen worden. Deze heuristieken zijn met elkaar vergeleken
op basis van hoe goed ze de service levels kunnen voorspellen (nauwkeurigheid)
en rekentijd; verder zijn ze vergeleken op basis van de kosten ten opzichte van
elkaar en een ondergrens. De heuristiek die gekoppelde aankomsten en gekoppelde
retourzendingen meeneemt leidt tot de laagste kosten, maar de rekentijd is erg hoog.



De heuristiek die alleen gekoppelde aankomsten meeneemt heeft iets hogere kosten,
maar een veel lagere rekentijd. De heuristiek die in de praktijk gebruikt wordt voor
reserveonderdelen en de koppeling in de vraag en retourzendingen totaal negeert heeft
de hoogste kosten en is erg onnauwkeurig, maar is wel heel erg snel.

In hoofdstuk 6 zijn twee van de heuristieken van hoofdstuk 5 uitgebreid naar een
situatie met meerdere locaties, namelijk de heuristiek voor reserveonderdelen en de
heuristiek die de gekoppelde aankomsten meeneemt. Met deze modellen hebben we
experimenten gedaan met data die gebaseerd zijn op de ASML situatie. De heuristiek
gebruikt voor reserveonderdelen is ook voor een situatie met meerdere locaties erg
onnauwkeurig, en de nauwkeurigheid is ook erg variabel. De heuristiek waarin de
koppeling in de vraag wel wordt meegenomen leidt tot ongeveer dezelfde kosten, maar
is wel veel nauwkeuriger. Door deze nauwkeurigheid is dit model het meest geschikt
voor gebruik in de praktijk. Hiernaast is in hoofdstuk 6 ook de invloed van een
gëıntegreerde planning van reserveonderdelen en gereedschappen onderzocht. Hieruit
kan geconcludeerd worden dat een gëıntegreerde planning een besparing tot 15% kan
opleveren voor de geteste instanties: een significante besparing!
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Chapter 1

Introduction

“A car that will not go is not a car at all.” This statement was made in 1956 by
Lord Birkett in a court trial (Lord Birkett, 1956, cited in Tavernier, 1971). From
this statement it follows that customer service was already considered important over
50 years ago. However, it has become even more important recently. In 1999, Wise
and Baumgartner mentioned that “the thriving companies are a diverse lot, but they
have all taken a similar route to success: they have gone downstream, toward the
customer” (Wise and Baumgartner, 1999).

After-sales services are increasingly becoming a larger part of the economy. In 2003,
spare parts sales and services accounted for 8% of the annual gross domestic product in
the United States, and global spending on after-sales services totalled more than $1.5
trillion annually (AberdeenGroup, 2003). In addition, according to a study by Deloitte
Consulting of many of the world’s largest manufacturing companies, service revenues
today represent an average of more than 25% of total business (Deloitte, 2006). The
after-sales market is not only growing, it is also very profitable: Aftermarket service
and parts sales account for about 40% of profits for most companies (AberdeenGroup,
2003, and Deloitte, 2006). Besides that, the average growth of the service businesses
of the companies in the Deloitte benchmark study is about 10% higher than for the
business units overall (Deloitte, 2006).

More and more production companies are following Wise and Baumgartners’ advice
and are switching from manufacturing products towards servicing these products.
Olivia and Kallenberg (2003) study 11 capital equipment manufacturers developing
service offerings for their products. According to this paper, there are three primary
reasons for this switch: economic arguments, the fact that customers are demanding
more services, and the competitive argument.

But management of these after-sales services can be challenging. There are several
differences between a manufacturing supply chain and an after-sales services supply
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chain (Cohen et al., 2006). See Table 1.1 for an overview of these differences. One
of the main differences is the performance metric used; instead of the fill rate for a
specific item, it is the product availability or uptime that matters. According to the
same study, the business model that should be chosen for after-sales services depends
on the value companies place on the after-sales services. When the service priority is
very high, which is the case for manufacturers of advanced capital goods, the business
model should be performance-based or even power by the hour, which means that
customers pay for the services used. In these cases, the service provider (often the
manufacturer) is responsible for the uptime of the machine at the customer.

Parameter Manufacturing After-sales services
supply chain supply chain

Nature of demand Predictable, Always unpredictable,
can be forecasted sporadic

Required response Standard, can be scheduled ASAP (same day or next day)
Number of SKUs Limited 15 to 20 times more
Product portfolio Largely homogeneous Always heterogeneous
Delivery network Depends on nature of Single network, capable

product; multiple networks of delivering different
necessary service products

Inventory Maximize velocity Pre-position resources
management aim of resources

Reverse logistics Doesn’t handle Handles return, repair, and
disposal of failed components

Performance metric Fill rate Product-availability (uptime)
Inventory turns Six to 50 a year One to four a year
(the more the better)

Table 1.1 Differences manufacturing and after-sales services supply chains
(Cohen et al., 2006)

The above mentioned model is relevant at ASML, a leading manufacturer for
the semiconductor industry. Besides selling its machines, ASML also sells service
contracts to its customers, which specify guaranteed availability, or uptime, of the
machines. To help ensure that this performance level is met, ASML performs the
necessary maintenance on its machines, both preventive and corrective. For these
maintenance actions, ASML needs spare parts, service engineers, and service tools to
be available. Service tools are all tools that are used during the repair of a machine, for
instance diagnostic and calibration tools. These resources are positioned in a global
network consisting of central and local customer service points. ASML’s objective is
to meet the agreed system performance while incurring minimal costs. These costs
consist of procurement costs, inventory holding costs, transportation costs for spare
parts and service tools, import taxes, and the costs for employing service engineers.

The problems studied in this thesis are motivated by, but not limited to, ASML.
ASML is seen as a forerunner in the service logistics area. Research performed
together with ASML on, for instance, spare parts inventory models has led to
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heuristics, used not only at ASML but also implemented in other companies. See
Kranenburg and van Houtum (2009) for one model developed in collaboration with
ASML, and its references for related studies at other companies.

Within this thesis we limit our scope in three ways: First, we focus only on the joint
availability of spare parts and service tools, not taking into account service engineers.
At the production sites of the main customers of ASML, service engineers are available
all the time; the availability of the engineers is usually agreed upon directly in the
service contracts. For smaller customers, who usually also have a less tight service
contract, service engineers are available at the local support office of ASML, from
which they can travel towards the customer if needed. Service engineers therefore are
in principle never the cause of extra downtime in the ASML situation. Therefore, we
decided to focus on the other two resources, being service tools and spare parts.

Second, since the timing of preventive maintenance actions is known, these actions
can be planned beforehand. The availability of resources for preventive maintenance
therefore is typically not a big issue. Because of this, we focus on corrective
maintenance actions, for which the timing is not known, and for which it likewise
is not known which service tools and spare parts might be needed in which location.

Third, we only focus on the stock planning of the local warehouses; the availability
of spare parts and service tools at the central warehouse is left outside our scope.
We thus study a single-echelon multi-location problem, assuming that the central
warehouse has an infinite stock. Interactions between local warehouses in the same
region due to so-called lateral transshipments are taken into account. More details
regarding this focus are discussed in the rest of this chapter.

Summarizing, in this thesis we study integrated planning models for stock levels at
local warehouses of service tools and spare parts, used for corrective maintenance
actions.

The rest of this chapter is set up as follows. Often, maintenance has to be conducted
long after sales of the products serviced has already stopped. Therefore, we first
discuss the service life cycle in Subsection 1.1. The service life cycle is an extension
of the product life cycle in which the number of units in the field requiring service is
central, as opposed to the number of sales. In Subsection 1.2, a short introduction
to the goal of maintenance and to different maintenance policies is given. The reason
maintenance is performed at ASML is to reach the service level agreed upon with the
customers. Therefore, in Subsection 1.3 the service measure focused on in this thesis
is discussed, which is the availability of the machine. To be able to start repairing
a machine, service tools, engineers and spare parts need to be available. In Section
1.4, we describe the situation at ASML to get insights in the processes related to
the availability of engineers, parts and tools. As said before, we focus on the joint
availability of spare parts and service tools. The similarities and differences between
spare parts and service tools are discussed in Subsection 1.5, followed by the issues
related to the integrated planning of spare parts and service tools. Then, in Subsection
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1.6 the main research objective of this thesis is given, describing the constraints that
must be taken into account. In Subsection 1.7, a literature overview related to these
constraints is given. Afterwards, in Subsection 1.8 some gaps in the literature are
revealed, leading to the research objectives met in this thesis. Finally, in Subsection
1.9 the outline of the rest of the thesis is given.

1.1. Service life cycle

The focus of this thesis is on the planning of parts and tools needed for corrective
maintenance actions. These maintenance actions need to be performed not only
during the product life cycle, but also beyond this point. In the classical variant of
the product life cycle (see for instance Rink and Swan, 1979), the life of a product is
divided in four phases: introduction, growth, maturity and decline. For these phases,
the behavior of the sales revenue is described. However, sales revenue does not reflect
the need for maintenance. For the scope of this thesis, therefore, an extended version
of the product life cycle is used that focuses on the need for maintenance: the service
life cycle.

The service life cycle has been introduced in Potts (1988), based on data of computer
sales and service, and covers the installed base of products needing maintenance. The
installed base consists of the difference between total shipments and total “decay” -
that is the reduction in numbers still in use caused by product wear and discard, the
customer’s upgrading or switching to a substitute, or cannibalization of the product
for spare parts. The service life cycle can be divided into four phases:

1. Rapid growth - from the first shipment to the peak in the product cycle.

2. Transition - from the peak in the product cycle to the peak in the service cycle.

3. Maturity - from the peak in the service cycle to the last shipment.

4. End of life - from the last shipment through the last unit in the installed base.

See Figure 1.1 for an overview of the service life cycle of a personal computer.
Although this concept was developed with computers in mind, it is well suited to
our context as well. Take ASML as an example: although the product life cycle of
the ASML machines is a few years, all of the machines sold by ASML since its founding
in 1984 are still in use (and thus need maintenance). Clearly, for this example the
service life cycle of the machines is much longer than the product life cycle.
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Figure 1.1 Service Life Cycle for the case of computers (Potts, 1988)

1.2. Maintenance

Maintenance can be defined as a set of activities, or tasks, that are related
to preserving equipment in a specified operating condition, or restoring failed
equipment to a normal operating condition (Shenoy and Bhadury, 1998). Performing
maintenance actions requires the use of resources such as spare parts, manpower, tools
and facilities.

For different kinds of failures, different maintenance actions are required. Stoneham
(1998) classified different kinds of jobs in a framework, the so-called “maintenance
box,” using whether timing is known on one dimension, and whether the content is
known on the other dimension, see Figure 1.2.

Figure 1.2 Maintenance box (Stoneham, 1998)

In this thesis, we will refer to the maintenance actions where the timing is known as
preventive maintenance actions, and to those for which the timing is not known as
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corrective maintenance actions. This same distinction is made by Coetzee (2004) in
his classification of maintenance strategies, see Figure 1.3. He furthermore mentions
the option of redesigning a system or component to decrease the need for maintenance
by removing unwanted failure modes.

Figure 1.3 Maintenance strategies (Coetzee, 2004)

What maintenance strategy should be chosen depends for a large extent on the failure
patterns observed in practice. Nowlan and Heap (1978) identified six different failure
patterns during a study at an airline company, see Figure 1.4. This figure shows the
conditional probabilities of failure on the vertical axis, and the operating age since
manufacture, overhaul or repair on the horizontal axis. In this figure, it is clear that
many components have a constant hazard rate over (at least part of) their life time.
Performing preventive maintenance on these components does not change the hazard
rate; therefore either corrective maintenance or condition-based maintenance is used
as the maintenance strategy for these components.

In this thesis, we focus on corrective maintenance actions, motivated by the situation
as seen at ASML. Save for preventive maintenance, ASML machines usually run until
a failure occurs. For companies like ASML, this means that most of the maintenance
actions that are performed are corrective maintenance actions. At that moment, parts
and tools need to arrive as soon as possible to get the machine up and running again.
How this maintenance process is organized at ASML is explained in more detail in
Subsection 1.4.
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Figure 1.4 Failure patterns (Nowlan and Heap, 1978)

1.3. Service measure: availability

As stated by Cohen et al. (2006), for expensive machines uptime is very important.
Therefore, service contracts are often defined on the level of availability of the
machines. Availability can be defined as the time a machine or system is actually
available for use in proportion to the total time the machine or system is required to
be in operation (Moss, 1985, Thompson, 1999 and Birolini, 2007).

A similar definition of availability can be found in the SEMI E-10 standards (SEMI,
2004): the probability that the equipment will be in a condition to perform its
intended function when required. SEMI E-10 standards are standards for users and
suppliers of semiconductor manufacturing equipments used to measure reliability,
availability and maintainability performance of that equipment in a manufacturing
environment. In Figure 1.5 the six basic equipment states are given. The standards
also describe a division of machine time into different states, and examples of these
states, which is shown in Figure 1.6.
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Figure 1.5 Equipment states (SEMI, 2004)

In Figure 1.6, availability is the time in which the equipment is in all but the downtime
states. Downtime is furthermore divided into scheduled and nonscheduled downtime.
As mentioned earlier, we focus on corrective maintenance actions, i.e., the unscheduled
downtime of machines. The unscheduled downtime primarily consists of two parts: 1.
repair and 2. maintenance delay. We focus only on these two causes of unscheduled
downtime. The unscheduled downtime, UDT, then can be calculated as follows (note
the similarities with the definition of Dinesh Kumar et al. (2000)):

UDT =
MTTR + MTTS

MTTF + MTTR + MTTS
,

where MTTR is the mean time to (corrective) repair, which is the time taken to
identify the fault, carry out the repair and adjustments assuming that all tools, spares
and required manpower are available (Thompson, 1999); MTTS is the mean time to
(in this thesis corrective) support, which is a function of maintenance factors (process,
concept, policy, and strategy), location factors (geography, communication systems,
and transport), investment factors (spares, tools, equipment, service engineers, and
facilities) and organizational factors (flow of information and support) (Dinesh Kumar
et al., 2000); and MTTF is the mean time to failure, which is defined as the average
life of a non-repairable system or the average time before first failure of a repairable
item (Dinesh Kumar et al., 2000).

In this thesis, we assume that the MTTF and the MTTR are given. To reach a target
unscheduled downtime then is equivalent to reaching a target mean time to support.
Essentially, the time to support (also referred to as logistic delay, or maintenance
delay) is the time spent waiting for facilities, equipment, manpower and spares (Dinesh
Kumar et al., 2000). In this thesis, we especially focus on the time it takes to have
all needed resources available, being the service engineers that need to perform the
maintenance action, spare parts whenever a part of the machine has failed, and service
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Figure 1.6 Time division (SEMI, 2004)

tools, the tools needed for cleaning, calibrating etc. A study of AberdeenGroup states
“the first point of intersection between the planning and provisioning of service parts
and field technicians is at the customer. An all-too-common problem arises when the
required parts and technicians do not meet at the customer simultaneously or at least
in appropriate succession” (AberdeenGroup, 2006). This problem is even broader,
since also the service tools need to be available at the same time.

Within this thesis, we will work with two different performance measures, both
reflecting the MTTS, being:

1. Maintenance delay: the fraction of time during which the equipment cannot
perform its intended function because it is waiting for either user or supplier
personnel, parts or tools associated with maintenance. Following this definition,
maintenance delay also takes into account how often a machine fails, not only
the downtime per failure.

2. Aggregate order fill rate: the fraction of orders for which all requested tools and
parts can be delivered from the closest stock point.

Note that when only one warehouse is considered and it is assumed that all items that
are not available are delivered via emergency shipments from the central warehouse,
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these performance measures are linked directly. Let β be the aggregate order fill rate,
MD be the maintenance delay, tloc the local supply time in hours, tem the emergency
supply time in hours, and λ the total demand rate per machine per hour for the
location under consideration. The relation is then as follows:

MD = (λβtloc + λ(1− β)tem). (1.1)

So, whenever the local supply time, the emergency supply time and the total demand
rate are given, it is possible to use the aggregate order fill rate instead of the
maintenance delay.

Note that the service level agreements are made on a machine level. This means
that there is no availability agreement for each of the separate spare parts or service
tools, but rather an agreement on the availability level of the entire machine. So, we
are dealing with the so-called system approach (Sherbrooke, 1968). This approach
usually leads to solutions in which cheap items are stocked in large quantities, while
expensive items are stocked only once or not at all.

1.4. Maintenance delay process at ASML

ASML is a leading equipment manufacturer for the semiconductor industry. Since
ASML has service contracts with its customers in which an availability level (in Figure
1.6 all states except for the Downtime states) of the machines is agreed upon, it is the
responsibility of ASML to ensure that the machines sold are on average up and running
for, for instance, 95% of the time. The downtime of the machines can be divided
into downtime due to preventive maintenance (Scheduled Downtime), and downtime
due to corrective maintenance (Unscheduled Downtime). For the classification of
the machine time into different system states, ASML uses the SEMI E-10 standards
(SEMI, 2004), which have been explained above.

In SEMI E-10 terms, ASML needs to make sure that the machines at its customers
have a downtime which is restricted to, for instance, a maximum of 5%. How this
downtime is divided into scheduled and unscheduled downtime can be decided by
ASML. Internally at ASML, it has been decided to divide the 5% downtime target
into separate targets for scheduled downtime, repair times and maintenance delay.

In this thesis, we focus on the maintenance delay. As mentioned above, ASML needs
spare parts, service engineers, and service tools to be available for these maintenance
actions to commence. These resources are positioned in a global network consisting
of central and local customer service points. ASML has dozens of local support
offices, including warehouses, around the world near its customers, and a few central
warehouses. ASML’s objective is to meet the agreed upon system performance
incurring minimal costs. The process followed at the moment a machine breaks down
is now described. Note that we only focus on the delivery of parts and tools (the
maintenance delay). The maintenance action itself is not considered in this thesis.
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When a machine breaks down, one of the service engineers of ASML carries out
an initial analysis of the problem. This can be done either by directly visiting the
machine, or by remote diagnostics. Based on this analysis, the engineer typically
knows what repair action needs to be performed. Based on the maintenance
procedures, the engineer orders the required tools and parts from the nearest
warehouse. Note that after the initial analysis, there might still be some uncertainty
about what repair action needs to be performed. In this case the engineer orders
either the tools and parts for the repair action that is most likely to be needed or
he orders a superset of the parts and tools possibly needed. Some tools are stocked
separately, some in tool kits and others are stocked both separately and in tool kits.
A tool kit can be described as a case that includes a set of service tools, such that it
can be used in one or more repair actions. When tools are available both separately
and in a tool kit, the engineer can choose whether he wants to have the tool kit or
the separate tools. For most repair actions, a set of parts, tools and/or a tool kit is
needed. Henceforth, we will refer to a tool, a tool kit or a spare part as an “item.”

For each item that is ordered by the engineer, the following process steps are taken,
if possible, for the whole set of tools and parts together:

After the item is ordered, it must be picked at the warehouse. If the item is available
in the nearest warehouse, it is sent to the failed machine immediately. If a tool is not
available, the system checks whether a kit is available in which this tool in included.
If so, this kit is sent to the customer immediately. This is referred to as delivery via
substitution. If the item is not available in the nearest local warehouse (neither by a
direct delivery nor by substitution), the stock levels of other nearby warehouses are
checked to see whether the item (or a kit in which the item is included) is available
there. In that case, there will be a so-called lateral transshipment for this item. If
none of the warehouses has the item in stock, it is ordered from one of the central
warehouses via a so-called emergency shipment. One of the central warehouses is
located near the factory producing the machines, and all items are available at this
location: Whenever a part is not in stock, it can be taken out of any of the new
machines that are being built. Also all tools are available at this location. At the
other central warehouses (not near the factory) almost all items are stocked, but the
option of taking items out of a new machine is not available there.

To summarize, whenever an item is demanded, it can be delivered in five ways:

1. Direct delivery from the nearest local warehouse, i.e., the warehouses it was
demanded from

2. Delivery via substitution from the nearest local warehouse (only for tools)

3. Delivery via lateral transshipment

4. Delivery via substitution and lateral transshipment (only for tools)

5. Delivery via emergency shipment



12 Chapter 1. Introduction

Figure 1.7 Supply modes

In Figure 1.7, the different supply modes are shown graphically. In this figure, the
regular replenishment for spare parts used during a repair action is also shown.

When the item is picked in one of the warehouses, it is sent to the customer.
Depending on the locations of both the warehouse and the customer, this is done by
plane, truck, or taxi or the tool is taken by the engineer himself. After transportation,
the item arrives at the customer site. Here more handling needs to be done; namely,
the item has to be transported to the clean room where the failed machine is located.
This usually is done by the engineer who carries the item. Upon arrival at the clean
room, the item needs to be imported into the clean room. This can only be done after
it has been cleaned, and several forms have been filled in. Cleaning is necessary to
avoid contamination of the machines in the clean room. When all items have arrived
at the machine, the repair action can be started. During the repair action the item
and perhaps other items are used by the engineer.

Finally, after the machine has been repaired, tools and kits can be returned to the
stock point. This return should take place within one week according to ASML
policy. This results in a situation where the majority of the returns takes place after
approximately one week. Within this thesis, we therefore assume that return times for
tools are deterministic. The return of tools and kits is done in the opposite sequence
of the tools’ journey to the clean room. The tool (kit) needs to be exported from the
clean room, handled at the customer site, transported to the warehouse and finally
restocked. Tools and kits that were ordered together will be returned together to
the warehouse. Spare parts that were delivered from one of the local warehouses and
were used during the repair action are replenished from the central warehouse. Failed
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spare parts are either returned to a repair facility for repair or scrapped. In the latter
case, new parts are produced or purchased.

The service process of ASML is prototypical for a situation in which the manufacturer
performs the maintenance on its equipment at the customers site. This is the standard
situation for many high-tech capital goods, e.g. also for large-scale computers and
medical equipment. Likewise, for these maintenance actions, service engineers, spare
parts and service tools need to be brought towards the equipment. This will involve
many of the process steps explained before.

As said before, service engineers never cause extra downtime in the ASML case.
Therefore, we decided to only focus on the other two resources: service tools and
spare parts. More details on the characteristics of spare parts and service tools are
given in Subsection 1.5. Including the availability of the service engineers would be a
next step to take.

1.5. Spare parts and service tools

The demand for spare parts and service tools are both triggered by a machine failure.
For a specific machine failure a specific repair action needs to be undertaken. For
this repair action, the maintenance procedures tell exactly which parts and tools are
needed. Therefore, there are many similarities between parts and tools. First, we
discuss some of these similarities in Subsection 1.5.1. Second, we list some of the
important differences between parts and tools in Subsection 1.5.2. Finally, we will
mention the issues related to integrated planning of parts and tools in Subsection
1.5.3.

1.5.1 Similarities between parts and tools

Cohen et al. (1986) describe several characteristics of spare parts inventory systems,
including low demand probabilities and high cost items. The first characteristic, low
demand probabilities, is directly linked to the maintenance procedure, and thus not
only to the spare part. Whenever a machine breaks down, this triggers demand for
both parts and tools. The characteristic of low demand probabilities therefore holds
for service tools as well.

The high cost of items is primarily due to modularization and product complexity
(Cohen et al, 1986). This product complexity also leads to higher costs of tools; for
tools at ASML, the prices can go up to hundreds of thousands of euros, and the total
stock of service tools for, for instance, ASML is on the order of tens of millions of
euros. For parts, prices can go up to hundreds of thousands of euros as well, and the
total investment worldwide in parts for ASML is in the order of hundreds of millions
of euros.
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See Figure 1.8 for an overview of the relation between the price of spare parts and
its demand rate. As can be seen, expensive items usually have a lower demand rate,
while cheap items have demand rates that differ from low to relatively high. This
is logical, since expensive parts with a high demand rate will lead to redesigning of
these parts. For tools, a similar picture can be shown, see Figure 1.9.

Figure 1.8 Aggregate demand rate versus price (parts)

Figure 1.9 Aggregate demand rate versus price (tools)

1.5.2 Differences between parts and tools

So far, parts and tools appear to be very similar. However, there are also a few
important differences between parts and tools. Firstly, tools are only used during a
repair action, not consumed. This leads to the situation that tools that are stocked
at some moment in time will be available for a very long time afterwards. Since the
expensive tools are usually machine specific, it is not easy to lower the stock levels of
tools, which means that a decision made to stock tools will lead to inventory of these
tools several years later. This same situation holds for repairable spare parts, but the
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inventory for parts is more easily reduced by deciding not to repair the parts when
they fail.

Secondly, and most important, tools are usually demanded in sets. While most of the
spare parts literature assumes that parts fail one at a time, a repair action usually
requires multiple tools to be available. This so-called coupling in demand will be a
main focus of this thesis. Figure 1.10 shows the number of tools per demand, for all
demands for which at least one tool is demanded, for 3 years of data at ASML. It
can be seen that around 50% of all repair actions done required two or more tools at
once. As can be seen, there is a lot of coupling between the demands for tools: on
average 3 service tools are demanded for one repair action.

Figure 1.10 % of all orders with a certain size.

Remark 1.1 Although in literature it is usually assumed that spare parts fail one at
a time, ASML data show that this is not always the case. The data used in the case
of Chapter 6 showed that although the coupling between parts is lower than between
tools, still 30% of all part demand asks for more than one part.

Thirdly, a set of tools which are demanded together will be returned together after
the repair action is completed. Thus, there is also a strong correlation between the
moment of return of different tools used within one repair action. In principle, it
might be possible that tools are used at a different time within a maintenance action.
However, since uptime of the machines is very important, a service engineer would
not spend time sending the already used tools back to stock. Thus all tools that are
used for one action are returned together afterwards. This is what we refer to as
coupled returns.
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Finally, tools are often stocked in so-called tool kits. As described before, a tool kit
is a case that includes a set of service tools, such that it can be used in one or more
repair actions. Tools can be stocked individually as well as in a tool kit. This means
that when an individual tool is demanded and it is not available, a tool kit in which
the tool is included can be taken instead. Therefore, we can say that tool kits create
the possibility of substitution. Note that in case of demand substitution the whole kit
is taken to the customer, not just the tool demanded. Another characteristic follows
from the fact that tool kits can be used in one or more repair actions. Whenever
there is some uncertainty about what repair action exactly needs to be done, a tool
kit can be ordered to be sure that all tools possibly needed are available. A tool kit
can therefore be seen as some kind of uncertainty reduction.

Spare parts have been studied extensively in the literature before; see Kennedy et al.
(2002), Sherbrooke (2004), and Muckstadt (2005) for an overview of the developments
in this field. The stock planning of service tools, however, has received only little
attention in literature. Because of the differences described above, we first focus only
on planning for service tools to understand the impact of these special characteristics.
Therefore, the first and second part of this thesis will only focus on service tools. In
the third part of the thesis the integrated planning of parts and tools is discussed.
More details on the challenges when performing integrated planning are given in the
next section.

1.5.3 Integrated planning for parts and tools

An important aspect when looking at the integrated planning of parts and tools is the
relationship between service tools and spare parts. As already argued, service tools
and spare parts are demanded together for one repair action, and the action cannot
be started until all parts and tools are present. Therefore, the relation between parts
and tools implies two other features that need to be considered:

• Coupled demands for parts and tools. Spare parts and service tools are to be
used together during one repair action. Therefore, there is not only coupling
between the demands of several tools, but also between the demands for parts
and tools.

• Combined impact on the service level. As long as not all parts and tools are
present, a service action cannot be completed. The maintenance delay is thus
dependent on the maximum time needed to get a needed part or tool at the
customer. Splitting the service constraint into two separate constraints for parts
and tools therefore can lead to suboptimization.
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Finally, two other characteristics need to be taken into consideration, which are not
new, but never have been studied in combination with the special characteristics from
above. These characteristics are:

• Lateral transshipments. Whenever an item is not available at the local
warehouse from which it was demanded, it might be delivered from one of the
other local warehouses in the region by a so-called lateral transshipment.

• Emergency shipments. If the item is not available in any of the local warehouses,
it is delivered from the central location, by a so-called emergency shipment.

1.6. Primary research objective

The main objective of this thesis is to study the integrated stock planning of service
tools and spare parts at local warehouses, to be used during corrective maintenance
actions. Within this study, important characteristics of the situation described above
should be included, like coupling in demand and returns, tool kits, and lateral
and emergency (trans)shipments. The aspect of substitution, although one of the
distinguishing characteristics between parts and tools, is not taken into account in
this thesis.

The aim of the study is twofold: first, we want to develop a heuristic to determine near-
optimal stock levels for parts and tools in the local warehouses. For this, the following
optimization problem can be defined: we seek to minimize all costs under given
service constraints in terms of maintenance delay. Finding an optimal solution for
this problem in a reasonable time will most probably be impossible, since this problem
can be considered as a complex type of knapsack problem: a knapsack problem with
nonlinear constraints, while the simplest type of knapsack problem is known to be NP-
hard (Kellerer et al., 2004). Another reason to be studying heuristics is the constraint
that the running time should be low enough such that (large) real-life problems can be
solved. The second goal of this study is to gain managerial insights in the importance
of the described characteristics.

1.7. Literature

The situation described includes many characteristics that have been studied before.
In this section, we therefore give an overview of related work. In Subsection 1.7.1, an
overview of related literature regarding coupled demands and returns is given, followed
by literature relating tool kits in Subsection 1.7.2. In Subsection 1.7.3 an overview of
literature related to lateral transshipments is given. For this last subject we will use
an existing model; the focus of the literature review on lateral transshipments in this
section will therefore be on the model used.
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1.7.1 Coupling in demands and returns

The situation as described in this thesis is similar to the models studied for spare parts.
Already in 1963, Hadley and Whitin (1963) studied a model very similar to ours,
namely an (S−1, S) policy with a Poisson arrival process, arbitrary supply lead time
distributions and lost sales. However, as explained before, an important difference
between most of the existing spare part models (including Hadley and Whitin, 1963)
and the problem studied in this thesis is that we have coupled demands, while spare
parts are usually assumed to fail one at a time. The first model by Hadley and Whitin
(1963) has been used often in spare parts inventory models; see Kennedy et al. (2002),
Sherbrooke (2004), and Muckstadt (2005) for an overview of the developments in this
field.

Alt (1962) and Miller (1971) do study a spare parts setting in which multiple parts
might be needed at the same time. However, they study a one-period model, where
the probability that a part has failed is independent of the failure of the other parts.
An example of this would be a periodic overhaul, where all parts that failed since
the last repair moment are replaced. In our case the demand for items is correlated
between the items; we assume that a machine failure triggers a demand for a set of
items. Furthermore, in these papers missing parts are backordered, while in our model
the demand for missing items is lost for the warehouse under consideration. Schaefer
(1983) studies a similar model, however, assuming that demand for missing parts is
lost. But also in this work the moment a demand comes in is known (for instance for
a periodic overhaul), while in our case part demand is triggered by a random machine
failure. Furthermore, Schaefer (1983) also assumes that each item fails independently
with a constant rate, while we assume correlation in the demand between items.

The coupling in demand can also be seen in assemble-to-order systems. In those
systems, several subassemblies are demanded and all have to be available before an
order can be assembled. Song and Zipkin (2003) give an overview of research on
assemble-to-order systems. In most of the studies backlogging is assumed, but there
are also a few papers where the lost sales case is considered. Song et al. (1999)
study a generalized model that has both complete backlogging and lost sales as a
special case. In addition, they distinguish total order service, which means that an
order is fulfilled completely or rejected as a whole, and partial order service, which
means that partial fulfilment occurs as in our service tools problem. Song et al.
(1999) derive an exact matrix-analytic solution for the order-fulfillment performance
measures. The supply system in that paper is modeled as a single-machine exponential
production facility per item, which means that all items are replenished independently.
Iravani et al. (2003) extended this work by introducing flexible customers, i.e.,
customers that are willing to compromise on the requested items. Dayanik et al.
(2003) study computationally efficient performance estimates for the same problem.
When comparing our model to these assemble-to-order models, we observe the same
structure for demands, and the return times in our model are like the lead times
in an assemble-to-order system. In the terminology of assemble-to-order systems,
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the supply system in our model is modeled as an ample server system with equal
deterministic service times for all tools, i.e., tools demanded together will return
together after an equal deterministic return time for all tools. In other words, we
have coupled returns, which these papers do not consider. In essence, it is because
of these coupled returns that the type of solutions for the assemble-to-order systems
does not work for our problem. Hoen et al. (2008) developed an efficient and accurate
approximation for an assemble-to-order system with deterministic lead times, where
the lead times can be different for different items. This paper is closely related to the
work described in Chapter 3.

With regard to optimizing the stock levels in an assemble-to-order system, only a few
papers are available considering lost sales. Benjaafar and Elhafsi (2006) study the
optimal policy for the base stock levels of components used in a single end-product.
Elhafsi et al. (2008) extend the model of Benjaafar and Elhafsi to a situation with
multiple products. However, their analysis is restricted to a nested design. In both
papers, furthermore, no coupling in returns exists.

In so-called loss networks, coupling in returns is taken into account (Ross, 1995).
These networks are used in the modeling of telecommunication networks, where all
links from the caller to the receiver need to be available before a call can be made.
As soon as the call is over, all links will become available at the same time. The
difference with our problem is that whenever in a loss system not all needed links
are available the call is lost totally and the links are immediately available for other
callers. ASML uses partial fulfillment and thus this is the policy we model.

Another problem related to ours is the repair kit problem; see e.g., Brumelle and
Granot (1993), Mamer and Smith (1982, 1985), and Mamer and Shogan (1987). In
this problem, repairmen travel around to repair machines with a repair kit containing
several items. One or more items are needed to repair a machine. Thus, for a repair
a subset of tools or spare parts is needed, as in our problem. The problem is to
determine the optimal set of items to include in the repair kit. In most literature
studying the repair kit problem, it is assumed that after each repair action the repair
kit is restocked again, which reduces the problem to a single-period problem. In our
study, we study a multi-period problem, where we take into account the return times
of the tools, which means that after usage it takes some time before they become
available again. More recently, Teunter (2006) and Bijvank et al. (2008) studied the
problem in which a repairman visits multiple locations/machines before his repair kit
is restocked. Items used during earlier repair actions are not available for later repair
actions during the tour. However, in their work every tour is considered separately,
which means that once again a single-period problem is considered.

Güllü and Köksalan (2007) study an optimization algorithm for the so-called kit-
management problem. Their model allows an exact evaluation for a given inventory
policy. In this problem, items (for instance, hospital implants) are stocked at a central
location, and if needed kits are composed from these items and sent to a customer’s
site. From the kit one item is used, and the others are returned to the central location
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after a certain holding time. The item that is used is replenished through a finite
capacity queue. If an item is not on stock, it is supplied exogenously through an
emergency channel. As soon as a unit of that item becomes available again at the
central location, it is returned to the exogenous source. There are two differences
between this model and the one we study in this thesis. The first difference is that in
our problem all service tools are returned together, while in this paper the item that
is used is replenished separately after a replenishment time. The second difference is
that in our problem the exact tool that is borrowed from another location is returned
to that location after usage, and not the first unit of the same type that becomes
available.

1.7.2 Tool kits

No empirical research has been done studying tool kits. However, tool kits have been
studied in different areas of the OR literature. The first area is the repair kit problem,
which has been considered by, among others, Brumelle and Granot (1993), Mamer
and Smith (1982, 1985), Mamer and Shogan (1987), Teunter (2006), and Bijvank et
al. (2008). As mentioned earlier, in this problem, repair men travel to customers to
repair machines with a repair kit containing several items. Tool kits, as studied in
this thesis, can be compared to the repair kit problem by seeing the repair kit as one
tool kit, with the question what tools need to be included in the kit to best serve the
customers. The main difference with tool kits in our problem is the size of the repair
kit. In our problem, a tool kit is intended for one or a few related repair actions, and
we thus have many different tool kits, while in the repair kit problem, there is one
repair kit that covers the majority of all possible repair actions. Because of the price
and the size of the tools we consider, having only one tool kit that can be used in
almost all repairs is not feasible.

A second area in which tool kits are considered is the kit management problem studied
by Güllü and Köksalan (2007), also discussed before. In this problem demand occurs
for several items at a time, and in the stock point a kit is assembled in which all
demanded items are included. Kits are thus only assembled on demand, while items
are stocked individually. The question of how tool kits should be assembled is thus
not studied.

In the literature about Assemble-to-Order systems (see Song and Zipkin, 2003, for an
overview) it is usually assumed that all subassemblies are stocked separately. However,
there is one stream within ATO systems in which the stock of so-called vanilla boxes
is considered. Vanilla boxes are subassemblies of frequently occurring combinations
of components. By having these subassemblies in stock, time can be saved when the
customer order comes in. Swaminathan and Tayur (1998) not only looked at standard
vanilla boxes, where it is assumed that redundant components are avoided. They also
considered the extension to a situation in which possibly redundant parts are included
in the vanilla box. The paper of Swaminathan and Tayur (1998) takes into account
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possible time savings and costs, while other aspects that might influence the definition
of kits are not considered.

1.7.3 Lateral transshipments

With regard to lateral transshipments two questions are studied in literature. The
first question is “What is a suitable decision rule for deciding on the source and size of
a lateral transshipment?” (Axsäter, 2006). In this thesis, we consider the decision rule
to be given, namely whenever an item is not available at the warehouse it is demanded
from, but it is available in any of the nearby warehouses, the item is delivered via a
lateral transshipment. This policy is referred to as complete pooling. Van Wijk et al.
(2009) prove the conditions under which complete pooling is optimal for a network
with two warehouses. For the situation at ASML, where down time costs are very
high and demand rates are very low, these conditions hold. This suggests that a full
pooling strategy is also a good choice for multiple warehouses.

The second question studied in literature is “given a certain decision rule for lateral
transshipments, how can this policy be evaluated and how does it affect the policy
for normal replenishments?” (Axsäter, 2006). In this thesis, we focus on this second
question. For an overview of literature related to this question, we refer to Wong et
al. (2006) and Paterson et al. (2009).

At ASML, a model developed by Kranenburg and van Houtum (2009) for the stock
planning at local warehouses has been implemented. The model is a single-echelon,
multi-item, continuous review model with base stock policies. Within the network
structure, a special form of partial pooling is assumed. In this model, partial pooling
indicates that only some of the locations have the ability to act as provider of lateral
transshipments. These warehouses that can deliver via a lateral transshipment are
referred to as main local warehouses. The rest of the warehouses are called regular
local warehouses. Kranenburg and van Houtum describe an approximate evaluation
method for this model, that can be used on instances of real-life size. Furthermore,
they show that by partial pooling the major part of the benefits of full pooling can be
obtained. For the ASML case, this led to substantial cost savings, which convinced
the company to implement and use the model.

The model of Kranenburg and van Houtum (2009) is closely related to the model
described in Wong et al. (2005). The main differences are: 1) Wong et al. (2005)
assume full pooling, while Kranenburg and van Houtum (2009) assume a more general
network structure that also allows for partial pooling; and 2) Kranenburg and van
Houtum use an approximate evaluation method which makes the model more suitable
for usage on real-life instances.

The approximate evaluation method used in Kranenburg and van Houtum (2009) is
related to the methods described in Axsäter (1990), Alfredson and Verrijdt (1999),
Kukreja et al. (2001), and Kutanoglu (2008). The main idea behind these evaluation
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methods is that the warehouses are considered to be independent, which allows mo-
deling them each as a single queue. Besides the decoupling of the local warehouses,
Kranenburg and van Houtum (2009) assume that the extra demand processes in main
local warehouses due to requests for lateral transshipments (also referred to as the
overflow demand) are Poisson processes. Reijnen et al. (2009) extended the model of
Kranenburg and van Houtum (2009) to allow for a more general network, in which
the order in which lateral transshipments take place is customer dependent.

The same assumptions as made in Kranenburg and van Houtum (2009) can also be
found in approximations of call centers. Koole and Talim (2000) studied call centers
with multiple customer types, and multiple agent types. A customer that finds all
servers busy at a queue may be routed to another queue (if any) or is lost (otherwise).
This type of calls is referred to as overflow calls. Koole and Talim approximate
these overflow processes by Poisson processes, in a similar way as done in the above
described lateral transshipment models.

Since the model developed by Kranenburg and van Houtum (2009) is in use at ASML,
we decided to use this model in this thesis whenever lateral transshipment are taken
into account.

1.8. Research objectives

As stated earlier, the primary goal of this thesis is to study the integrated
stock planning of service tools and spare parts at local warehouses, to be used
during corrective maintenance actions. Within this study we have to take into
account coupling in demands and returns, tool kits, and lateral and emergency
(trans)shipments. However, this goal cannot be reached in one step. Therefore,
several research objectives were set covering one or more aspects; these research
objectives are set on three different levels. The first two objectives concern gaining
insights into realistic assumptions for future mathematical modeling. The next group
of research objectives are related to the development of algorithms. Finally, the last
set of research objectives is set to gain managerial insights.

The first objectives that are set concern tool kits and whether or not these should
be used. In the current situation at ASML tool kits are used, but the added value
of tool kits is under discussion. The literature overview showed that there are some
papers on the quantitative analysis of tool kits, or related fields, but that there is
no qualitative work available regarding tool kits. The questions of whether tool kits
should be used, and why, are therefore still open. Since this is the first study in this
direction, it is not realistic to hope to give a definitive answer to these question right
away. We first need to know what aspects should be considered in answering these
questions. A first guess might be that inventory holding costs are the main aspects
to take into account. Yet, if standard inventory theory would be applied, this might
lead to the conclusion that tool kits should not be used. Whenever a tool kit is taken
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to a customer, more tools are not available in stock than when separate tools would
have been taken. Therefore, when using a tool kit higher stock levels are needed to
reach the target service level. Just considering the inventory costs and ignoring other
aspects therefore would result in having no kits at all. In practice, however, tool
kits are used on a regular basis. To understand this contradiction, it is necessary to
know what other aspects should be included, in addition to inventory holding costs.
Therefore, it is necessary to involve an important group of stakeholders, the service
engineers.

Service engineers use the tool kits very frequently and can give insights into which
other aspects should be considered. To get these insights, we focused on the preference
of the engineers for either separate tools or tool kits, and their experiences influencing
this preference. This leads to the first two research objectives, both met in Chapter
2:

1. Investigate the preference of service engineers with regard to tools and tool kits.

2. Determine the most important aspects that influence this preference.

As seen in the process description, there might be some uncertainty about what repair
action needs to be done. In the first part of the thesis, we include this uncertainty.
For the rest of the thesis, however, we assume that it is exactly known what tools
are needed. A reason for this is that engineers might order a superset of tools to be
sure that all tools needed are available. This then can be modeled as an additional
demand stream for which the required (super)set of tools is “known.”

After studying the aspect of tool kits in more detail, we will study the aspect of
coupled demands and coupled returns. As can be seen from the literature overview,
coupled demands have been widely studied, however only very rarely in combination
with lost sales. In the papers in which lost sales are considered, it is assumed that
items are returned or replenished independently, so there are no coupled returns. In
practice, when looking at service tools, we see both coupled demands and returns.
Since this is a new problem, we study this characteristic in detail in this thesis. To be
able to see the impact of coupled demands and returns, we first focus on service tools
and on one local warehouse only. The first model we study thus is a single-location
model for service tools, including coupled demands and coupled returns. The impact
of lateral transshipments is not taken into account yet. We therefore set the following
objective, accomplished in Chapter 3:

3. Develop an efficient and accurate evaluation model for the single-location service
tools problem including coupled demands and coupled returns.
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Although a fast evaluation model is very useful, it might also be good to have some
even faster bounds on the average service level, to aid developing an optimization
model. Therefore, the following research objective is set, which will be met in Chapter
4:

4. Develop bounds for the average service level of the single-location service tools
problem including coupled demands and coupled returns.

In Research objective 3 and 4 we studied an evaluation model for the single-location
service tools problem including coupled demands and coupled returns, and derived
bounds on the service level given certain stock levels. However, the main question
usually is “What stock levels should be set to reach the service level agreed upon
with the customers?” Therefore, we also want to accomplish the following research
objective, which is done in Chapter 5:

5. Develop an efficient and accurate optimization heuristic for the single-location
service tools problem including coupled demands and coupled returns.

Earlier in this chapter, we introduced the main difference between service tools and
spare parts, namely coupling in demands and returns. After studying models inclu-
ding the coupling in demands and returns, the question arises as to whether these
more detailed models are necessary. Therefore, the following objectives are set and
will also be accomplished in Chapter 5:

6. Investigate whether algorithms for the management of spare parts are appropri-
ate to manage service tools, in other words, whether new, more sophisticated,
algorithms should be used for the stock planning of tools that lead to more
accurate and/or lower-cost solutions.

The last aspect seen in the ASML situation, being lateral transshipments has been
studied extensively before, as also was clear from the literature review. However, it
has never been studied together with coupling in demands and returns. In the last
part of the thesis, we therefore combine a known heuristic for lateral transshipments
with the heuristics developed in Chapter 5. Furthermore, we would like to see how
these heuristics work for the integrated planning of parts and tools. Therefore, two
more research objectives are set, which will be met in Chapter 6:

7. Determine the impact of integrated planning of parts and tools.

8. Investigate the effect on accuracy and cost efficiency of coupling in demands in
the multi-location modeling of service tools.
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1.9. Outline of thesis

This thesis consists of 4 parts. Part I, consisting of Chapter 2, describes an exploratory
study of the aspects that should be taken into consideration when optimizing tool kits
and will satisfy research objectives 1 and 2. Part II, consisting of Chapter 3, 4 and
5, looks into detail to a single location model for service tools, incorporating one
important aspect, coupled demands and coupled returns: sets of tools are demanded
together and returned to the stock point together after usage. In this part of the
thesis, research topics 3 to 6 are studied. In Part III, consisting of Chapter 6, a case
study is described in which two different heuristics are compared for a multi-location
problem including both parts and tools. The heuristics are derived by combining a
heuristic from the literature with the insights from Part II of this thesis. In this part,
research objectives 7 and 8 are met. Finally, in Part IV, consisting of Chapter 7
and 8, the conclusions are summarized, and a reflection is given related to the whole
project.

Table 1.2 gives an overview of the different aspects discussed in this thesis, and the
chapters in which models including these aspects are described.

The research described in Chapters 2, 3, 4 and 5 is based upon Vliegen et al. (2009b),
Vliegen and Van Houtum (2009), Bušić et al. (2009) and Vliegen et al. (2009a),
respectively.

The work in Chapters 4 and is partially supported by ANR project Blanc SMS, Prins
Bernhard Cultuurfonds, and Beta Research School for Operations Management and
Logistics.

Remark 1.2 Chapter 2 describes an exploratory study about tool kits. It is not
necessary to know the results from this chapter to understand the rest of this thesis.
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Chapter 2

Separate tools or tool kits: an
exploratory study of
engineers’ preferences

2.1. Introduction

As discussed in Chapter 1, the question whether tool kits, i.e., cases that include a
set of service tools, such that they can be used in one or more repair actions, should
be used or not is still open. Before we can answer this question, it is important to
know what aspects need to be considered in answering them.

In this chapter, we therefore focus on which aspects should be considered when
studying tool kits. Managers and planners are usually very aware of one aspect,
namely inventory holding costs, which is higher for tool kits. Namely, whenever a
tool kit is taken to a customer, more tools are not available in stock than when
separate tools would have been taken. Therefore, when using tool kits higher stock
levels are needed to reach the target service level. Just considering the inventory
costs and ignoring other aspects could therefore lead to the conclusion that tool kits
should not be used at all. In practice, however, tool kits are used on a regular basis.
To understand this contradiction, it is important to obtain insights into which other
aspects are relevant by involving another important group of stake holders, viz. the
service engineers, who are the users of the service tools.
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To get these insights, we focused on the preference of the engineers for either separate
tools or tool kits, and their experiences influencing this preference. In this way, we
address research objectives 1 and 2:

1. Investigate the preference of service engineers with regard to tools and tool kits.

2. Determine the most important aspects that influence this preference.

To address these objectives, a study consisting of two parts was conducted. Firstly, we
used the Critical Incident Technique (Flanagan, 1954), to develop a conceptual model.
Secondly, via a survey, we determined the actual preferences and most important
determinants. The goal was to be able to give general statements on this topic. This
goal was achieved by involving engineers of ASML.

All maintenance needed on the ASML machines is performed by ASML. ASML
extensively uses modeling in their service logistics operations, and can be considered
a forerunner in research in this area. See for instance Kranenburg and van Houtum
(2009) and the references therein for a model developed at ASML, which has been
implemented at other companies. Furthermore, ASML is a large company with
engineers all over the world, enabling cultural differences to be taken into account
in this study. Finally, the process regarding service tools is similar to processes of
other companies performing service. The only company specific part of the process
is the clean room, as the manufacturing in the semiconductor industry takes place in
a controlled environment. Therefore, tools and tool kits needed for repair need to be
totally cleaned before the clean room can be entered. Machines maintained by other
companies might not be situated in a clean room environment. Therefore, conclusions
regarding the clean room may not be generalized to other companies, while the rest
of the conclusions are generalizable.

ASML has service contracts with its customers in which a certain uptime of the
machines is agreed upon. To ensure that these service constraints are met, ASML
has warehouses with service parts, service tools, and tool kits at dozens of locations
worldwide. When required, service parts, tools and/or tool kits are brought to the
customer to be used for a repair action. After usage, the tools and tool kits are
returned to the warehouse.

In this chapter, we focus on tool kits that are stocked in multiple warehouses. For a
more detailed description of the delivery of tools and tool kits in case of a demand,
we refer to Section 1.4.

In this delivery and repair process, there are many aspects that influence whether tool
kits are to be used, which tools should be included in which tool kit, and how many
tool kits of each type should be stocked. These aspects are discussed in Subsection
2.1.1, which is followed by the related literature in Subsection 2.1.2. Finally, in
Subsection 2.1.3 the organization of the remainder of this chapter is given.
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2.1.1 Aspects of the delivery and repair process

We obtained a preliminary list of possible important aspects with regard to tool kits
after discussion with experts from ASML.

The first aspect involves the characteristics of the repair action that needs to be done.
One of these characteristics is the question of which tools are needed for the repair
action. For a repair action typically multiple tools are needed, and all of them need
to be available before the repair action can be started. Another job characteristic is
how often the repair action is expected to be done. Depending on how many tools
will be needed, how often they will be needed together, and the commonality of tools
for multiple repair actions it might be a good idea to include the set of tools in a tool
kit, because of, for instance, convenience.

Another aspect to consider is the uncertainty in the repair action. Although tools
and/or tool kits are usually ordered after a first analysis has been done, the exact
problem will only become definitively known during the repair action, i.e., there is
uncertainty in the diagnostics. Tool kits usually include a larger set of tools, which
makes the kit usable in more repair actions than a set of separate tools that has been
ordered just for one specific action. If during the repair action it becomes clear that
more tools are needed than planned beforehand, it might be that the needed tools
are already available in the tool kit.

The next aspect is time. This aspect can be seen as a result of the uncertainty about
which tools are needed, combined with the question whether these tools are already
available in a kit. However, time is also important in other phases of the process. For
instance, there might be a difference in the time it takes to order tools or tool kits,
or in the time it takes to collect the tool (kit) from the warehouse.

Furthermore, there are several practical aspects that need to be considered. For
instance, when deciding whether tool kits should be used or not, the convenience
of handling tool kits can be an important aspect. Kits usually are constructed as
convenient cases, while tools often do not have a special packing. Therefore, carrying
a kit might be more convenient than carrying a separate tool. This becomes even
more important when several tools are needed. Another situation in which tool kits
are convenient occurs when the engineer needs to import the tool into the clean room.
Tools within a kit need not be cleaned, and therefore having a tool kit is a convenient
option.

Another practical aspect is size and weight. Depending on what and how many tools
are included in the tool kit, the kit may be very heavy and/or large. This could lead
to engineers selecting some of the tools out of the kit before going to the customer site.
This will result in incomplete kits in the warehouse, and might result in damaging the
tools because they are not in their proper packing. Another problem with big kits is
that the available space in clean rooms is limited.
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A further aspect that needs to be considered is the investment costs. Having big
kits containing a lot of tools leads to a lot of tools unnecessarily being taken to the
customer. This also means that these tools need to be stocked (in kits) more often,
and thus the investment costs are higher than in a situation without kits or with
smaller kits.

In conclusion, there are several aspects that may influence the decisions that need to
be made with regard to tool kits. These aspects can be summarized as follows:

1. Characteristics of the repair action

2. Uncertainty in the repair action

3. Time

4. Convenience

5. Size and weight

6. Investment costs

Note that this list is probably not complete, and other aspects might need to be
considered as well.

In the literature, several quantitative models are available that take into account
one or more of the aspects mentioned. However, no published studies include a
comprehensive list of aspects that need to be considered. In this chapter, we will
therefore first focus on obtaining a complete list of aspects that are important to take
into account. After that, we will study the degree of importance of these aspects.
Since the users of the tools, the service engineers, probably have the best idea what
aspects are important, this study focuses on them and their opinions.

2.1.2 Review of the literature

The Critical Incident Technique (Flanagan, 1954) is a commonly used methodology
for collecting and classifying observations of critical incidents. For more information
on this technique, see Section 2.2.1. The CIT has been used in a wide variety of
areas, including job analysis and performance appraisal (Latham and Wexley, 1994),
employee-customer interaction (Bitner et al., 1990, and Youngdahl and Kellogg, 1997),
product and service quality (Archer and Wesolowsky, 1996), service recovery (Miller
et al., 2000) and organizational learning (Ellinger and Bostrom, 2002). However, no
empirical research has been done studying tool kits, either by using this technique or
by using any other qualitative method.
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However, tool kits and some of the six aspects described in Subsection 2.1.1 have been
studied in different areas of the OR literature. We now only focus on the aspects that
are covered in each of these areas. For a description of the areas we refer to Section
1.7.2.

Looking at the repair kit problem (Brumelle and Granot, 1993, Mamer and Smith,
1982, Mamer and Smith, 1985, Mamer and Shogan, 1987, Teunter, 2006, and Bijvank
et al., 2008), it can be seen that several aspects mentioned earlier are included, namely:
the characteristics of the repair action, the uncertainty in the repair action, the size
and weight of the repair kit, and the investment costs. The main difference with our
problem is the size of the repair kit. In our problem, a tool kit is intended for one
or a few related repair actions, and we thus have many different tool kits, while in
the repair kit problem, there is one repair kit that covers the majority of all possible
repair actions.

Within the kit management problem, uncertainty is the main aspect taken into
account (Güllü and Köksalan, 2007). Other aspects considered are characteristics
of the repair action and investment costs.

In Chapters 3 and 5 of this thesis, we will study a model in which separate tools
are considered. We model the problem situation by considering that a machine
break down requires a repair action that needs multiple tools for execution. This
is one part of the aspect “characteristics of the repair process.” Also the occurrence
rate of a certain action is taken into account in both chapters. The optimization
problem described in Chapter 5 is as follows: Minimize costs given a constraint on
the maintenance delay. Therefore, the aspects taken into account in the study are the
characteristics of the repair action, time and investment costs.

In the literature on spare parts (see Kennedy et al., 2002, Sherbrooke, 2004, and
Muckstadt, 2005, for an overview), the optimization problem is usually solved on the
basis of the minimization of investment costs, given a certain service constraint; or the
opposite, maximizing the service level given a certain budget constraint. Therefore,
the following aspects are taken into account: investment costs and time.

On the aspect of investment costs, much research has been done on inventory models,
see for instance Zipkin (2000) and Axsäter (2006). In these models inventory holding
costs usually are taken into account as a holding factor multiplied by the investment
costs.

In the literature about Assemble-to-Order systems (see Song and Zipkin, 2003, for
an overview) the aspect characteristics of the repair job is considered. The fact that
demand occurs for sets of items is taken into account, as well as the frequency with
which these demands occur. In the work on vanilla boxes (Swaminathan and Tayur,
1998) the following aspects were taken into account: time, uncertainty in the repair
process, characteristics of the repair process, and investment costs.

In conclusion, we can say that several quantitative models are available that take into



32 Chapter 2. Separate tools or tool kits

account one or more of the aspects mentioned. However, none of these studies has
included a comprehensive list of aspects that need to be considered. Furthermore,
none of the papers has studied the relative importance of the aspects. Finally, no
empirical work has been done studying tool kits.

2.1.3 Organization of the chapter

The rest of this chapter is organized as follows. First, in Section 2.2 we describe the
methodology to develop the conceptual model, and give the results for this part of the
study. In Section 2.3 the methodology to establish the preferences and determinants
is described, together with the results of this section. Finally, in Section 2.4, we
summarize the conclusions; discuss the limitations, and practical and theoretical
implications; and give suggestions for further research.

2.2. Conceptual model of relevant factors

In this section, we first describe the methodology used to establish a conceptual model
of relevant factors in Subsection 2.2.1. Then, the model is described in Subsection
2.2.2. Finally, in Subsection 2.2.3, the reliability of the results is discussed.

2.2.1 Methodology: Critical Incidents Technique

In this study we used the Critical Incident Technique (CIT) to systematically gather
comprehensive and reliable data on factors related to engineers’ preferences for tool
kits or separate tools. Originating from industrial and organizational psychology,
the CIT is a qualitative research method that consists of a set of procedures for
collecting and classifying observations of critical incidents (events, factors) that hinder
or promote effective performance of a task or the experience of a specific situation
(Butterfield et al., 2005). An incident concerns any observable human activity that
is described in such a way to allow conclusions about the individual performing the
activity. To be critical, an incident must occur in a situation where the purpose
of the activity is clear to the observer and where its consequences are sufficiently
definite to leave little doubt concerning its effects (Flanagan, 1954). As outlined by
Flanagan (1954), the CIT has five major steps. First, the general aims of the task
or activity under study are established. In the second step, what situations are of
interest and which persons are to provide critical incidents are defined. In the third
step, critical incidents are collected through retrospective reporting (interviews) or
direct observation. The fourth step involves the design of a categorization scheme
that describes and summarizes the data in a useful manner. In the final step the
data are interpreted and reported. Procedures have been devised for establishing the
reliability and content validity of the classification (e.g. Latham and Wexley, 1994).
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Although the CIT has primarily been used to identify critical human behaviors, we
considered it a useful approach to explore the critical factors that may influence
engineers’ preferences for tool kits or separate tools. In the first phase of our study,
the CIT was appropriate because it provided us not only with “rich” data, but also
with clear procedures for establishing a framework and procedures for assessing its
reliability and validity.

In our study, the general aim of the CIT procedure was to gather information about
aspects associated with the degree to which engineers have a preference for separate
tools versus tool kits. As the study specifically focused on engineers’ perceptions,
the critical incidents had to be provided by engineers. Therefore, we first determined
which engineers should be the sources of information on aspects related to a preference
for tool kits or separate tools. Through semi-structured interviews with employees of
ASML, we identified subgroups of engineers who might have different views on the
issue, due to differences in usage of or experience with tooling and/or work-contextual
differences. Three criteria for distinguishing subgroups could be distinguished.

The first distinction was between first- and second-line engineers. First-line engineers
carry out the initial analysis of the malfunction, and try to repair the machine. If
they do not succeed, a second-line engineer - with more experience and specialized
knowledge - is asked for assistance. This distinction is relevant, because there could
be a difference in usage of tooling and the experiences with tools between these two
types of engineers.

The second distinction was made based on the region in which the engineer was
working. Three different regions were identified, i.e. the USA, Europe (e.g.
Netherlands, Germany, the UK), and Asia (e.g. Japan, Singapore). The reason for
this distinction was that there were differences in the process between different regions.
For instance, in Asia, engineers do not have access to the warehouse themselves. In
the other regions, it is possible for the engineer to access the warehouse and take
tools or tool kits from there himself. Another difference was the way in which tools
were transported. In the USA, engineers often have bigger cars, which makes the
transportation of tools by engineers easier.

The third distinction was between engineers stationed at a customer site versus
engineers stationed at a local support office, co-located with the warehouse. Unlike
engineers who are stationed at a customer site, engineers at a local support office may
have to travel before they can do the analysis. This may have implications for the
transportation of tools and tool kits and the choices engineers make in ordering. This
last distinction was present in both Europe and the USA, but not in Asia. In Asia
all engineers were located at the local support office.

These three distinctions led to 10 (= 2 × 3 × 2 − 2) different subgroups. Engineers
from each relevant category of this typology were selected for interviews. Furthermore,
two third-line engineers were interviewed. Third-line engineers are experts located at
the central warehouse of ASML. They try to solve the problems that both the first-



34 Chapter 2. Separate tools or tool kits

and the second-line engineers are unable to solve. Third-line engineers are usually
very specialized, and have their own special set of tools. The more common tools
and tool kits, the focus of this study, are mostly used by the first- and second line
engineers. However, third-line engineers often have a lot of experience as most of
them previously worked as a second-line engineer. Therefore, we decided to include
them in the interviews to gather information, but to exclude them from the rest of
the study. In total 21 45-minute interviews were held (by telephone) with individual
engineers, according to the Critical Incident method. See Table 2.1 for an overview
of the engineers interviewed. Note that not all groups are represented with the same
number of interviews. This is due to the difference in response from different groups.

Table 2.1 Overview of the interviews

Job function Stationed at Region Number
1st-line engineer Customer EU 2

USA 1
Warehouse EU 1

USA 2
Asia 4

2nd-line engineer Customer EU 1
USA 2

Warehouse EU 3
USA 1
Asia 2

Subtotal 19
3rd-line engineers Warehouse EU 2

Total 21

The interviews began with an explanation of the aim of the interview, namely to
obtain a complete overview of possible advantages and disadvantages of the use of
tools kits and of the use of separate tools. Each engineer was then asked to describe
situations in which he had been satisfied having a tool kit with him, and to describe
situations in which he had not been satisfied. The same questions were asked regarding
separate tools. For each critical incident, the interviewee was asked to provide details,
e.g. specific characteristics of the situation he had been in; what he had been trying to
accomplish, what he had actually done or what had actually happened, and what the
positive or negative outcome had been. Whenever respondents had difficulty coming
up with incidents, questions were rephrased, e.g. “When were you very glad that
you had your tool kit?,” “When would you have preferred separate tools?,” “Can you
describe a positive experience you had while using a tool kit (separate tools)?,” “Can
you describe a negative experience you had while using a tool kit (separate tools)?”
All statements were written down. Examples of statements recorded are:

• “For the action [...], you need several single tools. It is easy when these tools are
all in the same box. You can have this box nearby during the repair action.”

• “Ordering a tool kit leads to a lot of time saving, especially with respect to the
documentation part. You only need to order 1 item instead of 5 or 6.”
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These statements were used to compose a model in four steps. In the first step,
all statements made during the interviews were examined and converted into items
describing exactly one issue. Statements containing multiple items were subdivided.
This resulted in 352 separate items. Then, in the second step, 10 percent of these items
(in total 35 items) were randomly selected and laid aside such that these could be
used for verifying the content validity of the classification later on. In the third step,
the categorization of the remaining 317 items was conducted in three substeps. First,
two independent raters (with a background in industrial engineering and familiarity
with the topic of the study) used the items to individually compose a categorization
framework in which the set of items could be categorized. Second, the two raters
compared their categorizations, discussed and reconciled differences, and arrived at a
common categorization that both agreed upon. The final categorization can be viewed
as a conceptual model of the aspects associated with engineers preferences and the
proposed relations between these aspects. The details of the conceptual model are
explained in Subsection 2.2.2. Third, the two raters individually allocated the 317
items to the categories of the conceptual model. Finally, in the last step, the reliability
and the content validity of the categorization framework were verified. This step is
explained in more detail in Subsection 2.2.3.

2.2.2 Results

In the conceptual model, three dimensions are present: process, problems, and results.
These dimensions contain several categories. Both the dimensions and their categories
are discussed in the remainder of this subsection. Subsequently, the model is explained
in more detail.

Process. Many of the items that had been mentioned were related to the process. In
this dimension, the different categories are equivalent to process steps. To give insight
into the importance of the categories, the number of items in each category is given in
brackets after each category. Some items were directly related to the primary process
(process steps 1 to 6), while others were referring to supporting processes (process
steps 7 and 8). The process steps that we distinguished are (please note that process
step 7 consists of two parts):

1. Planning & ordering tools (48),

2. Warehouse (21),

3. Transportation (28),

4. Handling (26),

5. Entering/Exiting clean room (35),

6. Carrying out repair (20),
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7. Management & Control:

7.a Checking completeness (12),

7.b Maintaining tools and tool kits (23),

8. Definition of tool kits (24).

Most of these process steps have been described in Section 1.4, and will not be
described in detail again. To be clear, we define transportation as the transport
of the tools or tool kits from the warehouse to the customer site. Handling is defined
as the handling of the tool at the customer site, for instance carrying it to the clean
room. The process step “Management and control” describes activities that are not
part of the primary process of repairing the machines. The first one is checking the
completeness of the kits: checking whether all tools that should be in the kit are
actually in there. Secondly, tools and tool kits should be maintained. During, for
instance, usage and transport, tools could break. Broken tools cannot be used during
subsequent repair actions. Defective tool kits can also cause problems, since tools are
not protected as well as they should be.

Finally, while the process steps mentioned before are related to processes on the
operational level, there were also items mentioned related to choices made on the
tactical level. On the tactical level, the definition of kits is an important issue. For
the items in this category, the (dis)advantages of kits are related to which tools are
included in the kit and which are not.

In total, 237 out of the 352 items were related (at least partly) to the process steps.

Problems. Several types of problems and problem causes had been mentioned.
We distinguished the following categories (to prevent confusion, we use a different
numbering than the one used by Process):

A. Characteristics of the repair action (31): depending on the type of repair action
that needs to be done, an engineer might have different ideas about tools and
tool kits;

B. Packing (21): the packing of the tools, either a tool kit or boxes used to transport
separate tools;

C. Size & Weight (42): the size and weight of tools influence the preference of the
engineer;

D. Procedures (5): during the process several procedures need to be followed, which
can influence the preference of the engineers;

E. Damaged & Dirty kits (11): the fact that kits can be damaged or dirty influences
the engineers’ opinions;
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F. Incomplete sets of tools (110): sometimes tool kits are not complete, and also
sets of separate tools ordered might not always be complete (for instance, tools
might be broken, or not be delivered at all);

G. Overcomplete kits (22): kits often contain more tools than needed for most of
the repair actions;

H. More needed than anticipated (14): it happens that more tools are needed
during a repair action than the engineer had expected beforehand;

I. Information (2): preferences with regard to tools and tool kits depend on the
information available.

As can be seen, incomplete sets of tools is a large category. In this category, different
problems are included that all lead to incomplete set of tools, for instance broken
tools, missing tools, or tools taken out by a colleague.

In total, 227 out of the 352 items were related to problems. Note that it is possible
that one item is related to two problem categories, since one problem could cause
another problem. For instance, the item “50% of a kit is packing material, which
makes the kit bigger.” is both related to “B. Packing” and “C. Size & Weight.”

Results. Many items concerned the result of the problem. Four different types of
results were distinguished, namely:

I. Time (70): items related to possible time-saving and extra waiting time;

II. Convenience (39): the engineers’ preferences were sometimes related to how
convenient a certain action is with separate tools or tool kits;

III. Costs (11): having tool kits instead of separate tools can lead to costs savings,
however, also to extra costs;

IV. Customer (7): some items were related to how the situation would be received
by the customers of ASML.

Note that all items taken into account are derived from the interviews; the items
related to costs thus are mentioned by one, or more, of the engineers. In total, 127
out of the 352 items were related to results.

Each item could be allocated to one of the dimensions, or to a combination of two
dimensions. (Note that theoretically it would be possible that an item is related to
more than two dimensions. However, this situation has not occurred in this study.)
In this way, seven different parts of the conceptual model were constructed:
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1. Process. This part of the model, see Figure 2.1, includes the items that were
only related to one of the process steps, and not to any of the problems or results.
An example of such an item is “Not all tool kits are clean room compatible.”
This item was placed in cell “5: Entering/Exiting clean room.”

Figure 2.1 Model part 1 - Process: Number of items per category

2. Problems. Items were allocated to this part of the model if they were only
related to problems, and not to any of the process steps or the results. This
part of the model is shown in Figure 2.2. For example, “Tool kits have good
packing” was placed in cell “B: Packing.”

Figure 2.2 Model part 2 - Problems: Number of items per category

3. Results. This part of the model describes the issues that were only related to
results, see Figure 2.3. For example, the item “Tool kits are more expensive”
was allocated to cell “III: Costs.”

4. Process - Problems. The fourth part, see Figure 2.4, describes which
problems can occur during each of the process steps. For example, “Separate
tools can easier get lost during transport,” which was allocated to cell “3-F:
Transportation - Incomplete set of tools.”

5. Process - Results. In this part of the model the results that followed from
the process steps are described, see Figure 2.5. For instance “Ordering separate
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Figure 2.3 Model part 3 - Results: Number of items per category

Figure 2.4 Model part 4 - Process - Problems: Number of items per category

tools takes more time” was placed in cell “1-I: Planning & ordering tools -
Time.”

6. Problems - Problems. This sixth part of the model, see Figure 2.6, describes
which problems can lead to other problems. An example for this part is “Most
tools do not have proper packing, which causes them to get lost.” This item
was allocated to cell “B-F: Packing - Incomplete set of tools.” Note that it is
possible that the problem ”Incomplete set of tools” leads to a new problem
related to ”Incomplete set of tools.” For instance, the following statement was
made: ”Some tools from a kit are also useful for other actions. Then they
are taken out of the kit and get lost.” Tools taken out of the kit lead to an
incomplete set of tools. However, it also leads to tools breaking down, which
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Figure 2.5 Model part 5 - Process - Results: Number of items per category

again leads to an incomplete set of tools.

Figure 2.6 Model part 6 - Problems - Problems: Number of items per category

7. Problems - Results. The last part, see Figure 2.7, describes which problems
can lead to what results. For example, “If tools in a kit are damaged, this leads
to a time delay.” was allocated to cell “F-I: Incomplete set of tools - Time.”

2.2.3 Reliability of results

After the conceptual model had been constructed, the reliability of the categorization
was assessed by establishing inter-rater agreement. A statistical measure for
calculating inter-rater agreement is Cohen’s Kappa (Cohen, 1960). Because this
measure takes into account chance agreement, it is considered to be more accurate
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Figure 2.7 Model part 7 - Problems - Results: Number of items per category

than a mere calculation of the percentage of items on which the raters agree. Two
measures were calculated. Firstly, a measure on the detailed level reflecting how the
classifiers agreed on cell level, i.e., how often did the classifiers both have the same
item in exactly the same cell? The second measure was defined on the level of the
dimensions. So, for each dimension, how often did the classifiers classify the item in
the same category?

Agreements of κ = 0.80, κ = 0.77 and κ = 0.80 were found for the process steps, the
problems and the results, respectively, which according to Landis and Koch (1977)
were substantial rates. On the cell level, an agreement of κ = 0.54 was found between
the two classifiers on the most detailed cell level (185 cells), which according to
Landis and Koch (1977) represented moderate agreement. After discussion, agreement
was reached on the final classification of the items on which the raters initially had
disagreed.

Finally, the content validity of the categorization - the degree to which the items
constituted a representative sample of the domain of interest - was verified by
classifying the 35 items that had been left out initially. All 35 items could be
classified within the conceptual model, without adding new categories. According
to guidelines set out by Latham and Wexley (1994), this meant that the items indeed
were representative of the domain of factors associated with engineers’ preferences for
tool kits or separate tools and that no additional data had to be collected.

2.3. Establishing preferences and determinants

Now we have established which aspects might be important to consider with regard to
tool kits. However, we still do not know how important these aspects are. Therefore,
for the remainder of this study, the following research questions were defined:
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1. What is the preference of the service engineers with regard to tools
or tool kits, in general and in different stages of the process? Are the
preferences different for different subgroups of engineers?
2. What are the most important process steps that influence the prefe-
rence of the engineers?
3. What are the most important aspects within a process step that influence
the preference for tool kits within this process step?
4. What are the most important aspects that influence the overall
preference of the engineers?
5. How often do situations occur that can influence the preference of the
engineers?
6. How long do certain activities take? How much time could be saved by
introducing a kit?

In this section, we first describe the methodology used to answer these questions in
Subsection 2.3.1. Afterwards, in Subsection 2.3.2 the results are given.

2.3.1 Methodology: survey

To determine which aspects should be considered in answering these questions, we
used the model described in Section 2.2. In this model, the number in each cell reflects
the number of items that had been mentioned during the interviews. It can be seen
that the aspects in some cells were never mentioned, while others were mentioned
several times. Taking into account all cells in the follow-up survey would lead to
a very time-consuming survey. After consultation with ASML, it was decided to
limit the survey to approximately 25 minutes. To establish this, we decided on the
aspects to include: We focused on the most important items, being the ones that were
mentioned at least 5 times during the interviews. Note that we do not argue that the
other aspects were not important. However, based on the results of the interviews,
we continued with the most important aspects.

To answer our research questions a survey was constructed. This was done in
cooperation with the management at the central location of ASML. The survey was
sent to the engineers by means of a top-down approach. It was sent to the region
managers, with the request to forward it to the supervisors in the field. Supervisors
were asked to send the survey to their engineers. This approach was followed to be
sure that all supervisors and managers agreed with the participation of the engineers
in their regions. This also implied that if one of the region managers did not support
the survey, or failed to follow up for some other reason, a large group of engineers
would not be reached. However, together with the management at the central location
it was decided that this was the best approach to follow. Note that the group of
engineers contacted in this stage is larger than the group of engineers interviewed.
However, it might be possible that an engineer was both interviewed and contacted
to participate in the survey. A total of 123 complete surveys was returned and used
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for the analyses. More surveys were returned, but these surveys had not been fully
completed. Therefore, these responses were left out of the results. We note here that
we do not know how many service engineers received the survey. We therefore do not
know the response rate.

The survey was divided into several parts, namely: General preference, Process steps,
Completeness of tool kits, Overcompleteness of tool kits, Rest items tool kits, Packing,
and Background information. Furthermore, some questions focused on practical issues
within ASML, namely time required for certain process steps, weight and size of
the kits, and the frequency of occurrence of certain situations. In total, the survey
contained 90 questions.

For each process step, respondents were asked to indicate their preference on a five-
point scale, e.g. “Collecting the tools from the warehouse (1: high preference for
separate tools, 2: slight preference for separate tools, 3: no preference, 4: slight
preference for tool kits, 5: high preference for tool kits).”

Several items measured respondents’ degree of agreement with statements, e.g. “Due
to the incompleteness of tool kits, the down time of machines is higher (five-point
Likert scale, ranging from “totally disagree” to “totally agree”).”

Other items were employed to measure how often during the last 100 repairs certain
situations occurred, e.g. “The kit was incomplete compared to the original tools that
should be in it, but it did not cause any delay during the repair action: approximately
... times.”

In the survey we asked two questions concerning the overall preference of the engineers.
One question was asked at the beginning of the survey. The second question was
asked at the end, after the engineer had seen arguments in favor of separate tools
and arguments in favor of tool kits. The answers to these questions were moderately
correlated (r = 0.55, p < 0.001), and we decided to use the mean of the two responses
in our analyses.

2.3.2 Results

In this section the results are given for the research questions formulated above.

1. What is the preference of the service engineers with regard to tools
or tool kits, in general and in different stages of the process? Are the
preferences different for different subgroups of engineers?

To study the preferences of the service engineers we performed one-sample t-tests in
which we compared the responses of the engineers with the value for no preference
(value = 3). See Figure 2.8 for the 95% confidence intervals. From this figure, it can
be concluded that the engineers had a significant preference for tool kits over separate
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tools in general, and also in all different stages of the process.

Figure 2.8 95% confidence intervals for general preference and the preferences per
process step

To do the analysis for the different subgroups, the subgroups that had been identified
during the interview phase of this study were used. The subgroups were defined as
follows:

• Job function: first- and second-line engineers

• Engineers stationed at customer site and engineers stationed at the local support
office

• Locations: the US, Europe and Asia

Job function. From the respondents, 99 were first-line and 24 were second-line
engineers. Within both subgroups, one-sample t-tests revealed that there was a
significant preference for tool kits in general, and across all process steps.

Furthermore, independent sample t-tests were used to compare the two groups of
engineers. These tests revealed that there was a significant difference in how the
engineers in different job functions feel about tool kits. Second-line engineers had a
higher preference than first-line engineers for tools kits in general (t(121) = −4.13,
p < 0.001), and specifically in the planning and ordering phase (t(121) = −2.26,
p < 0.05), when it comes to transport (t(121) = −2.72, p < 0.01), and during the
repair action (t(121) = −2.18, p < 0.05). These differences can be explained by
the difference in the type of work a second-line engineer needs to do compared to
a first-line engineer. Whenever a second-line engineer is called to a malfunctioning
machine, a first-line engineer has already tried to solve the problem. Therefore, the
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exact malfunction is unclear and it is better to have a tool kit containing multiple
tools.

Stationed at customer/local support office. The second distinction was made
between engineers who were situated at the customer site all the time, and engineers
that were situated at ASML’s local support office and needed to travel to the customer
when a machine was down. Also for these subgroups, one-sample t-tests revealed that
there was a significant preference for tool kits, in general and across all process steps.
But, there were no significant differences between the engineers stationed at the local
support office (n = 34) and the engineers located at the customer (n = 87) regarding
the process steps.

Locations. Three different regions were included in the study, namely the US (n =
43), Europe (n = 32) and Asia (n = 41). When looking at these regions, we can say
the following:

• In all regions, engineers had a significant preference for tool kits in all process
steps and in general, except for the preference with regard to warehouses in Asia
(p = 0.12) and Europe (p = 0.07). An explanation for this is that in Asia and
part of Europe, the engineers do not have access to the warehouses themselves.
They order a tool or a tool kit, and it will be sent to them. They may not see
any advantages in tool kits or separate tools for this reason.

• One-way ANOVAs with Scheffe follow-up tests revealed that there were no
significant differences between the regions for the process steps and in general,
except for the preference with regard to warehouses in the US versus Asia. In
the US there is a significant higher preference for tool kits in the warehouse
phase compared to Asia (M(US) = 4.0, M(Asia) = 3.3; p < .05).

2. What are the most important process steps that influence the preference
of the engineers?

Using the whole set of engineers (n = 123), we conducted a multiple regression
analysis in which overall preference was the dependent variable and the process
steps were entered as predictors. The results showed that three process steps
significantly predicted the overall preference: planning and ordering (β = 0.27),
handling (β = 0.38), and repair (β = 0.31). Preference related to process steps
explained 52 percent of the variation in the overall preference.

An analysis done for each region revealed the following results. In the US (n = 43) and
Asia (n = 41) the only significant process step was planning and ordering (β(US) =
0.30, β(Asia) = 0.43), while in Europe (n = 32) the only significant process step was
the repair action (β = 0.74). Preference for the process steps explained 58, 69 and
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56 percent of the variance in the overall preference for the US, Europe, and Asia,
respectively.

The same analysis was done focusing on the different job types of engineers. The
analysis showed that for first-line engineers (n = 99), the following process steps
were significant: repair (β = 0.29), planning and ordering (β = 0.23), warehouses
(β = 0.23) and handling (β = 0.45). In total, the preferences related to the process
steps explained 57 percent of the average preference for tools or tool kits. For second-
line engineers (n = 24), however, only the process step ordering and planning had
a significant influence (β = 0.88). In total 48 percent of the overall preference was
explained by the preferences related to the process steps.

The same analysis was also done for the subgroups of engineers stationed at the
customer site or the local support office. For engineers located at the customer site
(n = 87), the following process steps were significant: planning and ordering (β =
0.31), warehouse (β = 0.23), handling (β = 0.38), and the repair action (β = 0.33).
In total, the preferences with regard to the process steps explained in total 64% of
the overall preference. For the engineers located at the local support office, none of
the process steps significantly contributed to explaining the overall preference.

Note that for some of the subgroups (second-line engineers, the engineers stationed
at the warehouse, and the engineers in the different regions), the lower statistical
power due to the relatively small sample size may have caused the limited number of
significant findings.

3. What are the most important aspects within a process step that
influence the preference for tool kits within this process step?

For the process step “Planning & ordering,” 7 aspects were included in the survey,
namely: “Possibility that you might need more tools,” “When you need to have many
tools,” “When you need to do a very specific action,” “When you only need one or two
tools,” “When you are not totally sure what tools are needed,” “Paperwork involved,”
and “The time it takes to order.” A multiple regression analysis was done with the
preference in the planning and ordering phase as the dependent variable, and these
aspects as the independent variables. This analysis showed that the only significant
factor was “When you need to have many tools” (β = 0.25, p < 0.05). The seven
aspects in total explained 34 percent of the preference in the planning and ordering
phase of the process.

For the process step “Warehouse,” a similar analysis was done with the independent
variable “Time it takes to collect the tool from the warehouse.” From the analysis it
followed that this aspect was a significant predictor (β = 0.64, p < 0.05). This aspect
explained 40 percent of the preference in the warehouse phase.

When considering the process step “Handling,” “Ease of handling” was used as the
independent variable. The analysis showed that this aspect was a significant predictor
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(β = 0.56, p < 0.05), explaining 31 percent of the preference for tool kits in this
process step.

In the process step “Entering/exiting the clean room,” two aspects were taken as the
independent variables, namely “Time it takes to get the tools into the clean room”
and “Time needed for cleaning the tools.” Only the first aspect “Time it takes to
get the tools into the clean room” was shown to be a significant predictor (β = 0.35,
p < 0.05). In total these aspects explained 23 percent of the preference of engineers
during the clean room phase.

Finally, to explain the preference for tools or tool kits during the process step
“Carrying out repair,” two aspects were included, namely “Flexibility during the
action” and “Comfort to have all tools available.” Both aspects were shown to be
significant predictors (β(flexibility) = 0.27, β(comfort) = 0.39, p < 0.05), explaining
37 percent of the preference for tool kits during the repair action.

For the process step “Transportation” none of the identified aspects turned out to be
a significant predictor.

The same analysis can be done for each of the separate subgroups. For an overview
of the significant predictors, see Figure 2.10.

4. What are the most important factors that influence the overall
preference of the engineers?

We also did a multiple regression with the overall preference of the engineers as the
dependent variable, and several aspects as independent variables. These aspects were:
“Possibility that you might need more tools,” “When you need to have many tools,”
“When you need to do a very specific action,” “When you need one or two tools,”
“When you are not totally sure what tools are needed,” “Paper work involved,” “Time
it takes to order,” “Time it takes to find tools in the warehouse,” “Losing tools during
transport,” “Breaking tools during transport,” “Ease of handling,” “Time it takes to
get tools into the clean room,” “Time needed for cleaning tools,” “Flexibility during
the action,” “Comfort to have all tools available,” “Losing tools,” “Damaging tools,”
“Completeness of kits,” “Inventory costs,” “Possibility that more tools are needed
than first thought,” and “Preference with regard to packing.” Doing the analysis, the
following aspects turned out to be significant predictors:

• Time it takes to get tools into the clean room (β = 0.24, p < 0.05); and

• Preference with regard to packing (β = 0.26, p < 0.05)

In total the analyzed factors explained 56 percent of the engineers’ overall preference.

Doing this analysis for subgroups was not possible, since the group sizes were too
small to study this many factors.
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5. How often do situations occur that can influence the preference of the
engineers?

We then knew to what extent several situations influenced the preference of the
engineers. However, before really knowing the impact of a situation, it was also
necessary to know how often these situations occurred. For instance, incomplete kits
were negatively correlated with the preference engineers have for kits. However, if
kits were complete almost all the time, this would not be worth focusing on.

See Figure 2.9 for 95% confidence intervals for how often some situation occurred. It
can be seen that kits were incomplete for approximately 21% of all tool kit demands,
but in only approximately 10% of all tool kit demands did it cause a delay (50% of
the instances where a kit was incomplete). This suggests that the current definition of
kits might be improved, since the missing tools might be removed from the tool kit in
all cases without leading to any extra delays. Furthermore, it can be seen that in 14%
of the cases that more tools were needed than planned beforehand, these tools were
available in the kit. In these cases valuable time was saved by having a kit available.

Figure 2.9 % of time a certain situation occurs

6. How long do certain activities take? How much time could be saved by
introducing a kit?

The results showed that most activities only take in the order of minutes, e.g., ordering
tools or kits or cleaning them. There is not much to gain in these activities by having
tool kits instead of separate tools or the other way around.

The only activity that did take a lot of time is the transport from the warehouse to
the customer. The results showed that on average when the tool (kit) was available
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at the nearest warehouse, it took around 2 hours to get the tool (kit). However, when
the tool (kit) was not available at the warehouse, it took on average 18 hours for the
tool (kit) to arrive. This is not only important at the moment of ordering. It is also
possible that more tools are needed than planned beforehand. If the engineer ordered
a tool kit, it could be that this tool kit already included the tool needed. In case the
engineer ordered separate tools, the tool needed to be ordered again. This would lead
to a longer machine downtime of at least a few hours, but this extra downtime could
be as long as 20 hours.

2.4. Discussion

In this section, first the results of the study are summarized in Subsection 2.4.1.
Then the limitations of the study are discussed in Subsection 2.4.2, followed by
the theoretical implications in Subsection 2.4.3 and the practical implications in
Subsection 2.4.4.

2.4.1 Summary of results

This study had two objectives. First, we wanted to obtain a comprehensive list of
aspects that should be taken into account when considering tool kits. Second, we
wanted to establish the importance of the different aspects.

To come to a comprehensive list of aspects, we developed a conceptual model that
included three dimensions: process steps, problems and results. We obtained the
following list of aspects that can play a role in general or during one or more process
steps (note that this is a subset of the list given in Subsection 2.1.1):

• Characteristics of the repair action

• Packing

• Size & Weight

• Damaged & dirty kits

• (In)complete set of tools

• Overcomplete kit

• More needed than anticipated

• Time

• Convenience
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• Costs

Compared to the list presented in Subsection 2.1.1, the list above is extended and
more detailed. The extension is the result of the addition of the aspects “Packing”
and “Incomplete set of tools” to the list. The extra details come from splitting the
aspect “Uncertainty” into two new aspects, being “Overcomplete kit” and “More
needed than anticipated.” In the classification, it appeared to be more appropriate
to split these aspects, since the aspect “More needed than anticipated” is related to
the machine malfunction, while an “Overcomplete kit” is one way of dealing with
the uncertainties with regard to machine malfunctioning. A final change in the list
of aspects is that the aspect “Costs” is more general than the aspect “Investment
costs,” which was considered in Subsection 2.1.1; besides investment costs, also other
costs like, for instance, transportation costs are included.

The answers to the research questions in the second phase of this study gave us insights
into the preferences engineers have for tool kits or separate tools. A summary of the
significant relations is shown in Figure 2.10.

For the general group of engineers, three process steps were significant predictors
for the overall preference: planning & ordering, handling, and repair. Within these
process steps four aspects were significant, namely: “need to have many tools,” “ease
of handling,” “flexibility” and “comfort to have all tools available.” Two aspects were
significant when directly related to the overall preference: “packing” and “time to
get tools into the clean room.” Combining these insights with the above list we can
conclude that according to the engineers the following aspects are the most important
to include when studying tool kits:

• Characteristics of the repair action (when you need to have many tools)

• Packing

• Overcomplete kit (comfort to have all tools available)

• More needed than anticipated (comfort to have all tools)

• Time (time to get tools into the clean room)

• Convenience (ease of handling, flexibility)

The research question of how long certain actions take gives insight into the
importance of the aspects. From this it could be concluded that the time that can
be saved when entering the clean room lies in the order of minutes. When there is
uncertainty about the repair job to be done, up to 18 hours can be saved by having
a tool kit instead of separate tools. Therefore, the aspects related to uncertainty are
more important than the aspects related to the time it takes to enter the clean room
with tools.
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Figure 2.10 Overview of results. To make the figure more clear, where all subgroups
and the full group of engineers had a beta-value that was approximately the same, this
is summarized as β(all). Furthermore, local support office is abbreviated as “lco”

Besides the aspects mentioned by the engineers, investment costs also need to be
considered. This aspect might not be that important to the engineers; in stocking
decisions, however, this is usually one of the most important aspects.

In summary, the most important aspects to consider when studying tool kits according
to the engineers are:
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• characteristics of the repair action

• packing

• uncertainty

• time related to uncertainty

• convenience

2.4.2 Limitations

One limitation of this study is the length of the survey. Since the survey needed to
be sent to a large group of engineers, the managers of ASML did not want the survey
to be too long. As a result not all aspects that came out of the interviews could
be tested during the survey phase of the study. However, by choosing the cells that
were mentioned most often, it is likely that we have considered the most important
aspects.

Although the survey was sent to all managers worldwide, it is not clear how many
engineers eventually received the survey. The response was high enough to do most of
the analyses. However, to answer question 4 (“What are the most important factors
that influence the overall preference of the engineers?”) for each subgroup, more
respondents (for some of the subgroups) would have been needed. This question
therefore is only answered for the group as a whole. Another issue related to the
way the surveys were distributed is that we could not influence the size of each of
the subgroups. The final set of respondents, however, reflects the worldwide group
of engineers reasonably well. Only the group of engineers from Asia was slightly
underrepresented.

Another limitation is that the study is based on retrospective reporting. During the
interview phase of the study, while using the Critical Incident Technique, the engineers
were asked to describe a situation that had happened in the past. Furthermore, during
the survey, the engineers were asked to think back of the previous 100 repair actions.
This may not give the best possible view of the real situation due to imperfect recall.
It would have been better to collect the data at the moment of occurrence of the
repair action. However, this manner of data collection would take a very long time
because of the low failure rate of the machines involved. Furthermore, the engineers
are very busy during the repair actions. Asking them to fill in extra forms at the
moment of failure therefore would not have been a good option.

2.4.3 Theoretical Implications

The study described in this chapter was the first study in which the engineers’
perspective on the use of tool kits has been studied. In earlier work, the aspects
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involved were assumed to be given. In this study, we have not only provided a
comprehensive list of aspects that need to be considered. We have also shown the
relative importance of these aspects from the perspective of the users.

We used the Critical Incident Technique to explore the aspects that might influence
the preference of the engineers for tool kits or for separate tools. It was the first time
the CIT was used for this kind of problem. A disadvantage of this technique is that
it was a time consuming process. However, no other techniques are known that lead
to the same quality of result in a more efficient way. Furthermore, a big advantage of
the CIT was the structure the technique provided for the categorization of the data.
Furthermore, the CIT provided us with strict procedures for verifying reliability and
content validity (completeness) of the classification.

Although the process of ASML is generic, and cultural differences are taken into
account, the results found in this study might not hold directly for other companies.
The results can, however, be used as a starting point to obtain the list of important
aspects for other companies. The CIT describes procedures to check whether enough
data is collected. According to these procedures, new items need to be classified
within the conceptual model. If no new categories are needed to classify these items,
it can be concluded that enough data has been collected, and the conceptual model is
complete. In the same way it is possible to start from the existing conceptual model,
and, after doing a limited number of interviews, to check whether additional data
from the other company is needed or that the existing model fits the new company.
In this way, the currently available model can be used to save time to come up with
a conceptual model and a list of important aspects for other companies.

2.4.4 Practical implications

The first practical implication is that, based on our study, ASML decided to keep
using tool kits in the future. The investment costs when tool kits are used are higher
than when no tool kits are used. This is something the engineers were not very
aware of, but the management was. However, the fact that tool kits can lead to huge
time savings in case the exact problem is uncertain was important when making the
decision to keep using tool kits. Also the convenience of the use of tool kits for the
engineers was considered as a big advantage.

This study has also shown that the definition of tool kits might be improved. The
results show that tool kits are sometimes incomplete, but that in some of the cases
this does not lead to problems. This could mean that some tools are unnecessarily
available in the kit, but it also could mean that these tools are only needed in a
fraction of all repair actions. To get more insight, ASML will start a scientific study
on this subject in the near future. To be able to improve the definition of tool kits,
the main issue is to obtain data on the usage of tools within a kit. At the moment
only demand data is available on the level of tool kits: If a tool kit is demanded, it is
not known what tools from this tool kit are actually used.
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Since we asked the engineers about their experiences with tools and tool kits, they
could only take into account the current process at ASML. Therefore, we compared
only the two extreme situations, both known to the engineers, either having separate
tools or having tool kits. Of course, intermediate solutions would be possible as well.
One could think of a “kit-on-order,” meaning that separate tools are stocked, and the
kit is only assembled at the moment of demand. A disadvantage of “kits-on-order”
given the current situation at ASML would be the time to pack such a demanded kit,
and the protection of the tools. However, these issues could be resolved in the future,
which would make the “kit-on-order” a possible solution. The aspects mentioned in
this study can still be useful in the development of these other solutions. For instance,
it is known from this study that changes on the aspect of “packing” are necessary
before a solution involving a lot of separate tools will work.

The fact that the preference of the engineers depends on the current situation at
ASML also means that their preference might change when some of the processes
are changed, or new procedures are installed. For instance, if ASML would install
procedures that check the completeness of kits, and in this way resolve possible
incompleteness, the preference for tool kits might become even more significant.
However, if the packing of separate tools is improved, the preference for tool kits
might become less significant. Also it is possible to reduce uncertainty by training,
remote controlling the machines or better forecasting. By doing so the preference of
engineers for tool kits might be reduced.

It cannot be expected that forecasts will become perfect, and that uncertainty in the
repair process will be reduced to zero. Therefore, the main advantage of tool kits in
the future will still be that extra tools are included, which could possibly lead to lower
down times of the machines. Whether this time saving is worth having kits cannot
be answered from this study. This answer will depend on the specific situation of the
company involved, and here, too, data availability is a fundamental issue that needs
to be solved.

Although it can be concluded from this study that the usage of tool kits is useful
in practice, the definition of tool kits and the possibility of substitution are not
considered in the following chapters. Instead of this, another direction was chosen to
continue working on. Also, the uncertainty, seen as one of the main aspects for the
use of tool kits is not taken into account. For the rest of the thesis, we assume that
for each defect it is known exactly which tools are needed, and that at the moment of
machine break down it is known what defect caused the break down. As seen in this
chapter, this assumption is not always true. However, thanks to remote diagnostics,
the prediction of which tools are needed is getter better. Furthermore, when there
is uncertainty about what tools are needed, engineers might order a superset of all
needed tools. In this case we can consider demands being for a superset of tools,
including tools for multiple (or all) possible failures.
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Chapter 3

Approximate evaluation of
order fill rates for an
inventory system of service
tools

3.1. Introduction

As already discussed in Chapter 1, the stock planning of service tools has received
only little attention in literature. However, since prices of service tools can be very
high, and service tools may lead to large investments for OEMs, optimization of stock
levels of service tools is an important issue. In order to optimize the stock levels
of service tools, first an evaluation model is needed. In this chapter, therefore, we
describe our study on research objective 3, being:

3. Develop an efficient and accurate evaluation model for the single-location service
tools problem including coupled demands and coupled returns.

We thus study an evaluation model for a single-location, multi-item inventory system
for service tools. Different demand streams occur following independent Poisson
processes, where for each demand stream a given set of tools is requested. When
a demand occurs, all available tools are sent to the customer, and any unavailable
tools are sent from a warehouse in another region or from a central warehouse that
serves as a backup. For the latter shipments, the fastest available transport mode
is usually used to avoid long down-times of machines. For the warehouse under
consideration, the demand for these tools may be considered as lost. Tools that are
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sent to the customer return to their original location after a deterministic return time.
We evaluate the order fill rate, i.e., the fraction of orders for which all requested tools
are delivered from stock. As already argued in Chapter 1, the order fill rate is directly
linked to the availability of the machines, when one location is considered and the
failure rates and transportation times are known (see relation 1.1).

Currently, the evaluation of the order fill rates for service tools at ASML is done by
ignoring the coupling between the demands of different tools (and thus the positive
correlation between inventory levels for different items). This method of analysis may
lead to a significant underestimation of the service offered to customers (see Section
3.4). To give some intuition, think of the following example. Assume that two tools
are always demanded together. These tools are either both in stock, or both not in
stock. When the coupling is ignored, the possibility that both tools are available is
approximated by the product of the probabilities that the single tools are available,
which will be lower than the actual availability (which is equal to the availability of one
of the tools). Our objective is to find an accurate and efficient evaluation procedure
for the order fill rates; specifically our procedure should be sufficiently efficient to be
used in an optimization procedure for multi-item service tool models (in which case
ten thousands of evaluations have to be executed). For these optimization procedures,
we may think of similar procedures as developed for multi-item spare parts models;
see e.g., Wong et al. (2005) and Kranenburg and Van Houtum (2007).

In spare parts research this use of building blocks to construct more sophisticated
models can also be recognized; see Kennedy et al. (2002), Sherbrooke (2004), and
Muckstadt (2005) for an overview of the developments in that field. However, a
difference between spare parts and service tools is, as already described in Chapter
1, that service tools are often demanded in combination with other service tools, i.e.,
we have coupled demands, while spare parts fail one at a time in general.

The service tools problem is also related to assemble-to-order (ATO) systems, the
repair kit problem and the kit management problem. See Section 1.7.1. for an
overview of this literature and the differences compared to our model.

The main contributions of this chapter are as follows. First, we introduce a new
problem, in which both coupled demands and coupled returns occur. Second, we
show that the full evaluation problem decomposes into evaluation problems for small
sets of service tools. Third, we show that the steady-state behavior in these smaller
subproblems is almost 100% insensitive to whether the distribution of the return
times is deterministic or exponential. Fourth, because of this insensitivity property,
we formulate three approximate Markovian models in which exponential return times
are assumed. The first approximate model leads to an underestimation of the order
fill rates in all instances tested, while the second approximate model leads to an
overestimation for all instances. Both approximate procedures are accurate for
specific instances (and even exact for extreme cases) and can be computed efficiently.
The third approximate model combines the other two, and leads to very accurate
approximations for all instances tested: The mean absolute inaccuracy for the order
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fill rates as found in our test bed is only 0.005. Fifth, in the numerical experiment, we
evaluate the currently used evaluation method which ignores the coupling in demands
for different tools. The currently used method underestimates order fill rates on
average by no less than 0.070 in our test bed. Hence, the third approximate model
improves the currently used method by more than a factor of 10.

This chapter is organized as follows. In Section 3.2, we present our model. Section
3.3 shows the insensitivity of this model when the distribution of the return times is
changed from a deterministic to an exponential distribution. In Section 3.4, the
approximations are described, and numerical results are presented to show their
accuracy. Finally, in Section 3.5, conclusions are drawn.

3.2. Model description

In this section, we first present our model. Afterwards, the decomposition of
this model into subproblems is described in Subsection 3.2.1. Because of this
decomposition, we only need to study small subproblems. In Subsection 3.2.2, we
first analyze the fill rates for individual tools, and by that subproblems including only
one tool are solved. Subproblems including multiple tools will be the focus of the
remainder of this chapter.

We consider a single warehouse with a stock of service tools, in a region where multiple
machines are installed. When a machine breaks down, a demand occurs for service
tools that are needed to repair the machine. Let I = {1, 2, ..., |I|} denote the set of
service tools. For each type of defect, a different subset of service tools is needed.
In other words, there are different demand streams for different sets of tools. Let
K = {1, 2, ..., |K|} denote the set of demand streams, where 1 ≤ |K| ≤ 2|I| − 1.
For each k ∈ K the subset of demanded service tools is given by Ik ⊂ I (Ik 6= ∅).
We assume that for all demand streams at most one tool of type i ∈ I is needed.
Furthermore, we assume that it is known beforehand which defect occurred, and thus
which set of tools is needed. As seen in Chapter 2, this assumption is not always true.
However, thanks to remote diagnostics, the prediction of which tools are needed is
getter better. Furthermore, when there is uncertainty about which tools are needed,
engineers might order a superset of all needed tools. In this case we can assume that
Ik is a superset of tools, including tools for multiple (or all) possible failures.

If all service tools included in a demanded set are available at the warehouse, the whole
set is sent to the customer immediately. However, if only part of the demanded set
is available, partial fulfillment of the order is carried out. Thus we consider a partial
order service model (cf. the terminology of Song et al., 1999). This means that the
available service tools are sent to the customer immediately, and the rest of the set is
sent by emergency supply (i.e., from a warehouse in another region or from a central
warehouse that serves as a backup). For the stock at the warehouse, the demand for
the non-available tools is considered as lost. After usage all tools are returned to their
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original location after a deterministic return time tret. Note that because of above
assumptions, the non-available tools can be ignored in the analysis. The deterministic
return time is motivated by the procedures within ASML, which prescribe that all
tools should be returned within a fixed time period. These procedures result in most
of the tools being returned around the end of the allowed time. So, there is a fixed
circulation stock for each tool stocked at the warehouse under consideration, and tools
always are either on stock or at a machine for repair purposes. In the latter case, a
tool is said to be in the return pipeline. The inventory policy for the service tools
in the warehouse is a base stock policy with base stock vector S = (S1, S2, . . . , S|I|),
where Si is the base stock level for service tool i.

The demand process for each stream k ∈ K is an independent Poisson process with
a constant rate λk (≥ 0). The demand process for all demand streams together then
also is a Poisson process, with rate λ =

∑
k∈K λk. The assumption of Poisson demand

streams follows from the technical nature of the machines under consideration. For
these systems the time between failures is (close-to) exponential. Besides that, the
warehouse serves many machines that all fail independently with low failure rates.
The total demand process for this situation can be approximated well by a Poisson
process. See also Tijms (1986) for a theoretical explanation of the occurrence in
practice of Poisson processes. Furthermore, in practice, only short down-times of
machines are allowed. Therefore, it is reasonable to assume constant failure rates.

The performance of the system is measured in terms of order fill rates, i.e., the
fractions of orders for which all requested tools can be delivered from stock. Define
βk as the order fill rate for demand stream k ∈ K. The performance of the whole
system is measured by the aggregate order fill rate β, which denotes the fraction of
all demands that is fulfilled from stock:

β =
∑
k∈K

λk

λ βk.

To determine the aggregate order fill rate, we need to calculate the order fill rates for
all demand streams k ∈ K. Therefore, our objective is to determine these order fill
rates at given base stock levels.

In practical applications, the prices of service tools generally vary from very cheap to
very expensive. Thus it makes sense that base stock levels for (very) cheap service
tools are chosen so high that they are never limiting. They then can be excluded
in the above model. In other words, we may assume that only sufficiently expensive
tools are incorporated in our model.

3.2.1 Decomposition into subproblems

In real-life situations, the number of service tools |I| can be very large, i.e., several
thousands, which complicates the evaluation of the order fill rates in the model
described. However, because of the use of partial order fulfillment we can decompose
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our problem into smaller subproblems, as only the demand for service tools that
are not available is lost for the warehouse under consideration. The other tools are
delivered from stock. This means that the out of stock situation for one tool does not
influence the stock levels of the other service tools. Stock levels of tools are therefore
only influenced by the aggregate demand for the tool itself. This also means that
when determining the order fill rate for a demand stream k ∈ K, we only have to
consider the subset of tools Ik ⊂ I. Hence, our problem decomposes into smaller
subproblems.

Let us define subproblem k as the problem in which we study the order fill rate for
demand stream k ∈ K. The set of tools for this subproblem is denoted by Ik ⊂ I,
and the base stock levels are given by Si for all i ∈ Ik. All tools are returned to
their original location after an equal deterministic return time tret. For each J ⊂ Ik a
demand stream exists with rate λJ =

∑
l∈KJ

λl, where KJ := {l ∈ K|Il ⊃ J and Il ∩
(Ik\J) = ∅}. This means that we consider all possible subsets of tools within the
subproblem k, including the empty set, and define the aggregate demand for a specific
subset as the sum over all demand streams in the original problem that include this
specific subset, but no other tools within Ik. Properties following from this definition
are:

1. {KJ}J⊂Ik
is a partition of K. This means that each demand stream k ∈ K is

taken into account exactly once when studying subproblem k.

2.
∑
J⊂Ik

λJ = λ. This follows from property 1.

3. λ∅ is the demand that does not include any tools within the set Ik and therefore
can be neglected when determining the order fill rate for demand stream k.
So, although the total demand rate is equal to the demand rate in the original
problem, the part of the demand that is not asking for any tool within the set
Ik does not influence the performance of demand stream k.

For later usage, we define pJ as the probability that an arbitrary demand in
subproblem k is for demand stream J (6= ∅); i.e., pJ := λJ

λ−λ∅
. Finally, for each

subproblem k, we define Lk as the number of demand streams J 6= ∅ for which
λJ > 0.

3.2.2 Fill rates for individual tools

In this subsection we study the fill rates for individual tools. We consider a service
tool i ∈ I, and define λ̃i =

∑
k∈K;i∈Ik

λk as the aggregate demand rate for service
tool i, and β̃i as the fill rate of the individual service tool i. For later usage, we define
p̃i as the probability that an arbitrary demand asks for (among others) service tool
i; i.e., p̃i = λ̃i

λ . For a service tool i, the steady-state behavior of the on-hand stock is
independent of the behavior for all other tools. It is thus easily seen that its behavior
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is identical to the behavior of the number of customers in an M/G/Si/Si queueing
system with arrival rate λ̃i, mean service time tret, and Si servers. The fill rate then
is equal to one minus the corresponding Erlang loss probability:

β̃i = 1− (λ̃itret)Si/Si!∑Si
j=0(λ̃itret)j/j!

. (3.1)

The Erlang loss probability is known to be insensitive to the distribution of the service
times (see e.g., Cohen, 1976), and thus the fill rates for individual tools in our model
are insensitive to the distribution of the return times.

Combining this result for individual tools and the decomposition result of the previous
section, we immediately get a solution for demand streams concerning only one tool.
Namely, the order fill rate for a demand stream k with Ik = {i} for some i ∈ I is
equal to β̃i. Hence, for the remainder of this chapter, it suffices to focus on demand
streams k which ask for more that one service tool, i.e., with |Ik| > 1.

3.3. An insensitivity result for the return times

Deterministic return times complicate the analysis of our model: i.e., assuming
exponentially distributed return times would allow us to use Markov processes to
derive the performance. Therefore, in this section, we study whether our model is
sensitive to changing the deterministic return times into exponentially distributed
return times. This gives a first approximate model. For subproblems with two or
more tools, we will establish an almost 100% insensitivity for the order fill rate, and
that insight will be used later on for the development of more efficient approximate
models. Notice that, in Subsection 3.2.2, we established a complete insensitivity for
the (order) fill rate in subproblems with only one tool.

The first approximate model, M0, is obtained from the original model by replacing
the deterministic return times by exponentially distributed return times. In this
model, we keep the property that service tools demanded together are also returned
together. Obviously, the behavior of M0 may be described by a Markov process. In
the state description we have to incorporate which units in the return pipeline are
coupled. As orders may be filled partially, a coupling may occur for all combinations
of tools. An appropriate state description would be to denote for each non-empty
subset I ′ ⊂ Ik how many groups of precisely the tools of I ′ are present in the return
pipeline. This would lead to a (2|Ik| − 1)-dimensional state space. For the resulting
Markov process, except for very small instances, no analytical solution is available and
a numerical solution will lead to large computation times because of the large size of
the state space. Summarizing, the coupled returns complicate the state description
and lead to a large state space, which makes the determination of the order fill rates
via the Markov process unattractive. Furthermore, we are interested in insights on
the sensitivity of the model to motivate the approach used for the approximate models
later on in the chapter. To gain these insights, for both the original model and the
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Table 3.1 Parameter settings

Name of parameter Number of values Values
Number of tools |Ik| and 5 |Ik| = 2, Lk = 3

number of demand streams Lk |Ik| = 3, Lk = 4
|Ik| = 3, Lk = 7
|Ik| = 5, Lk = 6
|Ik| = 3, Lk = 4, asymmetric

Service level 2 low, high
Coupling factor Fk 3 0.2, 0.5, 0.8

Aggregate demand rate λ̃i 3 0.2, 0.6, 1.0

approximate model M0, we use simulation to determine the order fill rates and their
differences for given base stock levels.

To increase the precision of the estimates, a variance reduction technique is used
(see for instance Law and Kelton, 2000). Both models are simulated using common
random numbers, which means that the same arrival stream is fed to both the original
model and to model M0. Furthermore, the differences are determined by doing 100
runs, and calculated the difference between the order fill rates for each of these runs;
in this way, also the 95% confidence interval can be calculated for the differences.

We now define the test bed of subproblems. W.l.o.g., for each subproblem, we may
assume that λ∅ = 0 and that the service tools are numbered 1, . . . , |Ik| (and thus
Ik = {1, . . . , |Ik|}). The input parameters for each subproblem are the number of
service tools |Ik|, the number of non-empty demand streams Lk, the total demand
rate λ, the return time tret, the probabilities pJ , J ⊂ Ik and J 6= ∅, and the base
stock levels Si, i ∈ Ik. These input parameters are varied by controlling the following
variables: (i) the combination of the number of tools |Ik| and the number of demand
streams Lk; (ii) the service level, which is determined by the choice for the basestock
levels; (iii) the so-called coupling factor that is defined below; (iv) the aggregate
demand rates λ̃i. The settings for these parameters are given in Table 3.1, and their
combinations result into 5 · 2 · 3 · 3 = 90 instances in total.

As seen in Table 3.1, for the combination of the number of tools and the number of
demand streams five values are chosen. First, we vary the number of service tools, i.e.,
we take |Ik| = 2, 3, 5. Then, for the demand streams, we take one stream with coupled
demands for the whole set of tools and streams for individual tools; Lk = |Ik|+ 1 in
that case. For |Ik| = 3, we also study the cases in which all possible demand streams
occur and thus Lk = 7. We mainly keep instances symmetric, but for |Ik| = 3
and Lk = 4 we also consider asymmetric instances. Within symmetric instances, the
demand rates for each service tool are equal, and also the demand rates for all subsets
with the same size are equal.

Within all instances, equal base stock levels are chosen, i.e., S1 = . . . = S|Ik|. For
these base stock levels, two values are chosen. The first value, a base stock level of
1, leads to a low order fill rate for the demand stream that asks for all tools Ik. The
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Table 3.2 Parameter settings - demand probabilities

Symmetric Fk pJ

instances |J| = 1 |J| = 2 |J| = 3 |J| = 5
|Ik| = 2, Lk = 3 0.8 1/6 4/6

0.5 1/3 1/3
0.2 4/9 1/9

|Ik| = 3, Lk = 4 0.8 1/7 4/7
0.5 1/4 1/4
0.2 4/13 1/13

|Ik| = 3, Lk = 7 0.8 1/13 1/13 7/13
0.5 4/19 1/19 4/19
0.2 5/17 1/51 1/17

|Ik| = 5, Lk = 6 0.8 1/9 4/9
0.5 1/6 1/6
0.2 4/21 1/21

Asymmetric Fk pJ

instances J = {1} J = {2} J = {3} J = {1, 2, 3}
|Ik| = 3, Lk = 4, asymmetric 0.8 1/7 2/7 0 4/7

0.5 1/4 7/20 3/20 1/4
0.2 4/13 5/13 3/13 1/13

second value is chosen (by trial and error) such that the order fill rates for the latter
demand stream are approximately 95%. This is done to study both a low and a high
service level.

We define the coupling factor Fi,k for a specific subproblem k and a tool i ∈ Ik as
follows:

Fi,k =
∑

J⊂Ik;i∈J

pJ
p̃i

|J | − 1
|Ik| − 1

.

This means that Fi,k = 1 if p̃i = pIk
, i.e., if demand for tool i comes only from the

stream demanding all tools; and Fi,k = 0 if p̃i = p{i}, i.e., if all demand for tool i
comes from demands for this single tool only. Next, we define the coupling factor
Fk for subproblem k as a weighted average of all individual coupling factors of the
service tools:

Fk =
∑
i∈Ik

p̃i∑
j∈Ik

p̃j
Fi,k.

We vary the probabilities pJ such that we get values of 0.2, 0.5 and 0.8 for the coupling
factor Fk, which corresponds to weak, medium and strong coupling. The values pJ
for the different settings for the combination of |Ik| and Lk are given in Table 3.2.

Finally, the demand rates λ are chosen as follows. In the symmetric instances, λ
is set such that for all i ∈ Ik the aggregate demand rates λ̃i are equal to 0.2, 0.6
and 1.0, respectively. In the asymmetric cases, the demand rate is varied such that
values of 0.2, 0.6 and 1.0 are obtained for the aggregate demand rate of service tool 1
and that the aggregate demand rates for service tools 2 and 3 are 120% and 80% of
the aggregate demand rate for tool 1, respectively. Notice that instances with equal
aggregate demand rates for individual tools have also equal utilization rates of the
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Table 3.3 Simulation details

Parameter Unit Value
Number of simulation runs 100
Warm-up period # demands 5000
Length of each simulation run # demands 25000

tools, and therefore the effects of varying coupling factors under equal utilization rates
can be observed.

The return time (= mean return time in approximate model M0), tret, is equal to 1
in all instances.

These parameters are partly chosen based on real-life data from ASML. At ASML, the
time for service tools to return to the warehouse is approximately one week. Further,
an aggregate demand rate of one per week per tool is considered as (very) high, and an
aggregate demand rate of 0.2 per week is low. As mentioned before, only sufficiently
expensive tools are incorporated in the model, while cheap tools are stocked so often
that they are never limiting. In addition, similar to demands for spare parts, the
demands for service tools are such that cheap tools are demanded (relatively) often,
while more expensive tools are demanded infrequently. This combination explains
why an aggregate demand rate of one tool per week is high. Cheap service tools that
are demanded often are available in standard tool boxes that the service engineers
have with them at all times. Other cheap service tools are stocked in ample quantities
in the warehouse. Also the numbers of tools included in demand streams are based
on actual data. Namely, in most of the real-life demands for tools (over 90% of all
demands), five service tools or less are demanded. Furthermore, some tools are always
demanded together; they may be considered as one tool in our model. The base stock
levels are chosen in two ways. First in such a way that they lead to low order fill
rates, and second in such a way so as to yield an order fill rate of approximately 95%.
This last number corresponds to a high service level. To achieve high order fill rates,
base stock levels of two to four tools were needed. In practice, the stock levels of the
reasonably expensive tools do not exceed this number. Finally, the coupling factor
is varied between three values to get a better understanding of the influence of this
parameter on the sensitivity of the model with respect to the return time distribution
and later on the performance of the approximations.

Both the original model with deterministic return times and the approximate model
M0 are studied using simulation. The details of the simulation runs per instance are
given in Table 3.3. The simulations took on average 38.04 s, with a maximum of 51.49
s.
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In Tables 3.4 and 3.5, for the symmetric and the asymmetric instances, respectively,
we have listed 95% confidence intervals for the order fill rates in both models and for
their differences. The average half-width of the confidence intervals is 0.0012, 0.0012,
and 0.0012 for the original model, for model M0, and for the differences respectively.
Here βk denotes the order fill rate of the stream that ask all tools Ik in subproblem k in
the original model with deterministic return times; and β(0)

k denotes the corresponding
order fill rate for the approximate model M0 with exponential return times. (Recall
that, within subproblem k we are interested in the order fill rate for the stream that
asks for all tools. Order fill rates for demand streams J ⊂ Ik with |J | < |Ik| can be
analyzed via smaller subproblems. The results for these demand streams are therefore
not included.)

Table 3.4 Results of the sensitivity analysis - Symmetric instances

|Ik| Lk λ̃i Fk Service Si βk β
(0)
k β

(0)
k − βk

2 3 0.2 0.8 l 1 0.8006 ± 0.0006 0.8006 ± 0.0007 0.0000 ± 0.0006
h 2 0.9780 ± 0.0003 0.9780 ± 0.0003 0.0000 ± 0.0003

0.5 l 1 0.7570 ± 0.0010 0.7575 ± 0.0012 0.0006 ± 0.0010
h 2 0.9723 ± 0.0004 0.9722 ± 0.0005 -0.0001 ± 0.0004

0.2 l 1 0.7183 ± 0.0013 0.7187 ± 0.0016 0.0004 ± 0.0014
h 2 0.9685 ± 0.0007 0.9691 ± 0.0008 0.0006 ± 0.0007

0.6 0.8 l 1 0.5577 ± 0.0008 0.5572 ± 0.0010 -0.0005 ± 0.0009
h 3 0.9719 ± 0.0004 0.9717 ± 0.0003 -0.0002 ± 0.0003

0.5 l 1 0.4810 ± 0.0012 0.4808 ± 0.0015 -0.0002 ± 0.0014
h 3 0.9653 ± 0.0005 0.9651 ± 0.0005 -0.0003 ± 0.0005

0.2 l 1 0.4226 ± 0.0021 0.4227 ± 0.0020 0.0000 ± 0.0019
h 3 0.9622 ± 0.0008 0.9614 ± 0.0009 -0.0009 ± 0.0009

1 0.8 l 1 0.4162 ± 0.0008 0.4160 ± 0.0009 -0.0003 ± 0.0009
h 4 0.9773 ± 0.0003 0.9772 ± 0.0003 -0.0001 ± 0.0003

0.5 l 1 0.3332 ± 0.0010 0.3331 ± 0.0014 -0.0003 ± 0.0014
h 4 0.9723 ± 0.0005 0.9723 ± 0.0005 0.0000 ± 0.0005

0.2 l 1 0.2769 ± 0.0019 0.2783 ± 0.0019 0.0014 ± 0.0022
h 4 0.9701 ± 0.0006 0.9698 ± 0.0006 -0.0003 ± 0.0006

3 4 0.2 0.8 l 1 0.7716 ± 0.0007 0.7721 ± 0.0008 0.0005 ± 0.0007
h 2 0.9728 ± 0.0003 0.9726 ± 0.0003 -0.0002 ± 0.0003

0.5 l 1 0.6908 ± 0.0012 0.6910 ± 0.0013 0.0002 ± 0.0013
h 2 0.9613 ± 0.0006 0.9615 ± 0.0006 0.0002 ± 0.0006

0.2 l 1 0.6189 ± 0.0024 0.6203 ± 0.0021 0.0015 ± 0.0022
h 2 0.9549 ± 0.0012 0.9543 ± 0.0012 -0.0005 ± 0.0011

0.6 0.8 l 1 0.5065 ± 0.0009 0.5059 ± 0.0011 -0.0006 ± 0.0010
h 3 0.9645 ± 0.0004 0.9642 ± 0.0004 -0.0003 ± 0.0004

0.5 l 1 0.3795 ± 0.0014 0.3787 ± 0.0016 -0.0008 ± 0.0015
h 3 0.9518 ± 0.0007 0.9516 ± 0.0007 -0.0002 ± 0.0008

0.2 l 1 0.2886 ± 0.0022 0.2887 ± 0.0025 0.0001 ± 0.0026
h 3 0.9449 ± 0.0012 0.9446 ± 0.0012 -0.0004 ± 0.0014

1 0.8 l 1 0.3604 ± 0.0009 0.3589 ± 0.0010 -0.0015 ± 0.0011
h 4 0.9708 ± 0.0004 0.9708 ± 0.0004 0.0000 ± 0.0004

0.5 l 1 0.2349 ± 0.0012 0.2323 ± 0.0014 -0.0028 ± 0.0014
h 4 0.9611 ± 0.0006 0.9613 ± 0.0007 0.0002 ± 0.0008

0.2 l 1 0.1600 ± 0.0021 0.1582 ± 0.0023 -0.0017 ± 0.0025
h 4 0.9567 ± 0.0011 0.9557 ± 0.0011 -0.0011 ± 0.0013

Continued on next page
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Table 3.4 Results of the sensitivity analysis - Symmetric instances (continued)

|Ik| Lk λ̃i Fk Service Si βk β
(0)
k β

(0)
k − βk

3 7 0.2 0.8 l 1 0.7846 ± 0.0007 0.7851 ± 0.0008 0.0005 ± 0.0007
h 2 0.9749 ± 0.0003 0.9746 ± 0.0003 -0.0002 ± 0.0003

0.5 l 1 0.7019 ± 0.0014 0.7018 ± 0.0013 -0.0001 ± 0.0014
h 2 0.9626 ± 0.0006 0.9627 ± 0.0005 0.0002 ± 0.0005

0.2 l 1 0.6243 ± 0.0026 0.6247 ± 0.0025 -0.0004 ± 0.0025
h 2 0.9551 ± 0.0013 0.9549 ± 0.0013 -0.0001 ± 0.0013

0.6 0.8 l 1 0.5245 ± 0.0010 0.5249 ± 0.0012 0.0004 ± 0.0010
h 3 0.9665 ± 0.0004 0.9664 ± 0.0004 -0.0002 ± 0.0004

0.5 l 1 0.3919 ± 0.0015 0.3914 ± 0.0017 -0.0006 ± 0.0016
h 3 0.9525 ± 0.0008 0.9525 ± 0.0007 0.0000 ± 0.0008

0.2 l 1 0.2928 ± 0.0025 0.2937 ± 0.0028 0.0011 ± 0.0031
h 3 0.9443 ± 0.0013 0.9449 ± 0.0015 0.0006 ± 0.0016

1 0.8 l 1 0.3764 ± 0.0013 0.3766 ± 0.0010 0.0001 ± 0.0010
h 4 0.9723 ± 0.0004 0.9723 ± 0.0004 -0.0001 ± 0.0004

0.5 l 1 0.2437 ± 0.0014 0.2417 ± 0.0016 -0.0020 ± 0.0015
h 4 0.9614 ± 0.0006 0.9620 ± 0.0007 0.0005 ± 0.0008

0.2 l 1 0.1627 ± 0.0024 0.1613 ± 0.0025 -0.0012 ± 0.0026
h 4 0.9567 ± 0.0013 0.9564 ± 0.0012 -0.0005 ± 0.0016

5 6 0.2 0.8 l 1 0.7172 ± 0.0015 0.7173 ± 0.0010 0.0000 ± 0.0009
h 2 0.9626 ± 0.0007 0.9628 ± 0.0074 -0.0001 ± 0.0004

0.5 l 1 0.5769 ± 0.0019 0.5771 ± 0.0018 0.0001 ± 0.0019
h 2 0.9422 ± 0.0009 0.9419 ± 0.0009 -0.0003 ± 0.0009

0.2 l 1 0.4630 ± 0.0048 0.4619 ± 0.0034 0.0011 ± 0.0030
h 2 0.9287 ± 0.0022 0.9282 ± 0.0016 0.0005 ± 0.0017

0.6 0.8 l 1 0.4215 ± 0.0017 0.4196 ± 0.0013 0.0019 ± 0.0012
h 3 0.9515 ± 0.0008 0.9512 ± 0.0005 0.0003 ± 0.0005

0.5 l 1 0.2422 ± 0.0016 0.2378 ± 0.0016 -0.0044 ± 0.0016
h 3 0.9286 ± 0.0010 0.9285 ± 0.0011 -0.0002 ± 0.0010

0.2 l 1 0.1422 ± 0.0042 0.1380 ± 0.0025 0.0042 ± 0.0030
h 3 0.9130 ± 0.0022 0.9131 ± 0.0019 0.0000 ± 0.0020

1 0.8 l 1 0.2748 ± 0.0016 0.2714 ± 0.0012 0.0034 ± 0.0010
h 4 0.9602 ± 0.0007 0.9601 ± 0.0005 0.0001 ± 0.0005

0.5 l 1 0.1244 ± 0.0013 0.1183 ± 0.0013 -0.0060 ± 0.0014
h 4 0.9422 ± 0.0009 0.9428 ± 0.0009 0.0005 ± 0.0009

0.2 l 1 0.0557 ± 0.0037 0.0536 ± 0.0015 0.0022 ± 0.0022
h 4 0.9311 ± 0.0020 0.9313 ± 0.0019 -0.0002 ± 0.0021

The listed results show that the differences in order fill rates are very small. The
average absolute difference of β(0)

k −βk is 0.0004, and the maximum absolute difference
is 0.0060. In this specific case, the relative difference is still quite high, namely 5%.
This instance has a very low order fill rate (12%), which is not common in practice.
At high fill rates, the maximum relative difference was only 0.1%. In most of the
instances the 95% confidence interval of the difference contains the value 0; however
for some instances the value 0 is not included. This means that the it is likely that
the model is not completely insensitive to the replacement of the deterministic return
times by exponentially distributed return times. However, since the differences are
small, we conclude that replacing the deterministic return times by exponentially
distributed times does lead to accurate approximations for the order fill rates.
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Table 3.5 Results of the sensitivity analysis - Asymmetric instances

|Ik| Lk λ̃1 Fk Service Si βk β
(0)
k β

(0)
k − βk

3 4 0.2 0.8 l 1 0.7725 ± 0.0007 0.7730 ± 0.0008 0.0005 ± 0.0007
h 2 0.9718 ± 0.0003 0.9716 ± 0.0003 -0.0002 ± 0.0003

0.5 l 1 0.6915 ± 0.0013 0.6917 ± 0.0013 0.0002 ± 0.0013
h 2 0.9606 ± 0.0006 0.9606 ± 0.0006 0.0000 ± 0.0006

0.2 l 1 0.6196 ± 0.0023 0.6209 ± 0.0021 0.0014 ± 0.0022
h 2 0.9537 ± 0.0011 0.9532 ± 0.0012 -0.0004 ± 0.0011

0.6 0.8 l 1 0.5092 ± 0.0009 0.5092 ± 0.0011 0.0000 ± 0.0010
h 3 0.9615 ± 0.0004 0.9612 ± 0.0004 -0.0003 ± 0.0004

0.5 l 1 0.3817 ± 0.0014 0.3810 ± 0.0015 -0.0007 ± 0.0014
h 3 0.9492 ± 0.0007 0.9490 ± 0.0007 -0.0003 ± 0.0008

0.2 l 1 0.2903 ± 0.0022 0.2905 ± 0.0024 0.0002 ± 0.0027
h 3 0.9424 ± 0.0011 0.9422 ± 0.0012 -0.0002 ± 0.0013

1 0.8 l 1 0.3633 ± 0.0009 0.3635 ± 0.0009 0.0002 ± 0.0010
h 4 0.9666 ± 0.0004 0.9667 ± 0.0005 0.0000 ± 0.0005

0.5 l 1 0.2370 ± 0.0012 0.2349 ± 0.0014 -0.0023 ± 0.0014
h 4 0.9577 ± 0.0007 0.9579 ± 0.0007 0.0001 ± 0.0008

0.2 l 1 0.1615 ± 0.0021 0.1606 ± 0.0022 -0.0008 ± 0.0025
h 4 0.9534 ± 0.0011 0.9524 ± 0.0011 -0.0011 ± 0.0013

3.4. Efficient approximate models

By the results of Section 3.3, model M0 leads to accurate approximations for the
order fill rates of the original model. As stated earlier, the behavior of M0 can be
described by a Markov process. However, for this Markov process, no analytical
solution is available and a numerical solution will lead to large computation times
because of the large size of the state space (see also Section 3.3). Therefore, we apply
additional approximations to analyze model M0. That leads to the approximate
models M1 and M2, which both are obtained from M0 by aggregation of states.
Furthermore, we combine approximate model M1 and M2 into a third approximate
model, M3. Approximate models M1 and M2 are described in Subsection 3.4.1. Then,
in Subsection 3.4.2, approximate model M3 is described. After that, the accuracy of
all three models is tested and compared to the currently used method in Subsection
3.4.3.

3.4.1 Description of models M1 and M2

The approximate models M1 and M2 are obtained from model M0 by aggregating
all states with the same numbers of tools in the return pipeline. In other words, in
M1 and M2 we only keep track of the total number of tools that are in the return
pipeline and we ignore the way tools were demanded. So, when the system is in a
given aggregate state, it is not known whether the tools in the return pipeline were
demanded individually or in sets of tools. For the latter, we assume two extremes,
leading to M1 and M2, respectively. In approximate model M1, we assume that all
tools in the return pipeline were demanded individually and thus that they will be
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Figure 3.1 Markov process for approximate model M0 in Example 3.1

returned individually. I.e., in model M1, we assume minimal coupling for the returns.
In approximate model M2, we assume maximal coupling ; the precise formulation of
this model follows below. We first show the construction of both M1 and M2 for an
example.

Example 3.1 Consider model M0 for a situation with |Ik| = 2, Lk = 3, λ{1} > 0,
λ{2} > 0, λ{1,2} > 0, and S = (1, 2). The behavior of this system may be described
by a Markov process. As states we define the tuples (0, 0), (0, 1), (0, 2), (1, 0), (1, 1),
(1, 1)?, (1, 2), and (1, 2)?. For each state, the i-th component denotes the number of
service tools i in the return pipeline, i = 1, 2. In both state (1, 1) and state (1, 1)?,
there is one tool of type 1 and one tool of type 2 in the return pipeline; in (1, 1)? they
are coupled and in (1, 1) they are not. In both state (1, 2) and state (1, 2)?, there
is one tool of type 1 and two tools of type 2 in the return pipeline; in (1, 2)? one of
the two tools 2 is coupled with tool 1 and in (1, 2) there is no coupling. The Markov
process that is obtained via this state description is depicted in Figure 3.1. In this
picture, µ = 1/tret denotes the return rate.

We now aggregate the states (1, 1) and (1, 1)? in an aggregated state (1, 1) and the
states (1, 2) and (1, 2)? in an aggregated state (1, 2). For the aggregated states, we
have to define the outgoing transition rates. The states that are aggregated have
the same transitions that correspond to demand arrivals, and thus those transitions
are carried over for the aggregated states. However, the states that are aggregated
have different transitions corresponding to returns. For the aggregated states, we
either assume minimal coupling, which means that tools are all returned separately.
This leads to approximate model M1. Or on the other extreme, we assume maximal
coupling, which loosely can be defined as a situation in which tools are returned in
the largest sets possible. This leads to approximate model M2. The resulting Markov
processes are denoted in Figure 3.2. ♦
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Figure 3.2 Markov processes for approximate models M1 (left) and M2 (right) in
Example 3.1

The general description of the approximate models M1 and M2 is as follows. For both
models for a specific subproblem k, we define aggregated states x = (x1, . . . , x|Ik|),
where xi denotes the number of tools i in the return pipeline, i ∈ Ik, 0 ≤ xi ≤ Si.
A state transition only occurs when a tool or a coupled group of tools is returned or
when a demand occurs.

Both approximate models have the same state transitions due to demand for tools.
These outgoing transitions and corresponding transition rates are as follows:

• Transition due to demand (Model M1 and M2):
A demand for service tools J ⊂ Ik occurs with rate λJ . This results in a
transition to state x̂ = (x̂1, ..., x̂|Ik|), with

x̂i =
{
xi + 1 if i ∈ J and xi < Si;
xi otherwise.

For approximate model M1, the outgoing transitions due to a return of a tool and
corresponding transition rates from a state x are as follows:

• Transitions due to a return (Model M1):
For each i ∈ Ik with xi > 0, a tool i is returned with rate xi/tret. This results
in a transition to state x̂ = (x̂1, . . . , x̂|Ik|), with x̂i = xi − 1 and x̂j = xj for all
j 6= i.

For approximate model M2, for each state x we have the same outgoing transitions
due to demand as for model M1, but for the transitions due to a return, we obtain:

• Transitions due to a return (Model M2):
We assume maximal coupling for the tools in the return pipeline. Let G(x) =
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maxi∈Ik
xi be the maximum number of units of the same service tool in the

return pipeline. We divide the tools in the return pipeline into G groups of
coupled tools. Group g, g = 1, . . . , G, consists of the tools i for which xi ≥ g.
This implies that tool i is part of the first xi groups, and tool i is not part of the
other groups. Notice that it is possible that two groups consist of precisely the
same tools. Each group g returns with rate 1/tret and this results in a transition
to state x̂ = (x̂1, . . . , x̂|Ik|), with

x̂i =
{
xi − 1 if xi ≥ g
xi otherwise

For both M1 and M2, the number of states is
∏
i∈Ik

(Si + 1). The steady-
state distribution may be computed from the steady-state equations via successive
substitutions using the Gauss-Seidel variant of the Power method (Hageman and
Young, 1981). This is efficient as long as the number of tools in a subproblem |Ik|
and the base stock levels Si are small (notice that this is the case in the representative
test bed of Section 3.3). An approximation for the order fill rate βk of the original
model is obtained by the summation of the steady-state probabilities over all states
x for which xi < Si for all i ∈ Ik. The resulting approximations obtained via M1 and
M2 are denoted by β(1)

k and β
(2)
k , respectively.

Notice that when there is no coupling at all between the demands for different tools,
M1 will be identical to M0, while when there is 100% coupling M2 will be identical to
M0. This suggests that M1 will lead to accurate approximations for the order fill rates
in the original model for instances with low coupling factors, and probably somewhat
less accurate approximations for instances with high coupling factors; similarly, M2

will likely lead to accurate approximations for the order fill rates in the original
model for instances with high coupling factors, and probably somewhat less accurate
approximations for instances with low coupling factors.

3.4.2 Description of approximate model M3

As explained in the last section, approximate model M1 will be most accurate when
the coupling factor is low, while approximate model M2 will be most accurate for
a high coupling factor. This observation leads to the third approximate model that
combines the other two. Model M3 takes a weighted average of model M1 and M2,
where the weight factor depends on the coupling factor. The order fill rate β

(3)
k

obtained by approximate model M3 is given by

β
(3)
k = (1− Fk)β(1)

k + Fkβ
(2)
k .

This weighted average will lead to the same results as model M1 when Fk = 0, in
which case model M1 is identical to model M0. The weighted average will lead to the
same results as model M2 when Fk = 1, in which case model M2 is identical to model
M0.
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3.4.3 Computational Results

The accuracy of the approximate models M1, M2 and M3 has been tested on the
basis of the test bed of Section 3.3. In Tables 3.6 and 3.7, for the symmetric and the
asymmetric instances, respectively, we have listed the differences in the order fill rates
β

(1)
k , β(2)

k and β
(3)
k obtained via M1, M2 and M3 compared to the order fill rates βk

of the original model. Also the performance of the method as used currently is added
for comparison; in this method the dependency between the demands for service tools
is ignored.

Let us define βck as the order fill rate in subproblem k for the currently used method.
These order fill rates are calculated as follows:

βck =
∏
i∈Ik

β̃i =
∏
i∈Ik

(
1− (λ̃itret)Si/Si!∑Si

j=0(λ̃itret)j/j!

)
.

The computation time per instance was on average 1.51, 1.46 and 2.97 seconds for
models M1, M2 and M3, respectively. The maximum computation time was 38.30,
36.77 and 75.04 s for models M1, M2 and M3, respectively. The computations were
executed on a Pentium 4 PC. Recall that the simulation took on average 38.04 s,
with a maximum of 51.49 s. This means that overall the approximate evaluation was
faster, however, for large instances simulation was more efficient.

Table 3.6 Results for M1, M2, M3, and the current method - Symmetric instances

|Ik| Lk λ̃i Fk Service Si βk βc
k − βk β

(1)
k − βk β

(2)
k − βk β

(3)
k − βk

2 3 0.2 0.8 l 1 0.801 -0.106 -0.057 0.006 -0.007
h 2 0.978 -0.011 -0.007 0.001 -0.001

0.5 l 1 0.757 -0.063 -0.032 0.012 -0.010
h 2 0.972 -0.005 -0.003 0.001 -0.001

0.2 l 1 0.718 -0.024 -0.012 0.017 -0.006
h 2 0.969 -0.001 -0.001 0.001 0.000

0.6 0.8 l 1 0.558 -0.167 -0.098 0.024 -0.001
h 3 0.972 -0.011 -0.008 0.001 -0.001

0.5 l 1 0.481 -0.090 -0.050 0.045 -0.002
h 3 0.965 -0.005 -0.003 0.002 -0.001

0.2 l 1 0.423 -0.032 -0.017 0.058 -0.002
h 3 0.962 -0.001 -0.001 0.002 0.000

1 0.8 l 1 0.416 -0.166 -0.104 0.038 0.010
h 4 0.977 -0.008 -0.006 0.001 0.000

0.5 l 1 0.333 -0.083 -0.048 0.067 0.010
h 4 0.972 -0.003 -0.002 0.002 0.000

0.2 l 1 0.276 -0.027 -0.014 0.080 0.005
h 4 0.970 -0.001 0.000 0.002 0.000

Continued on next page
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Table 3.6 Results for M1, M2, M3, and the current method - Symmetric instances
(continued)

|Ik| Lk λ̃i Fk Service Si βk βc
k − βk β

(1)
k − βk β

(2)
k − βk β

(3)
k − βk

3 4 0.2 0.8 l 1 0.772 -0.193 -0.091 0.010 -0.011
h 2 0.973 -0.021 -0.013 0.001 -0.002

0.5 l 1 0.691 -0.112 -0.051 0.024 -0.014
h 2 0.961 -0.010 -0.005 0.002 -0.002

0.2 l 1 0.619 -0.040 -0.017 0.039 -0.006
h 2 0.955 -0.003 -0.002 0.002 -0.001

0.6 0.8 l 1 0.507 -0.262 -0.148 0.037 0.000
h 3 0.965 -0.023 -0.015 0.002 -0.001

0.5 l 1 0.380 -0.135 -0.072 0.075 0.002
h 3 0.952 -0.010 -0.006 0.005 -0.001

0.2 l 1 0.289 -0.045 -0.022 0.102 0.003
h 3 0.945 -0.003 -0.002 0.004 -0.001

1 0.8 l 1 0.360 -0.235 -0.147 0.056 0.016
h 4 0.971 -0.016 -0.011 0.003 0.000

0.5 l 1 0.235 -0.110 -0.064 0.098 0.017
h 4 0.961 -0.007 -0.004 0.004 0.000

0.2 l 1 0.160 -0.035 -0.019 0.118 0.008
h 4 0.957 -0.002 -0.001 0.004 0.000

3 7 0.2 0.8 l 1 0.785 -0.206 -0.100 0.009 -0.013
h 2 0.975 -0.023 -0.015 0.001 -0.002

0.5 l 1 0.702 -0.123 -0.059 0.023 -0.018
h 2 0.963 -0.011 -0.007 0.002 -0.002

0.2 l 1 0.624 -0.046 -0.021 0.038 -0.009
h 2 0.955 -0.004 -0.002 0.002 -0.001

0.6 0.8 l 1 0.525 -0.280 -0.160 0.037 -0.002
h 3 0.967 -0.025 -0.017 0.002 -0.002

0.5 l 1 0.392 -0.148 -0.080 0.075 -0.002
h 3 0.953 -0.011 -0.007 0.005 -0.001

0.2 l 1 0.293 -0.049 -0.024 0.103 0.001
h 3 0.944 -0.003 -0.001 0.005 0.000

1 0.8 l 1 0.376 -0.251 -0.158 0.058 0.015
h 4 0.972 -0.018 -0.013 0.002 -0.001

0.5 l 1 0.244 -0.119 -0.069 0.101 0.016
h 4 0.961 -0.007 -0.004 0.005 0.000

0.2 l 1 0.163 -0.038 -0.021 0.119 0.007
h 4 0.957 -0.002 -0.001 0.004 0.000

5 6 0.2 0.8 l 1 0.717 -0.315 -0.130 0.018 -0.011
h 2 0.963 -0.042 -0.021 0.002 -0.003

0.5 l 1 0.577 -0.175 -0.070 0.048 -0.011
h 2 0.942 -0.022 -0.010 0.005 -0.003

0.2 l 1 0.463 -0.061 -0.023 0.081 -0.002
h 2 0.929 -0.008 -0.004 0.006 -0.002

0.6 0.8 l 1 0.422 -0.326 -0.183 0.058 0.010
h 3 0.952 -0.047 -0.026 0.005 -0.002

0.5 l 1 0.242 -0.147 -0.078 0.115 0.019
h 3 0.929 -0.024 -0.012 0.010 -0.001

0.2 l 1 0.142 -0.047 -0.025 0.142 0.009
h 3 0.913 -0.008 -0.004 0.011 -0.001

1 0.8 l 1 0.275 -0.244 -0.163 0.082 0.033
h 4 0.960 -0.035 -0.021 0.005 0.000

0.5 l 1 0.124 -0.093 -0.059 0.126 0.034
h 4 0.942 -0.017 -0.009 0.009 0.000

0.2 l 1 0.056 -0.025 -0.014 0.137 0.016
h 4 0.931 -0.006 -0.003 0.010 -0.001
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Table 3.7 Results for M1, M2, M3, and the current method - Asymmetric instances

|I| Lk λi CF Service Si βk βc
k − βk β

(1)
k − βk β

(2)
k − βk β

(3)
k − βk

3 4 0.2 0.8 l 1 0.773 -0.193 -0.091 0.009 -0.011
h 2 0.972 -0.021 -0.013 0.001 -0.002

0.5 l 1 0.692 -0.112 -0.051 0.023 -0.014
h 2 0.961 -0.010 -0.006 0.002 -0.002

0.2 l 1 0.620 -0.040 -0.017 0.038 -0.006
h 2 0.954 -0.003 -0.002 0.002 -0.001

0.6 0.8 l 1 0.509 -0.264 -0.148 0.034 -0.002
h 3 0.962 -0.022 -0.015 0.002 -0.001

0.5 l 1 0.382 -0.136 -0.072 0.073 0.000
h 3 0.949 -0.010 -0.006 0.004 0.000

0.2 l 1 0.290 -0.045 -0.022 0.100 0.003
h 3 0.942 -0.003 -0.002 0.005 0.000

1 0.8 l 1 0.363 -0.237 -0.148 0.053 0.013
h 4 0.967 -0.015 -0.010 0.002 0.000

0.5 l 1 0.237 -0.111 -0.064 0.096 0.016
h 4 0.958 -0.006 -0.004 0.004 0.000

0.2 l 1 0.162 -0.035 -0.019 0.116 0.008
h 4 0.953 -0.002 -0.001 0.004 0.000

For all instances, the differences β(1)
k −βk are negative and the differences β(2)

k −βk are
positive. Thus, M1 leads to underestimations for the order fill rates in all instances,
while M2 leads to overestimations. This is directly related to the fact that we assume
minimal and maximal coupling, respectively, for tools in the repair pipeline. Minimal
coupling in returns leads to a minimal correlation between on-hand stocks of the tools,
which, intuitively, has a negative effect on order fill rates, and for maximal coupling
this is the other way around.

The accuracy of the approximations obtained via M1 varies from reasonable to very
good. The absolute difference |β(1)

k − βk| is on average equal to 0.038. For instances
with, respectively, weak, medium and strong coupling, the averages are 0.010, 0.034
and 0.071, and thus M1 is indeed most accurate for low coupling factors. When the
service levels increase due to higher base stock levels, the performance becomes better;
the average absolute difference is 0.069 when all base stock levels are 1, which is the low
service case, versus 0.007 with higher base stock levels, which lead to a high service.
For different failure rates, there is no significant difference in the performance of model
M1. The averages for the absolute difference |β(1)

k − βk| for low, medium and high
demand rates are 0.031, 0.044 and 0.040, respectively. For symmetric and asymmetric
instances, the absolute errors are 0.038 and 0.038, respectively. This means that there
is no significant difference between the performance of the approximate models for
the symmetric and the asymmetric instances. The largest relative difference (59%) is
seen when the service is low and the coupling is high. When the service is high, which
is the most common situation, the maximum relative difference is 3%. Summarizing,
we can say that M1 performs well when the fill rates are high, and then especially
when the coupling factor is low.
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The accuracy of the approximations obtained via M2 also varies from reasonable
to very good. The absolute difference |β(2)

k − βk| is on average equal to 0.033. For
instances with respectively weak, medium and strong coupling, the averages are 0.046,
0.035 and 0.019, and thus M2 is indeed most accurate when there is strong coupling.
When the service levels increase due to higher base stock levels, the performance
becomes better; the average absolute difference is 0.063 when all base stock levels are
1, which is the low service case, versus 0.004 with higher base stock levels, when the
service is high. For different failure rates, there are differences in the performance of
model M2. The averages for the absolute difference |β(2)

k − βk| for low, medium and
high demand rates are 0.015, 0.038 and 0.047 respectively. Approximate model M2

thus performs better for lower failure rates. For symmetric and asymmetric instances,
the absolute errors are 0.034 and 0.032, respectively. This means that there is no
significant difference between the performance of the approximate models for the
symmetric and the asymmetric instances. The largest relative difference (245%) is
seen when the service is low and the coupling is low. When the service is high, which is
the most common situation, the maximum relative difference is 1.2%. Summarizing,
we can say that M2 performs well when the fill rates are high, and then especially
when the coupling factor is high.

The accuracy of approximate model M3 is very good. The average absolute difference
between model M3 and the original model, |β(3)

k − βk|, is 0.005. For instances
with, respectively, weak, medium and strong coupling, the averages are 0.003, 0.007
and 0.006, and thus M3 is almost equally accurate for high, medium and low
coupling factors. When the service levels increase due to higher base stock levels,
the performance becomes better; the average absolute difference is 0.010 when all
base stock levels are 1, which lead to low service levels, versus 0.001 with higher
base stock levels, which lead to high service levels. For different failure rates, there
is no significant difference in the performance of model M3. The averages for the
absolute difference |β(3)

k − βk| for low, medium and high demand rates are 0.006,
0.002 and 0.008, respectively. For symmetric and asymmetric instances, the absolute
errors are 0.006 and 0.005, respectively. This means that there is no significant
difference between the performance of the approximate models for the symmetric
and the asymmetric instances. The largest relative difference (28%) is seen when the
service is low and the coupling is high. When the service is high, which is the most
common situation, the maximum relative difference is 0.3%. Summarizing, we can
say that M3 performs well in all instances. The maximum absolute error is 0.034,
which is about the same as the average performance of the other approximations.

The currently used method leads to an underestimation of the service offered to
customers. The average difference between this approximation and the original model,
βck−βk is -0.070. If we compare the average absolute differences of approximate models
M1 and M2 with the current method, we see that both models lead to an improvement
of almost 50%, which is a significant improvement. However, for approximate model
M3, we even see an improvement of over 90% compared to the current method.
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In conclusion, approximate model M3 leads to efficient and accurate approximations
in all instances tested. Therefore, M3 is definitely appropriate to be used in an
optimization algorithm for the stock levels of service tools. The models M1 and M2

might be less appropriate, since they lead to poor approximations in some cases.

3.5. Conclusion

We studied an evaluation model for the order fill rate in a multi-item inventory system
for service tools, with coupled demands and coupled returns. We showed that this
full evaluation model decomposes into smaller subproblems. For these subproblems,
we showed that the steady-state behavior is almost insensitive to whether return
times are deterministic or exponential. Based on that insight, we formulated three
approximate models M1, M2 and M3, and we found that model M3 leads to efficient
and fairly accurate approximations in all considered instances.

The comparison with the current way of evaluating the order fill rates shows that there
is a large improvement possible by incorporating the coupled demands in approximate
evaluations. This encourages further research. First of all, the proposed approximate
evaluation model can be used in an optimization model for service tools in a single
location, which will be described in Chapter 5. Later, this can be extended to a
model including multiple locations to resemble practice even more, which is discussed
in Chapter 6. But first, in Chapter 4, we prove that the approximate models M1 and
M2 are indeed lower and upper bounds, respectively, on Model M0.
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Chapter 4

Comparing Markov chains:
Combining aggregation and
precedence relations applied
to sets of states

4.1. Introduction.

In Chapter 3, an accurate and efficient evaluation model was developed for the service
tool problem. Although a fast evaluation model is very useful, it might also be good
to have some even faster bounds on the average service level. These can in turn be
used to get bounds for the costs when we want to develop an optimization model.
Therefore, the following research objective is set:

4. Develop bounds for the average service level of the single-location service tools
problem including coupled demands and coupled returns.

The evaluation model of Chapter 3 combined two other models, M1 and M2, that over-
and underestimated the service level in all instances. This led to the conjecture that
these models lead to provable bounds for the original model. So, research objective
4 mainly concerned proving that these models are indeed bounds. We have not been
able to prove these results by any existing proof method. Therefore, we developed a
new method, which we describe in this chapter.

In this chapter, we first review literature on different methods used to cope with large
Markov chains. Afterwards, we describe one specific method, the precedence relations
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method, in more detail, followed by a simple example illustrating the limitations of
this method. Then we describe our new method, which is a generalization of the
precedence relations method. Afterwards, we prove some relations for the example to
show the applicability of the method. Then, we explain how aggregation can be used
in combination with our new method. Finally, our method is applied to our service
tool problem.

In Markov chain modeling, one often faces the problem of combinatorial state space
explosion: modeling a system completely requires an unmanageable - combinatorial -
number of states. Many high-level formalisms, such as queueing networks or stochastic
Petri nets, have been developed to simplify the specification and storage of the Markov
chain. However, these models only rarely have closed-form solutions, and numerical
methods are inefficient when the size of the state space becomes very large or for
models with infinite state space that do not exhibit a special repeating structure that
admits a matrix analytic approach (Neuts, 1981). Typically, the latter approach is
quite limited if the state space is infinite in more than one dimension. An alternative
approach to cope with state space explosion is to design new models that (i) provide
bounds for a specific measure of interest (for instance the probability of a failure in a
complex system); and (ii) are simpler to analyze than the original system.

Establishing point (i) - the bounding relationship between the original and new
(bounding) systems - may be based on different arguments. Potentially the most
general way of obtaining bounds is by stochastic comparison, which gives bounds
for a whole family of reward (or cost) functions (for instance increasing or convex
functions). Furthermore, stochastic comparison provides bounds for both the
steady-state and transient behavior of the studied model. Many results have been
obtained using strong stochastic order (i.e. generated by increasing functions) and
coupling arguments (Lindvall, 1992). Recently, an algorithmic approach has been
proposed (Fourneau and Pekergin, 2002) to construct stochastic bounds, based
on stochastic monotonicity; this stochastic monotonicity provides simple algebraic
sufficient conditions for stochastic comparison of Markov chains. Ben Mamoun et al.
(2006) showed that an algorithmic approach is also possible using increasing convex
ordering that allows one to compare variability. The clear advantage of stochastic
comparison is its generality: it provides bounds for a whole family of rewards, both
for the steady-state and transient behavior of the studied system. Its drawback is that,
due to its generality, it requires strong constraints that may not apply to the system
of interest. For more details on the theoretical aspects of stochastic comparison we
refer the reader to Muller and Stoyan (2002), and Shaked and Shantikumar (1994).

For this reason more specialized methods than stochastic comparison have also been
developed, which apply only to one specific function, and only in the steady-state.
Muntz et al. (1989) proposed an algebraic approach to derive bounds of steady-state
rewards without computing the steady-state distribution of the chain, founded on
results of Courtois and Semal (1985, 1986) on eigenvectors of non-negative matrices.
This approach was specially designed for reliability analysis of highly reliable systems,
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and requires special constraints on the structure of the underlying Markov chain. This
approach was further improved and generalized by various authors (Lui and Muntz,
1994, Semal, 1995, Carrasco, 1999, Mahevas and Rubino , 2001), but the primary
assumption for its applicability is still that there is a very small portion of the state
space that has a very high probability of occurrence, while the other states are almost
never visited.

Similarly, Van Dijk (1998) (see also Van Dijk and Van der Wal, 1989) proposed a
different method for comparing two chains in terms of a particular reward function,
often referred to as the Markov reward approach. This method allows the comparison
of mean cumulated and average rewards for two given chains. A simplified version of
the Markov reward approach, called the precedence relation method, was proposed
by Van Houtum et al. (1998). The origin of the precedence relation method dates
back to Adan et al. (1994), and it has been successfully applied to various problems
(Van Houtum et al., 2001, Tandra et al. 2004, Leemans 2000). The advantage
of this method is its straightforward description of the modifications of the initial
model. The precedence relation method consists of two steps. Precedence relations
are first established on the states of the system, based on the reward function (or
family of functions) one wants to study. Then an upper (resp. lower) bound for the
initial model can be obtained simply by redirecting the transitions to greater (resp.
smaller) states with respect to the precedence relations established in the first step.
A significant drawback of the precedence relation method is that it can be applied
only to derive bounding models obtained by replacing one transition by another with
the same probability: the method does not allow the simultaneous replacement of one
transitions by a transition to a greater state and another transition by a transition to
a smaller state. Such a modification is typically needed, for example, if one wants to
keep the mean behavior of a part of the system (for instance arrivals to a queue), but
change the variability (for instance the variability in the interarrival times of clients).
One small example of such a system is given in Section 4.3.

We propose a generalization of precedence relations to sets of states. This significantly
increases the applicability of the precedence relation method, by allowing the
replacement of one set of transitions by another set, where part of the set consists of
greater states and the other part out of smaller states.

We now discuss point (ii): how to derive models that are simpler to solve. In the
context of stochastic comparison, different types of bounding models have been used:
models having closed form solutions, models that are easier to analyze using numerical
methods, and aggregation (Fourneau and Pekergin, 2002, Fourneau et al., 2004). To
the best of our knowledge, the precedence relation method has been combined only to
the first two simplifications. We show here that it is also compatible with aggregation.
Thus we prove the validity of applying the precedence relation method on sets of
states, in concert with the simplifying technique of aggregation.

To illustrate our new technique, we use as an example the service tool problem.
This problem, introduced in Chapter 3, models a single-location multi-item inventory
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system in which customers demand different sets of service tools, needed for a specific
maintenance action, from a stock point. Items that are available in stock are delivered
immediately; items that are not in stock are delivered via an emergency shipment,
and lost for the location under consideration. (This is called partial order service as
in Song et al. (1999).) All non-emergency items are replenished (returned from the
customer) together after a stochastic replenishment time. The service level in this
problem is defined as the aggregate order fill rate, the fraction of orders for which all
requested items can be delivered from stock immediately.

In Chapter 3, we developed an efficient and accurate approximate evaluation model
for this problem that combines two different evaluation models. In the numerical
study, one of their models (M1) always led to an overestimation of the order
fill rates compared to the original model, while the other (M2) always led to
an underestimation. Using the generalization of the precedence relation method
in combination with aggregation, we prove that these two models indeed provide
analytical bounds for the original model.

This paper is organized as follows. In Section 4.2 we give an overview of the precedence
relation method proposed by Van Houtum et al. (1998). In Section 4.3 we show the
limits of this method and we propose and prove the validity of our generalization.
Section 4.4 is devoted to aggregation and its connections with our method. In
Section 4.5 we illustrate our technique on the service tool problem, proving that the
approximations proposed in Chapter 3 do provide a lower and an upper bound for
the original model. These bounding models have a state space that is highly reduced
compared to the original system: its dimension is equal to the number of different
types of tools (I), while the original model has dimension 2I . Finally, Appendix 4.A
contains a supermodularity characterization on a discrete lattice, that is used in the
proof of supermodularity for order fill rates for the bounding models (M1 and M2),
given in Appendix 4.B.

4.2. Precedence relations.

Let {Xn}n≥0 be an irreducible, aperiodic and positive recurrent discrete time Markov
chain (DTMC) on a countable state space S. We will denote by P the corresponding
transition matrix and by π the stationary distribution. For a given reward (or cost)
function r : S → R, the (long-term) average reward is given by:

a =
∑
x∈S

r(x)π(x).

Directly computing the stationary distribution π is often difficult if, for instance, the
state space is infinite in many dimensions or finite, but prohibitively large. The main
idea of the precedence relation method proposed by Van Houtum et al. (1998) is to
obtain upper or lower bounds for a without explicitly computing π. By redirecting
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selected transitions of the original model, the graph of the chain is modified to obtain
a new chain that is significantly easier to analyze. For example, one might essentially
truncate the chain by blocking the outgoing transitions from a subset of states. Note
that this might produce a modified chain that is not irreducible. We will assume
in this case that the modified chain has only one recurrent class, which is positive
recurrent. Then we can restrict our attention to this recurrent class S̃ ⊂ S, and thus
the stationary distribution π̃ of the modified chain is still well defined.

Some special care needs to be taken in order to ensure that the reward function of the
new chain provides bounds on the reward function of the original chain. We denote
by vt(x) (resp. by ṽt(x)) the expected cumulated reward over the first t periods for
the original (resp. modified) chain when starting in state x ∈ S:

vt(x) = r(x) +
∑
y∈S

P [x, y]vt−1(y), t ≥ 1, (4.1)

where v0(x) := 0, ∀x ∈ S. If we can show that

vt(x) ≤ ṽt(x),∀x, ∀t ≥ 0, (4.2)

then we have also the comparison of average rewards:

a = lim
t→∞

vt(x)
t
≤ lim
t→∞

ṽt(x)
t

= ã.

In order to establish (4.2), a precedence relation � is defined on state space S as
follows:

x � y if vt(x) ≤ vt(y), ∀t ≥ 0.

When we are talking about rewards, we will often say that a state x is less attractive
than y if x � y.

The following theorem states that redirecting transitions to less (more) attractive
states results in an lower (upper) bound for mean stationary reward (Van Houtum et
al., 1998 [Theorem 4.1]):

Theorem 4.1 Let {Xn} be a DTMC and let {Yn} be a chain obtained from {Xn} by
replacing some transitions (x, y) with transitions (x, y′) such that y � y′. Then:

vt(x) ≤ ṽt(x),∀x, ∀t ≥ 0.

If both chains have steady-state distributions, then a ≤ ã.

The above theorem allows one to easily construct bounding models by redirecting
possibly only a few transitions. Van Houtum et al. (1998) illustrated their approach
on the example of a system with the Join the Shortest Queue routing. In the following
section we illustrate some of the limitations of the precedence relation approach before
proposing its generalization.
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4.3. Precedence relations on sets of states.

The precedence relation method allows one to redirect transitions: the destination
of the transition is modified, while its probability remains the same. The following
simple example shows one of the limitations of the precedence relation method, namely
that the method does not allow for simultaneous replacement of one transition with
a transition to a greater state and another transition with a transition to a smaller
state.

Example 4.1 (Single queue with batch arrivals)

We consider a single queue with two types of jobs:

• Class 1 jobs arrive individually following a Poisson process with rate λ1.

• Class 2 jobs arrive by batches of size 2, following a Poisson process with rate
λ2.

We assume a single exponential server with rate µ, and let x denote the number of
jobs in the system. Then the following events can occur in the system:

event rate transition condition
type 1 arrival λ1 x+ 1 -
type 2 arrival λ2 x+ 2 -

service µ x− 1 x > 0

Without loss of generality, we assume that λ1 + λ2 + µ = 1. Thus we can consider
λ1, λ2 and µ as the probabilities of the events in the corresponding discrete time
(uniformized) chain. Suppose that we are interested in the mean number of jobs.
The appropriate reward function is thus r(x) = x, ∀x. The corresponding t-period
rewards satisfy:

vt+1(x) = r(x) + λ1vt(x+ 1) + λ2vt(x+ 2) + µvt(x− 1)1{x>0}

+µvt(x)1{x=0}, x ≥ 0, t ≥ 0.

Denote respectively by A1, A2 and S the t-period rewards in new states after an
arrival of type 1, an arrival of type 2 and a service in state x:

• A1(x, t) = vt(x+ 1),

• A2(x, t) = vt(x+ 2),

• S(x, t) = vt(x− 1)1{x>0} + vt(x)1{x=0}.
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Then:

vt+1(x) = r(x) + λ1A1(x, t) + λ2A2(x, t) + µS(x, t), x ≥ 0, t ≥ 0. (4.3)

Now, suppose some class 1 jobs become class 2 jobs, keeping the total arrival rate
constant. This means that these jobs arrive less often (only half of the previous rate),
but they arrive in batches of size 2 (Figure 4.1). Then:

λ
′

1 = λ1 − ε and λ
′

2 = λ2 +
ε

2
,

where 0 < ε ≤ λ1. The total arrival rate is the same in both models, but the
interarrival times of customers are more variable, i.e., the average time between
batches increases, but the mean batch size is larger.

λ 2

1 λ
µ µ

λ 2

1 λ

+ ε/2

− ε

Figure 4.1 Batch arrivals.
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Figure 4.2 Batch arrivals: redirecting transitions.

Different transitions for both models are shown in Figure 4.2. Note that a part of the
transition rate that corresponds to the arrivals of type 1 is replaced by a new transition
that corresponds to the arrivals of type 2, but the rate is divided by two. This can be
also seen as replacing one transition with rate ε by two transitions, each with rate ε/2;
we can consider a “fake” transition (x, x) with rate ε/2 in the continuous time model,
that is transformed into a strictly positive diagonal term in the discrete time model,
after uniformization. Thus we cannot directly apply Theorem 4.1, since it does not
allow simultaneously replacing one transition with a transition to a greater state and
another transition with a transition to a smaller state. Note that within this reasoning,
we assume here that the function is non-decreasing (vt(x) ≤ vt(x + 1), x ≥ 0, t ≥ 0).
This property will be shown in Example 4.2. ♦

In the following we propose a more general method, that allows us to replace a
transition or more generally a set of transitions by another set of transitions having
the same aggregate rate. Also, only a part of some transitions might be redirected.
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4.3.1 Generalization of precedence relations.

To aid intuition, we will introduce the main ideas by considering a single state x ∈ S.
(The general result will be proved later, in Theorem 4.2.) Assume we want to replace
(redirect) the outgoing transitions from x to a subset A by transitions to another
subset B. For instance, in Figure 4.3 we want to replace transitions to A = {a1, a2}
by transitions to B = {b1, b2, b3} . We might also have some transitions from x to
states that are not in A and that we do not want to redirect (transitions to states u
and v in Figure 4.3).

�
�
�
� ��

��
��
��
��

����
��

��
��
��
��

����

�
�
�
�

x

1

3

2

b

b

b

a 1

a 20.1

0.4

0.25

0.25

u

v
�
�
�
� ��

��
��
��
��

����
��

��
��
��
��

����

�
�
�
�

x

1

3

2

b

b

b

a 1

a 20.1

0.4

0.1

0.1

0.3

u

v

Figure 4.3 Redirecting the sets of transitions.

Furthermore, we might want to redirect transitions only partially: in Figure 4.4 only
the half of probability of transitions to A is replaced by transitions to B. Thus in
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Figure 4.4 Partial redirection of transitions.

order to describe the redirection of a set of transitions we will need to provide:

• the set A (resp. B) and the probabilities of transitions to each state in A (resp.
B);

• the weight factor ∆ (the amount of each transition to be redirected; the same
scalar ∆ is applied to all transitions to states in A). Note that ∆ gives us the
option of only redirecting part of a transition.
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Information on sets A and B and the corresponding transition probabilities will be
given by two vectors α = (α(z))z∈S and β = (β(z))z∈S . Since the information on the
amount to be redirected will be given by a weight factor, we only need the relative
probabilities of transitions to the respective sets A and B. Therefore it is convenient
to renormalize the vectors α and β. The modifications in Figures 4.3 and 4.4 can now
be described by vectors α = 0.5δa1 + 0.5δa2 and β = 0.2δb1 + 0.2δb2 + 0.6δb3 , where
δa denotes the Dirac measure in a:

δa(z) =
{

1, z = a,
0, z 6= a

, z ∈ S.

The weight factor ∆ is equal to 0.5 in Figure 4.3 and to 0.25 in Figure 4.4.

We now formally generalize the previous example. Let α and β be two stochastic
vectors: α(z) ≥ 0, β(z) ≥ 0, ∀z ∈ S and ||α||1 = ||β||1 = 1 (where ||α||1 :=∑
z∈S α(z) is the usual 1-norm). Let {Xn} be an irreducible, aperiodic and positive

recurrent DTMC with transition probability matrix P and t-period reward functions
vt, satisfying the following relation:∑

z∈S
α(z)vt(z) ≤

∑
z∈S

β(z)vt(z), t ≥ 0. (4.4)

Let A and B denote the supports of vectors α and β respectively:

A = supp(α) = {z ∈ S : α(z) > 0}, B = supp(β) = {z ∈ S : β(z) > 0}.

If (4.4) holds, we will say that the set of states A is less attractive than the set B
with respect to probability vectors α and β, and we will denote this:

A �α,β B.

We will show that if A �α,β B, replacing the outgoing transitions to A (with
probabilities α) by the outgoing transitions to B (with probabilities β) leads to an
upper bound for t-period rewards (and thus also for the average reward, when it
exists). Before giving this result in Theorem 4.2, note that relation (4.4) is indeed a
generalization of precedence relations of states:

Remark 4.1 Suppose x � y, for some x, y ∈ S. Set α = δx and β = δy. Then (4.4)
becomes:

vt(x) ≤ vt(y), t ≥ 0,

which is equivalent to x � y by definition.

To see that (4.4) indeed is more general than the precedence relation method (Van
Houtum et al., 1998), let α = δx and β = 1

2δy + 1
2δz, x, y, z ∈ S. Then (4.4) becomes:

vt(x) ≤ 1
2
vt(y) +

1
2
vt(z), t ≥ 0.
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We can write this {x} �δx,
1
2 δy+ 1

2 δz
{y, z}. By taking y = x+ 1 and z = x− 1 this is

exactly the relation we need to prove in Example 4.1. The proof of this relation for
Example 4.1 will be given in Section 4.3.2.

Replacing the outgoing transitions that correspond to the set A and probabilities α
by the transitions that correspond to the set B and probabilities β (called (α, β)-
redirection in the following), can be also represented in matrix form. The matrix
Tα,β(x) defined as:

Tα,β(x)[w, z] =
{
β(z)− α(z), w = x,
0, w 6= x,

(4.5)

describes the (α, β)-redirection of the outgoing transitions from state x ∈ S. The
transition matrix of the modified chain after (α, β)-redirection of the outgoing
transitions from state x ∈ S is then given by:

P̃ = P + ∆α,β(x)Tα,β(x),

with the weight factor ∆α,β(x), 0 ≤ ∆α,β(x) ≤ 1. (Note that if ∆α,β(x) = 0, we do
not modify the chain.) In order for P̃ to be a stochastic matrix, the weight factor
∆α,β(x) must satisfy:

0 ≤ P [x, y] + ∆α,β(x)(β(y)− α(y)) ≤ 1, y ∈ S, (4.6)

which can be also written as:

∆α,β(x) ≤ min
{

min
y : α(y)>β(y)

{
P [x, y]

α(y)− β(y)

}
, min
y : α(y)<β(y)

{
1− P [x, y]
β(y)− α(y)

}}
.

Without loss of generality, we can assume that the supports of α and β are disjoint:
A ∩ B = ∅. Indeed, if there exists y ∈ S such that α(y) > 0 and β(y) > 0, then
we can define new vectors α′ = 1

1−c (α − cey) and β′ = 1
1−c (β − cey), where c =

min{α(y), β(y)}. Relation (4.4) is then equivalent to:∑
z∈S

α′(z)vt(z) ≤
∑
z∈S

β′(z)vt(z), t ≥ 0.

Assuming A and B are disjoint, relation (4.6) has an intuitive interpretation given as
Proposition 4.1: one can only redirect the existing transitions.

Proposition 4.1 For vectors α and β with supports A ∩ B = ∅ condition (4.6) is
equivalent to:

α(y)∆α, β(x) ≤ P [x, y], y ∈ S. (4.7)

Proof: Relation (4.7) follows trivially from (4.6) as α(y) > 0 and A ∩ B = ∅ imply
β(y) = 0. In order to see that (4.7) implies (4.6), we will consider the following cases
for an arbitrary y ∈ S:
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• α(y) > 0. Then β(y) = 0 so relation (4.6) becomes: 0 ≤ P [x, y]−∆α,β(x)α(y) ≤
1. As we assumed that 0 ≤ ∆α,β(x) ≤ 1, and 0 ≤ α(y) ≤ 1, the right inequality
is trivial and the left one is simply relation (4.7).

• β(y) > 0. Then α(y) = 0 so relation (4.6) becomes: 0 ≤ P [x, y]+∆α,β(x)β(y) ≤
1. The left inequality is trivial. For the right one we have, using the fact that
P is a stochastic matrix and β(y) ≤ 1:

P [x, y] + ∆α,β(x)β(y) ≤ 1−
∑
z 6=y

P [x, z] + ∆α,β(x)

≤ 1−
∑
z 6=y

∆α,β(x)α(z) + ∆α,β(x)

= 1 + ∆α,β(x)

1−
∑
z 6=y

α(z)


= 1 + ∆α,β(x)α(y) = 1,

where the second inequality follows from (4.7).

• Finally the case α(y) = β(y) = 0 is trivial. 2

Until now we have considered only one state x and only one relation (α, β). Typically,
we will redirect outgoing transitions for a subset of the state space, and we may need
more than one relation. Let R be a set of relations that are satisfied for our model.
We will denote by Rx ⊂ R the set of all relations that will be used for a state x ∈ S.
(If the outgoing transitions for a state x ∈ S do not change, we will set Rx := ∅.)
Note that the same relation (α, β) could be applied to different states x and x′ (i.e.
(α, β) ∈ Rx ∩ Rx′). In that case the corresponding weight factors ∆(α,β)(x) and
∆(α,β)(x′) need not to be equal. Also, there could be different relations (α, β) and
(α′, β′) that have the same supports A and B; we might even have that A �(α,β) B,
but B �(α′,β′) A (if supp(α) = supp(β′) = A and supp(β) = supp(α′) = B). The
following theorem states that under similar conditions as (4.4) and (4.6) (for all states
and for a family of precedence relations), the t-period rewards ṽt of the modified chain
satisfy:

vt(x) ≤ ṽt(x), x ∈ S, t ≥ 0.

Theorem 4.2 Let {Xn} be an irreducible, aperiodic and positive recurrent DTMC
with transition probability matrix P and a reward r that is bounded from below:

∃m ∈ R, r(x) ≥ m, ∀x ∈ S. (4.8)

Denote by vt, t ≥ 0, the corresponding t-period rewards. Let R be a set of pairs of
stochastic vectors such that for all pairs (α, β) ∈ R:∑

y∈S
α(y)vt(y) ≤

∑
y∈S

β(y)vt(y), t ≥ 0. (4.9)
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Let Rx ⊂ R, x ∈ S (the precedence relations that will be applied to a state x ∈ S).
Let {Yn} be a DTMC with transition probability matrix P̃ given by:

P̃ = P +
∑
x∈S

∑
(α,β)∈Rx

∆α,β(x)Tα,β(x),

where the factors ∆α,β(x), x ∈ S, (α, β) ∈ Rx, satisfy:

0 ≤ P [x, y] +
∑

(α,β)∈Rx

∆α,β(x)(β(y)− α(y)) ≤ 1, x, y ∈ S (4.10)

(i.e. 0 ≤ P̃ [x, y] ≤ 1, x, y ∈ S).

Then the t-period rewards ṽt of the modified chain satisfy:

vt(x) ≤ ṽt(x), x ∈ S, t ≥ 0. (4.11)

Symmetrically, if (4.9) is replaced by:∑
y∈S

α(y)vt(y) ≥
∑
y∈S

β(y)vt(y), t ≥ 0, (4.12)

for all (α, β) ∈ R, then the t-period rewards ṽt of the modified chain satisfy:

vt(x) ≥ ṽt(x), x ∈ S, t ≥ 0. (4.13)

Proof: We will prove (4.11) by induction on t. For t = 0 we have v0(x) = ṽ0(x) :=
0, x ∈ S, so (4.11) is trivially satisfied. Suppose (4.11) is satisfied for t ≥ 0. Then for
t+ 1 we have:

ṽt+1(x) = r(x) +
∑
y∈S

P̃ [x, y]ṽt(y)

≥ r(x) +
∑
y∈S

P̃ [x, y]vt(y)

= r(x) +
∑
y∈S

P [x, y] +
∑

(α,β)∈Rx

∆α,β(x)Tα,β(x)[x, y]

 vt(y)

= r(x) +
∑
y∈S

P [x, y]vt(y) +
∑

(α,β)∈Rx

∆α,β(x)Tα,β(x)[x, y]vt(y)

= vt+1(x) +
∑

(α,β)∈Rx

∆α,β(x)Tα,β(x)[x, y]vt(y).

Relation (4.10) implies that for all y ∈ S the series absolutely converges (in R+ ∪
{+∞}) if vt is bounded from below. (Note that if r is bounded from below then
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vt is bounded from below for each t.) Thus, using relation 4.5 and interchanging
summation:

ṽt+1(x) ≥ vt+1(x) +
∑

(α,β)∈Rx

∆α,β(x)
∑
y∈S

(β(y)− α(y)) vt(y)

≥ vt+1(x).

2

Remark 4.2 If for all x ∈ S there is only a finite number of outgoing transitions
from x, both in the initial and in the modified chain, then the result of Theorem 4.2
holds without condition 4.8. In other words, in this case the reward function r can
be unbounded.

Corollary 4.1 Under the same conditions as in Theorem 4.2, if the modified chain is
aperiodic and has only one recurrent class that is positive recurrent, then the average
reward of the modified chain {Yn} is an upper bound (a lower bound in case of (4.12))
for the average reward of the original chain {Xn}.

4.3.2 Proving the relations.

The steps in order to prove a bound are to first identify the set R, and then to prove
the corresponding relations for the t-period rewards. We will illustrate this steps on
our simple example of a queue with batch arrivals, discussed in Example 4.1.

Example 4.2 Consider again the two models from Example 4.1. We will show that:

vt(x) ≤ ṽt(x), x ≥ 0, t ≥ 0, (4.14)

where vt denotes the t-period rewards for the original chain and ṽt for the modified
chain for reward function r(x) = x, ∀x. For each x ≥ 0, we want to replace a part of
the transition that goes to x+ 1 by two new transitions that go to x and x+ 2. We
will define vectors αx and βx as follows:

αx(y) = δx+1(y), βx(y) =
1
2

(δx(y) + δx+2(y)) , y ∈ S.

Let Rx = {(αx, βx)}, x ∈ S. Then R = ∪x∈SRx = {(αx, βx) : x ∈ S}.
Furthermore, let:

∆(x) := ∆αx,βx(x) = ε, x ∈ S,
with 0 < ε ≤ λ1. Let P be the transition probability matrix of the original discrete
time model. The transition matrix of the modified chain is then given by:

P̃ = P +
∑
x∈S

∑
(α,β)∈Rx

∆α,β(x)Tα,β(x) = P +
∑
x∈S

εTαx,βx
(x).
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Relation (4.9) for (αx, βx), x ≥ 0, is equivalent to convexity of functions vt, t ≥ 0:

vt(x+ 1) ≤ 1
2
vt(x+ 2) +

1
2
vt(x), x ≥ 0, t ≥ 0.

Thus, if we prove that vt, t ≥ 0 are convex, then Theorem 4.2 implies (4.14), as our
reward function r is positive, and (4.10) holds from the definition of ε.

In the proof of convexity of vt, t ≥ 0, we will also use an additional property. We will
show by induction on t that for each t ≥ 0, the function vt is:

1. Non-decreasing: vt(x) ≤ vt(x+ 1), x ≥ 0.

2. Convex: 2vt(x+ 1) ≤ vt(x+ 2) + vt(x), x ≥ 0.

Assume this holds for a given t ≥ 0 (for t = 0, v0 := 0 is obviously non-decreasing
and convex). Then for t+ 1 we have (see (4.3) in Example 4.1):

vt+1(x) = r(x) + λ1A1(x, t) + λ2A2(x, t) + µS(x, t), x ≥ 0.

We consider separately one period rewards, arrivals of each type, and service.

• One period rewards. v1 = r is obviously non-decreasing and convex.

• Type 1 arrivals.

– Non-decreasing. For x ≥ 0, A1(x+1, t)−A1(x, t) = vt(x+2)−vt(x+1) ≥ 0,
since vt is non-decreasing.

– Convex. For x ≥ 0, A1(x + 2, t) + A1(x, t) − 2A1(x + 1, t) = vt(x + 3) +
vt(x+ 1)− 2vt(x+ 2) ≥ 0, since vt is convex.

• Type 2 arrivals.

– Non-decreasing. For x ≥ 0, A2(x+1, t)−A2(x, t) = vt(x+3)−vt(x+2) ≥ 0,
since vt is non-decreasing.

– Convex. For x ≥ 0, A2(x + 2, t) + A2(x, t) − 2A2(x + 1, t) = vt(x + 4) +
vt(x+ 2)− 2vt(x+ 3) ≥ 0, since vt is convex.

• Service.

– Non-decreasing. For x ≥ 0, S(x+1, t)−S(x, t) = vt(x)−vt(x−1)1{x>0}−
vt(x)1{x=0} = (vt(x)− vt(x− 1))1{x>0} ≥ 0, since vt is non-decreasing.

– Convex. For x ≥ 0, S(x + 2, t) + S(x, t) − 2S(x + 1, t) = vt(x + 1) +
vt(x− 1)1{x>0} + vt(x)1{x=0} − 2vt(x) = 1{x>0}(vt(x + 1) + vt(x − 1) −
2vt(x)) + 1{x=0}(vt(x + 1) − vt(x)) ≥ 0, since vt is non-decreasing and
convex.

Thus vt+1 is non-decreasing and convex.
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Applying Theorem 4.2 we have vt(x) ≤ ṽt(x), x ≥ 0, t ≥ 0, that is the number of
jobs in the system increases if we have more variable arrivals. ♦

Remark 4.3 The goal of this example is only to illustrate the generalization of
precedence relation method. Note that the above result can be also obtained by
using stochastic recurrences and icx-order (see for instance Baccelli and Bremaud,
2003).

A primary use of precedence relations is to enable bounds to be established by
analyzing simpler (smaller) systems. As mentioned in the introduction, one common
simplification of a chain is to reduce its state space using aggregated bounds. We
examine this technique next.

4.4. Aggregation.

In this and the following sections we assume that the state space of the chain is finite,
as we will use results in Kemeny and Snell (1976) on the aggregation of finite Markov
chains. Let C = {Ck}k∈K be a partition of the state space S into macro-states:

∪k∈KCk = S, Ci ∩ Cj = ∅, ∀i 6= j.

Definition 4.1 (Kemeny and Snell, 1976) A Markov chain X = {Xn}n≥0 is strongly
aggregable (or lumpable) with respect to partition C if the process obtained by merging
the states that belong to the same set into one state is still a Markov chain, for all
initial distributions of X0.

There are necessary and sufficient conditions for a chain to be strongly aggregable:

Theorem 4.3 (Matrix characterization, Kemeny and Snell (1976) [Theorem 6.3.2])
A DTMC X = {Xn}n≥0 with probability transition matrix P is strongly aggregable
with respect to C if and only if :

∀i ∈ K,∀j ∈ K,
∑
y∈Cj

P [x, y] is constant for all x ∈ Ci. (4.15)

Then we can define a new (aggregated) chain Y = {Yn}n≥0 with transition matrix Q.
For all i, j ∈ K:

Q[i, j] =
∑
y∈Cj

P [x, y], x ∈ Ci.

There are many results on aggregation of Markov chains, however they primarily
consider the steady-state distribution. Surprisingly, we were not able to find the
following simple property, so we provide it here with a proof.
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Proposition 4.2 Let X = {Xn}n≥0 be a Markov chain satisfying (4.15) and Y =
{Yn}n≥0 the aggregated chain. Let r : S → R be a reward function that is constant
within each macro-state, i.e. there exist rk ∈ R, k ∈ K such that for all k ∈ K:

r(x) = rk, ∀x ∈ Ck.

Denote by vt and wt the t-period rewards for chains X and Y . Then for all k ∈ K:

vt(x) = wt(k), x ∈ Ck, t ≥ 0. (4.16)

Proof: We will show (4.16) by induction on t.

Suppose that (4.16) is satisfied for t ≥ 0 (for t = 0 this is trivially satisfied). Then
for t+ 1 and k ∈ K:

vt+1(x) = r(x) +
∑
y∈S

P [x, y]vt(y) = rk +
∑
j∈K

∑
y∈Cj

P [x, y]vt(y).

By the induction hypothesis vt(y) = wt(j), j ∈ K, y ∈ Cj , and from Theorem 4.3,
for x ∈ Ck,

∑
y∈Cj

P [x, y] = Q[k, j], j ∈ K. Thus:

vt+1(x) = rk +
∑
j∈K

Q[k, j]wt(j) = wt+1(k).

2

By taking the limit, the above result also gives us the equality of average rewards.

Corollary 4.2 Let X and Y be two Markov chains satisfying the assumptions of
Proposition 4.2. If both chains are irreducible and aperiodic, then the average rewards
a = limt→∞

vt(x)
t , x ∈ S and ã = limt→∞

wt(k)
t , k ∈ K satisfy: a = ã.

4.5. An inventory system of service tools.

In this section we illustrate our analytical technique - applying precedence relations
on sets of states - on the example of an inventory system of service tools, introduced in
Chapter 3. We first describe the original model, followed by the bounding models; the
bounding models are constructed by first redirecting several transitions, followed by
aggregation of states. Both the original model as the bounding models were already
introduced in Chapter 3.

Then the proof is given for the lower bound, roughly following the following steps:
First the transitions to be redirected are described formally. Then the relation is
given that is a sufficient condition on the original model for the bound to hold.
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Unfortunately, this relation is difficult to check and might not even hold. However,
it is also possible to formulate a sufficient condition on the lower bound model. By
using the previous results on aggregation, we now can prove that the relation holds
for the aggregated model, which proves that the proposed lower bound model indeed
leads to a lower bound for the original model.

We consider a multi-item inventory system; we denote by I the number of different
item types. For each i ∈ {1, . . . , I}, Si denotes the base stock level for item type i: a
total of Si items of type i are always either in stock or being used for a maintenance
action at one of the customers. Demands occur for set of items. Let A be any subset
of {1, . . . , I}. We assume demands for set A follow a Poisson process with rate λA ≥ 0.
When a demand occurs, items that are available in stock are delivered immediately.
Demand for items that are not available in stock is lost for the stock point that we
consider. Those items are provided from an external source by a so-called emergency
shipment, and they are returned there after their usage. These emergency shipments
incur a considerably higher cost than regular shipments. Items that are delivered
together from stock are returned together after an exponential amount of time with
rate µ > 0: we have joint returns to stock. The service level in this problem is defined
as the aggregate order fill rate, the fraction of orders for which all requested items
can be delivered from stock immediately.

As the items that are delivered together return together, we need to keep track of
the sets of items delivered together. Consider a very simple case of two different item
types. Then the state of the system is given by a vector (n{1}, n{2}, n{1,2}) where
n{1} (resp. n{2}) is the number of items of type 1 (resp. 2) at the customer that
were delivered individually, and n{1,2} is the number of sets {1, 2} at the customers
that were delivered together and that will return together. Given, for example stock
levels S1 = 1, S2 = 2, all possible states of the system are: (0, 0, 0), (1, 0, 0), (0, 1, 0),
(1, 1, 0), (0, 0, 1), (0, 2, 0), (1, 2, 0) and (0, 1, 1). Note that if set {1, 2} is demanded,
and item type 2 is out of stock, this becomes a demand for item type 1 (and similarly
if item 1 is out of stock). The Markov chain for this case is given in Figure 4.5.

For the general I-item case, the state of the system is given by a vector
n = (nA)∅6=A⊂{1,...,I} where nA ≥ 0 is the number of sets A at the customer that were
delivered together. For each i ∈ {1, . . . , I}, we denote by ξi(n) the total number of
items of type i at the customer:

ξi(n) =
∑

A⊂{1,...,I}, i∈A

nA. (4.17)

The state space of the model is then:

S =
{
n = (nA)∅6=A⊂{1,...,I} : ξi(n) ≤ Si, ∀i ∈ {1, . . . , I}

}
.

For each A ⊂ {1, . . . , I}, A 6= ∅, we will denote by eA the state in which all the
components are equal to 0, except the component that corresponds to set A that is
equal to 1.
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0,1,0

0,2,0

1,1,0

1,0,0

0,0,0

1,2,0

0,0,1

0,1,1

Figure 4.5 Markov chain for the original model for I = 2, S1 = 1 and S2 = 2.

We will consider the uniformized chain: without loss of generality, throughout the
paper we assume that:

∑
∅6=A⊂{1,...,I}

λA +

(
I∑
i=1

Si

)
µ = 1.

Then for a state n ∈ S we have the following transitions:

• Demands. For all the subsets A ⊂ {1, . . . , I}, A 6= ∅:

– Probability: λA.

– Destination: dA(n). For all i 6∈ A the amount of items of type i at the
customer stays the same. For i ∈ A, we can deliver an item of type i only
if ξi(n) < Si. Thus:

dA(n) = n+ e{i∈A : ξi(n)<Si}.

• Returns. For all the subsets A ⊂ {1, . . . , I} such that nA > 0:

– Probability: µnA.

– Destination: rA(n) = n− eA.

• Uniformization.

– Probability: µ(
∑I
i=1 Si −

∑
∅6=A⊂{1,...,I} nA).

– Destination: n.

We will refer to this (original) model as M0. Note that M0 has only one recurrent
class, as µ > 0. Furthermore, as the state space is finite, the stationary distribution
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always exists. Though its state space is finite, its dimension is equal to 2I − 1, thus
the Markov chain becomes numerically intractable even for small values of I and
Si, i ∈ {1, . . . , I}. For example, for I = 5 and Si = 5, ∀i, the cardinality of the state
space is |S| = 210 832 854.

4.5.1 Models M1 and M2.

The complexity of the original model comes from the need to track which items were
delivered together. We will consider two extreme, simplifying models: model M1 is
similar to model M0, but it assumes that all the items return individually, while model
M2 is also similar to model M0, but it assumes returns of sets of maximal cardinality.
Both of these cases remove the need to track which items were delivered together.
Thus the state of the system for models M1 and M2 is fully described by the number
of items at the customer for each item type:

x = (x1, . . . , xI).

We have the following state space:

X = {x : 0 ≤ xi ≤ Si, i = 1, . . . , I},

and we will denote by ei the state x ∈ X such that xj = 0, j 6= i, and xi = 1.
The cardinality of X , |X | =

∏I
i=1(Si + 1), is considerably lower than for the original

model. For example, for I = 5 and Si = 5, ∀i, we have |X | = 7776 (compared to
|S| = 210 832 854).

Note that models M1 and M2 can be obtained from the original model in two steps:

1. By redirecting transitions that correspond to returns. We will denote by M ′1
the model obtained from the original by replacing all joint returns by individual
returns (see Figure 4.6, on the left). For example, in the original model in state
(0, 1, 1) we have one joint return of set {1, 2} and a uniformization loop; these
are replaced by two new transitions: one to state (0, 2, 0) (corresponding to an
individual return of item 1) and one to state (1, 1, 0) (an individual return of
item 2). Similarly, we denote by M ′2 the model in which the returns are defined
as follows : we greedily partition the set of items at the customers into disjoint
sets with the maximum size (as described in Chapter 3); we have a return with
probability µ for each of these sets (see Figure 4.6, on the right). For instance,
in state (1, 2, 0) we have one item of type 1 and two items of type 2 at the
customer. The greedy partition gives the sets {1, 2} and {2}. Thus in state
(1, 2, 0), we will have a return of set {1, 2} and a return of set {2}, each with
probability µ.

Note that in this case the destination of new transitions is not uniquely specified:
for example consider I = 3 and state
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n = (n{1}, n{2}, n{3}, n{1,2}, n{1,3}, n{2,3}, n{1,2,3}) = (0, 0, 0, 1, 1, 0, 0). Then in
model M0 we have a return of set {1, 2} that goes to state (0, 0, 0, 0, 1, 0, 0),
and a return of set {1, 3} that goes to state (0, 0, 0, 1, 0, 0, 0). In M ′2 we will
have one return of the set of maximal cardinality {1, 2, 3}, and one return of
set {1} (left over after considering the return of {1, 2, 3}). The return of set
{1, 2, 3} goes to state (1, 0, 0, 0, 0, 0, 0), but the return of the set {1} can go to
(0, 1, 0, 0, 1, 0, 0), (0, 0, 1, 1, 0, 0, 0), or (1, 1, 1, 0, 0, 0, 0): we can choose any state
m such that ξ(m) = (1, 1, 1), see (4.17). To simplify the notation in Section
4.5.2, where the formal description of the transformation of the chain and the
proof of the bounds will be given, we will assume that in model M ′2 all the
returns go to states with only individual items at the customer. In Figure 4.6
(on the right), the transition from state (0, 1, 1) to (0, 0, 1) is thus replaced by
a transition to state (1, 1, 0).

2. Notice that the obtained models M ′1 and M ′2 are lumpable with respect to the
partition of the state space induced by function ξ = (ξi)i∈{1,...,I}, see (4.17).
The model M1 is the lumped version of M ′1 and M2 is the lumped version of
M ′2. We now need not track the history of joint demands, only the total number
of items of each type at the customer.

0,1,0

0,2,0

1,1,0

1,0,0

0,0,0

1,2,0

0,0,1

0,1,1

0,1,0

0,2,0

1,1,0

1,0,0

0,0,0

1,2,0

0,0,1

0,1,1

Figure 4.6 Markov chains M ′1 (left) and M ′2 (right) for I = 2, S1 = 1 and S2 = 2.
The dashed transitions represent the transitions of the original model that have been
replaced by bold transitions. To simplify the figures, the (uniformization) loops are not
shown when they are not part of redirected transitions. See Section 4.5.2 for a more
formal description of the corresponding transformation of the chain.

We describe now in detail the transitions in models M1 and M2. Note that transitions
corresponding to demands are the same in both models. Markov chains for case I = 2,
S1 = 1 and S2 = 2 are given in Figure 4.7.

Model M1. For a state x ∈ X we have the following transitions:
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1,00,0

0,1 1,1

0,2 1,2

1,00,0

0,1 1,1

0,2 1,2

Figure 4.7 Markov chains for models M1 (left) and M2 (right) for I = 2, S1 = 1 and
S2 = 2.

• Demands. For all the subsets A ⊂ {1, . . . , I}, A 6= ∅:

– Probability: λA.

– Destination: d′A(x). For all i 6∈ A the amount of items of type i at the
customer stays the same: (d′A(x))i = xi, i 6∈ A. For i ∈ A, we can deliver
an item of type i only if xi < Si: (d′A(x))i = min{xi + 1, Si}, i ∈ A. We
can write the both cases together as:

d′A(x) = x+
∑
i∈A

1{xi<Si}ei.

• Returns. We have only individual returns. Thus for each item type i, 1 ≤ i ≤ I
we have the following transition:

– Probability: µxi.

– Destination: r′i(x) = x− 1{xi>0}ei.

• Uniformization.

– Probability: µ
∑I
i=1(Si − xi).

– Destination: x.

Model M2. For a state x ∈ X we have the following transitions:

• Demands. Same as in model M1. For all the subsets A ⊂ {1, . . . , I}, A 6= ∅:

– Probability: λA.

– Destination: d′′A(x) = d′A(x) = x+
∑
i∈A 1{xi<Si}ei.
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• Returns. We consider joint returns : we greedily partition the set of items at the
customer into disjoint sets; each set corresponds to a return with probability µ.
For example, if I = 3, S1 = S2 = S3 = 5, then in state x = (1, 5, 3) we have the
following joint returns:

– return of set {1, 2, 3} with probability µ (remaining items at the customer:
(0, 4, 2)),

– return of set {2, 3} with probability 2µ (remaining items at the customer:
(0, 2, 0)),

– return of item 2 with probability 2µ.

Generally, for all the subsets B ⊂ {1, . . . , I}, B 6= ∅:

– Probability: µ[mink∈B xk −maxk 6∈B xk]+ (with max ∅ := 0).

– Destination: r′′B(x) = x−
∑
k∈B 1{xk>0}ek.

• Uniformization.

– Probability: µ(
∑I
k=1 Sk −maxk=1...I xk).

– Destination: x.

Similar to model M0, models M1 and M2 also have only one recurrent class (as µ > 0),
so the stationary distributions always exist.

4.5.2 Proof of the bounds.

In the following, we will show that model M1 gives a lower bound and model M2 an
upper bound for the aggregate order fill rate of the original model.

Model M1.

Let us first consider model M1. It is obtained from the original model by replacing the
returns of sets of items by individual returns. In order to describe this transformation
formally, for each n ∈ S and each A ⊂ {1, . . . , I} such that |A| > 1 and nA > 0 we
will define probability vectors αn,A and βn,A as follows:

αn,A =
1
|A|

(δn−eA
+ (|A| − 1)δn) , βn,A =

1
|A|

∑
i∈A

δn−eA+eA\{i} ,

and the weight factor ∆n,A:
∆n,A = µnA|A|.
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Let P be the transition matrix of the original chain. The transition matrix P ′1 of the
chain M ′1 is then given by:

P ′1 = P +
∑
n∈S

∑
A⊂{1,...,I}, |A|>1 : nA>0

µnA|A|Tαn,A,βn,A
(n).

For example, if I = 2 and S1 = 1, S2 = 2 (as in Figure 4.6, on the left), then for state
n = (0, 0, 1) and A = {1, 2}:

α(0,0,1),{1,2} =
1
2

(
δ(0,0,1)−e{1,2} + δ(0,0,1)

)
=

1
2
(
δ(0,0,0) + δ(0,0,1)

)
,

β(0,0,1),{1,2} =
1
2

(
δ(0,0,1)−e{1,2}+e{2} + δ(0,0,1)−e{1,2}+e{1}

)
=

1
2
(
δ(0,1,0) + δ(1,0,0)

)
,

and ∆(0,0,1),{1,2} = 2µ. Vectors α(0,0,1),{1,2} and β(0,0,1),{1,2} formally describe
the redirection of outgoing transitions from state (0, 0, 1) (see Figure 4.6, on the
left): old (dashed) transitions to states (0, 0, 0) (joint return of set {1, 2}) and
(0, 0, 1) (uniformization loop) are replaced by new (bold) transitions to states (0, 1, 0)
(individual return of item type 1) and (1, 0, 0) (individual return of item type 2).
The corresponding weight factor ∆(0,0,1),{1,2} = 2µ states that the redirected amount
of the transitions should be equal to α(0,0,1),{1,2}(0, 0, 1)∆(0,0,1),{1,2} = P(0,0,1),(0,0,0).
Intuitively, we redirect entirely the transitions corresponding to joint returns. Note
that after applying the above modification we still have a loop at state (0, 0, 1), but
with a modified probability: the new probability of the loop transition is now equal
to µ, compared to 2µ in the original chain.

Let r : S → R be any reward function and let vt, t ≥ 0, denote the t-period rewards
for the original model:

vt+1(n) = r(n) +
∑

∅6=A⊂{1,...,I}

λAvt(dA(n)) +
∑

B⊂{1,...,I} : nB>0

µnBvt(rB(n))

+µ

 I∑
k=1

Sk −
∑

∅6=A⊂{1,...,I}

nA

 vt(n), ∀n ∈ S,

where v0(n) := 0, n ∈ S. Similarly, denote by v′t the t-period rewards for model M ′1.
If we show that for all n ∈ S and for all A ⊂ {1, . . . , I} such that nA > 0, functions
vt satisfy: ∑

k∈S

αn,A(k)vt(k) ≥
∑
k∈S

βn,A(k)vt(k), t ≥ 0, (4.18)

then by Theorem 4.2 it follows that:

vt(n) ≥ v′t(n), n ∈ S, t ≥ 0. (4.19)
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For n ∈ S and A ⊂ {1, . . . , I} such that nA > 0, relation (4.18) is equivalent to:

vt(n− eA) + (|A| − 1)vt(n) ≥
∑
i∈A

vt(n− eA + eA\{i}), t ≥ 0. (4.20)

Due to the complex structure of the state space S, relation (4.20) is difficult to check
(and might even not hold). However, (4.20) is only a sufficient condition for (4.19).
The “dual” sufficient condition for (4.19) is to show that for all n ∈ S and for all
A ⊂ {1, . . . , I}, A 6= ∅, functions v′t satisfy:

v′t(n− eA) + (|A| − 1)v′t(n) ≥
∑
i∈A

v′t(n− eA + eA\{i}), t ≥ 0. (4.21)

Intuitively, instead of starting with model M0 as the original model, we can start with
model M ′1. Then the transformation of model M ′1 to model M0 can be described using
probability vectors α′n,A = βn,A and β′n,A = αn,A, and the weight factor ∆′n,A = ∆n,A,
for each n ∈ S and each A ⊂ {1, . . . , I} such that |A| > 1 and nA > 0. Transition
matrices P (model M0) and P ′1 (model M ′1) clearly satisfy:

P = P ′1 +
∑
n∈S

∑
A⊂{1,...,I} : nA>0

µnA|A|Tα′n,A,β
′
n,A

(n).

Furthermore, relation (4.21) is clearly equivalent to:∑
k∈S

α′n,A(k)v′t(k) ≤
∑
k∈S

β′n,A(k)v′t(k), t ≥ 0. (4.22)

So proving (4.21), and using Theorem 4.2, we will show that model M0 gives an upper
bound for model M ′1, which is equivalent to showing that M ′1 gives a lower bound for
model M0.

The advantage of (4.21) is the lumpability of model M ′1. Let r be a reward that is
constant within every macro-state Cx = ξ−1(x), x ∈ X , and denote this common
value by r̃(x), x ∈ X :

r(n) = r̃(x), ∀n ∈ Cx.
Let vt and v′t be as before, the t-period rewards for original model and model M ′1,
and let wt be the t-period reward for model M1:

wt+1(x) = r̃(x) +
∑

∅6=A⊂{1,...,I}

λAwt(d′A(x)) +
I∑
k=1

µxkwt(r′k(x))

+µ

(
I∑
k=1

(Sk − xk)

)
wt(x), (4.23)

for all x ∈ X , t ≥ 0, where w0(x) := 0, x ∈ X . Now by Proposition 4.2, for all x ∈ X :

v′t(n) = wt(x), ∀n ∈ Cx. (4.24)
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This property allows us to consider the relations for model M1, instead of M ′1:
relations (4.21) and (4.24) imply that to show (4.19), it is sufficient to show that
for all x ∈ X and for all A ⊂ {1, . . . , I}, A 6= ∅, functions wt satisfy:

wt(x−
∑
i∈A

ei) + (|A| − 1)wt(x) ≥
∑
i∈A

wt(x− ei), t ≥ 0. (4.25)

Using Proposition 4.5 in Appendix 4.A, relation (4.25) is equivalent to the supermod-
ularity of the functions wt, t ≥ 0 (we consider the usual componentwise ordering on
X ⊂ (N0)I) (See Topkis, 1998, for a definition of supermodularity).

Proposition 4.3 Let r̃ : X → R be any supermodular reward function and let wt
denote the corresponding t-period reward for model M1. Then wt is supermodular
for all t ≥ 0.

The proof is given in Appendix 4.B.

Theorem 4.4 Let r : S → R be a reward function that is constant within every
macro-state Cx = ξ−1(x), x ∈ X , and define by:

r̃(x) = r(n), n ∈ Cx.

Let vt : S → R and wt : X → R, t ≥ 0 be t-period rewards respectively for the original
model and model M1. If the reward function r̃ is supermodular, then:

vt(n) ≥ wt(x), n ∈ Cx, t ≥ 0,

and the average rewards satisfy:

a = lim
t→∞

vt(n)
t
≥ lim
t→∞

wt(x)
t

= ã.

Proof: Let r : S → R be a reward function that satisfies the assumptions of the
theorem. Then Proposition 4.3 and Proposition 4.5 (in Appendix 4.A) imply that the
t-period rewards wt, t ≥ 0, for model M1 satisfy (4.25). By (4.24), this is equivalent to
(4.21) and to (4.22). The result now follows from Theorem 4.2 and its Corollary 4.1. 2

Model M2.

The proof for model M2 is similar to, yet more technical than, the proof for model
M1, as we need to compare individual and joint returns with the returns of maximal
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cardinality. Let w̃t denote the t-period reward for model M2:

w̃t+1(x) = r̃(x) +
∑

∅6=A⊂{1,...,I}

λAw̃t(d′′A(x))

+
∑

∅6=B⊂{1,...,I}

µ[min
k∈B

xk −max
k 6∈B

xk]+w̃t(r′′B(x))

+µ

(
I∑
k=1

Sk − max
k=1...I

xk

)
w̃t(x), x ∈ X , t ≥ 0, (4.26)

where w̃0(x) := 0, x ∈ X .

Proposition 4.4 Let r̃ : X → R be any supermodular reward function and let w̃t
denote the corresponding t-period reward for model M2. Then w̃t is supermodular
for all t ≥ 0.

The proof is given in Appendix 4.B. By following similar steps as for model M1, we
obtain the following result for model M2:

Theorem 4.5 Let r : S → R be a reward function that satisfies the same conditions
as in Theorem 4.4 and denote by r̃ the corresponding reward function on X : r̃(x) =
r(n), n ∈ Cx. Let vt : S → R and w̃t : X → R, t ≥ 0 be t-period rewards respectively
for the original model and model M2. If the reward function r̃ is supermodular, then:

vt(n) ≤ w̃t(x), n ∈ Cx, t ≥ 0,

and the average rewards satisfy:

a = lim
t→∞

vt(n)
t
≤ lim
t→∞

w̃t(x)
t

= ã.

Proof: We consider model M ′2 with a state space S, defined as follows (see Figure 4.6,
on the right):

• Demands. Demands are defined in the same way as the original model: for
every n ∈ X and every set A ⊂ {1, . . . , I}, A 6= ∅, there is a transition to state:

n+ e{i∈A : ξi(n)<Si},

with probability λA.

• Returns. For each equivalence class of states Cx, x ∈ X define as a representative
state nx ∈ Cx that has only individual items at the customer. Formally, for sets
of items A such that |A| > 1, nxA = 0 and for sets A = {i}, i ∈ {1, . . . , I},
nx{i} = xi:

nx =
I∑
i=1

xie{i}.
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Returns in model M ′2 from any state n ∈ S go only to the representative states
{nx, x ∈ X}. Let x ∈ X . For every state n ∈ Cx and every set B ⊂ {1, . . . , I},
B 6= ∅, there is a transition to state:

nx−
∑

k∈B 1{xk>0}ek ,

with probability µ[mink∈B xk −maxk 6∈B xk]+ (with max ∅ := 0).

• Uniformization. For x ∈ X and a state n ∈ Cx, the probability of the
uniformization loop is equal to: µ(

∑I
k=1 Sk −maxk=1...I xk).

Then model M ′2 is obviously aggregable and its aggregated model is exactly model
M2.

As before, we will start from model M ′2 and show that model M0 gives a lower bound
for the aggregate order fill rate of model M ′2. Model M0 can be obtained from M ′2 by
modifying the transitions that correspond to returns and uniformization. Denote by
ṽ′t t-period rewards for model M ′2. We will show that for any x ∈ S and any n ∈ Cx:∑
∅6=B⊂{1,...,I}

[min
k∈B

xk −max
k 6∈B

xk]+ṽ′t(n
x−
∑

k∈B 1{xk>0}ek)

+

 ∑
∅6=A⊂{1,...,I}

nA −
I

max
k=1

xk

 ṽ′t(n) ≥

∑
∅6=A⊂{1,...,I}

nAṽ
′
t(n− 1{nA>0}eA), t ≥ 0. (4.27)

The first term on the left-hand side of (4.27) corresponds to returns in M ′2, and the
second term is the difference in uniformization terms between model M ′2 and M0. The
right-hand side of (4.27) corresponds to returns in M0.

Relation (4.27) corresponds to the following probability vectors αn, βn:

αn =
1∑

∅6=A⊂{1,...,I} nA

 ∑
∅6=B⊂{1,...,I}

[min
k∈B

xk −max
k 6∈B

xk]+δ
n

x−
∑

k∈B 1{xk>0}ek

+

 ∑
∅6=A⊂{1,...,I}

nA −
I

max
k=1

xk

 δn

 , x ∈ X , n ∈ Cx,

βn =
1∑

∅6=A⊂{1,...,I} nA

∑
∅6=A⊂{1,...,I}

nAδn−1{nA>0}eA
, x ∈ X , n ∈ Cx,

and weight factors ∆n:

∆n = µ
∑

A⊂{1,...,I}

nA, x ∈ X , n ∈ Cx.
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If we denote the transition matrix of model M ′2 by P ′2, then the transition matrix P
of model M0 can be obtained as:

P = P ′2 +
∑
x∈X

∑
n∈Cx

∆nTαn,βn
(n).

Therefore, if we show that (4.27) holds, then Theorem 4.2 implies that model M0

gives a lower bound for model M ′2, which is equivalent to show that M ′2 gives an
upper bound for model M0.

By Proposition 4.2, for any x ∈ X and any n ∈ Cx relation (4.27) is equivalent to:∑
∅6=B⊂{1,...,I}

[min
k∈B

xk −max
k 6∈B

xk]+w̃t(x−
∑
k∈B

1{xk>0}ek)

+

 ∑
∅6=A⊂{1,...,I}

nA −
I

max
k=1

xk

 w̃t(x) ≥

∑
∅6=A⊂{1,...,I}

nAw̃t(x−
∑
i∈A

ei), t ≥ 0. (4.28)

We will show next that the above relation follows from supermodularity of w̃t, t ≥ 0
(Proposition 4.4), which will end the proof.

As w̃t, t ≥ 0, is supermodular, Proposition 4.5, relation (4.37), implies that for all
K ∈ N, A1, . . . , AK ⊂ {1, . . . , n} and for all x ∈ X such that x−

∑K
k=1 eAk

∈ X :

K∑
j=1

w̃t

(
x− e∪1≤i1<...<ij≤K(∩j

l=1Ail
)

)
≥

K∑
k=1

w̃t(x− eAk
), t ≥ 0, (4.29)

where eA :=
∑
i∈A ei. For x ∈ X and any n ∈ Cx, let K =

∑
∅6=A⊂{1,...,I} nA and

choose sets A1, . . . , AK in (4.29) such that for each subset A ⊂ {1, . . . , I}, A 6= ∅,
there are nA subsets among A1, . . . , AK that are equal to A. For example, if I = 2,
x = (3, 5) and n = (n{1}, n{2}, n{1,2}) = (1, 3, 2), we set K = 6 and A1 = {1},
A2 = A3 = A4 = {2}, and A5 = A6 = {1, 2}.

For this collection of sets A1, . . . , AK , the right-hand side in (4.29) is obviously equal
to the right-hand side in (4.28), thus:

K∑
j=1

w̃t

(
x− e∪1≤i1<...<ij≤K(∩j

l=1Ail
)

)
≥

∑
∅6=A⊂{1,...,I}

nAw̃t(x− eA), t ≥ 0.

We will show that the left-hand side in (4.29) is also equal to the left-hand side in
(4.28). Denote by Hj = ∪1≤i1<...<ij≤K(∩jl=1Ail), 1 ≤ j ≤ K, the set of items that
appear in at least j sets among A1, . . . , AK . Clearly, H1 ⊃ H2 ⊃ . . . ⊃ HK . Consider
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now an arbitrary subset B ⊂ {1, . . . , I}, and denote by h(B) the number of sets
Hj , 1 ≤ j ≤ K, that are equal to B: h(B) =

∑K
j=1 1{Hj=B}. Then:

K∑
j=1

w̃t

(
x− e∪1≤i1<...<ij≤K(∩j

l=1Ail
)

)
=

∑
B⊂{1,...,I}

h(B)w̃t(x− eB), t ≥ 0,

with e∅ := (0, . . . , 0). We will show that:

h(B) = [min
k∈B

xk −max
k 6∈B

xk]+, B 6= ∅, (4.30)

and
h(∅) =

∑
∅6=A⊂{1,...,I}

nA −
I

max
k=1

xk. (4.31)

Relation (4.31) follows from the fact that there are in total K =
∑
∅6=A⊂{1,...,I} nA

sets Hj , 1 ≤ j ≤ K, and the sets Hj , 1 ≤ j ≤ maxIk=1 xk are non empty (they
contain at least the items i ∈ {1, . . . , I} such that xi = maxIk=1 xk).

For B 6= ∅, denote by G(B) = {C ⊂ {1, . . . , I} : B ⊂ C} the family of all subsets
of items that contain set B. Then clearly

∑
C∈G(B) h(C) = mink∈B xk. We have two

cases:

• If B = ∪Kk=1Ak, then (4.30) follows from the fact that
∑
C∈G(B) h(C) = h(B) =

mink∈B xk, and maxk 6∈B xk = 0.

• If B 6= ∪Kk=1Ak. For each i 6∈ B,
∑
C∈G(B∪{i}) h(C) = mink∈B∪{i} xk, and

∑
C∈G(B)

h(C) = h(B) + max
i 6∈B

 ∑
C∈G(B∪{i})

h(C)

 .

Thus:

h(B) = min
k∈B

xk −max
i 6∈B

{
min

k∈B∪{i}
xk

}
= min

k∈B
xk −min

{
min
k∈B

xk,max
i6∈B

xi

}
= [min

k∈B
xk −max

i 6∈B
xi]+,

so (4.30) holds.

Therefore (4.28) holds, and so does (4.27). In other words, model M ′2 is an upper
bound for the original model, and so is the aggregated model M2 by Proposition 4.2. 2

It remains for us to show that the aggregate order fill rate is indeed a function
satisfying the conditions of Theorems 4.4 and 4.5. The aggregated order fill rate
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is a linear combination of order fill rates for individual demand streams. Denote by
OFRA : S → {0, 1} the order fill rate for the demand stream for set A ⊂ {1, . . . , I},
A 6= ∅:

OFRA(n) =
∏
i∈A

1{ξi(n)<Si}, n ∈ S.

Reward function OFRA is clearly constant within every macro-state and we will
denote also by OFRA : X → {0, 1} its aggregated version:

OFRA(x) =
∏
i∈A

1{xi<Si}, x ∈ X . (4.32)

Lemma 4.1 Reward function OFRA is supermodular for all A ⊂ {1, . . . , I}, A 6= ∅.

Proof: Let A ⊂ {1, . . . , I}, A 6= ∅, and i, j ∈ {1, . . . , I}, i 6= j. We need to show that
for all x ∈ X such that x− ei − ej ∈ X (see Proposition 4.5):

OFRA(x− ei − ej) +OFRA(x) ≥ OFRA(x− ei) +OFRA(x− ej). (4.33)

Suppose first that i, j ∈ A. We have 4 different cases:

• There is a k ∈ A\{i, j} such that xk = Sk. Then OFRA(x − ei − ej) =
OFRA(x) = OFRA(x − ei) = OFRA(x − ej) = 0, and relation (4.33) clearly
holds.

• For all k ∈ A\{i, j}, xk < Sk, xi = Si and xj = Sj . Then OFRA(x−ei−ej) = 1
and all the other terms are equal to 0, thus relation (4.33) holds.

• For all k ∈ A\{i, j}, xk < Sk, xi = Si and xj < Sj (xi < Si and xj = Sj is
symmetrical). Then OFRA(x− ei− ej) = OFRA(x− ei) = 1 and the other two
terms are equal to 0, so the both sides of relation (4.33) are equal to 1.

• Finally, if xk < Sk, ∀k ∈ A, then the both sides of (4.33) are equal to 2.

If i 6∈ A, then OFRA(x− ei − ej) = OFRA(x− ej) and OFRA(x) = OFRA(x− ei)
so (4.33) clearly holds. 2

Thus the aggregated order fill rate is supermodular as it is a linear combination of
supermodular functions.

4.6. Conclusions.

We have established a new method to compare Markov chains: a generalization of the
precedence relation method to sets of states, which we have shown to be compatible
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with aggregation. The precedence relation method on sets of states, combined with
aggregation, is then used to prove the bounds for the service tools problem.

The core advantage of precedence relations is still preserved: the modifications of
the original model are easy to understand and allow intuitive interpretation. On the
other hand, establishing precedence relations for sets of states allows one to construct
bounding chains by replacing one set of transitions with another set. As illustrated on
the example of a queue with batch arrivals, this can be used, for example, to compare
systems with interarrival times that have the same mean but different variability.

One can expect that our technique could be applied to derive bounds by replacing a
part of the system with a simplified version having the same mean behavior. Note
that this is not typically possible using some classical methods for Markov chain
comparison, for example strong stochastic ordering or the classical precedence relation
method. Along this line, the generalization of precedence relations to sets of states
can be, to some extent, compared with the generalization of strong stochastic order
to other integral orders, such as convex or increasing convex order. One possible
future research direction is to compare the method presented here with comparison
techniques based on stochastic monotonicity and different integral stochastic orders.
One could expect, for selected families of functions and under certain conditions, that
the two methods would be equivalent. If true, such an equivalence could allow on one
hand the definition of a model-driven family of functions for which the precedence
relations hold, and on the other hand enable the use of arguments of integral stochastic
orders that allow both steady-state and transient comparison of Markov chains.

The second major contribution of the chapter is showing that our new method
is compatible with strong aggregation. This property allows the construction of
bounding chains with a state space of significantly reduced cardinality. This much
smaller chain is then used to derive bounds on the reward function. We have also
shown that the precedence relations can be established both on the original or the
aggregated bounding chain; in some cases the latter may be much easier. For example,
in the service tools problem, we have shown that the precedence relations we need to
compare the two chains are equivalent to the supermodularity property of cumulated
rewards for the aggregated chain.

Finally, we studied the service tools model in which all the returns have equal rates,
which is a natural assumption in our application. It may be interesting to study a
generalization of this model to allow different return rates. Note that the bounding
models M1 and M2 strongly rely on the assumption of equal return rates. These
models may still be used as bounds if the difference in rates are not too high.
Otherwise, they will give very loose bounds and it is reasonable to expect that more
accurate bounding models might need to be found.
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4.A. Supermodularity and its characterization.

Definition 4.2 Let (S,�) be a lattice and f a real function on S. Then f is said to
be supermodular if (Topkis, 1998)

f(x ∧ y) + f(x ∨ y) ≥ f(x) + f(y), ∀x, y ∈ S. (4.34)

In Proposition 4.5 we will give a characterization of supermodularity for the case of
a finite-dimensional lattice. Without loss of generality, we will assume the set (S,�)
to be a subset of (Nn0 ,≤), where ≤ denotes the usual componentwise partial order. In
that case, the ∧ (meet) and ∨ (join) operators are defined componentwise:

(x1, x2, . . . , xn) ∧ (y1, y2, . . . , yn) = (x1 ∧ y1, x2 ∧ y2, . . . , xn ∧ yn),
(x1, x2, . . . , xn) ∨ (y1, y2, . . . , yn) = (x1 ∨ y1, x2 ∨ y2, . . . , xn ∨ yn),

where xi ∧ yi = min{xi, yi} and xi ∨ yi = max{xi, yi}, for all i.

Before stating the proposition, we introduce some additional notation that will be
used. We recall that ei, 1 ≤ i ≤ n, denotes the vector with all the coordinates equal to
0, except the coordinate i that is equal to 1. Similarly, we will denote by eA the vector
with all the coordinates equal to 0, except the coordinates that belong to the set A:
eA :=

∑
i∈A ei, A ⊂ {1, . . . , n}, A 6= ∅, and e∅ := (0, . . . , 0). Finally, let A1, . . . , AK

be any collection of sets such that K ∈ N, A1, . . . , AK ⊂ {1, . . . , n}, and Ai 6= ∅, 1 ≤
i ≤ K. Then for each j, 1 ≤ j ≤ K, the set Hj := ∪1≤i1<...<ij≤K(∩jl=1Ail) is the set
of the elements in {1, . . . , n} that appear in at least j sets among the sets A1, . . . , AK .
For example, if n = 5, K = 3, A1 = {1, 2, 4}, A2 = {2, 3, 4}, and A3 = {3, 5}, then:

H1 = A1 ∪A2 ∪A3 = {1, 2, 3, 4, 5},
H2 = (A1 ∩A2) ∪ (A1 ∩A3) ∪ (A2 ∩A3) = {2, 3, 4},
H3 = (A1 ∩A2 ∩A3) = ∅.

The first part of the following proposition is a known property of supermodularity.
Surprisingly, we were not able to find it in the literature, so we provide it here with
a proof. The last part of the proposition is, to the best of our knowledge, not shown
before.

Proposition 4.5 Let (S,�) be a subspace of (Nn0 ,≤) and f : S → R. The following
statements are equivalent:

1. f is supermodular.

2. For all i, j ∈ {1, . . . , n}, i 6= j, and for all x ∈ S such that x− ei − ej ∈ S:

f(x− ei − ej) + f(x) ≥ f(x− ei) + f(x− ej). (4.35)
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3. For all A ⊂ {1, . . . , n}, A 6= ∅, and for all x ∈ S such that x−
∑
i∈A ei ∈ S:

f(x−
∑
i∈A

ei) + (|A| − 1)f(x) ≥
∑
i∈A

f(x− ei). (4.36)

4. For all K ∈ N, A1, . . . , AK ⊂ {1, . . . , n}, Ai 6= ∅, 1 ≤ i ≤ K, and for all x ∈ S
such that x−

∑K
k=1 eAk

∈ S:

K∑
j=1

f
(
x− e∪1≤i1<...<ij≤K(∩j

l=1Ail
)

)
≥

K∑
k=1

f(x− eAk
). (4.37)

Proof:

• 1) ⇒ 4). We will show this implication by induction on K. For K = 1 relation
(4.37) is trivially satisfied: f(x − eA1) ≥ f(x − eA1). In order to better
understand relation (4.37), we will write it explicitly also for K = 2:

f(x− eA1∪A2) + f(x− eA1∩A2) ≥ f(x− eA1) + f(x− eA2).

This follows trivially from supermodularity of f , as (x − eA1) ∧ (x − eA2) =
x− eA1∪A2 and (x− eA1) ∨ (x− eA2) = x− eA1∩A2 .

Assume now that relation (4.37) holds for some K ≥ 2. Then for K + 1 by
induction hypothesis we have:

K+1∑
k=1

f(x− eAk
) ≤

K∑
j=1

f
(
x− e∪1≤i1<...<ij≤K(∩j

l=1Ail
)

)
+ f(x− eAK+1).

Since:

(i) f is supermodular,

(ii)
(
x− e∪1≤i1≤KAi1

)
∧
(
x− eAK+1

)
= x− e∪1≤i1≤K+1Ai1

, and

(iii)
(
x− e∪1≤i1≤KAi1

)
∨
(
x− eAK+1

)
= x− e(∪1≤i1≤KAi1 )∩AK+1

= x− e∪1≤i1≤K(Ai1∩AK+1),

we obtain:

K+1∑
k=1

f(x− eAk
) ≤

K∑
j=2

f
(
x− e∪1≤i1<...<ij≤K(∩j

l=1Ail
)

)
+f(x− e∪1≤i1≤K+1Ai1

)

+f
(
x− e∪1≤i1≤K(Ai1∩AK+1)

)
. (4.38)
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Assume now that for some 1 ≤ m < K we have shown (for m = 1 this is
equivalent to (4.38)):

K+1∑
k=1

f(x− eAk
) ≤

K∑
j=m+1

f
(
x− e∪1≤i1<...<ij≤K(∩j

l=1Ail
)

)
+

m∑
j=1

f
(
x− e∪1≤i1<...<ij≤K+1(∩j

l=1Ail
)

)
+f
(
x− e∪1≤i1<...<im≤K((∩m

l=1Ail
)∩AK+1)

)
. (4.39)

As (
∪1≤i1<...<im+1≤K(∩m+1

l=1 Ail)
)
∪ (∪1≤i1<...<im≤K((∩ml=1Ail) ∩AK+1))

= ∪1≤i1<...<im+1≤K+1(∩m+1
l=1 Ail)

and (
∪1≤i1<...<im+1≤K(∩m+1

l=1 Ail)
)
∩ (∪1≤i1<...<im≤K((∩ml=1Ail) ∩AK+1))

=
(
∪1≤i1<...<im+1≤K(∩m+1

l=1 Ail)
)
∩ (∪1≤i1<...<im≤K(∩ml=1Ail)) ∩AK+1

=
(
∪1≤i1<...<im+1≤K(∩m+1

l=1 Ail)
)
∩AK+1

= ∪1≤i1<...<lm+1≤K((∩m+1
l=1 Ail) ∩AK+1),

we have:(
x−e∪1≤i1<...<im+1≤K(∩m+1

l=1 Ail
)

)
∧
(
x−e∪1≤i1<...<im≤K((∩m

l=1Ai1 )∩AK+1)

)
= x− e∪1≤i1<...<im+1≤K+1(∩m+1

l=1 Ail
)

and (
x−e∪1≤i1<...<im+1≤K(∩m+1

l=1 Ail
)

)
∨
(
x−e∪1≤i1<...<im≤K((∩m

l=1Ai1 )∩AK+1)

)
= x− e∪1≤i1<...<lm+1≤K((∩m+1

l=1 Ail
)∩AK+1).

Supermodularity of f and (4.39) thus imply:

K+1∑
k=1

f(x− eAk
) ≤

K∑
j=m+2

f
(
x− e∪1≤i1<...<ij≤K(∩j

l=1Ail
)

)

+
m+1∑
j=1

f
(
x− e∪1≤i1<...<ij≤K+1(∩j

l=1Ail
)

)
+f
(
x− e∪1≤i1<...<lm+1≤K((∩m+1

l=1 Ail
)∩AK+1)

)
,
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so (4.39) is valid for any m ≤ K. Finally, for m = K (4.39) gives:
K+1∑
k=1

f(x− eAk
) ≤

K∑
j=1

f
(
x− e∪1≤i1<...<ij≤K+1(∩j

l=1Ail
)

)
+f
(
x− e(∩K

k=1Ak)∩AK+1

)
=

K+1∑
j=1

f
(
x− e∪1≤i1<...<ij≤K+1(∩j

l=1Ail
)

)
,

which is exactly what we needed to show.

• 4) ⇒ 3). Consider an arbitrary but fixed subset A ⊂ {1, . . . , n}, A 6= ∅, and a
state x ∈ S such that x−

∑
i∈A ei ∈ S. Let K = |A|, and denote by i1, . . . , iK

the elements of A. Define Ak = {ik}, k = 1, . . . ,K. Sets Ak, k = 1, . . . ,K
are disjoint so for j > 1 we have: ∩jl=1Ail = ∅, for all i1, . . . , ij ∈ A such that
i1 6= . . . 6= ij , and for j = 1: ∪Ki1=1Ai1 = A. Thus (4.37) becomes:

f (x− eA) +
K∑
j=2

f(x) ≥
K∑
k=1

f(x− eik),

which is precisely (4.36).

• 3) ⇒ 2) follows directly by taking A = {i, j}.

• 2) ⇒ 1). Consider arbitrary two states x, y ∈ S. Then y can be written as:

y = x+
∑
i∈A

αiei −
∑
i∈B

βiei,

where A,B ⊂ {1, . . . , n} and A ∩B = ∅. Then:

x ∧ y = x−
∑
i∈B

βiei, and x ∨ y = x+
∑
i∈A

αiei.

If B = ∅, then x ≤ y, which implies x∧ y = x and x∨ y = y. Therefore relation
(4.34) is trivially satisfied. The case A = ∅ is similar. We consider now the
non-trivial case where both A 6= ∅ and B 6= ∅. We will first show the following
relation for arbitrary i ∈ B and j ∈ A:

f(x− βiei) + f(x+ ej) ≥ f(x) + f(x+ ej − βiei). (4.40)

Indeed, the above relation can be obtained by adding the following relations
(relation (4.35) for states x+ ej −mei, 0 ≤ m ≤ (βi − 1)):

f(x− ei) + f(x+ ej)≥f(x) + f(x+ ej − ei)
f(x− 2ei) + f(x+ ej − ei)≥f(x− ei) + f(x+ ej − 2ei)

...
f(x−βiei)+f(x+ej−(βi−1)ei)≥f(x−(βi−1)ei)+f(x+ej−βiei)
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Denote the elements of B by B = {b1, b2, . . . , b|B|}. Then adding the following
relations (obtained by applying relation (4.40) for k = 1, . . . , |B| to state x −∑k−1
l=1 βbl

ebl
, with i = bk and j ∈ A):

f(x− βb1eb1) + f(x+ ej) ≥ f(x) + f(x+ ej − βb1eb1)
f(x− βb1eb1 − βb2eb2) ≥ f(x− βb1eb1)

+f(x+ ej − βb1eb1) +f(x+ ej − βb1eb1 − βb2eb2)
...

f(x−
|B|∑
l=1

βbl
ebl

) ≥ f(x−
|B|−1∑
l=1

βbl
ebl

)

+f(x+ ej −
|B|−1∑
l=1

βbl
ebl

) +f(x+ ej −
|B|∑
l=1

βbl
ebl

)

gives:

f(x−
|B|∑
l=1

βbl
ebl

) + f(x+ ej) ≥ f(x) + f(x+ ej −
|B|∑
l=1

βbl
ebl

), j ∈ A. (4.41)

By adding the following equations (obtained by applying relation (4.41) for
k = 0, . . . , αj − 1 to state x+ kej , j ∈ A):

f(x−
|B|∑
l=1

βbl
ebl

) + f(x+ ej)≥ f(x) + f(x+ ej −
|B|∑
l=1

βbl
ebl

)

f(x+ ej −
|B|∑
l=1

βbl
ebl

) + f(x+ 2ej)≥ f(x+ ej) + f(x+ 2ej −
|B|∑
l=1

βbl
ebl

)

...

f(x+ (αj − 1)ej −
|B|∑
l=1

βbl
ebl

) ≥ f(x+ (αj − 1)ej)

+f(x+ αjej) +f(x+ αjej −
|B|∑
l=1

βbl
ebl

)

we obtain:

f(x−
|B|∑
l=1

βbl
ebl

)+f(x+ αjej)≥ f(x)

+f(x+ αjej−
|B|∑
l=1

βbl
ebl

), j ∈ A. (4.42)
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Denote the elements of A by A = {a1, a2, . . . , a|A|}. Then adding the following
relations (obtained by applying relation (4.42) for k = 1, . . . , |A| to state x +∑k−1
l=1 αal

eal
, with j = ak):

f(x−
|B|∑
l=1

βbl
ebl

) + f(x+ αa1ea1) ≥ f(x) + f(x+ αa1ea1 −
|B|∑
l=1

βbl
ebl

)

f(x+ αa1ea1 −
|B|∑
l=1

βbl
ebl

) ≥ f(x+ αa1ea1)

+f(x+
2∑
l=1

αal
eal

) +f(x+
2∑
l=1

αal
eal
−
|B|∑
l=1

βbl
ebl

)

...

f(x+
|A|−1∑
l=1

αal
eal
−
|B|∑
l=1

βbl
ebl

) ≥ f(x+
|A|−1∑
l=1

αal
eal

)

+f(x+
|A|∑
l=1

αal
eal

) +f(x+
|A|∑
l=1

αal
eal
−
|B|∑
l=1

βbl
ebl

)

gives:

f(x−
|B|∑
l=1

βbl
ebl

) + f(x+
|A|∑
l=1

αal
eal

) ≥ f(x) + f(x+
|A|∑
l=1

αal
eal
−
|B|∑
l=1

βbl
ebl

),

what we needed to show.

2

4.B. Supermodularity proof for models M1 and M2.

Proof ofProposition 4.3 After Proposition 4.5, proving supermodularity of wt is
equivalent to showing that for all i, j ∈ {1, . . . , I}, i 6= j, and for all x ∈ X such
that x− ei − ej ∈ X :

wt(x− ei − ej) + wt(x) ≥ wt(x− ei) + wt(x− ej), ∀t ≥ 0. (4.43)
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Recall that (relation (4.23)):

wt+1(x) = r̃(x) +
∑

∅6=A⊂{1,...,I}

λAwt(d′A(x)) +
I∑
k=1

µxkwt(r′k(x))

+µ

(
I∑
k=1

(Sk−xk)

)
wt(x), (4.44)

for all x ∈ X , t ≥ 0, where w0(x) := 0, x ∈ X .

We will show relation (4.43) by induction on t. Suppose that relation (4.43) holds
for a given t ≥ 0 (the case t = 0 is trivial). We will show that then it also holds for
t + 1. Let i, j ∈ {1, . . . , I}, i 6= j, be arbitrary and fixed. We need to show that for
all x ∈ X such that x− ei − ej ∈ X :

wt+1(x− ei − ej) + wt+1(x) ≥ wt+1(x− ei) + wt+1(x− ej). (4.45)

To simplify the discussion, we will consider demands separately.

• Demands. Consider a demand of an arbitrary and fixed subset A ⊂ {1, . . . , I},
A 6= ∅. We will show that for all x ∈ X such that x− ei − ej ∈ X :

wt(d′A(x− ei − ej)) + wt(d′A(x)) ≥ wt(d′A(x− ei)) + wt(d′A(x− ej)). (4.46)

Denote by C ⊂ A the subset of item types that are out of stock in state x:

C = {j ∈ A : xj = Sj}.

We have 3 different cases:

1. i 6∈ C and j 6∈ C. Then (4.46) becomes:

wt(x−ei− ej +
∑

k∈A\C

ek) + wt(x+
∑

k∈A\C

ek) ≥ wt(x−ei +
∑

k∈A\C

ek)

+wt(x−ej +
∑

k∈A\C

ek),

which holds, by induction hypothesis, from relation (4.43) for state x +∑
k∈A\C ek.

2. i ∈ C and j 6∈ C (case i 6∈ C and j ∈ C is symmetrical). Then (4.46)
becomes:

wt(x−ej+
∑

k∈A\C

ek) + wt(x+
∑

k∈A\C

ek) ≥ wt(x+
∑

k∈A\C

ek)

+wt(x−ej+
∑

k∈A\C

ek),

which is trivially satisfied.
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3. Finally, if i ∈ C and j ∈ C, then (4.46) becomes:

wt(x+
∑

k∈A\C

ek) + wt(x+
∑

k∈A\C

ek) ≥ wt(x+
∑

k∈A\C

ek) + wt(x+
∑

k∈A\C

ek),

which is also trivially satisfied.

• Returns and uniformization. Denote by Rk(x), 1 ≤ k ≤ I, the terms corre-
sponding to returns of item type k in state x, and by U(x) the uniformization
term in state x (without the scalar factor µ):

Rk(x) = xkwt(r′k(x)), 1 ≤ k ≤ I, U(x) =
I∑
k=1

(Sk − xk)wt(x).

We will show that the function
∑I
k=1Rk + U is supermodular, i.e. that for all

x ∈ X such that x− ei − ej ∈ X :

I∑
k=1

Rk(x− ei − ej) + U(x− ei − ej) +
I∑
k=1

Rk(x) + U(x)

≥
I∑
k=1

Rk(x− ei) + U(x− ei) +
I∑
k=1

Rk(x− ej) + U(x− ej). (4.47)

For uniformization terms we have:

U(x− ei − ej) + U(x)− U(x− ei)− U(x− ej)

=
I∑
k=1

(Sk − xk + 1{k∈{i,j}})wt(x− ei − ej) +
I∑
k=1

(Sk − xk)wt(x)

−
I∑
k=1

(Sk − xk + 1{k=i})wt(x− ei)

−
I∑
k=1

(Sk − xk + 1{k=j})wt(x− ej)

=

(
I∑
k=1

(Sk − xk)

)
(wt(x− ei − ej) + wt(x)− wt(x− ei)− wt(x− ej))

+2wt(x− ei − ej)− wt(x− ei)− wt(x− ej).

Relation (4.43) gives wt(x− ei− ej) +wt(x)−wt(x− ei)−wt(x− ej) ≥ 0, thus:

U(x− ei − ej) + U(x) ≥ 2wt(x− ei − ej)
−U(x− ei)− U(x− ej) −wt(x− ei)− wt(x− ej). (4.48)

For returns of type k we have two cases:
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– For k 6∈ {i, j}:

Rk(x− ei − ej) +Rk(x)−Rk(x− ei)−Rk(x− ej)
= xkwt(x− ei − ej − 1{xk>0}ek) + xkwt(x− 1{xk>0}ek)
−xkwt(x− ei − 1{xk>0}ek)− xkwt(x− ej − 1{xk>0}ek)

= xk
(
wt(x− ei − ej − 1{xk>0}ek) + wt(x− 1{xk>0}ek)

−wt(x− ei − 1{xk>0}ek)− wt(x− ej − 1{xk>0}ek
)
.

Relation (4.43) for state x−1{xk>0}ek implies wt(x−ei−ej−1{xk>0}ek)+
wt(x− 1{xk>0}ek)− wt(x− ei − 1{xk>0}ek)− wt(x− ej − 1{xk>0}ek) ≥ 0,
thus:

Rk(x− ei − ej) +Rk(x)
−Rk(x− ei)−Rk(x− ej) ≥ 0, k 6∈ {i, j}. (4.49)

– For k = i (case k = j is symmetrical):

Ri(x− ei − ej) +Ri(x)−Ri(x− ei)−Ri(x− ej)
= (xi − 1)wt(x− ei − ej − 1{xi>1}ei) + xiwt(x− ei)
−(xi − 1)wt(x− ei − 1{xi>1}ei)− xiwt(x− ei − ej).

For xi = 1, the above equation becomes:

Ri(x− ei − ej) +Ri(x) = wt(x− ei)
−Ri(x− ei)−Ri(x− ej) −wt(x− ei − ej),

and for xi > 1 we have:

Ri(x− ei − ej) +Ri(x)−Ri(x− ei)−Ri(x− ej)
= (xi − 1)

(
wt(x− 2ei − ej) + wt(x− ei)

−wt(x− 2ei)− wt(x− ei − ej)
)

+wt(x− ei)− wt(x− ei − ej).

Relation (4.43) for state x− ei implies:

wt(x− 2ei − ej) + wt(x− ei)− wt(x− 2ei)− wt(x− ei − ej) ≥ 0,

thus for k = i:

Ri(x− ei − ej) +Ri(x) wt(x− ei)
−Ri(x− ei)−Ri(x− ej) ≥ −wt(x− ei − ej). (4.50)

By symmetry, for k = j:

Rj(x− ei − ej) +Rj(x) wt(x− ej)
−Rj(x− ei)−Rj(x− ej) ≥ −wt(x− ei − ej). (4.51)
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Now from (4.48), (4.49), (4.50) and (4.51) it follows that:

I∑
k=1

Rk(x− ei − ej) + U(x− ei − ej) +
I∑
k=1

Rk(x) + U(x)

−
I∑
k=1

Rk(x− ei)− U(x− ei)−
I∑
k=1

Rk(x− ej)− U(x− ej)

≥ 2wt(x− ei − ej)− wt(x− ei)− wt(x− ej)
+wt(x− ei)− wt(x− ei − ej) + wt(x− ej)− wt(x− ei − ej) = 0.

Thus relation (4.47) holds.

Relation (4.45) follows now easily from relations (4.44), (4.46), (4.47) and
supermodularity of reward function r̃.

2

Proof ofProposition 4.4 The proof is similar to the proof of Proposition 4.3. We will
show, by induction on t, that for all i, j ∈ {1, . . . , I}, i 6= j, and for all x ∈ X such
that x− ei − ej ∈ X :

w̃t(x− ei − ej) + w̃t(x) ≥ w̃t(x− ei) + w̃t(x− ej), ∀t ≥ 0. (4.52)

Recall that (relation (4.26)):

w̃t+1(x) = r̃(x) +
∑

∅6=A⊂{1,...,I}

λAw̃t(d′′A(x))

+
∑

∅6=B⊂{1,...,I}

µ[min
k∈B

xk −max
k 6∈B

xk]+w̃t(r′′B(x))

+µ

(
I∑
k=1

Sk − max
k=1...I

xk

)
w̃t(x), x ∈ X , t ≥ 0, (4.53)

where w̃0(x) := 0, x ∈ X . Suppose that relation (4.52) holds for a given t ≥ 0
(the case t = 0 is trivial). We will show that then it also holds for t + 1. Let
i, j ∈ {1, . . . , I}, i 6= j, be arbitrary and fixed. We need to show that for all x ∈ X
such that x− ei − ej ∈ X :

w̃t+1(x− ei − ej) + w̃t+1(x) ≥ w̃t+1(x− ei) + w̃t+1(x− ej). (4.54)

• Demands. Demands in model M2 have the same rate and destination as in
model M1, therefore the same arguments as in proof of Proposition 4.3 can
be used to show the equivalent of relation (4.46) for the M2 model: for all
A ⊂ {1, . . . , I}, A 6= ∅, and for all x ∈ X such that x− ei − ej ∈ X :

w̃t(d′′A(x− ei − ej)) + w̃t(d′′A(x)) ≥ w̃t(d′′A(x− ei)) + w̃t(d′′A(x− ej)). (4.55)
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• Returns and uniformization. Similar to the proof of Proposition 4.3, we denote
by R̃B(x), B ⊂ {1, . . . , I}, B 6= ∅, the term corresponding to joint returns of
set B in state x, and by Ũ(x) the uniformization term in state x (without the
scalar factor µ):

R̃B(x) = [min
k∈B

xk −max
k 6∈B

xk]+w̃t(r′′B(x)), B 6= ∅,

Ũ(x) =

(
I∑
k=1

Sk − max
k=1...I

xk

)
w̃t(x).

We will show that the function
∑I
k=1 R̃k + Ũ is supermodular, i.e. that for all

x ∈ X such that x− ei − ej ∈ X :∑
∅6=B⊂{1,...,I}

R̃B(x− ei − ej) + Ũ(x− ei − ej)

+
∑

∅6=B⊂{1,...,I}

R̃B(x) + Ũ(x)

≥
∑

∅6=B⊂{1,...,I}

R̃B(x− ei) + Ũ(x− ei)

+
∑

∅6=B⊂{1,...,I}

R̃B(x− ej) + Ũ(x− ej). (4.56)

For uniformization terms we have:

Ũ(x− ei − ej) + Ũ(x)− Ũ(x− ei)− Ũ(x− ej)

=

(
I∑
k=1

Sk − max
k=1...I

{xk − 1k∈{i,j}}

)
w̃t(x− ei − ej)

+

(
I∑
k=1

Sk − max
k=1...I

xk

)
w̃t(x)

−
∑

r∈{i,j}

(
I∑
k=1

Sk − max
k=1...I

{xk − 1k=r}

)
w̃t(x− er). (4.57)

Denote by M(x) = maxk=1...I xk. Let C = {k | xk = M(x)}. We have 3 different
cases:

– C 6⊂ {i, j}. Then (4.57) becomes:

Ũ(x− ei − ej) + Ũ(x)− Ũ(x− ei)− Ũ(x− ej)

=

(
I∑
k=1

Sk −M(x)

)
(
w̃t(x− ei − ej) + w̃t(x)− w̃t(x− ei)− w̃t(x− ej)

)
≥ 0,
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by induction hypothesis (relation (4.52)).
– C = {i, j}. Then (4.57) becomes:

Ũ(x− ei − ej) + Ũ(x)− Ũ(x− ei)− Ũ(x− ej)

=

(
I∑
k=1

Sk −M(x)

)
(w̃t(x− ei − ej) + w̃t(x)− w̃t(x− ei)− w̃t(x− ej))
+w̃t(x− ei − ej) ≥ w̃t(x− ei − ej).

– C = {i} (case C = {j} is symmetrical). Then (4.57) becomes:

Ũ(x− ei − ej) + Ũ(x)− Ũ(x− ei)− Ũ(x− ej)

=

(
I∑
k=1

Sk −M(x)

)
(w̃t(x− ei − ej) + w̃t(x)− w̃t(x− ei)− w̃t(x− ej))
+w̃t(x− ei − ej)− w̃t(x− ei)

≥ w̃t(x− ei − ej)− w̃t(x− ei).

All three cases can be now written together as:

Ũ(x− ei − ej) + Ũ(x)− Ũ(x− ei)− Ũ(x− ej)
≥ 1C⊂{i,j}w̃t(x− ei − ej)
−1C={i}w̃t(x− ei)− 1C={j}w̃t(x− ej). (4.58)

Let us consider now the returns. Let B ⊂ {1, . . . , I}, B 6= ∅, be arbitrary and
fixed. Then for returns of set B we have:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)
= [min

k∈B
(xk − 1k∈{i,j})−max

k 6∈B
(xk − 1k∈{i,j})]+

w̃t(x− ei − ej −
∑
k∈B

1{xk>1{k∈{i,j}}}ek)

+[min
k∈B

xk −max
k 6∈B

xk]+w̃t(x−
∑
k∈B

1{xk>0}ek)

−
∑

r∈{i,j}

[min
k∈B

(xk − 1k=r)−max
k 6∈B

(xk − 1k=r)]+

w̃t(x− er −
∑
k∈B

1{xk>1{k=r}}ek).

Note that:

x− ei − ej −
∑
k∈B

1{xk>1{k∈{i,j}}}ek = x−
∑
k∈B

1{xk>0}ek −
∑

r∈{i,j}

1{xr>1{r∈B}}er
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and

x− er −
∑
k∈B

1{xk>1{k=r}}ek = x−
∑
k∈B

1{xk>0}ek − 1{xr>1{r∈B}}er, r ∈ {i, j}.

Let

x′ = x−
∑
k∈B

1{xk>0}ek.

Then the above relation becomes:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)
= [min

k∈B
(xk − 1k∈{i,j})−max

k 6∈B
(xk − 1k∈{i,j})]+

w̃t(x′ −
∑

r∈{i,j}

1{xr>1{r∈B}}er)

+[min
k∈B

xk −max
k 6∈B

xk]+w̃t(x′)

−
∑

r∈{i,j}

[min
k∈B

(xk − 1k=r)−max
k 6∈B

(xk − 1k=r)]+

w̃t(x′ − 1{xr>1{r∈B}}er).

For an arbitrary subset D ⊂ {1, . . . , I} we define l(D) (resp. u(D)) to be the
minimal (resp. maximal) value of components of state x that belong to the set
D:

l(D) = min
k∈D

xk and u(D) = max
k∈D

xk.

We also denote by L(D) (resp. U(D)) the components for which x reaches the
minimal (resp. maximal) value:

L(D) = {k ∈ D : xk = l(D)} and U(D) = {k ∈ D : xk = u(D)}.

Let B = {k : 1 ≤ k ≤ I, k 6∈ B} denote the complement of set B. Then:

[min
k∈B

xk −max
k 6∈B

xk]+ = [l(B)− u(B)]+, (4.59)

[min
k∈B

(xk − 1k∈{i,j})−max
k 6∈B

(xk − 1k∈{i,j})]+

=


[l(B)− 1− u(B)]

+
, L(B) ∩ {i, j} 6= ∅, U(B) 6⊂ {i, j}

[l(B)− u(B) + 1]
+
, L(B) ∩ {i, j} = ∅, U(B) ⊂ {i, j}

[l(B)− u(B)]
+
, otherwise

(4.60)
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For r ∈ {i, j}:

[min
k∈B

(xk − 1k=r)−max
k 6∈B

(xk − 1k=r)]+

=


[l(B)− 1− u(B)]

+
, r ∈ L(B)

[l(B)− u(B) + 1]
+
, U(B) = {r}

[l(B)− u(B)]
+
, otherwise

(4.61)

Note first that if l(B) < u(B), then (4.59), (4.60) and (4.61) become all equal
to 0 and therefore:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej) = 0.

If l(B) = u(B), then we have:

[min
k∈B

xk −max
k 6∈B

xk]+ = [l(B)− u(B)]+ = 0,

[min
k∈B

(xk − 1k∈{i,j})−max
k 6∈B

(xk − 1k∈{i,j})]+

=
{

1, L(B) ∩ {i, j} = ∅, U(B) ⊂ {i, j}
0, otherwise

and for r ∈ {i, j},

[min
k∈B

(xk − 1k=r)−max
k 6∈B

(xk − 1k=r)]+ =
{

1, U(B) = {r}
0, otherwise

Therefore, if l(B) = u(B):

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)

= 1{L(B)∩{i,j}=∅, U(B)⊂{i,j}}w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er)

−
∑

r∈{i,j}

1{U(B)={r}}w̃t(x
′ − 1{xr>1{r∈B}}er).

The second term is non-zero only if U(B) = {r} for r ∈ {i, j}, that is:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)

= 1{L(B)∩{i,j}=∅, U(B)⊂{i,j}}w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er)

−1{U(B)={r}⊂{i,j}}w̃t(x
′ − er), (4.62)
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where
x′ = x−

∑
k∈B

1{xk>0}ek.

Finally, we consider the case l(B) > u(B). We have:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)
= (l(B)− u(B)− 1{L(B)∩{i,j}6=∅, U(B)6⊂{i,j}}

+1{L(B)∩{i,j}=∅, U(B)⊂{i,j}})w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er)

+(l(B)− u(B))w̃t(x′)

−
∑

r∈{i,j}

(l(B)− u(B)− 1{r∈L(B)} + 1{U(B)={r}})

w̃t(x′ − 1{xr>1{r∈B}}er). (4.63)

We will first show the following relation:

w̃t(x′ −
∑

r∈{i,j}

1{xr>1{r∈B}}er) + w̃t(x′)

−
∑

r∈{i,j}

w̃t(x′ − 1{xr>1{r∈B}}er) ≥ 0. (4.64)

– If r ∈ B and xr = 1, for r ∈ {i, j}, then relation (4.64) becomes:

w̃t(x′) + w̃t(x′)− 2w̃t(x′) ≥ 0,

which is trivially satisfied.

– If (i ∈ B and xi = 1) and (j 6∈ B or xj > 1), then relation (4.64) becomes:

w̃t(x′ − ej) + w̃t(x′)− w̃t(x′)− w̃t(x′ − ej) ≥ 0,

which is also trivially satisfied. The case (i 6∈ B or xi > 1) and (j ∈ B and
xj = 1) is symmetrical.

– If r 6∈ B or xr > 1, for r ∈ {i, j}, then relation (4.64) becomes:

w̃t(x′ − ei − ej) + w̃t(x′)− w̃t(x′ − ei)− w̃t(x′ − ej) ≥ 0,

which is satisfied by the induction hypothesis for state x′.

Therefore, relation (4.64) holds.
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Let us now go back to relation (4.63). We have the following cases:

– L(B) ∩ {i, j} = ∅. Then:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)

= (l(B)− u(B) + 1{U(B)⊂{i,j}})w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er)

+(l(B)− u(B))w̃t(x′)

−
∑

r∈{i,j}

(l(B)− u(B) + 1{U(B)={r}})w̃t(x
′ − 1{xr>1{r∈B}}er)

= (l(B)− u(B))

(
w̃t(x′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er) + w̃t(x′)

−
∑

r∈{i,j}

w̃t(x′ − 1{xr>1{r∈B}}er)

)

+1{U(B)⊂{i,j}}w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er)

−1{U(B)={r}⊂{i,j}}w̃t(x
′ − er).

Then from relation (4.64) it follows that:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)

≥ 1{U(B)⊂{i,j}}w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er)

−1{U(B)={r}⊂{i,j}}w̃t(x
′ − er).
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– L(B) ∩ {i, j} 6= ∅. Then:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)

= (l(B)− u(B)− 1{U(B)6⊂{i,j}})w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er)

+(l(B)− u(B))w̃t(x′)

−
∑

r∈{i,j}

(l(B)− u(B)− 1{r∈L(B)} + 1{U(B)={r}})

w̃t(x′ − 1{xr>1{r∈B}}er)

= (l(B)− u(B)− 1)

(
w̃t(x′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er) + w̃t(x′)

−
∑

r∈{i,j}

w̃t(x′ − 1{xr>1{r∈B}}er)

)

+1{U(B)⊂{i,j}}w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er) + w̃t(x′)

−
∑

r∈{i,j}

(1− 1{r∈L(B)} + 1{U(B)={r}})w̃t(x
′ − 1{xr>1{r∈B}}er).

Then from relation (4.64) it follows that:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)

≥ 1{U(B)⊂{i,j}}w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er) + w̃t(x′)

−
∑

r∈{i,j}

(1− 1{r∈L(B)} + 1{U(B)={r}})w̃t(x
′ − 1{xr>1{r∈B}}er).

Therefore, if we put the both cases together we obtain:

R̃B(x− ei − ej) + R̃B(x)− R̃B(x− ei)− R̃B(x− ej)

≥ 1{U(B)⊂{i,j}}w̃t(x
′ −

∑
r∈{i,j}

1{xr>1{r∈B}}er) + 1{L(B)∩{i,j}6=∅}w̃t(x′)

−1{L(B)∩{i,j}6=∅}
∑

r∈{i,j}\L(B)

w̃t(x′ − 1{xr>1{r∈B}}er)

−1{U(B)={r}⊂{i,j}}w̃t(x
′ − er), (4.65)

where
x′ = x−

∑
k∈B

1{xk>0}ek.
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In order to show relation (4.56), we need to consider together uniformization
terms (relation (4.58)) and returns (relations (4.62) and (4.65)). Without loss
of generality we can assume that:

x1 ≤ x2 ≤ . . . ≤ xI .

Consider the partition {G1, . . . , Gn} of set {1, . . . , I} into sets of components
having equal values:

1. For all 1 ≤ k ≤ n, xi = xj , ∀i, j ∈ Gk.
2. For 1 ≤ k < l ≤ n, xi < xj , ∀i ∈ Gk, ∀j ∈ Gl.

Furthermore, for all 1 ≤ k ≤ n, we will denote by gk the value of components
in Gk:

xi = gk, ∀i ∈ Gk.
For a given set B we will denote by s(B) the index of the component set in B
for which x has the minimal value:

s(B) = min{k : Gk ∩B 6= ∅}.

Then for a fixed value of s(B) = s the non-trivial sets B for returns are given
by:

l(B) ≥ u(B) ⇔ B = ∪k>sGk ∪ F,
where

∅ 6= F = L(B) ⊂ Gs.
In other words, B must contain all elements of sets Gk with index k larger than
s and some subset of Gs.

Now returns and uniformization term can be written as:

R̃U(x) =
∑

∅6=B⊂{1,...,I}

R̃B(x− ei − ej) + Ũ(x− ei − ej)

+
∑

∅6=B⊂{1,...,I}

R̃B(x) + Ũ(x)

−
∑

r∈{i,j}

 ∑
∅6=B⊂{1,...,I}

R̃B(x− er) + Ũ(x− er)


=

n∑
s=1

∑
∅6=F⊂Gs

(
R̃∪k>sGk∪F (x− ei − ej) + R̃∪k>sGk∪F (x)

−
∑

r∈{i,j}

R̃∪k>sGk∪F (x− er)

)
+Ũ(x− ei − ej) + Ũ(x)− Ũ(x− ei)− Ũ(x− ej).

We have two different types of sets B:
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1. Sets for which Gs(B) 6⊂ B (i.e. F 6= Gs(B)). Then

L(B) = F $ Gs(B), U(B) = Gs(B)\F,

and

l(B) = u(B) = gs(B).

For returns of this type we use relation (4.62).

2. Sets for which Gs(B) ⊂ B (i.e. F = Gs(B)). Then

L(B) = F = Gs(B), U(B) = Gs(B)−1 (G0 := ∅),

and

l(B) = gs(B), u(B) = gs(B)−1 (g0 := 0).

For returns of this type we use relation (4.65).

Finally, for uniformization term we use relation (4.58). Note that we have here
I ∈ C = Gn. Then from (4.62) for the first three lines, (4.65) for the next six
lines, and (4.58) for the last line, it follows:

R̃U(x) ≥
n∑
s=1

( ∑
∅6=F$Gs

(
1{F∩{i,j}=∅, Gs\F⊂{i,j}}

w̃t
(
x−

∑
m∈∪k>sGk∪F

1{xm>0}em −
∑

r∈{i,j}

1{xr>1{r∈∪k>sGk∪F}}er
)

−
∑

r∈{i,j}

1{Gs\F={r}}w̃t(x−
∑

m∈∪k>sGk∪F
1{xm>0}em − er)

)
+1{∅6=Gs−1⊂{i,j}}

w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em −
∑

r∈{i,j}

1{xr>1{r∈∪k≥sGk}}
er)

+1{Gs∩{i,j}6=∅}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

−1{Gs∩{i,j}6=∅}∑
r∈{i,j}\Gs̃

wt(x−
∑

m∈∪k≥sGk

1{xm>0}em − 1{xr>1{r∈∪k≥sGk}}
er)

−
∑

r∈{i,j}

1{Gs−1={r}}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em − er)

)
+1{Gn⊂{i,j}}w̃t(x− ei − ej)− 1{Gn={I}⊂{i,j}}w̃t(x− eI).
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Now we can rewrite the terms that contain Gs−1 as follows:

n∑
s=1

1{∅6=Gs−1⊂{i,j}}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em −
∑

r∈{i,j}

1{xr>1{r∈∪k≥sGk}}
er)

=
n−1∑
s=1

1{Gs⊂{i,j}}w̃t(x−
∑

m∈∪k≥s+1Gk

1{xm>0}em −
∑

r∈{i,j}

1{xr>1{r∈∪k≥s+1Gk}}
er)

=
n−1∑
s=1

1{Gs⊂{i,j}}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em −
∑

r∈{i,j}\Gs

1{xr>1{r∈∪k≥s+1Gk}}
er)

and

n∑
s=1

∑
r∈{i,j}

1{Gs−1={r}}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em − er)

=
n−1∑
s=1

∑
r∈{i,j}

1{Gs={r}}w̃t(x−
∑

m∈∪k≥s+1Gk

1{xm>0}em − er)

=
n−1∑
s=1

∑
r∈{i,j}

1{Gs={r}}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em).

Note that for s = n:

1{Gn⊂{i,j}}w̃t(x− ei − ej) =

1{Gn⊂{i,j}}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em −
∑

r∈{i,j}\Gn

1{xr>0}er)

and

1{Gn={I}⊂{i,j}}w̃t(x− eI) =
∑

r∈{i,j}

1{Gn={r}}w̃t(x−
∑

m∈∪k≥nGk

1{xm>0}em)
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Therefore:

R̃U(x) ≥
n∑
s=1

( ∑
∅6=F$Gs

(
1{F∩{i,j}=∅, Gs\F⊂{i,j}} (4.66)

w̃t
(
x−

∑
m∈∪k>sGk∪F

1{xm>0}em −
∑

r∈{i,j}

1{xr>1{r∈∪k>sGk∪F}}er
)

−
∑

r∈{i,j}

1{Gs\F={r}}w̃t(x−
∑

m∈∪k>sGk∪F
1{xm>0}em − er)

)
(4.67)

+1{Gs⊂{i,j}}

w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em −
∑

r∈{i,j}\Gs

1{xr>1{r∈∪k≥s+1Gk}}
er) (4.68)

+1{Gs∩{i,j}6=∅}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

−1{Gs∩{i,j}6=∅}∑
r∈{i,j}\Gs̃

wt(x−
∑

m∈∪k≥sGk

1{xm>0}em − 1{xr>1{r∈∪k≥sGk}}
er)

−
∑

r∈{i,j}

1{Gs={r}}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

)
. (4.69)

Consider now terms (4.66) and (4.68) in the above relation. First, if F∩{i, j} = ∅
and Gs\F ⊂ {i, j}, then:

x−
∑

m∈∪k>sGk∪F
1{xm>0}em −

∑
r∈{i,j}

1{xr>1{r∈∪k>sGk∪F}}er

= x−
∑

m∈∪k≥sGk

1{xm>0}em −
∑

r∈{i,j}\Gs

1{xr>1{r∈∪k≥sGk}}
er.

Now (4.68) can be seen as a special case of (4.66) for F = ∅. Similarly, for
Gs\F = {r},

x−
∑

m∈∪k>sGk∪F
1{xm>0}em − er = x−

∑
m∈∪k≥sGk∪F

1{xm>0}em.
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Now (4.69) is a special case of (4.67) for F = ∅. Therefore,

R̃U(x) ≥
n∑
s=1

( ∑
F$Gs

(
1{F∩{i,j}=∅, Gs\F⊂{i,j}}w̃t

(
x−

∑
m∈∪k≥sGk

1{xm>0}em

−
∑

r∈{i,j}\Gs

1{xr>1{r∈∪k≥sGk}}
er
)

−
∑

r∈{i,j}

1{Gs\F={r}}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)
)

+1{Gs∩{i,j}6=∅}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

−1{Gs∩{i,j}6=∅}∑
r∈{i,j}\Gs̃

wt(x−
∑

m∈∪k≥sGk

1{xm>0}em − 1{xr>1{r∈∪k≥sGk}}
er)

)
.

Note now that for F $ Gs,

1{F∩{i,j}=∅, Gs\F⊂{i,j}} = 1{Gs∩{i,j}6=∅, F=Gs\{i,j}}

and

1{Gs\F={r}} = 1{r∈Gs, F=Gs\{r}}, r ∈ {i, j}.

Therefore, in the above summation over all F $ Gs, the first term is non-zero
only for F = Gs\{i, j} and the second one is non-zero only for F = Gs\{r},
which gives:

R̃U(x) ≥
n∑
s=1

(
1{Gs∩{i,j}6=∅}

w̃t
(
x−

∑
m∈∪k≥sGk

1{xm>0}em −
∑

r∈{i,j}\Gs

1{xr>1{r∈∪k≥sGk}}
er
)

−
∑

r∈{i,j}

1{r∈Gs}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

+1{Gs∩{i,j}6=∅}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

1{Gs∩{i,j}6=∅}∑
r∈{i,j}\Gs̃

wt(x−
∑

m∈∪k≥sGk

1{xm>0}em − 1{xr>1{r∈∪k≥sGk}}
er)

)
.
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In order to show that R̃U(x) ≥ 0, will show that for each s ∈ {1, . . . , n}:

1{Gs∩{i,j}6=∅}(
w̃t
(
x−

∑
m∈∪k≥sGk

1{xm>0}em −
∑

r∈{i,j}\Gs

1{xr>1{r∈∪k≥sGk}}
er
)

−
∑

r∈{i,j}

1{r∈Gs}w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

+w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

−
∑

r∈{i,j}\Gs̃

wt(x−
∑

m∈∪k≥sGk

1{xm>0}em − 1{xr>1{r∈∪k≥sGk}}
er)

)
≥ 0. (4.70)

For a fixed s ∈ {1, . . . , n}, we have the following cases:

1. Gs ∩ {i, j} = ∅. Then relation (4.70) trivially holds.

2. i ∈ Gs and j 6∈ Gs (the case j ∈ Gs and i 6∈ Gs is symmetrical). Then
(4.70) becomes:

w̃t
(
x−

∑
m∈∪k≥sGk

1{xm>0}em − 1{xj>1{j∈∪k≥sGk}}
ej
)

−w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em) + w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

−w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em − 1{xj>1{j∈∪k≥sGk}}
ej) ≥ 0,

which clearly holds.

3. {i, j} ⊂ Gs. Then (4.70) becomes:

w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)− 2w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em)

+w̃t(x−
∑

m∈∪k≥sGk

1{xm>0}em) + 0 ≥ 0,

which also holds.

Therefore, R̃U(x) ≥ 0, so we proved relation (4.56).

Now relation (4.54) follows directly from (4.53), (4.55), (4.56) and supermodularity
of reward function r̃. 2
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Chapter 5

Optimization of base stock
levels for service tools
inventory

5.1. Introduction

In Chapter 3, we described our study to develop an efficient and accurate evaluation
model including coupled demands and coupled returns (Research objective 3) and in
Chapter 4 we developed and proved bounds for the service level of the same model
(Research objective 4). However, it is not enough to be able to evaluate the service
levels for given base stock levels. In practice, usually the main question is “What
base stock levels are needed to reach the service level agreed upon?” In this chapter,
we therefore describe our work on research objective 5:

5. Develop an efficient and accurate optimization heuristic for the single-location
service tools problem including coupled demands and coupled returns.

To be more precise, we develop an optimization model for a single-location, multi-item
inventory system for service tools, that can be used for real-life instances. The service
constraint used is the aggregate order fill rate, i.e., the fraction of orders for which
all requested tools are delivered from stock at the warehouse under consideration
(i.e., without needing to borrow tools). Recall from Relation 1.1 that the aggregate
order fill is directly linked to the performance metric of importance, the maintenance
delay, when the total demand rate and delivery times are known. We present four
heuristics to solve the problem, comprised of evaluation and optimization algorithms;
we compare our heuristics using a realistic test bed. This generates insights into
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the situations in which each of the algorithms works well, and allows us to provide
recommendations for implementations in practice. In addition, we provide a lower
bound solution to give insights into and also to quantify the optimality gap of each
of the proposed solutions.

Another important aspect of the heuristic is the computation time. ASML reoptimizes
the base stock levels of the service tool once every three months. At these moments,
a solution for the whole network needs to be generated. The heuristic developed thus
needs to be reasonably fast.

Furthermore, we want to gain managerial insights related to coupled demands.
Therefore, we set the following objective.

6. Investigate whether algorithms for the management of spare parts are appropri-
ate to manage service tools, in other words, whether new, more sophisticated,
algorithms should be used for the stock planning of tools that lead to more
accurate and/or lower-cost solutions.

To reach this objective, we compare the best of our four heuristics tested with the
heuristic used for spare parts, which is also one of the four heuristics, to see the impact
of taking the special characteristics of service tools into consideration. We perform
this comparison using a case based on ASML data.

The model studied in this chapter is related to spare parts models, assemble-to-order
systems, the repair kit problem and the kit-management problem. For an overview
of the literature in these fields for both the evaluation method and the optimization
models, see Chapter 1.

Note that in Chapter 3 an evaluation method was provided for the model studied
in this chapter, but that it was not embedded into an optimization algorithm for
the base stock levels. The development and testing of such an algorithm, and the
subsequent generation of insights, is the goal of this chapter. Our algorithms are the
first available that solve this problem.

This chapter is organized as follows. In Section 5.2, we present our model. Afterwards,
in Section 5.3, we describe our optimization heuristics, the lower bound, the validation
method, and the test bed. In Section 5.4, the results of the comparison of the heuristics
are given for our test bed. Then, in Section 5.5, we compare the best of our heuristics
with the spare part heuristic for a case study using ASML data. In Section 5.6,
we draw conclusions and give insights. Finally, in Section 5.7, we discuss possible
extensions.
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5.2. Model

We consider a single warehouse with a stock of service tools, in a region where multiple
machines are installed. When a machine breaks down, a demand occurs for service
tools that are needed to repair the machine. Let I = {1, 2, ..., |I|} denote the set
of service tools, and Ci the cost of tool i ∈ I. For each type of defect, a different
subset of service tools is needed. In other words, there are different demand streams
for different sets of tools. Let K = {1, 2, ..., |K|} denote the set of demand streams,
where 1 ≤ |K| ≤ 2|I| − 1. For each k ∈ K the subset of demanded service tools is
given by Ik ⊂ I (Ik 6= ∅). We assume that for all demand streams exactly one tool of
type i ∈ Ik is needed, which is consistent with practice. Furthermore, we assume that
for each defect it is known exactly which tools are needed, and that at the moment of
machine break down it is known what defect caused the break down. In real-life, this
assumption is not always true. However, thanks to remote diagnostics, the prediction
of which tools are needed is getting better. Furthermore, when there is uncertainty
about what tools are needed, engineers might order a superset of all needed tools. In
this case Ik can be defined as the superset of tools, that includes tools for multiple
(or all) possible failures.

If all service tools included in a demanded set are available at the warehouse, the
whole set is sent to the customer immediately. However, if only part of the demanded
set is available, partial fulfillment of the order is carried out; i.e., we consider a partial
order service model (cf. the terminology of Song et al., 1999). Any tools from the
demanded set that are unavailable are sent by emergency supply, from a warehouse
in the same region or from a central warehouse that serves as a backup. For the stock
at the warehouse, the demand for the non-available tools is considered as lost. After
usage all tools are returned together to their original location, after an exponential
return time with mean tret. (This is not a restrictive assumption: it has been shown in
Chapter 3 that our model is almost insensitive to whether the return time distribution
is exponential or deterministic.) Thus, there is a fixed circulation stock for each tool
stocked at the warehouse, and tools always are either on stock or at a machine for
repair purposes. In the latter case, a tool is said to be in the return pipeline. The
inventory policy for the service tools at the warehouse is a base stock policy with base
stock vector S = (S1, S2, . . . , S|I|), where Si is the base stock (or circulation stock)
level for service tool i.

The demand process for each independent stream k ∈ K is a Poisson process with a
constant rate λk (≥ 0). The demand process for all demand streams together then is
also a Poisson process, with rate λ =

∑
k∈K λk. The assumption of Poisson demand

streams follows from the technical nature of the machines under consideration: For
these systems the mean time between failures is close-to exponential. In addition,
the warehouse serves multiple machines that all fail independently with low failure
rates. Thus, the total demand process for this situation can well be approximated
by a Poisson process. Furthermore, in practice, only short down-times of machines
are allowed. Therefore, it is reasonable to assume constant failure rates (i.e., rates
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independent of the number of machines currently under repair).

The performance of the system is measured in terms of order fill rates, i.e., the
fractions of orders for which all requested tools can be delivered from stock. Define
βk as the order fill rate for demand stream k ∈ K. We assume an uniform customer
population. The performance of the whole system is then measured by the aggregate
order fill rate β, which denotes the fraction of all demands that are fulfilled from
stock:

β =
∑
k∈K

λk

λ βk.

For demand streams consisting out of only one tool, the order fill rate is equal to the
item fill rate of that tool, which can be calculated using the Erlang loss formula. For
each item, the aggregated demand rate, λ̃i is calculated as the sum over all demands
in which this item is part of the set of items needed, λ̃i =

∑
k∈K;i∈Ik

λk. Define β̃i
as the item fill rate for item i. The item fill rate can easily be calculated using the
Erlang loss formula, namely:

β̃i = 1− (λ̃itret)Si/Si!∑Si
j=0(λ̃itret)j/j!

. (5.1)

The objective of the OEM is to minimize the investment in service tools, while
still satisfying the service level rate agreed upon with their customers βtar. The
optimization problem is thus:

(P) Min {
∑
i∈I CiSi |

∑
k∈K

λk

λ βk ≥ β
tar, Si ∈ N0 ∀i}.

The goal of this research is to develop a heuristic to efficiently determine near-optimal
base stock levels for this optimization problem. Furthermore, we want to study the
impact of taking into account coupled demands and coupled returns in the modeling,
to see whether models developed for spare parts can be used for the stock planning
of service tools as well. Therefore, multiple heuristics are studied.

Remark 5.1 The emergency shipment costs are not taken into account in this
chapter. The reason for this is that the service level constraints seen in practice are
usually very high. In this case, the inventory costs will be dominant. Furthermore,
even when emergency shipment costs are considered, it is reasonable to assume that
the service constraints will be binding.

5.3. Approach

To compare the performance of different heuristics, we follow three steps: 1) We
develop four heuristics; 2) We compare the performance of these heuristics to each
other and to a lower bound with regard to the costs; and 3) We validate that the
proposed solutions meet the service target.



5.3 Approach 133

First, we develop four candidate heuristics, all of which use a greedy method for the
optimization: Starting from a solution with all base stock levels equal to zero, the
anticipated service improvement per euro per set of tools is determined, and the set
with the highest anticipated improvement is chosen. The base stock levels are then
updated. This is repeated until the target service level is reached. Clearly, a key
component of all heuristics is an evaluation method to determine the anticipated
service improvement for each combination of tools. The heuristics differ in the
approximate evaluation method each uses. These methods are described in detail
in Subsection 5.3.1. Furthermore, the heuristics differ in the candidate set, also called
the neighborhood, that is considered in the greedy steps. This difference is explained
in Subsection 5.3.2. The candidate sets combined with the evaluation method result
in different heuristics. These heuristics are described in Subsection 5.3.3.

Second, to gain insights into how well the proposed heuristics perform, we compare
the solutions with a lower bound on the costs, which is described in Subsection 5.3.4.

Third, since we use an approximate evaluation, we need to validate that the proposed
solutions actually meet our service level target. Our method for achieving this is
described in Subsection 5.3.5.

In the last subsection, Subsection 5.3.6, we describe the test bed we use for comparing
our four heuristics.

5.3.1 Evaluation methods

As stated above, a key component of each algorithm is the evaluation method used
to determine the anticipated service improvement for each combination of tools. We
discuss our three evaluation methods now. The first evaluation method we consider
is the evaluation method described in Chapter 3. This evaluation method uses a
numerical evaluation of Markov chains, in which both coupling in demands and
coupling in returns is included. The second evaluation method does not take into
account coupling in returns, but does take into account coupling in demand. The key
assumption in this method is that the stock levels, and thus the item fill rates, are
independent. The third evaluation method ignores the coupling in demand completely.
In this method, the coupled demands are decoupled into demand streams for single
items. The total demand rate for this method thus is higher than for the other
methods, while the demand rate per item stays the same.

Evaluation method 1. The first evaluation method we use is described in Chapter
3 of this thesis, namely approximate model M3. We summarize this method here, but
for details, we refer readers Section 3.4.

β
(3)
k was defined in Chapter 3 as the order fill rate for demand stream k as

approximated with model M3. The aggregate order fill rate approximation following
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from evaluation method 1, β1, then can be expressed as:

β1 =
∑
k∈K

λk

λ β
(3)
k .

Although this evaluation method is efficient for evaluating individual instances, its
usage in a greedy optimization method requires repeated applications, which proved
to be time consuming. Therefore, we developed a second evaluation method which is
less accurate, but much faster.

Evaluation method 2. In this evaluation method, it is assumed that coupled
demands occur, but that the stock levels of different tools are independent. This
means that the order fill rate for a set of items is approximated by the product of the
individual item fill rates for the items in this set.

For each item, the aggregated demand rate, λ̃i is calculated as the sum over all
demands in which this item is part of the set of items needed, λ̃i =

∑
k∈K;i∈Ik

λk.
Define β̃i as the item fill rate for item i. The item fill rate can easily be calculated
using the Erlang loss formula, see relation 5.1.

Then the order fill rate can be approximated, by ignoring correlation in stock levels,
as follows.

β2
k =

∏
i∈Ik

β̃i

And the aggregate order fill rate approximated in evaluation method 2, β2, is thus:

β2 =
∑
k∈K

λk

λ β
2
k.

This method is similar to the method described in Schaefer (1983) for spare parts,
however now used in a different context. See Section 1.7 for a discussion on the
differences. Because of these differences, the evaluation method is exact for Schaefer’s
model, while for our model it is an approximation. Furthermore, the method is also
similar to the bounds developed in Song (1998). However, the model of Song (1998),
like Schaefer (1983), assumes no coupling in returns.

Evaluation method 3. The third evaluation method we consider is the method
currently used for spare parts at ASML. In this method, the coupled demands are
decoupled into independent demand streams for single items. For each item, the
aggregated demand rate, λ̃i, is calculated as the sum over all demands in which this
item is part of the set of items needed, λ̃i =

∑
k∈K;i∈Ik

λk. The total demand rate for
all demands together is then given by λ̃ =

∑
i∈I λ̃i. Thus, in this evaluation method it

is assumed that the total demand rate is higher than in the other evaluation methods,
but for each of the demands only one service tool is demanded. The item fill rate is
then calculated using the Erlang loss formula, see relation 5.1. The aggregated order
fill rate approximated by evaluation method 3, β3, then is given as follows:

β3 =
∑
i∈I

λ̃i

λ̃
β̃i.
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Note that this method is somewhat similar to evaluation method 2; they differ only in
that method 2 considers demands for sets of tools, while this one assumes individual
demands.

5.3.2 Greedy approach and candidate set

In all of the heuristics, we use a greedy method for the optimization: we start
from a solution with all base stock levels equal to zero. Then the anticipated
service improvement per euro per combination of tools is determined using one of
the evaluation methods described above. This means that the service level with the
base stock level of all tools in the set considered increased by one is compared with
the service level at the current base stock level. The set with the highest anticipated
improvement per euro is chosen, and the base stock levels are then updated. This is
repeated until the target service level is reached.

An important part of the greedy heuristic is the selection of the candidate set, also
called the neighborhood. In this study, three different variants are used:

A. Increase base stock level of a single service tool. For a given solution, the
candidate set of new solutions is the set of solutions in which exactly one service
tool has its base stock level increased by one unit.

B. Increase base stock levels of any set of service tools. For a given solution, the
candidate set of new solutions is the set of solutions in which one or more
service tools have their base stock level increased. For this all sets that lead
to a possible improvement are included. To determine which sets lead to a
possible improvement, the demand streams are the starting point: increasing
all tools within a demand stream may lead to a service improvement. However,
it is possible that the set of tools demanded by two demand streams overlap.
In this case, as soon as the base stock levels for one set have been increased,
increasing the base stock levels for a subset of the remaining tools should also be
considered. For example, if I1 = {1, 2, 3} and I2 = {3, 4, 5}, besides considering
sets {1, 2, 3} and {3, 4, 5}, we also consider sets {1, 2}, {4, 5} and {3}. Suppose
that the stock levels of item 1, 2 and 3 are increased. Then just increasing the
stock levels of items 4 and 5 already leads to an improvement in the service level,
since then demands for demand stream 2 can be fulfilled in some situations as
well. More details on how the list of sets is determined are given below.

C. Increase base stock levels of basic sets of service tools. For a given solution,
the candidate set of new solutions is the set of solutions in which one or more
service tools have their stocks increased. However, in this basic case, these
sets are restricted to the set of tools demanded by demand streams and the
individual items considered in the problem.
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Let D = {1, 2, ..., |D|} denote the set of sets of tools that can lead to possible
improvements. For each d ∈ D the subset of demanded service tools is given by
Id ⊂ I (Id 6= ∅). Furthermore, assume that I |D|+1 = ∅. Formally the assembly of
this list is as follows:

Algorithm to determine combinations

Step 1 Include all demand streams. So, let |D| = |K|, and for all d ∈ D, Id = Id.

Step 2 For all d1, d2 ∈ D do:

• If Id1 \ Id2 6= ∅ then |D| = |D|+ 1 and I |D| = Id1 \ Id2 . If one combination
includes a subset of the tools of another combination, but also some extra
tools, then these extra tools form a new combination which should be
included. Therefore, the total amount of combinations increases by one.

• If Id2 \Id1 6= ∅ then |D| = |D|+1 and I |D| = Id2 \Id1 . The same as before,
but with the sets exchanged. Again, the total amount of combinations
increases by one.

• If Id1∩Id2 6= ∅ then |D| = |D|+1 and I |D| = Id1∩Id2 . If two combinations
partially overlap, then the overlapping tools form a new combination as
well. Again, the total amount of combinations increases by one.

Step 3 For all d1 ∈ D, for all d2 ∈ D:

• If Id1 = Id2 then |D| = |D| − 1 and for k = 0, 1, ..., |D| − d2 − 1 do
Id2+k = Id2+k+1. If two combinations are exactly the same, then one of
the combinations can be excluded from the list.

Note that step 2 and 3 can be combined in one step, where each combination that
should be added is compared directly with the combinations already existing, and
only added when it is not in the list already.

5.3.3 Heuristics

In the previous subsections, different variants for both the evaluation method and the
neighborhood were discussed. These could be combined in nine different heuristics.
However, we only consider four of them in the chapter. The reasons for this are
discussed in this subsection.

Evaluation methods 1 and 2 are based on an order service level. This combined with
variant A for the neighborhood could lead to a non-functioning heuristic. For example,
consider a situation with only two demand streams: I1 = {1, 2} and I2 = {2, 3}. Using
neighborhood variant A, a greedy approach would be used in which the base stock
level of only 1 item is increased per step. However, increasing the base stock levels
of single items will not lead to a service improvement at all. Of course, this is just
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a small example. The same issue however does arise in larger instances as well. Of
course, an “escape” might be possible. However, because of this issue we decided not
to combine evaluation methods 1 and 2 with candidate set A.

Evaluation method 3, however, only considers individual tools. This means that all
three variants for the candidate set are the same, and thus only one variant needs to
be considered. We therefore only consider variant A, and refer to this as Heuristic
3-A.

Neighborhood C is introduced to speed up results found with neighborhood B. The
time saving is a result of the fact that fewer candidate sets are checked in the greedy
algorithm. Evaluation method 1 proved to be very slow for large instances (see
Section 5.4.3). It can be expected that some time saving might be found when using
Evaluation method 1 with neighborhood C compared to neighborhood B. However, in
experiments (see Section 5.4.4) this change only led to relatively small improvements.
Therefore, this still will lead to an unacceptable long running time. Furthermore, it
can be expected that Heuristic 1-B, including the most extended neighborhood with
the most detailed evaluation method, will lead to the best results. Including this
heuristic can therefore be seen as having an idea on the best possible solutions within
the current set of heuristics studied. Therefore, we decided not to consider Heuristic
1-C in this chapter.

Summarizing, we have four different heuristics that we consider in the rest of this
chapter, being: Heuristic 1-B, Heuristic 2-B, Heuristic 2-C and Heuristic 3-A, see
Table 5.1.

Table 5.1 Different heuristics

Neighborhood A Neighborhood B Neighborhood C
Evaluation Heuristic might Heuristic 1-B Not considered

Algorithm 1 not function because of
running time

Evaluation Heuristic might Heuristic 2-B Heuristic 2-C
Algorithm 2 not function
Evaluation Heuristic 3-A Equal to H 3-A Equal to H 3-A

Algorithm 3

5.3.4 Lower bound

To help benchmark the performance of our heuristics, we establish a lower bound on
the optimal costs. We find this lower bound following four steps: 1) Using Lagrangian
relaxation (Fisher, 1981); 2) Splitting the problem in smaller subproblems in a similar
way as done in Kranenburg and van Houtum (2007); 3) Using bounds on the service
level (Chapter 4 of this thesis); and 4) Using smart enumeration. First, the general
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approach is formulated, and afterwards, the specific choices for each step described
are explained.

Lower bound - general

We construct a lower bound for our problem in four steps, where in each step an extra
approximation is made to be able to calculate the lower bound in a reasonable time.
Note that each approximation step leads to a lower bound on the costs compared
to the earlier steps. Therefore, we can guarantee that the solution found is a lower
bound to the costs.

Step 1. Lagrangian relaxation In the first step, we relax the service level
constraint using lagrangian relaxation. Let π ≥ 0 be the lagrangian multiplier. The
optimization problem then becomes:

(LB) Maxπ MinS {
∑
i CiSi − π(

∑
k
λk

λ βk − β
tar)| Si ∈ N0 ∀i}.

For a given π, the following problem must be solved:

(LB-π) MinS {
∑
i CiSi − π(

∑
k
λk

λ βk − β
tar)| Si ∈ N0 ∀i},

which can be written as follows:

(LB-π) MinS {
∑
i CiSi + π(1− (

∑
k
λk

λ βk))− π(1− βtar)| Si ∈ N0 ∀i}.

For given π the last term in the objective function is constant and can thus be
disregarded. The optimization problem then becomes:

(LB’-π) MinS {
∑
i CiSi + π(1− (

∑
k
λk

λ βk))| Si ∈ N0 ∀i}.

In Kranenburg and van Houtum (2007), a similar problem was studied. In their
situation, the problem decomposed in subproblems for single items. In our case,
because of the coupling in demands we are interested in the order fill rate instead
of in the item fill rates. Therefore, we do not have the decomposition in single-item
subproblems, but we need some additional approximation steps to find a lower bound.

Step 2. Decomposition into subproblems The second step is to partition the set
of items I into subsets I l, and solve a subproblem for each subset, which can be done
faster than solving the original problem. The subsets/subproblems should be chosen
in a way such that they reflect the demand streams, however, there is not necessarily
a one-to-one relation between a subproblem and a demand stream. For instance,
a demand stream can have five items included, while the size of the subproblems
might be limited to two items to speed up the calculations. To calculate the service
level within a subproblem, all demand for the items in the subproblem is taken into
account, so the demand from all demand streams. However, to determine an upper
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bound on the service for a demand stream, each demand stream is assigned to exactly
one subproblem.

The construction of subproblems is done in a similar way as in Chapter 3 (and
evaluation method 1). All demand for items within the subproblem is taken
into consideration, however, neglecting the interaction with items outside of the
subproblem. For each subproblem, we can calculate the service levels met for the
possible demand combinations of tools within this problem.

However, as mentioned before, the demand streams of our overall problem and the
possible demand combinations within the subproblems are not necessarily the same.
To be able to solve each of the subproblems independently, the demand streams of
our main problem need to be assigned to exactly one of the subproblems. Further
complicating matters, the service levels for these demand streams might need to be
approximated, since not all items in the demand stream are necessarily part of a single
subproblem.

Note that to find a lower bound on the costs, we need to have an upper bound on
the order fill rate when we approximate it. The upper bound used in this step is
the following: the order fill rate for a demand stream (a set of tools) is at most as
high as the order fill rate of any of the subsets of this demand stream. So, when
a demand stream is assigned to a subproblem, the order fill rate for this demand
stream is approximated by the order fill rate of the largest overlapping set of items,
not containing any items outside of the demand streams, of the subproblem and the
demand stream.

Let L be the index set for the subproblems considered, I l ∈ I the set of items in
subproblem l, where

⋃
I l = I. Furthermore, let Kl be the demand streams assigned

to subproblem l, and β̂lk the approximation of the service level for demand stream k

when it is assigned to subproblem l, where β̂lk ≥ βk
Before going into the details, see Example 5.1 for an example of Step 2.

Example 5.1 Suppose there are six items to be considered (|I| = 6) and five demand
stream (|K| = 5). For each demand stream the set of items needed is as follows;
I1 = {1, 2}, I2 = {2, 3, 4}, I3 = {3, 5}, I4 = {2, 6} and I5 = {6}. Furthermore,
suppose that for ease of computation, it is decided to use subproblems of size two
(L = {1, 2, 3}: I1 = {1, 2}, I2 = {3, 4} and I3 = {5, 6}.

Now, suppose demand stream 1 is assigned to subproblem 1, demand stream 2 is
assigned to subproblem 2 and demand streams 3, 4 and 5 are assigned to subproblem
3: K1 = {1}, K2 = {2} and K3 = {3, 4, 5}.

Within subproblem 1, the demand rate for items 1 and 2 together is equal to the
demand rate for demand stream 1, while the demand rate for item 2 separately is equal
to the rate for demand stream 2 plus the rate for demand stream 4. Furthermore,
the order fill rate for demand stream 1 is given by the order fill rate for item 1 and 2
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within subproblem 1, β̂1
1 = β{1,2}.

Within subproblem 2, the demand rate for items 3 and 4 is equal to the demand rate
for demand stream 2, while the demand rate for item 3 separately is equal to the
rate for demand stream 3. Furthermore, the order fill rate for demand stream 2 is
approximated by the order fill rate for item 3 and 4 within subproblem 2, β̂2

2 = β{3,4}.

Remark 5.2 Note that it might be possible that β{2} < β{3,4} and thus β{2} would
be a tighter bound for demand stream 2. However, to be sure which combination
leads to the lowest bound all options should be considered. Since the subproblems
will not be independent anymore, these calculations will not be straightforward. To
speed up the calculations, we choose one subset of tools, and approximate the order
fill rate for the demand stream by this.

Since the order fill rate for a demand stream (a set of tools) is at most as high as
the order fill rate of any of the subsets of this demand stream, we will always find an
upper bound in this way; however, possibly not the tightest one.

Within subproblem 3, the demand rate for items 5 and 6 together is zero, since there
is no demand stream demanding both items. The demand rate for item 5 separately is
equal to the rate for demand stream 3, and the demand stream for item 6 separately
is equal to the sum of the rates of demand stream 4 and 5. Furthermore, the order fill
rate for demand stream 3 is approximated by the fill rate for item 5 within subproblem
3, β̂3

3 = β{5}. The order fill rate for demand stream 4 is approximated by the fill rate
for item 6, so β̂3

4 = β{6}, and the fill rate for demand stream 5 is also given by the fill
rate for item 6, so β̂3

5 = β{6}.

Remark 5.3 Note that it is possible that the demand for a certain demand stream
is used in multiple of the subproblems. For instance, a demand for demand stream 3
influences both the availability of tools within subproblem 2 (tool 3) and subproblem
3 (tool 5). ♦

When applying Step 2, the optimization problem for the lower bound becomes:

(LB”-π) MinS
∑
l{
∑
i∈Il CiSi + π(1− (

∑
k∈Kl

λk

λ β̂
l
k))| Si ∈ N0 ∀i}.

Note, that the optimal solution to this problem is a lower bound to the optimal
solution of problem (LB’-π).

This problem can now be solved for each subproblem l separately:

(LB”-π − l) MinS{
∑
i∈Il

CiSi + π(1− (
∑
k∈Kl

λk

λ β̂
l
k))| Si ∈ N0 ∀i}.

Depending on the choice of the subproblems, it may or may not be possible to
calculate β̂lk exactly in a reasonable time. Even if this would be possible, solving
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the optimization problem to optimality must be done by numerically solving Markov
chains. Therefore, this would only be practical for very small subproblems.

To get a faster lower bound, we therefore use another approximation of the service
level. Note that this step is optional; for example, when subproblems of size 1 are
chosen, the fill rate in each subproblem can be calculated exactly using the Erlang
loss formula. The next step would therefore not be necessary.

Step 3. Upper bound on the service level (optional) We approximate β̂lk
by using upper bounds on the service level, which we describe below. These upper
bounds will lead to a lower bound on the costs. Denote β̄lk as the upper bound of β̂lk
used.

The optimization problem for given π and subproblem l then becomes:

(LB”’-π − l) MinS{
∑
i∈Il

CiSi + π(1− (
∑
k∈Kl

λk

λ β̄
l
k))| Si ∈ N0 ∀i}.

Step 4. In the last step, each subproblem needs to be solved for a given π. Since no
analytical properties are known, we do this by smart enumeration in two ways.

The first way to solve the problem more efficiently is by using the structure of the
optimization problem. Since 0 ≤ β̄lk ≤ 1, the problem can be split up in two parts that
both have positive values for all values of S, namely the inventory costs

∑
i∈Il

CiSi

and the penalty costs π(1 − (
∑
k∈Kl

λk

λ (1 − βk))). This gives us the option to limit
the range of the enumeration due to the inventory costs; if the inventory costs are
higher than an already known solution, we know that the solution will never lead to
lower costs in total.

The second way to solve the problem more efficiently is by fixing the base stock level
of all but one item, item i, in the set, and varying the other base stock level starting
from zero. When the base stock increases the inventory costs will increase linear, but
the penalty costs will decrease. Although we do not provide a proof for this, it is
reasonable to assume that the penalty costs are convex in the stock levels of this one
item. The behavior of the penalty costs rely mainly on

∑
k∈Kl

λk

λ β̄
l
k, that is on the

aggregated bounds on the order fill rates. When demand stream k only includes item
i, the behavior of the (item) fill rate behaves like one minus the Erlang loss formula,
which is known to be convex (Karush, 1957). When there are multiple items included
in demand stream k, the minimum of the item fill rates of all items in this demand
stream will determine the order fill rate for this demand stream. Thus, as long as
item i has a stock level leading to the minimum item fill rate, the behavior of the
order fill rate is like this item fill rate (and thus convex). As soon as one of the other
items has a stock level leading to a lower item fill rate, increasing the stock level of
item i does not influence the order fill rate anymore and the order fill rate will be
constant (and thus convex). Combining the two cost functions, we use the convexity
of their sum to continue the enumeration until the costs increase. Thus then we have
found the optimal base stock level of item 1 given the base stock level of the other
items (either the last value found or the one but last).
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Step 4 will be repeated for different π values, using the method described in Fisher
(1985) to update π. The solutions found need to be readjusted by subtracting the
extra (1−βtar)π added in Step 1 to get the lower bound solution to our optimization
problem.

Lower bound - choices made

The above approach is general. However, three questions need to be answered:

• How to partition the set of items?,

• How to assign each demand stream to a subproblem?, and

• What bounds to use on the service level?

For the first question, we need to decide on the size of the subproblems. To get a
lower bound in a reasonable time, we decided to look at subproblems of size two.
The question then becomes “How to combine the items to sets of two?” We do
this by calculating, for each possible combination of two items, how much of the
total demand would be covered by the combination of these items: when both items
are included in a specific demand stream, the demand for this demand stream is
assigned to this combination. Note though that a demand stream could be assigned
to several combinations. When all demand is assigned, the subproblems with the
highest demand are chosen in a greedy manner.

Having determined the subproblems, we still need to decide which demand streams are
assigned to what subproblem. As stated before, to determine an upper bound on the
service level, each demand stream is assigned to exactly one subproblem, and multiple
choices are possible. Recall Example 5.1. In this example, we had demand stream
3, which consisted out of two items: item 3 and item 5. The demand stream could
be assigned to two subproblems, one which included item 3, while the other included
item 5. (Note that the demand stream could be assigned to the other subproblems as
well, but it is clear that this will lead to a worse approximation.) The choice of the
partition thus limits the choices for the second question “how to assign each demand
stream to a subproblem,” but the question still needs to be answered.

In order to answer this second question, and to assign each demand stream to
exactly one subproblem, we study the overlap between each demand stream and each
subproblem. The overlap is calculated as the sum of the prices of the items that are
in both the demand stream and the subproblem. Then the demand stream is assigned
to the subproblem with which it has the highest overlap.

The third question concerns the bounds on the service level to be used. In this chapter,
we use two bounds. First, the order fill rate of a demand stream is at most as high as
the order fill rate of any subset of items in the demand stream: β̂lk ≤ βm ∀m, Im ⊂ Ik.
Thus since we have sets of size two, the order fill rate of the largest set (two tools) is
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restricted either by the order fill rate for these two tools, or by the individual item fill
rate for one of the two tools. The individual item fill rate can be calculated exactly
using the Erlang loss formula. For larger sets, however, β̂lk cannot be calculated
exactly in a reasonable time. In Chapter 4, however, we showed another upper bound
for β̂lk: This bound has already been introduced while explaining evaluation method
1; we referred to it as Model M2. Therefore, we can use the following bound for sets
consisting out of two items: β̂lk ≤ β̂

(2)
k . Summarizing, we choose the following upper

bound: β̄lk = min(mini∈Ik
β̃i, β̂

(2)
k ).

5.3.5 Validation of heuristics

Since we are using an approximate method for the evaluation, it is possible that
a proposed solution will not satisfy, or will over-satisfy, the service constraint.
Therefore, we built a simulation model in which we can validate the solutions. Given
a set of base stock levels and demand intensities, we simulate 100000 demands to:

• Establish the solutions’ fill rate. We compare the service target with the service
level calculated by the simulation to benchmark the accuracy of the heuristic.
This procedure is depicted in Figure 5.1.

• Tune the solutions. Using the simulation, we iteratively establish the solutions’
fill rate, tune the solution target, and redo the optimization until the required
level is reached (within a small tolerance). This procedure is used to be able to
fairly compare the different heuristics. This procedure is shown in Figure 5.2.

Figure 5.1 Method to determine accuracy
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Figure 5.2 Method to determine cost efficiency

5.3.6 Test bed description

We construct our test bed with the data of ASML is mind. The settings tested
are broader than the data seen at ASML to get insights in the applicability of the
heuristics. Service tools at ASML have two key properties (as described in Chapter
1) that we want to capture in part of our test bed, namely:

1. Cheap tools may have a relatively high aggregate demand rate, while more
expensive tools have relatively low aggregate demand rates. See Figure 5.3 for
the relation between the price and the average demand per week per machine
for the service tools at ASML.

Figure 5.3 Aggregate demand rate versus price

2. Slightly more than 50% of all demands is for only 1 tool at a time, and in only
10% of the cases demands are for more than 5 tools together, see the left side
of Figure 5.4. (In this figure, the percentages are given over the total number
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of orders.) If the same picture would be drawn for the percentage of total tool
demand, it can be seen that only around 18% of all tools are demanded on their
own, see the right side of Figure 5.4. Furthermore, the average number of tools
demanded per order is 3.

Figure 5.4 % of all orders (left) and all ordered tools (right) for demand streams with
a certain size. Note that these figures stop at a size of 20, while some orders ask for
more than 20 items. The total therefore does not add up to 1.

Taking these properties into account, the parameters that we study in this chapter
are given in Table 5.2. Note that we fix the amount of tools |I| at 20. Most of
these parameters follow from the model description in Section 5.2; λ is defined as
the total demand for a warehouse per week. The parameters α = {α1, ..., αImax

k
}

and Imaxk reflect property 2, and variants of this: Imaxk is the maximum size of a
demand stream, where αx reflects the percentage of the total demand for which x
tools are needed. The relation between the price of service tools and their demand
rate is captured in f . We use four different variants of f ; one being a linear relation
between the price and the demand rate; the second reflecting a uniform distribution
of demand over all prices; the third an exponential distribution that fits the actual
situation, as seen in Figure 5.3; and fourth, an inverse function which also closely
resembles the situation in practice. In this way, property 1 is reflected together with
several variants. In Table 5.2, pi is the probability of item i to be demanded at a
random order, where the items are ordered on their price. Finally, we varied the
prices between e1 and e10000. Furthermore, the tools are ordered such that Ci ≤ Cj
if i < j. The return time, tret, is fixed to one week.

In total we have 3 · 3 · 3 · 3 · 4 · 3 = 972 settings.

5.4. Results

For the comparison of the heuristics, we looked to four different metrics:
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Table 5.2 Parameter settings

Parameter Values
|K| 40, 60 and 100
λ 4, 2 and 1
Imax
k 2, 3 and 5
α Imax

k = 2 (80, 20)
(65, 35)
(50, 50)

Imax
k = 3 (70, 25, 15)

(50, 30, 20)
(33 1

3
, 33 1

3
, 33 1

3
)

Imax
k = 5 (60, 20, 10, 7, 3)

(40, 30, 20, 13, 7)
(20, 20, 20, 20, 20)

f 1. Uniform. pi = 1/I

2. Linear. pi =
C|I|/Ci∑
i C|I|/Ci

3. Exponential. pi =
exp(−1/1000∗Ci)∑
i exp(−1/1000∗Ci)

4. Inverse. pi =
(C|I|−Ci)/C|I|∑
i(C|I|−Ci)/C|I|

βtar 0.85, 0.9 and 0.95

• Accuracy: what is on average the difference between the service level reached
by the proposed solution and the target service level?

• Variability of accuracy: how variable is the accuracy?

• Cost efficiency: how do the costs of the heuristics compare to each other and
to the lower bound?

• Running time: how do the running times compare?

5.4.1 Accuracy

To get insights in the accuracy of the heuristics, we used the simulation model to
evaluate the actual service level for the base stock levels proposed by the heuristics,
and compared this to the target service level used as input to the heuristic. Figure
5.1 showed a graphical view of the method used to determine the accuracy of the
heuristics. We define the error as the gap between the service target and the service
level output determined by the simulation (realized service level minus target service
level).

Figure 5.4 shows the average absolute error of the heuristics. As can be seen, heuristic
1-B, 2-B and 2-C are almost equally accurate. Heuristic 3-A, however, leads to results
that have an error of on average more than 7% compared to the target service level
(see Figure 5.4).
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Figure 5.5 Average error of the heuristics compared to simulation

5.4.2 Variability of accuracy

The second, but related, metric we considered was the variability of the accuracy
of the heuristics, also referred to as precision. A heuristic can be very accurate on
average, but if the heuristic underestimates the service for one instance by 10%, and
overestimates the service by 10% for another, this would not be a favorable solution.
Another reason why the variability of the accuracy is important is that if a heuristic
always leads to a service level that is for instance 5% higher than needed (with low
variability), it might be easy to tune the heuristic.

Figure 5.6 shows the variability of the accuracy of the heuristics. As can be seen,
Heuristic 3-A is very variable, while Heuristic 1-B, 2-B and 2-C are all quite stable.
Furthermore, it can be seen that Heuristics 2-B and 2-C tend to overestimate the
service level, while Heuristic 3-A tends to underestimate the service level. Heuristic
1-B equally often gives higher service and lower service than targeted.

5.4.3 Cost efficiency

The third metric is the cost efficiency of the heuristics. As described in Section 5.3.5
we used simulation in a loop with the heuristics to tune the outcomes to make sure
that all heuristics led to the same service level. Figure 5.7 shows the average difference
between the lower bound described in Section 5.3.4 and the solutions of the tuned
heuristics. As can be seen, Heuristic 1-B leads to the lowest costs of the four heuristics,
followed by Heuristic 2-B. We need to note that we are comparing the solutions with
a lower bound; thus differences with the optimal solution would typically be smaller.

In Table 5.3 the results for the cost efficiency are given for the different parameter
settings. From this table, it can be seen that the gap between the heuristic solutions
and the lower bound becomes smaller when the total demand rate becomes larger.
For the functions describing the price versus the demand rate, we see that H1-B
outperforms the others when the relation is uniform, and when the demand rate is
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(a) Heuristic 1-B (b) Heuristic 2-B

(c) Heuristic 2-C (d) Heuristic 3-A

Figure 5.6 Variability accuracy of heuristics

inverse with the price. In the other two cases, H2-B outperforms the others slightly.
When looking at the service target, we can see that the gap between the solutions of
all heuristics and the lower bound decreases when the service target increases.

5.4.4 Running time

The last metric considered was the running time of the heuristics.

As can be seen from Figure 5.8, Heuristic 1-B leads to much higher running times
than the other heuristics. This is due to the fact that Heuristic 1-B numerically
solved Markov chains. This is especially time consuming when the demand streams
are large, see Figure 5.8.

As expected the running time of Heuristic 2-C is lower than the running time of
Heuristic 2-B. Heuristic 3-A, however, leads to the smallest running times.
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Figure 5.7 Average costs difference

5.4.5 Summary results

In the previous subsection, the four heuristics were compared on four metrics:
accuracy, variance of accuracy, cost efficiency and running time.

Heuristic 3-A performed badly with respect to accuracy, and led to the highest costs.
Thus, although this heuristic is very fast, it leads to inferior results compared to
the other heuristics. Heuristic 1-B leads to the lowest costs, and to quite accurate
results. However, the running time of this heuristic is, due to the numerical evaluation
of Markov chains, very high. Therefore, this heuristic cannot be used for real-life
problems. Heuristic 2-C has lower running times than Heuristic 2-B and leads to
almost the same results for the accuracy and cost efficiency. Therefore, Heuristic 2-C

(a) All heuristics (b) All expect H1-B

Figure 5.8 Average running time of heuristics
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Table 5.3 Average difference with the lower bound per parameter

Parameter Value H1-B H2-B H2-C H3-A
|K| 40 15.4% 19.9% 20.1% 22.3%

60 9.6% 17.0% 17.1% 18.5%
100 10.6% 17.4% 17.5% 19.9%

λ 1 19.0% 26.9% 27.2% 31.6%
2 12.1% 21.0% 21.1% 21.8%
4 4.6% 6.6% 6.7% 7.5%

Imax
k 2 10.1% 18.4% 18.4% 20.5%

3 12.6% 21.4% 21.5% 24.8%
5 13.0% 14.2% 14.5% 14.9%

α 1 10.9% 17.8% 18.1% 20.5%
2 12.7% 21.2% 21.3% 22.1%
3 12.1% 15.2% 15.2% 18.0%

f 1. uniform 16.0% 19.9% 20.1% 23.2%
2. linear 13.2% 11.4% 11.5% 12.0%
3. exponential 10.4% 7.9% 8.2% 9.3%
4. inverse 7.9% 33.2% 33.2% 36.4%

β 0.85 15.6% 21.6% 21.7% 25.2%
0.9 12.0% 18.4% 18.4% 21.1%
0.95 8.2% 14.4% 14.6% 14.4%

Average 11.9% 18.1% 18.3% 20.3%

is preferable over Heuristic 2-B. Another advantage of Heuristic 2-C (and 2-B) over
Heuristics 1-B and 3-A is that is almost always underestimates the performance of
the system, which guarantees the required service level.

From the results on the instances tested, we therefore conclude that Heuristic 2-C is
the best heuristic to be used for real-life cases.

5.5. Case study

One of the questions we are interested in is whether it is necessary to model the
specific characteristics of service tools in detail. In other words, are algorithms for
the management of spare parts sufficient to manage service tools? From the results
using the stylized test beds in Chapter 3 and Section 5.4, the conclusion appears to be
that special algorithms are needed. In this section we compare the chosen heuristic
for service tools (Heuristic 2-C) with an algorithm used for spare parts (Heuristic
3-A) on a company case to see the effects on a larger scale.

In this case, we considered all service tools used for corrective maintenance performed
on one machine family of ASML. We collected data on the usage of these tools for
a period of three years, assuming that the usage data over the last three years is a
good estimate for future demand. Of all service tools used at this machine family,
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792 had a positive usage (|I| = 292) and these were demanded in 2038 combinations
(|K| = 2038). The prices of the tools were between a few euro cents and hundreds of
thousands of euros.

We studied the stocking decisions at three local warehouses, which differed in size,
meaning that they are supposed to cover the demand of different numbers of machines
(1, 5 and 20 machines). Sending tools from the local warehouse to the customer takes
on average 2 hours, while an emergency shipment takes 60 hours. Used tools are
returned to the warehouse after one week on average.

As service target an order fill rate of 95% is used. As mentioned in Chapter 1, this
can be directly linked to the non-availability of the machine because tools were not
available. For clarity, recall relation 1.1 and using the numbers given above:

MD = (λβtloc + λ(1− β)tem) = 4.9λ,

where β was the aggregate order fill rate, MD be the maintenance delay, tloc the local
supply time in hours, tem the emergency supply time in hours, and λ be the total
demand rate per machine per hour for the location under consideration. Using the
total demand rate of 4.5 failures per year and β = 95%, the maintenance delay of the
machines for heuristic 2-C then is equal to 0.25%.

The cost efficiency of the heuristics after tuning is given in Figure 5.9, and the accuracy
is given in Figure 5.10. These figures show the same results as seen in the results from
the previous test bed: The cost efficiency of both heuristics is almost the same; H2-C
outperforms H3-A by approximately 2% (after tuning). Furthermore, H2-C is much
more accurate than H3-A: H2-C leads to an absolute error of less than 0.2%, while
the gap using H3-A is around 6% (an aggregate order fill rate of 89%, while the target
was set to 95%).

Figure 5.9 Cost efficiency heuristics case
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Figure 5.10 Accuracy heuristics case

5.6. Insights

In this chapter, we studied a real-life problem at ASML, one of the major
semiconductor fabrication suppliers worldwide. Within this company, both service
tools and spare parts are required to be able to repair a machine. Spare parts and
service tools have many similarities, but also some critical differences.

To tackle the special characteristics of service tools, we developed heuristics using
three evaluation algorithms, which were combined with three different neighborhood
functions. Since some combinations were not feasible, we considered four different
heuristics in total.

One of these heuristics (Heuristic 1-B) is based on a very detailed model, but therefore
required numerical evaluation of Markov chains to arrive at its solutions. At ASML,
2000 tools need to be planned for dozens of local warehouses, with this planning being
redone every three months as more information becomes available on demand data
and the installed base changes. Thus, to make sure that heuristics can be used in
practice, running time is an important issue. Heuristic 1-B, although leading to the
highest cost savings, has a very high running time. For the small cases we tested, the
running time could be up to 4 weeks, which would be an unworkable situation for the
company.

Heuristic 3-A is the fastest heuristic studied in this chapter. However, the results are
very inaccurate, and after tuning the costs are higher than for the other heuristics.

Heuristic 2-B leads to higher costs than Heuristic 1-B, but is much faster. Heuristic
2-C uses a smaller neighborhood than Heuristic 2-B, which makes the heuristic even
faster, while the costs and accuracy are almost the same as Heuristic 2-B. Since
Heuristics 2-B and 2-C only differ in the variant for the candidate set used, and the
solutions were almost equal, we can conclude that Heuristic 2-C is preferable over
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Heuristic 2-B because of its lower running times.

From the results shown and the performance measures defined in this chapter, we
therefore conclude that Heuristic 2-C would be the best option to use for the planning
of service tools for instances of real-life size. Heuristic 2-C leads to accurate and fairly
cost efficient solutions in a reasonably fast running time.

Another reason why Heuristics 2-C (and 3-A) would be preferable over Heuristic
1-B is the ease to extend it to even more realistic models. Kranenburg and van
Houtum (2009) showed that taking into account the option of lateral transshipments
when deciding on the base stock levels for spare parts can lead to savings of up to
31%. Heuristics 2-C can easily be extended towards a multi-location model, while for
heuristic 1-B this is more difficult and will lead to even higher running times.

As argued throughout this thesis, the main difference between service tools and spare
parts is that service tools face coupled demands and coupled returns. We investigated
how important these differences are, by answering the question whether algorithms
for the management of spare parts are appropriate to manage service tools. The
answer to this question appears to be that heuristics used for spare parts (in this
chapter Heuristic 3-A) are not sufficient for the planning and control of service tools.
Although the spare parts heuristic is faster than the more detailed tool planning
heuristics, its solutions are too inaccurate and more costly.

Resulting from the conclusions drawn in this chapter, ASML has initiated a project to
collect the necessary data for a large scale test. Currently, only the aggregate demand
rate per tool is documented, which is needed for their current algorithm. To extend
this to sets of tools, two directions are possible. First, the company can use demand
data for sets of tools from the past to forecast the future demand. This approach has
been used in this study. In this way, the actual demanded sets of tools are taken into
account. Second, the company can use their maintenance procedures to determine
the sets that possibly can be demanded. After determining the sets, the demand rates
for each set still need to be estimated. At the moment, both alternatives are being
studied.

5.7. Extensions

The difference between the costs of the proposed solutions of the heuristics and the
lower bound is quite large. This can be due to the fact that we use a greedy algorithm
for the heuristics, combined with an approximate evaluation. The heuristics will
therefore not lead to an optimal solution. However, it is also likely that the lower
bound we constructed is not close to the optimal solution either. The lower bound can
be improved by making different decisions for the raised questions. For instance, it is
possible to use larger subsets of items, to assign demand streams in a different way,
or to use different bounds on the order fill rate (or even determine these exactly by
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numerical evaluation). These changes however will all lead to longer computational
times for the lower bound. A more in depth study, however, could lead to a better
bound and to smaller gaps.

The model described in this chapter takes into consideration two important character-
istics of service tools: coupled demands and coupled returns. One other characteristics
is that in practice tool kits are used; tools are stocked individually as well as in tool
kits. In case a separate tool is demanded, but is not available, it is possible to take
a tool kit in which this tool is included instead. Therefore, substitution can occur
between individual tools and tool kits. It would be interesting to extend our model
to include this possibility.

Furthermore, as already mentioned above, OEMs often have multiple warehouses near
their customers. In case of a stock out at one warehouse, lateral transshipments from
a warehouse nearby are used. Therefore, extending our model to a multi-location
model could be beneficial.

Finally, our model can be extended to also include spare parts. In this way, service
tools and spare parts can be planned together, which should outperform the current
practice.

The last two of these extensions are taken into account in the study described in
Chapter 6.
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Chapter 6

Integrated planning of parts
and tools

6.1. Introduction

In the previous chapters, the single-location service tools problem including coupled
demands and coupled returns was studied in detail. From this study it could be
concluded that taking into account coupling in demands has a large impact on the
accuracy, and a small effect on the cost efficiency of the proposed solutions. A heuristic
taking into account coupling in returns led to even better solutions. However, the
running time of this heuristic was so high that usage for real-life sized instances
would not be possible.

Knowing that coupling in demands has a significant impact on accuracy and has
reasonable running times, we take this aspect into account in this chapter when
extending our model in two other directions: 1. Integration with spare parts, 2. Multi-
location, including lateral transshipments. For this chapter, the following research
objectives are set:

7. Determine the impact of integrated planning of parts and tools.

8. Investigate the effect on accuracy and cost efficiency of coupling in demands in
the multi-location modeling of service tools.

We consider a multi-location, multi-item inventory model for service tools and spare
parts, including coupling in demands and returns and lateral transshipments. For
this model, we describe two different heuristics: one heuristic taking into account
coupling in demands, while the other does not. Both heuristics do not take into
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account coupling in returns; this characteristic, however, is taken into account in the
simulation. The heuristics are compared on a test bed, based on ASML data, to gain
insights into their performance under several parameter settings.

Currently at ASML, the planning for parts and the planning for tools is done
separately. We therefore also study the impact of integrated planning on both the
accuracy of the heuristics and the cost efficiency.

Note that we view this chapter as a preliminary study: We only perform a limited
number of tests, for a limited number of parameters. Although the tests give us
some insights into the answers to the above questions, an extended study needs to be
performed before final conclusions can be drawn.

This chapter is organized as follows. In Section 6.2, an overview of related literature
is given. Afterwards, in Section 6.3 the model is described. In Section 6.4, we describe
the approach followed, followed by the test bed used in Section 6.5. Then, in Section
6.6 the results are given. In Section 6.7 the insights learned from the results are
discussed.

6.2. Literature

The aspect of coupling in demand has been studied in several areas: Assemble-
To-Order systems, the repair kit problem, the kit management problem, and
telecommunication networks (see Chapter 1 and the references therein for an
overview). The most closely related work is described in Chapters 3 and 5, in which
the coupling in demand and returns for different service tools is studied in detail.
However, in these chapters, only a single warehouse was studied, and the aspect of
lateral transshipments was not taken into account. In Chapter 5, four heuristics were
studied for an extended test bed. The heuristic which was most promising (Heuristic
2-C) was furthermore compared to a heuristic for spare parts for an ASML case
(Heuristic 3-A). These two heuristics will be extended to a multi-location setting in
the current chapter.

In the area of lateral transshipments much research has been done, see Wong et al.
(2006) and Paterson et al. (2009) for an overview. In this chapter, we use the model
as introduced in Kranenburg and van Houtum (2009). This model is based on the
situation at ASML, as is the work presented in this chapter. Therefore we use this
model to model lateral transshipments in this study. The model can be described
as a single-echelon, multi-item, continuous review model with base stock policies.
Unique to the model of Kranenburg and van Houtum (2009) is the variant of partial
pooling they study. In their definition of partial pooling, only some of the locations
have the ability to act as a provider of a lateral transshipment. In this chapter, we
limit ourselves to a special case, in which all local warehouses can deliver via lateral
transshipments. This case is known as the full pooling case. Furthermore, we study
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a slightly different service measure, namely the maintenance delay. The maintenance
delay, however, can be easily calculated from the outputs of the model of Kranenburg
and van Houtum (2009).

6.3. Model

We consider a multi-location, multi-item inventory model for service tools and spare
parts. Let J = {1, ..., |J |} denote the non-empty set of local warehouses. To each
local warehouse j ∈ J a number of machines, Nj , is assigned. This means that local
warehouse j ∈ J is the first candidate to provide a spare part or tool in case a failure
occurs at one of these machines.

The local warehouses stock items, which can be either service parts or service tools.
Let I = {1, ..., |I|} denote the set of all items. Let Ip ⊂ I denote the set of all parts.
Similarly, let It ⊂ I denote the (non-empty) set of all tools. The sets of tools and
parts are a partition of the set of items (Ip ∪ It = I, Ip ∩ It = ∅).

For each type of defect, a different subset of items is required. Let K = {1, 2, ..., |K|}
denote the set of demand streams, where 1 ≤ |K| ≤ 2|I|−1. For each demand stream
k ∈ K, the subset of items demanded is given by Ik ⊆ I (Ik 6= ∅). λk,j is defined as
the total demand rate per hour for order stream k ∈ K at local warehouse j ∈ J . λj
is defined as the total order demand rate per hour (over all demand streams k ∈ K) at
local warehouse j ∈ J and can be calculated by taking the sum of the occurrence rates
of all order streams (λj =

∑
k∈K λk,j). Similarly, demand rates can be defined on item

level. λ̃i,j is defined as the total demand rate per hour for item i ∈ I at local warehouse
j ∈ J , where λ̃i,j =

∑
k∈K

∑
i∈Ik

λ̃k,j . λ̃j is defined as the total item demand rate
per hour at local warehouse j ∈ J (λ̃j =

∑
i∈I λ̃i,j). λ̃

p
j is defined as the total part

demand rate per hour at local warehouse j ∈ J (λ̃pj =
∑
i∈Ip

λ̃i,j). λ̃tj is defined as

the total tool demand rate per hour at local warehouse j ∈ J (λ̃tj =
∑
i∈It

λ̃i,j).

The inventory of each item in all main and regular local warehouses is controlled by
a base stock policy. The base stock level of item i ∈ I in local warehouse j ∈ J is
denoted as Si,j . Let S = (Si,j) ∀i, j be the matrix of base stock levels for item i and
location j.

If all items included in a demanded set are available at the nearest warehouse, the
whole set is sent to the customer immediately. The delivery time of this so-called local
supply is given by tloc. However, if only part of the demanded set is available, partial
fulfillment of the order is carried out; we consider a partial order service model (cf. the
terminology of Song et al., 1999). Any items that are not available in the nearest local
warehouses are sent by lateral transshipment if possible. For each local warehouse
j ∈ J a pre-specified order exists in which the transshipment possibilities are checked.
The extra time needed for a lateral transshipment from warehouse j1 ∈ J to warehouse
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j2 ∈ J compared to a local delivery is given by tlatj1,j2 . If none of the (nearby) local
warehouses has the item in stock, it is sent to the customer by emergency shipment.
The extra time needed for an emergency shipment is tem.

An order at local warehouse j ∈ J is assumed to be delivered from warehouse j2 ∈ J , if
the item with the longest delivery time of all items i ∈ Ik is delivered from warehouse
j2 ∈ J . An order is said to be delivered via emergency shipment if at least one item is
delivered via an emergency shipment. With respect to the fulfillment of demand for
order stream k ∈ K at local warehouse j ∈ J , the following notation is introduced:

• βkk,j , for the fraction of demand for order stream k ∈ K at local warehouse j ∈ J
that is delivered via local supply. This performance indicator is called the order
fill rate.

• αkk,j,j2 , for the fraction of the demand for order stream k ∈ K at local warehouse
j ∈ J that is delivered from local warehouse j2 ∈ J\{j} by means of lateral
supply.

• θkk,j , for the fraction of demand for order stream k ∈ K at local warehouse j ∈ J
that is delivered from the central warehouse.

Furthermore, similar measures can be introduced on aggregate level:

• βj , for the fraction of all order demand at local warehouse j ∈ J that is delivered
via local supply. This performance indicator is called the aggregate order fill
rate. βj =

∑
k∈K

λk,j

λj
βkk,j

• αj,j2 , for the fraction of all order demand at local warehouse j ∈ J that is
delivered from local j2 ∈ J by means of lateral supply. αj,j2 =

∑
k∈K

λk,j

λj
αkk,j,j2

• θj , for the fraction of all order demand at local warehouse j ∈ J that is delivered
from the central warehouse. θj =

∑
k∈K

λk,j

λj
θkk,j

Next to the fractions above, similar fractions are computed on item level, so for each
item i ∈ I. With respect to the fulfillment of demand for item i ∈ I at local warehouse
j ∈ J , the following notation is introduced:

• β̃i,j , for the fraction of demand for item i ∈ I at local warehouse j ∈ J that
is delivered via local supply. This performance indicator is called the item fill
rate.

• α̃i,j,j2 , for the fraction of the demand for item i ∈ I at local warehouse j ∈ J
that is delivered from main local j2 ∈ J by means of lateral supply.

• θ̃i,j , for the fraction of demand for item i ∈ I at local warehouse j ∈ J that is
delivered via emergency supply.
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Whenever a spare part i ∈ Ip is delivered to the customer, the part is replenished from
the central warehouse after an exponential replenishment time trepl. Tools that are
demanded together for a repair action are returned to stock together after an equal
exponential return time tret.

The performance of the system is measured in terms of maintenance delay, i.e., the
fraction of time during which the equipment cannot perform its intended function
because it is waiting for either user or supplier personnel, parts or tools associated
with maintenance. Define MDj as the maintenance delay for warehouse j ∈ J :

MDj(S) = λj(βjtloc +
∑

j2∈J\{j}

αj,j2(tlatj,j2 + tloc) + θj(tem + tloc)).

A problem with using maintenance delay is that the failure rate of the machine is
taken into account, while the total failure rate depends on how coupled demands are
taken into account. In one of the heuristics, the coupled demands are decoupled into
demand streams for single items. The total demand rate for this heuristic thus is
higher than for the other heuristic, while the demand rate per item stays the same.
This might lead to un unfair comparison. Besides maintenance delay, we therefore also
consider the influenceable maintenance delay for local warehouse j (IMDj), being the
maintenance delay minus the downtime due to the transport time from the warehouse
to the customer is not taken into account. The influenceable maintenance delay is
given by:

IMDj(S) = λj(
∑

j2∈J\{k}

αj,j2t
lat
j,j2 + θjt

em).

We consider three types of costs: inventory holding costs, lateral transshipment costs
and emergency shipment costs. Local transshipment costs are not considered, since
(using the same kind of reasoning as used for local shipment times) these cannot be
influenced by the heuristic chosen. Furthermore, also replenishment costs are not
taken into account, since in principal each broken item needs to be replaced. The
emergency shipment costs reflect only the extra costs compared to a replenishment.
Furthermore, note that service tools need to be returned to the warehouse they were
delivered from, which is included in the transportation costs.

The lateral transshipment costs for a transshipment from local j to local warehouse
j2 are given by Clatj,j2 . The emergency shipment costs for local warehouse j are given
by Cemj . The price of an item i ∈ I is given by Ci, and the holding cost rate is given
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by h. The total cost per year, TC are then given by:

TC(S) =
∑

i∈I,j∈J
hCiSi,j

+
∑

i∈Ip,j∈J,j2∈J\{j}

λjαi,j,j2C
lat
j,j2 +

∑
i∈It,j∈J,j2∈J\{j}

λjαi,j,j22Clatj,j2

+
∑

i∈Ip,j∈J
λjθi,jC

em +
∑

i∈It,j∈J
λjθi,j2Cem

Note that we assume here that the return of tools is done via the fastest transportation
mode possible, and that the costs for these are the same as for the way towards the
customer. Of course, this is not necessarily true.

The objective of ASML is to minimize the total costs, while still satisfying the service
level rate agreed upon with their customers IMDj for all local warehouses j. The
optimization problem is thus:

(P) Min {TC| IMDj ≥ IMDtar
j ∀j, Si,j ∈ N0 ∀i, j}.

One of the goals of this research is to compare two heuristics that determine base
stock levels for this optimization problem. The second goal is to study the impact of
integrated planning for parts and tools.

6.4. Approach

Finding an optimal solution for the optimization problem given above in a reasonable
time will most probably be very difficult, since this problem can be seen as a knapsack
problem, which is known to be NP-hard (Kellerer et al., 2004). However, even when
using heuristics, solving real-life problems involving thousands of parts, tools and sets
that can be demanded together can be very time consuming. Therefore, we developed
two heuristics that take into account some of the aspects of this problem to determine
stock levels for the problem listed above. Both heuristics are extensions of heuristics
already described in Chapter 5.

Both heuristics use a greedy method for the optimization: Starting from a solution
with all base stock levels equal to zero, the anticipated service improvement per euro
per set of tools is determined, and the set with the highest anticipated improvement
is chosen. The base stock levels are then updated. This is repeated until the target
service level is reached. Clearly, a key component of all heuristics is an evaluation
method to determine the anticipated service improvement for each combination of
tools. The heuristics differ in the approximate evaluation method each uses. These
methods are described in detail in Subsection 6.4.1. Afterwards, in Subection 6.4.2,
the greedy approach and the neighborhood functions used are discussed. Then,
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in Subsection 6.4.3, the approach followed for comparing separate planning with
integrated planning is described. Finally, in Subection 6.4.4 the performance measures
used to compare the heuristics are given.

Besides comparing the heuristics, we also study the impact of integrated planning of
service tools and spare parts for one of the heuristics.

6.4.1 Evaluation method

The above described model includes three aspects of the real-life problem involving
service tools and spare parts, namely:

1. Lateral transshipments,

2. Coupled demands for parts and tools, and

3. Coupled returns for tools.

In Chapter 5, we showed that taking into account coupled returns in a single-location
setting led to a more efficient and more accurate heuristic. However, the differences
were limited, and the increase in running time considerable. Furthermore, the models
not including the coupling in returns were believed to be easier to extend towards a
multi-location setting. Therefore, we decided to exclude the third aspect “coupling in
returns” in the heuristics in this chapter. The aspect however is taken into account
in the simulation.

For the other two aspects, being lateral transshipments and coupled demands,
different modules were developed that can be used in the evaluation method. These
modules will be described now.

Module 1: Lateral transshipments. In this module, lateral transshipments are
taken into account, meaning that when the first local warehouse is not able to deliver
the item demanded, the stocks of the other local warehouses are checked first before
an emergency shipment is done. Furthermore, order demands are decoupled into
demand streams for single items. The total demand rate for this method thus is
higher than in reality, while the demand rate per item stays the same. This module
uses the evaluation method as described in Kranenburg and van Houtum (2009). This
method was developed for a multi-item, multi-location model for the stock planning of
spare parts. The module approximates the fill rate, i.e., the fraction of demands that
can be delivered from stock, per item and per local warehouse. It also determines
the fraction of lateral transshipments for each local warehouse and the fraction of
emergency shipments. While in the paper of Kranenburg and van Houtum (2009)
only spare parts were considered, we use the same evaluation model for both spare
parts and service tools. Furthermore, we made a small extension to determine the
influenceable maintenance delay.
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The evaluation algorithm determines the item fill rates, and the other item related
performance measures, for given base stock levels. Since we allow for lateral
transshipments, this is not as straightforward as in Chapter 5 (i.e., by just using the
Erlang Loss formula). In the evaluation algorithm, therefore two main assumptions
are made:

• Overflow demand follows a Poisson process; and

• Stock levels of different warehouses are independent.

Using these assumptions, it is possible to follow an iterative approach to determine the
service levels. In the first step it is assumed that all warehouses just face the demand
from their own customers, and the Erlang loss formula can be used to calculate the
fill rate. Then it is possible to determine the overflow demand, i.e., the demand not
covered by the warehouses yet, which will be redirected to other local warehouses.
Now, the demand rate can be updated, and assuming that the overflow demand is
Poisson again the Erlang loss formula can be used to determine how much of all
demand can be covered from stock. Now, these steps (1. updating demand and
2. determining the overflow demand) are repeated till the difference in the overflow
demands between two iterations is very small.

Module 2: Coupling in demands. While in Module 1, it was assumed that
demands occur for one item at a time, this module allows for coupled demands, by
using one of the evaluation methods as developed in Chapter 5, namely Evaluation
Algorithm 2. In this evaluation algorithm, the assumption that failures occur for
one item at a time is replaced by the assumption that for a certain machine failure
a given set of tools and parts is needed. However, to make fast evaluation possible,
a new assumption is introduced: the stock levels of different items are independent.
Because of this assumption, the order service level can easily be calculated from the
item service levels, as calculated in Module 1. Therefore, this module approximates
the maintenance delay for a given stock levels, using the output of Module 1.

So the order fill rate for demand steam k at local warehouse j can be approximated
as follows, by ignoring correlation in stock levels:

βkk,j =
∏
i∈Ik

˜βi,j

Heuristics

We combine these modules into evaluation algorithms in two ways. In Heuristic 1
only lateral transshipments are included (Module 1), while in Heuristic 2 both lateral
transshipments and coupling in demands (Modules 1 and 2) are included. Compared
to the heuristics seen in Chapter 5, Heuristic 1 is an extension of Heuristic 3-A, while
Heuristic 2 is an extension of Heuristic 2-B.
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6.4.2 Greedy heuristic and neighborhood

An important part of a greedy heuristic, as already discussed in Chapter 5, is the
neighborhood used. Following from Chapter 5, we use two different neighborhoods:

A. Increase base stock level of a single item at a single location. For a given solution,
the candidate set of new solutions is the set of solutions in which exactly one
item has its base stock level increased by one unit.

B. Increase base stock levels of a set of item at a single location. For a given
solution, the candidate set of new solutions is the set of solutions in which one
or more items have their stocks increased. In this case, these sets are chosen
to be the set of items demanded by demand streams and the individual items
considered in the problem.

In Heuristic 1, we use neighborhood A, while in Heuristic 2 we use neighborhood B.
In this way, we extend two of the heuristics from Chapter 5 into a multi-location
setting.

The greedy heuristics furthermore consist of two steps:

1. Increase the stock levels in a greedy way as long as the total cost decrease;

2. Increase the stock levels in a greedy way until the target service level is reached.

For a more detailed description, we introduce the following notation. Let D =
{1, 2, ..., |D|} denote the set of sets of items that are considered for possible
improvements, and IDd ∈ I the items considered in set d ∈ D. Let ei,j , i ∈ I j ∈ J
denote a matrix of size |I| by |J | with the j-th element in the i-th row equal to 1 and
all other elements equal to 0.

More detailed, the algorithm is as follows:

Algorithm to determine stock levels

Step 1 Set Si,j := 0, i ∈ I, j ∈ J .

Step 2

Step 2-a For each set d ∈ D and each warehouse j ∈ J , calculate the cost difference
if the stock levels of all items in the set d for warehouse j is increased by
one: ∆TC(d, j) := TC(S +

∑
i∈ID

d
ei,j)− TC(S).

Step 2-b While mind,j∆TC(d, j) ≤ 0:

1 Determine set d and warehouse j for which ∆TC(d, j) ≤ ∆TC(d̂, ĵ)
for all d̂ ∈ D and ĵ ∈ J .
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2 Increase the stock levels of set d at location j: if i ∈ IDd then Si,j =
Si,j + 1.

3 For each set d ∈ D and each warehouse j ∈ J , calculate the cost
difference if the stock levels of all items in the set d for warehouse j is
increased by one: ∆TC(d, j) := TC(S +

∑
i∈ID

d
ei,j)− TC(S).

Step 3

Step 3-a Calculate the gap between the target service level and the reached service
level for each warehouse: ∆(I)MD(j, S) = Max(0, (I)MDtar − (I)MD(S)).

Step 3-b While Maxj∆(I)MD(j) ≥ 0:

1 Calculate the possible improvement per euro per set d and warehouse
j: Impr(d, j) = Max(0,∆(I)MD(j, S)
−∆(I)MD(j, S +

∑
i∈ID

d
ei,j))/(

∑
i∈ID

d
ei,jCi).

2 Determine the set d and location j for which the improvement is
largest: Impr(d, j) ≥ Impr(d̂, ĵ) for all d̂ ∈ D and ĵ ∈ J .

3 Increase the stock levels of set d at location j: if i ∈ IDd then Si,j =
Si,j + 1.

4 Calculate the gap between the target service level and the reached
service level for each warehouse: ∆(I)MD(j, S) = Max(0, (I)MDtar −
(I)MD(S)).

6.4.3 Separate versus integrated planning

The second goal of this chapter is to give insights in the impact of integrated
planning versus separate planning. This is done for Heuristic 2, including both lateral
transshipments and coupled demands. For the separate planning, the service target
is equally divided over parts and tools. For example, when a total maintenance delay
of 2% would be the target, this is split in 1% downtime due to the unavailability of
parts and 1% downtime due to the unavailability of tools. Of course, a more clever
way of splitting the target is possible, but, as stated in the introduction, this is just
a preliminary study.

6.4.4 Performance measures

The heuristics are compared for cases based on data of ASML. The comparison is
done for the following measures:

• Accuracy: how far is the output service level of the solutions of the heuristic
after simulation from the target? Since the described modules are using an
approximate evaluation, the accuracy of the heuristics needs to be tested.
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• Costs: how much does it cost to attain the target service level using this
heuristic?

To benchmark the solutions, cost and accuracy, a simulation model is developed. In
this simulation, one run of 20000000 arrivals is performed. This length is determined
by studying the average service level for each warehouse for several test instance.
Especially for the smaller warehouses long runs were needed to make sure that the
steady state situation was reached.

Although the service level target is given per local warehouse, the tuning is done on
an weighted average over all service levels.

6.5. Test bed

To study the performance of the two heuristics, we examine the impact of several
parameters on the accuracy and costs. The following parameters are taken into
account:

• Number of warehouses. In different regions, the structure of ASML’s network is
different. Therefore, we want to study the effect of the number of warehouses
on the performance measures of the heuristics.

• Lateral transshipment times. Not only does the number of warehouses differ for
the regions, but also the lateral transshipment times are different. Therefore,
the effect of the lateral transshipment times is also studied.

• Service level. The service level is a very important parameter. Therefore, we
would like to study the effect of the service level on the performance of the
heuristics.

For this study, we created one base instance, consisting of five warehouses, regular
lateral transshipment times, and a medium service level. The warehouses had 5, 10,
15, 20 and 25 machines assigned (N1 = 5, N2 = 10, N3 = 15, N4 = 20, and N5 = 25).
In total 100 items are considered. The division of items in parts and tools (70 spare
parts and 30 tools), the division of items over demand streams and the demand rates
are based on the data seen at ASML, and reflect Figures 1.8, 1.9 and 1.10.

Besides the base instance, we look at 7 variants, see Table 6.1. For the service level,
the IMDj is taken as the base service level, and studied for three different levels.
Furthermore, it is compared to the MDj value that is comparable to the IMDj value
of the medium instance.
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Table 6.1 Cases studied

Instance # warehouses Lat shipment times Service level
0 5 regular med
1 10 regular med
2 3 regular med
3 5 low med
4 5 high med
5 5 regular MD - med
6 5 regular high
7 5 regular low

6.6. Results

The results are shown for the two measures discussed above: accuracy and costs.

6.6.1 Accuracy

The accuracy is measured as the gap between the predicted service level following from
the heuristics and the service level that followed from simulating the stock proposals.
To be able to use only one accuracy measure, the weighted average over all warehouses
is taken.

In Figures 6.1, 6.2 and 6.3, we see the relative accuracy gap (difference between the
service target and the service of the proposed solution after simulation) compared to
simulation for the two heuristics with integrated planning and for Heuristic 2 with
separate planning of parts and tools for changing number of warehouses, changing
transshipment times and changing service level respectively.

As can be seen in these figures, Heuristic 2 with integrated planning is very accurate
for all cases, with an average gap being 0.77% and the maximum gap being 1.24%.
When Heuristic 2 is used with separate planning, the accuracy decreases from an
average gap of 0.77% to an average gap of 5.8%. Heuristic 1 is as expected from
Chapter 5 less accurate (on average a 9.7% gap), but this heuristic is also less
predictable than expected. The accuracy does depend highly on the number of
warehouses, the transshipment times and the service level chosen. Since these are
parameters that might differ between regions, and between moments in time, tuning
the outcomes on basis of the results seen in practice might be difficult, especially since
there is no direct logical relation between the parameter settings and the gap found.
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Figure 6.1 Accuracy gap heuristics for changing number of warehouses

6.6.2 Costs

The second performance measure we are interested in is the costs of the solutions
found by the heuristics. For this the target service level is tuned in a similar way as
done in Chapter 5. However, in the current tests multiple warehouses are considered.
The tuning therefore was done on the weighted average of the service levels of all
warehouses. See Figure 6.4 for the extra costs of Heuristic 2 compared to Heuristic 1
for the cases described above.

As can be seen from this figure, in most cases the costs for Heuristic 1 are lower than
the costs for Heuristic 2, except for the case with 10 warehouses. However, looking
into the details of the results, it becomes clear that the results cannot be compared
directly. For example, for the base case, the average IMD is 0.1251% for Heuristic
1 compared to 0.1252% for Heuristic 2. For Heuristic 1, this is divided over the five
warehouses as follows: 0.146%, 0.146%, 0.144%, 0.141% and 0.089%. For Heuristic 2,
the service levels for the different warehouses also differ, but the variability is smaller,
namely: 0.140%, 0.137%, 0.129%, 0.124% and 0.116%. Note that in both heuristics,
the warehouse with most of the machines assigned to it gets the most stock.

This means that to compare the heuristics fairly (with comparable service levels per
warehouse), a more detailed tuning needs to be done. However, this tuning is not
straightforward at all, since it is logical that items that have a low demand such
that they only need to be stocked at one location, they are stocked at the location
with the most machines (assuming equal transshipment times). It takes very extreme
input parameters for Heuristic 1 for the heuristics to be comparable. This comparison
therefore is only done for the base case. For this case, the following is seen: First,
the tuning for Heuristic 1 needed to be done using extreme values. To reach a service
level of 0.1131% for the largest local warehouse, a target service level of 1.5% had
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Figure 6.2 Accuracy gap heuristics for changing transshipment times

to be used, while for Heuristic 2 a target level of 0.14% could be used to reach
the same result. The results have been tuned to a situation in which the average
IMD for Heuristic 1 was 0.1248% and for Heuristic 2 0.1252%. For the warehouses,
the maximum absolute difference was 0.0035%. In other words, the two solutions
lead to approximately the same service level for all warehouses. Also the costs are
approximately the same (Heuristic 1 is only 0.2% less costly than Heuristic 2). The
stock level proposals, however, are totally different. Heuristic 1 stocks in total one
more item, but on a total overall stock of 414 items, there are 47 different decisions.
This leads to Heuristic 1 having higher inventory costs, while in Heuristic 2 the lateral
transshipment and emergency costs are higher.

Besides the comparison between Heuristic 1 and 2, we also wanted to see the impact
of integrated planning. In Figure 6.5 the extra costs for Heuristic 2 with separate
planning compared to Heuristic 2 with integrated planning are given for the instances
described (note that low number of warehouses = 3, medium = 5 and high = 10).
The gap can be as big as 15%, and the average gap is 6.56%.

6.7. Insights

In this chapter, we extended two of the heuristics of Chapter 5 to a multi-location
setting, and compared their performance for several parameter settings. Furthermore,
we studied the impact of integrated planning of parts and tools. The performance
was measured on the basis of accuracy and costs. We now first discuss the insights
gained from the integrated planning, and afterwards the insights from the comparison
of the heuristics.
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Figure 6.3 Accuracy gap heuristics for changing service levels

6.7.1 Integrated planning

With regard to the integrated planning of parts and tools, it can be seen that the
accuracy of the heuristic improves a lot by planning parts and tools together (average
gap of 0.77% compared to an average gap of 5.8%). One reason for this improved
accuracy is the coupling in demands. Whenever all tools that are demanded are
stocked this will lead to a fulfilled order in the separate planning for tools. However,
when in practice these tools are demanded together with one or more parts, the
availability of these parts is necessary as well before the order can be fulfilled. This
combined with the multi-item approach followed will definitely lead to problems when
an expensive part (tool) is demanded with a cheap tool (part). Another effect of the
coupling in demands is that what is one demand in practice might be seen as two
demands in the heuristics (one demand for tools and one demand for parts). This
also means that the downtime due to parts and the downtime due to tools is taken
into account, while only the maximum of the two is seen by the customer.

Besides the accuracy, we also studied the costs of the two ways of planning. As can
be seen, the costs difference is on average 6.56%, with a maximum gap of 15%. In
other words, integration of the planning can lead to significant savings. When doing
separate planning, the service target needs to be split into a target for parts and a
target for tools, which leads to a suboptimal result. Splitting the target in the most
optimal way needs a lot of tuning to be done, while in an integrated planning this is
done implicitly.
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Figure 6.4 % Cost difference for Heuristic 2 compared to Heuristic 1

6.7.2 Comparison of heuristics

Looking at the accuracy of the heuristics, it can be seen that Heuristic 2 is much
more accurate than Heuristic 1. What is maybe even more important is that the
accuracy of Heuristic 1 depends largely on the parameter values chosen, for the three
parameters studied in this chapter (number of warehouses, lateral transshipment times
and service). Since ASML has different networks, the number of warehouses and the
lateral transshipments times will not be the same everywhere. This complicates the
possibility of tuning the input values of the heuristic.

Looking at the costs, we see that on average, Heuristic 1 leads to lower costs. However,
this leads to a situation in which customers assigned to large local warehouses have
much higher service levels than customers assigned to small local warehouses. In some
cases, the service difference could be up to 45%. We needed to perform significant
tuning and use extreme values for the input to tune the heuristic to have less variability
in the service offered in the different warehouses. This variability in the service is a
serious drawback of the heuristic.

Another result of the variability in the service is that the costs of the two heuristics
cannot be fairly compared for an average performance (without extensive tuning).
For one case, a detailed tuning is done to make sure that the service levels in all
warehouses are approximately the same. For this case the stock proposals of the
heuristics were quite different, but the resulting total costs were almost the same:
Heuristic 1 stocked more items, leading to higher inventory costs, but lower lateral
transshipment and emergency shipment costs. To say more about the overall cost
performance of the two heuristics, more runs are needed.
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Figure 6.5 % Cost difference for separate planning versus integrated planning

Although not shown in this thesis, some first tests have been done within ASML
on the integrated planning of parts and tools. The first runs were just done using
Heuristic 1, which is already implemented at ASML. One issue related to this that
we would like to stress is the issue of the service level used: As already shown in
the tests above, for Heuristic 1 it makes a huge differences whether the travel time
from the local warehouses to the customer are included. The number of demands in
Heuristic 1 is much higher than the actual number, since each order demand is split in
several item demands. For larger cases, this could even lead to the heuristic not being
able to find a feasible solutions: The number of demands multiplied with the travel
time per demand might already be higher than the allowed down time. This issue,
however, can be solved by using a different service measure, which just measures the
influenceable down time. So, instead of using MDj , ASML could use IMDj .

6.7.3 Summary of the insights

Summarizing, there are a lot of aspects that need to be considered when choosing
to use either Heuristic 1 or Heuristic 2. One important aspect not discussed in this
chapter is the running time of the heuristics. Heuristic 1 leads to a solution in a few
seconds, while heuristic 2 takes several hours. However, Heuristic 2 might be speeded
up by using a starting solution to begin the greedy algorithm with. Furthermore,
Heuristic 1 would need a lot of tuning, which is also time consuming, and might not
be doable in practice.

Another issue not touched on is the data availability. The data needed to use Heuristic
1 is already available at ASML, while the data needed for Heuristic 2 (demand data
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for sets of tools) is currently not available. ASML has started to collect this data,
however, it will take some time before this data can actually be used to make reliable
forecast.

Related to the last point is that Heuristic 1 is already implemented at ASML, while
Heuristic 2 still needs to be implemented.

Table 6.2 gives an overview of the advantages and disadvantages seen in the current
study. However, as said in the introduction, an extended study needs to be done
to draw final conclusions. The direction that seems logical for now is to start using
Heuristic 1 for an integrated planning of parts and tools, and start collecting data for
Heuristic 2, such that this can be implemented and used in the near future.

Table 6.2 Comparison of the heuristics

Aspect Heuristic 1 Heuristic 2
Running time Seconds Hours

But increases if tuning is used
Accuracy Not accurate, and Very accurate

variability in accuracy
depending on parameter values

Costs Almost the same Almost the same
Implementation Is already implemented Needs to be implemented
Data Needed data already available Data needs to be collected
Other remarks Might not be able to find any

solution for some (real-life)
cases without modification
of the heuristic
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Chapter 7

Conclusions

In this thesis we studied the integrated planning of stock levels for spare parts and
service tools. The main focus was on the aspects of coupling in demands for parts
and tools (i.e., multiple items are needed to perform a maintenance action, and all
of them need to be available before the action can start) and coupling in returns for
tools (i.e., tools that are demanded together will be returned together after usage).
Besides this, we performed an exploratory study to gain insights in the aspects that
need to be considered when optimizing the definition of tool kits. Finally, we studied
a detailed model for the joint control of spare parts and service tools in which the
following characteristics are included: coupling in demand, coupling in returns and
lateral transshipments. Coupling in returns is only considered in the simulation, while
coupling in demand and lateral transshipments are taken into account in the heuristics
as well.

In the introductory chapter we raised 8 research objectives, which were met in the
remainder of this thesis. In this chapter, we shortly summarize the findings and
answers to these questions.

1. Investigate the preference of service engineers with regard to tools and tool kits.

In Chapter 2, we studied the preference of the service engineers with regard to tools
and tool kits. From this study it could be concluded that the engineers have a
significant preference for tool kits over separate tools, in general and in all of the
stages in the process.

2. Determine the most important aspects that influence this preference.

Besides investigating the preference, also the aspects leading to this preference were
studied in Chapter 2. The most important aspects according to the engineers that
should be considered when studying tool kits were:
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• characteristics of the repair action

• packing

• uncertainty

• time related to uncertainty

• convenience

Summarizing, it can be said that the conclusion was that tool kits were preferable,
mainly since uncertainty could be reduced. A logical next step to take would be to use
the outcomes from this study to build a model for the definition of tool kits. Aspects
that could be included are: occurrence rate for different failures, possibilities that sets
of tools are needed, overlap/commonality between the sets of tools, sizes and weights
of the tools, and waiting times when tools are not available.

3. Develop an efficient and accurate evaluation model for the single-location service
tools problem including coupled demands and coupled returns.

We developed three different evaluation models. From these models, the first one
always led to an overestimation of the service level, while the second always led to an
underestimation of the service level. By taking a weighted average of these models,
the third evaluation model was composed. This evaluation model leads to accurate
and efficient solutions.

4. Develop bounds for the average service level of the single-location service tools
problem including coupled demands and coupled returns.

In Chapter 3, we developed two models that seemed to lead to bounds on the service
level of the original model. In Chapter 4, we indeed proved these models provided
both a lower and an upper bound to the service level. Since existing proof techniques
were not suitable for these proofs, we developed a new proof technique. Both this
technique and the proofs are explained in Chapter 4.

5. Develop an efficient and accurate optimization heuristic for the single-location
service tools problem including coupled demands and coupled returns.

In Chapter 5, four heuristics were described and compared. One method was based
on the evaluation method described in Chapter 3, the others were based on easier
approximations. It turned out that the evaluation method from Chapter 3 was efficient
for small problems, but too slow to be used in an optimization algorithm. One of the
other heuristics however showed to be accurate and reasonably fast. In this heuristic
coupled returns were ignored, and it was assumed that stock levels of different tools
were independent.



175

6. Investigate whether algorithms for the management of spare parts are sufficient
to manage service tools, in other words, whether new, more sophisticated,
algorithms should be used for the stock planning of tools that lead to more
accurate and/or lower-cost solutions.

Including coupling in returns leads to the best results with regard to costs (cost
improvement of 5% compared to the heuristic ignoring the coupling in returns),
however to running times that were not acceptable. Therefore, we can conclude that
although the impact of coupled returns is relatively high, this heuristic cannot be used
in practice. Ignoring the coupling in demands completely leads to very inaccurate
results; on average the heuristic led to an error of 7% in our test bed compared
to the target service level. Furthermore, when looking at costs, the gap with the
lowest cost heuristic was on average approximately 7%, and with the heuristic only
including coupling in demands and ignoring the coupling in returns the gap was on
average 2%. From this we can conclude that coupling in demands has a high impact.
Therefore, the currently used models for spare parts are not sufficient to be used for
the management of service tools.

7. Determine the impact of integrated planning of parts and tools.

In Chapter 6, two of the heuristics of Chapter 5 are extended to a multi-location
setting. Furthermore, the integrated planning of parts and tools is studied. This
integration leads to more accurate results, and significant cost savings (up to 15%).
It can be concluded that the impact of integrating the planning is considerably.

8. Investigate the effect on accuracy and cost efficiency of coupling in demands in
the multi-location modeling of service tools.

The effect of including coupling in demands in the multi-location setting was that
the heuristic became more accurate, and the service towards customers became less
variable. However, big cost savings compared to the models without coupling in
demands are not be expected. The heuristic without coupling in demands needs
a lot of tuning, which is not easily doable in practice, but each run is very fast.
Furthermore, the heuristic is implemented already, and all necessary data is available.
Another drawback besides the high inaccuracy, however, is that the heuristic might
not be able to provide any solutions when the service target is high and there is a lot of
coupling in demand. This can be solved by redefining the service measure used. The
heuristic including the coupling in demands is slower, but much more accurate. The
heuristic however still needs to be implemented, and more data needs to be available
before it can be used properly. A good move therefore would be to start using the
available heuristic for an integrated planning of parts and tools, and in the mean time
collect data for the new heuristic.
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Epilogue

In this thesis, a small area within availability management in the high-tech capital
goods industry was studied: the joint availability of service tools and spare parts.
Availability management, however, is much broader, and many other issues are
involved. In this chapter, we reflect on this, partly by using the division of time
as used in the SEMI E-10 standard (SEMI, 2004) as outline. For clarity, we repeat
Figure 1.6, see Figure 7.1. This chapter is not intended to give a complete overview
of what is important when discussing availability management, but to reflect on some
of the issues raised during discussions with colleagues, representatives of ASML, and
representatives of other companies.

Figure 7.1 Time division (SEMI, 2004)
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We focused in this thesis on unscheduled downtime, and to be more specific on the
maintenance delay. Maintenance delay was defined as the time during which the
equipment cannot perform its intended function because it is waiting for either user or
supplier personnel or parts associated with maintenance. In this definition, personnel
is mentioned explicitly. In the ASML case, the service engineers are almost never
the cause of extra downtime, which motivated us to first focus on other resources.
In other companies, service engineers might be a critical resource, which need to
be available at the same time as the parts and tools needed. As mentioned in the
introduction, a study of AberdeenGroup looks into this issue and states the following:
“The first point of intersection between the planning and provisioning of service parts
and field technicians is at the customer. An all-too-common problem arises when
the required parts and technicians do not meet at the customer simultaneously or at
least in appropriate succession” (AberdeenGroup, 2006). The research in this thesis
showed that significant savings can be reached when integrating the planning of parts
and tools, and that the heuristics lead to a much higher accuracy. It is likely that
integrating the planning of service engineers with the planning of the other resources
has also an important impact.

Looking a bit broader at the given time division, it can be seen that downtime is
divided into scheduled and unscheduled downtime. Within this thesis, we only focused
on the unscheduled downtime, considering only corrective maintenance. However,
other maintenance policies can be used. For instance, with the current trend
towards remote diagnostics, the possibility of performing condition based maintenance
becomes available. This is especially interesting in high-tech industries, where uptime
is very important and remote diagnostics is a feasible option.

Another issue related to the maintenance strategies used is the criticality of the items.
Although we assume that whenever a part fails it needs to be replaced immediately,
this of course is not always the case. In practice, however, it might be possible that
the machine can still function for a while, which makes it possible to schedule a
maintenance action for replacement.

As can be seen, even during these further discussions our focus was mainly on reducing
the downtime of the machines. However, knowing the timing of a machine down can
be an important issue as well. The serviced machines are often only one out of
a production line. Whenever the machine is down, this also affects the machine
upstream and downstream in the line. Predicting when the machines are down
therefore might be a good option to better control the whole production line, thus
influencing the productive time of the other machines on the line.

To be able to make good use of the models developed, a reliable forecast is needed.
The machines studied in this thesis break down only approximately once per month.
These failures might have different causes. This means that the occurrence rate
per failure is even lower. Performing reliable forecast therefore might be difficult.
Robustness for the failure data of the models developed and used therefore needs to
be studied.
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A last issue that was raised multiple times during the project described in this thesis
regards data. For the models described data needs to be available that is not yet
collected in many companies. This unavailability of data is often an obvious issue.
However, a maybe even more important question is what data is actually needed. Are
the more detailed models useful? In situations where real life problems need to be
solved and running times are very important, the trade-off might not be in favor of
the detailed models, which need a lot of data.

Although availability management still has a lot of open issues, we believe that by
studying the integrated planning of parts and tools, we made a significant contribution
in this field. The added value is even bigger considering that the models developed
can also be used for situations in which multiple spare parts are needed at the same
time; a situation often seen in practice.
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Bušić A., I. Vliegen and A. Scheller-Wolf, 2009, Comparing Markov chains:
Combining aggregation and precedence relations applied to sets of states, Beta
Working Paper 274, Eindhoven University of Technology.

Carrasco J., 1999, Bounding steady-state availability models with group repair and
phase type repair distributions, Performance Evaluation 35, 193-204.

Coetzee, 2004, Maintenance, Maintenance Publishers, USA.

Cohen, J., 1960. A coefficient of agreement for nominal scales. Educational and
Psychological Measurement, 20 (1), 37-46.

Cohen J., 1976, On regenerative processes in queueing theory, Springer, Berlin,
Germany.

Cohen M., P. Kleindorfer and H. Lee, 1986, Optimal stocking policies for low usage
items in multi-echelon inventory systems, Naval Research Logistics Quarterly
33, 17-38.

Cohen M., N. Agrawal and V. Agrawal, 2006, Winning in the aftermarket, Harvard
Business Review (May), 129-138.

Courtois P., and P. Semal, 1985, On polyhedra of Perron-Frobenius eigenvectors,
Linear Algebra and Applications 65, 157-170.

Courtois P., and P. Semal, 1986, Computable bounds for conditional steady-state
probabilities in large Markov chains and queueing models, IEEE Journal on
Selected Areas in Communications 4(6), 926-937.

Dayanik S., J. Song and S. Xu, 2003, The effectiveness of several performance bounds
for capacitated production, partial-order-service, assemble-to-order systems,
Manufacturing & Service Operations Management 5, 230-251.

Deloitte, 2006, The service revolution in global manufacturing industries, Deloitte
Research.



References 183

Dijk, N. van, 1998, Bounds and error bounds for queueing networks, Annals of
Operations Research 79, 295-319.

Dijk, N. van, and J. van der Wal, 1989, Simple bounds and monotonicity results for
finite multi-server exponential tandem queues, Queueing Systems 4, 1-16.

Dinesh Kumar, U., J. Crocker, J. Knezevic, and M. El-Haram, 2000, Reliability,
maintenance and logistic support A life cycle approach, Kluwer Academic
Publishers, Indian Institute of Management, Calcutta.

ElHafsi M., H. Camus and E. Craye, 2008, Optimal Control of a Nested-Multiple-
Product Assemble-To-Order System, International Journal of Production Re-
search 46(19), 5367-5392.

Ellinger, A.D., Bostrom, R.P., 2002. An examination of managers’ beliefs abut their
roles as facilitators of learning. Management Learning, 33(2), 147-179.

Fisher M., 1981, The Lagrangian Relaxation Method for Solving Integer Program-
ming Problems, Management Science 27(1), 1-18.

Fisher M., 1985, An Applications Oriented Guide to Lagrangian Relaxation,
Interfaces 15(2), 10-21.

Flanagan, J., 1954. The critical incident technique. Psychological Bulletin, 51,
327-358.

Fourneau, J., M. Lecoz and F. Quessette, 2004, Algorithms for an irreducible and
lumpable strong stochastic bound, Linear Algebra and its Applications 386(1),
167-185.

Fourneau, J., and N. Pekergin, 2002, An Algorithmic Approach to Stochastic
Bounds, Performance Evaluation of Complex Systems: Techniques and Tools,
Performance 2002, Tutorial Lectures, Springer-Verlag, London, UK.
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Summary

Integrated planning for service tools and spare parts for capital goods

Availability of capital goods is an often-used service measure in after-sales services.
The availability depends on how often maintenance is performed, and how long these
maintenance actions take. This dissertation focuses on the so-called maintenance
delay, i.e., the percentage of time during which the equipment cannot perform its
intended function because it is waiting for either user or supplier personnel, parts,
or tools associated with corrective maintenance actions. The amount of preventive
maintenance, the failure rates of the equipment and the time needed for repair are
assumed to be known.

Maintenance delay can also be expressed as the percentage of time a machine is waiting
for resources related to maintenance. Whenever a machine fails, several resources
must be available before the repair action can start: a service engineer to perform the
repair action, spare parts when parts within the machine are broken and service tools
to support the repair action. In this dissertation, the joint supply of spare parts and
service tools is considered; it is assumed that service engineers are always available
and thus do not cause extra downtime.

Service tools have some special characteristics that make it worthwhile to study them
in detail, namely:

• Coupling in demands. Whenever a machine fails, a set of service tools is needed.
Because of this, the demands of these service tools are correlated.

• Coupling in returns. After a repair action has been finished, the service tools are
returned to the stock point again. Tools that are demanded together therefore
will be returned together. Thus also the return of service tools is correlated.

• Tool kits. A tool kit is a case that includes a set of service tools, such that it
can be used in one or more repair actions. Tools can be stocked individually as
well as in a tool kit. Due to this, substitution of demand is possible.
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Furthermore, spare parts and service tools have a combined impact on the mainte-
nance delay in two ways:

• Coupling in demands. Often a set of spare parts and service tools is needed.
All resources need to be available before the repair action can start, and the
item with the longest delivery time (regardless whether it is a tool or part)
determines the delay for this action.

• Service target. Towards the customer, there is only one service target, namely
the availability of the machine. Whenever tools and parts are considered
separately, a separate target must be set for both. This will lead to
suboptimization.

The goal of this thesis is to study the integrated planning of spare parts and service
tools. However, due to the special characteristics of service tools, we first focus on
service tools only. Chapters 2 to 5 concern various aspects of operational management
of service tools. In Chapter 6 we consider the joint management of service tools and
spare parts. In Chapters 1, 7 and 8, an introduction, the conclusions and a reflection
are given, respectively.

In Chapter 2, we study why tool kits should or should not be used. This is done
by performing an empirical study on the preferences of service engineers, and the
aspects that influence this preference. From this study, it follows that service engineers
prefer having tool kits over having separate tools. Furthermore, a list of aspects is
determined that influences this preference. Although this study led to the conclusion
that ASML should continue using tool kits, the rest of this thesis does not take into
account the special characteristics of tool kits, like substitution. Including the effect
of substitution is future research.

In Chapters 3 to 5, the single-location service tool problem with coupling in demands
and coupling in returns is studied. In Chapter 3, an approximate evaluation method is
developed, which is accurate and reasonably efficient. In Chapter 4, efficient bounds
are proven for the average service level of the model. Finally, in Chapter 5, four
heuristics are developed and compared to each other on the basis of accuracy (how
close is the service level of the proposed solution from the target service level?) and
computation time, and to a lower bound on the basis of costs. The lower bound
is found in several steps, using among others lagrangian relaxation and the bounds
developed in Chapter 4. The average gap between the lower bound and the solutions
found by the heuristics is between 11.9% and 20.3%. One of the heuristics used
the evaluation method described in Chapter 3. Although this heuristic is most cost
efficient and very accurate, it is very slow and therefore not appropriate to be used for
real-life, large problems. Another heuristic takes coupling in demands into account in
a simple way by assuming independence. This heuristic is much faster, almost equally
accurate, but slightly less cost efficient. Comparing this heuristic to a heuristic used
in practice for spare parts, which ignores all coupling, leads to the conclusion that
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both are approximately as cost efficient (average difference of 2%), but the service
tool heuristic is much more accurate (a gap of 0.2% instead of 6%). The service tool
heuristic, however, has a higher computation time.

In Chapter 6, a multi-location service tools and spare parts problem is studied. Two of
the heuristics studied in Chapter 5 are extended to a multi-location setting, and some
experiments are done for a small test bed based on data seen at ASML. From this it
can be concluded that the heuristic without coupling, the spare parts heuristic, is very
inaccurate, and the accuracy depends on the values of the input parameters. Also,
it can be seen that there is a lot of variability of the service offered to customers at
different warehouses. The heuristic that includes coupling, the service tools heuristic,
leads to almost the same costs, but is much more accurate and less variable. Although
the computation times are much higher, it is due to this higher accuracy that the
service tool heuristic is more appropriate to be used in practice. Furthermore, the
impact of integration of the planning of parts and tools is studied. It can be seen that
integrating the planning of parts and tools leads to more accurate results, and cost
savings up to 15% for the cases in this test bed: a significant saving.
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cooperation was further continued during short visits to INRIA Grenoble - Rhône-
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