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Abstract

Component-based systems engineering is a software engineering technique
that allows building complex systems from predefined building blocks. One
of the main advantages of this technique is the possibility to distribute the
components among different nodes. Running component-based applications on
distributed platforms requires resource management. The key aspect of resource
management is enforcement of predictable execution of applications. In order
to achieve predictable execution, a resource amount that suffices individual
components for meeting their deadlines has to be reserved in advance. These re-
source reservations can be performed in two different phases of an application’s
lifecycle: at design time (a.k.a. static or offline reservations) or at run time (a.k.a.
dynamic or online reservations).
Static reservations are mainly suitable when component demands are fairly sta-
ble and can be estimated at design time. In this situation, appropriate resource
reservations can be made at deployment time that last for the entire operation
time of the application. Moreover, although these reservations are conservative,
the amount of waste and failures is low because of the stable behavior which
is, in most of the cases, close to and below the reserved amount. Contrary,
enabling static reservations to components with highly fluctuating resource
demands results in either a high amount of resource waste or/and a high rate of
application failures. Therefore, in such cases, dynamic re-allocation of resources
is more cost-effective than static allocation.
Dynamic resource allocation, however, requires strategies and mechanisms for
predicting the requested resources of individual components and resource reser-
vation adjustments at run time on a regular basis. The typical goal of resource
reservation adjustment is to make sure that resource provisions exceed resource
demands, but only with a minimal amount. Ideally, a component’s resource
reservation should be such that it resembles its resource utilization profile as
closely as possible, but always being conservative, which means that a resource
reservation should be based on an accurate prediction of resource utilization.
Performing an accurate resource prediction presupposes knowledge of com-
ponent resource demands. This is difficult, especially, when components have
highly fluctuating resource demands, as for instance, in case of multimedia
applications, which we address as a driving example in this work.

The main contribution of this thesis is threefold. Firstly, two metrics for eval-
uating the resource management quality are introduced: the failure rate (Fail),



which measures the fraction of the reservation periods for which the reserved
budget was insufficient, and resource waste (Waste), which measures unused
budget. In addition, two video components from the OpenCV framework and
a synthetic component, used for the simulation setup, are described and a
monitoring method used for state-based monitoring is presented, analyzed and
validated.
Secondly, this work introduces two novel resource models for capturing the
resource utilization of a software component: a state-based and a mode-based
resource model. The state-based resource model allows capturing the resource
utilizations of a component in a fine-grained way using the states, where states
represent resource utilization intervals. Using this resource model, we investi-
gate the effect of a simple resource management policy that predicts a resource
usage state for the next time slot based on the resource utilization state of the
current time slot. The quality of this management scheme depends on two
parameters, namely, state size and reservation time slot length, and is measured
using Waste and Fail metrics. Capturing resource utilization intervals using
states enables us to make the transition from time domain to state-density do-
main. The state-density resource utilization profiles of different components
exhibit only a few regions at a high density of clustered states called resource-
usage modes. This enables us to introduce the novel mode-based resource model.
Since predicting modes instead of states is a more coarse-grained activity, it
can be done more efficiently and, as shown, also with a higher accuracy. More-
over, a fast convergence of the detected modes of different video components
indicates that our mechanism can detect modes stably with just little history
of the monitored component, at run time. Consequently, in order to exploit
the benefits of resource-usage modes, a detection mechanism, suitable for use
at run time and heuristics for choosing proper parameters for mode detection
are introduced. On top of that, in order to enable mode-based reservations, a
method for run-time mode prediction is required.
Finally, an investigation of the sojourn times in different resource-usage modes
at run time, reveals a high reoccurrence rate of the similar sequences of modes
of the same length. This enables us to define and identify resource-usage pat-
terns by analyzing the transition between individual modes. Also, a method
for detecting patterns based on the mode transition probabilities is introduced.
Defining, identifying and detecting patterns at run time allow accurate mode
prediction at run time and therefore, enables the run-time mode-based reser-
vations. In addition, it reduces the resource management efforts in terms of



resource re-allocation activities for every reservation time slot and therefore
resulting in significant improvements of mode-based resource management
workflow.
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Chapter 1

Introduction and Motivation

In this chapter we discuss the context of this thesis, namely component-based
systems and component-based video processing applications. Subsequently we introduce
the incentive of this work which is the highly fluctuating behavior of video processing
component-based applications. Then, we set the problem statement of this research work.
In addition, we discuss the related work to resource management frameworks, component
resource models and dynamic resource-management. Finally we present the outline of
this thesis.

1.1 Component-based Software Engineering

Components are central building blocks in many engineering disciplines.
In computer science, the term component is used in a variety of contexts with
different meaning. In this section we review a number of definitions for compo-
nents leading to the variant that is most suitable to this thesis.
First, Szyperski et al. [82] give a widely used definition of a software component
in their book on component-based software engineering.
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Definition 1.1. (Szyperski) A software component is a unit of composition with
contractually specified interfaces and explicit context dependencies only. A soft-
ware component can be deployed independently and is subject to compositions
by third parties.

The most important aspects of this definition, namely "contractually speci-
fied interfaces", "explicit context dependencies", "independent deployment" and
"third-party composition" are explained in the following. First, "contractually
specified interfaces" implies that components use only their interfaces to collab-
orate with their environment, i.e., every component service has to be part of an
interface provided by the component. Second, "explicit context dependencies"
means that a component has to specify what requirements it expects from the
environment in which it is used. Third, a component is a subject of "independent
deployment" (i.e. it is deployable independently of other components). Finally,
components are subject to "third-party composition", which means that their
composer it not necessary their creator. Introducing reusability at the level of
components raises the abstraction level and enables third-party composition in
the process of component-based system engineering. Another often used defini-
tion is given by Meyer [56], who defines a software component as a modular
unit having a set of properties.

Definition 1.2. (Meyer) A component is a software element (modular unit)
satisfying the following conditions:

• it can be used by other software elements, its “clients”

• it possesses an official usage description, which is sufficient for a client
author to use it,

• it is not tied to any fixed set of clients.

The definitions of a software component by Meyer and Szyperski et al. are
generic, technology independent. At the same time, standard component models
like EJB [18], COM [14] and CCM (Corba Component Model) [62] adopt slightly
different component definitions than the widely used ones before mentioned. A
comprehensive description of a component model is given by Lau et al. [48], [47],
who present a reference framework for component models which defines and
explains terms of reference that are general and should therefore be universally
applicable.

Definition 1.3. (Lau) A software component model is a definition of
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• the semantics of components, that is, what components are meant to be,

• the syntax of components, that is, how they are defined, constructed, and
represented, and

• the composition of components, that is, how they are composed or assem-
bled.

This definition of a component model given by Lau is exemplified by
Heineman et al. [33]:

Definition 1.4. (Heineman) A [component is a] software element that conforms
to a component model and can be independently deployed and composed
without modification according to a composition standard.

This definition shifts the emphasis from software component to a software
component model. In this approach, a component model identifies what is or
is not a component. Crnkovic et al. [22] introduce a classification framework
for software component models. According to their definition (Definition 1.5)
a component model defines both components properties and the composition
methods.

Definition 1.5. (Crnkovic) A component model defines standards for

• properties that individual components must satisfy, and

• methods for composing components.

According to Crnkovic’s definition, a component model defines the "prop-
erties" of a component. This includes the functional and the extra-functional
properties, a.k.a non-functional properties (NFP), of individual components.
The term "composing components" is meant to include mechanisms for compo-
nent composition. Typically, a component model defines a set of rules for the
design and composition of components that cover different principles and hide
many complex implementation mechanisms. Furthermore, different component
models cover different phases in the component lifecycle. More precisely, some
of them support only the modelling and design stage, others support mainly
the implementation and run-time stages. In order to group the characteris-
tics of existing components models according to their similar concerns and
aspects, Crnkovic et al. [22] divides the basic characteristics and principles of
component models into three dimensions, namely, (i) lifecycle, (ii) construction
and (iii) extra-functional properties , which are discussed in more detail in the
followings.
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Figure 1.1: Component lifecycle and component forms as presented in [22].

(i) The lifecycle dimension identifies the support provided by a component
model and the component forms throughout the lifecycle of components
(see Figure 1.1). This means that a component lifecycle covers stages from
the component specification until its integration into the systems and
possibly its execution and replacement.
The phases of the lifecycle are, as indicated, requirements phase, modelling
phase, implementation phase, packaging phase, deployment phase and
execution phase. In each of these phases, the component has different
representations: specifications, source code, executable code etc.

(ii) The construction dimension identifies principles and mechanisms for
building systems from components including the component functional
specification (the interface is a noticeable part) and the means of estab-
lishing connections between the components, i.e. binding, and the means
of intercommunications, i.e. interactions between the components (i.e.
communication itself).

(iii) The extra-functional properties dimension identifies the facilities a
component model offers for the specifications, management and composi-
tion of extra-functional properties.
Components and component-based systems are carriers of a number of
extra-functional properties (EFPs). The basic support that can be provided
by a component model as a EFP is to facilitate specifying such extra-
functional properties. For example, components may specify the worst
case execution time (WCET) per method of an interface. A specification
of such properties makes it possible to check at the component’s deploy-
ment whether a component breaks the system integrity or requires more
resources than the system can provide.
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In this work we are interested in the extra-functional requirements [95]
of component-based applications. More precisely, we address resource man-
agement aspects of their constituting components. Hence, in this thesis we
adopt the definition where a component adheres to a component model, namely
the definitions by Heineman (Definition 1.4) and Crnkovic (Definition 1.5). In
addition, we are interested in component models that specifically address EFPs
related to resource management.

Finally, most component models are defined in the context of a component
framework. A software framework is an abstraction in which software providing
generic functionality can be selectively changed by additional user-written
code, thus providing application-specific software. A software framework is a
universal, reusable software platform to develop software applications, products
and solutions. Software frameworks include support programs, compilers, code
libraries, tool sets, and application programming interfaces (APIs) that bring
together all the different components to enable development of a project or
solution.
One of the goals of a component framework is to enable a proper management
for component-based applications which involves: component creation, binding
of components, component deployment and operation. In order to enable access
to lower architectural layers [66] components provide, in general, interfaces to a
framework.
In this work we introduce two component resource models, , i.e., state-based
and mode-based, in the context of a component framework called FLUENT [65].
The incentive for designing this framework was to enable the creation of generic
self-adaptive systems [27]. This is achieved through providing this component
framework, extended with a resource management system that is capable to
cope with limited resources and highly fluctuating resource demands.

1.2 Resource Management Aspects of Component-
based Systems

The idea behind component-based software engineering is to facilitate
building of complex systems from predefined building blocks (see Figure 1.2).

One of the main advantages of this technique is the possibility to distribute
the components among different nodes. This allows distributing the processing
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Figure 1.2: CBSE principle.

workload among different nodes. As a consequence, running component-based
applications on distributed platforms requires resource management.

A key aspect of resource management is to limit resource-usage of appli-
cations and to provide contractually agreed resources to applications. In the
context of the safety critical real-time systems, this means that every individual
component of an application is provided with enough resources in order deliver
the output before its deadline. However, in this work we target non-safety
critical real-time applications, where missing a deadline does not have critical
consequences. In such a context, the resource management approach taken
is reflected mainly in a Quality of Service (QoS) degradation and leads, in
principle, to a "best effort" behavior instead of a "guaranteed" behavior.
Resource management consists of a set of resource management activities (see
Figure 1.3). The activities we approach in this work are the following:

• resource monitoring - this activity involves collecting information periodi-
cally regarding the status of a particular resource,

• resource prediction - this activity concerns the analysis of the collected data
and, using a prediction model, the resources needed for the upcoming
period(s) are predicted,

• resource reservation - this activity involves the enforcement of the predicted
resource-usage,

• resource reservation adjustments - this activity refers to the modifications of
the previous reservations in line with the continuously updating predic-
tions, and
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Figure 1.3: A resource management cyclic workflow.

• resource reconfiguration - this activity implies the recalculation of all the
reservations corresponding to individual components, according to most
recent resource availability situation.

We distinguish two main aspects of resource management: (i) the entity
that performs it and (ii) the time when it is performed.

(i) First, the management of EFPs requires assigning an entity to perform it.
According to Crnkovic et al. [22] the management of extra-functional properties
can have distinct flavours, corresponding to the type of support for managing
EFP:

• Exogenous Management. The EFP management is provided outside the
components.

• Endogenous Management. The EFP management is implemented in the
components, i.e. the component developers are responsible to implement
it.

• Management per Collaboration (a.k.a. choreography). The EFP management is
realized in direct interactions between components.

• Systemwide Management (a.k.a. orchestration). The EFP management is
provided by the component framework, or underlying middleware.
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In this thesis we introduce two resource models that are intended to capture
a particular EFP (i.e. the resource-usage demands) of a software component.
These models can be used in the context of exogenous and endogenous man-
agement. However, since our aim is the develop a resource-aware component
framework, which is designed to adopt these component resource models and
based on those to provide resource management to component-based appli-
cations running in it, we place this work into the "system wide" management
type.

(ii) Second, resource management is classified, according to the phase of
the application life cycle (see Figure 1.4) at which it is applied, into static and
dynamic resource management. We refer to resource management at application
design time as static management.

• Static resource management involves a set of resource management activi-
ties performed at the design time of an application. According to this, all
the decision made before run time are fixed for entire time the application
is in operation. One of the most important decisions is concerning the
granularity of resource reservations. Static reservations are mainly suit-
able when component demands are fairly stable and can be estimated at
design time. In this way, appropriate resource reservations can be made
at deployment time that last for the entire operation time of the application.

• Dynamic resource management (a.k.a. run-time resource management)
involves performing resource allocation activities at the time at which the
application is in operation phase. This requires strategies and mechanisms
for predicting the requested resources of individual components and re-
source reservation adjustments, at run time, on a regular basis. The typical
goal of resource reservation adjustment is to make sure that resource
provisions exceed resource demands, but only by a minimal amount.

In this work we address run-time resource management, therefore, the
application life cycle phase we are interested is the one when the application
is in operation. Before entering this phase, an application is first designed and
deployed. As indicated by the life cycle in Figure 1.4, the design phase and
deployment phase, which constitute the admission of the application to run
on the platform, is cyclic while the application is in operation. Hence, this
introduces the new terminology: (Re)-Design and (Re)-Deployment.

8



Chapter 1. Introduction and motivation

(Re-)Design (Re-)Deployment Operation

Figure 1.4: Application life cycle as presented in [52].

First, in the Design phase, the resource management activities involve the defini-
tion of location constraints (i.e. the geographical position of the nodes) and the
definition of the (local) resource constraints (i.e. resource status of the nodes vs.
resource demands of the components). These activities lead to the definition of
(global) reconfiguration strategies.
Second, in the Deployment phase, the hosts are allocated to components after
determining of a feasible allocation and an assignment of resource modes to
components is realized. Based on this, for each component, a reservation of
a resource budget is allocated on its host, which is in agreement with its re-
source mode.1 Notice that, this cyclic behaviour doesn’t always bring changes
to resource reservations. However, when it occurs, can be either initiated pe-
riodically (i.e. using a time-based mechanism) or triggered by a resource error
(i.e. an event-based reaction). A resource error is the result of a resource conflict
[52]. More precisely, a resource conflict is a situation when there is a mismatch
between the resources used by a component and resources reserved for it on the
platform. While being in Operation phase, the resource conflicts are analyzed
and a decision regarding the recovery mechanism needed is made. In the order
of increasing impact, we distinguish five recovery mechanisms:

1. renegotiation of local resource reservations

2. QoS adaptation

3. reallocation of components

1The resource mode should be understood, for now, as QoS level. In the following chapters,i.e.
from Chapter 4 on, the resource-usage modes will have a more complex meaning.
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Figure 1.5: Driving example - a video processing application.

4. reallocation of services

5. recomposition.

In both situations, either using static or dynamic resource management,
the ideal case occurs when a component’s resource reservation is such that it
resembles its resource utilization profile as closely as possible. This means that
a resource reservation should be based on an accurate prediction of resource
utilization. Performing a resource prediction presupposes good knowledge of
component resource demands. This is difficult, especially, when components
have highly fluctuating resource demands. Examples of such applications in
this area are video processing applications (see Figure 1.5), where the required
processing power is highly dependent on the video content. Component-based
video processing applications are the component-based applications driving
example in this thesis.

1.3 Component-based Video Processing Applications

Video components typically impose real-time (RT) constraints [35], [88] in
combination with high fluctuations of resource demands in the processing of
the video stream [39].

A system is said to be RT, if the functional value of an operation depends not
only on its logical correctness, but also the time when the result is available [19].
The classical conception is that in a hard or immediate real-time system (RTS),
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the completion of an operation after its deadline is considered useless, since this
may anyway lead to a critical failure of the complete system. According to the
deadline failure criticality [19], the following types of RTSs exist:

• Hard real-time: the costs of missing a deadline results in catastrophic
failure of a system, and consequently can lead, in some circumstances, to
a loss of human life. Missing a deadline in a hard RTS is therefore not
acceptable.

• Firm real-time: the costs of missing a deadline are reflected by an unac-
ceptable quality reduction. Missing a deadline in a firm RT, however, does
not result in catastrophic failures [9].

• Soft real-time: the costs of missing a deadline are reflected by an accept-
able quality reduction. Deadlines may be missed and the system can be
recovered.

Using the classification of RTSs, we can discriminate video processing ap-
plications consisting of video components accordingly. First, a hard RT video
application must meet its deadlines. This requirement implies displaying all the
frames in time without latencies. Examples of such applications are the video
applications used in the medical domain [1], [2] (see Figure 1.6). We consider
hard RT especially the application used for surgery, where failures of the system
may lead to loss of human life.

Figure 1.6: Video applications - medical domain.
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Second, we exemplify the firm RT video application type with applications
from Surveillance domain. Figure 1.7 illustrates an example of a video surveil-
lance system. Here, missing a deadline, i.e. skipping or dropping a frame,
is unacceptable and it does not lead to a loss of human life. However, under
hypothetic conditions, for instance, a terrorist attack, surveillance systems can
fall easily in the hard real-time video applications category, since in such cases,
losing frames may lead to loss of human life.

Figure 1.7: Video applications - security domain.

Finally, soft RT video applications are the applications where missing
deadlines, i.e. losing frames or playing the frames with latencies, results in
decrease of quality [45], [94]. Examples of such video application are found in
Multimedia domain (see Figure 1.8) and Consumer Electronics (CE) domain
(see Figure 1.9).
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Figure 1.8: Video applications - multimedia domain.

Figure 1.9: Video applications - consumer electronics domain.

The work presented in this thesis solely address the soft real-time video
processing applications, namely application from Multimedia and CE domain.
However, our main focus is to enable run-time resource management mecha-
nisms for generic component-based applications and we use video processing
components as a learning example.
Multimedia processing applications are commonly structured as a pipeline of
resource-intensive components, where resource demands tend to be high and/or
highly fluctuating. In order to enable cost-effective video processing, various
scalable video components have been conceived [58], [34], [87], [36]. The main
goal of this type of video components is to allow trading resource usage against
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output quality at the level of individual frames [45]. Because a quality level can
only be changed at the level of individual frames, a frame is processed entirely
on a single quality level, for which processing resources may or may not be
sufficient. In the latter case, for cost-effectiveness, a work-preserving approach
is often considered, in which processing of the current frame is completed and
the next frame is skipped [94].
Allocating a static amount of processing resources to a video component is
unsuitable, because it leads either to frame misses or to an over-provisioning
of resources. Thus, the key technology to cope with fluctuating resource re-
quirements of video components in a cost-effective manner is dynamic resource
allocation [87], [36]. In order to adapt the allocated resources dynamically at run
time, the requested resources of a component must be predicted. More precisely,
the next resource-usage state must be predicted in advance in order to reserve
resources for the processing of the upcoming frame.
In literature, for example, see [35], [94], [42], efficient, near-optimal strategies
have been proposed to allocate resources to components with fluctuating de-
mands. However, the quality of these allocation strategies depends on correct
predictions of the requested resources of a component, which is typically based
on the requested resources in the past. We therefore need a mechanism that
enables accurate resource predictions of the resource-usage of individual com-
ponents.

Real-time systems need to satisfy timing constraints, which are reflected
by the systems types they control. In case of hard real-time systems, these
constraints are stringent. In general, in order to satisfy the constraints of real-
time systems, upper bounds on the execution times are needed. Obtaining
such information regarding the resource needs of a component (and others, like
memory footprint, network bandwidth requirements etc.) is commonly referred
as resource profiling.

1.4 Resource profiling

Resource profiling [84], [69] is a key technique required to enable static and
dynamic resource management. However, obtaining precise upper bounds for
most of the resource types, especially on execution times (i.e. CPU resource) for
programs is, in general, not possible. Some of the causes of this problem are the
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complexity of modern hardware architectures (e.g. different levels of caches with
a non-deterministic behaviour), enabling computation done in hardware (e.g.
video decoding on Graphical Processing Unit (GPU) units) or dynamic frequency
scaling (a.k.a. CPU throttling), in general with the purpose of conserving power
or to reduce the amount of heat generated by the chip. From a more theoretical
point of view, a well known cause for the difficulty to determine the WCET of a
software component, is the following decision problem:

"given a program and an input, decide whether the program will eventually halt
when run with that input, or will run forever".

As a consequence, hard real-time systems only use a restricted form of pro-
gramming, which guarantees that programs always terminate. In this form of
programming, recursion is not allowed or explicitly bounded as are the iteration
counts of loops. In this way, a reliable guarantee based on the worst-case exe-
cution time of a task can easily be given if the worst-case input for the task is
known. In practice, however, the worst case input is seldom known and hard to
predict.
Figure 1.10 depicts several relevant properties of a real-time task. A task typi-
cally shows a certain variation of execution times depending on the input data
or different behavior of the environment in which is executed. The distribution
of execution times, taking into account all possible executions, is shown as the
upper curve. The shortest execution time is called the best-case execution time
(BCET) and the longest time is called the worst-case execution time (WCET) [73].

According to Wilhelm et al. [73], the process for obtaining BCET and WCET
involves mainly two approaches:

• Static methods. These methods do not rely on executing code on real
hardware or on a simulator, but taking the task code itself, maybe together
with some annotations [41], analyze the set of possible control-flow paths
through the task, combine control flow with some (abstract) model of
the hardware architecture, and obtain upper bounds for this combination.
This is also called static-code analysis [76]. Another static method for WCET
analysis is based on Synchronous Dataflow (SDF) graphs [80], [38], [60].
This method is commonly used for analyzing and optimizing the power
consumption of mobile devices.

• Measurement-based methods. These methods execute the task or task
parts on the given hardware or a simulator. Additionally, these methods
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Figure 1.10: Basic notions concerning timing analysis of systems [73]. The
lower curve represents a subset of measured executions. Its minimum and
maximum are the minimal and maximal observed execution times, respectively.
The darker curve, an envelope of the former, represents the times of all exe-
cutions. Its minimum and maximum are the best- and worst-case execution

times, respectively, abbreviated BCET and WCET.

use a set of different inputs. Afterwards, the measured times are recorded
and the maximal and minimal observed execution times are derived from
these measurements (see Figure Figure 1.10) or their distribution. This is
also called dynamic-timing analysis [92].

The resource profiling [79] approach taken in this work is a measurement-based
approach [92], similar to the one depicted in Figure 1.10. This means that we
use a simulation-based environment, together with a random set of inputs, in
order to validate our models. In addition, using a synthetic software component
(i.e. a component that consumes a predefined amount of resources on demand),
we calibrate the algorithms used in the management approach that we introduce
and verify the correctness of the methods involved. Furthermore, since in
this work we do not address component-based system from a hard real-time
perspective, but a soft real-time one, we do not use BCET and WCET in a strict
sense. However, these parameters hint us which are the borders for trading QoS
vs. resource consumption.
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1.5 Problem Statement

An important aspect of component-based systems engineering (CBSE) is
that it allows building complex systems from predefined building blocks. One
of the main advantages of component-based systems (CBS) is the possibility
to distribute the components over a platform consisting of multiple nodes.
According to Crnkovic et al. [22] a component-based system identifies (i)
components, (ii) an underlying platform and (iii) the binding mechanisms.
Since in this work we are focused on resource management aspects of CBS, we
address merely the first two elements, namely the components, which in our
view represent the "resource demands", and the underlying platform, which
makes these resources available.

1.5.1 Resource demands

A key aspect of resource management is enabling a predictable execution
enforcement to applications. We target those component-based applications that
are executed on resource-constrained platforms (in terms of processing power,
memory capacity and network bandwidth). In order to achieve a predictable
execution, a resource amount that suffices individual components, allowing
them to produce the result before the deadline, has to be reserved in advance.
These resource reservations can be performed in two different phases of an
application’s lifecycle: at design time or at run time.

Static reservations are mainly suitable when component demands are fairly
stable and can be estimated at design time. In this way, appropriate resource
reservations can be made off-line that last for the entire operation time of the
application. This is reflected, in general, in a low amount of wasted resources and
application failures, since resource over-provisioning and under-provisioning
rarely occurs due to the reasonably stable nature of the resource demands.
In contrast, enabling static reservations to components with highly fluctuating
resource demands results in either a high amount of resource waste or a high rate
of application failures, or both. Therefore, in such cases, dynamic re-allocation
of resources is more cost-effective than static allocation.

Dynamic resource allocation, however, requires strategies and mechanisms
for predicting the requested resources of individual components and resource

17



Chapter 1. Introduction and motivation

reservation adjustments at run time on a regular basis. The typical goal of
resource reservation adjustment is to make sure that resource provisions exceed
resource demands, but only with a minimal amount. Ideally, a component’s
resource reservation should be such that it resembles its resource utilization
profile as closely as possible, but always being conservative, which means that
a resource reservation should be based on accurate prediction of resource uti-
lization. Performing a correct resource prediction presupposes knowledge of
component resource demands. This is difficult, especially, when components
have highly fluctuating resource demands, as for instance, in case of multimedia
applications, which we address as a driving example in this work.
As a result of the previous statements, we formulate the first research question
approached in this thesis:

1. Given a component-based application and a hardware platform, how do we
enforce a predictable execution of such an application?

1.5.2 Resource availability

Running component-based applications on distributed platforms requires
resource management. In the context of multiple applications competing for
platform resources, we are interested in the resource availability of the system
in case of changes in resource demands. The latter can be caused, for instance,
by a QoS level change of an application. Note that, applications can operate at
multiple levels of QoS with corresponding associated resource demands.
There are various ways in which a system can respond to changes in resource
availability (due to node or network failure) or resource demand (due to the
introduction of new activities). In order of increasing severity, we distinguish:

• QoS-adaptation in which component service levels are adjusted to local
resource availability,

• reallocation in which components are migrated to nodes that better fit
their resource demands,

• reconstruction of system topology in which components are replicated,
replaced or deleted to improve overall resource usage and QoS.
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For that purpose, assuming that a predictable execution is obtained and en-
forced (i.e. accurate resource prediction and resource reservation enforcement
is enabled), an optimal consumption of resources is desired. This means, in
the context of multiple applications containing multiple components that can
operate on several QoS levels, running on a distributed heterogeneous platform
containing multiple nodes, the renegotiation of resources is required in order
to restructure the topology of the applications according to optimal usage of
available resources nodes. For this purpose, reconfiguration strategies capable
to achieve these goals are required. These reconfiguration strategies may have,
in this case, two directions:

• QoS driven. Given a hardware platform with no limitations on resource
availability, what are the reconfiguration strategies in order to maximize
the output quality of a component-based application running on this
platform and using an optimal amount of resources (e.g. reduce the
number of used nodes whenever possible) and

• Resource driven. Given a hardware platform with a limitation on resource
availability, what are the reconfiguration strategies in order to obtain
maximum performances for a component-based application running on
this platform (i.e. increase the QoS level as much as possible).

This leads us to the second research question that we approach in this work:

2. What is the best strategy to match between resource demands and resource
availability, in the context of multiple applications competing for platform re-
sources?

1.6 Related Work

In this section we discuss work related to resource management frame-
works, component models and dynamic resource-management. A dynamic
resource-management scheme based on resource reservations requires mecha-
nisms for admission of components, scheduling of components, enforcement of
reservations and monitoring of resource consumption. In this work we address
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dynamic resource allocations, which involves (i) prediction strategies of resource
consumptions, and, (ii) reconfiguration of components and their corresponding
reservations. For that purpose we introduce two component resource models,
i.e., state-based and mode-based. These models are introduced in the context of
the FLUENT framework. Hence, in the following, we discuss related work to
both component resource models and resource management frameworks.

1.6.1 Component Models

A component model describes various constraints for component development.
These constraints include requirements for:

• the development of the component and the deployment process,

• the implementation issues (programming languages, interfaces implemen-
tation),

• specification of component extra-functional properties including behaviour,
resource use, context dependencies, etc.

In addition, a component model gives a set of guidelines to an architect, spec-
ifying the composition rules for composing individual components into a
component-based assembly (i.e. a component-based application). In this section
we give an overview on the existing component models and their main charac-
teristics.

1. Industrial projects commonly apply Industrial Component Models when
building real-world component-based systems. In this category we distin-
guish:

• COM (1993) [14] and .NET (2007) [70] from Microsoft Corporation,

• Java EE based components (like EJB (2007) [18] or Spring (2006))[90]
and

• components following the CORBA Component Model (CCM) pub-
lished by the Object Management Group (OMG) [62].
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The main concept of these models is to use the existing concept of objects
coming from object-oriented programming paradigm and enrich it with
additional concepts coming from the definition of a component. For exam-
ple, EJB or Spring use so called plain old Java objects (POJOs) to represent
a component. One notable exception is the COM platform which was
introduced in the early 1990ies, when the use of object-oriented languages
was not yet widely adopted.
These industrial component models lack support of the analysis of extra-
functional properties as most analysis methods need some behavioural
specification.

2. The Documentation-oriented Component Model introduced in the UML2
Superstructure specification (Object Management Group (OMG), 2005) [61]
is the most important one in the category of documentation oriented mod-
els due to the widespread use of UML. It contains components, their
inner structure, and provided and required interfaces. By using assembly
connectors, software developers compose components and delegation con-
nectors describe how the control flow is routed to inner components. The
following paragraph detail on these concepts.
A component in UML2 inherits from a UML2 class. As a consequence, it
can be seen as a special kind of class having all the capabilities of a class,
including the ability to inherit other classes. Despite its comprehensive
meta-model, the UML2 lacks support for analysing extra-functional prop-
erties. However, profiles like the UML-SPT profile (Object Management
Group (OMG), 2005) [63] aim at extending the UML2 for this use case.

3. Research focused on Architecture Description Languages (ADLs) [54]
since the 1990ies. The main goal of ADLs was to document and analyse
architectures based on formal descriptions of components, connectors, and
their composition. Despite the fact, that there have been many different
ADLs with different abstractions and aims, research seems to be discontin-
ued in this area. As a remark, it can be noticed that for the specification of
the components semantics (behaviour), all ADLs offer either no support
or process algebra based languages like CSP [64] or the π-calculus. In
contrast, support for extra-functional properties is offered by several ADLs.
However, many of them only allow the specification of annotations without
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giving them a semantics. Hence, they are not used in architectural analysis.

4. Fractal [16] is a modular and extensible component model that can be
used with various programming languages to design, implement, deploy
and reconfigure various systems and applications, from operating systems
to middleware platforms and to graphical user interfaces.
Fractal is also a project with several sub projects, dealing with the defini-
tion of the model, its implementations, and the implementation of reusable
components and tools on top of it. This feature-rich component model
includes provided interfaces, required interfaces, run-time reconfigurable
connectors, and composite components.
This component model was firstly published by Object Web (2006), an
open source middleware provider. However, France Telecom did the initial
development. ”Fractal ADL” is an XML-based description of the static
composition of components by their connectors and it is used by develop-
ers to specify architectures.
Fractal components include so called controllers, used to configure various
aspects involved in a component-based application. Some of the supported
features consist of support for component life-cycle, connector creation
and alteration, component meta-data queries, method call interception,
or component instance redeployment/migration. However, Fractal lacks
support for extra-functional requirements analysis.

5. In the SOFA (SOFtware Appliances) component model [37], applications
are viewed as a hierarchy of nested components. Components can be
either primitive or composed - a composed component is built of other
components, while a primitive component contains no subcomponents.
As a result, all functionality is located in the primitive components. A
component is described by its frame and architecture. The frame is a black-
box view of the component. It determines provides-interfaces and the
requires-interfaces of the component. Optionally, it declares properties for
configuring the component. The frame can be implemented by more than
one architecture. The architecture of a composed component describes
the structure of the component by instantiating direct subcomponents and
specifying the subcomponent’s interconnections via interface ties.
The architecture reflects a particular grey-box view of the component - it
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defines first level of nesting in a component hierarchy. The design goal
of SOFA is the analysis of component interactions. This is realised by
so-called behaviour protocols, which are specifications of interaction proto-
cols. Interfaces have protocols which specify the sequence of method calls
accepted or emitted by a component depending on whether the interface
is provided or required. When attached to a frame, the behaviour protocol
establishes a link between the services offered by a component and those
required. It specifies the emitted calls on any of the required interfaces as
reaction to a service call to one of the provided services. SOFA has been
applied in an industrial case study at France Telecom. However, SOFA
lacks support for QoS-annotations.

6. Phillips developed the KOALA (C[K]omponent Organizer and Linking
Assistent) component model and applied it to support a product line
approach for embedded systems, like consumer electronics (i.e. TV sets).
According to van Ommering et al. [89], the KOALA model uses concepts
of the ADL Darwin [51] and Microsoft COM [14].
KOALA components have explicit provided and required interfaces and
are bound independently of their construction, i.e., there is a strict border-
line between the roles of component developer and assembler.
The KOALA component model has explicit support for parameterising the
components in certain component assemblies. The components may use
special required interfaces to retrieve their configuration from attached
configuration components. This allows changing a component’s config-
uration by connecting different configuration components. Additionally,
the model supports component adaptations by the possibility to declare
a required interface as being optional. Such an interface need not be
connected in an assembly. The component can query its optional interfaces
for bound components and behave differently depending on the query’s
result.
Finally, in order to decrease resource demands at run time, KOALA sup-
ports partial evaluation of parts of the code at assembly time. As KOALA
is applied to build the software part of embedded systems, a transforma-
tion exists for mapping models to C code skeletons and header files. The
transformation uses direct C method calls to reflect component bindings.
KOALA has support for extra-functional properties analysis.
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7. RoboCop component model [10], [11] is another component model with
focus on embedded systems, in which a component consists of a set of
related models. These include component interface specifications, doc-
umentation, extra-functional models like timing models, reliability, or
memory footprint, and the component’s source and binary code.
A complete RoboCop application consists of RoboCop components con-
nected to each other by connectors. Connections support synchronous and
asynchronous calls. However, a call’s type depends on the call specification
in the component behaviour and not on the connector (as in most ADLs).
In addition to the components and connectors, developers must specify
the hardware units of the embedded system before doing analyses. The
behaviour model contains resource demands of the actions specified as
constant maximum demand of processing cycles of the executing resource.
Additionally, RoboCop models allow the specification of parameter val-
ues used in method calls, which allows taking parameter influence into
account. RoboCop is steered by a simulation tool (i.e. DeepCompas [9])
which focuses on extra-functional properties of embedded real-time sys-
tems such as: mutual exclusions, schedulability, deadline misses, and
synchronization constraints. In addition, simulation runs (a.k.a. dynamic
timing simulations) yield timing and resource consumption data. Timing
data covers response time and waiting times. Finally, RoboCop also sup-
ports a strict distinction of developer roles. Developers in different roles
develop and assemble components. The allocation to hardware nodes and
the specification of the users behaviour are other tasks necessary for doing
analyses with RoboCop.

8. The Palladio component model [7] supports predictions of extra-functional
properties of CBSE systems. Its meta-model enables characterizing para-
metric context dependencies on system resources. The performance analy-
sis is simulation-based and the parametric dependencies are considered.
Hence, the implicit assumption is that targeted applications are such that
resource management can be treated as a design-time problem. It is also
assumed that the designer will have a means to identify correct parameter
values. Palladio enables specification of a component behaviour and per-
formance properties via a set of the following constructs in the following
way.
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First, a ServiceEffectSpecification (SEFF) describes how the provided ser-
vice calls the required services of the component.
Second, internal behaviour of the Palladio services is modeled via the
ResourceDemandingSEFF construct that contains data on the hardware
resource usage, transition probabilities, loop iteration numbers, and pa-
rameter dependencies.
Third, the hardware resource usage of a service is modeled via the Re-
sourceDemandingActions construct that specifies loads on the resources.
The variations in behaviour of services and resource usage are modeled
via random variables and probability mass functions.
Fourth, in order to specify the system-wide behaviour, Palladio intro-
duces a UsageModel construct. The UsageModel consists of a number
of UsageScenarios, which in turn consist of one ScenarioBehaviour and
one Workload meaning that the ScenarioBehaviour is executed with the
respective Workload. Workloads describe the usage intensity of the system
(e.g. the event arrival rate or the fixed number of users that execute their
scenario). A ScenarioBehaviour consists of a sequence of AbstractUserAc-
tions. Technically, the latter represents the calls to component interfaces
directly accessible by users.
Finally, at the assembly time, when the structures of the component in-
stances are defined, the SEFF calls are synthesized into an MSC (Message
Sequence Chart) diagram for each task. The tasks are identified from the
UsageScenarios, where each AbstractUser-Action creates a task. The usage
of hardware resources for each task is reconstructed from the ResourceDe-
mandingSEFF constructs of the components involved in the task execution.
In order to simulate the synthesized model, a scheduler is used. The
results of the simulation are the detailed timeliness of task executions on a
processor. Performance properties (latencies, missed deadlines, through-
put and resource usage) are extracted from these timeliness.

9. The Pin [77] component model has an associated “Predictability-Enabled
Component Technology (PECT)”, which enables the specification and han-
dling of the extra-functional properties through “analytical interfaces”.
Pin is a basic, simple component technology suitable for building em-
bedded software applications. Pin implements the container idiom for
software components. Containers provide a prefabricated shell in which
custom code executes and through which all interactions between custom
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code and its external environment are mediated.
The interface of a Pin component comprises a set of communication chan-
nels called pins. When components become active, their behavior is trig-
gered by the arrival of stimulus on sink pins. Additionally, they are fully
encapsulated, in the sense that the only communication paths from a
component to its environment are through its pins.
The communication between two components can be synchronous and
asynchronous through connectors and is enabled by connecting the source
pins of one component to the sink pins of another. Component assem-
blies are finite and have fixed connection topology. These assemblies are
deployed to a run-time environment that manages the life cycle of compo-
nents and provides services for managing shared resources.

10. The PECOS [32] component model is another component model with
focus on embedded systems, originally developed for field device sys-
tems and some supporting tools such as Component Composition (CoCo)
description language for specifying components and code generator for
generating Java/C++ code skeletons from CoCo. This component model
consists of two main parts, i.e. the static structure model which describes
the entities included in the model, their features and properties and the
execution model which defines the behavior of the component execution.
First, the static structure model of PECOS involves three main entities:
components , ports and connectors. Components are used to organize
the computation and data into parts that have well-define d semantics
and behaviour. A port is a reference to data that can be read and written
by a component and enables a component to be connected to another
component through a connector. Data passed over the port is specified
with name, type, range and direction (in, out or in-out). Only compatible
ports can be connected with connectors.
Components can be any of three types: active, passive or event component.
Active components have their own thread of control; passive components
do not have their own thread of control; and an event component is a com-
ponent that is triggered by event. PECOS has support for extra-functional
properties analysis.

11. The component models we introduce in this work, namely, FLUENT [65]
component resource models, are intended to address extra-functional
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properties of (generic) software components. In comparison with the com-
ponent models previously presented, which are, in most cases, intended
for static orchestration and management of the components, some of them
including functional aspects of the components, these models enable run-
time reactivity. This means that resource management decision are made
while the components are in operation lifecycle phase. Furthermore, the
FLUENT resource models, i.e., state-based, mode-based and pattern-based,
target applications characterized by highly and transiently fluctuating re-
source demands, e.g. video applications. Hence, this resource models need
to accommodate resource management in which resource reservations are
updated at run time from predictions based on previous resource usage.
Table 1.1 provides a systematic comparison of the component models
previously presented, where each row refers to a component model and
each column specifies an evaluation criterion.

1.6.2 Resource Management Frameworks

As stated previously, a software framework can be interpreted as an abstrac-
tion in which software providing generic functionality can be selectively changed
by additional user-written code, thus providing application-specific software.
More precisely, a software framework is a universal, reusable software platform
to develop software applications, products and solutions. Software frameworks
include support programs, compilers, code libraries, tool sets, and application
programming interfaces (APIs) that bring together all the different components
to enable development of a project or solution.
One of the main goals of a component framework is to enable a proper manage-
ment for component-based applications which involves: component creation,
binding of components, component deployment and operation. In order to
enable access to lower architectural layers components provide, in general, inter-
faces to a framework. For instance, in order to access some functionalities (e.g.
a system clock, registries containing performance counters, scheduling infor-
mation etc.) of an operating system, components can have a required interface
bounded to a framework. The framework retrieves afterwards these information
from the operating system. In this section we give an overview of the existing
frameworks, mainly the ones having resource management capabilities. Most
of these frameworks are using component models described in the subsection
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1.6.1.

• Classical component frameworks such as CORBA Component Model
(CCM) [8], Enterprise JavaBeans (EJB) [18] and Microsoft DCOM [50],
or service frameworks such as OSGi [83] provide no or only limited sup-
port for QoS and QoS differentiation [91] and dynamic reconfiguration of
distributed systems. Typically, these frameworks also lack proper facilities
for supervising and managing resource usage. Building a dynamically re-
configurable distributed application using any of these frameworks implies
that support for reconfiguration is to be implemented by the developer in
a custom way.

• Prediction-Enabled Component Technology (PECT) [77] is one of the
first approaches to achieve predictable assembly from certifiable com-
ponents. It has a well-defined component model (the Pin component
model presented in previous section) with reference implementations,
which includes definition of all development phases, and run-time execu-
tion framework. Additionally, it combines both analytic and simulation
analysis techniques and enables both synchronous and asynchronous
communication styles. More specifically, PECT uses a Construction and
Composition Language (CCL) to produce specifications that contain struc-
tural, behavioural, and analysis-specific information about individual
components and assemblies. The structural specification defines sink and
source pins of a component, via which a component communicates with
other components. CCL enables the specification of component behaviour
and of performance properties of the operations provided by the compo-
nent. The behaviour is specified by a reaction to the input signal arriving at
the sink or source pins. The CCL specifications of individual components
are translated to one or more reasoning frameworks that analyze and
predict the run-time properties of assemblies. The translation is enabled
by the CCL processors that automate the synthesis of the assembly mod-
els. PECT features an extensive tooling support in the form of a set of
graphical, modeling software tools. However, it lacks modeling support
for heterogeneous multi-processor platforms.

There are several component frameworks designed for embedded systems.
These frameworks (often based on a component model) form the foundation for
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several product lines, Hence, they enable the construction of an entire family of
similar but unique products, with respect to their hard and software configura-
tions, in order to serve a larger market.

• Koala [89] is one example of such a component framework. In Koala,
a component model is combined with an architectural description lan-
guage with the goal of developing CE product families. Additionally,
Koala enables a component definition language used by Philips consumer
electronics to model components (as C modules), composition (as C compi-
lation and linking), and variability (as CPP macros and partial evaluation).
Tool support for Koala consists of a compiler which includes:

• the Koala parser,

• the Koala normalizer,

• the Koala pretty-printer,

• the Koala vizualization tool,

• the backend for C (+Makefile generation), which provides the func-
tionality of the original Philips Koala compiler and

• the backend for Source Tree Composition.

Koala is inspired by COM, but follows specific requirements originating
from the CE domain. First, most of the connections among components are
constant and known at configuration time. In order to limit the run-time
overhead, static binding is used wherever possible. Second, components
are dynamically bound into CE products, which have looser resource con-
straints. Finally, Koala has some extra features aimed at handling diversity
efficiently: interface compatibility, function binding, partial evaluation,
diversity interfaces, diversity spreadsheets, switches, optional interfaces,
and connected interfaces. However, Koala does not take into account
extra-functional requirements such as timing and memory consumption.
Koala lacks a formal execution model and automated scheduler generation
is not supported.

• The SOFA (SOFtware Appliances) [17] framework encompasses several
software domains, e.g., the communications middleware, component man-
agement, component design, electronic commerce, and security. The main
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issues addressed by SOFA include the component transmission protocol,
dynamic component updating, component description, component ver-
sioning, and support for component trading, licensing, accounting, and
billing. The main features of SOFA’s framework include:

• SOFA Component model and CDL (Component Description Lan-
guage) which support versioning by strictly separating the compo-
nent interface from the component architecture (multiple versions of
architecture per interface);

• SOFAnet and SOFAnode, a small set of well-scaling orthogonal ab-
stractions providing a platform for trading with software components
over a computer network;

• SOFA provides an update operation with clearly defined relationship
to versioning.

The SOFA component model has an extension called DCUP (Dynamic
Component UPdating), which has novel functionalities concerning compo-
nent updating at run time.

• The KobrA [5] method represents a synthesis of several advanced software
engineering technologies, including product line development, component-
based software development, frameworks, architecture-centric inspections,
quality modeling, and process modeling. These have been integrated
in KobrA with the basic goal of providing a systematic approach to the
development of high-quality, component-based application frameworks.
Numerous methods claim to support component-based software develop-
ment, but these invariably tend to be rather vague and nonprescriptive in
nature. They define a lot of possibilities, but provide little, if any, help in
resolving the resulting choices between them. KobrA, in contrast, aims at
being as concrete and prescriptive as possible. A fundamental principle
of KobrA is the strict distinction of products and processes. The products
of a KobrA project (e.g., models, documents, code modules, test cases,
etc.) are defined independently of, and prior to, the processes by which
they are created, and effectively represent the goals of these processes.
Furthermore, all products are organized around, and oriented towards, the
description of individual components. This means that, as far as possible,
there are no global or system-wide products. Hence, all products (and
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accompanying processes) are defined to carry information only related
to their particular component. The advantage is that components (and
the products that describe them) can then easily be separated from the
environment in which they were developed and therefore can be reused
independently.

• Fractal [16] is a general software composition framework that supports
component-based programming. Fractal enables a modular, extensible
and programming language component model that can be used to design,
implement, deploy and reconfigure systems and applications, from oper-
ating systems to middleware platforms and to graphical user interfaces.
The goal of Fractal is to reduce the development, deployment and mainte-
nance costs of software systems in general, and of ObjectWeb projects in
particular. In Fractal, the following features are enabled:

• recursivity: components can be nested in composite components
(hence the "Fractal" name),

• reflectivity: components have full introspection and intercession ca-
pabilities,

• bindings: a single abstraction for connecting components that is called
bindings. Bindings are components that can embed any communica-
tion semantics from synchronous method calls to remote procedure
calls,

• execution model independence: no execution model is imposed. In
that, components can be run within other execution models than the
classical thread-based model such as event-based models and so on,

• openness: extra-functional services associated to a component can be
customized through the notion of a control membrane.

Fractal itself is an abstract framework and it should be understood as a
base of concrete frameworks. A reference implementation of Fractal in
Java - Julia - exists [68].

• The PECOS framework allows components to be hierarchically built from
other subcomponents. A component which contains subcomponents (or
"children") is called a composite component (or a "parent" component), and
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these subcomponents are not visible outside the composite component. A
component without subcomponents is called a "leaf" component. Second,
the execution model consists of two different behaviors associated with
active and event components, namely, the execution behavior and the syn-
chronization behavior. The execution behavior determines the action that
is performed when the component is executed and the synchronization
behavior is responsible for synchronizing the data space of the active or
event component with that of the parent.
Finally, in PECOS, data synchronization between two connected active
or event components’ ports, is required to assure that data cannot get
corrupted due to two simultaneous write operations from components
in different threads. In order to solve this data synchronization problem,
every active and event component is equipped with its own private data
space where the data can be updated independently by the component.
This private data space is then synchronized its parent or composite com-
ponent periodically.

• ProMARTES [85] is a toolkit for cycle-accurate profiling, modeling and
performance analysis of component-based real-time distributed systems.
The ProMARTES toolkit enables the following benefits:

• cycle-accurate profiling of individual components and automated
generation of MARTE-compatible software component performance
models,

• guided composition of a system architecture from available software
and hardware components based on the UML-MARTE profile,

• automated generation of a performance model,

• comprehensive performance analysis (scheduling, simulation and
network analysis) of the composed system.

The ProMARTES toolkit, is available as open source and the individual
tools are integrated into the toolkit pipeline, providing a complete design
and analysis life-cycle.

• The iLand project [86], [29] is a platform-independent solution for sup-
porting time-bounded operation and reconfiguration in service-oriented
distributed soft real-time systems. It provides a service-based resource
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management framework both for centralised and distributed applications.
The service-based framework of iLand middleware provides dynamic
service-based composition and exogeneous resource management to en-
sure temporal properties (EFP). For that purpose, it utilizes WCET calcula-
tions to derive, at run time, feasible structures (set of services/components)
that are allowed to execute. One of the main validation cases is a dis-
tributed video surveillance application for object tracking.

• In this work we introduce the FLUENT framework [65]. The FLUENT
framework aims to provide a component framework admitting the flexible
composition of distributed applications. More precisely, it includes a
generic autonomous self-adaptive run-time resource management system,
capable to cope with multiple applications competing for resources across
many nodes of a distributed system. The main target of FLUENT are
those systems where resources (processing power, memory and network
bandwidth) are scarce and distributed, where a set of components from
multiple applications compete for them, and where resource demands of
the components can be significantly fluctuating (e.g. in video processing
applications the resource requirements required for processing can depend
on the contents of the current video footage).
Resource management typically includes mechanisms to allocate resources
to components, to monitor their actual resource-usage, and to enforce
that the actual resource-usage stays within the allocated amount. To
address these requirements FLUENT contains the following set of run-
time resource management strategies:

(a) realigning resource allocations to accommodate fluctuations in the
resource demand,

(b) QoS adaptation,

(c) migration of components,

(d) replacement of components by compatible ones,

(e) reconstruction of the application structure.

The strategies are ordered from most lightly towards more complex ones.
Typically, applying a strategy from this list also includes performing all
preceding steps in the list. Some of these strategies, namely, realigning
resource allocations to accommodate the fluctuations of the resource de-
mand, QoS adaptation and migration require a mechanism for resource
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prediction and resource reservation at run time. In the next section we
discuss similar work related to these aspects.

1.6.3 Resource Prediction and Resource Reservation

Recent trends in resource management requirements denote a need for
accurately modeling and predicting application resource-usage. One purpose
for that is to use these techniques for QoS management. The environments
under which such an ability must be delivered are, in general, dynamic, mostly
characterized by changing hardware characteristics. This means that new hard-
ware may be acquired or an application moved to a previously unseen hardware
configuration. Furthermore, applications typically use multiple system resource
types that must be inherently correlated. This means that changing one resource
configuration may impact the usage of another resource.

QoS management in such environments can be classified into two types:

• Static QoS management is used by the system administrator in making
application deployment decisions, which entails the process of specifying
the application’s QoS requirements ( a.k.a. service level agreement (SLA)
[81]), followed by an admission control test that determines whether the
available resources meet the desired QoS requirements. In order to map
QoS requirements to resource requirements, the application’s resource
usage characteristics must be accurately predicted at application’s design
time;

• Dynamic QoS management, on the other hand, involves monitoring and
adapting the system to ensure SLAs are being met continuously. This
implies resource usage prediction and resource reservation adjustments
at run time. Moreover, the ability to evaluate the impact of a change in
available system resources on an application’s SLA (perhaps due to the
dynamics of a time-shared environment) is critical to take corrective action.
Such corrective actions may include resource renegotiation or migrating the
application to a different machine. We refer to these corrective actions as
being part of a resource management phase called resource reconfiguration,
discussed in more detail in Section 1.6.4.
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Taking into consideration the previous classification, in this work we ap-
proach QoS management using a dynamic approach. This means that we
monitor the resource usage of components and predict future resource usage in
order to enable resource reservation adjustments at run time. Our monitoring
and prediction mechanism enables adaptive, state-based (Chapter 3) and mode-
based (Chapter 4), allocations strategies, e.g., as proposed by Wüst et al. [94].
Whereas Wüst et al. [94] and Mietens et al. [58] considered QoS management
of MPEG2 and MPEG streams, Albers et al. [3] considered a particular class
of medical video components. In line with Wüst et al. [94], however, Albers
et al. [3] concluded that scalable and cost-efficient QoS can be predicted with
Markov Decision Models when the resource usage of tasks is purely random
or correlated for only short periods of time. This gives evidence that it might
indeed be sufficient to monitor components and base decisions on just a limited
history "time-window" of the resource-usage, as we also observe in this work.
In the last decades, several resource-management schemes have appeared with
the goals of providing temporal isolation [75], [12] and cost-effective composi-
tion of software components with fluctuating resource demands [35]. Resource
reservations, e.g., as applied in the CE domain by [35], [72], are an appealing
scheme for enabling dynamic resource allocation as they provide such isolation
between components.
Similar to Van den Heuvel et al. [87], we monitor the processor utilization of
video components with instrumented code. The difference with our work is that
they evaluated a set of proprietary video algorithms [36] that deploy a flexible
abortion strategy. Contrary, we evaluate the widely-used open-source OpenCV
library [15] with work-conserving video components. Moreover, previous works
[58], [35], [87], [36], [72], [71] did not investigate the quality of the mechanism for
monitoring the resource usages of a component and its impact on the reservation
sizes, which is addressed in this work.
Existing approaches for model-based software performance prediction [6], [44]
are classified into several categories: queueing network-based, process-algebra-
based, Petri-nets-based, simulation-based and stochastic processes-based ap-
proaches. In this work we look at resource utilizations using a stochastic
approach. However, application depended resource utilization may indicate
that, in case of some application types (e.g. video applications), there is a period-
ically repeating behaviour (i.e. mode-based patterns), that is reflected, in general,
by the properties of the input of individual components. This is discussed in
more detail in Chapter 5.
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1.6.4 Resource Reconfiguration

Another resource management activity that we approach within this work
is resource reconfiguration. This is required, for instance, when components
can (re)negotiate, at run time, quality levels and the corresponding resources
demands to achieve a certain quality level. Hence, it may be required to
dynamically reconfigure the platform resources. Consequently, we envision the
following degrees of reconfiguration:

• QoS-adaptation - component service levels are adjusted to match local
resource availability;

• Reallocation – components are migrated to nodes that better fit their
resource demands;

• Reconstruction of system topology – components are replicated, replaced,
or deleted.

Work on QoS-adaptation and control [40] has been done, for example, by
Shankar et al. [78] which presents a QoS architecture for distributed video
applications that can maintain end-to-end QoS of independent tasks that execute
on multiple resources (e.g., video conferencing applications). In many systems,
reconfiguration of the platform resources allocated to a component is controlled
autonomously [49]. Whereas Kounev et al. [43] considered a fixed set of possible
reconfigurations, other works, amongst others [12], deploy control strategies to
adapt resources more flexibly. These strategies can adapt resource allocations
in accordance with the transient utilizations of a video component. When the
processing of applications is deployed on reconfigurable hardware, e.g., see
Cervero et al. [20] and Otero et al. [67], reconfiguration of platform resources
can take a considerable run-time overhead. The solutions in [20] and [67], are
implemented on Field-Programmable Gate Arrays (FPGAs) and the authors
evaluate the run-time scalability and predictability of processing components by
fine-tuning the allocated resources at the hardware level.
The solution proposed in the context of FLUENT framework approaches run-
time reconfiguration merely from a software perspective. Garcia-Valls et al. [31],
[30] describe a run-time reconfiguration approach using a similar concept of
modes, which will presented in the next chapters. Their approach is based on
a contract model that relies on a basic collection of management policies that
have to be delivered at run time. A system reconfiguration can be triggered by
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a mode change. In our work, we focus on a mechanism to detect such modes
swiftly, intended to be used at run time. Another similar approach is given by
Romero et al. [74] that proposes an OSGi based component model to support
dynamic component replacement. In this case, a WCET analysis is also given to
provide timely dynamic replacements.

1.7 Thesis Contribution

In this subsection, the main contribution of this thesis is described as fol-
lows.
First, two novel metrics for evaluating the resource management quality are
introduced: the failure rate (Fail) , which measures the fraction of the reservation
periods for which the reserved budget was insufficient, and resource waste
(Waste), which measures unused budget [25]. In addition, a monitoring method
used for state-based monitoring is presented, analyzed and validated.
Second, this work introduces two novel resource-usage models for capturing
the resource utilization of a software component: a state-based [24], [25] and a
mode-based resource model [25], [26]. The state-based resource model allows
capturing the resource utilizations of a component in a fine grained way using
states, where states represent resource utilization intervals. Using this resource
model, we investigate the effect of a resource management policy that predicts
a resource usage state for the next time slot based on the resource utilization
state of the current time slot. The quality of this management scheme depends
on two parameters, namely, state size and reservation time slot length, and is
measured using Waste and Fail metrics. Capturing resource utilization intervals
using states enables us to make the transition from time domain to state-density
domain. The state-density resource utilization profiles of different components
exhibit only a few regions at a high density of clustered states called resource-
usage modes. This enables us to introduce the novel mode-based resource model.
Third, in this work we define and identify resource-usage patterns by analyzing
the transition between individual modes. Also, a method for detecting patterns
based on the mode transition probabilities is introduced. Defining, identifying
and detecting patterns at run time allow an accurate mode prediction at run
time and therefore, enables the run-time mode-based reservations. In addition,
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it reduces the resource management efforts in terms of resource re-allocation
activities for every reservation time slot.

1.8 Thesis Outline

This chapter introduces the context and motivation of this work. Addition-
ally, it gives an overview on the existing literature in this area of research. Since
in this work we merely address dynamic resource allocations, additional aspects
come into play, which involves prediction strategies of resource consumptions
and reconfiguration of components and the corresponding reservations. We
discuss therefore works related to resource reservations, prediction strategies
and reconfiguration. The remainder of this thesis is organized as follows:

• Chapter 2 presents, as foundations for the remaining chapters, a set of
notions. First, a resource monitoring method used for monitoring the
resource-usage of software components is described. Second, two metrics
for evaluating the resource management quality are introduced: the failure
rate, which measures the fraction of the reservation periods for which the
reserved budget was insufficient, and resource waste, which measures
unused budget. Third, a synthetic software component used to generate
synthetic resource-usage loads is presented. This component is used for
calibration and/or verification of methods (algorithms) proposed in this
thesis. Finally, two video components from OpenCV framework used for
the simulation setup are described and a monitoring method used for
state-based monitoring is presented, analyzed and validated.

• Chapter 3 introduces a state-based resource management approach, to-
gether with a novel state-based resource model. This state-based resource
model allows capturing the resource utilizations of a component in a fine-
grained way using the states, where states represent resource utilization
intervals. Using this resource model, we investigate the effect of a simple
resource management policy that predicts a resource usage state for the
next time slot based on the resource utilization state of the current time
slot. The quality of this management scheme depends on two parameters,
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namely, state size and reservation time slot length, and is measured using
Waste and Fail metrics.

• Chapter 4 introduces a mode-based resource management approach based
on the novel mode-based resource model on the following way. First,
capturing resource utilization intervals using states enables us to make the
transition from time domain to state-density domain. After an analysis of
the state-density resource utilization profiles of different components, we
observed that, in many cases, these exhibit only a few regions at a high
density of clustered states, called resource-usage modes. This phenomenon
enables us to introduce the novel mode-based resource model. Second,
predicting modes instead of states is a more coarse-grained activity, and
therefore, it can be done more efficiently. Furthermore, a fast convergence
of the detected modes of different video components indicates that our
mechanism can detect modes stably with just little history of the monitored
component, at run time. Consequently, in order to exploit the benefits
of resource-usage modes, a detection mechanism, suitable for use at run
time and heuristics for choosing proper parameters for mode detection
are introduced. In addition, a method for run-time mode prediction is
required.

• Chapter 5 presents an investigation of the sojourn times in different
resource-usage modes at run time, which reveals a high rate of reoc-
currence of the similar sequences of modes of the same length. This
enables us to define and identify resource-usage patterns by analyzing the
transition between individual mode-visits. Also, a novel method for detect-
ing patterns, based on the mode-visit transition probabilities, is introduced.
Defining, identifying and detecting patterns at run time, together with a
resource amortization mechanism and redefinition of the metrics Fail and
Waste, allows an accurate mode prediction at run time and reduces the
resource management efforts for resource re-allocation in every reservation
time slot, resulting therefore in significant run-time resource management
improvements.

• Chapter 6 concludes this work and discusses future work. Also, some
remarks on limitations regarding the performance experiments conducted
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within this work and visions on resource management are made.
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Chapter 2

Foundations

In this chapter we describe a set of concepts that serve as foundations for the
remaining chapters. First, we discuss a set of mathematical concepts and notations
used in our resource models. Second, we introduce two metrics, Waste and Fail, that
are used to judge the quality of resource reservation strategies. Third, we describe
the experimental setup of the simulations using video components from the OpenCV
framework and a synthetic component used for producing synthetic workload, that are
used to illustrate the models and evaluate the strategies.

2.1 Introduction

This chapter introduces and discusses a set of terms and concepts, required
for a clear understanding of the remaining chapters. First, we introduce a few
mathematical concepts such as set and time series and discuss the notion of
resource monitoring, which is the basic operation required for dynamic resource
management. Additionally, we make a classification of the monitoring methods
that are used in this work, namely time-based and event-based monitoring.
Second, we define two quality metrics for measuring the resource management
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quality presented in the upcoming chapters. In order to have a clear understand-
ing of the context where these metrics apply, we define the concepts of resource
utilization, resource reservation, utilization trajectory, reservation trajectory, Waste and
Fail metrics.
Third, we present an overview of the tooling used in the experimental setup
of this thesis. This overview describes two video processing components from
the OpenCV framework, which are used in resource monitoring experiments.
Furthermore, we introduce a synthetic component, which enables the validation,
calibration and evaluation of the methods and algorithms used in run-time
resource management.

2.2 Sets and Time series

The work presented in this thesis employs a set of mathematical concepts
and notations, required for defining the resource models, resource management
quality metrics and experimental evaluation of the introduced concepts. As a
consequence, a few mathematical definitions and notations are in place.

2.2.1 Set notation

Definition 2.1. (Set notation)
A finite set is denoted by listing its elements, e.g., a set S with elements

a, b and c is denoted as {a, b, c}. The empty set, i.e. the set with no elements, is
denoted by ∅. Moreover, for sets A and B we denote:

• The cardinality of set A by #A or |A|.

• The containment of an element a in a set A by a ∈ A.

• The intersection of sets A and B by A ∩ B.

• The union of sets A and B by A ∪ B.

• The difference of sets A and B, that is the set containing all elements of A
which are not in B, by A\B.
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• The fact that B is a subset of A by B ⊆ A.

• The powerset of all subsets of A, by P(A).

• A partition of a set A is a set P ⊆ P(A) such that A =
⋃

A′∈P A′ and
∀A′, A′′ ∈ P : A′ ∩ A′′ 6= ∅⇒ A′ = A′′.

• The set of all natural numbers by N = {0, 1, 2, ...} .

• The set of all positive natural numbers by N+ = N\{0}.

2.2.2 Time series

The resource management addressed in this thesis is often of a periodical
nature. Consequently, the quantities involved are expressed by time series [13].

Definition 2.2. (Time series)
• A time series is a mapping x : T → X from a time domain T to a set of

observations X.
• A finite discrete time series is one in which the time domain is a finite initial

subset of the natural numbers, i.e., T = {i | 0 ≤ i ≤ N} for N ∈ N. A finite
time series is one which contains a finite number of observations, i.e. N ∈ N. A
discrete time series is one in which the observations are from a discrete set.

The work presented in this thesis makes use mainly of finite discrete time
series. We will denote time series by capitals in calligraphic font. So, the general
notation for a discrete time series of length N becomes XN = {xi ∈ X|0 ≤
i < N} and averaging over a finite time series is denoted by angular brackets
〈XN〉 = 1

N ∑0≤i<N xi.

2.3 Resource Monitoring

In this thesis we address the dynamic resource management problem for
component-based systems. As a consequence, methods for observing resource-
usage status of a system in operation are required. One method for achieving
information about the resource-usage of a system at run time is resource monitor-
ing.
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In general, the conventional monitoring techniques for measuring processor
utilization are based on sampling. The sampling operation implies gathering
periodic samples of the processor’s operation when executing a task.
The measurements conducted in this work are performed in Microsoft Windows
OS. Microsoft Windows OS offers two possibilities for monitoring CPU resource
that are based on sampling [59]:

time-based monitoring. In this monitoring technique, processor utilization is
measured based on periodic sampling of processor time counters. This
measurement procedure uses an OS Scheduler periodic clock interrupt to
sample the execution state of the processor once per interval. The periodic
clock interrupt is a high priority, timer-based, hardware clock interrupt
that is programmed to fire 64 times per second, once approximately every
15.6ms. This means that the periodic clock interrupt counter advances the
system clock value by a 15.6ms "tick". When a clock interrupt arrives, a
workload with the size of a clock tick is attributed to the process executing
at that moment in time. In this way, the accumulated work is given by the
number of worked clock ticks (given by the performance counters) in a
sampling period. Due to this coarse-grained time counter update period
and inspection time jitter, this monitoring approach suffers of inaccuracy
of measurements.

event-based monitoring. The main principle of event-based monitoring ap-
proach is measuring the time spent by a process in each processor state.
This is accomplished by instrumenting the processor state transitions. In
Microsoft Windows OS, these state transitions are commonly referred as
process context switches. A process context switch occurs in Windows OS
whenever the processor switches the processor execution context to run
a different process. Processor state transitions also occur as a result of
high priority Interrupt Service Routines (ISRs) gaining control following
a device interrupt, as well as the Deferred Procedure Calls (DPCs) that
ISRs schedule to complete the interrupt processing. By recording the time
at which each process context switch occurs, it is possible to construct a
complete and an accurate picture of CPU consumption. Using the event-
driven approach we can achieve a far greater accuracy than the time-based
ones. Additionally, it enables the reconstruction of the precise path that
processes and processors take when they execute. Gathering event-driven
measurements entails significantly higher overhead, but measurements
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indicate that this overhead is within acceptable bounds on today’s compu-
tationally powerful machines.

For the experiments reported in this thesis we have used both monitoring
approaches, i.e. time-based and even-based. These approaches for measuring
processor utilization are efficient and generally adequate for resource manage-
ment since they are characterized by low overhead, yielding measurements with
a reasonable degree of accuracy. However, they lack the precision that resource
management requires for application optimization and tuning, especially over
small measurement intervals, as we are going to show further on. Additionally,
since the time-based monitoring approach suffers of inaccuracy due to inspec-
tion time jitter and high granularity of time counter update period, we describe
an error model for the time-based monitoring approach. However, our main
interest is not specifically on monitoring techniques, which are dependent, in
most cases, on specific OS characteristics, but on generic resource-usage model-
ing and resource reservation methods, that lead to significant improvements in
run-time resource management of component-based systems.

2.4 Resource Management Quality Metrics

In this thesis, a set of run-time resource management techniques is intro-
duced. In order to evaluate the quality of the resource management, two quality
metrics are defined: the failure rate (Fail), which measures the fraction of the
reservation periods for which the reserved budget was insufficient, and resource
waste (Waste), which measures unused budget.

Before we introduce these metrics, we define the resource utilization, resource
reservation, utilization trajectory and reservation trajectory.

Definition 2.3. Resource utilization. The utilization of a resource by a process
is defined as the fraction of the total machine capacity, with respect to that
particular resource, used by that process. More precisely, considering a fine-
grained resource unit (e.g. CPU cycle, a bit of memory etc.), the utilization
is defined as the fraction of resource units used by the process from the total
(finite) number of units the machine can handle.
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Note that, some computationally resources are shareable, as for example,
the memory resource. Contrary, the CPU resource is not a shareable resource.
Thus, this resource involves usage time. In this case, the utilization is defined as
the fraction of time during which the CPU is busy handling only a particular
process. As we will become apparent, this work is mainly dedicated to the
CPU resource. However, the resource management concepts and methods we
introduce in this thesis are generic, and hence, valid for all resource types.

Definition 2.4. Resource reservation. In the general sense, a reservation of a
resource implies provisioning a process a priori with a number of resource units
by locking these resource units. Depending on the resource type, i.e. shareable
or non-shareable, and the OS, different techniques for locking have emerged (e.g.
semaphores, mutexes, locks, priorities, virtualization etc.). In the context of the
CPU resource, a reservation is defined as the fraction of time during which the
resource is locked by a scheduling authority (e.g. the scheduler of an operating
system). During the time the resource is reserved for one process entity, no
other process can "touch" that particular (piece of) resource.

There are two types of resource reservation according to the way the
resource is locked:

• soft reservation - refers to the type of resource reservation which allows the
usage of the unused, but previously reserved, resources;

• hard reservation - refers to the type of resource reservation which does not
allow the usage of the unused, but previously reserved (in general by other
party than the one holding the reservation), resources.

Information about the utilization of these resources collected over a period of
time is represented as a discrete time series (see Definition 2.2) and involves
a sampling period, i.e., the time interval that elapses between two consecutive
collected samples.

In the following we exemplify the situation in which a single component
C uses a single resource R for an indefinite period starting at time ts. For
ts ≤ tb ≤ te , let u(tb, te) denote the utilization of resource R by component C in
the interval [tb, te), i.e., the fraction of R used by C . In this work, we focus on
CPU utilization, so the utilization is the fraction of the interval [tb, te) during
which the CPU executes C. In general, the utilization depends on the input
provided to C. Since we aim at a run-time model, the input to C is implicitly
understood to be the current one, and therefore will not occur as a separate
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parameter in our model. Next, let r(tb, te) be the fraction of resource R reserved
for component C in the interval [tb, te). Ideally, reservations should satisfy
u(tb, te) ≤ r(tb, te).
Reservation-based resource management for a component with a highly fluctuat-
ing resource demand involves the repeated determination of reservations r. The
result of determining each of these reservations is valid for an accompanying
reservation period. For the sake of simplicity, we henceforth assume that these
periods are equal and have duration Prsv . So, for 0 ≤ i, let ti = ts + iPrsv be
the moments at which these reservations are made, and let ui = u(ti, ti+1) and
ri = r(ti, ti+1) be the utilization and reservation for the i-th interval [ti, ti+1),
respectively.
Collecting utilizations or reservations during N periods results in utilization
respectively reservation trajectories. The definitions of such trajectories are given
in [24], [25] and repeated here to keep this thesis self-contained.

Definition 2.5. Utilization trajectory. The utilization trajectory [25] of a compo-
nent monitored over N ∈ N intervals of time is defined as the finite discrete
time series,

UN = {ui | 0 ≤ i < N}. (2.1)

In general, a trajectory is a sequence, but we use a set-like notation and
assume the order is given by the increasing index, i.e., a value ui comes after uj
when j < i.

Definition 2.6. Reservation trajectory. The reservation trajectory [25] of a com-
ponent for N ∈ N intervals of time is defined as the finite discrete time series,

RN = {ri | 0 ≤ i < N}. (2.2)

We measure the suitability of a reservation trajectory for a utilization
trajectory by two metrics: Fail or failure rate (Definition 2.7) and Waste or resource
waste (Definition 2.8).

Definition 2.7. Fail. The metric Fail [25] is defined as the fraction of the intervals
for which the utilization exceeds the reservation, i.e.,

Fail(UN ,RN) =
1
N

#{i | 0 ≤ i < N ∧ ri < ui}. (2.3)
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Definition 2.8. Waste. The metric Waste [25] is defined as the average resource
reservation surplus, i.e.,

Waste(UN ,RN) =
1
N ∑0≤i<N max(0, ri − ui). (2.4)

Note that, Fail and Waste are simple metrics (i.e. expressed by a single
number), in the terminology of Le Boudec [13]. Since in this work we take
the CPU resource as the principle resource, some remarks concerning the
interpretation of these metrics, with respect to CPU resource, are in place.
First, a positive failure rate, where a failure occurs when there is too little time
to process the imposed workload, does not imply that an application crashes. In
practice, it is more likely that it suffers occasional and transient reductions in
QoS.
Second, a positive waste does not imply that the CPU is idle during some
reservation periods. An application may, and in the context of a soft reservation
(Definition 2.4), indeed should release the CPU when it has consumed its
necessary fraction ui. Thus, since we address soft reservations, a scheduler
would have the opportunity, in this context, to allocate the remaining fraction
ri − ui of its reservation to applications that execute without any reservation
such as, e.g., cycle scavengers.
Any reservation strategy must involve a trade-off between these two metrics
since they respond conversely to changes in reservation. A transition of a
single reservation ri from ri < ui to ri ≥ ui leads to a decrease in failure rate
by 1/N, whereas the waste increases by (ri − ui)/N due to the same change.
Hence, we are also interested in the minimum waste WMn(UN) obtained by
any reservation trajectory whose failure rate does not exceed the value n/N ,
defined as

WMn(UN) = min{Waste(UN ,RN) | Fail(UN ,RN) ≤
n
N
}. (2.5)

Note that, the minimum waste is always zero when there are no constraints
on values of reservations, i.e., by always taking ri ≤ ui. Also, note that, if the
reservations ri can only take values from a finite set (i.e., in case of state-based
management presented in Chapter 3), this result no longer holds, which makes
this metric more interesting for our research. Furthermore, the failure rate is
kept below 1/N by having at most N times ri > ui.
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2.5 Experimental setup

The experimental setup used for the demonstration of the methods and
concepts introduced in this work involves (i) a software part that comprises
applications and measurement and management software and (ii) a hardware
platform, both of which are described in more detail in the following sections.

2.5.1 Software

The experimental setup used for the demonstration of the resource man-
agement methods and concepts introduced in this work involves two types
of software components: video processing components and components that
generate a synthetic workload.

2.5.1.1 Video components

The video processing components used in the experiments included in this
thesis are from the OpenCV framework [15], namely a video player component
(henceforth called the "video player") based on the Laplace video component [46],
and a motion detection component (henceforth called the "motion detector")
based on the Motempl video component [46]. Before we describe the charac-
teristics of these video components, a few general remarks regarding video
components activities are in place. First, a video processing component can
perform a set of video processing operations, specific to the video domain,
which can be:

video capturing. This operation involves the collection (or recording) of the
video stream using a video capturing device (i.e. a video camera).

video encoding. This operation refers to the compression of the video stream,
using a specific encoder (e.g. H.264).

video decoding This operation is the opposite operation to video encoding, i.e.,
decompression of the video stream data.

video transcoding This operation refers to the conversion of a video encoding
format into another format(e.g. MPEG2 into MPEG4) including, but not
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necessarily, changes of quality attributes like aspect ratio, frame rate,
resolution etc..

video streaming. This operation refers to sending and receiving the video
stream through a network (e.g. internet) or reading it from a storage
device (i.e. Hard disk drive (HDD), Digital Video Disc (DVD) etc.). It
involves an active sender and a receiver.

video buffering. This operation refers to storing (parts of) the video stream
temporarily in memory. This happens in general before and/or after
activities such as streaming or displaying video frames.

video filtering. This operation refers to running a specific algorithm on a video
stream (e.g. a detector), in general with the purpose of detecting specific
elements that relate to quality (e.g. missing pixels, artificial audio noise
etc.) or searching and tracking specific objects (i.e. object tracking). The
detector can give input to the tracker, as illustrated in Figure 2.1.

video displaying. This operation involves the presentation of the video stream
on a displaying device (i.e. an output terminal like a display panel).

Second, component-based video processing applications are composed of
a set of components, each executing one of previously mentioned operations.
These applications are commonly structured as a pipeline of video components
as illustrated in Figure 2.1. In software engineering, a pipeline consists of a
chain of processing elements (processes, threads, coroutines, etc.), arranged so
that the output of each element is the input of the next. As an example, the
pipeline given in Figure 2.1 consists of four components: a capturing component,
an object detection component, an object tracking component and an event
manager. The capturing component (e.g. running in a video camera) collects
the frames and feeds them to the object detection component. The result of
the object detection is sent to a object tracking algorithm which triggers an
event manager (e.g. an alarm). The video components are run only on a single
machine (a dedicated server) and having centralized control, handled by an end
user/administrator via a server designated as control point, as shown in the
example in Figure 2.1, or in a distributed fashion (i.e. on multiple machines).
Usually buffering is provided between consecutive elements of a pipeline.

As mentioned, most experiments reported in this thesis make use of two
OpenCV components, viz. the video player and the motion detector. These
components are measured in isolation using two distinct monitoring approaches
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Figure 2.1: A component-based video application to detect trespassing, struc-
tured as a pipeline of video processing components.

(i.e. a state-based and mode-based one), which will be presented in the next
chapters. The OpenCV-based video player (see Figure 2.2) executes two types of
activities: decoding a video stream and displaying it. It performs these activities
on a frame by frame basis, executing an alternating sequence of decoding and
displaying steps.

In addition to the decoding and displaying activities, the motion detecting
component (see Figure 2.3) applies an algorithm which detects every moving
object in the processed video streams.

The experiments involve a set of ten movies (i.e., "Finding Nemo", "101
Dalmatians", "A beautiful mind", "Beauty and the beast", "Blue Streak", "Casino",
"Gone in 60 seconds", "Great expectations", "Incognito", "Love story") with dif-
ferent content and several encodings (xvid, mpeg2, mpeg4). The reason for using
different video encodings is to obtain a generic resource-usage model. Genericity
of the models is established by validating of the resource models presented in
the next chapters under different parametrization of components. Furthermore,
we select a relatively high number of frames from each movie (i.e. 97,500 frames)
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Figure 2.2: OpenCV - the display of the video player component in operation,
playing the movie called Finding Nemo.

Figure 2.3: OpenCV - the display of the motion detection component in
operation, processing the movie called Finding Nemo.

in order to have enough diversity and dynamicity of the scenes. The videos are
played at 25 frames per second (fps). For each of these movies, the processor
utilization of two video components was monitored using two approaches: a
black-box approach and a white-box one [93]. The black-box approach tracks
the resource utilization of the component from the exterior, without "touching"
it’s implementation code. On the other hand, the white-box approach allows to
open the monitored component and instrument it’s implementation code. The
latter approach is more accurate, since there isn’t any synchronization prob-
lem between the monitoring component and the monitored component, when
collecting the samples. However, this approach is suitable only for white-box
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components, i.e., when the code implementation of the component is available,
and, as a consequence, the monitoring code can be inserted in component’s
code.
In general, a black-box approach is required because components are rarely
open-source (i.e. their code is not revealed). In this work, because we are using
open source components from OpenCV framework, the black-box approach can
be and is validated using the white-box one. The experimental setup of the
monitoring experiments, in case of the black-box monitoring, is illustrated in
Figure 2.4. As it can be observed from the sequence diagram, a user/adminis-
trator first starts the tracer by initiating a request to the OS. Subsequently, the
monitored component, C1 in this case, is started and the process identifier of
this component is obtained by the tracer. While the component is running, i.e.,
the process identifier of the monitored component is still returned by the OS, the
desired performance counters are inspected and collected on a periodic basis.
This period is, in fact, the sampling period, used for collecting the samples and it
is chosen, as will be explained in the next chapters, according the to application
type (e.g. on a frame basis in case of video applications etc.).

After the component completes its execution, the data collected and buffered
at run time, is written to a file on the disk and the tracer can be stopped. The
reason for buffering the collected samples at run time is to avoid input/output
(I/O) operations that introduce inaccuracies in the monitoring process.

The white-box monitoring setup has a similar functionality. In this case, the
tracing code has been integrated with the component’s implementation code.

2.5.1.2 Synthetic Components

The resource management techniques introduced in this work are based on
monitoring and detection methods that are used at run time. In order to validate
the resource monitoring methods involved and calibrate and evaluate the detec-
tion methods, i.e., mode detection (Chapter 4) and pattern detection (Chapter 5), we
need to generate resource-usage trajectories that exhibit prescribed features. We
are then able to establish the reliability of our methods by checking whether the
monitoring and detection methods yield the expected results when fed with the
predefined trajectories. So, to summarize, in order to validate the monitoring
method and the detection methods, a parameterized synthetic component that
behaves according to a theoretical model, is required.
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Figure 2.4: Experimental setup of a black-box monitoring experiment.

56



Chapter 2. Foundations

The goal of this synthetic component is to mimic, when executed, the
resource-usage behaviour of a real component (e.g. a video processing com-
ponent). The design of such a component, which consumes resources in a
controlled manner when parameterized accordingly [23], is the topic of this
section.

Algorithm 1 Synthetic workload generation algorithm
Procedure DoWork(c, p, N);
1. //N is a natural number
2. //c is an array o f real values o f length N
3. //p is an array o f real values o f length N
4. //it is assumed that c[i] ≥ threshold, where threshold is a real number
5. i := 0;
6. endTime := getCurrentTime();
7. while (i < N)
8. begin
9. endTime := endTime + p[i];
10. SleepFor(p[i]− c[i]);
11. //Busy−Wait until p[i] is due;
12. while (getCurrentTime() < endTime)
13. begin
14. busy_wait();
15. end
16. i := i + 1;
17. end
18. end_procedure.

The resource consumption can be specified by a positive number N and
two sets of parameters {ci | 0 ≤ i < N} and {pi | 0 ≤ i < N}, where 0 ≤ ci ≤ pi
for all 0 ≤ i < N, using Definition 2.5:

UN = {ui | ui =
ci
pi
∧ 0 ≤ i < N}, (2.6)

where, ci is the amount of resource consumed by the component in interval i
which has length pi.
In the following, we describe an algorithm used for synthetic workload gener-
ation. The input to the synthetic component is a sequence of interval lengths
pi, 0 ≤ i < N and their corresponding periods of utilization ci. The resource
consumption of this algorithm is based on a busy-waiting (a.k.a. spinning) and a
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SleepFor routine. First, the busy-waiting segment is used as a means to put the
processor to work. Hence, this segment is using the resource for ci working time
during the interval pi. The remaining time of pi, i.e., pi − ci ,the running process
(and it’s threads) is set to idle. The busy-waiting ends when a period pi is due,
a fact that is checked using a timer function that returns the current time (i.e.
getCurrentTime()). This function requires a relatively small amount of cycles, but
for our experiments, we consider this amount of work negligible. Moreover, this
amount of work is always the same and can be absorbed by the busy-waiting
loop.
Second, the algorithm uses a SleepFor routine, which is assumed to have no
inaccuracies in the context of a theoretically ideal OS. However, since the mea-
surements are realized using an OS from Microsoft Windows family, the Sleep
routine does have inaccuracies. In order to guarantee that the inaccuracies
will not extend to the next period, it is required that the working period ci is
higher than an absolute threshold value. Thus, the condition c[i]) ≥ threshold is
required when introducing the input arrays c and p. During Sleep execution, it
is assumed that the processor is free to perform work from other processes.
The algorithm ends when a trace of N samples, described by c and p arrays,
is completely generated. This synthetic component is used in the next chap-
ters whenever resource-usage trajectories with prescribed features (i.e. modes
and/or mode-patterns) are needed in order to evaluate and calibrate the detec-
tion methods used. Hence, we foresee that the benefits of using this component
are twofold:

1. generation of customized traces (i.e., resource-usage profiles) by means of
a preprocessor, and

2. execution by the synthetic component of such traces, comprising workloads
and periods.

Moreover, in order to demonstrate the resource management techniques pre-
sented in this work, synthetic applications can be designed by composing syn-
thetic components. These synthetic components can have different parametriza-
tion with respect to desired resource-usage behaviour.
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2.5.2 Hardware platform

All experiments reported in this thesis were performed on a desktop PC
equipped with an IntelrCoreTM i7 860 CPU model, running at 2.80 GHz and
an IntelrCoreTM i5 650 CPU model, running at 3.20 GHz. The operating
system was Windows 7. As indicated in section 2.3, this operating system allows
monitoring of CPU usage using two methods: a time-based and an event-based
one. Both these monitoring methods can suffer inaccuracy for various reasons
[59]. Principle causes in our case are the scheduling policy of the operating sys-
tem and the characteristics of the hardware platform where the measurements
are performed. To minimize loss of accuracy several measures have been taken.
First, in order to avoid preemptions, we isolate the execution of the resource
monitor that records utilizations on a separate core (i.e. by setting a CPU core
affinity) and assigning a higher priority to the monitor than to other system
processes (i.e. real-time priority).
Second, since the new graphical processing units (GPUs) are known of featur-
ing graphical processing capabilities (e.g. video decoding), we want to avoid
processing of video streams partly or totally in hardware. Thus, for the sake of
the experiments, we disable the graphical processing unit and leave the total
amount of processing as a task only for the CPU. This is not recommended in
practice but merely to better illustrate the approach.

2.6 Concluding remarks

This chapter introduced a set of terms and concepts, that serve as theoretical
foundation for a clear understanding of the remaining chapters. Since the work
presented in this thesis addresses dynamic resource management, we indicated
the notions that will be used. First, we introduced sets and time series. Second,
the concept of resource monitoring, which is the basic operation required for
dynamic resource management, was described and analyzed. Third, we made
a classification of the monitoring methods that are used in this work, namely
time-based and event-based monitoring.
Furthermore, in order to quantify the quality of resource management pre-
sented in the upcoming chapters, two performance quality metrics were defined.
Consequently, for having a clear understanding of the context where these
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metrics are applied, we gave a basic definition of the concepts of resource utiliza-
tion, resource reservation, utilization trajectory, reservation trajectory. However,
some of the concepts, namely, utilization trajectory, reservation trajectory and
the performance quality metrics will be reformulated in the context of the
resource-management techniques (i.e., mode-based and pattern-based resource
management) introduced in the future chapters.
Finally, an overview of the tooling required for the experimental setup of this the-
sis was given. For that purpose, we described two video processing components,
having different purposes (a video player component and a motion detection
component) from OpenCV framework, which were used in resource monitor-
ing experiments. In addition, a synthetic component was introduced, which
enables the calibration and verification of the methods and algorithms used in
run-time resource management presented in the next chapters. Moreover, we
used different inputs, both in video content and video encoding types, in case
of the video components, and several parameterizations schemes in case of the
synthetic component, for a fine tuning of the monitoring and detection methods.
In this way, we covered sufficient experimental variety, both in component types
and inputs for these components.
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State-based Resource Management

In this chapter we introduce a state-based resource model [25] and a set of resource
reservation strategies based on this model, in the following way. First, we introduce a
state-based component resource model where resource utilization is classified in a number
of so-called states. Second, we describe our monitoring method and analyze its accuracy.
Third, we perform a number of experiments to validate the monitoring accuracy and
to determine proper model (state size) and monitoring (sampling period) parameters.
Finally, we investigate a set of prediction strategies in which resource reservation is
based on the prediction of the next utilization state from the current one. The main goal
of this investigation is to illustrate the usefulness of the model which is expressed by
the two quality metrics for resource management quality, introduced in Chapter 2: Fail,
which measures how often an application lacks sufficient resources and Waste, which
measures over-provisioning of resources. These metrics are customized in this chapter to
the concrete context of state-based reservation.
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3.1 Introduction

In the context of multiple component-based applications, resource reserva-
tions are a means to manage the usage of shareable resources. In reservation-
based resource management, each component of every application in need of
a particular shareable resource is assigned a budget for that resource. Such
a budget is called a resource reservation (see Definition 2.4) and it limits the
utilization of the resource by the component.

The typical goal of resource reservations is to make sure that resource
provisions exceed resource demands. Making resource reservations and ad-
justments presupposes knowledge of component resource demands. When
component demands are fairly stable and can be estimated at design time,
appropriate resource reservations can be made at deployment time that last for
the entire operation time of the application. Since these reservations must cater
for the highest occurring demand, they are necessarily conservative. Ideally, a
component’s resource reservation should be such that it resembles its resource
utilization profile as closely as possible. This means that resource reservation
should be based on accurate prediction of resource utilization.

In systems with highly fluctuating resource demands, static resource reser-
vation is therefore not suitable because it typically results in an unacceptable
waste of resources. From this we conclude that, for the class of applications
we are interested in, reservations should be made at run time and adjustment
should take place on a regular basis.

In this chapter, we address a local resource reservation strategy, namely
dynamic resource reservation adjustment. Dynamic resource reservation implies
the possibility of adjusting the resource reservation at run time. The typical
goal of resource reservation adjustment is to ensure that resource provisions
exceed resource demands. A potential downside is that this leads to "best effort"
behavior instead of "guaranteed" behavior. In order to enable dynamic resource
reservations we introduce a state-based model that captures the resource uti-
lization bounds of a component. This model involves the discretization of the
resource utilization range into a set of intervals called resource-usage states.

In the context of the state-based reservation strategies we analyze mainly
two parameters: the granularity of the states and the size of the reservations, which
depends on the number of states included in each reservation.
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3.2 State-based Resource Model

In order to enable state-based resource management, we first introduce
a state-based resource model that addresses the situation in which a single
component C uses a single resource R for an indefinite period starting at time ts.
For ts ≤ tb ≤ te , let u(tb, te) denote the utilization of resource R by component
C in the interval [tb, te), i.e., the fraction of R used by C during a measured
(sampling) period Psmp. Since we aim at a run-time model, the input to C is
implicitly understood to be the current one, and therefore will not occur as a
separate parameter in our model.
To begin with, we limit the amount of information contained in a utilization
trajectory (see Definition 2.5) by dividing the utilization range [0, 1] into nS
equal-sized sub-ranges of size S, to which we shall refer as (utilization) states. To
be precise, for any utilization value u, its state σS(u) is the rank of the utilization
interval to which its belongs, i.e., we define σS(0) = 1 and σS(u) = dnSue, for
0 < u ≤ 1. So, for all u, σS(u) is a natural number satisfying 1 ≤ σS(u) ≤ nS,
and for u 6= 0 we also have

(σS(u)− 1)S < u ≤ σS(u)S, (3.1)

where S is the state size defined by nSS = 1. Using this state-based resource
model, we enable state-based resource management, presented in the next
section.

3.3 State-based Resource Management

In this section we introduce the concept of state-based resource manage-
ment. The main activities we are interested in, as a part of state-based resource
management, are resource monitoring and prediction-based resource adjustment
of a resource reservation according to a strategy. Hence, in the following sec-
tions, we analyze these two resource management activities using a state-based
approach.
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3.3.1 State-based Resource Monitoring

Making state-based resource reservations requires the ability to monitor the
resource-usage of an application. For this purpose, we must rely, in most cases,
on operating system primitives with limited accuracy. Moreover, utilization,
being defined as a relative quantity, can often not be measured directly by an
OS primitive. For instance, the OS usually provides a primitive to measure
the amount of work done by the hardware (i.e. CPU) on behalf of a software
component. In this section, we work out the details of such a (time-based) moni-
toring method for an operating system from the Microsoftr Windowsr family.
In particular, we consider a single application A (containing one component)
running on a dedicated CPU-core whose execution starts at time t0.
So, for t ≥ t0, let w(t) be the work (measured in time) spent by that core on A
since t0. Then, the utilization by A of the CPU during the interval [t0, t) is given
by

u(t) =
w(t)

(t− t0)
. (3.2)

Next, assume that w(t) is sampled with a fixed period Psmp and let ui be the
measured utilization in period [ti, ti+1), where ti = ts + iPsmp (the starting time ts
is implicitly understood as t0), then

ui =
w(ti+1)− w(ti)

Psmp
. (3.3)

The sampling period Psmp may, but need not, be the same as the reservation
period Prsv of the resource model. In a Windowsr environment, one way to
obtain accurate measurement of the work is obtained using the time-based
performance counters [57]. Given such a counter PC for A, we obtain an
estimate ūi for ui, given by

ūi =
(PC(t̄i+1)− PC(t̄i))

(t̄i+1 − t̄i)
, (3.4)

where PC(t̄i) is the value of PC inspected at time t̄i. In practice, the accuracy of
ūi is determined by two factors:
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1. the update granularity, i.e., the minimal amount by which the counter is
incremented, and

2. the inspection time jitter, i.e., the difference between the desired time of
inspection ti and actual time of inspection t̄i.

For the sake of simplicity we will assume that the effects of jitter are negligible,
i.e., we will assume that t̄i = ti and consequently t̄i+1 − t̄i = Psmp. Hence it
remains to determine the effect of the update granularity on the values recorded
by the counter. So, assume an update grain size Tu. Then, at any time t ≥ t0,
the relation between the counter value and the actual work will be given by

PC(t) =
⌊

w(t)
Tu

⌋
Tu (3.5)

i.e., the value of the counter always contains the largest multiple of the update
grain size smaller than or equal to the actual work performed by the CPU. So,
for all t ≥ t0, we have

0 ≤ w(t)− PC(t) < Tu. (3.6)

An immediate consequence of this counter granularity is that it imposes a lower
bound on the state size S. Let nC be the maximum number of counter updates
during a sample period, then this is also the maximum number of states nS that
can be distinguished. Hence, we obtain

S =
1

nS
≥ 1

nC
=

1
dPsmp/Tue

≥
TubPsmp/Tuc

PsmpdPsmp/Tue
. (3.7)

To all intents and purposes we replace the right hand side of 3.7 by the more
conservative Tu/Psmp . Next, we determine the maximum error in measured
utilization, both per sample and in the average per utilization trajectory (see
Definition 2.5). Using formulae 3.3 and 3.4 and recalling that we assume absence
of jitter, we find for the error per sampling period

| ūi − ui | =
| (PC(ti+1)− PC(ti))− (w(ti+1)− w(ti)) |

Psmp
. (3.8)

Combining 3.6 and 3.8 yields the upper bound

| ūi − ui | <
Tu

Psmp
≤ S. (3.9)
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Next, consider a complete trajectory. In the absence of jitter, and using PC(t0) =
0, it follows from 3.4 that

∑0≤i<N ūi = ∑0≤i<N
PC(ti+1)− PC(ti)

Psmp
=

PC(tN)

Psmp
. (3.10)

Using u(tN) = w(tN)/NPsmp and inequality 3.6 again, we obtain for the error in
the average utilization per trajectory

| ( 1
N ∑0≤i<N ūi)− u(tN) | = | (PC(tN)− w(tN)

NPsmp
) | ≤ Tu

NPsmp
. (3.11)

It can be observed that the latter bound is inversely proportional both to
N, which is the number of samples in the trajectory and, in case of a video
application, the total playing time NPsmp. Of course, similar bounds hold
for averages taken over arbitrary consecutive sub-trajectories (i.e. parts of a
trajectory).

3.3.2 State-based Resource Reservations Strategies

Based on the state-based resource model, state-based resource reservations
are defined as a multiple of state size S and span a single reservation period
in the future. Using the resource-usage states previously defined, and the
notion of utilization trajectory (see Definition 2.5) and reservation trajectory (see
Definition 2.6), we describe state-based resource management strategies based
on resource reservations in which reservation rn is based on the preceding
utilization trajectory Un. For that purpose, let r(tb, te) be the fraction of re-
source R reserved for component C in the interval [tb, te). Ideally, reservations
should satisfy u(tb, te) ≤ r(tb, te). Reservation-based resource management for a
component with a highly fluctuating resource demand involves the repeated
determination of reservations r, each of which is valid for an accompanying
reservation period. For the sake of simplicity, we assume in this (and the next)
chapter that the sampling period has the same duration as the reservation
period (i.e. Prsv = Psmp). In Chapter 5, on the other hand, we will consider
the situation in which reservations are made for multiple sampling periods
(i.e. Prsv = ` ∗ Psmp, ` ∈ N>1). So, for 0 ≤ i, let ti = ts + iPrsv (note that ts = t0)
be the moments at which these reservations are made, and let ui = u(ti, ti+1)
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and ri = r(ti, ti+1) be the utilization and reservation for the i-th interval [ti, ti+1),
respectively.

In order to quantify the quality of our resource management strategies, we
analyze the effect of state-based reservation, i.e., strategies whose reservations
are an integral multiple of the state size S. Obviously, the state size influences
the resulting waste. In particular, it is an immediate consequence of 3.1 that the
minimum waste (see Definition 2.5) at zero failure rate is given by

WM0(UN) =
1
N ∑0≤i<N(σS(ui)S− ui) < S. (3.12)

Recall that we target applications with highly and rapidly fluctuating resource
utilization. Therefore, validity of 3.12 implicitly assumes that the reservation
period is such that a reservation rn = (σS(un))S is sufficient to cater for all
fluctuations within the n-th period. It is also fairly obvious that the failure
rate of state-based reservation is related to the accuracy of strategies to predict
the next utilization state. If the predictions sn of such a strategy satisfy that
the probability Prob(σS(un) > sn) is less then ε, for some predefined small
value ε, then the expected failure rate is at most ε when we choose reservations
accordingly, i.e., when we choose rn = snS. Because we want to predict the n-th
utilization state sn from the trajectory Un, we are interested in the nature of state
transitions within these trajectories. In particular, reasonable predictions can be
obtained, when, for any application input, state transitions between reservation
periods are mostly between neighboring states. So, for 1 ≤ a, b ≤ nS, let ϕ(a, b)
denote the fraction of all state transitions in UN that lead from a to b, i.e.,

ϕ(a, b) =
#{0 ≤ i < N | σS(ui−1) = a ∧ σS(ui) = b}

N
, (3.13)

where σS(u−1) = 1 by definition. Moreover, for −nS < k < nS, let fk denote
the fraction of state transitions toward failures in which the resource utilization
changes by more than kS, i.e.,

fk = ∑a+k<b ϕ(a, b). (3.14)

To illustrate the usefulness of the resource-usage states, we analyze a class
of very simple reservation strategies. For 0 ≤ k < nS, we consider a strategy k
that produces the reservation trajectory RN = {ri | 0 ≤ i < N} with

ri = min((σS(ui−1) + k)S, 1). (3.15)
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In other words, the reservation for a period is calculated based on the actual
(monitored) utilization in the previous period and the "prediction" that the
utilization state will increase by at most k. Of course, the state thus predicted
should not exceed nS, or equivalently, the associated utilization should not
exceed 1. In the sequel we will refer to k as the prediction parameter of the
reservation strategy. Next, let UN be a utilization trajectory and let RN be the
corresponding reservation trajectory generated by strategy k. According to
Definition 2.7, a failure occurs when the resource reservation does not suffice
to cater for the resource utilization, i.e., ri < ui. Introducing the prediction
parameter k when making resource reservations, a failure occurs when σ(ui−1) +
k < σ(ui). Then the associated failure rate is given by

Fail(UN ,RN) = fk. (3.16)

In addition, the waste (see Definition 2.8) can be bounded in terms of the
failure rate and the state transition fractions. First note that by 3.1 we have
ui > (σS(ui)− 1)S and by 3.15, we have ri ≤ (σS(ui−1) + k)S. Application of
these bounds to Definition 2.8 gives the inequality

Waste(UN ,RN) < W(k, S), (3.17)

where the bound on the right hand side is given by

W(k, S) =
1
N ∑0≤i<N max(0, (σS(ui−1) + k− (σS(ui)− 1)S)). (3.18)

Next, introducing names for the states and eliminating terms with value zero,
the right-hand side of this equality can be rewritten as

W(k, S) = ∑a+k≥b
1
N ∑0≤i<N∧a=σS(ui−1)∧b=σS(ui)

(a + k− b + 1)S. (3.19)

By definition, the counting over a set can be replaced with the summation over
that set, i.e.,

#X = ∑x∈X 1. (3.20)

Since the terms of the inner summation in 3.19 do not depend on the index of
summation and expressing state transitions by summation instead of counting

68



Chapter 3. State-based Resource Management

(see 3.20), i.e., using the equality

ϕ(a, b) =
1
N ∑0≤i<N∧σS(ui−1)=a∧σS(ui)=b 1 (3.21)

instead of formula 3.13 we obtain

W(k, S) = ∑a+k≥b ϕ(a, b)(a + k− b + 1)S. (3.22)

Obviously, the waste depends both on the state size S and on the prediction
parameter k. Moreover, because the state transition fractions ϕ(a, b) depend on
the reservation period Prsv, so does the waste. By a straightforward computation
it is shown that

W(k, S) = W(k− 1, S) + (1− fk)S (3.23)

in the following way.
Splitting off the term with a + k = b in the summation on the right hand

side of 3.22 we obtain

W(k, S) = ∑a+k−1≥b ϕ(a, b)(a + k− b + 1)S+
ϕ(a, a + k)(a + k− (a + k) + 1)S (3.24)

which leads to:

W(k, S) = ∑a+k−1≥b ϕ(a, b)(a + k− b + 1)S+

∑a+k−1≥b ϕ(a, b)S + ϕ(a, a + k)S. (3.25)

In the first term of the right hand side we recognize W(k− 1, S) and, hence, we
obtain

W(k, S) = W(k− 1, S) + ∑a+k−1≥b ϕ(a, b)S + ϕ(a, a + k)S. (3.26)

Finally, using 3.14 we obtain the equality shown in 3.23. This can be appreciated
as follows. Incrementing k by 1 means that reservations are increased by an
amount S. In a situation where there are no failures, fk = 0 by 3.16, this would
mean a similar increase of S in the average waste. If after the increase there is
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still a fraction fk of failures left the corresponding reservations, do not contribute
to waste. Hence the waste increases by (1− fk)S.

In the next section, we describe experiments that validate the behavior of the
failure and waste as predicted by these formulae. Additionally, our experiments
indicate the influence of k on the failure and waste using a video application
(i.e. a video player) and motion detector component.

3.4 Evaluation

In this section we describe the experiments that evaluate the state-based re-
source management. All these experiments are based on Windows performance
counters updated with a period Tu = 15.6ms and are presented in following
order:

• First, we describe experiments that validate the monitoring method used
for collecting the samples;

• Second, we describe the experiment performed to identify the proper
sampling period for monitoring resource utilization;

• Third, we describe a method to determine an appropriate reservation
period for conducting these experiments;

• Finally, we evaluate our novel state-based reservation strategies, using the
metrics for failure and waste.

The software components used in the experiments are the OpenCV-based
video player and motion detector component introduced in Section 2.5. The
movie used for experiments is called "Finding Nemo". Recall from Section 2.5,
that this OpenCV-based video player executes two types of activities: decoding
a video stream and displaying it. These activities are performed on a frame by
frame basis, yielding an alternating sequence of decoding and displaying steps.
Additional to these activities, the motion detector comprises a motion detection
algorithm.
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3.4.1 Monitor error estimation

As described in Section 3.3.1, the process of monitoring the resource-usage
of an application may suffer errors due to various reasons. One of the main
reasons is that we must rely, in most cases, on operating system primitives with
limited accuracy.
This evaluation section is dedicated to estimating the error of the (time-based)
monitoring method described in Section 3.3.1. For that purpose, we denote this
error with E and we consider a set {Ū j

N | 1 ≤ j ≤ M} of M runs on the same

input. Next, let Ū jmax
N be the maximum and Ū jmin

N be the minimum of measured

utilization averages ∑0≤i<N(ū
j
i)/N in this set. Then, the difference between the

maximum and the minimum is denoted by

∆M(ŪN) = |Ū jmax
N − Ū jmin

N |. (3.27)

Then, according to 3.11, for any two runs of the application on the same in-
put the measured average CPU-utilization should differ by at most 2Tu/(NPsmp):

∆M(ŪN) = 2 |
(

1
N ∑0≤i<N ūi − u(tN)

)
|

= 2 | (PC(tN)− w(tN)

NPsmp
) |

≤ 2
Tu

NPsmp
. (3.28)

Next, we define the error coefficient E as the solution of the equation

∆M(ŪN) = E
Tu

NPsmp
. (3.29)

In theory, according to inequality 3.28, E should stay below 2, but in practice
there will be some deviation due to model abstractions and the fact that the
work per run may vary slightly.

Table 3.1 presents the outcome of an experiment of M = 10 runs with
fixed playing time, but varying sampling periods. More precisely, for each
sampling period, i.e. Psmp ∈ {156, 312, 780, 1560, 3120, 7800}, a number of 10
runs is performed. As it can be observed, in all cases, the error coefficient is
as expected. Table 3.2 shows the behavior of the error coefficient when the
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N Psmp Psmp/ Tu Tu/NPsmp ∆M(ŪN) E
2500 156ms 10 0.4 E− 4 1.28 E− 4 3.2
1250 312ms 20 0.4 E− 4 0.76 E− 4 1.9

500 780ms 50 0.4 E− 4 0.38 E− 4 1.0
250 1560ms 100 0.4 E− 4 0.38 E− 4 1.0
125 3120ms 200 0.4 E− 4 0.76 E− 4 1.9

50 7800ms 500 0.4 E− 4 0.38 E− 4 1.0

Table 3.1: Error estimation with fixed playtime of 390s but varying sampling
periods Psmp; in all cases the video frame rate was 25fps

N Psmp Psmp/Tu NPsmp Tu/NPsmp ∆M(ŪN) E
25 1560ms 100 39s 0.4 E− 3 2.63 E− 4 0.7
50 780ms 50 39s 0.4 E− 3 2.63 E− 4 0.7

100 1560ms 100 156s 0.1 E− 3 1.78 E− 4 1.8
250 1560ms 100 390s 0.4 E− 4 0.84 E− 4 2.1

1000 1560ms 100 1560s 0.1 E− 4 0.29 E− 4 2.9
1250 3120ms 200 3900s 0.4 E− 5 0.08 E− 4 2.0
2500 1560ms 100 3900s 0.4 E− 5 0.09 E− 4 2.3

Table 3.2: Error estimation with varying playtime and varying sampling
periods Psmp; in all cases the video frame rate was 25fps

playing time increases. Again the error coefficient is almost constant, showing
that the accuracy of the measured average utilization indeed scales inversely
proportional to the playing time. The results of the experiments presented in
this section imply that the monitoring method is valid and has a bounded error
behavior.

3.4.2 Determination of sampling period

The goal in this section is to establish the appropriate duration Psmp of the
sample period which will be used for monitoring the components. In order to
do this, we perform an experiment that consists of sampling the resource usage
of a video component with different values of Psmp for a sufficiently long playing
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Figure 3.1: The utilization SDP of the CPU usage trajectory of OpenCV-based
video player, monitored with Psmp ∈ {156ms, 312ms, 780ms, 1560ms, 3120ms,

7800ms}

time (65 minutes) and movie length (97500 frames at 25fps frame rate). The
movie used in the experiment was xvid encoded and placed in an avi container.

The results of the experiment are displayed using histograms. Figure 3.1
displays the utilization state-density profile (SDP) of a measured trajectory. On
the X-axis the CPU utilization is represented, using a state size of S = 0.05,
resulting in 20 states. On the Y-axis the density of a state in the trajectory is
given. As can be observed by the gaps between the occupied states, a sampling
period of 156ms is too small. This is consistent with formula 3.3 which tells us
that, at this sampling rate, at most 10 states can be discerned. As the sampling
period is increased, the profile converges to a profile consisting of a single
occupied state that represents the average utilization over the entire trajectory.

As can be seen, convergence is almost achieved at a sampling period of
1560ms, which at the given frame rate of 25 f ps corresponds to processing 39
frames. Since our goal is to provide accurate run-time management of resources
by capturing rapid state fluctuations, however, we should aim at a sampling
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Figure 3.2: State-transition profile of a video player; Psmp = 780ms; N =
5000; S = 0.02

period where the resource usage profile is not dominated by a single state.
Therefore, the experiment suggests that a sampling period Psmp in the range
from 312ms to 780ms is appropriate. Furthermore, it does not make sense to
have a reservation period Prsv smaller than the period at which we monitor
the utilization. Indeed, the experiment confirms that nSTu ≤ Psmp which was
already theoretically derived. Also, it shows that the sample period should not
be taken considerably larger than this lower bound.

3.4.3 Prediction strategy evaluation

In this section the resource reservation strategies defined in 3.3.2 are eval-
uated by means of the two metrics introduced in Chapter 2: failure rate Fail
(see 2.7) and resource waste Waste (see 2.8). Since these metrics depend both
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k 0 1 2 3 4 5 6
fk 0.3966 0.2064 0.0880 0.0220 0.0018 0.0008 0.0004

1− f−k−1 0.3880 0.2112 0.0900 0.0222 0.0026 0.0004 0.0000
f−k−1 − fk 0.2154 0.5824 0.8220 0.9558 0.9956 0.9988 0.9996

Table 3.3: The fk values used to compute the state-transition fractions - an
increase of more than k states (top row), a decrease of more than k states

(middle row), or at most k states in either direction (bottom row).

k S(%) 2 4 5 10
fk(%) 39.66 26.54 26.52 17.22

0 Wk(%) 2,64 3.44 3.60 4.74
MW(%) 1.21 1.96 1.82 3.01

fk(%) 20.64 6.56 6.34 0.40
1 Wk(%) 4.22 7.05 8.06 14.68

MW(%) 1.59 2.76 2.71 4.68
fk(%) 8.80 0.16 0.06 0.02

2 Wk(%) 6.05 11.02 13.03 24.68
MW(%) 1.82 3.02 3.03 4.68

fk(%) 0.18 0.02 0.02 0.02
4 Wk(%) 10.00 19.02 23.02 42.90

MW(%) 2.00 3.02 3.03 4.68

Table 3.4: Fail and Waste for various strategies – Video Player; Psmp =
780ms; N = 5000

on the prediction parameter k and the state size S, this leads to an exploration
of the (k, S) space. From formula 3.14 it follows that, for any fixed state size
S, the failure rate is decreasing with k, i.e., fk+1 ≤ fk. Similarly, it follows
from Definition 2.8 and equality 3.17 that the resource waste is increasing with
k. Keeping k fixed and increasing the state size S, it can be expected that a
similar relationship exists, because making reservations in larger chunks tends
to overshoot the required resources more and more often, thereby increasing
waste and reducing failure rate. Nevertheless, there is no mathematical certainty.

To begin with, we investigate the resource-usage behavior of the monitored
component, i.e., the OpenCV-based video player. The resource usage state-
transition profile of the monitored component, when the sampling period was
set to Psmp = 780ms and state size S = 0.02, is visualized in Figure 3.2. On the
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Figure 3.3: State-transition profile of a motion-detection component; Psmp =
780ms; N = 5000; S = 0.02

horizontal axes of the graph the previous (a) and the current (b) resource usage
state of the monitored component are represented. On the vertical axis, the
state-transition function ϕ is plotted. Observe, that all states are in the range
[25..36] (of a total of 50 states) and that most of the state transitions are clustered
around the main diagonal a = b. This indicates a stable resource usage behavior,
where transitions are mostly between neighboring states.
A more quantitative illustration of this fact is given in Table 3.3, where the
values fk are used to compute the fractions of the state transitions that show
an increase of more than k states (top row), a decrease of more than k states
(middle row), or at most k states in either direction (bottom row). Observe that
the entries in the latter row of Table 3.3 rapidly approach 1.
Next, we computed the quality metrics Fail and Waste, in order to estimate
the quality of the resource prediction strategies introduced in Section 3.3.2 of
this chapter. For that purpose, we applied a series of strategies (k, S), with
reservation parameter k varying over the set {0, 1, 2, 4} and usage state size S
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k S(%) 2 4 5 10
fk(%) 42.10 35.76 33.60 25.42

0 Wk(%) 2.76 3.34 3.94 5.70
MW(%) 0.00 0.34 0.77 2.13

fk(%) 30.28 17.08 13.84 3.34
1 Wk(%) 3.93 6.13 7.70 14.34

MW(%) 0.00 0.71 1.40 3.86
fk(%) 20.84 7.82 5.08 0.48

2 Wk(%) 5.33 9.57 12.24 24.17
MW(%) 0.00 0.90 1.75 4.11

fk(%) 13.82 3.64 1.72 0.08
3 Wk(%) 6.92 13.30 17.06 34.13

MW(%) 0.00 0.98 1.89 4.15
fk(%) 9.14 1.54 0.70 0.02

4 Wk(%) 8.65 17.18 21.99 44.06
MW(%) 0.00 1.04 1.93 4.15

Table 3.5: Fail and Waste for various strategies – Motion-detection Component;
Psmp = 780ms; N = 5000

varying over the set {0.02, 0.04, 0.05, 0.1}, to the same utilization trajectory that
gave rise to Figure 3.3. The outcome of that computation is shown in Table 3.4.

In addition, we added the minimum waste MW, obtainable for each strategy,
i.e., the waste given by Formula 2.5, where we took n = N fk (note that n
represents the number of failures over a reservation trajectory of length N
periods). For the sake of clarity, all quantities in Table 3.4 are given as a
percentage rather than as a fraction. Moreover, note that for fixed S the actual
waste behaves almost identical to its upper bound as given by 3.23. For instance,
for S = 2, (W2 −W1)/S = (6.05− 4.22)/2 = 0.915 while (1− f2) = (1− 0.088) =
0.912. For fk and Wk we indeed observe the monotonicity patterns described at
the beginning of this section.
Finally, note that grey shaded entries in the result tables represent strategies that
are dominated by other ones. In the experiment shown in Table 3.4, they are
all dominated by the entry (k, S) = (4, 4) which happens to have the minimal
failure percentage of 0.02%.

In general, strategies can be dominated by ones that use a smaller state
size as illustrated by the next example. In this example, we consider resource
prediction of a motion-detection component applied with the same reservation
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period, and applied to the same video, as before. For this component the
state-transition profile is given in Figure 3.3.

Note that utilization of this component covers far more states than the one
in Figure 3.2. Nevertheless, state transitions are once again clustered along the
main diagonal. In addition, we see three peaks indicating clusters of densely
populated states, having the (b, a) coordinates of their central states at (9, 14),
(17, 21) and (27, 33).

The Waste and Fail statistics of the various strategies for the motion de-
tection component are given in Table 3.5. Besides the monotonicity properties
already described before, we now also see more interesting dominance patterns.
Strategy (k, S) = (0, 5) is dominated by (1, 2) and (1, 5) is dominated by (0, 3).
All other points are Pareto points, showing that, in general, there will be a
trade-off between resource waste and failure rate, depending on the QoS desired
for application.

3.5 Conclusions

In this chapter, dynamic resource reservation adjustment was addressed
using a state-based approach. For that purpose, a state-based resource model
that captures the resource utilization boundaries of a component was introduced.
This model involves the discretization of the resource utilization range into a
set of intervals called resource-usage states. Using this model we analyzed the
metrics Fail and Waste, using two parameters: the granularity of the states and
the size of the reservations, which depends on the number of states included in
each reservation.

The effectiveness of state-based resource management was illustrated by
a set of simple prediction strategies, in which resource reservation is based on
the prediction of the next utilization state from the current one. An insight
for making a proper choice for the reservation parameters, in order to obtain
an acceptable balance between Fail and Waste, was revealed by exploring the
parameter space.

In the following chapters we present more advanced prediction strategies
based on prediction algorithms with higher complexity. In particular, the
presence of clustered states, with state transitions occurring mainly between
clusters, gives rise to the more sophisticated concept of run-time resource-usage
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modes. Since sojourn times in modes are expected to be longer than in individual
states, prediction of modes should be more accurate and more efficient than
prediction of states, and therefore, yield an improved result for Fail and Waste.
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Chapter 4

Mode-based Resource Management

In the context of component-based applications, containing components which
have highly fluctuating resource usage, dynamic re-allocation of resources is more
cost-effective than static allocation. Dynamic resource allocation, however, requires
strategies and mechanisms for predicting the requested resources of a component. In
the previous chapter, we have introduced a state-based model, suitable for capturing
the resource-usages of different software components. Using the notion of states, the
utilization profile of each video component was monitored at run time. It was observed
that these utilization profiles exhibit only a few regions of clustered states, that are
densely populated. These isolated clusters of states are called resource-usage modes. In
this chapter, a novel mechanism to detect resource-usage modes for software components
(e.g. video processing components) is proposed. First, these resource-usage modes
are formally defined and experimentally identified for two example video components.
Second, a mode-detection algorithm and heuristics for choosing proper parameters for
mode detection are introduced. Finally, the run-time properties of our mode-prediction
mechanism are evaluated.
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4.1 Introduction

The key technique to cope with fluctuating resource requirements of video
components in a cost-effective manner is dynamic resource allocation. In order
to adapt the allocated resources dynamically at run time, the requested resources
of a component must be predicted. More precisely, the resource-usage demands
must be predicted in advance in order to reserve resources for the upcoming
scheduling period.

Efficient, near-optimal strategies have been proposed [87], [36] to allocate
resources to components with fluctuating demands. However, the quality of
these allocation strategies depends on correct predictions of the requested
resources of a component, which is typically based on the requested resources
in the past.

In order to enable dynamic resource reservations, we have previously intro-
duced (see Chapter 3) a state-based model that captures the resource utilization
of a component, in the following way: the resource utilization range is dis-
cretized, resulting into a set of intervals called resource-usage states. Using this
state-based resource model, we have investigated the effect of a few resource
reservation policies. These policies are based on a set of prediction strategies
that predict a resource usage state for the next time slot based on the resource
utilization state of the current time slot. However, predicting the next state on
sampling period basis implies a high computational effort required for resource
management. Additionally, we found that state-based resource reservations
do not always yield accurate results, especially in cases when the state-density
profile (SDP) of the monitored components exhibit wide clusters (e.g., in case
of the motion detector component). In order to improve on these aspects, in
this chapter, we address dynamic resource reservation adjustment using a novel
resource model.

Capturing resource utilization intervals using states enables us to make
the transition from time domain to state-density domain. The analysis of SDPs
allow us to empirically observe an important property: the profiles of different
components exhibit only a few regions with densely populated states (i.e., state
clusters) that are separated by sequences of low density states. We call these
regions, together with the low density states that separate them, resource usage
modes. This observation enables us to introduce the second resource model
introduced in this work, namely the mode-based resource model.
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The mode-based resource model is built on the state-based model presented
in the previous chapter. Using the mode-based model instead of the state-based,
we expect a set of benefits.
First, since predicting modes instead of states is a more coarse-grained activity,
it is expected to be done more efficiently and, as it will be shown, also with a
higher accuracy.
Secondly, our mechanism can detect modes stably with just little history of the
monitored component, at run time, due to a fast convergence of the detected
modes when monitoring different video components. Consequently, in order to
exploit the benefits of resource-usage modes, a detection mechanism, suitable
for use at run time and heuristics for choosing proper parameters for mode
detection are introduced.
Note that, in this chapter we demonstrate these concepts for applications with
specific characteristics (i.e., video applications). Whether these concepts hold
for generic application types needs further investigation.

4.2 Mode-based Resource Model

In this section, the focus is on the transition from resource-usage states to
the new concept of resource-usage modes. The transition from states to modes is
of high interest for the following reasons:

1. Accuracy. Using modes instead of states enables more accurate resource-
usage predictions, which result in better quality of resource management.
This will be shown using the prediction quality metrics Fail (see Defini-
tion 2.7) and Waste (see Definition 2.8);

2. Resource management efficiency. The number of modes is much smaller
than the number of states. As a consequence, the resource management ef-
forts, in terms of resource re-allocation activities, are reduced. Hence, this
results in more efficient resource management, especially in the context of
multiple applications containing multiple components.
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3. Reservation granularity. Sequences of detected modes reoccur over time.
This enables us to define and identify mode-based patterns introduced in
the next chapter. Using patterns, reservations with larger granularity, i.e.,
with longer duration than the state-based reservations, are possible. These
reservations can be done at run time since, as it is shown in this section,
the convergence towards a pattern can be detected in a rather short period.
This indicates that, whenever patterns exist, they usually set in very fast.

4.2.1 Resource-usage States - Recapitulation

In order to introduce the concepts of modes and mode-based management,
we first recapitulate briefly the notion of resource-usage states and state-based
management. This brief recapitulation is needed since the new concepts are built
on the old ones, i.e., modes are defined using the states. The resource utiliza-
tion of components has been modeled in Chapter 3 as follows. The utilization
interval [0,1] is divided into a fixed number nS of equally-sized intervals, i.e.,
of size 1/nS. These intervals are referred to as (resource-usage) states. For each
individual component, its utilization u ∈ [0, 1] is mapped to a state σS(u) ∈ S,
where S = {s ∈ N | 1 ≤ s ≤ nS} and the mapping σS : [0, 1] → S is given by:
σS(u) = dnSue, for u 6= 0, and, by definition, σS(0) = 1.

4.2.2 States-based Resource Management

Given a set S of states, state-based resource management works as follows.
The time an application is executing is divided into periods of fixed duration
Pres (see Figure 4.5). For every period, a resource reservation is made for a
component. The size of this reservation is a multiple of the state size 1/nS . This
multiple r ∈ S is called the reservation state.
On the one hand, in case of over-provisioning, state-based resource management
generates a waste of resources. On the other hand, in case the reservation is not
large enough, state-based resource management may lead to application failures.
In the following, we approach in more detail failure and waste, using the notion
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of states. Thus, we reformulate, the two metrics introduced in Chapter 2, namely
Waste and Fail, by introducing the concept of Waste and Fail trajectories. In this
way, the metrics simply become the averages over these trajectories. To this end,
we use the functions w and f :

1. the resource waste in any period of duration Pres, given by

w(r, u) = max(0,
r

nS
− u), (4.1)

2. the application failure rate in any period of duration Pres, given by

f (r, u) =

{
1, r

nS
< u

0, r
nS
≥ u,

(4.2)

where r is the reservation state for that period, and u is the actual resource
utilization in that period. Note that the meaning of r has changed from a
continuous value denoting the fraction of resource reserved into a discrete
reservation state.
These metrics are extended to cover a life span of an application as follows.
Assume that the life span contains exactly N reservation periods, and let ui and
ri be the utilization and reservation state of period i, 0 ≤ i < N, respectively.
Thus, each component has a utilization trajectory

UN = {ui|0 ≤ i < N}, (4.3)

and a reservation state-trajectory

RN = {ri|0 ≤ i < N}. (4.4)

Moreover, from the utilization and reservation trajectories we can derive tra-
jectories WN and FN , which contain resource wastes wi and failures rates fi
respectively. Assuming that Pres = Psmp, these trajectories are calculated by

wi = w(ri, ui) and (4.5)

fi = f (ri, ui). (4.6)

The quality of a state-based resource management policy is now given by the
average waste

〈WN〉 =
1
N ∑0≤i<N wi, (4.7)
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and the average failure rate

〈FN〉 =
1
N ∑0≤i<N fi. (4.8)

In order to apply the state-based resource management, in Chapter 3, we
addressed a number of problems.
First, the state size and the duration of the reservation period was determined.
In order to obtain an optimal reservation, it seems beneficial to have a large
number of states.
Secondly, a strategy to predict an appropriate reservation state was proposed.
Such predictions are necessarily based on the utilization trajectory up to the
period for which the prediction is made, i.e., a prediction rn is based on the
prefix Un

N = {ui | 0 ≤ i < n ≤ N} of UN or a window thereof, consisting, e.g.,
of the last w utilization values. Obtaining such a window requires monitoring
and storing the resource-usage history of an application. By trading state sizes
and choosing reservation policies appropriately, complete trajectories of waste
WN and failure rate FN of video components, were a-posteriori analyzed. In this
chapter, we reuse the concepts of prefix and window, in the context of the novel
resource model.

Instrumental to state-based resource management was the SDP of the
utilization trajectory given by the set D = {ds|s ∈ S}, where

ds = #{i | σS(ui) = s ∧ 0 ≤ i ≤ N}/N. (4.9)

Density ds represents the fraction of the reservation periods where processing
requires a processor utilization in the range of state s and plays a key role in
introducing the novel resource model introduced in this chapter.

4.2.3 Resource-usage Modes

Inspection of the SDPs for video applications revealed that most profiles
consist of a few narrow clusters of highly populated states, interspersed with
large regions of states which are hardly populated. Typically, these isolated
clusters of states exhibit different resource utilizations. This finding, combined
with the assumption that clusters can be predicted more accurately than individ-
ual states, led us to define the concept of resource-usage modes [25] identifiable
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by state clusters. The concept of resource-usage modes is formalized by the
following definition.

Definition 4.1. (Resource-usage modes)
For any division of the utilization interval in a set of states S, a resource

mode is defined as a range of consecutive states, i.e. as a subset of states M ⊆ S
for which RCS(M) holds, with RCS defined by

RCS(M) ≡ ∀(s,t∈M)∧(u∈S)(s ≤ u ≤ t) ⇒ u ∈ M.

Just like the utilization range [0..1] is partitioned into states, it is required
that the set of states is partitioned into disjoint modes, i.e., there is a set of K ≥ 1
modes {Mk|1 ≤ k ≤ K} such that each state belongs to precisely one mode Mk.
The intent is to partition the states into modes in accordance with the monitored
state-cluster structure. Finally, for each mode Mk, a state rk ∈ Mk is designated
for the purpose of reserving resources. This is described in more detail in next
section.

4.3 Mode-based Resource Management

Mode-based resource management is analogous to state-based resource
management. Again, the life time of a component is divided into periods of
fixed duration Pres. Instead of predicting the reservation state of the next period
directly, however, the mode Mk of the next period is predicted and its designated
state rk is taken as the reservation state. Assuming correct mode prediction,
i.e., the predicted mode always contains the right utilization state, the quality
of mode-based resource management depends only on the population density,
ds, of the states contained within a mode. In particular, the average waste
(Definition 2.8) is bounded from above by

〈WN〉 ≤ ∑1≤k≤K ∑s∈Mk∧s≤rk
(rk−s+1)

nS
ds (4.10)

and the average failure rate (Definition 2.7) can be expressed as
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〈FN〉 = ∑1≤k≤K ∑s∈Mk∧s>rk
ds. (4.11)

In the ideal case, where each mode Mk contains a single sharp peak, i.e., where
there is only one state s ∈ Mk with ds > 0, and where rk is taken to be that
state, formulae 4.10 and 4.11 show that mode-based resource management
achieves the same quality 〈WN〉 ≤ 1/nS and 〈FN〉 = 0 as optimal state-based
resource management. In the next section we investigate the mode partitioning
in non-ideal cases.

4.3.1 Mode Partitioning

Identifying modes in non-ideal cases, such as SDPs with badly separated
peaks or with wide and low peaks is not trivial. This section describes a scheme
based on two parameters, by which the partitioning of states into modes can be
controlled. Both parameters are thresholds on the state densities that occur in a
mode.

A. (γ, λ)−Modes

First, observe that the states of any SDP can be divided into regions of high and
low density using a single density threshold.

Definition 4.2. (d-highland, d-lowland)
For density d and state density profile {ds | s ∈ S}, a subset of states U ⊆ S
(depicted with the plus sign in Figure 4.1) is a d-highland when

1. All states in u ∈ U have density du ≥ d, and

2. U is a non-empty range of consecutive states of maximal length, i.e.,
RCS(U) holds and U cannot be extended with another state s of density
ds ≥ d at either side.

A subset U ⊆ S (depicted with the minus sign in Figure 4.1) is a d-lowland,
when it satisfies 1 and 2 with ’≥’ replaced by ’<’.

So, for any density d the (sequence of states of a) state density profile
consists of an alternation of d-highlands and d-lowlands. Intuitively, we would
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like to have the highlands coincide with the clusters of high density states (see
Figure 4.5). In addition, we would like to have these clusters separated by
sparsely populated regions corresponding to lowlands. The first argues for
using a high value of d as a threshold, the latter for using a small value. So the
obvious choice is to use two thresholds. Not every combination of a low and a
high threshold, however, is suitable for our purpose. As it turns out, thresholds
need to be compatible in the following sense.

Definition 4.3. (compatibility, strong-compatibility)
Let D = {ds | s ∈ S} be a state density profile. Then density d1 is compatible
with density d2, when every d1-highland of D (i.e. the state density profile
introduced in the previous sentence) contains at least one d2-highland. Density
d1 is strong-compatible with density d2, when it is compatible with d2 and the
number of d1- and d2-highlands are equal.

An example of non-compatible densities is depicted in Figure 4.4, when
there is no d2-highland compatible with any of the d1-highlands. Also, examples
of SDPs that contain at least one d2-highland and the number of d1- and d2-
highlands are equal are depicted in Figure 4.3 and Figure 4.2 respectively.

Definition 4.4. ((γ, λ)-mode)
Let D = {ds | s ∈ S} be a state density profile. Then, for the set of states S and
two numbers γ and λ such that 0 ≤ γ ≤ λ ≤ 1, a set M, M ⊆ S is a (γ, λ)-mode
when:

1. M is a range of consecutive states: RCS(M) holds,

2. M contains at least one λ–highland: ∃s∈Mλ ≤ ds,

3. M contains precisely one γ–highland :
∃! C⊆M(RCS(C) ∧ ∀s∈Cds ≥ γ ∧ ∀s∈M\Cds < γ).

By definition, a (γ, λ)-mode partition does not exist unless γ is compatible
with λ. To see the rationale behind using compatible (γ, λ)-pairs for mode
detection, consider the SDP displayed in Figure 4.5. Although it has 4 local
maxima (states 6, 9, 15 and 18), it is fair to say that this SDP actually exhibits
only two clusters: a broad one, C1, surrounding states 6 and 9 and a narrow
one, C2, surrounding state 18. Using λ to ensure that clusters are sufficiently
populated, we can avoid detecting a sparsely populated cluster surrounding
state 15 by choosing λ > d15.

89



Chapter 4. Mode-based Resource Management

Figure 4.1: d-highlands, d-lowlands.

Figure 4.2: Compatibility of highlands.

Figure 4.3: Strong-compatibility of highlands.
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Figure 4.4: Non-compatible densities.

Similarly, we can ensure detection of the desired cluster C2 by choosing λ ≤ d18.
Whether cluster C1 is properly detected then depends on the precise value of λ.
For d15 < λ ≤ d18 that is indeed the case. Although fine in this particular
example, choosing λ small may in general lead to detection of additional
sparsely populated clusters. For d8 < λ ≤ d9, as shown in Figure 4.5, two
poorly separated clusters are detected. For d9 < λ ≤ d18 the cluster shrinks to
{5, 6}, resulting in densely populated states 4, 7, 8, 9 and 10 situated outside all
clusters, which is not acceptable.
To resolve the conundrum raised by the last two cases, parameter γ has been
introduced. Since, by Definition 4.4, clusters are defined as γ-highlands, we
obtain cluster C1 by choosing γ ≤ d8, irrespective of the precise value of λ.
Obviously, γ ≥ d15 is necessary to avoid introducing a cluster around state
15. Thus, by having γ compatible with λ, we can both avoid the occurrence of
ill-separated clusters and guarantee that all adjacent densely populated states
belong to a single cluster.
Next consider the γ-lowlands. By definition, the states of a γ-lowland must
belong to a mode, but not all states of a single γ-lowland need to belong to the
same mode. In particular, the states of the γ-lowland between Ck and Ck+1, if
both exist, belong either to a subset Ak of mode Mk located after Ck, or to a
subset Bk+1 of mode Mk+1 located before Ck+1, see Figure 4.5. Thus, for a single
(γ, λ)-pair there may be multiple (γ, λ)-mode partitions, depending on where
the boundaries between the sets Ak and Bk+1 are chosen.
Finally, for every SDP there exists a (γ, λ)-partitioning of its state set, because
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Figure 4.5: An example of a SDP with (γ = 0.04, λ = 0.08)-modes:
M1 : B1 = {1, . . . , 3}, C1 = {4, . . . , 10}, A1 = {11, . . . , 13} and M2 : B2 =

{14, . . . , 17}, C2 = {18}, A2 = {19, 20}.

{S} is a (γ, λ)-partitioning of S for

γ = min{ds|s ∈ S} (4.12)

and

λ = max{ds|s ∈ S}. (4.13)

B. Quality of (γ, λ)-mode Resource Management

To discuss the quality of (γ, λ)-mode-based resource management we need
to decide on a reservation state for each mode. Since it is paramount to obtain a
low average failure rate, 4.11 suggests that the highest ranking (right-most) state
of Ck is a suitable choice for rk, i.e.,

rk = max{s|s ∈ Ck}. (4.14)

This choice implies that for σS(ui) ∈ Ak a component has failed ( fi = 1), and for
σS(ui) ∈ Bk ∪ Ck resource waste is incurred. This means that the Waste and Fail
are bounded and by γ. In order to formalize this fact, we introduce a theorem.
Before introducing this theorem, we give a lemma that will be used in the proof
of the theorem.

92



Chapter 4. Mode-based Resource Management

Lemma 4.5. Any set x1, ..., xK of at least two numbers such that for 1 ≤ k ≤ K and
|xk| ≥ 1, satisfies the following inequality

∑1≤k≤K xk + ∑1≤k≤K xk
2 ≤ (∑1≤k≤K xk)

2.

Theorem 4.6. (Upper bounds for average Waste and Fail)
Given the SDP of a monitored component to which (γ, λ)-mode-based resource manage-
ment is applied with reservations rk chosen in accordance with 4.14. If the modes are
always predicted correctly, then the upper bounds for the average Waste and Fail are
given by:

〈WN〉 ≤
1

2nS
(γ(nB + nC)

2 + (1− γ)n2
C) (4.15)

and

〈FN〉 ≤ γnA, (4.16)

where nXk = |Xk|, nX = ∑k nXk , nCk ≥ 1, k ≥ 2 f or Xk = Ak, Bk, or Ck.

Proof. Using 4.10 and 4.11, we demonstrate the theorem, in the following way.
First, according to formula 4.10, the waste expressed when having K modes is
given by:

〈WN〉 ≤ ∑1≤k≤K ∑s∈Mk∧s≤rk

(rk − s + 1)
nS

ds. (4.17)

Since {Bk, Ck, Ak} is a partitioning of the states of a mode Mk, every
resource-usage state contained in Mk belongs to one of the subsets Bk, Ck
and Ak that compose that mode. Recall that, the states contained in the subsets
Bk and Ck are smaller than or equal to the reservation state rk and are considered
as resource under-provisions (i.e., the left part of the mode from reservation
rk in Figure 4.6). Hence, for all s ∈ Bk ∪ Ck, s ≤ rk holds. Consequently, Bk is
defined as

Bk = {s ∈ Mk | ds ≤ γ ∧ s < rk}, (4.18)

93



Chapter 4. Mode-based Resource Management

Figure 4.6: Mode partitioning.

and Ck is defined as

Ck = {s ∈ Mk | ds > γ ∧ s ≤ rk}. (4.19)

On the other hand, the states contained in partition Ak are greater the reservation
state rk and are considered as resource over-provisions (i.e., will give rise to
failures). Thus, for all s ∈ Ak, s > rk holds. So, we define Ak as

Ak = {s ∈ Mk | ds ≤ γ ∧ s > rk}. (4.20)

Consequently, replacing in the inequality 4.17 the inner summation with three
summations by splitting its domain into three disjoint parts, factoring out 1/nS
and observing that the sum over Ak is 0, leads to following inequality:

〈WN〉 ≤
1

nS
∑1≤k≤K

(
∑s∈Bk

(rk − s + 1)ds + ∑s∈Ck
(rk − s + 1)ds

)
.

(4.21)

Next, as it can be observed from Figure 4.6, the densities of states in Bk are at
most γ, i.e., for all s ∈ Bk, ds ≤ γ. Using this and the fact that ds ≤ γ + (1− γ),
for all s ∈ Ck, we eliminate the densities from 4.21. As a result, we obtain
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〈WN〉 ≤
1

nS
∑1≤k≤K γ(∑s∈Bk

(rk − s + 1) + ∑s∈Ck
(rk − s + 1))

+ (1− γ)∑s∈Ck
(rk − s + 1). (4.22)

Using that the reservation state rk is the last (maximum ranking) state of Ck and
that the sizes of Ck and Bk are given by nCk and nBk respectively, we can rewrite
the domains of summation as

s ∈ Bk ≡ rk − nCk − nBk < s ≤ rk − nCk (4.23)

and

s ∈ Ck ≡ rk − nCk < s ≤ rk. (4.24)

Changing the domains of summation in 4.22 using 4.23 and 4.24, we obtain:

〈WN〉 ≤
1

nS
∑1≤k≤K γ(∑rk−nCk

−nBk
<s≤rk−nCk

(rk − s + 1)

+ ∑rk−nCk
<s≤rk

(rk − s + 1))

+ (1− γ)∑rk−nCk
<s≤rk

(rk − s + 1). (4.25)

Next, by applying the substitution s := j + rk − nCk − nBk in the first summation
and the substitution s := j + rk − nCk in the second and third summations leads
to the following inequality:

〈WN〉 ≤
1

nS
∑1≤k≤K γ(∑1≤j≤nBk

(nBk + nCk + 1− j)

+ ∑1≤j≤nCk
(nCk + 1− j))

+ (1− γ)∑1≤j≤nCk
(nCk + 1− j). (4.26)
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Note that the terms in 4.26 can be approximated using ∑1≤j≤N(N + 1− j) =
N(N + 1)/2. Hence, using this formula in 4.26 and factoring out 1/2 we obtain:

〈WN〉 ≤
1

2nS
∑1≤k≤K(γ(2nBk nCk + nBk (nBk + 1) + nCk (nCk + 1)))

+ (1− γ)nCk (nCk + 1). (4.27)

Furthermore, in order to simplify 4.27, we use the fact that (a + b)2 = a2 + 2ab + b2

which leads to the following inequality:

〈WN〉 ≤
1

2nS
(γ(∑1≤k≤K(nBk + nCk ))

2 + ∑1≤k≤K(nBk + nCk ))

+ (1− γ)(∑1≤k≤K n2
Ck

+ ∑1≤k≤K nCk ). (4.28)

Using twice Lemma 4.5, once to bound the first two summations and once to
bound the last two summations in 4.28:

〈WN〉 ≤
1

2nS
(γ(∑1≤k≤K(nBk + nCk ))

2 + (1− γ)(∑1≤k≤K nCk )
2. (4.29)

Finally, using ∑1≤k≤K nBk = nB and ∑1≤k≤K nCk = nC, we obtain the desired
upper bound on the waste:

〈WN〉 ≤
1

2nS
(γ(nB + nC)

2 + (1− γ)n2
C), (4.30)

which we demonstrates 4.15. Next, we prove Inequality 4.16.
First, according to 4.11, the fail expressed when having K modes is given by:

〈FN〉 = ∑1≤k≤K ∑s∈Mk∧s>rk
ds. (4.31)

Since {Bk, Ck, Ak} is a partitioning of the states of a mode Mk, every
resource-usage state contained in Mk belongs to one of the subsets Bk, Ck
and Ak that compose that mode. By definition, the states contained in the subset
Ak are greater than or equal to the reservation state rk and are considered as
resource over-provisions. Hence, 4.31 can be rewritten as

〈FN〉 = ∑1≤k≤K ∑s∈Ak
ds. (4.32)

Next, as it can be observed from Figure 4.6, the densities of states in Ak are at
most γ, i.e., for all s ∈ Ak, ds ≤ γ. Using this fact, we eliminate the densities

96



Chapter 4. Mode-based Resource Management

from 4.33. As a result, we obtain

〈FN〉 ≤ ∑1≤k≤K ∑s∈Ak∧ds≤γ γ. (4.33)

Using that the reservation state rk is the last (maximum ranking) state of Ck,
and implicitly smaller than any state in Ak, and that the sizes of Ak is given by
nAk , we can rewrite the domain of summation as

s ∈ Ak ≡ rk < s ≤ rk + nAk . (4.34)

Replacing s ∈ Ak using 4.34 in 4.33 we obtain

〈FN〉 ≤ ∑1≤k≤K ∑rk<s≤rk+nAk
∧ds≤γ γ, (4.35)

and factoring out γ leads to

〈FN〉 ≤ γ ∑1≤k≤K ∑rk<s≤rk+nAk
1. (4.36)

This is equivalent to

〈FN〉 ≤ γ ∑1≤k≤K nAk , (4.37)

since the second summation can be easily calculated.
Finally, using ∑1≤k≤K nAk = nA, we obtain the desired upper bound on the
average failure:

〈FN〉 ≤ γnA. (4.38)

Although of limited practical use, compared to the formulae from which
they are derived, these formulae confirm that for state population density
profiles with narrow peaks, for which both γ and nC are small, low average
waste and low average failure rate may indeed be expected. Since

nAk + nBk = nS − nCk (4.39)

is constant for fixed values of γ, they also show that by shifting the boundaries
between the sets Ak and Bk+1 failure rate is traded against waste. The optimal
trade-off for low failure rate occurs when Ak = ∅, which is possible for all but
the last mode. In that case, formula 4.16 becomes

〈FN〉 ≤ γnAK . (4.40)
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The analysis sofar indicates that (γ, λ)-mode-based reservations are good
candidates for mode-based resource management. Thus, in order to enable
mode-based management, we introduce an algorithm, suitable for (γ, λ)-mode
detection at run time. This algorithm is described in detail in the next section.

4.3.2 Mode-detection Algorithm

Usage of mode-based resource management requires run-time determina-
tion of modes. Previously [25], in order to enable run-time mode-detection, we
used a simple mode-detection technique based on local extrema. In view of
the previous section, we now concentrate on the more complex (γ, λ)-modes
and present an algorithm for their detection. The algorithm also determines the
reservation state rk of each mode.

A. Preliminaries

Observe that for any pair of densities d1 and d2 not separated by a density
from D = {ds | s ∈ S}, i.e. for all d ∈ D either d ≤ d1, d2 or d1, d2 ≤ d, the
highland structure is the same, i.e., a state s belongs to a d1-highland if and
only if it belongs to a d2-highland. Hence, the only candidates for thresholds γ

and λ we need to consider are densities from D. In principle, we therefore can
enumerate all (γ, λ)-mode partitions, but we will not do so for two reasons:

• First, since we are designing a run-time algorithm, we want to keep its
computational complexity as low as possible.

• Second, there are, in general, no (γ, λ)-pairs that are optimal for both
average waste and failure rate. Hence, we must use heuristics to choose
between Pareto-optimal pairs. So, we may as well use heuristics right from
the start to select γ and λ.

B. Determination of Threshold λ

For SDPs with well-defined cluster structures, most clusters, i.e. γ-highlands,
consist of a single λ-highland surrounded by a few states in which the density
rapidly changes from above λ to below γ or vice-versa. In other words, clusters
have steep flanks and no internal dips. As a consequence, the lower bound of
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the population density contained in all λ-highlands

∑s∈S∧ds≥λ
λ (4.41)

is also a fairly sharp lower bound of the total density

∑1≤k≤K ∑s∈Ck
ds (4.42)

of all the γ-highlands, which are the clusters. Therefore, we determine λ as the
value of d that maximizes

∑s∈S∧ds≥d d. (4.43)

This guarantees that the bulk of the resource utilization indeed falls within
cluster states.

C. Determination of Threshold γ

Having determined the value of λ, a compatible value of γ must be chosen. By
Definition 4.15 and Definition 4.16, γ should be taken as small as possible, to
obtain small average waste and small failure rate. Taking γ = dmin, where

dmin = min{ds|s ∈ S}, (4.44)

is not wise, however, because that choice turns the entire set of states S into a
single γ-highland. As a consequence, we obtain a single mode M1 = C1 = S
with reservation state r1 = nS. Although this indeed results in a failure rate
〈FN〉 = 0, it will, in general, also result in an unacceptably high average waste,
especially when multiple clusters have been identified by λ. Therefore, we
demand that γ is the smallest density from D that is not just compatible with λ

but also strong-compatible, thereby enforcing a 1-1 correspondence between γ-
and λ-highlands. Since λ is strong-compatible with itself, such a choice for γ is
always possible. In case there are at least two λ-highlands, this will resolve the
above problem, because then dmin is not strong-compatible with λ. In case of a
single λ-highland, we simply choose γ = λ.

D. The Mode-detection Algorithm
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The input to the algorithm will be the SDP D = {ds | s ∈ S} that is moni-
tored at run time. The result will be a set of reservation states {rk|1 ≤ k ≤
K}, one for each detected mode. The algorithm makes use of the functions
number_of_highlands and strong_compatible that follow the definitions in
Section 4.3.1. Furthermore, the function rank is used to enumerate the elements
of D in ascending order.

Algorithm 2 (γ, λ)-mode-detection algorithm
Function (γ, λ)_mode_detection(D);
1. smax := 0;
2. f or t := 1 to nS with step 1 do
3. nt := |{s ∈ S|ds ≥ dt}|
4. i f ntdt > smax then
5. smax := ntdt; λ := dt;
5a. end_i f
5b. end_ f or
6. K := number_o f _highlands(λ, D);
7. i f K = 1 then γ := λ
8. else i := 0;
9. repeat i := i + 1; d := rank(D, i)
9a. until strong_compatible(d, λ);
10. γ := d;
10a. end_i f
11. k := 1; s := 0;
12. while k ≤ K do
13a. while ds+1 < γ do s := s + 1;
13b. //s := max(Ak−1 ∪ Bk)
13c. end_while
14a. while s < nS ∧ ds+1 ≥ γ do s := s + 1;
14b. //s := max(Ck)
14c. end_while
15. rk := s; k := k + 1;
16. end_while
17. return {rk|1 ≤ k ≤ K}

Lines 1 – 10 compute the values of λ, γ, and K, where K is the number of
modes, which, in case of strong compatibility, equals the number of λ-highlands.
Lines 11-15 determine the reservation states. To that end, the states of the
profile are scanned by ascending index, parsing them as an alternating sequence
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of γ-lowlands (line 13) and γ-highlands (line 14), and registering the highest
ranked state of the highland k as the reservation state of mode k. Assuming
Ak = ∅, for all k 6= K, the (γ, λ)-modes are completely determined by the
rk-values. Hence, the algorithm implicitly computes these modes as well.

4.4 Evaluation

In this section, a set of experiments that show the usefulness of the resource-
usage modes is presented. In addition, we validate the newly introduced
resource model and estimate the quality of resource management using this
model. This is depicted in the next sections, in the following way:

• The first experiment illustrates the state cluster formation, which has led
us to conclude the existence of the resource-usage modes.

• The second experiment shows the results of applying the mode-detection
algorithm described in the previous section.

• The third experiment shows the stability of the modes detected by our
algorithm. We compare the stability of the modes by comparing two
different ways of monitoring the history of the utilization profile of a
component.

• The final experiment compares our mode-detection mechanism against a
pure state-detection mechanism.

4.4.1 Mode-based Resource Monitoring

In the previous chapter we used for experiments an OpenCV video player
and we observed that most SPDs, obtained from utilization trajectories in
which the video player was (time-based) monitored, contain clusters of densely
populated states. These clusters are recognized by now as the central part of
resource-usage modes. In this chapter the same video player is used in order to
demonstrate that resource-usage modes can be monitored at run time. Recall
from Section 2.5 that the OpenCV-based player performed two basic activities:
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Figure 4.7: Video player state density profiles for 4 movies.

decoding a video stream and displaying it. Frame buffering and hardware
acceleration were disabled, so that the video player performed an alternating
sequence of decoding and displaying, on a frame-by-frame basis.

In the experiment presented in this section we use data obtained from
event-based monitoring experiments and extend the analysis on this data in
order to confirm the presence of resource-usage modes. Recall that, as presented
in Chapter 2, a set of 10 movies with various content and several encodings (i.e.,
xvid, mpeg2, mpeg4) were considered. Each movie had 97,500 frames and played
for approximately 1 hour at 25 frames per second (fps). For each of these movies,
the processor utilization of two video components was monitored, also on a
frame-by-frame basis, distinguishing ns = 20 states. First, the video player was
used in isolation. Subsequently, that player was complemented with a motion-
detection component. Thus, in total, a number of twenty utilization trajectories
(see Definition 2.5) were obtained. Figure 4.7 and Figure 4.8 present the SDPs
obtained from the utilization trajectories of 4 movies (i.e., "101 Dalmatians",
"Beauty and the beast", "Great expectations", "Love story") of these 10 movies.
Figure 4.7 displays the SDPs of the video player and Figure 4.8 depicts the
SDPs of the motion detector. In all profiles, one can recognize two distinct
state-clusters, illustrating the existence of two resource-usage modes. The other
movies yielded similar patterns.
This experiment is the initial proof of the existence of these cluster formations,
which came into our attention. However, our main goal is not only to detect these
modes, but, based on the detection, to enable generic mode-based reservations
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Figure 4.8: Motion-detector state density profiles for 4 movies.

(i.e. not only for video component types), which means assigning a resource-
usage state, contained in each detected mode, as a reservation state. This is
illustrated in Section 4.4.3. Before that, we analyze the behaviour at run time of
mode partitions using two approaches: a prefix-based and a window-based one.

4.4.2 Run-time Evolution of Mode Partitions

The experiments presented in this section illustrate the behaviour of mode
partitions at run time. In Section 4.3.2, the mode detection algorithm was de-
fined. In principle we can obtain a SDP from any sufficiently long subsequence
of the state-trajectory. By sufficiently long we understand that the trajectory con-
tains enough samples in order to be a faithful representative of the component’s
behavior. In principle, multiple computations of our mode-detection algorithm,
on a set of subsequences of a trajectory, can produce multiple distinct mode
partitions. However, almost all computed partitions show two modes and these
modes almost always have the same reservation state, thus producing the same
reservations. The purpose of this experiment is to show that in practice the
variation is very limited. To demonstrate this, the trajectory is divided into
windows of fixed length and at the end of each window a mode partition is
computed. This is done in two ways: based on all previous windows, i.e.,
based on the entire utilization history which is always a prefix of the ultimate
utilization trajectory, or based on the last (most recent) window only. Given
this division, consider two alternative strategies for tracking the modes of a

103



Chapter 4. Mode-based Resource Management

Video player Motion detector
Partition rk % rk %

1 (3,11) 98.45 (10,16) 21.79
2 (11) 1.03 (9,15) 19.24
3 (2,11) 0.26 (9,16) 9.23
4 (20) 0.26 (11,17) 9.23
5 - - (10,17) 5.89

Table 4.1: Mode partition occurrence (window-based) for a video player and a
motion detector using movie 1

Video player Motion detector
Partition rk % rk %

1 (4,11) 99.74 (10,17) 67.69
2 (20) 0.26 (9,17) 24.10
3 - - (9,16) 4.35
4 - - (5,9,17) 1.02
5 - - (9,18) 0.76

Table 4.2: Mode partition occurrence (prefix-based) for a video player and a
motion detector using movie 1

component at run time:

• Prefix-based mode partitioning: accumulates the monitored utilizations
of a component in its SDP and recomputes the modes at the beginning of
each window.

• Window-based mode partitioning: recomputes the mode partitions at
the beginning of each window based on the monitored utilization of just
the last window.

In order to investigate the stability and convergence of the mode partitions
being computed for these two strategies, we consider the fluctuations in the
number of modes and the resulting reservations.

Table 4.1 and Table 4.2 illustrate our findings for movie 1 (both for the
video player and motion detector) using the window-based and the prefix-based
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strategy, respectively.
The tables show that only a few of these partitions will occur most of the time.
We report only the top five mode partitions and show how often they occur,
expressed as a percentage of the total number of mode partitions computed
along the trajectory. The window size is 250 frames (or 10 seconds). For the
first window a partition consisting of a single mode with reservation state r = ns
is taken. Note that, in three of the four cases presented, the top five partitions
cover more 95% and in the fourth case they cover at least 65%.
Next, we repeat this experiment for all movies and with two distinct window
sizes (250 frames and 500 frames). The results are presented in Figure 4.10
(window-based strategy) and Figure 4.9 (prefix-based strategy). For each mode
partition in the top-five, the box-plot shows the minimum, the average and the
maximum relative frequency over the 10 movies. The frequency distribution
shown in these plots is a measure of the stability of the mode partition during
run time. From Figure 4.10 and Figure 4.9, we can draw three conclusions.

Figure 4.9: Top-five mode partitions for two example video components under
a prefix-based strategy with a window size of 250 frames (top) and a window
size of 500 frames (bottom); the video player exhibits only two mode partitions

for all movies.
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Figure 4.10: Top-five mode partitions for two example video components
under a window-based strategy with a window size of 250 frames (top) and a

window size of 500 frames (bottom).

First, as shown by the clear distinction between the video player and motion
detector, narrow well-separated clusters exhibit more stable mode-partition
detection. The entries for the motion detector in Table 4.1 and Table 4.2 explain
what causes the difference. As can be seen, the difference is due to minor shifts
in the position of the broad clusters, and our detection algorithm occasionally
splits a broad cluster into two smaller ones (see Table 4.2 partition 4). Second, the
prefix-based strategy results in more stable mode-partition detection. This is to
be expected, because partitions become increasingly more similar due to conver-
gence towards the final mode partition of the complete trajectory. Nevertheless,
we consider the convergence behaviour of the prefix-based strategy undesirable,
because it makes it harder to track fluctuations in resource utilization.
Third, the prefix-based strategy is not very sensitive to window sizes, since there
is hardly any difference between corresponding plots in the top and bottom
rows of Figure 4.9. Also it is to be expected that for the window-based strategy
the accuracy of tracking fluctuations in the resource utilization depends on the
window size. A smaller window size is expected to show better tracking.
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4.4.3 Mode-based Resource Reservations

This section shows the outcome of applying the (γ, λ)-mode detection al-
gorithm (see Section 4.4) to the SDPs of the four movies shown in Figure 4.7
and Figure 4.8. The resulting resource-reservation states of both video com-
ponents (i.e, r1 and r2 - see Figure 4.11) are shown in Table 4.3. In line with
the visual appearance of the SDPs, the algorithm detected two modes in all
cases. Also the reservation states have been identified correctly. Additionally,
the table shows the (γ, λ)-pairs computed by the algorithm corresponding to the
returned reservations states. As can be noticed, threshold λ is high for the video
player, because the clusters contain only a few states of high density. Moreover,
the corresponding strong-compatible γ-value is small because for all movies
there is at least one state with zero density that separates the clusters. For the
motion detector, on the other hand, thresholds λ and γ are lower, respectively
higher than those of the video player. This is in line with the fact that SDPs
exhibit clusters with a larger number of states with a low density that are less
well separated.
To test our hypotheses regarding the sensitivity of our algorithm to fluctuating
resource demands, we have computed the waste and failure metrics for the four
movies from Figure 4.7 and Figure 4.8. In the experiments three parameters
are varied: outspoken clusters versus broader cluster, window-based versus
prefix-based and smaller window size versus larger window size. The results
are presented in Table 4.4, Table 4.5, Table 4.6, and Table 4.7. The video player
shows expected results. More precisely, it indicates, almost always, that the
waste under a window-based strategy is smaller than under a prefix-based
strategy. Moreover, under both strategies the waste is almost always smallest
with a window size of 250 frames. This makes the comparison easy for the video
player, because in all cases the failure rates are zero. For the motion detector,
however, this is not the case and, here, a comparison of run-time strategies is
more difficult. Failure rates are smaller for the prefix-based strategy and they
are hardly affected by the window size. Hence, for the motion detector, the
waste reduction comes at the price of an increased failure rate.
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Video player Motion detector
Movie γ λ r1 r2 γ λ r1 r2

1 0 0.240 4 11 0.019 0.065 10 17
2 0 0.340 4 11 0.035 0.101 8 14
3 0 0.354 2 10 0.009 0.076 10 17
4 0 0.321 2 10 0.017 0.070 11 19

Table 4.3: Mode-based resource-reservation states for a video player and a
motion detector using movies 1,2,3,4

Figure 4.11: Mode-based reservations obtained using movie 3 and the motion
detection component.

4.4.4 Mode-based versus State-based Resource Management

In this section, we compare the quality of mode-based resource manage-
ment with state-based resource management. First, in case of the mode-based
management, we compute (γ, λ)-modes from an SDP, using the mode-detection
algorithm presented in Section 4.3. Furthermore, we consider an ideal mode-
prediction strategy in which the mode prediction is always correct. The results
obtained when applying this strategy are shown in Table 4.4, Table 4.5, Table 4.6,
and Table 4.7. Second, in case of the state-based resource management, we
apply a reservation strategy presented in the previous chapter. That strategy
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Video player Motion detector
Movie 〈FN〉(%) 〈WN〉(%) 〈FN〉(%) 〈WN〉(%)

1 0 5.35 0.036 11.68
2 0 5.33 0.023 10.16
3 0 5.17 0.037 11.83
4 0 6.05 0.044 13.52

Table 4.4: Failure and Waste for Window-based mode prediction using a
sliding window of 250 frames (10 seconds).

Video player Motion detector
Movie 〈FN〉(%) 〈WN〉(%) 〈FN〉(%) 〈WN〉(%)

1 0 5.44 0.021 13.06
2 0 5.90 0.016 11.19
3 0 5.82 0.029 13.28
4 0 5.91 0.028 14.77

Table 4.5: Failure and Waste for Window-based mode prediction using a
sliding window of 500 frames (20 seconds).

Video player Motion detector
Movie 〈FN〉(%) 〈WN〉(%) 〈FN〉(%) 〈WN〉(%)

1 0 7.03 0.006 15.29
2 0 7.60 0.006 11.01
3 0 5.78 0.006 16.33
4 0 5.49 0.008 17.74

Table 4.6: Failure and Waste for Prefix-based mode prediction using a sliding
window of 250 frames (10 seconds).

determines the reservation state as the actual utilization state of the previous
reservation period, incremented by k states. Table 4.8 displays the resulting
quality metrics for such a state-based strategy. It has been shown in the previous
chapter that k = 1 leads to a reasonable trade-off between waste and failure and
therefore we use that value of k here as well.

Comparing the results in Table 4.8 with those in the tables of the previous
section shows that, in all cases, mode-based resource management improves
the application failure rate and waste of resources considerably. However, the
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Video player Motion detector
Movie 〈FN〉(%) 〈WN〉(%) 〈FN〉(%) 〈WN〉(%)

1 0 7.18 0.006 15.39
2 0 7.75 0.005 11.14
3 0 5.95 0.007 16.40
4 0 5.65 0.008 17.83

Table 4.7: Failure and Waste for Prefix-based mode prediction using a sliding
window of 500 frames (20 seconds).

Video player Motion detector
Movie 〈FN〉(%) 〈WN〉(%) 〈FN〉(%) 〈WN〉(%)

1 0.358 18.818 0.352 15.648
2 0.358 18.344 0.359 14.176
3 0.358 18.212 0.352 16.170
4 0.358 18.659 0.337 17.178

Table 4.8: Failure and Waste for State-based resource management.

prediction strategy considered in case of the mode-based management is an
ideal one, in which the next mode is always predicted correct. Hence, in the
following chapter we investigate a real mode prediction strategy for run-time
mode-based management.

4.5 Conclusions

This chapter presented a mechanism for monitoring and detecting resource-
usage modes for run-time resource reservations of software components. Modes
are detected as densely populated clusters of utilization states of a component.
Compared with our previous state-based monitoring mechanism, the mode-
based prediction mechanism emphasizes three main benefits.

• Reservation efficiency. First, we observed that utilization profiles of video
components typically exhibit a small number of modes compared to the number
of states. This allows more coarse-grained resource management, which is
especially important at run time, since it reduces the resource management
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efforts in terms of resource re-allocation activities for every scheduling time slot.
This results in more efficient resource management, especially in the context of
multiple applications containing multiple components.

• Prediction accuracy. Second, when modes are pronounced, they contain
a few densely populated states. This means that mode-based resource manage-
ment enables a better resource allocation compared to state-based management,
assuming an algorithm which accurately predicts modes.

• Reservation granularity. Third, our experiments show a fast convergence
of the detected modes of different video components. This means that our
mechanism is steady and can detect modes with just little history of the moni-
tored component, at run time. As a result of our run-time mechanism for mode
detection, management of resources based on modes can be supported by an
adequate strategy for predicting requested resources. Given the nature of our
mechanism to capture fluctuating utilizations of components, we consider it to
be a promising solution for run-time resource management in component-based
systems. Nevertheless, what happens upon mode changes still assumes clairvoy-
ance. Hence, in order to enable mode-based reservations, a method for run-time
mode prediction is required.
An empirical observation indicates that, the mode-detection exhibits a reoccur-
rence of a set of mode sequences in the time domain. This incentive enable us
to define a novel resource reservation model (i.e. based on mode-based patterns)
introduced in the next chapter. Using this model based on mode-based patterns,
we obtain the benefit of enabling, at run time, reservations with higher granu-
larity (i.e. resource reservations for more than one period). This benefit is not
visible from the experiments in this chapter but describes an additional property
of mode-trajectories that will be discussed in the next chapter.

111





Chapter 5

Pattern-based Resource

Management

In this chapter, a novel way of doing of resource management, namely pattern-based
resource management [53], is presented. This form of management is based on patterns,
i.e., the repetitive resource-usage behaviour observed in mode-trajectories. Evidence of
the existence of such patterns in real-life video is shown in the experiments presented
in this chapter. One aspect of this management is a method that detects and captures
mode-based patterns for software components. Another aspect of this management is a
resource reservation mechanism that spans multiple sampling periods. A third aspect is
that it has both a dynamic and a static nature.
This resource reservation mechanism is introduced in the following way. First, empirical
evidence of the existence of such patterns in real video is provided using two example
video components, namely a video player component and a motion detection component.
Additionally, in order to calibrate the pattern detection method and to demonstrate
the reservation accuracy and management quality, a synthetic component with a more
complex resource-usage behaviour is used. Second, a mathematical model for patterns
is given. Third, a pattern detection mechanism and a set of reservation strategies are
introduced. Finally, in order to highlight the benefits of the mode-based patterns, the
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quality and efficiency of pattern-based resource management is demonstrated using
amortized versions of the metrics Fail and Waste.

5.1 Introduction

The research of this thesis targets systems with highly fluctuating resource
demands. As previously discussed, a static resource reservation mechanism is
not accurate, and therefore typically results in a too large waste of resources
and/or a relatively high application failure rate. On the other hand, dynamic
resource reservations [1], [55], being more accurate, enable resource management
with a higher quality, as demonstrated for state-based reservations in Chapter
3 and mode-based reservations in Chapter 4. However, the latter result was
obtained under the assumption that the next mode in the mode-trajectory was
predicted correctly.

In this chapter we introduce such a mode prediction mechanism. For the
mode-based reservation, as described in Chapter 4, this prediction mechanism
has to be invoked every sampling period, resulting in a management effort
proportional to the number of sampling periods. In case resource usage ex-
hibits predictable behavior in the form of repetitive patterns, this effort can be
reduced by making reservations that span multiple sampling periods. As we
will show, mode trajectories sampled when processing real-life video indeed
exhibit repetitive patterns. Thus, what we require is a method to detect patterns
and a reservation strategy that uses such mode patterns to make resource reser-
vations spanning multiple sampling periods. We call this pattern-based resource
management and its details are described in this chapter.

Pattern-based management is a hybrid resource management mechanism,
since it involves two aspects: a dynamic and a static one. Its dynamic nature
involves the periodic computation/detection of a new pattern or a set of patterns
at run time. Its static nature involves the fact that a pattern remains fixed for
the duration of a detection period. Moreover, the duration of a pattern-based
reservation is between one sampling period and a few sampling periods, as
it will be shown by experiments latter on, and thus, during this duration, the
reservation is statically defined.

In order to demonstrate the existence of mode patterns and the viability
of pattern-based resource management, we use two types of components that
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have been used in Chapter 3 and 4 and have been defined in Chapter 2: two
video components, namely a video player component and a motion detection
component, and a synthetic component. The video components are used to
demonstrate the presence of mode patterns in real life video. The synthetic
component is used to calibrate our pattern detection method and to demonstrate
the benefits of pattern-based resource reservations, in terms of reservation
accuracy and management efficiency. A more detailed description of these
components was given in Chapter 2.

The pattern-based resource reservation mechanism is introduced in this
chapter, in the following way. First, a mathematical model for patterns is given.
Second, a pattern detection algorithm and a set of reservation strategies are
introduced. Third, we highlight the benefits of the mode-based patterns, which
we expect to be:

• Management efficiency. Due to the reduction in frequency of making
pattern-based reservations, the total amount of work is less compared to
making states-based or mode-based reservations. For example, in case of
multiple applications, each consisting of multiple components, making
resource reservations for individual components in every reservation pe-
riod will become computationally expensive. More precisely, the resource
management tasks consume less processor time, which leaves more time
to execute the actual work.

• Reservation accuracy. Due to increased duration of reservations it be-
comes possible to amortize resources over multiple sampling periods,
which results in a decreased Fail and Waste values, i.e., results in an im-
proved resource reservation accuracy.

Thus, the quality and efficiency of pattern-based resource management is demon-
strated. This is realized using amortized versions of the metrics Fail and Waste
(see Chapter 2).

To conclude, the main research questions that have to be answered in order
to apply pattern-based reservations are:

• what is the proper method to capture patterns from mode-trajectories at
run time?

• how to predict future resource-usage from the detected patterns?
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These questions are answered in the next sections.

5.2 Pattern-based reservation model

In this section, we present a pattern-based reservation model for pattern-
based resource management. In doing so, we revisit and slightly extend concepts,
presented in chapters 2-4. We proceed as follows:

• First, we reformulate the notion of resource utilization and reservation
trajectories to make the decoupling between sampling and reservation
period explicit;

• Second, we extend the usage of trajectories by introducing the notion of
state and mode trajectory;

• Finally, using the mode trajectories, we define the notion of a mode-based
resource-usage pattern, and describe its usage for reservation.

Recall from Chapter 2, that both resource utilization trajectory and the resource
reservation trajectory are time series of resource utilization and reservation values,
collected for a number of N periods. Since we are interested in making reserva-
tions that span multiple sampling periods, we will, henceforth, explicitly make
a distinction between the number of sampling periods Nsmp of duration Psmp
and the number of reservation periods Nrsv of duration Prsv. So, we reformulate
the definition of a utilization trajectory as

UNsmp = {ui ∈ [0, 1] | 0 ≤ i < Nsmp}, (5.1)

where ui is the utilization measured at time ti = t0 + i ∗ Psmp over period [ti, ti+1).
Similarly, reformulate the definition of a reservation trajectory

RNrsv = {ri ∈ [0, 1] | 0 ≤ i < Nrsv}, (5.2)

where ri represents the resource reservation at time ti = t0 + i ∗ Prsv required
to satisfy the resource demands of a component over the period [ti, ti+1). Note
that there is a shift in the time interval which we consider when comparing
reservations with utilizations, since the utilization is measured in the end of a
period, whereas a reservation is made in the beginning of a period.
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In Chapter 3, we have introduced a state-based model, that discretizes
utilization, which is a continuous quantity, into a finite number of nS utilization
states of size S. This is done using a map

σ : [0, 1]→ S, where S = {s ∈ N | 1 ≤ s ≤ nS}.

Applying this map σ to an entire resource utilization UNsmp we obtain a state-based
utilization trajectory, defined by the time series

SNsmp = {σ(ui) ∈ S | 0 ≤ i < Nsmp}. (5.3)

This means that all utilizations contained in a utilization trajectory are mapped
onto states, which means SNsmp = σ(UNsmp). In Chapter 4, we have intro-
duced a mode-based model, where modes are non-uniform coarse-grained
resource-usage intervals corresponding to ranges of consecutive states. Chapter
4 describes an elaborate algorithm for detecting these modes, which however is
irrelevant for the purpose of this chapter. So, for M = {mk ⊆ S | 1 ≤ k ≤ K} a
set of K modes, we assume that there is a surjective map

µ : S ↪→M, (5.4)

that maps each state to a mode. By point-wise applying this function to the
states of a state-trajectory, we obtain a mode-based utilization trajectory or mode
trajectory for short, which is the time series given by

MNsmp = {µ(si) ∈M | 0 ≤ i < Nsmp}. (5.5)

The transition from state-domain S to mode-domain M of an entire state-based
trajectory SNsmp is then realized by point-wise application of the function µ,
which means

MNsmp = µ(SNsmp) = µ(σ(UNsmp)). (5.6)

Recall, from Chapter 4, that for a mode-based reservation we have associated
with each mode mi a reservation state ri. We will denote this association by a
map

ρ : M→ S, ρ(mi) = ri (5.7)
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that designates a reservation state to every mode. Using this, we obtain a
mode-based reservation trajectory

RNsmp = {ρ(mi) ∈ S | 0 ≤ i < Nsmp} (5.8)

and, similarly, by point-wise application, we obtain

RNsmp = ρ(MNsmp) = ρ(µ(σ(UNsmp))) (5.9)

defined similar to Equation 5.8.
Note that Equation 5.9 can be applied only in the situation in which the reser-
vation period and the sample period have the same duration. As indicated,
state-based and mode-based management, imply resource reservation strategies
capable of making reservations for a single reservation period in the future.
Such a resource reservation strategy is a procedure to compute a reservation
trajectory based on a utilization trajectory. In order to evaluate a reservation
strategy, a comparison of reservation and utilization trajectories that span the
same period of time, i.e., Psmp = Prsv, is required. However, it can be advan-
tageous to consider reservation strategies in which the reservation period is a
multiple of the sampling period. We call the multiplication factor the reservation
horizon and define it as the number ` of sampling periods for which a reservation
is made, i.e.,

Prsv = `Psmp. (5.10)

As a consequence, for a reservation strategy with horizon ` ∈ N>0, a utilization
trajectory UNsmp gives rise to a reservation trajectory RNrsv , with

Nrsv =
Nsmp

`
. (5.11)

In this chapter we consider a resource management strategy capable of
making reservations with horizon of longer duration than one sampling period,
i.e., ` > 1. Note that, every reservation for an individual reservation period
may lead to a resource excess or resource deficit, resulting in resource waste or
application failure. Making reservations for periods of longer duration allows
transferring, in case of over-provisioning, the excess to a next reservation period.
This may suffice to compensate for future deficits, thereby avoiding application
failure. Vice versa, in case of under-provisioning, the resource can be "borrowed
from the future" in order to avoid a resource deficit at run time. Consequently,
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in order to evaluate the quality of this management, the metrics Fail and Waste
are reformulated. Additionally, being able to reserve resources for multiple
sampling periods in advance, makes possible the use of resource leveling over
multiple sampling periods, a mechanism commonly referred to as amortization.
This amortization mechanism is described in the next section.

5.2.1 Amortization

In this section we redefine a single resource reservation with a reservation
horizon of size `, in the following way.
First, instead of predicting utilization values ui and determining reservation
according to Equation 5.9, i.e. by computing ρ(µ(σ(ui))), modes mi are predicted
and reservations computed according to the formula ρ(mi`+j), where 0 < i <
Nrsv and 0 ≤ j < `.
Next, the reservations are amortized, which means the average of ` periods is
allocated in one go, leading to

ri =
∑0≤j<` ρ(mi`+j)

`
. (5.12)

To exemplify amortization, let us consider two consecutive reservation peri-
ods with utilizations u1, u2, and corresponding reservations r1, r2, resulting
in failures f1, f2 and wastes w1, w2 respectively. Furthermore, assume that
in the first reservation period over-provisioning occurs, i.e. r1 > u1, and
under-provisioning in the second period, i.e. r2 < u2, and moreover that over-
provisioning exceeds under-provisioning, i.e., r1 − u1 > u2 − r2. Therefore, for
the first period we obtain w1 = r1 − u1 and f1 = 0, and for the next period
w2 = 0 and f1 = 1. Using amortization over the two reservation periods, the
reservation quality improves because both the resource waste and application
failure decreases, i.e., w12 = 1

2 (r1 + r2)− 1
2 (u1 + u2) < w1 + w2 and f12 < f1 + f2,

where f12 =

{
1, r1+r2

2 < u1+u2
2 ,

0, otherwise
.

In order to evaluate the quality of amortized resource reservations, we introduce
failure and waste metrics, taking into consideration the concept of reservation
horizon. So, let Nsmp be the number of sampling periods and Nrsv = Nsmp

`
the number of reservation periods. Then, for utilization trajectory UNsmp and
reservation trajectory RNrsv , we redefine the metric Fail as the amortized failure
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rate, i.e.,

AFail(UNsmp ,RNrsv) =
#{i | 0 ≤ i < Nrsv ∧ (ri <

1
` ∑0≤j<` ui`+j)}

Nrsv
(5.13)

and the metric Waste as the amortized waste, i.e.,

AWaste(UNsmp ,RNrsv) =
∑0≤i<Nrsv min(0, ri − 1

` ∑0≤j<` ui`+j)

Nrsv
, (5.14)

where ` ∈ N>0. According to Equation 5.11 the number of resource allocations
decreases.
Note that application of amortization may increase the memory footprint due
to buffering. So, a decrease in Waste (of computation time) may result in an
increase of memory, which is a classical trade-off.

In the next section, we analyze mode trajectories and introduce a set of
concepts, that allow us to discuss pattern-based resource reservations which
span multiple sampling periods.

5.2.2 Mode trajectory analysis

Our focus in this chapter is to decrease the frequency of making resource
reservations at run time. In order to achieve this, a method to predict resource-
usage several sampling periods ahead is needed. For that purpose, we analyze
the resource-usage behaviour of components, as expressed by their mode trajec-
tories.
Using the mode trajectories obtained in the previous chapter, when monitoring
the resource-usage of video components processing real videos, we observe the
following phenomena:

1. since mode transitions are far less frequent than state transitions, mode
trajectories contain numerous subsequences consisting of a single mode;

2. these single-mode subsequences in turn make-up larger subsequences
containing several modes that reoccur frequently in the mode trajectory;

3. the reoccurrences of the latter multi-mode subsequences often happen in a
periodic manner.
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Based on the above phenomena, we define a number of concepts that assist
in the analysis of a component’s resource behaviour. The first phenomenon,
gives rise to the concept of a mode visit. So, given a mode m ∈ M and a
mode-based trajectoryMN , a visit of a mode m inMN is a maximal consecutive
subsequence of MN , whose elements are equal to mode m. The length of a
visit is referred to as the sojourn time. For the purpose of our analysis we will
find the need to uniquely identify individual elements of a visit. We do so by
enumerating them. Hence, we introduce the concept of a mode call (or simple
call), which is a mode with a number that counts the periods in the trajectory
starting from the last mode change. For reasons that will become apparent when
we introduce the call-transition (CT) graph (see Figure 5.1), that number is called
the depth of the mode call.

Mode calls are only properly defined in the context of the visits of a mode
trajectory. Therefore, we introduce a novel trajectory that is derived from the
mode trajectory and in which all modes are replaced by mode calls. This novel
trajectory is called a mode call trajectory and is obtained by applying the map
κ : M∗ → (M×N>0)

∗ defined by

κ(m0m1...mN−1) = (m0, d0)(m1, d1)...(mN−1, dN−1), (5.15)

where d0 = 1 and

di+1 =

{
1 , mi+1 6= mi

di + 1, mi+1 = mi.
(5.16)

In this way, being in a visit of a mode, the resource-usage trajectory calls upon
the same mode. Furthermore, applying the function κ to a mode-base trajectory
M of length Nsmp, we obtain a mode call trajectory CNsmp = κ(MNsmp):

CNsmp = {ci = (mi, di) ∈ C | 0 ≤ i < Nsmp}. (5.17)

For example, given a mode trajectoryM7 = {1, 1, 1, 1, 2, 2, 1} containing seven
samples and two modes 1 and 2, the corresponding call trajectory is C7 = {c1 =
(1, 1), c2 = (1, 2), c3 = (1, 3), c4 = (1, 4), c5 = (2, 1), c6 = (2, 2), c7 = (1, 1)}.
Similar to Chapter 3, where we focused on the dynamics of the transitions
between states at run time, in this chapter we focus on the dynamics of the
transitions between modes. In contrast to states, visits to modes with sojourn
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times longer than one sampling period will be treated differently. In particular,
in order to dynamically observe the mode behavior, we analyze the transitions
between consecutive mode calls in a mode-call trajectory CNsmp . Therefore, we
define the call-transition probability between two generic mode calls cb ("before")
and ca ("after"). So, for cb, ca ∈M× {1, . . . , D} that occur in the trajectory CNsmp ,
let ψ(cb → ca|CNsmp) denote the fraction of all call-transitions in CNsmp that lead
from a call cb to a call ca over the trajectory CNsmp , i.e.,

ψ(cb → ca|CNsmp) =
#{i | 1 < i ≤ Nsmp ∧ ci−1 = cb ∧ ci = ca}

#{i | 1 < i ≤ Nsmp ∧ ci−1 = cb}
. (5.18)

Note that, there is no point in taking D larger than the maximal sojourn time of
a visit to any mode in CNsmp . Also, for the sake of simplicity, we write ψ(cb → ca)

instead of ψ(cb → ca|CNsmp), in case it is clear which mode call trajectory is
meant.
Furthermore, note we refer to the fraction ψ as a probability since the frequency
distribution of transitions measured over (a part of) the history is taken as the
probability distribution of transitions for the future.

In order to exploit the dynamics of the call-transition probabilities within
a call trajectory, we define the CT-graph over M. A CT-graph captures the
resource-usage behaviour of a component by means of mode call-transition
probabilities. Before defining the CT-graph proper, we first define the notion of
a call graph, that defines the structure of a CT-graph.

Definition 5.1. (Call graph)
For a set of modes M, where |M| = K, and a positive number D ∈ N>0, the call

graph over M of depth D is defined by the directed graph G = 〈V, E〉, where

V = {(m, d) | m ∈M∧ 1 ≤ d ≤ D}
E = {((m, d), (m, d + 1)) | m ∈M∧ 1 ≤ d < D}
∪ {((m, d), (m′, 1)) | m, m′ ∈M∧m 6= m′ ∧ 1 ≤ d ≤ D}.

So, the size of the call graph is given by

|V| = |M|D = KD, (5.19)

|E| = |M|(D− 1) + |M|(|M| − 1)D = K2D− K. (5.20)
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Figure 5.1: A call-graph having width K and depth D.

Figure 5.1 depicts an example of a generic call graph. The nodes of a call graph
represent mode calls and the edges represent all feasible transitions between
mode calls. Furthermore, the graph is displayed such that all nodes that pertain
to the same mode are in a single column, with call depth increasing towards
the bottom. Note that, we call the first row of K nodes of the call graph (see
Figure 5.1) entry nodes, since each of these nodes represents the first mode call
in a mode:

Ventry = {(m, 1) | m ∈M}. (5.21)

The entry nodes play an important role in the structure of call graphs, as will
become clear in Section 5.2.3. However, the graph is generic, i.e., not linked to
any particular mode-call trajectory. That is done in the next step by assigning
weights to the edges that correspond to transition probabilities. Hence, we
define the call-transition graph.

Definition 5.2. (Call-transition (CT-)graph)
The call-transition graph of a call trajectory CNsmp = {ci ∈ C | 0 ≤ i < N} over a
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set M is defined as the edge-labelled directed graph G = (V, E, w) where

1. 〈V, E〉 is the call graph over M of depth

D = max{d | ∃(m, d) ∈ CNsmp} and (5.22)

2. the weight of edge (c1, c2) is given by

w((c1, c2)) = ψ(c1 → c2). (5.23)

As can be noticed, additionally to the properties of the call graph, the
CT-graph (see Figure 5.2) has weights attached to its edges. We use this property
to determine to size of the CT-graph, in the following way:

1. edges having zero probability in the call-transition probability matrix (see
Figure 5.2) are not considered. The reasons for having edges with zero
probability are (i) existent edges can have zero weight, due to (possible) call
transitions with zero probability (e.g., call-transition probability ψ((1, 1)→
(2, 1)) in the example shown in Figure 5.2), and, (ii) there are impossible
call transitions that are not considered. An example of such a transition is
(1, 1)→ (2, 2) from the example shown in Figure 5.2.

2. the depth of the CT-graph is equal to the maximum sojourn time in any
visit to a mode (see Equation 5.22).

Note that a mode visit to mode m with sojourn time t in C corresponds
to a vertical path in the graph starting at the entry node (m, 1) and ending in
node (m, t). In general, every subsequence of C corresponds to a path in its
call transition graph. Vice versa, every path of non-zero weight, which will be
defined in 5.2.3, corresponds to one or more subsequences of C.

Analyzing mode-based resource-usage trajectories, we observe that video
components, often exhibit a cyclic resource-usage behavior, in terms of repeated
sequences of mode calls. Moreover, these sequences of similar mode calls have
a frequent and periodical reoccurrence. This indicates that the resource-usage
behaviour of these components follows a certain pattern. In the next section, we
describe mode-based patterns by means of cycles in a CT-graph.
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HHH
HHcb

ca (1,1) (1,2) (2,1) (2,2)

(1, 1) 0 1.00 0 0
(1, 2) 0 0 1.00 0
(2, 1) 0.65 0 0 0.35
(2, 2) 1.00 0 0 0

Figure 5.2: An example of a CT-graph with K=2 and D = 2 and the call-
transition probability matrix ψ(cb → ca).

5.2.3 Mode-based patterns

In this section, we introduce a novel resource management concept, namely
mode-based patterns, that enables run-time resource reservations of longer du-
ration as compared to state-based and mode-based reservations. Recalling
phenomena 1 and 2 from Section 5.2.2., we know that mode-trajectories contain
frequently reoccurring subsequences. These will become the patterns in our
novel resource management strategies. Ignoring the occurrence frequency for
the time being, we define

Definition 5.3. (Mode-based pattern)
Let UNsmp be a utilization trajectory and let state assignment σ and mode

assignment µ be defined. Then a mode-based pattern for UNsmp is a consecutive
sub-trajectory of µ(σ(UNsmp)).

Any mode-based pattern of UNsmp will give rise to a path of positive weight
in the CT-graph of κ(µ(σ(UNsmp))), where the weight of a path in a CT-graph is
defined as the product of the weights of its individual edges. The reverse is not
necessarily true. However, paths of high weight are likely to correspond to high
frequency mode patterns. Note that, all paths consisting of a single node have
weight 1 (i.e., the value of the empty product of edge weights).
Finally, turning attention to the third phenomenon (see section 5.2.2), we observe
that frequently occurring repetitive patterns can be identified by cycles of high
weight in the CT-graph. So, we define

Definition 5.4. (Cycle-based mode pattern)
A cycle-based mode pattern of call-trajectory κ(µ(σ(UNsmp))) is a cycle of positive
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weight in the CT-graph G = 〈V, E〉, where the weight of a cycle, being a special
case of a path, is defined as the product of the weights of its individual edges.

Consider the ideal case, in which the mode-trajectory is a repetition of a
pattern of length `, i.e., M = (m0 . . . ml−1)

N for some natural number N. It
would then be possible to adopt a reservation period of duration `× Psmp and
make repeated resource reservations of size (∑0≤i<` ρ(mi))/`, each sufficient to
accommodate resource-usage according to a full pattern. In practice however,
glitches in the actual usage behaviour occur which result in reservations getting
out of phase. So, for this more general situation, we define

Definition 5.5. (Pattern-based reservation strategy)
A pattern-based reservation strategy is a mode-based reservation strategy where

for each reservation ri ∈ RNrsv produced by ρ(UNsmp) there exists numbers bi, `i
and `, satisfying 0 ≤ bi, 1 ≤ `i and bi + `i = ` such that

ri =
∑0≤j<`i

ρ(m(bi+j)mod `)

`i
, (5.24)

where m0 . . . m`−1 is a pattern of UNsmp).

So for the ideal case sketched above, all phases bi equal 0 and all reservation
lengths `i = `. Since a pattern-based reservation reserves resources for longer
periods, we find this way of making reservations a major improvement in the
resource management quality and efficiency.

5.3 Pattern-based management

In order to implement pattern-based resource management, two things are
required: (i) a mechanism (algorithm) to detect patterns from (a recent part of)
the observed mode-trajectory and (ii) a mechanism (strategy) to select a pattern
and corresponding reservation for the next reservation period. The first amounts
to cycle detection in the CT-graph and for the second various alternatives are
given.

5.3.1 A pattern-detection algorithm

The detection, at run time, of mode patterns requires a method suitable
for the detection of frequently reoccurring call cycles. For that purpose, we
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introduce an algorithm for cycle detection. Subsequently, we select, from all
the detected cycles, a single cycle (i.e., the cycle with the maximal reoccurring
probability in the CT-graph) as the one identifying the current mode pattern.
A CT-graph has a set of special properties, that facilitates the computation of
cycles of maximal weight:

1. Every cycle passes through at least two entry nodes, i.e., the starting entry
node and at least one entry node different than the starting entry node;

2. On any cycle any entry node and its predecessor represent mode calls that
call on different modes. This means, that every detected maximal path has
also an edge back to the starting (entry) node. A means to enumerate all
cycles through an entry node is by looking at all possible predecessors of
that node with a mode different from the mode of that entry node.

Based on these properties, we design an algorithm to detect maximum weight
cycles in a CT-graph. This algorithm uses a single-source all-pair shortest path
algorithm [21] for detecting the paths with maximal weight between each of the
entry nodes (as source nodes) and all the other nodes (as destination nodes).
Additionally, the weight of the edges returning to the source nodes from the
last node in the detected path is added to the total weight of the cycle. For
exemplification, consider two distinct modes m and m′, where (m, 1)→ · · · →
(m′, j) → (m, 1) is a cycle of maximal weight, then (m, 1) → · · · → (m′, j) is a
path of maximal weight between (m, 1) and (m′, j).
Algorithm 3 is a more formal description of this algorithm. The input to
the pattern-detection algorithm is the call graph G = (V, E, w, M, K, D). This
includes the set of modes G.M, of size G.K = |G.M|, captured by the call graph,
the depth of the graph G.D and the set of weights G.w corresponding to all the
edges of the graph. Using these parameters, a shortest path algorithm detects
all the shortest paths from every entry node to all other nodes (see lines of code
7 and 8). Note that, a shortest path algorithm returns the path with minimal
cost. However, since we are interested in a path with maximal probability, the
cost function of the algorithm was changed according to our needs (i.e., using
multiplication of probabilities instead of additions and calculating the maximum
instead of the minimum). Finally, in order to calculate the weight of a cycle, the
weight of the (back) edge from the final node of the detected path towards to
starting node of the path is included in the weight of the path (see line 12 and
13).
The output of this pattern-detection algorithm is a set of cycles (i.e., mode-based
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Algorithm 3 Pattern-detection algorithm
Procedure Pattern_detection(G, cycle, prob);
1. //Input : G := (V, E, w, M, K, D) is a call graph having mode set G.M o f size
G.K, G.D depth and G.w edges weight;
2. //Output : cycle is a 1 dimensional array o f type PATH and prob is an
array o f probabilities (real numbers); initialized with de f ault values; prob(m) is
the probability o f cycle(m);
3. pw (local variable) is a 2 dimensional array o f type real and size G.K ∗ G.D;
//pw stores the weight o f a detected path;
4. path (local variable) is a 2 dimensional array o f type PATH and size G.K ∗
G.D;
//path stores a detected path;
5. f or all m ∈ G.M do // f or each entry node (m, 1), a cycle cycle[m] o f maximal
weight prob[m] through that node is determined;
6. f or all m′ ∈ G.M \ {m}, 1 ≤ d ≤ G.D do
7. path[m′, d] := a path f rom (m, 1) to (m′, d) o f maximal weight;
8. pw[m′, d] := the weight o f path[m′, d] ;
9. end_ f or;
10. let mmax, dmax be such that f or all m′ ∈ G.M \ {m}, 1 ≤ d ≤ G.D
11. pw[m′, d] ∗ G.w[(m′, d)→ (m, 1)] ≤ pw[mmax, dmax] ∗ G.w[(mmax, dmax)→
(m, 1)]
12. cycle[m] := path[mmax, dmax] ∪ ((mmax, dmax)→ (m, 1));
13. prob[m] := pw[mmax, dmax] ∗ G.w[(mmax, dmax)→ (m, 1)];
14. end_ f or;
15. end_procedure.

patterns), one for each entry node, together with their probability. Note that
we define a type PATH in order to manipulate detected paths in the graph.
Since each cycle goes through at least two entry nodes and therefore, can have
different natural starting points, the results will contain duplicates, i.e., for each
distinct cycle at least two permutations will be present. A possible optimization
is to first compute the optimal paths between any two entry nodes that do not
contain another entry node.

The pattern selection criterion for a current mode pattern, at run time, that
we use in this thesis is based on the maximal probability. However, different
strategies for choosing a pattern at run time, that involve both probability and
pattern length, may yield improved results in terms of prediction accuracy.
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5.3.2 Reservation strategies

In this section we discuss a set of reservation strategies using mode-based
patterns. Recall from Section 5.1. that the goal of pattern-based reservation is
twofold:

• to provide accurate run-time mode predictions, i.e. ideally identical with
the monitored modes, and

• to allow prediction for multiple sampling periods within one reservation
action.

In order to demonstrate the usefulness of pattern-based resource reserva-
tions, we introduce a set of pattern-based resource reservation strategies, in the
following way:

• First, we introduce a reservation strategy that uses the call-transition
probability. In this strategy, the frequency of call transitions is monitored
at run time using a CT-graph and the most frequent transition from the
current mode call is used to predict the next mode in the next period.

• Second, we introduce a set of resource reservation strategies based on a
detected mode pattern. These strategies define the prediction of resources
for a reservation horizon that lies between one and the pattern length. To
this end, a pattern of length `, is split into two parts of different lengths,
namely lb and la respectively, where lb + la ≤ `. This means that an entire
pattern is composed, in this view, from two parts, (i) an initial part that is
checked against the last lb monitored modes and that plays the role of the
prediction "key" and (ii) a second part which serves as the prediction of
the modes for the next lb sample periods, thus resulting in a reservation
horizon of length lb. The number of modes considered in the lb and la
parts of the pattern is adjustable. However, for the sake of simplicity, in
this work we use only keys of length lb = 1 (i.e., the last monitored mode)
and vary the la part (i.e., the predicted modes).
Note that, using this prediction mechanism, we take into account cyclic
permutations within a pattern, i.e., the prediction key lb need not be the
first element of the pattern (defined as the mode contained by the starting
entry node of the cycle that identifies the pattern) and a prediction for a
number of ` sampling periods implies using a permutation of pattern’s
elements.
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• Third, since the pattern detection is based on detecting the call cycle
of maximal probability, which indicates that patterns are very likely to
periodically reoccur, we also consider a variation of the above strategies
in which we allow the duration of a pattern-based reservation to span
multiple pattern lengths. Thus, we introduce a more complex reservation
strategy based on multiple times usage of a single pattern (i.e., a super-
pattern) and we show the benefits of using resource amortization (see
Section 5.2.1) in this case.

However, as the results of the experiments indicate, in some cases, pattern-
based reservation strategies are not suitable. It still can be the case, that no key
matches, e.g., because the patterns do not visit all modes, or an actual visit to a
mode occurs with a sojourn time larger than in any of the patterns. To cope with
key mismatches, we use a fall-back strategy to determine the next reservation.
Fall-back strategies are also necessary for the first reservation period(s), when
patterns are not yet available. In the latter situation, state-based strategies, as
presented in Chapter 3, are possible candidates. In the next section we describe
experiments in order to demonstrate the existence and benefits of mode-based
patterns.

5.4 Evaluation

The experiments presented in this section address two different situations
for pattern detection. In the first situation, we use two video components.
In this case, mode-based monitoring indicates two resource-usage modes (as
depicted in Figure 4.7). Subsequently, based on the detected modes, we apply
the next most-likely mode strategy and pattern-based reservation strategies.
Second, using the synthetic component described in Section 2.5.1.2, we show
the improvements in terms of resource-management quality using amortization.

These experiments are intended to establish that:

• Mode-based patterns occur in real-life applications;

• Patterns are useful for resource management because (i) they emerge
fast in a mode-trajectory and they are stable over extended parts of the
mode-trajectory and, (ii) can be accurately and timely detected;
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• Pattern-based reservation strategies yield good quality reservations at a
reasonable management cost.

5.4.1 Cycle-based pattern detection

In this section we show that mode-based patterns occur in real-life applica-
tions. Since trajectories from real life videos offer too little variation to properly
evaluate the detection mechanism, they are supplemented with synthetic trajec-
tories containing an arbitrary number of detected modes and patterns of various
length. In this way, we evaluate our pattern detection method for patterns of
higher complexity, i.e., patterns containing a number of modes higher than two.
First analyzing the CT-graphs of both the video player and the motion detector
we demonstrate the presence of mode-based pattern in real-life movies. In all
cases there were only two modes involved.
Second, we demonstrate, using the synthetic component, that patterns can be
detected using the call-transition probability, when the state-density profile of
the monitored component exhibits three modes.
In the pattern detection algorithm (see Algorithm 3) we use Dijkstra’s shortest
path algorithm [28] as path detection routine in directed graphs.

5.4.1.1 Real life mode patterns

Monitoring different video components when playing real life videos with
different encodings, we observe that, in most cases, two resource-usage modes
are detected. This observation is based on state-based monitoring using a
state-density profile containing 20 states. Furthermore, for mode detection and
pattern detection, we used Algorithm 2 described in Chapter 4 and Algorithm 3,
described previously in this chapter, respectively. Measurements are done on a
frame-by-frame basis, i.e. with a sampling period of 40ms, and for a total playing
time of Nsmp = 97500 periods. The input movies are the same 4 movies used in
Chapter 4 (i.e., "101 Dalmatians", "Beauty and the beast", "Great expectations",
"Love story").
In this section we demonstrate the presence and detection of mode-based pat-
terns using the video player and the motion detector. In order to calculate
transition probabilities, the mode visits are classified and counted according
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Figure 5.3: Pruning of node (m, D): probabilities (weights) of edges leaving
the node are properly scaled and added to the corresponding edges leaving

(m, D− 1).

to sojourn time and visited mode. In Table 5.1 we indicate, for each mode
and sojourn time, how often a visit to that mode and with that sojourn time
occurs in the mode trajectory. We extend this analysis up to 10 mode calls and,
additionally, we identify the maximal sojourn time in each individual mode. As
can be noticed, visits with sojourn times larger than two are rare. This is shown
by transition probabilities

ψ((1, 2)→ (2, 1)) = 775
775+4+7+1+1 = 775

778 = 0.994

and

ψ((1, 2)→ (1, 3)) = 4+7+1+1
775+4+7+1+1 = 13

778 = 0.016,

which indicate a high probability that the next call is a first call to mode 2
and a low probability that the component stays in mode 1 for at least one more
call. Thus, for the sake of simplicity, in all the experiments, visits with sojourn
times longer than two calls are absorbed by the category of calls of length two.
They are represented by a single node in the call transition graph, because,
for the purpose of pattern detection, it is useless to maintain a larger graph.
Hence, the desired absorption can be obtained by the repetitive application of a
process called pruning that removes a node of maximal depth from the CT-graph.
In Figure 5.3, the pruning of a node and the distribution of probabilities is
illustrated.

Note that, since the sampling rate is equal to the frame rate of the video,
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Movie Mode Sojourn time
1 2 3 4 5 6 7 8 9 ≥ 10 max

#1 1 34171 775 4 7 0 0 0 0 1 1 11
2 8260 26668 4 25 2 0 0 0 0 0 5

#2 1 34195 748 3 8 1 1 1 0 0 0 7
2 8230 26694 3 28 2 0 0 0 0 0 5

#3 1 34131 785 1 6 0 1 0 0 1 0 9
2 8287 26546 19 40 32 0 0 0 0 0 5

#4 1 34094 844 3 4 0 1 0 0 0 0 6
2 8383 26481 21 27 34 0 0 0 0 0 5

Table 5.1: Sojourn time distribution in the detected modes for the video player
and movies 1-4.

i.e., Psmp = 40ms and movie frame rate is 25Fps (frame per second), observed
modes may correspond to frame types. An analogous observation can be made
between the existence of mode patterns and their correlation with GOPs (group
of pictures) in the movies. However, demonstration of these facts is out of scope
of this thesis.
Analyzing the results obtained for movie 1, is noticed that the sampling periods
can be grouped into 34959 visits to mode m1 and 34959 visits to mode m2. In
the context of the video player, a mode captures the resource-usage boundaries
of the resources required for playing a frame of a certain type. From Table 5.1, it
can also be seen that transition probabilities in a mode depend on the current
duration of the call to that mode. Being in m2 for the first time during a call, the
probability to be in m1 in the next period is given by 8260

8260+26668 ≈ 0, 236, whereas
the probability to stay in m2 for another period is given by 26668

8260+26668 ≈ 0, 764.
Note that although it would have been possible to prune each class of visits
at a mode with sojourn times at least 3 and obtain a class with sojourn time
precisely 3 and a class with sojourn times at least 4, thereby creating mode-calls
(1, 3) and (2, 3), this does not make sense, because the probability of leaving
mode m from mode-call (m, 2) is very close to 1, both for m = 1 and for m = 2.
In fact, the same holds for (1, 1), so mode-call (1, 2) is superfluous. On the other
hand, the existence of mode-call (2, 2) is essential. In the general case, with
K ≥ 2 modes, the introduction of mode-calls for a mode should be stopped at
mode-call j, when the probability that the visit ends after a sojourn time of j
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Figure 5.4: Pruned CT-graph exhibiting dominant behaviour for the video
player and movie 1, pattern p = (1 2 2) (i.e., (1, 1) → (2, 1) → (2, 2) → (1, 1))

and its cyclic permutations.

Movie Mode Sojourn time
1 2 3 4 5 6 7 8 9 ≥ 10 max

#1 1 25150 7624 6 7 3 0 0 0 0 0 5
2 12961 19426 50 2 150 4 0 56 2 139 376

#2 1 22347 10099 18 9 1 0 0 0 0 0 5
2 16926 14968 37 98 129 0 57 17 2 239 137

#3 1 26293 6945 13 8 0 0 0 0 0 0 4
2 12328 20705 39 1 78 0 0 24 0 84 146

#4 1 30186 2096 0 6 1 1 0 0 0 1 13
2 3444 28428 318 0 10 7 22 0 0 62 117

Table 5.2: Sojourn times distribution in the detected modes for the motion
detector and movies 1-4.

periods becomes close to 1.
In Figure 5.4 the transition probabilities are visualized by means of a call

graph. Detected cycles in this graph, when using the pattern-detection algo-
rithm previously introduced, reveal behavioural patterns of an application. In
particular, in case of the video player and movie 1, the cycle of three call tran-
sitions, namely (1, 1)→ (2, 1)→ (2, 2)→ (1, 1), shows the highest probability
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Figure 5.5: Pruned CT-graph exhibiting dominant behaviour for the motion
detector and movie 1, pattern p = (1 2 2) (i.e., (1, 1)→ (2, 1)→ (2, 2)→ (1, 1))

and its cyclic permutations.

to occur, namely 0.977 ∗ 0.764 ∗ 1.000 = 0.746 and, therefore, represents its dom-
inant behaviour. Another, three times less likely frequent behaviour of this
component, is given by the cycle (1, 1) → (2, 1) → (1, 1), with its probability
0.977 ∗ 0.236 = 0.230. Similar results are obtained for the video player and movie
2, 3 and 4, based on the sojourn times shown in Table 5.1.
Furthermore, investigation of the motion detection component using the same
video inputs, results in the same cycle, namely (1, 1)→ (2, 1)→ (2, 2)→ (1, 1),
as in case of the video player. The call-transition probabilities are calculated
for movie 1, based on the sojourn times depicted in Table 5.2 and illustrated in
Figure 5.5. The results of the remaining movies 2, 3 and 4 are not present here,
but show a similar resource-usage pattern.

5.4.1.2 Synthetic mode patterns

The results presented so far indicate the presence of mode patterns consist-
ing of only two modes. We find this situation too simplistic, since being in a
mode, there is only one possibility of transiting from that mode (i.e., to the other
mode). Thus, in order to establish the general validity of the pattern detection
algorithm, additional variety in the number of modes is required.
In this section we investigate the situation when mode-trajectories contain three
different modes. We consider this sufficient variety in number of modes in this

135



Chapter 5. Pattern-based Resource Management

HHH
HHcb

ca (1,1) (1,2) (2,1) (2,2) (3,1) (3,2)

(1, 1) 0 0 0.916 0.084 0 0
(1, 2) 0 0 1 0 0 0
(2, 1) 0 0 0 0.084 0.916 0
(2, 2) 0.500 0 0 0 0.500 0
(3, 1) 0.233 0 0 0 0 0.767
(3, 2) 0.958 0 0.042 0 0 0

Table 5.3: Mode transition probabilities for the synthetic component generat-
ing state-density profile with 3 modes - pattern 1.

situation, since there are more possibilities of transiting from a mode. Addition-
ally, this investigation help us to test our pattern detection method. For that
purpose, using the synthetic component described in Chapter 2, we generate
synthetic workloads, containing three resource-usage modes. For a better illus-
tration of the mode-based pattern detection, when patterns of different structure
and length are detected, two different mode-based trajectories are generated:

• the first trajectory consisting of mode patterns of length 4 (see Figure 5.6)
and

• the second trajectory illustrates the presence of a pattern consisting of 5
mode-calls (see Figure 5.7).

A. A pattern of length 4

In order to illustrate the presence of synthetic patterns, we analyze, similar
to the approach used in case of the video components, the behaviour of the
call transition probabilities by means of a call transition graph. The results are
shown in Table 5.3, the maximum probability of pattern occurrence, is calculated.
Additionally, we illustrate the behaviour of the call-transition probabilities by
means of a CT-graph.
In Figure 5.6, the dominant behaviour of the call-transition probabilities for
the first trajectory consisting of mode patterns of length 4, by means of grey
colored nodes, is shown. As indicated by the grey colored nodes, the cy-
cle detection in this graph reveals a mode-based pattern of length ` = 4
modes. Explicitly, the cycle of four call transitions, namely (1, 1) → (2, 1) →
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Figure 5.6: Cycle-based pattern detection in a CT-graph with 3 modes; a cycle
detection showing the presence of the mode-based pattern p1 = (1 2 3 3) of

length ` = 4 and probability of the pattern 0.616.

Figure 5.7: Cycle-based pattern detection in a CT-graph with 3 modes; a cycle
detection showing the presence of the mode-based pattern p2 = (1 2 2 3 3) of

length ` = 5 and probability of the pattern 0.578.

(3, 1)→ (3, 2)→ (1, 1), yields the maximum probability of occurrence, namely
0.916 ∗ 0.916 ∗ 0.767 ∗ 0.958 = 0.616.

B. A pattern of length 5
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HHH
HHcb

ca (1,1) (1,2) (2,1) (2,2) (3,1) (3,2)

(1, 1) 0 0 0.926 0 0.073 0
(1, 2) 0 0 0.500 0 0.500 0
(2, 1) 0 0 0 0.882 0.118 0
(2, 2) 0.009 0 0 0 0.991 0
(3, 1) 0.143 0 0 0 0 0.808
(3, 2) 0.876 0 0.124 0 0 0

Table 5.4: Mode transition probabilities for the synthetic component generat-
ing state-density profile with 3 modes - pattern 2.

Similar to the previous scenario, we illustrate the situation when the cycle
detection in CT-graph indicates, by means of grey colored nodes, a longer mode
pattern (see Figure 5.7), i.e., the length of the pattern is l = 5 modes. Hence, the
cycle of five call transitions, namely (1, 1)→ (2, 1)→ (2, 2)→ (3, 1)→ (3, 2)→
(1, 1), indicates the maximum probability to occur in the mode trajectory, namely
0.926 ∗ 0.882 ∗ 0.808 ∗ 0.991 ∗ 0.808 ∗ 0.876 = 0.578, as indicated by the results
shown in Table 5.4.

The experiments described in sections A and B demonstrate the fact that
having synthetically generated trajectories, as described in Chapter 2, the mode-
detection and pattern-detection algorithms yield the expected result. In this way
we both verify the mode-detection accuracy and we demonstrate the general
validity of the pattern detection algorithm.

5.4.2 Mode-based pattern run-time convergence

The purpose of mode-based patterns is to enable an efficient and accurate
mechanism for run-time reservations. Since this mechanism is intended to be
used at run time, an important aspect is the speed at which a pattern emerges
and, consequently, the speed of detecting and applying patterns for reserving
resources. In this section we investigate how fast patterns emerge, i.e. how
many periods are required in order to observe the existence of patterns. For that
purpose, we investigate how fast call-transition probabilities converge.

This investigation indicates that very dominant patterns are already rec-
ognized before the individual transition probabilities are fully converged. In

138



Chapter 5. Pattern-based Resource Management

Figure 5.8: Convergence of call-transition probabilities at run time for the
video player and movie 1 (each diagram addresses a specific transition); on the
Y-axis are represented the probabilities of each prefix Cn of the trajectory, i.e.

up to sample period n, and on the X-axis the sample period n;

principle, the probability of occurrence of a particular cycle through an entry
node needs to be larger than that of any other cycle through the same entry node
and remain so. Figure 5.8 shows that, for the video player-movie 1 combination
displayed in Table 5.2, after n = 10−3 × N periods (where a period is of 40ms
duration), a steady convergence towards the final value sets in. However, only
after n = 10−2 × N periods, i.e. after only 0.1% of the total playing time, the
value is close to the limit value. This indicates that patterns can be detected fast
at run time, which is a favourable aspect for using pattern-based reservations.

This analysis has been based on a posteriori analysis of a complete utilization
trajectory UN of a component. So, the probabilities in the discussion above
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are in fact a posteriori computed frequencies and are identical to those that
would have been obtained when computed at run time. This means that, in
practice, the complete current prefix Un

N of a mode-based utilization trajectory
is available for prediction, and the observed frequencies in this prefix should
be taken as best estimates for the required call-transition probabilities used in
pattern detection. The remaining movies 2, 3 and 4 show a similar emergence
trend, which indicates that mode-based pattern run-time convergence is not a
peculiarity of movie 1. However, a finite history, e.g., a time window, instead
of the complete prefix can also be considered. In that case is expected that the
computed frequencies trend changes more often over time.

5.4.3 Resource reservation efficiency

As stated in the introduction of this chapter, we expect that the main benefits
of mode-based resource-usage patterns are:

• reservation efficiency and,

• prediction accuracy.

In this section we elaborate on the efficiency aspect of the pattern-based predic-
tions.
First, the number of activities for making pattern based reservations, at run time,
is lower than the number of required activities for making resource reservations
when using the states-based or mode-based approaches, presented in Chapter 3
and Chapter 4. In case of state-based reservations, the reservation state has to be
predicted for each reservation period, and, in case of mode-based reservation,
the mode has to be detected and then followed by a prediction of the mode in
which the reservation state is contained. In case of pattern-based reservations,
provided the complete pattern, this is used to make a single reservation that
spans multiple sampling periods. Hence, this results in a more efficient resource
management, due to a decrease in the required resource reservation activities,
and therefore, in a decreased resource management effort.
Second, patterns can be detected fast, as shown by the measurement presented
in the previous section Section 5.4.2. This implies that the pattern-based reserva-
tions can be used for making run-time resource reservations. Moreover, despite
the increased computational efforts to dynamically detect mode-based patterns,
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as compared to simple state-based and mode-based reservation (i.e. where
reservation is of a single period in advance), the pattern-based approach implies
a sporadic management activity. More precisely, once a pattern is detected,
resource reservations based on this pattern are statically defined for a longer
time (i.e. until a pattern change is signaled). Hence, this indicates the hybrid
nature of our resource reservation mechanism based on mode-based patterns.
Finally, based on experimental evidence, we expect a relatively low computa-
tional effort for pattern detection process. We base this hypothesis, on several
facts:

• the number of modes is small. As our experiments indicate, the number of
modes exhibited by the state-density profile of various component types is
low (i.e. in general up to 5 modes). Moreover, having a high number of
modes detected, the mode-base approach loses it’s accuracy, and, in this
case, the state-based reservation should be used as a fall-back scenario;

• the size of the call graph is small. As a consequence of a small number of
modes, the call-graph (see Figure 5.1) where the cycle-detection is realized
remains of a small width (small K). Additionally, mode calls longer than
the usual ones (i.e. controlled by a percentage parameter), are grouped
into one call type. Hence, this keeps the depth of call-graph low (small D).
Hence, the time complexity of the cycle-detection algorithm is not of high
relevance;

• pattern switches do not occur often. This means that the pattern-detection
process is not triggered often, which indicates a low computational cost
for pattern-based resource management.
Note that, pattern switching is a temporal aspect and, in this work, we
do not take temporal properties into account. This means that our results
are based on a posteriori processing of the entire sequences (i.e., mode-
trajectories). However, using a finite history in the pattern-detection
process, e.g., a time window, the number and content of the detected
patterns can vary over time, and therefore, pattern switches may occur
more often.
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5.4.4 Prediction accuracy

In this section we evaluate three types of prediction strategies (see Section
5.3.2) that are suitable for run-time resource reservations:

• first, a simple strategy based on the most-likely next mode is evaluated.
This strategy can be seen also as a fall-back strategy for the pattern-based
ones. In cases when the pattern-detection process does not detect any
patterns (e.g., when no or no dominant pattern exists), this basic strategy
can replace more complex ones which are not suitable for prediction in
those cases;

• second, based on a single pattern (and its cyclic permutations), we evaluate
a family of strategies based on the same pattern, but distinct in their choice
of key length lb and prediction length la. The sum of lb + la never exceeds
the pattern length (equal to the length of the cycle that identifies the
pattern);

• third, similar to the previous case, we evaluate a family of strategies based
on the same pattern, but we allow the sum of lb + la to exceed the pattern
length.

5.4.4.1 Resource reservations based on the most-likely next mode

In this section, we evaluate a resource reservation strategy that uses the
most likely transition to predict the next mode based on the last observed
mode-call. Thus, this strategy relies on the transition probability matrix or,
equivalently, on the corresponding CT-graph to which no pruning has been
applied. Based on the last mode call in the mode-call trajectory observed so
far, the most likely next mode call is determined, using the mode call transition
matrix. If this mode call happens to be (m, d), then the next reservation is ρ(m).
The quality of the resulting resource management is presented, by means of the
metrics Fail (see Definition 2.7) and Waste (see Definition 2.8), in Table 5.5 for
the video components and in Table 5.6 for the synthetic component.

Compared with the results presented in Chapter 4, where the resource
reservations were mode-based (see Table 4.4) and the reservation granularity
was similar (i.e., a single sampling period), the results using this prediction
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Video player Motion detector
Movie 〈FN〉(%) 〈WN〉(%) 〈FN〉(%) 〈WN〉(%)

1 0.04 10.12 13.38 24.75
2 0.04 10.68 24.34 14.14

Table 5.5: Failure and Waste calculated for two movies and two video pro-
cessing components using a prediction strategy based on the most-likely next

mode.

Synthetic component
Case 〈FN〉(%) 〈WN〉(%)

1 0.10 20.46
2 0.04 20.09

Table 5.6: Failure and Waste calculated for the synthetic component and two
different traces using the most-likely next mode prediction strategy.

strategy shows a small increase in resource waste and/or application failure rate.
However, the mode-based reservation in Chapter 4 is biased since it assumes an
ideal prediction method, in which the mode is always correctly predicted. The
results obtained in this chapter involve real resource prediction methods based
on call-transition probabilities.

5.4.4.2 Pattern-based reservations with horizons up to the pattern length

In this section, evidence is provided, that accurate pattern-based resource
predictions at run time are possible, leading to efficient resource allocation.
For this purpose, we consider strategies that make reservations according to
Definition 5.5, i.e., reservations with a duration up to the pattern length, where
the pattern is obtained using Algorithm 3.
Recall that, for most components, the actual utilization will occasionally deviate
from its pattern-based prediction. As a consequence, pattern-based reservations
get out-of-sync. A way of dealing with this phenomenon is to split a pattern
of length ` ≥ 2 in two parts: a key of length lb ≥ 1 and a prediction of length
la ≥ 1, such that lb + la = `. The key is matched against the utilization modes
of the last lb sampling periods immediately preceding the current moment of
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Video player Motion detector
lb la 〈AFailN〉(%) 〈AWasteN〉(%) 〈AFailN〉(%) 〈AWasteN〉(%)
0 3 0.06 8.06 1.27 18.50
1 1 0.03 10.02 0.93 23.00
1 2 0.06 8.65 2.69 20.01

Table 5.7: Amortized failure and amortized resource waste using the video
player and the motion detection component - Movie 1.

Video player Motion detector
lb la 〈AFailN〉(%) 〈AWasteN〉(%) 〈AFailN〉(%) 〈AWasteN〉(%)
0 3 0.06 8.62 1.01 14.10
1 1 0.02 9.21 7.38 18.59
1 2 1.93 9.06 13.90 9.83

Table 5.8: Amortized failure and amortized resource waste using the video
player and the motion detection component - Movie 2.

reservation, and the prediction is used to determine the next reservation with
horizon h = la.
The quality of the resulting resource management is evaluated by means of
the metrics AFail (see Equation 5.13) and AWaste (see Equation 5.14). These
metrics are modified versions of the metrics Fail and Waste introduced in
Chapter 2, taking in consideration the concept of amortization of resources (see
Section 5.2.1) over multiple periods. In Table 5.7 and Table 5.8, the amortized
failure rate and resource waste are calculated for two distinct movies and the two
video components, used for the pattern detection experiment in Section 5.4.1.1,
namely the video player and the motion detection component. As it can be
observed, the results obtained by applying the pattern blindly, i.e., using a
prediction key of size lb = 0 and a prediction of length la = 3, shows, in most
cases, and acceptable balance between AFail and AWaste. Furthermore, using
a key of size lb = 1 and prediction of length la = 1, we observe a decrease of
AFail at the cost of an increased AWaste. Finally, using a key of size lb = 1 and
prediction of length la = 2, an increase in both AFail and AWaste is obtained.

Compared with the results presented in Chapter 4 (see Table 4.6), when the
resource reservation were mode-based and the reservation granularity was of
a single sampling period, the results using the pattern-based approach show
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Synth comp - pattern 1 Synth comp - pattern 2
lb la 〈AFailN〉(%) 〈AWasteN〉(%) 〈AFailN〉(%) 〈AWasteN〉(%)
1 1 0.01 20.09 0.01 18.09
1 2 0 20.08 0 18.08

Table 5.9: Amortized failure and amortized waste obtained when using the
synthetic component and 2 different patterns; the reservation states for each

mode in the pattern are rk = {5, 11, 20}.

a small increase in resource waste and/or application failure rate. However,
this small decrease in accuracy is a small price to be paid for the increase in
efficiency, i.e. 3 times more efficient since the pattern length, and thus, the
reservation horizon was 3 sampling periods, which means that the resource
management activities are realized every three sampling period instead of every
sampling period. Again, recall that the assumption when making mode-based
reservations was that the correct mode is always guessed right. In contrast, the
pattern-based predictions considered here are performed on data obtained by
real monitoring experiments.
Additionally, comparing the results obtained using patterns with the ones in
Table 5.5 that were obtained by applying the most-likely next mode strategy,
improvements can be observed in both failure rate and resource waste in case of
the first case.
In order to illustrate further the benefits of pattern-based resource reservation
and amortization, we use the synthetic component and apply the same prediction
strategy as applied for the video components. So, using the synthetic component
we generate two synthetic traces containing two different mode-based patterns,
namely p1 = (1 2 3 3) and p2 = (1 2 2 3 3). These two patterns contain three
distinct modes. In Figure 5.9 we illustrate the SDP obtained using the trace
generated for pattern p1.

As described in Chapter 2, the synthetic traces were generated using a syn-
thetic component. Consequently, the emergence of the modes was customized
according to a predefined structure of the modes and desired utilization patterns.
The input parameters to the synthetic component were: the sampling period
pi = 40, 0 ≤ i < N, the length of the trajectories N = 97500 and the parameters
describing the work done in each period ci ∈ {10, 22, 40}. The order of the
latter in the trajectory was chosen according to the desired pattern, namely p1
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Figure 5.9: State population density containing three modes obtained monitor-
ing the synthetic component.

or p2. The result of the mode detection in this state density profile yields reser-
vation states precisely on the upper bound of each mode, i.e., rk = {5, 11, 20},
as depicted in Figure 5.9. Using these reservation states for the pattern-based
reservation, a low failure rate is obtained, indicating an almost ideal reservation
mechanism from the perspective of the amortized failure rate (see Table 5.9).
However, the amortized resource waste is far from the ideal case.
Note that, in Chapter 4 the reservation state ρ has been chosen to minimize
failure at the expense of waste. In this section, we are also interested to decrease
the resource waste. Hence, we are shifting the reservation states within a mode
in order to decreases AWaste. The expected effect of these shifts is an increase
in AFail. However, this increase in AFail can be counter acted by improved
amortization due to an increase in the reservation horizon as is illustrated in
Section 5.2.1. To further illustrate this effect of amortization, in terms of an
reduced AFail and AWaste, we decrease every reservation state with one unit,
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Synth comp - pattern 1 Synth comp - pattern 2
lb la 〈AFailN〉(%) 〈AWasteN〉(%) 〈AFailN〉(%) 〈AWasteN〉(%)
1 1 0.15 15.47 0.11 15.09
1 2 0.03 15.46 0.01 15.09
1 3 0 15.45 0.001 15.09
1 4 - - 0 15.08

Table 5.10: Amortized failure and amortized waste obtained when using the
synthetic component and 2 different patterns; the reservation states for each

mode in the pattern are rk = {4, 10, 19}).

which means rk = {4, 10, 19} and apply these reservation states when making
reservation of both mode-trajectories containing patterns p1 and p2. In Table 5.10
the results are showing that the amount of over-provisioned resource can be
used to amortize the under-provisions, and, in this way reduces both AFail and
AWaste. More precisely, in case of pattern 1, the amortization reduces the AFail
to 0 by using a prediction horizon of 4 sampling periods and, in case of pattern
2, the AFail is reduced to 0 when lb + la = 5.

The results presented in this section are showing the benefits of pattern-
based resource reservations. First, making reservations of longer durations
together with a resource amortization mechanism, yields a reduction of both
AFail and AWaste, leading to an accurate resource management. Second, due to
increased reservation granularity and therefore a decreased number of reserva-
tion activities, pattern-based reservations lead to an efficient run-time reservation
mechanism. Thus, we consider pattern-based reservations as an improvement in
run-time resource management, particulary in terms of management efficiency.

5.4.4.3 Pattern-based reservations with horizons exceeding the pattern length

In the previous section we showed that pattern-based reservation, for
reservation periods of longer duration, are leading to an improved resource
reservation quality and efficiency. The latter one is achieved due to an increase
of the reservation horizon up to and including the total length of a pattern.
In this section, we evaluate a reservation strategy that extends the reservation
horizon beyond the pattern length. This strategy applies a single pattern, at run
time, multiple times. This reservation strategy is evaluated in the following way.
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Video player Motion detector
lb la 〈AFailN〉(%) 〈AWasteN〉(%) 〈AFailN〉(%) 〈AWasteN〉(%)
1 3 2.86 8.23 1.54 19.90
1 4 2.13 8.64 0.72 20.38
1 5 1.08 8.33 0.34 19.99

Table 5.11: Amortized failure and amortized waste obtained when using the
video player component, movie 1 and a reservation spanning two times pattern

length.

Video player Motion detector
lb la 〈AFailN〉(%) 〈AWasteN〉(%) 〈AFailN〉(%) 〈AWasteN〉(%)
1 3 2.71 8.73 1.79 16.70
1 4 1.83 9.04 0.92 17.21
1 5 1.54 9.01 0.70 16.90

Table 5.12: Amortized failure and amortized waste obtained when using the
motion detector component, movie 2 and a reservation spanning two times

pattern length.

First, using the video components introduced in Chapter 2 (i.e., the video player
and the motion detector), the reservation horizon is increased in steps of one
sampling period from 1x pattern length up to 2x pattern length. This means
that for the detected pattern p = (1 2 2) the reservation horizon is gradually
increased up to a number of six sampling periods. In Table 5.11 and Table 5.12
the results when applying this reservation strategy, for two movies 1 and 2,
are shown. As it can be observed, for both components and both movies, any
increase of the reservation horizon leads, in most cases, to a reduction of both
AFail and AWaste. However, in some cases, AWaste can also increase, but
marginally, whereas AFail drops. This occurs due to the fact that resource
over-provisions compensate, in most cases, the resource under-provisions within
longer reservation periods.

Second, we demonstrate, using amortization, the benefits of making reser-
vations spanning two times pattern length when using the synthetic component.
Similar to the previous section, in order to illustrate better the effects of resource
amortization, we decrease each of the reservation states, corresponding to each
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Synth comp - pattern 1 Synth comp - pattern 2
lb la 〈AFailN〉(%) 〈AWasteN〉(%) 〈AFailN〉(%) 〈AWasteN〉(%)
1 1 5.50 10.29 5.74 8.30
1 2 3.67 10.24 3.72 8.24
1 3 2.80 10.22 2.83 8.22
1 4 2.34 10.21 2.34 8.21
1 5 2.03 10.20 2.03 8.19
1 6 0 10.09 0.01 8.09
1 7 - - 0 8.09

Table 5.13: Amortized failure and amortized waste obtained when using the
synthetic component, pattern 1 and pattern 2 and reservations spanning two

times pattern length; reservation states used rk = {3, 9, 18}.

individual mode. In this case, the decrease is done with two units (i.e., resource-
usage states), which leads to reservation states rk = {3, 9, 18}. The reservation
states are shifted over a larger distance because the reservation horizon has
further increased. The expected effects of this decrease of the reservation states
is a relatively high increase of AFail due to a higher rate of resource under-
provisioning as in the previous case when reservation states were rk = {4, 10, 19}.
In Table 5.13 we show the results for the synthetic component, using both pat-
tern 1 and pattern 2. Again, in this experiment, the reservation horizon was
increased until AFail was reduced to 0. As it can be observed, in case of pattern
1, the AFail is totally reduced using a reservation horizon of 7 sampling periods,
and in case of pattern 2, the AFail is reduced to 0 when lb + la = 8. Hence, this
indicates that AFail is reduced to 0 when using a reservation horizon of almost
two times pattern length.

In this section, we demonstrated that accurate resource predictions leading
to pattern-based resource reservations spanning multiple times pattern length
are possible, leading to efficient resource allocation. This was obtained by using
a single pattern and applying it multiple times, which leads to the formation of
higher-level patterns (i.e. super-patterns). Compared to the mode-based resource
management presented in Chapter 4, where the reservation state has been
chosen in such a way to minimize failure at the expense of waste, in this chapter
we used amortization to keep the failure rate under control without increasing
the waste.
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5.5 Conclusions

Mode-based reservations improved, as shown in Chapter 4, on state-based
ones in the ideal case where the next mode can be predicted correctly. Since in
Chapter 3 we analysed the state-transitions in order to make predictions, the
natural thing to do, after introducing modes in Chapter 4, would have been to
analyse mode-transitions.

In this chapter we have introduced and defined mode-based patterns for
run-time resource reservation of component-based applications. Mode-based
patterns were empirically observed while monitoring a set of components,
namely a set of video processing components and a synthetic component.
Specifically, mode-calls of different length in various operational modes of these
components trigger the formation of cycles in the CT-graph, which indicate the
presence of patterns.

Observing and using mode patterns turned out to make resource manage-
ment more profitable than previous approaches since (i) management efficiency
is increased due to the reduction in frequency of making pattern-based reserva-
tions and therefore, the total amount of work is less compared to making states-
based or mode-based reservations and (ii) reservation accuracy is increased due
to increased duration of reservations which makes possible to amortize resource
over multiple sampling periods, which results in a decreased AFail and AWaste
values. Additionally, amortization allows us to shift reservation states closer to
the center (of density) of the mode.

The contributions introduced by this chapter are:

• First, we demonstrate the existence of mode-based patterns in real-life
videos. For that purpose, we used two video processing components,
namely a video player component and motion detection component. Ex-
plicitly, we monitor the resource utilization of these software components
using a mode-based approach, presented in Chapter 4;

• Second, we mathematically define mode-based patterns using a set of no-
tion previously introduced, namely states (see Chapter 3) and modes (see
Chapter 4). Moreover, we demonstrate the fast convergence of patterns at
run time, which shows that mode-based patterns can be used dynamically.
Additionally, in order to enable pattern-based resource reservations, a
pattern-detection algorithm is given and a set of reservation strategies
based on patterns, is introduced;
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• Finally, we evaluate the quality of resource management (i.e. quality of
pattern-based resource reservations) using the metrics AFail and AWaste
and compare it with the mode-based management presented in the previ-
ous chapter. This analysis indicates that using pattern-based reservations
lead, in most cases, to a small accuracy loss. However, this comes with a
significant increase of resource management efficiency.
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Conclusions

In this chapter, we conclude this thesis by presenting its main contributions
and discussing open questions and possibilities for future work. Additionally, the
experimental limitations when measuring resource usage, in particular execution time,
and visions on dynamic resource management are discussed.

6.1 Contributions

The key aspect of dynamic resource management is enforcing a predictable
execution to applications. In order to achieve a predictable execution, a resource
amount that suffices for individual components has to be reserved in advance.
These resource reservations can be performed in two different ways: static
and/or dynamic.
In this thesis we make several contributions to dynamic resource management.
These contributions are threefold:

1. Component resource models.
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(a) State-based resource model. The state-based resource model allows
capturing the resource utilizations of a component in a fine grained
way using the states, where states represent resource utilization inter-
vals and the state size is the unit of reservation.

(b) Mode-based resource model. Capturing resource utilization intervals
using states enables us to make the transition from time domain to
state-density domain. The state-density resource utilization profiles
of different components exhibit only a few regions at a high density
of clustered states called resource-usage modes. This observation has
led us to introduce the mode-based resource model.

2. Run-time resource management models.

(a) State-based. Using the state-based resource model, we have investi-
gated the effect of a simple resource management policy that predicts
a resource usage state for the next time slot based on the resource uti-
lization state of the current time slot. Subsequently, the reservations
are made according to that prediction. The quality of this manage-
ment scheme depends on two parameters, namely, state size and
reservation time slot length, and is measured using Fail and Waste
metrics, introduced in the models above.

(b) Mode-based. Since predicting modes instead of states is a more
coarse-grained activity, it can be done more efficiently and, as shown,
also with a higher accuracy. Moreover, fast convergence of the de-
tected modes of different video components indicates that our mech-
anism can detect modes stably at run time, using only a short uti-
lization history of the monitored component. Consequently, in order
to exploit the benefits of resource-usage modes, a detection mecha-
nism, suitable for use at run time and heuristics for choosing proper
parameters for mode detection have been introduced.

(c) Pattern-based. Investigating the sojourn times in different resource-
usage modes at run time, revealed a high reoccurrence rate of se-
quences of modes. This enabled us to define and identify resource-
usage patterns by analyzing the transition between individual modes.
Detecting patterns at run-time allows an accurate mode prediction at
run time. Subsequently, this enables run-time mode-based reserva-
tions.
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(d) Metrics for reservation quality. The models described previously
include metrics for reservation quality.

3. Run-time resource reservation strategies.

Using the resource models stated above, we define a set of resource
reservation strategies based on resource-usage states, modes and pat-
terns. In the case of state-based and mode-based resource management,
the focus was mainly on resource reservation accuracy. Additionally, in
case of pattern-based resource management, the focus of pattern-based
resource management is both accuracy and efficiency. First, resource
management accuracy is improved due to the use of resource amortiza-
tion. Second, the resource management efforts are decreased in terms
of resource (re)allocation activities, leading to relevant improvements in
resource management efficiency.

6.2 Limitations

The experiments conducted in this thesis revealed also some technical
limitations, especially when these involved monitoring experiments under an OS
with limited means regarding real-time guarantees. To illustrate this, consider
the process of enabling state-based resource reservations, which requires the
ability to monitor the resource-usage of an application. For monitoring, one we
must rely, in most cases, on operating system primitives with limited accuracy.
Moreover, utilization, being defined as a relative quantity, can often not be
measured directly by an OS primitive. Instead, the OS usually provides a
primitive to measure the amount of work done by the hardware (i.e. CPU) on
behalf of a software component. The measurements conducted in this work
are realized in Microsoft Windows OS. As described in Chapter 2 Microsoft
Windows OS offers two possibilities for monitoring CPU resources that are
based on sampling, namely a time-based and an event-based approach. Each of
these approaches imposes limitations on state-based monitoring.

• The time-based approach implies sampling on fixed time period dictated
by the OS Scheduler periodic clock interrupt. The periodic clock in-
terrupt is a high priority, timer-based, hardware clock interrupt that is
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programmed to fire 64 times per second, once approximately every 15.6ms.
This means that the periodic clock interrupt counter advances the system
clock value by a 15.6ms "tick". Due to this coarse-grained time counter
update period, the decrease of the resource-usage state size is limited. A
more detailed description of a time-based monitoring method was given
in Chapter 3.

• The event-based approach allows more accurate measurements, as ex-
plained in Chapter 2. Using this approach we can achieve a far greater
accuracy than the time-based ones, enabling the reconstruction of the pre-
cise path that threads, processes and processors take when they execute.
Moreover, due to a fine-grained cycle counter update, the resource-usage
state size can be significantly decreased, as compared to the previous
approach. However, collecting event-driven measurements entails signifi-
cantly higher overhead, but measurements indicate this overhead is well
within acceptable bounds on today’s computationally powerful machines.

In this work we identified these issues and introduced an error model for
time-based monitoring that provides a bound on the error that is encountered
when monitoring components under the specified experimental setup. However,
our main interest was not on monitoring techniques, which are dependent,
in general, on specific OS characteristics, but on the generic resource-usage
modeling and resource reservation methods.

6.3 Future Work

The problem statement of this work, involves two aspects, namely the
components, which in our view represent the "resource demands", and the
underlying (distributed) platform, which identifies the "resource availability".
The first aspect, namely the efficient management of the "resource demands"
for a single application was treated in this thesis. The second, namely "re-
source availability", that implies the development of the resource platform (as
a middle-ware layer that implements the various management strategies pro-
posed in this thesis), is left to future work. More precisely, in the context of
multiple applications competing for platform resources, we are interested in
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the resource availability of the system in case of changes in resource demands.
This can be caused, for instance, by a QoS level change of an application. Note
that, applications can operate at distinct levels of QoS with the corresponding
associated resource demands. There are various ways in which a system can
respond to changes in resource availability (due to node or network failure) or
resource demand (due to the introduction of new activities). Assuming that a
predictable execution is obtained (i.e., resource usage is accurately predicted and
corresponding reservations are enforced), an optimal consumption of resources
is desired. This leads us to the following general research question:

RQ What is the best possible match between resource demands and resource avail-
ability, in the context of multiple applications competing for platform resources?

This means, in the context of multiple applications containing multiple
components that can operate on different QoS levels, running on a distributed
heterogeneous platform containing multiple nodes, renegotiation of resources is
required in order to restructure the topology of the applications according to
optimal usage of available resources nodes. Reconfiguration strategies capable
to achieve these goals are required. Reconfiguration strategies can be oriented
in two directions, which trigger two particular research questions:

• RQ 1. QoS driven reconfiguration. Given a fixed amount of resources,
what are the reconfiguration strategies in order to maximize the QoS the
components and,

• RQ 2. Resource economy driven reconfiguration. Given a set of component-
based applications, what the reconfiguration strategies that strive to opti-
mize resource utilization, (i.e. minimize resource waste). In this way, more
applications can use the same amount of resources.

6.4 Visions

In this section we describe two visions on resource management as a result
of the experience accumulated while proceeding with this work. The first vision
involves a new way of composing the non-functional properties via choreography,
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using the resource models introduced in this work. The second vision takes
pattern-based resource management and resource amortization on another level,
which results in a more fluent resource management that we call elastic mode-
based resource management.

1. Mode-based resource composition.

The focus of this work was mainly on run-time resource management
for component-based systems. Hence, this work was done as part of
the theoretical foundation of a resource management framework called
FLUENT [65].

The goal of FLUENT is to provide a generic, autonomous, self-adaptive
run-time resource management system, capable to cope with multiple
applications competing for resources across many nodes of a distributed
system. The main target of the framework are those systems where
resources (processing power, memory and network bandwidth) are dis-
tributed, where a set of components from multiple applications compete
for them, and where resource demands of the components can be sig-
nificantly fluctuating (e.g. in video processing applications the resource
requirements required for processing can depend on the contents of the
current video footage).

Additionally, in the context of FLUENT, our aim is to provide a component
framework admitting the flexible composition of distributed applications.
With respect to composition one can distinguish orchestration, a.k.a. 3rd
party composition (as is currently implemented in FLUENT) and choreog-
raphy [4].

The idea behind choreography implies composition of functional aspects
of components, where the need of a 3rd party is not anymore required.
In this way the binding of components is realized directly and negotiated
only by the match of their provided and required interfaces (e.g. plug and
play style). Having this paradigm in mind, we envision also an pervasive
composition based of the non-functional aspects of components, i.e., auto-
matic composition of their resource models, specified and parameterized
via their interfaces. These composition aspects may be based on a set of
restrictions (contracts), for instance, the compatibility of resources and/or
capacity limitations of mode-based composition etc. The benefit of such a
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run-time management model where the software composition is assumed
to be realized by choreography, would reflect a lower computational effort
for management since there is no need to run a 3rd party component for
orchestration. However, it remains to investigate the drawbacks of such a
solution, in terms of mode synchronization.

2. Elastic mode-based resource management.

One of the novel contributions of this work is pattern-based resource
management, which enables run-time resource reservations for longer
durations. Together with this resource reservation strategy, we make use
of resource amortization, which improves, as is shown by our experiments,
resource management in terms of applications failures and resource waste.
This improvement is due to (i) a more accurate run-time resource pre-
diction and, (ii) a resource leveling effect of resource over-provision and
under-provisions over a longer period of time (i.e., multiple reservation
periods). Using this concept, we extrapolate the resource amortization over
longer periods. Hence, this means, that in case of applications containing
tasks with sporadic execution, there are at least two major benefits.
First, a part of the computation can be done in advance. In this way,
resources that are considered waste due to resource over-provisioning, are
used, minimizing the resource waste.
Second, since a part of the computation is done in advance, the application
response time at run time decreases. To exemplify these benefits, consider
a video player component, executing mainly two tasks: a sporadic one
(i.e.decoding) and a periodic one (i.e. displaying the frames of a movie).
Having a sporadic execution, the decoding task, can decode the frames
in advance and buffer them, whenever a resource over-provisioning is
encountered. This means that, after a relatively short amount of time
after the application is started, the displaying task, which is a periodic
task, can deliver the frames with minimal resource needs, since they are
already decoded and buffered. This way of managing resources allows
to design and enforce the resource behaviour of an application with re-
spect to convenient resource-usage modes, according to a mode-based
resource scheduling scheme. Additionally, it allows a fluent behaviour
to an application’s execution. Hence, we refer this novel way of resource
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management as elastic mode-based resource management. However, increas-
ing the amortization period may come with an increased cost of other
resource types (e.g. memory resource used for buffering is traded against
processing resource). Thus, an exploration of the parameter space that
involves the acceptable bounds of this resource trade, together with a fine
tuning of these parameters, may yield an optimal choice according to the
desired results.
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