
 

Distributed optimization for systems design : an augmented
Lagrangian coordination method
Citation for published version (APA):
Tosserams, S. (2008). Distributed optimization for systems design : an augmented Lagrangian coordination
method. [Phd Thesis 1 (Research TU/e / Graduation TU/e), Mechanical Engineering]. Technische Universiteit
Eindhoven. https://doi.org/10.6100/IR636822

DOI:
10.6100/IR636822

Document status and date:
Published: 01/01/2008

Document Version:
Publisher’s PDF, also known as Version of Record (includes final page, issue and volume numbers)

Please check the document version of this publication:

• A submitted manuscript is the version of the article upon submission and before peer-review. There can be
important differences between the submitted version and the official published version of record. People
interested in the research are advised to contact the author for the final version of the publication, or visit the
DOI to the publisher's website.
• The final author version and the galley proof are versions of the publication after peer review.
• The final published version features the final layout of the paper including the volume, issue and page
numbers.
Link to publication

General rights
Copyright and moral rights for the publications made accessible in the public portal are retained by the authors and/or other copyright owners
and it is a condition of accessing publications that users recognise and abide by the legal requirements associated with these rights.

            • Users may download and print one copy of any publication from the public portal for the purpose of private study or research.
            • You may not further distribute the material or use it for any profit-making activity or commercial gain
            • You may freely distribute the URL identifying the publication in the public portal.

If the publication is distributed under the terms of Article 25fa of the Dutch Copyright Act, indicated by the “Taverne” license above, please
follow below link for the End User Agreement:
www.tue.nl/taverne

Take down policy
If you believe that this document breaches copyright please contact us at:
openaccess@tue.nl
providing details and we will investigate your claim.

Download date: 24. May. 2023

https://doi.org/10.6100/IR636822
https://doi.org/10.6100/IR636822
https://research.tue.nl/en/publications/8c732317-2ebc-40e1-a97b-98ade49e07cf


Distributed Optimization for Systems Design
An Augmented Lagrangian Coordination Method

Simon Tosserams



This research was financially supported by MicroNed,
under grant number 10005898.

This work has been carried out under the auspices of the
Engineering Mechanics research school.

A catalogue record is available from the Eindhoven University of Technology Library

ISBN 978-90-386-1350-5

Reproduction: Wöhrmann Print Service

Cover
Background: ADXL150 micro-accelerometer, image courtesy Nick Chernyy.
Inset left: microlock, image courtesy Sandia National Laboratories.
Inset center: welding station in automotive assembly line, image courtesy Steelweld BV.
Inset right: automated container terminal, image courtesy ZPMC.



Distributed Optimization for Systems Design
An Augmented Lagrangian Coordination Method

PROEFSCHRIFT

ter verkrijging van de graad van doctor
aan de Technische Universiteit Eindhoven,

op gezag van de Rector Magnificus, prof.dr.ir. C.J. van Duijn,
voor een commissie aangewezen door het College voor Promoties

in het openbaar te verdedigen
op donderdag 28 augustus 2008 om 14.00 uur

door

SIMON TOSSERAMS

geboren te Tegelen



Dit proefschrift is goedgekeurd door de promotoren:

prof.dr.ir. J.E. Rooda
en
prof.dr.ir. A. van Keulen

Copromotor:
dr.ir. L.F.P. Etman



Preface

The design of engineering systems is shifting from a traditional, experience-based
approach to a more systematic, model-based process. This paradigm shift is on the one
hand driven by the challenges posed by system complexity and increasing performance
requirements (the needs), and on the other hand encouraged by the development of
appropriate analysis models and the availability of sufficient computing power (the
means). This thesis aims at bridging part of the gap between these two forces, and studies
coordination methods that allow the optimal system design problem to be distributed
over a number of smaller, coupled optimization subproblems, each associated with the
design of a part of the system. Of special interest is the application of these techniques to
microsystems, which form an exciting field of research with great potential.

The coordination methods proposed in this work are not only the result of careful
consideration of engineering aspects related to the needs of the designers, but are also
built on a solid mathematical foundation that assures effectiveness and robustness
of the developed methods. Addressing the mathematical properties is critical for the
performance and reliability of any coordination method for distributed design, and
therefore plays a prominent role in this thesis. Bringing more mathematicians into
the game appears to be a necessary step for the further advancement of coordination
methods.

At this point, I would like to take the opportunity to thank the people that contributed to
the research as presented in this thesis.

I am deeply indebted to Koos Rooda and Pascal Etman for their inspiring enthusiasm,
constructive criticism, fruitful discussions, and for the freedom and encouragement they
have given me to develop my own ideas. They have taught me a great deal about doing
research, scientific integrity, respecting colleagues, and the world of academics in general.
Furthermore, I would like to thank my second promotor Fred van Keulen for inviting us
to participate in WP4 of the MicroNed programme.

Panos Papalambros, Michael Kokkolaras, and James Allison of the University of
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Michigan, Jeremy Michalek of Carnegie Mellon University, and Raphael Haftka of the
University of Florida for their parts in Chapters 2, 4 and 10, and for the many constructive
discussions we have had in Ann Arbor and Eindhoven, and during the conferences we
attended. I also thank the anonymous referees for their useful comments and suggestions
for Chapters 4 to 7.

Albert Groenwold of the University of Stellenbosch for his warm hospitality, his help
with the microsystem case, and for sharing some interesting perspectives on creating
time for doing research in a busy schedule. I also thank Chris Dryer of the University
of Stellenbosch, and Jaap Flokstra, Reinder Cuperus, and Remco Wiegerink of the
University of Twente for their suggestions related to the microsystem case of Chapter 9.

Dirk Becks and Guido Karsemakers, whose MSc projects have contributed to Chapters 2
and 10. A word of thank also goes to Bert de Wit for sharing his experiences with
coordination methods.

Paul Arendsen and Jeremy Agte for sharing the analysis code for the business jet design
problem of Chapter 10.

Michiel van Grootel and Henk van Rooy for setting up Matlab on our computer cluster,
which resulted in a very convenient factor 50 reduction in computation time.

The members of the MicroNed workpackage Design and Optimization for their useful
comments, and interest in the results of this work.

Finally, I would like to thank, besides my promotors and copromotor, the committee
members René de Borst, Andreas Dietzel, Dick den Hertog, Panos Papalambros, Vassili
Toropov for their contributions to the assessment of this thesis.

Finishing a Ph.D. requires more than simply doing research, and in this respect I would
like to thank my colleagues of the Systems Engineering Group, and in particular Ad,
Casper, Joost, Maarten, Michiel, Ricky, Roel, and Sven who have contributed to an
excellent working climate during the past four years. Thanks for the often (un)necessary
distractions and entertainment! A special word of thanks goes to Mieke Lousberg for the
profound interest she has shown, and for knowing the way through our department.

On a more personal note, I thank Moon for all the love, support, and fun she brings into
my life, and for keeping both of my feet on the ground. Finally, I thank my parents Thé
and Nellie Tosserams for the unconditional love and support they have given me during
the past 28 years.

Simon Tosserams
July, 2008



Summary

Distributed optimization for systems design:
an augmented Lagrangian coordination method

This thesis presents a coordination method for the distributed design optimization of
engineering systems. The design of advanced engineering systems such as aircrafts,
automated distribution centers, and microelectromechanical systems (MEMS) involves
multiple components that together realize the desired functionality. The design requires
detailed knowledge of the various physics that play a role in each component. Since a
single designer is no longer able to oversee all relevant aspects of the complete system, the
design process is distributed over a number of design teams. Each team autonomously
operates on a single component or aspect of the system, and uses dedicated analysis and
design tools to solve the specific problems encountered for this subsystem. Consequently,
one team is often not familiar with the design considerations of other teams, and does
not know how its decisions affect the system as a whole.

An additional challenge in systems design is introduced by market competitiveness
and increasing consumer requirements, which pushes systems towards the limits of
performance and cost. Since each subsystem contributes to the system performance,
the interaction between these subsystems, and thus design teams, becomes critical and
needs to be controlled.

Design optimization is an effective and powerful approach to finding optimal designs
when parametric models are available to describe the relevant system behavior. To fully
exploit the available design expertise, a coordination approach for distributed system
optimization is required that respects the organization of design teams and their tools.

The augmented Lagrangian coordination (ALC) method presented in this thesis is a
coordination approach for distributed optimization that a) provides disciplinary design
autonomy, b) offers the designer a large degree flexibility in setting up the coordination
structure, c) maintains mathematical rigor, and d) is efficient in obtaining optimal and
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viii SUMMARY

consistent designs. ALC is based on a combination of augmented Lagrangian relaxation
and block-coordinate descent, two techniques from mathematical programming.

What distinguishes ALC from other coordination methods for distributed system design
is its flexibility in combination with its mathematical rigor. The flexibility relates both to
the structure of the coordination process, and to the type of coupling that is allowed.
Most coordination methods with convergence proof follow a hierarchical structure in
which a single master problem is in charge of coordination. The master problem
is superimposed over the disciplinary subproblems that communicate only with this
master problem. ALC allows a more general, non-hierarchical coordination structure
in which coordination may also be performed between disciplinary subproblems directly.
Furthermore, ALC can coordinate not only linking variables, but also coupling functions.
The mathematical rigor assures that, under suitable assumptions, the solutions obtained
with ALC algorithms are optimal and consistent. Specialized ALC algorithms based on
the efficient alternating direction method of multipliers are developed for problems that
have only linking variables and/or block-separable coupling constraints. Furthermore, we
demonstrate that the well-known analytical target cascading method is a subclass of ALC.

ALC algorithms can be proven to converge to locally optimal and consistent designs
under smoothness assumptions, provided that subproblem solutions are globally optimal.
Global optimality is however difficult, if not impossible, to guarantee in practice since
many engineering design problems are non-convex. When only local optimality can
be obtained, ALC methods can no longer be proven to yield optimal or consistent
solutions. Experiments with several non-convex problems show however that ALC with
locally optimal solutions to subproblems often still converges to a local or global system
optimum; however, occasionally inconsistent designs are encountered. Performing a
global search at subproblems improves the convergence behavior, and globally optimal
solutions are frequently obtained.

The work in this thesis is part of MicroNed, a national research programme on
microsystem technology. In the emerging field of microsystem technology, optimization
of cost, size, and performance are very relevant since these factors determine whether
microsystems can be successful alternatives for existing “macro” systems. Proper
functioning of the microdevice may increasingly depend on model-based optimization
during the design. To illustrate how coordination methods can be used in microsystem
optimal design, a micro-accelerometer design problem has been developed, inspired on a
commercially available device. The goal of the design problem is to find the dimensions
of the accelerometer such that its area is minimized subject to performance requirements
on sensitivity, noise, and bandwidth, while considering mechanical, electrostatic,
dynamic, and electrical constraints. The behavioral models are analytical, providing a
reproducible benchmark problem for performance assessments of coordination methods
in distributed optimization.
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1
Introduction

Abstract / This thesis considers coordination methods for the distributed optimal design of
systems. This first chapter presents background on optimal system design, and discusses the
characteristics of systems that motivate the need for a mathematical coordination approach
to distributed system optimization. From a general assessment of the requirements for
coordination approaches, the research objectives of this thesis are formulated.

1.1 Optimal system design

Systems are all around us: the automobiles, trains, and aircrafts that bring us to
work and back, the buildings where we live and work in, the mobile phones, personal
computers, and internet that we use to keep in touch with our family and friends. Other
examples may be less visible in our daily routine: the high-tech lithographic equipment
used for manufacturing integrated circuits, printing systems for producing books and
newspapers, and MRI scanners used to diagnose patients. Systems at a larger scale are
the constellation of communication satellites that orbit our planet, the manufacturing
plants that create the products that we use, and the distribution networks that transport
these products from the manufacturers to the consumers. All of the above examples are
true systems in the sense in that they are made up of a collection of entities that together
serve a certain purpose. Several examples of advanced systems are displayed in Figure 1.1.

The research presented in this thesis is part of the MicroNed project (2008), which
aims to develop and disseminate knowledge in the field of microsystems technology and
microelectromechanical systems (MEMS). Microsystems is an emerging class of systems
with great potential. Microsystems are systems made of very small components that
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2 1 Introduction

exploit the interaction between different physical domains such as electronics, mechanics,
thermodynamics, magnetics, fluidics, or optics. Advantages are their small size, low
manufacturing cost, and low energy consumption, their easy integration with additional
electronics, and their suitability for integrating many functions into a single, possibly
autonomous system. Sensors, actuators, electronics, data processing units, energy
sources, and wireless communicators can be combined into a single monolithic system.
These integrated systems are typically referred to as system-on-chip, system-in-package,
or lab-on-a-chip. As a side effect, the miniaturization of systems introduces a shift in
physical effects that are dominant due to scaling laws.

Microsystems form an upcoming market with the potential to revolutionize many
application fields. Examples include ink-jet printing heads that enable high-quality color
printing, pressure and inertia sensors in the automotive industry, and reflective projection
displays. Microfluidic devices for performing biomedical analyses and systems-in-foil are
other examples of high-potential applications.

Design Optimization

Designing a system, either macro or micro, requires making many decisions. A designer
can be seen as a decision-maker that identifies a number of alternatives and selects the
most appropriate one. In this process, a designer may use his intuition, experience,
and rules based on best practice. Another powerful tool is mathematical modeling.
Mathematical models are abstract representations of a system that describe the physics
involved, its geometry, or designer experience. Examples of mathematical models are
analytical expressions based on first principles, regression fits to historical data, or more
advanced computer aided engineering (CAE) tools. Many designers regularly use some
form of modeling to gain insight into the behavior of the systems they have to design. As
suitable tools and computing power are becoming more and more available, (advanced)
models will continue to be used in the design process. To illustrate, the design process
of the Boeing 787 Dreamliner involved 800,000 hours of CAE computing time on Cray
supercomputers (Boeing, 2008).

Design optimization is a mathematical technique that exploits such models to identify
the best design, or optimal design, within the alternatives captured in the mathematical
models (Papalambros and Wilde, 2000). This structured approach has been used in
many application fields including operations research, chemistry, control, and design
(Bazaraa et al., 1993; Arora, 2004).

Design optimization starts by selecting a vector of design variables z that represent those
quantities of a system that can be changed by the designer, e.g. physical dimensions
or controllable operating conditions. The second step is to select an objective function
f (z) that describes how system performance depends on the design variables z. Typical
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(a) Airbus A380, general layout. Image courtesy of Airbus. (b) Automated container terminal.
Image courtesy of ZPMC.

(c) DLP chip used in Texas Instruments projectors: two-pixel micromirror element that can be
electrostatically tilted (left), array of micromirrors with ant leg (center), and complete DLP chip with over
one million micromirrors (right). Images courtesy of Texas Instruments.

Figure 1.1 / Three examples of advanced systems.

objective functions are mass, cost, or other system performance measures. The third
step is to determine a number of constraints that must be satisfied by any acceptable
design. These constraints can be inequality constraints of the form g(z) ≤ 0, or
equality constraints of the form h(z) = 0, where g(z) and h(z) are vectors of functions.
Constraints may express laws of physics and experimental or geometric relations among
the variables that together assure that a system is feasible and functioning properly.
Equality constraints h are often based on analysis equations associated with the physics
of a system, and inequality constraints g typically represent (performance) requirements
related to the design specifications. Throughout this thesis, the availability of appropriate
models for the objective and constraint functions is assumed. Furthermore, we assume
that all design variables are continuous, and that the functions are smooth (i.e. twice
continuously differentiable).
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Figure 1.2 / Twinscan XT:1900Gi lithography tool. Image courtesy of ASML.

When the design variables, objective function, and constraints have been identified, the
system design problem can be cast into a formal optimization problem:

min
z

f (z)

subject to g(z) ≤ 0
h(z) = 0

(1.1)

Many algorithms have been developed to solve Problem (1.1). Efficient algorithms for
smooth and continuously differentiable problems start from an initial estimate of the
solution, and use gradient information of objective and constraint functions to iteratively
update this estimate. Sequential quadratic programming (SQP) is perhaps the most well-
known of these gradient-based algorithms. In some cases, designers have developed their
own algorithms tailored to the specific design problems they encounter. The interested
reader is referred to Haftka and Gürdal (1993); Papalambros and Wilde (2000); Arora
(2004) for additional background on design optimization.

Examples of optimization variables z for an aircraft such as the Airbus A380 depicted
in Figure 1.1(a) are its structural dimensions and the dimensions of its components,
the sweep angle of the wings and tail, and the number of engines. An appropriate
objective f may be the range of the aircraft or its total weight. Constraints g ≤ 0 may
be posed that limit the structural stresses, fuel consumption, and manufacturing cost,
while equality constraints h = 0 include physical equilibrium equations or relate the
dimensional parameters to the total weight of the aircraft.

As another example, the design variables for the automated container terminal of
Figure 1.1(b) can be the arrival and departure times of the vessels, the number of quay
cranes and buffer lanes, the number of hours of operation per day, and the layout of the
container yard. Examples of objectives are the total daily operating cost or the loading
and unloading times of container vessels. Physical constraints are present that limit
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the loading and unloading rates of cranes, and the positions in which containers can
be stored.

For the projection display of Figure 1.1(c), design variables examples may consist of the
layout, dimensions, and material of the individual micromirrors, their actuation voltages,
and the total number of micromirrors in a single projector chip. A design objective can
be the total power consumption of the chip, or the total production costs. Constraints
may be placed on the fatigue life of the torsion hinges, minimum feature size, and tilting
time.

Challenges in optimal system design

From the review and survey papers of Sobieszczanski-Sobieski and Haftka (1997);
Giesing and Barthelemy (1998); Balling (2002) and Alexandrov (2005), three characteris-
tics that present substantial challenges to designers can be derived:

1. A system can be large-scale

2. A system can be multidisciplinary or multi-scale

3. A high performance is required

A system is large-scale when it involves a large number of components. In this case, the
number of components often prohibits the designer to oversee how a design decision for
one component affects the remaining components, or the system as a whole. The Airbus
A380 (Figure 1.1(a)) is an example of a large-scale system, and one wing alone consists of
10 aluminum alloy skin panels, 62 ribs, 3 spars, 157 wing stiffeners, 22 control surfaces,
some 180,000 meters of wiring, piping, and ducting, and 375,000 fasteners such as nuts,
bolts, and rivets (Minnett and Taylor, 2008).

Multidisciplinarity of systems is a second challenge since their design requires that
multiple physics and/or multiple levels of abstraction and their interactions have to
be considered simultaneously. Designers typically are experts in one scale or physical
discipline (e.g., mechanics, aerodynamics, electronics), but have limited expertise in
others, making it difficult for them to understand the interactions between the coupled
domains. The design problems for these systems are commonly referred to as
multidisciplinary design optimization (MDO) problems, or multi-scale problems if we
consider multiple levels of abstraction in the modeling. An example of a multidisciplinary
system is the ASML Twinscan XT:1900Gi lithography tool used in the manufacturing of
integrating circuits with nanometer accuracy (ASML (2008), Figure 1.2). The design
process for the Twinscan requires, amongst others, careful consideration of optical,
mechanical, dynamical, and thermal effects, and their interactions. Multi-scale effects
play a role in the design of the projection chip of Figure 1.1(c) where the detailed design
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of the micro-mirrors influences the dynamic behavior and power consumption of the
electronic circuit used to actuate the projection chip.

Note that throughout this thesis, the term discipline is used to refer to a single design
element in a system, which may be a discipline in the classical MDO sense, a component
in a large-scale system, or a level of abstraction for multi-scale problems.

The third complication, designing systems for high performance, may pose the greatest
challenges. Traditionally, systems could often be designed without fine-tuning its
performance since a wide range of designs was considered acceptable as long as the
system could perform its intended task. System design was a sequential process, starting
with the discipline that contributes most to system performance, followed by other less
critical ones. However, market competitiveness, increasing consumer requirements,
and governmental regulations make merely acceptable designs no longer adequate, and
systems are driven towards high performance and low cost. Since each discipline
contributes to system performance, each discipline becomes critical when designing for
optimal performance. The interaction between them becomes critical as well, and needs
to be controlled. To illustrate how critical individual disciplines are becoming, consider
the Airbus A380 aircraft, whose design experienced significant delays due to wire housing
changes, an apparently simple design modification.

These challenges are not limited to the design phase, but extend throughout all steps of
the development cycle including design, development, integration, and testing. The work
in this thesis considers the earlier stages of (conceptual) design. The TANGRAM Project
(2008) carried out in the Embedded Systems Institute in collaboration with ASML
focusses on the later development stages of integration and testing. Since all stages are
closely related, a design process that systematically addresses the challenges from the
beginning onwards is also expected to contribute to the later stages of development in the
form of an improved system overview and mathematical models.

1.2 Microsystem perspective

The three major challenges listed above are also encountered in microsystem design.
Large-scale and multidisciplinarity issues appear when designing microsystems that
integrate many functions in a single system, so-called systems-in-a-package. An example
is the wireless sensor platform developed at the Holst Centre (2008) that consists of an
accelerometer, a battery, a radio, and a microprocessor, integrated into a single sensor. At
the component level various physics such as mechanics and electrostatics are relevant to
the design process, while at the system scale dynamic and electronic considerations play
an important role. In turn, the sensor can be connected to power scavengers, readout
chips, and sensor networks, thereby forming a system consisting of many connected,
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Figure 1.3 / Portable health monitoring system with wireless sensors: concept (left), and
developments (right). Images courtesy of Holst Center.

multidisciplinary components. The health monitoring system as depicted in Figure 1.3 is
an example of such an application in which portable sensors monitor a person’s health,
and that can transmit relevant information over a wireless network (e.g. notify emergency
services in case of a cardiac arrest).

Optimization of cost, size, and performance are very relevant for microsystems since
these factors determine whether microsystems can be successful alternatives for existing
“macro” systems. Designers use advanced modeling tools such as CoventorWare (2008);
IntelliSense (2008); MEMSCAP (2008) for the analysis of microsystems. Design
optimization is considered a useful aid in microsystem design, and has been applied to
microaccelerometers (Pedersen and Seshia, 2004), microgyroscopes (Yuan et al., 2006),
microresonators (Mukherjee et al., 1998), and microphones (Papila et al., 2006).

To address the many challenges in microsystem analysis and design, the MicroNed
programme was initiated in January 2004 (MicroNed project, 2008). The research
presented in this thesis is part of the Design and Optimization workpackage of the
Fundamentals, Modeling and Design of Microsystems (FUNMOD) cluster, which aims
at developing versatile and efficient modeling and design techniques. The Design
and Optimization workpackage (WP 4D) focusses on providing designers with efficient
optimization tools and performance prediction methods that enables more complex and
more efficient design development in short times. The work in this thesis is the result
of project 4D5 in which decomposition-based algorithms for design optimization of
microsystems are developed.
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Figure 1.4 / Two partial partitions of an aircraft.

1.3 Decomposition: an approach to optimal system design

In current industrial practice, decomposition is a natural and often used approach to
address the challenges faced in optimal system design. The decomposition process
consists of two steps (Wagner and Papalambros, 1993; Papalambros, 1995):

1. Partitioning a system into smaller elements that can be designed autonomously

2. Coordination of the individual elements towards an optimal and consistent system

Partitioning

The goal of partitioning is to break down a system into smaller elements, or disciplines,
that can be designed by a small team of designers. One approach to partitioning is
to break down a system along the lines of its subsystems, modules, and components,
resulting in an object-based, or multi-scale partition (Figure 1.4(a)). Design teams are
then assigned to each of these elements based on their knowledge and expertise. For
example, specialized engine design teams are commonplace in the automotive industry
since an engine can be found in all automobiles. These design teams have dedicated
modeling, analysis, and design tools at their disposal. A side effect of this specialization
is that designers responsible for one discipline are usually not familiar with the design
process of the other disciplines.

Another partitioning strategy follows the physical aspects that have to be taken into
account (Figure 1.4(b)). In such aspect-based partitions, each aspect is seen as a discipline
of the system. A design team is assigned to each discipline and uses design tools
specialized for that discipline. Examples are found in the aerospace industry where
dedicated aerodynamics and structures teams are commonplace. Similar to object-based
partitions, one discipline often is not familiar with the design issues of other disciplines.
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Combined object-based and aspect-based partitions are also possible. For example,
aerospace systems can be first partitioned along disciplinary lines into structures,
aerodynamics, and control, followed by a partition of each of these disciplines into
contributing subsystems and components. It is also possible to first partition a system
into subsystems and components, followed by a partition of individual components with
respect to their physical disciplines. Large companies often employ combined partitions
in what is called a matrix organization.

When mathematical models for describing the system behavior are available, model-
based partitioning strategies use matrix or graph representations derived from
these models to find a partition computationally (Michelena and Papalambros, 1997;
Li and Chen, 2006; Allison et al., 2007). These methods aim to find a balance between
the “size” of the individual disciplines, and the amount of interaction between them. The
rationale behind this balancing is that many small disciplines may be relatively simple
to design, but can require a complicated and time-consuming coordination process.
Similarly, when a system is partitioned into only a few large disciplines, these may be
harder to design individually, but easier to coordinate as a whole. The system to be
designed and the organization of the design process determine what balance between
size and amount of interaction is preferred.

In general, which partitioning approach is suitable for a given system depends on the
existing organization of design teams and available tools. Moreover, Alexandrov (2005)
argues that many design problems start out as a partitioned collection of autonomous,
specialized design processes, and the task of decomposition is the coordination of these
processes towards an optimal system design. Although partitioning is an important topic
and an active field of research, the work presented in this thesis assumes that a suitable
partition is available.

The partition of a system can be reflected in the structure of optimization problem
formulations. Partitioning Problem (1.1) implies that its variables and functions have to
be divided into subsets, each associated with either a single discipline in the partition or
with the interaction between the disciplines. Variables are partitioned into local variables
and linking variables. Assuming that the partition hasM disciplines labeled j = 1, . . . ,M,
then local variables xj are associated exclusively with discipline j. The linking variables are
denoted by y and are relevant to two or more elements. Similarly, objective and constraint
functions are divided into coupling functions f0, g0, and h0 that depend on the local
variables of more than one discipline, and local functions fj, gj, and hj that depend on
only one subset of local variables. Under these conventions, the partitioned problem is
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given by:

min
y,x1,...,xM

f0(y, x1, . . . , xM) +
M∑
j=1

fj(y, xj)

subject to g0(y, x1, . . . , xM) ≤ 0
h0(y, x1, . . . , xM) = 0
gj(y, xj) ≤ 0 j = 1, . . . ,M
hj(y, xj) = 0 j = 1, . . . ,M

(1.2)

where the total system objective is assumed to be the sum of the coupling objective f0
and the disciplinary objectives fj. Without the linking variables y and coupling functions
f0, g0, and h0 (i.e. without interaction), the above problem could be decomposed into M
smaller subproblems, each associated with one discipline. Since no interactions between
disciplines exist, the subproblems can be solved autonomously and concurrently. When
linking variables or coupling functions are present, a coordination method is required to
guide the individual disciplinary designs towards an optimal system.

Coordination

Coordinating the design optimization of the individual disciplines towards an optimal
and consistent system design is the second step of decomposition. Here, a system is
optimal if no design with a lower objective can be found within the constraints, and
a design is consistent if all disciplines are compatible and “fit” together. Traditionally,
coordination is a task performed by (project) managers, often senior designers, who
use experience, intuition, and heuristics to resolve inconsistencies and provide direction
towards system optimality. Budgeting is a well-known example of a coordination
heuristic that has been used for controlling optical link-loss in communication
systems, overlay managing in lithography equipment, and mass budgeting in spacecraft
development (Freriks et al., 2006). However, the increasing performance requirements
and growing complexity of advanced systems call for more sophisticated and rigorous
techniques based on mathematical modeling (Sobieszczanski-Sobieski and Haftka, 1997;
Giesing and Barthelemy, 1998; Alexandrov, 2005). Moreover, mathematical techniques
may be the only coordination option for radically new systems, such as microsystems,
for which experience and intuition is limited, and many physical domains have to be
considered.

Both academia and industry agree on four main characteristics that a
model-based coordination approach must inhibit to be successful in practice
(Sobieszczanski-Sobieski and Haftka, 1997; Giesing and Barthelemy, 1998; Balling,
2002; Alexandrov, 2005):

1. Disciplinary design autonomy Designers from different backgrounds have different
talents, training, and experience. Their contribution is maximized by allowing each
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of them to work with their own (legacy) analysis and optimization tools with as
much autonomy as possible. Bringing all expertise and knowledge together in
an “all-at-once” optimization approach is often regarded as inefficient, difficult,
undesired, or even impossible. In the context of design optimization, design
autonomy allows designers of discipline j to focus only on their local variables xj,
local objective fj, and local constraints gj and hj.

2. Flexibility The coordination process must be tailorable to the specific system and/or
human organization. Such a flexibility allows the coordination process to be
implemented with minimal effort and limits interference with existing processes.

3. Mathematical rigor Any coordination technique must reliably lead to consistent and
optimal system designs for a wide range of applications. Without sufficient
mathematical rigor, the coordination process may arrive at undesired system
designs that are non-optimal or inconsistent. An important aspect of mathematical
rigor is solution equivalency. Solution equivalency means that an optimal solution
to the decomposed problem is also an optimal solution to the non-decomposed
Problem (1.2). Although this may appear trivial, proving solution equivalence
rigorously can be difficult and may require advanced mathematical analyses.

4. Efficiency Coordination is an iterative process, and each iteration involves the
(re)design of one or more elements. The coordination process must lead to optimal
system designs in a minimum number of iterations such that design time is
minimized, and time tomarket can be reduced. Concurrency of design tasks creates
a broader work front and may provide additional efficiency when compared to a
sequential design process.

It should be noted that coordination techniques are not and, arguably, will never be
push-button methods. Rather, they are approaches that provide designers with rapidly
generated design alternatives while expanding the range of behavior and decisions that
can be considered, thus assisting the designer in exploring the design space more quickly,
efficiently, and creatively (Alexandrov, 2005).

In the engineering literature, coordination methods that allow decision au-
tonomy at the individual disciplines are referred to as distributed optimiza-
tion methods, or multi-level methods (Balling and Sobieszczanski-Sobieski, 1996;
Sobieszczanski-Sobieski and Haftka, 1997), a term we adopt in this thesis. Methods
that provide analysis autonomy but have a single, centralized decision-making process
are referred to as single-level methods. These single-level methods allow disciplines to
use their own analysis tools, but decision-making is performed only at the system level.
Figure 1.5 illustrates the differences between analysis autonomy of single-level methods,
and decision autonomy of multi-level methods.
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Single-level methods are considered to be more efficient than multi-level methods,
especially when performing local optimization for a relatively small number of variables
(see, e.g., Alexandrov and Lewis, 1999). The reason is that decomposition methods for
local optimization only become efficient for problems with many variables and only
little coupling between the subproblems. In those cases, the subproblems are typically
substantially smaller than the original problem, and total solution time can be reduced
by solving the subproblems in parallel. In general however, a single-level approach
is, in terms of efficiency, most likely preferable over a multi-level approach when only
local optimization is desired. For global optimization techniques however, solutions
costs increase rapidly with the number of design variables, and multi-level methods may
become more efficient than single-level methods since multi-level methods can keep the
number of variables of the disciplinary subproblems relatively small (Haftka et al., 1992;
Haftka and Watson, 2005).

However, the main motivation for the use of distributed optimization is not efficiency,
but the organization of the design process itself. A design team is allocated to each
discipline, and often uses specialized optimization tools to solve its design subproblems.
Formulating a single-level optimization problem implies that the decision-making
capabilities are removed from the disciplines such that the specialized solvers can no
longer be used. However, to fully exploit the disciplinary expertise, an approach that
allows disciplines to use their dedicated tools is required. According to Alexandrov (2005),
multi-level methods are a natural fit to such organizations since they respect the design
autonomy of the different design teams. An additional benefit of multi-level methods is
the possibility to parallelize the design activities of disciplines.

Multi-level optimization methods have been applied to a variety of problems including
vehicle design (Kokkolaras et al., 2004), combined product and manufacturing system
design (Michalek and Papalambros, 2006), aircraft design (Kaufman et al., 1996;
Agte et al., 1999), structural optimization (Arslan and Hajela, 1997), and the design of
a belt-integrated seat (Shin et al., 2005). All these application problems have a relatively
small number of design variables (below 100), and the motivation for their decomposition
lies in the heterogeneity of the various analysis models and optimization processes.

Another advantage of multi-level methods is that they can provide a framework to
decouple the design activities at the disciplines from the system-level design process
through the use of surrogate models (see, e.g., Kaufman et al., 1996; Liu et al., 2004,
for example applications). Each discipline constructs a surrogate model that relates its
optimal design to system-level parameters by solving optimization problems at a number
of representative system parameter values. These surrogate models can then not only
be coupled to an optimizer at the system level, but also provide system designers with
insights with respect to trade-offs between disciplines. A potential difficulty in such an
approach is that creating surrogates of subproblem solutions is not straightforward due
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Figure 1.5 / Disciplinary autonomy in coordination methods.

to the non-smoothness that appears for changes in the set of active constraints.

Existing multi-level coordination methods

Many multi-level coordination methods have appeared during the last three decades.
Most introduce a central master problem concerned with addressing the interactions,
and a number of disciplinary subproblems, each associated with the autonomous
design of one element in the system. The methods differ in the definition
of the master problem, and in the type of interactions that are allowed (linking
variables and/or coupling functions). Examples of coordination methods are
Concurrent Subspace Optimization (CSSO, Sobieszczanski-Sobieski, 1988), Collaborative
Optimization (CO, Braun, 1996; Braun et al., 1997), Bilevel Integrated Systems Synthesis
(BLISS, Sobieszczanski-Sobieski et al., 2000, 2003), Analytical Target Cascading (ATC,
Michelena et al., 1999; Kim, 2001; Kim et al., 2003; Michelena et al., 2003), Quasisep-
arable Decomposition (QSD, Haftka and Watson, 2005, 2006), and Inexact Penalty
Decomposition (IPD, DeMiguel and Murray, 2006).

Not surprisingly, since specifically designed for the purpose, all existing coordination
methods meet the first requirement of disciplinary autonomy. The second requirement,
flexibility, has not been addressed by many researchers. Instead, coordination approaches
focus on providing efficiency (Requirement 4) through concurrency of disciplinary
subproblem solutions. Most formulations are therefore limited to a centralized structure
in which a single master problem is superimposed over all disciplinary subproblems, as
illustrated in Figure 1.6(a). Such a hierarchical structure may not be suitable for designing
systems that do not possess a clear hierarchical structure. A coordination approach
that allows direct, non-hierarchical communication between subproblems may in certain
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Figure 1.6 / Two coordination options for the aircraft partition of Figure 1.4(b).

cases provide a more appropriate alternative for these systems (Figure 1.6(b)). A desirable
feature is that the designer is able to select one that is appropriate for his/her problem at
hand, and is not restricted to a pre-specified structure.

Combining mathematical rigor (Requirement 3) with efficiency (Requirement 4) has
proven to be the greatest challenge. Some methods may require only few iterations to
converge, but do not always converge to an optimal system design (see, e.g., Shankar et al.,
1993, for CSSO). Other approaches may have guaranteed solution equivalency, but
require inefficient algorithms due to non-smoothness or ill-posedness of the optimization
problems involved. A well-studied example of the latter is CO in which the gradients of
the master problem constraints are either not defined, or zero at optimal system solutions
(Alexandrov and Lewis, 2002; Lin, 2004; DeMiguel and Murray, 2006). The constraint
margin functions in the master problem of the QSD approach are non-smooth at designs
where one of the subproblems has two or more active constraints (Haftka and Watson,
2005). Approaches that allow efficient, gradient-based algorithms and for which solution
equivalence can be guaranteed are analytical target cascading (under (local) convexity
and smoothness assumptions, Michelena et al., 2003), and the penalty decomposition
approaches of DeMiguel and Murray (2006) (for non-convex problems and three times
differentiable functions).

At the onset of this research in September 2004 however, analytical target cascading
(ATC) was one of the few coordination methods with proven solution equivalence,
and that allows the use of efficient gradient-based algorithms. ATC was considered a
promising coordination approach for optimal system design, and selected as a basis
for the further development of the coordination methods presented in this thesis. The
following subsection describes the ATC method as it was in September 2004.
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1.4 Analytical target cascading

Analytical target cascading (ATC) is a formalization of the target cascading process for
process development that hierarchically propagates top-level system targets to individual
targets for lower-level subsystems and components. The ATC approach is illustrated in
Figure 1.7.

Discipline j = 1, . . . ,M in the hierarchy may have a set of local design variables xij, and a
set of local constraints gij and hij. Here, the index i = 1, . . . , N denotes the level at which
element j is located. Each element receives a set of target variables tij from its parent,
where the targets t11 for the top-level element are targets set for the system as a whole.
These external targets are fixed and not actual design variables. The remaining targets
t = [t22, . . . , tNM] are internal targets that couple a parent to its children, and are therefore
the linking variables of an ATC problem. The objective of the top-level element is to find a
set of responses r11 that meet the external targets t11 as close as possible. These responses
are a function of the local design variables x11 at the top-level element, and the internal
targets t2k, k ∈ C11 sent to its children. Here Cij denotes the set of children for element j.
The local objective for the top-level element is defined as f11 = ‖t11 − r11(x11, t2k|k ∈ C11)‖22,
where ‖·‖2 represents the l2 norm. The remaining elements do not have a local objective,
and the ATC formulation does not include coupling functions f0, g0 or h0.

The partitioned Problem (1.2) for ATC problems can be written as:

min
x11,...,xNM ,t22,...,tNM

‖t11 − r11(x11, t2k|k ∈ C11)‖22
subject to gij(xij, tij, t(i+1)k|k ∈ Cij) ≤ 0 j ∈ Ei, i = 1, . . . , N

hij(xij, tij, t(i+1)k|k ∈ Cij) = 0 j ∈ Ei, i = 1, . . . , N

(1.3)

where Ei is the set of elements at level i. Note that the functions of element j may depend
only on its local design variables xij, and the targets variables of its parent tij and its
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children t(i+1)k, k ∈ Cij. The top-level constraints g11 and h11 do not depend on the fixed
external targets t11.

To coordinate the coupling through the target variables, response variables rij are
introduced at each element. The introduced response variables rij assume the role of the
parent target tij in the constraint functions gij and hij. These response variables may have
different values than their associated targets, and system consistency is only guaranteed
when all internal targets are met, i.e. rij = tij, j ∈ Ei, i = 2, . . . , N. External targets t11 are not
included here since they are related to system optimality, rather than internal consistency.

At each element j, an optimization subproblem is formulated whose variables are its local
design variables xij, its response variables rij, and the target variables t(i+1)k, k ∈ Cij that
are sent to its children. Each element aims to find responses that match the targets
received from its parent as close as possible while satisfying the local constraints gij and
hij. Furthermore, each element tries to minimize the deviations between the targets for
its children, and their responses. The general ATC subproblem for element j at level i is
given by:

min
xij,rij,t(i+1)k|k∈Cij

‖wij ◦ (tij − rij)‖22 +
∑
j∈Cij
‖w(i+1)k ◦ (t(i+1)k − r(i+1)k)‖22

subject to gij(xij, rij, t(i+1)k|k ∈ Cij) ≤ 0
hij(xij, rij, t(i+1)k|k ∈ Cij) = 0

(1.4)

Elements at level i = N do not have any children, and therefore do not have target variables.
Targets tij for discipline j set by its parent are fixed during optimization, as well as the
responses r(i+1)k|k ∈ Cij received from its children. The weights wij are introduced for
scaling of target-response pairs (Michelena et al., 2003), and the symbol ◦ represents the
Hadamard product: an entry-wise product of two vectors, such that a ◦ b = [a1, ..., an]T ◦
[b1, . . . , bn]T = [a1b1, . . . , anbn]T . For the top-level targets, the penalty weights are set equal
to unity w11 = 1.

For brevity of notation, the top-level responses r11 are actual variables in the above
formulation, and the relation r11 = r11(x11, t2k|k ∈ C11) has been included as an
equality constraint in h11. In general, the response variables rij can be eliminated from
subproblems by replacing them with response analysis functions rij(xij, t(i+1)k|k ∈ Cij) that
express how the responses depend on the remaining variables of a subproblem.

Design autonomy is reflected in ATC subproblems since elements only include those
variables and constraints relevant to their design problem. The interaction with other
elements appears in the objective function that aims at minimizing deviations between
target and response couples. To account for this interaction, an iterative scheme solves the
subproblems in a level-by-level fashion. Optimal target and response values are exchanged
between disciplines as soon as a level is completed (see Figure 1.7 for an illustration).
A convergence proof is available for convex and smooth problems that guarantees that
a certain class of iterative schemes converges to optimal and consistent system designs
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(Michelena et al., 2003). This convergence proof however does not include a strategy for
setting the penalty weights w.

The ATC method provides disciplinary autonomy (Requirement 1) and a proof of
convergence to optimal system designs (Requirement 3). However, its current form
does not sufficiently meet the requirements of flexibility (Requirement 2) and numerical
efficiency (Requirement 4). With respect to flexibility, the ATC formulation does not allow
elements to have local objective functions fij, and elements may only be coupled through
target-response pairs; coupling through a system-wide objective f0 or constraints g0 and
h0 is not allowed. Furthermore, target-response exchange between elements is limited to a
purely hierarchical structure; non-hierarchical interactions have to be redirected through
a mutual (grand)parent. Allowing these additional forms of interaction would provide
a more flexible coordination method that is tailorable to a wide range of systems and
organizations.

Numerical efficiency of ATC is poor when the top-level targets cannot be attained,
although theoretical convergence proof is available. For unattainable top-level
targets, the penalty weights wij, j ∈ Ei, i = 2, . . . , N for the internal targets
need to be become sufficiently large in order to reach an acceptable level of
consistency (Michalek and Papalambros, 2004, 2005a). These large weights introduce
ill-conditioning of the problem, and make the iterative process of exchanging targets and
responses between subproblems very slow, especially if small inconsistencies are required
(see Tzevelekos et al., 2003, and the example of Figure 1.8 for an illustration). Since each
subproblem optimization requires the redesign of that element, efficiency of the ATC
method needs to be improved.

The objectives for the research presented in this thesis are stated in the next section,
and were defined in September 2004 based on the state-of-the-art of analytical target
cascading at that time. In the meantime, the development of ATC has progressed
in a number of directions. The first direction considers improvements in terms
of theoretical convergence properties and numerical efficiency. Lassiter et al. (2005)
proposes an ordinary Lagrangian relaxation for ATC instead of the quadratic penalty
currently employed, and proves that convergence of ATC solutions to optimal system
designs occurs under convexity and smoothness assumptions. Although this approach
avoids the ill-conditioning associated with the quadratic penalty and allows subproblems
to be solved in parallel, it builds upon duality theory to set the penalty parameters,
and is therefore limited to convex problems. Kim et al. (2006) presents an augmented
Lagrangian relaxation for ATC, complementary to the augmented Lagrangian relaxation
presented in Chapter 4 of this thesis, that shows better numerical convergence properties
for non-convex problems while maintaining the theoretical convergence properties of the
ordinary Lagrangian approach. The work of Li et al. (2008) focusses on parallelization of
the solution of subproblems, and builds upon Chapter 4 of this thesis. Other directions
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Example: Consider an ATC system of two subproblems for which the single top-level target t11 is equal
to zero (e.g., cost or mass), and unattainable due to the lower-level constraint r ≥ 1. Subproblem 1 has
a single variable r11 = t22 = t, objective f11 = ‖t11 − r11‖22 = t2, and no local constraints. Subproblem 2
has a single variable r22 = r, and a constraint g22 = 1 − r ≤ 0. With augmented Lagrangian penalty
parameters v22 = v and w22 =

√
w, the ATC subproblems are given by:

min
t

t2 + v(t − r) + w(t − r)2
t
→
←
r

min
r

v(t − r) + w(t − r)2

s.t. r ≥ 1

The optimal solution is [t∗, r∗] = [1, 1]. Classic ATC has v = 0 and can only manipulate the
penalty weights w, while an augmented Lagrangian variant of ATC can manipulate both v and w.
The figures below illustrate objective contours and iteration paths for classic ATC (top row) and
augmented Lagrangian ATC (bottom row) for different values of v and w. The ill-conditioning and
high computational cost for classic ATC with large weights can clearly be observed, as well as the
improvements through proper selection of v in the augmented Lagrangian form.
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In all cases, the starting point is [2.5, 2.5] (J), and the final design for each iteration path is denoted
by �. The optimal system solution is located at the ?-symbol, and the shaded region represents the
infeasible domain.

Figure 1.8 / Illustration of numerical convergence behavior of ATC.
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of development of ATC focusses on handling integer variables through a branch-and-
bound approach (Michalek and Papalambros, 2006), and solving multi-level problems
under uncertainty (Kokkolaras et al., 2006; Han and Papalambros, 2007).

1.5 Objectives and scope

The research presented in this thesis focusses on two main topics. The first and most
prominent topic is the further development of analytical target cascading (ATC) as a
systematic approach to distributed optimization of systems. The second topic relates
to the application of distributed optimization techniques for the optimal design of
microsystems.

The first three objectives concern the first topic, and are aimed at addressing the
shortcomings of ATC outlined in the previous section. Since computational efficiency
is crucial for any method, the first objective is to

Objective 1: Improve the numerical efficiency of the analytical target
cascading coordination method.

A promising approach is the use of an augmented Lagrangian penalty function instead
of the pure quadratic form. Augmented Lagrangian methods avoid the ill-conditioning
associated with the large penalty weights by adding a linear term of the form vTij (tij − rij)
to the quadratic penalty. When the Lagrange multipliers vij are selected appropriately,
consistent designs can be obtained for much smaller penalty weights (See Figure 1.8 for
an illustration). An additional benefit is the wide-spread use of augmented Lagrangian
methods providing a wealth of knowledge on their theoretical and practical properties.

The second objective aims to

Objective 2: Increase the flexibility of the analytical target cascadingmethod
to also allow: a) generic local objective functions, b) non-hierarchical
communication between elements, c) a coupling objective and
coupling constraints, while maintaining the existing mathematical
rigor.

This increased flexibility provides a designer with the freedom to tailor the coordination
process to a specific problem at hand. The extended formulation that allows this
flexibility has to be as rigorous as the original formulation, which implies that a) no non-
smoothness or ill-posedness is introduced such that gradient-based solvers can be used
at the individual subsystems, and b) local convergence to consistent and optimal system
designs must be guaranteed at least for convex problems.

Since many design problems are non-convex, additional research is required to investigate
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the numerical convergence characteristics for non-convex problems. The third objective
is therefore to

Objective 3: Investigate the convergence properties of the developed
coordination method for non-convex and multi-modal problems.

These investigations have to be aimed at providing practical insights and guidelines
for applying the developed coordination method to problems that violate some of the
assumptions of the theoretical convergence proofs.

Completing these three objectives provides a powerful coordination method for
distributed system optimization. It should be noted that the approach will not simply
replace all other coordination approaches. Instead, the approach should be part of a
collection of rigorous coordination methods from which a designer can select the method
that best fits his needs.

The fourth and final objective relates to the second topic, the use of distributed
optimization techniques in optimal microsystem design. The challenges faced when
designing microsystems are similar to those encountered when designing traditional
macro systems. Therefore we expect that the developed coordination techniques can be a
useful tool for microsystem designers. To illustrate how distributed optimization can be
used in this upcoming field, the fourth objective is to

Objective 4: Develop a case study to demonstrate how coordination
methods can be used in microsystem design.

The intention is to develop a case study that can also be used as a benchmark problem for
testing coordination methods.

Scope and limitations

The research presented in this thesis is an explorative study of the use of augmented
Lagrangian methods for the coordination of distributed optimal design of systems.
The developed algorithms combine existing best-practice approaches, and preliminary
investigations are carried out to fine-tune these approaches to the coordination process.
A suitable problem partition is assumed to be available, and no effort is made to derive
“optimal” partitions for the example problems used in this work. Additional advantages
can be expected by further improvement of the algorithms, and by deriving partitions that
can be efficiently coordinated.

All test problems used in the numerical experiments do not explicitly require a
decomposition approach. Most problems are relatively small in size, and their objective
and constraints are mainly analytical functions such that an all-in-one approach can easily



1.6 Thesis outline 21

be implemented. Therefore, computational or organizational benefits are not expected
for these problems (and are not observed in practice); they are solely used to illustrate the
numerical aspects of augmented Lagrangian coordination for distributed optimization.

From the organizational viewpoint, individual design teams are assumed to be capable of
solving their disciplinary optimization problems, and are free to select their tools as long
as the solution accuracy is sufficient. Although the presented algorithms are developed
to be adaptable to practical requirements, other major challenges associated with real-
life implementation of model-based coordination such as communication between legacy
design tools, model and data management, and direct inclusion of high-fidelity models
are not considered in this research. Any coordination approach should first prove
itself on relatively simple, academic type problems before stepping up to industrial-
size problems with these additional organizational difficulties. The work presented
here should therefore be seen as a solid basis for further development of augmented
Lagrangian methods for distributed optimization. Nevertheless, we are convinced that
the developed coordination approach is readily applicable to practical design problems.

1.6 Thesis outline

All but the first, third, and final chapters are near-verbatim copies of articles that have
been published in, accepted to, or submitted to a number of conferences and journals
during the past three years. This introduces a degree of redundancy, but allows the
chapters to be read independently, and clearly defines their individual contributions. The
outline of this thesis is depicted in Figure 1.9.

Chapter 2 presents an overview and classification of coordination methods for optimal
systems design based on the current state-of-the-art. Major classes of coordination
approaches are outlined, and existingmethods, including the ones presented in this work,
are classified accordingly.

Chapters 3 to 8 address Objectives 1, 2, and 3, and consider the development of an
augmented Lagrangian-based coordination method. Chapter 3 gives an overview of
the augmented Lagrangian coordination method explaining its principles and general
properties. The chapter also positions Chapters 4 to 8 with respect to each other.
Chapters 4 to 7 discuss augmented Lagrangian relaxation for different classes of
problems, and clearly define the considerations for each class. Although this introduces
an overlap, each chapter can be read independently.

Chapter 4 demonstrates how the efficiency of analytical target cascading (ATC) can be
substantially improved by reverting to an augmented Lagrangian relaxation using the
alternating direction method of multipliers that avoids the traditional iterative inner loop
(Objective 1). By combining existing results from the nonlinear programming theory,
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Ch 1 Introduction
Ch 2 Review of coordination methods
Ch 3 Overview of augmented Lagrangian coordination (ALC)

Ch 4 ALC for analytical target cascading
Ch 5 ALC for quasiseparable problems
Ch 6 ALC for generic problems
Ch 7 ALC for block-separable constraints
Ch 8 Numerical experiments for non-convex problems

Ch 9 Microsystem case
Ch 10 Extension of analytical target cascading using ALC
Ch 11 Conclusions

Figure 1.9 / General outline.

convergence to optimal system designs can be guaranteed while allowing generic local
objective functions (Objective 2a). The theoretical results associated with the augmented
Lagrangian version of ATC led to the coordination approaches presented in Chapters 5
and 6. The method of Chapter 5 is tailored to so-called quasiseparable problems,
while the method of Chapter 6 is more generic. This generic method allows non-
hierarchical communication, and coupling objective and constraint functions thereby
providing flexibility to the designer for tailoring the coordination structure to the problem
at hand (Objectives 2b and 2c). ATC and the formulation of Chapter 5 are demonstrated to
be subclasses of the generic approach of Chapter 6. Coupling constraints are not allowed
in the convergence proof for the efficient alternating direction method of multipliers;
convergence proof is available only for the iterative inner loops based on Gauss-Seidel
type schemes. However, Chapter 7 shows that a certain class of coupling constraints can
be rigorously coordinated using the alternating direction method of multipliers. Since
the convergence proofs require convexity, performance of the proposed approaches for
non-convex and multi-modal problems is investigated in Chapter 8 (Objective 3).

The fourth objective resulted in the benchmark test problem of Chapter 9 that illustrates
how coordination algorithms can be applied to microsystem design problems.

During the course of this research, the augmented Lagrangian coordination method has
moved away from its original ATC starting point. However, the theory of this thesis can be
used to extend the convergence proof for the ATC method as given in Chapter 4 beyond
its purely hierarchical structure. Chapter 10 presents an extended ATC formulation
that coordinates system-wide functions, and non-hierarchical target-response coupling
directly between subsystems.

Finally, Chapter 11 summarizes the major contributions of the research, and gives
recommendations for future research.
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A classification of methods for distributed

system optimization

S. Tosserams, L.F.P. Etman, and J.E. Rooda, A classification of coordination methods for
distributed optimal design based on formulation structure. Under review.

Abstract / This chapter presents a classification of formulations for distributed system
optimization based on formulation structure. Two classes are identified: nested formulations
and alternating formulations. The distinction between nested and alternating formulations
clearly defines the similarities and differences between the various approaches proposed in
the engineering community. Furthermore, this distinction explains how these methods relate
to the large body of knowledge on distributed optimization available in operations research.

2.1 Introduction

Distributed optimization is a technique to partition a single, typically large system
optimization problem into a number of smaller optimization subproblems. A
coordination algorithm is used to drive the subproblem designs towards a solution that is
optimal for the original problem.

Distributed optimization approaches are attractive for addressing the challenges
that arise in the optimal design of advanced engineering systems (see, e.g.,
Sobieszczanski-Sobieski and Haftka, 1997). The main motivation for the use of
distributed optimization is the organization of the design process itself. Since a single
designer is not able to oversee each relevant aspect, the design process is commonly
distributed over a number of design teams. Each team is responsible for a part of
the system, and typically uses specialized analysis and design tools to solve its design

23
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subproblems. Distributed optimization methods apply naturally to such organizations
since they respect the design autonomy of the different design teams (Alexandrov, 2005).

Computational savings may be a second motivation. Although benefits for local
optimization are commonly perceived to be small if present at all (see, e.g.,
Alexandrov and Lewis, 1999), global optimization may benefit substantially from
distributed optimization. Computational costs for global optimization algorithms
increases exponentially with the number of design variables. Therefore, solving a
number of smaller subproblems is expected to be preferable over solving a single large
problem, provided that the coordination overhead introduced by distributed optimization
is (relatively) small (Haftka et al., 1992; Haftka and Watson, 2005). Additional benefits are
expected when these subproblems can be solved in a parallel computing environment.

Examples of advanced engineering systems can be found in the aerospace and automotive
industry, and an emerging field is microelectromechanical systems (MEMS). Typically,
such systems are partitioned along disciplinary lines, or along the lines of systems,
subsystems, and components. For instance, an aircraft may be partitioned with respect to
the various physics involved (mechanics, aerodynamics, control, etc.), or with respect to its
structural components (fuselage, wing, tail, panels, spars, ribs, etc.). The former aspect-
based partition is considered in the traditional multidisciplinary design optimization
(MDO) aprroaches, while the second object-based partition is often found in multi-level
product design formulations. Throughout this chapter, the term discipline is used to
refer to a single decision-making element in a partition, which may be a discipline in
the classical MDO sense, or a component in an object-based partition.

A large number of distributed optimization methods for engineering design has been
proposed during the past three decades. Typically, a central master optimization problem
is introduced to coordinate the interactions between the disciplinary subproblems. In
the field of MDO, these methods are referred to as multi-level methods. Its counterpart,
single-level methods, have centralized decision-making and allow only analysis autonomy.
Due to their relative simplicity, single-level methods are well understood; a review can
be found in Cramer et al. (1994). Multi-level methods — i.e. distributed optimization
methods — offer greater freedom in defining coordination approaches, and therefore
this field is far less transparant. In this chapter, we will refer to the methods with
subproblem decision autonomy as “distributed optimization methods” since the phrase
“multi-level” in operations research (OR) strictly refers to nested formulations, see
Section 2.3. Similarly, “parallel optimization” methods in OR include both single-
level and multi-level methods. The interested reader is referred to Lasdon (1970);
Lootsma and Ragsdell (1988); Bertsekas and Tsitsiklis (1989); Wagner and Papalambros
(1993); Wagner (1993); Censor and Zenios (1997) for overviews of parallel optimization
methods from the mathematical community.

This chapter presents a classification of distributed optimization methods based on
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the distinction between nested and alternating formulations. The classification clearly
reveals the similarities and differences between various proposed methods. Nested
methods have a central coordination master problem in which the solution of all
disciplinary subproblems is required for an evaluation of the master problem functions.
Alternating approaches iterate between solving a master coordinating problem and the
disciplinary subproblems. This distinction has not been made in earlier classifications,
but plays a crucial role in considerations regarding solution equivalence, well-posedness
of optimization (sub)problems, and convergence properties of a distributed optimization
approach. These properties are crucial for analytical and also practical evaluation of
coordination methods (Alexandrov and Lewis, 1999). Following Alexandrov and Lewis
(1999), a further division within each class is made based on maintaining feasibility with
respect to design constraints and consistency constraints.

This chapter is organized as follows. Section 2.2 discusses the classification criteria in
more detail. Section 2.3 presents the nested formulations in their general form, and
categorizes several existing formulations accordingly. The section is concluded with a
discussion on the general properties and considerations of nested formulations, and
references to other fields in which nested formulations have appeared. These references
are far from exhaustive and should not be seen as a review, but are intended to allow
researchers to connect to decomposition theory from other fields. Section 2.4 follows a
similar outline for alternating methods.

2.2 Classification

The classification of coordination methods presented in this chapter is based on two
characteristics:

1. Formulation structure (nested or alternating)

2. Constraint relaxation (none, design and/or consistency)

The first characteristic relates to the structure of the problem formulation that is either
nested or alternating. In a nested formulation, evaluation of the master problem objective
and constraint functions requires the optimization of all disciplinary subproblems. An
alternating formulation iterates between solving a master problem and disciplinary
subproblems in a Jacobi or Gauss-Seidel type scheme.

The second characteristic indicates which constraints are relaxed during the coordination
phase (Alexandrov and Lewis, 1999). Distributed optimization methods typically relax
certain constraints during coordination, and only enforce feasibility with respect to these
constraints at convergence. Constraints that are relaxed are referred to as open, and
constraints for which feasibility is enforced at every iteration are called closed.
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We differentiate between the relaxation of design constraints, and consistency constraints.
Design constraints are in general non-linear constraints related to the design problem of
a discipline. Consistency constraints are typically linear, and make sure that variables
that appear in more than one subproblem take equal values. A relaxation of the
consistency constraints implies that the same variable may take different values in
different subproblems. Similarly, relaxation of the design constraints means that some
of these constraints can be violated at subproblem solutions. The coordination algorithm
is then responsible for driving the violations of the relaxed constraints to zero, thereby
obtaining a consistent and feasible design.

Whether constraints are open or closed can be observed from the formulations of the
disciplinary subproblems in the following sections. When design constraints are closed,
they are included as explicit constraints in the subproblems. Open design constraints
are typically relaxed with a penalty function, denoted by φ, and appear in the objectives
of subproblems. When the consistency constraints are closed, subproblems only have
freedom in optimizing their local variables while the variables of the other disciplines are
fixed. When the consistency constraints are relaxed (are open), each subproblem is given
freedom to deviate from the variable values used in other disciplines through the use of
variable copies. A penalty function is then added to a subproblem objective to penalize
large differences between the variable copies.

The classification presented in this chapter differs from the earlier classifications in
Balling and Sobieszczanski-Sobieski (1996) and Alexandrov and Lewis (1999) on two
points. The first difference is that we differentiate between formulation structure (nested
vs alternating), whereas the aforementioned classifications do not. In the notation of
Balling and Sobieszczanski-Sobieski (1996), nested formulations can be represented by
SO[O1‖ . . . ‖OM], where SO is the coordinating master problem (system optimization
problem), and Oj is the optimization subproblem for discipline j. In their notation, the
symbol ‖ represents parallel execution, and [] represents nested execution. Alternating
execution can be represented by the⇔ symbol introduced by Balling (2002). For example,
a sequence that iterates between a system optimization followed by the parallel solution
of the disciplinary subproblems can be formulated as SO⇔ O1‖ . . . ‖OM.

A second difference with the earlier classifications is the treatment of disciplinary analysis
equations. We do not consider the option to let the coordination algorithm be responsible
for satisfying the analysis equations of the disciplines. This would take away the analysis
autonomy from the disciplinary subproblems while maintaining design autonomy, which
appears unnatural, and is undesirable in distributed optimization. Instead, we assume
that the disciplinary subproblems are always responsible for satisfying their analysis
equations.
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2.3 Nested formulations

Nested methods typically apply to problems of the form

min
y,x1,...,xM

f (y)

subject to g0(y) ≤ 0
h0(y) = 0
gj(y, xj) ≤ 0 j = 1, . . . ,M
hj(y, xj) = 0 j = 1, . . . ,M

(2.1)

where y is defined as the vector of linking variables that appear in more than one
discipline. These linking variables may be actual design variables, but also analysis
responses computed by one discipline that are used as inputs to others. xj is the vector of
local variables exclusively associated with discipline j. f is the system objective function,
and g0 and h0 are system constraints expressed as a function of the linking variables only.
Constraints gj and hj are local constraints for discipline j that may depend only on its local
variables xj and the linking variables y. Furthermore,M is the number of disciplines, and
we assume that a feasible solution to (2.1) exists.

For some problems, the objective function f may also depend on disciplinary components
fj(y, xj), j = 1, . . . ,M that depend on both the linking variables y and the local variables xj
such that f (y, f1, . . . , fM). In that case, support variables qj, j = 1, . . . ,M can be introduced
for each component fj. These support variables then take the role of the fj’s in the objective
function such that f (y, q1, . . . , qM), while additional constraints hqj = qj − fj(y, xj) = 0, j =
1, . . . ,M are included to assure that the support variables are equal to the component
functions. When the support variables qj, j = 1, . . . ,M are added to the set of linking
variables y, and the additional constraints hqj are added to the local equality constraints
hj, the form of (2.1) is again obtained. A similar approach can be followed for partially
separable system constraints g0 and h0.

Bilevel nested methods aim at reducing the size of Problem (2.1) by formulating a bilevel
optimization problem. This bilevel problem consists of a top-level master problem in y,
and M lower-level disciplinary subproblems in xj that are solved for fixed y. Effectively,
the local variables xj are eliminated from the top-level problem. Since fixing y in the
subproblems separates the local constraint sets, all lower-level problems can be solved
in parallel. The bilevel formulation is called nested since at each iteration of the master
problem, all lower-level disciplinary design problems have to be solved.
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Closed design, closed consistency

The first category in this class does not relax any of the constraints in (2.1). The resulting
bilevel optimization problem is given by

min
y

f (y)

subject to g0(y) ≤ 0
h0(y) = 0
bj(y) = 0 j = 1, . . . ,M

where bj(y) =
{

0 if ∃xj : gj(y, xj) ≤ 0,hj(y, xj) = 0
1 if @xj : gj(y, xj) ≤ 0,hj(y, xj) = 0

(2.2)

The master problem tries to find an y that minimizes the system objective function
subject to the system constraints, and M binary constraints bj (i.e. the “min” and the
“subject to” part of the formulation). The binary constraints are satisfied if there exists
an xj that is feasible for a given value of y. Determining whether such an xj exists (i.e.
executing the “where” statement), is the task of the M disciplinary subproblems, and is
performed each time the constraints bj are evaluated.

The closed design/closed consistency classification is reflected in the above formulation.
All design constraints are included as explicit constraints in the subproblems, and
therefore have to be satisfied for any subproblem solution. Since the linking variable y
set by the master problem appears as a fixed parameter in the subproblems, consistency
between variable values is enforced.

Benders’ decomposition method (Benders, 1962) and the method presented in
Lootsma and Ragsdell (1988) are examples of closed design and closed consistency
formulations. The authors are not aware of other, more recent distributed optimization
formulations in this category. Likely reasons for the lack of formulations is the difficulty
of handling the binary constraints and the nonlinear constraints simultaneously.
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Closed design, open consistency

To circumvent the use of binary constraints, consistency between disciplines can be
relaxed by defining the modified bilevel problem

min
y

f (y)

subject to g0(y) ≤ 0
h0(y) = 0
cj(y − y∗j (y)) = 0, j = 1, . . . ,M

where y∗j (y), x
∗
j (y) = argmin

yj,xj

φj(y − yj)

subject to gj(yj, xj) ≤ 0
hj(yj, xj) = 0

(2.3)

In this formulation, local copies yj of the linking variables y are introduced at each
disciplinary subproblem. These copies are added to the set of lower-level variables to
assure that subproblems always have a feasible solution. The objective of the subproblems
is then to minimize some function φj(y − yj) that penalizes inconsistencies between the
master-level y and the lower-level yj. Such inconsistencies arise for values of y for which
no feasible xj exists. At the master problem, consistency constraints cj(y − y∗j (y)) = 0 are
included to assure consistency between the linking variable copies y∗j computed at the
subproblems and the original linking variables y. Since these consistency constraints
may only be satisfied at convergence of the master problem, the formulation is open
with respect to the consistency constraints. The formulation is closed with respect to
the design constraints since these have to be satisfied at each subproblem.

Collaborative optimization (Braun, 1996; Braun et al., 1997) is an example of the above
formulation, and uses cj = φj = ‖(y− y∗j )‖22. Another example is the penalty decomposition
formulation of DeMiguel and Murray (2006) that uses a penalty approach to handle the
consistency constraints cj of the master problem. DeMiguel and Nogales (2008) present
an interior point variant of this method that allows inexact solution of the subproblems.

The BLISS2000 formulation of Sobieszczanski-Sobieski et al. (2003) is partly closed and
partly open with respect to the interdisciplinary consistency constraints, since local copies
are only introduced for a subset of the linking variables y. In their formulation, the set of
linking variables y is divided into a set of “global” variables z and a set of analysis input-
output variables yio. Local copies yj are only introduced for yio, while global variables z are
fixed at the subproblems. BLISS2000 assumes that the freedom introduced by the copies
of yio is sufficient to guarantee that a feasible subproblem solution always exists; no binary
constraints are included in the master problem. The BLISS2000 formulation includes a
set of weights variables w in the master problem variables, and takes cj = yio − y∗j (y, z,w),
and φj = wT (yj − yio). The weights have again a fixed value when solving the subproblems.
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Open design, closed consistency

An alternative approach for circumventing the binary constraints is to relax the design
constraints, which gives

min
y

f (y)

subject to g0(y) ≤ 0
h0(y) = 0
φ∗j (y) ≤ 0, j = 1, . . . ,M

where φ∗j (y) = min
xj

{φj(gj(y, xj),hj(y, xj))}

(2.4)

In this formulation, the design constraints of the disciplinary subproblems are relaxed
through a penalty function φj, where φj is chosen such that φj ≤ 0 implies feasibility
with respect to the local constraints gj and hj, and φj > 0 implies infeasibility. In the
master problem, constraints φ∗j (y) ≤ 0 are introduced to assure subproblem feasibility.
Constraints gj and hj that do not depend on y need not be relaxed. Since the subproblems
do not have any freedom in changing the value of the linking variables y, the formulation
is closed with respect to the consistency constraints. The design constraints are not
explicitly enforces but appear in the subproblem objectives through the penalty function
φ, the design constraints may be violated for some values of y, and are therefore open.

The quasiseparable decomposition (QSD) approach of Haftka and Watson (2005) follows
the above approach by taking φj = max(gj(y, xj), |hj(y, xj)|). The linear decomposition
method (OLD) of Sobieszczanski-Sobieski et al. (1985) uses φj = ‖g+j (y, xj)‖22 + ‖hj(y, xj)‖22,
with g+j being the component-wise maximum of gj and 0: g+j := max(0, gj).

Open design, open consistency

The remaining approach in this class relaxes both disciplinary design constraints and
interdisciplinary consistency constraints

min
y

f (y)

subject to g0(y) ≤ 0
h0(y) = 0
φ∗j (y) ≤ 0, j = 1, . . . ,M

where φ∗j (y) = min
yj,xj

{φj(y − yj, gj(y, xj),hj(y, xj))}

(2.5)

where φj ≤ 0 if subproblem j satisfies its design constraints as well as its consistency
constraints. Since the subproblems have the freedom in the linking variables yj and
the design constraints are relaxed, the formulation is open with respect to both the
consistency and the design constraints.
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Examples of this approach are given by Balling and Sobieszczanski-Sobieski (1995) and
Balling and Sobieszczanski-Sobieski (1996) that investigate the use of norms for φj.

General considerations

An advantage of nested formulations is that an optimal solution to the master
problem can often be proven to be a solution to the original Problem (2.1) without
convexity assumptions. Examples of analyses of solution equivalence are given by
Haftka and Watson (2005) and Haftka and Watson (2006) for the QSD approach, and
DeMiguel and Murray (2006) for their penalty decomposition approaches.

Local convergence to these optimal solutions may however be complicated by
the nondifferentiability or ill-posedness of the master problem constraints. The
main cause for nondifferentiability is the typically non-smooth dependence of the
subproblem solutions y∗j or φ∗j on the master problem variables y due to constraint
activity changes at the disciplinary subproblems (see Vanderplaats and Yoshida, 1985;
Lootsma and Ragsdell, 1988, and the illustration of Figure 2.1). Since optimal solutions
often lie on constraint boundaries, these non-smooth transitions typically occur at optimal
solutions to the master problem. Solutions located at such a point of nondifferentiability
violate the regularity condition, and therefore the Karush-Kuhn-Tucker (KKT) conditions
for optimality do not hold. In general, the KKT conditions do not hold at master problem
solutions if the master problem constraints depend linearly on optimal subproblem
solutions y∗j or φ∗j , or include them in l1 or l∞ (i.e. maximum) norms. Alternatively,
using l2 norms produces differentiable constraints, but an ill-posed master problem since
constraint gradients vanish at feasible master problem designs. Master problem solutions
do not satisfy the linear independence constraint qualification, and therefore the KKT
conditions do not hold. The ill-posedness of the collaborative optimization formulation
has been studied extensively by DeMiguel and Murray (2000), Alexandrov and Lewis
(2002), and Lin (2004). A discussion on the use of different norms in themaster problem
constraints and their properties is given by Balling and Sobieszczanski-Sobieski (1995).

A second source of difficulties occurs when the number of auxiliary equality constraints
c introduced at the master problem is larger than the number of master problem
variables. Especially algorithms that rely on sequential approximation of the master
problem constraints may fail to find a feasible solution to the approximated problem since
the number of equality constraints is larger than the number of variables.

The penalty decomposition approach of DeMiguel and Murray (2006) circumvents the ill-
posedness of the master problem by relaxing the consistency constraints with a penalty
function, and fast local convergence to master problem solutions has been proven.
Sobieszczanski-Sobieski et al. (1985) proposes a similar approach for OLD. We expect
that such constraint relaxation approaches can be useful in improving the theoretical
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To illustrate the properties of the constraint gradients in the closed design, open consistency master
problem, consider the convex problem

min
x,y

f (y) = y s.t. g(x, y) = x2 − y ≤ 0

with optimal solution (x∗, y∗) = (0,0). The master problem (left) and subproblem (right) for the closed
design, open consistency formulation are given by

min
y

y where y∗j (y) = argmin
x,y1

φ(y1 − y)

s.t. c(y∗1 (y) − y) = 0 s.t. x2 − y1 ≤ 0

If any norm is used for φ, then y∗1 (y) = max(0, y), since any value of y larger than zero can be followed
by y1. If y is smaller than zero, the constraints x2 − y1 ≤ 0 becomes active, and restricts y1 to zero. If
the master problem constraint is taken as c = y∗1 (y) − y = max(0, y) − y = max(−y,0), then the feasible
domain of the master problem is y ≥ 0 on which y = 0 is the optimal solution. However, constraint c is
non-smooth at y = 0, where its gradient ∇c is not defined (left figure). Hence, the KKT conditions do
not hold at the master problem solution. Alternatively, c = (y∗1 (y) − y)

2 = (max(0, y) − y)2 = (max(−y,0))2

is continuously differentiable since ∇c = max(0, 2y) and yields the same feasible domain, and thus
optimal solution. However, the constraint gradient becomes zero at this master problem solution
(center figure), and the KKT conditions do not hold.

For the open design, closed consistency master problem, consider the convex problem

min
x,y,z

f (y, z) = y + z

s.t. g1(x, y) = x2 − y ≤ 0
g2(x, z) = x2 − z ≤ 0

with optimal solution (x∗, y∗, z∗) = (0,0,0). The master problem (left) and subproblem (right) for the
open design, closed consistency formulation are given by

min
y,z

y + z where φ∗(y, z) = min
x

φ(x2 − y, x2 − z)

s.t. φ∗(y, z) ≤ 0

If any norm on constraint violation is used for φ (i.e. φ = ‖max(x2 − y,0),max(x2 − z,0)‖), then by the
same reasoning as for the closed design, open consistency formulation, the KKT conditions do not
hold at the master problem. Alternatively, minimizing the maximum constraint value by taking φ =
max(x2 − y, x2 −z), as proposed by Haftka and Watson (2005), gives φ∗(x, z) = max(−y, −z) = −min(y, z)
which is non-smooth at the optimal solution (y, z) = (0,0) (right figure) such that again the KKT
conditions do not hold.
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Figure 2.1 / Illustration of ill-posedness of master problem constraints.
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properties of the master problem for nested formulations.

Convergence speed of all nested formulations depends on the efficiency with which the
master problem can be solved. However, master problems that are nondifferentiable or ill-
posed may present numerical difficulties for efficient gradient-based algorithms. Instead,
less efficient algorithms that do not require (constraint) gradients have to be used. These
inefficient algorithms may converge slowly, and require many subproblem optimizations
to obtain accurate solutions. Since the number of variables is an important driver for
computational costs, efficiency is expected to be improved by reducing the number of
linking variables y (see, e.g., Sobieszczanski-Sobieski and Haftka, 1997).

To reduce the number of (computationally intensive) subproblem optimizations,
approximation concepts have been introduced for various formulations. The general
idea is to have the master problem solution algorithms operate on approximations of
the subproblem solutions, rather than explicitly solving the subproblems each time their
solution is required. The search at the master problem is conducted at the approximate
level, which is expected to reduce the number of detailed subproblem optimizations.

Two types of approximations have appeared in combination with distributed optimization
formulations: single-point and multi-point methods. Single-point methods use post-
optimal sensitivity information to construct linear approximations of subproblem
optimal solutions. Example of approaches that use single-point approximations are
OLD (Sobieszczanski-Sobieski et al., 1985) and the sequential linearization approach of
Vanderplaats et al. (1990). Multi-point methods construct approximations by fitting
a model to disciplinary subproblems solutions computed for a range of master
problem variable values. These models can be regression models, neural network,
or Kriging models. An advantage of multi-point methods is that they can be used
to construct smooth approximations of the non-smooth master problem constraints,
at the expense of inconsistencies between the actual subproblem solutions and their
approximations used by the master problem. Another motivation of using multi-
point approximations is that optimal disciplinary designs can be computed beforehand,
after which the approximations can be used in different master problems without
having to repeat the disciplinary optimizations, as demonstrated in Kaufman et al.
(1996) and Liu et al. (2004). Multi-point approximations have been proposed for CO by
Sobieski and Kroo (2000), for BLISS2000 by Sobieszczanski-Sobieski et al. (2003), for
QSD by Haftka and Watson (2005), and for CSSO, an alternating approach (Section 2.4),
by Renaud and Gabrielle (1994).

Nested formulations in other application fields

A special type of bilevel program is encountered in the field of sequential approximate
optimization (SAO) for large-scale structural optimization problems. SAO methods that
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use convex separable approximating functions typically use duality theory to formulate a
master problem in the dual variables (i.e. the Lagrangemultipliers of the constraints), and
a bound constrained approximate subproblem in the original variables. The separable
nature of the approximating functions makes the approximate subproblem separable
into many one-dimensional problems for which an analytical solution is often available.
Well-known examples of approaches that use separable are the CONLIN method of
Fleury and Braibant (1986), and the method of moving asymptotes (Svanberg, 1987,
1995).

Nested formulations for distributed optimization have appeared in other application
fields. In operations research (OR), nested formulations are referred to as bilevel or
multilevel programming problems, and typically arise from opposing objectives between
suppliers (maximum profit, often the objective of the master problem) and consumers
(minimum cost, local objective of the subproblem). Examples are problems dealing
with toll setting and congestion management in traffic networks, ticket pricing and
seat allocation in the airline industry, and game theory. OR theory has been proposed
for distributed engineering design by Lewis and Mistree (1998); Chanron et al. (2005).
Overviews of bilevel programming in OR are given by Vicente and Calamai (1994);
Migdalas et al. (1997); Colson et al. (2007). Other examples of bilevel programming
applications include chemical or physical problems involving equilibria conditions.

As an example of an OR application, consider a toll setting master problem that needs
to assign toll values to the links in a traffic network such that revenues are maximized
(Colson et al., 2007). The variables of this master problem are the toll amounts for each
link, which together with the traffic flow over each link determines the total revenues.
However, the amount of traffic over each link partly depends on these toll amounts since
drivers tend to minimize the toll costs for their route. A subproblem is formulated to
represent the drivers that see the toll amounts as fixed, but have freedom to select the
links they use. The subproblem variables are therefore the amounts of traffic over each
link, and the subproblem objective is typically the minimization of a combination of cost
and travel time. The optimal traffic flows determined in the subproblem are inputs to the
objective and constraints of the master problem, thereby forming a bilevel programming
problem.

2.4 Alternating formulations

In this section, we turn our attention to the second class of formulations: alternating
methods. Where nested formulations have subproblem optimizations within the
constraints of the master problem, alternating formulations iterate between the solution
of a master problem and the solution of the subproblems.
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Figure 2.2 / Alternating optimization schemes: parallel Jacobi that exchanges
subproblem solutions at the end of an iteration (left), sequential Gauss-Seidel that
exchanges solutions as soon as they become available (center), and hybrid (right).

Consider the following non-separable optimization problem

min
y,x1,...,xM

f (y, x1, . . . , xM)

subject to gj(y, x1, . . . , xM) ≤ 0 j = 0, . . . ,M
hj(y, x1, . . . , xM) = 0 j = 0, . . . ,M

(2.6)

where y is the vector of linking variables, and xj is the vector of local variables associated
with discipline j. The objective f may depend on all variables. Constraints g0 and h0 are
system-level constraints, and gj and hj, j = 1, . . . ,M are local to subsystem j. Again M
denotes the number of subsystems, and we assume that a feasible solution to (2.9) exists.
Problem (2.9) is non-separable since the objective and constraint functions may depend
on all design variables.

Alternating optimization methods aim at solving Problem (2.9) by sequentially solving a
number of subproblems constructed from subsets of variables of the original problem.
Alternating optimization methods can use a Jacobi, a Gauss-Seidel type scheme, or a
combination of both to solve the subproblems. A Jacobi scheme solves all subproblems
in parallel after which their solutions are updated. The Gauss-Seidel scheme solves all
subproblems sequentially and updates their solutions as soon as they become available.
These alternating schemes are illustrated in Figure 2.2. For the alternating formulations
presented in this section, it is not necessary to select a scheme a priori, but which scheme
is used does have an influence on the convergence properties, as is discussed in the
general considerations at the end of this chapter.

Closed design, closed consistency

This first approach defines a master problem that solves Problem (2.9) for the linking
variables y, and M subproblems that each solve for one set of disciplinary variables xj.
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The master problem in y is given by

min
y

f (y, x1, . . . , xM)

subject to gj(y, x1, . . . , xM) ≤ 0 j = 0, . . . ,M
hj(y, x1, . . . , xM) = 0 j = 0, . . . ,M

(2.7)

The remaining variables x1, . . . , xM are fixed during optimization of the master problem.
Since the objective and constraint functions all depend on y, they have to be included in
the master problem.

Disciplinary subproblem j aims to find xj that minimizes f while satisfying all disciplinary
constraints gi and hi, i = 1, . . . ,M and fixing y and the xi of the remaining subproblems,
where i =/ j

min
xj

f (y, x1, . . . , xM)

subject to gi(y, x1, . . . , xM) ≤ 0 i = 0, . . . ,M
hi(y, x1, . . . , xM) = 0 i = 0, . . . ,M

(2.8)

Again, all functions that depend on xj and have to be included in the subproblem.

The above formulation has closed design constraints, since all design constraints are
explicitly included in the subproblems. Subproblems do not have freedom to search in
the space of the design variables of other subproblems, and therefore the formulation is
closed with respect to the consistency constraints.

A drawback of the above formulation is that all objective and constraints models have to
be included in each subproblem. Although subproblems are formulated in disciplinary
subsets of variables, the constraint models of every other discipline have to be considered
when solving the disciplinary subproblems. Hence, the above formulation does not
provide the degree of disciplinary autonomy desired for engineering design. A similar
difficulty occurs even for problems of the form (2.1) in which constraints only depend
on y and a single subset xj. The disciplinary subproblems then only include their
disciplinary constraints. However, the master problem still has to include all disciplinary
constraints since they depend on y. This unattractive feature may explain why multi-level
formulations in this category are rare.

An additional difficulty of the above formulation is the non-separability of the
constraints sets; constraints of each subproblem may depend on variables of
other subproblems as well. Local convergence proofs for Gauss-Seidel and Jacobi
approaches as found in Bertsekas and Tsitsiklis (1989), Grippo and Sciandrone (2000),
and Bezdek and Hathaway (2002) assume that the constraints of a subproblem are
separable such that they do not depend on the variables of other subproblems. In
other words, theoretical convergence proofs require that subproblem constraint sets are
separable with respect to the subproblems. Note that the objective function need not be
separable. The results of Pan and Diaz (1990) confirm these findings by showing that
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the above formulation got stuck in non-optimal points even for a two-dimensional linear
programming problem.

Parallel variable distribution (PVD) techniques for distributed optimization have
also been demonstrated to converge to optimal system solutions for problems
with convex non-separable constraint sets (see, e.g., Ferris and Mangasarian, 1994;
Sagastizábal and Solodov, 2002). The key ingredient of PVD methods is that each of
the problems (2.7) and (2.8) is given freedom to change the variables of the remaining
subproblems along a certain direction (e.g., a feasible descent direction), thereby
effectively relaxing the consistency between subproblems. After the parallel solution of
all subproblems, consistency is restored in a so-called synchronization phase. If the
PVD directions are set equal to the all-zero vector, the problems (2.7) and (2.8) are
obtained, and the synchronization step can be omitted. For this all-zero direction however,
convergence can only be guaranteed when constraint sets are separable with respect to the
subproblems (Sagastizábal and Solodov, 2002).

Another approach that has been proven to be convergent for convex problems is
hierarchical overlapping coordination (HOC, Park et al., 2001). The HOC convergence
analysis assumes that (at least) two problem partitions with disjoint linking variable sets
y are available. In other words, a linking variable in one partition cannot be a linking
variable in the other. This condition appears impractical in engineering design where a
partition is typically static, and linking variables emerge naturally when partitioning the
system.

Closed design, open consistency

Penalty relaxation of non-separable constraints is an often used technique to arrive
at subproblems with separable constraints. Approaches that relax interdisciplinary
consistency through penalty functions typically apply to a subclass of Problem (2.9) of
the form

min
y,x1,...,xM

f (y, x1, . . . , xM)

subject to gj(y, xj) ≤ 0 j = 0, . . . ,M
hj(y, xj) = 0 j = 0, . . . ,M

(2.9)

where disciplinary constraints gj and hj, j = 1, . . . ,M depend only on the linking variables
y, and the design variables xj of one discipline, and system-level constraints g0 and
h0 depend only on the linking variables y. For these problems, constraints are linked
through the linking variables y. These problems are similar to Problem (2.1), but allow
the objective function to also depend on the local variables.

To remove the coupling of constraints, local copies yj of the linking variables y are
introduced at each subproblem. Non-separable consistency constraints cj = y − yj = 0,
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j = 1, . . . ,M are included to force the copies to be equal to the originals. These consistency
constraints are consequently relaxed using a penalty function φj resulting in a master
problem given by

min
y

f (y, x1, . . . , xM) +
M∑
j=1

φj(y − yj)

subject to g0(y) ≤ 0
h0(y) = 0

(2.10)

andM disciplinary subproblems given by

min
yj,xj

f (y, x1, . . . , xM) + φj(y − yj)

subject to gj(yj, xj) ≤ 0
hj(yj, xj) = 0

(2.11)

The above formulation is open with respect to the consistency constraints since y and
yj may take different values during coordination. Disciplinary constraints gj and hj are
explicitly enforced, and the formulation is therefore closed with respect to the design
constraints.

An example of the above formulation is the augmented Lagrangian coordination
method for quasiseparable problems presented in Chapter 5. This formulation uses
an augmented Lagrangian penalty function for φj, and assumes a separable objective
function that can be written as f =

∑M
j=1 fj(yj, xj) such that each subproblem minimizes

its own component fj. Since the formulation also assumes that g0 and h0 are not present,
the master problem reduces to the minimization of the convex quadratic augmented
Lagrangian penalty function to which an analytical solution is available. Chapter 7 shows
that a similar approach also applies to problems with block-separable system constraints
g0 and h0; the master problem becomes a quadratic programming problem.

The analytical target cascading (ATC) formulation is another example in this category,
but now formulated for an arbitrary number of levels (Michelena et al., 1999; Kim,
2001; Kokkolaras et al., 2002; Kim et al., 2003; Michelena et al., 2003). Various penalty
functions φj have been proposed for ATC (see, e.g., Chapter 4, Michelena et al., 2003;
Lassiter et al., 2005; Kim et al., 2006), and a comparison can be found in Li et al. (2008).

Open design, closed consistency

An alternative formulation with separable subproblem constraint sets does not relax
consistency, but relaxes the design constraints. The master problem is then given by

min
y

f (y, x1, . . . , xM) +
M∑
j=0

φj(gj(y, x1, . . . , xM),hj(y, x1, . . . , xM)) (2.12)
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and the M disciplinary subproblems are given by

min
xj

f (y, x1, . . . , xM) +
M∑
i=0

φi(gi(y, x1, . . . , xM),hi(y, x1, . . . , xM)) (2.13)

In this formulation, all design constraints may be violated, and are therefore open.
Consistency is closed since a subproblem does not have freedom to search in the variable
space of other subproblems.

An unattractive feature of the above formulation is that any convergence proof requires
that each subproblem has to include the constraint functions of all other subproblems
as well. However, the goal of distributed optimization methods in engineering design is
to establish a degree of disciplinary autonomy between the subproblems that does not
require the inclusion of models from other subproblems.

A popular approach to overcome the difficulties associated with integration is to relax
some constraints completely such that they can be removed from the master problem or
the subproblem. For example, setting φj = 0 for j = 1, . . . ,M in master problem (2.12)
removes the penalties on subproblem constraints from its formulation. Similarly,
subproblems (2.13) include only their disciplinary constraints gj and hj when the penalties
φi, i =/ j for the remaining constraints are set equal to zero. Several methods within this
category do not relax those constraints that are included in (2.12) or (2.13). Instead, they
are included directly as constraints, resulting in a mixed formulation with some design
constraints relaxed and some enforced explicitly.

An example of the above mixed formulation is Multidisciplinary design optimization with
independent subspaces (MDOIS) of Shin and Park (2005). The master problem in their
formulation only performs a so-called system analysis: it is responsible of finding the
values of the interdisciplinary coupling variables y such that consistency between the
analysis input and output variables of all disciplines is enforced. A master problem
that only performs a system analysis is obtained when f does not depend on y and thus
drops out of (2.7), g0 is not present, and h0 only includes the interdisciplinary analysis
coupling constraints. The optimal values of y are included in the disciplinary subsystems
as constants. One variant of MDOIS also passes sensitivity information of how the
optimal values of y depend on xj, j = 1, . . . ,M. The subproblems are given freedom to
improve their design by varying y along its linear approximation. Since the value of y at
subproblems may therefore be different from the system-level value, this approach is also
open with respect to the interdisciplinary consistency constraints and therefore belongs
to the final category of this section.

Bilevel integrated system synthesis (BLISS, Sobieszczanski-Sobieski et al., 2000) is
another example. Their approach assumes that the linking variables y include a set
of analysis input-output variables yio, and a set of global design variables z. System
constraints g0 are not present, and the constraints h0 only include interdisciplinary
analysis coupling constraints, similar to MDOIS. The master problem in y is split
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into two separate problems. First, a system analysis problem searches for values of
yio that satisfy the system analysis equations h0 = 0. Second, a system optimization
problem is defined in z to minimize the objective f while fixing all local variables xj.
No constraints are included in this system optimization problem. Instead of using the
actual objective function f , BLISS includes a linear approximation f = f̂ (z, x1, . . . , xM) of
how the objective f depends on the remaining variables z, x1, . . . , xM in (2.12) and (2.13).
The linear approximation is constructed using the global sensitivity equations (GSE,
Sobieszczanski-Sobieski, 1990), and post-optimal sensitivities of disciplinary subproblem
solutions (Vanderplaats and Yoshida, 1985).

A third example is the concurrent subspace optimization (CSSO) formulation of
Sobieszczanski-Sobieski (1988) that relaxes only a subset of design constraints. The
formulation combines design constraint relaxation at the system level with enforcing (an
approximation of) the design constraints at the disciplinary level. Their approach also
uses the master problem for performing a system analysis to determine the values of
the linking variables y, similar to MDOIS and BLISS. Subproblem j however does not
relax the design constraints gi and hi of other subproblems i =/ j. Since inclusion of
detailed models of all disciplines in a subproblem is undesirable, CSSO includes linear
approximations of a cumulative constraint violation measure for subproblems i =/ j in the
formulation of subproblem j instead. A variant of CSSO that does not use a system
analysis master problem but considers only disciplinary subproblems has appeared in
Shankar et al. (1993). Another modification to CSSO can be found in Bloebaum (1992).

Open design, open consistency

The final category of formulations relaxes both design and consistency constraints.
Similar to the closed design, open consistency formulation, copies yj of the linking
variables are introduced at each subproblem. Interdisciplinary consistency constraints
cj = y − yj are relaxed using a penalty function φj. The design constraints gj and hj are
relaxed with a penalty function θj. The resulting problem formulation is given by a master
problem in y

min
y

f (y, x1, . . . , xM) +
M∑
j=1

φj(y − yj) + θ0(g0(y, x1, . . . , xM),h0(y, x1, . . . , xM)) (2.14)

and the M disciplinary subproblems are given by

min
yj,xj

f (y, x1, . . . , xM) + φj(y − yj) + θ0(g0(y, x1, . . . , xM),h0(y, x1, . . . , xM))

+
M∑
i=1

θi(gi(yj, x1, . . . , xM),hi(yj, x1, . . . , xM))
(2.15)

The formulation is open both for the design constraints and the consistency constraints
since all constraints are relaxed, and each subproblem includes a separate copy yj for the
linking variables.
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For the general problem of (2.9), the above formulation does not provide disciplinary
autonomy since the local constraints gj and hj appear in all subproblems. For certain
subclasses however, the formulation does yield a degree of design autonomy at the
subproblems. For instance, when constraints gj and hj depend only on the linking
variables y and the local variables xj, the penalty θj of subproblem j does not appear in
any other subproblem. Although such an approach resembles the closed design, open
consistency formulation of Section 2.4, Blouin et al. (2005) uses the explicit relaxation
of design constraints to improve the convexity properties of the subproblems assuming
system-level constraints g0 and h0 are not present. Their formulation uses an ordinary
Lagrangian function for φj to formulate subproblems that can be solved independently. To
improve convergence characteristics for non-convex problems, an augmented Lagrangian
penalty is used for θj to relax the design constraints.

Another example of the above formulation is the augmented Lagrangian coordination
method presented in Chapter 6, which relaxes only a subset of the design constraints.
Their formulation applies to problems that have system-level constraints g0 and h0 that
may depend on all design variables, and disciplinary constraints gj and hj, j = 1, . . . ,M
that depend on the linking variables yj and one set of local variables xj. Consistency
constraints cj are relaxed using an augmented Lagrangian penalty function. The system-
level design constraints g0 and h0 are relaxed using an augmented Lagrangian penalty
as well, resulting in an approach that is open with respect to constraints g0 and h0, and
closed with respect to gj and hj, j = 1, . . . ,M.

General considerations

Alternating method typically use a penalty relaxation to obtain a formulation that is
open with respect to a set of constraints. The drive the error introduces by relaxation,
appropriate values for the penalty parameters have to be found. Selecting these values
often requires an iterative scheme, that can be superimposed as an external loop over the
Gauss-Seidel or Jacobi schemes of Figure 2.2. The resulting algorithms have an outer loop
that sets the penalty parameters, and an inner loop in which subproblem solutions are
exchanged. Both alternating optimization techniques and penalty update methods are
mature techniques, and the mathematics literature provides a large body of theory and
algorithms that can be used in the context of distributed optimization for engineering
design (see, e.g., Bertsekas and Tsitsiklis, 1989; Bertsekas, 2003).

The major advantage of alternating formulations is that proof for their global and local
convergence can be obtained by combining existing proofs on Gauss-Seidel or Jacobi
schemes of the inner loop with convergence theory for the penalty approaches of the outer
loop (see, e.g., Chapter 6). The assumptions for convergency of the outer loop is typically
less restrictive than the assumptions required for convergence of the inner loop, which



42 2 A classification of methods for distributed system optimization

often include smoothness of the objective function, and global optimality of subproblems
solutions. Other theoretical results for alternating formulations include that subproblems
are typically smooth and well-posed when the penalty functions are smooth.

A potential drawback of alternating formulations lies in the fact that proofs for global
or local convergence for the Gauss-Seidel and Jacobi methods of the inner loop often
assume global optimality of subproblem solutions (see, e.g., Bertsekas and Tsitsiklis,
1989; Bezdek and Hathaway, 2002; Bertsekas, 2003). Since global optimality in practical
engineering design problems is often hard, if not impossible, to guarantee, care should
be taken when applying methods to problems that may violate one or more assumptions
of the convergence proofs. Although methods without a convergence proof may also
converge to local system solutions, a formal proof of convergence is valuable for any
distributed optimization method.

Computational efficiency of alternating methods is determined by the convergence speed
of the Gauss-Seidel and Jacobi schemes (inner loop), together with the efficiency of any
penalty update scheme of the outer loop. In general, a Gauss-Seidel scheme is typically
more efficient that a Jacobi scheme since subproblem solutions are exchanged as soon as
they become available. Furthermore, Gauss-Seidel schemes are known to be more stable
than the parallel Jacobi approach (Bertsekas and Tsitsiklis, 1989). An advantage that can
improve the efficiency of Jacobi schemes is that subproblems can be solved in parallel.

A possibility to speed up the Guass-Seidel or Jacobi inner loop is to include gradient
information on how the optimal design of one subproblem depends on the design of the
other subproblems. With this additional information, a Newton-like fixed point algorithm
can be formulated. Gradient information may be obtained through techniques such as
post-optimal sensitivities, the global sensitivity equations, or from the iteration history.
In the context of multidisciplinary design optimization, gradient information has been
used for reducing the cost of performing a system analysis (see, e.g., Haftka et al., 1992).
A potential difficulty for a Newton-like approach for alternating formulations is that
subproblem solution gradients can be discontinuous due to constraint activity changes
and multi-modality.

The second factor in efficiency are the outer loop updates required for the penalty
relaxation approach. Although exact penalty methods that do not require updating exist
(see, e.g., Bertsekas, 2003), they are typically non-smooth, which violates the smoothness
assumption for the inner loop, or require specific gradient information that is difficult to
compute for engineering problems. Efficiency improvements may be gained by using
penalty approaches that allow the inner loop to be terminated early, as found in e.g.
Bertsekas and Tsitsiklis (1989). Examples of their application in alternating formulations
can be found in Chapters 4 and Li et al. (2008) for ATC, and in Chapters 5 and 7 for
augmented Lagrangian coordination.
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Alternating formulations in other application fields

The Guass-Seidel and Jacobi schemes are commonplace techniques in optimization,
and have also been referred to as block-coordinate descent (Bertsekas, 2003) and
alternating optimization (Bezdek and Hathaway, 2002). Example applications can
be found in pattern recognition problems (Bezdek and Hathaway, 2002), power
unit commitment problems (Beltran and Heredia, 2002), and multi-stage stochastic
programming (Ruszczynski, 1995). The theoretical properties of alternating optimization
methods are well understood, and analyses can be found in Bertsekas and Tsitsiklis
(1989), Bezdek and Hathaway (2002), Grippo and Sciandrone (2000), and Bertsekas
(2003). The progressive hedging algorithm of Mulvey and Vladimirou (1991) is an
approach similar to the one presented in Chapter 5, and an overview of decomposition
methods using alternating optimization in convex stochastic programming can be found
in Ruszczynski (1997). In general, alternating methods are employed when the individual
subproblems are much easier to solve than the integrated problem that considers all
variables simultaneously, a motivation that we recognize from the engineering literature.

2.5 Summarizing remarks

A classification based on formulation structure of distributed optimization formulations
for engineering design is presented. Two classes are identified: nested formulations and
alternating formulations. Nested formulations are bilevel programming problems where
subproblems solutions are nested in the functions of a coordinating master problems.
Alternating formulations iterate between solving a master problem and disciplinary
subproblems in a Gauss-Seidel or Jacobi type scheme. A subdivision in each class is
made based on the relaxation of disciplinary constraints and consistency constraints.
Many existing distributed optimization formulations for engineering design are classified
according to the criteria, revealing similarities and differences between the various
approaches.

For each class, a number of common characteristics that are relevant for the theoretical
properties of the formulations within a class is identified. These common characteristics
can be used for assessing which formulation is (most) suitable for solving a given
distributed optimal design problem.

Our classification focusses on the theoretical properties of formulations. In practice,
computational efficiency and robustness are other important factors in determining the
applicability of a formulation (Alexandrov and Lewis, 1999). The classification may be
used as a starting point for a numerical comparison study of the various formulations.
Since specifying various problem decompositions for a number of coordination
approaches is tedious and error prone, a flexible and user-friendly approach is desired for
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specification of problem partitions, and implementation of coordination methods. The
works of Etman et al. (2005); Alexandrov and Lewis (2004a,b); de Wit and van Keulen
(2008) are efforts in this direction.
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Augmented Lagrangian coordination:

an overview

Abstract / This chapter presents a general overview of the augmented Lagrangian coordination
(ALC) methods presented for different problem classes in Chapters 4 to 7. Here, the general
coordination principles of ALC are explained together with the major characteristics of ALC
algorithms. The individual Chapters 4 to 7 are focussed on a specific type of problem, but
follow a similar structure. Since the principles of coordination are the same, this setup
necessarily introduces a degree of overlap, but allows each chapter to be read independently.

The basis of this overview is the generic coordination method of Chapter 6. The
coordination methods of Chapters 4, 5, and 7 are subclasses of this generic approach,
and are discussed at the end of this chapter.

3.1 Problem transformation and subproblem formulation

The starting point for the generic augmented Lagrangian coordination (ALC) method is
the partitioned system optimization problem (1.2) of Chapter 1:

min
y,x1,...,xM

f0(y, x1, . . . , xM) +
M∑
j=1

fj(y, xj)

subject to g0(y, x1, . . . , xM) ≤ 0
h0(y, x1, . . . , xM) = 0
gj(y, xj) ≤ 0 j = 1, . . . ,M
hj(y, xj) = 0 j = 1, . . . ,M

(3.1)

45
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Figure 3.1 /Distribution of variables and functions (left) and functional dependence table
(right) of the original partitioned problem (3.1).

where the system consists of M disciplines labeled j = 1, . . . ,M. The local variables xj
are associated exclusively with discipline j, and the linking variables denoted by y are
relevant to two or more disciplines. Similarly, objective and constraint functions are
divided into coupling functions f0, g0, and h0 that depend on the local variables of more
than one discipline, and local functions fj, gj, and hj that depend on only one subset
of local variables. The structure and functional dependence table of the above system
optimization problem is depicted in Figure 3.1. Similar to Wagner (1993), we shade a
cell of the functional dependence table if the function of the associated row depends on
the variable of the corresponding column. The figure clearly shows the coupling of the
disciplines through the linking variables y and coupling functions f0, g0, and h0. Without
the linking variables and coupling functions (i.e. without interaction), the above problem
can be decomposed into M smaller subproblems, each associated with one discipline.
When linking variables and/or coupling functions are present, a coordination method is
required to guide the individual element designs towards an optimal system design.

The augmented Lagrangian coordination algorithms require that all constraints are
separable with respect to the variables of the individual disciplines (i.e. depend only on
the variables of a single discipline); coupling through the objective function is allowed.
To remove the coupling of the constraints through the linking variables y and coupling
constraints g0 and h0, two problem transformation steps are proposed:

Step 1: Introduction of linking variable copies yj as design variables at each discipline,
and the introduction of consistency constraints c that force the introduced copies
to take equal values y1 = y2 = . . . = yM. The local constraints gj and hj then
only depend on the variables yj and xj of discipline j. However, the introduced
consistency constraints c(y1, y2, . . . , yM) depend on the linking variables of more
than one discipline, and are therefore nonseparable coupling constraints, similar
to g0 and h0. The result of this first transformation is depicted in Figure 3.2(a),
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(a) Partitioned problem after Step 1: introduction
of linking variables copies yj and consistency
constraints c.
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(b) Partitioned problem after Step 2: relaxation
of coupling constraints g0 and h0 and consistency
constraints c.

Figure 3.2 / Functional dependence table after each transformation step.

where the separability of the local constraint sets can clearly be observed, as well as
coupling through the constraints c, g0, and h0.

Step 2: Relaxation of the coupling constraints g0 and h0 and consistency constraints c
through an augmented Lagrangian penalty function φ. After relaxation of c, g0,
and h0, the remaining local constraints gj and hj are separable with respect to the
disciplinary variables yj and xj. The objective is not separable due to the coupling
objective f0 and the augmented Lagrangian penalty φ. The result of this second
transformation is depicted in Figure 3.2(b), where the separability of constraints can
be observed. Note that the relaxation introduces an error between the solution of the
relaxed problem and the original problem. A penalty parameter update algorithm
is required to drive this error to zero.

Now that the constraints are separable, we are ready to formulate the disciplinary
subproblems. The disciplinary optimization subproblem Pj is defined as solving the
relaxed problem for one subset of variables [xj, yj]. Subproblem Pj only has to include
those functions that depend on these variables, and is therefore given by:

min
xj,yj

fj(yj, xj) + f0(x1, y1, . . . , xM, yM) + φ(x1, y1, . . . , xM, yM)

subject to gj(yj, xj) ≤ 0
hj(yj, xj) = 0

(3.2)

Note that the solution to subproblem j depends on the solution of the other subproblems
i =/ j, since these appear in the coupling objective f0 and the penalty function φ.
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Figure 3.3 / Nested solution algorithm for generic augmented Lagrangian coordination
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3.2 Solution algorithms

The solution algorithms for augmented Lagrangian coordination have two tasks. The
first task is to account for the coupling of subproblems (3.2) through their objectives. The
second task is to find the optimal values of the parameters for the augmented Lagrangian
penalty function that reduce the error introduced by relaxing the coupling and consistency
constraints.

To perform these tasks, ALC algorithms operates in a nested structure with inner
and outer loops that combine two techniques from nonlinear programming. In the
inner loop, an alternating optimization approach solves the subproblems sequentially
to account for the interaction between subproblems through their objectives. During
execution of the inner loop, the penalty parameters of the augmented Lagrangian are
fixed. The outer loop selects the penalty parameters using the method of multipliers
based on the violations of the coupling constraints c, g0, and h0 at the solution obtained
from the inner loop. Figure 3.3 illustrates the nested solution algorithm for ALC.

The solutions obtained with ALC algorithms can be demonstrated to converge to
Karush-Kuhn-Tucker (KKT) points of the partitioned system optimization problem (3.1)
when a) the coupling objective f0 and coupling constraints g0 and h0 are continuously
differentiable, and b) global solutions to subproblems are available. For convex problems
this implies that solutions obtained with ALC algorithms are globally optimal system
solutions. The available convergence theory allows the inner loop to be terminated
prematurely (i.e. to solve the inner loop inexact), thereby avoiding costly inner loop
iterations when the penalty parameters are still far from their optimal values. For a more
detailed discussion on the convergence theory, the reader is referred to Section 6.5.
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The second requirement for convergence, global optimality of subproblem solutions,
may not be guaranteed for practical design problems due to non-convex functions
that introduce multiple local subproblem solutions. Numerical experiments with ALC
algorithms on several non-convex example problems are presented in Chapter 8, and
demonstrate that locally optimal solutions often lead to KKT points that are local system
solutions. In some cases, in particular for problems with disconnected feasible domains,
ALC converged to inconsistent solutions when subproblems could only be solved for local
optimality. Performing a global search at the subproblem level improves the convergence
behavior of ALC, and globally optimal system designs are often obtained.

The main feature of the ALC method that distinguishes it from others is its flexibility
in combination with the availability of convergence theory. The flexibility relates
both to the structure of the coordination process, and to the type of coupling that is
allowed. Most existing coordination methods for which convergence theory is available
follow a hierarchical structure in which a single master problem is in charge of
coordination. The master problem is superimposed over the disciplinary subproblems
that communicate only with this master problem. ALC allows a more general, non-
hierarchical coordination structure in which coordinationmay also be performed between
disciplinary subproblems directly. Furthermore, ALC can coordinate both linking
variables y and coupling functions f0, g0, and h0, where existing methods typically only
allow linking variables. To the best of our knowledge, ALC is currently the only approach
that combines a large degree of flexibility with the availability of convergence theory.

3.3 Subclasses using an alternating direction approach

For the ALC solution algorithms, an extreme case of the inexact inner loop is the
alternating direction method of multipliers that uses only a single iteration for the
inner loop. Such a single-iteration inner loop outperforms the nested approaches for
most of the examples presented in this thesis. However, the convergence theory for
the an alternating direction approach only applies to problems with linear coupling
constraints g0 and h0, and when the coupling objective is not present f0 = 0. Since the
consistency constraints c are linear, coupling through linking variables can be coordinated
straightforwardly by an alternating direction approach.

Chapters 4, 5, and 7 present ALC algorithms based on the alternating direction
method of multipliers for a number of subclasses of Problem (3.1). Chapters 4 treats
problems with a purely hierarchical structure in which disciplines are only coupled
through linking variables, and coupling functions f0, g0, and h0 are not present (see
Figure 3.4(a)). The well-known analytical target cascading (ATC) method has been
developed at the University of Michigan for this type of problem, and uses a quadratic
penalty function in combination with an iterative inner loop similar to ALC. In Chapter 4,
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we demonstrate that coordination cost for ATC can be reduced significantly (factor 10-
1000 for the presented examples) by reverting to an augmented Lagrangian penalty used
in combination with the alternating direction method of multipliers.

Chapter 5 presents the second subclass, quasiseparable problems, which are linked
only through linking variables y, and coupling functions f0, g0, and h0 are not
present (see Figure 3.4(b)). Quasiseparable problems are often encountered in classic
multidisciplinary design optimization (MDO). Disciplines are typically linked in a
general, non-hierarchical fashion. The ALC algorithms presented in Chapter 5 introduce
an artificial master problem in the linking variables y only, and introduce consistency
constraints cj = y − yj = 0 to arrive at a decomposed problem structure in which the
master problem can be solved analytically, and the disciplinary subproblems can be solved
in parallel.

The third subclass, presented in Chapter 7, follows a similar, centralized coordination
approach for problems with so-called block-separable coupling constraints (see
Figure 3.4(c)). Block-separable coupling constraints are linear in terms of component
functions, each of which is associated with a discipline, but the component functions
themselves need not be linear in terms of the disciplinary variables [xj, yj]. For this
subclass, the master problem becomes a quadratic programming problem, and the
subproblems can be solved in parallel.
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Figure 3.4 / Three ALC subclasses using the alternating direction method of multipliers.
Top: distribution of variables and functions over the disciplines. The coupling constraints
g0 and h0 are block-separable. Center: functional dependence table for allowed problem
structure. For hierarchical problems, the column for the linking variables y is not “full”
due to the requirement that a hierarchical structure should be present in the problem.
Bottom: illustration of coordination algorithms.
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Augmented Lagrangian coordination for

analytical target cascading

S. Tosserams, L.F.P. Etman, P.Y. Papalambros, and J.E. Rooda, An augmented Lagrangian
relaxation for analytical target cascading using the alternating direction method of multipliers.

Structural and Multidisciplinary Optimization (2006) 31: 176–189.
The original publication is available at http://www.springerlink.com

Also presented at the 6th World Congress on Structural and Multidisciplinary
Optimization, Rio de Janeiro, Brazil, 30 May - 3 June, 2005.

Abstract / Analytical target cascading is a method for design optimization of hierarchical
multilevel systems. A quadratic penalty relaxation of the system consistency constraints is
used to ensure subproblem feasibility. A typical nested solution strategy consists of inner and
outer loops. In the inner loop, the coupled subproblems are solved iteratively with fixed penalty
weights. After convergence of the inner loop, the outer loop updates the penalty weights. The
chapter presents an augmented Lagrangian relaxation that reduces the computational cost
associated with ill-conditioning of subproblems in the inner loop. The alternating direction
method of multipliers is used to update penalty parameters after a single inner loop iteration,
so that subproblems need to be solved only once. Experiments with four examples show that
computational costs are decreased by orders of magnitude ranging between 10 and 1000.

4.1 Introduction

Analytical target cascading (ATC) is a model-based, multilevel, hierarchical optimization
method for systems design (Kim, 2001; Kim et al., 2002, 2003; Michelena et al., 2003).
ATC formalizes the process of propagating top-level targets throughout the design
hierarchy. The single top-level discipline of the hierarchy represents the overall system and
each lower level discipline represents a sub-system or component of its parent discipline.

53
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Disciplines within an ATC problem hierarchy are coupled through target and response
variables. Targets are set by a parent discipline for its children, while responses computed
by the children define how close these targets can be met.

At each discipline, an optimization problem is formulated to find local variables,
responses to its parent, and targets for its children that minimize an inconsistency
weighted penalty function while meeting local design constraints. Each discipline may
use one or more analysis models to determine the responses to the propagated targets.
In turn, these responses are rebalanced up to higher levels by iteratively changing
targets and designs to achieve consistency. Subproblems are not independent and a
coordination strategy is required to define the sequence in which subproblems are solved,
and responses and targets are exchanged.

Note that distributed design optimization using decomposition usually incurs higher
total computational costs than an all-in-one (AIO) strategy, unless some special problem
structure is exploited. The use of decomposition is typically dictated by inability to solve
the problem as AIO and/or a desire to follow a distributed design strategy, as is often the
case in product development organizations. Still, reduction of computational burden is
very important for any decomposition-based strategy.

Following the open/closed classification of Alexandrov and Lewis (1999), ATC belongs
to the same class as Collaborative optimization (CO, Braun, 1996; Braun et al., 1997).
Nevertheless, several differences between the methods have been identified (see
Allison et al., 2005). One important difference is that a convergence proof is available
for ATC (Michelena et al., 2003) but not yet available for CO (Alexandrov and Lewis,
2002). This chapter discusses how various convergent methods available from nonlinear
programming (see, e.g., Bertsekas and Tsitsiklis, 1989) can be applied to ATC.

Numerical experiments with ATC show that finding accurate solutions requires
significant computational effort due mainly to two issues (Tzevelekos et al., 2003;
Michalek and Papalambros, 2005a; Tosserams, 2004). First, large weights are required
for accurate subproblem solutions, and second, many iterations, and thus subproblem
optimizations, are required in the coordination strategy that solves the decomposed
problem. Both issues originate in the relaxation technique used to transform and
decompose the original design problem. Ideally, targets and responses are exactly equal at
the solution, and consistency constraints are used to force targets and responses to match.
For feasibility of subproblems, however, these consistency constraints have to be relaxed,
allowing inconsistencies between targets and responses. These inconsistencies are then
minimized with a quadratic penalty function.

For the quadratic penalty function in general, large weights are required to find accurate
solutions (Bertsekas, 2003). The relation between weights and solution accuracy is not
known a priori, motivating the setting of weights at arbitrarily large values. These large
weights, however, introduce ill-conditioning of the problem and cause computational
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difficulties (see Michalek and Papalambros, 2005a; Tosserams, 2004). Another property
of the quadratic penalty function is that it is not separable and therefore subproblems
are dependent. This dependency is addressed by a coordination strategy that defines
an iterative process of solving subproblems and exchanging targets and responses. This
iterative coordination procedure, possibly nested for more than two levels, heavily impacts
computational cost, especially for higher weights (Tzevelekos et al., 2003; Tosserams,
2004).

To overcome the weight setting problem, particularly when targets cannot be fully met,
Michalek and Papalambros (2005a) proposed a nested solution algorithm that finds the
minimal required weights for a solution within user-specified inconsistency levels. The
inner loop of the algorithm solves the decomposed ATC problem with a coordination
scheme. The outer loop then updates the penalty weights based on information of the
inner loop. This process is repeated until the desired inconsistency level is reached.
Numerical experiments show improved but still large computational effort for solving
the inner loop problem.

To reduce the costs of inner loop coordination, Lassiter et al. (2005) have proposed an
alternative relaxation. Instead of the non-separable quadratic penalty function, they
proposed the separable ordinary Lagrangian function so that subproblems of the inner
loop become independent and must be solved only once. Consistency is completely
handled by the outer loop parameter updates. Drawback of this method is that
subproblems can become unbounded. Still, this approach is very promising and is
complementary to the one proposed here.

In this chapter, we propose and investigate ATC problem relaxation with an augmented
Lagrangian penalty function (see, e.g., Bertsekas, 2003). By means of the augmented
Lagrangian function relaxation, ill-conditioning is reduced for the ATC problem of the
inner loop because accurate solutions can be obtained for smaller weights.

In the augmented Lagrangian relaxation the subproblems are still dependent. The inner
loop requires an iterative coordination scheme to solve the coupled ATC subproblems. To
reduce the cost of inner loop coordination, we apply the alternating direction method of
multipliers (Bertsekas and Tsitsiklis, 1989). For this method, the inner loop coordination
reduces to solving each subproblem only once.

This chapter is organized as follows. First the decomposition procedure for ATC is
presented. Then the quadratic penalty function, the augmented Lagrangian penalty
function, and the alternating direction method of multipliers for ATC are given, followed
by numerical results obtained from experiments on a number of example problems.
Finally, these results are discussed and main findings are presented.
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Figure 4.1 / Example hierarchical problem structure (left) and variable allocation (right).

4.2 ATC problem decomposition

In preparation for the penalty relaxation method, a general procedure for decomposing
hierarchical problems into ATC subproblems is given first. The notation used here differs
slightly from the formulation of Michalek and Papalambros (2005b), and more clearly
illustrates the penalty relaxation technique for ATC. Equivalence of the two notations is
shown in the Appendix at the end of this chapter.

Consider the general all-in-one (AIO) system design problem

min
z

f (z)

subject to g(z) ≤ 0,
h(z) = 0,

(4.1)

where z is the complete vector of all design variables, f is the overall objective function,
g and h are all the inequality and equality constraint functions, respectively. Unless
indicated otherwise all vectors are column vectors.

Assume that the AIO problem (4.1) has an underlying hierarchy of N levels with a total
of M disciplines (see Figure 4.1 for an example with the ATC index notation). In the
following, the index ij indicates that a quantity is relevant to discipline j at level i, where
i = 1, . . . , N and j = 1, . . . ,M.

Each discipline has a number of local variables xij, and disciplines are coupled through
target variables tij, so z = [x11, . . . , xNM, t22, . . . , tNM] (see Figure 4.1). Assume furthermore
that the objective function is additively separable by discipline, f = f11 + . . . + fNM, and
that constraints are separable by discipline, g = [g11, . . . , gNM] and h = [h11, . . . ,hNM]. The
partitioned AIO problem is then defined as

min
z

N∑
i=1

∑
j∈Ei

fij(xij, tij, t(i+1)k1 , . . . , t(i+1)kcij )

subject to gij(xij, tij, t(i+1)k1 , . . . , t(i+1)kcij ) ≤ 0,
hij(xij, tij, t(i+1)k1 , . . . , t(i+1)kcij ) = 0,
∀j ∈ Ei, i = 1, . . . , N,

(4.2)
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where xij is the vector of local variables of discipline j at level i; tij is the vector of target
variables shared by discipline j at level i with its parent at level i − 1; Ei is the set of
disciplines at level i (e.g., E3 = {4, 5,6} in Figure 4.1); Cij = {k1, . . . , kcij} is the set of children
of discipline j at level i (e.g., C22 = {4, 5} in Figure 4.1); cij is the number of children of
discipline j at level i; fij is the local objective of discipline j at level i; gij is the vector of
inequality constraints of discipline j at level i; hij is the vector of equality constraints of
discipline j at level i.

Discipline j at level i of the hierarchy shares target variables tij with its parent. Response
copies rij are introduced to make the objective functions and constraint sets fully separable
with respect to the decision variables of the problem. The response copies are forced to
match the original targets by consistency constraints

cij = tij − rij = 0, (4.3)

where the constraint values cij are the inconsistencies between targets for discipline j at
level i and its responses. Although the objective and constraint functions can now be
separated by discipline, the consistency constraints cannot and are therefore the coupling
constraints of the problem. The modified AIO problem after introduction of response
copies and consistency constraints is given by

min
x11,...,xNM

N∑
i=1

∑
j∈Ei

fij(xij)

subject to gij(xij) ≤ 0,
hij(xij) = 0,
cij = tij − rij = 0,

where xij = [xij, rij, t(i+1)k1 , . . . , t(i+1)kcij ],
∀j ∈ Ei, i = 1, . . . , N.

(4.4)

Note that the solution set to Problem (4.4) solves the original problem (4.2).

For decomposition purposes, inconsistencies between targets and responses are
allowed. By allowing inconsistencies, subproblems will have feasible solutions even for
unattainable targets. Ideally these inconsistencies are zero at the solution, and therefore
they are minimized with a penalty function φ which is added to the objective. This
procedure is also known as relaxation of the problem. The relaxed AIO problem is given
by

min
x11,...,xNM

N∑
i=1

∑
j∈Ei

fij(xij) + φ(c(x11, . . . , xNM))

subject to gij(xij) ≤ 0,
hij(xij) = 0,

where xij = [xij, rij, t(i+1)k1 , . . . , t(i+1)kcij ],
∀j ∈ Ei, i = 1, . . . , N,

(4.5)
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with c = [c22, . . . , cNM] being the vector of all inconsistencies.

For a general penalty function φ, the problem can be decomposed by defining
subproblems Pij as solving the relaxed AIO problem (4.5) for only a subset of decision
variables xij. The resulting general subproblem Pij is given by

min
xij

fij(xij) + φ(c(x11, . . . , xNM))

subject to gij(xij) ≤ 0,
hij(xij) = 0,

where xij = [xij, rij, t(i+1)k1 , . . . , t(i+1)kcij ].

(4.6)

Note that subproblems are in general not separable due to the penalty function φ(c) which
depends on variables of more than one subproblems. Through the non-separable penalty
function, consistency between subproblems is maintained. A coordination strategy has
to be defined that specifies how and when the coupled subproblems are to be solved.

For ATC the quadratic penalty function is used for relaxing the problem

φ(c) = φQ(c) = ||w ◦ c||22 =
N∑
i=2

∑
j∈Ei

||wij ◦ cij||22, (4.7)

where w = [w22, . . . ,wNM] is a vector of penalty weights, and the ◦ symbol is used to
denote a term-by-term multiplication of vectors such that [a1, a2, . . . , an] ◦ [b1, b2, . . . , bn] =
[a1b1, a2b2, . . . , anbn]. The quadratic penalty function is non-separable due to the quadratic
terms.

In each subproblem, only the penalty terms have to be included that depend on the
inconsistencies of a subproblem with its parent and its children; the remaining terms
are constant with respect to the subproblem’s variables xij, and can be dropped. For an
intermediate level subproblem Pij this gives

φQ(rij, t(i+1)k1 , . . . , t(i+1)kcij ) = ||wij ◦ cij||22 +
∑
k∈Cij

||w(i+1)k ◦ c(i+1)k||22

= ||wij ◦ (tij − rij)||22 +
∑
k∈Cij

||w(i+1)k ◦ (t(i+1)k − r(i+1)k)||22,
(4.8)

which gives the general ATC subproblem Pij

min
xij

fij(xij) + ||wij ◦ (tij − rij)||22 +
∑
k∈Cij

||w(i+1)k ◦ (t(i+1)k − r(i+1)k)||22

subject to gij(xij) ≤ 0,
hij(xij) = 0,

where xij = [xij, rij, t(i+1)k1 , . . . , t(i+1)kcij ].

(4.9)

The targets tij received from the parent and the responses r(i+1)k, k ∈
Cij received from the children appear as fixed parameters of subproblem Pij. Information
flows to and from a subproblem Pij are depicted in Figure 4.2.
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Figure 4.2 / Information flow for ATC subproblem Pij of (4.9).

The expanded use of local objectives is not explicitly included in the convergence proof
for ATC coordination strategies of Michelena et al. (2003). However, with convex local
objectives and constraints, the convergence proof still holds for the notation presented
here.

4.3 Augmented Lagrangian relaxation for ATC

One of the most widely used penalty functions is the augmented Lagrangian penalty
function (Bertsekas, 2003)

φAL(c) = vTc + ||w ◦ c||22 =
N∑
i=2

∑
j∈Ei

(vTij cij + ||wij ◦ cij||22), (4.10)

where v = [v22, . . . , vNM] is the vector of Lagrangian multiplier parameters. One can easily
observe that for v = 0 the augmented Lagrangian function (4.10) reduces to the quadratic
penalty function currently used for ATC, (4.7).

Again, in subproblem Pij only terms that depend on its variables have to be included

φAL(rij, t(i+1)k1 , . . . , t(i+1)kcij ) = −vTij rij + ||wij ◦ cij||22 +
∑
k∈Cij

vT(i+1)kt(i+1)k +
∑
k∈Cij

||w(i+1)k ◦ c(i+1)k||22

= −vTij rij + ||wij ◦ (tij − rij)||22 +
∑
k∈Cij

vT(i+1)kt(i+1)k +
∑
k∈Cij

||w(i+1)k ◦ (t(i+1)k − r(i+1)k)||22.

(4.11)

Note that the linear terms in the subproblem depend only on responses to its parent and
targets to its children, and not on the inconsistencies. The reason for this is the additively
separability of the linear terms: vTc = vT (t − r) = vT t − vTr. Since only terms that depend
on xij have to be included in Pij, one of the two terms, either vT t or −vTr, is constant and
may be dropped.
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With the augmented Lagrangian relaxation, the general subproblem Pij is given by

min
xij

fij(xij) − vTij rij + ||wij ◦ (tij − rij)||22+∑
k∈Cij

vT(i+1)kt(i+1)k +
∑
k∈Cij

||w(i+1)k ◦ (t(i+1)k − r(i+1)k)||22

subject to gij(xij) ≤ 0,
hij(xij) = 0,

where xij = [xij, rij, t(i+1)k1 , . . . , t(i+1)kcij ].

(4.12)

For v = 0 subproblem Pij reduces to the ATC subproblem formulation of (4.9).

Because only linear terms are added to the objective function, the inner loop coordination
schemes presented by Michelena et al. (2003) can be used to solve the augmented
Lagrangian relaxed ATC subproblems of (4.12). 1

Unless stated otherwise, the reader is referred to Bertsekas (2003) for the following
discussion of augmented Lagrangian relaxation techniques and parameter update
strategies.

Relaxation error

An important observation is that the solution to the relaxed problem (4.5) for the
augmented Lagrangian function is not equal to the solution to the original problem (4.2),
i.e., an error is introduced by relaxation. Only for exact penalty functions do both solutions
coincide. However, many of these exact penalty functions exhibit difficult properties from
an algorithmic point of view such as non-differentiability at the solution and unknown
minimal parameter values. Inexact penalty functions, such as the augmented Lagrangian,
have more favorable numerical properties but introduce the aforementioned relaxation
error.

Under the augmented Lagrangian function the relaxation error can be reduced by two
mechanisms:

1. Selecting v close to λ∗c , or

2. Selecting w to be very large.

Here λ∗c is the vector of Lagrange multipliers associated with the consistency
constraints (4.3) at the optimal solution of the modified AIO problem (4.4).

1For convergence, convexity of the objective and constraint functions as well as separability of constraints
are required. Subproblems with the augmented Lagrangian penalty function have convex objectives, and
therefore the convergence proof of Michelena et al. (2003) also applies to the ATC subproblems under the
augmented Lagrangian relaxation.
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The latter mechanism was used for ATC by Michalek and Papalambros (2005a), because
only the quadratic part of the augmented Lagrangian function was utilized. A nested
algorithm for automatic weight selection was implemented to arrive at solutions with a
desired inconsistency level in order to avoid setting arbitrarily large weights. In the inner
loop of the algorithm the decomposed ATC problem is solved for fixed penalty weights,
while the outer loop updates the penalty weights based on information of the inner loop.

Updating weights takes very little time, but a large computational effort is required
for solving the decomposed optimization problem of the inner loop. We show here
that the augmented Lagrangian form of ATC significantly reduces the computational
costs required to solve the inner loop problem. Large costs for the quadratic penalty
function are incurred because weights must approach infinity for accurate solutions
introducing ill-conditioning of the problem (as observed by Michalek and Papalambros,
2005a). Through the augmented Lagrangian, ill-conditioning of the problem can be
avoided by using an appropriate strategy to find v arbitrarily close to multipliers λ∗c and
keeping the weights relatively small.

Parameter update schemes

The succes of the augmented Lagrangian relaxation depends on the ability of the outer
loop update mechanism to drive v to λ∗c . A linear updating scheme for selecting new
terms v for the next outer loop iterate κ + 1 is given by

vκ+1 = vκ + 2wκ ◦ wκ ◦ cκ, (4.13)

where index κ refers to the outer loop iterate number. New estimates vκ+1 for the
optimal Lagrange multipliers λ∗c are computed from the old estimates vκ, weights wκ,
and inconsistencies cκ at the solution to the inner loop ATC problem at iterate κ. The
combination of updating scheme (4.13) and the augmented Lagrangian penalty function
is also known as the method of multipliers.

Under convexity assumptions, the method of multipliers can be shown to converge to the
optimal solution as long as the sequence w0,w1, . . . ,wκ is non-decreasing. Often a linear
update scheme for w is used

wκ+1 = βwκ, (4.14)

where β ≥ 1 is strictly necessary for convex objective functions, but typically 2 < β < 3 is
recommended to speed up convergence. For non-convex objectives and larger values of w,
the quadratic term of the penalty function also acts as a local “convexifier”.

The method of multipliers is proven to converge to the optimal solution of the original
design problem (4.4) (see Bertsekas, 2003), whereas for the weighting update method
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proposed by Michalek and Papalambros (2005a) for ATC with the quadratic penalty
function no convergence proof is available.

The following solution algorithm proposed for ATC consist of inner and outer loops.
In the inner loop, the decomposed problem is solved with an iterative scheme from
Michelena et al. (2003) and fixed penalty parameters. In the outer loop, the penalty
parameters are updated.

Method of multipliers for ATC

The method of multipliers iterative solution algorithm for ATC under the augmented
Lagrangian relaxation is given below.

Step 0: (Initialize) Define decomposed problem and initial solutions estimates x0, r0, and
t0. Set κ = 0, and define penalty parameters for first iteration v1 and w1.

Step 1: (Inner loop) Set κ = κ + 1, solve the decomposed ATC problem with fixed vκ and
wκ, and obtain new solution estimates xκ, rκ, and tκ.

Step 2: (Check convergence) If outer loop converged, set κ = K and stop; otherwise
proceed to Step 3.

Step 3: (Outer loop) Update penalty parameters to vκ+1 and wκ+1 using (4.13), and (4.14),
and results from Step 1, and return to Step 1.

As stated before, available convergent ATC coordination strategies can be used to solve the
inner loop ATC problem with the augmented Lagrangian relaxation.

Current inner loop coordination strategies for ATC require an iterative coordination
scheme. This coordination scheme, possibly nested for more than two levels, defines in
what order subproblems are solved and when targets and responses are communicated.
Figure 4.3 depicts two convergent inner loop coordination strategies for three-level
problems. In the nested bottom-up scheme of Figure 4.3(a), the lower two levels 2 and
3 have to converge to a solution before their responses are sent to the top level 1. When
responses are sent up, level 1 is solved once and updated targets are sent to the bottom two
levels. This process is repeated until all three levels have jointly converged to the solution
of the inner loop problem. The nested top-down scheme of Figure 4.3(b) is the mirror
image of the nested bottom-up scheme: levels 1 and 2 have to converge before sending
their targets to level 3.
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Figure 4.3 / Convergent coordination schemes for solving the inner loop ATC problem
(Michelena et al., 2003).

Alternating direction method of multipliers for ATC

To reduce the computational effort required for the inner loop solution coordi-
nation we propose the use of the alternating direction method of multipliers
(Bertsekas and Tsitsiklis, 1989). The alternating directionmethod prescribes to solve each
subproblem only once for the inner loop of the method of multipliers, instead of using
one of the iterative inner loop coordination schemes of Figure 4.3 until the inner loop
iterations have converged.

Two convergent ATC subproblem solution sequences for convex problems are depicted in
Figure 4.4.2 For convergence to the optimal solution, subproblems that share variables
must be solved sequentially, they cannot be solved in parallel. Subproblems that are
not coupled however can be solved in parallel. For the hierarchical ATC structure,
subproblems at the same level can be solved in parallel, but subproblems at adjacent levels
have to wait for the target and response updates that are being computed (See Figure 4.4(a)
for a possible level-by-level sequence).

An interesting observation for multilevel hierarchical problems is that subproblems at
all odd levels only depend on targets and responses from subproblems at even levels.
Therefore, all subproblems at odd levels may first be solved in parallel, after which
all subproblems at even levels can be solved, also in parallel, with the updated targets
and responses determined at the odd levels. With this odd-even sequence (depicted
in Figure 4.4(b)) parallelization of subproblem solutions can be exploited to reduce
computational time.

2See Bertsekas and Tsitsiklis (1989) for more specific conditions for convergence of the alternating
direction method of multipliers.



64 4 Augmented Lagrangian coordination for analytical target cascading

i
i

“level˙thesis˙temp” — 2008/6/4 — 10:50 — page 1 — #1 i
i

i
i

i
i

level 1

level 3

level 2

(a) Level-by-level

i
i

“oddeven˙thesis˙temp” — 2008/6/4 — 10:50 — page 1 — #1 i
i

i
i

i
i

level 1 level 3

level 2

(b) Odd-even levels

Figure 4.4 / Convergent inner loop solution sequences for the alternating direction
method of multipliers.

The alternating direction method of multipliers converges to the solution of (4.4),
assuming convexity of objective and constraint functions and fixed penalty weights
(Bertsekas and Tsitsiklis, 1989). In contrast to the ordinary method of multipliers,
increasing weights w has a negative effect on convergence. Setting weights too small,
however, may result in unbounded subproblems. For subproblems with a convex local
objective, weights w may be set to a relatively small value and need not be updated in the
outer loop. For non-convex objectives, the “convexifying” contribution of the quadratic
term is still required for convergence.

4.4 Numerical results

Three penalty functions and penalty parameter update schemes are investigated with
respect to their numerical performance:

QP Quadratic penalty function with the weight update method of
Michalek and Papalambros (2005a)

AL Augmented Lagrangian function with method of multipliers
AL-AD Augmented Lagrangian function with alternating direction method

of multipliers

For the QP and AL formulations, the nested top-down coordination scheme (see
Figure 4.3(b)) is used for the inner loop. For AL-AD we use the odd-even sequence
depicted in Figure 4.4(b) for the inner loop.

QP is evaluated here as the baseline case representing the state-of-the-art in ATC solution
algorithms. As input, the weight update method requires desired inconsistencies which
can be set by the user.
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The outer loop solution procedure for all three methods is considered converged when
the reduction of inconsistencies at two successive solution estimates is sufficiently small

||cκ − cκ−1||∞ < ε, (4.15)

where the infinity norm is defined as ||a‖∞ = max(|a1|, |a2|, . . . , |an|), cκ denoting the
vector of all inconsistencies at outer loop iterate κ, and ε some user defined termination
tolerance.

For the inner loop of QP and AL, convergence is checked by monitoring the decrease in
the total objective function f of the relaxed problem (4.5). The inner loop is said to have
converged when the difference in objective function between two consecutive inner loop
iterations is smaller than some termination tolerance εatc

|f ξ − f ξ−1| < εatc, (4.16)

with ξ the current inner loop iterate, and where we use εatc = ε/10.

Subproblems are solved using the TomLab (Holmström et al., 2004) solver NPSOL for
MatLab 6.5.0. (Mathworks, 2002). Analytical gradients of the objectives and constraints
are supplied explicitly to the solver. Default TomLab solver settings are used, only the
maximal number of iterations is set to 106.

Three measures are used to quantify numerical performance: accuracy, overall
computational cost, and the average number of subproblem redesigns. Accuracy is
defined as the absolute solution error e

e = ||z∗ − zK ||∞, (4.17)

where z∗ is the known optimal solution, and zK is the solution found by ATC. Overall
computational cost is measured by the total number of function evaluations reported
by the subproblem solver NPSOL. Finally, the number of subproblem redesigns is the
average number of times a subproblem is optimized during solution of the problem.
From a practical point of view, one seeks to minimize this number of redesigns. The
following examples show that the use of the alternating direction method of multipliers
(AL-AD) significantly reduces this number of redesigns.

Note that we do not compare computational results for ATC to the AIO solution of the
example problems, since improving computational efficiency by decomposition is not
the aim here. The examples are used to illustrate the differences in computational costs
between QP, AL and AL-AD.

Example 1: geometric programming problem 1

This first example is a two-level decomposition of the geometric programming
problem (4.18) (Tosserams, 2004). The problem is a reduced version of a problem used



66 4 Augmented Lagrangian coordination for analytical target cascading

by Kim (2001), which is used later below as the second example.

min
z1,...,z7

f = f1 + f2 = z21 + z22

subject to g1 = (z−23 + z24)z
−2
5 − 1 ≤ 0

g2 = (z25 + z−26 )z−27 − 1 ≤ 0
h1 = (z23 + z−24 + z25 )z

−2
1 − 1 = 0

h2 = (z25 + z26 + z27)z
−2
2 − 1 = 0

z1, z2, . . . , z7 > 0

(4.18)

The optimal solution (rounded) to this problem is z∗ = [2.15, 2.08, 1.32,0.76, 1.07, 1.00,
1.47] with all constraints active. This solution, and also solutions to the other problems,
is obtained by solving the AIO problem (4.18) with NPSOL.

The decomposition of the problem used here consists of a top-level discipline 1 with one
child discipline 2 at the bottom level. The target variable linking the two disciplines is z5.
Variables z1, z3, z4 are allocated to discipline 1, along with the objective f1 and constraints
g1, h1. Similarly, variables z2, z6, z7, objective f2, and constraints g2, h2 are allocated to
discipline 2. Note that for the example problems presented in this chapter alternative,
perhaps more obvious, decompositions are possible. The ones selected here were merely
chosen to illustrate the computational differences between QP, AL and AL-AD for a given
problem decomposition.

Figure 4.5 displays the computational costs for finding the solution for the three different
methods as a function of the absolute solution error e. Termination tolerances are set to
ε = 10−2, 10−3, 10−4, 10−5 (markers from left to right). For all experiments, initial penalty
parameters are v1 = 0 and w1 = 1, and the starting point is z0 = [3, 3, 3, 3, 3, 3, 3]. For QP,
the desired inconsistencies for the four experiments were set to c̃ = 10−2, 10−2.5, 10−3, 10−3.5,
for AL we use β = 2, and for AL-AD we take β = 1.

The difference between the three strategies is large. AL-AD and AL perform much better
than QP. Compared to QP, AL-AD reduces overall computational cost by factors 10 to 100,
with the reduction becoming larger for more accurate solutions. Note that for AL and
AL-AD the generated sequences {vκ} converge to the optimal Lagrange multipliers λ∗c of
the consistency constraints c in the modified AIO problem (4.4).

The results in Fig. 4.5 show a two-step reduction in overall computational cost. The first
reduction is realized by using the augmented Lagrangian function (from QP to AL). The
second reduction is realized by the alternating direction method, resulting in a reduction
of inner loop subproblem optimizations (from AL to AL-AD). Subproblems for AL-AD
have to be optimized for only a relatively small number of times (≈ 20) to arrive at accurate
solutions, in contrast to QP where a much larger number of subproblems optimizations
is required (≈ 1000).
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Figure 4.5 / Example 1: computational cost (left) and average number of redesigns (right)
as a function of the solution accuracy.

Example 2: geometric programming problem 2

The second example problem is a three-level decomposition of posynomial geometric
programming problem (4.19), earlier used by Kim (2001), Tzevelekos et al. (2003),
Michalek and Papalambros (2005a), and Tosserams (2004).

min
z1,...,z14

f = z21 + z22

subject to g1 = (z−23 + z24)z
−2
5 − 1 ≤ 0

g2 = (z25 + z−26 )z−27 − 1 ≤ 0
g3 = (z28 + z29)z

−2
11 − 1 ≤ 0

g4 = (z−28 + z210)z
−2
11 − 1 ≤ 0

g5 = (z211 + z−212 )z
−2
13 − 1 ≤ 0

g6 = (z211 + z212)z
−2
14 − 1 ≤ 0

h1 = (z23 + z−24 + z25 )z
−2
1 − 1 = 0

h2 = (z25 + z26 + z27)z
−2
2 − 1 = 0

h3 = (z28 + z−29 + z−210 + z211)z
−2
3 − 1 = 0

h4 = (z211 + z212 + z213 + z214)z
−2
6 − 1 = 0

z1, z2, . . . , z14 > 0

(4.19)

The unique optimal solution to this problem (rounded) is z∗ = [2.84, 3.09, 2.36,
0.76,0.87, 2.81,0.94,0.97,0.87,0.80, 1.30,0.84, 1.76, 1.55] with all constraints active.

The decomposition selected for this problem consists of five disciplines on three levels: a
top-level discipline 1 with two children (2 and 3) at level 2, each with one child (4 and 5,
respectively) at the bottom level. The target variables linking discipline 1 and its children
2 and 3 are z1 and z2 respectively. Variables z3 and z6 link disciplines 2 and 4, and 3
and 5, respectively. Furthermore, disciplines 2 and 3 are coupled through variable z5,
which is coordinated by discipline 1. Disciplines 4 and 5 share variable z11, which is also
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Figure 4.6 / Example 2: average number of function evaluations (left) and average number
of redesigns (right) as a function of the solution error.

coordinated by discipline 1. The remaining variables z4, z7, z8, z9, z10, z12, z13, z14 are local
variables of disciplines 2, 3, 4, 4, 4, 5, 5, 5, respectively. The objective is allocated to
discipline 1, inequality constraints g1, g2, g3, g4, g5, g6 are allocated to disciplines 2, 3, 4, 4,
5, 5, respectively, and equality constraints h1, h2, h3, h4 are allocated to disciplines 2, 3, 4, 5,
respectively.

Figure 4.6 displays the overall costs and the number of redesigns as a function of the
absolute solution accuracy e. Termination tolerances are set to ε = 10−2, 10−3, 10−4, 10−5

(markers from left to right). Initial penalty parameters are v1 = 0 and w1 = 1, and
the feasible initial solution estimate is z0 = [5, 5, 2.76,0.25, 1.26, 4.64, 1.39,0.67,0.76, 1.7,
2.26, 1.41, 2.71, 2.66], which is also used by Michalek and Papalambros (2005a). For QP
we have c̃ = 10−2, 10−2.5, 10−3, 10−3.5, for AL we take β = 2, and for AL-AD we use β = 1.

A large reduction in computational cost and redesigns can be observed for AL-AD when
compared to QP (factors of 10-1000), which becomes larger as solution errors become
smaller. For both cases, again we see the two-step reduction from QP via AL to AL-AD.
The augmented Lagrangian relaxation causes the reduction from QP to AL, and the non-
iterative inner loop of AL-AD reduces the average number of subproblem optimizations
from AL to AL-AD resulting in another reduction of overall costs. Again, the Lagrange
multiplier estimates for the consistency constraints as generated by AL and AL-AD
converge to the same values as obtained by solving the modified AIO problem directly.

Example 3: problem 2 with attainable top-level targets

In the previous example the top-level objective f = z21 + z22 can be seen as deviations of
system responses r11 = [z1, z2] from fixed top-level targets t11 = [0,0]: f = ||t11 − r11||22. Since
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the top-level targets cannot be met, inconsistencies between disciplines of the hierarchy
can never become zero for finite weights for QP. However when top-level targets are
attainable, inconsistency-zeroing weights exist. Actually, any positive valued weight would
suffice (see Michalek and Papalambros, 2005a) to arrive at a consistent system.

To investigate the impact of attainable top-level targets on the performance of the three
update strategies, targets for problem (4.19) are set to t11 = [2.9, 3.1]: f = (z1 − 2.9)2 +
(z2 − 3.1)2. Note that the optimal solution to the AIO problem for attainable targets is only
unique in z1 and z2 (z∗1 = 2.9, z∗2 = 3.1). The remaining variables are non-unique, and may
be chosen arbitrarily as long as the constraints of (4.19) are satisfied.

Furthermore, the Lagrange multipliers of the consistency constraints (4.3) are all zero at
the solution. This follows immediately from the first order optimality conditions. Since
for attainable targets the gradient of the objective is zero at the solution, the Lagrange
multipliers of all constraints, including the consistency constraints, must be zero.

This provides an interesting observation when looking at the augmented Lagrangian
penalty function (4.10). As argued, the augmented Lagrangian relaxation is accurate
when the multiplier estimates are close to the optimal multiplier values. Since these
optimal values are zero for attainable targets, the augmented Lagrangian function reduces
to the quadratic penalty function when the optimal multiplier values are used. For
attainable top-level targets, the augmented Lagrangian approach AL is expected to no
longer outperform QP.

Figure 4.7 displays the overall costs and the coordination efficiency for attainable targets
as a function of the solution error3. Termination tolerances are set to ε = 10−2, 10−3, 10−4,
10−5 (markers from left to right). Initial penalty parameters are v1 = 0 and w1 = 1, and
the feasible initial solution estimate is again z0 = [5, 5, 2.76,0.25, 1.26, 4.64, 1.39,0.67,
0.76, 1.7, 2.26, 1.41, 2.71, 2.66]. The desired inconsistencies for QP are set to c̃ =
10−2, 10−2.5, 10−3, 10−3.5, for AL we take β = 2, and for AL-AD we use β = 1.

As expected, the results of QP and AL are very similar. However, the difference in cost for
QP and AL compared to AL-AD is significant (factor 10-20 reduction), even for attainable
targets. Apparently the more frequent updates of the Lagrange multiplier estimates (each
time all subproblems have been solved) are able to find an accurate solution faster than
the iterative inner loop coordination strategies.

For the iterative inner loop strategies QP and AL, no outer loop updates are required
since the Lagrange multipliers are initially at their optimal values (zero). At convergence
of the inner loop, all inconsistencies are zero and the algorithm can be terminated.
This explains why the computational costs of QP and AL for solving the problem with
attainable targets are lower than the costs for unattainable targets (compare Figures 4.7

3Because only z1 and z2 have unique solutions, the solution error e here only includes deviations from
[z∗1 , z

∗
2] = [2.9, 3.1]
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Figure 4.7 / Example 3: average number of function evaluations (left) and average number
of redesigns (right) as a function of the solution error.

and 4.6). For unattainable targets, ATC has to search for the optimal penalty parameter
values, which takes a number of outer loop updates, and therefore more computational
effort.

For the non-iterative inner loop strategy AL-AD, however, the inner loop is not solved
until convergence. Instead, in the inner loop each subproblem is only solved once. As a
result, inconsistencies are typically nonzero after an inner loop. This causes the Lagrange
multiplier updates in (4.13) to become non-zero and to initially move away from their
optimal (zero) values. Upon convergence of the outer loop, the Lagrange multipliers
finally become zero again. Apparently, the additional freedom in Lagrange multiplier
updates in AL-AD reduces the overall computational cost of ATC when compared to AL.

An important characteristic of all three ATC methods is the ability to find optimal
and consistent designs even when the solutions to the AIO problem, and therefore
the decomposed problem, are non-unique. The optimal solution to the above example
problem is only unique in 2 of the 14 design variables, and ATC finds an optimal, feasible,
and consistent design, even for the non-unique optimal target and response values at the
lower levels.

Example 4: structural optimization problem

The fourth example is a structural optimization problem based on the analytical mass
allocation problem of Allison et al. (2005). The goal of the structural optimization
problem is to find the dimensions of the members that minimize the mass of the loaded
structure depicted in Figure 4.8(a). Constraints are posed on stresses, deflections, and
transmitted forces.
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Figure 4.8 / Three-bar two-rod structural design problem.

The above structure consists of three cantilever beams clamped at one end, and at the
other end connected to each other by two tensile rods. Beams and rods are assumed
to have circular cross sections. Optimization variables of the structural optimization
problem are the diameters of the three beams di, i = 1, 2, 3, and the two rods dr,j, j = 1, 2.
The lengths of beams and rods L = 1 m are fixed, as well as the applied vertical load at the
end of beam 1, F1 = 1000 N.

The all-in-one structural optimization problem is defined as:

min
d1,d2,d3,dr,1,dr,2

3∑
i=1

mi +
2∑
j=1

mr,j

subject to g1,i =
σb,i

σ̄
− 1 ≤ 0 i = 1, 2, 3

g2,j =
σa,j

σ̄
− 1 ≤ 0 j = 1, 2

g3,i =
Ft,i
F̄t

− 1 ≤ 0 i = 1, 2, 3

g4 =
f1
f̄1
− 1 ≤ 0

(4.20)

where mi is the mass of beam i, mr,j is the mass of rod j, σb,i is the bending stress in
beam i, σa,j is the axial stress in rod j, Ft,i is the force transmitted at the clamped end
of beam i, and f1 is the vertical deflection of beam 1. Constraint limits for stress (σ̄),
transmitted force (F̄t), and vertical deflection of beam 1 (f̄1) are set to 127·106 N/m2, 400
N, and 27 mm, respectively. The optimal solution to this problem (rounded) is z∗ =
[0.0346,0.0349,0.0294,0.0046,0.0028].
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Masses mi and mr,j are defined by:

mi =
π

4
d2i Lρ i = 1, 2, 3 (4.21)

mr,j =
π

4
d2r,jLρ j = 1, 2 (4.22)

with ρ the density of the material (set to ρ=2700 kg/m3).

Expressions for the bending stresses, σb,i, axial stresses, σa,j, beam deflections, fi, and rod
elongations fr,j are available from disciplineary beam theory and the free body diagram of
Figure 4.8(b):

σb,i =
32L(Fi − Fi+1)

πd3i
i = 1, 2, 3 (4.23)

fi =
64L3(Fi − Fi+1)

3πEd4i
i = 1, 2, 3 (4.24)

σa,j =
4Fj+1

πd2rj
j = 1, 2 (4.25)

fr,j =
4Fj+1L

πEd2rj
j = 1, 2 (4.26)

with Fi, i = 2, 3 the axial force in rod i − 1, F1 = 1000 N the vertical load applied at the end
of beam 1, and E the Young’s modulus of the beams and rods (set to E=70 GPa).

From connectivity of members we also have:

h1,i = fi − fi+1 − fr,i = 0 i = 1, 2 (4.27)

where fi is the vertical deflection of beam i, and fr,i is the elongation of rod i.

The problem is decomposed into three disciplines j = 1, 2, 3 at three levels each designing
a part of the structure. The top level discipline 1 optimizes for beam 1 and rod 1
dimensions (x11 = {d1, dr,1}), intermediate level discipline 2 optimizes for beam 2 and
rod 2 dimensions (x22 = {d2, dr,2}), and lower level discipline 3 optimizes the dimensions
of beam 3 (x33 = {d3}). Axial force, F2, and deflection of beam 2, f2, couple discipline 1 and
its child discipline 2 (See Figure 4.8(b)). Similarly, axial force, F3, and deflection of beam
3, f3, couple discipline 2 and its child discipline 3. In this example, these shared variables
are not design variables of the original problem, but are artifacts of decomposition. In the
AIO formulation of (4.20) they can be solved for explicitly, but in the ATC decomposition
of the problem they need to be added to the set of optimization variables.

The objective mass functions are allocated to the disciplines as f11 = m1+mr,1, f22 = m2+mr,2,
and f33 = m3. Inequality constraints limiting stresses (g1, g2), transmitted forces (g3), and
deflection of beam 1 (g4) are allocated as g11 = {g1,1, g2,1, g3,1, g4}, g22 = {g1,2, g2,2, g3,2}, and
g33 = {g1,3, g3,3}. Connectivity constraints h1 are allocated as h11 = {h1,1}, and h22 = {h1,2}.
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Figure 4.9 / Example 4: average number of function evaluations (left) and average number
of redesigns (right) as a function of the solution error.

Figure 4.9 displays the overall costs and the coordination efficiency for attainable targets
as a function of the solution error4. Termination tolerances are set to ε = 10−2, 10−3, 10−4,
10−5 (markers from left to right). Initial penalty parameters are v1 = 0 and w1 = 1, and the
infeasible initial solution estimate is z0 = [0.035,0.035,0.03,0.003,0.003]. The desired
inconsistencies for QP are set to c̃ = 10−2, 10−2.5, 10−3, 10−3.5, for AL we take β = 2, and for
AL-AD we use β = 1.

Again, a large reduction in computational cost can be observed for AL-ADwhen compared
to QP (factors of 10-100), which becomes larger as solution errors become smaller. For
both cases, again we see the two-step reduction from QP via AL to AL-AD. Again, the
multipliers obtained with AL and AL-AD converge to the same Lagrange multipliers of
the consistency constraints as in the modified AIO problem.

4.5 Discussion

All experiments show that major computational benefits can be gained by using the
augmented Lagrangian relaxation with the alternating direction method of multipliers
(AL-AD). The first cause of reduction is the avoidance of ill-conditioning due to large
weights. With the augmented Lagrangian relaxation weights do not need to approach
infinity for the error to go to zero, which is the case for the quadratic penalty function
currently used for ATC. The second reduction in costs is obtained by reducing the inner
loop coordination effort. With the alternating direction method, the iterative inner loop

4The solution error is determined for scaled variables zscaled. The vector of scaling factors is y =
[102, 102, 102, 103, 103] such that zscaled = y ◦ z, and z∗scaled = [3.46, 3.48, 2.94, 4.56, 2.79].
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coordination for ATC is reduced to solving each subproblem only once. Although more
outer loop iterations are required, the total number of subproblem optimizations is
reduced with AL-AD.

For the iterative inner loop coordination of AL many convergent strategies can
be proposed. Besides the iterative ATC nested coordination strategies presented
by Michelena et al. (2003) (e.g. Figure 4.3), Bertsekas and Tsitsiklis (1989) present the
nonlinear Gauss-Seidel algorithm, which is also called the block coordinate descent
algorithm (Bertsekas, 2003). By establishing that inner loop ATC problems can be
solved with the nonlinear Gauss-Seidel algorithm, one is no longer restricted to the
nested coordination strategies of Michelena et al. (2003). Top-down iterative scheme 1 of
Tzevelekos et al. (2003) actually is an implementation of the Gauss-Seidel algorithm and
therefore can be proven to converge to the optimal solution of the inner loop problem. The
odd-even scheme of Figure 4.4(b) applied iteratively is also a convergent implementation
of this algorithm. Note that for two-level problems all of the above coordination strategies
are equal and iterate between solving the top and bottom level.

Another convergent iterative coordination strategy is presented by Ruszczynski (1995):
the diagonal quadratic approximation (DQA) method, which is a modified version
of the nonlinear Jacobi algorithm (Bertsekas and Tsitsiklis, 1989). The DQA method
approximates the interaction of subproblems within the inner loop by approximating
the quadratic terms of the augmented Lagrangian. As a result, inner loop subproblems
are independent and can be solved in parallel, also allowing non-hierarchical problems.
An iterative inner loop updating strategy for targets and responses is required for
convergence.

Convergent alternatives also exist for the non-iterative inner loop coordination of AL-
AD. One of them is the level-by-level sequence of Figure 4.4(a), but one can also
think of a subproblem-by-subproblem sequence that allows for non-hierarchical problem
structures.

For the experiments presented here, the non-iterative inner loop coordination of AL-AD
tended to be less sensitive to termination tolerances and solver settings, when compared
to the iterative and nested QP and AL. In the near future, we intend to investigate the
numerical properties of the inner loop alternatives presented above.

Furthermore, the generic penalty relaxation of ATC presented in this chapter
provides a basis for further improvement. Much research has been performed on
penalty function methods, also in combination with decomposition (Lasdon, 1970;
Bertsekas and Tsitsiklis, 1989; Bertsekas, 2003). Implementation of other penalty
function relaxations and appropriate update strategies may lead to further improvement
of ATC.
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4.6 Conclusions

An early concern with analytical target cascading (ATC) has been the computational
cost associated with the coordination solution strategies. This work shows that overall
computational costs and the number of subproblem optimizations can be reduced by
large orders of magnitude using an augmented Lagrangian relaxation. Indeed, the
higher the required final accuracy in target matching, the larger the reduction is. The
best results were obtained using the alternating direction method of multipliers. Ill-
conditioning of the problem is avoided with the augmented Lagrangian relaxation, and
with the alternating direction method coordination effort for the inner loop can be
reduced further. Although testing is limited to the examples presented, the consistency
of observed improvement offers high expectation for generality.

The chapter also presents a fresh view of ATC as a decomposition method that uses
penalty relaxations to define feasible subproblems. The view links ATC to the many
other existing penalty relaxation methods, amongst which is the augmented Lagrangian
function method used here. Available knowledge on penalty function methods may be
now applied to ATC or perhaps other MDO methods using penalty functions for further
insights and improvements.
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Abstract / Several decomposition methods have been proposed for the distributed optimal
design of quasiseparable problems encountered in multidisciplinary design optimization
(MDO). Some of these methods are known to have numerical convergence difficulties
that can be explained theoretically. We propose a new decomposition algorithm for
quasiseparable MDO problems. In particular, we propose a decomposed problem formulation
based on the augmented Lagrangian penalty function and the block coordinate descent
algorithm. The proposed solution algorithm consists of inner and outer loops. In the
outer loop, the augmented Lagrangian penalty parameters are updated. In the inner
loop, our method alternates between solving an optimization master problem, and solving
disciplinary optimization subproblems. The coordinating master problem can be solved
analytically; the disciplinary subproblems can be solved using commonly available gradient-
based optimization algorithms. The augmented Lagrangian decomposition method is derived
such that existing proofs can be used to show convergence of the decomposition algorithm to
KKT points of the original problem when the objective function is continuously differentiable,
and global subproblem solution values are uniquely attained. We investigate the numerical
performance of the proposed method on two example problems.

77



78 5 Augmented Lagrangian coordination for quasiseparable problems

5.1 Introduction

Multidisciplinary design optimization (MDO) problems are encountered in the optimal
design of large-scale engineering systems that consist of a number of interacting
subsystems. We consider the classical MDO problem where each subsystem represents
a discipline that is concerned with one aspect in the design of the complete system
(e.g., thermodynamics, structural mechanics, aerodynamics, control, et cetera). The
disciplinary design teams often use specialized computer codes that have been under
development for many years. Bringing these legacy codes together into a single
optimization problem in order to find the optimal system design is often impractical,
undesirable, or even impossible.

Decomposition methods for distributed design aim at finding a design that is
optimal for the whole system, while allowing local autonomous design making at
the disciplinary subsystems. These decomposition methods exploit the structure
present in MDO problems by reformulating them as a set of independent disciplinary
subproblems, and introducing a master problem to coordinate the subproblem
solutions towards the optimal system design. Such decomposition methods with
local optimization autonomy are also referred to as multilevel methods (see, e.g.,
Balling and Sobieszczanski-Sobieski, 1996). Well-known multilevel decomposition
methods include concurrent subspace optimization (CSSO, Sobieszczanski-Sobieski,
1988), collaborative optimization (CO, Braun, 1996; Braun et al., 1997), bi-level integrated
system synthesis (BLISS, Sobieszczanski-Sobieski et al., 2000, 2003), and quasiseparable
decomposition method (QSD, Haftka and Watson, 2005), amongst others.

This chapter focusses on the decomposition of quasiseparable problems
(Haftka and Watson, 2005), which are frequently encountered in MDO. The subsystems
of quasiseparable problems are coupled through a number of shared variables. Most
decomposition methods for quasiseparable problems follow a bi-level formulation in
which the solution of the disciplinary subproblems is nested within a coordinating master
problem. At each iteration of the algorithm used to solve the master problem, each of the
subproblems are solved once to obtain master problem function values and gradients.
These nested bi-level methods include CO, BLISS 2000, and QSD.

Unfortunately, several of these nested bi-level decomposition methods may have master
and/or subproblems that are non-smooth or whose solutions do not satisfy the KKT
conditions. For example, DeMiguel and Murray (2000) and Alexandrov and Lewis (2002)
showed that in CO, the KKT conditions break down at the master problem solution;
Haftka and Watson (2005) note that the constraints in the master problem for QSD are
non-smooth. However, satisfaction of the KKT-conditions and smoothness are important
requirements for the use of efficient existing optimization algorithms such as sequential
quadratic programming (SQP). Bi-level formulations that do not meet these requirements
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Figure 5.1 / Problem decomposition types.

have to use inefficient optimization algorithms to solve the associated optimization
problems.

To reduce the computational costs associated with the combination of inefficient
algorithms and the nested bi-level formulation, the use of response surface modeling
(RSM) techniques has been proposed (see, e.g., Sobieszczanski-Sobieski et al. (2003)
for BLISS, Sobieski and Kroo (2000) for CO, and Liu et al. (2004) for QSD). Instead
of coupling the master optimization algorithm directly to the subsystems, subsystem
responses are approximated using surrogate models that are cheap to evaluate. These
cheap approximations are then provided to the master problem. Creating appropriate
surrogate models of subproblem responses is however not straightforward, and may
become cumbersome for increasing numbers of shared variables and for non-smooth
functional behavior.

Analytical target cascading (ATC, Michelena et al., 1999; Kim, 2001), and the penalty
decomposition (PD) methods of DeMiguel and Murray (2006) are two formulations for
which the master and subproblems can be shown to be smooth and whose solutions
satisfy the KKT-conditions (see Kim, 2001; DeMiguel and Murray, 2006). The conceptual
difference between ATC and PD is that the PD formulation is nested similar to CO,
while the ATC formulation is not nested. This means that in the PD formulation, a
function evaluation (one iteration step) for the optimization master problem requires the
solution of all subproblems. On the other hand in ATC, the solution coordination strategy
alternates between solving the master optimization problem and solving the optimization
subproblems.

The original ATC formulation was intended for product development, and typically
follows an object partition along the lines of systems, subsystems, and components
(see Figure 5.1(a) for an illustration). Although proposed for product development,
ATC is also applicable to classic MDO problems. The convergence theory for ATC as
presented by Michelena et al. (2003) assumes a purely hierarchical system. Extensions of
the ATC formulation towards non-hierarchical systems exist (see, e.g., Kokkolaras et al.,
2002; Allison et al., 2005). As of yet, no convergence theory is available for such non-
hierarchical formulations.
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In this chapter, we propose a new bi-level decomposition algorithm for non-hierarchical
quasiseparable MDO problems. The method is derived such that existing convergence
proofs can be used to show convergence of the decomposition algorithm to KKT points
of the original problem under mild assumptions. The method is based on augmented
Lagrangian relaxation, and block coordinate descent, two techniques recently linked to
ATC (Chapter 4). The proposed solution coordination algorithm consists of inner and
outer loops. In the outer loop, the penalty parameters are updated based on results of
the inner loop. In the inner loop, the decomposed problem is solved for fixed penalty
parameters by alternating between solving the master problem and the subproblems. This
alternating strategy is similar to ATC, but different from many bi-level MDO methods
such as CO that follow a nested formulation.

The outline of this chapter is as follows. In Section 5.2, we decompose the quasiseparable
MDO problem using the augmented Lagrangian penalty function. In Section 5.3,
three strategies are presented that include practical schemes for updating the penalty
parameters in the outer loop. For these schemes, convergence to a KKT point of the
original non-decomposed problem can be shown by combining existing results as found
in nonlinear programming textbooks such as Bazaraa et al. (1993) and Bertsekas (2003).
Numerical results are given and discussed in Section 5.4.

5.2 Decomposition of quasiseparable problems

The decomposition algorithm presented in this chapter is applicable to so called
quasiseparable MDO problems. The quasiseparable MDO problem with M subsystems
is given by

min
z=[yT ,xT1 ,...,x

T
M ]T

M∑
j=1

fj(y, xj)

subject to gj(y, xj) ≤ 0 j = 1, . . . ,M,
hj(y, xj) = 0 j = 1, . . . ,M,

(5.1)

where the vector of design variables z = [yT , xT1 , . . . , x
T
M]

T , z ∈ Rn consists of a number of
shared variables y ∈ Rny , and a number of local variables xj ∈ Rnxj associated exclusively to
subsystem j, where n = ny +

∑M
j=1 n

x
j . The shared variables may simply be common design

variables, but also analysis outputs of one subsystem that are required as inputs for other
subsystems. Local objectives fj : Rnj 7→ R, and local constraints gj : Rnj 7→ Rm

g
j and

hj : Rnj 7→ Rmh
j are associated exclusively to subsystem j and may depend on the shared

variables y, and the local variables xj of only a single subsystem j, such that nj = ny + nxj .
Problem (5.1) is here referred to as the original all-in-one (AIO) problem.

The quasiseparable structure is visualized in the functional dependence table (FDT) of
Figure 5.2 for a four element example. Similar to Wagner (1993), we shade the (i, j)-entry
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y x1 x2 x3 x4
f1 g1 h1

f2 g2 h2

f3 g3 h3

f4 g4 h4

Figure 5.2 / Functional dependence table for four-element example quasiseparable
problem (5.1) with shared variables

of the table if the function of row i depends on the variables of column j. Throughout this
section, we use the functional dependence table to illustrate the effect of the proposed
problem transformations on the problem structure.

The coupling of the subsystems through the shared variables y can be easily observed
from the FDT of Figure 5.2. Without this coupling, the problem would be directly
decomposable into M smaller subproblems.

The AIO problem can be solved directly with so called single-level MDO methods such
as the all-at-once (AAO) approach, individual discipline feasible (IDF) techniques, or
multidisciplinary feasible (MDF) algorithms. This class of MDO methods facilitates
disciplinary analysis autonomy, rather than decision autonomy as obtained with multi-
level decomposition methods. The reader is referred to Cramer et al. (1994) for a review
of single-level formulations.

The bi-level decomposition approach presented in this chapter solves the original problem
by the following four steps:

1. Introduction of auxiliary variables and consistency constraints

2. Relaxation of the consistency constraints

3. Formulation of the decomposed problem

4. Solution of the decomposed problem

Here, Steps 1 through 3 are problem transformation steps, and Step 4 entails the actual
solution algorithms.

Existing convergence proofs for the solution algorithms of Step 4 as derived in the next
section only apply to problems with fully separable constraint sets. The separability of
constraint sets implies that local constraint sets gj and hj for subspace j may only depend
on variables computed at that subspace, but not on variables of other subproblems.
However, the local constraint sets of the original AIO problem (5.1) are not separable
because of the coupling through the shared variables y. To obtain a decomposed problem
formulation with fully separable constraint sets, the first three problem transformation
steps have to be taken first.
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The problem transformations used here are very similar to those presented by
DeMiguel and Murray (2006) for the Inexact Penalty Decomposition (IPD) method.
The main difference is that we arrive at an alternating decomposition formulation,
whereas the IPD formulation is nested. Another difference is that IPD uses a quadratic
penalty function to relax the consistency constraints (Step 2). We use an augmented
Lagrangian formulation instead, which for ATC has proven to improve numerical
efficiency and robustness. We also observed these benefits for an augmented Lagrangian
formulation of IPD, which we implemented for the examples presented in Section 5.4.
To have a fair comparison in the results section, we will therefore compare our newly
developed approach with an augmented Lagrangian formulation of the IPD method.
Because the additional terms introduced by the augmented Lagrangian approach are
linear, we expect that proving smoothness and satisfaction of KKT-conditions of the
master and subproblems requires only minor modifications to the results presented by
DeMiguel and Murray (2006) for the quadratic penalty function.

The remainder of this section describes the transformation steps in detail, and in
Section 5.3 we present the actual solution algorithm.

Step 1: introduction of auxiliary variables and consistency constraints

In the first transformation, auxiliary shared variables yj ∈ Rny are introduced at each
subsystem to separate the local constraint sets gj and hj. The auxiliary shared variables
yj are copies of the original shared variables y, and are forced equal by non-separable
consistency constraints c : R(M+1)·ny 7→ Rmc

. These linear consistency constraints c are
defined by c(y, y1, . . . , yM) = [cT1 , . . . , c

T
M]

T = 0 with:

cj(y, yj) = y − yj = 0, (5.2)

where cj : R2·ny 7→ Rny denotes the vector of consistency constraints for subsystem j, and
mc = M · ny.

The modified all-in-one (AIO) problem after introduction of the auxiliary variables and
consistency constraints is given by

min
y,y1,x1,...,yM ,xM

M∑
j=1

fj(yj, xj)

subject to gj(yj, xj) ≤ 0 j = 1, . . . ,M,
hj(yj, xj) = 0 j = 1, . . . ,M,
cj(y, yj) = 0 j = 1, . . . ,M.

(5.3)

The solutions to the modified AIO problem (5.3) and the original AIO problem (5.1)
are equal because of the consistency constraints (Theorem 4.1 of DeMiguel and Murray,
2006).
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y x1 y1 x2 y2 x3 y3 x4 y4
c

f1 g1 h1

f2 g2 h2

f3 g3 h3

f4 g4 h4

Figure 5.3 / Functional dependence table for four-element example modified AIO
problem (5.3) with separable local constraints and non-separable consistency constraints.

The FDT of the modified AIO problem (5.3) is illustrated in Figure 5.3, where
separability of the local constraint sets can be observed, as well as non-separability of the
introduced consistency constraints. By introducing the auxiliary variables and consistency
constraints, we have coupling constraints instead of coupling variables.

Other instances of the modified all-in-one problem (5.3) have appeared in the MDO
literature. For example, Cramer et al. (1994) have used the term all-at-once approach
when the shared variables y contain both common design variables and analysis input
and output variables. Furthermore, Alexandrov and Lewis (2002) presented the modified
AIO problem as extended version of their distributed analysis optimization formulation.

Although the local constraint sets gj and hj are now fully separable with respect to the
design variables, the consistency constraints c are not, and are therefore the coupling
constraints of the problem.

Step 2: relaxation of the consistency constraints

The second transformation is the relaxation of the non-separable consistency constraints,
which leads to a problem with fully separable constraint sets. The consistency constraints
are relaxed using an augmented Lagrangian penalty function φ : Rmc 7→ R (see, e.g.,
Bertsekas, 2003; Bazaraa et al., 1993)

φ(c) = vTc + ‖w ◦ c‖22 =
M∑
j=1

φj(cj(y, yj)) =
M∑
j=1

vTj (y − yj) +
M∑
j=1

∥∥wj ◦ (y − yj)
∥∥2

2
, (5.4)

with the penalty function associated with subsystems j, φj : Rny 7→ R defined by

φj(cj(y, yj)) = v
T

j (y − yj) +
∥∥wj ◦ (y − yj)

∥∥2

2
. (5.5)

where v = [vT1 , . . . , v
T
M]

T ∈ Rmc
is the vector of Lagrange multiplier estimates for the

consistency constraints, and w = [wT
1 , . . . ,w

T
M]

T ∈ Rmc
is the vector of penalty weights,

with vj ∈ Rny , and wj ∈ Rny . The symbol ◦ represents the Hadamard product: an entry-
wise product of two vectors, such that a ◦ b = [a1, ..., an]T ◦ [b1, . . . , bn]T = [a1b1, . . . , anbn]T .
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y x1 y1 x2 y2 x3 y3 x4 y4
φ1

φ2

φ3

φ4

f1 g1 h1

f2 g2 h2

f3 g3 h3

f4 g4 h4

Figure 5.4 / Functional dependence table for four-element example relaxed AIO
problem (5.6) with fully separable constraint sets.

The resulting relaxed AIO problem is given by

min
y,y1,x1,...,yM ,xM

M∑
j=1

fj(yj, xj) +
M∑
j=1

φj(cj(y, yj))

subject to gj(yj, xj) ≤ 0 j = 1, . . . ,M,
hj(yj, xj) = 0 j = 1, . . . ,M.

(5.6)

The solution to the relaxed problem (5.6) is no longer equal to the solution to original
problem (5.1), because a relaxation error is introduced by relaxing the coupling constraints.
By appropriate selection of the Lagrangemultiplier estimates v and penalty weightsw, this
relaxation error can be driven to zero. In fact, the algorithms we propose in Section 5.3
solve the decomposed problem for a sequence of penalty parameters.

The FDT of the relaxed AIO problem is illustrated in Figure 5.4 where the desired full
separability of the subsystem functions can clearly be observed. The figure also shows the
coupling of the subsystems through the penalty terms φj and the master copy of shared
variables y.

Note that any penalty function can be used to relax the problem. Here we use
the augmented Lagrangian function for a number of reasons. First, the augmented
Lagrangian function is continuous and also has continuous first and second order
derivatives. Second, it avoids the ill-conditioning of the relaxed problem, encountered
for some classes of penalty functions. Third, it is additively separable with respect to
the individual consistency constraints cj, which allows for a degree of parallelism during
distributed optimization in Step 4. Finally, the augmented Lagrangian function has been
extensively studied in the field on nonlinear programming, providing a large knowledge-
base of theory and parameter update strategies (see, e.g., Arora et al., 1991; Bertsekas,
1982, 2003, for overviews).

After relaxation of the consistency constraints, the local constraint sets are separable
with respect to the subsystem variables, as illustrated in Figure 5.4, and we are ready
to decompose the problem.
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Step 3: formulation of the decomposed problem

The third transformation, decomposition, builds on the observation that for fixed shared
variables y, the relaxed problem can be decomposed into M independent subproblems
each associated with one of the subsystems.

The block coordinate descent algorithm we propose for Step 4 iterates between solving
the relaxed AIO problem (5.6) for a subset of variables, while holding the remaining
variables fixed at their previous value. First, the relaxed problem is solved for the master
copy of shared variables y, while fixing the remaining variables. Second, we fix y, and
solve M independent subproblems (possibly in parallel) for subsystem variables (yj, xj)T ,
j = 1, . . . ,M.

The solution of the relaxed problem with respect to y defines a master problem, P0,
in which only the penalty terms have to be included. The remaining functions are
independent of y and are therefore constant. The master problem is given by

min
y

M∑
j=1

φj(cj(y, yj)), (5.7)

which can be solved analytically

y∗ = argmin
y

M∑
j=1

φj(cj(y, yj)) =

M∑
j=1
(wj◦wj◦yj) − 1

2

M∑
j=1

vj

M∑
j=1
(wj◦wj)

. (5.8)

Similarly, the M disciplinary subproblems Pj in yj, xj, j = 1, . . . ,M are defined by

min
yj,xj

fj(yj, xj) + φj(cj(y, yj))

subject to gj(yj, xj) ≤ 0,
hj(yj, xj) = 0.

(5.9)

An example decomposed problem is depicted in Figure 5.5, where the independency of
subproblems is clearly illustrated.

The use of an augmented Lagrangian relaxation in combination with a block coordinate
descent method is not new (see, e.g., Fortin and Glowinski, 1983). However, what is novel
in our approach is the use of master problem P0. The introduction of this master problem
allows parallel solution of the subproblems, while using the block coordinate descent
method. Existing block coordinate decent methods do not include the master problem,
and therefore require a sequential solution of the disciplinary subproblems. With our
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Figure 5.5 / Illustration of the decomposed problem structure (lines indicate coupling
through penalty terms φj).

approach we facilitate parallel solution of the subproblems, which is highly desirable in
MDO. Since the master problem can be solved analytically, the additionally required costs
are very small.

Sparsity of coupling

Throughout this section we have assumed that each of the subsystems functions depends
on all of the shared variables y. In practice, however, subsystems may depend only on a
subset of these shared variables. Such sparsity is reflected in the y column of the FDT
of the original AIO problem (Figure 5.2), which in the case of sparsity is not completely
“full”.

It is possible to reflect this coupling sparsity in the problem formulation by using
binary selection matrices, similar to those introduced for analytical target cascading by
Michalek and Papalambros (2005b). The nyj × ny selection matrices Sj for subsystems
j = 1, . . . ,M can be defined such that the multiplication Sjy yields those nyj components
of y relevant for subsystem j, where nyj ≤ ny. To illustrate, assume that y = [y1, y2, y3]T and
that subsystem 1 only depends on y1 and y3, but not on y2. Then S1 = [1 0 0; 0 0 1], and
S1y = [y1, y3]T .

In the case of sparsity, the auxiliary variables yj ∈ Rn
y
j are only introduced for those

components of y relevant for subproblems j. The consistency constraints cj for subsystem

j are then given by cj = Sjy−yj = 0. Similarly, the penalty parameters vj ∈ Rn
y
j and wj ∈ Rn

y
j

are only introduced for this reduced set of consistency constraints.

5.3 Solution algorithms

We solve the decomposed problem for a sequence of penalty parameters {vk,wk}. These
sequences are chosen such that if k → ∞, then the solution to the decomposed problem
converges to the solution of the original non-decomposed problem.

The solution strategy consists of inner and outer loops, similar to ATC algorithms
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as presented by Michalek and Papalambros (2005a) and in Chapter 4, and the IPD
algorithm of DeMiguel and Murray (2006). In the inner loop, the decomposed problem
is solved by means of block coordinate descent for fixed penalty parameters. In the outer
loop, the penalty parameters are updated based on the solution to the inner loop problem.
The solution algorithm are of the form:

Step 0: (Initialize) Set initial guess and penalty parameters

Step 1: (Inner loop) Iterate between solving master problem and solving subproblems in
parallel for fixed penalty parameters with block coordinate descent algorithm

Step 2: (Check convergence) If converged stop, otherwise go to Step 3

Step 3: (Outer loop) Update penalty parameters with method of multipliers and return to
Step 1

Outer loop: method of multipliers

In the outer loop, the penalty parameters v and w are updated to reduce the relaxation
error. This error can be reduced by two mechanisms (Bertsekas, 2003)

1. Take v close to λ∗

2. Let w approach infinity

Here, λ∗ is the vector of optimal Lagrange multipliers of the consistency constraints c
at the solution to the modified AIO problem (5.3) before relaxation. Many methods are
available to use these mechanisms (see, e.g., Bertsekas, 1982, 2003; Arora et al., 1991).

Here we use the method of multipliers (Bertsekas, 1982, 2003; Bazaraa et al., 1993) to
update the penalty parameters v and w. The Lagrange multiplier estimates vk+1 for
iteration k + 1 are determined by the estimates vk at iteration k, the penalty weights wk at
iteration k, and the value of the consistency constraints ck at the solution to the inner loop
problem at iteration k. The method of multipliers update for the Lagrange multipliers is

vk+1 = vk + 2wk ◦ wk ◦ ck. (5.10)

Following Bertsekas (2003), we increase the weights by a factor β only when the reduction
in the consistency constraint value is smaller than some fraction γ. As a result, the penalty
weights are only increased when the contribution of the Lagrange multiplier update (5.10)
did not lead to a large enough reduction in the consistency constraint violation. Such a
mechanism keeps the weights small thereby avoiding the ill-conditioning introduced by
large weights.
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For the i-th consistency constraint ci, i = 1, . . . , mc of c, the associated penalty weight wi is
updated as

wk+1
i =

{
wk
i if |cki | ≤ γ|ck−1i |

βwk
i if |cki | > γ|ck−1i |

i = 1, . . . , mc (5.11)

where β > 1 and 0 < γ < 1. Typically γ = 0.25 and 2 < β < 3 are recommended to speed
up convergence (Bertsekas, 2003).

Convergence to local solutions of the modified AIO problem (5.3) has been proven for the
method of multipliers algorithm under mild assumptions: local solutions must satisfy
second order sufficiency conditions, and w sufficiently large (see, e.g., Proposition 2.4
in Bertsekas, 1982). Under the more strict assumption of convexity, the method of
multipliers can be shown to converge to the globally optimal solution of the original
AIO problem for any positive penalty weight, as long as the sequence of weights is
non-decreasing. The weight update scheme of (5.11) makes sure that weights eventually
become large enough to assure convergence.

The outer loop is terminated when two conditions are satisfied. First, the change in the
maximal consistency constraint value for two consecutive outer loop iterations must be
smaller than some user-defined termination tolerance ε > 0

|cki − ck−1i |

1 + |yki |
< ε i = 1, . . . , mc (5.12)

where the division by 1 + |yki | is used for scaling purposes.

Second, the maximal consistency constraint violation must also be smaller than tolerance
ε > 0

|cki |

1 + |yki |
< ε i = 1, . . . , mc (5.13)

From the dual perspective, the inconsistencies are the gradients of the dual problem that
aims to find the multipliers v that maximize the objective of the relaxed problem (5.6)
(see, e.g., Bertsekas, 2003). Since the dual problem is unconstrained (the multipliers v
may take any value), its optimum is located at a point for which the gradient of the dual
problem is zero. Since the gradient of the dual is simply the value of the inconsistency
constraints c of the decomposed problem, the size of the inconsistencies are used as a
stopping criterion for the outer loop.

For problems without a consistent solution, the second criterion will never be satisfied,
and the algorithm will not be terminated. In such cases, one may omit the second
criterion, but at the risk of converging prematurely at a non-consistent solution because
of a (locally) small reduction in c. Another option is to monitor the value of the penalty
term, which goes to zero for consistent solutions. For non-consistent solutions, the value
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of the penalty term will go to infinity. Therefore, if the second criterion is not satisfied,
and the penalty term grows very large, then it is likely that the problem does not have a
consistent solution.

Inner loop: block coordinate descent

The update algorithms of the outer loop require the solution to the relaxed AIO
problem for fixed weights. To find the solution to the relaxed AIO problem (5.6)
for fixed weights, we use the iterative block coordinate descent (BCD) algorithm
(Bertsekas, 2003). Instead of solving the relaxed AIO problem as a whole, the block
coordinate descent method iterates between solving the master problem P0, and solving
the disciplinary subproblems P1, . . . , PM in parallel. The BCD method is also know
as the nonlinear Gauss-Seidel method (Bertsekas and Tsitsiklis, 1989), or alternating
optimization (Fortin and Glowinski, 1983; Bezdek and Hathaway, 2002).

Convergence to KKT points of the relaxed AIO problem for fixed penalty parameters
has been proven under mild conditions: global solutions to subproblems P1, . . . , PM

are uniquely attained, and the objectives fj, j = 1, . . . ,M of the relaxed AIO problem
are continuously differentiable (Proposition 2.7.1 in Bertsekas, 2003). Together with the
convergence theory for the outer loop and the equivalence result for the modified and the
original all-in-one problems as given by Theorem 4.1 of DeMiguel and Murray (2006), the
coordination algorithms can be demonstrated to converge to KKT points of the original
all-in-one problem for continuously differentiable functions and when global subproblem
solutions are uniquely attained.

The inner loop BCD algorithm is terminated when the relative change in the objective
function value of the relaxed AIO problem for two consecutive inner loop iterations
is smaller than some user-defined termination tolerance εinner > 0. Let F denote the
objective of the relaxed problem (5.6), then the inner loop is terminated when

|Fξ − Fξ−1|
1 + |Fξ |

< εinner, (5.14)

where ξ denotes the inner loop iteration number. The division by 1+|Fξ| is used for proper
scaling of the criterion for very large as well as very small objectives (Gill et al., 1981). We
monitor only the objective function to account for a non-terminating sequence in the case
of non-uniqueness of subproblem solutions. The termination tolerance εinner should be
smaller than the outer loop termination tolerance ε to assure sufficient accuracy of the
inner loop solution. We use εinner = ε/100.

An alternative termination strategy is to use looser tolerances when the penalty
parameters are still far from their optimal values. The tolerances are tightened as k
increases, and the penalty parameters approach their optimal values. With this strategy
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we do not waste costly inner loop iterations for finding a solution to the relaxed problem
that is far from the optimal solution. More formally, such an inexact approach uses a
different tolerance εkinner for each outer loop iteration. Providing that the sequence {εkinner}
is non-increasing, and εkinner → 0, convergence of the inner loop solutions to a KKT point
of the original problem has been proven (Proposition 2.14 in Bertsekas, 1982).

In this inexact nested method of multipliers (INMOM), more moderate values for β

(smaller) and γ (larger) are advised for efficiency. Experiments indicate that β = 1.5 and
γ = 0.5 give good results for the examples presented in Section 5.4.

Alternating direction method of multipliers

An extreme case of the inexact approach is to terminate the inner loop after just a
single BCD iteration. This algorithm, the alternating direction method of multipliers
(ADMOM), is introduced by Bertsekas and Tsitsiklis (1989). ADMOM is expected
to converge faster than a nested method, because no effort is put in costly inner
loop iterations. Note that the convergence proof as presented in Proposition 4.2 of
Bertsekas and Tsitsiklis (1989) is limited to convex problems. Although convexity is
required in these proofs, experiments with non-convex geometric optimization problems
in ATC have been successful (Chapter 4).

For ADMOM, the Lagrange multiplier update (5.10) remains unchanged, and the
penalty weights are updated by (5.11), however with more moderate values for β and γ.
Experiments indicate that β = 1.1 and γ = 0.9 are suitable choices for ADMOM.

Selection of initial penalty weights

Although the above algorithms converge for any positive initial weight, the performance
of the outer loop method of multipliers depends on the choice of the initial weight w
(see, e.g., Bertsekas (1982); Arora et al. (1991); Bertsekas (2003)). When weights are
chosen too small, the Lagrange multiplier estimates of (5.10) converge only slowly to λ∗.
With too large weights, the inner loop problems become hard to solve because of the ill-
conditioning introduced by the large quadratic penalty terms. Moreover, the convergence
speed of the inner loop BCD algorithms is adversely affected because large weights cause
strong coupling between the subproblems. These increased costs for large weights have
also been observed for Analytical Target Cascading (see, e.g., Tzevelekos et al. (2003),
Tosserams (2004)), which uses BCD-like solution algorithms.

Bertsekas (1982) and Arora et al. (1991) suggest to set initial weights such that the original
objective function and the penalty terms are of comparable size, i.e. φ ≈ |f |. To avoid too
large weights that slow down convergence of the BCD inner loop, we propose to choose
the weights such that the penalty term is a fraction α of the objective function value:
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φ ≈ α|f |, with 10−3 < α < 1. The lower bound on α is used to avoid too small weights that
may cause slow convergence of the penalty parameter updates (Bertsekas, 1982).

For our experiments we initially set v = 0, and take all weights equal w = w, such that
φ = w2

∑M
j=1 ‖cj‖22. The initial weights are then selected as:

w =

√√√√ α|f̂ |∑M
j=1 ‖ĉj‖22

(5.15)

where f̂ and ĉj, j = 1, . . . ,M are estimates of the objective function and the inconsistencies.
For many engineering problems, a reasonable (order of magnitude) estimate of the
objective function minimum in the optimum can often be given. The approach assumes
that the estimate of the objective is non-zero, which is often the case in engineering
design. However, if f̂ happens to be zero, we propose to take a non-zero “typical value” for
the objective function.

Manually setting estimates for all inconsistencies ĉj may be difficult and/or cumbersome.
As an alternative, we propose to obtain these estimates by solving the decomposed
problem for small weights w, and zero Lagrange multipliers v = 0. For these weights,
the penalty term will be small when compared to the objective function value. As a
consequence, the allowed inconsistencies will be large, and the solution of (5.6) will
produce an estimate ĉj for the size of the inconsistencies. Since the coupling between the
subsystems is very weak for these settings, the inner loop BCD algorithm will converge
within only a few iterations.

The initial weight selection method as presented above is a heuristic, and by no means
a fail-safe approach for finding appropriate weights. Practical guidelines for selecting f̂
and α are derived from numerical experiments, and are presented in the next section. An
alternative weight-setting approach may be to select initial weights such that the gradients
(or the Hessians) of the original objective and the penalty term are of comparable
size (Arora et al., 1991).

5.4 Numerical results

In this section, we illustrate the numerical behavior of the proposed decomposition
algorithms on a number of analytical test problems. With the first test problem,
Golinski’s speed reducer design problem, we study the effect of the initial weight on the
computational costs required to solve the decomposed problem. From these experiments,
we devise guidelines for selecting the fraction parameter α and the estimate of the typical
objective function value f̂ in the initial weight selection strategy, as presented in the
previous section.
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Figure 5.6 / Schematic of the speed reducer.

The second example is a non-convex geometric optimization problem, previously used in
analytical target cascading papers. Four decompositions, each different in the number of
subsystems and shared variables, are compared to investigate the effect of differences
in decomposition on the computational costs. Furthermore, the performance of the
algorithms presented here is compared to the inexact penalty decomposition method of
DeMiguel and Murray (2006) in its original quadratic penalty function formulation, but
also in a novel augmented Lagrangian formulation.

Computational costs for the proposed solution methods are determined by the total
number of times the subproblems are solved in Step 1. The remaining algorithmic steps,
updates of the penalty parameters and solution of the master problem P0, are explicit,
and contribute only little to the total solution costs.

Note that we do not compare computational results for the decomposition algorithms with
the all-in-one solution of the examples since our aim is to facilitate distributed design of
the all-in-one problem. The examples are used to illustrate the numerical behavior of
the proposed algorithms. Since the examples are small, their all-in-one solution would
probably be, and in practice is, more efficient than solution through decomposition.

Example 1: Golinski’s speed reducer

The first test problem is taken from Golinski (1970); Padula et al. (1996). The objective
of this problem is to minimize the volume of a speed reducer (Figure 5.6), subjected to
stress, deflection, and geometric constraints. The design variables are the dimensions
of the gear itself (x1, x2, x3), and both the shafts (x4, x6 and x5, x7). The all-in-one design
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problem for the speed reducer is defined by:

min
z=[x1,...,x7]T

F =
7∑
j=1

Fj

subject to ggear = [g5, g6, g9, g10, g11]T ≤ 0,
gshaft,1 = [g1, g3, g7]T ≤ 0,
gshaft,2 = [g2, g4, g8]T ≤ 0,
2.6 ≤ x1 ≤ 3.6, 7.3 ≤ x5 ≤ 8.3,
0.7 ≤ x2 ≤ 0.8, 2.9 ≤ x6 ≤ 3.9,
17 ≤ x3 ≤ 28, 5.0 ≤ x7 ≤ 5.5,
7.3 ≤ x4 ≤ 8.3

(5.16)

where F1 = 0.7854x1x22(3.3333x
2
3 + 14.9335x3 − 43.0934)

F2 = −1.5079x1x26 F3 = −1.5079x1x27 ,
F4 = 7.477x36 F5 = 7.477x37,
F6 = 0.7854x4x26 F7 = 0.7854x5x27 ,

g1 = 1
110x

3
6

√(
745x4
x2x3

)2
+ 1.69 · 107 − 1,

g2 = 1
85x

3
7

√(
745x5
x2x3

)2
+ 1.575 · 108 − 1,

g3 =
1.5x6+1.9

x4
− 1, g8 =

1.93x
3
5

x2x3x
4
7
− 1,

g4 =
1.1x7+1.9

x5
− 1, g9 = x2x3

40 − 1,

g5 =
27

x1x22x3
− 1, g10 = 5x2

x1
− 1,

g6 = 397.5
x1x22x23

− 1, g11 = x1
12x2

− 1,

g7 =
1.93x

3
4

x2x3x
4
6
− 1.

The optimal solution, obtained with the NPSOL implementation in Tomlab
(Holmström et al., 2004), to this problem is (rounded) z∗ = [3.50,0.70, 17.00, 7.30,
7.72, 3.35, 5.29]T with f (z∗) = 2994. Constraints g1, g2, g4, g10 are active at the solution
as well as the lower bounds on x2, x3 and x4. The functional dependence table for the
original AIO problem (5.16) is given in Figure 5.7(a).

We decompose the AIO problem (5.16) into three subsystems. Subsystem 1 is concerned
with designing the gear, and subsystems 2 and 3 are associated with the design of shafts
1 and 2, respectively. The local objective of the gear subsystem is f1 = F1, and its local
constraints are g1 = [ggear]. The local objective of subsystem 2 is f2 = F2 + F4 + F6, and
the local constraints are g2 = [gshaft,1]. For subsystem 3, the local objective is given by
f3 = F3 + F5 + F7, and the local constraints are g3 = [gshaft,2]. The functional dependence
table for the relaxed AIO problem is displayed in Figure 5.7(b).

For this decomposition, the vector of shared variables is y = [x1, x2, x3]T , which are the
design variables associated with the gear. Subsystem 1 has no local design variables x1 = [].
The local variables for subsystem 2 are the length and diameter of shaft 1 x2 = [x4, x6]T .
Similarly, the local variables for subsystem 3 are the length and diameter of shaft 2
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Figure 5.7 / Functional dependence tables for speed reducer design problem.

x2 = [x5, x7]T . After decomposition, the optimization subproblems (5.9) for the three
subsystems are

find x[1]1 , x
[1]
2 , x

[1]
3

min f1 = F1

+φ(x[0]1 − x[1]1 )
+φ(x[0]2 − x[1]2 )
+φ(x[0]3 − x[1]3 )

s.t. g1 = ggear ≤ 0

find x[2]1 , x[2]2 , x[2]3 , x4, x6
min f2 = F2 + F4 + F6

+φ(x[0]1 − x[2]1 )
+φ(x[0]2 − x[2]2 )
+φ(x[0]3 − x[2]3 )

s.t. g2 = gshaft,1 ≤ 0

find x
[3]
1 , x

[3]
2 , x

[3]
3 , x5, x7

min f3 = F3 + F5 + F7

+φ(x[0]1 − x
[3]
1 )

+φ(x[0]2 − x
[3]
2 )

+φ(x[0]3 − x
[3]
3 )

s.t. g3 = gshaft,2 ≤ 0

where φ is the augmented Lagrangian penalty function of (5.4), and the bracketed top-
right index denotes the subsystem at which the shared variable copy is computed.

Experiments are set up to study the effect of two aspects on the convergence behavior of
the nested method of multipliers, both exact (ENMOM) and inexact (INMOM), and the
alternating direction method of multipliers (ADMOM). The two aspects are the initial
design, and the initial penalty weight.

To study the effect of the initial design, five designs (Table 5.1) are selected with
components randomly chosen within the variable bounds.

To study the effect of the initial penalty weights, the decomposed problem is solved for
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Table 5.1 / Initial designs for speed reducer problem (5.16).

Initial design
x1 x2 x3 x4 x5 x6 x7

1 3.4980 0.7029 20.1022 7.4879 7.9088 3.1094 5.4989
2 2.6168 0.7440 18.6323 7.9214 8.0544 3.1806 5.2636
3 2.9124 0.7182 25.5718 8.1095 8.0233 2.9453 5.3066
4 2.9352 0.7584 27.0450 7.8013 7.7175 3.6995 5.4453
5 3.1134 0.7390 27.2370 7.5827 8.0699 3.6276 5.4573

a range of values. We vary the initial weights between 10−1 and 102. The update factors
β and γ in (5.11) are set to β = 2, γ = 0.25 (ENMOM), β = 1.5, γ = 0.5 (INMOM), and
β = 1.1, γ = 0.9 (ADMOM). For all experiments, the initial Lagrange multiplier estimates
v are set to zero.

The outer loop termination tolerance in Eqs.(5.12) and (5.13) is set to ε = 10−3. The constant
inner loop termination tolerance for ENMOM is set to εinner = 10−5. The tolerance εkinner
for INMOM is decreased from 100 to 10−5 in 10 iterations, after which it remains at the
constant value of 10−5:

εkinner = max(10−5, 10−0.5k). (5.17)

The solution procedure is also stopped when the total number of subproblem
optimizations is larger than 1000.

The master optimization problem is solved analytically using (5.8), and the optimization
subproblems are solved with NPSOL using analytical gradients, and default options.

Figure 5.8 displays the total number of subproblem optimizations required for
convergence, as a function of the initial penalty weight for ENMOM, INMOM, and
ADMOM. Each line represents the computational costs required to reach a solution
starting from the five initial designs. Notably, the effect of the initial design is small.

For some experiments with large initial weights we observed premature convergence
of the solution algorithms INMOM and ADMOM. The final solution estimate was
still relatively far from the known optimal solution although the stopping conditions
were satisfied. To filter out experiments that converged prematurely, we include only
experiments for which the solution error e is smaller than 10−2. The (scaled) solution
error at the final iteration K is given by:

e = max
i=1,...,n

|z∗i − zKi |
1 + |z∗i |

(5.18)

where zK is the solution estimate after K outer loop iterations, and the value for the shared
variables ȳK is taken as the average over the original and all copies ȳK = (yK +

∑M
j=1 y

K
j )/(1 +

M).
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(a) Exact nested method of multipliers (ENMOM),
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(b) Inexact nested method of multipliers (INMOM),
β = 1.5 and γ = 0.5
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(c) Alternating direction method of multipliers
(ADMOM), β = 1.1 and γ = 0.9

Figure 5.8 / Example 1: computational costs required for convergence as a function of
the initial penalty parameter weight. Each line represents results from a specific initial
design (see Table 5.1). Grey markers represent experiments that did not converge within
1000 subproblem optimizations or that converged prematurely.

In Figure 5.8, experiments that converged prematurely are represented by grey markers.
Experiments that required the maximal number of subproblem optimizations (1000) are
also indicated by grey markers. Experiments that converged to a solution with an error e
smaller than 10−2 within 1000 subproblem optimizations are indicated by black markers.

The costs of the algorithms (Figure 5.8) increase when initial weights become smaller.
This behavior is characteristic to the method of multipliers, and is caused by the influence
of the penalty weights on the Lagrange multiplier updates (Bertsekas, 2003). In the
Lagrange multipliers updates of (5.10), the penalty weights determine the step size of
the update. A small initial weight results in a small initial step size. For very small
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weights, the initial step sizes are too small to force convergence. The step size is however
consecutively increased by increasing the penalty weights according to (5.11). After a
number of outer loop weight updates, the step size is large enough for convergence. For
slightly larger weights, the initial step-size is already large enough to force convergence
from the first iteration onwards.

When initial weights are too large however, the number of subproblem optimizations
greatly increases for ENMOM (Figure 5.8(a)). These extra costs are mainly caused by
an increase in the coupling strength between subproblems due to the larger weights.
These large weights introduce large off-block-diagonal terms in the objective Hessian of
the relaxed AIO problem (5.6). Due to these large off-block-diagonal terms, the coupling
between subproblems is increased, which slows down the inner loop algorithm. This
effect is especially strong in the first iteration, where the initial design is typically far away
from the optimal design.

INMOM and ADMOM show premature convergence when weights become too large
(grey markers). The algorithms terminate at inaccurate solutions for weights larger than
5. The premature convergence is caused by the nature of the INMOM and ADMOM
algorithms (inexact inner loop), and is also observed for other test problems.

In general, the looser inner loop termination tolerances for INMOM (Figure 5.8(b))
and ADMOM (Figure 5.8(c)) reduce the computational costs with respect to ENMOM.
Excessive computational costs in the (first few) inner loop iterations are avoided with the
looser tolerances.

All three algorithms show a “critical weight” value for which a large change in behavior
can be observed. For initial weights smaller than this critical value, costs are relatively low.
When initial weights are larger however, the costs become very high, or the algorithm is
terminated before reaching an accurate solution. The critical weight also coincides with
the weight for which the lowest computational cost is obtained. For this example problem,
the critical weight is w∗ ≈ 5.

To investigate its behavior, the initial weight setting strategy of (5.15) is applied to the
above example problem. First, we solve the decomposed problem with w = 10−3 to obtain∑M

j=1 ‖ĉj‖22 = 80.7. As an estimator for the objective function value, we use three different
settings: 103, 104, and 105 respectively (note that the optimal value for the speed reducer
problem is 2994). Now with w∗ = 5 and (5.15) we can determine the value of α that
would yield w = w∗. The values for α are 2.02, 0.202, and 0.020 for f̂ = 103, 104, and
105, respectively. From the perspective of the results as presented in Figure 5.8, an initial
weight that is larger than the critical weight w∗ ≈ 5 is highly undesirable. Therefore,
we suggest to use a moderate value of α = 0.1 to provide a margin of safety against
overestimation of the objective function value (estimates f̂ = 103 and f̂ = 104 yield w = 1.11
and w = 3.52, both below w∗ = 5).
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Figure 5.9 / Example 2: Decomposition details for the geometric optimization problem.
Each box represents a subsystem, and the connections between the boxes represent
variables shared by subsystems. The fields in each box represent the local variables, local
objectives, and local constraints of the associated subsystem.

Example 2: geometric optimization problem

The second example is a non-convex geometric optimization problem, which also
appeared in earlier work on analytical target cascading (Chapter 4, Kim, 2001;
Tzevelekos et al., 2003; Michalek and Papalambros, 2005a). Four different decomposi-
tions of the problem are presented here, which allows us to study the effect of the choice
of decomposition on computational costs.

We compare the performance of our algorithms to two implementations of the Inexact
Penalty Decomposition (IPD) method of DeMiguel and Murray (2006). The first
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implementation, IPD-QP, uses the quadratic penalty function as originally proposed by
DeMiguel and Murray (2006). The second implementation, IPD-AL, is a novel variant,
and uses an augmented Lagrangian formulation instead of the quadratic penalty function
for fairness of comparison.

The all-in-one geometric optimization problem is given by:

min
z1,...,z14

f = z21 + z22

subject to g1 = (z−23 + z24)z
−2
5 − 1 ≤ 0

g2 = (z25 + z−26 )z−27 − 1 ≤ 0
g3 = (z28 + z29)z

−2
11 − 1 ≤ 0

g4 = (z−28 + z210)z
−2
11 − 1 ≤ 0

g5 = (z211 + z−212 )z
−2
13 − 1 ≤ 0

g6 = (z211 + z212)z
−2
14 − 1 ≤ 0

h1 = (z23 + z−24 + z25 )z
−2
1 − 1 = 0

h2 = (z25 + z26 + z27)z
−2
2 − 1 = 0

h3 = (z28 + z−29 + z−210 + z211)z
−2
3 − 1 = 0

h4 = (z211 + z212 + z213 + z214)z
−2
6 − 1 = 0

z1, . . . , z14 > 0

(5.19)

The unique optimal solution, obtained with NPSOL, to this problem (rounded) is z∗ =
[2.84, 3.09, 2.36,0.76,0.87, 2.81, 0.94,0.97,0.87,0.80, 1.30,0.84, 1.76, 1.55]T with f (z∗) =
17.59, and all constraints active.

Four decompositions are selected to illustrate their effect on the performance of
the presented solution strategies. Two decompositions (1 and 3) are new, while
decompositions 2 and 4 were presented by Kim (2001) and Tzevelekos et al. (2003),
respectively. Details of the four decompositions are given in Figure 5.9. Note that the
number of shared variables increases with the decomposition index. It is expected that
decompositions with a larger number of shared variables are harder to solve and therefore
require more computational effort.

All four decompositions are solved with exact (ENMOM), inexact (INMOM), and
alternating direction (ADMOM) inner loop, and the two inexact penalty decomposition
(IPD) methods for five initial designs with components randomly selected between 0 and
5 (Table 5.2).

We use the initial weight setting strategy with f̂ = 10, and α = 0.1, and obtain the estimates
for cj, j = 1, . . . ,M by solving the decomposed problems with w = 10−3. The weight setting
is verified for ENMOM, INMOM, and ADMOM by experiments with fixed initial weights
varying between 10−2 and 102, similar to the previous example.

The penalty update parameters β and γ in (5.11) are set to β = 2, γ = 0.25 (ENMOM and
IPD-AL), β = 1.5, γ = 0.5 (INMOM), and β = 1.1, γ = 0.9 (ADMOM). For IPD-QP we
take wk+1 = βwk, with β = 2. For all experiments, the initial Lagrange multiplier estimates
v are set to zero.
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Table 5.2 / Initial designs for geometric optimization example problem (5.19).
Initial design

z1 z2 z3 z4 z5 z6 z7 z8 z9 z10 z11 z12 z13 z14
1 3.6745 0.9556 2.3038 0.0279 4.9149 3.6668 3.9694 3.6564 1.1721 1.9595 3.2761 2.8287 0.9295 2.4248
2 3.4366 2.1123 2.2868 1.4870 2.7634 1.8794 4.5998 0.9695 2.7439 3.1366 4.1879 3.5827 3.5032 0.5731
3 1.7306 4.2799 2.2534 0.2458 2.0004 0.0494 4.2236 4.5241 4.6579 3.4954 1.8580 2.5566 4.9135 3.3243
4 0.8302 2.4512 2.0611 3.4659 0.9939 2.0993 1.8388 2.8460 1.6760 1.9859 2.1263 3.8820 4.0332 1.8269
5 0.7781 4.0797 4.5080 3.2505 3.1260 3.7683 3.1040 3.1589 3.2777 2.0681 2.9733 2.4467 3.5178 0.7002

The algorithms are terminated when the stopping criteria (5.12) and (5.13) are satisfied
with four different values for the termination tolerances: ε = 10−2, 10−3, 10−4, 10−5. The
inner loop termination tolerance for ENMOM is set to εinner = ε/100, and for INMOM
inner loop tolerances are reduced from 100 to εkinner = ε/100 in 10 iterations, similar to the
scheme of (5.17). In the IPD algorithms, the line-search parameter σ is set to 10−4. For
ENMOM, INMOM, and ADMOM, the master problem is solved analytically using (5.8),
and the subproblems for all methods are solved with NPSOL using analytical gradients
and default settings.

Results for ENMOM, INMOM, and ADMOM for all four decompositions are similar to
the results displayed in Figure 5.8 for the speed reducer example problem. Again, the
influence of the initial design on computational costs is small. Similar to the speed
reducer example, a critical weight can be observed above which the performance of the
algorithms rapidly decreases. Surprisingly, the critical weights for the decompositions
are very similar, w∗ ≈ 2. Apparently, the critical weight depends mainly on the original
non-decomposed AIO problem. In all four decompositions, the suggested weight setting
strategy yielded initial weights below the critical value w∗ = 2. The computed weights
were w = 1.1, 0.9, 0.7, and 0.5, for the four decompositions, respectively.

Figure 5.10 summarizes the results for all five solution strategies for the four different
termination tolerances. Each line in each figure depicts the required number of
subproblems optimizations, averaged over the five initial designs, for each algorithm as
a function of the final solution error, as defined in (5.18). The markers for each line
represent experiments with respectively ε = 10−2, 10−3, 10−4, and 10−5 (markers from left to
right).

From the proposed methods, the inexact algorithms INMOM and ADMOM again
outperform ENMOM with respect to subproblem optimizations as well as function
evaluations for all decompositions. For decompositions 2, 3 and 4 ADMOM outperforms
INMOM also, and has overall the lowest solution cost. An advantage is gained through
avoiding the iterative inner loop and performing only a single inner loop iteration.

When compared to the nested inexact penalty decomposition (IPD) algorithms
of DeMiguel and Murray (2006), our proposed alternating augmented Lagrangian
decomposition method shows a similar or better performance. IPD does not take
advantage here of the superlinear convergence rate for the inner loop (block coordinate
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Figure 5.10 / Example 2: Numerical results. Average number of required subproblem
optimizations as a function of the solution error as defined in (5.18) for five solution
algorithms. Markers represent experiments with ε = 10−2, 10−3, 10−4, 10−5 (markers from
left to right).

descent used in our method only has linear convergence rate). Apparently, the
subproblem optimizations required for the line search step in IPD nullify the advantage
for this example.

The results for all four decompositions show that the required solution costs increase as
the number of shared variables becomes larger. For the alternating direction inner loop
(ADMOM), the increase is small, where for the other methods the solution costs increase
substantially. Apparently, the number of shared variables has only little influence on the
performance of ADMOM.

The results of Figure 5.10 advocate the use of our alternating direction variant ADMOM
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Figure 5.11 / Example 2, decomposition 1: iteration path history towards the final solution
(y∗ = [z∗3 , z

∗
11]

T ) for the master problem shared variables y. Iteration path for IPD includes
line search trial points.

or the nested inexact penalty decomposition method with an augmented Lagrangian
formulation (IPD-AL). Both have low computational costs, the ADMOM method a factor
2-3 lower than IPD-AL. A further advantage of the ADMOMmethod is that the sequence
of shared “targets” y sent from the master problem to the subproblems is more smooth.
As an illustration, Figure 5.11 gives the iteration paths for our ADMOM variant, and for the
IPD-AL method. The steady approach of ADMOM is due to te calculation of the targets
in the master problem as a kind of weighted average. The IPD-AL master problem uses
a quasi-Newton method with back-tracking line search, which causes the less smooth
iteration path. This behavior is even more pronounced for IPD-QP.

When comparing the quadratic penalty function for IPD originally proposed by
DeMiguel and Murray (2006) (IPD-QP) with the augmented Lagrangian formulation
presented here (IPD-AL), cost reductions of around 60% can be observed for the
augmented Lagrangian formulation, with the benefits becoming larger for more accurate
solutions. We observed the same result in previous work for analytical target cascading
(Chapter 4). Based on this observation, we expect that the augmented Lagrangian
formulation may be a powerful aid in the further development of bi-level decomposition
methods.

5.5 Conclusions and discussion

This chapter presents an augmented Lagrangian decomposition method for quasisepara-
ble MDO problems. The decomposition method is derived from available algorithms
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from the non-linear programming literature. The main techniques used are an
augmented Lagrangian relaxation and the block coordinate descent algorithm. Using
existing results on convergence analysis, local convergence of the solution algorithms to
Karush-Kuhn-Tucker points of the original decomposed problem can be proven when
the objective function is continuously differentiable and global subproblem solutions are
uniquely attained.

The alternating direction method of multipliers (ADMOM), which carries out just one
master problem and one set of disciplinary subproblem optimizations in the inner loop,
has proven to be robust and most efficient (about 20-60 subproblem optimizations
required for solution error 10−2-10−5). To assure that a solution obtained with ADMOM is
not a result of premature convergence, the algorithm can be restarted from the current
solution with a smaller initial weight (typically factor 10 smaller).

Compared to existing MDO decomposition methods for quasiseparable problems, the
proposed method has several distinct advantages. In addition to the availability of
theoretical convergence results, the formulation is such that the coordinating master
problem can be solved analytically, and the disciplinary optimization subproblems can
be solved using efficient gradient-based optimization algorithms.

An initial performance comparison of our proposed method and the inexact penalty
decomposition (IPD) method of DeMiguel and Murray has been carried out. Although
the results for the examples seem to be in favor of our proposed method, a more elaborate
comparison including also other decomposition methods for quasiseparable problems
is desired to address issues such as efficiency, robustness, parameter selection, and
scalability on a wider range of problems.

This chapter further more shows that an augmented Lagrangian formulation of the
inexact penalty decomposition can significantly reduce the computational costs compared
to the quadratic penalty proposed originally by DeMiguel and Murray (2006). Besides
the observed efficiency improvements, the augmented Lagrangian variant may provide
other benefits as well, given the large body of augmented Lagrangian theory, e.g., to allow
inexact master and subproblem solutions.
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Abstract / Quite a number of coordination methods have been proposed for the distributed
optimal design of large-scale systems consisting of a number of interacting subsystems.
Several coordination methods are known to have numerical convergence difficulties that can
be explained theoretically. The methods for which convergence proofs are available have
mostly been developed for so called quasiseparable problems (i.e. problems with individual
subsystems coupled only through a set of linking variables, not through constraints and/or
objectives). In this chapter we present a new coordination approach for MDO problems with
linking variables as well as coupling objectives and constraints. Two formulation variants
are presented offering a large degree of freedom in tailoring the coordination algorithm to
the design problem at hand. The first, centralized variant introduces a master problem to
coordinate coupling of the subsystems. The second, distributed variant coordinates coupling
directly between subsystems. Our coordination approach employs an augmented Lagrangian
penalty relaxation in combination with a block coordinate descent method. The proposed
coordination algorithms can be shown to converge to Karush-Kuhn-Tucker (KKT) points of
the original problem by using existing convergence results. We illustrate the flexibility of the
proposed approach by showing that the analytical target cascading method and the augmented
Lagrangian method for quasiseparable problems of Chapter 5 are subclasses of the proposed
formulations.
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6.1 Introduction

Multidisciplinary design optimization (MDO) problems are encountered in the design
of large-scale engineering systems that consist of a number of interacting subsystems.
The design of systems is a complicated task since size and the required level of expertise
often prohibit the design problem to be solved as a whole. Consequently, the problem
is decomposed into smaller, more manageable parts. Each of these parts, or design
subproblems, is tackled by different design teams or disciplines, which act rather
autonomously and use their own (legacy) design tools. As a result, one design group does
not know how its decisions affect the other disciplines. To deal with multiple disciplines,
a systematical coordination approach to systems design is desired. Within the field of
MDO, such coordination methods with local decision autonomy are also referred to as
multilevel optimization methods by Balling and Sobieszczanski-Sobieski (1996), a term
we adopt here.

Many coordination methods have been proposed for the distributed optimal design of
MDO problems. Each method differs in the way the interaction is coordinated, and what
type of problem structures are allowed. In general, the coordination principles can be
divided into three main categories: interaction approximation methods, nested bi-level
programming methods, and penalty relaxation methods.

Well-known interaction approximation methods include concurrent subspace optimiza-
tion (CSSO, Sobieszczanski-Sobieski, 1988), the original bi-level integrated system
synthesis method (BLISS, Sobieszczanski-Sobieski et al., 2000), and multidisciplinary
design optimization with independent subspaces (MDOIS, Shin and Park, 2005). These
interaction approximationmethods define optimization subproblems for each subsystem,
in which some approximation of the contributions of the remaining subsystems is
included. Interaction approximation methods typically do not pose restrictions on the
structure of the MDO problem and are therefore applicable to the most general class of
MDO problems.

Numerical performance of interaction approximation methods typically depends on
the quality of the approximations, and whether or not a system analysis is required.
Some methods may show poor performance as a result of possibly infeasible
subproblems (Shin and Park, 2005; Shankar et al., 1993), and constraint activity changes
(Sobieszczanski-Sobieski et al., 2000).

Bi-level programming methods include collaborative optimization (CO, Braun, 1996;
Braun et al., 1997), the bi-level integrated system synthesis variant BLISS2000
(Sobieszczanski-Sobieski et al., 2003), the quasiseparable decomposition method (QSD,
Haftka and Watson, 2005), and the penalty decomposition methods (IPD/EPD) of
DeMiguel and Murray (2006), amongst others. Bi-level programming methods
introduce a coordinating master problem, which is superimposed over the optimization
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subproblems associated with the subsystems. These methods are referred to as bi-level
programming methods because for a function evaluation of the master problem, all
subproblems are optimized. Bi-level programming methods are typically restricted to
so-called quasiseparable problems (Haftka and Watson, 2005) in which subsystems are
only coupled through a set of linking variables. Bi-level programming methods are not
applicable to problems with coupling constraints.

Many bi-level programming methods experience numerical difficulties when solving
the master problem due to non-smoothness or vanishing constraint gradients
(Alexandrov and Lewis, 2002; DeMiguel and Murray, 2000; Lin, 2004). Smoothness
and constraint qualification are important requirements for the use of existing efficient
gradient-based solution algorithms such as sequential quadratic programming (SQP). Bi-
level methods that do not satisfy these requirements have to use specialized, typically
inefficient algorithms to solve the associated optimization problems. To reduce the
computational costs associated with the use of inefficient solvers in combination with
the bi-level formulation, the use of response surface modeling (RSM) techniques has
been proposed (Sobieszczanski-Sobieski et al., 2003; Sobieski and Kroo, 2000; Liu et al.,
2004). Creating appropriate response surfaces is however not straightforward, and may
become cumbersome for an increasing number of variables and non-smooth functions.
Similar difficulties may arise for interaction approximation methods.

Penalty relaxation methods include analytical target cascading (ATC, Kim, 2001;
Kim et al., 2003), and the augmented Lagrangian methods of Blouin et al. (2005), and
Chapter 5. The penalty relaxation methods relax the coupling constraints of MDO
problems to arrive at subproblems with separable constraint sets. An iterative outer
loop is typically introduced to restore feasibility with respect to the relaxed constraints.
An advantage of penalty methods is that they can often be proven to converge to
KKT points of the original problems (Chapter 5, Blouin et al., 2005; Michelena et al.,
2003). Available penalty relaxations methods have however only been developed for
quasiseparable problems coupled through a set of linking variables; coupling objectives
and constraints are not allowed.

In this chapter, we show how penalty relaxation theory can be used to coordinate
distributed solution of MDO problems with linking variables, a coupling objective,
and coupling constraints. Two formulation variants are presented. The first follows a
centralized formulation where a single master problem on the top level coordinates the
coupling of the remaining subproblems on the lower level, similar to many bi-level MDO
methods. The second follows a distributed formulation, similar to multilevel analytical
target cascading (ATC), where coordination is performed directly between subproblems
at different levels (which may be more than two). Hybrid versions of both formulations
are also possible, providing a large degree of flexibility in formulating the decomposed
problem to match existing organizational relations between subsystems.
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The proposed coordination algorithms are based on augmented Lagrangian relaxation
and block coordinate descent, two techniques used in the method of Chapter 5, and
also recently linked to ATC (Chapter 4). The coordination algorithms are derived such
that convergence to Karush-Kuhn-Tucker (KKT) points of the original, non-decomposed
MDO problem can be shown under mild assumptions by combining existing results from
nonlinear programming textbooks such as Bertsekas (2003) and Bazaraa et al. (1993).
Efficient gradient-based solvers may be used to solve the associated subproblems, since
the subproblem formulations are smooth and the KKT conditions are satisfied at their
solutions.

We demonstrate that the multilevel hierarchical ATC formulation of Kim (2001) and
Chapter 4, and the centralized bi-level augmented Lagrangian method of Chapter 5 for
quasiseparable problems are subclasses of the method proposed here. Furthermore, we
derive a novel distributed coordination formulation for quasiseparable problems.

6.2 Decomposition of the original MDO problem

The multidisciplinary design optimization (MDO) problem with M subsystems, here
referred to as the original MDO problem, is given by

min
z=[yT ,xT1 ,...,x

T
M ]T

f0(y, x1, . . . , xM) +
M∑
j=1

fj(y, xj)

subject to g0(y, x1, . . . , xM) ≤ 0
h0(y, x1, . . . , xM) = 0
gj(y, xj) ≤ 0 j = 1, . . . ,M
hj(y, xj) = 0 j = 1, . . . ,M

(6.1)

where the vector of design variables z = [yT , xT1 , . . . , x
T
M]

T ∈ Rn consists of a number of
linking variables y ∈ Rny , and a number of local variables xj ∈ Rnxj associated exclusively
to subsystem j, and ny +

∑M
j=1 n

x
j = n. The linking variables may be common design

variables shared by multiple subsystems, and interdisciplinary coupling variables that
link the analysis models of different subsystems. The coupling objective f0 : Rn 7→ R
and coupling constraints g0 : Rn 7→ Rm

g
0 and h0 : Rn 7→ Rmh

0 are non-separable and may
depend on all design variables z. Local objectives fj : Rnj 7→ R, and local constraints gj :

Rnj 7→ Rm
g
j and hj : Rnj 7→ Rmh

j are associated exclusively to subsystem j, and may depend
on the linking variables y and the local variables xj of only a single subsystem j, such that
nj = ny + nxj . Furthermore, mg

0 +
∑M

j=1m
g
j = mg and mh

0 +
∑M

j=1 m
h
j = mh. Unless indicated

otherwise, all vectors in this chapter are assumed to be column vectors. Note that without
the linking functions f0, g0, and h0, Problem (6.1) becomes the quasiseparable problem
of Chapter 5.

Figure 6.1 illustrates the structure of the original MDO problem in the functional
dependence table (FDT) for a four element example. Similar to Wagner (1993), we shade
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y x1 x2 x3 x4
f0 g0 h0

f1 g1 h1

f2 g2 h2

f3 g3 h3

f4 g4 h4

Figure 6.1 / Functional dependence table for four-element example original MDO
problem of the form (6.1).

the (i, j)-entry of the table if the function of row i depends on the variables of column j.
Throughout this section, we use the functional dependence table to illustrate the effect of
the proposed problem transformations on the problem structure. Observe the coupling
of the problem through both the linking variables y, as well as the coupling functions f0,
g0, and h0. Without these shared quantities, the problem would be block-diagonal, and
fully decomposable intoM smaller subproblems that can be solved independently. When
no coupling functions f0, g0, and h0 are present, (6.1) reduces to a quasiseparable MDO
problem, as considered in, e.g., Chapter 5 and Haftka and Watson (2005).

The original MDO problem (6.1) can be viewed as an individual discipline feasible (IDF)
single-level since the set of linking variables y consists of both shared design variables and
analysis coupling variables (Cramer et al., 1994). The local constraint sets h1, . . . ,hM also
include interdisciplinary coupling constraints relating the analysis coupling variables to
the (numerical) analysis models used to compute their values. Problem (6.1) can also
be treated in a multidisciplinary feasible (MDF) fashion by using a multidisciplinary
analysis (MDA) algorithm that solves for the interdisciplinary coupling constraints to
eliminate the analysis coupling variables from the optimization variables. Similarly, an
all-at-once (AAO), also known as simultaneous analysis and design (SAND), can be used
to find a solution to (6.1). These single-level MDOmethods facilitate disciplinary analysis
autonomy, rather than decision autonomy as obtained with multi-level decomposition
methods we focus on here. The reader is referred to Cramer et al. (1994) for an overview
of single-level formulations.

The augmented Lagrangian coordination method presented in this chapter solves the
original MDO problem by the following four steps:

1. Introduction of auxiliary variables and consistency constraints

2. Relaxation of the coupling and consistency constraints

3. Formulation of the decomposed problem

4. Distributed solution of the decomposed problem
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Similar to the approach Chapter 5, Steps 1 through 3 are problem transformation steps,
and Step 4 entails the actual solution algorithms.

Existing convergence proofs for the solution algorithms of Step 4 only apply to problems
with fully separable constraint sets. The separability of constraint sets implies that
a subproblem’s constraints may only depend on the variables associated with that
subproblem, but not on variables of other subproblems. However, the local constraint
sets of the original MDO problem (6.1) are not separable because of the linking variables
y, and the coupling constraints g0 and h0. To obtain a decomposed problem formulation
with fully separable constraint sets, the first three problem transformation steps have to
be taken first.

The structure of the decomposed formulation of Step 3 is determined by the definition of
the consistency constraints in Step 1. A degree of flexibility exists in the definition of these
constraints, and as a result, we are able to manipulate the structure of the decomposed
problem. In the following two sections we demonstrate two alternative formulations,
each resulting in a different decomposed problem. In the first alternative (Section 6.3),
consistency constraints are defined such that the final decomposed problem has a bi-
level structure, similar to existing bi-level MDO methods such as CO, and BLISS2000.
In this “centralized” bi-level formulation, a central coordinating subproblem on the top
level is superimposed over the M subproblems, associated with the M subsystems of the
original problem. The second alternative (Section 6.4) gives a “distributed” formulation
in which no artificial coordination problem is introduced, but coordination is handled
directly between the subsystems (similar to analytical target cascading). Hybrid versions
that perform only a part of the coordination through a master problem are also possible,
providing a large degree of freedom in formulating the decomposed problem such that
the problem structure becomes compatible with the real-life organizational relations
between the subsystems. The solution algorithms used in Step 4 are presented separately
in Section 6.5 together with an analysis of the convergence properties of the approach.

6.3 Variant 1: centralized coordination

This section presents the centralized decomposed formulation of the original MDO
problem (6.1). In this centralized formulation, a top level central coordinating problem is
positioned on top of the M subsystem design subproblems at the lower level (illustrated
in Figure 6.4) similar to Chapter 5. The solution algorithms of Step 4 alternate between
solving the master problem and the subproblems, in contrast to the nested bi-level
programming methods such as collaborative optimization and BLISS2000.



6.3 Variant 1: centralized coordination 111

y x1 y1 x2 y2 x3 y3 x4 y4
f0 g0 h0

c
f1 g1 h1

f2 g2 h2

f3 g3 h3

f4 g4 h4

Figure 6.2 / Functional dependence table for four-element example modified MDO
problem (6.3) with only coupling constraints.

Step 1: Introduction of auxiliary variables and consistency constraints

In the first transformation, auxiliary linking variables yj ∈ Rny are introduced at each
subsystem to separate the local constraint sets gj and hj, j = 1, . . . , m. To assure consistency
amongst the auxiliary variables, consistency constraints are introduced that force y1 =
y2 = . . . = yM. There are many alternatives for these consistency constraints, and each
alternative gives a specific final structure of the decomposed problem.

In this section, we choose to link all auxiliary linking variables yj to the original linking
variables y, and therefore define the consistency constraints c : R(M+1)·ny 7→ Rmc

as
c(y, y1, . . . , yM) = [cT1 , . . . , c

T
M]

T = 0 with

cj = y − yj = 0 (6.2)

wheremc = M ·ny, and cj : R2·ny 7→ Rny denotes the vector of inconsistencies between the
original vector of linking variables y and the auxiliary linking variables yj at subsystem j.
The original vector y can be seen here as a central “master copy”.

The modified MDO problem after introduction of the auxiliary variables and consistency
constraints is given by

min
y,y1,x1,...,yM ,xM

f0(y, x1, . . . , xM) +
M∑
j=1

fj(yj, xj)

subject to g0(y, x1, . . . , xM) ≤ 0
h0(y, x1, . . . , xM) = 0
gj(yj, xj) ≤ 0 j = 1, . . . ,M
hj(yj, xj) = 0 j = 1, . . . ,M
c(y, y1, . . . , yM) = 0

(6.3)

Observe that the solutions to the modified MDO problem (6.3) and the original MDO
problem (6.1) are equal because of the consistency constraints.

The FDT of the modified MDO problem (6.3) is illustrated in Figure 6.2, where
separability of the local constraint sets can be observed, as well as non-separability of
the introduced consistency constraints c and the coupling constraints g0 and h0. By



112 6 Augmented Lagrangian coordination for distributed optimal design in MDO

introducing the auxiliary variables and consistency constraints, we have only linking
constraints, instead of both linking variables and constraints.

Other instances of themodifiedMDO problem (6.3) have appeared in theMDO literature.
For example, Alexandrov and Lewis (2002) presented the modified MDO problem (6.3)
as an expanded version of their distributed analysis optimization (DAO) formulation.

Although the local constraint sets gj and hj are now fully separable with respect to the
subsystem design variables, the consistency constraints c and the coupling constraints
g0 and h0 are not, and prevent application of the distributed optimization techniques in
Step 4.

Step 2: Relaxation of the consistency and coupling constraints

The second transformation relaxes the consistency and coupling constraints to arrive at a
problem with fully separable constraint sets.

First, the consistency constraints are relaxed using an augmented Lagrangian penalty
function φc : Rmc 7→ R

φc(c) = vTc c + ‖wc ◦ c‖22 =
M∑
j=1

φc,j(cj) =
M∑
j=1

vTc,jcj +
M∑
j=1

∥∥wc,j ◦ cj
∥∥2

2
(6.4)

where φc,j(cj) : Rny 7→ R is the penalty function on the consistency constraints cj for
subsystem j, vc = [vTc,1, . . . , v

T
c,M]

T ∈ Rmc
is the vector of Lagrange multiplier estimates

for the consistency constraints, and wc = [wT
c,1, . . . ,w

T
c,M]

T ∈ Rmc
is the vector of penalty

weights, and vc,j ∈ Rny , and wc,j ∈ Rny . The symbol ◦ represents the Hadamard product:
an entry-wise multiplication of two vectors, such that a ◦ b = [a1, ..., an]T ◦ [b1, . . . , bn]T =
[a1b1, . . . , anbn]T .

Second, the coupling equality constraints h0 are relaxed using an augmented Lagrangian
penalty function φh : Rmh

0 7→ R

φh(h0) = vThh0 + ‖wh ◦ h0‖22 (6.5)

where vh ∈ Rmh
0 is the vector of Lagrange multiplier estimates for the system-wide equality

constraints, and wh ∈ Rmh
0 is the vector of penalty weights.

Third, the coupling inequality constraints g0 are relaxed using an augmented Lagrangian
penalty function φg : R2·m

g
0 7→ R

φg(g0, x0) = vTg (g0 + x20) +
∥∥wg ◦ (g0 + x20)

∥∥2

2
(6.6)

where vg ∈ Rm
g
0 is the vector of Lagrange multiplier estimates for the coupling inequality

constraints, wg ∈ Rm
g
0 is the vector of penalty weights, x0 ∈ Rm

g
0 are slack variables,
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y x1 y1 x2 y2 x3 y3 x4 y4 x0
f0

φg φh

φc

f1 g1 h1

f2 g2 h2

f3 g3 h3

f4 g4 h4

Figure 6.3 / Functional dependence table for four-element example relaxed MDO
problem (6.7) with block-diagonal constraint structure.

and x20 = x0 ◦ x0. Because augmented Lagrangian methods drive its argument (g0 + x20
in this case) to zero, the slack variables allow for non-positive values for the inequality
coupling constraints after relaxation (see Bertsekas (2003)). Without the slack variables,
the coupling inequality constraint values would be driven to zero and therefore act as
equality instead of inequality constraints.

The relaxed MDO problem is given by

min
y,x0,y1,x1,...,yM ,xM

f0(y, x1, . . . , xM) +
M∑
j=1

fj(yj, xj) + φc(c(y, y1, . . . , yM))

+φg(g0(y, x1, . . . , xM), x0) + φh(h0(y, x1, . . . , xM))
subject to gj(yj, xj) ≤ 0 j = 1, . . . ,M

hj(yj, xj) = 0 j = 1, . . . ,M

(6.7)

The FDT of the relaxed MDO problem is illustrated in Figure 6.3. The full separability of
constraints can be seen in the block-diagonal structure. The figure also shows the non-
separability of the penalty terms φc, φg, and φh. In Step 4, this coupling is accounted for
by the solution strategy.

The solution to the relaxed problem (6.7) is not equal to the original problem (6.1),
because a relaxation error is introduced by relaxing the coupling constraints. By
appropriate selection of the Lagrange multiplier estimates v = [vTc , v

T
g , v

T
h ]

T , and penalty
weights w = [wT

c ,w
T
g ,w

T
h ]

T , this relaxation error can be driven to zero. In fact, the
algorithms we propose in Section 6.5 solve the decomposed problem for a sequence of
penalty parameters.

Note that any penalty function can be used to relax the problem. Here we use
the augmented Lagrangian function for a number of reasons. First, the augmented
Lagrangian function is continuous and also has continuous first and second order
derivatives. Second, it avoids the ill-conditioning of the relaxed problem, encountered
for some classes of penalty functions. Third, it is additively separable with respect
to the individual consistency constraints cj, which allows for a degree of parallelism
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during distributed optimization in Step 4. Finally, the augmented Lagrangian function
has been extensively studied in the field of nonlinear programming, providing a large
knowledge-base of theory and parameter update strategies (see, e.g., Bertsekas, 1982,
2003; Arora et al., 1991, for overviews).

After relaxation of the coupling and consistency constraints, the constraint sets are
separable with respect to the subsystem variables, as illustrated in Figure 6.3, and we
are ready to formulate the decomposed problem.

Step 3: Formulation of the decomposed problem

In the third transformation, we decompose the relaxed problem into a number of
subproblems Pj, j = 1, . . . ,M, each associated with a subsystem of the original problem,
and a coordinating master problem P0. The block coordinate descent algorithm we
propose for Step 4 iterates between solving the relaxed MDO problem (6.7) for a subset of
variables, while holding the remaining variables fixed at their previous value. The master
problem P0 is equivalent to solving the relaxed problem for the master copy of linking
variables y and the slack variables x0, while fixing the remaining variables. Subproblems
Pj, j = 1, . . . ,M, are solved for the subsystem variables (yj, xj), while fixing the remaining
variables.

In the master problem P0 only the penalty terms have to be included that depend on the
master problem variables y and x0. The remaining functions are independent of y and x0
and are therefore constant. The master problem P0 is given by

min
x0=[yT ,xT0 ]T

f0(y, x1, . . . , xM) +
M∑
j=1

φc,j(cj(y, yj))

+φg(g0(y, x1, . . . , xM), x0) + φh(h0(y, x1, . . . , xM))

(6.8)

Note that subproblem P0 is an unconstrained minimization problem, however lower and
upper bounds on the shared variables y may be included in the problem.

The M subproblems Pj, j = 1, . . . ,M associated with the original subsystems are solved
for xj, j = 1, . . . ,M, and are given by

min
xj=[yTj ,x

T
j ]

T
f0(y, x1, . . . , xM) + fj(yj, xj) + φc,j(cj(y, yj))

+φg(g0(y, x1, . . . , xM), x0) + φh(h0(y, x1, . . . , xM))
subject to gj(yj, xj) ≤ 0

hj(yj, xj) = 0

(6.9)

If the original MDO problem satisfies standard smoothness and constraint qualification
assumptions, then these assumptions also hold for the master problem and the
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Figure 6.4 / Bi-level decomposed problem structure for the centralized formulation.
Dashed lines (- - -) indicate coupling through either the system objective f0 or the penalty
functions φg and φh, and solid lines (—) indicate coupling through the inconsistency
penalties φc,j.

subproblems (this easily follows from the observation that the augmented Lagrangian
function is smooth). Therefore, we are able to use existing efficient gradient-based
algorithms such as SQP for their solution.

The structure of the decomposed problem (6.8)–(6.9) is depicted in Figure 6.4. Dashed
lines indicate coupling through either the system objective f0 or the penalty functions φg

and φh, and solid lines indicate coupling through φc,j. These solid lines clearly reflect the
centralized character of the consistency constraints defined by (6.2). As illustrated in this
figure, the subproblems of the decomposed problems are still coupled. How to account
for the coupling of subproblems is discussed in Section 6.5.

The decomposed problem (6.8)–(6.9) is highly coupled because of the system-wide
objective and system-wide constraints. Any sparsity in the original problem (6.1) is
however directly reflected in sparsity in the decomposed problem. When e.g. elements
2 and 3 are not linked through a coupling objective or coupling constraints in the original
problem, the associated subproblems P2 and P3 will not be linked in the decomposed
problem. Such problem sparsity gives opportunities for parallelization, and can be
exploited in the solution strategies of Step 4.

Linking variable sparsity

So far, we assumed that all subsystems depend on the complete set of linking variables y.
In practice however, each subsystem may depend only on a subset of linking variables.
The theory presented in this section can be applied straightforwardly in such a case,
however it would be unnatural to include linking design variables in subproblems that
do not depend on them.

To reflect such linking variables sparsity in the formulation, a binary selection matrix Sj

of size nyj × ny can be defined for each subsystem. The matrices Sj are defined such that
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the matrix multiplication Sjy collects only the nyj components of y relevant to subsystem
j, where nyj ≤ ny. With the selection matrices, centralized consistency constraints c =
[cT1 , . . . , c

T
M]

T = 0 similar to (6.2) are defined, however with

cj = Sjy − yj = 0 j = 1, . . . ,M (6.10)

where the auxiliary variables yj ∈ Rn
y
j and inconsistencies cj ∈ Rn

y
j are only introduced

for those nyj components relevant to subsystem j, and therefore c : Rny+
∑M

i=1 n
y
j 7→ Rmc

with

mc =
∑M

i=1 n
y
j ≤ M · ny. The definition of yj introduced here differs from the definition

in (6.2), where copies of all of the linking variables y are included in yj. Here, only the nyj
components relevant to subsystem j are included.

The inconsistency penalty terms φc,j of subproblem j in problem (6.8)–(6.9) are in the
sparse case given by

φc,j(y, yj) = v
T

c,j(Sjy − yj) +
∥∥wc,j ◦ (Sjy − yj)

∥∥2

2
(6.11)

where in this case φc,j : Rny+n
y
j 7→ R, and the penalty terms vc,j ∈ Rn

y
j , and wc,j ∈ Rn

y
j are

only introduced for the relevant linking variable inconsistencies. The remainder of the
decomposed problem is unchanged.

To illustrate the use of the selectionmatrices Sj, consider a four-subsystem problemwhere
subsystems 2, 3 and 4 are linked through variable y1, y2 couples Subsystems 1 and 2, and
y3 links subsystems 1 and 3. The assembled vector of linking variables becomes y =
[y1, y2, y3]T , and ny = 3. For the consistency constraints of (6.10), the selection matrices are
S1 = [0 1 0; 0 0 1], S2 = [1 0 0; 0 1 0], S3 = [1 0 0; 0 0 1], and S4 = [1 0 0], which leaves y1 =
[y[1]2 , y

[1]
3 ]T , y2 = [y[2]1 , y[2]2 ]T , y3 = [y[3]1 , y

[3]
3 ]T , and y4 = [y[4]1 ], where the top-right index denotes

the subproblem of computation. Under these conventions consistency constraints (6.10)
are given by c = [cT1 , c

T
2 , c

T
3 , c

T
4 ]

T = 0, where

c1 = S1y − y1 = [y[0]2 − y[1]2 , y
[0]
3 − y[1]3 ]

T
= 0

c2 = S2y − y2 = [y[0]1 − y[2]1 , y[0]2 − y[2]2 ]
T
= 0

c3 = S3y − y3 = [y[0]1 − y[3]1 , y
[0]
3 − y[3]3 ]

T
= 0

c4 = S4y − y4 = [y[0]1 − y[4]1 ] = 0

(6.12)

and, ny1 = 2, ny2 = 2, ny3 = 2, and ny4 = 1, such that the number of consistency constraints
mc =

∑M
j=1 n

y
j = 7.

6.4 Variant 2: distributed coordination

In this section, we present a distributed decomposed formulation of the original MDO
problem (6.1). In this formulation, the subsystem design subproblems can be positioned
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in a user-specified (possibly multilevel) structure. No coordinating master problem
is introduced, and coordination of the linking variables is handled directly between
subproblems, similar to analytical target cascading. The distributed formulation is able
to reflect a multilevel (organizational) structure present in the original MDO design
problem.

Similar to the previous section, the non-sparse case is given first, after which an extension
to linking variables sparsity is presented.

Step 1: Introduction of auxiliary variables and consistency constraints

For each subsystem we again introduce auxiliary linking variables yj ∈ Rny to separate the
local constraint sets. However, we omit the use of the original vector of linking variables y
in the modified problem. Instead, we introduce consistency constraints that only depend
on the auxiliary linking variables.

As observed in the previous section, the definition of the consistency constraints results
in a specific decomposed problem structure. Many choices for the consistency constraints
c are possible, and each set of constraints given as specific final problem structure. In the
centralized approach, we link the auxiliary linking variables (yj) to a central master copy
of the linking variables (y), which resulted in a bi-level decomposed problem. A similar
bi-level structure can be obtained by taking c(y1, . . . , yM) = [cTM1, . . . , c

T
M(M−1)]

T = 0 where

cMj = yM − yj = 0 (6.13)

For this choice, the consistency constraints cMj : R2·ny 7→ Rny link the auxiliary linking
variable copies of subsystems j = 1, . . . ,M − 1 to those of subsystem M. The subproblem
associated with subsystem M will assume the role of the master subproblem P0 of the
centralized formulation (compare Figures 6.5(a) and 6.4). The use of the double index
for the consistency constraints allows for a more general notation of the consistency
constraints in this section.

By defining alternative consistency constraints, other problem structures can be obtained.
For example if the consistency constraints are given by c = [cT12, . . . , c

T
(M−1)M]

T = 0 with

cj(j+1) = yj − yj+1 = 0 (6.14)

inconsistencies are defined between linking variables of subsystem j and its neighboring
subsystem j + 1, instead of subsystemM. Under these conventions narrow-tree structures
as depicted in Figure 6.5(b) are formed.

The structure of Figure 6.5(c) is generated by defining the consistency constraints as c =
[cT23, c

T
41, c

T
42]

T = 0 where

c4j = y4 − yj = 0 j = 1, 2 (6.15)

c23 = y2 − y3 = 0
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Figure 6.5 / Non-hierarchical multilevel problem structures for alternative consistency
constraints formulations. Dashed lines (- - -) indicate coupling through either the system
objective f0 or the penalty functions φg and φh, and solid lines (—) indicate coupling
through the inconsistency penalties φc.

For a general problem structure, the consistency constraints c must meet the following
requirements:

1. The consistency constraints c must force y1 = y2 = . . . = yM

2. The consistency constraints c must be linearly independent

The first requirement makes sure that the auxiliary linking variables all take the same
values, as is obviously necessary for consistency. The second requirement assures that
the Lagrange multipliers associated with the consistency constraints exist and are unique,
which is important for the solution algorithms of Step 4. As will be discussed in
Section 6.5, the penalty parameters v have to approach the optimal Lagrange multipliers
in order to reduce the relaxation error. Therefore, non-uniqueness of these multipliers
may complicate, or even prevent convergence to the optimal solution. Although some
algorithms may not be hindered by this, we can simply prevent possible difficulties by
making sure that consistency constraints satisfy standard constraint qualifications and
are linearly independent.

The number of consistency constraints can easily be determined from the number of
subsystems M, and the number of linking variables ny. Observe that in the original
MDO problem, one has ny degrees of freedom through the linking variables y. For
each subsystem, auxiliary copies are introduced, resulting in a total of M · ny degrees of
freedom. The consistency constraints c force y1 = y2 = . . . = yM (requirement 1), reducing
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Figure 6.6 / Three subsystem example problem structure.

the degrees of freedom again to ny. Hence, there must be exactlyM · ny − ny = (M − 1) · ny

linearly independent consistency constraints.

Although the number of consistency constraints may seem trivial, consider the case
where three subsystems are linked through a vector of linking variables y, as illustrated in
Figure 6.6. For this system, it might seem natural to define the consistency constraints
as c = [cT12, c

T
23, c

T
13]

T where

c12 = y1 − y2
c23 = y2 − y3
c13 = y1 − y3

The above M · ny consistency constraints however are linearly dependent (c13 = c12 + c23).
As discussed, linearly dependent consistency constraints have non-unique Lagrange
multipliers, which may cause numerical difficulties in the solution algorithms of Step 4.
By removing one of the dependent vectors of consistency constraints, (M − 1) · ny linearly
independent consistency constraints remain and force y1 = y2 = y3, which is required for
the consistency constraints.

In general, the consistency constraints c can be defined as a collection of consistency
constraints cjn defined between subsystems j = 1, . . . ,M and their set of Nj neighbors

cjn = yj − yn = 0 {n ∈ Nj|n > j} j = 1, . . . ,M (6.16)

that must force y1 = y2 = . . . = yM. The neighbors Nj are defined as the subsystems to
which subsystem j is linked to through the consistency constraints. Linking through the
coupling objective or coupling constraints is not considered. Furthermore, the condition
n > j makes sure that only one of the linearly dependent pair cjn and cnj is included in
the consistency constraints (e.g., only c12 = y1 − y2, and not also c21 = y2 − y1). Since the
consistency constraints are linear, standard constraint qualifications hold. If one would
take consistency constraints of the form cjn = ‖yj − yn‖ = 0, then standard constraint
qualifications would not hold. The qualifications are not met since the constraint
gradients would vanish at feasible points where we must have yj = yn.

Before defining the modified MDO problem, the functional dependency of the coupling
objective and constraints have to be reallocated. In the original MDO problem (6.1),
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these functions depend on the linking variables y. For the distributed formulation of
this section, the use of the master copy y has been omitted. Instead, and without
loss of generality, the functional dependencies of the coupling objective f0 and coupling
constraint penalties are modified to depend on the linking variables of subsystem M,
yM, instead of the master copy y, which gives f0(yM, x1, . . . , xM), g0(yM, x1, . . . , xM), and
h0(yM, x1, . . . , xM). In this case, subsystem M has been given the design freedom with
respect to the linking variables in the coupling functions. The components of y can also
be distributed over multiple subsystems by using selection matrices, similar to those used
for the sparse case of Section 6.4.

The modified MDO problem for the multilevel formulation is now given by

min
y1,x1,...,yM ,xM

f0(yM, x1, . . . , xM) +
M∑
j=1

fj(yj, xj)

subject to g0(yM, x1, . . . , xM) ≤ 0
h0(yM, x1, . . . , xM) = 0
gj(yj, xj) ≤ 0 j = 1, . . . ,M
hj(yj, xj) = 0 j = 1, . . . ,M
cjn = yj − yn = 0 {n ∈ Nj|n > j} j = 1, . . . ,M

(6.17)

Observe that the solutions to the modified MDO problem (6.17) and the original MDO
problem (6.1) are equal because of the consistency constraints.

Step 2: Relaxation of the consistency and coupling constraints

Again, the consistency and coupling constraints are non-separable. An augmented
Lagrangian penalty function is used to relax the consistency constraints cjn of themodified
MDO problem (6.17)

φc,jn = v
T

jn(cjn) +
∥∥wjn ◦ (cjn)

∥∥2

2
(6.18)

with φc,jn : Rny 7→ R, and where vjn ∈ Rmc
, and wjn ∈ Rmc

.

The coupling constraints are again relaxed using an augmented Lagrangian function,
similar to the centralized approach of Section 6.3 (see (6.5) and (6.6)).

The relaxed MDO problem for the multilevel formulation is given by

min
y1,x1,...,yM ,xM

f0(yM, x1, . . . , xM) +
M∑
j=1

fj(yj, xj) +
M∑
j=1

∑
{n∈Nj|n>j}

φc,jn(cjn(yj, yn))

+φg(g0(yM, x1, . . . , xM), x0) + φh(h0(yM, x1, . . . , xM))
subject to gj(yj, xj) ≤ 0 j = 1, . . . ,M

hj(yj, xj) = 0 j = 1, . . . ,M

(6.19)
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Step 3: Formulation of the decomposed problem

After relaxation, the constraint sets are fully separable with respect to the subsystem
variables. For the distributed solution algorithms of Step 4 we define M variable subsets
xj = [yTj , x

T
j ]

T ∈ Rnj , j = 1, . . . ,M, where each subset is associated with one of the
subsystem.

The slack variables x0 can no longer be appointed to the central master problem present
in the centralized formulation. Instead, the slack variables are included in one of the
subsystem variable subsets xj. Without loss of generality, the slack variables are included
in subsystem M such that xM = [yTM, x

T
M, x

T
0 ]

T ∈ Rny+nxM+m
g
0 .

The general distributed subproblem Pj only has to include the functions that depend on
xj, and is given by

min
xj=[yTj ,x

T
j (,x

T
0 )]T

f0(yM, x1, . . . , xM) + fj(yj, xj)

+
∑

{n∈Nj|n>j}

φc,jn(cjn(yj, yn)) +
∑

{n∈Nj|n<j}

φc,nj(cnj(yn, yj))

+φg(g0(y, x1, . . . , xM), x0) + φh(h0(y, x1, . . . , xM))
subject to gj(yj, xj) ≤ 0

hj(yj, xj) = 0

(6.20)

where the slack variables x0 are only included in subproblem PM. The consistency
constraint penalty of Pj only includes terms that depend on yj and hence consists of two
parts. The first part is associated with the consistency constraints between subsystem j
and its neighbors that have a higher subsystem index n > j. The second part accounts for
the consistency constraints between subsystem j and its neighbors that have a lower index
n ∈ Nj|n < j.

Linking variable sparsity

Linking variable sparsity may also exist in distributed problems since a subproblem
Pj may not depend on all linking variables y, but only on a selection. Similar to the
centralized formulation, auxiliary linking variables and consistency constraints are only
introduced for the linking variables relevant to subsystem j.

The reflection of this sparsity in the consistency constraints requires the definition of Nj

selection matrices Sjn ∈ Rn
y
jn×n

y
j for each of the subsystem j = 1, . . . ,M, where Nj denotes

the number of neighbors of subsystem j, and nyjn is the number of variables shared by
subsystems j and n, therefore nyjn = nynj, n

y
jn ≤ nyj and nyjn ≤ nyn. The selection matrix Sjn

collects the set of linking variables from yj that are shared with neighbor subsystem n.
With the selection matrices, the consistency constraints between subsystems j and their
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neighbors Nj are defined by

cjn = Sjnyj − Snjyn = 0, {n ∈ Nj|n > j} j = 1, . . . ,M (6.21)

where typically Sjn =/ Snj.

An additional difficulty arises for the linking variables y in the coupling objective and
constraints. For linking variable sparsity, none of the subproblems may depend on
all of these linking variables, and therefore solving for y in the coupling objective and
constraints cannot be appointed to a single subproblem. Hence, the solution has to be
distributed over more than one subproblem.

To achieve this distribution, the solution of every component of y is assigned to a
subproblem through the definition of selection matrices Tj ∈ Rntj×n

y
j , j = 1, . . . ,M. These

selection matrices collect the subset of ntj linking variables from yj solved for in the
coupling functions by subsystem j. Note that each component of the linking variables
y in the original MDO problem (6.1) is only solved for at a single subproblem, and
therefore the vector y′ = [(T1y1)T , . . . , (TMyM)T ]T ∈ Rny has the same components as y
but not necessarily in the same order, and

∑M
j=1 n

t
j = ny.

The general distributed subproblem Pj for sparsity of linking variables is defined by

min
xj=[yTj ,x

T
j (,x

T
0 )]T

f0(T1y1, x1, . . . , TMyM, xM) + fj(yj, xj)

+
∑

{n∈Nj|n>j}
φc,jn(cjn(yj, yn)) +

∑
{n∈Nj|n<j}

φc,nj(cnj(yn, yj))

+φg(g0(T1y1, x1, . . . , TMyM, xM), x0) + φh(h0(T1y1, x1, . . . , TMyM, xM))
subject to gj(yj, xj) ≤ 0

hj(yj, xj) = 0

(6.22)

with the inconsistency penalty φc,jn given by (6.18) but with the consistency constraints

defined by (6.21), and vjn ∈ Rn
y
jn , wjn ∈ Rn

y
jn . One may also define different sets of selection

matrices Tj for the linking objective and each of the linking constraints.

To illustrate both types of selectionmatrices, again take the four-subsystem example of the
previous section. Recall that subsystems 2, 3, and 4 share y1, subsystems 1 and 2 share y2,
and subsystems 1 and 3 share y3. The total vector of linking variables is y = [y1, y2, y3]T , and
the linking variable copies are y1 = [y[1]2 , y

[1]
3 ]T , y2 = [y[2]1 , y[2]2 ]T , y3 = [y[3]1 , y

[3]
3 ]T , y4 = [y[4]1 ]. The

top-right index again refers to the subsystem of computation. In the problem structure
of Figure 6.7, the neighbors1 for each subsystem are given by N1 = {2, 3}, N2 = {1, 3, 4},
N3 = {1, 2}, and N4 = {2}. The selection matrices are S12 = [1, 0], S13 = [0, 1], S21 = [0, 1],
S23 = [1, 0], S24 = [1, 0], S31 = [0, 1], S32 = [1, 0], and S42 = [1], which gives the consistency

1Recall that the neighbors Nj of subsystem j are defined as the subsystems to which subsystem j is
coupled to through the inconsistency penalties (solid lines).
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Figure 6.7 / Example non-hierarchical multilevel problem structure for sparse variable
coupling. Dashed lines (- - -) indicate coupling through either the system objective f0 or
the penalty functions φg and φh. Dash-dotted line (-·), dashed line (– –), solid line (—),
and dash-double dotted line (-··) indicate coupling through φc,12, φc,13, φc,23, and φc,24,
respectively.

constraints c = [cT12, c
T
13, c

T
23, c

T
24]

T as in (6.21) with

c12 = y[1]2 − y[2]2 = 0
c13 = y[1]3 − y[3]3 = 0
c23 = y[2]1 − y[3]1 = 0
c24 = y[2]1 − y[4]1 = 0

Furthermore assume that the system objective and coupling constraints depend on all
three of the linking variables. To solve for y1 in subproblem P4, y2 in P1, and y3
in P3, define T1 = [1, 0], T2 = [ ], T3 = [0, 1], and T4 = [1], which leaves y′ =
[(T1y1)T , (T2y2)T , (T3y3)T , (T4y4)T ]T = [y2, [ ], y3, y1]T = [y2, y3, y1]T .

6.5 Solution algorithms

Now that the decomposed problems are formulated, a solution strategy is required to
solve them. Although the decomposed problems presented in the previous sections
have different formulations, they are all obtained through the same principle, namely
augmented Lagrangian relaxation. Therefore a generic solution strategy can be
formulated that can easily be adapted to both formulations.

Solution strategies for solving the decomposed problems have two tasks:

1. Minimize the relaxation error by appropriate penalty parameter setting

2. Account for the coupling of subproblems through the non-separable objective
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Similar to analytical target cascading (Michalek and Papalambros, 2005a; Kim et al.,
2006) and the approach of Chapter 5, we propose a strategy that consists of inner and
outer loops. In the outer loops, penalty parameters v and w are updated, and in the inner
loops, the coupled decomposed problem is solved for fixed penalty parameters. Such a
nested solution strategy is of the form:

Step 0: (Initialize) Set initial guess and penalty parameters

Step 1: (Inner loop) Solve decomposed problem for fixed penalty parameters with block
coordinate descent algorithm

Step 2: (Check convergence) If converged stop, otherwise go to Step 3

Step 3: (Outer loop) Update penalty parameters with method of multipliers and return to
Step 1

Outer loop: Method of multipliers

In the outer loop, the penalty parameters v = [vTc , v
T
g , v

T
h ]

T , and w = [wT
c ,w

T
g ,w

T
h ]

T are
updated to reduce the relaxation error. This error can be reduced by two mechanisms
(Bertsekas, 2003):

1. Select v close to λ∗

2. Increase w to +∞

where λ∗ = [λ∗Tc ,λ∗Tg ,λ∗Th ]T is the vector of optimal Lagrange multipliers associated with
the linking constraints c, g0, and h0 at the solution to the modified MDO problem (6.3).
Furthermore λ∗c ∈ Rmc

, λ∗g ∈ Rm
g
0 , λ∗h ∈ Rmh

0 , and λ∗ ∈ Rmc+m
g
0+mh

0 .

Many convergent methods have been proposed to use either one or both of the error
reduction mechanisms. From duality theory (see, e.g., Bertsekas, 1982, 2003), dual
methods utilize the first mechanism but are not applicable to general non-convex
problems. From nonlinear programming (see, e.g., Bertsekas, 2003), penalty methods
can be adapted to use the second mechanism. Such methods however have problems
with ill-conditioning because the weights w have to approach infinity for small errors.

Here, we use the well-known method of multipliers, which is specifically designed for
the augmented Lagrangian function, and uses both mechanisms simultaneously (see,
e.g., Bertsekas, 2003, 1982; Arora et al., 1991). The method of multipliers is often more
efficient when compared to both dual methods and penalty approaches alone (Bertsekas,
1982).



6.5 Solution algorithms 125

Let q be the vector of linking constraints defined by the concatenation of the consistency
and coupling constraints vectors

q =

 c
g0 + x20
h0

 (6.23)

Then, the method of multipliers updates the estimates of the Lagrange multipliers for
outer loop iteration k + 1 by

vk+1 = vk + 2wk ◦ wk ◦ qk (6.24)

where wk are the penalty weights at iteration k, and the constraint values q are evaluated
at the inner loop solution of outer loop iteration k.

We increase the weights by a factor β only when the reduction in the linking constraint
value is smaller than some fraction γ (Bertsekas, 2003). As a result, the penalty weights
are only increased when the contribution of the Lagrange multiplier update (6.24) did not
lead to a large enough reduction in the violation of the linking constraints.

For the ith linking constraint qi, i = 1, . . . , mc +mg
0 +mh

0 of q, the associated penalty weight
wi is updated as

wk+1
i =

{
wk
i if |qki | ≤ γ|qk−1i |

βwk
i if |qki | > γ|qk−1i |

i = 1, . . . , mc +mg
0 +mh

0 (6.25)

where β > 1 and 0 < γ < 1. Typically γ = 0.25 and 2 < β < 3 are recommended to speed up
convergence (Bertsekas, 2003). In combination with the block coordinate descent inner
loop, we observe that β = 2.2 and γ = 0.4 perform well in general.

The outer loop is terminated when two conditions are satisfied. First, the change in the
maximal linking constraint value for two consecutive outer loop iterationsmust be smaller
than some user-defined termination tolerance ε > 0

‖qk − qk−1‖∞ < ε (6.26)

Second, the maximal linking constraint violation must also be smaller than tolerance
ε > 0

‖qk‖∞ < ε (6.27)

For original MDO problems that do not have a feasible solution, the second criterion will
never be satisfied, and the algorithm will not be terminated. In such cases, one may omit
the second criterion, but at the risk of converging prematurely at a non-feasible solution
because of a (locally) small reduction in q. Another option is to monitor the value of
the penalty term, which goes to zero for feasible solutions. For non-feasible solutions,
the value of the penalty term will go to infinity. Therefore, if the second criterion is not
satisfied, and the penalty term grows very large, then it is likely that the problem does not
have a feasible solution.
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Inner loop: Block coordinate descent

The update algorithms of the outer loop require the solution to the relaxed MDO problem
for fixed weights. To find the solution to the relaxed MDO problem (6.7) and (6.19) for
fixed weights, we use the iterative block coordinate descent (BCD) algorithm (Bertsekas,
2003). Instead of solving the relaxed MDO problem as a whole, the block coordinate
descent method sequentially solves the disciplinary subproblems P1, . . . , PM, and, for the
centralized formulation, also the master problem P0. The BCD method is also know
as the nonlinear Gauss-Seidel method (Bertsekas and Tsitsiklis, 1989), or alternating
optimization (Fortin and Glowinski, 1983; Bezdek and Hathaway, 2002).

The inner loop BCD algorithm is terminated when the relative change in the objective
function value of the relaxed MDO problem for two consecutive inner loop iterations
is smaller than some user-defined termination tolerance εinner > 0. Let F denote the
objective of the relaxed problem (6.7) and (6.19), then the inner loop is terminated when

|Fξ − Fξ−1|
1 + |Fξ |

< εinner (6.28)

where ξ denotes the inner loop iteration number. The division by 1+|Fξ| is used for proper
scaling of the criterion for very large as well as very small objectives (Gill et al., 1981). The
termination tolerance εinner should be smaller than the outer loop termination tolerance ε

to assure sufficient accuracy of the inner loop solution. We use εinner = ε/100.

Part of the block coordinate descent algorithm can be parallelized, since subproblems
that are not directly coupled can be solved in parallel. The general convergence proof
however is not valid for fully parallelized subproblem solutions, as in a Jacobi-like scheme
(Bertsekas and Tsitsiklis, 1989). Although parallelization methods exist, the associated
convergence proofs often require convexity of the original problem, and additive
separability of the objective and/or coupling constraints (see, e.g., Censor and Zenios,
1997; Ruszczynski, 1995).

Initial weight selection

Although the above algorithms converge for any positive initial weight, the performance
of the outer loop method of multipliers depends on the choice of the initial weight w
(see, e.g., Bertsekas, 1982, 2003; Arora et al., 1991). To select the initial weights, we use
an approach similar to the one suggested in Chapter 5. With this approach, the weights
are chosen such that the sum of the penalty terms is a fraction α of the objective function
value: φ ≈ α|f |, with α = 0.1.
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Similar to Chapter 5, we initially set v = 0, and take all weights equal w = w, such that
φ = w2qTq with q defined by (6.23). The initial weights are then selected as

w =

√
α|f̂ |
q̂T q̂

(6.29)

where f̂ and q̂ are estimates of typical objective function and the linking constraint values.
For many engineering problems, a reasonable (order of magnitude) estimate of the
objective function minimum in the optimum can often be given. The approach assumes
that the estimate of the objective is non-zero, which is often the case in engineering
design. However, if f̂ happens to be zero, a non-zero, conservative “typical value” should
be taken for the objective function.

The estimates for the linking constraints q̂ are obtained by solving the decomposed
problem for small weights w, and zero Lagrange multipliers v = 0. For these weights,
the penalty term will be small when compared to the objective function value. As a
consequence, the allowed linking constraint violations will be large, and the solution of
the relaxedMDO problem will produce an estimate q̂j for the size of the linking constraint
values.

Mathematical equivalence and convergence analysis

One of the benefits of the proposed formulation is that, under certain assumptions,
we are able to show that the sequence of solutions generated by the proposed
coordination algorithm converges to Karush-Kuhn-Tucker (KKT) points of the original
non-decomposed problem (6.1). We demonstrate this by combining three existing
convergence results, each associated with one of the three problem transformations steps.
The procedure is outlined for the centralized formulation, but can be deduced similarly
for the distributed case of Section 6.4.

We start our convergence analysis at the inner loop of the algorithm, with the block
coordinate descent (BCD) method. For BCD with fixed penalty parameters v and w,
Proposition 2.7.1 of Bertsekas (2003) can be used to show that solving the sequence
of solutions of subproblems (6.8)–(6.9) converges to a KKT point of the relaxed
problem (6.7) before decomposition. The proof given with the proposition requires that
the objective functions f0, f1, . . . , fM are continuously differentiable, the feasible domain
for each subproblem is convex, and that the minimum to each subproblem is uniquely
attained. Although the latter three conditions often do not hold for practical MDO
problems, we observe that convergence to KKT points of (6.7) also occurs for many non-
convex problems, and when only locally optimal subproblem solutions are used.

Second, we demonstrate that the method of multipliers update of (6.24) of the outer
loop generates a sequence of solutions to the relaxed problem (6.7) that converges to a
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solution of the modified problem (6.3) before relaxation. More precisely, let (u,λq,λ) be
a KKT point of the modified problem (6.3), where u = (y, y1, x1, . . . , yM, xM), and λq and
λ are the vectors of Lagrange multipliers associated with linking constraints q, and the
local constraints g1,h1, . . . , gM,hM, respectively. Furthermore, for k = 0, 1, . . ., let uk =
(yk, yk1 , x

k
1 , . . . , y

k
M, x

k
M) be a local minimizer of the relaxed problem (6.3) with fixed penalty

parameters vk and wk, and let λk be the corresponding optimal Lagrange multipliers of
the local constraints g1,h1, . . . , gM,hM. Then, for the multiplier update of (6.24), and
wk large enough to make the Hessian of the Lagrangian of the relaxed problem positive
definite, Proposition 2.4 of Bertsekas (1982) states that a limit point of the sequence of
solutions {uk, vk} is a KKT point of the modified problem (6.3) (i.e. (uk, vk,λk)→ (u,λq,λ)
for k → ∞). For the proof to hold only continuity assumptions on the objective and
constraint functions are required. Under the more strict assumption of convexity, the
method of multipliers can be shown to converge to the globally optimal solution of the
modified problem. By combining the inner and outer loop results, we are able to show
that the solutions generated by the proposed coordination algorithm converges to a KKT
point of the modified problem (6.3).

What remains is to show that KKT points of the modified problem are also KKT points of
the original MDO problem (6.1). It is straightforward to show that a point (y, x1, . . . , xM) is
a minimizer of the original problem (6.1) if the point (y, y1, x1, . . . , yM, xM) with y1, . . . , yM
all equal to y is a minimizer of the modified problem (6.3), and vice versa. This follows
directly from the fact that we can use the consistency constraints c to eliminate the
auxiliary copies y1, . . . , yM, hence obtaining the original problem (6.1). Moreover, we
expect that (a slightly modified version of) Theorem 4.1 of DeMiguel and Murray (2006)
can be used to show that the Lagrange multipliers of the modified problem (6.3) are equal
to those of the original problem (6.1). The theorem of DeMiguel and Murray (2006) is
derived for problems without a linking objective f0 and linking constraints g0 and h0, and
therefore not directly applicable to our case. However, since these linking functions are
not affected by the introduction of the auxiliary variable copies, we expect that the theorem
and its proof require only minor modifications to be applicable here.

Inexact inner loop

An alternative inner loop termination strategy is to cut off the inner loop before actual
convergence during the first few iterations by using looser tolerances. More formally, such
an inexact approach uses a different tolerance εkinner for each outer loop iteration. Themain
idea behind such a strategy is that costly inner loop iterations are avoided when the penalty
parameters are still far from their optimal values. Convergence theory for the outer loop
updates in case of an inexact solution to the relaxed problem (6.7) can also be found in
literature. Proposition 2.14 in Bertsekas (1982) states that the outer loop solutions still
converge to a KKT point of the relaxed problem, as long as the sequence of termination
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tolerances {εkinner} is non-increasing, and εkinner → 0. In this inexact inner loop, more
moderate values for β (smaller) and γ (larger) are advised for efficiency. Experiments
indicate that β = 2.0 and γ = 0.5 give good results.

It would be possible to terminate the inner loop after a single iteration, similar to the
alternating direction method of multipliers (Bertsekas and Tsitsiklis, 1989). Such an
approach proved to be very efficient for analytical target cascading (Chapter 4), and
the augmented Lagrangian approach of Chapter 5 for quasiseparable problems. An
alternating direction variant of the solution algorithms presented here, though, would not
be within the assumptions of the convergence proof as given in Bertsekas and Tsitsiklis
(1989). This proof is only valid for linear coupling constraints and an additively separable
objective. The problems considered in this study, however, may have nonlinear coupling
constraints and a non-separable objective. Although the proof does not apply to the
problems considered in the current study, experiments on a number of example problems
indicate that the performance of an alternating direction variant depends on the problem
at hand. For some problems, the algorithm finds accurate solutions very efficiently. For
other problems though, the algorithm terminates prematurely at non-optimal designs,
which is clearly not desired.

6.6 Subclasses of the augmented Lagrangian approach

In this section, we demonstrate the flexibility that is offered by the augmented Lagrangian
coordination approach proposed in this chapter by means of three formulation
examples. First, we show that the hierarchical and multilevel analytical target cascading
formulation is actually a subclass of the distributed formulation variant as presented in
Section 6.4. Second, we illustrate that the augmented Lagrangian method of Chapter 5
for quasiseparable problems is a subclass of the centralized approach of Section 6.3.
Third, we present a novel formulation for quasiseparable problems that allows distributed
coordination of quasiseparable problems. Through this distributed formulation, coupling
can be coordinated directly between subsystems instead of through a central master
coordinating problem.

Analytical target cascading

Analytical target cascading (ATC) has been developed to solve design problems that are
coupled through linking variables, and have a purely hierarchical structure. When taking
the specific ATC characteristics into account, ATC subproblems (Chapter 4, Kim, 2001;
Kim et al., 2006) can be derived from the general distributed formulation of (6.22) as
presented in Section 6.4. The characteristics of ATC subsystems and their effects on the
subproblem formulation of (6.22) are:
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1. A subproblem does not have coupling objectives or coupling constraints, therefore
f0 = 0, g0 = [ ], and h0 = [ ].

2. A subproblem is only connected to its single parent subsystem pj and its set of cj
children Cj = {k1, . . . , kcj}, thus the set of neighbors is given by Nj = {pj, k1, . . . , kcj}.

3. The linking variables for a subproblem are given by the responses to their parent
and the targets sent to their children, which gives yj = [rTj , t

T
k1
, . . . , tTkcj ]

T .

4. The selection matrix Sjpj picks the responses rj = Sjpjyj from the vector of linking
variables, hence Sjpj = [I, 0, . . . , 0], where I is the identity matrix.

5. The selection matrix Sjk, k ∈ Cj picks the targets tk = Sjkyj for child k from the vector
of linking variables: Sjk = [0, 0, . . . , I, . . . , 0], where the identity matrix I is inserted
at the appropriate position for child k.

Under these assumptions and after expansion of the inconsistency penalties of (6.21), the
general distributed subproblem (6.22) for ATC is given by

min
xj=[yTj ,x

T
j ]

T
fj(yj, xj) + v

T

pjj(tj − rj) +
∥∥wpjj ◦ (tj − rj)

∥∥2

2

+
∑
k∈Cj

v
T

jk(tk − rk) +
∑
k∈Cj

∥∥wjk ◦ (tk − rk)
∥∥2

2

subject to gj(yj, xj) ≤ 0
hj(yj, xj) = 0

where yj = [rTj , t
T
k1
, . . . , tTkcj ]

T

The terms vTpjjtj and −vTjkrk drop out of the objective because they do not depend on any of
the subproblem variables xj. Furthermore, the first index of the penalty parameters vpjj,
wpjj, vjk, wjk, can be dropped because it always refers to the unique parent of the element
designated by the second index. The uniqueness is guaranteed by the pure hierarchical
formulation of ATC. When finally all variables, functions, and parameters are augmented
with a level index i denoting the level at which the associated subsystem is located, the
ATC subproblem (6.30) in the formulation of Chapter 4 is obtained, which shows that the
ATC formulation is a subclass of the distributed formulation presented in this chapter.

min
xij

fij(xij) − vTij rij +
∥∥wij ◦ (tij − rij)

∥∥2

2

+
∑
k∈Cij

vT(i+1)kt(i+1)k +
∑
k∈Cij

∥∥w(i+1)k ◦ (t(i+1)k − r(i+1)k)
∥∥2

2

subject to gij(xij) ≤ 0
hij(xij) = 0

where xij = [xTij , r
T
ij , t

T
(i+1)k1 , . . . , t

T
(i+1)kcij

]T

(6.30)

When an ATC subsystem is allowed to have multiple parents, the ATC formulation for
product family design of Kokkolaras et al. (2002) can be obtained in a similar fashion.
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With the theory presented in this chapter, a centralized approach for ATC problems can
be derived by using the approach of Section 6.3. In this centralized approach, all ATC
subproblems of all levels are allocated to the bottom level, and a master subproblem P0 is
superimposed to coordinate consistency amongst all subproblems (see Figure 6.8 for an
illustration). An advantage of the centralized variant for ATC is that subproblems can be
solved in parallel, while allowing efficient coordination by using the alternating direction
method of multipliers.

i
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i

i
i

i
i

P23

P11

P22

P35P34

(a) Traditional hierarchical coordination
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“atc˙cen˙thesis˙temp” — 2008/6/6 — 11:22 — page 1 — #1 i
i

i
i

i
i

P23P11 P22 P35P34

P0

(b) Centralized coordination

Figure 6.8 / Decomposed problem structures for two coordination variants of analytical
target cascading.

Augmented Lagrangian method for quasiseparable problems

The augmented Lagrangian method of Chapter 5 has been proposed to solve
quasiseparable MDO problems. Such problems have subsystems that are coupled
through linking variables only, but not through a coupling objective or coupling
constraints. The general quasiseparable MDO problem is given by the general MDO
problem (6.1), without coupling functions f0 = 0, g0 = 0, and h0

min
z=[yT ,xT1 ,...,x

T
M ]T

M∑
j=1

fj(y, xj)

subject to gj(y, xj) ≤ 0 j = 1, . . . ,M
hj(y, xj) = 0 j = 1, . . . ,M

(6.31)

To solve quasiseparable problems, several other coordination methods have been
developed including collaborative optimization (Braun, 1996; Braun et al., 1997), bi-level
integrated system synthesis (Sobieszczanski-Sobieski et al., 2003), the quasiseparable
decomposition method of Haftka and Watson (2005), and multidisciplinary design
optimization based on independent subspaces (Shin and Park, 2005). Note that ATC
coordinates quasiseparable problems that have a hierarchical structure.
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The formulation of Chapter 5 can be derived for the centralized formulation of (6.8)–(6.9)
by excluding the f0, φg and φh terms in these formulations. When the terms associated
with the coupling functions are excluded, the decomposed formulation presented in
Chapter 5 is obtained as a master subproblem P0

min
x0=[y]

M∑
j=1

φc,j(y, yj) (6.32)

and disciplinary subproblems Pj, j = 1, . . . ,M:

min
xj=[yTj ,x

T
j ]

T
fj(yj, xj) + φc,j(y, yj)

subject to gj(yj, xj) ≤ 0
hj(yj, xj) = 0

(6.33)

demonstrating that the method of Chapter 5 is a subclass of the centralized variant
proposed in this chapter.

Distributed coordination for quasiseparable problems

By observing that quasiseparable MDO problems are a subclass of the original MDO
problem (6.1), one can also derive a distributed coordination variant with the techniques
of Section 6.4. Such a distributed variant allows coupling in quasiseparable problems to
be coordinated directly between subsystems, instead of through a central master problem.

The general subproblem for distributed coordination of quasiseparable problems can be
obtained from the subproblem of (6.22) by excluding the coupling objective and the
penalty terms associated with the coupling constraints

min
xj=[yTj ,x

T
j ]

T
fj(yj, xj) +

∑
n∈Nj

φc,jn(yj, yn)

subject to gj(yj, xj) ≤ 0
hj(yj, xj) = 0

(6.34)

where the penalty terms are given by

φc,jn(yj, yn) =
{

vTjn(Sjnyj − Snjyn) + ‖wjn ◦ (Sjnyj − Snjyn)‖22 if n > j
vTnj(Snjyn − Sjnyj) + ‖wnj ◦ (Snjyn − Sjnyj)‖22 if n < j

(6.35)

and only include coupling to the neighbors Nj of subsystem j. The structure of the
decomposed problem is illustrated in Figure 6.9.

Note that the above subproblem is in fact an ATC formulation that allows non-hierarchical
coupling of subsystems. The subproblem of (6.34) allows all subsystems to be included
in the set of neighbors Nj, where ATC restricts this set to the parent and children of
subsystem j.
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Figure 6.9 / Example problem structure for distributed coordination of quasiseparable
problems. Dash-dotted line (-·), dashed line (– –), solid line (—), and dash-double dotted
line (-··) indicate coupling through φc,12, φc,13, φc,23, and φc,24, respectively.

6.7 Conclusions

This chapter presents a new augmented Lagrangian coordination approach for solving
multilevel MDO problems with linking variables as well as coupling objectives and
coupling constraints. The coordination approach utilizes available techniques as found
in the nonlinear programming literature. The main techniques used are augmented
Lagrangian relaxation and block coordinate descent. The proposed method offers a large
degree of flexibility to the designer through the two formulation variants. With the
centralized variant, the coupling between subsystems is coordinated through a central
master problem, as is often seen in classic MDO coordination methods. The distributed
formulation variant gives the designer the opportunity to coordinate subsystem coupling
aligned with an existing (possibly multi-level) organizational structure of the design
problem. Hybrid approaches that use a combination of both centralized and distributed
coordination are also possible.

Another degree of flexibility is offered through the distinction between linking variables
and coupling functions. With coupling constraints, each subsystem optimizes only for
its own set of design variables, while fixing the variables of the other subsystems. For
linking variables on the other hand, each subsystem is given additional design freedom
by introducing local copies of the variables linking the subsystems. Which situation is
desired typically depends on the design problem at hand, and should not be prescribed
by the coordination algorithm used.

When compared to existing coordination methods for MDO, the proposed method has
several advantages. As mentioned, the approach offers a large degree of freedom in
setting up the decomposed problem, where existing coordination methods are often
limited to a specific structure. Convergence to KKT points of the original problem can be
shown for continuously differentiable coupling functions, and when global subproblem
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solutions are uniquely attained by combining existing results on convergence analysis.
The proposed formulations have smooth master and subproblems that can be solved
efficiently using gradient-based techniques. The proposed solution algorithm solves the
subproblems sequentially, with the freedom to choose the number of iterations before the
penalty parameters are updated in the outer loop.

We showed that the hierarchical analytical target cascading method and the centralized
augmented Lagrangian method of Chapter 5 are subclasses of our method proposed
here. We demonstrated that the flexibility our method offers can be used, e.g., to
centralize coordination of ATC, or to derive a novel distributed coordination method for
quasiseparable problems.
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Abstract / Augmented Lagrangian coordination (ALC) is a provably convergent coordination
method in multidisciplinary design optimization (MDO) that is able to treat both linking
variables and linking functions (i.e. system-wide objectives and constraints). Contrary to
quasiseparable problems with only linking variables, the presence of linking functions may
hinder the parallel solution of subproblems and the use of the efficient alternating directions
method of multipliers. We show that this unfortunate situation is not the case for MDO
problems with block-separable linking constraints, and derive a centralized formulation of
ALC for block-separable constraints, which does allow parallel solution of subproblems.
Similarly, we derive a distributed coordination variant for which subproblems cannot be solved
in parallel, but that still enables the use of the alternating directionmethod of multipliers. The
approach can also be used for other existing MDO coordination strategies such that they can
include block-separable linking constraints.

7.1 Introduction

Many coordination methods have been proposed for the distributed design of
large-scale multidisciplinary design optimization (MDO) problems. Examples
are collaborative optimization (Braun, 1996), bi-level integrated system synthesis
(Sobieszczanski-Sobieski et al., 2003), the quasiseparable decomposition method of
Haftka and Watson (2005), the penalty decomposition methods of DeMiguel and Murray

135
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(2006), and augmented Lagrangian coordination (ALC) of Chapter 6. A major advantage
of ALC is that convergence to locally optimal system designs can be proven for problems
that have both linking variables and linking functions (i.e. objectives and constraints that
depend on the variables of more than one subsystem). The other MDO coordination
methods with convergence proof typically only apply to so-called quasiseparable problems
with linking variables, where linking constraints are not allowed.

Applying the centralized variant of ALC to quasiseparable problems results in
subproblems that can be solved in parallel during each iteration of the coordination
algorithm (Chapter 5). A central master problem coordinates the coupling between
the subproblems. This master problem is an unconstrained convex quadratic problem
and can be solved analytically. For problems with linking constraints, the convergence
proof does not allow subproblems to be solved in parallel anymore. Instead, they have
to be solved sequentially. Moreover, the coordinating master problem cannot be solved
analytically (Chapter 6).

In this chapter, we demonstrate that there exists an important subclass of linking
constraints, known as block-separable constraints, for which ALC subproblems can
be solved in parallel. The coordinating master problem becomes a convex quadratic
programming problem that can be solved efficiently. Since the relaxed constraints are
linear, we can use coordination algorithms based on the alternating direction method of
multipliers (Bertsekas and Tsitsiklis, 1989). Such algorithms have been shown to be very
efficient (Chapters 4 and 5, Li et al., 2008).

We also explore whether the distributed coordination variant of ALC (Chapter 6) can
benefit from the block-separable structure of the constraints. It turns out that nothing
can be gained in terms of parallelism, but the formulation does allow the use of the
alternating direction method of multipliers.

7.2 Original problem formulation

The original MDO problem with linking variables and block-separable linking constraints
is given by

min
y,x1,...,xM

M∑
j=1

fj(y, xj)

subject to g0,i =
∑
j∈Gi

Gj,i(y, xj) ≤ 0 i = 1, . . . , mg
0

h0,i =
∑
j∈Hi

Hj,i(y, xj) = 0 i = 1, . . . , mh
0

gj(y, xj) ≤ 0 j = 1, . . . ,M
hj(y, xj) = 0 j = 1, . . . ,M

(7.1)
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y x1 x2 x3 x4

g0 h0


G1 H1

G2 H2

G3 H3

G4 H4

f1 g1 h1

f2 g2 h2

f3 g3 h3

f4 g4 h4

Figure 7.1 / Functional dependence table for four-element example original MDO
problem of the form (7.1), where Gj = [Gj,1, . . . , Gj,m

g
0
] and Hj = [Hj,1, . . . , Hj,mh

0
].

Herein M is the number of subsystems, xj ∈ Rnxj , j = 1, . . . ,M is the vector of local
design variables of subsystem j, and y ∈ Rny is the vector of linking variables. Functions
fj(y, xj) : Rnj → R, j = 1, . . . ,M are local objectives, and functions gj(y, xj) : Rnj → Rm

g
j , and

hj(y, xj) : Rnj → Rmh
j , j = 1, . . . ,M are local constraints, where nj = ny + nxj .

The linking constraints g0 = [g0,1, . . . , g0,mg
0
]T : Rn → Rm

g
0 and h0 = [h0,1, . . . , h0,mh

0
]T :

Rn → Rmh
0 , n = ny +

∑M
j=1 n

x
j are block-separable (i.e. g0 and h0 are separable in terms of

Gj,i(y, xj) : Rnj → R and Hj,i(y, xj) : Rnj → R, but the functions Gj,i and Hj,i themselves
do not need to be separable in y and xj). Sets Gi ⊆ {1, 2, . . . ,M} and Hi ⊆ {1, 2, . . . ,M}
contain the indices of subsystems on whose variables system-wide constraints g0,i and
h0,i depend. Since these constraints couple multiple subsystems, sets Gi and Hi should
contain at least two elements: |Gi| ≥ 2 and |Hi| ≥ 2. The structure of Problem (7.1)
is illustrated in the functional dependence table depicted in Figure 7.1, where the block
separable nature of the constraints g0 and h0 is clearly illustrated.

Block-seperable linking constraints can for example be encountered in MDO problems
where each subsystem represents a component of a larger system such as structural
optimization problems. The total mass, volume, or budget for the whole system then is
a sum of component contributions, where each subsystem term may depend nonlinearly
on a subsystem’s design variables. A constraint on such a system quantity would give rise
to a so-called block-separable linking constraint where theGj,i andHj,i functions represent
component contributions.

To arrive at subproblems that can be solved in parallel, we need to work around the
coupling of local subsystem variables xj present in the block-separable linking constraints.
To this end, we introduce a support variable for each block-separable term Gj,i and Hj,i.
Then, the linking constraints only couple these support variables, and no longer the local
variables xj. By treating the support variables as linking variables, we are able to use the
ALCmethod for quasiseparable problems of Chapter 5 with the difference that we include
the linking constraints in terms of the support variables in the master problem.
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The first step to the above approach is the introduction of a support variable sj,i ∈ R
for each component Gj,i. Similarly, we introduce a support variable tj,i ∈ R for each
component Hj,i. These support variables then replace the corresponding Gj,i and Hj,i in
the linking constraints g0 and h0. Additional constraints are introduced to force sj,i = Gj,i

and tj,i = Hj,i. Let si = [sj,i|j ∈ Gi]T ∈ R|Gi|, and ti = [tj,i|j ∈ Hi]T ∈ R|Hi| be the vectors of all
elements sj,i and tj,i associated with constraint g0,i and h0,i, respectively. Then (7.1) becomes

min
y,x,s,t

M∑
j=1

fj(y, xj)

subject to g0,i(si) =
∑
j∈Gi

sj,i ≤ 0, i = 1, . . . , mg
0

h0,i(ti) =
∑
j∈Hi

tj,i = 0, i = 1, . . . , mh
0

gj(y, xj) ≤ 0 j = 1, . . . ,M
hj(y, xj) = 0 j = 1, . . . ,M
sj,i = Gj,i(y, xj) j ∈ Gi, i = 1, . . . , mg

0

tj,i = Hj,i(y, xj) j ∈ Hi, i = 1, . . . , mh
0

(7.2)

where x = [xT1 , . . . , x
T
M]

T , s = [sT1 , . . . , s
T
m

g
0
]T , t = [tT1 , . . . , t

T
mh

0
]T .

7.3 Centralized coordination

When the support variables s and t are seen as linking variables, Problem (7.2) resembles
a quasiseparable problem with only linking variables. To illustrate this, let ya = [yT , sT , tT ]T

be the vector of linking variables augmented with the support variables. Then (7.2) can be
written as

min
ya,x

M∑
j=1

fj(ya, xj)

subject to g0(ya) ≤ 0
h0(ya) = 0
gj(ya, xj) ≤ 0 j = 1, . . . ,M
hj(ya, xj) = 0 j = 1, . . . ,M
hgj,i(y

a, xj) = 0 j ∈ Gi, i = 1, . . . , mg
0

hhj,i(y
a, xj) = 0 j ∈ Hi, i = 1, . . . , mh

0

(7.3)

where x = [xT1 , . . . , x
T
M]

T , ya = [yT , sT , tT ]T , hgj,i(y
a, xj) = sj,i − Gj,i(y, xj), and hhj,i(y

a, xj) = tj,i −
Hj,i(y, xj).

No linking constraints that depend on the local variables of more than one subproblem
are present. The constraints hgj,i and hhj,i depend only on shared variables ya and local
variables xj and can thus be seen as local constraints to subsystem j. The structure of
Problem (7.3) is illustrated in the functional dependence table of Figure 7.2.
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y s, t x1 x2 x3 x4
g0 h0

f1 g1 h1

hg
1 hh

1

f2 g2 h2

hg
2 hh

2

f3 g3 h3

hg
3 hh

3

f4 g4 h4

hg
4 hh

4

Figure 7.2 / Functional dependence table for four-element example MDO problem of the
form (7.3), where hgj = [hgj,1, . . . , h

g
j,m

g
0
] with h

g
j,1 = Gj,i − sj,i, and hhj = [hhj,1, . . . , h

h
j,mh

0
] with

hhj,1 = Hj,i − tj,i.

Following the ALC variant for quasiseparable problems of Chapter 5, we introduce linking
variable copies yj for y at each subsystem j = 1, . . . ,M, as well as consistency constraints
cyj (y, yj) = y−yj = 0, j = 1, . . . ,M, to force these copies equal to their originals. Similarly, we
also introduce support variable copies ŝi ∈ R|Gi| and t̂i ∈ R|Hi| for si and ti, respectively, at
the subsystems together with consistency constraints csj,i = sj,i− ŝj,i = 0, j ∈ Gi, i = 1, . . . , mg

0,
and ctj,i = tj,i− t̂j,i = 0, j ∈ Hi, i = 1, . . . , mh

0. To arrive at separable constraint sets, the linking
variable copies yj assume the role of the original linking variables in the local constraints
gj, hj, h

g
j,i and hhj,i. The linking constraints g0 and h0 depend on the original support

variables s and t such that they can be included in the coordinating master problem.

Let yaj = [yj, ŝj,i|j ∈ Gi, t̂j,i|j ∈ Hi] be the auxiliary copies associated with subsystem j, and
let cj = [cyj , c

s
j,i|j ∈ Gi, ctj,i|j ∈ Hi] be the consistency constraints for subsystem j, then the

modified problem is given by

min
ya,x,ya1 ,...,y

a
M

M∑
j=1

fj(yj, xj)

subject to g0,i(si) =
∑
j∈Gi

sj,i ≤ 0 i = 1, . . . , mg
0

h0,i(ti) =
∑
j∈Hi

tj,i = 0 i = 1, . . . , mh
0

gj(yj, xj) ≤ 0 j = 1, . . . ,M
hj(yj, xj) = 0 j = 1, . . . ,M
ŝj,i = Gj,i(yj, xj) j ∈ Gi, i = 1, . . . , mg

0

t̂j,i = Hj,i(yj, xj) j ∈ Hi, i = 1, . . . , mh
0

cj(ya, yaj ) = 0 j = 1, . . . ,M

(7.4)

where x = [xT1 , . . . , x
T
M]

T , ya = [yT , sT , tT ]T , yaj = [yj, ŝj,i|j ∈ Gi, t̂j,i|j ∈ Hi], and cj = [cyj , c
s
j,i|j ∈

Gi, ctj,i|j ∈ Hi]. The structure of Problem (7.4) is illustrated in the functional dependence
table of Figure 7.3.
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ya x1 ya1 x2 ya2 x3 ya3 x4 ya4
c

g0 h0

f1 g1 h1 hg
1 hh

1

f2 g2 h2 hg
2 hh

2

f3 g3 h3 hg
3 hh

3

f4 g4 h4 hg
4 hh

4

Figure 7.3 / Functional dependence table for four-element example modified MDO
problem of the form (7.4), where ya = [yT , sT , tT ]T and c = [c1, . . . , c4] with cj = ya − yaj .

ya x1 ya1 x2 ya2 x3 ya3 x4 ya4
φ1

φ2

φ3

φ4

g0 h0

f1 g1 h1 hg
1 hh

1

f2 g2 h2 hg
2 hh

2

f3 g3 h3 hg
3 hh

3

f4 g4 h4 hg
4 hh

4

Figure 7.4 / Functional dependence table for four-element example relaxed MDO
problem of the form (7.5).

All consistency constraints cj are relaxed with an augmented Lagrangian penalty function
φj(cj) = vTj cj + ‖wj ◦ cj‖22. All relaxed consistency constraints are linear, hence algorithms
that use the alternating direction method of multipliers can be used to coordinate the
decomposed problem (Bertsekas and Tsitsiklis, 1989). The relaxed problem becomes

min
ya,x,ya1 ,...,y

a
M

M∑
j=1

fj(yj, xj) +
M∑
j=1

φj(cj(ya, yaj ))

subject to g0,i(si) =
∑
j∈Gi

sj,i ≤ 0 i = 1, . . . , mg
0

h0,i(ti) =
∑
j∈Hi

tj,i = 0 i = 1, . . . , mh
0

gj(yj, xj) ≤ 0 j = 1, . . . ,M
hj(yj, xj) = 0 j = 1, . . . ,M
ŝj,i = Gj,i(yj, xj) j ∈ Gi, i = 1, . . . , mg

0

t̂j,i = Hj,i(yj, xj) j ∈ Hi, i = 1, . . . , mh
0

(7.5)

where x = [xT1 , . . . , x
T
M]

T , ya = [yT , sT , tT ]T , yaj = [yj, ŝj,i|j ∈ Gi, t̂j,i|j ∈ Hi], and cj = [cyj , c
s
j,i|j ∈

Gi, ctj,i|j ∈ Hi]. The structure of the relaxed problem is illustrated in Figure 7.4.

The decomposed problem consists of a central master problem P0 and M subproblems
Pj, j = 1, . . . ,M. The coordinating master problem P0 solves for ya = [yT , sT , tT ]T . Only the
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functions that depend on these variables have to be included, the master problem P0 is
given by

min
ya

M∑
j=1

φj(cj(ya, yaj ))

subject to g0,i(si) =
∑
j∈Gi

sj,i ≤ 0 i = 1, . . . , mg
0

h0,i(ti) =
∑
j∈Hi

tj,i = 0 i = 1, . . . , mh
0

(7.6)

where ya = [yT , sT , tT ]T , and cj = [cyj , c
s
j,i|j ∈ Gi, ctj,i|j ∈ Hi].

Since the augmented Lagrangian functions φj are quadratic and strictly convex for w > 0,
problem P0 is a convex QP problem, which is separable into three uncoupled problems
in terms of variables y, s, and t, respectively. In y we only have to minimize the penalties
on cy, for which the analytical solution of Chapter 5 can be used. In s we have a convex
QP with inequality constraints g0,i ≤ 0, and in t an equality constrained convex QP with
h0,i = 0 has to be solved.

Each of theM subproblems Pj solves for yj, xj, ŝj,i|j ∈ Gi, and t̂j,i|j ∈ Hi. The support variable
copies ŝj,i|j ∈ Gi, and t̂j,i|j ∈ Hi are eliminated from the subproblem formulation using the
equality constraints ŝj,i = Gj,i(yj, xj) and t̂j,i = Hj,i(yj, xj). For subproblem j all constraints
that include a block-term that depends on yj and xj are included. Let I

g
j = {i|j ∈ Gi} and

Ihj = {i|j ∈ Hi} be the set of indices i of functions g0 and h0 that contain a block-term
associated with subsystem j. Subproblem Pj is given by

min
yj,xj

fj(yj, xj) + φj(cj(ya, yaj ))

subject to gj(yj, xj) ≤ 0
hj(yj, xj) = 0

(7.7)

where ŝj,i = Gj,i(yj, xj) with i ∈ Igj , t̂j,i = Hj,i(yj, xj) with i ∈ Ihj , ya = [yT , sT , tT ]T , and
cj = [cyj , c

s
j,i|j ∈ Gi, ctj,i|j ∈ Hi].

Since subproblems Pj, 1, . . . ,M do not depend on each other’s variables, they can be
solved in parallel. Overall, the solution costs for a subproblem with block-separable terms
are expected to be similar to those for quasiseparable problems since the number of
variables in Pj is equal to the number of variables of subproblems for its quasiseparable
counterpart. Only yj and xj remain after elimination of the support variables ŝj,i and t̂j,i.
However, the shape of functions Gj,i and Hj,i may incur additional nonlinearities, and
hence computational costs when compared to the quasiseparable formulation.
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7.4 Distributed coordination

Next, we explore opportunities for parallelism in the distributed coordination variant
of ALC (Chapter 6), and start from the all-in-one problem with additional support
variables (7.2). Auxiliary variables yj ∈ Rny are introduced at each subsystem j = 1, . . . ,M.
To be able to eliminate the support variables from the subproblem formulations, we do
not introduce auxiliary copies for si and ti for the distributed approach. Instead, the
linking constraints are relaxed directly, allowing the elimination of all support variables si
and ti.

Following ALC, linearly independent consistency constraints

cjn(yj, yn) = yj − yn = 0 n ∈ Nj|n > j, j = 1, . . . ,M (7.8)

are introduced that force y1 = y2 = . . . = yM. Here, Nj is the set of neighbors to which
subsystem j is connected through the consistency constraints. The modified problem
with auxiliary variables and consistency constraints is given by

min
x,s,t,y1,...,yM

M∑
j=1

fj(yj, xj)

subject to g0,i(si) =
∑
j∈Gi

sj,i ≤ 0 i = 1, . . . , mg
0

h0,i(ti) =
∑
j∈Hi

tj,i = 0 i = 1, . . . , mh
0

gj(yj, xj) ≤ 0 j = 1, . . . ,M
hj(yj, xj) = 0 j = 1, . . . ,M
sj,i = Gj,i(yj, xj) j ∈ Gi, i = 1, . . . , mg

0

tj,i = Hj,i(yj, xj) j ∈ Hi, i = 1, . . . , mh
0

cjn = yj − yn = 0 n ∈ Nj|n > j, j = 1, . . . ,M

(7.9)

where x = [xT1 , . . . , x
T
M]

T , s = [sT1 , . . . , s
T
m

g
0
]T , and t = [tT1 , . . . , t

T
mh

0
]T .

The consistency constraints and linking constraints are relaxed with an augmented
Lagrangian penalty function φ, and a slack variable zi ∈ R, i = 1, . . . , mg

0 is introduced
for each system-wide inequality constraint. Since all relaxed constraints are linear,
the alternating directions method of multipliers can be used to solve the decomposed
problem. The relaxed problem becomes

min
x,s,t,y1,...,yM ,z

M∑
j=1

fj(yj, xj) +
M−1∑
j=1

∑
n∈Nj|n>j

φ(cjn(yj, yn))

+
m

g
0∑

i=1
φ(

∑
j∈Gi

sj,i + z2i ) +
mh

0∑
i=1

φ(
∑
j∈Hi

tj,i)

subject to gj(yj, xj) ≤ 0 j = 1, . . . ,M
hj(yj, xj) = 0 j = 1, . . . ,M
sj,i = Gj,i(yj, xj) j ∈ Gi, i = 1, . . . , mg

0

tj,i = Hj,i(yj, xj) j ∈ Hi, i = 1, . . . , mh
0

(7.10)
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where x = [xT1 , . . . , x
T
M]

T , s = [sT1 , . . . , s
T
m

g
0
]T , t = [tT1 , . . . , t

T
mh

0
]T , and z = [z1, . . . , zmg

0
]T .

For subsystem j, an optimization subproblem Pj in yj, xj, sj,i|j ∈ Gi, and tj,i|j ∈ Hi can be
defined by including only those terms of (7.10) that depend on these variables. Again,
the support variables sj,i and tj,i are eliminated with constraints sj,i = Gj,i(yj, xj), and tj,i =
Hj,i(yj, xj). Each slack variable in z = [z1, . . . , zmg

0
] is assigned to one of the subsystems.

Note that one does not need to assign all z to the same subsystem as done in Chapter 6.
Let zj be the (possibly empty) subset of slack variables z assigned to subsystem j, then
subproblem Pj is given by

min
yj,xj,zj

fj(yj, xj) +
∑

n∈Nj|n>j

φ(cjn(yj, yn))

+
∑

n<j|n∈Nj

φ(cnj(yn, yj))

+
∑
i∈Igj

φ([
∑
k∈Gi

sk,i] + z2i ) +
∑
i∈Ihj

φ(
∑
k∈Hi

tk,i)

subject to gj(yj, xj) ≤ 0
hj(yj, xj) = 0

(7.11)

where sj,i = Gj,i(yj, xj) with i ∈ Igj , and tj,i = Hj,i(yj, xj) with i ∈ Ihj .

For the distributed case, only subproblems that are not coupled through any of the penalty
terms can be solved in parallel. Thus, subsystem j can be solved in parallel with subsystem
p if p ∈/ Nj, and p ∈/ Gi|j ∈ Gi, and p ∈/ Hi|j ∈ Hi. This amount of parallelism also applies
to general linking constraints, and therefore nothing is gained in terms of parallelism for
the distributed coordination variant. However, begin able to use an alternating direction
approach is an advantage when compared to the general case.

7.5 Numerical results

To illustrate the numerical benefits of the proposed approach, we modify Example 4 of
Chapter 4 such that it has a block-separable constraint. This non-convex problem deals
with finding the dimensions of a structure consisting of three beams that are clamped at
one end, while the free ends are connected by two tensile rods. A vertical load is applied
to the free end of the lowest beam. The goal of the original formulation is to minimize
the total weight of the structure while satisfying stress, force, and deflection constraints.
If we instead minimize the deflection of the loaded node, and constrain the total mass,
we arrive at a mass allocation problem where the mass constraint is block-separable.

The total mass is limited to 7 kg, and the remaining problem parameters are as in
Chapter 4. As a reference, the all-in-one problem was solved from 1000 random starting
points with Matlab’s SQP solver fmincon (Mathworks, 2008) with default settings using
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Table 7.1 / Optimal deflections and number of subproblem optimizations.

coordination optimal subproblem
variant deflection (in cm) optimizations
all-in-one 2.70 - 2.74 -
ALC exact 2.68 - 2.78 223.5
ALC inexact 2.62 - 2.72 60.6
ALC-BS AD 2.67 - 2.73 27.1

finite difference gradients. Three local solutions were observed with optimal deflections
of 2.70, 2.72, and 2.74 cm, respectively.

For the distributed optimization experiments, we follow the partition of Chapter 4 to
arrive at three subsystems, each associated with one part of the design problem. Three
coordination variants are selected to solve the partitioned problem. The first two follow
a traditional centralized ALC structure (following Chapter 6) with an inner loop that is
solved either exact or inexact. Due to the coupling introduced by the mass constraints,
subproblems cannot be solved in parallel for these two variants. The third variant, labeled
ALC-BS AD, follows the centralized formulation for block-separable constraints of (7.6)–
(7.7) with the alternating direction method of multipliers, and has subproblem that can
be solved in parallel.

Table 7.1 displays the optimal deflections and the required number of subproblem
optimizations for the three variants (outer loop termination tolerance is set to 10−2). The
results for each variant are based on 10 experiments, each with a different randomly
selected initial design. The obtained solutions for the three variants are all feasible and
close to the reference all-in-one solutions (within tolerance). The results indicate that the
proposed block-separable ALC variant with alternating direction method of multipliers
yields substantially lower costs for this example. A factor 10 is gained when compared to
the exact variant, and a factor 2 with respect to the inexact variant.

We observe that the cost increase for solving subproblems due to the additional penalty
terms associated with the block-separable constraints is small for this example. The
average number of function evaluations per subproblem optimization for the AD variant
is 45, which is of the same order as was observed for quasiseparable subproblems.

7.6 Conclusions and discussion

We have proposed an augmented Lagrangian coordination approach for MDO problems
with block-separable linking constraints that allows subproblems to be solved in parallel.
In centralized form, a convex QP master problem is obtained to coordinate subproblems
that can be solved in parallel. For the distributed approach, nothing is gained in terms of
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parallelism due to the coupling between subproblems through the linking constraints.
Therefore, the centralized approach with a convex QP master problem appears to be
most suitable to coordinate MDO problems with block-separable constraints. For both the
centralized and the distributed structures, the relaxed constraints are linear, and solution
algorithms based on the alternating direction method of multipliers can be used to solve
the decomposed problems.

Other existing coordination approaches such as collaborative optimization (CO, Braun,
1996), the penalty decomposition (PD) methods of DeMiguel and Murray (2006), and
the quasiseparable decomposition method (QSD, Haftka and Watson, 2005) can be
extended in a similar fashion to coordinate block-separable linking constraints, while
maintaining parallel solution of the subproblems. For CO and PD, support variables
si and ti and their associated copies ŝi and t̂i have to be introduced, as well as the
consistency constraints between them. The linear linking constraints g0,i =

∑
j∈Gi sj,i ≤ 0

and h0,i =
∑

j∈Hi
tj,i = 0 are then added to the CO and PD master problems, while

the subproblems are given by (7.7). For QSD, only the support variables si and ti are
introduced, and the linear linking constraints g0,i =

∑
j∈Gi sj,i ≤ 0 and h0,i =

∑
j∈Hi

tj,i = 0
as well as the support variables are included in the QSD master problem. Values for the
support variables from the master problem are sent to the QSD subproblems as fixed
parameters, while the subproblems also try to maximize the margins with respect to
equality constraints hgj,i and hhj,i.

The approach presented in this chapter can even be extended to linking functions of the
more general form:

f0(F1(y, x1), F2(y, x2), . . . , FM(y, xM)) (7.12)

g0,i(G1,i(y, x1), G2,i(y, x2), . . . , GM,i(y, xM)) ≤ 0

h0,i(H1,i(y, x1), H2,i(y, x2), . . . , HM,i(y, xM)) ≤ 0

Instead of a QP master problem P0, one would instead have an NLP master problem
with an objective that consists of the original quadratic penalty term augmented with
a nonlinear part associated with f that depends on r, support variables introduced for
the components of f . Similarly, the master problem includes nonlinear constraints that
depend on s and t the same way as they depend onGj,i andHj,i. This coordinating problem
would be separable into four smaller problems in y, r, s, and t.
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Non-convexity and multi-modality in
augmented Lagrangian coordination

S. Tosserams, L.F.P. Etman, and J.E. Rooda, Non-convexity and
multi-modality in augmented Lagrangian coordination. Under review.

Abstract / This chapter investigates the convergence characteristics of augmented Lagrangian
coordination (ALC) for solving non-convex and/or multi-modal MDO problems. A number
of test problems that do not satisfy all assumptions of the convergence proof for ALC are
solved with a number of ALC algorithms. Results indicate that solving subproblems for
local optimality may generate optimal system designs in some cases, and inconsistent system
designs in other. Performing a global optimization search at the subproblems improves the
convergence behavior of ALC for the examples studied here. For all test problems, ALC with
globally optimal subproblems converged to local system optima, and often to the global system
optimum.

8.1 Introduction

The field of multidisciplinary design optimization (MDO) is concerned with the design of
large-scale engineering systems that consist of a number of interacting subsystems. The
size and the required level of expertise of each subsystem often prohibits the design of
these large-scale systems to be performed in an integrated fashion. Instead, the problem
is decomposed into smaller, more manageable parts, or design subproblems. To deal
with the resulting coupled subproblems, a systematical coordination approach to system
design is required.

Many coordination methods have been proposed for the distributed optimal design of
MDO problems. These coordination methods include concurrent subspace optimization
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(CSSO, Sobieszczanski-Sobieski, 1988), the bi-level integrated system synthesis method
(BLISS/BLISS2000, Sobieszczanski-Sobieski et al., 2000, 2003), collaborative optimiza-
tion (CO, Braun, 1996; Braun et al., 1997), and the quasiseparable decomposition
method (QSD, Haftka and Watson, 2005). Several of these coordination methods
may experience numerical difficulties when solving the master problem due to non-
smoothness or failure to meet certain constraint qualifications (Alexandrov and Lewis,
2002; DeMiguel and Murray, 2000; Lin, 2004). This may hinder the use of
existing efficient gradient-based solution algorithms such as Sequential Quadratic
Programming (SQP). Methods that do not satisfy these requirements have to use
specialized, typically inefficient algorithms to solve the associated optimization problems.
Sobieszczanski-Sobieski et al. (2003); Sobieski and Kroo (2000); Liu et al. (2004) propose
the use of response surfaces to circumvent the difficulties due to the nonsmoothness.

During the last years, several new penalty function-based coordination methods
have been developed: analytical target cascading (ATC Kim, 2001; Kim et al., 2003;
Michelena et al., 2003), the inexact and exact penalty decomposition methods (IPD/EPD)
of DeMiguel and Murray (2006), and the augmented Lagrangian coordination method
for quasiseparable problems (ALC-QS) of Chapter 5. For these methods, basic constraint
qualifications hold, and the optimization (sub)problems are smooth. All methods can
be shown to converge to the optimal solution of the original problem under certain
assumptions such as smoothness and/or convexity. The formulation of IPD/EPD is
nested, similar to CO, and for every function evaluation of the master problem, an
optimization of the subproblems is necessary. ATC and ALC-QS follow an alternating
approach that iterates between solving the master problem and the disciplinary
subproblems. All of the above methods require the problem to be quasiseparable
(Haftka and Watson, 2005): problems may only be coupled through shared variables;
coupling objectives and constraints are not allowed.

Recently, we have proposed an augmented Lagrangian coordination (ALC) method for
problems with both linking variables and coupling functions (Chapter 6). The augmented
Lagrangian approach has been demonstrated to provide flexibility to a system designer to
tailor the formulation to existing organizational or computational structure. Furthermore,
we showed that ATC and ALC-QS are subclasses of the method.

The convergence proof available for ALC shows that solutions obtained with the
coordination algorithm converge to Karush-Kuhn-Tucker (KKT) points of the original,
non-decomposed problem under certain assumptions. One assumption requires that
globally optimal subproblem solutions are attained, and that these solutions are uniquely
defined. Many practical problems are non-convex and/or multi-modal, making it difficult
to guarantee global optimality at subproblems. Even if global subproblem optimality
can be proven, the convergence proof only states that ALC solutions converge to a local
solution of the non-decomposed problem. Whether these local solutions are close to a
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global solution cannot be guaranteed.

The objective of this study is to investigate how ALC performs for problems for which
we cannot guarantee global subproblem optimality due to a non-convex and multi-modal
nature. For several non-convex and multi-modal examples we investigate a) whether ALC
still converges to local solutions of these problems when subproblem are optimized only
locally, b) whether global optimization at subproblem level improves the convergence
behavior of ALC, and c) what the quality of the obtained solutions is with respect to the
global optimum.

8.2 Augmented Lagrangian coordination

The augmented Lagrangian coordination method presented in Chapter 6 is concerned
with solving the original multidisciplinary design optimization (MDO) problem given by

min
z

f0(y, x1, . . . , xM) +
M∑
j=1

fj(y, xj)

subject to g0(y, x1, . . . , xM) ≤ 0
h0(y, x1, . . . , xM) = 0
gj(y, xj) ≤ 0 j = 1, . . . ,M
hj(y, xj) = 0 j = 1, . . . ,M

where z = [yT , xT1 , . . . , x
T
M]

T

(8.1)

where M is the number of subsystems. The vector of design variables z =
[yT , xT1 , . . . , x

T
M]

T ∈ Rn consists of a number of linking variables y ∈ Rny , and a number of
local variables xj ∈ Rnxj associated exclusively to subsystem j, and ny +

∑M
j=1 n

x
j = n. The

linking variables may be common design variables shared by multiple subsystems, and
interdisciplinary coupling variables that link the analysis models of different subsystems.
The coupling objective f0 : Rn 7→ R and coupling constraints g0 : Rn 7→ Rm

g
0 and

h0 : Rn 7→ Rmh
0 are non-separable and may depend on all design variables z. Local

objectives fj : Rnj 7→ R, and local constraints gj : Rnj 7→ Rm
g
j and hj : Rnj 7→ Rmh

j are
associated exclusively to subsystem j, and may depend on the linking variables y and the
local variables xj of only a single subsystem j, such that nj = ny + nxj . Unless indicated
otherwise, all vectors are assumed to be column vectors.

The optimization subproblem Pj for the j-th subsystem is given by1

min
xj

fj(yj, xj) + f0(y1, x1, . . . , yM, xM) + φj(y1, x1, . . . , yM, xM)

subject to gj(yj, xj) ≤ 0
hj(yj, xj) = 0

where xj = [yTj , x
T
j (, x

T
0)]

T

(8.2)

1Here, we adopt the distributed formulation without linking variable sparsity.
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and yj is the vector of linking variable copies for subsystem j. Penalty function φj is an
augmented Lagrangian penalty on consistency constraints between the various copies
of linking variables, and on the coupling constraints g0 and h0. Subproblems are
solved sequentially, and appropriate coordination algorithms for updating the augmented
Lagrangian penalty parameters can be found in Chapter 6.

The following sections present a number of examples problems, each solved using ALC
algorithms. The selected performance measures are solution accuracy and coordination
costs. Solution accuracy is defined as the relative difference between the optimal objective
values obtained with all-in-one and obtained with ALC. The number of subproblem
optimizations required to obtain a solution is taken as a measure for coordination costs
of ALC. Here, solving each of the M subproblems once counts as a single subproblem
optimization. The combination of these measures gives an indication of the numerical
performance of ALC algorithms.

8.3 Geometric programming problem

The first example is a non-convex geometric programming problem with fourteen
variables, four inequality constraints, and three equality constraints. The problem has
a single unique solution, and is therefore selected to investigate whether ALC designs
converge to this solution. Results show that this is the case, and that ALC does not
introduce artificial local minima for non-convex problems. Three problem partitions are
selected to investigate the effect of partition structure on ALC convergence properties and
solution costs.

The geometric programming problem is given by

min
z1,...,z14

f = F1 + F2 = 0.1z21z
2
2z

2
7 + z27z

−2
8 z211

subject to g1 = (z−23 + z24)z
−2
5 − 1 ≤ 0

g2 = (z28 + z29)z
−2
11 − 1 ≤ 0

g3 = (z211 + z−212 )z
−2
13 − 1 ≤ 0

g4 = (z25 + z−26 )z−27 + (z−28 + z210)z
−2
11 + (z211 + z212)z

−2
14 − 3 ≤ 0

h1 = (z23 + z−24 + z25 )z
−2
1 − 1 = 0

h2 = (z211 + z212 + z213 + z214)z
−2
6 − 1 = 0

h3 = (z25 + z26 + z27)z
−2
2 + (z28 + z−29 + z−210 + z211)z

−2
3 − 2 = 0

0.1 ≤ z1, z2, . . . , z14 ≤ 10

(8.3)

The non-convex problem is in posynomial form, and therefore has a single unique
solution. The optimal solution to this problem, obtained with Matlab 7.1’s SQP solver
fmincon Mathworks (2008) is (rounded): z∗=[ 5.3660, 2.7879, 4.1147, 0.2921, 0.3800,
3.4117, 0.3407, 1.2098, 0.7400, 0.6157, 1.4182, 0.7567, 1.9385, 2.3017], with f (z∗)=2.7572.

The first partition is illustrated in Figure 8.1(a), and has three subsystems. Subsystem 1
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Figure 8.1 / Partitions for the geometric programming problem. Solid lines indicate
coupling through linking variables, and dashed and dash-dotted lines indicate coupling
through coupling constraints.

has local variables x1 = [z1, z2, z3, z4, z5], no local objective f1 = 0, and local constraints
g1 = [g1] and h1 = [h1]. Subsystem 2 has local variables x2 = [z7, z8, z9, z10], local objective
f2 = F2, and local constraints g2 = [g2] and h2 = []. Subsystem 3 has x3 = [z6, z12, z13, z14],
f3 = 0, and g3 = [g3] and h3 = [h2]. All subsystems are coupled through coupling constraints
g0 = [g4] and h0 = [h3]. Subsystems 1 and 2 are coupled through the coupling objective
f0 = F1, and subsystems 2 and 3 are coupled through linking variable y = [z11]. Subsystem 3
solves for the linking variable z11 in the coupling constraints. The general centralized
and distributed ALC variants of Chapter 6 can be used to coordinate the solution of this
partition.

The second partition is similar to the first partition, and consists of three subsystems that
in this case are only coupled through linking variables, i.e. the problem is quasiseparable.
Instead of having F1 as a coupling objective, it is here taken as a local objective of
Subsystem 1. Variable z7 is added to the set of linking variables such that y = [z7, z11]. To
remove the coupling through constraints g4 and h3 of Partition 1, three support variables
q1, q2, q3 are introduced. With these additional variables, the coupling constraint g4 can be
replaced by the following system of constraints:

g ′4 = (z25 + z−26 )z−27 + q1 + q2 − 1 ≤ 0
h4 = (z−28 + z210)z

−2
11 − q1 − 1 = 0

h5 = (z211 + z212)z
−2
14 − q2 − 1 = 0

(8.4)

and coupling constraint h3 can be replaced by

h′3 = (z25 + z26 + z27)z
−2
2 + q3 − 1 = 0

h6 = (z28 + z−29 + z−210 + z211)z
−2
3 − q3 − 1 = 0

(8.5)

Variables z3, z5, z6, q1, q2, and q3 are added to the set of shared variables y, and all of
the above constraints become local to one of the subproblems. Constraints g ′4, h

′
3 become
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Figure 8.2 / Relative objective function error and number of subproblem optimizations
for three partitions of the geometric programming problem.

local to subproblem 1, h4 and h5 local to subproblem 2, and h6 local to subproblem 3. This
second partition can be solved using the ALC approach for quasiseparable problems of
Chapter 5.

The third partition is similar to Partition 2, and is block-separable. Its structure is depicted
in Figure 8.1(b). Instead of introducing support variables q1, q2, and q3 and equality
constraints h4, h5, and h6, constraints g4 and h3 are treated as block-separable coupling
constraints. Coupling constraint g4 is a block-separable function of the subsystem
variables by assigning z5 and z6 to subsystem 1, assigning z11 in the second term of g4 to
subsystem 2, while subsystem 3 solves for z11 in the third term of g4. Similarly, coupling
constraint h3 is block-separable when subsystem 1 solves for z2, z5, z6, and subsystem 2
solves for z3 and z11. The block-separable nature of the problem allows the use of the ALC
variant of Chapter 7.

Numerical experiments are set up to investigate whether ALC algorithms do not converge
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to artificially introduced local minima for this non-convex problem. Each partition
is solved with an appropriate coordination strategy from 50 different starting points
selected randomly between 0 and 10. For each partition, the average of the relative
objective function error and the total number of required subproblem optimizations are
determined.

For Partition 1 we use both a centralized and a distributed variant of the ALC method
of Chapter 6. For each variant, three inner loop termination strategies are selected. We
consider an exact inner loop, an inexact inner loop, and an alternating direction approach
that only performs a single iteration in the inner loop. Although no convergence proof is
available for the alternating direction approach under convexity assumptions, results for
quasiseparable problems show that it is very effective in reducing solution cost. Therefore,
we also investigate its performance here, knowing that it may not converge. Partition 2 is
solved with the ALC variant for quasiseparable problems that uses only a single iteration
inner loop, and Partition 3 is coordinated with the variant for block-separable problems
(again with only a single iteration inner loop).

For each partition, four outer loop termination tolerance are selected: ε = 10−2, 10−3, 10−4,
and 10−5. For Partition 1, the inner loop tolerance for the exact approach is set to ε/100,
and for the inexact approach is reduced from 1 to ε/100 in ten outer loop iterations by
selecting the tolerance εkinner for iteration k as

εkinner = max(ε/100, 10
k
10 log

ε
100 ) (8.6)

Initial weights are selected by the strategy of Chapter 6 with v = 0 w = 10−3, α = 0.1 and
f̂ = 1. The weight update factors are taken as β = 2.2 and γ = 1.4 for the exact inner loop,
β = 2.0 and γ = 1.5 for the inexact inner loop, and β = 1.1 and γ = 0.9 for the alternating
direction approach. Subproblems are solved using fmincon with standard options.

The relative objective function error and number of subproblem optimizations for all
three partitions are displayed in Figure 8.2. All solutions converged to the unique solution
of the all-in-one problem, clearly indicating that ALC does not converge to artificially
introduced local minima for this non-convex problem. Experiments with other non-
convex problems corroborate these observations.

The results for Partition 1 indicate that an alternating direction approach is able to
converge to optimal designs for this problem. For other examples not reported here
similar behavior is observed, although premature convergence at non-optimal designs
was also encountered. A remedy to premature convergence is to soften the penalty weight
updates by taking β closer to 1. However, convergence becomes slower, and the alternating
direction approach may be outperformed by the exact and inexact approaches.

Clear differences between the inner loop strategies for Partition 1 can be observed from
the results in Figure 8.2. Inexact inner loops show lower costs when compared to exact
inner loops, where the single iteration inner loop is most efficient. These observations
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strengthen earlier observations regarding the efficiency of inexact inner loops (Chapters 4
and 5, Li et al., 2008).

The results for Partition 1 also show that distributed coordination requires an equal
or smaller amount of subproblem optimizations when compared to the centralized
variant. Experiments with other example problems not included here also indicate that a
distributed coordination is more efficient than a centralized variant. The main reason for
this is the fact that the centralized variant introduces an additional master subproblem
and additional copies of linking variables that have to be coordinated as well. These added
factors cause an increase in required coordination effort making centralized coordination
less efficient.

The differences amongst the partitions are relatively small. One would expect larger
differences since the number of quantities to be coordinated (linking variables and
coupling constraints) are different for each partition. Partition 1 has four and five
quantities for the distributed and centralized variant, respectively. Partition 2 has
fourteen consistency constraints, and Partition 3 has thirteen linking quantities. The
results indicate that Partition 1 with the smallest number of linking quantities requires
almost 30%more subproblem optimizations than Partition 2, which has fourteen linking
variables. Apparently, the number of coupling quantities is not the only factor that
determines the efficiency of the ALC algorithms.

8.4 Multi-modal problems

Three multi-modal test problems are used to investigate the performance characteristics
of ALC algorithms when multiple locally optimal solutions exist. The problems are
partitioned in such a way that the subproblems are multi-modal as well, but of lower
dimension than the original problem.

For the first test problem we observe that ALC solutions converge to KKT points of
the original problem even though only local optimization is used at the subproblems.
Performing a global search at each subproblem yields system solutions that are globally
optimal. The second example demonstrates that ALC may not converge to a consistent
solution when only local optimization is used at the subproblems. Using global
optimization at the subproblems greatly improves the convergence behavior, and in
99.8% of the investigated starting points yields a globally optimal solution. For the
third example, ALC converges only in very specific cases when only local optimization
is used. Again using global optimization at the subproblems suffices for ALC solutions
to converge to the global optimum.
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Example 1: test problem 3 of Deb (2000)

The first example is test problem three of Deb (2000). The problem has thirteen variables,
a concave objective function, and nine linear inequality constraints:

min
z

f (z) = 5
∑4

i=1 zi − 5
∑4

i=1 z
2
i −

∑13
i=5 zi

subject to g1 = 2z1 + 2z2 + z10 + z11 − 10 ≤ 0
g2 = 2z1 + 2z3 + z10 + z12 − 10 ≤ 0
g3 = 2z2 + 2z3 + z11 + z12 − 10 ≤ 0
g4 = −8z1 + z10 ≤ 0
g5 = −8z2 + z11 ≤ 0
g6 = −8z3 + z12 ≤ 0
g7 = −2z4 − z5 + z10 ≤ 0
g8 = −2z6 − z7 + z11 ≤ 0
g9 = −2z8 − z9 + z12 ≤ 0
0 ≤ zi ≤ 1 i = 1, . . . ,9, 13
0 ≤ zi ≤ 100 i = 10, 11, 12

(8.7)

The optimal solution reported by Deb (2000) is f ∗ = −15 at z∗=[1, 1, 1, 1, 1, 1 ,1 ,1 ,1, 3, 3, 3,
1]T .

The concavity of the quadratic terms in the objective introduces multiple local minima for
this problem. To get an impression of the distribution of the local minima, (8.7) is solved
with fmincon from 1000 different starting points with components selected randomly
between the variable bounds. Default settings are used together with analytical gradients.
All starting points converged to one of eight local minima listed in Table 8.1 in which the
objective function values and number of hits are listed. The best solution with f ∗ = −15
is only reached from 109 starting points. The remaining solutions converged to a higher
objective function value.

Problem (8.7) is partitioned into three subsystems. The first subsystem has local variables
x1 = [z1, z4, z5, z10]T , local objective f1 = 5z1 + 5z4 − 5z21 − 5z

2
2 − z5 − z10, and local constraints

g1 = [g4, g7]. The second subsystem has local variables x1 = [z2, z6, z7, z11]T , local objective
f2 = 5z2 −5z22 −z6 −z7 −z11, and local constraints g2 = [g5, g8]. The third subsystem has local
variables x1 = [z3, z8, z9, z12]T , local objective f3 = 5z3−5z23 −z8−z9−z12, and local constraints
g3 = [g6, g9]. Constraints g1, g2, and g3 depend on variables of all three subsystems and are
coupling constraints of the problems. These coupling constraints are linear and therefore
block-separable. Variable z13 can be eliminated from the problem since its maximization
is only constrained by its upper bound that is always active.

First, the partitioned problem is solved with a distributed variant of the general ALC
method (ALC) of Chapter 6. Since the coupling constraints are linear, an alternating
direction approach that uses a single inner loop iteration is selected. Again, 1000 different
starting points are taken random within the variable bounds. The outer loop termination
tolerance is set to ε = 10−5, β = 1.2, γ = 0.75, and the remaining settings are equal to
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Table 8.1 / Example 1. Number of starting points that converged to a specific objective
function value for different algorithms. ALC local = distributed ALC variant with
alternating direction inner loop and local search at subproblems, ALC-BS local (multi)
= centralized ALC variant for block-separable constraints using only local optimization
(or multi-start local search) at subproblems.

all-in-one ALC ALC-BS
objective local local multi
f ∗ = −15.00 109 1000 131 1000
f ∗ = −13.83 378 0 360 0
f ∗ = −13.00 1 0 2 0
f ∗ = −12.66 371 0 371 0
f ∗ = −12.45 2 0 3 0
f ∗ = −11.82 1 0 2 0
f ∗ = −11.48 135 0 125 0
f ∗ = −11.28 3 0 4 0
Total 1000 1000 1000 1000

the experiments of the previous section. Second, ALC for block-separable problems of
Chapter 6 is used (ALC-BS) with a single iteration inner loop, and all settings equal to the
general ALC method. Each subproblem is solved using a single fmincon run.

The results for both partitions are given in Table 8.1 and show that the obtained ALC
solutions are local solutions to the original problem. These observations agree with the
findings of the previous section, and suggest that no artificial local minima are introduced
by ALC. For the block-separable partition (ALC-BS), the local solutions of the all-in-
one approach are obtained with a similar occurrence distribution. The ALC partition
converged to the global solution for all 1000 starting points, even though the non-convex
subproblems are only solved for local optimality. Apparently, the specific partition and
problem characteristics eliminate poor local minima. However, we have no guarantee
that only poor minima are eliminated, and care should be taken when applying only local
optimization at subproblems.

The convergence behavior of the block-separable partition can be improved substantially
by using a global search technique for solving the subproblems. The last column in
Table 8.1 shows the solutions for which subproblems are solved using a multi-start
fmincon approach from ten starting points selected randomly within the variable bounds.
All 1000 starting points now converge to the globally optimal solution.

Coordination costs were very low for all three partitions. ALC on average required 6.8
subproblem optimizations, and the ALC-BS partitions required only 4.1 (local) and 9.3
(multi) subproblem optimizations. The latter number counts each multi-start fmincon
run as a single subproblem optimization.
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Example 2: test problem 9.1.5 of GAMSWORLD (2008)

The second example is Problem 9.1.5 from the global optimization test problem collection
of GAMSWORLD (2008), and is included as Problem 9.2.5 in the test problem collection
of Floudas et al. (1999). The problem has thirteen variables, a linear objective, seven
linear equality constraints, and five non-convex equality constraints:

min
z

f (z) = −z1 + 10z2 − z3

subject to h1 = z1 + z2 + z4 − 1 = 0
h2 = z1 + z3 + z5 − 1 = 0
h3 = z2 + z3 + z6 − 1 = 0
h4 = −z2 + z7 = 0
h5 = −z3 + z8 = 0
h6 = z4z9 = 0
h7 = z5z10 = 0
h8 = z6z11 = 0
h9 = z7z12 = 0
h10 = z8z13 = 0
h11 = z9 + z11 − z12 − 1 = 0
h12 = z10 + z11 − z13 − 1 = 0
0 ≤ zi i = 1, . . . , 13

(8.8)

The best known objective value reported by GAMSWORLD (2008) is f ∗ = −1.

Constraints h6, . . . , h9 are non-convex and enforce that either the first or the second
variable is equal to zero (or both). The five constraints together introduce 25 = 32
possibilities of which variables are zero and which are not constrained. Each of these
combinations may be a local minimum, although some do not satisfy the remaining
constraints (e.g., constraint h11 is violated for all combinations with z9 = 0, z11 = 0, and
z12 = 0). For an impression of the distribution of local minima, Problem (8.8) is solved
with fmincon from 1000 different starting points with components selected randomly
between 0 and 10. Default settings are used together with analytical gradients.

Table 8.2 lists the results for the numerical experiments. 468 runs converged to a solution
with an objective value of the best known objective value of f ∗ = −1. From 60 starting
points, a final solution with f ∗ = 4 was obtained, and 67 runs converged to a solution
with f ∗ = 10. The solver fmincon did not find a feasible point for 262 runs. The 143
remaining starting points converged to a large number of different solutions with an
objective between -1 and 10. The KKT-conditions are satisfied for the solutions with f ∗ =
−1, f ∗ = 4, and f ∗ = 10. The remaining solutions have the norm of the Lagrange function
gradient larger than the termination tolerance of 10−6.

For the distributed optimization experiments, Problem (8.8) is partitioned into six
subsystems. The first subsystem solves for all variables of the original problem, of which
x1 = [z1, z2, z3] are local and y = [z4, . . . , z13] are shared with the remaining subsystems. Its
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Table 8.2 / Example 2. Number of starting points that converged to an optimal
objective value for different algorithms. Group “other” contains local solutions that were
encountered only once. Objective function values in this group are between -1 and 10.
ALC-local = local search at subproblems, ALC-global = global search at subproblems.
DNC = did not converge.

objective fmincon ALC-local ALC-global
f ∗ = −1 468 632 998
f ∗ = 4 60 1 2
f ∗ = 10 67 0 0
other 143 0 0
DNC 262 365 0
Total 1000 1000 1000

local objective is f1 = f , and its local constraints are all linear constraints of the original
problem h1 = [h1, . . . , h5, h11, h12]. Each of the remaining subproblems j = 2, . . . ,6 solves
for the variable pairs yj = [zj+2, zj+7] that appear together in the non-convex constraints.
These variables are shared with the first subsystem, which results in a two-level problem
structure. The lower-level subproblems do not have a local objective fj = 0 but solely
minimize the penalty function φj. The single local constraint of subsystem j is the
non-convex constraint associated with its variables hj = hj+4. Instead of having a single
large problem with many local solutions, we now have several smaller subproblems that
we can solve for global optimality easily. An additional advantage is that the lower-level
subproblems can be solved in parallel.

The augmented Lagrangian penalty terms are convex and quadratic making the top-
level problem a convex quadratic programming problem. Its solution is unique and
can be found efficiently using existing techniques. The lower-level subproblems are two-
dimensional non-convex problems may have two local minima in which one of the two
variables must be zero.

In our first set of distributed experiments, labeled ALC-local, we simply solve all
optimization subproblems with a single fmincon run such that only local optimality of
subproblems can be guaranteed. In a second set, ALC-global, a global search is performed
at each subproblem. Since the local constraint forces one of the two variables to be zero,
the global solution can be found by evaluating both possibilities.

For all experiments we use a distributed coordination variant of Chapter 6 with the same
structure as the problem partition. Since there are no coupling objectives or constraints,
an alternating direction approach can be used. The algorithmic settings are taken equal to
the previous example. Again, 1000 random starting points are selected with components
between 0 and 10.

The results for the local and global ALC variants are given in Table 8.2. When using
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only local optimization at the subsystems, 585 of the solutions converged to the global
minimum with f ∗ = −1, and 1 run converged to a solution with f ∗ = 4. The remaining 414
runs did not converge to a consistent solution, but to points with non-zero inconsistencies
between linking variables. Using only local minimization at the subproblems does not
guarantee that ALC solutions converge to a (local) solutions of the original problem.
However when globally optimal subproblem solutions can be determined at the lower-
level subsystems, ALC generates globally optimal solutions from 998 out of the 1000
starting points. The remaining solutions converged to an objective value of f ∗ = 4.
Observe that all starting points converged to a KKT point of the original problem. The
average number of required subproblem optimizations is 14.7 for ALC-local, and 10.6 for
ALC-global. In the latter, evaluating both possibilities at the lower-level subsystems counts
as a single subproblem optimization.

Example 3: test problem with disconnected feasible domains

The third example has ten design variables, a linear objective function, five linear equality
constraints, and eleven non-linear inequality constraints:

min
z

f (z) = 1.1
∑5

i=1 zi − 0.1
∑10

i=6 zi

subject to gj = −z2i + 0.04 ≤ 0 j = 1, . . . , 10
g11 =

∑10
i=1 z

2
i − 2 ≤ 0

hk = zk − zk+5 = 0 k = 1, . . . , 5
−2 ≤ zi ≤ 2 i = 1, . . . , 10

(8.9)

The global solution to this problem has all zi = −
√

1
5 , and f ∗ = −

√
5 ≈ −2.24.

Problem (8.9) has 32 local minima that can be determined analytically. First, zk+5 = zk
for k = 1, . . . , 5 follows directly from the equality constraints reducing the dimension
of the problem to five. By substituting these relations, the objective simply becomes
the sum of the remaining five variables. Constraints g1, . . . , g10 are non-convex and
enforce each variable to be either larger than 0.2 or smaller than -0.2. Constraint g11
restricts the feasible domain to a five-dimensional unit hypersphere. Since each of the
variables is either smaller than -0.2 or greater than 0.2, the feasible domain consists of 25

disconnected regions. Each of these regions has a single local minimizer yielding a total
of 32 local solutions to Problem (8.9).

The 32 local solutions can be divided into six groups. Group n has n variables larger
than 0.2, and the remaining 5 − n are smaller than -0.2. Here n = {0, 1, 2, 3, 4, 5}, and
group n = 0 contains the global optimum. For all groups, the objective function drives
those variables that are positive to the value of 0.2, while negative values are pushed
to the hypersphere constraint. Since the objective gradients are equal for all variables,
all negative components have the same optimal value. Their value follows directly from
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Table 8.3 / Example 3. Local solution characteristics, and number of starting points that
converged to an optimal objective value for different algorithms. ALC-local = local search
at subproblems, ALC-global = global search at subproblems, DNC = did not converge.

Group f ∗ all-in-one ALC-local ALC-global
0 -2.24 31 2 1000
1 -1.76 152 3 0
2 -1.26 317 8 0
3 -0.73 315 9 0
4 -0.12 155 5 0
5 1.00 30 0 0
DNC 0 973 0
Total 1000 1000 1000

the activity of the hypersphere constraint and is equal to zi = −
√

0.04n−1
n−5 . The objective

function value of Problem (8.9) for group n is equal to f ∗n = 0.4n −
√
(1 − 0.04n)(5 − n),

where n = 0 yields f ∗0 = −
√
5. Since there are multiple combinations for which variables

are positive or negative for group n, the total of local solutions in each group is

(
5
n

)
. A

similar distribution of solutions is observed when solving (8.9) with fmincon from 1000
random starting points. Table 8.3 lists the local solutions and their characteristics.

Problem (8.9) is partitioned into ten subsystems, one for each variable zi. Subsystems
j = 1, . . . , 5 have local objective fj = 1.1zj, and subsystems j = 6, . . . , 10 have local objective
fj = −0.1zj. All subsystems have a local constraint gj = −z2j + 0.04 ≤ 0, and block-separable
constraints g11, and h1, . . . , h5 are selected as coupling constraints of the partition. Due
to the non-convexity of the local constraints, each subsystem is multi-modal. Its design
variable should either be smaller than -0.2 or larger than 0.2.

The above partition resembles practical situations in which competing objectives between
subsystems are present. Coordination methods have to determine which one is more
important. Here, the objectives of subsystems k and k + 5 are opposite: subsystem k
aims at minimizing zk, while k + 5 wants to maximize zk+5. The coupling constraints
zk = zk+5 however force their values to be equal resulting in a competitive situation. The
goal of coordination then is to determine which objective is critical, and which should be
sacrificed.

Distributed optimization experiments are used to investigate how ALC performs for this
example. The ALC variant for block-separable constraints of Chapter 7 is used with
settings equal to the previous examples. First, the subproblems are solved locally with
a single fmincon run. Second, we perform a global search at the subsystems by solving
two optimization problems: one for zj ≤ −0.2, and one for zj ≥ 0.2. By taking the best of
both objectives, global subproblem optimality is guaranteed.
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The results of Table 8.3 show that ALC with only local search failed to converge to
consistent solutions for most of the starting points. The solutions that did converge
started from an initial design where zi and zi+5 have the same sign for each i = 1, . . . , 5.
The local constraint gradients point away from zero driving the subproblem solutions
into the same feasible domain (either below -0.2 or above 0.2). When one of the zi and
zi+5 pairs has opposite signs, the subproblems are pushed into different feasible regions
(one below -0.2 and the other above 0.2). The local search behavior of the subproblem
solver keeps solutions within these different regions, and ALC cannot find a consistent
solution. Solving the subproblems for global optimality removes this barrier, and all
solutions converged to the global optimum. The global approach required an average of
22.4 subproblem optimizations to converge (again global optimization of a subproblem
counts as a single subproblem optimization).

8.5 Portal frame design optimization

The final example is the portal frame design optimization problem originally introduced
by Sobieszczanski-Sobieski et al. (1985), and used by many other researchers in the
context of coordination methods (see, e.g., Vanderplaats et al., 1990; Arslan and Hajela,
1997; Liu et al., 2004). Here, we follow the formulation of Liu et al. (2004). The problem
aims at finding the cross sectional dimensions of a three-beam portal frame, illustrated
in Figure 8.3(a), that is subjected to a horizontal force and a concentrated moment. The
example is used here to illustrate how ALC algorithms perform on a more realistic type
of problem.
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Figure 8.3 / Portal frame design problem.
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Although the portal frame problem has been used extensively, no single study reports
all implementation details necessary for a reproduction of the presented results. For
example, variable bounds are often not reported although they have a large effect on the
optimal solution. For the sake of completeness and reproducibility, our implementation
details are included in this section, and necessary analysis equations are presented in the
Appendix.

All-in-one problem

The design problem aims at finding the 18 cross sectional variables (z = [z[1], z[2], z[3]]), 6
for each beam (z[i] = [h[i], w[i]

1 , w
[i]
2 , d[i], t

[i]
1 , t

[i]
2 ], see Figure 8.3(b) for definitions), such that the

volume of the structure is minimized. Here, the top-right index refers to one of the three
beams. Limits are posed on normal and shear stresses in all beams (g1–g4). Geometry
constraints on the beam cross sections (g5–g7) are used to prevent slender structures that
are likely to buckle. Following Liu et al. (2004), constraints g8 require that either the top
flange area is twice as large as the bottom one, or vice versa. These constraints effectively
separate the feasible domain into eight disconnected regions thereby introducing at least
as many local minima.

The original portal frame design problem is given by:

min
z

V(z)

subject to

g1,i,j,k(z) =
σ
[i]
j,k

σy
− 1 ≤ 0 i = 1, 2, 3 j = 1, 2 k = 1, 2

g2,i,j,k(z) = −
σ
[i]
j,k

σy
− 1 ≤ 0 i = 1, 2, 3 j = 1, 2 k = 1, 2

g3,i,j(z) =
τ
[i]
j

τy
− 1 ≤ 0 i = 1, 2, 3 j = 1, 2

g4,i,j(z) = −
τ
[i]
j

τy
− 1 ≤ 0 i = 1, 2, 3 j = 1, 2

g5,i(z[i]) = h[i]−t[i]1 −t
[i]
2

35d[i] − 1 ≤ 0 i = 1, 2, 3

g6,i,j(z[i]) =
w
[i]
j

20t[i]j
− 1 ≤ 0 i = 1, 2, 3 j = 1, 2

g7,i(z[i]) = 1 − 5(h[i]−t[i]1 −t
[i]
2 )d[i]

A[i] ≤ 0 i = 1, 2, 3

g8,i(z[i]) = (1 − t
[i]
1 w

[i]
1

2t[i]2 w
[i]
2
)(1 − t

[i]
2 w

[i]
2

2t[i]1 w
[i]
1
) ≤ 0 i = 1, 2, 3

zmin ≤ z ≤ zmax

(8.10)

where the lower and upper bounds on the variables are 15 cm ≤ w1, w2 ≤ 150 cm, 20
cm ≤ h ≤ 200 cm, 1.0 cm ≤ d ≤ 10 cm, and 0.75 cm ≤ t1, t2 ≤ 7.5 cm. Constraints
g1 and g2 limit the normal stress σ in the three beams (i = 1, 2, 3) for both beam ends
(j = 1, 2) at the top and bottom free surfaces (k = 1, 2). Since the normal stress attains
its maximum in one of these locations, constraints g1 and g2 effectively assure that the
normal stresses are below the allowed value σy = 200 · 106 N/m2 throughout the whole
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structure. Similarly, constraints g3 and g4 limit the shear stress τ at the neutral axis in the
three beams (i = 1, 2, 3) at both ends (j = 1, 2), which assures that the shear stress does not
exceed the allowed value τy = 116 · 106 N/m2 at any other location. Constraint g5 limits
the aspect ratio of the web of each beam to be smaller than 35, while constraint g6 limits
the aspect ratio of the flanges to be below 20. Constraint g7 assures that the area of the
web is at least 20% of the total cross section area A. Constraint g8 requires that either the
top flange area is twice as large as the bottom flange area, or vice versa. The equations
required to determine the constraint values are given in Appendix B.

Problem (8.10) is non-convex and has multiple local minima due to the separation
constraints g8. For each of the eight flange combinations, the all-in-one problem (8.10)
was solved with fmincon from 100 different starting points selected randomly within the
variable bounds. Optimizer tolerances TolX, TolFun, and TolCon, were set to 10−8, and
gradients were computed by the finite difference routine of fmincon. Each variable was
scaled by dividing it by its corresponding lower bound. Note that the analysis equations
of Appendix B require SI units (meters).

For each flange combination, two local solutions are observed, each reached from around
50% of the starting points. One typically has beams 1 and 2 at its lower bounds and beam
3 larger, while the other has beams 1 and 2 larger and beam 3 small. Table 8.4 displays
the details of the two local solutions for each flange combination. The globally optimal
solution is found in group 2 and has a volume of 0.1661 m3 with beams 1 and 2 with
smaller bottom flanges, and beam 3 with a larger top flange. Details for this design can
be found in Figure 8.4.

The small differences observed in local solution group 1 only depend on the flange choice
for beam 3. Normal stress is a limiting factor in beam 3, and the flange choice influences
these stresses directly. Since the stresses in beams 1 and 2 are below their allowed levels,
the flange choice for these beams does not affect the optimal design. The solutions in
group 2 display a larger influence of the separation constraint on the optimal design since
stresses are at their critical level for all three beams.

A qualitative comparison with existing results for the portal frame example shows that
the observed trends in the local minima can also be found in the results reported
in literature. The results of Arslan and Hajela (1997) and Schutte et al. (2004) have
beams 1 and 2 small and beam 3 larger, similar to solution 1. The results given
by Sobieszczanski-Sobieski et al. (1985); Vanderplaats et al. (1990); Liu et al. (2004) have
beam 3 small and beams 1 and 2 larger, similar to Solution 2.

Partitioned problem

The problem is partitioned in a traditional multi-level fashion (see, e.g.,
Sobieszczanski-Sobieski et al., 1985; Haftka and Gürdal, 1993) by defining three



164 8 Non-convexity and multi-modality in augmented Lagrangian coordination

Table 8.4 / Local solution characteristics for portal frame example. Global solution is
marked with ∗. Volumes are in m3 and beam areas in cm2. The three-letter combinations
denote which flange is larger in each beam. For example, TBT denotes that beam 1 has a
larger top flange, beam 2 a larger bottom flange, and beam 3 a larger top flange.

Local solution 1 Local solution 2
flanges V A1 A2 A3 V A1 A2 A3

TTT 0.1688 51.5 51.5 91.5 0.1694 84.9 73.2 53.7
TTB 0.1684 51.5 51.5 91.2 0.1710 85.9 75.0 53.0
TBT 0.1688 51.5 51.5 91.5 0.1671 89.5 70.4 51.9
TBB 0.1684 51.5 51.5 91.2 0.1695 89.2 73.3 51.5
BTT 0.1688 51.5 51.5 91.5 0.1684 82.8 73.6 53.4
BTB 0.1684 51.5 51.5 91.2 0.1699 83.7 75.4 52.7
BBT 0.1688 51.5 51.5 91.5 *0.1661 88.0 71.1 51.5
BBB 0.1684 51.5 51.5 91.2 0.1687 86.1 74.1 51.5

Global solution: V∗ = 0.1661 m3
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Figure 8.4 / Global solution characteristics (beam dimensions in cm and areas in cm2).

subsystems associated with detailed design of each beam, and a single system-level
subsystem concerned with the overall design of the portal frame in terms of the cross
sectional areas and moments of inertia x1 = [A[1], A[2], A[3], I[1], I[2], I[3]]. The top subsystem
has no local objective and no local constraints. The variable bounds are computed from
the bounds for the original variables z, and are set to 0.41 · 10−2 m2 ≤ A ≤ 0.41 m2, and
0.26 · 10−4 m4 ≤ I ≤ 0.26 m4.

At the beam subsystems, support variables for the member forces f[i], i = 1, 2, 3 are
introduced to determine the stresses in the beams. Each of the three beam subsystems
designs one beam for its detailed cross-sectional dimensions z[i], i = 1, 2, 3. Together with
the additionally introduced variables for the member forces f[i], i = 1, 2, 3, this gives for
the local variables: xi+1 = [z[i], f[i]], i = 1, 2, 3. Local constraints are the stress and geometry
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constraints gi+1 = [g1,i(x[i]), . . . , g8,i(x[i])]. The subsystems have their individual volume as
local objectives fi+1 = LiA(z[i]). For z[i], the original bounds are used, and the bounds for
the member forces are −106 N(m) ≤ f ≤ 106 N(m), where forces are in Newtons and
moments in Newton-meters.

Eighteen equality constraints hf = [h[1]
f ,h

[2]
f ,h[3]

f ] = 0 are introduced to couple the member
force variables f[i] of each beam to the values f[i]fem(x4) computed at the system level, where

h[i]
f = f[i] − f[i]fem(x4) i = 1, 2, 3 (8.11)

Six equality constraints ha = [h[1]
a ,h

[2]
a ,h[3]

a ] = 0 are introduced to link the areas and the
moments of inertia A[i], I[i] used at the system-level problem to the values associated with
the detailed cross-section dimensions A[i]

beam(xi), I
[i]
beam(xi), where

h[i]
a =

[
A[i] − A[i]

beam(xi+1)
I[i] − I[i]beam(xi+1)

]
i = 1, 2, 3 (8.12)

where the area A[i]
beam(xi+1) and moment of inertia I[i]beam(xi+1) of beam i are given by (B.1)–

(B.2) of Appendix B.

These introduced constraints couple the beam subsystems to the system level, and are
therefore the coupling equality constraints of the problem: h0(x1, x2, x3, x4) = [h[1]

0 ,h
[2]
0 ,h[3]

0 ]
with h[i]

0 (x1, xi+1) = [h[i]
f ,h

[i]
a ]. The partition structure is depicted in Figure 8.5.

The partitioned problem is coordinated with a distributed ALC formulation (Chapter 6)
following the partition structure as depicted in Figure 8.5. Since the coupling constraints
are separable, an alternating direction method of multipliers is used, and we set ε = 10−4,
β = 1.1, γ = 0.9, and the remaining algorithm settings are taken equal to the previous
examples. Similar to the all-in-one experiments, the decomposed problem is solved from
100 different starting points selected randomly within the variable bounds. For scaling,
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[h, w1, w2, d, t1, t2] are scaled as in the all-in-one formulation, and areas A are in 10−2 m2, I
in 10−4 m4, and forces f in 105 N(m). Furthermore, constraints h0 use scaled units instead
of SI units. The beam subproblems are solved by solving two local optimizations with
fmincon, one for each flange choice (either top or bottom flange larger). A multi-start
local search is performed at the top-level subproblem by using fmincon runs from ten
random starting points.

From 58 out of the 100 of the starting points, ALC solutions converged to the global
optimum with V∗ = 0.1661 m3 and A = [88.0, 71.1, 51.5] cm2. The remaining 42 starting
points converged to a local optimum with V∗ = 0.1684 m3 and A = [51.5, 51.5, 91.2] cm2.
Although the second design is not globally optimal, it is the best solution within Group 1
of Table 8.4. For this example, the global search approach may not suffice to obtain global
subproblem solutions due to the non-convexities of the structural analysis models. These
non-convexities are not eliminated by considering both flange choices, and may therefore
result in local optimality of subproblems. Additional research is required to investigate
whether true global subproblem optimality yields globally optimal solutions.

8.6 Conclusions and discussion

This chapter presents a numerical convergence study for various augmented Lagrangian
coordination (ALC) approaches when applied to non-convex and multi-modal problems.
When subproblems are only solved for local optimality, convergence to solutions of the
original problem may not occur. Some examples show that local subproblem optimality
suffices to attain globally optimal solutions, but other examples indicate that ALC may
converge to local solutions, or even not at all. Especially disconnected feasible domains
pose problems when subproblems can only be solved locally.

Performing a global search at each subproblem substantially improves the convergence
behavior of ALC. Feasible and consistent system solutions are obtained for all examples
and all starting points. Obtained system solutions were globally optimal for many
cases, and high-quality local optima for other. Since true global subproblem optimality
cannot be guaranteed, some examples show that using a global search algorithm at
subproblems does not necessarily drive ALC to globally optimal system solutions. Using
alternative global solvers such as BARON (Tawarmalani and Sahinidis, 2004), LGO
(LGO Solver Suite, 2008), or genetic algorithms may increase the number of times global
system solutions are obtained.
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Abstract / Many optimization and coordination methods for multidisciplinary design
optimization (MDO) have been proposed in the last three decades. Suitable MDO benchmark
problems for testing and comparing these methods are few however. This chapter presents
a new MDO benchmark problem based on the design optimization of an ADXL150 type
lateral capacitive micro-accelerometer. The behavioral models describe structural and dynamic
effects, as well as electrostatic and amplification circuit contributions. Relations for important
performance indicators are sensitivity, range, noise, and footprint area are derived. Geometric
and functional constraints enforce proper functioning of the device. The developedmodels are
analytical, and are therefore highly suitable for benchmark and educational purposes. Four
different problem partitions are suggested for six design cases, each of which can be used for
testing MDO coordination algorithms. As a reference, results for a number of augmented
Lagrangian coordination algorithms are given for these partitions.

9.1 Introduction

Multidisciplinary design optimization (MDO) problems are encountered in the design of
engineering systems that incorporate a number of interacting disciplines. Each discipline
typically represents a design team concerned with the design of one aspect or component
of the complete system. We use the word discipline to denote the smallest decision-
making element within a system, being either a discipline in the classic MDO sense, or
a component of a object-based partition. The goal of MDO is to coordinate the individual

167
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disciplines towards a system design that is optimal as a whole, while maintaining some
degree of design autonomy at the discipline level.

In general, MDO coordination algorithms can be divided into two classes: single-
level and multi-level methods. Single-level methods have a centralized optimization
algorithm while the analyses can be performed autonomously by the disciplines.
Single-level methods allow analysis autonomy, but decision-making is centralized. The
review of Cramer et al. (1994) presents an overview of single-level formulations such
as multidisciplinary feasible (MDF), individual discipline feasible (IDF), and all-at-once
(AAO).

For multi-level methods, design optimization is distributed over the various disciplines.
Each discipline is granted a degree of design freedom, and a coordination algorithm
is superimposed to address the interactions between the disciplinary design problems.
Well-known multi-level formulations include collaborative optimization (Braun, 1996),
bi-level integrated system synthesis (Sobieszczanski-Sobieski et al., 2003), and the
quasiseparable decomposition method (Haftka and Watson, 2005).

Despite the large body of research on coordination algorithms for MDO, suitable
benchmark problems and reproducible test cases are hard to find. Many reported test
problems are either purely mathematical problems without an engineering origin, or
large test cases that use inaccessible or irreproducible analysis codes. Fully reproducible
optimization problems inspired on practical design cases are difficult to find. Notable
exceptions are the portal frame example of Sobieszczanski-Sobieski et al. (1983) used
in the previous chapter, and a number of examples from the NASA MDO test suite
(Padula et al., 1996). For test and comparison of coordination methods, such benchmark
problems are invaluable.

This chapter presents a new benchmark problem that can be used for test purposes
in the context of MDO coordination algorithms. The optimization problem deals with
finding relevant parameters for a lateral capacitive micro-accelerometer used in e.g. airbag
systems to detect decelerations in case of a collision. The design problem is based on the
ADXL150 accelerometer of Analog Devices Inc. (1998). Analysis models are presented
for design aspects of mechanics, electrostatics, dynamics, and electronics. Most analysis
models are obtained for existing literature such as Zhou (1998); Mukherjee et al. (1999);
Senturia (2001). The models are analytical and reproducible, and can therefore easily
be used for benchmarking of optimization methods. More accurate numerical analysis
routines often have the drawback of introducing numerical noise, an aspect that may
complicate the optimization process. Although the models are analytical, they reflect
the important design considerations and are representative of the interactions present
between the various disciplines. TheMatlab files of the analysis models aremade available
on request.

Six design cases are developed, all of which are non-convex optimization problems. The
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(a) Die photo of a lateral capacitive
accelerometer (top view). The central
region shows the sensing mechanism
and the surrounding regions contain
electronics.

(b) Scanning electron microscope im-
age of suspended proof mass.

Figure 9.1 / ADXL accelerometer (Samuels, 1996)

smallest case has only two variables, and the largest has 21 variables of which two are of a
discrete nature. Numerical experiments were performed to obtain benchmark solutions
for each case. Four problem partitions are presented that can be used for testing MDO
coordination methods. Reference results for several augmented Lagrangian coordination
algorithms of Chapters 4 to 7 are presented as well.

As a secondary objective, this chapter also demonstrates how coordination methods
can be useful for microsystem design. Single-level optimization of microsystem
devices has been applied to microaccelerometers (Pedersen and Seshia, 2004), microgy-
roscopes (Yuan et al., 2006), microresonators (Mukherjee et al., 1998), and microphones
(Papila et al., 2006). These applications have focussed on the electromechanical
optimization of material layout. Including conditioning circuit details, multiple physics,
and manufacturing considerations is not straightforward, and a systematic, multi-
level approach is desired (Senturia, 2001; Mukherjee, 2003; Leondes, 2006). MDO
coordination methods are developed to address these issues, and are therefore useful
in the context of microsystem design.

9.2 Design considerations and analysis disciplines

We consider a lateral capacitive micro-accelerometer, similar to the existing ADXL150
device from Analog Devices Inc. (1998). A picture of a complete chip of the ADXL150
is given in Figure 9.1(a). The mechanical sensor region is the square part in the center;
the surrounding regions contain the electronics. Figure 9.1(b) shows a close-up of the
suspended proof mass.

Important performance measures for accelerometers include the sensitivity of the output
signal with respect to an applied acceleration, and operational bandwidth. Other factors to
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fingers are connected in parallel such that the total capacitance is equal to the sum of the
contributions of each cell.

be considered during design include footprint area of the sensing element, noise, sensing
range, resonance frequencies, dynamic mode decoupling, and fabrication limitations.

A schematic layout of the mechanical sensing element of the accelerometer is depicted in
Figure 9.2. The device consists of a proof mass suspended by two U-springs on each side.
The U-springs are only connected to the substrate at the two anchor points. A number of
cantilever electrodes, called rotor fingers, are attached to the proof mass. In each sense
unit, a rotor finger is positioned between two stator fingers, thereby forming a differential
capacitor. The force feedback region has a similar arrangement of electrodes, but here an
external voltage can be applied to introduce an electrostatic force that displaces the proof
mass for self-test purposes.

When the device is exposed to an external acceleration in the sense direction, the proof
mass deflects the U-springs due to inertial forces and moves relative to the substrate. The
U-springs are typically flexible in one direction (the sense direction), and much stiffer in
the other directions. The device is designed to operate under quasi-static conditions such
that the proof mass displacement follows the time-evolution of the applied acceleration.
Therefore, one designs the accelerometer to have a resonant frequency much larger than
the expected maximum frequency component of the acceleration signal (Senturia, 2001).

At the two ends of the proof mass, four limit stops and two stopping blocks are used to
limit the displacements of the proof mass in the x and y directions so that the rotor and
stator fingers do not come into contact. Contact of the fingers would lead to a short circuit
or possible structural damage, which may both damage the device.
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Figure 9.3 / Analysis subsystems and their interdependencies.

In this chapter we present analytical models that can be used to quantify relevant
performance measures for the accelerometer. Although these analytical models may not
be as accurate as numerical (finite element) methods, they have a number of advantages
for benchmark purposes. First, they are fast to evaluate when compared to possibly time-
consuming numerical analysis. Second, the results are deterministic and typically smooth
and hence lend themselves to efficient gradient-based optimization algorithms. Third,
analytical models are very useful in gaining insight into functional relations between
design parameters and performance measures, while such insight is much harder to
extract from numerical analysis results. Note that it is possible to replace the analytical
models by numerical models to obtain more accurate predictions of performance.

Analysis disciplines

The analysis models for the accelerometer are partitioned into the four disciplines that
contribute to the functionality of the device. The four subsystems are: Structures,
Electrostatics, Dynamics, and Circuit. Subsystem Structures considers the detailed design
of the sensing element, and determines its effective mass and stiffness, amongst others.
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Subsystem Electrostatics is associated with the differential capacitive sensing part of the
device, and also includes models for the spring-softening effect due to electrostatic forces.
Subsystem Dynamics uses a mass-spring-dashpot lumped-parameter model to determine
resonance frequencies and themechanical sensitivity, amongst others. Subsystem Circuit
accounts for the contributions of the conditioning circuit that is used to amplify the
measurement signal. The four subsystems are coupled in two ways: The models of the
subsystems may depend on the same design parameters, or the models of one subsystem
depend on the outputs of another subsystem. An example of the former is that themodels
for Structures and Electrostatics both depend on the comb dimensions. In the latter case,
Structures for example computes the responses required as inputs for the lumped model
of the Dynamics subsystem.

A detailed overview of the four subsystems, their inputs, outputs, and interactions is given
in Figure 9.3. In this figure, the subsystems are represented by the rectangular boxes.
Each box has a number of inputs reflecting design parameters and constraints relevant
to that subsystem. These inputs can either come from an external source (constraints
and parameters set by the designer) or from one of the other subsystems (input-output
coupling). Analysis models inside the boxes are used to quantify performance measures
relevant to a subsystem.

In the following sections, we describe the inputs and outputs of each subsystem in more
detail, and we present analysis models for each of the subsystems.

9.3 Structures

For subsystem Structures, we present analytical models for the effective mass, spring
constants, and the damping coefficient as functions of the dimensions of the
device. Furthermore, Structures includes several geometric and manufacturing design
constraints that limit feature sizes, total device area, and prevent buckling. An overview
of subsystem Structures is depicted in Figure 9.4. A list of relevant design parameters
is given in Table 9.1, and defined in Figure 9.5. The analysis models are obtained from
Mukherjee et al. (1999) and Zhou (1998), except the mechanical spring stiffness analysis
equations (C.1)–(C.10), and extensions to the damping coefficient model. The spring
model is developed here from linear beam theory, and the damping model is extended
to also account for the small aspect ratios in squeezed film damping using the models of
Veijola et al. (2005).
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Table 9.1 / Relevant variables for subsystem Structures.
Parameters Parameters

symbol units description symbol units description
h [m] structural height ls1 [m] length of short stator finger
lp [m] length of proof mass ls2 [m] length of long stator finger
wp [m] width of proof mass ws [m] width of stator finger
lb1 [m] length of U-spring beam 1 lsa [m] length of stator anchor
lb2 [m] length of U-spring beam 2 wsa [m] width of stator anchor
lb3 [m] length of U-spring beam 3 la [m] length of spring anchor
wb [m] width of U-spring beams 1,3 wa [m] length of spring anchor
wb2 [m] width of U-spring beam 2 lls [m] length of limit stop
gx [m] x-gap of limit stop wls [m] width of limit stop
gy [m] y-gap of limit stop wsb [m] width of stopping block
lov [m] length of finger overlap
lf [m] length of rotor fingers
wf [m] width of rotor fingers
Ns [-] number of sense units Responses
gs [m] gap between sense rotor and stator fingers symbol units description
gsu [m] gap between sense units m [kg] effective mass
Nf [-] number of feedback units J [kgm2] moment of inertia
gf [m] gap between feedback rotor and stator fingers b [Ns/m] damping coefficient
gfu [m] gap between feedback units kx,m [N/m] spring stiffness in x
gsf [m] gap between sense and feedback units ky [N/m] spring stiffness in y
d [m] height of air gap between kθ [Nm] spring stiffness in ϑ

suspended parts and substrate A [m2] required wafer area

Area, mass, and moment of inertia

The area of the smallest rectangle in which the accelerometer is enclosed determines the
number that can be fabricated on a single wafer. Since cost benefits can be expected for
smaller designs, the footprint area of the rectangle is a factor in the design. The area A of
the enclosing rectangle is

A = lw = (lp + 2lb2 + 2la)max([2lb1 + wa], [wp + 2(lf + ls2 + wsa)]) (9.1)

where l is the total length of the design in x direction, w the width of the design in y
direction. The thicknesses of the U-spring beams in x direction are neglected. The width
is determined by either the U-spring length or the width measured at the stator fingers.



174 9 A micro-accelerometer MDO benchmark problem

i
i

“accel˙vars˙thesis˙temp” — 2008/6/6 — 12:37 — page 1 — #1 i
i

i
i

i
i

lp

wp

gsu , gfu

gsf

(a) Proof mass

i
i

“accel˙vars˙spring˙thesis˙temp” — 2008/6/6 — 12:38 — page 1 — #1 i
i

i
i

i
i

lb3

lb1

lb2
wb

wb2

(b) U-spring

i
i

“accel˙vars˙unit˙thesis˙temp” — 2008/6/6 — 12:38 — page 1 — #1 i
i

i
i

i
i

lf

lov

gs , gf

wf

ls2

lsa

wsals1

ws

(c) Sense/feedback unit

i
i

“accel˙vars˙anchor˙thesis˙temp” — 2008/6/6 — 12:38 — page 1 — #1 i
i

i
i

i
i

gy

la

wa
gx

wsb

lls

wls

lls

(d) Spring anchor

Figure 9.5 / Dimensional variables of accelerometer layout.

The effective moving mass m can be found by a summation of the mass of the rotor
fingers of the sense and feedback units, and the proof mass itself. We neglect the mass of
the limit stops and the U-springs since their contributions are small. The effective mass
m is given by

m = ρhlpwp + ρhlfwf(Ns + Nf) (9.2)

where each sense or feedback unit contains one rotor finger, and ρ = 2331 kg/m2 is the
material density of the polysilicon fabrication material.

The moment of inertia J around the center of mass can be determined by a summation
of the contributions of the proof mass Jp, and the sense and feedback rotor fingers Js and
Jf, respectively

J = Jp + Js + Jf (9.3)

Again we neglect the small contributions of the limit stops and U-springs.

To compute the moments, we use the fact that the moment of inertia Jc for a cuboid of
dimensions l × w × h with mass mc = ρlwh is given by

Jc = mc

(
l2 + w2

12
+ r2

)
(9.4)

where ρ is the material density, and r is the distance between the center of mass of the
cuboid and the axis of rotation (the geometric center of the proof mass in our case).
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Since the moving mass of the accelerometer can be divided into cuboid elements, the
individual contributions can be found as

Jp = ρhlpwp

l2p + w2
p

12
(9.5)

Js = 2ρhlfwf

Ns/2∑
i=1

[
l2f + w2

f

12
+ (r2xs,i + r2y )

]
(9.6)

Jf = 4ρhlfwf

Nf/4∑
i=1

[
l2f + w2

f

12
+ (r2xf,i + r2y )

]
(9.7)

Due to symmetry, the number of sense units Ns is always even, and the number of
feedback units Nf is a multiple of four. Here (rxs,i, ry) and (rxf,i, ry) are the coordinates
of the center of mass of the i-th rotor finger relative to the center of the proof mass. Only
the x coordinate differs for each rotor finger, while the y coordinate is equal for all fingers.
These coordinates are given by

rxs,i = lsu/2 − ws − gs − wf/2 − (i − 1)(2gs + wf + 2ws + gsu) (9.8)

rxf,i = lsu/2 + gsf + ws + gf + wf/2 + (i − 1)(2gf + wf + 2ws + gfu) (9.9)

ry = wp/2 + lf/2 (9.10)

where lsu = Ns/2(2gs +wf +2ws) + (Ns/2− 1)gsu is the total length in x-direction of all sense
units on one side of the proof mass.

Damping coefficient

In the lumped parameter model we only consider damping in the sensing direction.
Although damping also occurs in the other two directions, their contributions to the
overall sensing performance are small and are therefore neglected. As a damping model,
we consider two contributions: Damping due to Couette flow beneath the proof mass
as the shuttle displaces, and squeezed film damping between the fingers. Since the
movement of the proof mass is expected to be at frequencies well below its resonance
frequency, Stokes flow contributions can be neglected (Cho et al., 1994).

The damping coefficient bc due to Couette flow beneath the proof mass and fingers is
given by (Senturia, 2001)

bc =
µ

[
lpwp + (Ns + Nf)lfwf

]
d

(9.11)

where µ = 18 · 10−6 Ns/m2 is the viscosity of air, and d is the air gap between the proof
mass and the substrate.
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Figure 9.6 /Model for computing mechanical stiffness.

Squeezed film damping between the rotor and stator comb fingers (2 times Nf +Ns gaps)
can be approximated by a damping coefficient bs (Veijola et al., 2005)

bs = 2lov

[
Nfµe,s

(
h + hs
gs

)3

+ Nsµe,f

(
h + hf
gf

)3]
(9.12)

where µe,s = µ
1+6Kns

(µe,f = µ
1+6Knf

) is the effective viscosity of the air between the sense
(feedback) fingers, hs = 1.3gs(1+3.3Kns) (hf = 1.3gf(1+3.3Knf)) is an empirically determined
elongation correction to account for the small aspect ratio h

gs
( hgf ) of the air gaps, Kns = λ

gs

(Knf = λ
gf
) is the Knudsen number, and λ = 6.5 · 10−8 m is the mean free path of air at

atmospheric pressure.

The total damping coefficient b is then given by

b = bc + bs (9.13)

Mechanical spring stiffness

To compute the mechanical spring coefficients kx = Fx
u , ky = Fy

v , and kθ = M
ϑ

for
forces acting on the center of the proof mass, we use the three-beam model depicted in
Figure 9.6. For our analysis, we assume that node 3 is fixed (clamped), and a displacement
[u, v,ϕ] is forced upon node 4. Due to symmetry, forces Fx and Fy acting on the proof
mass are also acting on node 4 (forces divided by 4 obviously since we have 4 U-springs).
Therefore, we can find the stiffness in the x and y direction by determining the spring
constants of the structure of Figure 9.6(a) by applying different values for u, v and ϕ. For
the stiffness in x direction, we take u =/ 0, v = 0, and ϕ = 0, while for the y direction we
use u = 0, v =/ 0, and ϕ = 0.
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Table 9.2 / Boundary conditions at node 4 for stiffness models

u v φ
kx,m u 0 0
ky 0 v 0
kθ

wp

2 ϑ
lp
2 ϑ ϑ

The rotational stiffness is a little more complicated since the center of rotation is at the
center of the proof mass, and not at node 4. We use a simple model to translate a rotation
ϑ at the center of the proof mass into displacements and rotation of node 4. Assuming
small rotations and a rigid proof mass gives u = wp

2 ϑ, v = lp
2 ϑ, and ϕ = ϑ (Figure 9.6(c)).

Similarly, the forces [X4, Y4,M4] acting on node 4 generate a moment M = wp

2 X4 +
lp
2Y4 +

M4 around the center of the proof mass. The boundary displacement conditions for
determining the stiffness are summarized in Table 9.2.

For each U-spring we compute the stiffness matrix

K̃44 =

 Kx Kxy Kxϕ

Kxy Ky Kyϕ

Kxϕ Kyϕ Kϕ

 (9.14)

that relates the displacements u and v and rotation φ of node 4 to the applied forces X4,
Y4, and M4 at that node. This stiffness matrix can be determined straightforwardly from
linear beam theory, and the analysis models are given in Appendix C.

Since we have 4 identical U-springs, the total stiffness constants in x and y directions are
given by

kx,m = 4Kx (9.15)

ky = 4Ky (9.16)

where we use the suffix m to differentiate between the mechanical spring stiffness and
the electrostatic contribution kx,e.

To determine the rotational stiffness Kθ of a single U-spring, we first determine the
reaction forces due to the boundary conditions uθ = wp

2 ϑ, vθ = lp
2 ϑ, ϕθ = ϑ (Table 9.2).

From (C.10) and by neglecting cross-axis sensitivities (Kxy = 0) we have

X4 = Kxuθ + Kxϕϕθ = (Kx
wp

2
+ Kxϕ)ϑ (9.17)

Y4 = Kyvθ + Kyϕϕθ = (Ky
lp
2
+ Kyϕ)ϑ (9.18)

M4 = Kxϕuθ + Kyϕvθ + Kϕϕθ = (Kxϕ
wp

2
+ Kyϕ

lp
2
+ Kϕ)ϑ (9.19)
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WithM = wp

2 X4 +
lp
2Y4 +M4, the torsional stiffness Kθ for a single spring is given by

Kθ = M
ϑ
=

wp
2 X4+

lp
2 Y4+M4

ϑ =
(
w2p
4 Kx+wpKxϕ+

l2p
4 Ky+lpKyϕ+Kϕ)ϑ

ϑ

=
w2
p

4 Kx + wpKxϕ +
l2p
4Ky + lpKyϕ + Kϕ

= pTK̃44p

(9.20)

where p = [wp

2 ,
lp
2 , 1]

T .

Since we have 4 identical U-springs, the total rotational stiffness is given by

kθ = 4Kθ (9.21)

Constraints

The Structures discipline has the largest number of constraints. The constraints, depicted
in Figure 9.7, are used to have enough room between the various parts of the device, and
to prevent unwanted geometries. Constraint gs,1 limits the length of the device to be below
lmax: lp + 2(lb2 + la) ≤ lmax. The width measured either at the comb or spring is constrained
to be below wmax by constraints gs,2: wp + 2(lf + ls2 + wsa) ≤ wmax, and gs,3: wp + 2lb3 ≤ wmax.
Constraint gs,4 assures that beam 2 is long enough to incorporate the limit stop plus its
required gap: lb2 ≥ gx + lls. Constraint gs,5 requires beam 1 of the U-spring to leave enough
room for the spring anchor: wp + 2lb3 ≥ wa + 2lb1. Contact between the stator fingers and
the proof mass is prevented by constraining the limit stop gap gy with gs,6: gy ≤ 0.9(lf− lov).
Constraint gs,7 makes sure that the anchor for the short stator fits between the two stator
fingers: lsa ≤ ws + gs + wf. The x limit is constrained to be smaller than both gs and
gf through gs,8: gx ≤ 0.9gs, and gs,9: gx ≤ 0.9gf. Constraint gs,10 makes sure that the
limit stops are on the proof mass and not on the spring beams: wp/2 ≥ wsb/2 + gy + wls,
and constraints gs,11, gs,12, and gs,13 restrict the aspect ratios of the U-spring beams to be
below 70 to prevent extremely slender beams that are likely to buckle. Spring clearance
constraint gs,14 assures that the gap between the U-spring beams and the first stator finger
is at least gmin. Constraint gs,15 assures that the width of the stopping block does not
exceed the width of the U-spring anchor. Constraints gs,16 and gs,17 constrain the area to
be at most Amax, where the width is measured at the fingers (gs,16) and the anchors (gs,17).
Constraint gs,18 limits the length of beam 2 to be at least 3 times the gap gx in x-direction.
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The constraints in negative null-form are

gs,1 =
lp + 2(lb2 + la)

lmax
− 1 ≤ 0

gs,2 =
wp + 2(lf + ls2 + wsa)

wmax
− 1 ≤ 0

gs,3 =
wp + 2lb3
wmax

− 1 ≤ 0

gs,4 = 105(gx + lls − lb2) ≤ 0

gs,5 = 105(wa + 2lb1 − wp − 2lb3) ≤ 0

gs,6 = 106(gy − 0.9(lf − lov)) ≤ 0

gs,7 = 106(lsa − ws − gs − wf) ≤ 0

gs,8 = 106(gx − 0.9gs) ≤ 0

gs,9 = 106(gx − 0.9gf) ≤ 0

gs,10 = 104(wsb/2 + gy + wls − wp/2) ≤ 0

gs,11 = 104(lb1 − 70wb) ≤ 0

gs,12 = 104(lb2 − 70wb2) ≤ 0

gs,13 = 104(lb3 − 70wb) ≤ 0

gs,14 = −
lp − 2wb − Nf/2(wf + 2ws + 2gf) − 2(Nf/2 − 1)gfu − Ns/2(wf + 2ws + 2gs) − (Ns/2 − 1)gsu − 2gsf

2gmin
+ 1 ≤ 0

gs,15 = 105(wsb − wa) ≤ 0

gs,16 =
(lp + 2(lb2 + la))(wp + 2(lf + ls2 + wsa))

Amax
− 1 ≤ 0

gs,17 =
(lp + 2(lb2 + la))(wp + 2lb3)

Amax
− 1 ≤ 0

gs,18 = 106(3gx − lb2) ≤ 0

where the large factors in constraints 4 to 13, 15, and 18 are used for scaling purposes.

9.4 Electrostatics

In subsystem Electrostatics, we use analytical models from (Senturia, 2001) for the
spring softening effect and the differential capacitance sensing sensitivity as functions
of the dimensions of the fingers and gaps, and the modulation voltage. An overview of
subsystem Electrostatics is depicted in Figure 9.8.

The variables relevant for the electrostatics models are given in Table 9.3 and include both
dimensional variables and voltages. From these dimensions, we can determine the spring
softening effect, sensing sensitivity, and the maximally detectable acceleration.
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Table 9.3 / List of variables for subsystem Electrostatics
Parameters Responses

symbol units description symbol units description
h [m] structural height Sd [1/m] diff. capacitance sensitivity
lov [m] length of stator and rotor finger overlap kx,e [N/m] spring softening contribution
Ns [-] number of sense units amax,pi [m/s2] max. detectable acc. pull-in
gs [m] gap between sense fingers amax,ls [m/s2] max. detectable acc. limit stop
Nf [-] number of feedback units amax,st [m/s2] max. self test acc.
gf [m] gap between feedback fingers xpull [m] pull-in displacement
Vs0 [V] source voltage amplitude Cp [F] parasitic capacitance from
kx,m [N/m] mechanical spring stiffness proof mass to substrate
m [kg] effective mass
gx [m] x-gap of limit stop
lp [m] length of proof mass
wp [m] width of proof mass
lf [m] length of rotor finger
wf [m] width of rotor finger
d [m] height of air gap between

suspended parts and substrate
Vd [V] Differential drive voltage
Vc,d [V] Central drive voltage

At-rest capacitances and parasitic capacitance

To determine the at-rest sensing and feedback capacitances Cs and Cf, we use parallel-
plate estimates (Senturia, 2001). A single stator-rotor-stator finger cell as depicted in
Figure 9.9 can be seen as two parallel plate capacitors, where Vs is the modulation
voltage. With all capacitors connected in parallel, the capacitance for the Ns sense cells as
a function of the displacement x is

Cs,1(x) = Ns
εlovh
gs − x

(9.22)

Cs,2(x) = Ns
εlovh
gs + x

(9.23)

where ε = 8.859·10−12 F/m is the permittivity of air, lov the overlap length, h the structural
height, and gs the nominal gap between the stator and rotor fingers. Cs,1 is associated with
the gaps that become smaller for increasing x, and Cs,2 for the increasing gaps. Note that
the contributions of the fringing fields have been neglected here.

The nominal at-rest capacitance Cs for the sense units is given by

Cs = Cs,1(x = 0) = Cs,2(x = 0) = Ns
εlovh
gs

(9.24)

Similarly, the at-rest capacitance for the feedback units is given by

Cf = Nf
εlovh
gf

(9.25)

The parasitic capacitance Cp from the proof mass and rotor fingers to the substrate is
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determined using a parallel plate estimate

Cp =
εlpwp

d
+ (Ns + Nf)

εlfwf

d
(9.26)

where d is the air gap height between the suspended structure and the proof mass.

Differential capacitance sensitivity

The differential capacitance sensitivity Sd = ∆C(x)
x in [F/m] is defined as the ratio between

the differential capacitance change ∆C(x) and the displacement x of the proof mass. For
small movements x, the differential capacitance ∆C(x) = Cs,1(x) − Cs,2(x) is approximated
by

∆C(x) = Cs,1(x) − Cs,2(x) = Cs
gs

gs − x
− Cs

gs
gs + x

=
2Csgsx
g2s − x2

≈
2xCs

gs
(9.27)

and the differential capacitance sensitivity Sd becomes

Sd =
∆C(x)
x

=
2Cs

gs
(9.28)

Spring softening and pull-in limitations

When an AC voltage with amplitude Vs0 and a frequency much larger than the
measurement frequency is applied to measure the displacement x, electrostatic forces
on the movable fingers are introduced. Each gap generates a force proportional to the
inverse of the square of the gap size. For x = 0, these forces are equal and opposite and
cancel each other out. For non-zero displacements however, a net electrostatic force in the
direction of x is generated. Since this force is in opposite direction to the spring restoring
force, a spring softening effect occurs. For each gap g, the magnitude of the electrostatic
force F is (Senturia, 2001)

F =
εlovhV2

s0

4g2
(9.29)

The net electrostatic force Fe acting on the movable fingers due to a displacement of size
x can be determined from the difference between the forces generated by the two gaps

Fe = F1 − F2 =
εlovhV2

s0

4(gs − x)2
−

εlovhV2
s0

4(gs + x)2
=
CsV2

s0g
2
s x

(g2s − x2)2
(9.30)

For large displacements, the electrostatic force Fe becomes larger when the displacement
x increases and tends to infinity as x → gs.
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The contribution of the electrostatic force Fe can be seen as an additional stiffness kx,e.
Since the force is in the direction opposite to the spring restoring force, the electrostatic
force has a spring-softening effect, and the stiffness kx,e is negative. The stiffness kx,e is a
function of the position x and is given by

kx,e(x) = −
dFe(x)
dx

= −
Cs Vs0

2gs2 (gs2 + 3 x2)
(gs2 − x2)3

(9.31)

For small displacements x � gs, the spring-softening effect can be approximated by a
constant stiffness k0x,e defined as

k0x,e = kx,e(x = 0) = −
CsV2

s0

g2s
(9.32)

When an external acceleration in the x direction is applied, the inertial force Fx = max is
balanced by the spring restoring force Fm = kx,mx and the electrostatic force Fe:

max = Fm + Fe = kx,mx −
CsV2

s0g
2
s x

(g2s − x2)2
(9.33)

Hence, the maximally detectable acceleration amax,pi occurs where Fm +Fe is maximal. For
any acceleration larger than amax,pi, the spring restoring force will not be large enough
to compensate for the inertial and electrostatic forces. The residual force will pull the
proof mass into the limit stops, or worse, create contact between the comb fingers. This
phenomenon is known as pull-in, and is undesirable.

The force Fx = Fm + Fe is maximal where its derivative is zero:

dFx

dx
=
dFm

dx
+
dFe

dx
= kx,m −

Cs Vs0
2gs2 (gs2 + 3 x2)
(gs2 − x2)3

= 0 (9.34)

The solution xpull, obtained with Matlab’s symbolic solver (Mathworks, 2008), is given by

xpull =


gs

√
1 + c

k −
1
c for k ≤ 1

0 otherwise
(9.35)

where k = kx,m
|k0x,e|

, c =

[
2k2

(√
1 + 1

4k − 1

)] 1
3

.

The solution is nonsmooth at kx,m = |k0x,e|. For values of kx,m equal to or smaller than
this value, the equilibrium at x = 0 becomes unstable and even the smallest applied
acceleration causes pull-in since the net electrostatic force exceeds the spring restoring
force for every x =/ 0.

The maximally detectable acceleration amax,pi is given by

amax,pi =
kx,mxpull

m
−

CsV2
s0g

2
s xpull

m(g2s − x2pull)2
(9.36)
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Figure 9.10 / Pull-in position and maximally detectable acceleration as a function of the
mechanical stiffness kx,m.

Both the pull-in position and the maximally detectable acceleration are illustrated in
Figure 9.10.

To prevent contact of the comb fingers, limit stops are positioned at both ends of the proof
mass. If the gap size gx is smaller than the pull-in displacement xpull, then the maximally
detectable acceleration is limited by the maximal deflection gx. The maximally detectable
acceleration due to the limit stops is given by

amax,ls =
kx,mgx
m

−
CsV2

s0g
2
s gx

m(g2s − g2x )2
(9.37)

Self-test

The feedback fingers are used to apply an electrostatic force Fd on the proof mass tomimic
an external acceleration which can be used for self-test. To obtain a linear relation between
the applied drive voltage Vd and the generated electrostatic force Fd, voltages Vc,d +Vd and
Vc,d − Vd are applied separately across the two comb finger gaps (Boser and Howe, 1995).
Here Vc,d is a fixed center voltage, and Vd is the controlling drive voltage. In this case, the
force Fd is given by

Fd =
2Vc,dVdCf

gf
(9.38)

and the maximally self-testable acceleration for self-test amax,st becomes

amax,st =
Fd

m
=
2Vc,dVdCf

mgf
(9.39)

Design constraints

The design constraints for subsystem Electrostatics are concerned with avoiding pull-
in of the capacitors and requiring a minimal self-test force. Constraint ge,1 assures that
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the spring-softening effect does not reduce the stiffness to a point where pull-in occurs
already at very low accelerations by constraining the at-rest negative stiffness to be at most
90% of the mechanical stiffness: −kx,e ≤ 0.9kx,m. Constraints ge,2 and ge,3 make sure that
the limit stop is hit before pull-in occurs for large input accelerations (gx ≤ 0.9xpull), and
that the sense gap is larger than the pull-in displacement (xpull ≤ 0.9gs). The maximally
detectable acceleration amax is constrained to be below the pull-in acceleration by ge,4:
amax ≤ amax,pi, and below the limit stop acceleration by ge,5: amax ≤ amax,ls. Constraint
ge,6 requires that the maximally self-testable acceleration is at least equal to the desired
testable acceleration ast: amax,st ≥ ast. The constraints in negative-null form are

ge,1 = −kx,e − 0.9kx,m ≤ 0

ge,2 = 106(gx − 0.9xpull) ≤ 0

ge,3 = 106(xpull − 0.9gs) ≤ 0

ge,4 = (1 −
amax,pi

amax
)
[( gs

10−6

)2
−

(xpull
10−6

)2]2
≤ 0

ge,5 = (1 −
amax,ls

amax
)
[( gs

10−6

)2
−

( gx
10−6

)2]2
≤ 0

ge,6 = −
amax,st

ast
+ 1 ≤ 0

Constraints 2 and 3 together with the last terms in constraints 4 and 5 are used to avoid
the singularity in amax,pi and amax,ls that arises for gs = xpull and gs = gx, respectively.

9.5 Dynamics

In subsystem Dynamics taken from Mukherjee et al. (1999), a lumped parameter model
is used to evaluate the dynamical characteristics of the accelerometer. The accelerometer
is modeled as a mass-spring-dashpot system as illustrated in Figure 9.12. The model
includes the effective mass m and rotational inertia J of the proof mass and rotor fingers,
spring constants kx and ky of the U-springs in x and y directions respectively, and the
rotational stiffness of the U-springs kθ around the center of the proof mass. Note that the
stiffness in the x direction includes the electrostatic spring softening effect. The input
and output variables for subsystem Dynamics are listed in Table 9.4. An overview of
subsystem Dynamics is depicted in Figure 9.11.

Assuming small displacements and an external inertial force [Fx, Fy,Mθ] due to an
acceleration [ax, ay, aθ], the equations of motion for the three in-plane degrees of freedom
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Figure 9.11 / Input and outputs for subsystem Dynamics.

Table 9.4 / List of inputs and outputs for subsystem Dynamics.
Parameters Responses

symbol units description symbol units description
m [kg] effective mass ωx [rad/s] resonance frequency in x
J [kgm2] moment of inertia ωy [rad/s] resonance frequency in y
b [Ns/m] damping coefficient ωθ [rad/s] resonance frequency in x

kx,m [N/m] spring stiffness in x ω-3dB [rad/s] mechanical bandwidth
kx,e [N/m] elec. spring softening in x Sm [m/(m/s2)] mechanical sensitivity
ky [N/m] spring stiffness in y Q [-] quality factor
kθ [Nm] spring stiffness in ϑ an,m [m/s2] noise equiv. acceleration
ω [rad/s] measurement frequency

ωmin [rad/s] minimally required bandwidth

x, y, and ϑ are

mẍ + bẋ + kxx = Fx = max (9.40)

mÿ + kyy = Fy = may (9.41)

Jϑ̈ + kθϑ = Mθ = Jaθ (9.42)

Note that the spring constant kx includes the mechanical stiffness kx,m, but also the spring
softening effect k0x,e < 0 caused by electrostatic forces. Hence

kx = kx,m + k0x,e (9.43)
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Figure 9.12 /Mass-spring-dashpot model for the accelerometer.
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The following models assume that kx > 0 such that no snap-in occurs.

Resonance, bandwidth, and quasi-static sensitivity

The resonance frequencies in rad/s in x, y, and ϑ directions are

ωx =

√
kx
m

ωy =

√
ky
m

ωθ =

√
kθ

J
(9.44)

and the so-called quality factor Q related to the damping of the movement in the x
direction (dimensionless) is

Q =
ωxm
b

(9.45)

The time derivatives of x are zero for frequencies well below resonance (ω� ωx), and the
mechanical sensitivity Sm in m/(m/s2) for quasi-static operation is

Sm =
x
ax

=
m
kx

=
1

ω2
x

(9.46)

Note that the sensitivity Sm is inversely proportional to the square of the resonance
frequency. For accelerometers that respond quickly, and hence have a high resonance
frequency, the amplitude of the position signal to be sensed will be small.

The -3dB (or half-power) cut-off frequency ω-3dB defining the bandwidth of the system is
given by

ω-3dB = ωx

√
1 −

1
2Q2

+
1

2Q2

√
1 − 4Q2 + 8Q4 (9.47)

To convert all angular frequencies ω in rad/s to frequencies f in Hz, divide by 2π.

Brownian noise

In the mechanical domain, random collision of air molecules with the accelerometer
introduces so called Brownian (thermal) noise. This noise can be transformed into an
equivalent acceleration an,m of Senturia (2001)

an,m =

√
4kBTb
m

√
ω

2π
(9.48)

where kB = 1.28 · 10−23 m2kgs−2K−1 is the Boltzmann constant, T = 298 K is the absolute
temperature, and ω in rad/s is the frequency range over which the noise contributes.
Together with the electronic noise (see next section), the mechanical noise limits the
minimally detectable acceleration.
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Design constraints

The constraints of subsystem Dynamics are mainly used to guarantee appropriate
operating conditions for the sense mode. In-plane mode decoupling constraints gd,1
and gd,2 assure that the resonant mode in x dominates the modes in y: ωx ≤ 0.1ωy,
and θ: ωx ≤ 0.1ωθ. Constraint gd,3 requires the mechanical bandwidth ω-3dB to be at
least a minimal value ωmin: ω-3dB ≥ ωmin. Quasi-static operating conditions are enforced
by constraint gd,4, which sets the measuring frequency ω to be well below the resonant
frequency ωx: ω ≤ 0.1ωx. The constraints for subsystem Dynamics are given by

gd,1 = 10−5(ωx − 0.1ωy) ≤ 0

gd,2 = 10−5(ωx − 0.1ωθ) ≤ 0

gd,3 = −
ω-3dB

ωmin
+ 1 ≤ 0

gd,4 = −
0.1ωx

ω
+ 1 ≤ 0

where the factors in front of the constraints are used for scaling.

9.6 Circuit

In subsystem Circuit (Figure 9.13), we consider the conditioning circuit that is used for
transforming the differential capacitance into an output voltage. The conditioning circuit,
which is partly taken from Senturia (2001), consists of a voltage source, the differential
capacitor sensing element, a charge-amplifier, an additional non-inverting amplifier, a
synchronous demodulator, and a low-pass filter. The variables relevant for the electronics
models are given in Table 9.5 and include resistance, capacitance, and voltage values.
From these values, we can determine the sensitivity of the output with respect to a change
in the differential capacitance, and quantify measurement noise.

Source

The layout of the conditioning circuit is depicted in Figure 9.14. The circuit consists of an
AC voltage source Vs with amplitude Vs0 in V and frequency ωs in rad/s. The generated
signal as a function of the time t in seconds is given by

Vs(t) = Vs0 cosωst (9.49)
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Figure 9.13 / Input and outputs for subsystem Circuit.

Table 9.5 / List of variables for subsystem Circuit.
Parameters Responses

symbol units description symbol units description
Vs0 [V] AC voltage amplitude S [V/[m/s2]] total sensitivity
ωs [rad/s] AC voltage frequency an [m/s2] total noise equiv. acc.
Ca [F] charge amplifier capacitance afs [m/s2] full-scale range
Ra [Ω] charge amplifier capacitance
Cp [F] parasitic capacitance
Gni [-] non-inverting amplifier gain
Rni [Ω] non-inverting amplifier ground resistance
α [-] demodulator signal scale factor

ωlp [rad/s] low-pass filter cut-off frequency
Glp [-] low-pass filter gain
Vn,th [V] thermal noise voltage
Sc [V] conditioning circuit sensitivity
Sd [1/m] differential capacitance sensitivity
Sm [m/[m/s2]] mechanical sensitivity
an,m [m/s2] mech. noise equiv. accelerationi

i
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Figure 9.14 / Schematic of the conditioning circuit.
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Sensor

The sensor is represented by a differential capacitor formed by the two capacitors C1 and
C2. Capacitor C1 represents the contribution of all gaps between stator fingers connected
to the +Vs terminal and rotor fingers attached to the proof mass. C2 represents all gaps
between the stator fingers connected to the −Vs terminal and rotor fingers. The nominal
values for C1 and C2, and their dependency on the displacement of the proof mass x
are determined by the electrostatics subsystem. Here in the Electronics subsystem, we
assume that the values for C1(x) and C2(x) are known and we are merely aiming at further
amplifying the difference ∆C(x) = C1(x) − C2(x) between the two.

Amplifier

To amplify the differential capacitance ∆C(x), we use a charge amplifier with feedback
capacitance Ca. The charge amplifier output voltage Vca is then

Vca(t, x) =
∆C(x)
Ca

Vs(t) (9.50)

We assume that the feedback resistance Ra is chosen large enough to make ωRaCa large
compared to unity.

In the second stage of amplification, we use a non-inverting amplifier with a gain Gni and
ground resistor Rni. The output voltage Va after amplification is

Va(t, x) = GniVca(t, x) = Gni
∆C(x)
Ca

Vs(t) (9.51)

Demodulator

As can be observed from (9.51) and Figure 9.15, the amplitude of the high-frequency
Va(t, x) signal is proportional to the differential capacitance ∆C(x). To extract this
amplitude in a way that can follow the relatively slow variations associated with the
changing of ∆C(x), we use a synchronous demodulator. The demodulator consists of
an analog multiplier of two signals: the amplified measurement signal Va(t, x), and a
reference signal αVs0 cosωst, where α can be used for scaling. When the reference signal
is in phase with the measurement signal, the result is an output voltage Vlp(t, x) given by

Vlp(t, x) = Va(t, x) × αVs(t) = [Gni
∆C(x)
Ca

Vs0 cosωst][αVs0 cosωst]
= αGni

∆C(x)
Ca

V2
s0[1 + cos 2ωst]

(9.52)

If the low-pass filter has a cut-off frequency ω << ωlp << 2ωs, the component at 2ωs is
rejected and the position-dependent component below the bandwidth frequency ω is not.
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Figure 9.15 / Example of using a demodulator to extract the signal Vout proportional to
∆C(x) that varies slowly in sinusoidal fashion from the modulated signal Va. Signals are
scaled.

With a filter gain of Glp, the measured output becomes

Vout(x) = αGniGlp
∆C(x)
Ca

V2
s0 (9.53)

which follows ∆C(x) naturally.

Sensitivity, range, and noise

The sensitivity of the conditioning circuit Sc in [V] follows from

Sc =
Vout(x)
∆C(x)

= α
GniGlp

Ca
V2
s0 (9.54)

With the mechanical sensitivity Sm and the differential capacitance sensitivity Sd, the
total measurement sensitivity S in V/[m/s2] of Vout with respect to an applied acceleration
a becomes

S =
Vout

a
=
Vout

∆C
∆C
x

x
a
= ScSdSm (9.55)

where x in m is the deflection of the proof mass due to an applied acceleration a.

The maximally measurable acceleration (the full-scale range afs in [m/s2]) for a sweep
from -0.8Vs0 to +0.8Vs0 depends on the supply voltage Vs0 and the total sensitivity S, and
is given by:

afs =
0.8Vs0

S
(9.56)
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The factor 0.8 keeps the signal away from the saturation levels of the amplifier.

In the conditioning circuit, an output noise voltage with root-mean-square (RMS) average
Vn,th is caused by thermal noise in the resistors. Together with the RMS Brownian noise
an,m computed at the structures subsystem, an equivalent acceleration due to noise an in
[m/s2] is given by

an =

√
a2n,m +

(
Vn,th

S

)2
ω

2π
(9.57)

where ω is the measurement bandwidth.

Acceleration values smaller than an cannot be distinguished from noise, and therefore an
determines the minimally detectable acceleration.

Design constraints

A total of six design constraints are posed at subsystem Circuit to enforce desired
performance of the device after optimization. Constraints gc,1 and gc,2 are design
constraints that make sure that the accelerometer performs to certain specifications.
Constraints gc,1 sets a lower bound Smin for the total sensitivity of the device S: S ≥ Smin.
Constraint gc,2 constrains the noise an to be at most the desired minimally detectable
acceleration amin: an ≤ amin. Constraints gc,3 and gc,4 are make sure that the low-pass filter
cut-off frequency is at least 10 times larger than the measurement frequency: ω ≤ 0.1ωlp,
but at most a tenth of the high-frequency component of Vd at 2ωs: ωlp ≤ 0.1 × 2ωs. The
full-scale range of the accelerometer should be at least afs ≥ ameas, which is assured by
constraint gc,5. Constraint gc,6 makes sure that the feedback capacitance Ca is at least as
large as the parasitic capacitance Cp. This gives for the constraints in negative-null form:

gc,1 = −
S

Smin
+ 1 ≤ 0

gc,2 =
an
amin

− 1 ≤ 0

gc,3 = 10−3(ω − 0.1ωlp) ≤ 0

gc,4 = 10−4(ωlp − 0.2ωs) ≤ 0

gc,5 = −
afs
ameas

+ 1 ≤ 0

gc,6 = 1013(Cp − Ca) ≤ 0

The factors in front of constraints 3, 4, and 6 are used for proper scaling.
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9.7 Design optimization

In this section, we use the analysis models of the previous sections to formulate a number
of design optimization problems that aim at finding optimal settings for input parameters
such that desired device behavior is obtained. The formulated problems differ in which
parameters are selected as optimization variables. The first problem only includes the
proof mass dimensions lp and wp as optimization variables, and the largest problem
includes 21 design variables.

Besides an all-in-one formulation, we also present four partitioned problems that
can serve as MDO benchmark problems. The different partitions illustrate how
decomposition approaches can be applied to microsystems design problems. Even
though the presented partitions are fully analytical, they possess a common difficulty
in MDO being non-convexity. As a reference, we solve the partitioned problems with
several augmented Lagrangian coordinationmethods, and compare the results with those
obtained with the all-in-one formulation.

Baseline design

The analysis models require that values are assigned to all input parameters. To this end,
we define a baseline design inspired by the original ADXL150 accelerometer which is
designed for a maximum measurement frequency of ω = 1000 Hz. Figure 9.16 depicts
the dimensions of the sensing part of the accelerometer. The baseline values for all
parameters are given in Table 9.6. Most dimensions are derived from images of actual
devices and additional information from Senturia (2001). Several circuit parameter values
are taken from Samuels (1996) and Analog Devices Inc. (1998). The circuit parameter
values that could not be retrieved directly (Ca, α, Glp,ωlp, Vn,th, Vd, Vc,d) are chosen such
that the performance characteristics of the baseline design are similar to those specified
in Samuels (1996); Analog Devices Inc. (1998); Senturia (2001) for the ADXL150. The
main performance characteristics of the baseline design are determined from the analysis
models and compared to specifications of the ADXL150 in Table 9.7.

All-in-one problem formulation

The formulation of the optimal design problem typically depends on the intended use
of the accelerometer. We select the footprint area A (to which fabrication costs are
proportional) as the objective of the design problem. The design constraints make
sure that sensitivity, noise, and range meet certain specifications. Formulations for
maximizing sensitivity, range, or bandwidth can be set up in a similar fashion.
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Table 9.6 / Baseline values for required input parameters. Values marked with an asterix
(*) are computed using the disciplinary analysis models of Sections 9.3–9.6. g = 9.8
m/s2.

Structures parameters Circuit parameters
h 2.0 µm gs 1.3 µm ωs 100 kHz
lp 500 µm gsu 1.3 µm Ca 350 fF
wp 50 µm Nf 12 Cp 347 fF *
lb1 125 µm gf 1.3 µm Gni 17
lb2 6.0 µm gfu 1.3 µm α 1.0
lb3 105 µm gsf 13 µm ωlp 15 kHz
wb 2.4 µm d 1.3 µm Glp 3
wb2 4.0 µm ∆ls1 15 µm Vn,th 21 µV/

√
Hz

gx 0.7 µm ∆ls2 25 µm Sd 100 fF/µm *
gy 1.0 µm ws 4.0 µm Sm 0.043 nm/[m/s2] *
lov 114 µm lsa 8.0 µm an,m 0.24 m/s2 *
lf 120 µm wsa 15 µm
wf 4.0 µm la 7.0 µm Remaining responses
Ns 42 wa 10 µm S 39 mV/g *
lls 2.0 µm wsb 10 µm an 0.29 m/s2 *
wls 2.0 µm afs 51 g *

A 0.21 mm2 *
Electrostatics parameters Dynamics parameters amax,pi 1869 g *
Vs0 2.5 V J 5.3 10−6kg(µm2)* amax,ls 1570 g *
kx,m 5.6 N/m * b 5.5 µNs/m * amax,st 79 g *
m 0.23 µg * kx,e -0.24 N/m * xpull 0.94 µm *
Vd 2.5 V ky 694 N/m * ωx 24 kHz *
Vc,d 2.5 V kθ 45 µNm * ωy 275 kHz *

ω 1000 Hz ωθ 463 kHz *
ω-3dB 37 kHz *
Q 6.4 *

i
i
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Figure 9.16 / Baseline design dimensions.
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Table 9.7 / Main performance characteristics of the baseline design as determined from
the analysis models, and the specifications for the ADXL150 (Samuels, 1996; Senturia,
2001). g=9.8 m/s2.

Analysis models Specifications
Sensitivity S 39 mV/g 38 mV/g
Noise an 30 mg 32 mg
Range afs 51 g 50 g
Device area A 0.20 mm2 0.20 mm2

Resonance freq. ωx 24.1 kHz 24.7 kHz

The area-minimization problem is given by

min
z,Amax

Amax

subject to gc,1 = − S(z)
Smin

+ 1 ≤ 0
gc,2 =

an(z)
amin

− 1 ≤ 0
gc,5 = − afs(z)

ameas
+ 1 ≤ 0

gf(z) ≤ 0
zlb ≤ z ≤ zub

(9.58)

where z are the input parameters that are selected as optimization variables. Parameter
Amax of constraints gs,16 and gs,17 is included as an artificial optimization variable to avoid
the nonsmoothness in the definition of the area A in (9.1). The functional constraints
gf assure proper functioning of the device, and include all remaining constraints gf =
[gs,1, . . . , gs,17, ge,1, . . . , ge,6, gd,1, . . . , gd,4, gc,3, gc,4, gc,6].

We aim at reducing the surface area while keeping the remaining performance
characteristics at least at the same level. To this end, we take ω = 2000π rad/s = 1000
Hz, Smin = 38 mV/g, amin = 30 mg, and ameas = 50 g. We use Lmax = wmax = 700 µm
to limit the width and length of the sensor region to be within a square with sides of
700 µm. We set gmin = 10 µm to provide enough space for the U-springs. Quasi-static
conditions are ensured by setting ω-3dB,min = 10ω. The absolute maximal acceleration is
set to amax = 10ameas = 500 g to provide a safety margin for shocks, and the required self-
test acceleration is set to 20% of the full scale range: ast = 0.2ameas = 10 g.

We investigate a number of choices for the design variables z. For the first case,
we take only the proof mass length lp and width wp as design variables. For the
second experiment, we add the U-spring variables to z as well, giving the optimization
algorithm more freedom to find a design with minimal area. We keep adding sets of
parameters as design variables until we have design variables for each component of the
accelerometer. It is expected that the optimization algorithm will use the added freedom
to find better designs. An overview of the variables that are subsequently added, and their
variable bounds are given in Table 9.8. Note that Case 6 is a mixed integer nonlinear
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Table 9.8 / Variable selections for the different design cases. The variables included in
case k are the variables of all cases 1 . . . , k − 1 plus the variables listed for the case itself,
both independent and dependent variables. Dependent variables are not included in z
but are determined from the definitions of the rightmost column.

case description independent additional lower upper dependent variables
variables variables bound bound

1 proof mass 2 lp 2 µm 400 µm
wp 2 µm 700 µm
lb3 2 µm 400 µm lb3 ≡ lb1 + wa/2 − wp/2

2 U-springs 6 lb1 2 µm 400 µm
lb2 1 µm 200 µm
wb 2 µm 10 µm
wb2 2 µm 10 µm
lls 2 µm 100 µm lls ≡ lb2 − gx

3 comb 11 lf 2 µm 400 µm
lov 2 µm 400 µm
gs 0.5 µm 20 µm
gsu 0.5 µm 20 µm gsu ≡ gs
gf 0.5 µm 20 µm gf ≡ gs
gfu 0.5 µm 20 µm gfu ≡ gs
gx 0.5 µm 20 µm
wf 2 µm 20 µm
ws 2 µm 20 µm ws ≡ wf

4 comb 15 - - - gsu, gf, gfu, ws independent
5 circuit 19 Vs0 1 V 4 V

Vd 1 V 4 V
Ca 1 fF 1 pF
Gni 1 20

6 fingers 21 Ns 2 100
Nf 4 20

programming problems (MINLP) since the number of sense fingers is allowed only to
take even values, and the number of feedback fingers are multiples of 4 for symmetry
reasons. In all cases, parameters that are not taken as optimization variables are set to
their baseline values as given in Table 9.6.

Dependent variables are identified for each case tomake sure that the various components
remain connected. For instance in Case 1, the length lb3 of U-spring beam 3 shortens
when the proof mass becomes wider. Similarly, all gaps and finger width are taken equal
in Case 3. It is expected that similar gaps and finger width keep the manufacturing
process relatively simple. In Cases 4, 5, and 6 these conditions are no longer enforced,
and variables gsu, gf, gfu, ws are included as independent variables.

All-in-one results

Design Cases 1 through 5 are solved with the SQP solver fmincon ofMatlab 7.1 with default
settings except MaxSQPiter, which is set to 200 to prevent loops that do not terminate in
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(a) Case 1: Amax = 0.193 mm2,
lp = 478 µm, wp = 52.4 µm
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(b) Case 2: Amax = 0.188 mm2,
lp = 477 µm, wp = 49.3 µm,
lb1 = 107 µm, lb2 = 2.10 µm,
wb = 2.00 µm, wb2 = 2.03 µm

i
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(c) Case 3: Amax = 0.109 mm2,
lp = 406 µm, wp = 78.3 µm,
lb1 = 124 µm, lb2 = 1.50 µm,
wb = 2.00 µm, wb2 = 2.00 µm,
lov = 38.3 µm, lf = 39.4 µm,
gs = 0.844 µm, wf = 3.58 µm,
gx = 0.500 µm

i
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(d) Case 4: Amax = 0.0962mm2,
lp = 355 µm, wp = 80.8 µm,
lb1 = 124 µm, lb2 = 1.50 µm,
wb = 2.00 µm, wb2 = 2.00 µm,
lov = 37.8 µm, lf = 38.9 µm,
gs = 0.844 µm, wf = 5.16 µm,
gx = 0.500 µm, gf = 0.79 µm,
gsu = 0.500 µm, gfu = 0.500 µm,
ws = 2.00 µm
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(e) Case 5: Amax = 0.0807 mm2,
lp = 355 µm, wp = 81.6 µm,
lb1 = 103 µm, lb2 = 1.50 µm,
wb = 2.00 µm, wb2 = 2.00 µm,
lov = 16.3 µm, lf = 17.4 µm,
gs = 0.798 µm, wf = 5.20 µm,
gx = 0.500 µm, gf = 0.95 µm,
gsu = 0.500 µm, gfu = 0.500 µm,
ws = 2.00 µm, Vs0 = 4.00 V,
Vd = 2.64 V, Ca = 231 fF, Gni =
20.0
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(f) Case 6: Amax = 0.0449 mm2,
lp = 133 µm, wp = 139 µm,
lb1 = 145 µm, lb2 = 1.51 µm,
wb = 2.07 µm, wb2 = 2.00 µm,
lov = 29.2 µm, lf = 30.4 µm,
gs = 0.798 µm, wf = 5.20 µm,
gx = 0.500 µm, gf = 1.89 µm,
gsu = 0.500 µm, gfu = 0.500 µm,
ws = 2.00 µm, Vs0 = 4.00 V,
Vd = 3.32 V, Ca = 141 fF, Gni =
20.0, Ns = 10, Nf = 4

Figure 9.17 / Optimal solutions for the minimal area accelerometer design cases (only
independent variables are listed).
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Table 9.9 / Number of converged runs and optimal areas in mm2 for all-in-one
experiments.

Case 1 Case 2 Case 3 Case 4 Case 5 Case 6
converged 56% 15% 10% 10% 15% 6%

min 0.1926 0.1878 0.1089 0.0962 0.0807 0.0451
area mean 0.1926 0.1879 0.1092 0.0963 0.0810 0.0455

max 0.1926 0.1883 0.1103 0.0964 0.0817 0.0472

fmincon. For each case, 100 different starting points are selected randomly between -
100% and +100% of the baseline values to determine whether the design problems are
multimodal or not, and what their local solutions are. For numerical robustness, design
variables z are scaled with respect to their baseline values zbase such that zscaled = z/zbase
where the division is taken component-wise.

Design Case 6 requires a different approach due to the discrete nature of the design
variablesNs andNf. We perform an enumerative search in bothNs = {2, 4,6, . . . ,98, 100}
and Nf = {4, 8, 12, 16, 20}. For each combination of Ns and Nf, we solve 100 optimization
problems in the remaining variables of z, each with a difference starting point selected
randomly between -100% and +100% of the baseline values. The design with the smallest
Amax then gives the optimal solution.

The optimal designs for the six cases are depicted in Figure 9.17. At all solutions, the
Karush-Kuhn-Tucker conditions are satisfied indicating that the problem is well-defined.
As expected, the obtained designs become smaller as the number of design variables
increases.

Table 9.9 summarizes the obtained optimal solutions for each case by listing the
percentage of runs that converged, and the smallest, mean, and largest optimal areas
for the converged solutions. The numbers for Case 6 are based on the 100 starting points
with the optimal values for Ns = 10 and Nf = 4. The range of the optimal areas is small for
all cases, which suggests that the problem may be unimodal, even though the problem
functions are non-convex.

The optimization problems are challenging, even though the model functions are all
analytical. The SQP solver did not find a feasible solution for many starting points. For all
non-successful starting points, fmincon reported “no feasible point found: Magnitude of
directional derivative in search direction less than 2*options.TolFun but constraints are
not satisfied.”. We expect that the nonlinearity of the optimization problem complicates
the solution process.

For Case 1, only a small area reduction is observed. The 3.5% decrease in area is gained
from reducing the proof mass length, and compensating the associated loss in sensitivity
by making the proof mass slightly wider. The reduction for Case 2 is small as well, and
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is mainly obtained by shortening the length of beam 2 to its minimally allowed value.
The design of Case 3 has considerably shorter comb fingers, and a shorter proof mass.
The associated sensitivity loss is compensated by an increase in proof mass width, and
a reduction in the sense gap gs. Note that the design makes optimal use of the area by
making the width at the U-springs equal to the width at the comb fingers. The design of
Case 4 has a shorter but slightly wider proof mass. To accommodate all fingers on the
proof mass, the spacing gaps gsu and gf u are reduced. The design of Case 5 has shorter
fingers, and the associated loss of sensitivity is compensated by increasing the source
voltage and signal amplification in the Circuit subsystem. Finally, Case 6 shows a compact
design with fewer sense and feedback fingers, and a shorter proof mass. The loss in
sensitivity is compensated by widening the proof mass and elongating the fingers, but
also by making the U-springs longer and thus more flexible.

Figure 9.17 clearly illustrates that the biggest differences are observed for Case 3, 5, and
6. Adding the dimensions of the comb drive as variables in Case 3 reduces the area with
42% with respect to Case 2. Including the circuit parameters as design variables further
reduces the area by 20%. When also adding the number of fingers to the optimization
variables (Case 6), another 44% is gained. Overall, the final design for Case 6 is 75%
smaller than the baseline design.

Four problem partitions

Four different problem partitions are presented to illustrate several ways in which
distributed optimization can be used for this design problem. The second partition
follows the structure of the analysis subsystems, and the remaining partitions follow
alternative lines of decomposition to illustrate the various ways in which microsystem
design problems may be partitioned. Figure 9.3 depicts the subsystems, and the
distribution of variables and functions for each partition.

The first partition has three subsystems that each represent a level of abstraction.
Fig. 9.18(a) depicts the distribution of variables and functions over the three subsystems.
At the bottom subsystem, the detailed design of the sensing element geometry is taken
into account. The middle subsystem considers a lumped parameter model of the sensor
dynamics, and the top level includes the sensing element and the electronic circuit.
Partitions of this type are commonly referred to as object-based partitions, and are
often hierarchically structured. Note that the variables linking the subsystems are not
optimization variables in the all-in-one formulation but intermediate analysis quantities
computed by one discipline that are used inputs to another discipline. They appear here
as a result of decomposition. All design cases of Section 9.7 can be considered for this
partition.

The second partition is a traditional multidisciplinary partition, and has the four analysis
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Figure 9.18 / Distribution of variables and function for four partitions. Single arrows
indicate analysis model dependencies, double arrows indicate design variable sharing,
and dashed arrows indicate non-separable function dependencies.
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disciplines as subsystems. The distribution of variables and functions is depicted in
Fig. 9.18(b). For this partition, the linking variables are a mixture of analysis coupling
variables, similar to the previous partition, and actual design variables of the all-in-one
problem. Again, all design cases can be used in this partition.

The third partition is object-based and consists of four subsystems. Fig. 9.18(c) depicts
the partition structure and the allocation of local and linking variables. The mid-level
Dynamics and top-level Electronics subsystem are identical to their counterparts in the
second partition. The two lower-level subsystems are associated with the spring design,
and the proof mass and fingers design, respectively.

The coupling constraints gs,4, gs,14, gs,16, gs,17, and gs,18 link the lower-level subsystems.
These coupling constraints are either block-separable or block-dependent. With block-
separable we understand that an objective or a constraint is an additively separable
function of multiple terms, each of which is associated to a single subsystem (e.g.,
f =

∑M
j=1 fj). A block-dependent function is more general and is not restricted to additively

separable functions (e.g., f = f (f1, . . . , fM)). Constraints gs,4 = 105(gx + lls − lb2) and
gs,18 = 106(3gx − lb2) are block-separable functions since they depend on variable gx of the
proof mass subsystem, and lb2 of the spring subsystem (lls is constant). For the remaining
coupling constraints, introduce the terms

l = lp + 2(lb2 + la)

wspr = wp + 2lb3

wfin = wp + 2(lf + ∆ls2 + wsa)

lfin = lp − Nf/2(wf + 2ws + 2gf) − 2(Nf/2 − 1)gfu − Ns/2(wf + 2ws + 2gs) − (Ns/2 − 1)gs − 2gsf

where l and wspr depend on variables of the spring subsystem, and wfin and lfin depend
on variables of the proof mass subsystem. With these additional terms, the remaining
coupling constraints can be written as

gs,14 = −
lfin − 2wb

2gmin
+ 1 ≤ 0

gs,16 = 106(lwfin − Amax) ≤ 0

gs,17 = 106(lwspr − Amax) ≤ 0

which each have contributions of the spring subsystem and the proof mass subsystem.

This partition applies to all cases of Section 9.7 except Case 1. For this case, the design
variables of the spring subsystem are not included.

The fourth partition has four subsystems, and is a mixture of an object-based partition
and a multidisciplinary partition with non-separable coupling constraints (Fig. 9.18(d)).
The Circuit subsystem is only coupled to the other three through the coupling constraints,
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and variable Vs0 for Cases 5 and 6. Again, the partition is not used for Case 1 since the
spring variables are not design variables in this case. The variables of subsystem Circuit
appear only in Cases 5 and 6. Since its variables do not appear in Cases 2, 3, and 4,
subsystem Circuit has to be omitted for these cases. Note that the analysis models of the
Circuit subsystem are still required for the computation of system performance.

Subsystems are linked through non-separable coupling constraints. These non-separable
functions depend on the design variables of two or more subsystems. Of these
constraints, gs,4, gs,14, gs,16, gs,17, gs,18 depend on variables from the spring and mass
subsystems, and constraints gc,1, gc,2, gc,5, and gc,6 link the electronics, dynamics, and
mass subsystems.

Distributed optimization results

This section presents results for augmented Lagrangian coordination (ALC) approaches
that have been used to coordinate the four partitions introduced in the previous section.
These results may be used as a reference for comparison of coordination algorithms.

For each partition, the decomposed problem is solved with an appropriate coordination
algorithm from 10 different initial design selected randomly between -50% and +50% of
the baseline values. For each design, we measure whether the run converged, how many
iterations it took (in required number of subproblem optimizations), and what the final
design is. This final design is determined from the values of the z variables presented in
Table 9.8. For linking variables, the final value is taken as the average over the introduced
copies. For each of these final designs, the area and the maximal constraint violation is
determined.

Unless indicated otherwise, termination tolerances for the coordination algorithms are
set to 10−3. For all partitions we use the initial weight selection strategy of Chapter 6 with
α = 0.1, v = 0, w = 10−3, and f̂ = 1. Penalty parameters are updated with (6.24) and (6.25)
of Chapter 6 using β = 1.1 and γ = 0.9.

The optimization subproblems are solved with fmincon using default settings.
Computational difficulties as observed for the all-in-one formulation are expected at
the subproblems as well. To make sure that each subproblem communicates a correct
solution, only solutions from a successful fmincon run are used. If a subproblem does
not converge, its optimization is restarted from a perturbed starting point. Note that
these restarts are infrequent and appear only in the first few iterations. If the maximum
number of restarts (10 for our experiments) is reached, a subproblems solution is not
updated. Instead, the solution of the previous iteration is reused.

Since fmincon cannot handle the integer variables Ns and Nf that appear in Case 6, the
integer restriction on Ns and Nf is relaxed, and the variables are treated as continuous
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Table 9.10 / Results for the hierarchical object-based partition using ATC, the
multidisciplinary partition using ALC-QS, and the object-based partition with block-
dependent constraints using ALC-BS. For each case the percentage of converged starting
points is indicated. Values between parenthesis are optimal areas in mm2 obtained with
the all-in-one formulation.

Partition 1 ATC Partition 2 ALC-QS Partition 3 ALC-BS
Area Iters Maximal Area Iters Maximal Area Iters Maximal

in mm2 constraint in mm2 constraint in mm2 constraint
Case 1 min 0.1925 27 0.0049 0.1961 47 0.0000 - - -
100%-100%-100% mean 0.1926 32 0.0049 0.1969 59 0.0043 - - -
(0.1926) max 0.1927 41 0.0049 0.1974 66 0.0226 - - -
Case 2 min 0.1916 40 0.0000 0.1922 47 0.0000 0.1973 84 0.0000
100%-100%-100% mean 0.1918 57 0.0004 0.1942 60 0.0012 0.2021 102 0.0033
(0.1878) max 0.1922 96 0.0017 0.1957 83 0.0041 0.2081 136 0.0042
Case 3 min 0.1090 64 0.0000 0.1097 63 0.0001 0.1125 58 0.0023
70%-100%-100% mean 0.1165 76 0.0005 0.1141 85 0.0033 0.1150 64 0.0029
(0.1089) max 0.1245 95 0.0029 0.1307 108 0.0115 0.1168 71 0.0057
Case 4 min 0.0965 50 0.0000 0.0966 57 0.0000 0.0971 54 0.0022
80%-100%-100% mean 0.1083 86 0.0007 0.0978 73 0.0070 0.1020 61 0.0110
(0.0962) max 0.1338 156 0.0022 0.0988 94 0.0214 0.1069 74 0.0343
Case 5 min 0.1021 79 0.0000 0.0988 93 0.0000 0.0842 46 0.0021
20%-100%-100% mean 0.1430 87 0.0000 0.1054 118 0.0000 0.0876 60 0.0179
(0.0807) max 0.1839 95 0.0000 0.1181 144 0.0001 0.0967 72 0.0443
Case 6 min 0.0554 58 0.0029 0.0624 65 0.0000 0.0704 44 0.0020
40%-100%-100% mean 0.0728 78 0.1589 0.0971 100 0.1959 0.0793 61 0.0138
(0.0451) max 0.1236 88 0.3493 0.2675 167 0.7394 0.0924 75 0.0611

variables. After convergence, their values are rounded to the nearest integer. For most
analysis models, the relaxation approach does not pose problems, since the relevant
equations do not require Ns or Nf to be integer. Only the expression for the rotational
moment of inertia J of the structures subsystem requires a special approach for non-
integer values. We choose to use a cubic spline to interpolate the value of J between
integer values of Ns and Nf. More accurate results could be obtained by an approach that
explicitly handles the integer restrictions.

Hierarchical object-based partition

The object-based partition has a hierarchical structure, and its solution can be coordinated
with the alternating direction method of multipliers for analytical target cascading (ATC,
Chapter 4). Since ATC allows targets and responses only between two consecutive levels,
dummy target-response couples are introduced at the Dynamics subsystem for Sd, Vs0,
and Cp.

The results for the experiments are depicted in Table 9.10. The results show that ATC
is in general able to find optimal solutions close to those obtained with the all-in-one
approach, especially for the first four cases. The final two cases show less optimistic
results since only a few experiments converged to a solution. The remaining starting
points either reached the maximum number of iterations (500), or converged to an
inconsistent solution. The solutions of Case 5 that did converge showed a relatively high
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objective function value. Why ATC performs so poorly for this particular case is not clear,
but possible explanations may be the non-convexity of the problem, and the lack of global
optimality at subproblems due to the purely local search algorithm. Case 6 yielded lower
objective values, but shows higher constraint violations due to the round-off errors caused
by the discrete nature of the variablesNs andNf. Especially the spring clearance constraint
gs,14 is sensitive to these round-off errors.

The average coordination costs range from around 20 to 100 subproblem optimizations.
As can be expected, the average number of subproblem optimizations increases as the
number of design variables increases with each case.

Multidisciplinary partition

The second partitioned problem has only linking variables, and was solved with the
augmented Lagrangian coordination approach for quasiseparable problems (ALC-QS) of
Chapter 5. The results of Table 9.10 again show that the distributed approach is able to
find solutions similar to the all-in-one solutions for the first four cases, even though only
a local search algorithm is used. Cases 5 and 6 show a relatively larger difference with
the all-in-one solution, possibly caused by the non-convexity of the problem. The large
constraint violations for Case 6 are again a result of round-off errors. The convergence
difficulties for Case 5 associated with ATC were not encountered for this partition. The
average coordination costs range from around 60 to 120 subproblem optimizations,
which is similar to the ATC partition. Again, the general trend is that the number of
subproblem optimizations increases as the number of design variables increases.

Object-based partition with block-dependent constraints

To coordinate this third partitioned problem, we use the ALC variant for block-separable
constraints (ALC-BS) as presented in Chapter 7 which introduces a master problem to
coordinate the coupling between the subsystems. Following the ALC-BS approach, we
introduce support variables for gx, lb2, wb, Amax, l, wspr, wfin, and lfin, and include the
coupling constraints in the coordinating master problem.

The results for this partition are depicted in Table 9.10. Since the spring dimensions
are not design variables for Case 1, this case is omitted here. The obtained solutions for
Cases 2, 3, 4, and 5 are close to the all-in-one results, while Case 6 again shows a larger
difference.

The average coordination cost are around 60 subproblem optimizations for all but Case 2,
which requires an average of 102 subproblem optimizations. In contrast to the previous
two partitions, no increasing trend in computational costs can be observed for this
partition.
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Table 9.11 / Results for the mixed object-based multidisciplinary partition with non-
separable constraints using ALC with an alternating direction and an inexact inner loop.
For each case the percentage of converged starting points is indicated. Values between
parenthesis are optimal areas in mm2 obtained with the all-in-one formulation.

Alternating direction Inexact inner loop
Area Iters Maximal Area Iters Maximal

in mm2 constraint in mm2 constraint
Case 2 min 0.1918 71 0.0000 0.1916 91 0.0000
100%-100% mean 0.1929 84 0.0042 0.1922 197 0.0016
(0.1878) max 0.1944 115 0.0118 0.1938 401 0.0122
Case 3 min 0.1094 68 0.0001 0.1095 170 0.0000
100%-90% mean 0.1123 83 0.0015 0.1106 298 0.0006
(0.1089) max 0.1266 97 0.0087 0.1125 475 0.0017
Case 4 min 0.0971 68 0.0001 0.0972 183 0.0000
100%-90% mean 0.0997 79 0.0032 0.1000 322 0.0005
(0.0962) max 0.1051 92 0.0098 0.1067 645 0.0020
Case 5 min 0.0860 69 0.0001 0.0827 185 0.0000
100%-60% mean 0.1147 87 0.0028 0.0990 349 0.0027
(0.0807) max 0.3002 103 0.0101 0.1482 659 0.0131
Case 6 min 0.0634 65 0.0000 0.0647 179 0.0078
100%-100% mean 0.1487 84 0.1453 0.0680 332 0.1352
(0.0451) max 0.8547 141 0.2905 0.0714 676 0.3434

Mixed object-based multidisciplinary partition with non-separable constraints

To coordinate the coupling through the linking variables as well as the coupling
constraints for this fourth partition, we use the distributed variant of the augmented
Lagrangian coordination approach (ALC) of Chapter 6. Linking variables are coordinated
directly between subsystems, and no coordinating master problem is introduced. We use
an inexact inner loop (IM), which is required for the convergence proofs for ALCwith non-
separable constraints. For the penalty parameter updates, we take β = 2.0 and γ = 0.5.
We also test an alternating direction approach (AD) for which no convergence proof is
available with β = 1.1 and γ = 0.9. Such an approach with a single iteration for each
inner loop has proven to be very efficient for other augmented Lagrangian coordination
algorithms. With these additional experiments we investigate whether such an approach
is still useful in practice, although no convergence proof is available.

The results presented in Table 9.11 show that the inexact version of ALC are able to find
accurate solutions for all cases. The alternating direction approach finds optimal designs
for Cases 2, 3, and 4. The solutions for Cases 5 and 6 are less accurate on average.

The solutions costs for the alternating direction version are for some cases only a third of
those for the inexact version. The large difference once again illustrates the computational
advantages that can be gained by using an alternating direction approach, provided that
the obtained solutions are accurate enough.
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General observations

In general, the solutions obtained with ALC algorithms for Cases 1 to 4 are all close to
those obtained with the all-in-one experiments. The solutions for Cases 5 and 6 show
larger differences. What causes these differences is unknown, but apparently ALC finds
these cases harder to coordinate, possibly due to the non-convexities. An additional
complicating factor for Case 6 is the relaxation approach for the discrete variables.

The number of converged solutions is much higher for the distributed optimization
experiments than for the all-in-one experiments. Where for all-in-one on average only 2
out of the 10 runs converged to a solution, the ALC runs converged from almost all starting
points. The most likely explanation for these differences is the fact that subproblems for
ALC are restarted from a perturbed starting point when their solution did not converge.
Although infrequent in practice, such restarts are mainly observed for the first iteration
suggesting that poor initial designs are simply replaced by new ones. The all-in-one
implementation does not have such a repairing ability, resulting in a smaller number
of converged runs.

The differences between partitions themselves are relatively small. The obtained solutions
are very similar, as well as the number of converged solutions. Only Cases 5 and 6 for the
first partition show a significantly lower number of converged runs. The coordination
costs are similar for all partitions, which is a little surprising, since the number of linking
variables and linking functions is different for each partition. However, the results do not
show variations in computational costs.

9.8 Conclusions and discussion

This chapter presents a new multidisciplinary design optimization (MDO) benchmark
problem based on the design of a micro-accelerometer. Analysis models describe
relevant aspects from mechanics, electrostatics, dynamics, and electronics. The analysis
models are analytical, and therefore suitable for numerical optimization algorithms. An
area minimization problem is defined to illustrate how these models can be used for
optimization purposes. Six design cases are formulated, each with a different number
of design variables. Benchmark solutions are derived using a multi-start sequential
quadratic programming algorithm.

To illustrate how the models can be used for testing MDO coordination algorithms,
four different problem partitions are presented. Reference results for a number
of augmented Lagrangian coordination algorithms are given, and show that these
approaches are able to find (near-)optimal designs by performing only local optimization
at the individual subsystems. Improvements are expected if a global search is performed
at the subproblems.
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What makes this problem suitable for benchmark purposes is its fully analytical and
therefore reproducible analysis models, the possibility to choose between different design
cases, each with a different number of design variables ranging from two continuous
variables to nineteen continuous and two discrete variables. Furthermore, the problem
is based on an existing device, and can therefore be augmented with more detailed,
numerical modeling techniques. Such extensions would improve the accuracy of the
analysis, but would also introduce other, more practical aspects encountered in MDO
such as numerical noise, heterogenous computing environments, and large differences
between solution times of subsystems.

The results for the numerical experiments indicate that solving the problem in an all-
in-one fashion is more efficient than the proposed distributed optimization approach.
Since coordination cost reduction is desired for any distributed optimization approach,
researchers can use the problem and results presented here as a starting point for
reducing the coordination cost associated with distributed optimization. Directions for
improvements can be the use of different coordination or subproblem optimization
algorithms, the use of surrogate modeling techniques, or reformulating or transforming
the problem.

Besides the area minimization problems posed in this chapter, other design problems
such as sensitivity maximization or noise minimization can easily be set up. These
alternative problem formulations use the same models but may behave very different
from a numerical optimization and coordination perspective.
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Abstract / Analytical target cascading (ATC) is a method for coordinating distributed design
optimization of hierarchical, multilevel systems. The traditional ATC formulation uses
a hierarchically decomposed problem structure, in which coordination is performed by
communicating target and response values between parents and children. This paper presents
two extensions of the ATC formulation to allow non-hierarchical target-response coupling
between subproblems and to introduce system-wide constraints that depend on local variables
of two or more subproblems. The ATC formulation with these extensions belongs to a
subclass of augmented Lagrangian coordination, and has thus converge properties under
the usual convexity and continuity assumptions. A supersonic business jet design problem
reported earlier in the literature is used to illustrate the proposed extensions.

10.1 Introduction

The design of advanced engineering systems is a complicated task. The size and required
level of expertise prohibits the system design problem to be solved as a whole. Instead,
the design problem is decomposed into smaller subproblems, each associated with a
the design of a part of the system. These design subproblems are then solved rather

209
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autonomously, and a systematic coordination is required to guide the subproblems
towards a design that is optimal for the system as a whole.

Analytical target cascading (ATC, Michelena et al., 1999; Kim, 2001; Michelena et al.,
2003; Kim et al., 2003) is a coordination method developed for the distributed design
optimization of hierarchical, multilevel systems. In the ATC paradigm, top-level design
targets are cascaded down the hierarchy by translating them into lower-level targets for
each subproblem. A subproblem not only determines targets for its children, but also
computes responses to targets it receives from its parent. These responses are rebalanced
up, and the objective of a subproblem is to minimize the deviations between the target-
response pairs while maintaining feasibility with respect to its local design constraints.
The process of exchanging targets and responses between subproblems can be shown
to converge to optimal system solutions with arbitrarily small deviations between targets
and responses under suitable assumptions (Chapter 4, Michelena et al., 2003; Kim et al.,
2006).

In its current form, the ATC formulation is limited to a hierarchical structure, in which
coordination is performed by communicating target and response values between parents
and children (see Figure 10.1(a)). To increase the flexibility of the ATC formulation beyond
the purely hierarchical structure, two formulation extensions are presented in this paper.
These extensions are: non-hierarchical target-response coupling, and coupling functions.

The purely hierarchical nature of ATC may not be the most suitable way to coordinate
problems that do not have a clear hierarchical structure. For those problems, direct
communication between subproblems may be more appropriate. For example, classic
multidisciplinary design optimization (MDO) problems are typically composed of
subproblems ordered by analysis disciplines between which no clear hierarchy may
exist. The first goal of this paper is therefore to extend the ATC formulation to include
non-hierarchical target-response coupling between subproblems such that non-hierarchical
communication between subproblems is possible (see Figure 10.1(b)).

The second formulation extension concerns the interaction between subproblems
through coupling functions. Where ATC coordinates coupling though target and response
variables, some problemsmay be coupled through a set of system-wide functions that may
depend on the local variables of more than one subproblem. Such coupling functions
often depend on a system performance measure such as mass, cost, volume, or power.
Coordinating coupling functions through target variables in a hierarchical structure may
require the introduction of many copies of local variables, which can increase the size
of the individual subproblems. This paper presents a more direct approach for the
coordination of coupling functions that does not require the introduction of many variable
copies (see Figure 10.1(c)).

Each of the above extended ATC formulations is demonstrated to be a subclass
of the augmented Lagrangian coordination (ALC) formulation of Chapter 6. ALC
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Figure 10.1 / Illustration of the structure of the original ATC formulation, and the
proposed extensions. Arrows indicate the flow of subproblem responses, and the dashed
box for the leftmost figure depicts the coupling functions that may depend on the
variables of all subproblems.

algorithms and convergence theory apply directly to the extended ATC formulation,
which can therefore be guaranteed to converge to optimal system designs under suitable
assumptions. The extensions and their motivation are illustrated on the design of a
supersonic business jet problem of Agte et al. (1999).

10.2 Formulation extensions for analytical target cascading

We begin with the ATC subproblem in its augmented Lagrangian form of Chapter 4:

min
xij

fij(xij) + φ(tij − rij) +
∑
k∈Cij

φ(t(i+1)k − r(i+1)k)

subject to gij(xij) ≤ 0
hij(xij) = 0
rij = aij(xij)

where xij = [xij, rij, t(i+1)k1 , . . . , t(i+1)kcij ]

(10.1)

where xij are the optimization variables for subproblem j at level i, xij are local design
variables, rij are response variables related to the targets tij computed by the parent of
subproblem j. Subproblem j computes targets t(i+1)k for its children k ∈ Cij at level i + 1
that in turn compute responses r(i+1)k. Function fij is the local objective for subproblem
j, and gij and hij are local inequality and equality constraints. Functions aij are analysis
models used to compute the responses rij of subproblem j for its parent. φ(tij − rij) =
vTij (tij − rij) + ‖wij ◦ (tij − rij)‖22 is an augmented Lagrangian function on the inconsistencies
cij = tij − rij, where vij and wij are penalty parameters.

For brevity of notation, the level index i is dropped in the following sections. This does not
introduce ambiguity since the use of the subproblem index j suffices to uniquely identify
each subproblem.
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Non-hierarchical subproblem coupling

Although ATC has been primarily developed for product design problems with a
hierarchical structure, extensions to non-hierarchical problems are possible. We extend
ATC subproblems such that they can send and receive targets from any other subproblem,
instead of just its parent or children. In such a case, subproblems have neighbors between
which targets and responses are communicated. Since any subproblem can send targets
or responses to any other subproblem, we use a double index notation for target and
response variables to denote the direction of communication. The first index denotes
the sending subproblem, and the second index denotes the receiving subproblem. Then
tjn are the targets sent from subproblem j to subproblem n, and let rnj are the response
computed by subproblem n as a reaction to these targets. Note that the traditional ATC
formulation of (10.1) does not require such a notation since targets are always set by
parents, and responses are always computed by children.

Furthermore, let N t
j be the set of neighbors for which subproblem j sets targets, and let

N r
j =

M⋃
n=1
{j|j ∈ N t

n} be the set of neighbors from which subproblem j receives targets. The

ATC subproblem for non-hierarchical subproblem coupling then becomes

min
xj

fj(xj) +
∑
n∈N r

j

φ(tnj − rjn) +
∑
n∈N t

j

φ(tjn − rnj)

subject to gj(xj) ≤ 0
hj(xj) = 0
rjn = Sn

j aj(xj) n ∈ N r
j

xj = [xj, rjn|n ∈ N r
j , tjn|n ∈ N t

j ]

(10.2)

where Sn
j is a binary selection matrix that select components from aj that are sent to

subproblem n. Common subproblems in sets N t
j and N r

j indicate feedback coupling
between subproblem j and the common subproblem. Observe that if N t

j = Cij and N r
j =

{pj}, where pj denotes the parent of j, then the subproblem reduces to the original ATC
subproblem formulation of (10.1). Furthermore, special cases of the above formulation are
the ATC formulation for product family design presented in Kokkolaras et al. (2002), and
the ATC formulation of Allison et al. (2005) that allows feedback targets between parents
and children.

System-wide functions

System-wide functions are objectives or constraints that depend on the variables of
more than one subproblem. In the extended ATC formulation proposed here, system-
wide objectives f0(x1, . . . , xM) can be included directly in the objective of a subproblem.
System-wide constraints g0(x1, . . . , xM) and h0(x1, . . . , xM) are relaxed with an augmented
Lagrangian penalty function, which is included in the subproblem objectives as well. The
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ATC subproblem formulation that allows system-wide functions is given by

min
xj

fj(xj) +
∑
n∈N r

j

φ(tnj − rjn) +
∑
n∈N t

j

φ(tjn − rnj)

+f0(x1, . . . , xM) + φ(g0(x1, . . . , xM) + s20) + φ(h0(x1, . . . , xM))
subject to gj(xj) ≤ 0

hj(xj) = 0
rjn = Sn

j aj(xj) n ∈ N r
j

xj = [xj, rjn|n ∈ N r
j , tjn|n ∈ N t

j , sj]

(10.3)

where the slack variables s0 are used to allow negative (feasible) values for the system-
wide inequality constraints g0. Vector sj are the slack variables included as optimization
variables in subproblem j, such that s0 = [s1, . . . , sM] where some sj may be empty.

Coordination algorithms and convergence properties

The proposed extensions are special cases of the augmented Lagrangian coordination
(ALC) formulation of Chapter 6. The non-hierarchical target-response coupling in
the ATC formulation are linking variables in the ALC formulation, in which coupling
constraints are already included. Hence, the coordination algorithms for ALC proposed
in Chapter 6 can be used to solve the decomposed problems and update the penalty
parameters v and w. The theoretical convergence properties of the extended formulation
are similar to those for the ALC formulation. Similar to ALC, the convergence proof for
the efficient alternating direction method of multipliers, proposed for ATC in Chapter 4,
only applies to problem with block-separable system-wide functions (Chapter 7). For
non-separable system-wide functions, convergence has only been proven for nested inner
loops.

The non-hierarchical formulation gives the designer freedom to set up the coordination,
and to tailor it to an (existing) organizational or computational structure. The price
paid for this flexibility is loss of parallelism, since the convergence analysis assumes that
subproblems that exchange information are solved sequentially. For purely hierarchical
problems, all subproblems at the same level can be solved in parallel since targets and
responses are only exchanged between, and not within levels. For non-hierarchical
problems, targets and responses may also be exchanged within levels, therefore possibly
reducing the degree of parallelization. For coupling functions, additional parallelism is
lost due to the coupling of subproblems through the system-wide terms.

10.3 Supersonic business jet example

A conceptual supersonic business jet design problem serves as a motivating example for
the formulation extensions. The example is taken from Agte et al. (1999), and modified



214 10 Extension of analytical target cascading using augm. Lagrangian coordination

i
i

“atc˙sbjanalysis˙thesis2˙temp” — 2008/6/10 — 9:03 — page 1 — #1 i
i

i
i

i
i

aircraft

aerodynamicspropulsion structures

SFC, We

ESF

D

Wt

L

L/D

t/c, ARw, w, Sref, Sht, ARht

x3: Lht, Lw, htx2: T x4: [t], [ts], 

x1: -

Ws, Wf

Figure 10.2 / Data dependencies for business jet problem. Single arrows indicate
direction of response flow, and double arrows indicate shared variables.

versions have been used to demonstrate the use of other coordination algorithms (see,
e.g., Sobieszczanski-Sobieski et al., 2003). The problem has also been used in the
numerical performance study of Tosserams et al. (2008) with the augmented Lagrangian
coordination of Chapter 6.

The optimization problem is concerned with minimizing the weight of the aircraft while
considering requirements from Structures, Aerodynamics, Propulsion, and Aircraft.
Cruise altitude is fixed at h = 55,000ft, and cruise velocity is assumed to be Mach
1.4. The four subproblems and their data dependencies are displayed in Figure 10.2.
Table 10.1 gives a brief description of the variables and lists their reference values. These
reference values are used to scale the design variables during optimization. The six shared
variables z are design variables in both the aerodynamics subproblem and the structures
subproblem, and are depicted in Figure 10.2 as double arrows. Variables x are local to
one of the subproblems, and the ten coupling variables y are variables that are computed
as outputs of one subproblem that are used as inputs to other subproblems, depicted by
directed arrows. The problem has a total of 39 design variables and 46 design constraints.
The reader is referred to Agte et al. (1999) for a detailed description of the problem and
analysis models.

Our implementation of the problem differs from the original version of Agte et al. (1999)
to illustrate clearly the proposed formulation extensions. Besides fixing the cruise altitude
and cruise velocity, we minimize the total weight instead of the range. A constraint
gaircraft that requires the range to be at least 2000 nautical miles is added to the problem.
Subproblem weights We, Wf, and Ws are also communicated differently. Here, the
structural weight Ws is a newly introduced variable that includes the weight of the total
aircraft except the engine weight We and fuel weight Wf. All three subproblem weights
are sent to subproblem Aircraft, which computes the total weight Wt of the aircraft. This
weight is then passed to Aerodynamics.
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Table 10.1 / Design variables for the supersonic business jet problem. MAC = mean
aerodynamic chord, Ws includes all structural weight except engine weight We and fuel
weightWf . Optimal values are listed for the optimal design with a weight of 34.3·103 lbs.

shared variables z lower ≤ reference ≤ upper units optimal
t/c thickness/chord 0.01 ≤ 0.05 ≤ 0.10 0.0641
ARw wing aspect ratio 2.5 ≤ 3.0 ≤ 8.0 2.5
Λw wing sweep angle 40 ≤ 60 ≤ 70 ◦ 70
Sref wing surf. area 200 ≤ 500 ≤ 800 ft2 667
Sht tail surf. area 50.0 ≤ 100.0 ≤ 148.9 ft2 99.7
ARht tail aspect ratio 2.5 ≤ 5.5 ≤ 8.5 2.5

local variables x lower ≤ reference ≤ upper units optimal
T throttle 0.1 ≤ 0.6 ≤ 1.0 0.196

Λht tail sweep 40 ≤ 45 ≤ 70 ◦ 70.0
Lw wing lift 0.01 ≤ 0.15 ≤ 0.2 %MAC 0.01
Lht tail lift 1.0 ≤ 1.5 ≤ 3.5 %MAC 3.5
[t] 9 thicknesses 0.1 ≤ 3.0 ≤ 4.0 inch [0.97 0.52 0.21

4.00 3.66 0.91
0.97 0.52 0.21]

[ts] 9 thicknesses 0.1 ≤ 6.0 ≤ 9.0 inch [2.17 1.48 0.76
4.40 4.02 1.01
2.17 1.48 0.76]

λ taper ratio 0.1 ≤ 0.3 ≤ 0.4 0.10
coupling variables y lower ≤ reference ≤ upper units optimal

L total lift 5 ≤ 25 ≤ 100 103lbs 34.3
We engine weight 0.1 ≤ 15 ≤ 30 103lbs 6.49
Wt total weight 5 ≤ 25 ≤ 100 103lbs 34.3
θ wing twist 0.2 ≤ 10.0 ≤ 50.0 ◦ 19.1

ESF engine scaling factor 0.5 ≤ 1.0 ≤ 1.5 0.75
D total drag 1 ≤ 40 ≤ 70 103lbs 4.80
Wf fuel weight 5 ≤ 25 ≤ 100 103lbs 10.3
L/D lift/drag ratio 0.1 ≤ 5.0 ≤ 10.0 7.03
SFC spec. fuel cons. 1.0 ≤ 2.0 ≤ 4.0 1.0
Ws structural weight 5 ≤ 25 ≤ 100 103lbs 17.5

The design optimization problem for the business jet design optimization is given by

min
z,x,y

Wt

subject to gaircraft(y) ≤ 0
gprop(y, x2) ≤ 0
gaero(z, y, x3) ≤ 0
gstruc(z, y, x4) ≤ 0

where z = [t/c, ARw,Λw, Sref, Sht, ARht]
x2 = [T ], x3 = [Λht, Lw, Lht], x4 = [[t], [ts],λ]
y = [L,We,Wt, θ, ESF,D,Wf, L/D, SFC,Ws]

(10.4)

The optimization problem is solved first using a single-level formulation to set benchmark
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Table 10.2 / Locally optimal weight values obtained with MDF from 100 random starting
points within the variable bounds.

weight ×103 lbs # of hits
33.0 4
34.3 83
38.1 8

not converged 5
total 100

solutions. We used the multidisciplinary feasible (MDF, Cramer et al., 1994) approach.
The system analyzer in MDF computes the values of y for fixed z and x by performing
Gauss-Seidel iterations that run the analyses of Structures, Aerodynamics, Propulsion,
and Aircraft sequentially. The problemwas solved from 100 different starting points using
fmincon, Matlab’s SQP solver (Mathworks, 2008), with default settings and computing
gradients by means of the built-in finite difference routine. The objective function Wt is
measured in 103 lbs, and variables are scaled such that the reference values of Table 10.1
are equal to 1. The obtained results indicate that multiple local minima exist. Optimal
weight values at each of the three local minima are summarized in Table 10.2. The
optimal design variable values for the most frequently obtained solution with a weight
of 34.3·103 are listed in Table 10.1.

For the analytical target cascading experiments, the problem is first decomposed in
a traditional ATC hierarchy in which the top-level subproblem Aircraft coordinates
all coupling between its children, each associated with another analysis discipline
(Propulsion, Aerodynamics, Structures, see Figure 10.3(a)). Although the decomposition
follows the analysis disciplines, the ATC information exchange does not. Any coupling
between lower-level subproblems is coordinated at the top level by the introduction of
additional target-response pairs. In Figure 10.3(a) the direction of the single arrows
depicts the flow of response variables. The feedback target for Wt coupling Aircraft
with Aerodynamics can be included in the ATC formulation of Allison et al. (2005) that
allows feedback coupling. Subproblem Aircraft in the ATC decomposition has eighteen
variables, whereas its analysis requires only six of them. The other twelve variables are
introduced solely for coordination.

By allowing non-hierarchical targets and responses between subproblems, coupling can
be coordinated directly between subproblems, and the additional variables do not need
to be introduced. A decomposition based on the analysis structure is depicted in
Figure 10.3(b). In this decomposition, each subproblem can send targets to the other
disciplines directly, instead of through the top-level subproblem. An additional advantage
is that the communication between subproblems follows the same lines as the analysis
dependencies, which may be a more natural fit than the traditional ATC structure. Note,
however, that of the lower-level problems, Propulsion and Structures cannot be solved
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Figure 10.3 / Four problem decompositions. Single arrows represent target-response
coupling where the direction of the arrow indicates the direction of response flow. The
response directions for the shared variables t/c, ARw, Λw, Sref, Sht, ARht for all but
the traditional ATC decomposition are chosen arbitrarily. The dashed boxes annotated
by “range constraint” in Figure 10.3(c) and “range and total weight constraint” in
Figure 10.3(d) represent the system-wide inequality constraint gaircraft and total weight
response equality relation Wt −We −Wf −Ws = 0.

in parallel with Aerodynamics due to the direct coupling between them. No obvious
target-response relation for the shared variables z is present, since these variables are not
responses of either Aerodynamics or Structures. The direction of responses for these
variables has no influence on the formulation of each subproblem, and can therefore be
chosen arbitrarily.

The use of system-wide constraints can eliminate the specific fuel consumption SFC
and the lift-over-drag ratio L/D from the Aircraft subproblem. Since only the range
constraint grange depends on these variables, coordinating this constraint as a system-wide
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Table 10.3 / Optimal weight values, maximum constraint violations, and subproblem
optimizations obtained with four decompositions for 100 random starting points within
the variable bounds.

Decomposition
(a) (b) (c) (d)

times converged 100/100 100/100 98/100 98/100
min 34.3 33.9 34.1 33.9

optimal weight ×103 lbs mean 34.7 34.3 34.4 34.8
max 35.3 34.7 34.6 46.8
min 0.000 0.000 0.000 0.000

max constraint violation mean 0.002 0.002 0.001 0.002
max 0.005 0.008 0.006 0.004
min 163 113 111 59

subproblem optimizations mean 187 145 148 71
max 248 207 204 131

constraints eliminates them as target variables from the Aircraft subproblem. Instead,
SFC becomes a local variable of Propulsion, and L/D is included in the local variables of
Aerodynamics. The decomposition with the range as a system-wide inequality constraint
is depicted in Figure 10.3(c), where the box annotated “range constraint” represents the
system-wide range constraint gaircraft. Again, the direction of responses for the shared
variables z is chosen arbitrarily. It is also possible to remove the Aircraft subproblem
from the decomposition altogether by including the response relationWt = We +Wf +Ws

for subproblem Aircraft as a system-wide equality constraint. The weight variables then
become local to each subproblem, as illustrated in Figure 10.3(d).

To demonstrate the numerical aspects of ATC and the proposed formulation extensions,
each of the four decomposed problems is solved from 100 different starting points
selected randomly within the variable bounds. For each decomposition, we use
an alternating direction ALC algorithm with initial weight selection as presented in
Chapter 6. For the initial weight selection, an initial objective estimate of f̂ = 10 is used,
together with w0 = 0.001 and α = 0.1. The penalty update parameters are set to β = 1.05
and γ = 0.95, and the termination tolerance is ε = 10−3. Disciplinary subproblems
are solved with fmincon (Mathworks, 2008) using default settings. For each run, the
obtained optimal weight, the maximum constraint violation, and the required number of
subproblem optimizations are taken as performance indicators for the ATC experiments.

The results are listed in Table 10.3, and show that each decomposition converges to a
feasible solution near the local minimum with a weight of 34.3 ×103 lbs. None of the runs
converged to the two other local solutions obtained with the MDF experiments. The third
and fourth decomposition with system-wide constraints failed to converge to a feasible
solution for two starting points.
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The number of subproblem optimizations are lower for the second, third, and fourth
decomposition when compared to the first (traditional) ATC decomposition, illustrating
that computational cost can be reduced by allowing direct communication between
subproblems. This cost reduction can be attributed to the reduction in target-response
pairs that have to be coordinated. The first (traditional) ATC decomposition has 26
of these pairs, while the second has only 16 target-response pairs that are coordinated
directly between the subproblems. The results show that reducing this number also
reduces the required coordination effort. Coordination of the range constraint as a
coupling constraint does not show a cost reduction for this example, since it removes only
two target-response pairs, and introduces a coupling constraint. Eliminating subproblem
Aircraft by making the weight response a system-wide equality constraint does reduce
computational cost substantially. For this final decomposition, four target-response pairs
are eliminated, and only ten pairs have to be coordinated between the three remaining
subproblems.

10.4 Summarizing remarks

The two formulation extensions for analytical target cascading (ATC) proposed in this
paper provide the designer with more flexibility in setting up the coordination structure,
while maintaining the advantageous convergence properties of ATC and augmented
Lagrangian coordination. The presented example demonstrates that computational
benefits can also be gained by selecting “cheap” coordination structures. The flexibility
offered by the proposed extensions gives model-based partitioning methods a lot of
freedom for finding these cheap partitions. Examples of model-based partitioning
algorithms are presented in Michelena and Papalambros (1997); Li and Chen (2006);
Allison et al. (2007). In general, the computational benefits of the extended ATC
formulation are expected to be the largest for systems with a large amount of non-
hierarchical coupling, and/or with a few coupling functions that depend on a large
number of local variables.
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11
Conclusions and recommendations

Abstract / The main objectives of this dissertation are to develop a mathematically
rigorous coordination method for distributed system optimization, and to demonstrate how
coordination methods can be used in the distributed design optimization of microsystems.
This chapter presents the main contributions of the thesis, and suggests directions for future
research.

The conclusions and suggestions for future research presented in this section are
organized according to the three main contributions of the thesis: a classification of
coordination approaches for distributed system optimization, the development of an
augmented Lagrangian coordination method, and a benchmark problem based on the
design of a micro-accelerometer. This organization differs from the organization of
objectives in Chapter 1, but provides a more general perspective on the obtained results.
As a reference, the objectives as formulated in Chapter 1 are repeated below.

Objective 1: Improve the numerical efficiency of the analytical target
cascading coordination method.

Objective 2: Increase the flexibility of the analytical target cascading
method to also allow: a) generic local objective functions, b)
non-hierarchical communication between elements, c) a coupling
objective and coupling constraints, while maintaining the existing
mathematical rigor.

Objective 3: Investigate the convergence properties of the extended
formulation for non-convex and multi-modal problems.

Objective 4: Develop a case study to demonstrate how coordination
methods can be used in microsystem design.

Throughout this section, these objectives are cited where appropriate.
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11.1 Coordination methods for engineering design

Chapter 2 of this thesis presents a classification of coordination methods for
distributed design optimization based on their formulation structure. The classification
differentiates between two main classes of formulations: nested formulations and
alternating formulations. Nested formulations are bilevel programming problems where
subproblems solutions are nested in the functions of a coordinating master problem.
Alternating formulations iterate between solving a master problem and disciplinary
subproblems in a Gauss-Seidel or Jacobi type scheme. The augmented Lagrangian
coordination methods presented in this thesis are alternating approaches.

The classification clearly illustrates fundamental differences and similarities between
coordination approaches. For each class, general considerations are given regarding
their theoretical properties such as solution equivalence, well-posedness of optimization
subproblems, and local and global convergence characteristics. These properties play
a crucial role in assessing which formulation is (most) suitable for solving a given
distributed optimal design problem.

A trend towards more rigorous approaches can be observed from the overview of
engineering literature included in Chapter 2. For example, the work of Blouin et al.
(2005), Haftka and Watson (2005), Lassiter et al. (2005), DeMiguel and Murray (2006),
and DeMiguel and Nogales (2008), as well as the research of this thesis, has a strong
focus on the theoretical properties of their methods. Furthermore, Chapter 2 explains
how the existing coordination methods for distributed optimization in engineering relate
to the large body of knowledge on distributed optimization available from the operations
research literature.

Directions for future research

For the further development of coordination methods, new ideas and analogues may be
derived from domain decomposition methods (de Wit et al., 2006). These methods are
popular techniques for the distributed solution of large finite element analysis problems
and have a strong mathematical background (Toselli and Widlund, 2005). The method
presented in DeMiguel and Nogales (2008) is an example of a coordination method that
incorporates a Schur-complement technique from the domain decomposition literature.

Many coordination methods use some form of surrogate modeling to obtain an
approximation of how subproblem solutions depend on a set of parameters received from
another subproblem. Most approaches use a smooth surrogate function for this purpose,
although the actual solutions are non-smooth due to changes in constraint activity
(Vanderplaats and Yoshida, 1985). Since solutions often lie on constraint boundaries,
approximation concepts that can capture the non-smooth behavior of functions are very
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valuable for coordination methods.

Development of coordination methods would benefit from a collection of suitable test
problems that is publicly available to researchers, preferably accessible from one central
location. The problems have to be appropriate for test and benchmark purposes, andmust
therefore be reproducible and executable without using specialized analysis models and
tools unavailable to the general public. The NASA MDO test suite (Padula et al., 1996)
was such an initiative but is unfortunately no longer accessible.

The above recommendations focus on the theoretical and numerical properties of coor-
dination methods. Of equal importance are investigations regarding the organizational
challenges that must be faced when implementing distributed optimization in a practical
environment. Setting up the coordination process including communications between
design teams in a heterogenous computing environment is not straightforward. A
systematic and user-friendly approach is desired to face these difficulties. Since specifying
various problem decompositions for a number of coordination approaches is tedious and
error prone, a flexible and user-friendly approach is desired for specification of problem
partitions and implementation of coordination methods. The works of Etman et al.
(2005); Alexandrov and Lewis (2004a,b); de Wit and van Keulen (2008) are promising
efforts in this direction.

11.2 Augmented Lagrangian coordination

The second contribution of this thesis is the collection of augmented Lagrangian
coordination (ALC) methods for distributed system optimization presented in Chapters 4
to 7. Chapter 6 presents the most generic formulation, which provides:

1. Disciplinary design autonomy

2. Flexibility in setting up the coordination structure

3. Mathematical rigor in obtaining optimal and consistent system designs

4. Efficiency in finding these designs

The main feature of the generic ALC method that distinguishes it from others is its
flexibility in combination with its mathematical rigor (Objective 2). The flexibility
relates both to the structure of the coordination process, and to the type of coupling
that is allowed. Most existing coordination methods that inhibit mathematical rigor
follow a hierarchical structure in which a single master problem is in charge of
coordination. The master problem is superimposed over the disciplinary subproblems
that communicate only with this master problem. ALC allows a more general, non-
hierarchical coordination structure in which coordinationmay also be performed between
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disciplinary subproblems directly. Furthermore, ALC can coordinate both linking
variables and coupling functions, where existing rigorous methods typically only allow
linking variables. The mathematical rigor assures that, under suitable assumptions, the
solutions obtained with ALC algorithms are optimal and consistent. To the best of our
knowledge, ALC is currently the only approach that combines a large degree of flexibility
with a formal proof of convergence.

The key ingredients of ALC are two techniques from mathematical programming:
augmented Lagrangian relaxation and alternating optimization. An augmented
Lagrangian relaxation is used to relax the coupling between the constraints of subsystems
introduced by the linking variables and system-wide constraints. In an external loop,
the method of multipliers drives the error introduced by relaxation to zero by selecting
appropriate penalty parameters of the augmented Lagrangian penalty. After relaxation,
the disciplinary constraint sets are fully separable, and coupling through the objective
function is accounted for by an alternating optimization scheme in an inner loop. For
fixed values of the penalty parameters, this iterative scheme sequentially solves the
subproblems of the system in a Gauss-Seidel fashion. Once the solution to a subproblem
is available, its value is updated in the objectives of the remaining subproblems, and the
next subproblem is solved. Subproblems that do not depend on each others solution can
be solved in parallel.

An inexact inner loop is proposed that terminates the inner loop early, with the freedom to
choose the number of iterations before returning to the outer loop. The inexact solution
of the inner loop is demonstrated to substantially reduce the cost of coordination.

For certain classes of problems, the inexact inner loop can be terminated after only a
single iteration using the alternating direction method of multipliers. This alternating
direction method is applied to three classes of problems:

ALC-ATC for analytical target cascading (ATC) (Chapters 4 and 10) The use of the
alternating direction method of multipliers in combination with the augmented
Lagrangian relaxation is demonstrated to significantly reduce the computational
cost of ATC (Objective 1). A factor 10 to 1000 reduction is observed for the
examples presented in Chapter 4. The two contributing factors are the avoidance
of ill-conditioning of the quadratic penalty function by changing to an augmented
Lagrangian relaxation, and the termination of the inner loop after only a single
iteration. Extensions of the ATC formulation for non-hierarchical target-response
coupling and system-wide functions based on ALC theory are presented in
Chapter 10.

ALC-QS for quasiseparable problems (Chapter 5) This approach for problems with only
linking variables (i.e. quasiseparable problems) introduces an artificial master
problem that is superimposed over the disciplinary subproblems, similar to classic
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multidisciplinary design optimization (MDO) approaches. The master problem
is an unconstrained convex quadratic problem that can be solved analytically, and
the disciplinary subproblems can be solved in parallel. The results of an initial
performance comparison with the inexact penalty decomposition (IPD) method
of DeMiguel and Murray (2006) are slightly in favor of ALC-QS. The performance
comparison also demonstrated that the computational cost of IPD could be reduced
substantially (up to 60% for presented examples) by reverting to an augmented
Lagrangian relaxation instead of the originally proposed quadratic penalty.

ALC-BS for block-separable linking constraints (Chapter 7) In general, the alternating
direction method for ALC does not allow linking objectives or constraints. However,
Chapter 7 shows that block-separable linking constraints can still be coordinated
with an alternating direction approach. In the context of ALC, we refer to this
approach as ALC-BS. The ALC-BS method has a convex quadratic programming
(QP) master problem, and disciplinary subproblems that can be solved in parallel.
When no linking constraints are present, ALC-BS reduces to the ALC-QS method.

All augmented Lagrangian coordination methods are provably convergent to locally
optimal and consistent designs under smoothness assumptions, and provided that
obtained subproblem solutions are globally optimal (Objective 2, Chapters 4–7). Global
optimality is however difficult, if not impossible, to guarantee in practice since many
engineering design problems are non-convex. When only local optimality can be
guaranteed, ALC methods can no longer be proven to yield optimal or consistent
solutions. Experiments with several non-convex problems presented in Chapter 8
(Objective 3) show that ALC with locally optimal solutions to subproblems may converge
to a global optimum, a local optimum, or to an inconsistent and non-optimal design.
Improving the quality of subproblem solutions by performing a global search improves
the convergence behavior, and globally optimal solutions are often obtained. In some
cases however, only locally optimal system solutions are obtained. Further investigations
are required to investigate whether the subproblems only reach local optimality despite
the global search effort, or whether the local optimality of system solutions is caused
by the local search nature of the method of multipliers and the alternating optimization
approach.

The coordination cost associated with the ALC algorithms is relatively low (Objective 1).
For many of the examples used in this thesis, tens of subproblem optimizations are
required to obtain solutions within 0.1% of the true optimum. The main contributor
to the efficiency is the augmented Lagrangian penalty function, which provides a
mechanism for keeping the penalty weights small. For larger weights, efficiency of the
alternating inner loop decreases rapidly, as was observed for analytical target cascading
(Chapter 4). Generic strategies for selection and updating the penalty weights are derived
for ALC (Chapters 5 and 6), and appear to work well for the experiments in this thesis.
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During the course of this research, the augmented Lagrangian coordination method has
moved away from its original starting point, being the analytical target cascading method.
However, the theory of this thesis can be used to extend the convergence proof for the ATC
method as given in Chapter 4 beyond its purely hierarchical structure in which only target
variables are coordinated. A formulation is presented in Chapter 10 that demonstrates
how ATC can be extended to coordinate system-wide constraints, and non-hierarchical
target-response coupling directly between subsystems. The extended ATC formulation is
shown to be a subclass of the generic ALC method of Chapter 6, and can therefore be
guaranteed to converge to optimal system solutions.

Directions for future research

Although the coordination effort is modest, the typically tens (10-100) of subproblem
optimizations required for ALC may still be too many for implementation in a real-life
environment. Since each subproblem optimization constitutes the (re)design of one
part of the system, reducing their number directly reduces design effort. The following
suggestions may contribute to a reduction of the number of subproblem optimizations of
ALC algorithms.

• The selection of penalty parameters, and especially the penalty weights, plays a
crucial role in the efficiency of ALC algorithms. The penalty parameter update
strategies presented in this thesis are based on best-practice approaches from the
augmented Lagrangian literature. However, coordination cost can most likely be
reduced by developing strategies tailored to the coordination process.

• Efficiency improvements of the alternating optimization inner loop may be possible
by including (approximate) sensitivity information of how the solution of one
subproblem depends on the solution of the other subproblems. In its current
implementation, only optimal solutions are exchanged between subproblems.
By also communicating their sensitivities to changes in the design of other
subproblems, a Newton-like strategy can be set up for coordination of the inner
loop. Potential difficulties in such an approach are the non-smoothness of the
solution dependencies that occur when the set of active constraints changes.
Optimal system solutions often lie at such constraint boundaries.

• A similar alternative is to use multi-point surrogate models for the
subproblem solutions in order to speed the inner loop. Examples of
surrogate modeling strategies have been proposed for other coordination
methods by Renaud and Gabrielle (1994); Sobieski and Kroo (2000);
Sobieszczanski-Sobieski et al. (2003); Haftka and Watson (2005). Creating
surrogate models for ALC may become costly since the subproblem solutions also
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depend on the values of the penalty parameters, and on the local solutions of other
subproblems in the case of coupling functions. Note that the difficulties with
the non-smoothness of solutions at the constraint boundaries remain. Although
surrogate models can be used to smoothen the problem, the regions of interest are
typically located at these constraint boundaries.

• Additional opportunities for efficiency improvement may be gained by exploiting
the (approximate) function values and gradients generated during the optimization
process of the subproblems.

• The flexibility offered by the generic ALC method provides a lot of freedom
for model-based partitioning methods to derive partitions that are “cheap” to
coordinate. Examples of model-based partitioning approaches are presented in
Michelena and Papalambros (1997); Li and Chen (2006); Allison et al. (2007), and
a specific application to ALC is presented in Allison and Papalambros (2008). How
to quantify “cheap” in the context of coordination methods however remains a
challenge.

• When differences exist between the solution times of subproblems, additional
efficiency improvements may be obtained by appropriate scheduling the solution
sequence of the inner loop. Interaction suspension methods that temporarily
exclude a (part of the) subproblems from the iterative inner loop process are a step
in this direction (see, e.g., Alyaqout et al., 2005; Han and Papalambros, 2007), as
well as the approach of Etman et al. (2005) that uses communicating sequential
processes for flexibly specifying coordination implementations.

From the perspective of the individual subproblems, the total number of subproblem
optimizations may not be the only measure of efficiency. In their view, the efficiency of
coordination is also determined by the total amount of effort that is spent on solving
their individual optimization subproblems. An interesting suggestion is therefore to
develop approaches that can use cheap, inexact subproblem solutions. By allowing inexact
solutions, excessive computational effort can be avoided for designs that are still far from
the optimal solutions. Examples of such inexact coordination approaches are given by
DeMiguel and Nogales (2008) who perform a single Newton step at each subproblem,
and by Sagastizábal and Solodov (2002) who solve a quadratic approximation of the
subproblem.

Additional suggestions related to the application of ALC to more realistic problems are to:

• Investigate the performance of ALC for more realistic-sized problems. The example
problems used in this thesis are relatively small when compared to practical
design cases. The largest examples are Case 6 of Partition 2 for the microsystem
design problem, which has 26 linking variables and 10 local variables (both design
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variables and intermediate variables), and the traditional ATC partition for the
business jet of Chapter 10 with 26 linking and 23 local variables.

• Develop ALC algorithms that can rigorously coordinate discrete design variables.
One possible, but costly approach is to use a branch-and-bound algorithm as an
additional outer loop on top of the current ALC algorithms. Such an approach was
proposed for analytical target cascading by Michalek and Papalambros (2006).

A final recommendation is to further investigate the convergence properties of ALC
methods when global subproblem optimality of subproblems can be guaranteed,
or at least approximated by using a global search algorithm such as BARON
(Tawarmalani and Sahinidis, 2004), a particle swarm method, or a genetic algorithm.

The augmented Lagrangian coordination (ALC) algorithms presented in this thesis are
complimentary to other coordination approaches. The ALC approach can be part of a
collection of rigorous coordinationmethods, fromwhich a designer can select themethod
that best fits his needs. To this end, further research is necessary to assess the theoretical
and practical properties of existing approaches. The classification in Chapter 2 can be
seen as a step in this direction.

11.3 Application to microsystems

The third contribution is a micro-accelerometer design optimization problem that
illustrates how distributed design optimization methods can be applied to effectively
coordinate the distributed design optimization of microsystems (Objective 4, Chapter 9).
The design problem includes models that describe the relevant mechanics, dynamics,
electrostatics, and electronics. Four problem partitions illustrate how a microsystem
design problem can be coordinated in an object-based or aspect-based partition, or in
a combination of both.

Six optimization cases are presented that can be used as benchmark problems for
evaluating the performance of distributed optimization approaches. Each case has a
different number of variables, ranging from two for the smallest case to 21 including
two discrete variables for the largest (all-in-one problem formulation). Reference results
for ALC algorithms are included in Chapter 9.

All objective and constraint models are analytical functions of the design variables.
More accurate designs are expected if more detailed analysis models are included in the
problem. However, these detailed models may become intractable or introduce noise, two
features that are undesired in a benchmark problem. Although the problem functions
are analytical in their current form, the design problem is still a challenging case due to
the nonlinearities and non-convexity present.
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Directions for future research

The results of Chapter 9 demonstrate the usefulness of coordination methods in design
optimization of microsystems. Although the initial results are promising, many aspects
of microsystem design optimization have barely been touched upon, andmany interesting
challenges remain.

• Design optimization of microsystems requires mathematical models that can
describe the aspects of a design problem in an appropriate fashion. Since the
behavior of nearly all microsystems is driven or influenced by mechanical, dynamic,
thermal, electric, and magnetic effects, modeling these accurately at the micro-
scale is necessary for successful application of design optimization techniques.
Although the basis of the multiple physics has been established for a long
time, understanding their properties and interactions at the micro-scale is still a
challenge.

• An additional challenge for design optimization concerns the efficiency with
which the analysis models can be solved. Design optimization typically assume
the availability of fast and accurate (parametric) analysis models. Developing
such models for microsystems is essential. Project 4D2 of the Design and
Optimization workpackage of the MicroNed project (2008) focusses on model
reduction techniques that capture the fundamental physics (Nayfeh et al., 2005;
Han et al., 2005) as a promising approach in this direction.

• Optimization of microsystems has mostly focused on finding optimal sizes of a
predetermined material layout (so-called size optimization). The example presented
in Chapter 9 is such a size optimization problem. Another promising approach is
topology optimization. Such an approach does not assume a predetermined layout,
but relies on optimization techniques to find an optimal distribution of material
over a pre-specified domain. The application of these techniques to microsystem
design is not straightforward due to the multiple physics that have to be included.
Within the Design and Optimization workpackage of the MicroNed project (2008),
projects 4D3 and 4D4 are developing tools for topology optimization of microsystem
design.

• The partitions for the design example of Chapter 9 include combined aspect-based
and object-based partitions to coordinate the interaction between the components
and physical domains. However, certain physics may be tightly coupled for
microsystems, and a distributed optimization approach may not be the most
appropriate or efficient way to address this interaction. Additional research is
required to investigate which partition types are most suitable for microsystem
design problems. Most researchers from the microsystem perspective advocate
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a decomposition strategy based on the different levels of abstraction (Senturia,
2001; Mukherjee, 2003; Leondes, 2006). A distinction is often made between a
system level that deals with the electronics characteristics of the integrated device, a
component level that relates to a sensing or actuation mechanism, a (multi)physics
level in which the relevant physics for the sensor or actuator are considered, and a
material level that includes the influence of the manufacturing process on material
properties and device dimensions.

• The dimensional tolerances that can be reached with manufacturing process for
microsystems are much larger than for many conventional machining techniques,
and introduce a degree of uncertainty in the values of design variables associated
with the dimensions of a microsystem. Accounting for these uncertainties in a
distributed optimization framework is not straightforward, and deserves further
attention.
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A
Equivalence of ATC notations

In this Appendix we show how the subproblem formulation of (4.9) can be obtained
from the ATC subproblem notation of Michalek and Papalambros (2005b). Following
their notation, the formulation of a general subproblem Pij for discipline j at level i is

min
xij,yi(i+1)j

||wR
ij ◦ (Ri

ij − Ri−1
ij )||

2
2 +

∑
k∈Cij

||wR
(i+1)k ◦ (Ri

(i+1)k − Ri+1
(i+1)k)||

2
2

+||Sjw
y
ij ◦ (Sjyi−1ij − yiij)||

2
2 +

∑
k∈Cij

||Skw
y
(i+1)j ◦ (Skyi(i+1)j − yi+1(i+1)k)||

2
2

subject to gij(xij) ≤ 0,
hij(xij) = 0,

where Ri
ij = rij(xij),

xij = [xiij, y
i
ij,R

i
(i+1)k1 , . . . ,R

i
(i+1)kcij

],

(A.1)

where the bottom index ij indicates that the variable is relevant to discipline j at level i,
and the top index i refers to the level at which computation of a variable is performed.
Furthermore, xiij is the vector of local variables associated exclusively with discipline j at
level i; yiij is the vector of linking responses of discipline j at level i; yi−1ij is the parent level
vector of linking targets set at level i − 1 for discipline j and its siblings at level i; Sj is the
selection matrix indicating which components of the parent linking variable target vector
yi−1ij are associated to the linking variable response vector yiij of child discipline j at level
i (yi−1ij and yiij may differ in dimensions for parents with more than two children); Ri

ij is
the vector of responses of discipline j at level i; Ri−1

ij is the vector of response targets of
discipline j at level i that are set at level i − 1; rij is the vector of response analysis functions
of discipline j at level i; gij is the vector of local inequality constraints of discipline j at
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Figure A.1 / Information flow for ATC subproblem (A.1).

level i; hij is the vector of equality constraints of discipline j at level i; wR
ij is the vector of

response deviation weighting coefficients of discipline j at level i; wy
(i+1)j is the vector of

linking variable deviation weighting coefficients of discipline j at level i associated with
linking of its children Cij at level i; Cij denotes the set of cij children of discipline j at level
i labeled k1 through kcij . Figure A.1 depicts the flows in and out of an intermediate-level
discipline j at level i.

To reformulate (A.1) to (4.9), we introduce the following notational modifications

Response functions Michalek and Papalambros (2005b) discussed that either the re-
sponse functions rij should be used as an embedded definition identified by the
“where” statement in (A.1) or the response variable Ri

ij should be added to the set of
decision variables and the response function expression would then be added to the
set of constraints, i.e., included in the “subject to” part of (A.1). In this chapter, the
constraint inclusion will be used and the response functions r will be called analysis
equations, labeled a. This means that the statement “where Ri

ij = rij(xij)” is replaced
by “subject to Ri

ij − aij(xij) = 0”, and Ri
ij is added to the set of optimization variables

xij of discipline j at level i.

Local objectives In the Michalek and Papalambros (2005b) formulation only the single
top-level discipline is allowed to have a local objective ‖R1

11 − R0
11‖22 expressed as

deviations of system responses R1
11 with respect to fixed overall system targets R0

11. In
the present work, the expanded use of local objectives fij(xij) in all ATC subproblems
is employed. With convex local objectives, the convergence proof for the inner loop
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ATC coordination schemes of Michelena et al. (2003) is also valid. 1

Elimination of linking variables Explicit notation for the linking variables is eliminated
in (4.9). Linking variables are treated as special response variable targets by
introducing appropriate linking target copies and linking constraints at the parent
level. For this purpose separate master copies yi(i+1)k for the linking variable targets
for each child k ∈ Cij are introduced, instead of one vector of master targets yi(i+1)j.
These separate target copies are used in the linking variable deviation terms of the
objective, omitting the use of selection matrices Sk. Similarly, we introduce separate
weighting vectors wy

(i+1)k instead of a single one wy
(i+1)j.

To maintain consistency of linking targets at the parent level, linear linking constraints
are introduced to force associated linking targets to match∑

k∈Cij

Lkyi(i+1)k = 0, (A.2)

where Lk denotes the linking matrix of child k. Equation (A.2) assures that children that
share linking variables receive identical targets. To illustrate, consider a parent discipline
j = 1 with three children C11 = {2, 3, 4}. Assume children 2 and 3 are linked through y1 and
y2, and children 3 and 4 are linked through y2 and y3. For these linking variables we have
linking target vectors y122 = [y1, y2]T , y123 = [y1, y2, y3]T , and y124 = [y2, y3]T . Linking targets for
y1, y2, y3 sent to each child have to be consistent, therefore

L2 =


1 0
0 1
0 0
0 0

 , L3 =


−1 0 0
0 −1 0
0 1 0
0 0 1

 , L4 =


0 0
0 0
−1 0
0 −1

 ,

which gives:

L2y122 + L3y123 + L4y124 = 0.

Using these notational modifications the general subproblem Pij is reformulated as

min
xij

fij(xij) + ||wR
ij ◦ (Ri

ij − Ri−1
ij )||

2
2 +

∑
k∈Cij

||wR
(i+1)k ◦ (Ri

(i+1)k − Ri+1
(i+1)k)||

2
2

+||wy
ij ◦ (yiij − yi−1ij )||

2
2 +

∑
k∈Cij

||wy
(i+1)k ◦ (yi(i+1)k − yi+1(i+1)k)||

2
2

subject to gij(xij) ≤ 0,
hij(xij) = 0,
Ri
ij − aij(xij) = 0,∑

k∈Cij
Lkyi(i+1)k = 0,

where xij = [xiij,R
i
ij, y

i
ij,R

i
(i+1)k1 , y

i
(i+1)k1 , . . . ,R

i
(i+1)kcij

, yi(i+1)kcij ],

(A.3)

1In their convergence proof, Michelena et al. (2003) require convexity of the objective and constraint
functions as well as separability of constraints. Convex local objectives still meet these requirements, and
can therefore be included in the convergence proof.



242

and linking variable targets yi(i+1)k1 , . . . , y
i
(i+1)kcij

are added to the optimization variables xij.

The similarities between response targets and linking targets can be observed easily
from (A.3). Both types of targets are grouped into general targets tij; similarly we group
general responses rij, and general weights wij:

tij = [Ri−1
ij , y

i−1
ij ]

rij = [Ri
ij, y

i
ij]

wij = [wR
ij ,w

y
ij]

Since targets and associated responses are represented by different symbols, the top-right
index (denoting the level of computation) can be omitted.

After adding the linking constraints (A.2) and response analysis function constraints rij −
aij(xij) = 0 to the set of local constraints hij, the ATC subproblem of (4.9) is obtained

min
xij

fij(xij) + ||wij ◦ (tij − rij)||22 +
∑
k∈Cij

||w(i+1)k ◦ (t(i+1)k − r(i+1)k)||22

subject to gij(xij) ≤ 0,
hij(xij) = 0,

where xij = [xij, rij, t(i+1)k1 , . . . , t(i+1)kcij ].



B
Analysis equations for portal frame

optimization problem

The area A[i] and moment of inertia I[i] of beam i are given by (indices i dropped for brevity
of notation):

A = w1t1 + (h − t1 − t2)d + w2t2 (B.1)

I = w1(t1)3

12 + w1t1(yc − (h − 1
2 t1))

2 + d(h−t1−t2)3

12

+d(h − t1 − t2)(yc − 1
2h)

2 + w2(t2)3

12 + w2t2(yc − 1
2 t2)

2 (B.2)

where the centroid yc is given by:

yc =
w1t1(h − 1

2 t1) +
1
2 (h − t1 − t2)dh + 1

2w2(t2)2

w1t1 + d(h − t1 − t2) + w2t2
(B.3)

The first moment of area Q of the material above the neutral axis for a beam, relevant in
computing the shear stress, is given by:

Q = w1t1(h − yc −
1
2
t1) +

1
2
d(h − yc − t1)2 (B.4)

The free surface distances c1 and c2, required for determining themaximal bending stress,
are given by:

c1 = h − yc c2 = yc (B.5)
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at the faces of flanges 1 (outer) and 2 (inner), respectively.

To determine the stresses in the frame, the forces and moments acting on the individual
beams have to be computed. To this end, we use a finite element analysis that consists of
three plane bending elements, each associated with one I beam of the frame. Each end
j = 1, 2 of a beam element is subjected to an axial force Nj, a shear force Vj, and a bending
momentMj. The positive directions in each beam are defined as illustrated in Figure B.1.
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Figure B.1 / Free body diagrams of portal frame beams

The vector of member forces f is given by: f = [N1, V1, M1, N2, V2,M2]T , and the vector
of local member node displacements u is given by u = [u1, v1, θ1, u2, v2, θ2]T , where uj,
vj, and θj are the axial and perpendicular displacements, and the rotation of beam end
j, respectively. The positive directions of the displacements coincide with the positive
directions of the member forces.

First, we consider the boundary conditions of the construction. From the boundary
conditions we know that nodes 1 and 4 are fixed [u1, v1, θ1] = [u4, v4, θ4] = [0,0,0], and
the reaction forces at nodes 2 and 3 are known: [X2, Y2, Z2] = [0,0,0] and [X3, Y3, Z3] =
[50 · 103,0, 200 · 103] (see Figure B.1 for the definition of the node numbers). The
remaining displacements [u2, v2, θ2] and [u3, v3, θ3], and reaction forces [X1, Y1, Z1] and
[X4, Y4, Z4] are unknown.

To compute these unknowns, the displacement and force vectors are split up into two



245

parts: a known part (boundary conditions) and an unknown part (free nodes), such
that uass = [uT

free,u
T
bc]

T and fass = [fTbc, f
T
free]

T , where ufree = [u2, v2, θ2, u3, v3, θ3]T ,
ubc = [u1, v1, θ1, u4, v4, θ4] = [0,0,0,0,0,0]T , fbc = [X2, Y2, Z2, X3, Y3, Z3] = [0,0,0,
50 · 103,0, 200 · 103, ]T , and ffree = [X1, Y1, Z1, X4, Y4, Z4]T .

Under these conventions, the unknowns can be computed by the system of equations
Kassuass = fass, which is given by:[

K11 K12

KT
12 K22

] [
ufree

ubc

]
=

[
fbc
ffree

]
(B.6)

where K11, K12, and K22 are 6 × 6 submatrices of the assembled stiffness matrix Kass.

From this system, and because ubc = 0, the free displacements are given by:

ufree = K−1
11 (fbc − K12ubc) = K−1

11 fbc (B.7)

The unknown reaction forces ffree = [X1, Y1, Z1, X4, Y4, Z4]T are given by:

ffree = KT
12ufree + K22ubc = KT

12K
−1
11 fbc (B.8)

The assembled stiffness Kass matrix is constructed from the local stiffness matrices of
each beam. The local stiffness matrix that relates the member forces to the member
displacements (in the local coordinate system) through f = Klocalu is given by (beam
indices dropped for brevity of notation):

Klocal =



EA
L 0 0 −EA

L 0 0
0 12EI

L3
6EI
L2 0 − 12EI

L3
6EI
L2

0 6EI
L2

4EI
L 0 −6EI

L2
2EI
L

−EA
L 0 0 EA

L 0 0
0 − 12EI

L3 −6EI
L2 0 12EI

L3 −6EI
L2

0 6EI
L2

2EI
L 0 −6EI

L2
4EI
L

 (B.9)

To create the assembled stiffness matrix, first the element stiffness matrices have to be
rotated from the local to the global coordinate system. To this end, a rotation matrix
R = R(α) is used such that K = (R)TKlocalR, where the matrix R = R(α) is given by:

R = R(α) =


cos(α) sin(α) 0 0 0 0
− sin(α) cos(α) 0 0 0 0

0 0 1 0 0 0
0 0 0 cos(α) sin(α) 0
0 0 0 − sin(α) cos(α) 0
0 0 0 0 0 1

 (B.10)

The rotation angles α for the three beams are: α[1] = π/2, α[2] = 0, and α[3] = −π/2.
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To determine the assembled stiffness matrix Kass for the whole structure, the local nodes
are mapped to the global nodes, and the rotated local stiffness matrices are inserted at the
appropriate places of the assembled stiffness matrix Kass. To this end, a projection matrix
P[i] for beam i can be defined such that:

Kass =
3∑
i=1

(P[i])TK[i]P[i] (B.11)

For beams 1, 2, and 3 the projection matrices are given by:

P[1] =

[
0 0 I 0
I 0 0 0

]
P[2] =

[
I 0 0 0
0 I 0 0

]
P[3] =

[
0 I 0 0
0 0 0 I

]
(B.12)

with I the 3 × 3 identity matrix and 0 a 3 × 3 zero matrix.

The nodal forces f[i] in beam i, required for computing the stresses, are given by (indices
i dropped again):

f = [N1, V1,M1, N2, V2,M2]
T = Klocalu = KlocalRPuass (B.13)

The axial stress σa is constant throughout a beam and is given by:

σa =
N2 − N1

A
(B.14)

The bending stresses σb,j,k at end j = 1, 2 in the top (k = 1) and bottom (k = 2) flanges of
beam i, respectively, are given by:

σb,1,1 = c1M1
I σb,1,2 = − c2M1

I

σb,2,1 = − c1M2
I σb,2,2 = c2M2

I

(B.15)

The four normal stresses σj,k at flanges k = 1, 2 of beam ends j = 1, 2 are given by:

σj,k = σa + σb,j,k j = 1, 2 k = 1, 2 (B.16)

The shear stresses τj at the neutral axis at the beams ends j = 1, 2 are given by:

τj =
VjQ

Id
j = 1, 2 (B.17)



C
U-spring stiffness matrix analysis for

microsystem case

We begin the analysis of the stiffness of a single U-spring of Figure 9.6(a) by constructing
its assembled stiffness matrix. This assembled stiffness Kass matrix is constructed from
the local stiffness matrices of each beam. The local stiffness matrix Klocal relates the forces
f = [Xi, Yi,Mi, Xj, Yj,Mj] to the displacements u = [ui, vi,ϕi, uj, vj,ϕj] through f = Klocalu, and
is given by

Klocal =



EA
L 0 0 −EA

L 0 0
0 12EI

L3
6EI
L2 0 − 12EI

L3
6EI
L2

0 6EI
L2

4EI
L 0 −6EI

L2
2EI
L

−EA
L 0 0 EA

L 0 0
0 − 12EI

L3 −6EI
L2 0 12EI

L3 −6EI
L2

0 6EI
L2

2EI
L 0 −6EI

L2
4EI
L

 (C.1)

where E = 160 · 109 N/m2 is the modulus of elasticity of polysilicon, A = hw is the cross
section of the beam, I = hw3/12 is the second moment of inertia of the beam, and L is the
beam length. See Figure 9.6(b) for a definition of the forces and displacements. To avoid
ill-conditioning, we take µm as units in (C.1) instead of m.

To create the assembled stiffness matrix, the element stiffness matrices have to be rotated
from the local to the global coordinate system. To this end, a rotation matrix R = R(α) is
used such that

Kglobal = RTKlocalR (C.2)
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Table C.1 / Beam definitions and rotation angles

beam i j α length L width w
1 3 1 -π/2 lb1 wb

2 1 2 π lb2 wb2

3 2 4 π/2 lb3 wb

where the matrix R = R(α) is given by

R = R(α) =


cos(α) sin(α) 0 0 0 0
− sin(α) cos(α) 0 0 0 0

0 0 1 0 0 0
0 0 0 cos(α) sin(α) 0
0 0 0 − sin(α) cos(α) 0
0 0 0 0 0 1

 (C.3)

The three beams and their rotation angles α (the angle from the global x axis to the local
x axis) are defined in Table C.1. The numbering of nodes may appear cumbersome, but
allows for more convenient notation. Note that the spring softening contribution in the x
direction due to electrostatic forces is addressed at the electrostatics subsystem.

To determine the assembled stiffness matrix Kass for the whole structure, the local nodes
are mapped to the global nodes, and the rotated local stiffness matrices are inserted at the
appropriate places of the assembled stiffness matrix Kass. To this end, a projection matrix
P[i] for beam i can be defined such that

Kass =
3∑
i=1

(P[i])TK[i]
globalP

[i] (C.4)

For beams 1, 2, and 3 the projection matrices are given by

P[1] =

[
0 0 I 0
I 0 0 0

]
P[2] =

[
I 0 0 0
0 I 0 0

]
P[3] =

[
0 I 0 0
0 0 0 I

]
(C.5)

with I the 3 × 3 identity matrix and 0 a 3 × 3 zero matrix.

Computation of reaction forces

With the assembled stiffness matrix Kass defined, we are now ready to derive the
mechanical stiffness.

First, we consider the boundary conditions of the spring. From the boundary conditions
we know that node 3 is clamped [u3, v3,ϕ3] = [0,0,0], node 4 is subjected to displacements
u4 = [u, v,ϕ] as given in Table 9.2, and the reaction forces at nodes 1 and 2 are zero:
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[X1, Y1, Z1] = [X2, Y2, Z2] = [0,0,0]. The displacements [u1, v1, θ1] and [u2, v2,ϕ2], and
reaction forces at node 3 [X3, Y3,M3] and node 4 [F4, F4,M4] are unknown.

To compute the unknown displacements and forces, the displacement and force vectors
are split up into two parts: a known part (boundary conditions) and an unknown part (free
nodes), such that uass = [uT

free,u
T
bc]

T and fass = [fTbc, f
T
free]

T , where ufree = [u1, v1,ϕ1, u2, v2,ϕ2]T ,
ubc = [u3, v3,ϕ3, u4, v4,ϕ4] = [0,0,0, u, v,ϕ]T , fbc = [X1, Y1, Z1, X2, Y2, Z2] = [0,0,0,0,0,0]T ,
and ffree = [X3, Y3,M3, X4, Y4,M4]T .

Under these conventions, the unknowns can be determined from the system of equations
Kassuass = fass, which is given by[

K11 K12

KT
12 K22

] [
ufree

ubc

]
=

[
fbc
ffree

]
(C.6)

where K11, K12, and K22 are 6 × 6 submatrices of the assembled stiffness matrix Kass.

From this system, and because fbc = 0, the free displacements are given by

ufree = K−1
11 (fbc − K12ubc) = −K−1

11K12ubc (C.7)

The unknown reaction forces ffree = [X3, Y3, Z3, X4, Y4, Z4]T are given by

ffree = KT
12ufree + K22ubc = (K22 − KT

12K
−1
11K12)ubc = K̃ubc (C.8)

where K̃ = K22 − KT
12K

−1
11K12.

Let K̃33, K̃34, and K̃44 be 3×3 submatrices of K̃ such that

K̃ =

[
K̃33 K̃34

K̃T
34 K̃44

]
(C.9)

Then since ubc = [0,0,0, u, v,ϕ], the reaction forces at node 4 can be determined by X4

Y4

M4

 = K̃44

 u
v
ϕ

 =

 Kx Kxy Kxϕ

Kxy Ky Kyϕ

Kxϕ Kyϕ Kϕ

  u
v
ϕ

 (C.10)

The elements of K̃44 can at this point be un-scaled to SI units again.

For a perfectly symmetrical structure the cross-axis stiffness Kxy = 0. In practice, small
variations of dimensions due to manufacturing introduce a non-zero stiffness Kxy that
initiate deflections in the x direction due to accelerations in the y direction. For our
analysis, we will assume Kxy = 0.
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Samenvatting

Dit proefschrift behandelt coördinatiemethoden voor het gedistribueerd ontwerpen van
werktuigkundige systemen. Het ontwerp van geavanceerde systemen zoals vliegtuigen,
geautomatiseerde logistieke systemen en microelectromechanische systemen bestaat
uit meerdere componenten die samen een bepaalde functie vervullen. Ook moeten
de verschillende fysische disciplines die bijdragen aan de functionaliteit meegenomen
worden in het ontwerptraject. Aangezien het voor één enkele ontwerper niet meer
mogelijk is om alle relevante aspecten te overzien, wordt het ontwerpproces verdeeld over
een aantal ontwerpteams, waarbij elk team zelfstandig werkt aan het ontwerp van een
onderdeel of discipline van het systeem en hiervoor zijn eigen technieken gebruikt. Een
gevolg van deze opsplitsing van het ontwerp is een toenemende specialisatie die ervoor
zorgt dat de meeste teams geen inzicht meer hebben in de invloed van hun beslissingen
op de rest van het systeem.

Een bijkomstige moeilijkheid is dat systemen naar tegen de grenzen van hun prestatie en
kosten worden gedreven door marktwerking en toenemende kwaliteitseisen. Omdat ieder
team een bijdrage levert aan de werking van het systeem als geheel, wordt de interactie
tussen deze teams van groot belang en moet deze gecoördineerd worden.

Numerieke optimalisering is een krachtige en effectieve aanpak voor het ontwerpproces
wanneer parametrische modellen beschikbaar zijn die het relevante gedrag van een
systeem beschrijven. Om optimaal gebruik temaken van de expertise van de verschillende
ontwerpteams is een coördinatiemethode nodig die past bij het gedistribueerde karakter
van het ontwerpproces.

In dit proefschrift wordt een augmented Lagrangian coördinatiemethode (ALC) voor
gedistribueerde systeemoptimalisatie voorgesteld die a) numerieke optimalisering
door ontwerpteams toestaat, b) een grote vrijheid biedt in het opzetten van de
coördinatiestructuur, c) goede theoretische eigenschappen heeft en d) optimale en
consistente ontwerpen efficiënt kan vinden. ALC is gebaseerd op twee bestaande
wiskundige technieken: augmented Lagrangian relaxatie en block-coordinate descent.

ALC onderscheidt zich van andere coördinatiemethodes door zijn grote flexibiliteit
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gecombineerd met goede theoretische eigenschappen. De flexibiliteit staat toe dat de
coördinatie uitgevoerd kan worden in een generieke, niet-hiërarchische structuur waarin
de deelproblemen direct met elkaar kunnen communiceren. Dit in tegenstelling tot
bestaandemethodes die vaak een hiërarchische structuur volgen waarin een centraal coör-
dinatieprobleem geplaatst wordt boven de verschillende deelproblemen. Waar bestaande
methodenmet convergentiebewijs vaak alleen interactie door ontwerpvariabelen toestaan,
kan ALC ook koppeling door ontwerpfuncties coördineren. De goede mathematische
eigenschappen omvatten een convergentiebewijs, geldig onder bepaalde voorwaarden,
dat garandeert dat ALC ontwerpen bereikt die zowel optimaal als consistent zijn.
Voor problemen zonder koppelingsfuncties of met zogenaamde blok-separabele functies
zijn gespecialiseerde ALC algoritmes voorgesteld die gebruik maken van de efficiënte
alternating direction method of multipliers. Verder laat het proefschrift zien dat de
bekende analytical target cascading methode een subklasse is van ALC.

Het convergentiebewijs voor ALC is geldig wanneer globale optima beschikbaar zijn
voor de deelproblemen. In de praktijk is het vinden van globale optima vaak moeilijk,
of zelfs onmogelijk, omdat veel ontwerpproblemen niet convex zijn. Wanneer slechts
lokale optima beschikbaar zijn, dan kan niet meer gegarandeerd worden dat ALC naar
optimale of consistente ontwerpen convergeert. Experimenten tonen aan dat ALC in
dat geval toch vaak naar lokale of globale optima convergeert. In sommige gevallen
convergeert ALC naar inconsistente ontwerpen. In zulke gevallen kan het gebruik van
globale zoekmethoden in de deelproblemen het convergentiegedrag van ALC verbeteren.

Het onderzoek voor dit proefschrift is uitgevoerd binnen het kader van MicroNed,
een nationaal onderzoeksprogramma gericht op microsysteemtechnologie. Microsys-
teemtechnologie is een groeiend onderzoeksveld waarin optimalisering van kosten,
afmetingen en prestaties in grote mate bepalend zijn voor het succes van microsystemen.
Het behalen van de gewenste functionaliteit gaat meer en meer bepaald worden door
het gebruik van simulatiemodellen alsook optimalisering tijdens het ontwerpproces. Een
ontwerpprobleem voor een micro-versnellingsmeter, gebaseerd op een bestaand product,
is ontwikkeld om te laten zien hoe coördinatiemethodes gebruikt kunnen worden in de
ontwerpoptimalisering van microsystemen. In het ontwerpprobleem worden de optimale
afmetingen van de versnellingsmeter gezocht die het oppervlak minimaliseren onder de
voorwaarde dat aan verschillende prestatie-eisen met betrekking tot gevoeligheid, ruis en
bandbreedte voldaan wordt, rekening houdend met de mechanische, electrostatische,
dynamische en elektronische eigenschappen. De gebruikte fysische modellen zijn
analytisch waardoor het ontwerpprobleem geschikt is als reproduceerbaar testprobleem
voor coördinatiemethodes.
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