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1
Introduction

1.1 Motivation

1.1.1 CERN

CERN, the Conseil Européen pour la Recherche Nucléaire inGeneva, Switzerland, is the largest
laboratory for particle physics in the world. At the laboratory the fundamental structure of matter
is studied. Over the last 40 years, CERN has built a number of accelerators, which has enabled
the study of particle collisions at ever increasing energies.

From 2005 on, CERN expects to have a new accelerator available for experiments: the Large
Hadron Collider (LHC), with a circumference of 27 kilometres. CERN is currently designing
and constructing the experiments for this accelerator.

1.1.2 ATLAS

ATLAS, A Toroidal LHC ApparatuS[9], is one of the four currently approved experiments for
the LHC. One of the main goals of ATLAS is to discover and studythe Higgs particle[11], the
‘missing link’ in today’s particle physics.

The existence of the Higgs particle is of critical importance to the Standard Model. The Standard
Model is the theory of fundamental particles and their interactions, that is widely tested and
accepted as correct by particle physicists. The Standard Model assumes that in addition to the
electromagnetic, weak, and strong fields, there is another field: the Higgs field. The Higgs field
has not yet been observed, because it is almost indistinguishable from empty space. The Standard
Model assumes that all of space is filled with this field, and that by interacting with this field,
particles acquire their mass. Particles that interact strongly with the Higgs field are heavy, while
those that interact weakly with it are light.

The Higgs field has at least one new particle associated with it, the Higgs particle or Higgs boson.
If this particle does indeed exist, the ATLAS detector will be able to detect it. This would be one
of the greatest scientific discoveries ever!
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Figure 1.1: The layout of the ATLAS detector. Source: CERN photo.

1.1.3 The ATLAS detector

Figure 1.1 shows the layout of the ATLAS detector. The ATLAS detector is cylindrical and has
the size of a five story building. The concept of the ATLAS detector and the ATLAS collabora-
tion, consisting of 150 institutes from 33 countries, was first presented in 1994[35]. The detector
should become operational in 2005, for a twenty year period.

The ATLAS detector records the products of head-on collisions between two protons. At the mo-
ment of collision new particles are created. The newly created particles are tracked by detectors
surrounding the collision area. The data produced by these detectors can be regarded as three-
dimensional cylindrical digital images. Typically, a two-dimensional circular-shaped projection
is used to visualise such an image, see Figure 1.2. Each of theimages is the result of different
collisions, and is therefore independent of the previous one. By analysing the images with a
computer system, the physics characteristics of the newly created particles can be extracted.

ATLAS produces 40 million images per second, and each image has a size of about 1 MByte.

2
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Figure 1.2: An example of a two-dimensional projection of an image. Source:
CERN photo.

So, ATLAS produces 40 TeraBytes/s of data. To put this into perspective: a similar data rate is
needed for 30 million video streams of Digital Video Disk (DVD) quality. Handling data at this
rate is a major problem.

1.1.4 The ATLAS trigger

Only a small fraction of the images produced by the ATLAS detector is ‘interesting’, e.g., be-
cause it may show a Higgs boson. The major part of the producedimages shows just an ‘ordinary’
collision. Therefore, the images are filtered by selecting only the interesting ones. The filtering
system, that performs the selection by on-line image analysis, is called thetrigger. Images ac-
cepted by the trigger are stored in a mass storage system for later, off-line analysis. The ATLAS
trigger filters the images generated by the ATLAS detector at40 MHz. Only about one in every
million images is interesting, resulting in an output frequency of 10-100 Hz, corresponding to a
manageable 10-100 MBytes/s.

The trigger consists of three consecutive filter levels: LVL1, LVL2, and LVL3. LVL1, imple-
mented in special-purpose hardware, analyses images at therate of 40 MHz. After filtering,
LVL1 outputs images at a frequency that may be as high as 100 kHz. These images are further
filtered by LVL2. LVL2, which will most likely consist of somecombination of special-purpose
and commodity hardware, outputs images at 1 kHz. LVL3, also called the Event Filter (EF),
performs the final filtering step. LVL3, which will largely beimplemented in software executed
by commodity hardware, will output images at a frequency of 10-100 Hz.
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1.1.5 The efficiency problem of the ATLAS second level trigger

This thesis primarily focuses on the ATLAS LVL2 trigger. LVL2 will initially require 500 to
750 GIPS (Giga Instructions Per Second) of computing power,but is meant to grow during
ATLAS’s lifetime. The enormous computing power enforces LVL2 to be implemented as a
parallel processing system.

Aiming at a cost-effective solution for LVL2, this Ph.D. project investigates trigger architectures
based on aNetwork Of Workstations(NOW), constructed fromcommodityproducts.

At the beginning of this research project it was unclear whether a NOW-based solution would in
fact be cost-effective. A major problem is making efficient use of the computing power in each
workstation. The computer programs for the LVL2 trigger areintrinsically fine-grain: typically
once per 4000 instructions, each workstation has to performcommunication. If the communi-
cation facilities of a standard Operating System (OS) wouldbe used to build the trigger, there
are realistic scenarios in which each workstation would be busy communicating for about 70%
of the time, leaving less than 30% of the time for computation. To avoid this inefficient use of
computing power, more efficient communication facilities are required.

Furthermore, the LVL2 trigger analyses each image by performing consecutive non-overlapping
communication and computation stages. The time needed to perform a communication stage can
be significant since it requires communication with and involvement of remote workstations in
the network. In order to efficiently utilise computing powerof each workstation, it is essential to
overlap the communication for one image with the computation for other images. Consequently,
the processing of multiple images needs to be interleaved onthe same workstation.

1.2 Contribution

The main contribution of the work described in this thesis isaparallel processing infrastructure
that enables a cost-effective implementation of the ATLAS LVL2 trigger. The infrastructure
makes it possible to have efficient parallel processing on a commodity platform NOW, while
taking the trigger’s on-line and fault-tolerance requirements into account.

Over the recent years, much work has been performed elsewhere to obtain efficient Input/Output
(I/O) for workstation clusters focused on parallel computing. A recent comparison [5] concludes
that fault-tolerance issues, such as fault confinement and failure behaviour, have either been
ignored or given very little consideration. Since these fault-tolerance issues are of major im-
portance to the ATLAS trigger, the software systems resulting from that research are unsuitable
for direct use in the ATLAS trigger. On the other hand, individual techniques developed by that
research have proven to be essential.

This work combines the latest techniques to equip workstations with efficient I/O, and continues
in this direction by focusing on the use of commodity interconnect hardware instead of spe-
cialised ones. The I/O system is tightly integrated with an efficient special-purpose scheduler.
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Some of the latest scheduling techniques developed in the context of parallel computing have
been adapted and improved. In addition, the developed system takes the trigger’s fault-tolerance
aspects into account, while maintaining an application interface with a high level of abstraction.

1.3 Context

The work for this Ph.D. has been carried out at CERN in collaboration with the Stan Ackermans
Institute (SAI), the Centre for Technological Design at theEindhoven University of Technology
in The Netherlands. Financial support came from the EU ESPRIT project ARCHES[6], in which
CERN participates. By providing financial support for innovative research projects, the EU aims
at improving the strength of the European industry. The workpresented in this thesis has not
only been useful to the ATLAS experiment at CERN, but also to the partners of the EU projects,
in particular Parsytec, the Medical University of Lübeck[94], Netwiz, and the University of
Amsterdam. Additionally, we cooperated with the University of Kent at Canterbury[19][25][89].

The work resulted in many spin-offs. It enabled and initiated new research projects, and led to
new contacts for the CERN group. Although not in detail, Section 8.2 provides a short overview
of these spin-offs.

This thesis will be presented at the Eindhoven University ofTechnology as a designer’s Ph.D.,
in Dutch “promotie op proefontwerp.” In addition to writinga Ph.D. thesis to obtain a doctorate,
Dutch law provides the possibility to do a designer’s Ph.D. Even though this law exists since
1905, the right to obtain a Ph.D. this way has only rarely beenexercised until 1993. A designer’s
Ph.D. is therefore a relatively new phenomenon.

The emphasis in a designer’s Ph.D. is on the synthesis of artefacts while satisfying the needs
and criteria imposed by the environment[48]. The emphasis should be onhow the synthesis is
accomplished, i.e., the design and design process, not juston the final product.

The Ph.D. project has led to the consecutive development of two infrastructures for parallel
processing on a NOW: DSNIC and MESH. Both infrastructures contribute to ATLAS trigger re-
search. Their development is funded by the EU ESPRIT projects ARCHES and ARCHES II. The
relations between these projects are illustrated in Figure1.3. Section 1.3.1 focuses on CERN’s
research for the ATLAS trigger. Section 1.3.2 describes theinfluence of former EU ESPRIT
projects on the DSNIC, and thereby how the DSNIC fits into CERN’s LVL2 research. Sec-
tion 1.3.3 describes the reasons for EU ESPRIT projects to fund the development of MESH, and
how MESH fits into CERN’s trigger research.

1.3.1 ATLAS trigger research

In 1994, the concept of the ATLAS detector was first presented. In 2005, it should become
operational for a period of 20 years. For the ATLAS trigger tobe operational in time, CERN has
the following planning:
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LVL2 research

1993 1994 1995 1996 1997 1998 1999 2000 2001

Thesis periodEU - GPMIMD

EU - MACRAME

EU - ARCHES II

Level-2 Pilot Project

DSNIC

MESHinfluence and

motivation

2002 2003 2004 2005 2025

Integration Studies (LVL2&3)

CERN - ATLAS Trigger

EU - ARCHES

Final Specification and Design
Construction

Integration
Operational

Figure 1.3: The Ph.D. project in relation to ATLAS trigger research and EU
ESPRIT projects.

� The final specification and design need to be developed in 2001.

� Construction occurs in 2002 and 2003.

� Integration with the rest of the ATLAS detector occurs in 2004.

The years 1994–2000 are to be used for research. Early 2000, research, under the name Level-
2 Pilot project, should determine the most suitable architecture and technology to be used for
LVL2. Simultaneously, LVL3 research does the same. In 2000,the outcome of the LVL2 and
LVL3 research projects will be combined: integration of LVL2 and LVL3 will be studied, leading
to the final specification and trigger design in 2001.

This Ph.D. project has taken place in the years 1997, 1998, and 1999, close to the end of the
research period. MESH, the outcome of this Ph.D. project, isbeing used within the Level-2 Pilot
project. MESH allows commodity PCs interconnected by Ethernet network technology to be
efficiently used for ATLAS LVL2. This combination of technology is seen as a prime candidate
for a cost-effective LVL2. MESH therefore plays a key role within the Level-2 Pilot project.

The Level-2 Pilot project aims at building a realistic, but small-scale LVL2 trigger. Therefore,
in order for the prototype to be realistic, it should be scalable. The scalability is checked via
modelling and simulation[79]. First, via performance measurements and analysis, the individual
components within the prototype are modelled. The models are such that they can be composed
into models for larger systems of which the behaviour can be analysed via simulation. Models
up to the size of the prototype trigger can be checked againstthe prototype itself. After gaining
confidence in the accuracy and correctness of the model, it will be used to predict the performance
and behaviour of the full-size LVL2 trigger.
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1.3.2 DSNIC

The DSNIC has been developed within the context of the EU ARCHES project. This project
primarily focuses on IEEE 1355[68] network technology (1355 for short). Research within the
earlier EU ESPRIT projects GPMIMD[52] and MACRAME[83] has influenced and motivated
the development of the DSNIC. The following sections focus on these projects.

GPMIMD

The GPMIMD project (January 1991 - March 1996) used the GPMIMD parallel computer for sci-
entific applications. At CERN, the parallel computer has been used successfully for the CPLEAR
physics experiment[60][106][107]. Furthermore, CERN investigated the suitability of this ma-
chine for the ATLAS experiment[88][42]. Part of that research[106][107][88] has been per-
formed in cooperation with the Software Technology programof the Stan Ackermans Institute,
Eindhoven University of Technology.

The GPMIMD parallel computer consists of T9000[114] transputers interconnected by 1355.
The T9000 transputer is a single chip computer consisting ofa processor and communication
links. The instruction set of the transputer includes single instructions to send and receive mes-
sages through these links, thereby minimising the overheadof inter-transputer communication.
The T9000 transputer contains a scheduler implemented in hardware to minimise the overhead
of switching between different computation tasks. These characteristics made the T9000 an in-
teresting solution for LVL2, since in LVL2 the efficiency of the I/O has a strong influence on the
performance.

In 1996, the computational performance of the T9000 transputer was disappointing compared to
the performance of commodity processors[30][41], such as the DEC Alpha and the Intel Pentium,
available at that time. This poor performance, combined with poor marketing, is the reason for
the T9000 transputer disappearing from the market at the endof the GPMIMD project. On the
other hand, 1355, the T9000’s network technology had provenits excellent cost/performance.

MACRAME

The goal of the MACRAME project (April 1994 - September 1997)was to develop a baseline
competence in all aspects of designing and engineering systems which would exploit 1355. This
should ensure ease of use and enable a rapid market take-up ofthe technology.

In the context of this project, CERN built the MACRAME testbed. The MACRAME testbed is a
1024 end-node switching network[58] built from DS (Data Strobe) links, i.r., the 100 Mbit/s 1355
technology used by the T9000. CERN investigated the performance, reliability, and scalability
of that network[55][57]. The main contributions of this work to ATLAS are the following:

� It proves that networks of the size required by the ATLAS trigger can be built.

7



Chapter 1 Introduction

� Such networks can be very cost-effective.

� Networks of this size can be very reliable.

� Such networks are suitable to transport trigger-like traffic.

ARCHES

After the disappearance of the T9000 transputer, it became even more important to achieve a
market up-take of the technology developed during the EU-sponsored research. Therefore, the
goal of the ARCHES project (December 1995 - November 1997) was to further develop and
support 1355 by addressing the needs of potential markets. The ARCHES project would only be
successful if customers for the exploitation of 1355 could be found.

CERN’s contribution to ARCHES mainly consisted of the ARCHES testbed and the DSNIC.
The ARCHES testbed[54] is similar to the MACRAME testbed. However, it investigated the
characteristics of the 1 Gbit/s 1355 networking technology[26][97].

The DSNIC should provide an infrastructure for parallel computing on PCs interconnected by
100 Mbit/s 1355: a cost-effective replacement for the T9000transputer. At the moment the
ARCHES project was being defined, early 1995, 100 Mbit/s 1355was a high-performance low-
cost interconnect that had proven its qualities. To put thisinto perspective: Fast Ethernet[67]
(FE), today’s popular 100 Mbit/s network technology, had not been standardised at that moment.

Until the end of the ARCHES project it was unclear whether it would succeed in finding cus-
tomers for the IEEE 1355 technology, however, it did result in two successes:

� 100 Mbit/s 1355
At the end of 1997, 100 Mbit/s 1355 had been chosen as a standardised component in
the European Space Agency (ESA) program. As a result of the work performed for this
thesis, CERN has been approached by ESA with requests for technology transfers. These
requests resulted in cooperation between CERN and ESA.

� 1 Gbit/s 1355
In addition to the success of 100 Mbit/s 1355, 1 Gbit/s 1355 was successful. A manufac-
turer of network equipment planned to use this technology ina next generation of Gigabit
Ethernet (GE) switches. In order for ARCHES to be a success, it had to proof the usabil-
ity of 1 Gbit/s 1355 for GE switches. The reorganised extension of ARCHES is called
ARCHES II.

The network technology to be used in the ATLAS trigger has to be supported during the ATLAS
lifetime of 20 years. A commodity network technology is therefore a strong candidate. At the
end of 1997, it was clear that 100 Mbit/s 1355 would not be addressing the commodity market
in the short term. Furthermore, Ethernet was continuing to be the most popular commodity
interconnect: FE was growing to be the new standard for desktop interconnects, and GE was
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under development. This made Ethernet an interesting candidate technology for the ATLAS
trigger.

MESH, the second infrastructure developed in this Ph.D. project, uses Ethernet network technol-
ogy, and thereby combines research for ATLAS (i.e., an Ethernet-based prototype trigger) with
research for ARCHES II (i.e., support for a prototype 1355-based Ethernet switch).

1.3.3 MESH

The development of MESH has been funded by the ARCHES II project. A primary goal of
ARCHES II (March 1998 - End of 1999) is to demonstrate the suitability of 1 Gbit/s 1355 as the
backbone technology in a prototype GE switch. CERN played a key role in building and testing
the prototype switch. The switch was tested by using it as thebasis for a NOW consisting of
high-performance PCs.

During the development of the switch, this NOW would be used to run network traffic through
the switch and to measure the network performance. Furthermore, the NOW would be used to
demonstrate that the switch can be used in computationally demanding real-life situations. This
had to be accomplished by using the NOW to execute a range of medical applications developed
at Lübeck Medical University. The range of applications issuch that some profit from a high
communication bandwidth between workstations, whereas other applications profit from low
communication latencies between workstations, or a combination of the two.

Measurements showed that using OS facilities to access the GE network, a maximum throughput
of only 18 MBytes/s (15% of the bandwidth of a GE link) could bereached while fully loading
the workstation’s CPU. Additional so-called Ping-Pong measurements showed an end-to-end
communication latency of 300�s. These measurements have been performed under Windows
NT, using the software provided by the manufacturer of the GEhardware. The communication
performance provided by this standard software would strongly limit the performance of the
NOW.

Therefore, within ARCHES II a task was defined to develop software that is optimised for high-
performance low-overhead communication on a GE based NOW, such that the GE switch can
be tested in more demanding situations, and the medical applications can be executed efficiently.
MESH fulfils that ARCHES II task.

1.4 Thesis outline

The main contribution of the work described in this thesis isaparallel processing infrastructure
that enables a cost-effective implementation of the ATLAS LVL2 trigger. In Figure 1.4 illustrates
the outline of this thesis. Chapter 2 and Chapter 3 the specification of the infrastructure is derived.

The infrastructure is meant to be used within the ATLAS LVL2 trigger, but may also be useful to
ATLAS LVL3. At the time of writing, the architecture of thesehigher level triggers is unclear.

9



Chapter 1 Introduction

Trigger

LVL1 LVL2 LVL3

Infrastructure Specification

Detector Mass Storage System Off-line Analysis

ATLAS Experiment

Chapter 2

Chapter 3

DSNIC MESH

Chapter 4Chapter 5 Chapter 6 Chapter 7

Figure 1.4: The outline of this Ph.D. thesis.

In fact, there are many ideas on their design. Each trigger design has its own consequences for
the specification of the infrastructure. Our goal is to develop an infrastructure that is useful to a
wide variety of trigger designs.

Therefore, in Chapter 2, we focus on the diversity in designsfor the ATLAS trigger, taking recent
design insights into account. Chapter 2 is an input for Chapter 3.

In Chapter 3, we show that the cost-effectiveness of the ATLAS LVL2 trigger strongly depends
on the performance of the infrastructure. Together with theinput from Chapter 2, this allows us
to (1) define the specification of the infrastructure, and to (2) define the research topics for the
infrastructure.

The problem has been approached incrementally, in two consecutive project stages: the DSNIC
and the MESH project stage. Chapter 4 describes the design ofthe DSNIC. This system inte-
grates communication via a special-purpose Network Interface Card (NIC) with the scheduler
of a standard Operating System. The DSNIC primarily focuseson performance. The DSNIC is
evaluated in Chapter 5.

The conclusions of the DSNIC project stage have led to a nearly opposite approach for MESH:
a commodity NIC has been tightly integrated with a special-purpose thread scheduler. The ap-
proach is not completely the opposite; some techniques usedin the DSNIC have been taken
over to MESH. Chapter 6 describes the design of MESH, which takes the applicable ATLAS
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trigger requirements into account. Chapter 7 analyses MESH’s performance and evaluates it by
comparing it with other systems.

Chapter 8 evaluates the design process, gives a short overview of the spin-offs of the work, and
concludes this Ph.D. thesis.
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2
The ATLAS trigger

This chapter focuses on the design of ATLAS LVL2 and LVL3, ATLAS’ higher level triggers.
Even at the end of 1999, the architectural design for the higher level triggers has not been decided
on: there is a widediversityin architectural trigger designs. The goal of this Ph.D. project is the
development of an infrastructure that can support a wide variety of trigger designs. Therefore,
this chapter illustrates and analyses thediversityin architectural trigger designs.

Section 2.1 outlines the functionality of the whole ATLAS trigger system. Section 2.2 describes
the main boundary conditions for the higher level triggers.Section 2.3 describes the topics of
research for the higher level triggers.

The remaining sections focus on thediversity in architectural trigger designs. We present this
diversity by:

1. Describing the main design decisions to be taken within trigger designs.

2. Describing the main alternatives for each design decision.

Note that many combinations of design decisions may lead to aworkable trigger design. How-
ever, in the end, a single trigger design will need to be decided on. The trigger architecture
that the author of this thesis would choose, is named LVL2+3.Section 2.5 presents the design
approach and introduces LVL2+3 architecture. The reader should be aware that LVL2+3 is the
architecture preferred by the author of this thesis at the time of writing. It is unlikely that the
final trigger design will be exactly LVL2+3 – achieving this isnot the author’s goal. The author’s
goal is to present the main design decisions explicitly, thereby hoping to contribute to structuring
the design process.

The individual design decisions to be taken for the trigger are meant as a contribution to the
design of the higher level triggers. The design decisions and their alternatives are discussed in
the Sections 2.7 to 2.12. The design decisions made for the LVL2+3 architecture are made clear
when evaluating the alternatives. Section 2.13 presents conclusions on the LVL2+3 architecture
and on the diversity in trigger architectures in general.
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Figure 2.1: The functionality of each level.

2.1 Introduction

The ATLAS trigger performs real-time filtering on the three-dimensional images produced by the
detector. The trigger should select those images that are interesting for physicists, and discard
those that are uninteresting. The selection criteria used by the trigger play a crucial role in both
the trigger’s efficiency and effectivity. The efficiency of atrigger is the fraction of interesting
images that is selected. The effectivity is the fraction of uninteresting images that is discarded.
E.g., a trigger with an efficiency of 99.999% and an effectivity of 95% discards 1 in every 100,000
interesting images, while achieving a factor of 20 in data reduction. Both the efficiency and
the effectivity of the trigger must be sufficiently high for the experiment to deliver meaningful
physics data.

The trigger only selects an image if, according to the selection criteria, it is interesting. Images
that do not match the selection criteria are discarded. Therefore, each image needs to be com-
pared to the selection criteria: the trigger analysesall images. It is not necessary to analyse all
data of every image. Many images turn out not to match the selection criteria after analysing
only a small region within the image.

A trigger is typically organised in two or three levels. Eachlevel filters images, and passes the
selected images onto the next, higher, level trigger. The higher the level, the lower the frequency
at which images are analysed, however, the more complex the analysis algorithm. Figure 2.1
shows the functionality of each level. Each image is selected or discarded on the basis of the
analysis of a region within the image. Analysing the region to make the decision takes time: the
decision latency. During this time, each image must be buffered. The selected images might be
compressed while sending them to the next level.

The ATLAS trigger is organised in three levels: LVL1, LVL2, and LVL3, see Figure 2.2. Each
image in the ATLAS trigger consists of about 1 MByte of data.
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LVL1 LVL2 LVL3ATLAS
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Analysed data:

RoI info
Fraction of images selected:

Fixed Region Region of Interest (RoI) Complete Image

Decision latency: 2 microseconds ~10 milliseconds ~1 second

Figure 2.2: The three levels of the ATLAS trigger: their organisation, I/O re-
quirements, decision latency, and the image regions they analyse.

� LVL1
LVL1 analyses reduced-precision data from the same fixed region within each image out-
put by the ATLAS detector. On the basis of this analysis, LVL1makes a first selection.
One in every 400 images at most will be selected by LVL1, resulting in a maximum image
output frequency of 100 kHz. Additionally, by analysing thefixed region, LVL1 identifies
regions in the image that contain interesting information.These LVL1 Regions of Interest
(RoIs) are an essential additional input for LVL2.

� LVL2
LVL2 analyses full-precision data from the RoIs of each image selected by LVL1. This
guidance of the LVL2 analysis by the LVL1 RoIs allows a significant reduction in the data
volumes that need to be treated. The RoIs cover about 5% of thecomplete image. LVL2
selects about one percent of the images, resulting in an image output frequency of about
1 kHz.

� LVL3
LVL3, also called the Event Filter (EF), analyses the imagesselected by LVL2. The image
region investigated by LVL3 covers the complete image. LVL3selects 1%-10% of the
images, resulting in an image output frequency of 10–100 Hz.The output of LVL3 is
recorded in a mass storage system with a maximum rate of about100 MBytes/s for later
off-line analysis[7][8][64].

To achieve the computational requirements of LVL1, it must be implemented in special-purpose
hardware. The hardware will be situated physically close tothe detector, and therefore has to
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Tiny image fragments from detector (millions of communication lines)

Large image fragments to LVL2 (~1700 lines of 100 MBytes/s)

Concentrators

Figure 2.3: Concentration of the image data to about 1700 communicationlines
of 100 MBytes/s.

be able to resist radiation and a strong electro-magnetic field. LVL3 will be implemented in
software executed by a processor farm. LVL2 is situated between LVL1 and LVL3, on the verge
between special-purpose and commodity hardware. LVL2 is therefore likely to exploit both. The
remainder of this chapter focuses on LVL2 and LVL3, the higher level triggers, i.e., from the
output of the LVL1 hardware to the output into the mass storage system.

2.2 Boundary conditions

This section describes the main boundary conditions that must be met by the higher level triggers:
input, output, filtering functionality, processing power,scalability, upgradeability, and supporta-
bility.

2.2.1 Input: 1700 fragments per image

The input of LVL2 consists of the output of LVL1. The architecture of the ATLAS LVL1 trigger
is largely determined. Globally, it is organised as follows.

The millions of detection devices in the ATLAS detector generate tiny fragments of each image.
These fragments are buffered, for about 2�s, until the LVL1 trigger has made its trigger decision
on the image. LVL1 makes its decision based on a fixed subset oftiny image fragments. All
fragments of each selected image are transmitted via millions of communication lines.

Concentrators, devices that merge lower-bandwidth into higher-bandwidth communication lines,

16



Section 2.2 Boundary conditions
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Figure 2.4: Filtering by incremental image analysis.

group many small image fragments into larger ones and perform data compression. Image frag-
ments are concentrated onto communication lines with a maximum average bandwidth of about
100 MBytes/s, requiring about 1700 communication lines, see Figure 2.3. Each 1 MByte im-
age therefore arrives at LVL2 in about 1700 image fragments,each via a physically separate
communication line.

In addition, for each image, LVL1 produces RoIs. Each RoI consists of the orientation of the
region within the image, and the type of physics event that LVL1 assumes to have occurred
within the region. The RoI information on each image is sent from several (seven) physically
different parts of the LVL1 trigger to LVL2.

In summary, the LVL2 input consists of:

� 1700 image fragments for each image.

� Each image fragment of an image arrives via a physically different communication line.

� RoI information for each image.

� The RoI information arrives via seven different communication lines.

2.2.2 Filtering: incremental image analysis

The higher-level triggers filter the images output by LVL1 byanalysing each of them. Images are
incrementally analysed. Most of the images are declared uninteresting after performing only a
few analysis steps. Only 0.1% of the images passes through all the analysis steps and is declared
interesting by the higher level triggers. These images mustbe recorded by the mass storage
system. Figure 2.4 illustrates the filtering by incrementalimage analysis. The black areas in
each image illustrate the image region analysed during the incremental image analysis.

The LVL2 analysis steps primarily verify that the RoIs identified by LVL1 contain the expected
interesting information. Parts of even a single RoI not containing the expected interesting in-

17



Chapter 2 The ATLAS trigger

formation is often enough reason for the trigger to declare the whole image uninteresting and to
discard its data. The LVL3 analysis step verifies propertiesof the image as a whole.

2.2.3 Output: 100 MBytes/s

The output after both LVL2 and LVL3 triggering will be recorded in a mass storage system with
a maximum rate of about 100 MBytes/s.

2.2.4 Processing power: 1000 to 1750 GIPS

In total, the image analysis performed by the higher level triggers requires about 1000 to
1750 GIPS (Giga Instructions Per Second) of computing power. LVL2 requires about 500 to
750 GIPS; LVL3 about 500 to 1000 GIPS.

2.2.5 Scalability

A major requirement for the higher level triggers is scalability, i.e., during the 20 years lifetime
of ATLAS it must be possible to increase the computing power of the higher level triggers. In
the future, such increase in computing power will probably be necessary, either to analyse more
image fragments, or to perform additional image analysis steps to reduce the amount of data
recorded by the mass storage system. The computing power canbe increased by adding more
computing nodes, or replacing them by faster ones. Both possibilities should be kept open to
ensure scalability.

2.2.6 Upgradeability and supportability

The system must be upgradeable and supportable during the 20years life cycle of the ATLAS
detector. It must be possible to take advantage of advances in technology, e.g., by integrating new
network equipment or new computing nodes with the higher level triggers. Exploiting industrial
standards where possible helps in enabling the upgradeability and full life cycle support.

2.3 Research topics

In addition to meeting the trigger requirements, the higherlevel triggers must be designed for
cost-effectiveness. Furthermore, a single point of failure should be avoided as much as possible.
A good design is relatively insensitive to failing components: it keeps on performing its task
even if components fail. A slight trigger throughput degradation is acceptable in that case. The
following sections focus on cost-effectiveness and fault tolerance aspects of the higher level
triggers.
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2.3.1 Cost-effectiveness

The system should be cost-effective in terms of both development and maintenance costs. Aim-
ing at a simple design that exploits commodity products helps in achieving cost-effectiveness.
Aiming at simplicity includes aiming at modularity, uniformity, and compactness, thereby lim-
iting the system’s complexity, and making its development and maintenance manageable. The
exploitation of commodity products is attractive, since these products typically provide widely-
supported cost-effective implementations of standardised products.

2.3.2 Fault tolerance

Overall, the higher level triggers discard at least 99.9% ofthe 100,000 images it processes per
second. Furthermore, there is no correlation between the data of different images. Failures
causing an arbitrary image to be lost up to an average of once every few seconds will therefore
cause only a negligible degradation in trigger efficiency. On the other hand, failures that cause the
unwanted loss of images with specific characteristics mightcause a significant or even disastrous
degradation of the quality of the output of the trigger. Thistype of failure, typically caused by
software bugs or inadequate data analysis algorithms, mustbe avoided completely, or at least be
detected and solved as early as possible.

The ATLAS detector contains millions of detection devices and communication lines. At any
moment during the operation of the detector, some of this hardware will be faulty. Therefore, the
analysis algorithms of the higher level triggers must be able to cope with image data of which
details are corrupted or missing. It is even acceptable thatimage fragments from one, or even a
few, of the 1700 sources are missing for a period of time. Thistype of failure must be accepted
since consistently introducing redundancy in the concentrators is too expensive.

2.4 Architectural trigger design

This section identifies a number of components within the higher level triggers, and gives an
overview of the design decisions to be made for these components.

2.4.1 Components within the higher level triggers

Each image consists of about 1700 image fragments. To analyse regions within an image,work-
stationsmust combine information from different image fragments. Anetworkinterconnects the
workstations with the 1700 LVL1 data sources. The higher level triggers process only a small
fraction of all the image fragments output by LVL1. For cost-performance reasons, it is essential
to limit the network traffic to only these fragments. However, only during the image analysis
does it become clear which fragments are needed, and which are not. Data output by LVL1
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Figure 2.5: Components within the higher level triggers.

should therefore be buffered until they are either forwarded to a workstation, or discarded. This
type of buffering is done by components calledRead-Out Buffers(ROBs).

The analysis to be applied to an image depends on the RoI information computed by the LVL1
trigger, and on the contents of the image. At CERN, thesupervisoris generally identified as the
component that performs the load balancing of the images analysis over the workstations, and
that distributes the LVL1 RoI information to the relevant workstations.

Figure 2.5 shows the sub-components of the higher level triggers component: ROBs, network,
workstations, and the supervisor. Furthermore, it shows the LVL1 trigger, the component from
which the higher level triggers receive their input, and themass storage system, to which the
higher level triggers send their output.

2.4.2 Design alternatives and decisions

In the remainder of this chapter design alternatives and decisions regarding the identified com-
ponents, and their interaction, are discussed. One should be aware of the following remarks
regarding the design alternatives and decisions:

� Alternatives are incomplete
During the discussion of a design decision, the main alternatives are presented. We must
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be aware that the alternatives are bound to be incomplete. For most design decisions, it is
possible to come up with additional alternatives, for example slight varying an alternative.
However, we expect to have covered the main alternatives.

� LVL2+3, the author’s preference, is the red-line example
The alternative preferred by the author is identified and named “LVL2+3”. In addition to
presenting the alternatives for each design decision, alsoa single alternative is chosen by
the author of the thesis. The trigger design preferred by theauthor is named LVL2+3. In
fact, LVL2+3 is the set of all trigger designs in which for each discussed design decision
the alternative preferred by the author is chosen. LVL2+3 isused as the redline example
throughout this chapter.

� LVL2+3 is the result of a combination of design decisions.
For each of the design decisions, some trigger specialists may agree with the author’s pref-
erence, whereas others will disagree. At the time of writingit is impossible for everyone
to agree on the same trigger design, since many design decisions are still to be taken. Con-
sequently, it is very unlikely that exactly the combinationof design decisions that results
in the LVL2+3 design will be implemented.

� The alternatives are plausible and taken into account
Most trigger specialists will agree that the design decisions present plausible alternatives.
During the design of the infrastructure, we will also take the alternatives into account. In
fact, at that point, LVL2+3 is of little importance.

In the Sections 2.7 to 2.12, design decisions regarding the components depicted in Figure 2.5
are discussed. However, before discussing the design alternatives and decisions, Section 2.5
presents the general strategy used by the author to choose the alternatives for the LVL2+3 trigger
architecture. Furthermore, Section 2.6 gives an overview of the LVL2+3 architecture.

2.5 The LVL2+3 design strategy

The LVL2+3 architecture is the trigger architecture preferred by the author of this thesis. The
LVL2+3 architecture is only one of the solutions for the higher levels of the ATLAS trigger. This
section presents the design strategy underlying the LVL2+3architecture.

2.5.1 Uniformity and simplicity

The design of the LVL2+3 is driven by aiming strongly atuniformityandsimplicity. Both aim at
minimising the system’s complexity, and therefore typically reduce the development and main-
tenance costs, furthermore, both are attractive with respect to fault tolerance. The essential
diversity is to be covered mainly by software and firmware, thereby minimising variations in
hardware.
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This design approach is so generally applicable that it seems nearly too trivial to write down.
Why would not already every designer share these aims? Nearly all designers share these aims.
However, even when each individual designer shares the aims, it is difficult to realise uniformity
and simplicity in the result of the group’s combined work. Often compromises by the individual
designers are needed to obtain a uniform and simple overall system design.

The design of a large system is an iterative process. Typically, at the start of the design process,
when the level of know-how is relatively low and many feasibility questions are unanswered, the
overall system is decomposed into a number of separate components, e.g., LVL2 / LVL3, super-
visor / ROB / Workstation. Different design teams start working on the different components,
thereby producing component-specialised solutions and generating component-specific know-
how. Based on the generated know-how, a redesign of the initial component decomposition is
likely to be technically feasible and preferable, however,reorganising the already specialised de-
sign teams is a difficult organisational change process. In multicultural and physically distributed
organisations like CERN this is even more difficult.

The LVL2+3 architecture is not constrained by such historical organisational aspects. In the
opinion of the author, the realisation of the final trigger should not be a research activity, but an
engineering activity. A small engineering organisation should be set up to engineer the trigger
based on research’s advice. Such a newly composed engineering team can efficiently overcome
historic barriers.

2.5.2 Reaching uniformity and simplicity

The NOW concept is generally accepted as the solution to LVL2+3. LVL2+3 is therefore based
on NOW, i.e., workstations interconnected by a network are used for parallel processing. We
obtain uniformity by making each workstation perform the same operations. We can therefore
speak oftheworkstation functionality. Within LVL2, at least one special-purpose hardware com-
ponent is needed to cost-effectively buffer the 100 GBytes/s of data arriving from LVL1. Unifor-
mity is reached by only using one type of special-purpose hardware component within LVL2+3:
theROB. Furthermore, to interconnect these components we onlyuse a single interconnect:the
network.

Diversity and complexity are addressed and captured in workstation software and ROB firmware.
The variation required special-purpose hardware components is minimal.

2.5.3 The network as the hardware-software interconnect

In LVL2+3, the network is the hardware-software interconnect, i.e., both the workstation and the
ROB are connected directly to the network. Interaction between ROBs and workstations always
occurs via the network.

Note that typically, if NOW is applied radically, the network will be like a software-software
interconnect: applications on workstations exchange datavia the network. In case interaction
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Figure 2.6: The LVL2+3 architecture.

with hardware is required, the software typically uses a special-purpose hardware interface, e.g.,
some hardware board is plugged into the I/O bus of the workstation. In LVL2+3, NOW is
not applied that radically. In fact, LVL2+3 uses a Network OfSpecial-Purpose Hardware and
Workstations.

Using the network for this purpose is only attractive if the network provides cost-effective high-
performance communication between special-purpose hardware and software. The network tech-
nology we choose to use within LVL2+3, i.e. Ethernet, fulfilsthis requirement.

2.6 Overview of the LVL2+3 architecture

In this section, we present an overview of the LVL2+3 architecture. Figure 2.6 illustrates the
LVL2+3 architecture. In this overview, we point out the mainaspects of the LVL2+3 architecture.
These aspects are discussed in more detail in the Sections 2.7 to 2.12, the sections that focus on
the design alternatives. The design decisions for the LVL2+3 architecture are also addressed in
those sections; often the design decision for LVL2+3 is usedas the basis to indicate the other
alternatives.

� Workstations with identical functionality
In LVL2+3, the workstations perform both the LVL2 and the LVL3 filtering algorithms. In
LVL2+3, there is no distinction between LVL2 and LVL3 workstations. See Section 2.7,
Section 2.8, and Section 2.11.
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� Single network
A single network, i.e.,thenetwork, connects the workstations to the ROBs and the mass
storage system. See Section 2.7, Section 2.8, and Section 2.10.

� Request-response ROBs
ROBs receive and buffer image data from LVL1. The image data are either image frag-
ments or RoI information. ROBs forward the image data on request. ROBs receive the
instructions to forward specific image data via the LVL2+3 network. ROBs return an error
message if a requested image data has already been discardedat the moment the request
arrives. In LVL2+3, all types of LVL1 output – both image fragments and RoI-related
information – are distributed to workstations via ROBs. SeeSection 2.9 and Section 2.12.

� Image analysis
The workstations perform the incremental image analysis. Each image is analysed on a
single workstation. To access the image data, i.e., both RoIs and image fragments, work-
stations perform request-response with the ROBs holding that data. The requests include
animage identifier, a system-wide unique identification of an image. A workstation obtains
a new image identifier via a request-response with a ROB that is dedicated to handing out
image identifiers. On reception of an image identifier, the workstation is obliged to analyse
the corresponding image. See Section 2.9 and Section 2.11.

� Load balancing
A workstation requests a new image identifier when it has the processing power available
to start processing a new image. This way, the workstations balance the workload amongst
themselves according to their occupancy. See Section 2.9.

� Fragment discards
ROBs buffer image fragments for a certain maximum amount of time, in the order of
0.5 seconds. This maximum time can be determined on basis of the maximum decision
latency, to which a margin is added. Workstations must request the fragments that need to
be recorded by the mass storage system within the decision latency; image fragments that
are not requested in time are automatically discarded.
At the moment the LVL3 algorithms start operating, all imagefragments are needed for the
analysis. The maximum decision latency is therefore at mostthe maximum time required
for the LVL2 analysis. When, due to the characteristics of the analysis algorithms, no clear
upper limit for the LVL2 analysis time can be given, a time-out mechanism can be used to
ensure that in the exceptional occurrence of an image analysis that threatens to take more
time than the maximum fragment buffer time, all remaining image fragments are collected
before the discard takes place. See Section 2.12.

� Selection of images
If, after incremental image analysis, an image turns out to be interesting, a workstation
must already have all image fragments of the image available. The whole image can then
be sent from the workstation to the mass storage system. See Section 2.11.
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� Discarding images
If, during the incremental image analysis, an image turns out to be uninteresting, the work-
station stops analysing the image. After the decision latency has passed, the ROBs will
automatically discard the data on the image. See Section 2.11 and Section 2.12.

� Long-term scalability, upgradeability, and maintainabil ity
In LVL2+3, the life-time requirements are met using commodity products for the network
and the workstations: Ethernet as the network, and PCs for the workstations. See Sec-
tion 2.10 and Section 2.11. During ATLAS’s life-time, the performance demanded from
the ROBs is expected to increase. In LVL2+3, the ROBs are to bedesigned for ATLAS’s
full lifetime. This is possible because the input rate from LVL1 per ROB is fixed in the
LVL1 design, for the life-time of the trigger. Furthermore,during ATLAS’s life-time, the
maximum output rate is at most the (fixed) input rate. When ROBs are designed for a
maximum 100 MBytes/s input and output rate, they will be suitable for the full ATLAS
life time.

Many aspects of LVL2+3 are similar to other designs. E.g., the use of request-response commu-
nication with ROBs is quite generally accepted. However, LVL2+3 contains a number of ideas
that are less typical for ATLAS trigger designs, in particular:

� Full integration of LVL2 and LVL3

� Distribution of supervisor functionality, thereby eliminating the need for supervisor-
specific special-purpose hardware.

� Discarding images when exceeding the maximum decision latency

2.7 Farm versus a local/global architecture

LVL2+3 is structured as afarm of workstations. In a farm, each of the workstations processes
jobs. A job is an independent computing task: it does not depend onother jobs. Each workstation
in the farm can process any job. In LVL2+3, a job consists of performing the incremental image
analysis on an image. The steps of the incremental image analysis are performed sequentially:
each step may declare an image uninteresting, if so, non of the remaining steps are executed.

Alternatively, the different steps of the incremental image analysis could be performed in parallel.
The local/global architecture[10], enabling parallel analysis of individual images, is shown in
Figure 2.7. The ‘local’ workstations operate concurrentlyon different fragments from the same
image. Their outcome is combined into a final select/discarddecision by a ‘global’ workstation.

The local/global architecture has originally been proposed because it has two advantages: (1)
it allows a faster decision whether an image is interesting or uninteresting, and (2) it allows an
architecture consisting of many small networks instead of asingle large one. Over the years,
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Figure 2.7: An alternative architecture: parallel analysis of each image in a lo-
cal/global architecture.

technology has improved. As a result, these two arguments are not valid anymore. The reasons
why the arguments became obsolete are the following:

� Obsolete argument 1: Need for a faster decision latency
Around 1992, when the ATLAS trigger was first designed, so-called Static Random Access
Memory (SRAM) memory chips were expensive and very limited in size. These chips were
the only memory chips that could cope with data rates of around 100 MBytes/s, and were
therefore the only memory chips suitable to be used in the ROBs. Image fragments need
to be buffered during the decision latency. By requiring theaverage decision latency to be
less than 10 ms, the cost for the SRAM memory was limited to an acceptable amount. By
enabling parallel analysis of individual images, the local/global architecture can achieve a
lower decision latency.

Today’s technology is different: Synchronous Dynamic Random Access Memory
(SDRAM) modules can cope with data rates up to 1 GByte/s. At the time of writing,
these modules only cost about 64 EURO per 64 MBytes, because they are widely used in
PCs. Prices can be expected to drop even further. Putting strong constraints on the latency
is therefore not needed anymore.

� Obsolete argument 2: Need for a partitioning into small networks
The second reason for the local/global architecture is thatthis architecture permits using
relatively small physically separated networks. These networks needed to be small because
around 1992, people at CERN were not convinced that large networks could be built.
However, the size of a network does not need to be a limitationnowadays.

In 1997, Dobinson et al.[83] have demonstrated that very large packet switching networks
can be built, can be run reliably, and can scale very well performance-wise, even under
trigger-like traffic. This proves that architectures that depend on a single large network are
also feasible.
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The main arguments for using the local/global architectureare therefore not valid anymore. The
advantages of using a farm based architecture instead of a local/global architecture are the fol-
lowing:

� No unnecessary CPU usage
Filtering by incremental image analysis allows an image to be rejected after each of the
individual processing steps, see Figure 2.4. Since the local/global architecture performs
these image processing steps on the same image in parallel, unnecessary CPU power is
used in case an image is rejected, and 99.9% of the images are rejected. Compared to the
local/global architecture, the farm architecture avoids much unnecessary communication
and computation[28].

� No complex control
The local/global architecture includes complicated control which assigns and initiates pro-
cessing resources to analyse each image. The control is complicated because it requires de-
tailed knowledge on the selection mechanism to allow resource assignation. In the LVL2+3
architecture, the control consists of a ROB that hands out image identifiers on request. The
control is significantly less complex for a farm architecture.

� Load balancing, scalability, and flexibility
In the local/global architecture, workstations perform specific tasks. Determination of
the number of workstations required for each task requires asignificant amount of work
each time the configuration or scale of the trigger changes. The farm architecture can
dynamically balance the load over the available workstations.

� Fault tolerance
The farm architecture is more homogeneous than the local/global architecture. Providing
fault tolerance via redundancy is simpler in a homogeneous system. Furthermore, the farm
architecture uses a single large network instead of many smaller ones. Less hardware is
required to provide redundancy in a large homogeneous system than in many smaller ones.

Within ATLAS, Sequential image analysis using a farm of workstations is generally considered
essential for a cost-effective trigger[80].

2.8 Integration versus separation of LVL2 and LVL3

It has always been clear that LVL1 will be implemented using special-purpose hardware, and
that LVL3 will be implemented using a NOW. The technology forLVL2 has always been a topic
of research: it could be special-purpose hardware, commodity hardware, or a combination of
the two. Research was therefore separated into LVL1, LVL2, and LVL3. Figure 2.8 shows the
architecture outlined in the ATLAS technical proposal[9],that separates LVL2 and LVL3.
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Figure 2.8: An alternative architecture: LVL2 and LVL3 separated.

For LVL2, a NOW is expected to be the most cost-effective and flexible basis. At that moment,
it becomes natural to use the same hardware for the LVL2 and LVL3 trigger. Merging LVL2
and LVL3 into a single system issimilar to combining local and global stages into a single farm,
therefore the arguments in Section 2.7 for load balancing, scalability, flexibility, fault tolerance,
and control are also valid here. In addition, merging LVL2 and LVL3 makes communication
between LVL2 and LVL3 superfluous. No special hardware is needed to collect all the image
fragments. Furthermore, image fragments used by LVL2 are already present in memory for usage
by LVL3.

The LVL3 image analysis algorithms are developed in cooperation with the off-line. In the
future, algorithms that have been developed and tested off-line will become part of the on-line
LVL3. To facilitate this, one could aim at making LVL3 as identical as possible to the off-line
system. E.g., by using the same OS, communication system, and database facilities. LVL2+3
has not been designed to be as identical as possible to the off-line system. In LVL2+3, the
LVL3 algorithms are executed as part of the incremental image analysis. It is very well possible
to organise LVL2+3 to allow integration of off-line algorithms without changes. This can be
achieved by defining a software interface that provides access to the image data. The software
interface should be identical for the on-line and the off-line image analysis, and should abstract
from the underlying operating system, hardware, and database system. When fully integrating
LVL2 and LVL3, compatibility with the off-line is definitelya point of further research.

The idea to use the same network for LVL2 and LVL3 has been around for a few years, it has
been presented before in [29]. Having both the LVL2 and LVL3 algorithms performed by the
same workstation, as part of the same incremental image analysis, has not been presented before.

One reason for this is that until the year 2000, LVL2 and LVL3 are mainly being investigated
separately. In 2000, a research project will be started to investigate how to integrate LVL2 and
LVL3. A full integration, as proposed by the LVL2+3 architecture, can contribute to this research.
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Figure 2.9: Supervision within other trigger architectures.

2.9 Supervision

Farm architectures that have been proposed by ATLAS have always included a supervisor, partly
built from special-purpose hardware. The supervisor controls the workstation farm centrally, and
has to perform five tasks, see Section 2.9.2, in real time: thesupervisor is a complex central point.
As a result, it is difficult to avoid the supervisor from beingthe bottleneck: performance-wise
and reliability-wise.

Research within ATLAS[14] has already demonstrated that the supervisor can be built, and can
provide the required performance. This supervisor is shownin Figure 2.9. The LVL1 RoI infor-
mation is received by special-purpose hardware that combines the RoI information on the same
image into a single ‘job’. These jobs are distributed to supervisor workstations. The supervisor
workstations distribute the jobs further on to the workstations that perform the image analysis.

The LVL2+3 architecture decomposes and distributes the functionality of the supervisor. By
decomposing and distributing the supervisor functionality, the system becomes dependent on
relatively simple and uniform units: ROBs, units which are already in use within all architec-
tures to distribute image fragments. The problem of meetingthe performance and reliability
requirements is reduced to the design of a single, relatively simple, unit: the ROB.

It is unavoidable that trigger architectures contain a single point of failure, since the analysis of
every image requires RoI information from LVL1. This information arrives via a unique set of
links. In the LVL2+3 architecture, the complexity of the central point is reduced to minimise the
probability of a failure in the central point.

We focus on two aspects with respect to supervision: (1) job pulling versus job pushing, and (2)
supervisor decomposition and distribution.
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2.9.1 Job pulling versus job pushing

The supervisor typically distributes jobs over the workstations that perform the image analysis
by spreading them evenly according to the computing power ofthe workstation: job pushing.
Alternatively, the workstations can be made to request jobsfrom the supervisor at the moment
they have got the CPU power available to process another image: job pulling. Job pulling has
the following advantages over job pushing:

� Load balancing
The load on a workstation strongly depends on the characteristics of the images being anal-
ysed at that moment. These characteristics only become clear during the image analysis.
Typically, interesting images require much more CPU time than uninteresting images.

Job pulling results in a load-balancing scheme that takes the CPU load of each workstation
into account. In case of job pushing, this is significantly more complex: the component
that sends the job, typically has little information to determine the load of the workstation
to which the job is pushed. Mechanisms that make the load information available to the
supervisor are typically complex.

Job pulling allows these differences in CPU time to be taken into account. Furthermore, it
automatically adapts to the computing power of the workstation. This is convenient, since
LVL2+3 can be expected to be inhomogeneous in this respect: over time, LVL2+3 will be
equipped with a range of workstations with growing capabilities.

� Fault tolerance
Conveniently, workstations that have crashed are unable torequest further jobs. Therefore,
the load is automatically balanced over the workstations that are operational. In case of
job pushing, the supervisor needs a mechanism to determine whether workstations are
operational or not.

� Simplicity
In case of job pulling, no details of the CPU power of the different workstations, or the
types of jobs they are executing need to be known to the supervisor. Nor does the supervi-
sor need to know which workstations it is supervising, and whether they are operational or
not. The reduction in complexity allows the supervisor functionality to be implemented in
dedicated hardware, in a ROB. This approach is used in the LVL2+3 architecture.

2.9.2 Supervisor decomposition and distribution

The supervisor has to perform five tasks. In the LVL2+3 architecture, we redistribute these five
tasks over the workstations that perform the image analysis, and over an additional set of ROBs
that provide access to RoI information. The decomposition of the five supervisor tasks is the
following:
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� Task 1: Construct jobs
Centralised supervision is used in all trigger architectures except LVL2+3. In case of
central supervision, the supervisor distributes jobs thatconsist of an image identification
and the RoI information belonging to the image. Compositionof such a job is rather
complex: information from different LVL1 output channels must be combined into a single
piece of information.

The concept of a job in the LVL2+3 architecture is different:a job is just an image identi-
fication. The workstations can obtain an image identification from one ROB. This identi-
fication can then be used to obtain details on the image from other ROBs: RoI information
and image fragments. The complexity of collecting the RoI information has therefore been
moved from the supervisor to the workstations.

Architectures with centralised supervision only use ROBs to buffer image fragments. The
LVL2+3 architecture also uses ROBs to buffer image identifications and RoI information.
In the LVL2+3 architecture, the ROBs operate as request-response buffers for any type of
LVL1 data: image identifications, RoI information, and image fragments. Consequently,
in this respect, LVL2+3 is uniform.

Centralised supervision uses dedicated communication hardware to combine RoI data and
image identifications into jobs. The LVL2+3 architecture uses the network to access that
information. This requires eight extra messages over the network for each image that is
being analysed: a single multicast request to the seven RoI ROBs, and their responses.
However, the fault-tolerance aspects of the LVL2+3 networkare automatically exploited,
and no supervision-specific hardware is required.

� Task 2: Load balancing
LVL2+3 uses the “job pulling” load balancing scheme described in the previous section.
The simplicity of this scheme makes it possible to use ROBs for supervision.

� Task 3: Collect the accept/reject decisions from the workstations
The traditional supervisor sends jobs to the workstations,and receives accept/reject deci-
sions from the workstations. In LVL2+3, collecting accept/reject decisions is not needed
anymore. The workstations themselves should make sure the image data is forwarded to
the mass storage system if the image is interesting.

� Task 4: Broadcast the reject decisions to the ROBs
In the LVL2+3 architecture, image fragments are automatically discarded by the ROBs
after the decision latency. ROBs therefore do not need to be informed about discarding
image fragments, see also Section 2.12.3.

In other trigger architectures, all ROBs are explicitly commanded to reject an image frag-
ment. Typically, a broadcast over the network is used to inform all ROBs about such a
discard. Since LVL2+3 analyses images at a frequency of 100 kHz, they also need to
be discarded at 100 kHz. Depending on the implementation of broadcast in the network,
broadcasting at the rate of 100 kHz can turn out to be a bottleneck.
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The task of the supervisor is therefore to collect about 10-100 discard decisions from the
workstations, and broadcast them by a single broadcast message to all the ROBs. This re-
duces the frequency at which broadcast messages are sent to the ROBs from about 100 kHz
to a few kHz, however, the size of the broadcasted messages islarger.

An additional problem of the discard broadcast is revealed when considering the situation
in which part of the broadcast fails to arrive at its destination: fragments will not be dis-
carded from the memory of certain ROBs. Multiple of such failures can cause ROBs to
run out of memory. Identifying and recovering from these failures is a relatively complex
problem.

In LVL2+3, ROBs automatically discard image fragments after the decision latency, so
in LVL2+3 this problem does not exist. Furthermore, the needfor relatively complex
recovery mechanisms, which are needed because the broadcasted message may fail to
arrive on all nodes, is fully avoided.

If one prefers explicit discards over the implicit discards, a ROB could be programmed to
buffer discard messages, and to broadcast them to other ROBs. Furthermore, it is likely
that the network itself could well be capable of handling thefull 100 kHz broadcast rate
efficiently.

� Task 5: System monitoring and management
Monitoring and system management does not need to be performed at the 100 kHz rate
at which the on-line LVL2+3 has to operate. This task can be performed by an off-line
control system.

LVL2+3 mainly relies on ROBs to perform the few remaining central supervision tasks. In
contrast to a complete supervisor system, a ROB is a small system that performs a simple task.
Furthermore, ROBs are already present in the system to buffer other image data from LVL1.
The main advantage of LVL2+3’s decomposed supervision is that the central point is drastically
reduced in complexity; the resulting functionality can be implemented in an already existing unit:
the ROB.

The idea to decompose and physically distribute the supervision without introducing new com-
ponents are new. This type of decomposition is a strong strategy to avoid possible scalability and
fault-tolerance problems. Decomposed supervision makes the system simpler and more uniform.

2.10 Network

The network is a crucial part of the LVL2+3 architecture. It needs to be scalable, fault-tolerant,
long-term supportable, upgradeable, and cost-effective.Furthermore, LVL2+3 uses the network
as the interface between special-purpose hardware and software executed on commodity hard-
ware. The following sections focus on these aspects.
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2.10.1 Scalability

The workstations perform image analysis by processing image fragments. They must obtain
these image fragments via the network. Future requirementsmight involve increasing the
LVL2+3 computing power by increasing the number of workstations, and increasing the amount
of image fragments being processed. In the first case, the network size increases, in the second
case, the required network bandwidth increases. These changes in network size and bandwidth
influence the network latency.

CERN[87][79] uses modelling and simulation techniques to predict the influence of the system
architecture and size on the network and trigger latency. The characteristics of the trigger latency
need to be known to choose the size of the buffer within each ROB. These buffers should be large
enough, about 64 MBytes, to store the image fragments accumulated during the trigger latency.

Packet switching networks have been designed for cost-effectiveness and scalability. In [55],
Haas et al. conclude that performance-wise and scalability-wise the Clos[33] topology is a suit-
able topology for trigger-like traffic.

2.10.2 Fault tolerance

Fault tolerance is an important requirement for the network. If possible, a faulty link or switch
should only marginally reduce the performance of the trigger. In addition to being scalable, the
Clos[33] topology is suitable for fault-tolerance reasons: typically, if a single switch or link in a
Clos network fails, the remaining connectivity is still sufficient to interconnect all the remaining
end-nodes.

Network traffic should be rerouted to avoid faulty components until they have been repaired.
Redundancy in the hardware performing the rerouting is essential. The rerouting functionality
is sometimes distributed over the processors in the switches in the network, making the network
take care of its own fault tolerance: an intelligent network.

2.10.3 Ethernet: long-term supportable, upgradeable, andcost-effective

Supportability and upgradeability during the lifetime of ATLAS are well-supported by using
a commodity network technology with multiple industrial vendors. Currently, only two tech-
nologies meet these requirements: ATM and Ethernet. Other high-speed interconnects such as
Myrinet, SCI, and IEEE 1355 are only available from a single vendor. As a result, ATM and
Ethernet are currently being investigated[43] for suitability in the ATLAS trigger.

Ethernet is the most popular interconnect for desktop computers. In March 1999, Infonetics
Research Inc. investigated[112] the high-performance Local Area Network (LAN) market, i.e.,
LANs of at least 100 Mbit/s. At that time, the amount of network equipment that had been
installed in the investigated businesses was similar for Ethernet and ATM. On the other hand,
about 80% of the new network installations are built with Ethernet. Therefore, by 2000, high-
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performance Ethernet will connect servers, network backbones, and individual computers in
numbers that by far exceed those of ATM. Ethernet’s popularity ensures long term support and
good cost-effectiveness, both essential for the ATLAS trigger.

At the time of writing, Ethernet contains two technologies to build a packet switching network
suitable for the higher level triggers: Fast Ethernet (FE) and Gigabit Ethernet (GE). FE has a
bandwidth of 100 Mbit/s. GE has a bandwidth of 1 Gbit/s, ten times the FE bandwidth.

GE is expected to be about 3 times more expensive than FE, but its performance is a factor 10
better. A GE-based solution for LVL2+3 can therefore be morecost-effective.

The modern Ethernet technologies investigated for the ATLAS trigger are based on point-to-point
links. They are completely different from 10 Mbit/s Ethernet, the first Ethernet technology de-
fined in 1984. 10 Mbit/s Ethernet, which is still widely used,is based on Carrier Sense Multiple
Accesses and Collision Detection (CSMA/CD). CSMA/CD only allows half-duplex communi-
cation over a shared segment. Half-duplex links are restricted to the distribution of only a single
message at the time. With full-duplex point-to-point linksand switches, Ethernet can be used as
a packet switching network, which allows it to meet the trigger’s scalability requirements. Full-
duplex links allow concurrent, independent, bidirectional communication, i.e., two messages
(one in each direction) can be communicated simultaneously.

We are confident that the communication scalability and fault-tolerance requirements can be met
by applying Ethernet technology. Ethernet will be widely used for fault-tolerant WEB systems
and IP telephony. These applications will encourage thorough research in fault tolerance and
scalability, and push towards standardised solutions. Scalability and fault-tolerance issues are
being investigated at CERN. The work presented in this thesis has contributed significantly to the
investigation of the suitability of Ethernet for the ATLAS trigger. Ethernet-related conclusions
from this research are presented in Section 7.4.1.

2.11 Workstations

Figure 2.10 shows the architecture of a workstation. The workstation is a processing node that
obtains its data via the network. The use of PCs for these workstations allows taking advantage
of commodity products.

A workstation minimally consists of a processor, memory, and a NIC. Peripherals such as key-
board, screen, and mouse are not required. By making workstations bootable from the network,
a hard disk becomes superfluous. On the other hand, hard diskscan buffer the output of the on-
line trigger before it enters the mass storage system. This allows hiding downtime of the mass
storage system.

According to Moore’s law, the computational power of a processor doubles every 18-24 months.
By 2004, when CERN has planned to purchase the workstations for the ATLAS trigger, work-
stations are expected to have a computational capacity of about 4-8 GIPS. Even if Moore’s law
turns out to be incorrect, a computing capacity of 4-8 GIPS isstill realistic due to the tendency to
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Figure 2.10: The architecture of a workstation.

increase the number of processors in each workstation. The higher level triggers would initially
require a farm of 250-500 workstations, and this number might grow in the future. Workstations
with this computing capacity might need a gigabit network connection to meet the communica-
tion requirements of the ATLAS trigger.

Redundancy in the workstation farm can be used for fault tolerance. In case a workstation
crashes, the images being processed by the workstation at that time, in the order of 10 images,
are lost. The number of images that is lost in this way is acceptable, assuming workstations crash
only from hardware failures, and these failures are acceptable if at most one trigger workstation
crashes per hour. Such reliability requirements are realistic for PCs. Typically, a watch dog
mechanism would be used to detect workstations that are faulty.

2.12 Read-Out Buffers

This section focuses on ROBs, their functionality, a possible implementation, and a few ROB-
related design alternatives and decisions.

2.12.1 Functionality

In trigger architectures, ROBs are primarily used to bufferimage fragments. This requires each
ROB to receive data from a concentrator at a few hundred MBytes/s. ROBs are therefore typically
implemented in hardware.

ROBs must be able to handle requests for image fragments. In response to a request, a ROB must
forward the requested image fragments.

LVL2+3 also uses ROBs to handout image identifiers. In that case, the ROB is used to queue
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Figure 2.11: A possible implementation of a Read-Out Buffer.

image identifiers and requests. Requests to obtain an image identifier are handled in First-In
First-Out order. Requests are kept pending as long as the identifier queue is empty.

Additionally, ROBs may have to perform data formatting operations, e.g., zero suppression, to
speed up the image analysis performed by the requesting workstation, or to reduce the amount
of data to be communicated over the network.

2.12.2 A possible implementation: FPGA-based

A ROB implementation based on a Field Programmable Gate Array (FPGA) can offer both
the required flexibility and the required performance. A FPGA is a silicon chip, that enables
a significant amount of logical gates to be interconnected under software control. Therefore,
FPGAs can execute relatively simple parallel algorithms athardware speed. FPGAs can easily
be connected to other silicon chips, e.g., memory and network interface chips in the case of a
ROB. The market for FPGAs is growing rapidly. The price per gate halves about every 18 months
and their performance is increasing rapidly. Furthermore,recent advances in both the language
and the paradigm to program these devices[111][37] might make them even more popular.

Figure 2.11 shows the architecture of a ROB. The ROB consistsof an FPGA, memory, an inter-
face to LVL1 data, and a connection to the network. The ROB’s memory must be sufficiently
large to buffer the input data for the time of the decision latency: it requires 1 MByte of memory
for every 10 ms of decision latency, assuming the average input rate is 100 MByte/s. Currently,
the upper limit on the decision latency is not known. Assuming the maximum decision latency
to be less than 0.5 s, a memory of 64 MBytes would definitely be sufficient. SDRAM modules
with a cycle time of 8 ns can cope with a bandwidth up to 1 GByte/s, and are sufficiently large.
Since these memories are being used in PCs nowadays, they arewidely available at a low cost.

2.12.3 Cyclic versus dynamic buffering

The ROBs in the LVL2+3 architecture buffer image data for thetime of themaximum decision
latency. If during that time no request has arrived to forward the data, the data is automatically
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discarded. In fact, ROBs performcyclic buffering, the amount of memory required, probably less
than 64 MBytes, is determined on basis of the maximum decision latency and the LVL2 output
rate.

All other architectures presented for the ATLAS trigger useROBs that performdynamic buffer-
ing: image fragments are buffered until they are explicitly discarded. Each ROB is instructed to
discard the fragment of an image after image analysis has determined that the image is uninter-
esting. Discarding an image fragment means that the memory that is being used for the fragment
will be reused for buffering. Since theaverage decision latencyis expected to be less than 40 ms,
a memory of a most 4 MBytes is required.

In LVL2+3, we choose to use cyclic buffering. Cyclic buffering requires much more memory
(64 MBytes versus 4 MBytes) than dynamic buffering, however, memory is available at low cost.
The advantage of cyclic buffering is simplicity:

� Simple administration
Dynamic buffering requires dynamic memory management, i.e., keeping track of the re-
leased and occupied memory regions. Cyclic buffering writes data into memory sequen-
tially, at the end of the memory, it restarts at the beginning. The administration of image
data present in memory is simple: data on a fixed range of imageidentifiers is present.
The location of the image data within the memory can immediately be determined from
the image identifier. The administration for dynamic buffering is much more complicated.
Typically, search trees or hash tables are needed to locate the image data. Implementing
such structures in hardware is non-trivial.

� No discards
Cyclic buffering does not need data to be explicitly discarded, it is automatically discarded
after the maximum decision latency. In case of dynamic buffering, discard messages must
be sent to all ROBs. Special mechanisms, as described in Section 2.9, to do this distribution
of discards efficiently via broadcast, are not needed by cyclic buffering.

� No explicit timeouts
Cyclic buffering automatically discards image data after acertain period of time. Dynamic
buffering only discards image fragments on command. These commands are broadcast
over the network. A problem occurs if these broadcast messages fail to arrive at a ROB:
the memory occupied by the image data would not get released,and the amount of effective
buffer space available would therefore be reduced. To avoidthis, some timeout mechanism
is required that explicitly discards image fragments that have been buffered for too long a
period.

In conclusion, the simplicity of cyclic buffering allows all administration for a ROB to be imple-
mented in a small FPGA. Whereas in case of dynamic buffering,it is likely that a combination of
a processor and a FPGA is needed to implement a ROB. Even though more memory is required,
cyclic buffering is likely to reduce the cost. But, probablyeven more important, it reduces the
complexity of the the system, thereby facilitating maintenance.
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Figure 2.12: An alternative to direct network access: hardware boards ina work-
station.

2.12.4 Technology cost impact: ATM versus Ethernet

Architectures based on ATM[28] cluster a number of ROBs in a computer, see Figure 2.12. ROBs
cannot be accessed directly from the network. The advantageof clustering ROBs in a computer
can be cost reduction: less network access hardware and switches are required. Such a design
indeed results in a cost reduction in case an expensive network technology such as ATM or SCI
is used. However, in case of Ethernet, which costs a factor 10less than ATM, a cost reduction
cannot be expected. The cost of an Ethernet interface is similar to the cost of a PCI interface.

In addition to a cost reduction, the use of ROBs with direct access to the network has the follow-
ing two advantages:

� A failure of one ROB does not affect other ROBs
ROBs connected to the I/O bus as I/O cards are typically considered a part of the computer.
In case of failure of any of the ROBs, or any other part of the computer, the whole computer
fails. Grouping ROBs in a computer results in a system that ismore vulnerable to failures.

� Lower response time
Direct access to the network reduces the response time to obtain data from a ROB over the
network, since no software is involved in the request-response.

The idea to use ROBs with direct network access is well known.However, relatively recent
research into expensive network technologies such as ATM and SCI has hidden this possibility.
They require ROBs to be clustered to share a single network connection.
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2.13 Conclusions

This chapter has given an overview of the top-level architectural issues of the higher level trig-
gers. A range of design decisions and their alternatives have been discussed, because no final
design decisions regarding the higher level triggers have been made at the time of writing. The al-
ternatives are important, since they illustrate the diversity in architectures that must be supported
by the infrastructure that is the main topic of this thesis.

The LVL2+3 architecture is the architecture that uses the combination of design alternatives
preferred by the author. However, LVL2+3 is just one of the many possible trigger designs. It is
unlikely that exactly the combination of design decisions that led to LVL2+3 will be used in the
ATLAS trigger in 2005, since many of the design discussions are still ongoing, and many of the
alternatives discussed are very plausible options.

The main design strategies used for LVL2+3 are simplicity and unification: choose the sim-
plest option, and aim for uniformity. Simplicity and uniformity improve the architecture’s fault-
tolerance aspects, often reduce the costs, and facilitate the lifetime maintenance of the trigger.

This design strategy has led to the LVL2+3 architecture, that combines the functionality of LVL2
and LVL3 of the ATLAS trigger into one single system. The LVL2+3 on-line image analysis is
performed by components implemented in special-purpose hardware and in software executed
by commodity hardware. There is strong uniformity among these components. The only special-
purpose hardware component is a ROB, that buffers image dataand forwards it on request. The
software is executed by PCs. Each PC performs the same task: incremental image analysis.

Further uniformity is achieved by using only a single interconnect for the communication be-
tween multiple components in LVL2+3: Ethernet. The special-purpose hardware, each ROB, is
equipped with direct access to the network: it autonomouslycommunicates over the LVL2+3
network. The LVL2+3 network is the interface between special-purpose hardware and software.
No intervention of software is needed to communicate with ROBs over the network. Apart from
the special-purpose ROBs, LVL2+3 consists completely of commodity products: Ethernet and
PCs.

The architecture contains some ideas that have been around for years: using a network of work-
stations and merging the networks for LVL2 and LVL3 into one.In this respect, this design is
not new, it just collects viable ideas. It is therefore very likely that these ideas will be found in
the final architecture.

The design also contains new ideas: decomposed supervision, job pulling, performing LVL2
and LVL3 image analysis on the same processor as part of the same analysis, and using cyclic
buffering in the ROBs. In this thesis, a strong case for thesenew ideas has been made, but one
can only hope that some of these ideas will be integrated intothe final architecture.

The next chapter focuses on efficient triggering with a network of workstations, the problem
that is tackled in this designer’s Ph.D. The existence of theproblem does not depend on the
new ideas, it only requires a network of workstations to be anintegral part of the trigger. For
the remainder of the thesis, the LVL2+3 trigger is of little importance. Much more important
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are the implications of the different alternatives presented in this chapter on the design of the
infrastructure. The infrastructure developed in this Ph.D. project should be prepared to support
all of these alternatives.

These implications will be extracted in Chapter 3. The following issues, which are of importance
to some trigger designs, are to be taken into account when focussing on an communication and
computation infrastructure for a NOW:

� Boundary conditions
The boundary conditions for the trigger directly translateto boundary conditions for the
infrastructure. E.g., scalability, upgradeability, and supportability are also a major require-
ments for the infrastructure.

� Research topics
The research topics cost-effectiveness and fault-tolerance directly translate to research top-
ics for the infrastructure.

� Communication patterns
Architectures can use request-response communication, unidirectional communication,
one-to-many (broadcasting) communication, and many-to-one communication.

� Software tasks
Architectures make workstations perform different software tasks interleaved, conceptu-
ally simultaneously. Tasks can be: supervision handling, ROB handling, incremental im-
age analysis, image collection, LVL2 algorithms, LVL3 algorithms.

� Latency impact of interleaving software tasks
The method used to interleave software tasks can have a significant impact on the decision
latency of the trigger. E.g., in LVL2+3, the decision latency depends on the execution of
the LVL2 algorithms. To minimise the trigger latency, each image analysis workstation
should prefer LVL2 computation over LVL3 computation. Furthermore, minimising the
averagetrigger decision latency requires an interleaving strategy different from the one
needed for minimising themaximumtrigger decision latency.

� Communication with hardware
Some architectures use the network as the hardware-software interconnect.

These aspects will be used throughout the next chapter, in which the requirements and research
topics for the infrastructure are extracted and collected.
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A NOW-based infrastructure for

efficient triggering

This chapter focuses on a major problem of using a NOW for the ATLAS trigger. That major
problem is to efficiently use a NOW for the execution of the LVL2 trigger algorithms. The aim of
this Ph.D. work is the development of aninfrastructurethat allows the LVL2 trigger algorithms
to be efficiently executed on a NOW-based architecture, while taking the additional boundary
conditions into account. We define the requirements for thatinfrastructure, and consider the,
mainly performance related, research topics.

In the previous chapter, we illustrated the variety of architectural designs for the ATLAS trigger.
The variety exists because at the time of writing no final decision regarding the trigger archi-
tecture has been made. When investigating the use of a NOW forthe ATLAS trigger, we have
to keep that variety in mind: the variety of trigger designs leads to a variety of conditions to be
fulfilled by the infrastructure.

Section 3.1 focuses on the product that is to be developed within this Ph.D. project: the infras-
tructure. The aim of this chapter is to derive and define the requirements and research aims of
the infrastructure. To extract the requirements and research aims, a more detailed investigation
of the functionality of the trigger is needed. Section 3.2 describes further details of image anal-
ysis, and identifies the LVL2 efficiency problem. Section 3.3focuses on the parallel processing
model that can be seen as the basis for all NOW-based trigger architectures: the machine model,
and the application model. Section 3.4 focuses on mapping processes of the trigger application
to workstations, and points out the importance of scheduling policies. Section 3.5 defines the
nomenclature used in this thesis. The requirements and research aims are defined in Section 3.6
and Section 3.7. Section 3.8 describes the approach used in the remainder of this thesis.

3.1 An infrastructure for cost-effective triggering on a NOW

The product to be developed during this Ph.D. project is an infrastructure for cost-effective trig-
gering on a NOW.
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This Ph.D. project fits into LVL2 research as technology research. A NOW is a possible candidate
for the trigger, but there are others, e.g., a network of FPGA-based processing nodes. For a NOW
to be a cost-effective candidate, it has to be built from cost-effective workstations interconnected
by a cost-effective network technology. This technology has to fulfil the boundary conditions
of the trigger, see Section 2.2. For the NOW to be a solution for LVL2, the technology choice
is essential. But even though it is essential, the technology choice is not the main focus of this
Ph.D. project. This Ph.D. project focuses much more onhow to exploit a specific technology
efficiently. The motivationwhythe technology choice is an interesting option for ATLAS LVL2,
is described in Chapter 2. The aim of this Ph.D. project is to demonstrate that the technology is
indeed an interesting choice.

The major problem in using a NOW for cost-effective triggering, is making efficient use of the
computing power of each workstation. There are two problemsin doing so:

� Fine-grain parallelism
Incremental image analysis is intrinsically fine-grain: workstations performing incremen-
tal image analysis typically have to communicate once every4000–8000 instructions.
Workstations have not been designed to perform high-frequent communication. Doing
this efficiently is therefore a major problem.

� CPU utilisation
As part of the incremental image analysis, image fragments need to be retrieved from
ROBs over the network. Retrieving these fragments takes time due to the latency of the
network and the processing time needed by ROBs to extract thefragment from memory.
To efficiently exploit the computing power of the workstation, this communication time
must be used for the processing of other images.

This Ph.D. project focuses on the development of an infrastructure that addresses these problems
by:

� Communication
The infrastructure should provide efficient communicationfacilities, i.e., with a low I/O
overhead in particular.

� Multitasking
The infrastructure should provide multitasking facilities to allow convenient and efficient
CPU utilisation.

The infrastructure allows a workstation to be used as a processing node on which multiple pro-
cesses can be mapped. The processes communicate via messagepassing. For the application
programmer, the infrastructure is a software library, a setof functions that provide control over
processes on the processing node, and that allows message communication. The infrastructure
controls the hardware of the workstation: it assigns the CPUto processes to allow them to make
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Figure 3.1: A RoI within an image.

computational progress, and controls the communication hardware to allow them to communi-
cate.

The requirements and research aims are specified in Section 3.6 and Section 3.7. The require-
ments and research aims are extracted in the next sections.

3.2 Image analysis using workstations and its efficiency prob-
lem

Section 3.2.1, Section 3.2.2, and Section 3.2.3 describe the essentials of the computing task to
be performed by the workstations: incremental image analysis. Section 3.2.4 focuses on the
performance problem when using a NOW for the LVL2 triggering. Section 3.2.5 concludes on
that performance problem.

3.2.1 Incremental image analysis

The ATLAS LVL2 trigger performs incremental image analysison every image selected by
LVL1. The analysis takes primarily place within the RoIs of each image.

Each RoI is shaped like a cone. The top of such RoI is always situated at the centre of the
detector, in the collision area. The cone stretches out to the sides of the detector, crossing the
subdetectors that surround the collision area, see Figure 3.1. The part of the RoI within a specific
subdetector is called asubdetector RoI.

The workstations perform the incremental image analysis. In each step of the incremental image
analysis, a subdetector RoI of the image is analysed. This analysis determinesfeaturesof the im-
age within the subdetector RoI. The LVL2 trigger only selects images that have certain specified
features.

43



Chapter 3 A NOW-based infrastructure for efficient triggeri ng

Feature

Process

Request image fragments
from involved ROBs

Collect image fragments of
Subdetector RoI

Extract feature

ROBs response
with image fragment

Communication

Computation

Figure 3.2: The process of feature extraction.

A feature[27] consists of a physical entity and an energy threshold, e.g.: “MU6”, a Muon particle
of at least 6 GeV must be detected; or, “J100”, a Jet at threshold 100 GeV; or, “EM80”, an
electro-magnetic cluster at threshold 80 GeV.

The LVL2 trigger is configurable via a trigger menu. The trigger menu consists of a list of combi-
nations of features. Determining whether an image needs further investigation or not, occurs via
pattern matching with the list. Currently, two trigger menus are generally being studied within
ATLAS LVL2: the low and the high-luminosity menu. These menus are defined by physicists
performing research related to particle collisions at different intensities of the colliding beams.

The order in which the subdetector RoIs are investigated is optimised to minimise the amount
of image processing required. The subdetector RoIs with themost discriminating features are
investigated first.

3.2.2 Feature extraction

The incremental image analysis consists of repeatedly extracting features from subdetector RoIs.
Feature extraction consists of two stages: (1) obtaining the image data within the region, and (2)
extracting a feature by analysing the region’s data.

Each ROB contains image fragments from a particular location within a subdetector. Also, the
orientation of each RoI within the detector is known. Therefore, the set of ROBs containing
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Table 3.1: Characteristics of the process of feature extraction for the low and
high-luminosity menu. All numbers are averages. The CPU time
corresponds to the time required on a 500 MHz processor.

Trigger menu Low-luminosity High-luminosity

Number of fragments in a subdetector RoI 10.9 10.5
Fragment size 0.33 KByte 0.57 KByte

CPU time for feature extraction 333�s (166.5k clks) 196�s (98k clks)

fragments which are located partially or completely withina subdetector RoI can be determined
via a look-up in a table.

Figure 3.2 illustrates the process of feature extraction. The first stage of the feature extraction
process, obtaining the image data, consists nearly exclusively of communication. Typically,
feature extraction requires fragments from 2 - 30 ROBs to be collected, using request-response
communication. Each fragment typically consists 0.1 - 1.3 kByte of data. The second stage,
extracting the feature from the obtained image region, is pure computation, taking 100 - 500�s
(50k clks1 - 250k clks) on a 500 MHz machine.

Table 3.1 shows characteristics of the process of feature extraction. The table shows the average
number of fragments in a subdetector RoI, the average data size of each fragment, and the average
amount of CPU time required to extract the feature from the subdetector RoI. We calculated
these numbers and the numbers presented in the following sections on basis of the characteristic
information on the low and high luminosity menu presented in[45], dated June 1998.

3.2.3 TRT scanning

The LVL2 analysis is primarily based on the RoIs identified byLVL1. In addition, LVL2 can
identify new RoIs, so-called LVL2 RoIs, and investigate them. For the low-luminosity menu,
this identification of LVL2 RoIs is essential to perform further image analysis to reduce the
acceptance rate to 1 kHz.

The identification of LVL2 RoIs occurs by scanning the entireimage data produced by the Tran-
sition Radiation Tracker (TRT) subdetector. This process is called the TRT scan. The TRT scan
is shown in Figure 3.3.

Similar to the process of feature extraction, the TRT scan consists of a communication and a
computation stage. In the communication stage, all 512 TRT ROBs are requested to send their
image fragment, and all ROBs respond. Typically, a workstation sends a single multicast mes-

1The unit clks denotes the number of processor clock ticks. Itallows specifying computation time independent
of the clock frequency of the processor.
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Figure 3.3: The process of TRT scanning.

sage instead of 512 individual request messages. After collecting all the image fragments, the
computation stage starts. Computation consists of scanning through all the TRT fragments of the
image, thereby identifying the location of LVL2 RoIs.

The TRT scan is part of the incremental image analysis process. LVL2 rejects 90% of the images
on basis of the LVL1 RoIs. The TRT scan is performed on the remaining 10% of the images.
The LVL2 RoIs of these images are further investigated by feature extraction. Again 90% of the
images are rejected, leading to a reduction by a factor 100.

Table 3.2 summarises the characteristics of the TRT scan. Executing the TRT scan on a 500
MHz processor takes 50 ms (25M clks). In the low-luminosity menu, the TRT scan needs to
be performed on 10% of the images, so at about 10 kHz. The TRT scan therefore requires the
computing power of about 500 of these processors. To reduce the costs, ATLAS investigates the
use of FPGAs for the TRT scan: TRT coprocessors. Typically, aTRT coprocessor performs the
TRT scan a factor 10 more efficiently than a general-purpose processor: in 5 ms.
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Table 3.2: Characteristics of the communication and computation stage of the
TRT scan with and without coprocessor. All numbers are averages.

Number of fragments in the TRT subdetector 512
Fragment size 0.56 KByte

CPU time using 500 MHz processor 50 ms (25M clks)
Computation time by TRT coprocessor 5 ms

3.2.4 The LVL2 efficiency problem

Section 3.2.2 and Section 3.2.3 have shown the characteristics of the computation intensive tasks
of the LVL2 trigger: feature extraction and TRT scanning. Inthis section, we investigate LVL2
further by looking at the granularity of these tasks. We use the following definitions:

� CPU time
The CPU timefor a specific task is the amount of computation time needed toperform
that task. We either use CPU clock cycles (unit clks) as a unitfor CPU time, or seconds,
assuming an indication of the clock speed of the used CPU is known.

� Granularity
The granularity is the average amount of CPU time required for computation (analysis)
per communicated message.

� I/O overhead
TheI/O overheadis the amount of CPU time required to communicate a message.

LVL2 requires fine-grain parallel processing: the granularity of trigger processing is small com-
pared to the I/O overhead. TheLVL2 efficiency problemis caused by the discrepancy between the
fine granularity required by LVL2 trigger processing and thetypically very coarse-grain capa-
bilities of commodity workstation technology. This Ph.D. project addresses the LVL2 efficiency
problem by investigating the fine-grain capabilities of commodity workstation technology within
the constraints of the LVL2 trigger.

The number of messages required to extract a feature is typically twice the number of image
fragments to be collected for a subdetector RoI: a request and a response for each fragment. The
number of messages required for the TRT scan is typically 513: a single multicast message to all
512 ROBs, and a response from each of them.

Under these assumptions, we investigate the granularity for the low and high-luminosity menu.
No TRT scan has been planned for the high-luminosity menu. For the low-luminosity menu, we
consider three possible ways of performing the TRT scan:
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� Workstation
The TRT scan is assumed to be performed by a workstation.

� Coprocessor
Each workstation is assumed to be equipped with a coprocessor specialised in TRT pro-
cessing: the workstations perform the communication stageof the TRT scan, and use the
TRT coprocessors to perform the computation stage.

� TRT nodes
The TRT scan is assumed to be performed by TRT nodes. A TRT nodeis a fully au-
tonomous processing node in the network that is dedicated toperforming both the com-
munication stage and the computation stage of the TRT scan. Workstations use request-
response with these TRT nodes to obtain the LVL2 RoIs of an image. On receipt of a
request, a TRT node collects the TRT image fragments, performs the TRT scan, and re-
sponds to the request with the calculated LVL2 RoIs.

Other options, e.g., having only few workstations equippedwith coprocessors, are possible, but
they are not considered in this analysis.

In Chapter 2, we have suggested the use of the first option: allimage analysis, including the TRT
scan, is performed by workstations. In case the use of dedicated TRT hardware is more cost-
effective in terms of both development and maintenance cost, the author would prefer the “TRT
nodes” option. The usage of autonomous TRT nodes allows the relatively expensive hardware of
a TRT node to be shared by all workstations in the trigger.

Table 3.3 shows the granularity and the influence of the I/O overhead on the LVL2 trigger for the
low and high-luminosity menu and the three different ways ofimplementing the TRT scan. The
CPU power and the granularity have been calculated on basis of [45].

� The CPU power is expressed as the number of 500 MHz processorsrequired for process-
ing, assuming they are 100% occupied with computation.

� The granularity is the average amount of CPU time required for computation per commu-
nicated message, i.e., per I/O operation for which I/O overhead is required.

The additional number of CPUs required per 1�� of I/O overhead is obtained by dividing the
CPU power by the granularity, i.e., the values forAdditionalCPUshave been calculated using the
following formula:

AdditionalCPUs� CPUPower�

�
��

Granularity
(3.1)

Where, theCPUPoweris expressed in number of 500 MHz CPUs, and the granularity isexpressed
in ��. To give the reader an impression of the granularity of the trigger, independent of the
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Table 3.3: The influence of the I/O overhead on the LVL2 trigger as a result of
the granularity, for the low and high-luminosity menu and different
ways of performing the TRT scan.

Luminosity of the trigger menu Low Low Low High
TRT scanning by Workst. Coproc. TRT node -

CPU power (# 500 MHz CPUs) 691 156 156 41
CPU power (GIPS) 345.5 78 78 20.5

Granularity (��) 43.8 9.9 15.2 9.3
Granularity ( clks) 21900 4950 7600 4650

Additional CPUs per 1�� of I/O overhead 15.7 15.7 10.3 4.4
Total size in # 500 MHz CPUs, for 24�� I/O overhead 1068 533 403 147
Total CPU power, assuming 12000 clks I/O overhead 534 267 202 74

assumed 500 MHz clock frequency of the processors, the CPU power is also available in GIPS,
and the granularity is also available in processor clock ticks.

In case of the low-luminosity menu, see Table 3.3, 691 CPUs are required for both feature extrac-
tion and TRT scanning. Most of these CPUs are used for TRT scanning. This becomes visible
by comparing the 691 to the 156 CPUs required if the TRT scan isexecuted by special-purpose
hardware. If the workstations perform the TRT scan, the granularity is 43.8��. Therefore, we
can derive that every microsecond of I/O overhead requires an additional 15.7 processors in the
workstation farm. The same holds in case a coprocessor is used: a coprocessor does not re-
duce the influence of the I/O overhead on the size of the workstation farm. The influence of the
workstation’s I/O overhead is reduced if autonomous TRT nodes are used both for TRT fragment
collection and TRT processing. In that case, every microsecond of I/O overhead requires an
additional 10.3 processors in the workstation farm.

In case of the high-luminosity menu, see Table 3.3, the computing power of 41 CPUs is required.
The granularity in case of high-luminosity is 9.3�s, therefore every microsecond of I/O overhead
requires 4.4 additional CPUs in the workstation farm.

Measurements using TCP/IP[117][73] on a 400 MHz Pentium II machine running Linux have
shown that on average it takes 30�s of CPU time to send or receive a message: the I/O overhead
is 30�s. Scaling this number linearly to a 500 MHz machine results in a 24�s I/O overhead.
The influence of using communication facilities with this I/O overhead on the total size of the
LVL2 trigger is also shown in Table 3.3. We obtained these numbers by taking the farm size
purely needed for computing and added 24 times the number of CPUs per

�
�� of I/O overhead,

i.e., by using the following formula:

TotalSize� CPUPower� IOOverhead�AdditionalCPUs (3.2)
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If these OS facilities would be used to build the trigger, a farm of 1068 workstations would be
needed for the low-luminosity menu, assuming the workstations perform the TRT scan. Each
CPU would be computing for 65% of the time and communicating for 35% of the time. If copro-
cessors would perform the TRT scan, 533 workstations are needed, each of them computing for
29% of the time, and communicating for 71% of the time. When using autonomous TRT nodes,
403 workstations are needed. They will be computing for 39% of the time and communicating
for 61% of the time. The high-luminosity menu would require aworkstation farm of 147 work-
stations. Each workstation would be computing for 28% of thetime and communicating for 72%
of the time.

The LVL2 efficiency problem is the strong influence of the I/O overhead on the amount of work-
stations required for the trigger: the I/O overhead strongly influences the cost of the trigger. This
efficiency problem is the reason for ATLAS to look for communication facilities with a low I/O
overhead.

3.2.5 Conclusion on the LVL2 efficiency problem

We have shown the LVL2 efficiency problem in a number of trigger architectures. In [45], the
relation between the I/O overhead and a variety in LVL2 trigger architectures has been investi-
gated. That work identifies the I/O overhead as a critical parameter of the trigger, and thereby the
network interface technology as a critical part of the trigger system. This Ph.D. project addresses
that problem.

3.3 Parallel processing model

In this Ph.D. thesis, we investigate the use of a NOW for the ATLAS trigger. We focus on
the machine model, the NOW, and the application model, an abstraction to represent a parallel
application. These models are used as a basis for further reasoning and design.

The parallel processing model we will introduce is based on message passing. The message
passing model is already being used as the basis for all NOW-based trigger architectures within
ATLAS. Message passing is a typical model used for parallel systems based ondistributed mem-
ory.

Alternatively, we could have chosen to use a parallel processing model based onshared memory
access. The shared memory model is the basis for the Designer’s Ph.D. of Argante[8], who also
uses this model for physics-related parallel applications.

The shared memory model is based on a logically shared data space. The shared memory model
can therefore quite naturally be implemented on parallel computer systems with a shared memory
architecture. However, often it is difficult to efficiently implementing the shared memory model
on a computer system with distributed memory. Argante addresses this problem by using a
strategy, a method driven by heuristics. The heuristics areneeded to minimise communication
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Figure 3.4: A NOW machine model.

between the different nodes.

On the other hand, applications designed for the distributed memory model can be implemented
quite naturally on both a distributed and a shared memory computer system. In general, the
applicability of the shared memory model is smaller. For applications that meet the applicabil-
ity requirements, the shared memory model might provide a more suitable level of abstraction.
However, this is not the case for the ATLAS trigger: all NOW-based trigger architectures use
distributed memory.

3.3.1 Machine model

Figure 3.4 illustrates the NOW machine model. A NOW is a computer system consisting of
a number of independent processing nodes, calledworkstations, that cooperate to perform a
common task. Each workstation contains one CPU2 and memory. The CPU can only access
memory that is local to the workstation.

For information exchange, the workstations are interconnected by anetwork. The unit of in-
formation exchange over the network is called apacket. Workstations exchange information by
sending and receiving packets via the network. A packet consists of aheaderanddata. The
header specifies the workstation for which the packet is destined. The data is the information to
be exchanged.

2One of the follow-up projects of the work presented in this thesis focuses on the support of multiple CPUs per
workstation, see Section 8.4.
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Message passing
between ProcessesProcess

Figure 3.5: An interaction model of an application.

The network consists oflinksandswitches. Links are cables over which packets can be commu-
nicated bidirectionally. Switches are devices that interconnect a number of links. A switch routes
packets: each packet that the switch receives via any of its links is transmitted in the direction
of its destination via another link. The destination link ofa packet is determined on basis of the
packet’s header and routing information in the switch.

Workstations are connected to the network via aNetwork Interface Card(NIC). The NIC is a
communication coprocessor that provides the workstation with access to a link. The NIC is
connected to the I/O bus of the workstation. It can access theworkstation’s memory via Direct
Memory Access (DMA) and synchronises with the workstation’s CPU by generating interrupts.
The CPU can access the NIC in a similar way as accessing memory: via reads and writes.
The effects of these reads and writes are implemented by the NIC: the functionality in the NIC
determines the semantics of the reads and writes.

3.3.2 Application model

The functionality of the trigger is typically represented as processesthat exchangemessagesvia
message passing. An interaction model of such an application is shown in Figure 3.5. A process
is the unit ofsequentialexecution. All processes execute inparallel. Messages are the unit of
information-exchangebetween processes.

During their execution, processes determine to which processes they send messages. Processes
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have control over the order in which they process messages. Each communication consists of
a send by one process and a receive by another. Note that this model allows a wide range of
communication patterns, e.g., the model isnot restricted to request-response communication.
We consider such a limitation to restrict the trigger architecture unacceptable, due to the many
communication patterns used by the different trigger architectures as outlined in Chapter 2.

3.3.3 Mapping an application to a NOW

Mapping an application to a NOW comes down to mapping each process to a workstation that
executes it. Processes execute sequential code, but also perform communication. If a process is
waiting for a message to arrive, it typically does not use theCPU of the workstation: the CPU is
idle.

To use the CPU more efficiently, one could try to design the application in such a way that
messages are available at the moment they are needed for the computation, so that processes
never have to wait for a message to arrive. This is only possible if the complete communication
behaviour is known beforehand. The nature of the trigger application is such that it is impossible
to know such details beforehand. We therefore need different ways to efficiently exploit the
workstation’s CPU.

A convenient way to utilise the workstation’s CPU efficiently is multitasking: running multiple
processes on the same workstation such that, if one process is waiting for communication, an
other process is being executed. In that case, the CPU is utilised for computation unless all
processes executed by the workstation are waiting for communication. To facilitate efficient
CPU utilisation by multitasking, each workstation has to beable to interleave the execution of
multiple processes. Furthermore, each of the processes on the workstation has to be able to
communicate independently.

3.4 Controlling the scheduling strategy

In this section, we consider three situations occurring in trigger architectures. In each of these
three situations, the scheduling strategy significantly influences the trigger latency. From these
three situations, we extract arequirementfor the infrastructure: the infrastructure has to allow
the application to havecontrol over the scheduling strategy.

Note that the LVL2+3 architecture is used as anexamplearchitecture for situations (1) and (2),
in different architectures similar situations can be identified, for example, situation (3) can be the
basis for a different trigger architecture, however, situation (3) does not occur in LVL2+3.

Efficiently using the CPU of each workstation is essential for a cost-effective trigger. Multi-
tasking is a convenient way to achieve good CPU utilisation.Multitasking ensures the CPU to
be used if at least one of the processes can perform computation, i.e., isrunable. However, it
may also occur that multiple processes are runable. In that case, one of the runable processes is
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Figure 3.6: Three situations in which the trigger latency depends on theprocess
selected for execution: (1) multiple incremental image analysis pro-
cesses mapped on the same workstation, (2) LVL2 and LVL3 anal-
ysis on the same workstation, and (3) image analysis and fragment
handling on the same workstation.

selected for execution. In this section, we argue that it is important for the application to control
the scheduling strategy, i.e., to have some control over theselection of a runable process, in case
multiple processes are runable.

We consider three situations in which multiple trigger processes are mapped to the same work-
station. More than one of the processes on a workstation may be runable. The three situations
are illustrated in Figure 3.6. In each of the situations, thetrigger latency is strongly influenced
by the strategy used to select a runable process for execution. The three examples demonstrate
that a certain level of control over the scheduling strategyis a requirement.

3.4.1 Analysing multiple images

In the LVL2+3 architecture, each workstation is responsible for performing the image analysis
algorithms as efficiently as possible, i.e., while minimising the maximum trigger latency and
maximising their CPU utilisation. In LVL2+3, the incremental image analysis process is based
on request-response. By mapping multiple incremental image analysis processes on the same
workstation, see Figure 3.6 situation (1), the time it takesto perform the request-response com-
munication for one image can be utilised to analyse another image. This way, multitasking allows
efficient and convenient CPU utilisation.

The time needed to analyse an image depends strongly on the characteristics of the image. The
characteristics only become known during the analysis of the image. Therefore, a dynamic
scheduling strategy can be used to influence the trigger latency. If one is interested in min-
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imising the maximum decision latency, one could apply the strategy to always prefer the analysis
of an older image over a newer one.

It is different in case one needs to minimise the average trigger latency. Minimising the average
decision latency can be important in case ROBs with dynamic memory management are used,
see Section 2.12.3. More than 99% of the images are rejected.Typically, the rejection occurs
after extracting only a few features, even before performing a TRT scan. Feature extraction takes
100-500�s, whereas the TRT scan takes 50 ms if implemented in software: a factor of 100-500
more. Since most images are rejected after extracting only afew features, preempting the TRT
scan process for a feature extraction process is a good strategy to minimise the average trigger
latency. The result of this strategy is that the completion time of the TRT scan process is only
100-500�s (at most 1% of 50 ms) delayed per preemption by the feature extraction process. On
the other hand, the feature extraction is not delayed, whereas it would have been delayed with up
to 50 ms if we would not apply preemption.

More advanced strategies can be imagined, e.g., strategiesthat take the characteristics of the
image into account. The effect of these dynamic scheduling strategies on the trigger latency
is still an open research topic. It will be investigated as part of a modelling and simulation
project[87][79] which is part of the Level-2 Pilot project.

3.4.2 LVL2 and LVL3 analysis

Consider the situation in which a workstation is used both for LVL2 and LVL3 image analysis,
a situation present in for example the LVL2+3 architecture.See Figure 3.6 situation (2). The
latency of the LVL2 analysis determines the size of the buffer in each ROB, since the ROBs
buffer fragments during the LVL2 analysis. The LVL3 analysis only starts when all fragments
have been collected from the buffers. The fragments of an image need not be present in ROBs
during LVL3 analysis. Assuming LVL3 does not degrade the performance of LVL2, the LVL3
analysis does not influence the ROB’s buffer size. To accomplish this, the execution of the LVL2
analysis must preempt the execution of LVL3 analysis.

3.4.3 Image analysis and ROB control

Consider the situation in which both an image analysis process and a ROB control process are
mapped on the same workstation, see Figure 3.6 situation (3). We define a ROB control process
to be a process that controls a ROB and handles the request-response of image fragments to
that ROB. The image analysis process performs incremental image analysis via request-response
with ROB control processes. To minimise the trigger latency, it is essential to preempt the ROB
control process by the analysis process.
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3.5 Nomenclature

The following nomenclature is used throughout this thesis:

� Process
A process is the unit of sequential execution in an application. See Section 3.3.2.

� Message
A message is the unit of information-exchange between processes. A message consists of
a header and data. The data may very in length. See Section 3.3.2.

� Network
A network is a communication medium between computers, comprising of links and
switches. See Section 3.3.1.

� Workstation
A workstation is a computer connected to a network. A workstation contains a Central
Processing Unit (CPU), memory, and a NIC. See Section 3.3.1.

� Packet
A packet is the unit of information-exchange over the network. A packet consists of a
header and data. The header identifies the physical destination of the packet. If a message
is communicated over the network, one or more packets need tobe communicated. See
Section 3.3.1.

� Switch
A switch is a network device that sends the packets it receives towards their destination.
See Section 3.3.1.

� NIC
A Network Interface Card (NIC) is a hardware board in a workstation to connect the work-
station to the network. See Section 3.3.1.

� Link
A link is a cable to connect workstations to switches, or switches to switches. See Sec-
tion 3.3.1.

� Runable, Not runable
Runable and not runable are states of a process. Processes that are runable can perform
computation.

� To schedule a process
To schedule a process is changing the state of a process from not runable into runable.

� To deschedule a process
To deschedule a process is changing the state of a process from runable into not runable.
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� Scheduler
A scheduler determines the order in which processes are assigned the workstation’s CPU.

� Latency
The communication latency, or latency for short, is the timeit takes for a message to be
communicated from a specified source to a specified destination. The latency is typically
expressed in��.

� End-to-end latency
The end-to-end latency is the latency of communicating a message from a sender process
to a receiver process.

� Throughput
The communication throughput, or throughput for short, is the amount of data that crosses
a certain point per time unit. The throughput is typically expressed in MBytes/s.

� I/O overhead
The I/O overhead is the amount of CPU time required for a process to send or receive a
message. The I/O overhead is typically expressed in��.

Figure 3.7 illustrates the relation between latency (�), I/O overhead (�), throughput (�), message
length (�), and CPU load (�). This example shows part of a timeline of two processes on different
CPUs continuously performing a message exchange. The message is of length�. The latency (�)
is the time it takes from one process to send a message to the other receiving it. The throughput,
�, achieved in this example is:

� � �
� (3.3)
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The CPU is not continuously involved in the communication ofthe two processes; these pro-
cesses only take� CPU time to communicate a message. The rest of the CPU time, isavailable
computation, e.g., by other processes. The CPU load� due to the process sending and receive a
message every� �� time units is:

� � �
� �

����
(3.4)

The CPU load in this example is 12.5%. This example assumes the I/O overhead to be�. Fur-
thermore, this example assumes the I/O overhead for a send and a receive to be identical.

3.6 Requirements

The infrastructure should meet the following requirements:

� Multitasking
The infrastructure should provide multitasking facilities. Provided that the application
designer specifies the sequential code for each individual process, the infrastructure should
be able to interleave these processes. This way, the infrastructure accomplishes flexibility
and a high level of abstraction: the application designer can map arbitrary processes to
the same workstation; the infrastructure hides the way the CPU is assigned to the different
processes.

� Controlling the scheduling policy
The infrastructure should allow the application designer to control the scheduling policy
used by the scheduler to assign the CPU to the runable processes. In the trigger, this is
essential in order to have a means of control over the triggerlatency. A few scenarios that
illustrate this have been described in Section 3.4.

� Dynamic and logical communication
The application designer should be able to use send and receive statements within the se-
quential code of each process to communicate messages. The infrastructure should provide
dynamic communication: it should allow workstations to be added and removed to the sys-
tem while the application is operational. There should be a logical addressing scheme to
express the destination of each message in an abstract way.

� Failure behaviour
A long uninterruptable operation time is essential for the trigger. It should therefore be
able to automatically recover from hardware failures. In this respect, the infrastructure
plays a key role. It should provide clear failure behaviour[38][39][105] that fits with the
failure behaviour of the network. Furthermore, it should provide the facilities to detect such
failures, and, if possible, minimise the consequences of such failures. The infrastructure
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is not responsible for failure recovery, since failure recovery is typically an application
specific issue in the trigger.

� Protection
The infrastructure should provide inter-workstation protection. It should be impossible
for a workstation to crash due to the contents of messages, the amount of messages, or
the size of messages it receives over the network. The infrastructure should not make the
workstation crash due to the reception of corrupted or badlyformatted messages, or an
overdose of messages.

� Real-time clock
Processes of the trigger application must have access to a real-time clock to express delays
in real-time. In a real-time computer system, the result of acomputation should not only
be logically correct, but also be produced before a certain deadline. If the consequences of
violating the deadline are severe, we speak of a hard real-time system: deadlines must be
met at all costs. If an occasional violation of the deadline is acceptable, we speak of a soft
real-time system. The trigger is a soft real-time system. The real-time clock facilitates the
detection of timing related failures.
A typical use case of the real-time clock is a time out on message reception, thereby al-
lowing the detection of failures in remote system components.

� Scalability
Scalability in the number of workstations is one of the main trigger requirements, see
Section 2.2. There is an additional reason for scalability.During the research phase, it
is impossible to develop a full size trigger. Research therefore aims at building smaller
test set-ups, which are only realistic if they can be scaled to the full system size. The
infrastructure should not introduce scalability problems: the memory resources used and
performance provided by the infrastructure can only dependmarginally on the system size.

� Multiple NICs
The infrastructure should allow for the use of multiple NICssimultaneously. The support
for multiple NICs is needed in trigger architectures where physically separate networks are
used.

� Platform
For cost-effectiveness, the NOW must be built from PCs. Due to the involvement in the EU
projects, the operating system to be used on these PCs is Linux OS. This is not a limitation:
for ATLAS, Linux OS is a strong candidate for use within the trigger. The other candidate
is Windows NT. The advantage of Linux OS is its free availability, and therefore low-cost.
Linux OS has the reputation to be stable and high-performantcompared to Windows NT,
and is growing rapidly in popularity. The infrastructure provides optimised replacements
for a small subset of OS functionality. The C programming language[75] must be used to
ensure that all applications built to exploit OS functionality can also exploit the infrastruc-
ture.
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3.7 Research aims

The research aims of the infrastructure are all related to efficiency. The research aims, in order
of importance, are the following:

1. Minimisation of I/O overhead
The efficiency of the trigger workstations strongly dependson the I/O overhead, the
amount of CPU time spent on communication. The infrastructure should be designed
to minimise the I/O overhead, see Section 3.2.5.

2. Maximisation of throughput
The efficiency of certain parts of the trigger application strongly depends on the communi-
cation throughput provided by the infrastructure: (1) workstations used for supervision, see
Section 2.9, and (2) workstations used as ROB control servers, see Section 2.12.4. In both
cases (1) and (2), little computation is needed per communication action, making commu-
nication throughput the limiting aspect. Therefore, the number of workstations needed to
perform the task strongly depends on the communication throughput. Maximisation of the
infrastructure’s throughput is therefore an important research aim.

3. Minimisation of latency
The third research aim is minimisation of communication latency. The communication
latency influences the trigger latency, and therefore influences the amount of buffer space
needed in the ROBs. However, the costs of this memory can be expected to be only a small
part of the total trigger cost. At CERN, this topic is a point of discussion. To be on the safe
side, we also define minimisation of latency as a research aim.

This choice is also convenient with respect to the role of theinfrastructure in the EU project
ARCHES. In ARCHES the focus is more on parallel computing, often, low latency is of
crucial importance for the scalability and performance of fine-grain applications.

Using the numbers in [45], we can calculate that on average, analysing each image re-
quires 4.7 features to be extracted in case of the low-luminosity menu, and 2.1 in case
of the high-luminosity menu. The image fragments for these features are obtained via
consecutive request-responses, so on average, the LVL2 trigger latency will contain about
� ���� times the communication latency for the low-luminosity menu, and about� ����
times for the high-luminosity menu. To put this into perspective: the low-luminosity menu
requires 1560 - 6910�� of computation time per image depending on how the TRT scan is
implemented. The high-luminosity menu requires 410�� of computation time per image.
A communication latency of 150�� which is realistic when OS functionality is used, can
in case of the low-luminosity menu cause 50% of the average trigger latency. The commu-
nication latency can therefore have a significant influence on the trigger latency, however,
still, the influence on the cost of the trigger can be expectedto be small.
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3.8 Approach

A cyclic or incremental approach has been planned for the development of the infrastructure. The
infrastructure has been developed in two subsequent projects: DSNIC and MESH. The design
of the DSNIC will be described in Chapter 4. This design will be analysed in Chapter 5. The
conclusions of the analysis of the DSNIC project have led to anew approach: MESH. The design
of MESH is described in Chapter 6. MESH is analysed in Chapter7.
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4
DSNIC: A commodity OS’s

scheduler and special-purpose
communication hardware

This part describes the design of the DS Network Interface Controller (DSNIC). The acronym DS
stands for Data-Strobe. This acronym is often used to indicate 100 Mbit/s network technology
compliant to the IEEE 1355 standard[68]. The DSNIC allows building a NOW-based parallel
computer from PCs interconnected by IEEE 1355 network technology.

The DSNIC is the deliverable of the first step of an iterative process to develop an infrastructure
for parallel processing on a NOW. The aim of the first iteration is to obtain an infrastructure that
works, and that can be investigated for shortcomings, and thereby for possible improvements in
later iterations.

This chapter focuses on the design of the DSNIC. The analysisof the DSNIC is the topic of
Chapter 5. Furthermore, that chapter describes the evaluation of the design decisions taken
during the design of the DSNIC.

Section 4.1 focuses on the design approach and the limitations that apply to this first iteration
step. Section 4.2 and Section 4.3 focus on the main design decisions that have led to a split be-
tween functionality implemented in hardware and in software. Section 4.4 focuses on the design
of the protocol. Section 4.5 discusses the Application Programming Interface (API) for com-
munication. Section 4.6 focuses on the design of the functionality performed by the hardware.
Section 4.7 shows the main design aspects of the workstation’s software.

4.1 Design approach

The T9000 transputer[114] is used as a reference point during the design and evaluation of the
DSNIC because of the following reasons:

� The T9000 has successfully been used within the CPLEAR experiment at
CERN[61][60][86][129].
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� In [88], Moonen has demonstrated that the T9000 can also be used for LVL2.

� The T9000 is not available anymore. The EU ARCHES project required the development
of the DSNIC, so that a PC equipped with a DSNIC can be used as a replacement for the
transputer.

The T9000 provides efficient scheduling and communication facilities implemented in hardware.
The hardware in case of the DSNIC already exists: a PC equipped with specific communication
hardware, the DSNIC board, has to be used. The DSNIC board[84][93] has been developed
jointly between CERN and the Istituto Nazionale di Fisica Nucleare[70] (INFN), “La Sapienza”
University in Rome, Italy, before the start of this Ph.D. project. The board contains an Field
Programmable Gate Array (FPGA), which is programmable via ahardware description language.
The DSNIC scheduling and communication facilities must be implemented by distributing the
functionality over software executed by the PC, and so-calledfirmwareexecuted by the FPGA.

The ultimate goal of the DSNIC project was building a replacement for the T9000’s Virtual
Channel Processor[81] in the firmware of the FPGA. This meansthat the DSNIC board is capable
of autonomously communicating messages over logical communication channels. The board
would receive instructions to communicate from the workstation’s CPU. In order to reach such
goal, we planned to use multiple iterations.

To keep the complexity of the first iteration within reasonable limits, and to get a usable infras-
tructure at the same time, we have made the following decisions:

� Use OS scheduler
The trigger application requires support for multitasking. We decide to use the schedul-
ing facilities of the workstation’s OS to provide the multitasking facilities. We use these
standard OS facilities because (1) it is unclear whether a special-purpose scheduler would
improve the performance, and (2) we want to avoid “reinventing the wheel”.

The Linux OS is a general-purpose OS. Linux applications areexecuted as OS processes.
Each OS process has its own protected memory space, the OS process is the unit of pro-
tected memory space. OS threads exist within OS processes, sharing the address space of
the encapsulating OS process. OS threads are the unit of scheduling within the Linux OS.
Using the OS scheduling facilities means that the processes, the units of execution of the
parallel application, must be implemented as OS threads, which may, or may not, exist
within the same OS process. The DSNIC provides multitaskingby using the OS scheduler
to deschedule each OS thread while it is involved in communication.

By using only facilities that are common in every operating system, we facilitate portability
of the DSNIC software to other operating systems.

� No fault tolerance
For this first iteration, we decide to ignore the fault-tolerance requirements. The resulting
system will still be usable since the 100 Mbit/s IEEE 1355 network has proven to be very
reliable: a maximum Bit Error Rate (BER) of��� ������

[130] has been reported. For the
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Figure 4.1: Per-node throughput versus packet length for an 2x2, 3x3, 4x4, and

8x8 torus; and a 64, 128, 256, and 512 node Clos network.

moment, we decide to accept this BER for our purposes. Network failures can therefore
result in total system failure.

� Conservative firmware functionality
The communication facilities of the infrastructure must besplit between the firmware exe-
cuted by the FPGA, and the software executed by the workstation. However, it was unclear
how to predict the complexity of the algorithms that could beexecuted by this board, nor
the time needed to develop them. Therefore, for this first iteration, we decided to be con-
servative with respect to the complexity of the algorithms implemented in firmware.

Despite these limitations, we still aim for performance: low-latency high-throughput communi-
cation that requires little I/O overhead.

4.2 Splitting messages into packets

IEEE 1355 networks route packets on the basis of their header. IEEE 1355 packets are not limited
in size. However, the use of large packets results in a performance penalty in both network
latency and available network throughput due to network congestion. The impact of the packet
size on the available network throughput has been shown in [57], see Figure 4.1: the maximum
network throughput in a 512 end-node Clos[33] network dropsby 22% if packet size 1024 is
used instead of the optimal packet size 16.
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We assume messages, the unit of information exchange between processes, not to be limited in
size. To avoid the performance penalty which occurs if each message is transmitted as a single
packet, we have decided to split each message into a number oflimited-size packets. Each
message is sent as a number of maximum size packets, and one last packet, which is smaller
than or as large as the maximum size. The packet size is adaptable so that its influence on the
performance can be investigated. We decide to only support powers of two for the packet size to
accommodate the implementation.

4.3 Split between hardware and software

Due to the decision to split messages into packets, we can distinguish three classes of opera-
tions: (1)O(message length) operations, such as transferring message data and CRC checking,
(2) O(number of packets) operations, such as the transmission or reception of packets, and (3)
O(number of messages) operations, communication initialisation and process scheduling. The
three classes are distinguishable by the frequency at whichthe operations belonging to the class
occur during communication: theO(message length) operations occur more frequent than the
O(number of packets) operations, andO(number of packets) operations occur more frequent than
O(number of messages) operations.

The workstation’s CPU can be used to perform (1)O(message length) operations. In that
case, the hardware has to provide an interface to transfer the individual bytes of a message.
Measurements[20] have shown that by using this type of interface only a fraction of the available
network throughput could be used. Furthermore, the workstation’s CPU is strongly involved in
the data transfer, resulting in a large I/O overhead.

To reduce the I/O overhead, we decide not to involve the workstation’s CPU in anyO(message
length) operations, only inO(number of packets) andO(number of messages) operations. This
is achieved by providing the DSNIC board with an interface for the transfer of packets. We use
DMA to avoid having to use the CPU for transferring the data ineach packet.

We could have gone a step further by deciding to equip the DSNIC board with an interface
to transfer complete messages. This would however significantly increase the complexity of
the firmware, whereas we decided to be conservative with respect to this complexity. Instead,
analysis of the DSNIC will be used to estimate the effects of off-loading allO(number of packets)
operations to the DSNIC board by providing an message transfer interface, see Section 5.5.1.

A well-known problem in interfacing is memory-to-memory copying[65]. Memory-to-memory
copying requires intensive use of the system bus. Compared to the speed of a processor, the
system bus is relatively slow, causing memory-to-memory copying to be an expensive operation.
In addition, memory-to-memory copying is often a nonessential operation that contributes to
the communication latency. Consequently, we choose to avoid it by zero-copycommunication:
message data must be DMA-transferred directly to the right address in memory so that it can
immediately be accessed by the user-level application.
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4.4 Protocol

The IEEE 1355 standard describes the communication protocol up to the packet level: a IEEE
1355 packet consists of a destination address, payload, anda packet delimiter. At the application
level, processes need to be able to exchange messages. The gap between these two interfaces
must be covered by a communication protocol.

4.4.1 Optimising throughput

IEEE 1355 networks support adaptive routing[125]. Adaptive routing adjusts the routing of
packets dependent on congestion in the network: the switches in the network decide on the
routing of each packet, thereby avoiding links that are occupied in the communication of other
packets at the moment of the decision. We decide to support adaptive routing since it improves
the overall network performance in case of trigger-like network traffic[57]. As a result, packets
between the same end-nodes of the network can take differentroutes, and can therefore arrive
out-of-order at the destination.

The communication protocol of the T9000 transputer[113] uses a strict acknowledgement
scheme to avoid out-of-order packet arrival: every data packet must be acknowledged by an
acknowledge packet before the next packet of the message is sent. The data packets are com-
municated from message transmitter to message receiver andcontain the message data. The
acknowledge packets are communicated in the opposite direction to acknowledge the receipt of
a data packet. This scheme limits the maximum message throughput[60] due to the latency of
the communication of the acknowledge packet from message receiver to message transmitter.
Measurements have shown that two T9000 transputers, interconnected via a single router chip,
can achieve a throughput of 4.7 Mbytes/s. Interconnecting them via five consecutive router chips,
increases the latency of the acknowledge packet by 4�s, and reduces the maximum throughput
to 2.3 Mbytes/s. The T9000 allows the problem to be overcome by adding an extra protocol
layer in software: by splitting every message into fragments, and communicating the fragments
over separate logical channels concurrently. Since the scalability of the infrastructure is an im-
portant requirement, we have to avoid the use of an acknowledgement scheme which reduces the
available end-to-end throughput when the network size is increased.

We use a sliding window protocol[116], together with an acknowledgement scheme without this
limit in maximum throughput: data packets are enumerated, and each acknowledge packet can
acknowledge a consecutive range of data packets. At the moment a data packet with a certain
number has been acknowledged, the sender is allowed to transmit another data packet with the
same number. The acknowledge packet avoids the two data packets with the same number from
being in the network at the same time, and therefore avoids these packets with identical numbers
from arriving out-of-order. Packets with different numbers can be distinguished, and therefore
be reordered by the receiver. The acknowledge packets are needed because we choose to only
use a limited range of numbers to enumerate the packets.

The protocol does not use piggybacking because we do not expect a significant performance gain
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from it: IEEE 1355 networks perform well for small packets, and the protocol requires only a
few acknowledge packets per message.

4.4.2 Reliability

We have decided to accept the reliability of the IEEE 1355 network for our purposes. This does
not make the communication reliable: data can also be lost due to overflowing buffers in the
receiver. To avoid this, a means of end-to-end flow control isrequired.

IEEE 1355 provides per-link flow control. This ensures that data communication over a link will
stop as soon as the receiver stops receiving from the link; nodata will get lost. Also the IEEE
1355 routing chips[109] do not loose any data: if the output links of the router chip are blocked,
they will block their input links. One can exploit this to implement end-to-end flow control: by
blocking data reception in the receiver as soon as the receive buffers are full or unavailable. The
blocking would typically last until a receive operation is executed in the receiver.

We decidenot to implement end-to-end flow control by blocking, since thismethod can lead to
poor network performance and possibly even deadlock. The problem is that the blocking will
spread through the network: a blocked link will cause other links to block, and so on. Blocking
can significantly reduce the overall network performance.

We use credit based end-to-end flow control: the receiver allows a sender to start message trans-
mission by sending it a credit via a packet over the network. This way, the receiver will only
receive data if it has buffer space available. Typically, itsends a credit at the moment the appli-
cation process executes a receive operation, or as soon as buffer space has become available. The
receiver never needs to block reception of data from the network. The T9000 transputer also uses
credit based end-to-end flow control. The disadvantage of credit based flow control is additional
communication.

4.4.3 Packet encoding

Figure 4.2 shows the format of data and acknowledge packets.Data packets are sent from mes-
sage sender to message receiver. Acknowledge packets are sent in the opposite direction. Data
packets can be distinguished from acknowledge packets via their end-of-packet character, of
which there are two, EOP1 and EOP2, in IEEE 1355. Each packet contains a header that allows
it to be routed by IEEE 1355 switches.

The protocol designed is suitable for communication over a point-to-point connection. However,
the DSNIC infrastructure is required to support multiple logical connections per workstation.
Similar to the T9000, the DSNIC uses logical point-to-pointconnections calledchannels. To
be able to distinguish packets from different channels arriving on the same physical connection
between the workstation and the network, each packet is equipped with a channel identifier.

Each data packet contains a number to allow packet reordering. Furthermore, the last data packet
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Direction of packets

Data packet

= Acknowledge packet: number of acked packets (0-127)

= Data packet: last packet (1) or not (0)

Acknowledge packet

= Acknowledge packet: credit (1) or not (0)

= IEEE 1355 header for routing

= Payload

= Channel identifier (0-65535)

= Data packet: packet number (0-127)

= Data packet: EOP2

= Acknowledge packet: EOP1

Figure 4.2: The format of data and acknowledge packets.

of a message is marked as such. An acknowledge packet can acknowledge a sequence of packet
numbers, and serves the end-to-end flow-control: a credit can be sent from receiver to sender to
indicate that the receiver is ready to accept the message.

Figure 4.3 illustrates the communication protocols used bythe DSNIC and the T9000. The cred-
its of the DSNIC indicate that the receiver has sufficient buffer space available for the complete
message. For each channel, 128 packet numbers are used. When, during message communi-
cation, a packet number reused, the reception of the previous package with the same number
needs to have been acknowledged to allow the correction for out-of-order packet delivery. The
maximum of 128 has been chosen since it fits nicely in the encoding scheme of the packet header.

The encoding scheme, allows a single DSNIC acknowledge packet to acknowledge up to 128
data packets. However, after receiving at most 64 data packets the DSNIC will send an acknowl-
edgement. This strategy is used to avoid the sender from running out of packet numbers, which
would be temporarily stop the communication. The number of 64 is chosen as a balance: it is
much less than the maximum of 128 packet numbers, allowing atleast 64 more packets to be
communicated during the latency of the acknowledge packet from receiver to sender. On the
other hand, the number also determines the ratio between thenumber of acknowledge packets
and the number of data packet needed to perform communication. If a smaller number would
have been chosen, the communication overhead due to the communication of acknowledge pack-
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Figure 4.3: The communication protocols used by the DSNIC and the T9000.

ets would increase.

The T9000 uses a strict acknowledgement scheme: all packetsare acknowledged after reception.
Each acknowledge packet is also a credit to send the next datapacket. The T9000 only sends an
acknowledge packet if it can guarantee buffer space for the next data packet.

4.5 Communication API

The communication API is defined by the paradigm used to construct parallel applications. We
choose to base the API on the ideas behind Hoare’s Communicating Sequential Processes[62]
(CSP). The CSP paradigm fits with the machine model: processes which perform independent
tasks communicate via message passing. In CSP, processes are interconnected viachannelsover
which the messages are passed. CSP is the underlying conceptof the transputer, by which the
DSNIC project is strongly inspired.

We have already decided to implement the processes as OS threads. Therefore, standard OS
facilities, e.g., thepthread library, must be used to create and control threads. The Linux
scheduler supports prioritised scheduling, allowing threads to be executed at different priorities.
This allows the application designer to control the scheduling of the different threads on the same
workstation as required for the trigger application.

The API provided by the DSNIC, see Table 4.1, provides the CSP-based communication func-
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Table 4.1: The communication API.

Initialisation and termination
int Open( NI* ni, char* board)

void Close( NI* ni)

void SetUpChannel( NI* ni, int nr, int buffer size,

dword remote header, int remote header size,

int remote nr, int remote buffer size)

CSP-like synchronous blocking communication
int Send( NI* ni, int chan, char* address, int length)

int Receive( NI* ni, int chan, char* address)

Asynchronous communication
int ASend( NI* ni, int chan, char* address, int length)

Non-blocking communication
int StartSend( NI* ni, int chan, char* address, int length, Request* r)

int StartReceive( NI* ni, int chan, char* address, Request* r)

int StartASend( NI* ni, int chan, char* address, int length, Request* r)

int Completed( NI* ni, Request* r)

int Complete( NI* ni, Request* r)

Channel selection
int WaitAndSelectFirst( NI* ni, int* chans, int size)

int WaitAndSelectRandom( NI* ni, int* chans, int size)

int SelectFirst( NI* ni, int* chans, int size)

int SelectRandom( NI* ni, int* chans, int size)

Message memory handling
void* Allocate( NI* ni, int size)

void Free( NI* ni, void* memory)

tionality. Each of the API functions takes aNI (Network Interface) as the first parameter, and
operates on that network interface. Each network interfacecorresponds to a DSNIC board. The
user can use theOpen andClose functions to create and release access to a DSNIC board. This
way, the simultaneous use of multiple DSNIC boards is supported.

The functionSetUpChannel allows the user to create a channel. A channel is a point-to-point
connection. In the case of transputers, channel creation typically occurs during an initialisation
phase. In the initialisation phase all channels on all workstations are created before the actual
application is started. For the moment, we require the user to implement this initialisation phase:
to provide all the initialisation details, and to make sure the actual application is only started after
the initialisation phase has finished.

The API functionsSend andReceive allow CSP-like synchronous blocking communication
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of messages over a channel. We add asynchronous communication to the traditionally syn-
chronous CSP interface. In synchronous communication, thesender and receiver processes not
only exchange a message, but they also synchronise during this communication: the send and
receive operations only terminate after they both have beenexecuted. In asynchronous commu-
nication, the send and receive operations do not necessarily synchronise: the send operation may
terminate even before the receive operation has been executed, by exploiting the use of buffers.
Message buffering in the receiving workstation reduces thetime needed to receive a message in
case the message is already present in the buffers of the receiving workstation at the moment it is
requested by the receiving process: it can be received immediately, without communication over
the network.

To enable asynchronous communication,SetUpChannel allows the user to specify the amount
of buffer space on the receiving workstation for each channel, andASend allows asynchronous
message transmission. The receive function for both synchronous and asynchronous communi-
cation is the same, since the synchronisation only makes a difference for the transmitter.

Furthermore, we add non-blocking communication to the blocking CSP interface, since non-
blocking communication allows concurrent computation andcommunication without switching
context between processes. Non-blocking communication can reduce the I/O overhead, since
the context switching required by multitasking is a time consuming operation in general-purpose
OSs.

The definition of blocking and non-blocking communication corresponds with the definition in
the Message Passing Interface[90] (MPI) standard. In non-blocking communication, the send or
receive call may return before the operation is completed, and before the user is allowed to reuse
resources, such as buffers, specified in the call. In blocking communication, returning from a
send or receive call indicates that the user is allowed to reuse resources specified in the call.

We introduce non-blocking communication functionality via functions called “Start Functio-
nality”. These functions initiate the communication functionality. Furthermore, they initialise a
request variable. Using theCompleted function, this request variable can be used by the pro-
cess to check whether the requested functionality has already been performed. TheComplete
function makes a process wait until the requested functionality has been completed.

Additionally, the API provides channel selection facilities that correspond to CSP’s external
choice, or anALT in the transputer’s programming language Occam[51]. Channel selection
allows fan-in communication structures. Fan-in communication is important in the trigger ap-
plication: e.g., ROBs and the supervisor need to receive messages from any of the workstations.
The select functions in the API allow the user to specify a list of channels from which the process
is willing to receive a message. A channel from which a message can be received is called an
active channel. TheWaitAndSelect... functions make the process wait until at least one of
the channels in the list is active; they then return an activechannel. TheSelect... functions
do not make the process wait. They return ‘-1’ in case none of the channels in the list is active
at the moment the function is called. Two strategies are implemented to select an active channel
if multiple channels in the list are active:...SelectFirst selects the first active channel in
the list, allowing the user to provide priorities among the channels by putting them in a specific
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Figure 4.4: The DSNIC board.

order in the list;...SelectRandom randomly selects an active channel from the list.

To avoid memory-to-memory copying by the CPU, we make the DSNIC collect and deposit the
message data directly in the memory space of the OS threads: in user space. Direct user-space
access puts constraints on the memory that can be used: the memory must be locked, word
aligned, and accessible via DMA. Therefore, the API is extended with special allocation and
release functions for message memory. The user is has to use this specially allocated memory
for messages. However, the memory can also be used for other purposes, thereby allowing mem-
ory-to-memory copies to actually be avoided in practice as well.

4.6 Firmware

The DSNIC board[46] provides a programmable interface between a PCI bus (the I/O bus used
in PCs) and two 100 Mbit/s IEEE 1355 network connections. Theboard, see Figure 4.4, contains
the AMCC 5933 PCI interface chip[3] that facilitates communication over the I/O bus, two SGS
Thompson C101 network interface chips[108] that allow the communication of bytes over a IEEE
1355 network, 256 Kbytes RAM, and the Altera FLEX 10K50 FPGA that can be programmed
by firmware.

The firmware specifies how the internal components of the FPGA, i.e., flip-flops, logical gates,
and input/output pins, are connected and configured. The execution model of the FPGA is paral-
lelism: all internal components continuously and concurrently produce their output on the basis
of their inputs.

At a more abstract level, an FPGA can be seen as a state machinethat performs a state transition
on each clock cycle. The input consists of the values on the input pins of the FPGA. The output
consists of the values the FPGA produces on its output pins. The next state and the output is
a deterministic function of the current state and the input.In case of the DSNIC board, the
frequency of the clock is 33 MHz, corresponding to the clock frequency of the PCI bus. So,
within 30 ns the firmware must be able to calculate its next state. Evaluating the function that
determines the next state takes time, therefore the function has to be of limited complexity.
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Our design is based on communicating state machines. Instead of using a single large state ma-
chine, we design the firmware functionality as a set of state machines that exchange information
over channels, a CSP-based approach. A channel interconnects inputs and outputs of two state
machines. We aim at choosing the state machines such that each of them is of limited complexity
and performs a logically independent function.

We use a firmware compiler to generate the interconnections between the internal components
of the FPGA on the basis of a description of the state machinesand the channels between them.
The actual mapping has significant impact on the resulting performance. After compilation, we
use an analyser to check that the generated firmware can calculate its next state function within
the required 30 ns. If this requirement is not met, the bottleneck in the calculation needs to
be identified and resolved, typically by changing the state machine, or by guiding the mapping
process of the compiler to produce a better mapping.

We have decided to program the FPGA so that the DSNIC board provides a packet transfer in-
terface to the workstation’s software that allows zero-copy communication. The main difficulty
in zero-copy communication is transferring the data of a packet directly to the correct address
in user space. This address can be calculated on basis of the packet header. To avoid complex
firmware functionality, we have decided to make the workstation’s software determine the desti-
nation address of the packet data each time a packet has arrived, see Section 4.7. The workstation
writes this address to the PCI interface chip. The PCI interface chip receives the packet data from
the firmware and writes it via DMA to the workstation’s memory.

The workstation’s software can calculate the data’s destination address on the basis of the packet
header. This requires synchronisation between the workstation’s software and the firmware at
the moment of header arrival. We use the standard way to synchronise between hardware and
software in operating systems: interrupts. The packet transfer interface has to synchronise with
the workstation’s software via interrupts at the followingmoments:

� Header reception interrupt
At the reception of a packet header it is clear whether a data or an acknowledge packet
is being received. In case of a data packet, the transfer of the packet data has to be initi-
ated. In case of an acknowledge packet, either further packets can be sent, or the message
transmission has completed.

� Transfer completed interrupt
After the transfer to memory of the last packet of a message, the message reception has
completed. After the transfer of packet data from memory, either the next packet can be
transferred, or the message has been sent.

Reacting to events via interrupts takes time. In order to hide this reaction latency of the worksta-
tion’s software, the firmware should be able to buffer incoming and outgoing packets. Figure 4.5
shows the chosen DSNIC firmware design as state machines interconnected by channels. A
description of these state machines is given below.
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Figure 4.5: DSNIC firmware design, state machines interconnected by chan-
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Two main data flows can be recognised: reception and transmission. In both data flows there
are FIFOs. We choose to use FIFOs with a size of 1 Kbyte becausethis size fits well into the
internal resources of the Altera FPGA. Considering the communication bandwidth of 100 Mbit/s,
a 1 Kbyte FIFO can hide a reaction latency up to 100�s, which should be sufficient for the
interrupt driven control software.

Comin takes care of packet reception, it splits packet headers from packet data. The headers are
sent to theheadlenfifo, and the packet data is sent to theinfifo. Acknowledge packets do not
contain data: they will be sent to theheadlenfifo. Apart from splitting headers from data,comin
also counts the length of the packet, which is known as soon asthe end-of-packet character has
been received. This length is also sent to theheadlenfifo. Header and length information in the
headlenfifois delivered to a so-called mailbox of the PCI interface chip, which can generate
the packet reception interrupt in the workstation. In response to this interrupt, the workstation’s
software can determine the destination address of the packet data on the basis of the header
and establish the receiving DMA, thereby avoiding memory-to-memory copying. The transfer
completed interrupt is automatically generated by the PCI interface chip.

To avoid introducing communication latency by using a store-and-forward mechanism, the re-
ceiving DMA must be established as soon as the header of the packet has been received. To set
up a DMA via the PCI interface chip, the length of the DMA transfer must be known before-
hand. Thereforeflush adds zero data to each last packet of a message such that for the DMA
transfer all packets have the same maximum size. DMAs can nowbe set up immediately on
header reception, using the maximum packet size.
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The latency of acknowledge packets can influence the communication latency. Acknowledge
packets consist of only a few characters, whereas data packets are typically much larger. To
minimise the latency, we decide to allow acknowledge packets to bypass data packets.Comout
takes care of the transmission of data and acknowledge packets. Data packets are transmitted via
theoutfifo, whereas acknowledge packets are transmitted via theackfifo. If packets are available
in both theackfifo and theoutfifo, packets in theackfifo will be transmitted first bycomout.

In addition to the state machines for transmission and reception, one can recognise state machines
for control. Mux multiplexes access to the PCI interface chip so that interleaved transmission
and reception is possible. The workstation’s software interacts with the DSNIC board via I/O
read and write operations. The effect of these I/O read and write operations is determined by the
functionality of the PCI interface chip and the firmware in the FPGA. Themux state machine
continuously polls whether an I/O read or write needs to be serviced. If so, it passes the request
on topassthru. The only functionality ofpassthruis providing access to registers of the IEEE
1355 network interface chips to allow initialisation of thenetwork connection. For simplicity
reasons, we have decided to only support one of the two IEEE 1355 network interface chips with
a DMA driven packet interface.

4.7 Workstation’s software

The workstation’s software consists of an interface library that provides the API, as shown in
Table 4.1, to OS threads. This library communicates via system calls to a driver, resident in the
kernel, that implements all the message communication functionality. The driver uses the OS
scheduler to deschedule OS threads performing blocking communication, thereby fulfilling the
multitasking requirement: convenient overlap of computation and communication. As required,
the driver allows computation for one thread to be performedby the workstation’s CPU, whereas
concurrent communication for another thread is performed by the communication coprocessor,
the DSNIC board.

The driver uses the packet transfer interface provided by the DSNIC board, accessible via reads
and writes. The driver is interrupt driven. This allows the time the DSNIC board is involved in
the transmission or reception of packets, to be used for computation. At the moment the DSNIC
board requires further servicing by the driver, the workstation gets interrupted, and thereby the
driver gets called.

The driver is activated by OS threads via the API, and by the DSNIC board via interrupts. The
driver is only activated if at least one event related to communication has occurred. The driver
is implemented as a state machine, which changes state on thebasis of the event that occurred.
During state transitions, the driver interacts with the DSNIC board and the OS scheduler, e.g.,
to initiate the communication of another packet, or to schedule an OS thread at the moment the
message communication is finished.

Execution of the driver takes time. During this time, new events may occur, e.g., a header may
arrive while setting up the transmission of a packet by the DSNIC. These new events also need to
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be serviced by the driver. It is possible to make the driver such that it handles only one event each
time it is called. However, activating the driver, which is implemented as an interrupt handler,
can be expensive. To reduce the number of events leading to driver activation, we decide to
implement the driver as a loop that continues to handle events until the moment there are no
outstanding events detected anymore. Therefore multiple events are handled within the same
activation.

In case the time between the events is less than the time it takes to handle the events, the driver
will be continuously operating during the period of high-frequent events. If these periods get
longer than a few seconds, this causes problems within the Linux OS: it causes another interrupt,
a timer interrupt, not to get serviced regularly, thereby causing the system clock to run seconds
behind in a short period of time. By limiting the maximum number of packets handled per driver
activation, we avoid these problems.

The workstation’s software allows zero-copy communication by instructing the PCI interface
chip to transfer the packet data directly to the correct address in user-space via DMA. Packets
that arrive out-of-order are reordered without data copying: the data of each packet is trans-
ferred immediately to its final destination address. The software calculates the destination ad-
dress on the basis of the number in the header of a data packet.In principle the workstation’s
software uses the formuladestinationaddress� virtual to physical�messagestart address�
packetnumber�maximumpacketlength

�
. This is possible because each data packet of a mes-

sage has the same length. The functionvirtual to physicalconverts the virtual memory addresses
used by the OS thread to an address in physical memory, required to set up a DMA transfer.

4.8 Conclusions

In this chapter, we have presented the design of the DSNIC. The DSNIC is the first step in
the iterative process to develop an infrastructure suitable for the ATLAS trigger application. The
T9000 transputer can be considered the previous iteration step, on which the design of the DSNIC
is heavily based. The DSNIC uses standard OS facilities, i.e., the OS scheduler, interrupts,
and a driver in the kernel, to provide the multitasking facilities required by the ATLAS trigger
application.

The DSNIC splits each message into a number of packets to allow maximising the overall net-
work performance. The DSNIC functionality is distributed between software executed by the
workstation, and so-called firmware executed by an FPGA in the NIC. The FPGA of the NIC
is capable of autonomously transferring packets to/and from the workstation’s memory. By ex-
ploiting this, and by providing special memory allocation and release functions for messages, the
DSNIC provides zero-copy communication.

The DSNIC uses credit based end-to-end flow control. In contrast to the strict acknowledgement
scheme used in the T9000 transputer, this should make the communication throughput indepen-
dent of the network latency. Thereby the DSNIC overcomes a scalability problem of the T9000
transputer. The DSNIC assumes the underlying network to be highly reliable. In case of a net-
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work failure, the infrastructure crashes. We decided to make this assumption, which is in conflict
with the ATLAS trigger requirements, to facilitate the design: the DSNIC is just a prototype, a
first step in an incremental development approach. Failure handling aspects will be considered
in future iteration steps.

Compared to the T9000 transputer that only provides synchronous blocking communication, the
DSNIC provides more: both blocking and non-blocking, and synchronous and asynchronous
communication. The consequences of these additional typesof communication will be investi-
gated.

The DSNIC software interacts with the DSNIC firmware via interrupt and register I/O. The
DSNIC firmware splits packet headers from packet data to allow the DSNIC software to react
to the reception of a header and to initiate transfers of the packet data to memory without data
copying. Furthermore, the DSNIC firmware allows acknowledgement packets to overtake data
packets thereby allowing a reduction in communication latency. The DSNIC firmware provides
buffers such that message communication can continue at themaximum rate while the driver in
the workstation is being activated via an interrupt.

In the next chapter, the design of the DSNIC will be evaluated. The evaluation in Section 5.5 will
be exploited during the design of the infrastructure developed during the second and last iteration
step of this Ph.D. project: MESH.
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5
DSNIC: Performance analysis and

evaluation

In this chapter, we will analyse the performance of the DSNIC. This analysis will allow us to
identify shortcomings in the design, and to predict the effects of possible improvements. Fur-
thermore, we give a qualitative evaluation of some aspects of the DSNIC design that have not
been addressed by the quantitative analysis.

The conclusions of the evaluation of the DSNIC design strongly influenced the design of MESH,
the second infrastructure developed within this thesis, and described in Chapter 6.

5.1 Measurements

5.1.1 Environment

We have used two benchmarks: Comms1 and Comms2. These benchmarks[15] are based on
Parkbench[63]. For both benchmarks, two Pentium Pro 200 MHzPCs are interconnected via
the DSNIC with a single link, see machine in Figure 5.1. For the benchmark application, both
PCs run a communication process. The two communication processes are interconnected via
a channel, see application in Figure 5.1. Messages exchanged between the processes via the
channel are physically transported over the link. By using asingle IEEE 1355 connection, we
can measure the process-to-process communication performance in isolation.

In both Comms1 and Comms2, the communication processes measure the average round trip
time of messages of a given length. The message latency is half of the average round trip time of
the message. The throughput is obtained by dividing the message length by the message latency.
The following code fragments are the basis for the Comms1 benchmark.
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Figure 5.1: The machine and the application used for analysing the performance
of the DSNIC.

Process 1: Process 2:
Send(ni,chan,m,length); Receive(ni,chan,m,length);
Receive(ni,chan,m,length); Send(ni,chan,m,length);

In Comms1, the two processes, using blocking communication, exchange a single message at a
time. The link is therefore mainly used unidirectionally. In Comms2, the two processes exchange
messages simultaneously, using both blocking and non-blocking communication. The link is
therefore used bidirectionally. For ideal bidirectional communication, the maximum throughput
in Comms2 is twice the maximum throughput in Comms1. The following code fragment is the
basis for the Comms2 benchmark:

Both Process 1 and Process 2:
StartSend(ni,chan,m,length,request);
Receive(ni,chan,m,length);
Complete(ni,request);

We have performed the Comms1 and Comms2 benchmarks for the following maximum packet
sizes: 8, 16, 32, 64, 128, 256, 512, 1024, 2048, and 4096. To ensure readability, we only show the
results for packet sizes 8, 1024, and 4096 in most of the graphs. Sometimes, as a reference, we
also show the benchmark results for the T9000 transputer. These results have been obtained on
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Figure 5.2: Throughput versus message length for Comms1 for various packet
sizes.

two 20 MHz T9000 transputers, that are interconnected via a IEEE 1355 C104 switch chip[109].
The packet size supported by the T9000 transputer is 32 bytes.

5.1.2 Throughput

Figure 5.2 shows the throughput versus message length for Comms1 for the three packet sizes
and for the T9000 transputer. The maximum throughput reached for long message lengths is
8.3 Mbytes/s. This is less than 9.2 Mbytes/s, the maximum throughput of 100 Mbit/s IEEE 1355
links[85]. The reason for this is a limitation in the receiveFIFO of the C101 network interface
chip. Only in some very specific cases, the limitation allowsachieving a throughput higher than
8.3 Mbytes/s. The peaks in the 4096 packet size graph show such a situation.

The minimal packet size required to achieve the maximum throughput in Comms1 is 512. When
using packet size 256, the 8.3 Mbytes/s is nearly reached. Packet sizes smaller than 512 cannot
be handled efficiently enough by the workstation to reach themaximum throughput.
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Figure 5.3: Throughput versus message length for Comms2 for various packet
sizes.

The plots in the graphs show a saw-tooth pattern. This pattern is related to the packet size: if
the message length fits exactly within a number of data packets, the packet handling overhead
is relatively low, and therefore the throughput will show anoptimum. If, however, the message
length is one byte longer, an extra data packet is needed, so the packet handling overhead will be
relatively high, which causes a throughput dip.

The maximum Comms1 throughput achieved on two T9000 transputers depends on the number
of C104 switches between them. This is caused by the strict acknowledgement scheme used by
the T9000 transputer that makes the maximum throughput dependent on the network latency.
A direct connection between the two T9000 transputers will result in a maximum throughput
of 5.8 MBytes/s. Due to the use of a different acknowledgement scheme, the number of C104
switches in the network does not affect the maximum throughput achieved by the DSNIC, it only
affects the latency. The acknowledgement scheme of the DSNIC allows it to achieve a maximum
throughput which is significantly higher than the maximum throughput of the T9000, despite the
fact that all communication of the T9000 transputer is implemented in hardware.
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Figure 5.4: Latency versus message length for Comms1 for various packet
sizes.

Figure 5.3 shows the throughput versus message length for Comms2. As expected, the maxi-
mum throughput reached for long messages is 16.6 Mbytes/s: twice the 8.3 Mbytes/s Comms1
throughput. This proves that the DSNIC can fully exploit theavailable bidirectional bandwidth.

The minimal packet size required to achieve the maximum throughput in Comms2 is 512. For
packet sizes up to 256, the maximum throughput reached by Comms2 is similar to the maximum
throughput reached by Comms1. This is to be expected since for these small packet sizes the
throughput is limited by the CPU power of the workstation, which is the same in both cases. For
packet sizes of at least 512, the performance of the IEEE 1355interface chip is the bottleneck
for both Comms1 and Comms2.

5.1.3 Latency

Figure 5.4 shows the Comms1 latency versus message length. The Comms1 latency is half the
round trip time, see Section 5.1.1. For message length 1, thegraph shows the minimal latency.
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The minimal latency for all packet sizes up to 512 bytes is 67��. The minimal latency for 1024,
2048 and 4096 sized packets is higher. Similar results have been obtained for Comms2.

The higher latency for large packets is caused by the state machineflush, see Figure 4.5, that
adds zero data to each last packet of a message so that it reaches the full packet size. The state
machineflush only does this after the packet has been communicated over the network: the last
packets of each message always have the normal length when communicated over the network.
The overhead offlush can be removed by modifying the protocol, so that the packet’s header
contains the packet’s length. This change would allow a minimal latency of 67��, independent
of the packet size.

Due to state machineflush, the communication latency with message length 1 for packetsize
4096 is 212��, whereas it is 134�� for packet size 2048. The difference, 78��, is the time
needed to transfer 2048 bytes of zero data generated byflush to the memory of the workstation.
From this, we can derive that the data transfer across the PCIbus takes place at 26 MBytes/s. The
firmware has been designed to support a maximum transfer rateof 33 MBytes/s, the 26 MBytes/s
is a fair approximation.

The T9000 transputer has a minimal Comms1 latency of 7.4��. Two directly connected T9000s
will even improve on this. With respect to communication functionality, a PC equipped with
the DSNIC infrastructure is similar to a T9000. The factor of10 difference compared to the
67 �� of the DSNIC, illustrates the potential of using a fully dedicated hardware solution, i.e., a
communication and scheduling system implemented in hardware.

The peaks in the latency curves at message length 270 are discussed in the next section.

5.1.4 Packet handling

In the DSNIC, a driver, activated on interrupt basis, takes care of all thepacket handlingto
communicate messages, see Section 4.7. With packet handling we mean instructing the DSNIC
board to communicate data or acknowledge packets. In this section, we investigate the average
number of packets the driver handles per interrupt. Figure 5.5 shows the results for Comms1 for
various packet sizes. The higher the number of packets handled per interrupt, the more often the
interrupt overhead is avoided.

In Figure 5.5 two stable states can be identified for long messages:manyandone. In statemany,
a large number of small packets is handled per interrupt. It takes more time to handle a small
packet than to communicate it, therefore the driver repeatsthe loop until the maximum number
of loops is reached. The effect of this is shown by the limit ofabout 70 handled packets per
interrupt for the packet sizes of 128 at most. In stateone, one packet is handled per interrupt.
The large packet sizes result in such a low event handling frequency that stateone is reached.

The larger packet sizes show a drop off at message length 270 to about 1 packet handled per inter-
rupt. At this point, the efficiency of the interrupt handler drops significantly. Exiting the interrupt
handler and immediately having to enter it again influences the latency peak and throughput dip
at message length 270, see Figure 5.4 and Figure 5.2. The peakis most probably caused by a
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Figure 5.5: Average number of packets handled per interrupt versus message
length for Comms1 for various packet sizes.

race condition in the DSNIC software, or the Linux OS. Further investigation would be needed
to identify the exact cause.

Figure 5.6 shows the number of packets handled per interruptversus message length for
Comms2. Comms2 requires bidirectional communication. Therefore, three stable states can
be identified for long messages, the two states from Comms1, i.e., statesmanyandone, and one
extra state, statetwo. In statetwo, two packets are handled per interrupt, an outgoing and an
incoming packet. Medium sized packets, such as packet size 1024, end up in statetwo.

5.1.5 I/O overhead

The communication results can only be put into perspective if the CPU time needed for com-
munication is known. Consequently, we have also performed CPU load measurements during
the communication benchmarks. We measure the CPU load by executing a computation process
concurrently with the communication process on each of the two workstations. The computation
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Figure 5.6: Average number of packets handled per interrupt versus message
length for Comms2 for various packet sizes.

process measures the CPU time available for computation by continuously increasing a counter
in memory. By measuring the counter increase per second on anunloaded system beforehand,
we can determine the CPU load in a system with communication.

The communication and computation (counting) processes are implemented as OS threads. OS
threads exist within OS processes. Each OS process has its own memory space. Therefore,
we can choose whether or not the OS threads share the memory space of the same OS process.
Memory spaces are mapped onto physical memory by the Memory Management Unit (MMU) of
the CPU. Context switching requires changing the mapping ofthe MMU. Since OS threads of the
same OS process use the same mapping, context switching between these OS threads generally
takes less CPU time than context switching between threads in different OS processes.

The amount of CPU time available for a process depends on the amount of CPU time assigned to
it by the scheduler. To avoid influencing the performance of the communication process by the
computation process, a high priority real-time schedulingstrategy is used for the communication
process. This strategy should make sure that the communication process is scheduled as soon as
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Figure 5.7: The I/O overhead versus message length for Comms1 for various
maximum size packets.

work for it is available, i.e., at the moment the blocking communication has finished.

However, a bug in the Linux 2.0.27 scheduler prevented the scheduler from assigning the com-
munication process immediately to the CPU when it became runable: the scheduler would always
assign a minimal amount of CPU time to the computation process. As a result, the communica-
tion latency and the CPU load caused by communication were influenced by the presence of the
computation process.

Despite this problem, we could investigate the CPU time needed for communication, the I/O
overhead, by using the following relation between I/O overhead (��) expressed in��, CPU load
(��) expressed in a percentage, and communication latency (��) expressed in�� for a message
of � bytes, see also Section 3.7:

�� � �� � ������ (5.1)
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The I/O overhead to send or receive a message is the part of thecommunication latency of that
message during which the CPU is involved in the communication, i.e., it is not available for
computation. Using this relation, we have obtained the graphs for I/O overhead versus message
length shown in Figure 5.7.

The minimal I/O overhead, reached for message size 1 and packet size 8, is 54��. For large
packet sizes of 1024 and larger, the minimal I/O overhead is higher, about 72��. The additional
overhead is a consequence of the extra latency introduced bythe componentflush. Due to the ex-
tra latency, the driver cannot handle the “transfer complete interrupt” within the same activation
as the “header receive interrupt”. Therefore, compared to the situation for small packet sizes, an
extra activation of the interrupt handler is needed.

The I/O overhead increases with the message length. This is to be expected since the larger the
message the more packets need to be communicated, and the CPUis involved in the communi-
cation of each packet. Furthermore, we see that the I/O overhead for a packet size that is twice
as small increases twice as fast with the message size. This is also to be expected since a packet
size that is twice as small requires twice as many data packets to be communicated for a message
of a given length.

Measurements to investigate the difference between using OS threads in the same OS process, or
in different OS processes have shown differences in communication latency. The low difference
is likely to be caused by a bug in the Linux scheduler. As expected, the minimum I/O overhead
increases if OS threads in different OS processes are used. The increase is 2�� for all the packet
sizes.

5.2 Performance modelling

We use the linear timing model of Comms1[63] to model the communication performance of the
DSNIC. In this model we assume the maximum packet size

�
to be constant.

�� � �� �
�
�� �� (5.2)

�� � �
�� (5.3)

In this model,�� is the latency for a message of length�. The model assumes the message latency
is the sum of a fixed latency�� and a latency linear in the message length. This is a reasonable
assumption, since the latency curves of the DSNIC in Figure 5.4 can be closely approximated by
a line: the non-linearity at first sight is caused by the logarithmic scales. Figure 5.8 shows the
latency results for packet size 8 without the logarithmic scales.

Parameter�� is the latency to send a zero byte message. Function�� is the throughput achieved
by communicating a message of length�. �� is the asymptotic bandwidth, i.e.:

88



Section 5.2 Performance modelling

0

50

100

150

200

250

300

350

20 40 60 80 100 120 140

La
te

nc
y 

(u
s)

Message Length (bytes)

Packet Size 8

Figure 5.8: Latency versus message length for Comms1 for packet size 8.

���
��� �� � �� (5.4)

We extend the linear timing model with a linear model for the I/O overhead, i.e., the CPU time
to communicate a message. We model the I/O overhead of a message of length� as the sum of
a fixed time�� and a time dependent on the message length�:

�� � �� � �packet�
�
� (5.5)

The factor�packetis the per-packet CPU time. The constant
�

is the packet size. The model
assumes a constant time to handle a packet. By using this model, we approximate the results in
Figure 5.7 by lines, which is a reasonable assumption. Notice that:

� � �� � �� (5.6)
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Table 5.1: The parameters of the model extracted from the measurements.

�
(Bytes) ��(��) ��(MBytes/s) ��(��) �packet(���packet) ��(%)

8 68.1 0.54 53.5 14.9 100
16 68.1 1.07 54.1 14.9 100
32 66.5 2.13 54.2 15.0 100
64 66.7 4.12 54.8 15.5 100
128 67.4 7.80 54.6 16.4 100
256 67.3 8.19 55.5 30.9 98.8
512 70.8 8.27 58.6 34.2 55.2
1024 102.0 8.30 72.1 35.7 28.9
2048 133.9 8.31 72.1 34.5 13.9
4096 211.7 8.33 71.1 34.8 7.1

Source: Figure 5.4 Figure 5.2 Figure 5.7 Figure 5.7 Calculated

and

� � �packet
�

�
�
�� (5.7)

Knowing the CPU time to communicate a message,��, and the communication latency,��, the
following equation expresses the CPU load due to communication, ��:

�� � ��
�� �

����
(5.8)

Furthermore, we can derive the following equation for the asymptotic CPU load,��:

�� �
���
��� �� �

�packet
� ��� �

����
(5.9)

5.3 Extracting the parameters of the performance model

We use the results for messages of length 1 and messages of 1 MByte, so two extremes, to
obtain the parameters of the model for the DSNIC. For these two message lengths, the model is
a very close fit. For the message length in between 1 Byte and 1 MByte, the model is a linear
approximation.

Table 5.1 shows the parameters of the model for the differentpacket sizes. All parameters have
been extracted from the measurements. Parameter�� is the latency of a message of length 1, see
Figure 5.4. For parameter��, the asympthotic bandwidth, we take the throughput for a 1 MByte
message, see Figure 5.2. This is a very close approximation of the asymptotic bandwidth since
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for a message length this large, the throughput graph has flattened out. Parameters�� and�packet
are obtained from Figure 5.7 using the I/O overhead for message length 1 Byte and 1 MByte.
The values for�� are calculated using the formula for�� in Section 5.2.

Our model for the performance of the DSNIC, and the method used to fit the model with the
results is limited: non-linear effects such as the efficiency of the driver depending on the message
length, are not taken into account. However, for very small and very long messages, the model
with the extracted parameters gives a close approximation of the real results.

The value of�� for packet size 8 is about 1.5�� larger than�� for packet size 32. This places the
accuracy of the results into perspective: for a given situation, the measurements can be repro-
duced with high accuracy, within the range of 0.5��; however, small deviations, such a slight
variation in the packet size, can have a slightly larger effect on the measurements. Accuracy is
within a 5% range.

5.4 Analysis

In this section, we analyse the performance of the DSNIC by looking at extremes: very small
and very large messages. For these message sizes the extracted model parameters are a close fit
with reality. During the analysis, we will exploit the data in Table 5.1 intensively.

5.4.1 CPU time for handling a packet

During the communication of large messages by sending smallpackets, the CPU is almost com-
pletely dedicated to packet handling: it is nearly continuously executing the protocol for every
packet that is communicated. The only interference is caused by exiting the interrupt handler for
a short while when the maximum number of events that can be handled in a single interrupt has
been reached.

In Comms1, this situation occurs for packet sizes of 128 or smaller. With packet sizes this small,
the graph ends up in statemany, see Section 5.1.4. The values for�packetin Table 5.1 for these
packet sizes show that on average the CPU takes about 15�� to handle a packet if it repeatedly
performs this task.

To put this into perspective: 15�� on a 200 MHz CPU corresponds to about 3000 machine
instructions. However, most of the 15�� is spent on communication between the CPU and the
DSNIC hardware via register I/O. A read or write of four bytesof information via register I/O
takes about 1��. The interface provided by the DSNIC hardware requires manyof these I/O
instructions. Typically, information cannot just be read from or written to the DSNIC hardware:
one first needs to check, also via register I/O, that the hardware is ready to accept or provide the
data. Analysis of the driver software indicates that about 13 of these I/O instructions are needed
to handle a single packet, accounting for 13�� in total.
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The I/O overhead can significantly be reduced by designing the interface between the DSNIC
board and the driver in such a way that the amount of interaction via register I/O is minimised.

5.4.2 Interrupt service time

In Section 5.1.4, we showed that for packet sizes of at least 512 bytes, the graph ends up in
stateone: one packet will be handled per interrupt for long messages.The values for�packetin
Table 5.1 for these packet sizes show that about 35�� of CPU time is needed to handle a packet
on interrupt.

The 35�� to handle a packet on interrupt allows us to determine the minimal packet size for
which the maximum Comms1 throughput of 8.3 MBytes/s can be reached. If handling one
packet takes 35��, 28571 packets can be handled per second. Therefore, a packet size of 290 is
needed to reach the 8.3 MBytes/s if one packet is handled per interrupt. This shows that packet
size 256 is too small to reach the full Comms1 bandwidth if only one packet is handled per
interrupt.

5.4.3 Interrupt overhead

Since the same protocol implementation is used for all packet sizes, the required CPU time for
handling a packet is independent of the packet size. We have derived that a packet can be handled
in 15 ��, and that an interrupt is serviced in 35��. Therefore, we can calculate the interrupt
overhead for an interrupt that services one packet: 35 - 15 = 20 ��. The interrupt overhead is
caused by context switching. On activation of the driver on interrupt, the context of the current
OS thread must be saved. On deactivation, it must be restored.

The I/O overhead for packet sizes of at least 1024 is higher for small messages because of an
extra transfer completed interrupt leading to an extra driver activation, see Section 5.1.5. The
extra transfer completed interrupt is needed because of theextra latency introduced by state
machineflush. The I/O overhead for this message size,�� in Table 5.1, is 54�� for the small
packet sizes, and 72�� for the large packet sizes. The 18�� difference is the overhead of the
extra interrupt. It is close to the interrupt overhead of 20�� observed earlier.

5.5 Evaluation

In this Section we evaluate the design of the DSNIC by reconsidering the main design decisions
we have made in Chapter 4.
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5.5.1 Split between hardware and software

We have distinguished three classes of operations: (1)O(message length) operations, such as
copying of message data and CRC checking, (2)O(nr of packets) operations, the handling of
packets, and (3)O(nr of messages), communication initialisation and process scheduling.

By using DMA directly to and from user space and assuming the network to be reliable, we
have avoided implementing anyO(message length) operations on the CPU. We have chosen
to implement theO(number of packets) operations, i.e., the packet handling, in the driver on
an interrupt basis. We implemented theO(number of messages) operations as kernel calls to
the driver. In this section, we investigate possibilities to release the workstation’s CPU from
performing theO(number of packets) operations.

One possibility is adding a processor to the DSNIC board, andto dedicate this processor to packet
handling. This would result in a system in which the dedicated processor performs allO(number
of packets) operations, and the workstation’s CPU only performsO(number of messages) opera-
tions.

We derived that the 200 MHz Pentium Pro in the workstation takes
��

�� to handle a packet
(�workstation �

��
��), see Section 5.4.1. Suppose the dedicated on-board processor has�

times less computing power than the 200 MHz Pentium Pro, and that handling a packet with this
dedicated processor therefore takes� times as long as handling a packet with the workstation’s
processor:�dedicated� � � �workstation. The maximum number of packets a processor can
handle per second is:

���. Given the packet handling time�and the packet size
�

, the maximally
achievable throughput�� �

���.

To be able for the dedicated processor to fully keep up with the available bidirectional link band-
width, 16.6 MBytes/s, we can calculate the required minimalpacket size:

�
�

���� Mbytes/s���
�� ��.

Using this approximation, we can derive that it takes a dedicated processor with 16 times (� ��
��) the computing power of the Pentium to be able to support the optimal packet size

�
of 16

bytes, see Section 4.2. If such a small packet size is required, one has to use dedicated hardware.
If we take a packet size

�
of 512 Bytes, which is a typical message size within the ATLAS

trigger, we see that we need a processor which is about half the speed of the Pentium (� � �).
Notice that the method used in this paragraph is a very rough estimation, since the time needed to
handle a packet is largely determined by the time required for the dedicated processor to access
the DSNIC hardware.

The potential gain of off-loading all the packet handling tothe DSNIC board is�packet�
�
: the

workstation’s CPU is not involved in anyO(number of packets) operations anymore. The effect
of this is significant for long messages since�� will become 0. E.g., for message size 512 the
potential gain is 55% less CPU load. However, for small messages, which is typical for ATLAS,
little or no gain can be expected.

Furthermore, the flexibility of having a dedicated processor on the DSNIC board allows imple-
menting an interface in which the communication via register I/O between the workstation’s CPU

93



Chapter 5 DSNIC: Performance analysis and evaluation

and the DSNIC board is minimal. E.g., the workstation could send the dedicated processor, via a
single register I/O, an address in its own memory; the dedicated processor could then access the
workstation’s memory to get to know the details about the communication task it has to perform.
Such an interface would reduce��, the I/O overhead of theO(nr of messages) operations.

Off-loading to a dedicated processor can also influence the communication latency. Depending
on the implementation, it can be either an improvement, or not. Since for the ATLAS trigger, a
reduction in I/O overhead is much more important than a reduction in communication latency,
off-loading to a dedicated processor is, in this respect, a valid approach.

During the design of the DSNIC we have decided to split up messages into packets to avoid a
penalty in the available network bandwidth if long messagesare used. We have shown that the
DSNIC can only achieve the full network bandwidth if packet sizes of at least 290 bytes are used,
however, the workstation’s CPU will be 100% loaded in that case. Since a minimal I/O overhead
is of critical importance to the trigger application, and anaverage image fragment within the
ATLAS trigger is only 0.5 KByte, it is better to decide to communicate messages as a single
packet. The effect of this is also�packet�

�
: there is no CPU involvement on per-packet basis

if every message is sent as a single packet, however,�� remains. Furthermore, the packets do not
need to be acknowledged anymore for reasons of ordering, since sending messages as one packet
makes out-of-order arrival of packets of the same message impossible. This would simplify the
implementation of the communication infrastructure significantly.

5.5.2 Use of OS facilities

During the design of the DSNIC, we have decided to provide themultitasking facilities required
for the trigger application by using the facilities of the workstation’s OS in a standard way:
the OS scheduler is called by a driver in the kernel that synchronises with the communication
hardware via interrupts, and with the application via kernel calls.

By analysing the performance of the DSNIC, we determined thecost of synchronising the driver
with the communication hardware: in Section 5.4.3, we analysed that the interrupt overhead is
18 to 20��. Additional measurements have shown the overhead of calling the driver from the
application to take 8��.

Analysis of the DSNIC has not allowed us to determine the timeto switch context between the
OS threads. The context switch time is the time needed to makethe CPU execute the next OS
thread at the moment the current OS thread gives up the CPU. Wemeasured the context switch
time in the Linux OS by enforcing context switching between two OS threads using semaphores.
These measurements showed a context switch time of 12��, independent of whether the OS
threads shared the same OS process, or not.

We have shown that using the facilities of the OS to provide the multitasking facilities required
for the ATLAS trigger application takes much CPU time, and thereby causes both I/O overhead
and latency. The use of lightweight alternatives[123][91]for these facilities can therefore result
in a significant performance improvement. However, a lightweight alternative usually implies
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restrictions in other fields, e.g., no protection between processes, a limitation in the use of OS
functionality, support for only a single process. These alternatives can only be applied if the
restrictions are acceptable for the ATLAS trigger application.

5.5.3 Protocol

During the design of the DSNIC, we have decided to ignore the fault-tolerance requirements to
reduce the complexity of the design. We did this by assuming the network to be reliable, just like
the other hardware, e.g., workstations and NICs, in a NOW. Inthe DSNIC, the occurrence of a
failure in the hardware leads to unspecified system behaviour.

We designed the DSNIC software not to introduce additional failures. In particular, we designed
the protocol in such a way that it avoids data being lost due toreceive buffers being full. We
used credit based end-to-end flow control to establish this.The disadvantage is that credit based
end-to-end flow control requires, in addition to communication from sender to receiver, also
communication from receiver to sender. This introduces additional I/O overhead and latency.
The overhead to communicate a data or acknowledgement packet in terms of I/O reads and
writes is similar. Reducing the number of acknowledgement packets can therefore significantly
reduce the I/O overhead if the number of data packets is relatively small, so in particular for
small messages, which are typical for ATLAS.

Taking the failure behaviour requirements into account means that the infrastructure is allowed
to fail, as long as the type of failure is acceptable for the trigger application. The end-to-end
flow control is required to avoid buffer overflows on the receiver. A different approach therefore
could be to allow buffer overflows, provided they occur only rarely, and that if they occur the
consequences are not too severe for the ATLAS trigger application.

During the design of the DSNIC, we have decided to use a protocol which uses an acknowledge-
ment scheme different from the strict acknowledgement scheme used by the T9000 transputer.
The measurements presented in Section 5.1.2 have clearly shown the advantage of making this
decision. The throughput reached by the DSNIC is up to 100% higher than the throughput
reached by the T9000 transputer. Furthermore, the throughput achieved by the DSNIC is in-
dependent of the size of the network. For the trigger application, scalability is an important
requirement.

5.5.4 API

During the design of the API of the DSNIC, we have decided to allow the user to use multiple
DSNIC boards simultaneously. Therefore, we have provided functions to open and close DSNIC
boards. In the application, each DSNIC board is representedby aNI , a network interface. For
every communication function of the API, the user has to specify which NI to use. It is therefore
impossible for the user to abstract from using a specific DSNIC board: the user always has to
provide the board and the channel of that board to identify a channel between processes. The
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level of abstraction of the API can be improved by making the DSNIC infrastructure responsible
for relating a channel to a specific board. For each communication function, the user then only
needs to specify the channel.

We have chosen to base the API of the DSNIC on the ideas behind CSP, thereby following the
ideas behind the transputer. Communication in CSP is synchronous: the sender and receiver syn-
chronise during communication. The IEEE 1355 network does not provide synchronous commu-
nication. Therefore, synchronous communication requirestwo-way communication: the receiver
has to indicate to the sender that it has started message reception. Asynchronous communication,
on the other hand, does not require two-way communication. The additional communication to
synchronise causes I/O overhead and latency.

It is difficult to exploit the synchronisation aspect of synchronous communication in practical
situations. Synchronous communication is used in CSP because it facilitates proving properties
such as deadlock and starvation freeness of parallel programs; it simplified the mathematical
model drastically. This does not mean that it is impossible to prove that applications using asyn-
chronous communication do work, however, the techniques used for CSP are not directly appli-
cable anymore. The communication patterns planned for use in the ATLAS trigger application
are well understood and relatively simple. There is no need to formally prove properties of the
ATLAS trigger application. We might be able to improve the performance of the infrastructure
by providing only asynchronous communication.

A potential advantage of asynchronous communication is a reduction in I/O overhead since the
communication of the ‘handshake’ from receiver to sender, leading to two-way communication,
is not needed. In case of the DSNIC however, the use of asynchronous communication does not
reduce the I/O overhead: the DSNIC uses two-way communication anyway to implement the
credit-based end-to-end flow control.

The DSNIC’s asynchronous communication can improve the communication latency in situa-
tions where the transmission occurs much earlier than the initiation of message reception. Be-
cause this situation does not occur in the benchmark application, we have not quantified the effect
of asynchronous communication.

We introduced non-blocking communication to enable the user to overlap computation and
communication. Non-blocking communication is therefore an alternative for the multitasking
facilities required by the trigger application. We provided non-blocking communication via
Start... andComplete... functions. Using these functions, the user can explicitly over-
lap communication and computation in a single process, thereby avoiding the context switches
to other processes. By introducing non-blocking communication, we provided an alternative for
multitasking, however, an alternative with a lower level ofabstraction since the overlap is per-
formed explicitly by the user instead of by the infrastructure. Typically, the use of the DSNIC’s
non-blocking communication functions to avoid context switches will significantly complicate
the structure of the application. One should have good arguments to complicate the application
structure to hide inefficiencies in the infrastructure; currently, we do not have such arguments.
Therefore, instead of looking at alternatives for multitasking, we should focus on efficient gen-
uine multitasking.
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Figure 5.9: Resource usage of the DSNIC firmware. The resource usage is ex-
pressed in the number of Logic Cells (LCs) occupied by each state
machine. We also express the resource usage as a percentage of the
total number (2880) of LCs. The number near every channel is the
‘width’ in bits of that channel.

To allow fan-in like communication structures, we providedfunctions for channel selection in
the API. In the trigger application, these channel selection functions would typically be used
by ROBs to receive requests for image fragments from processes that perform the incremental
image analysis. In that case, the number of channels passed to the channel selection function
scales with the system size. The channel select functions are linear in the number of channels
passed to them. This causes a scalability problem: the performance of a ROB would degrade
with the system size if the select functions are used. The channel select functions do not meet
the scalability requirements of the trigger application.

5.5.5 Firmware

Figure 5.9 shows the resource usage of the different state machines within the DSNIC firmware.
The resource usage is expressed as the number of Logic Cells (LCs) used by the state machine.
Each LC consists of a flip-flop and a 4-input logical function.The FPGA is programmed by
specifying the logical function of each LC, and how the LCs are interconnected.

The numbers in Figure 5.9 are obtained by compiling the statemachines separately. If resource
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usage of all the individual state machines is added, one obtains a total of 2315 LCs; 46 more than
the 2269 required to implement the whole design. The difference is caused by optimisations in
the compiler that allow sharing of LCs by adjacent state machines.

Compared to Figure 4.5, one can see that four state machines have been added: twofastslow,
and twoslowfaststate machines. These state machines are introduced to exchange information
between the two different clocks that the firmware has to use:the fast and the slow clock. The
fast clock is the clock of the PCI bus, running at 33 MHz. The slow clock is the clock of the
IEEE 1355 interface, running at 17.5 MHz. The slow clock is obtained by dividing the fast clock,
which means that they are synchronous, but with a skew. The fast clock has to be used to access
the PCI interface, the slow clock to access the IEEE 1355 interface.

In total, the DSNIC firmware has filled up the FPGA for 78%. At this point, the FPGA can
be considered full: if more LCs are used, the operating frequency will drop below the required
33 MHz. We managed to fill up the FPGA this far by maximising thesizes of theackfifo and the
headlenfifo. These FIFOs are implemented using LCs: each LC buffers a single bit of data. The
infifo andoutfifo are implemented using special memory resources within the FPGA. Therefore,
these FIFOs require a number of LCs that is significantly lessthan the number of bits in the
FIFO. The 256k RAM on the DSNIC board is not used.

Programming the FPGA has proven to be time-consuming. The implementation of the DSNIC
firmware took 6 full-time working weeks. Approximately 40% of the time has been spent on
obtaining the correct functionality via construction and verification. The remaining 60% of the
time has been spent on optimising the firmware to meet the required operating frequencies, and
meeting all the timing constraints.

We see that even though we decided to be conservative with respect to the functionality imple-
mented in firmware, a lot of resources in the FPGA are used to implement the functionality. It is
definitely possible to reduce the use of LCs by reimplementing state machines. However, often
one has to make a trade-off between clock speed and resource usage. Therefore, reducing the
resource usage while maintaining the clock speed will take asignificant amount of time. It has
been a good design decision to be conservative with respect to the complexity of the firmware
functionality during this first iteration.

We have seen that it is important to further reduce the I/O overhead. The I/O overhead can be
reduced by minimising the interaction between the workstation’s CPU and the DSNIC board
to communicate messages. Doing this by implementing the protocol used by the DSNIC in
firmware is difficult because of the complexity of this protocol. One could even wonder whether
it is possible at all.

The option that offers most flexibility is adding a dedicatedprocessor to the DSNIC board. This
would allow the DSNIC board to execute relatively complex protocols autonomously, and pro-
vide the flexibility to minimise the interaction with the workstation’s CPU. However, the result
is complex: the functionality will have to be distributed over the firmware, the board’s software,
and the workstation’s software.

A second option is to significantly reduce the complexity of the protocol and the communica-
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tion scheme used, e.g., by sending messages as a single packet, not providing flow-control, and
forcing the reception of a message as soon as it arrives. Alternatives like these typically reduce
the functionality, and put constraints on the application designer. These alternatives can only be
applied if they are acceptable for the ATLAS trigger application.

During the design of the firmware, we introduced theackfifo and theoutfifo in order to allow
acknowledge packets to bypass data packets, thereby aimingat a reduction in communication
latency. For the ATLAS trigger application, minimising thelatency is not crucial. Therefore,
removing theackfifo andcomoutis a way to reduce the resource usage in the FPGA.

During the measurements, the negative influence of state machineflush was clearly visible in the
communication latency and I/O overhead, see Section 5.1.3 and Section 5.4.3. The design would
be improved if we equipped the header of each last packet of a message with the length of the
packet, and used this length to set up the DMA of the last packet.

5.6 Conclusions

In this chapter, we have analysed the DSNIC infrastructure.

Low I/O overhead is important for the DSNIC. Comparing the I/O overhead of the DSNIC with
the I/O overhead of standard OS communication facilities, i.e., TCP/IP over Ethernet, demon-
strates that with respect to I/O overhead, the DSNIC is outperformed. We calculate the impact of
the DSNIC’s I/O overhead on the amount of workstations needed for the ATLAS trigger. In Sec-
tion 3.2.4, we have already done the same for TCP/IP over Ethernet. Therefore, we can compare
the two approaches.

An image analysis workstation in the ATLAS trigger performsrequest-response with ROBs.
Half the messages communicated by the workstation are request messages of about 30 bytes.
The other half are response messages with an average length of about 600 Bytes: 0.57 KBytes,
the largest average fragment size from Table 3.1, and say 30 bytes of control information. Using
the information in Figure 5.7 assuming a packet size of 4096 Bytes, gives 72�� of I/O over-
head to transmit the request and 95�� of I/O overhead to receive the response: an average I/O
overhead of 84��. Scaling this number linearly to a 500 MHz machine results ina 34�� of
I/O overhead. These results are worse than the I/O overhead obtained by using TCP/IP, see Sec-
tion 3.2.4. Assuming an I/O overhead of 34��, means that using the DSNIC infrastructure, 1225
workstations are needed to build the low-luminosity trigger; 157 workstations more than for the
TCP/IP case.

Improvements of the infrastructure are clearly needed to make it suitable for the ATLAS trigger
application. The main conclusions from the DSNIC evaluation are the following:

� Causes of I/O overhead
We have identified three main sources of I/O overhead:

� Interrupts
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(Identified in Section 5.4.3) The interrupt overhead is 18-20 �� on a 200 MHz Pen-
tium running the Linux OS.

� Register I/O
(Identified in Section 5.4.1) The time to perform register I/O to either read or write
4 Bytes to a hardware board over the I/O bus takes about 1��.

� Context switches
(Measured in Section 5.5.2) The time to perform a context switch between Linux
threads is about 12��.

To reduce the I/O overhead, we have to minimise using these facilities, or to find
lightweight alternatives for them.

� Off-loading
(Discussed in Section 5.5.1) We have analysed the effect of off-loading more communi-
cation functionality to the DSNIC board. The first possibility is to off-load all packet
handling to the board, corresponding to implementing all the T9000’s VCP functionality
in the DSNIC board. The effect of this is significant for long messages, e.g., up to 55%
less CPU load is required for packet size 512. However, for the small messages used in the
ATLAS trigger application little or no gain can be expected.

We have estimated that off-loading all the packet handling requires a significant amount
of processing power on the DSNIC board. For ATLAS, a processor with roughly half the
power of the 200 MHz Pentium would be required. By analysing the amount of FPGA
resources used by the DSNIC firmware, makes us wonder whetherit is possible at all to
implement the protocol used by the DSNIC in firmware. Instead, we would add a processor
to the DSNIC board.

� Message in a single packet
(Possibility identified in Section 5.5.1) We have observed that high throughput and low
CPU load can only be obtained by using large packets, e.g., 4096 bytes long. On the other
hand, we know that the ideal packet size for the 512 Clos IEEE 1355 network is small: 16
bytes. A packet size this small requires using the firmware for packet handling, however,
such firmware would be too complex to fit within the resources of the FPGA.

Since in ATLAS the typical message size is about 500 Bytes, itis better to send all mes-
sages as a single packet. This is one way to significantly reduce the complexity of the
protocol. By doing this, firmware of a complexity similar to the DSNIC firmware can be
used to communicate complete messages without interactionof the workstation’s CPU. In
addition, we should investigate how to adapt the firmware so that the number of register
I/O operations to communicate a message can be reduced.

� Reducing the protocol overhead
Acknowledgement packets require a similar amount of CPU time to be communicated as
data packets. By simplifying the protocol and minimising the number of ‘control’ packets,
the I/O overhead can be reduced. We have identified two possibilities to do so:
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– Allow exceptional buffer overruns (Possibility identifiedin Section 5.5.3)

– Only provide asynchronous communication (Possibility identified in Section 5.5.4)

The DSNIC uses two-way communication, i.e. data packets from sender to receiver and
acknowledgement packets from receiver to sender. By exploiting both options, an infras-
tructure can use one-way communication.

� Scalability
(Problem identified in Section 5.5.4) The fan-in facilitiesof the DSNIC require an amount
of CPU time dependent on the system size. Such scalability problems should be avoided
in the ATLAS trigger application.

We have designed and evaluated a first infrastructure, the DSNIC. The evaluation of the DSNIC
has allowed us to identify a number of key problems. It is clear that a further iteration step is
needed to obtain an infrastructure suitable for the ATLAS trigger application. In the next chapter,
during the design of MESH, we will address these problems andexploit the experience gained
during the evaluation of the DSNIC.
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6
MESH: A special-purpose
scheduler and commodity
communication hardware

In this part we present the design of MESH. MESH is the second and final iteration in the
development of an infrastructure for parallel processing on a NOW that is suitable for the ATLAS
trigger application. In contrast to the DSNIC, MESH is designed to meet all the infrastructure’s
requirements, as specified in Section 3.6. During the designof MESH, we use the experience
gained during the development of the DSNIC, as summarised inSection 5.6. In the next chapter,
Chapter 7, the design will be evaluated via performance measurements, and comparisons with
other systems.

The acronym MESH stands for MEssaging and ScHeduling. MESH is a tight integration of a
special-purpose thread scheduler and a messaging system that uses commodity communication
hardware. MESH provides the messaging and scheduling facilities for the parallel processing
application, independent of the underlying OS. Since MESH provides alternatives for typically
OS-specific functionality, such as scheduling and communication, MESH approximates being an
OS specific for parallel processing applications.

Section 6.1 focuses on the general design approach taken forMESH. Subsequently, Section 6.2
focuses on the design and the implementation techniques we used for MESH’s scheduler. Sec-
tion 6.3 presents MESH’s communication system, its fault-tolerance aspects, and the techniques
we used to efficiently exploit the communication hardware. The main API functions of MESH
are presented in Section 6.4. Section 6.5 focuses on the additional responsibilities of the applica-
tion designer when using MESH, and Section 6.6 verifies that MESH meets all the requirements
for use within the ATLAS trigger application. Section 6.7 presents the conclusions on the design
of MESH.
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6.1 Design approach

At the end of 1997, during the DSNIC project, IEEE 1355 DS links have been chosen by the
European Space Agency (ESA) to become a standardised product in space applications[92][53].
1355 DS compatible products will be redesigned and reimplemented for this niche market. At
the same time, it became clear that 1355 DS technology is unlikely to be ever widely used in the
commodity market. Since technology used within the ATLAS trigger needs to be supportable
during the whole ATLAS lifetime, 1355 DS cannot be considered a strong candidate.

A better candidate for the network technology in the ATLAS trigger is Ethernet. Ethernet is long-
term supportable, upgradeable, and cost-effective. For the reasons presented in Section 2.10.3,
we decide to base the infrastructure on Ethernet, i.e., 100 Mbit/s Fast Ethernet (FE) and 1 Gbit/s
Gigabit Ethernet (GE). These Ethernet technologies are, just like IEEE 1355, based on point-to-
point links. We do not use CSMA/CD, which operates Ethernet as a bus.

In contrast to the DSNIC project, we decide to exploit commercial off-the-shelf NICs. There are
several advantages to using off-the-shelf instead of specialised hardware: there is no develop-
ment period, there are no development costs, it is inexpensive, easy to obtain, widely supported,
has continuity and a long lifetime. This was impossible in case of the DSNIC project: for DS
networks no commercial NICs were available.

In February 1998, when we decided to base the infrastructureon Ethernet, the IEEE 802.3z
GE standard[67] was still under development. The GE standard became final in June 1998.
During that same period, companies were developing their GEproducts and competing to be the
first on the market. They had to be careful not to release sensitive information to protect their
investments. Via a collaboration with Alteon WebSystems[1], CERN obtained the details[2] of
the Alteon AceNIC that allowed the development of a GE based infrastructure. Furthermore, we
found Intel[71] willing to provide us with the details of their FE NIC[72].

As a result, MESH is the world’s first GE-based infrastructure optimised for parallel processing.
In October 1999, MESH still was the only optimised infrastructure on this platform, as far as we
know.

We have to use the NICsas they are, i.e., we cannot change the on-board functionality. The
functionality of the FE NIC is hardcoded in a silicon chip. The on-board functionality of the GE
NIC is in principle adaptable, however, during the development of MESH, Alteon WebSystems
had not released the information or the tools to allow this. The commodity Ethernet NICs allow
packets to be communicated, and are in that respect similar to the DSNIC. From the evaluation
of the DSNIC, see Section 5.6, we concluded that for the typical message sizes used in ATLAS
little performance gain can be expected from off-loading more functionality to the NIC. Being
unable to adjust the functionality of the NICs, need not be a limitation performance-wise.

Most NICs meant for general-purpose OSs, including our FE and GE NIC, use an interface
based on so-called scatter/gather[74]. See Section 6.3.2 for a description of scatter/gather. By
only exploiting the scatter/gather aspects, we ensure thatwe will be able to support a wide range
of commodity Ethernet NICs. Furthermore, we use standard PCs running Linux, a free general-
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purpose OS. The unmodified popular off-the-shelf platform ensures competitively-priced long-
term maintainability.

6.2 Scheduling

One of the major performance problems of the DSNIC is caused by the use of standard OS
facilities. In this section, we explain why these OS facilities are expensive, and discuss the
techniques used in MESH to obtain efficient alternatives.

MESH provides prioritised thread scheduling. The main innovations of MESH are the techniques
used to reduce the CPU time required for a context switch between threads and the techniques
used for the synchronisation of threads with external events.

6.2.1 OS facilities

During the design of the DSNIC, we decided to exploit the OS facilities in a standard way to
provide the multitasking facilities required for the trigger application. We used a driver in kernel
space to implement all the DSNIC communication facilities.This allows the driver to make
calls to the OS scheduler to provide multitasking. The driver can be activated by a thread of the
application via a system call, and by the DSNIC via an interrupt.

During the evaluation of the DSNIC, we concluded that activating the driver is expensive: analy-
sis of the DSNIC infrastructure showed that on a 200 MHz Pentium a system call requires 8��of
overhead, and an interrupt 18-20��. Furthermore, we measured a context switch time of 12��,
which includes a system call. These invocations are expensive in terms of CPU time because they
involve switching from user to privileged kernel space and back. In addition, interrupts require
all CPU registers to be saved, break the CPU pipeline, and often require the invocation of the
OS scheduler. To reduce the I/O overhead of the infrastructure, it is essential to find adequate
alternative for these OS facilities, see Section 5.6 “Causes of I/O overhead”.

6.2.2 Approach

Interrupts allow the workstation’s CPU to detect external events, such as the arrival of a message,
and to react to them. OS interrupts require a significant CPU overhead to establish synchronisa-
tion. Furthermore, in case of the ATLAS trigger application, such external events would occur
as a very high frequency due to the fine granularity of that application. To avoid the overhead
of an interrupt for the high frequent external events, we decide to investigate the use ofpolling.
Polling is using the CPU to regularly check for the occurrence of external events. Apoll is a
check for the occurrence of an external event. Polling requires polls to be explicitly present in
the code and regularly executed by the CPU.
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Polling forces us to usecooperative schedulingto provide the multitasking facilities required for
the trigger application. In contrast to preemptive scheduling, cooperative, or non-preemptive,
scheduling requires the processes to regularly pass control to the scheduler. This allows the
scheduler to performexplicit preemption: polling for external events and scheduling the appro-
priate process in response to such event.

6.2.3 Context switching techniques

The key functionality of the scheduler is a context switch. Acontext switch consists of saving
the context of the process that is currently executing, selecting the next process to be executed,
and entering the context of the selected process. The time ittakes to perform a context switch in
MESH is reduced by using three techniques:

1. User-level scheduling

2. Active context saving

3. Inline context switching

The technique of user-level scheduling[4] is not new, e.g.,it coexists with traditional kernel-level
scheduling in the Solaris OS, and is used for implementations of Modula-2.

Moores[89] developed a technique that we namedactive context saving. Moores performed his
work concurrently and in cooperation with the work presented here. His work is based on the
ideas and concepts of the KRoC project[128][126], and follows these strongly.

We have redesigned and reimplemented the KRoC scheduler, using different data structures and
exploiting the compiler even further by the technique of inline context switching. As a result, the
minimum context switch time, measured on a 400 MHz Pentium IImachine, has been reduced
from 323 ns (129 clks) for KRoC to 55 ns (22 clks) for MESH.

User-level scheduling

User-level scheduling allows context switching between threads without invoking kernel func-
tions. User-level scheduling is only possible between threads in the same address space. The con-
sequence of using this technique is that all processes of thetrigger application that are mapped
onto the same workstation have to share the same address space. Furthermore, also the sched-
uler has to share this address space. There is no memory protection amongst the threads and the
scheduler. Memory protection is important in a ‘competitive’ multi-user environment. However,
the NOW of the ATLAS trigger is dedicated to a single application, in which case protection is
of less importance and can even complicate the cooperation between different parts of the same
application.
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During the analysis of the DSNIC, we determined that the overhead of calling a kernel function
in Linux OS is expensive: 8�s (1600 clks) on a 200 MHz Pentium. Other research[127] showed
that by using an optimised, non-standard, kernel entry point, the overhead can be reduced to
about 1�s. By using user-level scheduling the overhead to enter the privileged kernel space
is completely avoided. Furthermore, by sharing a single address space, we avoid the cost of
changing the contents of the Memory Management Unit (MMU) for context switches. Using
separate memory spaces without entering the privileged kernel space is impossible in most OSs:
changing the contents of the MMU requires the kernel space’sprivileges.

For the application designer, MESH is a library with messaging and scheduling facilities for
parallel processing applications. The threads used by MESHare different from OS threads con-
trolled by the OS scheduler: MESH uses its own scheduler and threads. The MESH application
should therefore avoid using blocking OS system calls, calls that can deschedule the OS pro-
cess that executes it. In case the OS process gets descheduled none of the MESH threads will
be executed. This will degrade the performance of the parallel processing application. Typi-
cally, non-blocking alternatives for the OS system calls exist. They can be used to overcome this
limitation.

A MESH application coexists with the Linux OS, as a normal user-application. It executes within
a single OS process, thereby protecting MESH threads from directly accessing the memory of
other processes. The general-purpose OS can therefore conveniently be used as the development
platform, making a wide range of design tools, compilers, debuggers, libraries, and other facil-
ities such as device drivers available to the application developer. Furthermore, a major part of
the system maintenance can be done by a standard system administrator.

Under normal operation the OS process used for MESH will consume all the computing power
of the CPU. The MESH scheduler distributes the computing power amongst the MESH threads.
A MESH application does not exclude other applications fromrunning. However, one should
keep in mind that the CPU time used by these applications is unavailable for the, typically soft
real-time, MESH application. If other OS processes are executed on the workstation, the parallel
processing application should be able to cope with periods of reduced CPU availability.

The other OS processes are typically executed at a priority higher than MESH. In that case,
the MESH application executes in the background, consumingall the remaining CPU power.
In the ATLAS trigger, typically the other applications willprovide supporting functionality for
the real-time trigger application. As a result, all applications on a workstation are related to
performing the same real-time task. The real-time facilities of the OS can be used to integrate
these applications adequately with respect to the real-time constraints.

Active context saving

Active context saving allows minimisation of the context switch time by (1) saving only those
registers that are in use by the thread at the moment of the context switch and by (2) exploiting
the compiler’s object code optimisation stage for the context switch.
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Saving only the registers that are in use at the moment of a context switch requires detailed
knowledge of the machine code executed by the thread. Fortunately, the compiler knows exactly
which registers are being used, since it decides on registerusage during code generation.

The GNU C-Compiler (GCC) supports directives, in itsasm statement, to specify the register
usage of assembler code. Theasm statement allows assembler code to be embedded in C code.
We exploit these directives to tell the compiler that the assembler code that saves the context of
a thread may useall registers. This forces the compiler to ensure that the content of the active
registers, and only the active registers, is stored in memory before inserting the assembler code
that saves the context. The assembler code to save the context therefore does not need to save
the registers. It only needs to save the stack pointer, the base pointer1, and the program counter.
The compiler’s object code optimisation stage minimises register storage for the whole program,
taking into account the storage needs for context saving. Section 6.2.4 shows the implementation
of the context switch in more detail.

In [40], Culler also proposes to exploit the compiler to minimise the overhead of context
switches. Culler uses a special-purpose programming language and compiler to accomplish this.
We use an unmodified commodity C-compiler to accomplish the optimisations.

Traditional context switches always require all registersto be saved. Changing the context switch
from a traditional one into one that only saves the active context can reduce the context switch
time by 588 ns (235 clks).

The major part of this improvement is obtained by not allowing context switches in the middle
of floating-point calculations, thus avoiding the need to save the floating-point registers. By not
saving the floating-point registers, but saving all other registers, the context switch time is already
reduced by 555 ns (222 clks).

The relation between the performance numbers is visualisedin Figure 6.1. All context switch
times include a poll, which takes about 40 ns (16 clks).

Inline context switching

MESH requires a constant and very limited amount of time to switch context by using well-
tuned and optimised code. This suggests changing the context switch from a function call into an
inline function: each invocation of an inline function is expanded to a number of inline machine
instructions. Changing the context switch from a C functioncall into an inline C function reduced
the context switch time from 98 ns to 55 ns, a reduction by a factor of 1.8. A reduction by nearly
a factor 2, achieved by removing the overhead of a function call, shows that context switch time
is close to the time needed to perform a function call.

1The base pointer typically points to the variables on the stack that represent the parameters of the function.
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Figure 6.1: The relation between the different context switch times.

6.2.4 The context switch in detail

In this section, we show a few implementation details of the context switch. Our context switch
implementation is inspired by the Unixlongjmp and setjmp functions. By using active
context saving, the context that needs to be saved explicitly consists of only three processor
registers: the stack pointer, the base pointer, and the program counter. The context of a thread
can therefore be captured in the followingContext structure:

struct Context {
int* sp; /* stack pointer */
int* bp; /* base pointer */
int* pc; /* program counter */

};

We need two operations on this structure:Context Save , to save a context, and
Context Enter , to enter a context. Both these operations must be implemented in assembler
code since they need to manipulate specific processor registers. The functions are as follows:

� int Context Save(Context* c)
TheContext Save function saves the current active context into theContext structure
c . The function is implemented in assembler code. The functionality of the assembler code
is illustrated here:

c->sp = sp;
c->bp = bp;
c->pc = enter_context_here;
result = 0;

enter_context_here:
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First, the stack pointer and the base pointer are saved. The program counter is saved by
writing the address of theenter context here label within the inserted assembler
code into contextc . If Context Enter(c) is called, the execution will continue at
the enter context here label. The label is the last line of the assembler code: it
therefore corresponds to the memory address where theContext Save function returns
its value via the result register. TheContext Save function can be exited twice: once
after the context has been saved, and once after it has been reentered. To distinguish these
two cases, theContext Save function returns an integer in a ‘result’ register. If the
context has only been saved, it returns 0. If it has been reentered, it will return 1. The last
case is established by theContext Enter function which sets the result register to 1.

� void Context Enter(Context* c)
TheContext Enter function enters contextc . The functionality of the assembler code
inserted for this function is as follows:

sp = c->sp;
bp = c->bp;
result = 1;
jump c->pc;

The context is entered by restoring the stack and base pointer, and performing a jump to
the address saved in contextc . We know the context will be entered at the label in the
assembler of aContext Save function. The result register is set to 1 to make sure the
Context Save function returns 1.

The eight instructions of illustrative assembler code needed to save and enter a context give a
good indication of how we managed to minimise the overhead ofa context switch. The following
example illustrates how the context save and enter functions can be used to implement a yield
function. A thread can call the yield function to give the control to another thread via a context
switch.

struct Thread {
Context context; /* the context of the thread */
Thread* next; /* the next thread in the run queue */

};

Thread* current; /* the structure of the current thread */

void Thread_Yield() {
if (!Context_Save(&current->context)) {

/* Reached after saving the context. */
/* Perform scheduler functionality: */
current = current->next;
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Context_Enter(&current->context);
}
/* Reached after reentering the context. */

}

The yield consists of saving the context of the current thread. TheContext Save function
is exited twice. The first time, after saving the context, it returns 0. In that case, scheduler
functionality is executed: the next thread in the run queue is selected to be the next ‘current’
thread. The second time, after the saved context is entered again, the thread that called the yield
function has obtained the control back, and the yield function will return.

An advantage of this method, compared to the KRoC method, is that the scheduler functionality
is executed using the stack of the thread that passes controlto the scheduler. This way, we avoid
the overhead of using a separate stack for the scheduler, androughly halve the context switch
time. During the construction of each thread, some additional stack space is allocated to ensure
the scheduler functionality can be executed.

6.2.5 Polling for external events

The fine granularity of the ATLAS trigger application requires high-frequency synchronisation
with external events, e.g., events that are related to the arrival of a message. We use polling
to detect external events, thereby avoiding the overhead ofinterrupts. However, we use the
same concepts as interrupt handlers in OSs: upon detection of an external event via a poll, the
corresponding user-level event handler is called, which can cause the rescheduling of threads. A
preemption statementis a scheduler function that allows such explicit preemption.

The following code illustrates this approach. The functionThread Preempt allows the thread
that calls the function to be preempted in case an external event has occurred. The functions
External Poll and External EventHandler perform the detection and handling of
external events.

bool External_Poll(); /* returns true in case of an external event */
void External_EventHandler(); /* handles all external eve nts */

void Thread_Preempt() {
if (External_Poll()) {

if (!Context_Save(&current->context)) {
/* may cause current to change depending on scheduling

policy and external event that has occurred */
External_EventHandler();
Context_Enter(&current->context);

}
}

}
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Preemption statements are explicitly programmed in the code. This removes the need to save
all registers on detection of an external event. The contextswitching techniques presented in
Section 6.2.3 are therefore also exploited for the handlingof external events via polling. In
case thread preemption occurs on interrupt basis, which allows for a preemption at any moment,
it is impossible to determine which registers are in use at the moment the preemption occurs;
therefore all registers must be saved.

The CPU time required to context switch to a thread on the detection of an external event can be
reduced significantly by using polling instead of interrupts. Section 7.1 will show a reduction up
to a factor 60, immediately leading to a lower I/O overhead. Achieving a low I/O overhead is the
most important research aim for an infrastructure suitablefor the ATLAS trigger application.

6.2.6 Automated insertion of preemption statements

MESH polls each time the application executes a blocking function. For fine-grain parallel appli-
cations this strategy may very well result in a suitable response time. Experience[124] has indi-
cated that if the response time is still too low, preemption statements, i.e., statements that poll and
call the scheduler upon detection of an external event, mustbe inserted into long computation-
only sections in the code.

Inserting the necessary preemption statements into the code can be done manually, by the ap-
plication programmer. However, automatic insertion may beadvantageous. The insertion of
preemption statements into the code is a trade-off between responsiveness and computational
performance. The execution of each preemption statement takes time since the poll function is
executed. Therefore, the more frequently preemption statements are executed, the less CPU time
is available for computation, however, the faster the application responds to an external event.

If every� ��a preemption statement is executed that takes�poll �� to be evaluated, the following
percentage of CPU time is spent on the evaluation of polls:

�poll

� �
����

Furthermore, the average response latency is
�

� ��, and the maximum response latency is� ��.
In practice, the inter-poll time� is not a constant, but a distribution. The average and maximum
response latencies are determined by the average and maximum of this distribution.

The difficulty of preemption insertion is the placement of the statements: the statements must be
placed in such a way that an inter-poll time with a distribution suitable for the application is es-
tablished. The distribution does not only depend on the places in the code where the preemption
statements are inserted, but also on the flow of control during execution, so on the algorithms
used and the inputs they receive.

By inserting the statements manually, the programmer can use all his knowledge and intelligence
to obtain a suitable inter-poll time distribution. In case of the ATLAS trigger application, we
expect manual insertion not to cause any serious problems, since during the development of the
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Table 6.1: Responsiveness and impact on the computational performance of
the TRT scan algorithms if one poll is inserted in each loop.

Endcap Barrel
Mean inter-poll time (��) 0.55 0.80
Time increase (%) 35.4 13.5
Polls inserted 30 24

algorithms already much time is spent on the performance analysis. This knowledge can be
exploited to insert a few preemption statements at suitableplaces in the code.

We have started a project[19][12] in cooperation with the University of Kent at Canterbury to
investigate automatic insertion of preemption statements. It is difficult for automated insertion
to exploit detailed knowledge about the algorithms. Therefore, in the project proposal, we have
suggested a practical approach to the problem. Barnes, of the university of Kent, has imple-
mented this approach in a tool calledpollins , that inserts preemption statements into the
code. Furthermore, he refined the tool and analysed the impact of these refinements.

Code in which statements have been inserted can be analysed:using analysis statements instead
of preemption statements allows measuring the inter-poll time during the execution of the pro-
gram and extracting the distribution of the inter-poll time. These analysis statements are different
from real preemption statements. The analysis have been performed on a 300 MHz Pentium II
PC. On average, analysis statements take 0.2�� on such PC. Measurements have shown that
the polls used in MESH to synchronise with the communicationhardware would take about
0.053��, a factor of four less compared to the statements to analyse the inter-poll time.

Code without loops (and recursion) can only take a limited amount of time for execution:
O(program size). The time it takes to execute a loop can be of any order. Therefore, the practical
approach consists of the insertion of a preemption statement into every loop. Typically, the result
of this approach is that polls are executed very frequently.If the time it takes to execute a loop is
similar to the time it takes to execute a poll this causes problems: in tight loops the polls will be
executed too frequently, and much CPU time is wasted on the execution of polls. Therefore, in a
second step, heuristics on source code level are added to identify and avoid such situations.

The TRT scan algorithms of the ATLAS Reference Software[99]have been used to evaluate the
pollins tool. We have chosen to use the TRT scan algorithms for this test, since the TRT scan
is the most computation intensive image analysis algorithmwithin the LVL2 trigger. It is likely
to be the only algorithm within the LVL2 trigger in which the insertion of preemption statements
is needed. The TRT scan consists of two algorithms: one for the barrel of the TRT sub-detector,
and one for the end-caps of the TRT sub-detector.

Table 6.1 shows the responsiveness and the impact on the computational performance for the
TRT scan algorithms if a poll is inserted in each loop by thepollins tool. These results match
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Table 6.2: Responsiveness and impact on the computational performance of
the TRT scan algorithms if a poll is inserted in each outer loop with
a code size between 75 and 250 characters.

Endcap Barrel
Mean inter-poll time (��) 10.83 20.76
Time increase (%) 0.6 0.5
Polls inserted 3 5

our expectations: by inserting a statement into every loop,we obtain a very small inter-poll time
(0.55��and 0.80��). Therefore, the time spent on executing the polls has a significant influence
on the computational performance of the TRT scan algorithms: they run 30% and 24% slower.

To overcome the problem of inserting preemption statementsin tight loops, we have extended the
pollins tool so that the user can regulate in which loops preemption statements are inserted.
Statements are only inserted in loops that have a code size within a range specified by the user.
The code size is the number of characters (without comments and blanks) used in the program
text to express the loop. This approach assumes that the codesize is a reasonable approximation
of the execution time of a single loop. Furthermore, we allowthe user to specify a maximum on
the number of nestings of the loop in which polls are inserted. The outer loops have nesting zero;
a loop within another loop has a nesting of one more than the encapsulating loop.

Table 6.2 shows the responsiveness and the impact on the computational performance for the
TRT scan algorithms if a poll is inserted in each outer loop with a code size between 75 and 250
characters. The results are suitable for the ATLAS trigger application: the TRT scan algorithms
can be executed with only a marginal degradation in performance, about 0.6%, while the average
inter-poll time is about 11�� for the barrel and about 21�� for the end-cap algorithms. The
average reaction latency in case of the occurrence of an external event is half the average inter-
poll time, i.e., 5.5�� for the barrel and 10.5�� for the end-cap algorithms. The use of interrupts
would result in similar reaction latencies, however, it would lead to more CPU time consumption.
The distribution of the inter-poll time is shown in Figure 6.2. The distribution shows for example
that for the Barrel, only in 10% of the cases the inter-poll time is more than 30��. The parameters
have been obtained via a number of consecutive runs during which the impact of the parameters
on the responsiveness and computational performance of thealgorithm was analysed.

We have demonstrated that a relatively simple tool can assist with the insertion of preemption
statements into the application. The tool is limited: the user needs to specify the characteristics
of the loops where polls should be inserted, and should analyse the effect of these parameters.
Obtaining suitable parameters may be difficult or even impossible for some algorithms. However,
the results of using this tool on the TRT scan algorithms of the ATLAS trigger application has
led to a satisfactory result.

Table 6.2 shows that only eight poll statements have been inserted into the code of the TRT scan
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Figure 6.2: The distribution of the inter-poll time for the barrel and the end-cap
TRT scan algorithms.

to obtain suitable performance. Since the trigger algorithms are already designed with great care,
and a lot of attention is already paid to the efficiency of the algorithms, manual placement of the
poll statements is a feasible approach. In fact, compared tothe automated insertion method
presented in this section, we expect manual placement to be the more effective method both
effort-wise and result-wise for most algorithms.

6.2.7 Prioritised scheduling

The trigger application requires the application designerto be able to control the resulting sched-
ule. We decide to provide prioritised scheduling in MESH. The application designer can provide
the priority level at which each thread is executed, an approach which is typical for real-time
OSs. The scheduler assigns the CPU only to a thread amongst the runable threads with the high-
est priority. If multiple threads are assigned the same priority, the scheduler will avoid context
switches by trying to schedule the same thread over and over again.

One of the key operations of the scheduler is finding a runablethread with the highest priority.
Furthermore, it should be possible to add threads with a certain priority to the set of runable
threads, or to remove a thread from it. The scheduler should be able to perform all these opera-
tions efficiently.
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Figure 6.3: The data structure used by the scheduler to administrate therunable
threads.

To achieve this, we restrict the number of priority levels to31. We expect 31 priority levels
to be sufficient for the ATLAS trigger application. We use a run-queue for each priority�
(runqueue[0..31] ). The priority levels 1 - 31 can be used by the application. Priority
level 0 is reserved for the idle thread. The idle thread will automatically be scheduled at the mo-
ment the application does not contain any runable threads. The idle thread is an endless loop in
which never a blocking operation is performed. Therefore, we can guarantee that there is always
at least one runable thread. This prevents the scheduler from having to deal with an exceptional
case in the time-critical context switch code.

Each run queue is implemented as a double linked list of threads, see Figure 6.3. This way, we
achieve that threads can be added to and removed from their run queue in O(1) operations.

However, finding a runable thread with the highest priority requires finding the run queue with
the highest priority which contains at least one thread. To implement this efficiently, we use a 32
bit word with the following invariant: “bit� is set if and only ifrunqueue[p] contains at least
one thread”.
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1 struct S32 {
2 int x; /* bit i of 32 bit word x is set iff i is in the set */
3 }
4
5 void S32_Add(S32* s, int b) {
6 s->x |= (1<<b); /* set bit nr b via logical or */
7 }
8
9 void S32_Remove(S32* s, int b) {

10 s->x &= ˜(1<<b); /* clear bit nr b via logical and */
11 }
12
13 int S32_Max(S32* s) {
14 return bsr(s->x); /* bsr returns highest bit set, -1 if non se t */
15 }

Figure 6.4: The implementation ofS32, a set over the numbers 0..31 with a
special operationMax that returns the maximum in the set.

A single machine instruction on this 32 bit word (bsr ) allows us to determine the priority of the
run queue from which a thread must be taken for execution:bsr determines the number of the
highest bit that is set in a word. The use of this instruction is the reason to limit the number of
priorities to exactly 31.

The invariant of the 32 bit word must be kept while threads areadded to or removed from the
set of runable threads. When adding a thread of priority� to runqueue[p] , bit � must be set.
When removing the last thread fromrunqueue[p] , bit � must be cleared. These are all O(1)
operations.

When limiting the number of priorities to 31, MESH takes a constant and very limited amount
of time to select the next thread. It is possible to support a larger range of priorities by using
a similar approach. If we look at the 32 bit word in a more abstract way, we can say that it
represents a set over the numbers 0..31. There are three operations on this set:Add, Remove,
andMax. They allow adding a number to the set, removing it from the set, and returning the
maximum of the numbers in the set. An implementation in C of this set, calledS32, is shown in
Figure 6.4.

On the basis ofS32, we can construct a larger set of numbers with the same operations. An
implementation in C of a set that is 32 times as large, i.e., a set over the numbers 0..1023, is
shown in Figure 6.5. The invariant on variabley is similar as the one used in the scheduler. The
efficiency of theMax operation strongly depends on it.

This implementation of a set of��
�

numbers shows that each of the three operations requires�
calls to operations onS32. Using the same strategy, an implementation of a set of��

�
numbers

will require� calls toS32 operations. In general, if we use this approach, we need log�����
calls
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1 struct S1024 {
2 S32 x[32]; /* bit i of x[j] is set iff j*32+i is in the set */
3 S32 y; /* bit i in y is set iff any of the
4 numbers i*32..i*32+31 is in the set */
5 }
6
7 void S1024_Add(S1024* s, int b) {
8 S32_Add(s->x[b/32],b%32);
9 S32_Add(s->y,b/32);

10 }
11
12 void S1024_Remove(S1024* s, int b) {
13 S32_Remove(s->x[b/32],b%32);
14 if (S32_Max(s->x[b/32]) == -1) S32_Remove(s->y,b/32);
15 }
16
17 int S1024_Max(S1024* s) {
18 int h;
19 h = S32_Max(s->y);
20 if (h == -1) return -1;
21 return 32*h+S32_Max(s->x[h]);
22 }

Figure 6.5: The implementation ofS1024 , a set over the numbers 0..1023 with
a special operationMax that returns the maximum in the set.

to S32 operations to implement each of three operations on a set of size
�

. The implementation
of a set of

�
numbers is therefore O(log(

�
)). If

�
is the number of supported priority levels,

the operations of the MESH scheduler are O(log(
�

)).

This last discussion on the large number of priorities should be seen as a computing science
intermezzo, the 31 levels of priority provided by MESH can beconsidered sufficient for the
ATLAS trigger application.

6.3 Communication

Apart from the overheads discussed in the previous section,another source of overhead comes
from setting up and sustaining communication. To address this, we have developed a low-
overhead communication system. It allows the intrinsic throughput and latency of the underlying
hardware to be approached while requiring little CPU load.
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6.3.1 Ethernet

For MESH, we use commodity communication hardware: Fast andGigabit Ethernet NICs and
switches. Ethernet is an evolving technology. The development of the Ethernet standard and the
development of network equipment occurs concurrently. Theequipment is developed as early as
possible: the vendor that penetrates the market first is likely to become market leader.

The MESH project was started in February 1998. At that time, Ethernet’s full-duplex operation
over point-to-point links and flow-control issues had only recently been standardised, the Gigabit
Ethernet part of the standard was still under development, and new ideas to extend the standard
were being advertised. One of these ideas was the so-called jumbo frame2, incorporating support
for larger Ethernet packet sizes into the Ethernet standard. Before the standardisation of Ether-
net’s point-to-point links, Ethernet had always been operated in half-duplex mode over a shared
segment, using CSMA/CD.

Precisely the new aspects and recent developments of Ethernet make it an interesting candidate
for the ATLAS trigger application. Our experience[44][56]with the IEEE 1355 technology
has demonstrated that full-duplex links with flow-control enable the construction of reliable and
scalable networks needed for the trigger. GE links can solvepossible bandwidth problems within
the trigger, and may in the future allow a more cost-effective solution than possible with only FE
links. Furthermore, jumbo frames, Ethernet packets with a maximum size of 9 KByte instead
of 1.5 KByte, might allow ATLAS image fragments to be sent as asingle Ethernet frame, and
allows a communication protocol without fragmenting messages into packets. Most ATLAS
image fragments fit in a normal Ethernet frame[16][32].

The Ethernet equipment that implements these recent developments was immature when we
started to use it. On the other hand, for Ethernet to be a success for the ATLAS trigger application,
we wanted to exploit the new aspects, and therefore had to hope these immaturity problems would
be solved within a time frame reasonable for the project.

The first FE and GE NICs we obtained were immature with respectto flow-control and therefore
provided highly unreliable communication. Ethernet frames were easily lost when exchanging
data between two back-to-back connected PCs. On the other hand, both NICs supported Ethernet
frames that were significantly longer than the 1.5 KByte specified in the standard at that time.
Due to Alteon’s interest in high-bandwidth bulk data transfers, the GE NIC supported 9 KByte
jumbo frames. But, independently from Alteon, Intel’s FE NIC also supported larger frame
sizes: frames up to 4 KByte. We hoped large Ethernet frames would become part of the Ethernet
standard in the near future.

During the design of MESH, we assumed Ethernet to be a scalable and highly reliable network.
We expected manufacturers of Ethernet equipment to be eagerto solve the reliability problems.
It was clear that, at this point, we were taking risks: it was unclear whether the full-duplex point-
to-point links described by the standard would indeed lead to a scalable and reliable Ethernet
network. Our assumptions about Ethernet are evaluated in Section 7.4.1.

2A frame is an Ethernet packet, the unit of information exchange over an Ethernet network.
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Figure 6.6: The scatter/gather structure of a NIC.

Already by November 1998, thanks to the competitive and innovative commodity NIC market,
the reliability problems of the FE and GE NICs were solved in newer versions of the hardware
boards and associated firmware. However, in addition to NICs, a large Ethernet network also con-
tains switches. Since our expectations with respect to reliability were met by the NICs, we hoped
the switches also meet these expectations. The reliabilityand performance characteristics of the
network strongly depend on implementation details of the switches. Switch manufacturers were
careful not to release such information since the competition in the market was strong. There-
fore, without actually measuring the switch characteristics, it was impossible to know whether
our expectations about Ethernet switches were realistic.

At the end of 1998, we started a project to measure the characteristics of Ethernet switches. This
project used a farm of PCs to test switches by sending messages through them and extracting
the achieved throughput, latency, and probability of message arrival. This project used MESH,
which was still under development at that time, as the basis.The tests performed during this
project showed the real capabilities of Ethernet switches.Conclusions from this project are used
to evaluate the assumptions we made with respect to Ethernetnetworks, see Section 7.4.1.

6.3.2 Scatter/gather NICs

We have restricted ourselves to NICs that support a scatter/gather structure. This is not a limita-
tion: (1) scatter/gather is the market standard at the time the design of MESH takes place, and (2)
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future standards are likely to be extensions/refinements ofscatter/gather instead of completely
new concepts. The interface of scatter/gather NICs usuallyconsists of two producer/consumer
queues in the workstation’s memory: a transmit and a receivequeue, see Figure 6.6. The queues
contain descriptors. Each descriptor contains the physical address and length of a packet frag-
ment in the workstation’s memory. A number of descriptors describe a complete packet. The
transmit queue contains descriptors for packets that need to be transmitted. The workstation can
add packet descriptors to the transmit queue, and has to remove the packet descriptors that have
been marked ‘read’ by the NIC. The receive queue works in a similar way: the workstation adds
descriptors that point to free buffers, sets their maximum length, and removes the descriptors that
have been marked ‘written’ by the NIC.

6.3.3 Hardware access

We use three techniques to minimise the CPU time required to access the hardware of the NICs:

� User-level hardware access

� Cached polling

� Reducing I/O bus accesses

User-level hardware access

User-level hardware access allows MESH to directly access the NIC hardware and to avoid all
kernel access for communication. The performance advantage of avoiding kernel access has
been discussed in Section 6.2.3. User-level access makes MESH’s transmission and reception
about 1�� less CPU intensive. Since MESH’s transmission and reception operations take about
1-2��, this results in a reduction of about 30% to 50% (1-2��versus 2-3��).

As a result of user-level hardware access, the direct accessto the communication hardware is not
protected. It is therefore possible to crash the workstation by erroneous memory access. The
same holds for many RTOSs, e.g., QNX. It is up to the application programmer to avoid this.

In standard OSs, hardware can normally only be accessed fromthe kernel. To allow the OS
process that executes the MESH application to directly access the hardware, the physical memory
locations via which communication hardware can be accessedmust be mapped in the virtual
address space of the OS process. This is possible without kernel changes via POSIX compatible
functions, available in many OSs.

Cached polling

Efficient polling is of crucial importance for MESH’s performance because polls are executed
frequently. The cost of a single poll depends on the number ofmachine instructions it takes to
execute this function, and on the kind of machine instructions used.
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The standard way to poll an external device for events is checking one or a few registers on the
device. This is expensive, since it requires accesses to I/Obus, e.g., about 700 ns for a single PCI
access, during which both the CPU and the communication hardware are being held up.

The technique ofcached pollingconsists of detecting an external event by accessing only local
memory, and therefore avoiding expensive accesses to the I/O bus. Since polling is done fre-
quently by nature, the memory locations accessed during a poll automatically stay in the cache.
The automatic caching effect makes polling even less CPU intensive.

Both the Ethernet NICs we used allowed cached polling: the scatter/gather interface they im-
plement writes to the workstation’s memory upon transmission and reception of data. Polling
can therefore be implemented by checking specific memory locations. In principle, a poll can be
executed within two machine instructions: a test and a branch, taking about 2 clks. In our im-
plementation, polling the GE NIC takes about 30 ns (12 clks),since multiple memory locations,
corresponding to different workstation-NIC queues, must be compared.

Reducing I/O bus accesses

Apart from I/O bus access avoidance by cached polling, we also reduce the number of I/O bus
accesses when informing the NIC about new packet descriptors. On the receive side, we collect
50 descriptors of empty buffers before passing them onto theNIC with an I/O bus access. On
average this reduces the CPU time to perform a receive operation from about 2.3�� to about
1.7 ��: a 26% reduction. The 0.6�� gain corresponds to nearly a full PCI access, as is to be
expected. In addition, avoiding these I/O bus accesses alsoimproves the utilisation of the I/O
bus, which in case of Gigabit communication often turns out to be the bottleneck.

A consequence of this decision is the following. The NIC can have up to 50 descriptors less
available for packet receival, on a hardware-limited maximum of 512 descriptors: in between two
polls, the NIC can receive�������

�
�
��� packets before blocking the network. Measurements

have shown that the Ethernet NICs can receive a (small) packet every
���� ��. So, by ensuring

that a poll occurs every
���� �� ���� � ���ms, blocking of the network due to a lack of packet

descriptors, is avoided. If all 512 packet descriptors would be used, an inter-poll time of up to���� �� ���
� �

��� ms could have been used: a 10% difference.

6.3.4 Zero-copy communication

Apart from minimising the CPU time required to initiate communication, MESH uses zero-
copy communication to minimise the CPU load to sustain communication, thus maximising
the CPU time for computation. By zero-copy, we mean that the CPU never performs an
��������� ������

�
operation on the message data. All such operations must therefore per-

formed by the NIC.

Message data is stored in a sequence of memory locations in the workstation’s memory. In zero-
copy communication, see Figure 6.7, the transmitting NIC reads each memory location once on
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Figure 6.7: Zero-copy and single-copy communication.

Table 6.3: The influence of copying on gigabit communication between two
400 MHz Pentium II PCs.

Communication type Throughput CPU load
zero-copy 115 MBytes/s 6%

single-copy 82 MBytes/s 99%
double-copy 46 MBytes/s 99%
triple-copy 31 MBytes/s 99%

quadruple-copy 24 MBytes/s 99%

the send side, and the receiving NIC writes them once on the receive side: memory locations are
accessed only once. Single-copy communication requires two additional accesses per memory
location. E.g., after the receiving NIC has written(1) datainto the memory locations of a first
buffer, the memory locations from the buffer are copied intothe final location by the CPU: each
location is read(2) into a processor register and written(3) into the final location. Similarly,
double-copy communication requires two additional accesses per memory location compared to
single-copy communication.

Depending on the system, the memory bandwidth can easily be the bottleneck. Table 6.3 shows
the influence of copying on Gigabit communication for our 400MHz Pentium II PCs. Using
zero-copy communication the PCI bus determines the throughput. In case of single-copy com-
munication, the memory bandwidth, which must now be shared by the processor and the NIC,
determines the throughput. But, even more importantly: full CPU load is needed to achieve this
lower bandwidth due to the extra copy.

In a traditional messaging system with an API function likereceive(port, address,
length) , the application specifies the exact placement of the message data. Implementing
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Figure 6.8: Three different options for the relation between packets, buffers,
and messages.

zero-copy communication with such an API requires the network interface to derive the mes-
sage’s destination address from the message contents. Onlyfew commodity NICs support such
a direct deposit feature, e.g., Remote Direct Memory Access(RDMA)[36], Virtual Memory-
Mapped Communication (VMMC)[50], and Virtual Channels[113][81].

Scatter/gather NICs do not provide direct deposit features: they simply store the message data
in the first available buffer in the receive queue. When usingthese NICs, the application cannot
be in control of the placement of data. We decide to make MESH control the placement of
message data in memory by using pointers to MESH-allocated communication buffers. MESH
uses an API function likereceive(port) , which returns a pointer to a buffer containing a
message. The communication buffers have to be pinned-down,aligned, and consecutive in the
physical address space. The MESH API provides a high level ofabstraction that hides these
implementation details from the application.

Figure 6.8 shows three different options to define the relation between packets, buffers, and
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messages:

1. Message in a single packet: packet-size messages
This first option is using a one-to-one relationship betweenmessages and packets: each
message is communicated in a single packet. Each packet is received in a single buffer,
and the buffer can directly be accessed by the application. Scatter/gather NICs require the
sizes of the receive buffers to be known at the moment they areadded to the receive queue.
This option therefore requires the messages to have a maximum size. The use of Ethernet
limits choosing this maximum size: the maximum message length is at most the size of
an Ethernet packet, i.e., 1.5 KBytes for standard Ethernet frames or 9 KBytes for jumbo
frames. This option does not make any compromises with respect to performance. It is the
responsibility of the application designer to deal with messages longer than the prescribed
maximum length.

2. Tail copying: limited-size messages
The second option is using buffers that have a maximum size, however, they may be larger
than an Ethernet packet. Using scatter/gather NICs, messages larger than a single Ethernet
packet will be received in separate buffers. The data of the tail packets needs to be copied
to the end of the head buffer. To transmit messages larger than a single packet, the gather
aspects of the scatter/gather NIC can be used to avoid data copying. This option makes
a compromise with respect to performance for messages longer than a single frame: they
must be partially copied. Furthermore, memory usage can be less efficient compared to
options 1 and 3.

3. Access functions: any-size messages
The third option is using special buffer-access functions that transform read and write
accesses to a virtually consecutive buffer into accesses tothe physical buffers. This option
does not require any restrictions in the message length. However, every access to the buffer
requires the conversion code to be executed.

We have decided to choose option (1), message in a single packet. We had already identified
option (1) during the evaluation of the DSNIC, see Section 5.6. By choosing option (1), we have
decided not to make any compromises with respect to performance, but to put a constraint on the
application designer: all messages must fit in a single Ethernet packet.

Assuming Ethernet jumbo frames are available, this constraint can be met by designing the trig-
ger application in such a way that all image fragments are communicated as a single message.
In case jumbo frames do not become a success, or the requirements with respect to the sizes
of image fragments change, or multiple image fragments are combined into a single message,
option (1) forces the ATLAS trigger designer to think of a solution that maximally exploits the
capabilities of Ethernet.

Options (2) and (3) are two possible solutions in such situation. Option (2) is interesting, but
enforces each image fragment to be communicated as a single message to obtain good perfor-
mance. Option (3) does not enforce such constraints. However, an even more application specific
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solution which takes the maximum in the Ethernet frame size into account is likely to give even
better performance. For example, by designing the RoI collection part of the trigger software to
take the maximum in the message length into account, it is likely that one can both avoid the use
of buffer access functions and the copying of message data totally.

Furthermore, when Ethernet is used as the Hardware-Software interface, as for example in the
LVL2+3 architecture, it becomes natural to use the packet level of abstraction as the level at
which the interface is described and implemented, both in hardware and in software.

We decide to design MESH in such a way that solutions (2) and (3) can be efficiently imple-
mented on top of MESH.

6.3.5 Fault tolerance

Commodity networks, e.g., consisting of Ethernet NICs, links, and switches, can have a very high
communication reliability. For a small localised environment we have measured a Bit Error Rate
less than

�����
for GE. The communication reliability is the probability that a packet is received

correctly by the receiver. It is however impossible to guarantee 100% reliability: the question is
whether the communication reliability of the network is suitable for the application. In case the
reliability is too low for direct use by the application or the consequence of the failure too severe,
a failure detection and recovery mechanism must be implemented in the infrastructure.

At the moment we had to make decisions with respect to the fault-tolerance techniques in MESH,
little was known about the communication reliability of Ethernet switches, see Section 6.3.1. In
theory, the communication reliability of Ethernet switches could be very high: the per-link flow-
control and full-duplex links allow a network with characteristics similar to IEEE 1355. This
technology has proven to be highly reliable[130].

We assume the reliability of the Ethernet network to be suitable for direct use by the ATLAS
trigger application. The trigger application filters images. If once every few seconds the analysis
of an arbitrary image fails, the image can be discarded without completing the analysis, see Sec-
tion 2.3.2. The image analysis consists of communication and computation. The communication
reliability of Ethernet is therefore suitable for the trigger application if at most once every few
seconds an arbitrary packet in the network is lost. We assumeEthernet will meet these reliability
requirements.

In case of the ATLAS application, the recovery from failuresis typically application-specific:
processing of the image is cancelled if a communication failure occurs. We decided that the
application designer always has to provide application-specific failure handling. MESH will
never automatically recover from failures. This increasesthe efficiency of communication in
MESH, and is not a severe limitation for the ATLAS trigger application.

MESH does not mask communication failures and requires application-specific failure handling.
On the other hand, MESH’s responsibility is fault confinement. MESH’s fault hypotheses are:

1. Packet corruption
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2. Packet loss

3. Breaking of the communication medium

4. A fail-stop processor or process

5. Overloading

MESH passes uncorrupted packets, those with no CRC error detected by the communication
hardware, onto the application level as a single message. Typically, detected packet corruption
results in packet loss. Since messages are limited to fit in a single packet, messages are never
partly lost. MESH provides efficiently implemented time-out facilities, see Section 6.3.7, to
allow the application to detect message loss, breaking of the communication medium, and a
crashing processor or process.

Non-transient overloading of end-nodes causes either congestion, or unreliable communication
in part of the network. MESH confines this type of overloadingvia overflow control by selective
discard, see Section 6.3.6. A fixed number of buffers is allocated to each communication end-
point. Messages are discarded when running out of resources, thereby avoiding non-transient
overloading of end-points to influence the performance or reliability of the whole system. Similar
approaches can be found in EMPS[120][119] and DEDOS[59].

6.3.6 Overflow control by selective discard

Overloading should be prevented to avoid the communicationreliability or performance of the
network to be reduced. At the moment an output port of a switchin the network gets blocked,
or the throughput of that port becomes less than required, the switch starts buffering packets
destined for that port. The buffers in the switch allow it to deal with transient overloading.

However, the moment the switch runs out of buffer space, it may either (1) block some of its
input ports using flow control mechanisms, or (2) start to discard certain frames. In case (1),
non-transient overloading causes congestion to spread over the network, leading to a poten-
tially significant decrease in total network performance. In case (2), non-transient overloading is
solved by a selective packet discard. The performance decrease of (1) is exchanged for unreli-
able communication. Congestion in the switch is solved by discarding the packets destined for
the congested output port. However, this solution is far from perfect, since the packets that are
discarded are not necessarily those that really cause the problem; they just happen to be heading
in the direction of the problem area. Non-transient overloading in an end-node therefore not only
introduces unreliability in its own communication, but possibly also in that of its neighbours.

The cause of both situations (1) and (2) is non-transient overloading. It can either be caused
by the transmitters sending too many messages or by the receivers being unable to receive the
messages sent to them. MESH provides confinement with respect to rate mismatch problems in
the receivers. However, MESH does not solve network congestion problems caused by trans-
mitters: traffic patterns in which parts of the network are congested in a non-transient way are
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still a problem. Traffic shaping techniques must be applied during the design of the ATLAS
trigger network. This is not a limitation, such techniques are applied anyway to achieve a good
cost/performance ration for the network.

MESH avoids receivers from causing non-transient overloading in the network. We accomplish
this viaoverflow control by selective discard, a strategy similar to the switch’s selective discard.
Workstations have a number of logical communication end-points. Each such end-point is as-
signed a fixed number of buffers. Reception is only possible if at least one buffer is available
at the moment of message arrival. When running out of buffers, an end-point is assumed to
be subject to non-transient overloading, and messages arriving at that end-point are discarded
by MESH. In contrast to the switch’s selective discard, MESHdiscards messages at the logical
end-points, and therefore discards exactly those messagesthat cause the congestion problem.
Logical communication end-points on the same workstation that still have resources available
can continue reception.

The advantage of using overflow control instead of credit based end-to-end flow control is a re-
duction in I/O overhead: there is no need to send packet containing credits from message receiver
to message sender. This performance gain has already been identified during the evaluation of
the DSNIC, see Section 5.6.

The number of resources allocated to each end-point determines the moment at which MESH
considers reception to cause non-transient overloading. Since the application designer assigns
the resources, he also controls the overflow condition.

Overflow can often be avoided by application design, e.g., the maximum number of incoming
messages is known in the request-response-like communication pattern used by the workstations
in the ATLAS trigger application, or by worse-case analysis.

6.3.7 Time-out facilities and real-time clock

MESH has to provide time-out facilities to allow failure detection by the application. In partic-
ular, MESH should support time outs on the arrival of messages. Since in the ATLAS trigger
application many receive operations may be accompanied by atime out mechanism, it is essential
that these facilities are implemented efficiently, i.e., taking little CPU time to execute. Time outs
are expected to occur only rarely. However, they must be set up frequently. Time out facilities of
the OS, e.g., via the functionsetitimer , typically require calling the kernel function twice:
once to set up the timer, and a second time to cancel it.

To avoid this overhead, we needed a time out that can be initialised and cancelled more effi-
ciently. We decided to use a facility in the Pentium processor for this purpose. It is likely that
other processors provide similar facilities. The Pentium processor contains a 64 bit counter that
is increased on every clock tick. The counter can be read using a single machine instruction. We
make MESH calibrate the counter against the clock of the operating system. This allows con-
version between time expressed in seconds and microseconds, and time expressed in processor
clock ticks.
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The expiration of a time out is also detected in MESH’s poll function. The expiration of a time
out is detected by checking whether the value in the counter is larger than the time out expressed
in clock ticks: a compare between two 64 bit integers. Only few machine instructions are needed
to establish this, which is essential to the efficiency of MESH’s poll. We estimated by inspecting
machine code that polling the clock must take about 10 ns (4 clks).

6.3.8 Ports, buffer management, and communication

Ports are logical communication points that allow MESH threads to communicate. Ports imple-
ment all-to-all connections: MESH threads can send messages from their local ports to any other
port, and receive messages that have arrived at their local ports. Ports allow abstraction from the
physical destinations. Each port has a system wide unique identification.

There are two advantages of the all-to-all connections provided by ports, compared to the tra-
ditional logical point-to-point connections: fan-in scalability and fairness. A fan-in structure
implemented as a receive on a set of

�
logical point-to-point connections typically requires an

����
operation: every logical connection needs to be checked formessage arrival. On the other

hand, an���� receive on a Port can accomplish the same fan-in. A constant time to accomplish
a fan-in avoids performance loss when scaling the system[5]. A scalable fan-in is essential to
the scalability of the ATLAS trigger application: a fan-in is required to allow ROBs to receive
requests for image fragments from any of the workstations. Furthermore, MESH Ports avoid
starvation by providing a fair, first-in first-out, message delivery system, a feature which is un-
common in case of fan-in from many logical point-to-point connections. MESH’s Ports solve
the scalability problem of the DSNIC when using fan-in, see Section 5.6.

MESH uses buffers to exchange messages. Each buffer can contain a message. MESH’s buffer
management determines the placement of the buffers in memory to enable zero-copy communi-
cation. When buffers are exchanged via the API, a pointer to the buffer is handed over. At that
moment, conceptually, the permission to access the buffer is also handed over.

MESH’s Dynamic Buffer Managementis based on Pools. A Pool is a set of buffers. Each Pool
ownsa fixed number of buffers. The total number of buffersin a Pool varies between 0 and
the number of buffers owned. Even though the number of buffers owned by a Pool is fixed,
the buffers themselves are not fixed to a Pool: MESH exchangesbuffers between Pools to keep
the number of buffers owned by the Pools constant without copying data. Buffers in a Pool are
available for use. Each buffer is returned to the Pool that owns it if it becomes unused.

Each Port has areceive queue. The buffers in the receive queue contain the messages that have
arrived at the Port in order of arrival. These messages can bereceived by the application. For
each Port, the application designer has to specify areceive Pool. A message will only arrive at a
Port if a buffer is available in the Port’s receive Pool. If the receive Pool of the Port is empty at
the moment the message arrives, the message is discarded. This way MESH achieves overflow
control via selective discard. The application designer determines the number of buffers owned
by each Pool, and assigns a receive Pool to each Port, therefore the application designer controls
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Table 6.4: The semantics of Input and Output operations on Ports and Pool-
Ports: MESH’s main communication interface.

Input (blocking) Output (non-blocking)

Port message reception message transmission
PoolPort buffer allocate buffer release

Thread

NIC (in transmit queue)

Pool

Port (in receive queue)

Pool Thread

Transmit cycle Receive cycle

PoolPort
Input

Port Output

Communication of a packet
over the network

After
transmission

NIC (in receive queue)

Port Input

PoolPort
Output

if Pool empty:
selective discard

if Pool not empty:
add full buffer to

Port’s receive queue
and add empty buffer to

NIC’s receive queue

Application-initiated buffer transition

MESH-initiated buffer transition

Figure 6.9: The transmit and receive cycles of MESH.

the overflow condition for every Port. Several Ports may share the same receive Pool.

In addition to the concept of Port, which allows the application to perform communication,
MESH’s API provides PoolPorts to allow the application to perform buffer management. A
PoolPort provides a thread access to the empty buffers in a Pool. Threads can perform Input
and Output operations on both Ports and PoolPorts, see Table6.4. A Port Output transmits a
message, a Port Input receives a message. The Input and Output operations on PoolPorts allow
buffer management: PoolPort Output releases a buffer (the buffer is added to the Pool, and from
that moment on, it is considered empty), and PoolPort Input allocates a buffer (takes an empty
buffer from the Pool). Ports and PoolPorts can only be used bya single thread at a time, i.e.,
Ports and PoolPorts are not thread-safe. Threads can use anynumber of Ports or PoolPorts.

Figure 6.9 shows the typical transmit and receive cycles of MESH. At any moment in time, a
buffer can either be:

� in a Pool,

� used by a thread of the application,
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� waiting in the transmit queue of the NIC,

� waiting in the receive queue of the NIC, or

� waiting in the receive queue of a Port.

The figure shows the transitions of the buffers between thesesituations. Some of the transitions
are autonomously performed by MESH, without application intervention. Other transitions are
initiated by the application via MESH’s API.

The transmit cycle

To transmit a message, a thread needs a buffer to store the message data. A thread can obtain an
empty buffer from a Pool via a PoolPort Input. Aftergeneratingthe message in the buffer, the
thread transmits the buffer via a Port Output, after specifying the message length and destination
Port. This adds the buffer to the NIC’s transmit queue for physical transmission. After the
message has been transmitted, MESH returns the buffer to itsPool, i.e., the buffer is considered
empty again. At that moment the transmit cycle is completed,see Figure 6.9.

Message transmission via a Port Output is an asynchronous and non-blocking operation. The
operation is non-blocking because the content of the buffercannot be used after a Port Out-
put. Instead, buffers arerecycledby returning to their Pool after transmission. The operation is
asynchronous because it does not block until reception is initiated.

During the design of the DSNIC, we have identified that synchronous communication has little
advantages for the ATLAS trigger application, and that by using asynchronous communication,
the I/O overhead can be reduced. This idea, see Section 5.5.4, is used here in MESH.

Each thread that requires a buffer from a Pool needs a PoolPort for that Pool. A PoolPort Input
is a blocking operation that returns a buffer from the Pool assoon as the Pool is non-empty.
Typically a Pool used for transmission becomes empty when the application generates messages
faster than they can be transmitted by the NIC. In that case, the blocking PoolPort Input desched-
ules the thread until the NIC releases another buffer into the Pool. A blocking buffer allocation
operation keeps the application designer from taking care of the inconvenient case that no buffers
are available.

The receive cycle

During MESH’s initialisation, the receive queue of the NIC is filled with a number of buffers
which are not owned by any Pool. By default we use 256 buffers for this purpose, it is the largest
number allowed by both the FE and the GE NIC. By choosing the number as large as possible,
we minimise the frequency at which the NIC needs to be serviced: 256 messages can be received
without intervention of the workstation’s processor.
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Each message is received in a buffer of the receive queue of the NIC, which is hidden from the
user. Scatter/gather NICs do not relate the message contents to its placement in the workstation’s
memory: they simply store the data in the first available buffer in the receive queue. After
reception in the NIC’s receive queue, the buffer containingthe message is added to the receive
queue of the destination Port. However, this occurs only if an ‘empty’ buffer can be taken from
the Port’s receive Pool. In that case, the empty buffer is added to the NIC’s receive queue to allow
further message arrival. In case no empty buffer is available in the Port’s receive Pool, MESH
performs a selective discard: the buffer containing the message is simply left in the NIC’s receive
queue for receiving future messages. These details need notbe known to the application designer:
at the level of the API, a message is received on a Port, provided a free buffer is available in the
Port’s receive Pool.

Reception via a Port Input is a blocking operation: the thread is descheduled as long as the receive
queue of the Port is empty. After processing the message in the buffer, the thread typically returns
it to the receive Pool via a PoolPort Output. This completes the receive cycle in Figure 6.9.

The structure of the application does not need to be limited to the typical transmit and receive
cycles. The application can freely perform Input and Outputoperations, e.g., transmit messages
via a Port Output after receiving them via a Port Input, or allocating many messages via PoolPort
Inputs before transmitting them via Port Outputs.

6.4 Application programming interface

We present MESH’s API in two parts. Section 6.4.1 shows the API functions with respect to the
scheduler. Section 6.4.2 focuses on the communication API.

6.4.1 Scheduling

The main API functions of the MESH scheduler are the following:

� Thread* Thread Constructor(startup function,int stack size,
int nr of params,par1,par2,...)
Allocates and initialises a MESH thread; it will not be executed during construc-
tion. When the thread is started, thestartup function , implementing the thread’s
functionality, will be executed. The thread will have a stack of stack size
bytes. The startup function has nr of params parameters. When the
startup function is called is will be passed a pointer to the thread and the parameters
par1 , par2 , etc. The thread is assigned theSCHEDULERPRIDEFAULTpriority.

� void Thread Destructor(Thread* t)
Destructs threadt . The function may only be called if the thread is known to havetermi-
nated.
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� void Thread SetPriority(Thread* t, int priority)
Sets the priority of threadt . The constantsSCHEDULERPRILOW and SCHEDU-
LER PRIHIGH are the lowest and highest priority allowed.

� void Thread Run(Thread* t)
Starts threadt .

� void Thread Join(Thread* t)
Waits until threadt has terminated.

� void Thread Par(Thread* t1,Thread* t2,..., NULL)
Executes threadst1 , t2 , etc., in parallel and waits until they have terminated.

� void Thread Terminate()
Terminates the executing thread. This function is called automatically after the
startup function , specified at thread construction, finishes.

The MESH API is inspired by the C API of the T9000 transputer[115]. This API is designed for
fine-grain parallel computing, in particular it decouples thread construction and destruction from
thread start-up and termination. The MESH API is incompatible with other, general-purpose,
thread libraries such as POSIX threads. Full compatibilitywith POSIX threads is impossible,
since MESH doesn’t cover the full POSIX thread functionality: POSIX threads support addi-
tional scheduling strategies such as time-slicing, and do not require polling to establish such
strategies. Furthermore, each POSIX thread has a stack thatgrows dynamically, whereas MESH
threads use a stack with a user-defined maximum size. For the ATLAS trigger application, we do
not expect this to be a serious limitation. However, the application programmer should choose
the size of each stack large enough.

The major differences between MESH and POSIX threads is thatMESH’s API makes thread
construction and destruction independent from thread start-up and termination. POSIX threads
combines these two functions: a thread is started immediately after being constructed, and is
always destructed after termination. Thread constructionand destruction are expensive opera-
tions since they require allocating and freeing of stack space for the thread. Through this split in
functionality, MESH allows threads to be repeatedly used inan efficient way.

The separation also allows the application designer to exploit parallelism in cases where paral-
lelism is the more natural or convenient way to express the behaviour of the program, without
having to introduce a significant overhead to create the parallelism. For example, suppose a task
is best expressed as�������������� ��� �������, where “� ���

” expresses parallel execution of� and�
, “���

” expresses sequential execution of� and
�

, and “��
” expresses repeated execution

of �. This can be expressed in MESH as follows:

while(TRUE) {
Thread_Par(t1,t2,t3,NULL);
Thread_Par(t4,t5,NULL);

}
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This example assumes the threadst1 until t5 are preconstructed. Note that theThread Par
function reuses all the threads each time the loop is executed. TheThread Par function re-
quires about 0.4�� (160 clks) of CPU time to ‘run’ and ‘join’ a single thread. Using POSIX
threads, it requires 155�� (62000 clks) to ‘create’, ‘run’, ‘join’, and ‘destroy’ a single thread.
The previous example requires about 380 times more CPU time to implement the parallelism
than MESH.

Since MESH uses polling, preemption statements should be inserted into long computational-
only sections of the code.

� void Thread Preempt()
Yields execution to a higher-priority thread if such threadhas become runable due to an
external event.

The preemption statement only schedules threads of a higherpriority. In addition, MESH con-
tains aThread Yield , that allows threads with the same priority as the currentlyscheduled
thread to be scheduled also. In case another thread of the same or higher priority as the current
thread is runable,Thread Yield will always perform a context switch to such thread.

� void Thread Yield()
Yields execution to another thread of the same or higher priority. Thread Yield()
always performs a context switch if such a thread is available. Furthermore,
Thread Yield() also checks for external events.

MESH provides access to a real-time clock. Using this real-time clock, the function
Thread TimeOutSelect , part of the communication API, can be used to for the detection
of failures.

� RealTime RealTime Time()
Returns the current value of the processor’s real-time counter. The unit is processor
clock ticks. The variablesRealTime clocks per sec and RealTime clocks-
per usec allow linear conversions from clock ticks to seconds and microseconds.

� void Thread SleepUntil(RealTime t)
Makes the current thread sleep until timet .

Furthermore, MESH provides semaphores to allow threads on the same processor to synchronise.

� Semaphore* Semaphore Constructor(int value)
Constructs the Semaphore, and initialise it to the specifiedvalue.

� void Semaphore Destructor(Semaphore*)
Releases all threads that are blocked on the semaphore, and destructs it.
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� void Semaphore P(Semaphore*)
“Passeren” Makes the calling thread wait until the semaphore is positive, then atomically
pass and decrease. Waiting occurs in First-Come-First-Serve (FCFS) order.

� void Semaphore V(Semaphore*)
“Vrijgeven” Increases the semaphore with 1, allowing threads to pass.

6.4.2 Communication

This section contains the main API functions of MESH that arerelated to communication.
MESH’s communication system has been discussed in Section 6.3. The API functions of the
MESH to manipulate buffers are the following:

� buffer[0]..buffer[Buffer max length-1]
Assumingchar* buffer is a pointer to a MESH buffer, the data of the buffer is avail-
able inbuffer[0..Buffer max length-1] .

� int Buffer Size(char* buffer)
Returns the message length of the message in thebuffer .

� void Buffer SetSize(char* buffer, int message length)
Sets the message length of the message in thebuffer .

� Port* Buffer Source(char* buffer)
Returns thesource Port of thebuffer , the Port from which thebuffer has last been
sent. Typically used after aPort In .

� void Buffer SetDestination(char* buffer, Port* destination)
Sets thedestination Port of thebuffer , the Port to which the content of the buffer
will be sent in the nextPort Out .

The following API functions allow buffer management:

� Pool* Pool Constructor(int number)
Constructs a Pool and allocates the specifiednumber of buffers.

� PoolPort* PoolPort Constructor(Pool* pool)
Constructs a PoolPort which provides access to thepool .

� void PoolPort Destructor(PoolPort* poolport)
Destructs a PoolPort.

� char* PoolPort In(PoolPort* poolport)
Allocates a buffer by taking it from thepoolport ’s Pool. In case no buffer is available,
the function blocks until a buffer becomes available in the Pool.
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� void PoolPort Out(PoolPort* p, char* buffer)
Returns thebuffer to its Pool.

The following API functions allow the actual communication:

� Port* Port Constructor(int nr, Pool* receive pool, char*
network information)
Allocates a Port with system wide unique numbernr , that uses thereceive pool . The
network information is used to provide the necessary information to communicate
over the network, i.e., the Ethernet address in our case. A workstation with multiple NICs
is supported: such workstation has multiple Ethernet addresses.

� void Port Destructor(Port* port)
Destructs a Port.

� Pool* Port ReceivePool(Port* port)
Returns the receive pool of theport .

� char* Port In(Port* port)
Obtains a buffer, containing a message, from the receive queue of theport . If no such
buffer is available, the function blocks until it becomes available. A message only arrives
at theport if a buffer from the Port’s receive Pool can be taken. Messages that arrive
at times that the receive Pool is empty, will not arrive at thePort’s receive queue. The
function returns buffers containing messages in FIFO order.

� void Port Out(Port* port, char* buffer)
Sends the contents of thebuffer via theport to the destination port of the buffer. Com-
munication is asynchronous and non-blocking. As a result, typically a message consisting
of the physical header, the message length, the source and destination Port number, and the
data, will be sent to its destination via the network. After physical transmission, MESH
will return the buffer to its Pool.

The following functions allow fan-in from a number of different Ports into the same thread:

� int Thread Select(Port* p1, Port* p2, ..., NULL)
Blocks the calling thread until one of the Ports has a buffer to deliver. It returns the index
of the first Port in the parameter list on which a buffer is present. The lowest index that can
be returned is 0. The parameters can be a mix of Ports and PoolPorts. The last parameter
must be a NULL.

� int Thread TimeOutSelect(RealTime t, Port* p1, Port* p2,
..., NULL)
Blocks the calling thread until one of the Ports or PoolPortshas a buffer to deliver or the
time out expires. It returns the index of the first Port in the parameter list on which a
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buffer is present; -1 is returned in case of a time out. The function provides a time out that
guarantees waiting at least until timet , but possibly longer, e.g., because a higher priority
thread has been scheduled in.

The select functions require the set of inputs to be specifiedat compile time, the number of Ports
for each select function is therefore constant. Because of the unavailability of a select function
that takes a variable number of Ports, e.g.,int Thread Select(Port** ports) , the
application designer has to exploit the many-to-one behaviour of Ports for fan-in situations. The
application designer therefore cannot choose a fan-in solution of which the performance degrades
with the system size.

6.4.3 Example code

In this section, we show example code sections to illustratethe communication’s API. Figure 6.10
shows example code sections for streaming data from a senderto a receiver thread. Figure 6.11
shows a code section that implements simultaneous bidirectional message exchange. Two threads
are assumed to execute this code.

6.5 Responsibilities of the application designer

During the design of MESH, we have put a number of responsibilities on the application de-
signer. In this section, we collect and summarise these responsibilities. The responsibilities of
the application designer are the following:

� Insertion of preemption statements
(Decision made in Section 6.2.2, investigated further in Section 6.2.6) The applica-
tion designer (or application programmer) has to insert preemption statements in long
computation-only sections of the code. This can be done manually, but also semi-
automatically: thepollins tool inserts preemption statements automatically, but to op-
timise the result, guidance by the application programmer is required.

� Maximum message length
(Decision made in Section 6.3.4) The application designer has to determine a maximum
message length. The message length has to meet the requirements of the underlying net-
work. Assuming Ethernet with Jumbo frames, the maximum message length is 8996 Bytes.
In case of the traditional Ethernet frame size, the maximum message length is 1496 Bytes.
The application designer is responsible for dealing with situations that require more infor-
mation to be communicated.

� Failure handling
(Decision made in Section 6.3.5) MESH does not provide any standard form of failure han-
dling. MESH only provides time-out primitives to allow the detection of specific failures.

137



Chapter 6 MESH: A special-purpose scheduler and commodity communication hardware

1 void Example_StreamSender(Port* source, Port* destinati on)
2 {
3 PoolPort* pool_port =
4 PoolPort_Constructor(Port_ReceivePool(source));
5 while (TRUE) {
6 char* buf = PoolPort_In(pool_port);
7 Buffer_SetLength(buf,100);
8 /* Produce message in buf[0]..buf[Buffer_length(buf)-1] */
9 Buffer_SetDestination(buf,destination);

10 Port_Out(source,buf);
11 }
12 }
13
14 void Example_StreamReceiver(Port* destination)
15 {
16 PoolPort* pool_port =
17 PoolPort_Constructor(Port_ReceivePool(destination)) ;
18 while (TRUE) {
19 char* buf = Port_In(destination);
20 /* Use buf[0]..buf[Buffer_length(buf)-1] and Buffer_Sou rce(buf) */
21 PoolPort_Out(pool_port,buf);
22 }
23 }

Figure 6.10: Example code sections illustrating the communication’s API: send-
ing a stream of messages, receiving a stream of messages.

It is up to the application designer to use these facilities to detect failures, and to provide
the failure handling required by the application.

� Overflow condition
(Decision made in Section 6.3.6) The application designer has to determine the number
of Pools, the amount of buffers they contain, and by which Ports they are used. By deter-
mining the amount of resources in the receive pool of every Port, the application designer
controls the overflow condition.

6.6 Verification of the requirements

In this section, we verify that MESH meets all the requirements of the ATLAS trigger application
in Section 3.6.

� Multitasking
MESH provides multithreading with receive operations thatdeschedule the calling thread
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1 void Example_SimultaneousPingPong(Port* source, Port* d estination)
2 {
3 PoolPort* pool_port =
4 PoolPort_Constructor(Port_ReceivePool(source));
5 char* buf = PoolPort_In(pool_port);
6 Buffer_SetLength(buf,100);
7 Buffer_SetDestination(buf,destination);
8 while (TRUE) {
9 Port_Out(source,buf);

10 buf = Port_In(source);
11 Buffer_SetDestination(buf,Buffer_Source(buf));
12 }
13 }

Figure 6.11: Example code sections illustrating the communication’s API: si-
multaneous Ping-Pong.

until a message can be received.

� Controlling the scheduling policy
The application designer can control the prioritised scheduling policy of the MESH sched-
uler by specifying the priority of each thread.

� Dynamic and logical communication
MESH provides message passing between Ports. Ports are logical communication end-
points that can dynamically be created and removed. Furthermore, Ports allow many to
one communication. This allows the reception of messages from transmitters of which
the receiver is unaware. This property can be exploited to dynamically add and/or remove
workstations to participate in the application.

� Failure behaviour
MESH provides the failure behaviour described in Section 6.3.5. MESH provides timeout
facilities via theThread TimeOutSelect function to detect the occurrence of com-
munication failures.

� Protection
MESH provides inter-workstation protection. MESH does notuse the contents of a packet
arriving over the network before checking the validity of the header. MESH will therefore
never crash due to the arrival of unexpected messages.

� Real-time facilities
MESH provides the real-time clock facilities discussed in Section 6.3.7.

� Scalability
MESH provides Ports with fan-in capabilities, such that thescalability problems identified
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in the DSNIC (see Section 5.6) and other infrastructures[5]are avoided. MESH’s API does
not provide the application designer an interface to allow fan-in from a variable number
of Ports. This prohibits the application designer from one,easily overseen, scalability
mistake. In MESH, only the number of Ports scales with the system size. For every Port,
MESH maintains a few tens of bytes of data to administrate howto communicate to that
Port. Such memory utilisation is acceptable.

� Multiple NICs
MESH supports multiple NICs simultaneously, the required information can be specified
via thePort Constructor method. Ports abstract from physical connections.

� Platform
MESH uses the required platform.

6.7 Conclusions

In this chapter, we have presented the design of MESH: an infrastructure for MEssaging and
ScHeduling. During the design we exploited the experience obtained from analysing the DSNIC.
The performance of the DSNIC is limited due to the use of OS facilities, i.e., interrupts, system
calls, and OS scheduling, to implement the infrastructure.Therefore, MESH uses light-weight
alternatives for such OS facilities:

� User-level scheduling
Context switches between threads in user space without entering kernel space.

� Active context saving
The use of context switches in which only the processor registers that are in use at the
moment of the context switch, are saved. Active context saving has been implemented
using compiler optimisations.

� Inline context switches
Reducing the overhead of a context switch to the time needed to perform a function call
by integrating the machine instructions that perform the context switch at each preemption
point in the code. Implemented using compiler characteristics.

� Polling
Regular checking for I/O events. Alternative for interrupts. When the poll frequency is
well chosen, it can reduce the I/O overhead for high-frequent I/O events.

� User-level time-out detection
A clock counter of the Pentium processor is used to implementtime-out detection within
a few processor clock ticks, thereby avoiding kernel accessand interrupts for failure de-
tection. This is of crucial importance: time-out facilities will be highly frequently used by
the trigger application for the detection of failures.
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These facilities introduce restrictions: the protection within a workstation is limited, each work-
station can only execute a single parallel application at the time, and preemption statements must
be inserted into long computation-only sections of the code. These restrictions are acceptable for
the ATLAS trigger application.

Apart from the scheduling system, MESH contains a user-level communication layer that uses
commoditycommunication hardwareas is, i.e., without changing the on-board functionality of
the NIC. Consequently, all modifications and optimisationshave to occur within the scope of the
software on the host workstation. Nevertheless, a number oftechniques have been applied to
reduce the I/O overhead:

� User-level hardware access
Access to the NIC directly from user space, thereby avoidingexpensive access to kernel
space for I/O.

� Cached polling
Checking a fixed number of memory locations to check for I/O events. Avoids I/O bus
access, and reduces the time needed to perform a poll becausethe memory locations will
automatically become available in the processor cache.

� Reduced I/O bus access
Reducing the number of I/O bus accesses needed for queue handling by collecting up
multiple individual operations and combining them into a single operation.

� Zero-copy communication
The CPU never performs an��������� ������

�
operation on the message data. All such

operations (copying, CRC checking) must therefore be performed by the NIC. MESH’s
API and communication concepts based on message pools is carefully designed to enable
zero-copy communication while respecting limitations of the commodity NICs.

To implement the communication layer, we have made assumptions about the underlying Eth-
ernet network: it should be scalable, sufficiently reliablefor direct use by the ATLAS trigger
application, and preferably provide large (9 KBytes) packets. At the moment the design deci-
sions were made, it was unclear whether these assumptions will turn out to be realistic. A CERN
project uses MESH to investigate, in practice, whether the assumptions are realistic.

We have decided to limit the length of each message to fit within an Ethernet packet. Under this
condition, MESH’s communication performance is optimal. This way, we enable the application
designer to take maximum advantage of MESH. However, he has to take the limitation into
account. By designing the RoI collection part of the ATLAS trigger application such that it
takes the limitation into account, the best communication performance can be obtained. Two
other solutions, which have less strict message length constraints, can be built on top of MESH.
If performance is indeed important – and it is, for ATLAS, – paying some more attention to
the message length should be acceptable. Furthermore, whenEthernet is used as a Hardware-
Software interface, which is likely to give a cost-effective solution, using Ethernet frames as the
interface becomes natural, and advisable.
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MESH’s communication layer uses overflow control by selective discard: MESH actively dis-
cards messages if these messages have proven to cause non-transient congestion. This way the
overhead of implementing end-to-end flow-control with additional messages is avoided without
degrading the performance of the whole trigger system if a single workstation is overloaded with
messages. The application designer is responsible for defining the overflow conditions, and for
providing the application specific failure handling.

This chapter has presented the design of MESH as a series of trade-offs in which many aspects
played a role. In the next chapter, MESH will be evaluated viaperformance measurements and
comparisons with other systems. Furthermore, we evaluate the design of MESH, and its usage
within CERN.
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7
Performance analysis and

validation of MESH

In this chapter, we analyse the performance of MESH and validate its design. We analyse
MESH’s performance in three ways: (1) in Section 7.1, we compare MESH’s scheduling perfor-
mance with the performance of two commercial Real-Time Operating Systems (RTOSs); (2) in
Section 7.2, we analyse and model MESH’s communication performance; and (3) in Section 7.3,
we compare this performance with the performance of a numberof other user-space communi-
cation layers. In Section 7.4 we evaluate MESH and validate the assumptions made during its
design. Section 7.5 concludes this chapter.

7.1 Comparison with Real-Time Operating Systems

In the context of real-time applications, Real-Time Operating Systems (RTOSs) are typical alter-
natives to MESH. During the development of RTOSs optimisingthe performance of scheduling
and of handling external events are important issues.

In this section, we compare the performance of MESH with two state-of-the-art RTOSs: Lynx
OS[82] and QNX[96]. The major difference between Lynx OS andQNX is that Lynx OS sup-
ports both processes and threads, whereas QNX only supportsthreads. QNX does not offer the
flexibility or protection of virtual memory management, butrelies on threads running in a single
flat address space. This makes the use of interrupts less CPU intensive.

Figure 7.1 illustrates the context switch time, the detection latency, the handler latency, and
the scheduling latency. The context switch time is the time between the execution of a processor
yield by one thread until the moment the next thread, of the same priority, is running. A processor
yield can be used to spread the processing power between running threads.

RTOSs use interrupts for the detection of external events, whereas MESH uses polling. The
detection latency is the time from the moment the event occurs to the moment the event is de-
tected and the CPU becomes dedicated to handling the event. For RTOSs, the detection latency
is typically zero, unless interrupts are temporarily disabled. For MESH, the detection latency
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Figure 7.1: (a) Context switching and (b) handling of external events.

Table 7.1: Performance comparison between Lynx OS, QNX, and MESH. A
“-” means that the performance data is unavailable for that configu-
ration.

Operating System Lynx OS 2.5.0 Lynx OS 3.0.1 QNX 4.24 QNX 4.24 MESH
CPU Pentium Pentium II Pentium Pentium Pentium II

CPU clock speed 133 333 100 166 400

Handler Latency 13�� 11�� 4.4�� 3.3�� 0.07��
1729 clks 3663 clks 440 clks 548 clks 28 clks

Context Switch Time - 2 �� 2.6�� - 0.055��
- 666 clks 260 clks - 22 clks

corresponds to the time between polls: the average detection latency is half the inter poll time.
In RTOSs, the handler latency is called the interrupt latency: the time from the moment the event
is detected to the moment the event handler is started. During the handler latency the current
context is saved. The scheduling latency consists of the time the scheduler takes to determine
the next context, and to schedule to it. Typically, the time to save the context is the same as the
time to restore it. Therefore, the scheduling latency is slightly longer than the handler latency.
Table 7.1 compares the handler latencies and context switchtimes of the two RTOSs with MESH.

The performance numbers for Lynx OS and QNX have been provided by their vendors. The mea-
surements have not been performed on the same processor. To allow comparison, we present,
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apart from the absolute times in microseconds, also the corresponding number of CPU clock
ticks, a relative time measure. By comparing the number of CPU clock ticks for the same oper-
ation on different processors, i.e., compare handler latency of QNX 4.24 on Pentium 100 MHz
(440 clks) and Pentium 166 MHz (548 clks), it becomes clear that the faster the processor, the
worse the relative performance: the speed of other system components, such as memory, does
not increase with the same factor as the processor clock speed. The fastest processor is used for
MESH. Even though the use of a faster processor improves the absolute times, it has a negative
reflection on the times in CPU clock ticks.

The numbers in Table 7.1 can form the basis for deciding, on performance characteristics,
whether to use MESH, or an RTOS. This can be done by calculating the CPU load as the result
of communication for the different systems. Suppose an application has to perform a communi-
cation for every� �� of computation time, and suppose the communication handler, which takes
� ��CPU time, is invoked once, for each message. In that case, theCPU time needed to execute
the communication handler once is� � ��� ����. Here,�� is the handler latency, and��
is the scheduling latency. The CPU load caused by handling the communication in an RTOS is:

�RTOS�
�

� �� �
����

(7.1)

The CPU load caused by handling the communication in MESH is:

�MESH�
� � ���� � �poll

� �� �
����

(7.2)

Here, � is the average time between two polls (� �
� � �), and �poll the CPU time it takes

to execute a poll (0.04�� for our communication). MESH achieves a lower CPU load than an
RTOS if�MESH � �RTOS.

MESH’s average handler response time is�
�
����MESH. The minimal handler response time

for an RTOS is its interrupt latency:��RTOS. MESH achieves a better handler response time
than an RTOS if:

�
�
����MESH � ��RTOS (7.3)

In a normal RTOS interrupt design, actual event service processing does not occur in the interrupt
handler. Instead, the handler dispatches a thread in response to the interrupt. This means that
after the handler has been executed, the scheduler is called, which selects the next runable thread
and starts it by a return from interrupt. The time it takes to make this scheduling decision until the
thread is running is called the scheduling latency. In RTOSs, the scheduling latency is roughly
the same as the interrupt latency, so it takes abouttwice the interrupt latency to make a thread
react to an external event. When compared to this interrupt design technique, MESH achieves a
better average thread response time than an RTOS if:
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�
�
����MESH� ��MESH � � ���RTOS (7.4)

For example. A Lynx OS handler latency of 3663 clks on a 400 MHzPentium II requires 9.1��,
��LynxOS� ��� ��. MESH’s handler latency is 0.07��, and its scheduling latency 0.12��.
MESH achieves a better average thread response time than Lynx OS if � � �� ��.
Next we apply these formulae to the ATLAS trigger application. As shown in Table 3.3, Sec-
tion 3.2.4, the ATLAS trigger requires a message to be communicated for every 15.2�� of
computation time, assuming TRT nodes are used to perform theTRT scan. This corresponds to
19 �� of computation time on a 400 MHz machine, so� �

��. Suppose we ignore the time
needed by the communication handler,� � �

, to show the overhead of invoking the communica-
tion handler. For QNX we extrapolate the handler latency from the 166 MHz machine to a 400
MHz machine:��QNX �

���� ��. For Lynx OS and MESH holds that:

�LynxOS� ���� �
� ��� � ����

�QNX �
����� �

�
���� � ����

�MESH�
����� �

�
���� � ����

We assume that on average MESH polls every 10��, � � ��
��. This is a reasonable assumption

regarding the 10-20�� inter-poll time achieved by the automated poll insertion presented in
Section 6.2.6. The CPU load caused by the overhead for invoking the communication handler in
Lynx OS and QNX is:

�LynxOS�

������ � ���� �
����

� �����

�QNX �
��
�
��� � ����

�
����

�
�����

Whereas the CPU load caused by MESH to invoke the communication handler is:

�MESH�

����� ��
���

���� �
������� ���� �

����
�

����

This demonstrates that the effect of using polling instead of interrupts pays off in a significantly
more efficient utilisation of the CPU, assuming messages arecommunicated as frequently as
required by the ATLAS trigger application.

146



Section 7.2 Communication performance analysis

7.2 Communication performance analysis

We have analysed the communication latency and streaming performance of MESH. Simultane-
ously, we have performed CPU load measurements. The load measurements give us an indication
of the amount of CPU power required to perform communication. This is essential information,
since for the ATLAS trigger application the I/O overhead is one of the key aspects.

We analyse the communication performance of MESH by (1) performing measurements and
interpreting them, (2) an in-depth analysis via a mathematical model, and (3) analysing the lim-
itations of the model. The results of the latency and streaming measurements are presented
in Section 7.2.1 and Section 7.2.2. Modelling of MESH’s latency performance occurs in Sec-
tion 7.2.3. Section 7.2.5 discusses the limitations of the latency model. Modelling of MESH’s
streaming performance occurs in Section 7.2.6. Section 7.2.8 discusses the limitations of the
streaming model.

The measurements have been performed on two 400 MHz Pentium II PCs, which are back-to-
back interconnected by both FE and GE. We have used Intel EthernetExpress PRO/100+ PCI
Adapter based on the Intel 82558B chip as the FE NIC, and the Alteon AceNIC PCI based on the
Tigon-2 chip for GE. We use the IEEE 802.3x flow-control provided by both NICs. The frame
sizes supported for the NICs are: 4 KBytes for the FE NIC, and 9KBytes jumbo frames for the
GE NIC. MESH’s maximum message length is limited by these frame sizes.

On each of the two PCs, a communication thread is executed. These two threads perform the
communication benchmarks. Additionally, on each of the twoPCs, a computation thread is
executed. Each computation thread measures the CPU load caused by the communication thread.

The computation threads are executed at a lower priority than the communication threads. The
computation threads measure the CPU time they use. They execute an end-less loop consisting
of a Thread Preempt , followed by a busy wait, also called spin, until a specified number of
microseconds has passed, i.e., 5, 10, 20, or 40��. TheThread Preempt polls for external
events, thereby allowing the communication thread to be scheduled in. The time spent in the busy
wait can be considered computation time, since instead of busy waiting, one could also perform
computation. This computation time is measured by increasing a counter within the busy wait.
The rate at which this counter is increased is a measure for the CPU load if seen in proportion to
the counter’s increase rate when no communication is performed, i.e.:

CPULoad�
����

�
����

�
IncreaseRatemeasured

IncreaseRateno communication

The percentage of the time during which the CPU is not busy waiting, i.e., counting, is the CPU
load due to communication and polling.
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7.2.1 Latency measurements and interpretation

We measured the average round trip time of a message between two communication threads, one
on each PC using the Comms1[63] benchmark. The one-way latency of a message is half the
round trip time. The following code fragments illustrate the basis of Comms1.

Thread 1: Thread 2:
Port_Out(p,message) message = Port_In(p)
message = Port_In(p) Port_Out(p,message)

Figure 7.2A shows that MESH on GE can accomplish a one-way latency of 24.5�� for
small messages and continuous polling. The asymptotic bandwidth of the latency graph is
42.5 MBytes/s, only about one third of the link bandwidth. This is the result of two store-
and-forwards: one in the transmitting, and one in the receiving GE NIC. The transmit side of the
GE NIC needs to be store-and-forward, because Ethernet requires each frame to be transmitted
at the full Ethernet bandwidth and the PCI bus cannot be guaranteed to provide this bandwidth.
The receive side’s store-and-forward is not essential, butthe result of the design of the NIC.
Furthermore, this graph shows that an inter-poll time� adds�

�
� to the average one-way latency.

Figure 7.2B shows that using inter-poll times of at least 5��, the CPU load is always below 10%
during the latency measurements. Therefore, at least 90% CPU time is available for computation.
Notice that an increase in CPU load for smaller inter-poll times is caused by two effects: more
frequent polling requires more CPU load, and decreases the communication latency, causing
more communications to be performed.

Figure 7.3A shows that MESH can establish a minimal latency of 28 �� on FE. The asymptotic
bandwidth is 12.5 MBytes/s, the FE line speed, demonstrating the absence of store-and-forwards
in the FE NIC. In principle, to guarantee that each frame is transmitted correctly, a store-and-
forward is needed in the transmit side of the FE NIC. But, the PCI bandwidth is a factor of 10
larger then the FE bandwidth. During the design of the FE NIC,Intel has assumed that in practise
the PCI bus can keep up with the FE bandwidth. Under such assumptions, which prove to be
realistic, the store-and-forward is not needed for FE.

Figure 7.3B shows that for inter-poll times of at least 5��, the CPU load is always well below
10%, therefore at least 90% of the CPU time is available for computation. The CPU load for FE
drops faster than for GE when increasing the message length,because of the difference in line
speed.

Figure 7.4 illustrates the utilisation of the CPU on the sender and the receiver during an elapsed
time that corresponds to the one-way latency. In addition, the figure shows the time needed by
the NICs to perform the transmission over Ethernet. At the receive side, MESH does not detect
the arrival of the message immediately due to the use of polling. The use of polling causes the
detection latency.

With respect to the latency measurements, we can conclude the following.
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Figure 7.2: Graph A shows the one-way latency versus message length on Gi-
gabit Ethernet for various inter-poll times. Graph B shows the CPU
load required to obtain the communication performance in Graph A.
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Figure 7.3: Graph A shows the one-way latency versus message length on Fast
Ethernet for various inter-poll times. Graph B shows the CPUload
required to obtain the communication performance in Graph A.
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Figure 7.4: The utilisation of CPU time on the sender and the receiver during a
latency measurement with an inter-poll time of 5��.

� The one way latency of a small message (smaller than say 100 Bytes) is about 25��. The
latency largely depends on the design of the NIC, and only marginally on the performance
characteristics of the Ethernet network technology.

� For larger messages (larger than say 500 Bytes) the latency does depend strongly on the
bandwidth provided by the specific Ethernet technology. However, also the design of the
NIC has a significant influence, for example, a store-and-forward mechanism in the NIC
introduces additional latency for larger messages.

� The latency depends on the inter-poll time. An inter-poll time of � adds�
�
� to the average

one-way latency.

7.2.2 Streaming measurements and interpretation

Streaming measurements are performed by making the communication thread on one PC transmit
messages as fast as possible, and making the communication thread on the other PC receive as
fast as possible. The streaming throughput is obtained by measuring the amount of data that
can be streamed within a certain elapsed time. The code fragments that are the basis for this
benchmark have already been shown in Section 6.4.3.

Figure 7.5A shows that for Gigabit Ethernet a throughput of 115 MBytes/s can be reached. Fur-
thermore, the graph shows the performance gain achieved by using jumbo frames: for standard
Ethernet frames a throughput of 82 MBytes/s is reached.
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Figure 7.5: Graph A shows the streaming throughput versus message length
on Gigabit Ethernet using various inter-poll times. The throughput
results are the same for all inter-poll times. Graph B shows the CPU
load required to obtain the bandwidth shown in Graph A. The CPU
load slightly differs for the various inter-poll times. TheCPU load
on the transmitter is the bottom set of curves; the CPU load onthe
receiver is the top set of curves.
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Figure 7.6: Message rate versus message length using various inter-poll times
on Gigabit Ethernet. The results are the same for all inter-poll times.

The throughput is not limited by MESH, but is a close approximation of the best possible perfor-
mance of the GE NIC connected to a 33 MHz, 32 Bit PCI bus; the performance is mainly limited
by the PCI bus performance. The scatter/gather queues of theNIC hide the detection latency
caused by MESH’s polling; the streaming performance is therefore independent of the inter-poll
time.

Figure 7.5B shows that MESH can maintain 115 MBytes/s thread-to-thread throughput for 9K
messages while loading the receiver only 5.1% and the transmitter only 1.7%. The load for the
receiver is higher than the load for the transmitter, due to implementation differences in both
MESH and the GE NIC for transmit and receive. The graphs show that the load due to polling
has only a minor effect on the CPU load.

Both the CPU load curves for the transmitter and receiver show a peak at a message length
of about 500-700 Bytes. Figure 7.6, which shows message rateversus message size for GE,
demonstrates that the peak in CPU load is caused by a peak in the message rate: the GE NIC is
capable of communicating messages of 500 Bytes more efficiently than smaller messages. The
peak in the CPU load is caused by the higher message rate that is achieved for messages of
500-700 Bytes.

Figure 7.6 shows that the GE NIC can communicate packets up to98000 packets/s. Additional
experiments have shown that the message rate for small messages is limited by the receiving GE
NIC. A transmitting GE NIC can reach a message rate of about 160000 messages/s.

Figure 7.7A shows that, even for standard Ethernet frame sizes, the FE bandwidth of
12.5 MBytes/s is reached. The throughput for small messagesis not limited by MESH, but
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Figure 7.7: Graph A shows the streaming throughput versus message length on
Fast Ethernet using various inter-poll times. The throughput results
are the same for all inter-poll times. Graph B shows the CPU load
required to obtain the bandwidth shown in Graph A. The CPU load
slightly differs for the various inter-poll times. The CPU load on
the transmitter is the top set of curves; the CPU load on the receiver
is the bottom set of curves.
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Figure 7.8: Message rate versus message length using various inter-poll times
on Fast Ethernet. The results are the same for all inter-polltimes.

by the FE NIC. Figure 7.7B shows a rapid drop-off in CPU load for FE communication. The
CPU load on the transmitter is higher than the load on the receiver, especially due to differences
in the way the transmit and receive queue of the FE NIC need to be accessed.

Figure 7.8 shows the message rate versus message length for the various inter-poll times. The
graph shows that the FE NIC can reach a message rate of 90000-105000 message/s for messages
sizes up to about 70 Bytes.

With respect to the streaming measurements, we can concludethe following:

� The GE bandwidth of 125 MBytes/s cannot be reached. For GE, the 33 MHz, 32 Bit PCI
bus is the bottleneck. The usage of a 66 MHz and/or a 64 Bit PCI bus would most probably
eliminate that bottleneck. Such machine is not available for experiments.

� For GE, the rate at which small messages can be communicated is limited by the PCI bus
and/or the architecture of the GE NIC. The usage of a bus with ahigher specification might
this bottleneck.

� The FE bandwidth of 12.5 MBytes/s is reached.

� For FE, the rate at which small messages can be communicated is limited by the bandwidth
of the used Ethernet technology.
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7.2.3 Modelling latency

The relation between message length, inter-poll time, and latency can be approached by a linear
model. The model has been obtained by extending the model presented in [63] with the inter-poll
time.

���
� � ���� �

�
�� �� (7.5)

In this model,���
� is the average one-way end-to-end latency (half the round trip time) of a

message of length�, when using an inter-poll time�. In this formula���� is the latency to send a
zero-length message when using inter-poll time�. The variable�� is the asymptotic bandwidth,
i.e.,�� �

���
��� ���

� for constant�, where���
� is the throughput obtained by bouncing messages

of length� when using an inter-poll time�.

���
� � �

���
� (7.6)

The effect of the inter-poll time� on the zero-length message latency is the following:

���� � ���� � �
�

(7.7)

Polling every� ��makes the receiver discover message arrival between
�

and� ��after the actual
arrival of the message. On average, the receiver will therefore add an extra�

�
� �� to the latency,

independent of the message length.

The values of���� and�� can be determined by fitting a line through the latency graph for inter-
poll time

�
: ���� is the intercept, and�� equals one divided by the coefficient.

We model the CPU time to communicate a message of length� by the sum of a fixed time�� and
a time dependent on the message length�:

�� � �� � �byte�� (7.8)

The factor�byte is the per-byte CPU time, the average CPU time required for communicating a
byte. Notice that

� � �� � ����. The CPU time to perform communication,��, does not take
account of the CPU load due to polling. The load caused by polling every� �� can be expressed
as follows:

�poll �� �
�poll

� �
���

% (7.9)

Notice that this formula ignores the fact that no polling is done during the CPU time for com-
munication time,��. The variable�poll is the time required to execute a poll. Knowing the CPU
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Table 7.2: The values derived for the constants in the mathematical model for
MESH’s communication latency and CPU load during latency mea-
surements for Gigabit Ethernet and Fast Ethernet.

Constant Gigabit Ethernet Fast Ethernet
���� 22.5�� 24.7��
�� 42.5 MBytes/s 12.5 MBytes/s
�� 2.2�� 2.5��

�byte 0 �s/Byte 0 �s/Byte
�poll 44 ns 40 ns

time to communicate a message,��, and the communication latency,���
�, and the load caused by

polling, �poll ��, the following equation expresses the total CPU load���
�:

���
� � �poll �� �

��
���
� �

���
% (7.10)

7.2.4 Extracting the parameters of the latency model

Table 7.2 shows the values of the constants in the mathematical model fitted to MESH’s com-
munication latency and CPU load during these measurements.The constants���� and�� have
been derived from the latency measurements. The constant���� is the intercept in Figure 7.2A
or Figure 7.3A. The constant�� is the inverse of the gradient of the lines in these graphs. The
constant�poll has been calculated by extrapolating the CPU loads for different inter-poll times.
These three constants have been used to determine�� from the CPU load results.

We have used the parameters of the model to reconstruct the Gigabit Ethernet performance graphs
as shown in Section 7.2.1, see Figure 7.9 and Figure 7.10. Figure 7.9B demonstrates that the
modelled latency fits the measured results well. The deviations are larger for the larger inter-poll
times. This is to be expected: polls happen to occur immediately after message reception, the
model is too negative; if polls happen to occur just before message reception, the model is too
optimistic. Such complex relation between inter-poll timeand communication latency has not
been modelled. The fact that the graph in Figure 7.9B is well-balanced around zero indicates
that the model fits reality well. Also, Figure 7.10B demonstrates that the model fits the measured
results well.

Table 7.2 shows that within a one-way latency of 22.5��(����), MESH requires 2.2�� of CPU
time (��). This means thatat least20.3�� (���� � ��) of the latency is caused by the communi-
cation hardware. Additional measurements have demonstrated that MESH uses 0.3�� of CPU
time to return buffers that have been sent by the NIC back to their Pool, see Figure 7.4. This oc-
curs just after the message has been read from the buffer by the NIC, so while the NICs are still
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Figure 7.9: Graph A shows the modelled one-way latency versus message
length on Gigabit Ethernet for various inter-poll times. Graph B
shows the difference between the modelled and the measured re-
sults of Figure 7.2A.
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Figure 7.10: Graph A shows the modelled CPU load required to obtain the one-
way latency performance shown in Figure 7.9A. Graph B shows
the difference between the modelled and the measured results of
Figure 7.2B.
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communicating the message. The 0.3�� of CPU time does therefore not contribute to the end-
to-end latency. MESH only adds 1.9�� to the communication latency caused by the GE NICs.
Similarly, we have demonstrated that MESH only adds 2.2�� to the communication latency of
the FE NIC.

7.2.5 Limitations of the latency model

The model for end-to-end latency and required CPU load to achieve the latency are approxima-
tions. Therefore, certain relations are not covered by the model:

� The model ignores that no polling occurs during the time thatMESH uses the CPU to
handle the communication. This simplification has hardly any effect on the accuracy of
the model, because a poll takes a negligible amount of time.

� Furthermore, the model ignores that Ethernet requires a minimum of 64 bytes to be trans-
mitted over the network. For small messages, this makes the latency results from the model
slightly better than they are in reality.

7.2.6 Modelling streaming

We can model the streaming performance of MESH by making a model of a pipeline. For stage� of the pipeline, we define
��

�� to be the minimum time between subsequent executions of stage� when processing a message of length�. The linear model for
��

�� is the following:

��
�� �

��
�� �

�
��

��
�� (7.11)

Here,
��

�� is the time to process a zero-length message, and
��

�� is the asymptotic rate of
pipeline stage�. In this model, a pipeline stage� is 100% loaded when it communicates mes-
sages of size� at intervals of

��
��. When it communicates messages of size� at intervals larger

than
��

��, the load of pipeline stage� will be less than 100%. Note that
��

�� is therefore (1) the
minimum time between subsequent messages, and (2) the processing time to communicate such
message. In general, the following holds for the throughputrate of pipeline stage�:

��
�� �

���
��

(7.12)

Note that
��

�� �
���

���
��

��. An actual pipeline consists of a number of stages. Consider
�

to be the set of pipeline stages. The throughput rate of the pipeline
�

for messages of length�,��
�� corresponds to the rate of the slowest of its pipeline stages.

��
�� �

���
���

�
�

�� (7.13)
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MESHsend NICsendFW NICsendDMA NICreceiveDMA NICreceiveFW MESHreceive

Figure 7.11: The pipeline for end-to-end message streaming.

This allows us to derive the following relationship for
��

��, the minimum time between subse-
quent executions of the whole pipeline when processing messages of length�:

��
�� �

���
��

(7.14)

The communication load of pipeline stage�, in pipeline
�

, caused by communicating messages
of length� is:

���

�
�� �

��
����
��

�
����

(7.15)

The load is an indication of how near the pipeline stage is running to its limit. A model for the
MESH streaming pipeline is shown in Figure 7.11. We have chosen the set of pipeline stages

�

to contain the following elements:

� MESHsend
The software on the transmitting workstation, implementing the MESH transmit cycle.

� NICsendFW
The firmware in the transmitting NIC that controls the NIC andinstructs the NIC’s DMA
engine to transfer data from the workstation’s memory to thelink.

� NICsendDMA
The DMA hardware in the transmitting NIC that transfers datafrom the workstation’s
memory to the link.

� NICreceiveDMA
The DMA hardware in the receiving NIC that transfers data from the link to workstation’s
memory.

� NICreceiveFW
The firmware in the receiving NIC that controls the NIC and instructs the NIC’s receive
DMA engine to transfer data from the link to the workstation’s memory.

� MESHreceive
The software on the receiving workstation, implementing the MESH receive cycle.

161



Chapter 7 Performance analysis and validation of MESH

Table 7.3: The values derived for the constants in the mathematical model for
MESH’s streaming throughput for Gigabit Ethernet and Fast Eth-
ernet. A value of� for the asymptotic bandwidth of a pipeline
stage indicates that the pipeline does not perform operations which
are dependent on the message length. Note:

�
�

�� is the time during
which the pipeline stage� is occupied with communicating a mes-
sage of length�, i.e., for theMESHsendandMESHreceivestages it
corresponds to CPU time needed by the workstation’s CPU.

Pipeline stage Gigabit Ethernet Fast Ethernet
�

�
�

��
�
�

��
�
�

��
�
�

��

MESHsend 1.13�� � MBytes/s 2.8�� �MBytes/s
NICsendFW 6.1�� � MBytes/s 10.5�� �MBytes/s

NICsendDMA 3.5�� 130.7 MBytes/s 3.4�� 12.5 MBytes/s
NICreceiveDMA 4.5�� 124.2 MBytes/s 3.4�� 12.5 MBytes/s
NICreceiveFW 10.5�� � MBytes/s 10.5�� �MBytes/s
MESHreceive 2.9�� � MBytes/s 2.0�� �MBytes/s

7.2.7 Extracting the parameters of the streaming model

The constants from the model are shown in Table 7.3. First, wedescribe how the parameters that
model the NIC performance have been extracted from the measurements. For those aspects, the
modelled performance matches the measured performance. After that, we focus on the parame-
ters that model the CPU load on the workstations in theMESHsendandMESHreceivestages. We
will discover a deviation between the modelled and the measured performance.

We focus on the NIC-related parameters in the Gigabit Ethernet case. The constants of the
NICreceivestages have been extracted from the measured streaming throughput, see Figure 7.5A.
This is possible because the throughput is not limited by software executed by the workstation,
but by the receiving NICs. If we use

��
�� �

����� , we obtain the graph shown in Figure 7.12A for
GE. For messages smaller than about 700 bytes, the message rate is limited by theNICreceiveFW:�

NICreceiveFW�� is the intercept, 10.5��. For larger messages, theNICreceiveDMAis the bottle-
neck:

�
NICreceiveDMA�� corresponds to the extrapolated intercept of the line,

�
NICreceiveDMA��

is the inverse of the gradient of the line.

Since theNICreceivestages are the bottleneck, it is impossible to say anything about theNICsend
stages on basis of only these measurements. Since the receiving NIC is slower than the trans-
mitting NIC, the transmitting NIC is slowed down due to the Ethernet per-link flow-control.
By turning off the flow-control, we could investigate the performance of a transmitting NIC
without the influence of the receiving NIC, see Figure 7.12B.This way, we could extract the
parameters

�
NICsendDMA��,

�
NICsendDMA��, and

�
NICsendFW��, that characterize the transmit
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Figure 7.12: Graph A shows
��

�� for the GE streaming measurements; the
receiving NIC is the bottleneck in the streaming performance.
Graph B shows

��
�� for special measurements in which the flow-

control has been turned off; the transmitting NIC is the bottleneck
in that case.
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Figure 7.13: Graph A shows
��

�� for the FE streaming measurements; the NICs
are the bottleneck in the streaming performance

performance of GE NIC.

Similarly, the FE-related parameters of the model can be extracted. Figure 7.13 shows
��

��

for FE. From the intercept, the interpolated intercept, andthe inverse gradient, we extracted�
NICreceiveFW��,

�
NICreceiveDMA��, and

�
NICreceiveDMA��. For FE, we have not been able to

perform measurements that distinguish the performance of the transmitting NIC from the receiv-
ing NIC. We therefore model both the transmitter and the receiver with the same performance
parameters. Consequently, the model might be pessimistic about the FE NIC’s transmit perfor-
mance.

For GE, Figure 7.14A shows the throughput results obtained on basis of the throughput model.
Figure 7.14B shows the difference between the modelled results, and the measured results from
Figure 7.5A. Modelled and measured results fit well for GE: a difference of at most 4 MBytes/s
on a scale of 0 to 115 MBytes/s. The differences are independent of the inter-poll time; they are
caused by detailed system performance characteristics.

The modelled throughput results for FE are shown in Figure 7.15A. Figure 7.15B shows the
difference between the modelled throughput results and themeasured throughput results from
Figure 7.7A. Also for FE, modelled and measured results fit well. Remarkable is the small
deviation in performance between 2800 and 3000 Bytes messages. In that range, the FE NIC
shows a performance dip of 0.1 MBytes/s: 12.4 MBytes/s instead of 12.5 MBytes/s, a deviation
of 0.8%. Since the deviation is very small, we have not investigated it any further. Most likely, it
is caused by the internals of the FE NIC.
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Figure 7.14: Graph A shows the modelled streaming throughput versus mes-
sage length on Gigabit Ethernet using various inter-poll times. The
throughput results are the same for all inter-poll times. Graph B
shows the difference between the modelled results from Graph A
and the measured results from Figure 7.5A.
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Figure 7.15: Graph A shows the modelled streaming throughput versus message
length on Fast Ethernet using various inter-poll times. Thethrough-
put results are the same for all inter-poll times. Graph B shows
the difference between the modelled results from Graph A andthe
measured results from Figure 7.7A.
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We now extract the parameters of the throughput model for thestagesMESHsendand
MESHreceive. These parameters model the CPU load on the sending and on thereceiving work-
station.

The measured CPU load is the sum of the load caused by polling and the load caused by the
execution of the MESH transmit or receive cycle. Since we know �poll ��, the load caused by
polling, we can extract���� (� � MESHsendor � � MESHreceive) from the CPU load measure-
ments on the sending and transmitting workstation. Furthermore, we have measured

��
��, see

Figure 7.5A. This allows us to extract
��

�� from the measurements, using the following formula
which follows from the streaming model:

��
�� �

���
��

�
�������� (7.16)

Due to MESH’s zero-copy communication, we expect the CPU time needed to send or re-
ceive a message to be independent of the message length: we expect both

�
MESHsend�� and�

MESHreceive�� to be constant. We therefore determined
�

MESHsend�� by taking the average�
MESHsend��, and

�
MESHreceive�� by taking the average

�
MESHreceive��. For both FE and GE,

the extracted parameters are shown in Table 7.3.

Figure 7.16, Figure 7.17, Figure 7.18, and Figure 7.19 show the modelled CPU load during
streaming, the difference between the model and the measurements, for FE and GE, and for the
transmitter and receiver.

Figure 7.16B, Figure 7.17B, and Figure 7.18B show that the model fits well with the measure-
ments for FE transmission and reception, as well as for GE transmission: the difference between
model and reality is well balanced around zero, and the difference between model and reality is
relatively small.

However, Figure 7.19B shows a clear difference between model and reality for the CPU load on
the receiver when using GE. Figure 7.19B shows a curve. The curve and the significant deviation
indicate that a non-linear model is needed to fit the results.We will focus on this deviation in the
next section.

7.2.8 Limitations of the streaming model

In this section, we focus in more detail on the deviation between model and reality in the
MESHreceivestage of the Gigabit Ethernet case. Using Equation 7.16, we derived

�
MESHsend��,

the I/O overhead on the transmitting workstation, from the measurements. Similarly, we de-
rived

�
MESHreceive��, the I/O overhead on the receiving workstation. Both graphsare shown in

Figure 7.20.

Figure 7.20A shows that MESH requires between
���� �� and

��� �� to transmit message. The
graph is balanced quite well around

���� ��, modelling
�

MESHsend�� as the constant
���� �� is

therefore a fair approximation.
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Figure 7.16: Graph A shows the modelled CPU load on the transmitting worksta-
tion versus message length on Fast Ethernet using various inter-poll
times. Graph B shows the difference between the modelled results
from Graph A and the measured results from Figure 7.7B bottom
set of curves.
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Figure 7.17: Graph A shows the modelled CPU load on the transmitting worksta-
tion versus message length on Gigabit Ethernet using various inter-
poll times. Graph B shows the difference between the modelled
results from Graph A and the measured results from Figure 7.5B
bottom set of curves.
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Figure 7.18: Graph A shows the modelled CPU load on the receiving worksta-
tion versus message length on Fast Ethernet using various inter-poll
times. Graph B shows the difference between the modelled results
from Graph A and the measured results from Figure 7.7B top setof
curves.
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Figure 7.19: Graph A shows the modelled CPU load on the receiving workstation
versus message length on Gigabit Ethernet using various inter-poll
times. Graph B shows the difference between the modelled results
from Graph A and the measured results from Figure 7.5B top setof
curves.
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Figure 7.20: Graph A shows
�

MESHsend�� for Gigabit Ethernet. Graph B shows�
MESHreceive�� for Gigabit Ethernet. Both graphs have been ex-

tracted from the streaming measurements.

This is different for the receive side. Figure 7.20B shows that MESH requires
���� �� of CPU

time to receive a small message, however, for large messagesit takes nearly up to��� ��. The
graph is a curve. It is clear that our attempt to approximate the graph by a constant would lead
to significant deviations, as seen in Figure 7.19B.

Note that while the message length increases, also the streaming throughput increases, see Fig-
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Figure 7.21: The architecture of a PC. Data written to memory by the NIC re-
quires the cache to be updated to keep it consistent with the contents
of the memory.
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Figure 7.22: The graph shows both the measured and the modelled performance
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tion’s memory.
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ure 7.5A. The similar shape of the two curves suggests that there is a dependency between the
streaming throughput and the CPU time needed to receive a message.

We have tried to find a relation between these two aspects in the architecture of a PC. We found
two possible explanations:

� Possible explanation 1: Memory access interference
While the message length increases, also the streaming throughput increases, therefore the
rate at which the NIC accesses the workstation’s memory alsoincreases. This may interfere
with memory accesses performed by the processor. Figure 7.21 shows the architecture of
a PC[110]. The cache speeds up memory access by the processorby keeping copies of
recently accessed memory locations. Each time the processor accesses a memory location
which is not in the cache, the memory location is accessed in the PC’s memory via the
memory bus. Accesses of the PC’s memory by the NIC also occur via the memory bus,
and may therefore interfere with memory accesses by the processor. Interference makes
the memory accesses slower. The probability of interference increases with the achieved
communication throughput. Even though, due to MESH’s zero-copy communication, the
number of instructions executed to receive a message is independent of the message length,
the time needed to execute these instructions increases dueto the higher communication
throughput achieved by larger messages.

� Possible explanation 2: Long-term PCI bus occupancy
Another possible explanation can be found in the schedulingstrategy of the PCI bus in
case of contention. To optimise the PCI bus performance, it is likely that the PCI bus con-
troller prefers long transactions over short transactions. Long transactions are performed
by the GE NIC to stream packet data into the workstation’s memory. Short transactions
are performed by the software of the workstation, contributing to the I/O overhead.

When long transactions are preferred, the I/O overhead increases with the packet length,
matching the effect we have measured.

Figure 7.20B shows that for a message length of 5000 bytes, the receive operation requires twice
as much CPU time as for a message of 1 byte. At that time, 108 MBytes/s is entering the
workstation’s memory.

We define the CPU performance degradation factor as the factor by which the CPU becomes
slower as the result of data entering the memory with a given rate. For illustration: for a data
rate of 0 MBytes/s, the CPU performance degradation factor is 1: the performance of the CPU
is not degraded when no data enters memory; and for a data rateof 108 MBytes/s, the CPU
performance degradation factor is 2: the CPU takes twice as much time to perform its operations.

Figure 7.22 shows the performance degradation factor versus the rate at which data enters the
workstation’s memory. The graph shows that the relation is non-linear, in fact, it can be fairly
closely approximated with the following quadratic function, in which� is the data rate:
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���� ������������������������������ � �
�

����MBytes/s
�� � ��� (7.17)

Figure 7.22 also shows the graph obtained from this model. The graph shows that the quadratic
function allows a fair approximation. Note the following:

� Quadratic
The relation between the CPU performance degradation factor and the data rate seems
quadratic. We do not have a good explanation for this.

� GE only
The performance degradation is only visible in the GE case. FE allows data rates up to
12.5 MBytes/s. The performance degradation factor within the range up to 12.5 MBytes/s
is close to 1.0, see Figure 7.22. Therefore, it can be expected that the effects of the CPU
performance degradation are not visible for FE.

� Receiver only
The performance degradation is only clearly visible on the GE receive side; not on the GE
send side. A possible explanation is that the receive side has shown to be the bottleneck
in the streaming measurements. Because of that, the I/O datarate on the receiver can
be expected to be at the maximum, whereas the I/O data rate on the transmitter is not
maximal. Possibly the remaining memory bandwidth on the transmitter is sufficient to
avoid the performance degradation of the CPU.

� Similarity with PM
In Section 7.3, we will see that a system comparable to MESH shows similar behaviour,
under similar performance pressure.

Concluding, we can state the following. We have tried to analyse the cause of the discrepancy
between model and reality with respect to the I/O overhead onthe receive side, when using GE
NICs. Currently, a well-founded explanation is missing. However, we have quantified the effect
and given possible explanations. Further analysis, for example using PCI bus analysers, would
be needed to identify the exact cause of the performance degradation.

7.2.9 Conclusions

In Section 7.2, we have analysed MESH’s communication performance. The communication
latency and throughput achieved by MESH is largely determined by the capabilities of the un-
derlying communication hardware, i.e., the commodity FE and GE NICs we use.

The communication latency of a small message is about 25�� for two back-to-back connected
workstations. Since the communication latency is not of crucial importance to the ATLAS trig-
ger, this result can be considered acceptable.
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In Section 3.2.4, we focussed on the granularity of the imageanalysis to be performed by the
workstations in the ATLAS trigger. Knowing the granularityand the message length allows us
to calculate throughput requirements of the workstations in the ATLAS LVL2 trigger.

The average amount of computation time per communicated message can be found under “Gran-
ularity” in Table 3.3, Section 3.2.4. Half the messages communicated by the workstation are
request messages of about 30 Bytes. The other half are response messages. A response message
consist of an image fragment and a header. The average image fragment size can be found in
Table 3.1: 0.33 KBytes for the low-luminosity menu, and 0.57KBytes for the high-luminosity
menu. We assume a header of about 30 Bytes of control information.

Below, we characterize the performance of image analysis workstations within the ATLAS sec-
ond level trigger. The characteristics are presented in Table 7.4. We discuss each of the charac-
teristics.

Using the throughput model of Section 7.2.6 and the parameters in Table 7.3, we can calculate
that a 30 Byte request message can be sent every�� ��, where:

�� � ��
MESHsend�NICsendFW�NICsendDMA���� (7.18)

Similarly, knowing the���� of the response message (360 Bytes for the low-luminosity menu,
and 600 Bytes for the high-luminosity menu), we can calculate the minimal interval between
average response messages. A response message with a given���� can be received every�� ��:

�� � ��NICreceiveDMA�NICreceiveFW�MESHreceive������ (7.19)

Message transmission and reception occurs in parallel withthe computation required to process
those two messages. The average amount of CPU time needed to process two messages, includ-
ing the I/O overhead to send a request and receive a response of the given����, is ��:

�� � � �����	�����
 � �
MESHsend��� �

�
MESHreceive����� (7.20)

The values for��, ��, and �� are presented in Table 7.4. Note that we ignore the fact that the�
MESHsend��� and

�
MESHreceive����� have been measured for a 400 MHz machine, whereas

the granularity is predicted for a 500 MHz machine: the effect of such a correction would be
marginal, and optimistic at the same time.

The bottleneck is either message reception (��) or computation (��). When message reception is
the bottleneck (�� � ��), the 500 MHz CPU will be idle for a certain percentage of the time:

���� � ����
�

�� � ��
�� (7.21)

On the other hand, if computation is the bottleneck, the communication performance is not op-
timally used. We can calculate the clock frequency the CPU should have in order to obtain a
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Table 7.4: Comparison between the use of Fast Ethernet or Gigabit Ethernet
on the communication and computation characteristics of the im-
age processing workstations within the ATLAS LVL2 trigger for the
low and high-luminosity menu and different ways of performing the
TRT scan. The bottleneck, which is either message reception(��) or
computation (��), is marked in bold.

Network Luminosity TRT scan- �� �� �� Idle Balanced
ing by 500Mhz clock

FE Low Workstation 10.5�� 32.2�� 92.4�� 0% 1434 MHz
FE Low Coprocessor 10.5�� 32.2�� 24.6�� 24% 381 MHz
FE Low TRT node 10.5�� 32.2�� 35.2�� 0% 546 MHz
FE High - 10.5�� 51.4�� 23.4�� 54% 227 MHz
GE Low Workstation 6.1 �� 10.5�� 91.6�� 0% 4362 MHz
GE Low Coprocessor 6.1 �� 10.5�� 23.8�� 0% 1133 MHz
GE Low TRT node 6.1 �� 10.5�� 34.4�� 0% 1638 MHz
GE High - 6.1 �� 10.5�� 22.6�� 0% 1076 MHz

perfect balance between its communication and computationcapabilities. A balanced CPU has
the following�������� clock frequency:

�������� � ��
�� �

���
MHz (7.22)

On basis of Table 7.4, we draw the following conclusions:

� The usage of FE is acceptable if 500 MHz processors are used. However, the workstations
would be idle for a significant percentage of the time during the high-luminosity menu.
This might be acceptable since the high-luminosity menu requires only a small workstation
farm compared to the low-luminosity menu.

� According to Moore’s law, we will, in 2005, have workstations which are significantly
more powerful than 500 MHz; 4-8 GIPS is realistic, see Section 2.11. Table 7.4 shows that
GE should be preferred to FE for such workstations.

� Assuming 4-8 GIPS workstations are used, the GE NIC will be the bottleneck. The bottle-
neck in the GE NIC used by MESH, is the speed at which the NIC’s firmware can process
incoming packets:

�
NICreceiveFW��. For ATLAS, it is important to purchase NICs that

have an excellent performance for small packet sizes, i.e, 30 Bytes - 1 KByte.
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Table 7.5: Comparison between Gigabit Ethernet and Myrinet.

Gigabit Ethernet Myrinet
Full-duplex links Yes Yes

Point-to-point links Yes Yes
Per-link bandwidth in each direction 1 Gbit/s 1.2 Gbit/s

Per-link flow-control Yes Yes
Switched Yes Yes

In-order packet delivery Yes Yes
Reliability Unknown BER �

�����
Network Interface Card Scatter/Gather Programmable

7.3 Comparison with other user-space communication layers

In [5], Araki et al. investigated five user-space communication layers in a quantitative study:
Active Messages[124] (AM), Basic Interface for Parallelism[95] (BIP), Fast Messages[91] (FM),
High-Performance Communication Library for Multi-User Parallel Environments[118] (PM),
and Virtual Memory Mapped Communication[47] (VMMC).

In this section, we use this study to compare MESH with five user-space communication layers,
thereby placing MESH’s performance and characteristics into perspective. The common feature
of all the communication layers, including MESH, is user-space communication: applications
have direct access to the network, bypassing the operating system in the common case and thus
avoiding the cost of send or receive system calls.

The communication layers studied in [5] use Myrinet[17] as the underlying network. Myrinet is
a high-speed local area network or system area network for computer systems. Myrinet is similar
to Gigabit Ethernet, as shown in Table 7.5, but there are differences:

� The bandwidth of a Myrinet link is 20% higher than the bandwidth of a Gigabit Ethernet
link.

� The reliability of Myrinet has already proven to be good: a BER �
�����

has been mea-
sured. The reliability of Gigabit Ethernet is unknown, but during the design of MESH we
have assumed it to be acceptable for the ATLAS trigger application. For Ethernet, the BER
strongly depends on the implementation of the switches. A GEswitch developed at CERN,
based on 1 Gbit/s IEEE 1355 links, has demonstrated that achieving very little packet loss
is possible.

� The Myrinet NIC contains a 32-bit processor that can be programmed. Each of the
Myrinet-based communication layers provide firmware that is executed by this proces-
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Table 7.6: The functionality provided by the user-space communication layers.

MESH Generic AM BIP-0.92
Communication model Send/Recv Handler Send/Recv
Intra-node Protection No Yes No
Inter-node Protection Yes No No
Multi programming Yes No No

Buffer overflows Selective Discard Prevented Data loss
Network Errors Tolerated Catastrophic Catastrophic

Network Management Dynamic Static Static

FM-2.02 PM-1.2 VMMC-2
Communication model Handler Send/Recv Direct Deposit
Intra-node Protection Yes Yes Yes
Inter-node Protection No Yes Yes
Multi programming No Yes Yes

Buffer overflows Prevented Recovered Impossible
Network Errors Catastrophic Catastrophic Recovered

Network Management Static Static Dynamic

sor. In case of MESH, the functionality of the NIC is fixed1: it provides a scatter/gather
interface.

In Section 7.3.1, we compare the functionality provided by MESH with the functionality pro-
vided by the Myrinet-based communication layers. In Section 7.3.2, we compare the perfor-
mance.

7.3.1 Functionality

Table 7.6 summarises the functionality provided by the different user-space communication lay-
ers. An analysis of this functionality in the light of the ATLAS trigger application is the follow-
ing:

� Communication model
Among the libraries three communication models are used: Send/Recv, Handler, and Di-

1In the second half of 1999, when the MESH project came to an end, Alteon Networks released the firmware
of their AceNIC. From that moment on, the AceNIC can be considered programmable. This option has not been
exploited for MESH.
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rect Deposit. All three models provide a message send operation that allows a process
to send a message to a destination. The difference between the three models is in the
synchronisation between computation and communication when receiving a message.

In MESH, BIP, and PM, synchronisation between communication and computation is es-
tablished via a receive operation. The process that executes the receive operation is respon-
sible for utilising the received messages within the computation it performs. Typically, a
receive operation is executed at the moment further input tocontinue the computation is
required.

AM and FM use handlers to receive messages, and a single process to perform the com-
putation. A handler is a function that is called at the momenta message arrives, and is
responsible for the integration of the data of that message with the processes performing
computations. Synchronisation between communication andcomputation is established
in two steps: (1) the handler is called, and (2) the handler informs a computation process
about the newly arrived data via shared memory operations. The complicated two-step
synchronisation between communication and computation makes handlers less suitable
for the ATLAS trigger application.

VMMC uses direct deposit: during the send operation, the sender specifies an address in
the memory of the receiver where the message data will be placed. In VMMC there is
no explicit synchronisation between sender and receiver. The receiver can only detect the
arrival of a message by checking whether the contents of specific memory locations have
changed. To avoid data from different senders to overwrite each other, all senders need
to have their own private memory segment within the memory ofeach receiver. To detect
the arrival of a message, the receiver needs to check the memory segments of all possible
senders for changes: the amount of checks that need to be doneincreases linearly with the
number of senders. VMMC is unsuitable for the ATLAS trigger application: the detection
of the arrival of a message is expensive since the number of senders is large in the ATLAS
application.

� Protection
In Section 6.2.3, we have provided the arguments why intra-node protection is of limited
importance to the ATLAS trigger application. Most of the other communication layers
provide intra-node protection. The Myrinet NIC is programmed to support this: the in-
terface of the NIC that is exposed to the application is restricted as much as possible, and
the NIC’s firmware verifies that the DMA operations are performed on memory pages that
belong to the application. In case of MESH, the functionality of the NICs is fixed, and
unsuitable for this type of protection. The other way to provide protection is by entering
the privileged kernel-space for all communication operations. This would however have
increased the I/O overhead.

Inter-node protection is important for ATLAS: it is impossible for any node in the network
to crash MESH by sending incorrect messages to the workstation.

� Multiprogramming
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MESH provides multiprogramming facilities via the integrated thread scheduler. PM and
VMMC allow the multiprogramming facilities of the operating system tobe used, despite
the overheads. The other communication layers do not allow multiprogramming: only a
single computation process per workstation is allowed. Multiprogramming is an important
requirement for the ATLAS application, since each workstation has to interleave different
computation tasks, see Section 3.6.

� Buffer overflows
MESH handles buffer overflows via the selective discard. It is possible that MESH dis-
cards messages in case non-transient congestion is detected. BIP requires the application
designer to make sure that every receive operation is executed before the send operation
takes place: the buffer must be known before the message to bereceived in that buffer
becomes available. A receive operation that is executed toolate can cause network con-
gestion and lead to the loss of arbitrary messages in the network. BIP has been designed
under the assumption that buffer overflows do not take place.MESH has been designed
under the assumption that buffer overflows can take place, and provides confinement for
this type of failure.

In AM and FM, the handler is responsible for receiving the messages at the moment they
arrive. It is impossible for a handler to delay the receptionof a message, therefore no buffer
overflows can occur in the communication layer. The problem is however transferred to
the application designer, who has to design the applicationin such a way that each message
that arrives can immediately be stored in memory.

In PM, buffer overflows are allowed to occur. PM recovers frombuffer overflow via a
communication protocol with acknowledgement. In VMMC buffer overflows cannot occur
because the sender specifies where the data has to be written in the memory of the receiver.
This memory is always available for writing. The application designer is responsible for
organising the application such that no data gets overwritten before being used by the
receiver.

� Network errors
In all communication layers except VMMC and MESH, network errors are catastrophic:
the communication layers will crash or stop in such a situation. This is unacceptable for
the ATLAS trigger application.

In VMMC, an error detection and recovery mechanism is implemented in the NIC. It cov-
ers transient network errors, failures solved within a certain time period. It is the responsi-
bility of the application designer to provide handling of non-transient network errors

In MESH, the application designer has to provide application-specific failure handling for
all network errors, both transient and non-transient. The ATLAS application would typi-
cally discard an image when messages needed to perform further processing of that image
are detected to be lost. This type of image loss is acceptablefor the ATLAS application.

� Network management
Only MESH and VMMC allow workstations to be dynamically added to or removed from
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Figure 7.23: The one-way latency versus message length for the various user-
space communication layers.

the system. This is essential for the scalability and maintenance of the ATLAS trigger
application. All other communication layers require a static system configuration.

7.3.2 Performance

After comparing the functionality provided by the different user-space communication layers, we
will now compare their performance. We will look at the one-way communication latency, the
throughput achieved by message streaming, and the overheadto transmit or receive a message.
The platform used to perform the measurements for MESH is different from the platform used
by Araki et al. for the other communication layers. When comparing the measurements, the
differences between these platforms need to be taken into account:

� Platform for MESH
The platform consists of two 400 MHz Pentium-II PCs with a BX chipset, that are inter-
connected back-to-back via a Gigabit Ethernet link.

� Platform for AM, BIP, FM, PM, and VMMC
The platform consists of two 200 MHz Pentium Pro PCs with a 440FX chipset, that are
interconnected via a Myrinet switch and two Myrinet links.
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Table 7.7: The parameters of the latency model for the different communica-
tion layers.

Communication layer ��(��) ��(MBytes/s)
MESH 24.5 42.5

AM 17.9 23.2
BIP 6.4 62.6
FM 9.2 26.1
PM 8.9 59.7

VMMC 13.3 58.0

The one-way communication latency of the user-space communication layers is shown in Fig-
ure 7.23. To get better insight in the results shown in this graph, we extract the parameters of the
latency model in Section 7.2.3 from the measurements. Parameter�� is the inverse gradient of a
line fitted through the measured results. Parameter�� is the one-way latency for a small message,
the line’s intercept. The latency graphs for BIP and VMMC show knees at message length 256
and 64 respectively. These knees are caused by a switch-overeffect from I/O writes to DMA:
BIP and VMMC use I/O writes to send small messages, and DMA to send larger messages. The
use of I/O for smaller messages reduces the one-way latency for these messages. The linear
latency model ignores these effects.

Parameter�� in Table 7.7 shows that MESH’s one-way latency for small messages is longer than
the one-way latency achieved by all other communication libraries. The one-way communication
latency achieved by MESH is suitable for the ATLAS trigger application. Lower communication
latency would allow ROBs with less buffer memory to be used. However, using less buffer mem-
ory would only marginally reduce the cost of the overall trigger system. Ethernet switches, which
are often store-and-forward, are likely to cause a significant communication latency. Compared
to this, the effect of a lower communication latency in the Ethernet NICs is likely to be marginal.

The latency achieved by MESH strongly depends on the performance of the GE NICs. MESH
adds only 1.9�� to the hardware latency of the GE NICs. Using a 200 MHz PC instead of the
400 MHz PC, might therefore add an extra 1.9�� to the communication latency: 26.4��.

The parameter��, Table 7.7, is significantly less than the gigabit link bandwidth or the PCI
bandwidth. This indicates that all communication layers use store-and-forward mechanisms in
the data flow from transmitter to receiver. AM and FM require data copying on the receive side.
This store-and-forward mechanism causes�� to be lower for AM and FM than for the other
communication libraries. MESH uses GE NICs with a store-and-forward mechanism in both the
transmit and the receive side. BIP, PM, and VMMC do not use a store-and-forward in the receive
side, and therefore have an�� which is higher than MESH’s. Alteon WebSystems has planned
to remove the receive side’s store-and-forward mechanism in future versions of their GE NIC.
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Figure 7.24: The streaming throughput versus message length for the various
user-space communication layers.
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Figure 7.26: CPU time to send a message versus the size of the message for the
user-space communication layers.

Figure 7.24 shows the streaming throughput of the user-space communication layers. The faster
processors in the platform used for measuring the performance of MESH have little influence
on the streaming performance: MESH’s streaming performance is limited by the PCI bus band-
width. The PCI bandwidth is similar for both platforms.

MESH’s streaming performance is good. For message of a typical ATLAS size, 0.5 KBytes,
its performance is comparable to FM and PM, the communication layers that score best on this
aspect. Achieving a good streaming throughput, also for small messages, is important for the
ATLAS trigger application. Figure 7.25 focuses in more detail on the streaming performance for
small messages. The graph shows the time between subsequentcommunications of a message
of length� while streaming:

��
�� versus message length�, see Section 7.2.6. For messages

smaller than 100 Bytes, typically request messages in the ATLAS trigger application, MESH is
outperformed by BIP, FM, and PM. MESH’s performance is stillrelatively good, but limited by
the performance of the commodity GE NIC.

The graph shows that MESH can communicate messages every
���� �� at most. The best perfor-

mance for messages below 450 bytes is reached by FM, which uses combined I/O writes instead
of DMA to send messages. For messages of at least 650 bytes, only PM has a better performance
than MESH. MESH’s bottleneck is in the GE NIC: if the slower, 200 MHz, workstation would
be used instead, MESH would still reach the measured performance.

Figure 7.26 and Figure 7.27 show the CPU time needed to send orreceive a message versus the
length of the message. This CPU time, expressed in microseconds, largely depends on the clock
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Figure 7.27: CPU time to receive a message versus the size of the message for
the user-space communication layers.

frequency of the processors used for the measurements. To put MESH’s performance into per-
spective, one should keep in mind that the processors used for measuring MESH’s performance
are about a factor 2 faster.

Figure 7.26 shows that for AM, BIP, and FM, the CPU time neededto send a message, also
called the send overhead, depends on the length of the message. For AM and FM, this is caused
by CPU-performed data transfers: memory-to-memory copying or I/O writes. Due to limita-
tions in the BIP communication layer, Araki et al. had to introduce additional synchronisation
between receiver and sender to be able to perform the measurements. This additional synchroni-
sation makes the send overhead strongly dependent on the message length. For the other com-
munication layers, i.e., MESH, PM, and VMMC, the send overhead is largely independent of
the message length. Figure 7.27 shows the same for the receive overhead. By combining the
information in the two graphs, we can conclude that only MESH, PM, and VMMC provide a
communication overhead that is independent of the message length, i.e., are true zero-copy com-
munication layers.

Figure 7.26 shows that MESH’s send overhead is relatively low, even if we take the difference in
CPU clock frequency into account. MESH’s receive overhead,see Figure 7.27, is low as well,
especially in the light of the checks performed because the network is not assumed to be 100%
reliable, the selective discard, and the invocation of the scheduler.

Figure 7.27 shows that the receive overhead for PM slightly depends on the message length,
just like the CPU performance degradation we discovered in MESH: the data rate at which data
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enters the workstation’s memory slows down the processor. The effect is not visible for the
other communication layers. Probably it is not visible for AM, BIP, and VMMC because the
throughput reached by these communication layers for messages up to 1 KByte is much less
than for PM and MESH, see Figure 7.24. FM does reach a high throughput for messages up
to 1 KByte, however, FM’s receive overhead already depends on the message length due to
memory-to-memory copying, which makes it impossible to distinguish any CPU performance
degradation. VMMC has a receive overhead of

�
��: VMMC’s direct deposit does not contain

an explicit receive operation.

7.3.3 Conclusions

MESH has been designed for the ATLAS trigger application. Aspects shown in this compari-
son which are essential for the atlas trigger application are: inter-node protection, toleration of
network errors, and dynamic network management. Among the compared user-space communi-
cation libraries, only MESH and VMMC provide the required ATLAS functionality. One of the
problems Araki et al. identified for VMMC is lack of scalability in case of fan-in communication.
This deficiency makes VMMC unsuitable for the ATLAS trigger application.

In Ethernet, latency is largely caused by store-and-forward NICs and switches. Ethernet network
equipment is generally not designed for low-latency communication. For the ATLAS trigger ap-
plication, a low communication latency is of less importance than high communication through-
put. All Myrinet based communication layers have been optimised for a low communication
latency. Most of them have a latency performance which is better than MESH’s.

For the ATLAS trigger application, the streaming performance is much more important. MESH’s
streaming performance is good, similar to the best scoring user-space communication layers FM
and PM. A low I/O overhead is essential for the ATLAS trigger application. Again, MESH
scores well in this respect. FM which demonstrated a good streaming performance for small
messages requires an I/O overhead linear in the message length. This makes FM less suitable
for the ATLAS trigger application. PM, just like MESH, is able to provide the combination of a
good streaming performance and constant and low I/O overhead.

7.4 Evaluation

In this section we evaluate MESH. In Section 7.4.1, we evaluate the suitability of Ethernet tech-
nology for ATLAS trigger. During the design of MESH, assumptions have been made about the
Ethernet networks. In Section 7.4.1, we also evaluate whether those assumptions are reasonable.
MESH has been used in a prototype ATLAS LVL2 trigger. In Section 7.4.2, we evaluate the
usage of MESH within that prototype trigger.
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Table 7.8: Ethernet pricing in the years 1998 and 1999.

Component 1998 1999
Fast Ethernet NIC 60 US$ 60 US$

Fast Ethernet Switch (per port) 200 US$ 100 US$
Gigabit Ethernet NIC 2000 US$ 1000 US$

Gigabit Ethernet Switch (per port)2500 US$ 1500 US$

7.4.1 Ethernet

In parallel with the development of MESH—and even using MESH, see Section 8.2,— the suit-
ability of Ethernet technology for usage within the ATLAS trigger has been investigated. In the
1999, a total of eight different Ethernet switches have beeninvestigated. This section presents
the preliminary conclusions from this work[101][100], drawn up at the end of 1999. In addition
to the conclusions on Ethernet switches, the experience with MESH has enabled us to draw some
conclusions with respect to Ethernet NICs.

During the design of MESH, we have made assumptions about thedifferent aspects of Ethernet
technology. We discuss those assumptions here. The different aspects of Ethernet technology are
the following.

� Long-term support and upgradeability
The main reason to start the investigation of Ethernet for the ATLAS trigger is the ex-
pected long-term support and upgradeability. Over the years 1998 and 1999, these expec-
tations have only been confirmed. A large number of well-established companies, includ-
ing 3Com, Bay Networks, Compaq, Hewlett-Packard, IBM, and Intel, develop and sell
Ethernet products. The performance and capabilities —suchas Quality of Service (QoS)
aspects, Virtual Local Area Networks (VLANs), and trunking— of the switches is increas-
ing rapidly: amongst the switches investigated during 1999the improvements were clearly
visible. By the end of 1999, switches with 128 GE ports are being developed. Furthermore,
the 10 Gbit/s Ethernet (10GE) standard is under development. The first 10GE switches can
be expected by the year 2002: in time for use within the ATLAS trigger. 10GE switches
are a strong candidate for the root switch in the ATLAS trigger, more details in this respect
are described in the item on scalability.

� Cost-effectiveness
Table 7.8 shows the price of Ethernet equipment over the years 1998 and 1999. The table
shows that the price of Fast Ethernet NICs has stabilised. Inthe year 1999, the FE NIC
is the standard NIC for desktop PCs. The cost of GE NICs, and both Fast and Gigabit
Ethernet switches dropped significantly: by about a factor of two. The trend is clear:
prices drop with time.
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The GE bandwidth is ten times the FE bandwidth. By the year 2004, when ATLAS has
to buy its network equipment for the ATLAS trigger, the cost of GE will probably be
significantly less than 10 times the cost of FE. If we also takeinto account that by 2004,
workstations will be sufficiently powerful to efficiently exploit the bandwidth of a GE NIC,
as discussed in Section 7.2.9, we can conclude that GE will provide the more cost-effective
solution.

� Scalability
An important requirement for ATLAS is scalability. Scalability is currently a potential
weak point in Ethernet networks: Ethernet switches, when used in the standard way, can
only exploit a tree topology[66]. The network topology itself does not need to be a tree,
it can contain additional connectivity. However, the Ethernet switches will automatically
shutdown the redundant connectivity in the network and effectively change it into a tree:
loops in the network topology are removed by the so-called spanning tree algorithm. At
the moment, any of the connections used within the tree fails, the network will reorganise
itself using this algorithm into a different tree topology,exploiting possible redundancy in
the network. As a result, the performance of an Ethernet network under trigger-like all-
to-all traffic is limited to the performance of the root switch: Ethernet only scales to the
performance of the largest switch you can buy.

A root switch suitable for the ATLAS trigger is likely to be a 200 port GE switch, or a 20
port 10GE switch. It is to be expected that by 2004, such a switch can be bought: by the
end of 1999, a 128 port GE switch is being designed, and 10GE switches can be expected
by 2002.

In addition to buying a large Ethernet switch for the trigger, one can also avoid using
the spanning tree algorithm to allow topologies different from trees. The spanning tree
algorithm is part of the IEEE 802.1d standard that defines howa network of Ethernet
switches cooperates to learn the connectivity of the network and the location of the end-
nodes to automatically set up the routing tables within eachswitch. However, the topology
supported by this algorithm is limited to a tree. Saka [102] has demonstrated that, if the
automatic configuration can be turned off, and explicit configuration is used, any network
topology can be supported. This allows Ethernet to be organised as a Clos network, a
topology which has already proven to be suitable for the ATLAS trigger[55]. The feature
to turn off the automatic configuration is not common for Ethernet switches.

� Failure handling
Ethernet switches typically support[104] the Simple Network Management Protocol
(SNMP). This protocol allows monitoring the network performance, detection of network
failures, and the accomplishment of traffic rerouting. A newproject [98] is being initiated
to investigate fault-tolerance aspect in Ethernet networks in the light of the ATLAS trigger.

� Latency
During the design of Ethernet switches, little effort is putinto minimising the communi-
cation latency. Most Ethernet switches use store-and-forward mechanisms: a packet will
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only be transmitted after it has been fully received and stored in a buffer. Store-and-forward
mechanisms introduce a latency dependent on the packet size. Only few switches provide
cut-through or worm-hole routing: a packet is forwarded immediately, before the end of
the packet has been received. Cut-through routing makes thelatency independent of the
packet size.

The latency provided by store-and-forward switches is acceptable for the LAN market.
Therefore, switch manufacturers have little interest in providing cut-through routing. Fur-
thermore, it is impossible to use cut-through routing when forwarding a packet over a
higher bandwidth technology than the one it came from, e.g.,switching technology from
FE into GE, GE into 10GE, or PCI bus into GE. Such switching between technologies re-
quires the use of store-and-forward. The ATLAS trigger network is likely to use different
bandwidth Ethernet technologies, and will therefore have asignificant latency.

For the ATLAS trigger application, low communication latency is only of marginal im-
portance: it influences the amount of buffer space needed in each ROB, however, the cost
of providing more buffer space is relatively low. Ethernet’s moderate end-to-end latency
requires the use of latency hiding techniques. MESH’s multithreading, discussed in Sec-
tion 6.2, accommodates this.

� Throughput
The throughput achieved by the first FE and GE switches we investigated was limited by
the internals of the switch, the so-called back-plane capacity was insufficient. In general,
the newer switches have a higher back-plane capacity. Thereis a tendency towards non-
blocking switches, i.e., switches capable of handling fullcommunication bandwidth across
each of its links simultaneously.

� Reliability
During the design of MESH, we have assumed Ethernet to be sufficiently reliable for the
ATLAS trigger application. This assumption has been made inSection 6.3.1 and Sec-
tion 6.3.5. Saka’s work[31][103] on testing of Ethernet switches, has strengthened our
believe that it is possible to obtain an Ethernet network with the required reliability. Some
switches have shown not to loose any packets within an experiment of about 15 minutes,
not even under a high network load. However, duration tests to get an indication of the
communication reliability have not been performed at the time of writing.

The reliability of switches is largely dependent on their design. Not all switch manufac-
turers think its important to develop switches that do not discard any packets. In fact,
often switches are designed to discard packets in case of congestion, thereby avoiding the
congestion to spread over the network. A similar technique is used by MESH to avoid
spreading of network congestion problems: MESH uses overflow control by selective dis-
card, see Sections 6.3.5 and 6.3.6.

The reliability of a switch depends on the design aims of the switch manufacturer. Conse-
quently, not all switches provide the reliability requiredfor the ATLAS application. The
latest developments in Ethernet switches are related to Quality of Service (QoS) aspects.
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QoS will make communication latency, communication throughput, and communication
reliability configurable via different packet types. It is to be expected that in the near
future, Ethernet switches will, for specific packet types, provide the communication relia-
bility required for the ATLAS trigger application.

� Packet size
During the design of MESH, see Section 6.3.1, we hoped that packet sizes larger than
1.5 KBytes would become widely supported in Ethernet. This has not yet occurred, and
is likely to never occur. Some of the investigated switches have shown to be capable
of handling packet sizes up to 2 KBytes. The switches of Alteon WebSystems support
packet sizes up to 9 KBytes. However, for ATLAS it is unacceptable to fully depend on
Alteon WebSystems for the network. For an Ethernet trigger network, the packet size is
1.5 KBytes.

� NICs
In Section 7.2.9, we concluded that the throughput performance of the GE NIC for small,
30 Bytes - 1 KByte, packets is likely to be a performance bottleneck in the ATLAS trig-
ger application. At the time of writing, there are no reasonsto expect such performance
improvements to occur: NICs with a better performance for small packets are relevant for
only a small number of applications.

For the larger packet sizes, the performance of the FE and GE NIC is good. The perfor-
mance limitations are typically caused by the PCI bus. Significant improvements can be
expected when alternative I/O architectures are used, e.g., the InfiniBand Architecture[69],
which joins effort of Future I/O (FIO) and Next Generation I/O (NGIO). Technology based
on the InfiniBand Architecture is likely to become availablein 2001.

7.4.2 Usage of MESH within a prototype LVL2 trigger

At CERN, MESH has been integrated with prototype ATLAS Level-2 Triggers. In this section,
we present an overview of that work, based on [13] and [49].

Different network technologies have been used for the prototype: Fast and Gigabit Ethernet,
ATM, and SCI. MESH provides the messaging and scheduling facilities for the Ethernet based
prototype.

Figure 7.28 shows the architecture used for the Ethernet-based prototype trigger. The prototype
uses the farm architecture, as discussed in Section 2.7. Furthermore, it uses supervisor work-
stations, see also Section 2.9. In addition to the trigger network, the prototype uses a control
network for configuration, initialisation, and monitoring.

The workstations are commodity PCs with processor speeds of200-450 MHz. The workstations
run MESH. MESH is being used widely in the Ethernet based prototypes: for the supervisor,
ROBs, and trigger workstations.
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Figure 7.28: The architecture of Ethernet based prototype triggers.
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Figure 7.29: The job handling rate of a supervisor workstation versus thenumber
of RoIs per job.

Up to 48 workstations have been integrated in the Ethernet-based prototype trigger. Even though
this prototype is of significant size, it is only just a few percent of the final ATLAS trigger.

On top of MESH, all workstations run the Reference Software[99]. The Reference Software has
been developed within the ATLAS Level-2 Pilot Project. It provides emulation for all computing
components of the prototype trigger: the supervisor, the ROBs, and the trigger workstations.
Apart from MESH’s performance, the performance of the Reference Software also is of great
importance to the performance of the prototype trigger. Forthe result shown in this section, it is
worth mentioning that the performance of the Reference Software has not been optimised.
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Figure 7.30: The scalability of the supervisor farm.

The task of the supervisor workstation is to distribute jobsto the workstations, to receive the
accept/reject decisions from the workstations, and to distribute the accept/reject decisions to
the ROBs. Each job consists of a number of RoIs. Figure 7.29 shows the rate at which the
supervisor workstation can handle jobs versus the number ofRoIs in the job for the different
network technologies. The performance of the ATM-based supervisor is lower, because the
supervisor was running on a 300 MHz PCs. A 400 MHz PC has been used for Ethernet, and a
450 MHz PC for SCI.

Figure 7.30 shows the scalability of the supervisor farm forthe different network technologies:
the performance of the supervisor farm scales linearly withthe number of supervisors.

The task of each ROB is to provide image fragments on request.Figure 7.31 shows the rate at
which ROBs can perform this task versus the size of the response message. The performance is
consistent with that expected for real ROBs. The reasons forthe lower results in the Ethernet
case are not yet understood, and are further investigated.

The first task of the trigger workstations is to collect data from the ROBs in an RoI; the second
task is to process the data received. Measurements have focused on the first task: data collection
from the ROBs in a RoI. Figure 7.32 shows the rate at which the trigger workstation can collect
data from a number of ROBs. From each ROB, a fragment is collected via request-response.

For the ATLAS Level-2 trigger, a typical RoI would require data from 4 ROBs. Figure 7.32
shows that a workstation can achieve about 3.5 KHz just collecting data. This would mean that,
considering the total rate of 100 kHz needs to be achieved, the equivalence of about 30 processors
(of about 400 MHz) are needed to cover for the data collectionoverhead. This is acceptable in
view of the total farm size that is foreseen.

The following conclusions have been drawn from the work on the ATLAS Level-2 prototype
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Figure 7.31: The rate achieved by the ROB versus the size of the response mes-
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Figure 7.32: The rate at which a trigger workstation can collect RoIs versus the
number of ROBs in each RoI.

trigger. The ATLAS level-2 strategy and architecture have been implemented on moderately
large systems with success. The performance of different components has been measured; it is
now clear that commodity products can be used for the majority of the level-2 components: OS,
supervisor, trigger workstations, and network technology. It may, however, be necessary to use
custom items for the network interfacing software, for coprocessors, and for the ROBs.
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7.5 Conclusions

In this chapter, we have analysed the performance of MESH, and evaluated its characteristics in
detail. We have shown that MESH, by using polling instead of interrupts, significantly reduces
the overhead to handle external events, e.g., events neededfor communication. Due to the fine
granularity of the ATLAS trigger application, handling external events can require a large per-
centage of the available CPU time: nearly 50% in case of Lynx OS, but only about 1.4% for
MESH.

We have shown that MESH can communicate messages at the granularity that is required by the
ATLAS trigger application. The I/O overhead to communicatea message with MESH is about
2 ��. The information in Table 3.3 allows a comparison between MESH and the use of standard
OS facilities. Compared to Linux OS threads using TCP/IP forcommunication, MESH is about
12 times more efficient. Using MESH, an ATLAS trigger architecture in which all the image
analysis is performed in software, requires about 723 workstations with 500 MHz processors.
Using the standard OS facilities, 1068 of such workstationswould be needed: MESH requires
345 workstations less.

By applying Moore’s Law on the performance of workstations,it becomes clear that by 2004, the
time the workstations for the ATLAS trigger should be purchased, we should expect 4-8 GIPS
workstations. We have calculated that the use of FE NICs in such workstations will cause a com-
munication bottleneck. GE NICs are much more suitable for such workstations. Furthermore,
we have calculated that the performance of the Alteon AceNIC, the GE NIC used by MESH,
could be the performance bottleneck due to the limited performance for small messages. ATLAS
should watch Ethernet technology for even more suitable NICs.

We have compared MESH to Myrinet-based user-space communication layers. Compared to
these communication layers, MESH’s performance is good. The communication latency of the
Myrinet-based communication layers is better, but, this aspect is of little importance to ATLAS.
With respect to functionality, MESH is different from all ofthese communication layers. The
major difference with most of the communication layers is MESH’s capability to tolerate network
errors. This difference is essential to the ATLAS trigger application.

Ethernet indicates to be a strong candidate for the network in the ATLAS trigger application.
It is a true commodity technology: long-term supportable, upgradeable, and cost-effective. As-
pects that need further investigation are scalability, fault tolerance, and reliability. However, our
experience so far has indicated that problems regarding these aspects can be solved adequately.
Research into Ethernet has convinced us that most of the assumptions made during the design of
MESH were realistic. However, our hope for a wide support of Ethernet packets that are large
enough to contain all ATLAS image fragments has proven to be false.

MESH has been successfully used to build an Ethernet-based prototype ATLAS LVL2 trigger.
The prototype is of moderate size: 48 workstations have beeninterconnected via Ethernet. The
prototype has demonstrated that the ATLAS trigger architecture can be implemented, that it is
scalable, and that commodity products can be used for the majority of all Level-2 components.
For the final trigger architecture, it may, however, still benecessary to have some customised
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items, including customised network interfacing software.

Significant technological improvements in the area of commodity network interfaces can allow
the use of commodity OS facilities, instead of customised network interfacing software such
as provided by MESH. There is little chance that such innovations occur in time for use in the
ATLAS trigger application: the need for such innovations isrelatively small, and the change is
significant. There is a fair chance that MESH, or MESH-like software, will be used in the final
ATLAS trigger.
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8
The design process, discussion,

and conclusions

This chapter discusses several project aspects of this designer’s Ph.D. Section 8.1 focuses on the
design process. Section 8.2 describes some spin-off results of the project. Section 8.3 compares
the results of the Ph.D. project with its original goals. Section 8.4 focuses on work that is planned
to be performed in the future, as a follow-up to the work presented in this thesis. Section 8.5
presents aspects of the design presented in this Ph.D. thesis that can be of use in a scope that is
wider than the ATLAS trigger application. Section 8.6 concludes on the project aspects of this
designer’s Ph.D.

8.1 Design process

This section describes thedesign process. It presents several views on the Ph.D. project; each of
them depicting a certain project aspect. One should realisethat the different project views have
been generated after the completion of the Ph.D. project. The usage of incremental development
had already been planned in the Ph.D. project proposal[18].Furthermore, the design process has
been fitted to the standard way of working in the CERN group. Ingeneral, the approach can be
characterised as: pragmatic, solution driven, incremental, natural, and effective.

8.1.1 Incremental development

The development approach isincremental. From the very beginning of the Ph.D. project, it was
clear that the first cycle would not be the final cycle, and thatfurther cycles would build on
previous ones.

During the first cycle, DSNIC, we have strongly built on the experience with the T9000
transputer[61][60][86][129], and its proven suitabilityfor ATLAS LVL2[88]. Part of this
research[86][88] has been performed in cooperation with the OOTI course, the post-graduate
course on software technology of the Stan Ackermans Institute, Eindhoven University of Tech-
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nology.

Halfway through the second development cycle, MESH, it became clear that MESH would be
the last cycle of the Ph.D. project. From that moment on, further improvements were initiated
and scheduled as separate projects, see Section 8.4.

8.1.2 Overlapping phases

As described in the Ph.D. project proposal[18], the development cycles would be phased.
Roughly, the following phases have been used:

1. Requirements analysis

2. Design

3. Implementation and test

4. Evaluation

The phases have not been followed in strictly sequential order: there has been significant over-
lap between the phases. The overlap has been crucial to get feedback quickly, which can be
incorporated in the preceding phase.

Especially during the design phase of MESH, a short cyclic approach has been used to design,
(partially) implement, and evaluate the techniques used inMESH. However, still, the primary
focus was on the design of MESH.

Similarly, there has been overlap between the DSNIC and the MESH development cycles: during
the evaluation of the DSNIC, certain design aspects of MESH have been thought through in
depth.

The use of phases has added structure to the development process. At each moment in time, the
phase that had the primary focus was clear. On the other hand,it has been of crucial importance
to overlap the phases, and to partially implement and evaluate the more complex design aspects,
such as the techniques used in MESH.

8.1.3 The planning and tracking process

The planning can roughly be divided in three categories. Each category is relevant for a specific
time scale.

� Long-term planning (years): Ph.D. artefact and thesis
The long-term planning mainly consists of the production ofa Ph.D. thesis that describes
the design of a concise and meaningful artifact, that is of significant relevance to the envi-
ronment in which it is to be used. This target is documented inthe Ph.D. project proposal.
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� Mid-term planning (months): Goals of supporting projects
The existence of this Ph.D. project depends on the satisfaction of (sub)goals in other
projects by partial results of the Ph.D. project. The definition, goals, and milestones of
such project, e.g., an EU Projects or an ATLAS projects, are typically documented in an
agreed project charter.

� Short-term planning (days and weeks): Target driven
For the short term, the planning was target driven, i.e., targets were – with care – selected
on the basis of the current status of the different projects.A target of which a very good
benefit could be expected, both on short and long term, typically for multiple stake holders,
would be selected as the next target. Targets often providedasolutionto some stake holder.

On short term, this approach leads to concise and complete results, that are relevant to some
stake holder(s). Furthermore, it generates focus and immediate feedback. Useful aspects
of the feedback are incorporated into the design, and may even inspire the definition of
new targets. This way, the short-term targets give direction for the long-term goals.

The different categories of planning lead to the following types of short-term targets:

� Design discussions

� EU project milestones

� Thesis chapters

� ATLAS presentations

� Presentations at conferences

� Articles

� Spin-offs

� Preparation for cooperation meetings

� Software releases with new features or bug fixes

� Graphs showing performance results

The Ph.D. thesis expanded on a number of publications, articles, and presentations: [20], [21],
[22], [23], and [24]. This way, the development of the Ph.D. thesis has become an incremental,
and manageable, process.

Progress tracking has always been done with the CERN Group Leader. The copromotor has been
involved in tracking the long-term, Ph.D. thesis related, planning.

Tracking is relatively straightforward. Typically, therewas only one target with high priority.
The main progress tracking question is: has the target already been implemented? If not, how

199



Chapter 8 The design process, discussion, and conclusions

much time do you think you need to finish it? Are there deviations from our original goal? Show
me the (partial) result.

Tracking occurred in an informal setting – usually over coffee. Little has been documented.
However, most importantly, there always has been mutual agreement, commitment, and trust.
Planning of new targets was natural, opportunity driven. Targets were realistic, and if not, they
would be slightly adjusted to become more realistic. The target’s benefit for the different stake-
holders was guarded continuously.

The planning and tracking process fits well with the incremental approach followed in this de-
signer’s Ph.D. project. The flexibility to select short-term targets has turned out to be crucial to
keep the Ph.D. project synchronised and well-integrated with the developments by our collabo-
rators in the EU project, and by the CERN projects. Furthermore, the flexibility of the approach
has allowed us to efficiently change the plans of the Ph.D. project. This has turned out to be
useful when the scope of the EU project that funded the Ph.D. project changed, leading to the
technology change between the cycles DSNIC and MESH. In addition, the flexibility has allowed
spin-offs to be developed within the scope of the Ph.D. project, and spin-off projects to be sup-
ported by targets of the Ph.D. project. In case a more rigid planning and development approach
would have been used, the effort needed to modify or refine theplans would have been much
higher.

8.1.4 Marketing

An important aspect of the Ph.D. project is the defence of thevalue of the project to the differ-
ent stake holders; in particular those providing the finance(EU projects), and those providing
the facilities (ATLAS, CERN). Therefore, the progress and the results of the project had to be
presented and communicated on a regular basis.

Usually, simple but impressive quantitative results, e.g., “118 MBytes/s” could be used to attract
first attention. After that, there was sufficient attention to present a few qualitative aspects.

Apart from impressive performance aspects, MESH’s name, the acronym, has also been of im-
portance to MESH’s success. The acronym has been carefully selected for its semantics, and the
characteristic to easily stick in one’s mind. People withinthe ATLAS trigger community know
the acronym MESH, or at least recognise it.

8.1.5 Design techniques

Because of the solution-driven approach, this Ph.D. project has concentrated on building concrete
functional artefacts. A major advantage of such an approachcompared to simulation approaches,
is the confidence that is gained. In case of simulation, it is often difficult to argue that all crucial
system aspects have been taken into account, and that the assumptions made are realistic. A
concrete solution can be shown to work in a specific context; it thus proves to be realistic. A
simulation-oriented approach would have been unsuitable for this Ph.D. project: the achievement
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of good performance using a specific technology can only be proven in a convincing manner by
demonstrating it.

Benchmarkshave been used successfully, both as a means to structure theanalysis, as to allow
comparisons with other systems.Modellinghas been used to obtain in-depth understanding of
the measured results. Modelling allows the critical parameters and deviations from expectations
to be constructively identified.

During the design, we have tried to usedesign steps. We have attempted to split up the design
in a sequence of relatively simple design decisions, presenting the alternatives at each decision
point. The advantage of such a approach is that it gives focus: it allows one to concentrate on
specific aspects of the design. The danger of applying the approach rigorously is inflexibility.

Intrinsically, the design process, a process of thought, isnon-sequential. There are many cross
relations between many views. A designer has to be aware of the different views simultaneously,
and to oversee the consequences of a decision in different views. In this thesis, we have used
design steps to structure the documentation of the design process, that is also of a sequential
nature. Such structuring gives focus, and contributes to the design process. Only in few cases,
design decisions were made exactly and explicitly in the documented order. We have considered
multiple design decisions and design aspects. Typically, design decisions fit together, and are
related in many ways. By being aware of this, the danger of inflexibility has been avoided.

During the Ph.D. projectno formal methods, andno formal (software) design methods have been
structurallyapplied. E.g., design approaches based on the Unified Modelling Language (UML)
or on Communicating Sequential Processes (CSP) have not been structurally applied. Instead,
the design process has been very much a structured search to identify, understand, and combine
the fundamental techniques and conceptsthat play their role in the problem at hand. A careful
combination of the identified fundamental techniques and concepts leads to a solution for the
problem. Ineverydesign process, it is crucial to understand the fundamentaltechniques and
concepts.

Possibly, in case of this Ph.D. project, formal design methods could at some points have helped
to create greater understanding of the problem at hand. For example, a CSP-based description of
the functionality of the DSNIC could have increased the reader’s insight in the evaluation of the
performance of the DSNIC. Applying such formal method is likely to take additional effort. Via
formal methods, the additional effort would typically havebeen applied to obtain more insight
in the detaileddesign. However, the effort would have had little or no impact on the major
design choices that have been made. Possibly, the effort would have been better spent on a more
thorough investigation of those major design choices, or, on the next development cycle, as done
in this Ph.D. project.

One of the important design decisions made in this thesis is the use of commodity technology
to build the ATLAS trigger, thereby meeting the life-time requirements of the trigger. At several
points in this Ph.D. project, see for example Section 2.6 andSection 7.2.9, attention has been
paid to the evolution of the used technology over time. However, we believe that by paying more
attention to this aspect, an even stronger case for certain design choices could have been made.
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Table 8.1: The handler latency of Lynx OS and QNX.

Operating System Lynx OS 2.5.0 Lynx OS 3.0.1 QNX 4.24 QNX 4.24
CPU Pentium Pentium II Pentium Pentium

CPU clock speed 133 333 100 166

Handler Latency 1729 clks 3663 clks 440 clks 548 clks

133 MHz 333 MHz

1729 clks

3663 clks

4329 clks

0% <- Perfectly Scalable

100% <- Perfectly Unscalable

74% Unscalable

CPU Clock Frequency
(MHz)

Handler Latency
(clks) 

Figure 8.1: Scalability of the LynxOS handler latency: 74% unscalability.

For example, we could have used trend analysis on specific characteristics of communication
and scheduling technology, such as context switch time, interrupt handler latency, access time of
I/O bus, and we could have combined this information with Moore’s Law. Probably, the trends
would have shown that the more powerful the processor, the more processor clock cycles it takes
to perform communication and context switching. I.e., the ratio I/O overhead versus processing
power increases over time.

A first indication that this claim is true, can be obtained by analysing the performance numbers
in Table 7.1. For convenience reasons, we have duplicated the relevant performance numbers in
Table 8.1.

Figure 8.1 shows the handler latency of LynxOS in CPU clock ticks versus the CPU clock fre-
quency. Notice that for this analysis we have ignored the difference in processor type and OS
version. In case ofperfect scalabilityfrom 133 to 333 Mhz, the number of CPU clock ticks
needed during the handler latency would be identical, so 1729 clks. However, 3663 clks are
needed. To place the 3663 clks into perspective, we have alsocalculated theperfect inscalability
in CPU clock ticks: the number of CPU clock ticks that the handler latency would take in case,
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100 MHz 166 MHz

440 clks

548 clks

730 clks

0% <- Perfectly Scalable

100% <- Perfectly Unscalable

37% Unscalable

CPU Clock Frequency
(MHz)

Handler Latency
(clks) 

Figure 8.2: Scalability of the QNX handler latency: 37% unscalability.

despite of the increase in CPU clock frequency, the absolutetime needed for the handler latency
would remain identical. In case of perfect inscalability, the handler latency would be 4329 clks.
We introduce the inscalability scale, which is 0% for perfect scalability, and 100% for perfect
inscalability. The inscalability of the LynxOS handler latency is 74%. Part of the difference may
be contributed by changes in the LynxOS.

Figure 8.2 shows the same analysis for the handler latency ofQNX for the increase in CPU clock
frequency from 100 to 166 MHz. The inscalability of the QNX handler latency is 37%. For the
QNX analysis, the same QNX OS version and the same processor type are used.

The difference between 74% for LynxOS, and 37% for QNX is high. The major difference
between QNX and LynxOS, i.e., the usage of virtual memory with protection boundaries in
LynxOS, is probably the cause of its inscalability.

Since MESH (1) does not make use of interrupts, and (2) does not cross protection boundaries,
and (3) uses context switches that are very similar to function calls, MESH avoids several po-
tential inscalability sources. The major source of inscalability is I/O access. An I/O access on a
33 MHz PCI bus takes 0.7��, independent of the CPU clock frequency: I/O access is perfectly
inscalable. MESH’s PCI bus access has been minimised to at most once per communicated
message. Further reduction of the number of PCI bus accessesis possible, however, it would
require modifications in the NICs: by making the NICs regularly poll for new communication
instructions from the CPU,all I/O bus accesses by the CPU can be avoided.

Analysis based on technology trends would probably have proven that the ratio I/O overhead
versus processing power increases over time. This means that the efficiency problem of fine-
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grain parallel processing, as addressed by MESH, increasesover time. This strengthens the
design choices made for MESH, and it strengthens the importance of a solution like MESH
for the life-time of the ATLAS trigger. Technology trend analysis could have strengthened the
motivation of the major design decisions made in this Ph.D. thesis. We would recommend the
use of technology trend analysis for designs in which technology plays a major role.

8.2 Spin-offs

This section gives an overview of some spin-off results of this designer’s Ph.D. project. A spin-
off is the result of some cooperation, some project to which the author of this Ph.D. thesis con-
tributed with partial results of the Designer’s Ph.D. project. The DSNIC work resulted in the
following spin-offs and/or projects:

� Fast IEEE 1355 Network Configuration
IEEE 1355 Network Configuration software has been ported to the DSNIC, thereby re-
ducing the time needed to configure a large IEEE 1355 network by a factor of 20. The
DSNIC based Network Configuration software has been used throughout the ARCHES
and ARCHES II projects to configure 1 Gbit/s IEEE 1355 switch prototypes.

� Industrial interest for DSNIC
Industry contracted by the European Space Agency (ESA), investigating DS link technol-
ogy for applications in space, has shown interest in the DSNIC hardware and accompany-
ing firmware to build a prototype space application.

� Handel-C investigation
The DSNIC firmware, i.e., its design and implementation, hasbeen used as a baseline for
a Handel-C investigation. Handel-C is a hardware description language, similar to VHDL,
that is based on (some of) the principles of Communicating Sequential Processes (CSP).
Handel-C is claimed to provide a higher level of abstractionthan VHDL, and therefore to
reduce the implementation time significantly. The higher level of abstraction can however
make it more difficult to implement the performance-critical aspects of firmware. The
DSNIC firmware, a “high-bandwidth I/O design”, has been usedas the basis for a Handel-
C redesign. The Handel-C redesign achieved the same performance. This increases the
confidence that Handel-C is also suitable for performance-critical applications.

The MESH work, or cooperation during the period that MESH wasbeing developed, resulted in
the following spin-offs:

� Cooperation with Alteon WebSystems
MESH uses the Alteon AceNIC to access Gigabit Ethernet. At the time the implementa-
tion of MESH started, the Alteon AceNIC was still being developed. MESH was one of
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the first developments that actually pushed the performanceof the Alteon AceNIC to its
limits. As a spin-off of the MESH work, a number of performance and reliability problems
have been identified in the AceNIC that were invisible under less stressing conditions. Al-
teon WebSystems incorporated solutions to these problems in their next-release AceNIC.
Currently, the AceNIC is a 3COM product.

� Cooperation with the University of Kent at Canterbury
During the development of MESH, we have cooperated with the University of Kent at
Canterbury in two projects: one regarding the thread scheduler[25], and one regarding
automated poll insertion[19]. The results of these collaborations have been incorporated
in this thesis. Furthermore, these results have contributed to the work performed in Kent.

� Collaboration with L übeck Medical University
In the context of the ARCHES II project, CERN collaborated with Lübeck Medical Uni-
versity to enable a cost-effective implementation of a number of their computation inten-
sive medical applications on a Gigabit Ethernet based Network of Workstations. For these
applications, MESH is being used as the parallel-processing platform. Furthermore, the
author contributed to the detailed design of the parallel processing library, called HPCC,
used in Lübeck[94].

� MESH-based Ethernet Testbed
At CERN, MESH has been used to build a testbed[31][103] to test the performance and
reliability characteristics of Ethernet switches. The Ethernet Testbed uses a farm of PCs
to generate and absorb network traffic that is communicated through Ethernet switches.
Timing aspects of the network traffic are investigated, allowing detailed investigation of
the performance of the Ethernet switch. The results of the Ethernet Testbed have been
discussed with the switch manufacturers to obtain in-depthunderstanding.

Furthermore, the results have been used as input for modelling activities within CERN.
These modelling activities aim at predicting the performance and reliability aspects of
large (ATLAS Level-2 size) Ethernet networks under realistic conditions.

The author of this thesis has been strongly involved in all aspects of the Ethernet Testbed
project: the project initiation, the design and implementation of the testbed, and the inter-
pretation of the results.

8.3 Evaluation of the project goals

This section compares the realised Ph.D. project to the proposed Ph.D. project, as set out in the
Ph.D. project proposal[18], dated October 1996.

Two artefacts were proposed to be delivered by the Ph.D. project:

� Communication Module
The Communication Module is a hardware board with accompanying software and
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firmware, that allows commodity processors to be interconnected via a IEEE 1355 net-
work. It should allow for multiple logical communication channels across the physical
network interface, and it should provide reliable end-to-end communication.

� Network Management Software
The Network Management Software should detect, localise, characterise, recover, and re-
port on failures in the communication network.

In December 1996, the Ph.D. project started off as planned. The Ph.D. work concentrated on
the development of the Communication Module, because the availability of an operational Com-
munication Module is a precondition for an initial investigation of the Network Management
Software.

The Ph.D. project followed a cyclic approach, as planned in the project proposal. The first cycle,
the DSNIC cycle, was strongly based on the ideas and researchof the T9000 transputer. Research
had proven that the T9000 transputer is suitable for building the LVL2 trigger[88]. As a result of
this strategy, there was little need to focus on LVL2 specificrequirements: if we would be able to
build a solution similar to the T9000 transputer, a suitablesolution for the ATLAS trigger would
have been found. The strategy gave a clear focus, and a clear baseline.

In line with the T9000 functionality, we had decided to ignore the fault-tolerance requirements;
we decided to concentrate on the performance requirements first. During the first cycle, the
design for the DSNIC was made, and implemented in software and firmware – see Chapter 4.
Furthermore, as a first step towards the Network Management Software, IEEE 1355 network
configuration software had been ported to the DSNIC. Thereby, the time needed to configure a
large IEEE 1355 network was reduced by a factor of 20 – see Section 8.2.

At the end of 1997, it became clear that projects using the 100Mbit/s IEEE 1355 technology
used by the DSNIC Communication Module could no longer be financed by the EU ARCHES
project. This introduced a drastic technology change in this Designer’s Ph.D. project.

As a replacement of the IEEE 1355 network technology, Gigabit Ethernet technology was the
best option. Using this technology, the EU Project ARCHES IIwould finance the project. For
more details on the motivation of the ARCHES project for suchchange, see Section 1.3.2. Until
the moment of change, the Ph.D. project had been built strongly on the DSNIC hardware. Even
the goals in the Ph.D. Project Proposal were strongly inspired by the T9000 and IEEE 1355 base-
line. Different technology meant different hardware. While finishing the work on the DSNIC,
we went searching for commodity Gigabit Ethernet hardware,and support for that hardware, to
allow us to continue the work on the Communication Module.

At that point, April 1998, the second cycle of the Ph.D. project started. During the second cycle,
MESH has been designed, implemented, and characterised. The design of MESH was strongly
based on the experience with the DSNIC. The author’s knowledge of the ATLAS second level
trigger had to increase significantly, since it was clear that the requirements could only be met
by allowing MESH to be tailored to its specific use.

In the first period of the MESH project, much time was spent on extracting the boundary con-
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ditions. Extraction of boundary conditions took much time because of the many opinions of the
many different researchers within the ATLAS trigger community. Everyone had their own scope,
their own interests, targets, motivation, cultural and political background, and financial support.
Obtaining, on short term, a view on which everyone agrees is impossible, and definitely outside
the scope of this Ph.D. project.

In general, software and hardware design for the ATLAS second level trigger is a highly dynamic,
but slowly evolving process, with high uncertainties on many, even crucial, system aspects. The
decision process is slow. Often, design decisions are postponed as long as possible, usually for
political reasons. Many opinions on the design exist. Many possibilities are being kept open.

It has been difficult to place the Ph.D. project firmly within such an ever changing context. As
a solution, we decided to describe the diversity of the context, see Chapter 2. Thereby, we
pinpointed the diversity in the context explicitly, and generated a baseline for identifying the
requirements and deriving the design.

From the start of the second cycle, i.e., MESH, it was clear that the change to Ethernet technology
made it difficult to continue the work on the Network Management Software. Ethernet switches
were at that time still in an immature state. It was too early to start pragmatic research in fault-
tolerance issues of Ethernet switches. Furthermore, otherproblems, related to performance and
scalability, were of much more immediate interest to CERN. Therefore, for the second cycle of
this Ph.D. project, we decided to concentrate on the Communication Module only.

For a long time, fault-tolerance issues have been overlooked, or even structurally ignored in
ATLAS LVL2 research. Research concentrated mainly on performance and scalability issues.
At the end of the Ph.D. project, the Network Management Software, i.e., solving fault-tolerance
issues at network level, is still a relevant topic of research. It should however be investigated
within a wider scope than just the network: for the ATLAS second level trigger as a whole. The
author has proposed such project as a follow up to his work, see Section 8.4.

8.4 Future work

At the end of 1999, MESH was successfully being used within a prototype of the ATLAS trigger.
Other organisations, e.g. CMS[34] and Fermilab, have showninterest in MESH. MESH’s suc-
cess has led to requests for extensions and refinements. CERNhas decided to maintain MESH
for the foreseeable future. The integration with the Reference Software will be further improved.

Over the last years, shared memory multiprocessor PCs, so-called Symmetrical Multi Processing
(SMP) machines, have become widely used. The price-per-processor ratio is lower for dual-
processor SMP PCs than for single-processor PCs because, apart from the processor, all the PC’s
hardware is shared. However, by sharing resources such as memory and I/O busses, the per-
processor performance may be lower. For the ATLAS trigger, the price/performance of a SMP
machine is expected to be better than the price/performanceof a single processor machine. For
this reason, CERN has initiated projects to extend MESH withsupport for SMP machines.
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A first project [76][77] was started in cooperation with the post-graduate designers course in
software technology at the Stan Ackermans Institute, Eindhoven University of Technology. Af-
ter that, the University of Malta, which already had experience [121] in the area of scheduling
techniques for multiprocessor machines, showed interest in a closely related topic. A project in
which load balancing aspects in fine-grain parallel applications on SMP machines were investi-
gated, was started at the University of Malta[122].

In the summer of 1999, Alteon WebSystems released the firmware of their GE NIC. This allows
outsiders to adapt the firmware of the GE NIC to service specific needs. In cooperation with
the university of Malta, CERN has initiated the following projects that involve customising the
firmware of the GE NIC:

� Long messages
The firmware of the GE NIC will be adapted to allow zero-copy message communication
in MESH without the 1.5 KBytes limit in the message length.

� Event and RoI building
The I/O overhead within the ATLAS trigger application can further be reduced by off-
loading ATLAS specific functionality onto the firmware of theGE NIC. The aim of this
project is to off-load the complete request-response communication needed to collect the
image fragments within a RoI, or even within a complete image.

� Gigabit Ethernet Traffic Generator
At CERN, MESH has been used to build an Ethernet testbed that allows the performance
of Ethernet switches to be measured. For Fast Ethernet, MESHis capable of achieving the
full bandwidth; however, for Gigabit Ethernet the performance is limited, mainly due to
the limits of the PCI bus.

In this project, the firmware of the Alteon AceNIC will be customised for traffic gener-
ation, thereby extending the achievable performance range. The Gigabit Ethernet Traffic
Generator will allow Gigabit Ethernet switches to be thoroughly tested.

The disadvantage of the ‘long messages’ project, and the ‘event and RoI building’ project for
ATLAS is that the solutions are specific for the Alteon AceNIC; it would make ATLAS dependent
on hardware from a specific vendor. It is an open question whether such a reduction in I/O
overhead can justify the dependence on a single vendor.

Furthermore, the fault-tolerance aspects of the ATLAS Second Level Trigger require more at-
tention. The author of this thesis has proposed the initiation of a project on this topic. Such
project[78] would have to address the fault-tolerance aspects of each of the ATLAS Level-2
components, i.e., Supervisor, ROBs, Workstations, and Network, in an integral way. One aspect
of that project would involve addressing the requirements of the Network Management software
as stated in the Ph.D. project proposal[18].
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8.5 Reusable design aspects

In this section, we identify aspects of the design made during the Ph.D. project that may be
useful in a scope that is wider than the ATLAS trigger application. The identified aspects are
not necessarily directly usable in other designs, however,they could trigger other designers to
consider the proposed alternative.

8.5.1 The network as the hardware-software interconnect

Scope: multi-access special-purpose data processing boards.
Special-purpose hardware that interacts with workstations is typically implemented as hardware
boards that connect to the I/O bus of a workstation. This is anefficient solution in case only
a single workstation needs to access the facilities provided by the special-purpose hardware. If
however, in a parallel processing environment, multiple workstations need to have access to those
facilities, a different solution may be considered, see Section 2.5.3 and Section 2.12.4. Consider
connecting the special-purpose hardware directly to the network, i.e., provide it with its own
network access ICs, and use the network as the hardware-software interconnect. Advantages of
this approach compared to an approach in which a workstationis responsible for multiplexing
the access to the boardcanbe: (1) the scalability of the network can be exploited to access the
special-purpose hardware, (2) the access time is reduced, (3) reduction in system costs. However,
this solution requires the network to be accessible by special-purpose hardware at low costs.
Ethernet fulfils these requirements.

8.5.2 Polling

Scope: high-frequent synchronisation.
In case of high-frequent I/O, consider the use of polling to avoid the overhead of high-frequent
interrupts, while maintaining a low reaction latency, or even improving it, see Section 6.2. A
quantitative comparison between these two alternatives ispresented in Section 7.1.

8.5.3 Compiler-optimised user-level scheduling

Scope: efficient execution of fine-grain parallel applications.
Using a combination of context switch optimisation techniques, i.e., user-level scheduling, active
context saving, and inline context switching, the overheadof a context switch can be reduced to
overhead of a function call, see Section 6.2.3. Consequently, fine-grain parallelism can be applied
with a negligible performance penalty.
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8.5.4 Low-overhead hardware access

Scope: high-frequent access to I/O cards.
Section 6.3.3 describes several generally usable techniques to efficiently exchange information
between hardware boards and workstations via the I/O bus, i.e.: user-level hardware access and
cached polling.

8.5.5 Zero-copy processing

Scope: software performance optimisation.
Copying data in a workstation’s memory is an expensive and often unnecessary operation, see
Section 6.3.4. It is expensive because it is memory intensive, and because it destroys the contents
of the processor cache. Consider avoiding data copying in performance-critical applications.

8.5.6 Failure acceptance

Scope: low-cost parallel computing.
Parallel computing applications are typically dependant in their implementation on fault-free
communication, i.e., a communication fault would be considered fatal, see Section 7.3.

Alternatively, parallel computing applications could be implemented using simple failure detec-
tion and recovery mechanism, see Section 6.3.5. This way, low-cost commodity networks of
workstations can be used as the parallel computing platform. The granularity of failure detection
and recovery can be chosen: from recovery on per-communication basis to recovery on per-result
basis. The choice depends on the probability of failure and on the impact of the failure recovery.

8.5.7 Performance impact of API

Scope: API design.
Aspects of the API, that at first sight look like unimportant details, can have a significant impact
on the performance. One example is the data reception interface in Section 6.3.4. The inter-
facereceive(port, address, length) complicates the implementation of zero-copy
communication significantly, whereasMessage* receive(port) allows the implementa-
tion of zero-copy communication even using commodity Ethernet NICs.

A second example of the API influencing the performance is thedecoupling between thread con-
struction and thread execution, see Section 6.4. By doing so, fine-grain parallelism is provided at
much lower cost compared to a solution in which thread construction and execution is combined
into a single API call.

A third example, see Section 6.4, is an explicit limitation in the functionality provided by
the API, thereby avoiding the application designer from introducing a certain, otherwise eas-
ily made, scalability problem. Consider the API that allowsfan-in from multiple ports:int
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Thread Select(Port* p1, Port* p2, ..., NULL) . This API function requires
the set of inputs to be specified at compile time, the number ofPorts for each select function
is therefore constant. Because of the unavailability of a select function that takes a variable num-
ber of Ports, e.g.,int Thread Select(Port** ports) , the application designerhas to
exploit the many-to-one behaviour of Ports for fan-in situations. The application designer there-
fore cannot choose a fan-in solution of which the performance degrades with the system size.
Consequently, by limiting the API, mistakes of the application designer that would lead to a
scalability problem are avoided.

8.5.8
����

fan-in communication

Scope: scalability of parallel applications.
Many-to-one communication to a single logical end-point allows reception of data from multi-
ple communication start-points to be implemented in����, see Section 6.3.8. Typically, when
point-to-point connections are used, reception of a message from any of

�
communication start

points is an����
operation, which could introduce a scalability problem forlarge scale parallel

applications. In situations where scalability is important, investigate whether the implementation
of the fan-in communication is����; redesign the fan-in structure when scalability problems are
expected.

8.6 Conclusions

This Ph.D. project has been performed at CERN, while collaborating with other institutes. Many
of the different aspects of the deliverables named DSNIC andMESH have lead to different forms
of collaboration.

The Ph.D. project has used an incremental, solution driven,pragmatic, natural, and effective
development approach. It consisted of two major development cycles: DSNIC and MESH. Po-
litical, financial, and technical reasons have led to a majorchange in between the two cycles.
Still, the second cycle strongly exploited the experience gained during the first cycle. The Ph.D.
project took place in a highly dynamic environment with highuncertainties on even crucial sys-
tem aspects.

CERN is supporting MESH for the foreseeable future, such that it can be further used for proto-
typing activities in the context of ATLAS, or other experiments. Furthermore, projects have been
started that will expand MESH’s capabilities even further.

Several aspects of the design presented in this thesis are reusable by designers operating in a
scope different from the ATLAS trigger application.
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Summary

CERN is the largest laboratory for particle physics in the world. At the laboratory, the fundamen-
tal structure of matter is studied. Over the last 40 years, CERN has built a number of accelerators,
which has enabled the study of particle collisions at ever increasing energies.

From 2005 on, CERN expects to have a new accelerator available for experiments: the Large
Hadron Collider (LHC), with a circumference of 27 kilometres. CERN is currently designing
and constructing the experiments for this accelerator.

ATLAS is one of the four approved experiments for the LHC. TheATLAS detector produces 40
TeraBytes/s of data. This data rate has to be reduced to 100 MBytes/s, a feasible rate for storage
in a mass storage system. Only a fraction of all data is interesting. A computer system, called
the trigger, selects the interesting data through real-time data analysis.

The trigger consists of three subsequent filtering levels: LVL1, LVL2, and LVL3. LVL1 will
be implemented using special-purpose hardware. LVL2 and LVL3 will be implemented using
a Network Of Workstations (NOW). This designer’s project focuses on the ATLAS LVL2 trig-
ger, a system that reduces the data rate from 100 GigaBytes/sto 1 GigaByte/s. Aiming at a
cost-effective solution, the design is based on a NOW, builtfrom commodity products: PCs
interconnected by switched Fast and Gigabit Ethernet.

A major problem is to make efficient use of the computing poweravailable in each workstation.
The computer programs for the trigger are intrinsically fine-grain: typically once per 4000 in-
structions, each workstation has to perform communication. If the communication and schedul-
ing facilities of a standard operating system would be used to build the trigger, each workstation
would have less than 30% of the time available for computation. To avoid this inefficient use of
computing power, communication and scheduling facilitiesthat are more efficient are required.

The major contribution of this designer’s project is an infrastructure named MESH. MESH en-
ables CERN to cost-effectively implement the LVL2 trigger.Furthermore, due to the use of
commodity technology, MESH enables the LVL2 trigger to be cost-effectively upgraded and
supported during its 20 year lifecycle. MESH facilitates efficient parallel processing on PCs
interconnected by Ethernet.

Over the years, efficient Input/Output (I/O) for workstation clusters focused on parallel comput-
ing has had much attention. In that context, fault-tolerance issues, such as fault confinement and
failure behaviour, have either been ignored or given very little consideration. Since these fault-
tolerance issues are of major importance to the ATLAS trigger, the software systems resulting
from such research could not be used. On the other hand, individual techniques, resulting from
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such research, have proven to be essential.

This work combines the latest techniques to equip workstations with efficient I/O. It extends this
research to the use of commodity hardware instead of specialised hardware. The I/O system
is tightly integrated with an efficient special-purpose scheduler. Some of the latest scheduling
techniques, developed in the context of parallel computing, have been adapted and improved. In
addition to this, the developed system addresses the trigger’s fault-tolerance requirements, while
maintaining an application interface with a high level of abstraction.

CERN considers an Ethernet-based solution for LVL2 to be very promising, and has there-
fore developed an Ethernet-based prototype of the ATLAS LVL2 trigger. This prototype
uses MESH as communication and scheduling infrastructure.CERN has recognised the im-
portance of MESH for LVL2 – research to further exploit MESH has already been initi-
ated.
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Samenvatting

CERN is ’s werelds grootste onderzoekscentrum voor elementaire-deeltjesfysica. In dit laborato-
rium wordt de fundamentele structuur van materie bestudeerd. Daarom heeft CERN gedurende
de afgelopen 40 jaar een aantal deeltjesversnellers gebouwd. Deze hebben de studie naar bot-
singen tussen deeltjes met een steeds weer grotere energie mogelijk gemaakt.

CERN verwacht om vanaf 2005 over een nieuwe deeltjesversneller te beschikken: de Large
Hadron Collider (LHC), met een omtrek van 27 kilometer. Momenteel ontwerpt en ontwikkelt
CERN experimenten op het gebied van hoge-energiefysica voor deze deeltjesversneller.

ATLAS is één van de vier goedgekeurde LHC experimenten. DeATLAS detector produceert
40 TeraBytes/s aan gegevens. Dit moet worden teruggebrachtnaar 100 MBytes/s om langdurige
opslag van de gegevens mogelijk te maken. Slechts een fractie van alle gegevens is interessant.
Een computer systeem, de trigger genaamd, selecteert de interessante gegevens via real-time
analyse.

De trigger bestaat uit drie opeenvolgende filters: LVL1, LVL2, en LVL3. LVL1 zal bestaan
uit speciaal ontwikkelde hardware. LVL2 en LVL3 zullen worden gebouwd met een Netwerk
Of Workstations (NOW). Dit proefontwerp richt zich met nameop de ATLAS LVL2 trig-
ger, die 1 GigaByte/s aan interessante gegevens moet selecteren uit een gegevensstroom van
100 GigaBytes/s. Mikkend op een oplossing met geringe kosten, richt dit proefontwerp zich
op het gebruik van commodity technologie, d.w.z. commerci¨eel en veel gebruikt: een NOW
bestaande uit PCs verbonden via Fast en Gigabit Ethernet switches.

Het efficiënt gebruik van de rekenkracht van elk werkstation is een groot probleem. De compu-
terprogrammatuur voor de trigger is intrinsiek fijnkorrelig: doorgaans moet het werkstation voor
elke 4000 machineinstructies aan rekenwerk een bericht zenden of ontvangen via het netwerk.
Stel dat voor het bouwen van de trigger de communicatie- en schedulingfaciliteiten van een
standaard besturingssysteem worden gebruikt. In dat gevalzou elk werkstation minder dan 30%
van zijn rekenkracht beschikbaar hebben voor gegevensanalyse. Om dit inefficiënt gebruik van
rekenkracht te voorkomen zijn efficiëntere communicatie-en schedulingfaciliteiten nodig.

De grootste bijdrage van dit proefontwerp is een infrastructuur, MESH genaamd. Met MESH
kan CERN de LVL2 trigger, tegen relatief geringe kosten, zowel initieel verwezenlijken als
gedurende z’n levensduur van 20 jaar onderhouden en verbeteren. MESH maakt het mogelijk om
met Ethernet verbonden PCs efficiënt te gebruiken voor fijnkorrelige parallelle gegevensanalyse.

Gedurende de afgelopen jaren is er voor parallelle rekentoepassingen ook elders veel onderzoek
gedaan naar het verkrijgen van efficiënte communicatie voor clusters van werkstations. In die
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context is fault tolerance buiten beschouwing gelaten, of is daar weinig aandacht aan besteed.
Fault tolerance is van groot belang voor de ATLAS trigger. Daarom zijn de softwaresystemen
die elders als resultaat van andere onderzoeken ontwikkeldzijn niet bruikbaar voor LVL2. Van de
andere kant wordt in dit proefontwerp wel dankbaar gebruik gemaakt van individuele technieken
die uit onderzoek elders zijn voortgekomen.

In dit proefontwerp zijn recent ontwikkelde technieken voor efficiënte communicatie tussen
werkstations gecombineerd en uitgebreid. Ook is de beperking tot het gebruik van commodity
hardware, in plaats van gespecialiseerde hardware, in achtgenomen. Verder is het communica-
tiesysteem op een nauwgezette manier geı̈ntegreerd met eenefficiënte en speciaal ontwikkelde
thread scheduler. Een aantal recent ontwikkelde scheduling technieken zijn gebruikt en verbe-
terd. ATLAS-specifieke eisen betreffende fault tolerance en real-time zijn ook in ogenschouw
genomen. Bovendien heeft het application programmer’s interface een hoog abstractieniveau
behouden.

Voor CERN is een op PCs en Ethernet gebaseerde oplossing voorLVL2 zeer interessant. CERN
heeft daarom een prototype van die trigger gebouwd, daarbijgebruikmakend van MESH als in-
frastructuur voor communicatie en scheduling. CERN erkenthet belang van MESH voor LVL2 –
onderzoek om MESH verder te benutten is reeds gestart.
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