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Abstract

We consider the following on-line scheduling problem. We have to schedule n independent jobs, where
n is unknown, on m uniform parallel machines so as to minimize the makespan; preemption is allowed.
Each job becomes available at its release date, and this release date is not known beforehand; its pro
cessing requirement becomes known at its arrival. We show that if only a finite number of preemptions
is allowed, then there exists an algorithm that solves the problem if and only if 8i-1 /8i $ 8i /8i+! for all
i =2, ... , m -1, where 8i denotes the ith largest machine speed. We also show that if this condition is
satisfied, then O(mn) preemptions are necessary, and we provide an example to show that this bound
is tight.

Keywords: on-line algorithms, preemptive scheduling, uniform machines.

1 Introduction

We consider a scheduling problem in which n independent jobs J1 , ••• , I n have to be processed
on m parallel machines M}, .. . , Mm , where n is unknown. Each machine can handle at most
one job at a time and each job can be executed on at most one machine at a time. Job j
becomes available for processing at its release date Tj, which is not known beforehand; it has
a processing requirement Pj, which becomes known at its release date. Preemption is allowed,
Le., the processing of any job may arbitrarily often be interrupted and resumed at the same
time on a different machine or at a later time on any machine. The machines are assumed
to be uniform, Le., the speed 8. with which Mi executes the jobs may differ per machine;
complete execution of Jj on Mi requires Pj /8i time units. We assume that the machines
are ordered according to nonincreasing speeds. Our objective is to minimize the maximum
completion time; note that, since at any point in time only information is available about the
jobs that have arrived, we have to resort to on-line algorithms.

In our model, all jobs have release dates, which is not the case in all of the on-line
scheduling literature. Another situation that has been analyzed is the one in which the
sequence of all jobs is available at the beginning, but the jobs are not known a priori, Le., Jj
remains unknown until Jj-l has been scheduled. As soon as Jj appears, it must irrevocably
be assigned to one or more time slots of one or more machines (e.g., see [Bartel, Fiat, Karloff
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& Vohra, 1992; Chen, Van Vliet & Woeginger, 1994]). Also the fact that the assignment
is irrevocable is different from our model, because we assume that the remaining processing
time of a job can entirely be rescheduled at any point in time after its arrival.

A special case of our variant concerns the case in which the machines are assumed to
be identical and the objective is to schedule all jobs to meet a common deadline. Hong &
Leung [1992] prove that for this variant it is possible to create a feasible schedule on-line, if
such a schedule exists. Their algorithm can also be used to minimize the makespan, because
it only uses the knowledge of the value of the deadline to stop the algorithm in an early
stage if possible. Labetoulle, Lawler, Lenstra & Rinnooy Kan [1984] present a nearly on-line
algorithm that solves the uniform machine case, where nearly on-line refers to the situation
that it is known when the next job will arrive. The existence of this algorithm implies that if
jobs can only arrive at given points in time, then we can solve our problem by just considering
every such moment as a possible arrival time.

In Section 2 we show that if the machines are capable of processor sharing, then we
can solve our problem without time-discretization. By processor sharing we mean that the
processing capacity of a given subset of machines can be equally shared by a given subset
of jobs; each job can still only be executed on at most one machine at a time. Note that
processor sharing requests an infinite number of preemptions. In Section 3 we prove that,
for each instance, all optimal schedules have the same structure at any time. This will be
the basis of the rest of the paper. In Section 4, we give a necessary and sufficient condition
on the machine speeds for which processor sharing is not needed to maintain the optimal
structure and thereby an optimal schedule. Finally, in Section 5, we show that the number
of preemptions necessary for optimality is D(mn), if the conditions derived in Section 4 are
satisfied. We also provide an example which shows that this bound is tight.

2 An algorithm with processor sharing

We mentioned above that if processor sharing is allowed, then the problem can be solved to
optimality. This result is closely related to the nearly on-line model considered by Labetoulle
et al. The key observation behind their analysis is that the remaining processing requirements
should be as evenly distributed as possible at any arrival time. More specifically, their nearly
on-line algorithm schedules the jobs such that all the partial sums E;=1 Pj(t) (1 ~ I ~ n) are
minimized at any arrival, where Pj(t) denotes the processing requirement of Jj that still has
to be performed at time t; the jobs are assumed to be ordered such that Pl(t) ~ P2(t) ~ ... ~
Pn(t) at any point in time t. Each time that a job arrives, the algorithm determines which
part of each job has to be processed before the next arrival such that all partial sums are
minimal when the next job arrives. After that, it schedules these parts in the interval between
the two release dates by using the Gonzalez-Sahni algorithm for Q/pmtnlCmax [Gonzalez &
Sahni, 1978]. The notation we use to describe scheduling problems is the same as Lawler,
Lenstra, Rinnooy Kan & Shmoys [1993]. The optimality of this strategy follows from the
well-known result of Horvath, Lam & Sethi [1977] that at time t the minimum time needed
for completing the n currently available jobs is given by

max E;~1 Pj(t) (1)
1$l:$n E j =1 Sj

For simplicity of exposition, we assume that there are at least as many machines as there
are jobs. This can be achieved by adding max{O,n - m} dummy machines with processing
speed zero. Condition 1 implies that an on-line algorithm is optimal if it minimizes all partial
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sums E~=l pj{t) for all available jobs at any time t. This boils down to considering any time
as a possible arrival time.

The on-line algorithm in which processor sharing is allowed, which from now on is denoted
by I, has the property that at any time it processes the k longest jobs exclusively on the k
fastest machines. As a result of this property, algorithm I minimizes all partial sums at any
time, and therefore it produces optimal schedules. The property also implies that the relative
order of the jobs does not change, i.e., for every pair of jobs, the processing requirement of one
of the jobs is greater than or equal to the processing requirement of the other job during its
total execution. The key observation behind this algorithm is that it is necessary to determine
when jobs become of equal size; from that moment on, they should share the machines they
occupy. Horvath et al. make this observation for the corresponding off-line problem without
release dates. They prove that an algorithm produces optimal schedules when based upon
this rule. The algorithm I is the same as the first phase of their algorithm if all jobs have
the same release date.

Algorithm I keeps jobs equally sized from the moment they become equal until they are
completed. This is possible due to processor sharing. If processor sharing is not allowed, then
it is impossible to keep jobs equally sized and thereby to minimize all the partial sums at any
time. Hence, having no additional information about future requests may cause difficulties in
determining an optimal schedule.

3 Structure of the optimal solution

In the literature, on-line algorithms are often studied in a sort of request-answer game. In such
a game an adversary makes a sequence of requests, which are served one by one by the on-line
algorithm. In this paper, we take the place of the adversary, who tries to create instances
for which a given on-line algorithm fails to generate an optimal schedule. For creating such
instances it is important to study the structure of optimal schedules. If no more jobs would
arrive after time t, then the schedule created by algorithm I (for which processor sharing
is allowed) has a staircase structure as presented in Figure 1. The schedule consists of q

B 1(I) I
I

,
B2(/)

,,,

· :
· ,, ·. · ·· ·· ·· ·· ,

I · ,
Bq_1(I) , ···,· ··· ·· ·Bq(/)

, ·· ·· ·· ·· ·· ·· ·· ·
1

Figure 1: Structure of an optimal schedule.

blocks B1(t), ... ,Bq(t), where block Bk(t), consisting of the jobs Jbk_l+I, ••• ,Jbk, occupies
the machines Mbk_l+I, ••• ,Mbk; the index bk of the last job and the length tk of block Bk(t)
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are determined by

L:~=b"_l+lPj(t) db _ {11L:~=b"_1+1Pj(t)_t}tli: = max I an k - max I - Ii: •
b"-1+19:5n " s' "s'L."j=b"_l +1 J L."j=b"_l +1 J

These values can be determined recursively in the order tl, b}, t2, ... , bq , and the number of
blocks, q, in which the schedule is partitioned, follows from this recursion scheme. If we
represent a feasible schedule by a vector of finish times of the machines, where the machines
are ordered according to nonincreasing finish times, then it is possible to order the schedules
lexicographically. The schedule created by algorithm I is the smallest schedule among all
feasible schedules, using this lexicographical order; this follows directly from the fact that I
minimizes all partial sums L:~=1 Pj(t) at any time. Lemma 1 states that in order to solve
Qlpmtn, rjlCmax to optimality anyon-line algorithm should produce a schedule that possesses
the same structure as the one created by algorithm I at any point in time.

Lemma 1. If there exists a time t for which the structure of the schedule created by an
arbitrary on-line algorithm A differs from the structure of the schedule created by algorithm
I, then the adversary can force the algorithm A to get a non-optimal solution.
Proof. Define the workload of a machine at any point in time as the total amount of work that
still has to be executed on this machine if no more jobs were to arrive. Let L1(t), ... ,Lm(t)
and L1(t), ... ,Lm(t) denote the workloads at time t in the schedule created by algorithm I
and algorithm A, respectively. Notice that the total amount of processing still to be carried
out by algorithm I at time t is always less than or equal to the amount that has to be
processed by algorithm· A, since I minimizes the total amount of processing left at time t.
This implies that if there is a machine to which I assigns a bigger workload than A, then
there is also a machine for which the opposite holds.

Suppose that L1(t) = L1(t), ... ,Lk-l(t) = Lk-l(t), and Lk(t) > Lk(t). From the con
struction of the schedule by algorithm I it follows that at time to = Lk(t) / Sk only the machines
M1 up to Mk-l have workloads greater than zero. In the schedule created by algorithm A,
however, not only the workloads on the first k - 1 machines are equal to the workloads in
the schedule created by I, but also Mk has a workload greater than zero. This implies that
the total amount of processing still to be carried out by algorithm A is greater than the total
amount of processing still to be carried out by I at time to. If at time to, m jobs arrive with
sizes Pj(to) = (L1(to)/Sl)Sj - Lj(to) for 1 :s; j :s; m, then the length of the schedule created
by I remains the same, whereas the length of the schedule created by A increases.

Now suppose that L1(t) = L1(t), ... , Lk-l(t) = Lk_l(t), and Lk(t) < Lk(t). Then there
exists a machine M, with I > k for which L,(t)/S, > Lk(t)/Sk, since otherwise algorithm I
would not create the smallest feasible schedule. Again, if we wait until time to = Lk(t)/Sk,
then L1(to) = L1(to), ... ,Lk-l(tO) = Lk-l(tO), L/(to) > Ll(tO)' and all other loads in the
schedule created by I are equal to zero. Analogously to the foregoing part, the adversary can
cause algorithm A to fail. 0

Lemma 1 proves that the structure of the schedule constructed by algorithm I is the only
possible structure to ensure that optimality is maintained at all times. Hence, the adversary
can cause an on-line algorithm to fail only if it can force the algorithm to create a schedule with
a different structure. Because of this, we refer to the structure of the schedule constructed
by algorithm I as the optimal structure.
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4 Influence of speed ratios

In this section, we show that there is a necessary and sufficient condition on the machine
speeds, for which there exists an on-line algorithm that cannot be made to fail in finding an
optimal solution, even if only a polynomial number of preemptions is allowed. This excludes
processor sharing.

As we showed in Section 3, every optimal schedule has the same structure at any time.
Hence, if an on-line algorithm creates a schedule that possesses this structure at every moment,
then it is guaranteed to produce an optimal schedule. This implies that an algorithm produces
optimal schedules if the arrival of jobs does not cause a deviation from the optimal structure.

Given a schedule created by an on-line algorithm, the adversary has to find a time t at
which the arrival of a specific job will cause the algorithm to deviate from the structure
obtained by algorithm I. As Lemma 2 shows, it is not always possible for the adversary to
do this.

Lemma 2. There exists an on-line algorithm that solves Qlpmtn, r jlCmax to optimality with
out processor sharing if

81-1 < 2L for all 1 < I < m. (2)81 - 81+1
Proof. Consider an arbitrary schedule with the optimal structure after n jobs have arrived.
We want to determine how the structure changes if at an arbitrary time t a job of size P
arrives. Suppose that the kth block is the first one that is going to differ from the current
structure. The change is caused by the new job so the length of the block is equal to

P+I:~~t_l +l Pj(t)
max

bk-l +l$l$n+l ""I 8·LJj=bk _ 1 +1 3

where 8 n+l = 0 if n + 1 > m. Suppose that the largest index for which the maximum is
reached is 1*. Then we clearly have that

'·-1 /1-1

p+ L Pj(t) p+ L Pj(t)
j=bk_l +1 j=bk- 1 +1

I· ~ -'-""':"-;:11""':":"'---

L 8j L Sj
j=bk_l +1 .j=bk- 1+1

(3)
'·-1 /2 -1

p+ L Pj(t) p+ L Pj(t)
j=bk_l +1 j=bk - 1 +1 r I 1* I

I. > 12 lor all 2, < 2 ~ n +1.

L 8j L 8j

j=bk_l +1 j=bk_l +1
These conditions impose upper and lower bounds on the size P of the new job. As we show
in Appendix A, the conditions for the existence of a job for which Condition 3 holds can be
written as

I· /2-1 12 '·-1
L 8j LPj(t) < L Sj LPj(t) forall bk-l + 1 ~ It ~ 1* < h ~ n+ 1. (4)

j=/1 +1 j=l· j=I·+l j=11

Now suppose that bk1 -1 +1 < 1* ~ bkl for some k1 ~ k, which implies that the block contains
only a part of block k1 of the current structure. Then Condition 4 should certainly hold for
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11 =bkl-1 + 1 and 12 = bk1 + 1. For these specific 11 and 12 the condition becomes
'* bkl bkl +1 1*-1

~ Sj ~ Pj(t) < ~ Sj ~ Pj(t). (5)
j=bk1 - 1+2 j=l* j=I*+1 j=bk1 -1 +1

This condition is satisfied most easily if within the current block Bkl the partial sum of the
first 1* - bk1 -1 jobs is maximal and the partial sum of the other jobs in this block is minimal,
Le., if

1*-1 '*-1 bkl bkl

~ Pj(t) = tkl ~ Sj and ~ Pj(t) = tkl ~ Sj,

j=bkl +1 j=b"l +1 j=l* j=l*

where tk1 is the length of block k1• After inserting these values for the Pj(t)'s, Condition 5
becomes

1*-1

~ Sj

j=b"I-I+1

1*

~ Sj

j=b"1-1+2

But Condition 2 implies that
1*-1 bkl

~ ~ ~~
j=b"I-I+1 < ... < 81*-2 +SI*-1 < SI*-1 <~ < SI* +SI*+1 < ... < j=l*

1* - - SI*-1 +SI* - SI* - SI*+1 - SI*+1 + SI*+2 - - bkl +1

~ Sj ~ Sj
j=bkl-1 +2 j=I*+1

which is a contradiction. It follows that the maximum is reached at the end of a block of
the current structure, Le., 1* = bkl - 1 + 1 for some k1 ~ k. Since this is true for all possible
Pj(t) values within the bounds induced by the current structure, we know that the block that
includes the new job is the same as the one in the schedule constructed by I.

For the rest of the schedule to be equal to the one constructed by I, it is sufficient to
prove that all new blocks only include total current blocks and never just a part of a current
block. Note that for the jobs frQm every current block k2 ~ k1 + 1 we have

1-1 1-1 1-1 b"2 b"2 bk2

~ Pj(t) ~ Pj(t) ~ 8j ~Pj(t) ~ Sj ~Pj(t)
j=b"2+1 = j=b"2+1 j=b"2+1 < j=1 j=1 = _i=_I__

I 1-1 I - b"2 bk2+1 bk2+1

~ Sj ~ Sj ~ Sj ~ Sj ~ Sj L Sj
j=bk2 +2 j=bk2 +1 j=b"2 +2 j=1 j=l+l j=/+1

This implies directly that the new blocks are composed of complete blocks of the current
structure. Hence, under Condition 2 it is possible for an on-line algorithm to maintain the
optimal structure without the need of processor sharing. 0

Lemma 2 shows that processor sharing is not always necessary for an on-line algorithm to
create optimal schedules. Lemma 3 shows that Condition 2 is not only sufficient, but also
necessary to guarantee optimality without processor sharing.

Lemma 3. There does not exist an on-line algorithm that solves Qlpmtn, r jlCmax to opti
mality in case processor sharing is not allowed if for some index 1 (1 < 1 < m)

SI-1 > ~. (6)
SI SI+l

6



Proof. Suppose that 1* is the first index for which sl-tlS/ > s,fsl+1. Consider the following
instance:

{
rSj for all 1 ~ j ~ 1* - 2,

Pj = !(S/*-1 + s/*) for all 1* -1 ~ j ~ 1*,
where r is some constant satisfying

S/* +S/*+1r> .
2s/*+1

Algorithm I assigns job Jj to machine Mj (j = 1, ... ,1* - 2), and it assigns the jobs J/*-1
and J/* to both machine M/*-1 and MI*. Anyon-line algorithm A has to make the same
assignment to solve the problem to optimality. But since processor sharing is not allowed,
algorithm A cannot decrease the processing requirements of jobs J/*-1 and J/* equally fast.
Hence, from a certain time to onwards, M/*-1 will only process J/*-ll and M/* will only
process J/*. If we denote the remaining processing times of the jobs in the schedule created
by I and A by Pj(to) and Pj(to), respectively, then

-.(t ) _ { (r - to)Sj for all 1 ~ j ~ i* - 2,
p) 0 - !(1- to)(S/*-1 +s/*) for all i* - 1 ~ j ~ i*,

and
. _ { (r - to)Sj for all 1 ~ j ~ i* - 2,

p)(to) - (1- to)Sj for all i* - 1 ~ j ~ i*.

At time to, a job of size P = (1 - to) (SI*S-1 ++ Ssl* )SI*-1 arrives. If we determine the structure
1* 1*+1

of both schedules, then it follows that
/-1 1-1

max{PI(to),p} + L Pj(to) max{PI(tO),p} +LPj(to)
j=1 j=1

I
= (r- to) = max -----1---'----

199*+1

L~ L~
j=1 j=1

Both maxima are reached for! = i* - 2, and the new job is not included in the first block.
But it also follows that

max
1*-199*+1

1-1

max{PI(to),p} + L Pj(to)
j=I*-1

I

L Sj
j=I*-1

/-1

max{PI(to),p} + L Pj(to)
j=I*-1

/

L Sj
;=/*-1

Hence, the structure of the schedule created by algorithm A deviates from the structure of
the optimal schedule, and according to Lemma 1, algorithm A cannot solve the problem
Qlpmtn, rjlCmax to optimality. 0

Lemma 2 and Lemma 3 are combined in Theorem 4, which specifies the borderline between
the instances of Qlpmtn, rjlCmax that are or are not solvable to optimality on-line without
processor sharing.
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Theorem 4. There exists an on-line algorithm that solves Qlpmtn, r jlCmax to optimality
without processor sharing if and only if

81-1 < 2L lor all 1 < I < m.
SI - SI+! J'

o
In the next section, we present an on-line algorithm that solves Qlpmtn, rjlCmax to optimality
without processor sharing if Condition 2 holds. Furthermore, we answer the single remaining
question of how many preemptions are needed to create an optimal schedule if Condition 2
is satisfied.

5 An algorithm without processor sharing

To guarantee optimality, the on-line algorithm must at any arrival determine the block struc
ture as defined in Section 3. Then it schedules each of the blocks with the Gonzalez-Sahni
algorithm for QlpmtnlCmax• Since the Gonzalez-Sahni algorithm produces no more than
2(m - 1) preemptions, and since there are only n arrivals, we know that an upper bound on
the total number of preemption is O(mn).

An instance that requires 0(mn) preemptions is given by m machines with speeds S1, ..• , Sm

and n jobs with r j = j - 1, and Pj =L~1 Si (j = 1, ... , n). Figure 2 shows an example of an
optimal schedule of such an instance consisting of four machines and seven jobs. It is not so
difficult to see that, to maintain the optimal structure at the arrival of Jj, we have to assign
Jj to M1 and all other jobs to a machine with index one higher than the current machine
they are assigned to. This implies that at each arrival every job that is being processed is

M1
1 I 2 I 3 I 4 I 5 I 6 I 7 I

M2
I 1 I 2 I 3 I 4 I 5 I 6 I

M3 I I 2 I 3 I 4 I 5 I

M4
I 1 I 2 I 1 I 4 I

Figure 2: Example of an instance requiring O(mn) preemptions.

preempted. Hence, the first n - rn jobs are preempted m - 1 times, and the (n - m +j)th job
is preempted m - j times. If we add these numbers, then we get a total of (n - !m)(m - 1)
preemptions that are necessary for optimality.
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A Derivation of Condition 4

We have that P must satisfy the constraints

'·-1 '1-1
p+ L Pj(t) p+ L Pj(t)

j=bk_l +1 ~ j=bk_l +1
I· It
L Sj L Sj

j=bk_ 1 +1 j=bk_l +1

for all bk-l + 1 $ 11 $ I"',

for all I"' < 12 $ n + 1.

'·-1 12 -1
p+ L Pj(t) p+ L Pj(t)

j=bk-l +1 j=bk-l +1----'----:-::,.--"---- > ---'---;/:'-2-"----

L Sj L Sj
j=bk_ 1 +1 j=bk- 1+1

Rewriting these conditions, we get
I· It '·-1 I· It-I

P L Sj $ L Sj L Pj(t) - L Sj L Pj(t) for all bk-l + 1 $ 11 $ 1*,
j=/l +1 j=bk- 1 +1 j=bk-l +1 j=bk-l +1 j=bk_l +1

12 I· 12-1 12 '·-1

P L Sj > L Sj L Pj(t) - L Sj L Pj(t) for all 1* < h $ n + 1.
j=I·+l j=bk-l +1 j=bk- 1 +1 j=bk_ 1 +1 j=bk-l +1

There exists a job, the arrival of which will cause the structures to deviate if and only if the
interval of possible values for P is not empty. Hence, we need for all It. 12 with bk-l + 1 $
11 $ 1* < 12 $ n + 1 that

I· (,. 12-1 12 '·-1 )

j=i;.1 Sj j=bE+t Sj j=bE+t Pj(t) - j=bE+l Sj j=bE+l Pj(t)

'2 ('1 '·-1 I· '1-1 )
< L Sj L Sj L Pj(t) - L Sj L pj{t)

j=I·+l j=bk_l +1 j=bk_l +1 j=bk-l +t j=bk- 1 +1

I· 12-1 12 ' 1 -1 12 '·-1

L Sj L Pj(t) + L Sj L pj{t) < L Sj L Pj(t)
j=ll +1 j=bk-l +1 j=I·+1 j=bk_ 1 +t j=11 +1 j=bk-l +1

I· 12-1 12 '·-1

¢::::} L Sj L Pj(t) < L Sj L pit).
j=ll+1 j=l· j=I·+1 j=11
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