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Chapter 1

Introduction

Many dynamical systems in a wide variety of scientific fields show complex behaviour.
The dynamics is called “complex” since the final state which is reached after the tran-
sients have decayed, sensitively depends on the parameter settings and on the initial
conditions. The number of final states may be extremely large, and the transition
from one state to another when a system parameter is varied – this process is generally
referred to as a bifurcation – can be an intricate process.

Even apparently simple systems can show complex dynamics. An example of this
is found in physics, where the parametrically excited pendulum [9, 12, 106, 119] with
only two degrees of freedom displays a variety of responses, such as motion that is
periodic with the driving, but also subharmonic orbits and chaos; and whose final
state depends sensitively on the system parameters and the initial conditions. Other
examples of low-dimensional, complex systems are found in meteorology, where the
Lorenz model [73] displays a rich variety of dynamics; in biology, where population-
evolution models [54] and physiological models [49, 54] show complicated dynamics;
and, among others, in laser physics [5, 75], electronics [33], and engineering [8, 114].

The complex behaviour of nonlinear dynamical systems has been studied exten-
sively in the last decades. The research was strongly stimulated by the discovery of
unifying properties in the wide variety of observed dynamics. In particular, it was
found that several systems showed similar behaviour in certain windows of parame-
ter space, despite the fact that they are driven by entirely different processes. That
is, the behaviour of a dynamical system as a whole is unique, but it has parameter
windows in which its behaviour is qualitatively similar to the dynamics of an entirely
different system in specific regions of its own parameter space. This phenomenon is
called “universality”. The surprising similarity stems from the fact that the behaviour
in the specific windows is driven solely by the unifying mathematical nature of the
nonlinear process; details of the system are of less importance. A prominent example
of this is the Feigenbaum period-doubling route to chaos, which is found when the
system is driven by a quadratic nonlinearity. Universality forms a strong guide for
the exploration of the dynamics of known and unknown systems; it is a key topic in
this thesis.

A tool that has proved to be very useful in the study of complex dynamics and
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2 Chapter 1. Introduction

which is a central theme in this thesis is the use of low-dimensional, discrete map-
pings. These mappings describe the essential dynamics close to a known solution,
and are used to iterate the state of the system from one point in time to the next
instant of time. Generally they are derived from a truncated expansion of the flow
in the neighbourhood of a known orbit and for a limited parameter window. The
use of mappings may be contrasted with numerical integration of the full system
of differential equations (ODEs). Clearly, integrating a system of ODEs yields a
continuous-time solution for the system’s state whereas the mapping only describes
the state at discrete instants of time. However, an iterated map gives insight in the
nonlinear mathematical nature that underlies the observed phenomena; as soon as
this nature is unveiled, a connection can be made with the existing analytical results
on the dynamics of nonlinear maps, which may serve as a guiding frame of reference
for the investigation of the dynamics.

In this thesis we study two recent discoveries in the field of nonlinear dynamics.
The first subject comes from the field of so-called impact oscillators. An impact
oscillator is an oscillator that is driven by a time-varying force, and that impacts with
an obstacle when its amplitude exceeds some value. Due to the mere presence of the
impacts the dynamics of the system becomes strongly nonlinear. In 1991 Nordmark
[79] showed that the dynamics of an impact oscillator can be described by a discrete
map, provided that the velocity of the impacts is small. Remarkably, the map predicts
that impacting systems show “new” bifurcation scenarios which are expected to have
universal properties. However, this can only be observed if the representation survives
in the case of practical nonidealities. We study the effect of nonidealities on the
Nordmark map theoretically (Chapter 3) as well as experimentally and numerically
(Chapter 4-Chapter 5).

Our second subject comes from the field of chaos control. The Ott-Grebogi-
Yorke (OGY) method [87] for the control of chaos has become very popular in the
physics literature on nonlinear dynamical systems. Its aim is to stabilize unstable
periodic orbits that are embedded in a chaotic attractor. It is based on the Poincaré
map in the neighbourhood of the desired orbit; this map represents the recurrent
intersection of the system’s trajectory with a fixed plane (the Poincaré section) in
phase space. The control is realized by applying small, well-chosen variations to a
single system parameter around a fixed value. We study chaos control by means of
the OGY method in a parametrically driven pendulum in Chapter 6. The problem
that is addressed is how a weak, nonideal interaction between the pendulum and
its environment influences the stabilization of chaotic motion. Since we think that
this is a problem that arises in many practical situations, we study it in detail using
numerical simulations.

In the present chapter we give an introduction to impacts in dynamical systems
(§ 1.1-§ 1.4) and to chaos control (§ 1.5). In Section 1.6 an overview of the thesis is
given.
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1.1 Impacts in dynamical systems

Impacts between moving parts occur in numerous systems and constructions around
us; many examples can be found in mechanical engineering [62], but also in acoustics,
where vibrating vocal folds [32] and reeds [7] collide. In many cases, the collisions
lead to undesired effects, such as wear, deformation, malfunctioning, noise, and large
excursions, which may affect the safety, lifetime and reliability of systems. Examples
are ships colliding against fenders [111]; off-shore mooring buoys, whose amplitude in
one direction is limited by the maximum stretching of a connection cable [113]; rotors
that bounce against bearings [26]; heat-exchanger tubes impacting on loose supports
due to flow induced vibrations [88]; impacts in gear systems [63]; and railway wheel
sets that collide with the tracks due to lateral oscillations [65]. On the other hand,
some systems are deliberately designed to generate impacts. Examples are impact
print hammers, e.g. to make Braille texts [62]; vibro-impact pile driving [89]; soil
impact tamping machines [62]; and, on a mesoscopic scale, an atomic force microscope
in tapping mode [10]. For all of these systems, a better understanding of the dynamics
may help to optimize the performance and to minimize the harmful effects.

Impact oscillators is the term generally used to refer to oscillators that impact
with an obstacle. In these systems, the impact has a short duration as compared
with the period of the oscillatory motion, so that the force that is exerted during the
impact is large but pulse-like. The system will in general be driven by a smooth, time-
periodic force in order to sustain the motion that would otherwise die out because of
dissipation. Despite the apparent simplicity of the system, it shows a wide variety
of dynamics. The impacts give rise to a predominant nonlinearity in the dynamics,
even if the system without impacts is linear, and the system’s response may depend
sensitively on the system parameters and on the initial conditions. Several attracting
orbits may coexist.

f o r c i n g  ~  c o s ( t )

m
u = 0u = - 1

u
f r i c t i o n  ~  n

k

Figure 1.1: A simple model of an impact oscillator.

The dynamics of impact oscillators has been studied for several decades; the first
studies date back to the forties and were motivated by problems encountered in im-
pacting turbine blade dampers. Many of these studies had the aim to determine
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analytically possible responses of the impact oscillator in the relevant parameter re-
gion. The model that is generally used in these studies is shown in Fig. 1.1; it is
sometimes referred to as the prototypical impact oscillator, and consists of a damped
harmonic oscillator that impacts with a rigid wall when its deflection becomes large
enough. When an impact occurs, the direction of the velocity is instantaneously re-
versed, and multiplied by the so-called coefficient of restitution r between 0 and 1
to account for energy loss caused by the impact (this is the so-called coefficient of
restitution model (COR)). The advantage of this impact oscillator model is that an-
alytical solutions for periodic impacting orbits can be found, which can be studied in
a semi-analytical manner. Though the model may appear as a crude description for
real impacting systems, the phenomena that are observed in practical situations are
fairly well described by it. However, despite the fact that analytical studies revealed
patterns in the dynamics so that phenomenological rules could be derived, a deeper
understanding of the behaviour was lacking.

In the last two decades not only the research into the possible responses of impact
oscillators has been pursued, but additionally, a new, deeper understanding in the
underlying principles was gained by applying insights from nonlinear dynamics to
impact oscillators. It may sound surprising that the theories and methods that had
been developed for continuous nonlinear systems could be used for impact oscillators
who derive their nonlinearity from a discontinuous process, viz. its interaction with
the discontinuity boundary. However, the tool to study the dynamics, the so-called
impact map which maps the velocity and phase of one impact to the next, behaves
in many situations as a continuous nonlinear system. Indeed, in [111] it was shown
that impact oscillators share a number of basic properties with smooth nonlinear
systems, viz. the universal period doubling route to chaos, the Smale horseshoe, and
an exponentially growing distance between trajectories that are very close initially.
Impact oscillators however also show new phenomena due to the intrinsically different
origin of their nonlinearity.

1.2 The grazing bifurcation

A salient difference between smooth nonlinear systems and impact oscillators becomes
apparent when one studies the evolution of a stable, periodic orbit of an impact
oscillator under the variation of a system parameter. A special situation arises when
one of the turning points of the orbit comes to touch the impact boundary; since then
the orbit is on the brink of probing the region on the other side of the discontinuity
boundary, it can no longer evolve in a smooth fashion and a bifurcation must occur
when the parameter variation is pursued. Clearly, this has no counterpart in smooth
nonlinear systems.

When the oscillator touches the discontinuity boundary for the first time when a
system parameter is slowly varied, this impact occurs at a vanishing velocity since
it takes place in the maximum of the orbit. It is therefore called a grazing impact.
Though the velocity of this impact may be arbitrarily small, its effect will generally
be dramatic since the motion will be destabilized by it. That is, the trajectory is only
slightly perturbed after this first impact but when it comes close to the discontinuity
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Figure 1.2: An example of a grazing bifurcation in the prototypical impact oscillator.
The (rescaled) equation of motion is given by ü+νu̇+Ω2u = F0 cos 2πt, with ν = 0.178,
Ω2 = 57.0, and F0 = (1 + ρ)Fg, with Fg = 17.6 the forcing amplitude for which the
orbit grazes the wall at u = −1.0. Impacts are modelled using the coefficient of
restitution model (see e.g. [42]) with r = 0.0. (a,b) ρ = −0.25; (c,d) ρ = −1.0×10−6;
(e,f) ρ = 1.0× 10−6.

boundary again after one period of the drive, another impact will follow with generally
a larger velocity, and so on. The state that is finally reached depends on the parameter
settings of the system and on the initial conditions, and can be quite different from
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the original, non-impacting orbit in which the system moves just before the first,
grazing impact. Since the transition from a non-impacting orbit to an impacting one
is triggered by a grazing impact it is called a grazing bifurcation.

An example of a grazing bifurcation in the prototypical impact oscillator is shown
in Fig. 1.2 where the amplitude of the forcing is used as control parameter. Fig-
ures 1.2(a) and (b) show the time trace and the phase plane projection of the smooth,
non-impacting orbit that is found for a forcing amplitude well below the parameter
value where a first impact takes place. The position and the time are expressed in
rescaled coordinates so that the wall resides at x = −1 and the period of the forcing
equals 1. The oscillator is lightly damped and the forcing frequency equals 0.83 of
the frequency of free oscillations. When the forcing amplitude is slowly increased, the
amplitude of the orbit grows and Figs. 1.2(c) and (d) show the time trace and the
phase plane projection of the orbit that is found just below the grazing bifurcation.
When the forcing amplitude is slightly increased, the oscillator contacts the wall. The
velocity of the first impact will be arbitrarily small, as it depends on the change in
the forcing amplitude. However, the contact with the discontinuity destabilizes the
motion such that the velocity of the following impacts becomes larger and the tra-
jectory moves away from the simple elliptic trajectory. After the decay of transients,
the motion settles into a periodic orbit that impacts once per three forcing cycles, as
shown in Figs. 1.2(e) and (f). The final orbit that is found after that the transients
have decayed is clearly quite different from the grazing trajectory (Figs. 1.2(c,d)). In
the lightly damped prototypical impact oscillator that is shown in Fig. 1.2, the period
that is found after the grazing bifurcation depends mainly on the ratio between the
driving frequency and the free oscillation frequency of the oscillator.

At this point we remark that also an orbit that already impacts with the wall can
undergo a grazing bifurcation. For example, when the forcing amplitude is increased
for the orbit in Figs. 1.2(e,f), the turning point that is closest to the wall comes
to a grazing impact, which triggers a transition to chaotic motion for the present
parameter settings.1 Evidently, the grazing bifurcation cannot be dealt with within
the theory of continuous nonlinear systems since the destabilization is caused by the
fact that the system encounters a discontinuity during the smooth evolution of the
orbit; this has no counterpart in smooth nonlinear systems.

1.3 The Nordmark map

About a decade ago, the research on impact oscillators received new impetus from the
study by Nordmark [79]. The new insight was that the dynamics in the neighbourhood
of the grazing bifurcation can be fruitfully studied by making use of a discrete map
that is stroboscopic with the time-periodic forcing, rather than using the impact map
which samples the orbit at the impacts. The advantage of the stroboscopic map is
that it always keeps track of the system state, whereas the impact map only yields
a representation of the orbit when an impact takes place. Clearly, the impact map

1An example of such a “secondary” grazing bifurcation –as compared to the “primary” grazing
bifurcation from a smooth orbit to an impacting one, as, for example, occurs between Figs. 1.2(c,d)
and (e,f)– is studied in detail by Budd and Dux [19].
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becomes problematic in studying the grazing bifurcation, since on one side of the
grazing bifurcation the system does not impact, whereas on the other side it does.
Actually, the impact map diverges at the grazing bifurcation.

An important idea that underlies the map derived by Nordmark (which we shall
refer to as the Nordmark map in the following) is that not all trajectories lead to
impact, but that some will hit the stop whereas other ones do not. This is reflected
in the two regimes of the map, corresponding to impacting trajectories and non-
impacting ones. The map takes its simplest form for systems with large damping;
then, it is 1–dimensional and given by

{
xn+1 = αxn + ρ for xn ≤ 0,
xn+1 = −√xn + αxn + ρ for xn > 0.

(1.1)

Here, xn represents the (rescaled) position of the maximum of the orbit with respect
to the discontinuity boundary, where the maximum is assumed to occur close to time
tn of the n-th section. Consequently, the map for xn ≤ 0 corresponds to a smooth
trajectory (no impact), whereas the map for xn > 0 applies if an impact occurs. A
grazing impact occurs when xn = 0. The parameters α (0 < α < 1) and ρ depend
on the system properties; ρ is used as bifurcation parameter, and is defined such that
for ρ = 0 the stable, non-impacting orbit grazes the discontinuity.

The Nordmark map is piecewise continuous and contains a square root whose
derivative diverges on the discontinuity boundary xn = 0. An important conclusion
that can be drawn from the map is that impact oscillators are believed to show uni-
versal dynamics close to the grazing bifurcation, since their dynamics as represented
by the map, is entirely determined by the nature of the nonlinearity and does not
depend on details of the system. Additionally, since the shape of the map is “new”
in the field of nonlinear dynamics, its bifurcations have a unique character; this is
discussed in § 1.4 for the map (1.1), and in § 2.2 for the 2-dimensional map. But let
us first explain the geometrical origin of the shape of the map.

The shape of the Nordmark map can be understood from simple considerations.
The map is derived to represent the state of the system at stroboscopic times tn
(n = . . . ,−2,−1, 0, 1, 2, . . .), at a fixed phase of the time-periodic forcing. In or-
der to analyse the motion, it is broken up in its two essential parts, each of which
corresponding to a different time window. First, the motion is considered in an in-
finitesimally small time window around the time where the stable, non-impacting
orbit has a grazing impact; in this time interval, the motion is close to the stop and
an impact may occur. The second time interval spans the rest of the time, up to
the next time of section; then, the oscillator is away from the stop and no impacts
occur. It is important to take the first time window small, so that trajectories can
be approximated by means of a quadratic polynomial over this interval. This has
the advantage that it can easily be determined whether a trajectory impacts or not.
In the second time window, the motion behaves according to the properties of the
smooth system without the stop, since no impact takes place.

Consider a trajectory that starts from a slightly different initial position as com-
pared with the grazing orbit but that does not impact with the stop, e.g. because its
initial velocity in the direction of the stop is smaller. This trajectory is smooth in
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t

u

~ O ( e )

~ O ( e 1 / 2 )

u ( t )

Figure 1.3: A near-grazing trajectory u(t) has a parabolic shape close to the impact
boundary. As a consequence, a perturbation of order ε¿ 1 with respect to the grazing
trajectory (dashed curve), leads to an impact at time t ∼ O(

√
ε) before the maximum,

and since the velocity varies linearly in this time window, the impact velocity is of the
same order. Thus, the perturbation is blown up by the impact.

both the first and the second time window so that the overall motion is linear. This is
the linear part of the map 1.1. Now consider a trajectory that impacts with the stop
in the first time window. The perturbation, say of order ε (¿ 1), is blown up by the
impact to the order of

√
ε (since ε¿ 1, the leading term is

√
ε). This follows from the

fact that a perturbation of order ε leads to an orbit that would have had a maximum
of order ε, if the stop had not been present (Fig. 1.3). However, it now impacts with
the stop at a time t ∼ O(

√
ε) with respect to the maximum, and since the velocity

varies linearly around the maximum, the impact velocity is of order
√
ε. It is assumed

that the oscillator rebounds instantaneously upon impact, so that the change in the
velocity is of the same magnitude. The motion to the next section follows the smooth
flow, so that xn+1 to lowest order depends linearly on the perturbation caused by the
impact at the n-th section. This explains the square root in the Nordmark map.

1.4 Universality in the Nordmark map

The shape of the Nordmark map gives rise to characteristic bifurcation scenarios. Per-
haps the most striking property is that the orbits may appear in a sequence where the
period increases stepwise by one when the bifurcation parameter is decreased to zero.
The appearance of this so-called inverse period-adding sequence depends on the value
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of α; for 0 < α < 1/4 we find periodic windows that overlap (Fig. 1.4(a)), whereas
for 1/4 < α < 2/3 we see periodic windows with chaos in between (Fig. 1.4(b)) (for
α > 2/3, the period-adding sequence does not exist). The periodic orbits that are
observed are all so-called maximal periodic orbits, which impact once per orbital pe-
riod. Hence, a maximal periodic orbit of period M has (M − 1) smooth oscillations
between two successive impacts.

The parameter windows in which the maximal periodic orbits (MPO) exist display
remarkable scaling properties. The upper boundary of this window for the period-M
orbit is denoted by ρUM , and ρLM denotes the lower boundary.2 The relation between
the width of consecutive windows is found to be [84]

lim
M→∞

ρUM+1 − ρLM+1

ρUM − ρLM
= α2. (1.2)

Thus, the windows become narrower and narrower when ρ = 0 is approached from
above; they accumulate on ρ = 0+ whenM becomes large. The scaling of the windows
is most clear from the logarithmic plot of the bifurcation diagrams (Fig. 1.4).

Also, the first return of the MPO to the region x > 0 displays scaling properties.
Every period-M MPO has one impact per M cycles and the first return corresponds
to this impact. Let us denote this by xM (> 0). It scales as [79]

lim
M→∞

xM+1

xM
= α2. (1.3)

It may be instructive to contrast the Nordmark map and its universal bifurcation
scenario with the perhaps more familiar period doubling route to chaos, which has also
universal properties. Period doubling bifurcations are found in all maps that contain
a parabolic maximum, such as cos(x) and so on [40]. This is the surprisingly large
range of validity, i.e. the universality of Feigenbaum’s result. Experimentally, period
doubling bifurcations are found in many apparently different systems, such as fluid
convection experiments [72], electronics [109], laser experiments [75], and numerical
simulations [111] (the results are summarized in [28]).

The simplest mapping in which period doubling bifurcations are found is the
logistic map which is given by

xn+1 = fλ(xn) = 4λxn(1− xn), (1.4)

where λ is the bifurcation parameter and where the prefactor 4 is chosen so that the
maximum of f(x) equals λ. Its bifurcation diagram is shown in Fig. 1.5. In [40]
Feigenbaum predicts that the consecutive period doubling bifurcations are found at
values of λn for which holds

lim
n→∞

λn − λn−1

λn+1 − λn
= δ with δ = 4.6692016 . . . , (1.5)

2If ρ is increased beyond ρU
M , the orbit ceases to exist due to an additional impact that enters

the orbit; if ρ is decreased below ρL
M , the orbit loses stability [84].
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Figure 1.4: The characteristic bifurcation scenario for the 1-dimensional Nordmark
map with 1/4 < α < 2/3 is shown in (a), where α = 0.5; the characteristic scenario for
0 < α < 1/4 is shown in (b), where α = 0.2. The diagrams are computed as follows.
First α and ρ are set, with ρ equal to the lower boundary of the diagram. The initial
iterate x1 is chosen at random, and the mapping is iterated 4, 000 times to allow for
the decay of transients. The following 100 iterates are then plotted. Subsequently, ρ is
increased by a small amount and the same procedure is repeated, where now the final
iterate of the last step is used as initial condition. This is done until the largest ρ
is reached. Finally, this process is repeated in reverse order from the largest ρ to the
smallest one. In (a) the periodic windows are separated by chaotic regions, whereas
in (b) the periodic windows overlap. In both (a) and (b) the period of the maximal
orbits increases stepwise by 1 when ρ = 0 is approached from above. We plot x/ρ
vs. ρ (on a logarithmic scale) so that the dynamics for small ρ can be clearly seen;
additionally, the scaling properties of the orbits are highlighted.
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Figure 1.5: The bifurcation diagram of the logistic map. It is computed from Eq.(1.4)
by starting with λ = 0.7 and choosing an initial condition x1 at random. Then
transients are allowed to decay for 4, 000 iterates, and the subsequent 100 iterates are
plotted. Subsequently, λ is increased by a small amount and, using the final iterate at
the previous parameter value as initial condition, the process is repeated until finally
λ = 1.0 is reached.

and that the amplitude of the subharmonic oscillations converges as

lim
n→∞

dn
dn+1

= αPD with αPD = 2.502908 . . . . (1.6)

Both δ and αPD are universal in the sense that they are expected to be the same for
different systems, irrespective of the details of the underlying process.

When we compare the Feigenbaum period-doubling scenario with the inverse pe-
riod addings in the Nordmark map, we see that for the period-doubling cascade the
bifurcation sequence, the width of the existence windows, and the amplitude of the
oscillations are entirely fixed by universal numbers, independent of any system pa-
rameters; whereas for the Nordmark map the bifurcation sequence is fixed, but the
existence windows and the amplitude of the orbits scale with the parameter α, which
is a condensed representation of the system properties. Note that all bifurcations in
the Nordmark map are of the same sort for ρ tending to zero, whereas in the logistic
map other bifurcations occur for λ > λ∞, with periodic windows in between chaotic
regions.

One might wonder whether the Nordmark map has the same importance for dy-
namical systems with impacts as Feigenbaum’s findings have for continuous nonlinear
systems. That is, the Feigenbaum period-doubling sequence is observed in many
different nonlinear systems; may we expect the same for the Nordmark map? The
answer to this question may be found in the sensitivity of the Nordmark map to
nonidealities; these may affect the square root in the map and thus the characteristic
bifurcation scenario. One such nonideality is a compliance of the wall upon impact.
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The Nordmark map is derived for impacts with an infinitely stiff wall, so that the
velocity changes instantaneously upon impact; however, in reality no wall is infinitely
stiff and all materials will yield upon contact. Additionally, a real impact is a compli-
cated, time dependent process, which excites many vibrational modes in the colliding
bodies. This causes the duration of the impact to be finite. It is this problem that
is addressed in the first part of this thesis, theoretically (Chapter 3), experimentally
(Chapter 4), as well as numerically (Chapter 4 and Chapter 5).

1.5 Chaos control

Nonlinear systems offer fascinating phase portraits and intricate bifurcation sequences,
and for many years nonlinear science has sought to characterize these phenomena. A
quite different approach is taken however when one actively interacts with the non-
linear system by applying small parameter perturbations in order to influence the
phase space trajectory. Such interaction uses the sensitivity of a chaotic trajectory on
variation of initial conditions or on variation of parameter settings. The techniques
that use these properties have become known as “chaos control” and “targeting”
[16,97,103–105].

A breakthrough came from the much cited paper by Ott, Grebogi, and Yorke [87]
where active interaction with chaotic systems was proposed in order to change chaos
into almost any desired periodic orbit. This paper was followed by many reports in
which the method was tried in experiments and in which the control strategy was
refined [16, 97]. The idea of [87] was tantalizing; chaos could be turned into ordered
motion using experimental information alone, and by applying judicially chosen per-
turbations whose size could be set to almost zero once the desired state was reached.
Further, given enough patience, the chaotic trajectory would bring us arbitrarily close
to the desired orbit.

In our research we set out to apply the control technique to an experimental
system, but failed. It turned out that due to a slight imperfection the experiment
explored more degrees of freedom that we were ready to measure. This led to two
interesting questions that had not been studied earlier in the literature. The first
question was whether we actually needed to know the extra, weakly explored, degrees
of freedom for controlling chaos; and, secondly, whether it was at all possible to learn
this information from the observation of a chaotic time series. Since exploration of
extra degrees of freedom due to imperfections must be a common feature of practical
nonlinear systems, these two problems must occur quite often.

An often heard criticism of the field of chaos control is that it tried to reinvent
the well-developed field of control engineering. However, the two problems that we
address in Chapter 6 are rooted in the nonlinearity of the system. The first is related to
how to quantify the importance of a degree of freedom, whilst the second is connected
with the fractal structure of the chaotic attractor.
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1.6 Thesis overview

In the first chapters of this thesis (Chapter 3–Chapter 5) we study the dynamics
of impacting oscillators close to the grazing bifurcation. It is our aim to fill part
of the gap between on the one hand, the more theoretically oriented studies of the
Nordmark map and, on the other hand, impacting systems in practice. The chapters
are meant to be self-contained so that some overlap between them is unavoidable.
Our discussion starts off in Chapter 2 with an overview of the literature on impact
oscillator dynamics.

In Chapter 3 we study theoretically whether the Nordmark map is influenced
by practical nonidealities. We derive the Nordmark map for the situation that the
wall may yield upon impact. Here the wall is modelled as a stiff, linear spring. In
Chapter 4 we evaluate the question whether the map is a faithful representation of
the dynamics for not-asymptotically small values of the bifurcation parameter. In the
literature, the dynamics of the Nordmark map has been studied extensively in the
regime where the bifurcation parameter tends to zero, in contrast to the dynamics
for not-infinitesimally small values of the bifurcation parameter which is of most
interest for practical situations. The dynamics of a mechanical impact oscillator close
to grazing incidence is experimentally investigated in Chapter 4. The experiment
is carefully designed so that the system parameters can be controlled up to high
precision. However, it is different from the idealized model for which the mapping is
derived; it has properties that are encountered in engineering practice, such as higher
order modes that are excited upon impact.

An atomic force microscope that is operated in the “tapping” mode is an inter-
esting, relatively recent example of an impact oscillator. The size of this system is of
the order of tens or hundreds of nanometres and it is an intriguing question whether
its dynamics can still be described by the Nordmark map. This problem is studied in
Chapter 5 using numerical simulations.

Finally in Chapter 6 we study the control of chaos in the parametrically driven
pendulum. The motivation for this work came from our experimental work, but here
we address two issues using numerical simulations alone. The first is concerned with
the minimum information needed for chaos control; the second, related one deals with
the possibility to learn this information from observing a strange chaotic attractor.





Chapter 2

Impact oscillator dynamics:

A literature overview

In this literature overview we focus on studies on impact oscillator dynamics. These
articles form only a small portion of the literature on dynamical systems with dis-
continuities, but they are still large in number. In Section 2.1 we briefly discuss the
papers that deal with general aspects of impact oscillator dynamics, in particular the
phenomena that are shared with smooth nonlinear systems such as period-doubling
bifurcations. In Section 2.2 we discuss the studies of the grazing bifurcation that
make use of a dynamical map. Studies in which complementary analytical methods
are used to study the grazing bifurcation are presented in § 2.3. Experimental studies
of the grazing bifurcation are presented in § 2.4. Finally in § 2.5 we present a selection
of recent publications that may be helpful for a further investigation of the literature
on discontinuous dynamical systems.

To the best of our knowledge, no up-to-date literature overview on impact oscil-
lator dynamics is currently available. However, the theme issues of “Philosophical
Transactions A” (Vol.347, No.1683, p.345–448, 1994) and “Chaos, Solitons and Frac-
tals” (Vol.11, No.15, p.2410–2525, 2000), and the article collection by Wiercigroch
and de Kraker [128] contains a variety of articles on impact oscillators. Additionally,
a short overview on impact oscillators is found in the editorial by Bishop [13] where
also a number of articles is introduced, and a concise introduction to the grazing
bifurcation in impact oscillators is given by Budd in [21].

2.1 The dynamics of impact oscillators

Though the work by Thompson, Elvey, and Ghaffari [111–113, 115–117] on the one
hand, and by Shaw, Holmes and coworkers [100–102] on the other hand, is not
the first on impact oscillators, it may be considered as pioneering in the sense that
recent advances in nonlinear dynamics are applied to the study of impact oscillators.
Thompson, Elvey, and Ghaffari study the dynamics of a lightly damped bi-linear
oscillator and its limiting case, the impact oscillator, inspired by dangerous resonances

15
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observed in off-shore constructions (Fig. 2.1). The frequency response of the oscillators
is studied using numerical simulations, and resonances are found close to an integer
multiple of the free-oscillation frequency, which correspond to subharmonic orbits with
one impact per orbital period. A Feigenbaum period doubling route to chaos that is
found in between two resonance peaks is studied in detail for a specific case. Basins
of attraction, Lyapunov exponents, and multiplicity of states are also investigated. In
[115] the results are discussed with an eye on the implications for off-shore design.

Figure 2.1: Impression of a proposed scheme for the offshore loading of natural gas
liquids using an articulated tower as a single-point mooring buoy. Unexpected reso-
nances in the motion of the buoy were the inspiration for the work by Thompson et al.
[111–113,115–117]. Reproduced from [113].

Shaw, Holmes, and coworkers [102] use novel insights from nonlinear dynamics to
study the dynamics of a lightly damped, periodically forced bi-linear oscillator and
the impact oscillator in an analytical and numerical fashion. For their studies, the
“impact map” is used, which maps one crossing of the plane at which the stiffness
changes, on to the next. Harmonic, subharmonic and chaotic orbits are found, and
the bifurcations leading to them are studied. The existence of a Smale-horseshoe
is investigated. The importance of the bifurcation caused by a grazing impact of a
stable orbit is pointed out but not studied further. In the case that the oscillator is
undamped and the impacts are “plastic” (r = 0, with r the coefficient of restitution)
or nearly “plastic” (0 < r ¿ 1), it is shown in [100, 101] that the dynamics can be
characterized by a 1-dimensional mapping. The bifurcations of this map are analysed.
Harmonic and subharmonic motion is found, and also chaotic transient motion. It is
argued that a grazing impact causes some of the observed bifurcations, but this is not
investigated further.

Experimental results are obtained by Moon and Shaw [77,99], who study the dy-
namics of a sinusoidally forced leaf-spring that is clamped at one end; the other end



2.1. The dynamics of impact oscillators 17

is free, but becomes pinned when its deflection exceeds some value. Subharmonic and
chaotic motion are observed. By making use of numerical simulations it is demon-
strated that the system can be faithfully described as a 1-degree-of-freedom bi-linear
oscillator, despite its complexity.

Perhaps the most salient result of the work by Peterka, Vaćık, and Kotera (see
[92, 93] and references therein) is that it shows that the dynamics of the impact os-
cillator is extremely rich and complex. The system that is investigated is the linear,
periodically forced oscillator, that bounces with a rigid amplitude constraint. The os-
cillator is undamped in most studies, and the dissipation is solely due to the impacts,
where upon impact the coefficient of restitution model is applied with the coefficient
of restitution 0 < r < 1 (in most studies r = 0.6). The parameters that span parame-
ter space, after that the system is rescaled and r is chosen, are the (non-dimensional)
forcing frequency and the (non-dimensional) clearance (this is the distance between
the wall and the equilibrium position of the oscillator). Focus is on the dynamics
close to the free-oscillation frequency of the (non-impacting) oscillator. Peterka and
coworkers investigate the existence and stability of n-periodic orbits with p-impacts
per period semi-analytically. Analogue computer simulations are used to study addi-
tional properties of the orbits, such as basins of attraction and the statistical proper-
ties of so-called beat motions. Peterka observes that parameter space is organized in
a generic pattern, which repeats itself in frequency space. Different types of bifurca-
tions are found, viz. the period-doubling route to chaos, the grazing bifurcation, and
the saddle-node bifurcation, where one bifurcation may trigger another.

Many of the papers by Budd, Dux, Lamba, and Cliffe [18–20] are devoted to a
single, characteristic feature of impact oscillator dynamics and how this may serve
as a “building block” for the overall dynamics of the system. The system under
study is the undamped, linear, sinusoidally forced impact oscillator with a coefficient
of restitution model for the impacts. The impact map is used as a tool to analyse
the dynamics, and the study of the geometry of phase space proves to be fruitful
for the understanding of the dynamics. In this analysis, the curve that represents
zero-velocity (i.e. grazing) impacts plays an important rôle. Points leading to graz-
ing impact are described by the curve S, and points coming from grazing impact by
the curve W , and the dynamics can in many cases be understood using the (pre-
)iterates of these curves. In [19], the intermittent behaviour is investigated that is
found when an impacting orbit undergoes a grazing bifurcation, when an additional
impact enters the orbit. “Intermittency” here means that the number of high-velocity
impacts between two low-velocity impacts varies irregularly. A piecewise-continuous
1-dimensional map, which maps one low-velocity impact onto the next, can be con-
structed, and scaling relations are derived for the maximum number of (high-velocity)
impacts between two subsequent low-velocity impacts, and for the maximum impact
velocity between two subsequent low-velocity impacts. In [18] “chattering” is studied;
this phenomenon corresponds to an infinite sequence of low-velocity impacts in a small
lapse of time, when the acceleration is in the direction of the stop so that the mass
rebounds with decreasing small leaps until it comes to rest (r < 1, so that it loses
energy at every impact). Existence of both chattering and “incomplete chattering”
(the mass rebounds for many times but does not come to rest) are demonstrated.
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It is investigated how chattering underlies the shape of the basins of attraction for
periodic orbits, and the shape of strange attractors for chaotic motion. In [20] some
general properties of the dynamics of impact oscillators are discussed, such as chatter
and chaotic motion. It is mainly devoted to an analysis of single impact subharmonic
orbits (maximal periodic orbits).

Whiston [124–126] studies the dynamics of the undamped, harmonically forced im-
pact oscillator by making use of the impact map. In [125] single-impact, subharmonic
orbits (maximal periodic orbits) are analysed for a possibly pre-loaded oscillator (in
a pre-loaded system, the oscillator in its equilibrium is pressed against the stop, i.e.
the clearance is negative). Differences between pre-loaded systems and systems with
clearance are discussed. In [124] numerical simulations are used to search for generic
structures in phase space. The impact map has a singularity on the curve S (the set
of points that lead to a grazing impact). In [126] it is studied how S influences the
global dynamics of the impact oscillator. In particular, the effect of S on the stable
manifoldWs is analysed. The process in whichWs is sliced when it crosses S, is called
“shredding”.

The problems that one encounters when one studies the dynamics of an impact
oscillator by making use of numerical tools are considered by Hu [55] and Wierci-
groch [127]. It is shown that the presence of a discontinuity boundary gives rise to
problems that have no counterpart in smooth nonlinear systems, and that these are
of crucial importance for evaluating the system’s dynamics.

2.2 The grazing bifurcation and the Nordmark map

In most of the above mentioned papers, the dynamics of impact oscillations is investi-
gated by analysing the impact map using the methods for smooth nonlinear systems.
The Jacobian matrix of the map plays a decisive rôle in this approach; the prediction
of bifurcations is based on the event that (at least) one of the eigenvalues crosses the
unit circle. However, this method breaks down when a system parameter is varied
and a stable orbit comes to touch the stop with zero velocity (grazing impact), since
then the impact map is singular and its Jacobian matrix diverges. Hence, the desta-
bilizing effect of this event cannot be described using the theory for smooth nonlinear
systems but additional methods have to be derived. In Nordmark’s 1991 paper [79]
this problem is circumvented by making use of a stroboscopic map to describe the
dynamics close to the grazing bifurcation. The trajectory always crosses this section
transversally. This paper sparked off many studies of the grazing bifurcation by means
of maps as well as other methods.

The Nordmark map and its dynamics

In [79] Nordmark studies the grazing bifurcation of a 1-dimensional impact oscillator.
Impacts are modelled using a restitution law. To study the dynamics, a Poincaré map
at a fixed phase of the periodic forcing is derived which samples the position and the
velocity of the oscillator stroboscopically with the forcing frequency. The mapping
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derived in [79] is given by

{
xn+1 = αxn + yn + ρ
yn+1 = −γxn if xn ≤ 0, (2.1)

{
xn+1 = −√xn + yn + ρ
yn+1 = −γ r2 xn if xn > 0. (2.2)

Here, (xn, yn) are the transformed coordinates of the two-dimensional phase space
of the original impact oscillator taken at stroboscopic times t = n ∈ Z. Equation
(2.1) describes the non-impacting case with xn ≤ 0, whereas (2.2) is applied when
the xn-coordinate crosses the position of the wall at x = 0. The restitution coefficient
r gauges the energy loss at impact. The parameters α and γ are related to the
parameters of the ordinary differential equation, that is, α and γ are the trace and
the determinant of the Jacobian matrix of the smooth system, respectively. For the
prototypical impact oscillator they are given by [24],

{
α = 2 exp[−ν/2] cosh

[
1
2

√
ν2 − 4Ω2

]

γ = exp[−ν] (2.3)

with ν = 2πµ/mω and Ω2 = 4π2k/mω2, where m, µ, and k are the oscillator mass,
the friction coefficient, and the spring stiffness respectively, and where ω is the an-
gular forcing frequency. We stress that the Nordmark map (2.1,2.2) is derived for a
general 1-dimensional oscillator, and that Eq.(2.3) represents the specific case of the
prototypical impact oscillator.

The Nordmark mapping is piecewise continuous. The singularity that is found in
the impact map for a grazing trajectory is now found in the Jacobian matrix on the
“impact side” of the map (xn > 0), which diverges for xn ↓ 0. This divergence has
a destabilizing effect; it causes an orbit that has just passed the grazing state and
comes to a low-velocity impact with the stop to be thrown far away from the original
grazing state.

The dynamics of the Nordmark map is analysed in detail by Chin, Ott, Nusse,
Grebogi, and Casas in [22, 24]. The results are put together in Fig. 2.2. It thus
represents a “phase diagram” of the Nordmark map with all possible bifurcation
scenarios. We shall now discuss the characteristic bifurcation scenarios, following the
analysis in [22,24].

The (α, γ) parameter space for the prototypical impact oscillator spans the range
−2 ≤ α ≤ 2 and 0 ≤ γ ≤ 1, cf. Eq.(2.3). Systems with negative friction are found
in the shaded region in Fig. 2.2(a); these are not considered here. Hence, we study
−2√γ < α < 1 + γ. The (α, γ) parameter values for heavily damped oscillators
are found between the curve α = 1 + γ and the upper branch of the curve K (i.e.
α = 2

√
γ). The (α, γ) parameter values for lightly damped systems are found in the

region enclosed by γ = 1 and K, that is, α2 = 4γ.
For heavily damped systems the Nordmark map displays two main types of bifur-

cation scenarios. In type I behaviour, one finds maximal periodic orbits whose period
increases stepwise by one when ρ is decreased to zero. The windows in which these
orbits exist become increasingly narrow. This bifurcation scenario is referred to as an
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Figure 2.2: The parameters α and γ of the Nordmark map determine the bifurcation
scenario of the map. (a) Heavily damped systems are found in the regions I(a,b) and
II, which stand for different types of bifurcation scenarios. Examples are shown in
Fig. 2.3(a-c). Curve K is the boundary between systems with heavy and light damping
(region III). The shaded region indicates systems with negative damping. (b) Lightly
damped systems display a p1 ↔ pM transition with M = 2, 3, . . . in ρ = 0, examples
of which are shown in Fig. 2.3(d-f). The existence regions of pM orbits are indicated.
They accumulate on K for M →∞. (c) Lightly damped systems exist in α < 0 above
the curve K, showing p1 ↔ pM transitions with M = 2, 3. See text.
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Figure 2.3: Characteristic bifurcation scenarios of the Nordmark map (see also text).
(a) Type I(a) scenario for a heavily damped system. For ρ ↓ 0, increasingly narrow
pM windows are found, with the periodM increasing stepwise by one (M = 1, 2, 3 . . .).
The periodic windows are alternated by chaos windows. (b) Type I(b). Same as (a),
but now the periodic windows overlap. (c) A case II heavily damped system shows a
p1 ↔ chaos transition at ρ = 0, and a pM0

(M0 = 1, 2, 3 . . .) orbit for large ρ. (d) A
lightly damped system (type III) shows p1 → pM at ρ = 0 when ρ is increased. When
ρ is decreased, the impacting motion persists until ρM < 0 where p1 ← pM occurs.
Here M = 3. (e) Same as (d), but now M and (M +1) coexist with ρM+1 < ρM < 0.
(f) Lightly damped system close to curve K, cf. Fig. 2.2(b), here M = 20.
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inverse period-adding sequence. In type I(a) behaviour, the periodic windows alter-
nate with chaotic windows Fig. 2.3(a), whereas for type I(b) the periodic windows
overlap Fig. 2.3(b). Type II behaviour is found for 3

2γ + 2
3 < α < 1 + γ. Then,

the non-impacting p1 orbit bifurcates into a chaotic attractor when ρ is increased
through zero. This attractor exists over a substantial interval of ρ. It terminates
in an M0- periodic orbit when the bifurcation parameter is increased. In Fig. 2.3,
M0 = 2, but other values are found dependent on α and γ. It is numerically observed
that M0 → ∞ if the boundary that separates the type I and II is approached from
the type-II side.

For lightly damped oscillators, the dynamics of the map close to ρ = 0 is dominated
by maximal periodic orbits. The non-impacting p1 orbit bifurcates into a maximal
pM orbit at ρ = 0 when ρ is increased. When ρ is decreased, it generally ends its
existence in ρM < 0, where it coalesces with its unstable pM counterpart. HereM and
ρM depends on α and γ. We find M = 3, 4, . . . for α > 0, and M = 2, 3 for α < 0.1

In (α, γ) parameter space, the maximal periodic orbits of a lightly damped system
come as a cascade which is strongly reminiscent of the sequence of period addings for
heavily damped systems when ρ approaches zero from above. But, clearly, for a given
(α, γ) only one pM is found for a lightly damped oscillator when ρ is varied which
contrasts with the case of heavy damping. We shall now illustrate the three typical
bifurcation scenarios of lightly damped oscillators.

Fig. 2.3(d) shows the dynamics of the map far away from the curve K, where
maximal orbits with small M (M . 10) are found. The stable non-impacting period-
1 orbit bifurcates into a maximal orbit ofM -periodic orbit when ρ is increased through
zero, hereM = 3. When ρ is subsequently decreased, the maximal pM orbit coalesces
with its unstable M -periodic counterpart in a saddle-node bifurcation at ρM < 0.
Unstable orbits are not shown in Fig. 2.3 since only the observed orbits are plotted
(unstable orbits are shown e.g. in [24], Fig. 5(a)).

A related bifurcation scenario is shown in Fig. 2.3(e). Here similarly a transition
p1 → pM takes place at ρ = 0 when ρ is increased, with again M = 3. When ρ is
decreased, the pM ceases existence slightly below ρ = 0, similarly as in Fig. 2.3(d).
But then the orbit jumps to a maximal pM+1 orbit. This large amplitude orbit
coexists with the non-impacting p1 orbit in ρ < 0; and with the maximal pM orbit
over some range in ρ > 0. It ends its existence in ρM+1 < 0 when ρ is decreased
in a similar fashion as the p3 orbit in Fig. 2.3(d). The regions where M and M + 1
maximal orbits in the this manner coexist are indicated in Fig. 2.2(b) for M = 4, 5, 6.

Fig. 2.3(f) illustrates the bifurcation scenario that is found below and close to
the curve K. In this region of parameter space, maximal periodic orbits with large
periods M are found, here M = 20. The maximal pM orbit bifurcates into a pM−1

maximal orbit when ρ is increased, which finally bifurcates into chaos. The chaotic
attractor exists up to ρ ≈ 0.4, but also some other high period orbits are observed; in

1It follows from Eq.(2.3) that for a lightly damped system α is given by

α = 2 exp[−ν/2] cos[2πω1/ω],

where ω1 =
√
k/m− (µ/2m)2 is the frequency of free damped oscillations of the oscillator without

impacts. Hence, in contrast with the situation of heavy damping where α is only positive, α may be
positive as well as negative for light damping dependent on the ratio ω1/omega.
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this particular case we have also observed a p30 orbit. When ρ is decreased, we find
that the chaotic attractor coexists with the p19 orbit; and the p19 orbit bifurcates into
the p20 orbit via a chaotic attractor. Hence, close to K many high period maximal
orbits and chaos (co)exist, and it depends sensitively on the parameter settings and
on the initial conditions which state is observed.

A general mapping for near-grazing oscillations

The Nordmark map is derived in [79] for a heavily damped oscillator. This system
always stays close to grazing incidence so that the iterates xn stay small and the
square root in the map is far more important than the higher order terms. As is
argued by Molenaar et al. [76] (Chapter 3 of this thesis) and noted by Nordmark [82],
the map has to be adjusted for a lightly damped oscillator. The mapping derived in
Chapter 3 is given by





xn+1 = αxn + yn + ρ

yn+1 = −γxn
if xn ≤ 0, (2.4)





xn+1 = −c1
√
xn + c2xn + yn + ρ

yn+1 = c3xn

if xn > 0. (2.5)

Similarly as for the Nordmark map, (xn, yn) represents the rescaled state of the os-
cillator at stroboscopic times tn. The coefficients c1, c2, and c3, and the bifurcation
parameter ρ, are given by

c1 = sign(P12),

c2 = α− 2(1 + r)P22 + (1 + r)2P2
22,

c3 = (1 + 2r)γ − (1 + r)2P3
22,

ρ =
1− α+ γ

2|A|(1 + r)2P2
12

σ,

(2.6)

where Pij (i, j = 1, 2) represents the ij-element of the Jacobian matrix of the oscillator
without impacts (these elements are given on p. 36, § 3.2). In particular, for a lightly
damped system

c1 = sign [sin(2πω1/ω)] ,

where ω1 =
√
k/m− (µ/2m)2 is the frequency of free damped oscillations of the

oscillator without impacts. We remark that this map tends to the Nordmark map in
the limit of heavy damping.

Since the map has the same structure as the Nordmark map, it may be expected
that its dynamics has many features in common with the Nordmark map. Indeed, for
a lightly damped oscillator one finds maximal periodic orbits in most cases just above
ρM , where the system jumps back to a p1 non-impacting orbit when ρ is decreased.
However, the specific features of this map as compared with the Nordmark map give
rise to richer dynamics than is found in the Nordmark map. We show in Chapter 4
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that the dynamics of the map (2.4,2.5,2.6) agrees well with experimental results and
numerical simulations.

The most important difference with the Nordmark map is that for a lightly damped
oscillator the prefactor of the square root may be positive or negative, dependent on
the ratio between the frequencies ω and ω1, whereas the prefactor is always −1 in
Eqs. (2.1,2.2). If c1 < 0, the dominant impacting motion in ρ < 0 that is found when
ρ is decreased, is a period-1 orbit with one impact per period. This feature of the
map is supported by experiments as well as numerical simulations, but it is not found
in the Nordmark map. It is discussed further in Chapters 3 and 4.

Other differences between Eqs. (2.4,2.5) and the Nordmark map are the first order
contribution xn to xn+1 in Eq.(2.5) and the coefficient in front of xn in yn+1 in
Eq.(2.5). The most important effect of the former is that it increases the number of
impacts. Since after an impact xn+1 in Eq.(2.5) will be less negative than xn+1 in
Eq.(2.2), the iterates of an orbit will sooner cross x = 0 as ρ is increased. If this
occurs, it gives rise to a (grazing) bifurcation. This term particularly determines
the upper boundary of the window in which maximal periodic orbits exist, since
maximal periodic orbits cease to exist due to an additional impact that enters the
orbit. This phenomenon is also observed in experiments and in numerical simulations,
it is discussed in detail in Chapter 4). The coefficient in front of xn in yn+1 mainly
affects the lower boundary of this window, i.e. ρM .

In Molenaar et al. [76] (Chapter 3) it is discussed how assumptions for the deriva-
tion of the map can influence the shape that is finally obtained. The map is derived by
expanding the trajectory around a grazing orbit. This expansion involves three small
variables, i.e. the position and the velocity of the oscillator in the Poincaré section,
as well as the bifurcation parameter ρ. The final shape of the map is obtained by
truncating the expansion at some point. Since the expansion consists of higher or-
der terms in which these quantities are all present, scaling relations determine which
higher order terms have to be taken into account for a consistent result and which
can be discarded. The scaling relations are however a priori unknown. It is found
though, that the leading order term is always given by a square root, independent
of the chosen scaling relations. The coefficients of the higher order terms may vary,
dependent on the scaling relations.

The dynamics of square-root maps

Further studies of the dynamics of low-dimensional square-root maps are undertaken
by Lamba and Budd [69] and by Meijaard [74] who investigate analytically and numer-
ically the Lyapunov exponents of these maps. In [84], the one-dimensional Nordmark
map (i.e. γ → 0) is studied in the general context of border collision bifurcations. In
[23] it is demonstrated by Casas et al. that the Ott-Grebogi-Yorke (OGY) method
for the control of chaos can be used to stabilize unstable orbits of the Nordmark map
for a heavily damped system.

In practice, mechanical systems with impacts generally consist of many degrees-of-
freedom (DOF) in contrast to the 1-DOF model that is studied by Nordmark in [79].
In order to answer the question whether the predictions of the Nordmark map pre-
vail in such high-dimensional systems, Fredriksson and Nordmark study the grazing
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bifurcation of a general n-dimensional mechanical impact oscillator in [46]. Similar
assumptions as for the Nordmark map [79] are used, i.e. the vector of generalized
velocities is assumed to reverse instantaneously upon impact (equivalent to the COR
model), and the flow close to the boundary is assumed to be parabolic. A Poincaré
map for the n-dimensional system is derived. It is found that an impact leads, to
lowest order, to a 1-dimensional stretching in the Poincaré section, the magnitude
of the stretching being given by the square root of the “penetration depth” if the
boundary would not have been present. This is similar as the square-root singularity
in the 1-dimensional system. It is shown that, if certain stability conditions are sat-
isfied, the system stays close to the original grazing orbit, and the essential dynamics
can be described by a 1-dimensional square-root map. Thus, the universality of the
bifurcation scenario for systems with an instantaneous velocity reversal upon impact
is demonstrated.

We remark that the studied dynamical system in [46] would display linear dy-
namics if the impacts would not occur. In [120, 121] Van der Heijden discusses the
possible effects of impacts on the dynamics of a smooth high-dimensional system that
displays complex nonlinear behaviour, i.e. a drill-string model. It is expected that in
this system, impacts would lead to a different, more complicated bifurcation structure
than is found in [46].

The 1-dimensional square-root map, which represents the essential dynamics of
the above n-DOF impact oscillator considered by Fredriksson et al., displays scaling
behaviour in the limit when the bifurcation parameter ρ tends to zero and the period
of motion becomes large. This is shown analytically in a study by Nordmark [81],
where the existence of chaotic motion, a single stable periodic orbit with one impact
per period (MPO), and two coexisting orbits (each with one impact per period but
differing in period by 1), is demonstrated. (These solutions correspond to the possible
states in the inverse period adding sequence.) In [82] the full, generalized map is
considered by Nordmark, and conditions for the existence and stability of periodic,
impacting orbits that are created at the grazing bifurcation, are derived. Evidence
for the finding that the dynamics of a high-dimensional impact oscillator is essentially
1-dimensional close to a grazing bifurcation, is presented by Wagg and Bishop [122],
in a numerical study of the dynamics of a 2-DOF impact oscillator.

The square-root singularity of the Nordmark map is a direct consequence of the
impact model that is assumed in the derivation. Since an impact in practical systems is
a complicated process, which may be described by several different models, one could
wonder if the peculiar shape of the map is still a valuable description for practical
situations. In the paper by Molenaar et al. [76] (Chapter 3 of this thesis), a dynamical
map is derived for the more general situation where an oscillator impacts with a stiff
spring instead of with a rigid wall. It is found that the square root survives in nearly
all circumstances.

Recently, Di Bernardo, Budd and Champneys [35, 36] and Dankowicz and Nord-
mark [29] have published generalized methods for the analysis of the local dynamics
close to a grazing bifurcation. The considered systems are general and of arbitrary
dimension. The method by Di Bernardo et al. [35, 36] is based on explicit expan-
sions of the flow on both sides of the discontinuity boundary; Dankowicz et al. [29]
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investigate the same situation by making use of the implicit function theorem. An
important result of these studies is that the lowest order nonlinear contribution (in
addition to the linear term) is a square root or a 3/2-order term, corresponding to
a discontinuity in the vector field itself or in its first derivative at the discontinuity
boundary, respectively. It should be stressed that this is found from a local analysis
of the flow which assumes that the trajectories are near grazing. A global analysis
may yield different results. For example, in [35,36] it is demonstrated that the local,
near grazing dynamics of an oscillator whose vector field has a discontinuous first
derivative, is described by a 3/2-order nonlinearity, but that its global dynamics, i.e.
far away from grazing incidence, is described by a piecewise linear map. We finally
remark that a near-grazing flow only gives rise to a piecewise linear mapping when the
trajectory grazes a discontinuity boundary that is not smooth but that has “edges”
[34]. In that case, a so-called corner collision bifurcation takes place.

2.3 Studies of the grazing bifurcation using

alternative methods

The study of the grazing bifurcation by means of maps offers the attractive prospect
that the derived predictions are expected to be valid for discontinuous dynamical
systems in general, which thus may highlight the unifying mathematical nature of
these systems. However, though the scope of “conventional” methods may be limited
to the specific system under consideration, they may yield complementary insights as
is shown by the following studies.

Ivanov [59] studies a lightly damped, linear oscillator that is driven by a periodic
forcing of period T and of arbitrary shape; the oscillator impacts with a rigid stop
when its amplitude exceeds some value. It is shown that the ratio between ω1, the
frequency of free oscillations of the oscillator, and the forcing frequency ω = 2π/T ,
determines the grazing bifurcation that occurs, when the oscillator touches the stop
for the first time under the variation of a system parameter; in particular, the expected
bifurcation can be read from the sign of sin(ω1T ). (A similar result is obtained in
the mapping, where the grazing bifurcation that will take place, can be derived from
the sign of the prefactor of the square root, which depends on sin(ω1T ); see § 3.4
and § 3.8.) The non-impacting orbit of period T bifurcates into a stable period-T
impacting motion, if sin(ω1T ) = 0. This is called resonance. The boundaries of the
stability regions of period-T impacting motion for frequencies ω close to resonance
are analytically derived. For ω, such that −1¿ sin(ω1T ) < 0, a stable and unstable
periodic impacting orbit coexist, which merge at a saddle-node bifurcation. If ω is
such that 0 < sin(ω1T ) ¿ 1, the period-T orbit is shown to become unstable by the
grazing bifurcation, and an infinite sequence of inverse period doublings is predicted.

In [60, 61] Ivanov shows how the stability and bifurcations of periodic, impacting
orbits in a general impact oscillator can be studied using the tools that are normally
used for smooth nonlinear systems. The problems that are introduced by the discon-
tinuous nature of the motion are dealt with as follows. First, the impact is modelled as
a continuous process; for small impact velocities this results in a finite time duration
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of the impact, whereas for high-velocity impacts the model tends to the coefficient of
restitution model. In this manner, singularities that are introduced by grazing im-
pacts do not occur. Second, the coordinates of the oscillator are expressed in newly
constructed variables which are continuous functions of time, whilst the velocity itself
shows discontinuous jumps when a (high-velocity) impact occurs. The effectiveness
of the method is illustrated with examples. Particularly, in [61] the method is used to
predict the evolution of an orbit that undergoes a grazing bifurcation when a system
parameter is varied.

Foale [42] studies the grazing bifurcation of the prototypical impact oscillator
analytically and numerically. The forcing is sinusoidal and the behaviour is computed
over a large range of frequencies. It is shown that the sign of sin(ω1T ) (with ω1

and T defined as above) determines the type of grazing bifurcation that occurs, and
how parameter space is organized along the locus of the primary (or first) grazing
bifurcation.

The question whether the impact model influences the dynamics of the impact
oscillator and, in particular, the grazing bifurcation, is studied in several papers.
In [80], Nordmark studies numerically the dynamics of a linear, damped, sinusoidally
forced oscillator that impacts with a stiff spring, instead of with a rigid stop. It is
argued that the behaviour in presence of a rigid stop may be considered as a limiting
case of the situation where the wall has a finite stiffness. Foale and Bishop [44] study
the dynamics of an impacting linear harmonically forced damped oscillator using
numerical simulations, and compare the dynamics for two different impact models,
i.e. the COR model and the Hertz contact law, respectively. It is found that the overall
behaviour of the impact oscillator does not depend sensitively on the impact model.
They conjecture that the grazing bifurcation is the limit of a conventional “smooth”
bifurcation (flip or saddle-node). Wiercigroch [127] investigates the dynamics of a
bilinear oscillator. It is argued that a “gradual” change in stiffness may be a more
realistic model than a discontinuous change, and for this purpose a “smoothing”
function is introduced. The dynamics is studied as a function of the “smoothness
parameter”.

2.4 Experimental studies of low-velocity impact

oscillations

Experiments with mechanical oscillators to study the grazing bifurcation are reported
several papers. Stensson and Nordmark [107] study experimentally the dynamics
of a leaf spring that impacts with a sinusoidally moving base. The experimental
results are compared with a numerical model that consists of a 1-dimensional oscillator
with impacts described by a COR model. The simulated chaotic attractors are in
good agreement with the experimentally observed ones, and it is thus concluded that
the numerical model with an instantaneous velocity change at impact is a reliable
description of the system, despite the fact that the experimental system is much more
complex.

In [14, 118] Bishop, Thompson, and Foale study experimentally the dynamics of
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a periodically forced impacting beam. They focus on the period-1 impacting or-
bit in a frequency range around the free oscillation frequency of the non-impacting
beam. The forcing frequency is used as bifurcation parameter. Frequency sweeps
are performed for several settings of the forcing amplitude. The experimental results
compare favourably with the analytical and numerical results that are obtained using
a 1-dimensional linear oscillator model with a coefficient of restitution (COR) model
for the impact, despite the fact that in the experiment higher order modes are present
and that the impact is not instantaneous, as is assumed in the COR model. A re-
markable finding is that in order to obtain a good fit to the saddle-node loci, a COR
of r = 0.2 or smaller must be chosen, which is much lower than the COR of steel on
steel. This unexpectedly high energy loss upon impact is ascribed to the excitation
of many higher order modes upon impact. A similar small effective COR is reported
by de Weger et al. in [30, 31], where it is found that for r = 0 the predictions of a
1-dimensional model give the best fit to the experimental data. This is much lower
than may be expected from the properties of the materials that make contact during
the impact (ceramic and hardened steel).

In [30,31] (Chapter 4 of this thesis), de Weger et al. investigate the dynamics of a
harmonically excited leaf-spring close to the grazing bifurcation, in order to compare
the behaviour with the predictions of the map that is derived in Chapter 3. It is found
that the bifurcations both qualitatively and quantitatively agree with the predictions
of the map.

Figure 2.4: Schematic layout of the experimental setup used by Fredriksson et al. [45].
A fluid-conveying pipe is operated just above the critical fluid velocity, which sets the
pipe into a self-excited oscillation; U denotes the velocity of the fluid, l is the length of
the pipe, and µ denotes the displacement of the amplitude constraint. The deflection
is measured at a distance h from the pipe end. Reproduced from [45].

Fredriksson, Borglund and Nordmark [45] perform experiments using an oscillating
pipe that impacts with an amplitude constraint when its deflection becomes large
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enough (Fig. 2.4). The pipe conveys a fluid and above some critical value of the fluid
velocity, the system goes through a Hopf bifurcation so that the equilibrium position
of the pipe becomes unstable and a stable self-excited periodic oscillation sets in.
The system is operated just above the critical fluid velocity. The advantage of this
setup is that it offers the opportunity of studying a mechanical oscillator that behaves
as a system with heavy damping, since just above the Hopf bifurcation the system
has real positive eigenvalues. (In general, mechanical systems are lightly damped, so
that one would have to add extreme damping if one wants to study this situation.)
In the experiments, the fluid velocity is kept constant and the position of a motion
delimiter (denoted by µ in Fig. 2.4) is varied in order to study the dynamics caused
by impacts. The measured Poincaré sections qualitatively agree with those predicted
by square-root mappings, despite the fact that the mechanical system is much more
complex than the low dimensional mapping.

2.5 Related systems

Piecewise-smooth dynamical systems represent a broad class of nonlinear systems.
For the interested reader we mention some studies that may be helpful for a further
investigation.

A particular class of piecewise smooth systems is referred to as Filippov systems
[41]. These systems are characterized by a discontinuity in the flow vector dx/dt on the
boundary between two regions in phase space. It describes phenomena such as stick-
slip. In a recent article by Kuznetsov et al. [67], the codim one bifurcations of Filippov
systems are studied systematically. Bifurcations in these systems are also studied by
Leine [70]. The possible bifurcations in a general piecewise smooth system are studied
using a local analysis by Di Bernardo, Feigin et al. in [37], where all possible codim
one bifurcations are discussed. In [34] a special type of discontinuous bifurcation
is studied by Di Bernardo et al., i.e. the so-called corner collision bifurcation. This
phenomenon can occur when the boundary between adjacent regions in phase space is
not smooth but has edges. If the stationary flow hits such an edge during the course
of a parameter variation, a corner collision bifurcation takes place. An example is
found in DC/DC converters [33] (also called buck converters).





Chapter 3

A dynamical mapping for

grazing impact oscillators‡

Abstract

Impacts between oscillating objects give rise to strongly nonlinear behaviour. Ex-
amples of this can be found in a great variety of mechanical systems. Nordmark
predicted that the essential dynamics of an oscillating mass that just touches an am-
plitude constraint (i.e. it has low velocity, near-grazing, impacts) can be described
by a discrete map in which the effect of the impact is represented by a square-root
nonlinearity. The peculiar form of the map leads to “new” bifurcation scenarios which
are expected to have universal properties since the map is independent of the system
details. In this chapter we study the question whether the predicted bifurcation sce-
narios survive when the constraint may yield upon impact. This situation is expected
to occur in practice since no material is infinitely hard upon impact. In order to have
a connection with the literature, we first derive the map for impacts with a perfectly
rigid wall. We find that the map is somewhat different from results published earlier
in the literature. Then we derive the map for impacts with a compliant wall. We
find that the map is unaltered when the impact velocity is much higher than some
critical value. When the impact velocity is much lower than this, the structure of the
map remains intact, but the parameters are different. In particular, the bifurcation
parameter is rescaled as compared with the Nordmark map. That a crossover exists
when the impact velocity is varied, is illustrated numerically for a lightly damped
oscillator. Finally, we demonstrate analytically that the allowance for a yielding wall
extends the applicability of the map. Our main conclusion is that the predictions
by Nordmark are robust against wall resilience so that the square root, hence the
bifurcation scenario, will prevail in most situations of practical interest.

‡This chapter contains the material published in J. Molenaar, J.G. de Weger, and W. van de
Water, Mappings of grazing-impact oscillators, Nonlinearity Vol. 14, pp. 301–321 (2001).

31



32 Chapter 3. A dynamical mapping for grazing impact oscillators

3.1 Introduction

Impacting behaviour is found in a large number of mechanical systems. Examples
are gear rattle [63], ships colliding against fenders, loosely fitting joints, drill strings
[120, 121], railway mechanics [65], and suspension bridges [38] (more examples can
be found in the overview by Jerrelind [62]). In atomic force microscopy, impacts
occur on a mesoscopic scale and the interaction forces may have an intricate form
(cf. Chapter 5 and [10]). Although the dynamics without impacts may be linear, the
collisions introduce an essential nonlinearity. We believe that impacts are a principal
source of nonlinearity in discrete mechanical systems.

A special situation arises when the impacts are with zero velocity, so-called grazing
impacts. For impacts that are close to grazing it is possible to characterize the
dynamics by a discrete mapping as has first been done by Nordmark [79, 81], and
later on by Frederiksson and Nordmark [46]. The study of these mappings led to the
discovery of important organizing principles in the dynamics of impact oscillators.

The Nordmark map [24,79] reads as

{
xn+1 = αxn + yn + ρ
yn+1 = −γxn if xn ≤ 0, (3.1)

{
xn+1 = −√xn + yn + ρ
yn+1 = −γ r2 xn if xn > 0. (3.2)

Here, (xn, yn) are the transformed coordinates of the two-dimensional phase space
of the original impact oscillator taken at stroboscopic times t = n ∈ Z. Equation
(3.1) describes the non-impacting case with xn ≤ 0, whereas (3.2) is applied when
the xn-coordinate crosses the position of the wall at x = 0. The parameters α and
γ are related to the parameters of the ordinary differential equation, whereas the
restitution coefficient r gauges the energy loss at impact. The bifurcation parameter
ρ is proportional to the driving amplitude of the impact oscillator. At large negative
values of ρ no impacts occur, and equation (3.1) applies. When ρ is increased in a
quasi-stationary way starting with the non-impacting state, first impacts occur when
ρ = 0. These impacts destabilize the motion; the periodic, non-impacting orbit is
destroyed and the system settles in an impacting orbit, where the impacts may have
a relatively large velocity. The transition that has taken place may be hysteretic, i.e.
impacts may remain when ρ is subsequently smoothly decreased and may only vanish
at a negative value of ρ. The emergence of a square root in (3.2) is characteristic
for grazing collisions. Because the Jacobian of the map behaves as x−1/2 at x = 0,
we refer to it as a square-root singularity. In the vicinity of the line x = 0, the map
stretches phase space extremely.

Intimately tied to the square-root singularity is the phenomenon of period adding.
The appearance of this cascade of subharmonic orbits whose period increases stepwise
by one, depends on the damping of the system. In heavily damped systems, an infinite
series of period addings is found if ρ is decreased down to 0. In lightly damped
systems, it comes as a series of transitions from the non-impacting period-1 orbit to
an impacting period-M orbit (M = 1, 2, . . .) when ρ is increased through 0. Here,
M depends on the value of α and γ. In all cases, the M–periodic orbits reached are
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maximal orbits that have a single impact per orbital period. It is tempting to draw an
analogy with the Feigenbaum period-doubling cascade, which is found in systems with
a quadratic nonlinearity [40]. In both cases, the order of the nonlinearity determines
a characteristic bifurcation scenario. Figure 3.1 illustrates the period addings that
are found in the generalization of the map that is derived in this chapter. Clearly,
the period of the orbit increases stepwise by one, if σ approaches 0 from above. In
Chapter 4 we concentrate on the series of p1 → pM transitions in an lightly damped
mechanical impact oscillator when we test the predictions of the mappings.

The mapping (3.1,3.2) assumes that the wall is perfectly rigid so that impacts take
place instantaneously. This idealization will not be fulfilled in practical situations
where collisions occur with a more or less compliant wall which introduces a time
delay at impact. The key question then is if a finite compliance will “smooth” the
square-root singularity, thus essentially altering the typical bifurcation structure of
grazing impact oscillators.

The prime motivation for the work in this chapter is the derivation of grazing
impact mappings in the case of collisions with yielding obstacles. To this aim we first
derive in § 3.2-3.4 the mapping for a harmonic oscillator which undergoes grazing
impacts with a hard wall. We use a lucid and straightforward expansion that allows a
precise association of the parameters of the resulting map with those of the differential
equation. We argue that (3.2) needs to be altered slightly but essentially. Having laid
out our mathematical tools, the extension to the case of impacts with a non-rigid wall
in § 3.5 appears straightforward.

Our procedure is to split the dynamics in a map L which describes the effect of
the impact, and a map which evolves the state of the oscillator from one section to
the next. Most of the work is the derivation of L. Such a procedure is not new [46].
In a recent paper, Dankowicz and Nordmark [29] discuss the general properties of a
“discontinuity map” similar to L, but now taken at the collision time itself, in the
presence of a yielding wall.

In impacting systems two sources of discontinuity may be distinguished. First,
the impact itself, i.e. the intermittent contact with another body, which involves a
short lasting, strongly repellent contact force; and, second, the energy loss caused
by the impact, which may have an instantaneous as well as a continuous character.
That is, the coming into contact with another body may trigger an instantaneous loss
of energy, such as by the excitation of higher order modes, but during the contact
the system may experience additional damping too. The loss of energy is a crucial
ingredient of impact oscillators. In our experimental study of a mechanical oscillator
we find collisions to be almost completely inelastic (Chapter 4).

Our conclusion is that for most systems involving a yielding wall, an effective
square-root behaviour survives. An exception is the case of perfectly elastic collisions
where an effective square-root behaviour is only felt when the impact velocity is large
enough. Period adding bifurcations are thus expected to be found also in experimental
situations which involve compliant obstacles. In § 3.7 we illustrate the predictive
power of our mapping when we analyse period addings in the limit of large friction.
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Figure 3.1: Bifurcation diagram of the map (3.39,3.40,3.51) for parameter values
(α, γ) = (0.25, 0.01) and r = 0.9. The map is derived in § 3.5 and represents the
stroboscopic state of a heavily damped oscillator that has low-velocity impacts with
a yielding wall. The bifurcation parameter σ is the relative forcing strength defined
as σ = F/Fg − 1, where F is the driving strength of the harmonic oscillator (3.3)
and Fg the driving strength (3.5) when the non-impacting orbit grazes the wall. [σ
is proportional to the bifurcation parameter ρ of the Nordmark map. Their relation
is derived in this chapter.] The diagram shows the orbit that is found after that
transients have decayed. For example, the 3 values of x for σ = 10−4 represent the
x-coordinates of the iterates of the period-3 subharmonic orbit that is found after the
transients have decayed. It can be clearly seen that the period of the observed orbit
increases stepwise by one if σ = 0 is approached from above. This is called an inverse
period adding sequence [24,84]. We plot x/σ so that the dynamics for small σ becomes
clear. The logarithmic scale of σ is used to demonstrate that the windows in which the
subharmonic orbits exist, accumulate geometrically on σ = 0+. Apart from a scale
factor of the horizontal axis, the bifurcation diagram is almost identical to Fig. 3(b)
in [24], which is computed using the Nordmark map (3.1,3.2).

3.2 The impact oscillator

A sketch of the physical system is shown in Fig. 3.2. It consists of a periodically
driven harmonic oscillator with mass m, friction coefficient c, and spring constant k.
The driving force has angular velocity ω and amplitude F̃ . At a distance L > 0 from
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f o r c i n g  ~  c o s ( t )

m
u = 0u = - 1

u
f r i c t i o n  ~  n

Figure 3.2: The physical system studied in this chapter. The mass m of the oscillator
can collide with a yielding wall. We assume that the massless wall is attached to the
fixed world with frictionless springs. The resilience of the wall is determined by the
stiffness of the second spring. We use normalized units with m = 1, the wall position
in rest at u = 0, and the rest position of the oscillating mass at u = −1.

the rest position of the oscillator, an obstacle is placed.
For convenience, we cast the equation of motion in non-dimensional form. The

position is rescaled such that the equilibrium position of the oscillator is in u = −1
and the obstacle resides in u = 0. So, the distance L becomes the unit of length. The
time is rescaled such that the external forcing has frequency 2π and, for reasons that
will become clear immediately, a phase difference ϕ is introduced. Then, the equation
of motion reads as

ü+ νu̇+Ω2(u+ 1) = F cos(2πt+ ϕ) for u < 0, (3.3)

with
ν = 2πc/mω,

Ω2 = 4π2k/mω2,

F = 4π2F̃ /mω2L.

(3.4)

The harmonic oscillator

Let us first briefly consider the dynamics of the smooth oscillator without impacts.
If we choose the phase difference ϕ to be

ϕ = arccos[(Ω2 − 4π2)/Fg],

where Fg represents the forcing amplitude for which the particular solution of the
smooth oscillator grazes the wall, given by

Fg =
√

(Ω2 − 4π2)2 + 4π2ν2, (3.5)
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the particular solution of (3.3) takes the elegant form

p(t) = (1 + σ) cos(2πt)− 1. (3.6)

Here

σ = (F − Fg)/Fg, (3.7)

represents the normalized excitation amplitude. For σ = 0 the particular solution p(t)
grazes the position of the wall at times t = n ∈ Z when it collides with zero velocity.
We take σ as the bifurcation parameter. One of our tasks in this chapter is to derive
the relation between σ and the bifurcation parameter ρ of the mapping.

If we denote points in phase space by u = (u, u̇)T , the solution u0(t) of the free
oscillator (3.3), i.e. with F = 0 and with the obstacle ignored, is given by

u0(t) = P(t− t0)u0(t0), (3.8)

with the evolution matrix P(t) given by

P(t) =
1

s2 − s1

(
s2e

s1t − s1es2t es2t − es1t

s1s2(e
s1t − es2t) s2e

s2t − s1es1t

)
, (3.9)

where s1 = 1
2 (−ν+

√
ν2 − 4Ω2) and s2 = 1

2 (−ν−
√
ν2 − 4Ω2).1 Note that P(0) equals

the unit matrix. Given the initial conditions u(t0), the general solution of equation
(3.3) is the sum of the solutions in (3.6) and (3.8) and can be written as

u(t) = P(t− t0)[u(t0)− p(t0)] + p(t). (3.10)

Expression (3.10) holds as long as no impact takes place, thus if u < 0. The time-one
operator P ≡ P(1) connects states at successive periods of the driving; its eigenvalues
are exp (s1) and exp (s2). From this we directly conclude that p(t) is asymptotically
stable in case of damping, i.e. if ν > 0. For the impacting system this means that the
trajectory tends to p(t) during the finite periods of time in between the impacts. In
the heavily damped case ν2 > 4Ω2 this convergence is fast and without oscillations,
whereas in the lightly damped case ν2 < 4Ω2 this approach is slow and u(t) oscillates
around p(t). The difference between heavily damped and lightly damped oscillations
may lead to essentially different maps which will be discussed in § 3.8. The trace
α = Tr(P) and the determinant γ = det(P) play an important role in the following.
They are given by the sum and the product of the eigenvalues, respectively,

{
α = es1 + es2 = 2e−

1
2
ν cosh

[
1
2

√
ν2 − 4Ω2

]
,

γ = es1 × es2 = e−ν .
(3.11)

1If the system is critically damped, P(t) has to be adapted accordingly. However, this does not
affect the derivation.
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The impact model

In order to incorporate the effect of the obstacle, an impact model has to be intro-
duced. We denote the velocity and time of the collision by (vc, tc) and the velocity
and time of the recoil by (vr, tr). The duration of the impact, i.e. the time spent in
the region u > 0, is denoted by ∆t. An impact model then must specify the relations

vr = vr(vc, tc), and tr = tc +∆t(vc, tc). (3.12)

In Section 3.4 we derive expressions for impacts with a perfectly rigid wall when the
recoil is instantaneous (∆t = 0). The effect of a compliant wall is studied in § 3.5.

At this point we notice that the impact model for near-grazing impacts in general
can be expressed as an expansion in vc and tc, since impacts are assumed to take place
at low velocity and at times close to the maximum of the initial stationary grazing
orbit. That is, vc ¿ 1 and tc ¿ 1, where tc is relative to the times t = n with n ∈ Z
when the stationary grazing orbit p(t) with σ = 0 touches the wall with zero velocity.
Actually, the models that are worked out below represent the lowest order terms of
such expansions.

Energy loss is a principal constituent of impact processes. In our approach it is
modelled as an instantaneous change in the velocity immediately upon contact. That
is,

v(t+c ) = η v(t−c ), with − 1 ≤ η ≤ 1, (3.13)

where v(t−c ) [v(t
+
c )] is the velocity immediately before [after] the impact, and η is the

energy loss coefficient. The case |η| = 1 corresponds to an elastic impact, whereas for
|η| < 1 energy is lost at the impact. When we consider impacts with a rigid wall, we
have ∆t = 0; the recoil velocity vr equals v(t+c ); and −1 ≤ η ≤ 0, so that Eq. 3.13
corresponds to the well-known coefficient of restitution model, vr = −rvc with r = |η|.
The case η > 0 corresponds to an impact with a yielding wall, since now the mass
does not bounce back but enters the region u > 0. If 0 < η < 1, it instantaneously
slows down upon passing the boundary u = 0. For η = 1 the velocity is continuous
and the only effect of the impact is through the repellent contact force.

We remark that there are many ways to account for energy loss during collisions.
Based on our experimental findings in a mechanical impact oscillator as discussed in
Chapter 4 we believe that the present model is relevant for macroscopic experiments.
The use of the instantaneous energy loss model has the advantage that it allows for
a ready comparison with the map derived by Nordmark in [79].

3.3 The local mapping

Since the dynamics between impacts (via (3.10)) and during impacts (via (3.12)) is
explicitly known, the orbits can in principle be calculated. The dynamical equations
(3.10,3.12) can be reduced to a discrete mapping for orbits which undergo near-grazing
collisions. The reduction is possible for orbits which remain close to the particular
solutions p(t) in (3.6) with |σ| ¿ 1, that is, for orbits with |un| ¿ 1 and |vn| ¿ 1.
Possible impacts then occur in short time windows around t = n ∈ Z. In the literature
(Budd and Dux [19]; Budd et al. [20]; Foale and Bishop [43]; Shaw and Holmes [102];
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un= L(un)

t=n

un

u

t

(a) (b)

^

un un= L(un )^

t=n

Figure 3.3: The impact map L. (a) If an impact occurs before t = tn, L maps
the virtual position un onto the true position ûn. (b) If an impact occurs after the
stroboscopic time, L maps the true state un onto the virtual state ûn.

Whiston [124,126]) one usually studies mappings which connect states of the system
at successive impacts. We found it more convenient to focus on the Poincaré map
connecting the states un = (un, vn)

T at stroboscopic times t = n ∈ Z.
A judicious choice of the state for the map is a crucial step in the present derivation.

For un and vn we take the position and velocity the system would have at t = n, if the
obstacle would have been removed shortly before t = n. This is most conveniently
understood from Fig. 3.3. If the impact takes place (shortly) after t = n or if no
impact occurs at all around t = n, the state involves the real values of position and
velocity. If an impact occurs (shortly) before t = n, un is a virtual state.

We account for a possible impact near t = n through the local mapping L

ûn = L(un). (3.14)

The action of L and the location of the points un and ûn are illustrated in Fig. 3.3.
The key idea is to calculate the orbit around t = n with and without accounting for the
presence of the obstacle, respectively. If an impact occurs before t = n (Fig. 3.3(a)),
un represents the virtual state at t = n obtained if no obstacle were present, while
ûn represents the physical state obtained by incorporating the impact. If the impact
takes place after t = n, the roles of un and ûn are reversed, as shown in Fig. 3.3(b).
If there is no impact or if the impact is grazing, L is the identity.

After application of L, the system is propagated from state ûn at t = n to state
un+1 at t = n+1 without accounting for the obstacle, thus by applying the evolution
given by (3.10). The full mapping is then given by

un+1 = P[L(un)− p(tn)] + p(tn+1). (3.15)

From (3.6) we have p(tn) = p(tn+1) = (p(n), ṗ(n))T = σ(1, 0)T ≡ σe1.
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It is assumed that the trajectory stays close to the orbit p(t) with |σ| ¿ 1. Observe
that the motion is governed by the acceleration in the small time window around
t = n ∈ Z when p(t) has its maximum, since the velocity is small in this time window.
Hence, a parabolic approximation of the trajectory in this time window applies. This
is worked out in detail in § 3.4. There it is found that if the quantity χn defined as

χn = v2
n − 2A un, (3.16)

is positive (vanishes), a (zero-velocity) collision takes place, whereas for χn < 0 the
trajectory does not reach the obstacle. Here, A is the acceleration of the grazing
orbit, i.e. p̈(n) with σ = 0

A = −4π2. (3.17)

If χn > 0, an impact occurs shortly after t = n, if un < 0 and vn > 0; in all other cases
(with χn positive) the oscillator hits shortly before t = n. Both cases can be dealt
with on an equal footing. The quantity χn plays a principal rôle in the derivation of
the map.

We expand the dynamics of near-grazing orbits in terms of the small parameters
un, vn, and σ, assuming that they are all of the same order of magnitude. We are
interested in a derivation up to and including first order, so terms involving (cross)
products are omitted.2 The local map L is found explicitly by expressing ûn in
un. The quantities (vc, tc) and (vr, tr) are intermediates in this derivation. We
first derive the general form of L using the expansions of un in (vc, tc), and ûn

in (vr, tr), respectively. For the desired accuracy, L has to be computed up to and
including quadratic order in (vc, tc) and (vr, tr). By substitution of the impact model,
L becomes an expression in (vc, tc). This is expressed in un using the expansions of
(vc, tc) in un.

First we compute un in terms of (tc, vc), by expanding the trajectory around the
impact. We have





u(t) = vc(t− tc) +
1

2
Ac(t− tc)2 +O(t− tc)3

v(t) = vc +Ac(t− tc) +
1

2
Bc(t− tc)2 +O(t− tc)3

where the subscripts ”c” denote that the quantities are evaluated at the impact and
where we used that uc = 0. The state un is obtained by substitution of t = 0

{
un = −vctc +

1

2
At2c +Ku,c(t

3
c , vct

2
c , σt

2
c)

vn = vc −Atc − pctc +Kv,c(t
3
c , vct

2
c , σt

2
c)

(3.18)

where the Ki,c(. . .) (i = u, v) represent the lowest order rest terms, and where we
introduced the shorthand notation

pc =
∂Ac

∂vc
vc +

∂Ac

∂tc
tc = −νvc − 2π [Fg sinϕ] tc,

2Other assumptions about the relative ordering of the small parameters are possible, but they do
not affect our main conclusions.
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i.e. pc contains the first order contributions of the small parameters to Ac. We obtain
ûn in a similar fashion by expanding the trajectory around the recoil. We find

{
ûn = −vrtr +

1

2
At2r +Ku,r(t

3
r, vrt

2
r, σt

2
r)

v̂n = vr −Atr − prtr +Kv,r(t
3
r, vrt

2
r, σt

2
r)

(3.19)

where the Ki,r(. . .) (i = u, v) represent the lowest order rest terms, and where pr is
similar to pc but now evaluated at the recoil. A convenient, general form of the local
map is obtained by subtracting (3.18) from (3.19), which yields

{
ûn = un − [vrtr − vctc] + 1

2A[t2r − t2c ] +KL,u(tr, vr, tc, vc, σ)
v̂n = vn + [vr − vc]−A[tr − tc]− [prtr − pctc] +KL,v(tr, vr, tc, vc, σ)

(3.20)

where the KL,i (i = u, v) contain the remainders of (3.18) and (3.19). Eq. (3.20)
can be expressed in (vc, tc) using the impact model (3.12); these quantities can be
expressed in un, as is demonstrated below. We note that the local map could also be
obtained directly by working out (3.19) using the impact model and the expressions
for tc and vc that are derived below. However, in some cases, e.g. when the coefficient
of restitution model is considered, (3.20) is more convenient, since it expresses ûn in
the differences between (tc, vc) and (tr, vr).

At this point it is important to note the following. Though it cannot be seen
directly from (3.20), it is the contribution [vr − vc]−A[tr − tc] to v̂n that forms the
origin of the square root in the map. This is because tc and vc depend on

√
χn,

as is demonstrated below. Hence, the nonlinearity is a direct consequence of the
parabolic shape of the orbit prior to the impact and is independent of the system
details. Moreover, it is independent of the impact model; only in special situations
the impact model causes this contribution to vanish. Then the higher order terms
become important, the leading nonlinear contribution being of order (3/2); this is
not considered here, but it is discussed in e.g. [29, 36]. However, whether the map
contains a square root, not only depends on the presence of this contribution, but also
on the value of the element P12 of the propagator P (cf. Eq.(3.9)), since this element
”transfers” the nonlinearity introduced by the impact in the velocity at time tn to the
position coordinate at time tn+1. If P12 vanishes, then the square root does so too.
This also explains why the sign of P12 is so important for the map, as is discussed in
§ 3.8.

Up to here we have discussed general properties of near-grazing trajectories. We
will now apply the above results to impacts modelled by the coefficient of restitution
rule in § 3.4, as well as to impacts with a compliant wall in § 3.5.

3.4 Instantaneous near-grazing impacts

For impacts described by the coefficient of restitution rule we have

{
tr = tc
vr = −r vc with 0 ≤ r ≤ 1,

(3.21)
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which yields for the local mapping L
{
ûn = un + [1 + r] vctc +Ku(tc, vc, σ)
v̂n = vn − [1 + r] vc (1 + νtc) +Kv(tc, vc, σ).

(3.22)

From this expression we can find the explicit form for L by expressing tc and vc in
un and vn, which is done as follows. The quantity tc is obtained as a solution of
u(tc) = 0, where we now expand u(t) around t = 0

u(t) = un + vnt+
1

2
Ant

2 +
1

6
Bnt3 +O(t4),

where we introduced Bn =
[
d3u(tn)/dt

3
]
. This has the solution

tc =
1

An

[√
χn − vn +

Bn
3An

un

]
+O(ε3/2), (3.23)

so that for vc = [du(tc)/dt] follows

vc =
√
χn −

2

3

Bn
An

un +O(ε3/2), (3.24)

where the remainder O(ε3/2) is a shorthand notation for terms containing un
√
χn,

vn
√
χn, and σ

√
χn. Since it is our aim to compute L up to first order in small

quantities and L depends (to lowest order) linearly on (vc, tc), we have to compute
(vc, tc) up to first order in un.

The quantities An and Bn depend on un as follows. Using that An = ü(tn) we
find from (3.3)

An = −νvn − Ω2(1 + un) + Fg (1 + σ) cosϕ. (3.25)

The quantity Bn is obtained from

d3u

dt3
= −νü− Ω2v − 2π(1 + σ)Fg sin(2πt+ ϕ). (3.26)

Substitution of (3.3) and t = n yields

Bn =
(
ν2 − Ω2

)
vn + (un − σ) νΩ2. (3.27)

We conclude that in (3.23) and (3.24) An and Bn can be replaced by their ”grazing”
values A (cf. Eq. (3.17)) and B ≡ 0, since the desired accuracy is up to and including
first order terms. Hence,

tc(un, vn) =
1

A (
√
χn − vn) +O(ε3/2), vc(un, vn) =

√
χn +O(ε3/2). (3.28)

Upon substitution of this in (3.22), we obtain the explicit form of the local map





ûn = −(1 + 2r)un +
1

A (1 + r)vn
(
vn −

√
χn

)
+O(ε3/2)

v̂n = vn − [1 + r]
[√

χn − 2νun +
ν

Avn(vn −
√
χn)
]
+O(ε3/2).

(3.29)
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The map trivially reduces to the identity for the case r = −1 (no obstacle). Though
we are interested in the equations up to first order, the second term on the right hand
side of ûn containing cross products (and the same term in v̂n) is kept, since it may
be of first order. This is the case if vn À un, for which we have ûn ≈ −run. We
emphasize that the expressions yield the correct answer also if the impact occurs after
t = n.

It is convenient to write the local map L in matrix notation

L(un) = Nun + n(un), (3.30)

with

N =

( −(1 + 2 r) 0

2ν(1 + r) 1

)
, (3.31)

and

n(un) = −(1 + r)

[
0

1

]
√
χn +

[
1

−ν

]
(1 + r)

1

A vn (vn −
√
χn) . (3.32)

The nonlinearity of L is contained in the vector n(un). Substitution of (3.30) into
(3.15) yields for χn > 0

un+1 = P [Nun + n(un)] + σ(I−P)e1, (3.33)

while for χn ≤ 0 (no-collision) we have

un+1 = P un + σ(I−P) e1. (3.34)

With equations (3.33,3.34) we have brought the dynamics of the harmonic impact
oscillator in the form of a mapping. The mapping is approximate in that we have
assumed near-grazing orbits. The mapping is not yet very transparent; it still lacks
an impact criterion which depends on a single coordinate (such as the map (3.1,3.2)).
In the next section we reshape the mapping via a nonlinear transformation in order to
obtain similarity with the map (3.1,3.2). It must be realized that this procedure might
reduce the accuracy of the map (3.33, 3.34) which is derived as a linear approximation
to the near-grazing dynamics.

Natural coordinates

The map (3.33,3.34) can be put into a more concise form by realizing that the factor
χn, which we introduced in (3.16) and which discriminates between impacting and
non-impacting orbits, plays a crucial role. The curve χn = 0 in phase space represents
the grazing orbit in the vicinity of t = tn. This suggests to choose the family of curves
given by χn = c with c constant as level lines of new coordinates

x = ` χ. (3.35)
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u

v
x=0

increasing x

Figure 3.4: Level lines of the new x−coordinate, defined in (3.36). The level lines of
the new y−coordinate (3.36) have a similar shape, but with respect to a shifted origin.

Here and in the following equation the constant factor ` > 0 is introduced for later
convenience. For the other new coordinate a convenient choice is the following linear
combination of χ and v

y = −` [P22 χ+ 2A P12 v + 2Aσ (P22 − γ)] . (3.36)

This combination is chosen such that the second component of the 2-dimensional map
(3.33,3.34) gets the simple form given in (3.39,3.40). In Fig. 3.4 the level lines of the
new coordinates (x, y) are sketched. Inverting this transformation and retaining only
terms linear in (x, y, σ), we obtain the expressions

u = − x

2A ` , v = − 1

2A ` P12
[y + P22 x+ 2A ` σ(P22 − γ)] . (3.37)

The inverse transformation does not exist if P12 = 0, which occurs for an under-
damped oscillator when ω T1 = nπ (n = 0, 1, 2, . . .), with ω the forcing frequency
and T1 the free oscillation period of the oscillator. In this case, the analysis must
be repeated, starting from (3.33,3.34) and an appropriate, different set of natural
coordinates must be chosen; this special situation is left out of consideration.

The dynamical map

Applying (3.35,3.36) at t = n+1 we obtain (xn+1, yn+1) as functions of (un+1, vn+1).
The latter are expressed in terms of (un, vn) via the map (3.33,3.34). Application
of the transformation (3.37) yields the map in transformed coordinates. As long as
r 6= −1, which corresponds to absence of the obstacle, an appropriate choice for the
factor ` is

` =
1

4A2 (1 + r)2 P12
2 . (3.38)
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After lengthy algebra, in which terms of order higher than linear in (x, y, σ) are
omitted, we find that the transformed map reads as





xn+1 = αxn + yn + ρ

yn+1 = −γxn
if xn ≤ 0, (3.39)





xn+1 = −c1
√
xn + c2xn + yn + ρ

yn+1 = c3xn

if xn > 0. (3.40)

The coefficients c1, c2, and c3, and the bifurcation parameter ρ, are given by

c1 = sign(P12),

c2 = α− 2(1 + r)P22 + (1 + r)2P2
22,

c3 = (1 + 2r)γ − (1 + r)2P3
22,

ρ =
1− α+ γ

2|A|(1 + r)2P2
12

σ,

(3.41)

where we used that P22 = P11 − νP12 (cf. Eq.(3.9)). If we take r → −1, the obstacle
is ignored and the dynamics is described by the map in (3.39) only, irrespective of the
sign of xn. The association of the parameters α and γ in the collisionless map (3.39)
with the parameters of the ordinary differential equation (3.3) can also be made by
realizing that the eigenvalues of its Jacobian matrix must be the same as those of the
linear propagator P, as is also noticed by Chin et al. [24]. The form of the remaining
parameters, however, can only be learned from a full nonlinear analysis as is done
here.

In comparison with the Nordmark map (3.1,3.2), our map has several new features.
First, we emphasize that the sign of the square-root term in equation (3.40) depends
on the linear propagator P12 and is not fixed, as in (3.2). As explained in § 3.8, a
fixed negative sign prohibits period-1 impacting orbits for the underdamped oscillator
for ρ < 0, in clear contradiction with both experiment and numerical simulation.
Second, the term proportional to xn in equation (3.40) is absent in the Nordmark
map (3.1,3.2). We show in Chapter 4 that this term is essential for a quantitative
understanding of the destruction of maximal periodic orbits through an additional
impact. Finally, the parameter c3 differs from the corresponding prefactor in (3.2).

In the next section we demonstrate that with the groundwork now laid out, the
derivation of the map for the case of non-instantaneous impacts can be done readily.

3.5 Non-instantaneous near-grazing impacts

If the obstacle is not rigid but compliant, the impacting mass penetrates the region
u > 0 for some time interval ∆t > 0. For u < 0 the motion of the oscillator very near
collision is determined by the constant acceleration A defined in (3.17). The motion
in u > 0 is described by the dimensionless equation

ü+ νu̇+Ω2(u+ 1) + κ2u = F cos(2πt+ ϕ), u > 0. (3.42)
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The wall repels the mass harmonically with spring constant κ2. The stiffness of the
wall is gauged by the ratio Γ = κ2/Ω2 of the spring constants of wall and oscillator,
respectively. An infinitely stiff wall has Γ = ∞. As argued in § 3.2, cf. Eq. (3.13),
we allow for an instantaneous energy loss at the moment of collision. The collision
velocity vc is thus reduced by a factor η with 0 ≤ η ≤ 1, i.e. v(t+c ) = ηv(t−c ).
Apart from this possibility of energy dissipation, energy may also be lost through the
damping term νu̇ in (3.42) which we take to be the same as for u < 0.

The solution of (3.42) with initial conditions u(tc) = 0 and v(tc) = η vc is known
explicitly and the duration of the impact follows from

u(tc +∆t) = 0. (3.43)

Whilst ∆t as a function of vc at a given value of κ may easily be computed numerically
from (3.43), more insight is gained from approximate analytical expressions for ∆t.
These are most appropriately found by exploiting the physical characteristics of the
system.

The motion in u > 0 is the superposition of three forces, i.e. (i) the elastic force of
the stop, (ii) the damping in u > 0, and (iii) the forces that act on the smooth system
without impacts. We estimate the relative importance of these forces by comparing
the largest values that they may acquire. The maximum of (i) is given by κ2umax,n.
This can be worked out using the assumption that all kinetic energy at time t+c is used
to overcome the potential energy of the spring. Then, (κ2u2

max,n)/2 = (ηvc)
2/2, so

that for the maximum elastic force of the stop follows κ2umax,n = κηvc. The friction
force has its maximum at t+c , since the velocity has its largest value at that time.
Hence, the maximum of (ii) is νwallηvc. Finally, the magnitude of (iii) is given by
A + O(u, v, t, σ), where A is given by (3.17) and where u, v, t, and σ are assumed
to be small. Generally speaking, for impacts in mechanical systems the elastic force
will be more important then the friction force so that the motion is determined by
the elastic force of the stop and A. Then, the equation of motion in u > 0 can be
approximated by

ü+ κ2u = A, (3.44)

which can be solved analytically, yielding

∆t =
1

κ
arccos

1− β2

1 + β2
, (3.45)

where we introduced the dimensionless factor β, defined as

β =
η vc κ

|A| , (3.46)

in which we recognize the ratio between the maximum elastic force (i) and the force
of the smooth system (iii). In Fig. 3.5 ∆t is shown as a function of β. Note that the
time delay behaves linearly for small β, but converges to a constant limiting value for
increasing values of β.

In the following we apply the result in (3.45) for the two limiting cases β ¿ 1
and β À 1. It is important to note that the impact characteristics are determined
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Dt

p/k
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Figure 3.5: General behaviour of the residence time ∆t as a function of β = ηvcκ/|A|.
For small β the time delay grows linearly with β and the impacts are soft. For large
β the time delay is constant and the impacts are hard. In both limits a map with a
square-root singularity is derived.

by a product, i.e. (η vc κ), and not by a single parameter (η or κ) or only the impact
velocity. For convenience, however, we shall refer to the limiting cases as low and high
velocity impacts, respectively. Since the magnitude of the impact velocity may vary
for a given set of parameters, dependent on the dynamical state of the system, it is
not possible to predict from the system parameters and in particular κ and η, whether
the system operates in one regime or not. From an experimental point of view, an
extremely interesting question is how the softness of the wall affects the bifurcation
scenarios which are characteristic for impact oscillators.

3.5.1 Low velocity impacts

For low velocity impacts, we assume β ¿ 1, hence

vc ¿
|A|
η κ

. (3.47)

Then, the duration of the impact is to lowest order in β

∆t =
2β

κ
=

2 η

|A| vc. (3.48)

The stiffness of the wall has dropped from (3.48), the orbit does penetrate the wall, but
the time delay ∆t could have been obtained by setting κ to zero in (3.42). The only
remaining wall parameter is the energy dissipation coefficient η. For purely elastic
low-velocity collisions (η = 1), therefore, the presence of the wall can be ignored
completely in our approximation. The dynamics is then effectively free also in the
region u > 0 and is described by the regular map (3.39) everywhere. Our analysis
does not go beyond terms which are first order in x, and in this case the presence of
the wall is only felt in the next higher order nonlinear term x3/2. That this is indeed
the case is shown by Dankowicz and Nordmark in [29].
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To within the order of our approximation, the obstacle is only felt when it absorbs
energy, thus if η < 1. To find the mapping for this case we derive the analog of (3.29)
starting from the impact law (3.12) with (3.48). We find that the local map L is still
of the form (3.30)-(3.32), but with the replacement r → −η. Thus in this case we
have

L(un) = Nun + n(un), (3.49)

with

N(t) =

( −(1− 2η) 0

0 1

)
, n(un) = −(1− η)




1

A vn
(
vn −

√
χn

)

√
χn − 2ν un


 . (3.50)

Since equations (3.49,3.50) have the same structure as (3.30-3.32), the remainder of
the evaluation does not change, so that we conclude that, if η = 1, the dynamics is
given by the map (3.39), irrespective of the sign of xn. If η 6= 1, the map is given by
equations (3.39,3.40) with the coefficients

c1 = sign(P12),
c2 = α− 2(1− η) P22 + (1− η)2 P2

22,
c3 = (1− 2η) γ − (1− η)2 P3

22 ,

ρ =
1− α+ γ

2|A|(1− η)2P2
12

σ.

(3.51)

Remarkably, for η < 1 the impact map is the same as the map for an infinitely stiff
wall, but for the change r → −η. The consequence is that soft collisions with a soft
wall with 0 < η < 1 should display the same bifurcation phenomena as collisions with
a stiff wall, but for a scale change (1 + r)2/(1− η)2 of the bifurcation parameter ρ.

3.5.2 High velocity impacts

High-velocity impacts correspond to the case case β À 1, i.e.

η κ vc
|A| À 1. (3.52)

From equation (3.45) we conclude that for large enough β, the impact duration ∆t is
approximately given by

∆t ≈ π

κ
, (3.53)

and is thus independent of the collision velocity vc. This fact has interesting conse-
quences. Combining equations (3.52) and (3.53) we find that for β À 1

∆t¿ η π vc
|A| . (3.54)

By substitution of the collision rule

tr = tc +
π

κ
, vr = −η vc, (3.55)
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in (3.20), we again arrive at (3.40) with (3.41), provided that terms which are much
smaller than the terms already included in (3.40) are ignored. Effectively, this cor-
responds to the case ∆t = 0 with η = r. This implies that, in leading order, high
velocity impacts at a compliant wall are described by the same map as instantaneous
impacts at a rigid wall, i.e. by equations (3.39-3.41).

3.6 Discussion

From the previous section we conclude the persistence of the square-root singularity in
the mapping in all cases, except for the one of low-velocity, perfectly elastic collisions
with a yielding wall. We find that the most important difference between the map
for impacts with a rigid wall and the map for low-velocity, inelastic collisions with a
yielding wall is the replacement r → −η. The map for high-velocity impacts (β À 1)
with a yielding wall is found to be the same as for impacts with a perfectly rigid wall.
Our derivations has been up to first order accuracy.

In the case of elastic collisions with a yielding wall we find that the square-root
of the mapping disappears for low-velocity impacts, but we find a x1/2 behaviour for
high-velocity impacts (β À 1), similar as for impacts with a rigid wall. However, it
is shown in [29] that the map for elastic collisions with a compliant wall involves a
x3/2 nonlinearity instead. Using numerical simulations we will now show how this
apparent paradox is resolved. The simulations are based on the ordinary differential
equation 3

ü+ νu̇+K(u) = F cos(2πt+ ϕ), (3.56)

K(u) =

{
Ω2(u+ 1) u ≤ 0
Ω2(u+ 1) + κ2 u u > 0

which combines (3.3) and (3.42). For any derived mapping, the central question is
if it can correctly predict bifurcation scenarios which are of practical relevance. One
of those is the phenomenon of period adding which is intimately tied to the square-
root singularity of the Jacobian matrix. Inspired by our experiments (cf. Chapter 4),
we choose the parameters such that the dynamical state is a period-1 to period-3
transition which displays hysteresis. In a quasi-stationary upward scan of F from the
non-impacting state, impacts occur first at F = Fg (σ = 0). When σ is subsequently
decreased, the non-impacting state is reached only at a negative value σ = −σH . At
this point the orbit is closest to grazing, and we take the downward transition from
a period-3 impacting orbit to the period-1 non-impacting orbit as indicative for an
effective square-root behaviour of the map.

The singularity structure of the map is most clearly seen in its Jacobian matrix.
Because the numerical map is not in natural coordinates, all elements of the Jacobian
matrix display the same qualitative behaviour and we arbitrarily select the element

3An efficient numerical scheme for solving Eq. (3.56) in the presence of grazing impacts uses the
analytical solutions for the motion between impacts. The (exact) positions u(t) are computed in a
small number of discrete points t1, . . . , tk in each drive period. It is crucial not to miss boundary
crossings of u(t). These crossings are detected both directly by checking u(t1), . . . u(tk) and by
computing the position u(t) at the turning points of the velocity u̇. The number k of discrete points
in the regions u < 0 and u > 0 is taken proportional to Ω and κ, respectively.
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Figure 3.6: (a) The (12) element of the Jacobian matrix of a numerically computed
map of a lightly damped oscillator (ν,Ω) = (0.196, 7.368) [(α, γ) = (0.84799, 0.82201)]
that collides elastically (η = 1) with a yielding wall for stiffness ratios Γ = 10, 102, 103,
and 104, respectively. It is found from integrating the differential equation (3.56). (b)
Bifurcation diagram computed from (3.56) for Γ = 10. (c) Same as (b), but now
for Γ = 1000. The period-3 to period-1 transition at σ ≈ −0.042 (hysteresis) is
characteristic of a square-root singularity of the Jacobian matrix.
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J12 = ∂un+1/∂u̇n. In Fig. 3.6(a) we show the Jacobian matrix as a function of x = un
of the stroboscopic map that is computed from (3.56) for the case of perfectly elastic
collisions (η = 1). For fairly compliant walls (Γ = 10), the x3/2 behaviour of the map
can be clearly recognized. Although the Jacobian matrix is never singular at x = 0,
it starts to develop an effective x−1/2 behaviour for increasing Γ. This is in complete
agreement with our analysis and resolves the apparent paradox. Accordingly, for
collisions that are hard enough (β À 1), the bifurcation scenario is that of the square-
root map. This is illustrated in Fig. 3.6(c) that shows the bifurcation diagram for
Γ = 103 where indeed the characteristic period-3 → period-1 transition can be seen
for decreasing σ, whereas a different scenario is observed at Γ = 10 in Fig. 3.6(b).
In Fig. 3.6(a) the parameter which gauges the hardness of the collision β = 21 at
x = 0.02 for Γ = 103 but it must be emphasized that β is not uniformly large as it
varies as x1/2. The single parameter β, therefore, controls the cross-over between the
two behaviours that are recognized by Dankowicz and Nordmark [29].

For collisions with energy loss (η = 0.9) the numerically computed map is shown
in Fig. 3.7(a). In agreement with our analysis, the Jacobian matrix now displays a
x−1/2 behaviour both for large and small β, but not for intermediate values. This
is illustrated in the bifurcation diagrams of Fig. 3.7(b) for Γ = 10 and 103. In both
cases the period-3 to period-1 transitions which are typical for a square-root map
can be recognized. As in the elastic case, we must realize that for Γ = 103 β is not
uniformly large. We recall that both cases are described by the same map, but for a
replacement r → −η in the coefficients. This leads to a scale change of σ with a factor
(1+ r)2/(1−η)2 ≈ 102. The σ-axis of the bifurcation diagram at Γ = 10 (Fig. 3.7(b))
has been scaled accordingly.

For inelastic collisions η < 1 the discontinuity of the vector field and the jump of
the velocity upon collision are interleaved, such that for β À 1 the map reflects that
of the vector field only and for β ¿ 1 the singularity is due to the velocity change
upon collision. It is a remarkable finding that both cases are related through the
scale change (1 − η)2/(1 + r)2. Incidentally, as can be seen from the behaviour at
β = O(1), a restitution-rule impact energy loss does not necessarily imply a square-
root singularity of the Jacobian matrix.

3.7 Example

As mentioned in § 3.1, one of the characteristic features of maps with a square-
root singularity is the cascade of period adding bifurcations. The emergence of this
phenomenon can be understood in an extremely simple way from the map in the
limit of large damping, ν À 1. However, this comes at a price, namely, the number
of addings is limited, in contrast with the infinite series shown in Fig. 3.1, which
is computed from the mapping (3.39,3.40,3.51) for different parameter values. The
present analysis allows us to stress the importance of including wall-compliance in the
analysis.

In the case of a strongly damped oscillator that may impact with a yielding wall,
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Figure 3.7: (a) Jacobian matrix of a numerically computed map of a lightly damped
oscillator (ν,Ω) = (0.196, 7.368) [(α, γ) = (0.84799, 0.82201)] that collides inelastically
(η = 0.9) with a yielding wall for stiffness ratios Γ = 10, 102, 103 and 104, respectively.
It is found from integrating the differential equation (3.56). (b) Bifurcation diagram
computed from (3.56) for Γ = 10. (c) Same as (b), but now for Γ = 1000. The
horizontal scale of frame (b) has been expanded by a factor 102. The period-3 to
period-1 transition when σ is decreased below 0 (hysteresis) that is recognized in both
cases, is characteristic of a square-root singularity of the Jacobian matrix.
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we have for low velocity impacts (3.39,3.40,3.51)

lim
ν→∞

s1 → −Ω2

ν
+O(ν−3),

lim
ν→∞

s2 → −ν + Ω2

ν
+O(ν−3),

(3.57)

so that

lim
ν→∞

α = lim
ν→∞

[
1− Ω2

ν
+O(ν−3)

]
,

lim
ν→∞

γ = lim
ν→∞

exp[−ν],

lim
ν→∞

P11 = lim
ν→∞

[
1− Ω2

ν
+O(ν−2)

]
,

lim
ν→∞

P12 = lim
ν→∞

[
1

ν
− Ω2

ν
+O(ν−2)

]
, (3.58)

lim
ν→∞

P22 = lim
ν→∞

[
−Ω2

ν2
+O(ν−3)

]
,

lim
ν→∞

ρ = lim
ν→∞

1

2|A|(1− η)2
[
νΩ2 +O(1)

]
σ.

Since α tends to 1 in an algebraical fashion, whereas γ tends to 0 exponentially, the
map tends to the one-dimensional form

{
xn+1 = αxn + ρ if xn ≤ 0,
xn+1 = −√xn + αxn + ρ if xn > 0.

(3.59)

The influence of the restitution coefficient η is now only felt through the scaling of
the bifurcation parameter. The reduced map resembles the ones analysed by Nusse,
Ott and Yorke [84], Lamba and Budd [69], and Budd [21].

The nature of maximal periodic orbits is illustrated in Fig. 3.8. Starting at some
x1 > 0, the orbit is thrown onto the negative x-axis according to (3.59)(b) and creeps
back in the direction of the origin according to (3.59)(a), until it collides and is
thrown back again. Maximal M -periodic orbits are stable only in a given interval of
the bifurcation parameter ρ. For too large ρ, a given M−periodic orbit is destroyed
by an additional impact at time M − 1, whereas for too small ρ, the cycle looses
stability in a pitchfork bifurcation. We now compute the stability interval [ρLM , ρ

U
M ].

The cycle elements x1, . . . , xM of a maximal orbit of period M satisfy

x2 < x3 < . . . < xM < 0 < x1, (3.60)

where xM+1 = x1. Since x1+k (k = 1, . . . ,M − 1) is found by applying (3.59)(b) once
and (3.59)(a) k − 1 times, it is given by

x1+k = −αk−1√x1+α
kx1+

(
1 + α+ α2 + . . .+ αk−1

)
ρ (k = 1, . . . ,M−1). (3.61)

At the upper boundary ρUM of its existence interval, the M -periodic orbit grazes the
wall at t =M , as illustrated in Fig. 3.8. Then

xM = 0, and xM+1 = ρUM . (3.62)
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Figure 3.8: Sketch of a maximal period-M orbit with M = 6. At t =M − 1 the orbit
grazes the wall (position u > 0), so that this orbit will be destroyed as soon as the
bifurcation parameter is increased further.

Using xM from (3.61) with k =M − 1, and x1 = xM+1 ≡ ρUM , it follows that

ρUM =

[
(1− α)αM−1

1− αM

]2
, (3.63)

which, for α→ 1, tends to

ρUM =
1

M2
. (3.64)

It can be seen that maximal periodic orbits with increasing periodsM live at decreas-
ing values of the bifurcation parameter ρ.

The lower bound of ρLM of the ρ existence interval of the maximal period M orbit
follows from the stability criterion

∣∣∣∣
∂xM+1

∂x1

∣∣∣∣ < 1. (3.65)

Using equation (3.61) with k =M , the condition becomes

∣∣∣∣−
αM−1

2
√
x1

+ αM

∣∣∣∣ < 1. (3.66)

Since for the present system 0 < α < 1 and x1 is bounded, it follows that the orbit can
become unstable only when (∂xM+1/∂x1) = −1, i.e. through a pitchfork bifurcation.
This yields x1, and when this is substituted in the periodicity condition xM+1 = x1,



54 Chapter 3. A dynamical mapping for grazing impact oscillators

with xM+1 from (3.61), we find

ρUL =
1

4

α2M

α2

(
1− α

1− α2M

)[
3 + αM

1 + αM

]
, (3.67)

which, for α→ 1, tends to

ρUL =
1

4M
. (3.68)

In conclusion, for the strongly damped oscillator, maximal period-M orbits exist in
parameter intervals

ρM ∈
[

1

4M
,

1

M2

]
. (3.69)

Clearly, as M increases, the lower bound overtakes the upper bound and we conclude
that maximal periodic orbits only exist up till a maximum period Mmax = 3.

Our conclusion is beautifully illustrated in Fig. 3.9, where we compare iterations
of the map with numerical simulations of the differential equation (3.56) for collisions
with a yielding wall with stiffness ratio Γ = 10. In both cases a truncated period
adding sequence is seen with stability intervals which agree well with the prediction
(3.69). A similar comparison is done for collisions with an infinitely hard wall. The
appropriate map is the same as (3.59), but for the replacement r → −η, which
only affects the scale of the bifurcation parameter ρ (3.59). At the used restitution
coefficient η = 0.9 in Fig. 3.9, the scale change is O(102). In the differential equation
this change moves the windows of maximal periodic orbits to values of σ which are
so large that the map is no longer a valid approximation. Accordingly, no windows
of periodic orbits were observed in the simulations of equation (3.56). The striking
agreement between the simple mapping and the simulation results for the differential
equation illustrates that impact maps can also be a powerful tool to study systems
that impact with a yielding wall.

The map (3.39,3.40) reduces to a one-dimensional map if ν → ∞, in all other
cases the mapping is essentially two-dimensional, which makes a bifurcation analysis
much more technical. An exhaustive analysis for the Nordmark map (3.1,3.2) has
been done by Chin et al. [24] and Casas et al. [22]. We expect that many results of
their work will carry over to our mapping. The characteristics of maximal periodic
orbits in underdamped oscillators are compared to experimental results in Chapter 4.

3.8 Discussion and conclusions

In this chapter we have derived a dynamical map to study the behaviour of an oscil-
lator that undergoes near-grazing impacts. The smooth oscillator without impacts is
described as a simple harmonic oscillator. The parabolic motion close to obstacle has
been analysed in general terms. Impacts were modelled by expressing the time and
the velocity at the recoil in the time and the velocity of the impact. We considered
impacts with a rigid wall and also impacts with a compliant wall. We assumed that
the impact velocity is small. Additionally we assumed that collisions take place in a
small time window around the forcing phase when the stationary grazing orbit that
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Figure 3.9: Truncated series of inverse period addings for the strongly damped oscil-
lator with (α, γ) = (0.99, 0.01) [(ν,Ω2) = (4.6052; 9.3589 × 10−2)] and η = 0.9. (a)
Iterations of the map (3.39,3.40) with (3.51) which is derived for low-velocity im-
pacts impacts with a yielding wall. The vertical lines indicate the stability intervals
given by equation (3.69). (b) Integration of the differential equation (3.56) using a
stiffness ratio Γ = κ2/Ω2 = 10. The scale of the position x is determined by the stro-
boscopic phase. In both cases the horizontal axis is the physical bifurcation parameter
σ = F/Fg − 1.
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is found immediately before the grazing bifurcation just touches the obstacle. The
rescaled forcing strength σ, which is used as control parameter, is small.

Impacts with a rigid wall are modelled as an instantaneous reversal of the velocity
upon impact. The Nordmark map (3.1,3.2) has been derived for the same situation.
A noticeable difference between this map and the present one (3.39,3.40,3.41), is the
presence of the sign factor in front of the square root. In the case of heavy damping,
ν2 − 4Ω2 > 0, the sign factor has constant positive sign, but it may change sign for
lightly damped oscillations since then

P12 = γ1/2 sinψ

ψ
, with ψ =

1

2

√
4Ω2 − ν2.

We recall that the case ψ = 2π corresponds to the situation where the oscillator is
driven with a frequency that equals the frequency of free damped oscillations. It
may readily be appreciated from Fig. 3.8 that maximal M−periodic orbits need to
be thrown back sufficiently at impact, and therefore in general need a square-root
term with negative sign. The condition for the existence of maximal periodic orbits
of period M > 1 then is 2π < ψ < 3π ( modulo 2π). It can also be appreciated that
a map with a positive square-root term can only support period-1 impacting orbits
that exist for ρ < 0 and display hysteresis. Further, it appears that the combination
of a negative square-root sign with a negative α supports period-2 maximal periodic
orbits. Since

α = 2 γ1/2 cosψ,

period-2 orbits occur in 5π/2 < ψ < 3π ( modulo 2π). This simple observation
agrees with both experiment and numerical simulation of the differential equation.
We notice that in [24] both the period-1 and the period-2 maximal periodic orbits
miss out, because only the cases with a negative square-root prefactor and α > 0 are
considered.

We also considered impacts with a compliant wall. From an analytical expression
for the motion in contact with the yielding wall, we derived two limiting cases. The
limit which applies to a specific situation depends on β = ηvcκ/A. For low-velocity
impacts, β ¿ 1, the only effect of the impact is via the instantaneous energy loss at
impact. Hence, if no energy loss takes place at the impact, the wall is not felt. In all
other cases with β ¿ 1, we find that the structure of the map, in particular the square-
root singularity, prevails. The coefficients of the map follow from the coefficients of the
map for instantaneous impacts by the replacement r → −η. Particularly, this means
that the bifurcation parameter ρ is renormalized by the factor (1+ r)2/(1− η)2. The
map for high-velocity impacts (β À 1) with a yielding wall is found to be the same
as for impacts with a perfectly rigid wall.

Our findings for elastic impacts with a yielding wall seem to be in contradiction
with the results obtained by Dankowicz et al. [29], who find that elastic impacts with
a yielding wall are described by a (x3/2) nonlinearity. In a numerical computation of
the full equation of motion however we have demonstrated that the behaviour for low-
velocity impacts (β ¿ 1) is indeed described by (x3/2), but that a crossover occurs to
(x1/2) when the impact velocity increases. This resolves the apparent paradox. In our
derivation we have taken into account terms up to and including first order in small
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parameters, so that the (x3/2) for small velocities was not resolved. The analysis by
Dankowicz however is exclusively focused on the local dynamics, i.e. on trajectories
that are extremely close to grazing incidence, which is thus precisely valid in the
parameter range β ¿ 1. For high-velocity impacts β À 1 the numerical simulation
displays the (x1/2) as is predicted by our analysis. Crossover behaviour albeit in
a different piecewise-smooth dynamical system is also found by Di Bernardo et al..
That is, in Fig. 8 of [36] it is shown that the dynamical map for extremely small x
is dominated by (x3/2) behaviour, whereas the map depends linearly on x when x
becomes larger. It may be though that both regimes may be characterized as “close
to grazing”. The former regime then corresponds to trajectories that are extremely
close to grazing incidence.

We have shown in § 3.7 that the map that is derived for impacts with a com-
pliant wall favourably compares with numerical simulations of the full model in the
limit of extreme damping. The predictive power of the maps (3.39,3.40,3.41), and
(3.39,3.40,3.51) in situations of practical relevance is further tested in Chapter 4.

We finally emphasize that the impact models that are used in the present chapter
are in fact the lowest order terms of general expansions of the impact model. With
this observation and the results of this chapter in mind, we are led to the conclusion
that the description of near-grazing dynamics by a square-root mapping will be valid
quite generally.





Chapter 4

The dynamics of the mapping.

Experiments†

Abstract

An impact oscillator is a periodically driven system that hits a wall when its am-
plitude exceeds a critical value. We study impact oscillations where collisions with
the wall are with near-zero velocity (near-grazing impacts). A characteristic feature
of grazing impact dynamics is a geometrically converging series of transitions from a
non-impacting period–1 orbit to period–M orbits that impact once per period with
M = 1, 2, . . . Grazing impact dynamics can be described by mappings which have a
square-root singularity. We evaluate several mappings, both for instantaneous impacts
and for impacts that involve soft collisions with a yielding wall. In an experiment we
explore the dynamics in the vicinity of these period adding transitions. The exper-
iment is a mechanical impact oscillator with a precisely controlled driving strength.
Although the excitation of many high-order harmonics in the experiment appeared
unavoidable, we characterize it with only three parameters. Despite the simplicity
of this description, good agreement with numerical simulations of an impacting har-
monic oscillator was found. As the square-root singularity appears persistent in the
reduction of the dynamics to mappings, and because impact dynamics appears insen-
sitive to experimental nonidealities, the characteristic bifurcation scenario is expected
to be observable in a wide class of experimental systems.

†This chapter contains the material published in J.G. de Weger, D. Binks, J. Molenaar, and W.
van de Water, Generic behaviour of grazing impact oscillators, Phys. Rev. Lett., Vol. 76, p. 3951–
3954 (1996); J.G. de Weger, W. van de Water, and J. Molenaar, Grazing impact oscillations, Phys.
Rev. E, Vol. 62, p. 2030–2041 (2000).
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4.1 Introduction

An impact oscillator is a periodically driven oscillator that impacts with a wall when
its excursion exceeds a critical value. In between impacts its dynamics can be linear,
but it inherits a strong nonlinearity from the mere presence of the wall. In its simplest
guise, the impact can be an instantaneous velocity reflection with a coefficient of
restitution representing the energy loss during impact. A grazing impact is an impact
with zero velocity. Grazing impacts sensitively depend on initial conditions: small
variations in initial conditions can cause the oscillator to cross the border between
colliding and non-colliding orbits.

The model system that we consider is sketched in Fig. 4.1. A harmonic oscillator
with mass m and spring constant K is driven sinusoidally with amplitude F and
frequency ω. Its linear damping is described by µ. When its deflection becomes
larger than d, it collides with the wall. This wall may actually be elastic. In between
impacts, the equation of motion for the oscillator is

m ü+ µ u̇+K (u+ d) = F cos(ωt+ φ). (4.1)

f o r c i n g  =   F  c o s ( w t + f )

m
u = 0u = - d

u
f r i c t i o n  ~  m

Figure 4.1: The studied model system. The mass m of the oscillator can collide with
a yielding wall. We assume that the massless wall is attached with frictionless springs
to the fixed world. The resilience of the wall is determined by the stiffness of these
springs. The wall position in rest is at u = 0, and the rest position of the oscillating
mass at u = −d.

Impact oscillators display a perplexing variety of nonlinear behaviour such as
chaos, subharmonic resonances and period doublings [93], but a strong organizing
principle has been lacking for a long time. Grazing impacts are special because near
grazing orbits, the dynamical system can be reduced to iterations of a mapping. Nord-
mark [79] showed how to reach such a reduced description for arbitrary, periodically
driven systems that are close to grazing. For this purpose, the effect of a grazing im-
pact on a trajectory was studied using a local analysis of the flow. A local analysis of
the dynamics was also performed by Whiston [126]; and Budd et al. [20], who derived
a mapping for a near-grazing trajectory in [19].

In impact maps, a borderline separates non-impacting orbits from impacting ones.
For a non-impacting orbit the map is linear, but it has a square-root singularity for



4.1. Introduction 61

an impacting orbit. Close to grazing, the acceleration near impact can be considered
constant and the square root is simply the relation between elapsed time and travelled
distance in systems with constant acceleration. The square-root singularity and the
associated extreme stretching of phase space near the point of grazing impact leads
to highly nontrivial dynamics.

As the bifurcation properties of a mapping are analysed much more readily than
those of a differential equation, the study of these mappings led to the discovery
of important organizing principles in the dynamics of impact oscillators. A near-
exhaustive foray of these bifurcations of the Nordmark map [79] was reported by
Chin et al. [24] and Casas et al. [22]. This work has inspired our research. The
found bifurcation structure is exemplary for a more general class of border–collision
bifurcations which arise in non-smooth systems [83,84].

One of the predictions in [24] is the occurrence of a series of transitions from a
non-impacting period–1 (p1) orbit to period–M (pM ) orbits with M = 3, 4, . . . We
will call this a series of period adding transitions. The M−periodic orbits have one
impact per period and are termed maximal periodic orbits. As will also be explained
in § 4.1.3, these transitions are intimately tied to the square-root singularity of impact
dynamics. (Singularities in this system in a more general context are discussed e.g. in
[126]). It is tempting to draw the analogy with the universal series of period doublings
that exist in maps with a quadratic nonlinearity.

No practical physical system can display a singularity, and the question is whether
period adding transitions can be observed in a real experiment. In practical systems,
collisions will be with a more or less yielding wall which induces a time delay at
impact. Non-instantaneous impacts may also result from the excitation of high-order
modes of the oscillator, which is hard to avoid in an experiment. The question is if
such time delays will effectively smooth the singularity, thus essentially altering the
bifurcation structure of the impact oscillator. To answer these important questions,
we have in Chapter 3 ([76]) re-derived grazing impact maps for collisions, both with
perfectly rigid and yielding walls. It turns out that in almost all cases the square-root
singularity persists in the mapping.

The challenge of the experiment is to see if a singularity survives the intrinsic
nonidealities of the experimental setup. In this chapter we will describe the results of
experiments aimed at measuring the geometrically progressing period–adding tran-
sitions p1 ↔ pM ,M = 1, 2, 3, . . . We will focus on underdamped oscillators as these
are most relevant to mechanical experiments. A transition from the non-impacting
period–1 orbit to a p1 orbit with one impact was experimentally observed by Thomp-
son et al. [118]; our highest observed period isM = 10. In order to see such high-order
resonances, precise control of the excitation is needed. Our setup is described in § 4.3.
We will seek a description of our experimental oscillator in terms of only three param-
eters: the period T1 of its free oscillations, its linear damping λ and the coefficient of
restitution r which represents the collision energy loss. In § 4.4 we show that numer-
ical simulations of an impacting harmonic oscillator with these parameters as input
agree well with the experiment. Favourable agreement between experiments and nu-
merical simulations (but in a different region of parameter space) was also found by
Shaw [99] who studied impact oscillations with hard impacts and who coped with the
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same experimental nonidealities, such as the excitation of many high-order modes.
In order to explore the dynamics away from grazing impacts, we have scanned

phase space in the vicinity of maximal periodic orbits. Also here we find favourable
agreement with the result of numerical simulations. In these experiments, a large
variety of periodic and chaotic states was encountered. This emphasizes that impact
dynamics is extremely rich, but it also stresses the necessity of bringing order in
this wilderness. As we argued, such order is now provided by the reduction of the
dynamical system to an iterated map. A first account of our experimental results
appeared in [30].

The differential equation Eq.(4.1) of an impact oscillator can be reduced to a
mapping for orbits that remain close to grazing ones. As the reduction is highly
nontrivial, it is important to quantitatively test the prediction of the mappings against
those of the original differential equation, especially if one moves away from strictly
grazing orbits. Such comparison will be done in § 4.2 for the sequence of period
addings. It turns out that mappings, both for instantaneous collisions with a rigid
wall and for low-velocity collisions with a yielding wall, capture the essence of impact
dynamics.

4.1.1 A mapping for near-grazing dynamics

If we scale time with the period of the external driving, and the deflection u with the
distance d to the wall, Eq. (4.1) becomes in dimensionless units

¨̃u+ ν ˙̃u+Ω2 (ũ+ 1) = F̃ cos(2πt̃+ φ̃), foru < 0, (4.2)

where ν = 2πµ/mω, Ω2 = 4π2K/mω2, and F̃ = 4π2F/mω2d; from now on we will
drop the tilde ˜ on the transformed quantity. In the case of collisions with a flexible
wall the harmonic force Ω2u is replaced by K(u)

ü+ ν u̇+K(u) = F cos(2πt+ φ), (4.3)

with

K(u) =

{
Ω2(u+ 1) u ≤ 0
Ω2(u+ 1 + Γ u) u > 0

(4.4)

where Γ is the ratio of the spring constant of the resilient wall to that of the oscillator.
The non-colliding oscillator just grazes the wall when the driving amplitude and phase
are

Fg =
[
(Ω2 − 4π2)2 + 4π2ν2

]1/2
, and φ = cos−1[(Ω2 − 4π2)/Fg],

which we use to define a normalized driving strength

σ = (F − Fg)/Fg. (4.5)

It is also convenient to introduce a normalized driving frequency ξ as ξ = f T1,

where T1 = 2π/
[
Ω2 − (ν/2)2

]1/2
is the period of the free damped oscillations of the

oscillator (we assume weak damping) and f = ω/2π is the excitation frequency.
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In the case of an infinitely stiff wall (Γ→∞), the mass will not penetrate the wall
but reflect instantaneously. When the position u(t) comes to the boundary at, say, t0
the velocity reflects as u̇(t0+) = −ru̇(t0−), where r is the restitution coefficient and
u̇(t0−) = vc is the collision velocity. For this case Nordmark [79] was able to reduce
the dynamics of the impact oscillator to that of a simple two–dimensional mapping:

{
xn+1 = αxn + yn + ρ
yn+1 = −γxn if xn ≤ 0, (4.6)

{
xn+1 = −√xn + yn + ρ
yn+1 = −γ r2 xn if xn > 0, (4.7)

where xn and yn are transformed coordinates of the (u, u̇) space at stroboscopic times
tn = n, and where ρ is the bifurcation parameter that measures the distance to the
point of grazing impact. If no collision occurs between tn and tn+1, the linear map
(4.6) applies, whereas Eq. (4.7) describes the dynamics in the case that an impact
will occur on [tn, tn+1]. For oscillators described by Eq. (4.2), the parameters of the
mapping can be expressed explicitly in those of the differential equation. This is done
most conveniently in terms of the time–one operator P which connects states of the
non-colliding oscillator at successive stroboscopic times

P =
1

s2 − s1

(
s2e

s1 − s1es2 es2 − es1

s1s2(e
s1 − es2) s2e

s2 − s1es1

)
, (4.8)

where s1 = 1
2 (−ν+

√
ν2 − 4Ω2) and s2 = 1

2 (−ν−
√
ν2 − 4Ω2). The parameters α and

γ of the linear map (4.6) are in a simple way related to the eigenvalues es1 and es2 of
P as [24]

α = es1 + es2 = 2e−
1
2
ν cosh( 1

2

√
ν2 − 4Ω2),

γ = es1 × es2 = e−ν , (4.9)

which expresses that the eigenvalues of P must be the same as those of the Jacobian
matrix of Eq. (4.6). For a weakly damped oscillator, α and γ are related to T1, f ,
and the decay rate λ = µ/2m of the damped free oscillations by

α = 2 exp[−λ/f ] cos[2π/ξ],
γ = exp[−2λ/f ].

The parameters of the non-linear collision map (4.7) and the scaling of the bifurcation
parameter ρ can only be obtained from a full non-linear analysis, in particular

ρ =
1− α+ γ

8π2(1 + r)2P2
12

σ, (4.10)

which for underdamped oscillators (ν2 < 4Ω2) can be written in terms of the reduced
driving frequency ξ as

ρ =
1− α+ γ

2γξ2(1 + r)2 sin2(2π/ξ)
σ.
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The mapping contained in Eqs. (4.6,4.7) also applies to other periodically driven
systems than the harmonic oscillator but in these cases the quantitative association
of the map parameters with the physical parameters is much more difficult. The
presence of the square root in Eq. (4.7) is a key aspect of the mapping; it causes the
Jacobian matrix to be singular at xn = 0. We will explain below that it gives rise to
the characteristic period–adding bifurcations that will be studied in this chapter.

The reduction of grazing impact dynamics described by a differential equation to
a simple mapping rests on the assumption that the actual orbit stays close to the
non-impacting grazing orbit; that the driving amplitude stays close to the grazing
amplitude Fg (|σ| ¿ 1); and that the collision velocity remains small (|vc| ¿ 1). For
strictly grazing orbits, the map is exact. Careful analysis is needed to derive mappings
that are also valid in the vicinity of grazing orbits, and that can be used to explore
the bifurcation structure of grazing impact oscillators.

In Chapter 3 we have re-derived mappings from the differential equation Eq. (4.3),
but now also allowing for a finite stiffness of the wall. Our derivation has followed a
slightly different route than in [79], with for the infinitely stiff wall the result

{
xn+1 = αxn + yn + ρ
yn+1 = −γxn if xn ≤ 0, (4.11)

{
xn+1 = −c1

√
xn + c2xn + yn + ρ

yn+1 = c3xn
if xn > 0. (4.12)

The coefficients c1, c2, and c3 are now given by

c1 = sign(P12),

c2 = α− 2(1 + r)P22 + (1 + r)2P2
22, (4.13)

c3 = (1 + 2r)γ − (1 + r)2P3
22.

There are slight but significant differences between the maps Eqs. (4.6,4.7) and Eqs.
(4.11-4.13); those have been discussed extensively in Chapter 3. For example, the
sign factor in Eq. (4.13) which is absent in the Nordmark map (4.7), is needed to
explain hysteretic period–one impacting orbits. In § 4.2 we will argue that the term
proportional to xn in Eq. (4.12), which is also absent in the Nordmark map, is needed
to correctly predict the loss of stability of maximal periodic orbits due to an additional
impact.

The map (4.11-4.13) applies to impacts with an infinitely stiff wall (Γ = ∞). In
Chapter 3 we have also derived a map for yielding walls with a finite value of Γ. In case
of a resilient wall, collisions may be soft or hard. The parameter that distinguishes
these two cases is β = rvcΓ

1/2Ω/4π2 where vc = u̇(t0−) is the collision velocity.
Collisions are hard if β À 1; then the map (4.11-4.13) applies.1 Collisions are soft if
β ¿ 1; then the same map (4.11-4.13) applies, but now with the substitution r → −r.
Therefore, both hard and soft collisions involve the square-root singularity. Although
we were unable to find a mapping which pertains to the intermediate case, we believe
that the square-root behaviour applies to all collisions.

1In this chapter we denote the energy loss upon impact by r, instead of η as in Chapter 3.
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In the soft maps, the restitution rule is used as u̇(t0+) = ru̇(t0−) (= rvc). An
exception on the square-root rule arises for soft collisions that are perfectly elastic
(r = 1). It appears that in this case the presence of the wall can be completely ignored
to within the order of the approximations used. Accordingly, these impact oscillations
have a completely different bifurcation structure. Recent studies [29,35,36] show that
in this situation, the dynamics close to grazing is described by a x3/2 nonlinearity.

4.1.2 Numerical integration

A numerical simulation of the differential equation Eqs. (4.3,4.4) in the presence of
grazing impacts needs to be done with care. It is absolutely crucial not to miss
boundary crossings of u(t). A practical and efficient way is to compute the positions
u(t) and velocities u̇(t) in a small number of discrete points t1, . . . , tk in each drive
period, either by using the exact solution (Eq.(4.8)) or by numerically integrating
the differential equation. Boundary crossings are found by checking if the series
u(t1), . . . u(tk) crosses u = 0. If so, the precise crossing instant is determined to
machine precision using a zero finding procedure. At this point, the switch of Eq.
(4.4) can be made.

Checking the computed positions u(t1), . . . , u(tk) is not sufficient as a boundary
crossing may go unnoticed. Therefore, we also keep track of the turning points where
the velocity u̇ = 0. The turning instants tt can be found by looking for zero crossings
of u̇(t1), . . . , u̇(tk) and pinpointing the precise turning point using a zero finding pro-
cedure. In each turning point it is checked if u(tt) > 0, which signifies a boundary
crossing.

The number k of discrete points in the regions u < 0 and u > 0 is taken pro-
portional to Ω and Γ1/2Ω, respectively. If the differential equations are numerically
integrated, zeroes can be found efficiently and accurately using a trick described by
Henon [53].

4.1.3 Maximal periodic orbits

The term maximal periodic orbit, coined by Chin et al. [24], refers to an M–periodic
orbit with one impact per M driving cycles (M = 1, 2, 3, . . .). The impact ”casts” the
oscillations away from the wall; in the following (M − 1) oscillations, the maximum
of the smooth oscillation slowly approaches the wall, until again an impact occurs
and the sequence is repeated. Maximal periodic orbits abound in the dynamics of
weakly damped, impacting systems close to ρ = 0, i.e. the driving amplitude where
impacts first occur when the oscillator comes from a non-impacting orbit. For the
prototypical impact oscillator, we find that in (ξ, ρ)-parameter space, the pM orbits
(M = 1, 2, 3, . . .) come in an infinite, geometrically converging sequence, and the
existence windows become increasingly narrower when M increases [11,42,90,91]. In
particular, a cascade of pM orbits (M = 2, 3, . . .) is found along the curve ρ = 0 in
the frequency intervals ξ ∈ [2/(2n + 1); 1/n] (with n = 0, 1, 2, . . .), with M → ∞
accumulating on the upper frequency boundary; whereas solely a p1 orbit is found
for ρ = 0 in the adjacent windows ξ ∈ [1/(n + 1); 2/(2n + 1)] (with n = 0, 1, 2, . . .).
As the maximal periodic orbits are found in the vicinity of ρ = 0, which is also the
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region for which the mapping is derived, maximal periodic orbits form a ready testing
ground for a reduced description of the dynamics in terms of a mapping. Here we
focus on pM with M ≥ 2. One of the properties of maximal periodic orbits is that
the impact velocity tends to zero for M →∞; hence, since the mapping is derived for
low-velocity impacts, the lower the period M , the more the assumptions of the map
reduction are challenged.
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Figure 4.2: Sketch of the existence region of a maximal periodic orbit in ρ < 0 and
its dependence on the normalized forcing frequency ξ. (a) The vertically hatched
area indicates the region in (ξ, ρ) parameter space in which the hysteretic maximal
periodic orbit exists. The lower existence boundary ρM corresponds to the hysteresis
locus where the orbit ends existence due to a saddle-node bifurcation. At the upper
boundary ρS, the maximal orbit ceases existence through an additional impact. S may
be an impacting orbit or (only in ρ < 0) the non-impacting p1 orbit. (b,c) Bifurcation
diagrams of the p1 ↔ pM transition (here M = 2) for scaled frequencies ξ given by
(b) ξ1 < ξ < ξ2, and (c) ξ2 < ξ < ξ3. The curve in the left part of the diagram
corresponds to the stable p1 orbit of the non-impacting oscillator, which bifurcates to
an impacting orbit at ρ = 0. The pM orbit is found immediately at ρ = 0 for case (c),
but is only found in a downward scan of ρ in case (b). In both cases, the pM orbit
ends existence in a downward scan of ρ when it merges in ρM with its unstable pM
counterpart (indicated by the dashed curves).

The appearance of the pM -existence window in the parameter space spanned by
the (scaled) frequency ξ and forcing amplitude ρ is sketched in Fig. 4.2(a). Here
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only the part of the region where the maximal periodic orbit is coexistent with the
non-impacting orbit in ρ < 0 is shown. The orbit exists in ρ ≥ 0 as well, but in our
analysis of the map and in our experiments we focus on the existence in ρ ≤ 0. In
the following, we refer to this as the hysteretic pM orbit, since the impacting motion
persists below ρ = 0 in a downward scan of ρ, whereas in an upward scan impacts
first occur in ρ = 0. The lower boundary ρM of the window in ρ < 0 determines
the hysteresis, and corresponds to the simultaneous birth of a stable and an unstable
period–M maximal orbit [24,42]. Here the impact velocity has its smallest value, but
is generally non-vanishing; if ρ is subsequently decreased, the system settles on the
p1 non-impacting orbit. The hysteresis ρM approaches ρ = 0 in ξ = ξ3 tangentially.
The upper existence boundary corresponds to the bifurcation parameter where the
maximal periodic orbit ceases to exist due to an additional impact.

The dynamics is studied by means of bifurcation diagrams, numerically as well
as experimentally. The appearance of the M–periodic maximal orbit in a bifurcation
diagram is shown schematically in Fig. 4.2 (b,c), with here M = 2. At the start of
a measurement, the bifurcation parameter ρ is negative and the wall is not felt, so
that the oscillator moves in a stationary, non-impacting p1 orbit (the leftmost branch
in the figures). In a quasi-static upward scan of ρ, collisions with the wall first occur
at ρ = 0, and a grazing bifurcation takes place. When ξ2 < ξ < ξ3 (Fig. 4.2 (a,b)),
the period M maximal periodic orbit is the first state encountered at ρ = 0. When
ρ is increased, the system traces the stable period–M branches. When ρ is increased
further, the maximal periodic orbit will collide a second time, which marks the upper
boundary of the region of existence at ρ = ρs. After perusing some of the states at
even larger values of ρ, the bifurcation parameter is again slowly decreased until the
impacts cease at the hysteresis ρ = ρM ≤ 0. For scaled frequencies ξ1 < ξ < ξ2,
(Fig. 4.2 (a,c)), ρ = 0 is already beyond the upper boundary of the existence window
and a chaotic, non-maximal, or maximal (M + 1)–periodic impacting orbit (denoted
by state S) is encountered at ρ = 0. The pM orbit is only found in the downward scan
of ρ. It may even be that the impacting motion dies out between ρ = 0 and ρ = ρs;
then, when ρ ∈ [ρM , ρs], the oscillator must be perturbed to reach the pM orbit.

The existence of maximal periodic orbits at the hysteresis ρM is a consequence of
the square root in the map. This can be demonstrated as follows. In matrix form,
the mapping is given by

~xn+1 = A~xn + ~ρ if xn ≤ 0, (4.14)

~xn+1 = C

( √
xn
0

)
+B~xn + ~ρ if xn > 0, (4.15)

with ~ρ the column vector with components (ρ, 0). If we choose as cycle element ~x1 the
one with x1 > 0, a maximal periodic–M cycle has one application of the nonlinear
map (4.15) and (M − 1) applications of the linear map (4.14). The cycle condition
~xM+1 = ~x1 then gives

AM−1 (C
√
x1~e1 +B~x1 + ~ρ) +

[
M−2∑

i=0

(A)i

]
~ρ = ~x1, (4.16)
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with ~e1 the unit vector (1, 0). The y−component of the vector equation Eq. (4.16)
is linear and can be used to solve for y1, the solution can then be substituted in the
first component of Eq. (4.16). The resulting equation is quadratic in

√
x1. If it has

two real positive solutions, one of them turns out to be stable, the other one unstable.
This is the situation drawn in Fig. 4.2(b,c). At ρ = 0 the unstable root collides with
the origin, and for ρ > 0 a single relevant root remains. The lower boundary of
the M−existence tongue is defined by the coalescence of the two roots (

√
x1)1,2 at

ρ = −ρM in a saddle-node bifurcation. The upper existence boundary of a maximal
periodic orbit is computed numerically by starting from the hysteresis of a maximal
periodic orbit, and increasing the bifurcation parameter until the maximum crosses
x = 0.

For completeness we mention that maximal periodic orbits are also important
in the dynamics of heavily damped impacting systems, though the appearance is
essentially different. Then, for given parameter settings, maximal periodic orbits are
found in an inverse period adding sequence that accumulates on ρ = 0+, when the
driving amplitude is varied. This is clearly in contrast with the dynamics of a weakly
damped system which shows only one pM at the hysteresis, with M depending solely
on the scaled forcing frequency ξ.

4.2 Testing the mappings

The power of grazing impact maps is the reduction of the dynamics to the application
of a map. A key feature of these mappings is the presence of a square-root singu-
larity. We study the dynamics for impacts with a rigid wall as well as for collisions
with a yielding wall in Chapter 3, where it is found that the singularity survives the
nonideality of compliance upon impact.

The details of the derived mappings, in particular the relation of their coefficients
to the parameters of the physical system, and the relation between the bifurcation
parameter ρ and the reduced driving amplitude σ, depends on the details of the
analysis of grazing orbits in the differential equation. This analysis is not a trivial
task. Therefore, it is interesting to make a quantitative comparison between the
prediction of mappings and the solutions of the differential equation. We perform this
comparison for the stability tongues of the sequence of maximal periodic orbits that is
also studied experimentally. In our comparison we do not exhaustively scan parameter
space, but instead use the physical parameters of the experimental setup that is used,
which consists of a weakly damped mechanical oscillator with free oscillation period
T1 = 41.5 ms, decay rate λ = 1.78 s−1, and coefficient of restitution r = 0 (see § 4.3).
We evaluate the predictions of the rigid-wall mapping as well as those of the mapping
for impacts with a yielding wall; the latter are tested against the differential equation
using Γ = 10 and r = 0.5.

4.2.1 Impacts with a rigid wall

Finding the stability tongues in the maps is done in a simple numerical scheme using
Eq.(4.16). Once the stable impacting root at the lower boundary ρ = −ρM of the



4.2. Testing the mappings 69

existence tongue is located, it is followed for increasing ρ until a second collision
occurs. The upper boundary can then be determined accurately using a zero–finding
procedure. We use a similar procedure for finding the stability boundaries of the
existence tongues of the differential equation Eq.(4.3). When collisions are with a
rigid wall, a simple analytical expression exists for the lower boundary [11,42,90,91].
The upper boundary is found analogously to that of the map. For tracing the stability
boundaries of maximalM−periodic orbits in the differential equation for the soft wall,
we do not seek analytical solutions but determine the boundaries in an experimental
fashion by using amplitude scans at many frequencies. In all cases the stability
boundaries are expressed in terms of the reduced driving strength σ, which is the
relevant physical variable.

The stability tongues computed directly from the differential equation Eq. (4.3)
are compared with predictions of the mappings in Fig. 4.3, where Fig. 4.3(a) shows the
predictions of the Nordmark map (4.6,4.7), and where Fig. 4.3(b) shows the predic-
tions of the map (4.11-4.13). The Nordmark map predicts the lower boundary σM of
the stability tongues quite well, but it grossly overestimates the driving amplitude σs
at which the additional impact occurs. Particularly, we have argued that for increas-
ing period M the conditions for deriving maps become increasingly favourable, and
the agreement between the map and the differential equation result should improve;
this is observed for the map (4.11-4.13), but not for the Nordmark map (4.6,4.7).
The differences between the predicted hysteresis of the mappings are mainly due to
the different pre-factors of xn in yn+1 in the non-linear maps Eq.(4.12) and Eq.(4.7);
the differences between the predicted secondary bifurcation are caused by the term
proportional to xn in Eq.(4.12), which is absent in the Nordmark map (4.7).

The coefficient of restitution r is an important parameter in the map (4.11-4.13),
as the predicted σM and σs depend sensitively on it; at the used r = 0, we find
a favourable agreement with the differential equation. However, for increasing r,
the map (4.11-4.13) predicts that tongues with M < M̃ disappear altogether, where

M̃ ≈ 4 for r = 0.5. This is in obvious disagreement with the tongues computed
from the differential equation Eq. (4.3), which depend on r in a less sensitive manner.
Clearly, when r ¿ 1, the mapping Eq. (4.11-4.13) is closer to the original dynamics
than in other regions.

When the driving amplitude is increased, orbits generally move away from grazing
ones, and the validity of the maps is obviously challenged. Still, we find that the
general bifurcation structure is captured remarkably well by the map (4.11-4.13).
Figure 4.4 shows iterates of this map at a driving frequency f = 21.60 Hz. The map
displays a similar sequence of states as the differential as the differential equation in
Fig. 4.16. That is, a p5 maximal orbit in σ < 0, at the hysteresis σM ; followed by a
narrow, mainly chaotic window; followed by a non-maximal period–10 orbit; followed
by a period–5 non-maximal cycle, chaos and a maximal period–4 orbit. However, the
σ range on which this takes place, differs. For the used parameters, the Nordmark
map (4.6,4.7) predicts a p5 maximal orbit over the entire range that is shown in
Fig. 4.4, which clearly disagrees qualitatively with both experiment and differential
equation.
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Figure 4.3: Comparison of stability tongues of maximal periodic orbits in the mapping
and in the differential equation. The parameters used are T1 = 41.50 ms, λ = 1.78 s−1,
and r = 0.0. Shown are the tongues with M = 2 (leftmost) to M = 10 (rightmost).
(a) Dotted line: stability boundaries computed from the Nordmark map (4.6,4.7), full
line: as computed from the differential equation Eq. (4.3). (b) Same as (a), but now
the dotted line is the prediction of a map that was derived by us (Eq. (4.11,4.12)).
The upper boundary of the M = 2 tongue is missed in this map.
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Figure 4.4: Bifurcation diagram of the map (4.11-4.13) for collisions with a rigid
wall at a driving frequency f = 21.60 Hz (ξ = 0.8964). The control parameter is the
rescaled driving amplitude σ. At σ ≈ −0.015 the hysteretic transition p1 ← p5 can be
observed. The diagram can be compared to the bifurcation diagram of the differential
equation in Fig. 4.16, which displays the same sequence of states, though on a different
scale.

4.2.2 Impacts with a compliant wall

The existence windows of maximal periodic orbits for impacts with a yielding wall are
shown in Fig. 4.5. In this case the Nordmark map does not apply, and we compare
the prediction of the map (4.11,4.12) with the result of the numerical simulation of
Eq. (4.3). The used parameters are T1 = 41.50 ms, λ = 1.78 s−1, r = 0.5 and Γ = 10.
Note that the map is independent of the precise value of Γ, as long as the condition
β ¿ 1 is fulfilled; on the contrary, for the differential equation, Γ is important. No
sophisticated path following techniques are used to trace out the boundaries for the
tongues of the M–periodic orbits in the differential equation; instead, we use simple
scans of the driving amplitude, much as in the experiment. A consequence of this is
that not all low-frequency tips of the existence windows could be resolved; as these
are disconnected from the impacting motion in σ > 0, they cannot be reached in
experiments where the excitation amplitude is smoothly varied. From Fig. 4.5 we
conclude that, as long as the hysteresis σM is small, it is remarkably well predicted
by the map, but the discrepancy between σs of the map and of the differential equation
is substantial; the predictions of the map become better when M increases, similar
as for impacts with a rigid wall (Fig. 4.3).
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Figure 4.5: Comparison of stability tongues of maximal periodic orbits in the mapping
and the differential equation for collisions with a yielding wall. The parameters used
are T1 = 41.50 ms, λ = 1.78 s−1, r = 0.5, and Γ = 10.0. Shown are the tongues
with M = 2 (leftmost) to M = 10 (rightmost). Lines: prediction of the map Eq.
(4.11,4.12) for soft collisions with a compliant wall (with the change r → −r). The
symbols are computed from the differential equation Eq. (4.3) with Γ = 10.0. Open
circles: lower boundary of existence windows, closed dots: upper boundary.

It is an interesting question whether the discrepancies between the map and the
differential equation can be explained from a variation of β = rvcΓ

1/2Ω/4π2, which
is the parameter that indicates in which regime the system is, hence, which map is
relevant. When a system parameter is varied, such as σ while measuring a bifurcation
diagram, or ξ in the computation of Fig. 4.5, the value of β generally changes, so that
the system may move out of one regime into another. In particular, for different M
as in Fig. 4.5, the impact velocity vc decreases when M increases, and collisions may
turn from high-velocity impacts to low-velocity ones in going from M = 2 to M = 10.

To study the variation of β for Fig. 4.5, we have registered the impact velocities vc
and the time delays ∆t upon impact during a bifurcation diagram for ξ close to the
M = 3 and M = 10 existence windows, respectively (Fig. 4.6). In the regime β ¿ 1,
the time delay upon impact depends linearly on vc, whereas ∆t is constant for β À 1.
This follows from the fact that for low-velocity impacts (β ¿ 1) the impact only
influences the motion through the energy loss upon impact (parameterized by r); the
impact velocity is so small, that the force of the wall is much smaller than the forces
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Figure 4.6: Time delay experienced in the collision with a compliant wall as a function
of the collision velocity during a bifurcation diagram. Closed dots: scaled frequency
ξ = 0.805 near a M = 3 maximal periodic orbit. Open circles: ξ = 0.95 near M = 10.
Soft collisions are the case if ∆t depends linearly on vc; this is apparently not yet the
case near the M = 3 orbit.

of the smooth system which are responsible for the parabolic shape of the trajectory
near the wall. This leads to a linear dependence of ∆t on vc (this is discussed in
detail in § 3.5). For high-velocity impacts, the elastic force of the wall is dominant,
and the motion upon impact corresponds to half an oscillation period of the oscillator
in contact with the compliant wall, so that the time delay upon impact is constant.
Clearly, for ξ = 0.95 (near the M = 10 window), the condition β ¿ 1 is fulfilled
and ∆t depends linearly on vc, whereas for ξ = 0.805 (near the M = 3 window), the
impacts are in the intermediate regime. Hence, the soft map does not strictly apply
to the dynamics for ξ = 0.805; it is precisely here, where the discrepancy between the
stability boundaries of the map and the differential equation is largest.

4.3 Experimental

The aim of the experiment is to measure precise bifurcation diagrams near grazing
impact, and to explore the geometric convergence of series of period adding bifur-
cations. To reach this goal, a precise control of the frequency and amplitude of the
excitation is needed.

The experiment is sketched in Fig. 4.7. It consists of a U shaped leaf spring which
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Figure 4.7: Experimental setup. A U–shaped leaf spring is brought into oscillation
by horizontally oscillating its support. At a large enough forcing amplitude F , the
attached mass impacts with a stop. Collisions take place between a hard ceramic ball
and a hardened steel plate. The amplitude of the exciter is accurately measured using
a laser interferometer. The deflection of the leaf spring is registered by reflecting a
laser beam off the spring onto a position-sensitive diode.

is excited horizontally by means of a large electromagnetic exciter on which it is
mounted. The beam has length 12 cm, width 2 cm, and is made of phosphor-bronze of
0.5 mm thickness. Its clamped ends are 2 cm apart. The U shape suppresses undesired
torsional motion of the beam. When the deflection of the beam is large enough, a
ceramic ball which is attached to the beam collides with a hardened steel plate on
the exciter. These materials are chosen such that the wear due to frequent impacts is
negligible, so that the distance between the stop and the equilibrium position of the
beam is constant.

A problem in this experiment is the excitation of many higher harmonic modes
upon impact. To increase the damping of these, adhesive tape is glued on the inner
side of the spring and on the side that faces the exciter. The side of the spring on
which the laser beam for the deflection measurement impinges is kept shiny.

The harmonic displacement of the beam support is realized by feeding a sine wave
from a precision waveform synthesizer (Electronic Instruments, model NF 1930 A,
with a frequency accuracy of better than 5 × 10−6) to the power amplifier (Ling
Dynamic Systems PA 2000 Power Amplifier, with a maximum output power of 2kW)
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which controls a large, electromagnetic exciter (Ling Dynamic Systems V 716). The
effect of the leaf spring dynamics on the excitation, in particular the effect of impacts,
is assumed to be negligible since the mass of the vibrator armature amounts to 4.45 kg
which is much larger than that of the leaf spring (34 g).

The dynamics of the impacting beam is explored through bifurcation diagrams
where the driving amplitude is used as the bifurcation parameter. Since the dynamical
state depends very sensitively on the excitation amplitude, it is of crucial importance
to measure and control the amplitude of the exciter motion very accurately. The
driving amplitude is measured by making use of a Michelson interferometer which
comprises of a small He-Ne laser (wavelength λ = 632.8 nm) and a photodiode. The
amplitude of the exciter motion is inferred from the number of counted interference
fringes per period of the driving. This assumes that the motion is purely sinusoidal
with a frequency equal to the driving frequency. The accuracy of the amplitude
measurement is determined by the pick up of environmental mechanical vibrations.
This background noise amounts to a fringe–passing frequency of approximately 80Hz,
corresponding to an uncertainty in the amplitude measurement smaller than 0.3µm.
For the excitation amplitudes that are typically used, this amounts to an uncertainty
better than 1 in 2500.

The control of the driving amplitude is achieved with help of a 12 bit digital voltage
divider (Analog Devices AD 7548) which is driven by a personal computer. When the
measured amplitude differs from the required value, the amplitude of the sine wave
on the amplifier input is changed appropriately with a small fixed step (relative size
smaller than 5 × 10−5), which is smaller than the background noise. It needs to be
so small, as amplitude changes induce transient behaviour of the oscillator that may
irreversibly change the dynamical state of the impacting beam. This is especially
important since we are interested in hysteretic transitions.

The deflection of the leaf spring is measured using a laser beam which is reflected
off the upper part of the beam onto a position sensitive detector (SL 76-1, UDT
Sensors Inc.). For small beam deflections, the output voltage is linear in the beam
displacement. The beam deflection is measured synchronously with the excitation
at a fixed phase delay. Thus, subsequent measurements are points in a stroboscopic
phase plane.

It turned out that the frequency of free oscillations f1 = T−1
1 of the beam varied

with the ambient temperature at a rate of 0.05Hz/ ◦C. Therefore, the temperature
of the entire setup was controlled to within 0.05 ◦C, so that f1 remained constant
to within 2.5 × 10−3 Hz. The temperature sensitivity is caused by the temperature
dependent properties of the damping material and by the thermal expansion of the
beam. Because the beam is excited close to resonance, the amplitude is strongly
dependent on the driving frequency. Therefore, it is important to keep f1 constant in
precise experiments. The resulting overall stability of the experiment is such that the
excitation amplitude at the first grazing bifurcation, which is the reference point for
the bifurcation diagrams, could be reproduced to within the pick-up noise (0.3µm)
of the interferometer

The experimental oscillator differs from a simple harmonic oscillator with two
degrees of freedom in the sense that it is a continuous system, so that many modes
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Figure 4.8: Damped, free oscillation of the beam. Dots: Oscillation period as computed
from the time between subsequent crossings of the equilibrium position in a measured
decaying oscillation. The period length is assumed to be twice the duration between
these crossings. The full line is a linear fit. It intersects the time axis in 41.41ms,
which we take as the period of the beam. Inset: decaying oscillation from which both
the period and damping constant (in Fig. 4.9) were measured.

may be excited (transversal modes as well as torsional ones), where each mode has
its own characteristic resonance frequency and damping coefficient. In addition, the
relation between the deflection of the beam and the restoring force may be nonlinear
due to its peculiar, albeit useful, geometry. We will nevertheless describe the oscillator
with just three parameters, namely the oscillation frequency of the unexcited beam,
its damping, and the restitution coefficient. An extension with a fourth parameter
describing the resilience of the contact upon collision will be considered briefly.

Assuming that the beam response is represented by Eq. (4.1), the period T1 and
the damping coefficient λ can be measured in a straightforward manner from the
decaying oscillations of the unexcited beam

u(t) ∼ e−λt cos (2π t/T1 + φ) . (4.17)

The parameters ν and Ω2 in Eq. (4.3,4.4) then follow trivially as

ν =
2λ

f
, and Ω2 =

(
2π

ξ

)2

+
ν2

4
,
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Figure 4.9: Data derived from a damped free oscillation of the beam. Dots: Maxima
and minima (relative to the equilibrium position) of the measured decaying oscillation
shown in the inset of Fig. 4.8. Line: fit of exponential decay with decay constant
λ = 1.78± 0.02 s−1.

with the parameters of the impact mapping

γ = e−ν , and α = 2γ1/2 cos

(
2π

ξ

)
,

in terms of the reduced driving frequency ξ = fT1 with f the physical driving fre-
quency. The damped oscillations were measured by suddenly switching off the exciter
when the beam is in a stationary, non-impacting orbit that nearly hits the constraint
The position of the beam is measured with a sample frequency of 6 kHz during 2.33 s.

After subtraction of the equilibrium position, the period of the oscillations is found
from the zero crossings of the signal which are determined precisely by (linear) inter-
polation. Figure 4.8 shows a typical result for the period lengths. The time increments
are observed to decrease with the amplitude of the decaying oscillation, indicating a
weak nonlinearity of the beam. Because grazing impact dynamics corresponds to
large beam deflections, we take the effective period T1 of free oscillations as the ex-
trapolation of the time increments in Fig. 4.8 to time 0. This gives T1 = 41.41ms.

The coefficient of damping λ is found from the the maxima and the minima of
the measured relaxation curve. The value of each extreme is computed by fitting a
parabola to the 17 data points that lie symmetrically around it. In Fig. 4.9 these
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Figure 4.10: Full line: time trace of the undriven beam which impacts at t = 0.13 s.
Dashed line: fit of damped oscillations on the time interval 0.25 < t < 1.3 s where the
secondary oscillations have damped out. The fit is extrapolated back to the instant of
impact.

values are plotted versus time. The damping coefficient is found from the exponential
decay, λ = 1.78± 0.02 s−1.

We will describe the collisions in our experiment by the coefficient of restitution
model which assumes that at impact the oscillator rebounds instantaneously and
with a reduced velocity. The energy loss at impact is expressed by the coefficient of
restitution: if vc is the collision velocity, the rebound velocity is −rvc, with 0 ≤ r ≤ 1.
This is an admittedly crude description. In our case the energy dissipation at impact
is caused by the excitation of many high-order modes which are quickly damped, for
example by the radiation of sound. We therefore interpret r as an effective coefficient
of restitution, which may differ from the one associated with collisions between a
ceramic ball and hardened steel.

Figure 4.10 shows a typical time trace of the deflection of an undriven beam that
was released from such a height that after about half an oscillation a single impact
occurred. It is obvious that a multitude of higher- order modes is excited upon impact.
An estimate of the effective coefficient of restitution was reached as follows. At long
times, when the higher-order modes have damped out, it is possible to represent the
data with Eq. (4.17) and determine the phase in a least squares procedure. The
resulting expression for u(t) can then be extrapolated back to the instant of impact.
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From Fig. 4.10 it is clear that the impact occurs very close to the turning point of
the extrapolated solution. We therefore conclude that the coefficient of restitution is
close to 0 and we take r = 0. Further support for this effective value will be presented
below. The excitation of higher order modes is caused by the deformation of the
beam at impact. In the simple model of Fig. 4.1, this is equivalent to a collision
with a yielding wall. A similar two–spring model for hard collisions was studied both
experimentally and theoretically by Shaw [99]. (From the time trace we estimate that
the dominant mode has a frequency which is approximately a factor of 6 larger than
the frequency of the freely swinging beam.)

We study the dynamics of the impacting beam by means of bifurcation diagrams in
which the forcing amplitude is used as control parameter and the forcing frequency is
kept constant. A measurement of the bifurcation diagram is started at a small driving
amplitude with the beam in a stationary, non-impacting orbit. The driving amplitude
is then increased with small steps until the desired value is reached. As we are
interested in hysteretic transitions, it is made sure that the amplitude changes strictly
monotonically. The step size in the amplitude can be as small as 0.8 µm, but it is larger
when performing scans over a large amplitude intervals. The oscillator is allowed to
settle for approximately 100 forcing cycles during which the amplitude is maintained
at its set-point. Next, the beam deflection is registered for approximately 80 driving
cycles. The phase of this stroboscopic measurement relative to the sinusoidal forcing
signal is chosen such that the branches of the subharmonic orbits that appear in the
diagrams do not overlap. The amplitude of forcing is increased up to approximately
10% above the excitation amplitude of the first grazing bifurcation. It is subsequently
decreased until the impacting motion disappears and the oscillator settles in a non-
impacting orbit, which may be at an excitation amplitude well below the excitation
amplitude of the first grazing collision.

4.4 Experimental results

An overview of measured period adding transitions p1 ↔ pM , from the non-impacting
state to maximal periodic orbits with period M = 3 to M = 10 is shown in Fig. 4.11.
For increasing period lengths, the scale of the driving amplitude scan rapidly di-
minishes. The highest observed period (pM=10) is at the limit of our experimental
resolution and stability. For this figure the (reduced) excitation frequency ξ is set
in the interval ξ2 < ξ < ξ3 (Fig. 4.2(a,b)) so that the transition at ρ = 0 is always
p1 → pM . As can also be observed, the apparent hysteresis may vary wildly. In
all cases the amplitude scans are stopped before the period–M maximal orbit ceases
existence through an additional impact.

In Fig. 4.12 the measured hysteresis and secondary bifurcation of the maximal
periodic orbits are compared with the stability tongues computed from the differen-
tial equation Eq. (4.3, 4.4). In the computation we have used the parameter values
(T1 = 41.5 ms, λ = 1.78 s−1, r = 0); impacts are modelled using the coefficient of
restitution model (i.e. Γ→∞). The period of free vibrations T1 = 41.5 ms is chosen
slightly larger than the period (T1 = 41.41ms) which was measured from the decaying
oscillations. The frequency windows where the computed maximal orbitsM = 2, 3 . . .
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Figure 4.11: Experimental bifurcation diagrams of p1 ↔ pM transitions with M =
3, 4, 5, 6, 8, 10 for figures (a) through (f), respectively. The closed dots are for the
upward scan of the excitation amplitude; the open circles are for the downward scan.
For this experiment the period of the free swinging beam is T1 = 40.80± 0.02 ms and
damping λ = 2.1 ± 0.05 s−1. The excitation frequencies are f =20.90 Hz, 21.50 Hz,
22.20 Hz, 22.60 Hz, 23.05 Hz, and 23.40 Hz, for figures (a) through (f), respectively.
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Figure 4.12: Measured and computed loci of the existence windows of maximal M -
periodic orbits, with M = 2 . . . 7. Experiment: open circles connected by dashed lines.
The lower boundary corresponds to the p1 ← pM transition (downward scan of σ);
at the upper boundary, an additional impact causes a transition to a non-maximal
periodic orbit or chaos. Theory: full lines indicate the hysteresis and the secondary
bifurcation for the differential equation with T1 = 41.5 ms, λ = 1.78 s−1, r = 0, and
Γ→∞.

are found depend sensitively on the used T1 of the model, and by choosing this value
the best fit with the predicted ranges is obtained. The damping constant λ = 1.78 s−1

is taken from the relaxation measurements. The width of the stability tongues de-
pends very sensitively on the restitution coefficient r. The tongues shrink to almost
zero width as r → 1. The best fit between the theory and experiment was obtained for
r = 0, which agrees with the effective value of r that was estimated from time traces
of impacting orbits in § 4.3. The conclusion is that the observed bifurcation sequence
can be reproduced well using only three parameters to describe the experiment. We
emphasize that we view these parameters as effective values, reflecting the influence
of higher-order modes that are excited at impact.

Since r and Γ affect the existence windows of the maximal periodic orbits in a
similar way, one might question whether the experiment can be modelled using a
more realistic r (r for an impact between a ceramic ball and hardened steel may be
as large as 0.8), and simultaneously allowing for a finite value of Γ (instead of Γ→∞
in the present model). We recall that the main reason to choose r = 0 is to match
the width of the computed M−tongues in Fig. 4.12 with those of the experiment;
at larger r, the tongues become narrower, but this can be cured by allowing for a
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Figure 4.13: An overview of the observed dynamics near the maximal periodic orbits
indicated by M/1, with M = 2, 3. The diagram is composed from amplitude scans at
discrete frequencies, and the dots at the largest σ correspond to the maximal amplitude
in each scan. The black regions are the existence tongues of maximal pM orbits, the
gray regions are chaotic states. Non-maximal periodic orbits are denoted by m/n,
where m denotes the period and n the number of impacts per period.

finite wall stiffness. Our preliminary conclusion is that this procedure does not lead
to satisfactory agreement with the experiment. Impacts with a yielding wall result
in existence windows that are essentially different from the situation for collisions
with a rigid stop; for example in comparison with Fig. 4.3, the existence tongues
for collisions with a compliant wall in Fig. 4.5 have a different shape and extend to
lower frequencies (the upper frequency boundary where the hysteresis vanishes, is
independent of the impact model). Similar results are obtained by Bishop et al., as
follows. In an experimental study [14,118] of the period–1 impacting orbit in a driven
beam, the best fit for the bifurcation loci (i.e. the existence window) is obtained by
taking r as small as 0.2, whereas the magnitude for the impacting materials (steel on
steel) is as large as 0.7. In an additional numerical study [123] where the impacting
beam is described by its four lowest order modes, it is found that this discrepancy
may indeed be ascribed to the energy dissipation through the excitation of higher
order modes upon impact.

The experimentally observed dynamics in the vicinity of the first grazing bifur-
cation and beyond is summarized in Figures 4.13 and 4.14. The windows in which
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Figure 4.14: An overview of the observed dynamics near the maximal periodic orbits
with M = 4, 5, 6, 7 (indicated by M/1). See caption of Fig. 4.13.

maximal periodic orbits pM are found cover a large part of parameter space and have
a similar shape for M = 4 . . . 7 (the M = 2 and M = 3 windows are only partly mea-
sured), whereas their size decreases when M increases. The upper boundary due to
a second impact meets the lower boundary at the low-frequency side of the maximal
M–periodic stability tongue. The very tip is not always resolved in the experiment.
The tip can extend as much as 10% below the driving amplitude where impacts first
occur in a smooth upward scan of σ. For scaled frequencies ξ < ξ3, a pM orbit is
found at σ = 0 in an upward scan of σ. For scaled frequencies where the pM orbit is
not hysteretic (ξ ≥ ξ3, see Fig. 4.2), we generally observe a transition to chaos or to
an p(M+1)/2 orbit at σ = 0, which yields to an M–cycle at some positive value of σ.
This part of the boundary of the pM–window is not included in Fig. 4.12, since this
only displays the part of the tongues where hysteresis is found.

The pM orbits are found to cease existence through an additional collision that
enters the orbit, when σ is increased. This can lead either to a pM/2 orbit (at the
low-frequency side of the tongue) or can directly turn into chaos at the high-frequency
side. When the driving amplitude is further increased, the pM/2 orbit changes into
chaos. The regions in the (f, σ) parameter plane where the pM/2 orbit is found form a
geometrically converging sequence for M = 4 . . . 7, analogous to the stability tongues
of the maximal pM orbits.

The transition pM → pM/2 is found from time traces of the recorded spring deflec-
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Figure 4.15: The maximal periodic orbit pM=4 that is found for f = 21.35 Hz in an
upward scan of σ, bifurcates into a non-maximal p4/2 orbit (two impacts per period)
at σ ≈ 0.042 (vertical dashed line) due to an additional impact that enters the orbit.
The chaotic motion is hysteretic; in the upward, it starts at σ ≈ 0.047, but in the
subsequent downward scan, it ends at σ ≈ 0.042 and the p4/2 orbit is not observed.

tion. In the bifurcation diagrams, it appears as a characteristic jump in the recorded
branches. This is illustrated for the p4 → p4/2 transition in Fig. 4.15. The additional
impact occurs at the turning point which immediately precedes the primary impact,
as this turning point is closest to the wall. At the bifurcation, the motion between
these two impacts changes most, and the change in the corresponding stroboscopic
branch of the bifurcation diagram is largest. Also, the time at which the position is
(stroboscopically) measured, is slightly after the maximum of the orbit, i.e. the po-
sition is registered quickly after the time of impact. The other branches are affected
less as they are registered after the relatively hard primary impact, which is observed
to remain almost unchanged.

Chaotic motion is observed in between maximal orbits and may also be hysteretic.
Hysteretic chaos is found in parameter space where chaotic motion, a pM orbit, and
a pM/2 orbit come together (at frequencies f = 21.35 Hz (M = 4), f = 21.87 Hz
(M = 5), f = 22.17 Hz (M = 6), and f = 22.30 Hz (M = 7), see Fig. 4.14). For
example at f = 21.35 Hz (Fig. 4.15) an M = 4 maximal periodic orbit bifurcates
to chaos via a pM/2 orbit in the upward scan of σ, whereas in the downward scan
the chaotic motion bifurcates directly into the pM orbit and a pM/2 orbit is not
observed. Apparently, a chaotic attractor and a periodic orbit coexist in some regions
of parameter space and it depends on how this region is approached, and possibly on
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the level of mechanical disturbances, on which attractor the oscillator will settle.

In order to further illustrate the richness of the bifurcation structure near grazing,
we present in Figs. 4.16 and 4.17 measured bifurcation plots at driving frequencies f =
21.60 Hz and f = 21.97 Hz, respectively. We contrast the measured bifurcations with
the results of numerical simulations. The frequencies correspond to the transitions
p1 ← pM=5 and p1 ← pM=6, respectively. In Fig. 4.16 the first impacting state
encountered at σ = 0 is the maximal periodic orbit that has gone through a secondary
grazing bifurcation and has now two impacts per period. This state turns into chaos at
larger σ which yields to the M = 4 periodic orbit. The M = 5 state and the p1 ← p5

transition are only reached in the downward scan, once the upper boundary due to
the second impact has been passed at σ = −0.18. Both experiment and numerical
simulation display the same course of events, but fine details in the simulation for
σ ∈ [−0.006; 0.0035] remain unresolved in the experiment, partially due to the many
higher order modes that are present in the experiment. Of course, the shape of the
bifurcation diagram is also determined by the stroboscopic phase which cannot be
compared for the two cases.

In Fig. 4.17(a), starting from the non-impacting state, a M = 5 maximal periodic
orbit is found at σ = 0 in a smooth upward scan of the driving amplitude, which in
turn is followed by chaos and a M = 4 maximal periodic orbit. In the subsequent
downward scan, the non-impacting state is reached again at σ = 0. The maximal
M = 6 periodic orbit with the chaotic attractor to which it bifurcates through a
second impact, cannot be reached through a smooth scan; it can be reached only by
perturbing the non-impacting oscillator when σ is in the range [−0.019;−0.009]. In
the numerical simulation, the bifurcation sequence is identical, except for the small
chaotic attractor at σ = 0. Also here the p6 orbit and the connected chaos window
can be reached only by perturbing the oscillator when σ is in the proper range; this
is done by setting u to a large value. Not all details of the numerical simulation,
however, can be seen in the experiment; for example, the state between the chaotic
window and the p6 window around σ = 0.01 in the numerical simulation, is not
resolved in the experiment, due to, among others, a finite resolution and the presence
of higher-order modes. Impacting motion that exists below σ > 0 and that cannot
be reached by a smooth downward scan of σ, is found at the low-frequency side of
all the measured pM existence tongues (M = 3, . . . , 7). The largest range is found
for f = 19.50 Hz (M = 3, see Fig. 4.13); here a p3 maximal orbit exists well below
σ = 0 which bifurcates into chaotic motion through an additional impact when σ
is increased. The structure exists over the amplitude range σ ∈ [−0.094;−0.021].
We conclude that the richness of the observed bifurcations near grazing is quite well
captured by the numerical simulation, which models the experiment with only three
(effective) parameters.

We emphasize that our experiment is far from ideal as many high-order modes
are excited upon impact. Apparently, transitions near grazing orbits are forgiving
about this non-ideality. A possible explanation is the presence of long time delays
between subsequent impacts, which get longer asM increases. This lets higher modes
damp out. For states that have a more rapid succession of impacts, for example
pM/2 periodic states, we found larger discrepancies between measured and computed
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Figure 4.16: Bifurcation diagrams for f = 21.60 Hz. In a quasi-stationary upward
scan the first grazing impact takes place at rescaled driving amplitude σ = 0 (cf.
Eq.(4.5)). (a) Experiment. The dashed line indicates the upper existence boundary
of the maximal period-5 orbit, where it bifurcates into presumably an M = 5/2 orbit
with two impacts per period (a precise determination of the period is difficult due to
higher order modes). (b) Bifurcation diagram computed using Eq.(4.1). At σ = 0 an
M = 10/4 state is encountered, which turns via a M = 5/2 orbit into chaos at larger
σ. This yields to the M = 4 maximal orbit at σ ≈ 0.012. The M = 5 maximal state
and the p5 → p1 transition are only reached in the downward scan. See text.
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Figure 4.17: Same as Fig. 4.16 but now for f = 21.97 Hz. (a) Experiment. In
the upward scan of σ we find the states p5/1, chaos, p4/1; in the downward scan
p4/1, chaos, p5/1 and the disconnected chaotic and p6/2 state around σ = −0.01. (b)
Computed bifurcation diagram showing a similar sequence of states as the experiment.
In the experiment, the disconnected chaotic and p6/2 state around σ = 0.01 are found
by hitting the oscillator, in the numerical simulation this is done by suddenly setting
u to a large value. See text.
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bifurcation diagrams. In these cases the time for higher modes to decay is shorter.
We conclude that grazing bifurcations are not sensitive to experimental details and
are therefore a universal phenomenon.

4.5 Conclusion

We have compared the map that is derived in Chapter 3 for impacts with a rigid
stop with the full equation of motion. To this end, experimental parameters are used.
That is, the rescaled forcing frequency ξ is close to 1, and the coefficient of restitution
r ≈ 0. We find that the predictions of the map for the existence windows of the
maximal periodic orbits agree favourably with the semi-analytical values of the full
equation of motion, qualitatively as well as quantitatively. The predictions become
better when the period of the maximal orbit increases. This could be expected from
the observation that for increasing M the impact velocity decreases. Hence, the
system is closer to grazing incidence for these periods of motion.

The predictions of the map are closest to the full equation of motion when r ¿ 1.
We think that this r-parameter range is of prime interest for practical systems where
impacts between many modal components occur. The excitation of higher order
modes upon impact leads to high energy losses, which are characterized by a low
effective coefficient of restitution. We find this in our experiments, but it is also
found in other experiments [14, 118]. The relation between energy loss due to the
excitation of higher order modes and the coefficient of restitution model is investigated
numerically in [123] by Wagg & Bishop.

Still, some discrepancies between the map and the full equation are found. When
we compare the dynamics of the map with the dynamics of the full equation of motion,
i.e. their bifurcation sequences as the forcing amplitude is varied, we find the same
sequence of bifurcations, but on a different scale of σ. Additionally, the map is more
sensitive to changes in the coefficient of restitution than the full equation of motion.

We have also tested the predictions of the Nordmark map. This map is also derived
for impacts with a rigid stop. However, though its prediction of the hysteresis ρM
is slightly more accurate than the prediction by the mapping derived in Chapter 3,
the dependence of ρS on the system parameters in the Nordmark map is intrinsically
different from that in the full equation of motion. When we compare the predictions
of the map (4.11-4.13) for impacts with a compliant wall with numerical simulations,
we find a favourable agreement. The predictions of the map for the existence windows
of maximal periodic orbits become better when the period becomes larger, since then
the impact velocity of the orbits decreases and the system is closer to grazing.

We have measured bifurcations diagrams in a mechanical impact oscillator. We
have demonstrated that the experiment, despite its nonidealities, can be effectively
modelled as a single mode system whose dynamics can be described by a square-root
mapping. We have indicated why nonidealities, such as the multi-mode character of
impacts, do not spoil such a description. The singularity that is associated with the
mapping causes a strong distortion of phase space. It is this property which makes
that low-velocity impacts may lead to richer dynamics than hard collisions [68].



Chapter 5

The dynamics of a “tapping”

atomic force microscope

Abstract

An atomic force microscope (AFM) in tapping or intermittent contact (IC) mode
consists of a periodically excited cantilever that impacts with the sample surface.
The impacts cause the dynamics to be strongly nonlinear, leading to an abundance of
possible dynamical states. Recent theories in the field of nonlinear dynamics predict
that the dynamics of oscillators that undergo impacts may be very complex, but that it
can be understood from simple principles leading to a generic pattern in the dynamics.
The predictions are derived for the regime of low velocity impacts, which is precisely
the regime that is of interest for IC–AFM. We study whether these theories indeed can
be applied to IC–AFM. We numerically simulate the dynamics of a simple AFM. The
model consists of a linear oscillator that interacts with the substrate through a liquid
bridge. Impacts are modelled as instantaneous and elastic reflections from the sample
substrate. We find that the attractive forces that dominate at some nanometres from
the surface add “new” dynamics in the region of low velocity impacts as compared
with the dynamics of a simple impacting oscillator. The generic behaviour that is
predicted for low collision velocities, is found beyond this region where the impact
velocity is higher. The repulsive forces are found to give rise to period doubling
bifurcations, which is a typical phenomenon for smooth nonlinear systems, but which
is not found in this form in simple impacting oscillators. Finally, since the AFM could
be used as a tool to study the surface potential, we also pay attention to the question
how properties of the potential can be derived from the observed dynamics.

89
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5.1 Introduction

For the study of the microscopic structure of surfaces, many measurement techniques
have been developed, the scanning probe microscope probably the most accurate and
versatile of them. The application of these microscopes has become every day practice
in in a wide range of disciplines, such as in biology for the study of tissues. Many
devices are commercially available nowadays and, dependent on the desired operation
conditions, the user may choose the system that best fits his/her demands.

When one wants to study a surface where sticking occurs or when the surface is
sensitive to damage, an atomic force microscope in tapping mode may be applied.
It consists of a periodically excited cantilever whose tip is in intermittent contact
with the substrate surface, i.e. it impacts with it. The dynamics of this type of
AFM is highly complex due to the intrinsic nonlinearity of the system. It is the
intermittent contact that endows the dynamics with a strong nonlinearity. In addition,
further nonlinearities may be introduced by the smooth forces between the tip and
the surface such as the Van der Waals force. In order to cope with the complexity
of dynamical states that arises from these nonlinearities, a clear organizing principle
would be extremely helpful. This may also help turning the complex dynamics into
an advantage, for example by selecting parameter settings where the dynamics best
suits the experimenter’s purposes.

An AFM in tapping mode can be viewed as an impact oscillator. Impact oscillators
form a special class of nonlinear dynamical systems that consist of an oscillating mass
that collides with a constraint when its deflection exceeds some value. The dynamics of
impact oscillators has been studied for several decades; much of the work was inspired
by problems encountered in mechanical systems where impacts occur [13]. Impact
oscillators derive a strong nonlinearity from the mere presence of the impacts. They
display an extremely rich variety of dynamical states and complex phenomena, such
as hysteresis and multiplicity of states (see e.g. [93]). Many dynamical features can be
understood from the theory of smooth nonlinear systems. However, the discontinuity
of the impacts gives rise to additional features that have no counterpart in smooth
nonlinear systems. For these phenomena new theories have been constructed. In
this paper we study the dynamics of an atomic force microscope in tapping mode by
studying it as an impact oscillator, where we make use of recently discovered theories
in the field of impact oscillators.

An important dynamical feature of impact oscillators is the so-called grazing bi-
furcation. This is the transition in the dynamical state which is “sparked off” when
a stationary orbit comes to touch the amplitude constraint due to a quasi-stationary
variation of a parameter. The word “grazing” comes from the fact that the first
impact occurs at an infinitesimally small velocity, i.e. when the oscillator grazes the
obstacle. This impact destabilizes the orbit, and when the oscillator is close to the
obstacle one forcing period later on, a new impact takes place, and so on. The sys-
tem thus moves away from the stable, non-impacting orbit that is found immediately
before the grazing bifurcation, to a new stable, impacting periodic orbit with a non-
vanishing impact velocity. The properties of the final, stationary state, such as its
amplitude and period, depends on the system parameter.

Though the grazing bifurcation is not a new phenomenon – its existence was
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already noted by Shaw and Holmes some twenty years ago [98,101,102] – the theories
to describe it have been developed only recently. It was Nordmark [79] who showed
that for low velocity impacts the essential dynamics can be condensed into a dynamical
map. This map shows that the nonlinearity that destabilizes the motion is a square
root. This map is “new” in the field of nonlinear dynamics. From the analysis of
maps it is known that a characteristic nonlinearity leads to characteristic dynamics.
Indeed it is found that the map has a peculiar bifurcation structure. Moreover, it
is able to explain the peculiarity of the observed similar bifurcation structure that is
found in the many different types of impact oscillators that exist, an explanation that
had before been lacking. We think that the operation regime for which the map is
derived i.e. for low-velocity impacts, is highly relevant for the operation of AFM, for
example, if one wants to reduce the damage done by the tapping AFM.

It is the aim of this chapter to study whether the bifurcation structure that is pre-
dicted by the Nordmark map is also found in a tapping AFM. The AFM is described
by a model which is based on the work by Berg & Briggs [10]. It consists of a lin-
ear, damped cantilever which interacts with the substrate via a liquid bridge. When
the cantilever tip touches the substrate it is assumed to be reflected instantaneously
and elastically. The equation of motion is numerically integrated and we study the
dynamics as a function of the excitation amplitude. We present bifurcation diagrams
in which the position which is measured at a fixed phase of the periodic excitation,
is plotted against the excitation amplitude. This choice is based on the assumption
that these diagrams can be readily obtained in experimental situations. Moreover,
bifurcation diagrams are a reliable tool for the detection of changes in the dynamical
state. We study the dynamics for different equilibrium positions of the cantilever with
respect to the substrate. In the model that we analyse, the interaction between the tip
and the surface has several constituents: hydrodynamic, atom-atom interaction, and
others. The question is what can be learned about these forces from observing the dy-
namics of the AFM. This is, in fact, at the heart of the problem of interpreting AFM
operation. We think that the problem of understanding the tip-surface interaction in
an AFM which in fact is a mesoscopic phenomenon, deserves more attention.

It is important to note that we study the AFM as a nonlinear system and that our
approach is different from the one generally taken in the operation of an AFM. That
is, in non-contact vibrating atomic force microscopy one generally uses the resonance
shift as a measure for the proximity of the surface [4]. This is a smooth, continuous
and reversible transition. However, here we consider the situation where one uses the
much more drastic transition of one dynamical state to another one as a measure for
the interaction with the surface. This transition may be hysteretic, that is, the final
response may depend on the initial conditions and the way in which one approaches
the desired state. Still, we argue that when this approach is understood, it may be
used to the user’s advantage.

In the following we first give a brief discussion of the derivation of the Nordmark
map so that the conditions for which the map is valid may be appreciated (§ 5.2). We
describe the characteristic behaviour that is predicted by the Nordmark map, the so-
called maximal periodic orbits, in § 5.2. In Section 5.3.1 we discuss the studied AFM
model and in § 5.3.2 we highlight the main features of the numerical procedures used.
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The results are presented in § 5.4. We show that the maximal periodic orbits are
found in the studied AFM model as predicted by the map, but that their appearance
is slightly changed by the attractive potential close to the substrate surface. We
discuss the contributions of the several forces to this process. A discussion of the
results in § 5.5 concludes this chapter.

5.2 The dynamics near grazing

A dynamical map for near-grazing impacts

In order to appreciate the scope of the Nordmark map, we briefly discuss how such a
dynamical mapping can be derived for the dynamics of an oscillator that undergoes
low velocity impacts. This was done for the first time by Nordmark [79].

Consider a 1-dimensional oscillator with an amplitude constraint placed at some
distance from its equilibrium position. We assume that initially the oscillator moves
in a stationary non-impacting orbit with an amplitude that is well below the position
of the constraint. When the amplitude of the system increases due to the quasi-static
variation of a system parameter, at some parameter value the oscillator touches the
constraint for the first time. Since this impact occurs in a maximum of the orbit,
this first collision is with arbitrarily small velocity. For convenience we introduce the
rescaled bifurcation parameter ρ and define the first impact to take place at ρ = 0.
The dynamics is studied in the vicinity of ρ = 0, where the velocity of a possible
impact is low.

The dynamics of the impacting oscillator can be described by a dynamical mapping
by considering the impacts as a perturbation to the initial, smooth orbit. That is,
when an impact occurs at some instant of time, the orbit is corrected for this. Then,
using the properties of the smooth flow, the system state is advanced to the next
instant of time where another impact may occur. If here an impact occurs, the same
procedure is applied, and so on. This is the key idea of the mapping. This is worked
out as follows.

Impacts are assumed to occur only close to the times where the initial smooth orbit
for ρ = 0 touches the constraint; i.e. in tn with n = 1, 2, 3, . . ., where tn+1 = tn + T
(the initial orbit is assumed to have period T ). Using the fact that the motion close to
the constraint is parabolic (the motion has an extremum in tn), one can show that an
impact to lowest order gives rise to a perturbation of

√
χ, defined as χ = v2

n− 2Aun,
to the position and the velocity at tn. Here, un and vn denote the position and
velocity at tn, respectively, and A is the acceleration experienced by the oscillator
(the curvature of the parabola). Here the important assumption is made that the
velocity is instantaneously reversed upon impact, which is similar to the assumption
that the objects that make contact upon impact are infinitely rigid. In this model,
energy loss upon impact is accounted for by applying a coefficient of restitution rule
so that the recoil velocity vr is given by

vr = −r vc, (5.1)

where vc is the impact velocity and 0 ≤ r ≤ 1 is the so-called coefficient of restitu-
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tion. Though it may seem to be a crude model, it describes the dynamics of impact
oscillators fairly well. Not at every section an impact will occur; whether an impact
takes place can be determined using un and vn and the parabolic shape of the orbit.
In the next step of the procedure, the system state is advanced to tn+1 using the
Jacobian matrix of the smooth system, where the procedure is repeated. Hence, by
combining these two steps a dynamical mapping is obtained. Note that the mapping
is a complete description of the system, since un and vn (at tn) completely determine
the system because it is 1-dimensional.

Using the above procedure, a mapping has been derived in Chapter 3 for a simple
harmonic oscillator that impacts with a compliant wall. If the contact time upon
impact is sufficiently small, the mapping is found to be the same as for impacts with
a rigid wall and is given by (cf. Sections 3.4 and 3.5.2)





xn+1 = αxn + yn + ρ

yn+1 = −γxn
if xn ≤ 0, (5.2)





xn+1 = −c1
√
xn + c2xn + yn + ρ

yn+1 = c3xn

if xn > 0. (5.3)

Here (xn, yn) are transformed coordinates which depend on the physical coordinates
(un, vn) of the impact oscillator at stroboscopic times tn (n ∈ Z). Coordinate xn is
chosen such that if xn < 0 no impact takes place close to tn, and if xn > (=)0 a
(grazing) collision occurs. Hence, (5.2) corresponds to smooth motion, whereas (5.3)
represents the situation where an impact takes place. The parameters α, γ, c1, c2,
and c3, and the bifurcation parameter ρ are related to the parameters of the ordinary
differential equation of the smooth oscillator. For the simple harmonic oscillator these
are

α = 2e−
1
2
ν cosh

[
1
2

√
ν2 − 4Ω2

]
,

γ = e−ν ,

c1 = sign(P12),

c2 = α− 2(1 + r)P22 + (1 + r)2P2
22,

c3 = (1 + 2r)γ − (1 + r)2P3
22,

ρ =
1− α+ γ

8π2(1 + r)2P2
12

σ.

(5.4)

Here

ν =
2πc

mω
,

Ω2 =
4π2k

mω2
,

(5.5)

with m the mass, c the damping coefficient, k the spring stiffness, and ω the forcing
frequency of the oscillator; α is the trace and γ is the determinant of the Jacobian
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matrix of the smooth oscillator, and P12 and P22 are two of its elements; r is the
coefficient of restitution; and

σ =
F − Fg

Fg
, (5.6)

represents the forcing amplitude relative to the excitation amplitude Fg for which the
oscillator precisely grazes the constraint. This is given by

Fg = L
√

(k −mω2)2 + c2ω2, (5.7)

where L is the distance between the obstacle and the equilibrium position of the
oscillator. The bifurcation parameter ρ is proportional to the driving amplitude of the
impact oscillator; at large negative values of ρ no impacts occur, and Eq.(5.2) applies.
When ρ is increased in a quasi-stationary way starting with the non-impacting state,
first impacts occur when ρ = 0.

Though the map (5.2,5.3) is derived for the special situation where a simple har-
monic oscillator impacts with a stiff spring, it also describes the dynamics of other
impacting oscillators. This follows from the fact that the parameters of the differential
equation of the smooth oscillator only affect the precise form of the coefficients of the
map but not its structure. Additionally, we have found in Chapter 3 that the effect
of the impact on the motion can be described in quite general terms; in other words,
we find that the details of the impact model are not important. Hence, it is expected
that the dynamics of a wide class of impact oscillators close to grazing incidence can
be described by a square-root map.

The map (5.2,5.3) differs essentially from the map derived by Nordmark [24, 79].
This is due to the fact that the Nordmark map is derived for a heavily damped system,
whereas the map Eqs.(5.2,5.3) is derived for the general situation (lightly as well as
heavily damped systems). Actually, the map (5.2,5.3) tends to the Nordmark map if
the damping in the system is increased. The map (5.2,5.3) is shown to give a good
prediction for the dynamics of lightly damped oscillators (cf. Chapter 4).

At this point it is useful to emphasize that dynamical maps are an important tool
in the study of nonlinear dynamical systems. A dynamical map is a representation
of the system state at discrete times tn. The times tn and tn+1 must be chosen
judiciously; for example, if one studies the bifurcations of a periodic orbit the time
difference tn+1−tn is chosen equal to the period of the orbit. In this chapter it is equal
to the forcing period. If we denote the state at time tn by xn, then the map gives
the state xn+1 = f(xn). The relation between the vector xn and the actual physical
state of the system may be less than straightforward, but that is not essential. By
using the map, transitions in the behaviour can be studied analytically. It are these
transitions which are so important in nonlinear dynamics, e.g. the transitions from
period-2k to period-2k+1 (k = 0, 1, 2, . . .) in the Feigenbaum period doubling cascade.
Moreover, a dynamical map highlights the underlying mathematical nonlinearity that
governs the process.

Maximal periodic orbits

The dynamics of the square-root map is studied in Chapters 3 and 4 of this thesis;
and also by Chin et al. [24], Casas et al. [22], and Nordmark [82], whose results are
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summarized in Sections 1.4 and 2.2.

A striking feature of the dynamics of the square-root map is the appearance of
the so-called maximal periodic orbits, which are subharmonic orbits with one impact
per orbital period. In heavily damped systems these come as a cascade of orbits that
accumulate on ρ = 0+ in increasingly narrow windows. The periodM of these orbits
increases stepwise by one when ρ = 0 is approached from above. Dependent on α
and γ, the windows of adjacent periodic orbits overlap or are separated by windows
of chaotic motion.

Maximal periodic orbits are also found in lightly damped systems. Here they form
the typical response in the region of low velocity impacts close to ρ = 0. In particular,
they generally exist at the end of the hysteresis. The hysteresis is found when ρ is first
increased to a magnitude larger than zero, so that the oscillator is in an impacting
orbit; and subsequently decreased to values below ρ = 0. Contrary to in an heavily
damped system whereM -periodic orbits withM = 1, 2, 3, . . . are found when ρ = 0+

is approached from above, a lightly damped system shows only one period-M at the
end of the hysteresis for given parameter settings. The value of M crucially depends
on the ratio ξ between the forcing frequency f = ω/2π and the frequency1 f1 = T−1

1

of the free damped oscillations of the cantilever; that is, ξ = f T1. In the frequency
windows 1/l < ξ < 2/(2 l − 1) with l = 0, 1, 2, . . . we find period 1 orbits, whereas
in the adjoining windows we find that the period increases stepwise from 2 to period
infinity. This regular alternation of windows can be immediately understood from the
sign of the element P12 which determines the sign in front of the square root; if this
is positive, P1 orbits are possible. Clearly, P12 is an important coefficient of the map.

It should be noted that for a given ξ the corresponding PM orbit is always found,
but that the ρ-window in which it exists sensitively depends on the energy loss upon
impact. If the impact tends to an elastic collision (r → 1), the window becomes
increasingly narrow and its boundaries approach ρ = 0 from below (recall that the
orbit is found at the end of the hysteresis). The width of the window increases and
the boundaries move to more negative ρ when the energy loss at impact increases;
they are maximal for r = 0.

5.3 Model and numerical techniques

5.3.1 The AFM model

We consider an AFM that is operated under ambient conditions. This means that a
liquid bridge will form between the cantilever tip and the substrate, since all surfaces
are covered with a thin film of water. The model is shown in Fig. 5.1. The cantilever’s
motion in air is modelled as a simple harmonic oscillator. The interaction between
the cantilever and the substrate through the liquid bridge is denoted by I(u, u̇; D, d),
where u is the cantilever deflection; u̇ its velocity; and D the separation between
the tip and the substrate surface when the cantilever is in its equilibrium position.
The distance d denotes the distance between the atom cores when the cantilever tip

1For the simple harmonic oscillator, T1 is given by T1 = 2π/
√
k/m− c2/4m2.
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Figure 5.1: Schematic of the studied AFM model. A cantilever with mass m is driven
with a harmonic force F cos(ωt). Its tip is modelled as a sphere of radius R. The
deflection of the cantilever is denoted by u. In equilibrium (u = 0) (drawn with dashed
lines), the separation between the tip and the surface is D. The tip interacts with the
substrate through a liquid bridge (indicated by the grey area). In our model the tip
bounces elastically off the rigid surface when u becomes D.

makes contact with the substrate surface, that is, the atoms are considered as “hard-
sphere” in our model. First we discuss the tip-substrate interaction and after that
the equation of motion is described.

The tip-substrate interaction

The tip-substrate interaction I(z, ż) is a complicated phenomenon. Here z denotes
the separation between the atom centres; atoms are considered as hard-spheres in our
model. We distinguish three interaction regimes, i.e. the solid/solid interaction when
the tip is in direct elastic contact with the sample; the solid/liquid interaction when
the tip-sample interaction is via a liquid bridge; and an intermediate phase in which
the force “switches” from the solid/solid regime to the liquid/solid regime (or vice
versa). The former two are continuum phase interactions which are well researched
and well understood; however, the latter phase which is presumably governed by the
molecular dynamics of the tip-meniscus-sample system is still a subject of research.

In order to describe I(z, ż), we use a simplified version of the model constructed
by Berg & Briggs [10]. The solid/solid interaction is modelled as a “hard-sphere”
interaction; when the tip-sample separation becomes smaller than a specified distance
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d, the tip is instantaneously reflected. In most computations we take d = 0.10 nm, but
we also consider the case d = 0.04 nm. At impact, the velocity is reduced by a factor
r, where r stands for the coefficient of restitution. This is the so-called coefficient of
restitution model which is used in many impact oscillator studies. In all cases we take
r = 1, i.e. we assume a perfectly elastic impact.

For not too small tip-sample separations the interaction I(z, ż) between the tip
and the sample is assumed to be dominated by liquid bridge forces. If the separation
becomes small, the interaction is dominated by the repulsive force between the atom
cores. Hence,

I(z, ż) = Fcap + Fvisc + Fstruct + Fcore, (5.8)

where the liquid bridge force consists of the capillary force Fcap, the viscous force
Fvisc, and the structural force Fstruct, and where Fcore denotes the short ranged
repulsive forces between the atomic cores in the tip and the sample.

When two bodies are connected by a liquid bridge, the hydrostatic forces and the
surface tension give rise to a capillary force Fcap. For the geometry of a sphere with
radius R and a flat surface connected by a liquid meniscus (the contact angle between
the meniscus and the sphere is assumed to be close to zero) it is given by

Fcap = − 4πRγl
1 + z/2rK

, (5.9)

where γl is the surface tension of the liquid, z the sphere-surface separation, and rK
the Kelvin radius [3], given by

rK =
γl Vm

RgT ln(p/ps)
. (5.10)

Here Vm denotes the molar volume of the liquid, Rg the gas constant, T the temper-
ature, p the pressure, and ps the saturated vapour pressure. Since we assume a water
meniscus, p/ps equals the relative humidity. At STP conditions γl Vm/Rg T equals
0.54 nm for water. We take the relative humidity to be 50%, so that rK = 0.779 nm.

When a liquid bridge is deformed in a continuous way, a viscous force Fvisc arises
due to the shear viscosity of the liquid. For the present geometry it is given by

Fvisc = −
3πηlR

2ż

2z
, (5.11)

where ż is the relative velocity between the sphere and the surface, and ηl is the shear
viscosity of the liquid. For water at STP conditions ηl = 1.005× 10−3 Pas.

A structural or entropic force Fstruct arises from the discreteness of the molecules
that form the liquid bridge. It is primarily determined by the shape of the molecules
and how they pack around the constraining bodies. Here it is given by [86]

Fstruct = A0τe
−(z−δ)/τ

[
1− e−a2/2Rτ

]
, (5.12)

where a is an effective Kelvin radius given by

a = R sin
[
cos−1 (1− 2rK/R)

]
. (5.13)
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The offset δ and the decay length τ of the structural force are both taken to be 0.6 nm;
A0 is approximately equal to 40Nm−1.

When the distance between the tip and the substrate becomes very small, it is
assumed that the atoms repel each other by a short-range repulsive force. This is
modelled by the repulsive part of the Lennard-Jones potential

Fcore =
BR

180z8
. (5.14)

The parameter B is found by comparing Fcore to the Van der Waals potential at
z = 0.2 nm, which yields B = 10−79 Jm−2.

Fig. 5.2 shows the dependence of the static forces of the AFM model on z; that is,
the elastic force (−k z); the interaction I(z, ż) with ż = 0, and its constituents with
ż = 0; and the total force Ftot = I(z, ż = 0) − kz are shown. In the computations
we use the tip radius R = 20nm, and the cantilever equilibrium position of z =
50.1nm. These are typical for AFM parameters; all other parameters are taken as
in [10]. Clearly, the core repulsion is only important for small z, say, z < 0.10 nm.
In z = 0.0615 nm Fcore and Fstruct are approximately equal; clearly, for z smaller
than this value, Fcore rapidly increases and becomes the dominant contribution to
the interaction force. The sum I(z, ż = 0) of the above forces has a minimum of
Imin ≈ −6.13 nN in z ≈ 2.401 nm (this is independent of the equilibrium distance of
the cantilever). The minimum of the total force Ftot would vanish in z = 2.58 nm,
if the cantilever equilibrium position would equal D = 21.59 nm. For equilibrium
distances smaller than this value, the tip can become stuck to the substrate.

The dynamic forces i.e. the linear cantilever damping and the viscous force, are
small with respect to the total force for small z. The viscous force diverges when
z approaches 0, however, then also the velocity ż vanishes since we assume that the
impact velocities are small. Let us estimate the magnitude of the viscous force. Using
T1 = 11.1µs, a characteristic length scale for the velocity of 100 nm, and z ∼ 0.1 nm,
we find Fvisc ∼ 0.04 nN, which is indeed much smaller than the other forces for small
z. The linear damping force −cż is small for small z due to the low velocities.

The equation of motion

The equation of motion reads as

m ü+ c u̇+ k u+ I(u, u̇; D, d) = F0 cos(ωt+ φ), u < D, (5.15)

where impacts are modelled as

u̇→ −u̇ if u = D. (5.16)

Here m, c, and k are the mass, the linear damping coefficient, and the stiffness of the
cantilever, respectively. The excitation is sinusoidal with amplitude F0 and frequency
ω. We choose the parameters such that the cantilever free oscillations in air have a
frequency f1 = 90.00 kHz and a decay rate λ = 1.414× 104 s−1 (this corresponds to
m = 1.000× 10−12 kg, k = 0.3200Nm−1, and a quality factor Q =

√
k m/c equal to

20.00). These numbers are typical for AFM.
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Figure 5.2: Static forces in the AFM model as a function of the tip-surface separation
z (the relative velocity ż is taken equal to zero). (a) Restoring force of the cantilever
−k z; static interaction force I(z, ż), with the velocity ż = 0; and their sum, Ftot =
I(z, ż = 0) − k z. For the computation of (−k z) a cantilever equilibrium position
D = 50.1 nm is used (this choice is explained in Section 5.4). (b) Zoom in on
the region near z = 0nm. The interaction force I(z, ż = 0) and its constituents (with
ż = 0) are shown. Fstruct is the structural force; Fcore the short-ranged core repulsion;
and Fcap the capillary force. The minimum of I(z, ż = 0) is not visible since it falls
outside the z range shown.

In studying the prototypical impact oscillator, rescaling of the equation of motion
shows that there are effectively four independent parameters (cf. § 3.2). The equation
of motion is rescaled by taking

ũ = (u−D)/D, t̃ = (ωt− φ)/2π,

which yields
¨̃u+ ν ˙̃u+Ω2(ũ+ 1) + Ĩ(ũ, ˙̃u) = F̃ cos(2πt̃+ φ̃), (5.17)

where Ĩ(ũ, ˙̃u) = 4π2I(u, u̇)/mω2D.
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Since the interaction force I(u, u̇) does not depend linearly on u, its presence
introduces an additional parameter in the system as compared with the prototypical
impact oscillator, viz. D, the distance between the sample surface and the cantilever
equilibrium position. Note that in the limit D → ∞ we find the equation of motion
for the prototypical impact oscillator since then Ĩ(ũ, ˙̃u) vanishes.

5.3.2 Numerical methods

The equation of motion is integrated using a Runge-Kutta integration scheme; the
subroutine used is DVERK which is freely available online [58]. We take 400 time steps
per period of the drive. In the region where the forces vary strongly, i.e. for x < 2 nm
(x = 2nm approximately coincides with the minimum of I(u, u̇)) the time step is
taken 100 times smaller for the simulations with a hard-sphere radius of d = 0.1 nm
and 1000 for simulations with d = 0.04 nm.

It is important to determine boundary crossings in an accurate fashion. Note that
there are two boundaries; the first is at x = 2 nm where the time step is changed, and
the second is at x = 0 nm where the impact model is applied. (In the present study
the velocity is reversed instantaneously when the cantilever reaches the substrate,
but if the substrate would be modelled as a compliant material the time step and the
equation of motion would have to be changed at this boundary.) In order not to miss
a boundary crossing we check for both boundary crossings of the position and zero
crossings of the velocity. If the velocity has crossed zero, it is checked whether the
position extremum is on the same side of the boundary as the endpoints of the time
step. The time of a boundary crossing (or a zero crossing for the velocity) is evaluated
using the NAG-routine D02BGF (NAG library Mark 18); this is a Runge-Kutta-Merson
method that integrates the equation of motion up to the time that the position or
the velocity has reached the desired value. We require that the time is determined
with an accuracy of 1 × 10−8 (recall that the rescaled period of the drive equals 1).
Simultaneously we demand that the absolute value of the position or the velocity at
the determined crossing time differs less than 1× 10−8 from the desired value.

Special care is required for trajectories that are close to grazing, i.e. for trajectories
whose turning points nearly coincide with the boundary position. When an endpoint
of a time step is extremely close to the boundary (or close to zero for the velocity),
the procedure D02BGF generally fails. Therefore, the situation has to be examined
before it is fed into this procedure. Here we assume that a trajectory does not cross
a boundary but is grazing, when its endpoints are within the tolerance 1× 10−8 from
the boundary with a velocity that is smaller than 1 × 10−8. Here we make use of
the fact that in the present situation the acceleration is always non-vanishing and
directed away from the substrate where the boundaries are situated. The used values
are a compromise between the accuracy and the robustness of the computation.

5.4 Maximal periodic orbits in an AFM

MPOs can be considered as a fingerprint of the square-root map. In order to study
whether this remains true in atomic force microscopy we pose the question whether
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these orbits survive in the AFM model, and if so, how these evolve when the param-
eters are varied. We do this by computing bifurcation diagrams using the forcing
amplitude as bifurcation parameter. Starting with the cantilever at rest, the forcing
amplitude is slowly increased. After every parameter increase we allow for the decay
of transients. When we have well passed the forcing amplitude for which the cantilever
starts to impact with the substrate, the amplitude is subsequently slowly decreased.
The dynamics of the AFM is probed by a periodic sampling of the cantilever position
and velocity. The sample period equals the forcing period. In this manner periodic
orbits and the number of impacts per (orbital) period are measured. This approach
is similar to the one that we adopted in our macroscopical experiment where a leaf
spring impacts with an obstacle (cf. Chapter 4).

We study the dynamics for forcing frequencies close to the free oscillation frequency
of the cantilever in air, i.e. in the range 0.6 ≤ ξ ≤ 2.0. In order to study the
dependence onD, we compute bifurcation diagrams for different equilibrium distances
and compare these with the results for the prototypical impact oscillator, which in fact
corresponds to the case D →∞ as argued in Section 5.3.1. We take the equilibrium
distances D = 50.1 nm and D = 200.1 nm, for the following reasons. From Fig. 5.2
it appears that for our current parameter settings, the influence of the liquid bridge
forces is felt for separations smaller than approximately 20 nm (for D . 20 nm the
cantilever may become stuck to the substrate). This sets the scale for the equilibrium
positions chosen. The numbers are inspired by real life atomic force microscopy. Note
that these distances in our model represent the separation between the atom cores.
If the separation equals d = 0.1 nm, the hard-sphere atoms touch each other; with
the cantilever in its equilibrium position, the distance between the atom spheres is
50.0 nm and 200.0 nm, respectively.

The grazing locus

We assume that in an experimental situation the results can only be expressed in
relation to the excitation amplitude of first impact. This is the amplitude for which
the cantilever tip first touches the impact boundary, when the excitation amplitude
is increased quasi-statically from zero. For the prototypical impact oscillator this
amplitude is given by Fg (Eq.(5.7), see p. 94). We express the results for the AFM
in the rescaled bifurcation parameter σ̃ defined as

σ̃ =
F − FFI

FFI
, (5.18)

where F denotes the actual forcing amplitude and where the forcing amplitude of first
impact is denoted by FFI . In Fig. 5.3 the amplitude FFI of first impact is compared
for D = 50.1 nm and D = 200.1 nm is compared with the grazing amplitude of the
prototypical impact oscillator.

Results in the (ξ, σ̃) plane

The regions in which maximal periodic orbits are found in the (ξ, σ̃) plane are shown
in Fig. 5.4 and Fig. 5.5. Here pM stands for a maximal orbit of period M . The
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Figure 5.3: The scaled excitation amplitude σ for which the AFM first impacts with
the substrate surface is plotted as a function of the scaled forcing frequency ξ for
two rest positions D of the cantilever with respect to the substrate surface, viz. for
D = 50.1 nm (balls connected by lines) and D = 200.1 nm (triangles connected by
dashed lines). Here σ = (FFI − Fg)/Fg, with Fg defined by Eq.(5.7). The first
impact of the prototypical impact oscillator takes place at σ = 0, by definition. σ is
determined in an experimental fashion, see text.

existence regions of the orbits are determined “experimentally”: at a given reduced
driving frequency ξ, they are entered when the driving amplitude is slowly increased
and exited a while later.

In the frequency range 0.67 < ξ < 1.0 we observe that the MPOs appear in the
same order as in the prototypical impact oscillator for D = 50.0 nm as well as for
D = 200.1 nm. The differences between the observed MPOs and the results for
D →∞ increase when D is decreased, but the differences between D = 200.1 nm
and the prototypical impact oscillator are still small. A difference, however, is that
when D is decreased the existence windows move to slightly smaller frequencies and
become narrower. A notable difference is that the frequency on which these orbits
accumulate becomes smaller when D is decreased and that low period MPOs move
into the gap between the accumulation frequency and ξ = 1.

For the frequency range 1.0 < ξ < 2.0, the behaviour is almost independent of D.
We find a P1 impacting orbit whose existence window and in particular its hysteresis is
huge with respect to the MPO existence windows for 0.67 < ξ < 1.0. The hysteresis
for D →∞ vanishes for ξ = 1.0 and ξ = 2.0, but this seems not the case for the
AFM. We note that the amplitude of the impacting P1 orbit is huge for D = 50.0 nm,
D = 200.1 nm, as well as for the prototypical impact oscillator, as compared with the
amplitude of the impacting orbits in 0.67 < ξ < 1.0.

Figures 5.4 and 5.5 are determined in an “experimental” fashion. In general, sta-
bility boundaries are preferably traced using a continuation procedure, which however
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Figure 5.4: Existence regions of maximal PM orbits in (ξ, σ̃) parameter space in
the full AFM model for 0.67 < ξ < 1.0; σ̃ is given by Eq.(5.18). Lower existence
boundary: balls; upper existence boundary: squares. The windows are determined just
as in the experimental situation, see text. (a) D = 50.1 nm. (b) D = 200.1 nm. (c)
Prototypical impact oscillator D → ∞. For the prototypical impact oscillator σ̃ = σ.
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Figure 5.5: Existence regions of maximal PM orbits in (ξ, σ̃) parameter space in the
full AFM model for 1.0 < ξ < 2.0. In this ξ range, only P1 orbits are found which exist
beyond the upper boundary of the diagram; the lower existence boundary is indicated
by balls. See also caption of Fig. 5.4. (a) D = 50.1 nm. (b) D = 200.1 nm. (c)
Prototypical impact oscillator (D → ∞).
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Figure 5.6: Bifurcation diagrams for the full AFM model with ξ = 0.80, for differ-
ent distances D between the substrate surface and the cantilever rest position. (a)
D = 50.1 nm. (b) D = 200.1 nm. (c) D = 800.1 nm. (d) D → ∞, which corre-
sponds to the prototypical impact oscillator.

is a much more complex computational task. However we believe that the conclusions
will be the same. What Figures 5.4 and 5.5 do not show is that many other states
are found in the dynamics of the atomic force microscope that are not found in the
prototypical impact oscillator. We will return to this below.

Dependency on D

Let us look closer at the dependency on D. We simulate the AFM at ξ = 0.80 (all
other parameters are kept the same). For this parameter setting, the prototypical
impact oscillator (D → ∞) shows a transition from a non-impacting P1 orbit to a
P2 MPO, whose hysteresis vanishes (for this specific frequency) (Fig. 5.6(d)). When
the forcing amplitude is increased further, the P2 MPO bifurcates into a P2 orbit
with two impacts per orbital period at F0 = F1 ≈ 0.063 (in the following this orbit is
denoted by P2/2). This latter orbit shows hysteresis, i.e. if F1 is exceeded and if F0

is subsequently decreased, the P2/2 orbit ends it existence in F0 = F2 ≈ −0.013, well
below F1.
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Figure 5.7: Bifurcation loci for ξ = 0.80 expressed in the driving amplitude σ̃
[Eq.(5.18)] as a function of the equilibrium distance D. The shaded area indicates
the width of the existence window of the P2 maximal orbit versus D, whereas the
single curve represents the locus of the lower existence boundary of the P2/2 period-2
orbit with two impacts per orbital period. The dashed lines indicate the asymptotical
values for these loci for the prototypical impact oscillator with D →∞. Clearly, the
P2/2 locus moves relative to the P2 existence window when D is varied, which indi-
cates that the dynamics varies essentially with D. We argue that the relative position
of these loci may be used to estimate physical parameters from measured bifurcation
diagrams since in an experiment σ̃ is the only accessible parameter. We emphasize
that in Fig. 5.6 the bifurcation diagrams are plotted as a function of σ instead of σ̃.

Fig. 5.6 shows the bifurcation diagrams that are obtained for equilibrium dis-
tances D = 50.1nm to D = 800.1nm. The P2 MPO and the P2/2 which are found in
the prototypical impact oscillator are found for all distances. We observe that the
appearance of the P2/2 orbit is almost independent of D. However, the appearance of
the P2-MPO changes with D; its branches behave more smoothly and gradually when
D becomes smaller. Additionally, when D is decreased, the P2 MPO is preceded by
a chaos window whose width grows when D is decreased. This observation can be
understood from the fact that the smooth nonlinear forces become more important
when D decreases (for D →∞ these have entirely vanished).

Based on the bifurcation diagrams for different D we conclude that the smooth
nonlinear AFM forces do not entirely alter the bifurcations observed in the prototyp-
ical impact oscillator; they mostly affect the dynamics close to the amplitude of first
impact, where they give rise to a chaos window whose width grows when D becomes
smaller. Additionally, they cause the observed periodic orbits close to the first impact
to behave more gradually as the bifurcation parameter is varied, but they do not seem
to influence the orbits that lie somewhat further away.
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We observe in Fig. 5.6 that the lower boundary of the P2/2 existence window
moves with respect to the P2 MPO window. This is summarized in Fig. 5.7 where
the bifurcation loci for the P2/1-MPO and the P2/2 orbit are plotted as a function
of D. Clearly, the loci monotonically tend to the values for the prototypical impact
oscillator. However, the locus of the P2/2-orbit moves relative to the P2/1-MPO
window, which again indicates that the variation of D introduces essentially new
aspects to the dynamics.

We conclude that if one is able to measure only the bifurcation loci of the P2-MPO
relative to FFI , D cannot be determined from the data since the measured orbit is
qualitatively the same for all D. However, other orbits (here the P2/2 orbit) that
moves with respect to the P2-MPO when D is varied, may give an absolute clue to
where one is. It is in this manner that details in the bifurcation structure may be
used for the evaluation of physical parameters.

The effects of the liquid bridge forces

In order to study the effects of the forces that add up to the liquid bridge interaction
I(z, ż), we vary the capillary force and the repulsive forces independently. First, we
study the dynamics with the capillary force Fcap set to 0.10, 0.25, 0.50, 0.75, and 1.00
of its physical value, with the repulsive forces Fstruct and Fcore simultaneously set to
zero. Second, we “switch off” the capillary force and investigate the dynamics with
only the repulsive forces active; this is done for two different atomic radii, d = 0.04 nm
and d = 0.10 nm, which allows us to study the effect of the choice of d on the dynamics.
Clearly, in a practical situation it is hardly possible to vary the relative magnitudes
of the forces, since these are determined by physical boundary conditions, such as the
radius of the tip, the surface tension γl, and the shear viscosity ηl of the liquid that
forms the liquid bridge. However, using these possibilities of a numerical experiment
the origins of the observed bifurcations in the full AFM model can be unravelled.

Fig. 5.8 shows the bifurcation diagrams that are obtained by increasing the cap-
illary force in steps from 0 to its full physical value. The repulsive forces are set to
zero (except for Fig. 5.8 (f)), so that Fcap = 0 is identical to the prototypical impact
oscillator. From Fig. 5.8 it becomes clear that the dynamics changes in a complicated
way when the amplitude of the capillary force is increased to its full physical value;
many new dynamical states are born and many existing ones pass away. Here we
must keep in mind that the AFM model lives in a multi-dimensional parameter space
so that the variation of a specific parameter may cause the same effects as a combined
variation of some other parameters. However, some conclusions can be drawn.

First of all, the attractive capillary force leads to a wealth of impacting dynamical
states for σ < 0 where the prototypical impact oscillator shows no impacting states.
Note that even the difference between the cases I(z, ż) = 0 and I(z, ż) = 0.1Fcap is
large since it adds a chaotic window that ends in a P3/1 MPO. The locus of bi-
furcations shifts to smaller σ when the capillary force increases. This is illustrated
in Fig. 5.9 where the locus of the first impact and the lower existence boundary of
the P2/1 orbit are plotted as a function of I(z, ż)/Fcap . Note also that a new chaos
window comes into existence between I(z, ż) = 0.10Fcap and I(z, ż) = 0.25Fcap near
σ ≈ −0.15, whose width grows when the capillary force increases. Finally, it is re-
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Figure 5.8: Bifurcation diagrams for ξ = 0.84 for the AFM model where I(x, ẋ) only
includes the attracting capillary force Fcap (here x has the same meaning as z in
the text). The effect of Fcap on the dynamics is studied by varying q from 0 to 1 in
I(x, ẋ) = q Fcap . (a) The prototypical impact oscillator I(x, ẋ) = 0. (b) I(x, ẋ) =
0.10Fcap . (c) I(x, ẋ) = 0.25Fcap . (d) I(x, ẋ) = 0.50Fcap . (e) I(x, ẋ) = 1.00Fcap .
(f) The full AFM model, including repelling forces.

markable that I(z, ż) = 1.00Fcap yields almost the same dynamics as the full model,
which implies that the repulsive forces only add to the details of the bifurcation
structure.

Next we study the effect of the repulsive forces on the dynamics. To this end we
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Figure 5.9: Summary of the results of Fig. 5.8, where the dynamics is computed for
I(z, ż) = q Fcap , where q is a dimensionless factor that is varied from 0 to 1. The locus
of the first impact (balls) and the lower existence boundary of the P2 maximal orbit
(triangles) are plotted as a function of q. The dashed lines indicate the corresponding
values for the prototypical impact oscillator (I(z, ż) = 0).

set the (attractive) capillary force to zero and keep only Fstruct and Frep in I(z, ż).
In Fig. 5.10 we compare the bifurcation diagrams for this system (with D = 50.1 nm)
with that of the prototypical impact oscillator for ξ = 0.84. We take two values of d,
viz. d = 0.04 nm and d = 0.10 nm. The repulsive force Fcore increases from 1.11 nN
to 1.70× 103 nN on this interval whereas the maximum restoring force of the spring
equals D × 3.2 nN with D in nm (e.g. 16 nN for D = 50nm).

All figures show the non-impacting, stable P1 orbit on the left hand side of
the diagram (σ = −0.05) and a stable impacting P2/1 MPO on the right hand side
(σ = 0.15). The non-impacting P1 orbit in the prototypical impact oscillator bifur-
cates into chaotic, impacting motion after the impact boundary is touched for the
first time when σ = 0.00; the non-impacting P1 orbit in the reduced AFM model,
however, goes through a series of period doubling bifurcations before it first touches
the impact boundary. First impacts occur for σ ≈ 0.02; note that this is contrary
to the situation where only an attractive force is present. The bifurcation diagrams
show three major chaos windows on almost the same positions.

A remarkable observation is that although the bifurcation diagrams for d = 0.04 nm
and d = 0.10 nm are almost the same, the average number of impacts (i.e. reflections
at the impact boundary) in the chaotic states is substantially lower for d = 0.04 nm.
Additionally, the . . .← P8/4 ← P4/2 ← P2/1 bifurcation sequence that is found in the
prototypical impact oscillator when σ is decreased starting from σ = 0.15, corresponds
to the . . . ← P8/1 ← P4/1 ← P4/2 ← P2/1 bifurcation sequence in the AFM model
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Figure 5.10: Bifurcation diagrams for ξ = 0.84 and for different hard-sphere diameters
d. Only repulsive forces and the impact are taken into account. Hence, here I(x, ẋ) =
Fcore + Fstruct (here x has the same meaning as z in the text). (a) The prototypical
impact oscillator, where I(x, ẋ) = 0; (b) the AFM model with only repulsive forces,
with d = 0.10 nm; (c) same, but now with d = 0.04 nm.
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with d = 0.10 nm, and to the . . .← P8/0 ← P4/0 ← P2/0 ← P2/1 bifurcation sequence
in the AFM model with d = 0.04 nm. That is, though this bifurcation sequence is
almost the same in the bifurcation diagrams, the number of reflections on the dis-
continuity decreases essentially. Clearly, this is a consequence of the steepness of the
smooth repulsive forces. The only differences in the d = 0.04 nm and d = 0.10 nm
bifurcation diagrams are found close to grazing incidence σ ≈ 0.02 where the impact
velocities are small.

The differences between d = 0.04 nm and d = 0.10 nm that are observed with only
the repulsive forces active, do not occur in the full AFMmodel with the attractive cap-
illary force back in place. We have computed bifurcation diagrams for D = 200.1 nm
for different frequencies, but no differences are found between the diagrams computed
for d = 0.04 nm and those with d = 0.10 nm. This rather unexpected result can be ex-
plained from the fact that the impact velocity in the full AFMmodel is generally of the
order 1 (rescaled units) corresponding to an impact velocity of v ∼ D × f = 0.02m/s.
The kinetic energy is then approximately equal to Ekin = 2.0× 10−16 J. However,
the work W done by Fcore on the interval 0.04 nm < d < 0.10 nm equals approxi-
mately 1.0× 10−17 J, which is indeed much smaller than the kinetic energy. Hence,
differences are only expected when Ekin ∼W , i.e. for orbits close to grazing incidence
which are generally not found in the present full AFM model.

5.5 Discussion and conclusions

We have numerically studied the dynamics of an AFM in tapping mode. The AFM
consists of a harmonically driven cantilever that interacts with the substrate through
a liquid bridge. The impact that occurs when the cantilever tip reaches the substrate
surface is modelled as an instantaneous and elastic reflection. We have argued that
this system can be considered as an impact oscillator. Though the dynamics of impact
oscillators is extremely complex, recent insights have shown that the dynamics for low
velocity impacts is organized by simple principles, independent of the system details:
a generic bifurcation structure is expected in this regime. Since this regime is of
interest for atomic force microscopy, we think that the predictions can be used to
the advantage of AFM operation. Additionally, it would be very interesting to see
whether the predictions survive in the presence of the generally complex potentials of
an AFM.

We have searched for MPOs in the range of forcing frequencies 0.6 < ξ < 2.0
using the excitation amplitude as bifurcation parameter (we recall that ξ = 1 corre-
sponds to the forcing frequency equal to the free oscillation frequency of the cantilever
in air). The used equilibrium distances are D = 50.1 nm and D = 200.1 nm. These
choices are determined by the physical scales of our model where for z . 20 nm the
attracting forces of the substrate surface are felt, and where for D . 20 nm the can-
tilever may become stuck to the substrate. The dynamics for these situations is
compared with the case D →∞ which corresponds to the prototypical impact oscil-
lator.

We find that the predicted bifurcation structure survives for an equilibrium dis-
tance as small as D = 50.0nm. Then, the maximal periodic orbits are shifted to
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larger σ̃ with respect to the positions for the PIO. For an equilibrium distance of
D = 200.0nm the position of these orbits is already almost the same as for D →∞.
Two important differences between the AFM and the prototypical impact oscillator
are found. First, close to grazing incidence the AFM generally shows chaotic mo-
tion where the prototypical impact oscillator shows stable, periodic orbits (MPOs).
Second, low period maximal periodic orbits are found for the AFM in the frequency
range slightly below ξ = 1 where for the prototypical impact oscillator the period of
the maximal periodic orbits tends to infinity in windows that accumulate on ξ = 1.

We have varied the different contributions to the liquid bridge force independently
in order to study their effect on the dynamics. The attractive forces dominate the
liquid bridge forces at a distance of several nanometres from the substrate surface,
whereas the repulsive forces become dominant for distances smaller than approxi-
mately 0.1 nm. We find that when only the attractive forces are present, the observed
dynamics is almost exactly similar to that of the full AFM model. Apparently, the
repulsive forces only add to the details of the dynamics. When only the repulsive
forces are present, we find that a period doubling cascade comes before the first im-
pact. This indicates that the oscillator is first reflected off the smooth nonlinearity
before impacting starts. When the excitation amplitude is increased the oscillator
finally settles in the MPO that is predicted for the frequency. We conclude that the
AFM forces do not affect the bifurcation structure of MPOs that is predicted for
impact oscillators; it is mostly affected by the attractive forces which give rise to a
chaos window in the region of low velocity impacts. The repulsive forces give rise
to additional smooth nonlinear bifurcations. We conclude that the smooth nonlinear
AFM forces introduce new dynamics close to the grazing bifurcation.

An important question concerns the relevance of the present observations for prac-
tice, where the interaction between the substrate and the tip may be much more
complex than in the present AFM model. Realistic interaction models may contain
several nonlinear contributions, smooth as well as discontinuous ones. For example,
the liquid bridge model may be nonlinear in the displacement and the velocity, but
may also include discontinuous changes that describe the formation and breaking of
the liquid bridge such as in the model used by Berg & Briggs [10]. Also, a realistic
impact model may be much more complex. Finally, it is expected that the dynamics
in the regime where the interaction between the tip and the substrate “switches”
from solid/liquid to solid/solid, can only be modelled using molecular dynamics sim-
ulations. We think, however, that the precise interaction close to the surface is only
important for situations where the orbit stays close to grazing after the first impact
has occurred. This situation is found for σ̃ ≈ 0 (σ̃ = 0 corresponds to the excita-
tion amplitude of first impact). Here the largest differences between the dynamics of
the AFM and the PIO are found. When σ̃ is increased, the dynamics of the AFM
approaches the structure of that of the PIO. Hence, there are situations where the
details of the interaction model are important for the dynamics, but we believe that
they are rather exceptional. The effects of energy loss and time delay upon impact
remain to be investigated.

Finally, let us consider the question whether one can determine physical param-
eters from the observed dynamics. We have seen that in the (ξ, σ̃) plane low period



5.5. Discussion and conclusions 113

MPOs are observed slightly below ξ = 1, where the PIO only shows high period MPOs
in increasingly narrow existence windows. We believe that this observation is a strong
guide for the presence of a potential landscape that differs from that of the PIO. An-
other fact that points to this is the chaos observed upon first impact. Also, by varying
D we have seen that the relative position of existence windows of periodic orbits (not
necessarily MPOs) gives an indication about the physical parameters of the system.
By varying the forces independently we have seen that the attractive forces that act at
several nanometres from the surface almost entirely determine the dynamics whereas
the smooth repulsive forces only add to the details of the dynamics, i.e. through the
presence of smooth bifurcations.





Chapter 6

Failure of chaos control in an

experiment∗

Abstract

The Ott, Grebogi, and Yorke (OGY) [87] method for chaos control exploits the generic
properties of chaotic motion and has been applied successfully in numerous experi-
ments. However, our attempt to control chaos in an experimental realization of the
parametrically excited pendulum by means of this method failed. A close analysis
of the system showed that this was due to an experimental nonideality, i.e. a weak
influence of the pendulum on the forcing, which led to a slightly fluctuating forcing
frequency. This was not accounted for in the model where a constant frequency was
assumed. Here we analyse the system using numerical simulations, where the forc-
ing is described by means of an additional equation of motion. The interaction of
the pendulum on the driving is gauged by a feedback parameter. By studying the
dynamical invariants of the system as a function of this parameter, we find that the
global dynamics quickly converge to the ideal situation where the driving frequency is
constant and described by the pendulum state alone. However, we find that control
using the state of the pendulum alone is possible only for parameter values much
larger than this, and the additional, albeit weak mode of motion associated with the
fluctuating forcing frequency hinders control. We then attempted to obtain sufficient
state information from the Poincaré section while the system wanders along its chaotic
attractor. The fractal distribution of the points however, thwarts the evaluation of
the (small) eigenvalue that is associated with the nonideal driving and we must con-
clude that, paradoxically, chaos must be destroyed before satisfactory phase space
information for successful chaos control can be obtained.

∗The material of this chapter has been published in Failure of chaos control, W. van de Water
and J. de Weger, Phys. Rev. E 62, 6398 (2000).
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6.1 Introduction

In the past few years, control of chaos has become an immensely popular subject in the
field of nonlinear dynamics. Many of the studies have been inspired by the seminal,
much-cited article by Ott, Grebogi and Yorke (OGY) [87]. In [87] the idea is put
forward that chaotic motion can be steered into any unstable periodic orbit that lives
within the chaotic attractor, by using only small modulations in a system parameter.
Since the method relies on the generic properties of chaotic motion and no knowledge
of the system details is needed, it is expected that it can be used in any chaotic
system. This exciting opportunity inspired many studies, and the OGY method and
many “new” techniques or variants of it have been studied theoretically, numerically,
as well as experimentally in numerous systems. That is, in low dimensional systems,
such as in mechanical rigid body systems and electronic circuits; but also in much
more complicated systems, such as pattern forming systems, turbulence, plasmas,
and heart tissue (see e.g. [16, 97, 103]). In this chapter we study the application of
the OGY method in an experimental parametrically excited pendulum. Despite the
promising perspectives of the OGY method, our attempts failed, which led us to a
close analysis of the system and a careful reconsideration of the assumptions of the
OGY control scheme.

Perhaps the most appealing quality of the OGY method is that it is expected to
be useful for any chaotic system, since it is entirely based on generic properties of
chaotic systems. Since the basic ingredients of the OGY method play an important
rôle in this chapter, they are briefly discussed here. They are as follows. First, it is
recognized that a chaotic trajectory is typically full of unstable periodic orbits, which
may have almost any length. Additionally, since a chaotic system moves ergodically
through phase space, the trajectory comes arbitrary close to each of these unstable
periodic orbits when given enough time. Second, for successful control, it is only
necessary to know the local neighbourhood of the selected unstable periodic orbit in
which one wants to stabilize the system. It is assumed that this can be learned by
observing the system state from a chaotic time series. Third and finally, if the system
is close enough to the selected unstable periodic orbit, a control prescription based on
the local dynamics is used to steer the trajectory into it using only small, well-chosen
modulations in a system parameter. The magnitude of the control modulations must
be sufficient to capture the system into the periodic orbit, but it can decrease to
almost zero when the system is exactly on the orbit. In conclusion, none of these
assumptions depends on the system details. It is thus suggested that this strategy
can be used to stabilize any chaotic system.

It must be noted that the idea of Ott, Grebogi and Yorke [87] to exploit the
properties of chaotic motion was new, but that its separate ingredients are well-
established fields of research. That is, the assumptions on the nature of a chaotic
trajectory and on the analysis of chaotic dynamics from a time-series are well-studied
subjects in nonlinear dynamics, and the technique that is used to direct the trajectory
into the unstable periodic orbit when it is close to it, is just an example of the many
feedback techniques that are known in control engineering (see e.g. [17] and [85]).
Still, the combination of these known ingredients leads to new, interesting insights
in chaotic systems. Here we mention the interesting facet of “waiting time”, which
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is the time that one has to wait before a trajectory is close enough to the selected
unstable periodic orbit so that control can be “switched on”. Generally one defines an
upper limit on the parameter modulation for the control action (the third ingredient
of the OGY method). This leads to an area around the unstable periodic orbit, in
which the trajectory must land before control can become effective. The waiting
time thus depends on the global structure of phase space, and thus gives information
about the intrinsic dynamical properties of the system. Another interesting aspect,
which is an important subject in this chapter, is the interplay between the special
way that a chaotic system transverses phase space, that is, in a chaotic (or “strange”)
attractor, and the evaluation of the local dynamical properties from a chaotic time-
series. In the present system we study the local dynamics in the Poincaré section,
which is the recurrent intersection of the chaotic trajectory with a fixed plane in phase
space. The nature of the chaotic motion causes the intersections to be distributed in a
fractal pattern, which seriously disturbs the evaluation of the (small) eigenvalue that
is associated with the additional, parasitic mode of motion of the nonideal driving.

In this chapter we study chaos control by the OGY method in an experimental
parametrically excited pendulum. Our attempts to control the chaos in the system
however failed. The parametrically excited pendulum is a useful system for the study
of chaos control since its chaotic attractor visits a large portion of phase space. Addi-
tionally, as it is considered to be a paradigmatic nonlinear system, it has been studied
extensively numerically [9, 12, 15, 27, 47] as well as experimentally [71, 106, 119]. The
failure of the OGY method came as a surprise. The experimental setup had been mod-
elled favourably using the pendulum state alone in [119], and we therefore expected
the system to be a promising candidate for chaos control based on the pendulum
state. Additionally, numerous successful attempts to control chaos in experiments
have been reported in the literature [25,50,56,57,97,104,105] (in [48] quite a number
of references are introduced; a nearly exhaustive discussion of the results on chaos
control by the OGY method and the adaptive method is given by Boccaletti et al. in
[16]).

In a later analysis of the system we found that the failure of chaos control in our
setup was due to a weak influence of the pendulum on its driving. This caused small
fluctuations (of approximately 5 %) in the forcing frequency, whereas in the model
the forcing frequency was assumed to be constant and equal to its set point. The
nonideality gave rise to an additional mode of motion which was weakly explored. It
thus has an eigenvalue that is small, but which is clearly important enough to hinder
control of chaotic motion. We think that the encountered problem is generic for the
application of chaos control in practice where the interaction between a system and
its environment is almost unavoidable. Rather than devising a “new” control method,
we carefully studied the system and the used control method, and investigated how
the control objective is influenced by the system’s nonideality. We will see that it is
important to (re)consider the basic assumptions of the control method in this study.

We study the system using numerical simulations. We use a model where the
time-evolution of the driving is described by an additional equation of motion. As
discussed in Section 6.2.1, it contains the interaction of the pendulum on the driving
and, additionally, a simple feedback mechanism to suppress this interaction. The
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importance of the parasitic mode is gauged by a single parameter, i.e. the feedback
strength. The control technique which is used in the OGY method to steer the
trajectory in the unstable periodic orbit is discussed in § 6.2.2. Since the Poincaré
section plays an important rôle in the used control scheme, it is briefly described
(§ 6.2.1). In Section 6.3.1 we study the global dynamics of the system as a function
of the feedback strength using the Lyapunov dimension as a dynamical invariant.
Since the global invariants predict that the system is close to the ideal, unperturbed
system for most values of the feedback parameter, we investigate whether the system
is controllable using the state of the pendulum only. This is done in Section 6.3.2
where we derive the control matrix for this approach. Control is not successful for a
considerable parameter range, however, so that we are forced to consider the full state
of the system, i.e. the pendulum state and also the forcing frequency. As we will see
(§ 6.3.3), this is difficult since the eigenvalue associated with the fluctuating forcing
frequency is much smaller than the other eigenvalues of the system. The evaluation
is nearly impossible by the distribution of points according to the natural measure,
however, so that our main conclusion in § 6.4 is that chaos has to be destroyed before
the local dynamical properties of the system can be satisfactorily evaluated.

The problem that the distribution of points according to the natural measure can
seriously affect the evaluation of local dynamical properties has been noted before
by Kostelich [66]. In our setup this problem is intrinsically related to the system
properties, i.e. the nonideality of the additional, albeit weak mode that arises due to
a weak interaction with the environment. It thwarts the evaluation of the eigenvalue
that is associated with this mode, but that is necessary for successful control. Here we
quantify the problem by introducing the condition number of the covariance matrix,
which is the ratio between its largest eigenvalue and its smallest one. We discuss that
a simple embedding scheme or a singular value analysis does not work in the present
situation, and we suggest solutions to the problem.

6.2 System and control method

6.2.1 Setup

The experimental realization of the parametrically excited pendulum is shown in
Fig. 6.1 [119]. The pendulum is a massless rod of length l = 0.317 m, ending in a bob
with a mass of m = 0.0858 kg. Its angular deflection φ with respect to the vertical is
read using a 12 bits encoder. The angular velocity φ̇ is measured by finite difference.
The pendulum support has a mass of 0.5 kg and is vertically oscillated using a crank
mechanism. The driving rod has a length of L = 0.75 m; its mass is neglected in
the numerical simulations, since it is small and does not add essential features to the
dynamics. The angle between the crank and the vertical is denoted by α. The crank
has a moment of inertia of Ic = 0.08 kgm2. The driving mechanism has an arm of
A = 0.13 m. A Poincaré section is obtained by reading φ and φ̇ when the support of
the pendulum is in its highest position (α = π).

In the ideal situation the angular velocity of the crank is constant, say α̇ = Ω, and
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Figure 6.1: The experimental setup of the parametrically excited pendulum, drawn to
scale [119]. The total height is 1.38 m. The pendulum consists of a bob with a mass
m on a rod with a length l and of negligible mass (for dimensions, see text). The
deflection angle of the pendulum with respect to the vertical is denoted by φ. The
driving mechanism consists of a pendulum support that moves vertically along guiding
rods when the crank is rotated, a driving rod of length L, and a crank with arm A.
The angle α denotes the angle between the crank arm and the vertical. In order to
counterbalance the gravitational forces on the driving mechanism, a mass is mounted
to the crank opposite to the point where the driving rod connects to the crank. The
two angles φ and α are the dynamical variables of the system.

the equation of motion of the pendulum is given by

φ̈ = −
{
ω2

0 +
G(t)

l

}
sin(φ)−

[
k1

ml2
sign(φ̇) +

k2

ml2
φ̇+

k3

ml2
(φ̇)2sign(φ̇)

]
, (6.1)

where overdots denote derivatives to time t; where ω0 =
√
g/l is the eigenfrequency

of the pendulum, with g = 9.81ms−2 the gravitational acceleration; G(t) = ḧ(t) is
the vertical acceleration of the suspension, with h(t) the height of the suspension
with respect to the crankshaft; and k1...3 are damping constants. We describe these
properties shortly.

The vertical acceleration G(t) of the pendulum suspension is not exactly sinusoidal
such as in a Scotch yoke type driving (see e.g. [106]), but contains higher harmonics
due to the geometry of the driving mechanism. If we denote the ratio between the
crank arm and the length of the driving rod by ε = A/L, then the height of the
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suspension with respect to the crankshaft is given by

h(α) = L
[√

1− ε2 sin2 α− ε cosα
]
,

where α = Ω t. For G(t) we find

G(t) = AΩ2

[
cosΩ t− εcos 2Ω t+ ε 2 sin 4 Ω t

(
1− ε 2 sin 2 Ω t

) 3/2

]
. (6.2)

We stress that the higher order modes have nothing to do with fluctuations in the
angular velocity due to the nonideal driving mechanism, but that it is simply a con-
sequence of the system’s geometry. We immediately add to this that though these
higher order terms are important for the actual dynamics, they do not affect the es-
sential properties of the studied system and the results for the parametrically excited
pendulum setup with a purely sinusoidal driving are equally valid for the present
setup.

The damping constants of the pendulum are determined experimentally in [119].
These values are used for Eq.(6.1), i.e. k2 = 0.05639 s−1, and k3 = 0.02209, but we
ignore the Coulomb friction term k1sign(φ̇) and take k1 = 0.00. The reason for this
is as follows. The Coulomb friction term is important for the asymptotic state of
the pendulum. It gives rise to a small island of stability at the origin of the (φ, φ̇)
phase plane, which is surrounded by a sea of chaos. As a consequence, all chaos is
transient, although these transients may last for several hours. A complication of the
Coulomb friction is that the pendulum may become stuck near its downward position
and may be shaken loose again at a later instant during one excitation cycle. Our
numerical procedure adequately handles these complications, but in order to avoid
restarting the integration while generating long time series, we performed all numerical
simulations with the Coulomb friction coefficient set to zero. As our interest is in a
faithful numerical simulation of the experiment, we care about these details. They
are, however, not important for our conclusions.

In the experiment, the vertical oscillatory motion of the pendulum support is
driven by a crank mechanism using a 1-kW motor with tacho-generator feedback.
This feedback mechanism is not perfect and the angular velocity of the crank varies
approximately with 5%. Clearly, the feedback mechanism cannot perfectly cope with
the varying load exerted by the chaotically swinging pendulum. It is in this way
that the pendulum interacts with its environment. We describe this by extending the
model with an equation of motion for the crank, which contains the reaction forces
of both the driven system and the motor feedback mechanism. This is the main
difference with the ideal setup, where α̇ is constant. Additionally, the equation of
motion for φ has to be adjusted in the term that represents the acceleration of the
pendulum suspension. We first describe the equation of motion for φ and after that
we describe the equation of motion for α.

The equations of motion of the perturbed system are derived using the Lagrange
formalism [6,51]. The derivation is briefly described in Appendix A (p. 137), here we
discuss the obtained equations of motion. The time evolution of φ in the perturbed
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system is given by

φ̈ ≈ −
{
ω2

0 +
Γ(t)

l

}
sin(φ)−

[
k1

ml2
sign(φ̇) +

k2

ml2
φ̇+

k3

ml2
(φ̇)2sign(φ̇)

]
, (6.3)

where ω0 and k1...3 are the same as above. However, since the angular velocity α̇ is
no longer a constant, Γ(t) = ḧ(t) is a more complicated function than Eq.(6.2). We
have

Γ(t) = α̇2h′′(α) + α̈h′(α), (6.4)

where differentiation with respect to α is denoted by a prime. We have

h′(α) = a sinα

[
1− ε cosα√

1− ε2 sin2 α

]
, (6.5)

and

h′′(α) = a

[
cosα− εcos 2α+ ε 2 sin 4 α

(
1− ε 2 sin 2 α

) 3/2

]
, (6.6)

where α = α(t) slightly fluctuates around Ω t.
The precise equation for α̈ is a complicated function of φ, φ̇, α, and the system

properties (cf. Appendix A). The present situation allows us to make some approx-
imations, however, so that a simplified model still captures the essential features of
the system, i.e.

Î(α)α̈ ≈ −MAh′′ α̇2 sinα−mlφ̇2 cosφA sinα−Kp(α̇− Ω), (6.7)

where

Î(α) = Ic −Kd +MAh′ sinα,

M = m+mps .

Here Ic is the moment of inertia of the crank; Kp is the constant that gauges the
part of the feedback torque on the shaft that is proportional to the actual deviation
in the angular velocity (with respect to its set point); Kd is the constant that gauges
the part of the feedback torque that is proportional to α̈ (we take Kd = 0.02 for all
simulations); Ω is the set frequency, which is used as control parameter, cf. § 6.2.2);
and mps is the mass of the pendulum suspension. Eq.(6.7) captures the essential
contributions to the motion, i.e. the first term on the right hand side represents the
inertial forces of the pendulum and the pendulum suspension, when the mechanism
is accelerated in the vertical when the crank is rotated; the second term represents
the force of the moving pendulum on the driving mechanism; and the third term is
the driving feedback mechanism. In the derivation we have neglected the following;
the influence of the driving rod, as noted above; friction forces in the crankshaft; and
the friction in the motion of the pendulum suspension along the guiding rods.

It should be stressed that it is the feedback parameter Kp which plays a key rôle
in this chapter, since it gauges the nonideality of the system which led to failure of
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chaos control. Consequently, we will consider the system properties as a function
of this parameter. In the limit Kp → ∞ the interaction of the pendulum with its
forcing is completely suppressed and the angular frequency α̇ is constant, α̇ = Ω. For
decreasingKp the influence of the state (φ, φ̇) of the pendulum on the forcing becomes
stronger and at Kp = 0 the angular frequency of the drive is simply uncontrolled. At
finite Kp, when the driving frequency is no longer a constant, the acceleration of the
pendulum suspension is no longer described by G(t) (Eq.(6.2)) but by Γ(t) (Eq.(6.4)).
Then, our model turns from a second-order non-autonomous dynamical system into
a fourth-order autonomous one. We stress that the details of our model, such as
the precise form of the driving term Eqs. (6.4,6.5,6.6), are irrelevant for the reached
conclusions. What matters is the nonideal, weak interaction of the pendulum with
its environment and the existence of a parameter Kp which gauges this non-ideality.

Poincaré section

A clear difference between the ideal pendulum and the present setup is the dimension
of phase space. In the ideal situation, the angular velocity of the forcing is constant so
that the system motion takes place in 2–dimensional phase space (φ, φ̇). The Poincaré
section of the ideal setup is 2–dimensional and consists of the registered angle and
angular velocity at a fixed phase of the forcing. Clearly, since the angular velocity is
constant, this corresponds to a stroboscopic sampling of the dynamical state at times
tn = 2πn/Ω. For the non-ideal setup, however, α̇ varies, and the dynamics of the
perturbed pendulum involves the 4-dimensional (φ, φ̇, α, α̇) phase space. Hence, the
Poincaré section is 3–dimensional, (φ, φ̇, α̇), which results from intersecting the orbit
with the plane α = π. Therefore, the interaction of the pendulum with its excitation
extends the Poincaré section with one extra dimension. Here, we assume that the
feedback control is effective enough to prevent sign-reversal of α̇.

Obviously, as the fluctuations in α̇ are small, the new three-dimensional Poincaré
section is a flat pancake which gets thinner in the α̇-direction with increasing constant
of proportional feedback Kp. Both for the isolated pendulum and for the perturbed

case, a mapping ~F can be defined that evolves phase-space points between two sub-
sequent Poincaré sections (α = π),

~ξn+1 = ~F (~ξn). (6.8)

From now on we study the dynamics of the pendulum through iterations of the map
~F . Of course, a computation of ~F involves integration of the equations of motion.
For the control method that is used, the linear neighbourhood of a fixed point plays a
central rôle. It is described by the Jacobian matrixA of the map, Aij = ∂Fi/∂ξj |ξ=ξ0

.

In a fixed point, the Jacobian matrix has real eigenvalues and the smallest one λ3 is
related to the weakly explored α̇ dimension and is thus determined by the non-ideality
of the driving.

6.2.2 Control method

In the control technique that is used by Ott, Grebogi and Yorke [87] (the third
ingredient as described above), a chaotic trajectory can be steered into an unstable
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periodic orbit ~φ, if the orbit’s location depends on a parameter q (for which we will
use modulations ∆Ω in the excitation frequency Ω). Since we are interested in small q

only, the dependence of the fixed point on q may be described by ~φq = ~φ+ q ~g, where
we introduced the definition ~g = [∂~φ/∂q]q=0. For the control scheme to work, a trivial
requirement is that the unstable periodic point moves when the control parameter is
varied, that is, ~g must be nonvanishing. Thus, by symmetry, the unstable point of
the upright pendulum cannot be controlled in this manner. We note that the upright
pendulum can, however, be stabilized by choosing an appropriate excitation frequency
Ω. Acheson [1] and Acheson and Mullin [2] show that this principle actually extends
to multiple coupled upright pendulums.

If the parameter modulation qn is applied at iterate n, the next intersection in the
neighbourhood of the unstable periodic point is predicted to be in

~ξn+1 = A~ξn + qn~u, (6.9)

with ~u = (I−A)~g, and where from now on we will place the unstable periodic point

in the origin. The quest of the controller is for a vector ~K, such that parameter
variations qn = ~K · ~ξn lead to successful control, i.e. ξn → 0 for n → ∞. From
Eq.(6.9) it then follows

~ξn+1 = (A+ ~u⊗ ~K)~ξn ≡ C ~ξn, (6.10)

which defines the control matrix C. For successful control, the largest eigenvalue of
the control matrix must have modulus less than one.

A geometrically appealing solution to the control problem was used by Ott, Gre-
bogi, and Yorke in [87]. There the following choice is made,

~K = −~fu ·A/(~fu · ~u), (6.11)

where the contravariant vector ~fu has unit length and is perpendicular to all stable
eigenvectors ~esi

. The strategy of Eq. (6.11) is to steer the orbit onto the space
spanned by the stable eigenvectors of A. The choice Eq. (6.11) leads to the parameter
modulation

qn =
λu(~fu · ~ξn)

(λu − 1)(~fu · ~g)
, (6.12)

where λu is the single unstable eigenvector of A. Consequently, the control matrix C
has (stable) eigenvalues λsi

and eigenvalue 0. Therefore, the choice Eq. (6.11) for the

control vector ~K effectively eliminates the unstable direction of A [52].

Soon after [87], it was emphasized [95] that the quest for a control vector ~K for a
given matrixA and displacement vector ~u is a central problem of control theory. There
exists a wide variety of solutions to this problem that lead to successful control. Under
certain conditions, a vector ~K can be found for any choice of the desired eigenvalues of
the control matrix C [52,85]. In control engineering, finding the control vector ~K such
that the eigenvalues (or poles) of C have specified values, is called “pole placement”.

The intuitively appealing interpretation of Eq. (6.11) may lead to the erroneous
impression that in systems with more than one unstable eigenvector, variation of a
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single system parameter can generically not lead to successful control. This is clearly
contradicted by the cited elementary result of control theory [85] and by experiments
[50].

We remark that the control scheme is derived here for a period-1 unstable point,
but that it can be extended to the control of unstable cycles with a longer periodicity
in a straightforward manner. The idea is to execute a control action upon each
Poincaré section, and not to wait until the full cycle is completed. Similarly, this
approach can be used to enact control at multiple sections αi = 2π/N, i = 1, . . . , N .

Control in a practical system

The described control scheme Eq. (6.11) assumes that the change of the system pa-
rameter q can be immediately applied and that it does not induce a dynamics of its
own. In most practical situations however, a dynamical system cannot adjust instan-
taneously to a parameter change. In the studied setup we use the driving frequency
as control parameter. It is not possible to change this suddenly as this would require
an infinite acceleration of the pendulum support. In the model that is used in the
numerical simulations, the finite response time of the driving frequency is a natural
consequence of the system properties. The control parameter is now the set point of
the driving frequency q (= Ω), which can be changed suddenly indeed.

Waiting time

In view of the well-established field of control engineering, the choice of Eq. (6.11) is
one of many possibilities. It may be that the choice to entirely eliminate the dynamics
in the direction of the unstable manifold is too drastic and diminishes flexibility.
However, it was argued in [95] that it is an extremely useful one since it is the only
choice that minimizes the average waiting time before control can be applied.

The scaling of the waiting time with the maximum modulation of the control pa-
rameter can be estimated as follows. The displacement of the unstable periodic point
in the direction perpendicular to ~es is proportional to qn. If there exists a maximal
allowed parameter modulation qmax, which is for example given by the requirement
that the system may not be perturbed too strongly, control can only take effect when
a chaotic iterate falls in a strip S of width lu along the stable eigenvector ~es. The
control scheme of Eq.(6.11) is based on a linear approximation of the local dynamics.
Nonlinearity will be felt if the phase-space point is too far away from the unstable
periodic point. Therefore, the length ls of the region S of effective control is limited
by the curvature of the stable manifold. As nonlinearities will start quadratically,

ls ∼ l
1/2
u . If nothing is done to steer the chaotic orbit towards the strip S, the wait-

ing time before control can take effect for an arbitrary initial condition is inversely
proportional to the measure of S. It can be shown simply [87] that the measure of S
scales with qmax as

µS ∼ (qmax)
1− 1

2
ln |λu|/ ln |λs|. (6.13)

Accordingly, the waiting time Tw before control can be enacted scales with the maxi-
mum allowed parameter modulation as Tw ∼ µ−1

S . Although the waiting time before
control reflects an interesting facet of the control of chaos, it is not necessary to wait
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so long before control can be enacted. With crude knowledge of the dynamics it is
possible to steer a wandering orbit onto the target neighbourhood with the technique
that is known as “targeting” [104,105].

6.3 Dynamical characterization and control

6.3.1 Global dynamics

The (φ, φ̇) projection of the chaotic attractor at Kp = 0.59 is shown in Fig. 6.2(a).
It is very similar to the purely 2-dimensional Poincaré section of the unperturbed
pendulum [119]. The difference is that the interaction of the pendulum with its
excitation results in dynamical behaviour of the excitation angular velocity α̇. The
(φ, α̇) projection of the Poincaré space is shown in Fig 6.2(b). At this value of the
feedback parameter, the chaotic fluctuation of α̇ is about 6%, which is comparable
to that observed experimentally. A fundamental question is, however, whether the α̇
dynamics constitutes an essential new degree of freedom of the perturbed pendulum,
or whether it is merely slaved to that of the (φ, φ̇) pendulum state. Whether this
is the case, can be learned by studying the evolution of a dynamical invariant with
the strength of the perturbation. Here we study the Lyapunov dimension which is
derived from the Lyapunov exponents, as dynamical invariant.

The Lyapunov exponents gauge the average sensitivity to variation of initial con-
ditions along a chaotic orbit from the map Eq.(6.8). The results for the present model
are shown in Fig. 6.3 where the curves indicate the case of the perturbed pendulum
and the dashed lines are the Lyapunov exponents of the unperturbed pendulum with
a 2–dimensional phase space. Clearly, the largest eigenvalues λ1 and λ2 tend to the
values for the 2–dimensional case for Kp → ∞ as expected, whereas the most nega-
tive eigenvalue λ3 shows a linear dependency on Kp. The “anti-crossing” behaviour
of the Lyapunov exponents at Kp ≈ 0.15 is, in our opinion, the consequence of the
Wigner-von Neumann “no crossing rule”, which states that the eigenvalues of a real
symmetric matrix generically do not cross if a parameter is varied.

The dependence of λ3 on Kp can be understood from the equation of motion for
α̇. For large Kp, the reaction terms on the driving mechanism of the pendulum in
Eq.(6.7) can be ignored, and the system becomes a simple dashpot system with the
decay constant

λd =
2πKp

Ω(Ic −Kd)
. (6.14)

Hence, when the constant of the proportional driving feedback tends to infinity, per-
turbations in α̇ simply decay with a decay rate λd which coincides with the Lyapunov
exponent in this case, and depends linearly on Kp. When the driving feedback con-
stant vanishes, the restoring force disappears, and λd tends to zero, i.e. the system
corresponds to a undamped oscillator.

From the spectrum of Lyapunov exponents it is possible to derive the fractal
dimension of the chaotic attractor. The argument is that the integer part of the
dimension is given by the number K of expanding directions in phase space along
which the measure is smooth, with K given by

∑K
i=1 λi ≥ 0. The fractional part of
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Figure 6.2: Chaotic attractor of perturbed pendulum driven at a set Ω = 9.09 s−1, and
with a coupling feedback constant Kp = 0.59 kg m2s−1. (a) View of the (φ, φ̇) section
of the 3D Poincaré space. (b) View of the (φ, α̇) section of the Poincaré space. The
angular velocities φ̇ and α̇ are in s−1. The finite value of the feedback constant causes
chaotic fluctuations of the angular velocity α̇ of the driving.
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Figure 6.3: Full lines: Lyapunov exponents of a pendulum that interacts with its
driving. Dashed lines: Lyapunov exponents of the ideal pendulum, which has a 2-
dimensional phase space.

the dimension is the ratio of contraction and expansion [64],

DL = K +
1

|λK+1|

K∑

j=1

λi. (6.15)

The Lyapunov dimension as a function of Kp is shown on Fig. 6.4. It is a striking
observation that the attractor dimension has already reached its asymptotic value
at Kp ≈ 0.2. From then on, the relevant embedding space is 2-dimensional and the
dynamics of the α̇ degree of freedom apparently no longer has a life of its own and
must be merely slaved to the dynamics of the (φ, φ̇) subspace. It may be that the
information in the α̇ direction is no longer needed for control. As it is our aim to
control chaos using only the dominant degrees of freedom, that is φ and φ̇, we would
like to eliminate the dynamics in the α̇ direction. However, we do not see how this
can be done using the observed data (φn, φ̇n) from the Poincaré section (in this case
2-dimensional) only.

6.3.2 Control using partial information

If complete state information is known, such as the location of the unstable periodic
points and their stable and unstable eigenvalues and eigenvectors, the control method
sketched in § 6.2.2 also works for the perturbed pendulum. This is demonstrated in
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Figure 6.4: Full line: Lyapunov dimension of a pendulum that interacts with its
driving as a function of the driving feedback parameter Kp. Dashed line: Lyapunov
dimension of the ideal pendulum.

Fig. 6.5, where at Kp = 0.59 the angular velocity α̇ is shown of the pendulum while it
is captured in a fixed point. Here the selected unstable point in the Poincaré section
is ~φ1 = (φ, φ̇, α̇) = (3.0041; 6.1932; 9.1545). The periodic point is located numerically
by making use of a Newton procedure, where we have used close returns from a long
time series as starting points [15]. The fixed point and its eigenvectors are obtained
numerically from Eqs. (6.3,6.7).

The key question is whether the α̇ dimension can be ignored when attempting
control. It was argued in § 6.3.1 that for the dynamical invariants, the α̇ degree of
freedom is no longer important for Kp & 0.2. In order to study the question whether
this also holds for control, we analyse whether the fixed point can be controlled using
the (φ, φ̇) plane data alone as a function of Kp. To this end we consider the reduced

control matrix C̃ defined as

C̃ = A+ ~u⊗ ~̃K, (6.16)

with a reduced control vector ~̃K which is constructed out of two-dimensional (φ, φ̇)
information only, without making use of the α̇ degree of freedom. In analogy with
Eq. (6.11),

~̃K = − ~̃fu · Ã/( ~̃fu · ~̃u), (6.17)

where the matrix Ã is formed by writing zeros in the third row and the third column
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Figure 6.5: The angular velocity α̇ of the pendulum driven at Ω = 9.09 s−1 at driving
feedback parameter Kp = 0.59 kg m2s−1while it is captured in an unstable fixed point.

of A, with ~̃fu the contra-variant unstable eigenvector and ~̃u = (I − Ã)~̃g, with ~̃g the
projection of the displacement vector ~g on the (φ, φ̇) phase plane.

Figure 6.6 shows the result of using reduced information for the stabilization of a
fixed point, where the largest eigenvalue λc of the control matrix is shown together
with the eigenvalues of the unstable fixed point whose stabilization is attempted. In
case of the unperturbed pendulum (at large Kp), λc approaches the second eigenvalue
λs2 of A, in agreement with the eigenvalue of the control matrix for control with
full state information. For decreasing Kp, |λc| increases and at Kp < 0.59, two-
dimensional control fails. This is a surprisingly large value because at this point,
the dynamics of the perturbed pendulum is essentially two-dimensional according
to Fig. 6.4. Apparently, for control to be effective we are forced to consider the
irrelevant dynamics of the α̇ degree of freedom. When Kp is decreased further and
the perturbation of the pendulum becomes more important, λc tends to the largest
eigenvalue of A.

In using reduced information, the control strategy Eq.(6.17) is the same as of

Eq.(6.11), but now based on reduced state information. A reduced state vector ~̃ξ is

guaranteed to be perpendicular to ~̃fu through Eq. (6.17), but may not lie in the plane
spanned by the two unstable eigenvectors since the real Poincaré section is generally

not 2–dimensional. In this case other choices for ~̃K than that of Eq. (6.17) may
offer better control performance, i.e. smaller |λc|. We have found this to be the case.
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Figure 6.6: Controllability of an unstable fixed point in the perturbed pendulum as a
function of the driving feedback parameter Kp using reduced information. Full lines:
eigenvalues of the fixed point, dashed line: largest eigenvalue λc of the control matrix
C̃. For values Kp > 0.59 kg m2s−1, |λc| < 1 and control based on reduced phase space
information is successful.

However, the design of these vectors can only be done if the full state information
about A and ~g is available.

In the case that not all modes can be registered directly in the experiment, it
is possible to reconstruct the full state space from a partial measurement through
embedding. In control engineering the “observer” technique is related to embedding,
but it has a narrower scope [85]. If information about the eigenvalue associated with
the α̇ mode is hard to come by in a direct measurement, it will also be elusive in
an indirect measurement through embedding. This is illustrated almost trivially in
Appendix B (p. 139).

Incidentally, the fluctuations in the driving frequency at Kp ≈ 0.6 have approxi-
mately the same amplitude as the experimentally observed fluctuations. We conclude
therefore, that in the experiment where Kp was not measured directly, it must have
been of the same order of magnitude. In hindsight, the marginally (un)stable control
matrix near this Kp value explains our failure of controlling chaos in the experiment.

6.3.3 Evaluation of the linear neighbourhood

We have seen that the used control prescription based on the (φ, φ̇) state alone is
successful for Kp & 0.6. This is a surprising large value, since an analysis of the
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dynamical invariants showed that the global dynamical properties are constant and
close to the ideal 2–dimensional situation from Kp as small as 0.2. Hence in order to
achieve control, we are forced to return to one of the basic starting points of the used
method of chaos control, that is, learning about the dynamical system from observing
a (long) chaotic time series in order to obtain data on the α̇ degree of freedom which
is sufficient for control.

If no a priori information exists about the system under study, all necessary infor-
mation must be derived from an experimentally registered chaotic time series. That
is, for control we need to know the position of the unstable periodic points and their
local, linear neighbourhood. Unstable periodic points can be found by searching for
close returns. If a phase space point ~ξk almost returns in p steps, ~ξk+p ≈ ~ξk, it is

probably close to a true p−periodic point, especially if a whole neighbourhood of ~ξk
returns in p steps. Here we use the efficient procedures described by Theiler [110] to
search for those close returns. A successful quest for close returns needs a long time
series, especially if close returns near unstable periodic points with large eigenvalues
are sought.

The local evolution of points ~ξi in a small neighbourhood of the candidate unstable
periodic point ~ξk is described by the Jacobian matrix A as ~ξi+p − ~ξk+p = A(~ξi −
~ξk), where ~ξi+p is the image of ~ξi in the rapidly expanding neighbourhood of ~ξk+p.
Generally, A is determined using a least-squares analysis, but here we also make use
of singular value decomposition.

In the present situation of the nonideal pendulum, we know from the differen-
tial equations that matrix A has three very different eigenvalues, that is, the matrix
A is near-singular. For example at Kp = 0.2, λ1 = −2.0096, λ2 = −0.2896 and
λ3 = 0.1449, with a ratio of largest to smallest eigenvalue of 14. At Kp = 0.59 (where
the reduced control matrix Eq. (6.16) just turns stable) this ratio has increased to
790 as now λ1 = −1.7334, λ2 = −0.3430 and λ3 = 0.0022. This introduces several
problems in the evaluation of A. First, the dynamics in the linear neighbourhood A

must be found from following the evolution of phase space points near a close return.
Clearly, points which are not very close to the unstable periodic point will experi-
ence the nonlinearity of the system. The dynamics along the most stable manifolds
is then overwhelmed by the local curvature of the unstable manifold. Determining
small eigenvalues, therefore, requires close returns and thus long time series. Sec-
ond, if the registered time series is affected by noise, the smallest eigenvalue that
follows from the least-squares fit of A to the neighbourhood of ~φp is strongly de-
termined by the noise level. In the present situation, as we will see, the problems
in evaluating A are aggravated in an essential way by the Cantor-like structure of
the measure which is generated by the very nature of the dynamical system itself.
This structure is clearly observed in the distribution of points near the fixed point
(φ, φ̇, α̇) = (3.0041, 6.1932, 9.1545) in Fig. 6.7.

We study the unstable point ~φ1 = (φ, φ̇, α̇) = (3.0041; 6.1932; 9.1545), similar as
in § 6.3.2. Its neighbourhood in the Poincaré section is shown in Fig. 6.7. We are
interested in the linear neighbourhood of the point, that is in the matrix A, and we
wonder how far away from ~φ1 we may take points ~ξk for an estimate of A, and how
many of them are needed. It will turn out that the distribution of ~ξk is a crucial
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Figure 6.7: Neighbourhood of the unstable fixed point (φ, φ̇, α̇) =
(3.0041, 6.1932, 9.1545) of the perturbed pendulum at Kp = 0.2 kg m2s−1. The
local Cantor-like structure of the attractor gives rise to log-oscillations in the scaling
behaviour of several quantities that are associated with control.

parameter in the evaluation. Of course, in a chaotic attractor points are distributed
according to the natural measure, but we also consider an (artificial) homogeneous

distribution. Finding matrix A from time-series points ~ξk will be done using both
a straightforward least-squares procedure and a more sophisticated singular value
decomposition.

We randomly pick N points ~xk (k = 1, . . . , N) from balls of radius r around ~φ1

(for convenience, we use the notation ~xk and ~yk to make a clear distinction between
the selected point and its image, respectively). For each of those the image ~yk is
sought by integrating the equations of motion up to the next Poincaré section. In
fact, without loss of accuracy, ~φ1 can be replaced by the centre of mass ~x =

∑N
k=1 ~x

k.
This is close to experimental practice where it is not possible to determine the exact
position of the unstable point. The distances are scaled such that the attractor has
unit size in the φ, φ̇, and α̇ directions. The choice of the radius r for the determination
of the local neighbourhood must be small enough so that the evolution of the sphere’s
contents can still be considered linear. In an experiment where noise is present, points
within a noise radius ri < r can be excluded from the fit, so that the sphere turns
into an annulus.

We fit the data to the linear equation

~y = A~x+~b, (6.18)
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where A is a matrix and ~b is a vector. If the position of the fixed point is not known

exactly, it can be estimated from ~̂φ1 = (I−A)−1~b, with I the identity matrix and A

and ~b obtained from the fit. The least-squares fit to A and ~b in Eq.(6.18) is given by

Â = SR−1, ~̂b = ~y − Â~x, (6.19)

where Sij = N−1
∑N

k=1 y
k
i x

k
j ; and Rij = N−1

∑N
k=1 x

k
i x

k
j , which represents the co-

variance matrix; and where ~x and ~y are the averages of ~xk and ~yk, respectively.
In Fig. 6.8 the outcome of a least-squares fit for the eigenvalues of the matrix

A is shown as a function of r. Both the results for real data and the results for
(artificially) randomly distributed points are shown. Clearly, the eigenvalues that
are computed from the random set of points are fairly constant and are close to
the real eigenvalues that are computed from the Jacobian matrix in the fixed point
(λs,1 = 0.1446, λs,2 = −0.2896, and λu = −2.003). The results start to diverge from
the real values for r larger than approximately 0.05. The same can be said about the
two eigenvalues with the largest magnitude that are estimated from the real data.
However, the estimate for the smallest eigenvalue λs,1 using points distributed by the
real system, shows large fluctuations which become smaller when N is increased but
do not disappear. The estimate for λs,1 clearly breaks down altogether for r larger
than approximately 0.05 for both N = 32 and N = 128. Using points generated
by the dynamical system, it is not possible to obtain a reasonable estimate of the
eigenvalue with the smallest magnitude.

The results of Fig. 6.8 can be understood by studying the properties of the covari-
ance matrix R. Since the data points on the attractor ~xk come in threads rather than
in a homogeneous cloud, R has a highly problematic structure, that is, it is nearly
singular. For a homogeneous, random distribution of points, R has diagonal elements
of the same order of magnitude and off-diagonal elements that roughly vanish. Hence,
its eigenvalues are of the same order of magnitude. For the real system, however, the
eigenvalues of R differ greatly in magnitude. This results in an ill-conditioned prob-
lem, whose outcome is extremely sensitive to the precise (relative) position of the
input points ~xk.

In Fig. 6.9 the condition number C(r) of R which is the ratio between the largest
and the smallest eigenvalue of R, is plotted as a function of r, both for a random
distribution of points and for the points from the attractor. Clearly, C(r) for the
random data is independent of r and of the order 1, and the (rapid) fluctuations de-
crease when N increases. For the attractor data, however, C(r) has highly remarkable
properties. The most striking aspect is perhaps its slow oscillatory character which
reflects the fractal nature of the data. The rapid fluctuations in C(r) decrease when
N increases, but the slow variations remain in place. Though the oscillations are an
interesting feature, for the evaluation of the eigenvalue however it is more important
that it has an extremely large magnitude. Remarkably, though C(r) decreases with
r, its actual value seems not to be correlated to the quality of the estimated λs,1.
We must conclude that the distribution of points according to the natural measure
impedes our attempts to evaluate the eigenvalue from a time series. Clearly, this has
nothing to do with an experimental uncertainty in the data since the location of the
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Figure 6.8: Eigenvalues of the Jacobian matrix obtained from least-squares fits. For
the fit, N data points that lie within a sphere of (scaled) radius r are used. Curves:
data points randomly selected from the attractor. Dashed lines: data points randomly
distributed in sphere of radius r. (a) N = 32. (b) N = 128.
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Figure 6.9: The condition number of the covariance matrix, i.e. the ratio between the
largest eigenvalue and the smallest one, as a function of the radius r. For the least-
squares fit, N data points that lie within a sphere of r from the fixed point are used.
Curves: data points randomly selected from the attractor. Dashed lines: data points
randomly distributed in sphere. (a) N = 32. (b) N = 128.
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points can be computed up to any desired accuracy.
Singular value decomposition is a technique which may help in situations like

the one studied here, where the data ~xk cause the covariance matrix R to be near-
singular. However, in Appendix C (p. 140) we show that in the present situation
where we use φ, φ̇, and α̇ as coordinates, it does not yield additional information as
compared to a least-squares fit. One of the advantages of a singular value analysis,
i.e. that unimportant modes may be discarded, cannot be used here, since we need all
information that we have to evaluate the sought eigenvalue. Actually, the dimension
that we are interested in, i.e. α̇, is the least important dimension in a singular value
analysis applied to the (φ, φ̇, α̇) data. A singular value analysis may be useful if
we would use a D-dimensional embedding space with D > 3. This is however not
considered here.

6.4 Discussion and conclusions

We have studied chaos control in a parametrically excited pendulum whose forcing
is weakly influenced by the state of the chaotically moving pendulum. In our model,
the fluctuations in the forcing frequency α̇ are suppressed by a simple proportional
feedback mechanism with feedback constant Kp. For Kp → ∞, the system tends to
the ideal pendulum with a 2-dimensional phase space.

In order to investigate whether the interaction of the pendulum with its forcing
adds essential features to the dynamics, we evaluated the Lyapunov dimension and
found that for Kp & 0.2 it is constant, and close to the magnitude of the ideal

pendulum. Based on these results we expected that control based on the (φ, φ̇) state
alone would be possible. This is however not the case for the control prescription used
in the OGY method, which follows from the eigenvalues from the control matrix. This
predicts that control is possible for Kp & 0.6. Hence, in order to achieve control it is
necessary to learn the additional α̇ dimension, despite the fact that it is merely slaved
to the dynamics in the φ and φ̇ directions.

Consequently we attempted to obtain the eigenvalue that is associated with the
α̇ dimension using data from the registered Poincaré section only. This is however
thwarted by the distribution of points according to the natural measure, which causes
the covariance matrix R to be nearly singular so that a least-squares fit fails. A
singular value analysis does not yield additional information in the present approach
which is based on the direct measurement of the system’s dynamical variables. Clearly,
based on the registered data of the chaotic time series only, we believe that it is
extremely difficult to evaluate the local linear dynamics that is needed for successful
control.

We believe that we have highlighted a problem that may arise in practice when one
wants to apply chaos control by the OGY method or a similar strategy to a system
that has a weak interaction with its environment. Our most important conclusion is
that a reliable estimate for the local linear neighbourhood is hard to obtain due to the
distribution of points according to the natural measure, i.e. by the very nature of the
system itself. Here, the interplay between the first and second ingredient of the OGY
method as mentioned in the introduction impedes successful control of chaos, and we
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think that chaos has to be destroyed before satisfactory information can be obtained.
That is, better estimates of the local linear neighbourhood of unstable periodic points
with near-singular Jacobian matrix A may be obtained by estimating the elements of
A using random modulations of the control parameter. This should result in a more
even distribution of points in small neighbourhoods of unstable periodic orbits than
given by the natural measure. The location of unstable periodic points may then
first be learned from a time series, after which noise is fed to the system in order to
determine the evolution of their linear neighbourhoods.

It may be that the necessity to include information about the small eigenvalues
of A is due to the used control scheme and that another choice for the control vector
may be less sensitive to this problem. That is, the control prescription that is used
as the third ingredient of the OGY method, may be replaced by another one. This
is a problem in the realm of control techniques, which we have not considered here.
Alternatively, the present control strategy may be adapted so that it acts N times
per cycle at αi = i 2π/N, i = 1, . . . N . Presently, it is based on state information that
is derived once per forcing cycle, i.e. N = 1. Then, one must use partial matrices
Ai which are still inaccurate, but which may lead to successful control, despite their
inaccuracy.

Appendix A. Equations of motion

The equations of motion are derived using Lagrange’s method [6,51]. The derivation
is briefly discussed here.

The Lagrangian L of a system of rigid bodies is given by

L = T − V, (6.20)

where T is the total kinetic energy of the system, and V is the total potential energy
of the system due to conservative forces. The equation of motion for generalized
coordinate qj is found by differentiation,

d

dt

(
∂L
∂q̇j

)
− ∂L
∂qj

= Qj , (6.21)

where Qj is the generalized force associated with qj due to nonconservative forces
such as friction. In the parametrically excited pendulum that is studied here, the
coordinates are q1 = φ and q2 = α, respectively.

The total kinetic energy T of the pendulum and the forcing mechanism is given
by

T =
1

2
Ĩ(α)α̇2 +m

[
1

2
`2ϕ̇2 + `ϕ̇h′α̇ sinϕ

]
. (6.22)

Here we have introduced Ĩ(α) as a shorthand notation for the effective, α-dependent
moment of inertia of the driving mechanism,

Ĩ(α) = Ic +Mh′2 +mdr

[
L2

3
γ′2 + Lh′γ′ sin γ

]
,
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where M = m +mps +mdr is the sum of the pendulum mass (m), the mass of the
driving rod (mdr), and the mass of the pendulum suspension mps ; where γ is the
angle between the driving rod and the vertical (a prime denotes taking the derivative
to α); and where Ic is the moment of inertia of the crank.

The total potential energy V due to conservative forces (i.e. gravity) is given by

V = g [Mh−m` cosϕ−mdr(L/2) cos γ −mcLc cosα] , (6.23)

with mc is the mass of the crank and where Lc is the distance between the centre of
gravity of the crank and the crankshaft. It is counted positive in the direction of the
crank arm A (Fig. 6.1), but since we make use of a counterbalance, the actual Lc may
be negative.

The equations of motion for φ̈ and α̈ are found by making use of Eq.(6.21) with T
from Eq.(6.22) and V from Eq.(6.23) with q1 = φ and q2 = α. The nonconservative
forces that are taken into account are, for φ, friction, and for α, friction and the forces
exerted by the feedback mechanism (since both the used coordinates are angles, a
generalized force corresponds to a torque). We thus find

φ̈ = −
[
k0sign(φ̇) + k1φ̇+ k2sign(φ̇)φ̇

2
]
−
[
g + α̇2h′′ + α̈h′

]
`−1 sinφ, (6.24)

and

Ī(α)α̈ = −α̇2B(α)− C(α)−Kp(α̇− Ω)−m`h′
[
sinφφ̈+ φ̇2 cosφ

]
, (6.25)

where

Ī(α) = Ic +Mh′ 2,

B(α) = Mh′ h′′ +mdrL

[
L

3
γ′ γ′′ +

1

2

{
sin γ (h′′ γ′ + h′ γ′′ ) + h′ γ′2 cos γ

}]
,

C(α) = mcLcg sinα+Mgh′ +mdrg
L

2
γ′ sin γ.

Here we have neglected friction in the crankshaft and in the motion of the pendulum
suspension along the guiding rods. Clearly, the obtained φ̈ depends on α̈ and vice
versa, whereas for the numerical integration we want to have the equations in the
form

d

d t




α
α̇
ϕ
ϕ̇


 =




α̇
α̈(α, α̇, ϕ, ϕ̇)

ϕ̇
ϕ̈(α, α̇, ϕ, ϕ̇)


 .

Hence the desired equations of motion must be found by elimination. The results
are not shown here, since the expressions are lengthy and do not give additional
information.

The equations of motion that are used in the simulations (cf. § 6.2.1) are obtained
using the approximations mentioned there, and by using that

h′ = A sinα [1 +O(ε)] ,
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where ε ≈ 0.17 ¿ 1 in the actual setup, so that terms of order ε (or higher) can be
neglected. Additionally, we assume that the mass that is mounted opposite to the
crank arm A entirely counterbalances the gravitational forces on the driving mecha-
nism. (Actually, the α-dependent mismatch is of the order ε, and is thus neglected.)
We finally remark that there are many different small contributions to the equations
of motion and that it may be somewhat subjective which one is discarded and which
one is kept, but that we are confident that the used equations of motion Eqs. (6.3,
6.7) (p. 121, § 6.2.1) capture the essential features of the system.

Appendix B. Embedding

Embedding amounts to usage of the time history of the system in order to reconstruct
its full state space. In fact, this has become a customary procedure in control attempts
of systems whose instantaneous location in state space could not be characterized
completely. The key idea is that a D−dimensional state space can be reconstructed
from a time series of measurements ξ(i τ) of a single component ξ(t) using delay

coordinates ~̂ξ = (ξ(i τ), ξ((i + 1) τ), . . . ξ((i + 2D + 1) τ). The resulting state space
has under certain conditions a one to one relation with the true state space [96].

The goal is to construct the full phase space from (φn, φ̇n) measurements using
the delay coordinates (φn, φ̇n), and (φn+1, φ̇n+1) points. It is instructive to write out
the dynamics of the perturbed pendulum in an embedded state space. At Poincaré

section n the delay vectors ~̂ξn are

~̂ξn =

(
~̃ξn+1

~̃ξn

)
(6.26)

The evolution of the embedded state vector ~̂ξn can be seen by augmenting the trun-

cated vectors ~̃ξ back to the full system
(

~̃ξn+1

α̇n+1

)
=

(
Ã ~BT

~B a

)(
~̃ξn
α̇n

)
+ pn

(
~̃u
u3

)
, (6.27)

where the row vector ~B consists of the two row elements that were deleted from the
Jacobian A in order to reduce it to two dimensions, and similarly for the column
vector ~BT . Equation (6.27) can be iterated to eliminate the dependence on the
angular frequency α̇ of the drive. The result is a complete description of the full state

space in terms of ~̃ξ, but at the expense of time history

~̃ξn+1 = (Ã+ aI)~̃ξn + ( ~BT ~B − a ~̃A)~̃ξn−1 + ~̃upn + ( ~BTu3 − a~̃u)pn−1, (6.28)

which is equivalent to the evolution of the embedded system

~̂ξn+1 =

(
Ã+ aI ~BT ~B − a ~̃A

I 0

)
~̂ξn + pn

(
~̃u
0

)
+ pn−1

(
~BTu3 − a~̃u

0

)
(6.29)
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Because the embedded system Eq.(6.29) involves past history pn−1 of the system
parameter, the control strategy is more complicated than Eq.(6.11) for fixed points
(and, equivalently, for the prescription that can be derived for longer periodicities).
These complications were first noticed by Dressler and Nitsche [39]. Embedding,
therefore, has a price. We believe that embedding is not unavoidable in experiments.
With modern computerized instrumentation, complete information about a system’s
state space should be obtained readily.

The problem that the small eigenvalue (and associated eigenvectors) of the α̇
dynamics is very difficult to find from time series is not cured by embedding. The small

eigenvalue is now reflected in the small value of ‖ ~BT ~B−a ~̃A‖ and ‖ ~BTu3−a~̃u‖ which
determine the dependence of ~̃ξn+1 on past history ~̃ξn−1 and pn−1. As this information
is now needed to devise a control scheme, nothing is gained by embedding.

Appendix C. Singular value decomposition

For the studied system, the use of singular value decomposition does not give addi-
tional information as compared with a least-squares analysis. We show this here in a
general discussion.

Consider a situation where we want to describe the output of a system as a linear
model of the input. Suppose that our data consists of N input points xk (k =
1, . . . , N) and N outcomes yk (k = 1, . . . , N), and that our linear model reads as

y = Ax+ b, (6.30)

where A is an n× n matrix and where b = (b1, . . . , bn)
T . In a least-squares analysis,

we seek for a matrix Â that minimizes the error χ2 defined as

χ2 =

N∑

i=1

∥∥yi − Ãxi
∥∥2
. (6.31)

It is a well known result from linear algebra that the solution to this problem can be
found from the so-called normal equations (see e.g. [108]). We give this solution below,
but let us first introduce a notation that is convenient for the present discussion. The
problem can be elegantly written as1

Y = ÃX, (6.32)

where

Ã = (A|b) =




a11 a12 . . . a1n b1
a21 a22 . . . a2n b2
...

...
. . .

...
...

an1 an2 . . . ann bn


 ,

1Note that here X and Y are known. In the more familiar pattern of (known) = (known) ×
(unknown), Eq.(6.32) reads as

YT = XT Ã
T
.
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and

X =







x1

x2

...
xn
1




1

. . .




x1

x2

...
xn
1



N



, Y =







y1
y2
...
yn




1

. . .




y1
y2
...
yn



N


 .

Clearly, we seek for the solution Â that minimizes χ2. The least-squares solution is
given by

Â = YXT
[
XXT

]−1

, (6.33)

where we have dropped the tilde on A. The matrix [XXT ] is known as the covariance
matrix, cf. Eq.(6.19).

Though a least-squares analysis works well in general, there are situations where
the distribution of points causes the covariance matrix to be near-singular. Then a
straightforward matrix inversion becomes problematic, i.e. the problem is ill-conditioned
and the final result is extremely sensitive to the (relative) position of the input points
xk. If this situation occurs – this is clearly the case in the situation that is studied
in this chapter, since the condition number of the covariance matrix is of the order
of 105 – a more reliable solution for A is obtained by making use of a singular value
analysis, where matrix inversion is done in a more sophisticated way.

In singular value decomposition the solution that minimizes χ2 (Eq.(6.31)) is found
by using a so-called pseudo-inverse. The method to obtain this matrix is based on a
fundamental theorem of linear algebra [108], which states that any m by n matrix B

can be factored into a product of an orthogonal matrix Q1, a matrix Σ with diagonal
elements, and an orthogonal matrix Q2,

B = Q1ΣQ
T
2 .

The columns of Q1 (m by m) are the eigenvectors of BBT , and the columns of Q2

(n by n) are the eigenvectors of BTB. If we denote the rank of BBT by r, then Σ

(m by n) has r elements on the diagonal which are the square roots of the nonzero
eigenvalues of bothBBT andBTB. These are called the singular values. For a further
discussion the reader is referred to e.g. [94, 108]. The method is amply available in
numerical routines, such as in [94] or in the NAG-library [78]. We shall now turn to
the question how it can be used in the present situation, i.e. where the covariance
matrix is near-singular.

The problem Eq.(6.32) can be written in the form (known) (unknown) = (known)
by transposing both sides,

XTAT = YT , (6.34)

for which singular value decomposition yields the solution

A
T
=
[
XT
]+

YT , (6.35)
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where
[
XT
]+

is the so-called pseudo-inverse of XT . It is given by

[
XT
]+

= VW+UT , (6.36)

where U and V are orthogonal matrices, and where W+ is the pseudo-inverse of the
matrix W. Matrix W+ is computed from W by transposing it, and by replacing the
singular values wi > wmin by 1/wi, where wmin is a threshold value. The remaining
non-vanishing elements (wi 6 wmin) are set to zero (not to infinity). For convenience,
we assume that the wi in W are ordered, so that wi > wi+1 for all i. By discarding
the contributions of the smallest wi, the unimportant modes are deleted. Of course,
this affects the obtained result, and in every situation one must consider the effects
of the specific choice of wmin. However, in most situations where singular value
decomposition is applied, w1 (largest) and wr (smallest) differ by orders of magnitude
and wmin is chosen relative to w1.

Singular value decomposition works well in situations where the dimension of the
data vector is (much) larger than the actual dimension of the system, for example
when embedding is used. However, in the present situation we use the 3-dimensional
system state (φ, φ̇, α̇) from which we want to extract the three eigenvalues of the
matrix A of the local linear neighbourhood. Clearly, the number of data that we
want to extract is identical to the dimension of phase space. Therefore, if we discard
one of the singular values, we loose information. In particular, if we discard the
smallest singular value which is indeed much smaller than the largest one, we cannot
determine the smallest eigenvalue of A which is precise the eigenvalue associated
with the motion in the α̇ direction that we want to evaluate. Additionally, since we
need all information and cannot discard any singular value, the singular values do
not yield additional information and the ratio of the next to largest singular value to
the smallest one is simply a function of the condition number C(r) of the covariance
matrix as computed in § 6.3.3. (We do not compare the largest singular value to
the smallest one but use the next to largest instead, since the largest singular value
is associated with the extra dimension i.e. the “1” that is introduced in xk.) In
conclusion, in the present system the use of singular value decomposition does not
yield additional information since the dimension of the used data is identical to the
number of parameters that we want to extract from it. Hence, the only use of it here
is that it provides a safe way of finding the least-squares solution where the covariance
matrix is near-singular.
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[57] B. Hübinger, R. Doerner, W. Martienssen, M. Herdering, R. Pitka, and
U. Dressler, Controlling chaos experimentally in systems exhibiting large ef-
fective Lyapunov exponents, Physical Review E 50 (1994), 932–948.



Bibliography 147

[58] T. E. Hull, W. H. Enright, and K. R. Jackson,
http://www.cs.toronto.edu/NA/dverk.f.gz.

[59] A. P. Ivanov, Stabilization of an impact oscillator near grazing incidence owing
to resonance, Journal of Sound and Vibration 162 (1993), 562–565.

[60] , Impact oscillator: Linear theory of stability and bifurcations, Journal
of Sound and Vibration 178 (1994), 361–378.

[61] , Bifurcations in impact systems, Chaos, Solitons & Fractals 7 (1996),
1615–1634.

[62] J. Jerrelind and A. Stensson, Nonlinear dynamics of parts in engineering sys-
tems, Chaos, Solitons & Fractals 11 (2000), 2413–2428.

[63] A. Kahraman and R. Singh, Non-linear dynamics of a spur gear pair, Journal
of Sound and Vibration 142 (1990), 49–75.

[64] J. L. Kaplan and J. A. Yorke, Chaotic behaviour of multidimensional difference
equations, Functional Differential Equations and Approximation of Fixed Points
(H.-O. Peitgen and H.-O. Walther, eds.), Springer-Verlag, Berlin, 1979, Lecture
Notes in Mathematics Vol. 730, ISBN 3–540–09518–7, pp. 204–227.

[65] C. Knudsen, R. Feldberg, and H. True, Bifurcations and chaos in a model of
a rolling railway wheelset, Proceedings of the Royal Society of London A 338

(1992), 455–469.

[66] E. J. Kostelich, Problems in estimating dynamics from data, Physica D 58

(1992), 138–152.

[67] Yu. A. Kuznetsov, S. Rinaldi, and A. Gragnani, One-parameter bifurcations
in planar Filippov systems, International Journal of Bifurcation and Chaos 13
(2003), 2157–2188.

[68] H. Lamba, Chaotic, regular and unbounded behaviour in the elastic impact os-
cillator, Physica D 82 (1995), 117–135.

[69] H. Lamba and C. J. Budd, Scaling of Lyapunov exponents at nonsmooth bifur-
cations, Physical Review E 50 (1994), 84–90.

[70] R. I. Leine, Bifurcations in discontinuous mechanical systems of Filippov-type,
Ph.D. thesis, Eindhoven University of Technology, The Netherlands, 2000, ISBN
90–386–2911–7.

[71] R. W. Leven, B. Pompe, C. Wilke, and B. P. Koch, Experiments on periodic
and chaotic motions of a parametrically excited pendulum, Physica D 16 (1985),
371–384.

[72] A. Libchaber, C. Laroche, and S. Fauve, Period doubling cascade in mercury, a
quantitative measurement, Journal de Physique - Lettres 43 (1982), L211–L216.



148 Bibliography

[73] E. N. Lorenz, Deterministic nonperiodic flow, Journal of the Atmospheric Sci-
ences 20 (1963), 130–141.

[74] J. P. Meijaard, A mechanism for the onset of chaos in mechanical systems with
motion–limiting stops, Chaos, Solitons & Fractals 7 (1996), 1649–1658.

[75] P. W. Milonni, M.-L. Shih, and J. R. Ackerhalt, Chaos in laser-matter interac-
tions, World Scientific, 1987, ISBN 9971–50179–1.

[76] J. Molenaar, J. G. de Weger, and W. van de Water, Mappings of grazing–impact
oscillators, Nonlinearity 14 (2001), 301–321.

[77] F. C. Moon and S. W. Shaw, Chaotic vibrations of a beam with non–linear
boundary conditions, International Journal of Nonlinear Mechanics 18 (1983),
465–477.

[78] Numerical Algorithms Group Ltd. (NAG), http://www.nag.co.uk.

[79] A. B. Nordmark, Non–periodic motion caused by grazing incidence in an impact
oscillator, Journal of Sound and Vibration 145 (1991), 279–297.

[80] , Effects due to low velocity impact in mechanical oscillators, Interna-
tional Journal of Bifurcation and Chaos 2 (1992), 597–605.

[81] , Universal limit mapping in grazing bifurcations, Physical Review E 55

(1997), 266–270.

[82] , Existence of periodic orbits in grazing bifurcations of impacting me-
chanical oscillators, Nonlinearity 14 (2001), 1517–1542.

[83] H. E. Nusse and J. A. Yorke, Border-collision bifurcations including “period two
to period three” for piecewise smooth systems, Physica D 57 (1992), 39–57.

[84] H.E. Nusse, E. Ott, and J.A. Yorke, Border–collision bifurcations: An explana-
tion for observed bifurcation phenomena, Physical Review E 49 (1994), 1073–
1076.

[85] K. Ogata, Modern control engineering, Prentice-Hall, Inc., London, 1990, ISBN
0–13–598731–8.

[86] S.J. O’Shea, M.E. Welland, and J.B. Pethica, Atomic force microscopy of local
compliance at solid–liquid interfaces, Chemical Physics Letters 223 (1994), 336–
340.

[87] E. Ott, C. Grebogi, and J. A. Yorke, Controlling chaos, Physical Review Letters
64 (1990), 1196–1199.
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[109] J. Testa, J. Pérez, and C. Jeffries, Evidence for universal chaotic behaviour of
a driven nonlinear oscillator, Physical Review Letters 48 (1982), 714–717.

[110] J. Theiler, Efficient algorithm for estimating the correlation dimension from a
set of discrete points, Physical Review A 36 (1987), 4456–4462.

[111] J. M. T. Thompson, Complex dynamics of compliant off-shore structures, Pro-
ceedings of the Royal Society of London A 387 (1983), 407–427.

[112] , Chaotic motions of an impacting system, Nonlinear dynamics and chaos
(J. M. T. Thompson and H. B. Stewart, eds.), John Wiley & Sons Ltd., 1986,
ISBN 0–471–90960–2, pp. 310–320.

[113] , Subharmonic resonances of an offshore structure, Nonlinear dynamics
and chaos (J. M. T. Thompson and H. B. Stewart, eds.), John Wiley & Sons
Ltd., 1986, ISBN 0–471–90960–2, pp. 291–309.

[114] , Chaos and fractal basin boundaries in engineering, The nature of chaos
(T. Mullin, ed.), Oxford University Press, 1993, ISBN 0–19–853954–1, pp. 201–
221.

[115] J. M. T. Thompson and J. S. N. Elvey, Elimination of sub–harmonic resonances
of compliant structures, International Journal of Mechanical Sciences 26 (1984),
419–426.

[116] J. M. T. Thompson and R. Ghaffari, Chaos after period–doubling bifurcations
in the resonance of an impact oscillator, Physics Letters 91A (1982), 5–8.

[117] , Chaotic dynamics of an impact oscillator, Physical Review A 27 (1983),
1741–1743.

[118] M. G. Thompson, S. R. Bishop, and S. Foale, An experimental study of low
velocity impacts, Machine Vibration 3 (1994), 10–17.

[119] W. van de Water, M. Hoppenbrouwers, and F. Christiansen, Unstable periodic
orbits in the parametrically excited pendulum, Physical Review A 44 (1991),
6388–6398.



Bibliography 151

[120] G. H. M. van der Heijden, Bifurcation and chaos in drillstring dynamics, Chaos,
Solitons & Fractals 3 (1993), 219–247.

[121] , Nonlinear drillstring dynamics: a quest for the origin of chaotic vi-
brations, Ph.D. thesis, University of Utrecht, The Netherlands, 1994, ISBN
90–393–0714–8.

[122] D. J. Wagg and S. R. Bishop, Chatter, sticking and chaotic impacting motion in
a two-degree of freedom impact oscillator, International Journal of Bifurcation
and Chaos 11 (2001), 57–71.

[123] D.J. Wagg and S.R. Bishop, A note on modelling multi-degree-of-freedom vibro-
impact systems using coefficient of restitution models, Journal of Sound and
Vibration 236 (2000), 176–184.

[124] G. S. Whiston, Global dynamics of a vibro–impacting linear oscillator, Journal
of Sound and Vibration 118 (1987), 395–424.

[125] , The vibro-impact response of a harmonically excited and preloaded one-
dimensional linear oscillator, Journal of Sound and Vibration 115 (1987), 303–
319.

[126] , Singularities in vibro–impact dynamics, Journal of Sound and Vibration
152 (1992), 427–460.

[127] M. Wiercigroch, Modelling of dynamical systems with motion dependent discon-
tinuities, Chaos, Solitons & Fractals 11 (2000), 2429–2442.

[128] M. Wiercigroch and B. de Kraker, Applied nonlinear dynamics and chaos of
mechanical systems with discontinuities, World Scientific, 2000, ISBN 981–02–
2927–5.





Summary

We study two recent topics in the field of nonlinear dynamics. First we focus on the
dynamics of an oscillator that is driven by a time-periodic force and that impacts
with an obstacle when its amplitude exceeds some value. The collisions gives rise to
strongly nonlinear behaviour, even if the oscillator without impacts exhibits purely
linear dynamics. Impacts between moving parts are a principal source of nonlinear
behaviour in mechanical constructions.

Recently Nordmark predicted that the behaviour of an oscillator that has low-
velocity impacts with an obstacle can be described by a dynamical mapping. This
mapping represents the state of the oscillator at discrete times, that is, at regular times
which are spaced by the period of the forcing. The mapping is piecewise smooth; if
no impacts takes place in between two times of section, the motion is represented by
a linear mapping. If however an impact occurs, a square-root mapping applies. A
mapping of this form had not been encountered before in nonlinear dynamics, so that
the expected bifurcation scenarios are expected to be unique.

Nordmark used the assumption that the velocity of the oscillator reverses instanta-
neously upon impact. This corresponds to the idealized situation where the materials
that make contact are infinitely rigid. In practice all materials will yield upon contact
and we wonder if the predictions will be valid in that case. In order to investigate
this problem, we derive analytically the mapping for an oscillator that impacts with
a compliant wall which is modelled as a stiff, linear spring. It appears that not only
the spring stiffness is an important parameter for the dynamics, but also the energy
loss upon impact. Our conclusion is that the mapping retains its characteristic form
in almost all cases, so that the predicted dynamics is expected to be robust against
the practical nonideality of a yielding wall.

We have also studied experimentally whether the Nordmark map is a viable de-
scription of impact oscillations. We have built an experimental setup where a sinu-
soidally forced leaf spring impacts with an amplitude constraint when its amplitude
exceeds some value. The excitation amplitude, which can be controlled very accu-
rately, is used as bifurcation parameter. We find that the observed dynamics and the
predictions of the map are in good quantitative agreement, despite the unavoidable
experimental nonidealities, such as the excitation of numerous higher-order modes
upon impact. Similar as in our theoretical analysis, we find that the energy loss upon
impact is of principal importance for the impacts, and hence, for the system’s dy-
namics. Since the experimental findings thus agree with the theoretical results, we

153



154 Summary

believe that the square-root map is a useful tool for the understanding of impacting
systems.

A timely example of an impacting system is an atomic force microscope that op-
erates in the so-called tapping mode. It consists of a harmonically driven cantilever
of length L ∼ 100 nm that regularly impacts with the sample surface. In the nano-
world of atomic force microscopy, the forces between the impacting objects are quite
complicated phenomena and involve adhesive forces as well. We study the dynam-
ics of a microscope numerically in order to see whether the Nordmark analysis still
applies. We find that the predicted bifurcations survives, but that their appearance
in parameter space is influenced by the attracting forces close to the sample surface.
The distance between the oscillator equilibrium position and the substrate surface is
important for this phenomenon. We finally suggest how the observed dynamics can
be used to learn more about the potential landscape close to the substrate surface.

Second, we study the control of the chaotic trajectory of a nonlinear dynamical
system. As a vehicle for our studies we use an experimental parametrically excited
pendulum. It exhibits chaotic motion for quite a wide parameter window. Control
of chaos makes use of the fact that a chaotic trajectory typically is full of unstable
periodic orbits. When given enough time, the system comes arbitrarily close to any of
them. The key idea of the paper by Ott, Grebogi, and Yorke (OGY) which inspired
many new investigations in chaos control, is that if the system is close enough to
the selected orbit, it can be stabilized in it by applying small, well-chosen parameter
perturbations. For the control to succeed, the local dynamics must be known. This
can be evaluated, for example, from the measurement of a long chaotic time series of
the uncontrolled system.

The OGY method has been successfully applied in many experiments. However, it
failed in the experimental pendulum, despite the fact that the system’s dynamics can
be characterized well by faithful numerical simulations. A later analysis showed that a
weak, nonideal feedback of the pendulum on the excitation caused small fluctuations
in the forcing frequency. This nonideality apparently hindered successful control.

We studied the effect of the nonideality on the control method by making use of
numerical simulations. The excitation is modelled realistically using a simple feedback
mechanism that suppresses deviations from the set point of the forcing frequency. The
parameter which measures the feedback strength gauges the system’s nonideality and
for large values the ideal system is found.

First we evaluated the dynamical properties as a function of the feedback parame-
ter. We found that if the feedback parameter is increased, the global dynamics quickly
converges to the ideal situation where the forcing frequency is constant. This suggests
that for most parameter values a knowledge of the pendulum state alone would be
enough for successful control. However, the state of the forcing is found to be of cru-
cial importance for control over a substantial range of the feedback parameter. When
we attempt to measure the dynamics that is associated with the forcing, we find that
the fractal distribution of points in the attractor thwarts a proper evaluation of the
associated eigenvalue. We therefore arrive at the conclusion that first chaos must be
destroyed, before a proper evaluation of the local dynamics is possible and chaos can
be controlled.



Samenvatting

We bekijken twee recente theorieën uit de nietlineaire dynamica. Eerst richten we
ons op het gedrag van een 1-dimensionale oscillator met periodieke aandrijving die,
als zijn uitwijking een bepaalde waarde overschrijdt, botst met een obstakel. De
botsingen zorgen voor een sterke nietlineariteit in het systeem, zelfs als de oscillator
zonder botsingen puur lineair gedrag vertoont. Botsingen tussen onderdelen vormen
een belangrijke nietlineariteit in werktuigbouwkundige constructies.

Recent is door Nordmark voorspeld dat het gedrag van een oscillator die botsingen
ondergaat kan worden beschreven met een iteratieve afbeelding, mits de botsingen met
een lage snelheid plaatsvinden. Deze afbeelding geeft de toestand van de oscillator
weer op een vaste fase van de periodieke aandrijving. De afbeelding is stuksgewijs
glad: als er geen botsing in een periode van de aandrijving plaatsvindt is de afbeelding
lineair, in het geval van een botsing – en dit is het bijzondere eraan – bevat deze een
vierkantswortel. De unieke vorm van de afbeelding – in de nietlineaire dynamica was
niet eerder een systeem gevonden dat beschreven wordt door een afbeelding van deze
vorm – leidt tot nieuwe, karakteristieke bifurcatie-scenario’s.

De afbeelding van Nordmark is afgeleid voor botsingen met een oneindig harde
muur. Dit betekent dat de snelheid op het moment van de botsing instantaan omkeert.
Echter, in de praktijk zullen onderdelen die met elkaar in aanraking komen altijd een
beetje meegeven en het is de vraag of de voorspellingen in dat geval ook geldig zijn.
We hebben dit probleem theoretisch onderzocht door de afbeelding af te leiden voor
het geval dat de massa botst met een obstakel dat meegeeft. We beschrijven het
obstakel hierbij als een lineaire veer met een grote veerconstante. De resultaten laten
zien dat de dynamica ook dan in vrijwel alle gevallen beschreven wordt door een
vierkantswortel, zodat de voorspelde bifurcaties waarneembaar blijven. Een andere
conclusie is dat niet alleen de hardheid van de muur een rol speelt, maar ook het
energieverlies dat optreedt als gevolg van de botsing.

We hebben de voorspellingen van Nordmark ook experimenteel onderzocht. Daar-
toe hebben we een meetopstelling gebouwd waarin een bladveer harmonisch wordt
aangedreven. De bladveer botst met een obstakel als zijn uitwijking een bepaalde
waarde overschrijdt. De amplitude van de aandrijving kan zeer nauwkeurig kan wor-
den ingesteld en wordt gebruikt als bifurcatie-parameter. De experimentele resultaten
komen goed overeen met de voorspellingen van de afbeelding. Ook hier vinden we dat
het energie verlies als gevolg van de botsing een belangrijke rol speelt. Resumerend
kunnen we zeggen dat de uitkomsten van zowel het theoretische als het experimentele
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onderzoek aangeven dat de beschrijving van Nordmark inderdaad ruim geldig is, en
dat het als leidraad kan dienen bij het onderzoek aan een willekeurig dynamisch sys-
teem waarin botsingen plaatsvinden.

Botsingen tussen een trillende massa en een obstakel vinden een belangrijke toe-
passing in atomaire kracht microscopie, een vakgebied dat op dit moment veel be-
langstelling krijgt. Een atomaire krachtmicroscoop in zogenaamde ,,tapping mode”
bestaat uit een naald ter grootte van enkele tientallen nanometers die in trilling wordt
gebracht (met frequenties in de orde van 100 kHz) en die, als zijn uitwijking groot ge-
noeg is, tegen het substraatoppervlak ,,tikt”. Uit het gedrag van de naald kunnen dan
eigenschappen van het substraatoppervlak worden afgeleid. We hebben onderzocht
of de voorspellingen van de Nordmark afbeelding ook gelden in deze situatie, waar de
botsing veel ingewikkelder is dan die waarvoor de afbeelding is afgeleid. Dit hebben we
gedaan met numerieke simulaties. We vinden dat de voorspellingen geldig zijn, maar
dat deze bëınvloed worden door de krachten vlakbij het oppervlak. We geven aan hoe
dit gebruikt kan worden om gegevens te verkrijgen over het potentiaallandschap aan
het substraatoppervlak.

Het tweede gedeelte van dit proefschrift handelt over het stabiliseren van de chao-
tische baan van een nietlinear dynamisch systeem. Hiervoor gebruiken we een ex-
perimentele opstelling van de parametrisch aangedreven slinger. De slinger beweegt
chaotisch als de frequentie waarmee het ophangpunt wordt opgetild tussen bepaalde
waarden is ingesteld.

Een chaotische baan kan worden gezien als een aaneenschakeling van een einde-
loze rij onstabiele periodieke banen. Als maar lang genoeg gewacht wordt, komt het
systeem willekeurig dicht bij iedere baan die zich in de chaotische attractor bevindt.
In de regelmethode voorgesteld door Ott, Grebogi en Yorke (OGY) wordt dit benut
voor het stabiliseren van chaos. Als het systeem namelijk maar dicht genoeg bij zo’n
onstabiele baan komt kan het daarin gestuurd worden door kleine, goedgekozen pa-
rametervariaties toe te passen. Daarvoor moeten dan wel de eigenschappen van de
lokale dynamica bekend zijn.

In ons experiment is de aandrijffrequentie de enige parameter die beschikbaar is
als regelparameter. Echter, onze pogingen om het systeem hiermee te stabiliseren mis-
lukten. Later bleek dat dit wordt veroorzaakt doordat de aandrijving wordt bëınvloed
door de beweging van de slinger zodat de aandrijffrequentie kleine schommelingen ver-
toont. We denken dat onze opstelling een voorbeeld is van hoe het regelen van chao-
tisch gedrag in praktische situaties kan worden verstoord door niet-ideale interactie
met de omgeving.

We hebben het probleem onderzocht met numerieke simulaties. De aandrijving
is hierin realistisch gemodelleerd als een systeem met een eindig elektrisch vermo-
gen. Schommelingen in de aandrijffrequentie worden onderdrukt door een eenvoudig
terugkoppelingsmechanisme waarbij de grootte van de terugkoppelingsparameter de
niet-idealiteit van het systeem bepaalt; als deze parameter oneindig groot is, is de
aandrijffrequentie identiek aan de ingestelde waarde. De parameter die gebruikt wordt
om de chaotische beweging van de slinger te regelen is nu de instelwaarde van de
aandrijffrequentie. Deze kan elektronisch, dus instantaan, worden veranderd.

We vinden dat de dynamische eigenschappen van het systeem snel naar de waarden
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van het ideale systeem tenderen als we grotere waarden voor de terugkoppelingspa-
rameter kiezen. Echter, de regeling is dan nog niet succesvol en informatie over de
toestand van de aandrijving is nog steeds onmisbaar om de baan te kunnen stabilise-
ren. In het ideale geval daarentegen volstaat het om de toestand van enkel de slinger
te meten. Als we vervolgens de dynamica van de aandrijving proberen te bepalen uit
de dynamica van het systeem, blijkt dat dit onmogelijk wordt gemaakt door de frac-
tale verdeling van de punten in de chaotische attractor. Onze belangrijkste conclusie
is daarom dat de voor regeling benodigde gegevens niet uit een chaotische tijdreeks
kunnen worden gehaald zoals in de OGY-methode wordt aangenomen, maar dat het
systeem moet worden bëınvloed met bijvoorbeeld ruis om de juiste data te verkrijgen
en tot succesvolle regeling te komen.
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