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Abstract This report describes the enhancements made to the Simulator application that makes 

part of DPATCH (Data Path Analysis Tool CHain). DPATCH has been under develop-

ment within the context of the Octopus project, in collaboration with the Embedded Sys-

tems Institute, Océ, and Eindhoven University of Technology, during the last two years. 

One of the goals of Octopus is to support the work of data path designers, by providing 

them with a set of tools to create and analyze data paths. 

 

The introduction of the tool chain for the analysis of real data paths was the next step to 

follow. In order to make it possible, a close work with data path designers was needed. 

This allowed identifying the features that should still be included to successfully create 

the data path models and execute experiments to analyze their performance.  

 

Given this goal, an improved version of the Simulator has been created, which makes 

possible to use the tool chain to create the models of the selected data paths. At the same 

time, the new features included, make the tool more potentially usable to model other 

types of data paths. The correctness of the results provided by the experiments run with 

the Simulator, have been validated by comparing them with results provided by DSEIR 

(Design Space Exploration Intermediate Representation), another tool created also within 

the Octopus project. A big percentage of similarity was identified between the results 

obtained, and at the same time the differences observed were the start point to make cor-

rections or improvements to the features that were tested. As a final result, a Simulator 

that is reliable to be used in the data path analysis process was created. There are never-

theless, other new features which would be desired to add in order to enhance even more 

the application. The implementation of these functionalities is considered future work. 
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Preface 
 

This report describes the enhancements made to the Simulator of the Data Path Analysis Tool 

CHain (DPATCH). This tool chain is used to support the design and analysis of data paths, and the 

Simulator is specifically oriented to be the tool used during the analysis phase of the of the data path 

creation process. 

 

The report has been written in the context of a final project performed for the "Software Technolo-

gy" program of the Stan Ackermans Institute. It was developed within the context of the Octopus 

project, with the support of Océ, the Embedded Systems Institute and Eindhoven University of 

Technology.  

 

It is important to mention that the description of the job performed has been made in a detailed and 

extensive way, as a requirement of the project supervisors. This complete documentation was made 

with the aim to make it a source of information for future developers who will continue with the 

development of the tool chain. 

 

For an explanation of the problem solved during this project please go to Chapters 3 and 4. The de-

scription of the solution implemented can be found in Chapters 5 and 6. Finally, the validation pro-

cess followed to ensure the accuracy and performance of the tool is documented in Chapter 7. 

 

Diana Ahogado 

 

November 2012 
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Executive Summary 
 

Data path design is an important phase during the design of a new printer. A data path is the path 

followed by an image for its manipulation, since the moment it is received in the printer, until it is 

released for example in the tray of the printed. It is a combination between each of the software pro-

cessing steps performed during the path, and the hardware platform where these steps are executed.  

 

The Data Path Analysis Tool CHain (DPATCH) was created with the aim to support the data path 

design process at Océ. Nevertheless, after its implementation it had only been used in the creation of 

not real data paths cases. In the context of this project, the tool chain was enhanced and introduced 

among data path designers with the creation of real data path cases. 

 

The tool chain contains three main tools: a graphical editor where data paths can be modeled, a 

compacter that produces an xml file with the all the information of the graphical model, and a simu-

lator, which reads the compacted xml file and perform simulations of the data paths. The enhance-

ments made in this project were focused on the addition of new features to the Simulator. 

 

In order to add new features, a close collaboration with the data path designers was necessary. In 

principle, to identify the expectations they had for a tool that supports their work, and also, the char-

acteristics of real data paths that should be modeled and simulated with the tool chain. Based on the 

requirements formulated along with the data path designers, the essential features to be implement-

ed in the Simulator were defined. 

 

One of the main achievements obtained with the implemented features, was the manipulation of 

granularity of data at different levels, inside the data path. This was made through the development 

of two main functionalities: production and processing of blocks after splitting pages, and 

impositioning. These, among other functionalities added to the Simulator, allowed the creation of 

the models for real data paths proposed by the data path designers. 

 

The data path models created were a key aspect in the validation of the new features added to the 

Simulator. The simulations run for these models produced results that proved to be accurate enough. 

Also, at the end of the project, an important work was made in the improvement of the performance 

of the tool when processing big amounts of work. Therefore, it can be assured that the tool is al-

ready usable to continue with the design and analysis of the created data paths, and the development 

of new cases. 

 

The tool chain has already been introduced to the data path designers. By this point in time they 

have the necessary knowledge to use it, and continue with the development of the modeled data 

paths. Nevertheless, there is still room for the addition of new features to increase the usability of 

the tool chain. Some of these features are based on requirements here described, but that have not 

yet been implemented. Others can be still proposed by continuously identifying characteristics of 

new data paths, and the needs of the data path designers. 
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Chapter 1. Introduction 
 

This chapter briefly describes the context where the project documented in this report has been per-

formed. It also presents the outline of the document.  

1.1    Context 
This report describes the enhancements made to the Simulator tool of DPATCH (Data Path Analy-

sis Tool CHain), which is a tool chain created to support the creation of data path architectures at 

Océ.  

 

Data path design, modeling and analysis is an important step in the creation of printers. It allows 

finding the most optimal solution for the manipulation of images during the printing process with 

the aim of achieving high performance.  

 

The design and modeling of data paths takes into account the software procedures used for the prep-

aration of the images and the hardware used to execute these software routines. Therefore the main 

elements of the models created and analyzed in the tool chain are the steps (software routines) and 

the hardware components used to execute them. Finding a good combination of these elements is 

the key to produce an ideal throughput for a printer.  

 

DPATCH [1] is a tool chain created for the design and analysis of data paths. It is composed by 

three tools: a graphical editor used to create models, a compacter application that produces a unique 

xml file which represents the model, and a simulator, where the models are simulated for their per-

formance analysis.  

 

DPATCH was created in the context of the Octopus research project [1], made in collaboration with 

academic and industrial partners. These are mainly ESI (the Embedded Systems Institute), Eindho-

ven University of Technology, Radboud University Nijmegen and Océ. The development of the 

DPATCH tool chain started as part of the line of attention 1 (LOA1) of the Octopus project. This 

LOA is oriented to support data path architects through the process of semi-automated design space 

exploration (DSE) which is carried out by the Octopus Toolset. This tool chain is composed by 

tools which use formal methods, some of them custom made and other already existing. 

 

The development of DPATCH was part of two previous OOTI projects [1] [2]. OOTI, is a Profes-

sional Doctorate in Engineering program from the Stan Ackermans Institute and Eindhoven Univer-

sity of Technology. In the context of this program, two projects were dedicated to the conception of 

the requirements for a tool chain that would support the work of data path designers, and its con-

struction. 

 

The current status of the tools at the beginning of the project described in this report, provided the 

basic functionality to create data paths. Some practical data path examples had been modeled. Nev-

ertheless it was still necessary to introduce new features, such as the possibility to analyze images 

using different levels of granularity or performing impositioning of pages. These new functionalities 

enabled the tool chain to be completely usable to support the design and modeling of real data paths. 

Most of these new features have been developed in the Simulator, and others are still considered as 

future work to continue with the improvement of the tool chain. 

1.2    Outline 
In Chapter Chapter 2, a brief description of the domain where the tool chain has been developed is 

made. Then in Chapter Chapter 3, the formulation of the main problem to be solved in this project is 

introduced, followed by the presentation of a list of requirements for the tool chain created with the 

help of the data path designers, in Chapter Chapter 4. 

 

Since the new features added to the tool chain were made by improving specially one of the tools, 

the Simulator, Chapters Chapter 5 and Chapter 6 are oriented to discuss the system architecture and 

design decisions for this application. Chapter Chapter 5 is focused on explaining the architecture of 
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the Simulator as it was before the execution of this project. Chapter Chapter 6 is oriented to describe 

the design decisions made for implementing the new features added during this project. Afterwards, 

in Chapter Chapter 7, the validation of the tool chain is made by creating real data path models for 

two printer development projects, and comparing the results obtained with those produced by other 

tools that are also part of the Octopus tool chain. In Chapter Chapter 8 a brief overview of the pro-

ject management process is described, followed by the conclusions obtained out of the work per-

formed and future work in Chapter Chapter 9.  

 

Finally, in the appendices some complementary information related to the work performed is pre-

sented. In appendix 1, the definition of an experiments file created during this project, and that 

should be used in future versions of the simulator, is described. In appendix 2, the focus is given to 

the configuration of a regression test framework that was used to validate the usability of the Simu-

lator. Appendix 3, at the end, presents the results obtained during the process followed to improve 

the performance of the same application. 
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Chapter 2. Domain Analysis 
 

In this chapter the main notions needed to understand the business domain where this project has 

been developed are introduced. A brief explanation of the printer design process is made in order to 

introduce the data path concept. Then, the importance to improve the design of data paths is high-

lighted, given that this is one of the most important aspects during the creation of printers.  

2.1    Introduction 
Small and large scale printers are part of the main products of Océ, which are widely used by differ-

ent types of printing companies or as daily office tools all over the world. Because of this, it is es-

sential for the company to constantly innovate on products that will increase the productivity of 

their clients by printing as much copies as possible in less time and with high quality. 

 

The design process of printers involves three phases [1]: Technology development, concept devel-

opment and engineering. 

 

During the technology development phase small projects are executed with the aim to define parts 

of any printer that could be improved. Those improvements are based on the use of new technolo-

gies that when used to develop printers add a competitive advantage to it. Once a feasibility test 

with a new technology has been made, it is decided whether it can be used for any of the printer 

families. 

 

In the second phase, the concept development, the choice of one or more new technologies is made 

in order to improve a set of printer families. Furthermore, it is also possible that a completely new 

printer family is defined. At the end of this phase, the choice of technologies has been made as well 

as the major requirements to develop improved printer parts or entirely new printers. 

 

The third phase, engineering, can be executed one or more times. In each of these engineering phas-

es an engineering prototype that conforms to a set of requirements is created. This includes different 

activities such as software design, motion control and mechanical design which carrying out is split 

among specialized teams. At the end of every engineering phase, a new set of features is created.  

2.2    Data path 
One of the important aspects that are analyzed during the improvement of an existing printer or the 

development of a new one is the design of the data path. A data path is the set of processing steps 

that the data follow in a printer from the moment it is entered as input from for example the network 

or a scanner and the moment when it reaches its final destination, e.g. print heads or an alternative 

storage device such as a USB-stick. Figure 2-1 presents the data path concept. 

 

 

Figure 2-1. Graphical concept of a data path 

The steps performed during the execution of a data path are focused on improving the quality of the 

data. For example, a text that was scanned could produce an image with gray points in the back-

ground. There are some manipulation steps that will eliminate those points to produce an image 

where the text can be seen with a white background. Another example is a type of impositioning 

where two pages of different sizes, like an A3 and an A4, are scanned and a unique PDF file must 
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be produced containing them both. In this case, during the execution of the data path the images 

could be rotated and then put together to create the file. Figure 2-2 explains graphically this concept. 

 

 

Figure 2-2. Two pages are joined to produce a unique file through impositioning 

The design of a data path for a printer depends on the unique requirements that have been defined to 

develop that printer. Therefore, a different data path definition is made by data path designers for 

every new printer family. Every data path will describe a use case that a printer can perform, like for 

example scan an image to print it.  

 

Every one of the steps in the data path is executed on a hardware device such as a FPGA, or a GPU. 

Additionally, between one step and the following usually the resulting manipulated data is stored in 

a temporal memory or hard disk, and in order to do it data channels for transportation, like buses, 

are used. Modeling intermediate memories to store the data produced by every step is necessary in 

order to facilitate the execution of the steps in cases such as: 

 

• After a step has finished processing data, the next step must wait some time before starting. 

In this case, it is necessary to temporarily store the data produced while the second step 

starts reading it to process it. 

 

• A copy of a page must be printed multiple times. In this case it is necessary to process the 

page only once and store the resulting data in the intermediate memory. The print step will 

read the data from that memory to print it. Then, the steps that process the page after the 

first time can be skipped for the remaining copies that will be printed. 

 

Figure 2-3 presents the concept of a data path executed on a hardware platform. 

 

In general it is essential that during the design of a data path many options are contemplated with 

the aim of choosing the one that will produce the higher throughput (number of pages that can be 

processed per minute) and will reduce the number of bottlenecks in the machine (a part of the data 

path that reduces its throughput). 

 

When a new printer family is designed, an ideal throughput is defined and used as one of the refer-

ence parameters to create and evaluate the performance of the data path. In order to make this eval-

uation, it is necessary to contemplate several possibilities for the definition of the data path in com-

bination with the hardware components that can be used to execute it. Thus, many experiments must 

be carried out where different variables are taken into account, like the capacity of the processors, 

storage devices and data channels, their cost, latency and power usage. After trying different combi-

nations, it can be defined which option will produce the best throughput. For a detailed definition of 

how to measure the throughput of a data path please refer to [1]. 
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Figure 2-3. Execution of a data path on a hardware platform 

2.2.1.  Granularity of information 

One important characteristic of the processing of pages in a data path, is that the data can be pro-

cessed using different levels of granularity. At a high level pages are treated by every step as a 

unique unit. But when needed, it is possible to go to a deeper level where a page is considered as a 

set of independent blocks. This occurs because in a given step of a data path, the page can be split in 

blocks after it has been processed. The resulting blocks can then be stored and processed in an inde-

pendent way by the following steps. Finally, the blocks can be merged by a step that will produce as 

result the page as a whole. The number of blocks in which a page can be split depends for example 

on the size of the page and the size of the slots in the intermediate memory where the blocks will be 

stored. Figure 2-4 illustrates the split and merge concept. 

 

The possibility to split pages into blocks allows a better use of the resources available to execute the 

steps in the data path and to store the intermediate data. This is because the blocks can be processed 

independently and their size is smaller than the size of the original page. In this case the time to as-

sign to a block a slot in a processor or in memory is less than the time that it takes for a page, since 

the amount of capacity required to process the block is less than the capacity required to process the 

whole page. 

 

Considering the proficient use of available capacity in the hardware resources, it is possible to infer 

that in some cases the time it takes to process a whole page split in blocks could be less than the 

total time spent to process the page as a whole. Therefore, using different levels of granularity con-

duces to get more efficient results in the execution of the whole data path, producing for example a 

higher throughput.  
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Figure 2-4. Split and merge concept 

Transference of data among steps 

There are different ways to transfer the blocks processed by one step to the following step in the 

data path. The three main cases are:  

 

• Stream: In this case the processing of a block can start just immediately after the step that 

splits the page started the processing of that block. This means that there is data streaming 

between the split step and the block processing step. This behavior can be observed in Fig-

ure 2-5.  
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Figure 2-5. Stream processing 

 

• Sequential: In this case the processing of every block starts just after it has been finished 

by the split step. This behavior can be observed in Figure 2-6. 
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Figure 2-6. Sequential processing 

 

• Extreme sequential: In this case the processing of all blocks must be finished by the split 

step before the next step can start. This behavior can be observed in Figure 2-7. 
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Figure 2-7. Extremely sequential processing 

Impositioning 

A special case of granularity is originated when a procedure called impositioning must be part of the 

data path. During an impositioning step it is possible to merge 2 or more pages to convert them into 

only 1. For example, an impositioning step could take 2 A3 pages and merge them into one only A3 

page. A graphical representation of this concept has already been presented in Figure 2-2. 

 

The number of pages that can go through the impositioning procedure at the same time are 2, 4, 6, 8, 

9 or 16. These pages can have different sizes, e.g. 2 A3 pages can be merged with an A4 page. Ad-

ditionally, there are two different types of impositioning: 

 

• N-up impositioning: In this case, as it can be observed in Figure 2-8, consecutive pages are 

chosen to be merged. 

 

1 2 3 4

1+2 3+4

Original pages

Impositioning pages
 

 

Figure 2-8. n-up impositioning for 2 pages 
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• Book impositioning: In this case, as observed in Figure 2-9, the pages to go through the 

impositioning procedure are not consecutive. They are chosen depending on the way the 

merge operation is required in order to print them and assemble a book. 

 

1 2 3 4 1+4 2+3

Original pages Impositioning pages

 
 

Figure 2-9. Book impositioning for 2 pages 
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Chapter 3. Problem Analysis 
 

 

In this chapter, DPATCH, a tool chain created to support and improve the data path design process 

is presented. This tool was created in the context of the Octopus project, and should be made suita-

ble to start being employed by data path designers, within the context of this project. The general 

details of two of the company projects where the tool has been introduced are also described. The 

introduction of these ideas, contributes to the formulation of the goal to be achieved in order to 

make possible for designers in the projects to create real data path models by using the tool chain. 

  

At the end of the chapter, the main design competencies that were taken into account for the suc-

cessful accomplishment of this goal are enumerated.  

3.1    DPATCH 
The development and evaluation of data paths has traditionally been made by designers following a 

manual approach with Microsoft Excel sheets, which implies too much effort and time that can af-

fect the time-to-market of a new printer. Taking this into account a new tool chain was developed 

within the context of the Octopus research project. This project has been performed in collaboration 

with industrial and academic partners: Océ, the Embedded Systems Institute, Eindhoven University 

of Technology, the University of Twente, the Radboud University Nijmegen and Delft University of 

Technology. 

  

The tool chain, called DPATCH (Data Path Analysis Tool CHain), was created with the aim of sup-

porting the data path design process. It makes possible to design several versions of a data path and 

perform experiments contemplating several scenarios. Those different scenarios involve combina-

tions of the various data path’s versions, with variations on the hardware components capacities 

and/or with the number and characteristics of pages that will be processed.  

 

The main goal of the tool chain is to efficiently model data path designs; then, execute experiments 

which provide the designers with enough data about the throughput and bottlenecks produced by 

every version of the model in combination with a hardware platform. Based on this information it is 

possible to formulate a faster analysis of the model and make changes when necessary. The proce-

dure can be repeated by making variations in the model and/or the hardware platform, until the most 

optimal solution is obtained. 

 

Figure 3-1 presents the tool chain and its relation with other applications developed within the Oc-

topus project. As it can be observed, the chain is composed by three main applications: The DPML 

editor, the Compacter and the Simulator. Each of these applications receives an input and produces 

an output that is used as input for the next tool in the chain.  

 

The other tools that are part of the Octopus Toolset are based on formal semantics, and are also ori-

ented to create models of the data path. The models are defined using the DSEIR (Design Space 

Exploration Intermediate Representation) [4] language, and after that CPN Tools and UPPAAL 

allow to execute experiments to produce trace files with data that describe the behavior of the data 

path. Those trace files can be analyzed by visualizing them on ResVis [3]. 

 

DPATCH connects with the rest of the Octopus tool chain by providing it files created by the Com-

pacter. These files should be transformed to an appropriate format that allows the manipulation of a 

model created in the DPML editor by the DSEIR language. Thus, it should be possible to simulate 

any model created in DPATCH by using the approach used with DSEIR. Furthermore, ResVis is 

used as a common tool by both approaches, in order to visualize the trace files that are produced by 

the simulations. Based on the visualized results, the data path designers can perform analysis and 

decide which changes could be made to the data path model in order to improve it. 
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Figure 3-1. The Data Path Analysis Tool CHain (DPATCH) and its place within the Octopus 

project. The DPML Editor, the Compacted and the Simulator are the three tools that compose 

the tool chain. Figure taken from [1] 

 

The next section describes more in deep each of the main tools that compose DPATCH. Detailed 

information on these tools can be found in [1] and [2]. It is important to mention that at the begin-

ning of this OOTI project, the tools described here had already been developed. During the context 

of the project, new functionality has been added mainly in the Simulator (Section 3.1.3.  ) in order 

to incorporate features still needed to model real data paths. The additions made to the simulator and 

their implementation will be described in Chapters Chapter 4 to Chapter 7. 

3.1.1.  DPML editor 

The DPATCH tool chain is based on the domain-specific language DPML (Data Path Modeling 

Language). This language is used to describe meta-data of data path models which includes the data 

path’s steps, the hardware platform where they are executed and the mapping between every step 

and every component of the hardware platform.  

 

In order to make the modeling process easy for data path designers, a graphical editor was created. 

There, different elements can be used to represent every step and hardware component. For every 

model created a set of plain text files are generated with the textual information of every element, 

and a set of XML files are generated with the corresponding graphical information.  

 

The textual files that represent elements are stored in the Editor Repository, which is a hierarchical 

packaging schema used to group files corresponding to every model as unique modules. The Repos-

itory is the root directory in this hierarchy. Inside it, one directory is created per every model and 

there the textual files related to the corresponding model are stored. 
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A DPML model is structured by three components: 

 

• An application, where the set of steps that should be performed during the execution of the 

data path are defined. 

 

• A platform, where the hardware components that are used to execute each step and 

transport and store the produced intermediate data are described.  

 

• A mapping, which describes the relation of every step with the hardware component that 

processes it and the memory where the produced data is stored. 

 

Figure 3-2 presents a typical example of a data path model where these three types of components 

can be observed. 

 

 

Figure 3-2. A typical data path model in the DPML editor 

Application 

An application contains a start node and an end node which define the initial and final points of the 

path. In the example presented in Figure 3-1, the data path represented in the application is com-

posed by three steps: scan, halftone and print. These steps are followed by each of the pages to be 

processed in the data path during the execution of a simulation.  

Mapping 

Application 

Platform 
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In order to describe the execution order of the steps, arcs are used between them. Every input arc in 

a step indicates an order of precedence, which means that the step from where the arc comes from 

must be completed before the current step can be executed.  

 

The concept of a task was created in DPML to define the behavior that is expected from a step in 

the data path. Every step is thus the instantiation of a task. A complete definition of a task includes 

the specification of the following aspects: 

 

• Header: Defines the name of the task. 

 

• Pins: Define the number and types of pins the task can have. Each task can have one or 

more input pins and one or more output pins. Pins have three types: Simple, Data and 

PixelData.  

 

• Properties: Defines a set of properties that describe the functional behavior of the task. The 

basic properties represent the size of the images (pages) processed by the task; this size is 

specified by the width, length and bit depth of the image. Other properties necessary to 

characterize the behavior of the task, e.g. a compression factor that will be applied to com-

press the size of the image, can also be defined. The data path designer can also declare 

other custom properties that could be useful to determine the behavior of the task. 

 

Figure 12 presents an example of the definition of the three tasks that are instantiated by the steps 

which compose the application modeled in Figure 3-2. This definition can be edited in the graphical 

editor. 

 

 

Figure 3-3. Definition of tasks in an application made in the DPML editor 

Platform 

The platform contains the hardware resources where the data path is executed. In DPML there are 

three types of components:  

 

• Memories: These are elements where the data produced by the execution of a step is stored 

and from where other steps can read it. In the example of Figure 3-2 two ram memories 

have been modeled; it would be also possible to model other types of memories such as 

hard disks. The storage capacity property is usually modeled for this type of element. 
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• Executors: These elements are use to represent some hardware component that can execute 

a step with a determined processing speed. There are three types of executors: processors, 

printers and scanners. The speed property must be defined for this type of elements in or-

der to specify the maximum amount of data that can be processed per unit of time. 

 

• Buses: These elements are used to represent a data transport media. In the example of Fig-

ure 3-2 there are three buses. One fast bus that transports data between the executors and 

the ram memories, and one dedicated bus for each of the memories. For every bus a trans-

fer speed property is defined in order to indicate the maximum amount of data it can 

transport per unit of time. 

 

Figure 3-4 presents an example of the definition of the three types of components in the DPML edi-

tor. 

  

 

 
 

Figure 3-4. Definition of a ram memory, a CPU executor and a bus in the DPML editor 

 

The Platform component of Figure 3-2 shows that the hardware blocks can be connected by arcs 

called Connections in DPML. These arcs define the path through which information can be trans-

ported from one hardware block to another. For example, in the Figure 3-2, data scanned in the 

Scanner can travel through the bus and the scanMemBus to be stored in the scanMem memory. Af-

ter that, the information can be read from the scanMem memory, travel through the scanMemBus 

and the bus, to then be placed in the CPU where it will be processed by the halftone step. One re-

quirement to set connections among blocks is that in the path between an executor and a memory, 

there can only be buses. 

Mapping 

The Mapping component is used to define how the steps in the application are related to the blocks 

in the hardware platform. In order to do this the Application component is displayed alongside the 

Platform component to then connect them by using links. The editor offers three types of links 

which are graphically represented as arrows: 

 

• Storage links: Must be used to determine where the data produced by a step is stored. Stor-

age links are created between output data pins of the steps and the memories. In Figure 3-2, 

for example, the arrow that leaves the output pin of the halftone step and goes to the 

printMem memory represents a storage link; this means that the data processed by the half-

tone step in the cpu is stored in the printMem memory. 
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• Allocation links: Must be used to determine which data memory claims and releases are 

performed. There are two types: 

 

o Claim links: A memory claim is performed before starting the execution of a step; 

it is necessary that the step is allocated the space in memory it needs to store the 

data it will produce, and therefore the step cannot start if the memory is full. 

Claim links can be graphically omitted when the step itself claims the memory it 

needs. Otherwise, their use is mandatory when a step claims memory for another 

step before that second step starts. In Figure 3-5 for example, the arrow that 

leaves the scan step and goes to the down step is a claim link; it means that the 

scan step claims memory for the data produced by the down step. 

 

o Release links: A release of the memory claimed by a step is generally performed 

by the step that follows. The following step reads the data from memory, to then 

process it and release the memory. Release links can be graphically omitted when 

the memory is released by the following step. In some cases, though, the memory 

can be released also by a different step. In Figure 3-5, for example, the arrow that 

leaves the print step and goes to the down step is a release link; it means that the 

print step releases memory for the down step, instead of the processImage step. 

 

 

 
 

Figure 3-5. Claim links and release links are only necessary when it must be clearly specified 

which step claims or releases memory for another step 

• Execution links: Must be used to determine in which executor of the platform every step is 

executed. Execution links are created between steps and executors. In the Mapping com-

ponent of Figure 3-2 for example, the arrow that leaves the scan step and goes to the scan-

ner represents an execution link; it means that the scan step is executed on the scanner. A 

step is allowed not to have an execution link, but only in case that it doesn’t have Data 

pins. Additionally, each execution link has two properties associated: 

 

o Priority: The priority is an integer associated to each execution link. It determines 

which step is executed first when more than one step is executed over the same 

executor. For example in Figure 3-5, the processImage step has more priority than 

the down step, and this second in turn has more priority than the up step. When 

two steps have the same priority it means that the resource is fairly distributed be-

tween the two of them.  

 

o Implementation: The implementation is a textual description of how a step can be 

mapped onto an executor block. There, the number of instructions needed to exe-

cute the step that is being assigned to the executor is defined.  The execution time 

of the step is then influenced by this number of instructions and the number of in-

structions that the executor can process per unit of time. Figure 3-6 presents an 

example of the implementations of the tasks defined in the application component 

of Figure 3-2. 
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Figure 3-6. Definition of implementation of tasks on their assigned executors 

3.1.2.  Compacter 

As already mentioned, once a data path model is created, a set of files describing each of the ele-

ments of the model (steps, hardware components and their relationships) are generated using the 

DPML language. In order to make all this data more understandable, the model is compiled into a 

more compact representation using the DPML Compact intermediate language.  

 

A console application called the Compacter was developed in order to generate this compact repre-

sentation. It takes as input all the files that represent a model, which are initially located in the re-

pository of the DPML editor. Then using as reference the mapping file that describes the relation-

ships between the data path steps and the hardware components, it generates a unique dpmlc file, 

which contains all the information that describes the model. 

3.1.3.  Simulator 

The third application in the tool chain takes as input a DPML Compact model, the dpmlc file, and 

executes a simulation of the processing of one or more pages to analyze the behavior of the data 

path. In order to do it, it requires also a job file where the definition of the number of pages to be 

processed and their characteristics is made. 

 

It generates trace files that contain the data that describes the execution time of every step when 

processing a page, and the use of each of the hardware resources during the execution of the data 

path.   

 

The trace files can be visualized using ResVis [3]. There the data path designer can observe infor-

mation such as the processing time of a page by every step, the average amount of pages processed 

by minute and the use of the resources.  

 

The design and use of the simulator will be described in more detail during the development of this 

report, as it is the main tool that has been improved in the context of this project. 

3.2    Stakeholders 
The focus of the OOTI project described in this report is on the development of data path models for 

two development projects, in order to prove the usability of DPATCH. These projects are called 

here Project A and Project B.  

 

The data path designers in those projects are considered the main stakeholders, as they are the most 

directly interested users of DPATCH for modeling data paths. At the beginning of this project the 

tool chain was already functional to create such models. But despite of its usability, it had to be im-

proved in order to incorporate more functionality, needed to completely represent the characteristics 

of the new data paths. Therefore, designer’s active contribution to formulate the requirements to be 

fulfilled with the aim of performing the improvements and create new models was essential.  
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The situation regarding the use of DPATCH for both projects was the following: 

 

• Project A: A first version of the data path model for Project A had already been created by 

the original DPATCH developers. It was still necessary to validate it with the data path de-

signer, make changes and add new elements to represent the steps of the data path and their 

related hardware components. Additionally, run simulations that would help to find out 

where improvements to the model and the tool chain could be made. 

 

• Project B: No data path model for this project had been developed. The data path designers 

in this case didn't have any knowledge about DPATCH. Therefore, it was necessary to 

make a first introduction of the functionality of the tool to them. Afterwards, based on the 

unique characteristics of the data path to be modeled, new requirements to add functionali-

ty to the tool chain could be formulated. 

 

With the help of the designers, the main shortcomings of the tool chain were found. These are men-

tioned in the formulation of the problem description in the following section. 

 

Additionally to designers, another important stakeholder is the team in charge of the development of 

DSEIR at ESI. Models of the mentioned data paths are also being elaborated with DSEIR in parallel 

with the job made with DPATCH. Consequently, there is a mutual interest on comparing data path 

models created using both approaches, as well as the results of the simulations made with those 

models. Such a comparison is a method to verify and validate that both tools work properly, given 

the similarities or differences in the simulation results. 

 

Finally, other important interested parties in the improvements of the tool chain are Océ, ESI, Eind-

hoven University of Technology and Radboud University Nijmegen. They are considered stake-

holders because they are the entities that contributed to the formulation of the problem and the pro-

ject to solve it. These entities are contributing through investigation to find a solution to support the 

work of data path designers. 

3.3    Problem description 
Once the initial status of DPATCH has been described it is possible to formulate the next goal to be 

achieved. This goal is to demonstrate that the tool chain is really useful to support the data path de-

sign process. In this case, the creation of the data path models for the projects A and B is the select-

ed way of proving the usability of the tools. 

 

After analyzing the characteristics of the data paths to be modeled along with the designers, the 

main shortcomings of the tool chain were detected. Among them, one of the most important was the 

impossibility of not only processing entire pages, but splitting them into blocks that could be pro-

cessed independently. Other shortcomings found were, the need of an extension to the definition of 

the job file used by the simulator to make a most complete definition of the experiments; also, the 

no possibility to simulate the impositioning procedure used to mix two or more pages. A complete 

description of the requirements, which definition is based on these shortcomings and other charac-

teristics of the data paths described by the designers, is made in Chapter Chapter 4.  

 

In order to add new functionality to correct the detected shortcomings, it was decided that most of 

the additions and improvements should be made in the Simulator. The reason behind this decision is 

to avoid the process to implement the new features to be very long. By making additions to mainly 

one of the tools in the tool chain, the software development process requires less time and effort for 

the design, coding and testing activities. At the same time, it ensures that the other tools will remain 

stable while a big importance is given to making sure that the new additions to the Simulator also 

keep its original functionality. 

 

Some small additions on the description of tasks in the Graphical Editor are also necessary, but 

don’t require big changes in the application. Given this fact, a big focus of this report is on the de-

scription of the Simulator’s new features design and implementation.  
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In order to validate and verify the improvements made, it is necessary first to create the models of 

the data paths for projects A and B. Then, making simulations and comparing the obtained results to 

those produced by the simulation of the models made with DSEIR. It is essential that the data path 

designers are always involved in this process, making possible that by the end of the project they are 

capable to use the tool chain to develop their own models. A good communication, trainings and 

complete documentation of the tool chain applications are indispensable to reach this objective.  

3.4    Design Criteria 
There are three main criteria to be fulfilled in the development of the data path tool chain. These 

criteria are important to ensure that the final product will really suit the necessities of data path de-

signers, and its continuous maintenance and improvement will be an easy task. 

3.4.1.  Functionality 

Functionality of the tool chain must be ensured by reaching the following three goals: 

 

• The functional requirements to make improvements to the tool chain must be clearly for-

mulated, understandable and unambiguous for all stakeholders. Additionally, the proposed 

design must make possible that the implementation of the tools, specially the simulator, 

will meet all functional requirements. 

 

• Once the improvements to the tool chain have been implemented, the data path designers 

must be able to use it for their normal data path design activities. They must feel that the 

tool satisfy all the requirements they have to design the data paths taking into account that 

in every project there are special characteristics to be modeled.  

 

• The tool chain must be easy to use and easy to learn. The time it takes for the data path de-

signers to make a model should be not long because of difficulties when using or trying to 

understand how to use the applications.   

3.4.2.  Genericity 

Regarding genericity the applications that compose the tool chain must ensure the following: 

 

• The tools must be designed and developed following practices that will make sure their 

components will be reusable. After analyzing the design and implementation of the simula-

tor at the beginning of the project, it was observed that many of the existing components 

could be reused to add the new functionality. The extensions to be made in the context of 

this project must keep these characteristics, so new improvements will be easy for future 

developers by continuing reusing the existing code.  

 

• The improvements to be made in the tool chain must facilitate that data path designs with 

different and unique characteristics can be modeled. This will ensure that the tool can be 

widely used by data path designers in diverse projects at the company. 

3.4.3.  Documentation 

The documentation of each of the tools that compose the tool chain must be as complete and correct 

as possible. This is essential for future developers that will continue with improvements and 

maintenance to the tool chain, who should be able to understand the design and code in a relatively 

short time and easy way. Therefore, for every tool there must be a document that explains the design 

decisions followed for its implementation. Additionally the source code must be commented, and 

the generation of a document explaining the use of the most important classes and methods must be 

possible. It would be also convenient to create a schema to organize the design documentation 

which makes it accessible to any developer who will work on it. 

 

In the same way, it is very important to create user manuals explaining how to use the tool, making 

tutorials and practical examples. These manuals should be easy to understand and contain the com-

plete information that can be needed by data path designers to use the tools. They must also be well 

organized and accessible for all possible users. Following this criterion will motivate the use of the 

tool chain among designers in different printer design projects. 
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The creation of design and source code documentation and the user's manuals explaining the use of 

the tool chain, are in the scope of this project. Design and code documentation for other tools have 

been created by the previous developers of DPATCH. 
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Chapter 4. Requirements 
 

 

In this section the user requirements for a software tool to support the design of data paths are de-

scribed from the perspective of Project A and Project B designers.  

 

To start, in each section the required functionality is described. Then, a list of requirements is pre-

sented based on the described functionality. These requirements are in general the features that have 

been identified as necessary or desired for a data path design and analysis tool. These requirements 

have been prioritized by designers and are enumerated using a unique identifier with the aim to fa-

cilitate their management. A table listing them by order of priority is presented at the end of the 

section.  

 

Since it was identified that some of these requirements were already covered by the original version 

of DPATCH, by the end of this chapter, it is specified which requirements were already fulfilled 

and which were still needed. The last are the basis for the enhancements made in the tool chain dur-

ing this OOTI project. In the formulation of the requirements two roles are considered, the data path 

designer and an experiments designer. 

4.1    Requirements formulation 

4.1.1.  Application 

The data path designers need to be able to create a generic model of the data path. This generic 

model contains all possible flows of operations (also called processing steps) that compose the ar-

chitecture of the data path. An example can be observed in Figure 16. The data path model must be 

flexible to easily add new steps after it has been created. 

 

Generic datapath model example

Scan

Receive network RIP

Compress

Transform to CMYK Decompress

Print

Export
Imposition

Use case 1 description: Scan, Compress, Transform to CMYK, Decompress, Print

Use case 2 description: Receive network, RIP, Transform to CMYK, Imposition, Decompress, Export

Use case 3 description: Use case 1 in parallel with Use case 2

Parameters for 

datapath model

Generic datapath model example

Scan

Receive network RIP

Compress

Transform to CMYK Decompress

Print

Export
Imposition

Use case 1 description: Scan, Compress, Transform to CMYK, Decompress, Print

Use case 2 description: Receive network, RIP, Transform to CMYK, Imposition, Decompress, Export

Use case 3 description: Use case 1 in parallel with Use case 2

Parameters for 

datapath model

 

Figure 4-1. Data path model and parameters (Use case descriptions) 

 

A generic model can be parameterized in order to define different use cases that could be evaluated 

to process a page. As depicted in Figure 4-1, a use case can be understood here as a specific path to 

be followed in the data path, for example the path to follow when scanning. Thus, a set of parame-

ters external to the data path model could be used to define this use case.  

 

As it can be observed in Figure 4-2, the set of parameters used to define a use case along with a data 

path model is considered an Application. It must be possible to specify whether the execution of one 

or more use cases during an experiment occurs in parallel or sequentially. For example, one use case 

can scan an image and then export it to a file, while other can RIP an image while making a copy 

(scan and then print) of another. The values given to parameters for the generic data path model 

must specify the order of occurrence. 
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Also, as observed in Figure 4-2, an Application can be mapped on a hardware platform where every 

step of the data path is executed. The hardware platform parameterization is described in more de-

tail in Section 4.1.3.   

 

Data path model

Use case 1

Use case 2

Data path model 

Parameters

Application

Hardware platform model

Mapping of data path steps on hardware 

resources

CPU Hard DiskBus Scanner Printer
Hardware model 

parameters

Data path model simulation

Experiment

Scenario Description 

Parameters. 

Data describing 

results of 

experiments

Data path modelData path model

Use case 1

Use case 2

Use case 1

Use case 2

Data path model 

Parameters

Application

Hardware platform model

Mapping of data path steps on hardware 

resources

CPU Hard DiskBus Scanner Printer
Hardware model 

parameters

Data path model simulation

Experiment

Scenario Description 

Parameters. 

Data describing 

results of 

experiments  

Figure 4-2. Modeling of data path and experiments 

 

Additionally to use cases, the configuration of the generic data path model could be partly made in 

the definition of the Scenario Description Parameters. Figure 4-2 shows that these parameters could 

be defined in a file to be used as part of the definition of an experiment over a data path model.  

 

 

Figure 4-3 presents also a general idea of what a Scenario Description Parameters file should look 

like. The parameters in this file describe a possible scenario that could be simulated during the exe-

cution of a use case, such as processing 10 A4 pages. In the description of these parameters, for 

each of the 10 pages it could be defined which use case path is going to follow in order to be pro-

cessed during an experiment. When this is not defined for every page, it implies that all pages will 

follow the paths defined by all use cases. A more detailed description of experiments is given in 

Section 4.1.3.   

 

 

 

 

 

 

 

 

 

 

 

 

Figure 4-3. Definition of Scenario Description Parameters 

Statistical distributions 

It should be possible to define the size of the pages that are processed in the data path using a prob-

abilistic distribution, which implies that not all pages will have the same dimensions. 

Scenario 1: 

 

10 A4 pages 

 

Page 1 – Use case 1 

Page 2 – Use case 2 

Page 3 – Use case 3 

…. 

Page 10 – Use case 2 



 

35 

 

 

Correspondingly, the execution time of the steps that compose a data path model could be also de-

fined using a statistical distribution. For example the execution time could be defined as: 

 

Execution time = Page size * 5 * Uniform Distribution [100,500]. 

 

Other variable that can follow a statistical distribution is the compression factor used when a step 

compresses a page. 

Defined requirements 

The requirements derived from functionality described in this section are: 

 

R001. The data path designer must be able to model all paths that compose a generic data path 

model. A specific path describes a use case that can be executed over a generic data path model. 

 

R002. It must be easy for the data path designer to extend a data path model once it has been al-

ready created; this means for example to add a new step in a model. Additionally, after new func-

tionality is added to the tool to model data paths, the tool must remain easy to use by the designers.  

 

R003. The experiments designer must be able to instantiate parameters for a generic data path 

model indicating which use case(s) will be executed during an experiment. It must also be possible 

to indicate whether two or more use cases must be run in parallel or sequentially during the exper-

iment.  

 

R004. The instantiation of parameters for a generic data path could include the definition of the 

path that will follow every page described in the Scenario Description Parameters. In case this is 

not defined, all pages will follow the path defined by every use case. 

 

R005. The use of statistical distributions could be made to define the size of the pages processed in 

the data path, the execution time of steps, and the compression factors used by steps that compress 

pages. 

Granularity of information 

As described in Section 2.2.1.  , it is possible to consider different levels of granularity when pro-

cessing a page in a data path. Three possibilities are considered: 

 

1. Processing one page in every step of the data path. 

 

2. Split a page into blocks after the execution of a step. Then process the blocks independent-

ly and finally merge them again to create the whole page. As can be seen in Figure 4-4, it is 

possible that a step which merges the blocks corresponding to a page, processes immedi-

ately the whole page and then splits it again into a different number of blocks.  

Block 

1

Block 

2

Block 

3

Merge and 

Split page

Block 

1

Block 
2

Block 

3

Block 

4

 

Figure 4-4. Step that merge blocks and split page again 
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3. Make impositioning of 2 or more pages to create one unique page. This page will be pro-

cessed in subsequent steps instead of the pages that were using for the impositioning. As 

can be seen in Figure 4-5, it is possible to make impositioning of pages just after their 

blocks have been merged. It is also possible to split pages that have been produced by the 

impositioning procedure. 

 
Block 

1 
Page1

Block 

2
Page1

Block 

3
Page1

Merge -
Impositioning

Block 1

Impositioning 
page

Block 2 

Impositioning 
page

Block 3

Impositioning 
page

Block 4

Impositioning 
page

Block 

1
Page2

Block 

2
Page2

Block 

3
Page3

 
  

Figure 4-5. Impositioning after merging pages 

Defined requirements 

The requirements derived from functionality described in this section are: 

 

R006. Processing of images can imply managing different levels of granularity. An image can be 

processed as a complete page, it can be split in blocks, or two or more pages could be merged in 

one (impositioning). The number of blocks in which a page is split is defined when modeling the 

data path, as well as the number of pages to go through impositioning. 

 

R007. Blocks related to an image can be transmitted, processed and stored independently. They 

must also be merged at some step during the data path execution.  

 

R008. The behavior to process blocks resulting when a page is split must be specified when model-

ing the data path. The next step can either, receive streaming data from the split step and immedi-

ately start processing the blocks, start as soon as the first block is ready or wait until all blocks are 

ready.  

Model conditional steps 

Some steps during the execution of a use case on the data path model can be executed depending on 

conditions that can be true or false. These steps must be represented in the data path model along 

with the definition of the conditions that allow their execution. In Figure 4-1 for example, the impo-

sition step is conditional, it is represented in the generic model and included in the description of 

use case 2. 

 

The definition of the parameters for a use case can include this type of conditional steps. Even so, 

the values that indicate when the condition to execute a conditional step is true or false are given by 

the scenarios parameters instantiation, which are created for the experiments. See Section 4.1.3.   

Defined requirements 

The requirements derived from functionality described in this section are: 
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R009. The data path designer must be able to model conditional steps in the data path model. It 

must also be possible to model the condition that must be fulfilled in order to execute a conditional 

step. 

4.1.2.  Hardware platform model 

The data path designer needs to perform several experiments on the data path model in order to un-

derstand its behavior under different circumstances. As it can be observed in Figure 4-7, an experi-

ment consists on executing an application (a use case on a data path model) over a parameterized 

hardware platform. The hardware platform must therefore be also modeled along with the properties 

that must be parameterized. In order to perform the experiment the experiments designer must give 

values to parameters of the platform model, e.g. indicate the processing capacity in the cores of a 

multi-core CPU. 

 

The parameterization of the hardware model allows distinguishing between a physical level and a 

logical level. In the physical level the hardware components are represented in the hardware model. 

In the logical level, values can be given to parameters in order to describe how some of the modeled 

hardware resources are used during the execution of a use case. For example, in the physical level, 

only one ram memory exists in the hardware platform model. In the logical level it is needed to ex-

press that the ram must be distributed in order to store data in more than one buffer. The values giv-

en to parameters in this case would indicate the number of buffers that must be created in the only 

ram memory available, and the number and size of slots in every buffer. Figure 4-6, represents the 

two levels. 

 

CPU RAMScanner Physical level of 
hardware platform 

model

Logical level of 
hardware platform 

model.

Created by 
instantiated 
parameters

Buffer 1 
in RAM

Buffer 2 
in RAM

Buffer 3
In RAM

Example parameters: 

- CPU processing capacity       
- RAM storage capacity               

- Number of buffers in RAM        
- Size of every buffer slot
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hardware platform 

model
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hardware platform 

model.

Created by 
instantiated 
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Buffer 2 
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In RAM

Example parameters: 

- CPU processing capacity       
- RAM storage capacity               

- Number of buffers in RAM        
- Size of every buffer slot  

Figure 4-6. Physical and logical level of the hardware platform 

Defined requirements 

 

The requirements derived from functionality described in this section are: 

 

R010.The data path designer must be able to model a hardware platform where the steps modeled 

for the data path will be executed. This hardware platform model must be customizable by using 

parameters.  

 

R011. The parameters of the hardware platform model can be instantiated by the experiments de-

signer in order to perform different experiments with diverse hardware configurations. This offers 

the possibility to evaluate which hardware characteristics are more convenient. 

 

R012. The hardware platform can be modeled in a physical level, describing all the hardware com-

ponents that compose it. The experiments designer can instantiate parameters to describe a logical 

level of the hardware platform model; the logical level specifies how some resources can be distrib-

uted. The values of the parameters change for different experiments. 
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R013. The execution of the steps of a data path model on a hardware platform model is dynamic. It 

must be possible to model the use of a four core CPU where steps can be allocated dynamically. 

4.1.3.  Experiments 

It is necessary to make the process of executing experiments easy for the experiments designer. This 

implies that he can execute various experiments at the same time by only providing values to the 

parameters, and then indicate that the simulation of these experiments must be executed automati-

cally.  

 

The parameters instantiated by the experiments designer correspond to: 

 

• Parameters used on the data path model to instantiate use cases that will be evaluated.  

 

• Parameters used to specify different hardware characteristics.  

 

• Parameters used to describe scenarios to be tested on the model. Scenarios are described 

through parameters that specify for example that 100 A3 pages and 5 A4 pages will be 

printed during the execution of a use case such as “Print Page”. This is a different option 

from the statistical distribution to define the size of the pages. Parameters used to define 

scenarios must also be instantiated to specify whether a conditional step in the data path 

model must be executed or not when it is part of a use case. See Section 4.1.1.   

 

As it can be observed in Figure 4-7, considering different combinations of these groups of parame-

ters several experiments can be performed. In these experiments every use case can be executed for 

every available scenario and using the diverse hardware configurations specified.  

 

It is also possible that an experiment is performed by executing 2 or more use cases in parallel.  

 

Once a set of experiments has been executed, the designers need to observe the results obtained in 

order to make decisions that lead to improvements. The visualization of the results can be made by 

selecting views over the data produced after the simulations. These views must provide information 

such as throughput or help the designers in the detection of bottlenecks. 
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Figure 4-7. Definition of experiments 

Defined requirements 

The requirements derived from functionality described in this section are: 
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R014. The experiments designer must be able to execute a set of experiments automatically. This 

implies he only needs to provide values for a set of parameters and indicate the experiments must be 

run. 

 

R015. Before executing a set of experiments, the experiments designer must instantiate a set of pa-

rameters to specify use cases, hardware configurations and scenarios to be tested.  

 

R016. The parameterization of an experiment should allow the configuration of 2 or more use cases 

executing at the same time over a hardware platform. 

 

R017. The instantiation of parameters to define a scenario must provide values that specify whether 

a conditional step in a data path model must be executed or not during an experiment. 

 

R018. The instantiation of parameters to define a scenario could allow specifying that pages of dif-

ferent sizes will be processed by the data path in one use case. The definition of the sizes must be 

made by the experiments designer. 

 

R019. After executing a set of experiments, the designers must be able to visualize the results. 

4.1.4.  Additional functionality 

Additional usability aspects that have been detected are formulated here as user requirements. First 

of all, the execution of experiments would be easier to perform with the use of an experiments man-

ager where to have access to the models and parameters. The use of an experiments manager would 

also allow keeping track of experiments that have been performed and their respective results. 

 

Another aspect is related with the use of global variables that can be created in files outside the 

model and be used to give values to any parameters inside the model, for example the processing 

capacity of a CPU as depicted in Figure 4-8. 

 

CPU

Speed = a

Model

Global variables

A = 100000000

Outside the 
model

 
 

Figure 4-8. Use of global variables 

Other usability aspects also concern the easiness to understand and reusability of components which 

represent hardware in the in the graphical model.  

Defined requirements 

The requirements derived from functionality described in this section are: 

 

R020. Perform experiments with the help of an experiments manager which gives access to models 

and their corresponding parameters. Additionally, the experiments manager allows keeping track of 

experiments and their related results. 

 

R021. Create a generic block that represents the internal architecture of a PC in the hardware plat-

form. This desired new feature will add usability to the tool. 

 

R022. Include information about the units of measurement for every property of the operations that 

compose a data path and the hardware resources. E.g. xResolution of the bitmap to be printed by 

the print bar is 600 dpi. This is desired to make the model more understandable. 

 

R023. Make use of global variables which can be accessed by any task or hardware resource in the 

model. This means that every number that can be changed in the model can be replaced by a global 

variable defined outside the tool. 
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4.2    Prioritization of Requirements 
In this section the identified requirements are prioritized according to the amount of functionality 

they add to the tool to model data paths and the feasibility to be implemented. The priorities used 

and the order of importance given to every requirement have been defined by the data path design-

ers from projects A and B. 

 

The numbers used to prioritize the requirements are in the range from 1 to 3. 

 

• Priority 1: Requirements with priority 1 describe functionality that is essential to complete-

ly model all the characteristics of the data paths in projects A and B. 

 

• Priority 2: Requirements with priority 2 describe functionality that will make more agile 

the use of the tool. For example, by making a wider definition of the experiments charac-

teristics it is possible to make the execution of experiments a more flexible process. 

 

• Priority 3: Requirements with priority 3 describe functionality that is desired to model the 

data paths, but still is in process to be completely defined. Therefore, the implementation 

of these features is not essential to create the models as they have been defined in the mo-

ment this project is being developed. 

 

Requirements with priority 1 are necessary to reach the goal of proving that the tool chain can be 

useful to model the data paths. Therefore they are the first on the list. Requirements with priorities 2 

and 3 add a big amount of functionality that improves the process of modeling and performing ex-

periments with them. The order of importance given to these requirements in the list was defined 

according to the amount of functionality added. Table 4-1 presents the list of requirements. 

 

ID 

 

Requirement description 

 

 

Priority 

R002 

It must be easy for the data path designer to extend a data path model once it 

has been already created; this means for example to add a new step in a mod-

el. Additionally, after new functionality is added to the tool to model data 

paths, the tool must remain easy to use by the designers. 

1 

R010 

The data path designer must be able to model a hardware platform where the 

steps modeled for the data path will be executed. This hardware platform 

model must be customizable by using parameters. 

1 

R013 

The execution of the steps of a data path model on a hardware platform model 

is dynamic. It must be possible to model the use of a four core CPU where 

steps can be allocated dynamically. 

1 

R006 

Processing of images can imply managing different levels of granularity. An 

image can be processed as a complete page, it can be split in blocks, or two or 

more pages could be merged in one (impositioning). The number of blocks in 

which a page is split is defined when modeling the data path, as well as the 

number of pages to go through impositioning. 

1 

R007 

Blocks related to an image can be transmitted, processed and stored inde-

pendently. They must also be merged at some step during the data path exe-

cution. 

1 

R008 

The behavior to process blocks resulting when a page is split must be speci-

fied when modeling the data path. The next step can either, receive streaming 

data from the split step and immediately start processing the blocks, start as 

soon as the first block is ready or wait until all blocks are ready.  

1 

R001 

The data path designer must be able to model all paths that compose a generic 

data path model. A specific path describes a use case that can be executed 

over a generic data path model. 

1 

R003 

The experiments designer must be able to instantiate parameters for a generic 

data path model indicating which use case(s) will be executed during an ex-

periment. It must also be possible to indicate whether two or more use cases 

must be run in parallel or sequentially during the experiment. 

2 

R004 The instantiation of parameters for a generic data path could include the defi- 2 



 

41 

 

nition of the path that will follow every page described in the Scenario De-

scription Parameters. In case this is not defined, all pages will follow the path 

defined by every use case. 

R009 

The data path designer must be able to model conditional steps in the data 

path model. It must also be possible to model the condition that must be ful-

filled in order to execute a conditional step. 

2 

R023 

Make use of global variables which can be accessed by any task or hardware 

resource in the model. This means that every number that can be changed in 

the model can be replaced by a global variable defined outside the tool. 

2 

R018 

The instantiation of parameters to define a scenario could allow specifying 

that pages of different sizes will be processed by the data path in one use 

case. The definition of the sizes must be made by the experiments designer. 

2 

R005 

The use of statistical distributions could be made to define the size of the 

pages processed in the data path, the execution time of steps, and the com-

pression factors used by steps that compress pages. 

3 

R021 
Create a generic block that represents the internal architecture of a PC in the 

hardware platform. This desired new feature will add usability to the tool. 
3 

R022 

Include information about the units of measurement for every property of the 

operations that compose a data path and the hardware resources. E.g. 

xResolution of the bitmap to be printed by the print bar is 600 dpi. This is 

desired to make the model more understandable. 

3 

R011 

The parameters of the hardware platform model can be instantiated by the 

experiments designer in order to perform different experiments with diverse 

hardware configurations. This offers the possibility to evaluate which hard-

ware characteristics are more convenient. 

2 

R012 

The hardware platform can be modeled in a physical level, describing all the 

hardware components that compose it. The experiments designer can instanti-

ate parameters to describe a logical level of the hardware platform model; the 

logical level specifies how some resources can be distributed. The values of 

the parameters change for different experiments. 

3 

R015 

Before executing a set of experiments, the experiments designer must instan-

tiate a set of parameters to specify use cases, hardware configurations and 

scenarios to be tested. 

2 

R016 
The parameterization of an experiment should allow the configuration of 2 or 

more use cases executing at the same time over a hardware platform. 
2 

R017 

The instantiation of parameters to define a scenario must provide values that 

specify whether a conditional step in a data path model must be executed or 

not during an experiment. 

2 

R014 

The experiments designer must be able to execute a set of experiments auto-

matically. This implies he only needs to provide values for a set of parameters 

and indicate the experiments must be run. 

3 

R019 
After executing a set of experiments, the designers must be able to visualize 

the results.  
3 

R020 

Perform experiments with the help of an experiments manager which gives 

access to models and their corresponding parameters. Additionally, the exper-

iments manager allows keeping track of experiments and their related results. 

3 

Table 4-1. List of prioritized requirements 

4.3    Features already existing and to be implemented 
After defining and prioritizing the requirements defined by the data path designers, in this section it 

is identified which of those requirements are already implemented in the DPATCH tool chain be-

fore starting this OOTI project. Consequently, it is also possible to recognize also the requirements 

that are the base for the new features added to the tool chain during this project. 

4.3.1.  Requirements already covered by DPATCH 

The Table 4-2 presents the list of requirements that have already been implemented, along with a 

brief description of how it has been made. 
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ID 

 

Implementation description 

 

R002 

The graphical DPML editor allows to easily creating models that can be modified as 

many times as required. It is only necessary to add or delete elements when needed. It 

is also possible to open textual windows where the definition of the elements can be 

edited. 

R010 The graphical DPML editor allows creating a hardware platform where different defini-

tions of a data path architecture can be mapped. It is possible to edit the properties of 

the hardware elements using the textual windows offered by the tool. This can be made 

as many times as required to execute different experiments. 

R011 

R013 
It is already possible to model processors that represent a CPU with more than one 

core. 

R001 

It is possible to model the different use cases that compose a generic data path model 

by creating a unique application for every use case in the DPML editor. Since the ap-

plications describe use cases of the same generic data path, it is possible to define only 

one hardware platform where every application can be mapped separately of the others. 

This is made by also creating unique mapping components for every use case. 

R003 When executing an experiment with the simulator, it is possible to indicate whether one 

or more mapping files will be used. These mapping files must have in common a 

unique hardware platform, which means that every one represents a unique use case 

that belongs to a generic data path. The simulator executes the simulation of the use 

cases in parallel, which means that the steps that belong to the different applications are 

executed concurrently and share the hardware resources. 

R016 

Table 4-2. List of requirements that have already been implemented 

4.3.2.  Requirements to be implemented  

Table 4-3 presents the requirements that have been identified as the base for the new features added 

to the tool chain. They have been listed according to the importance they have in order to make the 

tools functional enough to create real data path models, and taking into account the priorities previ-

ously described. 

 

ID 

 

Implementation  

 

R006 
These requirements are highly indispensable to make possible the creation of the data 

paths A and B.  
R007 

R008 

R003 

The possibility to define an experiment where different use cases are simulated sequen-

tially is desired, in order to make faster the process of executing several experiments on 

a common hardware platform. 

R004 
It is necessary to create an experiments file that defines all properties that might be 

needed to implement these requirements. For example global variables and use cases 

that each page could follow during the execution of an experiment. The implementation 

of the features that make use of such a file, is desired in order to make easy and faster 

modeling data paths and execute several experiments with them. 

R023 

R018 

R005 

R015 

R014 

R009 The implementation of conditional steps is desired in order to add more flexibility to 

the modeling of data paths. R017 

R021 The use of a generic block to represent the architecture of a pc and the use of measure-

ment units are considered future work. They will be not implemented in the context of 

this project, since they require making additions to the functionality of the DPML edi-

tor. 

R022 

R012 

The use of parameters to define the logical level for the hardware platform is consid-

ered as future job. Nevertheless, it would be possible to simulate for example the use of 

different buffers that belong to a same ram memory by creating different hardware el-

ements for every one of them.  

R019 ResVis is used to visualize the results of the experiments executed over the data paths. 



 

43 

 

The development of a more advanced tool to visualize results is considered as future 

work. 

R020 The creation of an experiments manager is considered as future work. 

Table 4-3. Base requirements for adding new features to the tool chain 
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Chapter 5. System Architecture 
 

 

The implementation needed to add new features to the DPATCH tool chain in the context of this 

OOTI project, has been made in the Simulator. The tool had been previously created in a previous 

project, and improvements have been made over the version of the application created there. This 

chapter is thus focused on describing the main notions of the architecture used to construct that ver-

sion. The description made is based on the "4+1" architectural view model [5] and mainly two of 

the views are taken into account: the logical to describe the structure of the core, and the scenarios 

to describe the way the tool is used to make a simulation. These views were chosen because they are 

enough to explain how the system was built. 

  

The concepts described here complement the previous documentation of the tool [2] and are based 

on the use of reverse engineering [6] to completely understand the organization of the software. 

5.1    Logical View 
In this section, the original design model of the Simulator is introduced. Figure 5- presents the class 

diagram that contains the most important classes used to structure the application and their relation-

ships. It was created after applying reverse engineering to the source code that existed before the 

execution of this project. That procedure was made manually. First, a plug-in from NetBeans was 

used to generate a class diagram that reflected the classes that compose the code and their relation-

ships. Then, an analysis of these classes was made in order to discover the services offered by each 

of them, and the packages where they belong.  

 

The diagram presents the classes discovered which have been grouped into the corresponding iden-

tified packages. The most important classes have been represented in this diagram, showing the 

main relationships that exist among them. Given the distribution of the classes in packages, it could 

be considered that the architectural approach followed to structure the application, was a layered 

style [7].  

 

As it can be observed, there are three main packages. The first one, which could be considered the 

top layer, contains the classes that perform the main functionality of the simulator, such as the in-

stantiation of tasks and resources, and the execution of the simulation. The second one, in the mid-

dle, contains a set of interfaces and super classes which could be instantiated in different ways, in 

order to create different types of tasks or hardware resources. The third layer, in the bottom, has the 

definition of the classes that implement the interfaces from the middle layer. It also has a factory 

class which is in charge to create the instances of these classes, and return them to the top layer, 

where they will be used. 

 

The way the application was structured provides to the code the advantage to be extensible, since 

the interfaces could be instantiated to create new types of objects that provide a behavior different 

from the existing ones. Additionally, the use of the factory class and interfaces, provides high cohe-

sion; this is because each class has defined responsibilities which give also the code easiness to 

maintain it. For example, when it is desired to make a change in the way a task is created, it is only 

necessary to make refactoring of the class that is in charge of the creation process, which is the 

ElementRepository in this case. These advantages have made simpler the process of adding new 

classes for the new implemented features that will be described in Chapter Chapter 6. 

 

The classes that compose every layer are briefly described in the following sections. The way these 

classes interact in order to perform the simulation of a model is described in the Section 5.1.4.   



 

45 

 

 

Figure 5-1. Design class diagram
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5.1.1.  Top layer (dsim package) 

The top layer contains the classes that perform the main functionality of the simulation. These are 

mainly the FastSimulationImpl, the ElementRepository and the ResourceDistImpl classes.  

 

FastSimulationImpl: This is the class in charge of performing the simulation of a model by check-

ing when tasks (steps in the model) for every page can be started, assigning resources, such as buses 

and executors to them, executing them, and finally checking when they are finished. Once all tasks 

have finished the processing of every one of the pages the simulation is finished. A log file is pro-

duced then containing the start and end time of all the tasks executed for every page. In order to 

know when to run tasks, the simulator classifies the tasks in three queues:  

 

• Queued tasks: To queue tasks when they have just been created but are not ready to run. 

 

• Enabled tasks: To queue tasks when they are ready to run given that all their dependencies 

to be started are fulfilled. 

 

• Running tasks: To queue tasks that are running at a given moment during the simulation. 

 

ElementRepository: This class is in charge of making the instantiation of all the elements necessary 

to make the simulation of a model: tasks, precedence order of the tasks in a model, data objects pro-

duced by the tasks and resources used by the tasks.  It creates these elements by reading the infor-

mation contained in the dpmlc file produced by the compacter. Additionally it establishes depend-

encies among the tasks and assigns actions to create and destroy data to them also. The 

FastSimulationImpl class uses the instances of these elements to perform the simulation. 

 

ResourceDistImpl: This class is used by the FastSimulationImpl class in order to make the distribu-

tion of the buses and executors every time it is detected that new tasks must start its execution dur-

ing the simulation.  

5.1.2.  Middle layer (dpsim.elements package) 

This layer contains the interfaces and super classes that can be used to instantiate the different types 

of elements used in a simulation. These are: 

 

Task: This super class can be extended to create different types of tasks. A task simulates the execu-

tion of a processing step in a data path model. All tasks have in common a set of dependencies and 

actions that determine when the task can start or finish, and what happens in those moments.  

 

ProcessingTask: This interface defines the methods used by a task in order to process the number of 

instructions needed to process a page in a resource. The task is assigned a fraction of the total pro-

cessing capacity of the resource.  

 

Action: This interface specifies any kind of action that a task can execute on events such as the mo-

ment it starts or the moment it finishes. An action can be invoked an executed in a transparent way 

for the task. The different types of actions to be executed during a simulation are: 

 

• Data allocation actions: they are invoked before a task is started in order to allocate 

memory to store the data objects that are produced when the task finishes its execution. 

 

• Data destruction actions: they are invoked when a task is finished. As a task usually pro-

cesses the data object produced by a previous task, this action releases the memory that had 

been claimed by that previous task. 

 

• Claim non-preemptible executors actions: They are invoked when a task is started. This 

happens when a task has been assigned to a non-preemptible executor and it must claim a 

slot in this executor as soon as it is going to start. 
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• Release non-preemptible executors actions: They are invoked when a task is finished. This 

happens if the task has been assigned to a non-preemptible executor. As soon as a task fin-

ishes it must release the slot in the executor that had claimed when it started. 

 

• Move queue action: This action is created to assign to every task the responsibility to move 

itself from the queued tasks queue to the enabled tasks queue of the simulator. This hap-

pens when the dependencies that have been assigned to the task for it to be started have 

been fulfilled.  

 

Dependency: This interface can be implemented to create any type of dependency. Dependencies 

express a condition that must be fulfilled before a task can start of finish. All dependencies have in 

common the information about the object on which a task depends upon, and a Boolean condition to 

indicate whether the dependency has already been fulfilled. The different types of dependencies that 

must be fulfilled by tasks during a simulation are: 

 

• Self overlap dependency: This type of dependency is used to indicate that two instances of 

a task can overlap, which mean that they can run in parallel if specified like that when the 

model is created. For example, the instance of a print task to process the page 1 of a set of 

pages can run in parallel with the instance of this task for processing the page 2. In this 

case, there is a dependency between the two instances that indicates that the instance 2 is 

allowed to start running once the instance 1 has already started running. 

 

• Precedence dependency: This type of dependency is used to indicate that a task can start 

running only when a previous task has finished. This can be mainly because the first task 

needs the data that the previous task produces. The precedences between tasks are given by 

the edges between steps in a DPML model. 

 

• Precedence streaming dependency: This type of dependency is used when two tasks that 

are processing a page can stream data. This means that once the first task started pro-

cessing the page, the produced data is immediately sent to the second task so it can start 

processing it. In this case there is a dependency for the second task that indicates that it can 

start once the first task has already started. 

 

• Memory available dependency: This type of dependency indicates that the memory that a 

task claims to store the data it produces must be available before the task can start.  

 

• Non-preemptible executor available dependency: This type of dependency is used when a 

task uses a non-preemptible executor for its execution. In this case, before the task starts a 

slot in the executor must be available for the task, so it can claim the slot.  

 

TaskPrecedenceDependency: This interface extends the interface Dependency. This specialized 

type of dependency exists to implement precedence dependencies, and differentiate them from other 

types of dependencies. This kind of differentiation is needed in order to optimize the process of 

moving tasks between the queued and the enabled tasks queues in the simulator. 

 

ElementFactory: This interface is used to declare in a generic way the methods used to create ele-

ments in for the simulation. It is part of the Factory Method pattern used in the simulator to make 

possible to create different types of instances for a unique class. The use of this pattern provides 

flexibility to the simulator design, since it allows adding new types of elements without the need to 

change the already existing code. For example, it allows the addition of new types of tasks as will 

be described in the Chapter Chapter 6.  

 

Resource: This interface declares the main methods used to make queries about the total and used 

capacity of a resource such as a bus, a memory or an executor. 

 

SlottedResource: This interface extends the Resource interface. It adds information about the slots, 

which are the number of tasks that can use the resource at the same time. Methods to query the use 

of the slots by the tasks are declared here. A slotted resource can be an executor or a bus in the sim-

ulation. 
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Memory: This interface extends the Resource interface; it adds methods to claim or free storage 

space in a resource such as a memory. 

 

Data: This interface is used to model a placeholder for the data corresponding to a data object that 

is produced by a task after processing a page. It provides the declaration of methods used to claim 

and release the memory where it is stored after being created. These methods also query the proper-

ties of the data such as its name or its size.  

 

DataJourney: This interface is used to model a path of link resources, such as buses, a data object 

follows to be written in a memory or to be read from a memory. 

 

Page: This interface is used to model the properties of a page processed by a task, such as the 

length, width, and resolution in dots per inch. The properties of a task are used to calculate the size 

of the data object produced by a task. 

5.1.3.  Bottom layer (dpsim.elements.impl package) 

This layer contains the classes that implement the interfaces declared in the middle layer. The im-

plementation of all of them is made by the class ElementFactoryImpl. All instances created by this 

class correspond to the elements used by the simulator during a simulation of a model. 

 

AbstractTask: This class implements the Task interface. It includes properties about the start and 

finish dependencies for a task and the actions that happen when the task starts, finishes or is skipped 

(not executed for some page). Additionally, it is related to the data journey that the data objects read 

and produced by the task follow and the page that will be associated to the task when it is instantiat-

ed. 

 

ProcessingTaskImpl: This class extends the AbstractTask class and implements the ProcessingTask 

interface. It represents the instance of a task that will run in the simulator. In the simulator, an in-

stance of every task that composes the model is created for every page that is processed in the simu-

lation. For example, if there are 10 tasks in the model, and the job file used for the simulation de-

fines that 10 pages will be processed in the data path then 100 instances of this class are created. 

The instantiation of tasks is made in this way in order to avoid the procedure of creating new in-

stances once the simulation is running. This makes easier to measure the time that it takes for the 

simulator to make the real measurements of execution time for each task during the simulation, and 

also to measure the total time of the simulation. 

 

TaskFinishedDependency: This class implements the TaskPrecedenceDependency interface. It is 

used to instantiate a dependency that informs whether a task another task depends on has finished. 

 

TaskStartedDependency: This class implements the TaskPrecedenceDependency interface. It is 

used to instantiate a dependency that informs whether a task another task depends on has started. 

 

TaskFinishedTimeDependency: This class implements the Dependency interface. It is used to in-

stantiate a dependency that informs whether a task another task depends on has finished, and addi-

tionally a determined amount of time has passed after it finished. 

 

TaskStartedTimeDependency: This class implements the Dependency interface. It is used to instan-

tiate a dependency that informs whether a task another task depends on has started, and additionally 

a determined amount of time has passed after it started. 

 

ResourceAmountAvailableDependency: This class implements the Dependency interface. It is used 

to instantiate a dependency that informs whether the amount of a resource's capacity needed by a 

task is available. 

 

ExecutorPool: This task implements the SlottedResource interface. It is used to instantiate a pool of 

non-preemptible non-multitasking slotted resources. This means that every resource in the pool can 

process at most one task at the same time. It can be used to simulate for example a CPU with 4 

cores. 
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ResourceImpl: This class implements the SlottedResource interface. It is used to instantiate re-

sources such as executors and buses. It contains information about the total capacity of a resource, 

the number of slots it has, and keeps an association between the tasks that have claimed a slot in the 

resource and the amount of the capacity that has been assigned to every task. 

 

MemoryImpl: It instantiates the Memory interface. It is used to create instances of the storage re-

sources where data objects are stored after being created by tasks. It contains properties to represent 

the total capacity of a storage resource and a list of data objects that have claimed some storage ca-

pacity. 

 

DataImpl: It implements the Data interface. It is used to instantiate data objects produced by tasks. 

It contains then properties to represent the name and size of the data, an association to the memory 

where the data must be stored and a flag to inform whether the data has already been allocated space 

in the memory. 

 

Image: This class extends the Data class. It is used to create instances of data that represent a bit-

map images. 

 

DataJourneyImpl: This class implements the DataJourney interface. It is used to instantiate data 

journeys and contains then properties to represent the data that is transported through the path of 

linking resources, and the set of resources that compose that path. 

 

PageImpl: This class implements the Page interface. It is used to create instances of the pages that 

are processed in the data path. 

5.1.4.  Simulation run 

This section explains the interactions among the previously described classes when performing  a 

normal simulation, in which one scenario is run. A scenario is defined as one single application cre-

ated in the DPML editor to simulate a data path, being executed on the hardware platform where it 

has been mapped.  

 

It is also possible to simulate more complex scenarios, where two or more applications are run in 

parallel over the same hardware platform. In that case, the same instantiation process and processing 

of the tasks takes place; the distribution of hardware resources is, nevertheless, made taking into 

account that tasks from the data paths that run in parallel need to share these resources. 

  

As explained in [2], a simulation run consists of three main phases: resource instantiation, task and 

data object instantiation, and execution of the simulation.  

 

The two first phases are executed before the simulation of the data path can be started. During these 

phases, the instances of the tasks that compose the data path are created, along with the hardware 

resources that make part of the hardware platform, and the data objects that represent the processed 

data. Once all the instances have been created, a main loop that is in charge to simulate the pro-

cessing of all the tasks instances is executed. This loop runs until all tasks instances have been pro-

cessed. Figure 5-2 shows a graphical description of all the steps that occur during each iteration of 

this loop. A detailed description of each step and its implementation is made in the Section Simula-

tion execution.  
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Figure 5-2. Procedure followed during the main loop of the simulation. Figure taken from [2] 

The three phases are described in the following sections, using classes and interaction diagrams in 

order to make clear how the simulator has been implemented to perform each one of them. 

Resource instantiation 

In the first phase, the elements that compose the hardware platform of the data path model are in-

stantiated. The simulator reads the data about the hardware elements from the file that was produced 

by the Compacter tool in a previous step (see section 5.2   ).  

 

Figure 5-3 shows the main classes involved in the instantiation of the hardware resources. These 

classes have been described in the previous sections of this chapter. The ElementRepository follows 

the procedure for the creation of the memories, buses and executors that belong to the hardware 

platform of the model. During this procedure, the repository uses the ElementFactoryImpl class, 

which is in charge of instantiating each of these objects. An instance of a memory is created for 

example by calling the constructor method of the class MemoryImpl. Once this instance has been 

created, it is returned to the ElementRepository, which keeps it to use it during the simulation. 

 

 

Figure 5-3. Classes involved in the instantiation of resources 

 

The sequence diagram in Figure 5-4, illustrates the interactions that occur between the classes in 

Figure 5-3 during the instantiation of resources. The Main class creates the ElementRepository 

providing it the information needed to create all the elements of the data path model. The 

ElementRepository starts then the instantiation of resources, by calling the function parseExecutors, 

in order to generate the executor’s instances where the steps of the data path will be executed. This 

function makes a call to the function createExecutor of the ElementFactoryImpl class, per each ex-

ecutor that must be created in the hardware platform. The factory creates the instance of each execu-

tor by calling the constructor method of the class ResourceImpl, which represents hardware re-

sources such as a buses or executors. The factory finally returns each instance created to the 

ElementRepository, which keeps them all in order to use them during instantiation of tasks and then 

during the simulation.  
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The procedure followed to create the buses is similar to the described for the executors. It starts by 

calling the function parseBuses in the ElementRepository, and then the function createBus in the 

ElementFactoryImpl for each of the buses that must be created. The repository keeps all instances 

created to use them during the instantiation of tasks, and then in the simulation. 

 

Finally, the procedure to create memory instances begins also by invoking the method 

parseMemories in the ElementRepository and then the function createMemory in the factory, for 

each of the memories that must be created. This function calls the constructor of the MemoryImpl 

class, and returns the instance created to the repository which keeps them to use them in the same 

way as the executors and the buses.  

 

Figure 5-4. Instantiation of resources 
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Task and data object instantiation 

After the instances representing the resources of the hardware platform have been created, the next 

step is the instantiation of the tasks that represent each of the steps that compose a data path model. 

Figure 5-5 presents a class diagram that illustrates the classes involved in the instantiation of tasks.  

 

As it occurs with the instantiation of resources, the ElementRepository is in charge of the creation of 

the tasks and the other elements needed for their instantiation. These elements are: 

 

• An executor where the tasks is executed. This is represented by the class ResourceImpl. 

 

• A page which is processed by the task when it is executed. Each task is associated to only 

one page. This is represented by the class PageImpl. 

 

• One or more data journeys (DataJourneyImpl class) which are associated to the data ob-

jects (DataImpl class) that the task reads and produces. Also to the buses (ResourceImpl 

class) used by the task to read and write the data objects. 

 

• One memory (MemoryImpl class), which is associated to the task through the DataImpl 

class. Each data object has an associated memory where it is written when the task produc-

es it.  

 

The ElementFactoryImpl class is used for the instantiation of all these elements. The 

ElementRepository creates them first, to then use them to create the instance of the task using the 

class ProcessingTaskImpl. All instances created are kept by the repository to use them during the 

simulation. 

 

 

Figure 5-5. Classes involved in the instantiation of tasks 

As it has been already explained, a task instance is created per every page that must be processed by 

a step in the data path. The sequence diagram in Figure 5-6 presents the interactions among classes 

to perform the first part of the tasks creation procedure.  

 

To start, the simulator instantiates the pages that will be associated to each task by invoking the 

method parseJobs in the ElementRepository. This method reads in the job file provided for the sim-

ulation, the amount of pages that will be processed and their properties, such as length, width and 
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resolution. The ElementRepository uses then the ElementFactoryImpl class to create the pages in-

stances, by calling the function createPage for each page.  

 

The repository keeps the instances of the pages to use them in the instantiation of the data objects 

produced by the tasks. Once again, the ElementRepository uses the information read from the file 

produced by the Compacter tool to know what memory  must be associated to every data object. 

The instantiation is then made by calling the method parseDataObjects. This method invokes the 

method createData in the FactoryElementImpl, for each data object that must be created. It provides 

the instance of the memory where the data object should be written, and a page instance that is asso-

ciated to the data object.  An instance of the data object is created by calling the constructor of the 

class DataImpl per each data object and page. This means that, every data object is instantiated as 

many times as number of pages are going to be processed in the simulation. The size property of 

each data object is calculated according to the properties of the associated page. 

 

 

Figure 5-6. Instantiation of pages and data objects 
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Once the pages and data objects have been instantiated the simulator can start with the creation of 

the tasks instances. In order to create an instance of a task, the simulator reads the information about 

the task from the compact file created by the Compacter (see Section 3.1.2.  ).  

 

As already explained, every task has two data journeys associated, one to read from a memory the 

data objects created by the previous task, and one to write in a memory the data objects that it pro-

duces. Each data journey is composed by at least one bus instance that the data object follows from 

the memory to the task instance or vice versa. A task can have more than one data journey to read 

from a memory, in case that it has more than one input pin (see Section 3.1.1.  ). The same situation 

is valid for the number of data paths created to write data. 

 

In order to create a data journey instance, the simulator uses the DataJourneyImpl class. As it can be 

seen in Figure 5-7, the ElementRepository invokes the method createDataJourneys in order to cre-

ate as many data journeys to read and write data, as the task requires. Each data journey instance is 

created by invoking the method createDataJourney in the ElementFactoryImpl, and providing the 

data and the set of buses that must be associated to that data journey instance.  

 

Using then the instances of the pages, data journeys and executors created, the ElementRepository 

generates the instances of the tasks. This is made by invoking the method createProcessingTask 

from the factory. Every task instance is created using the ProcessingTaskImpl class. It is associated 

to its corresponding page, data journey and executor instances. Additionally, the number of instruc-

tions that must be processed by that task instance are also set in order to be used as reference once 

the tasks has started running during the simulation. 

 

The following step after the creation of the tasks is to set their start and finish dependencies, and the 

actions that happen every time a task starts or finishes. Figure 5-8 illustrates the tasks involved in 

the instantiation of dependencies and actions. 

 

As it was explained in Section 5.1.2.   there are a number of types of dependencies that can be creat-

ed for a task: Self overlap dependency, Precedence dependency, Precedence streaming dependency, 

Memory available dependency and Non-preemptible executor available dependency. The classes 

TaskStartedDependency, TaskFinishedDependency and ResourceAmountAvailableDependency are 

used by the ElementRepository in order to create each of these types of dependencies. In order to do 

this, the repository must check for each type of, whether it has to be assigned or not to each task. In 

case the dependency must be assigned, then the repository request to the ElementFactoryImpl to 

create the instance of the dependency. Each type is created with one of the named classes, depend-

ing on whether it should be considered before or after the execution of the task. 

 

In the same way, the Action interface is used in order to create instances of the post start, post skip 

and post finish actions that can be assigned to a task. The ElementRepository makes this instantia-

tion and assign the actions to each task. The types of actions that can be assigned to each task have 

already been described in Section 5.1.2.   
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Figure 5-7. Instantiation of data journeys 
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Figure 5-8. Classes involved in the instantiation of dependencies and actions 

In the sequence diagram presented in Figure 5-9, an example of the creation of a self overlap de-

pendency for two tasks can be observed. In this case, the ElementRepository invokes the method 

addSelfOverlapDependencies and there it follows the same procedure for all the tasks instantiated 

from page 1 onwards.  

 

The procedure starts by analyzing whether two instances of a same task, which are created for con-

secutive pages (e.g. page 1 and page 2) cannot overlap; then a TaskFinishedDependency is created 

by invoking the method addTaskFinishedDependency in the factory.  That dependency has as target 

the task instance for page 1. The dependency is then added to the start dependencies of the task in-

stance for page 2. Dependencies can be of two types, START and FINISH. The type of dependency 

created in this case is START, which means that the task instance for page 2 is not allowed to start 

until the task instance for page 1 has finished processing. 

 

The sequence diagram also presents the creation of MemoryAvailableDependencies. For the crea-

tion of this type of dependency, the ElementRepository invokes the method 

addMemoryAvailableDependencies. There, for every task, it gets the memory resource where it will 

store the data object that the task produces. Then it calculates the amount of memory that is needed 

for the task to start running and requests to the ElementFactoryImpl to create a 

ResourceAvailableDependency. The ElementFactoryImpl class creates the dependency setting as its 

target the memory and informing the amount of memory calculated. Finally, it adds to the list of 

start dependencies of the task the new dependency, which has been also created as type START. 

This means that the task will be only enabled to start when the amount or memory it requires is 

available. 

 

In general, the creation of start and end dependencies for tasks follows the same sequence of inter-

actions described in Figure 5-9. The ElementRepository must always indicate to the factory which 

kind of dependency will be created, set a target such as a task or resource, and specify whether the 

dependency will be type START or FINISH. Once it is created, the dependency is added as a start 

or finish dependency to the task that depends on the target. 

 

Following the creation of dependencies, the simulator creates and assigns actions to the tasks. As 

previously enumerated, the actions assigned to a task instance are: Data allocation actions, data 

destruction actions, claim non-preemptible executor’s actions, release non-preemptible executor’s 

actions and move queue actions. Figure 5-10 illustrates as an example the procedure followed to 

create data allocation actions.  
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Figure 5-9. Example of instantiation of self overlap and memory available dependencies 
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In order to create data allocation actions for each task instance, the ElementRepository invokes the 

method addDataAllocationActions. There, for each task, it gets the instance(s) of the data object(s) 

that the task will produce. Following, it creates an instance of an Action. All actions have an execute 

method that must be implemented to respond to the type of event that is triggering the action. In this 

case, since the action requires to allocate a data object to a memory, the execute method will invo-

cate the method construct of the data object(s). The action is added to the task instance as a pre start 

action by using the method addPreStartAction. This means that as soon as the task is ready to start 

running, the simulator first triggers this action and, consequently, the related data object invocate 

the construct method which allocates the amount of memory it requires in the associated memory 

instance. The creation of other types of actions follows in general the same sequence of interactions.  

 

 

Figure 5-10. Instantiation of data allocation actions 
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Simulation execution 

From the description of the phases made so far, it can be understood that the simulator creates the 

instances of all the elements that will be used during a simulation before start running it. The simu-

lation can start after the instantiation phases have finished, following a main loop that starts with all 

tasks being queued before running and finishes when all tasks have finished their execution. 

 

The simulation is based on a fixed time-step [2] that allows simulating the passing of time during 

the execution of all the tasks instances in the system. In case a time step of 0.001 seconds (1 milli-

second) is used, the main loop emulates the pass of time during the simulation in milliseconds. 

Thus, for every cycle of the loop a calculation of the state of the whole system is made; at the end of 

the cycle the time that has passed for the simulation is incremented in one millisecond. This implies 

that the calculations made during that execution of the loop correspond to what would happen in 

one millisecond. For example, the number of instructions executed for one task in that millisecond 

will be calculated according to the capacity of the assigned executor to process the number of in-

structions needed by the task within that range of time.  

 

In this section, this cycle is explained in terms of the main classes involved during the simulation 

run, which are portrayed in Figure 5-11. These tasks correspond to all the instances created within 

the instantiation phase. Two new classes are considered: the FastSimulationImpl, which is in charge 

to execute the main loop of the simulation, and the ResourceDistributorImpl, which is in charge of 

distributing the resources needed by every task instance during the simulation. 

 

The interactions among those classes during the execution of the simulation are presented in Figure 

5-12. To start, an instance of the class FastSimulationImpl is created and is given the responsibility 

of running the simulation. This class receives the instance of the ElementRepository, in order to 

have access to all the elements that make part of the simulation. Also the time step, in order to know 

how to increase the time after each cycle of the main loop.  

 

The FastSimulationImpl class uses the three queues that were described in Section 4.1.1.  , in order 

to locate the tasks during the simulation, according to their state. These queues are: queued tasks, 

enabled tasks, and running tasks.  

 

Before starting the main loop, the class uses the method enqueueTasks to allocate the tasks instances 

created into one of two queues: queued tasks or enabled tasks. It also creates the running tasks 

queue which will contain the tasks that are running during the simulation while they are running. In 

order to know where to allocate every task, it evaluates for each of them whether their start depend-

encies are fulfilled. The tasks which still don't comply with that condition are placed in the queued 

tasks queue. The others are placed in the enabled tasks queue and will be the first to be considered 

to start running when the main loop initiates its execution. 

 

Once tasks have been located in the queues, the main loop is initiated following the same steps in 

each single cycle. Figure 5-2 illustrates the procedure followed. To start, it calls the method 

finishTasks in order to check whether there are some tasks in the running tasks queue which can be 

finished. It does it by checking for every task in that queue, if it is not empty, whether its finish de-

pendencies are fulfilled. Usually the finish dependencies of a task are fulfilled when the number of 

instructions for that task have been completely processed by the assigned executor (see section Pro-

cessing of a task during the simulation below). In that case the state of the task is changed to "fin-

ished" and its post finish actions are executed: release the memory occupied by the data object the 

task read and processed, which had been produced by its predecessor; then, release the executor 

where it was being processed in case it is non-preemptible. Additionally the task instance is re-

moved from the running tasks queue, but the instance of the class is not destroyed. 
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Figure 5-11. Main classes involved in a simulation run 
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Figure 5-12. Sequence diagram that illustrates the main loop of the simulation 
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Figure 5-13, illustrates the concept of the use of memory by tasks during the simulation. Task 1 

claims a slot in memory where it writes the data object it produces during its processing. Then, be-

fore Task 2 starts, it reads from the memory the data object produced by Task 1 and claims a slot in 

its assigned executor. Once the processing has finished, the task releases the executor and releases 

the memory that was occupied by the data object written by Task 1. The data object produced by 

Task 2 is now written in the memory 

 

Task 1
Page 1

Task 2
Page 1Memory

Data object 1
claims memory

Releases memory used by 
data object 1 

Creates data object 1
Creates data object 2 using 

data object 1 as input

Non-preemptible

executor

Start:
Claims a slot in 

executor

Start:
Claims a slot in 

executor

Assigns a fraction of its capacity to execute every task

Finish:
Releases slot

Finish:
Releases slot

 
 

Figure 5-13. Claim and release resources 

After the finished tasks are removed from the running tasks queue, the next step is to check which 

tasks can be started or skipped. In order to do this, the FastSimulationImpl invokes the method 

startAndSkipTasks. There it checks two conditions for every task in the enabled tasks queue: 

 

• Whether the task can be skipped, which means that it must not be executed. In this case the 

task is declared as finished and its post skip actions are executed. In this case, the task is 

moved to the running tasks queue. Since it was declared as finished, in the next cycle of 

the loop it will be considered as finished and also removed from the queue. 

 

• Whether all the start dependencies of the task have been fulfilled. In this case, if it must not 

be skipped, the task is moved to the enabled tasks queue. This means that the task that pre-

cedes it has been already finished and the resources, buses, memory and executors, it needs 

are available. 

 

Given that at this point in the loop cycle some tasks have been declared as finished and others as 

started, it is necessary to make a new check to evaluate whether there are still other tasks that should 

still be finished or started; this new verification is made on all the tasks that are located in the 

queued tasks queue. This happens because the tasks that were declared as finished or started can be 

the target of the dependencies that allow other tasks to also start or finish. The checks are performed 

by a queue action that was assigned to every task instance when it was created (see Section 5.1.2.  ). 

This action is in charge to verify whether the start dependencies of the task have been fulfilled. In 

case this condition is true, the task is moved from the queued tasks queue to the enabled tasks 

queue.  

 

Once the checks on the tasks have been performed, the simulator verifies which resources, buses 

and executors are preemptible. Then, it calls the method releasePreemptibleResources to release the 

resources that are preemptible in order to assign them to the tasks that need them and have a high 

priority. When different tasks are running on a same executor and this executor is preemptible, the 

tasks need to be assigned a priority. This means that when one of the tasks that need the executor 

starts its execution, and it has a higher priority than the other tasks, the resource must be temporarily 
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released. Then it must be assigned to the task with the higher priority and will only be released 

when the task finishes its execution.   

 

The next step in the cycle is to claim the slots in the resources that are needed by each of the tasks 

that are in the running tasks queue. In order to do this, the method doClaims is invoked in the 

ResourceDistributorImpl class. It stars by organizing the tasks in order of priority. Then, following 

this order, for each task it checks whether the resources it needs to start running, buses and execu-

tors, are available. In case this condition is true, the task claims a slot in every bus associated to its 

write data journeys, and the executor where it will be executed. Finally, the resource distributor cal-

culates how much of the processing capacity of every resource can be assigned to every task that 

claimed slots; the corresponding capacity amount is thus claimed by the task. Please refer to [2] for 

a more detailed description of how the distribution of a resource's capacity is made. 

 

To finish with the execution of the loop cycle, the FastSimulationImpl calls the method 

doProcessing in order to process each of the task which are located in the running tasks queue, 

which were able to claim some processing capacity in the resources. The processing of each task 

within the given time instance is made by the method doProcessing. It consists on calculating the 

number of instructions that can be executed within that amount of time. This number depends on the 

time step and the amount of capacity from the executor that was assigned to the task. Then, the cal-

culated number is subtracted from the amount of instructions that are still to be processed for the 

task. This procedure is better explained in the Section Processing of a task during the simulation, 

which can be found below.  

 

Once the processing of all the tasks has been finished, the clock of the simulator is increased ac-

cording to the time step value (for example one millisecond). The loop continues executing the 

same described procedure until there are not remaining tasks in any of the three queues. This means 

that the execution of all tasks instances has finished. 

Processing of a task during the simulation 

In DPML the time step is always fixed. Usually a value of 0.001 second (1 millisecond) is used to 

simulate the pass of the time during the simulation. It can be nevertheless changed when required to 

for example 1 microsecond. 

 

The use of a time step means that each of the cycles of the main loop has a simulated duration that 

depends on the value of that time step. For example, if the time step was one millisecond it would 

mean that every millisecond the simulator would check which tasks must be finished, which must 

be started and then distributes the resources such as CPUs and buses for every task that can start 

running. When all conditions are ready, it simulates the execution of a number of instructions for 

every task that was already running and the tasks that are just starting in that moment of time. 

 

The amount of instructions that can be executed for a task in a millisecond depends on the speed of 

the CPU where that task is being executed, and the fraction of that capacity that has been assigned 

to the task.  

 

Every time that the simulator must distribute a resource, it takes into account the number of tasks 

that are using that resource at the same time, the priority of the tasks and whether the resource is 

preemptible or not. The distribution of the resource among the tasks is made by calculating the frac-

tion that can be assigned to every task (number of instructions to be executed), taking into account 

the mentioned factors.  

 

The formula used to calculate this fraction is: 

 

Fraction assigned = Capacity of the processor assigned to the task * Time step 

 

Given this formula, the total execution time of a task would be calculated for example in the follow-

ing way: 

 

Having, 

 

Number of needed instructions for the task: 110 (110 bytes) 
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Capacity of the processor assigned to the task: 30 instructions per second (30 bytes/s).  

 

Time step: 0.001 seconds 

 

In every millisecond the number of instructions to be executed would be, 

 

Fraction assigned = 30 bytes/second * 0.001 second                                                              

                              = 0.03 bytes/millisecond 

 

The value of this fraction indicates the number of bytes processed for the task during each millisec-

ond. Therefore, the number of instructions to be executed (110 bytes) is decremented in 0.03 bytes 

every millisecond that passes during the simulation. The total execution time of the task should be 

then the number of milliseconds that it takes to complete the execution of the 110 bytes. In this case 

it should be 3666.67 milliseconds (3.667 seconds). 

 

Nevertheless, the calculation of the execution time in the simulator is not completely accurate. This 

is because when, for example, 3666 milliseconds have passed, the simulator has already executed 

109.98 bytes of the task. Then, in the following millisecond the remaining number of instructions is 

only 0.02 bytes, but the simulator will still consider the total millisecond within the execution time 

of the task. So the total execution time of the task will be registered as 3667 milliseconds. Figure 

5-14 illustrates the way the execution time of the task is calculated.  

 

110 bytes

0 Milliseconds1 2 3666 3667

0.03 bytes 0.03 bytes 0.02 bytes

Total execution time: 3667 milliseconds approximately

…

 

Figure 5-14. Execution time calculation  

 

The last millisecond is considered completely because in the simulator only two conditions are con-

sidered valid to declare a task as finished: 

 

• The number of instructions left to be executed is 0 or is less than 0. This happens for ex-

ample when the number of instructions that were left during the last millisecond is 0.02 

bytes and that number is decreased by 0.03 bytes. Then, after the millisecond was simulat-

ed the number of instructions left is -0.01 bytes. As already explained, every time a new 

millisecond is going to be simulated, the simulator evaluates which tasks are already fin-

ished by taking into account the number of instructions to be processed that are left. 

 

• The number of instructions to finish the task could be finished during half of the following 

millisecond. For example if only 0.01 bytes were left to finish the execution of the task, 

then the simulator would declare the task as already finished, given that during the milli-

second 0.03 bytes can be executed. In that case the total execution time of the task would 

be rounded to 3666 milliseconds, because, as the task was declared as finished the simula-

tor will not execute it anymore. 

 

This way of calculating the execution time for a task proved to be accurately enough, despite the 

fact that the time obtained is not exactly the same as the real execution time. When decreasing the 

time step from one millisecond to for example one microsecond, even more accurate results can be 

obtained. Therefore, it was not considered to change this mechanism in the current implementation 

of the Simulator. A more detailed description of the tests made to validate the accuracy of the Simu-

lator can be found in [2]. 
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5.2    Scenarios 
This section is based on the scenarios view of the "4+1"architectural model. It is used to explain the 

use of the simulator from the point of view of its users, who are the data path designers.  

 

The Simulator is a console tool, which can be only executed by providing a command line which 

requires the following parameters: a reference to the data path model(s) to be simulated and a refer-

ence to the job file that contains the description of the scenario. Not graphical interface has been 

created to run a simulation. Given this, the user of the Simulator needs only to provide the required 

information in order to run an experiment with one or more data path models. Therefore, it is only 

needed to use one use case to explain the use of the tool by a user. This use case is called "Simulate 

a data path model" and is described next. 

 

Use case 1: Simulate a data path model 

 

Main actor: Data path designer 

 

Description: 

 

Through the execution of this use case, a data path designer can simulate the execution of one or 

more data path models which are executed over a common hardware platform. 

 

Preconditions: 

 

• A model of a data path has been created in the DPMLC editor. The model must contain at 

least one data path application. 

 

• The Compacter tool has been used to produce one or more compacted files represented the 

data path(s) DPMLC model(s). 

• There is a job file where the description of a scenario to be simulated by the simulator us-

ing the compact models is made. The job file describes the number of pages that will be 

processed and their properties, such as length, width and resolution. 

 

• The compact file(s) and the job file must be located in the same folder as the Simulator ex-

ecutable file in order to run the simulation. 

 

Main Scenario: 

 

1. The data path designer types in the console the name of the simulator executable file, the 

name(s) of the model(s) to be simulated, and the name of the job file. The command line 

syntax is for example: 

 

 java -jar -Xmx1024M sim.jar -f model.dpmlc jobA3.job job1 

 

The order of the parameters must be the one indicated in the example. 

 

2. The simulator initiates the execution of the simulation, and the following steps are per-

formed: 

 

a. The simulator instantiates the hardware resources. 

 

b. The simulator instantiates the tasks that will be executed during the simulation. 

During the creation of the tasks instances, these are associated to the correspond-

ing instances of the hardware resources.  

 

c. The simulator creates start and finish dependencies for each task instantiated. 

 

d. The simulator assigns pre-start actions, post-finish actions and post-skip actions to 

the tasks. 
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e. The simulator initiates the main loop of the simulation based on a fixed time step 

that emulates the passing of the time while the tasks are being executed. 

 

f. In every cycle of the simulation loop, the simulator checks whether there are still 

tasks that are waiting for resources, tasks ready to run, tasks that are running and 

tasks to be finished. In case all the tasks have been finished the main loop stops. 

 

g. After checking the state of all tasks, the simulator finishes the tasks that must be 

finished, change the statuses of the tasks that can start running to enabled, and 

change the status of the tasks that must be skipped. In order to declare tasks as en-

abled to star running, the simulator checks whether the start dependencies of the 

tasks have been fulfilled. 

 

h. The simulator releases the preemptible resources. 

 

i. The simulator claims resources for the tasks that are still running or are enabled to 

run. The resources can only be claimed when they are available. 

 

j. The simulator performs the execution of the tasks that have resources available 

during the time indicated by the fixed time step. 

 

k. The simulator increases the time that has happened during the simulation based on 

the fixed time stop. 

 

l. The simulator starts the next cycle of the main loop. It continues following the 

same procedure until all the tasks have been finished as described in point f. 

 

Postconditions: 

 

• After the simulation has finished, a set of log files describing the use of the resources and 

the execution time of each task instance for every page have been generated. The structure 

of these log files is the required to be read by ResVis in order to visualize the results. 
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Chapter 6. Design and implementation 
 

In Chapter Chapter 5, the internal structure of the Simulator has been described as it was before 

adding the new features that have been developed during the execution of this project. This chapter 

is focused on describing the new functionality that was implemented during this project. This func-

tionality has added the Simulator the characteristics needed by data path designers to create and 

analyze real data paths. 

  

Please refer to Section 4.3    in order to find a detailed description of the new features that have been 

added in the Simulator. The description of the design decisions made to implement these features is 

made using Logical view of the "4+1" architectural view model 

6.1    Logical view 
As it has been already described in Section 5.1   , the architecture of the Simulator is based on the 

use of interfaces and super classes which define the main behavior of every object used during a 

simulation. This allows creating new types of specialized objects just by implementing these inter-

faces, without having to make changes to the existing classes. For example, it is easy to create new 

types of data objects by extending the Data interface. The design followed to implement the new 

added features in the tool has been made taking advantage of this. The next sections explain the 

design of these new functionalities by explaining the developed concepts, and using class and se-

quence diagrams to describe the extended design.   

6.1.1.  Split pages into blocks and process blocks 

In Chapter Chapter 4, it was explained that one of the requirements to improve the Simulator is the 

processing of data at different levels of granularity. In this section, the development of the feature to 

split pages into blocks, process independent blocks and merge the blocks into pages is described. 

Additionally, a brief explanation of the use of this feature to create models in the DPML graphical 

editor and the results visualized in ResVis, is also provided. 

 

In Section 2.2.1.  it was explained that in order to process data in blocks in a data path, different 

types of procedures are followed: 

 

• Split pages: Procedure followed to split a page into a specific number of blocks. 

 

• Process blocks: Procedure followed to process blocks related to a page which has been 

previously created. The processing of the data in the blocks can be made following the 

stream, sequential or extremely sequential approaches explained in the Chapter Chapter 2. 

 

• Merge -Split: Procedure followed to read the blocks created and processed for a page and 

create a new number of blocks for that page. The creation of new blocks can be made fol-

lowing different approaches: 

 

o Read the data of every block by following a stream behavior. Every read block 

can be split into a new number of blocks. 

 

o Read the data of every block by following a sequential approach. In this case, also 

every read block can be split into a new number of blocks. 

 

o Read all the blocks related to a page, merge them, process the page as a whole, 

and split it again into a new number of blocks. In this case, the processing of the 

data is made following an extremely sequential approach. 

 

• Merge blocks: Procedure followed to read all the blocks related to a page, merge them and 

continue processing the page as a whole. 

 



 

68 

 

The creation of new types of tasks in almost all of these types of procedures was made using the 

ProcessingTaskImpl class. This was made taking into account that in general all tasks read an 

amount of data, process it and write it in a storage resource. It was then assumed that blocks result-

ing after splitting a page could also be seen as tasks, and are therefore implemented as instances of 

this class. 

 

Nevertheless, in order to differentiate the granularity of the data processed by normal tasks and 

tasks that simulate blocks, the creation process of the block tasks is different for each type of proce-

dure. The same occurs with the instantiation of their related data objects and data journeys.  

 

Figure 6-1 presents the main classes used in the development of the split blocks, process blocks and 

merge blocks features. As it can be observed in the figure, the classes that were described in Chapter 

Chapter 5 which are used in order to instantiate normal tasks, were reused in the design of these new 

features. The classes have been presented in a different distribution, not grouped in packages as in 

Figure 5-1, which gives the impression that there is some level of coupling, especially between the 

ElementRepository and the other classes. This happens because this is the class that has the respon-

sibility to make the creation process of all the objects instances, and set their dependencies.  

 

The internal behavior of each object instantiated is nevertheless independent of the 

ElementRepository,which implies that making changes to the way they would behave during a 

simulation, does not involve changing other classes. Additionally, the use of the 

ElementFactoryImpl class, as it was described in Section 5.1.4.  , also releases the 

ElementRepository from the responsibility of the creation of the instances. These characteristics of 

the design make it considerable good to be extended and maintained. 

 

The ElementFactoryImpl uses the class ProcessingTaskImpl in order to create instances of the tasks 

that represent blocks created during the splitting pages procedure, the processing blocks procedure 

and the merge-split procedure. The definition of ProcessingTaskImpl has been only expanded in 

order to keep information about: the original number of instructions of the page that was split, the 

number of blocks created, and the number of instructions that it must process when it is instantiated 

as a block. This information is needed when the distribution of shared resources, like an executor, 

for the block tasks is made during the simulation.  

 

Additionally, when instances of tasks that merge blocks must be created, the factory uses the new 

class ProcessingMergeTaskImpl to create these tasks.  

 

The new types of tasks, those that represent blocks and the ones that merge blocks, have data jour-

neys and executors, which are associated to them in the same way as it happen with tasks that pro-

cess complete pages. This association is described in Section 5.1.4.    

 

In order to create these new types of task and their associated data journeys, the following new clas-

ses have been created: 

 

BlockData 

 

This class extends the definition of the DataImpl class which is used to represent the data object 

produced by tasks after processing a page. In this case, since the page is split in blocks, it is also 

necessary to split the data object it produces into smaller data objects. Each small data object con-

tains then only the amount of data produced by the associated block task. During the procedure fol-

lowed to split the page, as many BlockData instances as block tasks are needed are produced. Each 

BlockData instance is assigned a number to distinguish it from the others, and all of them are asso-

ciated to the original data object. The association of the BlockData instances to the block tasks is 

made through the data journeys created for each of these tasks. 
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Figure 6-1. Main classes involved in the procedures of splitting pages, processing blocks and 

merging blocks 

MultipleSlottedResourceDecorator  

 

This class was created to add to the slotted resources the capability to assign more than one slot to 

the same task instance. The Decorator design pattern [8] has been used with the aim of achieving 

this functionality. A pattern was used because of the solution it offers could be applied to easily 

implement this new required functionality. 

 

In order to apply the pattern, the MultipleSlottedResourceDecorator class extends its definition from 

the SlottedResourceDecorator class. That class, in turn, implements the SlottedResource interface 

and points also to an instance of the same interface. In this case the SlottedResource is instantiated 

using the ResourceImpl class that was being used so far to create resources such as buses and execu-

tors. In this way, the decorator has its own definition of the behavior of a slotted resource, and can 

make use of the original functionality of its SlottedResource instance. In this case, the own defini-

tion of the behavior of the decorator allows to assign more than one slot to a task, whenever it is 

necessary. 

 

The decorator implementation was used specifically to create the buses of the data journeys for the 

block tasks. This is because all the block task are related to a same original task; thus, all of them 
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need to have a slot in a same bus instance in order to write the data blocks they produce. This simu-

lates how the original task would write all the blocks it produces in a memory, by using one bus. 

 

In the original implementation of the SlottedResource, it was only possible to assign a slot to a task 

in a resource. Now, with the use of the decorator, it is possible to assign more than one slot to the 

same task in a resource. Therefore, all the blocks associated to a task can be assigned a slot in the 

same bus.  

 

Additionally, the advantage of using a decorator for the SlottedResource, is that it can be chosen 

which type of behavior to use. It is possible that the buses act as resources that assign only one slot 

per task, or as buses that can assign many slots to a same task. Which one to use, depends on the 

type of task instance that is being created. This advantage was one of the reasons why it was decid-

ed to use of the decorator pattern, besides the fact that its implementation was easy by using the 

already existing SlottedResource interface. 

 

ProcessingMergeTaskImpl 

 

This class was created in order to instantiate tasks that merge a set of blocks into the original page 

which was previously split to create them.  

 

The creation of tasks that perform the mentioned procedures using the described classes is explained 

in the following sections. 

Split pages procedure 

This section explains the procedure followed to simulate how a task processes and splits a page in 

blocks.  

 

To start, the number of blocks that will result after splitting the page must be indicated in the defini-

tion of the task in the DPML Editor (Section 3.1.1.  ). Then, what happens in the Simulator, is that 

the number of blocks that must be created is read from the compact file; thus, an instance of the 

ProcessingTaskImpl class is created to represent every block.  

 

An instance for the original task is not created, but all  block task instances have an identification 

that relates them to this original task. This means that instead of having only one instance of a task 

to process the page, as many tasks instances as needed blocks are created. Each block task is as-

signed to process a portion of the data of the page.  

 

The decision of creating a ProcessingTaskImpl instance to represent each block was made in order 

to reuse the concept of task that already existed in the Simulator. This is because, same as the tasks, 

the blocks, read, process, and write a piece of data. Therefore their behavior is the same as the one 

implemented for the tasks. 

 

Every block task instance processes only a portion of the data related to the page. Therefore, it is 

necessary to also split the data objects that would usually be read and written by the original task, if 

the page was processed as a unit. This means, to create as many BlockData instances (data blocks) 

as block tasks instances are created. Each data block instance will contain only an amount of data 

proportional to the amount of data processed by the block task. Given this division, it is also neces-

sary to create an instance of a data journey to read, and one to write data, for each block. These data 

journeys contain an association to the buses created with the MultipleSlottedResourceDecorator 

previously described. 

 

For example, if a page is going to be split in four blocks, four block task instances are created. For 

each of these instances read and write data journeys must be created. Consequently, four BlockData 

instances to be read from a storage resource must be created, and each one must be associated to the 

read data journey of one of the block tasks instances. Similarly, four BlockData instances to be writ-

ten to a storage resource must be created, and each instance must be associated to the write data 

journey of one of the block tasks. This concept is illustrated in Figure 6-2.   
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Task

Read data journey Write data journey

Data object in Data object out

Split the processed page in 4 blocks

Task 1

Task 2

Task 3

Task 4

BlockData in 1

BlockData in 2

BlockData in 3

BlockData in 4

BlockData out 1

BlockData out 2

BlockData out 3

BlockData out 4  

Figure 6-2. Split page procedure 

 

Additionally, for every block task instance it is also needed to indicate the amount of instructions 

that it will process. There are two approaches that can be followed in this case:  

 

• Split the amount of data related to a page evenly among the block tasks instances. Figure 

6-3 illustrates this concept. Every data block produced after splitting a page is stored in a 

slot of a buffer in a storage resource. In case the data is split evenly among the block tasks, 

then the amount of data processed by every block task is less than the amount of data that 

can be stored in one slot. Therefore, every slot assigned to a block task is partially filled af-

ter the task finishes processing its piece of data and writes it. 
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26 
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26 
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26 
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26 

bytes

Buffer

Slot size: 30 bytes

 

Figure 6-3. Split data evenly among blocks 

 

• Split the amount of data taking into account the capacity of the slots in the storage resource 

where every data block is going to be stored. In this case the amount of data processed by 

every block task is equal to the amount of data that can be stored in every slot of the buffer. 

This results in the last block task processing lower amount of data than the other block 

tasks. For example, if the slots capacity was 30 bytes and the size of a page was 130 bytes, 

then three block tasks would process 30 bytes of the page, and the fourth one only the re-

maining 10 bytes. Figure 6-4 illustrates this concept. 
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Figure 6-4. Split data according to capacity of the slots 

In order to model a task that split pages into blocks, the following properties must be added to the 

definition of the task in the DPML editor: 

 

• taskType: Indicates that the task must process and split a page into a defined number of 

blocks. The value that must be given to this property in this case is 1. 

 

• numberUnitsOutput: Indicates the number of blocks that will be created when after the 

page is split. 

• bufferDistribution: Indicates whether the distribution of the data among the block tasks that 

will be created must even or not. This parameter is not mandatory; it must only be used 

when it is desired to distribute the data among the blocks taking into account the block size 

(see Figure 6-4). The value that must be given to this property is 1. In case it is not used, 

the distribution of data among the blocks is even by default. 

• bufferSize: Indicates the size of the buffer to be used as reference to distribute the data 

among the blocks when the buffer distribution is not even. This parameter is only mandato-

ry in case the bufferDistribution parameter has been used. 

 

An example of the definition of a task that splits a page into 4 blocks is presented in Figure 6-5. 

 

 

Figure 6-5. Definition of a task that split pages into blocks 

The sequence diagram in Figure 6-6 illustrates the procedure followed to split a page. As it has been 

described in Chapter Chapter 5, the ElementRepository creates the instances of all tasks for all pages 

before the simulation loop starts. During this instantiation process, the method 

createSplitBlockProcessingTask is invoked every time it is defined that a current page should be 

split by a task. 

 

In order to create the number of tasks that will process each of the blocks in which the data is split, 

the following steps are necessary: 
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Figure 6-6. Procedure to split pages into blocks 
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• Read the number of blocks that must be created using the property numberUnitsOutput 

from the task definition in the DPML editor. 

 

• Read the total number of instructions needed to process the whole page. 

 

• Identify whether the distribution of the data among the blocks will be made evenly or not, 

using the bufferDistribution and bufferSize properties from the task definition. 

 

• Given the number of blocks, create a set of BlockData instances related to the data object 

that the block tasks should read from a storage resource, in order to process it. Each in-

stance contains a part of the total amount of data of the original data object (see Figure 

6-2). The data is distributed among the blocks according to the definition of the 

bufferDistribution property, and using the bufferSize property when needed. When these 

properties have been not used in the definition of the original task the data is distributed 

evenly among the data blocks. 

 

• Given the number of blocks, create a set of BlockData instances for the data object that the 

block tasks should write to a storage resource after finishing their execution. Each instance 

contains a part of the total amount of data of the original data object (see Figure 6-2). The 

data is distributed among the blocks according to the definition of the bufferDistribution 

and bufferSize properties. 

 

After this, a loop that creates a number of block tasks equal to the number of blocks in which the 

page is split, is started. In each iteration of the loop the following steps are executed: 

 

• Create the read data journey for the block task by invoking the method 

createReadDataJourneysBlockTask. This method receives the BlockData instance to be 

read by the task and the set of buses that are used to read this data. Then the 

ElementFactoryImpl is requested to create the data journey instance. 

 

• Create the write data journey for the block task by invoking the method 

createWriteDataJourneysBlockTask. This method receives the BlockData instance to be 

written by the task and the set of buses that are used to write this data. The 

ElementFactoryImpl is in charge of the creation of the required number of data journeys. 

 

The definition of a task that splits a page in blocks can have one or more output ports in the 

DPML editor. Therefore, the factory creates a data journey instance for each of this output 

ports, containing the related block data and the set of buses that are used to write the data. 

Figure 6-7 illustrates this concept. 

 

• Create the task instance that will represent the block by invoking the method 

createProcessingTask in the ElementFactoryImpl class. This instance, as has been ex-

plained, processes only one part of the total amount of instructions to be processed for the 

page. The number of instructions to be processed by the task is defined taking into account 

the original number of instructions to be processed for the whole page, and the number of 

blocks to be created. The data is distributed among the block tasks according to the defini-

tion of the bufferDistribution property. 

 

 

Figure 6-7. Tasks that split and process blocks can have more than one output port 

A unique name is assigned to each block task instance created, which is composed by the 

original name given to the task definition in the DPML editor, and the number of the block 

that is being created. For example Split-Block-1is assigned to the first block task created on 
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behalf of a task called Split. The task is also set as type Split. This type is necessary in or-

der for the simulator to know how to process it when the simulation is being executed. For 

example, to know how to distribute the shared resources among this block task and the oth-

er block tasks created when the task was split. 

 

• Assign the number of instructions to be processed by the block task. This is made invoking 

the method setTotalBlockInstructionsNeeded. As explained before, the number of instruc-

tions to be processed by the block tasks depends on the total size of the page, and whether 

the properties bufferDistribution and bufferSize have been declared in the definition of the 

original task. When they are not declared, the data is distributed evenly among the block 

tasks. 

 

• Associate to the created block task the name of the original task by using the method 

setOriginalTaskName. This is made in order to write a unique name that identifies all the 

block tasks in the trace files originated by the execution of the simulation. 

Process blocks procedure 

The procedure followed in order to create a set of block tasks that process data blocks previously 

created, is almost similar to the already described in the previous section.  

 

It starts by dividing the original size of the input and output data objects by the number of blocks to 

be processed. This calculation has as result the amount of data that will be assigned to each 

BlockData when these instances are created. Additionally, the total number of instructions to be 

processed for a whole page is divided by the number of blocks to be processed, in order to get the 

amount of instructions to be assigned to each block task. The criteria used in order to calculate this 

number of instructions depends on the definition of the bufferDistribution and bufferSize properties. 

 

This set of block tasks are in charge to process data blocks created before in the data path through: 

  

• A split procedure to split a page in data blocks. 

• Another process blocks procedure which also created data blocks to process a previous 

split page. 

 

• A Merge-Split procedure where a set of data blocks was read and a new set of data blocks 

was produced. 

 

Taking this into account, it is possible that the newly created set of blocks process the data follow-

ing the sequential or the extremely sequential approaches described in Chapter Chapter 2. The 

stream approach will be explained in Section 6.1.3.   

 

In order to express that a task in the data path model is going to process a set of blocks, the follow-

ing properties must be used in the definition of the task in the DPML editor: 

 

• taskType: Indicates that the task is aimed to process a set of blocks for every page. The 

value that must be given to this property is 4. 

 

• numProcessedBlocks: Indicates the number of blocks that will be processed. 

 

• parallel: Indicates whether the blocks are processed using a sequential or an extremely se-

quential approach. The value given to this property is 1 in case the approach is sequential 

and 0 otherwise. 

 

• bufferDistribution: This property is used as described for the split page procedure. 

 

• bufferSize: This property is used as described for the split page procedure. 

 

Figure 6-8 illustrates the definition of a task that processes blocks in the DPML graphical editor. 

This task processes the blocks created by the task defined in Figure 6-5. 
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Figure 6-8. Definition of a task that processes blocks 

The implementation of the procedure to process blocks has been made using the classes depicted in 

Figure 6-1. The sequence diagram in Figure 6-9 illustrates the interactions among these tasks in 

order to create the set of corresponding block tasks instances. The method 

createBlockProcessingTask is invoked by the ElementRepository when a set of tasks to process 

blocks must be created. The steps that are executed then are:  

 

• Read the number of blocks that are going to be processed.  

 

• Read the total number of instructions for the page that is being processed and that has been 

previously split into blocks. 

 

• Read the values of the properties bufferDistribution and bufferSize in case they have been 

declared for the task. This is made in order to know how the distribution of the total 

amount of instructions will be made among the blocks. 

 

• Create BlockData instances for the data objects that will be written by each of the block 

tasks. The number of instances created is equal to the total number of blocks to be pro-

cessed (see Figure 6-2). The distribution of data among the instances is made according to 

the definition of the properties bufferDistribution and bufferSize.  

 

The BlockData instances for the data objects that must be read by each of the block tasks to be cre-

ated, are the same instances written by the block tasks created in a previous procedure; e.g. a split 

page procedure. A loop to create the new block tasks is initiated, and the number of iterations to be 

executed depends on this number of instances. In each iteration of the loop the following steps are 

carried out: 

 

• Create the read data journey for the block task, by invoking the method 

createReadDataJourneysBlockTask. This method receives as parameter the BlockData in-

stance and a set of buses used to read it from the storage resource where it was previously 

written by another block. A DataJourneyImpl instance is created after requesting it to the 

ElementFactoryImpl class. 

 

• Create the write data journey(s) for the block task, by invoking the method 

createWriteDataJourneysBlockTask. This method receives as parameter the BlockData in-

stance and a set of buses to be used to write it in a storage resource. The definition of a task 

that processes blocks can have one or more output ports. A data journey is created for each 

of this output ports, containing the related data object and the set of buses that are used to 

write the data. See Figure 6-6. 

 

• Create the block task that represents the block to be processed, by invoking the method 

createProcessingTask in the ElementFactoryImpl class. This task will process only the 

amount of instructions corresponding to one block in which a page has been previously 

split. This number of instructions will be defined depending on the bufferDistribution and 

bufferSize properties definition. 
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Figure 6-9. Procedure to process blocks 
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The block task is assigned a unique name composed by the name of the original task defi-

nition made in the graphical editor and the number of the block that is being created. E.g. 

ProcessBlock-Block-1 is given the first block. The task is also set as type Block.  

 

• Use the method setTotalBlockInstructionsNeeded to set the number of instructions to be 

processed by the block task, according to the bufferDistribution and bufferSize properties. 

This, in case the properties have been defined. Otherwise, the data is distributed evenly. 

 

• Set the original name of the task by calling the method setOriginalTaskName. This name is 

used to identify all the block tasks in the same way when the log file is written during the 

simulation of the data path. 

Merge- Split procedure 

The Merge-Split procedure is used in two cases: 

 

• Case 1: When a task reads all the data blocks which have been produced through the pre-

viously mentioned procedures, to merge them and split again the page into a new number 

of data blocks. This way of processing follows then an extremely sequential approach as 

the one explained in Chapter Chapter 2. 

 

• Case 2: When a task reads one by one the data blocks that have been produced through the 

Split page, or the Process blocks, or another Merge-Split procedure. Each read data block 

can be split again in a new number of data blocks. Each data block is read as soon as the 

previous block task has finished processing, following then a sequential processing ap-

proach as the one explained in Chapter Chapter 2. 

 

Streaming data is also possible for tasks that perform this procedure. This feature will be explained 

in Section 6.1.3.   

 

In both cases it is necessary to indicate the following properties in the definition of the task in the 

DPML graphical editor: 

 

• taskType: Indicates that the task is going to execute the Merge-Split procedure. The value 

given to the property must be 3. 

 

• numberUnitsInput: Indicates the number of data blocks that are going to be read and pos-

sibly merged during the Merge-Split procedure. 

 

• numberUnitsOutput: Indicates the number of data blocks that are going to be produced af-

ter finishing the Merge-Split procedure. 

 

• parallel: Indicates how the data blocks that are read are going to be processed. In case the 

value of this parameter is 0 the blocks are processed following the approach explained in 

the Case 1. In case the value of this parameter is 1 the blocks are processed following the 

approach explained in the Case 2.  

 

Figure 6-10 illustrates the example of the definition of a task that follows the approach ex-

plained in case 1. It reads the 4 data blocks produced by the task defined in Figure 6-8, 

merge them and splits the page in 6 new data blocks. Figure 6-11 illustrates the example of 

the definition of tasks that follows the approach explained in case 2. In this example, for 

each data block read, two new data blocks are produced. Therefore the number of output 

units must be the double of the number of input units. 

 

• bufferDistribution: This property is used as described for the split page procedure. 

 

• bufferSize: This property is used as described for the split page procedure. 
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Figure 6-10. Definition of a task that processes blocks following an extremely sequential ap-

proach (Case 1) 

 

Figure 6-11. Definition of a task that processes blocks following a sequential approach (Case 

2) 

As in the previous procedures, the implementation of the Merge-Split procedure has been made 

using mainly the classes used in Figure 6-1.The sequence diagram in Figure 6-12 illustrates the in-

teractions among those classes in order to Merge and Split data blocks. In this case the 

ElementRepository starts by invocating the createMergeSplitBlockTask method. The steps that are 

executed by this method are: 

 

• Read the property numberUnitsInput to know how many data blocks are going to be read. 

 

• Read the property numberUnitsOutput to know how many data blocks will be created. 

 

• Read the property parallel to know how the input data blocks will be read and how the 

output data blocks will be produced.  

 

• Read the total number of instructions corresponding to the whole page that is being pro-

cessed. The data blocks read have been produced when the page was split in a previous 

procedure. 

 

• Read the values of the properties bufferDistribution and bufferSize in case these have been 

declared for the task. 

 

• Create a set of BlockData instances which will be related to the block tasks produced by 

this procedure. These data blocks are written by each task in a storage resource. The num-

ber of instances is equal to the number of units output. When they are created, the total 

amount of data of the data object associated to the output pin of the original task is distrib-

uted among the instances. This is made taking into account the definition of the 

bufferDistribution and bufferSize properties. If they are not defined the data will be distrib-

uted evenly among the data blocks.  
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Once these steps have been executed, either one of two paths of execution can be followed depend-

ing on the value of the parallel property. In case the value is 1 the following steps are executed in a 

loop which number of iterations is equals to the number of output units. 

 

• Calculate a multiplicity value to know how many blocks will be produced by each pro-

cessed data block. This value is calculated as: 

  

 multiplicity = numberUnitsOutput / numberUnitsInput 

 

In the case of the task definition illustrated in Figure 6-11 two blocks will be produced by 

each block that is processed. 

 

• Read the BlockData instance that was written in a storage resource by the previous block 

task. This instance is going to be processed and possibly split by the block task. 

 

• Create the read data journey for the block task by invocating the method 

createReadDataJourneysBlockTask in the ElementFactoryImpl class. If for example two 

block tasks are going to be created for the data block that is being processed, the second 

block task is assigned to read the BlockData instance from a storage resource, and free the 

space there. Therefore the data journey created for that block task contains the correspond-

ing BlockData instance.  

 

• Create the write data journey for the task by invoking the method 

createWriteDataJourneysBlockTask in the ElementFactoryImpl class. If in the definition of 

the task there are more than one output pins declared, then a corresponding number of data 

journeys instances are created. Each data journey instance contains a reference of the data 

block that the task is going to process and write. 

 

• Create the task by invoking the method createProcessingTask in the ElementFactoryImpl 

class. The task must be given a unique name created from the original task's name plus the 

number of the block that is being created. E.g. MergeSplitParallel-Block-1 is created for 

the first block created on behalf of the original task. The type given to the task is Merge-

Split. 

 

• Set the number of instructions that the block task is going to process calling the method 

setTotalInstructionsNeeded. This number is calculated based on the definition of the 

bufferDistribution and bufferSize attributes. 

 

• Set the original task name in the block task, which is used to identify all block tasks with a 

unique name when creating the log file during the simulation. Call the method 

setOriginalTaskName to do this. 

 

In case the value of the parallel property is 0, the following steps are executed in each iteration of a 

loop that depends on the number of output units: 

 

• Create the read data journey for the block task that is going to be instantiated by invoking 

the method createReadDataJourneysMergeTask in the ElementFactoryImpl. Given the 

number of block tasks that will be instantiated, the last task created is assigned to read the 

BlockData instances produced by all the blocks that are being merged and release the space 

in the storage resource where they were written.  
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Figure 6-12. Creation of block task in the Merge-Split procedure 
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• Create the write data journey for the block task by invoking the method 

createReadDataJourneysBlockTask in the ElementFactoryImpl class. One of the 

BlockData instances created for the output data is associated to the data journey. As with 

the definition of other tasks, it is possible that the definition of the original task in the 

DPML editor states that there are more than one output pins. In that case, the correspond-

ing number of data journeys instances is created. 

 

• Create the block task by invoking the method createProcessingTask in the 

ElementFactoryImpl class. Here, as in the other case, each block task is assigned a unique 

name, a number of instructions and the name of the original task. The type given to the task 

is Merge-Split. 

Merge blocks procedure 

The Merge blocks procedure is executed for a task that merges all the data blocks produced or pro-

cessed by a previous task. The previous task could thus have executed the Split page procedure, the 

Process blocks procedure or the Merge-Split procedure. 

 

Figure 6-13 shows the definition of a task that merges blocks in the DPML editor. The only proper-

ty that must be defined for this type of task is the taskType which must be given the value 2.  

 

 

Figure 6-13. Definition of a task that merges blocks 

Figure 6-14 shows the interaction of classes during the creation of a task that merges data blocks. 

The ElementRepository starts by invoking the method CreateMergeTask. During the execution of 

this method the instantiation of the read data journey for the Merge task is made by calling the 

method createReadDataJourneysMergeTask. This task must read all the BlockData instances that 

were written in a storage resource by the previous block tasks, and releases the space for these data 

blocks. 

 

The write data journey for the task is instantiated by invoking the method createDataJourneys. This 

instance is associated to the data object that is written by the task and the set of buses used to 

transport this data to the storage resource.   

 

Finally, the task is created by invoking the method createProcessingMergeTask in the 

FactoryElementImpl class. The number of instructions that will be processed by the task is the total 

number of instructions corresponding to the whole page. Also the task is declared as type Merge. 

The task instance is instantiated from the class ProcessingMergeTaskImpl. 
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Figure 6-14. Creation of a task that merges blocks 

Dependencies and actions 

After the task instances described for each of the procedures have been created, it is necessary to 

establish the dependencies and actions necessary for their execution during the simulation. The 

same type of dependencies and actions that were described for the normal types of tasks in Chapter 

Chapter 5 are created for the new types of block tasks. The precedence dependencies, are especially 

important to allow the behavior desired among block tasks produced by for example a split proce-

dure and the block tasks produced by a process blocks procedure. This is taking into account the 

sequential and extremely sequential approaches that can be followed to process blocks between two 

consecutive tasks in a data path. 
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Figure 6-15 presents the ResVis plot that is produced after executing a simulation of the data path 

composed by the example tasks described so far. The plot has been generated after making a simula-

tion of the model that contains these tasks, processing 10 pages. In the figure the execution times of 

only four of the pages can be observed. 

 

For each page, it can be noticed that the last blocks produced by the Split and the ProcessBlocks 

tasks are smaller than the other blocks. This is due to the bufferDistribution property defined for 

these tasks. It can also be noticed that the task MergeSplitNonParallel uses an extremely sequential 

approach, since for each page, the execution of the task starts only when all the blocks have been 

already processed by the ProcessBlocks task.  

 

The following fact that can be observed, is the sequential approach used for the MergeSplitParallel 

task. In this case, for each of the blocks processed by the MergeSplitNonParallel task, two new 

blocks are produced immediately by MergeSplitParallel. Finally, the Merge task is in charge of 

merging the 12 blocks that were produced by the MergeSplitParallel task for each page. 

 

 

Figure 6-15. ResVis plot produced after executing tasks defined for the described example 

data path 

6.1.2.  Impositioning 

In this section, the implementation of the impositioning feature to combine two or more pages into 

one and process the resulting new page is described. As it was explained in Chapter Chapter 2, there 

are two types of impositioning: n-up and book. The n-up impositioning type has been the only one 

implemented in this project, since it was the only one required for the creation of the data paths that 

will be described in Chapter Chapter 7.  

 

In order to make impositioning, it is necessary that in a previous task in the data path some prepro-

cessing is made to the pages that are going to be combined. This preprocessing includes actions like 

rotating the pages and/or reducing their size. These actions are needed in order to produce a new 

page with a normal size. For example, when a 2-up impositioning procedure is going to be executed 

for 2 A4 pages, it could be needed that the total size of the pages is reduced to half. Thus when the 

pages are combined a new A4 page is generated. The necessary actions differ depending on the 

number and type of the pages that are going to be combined during the impositioning, and the type 

of page that is going to be produced. 

 

Taking into account the possibilities offered by the DPML editor, the rotation and reduction on the 

size of the pages is made in the definition of the task that makes the preprocessing in the data path. 

In the case of the 2 A4 pages that will be combined it could be possible to make a rotation and a 

reduction at the same time. The rotation would be made by switching the width and length values of 

the output data object produced after processing the page in the task, as it is illustrated in the task 

definition in Figure 6-16.  

 

Notice that in Figure 6-16 also the reduction on the size of the page has been made. This was by 

using a reduction factor of 2 to reduce by half the width dimension of the output data object.  
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Figure 6-16. Preprocessing of a page before going through impositioning 

Since pages can be processed as a whole or split in blocks, different cases were contemplated in 

order to develop the impositioning feature: 

 

• Impositioning of complete pages: Complete pages go through impositioning to create a 

new page. 

 

• Impositioning of pages that have been split in blocks: After splitting the pages in previous 

tasks, the data blocks corresponding to each page go through impositioning. In this case, 

during the impositioning procedure the data blocks related to each page are merged and 

then the pages are combined. 

 

• Split in blocks new pages that are produced after impositioning: It is possible that when 

producing a new page after the impositioning procedure, there are some steps in the data 

path that require to split the new page in blocks, process the blocks and merge them. In this 

case, the definition of the tasks that are executed after an impositioning task is similar to 

the already explained in Section 5.1.1.   

 

In each case the preprocessing of pages is always necessary.  

 

One important aspect that has also been taken into account, is the possibility that the number of 

pages that are processed during the execution of a data path, does not fit with the multiplicity of the 

number of pages combined in the impositioning. For example, when impositioning is made to com-

bine four A4 pages, and a total of fourteen pages are processed in the data path, then the 

impositioning procedure for the last two pages would be incomplete. In this case, during the real 

impositioning process of a printer, it is required that in order to create a normal A4 page after 

impositioning, the last two A4 pages are combined with other two blank A4 pages. This functionali-

ty has also been implemented for the Simulator. 

Design classes 

The classes used in the implementation of the impositioning feature are presented in Figure 6-17.  

 

In this case the Composite design pattern [9] was used in order to create the class 

PageImpositioningImpl that represents the new page created after combining other pages. The 

PageImpositioningImpl class implements the Page interface, so it has the same behavior of a normal 

page, but it is implemented taking into account that it is created as a composition of other pages. 

Therefore, the class has also a composition association to the Page interface which allows relating 

the instance of the imposition page with the set of PageImpl instances that are combined during the 

impositioning procedure. This composition allows associating the imposition page with as many 

normal pages as desired, allowing in consequence to combine any number of normal pages in the 

impositioning procedure. It is possible then that as required, during the definition of a task that 

makes impositioning, 2, 4, 6, 8, 9, or 16 pages are combined. See the definition of n-up 

impositioning in Chapter Chapter 2. 

 

The instantiation of each imposition page is performed as with other instances of classes, by the 

class ElementRepository. The ElementFactoryImpl is in charge to create the instance and return it to 

the repository, which will keep it to use it during the simulation. 
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Figure 6-17. Design classes used for impositioning implementation 

Impositioning procedure implementation 

The first step before creating the instance of a task that executes an impositioning procedure, is to 

create instances of the pages that will go trough impositioning and of the imposition page that will 

be produced after it.  

 

Figure 6-18 illustrates the way pages are instantiated in this case. An example of a data path created 

in the DPML editor is used to explain it. Normally the ElementRepository class creates PageImpl 

instances for the pages that will be processed, by reading the job file provided for the simulation. 

These instances are then used to create the instances of tasks that will be executed. As it has been 

explained in Chapter Chapter 5, a task instance is created by each possible combination of a task 

defined in the data path and a page.  

 

PageImpl 1

PageImpl 2

PageImpl 3

PageImpl 4

PageImpositionImpl 1

PageImpositionImpl 2

Association of page and imposition page instances

Create 8 tasks instances before
imposition

Create 6 tasks instances after
imposition

 

Figure 6-18. Instantiation of pages for a data path where there is an impositioning task 

 

Nevertheless, when there is a task that performs impositioning in the data path definition, the crea-

tion of the page instances is different. The instantiation made by the ElementRepository for the data 

path in Figure 6-18 follows the next steps: 
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• Create page instances for all the pages that will be processed in the data path using the 

PageImpl class. For example, when four pages are going to be processed in the data path 

defined in Figure 6-18, four instances of PageImpl are created. 

 

• Create a number of PageImpositionImpl instances that will be associated with the 

PageImpl instances. For example, if the 2-up impositioning is defined for the 

Impositioning task in Figure 6-18, then two instances of PageImpositionImpl are created. 

The first two instances of PageImpl are associated with the first instance of 

PageImpositionImpl and so on. 

 

• Create instances of the tasks ScanP and Processing for the four instances of PageImpl. 

Eight task instances are created in this case. The creation of these tasks instances is made 

as it has been previously described in Chapter Chapter 5. 

 

• Create instances of the tasks Impositioning, Process 2 and Print, associating them with the 

two PageImpositionImpl. Six tasks instances are created in this case. The creation of the 

Impositioning tasks instances is described in the sequence diagram illustrated in Figure 

6-19. 

 

Notice that using normal page instances for the creation of the tasks that must be executed before 

the impositioning, allows simulating their processing by the tasks before the imposition. Then, using 

the imposition page instances allows simulating the execution of impositioning creating new pages, 

and the execution of the remaining tasks in the data path only for these new created pages. 

 

The creation of a task instance that executes the impositioning depends on how the task was defined 

in the DPML editor. The following properties must be defined: 

 

• taskType: Indicates that the task must execute impositioning of previous pages. The value 

that must be given to this property is 5. 

 

• ImpositioningPages: Indicates the number of pages that will be combined during the 

impositioning procedure. This number should be the same as the reduction factor used 

when making preprocessing of the pages in a previous task. 

 

• reductionLength: Indicates whether the reduction in the size of the pages that will go 

through impositioning was made in the length dimension. The value given to the property 

must be 1 in case this reduction was made and 0 otherwise. 

 

• reductionWidth: Indicates whether the reduction in the size of the pages that will go 

through impositioning was made in the width dimension. The value given to the property 

must be 1 or 0 as in the previous case. 

 

• Merge: This attribute is not mandatory. It must be used in case the task is merging blocks 

for each of the pages that will go through the impositioning procedure. The value that must 

be given to this property is 1. 

 

Figure 6-20 illustrates the definition of a task that will perform impositioning in the DPML editor. It 

is important to notice that the width and length dimensions of the output pin must be given the val-

ues in pixels of the page that will be produced after impositioning. For example the values in pixels 

of the width and length dimensions of an A4 page. This will make possible that the data object pro-

duced in the simulator for this output pin has the size expected according to the produced page. This 

facilitates the definition of the size of the data objects read by the following tasks in the data path. 
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Figure 6-19. Instantiation of a task that executes the impositioning procedure 
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Figure 6-20. Definition of a task that will execute the impositioning procedure 

On the other side, the input pin in this impositioning task reads the size of the pages after they were 

reduced in the preprocessing task. Therefore the definition of the width and length dimensions given 

by this input data object is used to calculate the size of the impositioning page, making reference to 

the size of the combined pages.  

 

In the sequence diagram presented in Figure 6-19, the creation of a task instance that executes the 

impositioning procedure, starts by invoking the method createImpositioningTask in the 

ElementRepository. This method receives an instance of the PageImpositionImpl in order to instan-

tiate the task for that page. The steps that are executed are: 

 

• Read the property impositioningPages in order to get the number of pages that will go 

through the impositioning procedure. 

 

• Read the properties reductionLength and reductionWidth in order to know the type of re-

duction that was made to the pages in the preprocessing task. 

 

• Get the list of PageImpl instances that represent the pages that will go through 

impositioning. This list is retrieved by calling the method getAssociatedPages from the 

PageImpositionImpl instance. 

 

• Calculate the width and length that will be given to the PageImpositionImpl instance. This 

is made through a loop which number of iterations depends on the number of PageImpl in-

stances that were obtained. In each iteration the length and width values of a PageImpl in-

stance are read. Then, these values are added to the width and length variables that will be 

assigned to the imposition page.  

 

Two conditions are taken into account to make the calculation of the width and the length 

for the imposition page: If the reduction of the size of the pages was made in the length 

dimension, then the length of all the PageImpl instances is added. Otherwise, only the 

length of the first instance is used. On the other side, if the reduction was made in the 

width dimension, then the width of all the PageImpl instances is added. Otherwise, only 

the width of the first instance is used. 

 

In case the number of PageImpl instances is lower than the number of pages that should go 

through impositioning, the calculation of the width and length to be assigned to the imposi-

tion page must be completed. This consists on adding the amount needed to complete the 

correct values to simulate the size of the page that will be produced after impositioning; it 

simulates thus the addition of blank pages during the impositioning procedure. 

 

• Read the resolution in dots per inch for the width and the length dimensions that must be 

assigned to the imposition page. 
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• Set the width, length and resolutions in dots per inch to the PageImpositionImpl instance. 

These values will be used by the remaining tasks in the data path that will process this page 

instance. 

 

• Create the read and write data journeys for the task. There are two cases to consider in this 

point: 

 

o The task makes imposition of normal pages: In this case there is only one data ob-

ject per each of the pages. The method 

createReadDataJourneysImpositioningTask is invoked. This method uses the 

ElementFactoryImpl class to create one data journey instance per each data ob-

ject. This means that when the impositioning task is executed, it will read the data 

objects from the storage memory where they were written when the pages were 

processed in the previous task, and free the occupied space. 

 

o The task makes imposition of pages that have been split in blocks; therefore it 

must merge these blocks: In this case per each page there are as many data objects 

as blocks have been created after the page was split. The method 

createReadDataJourneysImpositionMergeTask is invoked. This method uses the 

ElementFactoryImpl class in order to create a data journey per each of the men-

tioned data objects. That means that when the impositioning task is executed, the 

data objects produced by each block task will be read from the storage resource 

where they were written. The space they occupy will be also released. 

 

The write data journey is created in both cases by invoking the method 

createWriteDataJourneysImpositionTask. This method uses the ElementFactoryImpl class 

in order to create a data journey that writes the data object produced by the task in a stor-

age resource. The data object instance, created out of the definition given by the output pin 

of the task, is associated to this data journey. 

 

• Create the impositioning task by invoking the method createProcessingTask in the 

ElementFactoryImpl class. The number of instructions that this task will process corre-

sponds to the size of the imposition page. The task is assigned the type Impositioning in 

case that it makes imposition of normal pages. Otherwise, it is given the type 

Impositioning-Merge in case it makes impositioning of pages that were previously split. 

  

It is important to highlight that the instance of the PageImpositionImpl that was used to create the 

task, is given the id of the first PageImpl instance that is combined during the impositioning proce-

dure. Therefore, when executing a simulation of a data path where the impositioning task is includ-

ed, the task will be identified also with the id of the first combined page in the log file produced. 

This can be observed in the ResVis plots illustrated in Figure 6-21 and Figure 6-22. 

 

The ResVis plot presented in Figure 6-21 illustrates the results obtained after simulating a data path 

where the impositioning task of Figure 6-20 is used. Five pages have been processed in this data 

path. As the impositioning task combines two pages, the fifth page has been combined with a blank 

page. 

 

 

Figure 6-21. ResVis plot produced after a simulation where impositioning is used 
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The ResVis plot presented in Figure 6-22 presents the results obtained after simulating a data path 

which uses an impositioning task that merges blocks. In the figure it can be observed that the page 

produced after the Impositioning task has been executed, is also split in new blocks by the following 

tasks in the data path.  

 

 

Figure 6-22. ResVis plot produced after a simulation where pages which have been split go 

through impositioning 

6.1.3.  Streaming data between tasks 

In Chapter Chapter 5 it was explained that a precedence streaming dependency can be established 

between tasks, in order to simulate the stream data approach described in Chapter Chapter 2. The 

stream approach can be used by tasks that process complete pages, and by tasks that split pages into 

blocks, tasks that process blocks and tasks that merge blocks.  

 

When it is desired that two tasks stream data among them in a data path, the property streamingType 

must be used in the definition of both tasks. The value given to this property in the definition of the 

task that starts streaming the data must be 01; the value given in the definition of the task that re-

ceives the data is 10. 

 

In the version of the Simulator at the beginning of this project, it was not contemplated that two 

tasks that stream data could be executed in different executors. It was thus necessary to make an 

improvement in the feature to stream data among tasks taking into account this case. In order to do 

it, a new TaskFinishDependency is added to the instance of the task that receives the data. This de-

pendency has as target the first task and is of type FINISH. Therefore, during the execution of the 

simulation the dependency doesn't allow the second task to finish until the first task has been al-

ready finished. This improvement has been made in the method 

addPrecedenceStreamingDependencies of the ElementRepository. 

 

Figure 6-23 illustrates an example of the definition of two tasks, Task_Slow and TaskFast, which 

stream data. Task_slow is executed on a slow executor and TaskFast is executed on a fast processor. 
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Figure 6-23. Definition of two tasks which stream data 

The ResVis plot in Figure 6-24 shows that after adding the finish dependency to the TaskFast in-

stances, effectively the Task_Slow always finishes first, even when they are processing the same 

amount of data over different executors. 

 

 

Figure 6-24. ResVis plot that shows the result of a simulation where tasks that stream data are 

executed in different executors 

 

A feature to stream data between tasks that produce, process or merge blocks has also been imple-

mented. In order to do it, a new method called addBlockPrecedenceStreamingDependencies is in-

voked by the ElementRepository when one of the tasks or the two tasks that stream data are also 

processing blocks. The definition of the tasks in the DPML editor is the same already described in 

the Section 6.1.1.  , adding the property streamingType when data streaming is desired. 

 

Figure 6-25 presents an example of the definition of two tasks that stream data. The SplitB task pro-

duces four blocks which are processed by the BlocksB task. The precedence streaming dependencies 

are established among the instances of these tasks, so during the simulation of a data path that con-

tains them the data streaming behavior is simulated. The ResVis plot presented in Figure 6-26 

shows the results of such a simulation. It can be observed that besides the SplitB and the BlocksB 

tasks, the BlocksB2 and MergeB tasks are also streaming data.  
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Figure 6-25. Definition of tasks that produce and process blocks and stream data 

 

Figure 6-26. ResVis plot of a simulation where tasks that produce and process blocks are also 

streaming data 

6.1.4.  Buffering pages 

When executing the simulation of a data path, sometimes it is necessary that before starting the exe-

cution of one of the tasks, it waits until an n number of pages have been processed by the previous 

tasks before starting its execution. For example, it can be necessary that before a Print task starts its 

execution, at least 3 pages are processed by the previous tasks in the data path, and stored in a ram 

memory. After the first three pages have been buffered in the memory, the task starts being execut-

ed for these pages and for the other remaining pages that must be processed in the data path. 

 

Figure 6-27 presents an example of the definition of the mentioned Print task. The property buffer-

ing must be defined in case it is desired that the task waits for the buffering of the first three pages. 

In this example, this property has then been given the value 3. 

 

 

Figure 6-27. Definition of a task that waits until three pages have been buffered before being 

executed 



 

94 

 

When the buffering property is defined for a task, a taskFinishedDependency is added to the first 

instance created for the task. In the example of Figure 6-27, the first instance of the Print task is 

created for the page 1. The method addBufferingDependencies has been added to the 

ElementRepository class, in order to add this dependency, which has as target the third instance of 

the task which is executed before the Print task in the data path. This instance is associated to the 

page 3 and it is set as the target since the number of pages that must be buffered is three.  

 

The added dependency is of type START. This means that the execution of the first instance of the 

Print task cannot be started until the third instance of the previous tasks has finished its execution. 

When this happens, it is sure that the three pages have been processed and written in the ram 

memory. Figure 6-28 illustrates this concept. 

 

Task1 – Page 1 Task1 – Page 2 Task1 – Page 3 Task1 – Page 4 Task1 – Page 5

Buffering task-
Page1

Buffering task-
Page2 …

TaskFinishedDependency

Buffer 3 first pages after being processed by Task 1

 

Figure 6-28. TaskFinishedDependency added to the first instance of the task that must wait for 

buffering 

 

The ResVis plot presented in Figure 6-29 shows the result obtained after simulating a data path 

where the Print task has performed buffering of three pages. It can be seen that the three first three 

pages are only printed when they have been processed by other tasks. 

 

 

Figure 6-29. ResVis plot produced after the simulation of a data path where buffering is per-

formed                           

6.2    Conclusion 
The implementation of the features described in this chapter corresponds with part of the require-

ments documented in Chapter Chapter 4. They have been chosen to be implemented given the im-

portance they had to add more functionality to the existing version of the Simulator at the beginning 

of the project. 

 

These new features made possible the creation and simulation of two real data paths, which was 

required in order to introduce the use of the DPATCH tool chain in the company. 

 

Other requirements listed in Chapter Chapter 4 must still be implemented, but were not considered 

in the scope of this project due to time limitations. Their development will be considered as future 

work to be performed in order to add more usability to the tool chain. 
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Chapter 7. Validation 
 

 

Since the main goal of this project is to make the DPATCH tool chain usable for data path design-

ers, the validation procedure has been based on the creation of real data path models. An additional 

mechanism to test the functionality of the tool chain has been the use of a testing framework in or-

der to prove that its functionality remains correct and complete after the additions that have been 

introduced in the Simulator. 

 

A description of these procedures, results obtained and improvements made, can be found in this 

chapter. 

7.1    Validation procedure 
The creation of real data path models is the main procedure followed for the validation of the func-

tionality implemented during this project. These models are based in specific requirements provided 

by data path designers of two projects, here called A and B. The steps followed during the valida-

tion procedure are described in the following sections for each of the data paths. 

7.1.1.  Data path model A 

The data path model for Project A was developed in an incremental way using information provided 

by the data path designer. A first version of the model, which had been already created in a previous 

OOTI project, was used as an initial point of discussion. Several versions of the model were created 

after the original one during a number of development iterations. Each version contains improve-

ments to the already modeled characteristics of the previous one. In order to make these improve-

ments, the procedure followed consisted on the next steps: 

 

• Assess the features modeled or to be modeled along with the data path designer during a 

review session. In each of these meetings, there was a discussion on some specific feature 

of the data path. When some error was detected in the model or there was room for im-

proving the way it was made he suggested a way to change it.  

 

In some cases, he suggested also to observe the performance of one feature already mod-

eled, by making simulations with predefined values and checking whether expected results 

were generated. These expected results were provided by him, given that they could be ob-

tained from real experiments. 

 

• Make the changes and simulations suggested by the data path designer and obtain results to 

be discussed in the following review session comparing them with the expected results. Af-

ter analyzing the simulation results versus the results expected, new suggestions to improve 

the way a task or hardware resource were modeled were proposed. These suggestions were 

made with the aim to produce the results expected.  

 

• Make improvements suggested on the model and execute new simulations in order to 

check whether the improvements proposed were correct. Obtaining the expected result 

demonstrated that the model was correctly made and the tool chain provided enough func-

tionality to model and simulate all required characteristics of the data path. 

 

• Add new features to the model. This happened because in some review sessions the data 

path designer proposed the addition of new features, such as new tasks and hardware re-

sources. 

 

• Make simulations to observe the behavior of the model with the new features, obtain re-

sults, analyze the results along with the data path designer and make necessary improve-

ments. This was made following the same approach described in the previous steps.  

 

After several iterations a stable version of the model was created. In this version there is still room 

for adding features, especially after the implementation of new functionalities in the tool chain, 
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which are planned as future work. Nevertheless, the essential characteristics of the data path have 

been included, and are already usable for the data path designer to make experiments and discover 

possible improvements to the data path design.  

Improvements to the new Simulator implementation 

The procedure followed during the creation of the data path model, was not only useful to validate 

that this model could be created representing most of its characteristics. It was also helpful to find 

out that some new functionality implemented in the Simulator should be corrected or improved. 

One of these functionalities was the possibility to add more than one output pin to the tasks that split 

or process blocks. The implementation of this functionality has been described in Chapter Chapter 

6. 

 

Another important problem discovered, was the fact that the total execution time of the Simulator 

grew very fast following a linear tendency when a big amount of block task instances had to be pro-

cessed. This happened in two cases: 

 

• When at least one of the tasks in the model involved the creation and processing of blocks, 

and many pages were used during an experiment to simulate the execution of the model. 

For example, if 300 blocks were created and processed by tasks in the model, and 1000 

pages were used during an experiment, then 30000 block tasks instances had to be created 

in the Simulator. 

 

• When the tasks that produced or processed blocks, generated a big amount of blocks per 

page. For example, when a 2500 blocks were created and processed in the model, and 10 

pages were used during an experiment, then 25000 block task instances had to be created 

in the Simulator.  

 

The graph illustrated in Figure 7-1 shows an example of the behavior of the Simulator when pro-

cessing big amounts of blocks for the data path A. It can be observed that the total time elapsed dur-

ing the execution of the simulation of the data path, was measured in 19 experiments. The data used 

to generate it is presented in Table A - 1 in Appendix 3; there, the total number of block tasks in-

stances to be processed in each experiment is calculated as the number of blocks generated per each 

task that processes blocks, times the number of these tasks. This result is multiplied by the number 

of pages processed during the experiment. For example, when 8 pages are processed, 20000 blocks 

are instantiated because there are 5 tasks generating 500 blocks each. The number of pages to be 

processed in each experiment increases in 8, thus the number of blocks increases in 20000. 

 

In order to analyze in more detail the total execution time, the measurements have been made for 

two different steps inside the Simulator:  

 

• The initialization time. This is the time that it takes to create the instances of all the tasks 

for each page, including the case when block task instances to split a page are created, and 

set their dependencies and actions. 

 

• The simulation time. This is the time that it takes to execute the simulation loop described 

in Chapter Chapter 5. During the execution of this loop, the processing of each task instan-

tiated is simulated. 
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Figure 7-1. Execution time of the simulator grew showing a linear tendency, but incrementing 

the execution time very fast 

Given this differentiation in time measurements, in the graph in Figure 7-1 it can be noticed that the 

initialization time was mostly influencing the long duration of the total execution time during each 

experiment. In the graph the linear growth tendency can be observed up to the experiment per-

formed with 200000 blocks. After this point, the initialization time as well as the simulation time 

decreased, due to the fact that the size of the heap of the virtual memory was increased.  

 

The reason to make this increment in the virtual memory, was that when making the next experi-

ment with 220000 blocks the memory was not enough and an error exception was produced without 

letting the experiment to be finished. It can be seen in Table A - 1 that up to 200000 blocks, the ex-

periments were performed assigning 1024 MB to the maximum size of the heap. After this point, a 

new size of 3000 MB was assigned in order to be able to run more experiments.  

 

Notice that in case the size of the heap would have been increased before it reached the point where 

the memory is insufficient, then the linear tendency of the execution time would have been kept. 

This could be made for example from the point where 160000 were being processed.   

 

Nevertheless, even with the increment in the size of the heap of the virtual memory, both the initial-

ization and the execution time started increasing again very fast. In this way, a total execution time 

of 916.032 seconds was reached when 380000 blocks were instantiated in the last experiment. 

 

The results obtained conduced to the conclusion that improvements should be made to the way the 

instances of tasks that process blocks were created. In order to do it, a profiler tool included in the 

IDE of NetBeans was used to measure the execution time of each method invoked during the instan-

tiation and simulation steps. It was thus found out that one function used to sort a Set (collection 

from Java) was causing the big delay during the instantiation step.  

 

A first refactoring of the code was made to eliminate this function and the data structure was 

changed for a SortedMap (collection from Java). The graph presented in Figure 7-2 shows that after 

this change, there was a decrement in the instantiation time. Table A - 2 in Appendix 3 shows the 

data used to generate this graph. The same experiments performed with the version of the Simulator 

before the refactoring was made. In order to compare how the Simulator behaved after the refactor-

ing, the size of the heap of the virtual memory was also incremented from 1024 MB to 3000 MB 

after the experiment with 200000 blocks. 
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Figure 7-2. in instantiation time influenced the decrement in the total execution time 

From the graph it can be noticed that the execution time grew linearly, but this time the simulation 

time was the one that had the biggest influence on the total execution time. It can be seen also, that 

as well as in the previous experiment, there was a peak in the execution time for the experiment 

with 200000 blocks. Up to this point the virtual memory was 1024 MB and the initialization time in 

this segment was in average 21% of the initialization time that could be observed in the same seg-

ment in Figure 7-1.  

 

Starting experiments with 220000 blocks, when the virtual memory was assigned 3000 MB, the 

initialization time decreased to be in average 17% of the initialization time in that segment in Figure 

7-1. In this second segment the linear tendency continued, but this time the line shows a slower 

growth, reaching an execution time of 335.446 seconds for the last experiment with 380000 blocks. 

Comparing the total execution times for both sets of experiments, it can be concluded that an aver-

age improvement of 59% in the execution time was achieved. 

 

Once the first refactoring was finished another profiling of the application was made. Based on the 

results obtained it was decided that it was still possible to reduce the simulation time, by refactoring 

also the function in charge to write the logs produced during the simulation. The code of this func-

tion was analyzed and the possible changes were made. Figure 7-3 shows the results obtained after 

performing again the same set of experiments described in the previous two cases.  The data used to 

generate the graph is presented in Table A - 3 in Appendix 3, where the execution times for the 19 

experiments show that there is a decrement especially in the simulation time. This decrement influ-

ences also the decrement in the total execution time.  

 

The instantiation time remains almost the same and along with the simulation time, it presents a 

linear tendency that grows slower than in the two previous cases. In the graph the two segments 

which depend on the heap size of the virtual memory can be observed. In both segments the new 

simulation time is in average 53% of the simulation time that was obtained before the second refac-

toring. These results also in an average diminution of 29% in the total execution time with respect to 

the time obtained after the first refactoring. As consequence the total execution time for the last ex-

periment with 380000 blocks has decreased from 916.032 seconds, to 229.249 seconds after all im-

provements performed in the source code of the Simulator. 
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Figure 7-3. Decrement in the simulation time influenced new decrement in the total execution 

time 

In summary a total average improvement of 70% has been achieved in the execution time of the 

Simulator. Experiments with big amounts of blocks were executed to measure and improve the per-

formance of the tool; thus, it is possible to conclude that the tool chain can be used to create real 

data path models and conduct experiments with large amounts of data, still offering a good rate of 

productivity. 

7.1.2.  Data path model B 

The data path model for the project B was developed mainly making use of the documentation 

about the data path provided by the DSEIR developer. This documentation presented several details 

regarding the sequence of tasks to be executed in the data path, their behavior, results expected after 

their execution in a simulation, and also about the hardware platform. Thus, working in constant 

communication with the DSEIR developer it was possible to create a model that reflects the re-

quirements for the data path, as they have been requested by the data path designer. 

 

The model for the project B consists on a number of use cases, for which different data paths mod-

els were created. For the development of the model of each data path, the same steps were followed:  

 

• Create a first version of the model where all the tasks are represented, along with the hard-

ware platform and the corresponding mapping among tasks and hardware resources. This 

was made using the documentation provided. 

 

• Validate the model with the DSEIR developer, who provided more detailed information 

about definition of tasks and hardware resources that were not correctly modeled.  

 

• Perform simulations with the created model. The simulations were run using the same data 

used for the simulations performed with the DSEIR models. In this case, the data emulates 

the processing of a set of 10 A4 pages. Also the same compression factors were used for 

the processing of the data by some of the tasks in the data path.  

  

• Compare the results of the simulations performed with the DPATCH tool chain with the 

results obtained after using DSEIR. 

 

• Analyze the differences observed in the execution time of the tasks when comparing results 

produced by both types of simulations. Some of these results, allowed conclude that some 

changes could be made in the model of the data path or the hardware platform, in order to 

reduce the differences found.  
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• Make necessary changes to the model in order to eliminate detected differences in the exe-

cution times. The eliminated differences in this case could be removed because they were 

caused by some errors in the definitions of tasks or the hardware resources. 

 

Other differences detected in the execution times were not possible to be eliminated just with 

changes to the model. A more detailed description and analysis of these differences is made in the 

following section. The result of this analysis showed that, when possible, it was necessary to make 

some improvements in the implementation of the Simulator. 

Analysis of differences in execution times - DPATCH vs. DSEIR  

Some differences in execution times were not originated by the way the data path model was creat-

ed. In order to understand the reasons behind these differences, an analysis of the log files generated 

after the simulations was made. Also, the procedures used by both tools to perform the simulations 

were compared.  

 

Figure 7-4, illustrates the differences in the execution times detected in the ResVis plots where the 

results of the simulations can be visualized. After analyzing also the corresponding log files, it was 

detected that the results looked almost similar; nevertheless, the following differences were detect-

ed: 

 

1. The execution time of the all the blocks of the task1 is 0.012 seconds in the model created 

with the DPML language of DPATCH, while in DSEIR is 0.012 for some blocks or 0.013 

seconds for others. 

 

2. The execution time of the last block of the task2 is 0.005 seconds in DPML while in 

DSEIR is 0.004 seconds. The time for all the other blocks is 0.005 seconds in both cases. 

 

3. The execution time of the task3 is 0.400 seconds in DPML while it is 0.401 seconds in 

DSEIR. 

 

Figure 7-5 shows the main differences between the traces of the DPML model and the DSEIR mod-

el for the second use case. These differences are: 

 

1. The execution time of all the blocks of the task1 is 0.008 seconds in DPML while it is 

0.007 seconds in DSEIR. Additionally, in the DPML model 12 blocks can be buffered in 

the memory, while in the DSEIR model only 5 blocks are buffered.  

 

2. The execution time of the blocks of the task2 is 0.002 seconds in DPML while it is round-

ed to 0 in DSEIR. 

 

3. The execution time of the last block of the task3 is 0.015 seconds in DPML while it is 

0.013 seconds in DSEIR. The time for all the other blocks is 0.015 seconds in both cases. 

 

4. The execution time of the last block of the task4 is 0.028 seconds in DPML while it is 

0.024 seconds in DSEIR. 

 

 



 

101 

 

0.012

0.005

0.400

0.013

0.004

0.401

Trace produced from DPML model

Trace produced from DSEIR model 

 

 

 

 

 

 
     

 

 

 
 

 

 

 Task 1 

 Task 1 

 Task 2 

 Task 2 

 Task 3 

 Task 3 

 

Figure 7-4. Differences in execution times use case 1 
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Figure 7-5. Differences in execution times use case 2 
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Figure 7-6 shows the main differences between the traces of the DPML model and the DSEIR mod-

el for the second use case. These differences are: 

 

1. Task 1 and Task 2 are executed on the same hardware resource in the data path. It can be 

observed that in the model produced with DPML, one of the blocks of Task 1 has to wait 

until all blocks of Task 2 are executed. Then, this block can finish also its execution. On 

the other side, in the model produced with DSEIR, the blocks of Task 1 and Task 2 share 

the resource in a proportional same way. This allows to the block related to Task 1 finish in 

a shorter time than it takes in the DPML model. 

 

2. The execution time of the last block of Task 1 is 0.006 seconds in the DPML model, while 

it is 0.004 seconds in the DSEIR model. For all the other blocks the time is 0.006 seconds 

in both cases. 

 

 

Figure 7-6. Differences in execution times use case 3 

After making a more detailed analysis of the differences mentioned by observing the execution time 

of the tasks in the log files, the conclusions described in the following sections were obtained. 

ResVis way of rounding numbers 

In some cases, the differences observed in the execution times visualized, are originated because of 

the way ResVis rounds numbers in order to display them. 

Task 1 in use case 1  

Table 7-1 presents the execution times for two of the blocks of task 1, produced by DSEIR and 

DPML. It can be observed for the execution times produced by DSEIR, that the number 0.0125 is 

rounded sometimes to 0.013 and sometimes to 0.012.   
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Block3 Start time(sec) End time(sec) 
Execution 

time(sec) 

ResVis visualized 

time(sec) 

DPML 0.8240001 0.836 0.11999 0.012 

DSEIR 0.825 0.8375 0.0125 0.013 

 

 

Block4 
Start 

time(sec) 
End time(sec) 

Execution 

time(sec) 

ResVis visualized 

time(sec) 

DPML 0.836 0.848 0.012 0.012 

DSEIR 0.8375 0.85 0.0125 0.012 

Table 7-1. Differences in execution times for task 1 of use case 1 

Different mechanisms to measure execution time 

Another difference observed in Table 7-1 is in the total execution time produced by the simulations. 

In average for all the blocks, the divergence in execution time between DPML and DSEIR is 0.0005 

seconds. This variation might be produced by the different approaches used by DPML and DSEIR 

simulators to measure the execution time of a task. 

 

In DSEIR, the time step used to measure the execution time of the tasks is based on the occurrence 

of events. This makes the length of every time step not to be always the same. Figure 7-7 illustrates 

this concept. As it can be observed, every time a task starts or finishes the current time is registered. 

This makes for example the first step to have duration of 3 seconds, while the second time step has 

duration of 2 seconds. This approach to register the start and end execution times for tasks and thus 

calculate their duration gives a considerable good degree of accuracy to the results obtained after the 

simulation. 

 

Task 1

Task 2

0 3 5 9
Seconds

3 Seconds 2 Seconds 4 Seconds
 

Figure 7-7. DSEIR time step 

The way the calculation of the execution time for a task is made in DPML has been previously ex-

plained in Chapter Chapter 5. As it was stated there, a fixed time step is always used. Usually a val-

ue of 0.001 second (1 millisecond) is used to simulate the pass of the time during the simulation. 

Each time a millisecond has passed, the initial or final execution time of tasks is registered, in case 

those tasks started or finished during that range of time. Nevertheless, it can be changed when re-

quired to for example 1 microsecond in order to achieve more accuracy in the results of the simula-

tion.  

 

The accuracy of the results depends on the time step. This is because it influences the calculation of 

the number of instructions that can be executed for a task, within that time step and depending on 

the executor resource.  

 

It could be that for example 0.03 bytes can be executed for a task during each time step of one milli-

second. If the total size of the page to be processed by that task is 110 bytes, then after 3666 milli-

seconds have passed the simulator has already executed 109.98 bytes. Subsequently, during the fol-

lowing millisecond the remaining number of instructions is only 0.02 bytes.  
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Usually, only the time that it would take to execute those 0.02 bytes should be taken into account. 

However, given the duration of time step, the task is considered as finished only after the whole 

millisecond had passed. Thus, it is still considered in the total execution time of the task making it 

3667 milliseconds, when it should be 3666.67 milliseconds. 

 

There is additionally other round mechanism used by the Simulator: A task can be declared as fin-

ished during the duration of a time step, when the number of instructions to finish the task could be 

finished during half of the following time step. For example, if only 0.01 bytes were left to finish 

the execution of the mentioned task in the following millisecond, then the simulator would declare 

the task as already finished at the end of the current millisecond. This happens, given that during 

one millisecond 0.03 bytes can be executed. In that case the total execution time of the task would 

be rounded to 3666 milliseconds, because as the task was declared as finished the simulator will not 

execute it anymore. 

 

These different approaches used by DSEIR and DPML, are the reason why in some cases the execu-

tion time of a task in both simulations can differ in less than one millisecond. Taking into account 

that the time step used in DPML can be decreased from 1 millisecond to for example one microsec-

ond, this difference could be reduced.  

 

Table 7-2 shows that in fact, in the case of task 1, the differences in the execution times of the 

blocks decrease when the value of the time step was also decreased. The results of the simulation 

presented in Table 7-1 were generated after using a time step of 1millisecond. On the other side, the 

more accurate results of the simulation presented in Table 7-2 were generated after using a time step 

of 1 micro second. 

 

Block3 Start time(sec) End time(sec) 
Execution 

time(sec) 

ResVis visualized 

time(sec) 

DPML 0.824892 0.8373379 0.0124459 0.012 

DSEIR 0.825 0.8375 0.0125 0.013 

 

Block4 Start time(sec) End time(sec) 
Execution 

time(sec) 

ResVis visualized 

time(sec) 

DPML 0.8373379 0.849784 0.012446 0.012 

DSEIR 0.8375 0.85 0.0125 0.012 

Table 7-2. Differences in execution time decrease when the value of the time step is also de-

creased 

Task 1 in use case 2 

The difference in the time execution of the blocks was also generated by the different approaches 

used in both tools to calculate the execution time of tasks. Table 7-3 presents the execution time of 

the block 1 obtained from the log files. The simulation with the model made in DPML was made 

first with a time step of 1 millisecond. As it can be seen the execution time is 0.008 due to the fact 

that the Simulator takes into account the last whole millisecond as part of the total time. 

 

In order to research whether the execution time would decrease when using a smaller time step, the 

simulation was also made with a time step of one micro second. In this case the execution time ob-

tained from the log was smaller than in the previous case. Nevertheless, since ResVis rounds the 

numbers to only 3 decimal ciphers for the visualization the observed time step in the ResVis plots is 

still 0.008 seconds. 

 

In this case, it would be valid to slightly tune the number of instructions to be executed for this task 

in order to get a result more accurately closer to the one produced by the DSEIR model. 
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Block 1 
Start 

time(sec) 
End time(sec) 

Execution 

time(sec) 

ResVis visualized 

time(sec) 

DPML (time 

step in  

milliseconds) 

1.213 1.221 0.008 0.008 

DPML (time 

step in  

microseconds) 

1.221137 1.228829 0.007692 0.008 

DSEIR 1.2135 1.2205 0.007 0.007 

Table 7-3. Differences in execution times for task 1 in use case 2 

Different approaches to create blocks 

In some cases the differences observed in the execution times were originated by the use of different 

approaches to create blocks when splitting a page. 

Task 2 in use case 1  

Table 7-4 presents the difference in the execution times obtained for the last block of the task 2. 

 

Block4 
Start 

time(sec) 
End time(sec) 

Execution 

time(sec) 

ResVis visualized 

time(sec) 

DPML 1.488 1.493 0.005 0.005 

DSEIR 1.49096 1.49505 0.00409 0.004 

Table 7-4. Differences in execution time for task 2 in use case 1 

In this case, the difference in the execution time was observed only for the last block. It could be 

possible that the other factors already explained influenced this result. Nevertheless, when these 

numbers were obtained, only the approach to assign an even number of instructions to the blocks 

created after splitting a page was being used in the DPML simulator (see Chapter Chapter 6).  

 

The difference can be thus explained taking into account that in DSEIR, the distribution of instruc-

tions among the blocks can be made using the even approach and the approach based on the buffer's 

slot size. For the distribution of instructions among blocks during the creation of this task, the buffer 

approach was used in DSEIR. Therefore the number of instructions to be processed for the last 

block was less in the DSEIR model than the number assigned to this block in the DPML model. 

Consequently, the execution time for the block was lower in the DSEIR model than in the DPML 

model. 

 

The implementation of the use of the buffer approach was made for the DPML Simulator after this 

difference was discovered. This implementation has been explained in Chapter Chapter 6. Once the 

changes in the model were made in order to use the buffer approach, the execution time of the last 

block is now 0.004 seconds instead of 0.005 seconds in the model created with DPML.  

Tasks 3 and 4 in use case 2 

In this case, the difference in the execution times was also generated by the use of different ap-

proaches to distribute data among the blocks in the DPML and DSEIR model. After the implemen-

tation of the buffer approach described in Chapter Chapter 6, the difference disappeared. The execu-

tion time of the last block of the task 3 is now 0.013 seconds instead of 0.015 seconds in DPML. 

The time for all the other blocks is 0.015 seconds in both cases. 

 

Regarding task 4, the found dissimilarity was produced also due to the use of different approaches. 

In this case, nevertheless, the number of instructions to be processed for the task has been tuned in 

order to get the same execution times produced by DSEIR. Therefore, in order to use the buffer ap-

proach it was also necessary to tune the buffer size in the definition of the task (in order to see how 

to define a task using this mechanism, please refer to Chapter 6). Once the new approach was used, 

the execution time obtained for last block changed to 0.024 seconds in DPML as it was expected. 
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Differences in execution times for tasks in use case 3 

Same as in the previous use cases, the difference detected in the execution time of the last block of 

task 1, is due to the different approaches used by DPML and DSEIR to create blocks. The number 

of instructions to be executed for this task was tuned. Therefore, in order to use the buffer distribu-

tion approach, the buffer size was also tuned according to the number of instructions to be executed 

in the definition of the task (see Chapter Chapter 6). Once the use of the buffer approach was made, 

the execution time of the last block of the task also changed to 0.004 seconds in DPML. 

Difference in number of instructions assigned 

The number of instructions to be processed by a task in both models had some slightly variations in 

some cases. This was another reason why the difference in execution time was originated. 

Task 3 in use case 1 

Table 7-5 presents the difference in the execution times obtained from the log files for the task 3. 

 

Task3 Start time(sec) End time(sec) 
Execution 

time(sec) 

ResVis visualized 

time(sec) 

DPML 1.794147 2.194147 0.400 0.400 

DSEIR 1.7716684027777778 2.173168402777778 0.4015 0.401 

Table 7-5. Differences in execution time for task 3 in use case 1 

When performing the simulation of the model created with DPML, the execution time of 0.400 se-

conds is always obtained, even when using time steps of 1 microsecond and 1 nanosecond. Given 

this, the difference with DSEIR cannot be related to the different mechanisms that both tools use to 

measure the execution time.  

 

It could be assumed nevertheless, that this difference is originated due to a difference in the number 

of instructions that this task processes in both models. A slight tuning in the number of instructions 

to be processed by the task in the DPML model could produce the same execution time produced by 

DSEIR.  

 

In the case of this task, the number of instructions to be processed in the DPML case corresponds 

with the size in bytes of each page processed there. However, when running a task in a hardware 

resource it can happen that the number of instructions is not related to the size of the page. It is pos-

sible that the number of instructions is related to the instructions needed to process the page by a 

specific algorithm used by the task. This is the reason why it is allowed to tune the number of in-

structions as it has been mentioned.  

Task 2 in use case 2 

Table 7-6 shows the differences in execution time for the first block obtained from the log files. The 

difference in the execution time of the blocks in this case, was also due to the number of instructions 

that must be executed for the task. In the DPML case the number of instructions assigned was relat-

ed exactly to the size of the page, whereas in the case of DPML the number of instructions assigned 

is smaller. Given this fact, tuning the number of instructions would produce a more accurate result 

after the simulation. 

 

Block1 Start time(sec) End time(sec) 
Execution 

time(sec) 

ResVis visualized 

time(sec) 

DPML 1.236 1.238 0.002 0.002 

DSEIR 1.2355 1.2356898871527777 0.000189 0 

Table 7-6. Differences in execution times for task 2 in use case 2 

 



 

107 

 

No possibility of assigning slots in a buffer 

The buffering difference observed for the task 1 of the use case 2, was not solved in the context of 

this project due to time restrictions. It was observed that this difference was created because in 

DPML it is not possible to indicate the amount of slots that could be located inside a ram memory, 

and neither their size.  

 

This happens for example, when a task produces blocks of 10 MB, that should be stored in slots of 

15 MB, located in a buffer of a memory ram which capacity is75 MB. In that case, in DPML it is 

not possible to create the memory ram and indicate that there should be slots of 15 MB each one.  

 

In a normal situation, where the size of slots was specified, when a block was stored in a slot, only 

10 MB of its total size would be occupied and the remaining 5 would not be used. If there were 5 

slots, thus only 5 blocks could be stored at the same time in the memory. 

 

Since this distinction cannot be made in DPML, what happens is that when a block is stored in the 

memory, it occupies 10 MB, and the rest of the memory remains empty. In the case of the described 

memory, this implies that after storing the block, still 65 MB are free and available to store the other 

blocks. Thus, seven blocks can fit in this memory at the same time. 

 

This situation explains why, as observed in Figure 7-5, in the case of the DPML model 12 of the 

blocks of the task 1 can be stored at the same time, while only 5 blocks can be stored at the same 

time for the DSEIR model.  

7.2    Regression testing framework 
A regression testing framework was also used in order to keep control over the correctness of func-

tionality implemented in the simulator. This framework contains a set of test cases that make simu-

lations for different types of models. The aim of it is running it each time a new version of the simu-

lator has been generated with a new functionality. In this case the regression tests must be ran in 

order to verify that when the models are simulated with the new version of the Simulator, the results 

produced are the same as the results that have already been produced with previous versions. 

 

Appendix 2 describes the way this regression test framework can be configured and used. Also how 

to add new tests cases each time a new functionality has been added to the Simulator. 
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Chapter 8. Process and project man-

agement 
 

 

During the development of this project two main activities were performed: The improvement of the 

DPATCH tool chain and the creation of the models for real data paths. In the following sections it is 

described how the tasks involved in these activities were planned and executed. In order to do this 

first 

8.1    Work breakdown structure 
Table 8-1 presents the work breakdown structure of the project. A description of the tasks per-

formed in each phase and the produced deliverables are listed.  

 

Phases Description Deliverables 

Domain analysis 

Learn about the DPATCH tool chain: How to 

use the tools to create a model and simulate it. 

 

Get general knowledge about data path do-

main. 

 

Get familiar with source code of the Simula-

tor. 

None 

Data path analysis and 

modeling Version 1 

Meet data path designers to learn about the 

structure of data paths to be modeled. 

 

Create first version of the data path models 

using the tool chain. This version only con-

tained the characteristics of the data paths that 

could be modeled with the version of the tool 

chain that existed before starting this project. 

Documents describing 

structure of the data 

paths to be modeled. 

 

Initial version of data 

path models created with 

the tool chain. 

Gather requirements 

Interview data path designers to identify the 

features they would like to find in a tool to 

model and simulate data paths. 

 

Analysis of the features that were missing in 

the tool in order to model the data paths de-

scribed in the previous phase. 

 

Agree on a list of requirements and prioritize 

them according to their importance to model 

completely the data paths. 

Requirements document 

Design and Implemen-

tation 

Design and implement features identified as 

essential in the requirements: Split blocks, 

process blocks, merge-split blocks, merge 

blocks, buffering, streaming, impositioning. 

 

After creating the complete data path models 

with the new version of the Simulator, a small 

refactoring of the split and process blocks 

features was made. 

New version of the Sim-

ulator. 

 

 

Testing 

Creation of test data path models to perform 

unit tests for each new feature developed. 

 

Use of the regression test framework to verify 

the correctness of all the software functionali-

ty. The regression framework already existed, 

Regression test frame-

work. 

 

Test data path models. 
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so each time a new feature was developed, a 

new test case was added. 

Data path 1 modeling 

Creation of the real model for the data path 1 

using the new version of the tool chain. The 

model was created in collaboration with the 

data path designer. 

Data path 1 model. 

 

Documentation describ-

ing the model. 

Data path 2 modeling 

Creation of three models for the data path 2 

using the new version of the tool chain. The 

model was created in collaboration with the 

data path designer and the developer of the 

DSEIR tool. 

Data path 2 models. 

 

Documentation describ-

ing the three models. 

Performance 

improvement 

Refactoring to the code of the Simulator in 

order to improve its performance. This was 

necessary enable it to model and simulate data 

paths where big amounts of pages or blocks 

are processed. 

Improved version of the 

Simulator. 

Users training 

Train data path designers on how to use the 

tool chain. 

 

Transfer knowledge about modeling of the 

data paths. 

User manual of the tool 

chain. 

Table 8-1. Work breakdown structure 

8.2    Process followed 
At the beginning of the project an initial plan of the main activities that should be performed was 

created. In this plan four main phases were described: 

 

• Get acquainted with the DPATCH tool chain and the data path domain. 

 

• Gather the requirements for the improvements to be made to the tool chain. This included 

learning about data paths to be modeled, and learn about expectations the data path design-

ers had in general for a tool used in the data path design process. 

 

• Design and develop the new features identified. 

 

• Create real data path models with the new version of the tool chain and train data path de-

signers on how to use the tool to modify these models. 

 

During the development of the first phase, the plan was followed and the activities planned were 

completed in a period of time two weeks longer than the one initially planned. This was due to the 

complexity that it involved learning how the source code of the Simulator had been structured and 

developed. 

From this point on, the requirements phase was followed in an iterative way. In each iteration, there 

were meetings with the data path designers, were the details of the real data path models were dis-

cussed. Also, their expectations about a tool for designing data paths. A requirements description 

document was developed, where the conclusions of these meetings were explained. In each new 

iteration, the document was reviewed, improved, and new requirements were identified.  

 

The elaboration of initial versions of the data paths created with DPML, was also helpful to identify 

the features that could be already be used to create the models, and features that should be included 

in the tool chain.  

 

At the end of this phase, a list of clear and well defined requirements had been identified. The re-

quirements were documented, and prioritized with the help of the data path designers. It was decid-

ed additionally that the Simulator would be the main tool, within the DPATCH tool chain, that 

should contain the implementation of the new features. 
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Once the requirements were ready, the design and implementation phase started. At this point in 

time it was decided that the best way to validate whether the new features of the Simulator were 

correctly implemented, was to develop in parallel the data path models. Thus, two trends of the pro-

ject plan were created. One trend to schedule the development activities, and the other to produce 

the data path models. 

 

For the creation of these trends, the first step was to choose which of the requirements documented 

could be implemented within the context of this project, and which should be considered as future 

work. The features that were chosen, were the ones essential in order to create the models of the 

data paths were all their required characteristics could be modeled. 

 

An iterative approach was followed during the development phase. In each iteration, a new feature 

was designed and developed. Then the models were created including these new features and simu-

lations were made in order to identify whether the results produced were correct. The way of vali-

dating the correctness of the results, was to compare them with the results produced by the simula-

tion of the models created with DSEIR. When differences were detected, the features implemented 

were corrected. 

 

Also, each new version of the models was discussed with the data path designers. This was with the 

aim of identifying possible errors in the implementation of the features, which could be detected in 

the models. 

 

Furthermore, test models were created to show the use of each new feature included. These test 

models were included in the test framework. Thus, the framework was used to prove that each new 

version of the Simulator was still correct regarding all the functionality previously implemented.  

 

When the development phase finished, it was decided that some refactoring was needed in order to 

improve the performance of the Simulator. This happened because it showed to be very slow in cas-

es were big amounts of information were processed. The refactoring was made and a considerable 

good improvement was achieved. 

 

Finally, the models of the data paths were delivered to the data path designers. There was a last 

phase of knowledge transfer, were they learn how to use the tool chain and the details of the data 

path models. Documentation describing the models was delivered to them. 
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Chapter 9. Conclusions and fu-

ture work 
 

 

In this section the conclusions derived from the work performed during these project 

are presented. The results obtained and future work are described in the following 

sections.  

9.1    Results 
At the beginning of this project the DPACH tool chain had been built and used in the 

development of not real data path examples. The tool chain was not still known by 

data path designers at Océ; therefore it was necessary to find the solution to introduce 

it as a way of supporting the designers in the design and analysis of real cases. 

 

The goal of enhancing the tool chain through the implementation of new features in 

the Simulator was achieved successfully at the end of this project. The following are 

the conclusions of the work accomplished: 

 

• A new version of the DPATCH tool chain has been created, where the main 

tool that was enhanced is the Simulator. Some new properties have been in-

troduced in the definition of tasks in the DPML editor, with the aim to make 

the models created there, compatible with the new functionality of the Simu-

lator. 

 

• The new features added in the Simulator, were the result of requirements 

identified by performing a collective job with the data path designers. It is 

essential that in order to continue improving the Simulator, and if necessary 

the other tools, a close collaboration with the designers is kept. 

 

• The process of designing and implementing new features in the Simulator 

required to first analyzing the code already existing. This allowed discover-

ing the architecture used to construct it, and to evaluate whether it would be 

easy to extend the functionality without making big changes in the code al-

ready existing. 

 

The process followed to discover the main architecture of the application 

was mainly manual, assisted by a plug-in of the NetBeans IDE which was 

used in the development of the Simulator. It was find out that the code had 

been structured in a way that permitted to add new classes without making 

big changes in the code. 

 

• The development of the features added in the Simulator involved a learning 

curve that was slow at the beginning. This was due to the fact that some of 

the routines already implemented had some degree of complexity to be un-

derstood. Once the source code was more familiar, the development process 

became easier. It also made easy to analyze how new design patterns could 

be applied to design and implement the new features.  

 

The documentation about architecture and design of the Simulator as it was 

before the project, and also including the new features, has been detailed in 

this report. This was made with the aim to make easier for future developers 

to understand the code, and add features that are suggested here as future 

work. 
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• The improvements made to the Simulator were tested by creating real data 

path cases. The results obtained after creating these models have been de-

scribed in this report. 

  

This validation process has been supported by the developer of DSEIR, who 

 also created models of the same data paths. The results of the simulations 

 obtained with those models were compared with the results obtained with 

 the DPML models. The differences detected were the source of new re-

quirements, improvements to the implemented features, and corrections of 

errors found. 

 

It is recommendable that for the development of new features in the future, 

 this type of validation is used, since it allows making improvements to in-

crease the accuracy of the Simulator. 

 

• The data path designers have received the models of the real data paths that 

were created in this project. They also got documentation related to the tool 

chain and the models. This makes them capable to work with the tool 

chainto make experiments with the data path models, and make changes 

when required to test new design options. 

 

• An important improvement was achieved in the performance of the Simula-

tor. After the development of new features, the application was profiled and 

refactoring of some sections of the code was necessary. The changes made 

gave as result a diminution of 70% in the execution time. 

  

• In order to achieve the goal of enhancing the Simulator and introduce it in 

the design and analysis of real data paths, three design criteria were consid-

ered as essential: Functionality, genericity and documentation. 

 

Functionality of the application was achieved by generating a requirements 

list that was created with the help of the data path designers. This list is gen-

eral enough to cover the functionality they expect from the tool for creating 

different data paths. The requirements were documented and prioritized also 

in collaboration with the data path designers. Also, once the new features 

were added, the data path designers were present during the process of crea-

tion of the new data paths, and learned in a short time how to use the tool to 

manipulate these models. 

 

Genericity of the application was achieved by analyzing the code of the 

Simulator to discover its architectural style and its design. Afterwards, the 

new features added were designed taking advantage of the use of interfaces 

discovered, which made more simple create new types of classes. The exist-

ence of this type of interfaces made possible to easily introduce some design 

patterns for the design of the new features. The design has been extended, 

but its main architectural style was not changed. That ensures that in the fu-

ture it will be easy to develop new functionalities by continuing with this 

design. Furthermore, the result obtained allows to model data paths with dif-

ferent characteristics as it was proved with the real cases created. 

 

Documentation has been provided to describe different aspects of the work 

performed in this project. The architecture and design have been described 

in a way that will make easier for future developers to continue working 

with the code. Also the requirements have been documented and are the 

base for the future additions to be made. Finally, the data path designers 

have received complete documentation related to the use of the tool chain 

and the data paths that were created. 
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9.2    Future work 
 

The goal of enhancing the Simulator and make the DPATCH tool chain usable for 

the creation of real data paths was achieved. Nevertheless, there are still many fea-

tures that could be improved in order to completely incorporate the tool in the work-

ing environment of data path designers. The following are the aspects that should are 

considered as future work in order to continue with the enhancement of the DPATCH 

tool chain. 

9.2.1.  Implementation of new requirements 

In Section 4.3.2.  , the list of requirements that were identified as new features to be 

implemented has been introduced. Some of these features were added to the Simula-

tor, and other are still to be developed. Therefore, the requirements presented there 

should be the first priority to implement new functionalities in the future. 

 

First of all, given that a definition for a new experiments file was created (see Ap-

pendix 1), the features that are needed to read it and use the information provided 

there must be implemented. The properties defined in this file, will be usable for the 

implementation of the following features: 

 

• Use of global variables to replace values in the definition of different ele-

ments of a data path.  

 

• Designation of the path defined by a use case that each of the pages to be 

processed in an experiment will follow. 

 

• Definition of statistical distributions that can be used to calculate the size of 

the pages processed. The type of statistical distributions to be used and how 

to use them must still be defined. 

 

• Processing pages of different sizes during a simulation. 

 

• Read all the properties defined in the experiments file to automatically run a 

set of experiments where different pages, use cases, hardware configurations 

and global variables have been defined. 

 

To continue, the possibility to define conditional steps should be implemented, in 

order to allow that in a data path some steps are executed under defined conditions. 

In the same way, a mechanism to set the values that define these conditions must be 

added. 

 

A desired feature to be implemented in the DPML editor, is the creation of a generic 

block that represents the internal architecture of a pc. The use of this block, would 

make faster the creation of different types of data paths where some steps are always 

executed in the same type of hardware platform. 

 

Additionally, it is not possible to define characteristics of the hardware in a logical 

way. It is specifically necessary to add new properties to the definition of memories 

in the DPML editor, which allow the definition of buffers, and slots inside those 

buffers. In the same way, the simulator must count with a mechanism to manage the 

buffers and slots defined for a memory. 

 

Furthermore, even though currently there is a tool to visualize the results of the simu-

lations, which is ResVis, it is desired to create another tool with more advanced fea-

tures. This tool could include possibilities such as visualize the results in different 

types of graphs. The definition of requirements for such a tool must still be made.  

 

Finally, the creation of an experiments manager tool, would be a way to make more 

usable the whole tool chain. This type of tool, should allow data path designers to 
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create data path models in the editor, and then execute a set of experiments with any 

of the models created. The definition of requirements for an experiments manager 

should be made in collaboration with the data path designers. 

9.2.2.  Definition of properties in the DPML editor 

The definition of some properties in the DPML editor, is made currently by assigning 

numbers that allow identifying how to use them. For example, in case a task in a data 

path splits pages by distributing the size of the slots according to the buffer size, the 

property bufferDistribution must be defined and assign the value 1. This type of defi-

nition should be changed in order to assign to the property value a word that is more 

descriptive such as true. Different variables for which this type of definition should 

be changed, have been presented in Chapter Chapter 6.  

9.2.3.  Book type impositioning 

In Chapter Chapter 2, two different types of impositioning that can be performed in a 

data path were described. From these two types, only the N-up type of impositioning 

was implemented in this project. The Book type of impositioning must be then im-

plemented in case it is needed for the modeling of a new data path. 

Appendix 1. Experiments file def-

inition 
 

One of the requirements described in Section 4.3.2.  , is the creation of the definition 

for an Experiments File. This file should be used instead of the Job File currently 

used when executing a simulation. Using it would provide the advantage to have a 

file that describes the parameters that define a number of scenarios used to run exper-

iments in the Simulator and other type of variables.  

 

A definition of this file was created during this project, with the help of the data path 

designers. They contributed to the formulation of properties that would be desired to 

have in order to execute a set of experiments by running the Simulator only one time. 

The properties that have been declared in this file are: 

 

• Test suite: One or more tests suites can be defined in the file, in order to de-

fine one or more experiments to be executed during a simulation. 

 

• Experiment parameters: Parameters used to assign different values to a vari-

able of an element in the data path. For example, a range of speed values can 

be assigned to the speed of a processor. Thus many experiments should be 

performed, each one using one of the values defined in the range. Cero or 

more experiment parameters can be defined for an experiment for a test 

suite. 

 

• Scenarios: Each scenario describes the execution of a use case over a data 

path. For each scenario an id is assigned, along with the number of sets 

(copies) of pages that will be processed, the number of pages per set, and the 

properties of these pages. Also a use case identifier is assigned. 

 

• Use case execution order: Parameter to indicate whether the use cases must 

be executed sequentially or in parallel. 

 

• Experiment global variables: These global variables provide values that can 

be used more than one time in different places of a data path model. For ex-

ample, the value of a compression factor that is used in for the calculation of 

the page size in different tasks.  
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The implementation of the features needed in order to read a use the properties from 

this Experiments File, is considered as future work to improve the use of the Simula-

tor. 

 

Also, the format used to make the definition of the file is JSON [10]. This format was 

chosen because it had already been used to make the definition of the structure of the 

currently used Job File. Since the Simulator has already been implemented to read 

this format, keeping it in the definition of the structure of the Experiments File will 

make easier the implementation of the features that will use it. 

 

//Job file 

 

{ 

   TestSuite     

   {        

      experimentParameters      

         [ 

             x: [1, 10],    

            y: [3, 6], 

  speedFactor: [10, 15] 

         ], 

          

         Scenarios : 

            [ 

               { 

      ScenarioId: 1, 

      numSets : 1,        

                    pages : [ 

        { 

                        amount: 10, 

                        properties: 

                           { 

       xLengthMM: 210,  

       zLengthMM: 297,  

       xResolutionDPI: 600,  

                    zResolutionDPI: 600, 

                    compressionFactor: 2 

                            } 

        }, 

        { 

            amount: 20, 

            properties: 

   { 

                                   xLengthMM: [200,400, 2, "uniform"], 

                                   zLengthMM: [250,450, 3, "uniform"], 

                                   xResolutionDPI: 600,  

        zResolutionDPI: 600, 

        compressionFactor: 3 

    } 

                     } 

                  ], 

          

                   useCaseIdentifier: 1 

               } 

            ], 

          

         useCaseExecutionOrder: "Sequential", 

 

         experimentGlobalVariables : {    

            task1.compressionFactor : y, 

//More than one TestSuite could be 

defined 

 

//The experiments parameters section 

could be empty in case there are not 

parameters for the experiment. This 

parameters can be used in any of the 

following sections of the file 

 

//The x, y and speedFactor ranges in 

the experiment parameters indicate 

that several experiments will be per-

formed iterating the x, y and speed 

factor values within their specified 

ranges. There will be as many exper-

iments as combinations of the varia-

bles can be generated 

 

//One or more scenarios can be de-

fined. Every scenario describes the 

execution of a use case (application 

in the DPML model) 

 

//numSets is the number of sets of 

pages that will be processed 

 

//Amount corresponds to the number 

of pages to be processed 

 

//Other properties could be added in 

this section properties of the pages 

 

// xLengthMM and zLengthMM can 

be calculated using a probabilistic 

distribution. The third parameter in 

their definition is a 

seedRandomGenerator to calculate 

value. The same seed must be used in 

all the experiments to obtain the same 

values. It is still under discussion 

what kind of distributions will be 

used and where must be defined the 

seed and the name of the distribution. 

 

//Use case identifier is used, assum-

ing that there is an application repre-

senting a data path created in the 

DPML editor per use case, and that 
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            cpu1.speed : 1000, 

            cpu1.numCores : 4, 

            ram1.numBuffers :2, 

            ram1.bufferSize : x, 

            bus1.readSpeed : 1000, 

            bus1.writeSpeed : 2000, 

            task1.A = 10, 

            A = 10,    

            speed = speedFactor * 10  

         } 

  

      }  // end of test suite definition  

} 

 

every application has one identifier. It 

is the application identifier. 

 

//The execution of the scenarios de-

fined can be sequential or in parallel 

 

//The experiment global variables are 

used for hardware, tasks description 

values, or variables that can be used 

in different parts of the model 

 

// task1.compressionFactor is a varia-

ble that can iterate in a range of val-

ues specified for the test suite in the 

experiment parameters section 

 

//This can be for example a parameter 

such as the sheet speed, used in sev-

eral formulas  
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Appendix 2. Configuration of re-

gression test framework 
 

A regression test framework has been created with the aim to run a suite of tests that 

involve the simulation of different types of models with every new version of the 

Simulator. 

 

These models include different features that can be modeled with the DPML editor; 

they have been simulated with stable versions of the simulator, and the generated 

logs are used as reference when the tests are run with a new version of the tool.  

 

The goal of the framework is then to generate new log files for the model and com-

pare them with the already existing reference logs.  

 

There are three files that must be run in order to execute the test framework: 

• RegressionTest.py 

• CaseRunner.py 

• Config.cg 

 

As illustrated in Figure A - 1 these files must be located in the same directory where 

the editor directory is located: 

 

 

Figure A - 1. Configuration of the testing framework 

 

Inside the editor/repository directory, the models used by the framework are locat-

ed. The list of these models can be found in the file config.cfg. Therefore, each time 

a new test case is added, a reference to the same must be made in this file. 
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In order to run the regression test framework, it is necessary to open a console win-

dow. There, modify the path environment variable to add the directory of the Python 

installation. For example: 

 

path=%path%;C:\Python27 

 

Additionally, be sure that in the path environment variable the path of your ant in-

stallation is also added. For example: 

 

PATH=C:\Windows\system32;C:\ProgramFiles\NetBeans 7.0.1\java\ant\bin 

 

The next step is to configure the paths of the Simulator and the Compacter in the file 

config.cfg. For example: 

 

compacter = C:\DataPathAnalysis\distribution\compacter\dpml.jar – This is the 

path to the location where the executable file of the compacter is located 

 

simulatorPath = C:\Code Exercise\source\simulator - The regression test frame-

work compiles the source code of the simulator every time the tests are going to be 

run. This is to ensure that the most recent version of the simulator will be used for the 

tests. 

 

simulator = C:\Code Exercise\source\simulator\dist\sim.jar -  This is the path to 

the location where the new executable file of the simulator is located after compiling 

it.  

 

Once the configuration is ready, the test framework can be run. In order to do it, the 

directory where the editor and the configuration files are located must be opened 

from the console window. Once there, the command must be executed: 

 

python regressionTest.py 

 

The tests framework will compile the simulator, and for every one of the tests listed 

in the file config.cg a new dpmlc file will be generated. Then, this file will be used to 

perform a simulation of the model with the new executable file of the Simulator. The 

resulting log files will be compared with the reference trace files that are in the editor 

repository. Once the framework has finished running all the models, it will inform 

whether the operation was successful or not. See Figure A - 2. 

 

 

Figure A - 2. Execution of the test framework 
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Appendix 3. Results obtained 

during refactoring  
 

 

This appendix contains the tables that contain the results obtained during the refactor-

ing made to improve the performance of the Simulator. The graphs that depict the 

execution time growing tendency related to this data, can be found in Chapter Chap-

ter 7. 

 

Pages

Blocks per 

tasks

Num tasks with 

blocks

Total Num 

Blocks

Initialization time 

(sec)

Simulation time 

(sec)

Total time 

(sec) VM Size

8 500 5 20000 61,983 21,106 83,089 Xmx1024M

16 500 5 40000 62,229 20,62 82,849 Xmx1024M

24 500 5 60000 95,078 33,217 128,295 Xmx1024M

32 500 5 80000 124,614 41,607 166,221 Xmx1024M

40 500 5 100000 161,364 58,895 220,259 Xmx1024M

48 500 5 120000 189,887 67,824 257,711 Xmx1024M

56 500 5 140000 218,225 74,507 292,732 Xmx1024M

64 500 5 160000 270,661 102,447 373,108 Xmx1024M

72 500 5 180000 358,251 129,251 487,502 Xmx1024M

80 500 5 200000 454,464 187,482 641,946 Xmx1024M

88 500 5 220000 406,885 118,965 525,85 Xmx3000M

96 500 5 240000 428,683 125,694 554,377 Xmx3000M

104 500 5 260000 470,475 137,245 607,72 Xmx3000M

112 500 5 280000 504,635 148,175 652,81 Xmx3000M

120 500 5 300000 560,511 164,119 724,63 Xmx3000M

128 500 5 320000 589,846 175,118 764,964 Xmx3000M

136 500 5 340000 626,722 184,219 810,941 Xmx3000M

144 500 5 360000 668,219 193,541 861,76 Xmx3000M

152 500 5 380000 703,321 212,711 916,032 Xmx3000M  

Table A - 1. Execution time of the Simulator when processing big amounts of 

blocks. Initialization time is distinguished from Simulation time 

 

Pages

Blocks per 

tasks

Num tasks with 

blocks

Total Num 

Blocks

Initialization time 

(sec)

Simulation time 

(sec)

Total time 

(sec) VM Size

8 500 5 20000 8,009 10,037 18,046 Xmx1024M

16 500 5 40000 13,673 20,881 34,554 Xmx1024M

24 500 5 60000 20,066 31,215 51,281 Xmx1024M

32 500 5 80000 26,159 42,867 69,026 Xmx1024M

40 500 5 100000 32,853 53,05 85,903 Xmx1024M

48 500 5 120000 39,298 64,416 103,714 Xmx1024M

56 500 5 140000 45,08 74,593 119,673 Xmx1024M

64 500 5 160000 79,374 105,189 184,563 Xmx1024M

72 500 5 180000 137,418 138,039 275,457 Xmx1024M

80 500 5 200000 235,362 254,613 489,975 Xmx1024M

88 500 5 220000 68,291 116,078 184,369 Xmx3000M

96 500 5 240000 78,648 129,328 207,976 Xmx3000M

104 500 5 260000 83,414 142,070 225,484 Xmx3000M

112 500 5 280000 88,964 153,098 242,062 Xmx3000M

120 500 5 300000 94,486 163,977 258,463 Xmx3000M

128 500 5 320000 103,059 171,179 274,238 Xmx3000M

136 500 5 340000 107,870 191,013 298,883 Xmx3000M

144 500 5 360000 115,221 195,465 310,686 Xmx3000M

152 500 5 380000 125,312 210,154 335,466 Xmx3000M  

Table A - 2. Execution time of the simulator after the first refactoring  
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Pages

Blocks per 

tasks

Num tasks with 

blocks

Total Num 

Blocks

Initialization time 

(sec)

Simulation time 

(sec)

Total time 

(sec) VM Size

8 500 5 20000 8,216 5,473 13,689 Xmx1024M

16 500 5 40000 13,61 10,736 24,346 Xmx1024M

24 500 5 60000 19,979 15,865 35,844 Xmx1024M

32 500 5 80000 26,322 20,812 47,134 Xmx1024M

40 500 5 100000 31,609 26,64 58,249 Xmx1024M

48 500 5 120000 37,504 31,298 68,802 Xmx1024M

56 500 5 140000 45,586 38,175 83,761 Xmx1024M

64 500 5 160000 79,002 63,759 142,761 Xmx1024M

72 500 5 180000 148,695 90,937 239,632 Xmx1024M

80 500 5 200000 210,05 155,939 365,989 Xmx1024M

88 500 5 220000 68,285 61,39 129,675 Xmx3000M

96 500 5 240000 75,83 65,601 141,431 Xmx3000M

104 500 5 260000 80,832 72,238 153,07 Xmx3000M

112 500 5 280000 85,795 82,606 168,401 Xmx3000M

120 500 5 300000 96,732 86,302 183,034 Xmx3000M

128 500 5 320000 103,267 90,227 193,494 Xmx3000M

136 500 5 340000 107,824 97,25 205,074 Xmx3000M

144 500 5 360000 120,548 102,236 222,784 Xmx3000M

152 500 5 380000 122,003 107,246 229,249 Xmx3000M  

Table A - 3. Execution time of the simulator after the second refactoring 
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Glossary 
 

Block 

 

A block is a unit of information created after a page is split. 

Pages are split during the execution of tasks, producing two or 

more blocks. Blocks can be processed independently by other 

tasks, and merged to create again the whole page. 

 

Book impositioning  

 

Type of impositioning in which pages are merged to create a 

new page. In this type of impositioning the pages merged are 

not continuous. For example, in case 10 pages are being pro-

cessed, the page number 1 is merged with the page number 10. 

Then the page number 2 is merged with the page number 9, 

and so on. 

 

Buffering 

 

During the execution of a data path, it sometimes happens that 

a task makes buffering of pages before starting its execution. 

For example, a print task waits until 10 pages have been pro-

cessed by the previous tasks in the data path, and then it starts 

printing them. The pages are then buffered in a memory while 

the task starts its execution. 

 

Compacter 

 

Is one of the tools of the DPATCH tool chain. This tool is 

reads all the files created for a data path model in the reposito-

ry of the DPML editor, and creates a unique file with exten-

sion dpmlc. This file contains the information of all the files 

read, written in an XML format. 

 

Data path 

 

Path followed by an image inside a printer for its manipula-

tion. It is composed by a set of steps where different types of 

treatments are given to the image; for example compress it. 

Since big amounts of information can be processed in a data 

path, the system is treated as a combination of software and 

hardware. Each step is executed over a processor, and the re-

sulting data is stored in a memory through a set of buses.  

 

Design pattern 

 

Reusable solution for the design of a feature which implies a 

problem which has been identified as common. Design pat-

terns are use in the context of Software Design. 

 

DPML 

 

Data Path Modeling Language. Domain-specific language for 

modeling data path designs. 

 

DPML editor 

 

One of the tools of the DPATCH tool chain. It is a graphical 

application through which data path models can be created. 

The hardware platform is also modeled as part of the data 

path. 

 

DPATCH 

 

Data Path Analysis Tool CHain. Tool chain for modeling and 

analyzing data path architectures. 

 

Experiments File 

 

New file defined for the execution of sets of experiments. It 

contains the definition of properties that are used to describe 

scenarios, which will be run during an automatic execution of 

a set of experiments in the Simulator. 

 

Hardware resource 

 

A device used during the execution of a data path. This can be 

a processor where tasks are executed, a memory where the 

resulting data is stored, or a bus to transport data. 
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Impositioning 

 

Procedure in which 2 or more pages are merged to produce a 

new page. For example 2 A4 pages are merged to produce 

only one new A4 page. When impositioning is performed in a 

data path, the new produced page is the one processed after 

the impositioning task. There are two types of impositioning: 

N-up and Book. 

 

JSON 

 

JavaScript Object Notation. Open standard designed for data 

interchange. 

 

N-up impositioning  

 

Type of impositioning in which continuous pages are merged 

to create a new unique pages. In this type of impositioning, the 

number of pages that can be merged is 2, 4, 6, 8, 9 or 16. For 

example in a 2-up impositioning, page 1 is merged with page 

2 and so on. 

 

Simulator 

 

Tool from the DPATCH tool chain used to perform simula-

tions of the data path models created with the DPML editor. It 

reads the dpmlc file produced by the Compacter. It produces a 

set of log files where the execution times of tasks are written, 

along with data about the use of resources. 

 

Streaming 

 

Two contiguous tasks in a data path can stream data. This 

means that as soon as the first task starts processing the data, it 

continuously sends the result to the second tasks. The second 

task starts immediately processing the received data.   

 

Task 

 

An instance created in the Simulator to associate a step of a 

data path, with one page that must be processed during the 

execution of the data path simulation. 

 

Throughput 

 

Amount of pages that can be processed in a data path per mi-

nute. 
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