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Abstract Next generation Advanced Driver Assistance Systems (ADAS) incorporate complex com-

ponents cooperatively running on different platforms and different levels of interaction with 
hardware. Using state-of-the-art technologies, ADAS aim to improve vehicle and traffic 
safety and reduce emissions and fuel consumption. TNO proposed a layered architecture 
called intelligent Vehicle Safety Platform (iVSP) as a scalable and flexible way for the exe-
cution of ADAS applications. Some ADAS applications require low latencies and predicta-
ble processing times in order to get real-time situation awareness and timely actuation; 
examples are Cooperative Adaptive Cruise Control (CACC) and Automated Emergency 
Braking (AEB). To provide low latencies, predictable processing, and behavior for these 
applications, the host operating system had to be altered. In this report we present the steps 
taken to make the underlying OS and iVSP more predictable. With simulations and experi-
ments, the improvement in predictability and responsiveness of iVSP has been shown. 
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Foreword 
iVSP is an important development platform for TNO that enables development, rapid 
prototyping and small scale deployment of next generation cooperative ADAS sys-
tems. In the basis, iVSP should be a robust and reliable platform. Therefore, one of 
the topics that required additional attention was examining the predictability of the 
behavior of the processes running for iVSP. 
 
Mari contributed by examining the steps to be taken to make iVSP (more) predicta-
ble. She examined different solutions and compared them based on their perfor-
mance. She did a thorough job, going from operating system level towards device 
drivers. Her results, in the form of studies and experiments, provide insights in how 
iVSP can be applied and what we can expect from iVSP. Her results help TNO to 
strengthen the basis of iVSP and continue with developing and deploying next gener-
ation cooperative ADAS systems, as well as further improving iVSP itself. 
 
Tjerk Bijlsma / Maurice Kwakkernaat 
04-09-2014 
 





 

 

Preface 
The purpose of this report is to present the “Next generation Advanced Driver 
Assistance Systems” (ADAS) project, which was carried out by the author during 
the nine-month traineeship at TNO located in Helmond, The Netherlands. The 
project is a part of the industrial design program in Software Technology (ST), 
which is known also as the OOTI (Ontwerpers Opleiding Technische Informati-
ca) program offered by the Eindhoven University of Technology under the auspi-
ces of the Stan Ackermans Institute.  
  
TNO is carrying out research related to ADAS applications in numerous projects 
aiming to develop smart vehicle technologies in order to improve vehicle and 
traffic safety and reduce emissions and fuel consumption. This project, which was 
carried out under the general title ADAS, focused on research and development of 
a real-time platform for ADAS application development.  
 
This report targets a technical audience with a basic notion of real-time embedded 
software. Particularly it may be of interest to people who want to start developing 
real-time software and are interested in results of the research, analysis, and de-
sign introduced by this project.  
 
The report is constructed such that the reader is given an overview of the problem 
and is led to the solution through research, design, implementation, and validation 
of implementation and preliminary assumptions. Additionally, the report contains 
information about project management.   
 
Mari Mnatsakanyan 
September 2014 
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Executive Summary 
The Advanced Driver Assistance Systems (ADASs) is one of research activities 
of TNO. The ADAS applications can be categorized by the level of assistance 
they provide. A possible categorization regarding the assistance of the driver is: 

� Informing or warning the driver 
� Support the driver in certain tasks  
� Performing autonomous interventions in braking or steering 

 
Some examples of ADAS applications are Adaptive Cruise Control, Radar-based 
Brake Assist, and Collision Warning. 
 
Next generation ADASs have complex functionality, which includes data acquisi-
tion form multiple sensors, communication with the driver, other vehicles, and the 
environment, as well as performing automatic and cooperative driving tasks. 
 
One of TNO’s initiatives to speed up the realization of ADAS applications was 
the development of a layered architecture called intelligent Vehicle Safety Plat-
form (iVSP). iVSP acquires data from multiple sensors, processes and accumu-
lates it, and makes it available to multiple parallel applications using secure pro-
tocols. The layer-based architecture decouples applications from low-level inter-
faces. This enables developers to implement application logic relying on infor-
mation and its confidence, instead of low-level data from sensors.  
 
Initially iVSP was able to provide assistance only at the first level, that is inform-
ing or warning. The purpose of this project is to expand the capabilities of iVSP 
in order to use it for real-time applications that can assist the driver in more com-
plex tasks. The project was focused on applications of the second level of assis-
tance. Such applications intend to increase the driver’s comfort by performing 
certain vehicle control tasks. Being involved in vehicle control makes these appli-
cations safety-critical but this is not the highest level of criticality, which is the 
case for applications performing full vehicle control. An example from the second 
category is Cooperative Adaptive Cruise Control (CACC). 
 
Based on the level of safety required by this applications, the underlying operat-
ing system should provide at least firm real-time capabilities. For this purpose we 
selected the real-time Linux extension called Xenomai.  
 
The real-time prototype of iVSP has been created and tested during this project. 
This prototype includes the real-time version of the Sensor layer and the new 
Actuation layer, which also has a real-time behavior. Moreover, we equipped 
both layers with the real-time network and serial CAN devices.  
 
We set up a number of experiments to measure the real-time performance of iVSP 
and to compare it with non-real-time results. We used these measurements to 
evaluate the predictability and responsiveness, which are important characteristics 
for real-time systems. 
 
With simulations and experiments, the improvement in predictability and respon-
siveness of iVSP has been shown. 
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1.Introduction 
The aim of this chapter is to introduce the project context and the project objectives 
derived from its context. Project objectives are further justified by a stakeholder and 
requirements analysis. The chapter is finalized with the list of the project delivera-
bles.  

1.1    ADAS applications and iVSP 
In the field of Transport and Mobility, TNO conducts research activities towards 
technological innovations, which contribute to safe, reliable, efficient, and clean 
mobility.  
TNO aims to achieve these goals by using information about the vehicle and its sur-
rounding environment to provide assistance to the driver or perform automatic vehi-
cle control.  
 
Advanced Driver Assistance Systems (ADAS) is a field, in which TNO concentrates 
big efforts and resources, especially targeting the aspect of cooperativeness.  
 
ADAS applications can be categorized by the level of assistance they provide. A 
possible categorization regarding the assistance of the driver is as follows: 

1. Informing or warning the driver 
2. Support the driver in certain tasks 
3. Automated interventions in accelerating, braking, or steering 

 
Currently, TNO focuses on a number of activities such as 

� Development and implementation of ADAS prototypes 
� Development of environmental perception algorithms 
� Modeling and simulation of the driver behavior 
� Testing and evaluation of ADAS applications in test vehicles (so-called 

CarLabs) 
 
Below are some examples of ADAS applications. 
 
Cooperative Adaptive Cruise Control (CACC) [1]: CACC is an extension to Adap-
tive Cruise Control (ACC), with an added capability to obtain and analyze the accel-
eration of the preceding vehicle. Cars exchange information via wireless communica-
tion. This extra capability allowed CACC to achieve string stability, which is not the 
case in ACC because of the overhead of translation of discrete range measurements 
into a metric like acceleration or deceleration. 
Cooperative Automated Emergency Braking (CAEB) [2]: Automated Emergency 
Breaking (AEB) is a collision avoidance system, which uses forward-looking envi-
ronmental perception sensors to evaluate collision danger. In addition to sensors, 
CAEB uses wireless communication with other vehicles, bicycles, or road-units to 
perform early object detection, lateral tracking and object classification.  
Driver Safety Performance Indication (DSPI) [3], [4]: DSPI was used in the study, 
described in paper “Driver behavior monitoring based on vehicle sensors” [4], to 
estimate the role of the driver in safety critical events (SCE). DSPI analyses the data 
extracted from vehicle sensors and mono-camera in order to estimate lane-keeping 
and car-following behavior of the driver and identify destruction.     
 
As the development of next generation ADAS applications becomes increasingly 
complex, new requirements emerge: 

� Acquisition and interpretation of data from multiple sensors 
� Support for multiple applications running in parallel 
� Sharing of resources, information, and functionality 
� Secure communication 
� Parallel real-time processing 

 



 

 

To meet these requirements, TNO developed a scalable layered architecture called 
intelligent Vehicle Safety Platform (iVSP), shown on Figure 1. In this section, we 
give a concise description of iVSP, based on a paper published in the proceedings of 
the AMAA conference 2014 [3]. 
 

 
Figure 1 – Layerd architecture of iVSP 

 
iVSP is composed of layers that perform different functionality. The layers are de-
coupled to allow distributed operation and flexible composition and cooperation. 
Saying that, the layers of iVSP can run on different hardware platforms and the 
availability of the layers can be chosen arbitrarily.     
Below, we describe the layers of iVSP, providing more details on the Sensor layer as 
it had a central role for this project. 
 
Sensor layer: Figure 2 represents the Sensor layer as it is in [3]. 
 

 
Figure 2 – Sensor layer structure 

 
The Sensor layer is composed of sources and sinks, serving as entry and exit points 
for vehicle sensor information. The sensor data enters the Sensor layer via multiple 
interfaces like CAN bus (Controller Area Network) or GPS demon. Sink is used to 
forward the sensor information to other layers or different platforms.  
The information flows from sources to sinks via message interpretation, message 
merge and sensor fusion processes. 
All the mentioned processes in sensor layer are parallel processes which use Intel’s 
threading building blocks (TBB) library [5] for inter-process communication. 
 
Information layer: it provides permanent and transient data storage, used to accu-
mulate data or transfer it from layer to layer after it has been processed. In a typical 
setup, it receives information from the Sensor layer, processes it and provides to 
single or multiple applications running in the Application layer. 
 



 

 

Communication layer: this layer provides vehicle to vehicle and road side commu-
nication (V2X) based on ITS-G5 with GeoNetworking [6]. It supports multiple mes-
sage types and allows further extension. Processes in other layers can register them-
selves on the Communication layer to get messages of specific type.        
 
Interface and Authorization layer: this layer provides means of communication 
between layers. It uses public key cryptography to provide secure communication 
and authentication.  
 
Application layer: the applications running in this layer use the information provid-
ed by the Information layer and realize different kind of cooperative tasks. 
 
iVSP was successfully used for the first and second levels of assistance, which are 
respectively informing or warning and support in certain tasks. [3] introduced two 
applications that used iVSP: 
 
In DSPI, which is an application of the first level of assistance, iVSP’s Sensor layer 
was configured to fuse the data from vehicle sensors and camera and forward it to the 
Information layer. The Information layer, on its turn, provided the data to the DSPI 
application, running in the Application layer. 
 
CAEB, which is an application of the second level of assistance, used a so-called 
Real-time Control Platform (RCP) to execute some parts of iVSP. Typically, such a 
RCP is used to execute real-time control algorithms, which are programmed using 
Matlab Simulink models.  
The migration of the parts of CAEB from RCP to a Linux based system requires real-
rime behavior of that system.  
The implementation of iVSP on a real-time Linux platform would provide a number 
of benefits: 

- Reusability of layers 
- Possibility to execute multiple applications in parallel, each of which have 

its own environment 
- Sharing (fusion) of data between multiple ADAS applications   
- Cost reduction  

1.2    Formal Problem Description 
The objective of this assignment was to develop iVSP further to support safety-
critical real-time applications. CACC and CAEB were offered as candidate applica-
tions, which require real-time behavior from iVSP. 
 
The following are the goals indicated in the formal problem description: 

� Further implementation and optimization of iVSP software architecture 
� Firm real-time operation of iVSP for safety-critical applications 
� Soft real-time (maybe best-effort) operation of iVSP for non-safety-critical 

applications 
� Implementation of the Actuation layer to interface with vehicle control 
� Implementation, testing, and demonstration of two cooperative applications. 

 

1.3    Project Objectives 
As it is stated in the problem description, iVSP is required to operate in real-time, 
meaning that its behavior must be predictable. In order to support safety critical ap-
plications, iVSP must provide at least firm real-time behavior. Real-time behavior 
cannot be realized by the application on its own; it must be supported by the underly-
ing operating system.  
Therefore, the main goals of this project are 

� Selection, installation, and configuration of real-time execution platform 
(real-time OS) 



 

 

� Creation of a real-time prototype of iVSP 
� Creation of a demo application 

 
The aim of this project was to achieve real-time behavior for the lowest layers of 
iVSP, which are the Sensor and Actuation layers. Speaking of the real-time imple-
mentation of iVSP in this report, we refer only to the Sensor and Actuation layers.   
 
CACC was chosen to demonstrate the real-time behavior of iVSP. It was chosen as it 
is also a way to test and evaluate the behavior of iVSP by means of a comparison 
with the version of CACC running on the real-time computation platform. The latter 
is a so called Real-time Computing Platform (RCP). This platform uses a real-time 
Simulink kernel, which is able to execute compiled Matlab and Simulink code.  
 
The realization of CACC on top of iVSP added new objectives for this project: 

� Implementation of the interface between iVSP and RCP 
� Implementation of the Actuation layer in iVSP to interface with the vehicle 

control 
� Test and evaluation of the new prototype. 

 

1.4    Stakeholder analysis 
We can identify a number of internal and external stakeholders for the usage of iVSP 
by looking at TNO’s strategy, identifying the TNO iVSP team as the main stakehold-
er. 
TNO is interested in developing new features of iVSP in order to provide a sufficient 
platform for different internal projects, with project owners and implementers as 
stakeholders (see Figure 3).  
 

 
Figure 3 – Stakeholder Analysis 
 
TNO uses iVSP to support these projects and uses these projects to promote iVSP. It 
helps TNO to attract new partners who also become stakeholders. 
At a certain point, these projects deploy products for a field test and demonstration, 
where we have a driver as a stakeholder. After the field test, the bugs may be report-
ed or new requirements may come up. 
 
To this end, we can derive stakeholder concerns as follows: 

� The TNO iVSP team is interested in having rich features in order to provide 
support for more projects and be attractive to new partners 



 

 

� The project owners and implementers require scalability, modularity, or 
flexibility in order to easily adapt the platform to new projects 

� The partners are looking for innovative solutions and smart algorithms 
� The Driver is concerned about reliability and safety 

 
As the demand for new features increases and new requirements are put on iVSP, 
TNO delegates the realization of some new features to PDEng program at Eindhoven 
University of Technology (TU/e). In this scope TU/e presents itself as the main stake-
holder who is interested in providing challenging design goals to its trainees in order 
to have interesting results, which can be used for promotion of the PDEng program.  
In this scope, the PDEng trainee is another stakeholder who is interested in design 
opportunity, experience, and results, which allow the promotion of her/his career. 

1.5    Requirements analysis 
Now when we identified the stakeholders and their needs, we can derive the project 
requirements. 
We divided the process of requirements analysis into two parts:  

- Identification : to show how we derive the requirements based on stake-
holder needs 

- Prioritization : to show how we determine the relative importance of the re-
quirements based on their relative value, risk, and difficulty of implementa-
tion 

1.5.1.  Requirements identification 
Identification of functional requirements for this project is pretty simple: first of all, 
the outcome of this project is a new version of existing software and the main func-
tional requirement is to preserve the functionality of the initial version. Second, the 
new functional component that was developed during this project is simple and, ini-
tially, it was defined as a second priority requirement. 
The only functional requirement of this project is vehicle actuation. 
A new Actuation layer of iVSP was required. The vehicle actuation is performed by 
sending control signals to the vehicle via CAN bus. The task of actuation layer is to 
write the messages received from the control logic to the CAN bus. According to the 
iVSP architecture, the control logic can be implemented in the Application layer. So, 
in the nature of the case, the Actuation layer also has to provide a proper interface 
with the Application layer. The functional requirements for the Actuation layer are 
captured in a model introduced in Section Error! Reference source not found. 
 
Non-functional requirements are more essential for this project as the real-time be-
havior is characterized by quality factors like performance, responsiveness, predicta-
bility. 
 
The first non-functional requirement of this project was the choice of the RTOS. This 
choice played a fundamental role in this project because it defines the real-time capa-
bilities the application may have. 
 
Originally, iVSP was focusing on two quality aspects: scalability and extensibility. 
These quality requirements are based on the intention of the iVSP team to make it 
easy to add new features and to use it in various applications which require different 
load and configuration. 
In the initial version of iVSP, there are two factors affecting these quality aspects: the 
design of the software and the choice of the execution platform (Linux). 
The new, real-time version must also consider these requirements and at least not to 
limit them by changes in the design or by the choice of the RTOS. 
 
Another important non-functional requirement for this project is persuasiveness. As a 
proof of concept, this project must offer sufficient arguments supporting its viability. 
The measures for this requirement that we chose, are performance and predictability. 



 

 

 
As the primary purpose of real-time concept is not to increase the performance but to 
improve the predictability, from the new version we must expect at least not to de-
grade the performance. 
The new version must introduce predictability improvement for all separate processes 
contained in the Sensor and Actuation layers as well as for the whole system.     
 
One more non-functional requirement included in the project scope is the creation of 
a communication interface between iVSP and RCP. For this requirement, the com-
munication protocol and the technology for message serialization/deserialization 
were predefined: UDP-based communication using the Google protobuf library [7] 
for message serialization/deserialization. 

1.5.2.  Requirements prioritization 
We used MoSCoW analysis for requirements prioritization. 
MoSCoW analysis divides requirements into four categories: 
 
Must: the requirement must be satisfied for the project to succeed 
Should: the requirement should be satisfied if possible 
Could: the requirement is desirable but not necessary (to be included if resources 
permit) 
Won’t : the requirement that may be considered for the future 
 
We defined MoSCoW priorities based on three factors: 
 
Value: this is the relative importance of the requirement for the stakeholders 
Risk: we consider the requirement risky if it may cause the project to fail 
Difficulty : this is the complexity from point of view of the implementation 
 
Table 1 shows the priorities defined on the mentioned factors. For each factor we 
assigned a relative score to each requirement listed in the previous section. We used 
three relative values: -, +, ++. The highest priority is given to the requirement that 
has most pluses.  
 
 
Table 1 – Requirement prioritization  
 

Requirement Value Risk Difficulty Priority 
Choice of RTOS ++ ++ ++ Must 
Scalability ++ - - Could 
Extensibility ++ - - Could 
Same performance ++ + + Should 
Increased performance - - + Won’t 
Predictability ++ ++ ++ Must 
Interface with RCP ++ - - Could 
Same functionality ++ + + Should 
Actuation layer ++ - - Could 
 
 

1.6    Deliverables 
The project deliverables were divided into two categories: research deliverables and 
company deliverables. 
There are number of deliverables associated with each project goal. The details had 
to be excluded from the public report. 



 

 

1.7    Outline 
For this project we want to introduce three types of results: the technology choice, 
the new prototype, and the evaluation of this prototype.  
Correspondingly, Chapter 2 introduces the theoretical background for RTOS and 
real-time applications to explain the rationale behind our choice, and then provides 
the description of the chosen RTOS. 
Chapter 3 introduces all phases of creation of the real-time prototype of iVSP, divid-
ed into two parts: Sensor layer and Actuation layer. Each part contains information 
on architecture and design, implementation and testing. 
Chapter 4 introduces the methods used for verification and validation of the chosen 
RTOS and the new prototype, and then provides the evaluation results. 
Chapter 5 introduces our conclusions.  
Chapter 6 introduces the project management. 
 

2.Choice of technology 
This chapter provides a theoretical background to Real-Time Operating Systems 
(RTOS) and real-time applications. This helps in understanding of the criteria we 
considered to choose the RTOS for the development of iVSP. Further, the chosen 
RTOS is described.  
We justify the choice of the technology also by the discussion of the cross-sections of 
the business, technology and product roadmaps.  
At the end, we describe the design opportunities exposed by this project.   

2.1    Introduction 
An important aspect of this project was the choice of the RTOS, as the main factor 
determining the real-time behavior of the application.  
This chapter provides a theoretical background to RTOSes. Before we start introduc-
ing RTOSes, we want to answer two important questions: 

� Why do we need real-time? 
� How can we derive time constraints from application requirements? 

For this purpose we start with the introduction of the real-time applications.  
Finally, we introduce our choice of RTOS called Xenomai and its feasibility for this 
project. 
    

2.2    Real-Time [Embedded] Applications 
There is a large variety of commercial and open-source RTOS offered nowadays. 
They provide different features and guarantee different levels of predictability. Be-
fore choosing a RTOS, we needed to analyze the requirements of the applications 
that we were going to develop. 
In the book Hard Real-Time Computing Systems [8], the author mentions that it is 
essential to differentiate the applications requiring real-time computing from the 
applications requiring fast computing. Here, we want to show which applications 
require real-time computing and analyze iVSP from that perspective. Then, we want 
to show how time constraints, such as periods and deadlines, can be derived from the 
application requirements, even though they are not explicitly specified by the user. 
This information helped us to understand the RTOS requirements. 
 

Classification of real-time applications 
In this section we use the definitions and classification of control systems given in 
the above mentioned book, but we use examples that are the subject of research and 
development in TNO. 
 



 

 

Classic examples of applications requiring real-time computing are the control sys-
tems, which become aware of the device under the control and its environment via 
the sensory acquisition and provide control signals/commands via the actuators.   
In this sense we can describe iVSP as a platform for control applications, as it pro-
vides sensory acquisition and actuation, which can be used to develop a control logic. 
An example of a control application is CACC. 
 
The control applications can be depicted as in Figure 4. 
 

 

Figure 4 – General representation of control system 
 
In the case of iVSP, the system is a vehicle that exchanges information with the envi-
ronment consisting of other vehicles and road-side system. iVSP, being connected to 
the vehicle sensors and actuators, becomes aware of the vehicle state and its envi-
ronment and provides this information to the controller. Then iVSP feeds the control 
signals back to the vehicle. 
The controller could be the CACC controller, which also interacts with a human 
machine interface (HMI) to get an additional input. 
 
Control systems are classified by the level of interaction between the controlled sys-
tem and the environment. Three classes of control systems can be distinguished: 
 

1. Monitoring systems 
2. Open-loop control systems 
3. Feedback control systems. 

 
Monitoring systems do not modify the environment but only use the sensor data to 
perceive its state and provide this information to the user. These kinds of applications 
were developed on top of iVSP, when it did not have a real-time behavior. An exam-
ple is DSPI. In monitoring systems, the latency and jitter are not critical, meaning 
that the produced result is valuable even when it has big latency, which also can vary.    
 
Open-loop control systems interact with the environment, but once the action is 
planned, the new state of the controlled system is not interesting any more. That is to 
say, there is no feedback between sensors and actuators. An example of this class 
available in TNO is Cooperative Automated Emergency Braking. In this application, 
the decision about braking is made based on sensor data but after the action is per-
formed, the new state of the vehicle is not interesting any more. In the open-loop 
control systems, the latency and jitter are important because the action has to be per-
formed in predictable time, but they do not influence the control algorithm.   
 
Feedback control systems are based on the frequent bidirectional interaction between 
the system and the environment. In these systems, the planned actions strictly depend 
on the current sensory information and the feedback is used to correct the actions. A 
very good example of this class is CACC, which acquires data about the vehicle and 
its environment in fixed periods and provides control signals also in fixed period. In 
Feedback control systems, the latency and jitter are more critical as they influence the 
stability of the controller. 
 
In order to perform real-time, the system needs to response to certain events within a 
given deadline. Different systems tolerate the missed deadlines to a different extent. 
Many sources classify the real-time systems and their deadlines based on the conse-
quences of missed deadline. The following categorization can be given [9]:  



 

 

 
Soft real-time: these kinds of systems tolerate missed deadlines but the usefulness of 
the produced results degrades. It is also said that missed deadline does not directly 
lead to an undefined state.  
 
Firm real-time: these kinds of systems tolerate missed deadlines but the produced 
results become useless. Missed deadline, in this case, does not necessarily lead to an 
undefined state but it is highly undesirable.  
 
Hard real-time: missed deadlines, in this case, may have negative consequences and 
be harmful for the system itself or for its environment. These systems are said to 
enter an undefined state after missing the deadline. 
 
For this project, iVSP is intended to support applications with soft and firm real-time 
requirements because the targeted applications do not perform full vehicle control 
with a high risk for safety. From the above described applications, CACC can be 
considered a firm real-time application because, obviously, the untimely sensor ac-
quisition and actuation become useless but it does not cause a safety danger because 
the driver is not deprived of the vehicle control, for current implementations of ACC 
and CACC systems. 
 
An example of a soft real time application is DSPI, as it is a monitoring system and 
even in the case the results are produced late, they are still valuable. This application 
is used to monitor the behavior of the driver and to signal about behavioral issues.  
 
Moreover, within the same application there may be tasks that must be treated as firm 
real-time, while others can be treated as soft real-time. This is the case also in the 
iVSP Sensor layer: though, sometimes it needs to serve the applications that expect 
soft real-time behavior, mostly, it has to behave as firm real-time. This issue was 
considered and acted upon during the design phase, which is described in Chapter 3. 

Definition of time constraints 
The design of real-time applications is essentially different from non-real-time appli-
cations. The most important factor in real-time applications is time.  
The components of a real-time application perform certain functionality within cer-
tain time. These components are called tasks. Tasks usually run concurrently sharing 
resources and each of them has a strict start time and end time. Another important 
characteristic of the task is its deadline. One of most important issues of the real-time 
design is to schedule the tasks in a way that they all get a fraction of time for using 
the shared resources and all meet their deadlines.  
The tasks may differ by the criticality of meeting the given deadline. The same way 
we described soft, firm, and hard real-time requirements, we describe soft, firm and 
hard tasks [10]: 

� a hard task – not meeting the given deadline may cause negative conse-
quences (some sources describe it as catastrophic consequences) 

� a firm task – not meeting deadline does not cause any negative consequenc-
es but the results produced by the task are not important any more 

� a soft task – after the deadline the results produced by a task have less im-
portance but still are useful 

This level of criticality for the application must be the main factor when defining the 
priorities of tasks. This should be reflected in the implementation of a task and its 
dependent tasks, taking into account that for a firm real-time task, it is possible to 
skip an intermediate result but for a hard task, missed result may be hazardous. 
 
In addition, the real-time tasks can be activated in a different manner. Some tasks 
require regular activation and they are called periodic tasks. The regularity of period-
ic tasks is guaranteed by the real-time kernel, which controls the activation of these 
tasks in a time-driven fashion. 



 

 

The tasks, which are activated by other tasks or events (e.g., interrupts) are called 
aperiodic tasks. Very often, the interrupts, which activate aperiodic tasks, arrive 
periodically. These kinds of tasks are called sporadic tasks. 
 
The time constraints not always are explicitly defined by the user but it is possible to 
derive them from application requirements. It is the case also with iVSP, and in this 
section, we show how the time constraints can be derived from application require-
ments, using CACC as the example application. 
 
First, let’s take a look at the structural decomposition of CACC on top of iVSP in 
Figure 5. 
       

 
Figure 5 – CACC structural decomposition  
 
iVSP here plays an intermediate role between the vehicle and CACC. CACC receives 
the sensor data from the vehicle via the Sensor layer and provides control commands 
to the vehicle via the Actuation layer. It means we have to derive timing constraints 
of data transmission from the vehicle to CACC and back.  
The vehicle updates sensor data in a periodic manner (bottom graph on Figure 6) and 
CACC performs data polling also in a periodic manner (top graph on Figure 6). 
These two periodic tasks have different offsets and this difference (t2-t1) has ac-
ceptable limits described in [1].     
As the Sensor layer of iVSP transfers data from the vehicle to CACC controller, an 
extra delay is added to the data transmission. Data fusion on Figure 6, represents the 
process sequence performed in the Sensor layer before the data reaches the CACC 
controller. While the delay added by this processes is less than or equal to t2-t1, we 
can say that the Sensor layer meets its deadline (blue bars on the middle graph on 
Figure 6); otherwise, the deadline will be missed (red bars on the same graph).  
To this end, we can also conclude that the data fusion should be handled as a sporad-
ic task: it should be activated upon arrival of the sensor data from the vehicle, which 
is a periodic event.  
 

 
Figure 6 – Timing constraints of CACC 
 
The described was only one task of the Sensor layer. For other tasks, the time con-
straints are derived in a similar way.  



 

 

2.3    Real-Time Operating Systems 
The task of the developer of real-time applications is to define time constraints but 
only the operating environment can guarantee whether those time constraints can be 
satisfied. 
To make the selection of RTOS easy, we tried to categorize the available real-time 
kernels. Different sources take different approaches of categorization. For example 
[10] gives a categorization based on the structure of kernels. This is a good approach 
but it requires much time for study and investigation. We found the categorization 
given in [8] to be sufficient, which approaches the question from the perspective of 
the problems being solved by a particular kernel. Here we give a concise overview of 
that categorization: 

� Commercial kernels (VxWorks, pSOS, OS9, Chorus and so on)  
� Real-time extensions of timesharing operating systems (such as extensions 

of Linux, MACH)  
� Research operating systems developed by research institutes to establish 

new computational paradigms and new scheduling strategies    
 
The first category of kernels is distinguished by fast response on external events 
characterized by fast context switch, efficient interrupt handling, and fast inter-
process communication mechanisms. 
The second category of kernels is distinguished by the fast development process of 
real-time applications achieved by the use of standard interfaces. This also simplifies 
the portability on different hardware platforms. 
The most advanced kernels of the second category provide features that are similar to 
the kernels of the first, with the difference that the first category kernels are more 
deterministic. Such features are preemption mechanisms, mutexes, semaphores, page 
locks in main memory, time management using real-time clock, and priority inher-
itance protocol.  
Another important characteristic of these two categories is that scheduling policies 
are based on fixed priorities and do not consider time constraints of tasks, such as 
periods and deadlines. As a result, the programmer should consider these constraints 
and map them into fixed priorities. 
      
Some of the candidates of the first two categories are known as hard real-time ker-
nels, but really hard real-time guarantees are provided by the kernels of the third 
category. Those kernels can be distinguished by the following characteristics: 

� The ability of scheduler to consider explicit timing constraints of tasks, such 
as deadlines and periods 

� The availability of off-line methods of schedulability analysis 
� The possibility to characterize tasks with additional parameters, which are 

used to analyze the dynamic performance of the system 
� The use of specific resource access protocols that help to avoid priority in-

version and limit the blocking time on mutually exclusive resources. 
 
Kernels of this category, as a rule, are hardware dependent and are limited in the use 
of external devices. Examples and references of such RTOS are given in [8].  
 
Probably the most important characteristic of RTOS is its scheduling policy. 
There are a number of approaches to real-time scheduling: 
 
Clock-driven: This approach is used for hard real-time systems where all properties 
of all jobs are known at design time. In this kind of systems the schedule of the jobs 
is computed off-line and is stored for the use at run-time. This technique provides 
hard real-time guaranties but it is not flexible. 
Weighted round-robin: According to this approach, the processing capacity is parti-
tioned between jobs using the weighting factor defined for each job. It gives each job 
a fixed fraction of the processor time. It may delay the computation of every job but 
it provides throughput guarantee.  



 

 

Priority-driven: This approach is used for more dynamic real-time systems with a 
mix of time-based and event-based activities, where the system must adapt to chang-
ing conditions and events. Priority is assigned to the job based on algorithms like: 

o Earliest deadline first (EDF) 
o Least Slack time first (LST) 
o Rate-monotonic 

2.4    Chosen technology: Xenomai 

Selection criteria 
For this project, we limited the selection to the real-time extensions of Linux as the 
previous version of iVSP was developed for Linux. Linux is an ideal choice for de-
velopment of iVSP because it facilitates the cost efficient development of complex 
systems, which combine interfaces with various devices. Another advantage of Linux 
is its modular structure, which provides large possibilities of scalability and extensi-
bility. The potential of Linux as a real-time embedded system was underlined in Jerry 
Epplin’s article “Linux as an Embedded Operating System” [11]. 
As it was shown in the requirements analysis, scalability is a valuable requirement 
for iVSP therefore the choice of RTOS should not have had an impact on its ability to 
expand to accommodate growing number of sensors, actuators and interfaces with 
other devices or platforms.  
A real-rime extension of Linux called Xenomai appeared to serve this purpose the 
best as it is facilitated with various real-time device drivers and with an API for real-
time device driver development. 
Among other advantages of Xenomai, we found important that it is well documented 
and, as it appeared, there is an active community support.     
Xenomai was chosen based on a research and experimental estimate. The experi-
mental estimate was also given for the behavior of two parts of iVSP implemented as 
real-time tasks of Xenomai. The results of initial experiments were promising (more 
details in Verification and Validation chapter).        
 

Description 
In this and in the next section we use the descriptions, definitions, and some pictures 
from Xenomai documentation available in the internet. 
  
Xenomai added real-time capabilities to Linux by the co-kernel approach, which 
takes control of hardware interrupt management and allows running of real-time 
tasks aside from the Linux kernel, assigning them higher priority over the Linux 
kernel tasks [12]. This is achieved by a hardware virtualization layer called Adeos, 
which is available as a Linux kernel patch. The conceptual scheme of Xenomai is 
shown on Figure 7, which is taken from Xanomai documentation [13]. 
 
Adeos, which stands for Adaptive Domain Environment for Operating systems, has 
been proposed by Karim Yaghmour in 2001 [14].  
Adeos provides the event control to entities called domains sequentially in prioritized 
manner. Domains are kernel-based software components, which exist simultaneously 
but they do not necessarily see each other. The Linux kernel is the root domain. The 
domains compete to each other for getting event control, which are either hardware 
interrupts or system events (system calls, task switch, signal, etc.) of the root domain.       
In the case of Xenomai, Adeos supports two domains: the original Linux kernel and 
the Xenomai real-time nucleus [15]. Xenomai has higher priority than the Linux 
kernel, meaning that whenever there are active real-time tasks, the processing power 
and free resources are given to Xenomai. When there are no real-time tasks, the 
Linux kernel is running in its normal mode.   
 



 

 

As it is stated in Xenomai documentation [12], it aims at providing a smooth move 
from traditional RTOS to GNU/Linux-based execution environment without a need 
to rewrite the applications entirely. For this purpose, Xenomai provides an abstract 
core which can be used to build any kind of real-time interfaces mimicking the gener-
ic RTOS services. By the Xenomai terminology, these interfaces are called skins. 
Xenomai provides a number of skins mimicking the RTOS like VxWorks, pSOS. In 
addition, it provides POSIX skin to smoothen porting of the native Linux applica-
tions into real-time applications; and Native skin for development of real-time appli-
cations using Xenomai services provided by Xenomai API.  
 

 
 Figure 7 – Xenomai co-kernel 
 
Xenomai implements a number of features commonly used in traditional RTOSes. 
Bellow we list the features that are relevant for the iVSP real-time implementation 
[12]. 
 
Scheduling: By default, real-time tasks are scheduled according to fixed priority, 
assigned by a programmer, using a preemptive algorithm. According to the default 
scheduling policy, the processor resource is provided to the highest priority task 
using the FIFO principle. The running task can be preempted only by a higher priori-
ty task. 
The second available scheduling policy is round-robin, according to which tasks 
having the same priority are allowed to run during a time slice assigned by program-
mer.  
 
Priority inheritance protocol: In order to provide support for preventing priority 
inversion when using inter-thread synchronization services, the priority inheritance 
protocol is supported.  
 
Interrupt management: The safety of interrupt nesting is ensured by allowing reen-
trance of interrupt management code. To prevent preemption of ISR by thread execu-
tion, the rescheduling procedure is locked until the outer ISR has exited (i.e. in case 
of nested interrupts). 
 
Time management: Traditional RTOS usually represent time in units of ticks. These 
are clock-specific time units and are usually the period of the hardware timer inter-
rupt, or a multiple thereof. Since it needs to support both periodic and aperiodic time 
sources, the nucleus transparently switches from periodic jiffies to time-stamp coun-
ter values depending on the current timer operating mode. 
 

Usage 

Installation 
Xeanomai is installed as a patch to the Linux kernel. A number of configuration 
options are to be considered in order to set up all the features needed for a specific 



 

 

use. Configuration used for this project with available explanation is given in the 
company’s internal documentation. 
 

Programming 
Xenomai offers two programming approaches: 

- Using real-time services in application code: in this case the application 
is programmed using Xenomai API. This capability is provided by 
Xenoami’s Native skin. 

- Wrapping approach:  in this case specific wrappers replace original sys-
tem calls in applications written for other RTOS or for original Linux 
by Xenomai system calls. For Linux applications, Xenomai offers 
POSIX skin.  

As in Xenomai the real-time tasks run outside the Linux kernel, the Linux program-
ming model cannot be preserved. The result can be a complicated application code. 
For this reason we chose Xenomai’s Native skin. 
 
A Linux distribution, which has Xanomai patched kernel installed, behaves similar to 
a normal Linux distribution and native Linux tasks are scheduled by the Linux 
scheduler. The task (or thread) will undergo Xenomai scheduling only in the case it is 
programmed as a Xenomai task. The programming language of Xenomai is C and its 
services are accessible via the API it provides. 
The services provided by the native API are implemented in a kernel module, which 
is inserted when the native skin is chosen during kernel configuration. These services 
can be called both from kernel space and user space [16]. 
The native API provides the following categories of services: 
- Task management: apart from general task management services, this category 

allows selection of priority and scheduling policy. 
- Timing services: those are services related to system timer management. 
- Thread synchronization: native API provides the following thread synchroniza-

tion mechanisms: 
o Counting semaphores  
o Mutexes 
o Condition variables 
o Event flags 

- Inter-task communication: native API provides number of message passing 
mechanisms between real-time tasks or between real-time tasks and Linux ker-
nel-space or user-space processes: 
o Inter-task synchronous message passing support 
o Message queues 
o Memory heaps 
o Message pipes 

- Device I/O handling: native API provides simple mechanisms for interrupt han-
dling and I/O memory access control from user-space context. 

When programming in Xenomai, it is important to understand the principal underly-
ing its execution modes. Xenomai allows the real-time tasks running from the user-
space to execute either in Xenomai domain or in Linux domain. The former is called 
primary mode, the later secondary mode. When tasks run in primary mode they take 
advantage of all real-time capabilities of Xenomai nucleus. When they run in second-
ary mode, they don’t have any difference from Linux user-space threads except that 
they can switch to the primary mode. 
The tasks can have multiple mode switches during the execution of the application. 
Real-time guarantees cannot be given for the tasks, which are likely to switch to 
secondary mode. So, to preserve the real-time characteristics, it is preferable to avoid 



 

 

mode switches. Switches to secondary mode are caused when tasks directly or indi-
rectly perform Linux system calls and they can switch back again by calling Xeno-
mai services [16]. 
It is not always possible to avoid Linux system calls, especially for applications, 
which communicate with peripheral devices. It was one of big challenges met during 
this project. In this project, problems were encountered in the tasks using the net-
work, CAN, and GPS devices.  
Xenomai offers a solution for this issue having integrated so called Real Time Driver 
Model (RTDM). RTDM is an approach to unify interfaces for developing device 
drivers and associated applications under real-time Linux [17]. Xenomai easily inte-
grated it because its ability to attach various APIs, called skins, to its real-time nucle-
us. 
Xenomai offers device drivers for number of devices like serial device driver, which 
was used in this project. Real-time device drivers are also offered by some device 
vendors or third party project. Among this project is RTNet providing real-time net-
working functionality, which was used in this project [18]. 
As a result, we realized a real-time communication via network and serial CAN de-
vices. The problem with the USB-CAN controller and USB-GPS dongle still remains 
open because of unavailability of the USB software stack for Xenomai.  

2.5    Roadmaps 
In this section we aim to show the characteristics of the business, technology, and 
project roadmaps that made it possible to achieve valuable results. Moreover, we try 
to anticipate the evolution of the project by taking into consideration business and 
technology roadmaps.   
The business roadmap, in general, should show the motivation for starting this kind 
of project and the technology roadmap should show the possibilities of initial devel-
opment and future evolution of the project. 
Business refers to TNO’s efforts towards the development of Advanced Driver Assis-
tance Systems. 
Technology refers to Xenomai, which is the real-time platform allowing the devel-
opment of real-time applications. It dictates the constraints and provides possibilities 
for the development of real-time applications.     

2.5.1.  Business Roadmap 
As it was mentioned in Stakeholder analysis, TNO promotes iVSP using it in various 
projects. For these projects iVSP is an innovation. The interest towards iVSP grows 
as it becomes usable in more and more ADAS applications. So, TNO continues in-
vesting in the expansion of possibilities of iVSP. 
One of possible expansions of possibilities of iVSP was adding real-time behavior to 
it. This would allow using it in safety critical ADAS applications.  
Initially, iVSP was used for ADAS applications of the first level of assistance and 
was combined with RCPs to support applications of the second level. 
The benefits provided by real-time version of iVSP completely running on Linux 
platform were introduced in Section 1.1   , but how far can we expand the use of 
iVSP in safety critical applications depends on the technology, chosen to implement 
its real-time behavior.  
 

2.5.2.  Technology Roadmap 
Considering the technology roadmap is important for the project in the sense that the 
evolution of the technology may mean the evolution of the applications developed 
using this technology. 
In this project, the selection of Xenomai as an execution platform for the real-time 
prototype of iVSP was conditioned not only by the advantages that it provides at 
present but also by future development perspectives. 
 



 

 

A valuable feature of Xenomai is that it does not degrade the possibilities offered by 
original Linux as one of its endeavors is to achieve highest possible level of integra-
tion between the real-time sub-system it provides, and the native Linux environment 
it is based on.  
Moreover, it preserves the scalability that Linux provides by offering support for 
industrial device drivers. This was achieved by hosting the RTDM layer, which is a 
framework for real-time driver development. 
Current efforts of Xenomai developers are focused on supporting two real-time tech-
nologies: the dual-kernel based on Adeos and the native preemption based on the 
PREEMPT_RT kernel [19]. This makes easy the migration of applications from dual-
kernel to PREEMPT_RT kernel. 
 

2.5.3.  Project Roadmap 
The current version of real-time iVSP uses only basic features of Xenomai, includ-
ing: 

� creation and prioritization of real-time task 
� handling tasks as periodic, sporadic, or aperiodic tasks 
� selection of the scheduling policy (FIFO or Round-Robin (RR)) 
� inter-process communication 

The use of these features in iVSP is described in Chapter 3. 
 
We see the possibility of further development of iVSP at least in three aspects, using 
available features of Xenomai: 

� Using the RR scheduler: though the current version of iVSP can be config-
ured to use RR scheduler, it does not have any effect because of the current 
configuration of Xenomai. RR will have an effect if Xenomai timer resolu-
tion is set to microsecond. The timer resolution is set at compilation time of 
the Linux kernel with the Xenomai patch applied. 

� Performing resource management: Xenomai offers a number of services for 
resource management like Mutex or Counting Semaphore. One example 
when iVSP can benefit from resource management is serial CAN device. 
This device is used by different tasks to read or write messages. By control-
ling the access to this device, we can increase predictability of receiving and 
sending time.    

We see Xenomai developing towards hard real-time capabilities. This means also the 
development of iVSP towards more predictable behavior, which will create a possi-
bility for implementation of more demanding applications.  
Currently, Xenomai aims at making easy migration of applications from dual-kernel 
to PREEMPT_RT kernel. This creates a possibility to observe the behavior of iVSP 
also on PREEMPT_RT kernel without a big effort. The benefits still are to be evalu-
ated.      

2.6    Design Opportunities 
The project assignment offered many challenges that exposed various design oppor-
tunities. The challenges include: 

- Automotive software design 
- Real-time software design 
- Design choice for RTOS 
- Design choices for performance improvement 
- Interfacing with vehicle control   

 
This project can be described as a research project with a proof of concept as an out-
come. 



 

 

The proof of concept in this case is rather big challenge because there is no single 
metric which can be taken as granted for ensuring the real-time behavior of the sys-
tem. The persuasiveness was determined as the most important design criterion for 
this project. In other words, enough arguments must be provided to guarantee the 
real-time behavior.  
The most important notion in real-time applications is predictability.    
 
We can identify two approaches to ensure the predictability: 

� Theoretical: schedulability analysis 
� Empirical: experimental evaluation, statistical estimate 

The theoretical approach is a quite big field of study and requires a lot of time to be 
invested.  
In theoretical approach, ensuring the predictability means demonstrating at design 
time that the constraints of all tasks in the system are met. To do this, we need to 
know the time and resource constraints of all tasks in advance. Moreover, for better 
insurance we have to know the characteristics of the execution environment and 
predict changes during the runtime. We can conclude that the theoretical approach 
cannot guarantee the same results in practice.  
As it was mentioned earlier, resource and time constraints for iVSP cannot be defined 
by its own; they must be derived from the application requirements. As the purpose 
of iVSP is to serve possibly many applications, each of which may dictate unique 
constraints, a statistical estimate would be an added value.  
As TNO is a company with big possibilities to perform experiments and measure-
ments, we chose the empirical approach. 
Our idea was to perform multiple experiments and count the standard deviation and 
jitter as a measure of predictability. We expect to see the reduction of these metrics 
compared to non-real-time version of iVSP, but still it is not easy to say how small is 
small enough.  
 
Another design criterion for this project is the impact. Typically, for any research 
project, there are two possible outcomes: positive and negative. In the case of posi-
tive outcome, the question to be answered is “where it can be used?” 
This question is important for this project as the primary intention of the project was 
to expand the applications of iVSP. 
The expected impact is to make it possible to use iVSP in the ADAS applications of 
the second level of assistance (the levels of assistance are described in section ADAS 
applications and iVSP). The first target applications are CACC and CAEB. 
 





 

 

 

3.Project Realization 
This chapter describes the approach taken to develop the real-time version of iVSP. 
The architecture, design and implementation of the Sensor and Actuation layers are 
excluded from the public report for confidentiality reasons.  

3.1    Chosen approach 
The approach to design real-time applications is different from classical design ap-
proaches. When designing real-time applications, the following important issues 
must be considered: 

1. Identification of important activities of the application and creation of tasks 
out of these activities; 

2. Definition of the nature of each task: periodic, aperiodic, sporadic; 
3. Derivation of timing constraints for each task; 
4. Mapping time constraints into priorities; 
5. Selection of a scheduling policy: FIFO, Round-Robin (available in Xeno-

mai). 
 
iVSP itself is not a control system but it is a platform for control applications. If we 
define a control system as composed of parts as shown on Figure 8, iVSP can be 
given a role of sensory acquisition and actuation. iVSP contains two separate layers 
for the realization of these roles: Sensor Layer and Actuation Layer. The purpose of 
iVSP is to provide a flexible sensory acquisition and actuation system, able to serve 
the needs of different applications, which will realize the control logic. So we can say 
that the combination of these kinds of applications and iVSP make a control system. 
 

 
Figure 8 – Control system example 
 
The Sensor and Actuation layers can be analyzed to identify the activities that should 
be structured into tasks. It is also possible to define whether those tasks are periodic, 
aperiodic, or sporadic. However, priorities, timing constraints, and the suitable 
scheduling policy depend on control logic and cannot be defined for iVSP taking it as 
a separate system.  
 
The chosen approach was to design and implement the Sensor and Actuation layers 
as compositions of the real-time tasks, which can be given priorities and periods, 
dependent on the application logic. The priorities of all tasks and periods of periodic 
tasks are defined in a global definition file, which enables easy reconfiguration fol-
lowed by compilation of the iVSP code.      
 
 

4.Verification & Validation 
This chapter describes the methods of evaluation of the chosen RTOS and the real-
time implementation of iVSP. During this project, a number of measurements were 
performed to evaluate the chosen RTOS and the behavior of the developed prototype. 
The results of these measurements and the description of the experiments were ex-
cluded from this chapter for confidentiality reasons.   



 

 

4.1    Evaluation of the chosen RTOS 

4.1.1.  Introduction 
The choice of the RTOS was defined as a high risk requirement as it has impact on 
overall project. To ensure the success of the project, we performed early measure-
ments on the chosen RTOS. 
Though the features and behavior of the RTOSes are well documented, their actual 
performance on a specific hardware cannot be predicted.  
We performed a number of benchmark tests on three kernels (Xenomai, 
PREEMPT_RT, vanilla kernel).  
As these benchmark tests do not show the actual real-time capabilities of Xenomai 
(because the test application must be programmed as an RT task), we expected to see 
that there are no essential performance degradations, when the Linux kernel is 
patched with Xenomai. 
 
We evaluated the real-time capabilities of Xenomai by implementing two compo-
nents of iVSP as real-time tasks and performed a number of measurements. We ex-
pected to see predictability improvement in the real-time version of these tasks com-
pared to the non-real-time version.  
 

4.2    Evaluation of real-time iVSP 

4.2.1.  Introduction 
We performed a series of measurements on the real-time and non-real-time versions 
of iVSP to ensure that the solution conforms the requirements.  
As it was mentioned earlier, the most important design criterion for this project was 
persuasiveness, for which we defined two measures: performance and predictability. 
 
As real-time does not necessarily mean increased performance but likely means in-
creased predictability, we defined three requirements: 

- providing the same performance as a Should have requirement 
- providing increased performance as a Won’t  have requirement 
- providing increased predictability as a Must have requirement 

We chose two metrics for performance: 
- the execution time of separate tasks and the whole system  
- the communication latency of the communication interfaces (CAN, Ether-

net) 

We chose two metrics to describe the predictability: 
- the standard deviation of the series of measurements 
- the jitter 

While the standard deviation shows the amount of variation from the mean, jitter 
shows the amount of variation from the previous value. 
 
We performed the same measurements for two different conditions:  

- no load condition 
- stress condition  

The results of the experiments can be requested from TNO under the agreement of 
non-disclosure.   



 

 

5.Summary & conclusions 
5.1    Results 
The main goal of this project was to create the real-time prototype of iVSP. However, 
the results of this project include also 

� The installation and configuration of the Xenomai Linux extension 
on the iVSP hardware 

� The implementation of the interface with the RCP 
� The implementation of the Actuation layer 

In the real-time prototype of iVSP, only the Sensor and Actuation layers are imple-
mented as real-time applications. Other layers may be turned into the real time appli-
cations in the future. 
 
The biggest challenge of this project was to achieve the persuasiveness of the real-
time prototype. 
As the most important characteristic of a real-time system is the predictability, we 
focused on the study and measurements of this characteristic. 
We chose an empirical approach in our study. This means, we performed a series of 
experiments, after which we performed a statistical analysis of the measurement 
results. 
As a measure of predictability, we chose the standard deviation and jitter.  
We made a comparison with the non-real-time implementation of iVSP, to see the 
added value of the real-time implementation. 
Our measurements focused on two aspects: 

� communication latency of peripheral devices 
� execution time of tasks 

The communication latency measurements were intended to show how the applica-
tion benefits from the use of the real-time device driver. For this purpose, the real-
time device drivers were set up for the serial CAN controller and the network card. 
 
The measurement results showed increased predictability in the case the task exe-
cutes fully in the primary mode of Xenomai. In these cases, the standard deviation is 
at least 10 times better in the real-time version. 
We observed that the switches to the secondary mode highly affect the predictability 
and the average execution time. This means that, in order to fully benefit from the 
real-time features of Xenomai, the switches to the secondary mode have to be avoid-
ed. However, for low priority tasks, these switches are not crucial. 
 
The communication latency measurements of the serial CAN device showed in-
creased predictability and reduced latency. The standard deviation was improved 100 
times when we replace the device driver by its real-time alternative. The average 
latency is improved more than 5 times in no-load condition. 
 
The measurements of the UDP communication showed increased predictability and 
at the same time increased latency due to the additional layers in RTNet to ensure the 
predictability. 
 
In the stress conditions, the real-time tasks running in the primary mode almost do 
not show difference compared to the normal conditions. Non real-time implementa-
tion in the same case shows very big fluctuations, including also the loss of messag-
es. 
However, when tasks switch to the secondary mode, the stress conditions affect also 
the behavior of the real-time tasks. 



 

 

5.2    Conclusions 
We can take the results of this project as evidence that Xenomai provides big possi-
bilities for real-time development of iVSP.  
The predictability is essentially increased, when we compare pure real-time task with 
non-real-time. The difference is even more obvious when we compare kernel-space 
tasks, which was the case when we compared the CAN communication latency. 
Apart from predictability, there are also performance improvements in certain cases. 
E.g. real-time communication queues are faster than TBB queues. The performance 
is essentially improved in kernel space tasks, which we conclude comparing a real-
time device driver with non-real-time. 
Another positive side of Xenomai is that it allows the development of the real-time 
device drivers. It means there are no restrictions on the use of new devices. 
 
As it was mentioned earlier, we see Xenomai developing towards hard real-time 
capabilities. This means also the development of iVSP towards more predictable 
behavior, which will create a possibility for implementation of more demanding 
applications.  

5.3    Recommendations         
In this project, we implemented only the real-time Sensor and Actuation layers but 
the real-time capabilities of iVSP can be expanded even more. 
The current version can still be improved by excluding the mode switches in all 
tasks. 
Theoretically, iVSP may benefit from the use of Round-Robin scheduling policy, 
because it shares the resources fairly between the processes of the same priority. The 
delivered version is able to use the Round-Robin scheduling but the kernel must be 
re-configured to provide a higher resolution timer. 
As the Sensor and Actuation layers share the same resources, e.g. CAN controller, 
the predictability of corresponding tasks may be improved if the resource manage-
ment techniques are used. For this propose, Xenomai provides semaphores, mutexes, 
and condition variables.  
As the performance of kernel space tasks is essentially increased, the performance-
critical tasks can be implemented as kernel space tasks. However, it is not recom-
mended when there is a danger of kernel corruption. 
 
We see a possibility to observe the behavior of iVSP also on PREEMPT_RT kernel 
without a big effort because, currently, Xenomai aims at making easy migration of 
applications from dual-kernel to PREEMPT_RT kernel. It could be an interesting 
research.  
 

5.4    Design opportunities revisited 
As it was mentioned in section 2.6   , we defined two main design criteria for this 
project: persuasiveness and impact. 
 
We chose an empirical approach to demonstrate the persuasiveness and chose the 
predictability as an indicator of persuasiveness. Finally, we chose the standard devia-
tion and jitter as metrics of the predictability. 
 
The generalized measurement results demonstrated the advantage of the real-time 
implementation of iVSP compared to the non-real-time implementation. 
 
We think that the increased predictability of the real-time iVSP enables to support the 
ADAS applications of the second level of assistance (levels of assistance are de-
scribed in section ADAS applications and iVSP).  
 
The next step on this path would be to test the real-time iVSP in ADAS applications 
like CACC and CAEB.   



 

 

 





 

 

6.Project Management 
 

6.1    Introduction 
We can characterize this project as a research project, with a prototype as an expected 
outcome.  
The project lasted 9 months, during which the author was responsible for planning 
and executing the project. 
In Section 1.4   we listed the key stakeholders of the project but the list of stakehold-
ers directly influencing the project is much shorter. 
The author was the only responsible party for the execution of all tasks included in 
the project scope.  
The project steering group consisting of the supervisor from the company and the 
supervisor from the university influenced the definition of the scope and other key 
decisions. The primary responsibility of the steering group was supervising, mentor-
ing and consulting the author during the project. 
In the requirement elicitation phase, the key role belonged to the company supervisor 
and the project manager.  
During the project, the domain experts were consulted for understanding key domain 
concepts. Between them are the company supervisor and other colleagues from the 
company.     
Further in this chapter, we describe how the solution scope and the requirements 
were managed and how the project was planned. 

6.2    Managing solution scope and requirements 
In the beginning of the project the following high level goals were identified: 

� Installation and configuration of the real-time execution platform 
� Creation of a real-time prototype of iVSP 
� Creation of a demonstrative application 

According to these goals, the project was divided into 3 iterations. After each itera-
tion, the solution scope and requirements of the next iteration were re-visited and re-
defined. 
Each iteration was dependent on the preceding iterations and the finished iterations 
provided more details and constraints for the subsequent iterations. During the pro-
ject, the solution scope and the requirements were changed several times. 
 
The change of the solution scope throughout all iterations is shown on Figure 9. 
 

 



 

 

Figure 9 – Change of the solution scope during the project 
 

6.3    Work-breakdown and planning  
The duration of each iteration was as follows: 

- 1st iteration: 2 months (January – February) 
- 2nd iteration: 4 months (March – June) 
- 3rd iteration: 2 months (July – August) 

Apart from the three goals described in the previous section, the project included also 
the delivery of the technical report. The work on the technical report (this document) 
started in March and was done in parallel with the second and the third iterations, 
with increased intensity in August.  
 
Several milestones were identified in each iteration. The milestones were achieved 
through a number of activities. 
 
The work-breakdown structures for each iteration are shown on Figure 10 to Figure 
12.    

 
Figure 10 – Work-breakdown structure: 1st iteration 
 

 
Figure 11 – Work-breakdown structure: 2nd iteration 
 



 

 

 
Figure 12 – Work-breakdown structure: 3rd iteration 
 

Glossary 
ADAS Advanced Driver Assistance System 
iVSP Intelligent Vehicle Safety Platform 
CACC Cooperative Adaptive Cruise Control 
CAN Controller Area Network 
OOTI The program providing 2 year professional courses in software design  
RTOS Real-Time Operating System 
Xenomai A real-time extension of the Linux kernel 
RTDM Real-Time Driver Model, an API for the development of real-time device 

drivers 
Task A component of the real-time application. May be referred also as thread. 
RTNet A framework meant to provide a real-time networking based on RTDM 
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