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Chapter 1

Introduction

The voice is an important medium for communication between people. In daily life,

speech plays a prominent role in social interaction. Besides the message that speech gen-

erally conveys, an individual speaker’s voice also gives information about the speaker’s

identity, personality and mood. For instance, a listener can usually tell whether the

speaker shares his mother tongue or which region in the country he is from. On the

other hand, a speaker can voluntarily change his specific speech style to express to

which group in society he belongs, or he can lower the pitch of his voice in order to get

more dominance in a conversation. The auditory information in speech may help the

listener to discriminate between two speakers. It may also reveal information about the

speaker’s mood or his attitude towards the listener. Another aspect is, assuming that

physiological and perceptual characteristics of speech are related, that clinicians can

use the auditory information to describe the degree of abnormality of a voice. In sum-

mary, speech conveys language-related and speaker-related information. Speech prop-

erties which are determined, for example, by the choice of words or the structure of a

sentence are language related. Speaker-related properties are pitch, rhythm, loudness

and voice quality. Voice quality is the topic of this thesis. It is defined as the character-

istic auditory colouring of an individual speaker’s voice (Laver, 1980). Laver conceives

voice quality in a broad sense, in which both laryngeal and supralaryngeal features are

seen as contributing to voice quality. In all the examples mentioned above, the notion

of voice quality as a speaker-related property plays an important role. For instance, it is

well-known that voice quality, together with pitch and rhythm contributes to the per-

ceived emotion (Frick, 1985; Scherer, 1986; Childers and Yegnanarayana, 1989; Childers

and Lee, 1991; Ananthapadmanabha, 1994; Murray and Arnott, 1995; Koreman, 1995;

Titze et al., 1997; Mozziconacci, 1998).

We adopt Laver’s definition of voice quality, which was given above. The focus of

this definition is an auditory phenomenon. Inspired by this, we choose to consider voice

quality as a perceptual characteristic. On the other hand, voice quality is a function of the

vocal system, consisting of the lungs, larynx and supralaryngeal vocal tract. This means

that the parameters of this vocal system directly influence voice quality. We therefore

believe that studying the perceptual aspects of vocal-system parameters will contribute
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to a better understanding of voice quality.

Another motivation for this work stems from the application of speech technology.

In recent decades spoken interaction between humans and computers has become a

widespread social reality. Speech recognition systems and speech synthesisers have be-

come standard building blocks of user interfaces. It can be said that in these areas of

speech technology, voice quality is important, too. In speech synthesis, control of voice

quality will improve the naturalness of synthetic speech. Modern speech synthesis is

mainly concatenative synthesis, i.e. speech segments, derived from recorded speech, are

retrieved from a database and concatenated. The segment length may be small and

fixed as is the case in diphone synthesis, or it may be arbitrary, as in unit-selection-

based synthesis. After concatenation, intonation and duration may be modified in order

to realise the desired prosody. In unit-selection, however, a common approach is to select

segments that match the desired prosody and concatenate these without further process-

ing. Advantages of concatenative synthesis, when compared with other speech synthesis

methods such as allophone synthesis or formant synthesis, are its simple implementa-

tion and its better speech quality. A disadvantage is the reduced flexibility, which is a

consequence of the use of recorded speech: Although there exist several techniques for

waveform manipulation (McAulay and Quatieri, 1986; Moulines and Charpentier, 1990)

considering the modification of rhythm and pitch which have been perceptually evalu-

ated (Kortekaas and Kohlrausch, 1997; Kortekaas, 1997), the possibility to modify the

voice quality of recorded speech has not been investigated. This problem will also be

addressed in this thesis. Our approach will be to create the percept of a modified voice

quality by manipulating the speech signal.

A complete study of voice quality would involve the perceptual aspects of the com-

plete vocal system. In this thesis we will restrict our analysis to studying the perceptual

aspects of voice-source parameters. The relation between voice-source parameters and

voice quality has been investigated in a number of studies (Childers and Lee, 1991;

Gobl, 1989; Gobl and Nı́ Chasaide, 1992; Karlsson, 1990; Karlsson and Liljencrants,

1996). Only few studies have dealt with the perceptual relevance of voice-source pa-

rameters (Scherer et al., 1998; Henrich et al., 2003). These authors have followed an

experimental approach, in which Just Noticeable Differences were measured for specific

variations of voice-source parameters. In this thesis we develop, validate and use an

objective method which is able to quantify the perceptual relevance of variations to all

possible voice-source parameter settings. In the earlier mentioned studies, the percep-

tual relevance is measured in the directions of one parameter only. Our method allows to

quantify the perceptual relevance of variations in arbitrary directions in the parameter

space. Furthermore, this method provides a way to determine the directions of maxi-

mum and minimum perceptual relevance. In what follows we will first describe how the

methods to quantify the perceptual relevance of voice-source parameters are developed

and evaluated. Furthermore, we will show that there exists a simple systematic relation

between the quantified perceptual relevance and the voice-source parameters. Finally,

the mathematical treatment of the relation between voice-source parameters and their
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perceptual effects leads to the construction of simple spectral operations that can be

used to modify the perceived voice quality.

Investigations of perceptual aspects of speech production parameters are commonly

based on listening experiments. Experimental assessment, however, is laborious, since one

has to include a number of parameter settings and systematic variations of the speech

production parameters in various directions. Such an extensive experimental research

can be circumvented by using a perceptual distance measure, which can predict whether

or not two sounds, in particular two stationary vowel or vowel-like stimuli with the same

fundamental frequency, are perceived as different. Such a distance measure based on a

model of the representation of sound in the inner ear is developed and experimentally

evaluated in Chapter 2. It transforms the physical sound spectrum into patterns of

excitation, specific loudness or partial loudness as a function of critical band rate (Moore

et al., 1997). It is shown that the representation of an auditory stimulus in a perceptual

domain, such as a vowel or a vowel-like sound, is well suited to predict discrimination

thresholds between similar acoustic stimuli. In particular, we show that the L2-norm

between excitation patterns or, alternatively, the partial loudness measure, can be used

for this purpose. We have decided to adopt the excitation pattern distance (EPD) in

the rest of the chapters, because of its simpler implementation and more convenient

mathematical properties.

Before we can study the perceptual effects of the voice source we have to specify a

set of voice-source parameters. Because we want to investigate those parameters that

influence or describe the speech signal directly, we choose the parameters that model

the air flow at the exit of the larynx. An alternative would be to adopt a model of

the motion of the vocal folds, such as the two-mass model (e.g., Lous et al., 1998),

but this has the disadvantage of the larger number of parameters and the indirect and

partially unknown relation between the parameters and the speech signal. In this thesis,

we will use the Liljencrants-Fant (LF) model (Fant et al., 1985) which has become a

standard model for the glottal-flow time derivative. The approach followed can also be

applied to other models, such as the Rosenberg model or the R++ model (Rosenberg,

1971; Veldhuis, 1998a). The choice for waveform parameters implies the use of a linear

source-filter model, in which the source generates the LF pulses and the filter models the

spectral colouring by the vocal tract. In this respect a linear source-filter model simplifies

the physical processes of vowel production because, physically, the coupling between the

voice source and the vocal tract is described by non-linear equations. The use of a linear

model, however, does not affect the naturalness of synthetic speech (Klatt and Klatt,

1990). The LF model does not involve a model of the turbulent noise at the exit of

the larynx, nor does it involve a model for the slight irregularities in the periodicity of

the speech signal known as jitter and shimmer. In principle, models of turbulent noise,

jitter and shimmer can be added to the framework of our study. This would, however,

require a fundamental revision of the perceptual distance measure, which would have to

be made suitable for time-variant sounds. Therefore, we will not consider them in our

study.
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The perceptual relevance of a parameter is defined here as the degree to which a

small variation of the parameter leads to perceivable differences. Given the fundamental

frequency and the amplitude, the LF model is completely characterised by three pa-

rameters, Ra, Rk and Ro, which can be represented as points in a 3-dimensional space

R ⊂ R3. We will investigate whether we can predict the perceptual effects of small vari-

ations to the points in R. For this purpose, in Chapter 3 we adapt the EPD introduced

earlier such that the perceptual relevance can be determined for parameter variations in

all directions. This method for determining perceptual relevance has a number of inter-

esting applications for speech synthesis. One is the possibility to divide the space R into

cells of perceptually indistinguishable points in R. Another is that the method gives the

possibility to vary the parameters in directions with greatest perceptual relevance, and

thus in directions which have the strongest effect on voice quality.

The method for quantifying the perceptual relevance of R-parameter variations is

applied to a large set of parameter settings in R. These parameter settings are obtained

from real speech data representing a variety of voice qualities. This analysis is done

with the intention to uncover relations between aspects of the R parameters and their

perceptual relevance. It revealed that the perceptual relevance depends systematically

on the location in R.

We define a perceptual parameter ψ which quantifies the perceptual relevance as

a function of the R parameters. This parameter has a simple relation with the Just

Noticeable Difference. Interestingly, it turns out that the points obtained from real speech

data lie near a trajectory when ordered as a function of the perceptual parameter ψ.

Next, we investigate the perceptual aspects of the points along this trajectory. It is

demonstrated that the perceptual parameter ψ has a close relation to the production

parameter Rd (Fant, 1995), for which Fant described a close relation with voice quality.

Because of the simple relation between Rd and ψ it is an obvious conclusion that this

close relation also holds for voice quality and ψ. Furthermore, we show that the R

parameters corresponding to the different categories of voice quality are clustered when

ordered as function of this perceptual parameter.

The knowledge gathered in the earlier chapters can be used to develop a technique to

modify the voice quality of recorded speech. An obvious approach would be to derive the

voice-source parameters from the speech signal, next modify the parameters into settings

which correspond to another voice quality and, finally, resynthesise the speech signal.

However, the derivation of voice-source parameters of recorded speech requires laborious

techniques such as inverse filtering, which is not always reliable, and manual voice-source

model matching. We therefore choose an approach to modify the voice quality directly by

means of simple basis operations on the harmonic amplitude spectra of the speech signal.

The operations are defined in the frequency domain of the signal, because the effects of

variations of the voice-source parameters are easier defined in the spectral than in the

time domain. In Chapter 5, basis operations on the harmonic amplitude spectrum are

derived by studying the spectral effects of small variations (i.e. in small steps below the

audibility threshold) to the voice-source parameters in the direction of a required voice
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quality. It is experimentally validated that these operations have the desired perceptual

effect and that the subjects are able to identify the voice qualities.

This thesis has two main results. The first is that we have uncovered a close and sys-

tematic relation between parameters used to describe speech production and a parameter

which quantifies perceptual relevance. The second main result is that we have described

and validated a method to obtain simple spectral operations for directly modifying the

voice quality of recorded speech.
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Chapter 2

A measure for predicting audibility

discrimination thresholds for

spectral envelope modifications in

vowel sounds

Abstract

Both in speech synthesis and in sound coding it is often beneficial to have a measure that

predicts whether, and to what extent, two sounds are different. This chapter addresses the

problem of estimating the perceptual effects of small modifications to the spectral envelope

of a harmonic sound. A recently proposed auditory model is investigated that transforms the

physical spectrum into a pattern of specific loudness as a function of critical band rate. A dis-

tance measure based on the concept of partial loudness is presented, which treats detectability

in terms of a partial loudness threshold. This approach is adapted to the problem of esti-

mating discrimination thresholds related to modifications of the spectral envelope of synthetic

vowels. Data obtained from subjective listening tests using a representative set of stimuli in

a 3IFC adaptive procedure show that the model makes reasonably good predictions of the

discrimination threshold. Systematic deviations from the predicted thresholds may be related

to individual differences in auditory filter selectivity. The partial loudness measure is compared

with previously proposed distance measures such as distances between excitation patterns and

between specific loudnesses applied to the same experimental data. An objective test measure

shows that the partial loudness measure and the distance between two excitation patterns

are equally appropriate as distance measures for predicting audibility thresholds. The distance

between two specific loudnesses is worse in performance compared with the other two.

This chapter is based on Rao et al. (2001)
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2.1 Introduction

Two important problems in sound compression and speech synthesis are the prediction

whether two sounds are perceived as different and how to express supra-threshold qual-

ity differences. An objective distance measure for predicting audibility thresholds and

supra-threshold quality differences is important in both areas of research. Although it is

valuable to have an objective distance measure which can assess the subjective quality

of an entire sentence or phrase, and which correlates well with subjective test scores, it

is also useful to evolve a measure which can predict the quality of short steady segments.

Such a measure can serve as the basis for an overall quality measure, and can be used

in an analysis-by-synthesis framework where the difference between the reference sound

and the synthesized sound needs to be estimated.

Commonly used basic objective distance measures, such as signal-to-noise ratios and

spectral distances, are derived directly from differences in the waveforms or in the power

spectra of the reference and test signals (Quackenbush et al., 1988). However, because

it is the perception of the modification that needs to be quantified, it is expected that

measures derived from models of the auditory system will provide the most accurate

predictions.

This chapter addresses the problem of finding a perceptual distance measure that

predicts audibility discrimination thresholds of modifications to the spectral envelope of

steady vowel-like sounds. Such sounds are completely specified by their power spectra

which can be represented as a set of harmonic components at multiples of a specified fun-

damental frequency. Modifications to the power spectrum occur in the form of magnitude

changes of the harmonic components. We do not consider the effect of phase changes in

vowel spectra because it is known that phase changes have a relatively minor effect on

the sound quality of complex tones (Plomp, 1976). In the case of sounds with harmonic

spectra, the spectral magnitude changes can be viewed as modifications of the spectral

envelope of the harmonic components. Sources of this type of modification are, for ex-

ample, filtering by a non-uniform gain transfer function and the inaccurate modelling

of the spectral envelope, for instance, in linear predictive synthesis. It is of interest to

predict whether the modifications give rise to discriminable changes in perceived quality,

and if so, to quantify the extent of perceptual degradation.

In the next section we review the past development of auditory distance measures for

the modification of the spectral envelope of vowel sounds. We motivate and propose a

new distance measure based on partial loudness for the prediction of the discrimination

threshold. In Section 2.3, a brief overview is given of the loudness model recently pro-

posed by Moore et al. (1997), which forms the basis of the present work. The adaptation

of the partial loudness measure to the prediction of audibility discrimination thresholds

for arbitrary modifications of the spectral envelope is discussed. In Section 2.4, mea-

sured discrimination thresholds using a 3IFC adaptive procedure with a representative

set of stimuli are used to validate the applicability of the model in this context. The ex-

perimental results are discussed and possible explanations for observed deviations from
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the predicted thresholds, are provided. Other previously proposed and commonly used

auditory distance measures are also evaluated on the same set of experimental data and

their performance is compared with that of the distance measure based on the partial

loudness.

2.2 Vowel quality distance measures

Previous work on the problem of prediction of perceptual differences for vowel sounds

has been based on modelling, to various degrees, the differences in the internal repre-

sentations of reference and modified sounds. The auditory system includes the auditory

periphery as well as central processing. It is assumed that perceptual discriminability

(under optimal listening conditions and using well-trained subjects) depends largely on

the resolution properties of the auditory periphery, and should be predictable by any

good model of peripheral auditory processing (Gagné and Zurek, 1988).

Such an assumption leads back to the work of Plomp (1976) in which the spectral

levels of the input stimulus power are summed over 1/3-octave bands, approximating the

critical bands of the auditory system, to obtain a spectral representation more closely

matched to that assumed in auditory processing. The quadratic distance between the

reference and test signal representations was used to predict subjective quality differ-

ences in a set of steady sounds. In a further refinement, perceptual distance measures

based on auditory excitation patterns have been applied to explain a variety of sub-

jective discrimination data by postulating a threshold difference in excitation levels for

detectability. Excitation patterns, or the excitation level per critical band, were first pro-

posed by Zwicker and Scharf (1965) as part of the “power spectrum model” for auditory

processing. These are calculated from the power spectrum as the output of the auditory

filters with centers distributed uniformly on a critical band scale. Excitation patterns

were used by Gagné and Zurek (1988), who investigated resonance-frequency discrimi-

nation of single vowel formants. The difference in the excitation patterns of the reference

and modified signals was used to derive a distance measure given by either the single,

largest magnitude difference (single-band model) or by the appropriately combined dif-

ferences across bands (multiband model). A similar approach is followed in Kewley-Port

(1991) who reported on detection thresholds for isolated vowels and examined several

detection hypotheses of vowel spectra, based on their excitation patterns. Sommers and

Kewley-Port (1996) studied the modelling of formant frequency discrimination of female

vowels and evaluated an excitation-pattern model for this purpose.

While the excitation pattern represents the distribution of excitation along the basilar

membrane, the loudness per critical band (specific loudness) corresponds more closely

to the distribution of neural activity. The specific loudness is closely related to the

subjective perception of loudness. A perceptual measure based on specific loudness is

justified by the fact that the specific loudness versus critical band rate represents the best

psycho acoustical equivalent of the power spectrum (Zwicker and Fastl, 1990). Distance

measures based on applying various Minkowski metrics to the difference between specific
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loudnesses have been used to predict subjective distances in vowel quality (Bladon and

Lindblom, 1981). This approach has also been followed more recently to explain the

variation in formant-frequency discrimination thresholds observed in steady-state vowels

(Kewley-Port and Zheng, 1998). The Euclidean distance between the specific loudnesses

of the reference and of the modified signals is used as the distance measure. However,

the approach of applying a distance measure to specific loudness suffers from two serious

shortcomings as far as the prediction of discrimination thresholds is concerned:

1. It lacks a sound basis for the mathematical form of the distance measure e.g.

Euclidean, area, etc. Such a development is possible only in a purely experimental man-

ner by observing the correlation between the distance measure and subjective data in

specific situations.

2. There is no basis for selecting the numerical value of the threshold level of the

distance metric for the prediction of audibility.

Because we are interested in predicting the thresholds of discrimination for wide-

ranging modifications to the spectral envelope, it is of importance to have a relatively

invariant threshold level for the distance measure, preferably one based on a large and

diverse body of psychoacoustical data.

Prediction of the discrimination threshold is a part of the larger problem of quantify-

ing the perceptual effect of a modification of the signal. That is, treating the difference

between the original and modified signals as the signal to be detected, we wish to quan-

tify its audible significance or its perceived loudness. The type of modification under

consideration in this chapter involves a spectral gain modification. Since no new fre-

quency components are created, it constitutes a linear modification. For the purpose of

computing auditory distance measures, these can be treated as additive modification

with a power spectrum equal to the difference in the power spectra of the reference and

modified signals (Schroeder et al., 1979). We wish, then, to estimate the audibility of

this additive modification which can be viewed as the “signal” to be detected in the

presence of the background “noise” representing the reference signal. The background

sound generally reduces the perceived loudness of the signal, an effect known as partial

masking. The loudness of the signal in the presence of the background noise, or the

partial loudness of the signal, is then a valid basis for an objective distance measure

between the original and modified power spectra. To assess the partial loudness it re-

quires the availability of a computational procedure such as the one given by Zwicker’s

loudness model (Zwicker and Scharf, 1965; Zwicker and Fastl, 1990). Recently a mod-

ified version of Zwicker’s loudness model incorporating a more analytical formulation

was introduced by Moore et al. (1997). This revised model has been shown to account

more accurately for various subjective loudness data. An enhancement to the earlier

model particularly relevant to our problem is the quantification of sub-threshold levels

of partial loudness and the consequent outcome of a threshold of audibility in terms of

a partial loudness threshold. With such a threshold definition, this model has been used

to predict thresholds related to the detection of tones in noise backgrounds as measured

in various masking experiments (Moore et al., 1997). In the next section we discuss the
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implementation of the partial loudness model and its adaptation to the problem of the

prediction of discrimination thresholds for arbitrary envelope modifications of steady

harmonic complexes.

2.3 The partial loudness model

The loudness model of Moore et al. (1997) is based on the approximate stages of auditory

processing representing the conversion of the input power spectrum to the excitation pat-

tern on the basilar membrane and the subsequent transformation to a specific loudness

density. In the case of a signal presented with a background sound or masker (henceforth

referred to simply as the “noise”), a partial specific loudness distribution is derived for

the signal based on the computed excitation pattern of the signal as well as that of

the noise. The overall partial loudness of the signal, in sone, is then given by the total

area under the partial specific loudness distribution. While the loudness model is based

on analytical formulations, which represent approximately the stages of physiological

processing, the exact nature of the formulations and their various parameters have been

optimised to fit a large body of psychoacoustical data on masked thresholds and partial

loudness judgements for a variety of multi tone and noise stimuli. We next review the

structure of the stages of the model in some detail.

2.3.1 Computing the excitation pattern

The excitation pattern of a sound is calculated as the output of the auditory filters

representing the frequency selectivity of hearing at specific center frequencies. Figure 2.1

shows the stages involved in obtaining the excitation pattern from the input signal power

spectrum which is specified by the frequencies and power spectral levels in dB SPL of

its components. The first two blocks describe transfer functions from the free field to

the eardrum and through the middle ear, respectively.

For sounds presented over headphones, the fixed filter modelling the transfer function

from the free field to the eardrum is replaced by one with a flat frequency response. In

the third stage the excitation pattern of a given sound is calculated from the effective

spectrum reaching the cochlea. According to Moore (1987), excitation patterns can be

thought of as the distribution of excitation evoked by a particular sound in the inner

ear along a frequency axis. In terms of a filter analogy, the excitation pattern represents

the output level of successive auditory filters as a function of their center frequencies.

Each auditory filter represents the frequency selectivity of the inner ear at a particular

frequency, where the filter shape varies with the input level. The excitation pattern is

generally presented as a function of the ERB-rate rather than as a function of frequency.

ERB stands for Equivalent Rectangular Bandwidth and is a measure for the bandwidth

of the inner ear filters. The ERB-rate is a value on the ERB scale, which is conceptually

related to the Bark scale (Zwicker and Scharf, 1965; Moore, 1986). On this scale the

auditory filters are uniformly spaced with the ERB-rate related to the frequency in kHz
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Figure 2.1: Schematic diagram for calculating excitation patterns from the power spectrum of a sound

represented by the frequencies and amplitudes of its harmonic components.

through an approximately logarithmic relation (Moore et al., 1997). For a more elaborate

description of the concepts of excitation patterns, auditory filter shapes and ERB-rate,

see Appendix II.

Auditory filter shapes, experimentally derived from notched-noise experiments, are

characterized as rounded exponential (RoEx) filters with parameters that control the

filter selectivity (Moore, 1987). The frequency selectivity depends both on the center

frequency of the auditory filter and the input stimulus level. With increasing input

level the lower slope of the filter becomes shallower. The contribution of each stimulus

component to the excitation pattern is calculated with a filter shape particular to that

component. The lower slope of a filter is determined by the total stimulus level within the

one-ERB band surrounding the stimulus component under consideration (Van der Heij-

den and Kohlrausch, 1994). Thus to calculate the excitation level corresponding to the

output of a given auditory filter, the input power spectral components are each weighted

depending on their level and distance from the filter center frequency and combined ad-

ditively as depicted in Figure 2.1. This is repeated for all filter center frequencies spaced

at intervals of 0.1 ERB in the range of 50 Hz to 15 kHz. We thus obtain the complete

excitation pattern as a density, i.e. in dB SPL per ERB.

2.3.2 Calculating the partial loudness

The next stage of the model is the transformation from excitation pattern to specific

loudness, which is the loudness density in sone per ERB. The specific loudness is obtained

from the excitation distribution versus ERB-rate by a compressive nonlinearity. The

partial specific loudness of a signal in a background noise refers to its reduced perceived
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loudness and hence depends on the excitation distributions of the signal as well as that

of the noise background. The formulae in Moore et al. (1997) provide this mapping based

on psycho acoustical studies of loudness (Stevens, 1957; Zwicker and Scharf, 1965) as

well as several subsequent experimental data on loudness perception and discriminability

thresholds. Figure 2.2 shows a recomputed version of Figure 10 in Moore et al. (1997)

with our implementation of the loudness model. This figure shows plots of the model

output in terms of partial specific loudness (Sone/ERB) of a sinusoidal at 1 kHz in

white noise versus the excitation level (dB) of the sinusoidal with the excitation level

of the white noise as parameter. The partial specific loudness of the signal in noise and

excitation levels of the signal and the noise are measured at 1 kHz. The resemblance

of Figure 10 of Moore and this figure gives a good indication of the validity of our

implemented model.
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Figure 2.2: A recomputed version of Figure 10 in Moore et al. (1997). The partial specific loudness as

function of the signal excitation level measured at 1 kHz, with the excitation level measured at 1 kHz

evoked by a masker (white noise) as parameter.

The center frequency at 1 kHz influences the computations by way of the level of

the threshold in quiet which is assumed to vary with frequency in the model. From

an examination of this figure, several features become evident. (1) The partial specific
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loudness is related to the signal excitation by a compressive nonlinearity that increases

in strength with increasing noise excitation levels. This arises from the increased levels

of masking at higher noise levels. (2) At levels of signal excitation well above the noise

excitation, the partial specific loudness curves for the various noise levels converge and

approach the specific loudness for the signal in quiet. (3) For a given noise excitation level,

as the signal excitation approaches its masked threshold, the partial specific loudness

rapidly attains low values and continues to decrease in value with decreasing signal

excitation level.

For a signal presented in a background noise, the calculation of the partial specific

loudness requires the computation of three excitation patterns. First, an excitation pat-

tern is calculated for the total sound, that is, the signal plus the background noise. The

auditory filter shape parameters obtained in the course of this computation are stored.

Then, using these parameters, two further excitation patterns are calculated: one for the

background noise and one for the signal. The partial specific loudness of the signal is

next calculated using the formulae relating to the functions of Figure 2.2, at each ERB-

rate location as a function of the corresponding excitation levels of the signal and the

noise as well as the threshold in quiet at that frequency location. The overall loudness of

the given signal, in sone, is assumed to be the area under the specific loudness density.

According to the model, the absolute or masked threshold of a sound corresponds to

the level at which its partial loudness is 0.003 sone. Hence the model predicts, using

the same transformation, both the subjective loudness and the discrimination threshold.

The overall partial loudness as computed by the model is therefore a suitable candidate

for quantifying the audible significance of the signal.

We see that to predict the discrimination threshold, the model integrates the specific

loudness contributions across the entire ERB-rate range and as such can be considered

a “multi band” model. The model has been used successfully to predict threshold data

from a number of previous experiments on multi-component complex tones in noise by

assuming the threshold in overall partial loudness to be at levels between 0.003 sone and

0.008 sone (Moore et al., 1997).

2.3.3 Partial loudness of arbitrary spectral-envelope modifica-

tions

The partial loudness measure (PL) can be applied to the problem of discriminating

modifications of the spectral envelope of a steady sound in the following way. The refer-

ence sound is intended to take the role of the background noise and the modified sound

that of signal plus background noise. We assume that the linear spectral modification

can be treated as additive noise with a power spectrum given by the difference between

the reference and modified power spectra. The modification is then the signal to be

detected and its partial loudness can be calculated as described earlier. The amount

of modification at which the partial loudness attains the value of 0.003 sone is taken

as the discrimination threshold. There is a problem, however, in that such a procedure
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would be suitable only when the modification can be considered as a positive additive

modification of the power spectrum. Because we wish to study arbitrary changes of the

spectral envelope, we need to incorporate the treatment of cases in which the spectral

level may actually decrease, at least for some spectral components. Figure 2.3(a) shows

an example of such a case.
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Figure 2.3: An example of an arbitrary spectral-envelope modification. (a) The reference (solid line)

and modified (dashed line) spectral envelopes of the simulated vowel /a/ with a fundamental frequency

of 220 Hz. The modified sound is obtained by applying a single-pole, highpass-filter to the reference

sound. (b) The excitation patterns of the reference and modified signals. (c) The partial specific loudness

distribution characterising the difference between reference and modified sound.

The spectral envelope of the vowel /a/ is subjected to an decrease in spectral tilt

by means of high pass filtering. It can be seen that the low-frequency components are

attenuated while the higher-frequency components are amplified. Here we must compute

the partial loudness of two distinct types of modification, one being a positive change in

spectral level and the other a negative change.

Our approach to the problem of computing the partial loudness of an arbitrary
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modification of the spectral envelope is illustrated by Figure 2.4. We first compute
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Figure 2.4: Schematic diagram illustrating the computation of partial loudness from the excitation

distributions of the reference and modified signals.

separately the excitation patterns of the reference and modified signals. Then, based on

the channel-wise comparison of these two excitation patterns, we redefine the signal and

noise excitation patterns to be used in the partial loudness model as follows. Let e1 be

the excitation pattern of the reference sound and e2 that of the modified sound. The

excitation pattern of the background noise is then defined as min (e1, e2), that of the total

sound as max (e1, e2) and that of the signal as |e1−e2|. Negative changes are treated in the

same way as positive ones, therefore only the absolute value of the difference is of interest.

The excitation patterns for the reference and modified signals of Figure 2.3(a) are shown

in Figure 2.3(b). By applying these excitation patterns in the computation of the partial

specific loudness of the modification, we get the distribution shown in Figure 2.3(c).

The overall partial loudness is obtained by integrating the resulting (always greater-

than-zero) values of partial specific loudness. It is the partial loudness measured in this

way that we adopt as a measure for the perceptual distance between the sound with

excitation pattern e1 and the sound with excitation pattern e2. Furthermore, we use a

measure that is symmetric, i.e. when the reference sound and the modified sound are

exchanged we obtain the same numerical value for the partial loudness of the difference.

To what extent this distance measure is capable of predicting audibility thresholds in

the context of spectral envelope modifications is investigated by means of the subjective

experiment described in the next section.

2.4 Experiment

2.4.1 Aim

The aim of the experiment is to validate whether partial loudness, computed according

to the model presented earlier, can be used to predict audibility discrimination thresh-

olds for arbitrary modifications of the spectral envelope of steady harmonic complexes.

We also will compare our results with two alternative perceptual distances applied to

the same experimental data. A requirement for a distance measure that is useful for

a broad class of speech and musical sounds, is that it should be capable of predicting
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audibility thresholds for a large variety of spectral envelope modifications. Therefore we

chose a representative set of modification conditions for the experiment, distributed over

the spectra of two simulated steady vowels, /a/ and /i/. A good measure is expected

to produce the same threshold values for distinct conditions, at least for each individ-

ual subject. A relative variation, quantifying the range of spread across conditions and

defined as the standard deviation of the measured thresholds for the various conditions

divided by their mean will, therefore, be used as an indication of the quality of the

measures.

2.4.2 Stimuli

The reference sound spectra were derived from the amplitude spectra of the vowels

synthesised by the cascade combination of an LF model glottal source and a formant

filter based on the linear prediction coefficients (LPC) (Fant et al., 1985). A constant

overall level of about 55 dB SPL was maintained. The set of modifications was chosen

in a way to encompass distinct types of gain changes of the spectral envelope. Table 2.1

gives an overview of all the modifications. Specifically, we considered localized spectral

amplitude changes at the formant peaks and in the valleys, and also combinations of

these changes, both in opposite and in equal directions. The amplitudes of the harmonics

were modified by multiplication with a factor close to one. When more than one harmonic

was modified, each harmonic was multiplied by the same factor.

Table 2.1: The 12 experimental conditions with a description of the corresponding spectral modifica-

tions.

Conditions and corresponding modifications

Stimulus description

Condition F0 [Hz] Phase Vowel Modification

1 220 random a harm. 6, positive

2 220 random a harm. 10-11, positive

3 220 random a harm. 12-15, positive

4 220 random a harm. 12-15, positive and harm. 6, negative

5 220 random a modification of spectral tilt, low pass filter

6 220 random a modification of spectral tilt, high pass filter

7 220 random i harm. 1-2, negative

8 220 random i harm. 4-8, positive

9 220 random i harm. 12, positive

10 220 random i harm. 4-8, positive and harm. 1-2, negative

11 110 random a modification of spectral tilt, low pass filter

12 110 regular a modification of spectral tilt, low pass filter

For example, the condition 2 of Table 2.1 corresponds to a scaling of the harmonics

10 and 11 of the harmonic spectrum by a factor greater than one. We also investigated

modifications that are relatively broadband, or have more spectral spread, by varying the
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overall spectral tilt. This was achieved by either lowpass filtering to increase the spectral

tilt, or by highpass filtering to reduce it. The filter parameters were adjusted so that the

overall loudness of the sound was not changed significantly. Figure 2.5 depicts the set

of stimuli and modifications by indicating which harmonic components are affected in

each of the conditions.
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Figure 2.5: The two panels show the reference spectra of the stimuli used in the subjective experiment.

Top panel: Vowels /a/. Bottom panel: Vowel /i/, both with a fundamental frequency of 220 Hz. The

encircled points indicate the modifications of harmonic amplitudes and the corresponding condition

numbers. Not in the diagrams are the following four modifications of Table 2.1: condition 5, 6, 11 and

12.

It is generally accepted that amplitude changes in the spectrum of harmonic sounds

are more detectable than phase changes. It was found that for complex tones with a

fundamental frequency beyond 150 Hz the maximal effect of phase on timbre is smaller

than the effect of changing the slope of the amplitude pattern by 2 dB/oct (Plomp

and Steeneken, 1969). Therefore a fundamental frequency of 220 Hz for the vowel-like

spectra was used. We applied random phase (frozen) for the stimuli to maintain an equal
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distribution of energy within each pitch period. To investigate the influence of changing

the fundamental frequency, one of the spectral envelope modifications was repeated at a

fundamental frequency of 110 Hz. At this lower fundamental, however, there could exist

phase effects, which could lead to temporal cues. Therefore adding a condition with a

phase derived from the glottal-pulse model tested the influences of these effects.

In each of the conditions, the spectral harmonic amplitudes were modified in steps

corresponding to small steps of the calculated partial loudness of these spectral modi-

fications. The reference and modified sounds were generated as the sum of harmonics

with the specified amplitudes and random phases. Only in the final condition (number

12), were the actual phases provided by the vowel synthesizer applied. The duration of

the stimuli was 300 ms with raised cosine ramps of 25 ms at the beginning and end of

the signal. For each condition we measured the value of the partial loudness at which

the subject was just able to discriminate between the reference sound and the modified

sound.

2.4.3 Method

Four subjects (S1, S2, S3 and S4) participated in the experiments. The subjects’ ages

and sexes are presented in Table 2.2. All were young adults with normal hearing and no

Table 2.2: Characteristics of the subjects.

Characteristics of subjects

S1 S2 S3 S4

sex male male female male

age 30 24 38 26

reported history of hearing impairment. In addition, measurements in Subsection 2.5.3

showed normal absolute thresholds for all subjects at a frequency of 1 kHz. The stimuli

were presented binaurally over headphones at a level of approximately 55 dB SPL to

subjects seated in a sound-proof booth. A 3-interval forced-choice adaptive procedure

(Levitt, 1971) was used to obtain the thresholds. In this procedure each trial consisted of

three stimuli, two stimuli representing the reference sound and one the modified sound.

The assignment of the odd stimulus to one of the three intervals was randomized. The

subject’s task was to indicate the odd interval. Immediately after each response, feedback

was given indicating whether the response was correct or incorrect. The interval after the

response of the subject and the next trial was 300 ms. The inter stimulus interval was

400 ms. After two correct responses the amount of spectral modification was reduced

by one step. After one incorrect response it was increased by one step. The spectral

modifications of a stimulus were divided into 20 steps reaching from about 1 sone to

0.001 sone of partial loudness for the modification. A run began with a modification of

the spectrum that produced an easily discriminable change. A test run was completed
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after 12 up-down reversals. A reversal is seen here as a transition from step n into step

n+1, where the former transition of steps was a transition from step n+1 into step n, or

similarly as a transition from step n into step n−1, where the former transition of a step

was from step n− 1 into step n. For example, a reversal in the row {n+ 1, n, n, n+ 1},
is at the last transition in the row from step n into step n + 1. A single-run estimate

of the partial loudness at threshold was obtained by taking the median of the partial

loudnesses corresponding to the steps within the last eight up-down reversals of the run.

In this way the 70.7 % correct detection threshold is measured. For each experimental

condition, a final estimate of the partial loudness at threshold for each subject was based

on the median of five single-run estimates taken over a period of several days.

2.5 Results and Discussion

2.5.1 Partial loudness

In Figure 2.6 the medians of the partial loudness levels at threshold are given for each

subject, where the data of S1, S2, S3 and S4 are indicated with a circle, triangle, cross

and a star, respectively. The interquartile ranges are indicated with bars.

An examination of the data shows that for most of the conditions, the subjects’

thresholds are between 0.003 sone and 0.02 sone, which is close to the range of 0.003

to 0.008 sone used by Moore et al. (1997) to predict detection thresholds for simple

psychoacoustic stimuli. We particularly note that the thresholds for the widely differing

spectral modifications namely localized perturbations (conditions 1,2,7,9) and spread

perturbations (conditions 4,5,6,10,11,12) fall within the same narrow range. Spectral

modifications described by a combination of positive and negative changes appear to

be adequately treated by the proposed procedure. Changing the fundamental frequency

while maintaining the same spectral envelope (conditions 5 and 11) does not impact the

accuracy of the predictions. The conditions 3 and 8 corresponding to modifications local-

ized at the valleys of the spectral envelope are clear exceptions, however. For condition

8, three subjects show thresholds that are distinctly higher than thresholds measured

for the other conditions while for condition 3, one subject shows high thresholds.

The partial loudness model of Moore et al. (1997) is based on the average of results

of a large number of experiments involving listeners with normal hearing. The parame-

ters of individual subjects, however, may vary from these average values. The greatest

variability is expected in the spectral selectivity of the auditory filters. Hence the pre-

dictions of the model cannot be expected to be accurate for all individual listeners.

Later in this section we will attempt to correlate the large differences in the threshold

levels with possible individual differences in auditory frequency selectivity. First we ex-

amine the performance of perceptual distances based on excitation patterns and specific

loudnesses for the same data.
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Figure 2.6: Experimentally obtained thresholds plotted in terms of partial loudness. The bars indicate

the interquartile ranges.

2.5.2 Comparison with the excitation pattern and specific loud-

ness distances

As discussed in Section 2.2, the Euclidean distances between excitation patterns and

between specific loudnesses have both been widely applied in the prediction of vowel

quality differences. In contrast to the PL, these measures are based on a direct compar-

ison of the internal representations of the reference and test sounds. Here, the distance

between two excitation patterns is defined as the distance between two densities rather

than the Euclidean distance between two vectors. Because we want to measure the dif-

ference between two excitation patterns which are assumed to be continuous functions

on the interval (0, 40), where (0, 40) is the interval on the ERB scale, we consider the

excitation patterns as elements of the infinite-dimensional vector space L2(0, 40)1 . The

perceptual distance between two excitation patterns e1 and e2, where the patterns are

1L2(0, 40) is the Banach space of Lebesgue integrable functions on the interval (0, 40)
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represented in dB, is quantified by

‖e1 − e2‖2 :=
(∫ 40

0

|e1(x)− e2(x)|2dx
) 1

2

. (2.1)

In this work, the integral is numerically approximated by a sum with |e1− e2|2 sampled

at steps of 0.1 ERB. The perceptual distance between the excitation patterns of two

sounds, the excitation pattern distance (EPD), will be denoted as the quantity dB EPD.

Similarly, the perceptual distance between the specific loudness patterns, the specific

loudness distance (SLD), will be denoted as the quantity sone.

The auditory model of Moore et al. (1997) considered in this chapter has been used

in the computation of the excitation patterns and the specific loudness for the Euclidean

metrics. For each subject and condition, the excitation patterns and the specific loudness

of the reference sound and the modified sound corresponding to the just discriminable

condition have been computed. Figures 2.7 and 2.8 show the discrimination thresholds

versus condition numbers for the EPD and the SLD, respectively.
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Figure 2.7: Experimentally obtained thresholds plotted in terms of the EPD. The bars indicate the

interquartile ranges.
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Figure 2.8: Experimentally obtained thresholds plotted in terms of the SLD. The bars indicate the

interquartile ranges.

Next, we compare the performances of the measures. A requirement for a measure is

that the distance values obtained at threshold for a large variety of spectral modifications

are approximately constant for each individual subject. To compare the measures we

therefore have used the standard deviation of the measured thresholds for the various

conditions divided by their mean, which is referred to as the relative variation. Figures 2.7

and 2.8 reveal that both the EPD and the SLD display a range of overall variability of

discrimination thresholds that is smaller than that of the PL. The EPD has a slightly

smaller range than the SLD and shows a smaller variability across conditions. This would

indicate that the PL performs worse than the other two measures.

Curves shown in Figure 8 of Moore et al. (1997) and Figure 2.2 indicate that both

specific and partial loudness show an increased sensitivity with respect to excitation

level when approaching the threshold of detectability. In a fair comparison of the mea-

sures performances, this difference in sensitivity must be compensated for. To objectively

compare the relative variations of the three perceptual distance measures, we have car-

ried out a normalisation which takes into account the different sensitivities of the three
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Figure 2.9: The relative variation of the partial loudness distance (left panel) and the specific loudness

distance (right panel) as function of the EPD for the conditions 1-12. The symbols on the lines represent

the subjects’ thresholds for the conditions 1-12.

measures near threshold. The sensitivities of the partial loudness and the specific loud-

ness at threshold are normalized to match the sensitivity of the excitation patterns as

follows. We calculate the logarithms of all the three measures for the stimuli of condi-

tions 1-12. The left and right panels of Figure 2.9 show plots of the logarithms of the

partial loudness and the logarithms of the SLD as functions of the logarithms of EPD.

Each line represents the distance between the reference sound and the modified sound

for the conditions. The symbols on the lines represent the subjects’ thresholds for each

condition.

Table 2.3: Means of normalization factors for the relative variations and their standard deviation.

Mean Standard deviation

ρsl 1.12 0.23

ρpl 2.19 0.44

We observe from the panels that the slopes of the partial loudness and the SLD

as function of the EPD amount to about 2 and 1, respectively, indicating that the

partial loudness is about a factor 2 more sensitive at the threshold than the other

two measures. The nearly parallel lines, especially in the neighborhood of the subjects’

thresholds, imply that there is a nearly constant proportional relation between relative

variations in the EPD and the other two measures at threshold for all the experimental

conditions. We could, therefore, use the means of the slopes of these curves at the various

threshold points as estimates for two normalization factors ρsl and ρpl, by which the

relative variations in the SLD and the PL, respectively, have to be divided. The means

and standard deviations of the normalization factors have been plotted in Table 2.3.
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Table 2.4: Relative variations of the unnormalized and normalized measures, excitation pattern distance

(EPD), specific loudness distance (SLD) and partial loudness measure (PL).

Relative variations

Unnormalized Normalized

PL SLD EPD PL SLD EPD

S1 0.53 0.56 0.31 0.24 0.50 0.31

S2 0.60 0.39 0.22 0.27 0.35 0.22

S3 0.84 0.36 0.29 0.38 0.32 0.29

S4 0.39 0.63 0.26 0.18 0.56 0.26

Mean 0.59 0.49 0.27 0.27 0.43 0.27

Table 2.4 presents the relative variations for the 4 subjects and the 3 distance measures

before and after normalization.

In the unnormalized case, the EPD always has the lowest relative variation and it

depends on the subject whether the PL or the SLD performs second best. If we regard

the mean over the subjects, presented in the last row of the table, the PL comes out last

and the EPD first. In the normalized case, both the PL and the EPD come out best for

2 subjects. If we regard the mean over the subjects the PL and the EPD share the first

position.

An error analysis or a presentation of confidence intervals for the results presented in

Table 2.4 would be appropriate. However, such an analysis turns out to be analytically

difficult. Therefore, we performed an error analysis by simulation. First of all, we as-

sumed that the obtained datapoints had additive Gaussian errors with zero mean. The

averages of the interquartile ranges across conditions were used to estimate the standard

deviations of these errors for each subject and each distance measure. Then for each

subject and each distance measure, the normalized relative variations were computed in

1000 simulation runs in which independent Gaussian errors were added to the computed

threshold values. Figure 2.10 shows the resulting distributions of the relative variations,

under the assumption that these distributions are also Gaussian.

Table 2.5: Probabilities (in percentages) of relative performances of the measures per subject obtained

by simulation.

P {PL > EPD} P {SLD > EPD} P {PL > SLD}
S1 85 0 100

S2 21 3 78

S3 24 49 34

S4 86 0 100

The distributions of the relative variations can be used to compute for each subject

the probabilities that one distance measure performs better than another. These proba-



26 Discrimination of spectral envelope distortions

0 0.5 1
0

2

4

6

8

10
p s

e S1

std/mean

p(
st

d/
m

ea
n)

0 0.5 1
0

2

4

6

8

10

p

s
e S2

std/mean

p(
st

d/
m

ea
n)

0 0.5 1
0

2

4

6

8

10

p
se

S3

std/mean

p(
st

d/
m

ea
n)

0 0.5 1
0

2

4

6

8

10

p

se

S4

std/mean

p(
st

d/
m

ea
n)

Figure 2.10: Distributions of the relative variation for each subject, obtained by simulation.

bilities are presented in Table 2.5. The notations P{PL > EPD}, P{SLD > EPD} and

P{PL > SLD} denote the probabilities that the PL performs better than the EPD, the

SLD performs better than the EPD and the PL performs better than the SLD, respec-

tively. The same probabilities have also been derived directly from the simulation data,

without the assumption of Gaussian distributions for the relative variations, but the

results only differed in the first decimal of the percentages. These simulations confirm

the results based on the data, namely that PL and the EPD perform equally well and

clearly outperform the SLD.

2.5.3 Investigating the variations in partial loudness thresholds

We assumed that the explanation for the particularly high spread in partial loudness

threshold values across subjects for the conditions 3 and 8 might be found in individ-

ual differences in auditory frequency selectivity. To support such an assumption, we

investigated the effect of varying the auditory model filter parameters on the partial

loudness levels at threshold. We also looked for a basis on which any specific alteration
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of the model’s auditory filter parameters may be justified. With this in mind, we picked

condition 8 for further investigation.

A high value of calculated partial loudness at threshold implies that the modification

is more difficult to detect than predicted by the model. A salient characteristic of condi-

tion 8 is that it involves the detection of a signal at a center frequency that is higher than

that of the dominant masker. In such a situation it is natural to attribute the difference

in detectability to a difference in the upward spread of masking. To follow this possible

explanation an additional experiment was carried out to measure the upward spread of

masking. We used a masker frequency of 440 Hz and a target frequency of 1000 Hz to

create a similar situation as in condition 8. The masker levels were 70, 60 and 55 dB

SPL. Table 2.6 shows the medians of the masked thresholds of four sessions.

Table 2.6: Median masked thresholds in dB SPL for three different masker levels in the upward-spread-

of-masking experiment.

Masker threshold

Subject

Masker level S1 S2 S3 S4

70 20.75 24.50 32.00 12.25

60 6.25 9.25 21.50 4.25

55 2.50 5.75 17.75 2.00

The data in Table 2.6 show a great variability in upward spread of masking and

are in line with the assumption that the subjects’ differences for condition 8 are due

to differences in upward spread of masking. Subject S3 shows high masked thresholds

accompanied by a high score at condition 8, whereas subject S4 shows low masked

thresholds accompanied with a low score at condition 8. The subjects S1 and S2 have

masked thresholds between those of S3 and S4.

Individual differences in the upward spread of masking can be incorporated in the

loudness model by modifying the auditory filter parameters. Decreasing the lower slope

of the RoEx(p) filter by decreasing p is the most effective way to increase the predicted

upward spread of masking. The filter slope influences the bandwidth (ERB) of the filter

however. An alternative way to model the increased spread of masking is by introducing

a small, non-zero value of “r” in the RoEx(p,r) approximation of filter shape (Moore and

Glasberg, 1987). The effect of this is to add a low-level skirt to the filter gain function

while leaving its pass band (up to 30 dB below the filter tip) essentially unchanged.

The parameter “r” is thought to be related to absolute threshold effects which may vary

among individuals (Moore, 1987). Both these approaches were considered separately

by computing the parameter, “p” or “r”, required to fit the masked threshold data of

Table 2.6 for the subject S3, and then applying these modified parameters to calculate

the partial loudness value at threshold for each condition. The results are shown in

Figure 2.11.
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Figure 2.11: Variation in partial loudness threshold levels with auditory filter selectivity computed for

the experimental data of subject S3. The auditory frequency selectivity, modelled by the RoEx(p,r)

function, was manipulated by changing the parameters “p” and “r” independently.

We see that the value of partial loudness at threshold decreases for the conditions 3

and 8. Although the threshold levels for the other conditions too are affected to some

extent, the threshold levels for modifications at the spectral valleys (including condition

2 in which the masker is primarily below the signal frequency) are clearly more sensi-

tive to filter parameter changes. The conditions 1 and 7 can be characterized as being

complementary to the spectral valley conditions and show the expected increase in the

predicted threshold level with the increased upward spread of masking. So we see that

while the modified parameters explain the high threshold of condition 8, they adversely

impact the predictions for conditions 1, 2 and 3. However, it must be kept in mind that

the modified parameter settings were derived from a masking situation applicable to

the conditions 7, 8 and 10 and therefore may not be completely relevant for the other

conditions.

The sensitivities of the EPD and SLD to auditory filter parameter changes were also

examined. It was found that the EPD is also sensitive to the parameter changes but to
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a significantly lesser extent than the PL. The SLD on the other hand is relatively insen-

sitive to changes in filter parameter settings. These facts can also be seen in Figure 2.7

and 2.8 where we observe less variation among subjects at any given condition in the

SLD as compared to the EPD. On the other hand, the SLD at threshold appears to be

more dependent on the actual nature of the spectral modification.

The relative variations of the measures with the changed parameters were computed

for subject S3. In Table 2.7 the relative variations and performances of the measures are

presented for the case of the lower slope reduced by 45 %, the case of r = 0.0002 and the

original case. For the case of the lower slope reduced by 45 % the normalisation factors

were recomputed as ρsl = 1.10 and ρpl = 2.19. For the case r = 0.0002 the factors were

recomputed as ρsl = 1.01 and ρpl = 2.35.

Table 2.7: Relative variations of the normalised measures and probabilities of the relative performances

of the measures obtained by simulation for subject S3 with adapted parameters of the auditory filter.

Case 1 represents the reduced lower slope by 45 %. Case 2 represents the parameter change r = 0.0002.

Relative variations Relative performances of measures

Case PL SLD EPD P {PL > EPD} P {SLD > EPD} P {PL > SLD}
1 0.35 0.44 0.36 69 47 87

2 0.31 0.44 0.39 82 50 85

original 0.38 0.32 0.29 24 49 34

The results in Table 2.7 show that the performance of the PL has improved slightly

after adjusting the filter parameters. It can also be noted that the performance of the

PL has become better than the other two measures and that the results of subject S3

have become more in line with the results of the other subjects.

2.6 Conclusions

The partial loudness measure (PL) computed from the auditory model of Moore et al.

(1997) was proposed and adapted for the problem of predicting perceptual differences

caused by spectral envelope modifications of steady sounds. The PL is based on a spec-

tral model and does not take into consideration phase effects. The effectiveness of this

measure for the prediction of discrimination thresholds of spectral envelope modifica-

tions in simulated vowel sounds was studied by means of subjective experiments. Our

results indicate that the assumptions of the model are justified and that the experi-

mentally determined thresholds are reasonably close to the predicted values. Our results

provide a range for the discrimination thresholds applicable to realistic data such as

steady vowels. A score of 0.01 sone is a good estimate, although there appear easily

variations of a factor of 0.5 to 2. Previously proposed vowel quality distance measures

were also evaluated on the same experimental data. A relative variation, quantifying the

range of spread across conditions, was defined in order to compare the measures. At a
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first glance, the excitation pattern distance (EPD) gives a narrower range of spread in

discrimination thresholds compared to the PL. However, it was argued that the greater

variability of the PL and of the specific loudness distance (SLD) is due to the sensitivity

of these measures at threshold. Once normalized to match the sensitivity of the EPD at

threshold, the variability of both the PL and the SLD is reduced and the performances

of PL and EPD are similar and clearly better than that of the SLD.

The occasionally very large deviations from the predicted value were found to be

related to individual differences in the upward spread of masking. It was found that

the computed PL is sensitive to changes in the auditory model filter parameters. This

sensitivity is most pronounced for modifications localised at spectral envelope valleys.

An attempt was made to model individual differences as measured in a masked threshold

experiment and to link the results with the experimentally measured partial loudness

thresholds for one subject. In this way we were able to bring the results of this subject

more in line with the results of the other subjects. This effort illustrates an approach to

explaining individual variation in behavioural results, which is potentially useful in the

development of robust tools for use in clinical settings. It is worthwhile to investigate in

how far careful tuning of filter parameters for subjects can improve the results in terms

of the relative variation.

Summarizing our results on the prediction of the discrimination thresholds for spec-

tral envelope modifications of vowel sounds, we see that the PL as well as the EPD are

equally appropriate measures for predicting audibility discrimination thresholds. In the

next chapters we will use, however, the EPD, because of its simpler implementation and

more convenient mathematical properties. In this chapter the EPD was evaluated for ar-

bitrary variations on harmonic amplitude spectra. The EPD will be used and evaluated

in the sequel of this thesis for the prediction of variations on the harmonic amplitude

spectra which are caused by parameters of the voice source.

Moore et al. (1997) investigated extensively supra-threshold differences for sounds in

noise and evaluated the predictability of partial loudness on this in particular. It will be

of interest to extend the present work to evaluate the performance of the PL and the

EPD in the prediction of supra-threshold differences in vowel quality. This performance

in the prediction of supra-threshold differences is tested for the EPD in Chapter 5.



Chapter 3

A method for analysing the

perceptual relevance of small

R-parameter variations

Abstract

This chapter describes a method for analysing the perceptual relevance of parameter variations

of the Liljencrants-Fant (LF) model for the glottal pulse. A perceptual distance measure based

on excitation patterns was developed and evaluated in order to predict audibility discrimination

thresholds for small changes to the R parameters of the LF model. For a number of R-parameter

sets, taken from real source data, an approximation Q of the distance measure was used

to compute the directions of maximal and minimal perceptual sensitivity. The results were

evaluated in a listening test in which the perceptual thresholds (Just Noticeable Differences) for

R-parameter changes were determined. Discrimination thresholds were fairly constant across

all tested conditions and corresponded on average to an excitation pattern distance of 4.3 dB.

An additional error analysis demonstrated that Q is a fair approximation of the perceptual

distance measure for small variations of the R parameters up to one Just Noticeable Difference.

3.1 Introduction

Many studies in speech synthesis are concerned with the parameterisation of the voice

source. A considerable amount of work has been done to derive glottal-flow characteristics

by methods such as inverse filtering and analysis in the frequency domain. These methods

have provided insight into human speech production and various ways to quantify the

glottal flow by suitable parametric systems. In voiced speech the glottal flow is (quasi)

periodic. One period is called the glottal pulse. One of the most widely used models to

quantify the glottal pulse is the Liljencrants-Fant (LF) model (Fant et al., 1985), which

This chapter is based on Van Dinther et al. (2003)
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is described in Appendix I. In this model the shape of the glottal pulse is characterised

by three parameters, called the R parameters. The R parameters, together with the

fundamental frequency and an amplitude parameter, completely determine the glottal

pulse.

The relation between glottal-pulse parameters and voice quality has been investi-

gated in a number of studies (Gobl, 1989; Karlsson, 1990; Childers and Lee, 1991; Gobl

and Nı́ Chasaide, 1992; Karlsson and Liljencrants, 1996). However, so far little attention

has been paid to the perceptual relevance of glottal-pulse parameter variations. Experi-

mental assessment of the perceptual relevance of glottal-pulse parameters would require

a very extensive experiment: one would have to include a number of vowel conditions,

a number of glottal-pulse parameter sets and one would have to vary these parameters

systematically along various directions in the parameter space. An approach like this

has been followed by Doval and d’Alessandro (1997), Doval et al. (1997), Scherer et al.

(1998) and Henrich et al. (2003).

Such extensive experimental research can be circumvented by combining two results

from earlier studies. First, Veldhuis (1998b) investigated the spectral relevance of the R

parameters of the LF model. This study showed that the spectrum is hardly affected

by certain variations of the R parameters. Second, in Chapter 2 it was shown that the

representation of an auditory stimulus in a perceptual domain allows the prediction of

discrimination thresholds between similar acoustic stimuli. In particular, the difference

between excitation patterns (excitation pattern distance, EPD) or, alternatively, the

partial loudness measure, can be used for this purpose. Applying the analysis proposed

by Veldhuis to excitation patterns opens up the possibility of computing the perceptual

relevance of glottal-pulse parameter changes based on a validated perceptual model. In

this way, extensive experiments can be avoided, although some calibration experiments

may still be needed.

Following this line of thought, we present a new method of analysis which can be

used to quantify the perceptual relevance of the parameters of the LF model at points

in the parameter space. Although the analysis is general and can be presented for the

parameters of various glottal-pulse models, we restrict ourselves to the R parameters of

the LF model.

We describe a mapping which allows us to compute the excitation pattern for each

R-parameter set. The perceptual distance between two R-parameter sets is based on the

difference between the two excitation patterns corresponding to the two parameter sets.

By interpreting the R-parameter sets as points in a 3-dimensional space, the distances

can be calculated for any combination of two R-parameter sets. A local second-order

approximation of this perceptual distance measure is used to compute the directions of

maximum and minimum sensitivity to R-parameter changes for a number of R-parameter

sets taken from real glottal-source data. The results are evaluated in a listening test in

which the Just Noticeable Differences (JNDs) for the R-parameter changes are deter-

mined.

Earlier work on the determination of JNDs for glottal-pulse parameter changes for
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both synthesised signals of the glottal flow alone and vowel waveforms was done by

Scherer et al. (1998) and Henrich et al. (2003). In these two studies JNDs were obtained

for the parameters open quotient (Oq), speed quotient (Sq) and an asymmetry coefficient

(αm), which are closely related to the R parameters. In the discussion of the experiments

of the present study we will compare the JNDs obtained in these studies to our JNDs

and express them in terms of our EPD.

The structure of this chapter is as follows. Section 3.2 discusses the developed per-

ceptual distance measure and its approximation. Section 3.3 examines the perceptual

distance measure by means of two listening experiments. In Section 3.4 the results of

the experiments are discussed and are used to obtain estimates of the size of one JND.

An error analysis of the approximation is performed in Section 3.5. Section 3.6 presents

conclusions.

3.2 Quantifying the R-parameter variations in a per-

ceptual space

In order to quantify R-parameter variations in a perceptual space, distance measures

derived from a model for the auditory system are used. In Chapter 2 perceptual distance

measures were developed and tested for changes in harmonic spectra. The measures

are based on an auditory model presented in Moore et al. (1997). It was shown in

Chapter 2 that the partial loudness measure and the EPD are equally appropriate for

predicting audibility discrimination thresholds. A mathematical difference between these

two measures consists in the observation that the EPD is a smoother function of the

harmonic amplitude spectrum than the partial loudness measure. Therefore, it can be

better approximated by a quadratic functional and this is the reason why, in this chapter,

we use the EPD rather than partial loudness.

3.2.1 The perceptual distance measure D

The EPD as described in Chapter 2 will be used to determine the perceptual effect of

small changes to the R parameters. For a point r in the R-parameter space the excita-

tion pattern can be calculated from the power spectrum resulting from a combination

of a glottal-pulse derivative according to the LF model and a filter modelling vowel for-

mants. If necessary, the particular vowel used for the calculated excitation pattern will

be indicated. We will denote the excitation pattern for a parameter vector r as e(r). The

perceptual difference between the two parameter sets r+h and r is then quantified by

the distance

Dr(h) := ‖e(r+ h)− e(r)‖2, (3.1)

with h ∈ R3 the variation about the point r. For convenience, whenever we refer to the

distance measure in general, we will drop the index r of Dr.
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In order to quantify the perceptual relevance of R-parameter variations, the measure

D will be approximated. In fact, we will approximate D2 rather than D because we can

assume that the partial derivatives of order two of D2 exist and are continuous on a

subset of R3 for all R-parameter vectors r. We can then express the Taylor expansion of

D2
r about a point r in terms of the gradient gr, the Hessian Hr and the remainder term

o(‖h‖2),

D2
r(h) = D2

r(0) + gT
r h+

1

2
hTHrh+ o(‖h‖2). (3.2)

Because Dr(0) = 0 and D2
r(h) ≥ 0 for all h ∈ R3, D2

r(0) is a local minimum, thus the

gradient gT
r has to be zero. This reduces Equation (3.2) to

D2
r(h) =

1

2
hTHrh+ o(‖h‖2). (3.3)

Equation (3.3) is approximated by omitting the remainder term o(‖h‖2). The measure

D is then approximated by the square root of a quadratic functional

Qr(h) :=

√

1

2
hTHrh. (3.4)

Because the 3 × 3 symmetric matrix H is positive definite, i.e. hTHh > 0 for all h ∈
R3 \ {0}, the square root exists. Quadratic functionals are mathematically simple and

therefore used in many applications of numerical analysis.

3.2.2 Quantifying the perceptual relevance

In this subsection a method is presented to quantify the perceptual relevance of the R

parameters. On the basis of Equation 3.4, the directions of maximum and minimum

perceptual relevance of a variation about the point r in the 3-dimensional vector space

can be determined.

Let λ1 ≥ λ2 ≥ λ3 > 0 denote the eigenvalues of Hr and v1,v2,v3 the corresponding

orthonormal eigenvectors. The eigenvector v1 determines the direction of the maximum

perceptual sensitivity for a variation of r. Likewise, the eigenvector v3 determines the

direction of the minimum perceptual sensitivity. The square root of the eigenvalue λ1

determines the perceptual effect for a variation of r in the direction of v1. If
√
λ1 is

small for a specific point r, then a variation of r in the direction v1 will only have a

small perceptual effect, and since λ1 is the largest eigenvalue, all variations of r will have

a small perceptual effect. Thus,
√
λ1 can be used to determine the overall perceptual

sensitivity of parameter variations about a point r.

Figure 3.1 shows an example of a 2-dimensional plot with axes Rk and Ra showing

contour lines of the quadratic functional Q2
r(h) for a specific point r in the R-parameter

space. For all points r+ h on a contour line, the values of Q2
r(h) are constant and thus

the perceptual distance from r is the same. The directions of maximum and intermediate

perceptual sensitivity, v1 and v2, are displayed in the figure.
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Figure 3.1: Example of a 2-dimensional plot showing contour lines of the quadratic functional Q2
r(h)

for a point r in the R-parameter space for small variations h. The eigenvector v1 shows the direction

of maximum sensitivity and v2 the direction of intermediate sensitivity.

To obtain one JND in the R-parameter space for a threshold change in the perceptual

space, inverse functions D−1 and Q−1 are used. The value of one JND in the R-parameter

space can only be calculated when the direction in which the parameters are varied is

known, because D and Q are mappings from R3 to R. The following definitions will be

used to calculate the inverse for a given direction in the R-parameter space. For a given

point r and a direction represented by a vector u ∈ R3 with ‖u‖ = 1 and a τ ∈ [0,∞) we

define the functions Dr,u(τ) := Dr(τu) and Qr,u(τ) := Qr(τu). For u = vi, i ∈ {1, 2, 3},
Qr,vi

can be expressed as

Qr,vi
(τ) = Qr(τvi) =

(
λi
2

) 1
2

τ. (3.5)

For points r and directions u used in our experiments the function Dr,u(τ), τ ∈
[0, τmax), where τmax is an upper bound, is strictly increasing at least up to differences

where changes in the sounds were easily audible. This was checked by examining the

R-parameter changes corresponding to the stimuli for each condition. The values τ :=

D−1
r,u(ν) for a ν ∈ Dr,u([0, τmax)) can be obtained implicitly by determining τ in the

equation ν = Dr,u(τ). The function is strictly increasing on [0, τmax), thus the value τ

is unique. Because the equation is implicit, the calculation of τ may be tedious. The

inverse of Q, however, can be expressed explicitly. Because the function Qr,u is strictly

increasing on [0,∞), the inverse function Q−1
r,u is defined on [0,∞). The values Q−1

r,u(ν)

can be easily obtained by

Q−1
r,u(ν) :=

(
2

uTHru

) 1
2

ν. (3.6)
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If we define the threshold in the perceptual space as ν0, then differences ν ≥ ν0 are

audible and differences ν < ν0 are inaudible. The size of one JND in the direction of

maximum perceptual sensitivity is
√

2/λ1 ·ν0. One JND in the R-parameter space for an

arbitrary direction u is given by τJND := D−1
r,u(ν0). In the same way we can compute one

JND with respect to the functionalQ: τ̃JND := Q−1
r,u(ν0). Because a good approximation of

D by Q will not immediately imply a good approximation of D−1
r,u by Q−1

r,u, we examined

the error between the inverse functions as well. For the computation of JNDs in the

R-parameter space with the inverse of Q it is desired that the values τJND and τ̃JND are

close. In Section 3.5 we will see that Q−1
r,u approximates actual JNDs rather well.

In the next section D is evaluated by means of a listening test. The results of the

experiment are used to determine the size of one JND for parameter changes in the

R-parameter space.

3.3 Experimental evaluation of the measure D

This section describes two experiments which were performed in order to evaluate

whether D, as defined in Section 3.2, can be used to estimate audibility discrimina-

tion thresholds for small changes to the R parameters. If so, the measure D can be used

for our goal: the quantification of the perceptual relevance of the R parameters. The first

experiment deals with variations in the directions of the parameters Ra, Rk and Ro. In

the second experiment, the R parameters are varied in the directions of maximum and

minimum sensitivity and a direction orthogonal to the other two directions, called here

intermediate sensitivity. The waveforms of the glottal-pulse derivative corresponding to

the R-parameter vectors used in the two experiments are shown in Figure 3.2. Above

each panel voice qualities corresponding to the glottal pulses are given. The time axis

covers a little more than one period of the glottal pulse.

3.3.1 Experiment I

Stimuli. The stationary vowels /a/ and /i/ were synthesised with a source-filter model.

The number of harmonics was N=36. The fundamental frequency of the vowels was F0 =

110 Hz and the sampling frequency 8 kHz. Two parameter sets r1 := [Ra, Rk, Ro]
T =

[0.025, 0.310, 0.560]T and r2 := [0.010, 0.330, 0.680]T were varied in three directions, cor-

responding to the principal axes of the R-parameter space, i.e. in the Ra, Rk and Ro

directions. The flow amplitude U0 and the maximum excitation Ee (see Appendix I)

were allowed to vary with the R parameters. In Table 3.1, a scheme of the six resulting

parameter conditions is presented. The symbols +/− indicate whether the specific R

parameter was increased (+) or decreased (−).
It is generally accepted that amplitude changes in the spectrum of harmonic sounds

are more detectable than phase changes. For complex tones with a fundamental frequency

beyond 150 Hz, the maximal effect of phase on timbre is smaller than the effect of

changing the slope of the amplitude pattern by 2 dB/oct (Plomp and Steeneken, 1969).
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Figure 3.2: Waveforms of the glottal-pulse time derivative for the 5 points r1 := [0.025, 0.310, 0.560]
T,

r2 := [0.010, 0.330, 0.680]T, r3 := [0.092, 0.463, 0.791]T, r4 := [0.028, 0.420, 0.660]T and r5 :=

[0.012, 0.374, 0.545]T in the R-parameter space used in the experiments. Each waveform is characterised

by its corresponding voice quality.
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Table 3.1: Parameter conditions of Experiment I showing the directions of modifications to the R

parameters r1 := [0.025, 0.310, 0.560]
T and r2 := [0.010, 0.330, 0.680]

T, and the two different vowels.

The symbols +/− indicate whether the specific R parameter was increased (+) or decreased (−).

Conditions and corresponding modifications

Direction /a/, r1 /a/, r2 /i/, r1

Ro − (cond. 3,4) + (cond. 11,12)

Ra + (cond. 1,2) − (cond. 5,6)
Rk + (cond. 7,8) − (cond. 9,10)

In the experiment we tested whether phase changes could be ignored for complex tones

with a fundamental frequency of 110 Hz. For that purpose, two signal conditions were

introduced. In one signal condition the phase was regular, i.e. the phase was allowed to

change with the R parameters. In the other signal condition the phase was fixed, i.e.

after modifying the signal the phases were adjusted to those of the reference signal. In

total there were 2 (signal conditions) × 6 (parameter conditions) = 12 conditions. In

the odd-numbered conditions the signals had regular phase.

Experimental data. For each condition we computed the EPD between the excitation

pattern of the reference sound and the excitation pattern of the modified sound for which

the subjects were just able to discriminate between the two sounds. Four subjects (S4, S5,

S6 and S7) participated in the experiments. All were young adults with normal hearing

and no reported history of hearing impairment. The stimuli were presented diotically

over headphones at a level of approximately 55 dB SPL. A 3IFC adaptive procedure as

described in Chapter 2 was used to obtain thresholds. For each experimental condition

the mean of four single-run estimates was taken as the final estimate of the distance for

each subject. Figure 3.3 shows the means for each subject; the data of S4, S5, S6 and S7

are indicated with an asterisk, a square, a cross and a downward triangle, respectively.

Ideally the curves in the figure would be flat if the measure was a perfect predictor and

if subjects would have no variability in their responses.

3.3.2 Results of Experiment I

The data presented in Figure 3.3 show that the thresholds of the subjects lie between

1.5 and 10 dB EPD. The grand mean of the thresholds is 4.4 dB EPD. The threshold

values are higher than the results presented in Figure 2.7 of Chapter 2, where they were

on average 2.3 dB EPD. It could be possible that this difference in threshold is caused

by a different amount of training. In the present experiment the subject with the longest

training (S4) reached a mean threshold of 2.4 dB EPD, which comes close to the grand

mean found in Chapter 2. The thresholds of the other subjects might also become lower

after a longer training period. The particularly high values of S5 in conditions 1 and 2

cannot be explained.



Experimental evaluation of the measure D 39

1 2 3 4 5 6 7 8 9 10 11 12
 

1 

2 

3 

4 

5 

6 

7 

8 

9 

10

11

Condition Number

L2 −
no

rm
 b

et
w

ee
n 

ex
ci

ta
tio

n 
pa

tte
rn

s

S4
S5
S6
S7

︸ ︷︷ ︸

/a/, r1

︸ ︷︷ ︸

/a/, r2

︸ ︷︷ ︸

/i/, r1

Figure 3.3: Thresholds for the 12 conditions of Experiment I in terms of the excitation pattern distance.

The results of the four subjects are indicated by the four different symbols.

The overall differences between the subjects contribute to the variation in thresh-

olds. For each individual subject, thresholds vary no more than about a factor 2 across

conditions, indicating that the distance measure gives a reasonable indication of the

subjects’ sensitivity. Comparing the conditions with regular and fixed phases (odd- and

even-numbered conditions), it can be stated that there are no systematic phase effects.

The figure also shows that variations in positive (e.g. conditions 1,2) and negative direc-

tions (e.g. conditions 5,6) give the same JND values. Finally, it follows from comparing

conditions 7,8,9 and 10 that the differences between the vowels /a/ and /i/ are negligible.

3.3.3 Experiment II

In the second experiment, conditions were varied in orthogonal directions v1, v2 and

v3 corresponding to the maximum, intermediate and minimum perceptual sensitivity,

respectively, calculated with the method described in Section 3.2. This additional ex-

periment was conducted to test the distance measure for these directions and to com-
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pare the results with Experiment I. The setup of the second experiment was similar

to that of Experiment I. The variations were performed for 3 parameter sets r3 :=

[0.092, 0.463, 0.791]T, r4 := [0.028, 0.420, 0.660]T and r5 := [0.012, 0.374, 0.545]T for the

vowel /a/. The sets were chosen from a large collection of realistic data, and corre-

sponded to small, intermediate and large values of λ1. The corresponding eigenvectors

in directions of maximum perceptual relevance in which the three points were varied are

[−0.78,−0.57, 0.25]T, [0.98, 0.18,−0.03]T and [−0.99,−0.13, 0.005]T, respectively. The

entries of the vectors show the contributions of Ra, Rk and Ro respectively.

As in Experiment I, the fundamental frequency was 110 Hz and the stimuli comprised

the first 36 harmonics. Again, U0 and Ee were allowed to vary with the R parameters. In

this experiment the signals always had regular phase. In total there were 9 conditions.

In Table 3.2 the conditions of this experiment, numbered 13-21, are presented.

Table 3.2: Parameter conditions of Experiment II showing the directions of modifications to the R

parameters r3 := [0.092, 0.463, 0.791]
T, r4 := [0.028, 0.420, 0.660]

T and r5 := [0.012, 0.374, 0.545]
T.

Conditions and corresponding modifications

Direction /a/, r3 /a/, r4 /a/, r5

v1 condition 15 condition 18 condition 21

v2 condition 14 condition 17 condition 20

v3 condition 13 condition 16 condition 19

Four subjects (S2, S4, S6 and S8) participated in the experiments. All were young

adults with normal hearing and no reported history of hearing impairment. Subjects

S4 and S6 had participated in Experiment I. Subjects S2 and S8 were newly recruited

because subjects S5 and S7 were no longer available. The stimuli were again presented di-

otically over headphones at a level ranging from approximately 48 dB SPL to 61 dB SPL.

In Figure 3.4 the means are given for each subject, where the data of S2, S4, S6 and S8

are indicated with an upward triangle, an asterisk, a cross, and a star, respectively.

3.3.4 Results of Experiment II

From Figure 3.4 it can be observed that the thresholds of the subjects lie between 2

and 7 dB EPD. The grand mean of the thresholds is 4.2 dB EPD. The data show

that the ranges of the thresholds are somewhat closer than the ranges of the data from

Experiment I, due to the fact that in Experiment II the overall differences between

subjects are smaller. In general, the results of this experiment are similar to the results

of Experiment I.



Discussion of the experiments 41

 13 14 15 16 17 18 19 20 21  
0

1

2

3

4

5

6

7

8

9

10

11

Condition Number

L2 −
no

rm
 b

et
w

ee
n 

ex
ci

ta
tio

n 
pa

tte
rn

s 
(d

B
)

S2
S4
S6
S8

︸ ︷︷ ︸

/a/, r3

︸ ︷︷ ︸

/a/, r4

︸ ︷︷ ︸

/a/, r5

Figure 3.4: Thresholds for the 9 conditions of Experiment II in terms of the excitation pattern distance.

The results of the four subjects are indicated by the four different symbols.

3.4 Discussion of the experiments

In this section the results of the two experiments are discussed and compared. We observe

that the thresholds differ per subject. We can handle this observation in two ways. We

can either look at the range of perceptual thresholds and JNDs in the R-parameter space

across subjects or take one threshold and JND, by using the grand mean of the data.

It is often desirable to maintain a single threshold value in the perceptual domain. The

use of a single threshold value opens more possibilities for general, subject-independent

research. If a single representative is not desired, the distance measure can be calibrated

for each subject separately.

3.4.1 The choice of threshold and the size of one JND

To obtain a single threshold value, the grand mean of the thresholds is a reasonable

choice. The grand means of Experiment I and II are 4.4 dB EPD and 4.2 dB EPD
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respectively. Because the grand means are rather close, we will take the total grand

mean 4.3 dB EPD as the representative value.

With the inverse function of Dr,u obtained in Section 3.2 we can determine the size

of one JND by τJND := D−1
r,u(4.3). The size of one JND in terms of the functional Q is

denoted by τ̃JND := Q−1
r,u(4.3). In Section 3.5, τJND and τ̃JND will be compared for the

directions used in the two experiments.

For the 21 conditions i ∈ {1, . . . , 21} and 6 subjects j ∈ {1, . . . , 6} across the two

experiments, a total of 84 thresholds νi,j (48 and 36 conditions for Experiment I and

II, respectively) is available for this analysis. The values of the parameter variations

τi,j corresponding to the subjects’ measured thresholds νi,j in Figure 3.3 and 3.4 are

calculated with the inverse function of D for all conditions of the two experiments.

In Figure 3.5 the values τi,j of the parameter variations in the R-parameter space are

shown for the individual subjects’ thresholds νi,j measured in the excitation space of

Experiment I in the left panel and of Experiment II in the right panel. The diamonds

in the figures are the calculated values τi,JND for the conditions i ∈ {1, . . . , 21} obtained

for the mean threshold of 4.3 dB EPD. The calculated values τ̃i,JND are indicated with

a plus sign in the figures. It can be observed that the values τi,JND are within the value

range of the individual subjects. Thus, apparently JNDs can be estimated well by D−1.

3.4.2 The perceptual sensitivity at different points in the R-

parameter space

In the left panel of Figure 3.5 the JNDs in the R-parameter space are shown for the

subjects’ thresholds of Experiment I. In the right panel of the figure the results are

shown for Experiment II. In the left panel one can observe a division into three groups

of data according to the order of magnitude. These groups comprise the conditions 1,2,5

and 6; 7,8,9 and 10; and 3,4,11 and 12. The three different orders of magnitude as

listed above correspond to variations along the three parameter axes Ra, Rk and Ro,

respectively.

At first glance, the right panel of Figure 3.5 shows different results than the left

panel. A division into three magnitudes is not immediately evident. The data of the

conditions corresponding to point r3 are not as divergent as the data corresponding to

the two other points r4 and r5. In general one can see an ordering from left to right,

where the parameter variations per point ri become increasingly divergent.

This divergency can be related to the different locations of points in the R-parameter

space at which the JNDs were measured. The R-parameter values Ra and Ro of point

r3 := [0.092, 0.463, 0.791]T are much larger than the Ra and Ro values of the point

r5 := [0.012, 0.374, 0.545]T. The values of point r4 := [0.028, 0.420, 0.660]T lie between

the two points. As mentioned earlier, the points r3, r4 and r5 of Experiment II were

chosen in such a way that the value of
√
λ1 was small (536), intermediate (1960) and

large (3338), resulting in a low, intermediate and high overall perceptual sensitivity of

parameter variations about the points. This is reflected in the obtained data, where the
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Figure 3.5: Data obtained from Experiment I (left panel) and Experiment II (right panel) of the thresh-

olds in terms of the distance between the points in R calculated with the inverse function D−1
r,u for each

condition and points r1 := [0.025, 0.310, 0.560]
T, r2 := [0.010, 0.330, 0.680]

T, r3 := [0.092, 0.463, 0.791]
T,

r4 := [0.028, 0.420, 0.660]
T and r5 := [0.012, 0.374, 0.545]

T. The diamonds indicate the values τi,JND.

The + signs indicate the values τ̃i,JND. On the y-axes a logarithmic scale is used.

ordering of
√
λ1 of points r3, r4 and r5 corresponds to the ordering of the divergency of

the JNDs per point, which can be observed in the right panel of Figure 3.5. The overall

perceptual sensitivities of points r1 and r2 are 2390 and 3267, respectively, and are thus

in the range of the overall perceptual sensitivity of points r4 and r5. Figure 3.5 shows

that the divergency of the points r1 and r2 corresponds to the divergency of points r4

and r5.

3.4.3 Comparison with other results

Scherer et al. (1998) measured JNDs for variations of the parameters Sq and Oq (see

Appendix I) for one specific parameter setting (Sq = 2 and Oq = 0.6) of the glottal

pulse. The JNDs were measured for the signals of the glottal flow alone and for the vowel

waveforms at an overall level of 74 dB(A) for all stimuli. In contrast to our experiments,

the flow amplitude U0 of the glottal flow was held constant for all the realised glottal

pulses. The parameters Sq and Oq are closely related to the R parameters, with Rk :=

1/Sq and Ro := Oq. For comparison we expressed the parameters and JNDs of Scherer

et al. in terms of the R parameters. The average JND for a variation of the parameter Ro

was 0.0344, the average JND for a variation in the direction Rk was 0.0688 for synthesised

signals of vowel waveforms. In Experiment I of this chapter the JNDs obtained for Ro

were 0.085 (average JNDs of conditions 3,4,11 and 12) and for Rk, they were 0.012

(average JNDs of conditions 7,8,9 and 10). The JNDs for Ro obtained by Scherer et al.

are a little bit below the range of the JNDs obtain from our experiment, while the JNDs

for Rk are almost a factor 6 higher than the average of the JNDs from our experiment.

The reason for this discrepancy lies in the fact that variations of the parameter Rk have
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a strong effect on the flow amplitude of the signal as well as on the maximum excitation

Ee and thus on the overall level of the signal. In the experiment of Scherer et al. with

constant flow amplitude of the stimuli, the Rk parameter had to be varied much more

to reach an audible difference compared with our experiments where the flow amplitude

was not held constant.

Because the Ra values for Scherer’s data were unknown, we computed the EPDs for

the measured JNDs at different values of Ra ranging from 0 to 0.15. For JNDs measured

in the direction of Rk the EPDs lie between 5.8 and 8.9 dB EPD, and in the direction

of Ro between 3.2 and 14.7 dB EPD.

Another way of looking at Scherer’s results is by computing EPDs from the spectra

shown in Figures 4 and 9 in Scherer et al. (1998). We calculated the EPDs between the

spectra of the standard and of the stimuli corresponding to the measured JNDs for Ro

and Rk. For variations of Ro and Rk the values were 8.2 dB EPD and 9.0 dB EPD,

respectively. The calculated EPDs are higher than the obtained thresholds in our exper-

iments. Apart from the higher thresholds, it can be observed that the calculated EPDs

vary no more than a factor 1.1. This shows that the thresholds are rather constant over

the two varied directions Ro and Rk. If we compute the EPDs for the JNDs measured by

Scherer with an Ra value of 0.072 then the EPDs correspond to the values 8.2 dB EPD

and 9.0 dB EPD measured from the spectra. Campbell et al. (1998) also examined the

relation between glottal-pulse parameters and spectral and perceptual distance measures

for the data of Scherer et al. (1998). They found that spectral distance measures and

perceptual distance measures performed equally well for these data. We compared the

Euclidean distance between excitation patterns used by Campbell et al. with our EPD.

It appears that another type of distance measure was used by these authors, for the

thresholds for variations of Ro and Rk differed about a factor 2, while with the EPD

they differ only by a factor 1.1.

Henrich et al. (2003) measured JNDs for three values of the open quotient Oq (0.4,

0.6 and 0.8) and for two values of the asymmetry coefficient αm (2/3 and 0.8). The

values of αm can be transformed into values of Rk by using the following relation: Rk :=

(1−αm)/αm. The time interval of the return phase was chosen to be zero, hence Ra = 0.

In all but one of their conditions, the flow amplitude U0 was held constant. In the

remaining condition the parameter Ee was held constant. The JNDs were measured for

the vowels /a/ and /i/ and the fundamental frequencies 130 Hz and 196 Hz. The effect

of vibrato was also tested. It was found that when the amplitude parameter Ee was

held constant the measured JNDs increased significantly. Also the location from which a

parameter setting was varied affected the measured JNDs. The vibrato did have a slight

effect on the JNDs, while fundamental frequency and choice of vowel did not have any

influence on the measured JNDs.

A group of 20 untrained subjects and a group of 10 trained subjects participated in

their experiments. The JNDs for the three Ro values, averaged across the results of the

untrained subjects, were between 0.058 and 0.106 for untrained subjects and between

0.037 and 0.079 for the trained subjects. The JNDs for the parameter αm, expressed
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in terms of Rk were between 0.041 and 0.071 for untrained subjects and between 0.034

and 0.058 for trained subjects. When the amplitude parameter Ee was held constant

the JNDs were larger (see Table 3.3). By using the measured JND values of Henrich et

al., we computed the distances in the perceptual domain to compare their results with

ours. The JND data of Henrich et al. are shown in Table 3.3 together with the EPDs

computed with our distance measure. In the computation of the EPDs we did not add

vibrato to the stimuli.

Table 3.3: Average JNDs of Henrich et al. (2003) for untrained and trained subjects with corresponding

computed EPDs. The first five columns indicate the parameters of the experiment in terms of which

parameter was varied (column 1), the values of Ro and Rk for the reference stimulus (columns 2 and

3) and F0 and the chosen vowel (columns 4 and 5). The measured JNDs are expressed here in terms of

Ro and Rk. The top half shows the results of the untrained subjects and the bottom half the results of

the trained subjects. For the conditions marked with a star, no vibrato was used in the experiment.

U0 constant Ee constant

Var. Ro Rk F0 [Hz] Vowel JNDs EPDs JNDs EPDs

Ro 0.40 0.50 196 /a/ 0.058 6.9
∗Ro 0.60 0.50 196 /a/ 0.068 6.6

Ro 0.60 0.50 196 /a/ 0.087 8.0 0.173 7.6

Ro 0.60 0.50 130 /a/ 0.092 7.5

Ro 0.80 0.50 196 /a/ 0.106 7.2

Rk 0.60 0.50 196 /a/ 0.071 7.9

Rk 0.60 0.25 196 /a/ 0.041 6.7

Ro 0.60 0.50 196 /i/ 0.080 7.0

Ro 0.40 0.50 196 /a/ 0.037 4.7
∗Ro 0.60 0.50 196 /a/ 0.041 4.1

Ro 0.60 0.50 196 /a/ 0.063 6.1 0.099 5.0

Ro 0.60 0.50 130 /a/ 0.071 6.0

Ro 0.80 0.50 196 /a/ 0.079 5.6

Rk 0.60 0.50 196 /a/ 0.058 6.5

Rk 0.60 0.25 196 /a/ 0.034 5.5

Ro 0.60 0.50 196 /i/ 0.053 4.8

Averaged over subjects, the mean and standard deviation of the EPD amount to

7.3 and 0.5 for the untrained and 5.4 and 0.8 for the trained subjects. We see that the

ranges of the computed EPDs of both groups are very narrow. The thresholds of the

untrained subjects are somewhat higher than the thresholds of the trained subjects,

but this learning effect reduces the EPD value only by 2 dB. In the table we see that

the JNDs can vary largely, but the EPDs stay in a very close range. It can be stated

that these results are in good agreement with the results from our own study. The

EPDs are slightly higher than 4.3 dB EPD and lie in the range of the measured EPDs

from our experiments. Furthermore, the outcome of this analysis supports the value and

applicability of the perceptual distance measure.
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In the next section the results of Experiments I and II are used to quantify the error

in the approximation Q of D. If Q approximates D well, we can use this Q for the

quantification of the perceptual relevance of the R parameters.

3.5 Analysis of the accuracy of the quantification of

the perceptual relevance

In this section the accuracy of the quantification of the perceptual relevance of the

R parameters is analysed. This accuracy depends on the error of the functional Q in

representing the perceptual distance measure D. In this study it is desired that the

functional Q approximates D well up to at least one JND in the R-parameter space. In

addition, we will also investigate whether the inverse functionQ−1 approximatesD−1 well

up to at least one JND, which is the case if τ̃i,JND is close to τi,JND for i ∈ {1, . . . , 21}. The
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Figure 3.6: Data of the obtained thresholds in terms of the distance between the points in the R-

parameter space calculated with the inverse of D and Q. The values τi,j are plotted as function of

τ̃i,JND for the conditions of both experiments. On both axes logarithmic scales are used.
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functions D and Q were analysed using the results of the experiments in the perceptual

space. The mean and standard deviation (std) of the thresholds νi,j and the mean and

std of ν̃i,j := Qr(D
−1
r,u(νi,j)) for all the subjects’ thresholds νi,j are compared. We found

that the grand mean of νi,j is 4.3 and the std is 1.6 whereas the mean of ν̃i,j is 4.4 and

the std is 1.9. This outcome indicates that Q approximates D well. An additional t-test

with a level of significance α = 0.05 showed that we can take 4.3 dB EPD as the mean

of ν̃i,j, with a confidence interval (4.0,4.8).

We analysed the inverse functions with the results of the experiments in the R-

parameter space. From Figure 3.5 it can be observed that the values τi,JND and τ̃i,JND

are close to each other and almost for every condition within the range of the values

τi,j , except for condition 3 and 13 where τ̃3,JND and τ̃13,JND are just above the range

of experimentally obtained JNDs. In Figure 3.6 the values τ̃i,JND (x-axis) are plotted

against the values τi,j (y-axis) for all conditions and measured thresholds νi,j. The figure

shows that the values lie around the 45 degree line. From this observation and from

Figure 3.5 one can conclude that the inverse Q−1
r,u behaves relatively well up to at least

one JND in the R-parameter space.

3.6 Conclusions

A method for the analysis of the perceptual relevance of glottal-pulse parameter varia-

tions was developed. The perceptual distance measure D based on excitation patterns

was evaluated in order to predict audibility discrimination thresholds for small changes

to the R parameters of the LF model. Listening tests were performed to validate the

distance measure D and to determine the size of one Just Noticeable Difference in the

R-parameter space. The distance measure D was approximated by the square root of

a quadratic functional. The properties of the quadratic functional were used to deter-

mine the directions of maximum/minimum sensitivity. From our experiments and model

analysis we observed that the measured JNDs strongly depend on the values of the pa-

rameters in the R-parameter space from where the R parameters are varied. The overall

perceptual effect of variations of R parameters can be expressed by the perceptual pa-

rameter
√
λ1.

It was shown that the quadratic functional is a good approximation of D2 for dis-

tances up to one JND, implying that the method can be used to quantify the perceptual

relevance of the R parameters. Next, the inverse functions of D and Q were compared

in the R-parameter space at threshold levels of the subjects. The values τ̃i,JND are close

to τi,JND and lie almost everywhere within the ranges of τi,j. It can be concluded that

the inverse function of Q can be used to determine JNDs in the R-parameter space.

There are a number of applications of the method developed in this chapter. One

example is the possibility to divide the R-parameter space into cells within which sets of

R parameters are perceptually indistinguishable, which can be used in speech synthesis.

The method also provides a way to quantify systematically the relation between glottal-

pulse parameters and voice quality. The application of our method to R-parameter vec-
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tors taken from literature will give a better understanding of the R-parameter space.

In Van Dinther et al. (2001) it was already found that the R-parameter vectors can be

ordered along a trajectory which is a function of the overall perceptual relevance
√
λ1.

This interesting result will be presented and discussed in the following chapter.



Chapter 4

Perceptual aspects of glottal-pulse

parameter variations

Abstract

The relation between speech production and perception parameters is investigated for synthetic

stationary vowels. A perceptual distance measure, introduced in Chapter 3, which can predict

audibility discrimination thresholds, is used to quantify and model the perceptual relevance of

variations to glottal-pulse parameters. The parameters that are studied are the R parameters

of the well-known Liljencrants-Fant (LF) model. An approximation of the perceptual distance

measure was used to quantify the perceptual effects of the R parameters. The data used in this

chapter consists of 40 R-parameter vectors which all have been measured from real voices and

have been taken from the literature. The 40 points in the R-parameter space are found to lie

near a trajectory when ordered as function of a perceptual parameter. This ordering seems to

be largely independent of other speech parameters, such as F0 values, level and of the vowels.

Finally it is demonstrated that the perceptual parameter has a close relation to the production

parameter Rd, described in Fant (1995).

4.1 Introduction

Glottal-pulse models have been of interest for quite some time. On the one hand, they

provide insight in human speech production. On the other hand, they can help to increase

the quality of synthesised speech (Klatt and Klatt, 1990). Much attention has been paid

to relations between the parameters of these models and voice quality. This chapter

deals with the perceptual relevance of small variations applied to speech production

parameters, which has received much less scientific attention. The perceptual relevance

of small variations to the R parameters of the LF model is measured through the changes

in the excitation pattern (Moore et al., 1997). These are quantified by means of a method

This chapter is an extended version of Van Dinther et al. (2001).
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based on earlier work in Chapter 3. For a given set of R parameters this method computes

orthogonal directions of maximum, intermediate and minimum perceptual relevance of

small variations to R parameters in the R-parameter space and the perceptual sensitivity

along these directions.

A total of 40 R-parameter vectors derived from various papers, presenting a vari-

ety of voice qualities, was investigated. All vectors have been measured from recorded

vowels. We show that the R parameters in the vectors can be approximated as simple

functions of one perceptual parameter ψ, which means that all the parameter vectors

are points near one trajectory in the 3-dimensional R-parameter space. Fant (1995) ex-

plored systematic covariations in the R parameters in a transformed version, in which

characteristic trends are quantified as functions of a single shape parameter Rd. It turns

out that the production parameter Rd is closely related to the perceptual parameter ψ.

Fant (1995) indicated that there exists a close relation between voice qualities and the

parameter Rd. Because of the simple relation between the parameters Rd and ψ it is an

obvious thought that also the perceptual parameter ψ can be linked to voice quality.

The perceptual effects of the R-parameter variations can only be analysed from

the utterance of the speech signal. This implies that the perceptual relevance of small

variations to speech production parameters may depend on other parameters, such as F0,

level and the parameters of the vocal-tract filter. We show that this perceptual relevance

is robust for different speech parameters.

The outline of this chapter is as follows. Section 4.2 briefly discusses the method

used to quantify the perceptual relevance of small variations to the R parameters. The

perceptual effects of such variations are studied in Section 4.3 for a number of vectors of

estimated glottal-pulse parameters that were taken from literature. This section includes

an analysis of the perceptual effects of R-parameter variations which are compared for

different speech settings. In Section 4.4 the trajectory derived from the R parameters is

examined more thoroughly. Section 4.5 compares Fant’s shape parameter Rd with the

perceptual parameter ψ. Section 4.6 presents the conclusions.

4.2 Quantifying the perceptual relevance of glottal-

pulse parameter variations

In order to quantify the perceptual effects of small variations to the R parameters, a

perceptual distance measure is required. For this purpose we used the L2-norm between

two excitation patterns. These excitation patterns were computed according to a model

for computing loudness and excitation patterns (Moore et al., 1997). The effectiveness

of this distance for measuring discrimination thresholds was evaluated in Chapter 2.

The measure D presented in Chapter 3 computes the L2-norm between the excitation

patterns resulting from two vectors of R parameters. A second-order approximation Q of

the distance measure D was used to determine the directions of perceptual relevance. It

was shown in Chapter 3 that the distance measure D as well as its approximation Q are
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appropriate to predict audibility discrimination thresholds resulting from R-parameter

variations. It was additionally shown that the inverse functions of D and Q can be used

to determine the JNDs in the R-parameter space R. The reader is referred to Chapters

2 and 3 for a more extensive description of the distance measures D and Q. Because we

will use the approximation Q in the sequel of this chapter, we will discuss Q somewhat

further. The perceptual distance between two points r and r+ h is expressed as

Qr(h) :=

√

1

2
hTHrh, (4.1)

where Hr is a 3 × 3 matrix. The matrix Hr is symmetric and positive definite, i.e.

xTHrx > 0 for all x ∈ R3\{0}, with real eigenvalues λ1 ≥ λ2 ≥ λ3 > 0 and corresponding

orthonormal eigenvectors v1, v2 and v3. The matrix Hr depends on r as well as on other

speech parameters, such as the value of F0 and the realised vowel. The measure Q is

most sensitive to parameter variations along the direction v1. The value of λ1 quantifies

this sensitivity and is a direct measure for the perceptual strength of a change along

the direction v1. Because v1 is the direction of maximum perceptual relevance, λ1 is a

measure of the overall perceptual relevance for small variations to a specific point in R.

Actually, because of the square root in Equation (4.1), the square root of the eigenvalue

is the perceptual parameter we will refer to in this chapter. From now on the overall

perceptual relevance of small variations to a specific point r ∈ R will be denoted as

ψ :=
√
λ1. This perceptual parameter will play an important role in this chapter and we

will see that this parameter has an unforeseen direct relation with a speech production

parameter.

The JNDs for a point r and a given direction u in R can be well described by inverse

functions of D and Q for an EPD of 4.3 dB. Variations to the R parameters affect

the overall level of the magnitude spectrum. When the level of the power spectrum is

held constant for variations to R parameters the values of the JNDs will increase. This

effect is most present for variations in the direction of Rk where the JNDs can increase

about a factor 7. For variations in the direction Ro this effect is the least (about a factor

1.5). Therefore, it does matter under which conditions the perceptual relevance of small

variations to R parameters is investigated. In Subsection 4.3.2 we will further examine

the influence of level in relation to the perceptual parameter ψ.

In the next section the overall perceptual relevance of small variations to R param-

eters is calculated for 40 R-parameter vectors and the relation of the parameter vectors

with ψ is discussed.

4.3 The perceptual effects of the R parameters

4.3.1 A relation between speech production and perception

The parameter vectors were taken from the references Childers and Lee (1991), Fant

(1995) and Karlsson and Liljencrants (1996) and correspond to different voice qualities.
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Table 4.1 shows the R-parameter vectors with the corresponding voice qualities. The

R parameters 1-9 are taken from Childers and Lee (1991), the parameters 10-27 from

Karlsson and Liljencrants (1996), 28-33 from Fant (1995) and the parameters 34-40 are

obtained from own research.

We computed the eigenvalues and eigenvectors of Hr for the 40 R-parameter vectors.

The speech parameters were the vowel /a/, F0 = 110 Hz, with formant frequencies

{790, 1320, 2340, 3600} [Hz] and corresponding bandwidths {90, 90, 142, 210} [Hz]. In

Figure 4.1 the results are plotted for the set of 40 R-parameter vectors, denoted as Wr

where the subscript r stands for “real R-parameter vectors”. The top panel shows the

absolute values of the entries of the eigenvector v1 as a function of ψ. The middle panel

shows the base-10 logarithms of the ratios
√

λ2/λ1 and
√

λ3/λ1 as function of ψ. The

bottom panel shows the base-10 logarithms of the R parameters as function of ψ.

The top panel of the figure shows that for, approximately, ψ > 1000, the v1 direction

is nearly constant and corresponds to a variation mostly in the Ra (continuous line)

and slightly in the Rk direction (dashed line). The contribution of Ro (dashed dotted

line) is very low. For ψ < 1000, the behaviour of the direction of maximal perceptual

relevance is less consistent. The analytical results observed in the top panel of Figure 4.1

correspond to experimental results found in Chapter 3.

In Chapter 3 we observed that there are distinctly different values of the JNDs for

variations in v1, v2 and v3. To measure the ratio of the perceptual effects of the three

directions, the effects of R-parameter variations in the directions v2 and v3 are compared

with the effects of variations in the most significant direction v1. In the middle panel

of Figure 4.1, these effects are quantified by the base-10 logarithms of the square-root

eigenvalues ratios
√

λ2/λ1 (continuous line) and
√

λ3/λ1 (dashed line). For, approxi-

mately, ψ > 2000, the ratio
√

λ2/λ1 remains about constant. For ψ > 3000 the ratio
√

λ3/λ1 remains about constant. This result indicates that for higher values of ψ the

ratios of the perceptual relevance of the three directions remain constant. For ψ < 1000

the ratios and eigenvectors show more variation and jumps. Jumps occur also for values

ψ < 1000 in the top panel. The decision whether the LF model operates as a one-,

two- or three-parameter model for these parameter vectors for small variations of the

R parameters, depends on a threshold for the square-root eigenvalues ratios. Veldhuis

(1998b) used a threshold value of 10 % to decide whether the LF model operates as a one

or a two parameter model, when considering the spectral relevance of these parameters.

When this threshold is used for the results in Figure 4.1, it turns out that the LF model

operates as a one parameter model for, approximately, ψ > 1500 and as a two- or three-

parameter model for eigenvalues ψ < 1500. In any case, when the overall perceptual

relevance ψ of the R parameter variations increases, only changes in one direction (or at

most two) seem to remain perceptually relevant.

The bottom panel of the figure shows base-10 logarithms of the R parameters as a

function of ψ. For the range 0 to 3000 the points of Wr are more or less equally spaced

(c.f. the small numbers which refer to the ordinal numbers from Table 4.1). A quarter

of the points in Wr corresponds to a ψ > 3000. One can see in the panel that Ra, Rk
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Table 4.1: The 40 R-parameter vectors with the corresponding F0 values and voice qualities obtained

from various papers. The R parameters 1-9 are taken from Childers and Lee (1991), the parameters

10-27 from Karlsson and Liljencrants (1996), 28-33 from Fant (1995) and the parameters 34-40 are

obtained from own research.

Ra [10
−2] Rk [10

−2] Ro [10
−2] F0 [Hz] Voice quality

1 2.1 30.6 64.0 106 modal

2 2.5 34.0 71.0 127 modal

3 1.5 33.3 68.0 154 modal

4 0.8 28.6 63.0 84 slight vocal fry

5 0.5 25.0 25.0 45 vocal fry

6 13.3 35.1 77.0 344 falsetto

7 4.3 43.6 89.0 213 falsetto

8 6.8 41.7 68.0 137 breathy

9 10.0 44.8 84.0 200 breathy

10 2.0 37.7 54.0 126 normal (male)

11 5.0 51.7 71.0 246 normal (female)

12 2.6 42.5 61.0 102 low F0 (male)

13 5.1 41.9 76.0 190 low F0 (female)

14 1.5 45.0 56.0 131 medium F0 (male)

15 4.2 48.0 71.0 250 medium F0 (female)

16 9.9 32.1 87.0 288 high F0 (male)

17 3.0 48.7 65.0 360 high F0 (female)

18 2.7 40.7 69.0 129 low level (male)

19 10.5 57.1 81.0 249 low level (female)

20 1.9 45.0 57.0 127 medium level (male)

21 3.7 51.2 68.0 258 medium level (female)

22 1.6 37.7 49.0 132 high level (male)

23 1.9 52.2 64.0 257 high level (female)

24 4.6 51.0 65.0 131 breathy (male)

25 8.1 48.3 79.0 254 breathy (female)

26 1.3 39.5 41.0 128 pressed (male)

27 3.2 49.9 71.0 261 pressed (female)

28 0.4 26.0 35.0 100 (not given)

29 1.4 28.3 47.0 100 (not given)

30 2.4 30.7 55.5 100 (not given)

31 3.8 34.2 65.0 100 (not given)

32 5.7 39.0 73.0 100 (not given)

33 8.6 46.0 78.0 100 (not given)

34 12.0 54.3 79.0 100 (not given)

35 0.3 30.0 52.0 110 tense

36 0.6 50.0 69.0 110 modal

37 2.0 51.0 82.0 110 lax

38 1.1 25.0 41.0 110 tense

39 1.8 37.0 54.0 110 modal

40 3.5 43.0 65.0 110 lax
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Figure 4.1: Results for the vowel /a/, F0 = 110 Hz for the R-parameter set Wr. Top panel: Absolute

values of the entries of v1 as functions of ψ; continuous, dashed and dashed-dotted lines correspond to

the entries v1,1, v1,2 and v1,3, respectively. Middle panel: Base-10 logarithms of
√

λ2/λ1 (upper line)

and
√

λ3/λ1 (bottom line) as functions of ψ. Bottom panel: Base-10 logarithms of the R parameters

as functions of ψ; Ro (dashed-dotted line), Rk (dashed line) and Ra (continuous line). In this panel the

ordinal numbers used in Table 4.1 have been plotted corresponding to the locations of the respective

R-parameter vectors along the ψ-axis.
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and Ro (continuous, dashed and dashed dotted line, respectively) show trends when

parameterised by ψ and resemble points on one trajectory in R. Considering the fact

that the R-parameter vectors were taken from different sources representing distinct

voice qualities, it is surprising that these production parameters can be ordered along a

trajectory which is a function of a perceptual parameter.

4.3.2 The influence of F0, level and formant frequencies

Until now we only considered the set Wr ⊂ R for the vowel /a/, F0 = 110 Hz. The

overall level of the power spectrum, however, can vary for different R-parameter vectors.

The level plays a role in two ways. (i) Each R-parameter vector determines a specific

level of the power spectrum. (ii) Small variations to the R parameters can affect the

overall level. Consequently, we will investigate whether the level affects the order of the

elements Wr for the case when the level of the spectra was held constant across the R

parameters at a level of 55 dB SPL and the case when the level of the spectra of the

speech signals are held constant for small variations to the R parameters. We will also

investigate the effects on the order of the elements of Wr for different F0 values and

different vowels. The conditions (24 in total) considered are shown in Table 4.2.

Table 4.2: The speech parameters used for analysis. Parameters consist of vowels (3-valued), F0 (2-

valued), levels of the spectra across the R parameters for the set Wr (2-valued) and levels of the spectra

of variations to the R parameters with respect to the level for a point in Wr (2-valued).

Speech parameters Conditions

Vowel /a/, /i/ or /u/

F0 110 Hz or 220 Hz

Level across R parameters Variable or held constant

Level during variations to R parameters Variable or held constant

Figures 4.2, 4.3, 4.4 and 4.5 show examples of results for different speech-parameter

settings. In each of the figures one speech parameter was changed compared to the

original configuration used in Figure 4.1. In Figure 4.2 the vowel was /i/, in Figure 4.3

the F0 was 220 Hz, in Figure 4.4 the initial overall level of the spectra of the speech

signal across the elements in the set Wr was 55 dB SPL and in Figure 4.5 the level of

the spectra of the speech signal was held constant when the R parameters were varied.

The Figures 4.2, 4.3, 4.4 and 4.5 have the same division into panels as Figure 4.1.

The overall picture of the four figures reveals that the maximum value of ψ varies

between 3300 and 7000. The top panels of the figures show that the direction of v1

remains constant for ψ > 1000 and is almost always in the direction of Ra. The top

panel of Figure 4.5 shows a different behaviour concerning the direction of maximal

perceptual relevance. The direction of v1 is already constant for ψ > 500, but one has to

consider that ψ has also the smallest range for this condition. Next, we see in Figure 4.5
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that the contribution of parameter Rk in the direction of maximum perceptual relevance

is less compared with the other figures. This is expected, because parameter variations

in the direction of Rk are perceptually less relevant when the overall level of the power

spectrum is held constant (see Section 4.2). The middle panels of the figures show that

for ψ > 1500 the ratios stay below 10 %, which means that the LF model operates as a

one parameter model for these values of ψ.

The ordering of the R-parameter vectors along the perceptual parameter ψ presented

in the bottom panels show some differences across conditions, but follows the same overall

trend. To compare the different orderings for the different speech parameters, we calcu-

lated the pairwise Spearman’s rank correlation coefficients for the set Wr when ordered

by the perceptual parameter ψ. In total there are 24 different speech-parameter settings,

(i.e. the possible settings for the speech parameters presented in Table 4.2), leading to
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Figure 4.2: One of four different speech-parameter realisations. The same construction is used as in

Figure 4.1. The following parameters are chosen for this figure: Vowel /i/, F0 = 110 Hz, variable level

across the set Wr and variable level to variations of R parameters.



The perceptual effects of the R parameters 57

(242 − 24)/2 = 276 pairwise correlation coefficients. The mean of the Spearman’s rank

correlation coefficients is high for the 276 pairs, namely 0.9643 with a standard devi-

ation of the mean of 0.0016. In order to determine for which of the speech-parameter

conditions presented in Table 4.2 the ordering is most invariant, the mean of the Spear-

man’s rank correlation coefficients was calculated for those cases where only one speech

parameter was varied. In Table 4.3 the means, the standard error of the mean and the

medians are given.

The means of Table 4.3 are all very high and above the grand mean (0.9643). Only

the correlations between the conditions where the initial level of the R parameters was

allowed to vary or was held constant at 55 dB SPL shows a clearly higher mean (0.9903),

indicating that this speech parameter is the most invariant. The other three speech

parameters have about the same mean.
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Figure 4.3: One of four different speech-parameter realisations. The same construction is used as in

Figure 4.1. The following parameters are chosen for this figure: Vowel /a/, F0 = 220 Hz, variable level

across the set Wr and variable level to variations of R parameters.
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Table 4.3: The means, standard error of the means and the medians of the Spearman’s rank correlation

coefficients between orderings of R parameters when only one speech parameter is varied.

Speech parameter Mean Standard error of the mean Median

Vowel 0.9798 0.0037 0.9863

F0 0.9715 0.0062 0.9803

Level across R parameters 0.9903 0.0025 0.9934

Level during variations to R parameters 0.9696 0.0062 0.9745
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Figure 4.4: One of four different speech-parameter realisations. The same construction is used as in

Figure 4.1. The following parameters are chosen for this figure: Vowel /a/, F0 = 110 Hz, constant level

across the set Wr and variable level to variations of R parameters.
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Figure 4.5: One of four different speech-parameter realisations. The same construction is used as in

Figure 4.1. The following parameters are chosen for this figure: Vowel /a/, F0 = 110 Hz, variable level

across the set Wr and level held constant to variations of R parameters.

Resuming this subsection, we have found that the orderings of the set Wr along ψ

are pairwise highly correlated for different speech-parameter realisations and thus we

can assume that the ordering of Wr along ψ is almost invariant to different speech-

parameter realisations. We will proceed our investigation for the case we discussed in

Subsection 4.3.1, assuming that the findings of this particular case also hold for the other

speech-parameter realisations. Because the elements Wr ordered along the parameter

ψ are near a trajectory in R, we will investigate vectors of R parameters obtained

from second-order approximations of the trajectories displayed in the bottom panel of

Figure 4.1. We will discuss the results for these second-order approximations in relation

with the parameter ψ. This stylisation has also the advantage that R parameters can be

obtained by a simple curve in R.
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4.4 Examination of the tracks of the stylised R pa-

rameters

In order to describe voice qualities by a single parameter it is desirable to have simple

descriptions of the R parameters as function of this parameter. In this section we will

introduce a curve in R that can be used as a representation of the R parameters as a

function of ψ.

We observed in the bottom panel of Figure 4.1 that the elements of the set of 40

parameters Wr ordered along the parameter ψ are near a trajectory if we consider the

R parameters in a logarithmic domain. We therefore will investigate second-order ap-

proximations in a least-squares sense, say P a(ψ), P k(ψ), P o(ψ), of the trajectories of the

corresponding parameters Ra, Rk and Ro in this logarithmic domain. A curve γ for the

representation of the R parameters is then composed by the second-order approxima-

tions as follows: γ(ψ) := [10P
a(ψ), 10P

k(ψ), 10P
o(ψ)]T. For an R-parameter vector on the

curve, say γ(ψ), the corresponding overall perceptual relevance, say ψ ′ can differ from

the original ψ. We derive a curve γ by iteration, which is to a certain degree “invariant”,

such that for a ψ and the corresponding overall perceptual relevance ψ ′, obtained from

the parameter vector γ(ψ), the perceptual distance between γ(ψ) and γ(ψ ′) is below the

audibility threshold. This deduction is described in Appendix III.

In Figure 4.6 the vectors v1 (top panel), the base-10 logarithms of the ratios (middle

panel) and the projections of the curve γ (bottom panel), are plotted. The projections

of the curve γ and the entries of the eigenvector v1 appear as smooth functions, which

can be observed in the top and bottom panel of Figure 4.6. Apart from the smoothness

of the curves of Figure 4.6, the results are similar compared to the results of Figure 4.1.

Again, from about ψ > 1000 the direction of maximum perceptual relevance remains

constant, as can be observed in the top panel of the figure. The ratios presented in the

middle panel remain below 10 % for ψ > 1500. The bottom panel of the figure shows

that the R-parameter vectors are well ordered by the overall perceptual relevance.

Until now we only paid attention to the contributions of the R parameters in the

directions of maximum relevance. In Figure 4.7 absolute values of the entries of the

eigenvectors v1, v2 and v3 are displayed for the curve γ.

In the middle and bottom panel we observe that the significance of the contributions

of the parameters Rk (dashed line) and Ro (dashed dotted line) shows a crossover near

ψ = 2000. For ψ > 2000 the direction of v2 is mostly in the Rk direction and slightly in

the other two parameter directions, while the direction of v3 is mostly in the Ro direction

and slightly in the Rk direction. The contribution of Ra is low, but is more pronounced

for ψ < 2000.

To find out the relations between the directions of maximum, intermediate and min-

imum relevance and the direction of the curve γ, we calculated the inner products u1, u2

and u3 of the orthonormal vectors v1, v2 and v3, respectively, with the tangent vectors

γ̇(ψ) := γ ′(ψ)/‖γ(ψ)‖ of the curve γ at the mesh points {ψ0,0, . . . , ψK,0}. Next, we mea-

sured the perceptual relevance on the curve γ(ψ) for small variations along the curve at
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Figure 4.6: Results for the vowel /a/, F0 = 110 Hz for the R-parameter vectors on the curve γ at the

mesh points ψi,0. Top panel: Absolute values of the entries of v1 as functions of ψ; continuous, dashed

and dashed-dotted lines correspond to the entries v1,1, v1,2 and v1,3, respectively. Middle panel: Base-10

logarithms of
√

λ2/λ1 (upper line) and
√

λ3/λ1 (bottom line) as functions of ψ. Bottom panel: Base-10

logarithm of the R parameters as functions of ψ; Ro (dashed-dotted line), Rk (dashed line) and Ra

(continuous line).

the mesh points. For the values ψi,0 the JNDs for variations on the curve γ were calcu-

lated. Recall that JNDs are calculated such that the EPD between γ(ψi,0 ± JND) and

γ(ψi) is 4.3 dB. The absolute values of the inner products are plotted in the top panel

of Figure 4.8. In the bottom panel the JNDs are plotted for variations to ψ on the curve

γ(ψ), where the continuous line represents the JNDs of variations to ψ on γ(ψ + JND)

and the dashed line for JNDs of variations to ψ on γ(ψ − JND).

From the top panel of the figure it can be observed that the direction of minimum

relevance, v3 coincides with the vector γ̇(ψ) for ψ > 2000, while the directions v1 and v2

coincide with a nearly orthogonal direction. For small ψ the direction v2 coincide with

the vector γ̇(ψ). The vector v1 has a peak at about the value ψ = 800. The value of ψ
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Figure 4.7: Results for the vowel /a/, F0 = 110 Hz for the R-parameter vectors on the curve γ at

the mesh points ψi,0. Top panel: Absolute values of the entries of v1 as functions of ψ; Middle panel:

Absolute values of the entries of v2 as functions of ψ; Bottom panel: Absolute values of the entries of

v3 as functions of ψ; The continuous, dashed and dashed-dotted lines are the contributions of Ra, Rk

and Ro, respectively.

where the lines of u2 and u3 intersect, corresponds to the value of ψ where the two lines

of Rk and Ro in the middle and bottom panel of Figure 4.7 intersect.

In the bottom panel of Figure 4.8 we observe that the JNDs calculated for variations

in the two directions on γ are close to each other. For higher values of ψ, the JND values

on the curve are larger. For ψ values below 1500 the JND values has a minimum at

about ψ = 800. The slope of the function at the beginning of the interval is very steep,

corresponding to lower values of u1 and steep slopes of the functions u2 and u3 in the

top panel.

We can consider the image of the curve γ in R as a representative of all R parameters

as function of ψ corresponding to various voice qualities. In Figure 4.8 we observed,
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however, that for higher values of ψ (i.e. where the overall perceptual relevance is higher),

the directions of maximum perceptual relevance are orthogonal to the directions of the

curve. Further investigation is needed to find out whether the R-parameters changes in

the orthogonal directions of the curve have an influence on voice quality.

In the next section we will discuss the production parameter Rd, which can be used

as a measure for describing voice qualities (Fant, 1993). We will see that this parameter

Rd is closely related to ψ.

4.5 Relation between a production and the percep-

tual parameter

In the previous sections we found that the R parameters can be parameterised by one

perceptual parameter ψ. In Fant (1995) a statistical analysis of covariation of R parame-
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vectors from Wr.

ters ranging from an adducted phonation to a breathy abducted phonation brought out

characteristic trends which were quantified along a single shape parameter Rd, closely

related to Td (see Appendix I). Because Rd is a unique function of U0, Ee and F0, the

parameter can be derived with simplified inverse filtering techniques (Fant, 1993). Ad-

ditionally, Rd can also be calculated from the parameters Ra, Rk and Ro. Conversely,

the Rd parameter permits the prediction of default R parameters from Rd. We will de-

note the predicted R parameters as Rap, Rkp and Rop. It is interesting to compare this

parameter Rd with the perceptual parameter ψ because of their seemingly equivalent

prediction properties.

In Figure 4.9 the Rd parameter is plotted as function of ψ (continuous line). The

values Rd and ψ are computed from evaluations of γ at the mesh points ψ0,0, . . . , ψK,0.

The numbers in the plot are the Rd values and ψ for the 40 parameter vectors. It

can be observed that there is a reciprocal relation between the Rd and ψ. The range

of Rd obtained from this analysis is about the main range of Rd described by Fant

(1995). Values of Rd higher than this main range correspond to transitions into abducted
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termination of voicing. Because of the reciprocal relation between Rd, we can rephrase

the conclusion which Fant (1995) has drawn on the relation between Rd and voice quality

in terms of ψ. Furthermore, from the numbers in the figure corresponding to the voice

qualities presented in Table 4.1 we can conclude that the categories of the various voice

qualities are clustered. For values of ψ from 0 to 2000 the voice qualities breathy, lax

and falsetto are mostly represented. For values of ψ between 2000 and 3000 the voice

quality modal is represented. For values above 3000 the voice qualities tense and vocal

fry are represented. Fant found that low Rd values are associated with low Ra and low

Ro values. This corresponds to R-parameter settings of tense voice qualities. High values

of Rd are associated with abducted phonation and high values of Ro, which corresponds
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to the voice qualities lax and breathy.

In order to investigate the perceptual relevance of small variations to predicted R

parameters of the set Wr and the ordering of these predicted R parameters, we calcu-

lated the values Rd for the elements of Wr. Next, we calculated the set of predicted R

parameters Wp from the values Rd corresponding to the set Wr. Finally, we calculated

the ψ corresponding to the elements of the set Wp. In Figure 4.10 the set Wp as function

of ψ is shown. Again the same division into the panels is used as in Figure 4.1.
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Figure 4.11: Plots of the R-parameters Ra, Rk and Ro for the 40 parameter vectors (x-axis) against the

elements of the predicted vectors Wp (circles) and γ(ψ) (triangles), for values ψ calculated from the 40

parameter vectors. Top-left panel: Plots of the parameter Ra. Top-right panel: Plots of the parameter

Rk. Bottom-left panel: Plots of the parameter Ro. On the x-axes and y-axes logarithmic scales are used.

The entries of the eigenvector v1 (top panel) and the curves of the logarithms of

the elements of the set Wp (bottom panel) show an interesting result; the curves appear

as smooth functions, except for one element in Wp. The Rap of this element is a factor

10 smaller than the real parameter Ra, while the other predictions of the elements in
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Wr deviate by factors between 0.5-1.5. This particular element in Wp corresponds to the

prediction of an R-parameter vector corresponding to the voice type vocal fry (vowel /a/,

F0 = 220 Hz) obtained from Childers and Lee (1991). It is not clear why the prediction

of this particular R-parameter vector shows a deviation.

In order to compare predictions from γ and from Rd with the set Wr of real R

parameters, we plotted the entries of the elements in Wr against the entries of the

elements in Wp and against Ws := {γ(ψ) : ψ calculated for the elements in Wr}. In the

top-left panel of Figure 4.11 the Ra parameters of the set Wr are plotted against Wp

(circles) and Ws (triangles). In the top-right panel and bottom-left panel the parameters

Rk and Ro are plotted for the three sets, respectively. A logarithmic scale is used on the

axes.

We observe in the three plots that the circles and triangles are relatively close to the

45-degree line. The deviations from this line are about the same for both sets Wp and

Ws. The perceptual differences between the elements of the sets Wr and Wp, Wr and

Ws and Wp and Ws, however, are found to lie between 0 and 50 dB EPD, which means

that the deviations can be audible. In Section 4.4 we also observed that the directions

of highest perceptual relevance of the R parameters can be orthogonal to the curve γ.

It has to be investigated whether these audible differences also result in different voice

qualities.

According to Fant, the main importance of the Rd parameter is that it is the most

effective single measure for quantifying voice qualities. Second, the Rd simplifies the de-

scription of text-to-speech source rules. Again, it is interesting to see that the perceptual

parameter ψ is closely related to the production parameter Rd.

4.6 Conclusions

This chapter has revealed an unexpected relation between perception and production

parameters of speech. It was found that the perceptual parameter ψ, which was derived

from a perceptual distance measure applied to production parameters, provides a link

between speech production and perception.

We demonstrated that the R parameters of the LF model can be approximated as

simple functions of the perceptual parameter ψ. It is surprising that these production

parameters can be ordered along a trajectory which is a function of this perceptual

parameter.

For the higher values of ψ (i.e. ψ > 1000) the following observations were made.

Firstly, the direction of maximum perceptual relevance becomes nearly constant and

is mostly in the Ra and slightly in the Rk direction. Secondly, the LF model operates

as a one- or two-parameter model, i.e. only changes in one direction (or at most two)

seem to become perceptually relevant. In the case where the levels of the spectra of

speech vowels were held constant for variations to R parameters the perceptual relevance

in the direction of the parameter Rk decreases. A listening experiment confirmed this

prediction.
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The perceptual effects were compared for several speech-parameter settings, such as

different vowels and F0. A Spearman’s rank order correlation test showed high correla-

tions between the speech parameters for orderings along the parameter ψ. This shows

that the ordering of the R parameters along ψ is more or less invariant for speech-

parameter variations.

The perceptual parameter ψ is approximately reciprocal with Fants basic shape pa-

rameter Rd. Because of the simple relation between ψ and Rd, the argumentation of

Fant that Rd can be used as a measure for describing different voice qualities holds also

for the perceptual parameter ψ. In this chapter it was concluded that the R-parameter

vectors corresponding to different voice qualities are clustered when ordered as function

of the perceptual parameter. For low values of ψ the voice qualities lax, breathy and

falsetto are represented. For mediate values of ψ the voice quality modal is represented

and for high values of ψ the voice qualities tense and vocal fry are represented. The

question whether a curve γ in R covers all the voice qualities remains unanswered and

deserves further investigation.



Chapter 5

Varying the voice quality through

spectral basis operations

Abstract

In this chapter it is investigated whether the voice quality of synthesised vowels can be varied

by means of simple operations on the harmonic magnitude spectrum. Basis operations on the

spectrum are defined which allow to make a modal voice sound more tense or lax. These oper-

ations are obtained by modelling the effect of variations to the glottal-pulse parameters on the

spectrum. By using a perceptual distance measure as introduced in Chapter 2, it is examined

how accurately the basis operations approximate the spectra of the real voice qualities. In

addition a triadic listening experiment is conducted to investigate to what extent these oper-

ations have the desired perceptual effect. The results of this experiment also indicate that the

perceptual distance measure does not only allow the prediction of Just Noticeable Differences,

but that it also can be used for qualitative judgements about supra-threshold differences.

5.1 Introduction

Voice quality has been a topic of research for a long time and has been investigated in

many aspects and different contexts. The voice quality is defined here as the charac-

teristic auditory colouring of an individual speaker’s voice (Laver, 1980). The auditory

characteristics are caused by the phonatory mechanisms of the larynx and the suprala-

ryngeal vocal tract. The auditory characteristics which are determined by the suprala-

ryngeal vocal tract are mainly constant in time or vary very slowly. They determine

speaker characteristics (Eggen, 1992). The settings of the larynx, however, can vary

much faster and are more variable within one speaker.

In the literature, a large number of labels for different voice qualities has been pro-

posed. Confusingly, researchers often use the same label for different voice qualities,

and different labels for one and the same type of voice. Another problem in labelling

voice qualities is the fact that the categories are not absolute. We have chosen to use

the labels of the voice qualities given by Laver (1980) who describes the physiological
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correlates of voice quality in a detailed manner. We will restrict ourselves to the study

of voice qualities which are ascribed to the phonatory mechanisms of the larynx. The

voice qualities whispery, creaky, breathy, harsh, tense and lax are voice qualities which

are mainly influenced by the larynx of the vocal system.

In speech synthesis, control of voice quality will improve the naturalness of synthetic

speech. Modern speech synthesis is mainly concatenative synthesis. Advantages of this

method, when compared with other speech synthesis approaches such as allophone syn-

thesis or formant synthesis, are its simple implementation and its better speech quality.

A disadvantage is the reduced flexibility, which is a consequence of the use of recorded

speech, i.e. manipulations can only be applied to the speech signal itself. Although there

exist several techniques for rhythm and pitch waveform manipulation (McAulay and

Quatieri, 1986; Moulines and Charpentier, 1990) which have been perceptually evalu-

ated (Kortekaas and Kohlrausch, 1997; Kortekaas, 1997), a method to modify the voice

quality of recorded speech has not been developed, yet. A possible option which is in-

vestigated here is to do this by manipulations on the spectrum.

This chapter deals with modifying the voice quality from a modal voice by means

of spectral operations on the harmonic magnitude spectrum. Consequently, our study

is restricted to those qualities which can be achieved by solely modifying the harmonic

magnitude spectrum. This excludes the voice qualities whispery, creaky, breathy and

harsh, which also have a high degree of frication noise at the exit of the glottis (breathy

or whispery voice) or aperiodicity (harsh voice). The voice qualities tense and lax are

more appropriate and are therefore selected for this study. As a matter of fact, these

two voice qualities do also depend somewhat on supralaryngeal settings, but we will

ignore these influences in this chapter. In some studies the terms tense and lax are used

for the indication of long and short vowel opposition, which will not be considered here

(Crystal, 1991).

Several spectral measures, such as the relation of the amplitudes of the first two

harmonics H1 and H2 in the magnitude spectra and the spectral tilt, have already been

proposed as measures for voice quality (Holmes, 1973; Monsen and Engebretson, 1977;

Pinto et al., 1989; Klatt and Klatt, 1990; Childers and Lee, 1991; Gobl and Nı́ Chasaide,

1992; Stevens and Hanson, 1994; Hanson, 1995). Conversely, operations on the harmonic

spectrum on H1, H2, etc. can be defined to modify a voice quality. Our approach, how-

ever, will be basis on the relation between production parameters, especially from the

parameters of the Liljencrants-Fant (LF) model (Fant et al., 1985), and voice quality.

With these relations we will determine and model spectral variations that correspond to

variations of voice quality.

We have chosen the LF model, because it has become a standard for modelling the

glottal waveform, but the approach followed can also be applied to other models, such

as the Rosenberg model or the R++model (Rosenberg, 1971; Veldhuis, 1998a). The

choice of waveform parameters implies the use of a source-filter model, where the source

generates the LF pulses and the filter models the spectral colouring by the vocal tract.

We investigate the spectral effects of variations of production parameters in order to
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build an inventory of spectral basis operations that can be used to invoke voice-quality

variations. Many results have been published on the relation between the parameters of

the voice source and voice quality (Gobl, 1989; Klatt and Klatt, 1990; Childers and Lee,

1991; Gobl and Nı́ Chasaide, 1992, 1995). These results will be used in order to define

the variations of the R parameters in directions corresponding to the voice qualities.

The voice qualities obtained by linear combinations of the basis operations on the

spectrum of speech signals were evaluated in a listening experiment. Difficulties in voice

quality assessment, such as assessment with rating scale measures, have been pointed

out by Kreiman and Gerrat (2000) and Gerrat and Kreiman (2001). Our approach is

the use of a triadic comparison experiment, which is not based on scale measures and

requires no knowledge of the different voice qualities or labels. In a triadic experiment

the subject is asked to match unlabelled stimuli. In this way ambiguous labelling by the

subjects with individual concepts of voice quality is avoided.

In speech research, little attention has been paid to objective distance measures

which can express supra-threshold quality differences of short segments of speech. The

results from the experiment were used to test whether the distance measure presented in

Chapter 2 can quantify supra-threshold differences. In particular, it was studied whether

the EPD could be used to predict the percentage correct matches between the stimuli.

Because the data of the triadic experiment are limited, we only give a qualitative analysis,

which indicates that supra-threshold differences can be predicted rather well.

The structure of this chapter is as follows. In Section 5.2 the basis operations for

modifying the voice qualities are developed. In Section 5.3 it is investigated in a triadic

listening experiment to what extent the basis operations have the desired perceptual

effect. In Section 5.4 the conclusions of the triadic experiment are used for the discussion

whether the perceptual distance measure can be used for the quantification of supra-

threshold differences. In Section 5.5 the conclusions are presented.

5.2 The construction of spectral operations for mod-

ifying voice qualities

In this section the basis operations are constructed by studying the spectral effects of

variations to the glottal-pulse parameters. In order to obtain an inventory of spectral

basis operations that can be used to invoke voice-quality variations, we analyse the

spectral effects of a sequence of small steps along a straight line in the R-parameter

space connecting the R parameters of two distinct voice qualities. We choose to vary

the R parameters along paths of straight lines because only trends of the R-parameter

variations from one voice quality into the other are known in the literature, and not

the exact paths. The step size along this line is chosen such that the auditory effect of

each variation is below the audibility threshold, for we want to have the possibility to

modify a voice quality gradually into another voice quality. We consider voice quality

as an auditory characteristic and thus we assume from a perceptual perspective that
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a path from one voice quality into another is gradual when the path is divided into

steps such that the differences between two consecutive points on the path is below

the audibility threshold. The magnitude of a variation in a direction which leads to a

Just Noticeable Difference, is determined by a perceptual distance measure based on

the excitation pattern distance (EPD) introduced in Chapter 2 and 3. In Chapter 3 the

discrimination threshold was experimentally determined as 4.3 dB EPD.

In Subsection 5.2.1 the R-parameter settings are chosen, based on literature data

and own listening for the voice qualities modal, tense and lax. In Subsection 5.2.2 the

effects in the spectral domain are studied for small steps in the R-parameter space

along the straight lines between two R-parameter settings of different voice qualities.

In Subsection 5.2.3 simple basis operations are extracted to modify the voice quality

of a modal voice gradually into a tense or lax voice. In order to vary the voice quality

systematically and efficiently, only spectral parameters are modified which are believed

to be of perceptual relevance by using as few spectral operations as possible.

5.2.1 The relation between glottal-pulse parameters and voice

quality

The vocal system can be described by a source-filter model. As a source model we will

use the LF model which is a standard model for the glottal-flow time derivative. The

output of the source model consists of a sequence of time derivatives of the glottal pulses.

Vowels can be synthesised by the combination of the LF model and a formant filter. The

dependence of voice quality variations on variations of the R parameters of the LF model

has been studied by Gobl (1989), Klatt and Klatt (1990), Childers and Lee (1991) and

Gobl and Nı́ Chasaide (1992, 1995).

The R parameters, Ro, Rk and Ra, are presented here as vectors in the 3-dimensional

R-parameter space R with elements r := [Ra,Rk,Ro]
T ∈ R. The logarithmic amplitude

spectrum corresponding to a point in R is represented as a point s := (s1, s2, . . . , sN)

in the N -dimensional spectral space S ⊂ RN , where N is the number of harmonics

and {s1, . . . , sN} are the logarithmic amplitudes of the harmonics of the spectrum of a

signal. For a parameter vector r ∈ R, the corresponding harmonic amplitude spectrum

s ∈ S for a stationary vowel v obtained from the source-filter model is expressed by the

mapping

φv : R −→ S. (5.1)

The EPD calculates the perceptual distance between two spectra as function of the

amplitudes of the harmonics and their frequencies {F0, 2F0, . . . , NF0}. For points in R,

the speech signals are synthesised for F0 = 110 Hz and vowels /a/, /i/ and /u/. In

Table 5.1 the formants and bandwidths are displayed for the three vowels.

Two points m1,m2 ∈ R are chosen which represent settings of a modal voice. The

perceptual distance between the two synthesised signals of modal voices 1 and 2 is well

above the audibility threshold for all three vowels. The pointsm1 andm2 are then varied
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Table 5.1: Formants and bandwidths of the three vowels /a/, /i/ and /u/.

Vowels Formant frequencies [Hz] Formant bandwidths [Hz]

/a/ {740,1450,2450,3400,3700} {30,60,150,200,200}
/i/ {380,2150,2710,3500,3700} {70,90,100,200,200}
/u/ {400,970,2240,3500,3700} {70,58,107,210,210}

in the directions that make the modal voices sound more lax or tense. For a tense voice

this results in a lower value of Ra (low dynamic leakage), a lower Rk (skewed glottal

pulse) and a lower Ro compared to the modal voice quality. The R parameters of a lax

voice are all higher compared to the modal voice quality.

In order to obtain the directions in R in which the voice quality has to be varied,

points t1, t2 ∈ R are chosen which correspond to tense voices when compared to the

modal voices m1 and m2, respectively. The R parameters are then varied along straight

lines between the points m1 and t1, and between the points m2 and t2 in R. The same

is done for the lax voice, where the voices are varied along straight lines between the

points m1 and l1, and between the points m2 and l2 in R. In Table 5.2 the entries of

the R-parameter vectors t1, t2, m1, m2, l1 and l2 are given with the corresponding voice

qualities.

Table 5.2: The entries of the R-parameter vectors t1, t2, m1, m2, l1 and l2 with corresponding voice

qualities.

Ra [10
−2] Rk [10

−2] Ro [10
−2] Voice quality

t1 0.3 30.0 52.0 tense

m1 0.6 50.0 69.0 modal

l1 2.0 51.0 82.0 lax

t2 1.1 25.0 41.0 tense

m2 1.8 37.0 54.0 modal

l2 3.5 43.0 65.0 lax

In Figure 5.1 the glottal-pulse derivatives corresponding to the points t1, t2,m1,m2,

l1 and l2 in R are plotted. In the left panels the pulses of voice 1 are plotted and in the

right panels the pulses of voice 2. In the top, middle and bottom panels the pulses of

the tense, modal and lax voice are plotted, respectively.

Changes in the glottal-pulse parameters bring along changes in the phase of a signal.

Therefore, an informal listening test was performed to see whether it is legitimate to

ignore phase and only change harmonic amplitudes. Sounds corresponding to a tense

and a lax voice quality where changes of the phases were allowed to vary with the

glottal-pulse variations were compared with sounds corresponding to a tense and a lax
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Figure 5.1: The glottal-pulse derivatives of the 6 R-parameter vectors of Table 5.2. In the left panels

the pulses of three voice qualities for voice 1 are plotted and in the right panels the pulses of voice 2.

The top panels show the pulses of a tense voice, the middle panels show the pulses of a modal voice

and in the bottom panels the pulses of a lax voice are plotted.

voice quality where the phases were adjusted to those of a modal voice quality. Informal

listening tests by comparing the different realised sounds indicated that phase effects

were slightly audible but did not affect a particular voice quality.

5.2.2 The spectral effects of R-parameter variations

In this subsection it is studied how the R-parameter changes along straight lines affect

the harmonic amplitude spectra. In order to investigate the path in S from one voice

quality to the other, we divide the paths in R in small steps and observe the amplitude

spectrum after each step. The aim is to describe this path in S with as few vectors as

possible. We use a singular value decomposition (SVD) to obtain these vectors.

A path inR has been subdivided by points {r0, . . . , rM}, starting from a point r0 ∈ R
corresponding to a modal voice, to a point rM ∈ R corresponding to a tense or a lax

voice. Each point rm corresponds to a point φv(rm) ∈ S. A step from rm−1 to rm has
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Figure 5.2: In the left panel of the figure a path inR is plotted. In the right panel the corresponding path
in S is indicated by the continuous line. The dashed line represents a vector in S which approximates

the points on the path in S.

been taken in such a way that the EPD between the spectra φv(rm) and φv(rm−1) is

below the audibility threshold. Figure 5.2 shows an example for a path in R (left panel)

and the corresponding image of φv in S (right panel). In the right panel a vector u is

plotted, as an example, which can be used to describe points φv(rm) along the path in

S. Whether a small number of vectors can be found which allow to approximate these

points, will be investigated later.

The vectors in S are obtained by means of an SVD on the matrix H := [h1, . . . ,hM ]

where the vectors hi are the componentwise differences of amplitudes of two consecutive

amplitude spectra: hn,m := φv(rm)n−φv(rm−1)n form ∈ {1, . . . ,M} and n ∈ {1, . . . , N}.
The matrix H can be expressed by the following equation:

H = UDV T. (5.2)

Here, U = [u1, . . . ,uN ] ∈ RN×N and V = [v1, . . . ,vM ] ∈ RM×M are orthogonal matrices

and D is a N × M matrix with the diagonal values di,i := σi, for i = 1 . . . r, where

r := min (M,N) and di,j = 0 for i 6= j. The values σi are the singular values of the

matrix H with σ1 ≥ . . . ≥ σM ≥ 0. In our application of the SVD for the transformations

of the different voice qualities, we found that the number of points (M) on the path in

S, was smaller than the number of harmonics (N) of the signal, thus r = M . From

Equation 5.2 we can derive the following equality

hk =
M∑

i=1

σivk,iui. (5.3)

Thus the spectral differences, hk, of two consecutive points on the path in S can be

described by a sum of vectors ui. Consequently, the points φ(rm) can be described by

φ(r0) and a sum of the vectors ui. Equation 5.3 shows something more. The singular

values σi give an indication of the relative contribution of each vector ui and this gives an
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indication of the smoothness of the path. In other words, if σi are small compared to the

larger singular values σ1, σ2, . . ., then presumably the points φ(rm) can be approximated

rather well by only a few vectors.
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Figure 5.3: This plot shows the relative contributions σi of vectors ui obtained from the transformations

into the spectra φa(t1), φa(t2), φa(l1) and φa(l2), indicated by continuous, dashed, dotted and dashed-

dotted lines, respectively.

The question whether the points φv(rm) can be reached with few vectors is investi-

gated now. First we will examine the relative contributions of each vector ui in order

to find out whether we can approximate the points with less vectors. Next, we examine

whether we can approximate with these few vectors the points in a perceptual sense, i.e.

such that the difference between the approximation and φv(rm) is below the discrimina-

tion threshold. In Figure 5.3 the singular values σi obtained by an SVD applied to the

matrices, where the columns of each matrix consist of the componentwise differences of

the vectors on the paths to φa(t1), φa(t2), φa(l1) and φa(l2), respectively, are plotted by

the continuous, dashed, dotted and dashed-dotted lines. The values σi give an indication

of the relative contributions of the orthogonal vectors ui for approximating the path in

S from φv(r0) to φv(rM).
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We observe the dominant contribution of the first vector. However, we also observe

that the contributions of the other vectors can not be ignored a priori, which suggest

that more than one independent vector is needed to approximate the four paths in S.

Consequently, these paths in S are not straight lines and we will need to investigate

whether the deviations from straight lines in S are perceptually relevant. First we will

examine the components of the vectors ui for i = 1, 2, 3, for the four transformations.
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Figure 5.4: Four plots showing the first three vectors of the SVD. The first two panels display the

vectors that are used for transformation into tense voices 1 and 2 respectively. In panel 3 and 4 the

vectors that are used for transformation into lax voices 1 and 2 are displayed. The vectors u1, u2 and

u3 are presented by dashed, dashed-dotted and continuous lines.

In Figure 5.4 the first three vectors u1 (dashed line), u2 (continuous line) and u3

(dashed-dotted line) are plotted for the vowel /a/ for the two voices. The vectors ui are

additive modifications on a logarithmic scale. In the upper two panels the vectors are

presented for a transformation from a modal voice to a tense voice, in the lower two

panels the vectors of a transformation from a modal voice to a lax voice are shown.

We observe that the four panels show similar characteristic trends. The first vectors

u1 (dashed lines) show a dominant role in all four panels. For the transformation into



78 Varying the voice quality through spectral basis operations

0 2 4 6 8 10 12 14 16 18
0

5

10

15

Number of orthogonal vectors  u
i

dB
 E

P
D

0 2 4 6 8 10 12 14 16 18
0

0.5

1

1.5

2

Number of steps

dB
 E

P
D

l1

l2
t2

t1

l1
l2t2 t1

Figure 5.5: Top panel: The EPDs in dB between the spectra of the real voice qualities and the spectra

approximated by a number of orthogonal vectors u1, . . . ,ui. The EPDs are plotted as function of the

number of vectors used for the approximation. Bottom panel: EPDs between the spectra corresponding

to steps on the four paths in S and the spectra approximated by the vector u1 for each step. In both

panels the continuous, dashed, dotted and dashed-dotted lines represent the transformations into the

spectra φa(t1), φa(t2), φa(l1) and φa(l2).

the spectrum φa(l2) (bottom panel) where σ1 and σ2 differ only by a factor 1.5 (see

Figure 5.3), the vectors u2 and u3 are more prominent for frequencies above 4000 Hz,

compared to the transformations shown in the other panels. Next, we observe that the

vectors for the tense and lax voices tend to have similar characteristics.

We will now investigate whether the deviations from straight lines in S are perceptu-

ally relevant. We judge this as follows. First we examine the number of vectors needed to

approximate φ(rM) in a perceptual sense, i.e. such that the difference between the real

spectrum and the approximation is below the audibility threshold. Next, we examine

whether each point φ(rm) can be approximated in a perceptual sense with this number

of vectors. In the top panel of Figure 5.5 we have plotted the EPD between the vectors

φv(rM) and φv(r0) +
∑m

i=1 λiui for m = 1, . . . , 18. The continuous, dashed, dotted and

dashed-dotted lines represent the EPDs for an approximation of φa(t1), φa(t2), φa(l1)
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and φa(l2), respectively. The bottom panel of the figure show plots of the EPDs between

points on the four paths in S from one voice quality to another and the approximation

by using only the vector u1 to approximate these points.

From the top panel of the figure we observe that the first vector u1 of the matrix U

is sufficient to transform the spectrum φv(r0) into φv(rM). The maximum EPD between

the real points and the approximation using only one vector, u, is below 1.6 dB EPD,

thus below the audibility threshold of 4.3 dB EPD. The small factor (1.5) between σ1 and

σ2 for the transformation into φa(l2) is not a problem because the vectors u2 and u3 do

not contribute much to a perceptually better approximation. From the bottom panel we

observe that at each of the steps φv(rm) on the paths from one voice quality to another,

the difference between real spectrum and approximation with the vector u1 is below the

audibility threshold. We also see that the perceptual distance at the approximated steps

can be greater than the approximation at the endpoints of the paths. In summary, the

perceptual analysis revealed that the transformations of a modal voice into a tense or a

lax voice can be achieved by a simple operation using one vector only.

5.2.3 The basis operations

In this subsection we derive the basis operations which can be applied to the two voices

1 and 2. Because we found that the spectral changes can be approximated sufficiently

by a single vector, we choose to obtain the basis operations by subtracting the spectra

of the tense and the modal voice, on the one hand, and by subtracting the spectra of

the lax voice and the modal voice, on the other hand. This procedure is applied to the

two voices 1 and 2.

In Figure 5.6 the spectral differences between the speech signals of the voice qualities

are plotted for the two voices. In the top panel the differences of the amplitude spectra

for a tense and a modal voice are shown, the middle panel shows the differences between

the amplitude spectra for a modal and a lax voice. The continuous lines present the

differences for voice 1, the dashed lines the differences for voice 2. We observe that the

spectra resemble the vectors u1 in Figure 5.4 up to a scale factor. In the top and middle

panels we observe that the spectra show resemblance for harmonics greater than 2.

The amplitudes of the harmonic components H1 and H2, indicated by the arrows, show

more variability. Therefore we divide the spectra into two pieces, namely the first two

harmonics H1, H2 and the harmonics Hn n > 2, which show characteristics of a spectral

tilt. This corresponds to observations in the literature describing voice qualities in terms

of spectral correlates such as the first two harmonics and the spectral tilt (Holmes, 1973;

Monsen and Engebretson, 1977; Pinto et al., 1989; Childers and Lee, 1991; Klatt and

Klatt, 1990; Gobl and Nı́ Chasaide, 1992; Stevens and Hanson, 1994; Hanson, 1995).

We assume, because of the similarity of the spectra, that the components Hn, n > 2

can be stylised by taking the average of the spectra in the top and middle panels. The

continuous line in the bottom panel shows the average of all the spectra for Hn, n > 2,

the dashed line represents a third-order approximation of the average of the vectors.
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Figure 5.6: Spectra obtained from the componentwise subtraction of the spectra of two voice qualities

of the two voices 1 and 2. In the top panel the difference spectra are shown for voices 1 and 2, obtained

by the subtraction of the spectra of tense voice and modal voice. In the middle panel the spectra are

shown for the voices, obtained by the subtraction of the spectra of modal voice and lax voice. In the

bottom panel the average spectrum (continuous line) is shown for the harmonics Hn, n > 2 for the

spectra presented in the top and middle panels. The dashed line is a third-order approximation of the

average spectrum. The arrows indicate the position of the first two harmonics.

The operations on the first two harmonics are defined as the basis operations b1,b2

∈ S, with b1 := [1, 0, . . . , 0]T and b2 := [0, 1, . . . , 0]T. The higher harmonic components

of the four transformations were averaged componentwise and approximated by a third-

order polynomial P (x) = 6.73 ·10−11x3−8.47 ·10−7x2 +3.86 ·10−3x−2.01, shown in the

bottom panel of Figure 5.6. The spectral tilt operation is defined by the basis operation

b3 ∈ S where b3 := [0, 0, P (3F0), . . . , P (NF0)]
T, F0 = 110 Hz and N is the dimension of

the space S. The logarithmic amplitude spectrum s of a modal voice can be transformed

into the spectrum s̃ of a tense or lax voice by the orthogonal basis operations as follows

s̃ := s+ α1b1 + α2b2 + α3b3 (5.4)

where α1, α2 and α3 are scalars.



Verification experiment 81

In the triadic experiment presented in Section 5.3 the basis operations b1, b2 and

b3 are used to obtain the tense and lax voice qualities from the two modal voices. The

scalars αi are chosen such that the distance between the approximated spectra and the

spectra of the real voice qualities is below the audibility threshold.

5.3 Verification experiment

In the following, we describe a listening experiment in which it is tested whether the

transformation given in Equation (5.4) has the desired perceptual effect of transforming

a modal voice into a tense and lax voice. In the experiment the two R-parameter settings

m1 and m2 for the modal voice are used. For each of these settings the modal voice is

transformed into a tense or lax voice by a combination of the basis operations b1, b2 and

b3. The subjects are asked to match the signals of the modified spectra to real signals

corresponding to the R-parameter vectors ti,mi and li. The task is made more difficult in

that the subjects are asked to match a voice quality of voice 1 with voice qualities of voice

2 and vice versa. This experiment serves also as a verification of the perceptual distance

measure, which predicts that the transformed stimuli should be indistinguishable from

the target vectors.

5.3.1 Stimuli

The signals were synthesised with the KLSYN88A formant synthesiser described in Klatt

and Klatt (1990). The R parameters can be transformed in terms of the parameters of

the KLSYN88A, although the shape of the glottal pulses are not exactly equal to the

LF model. The generated signals were vowels with a changing F0 over time ranging from

about 110 Hz to 125 Hz to obtain a more realistic sound of the vowels. The vowels /a/,

/i/ and /u/, with formant and bandwidth frequencies shown in Table 5.1, were generated

for the R-parameter settings m1, m2, t1, t2, l1 and l2 corresponding to the voice types

modal, tense and lax. Next, basis operations were applied to the spectrum of the stimuli

of the two modal voices to modify the quality into a tense or lax voice. Because the

basis operations b1, b2 and b3 were obtained from stationary vowels the operations

were not applied directly to the spectra of the synthesised vowels of the KLSYN88A

but to the spectra of single pitch periods. The method to extract the pitch period from

the signal is as follows. First, pitch markers of a signal are determined with a method

described in Veldhuis (2000). Then a Hanning window is applied to two consecutive

pitch periods, the maximum of the Hanning window coinciding with the pitch marker.

The amplitudes of the harmonics are calculated for each window, and then the basis

operations are applied to the amplitudes of these harmonics. After the basis operations

have been applied to each window, the signal is recomposed again by overlap-add. This

procedure of decomposition and recomposition removes a non-harmonic noise component

in the acoustic signal. In order to avoid that the lack of this noise component is a cue

in the experiment, the same procedure, without spectral modification, is also applied to



82 Varying the voice quality through spectral basis operations

the reference vowels. A constant overall level of about 71 dB SPL is maintained for all

the stimuli.

The stimuli of the modal voices are denoted as Mi where i ∈ {1, 2} corresponds to

the R-parameter setting mi. The stimuli of the voices tense and lax are denoted as Ti
and Li, respectively. The stimuli of the modified vowels are denoted as T̃i and L̃i. The

stimuli Mi, Ti, Li, T̃i and L̃i were synthesised for the three vowels /a/, /i/ and /u/. The

perceptual distance between the voice qualities obtained from the basis operations and

the reference voice qualities are well below threshold. Although this is not required to

obtain a realisation of a desired voice quality, we preferred this condition to be confident

that the obtained stimuli resemble the required voice qualities and to have a better

control of the experiment.

5.3.2 Method

As a verification experiment we used a triadic comparison experiment. Among the possi-

ble triadic comparison techniques, such as the paradigm of the comparison of similarity

(Pols et al., 1969), we used a triadic comparison technique where in each trial, three

stimuli A, B and X were presented to the subjects. The subjects were asked to indicate

which of the stimuli A or B was closest to the stimulus X, with the possibility to play

the sounds again as often as the subjects desired. The subjects were not informed about

the voice qualities. Seven subjects participated in the triadic experiment. The stimuli

were presented diotically over headphones in a sound booth.

The entries of each triplet consisted of only one vowel, /a/, /i/ or /u/. There were

two settings. (I) The first two entries were a tense and a lax vowel both taken from the

same voice (1 or 2). The third entry X, was a tense or a lax vowel of the other voice

than the one used in the first two entries A and B. (II) The same setting as for (I), but

the triplets consisted of tense and modal voices or lax and modal voices. For this setting

only the vowel /a/ was used. Tables 5.3 and 5.4 show all the possible triplets {A,B,X}.
The triplets in the experiment were presented in the order {A,B,X} and {B,A,X}.

Table 5.3: All possible triplets for tense voice and lax voice used in the experiment with the exception

of the order of the first two entries of a triplet.

T1 L1 L2 T̃1 L1 L2 T1 L̃1 L2 T1 L1 L̃2 T̃1 L̃1 L2 T̃1 L1 L̃2 T1 L̃1 L̃2 T̃1 L̃1 L̃2

T1 L1 T2 T̃1 L1 T2 T1 L̃1 T2 T1 L1 T̃2 T̃1 L̃1 T2 T̃1 L1 T̃2 T1 L̃1 T̃2 T̃1 L̃1 T̃2

T2 L2 L1 T̃2 L2 L1 T2 L̃2 L1 T2 L2 L̃1 T̃2 L̃2 L1 T̃2 L2 L̃1 T2 L̃2 L̃1 T̃2 L̃2 L̃1

T2 L2 T1 T̃2 L2 T1 T2 L̃2 T1 T2 L2 T̃1 T̃2 L̃2 T1 T̃2 L2 T̃1 T2 L̃2 T̃1 T̃2 L̃2 T̃1

Table 5.3 shows 32 possible triplets consisting of the voice qualities lax and tense

voice. Each of the 32 triplets was synthesised for three vowels. Thus there were 96

different trials. Table 5.4 shows 24 possible triplets consisting of the qualities modal

and tense voice or modal and lax voice. In total (Table 5.3 and 5.4) this results in 120
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Table 5.4: All possible triplets for the modal-tense and modal-lax voices used in the experiment with

the exception of the order of the first two entries of a triplet.

T1 M1 T2 T̃1 M1 T2 T1 M1 T̃2 L1 M1 L2 L̃1 M1 L2 L1 M1 L̃2

T1 M1 M2 T̃1 M1 M2 T2 M2 T̃1 L1 M1 M2 L̃1 M1 M2 L2 M2 L̃1

T2 M2 T1 T̃2 M2 T1 T̃1 M1 T̃2 L2 M2 L1 L̃2 M2 L1 L̃1 M1 L̃2

T2 M2 M1 T̃2 M2 M1 T̃2 M2 T̃1 L2 M2 M1 L̃2 M2 M1 L̃2 M2 L̃1

different triplets. The trials were repeated 2 times. The order of the first two entries

of the triplets was randomised. Next, the triplets were randomly permutated. At the

beginning of each measurement, 5 practice trials were given, which were used to make

the subjects familiar with the experiment and the interface and were not included in the

analysis.

5.3.3 Results

For the stimuli of setting (I), subjects could perform the task very well. Nearly always

a percentage of 100 % correct was accomplished. Only for the vowel /u/ the score of

the triplets T2L2T1, L2T̃2T̃1, L1T1T2 and T̃2L̃2L1 was 92.86 % and for the triplet T̃2L̃2T1

the score was 78.57 %. The subjects experienced more difficulties in the tasks for setting

(II) in which the modal voice was involved. In Table 5.5 the averages of the percentages

correct of the subjects are presented for Setting (II). The triplets consisting of the same

task apart from the real and modified voice qualities are grouped together. For each

group the average of the percentages correct are given.

The table shows that the subjects experienced more difficulty in the tasks concerning

the triplets for the real and modified stimuli of T1M1M2 and L1M1M2 and also slightly

more difficulty for the triplets L2M2M1. These results will be discussed later.

If we compare the triplets consisting only of the real voice qualities and the triplets

with modified stimuli per group, most scores differ not much. Only groups of the triplets

L1M1L2, L1M1M2 and L2M2M1 show slightly different results: the difference of the

average percentage correct and the percentage correct of the triplet consisting only of

the stimuli of the real voice qualities for these groups in Table 5.5 is more than 7 %

with a maximum difference of 10 % (triplet L1M1M2). The frequency of the mentioned

triplets with respect to all the 240 triplets is 16. For this small part (6.7 %) of the set of

all the triplets the percentage correct of the modified voice qualities were slightly lower

compared to the triplets which consisted only of the real voice qualities. With these

observations of the results of the experiment we can conclude that the modified stimuli

do have the desired perceptual effect in representing the voice qualities.

In the next section we will use the results of this experiment to test whether the

EPD can be used to quantify perceptual differences between vowel sounds of synthetic

speech.
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Table 5.5: Percentages correct for the triplets containing the voice qualities modal-tense and modal-lax.

Triplets Percentage Triplets Percentage

T1 M1 T2 92.86 L1 M1 L2 100.00

T̃1 M1 T2 100.00 L̃1 M1 L2 92.86

T1 M1 T̃2 100.00 L1 M1 L̃2 85.71

T̃1 M1 T̃2 92.86 L̃1 M1 L̃2 85.71

Group average 96.43 Group average 91.07

T1 M1 M2 50.00 L1 M1 M2 85.71

T̃1 M1 M2 50.00 L̃1 M1 M2 64.29

Group average 50.00 Group average 75.00

T2 M2 T1 100.00 L2 M2 L1 92.86

T̃2 M2 T1 100.00 L̃2 M2 L1 92.86

T2 M2 T̃1 100.00 L2 M2 L̃1 85.71

T̃2 M2 T̃1 85.71 L̃2 M2 L̃1 92.86

Group average 96.43 Group average 91.07

T2 M2 M1 100.00 L2 M2 M1 92.86

T̃2 M2 M1 92.86 L̃2 M2 M1 78.57

Group average 96.43 Group average 85.71

5.4 Using the EPD for the quantification of supra-

threshold differences

In this section we discuss whether the EPD is able to quantify perceived differences

between different vowel realisations. For this validation we use the results of the triadic

experiment described in Section 5.3. A measure to quantify the perceived differences in

a triadic experiment would require the possibility to predict the percentage correct for

the given EPD distances between the stimuli (X,A) and (X,B). A quantitative analysis

requires many data of different distances between stimuli in various directions. Because

we only have the limited data of the triadic experiment at our disposal, we restrict

ourselves to a more qualitative analysis. For comparing supra-threshold differences it

is assumed that overall-level differences between spectra are neglected by the subjects

compared to differences in the spectral colouring between two stimuli. Because the EPD

between two stimuli will differ when the overall level is varied, we adapted the EPD

slightly for measuring supra-threshold differences in that we took the minimum EPD,

denoted here as “mEPD”, between the spectra of two stimuli by varying the overall level

between the two stimuli.

In Tables 5.6, 5.7 and 5.8 the mEPDs between the voice qualities are displayed for

the stimuli of the vowels /a/, /i/ and /u/ used in the experiment to give an indication

of the distances between the stimuli.

We observe that the minimum distances between the stimuli of lax voice and tense

voice is 27.8 dB EPD. The distances between the stimuli of modal voice and tense voice
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Table 5.6: mEPDs between the stimuli for the vowel /a/.

T̃1 T2 T̃2 L1 L̃1 L2 L̃2 M1 M2

T1 2.0 13.0 12.9 32.7 32.7 36.7 37.0 18.6 23.0

T̃1 13.0 13.0 32.9 32.9 37.0 37.2 18.6 23.2

T2 1.1 30.6 30.7 32.3 32.6 21.5 18.0

T̃2 30.9 31.0 32.4 32.7 21.7 18.1

L1 1.6 10.5 9.9 16.0 14.8

L̃1 10.4 9.8 15.8 14.9

L2 1.7 22.1 14.7

L̃2 22.1 15.0

M1 13.4

Table 5.7: mEPDs between the stimuli for the vowel /i/.

T̃1 T2 T̃2 L1 L̃1 L2 L̃2

T1 1.7 14.5 13.3 36.5 35.4 41.0 41.0

T̃1 14.2 13.1 36.5 35.5 41.1 41.1

T2 1.7 32.6 31.9 34.8 34.8

T̃2 33.0 32.2 35.2 35.2

L1 2.2 10.6 10.3

L̃1 11.2 11.0

L2 1.5

Table 5.8: mEPDs between the stimuli for the vowel /u/.

T̃1 T2 T̃2 L1 L̃1 L2 L̃2

T1 1.6 11.8 11.6 28.3 27.8 28.8 29.7

T̃1 11.7 11.6 28.4 27.8 28.9 29.8

T2 1.3 29.8 29.5 28.8 29.6

T̃2 30.1 29.8 29.0 29.8

L1 2.1 9.1 8.6

L̃1 9.1 8.6

L2 1.6

or lax voice lie between 14.7 and 23.2 dB EPD. The distances between the stimuli of the

voice qualities of the same type lie between 8.6 and 14.5 dB EPD. From this observation

we see that the stimuli from the same class have a lower mEPD than stimuli from

different classes.

In order to investigate to what extent the mEPD can quantify supra-threshold differ-
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ences we calculated for each triplet the mEPDs between the stimulus X and the distance

to the target (the correct stimulus) and the non-target. For further calculation we as-

sume that the task for the subject is very easy, if the mEPD between stimulus X and

the target is much smaller than the mEPD between stimulus X and the non-target. We

therefore plot the percentage correct of the subjects (PC) as function of the differences

between the distance between the stimulus X and the target and non-target in Fig-

ure 5.7. In the figure we observe in general that for small values of mEPD(X,non-target)-

mEPD(X,target) the average PC values are lower, but also show a larger variation. For

differences of mEPD(X,non-target)-mEPD(X,target) up to 25 dB EPD, there are scores

of PC between 50 % and 100 %. Differences of mEPD(X,non-target)-mEPD(X,target)

above 25 dB EPD all lead to a percentage correct of 100 %.
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Figure 5.7: Percentage correct plotted against the differences mEPD(X,non-target)-mEPD(X,target).

In Table 5.5 two triplets T1M1M2 and T2M2M1 are contradicting each other if we

consider results and the mEPD distances of Table 5.6. For the triplet T1M1M2 the PC is

low (50 %) compared to the other triplets. The mEPD(M1,M2) amounts to 13 dB EPD

and the mEPD(T1,M2) to 23 dB EPD, while for the triplet T2M2M1 the PC is high (96

%) with the distance mEPD(T2,M1) being 18 dB EPD. In this case the distance measure



Using the EPD for the quantification of supra-threshold differences 87

does not correctly express the supra-threshold differences. For a possible explanation we

look at Figure 5.8. In this figure the spectra of the stimuli T1, T2, M1 and M2 are

displayed. In both panels of the figure the spectra of the stimuli M1 and M2 are plotted

with a continuous and a dashed line. The spectra of the stimuli T1 and T2 are plotted

with a dashed-dotted line in the panels. Because of the definition of the basis operations

we examine the spectra for H1,H2 and Hn, n > 2, separately.
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Figure 5.8: Top panel: Spectra of the vowel /a/ used for examination of the triplet T1M1M2. The

continuous, dashed and dashed-dotted lines represent the spectra of the stimuliM1,M2 and T1. Bottom

panel: Spectra of the vowel /a/ used for examination of the triplet T2M2M1. The continuous, dashed

and dashed-dotted lines represent the spectra of the stimuli M1, M2 and T2

In the top panel of Figure 5.8 we observe that for Hn, n > 2, the spectral envelopes

of T1 and M1 lie almost everywhere above the spectral envelope of M2. The spectral

envelope of M1 is closer to M2 than the spectral envelope of T1. In the bottom panel of

Figure 5.8 we observe that the spectral envelopes of T2 and M2 lie almost everywhere

below the spectral envelope of M1. The spectral envelope of T2 is closer to M1 than the
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spectral envelope of M2. The spectral envelopes of the bottom panel are closer to each

other than the spectral envelopes of the top panel of Figure 5.8.

If we consider H1 and H2 of the spectra in the two figures we observe that the

amplitudes of the second harmonic H2 of M1 and M2 are very close to each other. The

ratio of the amplitudes of H1 and H2 is greater than 1 for M1, while the ratios for the

other stimuli are less than 1. We remark that the ratios of the amplitudes of H1 and H2

of T1 and M2 are very close to each other, while the ratios of the amplitudes of H1 and

H2 of T2 and M1 are very different.

For the triplet T1M1M2 the amplitudes of the higher harmonics of T1 and M1 are

relatively close compared to those of M2. The ratios of the amplitudes H1 and H2 of

T1 and M1 are more alike compared to the ratio of M2. With these observations it is

plausible that the subjects have difficulties with the task to compare the stimulus M2

with the stimuli T1 and M1. For the triplet T2M2M1 the amplitudes of higher harmonics

are close. For this triplet the subjects are more dependent on the comparison between

the first two harmonics. The subjects’ task seems to be less difficult, because the ratio

of the amplitudes of H1 and H2 is a dominant cue.

On the basis of the observations in this section we can conclude that the mEPD

can be used to quantify supra-threshold differences between vowel stimuli to a certain

extent. For the case that the values mEPD(X,non-target)-mEPD(X,target) are large the

distance measure predicts the supra-threshold differences well. For the case that the

values of mEPD(X,non-target)-mEPD(X,target) are smaller the distance measure can

not always determine whether the task is easy or hard for the subjects.

5.5 Conclusions

In this chapter we derived spectral basis operations for the modification of the voice

quality of speech signals which can be directly applied to the speech signal. Results of

the triadic experiment showed that the modified stimuli representing the voice quali-

ties tense voice and lax voice have the desired perceptual effect. The method described

in Section 5.2.2, which was used to derive the basis operations can be used for other

transformations, too. To obtain a set of operations for all voice qualities, glottal-pulse

parameter variations have to be found in directions of different voice qualities. Consid-

ering the smooth behaviour of spectral effects corresponding to variations in R found

in this chapter, it is worthwhile to investigate the relation of the spectral effects in

other directions in R. The simple relations between the glottal pulse parameters and

the spectrum will contribute to the goal to obtain a more flexible speech synthesis.

From the results of the triadic experiment it was concluded that the EPD, which was

already extensively tested in the earlier chapters for the prediction of audibility thresh-

olds, can be used for judgements of supra-threshold differences by a slightly adapted

version of the EPD. This adaptation was performed because it is assumed that the

overall-level differences are neglected compared to differences in spectral colouring in

the case of supra-threshold differences between two stimuli. Only for one out of 120
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conditions the measure proved to be less appropriate and led for one case to a contra-

diction with the results of the subjects. One has to keep in mind that the analysis of

the mEPD given in this chapter is only qualitative. For a quantitative analysis much

more data are required containing a wide range of mEPD values and a greater variety

of modifications to the spectral envelope of vowel sounds. A second interpretation of the

results of the triadic experiment, without taking into account the data of the perceptual

distance measure, is that the subjects are able to identify the voice qualities lax, modal

and tense and consider those stimuli to be most similar which belong to the same class of

voice qualities. For the stimuli used in this experiment, both interpretations are equally

valid, because in every trial the smallest mEPD between two stimuli occurs for the pair

from the same class. In fact, this observation suggests that the mEPD between stimuli

can be used as a basis for classification of vowels into different voice qualities.
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Chapter 6

Conclusions

In this thesis a new approach for quantifying the perceptual relevance of voice-source

parameters has been presented. Based on this approach, we have uncovered a close and

systematic relation between voice-source parameters and a parameter which quantifies

perceptual relevance. The found relations between voice-source parameters and their

perceptual effects led to the construction of simple spectral operations for directly mod-

ifying the voice quality of recorded speech.

Resuming the results in Chapter 2 on the prediction of the discrimination thresh-

olds for spectral envelope modifications of vowel sounds, we have seen that the partial

loudness measure (PL) as well as the excitation pattern distance (EPD) are equally

appropriate measures for predicting audibility discrimination thresholds. The specific

loudness measure is less appropriate.

The partial loudness, specific loudness patterns and excitation patterns computed

from the auditory model of Moore et al. (1997) were adapted for the problem of pre-

dicting perceptual differences caused by spectral envelope modifications of stationary

sounds. The effectiveness of the measures for the prediction of discrimination thresholds

of spectral envelope modifications in synthesised vowel sounds was studied by means

of listening experiments. The results indicate that the assumptions of the model are

justified and that the experimentally determined thresholds lead to reasonably constant

values predicted by the measures. The results provide a typical range for discrimination

thresholds applicable to realistic speech data such as stationary vowels. A relative varia-

tion, quantifying the range of spread across conditions, was defined in order to compare

the measures. At a first glance, the L2-norm between excitation patterns gives a nar-

rower range of spread in discrimination thresholds compared to the PL. However, it was

argued that the greater variability of the PL and of the specific loudness distance (SLD)

is due to the greater sensitivity of these measures close to the perceptual threshold.

Once normalized to match the sensitivity of the EPD at threshold, the variability of

both the PL and the SLD is reduced and the performances of PL and EPD are similar

and clearly better than that of the SLD. The occasionally very large deviations from the

predicted values were found to be related to individual differences in the upward spread

of masking. It is worthwhile to investigate whether careful tuning of filter parameters for
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individual subjects could improve the results in terms of the relative variation. Moore

et al. (1997) investigated supra-threshold differences for sounds in noise and evaluated

the predictability of partial loudness for supra-threshold differences in particular. In

Chapter 5 we made an attempt to extend this work for the prediction of supra-threshold

differences of vowel sounds by means of the EPD.

In Chapter 3 a method for the analysis of the perceptual relevance of glottal-pulse

parameter variations was developed. A perceptual distance measure D, based on the

EPD, for predicting audibility discrimination thresholds for small changes to the R

parameters of the LF model was evaluated by means of two listening experiments. In

order to quantify the perceptual relevance of R-parameter variations a second-order

approximation Q of D was developed and evaluated. It was shown that Q is a good

approximation of D for distances up to one jnd. The coefficients of Q were used to

determine the directions of maximum and minimum sensitivity. The distance measures

D and Q were validated in a listening experiment for modifications in directions of

maximum and minimum sensitivity. From our experiments and the model analysis we

observed that the measured jnds differ strongly between the various R parameters and

that the jnds vary strongly with the locations in R. Comparison of jnds of glottal-pulse

parameter variations measured in other studies with computed jnds from our model

for these variations showed similar results, but also revealed that the jnds for specific R

parameters increase if the level of the speech signal is kept constant during the parameter

variation. In Chapter 4 this observation was examined further.

The objective of Chapter 4 was to use the method developed in Chapter 3 to inves-

tigate the perceptual aspects of voice-source parameters derived from real speech data.

A perceptual parameter ψ, which was derived from the coefficients of the function Q,

provided a link between these two worlds. We demonstrated that these R parameters lie

near a trajectory when ordered as function of a perceptual parameter ψ. A smooth curve

γ in R was derived from this trajectory in R. For the higher values of ψ the direction of

maximum perceptual relevance of variations to R parameters becomes nearly constant

and is mostly in the Ra and slightly in the Rk direction. Consequently, the LF model

operates as a one- or two-parameter model for higher values of ψ, i.e. only changes in one

direction (or at most two) seem to be perceptually relevant. In the case that the levels

of the spectra of speech vowels were held constant for variations to R parameters the

perceptual relevance in the direction of the parameter Rk decreases. This was confirmed

by means of a listening experiment. The ordering of the R parameters as function of

ψ, however, seems to be largely independent of speech parameters, such as F0 values,

level and formant frequencies. The perceptual parameter ψ has a reciprocal relation with

Fant’s basic shape parameter Rd. Because of the simple relation between ψ and Rd, the

argumentation of Fant that Rd can be used as a measure for describing different voice

qualities holds also for the perceptual parameter ψ. It was found in this thesis that the R

parameters corresponding to the different categories of voice quality are clustered when

ordered as function of the perceptual parameter. The voice qualities lax, breathy and

falsetto have low ψ values, the voice quality modal is represented at medium values ψ
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values and for high values of ψ the voice qualities tense and vocal fry are represented.

The question whether the curve γ in R covers all the voice qualities remains unanswered

and deserves further investigation.

In Chapter 5 we derived spectral basis operations for the modification of the voice

quality of speech signals. These operations can be applied directly to the speech signal

waveform. The basis operations make the modal voice more tense or lax. Results of

a triadic experiment showed that the modified stimuli representing the voice qualities

tense voice and lax voice have the desired perceptual effect. The results of this experiment

also indicate that an adapted version of the perceptual distance measure (mEPD) can

be used for qualitative judgements about supra-threshold differences. For a quantitative

analysis, however, more data are required comprising a wide range of mEPD values and a

greater variety of modifications to the spectral envelope of vowel sounds. An alternative

interpretation of the results of the triadic experiment is that the subjects are able to

identify the voice qualities lax, modal and tense. For the stimuli of the experiment the

two interpretations are equally valid, because in each trial the smallest mEPD between

two stimuli occurs for the pair from the same category. This suggest that the mEPD can

be used as a tool for quantifying different categories of voice quality.

The method based on a singular value decomposition which was used to derive the

basis operations, can be applied to obtain other operations. To obtain a set of operations

for all voice qualities, R-parameter variations have to be found in directions correspond-

ing to different voice qualities. Considering the smooth behaviour of spectral effects

induced by variations in R found in this thesis, it is worthwhile to investigate the re-

lation of the spectral effects of other directions in R. The simple relations between the

glottal pulse parameters and the spectrum will contribute to the goal of obtaining a

more flexible speech synthesis.
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Appendix I

The Liljencrants-Fant model

The LF model has become a reference model for glottal-pulse analysis. Figure I.1 shows

an example of the glottal pulse g(t) in the top panel and its time derivative g ′(t) in the

bottom panel. The glottal-pulse time derivative g′(t) is commonly used to model the

source signal in a source-filter model of speech (Fant et al., 1985; Fant, 1995; Klatt and

Klatt, 1990). The derivative is specified by the parameters T0, Tp, Te and Ta.

The length of a glottal cycle is T0 = 1/F0, with F0 the fundamental frequency. The

maximum airflow of the glottal pulse occurs at Tp and the maximum excitation with

amplitude Ee occurs at Te, which corresponds to the instant of collision of the vocal cords.

The interval before Te is called the open phase. The interval with approximate length

Ta = Ee/g
′′(Te) just after the instant of maximum excitation is called the return phase.

The interval between Te + Ta and the end of the glottal cycle is called the closed phase.

During this phase the vocal folds reach maximum closure and the airflow is reduced

to its minimum. The minimum airflow is often referred to as leakage. Here we assume

that there is no leakage, therefore g(0) = g(T0) = 0. The airflow in the return phase is

generally considered to be of perceptual importance, because it determines the spectral

slope of the corresponding vowel. The parameters T0, Tp, Te and Ta are called the T

parameters.

The glottal-pulse derivative g′(t) can be expressed by the following formulas:

g′(t) :=

{
f(t), for 0 ≤ t < Te,

f(Te)(e
−(t−Te)/Ta − e−(T0−Te)/Ta)/(1− e−(T0−Te)/Ta) for Te ≤ t < T0.

(I.1)

The function f(t) is expressed as:

f(t) := B sin(πt/Tp)e
αt, (I.2)

with B the amplitude of the glottal-pulse time derivative. The parameter α can be

numerically solved from the equation:

∫ Te

0

f(t)dt+ f(Te)Ta

(

1− (T0 − Te)/Ta

e(T0−Te)/Ta − 1

)

= 0. (I.3)
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Figure I.1: Definition of the parameters of the LF model. The top panel shows one period of the glottal

pulse, the bottom panel shows the time derivative of the glottal pulse.

The related set of R parameters is defined as Ro = Te/T0, Rk = (Te − Tp)/Tp and

Ra = Ta/T0. The parameters Ro and Ra denote the relative duration of the open phase

and the return phase respectively. The parameter Rk quantifies the symmetry of the

glottal pulse in the open phase. The shape of the glottal pulse according to the LF

model is fully specified by the parameters Ra, Rk and Ro. The R parameters span a

3-dimensional subspace denoted as R in R3 with elements r := [Ra,Rk,Ro]
T ∈ R.

Via simple transformations of the R parameters, it is possible to obtain other LF

parameters, such as Rg := (Rk+1)/2Ro, Fa := F0/(2πRa), the speed quotient Sq := 1/Rk

and the open quotient Oq := Ro. Fant (1995) has introduced a single shape parameter

Rd := cF0Td = cF0U0/Ee, with c being a normalisation constant. The Rd parameter can

be computed from the parameters Ra, Rk and Ro as follows:

Rd ≈ (0.5 + 1.2Rk)(RkRo/(2 + 2Rk) +Ra)/0.11.



Appendix II

The concepts of auditory filters and

excitation patterns

In this Appendix a concise description is given of characteristics of the auditory system

as described in Moore (1986), such as the shape of the auditory filters at different centre

frequencies and levels, and the derivation of the excitation pattern. In addition, the

formulas to obtain the filter shapes and the excitation patterns are discussed briefly

here. For a detailed description of the derivation and discussion of the formulas see

Patterson et al. (1982), Moore (1986) and Moore and Glasberg (1987).

The functional aspects of the inner ear are often described as a bank of overlapping,

approximately linear, bandpass filters. The auditory filters are considered as weighting

functions applied to the power spectrum of a sound to determine the effective magnitude

of the output of a particular filter. The shapes of the auditory filters at a particular centre

frequency, denoted as fc in kHz, are usually obtained by measuring the threshold for a

sinusoidal signal at fc in the presence of a notched noise masker, whose notch width is

systematically varied. The general form of the power-spectrum model, with Ps denoted

as the power of the signal at threshold, is expressed by

Ps := K

∫ ∞

0

N(f)W (f)df, (II.1)

where N(f) is the power spectrum of the noise masker, W (f) the shape of the auditory

filter and the constant K which amounts to the signal-to-masker ratio at the output

of the filter to achieve threshold (Moore, 1986; Moore and Glasberg, 1987). By varying

the spectrum of the noise masker N(f) and measuring the changes in Ps the auditory

filter shape W (f) can be derived. The spectrum of the notched noise masker can be

composed of two bandpass noises: one above and one below the signal frequency. This

fitting method revealed that the auditory filter shape can be approximated by a simple

formula called the RoEx(p, r), which consists of a composition of two exponentials with

a rounded top (Patterson et al., 1982):

W (g) := (1− r)(1 + pg)e−pg + r, (II.2)
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Figure II.1: The shape of an auditory filter derived from Equations II.2 and II.5 with a centre frequency

of 600 Hz and a signal level of 85 dB.

where g := |f−fc|/fc is the normalised frequency and p is a parameter which determines

the slopes of the auditory filter skirts for a particular fc. The parameter p as function

of the centre frequency can be obtained as follows:

p(fc) := fc/(24.7(4.37fc + 1)), (II.3)

where 24.7(4.37fc +1) is the Equivalent Rectangular Bandwidth (ERB) in Hz of the

filter at centre frequency fc. The parameter r adds a low-level skirt to the filter. The

value of the parameter r is non-zero and small (in the order of 10−4). In the formulation

of Equation II.2 the filter is symmetric. Experimental data do suggest, however, that

the filter is asymmetric and that the shape varies with the overall level. This can be

accomplished by allowing p to have different values on the two sides of the filter. The

lower skirt of the filter becomes shallower with increasing level, while the upper skirt

becomes slightly steeper. The changes in the upper skirt with level are rather small and

are therefore ignored here. The upper and lower slope values of p are denoted as pu and

pl, respectively. The same value of r is assumed for both sides of the filter. The values
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pu and pl for a particular centre frequency fc and a level x in dB SPL/ERB, which is

determined by the total stimulus level within one ERB band surrounding the stimulus

component, can be obtained as follows:

pu(fc) := p(fc), (II.4)

pl(fc, x) := p(fc)(1− 0.38(x− 51)/p(1)). (II.5)

For detailed information about the derivation of the formulas see Moore (1986) and

Moore and Glasberg (1987). Figure II.1 shows an example of the shape of an auditory

filter at a centre frequency of 600 Hz and a signal level of 85 dB.

Using the concept of auditory filters, the excitation pattern can be derived, for the

excitation pattern can be thought of as the output of the auditory filters as function of

their centre frequency. Figure II.2 shows an example for the calculation of the excitation

pattern for a sinusoid of 600 Hz. The top panel shows the auditory filters for 10 centre
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Figure II.2: Example of the derivation of an excitation pattern from auditory filters. The top panel

shows the auditory filters for 10 centre frequencies. The bottom panel shows the excitation pattern for

a sinusoidal of 600 Hz as function of the centre frequency, obtained from the output of each filter. The

circles represent the amplitudes in dB of the output of the filters of each centre frequency for the signal.
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frequencies between about 300 and 1200 Hz. The bottom panel shows the excitation

pattern for the signal obtained from the weighting of the filters. The circles in the panels

show the output in dB of the filters as function of their centre frequency.

The excitation pattern is generally presented as a function of the ERB-rate rather

than as a function of frequency. The ERB-rate is a value on the ERB scale, on which

the auditory filters are uniformly spaced. The ERB scale is closely related to the Bark

scale and differs in shape from the Bark scale mainly at low frequencies. The ERB scale

is directly derived from the ERB value as function of fc and has the following relation

with the frequency scale:

number of ERBs := 9.26 log(4.37F + 1), (II.6)

where F is the frequency in kHz. In Figure II.3 the ERB-rate is plotted as function of

the logarithm of the frequency in Hz.
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Figure II.3: ERB-rate as function of frequency in Hz on a logarithmic scale.

The complete excitation pattern in Figure II.2 was actually obtained from the filter

outputs for centre frequencies spaced at an interval of 0.1 ERB on the ERB scale in the
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range of 0-40 ERB, which corresponds to 50 Hz to 15 kHz. For the calculation of the

excitation pattern of a complex tone, a similar procedure is followed as in Figure II.2. The

excitation level in dB at a particular centre frequency fc is calculated by the summation

of the weighted outputs of the power spectral components of the complex tone depending

on their level x and distance from the centre frequency fc of the filter. This procedure

is repeated for all centre frequencies spaced on an ERB scale at steps of 0.1 ERB from

0-40.
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Appendix III

Derivation of the curve for

representing the R-parameter

vectors

In this appendix we will derive the curve γ in R, which was used in Chapter 4, by iter-

ation. Because the R-parameter vectors will be approximated in a logarithmic domain,

we apply and analyse the iteration process in a logarithmic domain obtained from a log

mapping from the space R. The set of R-parameter vectors in the logarithmic domain

is defined as Rlog := {[x, y, z]T : 10x, 10y, 10z ∈ R}. The set Rlog represents all the

elements of R because we assume that R ⊂ R3 \ {[x, y, z]T : x, y, z ≤ 0}.
We define a curve in Rlog by δ(ψ) := [P a(ψ), P k(ψ), P o(ψ)]T as function of ψ, where

P a(ψ), P k(ψ), P o(ψ) are second-order approximations, in a least-squares sense, of the

trajectories in Rlog in the bottom panel of Figure 4.1 in Chapter 4. For each vector in

Rlog we can calculate the corresponding value of the perceptual parameter ψ, say by the

mapping f : Rlog → R. Because the curve δ is an approximation of the trajectories, it

is very likely that f(δ(ψ)) 6= ψ. If we parameterise elements δ(ψ) as function of newly

calculated ψ′ := f(δ(ψ)), we obtain a different curve and the order of the elements δ(ψ)

can change. We will investigate the effects considered above and derive a curve δ∞ by

iteration which is “invariant” with respect to the mapping f to a certain degree, i.e.

such that the perceptual distance between δ∞(ψ) and δ∞(ψ′) is well below the audibility

threshold. We remark that it is desired that δ∞ and δ are close in the sense that the

perceptual distance between δ∞(ψ) and δ(ψ) for all ψ is below the audibility threshold,

to maintain a good approximation of the trajectories presented in the bottom panel of

Figure 4.1.

We will derive the “second-order curve” (i.e. consisting of second-order polynomials)

by iteration. The “invariance” of a second-order curve δn (the curve δn after the nth

iteration) is investigated at equally distributed mesh points {ψ0,0, . . . , ψK,0} with ψ0,0 :=

min (f(Wr)) and ψK,0 := max (f(Wr)), where Wr is the set of the 40 real parameter

vectors used in Chapter 4. The step size between two consecutive mesh points ψi,0 and

ψi+1,0 is chosen such that the perceptual distance between δ(ψi,0) and δ(ψi+1,0) is well
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below the audibility threshold. The iteration procedure is as follows. First, the tracks of

Figure 4.1 are approximated by the second-order curve δ1(ψ) := [P a
1 (ψ), P

k
1 (ψ), P

o
1 (ψ)]

T.

Second, parameter vectors yi,1 ∈ Rlog are obtained by yi,1 := δ1(ψi,0) at the mesh points

ψi,0. The newly obtained parameter vectors yi,1 are parameterised by ψ′i,1 := f(yi,1). We

can repeat this procedure by approximating this curve parameterised by the values ψ ′i,1,

resulting in a curve δ2 := [P a
2 (ψ), P

k
2 (ψ), P

o
2 (ψ)]

T, and so forth. By evaluating the curves

δ1, δ2, . . . at the mesh points ψi,0 after each iteration we obtain new parameter vectors

yi,1,yi,2, . . ., where yi,n := δn(ψi,0), and corresponding values ψ′i,1, ψ
′
i,2, . . ..

The parameter vectors yi,n at the mesh points and the corresponding values ψ′i,n :=

f(δn(ψi,0)) are calculated for N = 100 iterations. After each iteration the supremum

norm ‖ ‖∞ between vectors ψ0 := [ψ0,0, . . . , ψK,0]
T and ψ′n := [ψ′0,n, . . . , ψ

′
K,n]

T is

calculated. Next, the distances

(∫ ψK,0

ψ0,0

|P v
n+1(ψ)− P v

n (ψ)|2dψ
) 1

2

(III.1)

are calculated for n ∈ {1, . . . , N} and v=a,k,o.

We observed the following results after each iteration. First, we found that the ψ ′i,n >

ψ′i+1,n for all i, which means that the order of ψ′i,n does not change. Second, the perceptual

distance between δn(ψi,0) and δn(ψi+1,0) is well below the audibility threshold for all

i. Finally, the perceptual distance between yi,n+1 and yi,n stays below the audibility

threshold for n ∈ {0, . . . , N − 1}.
For iterations with n ≥ 50 we have

max
v=a,i,u

{(∫ ψK,0

ψ0,0

|P v
n+1(ψ)− P v

n (ψ)|2dψ
) 1

2
}

< 10−3, (III.2)

This means that the curves δn+1 and δn are rather similar for large n. The sequence

will probably not converge due to the condition that δn is a second-order curve. Next,

the supremum norm between the vectors ψ0 and ψ′n, n ≥ 50 stays in the neighborhood

of a constant. This constant value is low such that the difference between δ∞(ψ) and

δ∞(ψ′) is well below the audibility threshold at the mesh points {ψ0,0, . . . , ψK,0}. The
perceptual difference between δ50(ψi,0) and δ50(ψ

′
i,50) is well below audibility threshold

for all i. The perceptual distances between δ1(ψi,0) and δ50(ψi,0) are below threshold for

almost every i, except for i = 1,2 and 3, where the threshold is about 1-1.5 dB EPD

above the audibility threshold of 4.3 dB EPD.

We will use the curve δ∞ := δ50 as a representation of the parameters in Rlog as

function of ψ. A curve γ which represents the real R-parameter vectors can be simply

obtained by taking the power with base 10 of the entries of δ∞.
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Summary

The voice is an important medium for communication between people. In daily life,

speech plays a prominent role in social interaction. Besides the message that speech gen-

erally conveys, an individual speaker’s voice also gives information about the speaker’s

identity, personality and mood. Such speaker-related properties of speech are pitch,

rhythm, loudness and voice quality. Voice quality, which is defined as the characteristic

auditory colouring of an individual speaker’s voice, is the topic of this thesis. The notion

of voice quality as a speaker-related property plays an important role. For instance, it is

well-known that voice quality, together with pitch and rhythm contributes to the per-

ceived emotion. The focus of the definition of voice quality is an auditory phenomenon.

Inspired by this, we choose to consider voice quality as a perceptual characteristic. On

the other hand, voice quality is a function of the vocal system, consisting of the lungs,

larynx and supralaryngeal vocal tract. This means that the parameters of this vocal sys-

tem directly influence voice quality. We therefore believe that studying the perceptual

aspects of vocal-system parameters will contribute to a better understanding of voice

quality. Since the voice quality depends largely on the properties of the voice source we

concentrate on perceptual characteristics of parameters which are used to describe the

voice source.

In order to investigate the perceptual aspects for large sets of voice-source param-

eters a measure is required that predicts whether, and to what extent, two sounds are

different. Based on this perceptual distance measure we develop, validate and use an

objective method which is able to quantify the perceptual relevance of variations to all

possible voice-source parameter settings. In earlier studies, the perceptual relevance has

been measured in the directions of one parameter only. Our method allows to quantify

the perceptual relevance of variations in arbitrary directions in the parameter space.

Furthermore, this method provides a way to determine the directions of maximum and

minimum perceptual relevance. Next, we show that there exists a simple systematic re-

lation between the quantified perceptual relevance and the voice-source parameters. The

probably most interesting (and unforeseen) result is that we uncovered a direct relation

between a speech production parameter, described earlier by Fant, and a perceptual

parameter derived from the analysis of perceptual relevance. It was concluded that dis-

tinct voice qualities can be described as function of the perceptual parameter. Finally,

the mathematical treatment of the relation between voice-source parameters and their

perceptual effects leads to the construction of simple spectral operations that can be
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used to modify the perceived voice quality of recorded speech.

This thesis has two main results. The first is that we have uncovered a close and sys-

tematic relation between parameters used to describe speech production and a parameter

which quantifies perceptual relevance. The second main result is that we have described

and validated a method to obtain simple spectral operations for directly modifying the

voice quality of recorded speech.



Samenvatting

De stem is een belangrijk medium voor de communicatie tussen mensen. In het dage-

lijks leven speelt spraak een prominente rol in sociale omgang. Naast de boodschap dat

spraak overbrengt, geeft de stem van de individuele spreker ook informatie over zijn/haar

identiteit, karakter en stemming. Deze sprekergebonden eigenschappen van spraak zijn

toonhoogte, foneemduur, luidheid en stemkwaliteit. Stemkwaliteit, gedefinieerd hier als

de karakteristieke auditieve kleuring van de stem van een individuele spreker, is het

onderwerp van dit proefschrift. Het begrip stemkwaliteit als sprekergebonden eigen-

schap speelt een belangrijke rol. Bijvoorbeeld is het bekend dat stemkwaliteit bijdraagt,

samen met toonhoogte en foneemduur, tot de waargenomen emotie. De focus van de

definitie van stemkwaliteit is een auditief fenomeen. Gëınspireerd hierdoor, hebben we

ervoor gekozen om stemkwaliteit te zien als een perceptief karakteristiek. Aan de an-

dere kant is stemkwaliteit een functie van het spraaksysteem, bestaande uit de longen,

stembanden en spraakkanaal. Dit betekent dat de parameters van het spraaksysteem

direct stemkwaliteit bëınvloeden. Daarom geloven we dat het bestuderen van de per-

ceptieve aspecten van de spraaksysteemparameters bij zal dragen tot een beter begrip

van stemkwaliteit. Omdat stemkwaliteit grotendeels afhangt van de eigenschappen van

de stembron, concentreren we ons op de perceptieve aspecten van de parameters die

gebruikt worden voor het beschrijven van de stembron.

Voor het onderzoeken van de perceptieve aspecten voor een groot aantal stembronpa-

rameterinstellingen is er een afstandmaat nodig die het mogelijk maakt om te voorspellen

of, en in hoeverre twee geluiden verschillend zijn. Gebaseerd op deze afstandsmaat ont-

wikkelen, toetsen en gebruiken we een objectieve methode die het mogelijk maakt om

de perceptieve relevantie van variaties op alle mogelijke stembromparameterinstellingen

te kwantificeren. In eerder onderzoek was de perceptieve relevantie slechts gemeten in

richtingen van één parameter. Onze methoden maakt het mogelijk om de perceptieve

relevantie van variaties in arbitraire richtingen in de parameterruimte te kwantificeren.

Bovendien levert deze methode een manier op om richtingen van maximale en minimale

perceptieve relevantie te bepalen. Vervolgens laten we zien dat er een simpele syste-

matische relatie bestaat tussen de gekwantificeerde perceptieve relevantie en de stem-

bronparameters. Waarschijnlijk het meest interessante (en onverwachte) resultaat is dat

we een directe relatie hebben gevonden tussen een spraakproductieparameter, eerder

beschreven door Fant, en een perceptieve parameter afgeleid uit de analyse van percep-

tieve relevantie. We kunnen concluderen dat verschillende stemkwaliteiten beschreven
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kunnen worden als functie van deze perceptieve parameter. Ten slotte, een mathemati-

sche aanpak toegepast op de relatie tussen stembronparameters en de perceptieve ef-

fecten ervan, heeft tot de constructie van simpele spectrale operaties geleid, die gebruikt

kunnen worden om de waargenomen stemkwaliteit te variëren van opgenomen spraak.

Dit proefschrift heeft twee hoofdresultaten. Ten eerste hebben we een nauwe en syste-

matische relatie ontdekt tussen parameters voor het beschrijven van de spraakproductie

en een parameter die perceptieve relevantie kwantificeert. Het tweede hoofdresultaat is

dat we een methode hebben beschreven en getoetst voor het verkrijgen van spectrale

operaties om direct de stemkwaliteit van opgenomen spraak te kunnen veranderen.
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