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Abstract 

Periodicity is a simple form of nonstationarity in Markov decision processes. 

In this paper successive approximations'are considered for discounted and 

undiscounted periodic Markov decision processes. For this type of process 

iteration steps can be performed without any loss of efficiency, provided 

the type of procedure is sensibly chosen. Moreover, and most important, it 

is possible to derive sharp bounds for the value function. Numerical evidence 

is provided. 



- 2 -

1. Introduction. 

Markov chains and Markov decision processes provide natural. models for several 

practical dynamic phenomena. Regrettably, however, this modelling tends to 

result in very large models ans large models are difficult to analyze. One 

of the main reasons for the tendency towards large models is the require

ment of memory1ess transition behavior, which demands the incorporation in 

the state description of all information with predictiong value. The obvious 

result is a large state space. Although a prime rule for modelling is to 

keep the models simple, quite often it cannot be avoided that the state of 

a system has to be composed of two or more factors. Consequently, it is an 

important issue to construct numerical procedures which are efficient for 

relatively large problems. 

The main stream of research on numerical aspects of Markov decision processes 

has been the construction of many types of algorithms (cf. PORTEUS [1975J or 

Van NUNEN and WESSELS [1979J). However, from this pile of procedures there 

did not emerge one as the uniformly most efficient. On the contrary. In 

HENDRIKS, Van NUNEN and WESSELS [1980J clear evidence is given that the 

order of efficiency of algorithms depends very essentially on the type of 

problem, hence, it is necessary to take into account the problem structure 

when choosing an algorithm. Moreover it is shown in that paper that it is 

worthwile to try to use the problemstructure to diminish the amount of work 

per iteration step. 

In the present paper, we will consider a specific type of problem structure, 

which allows a considerable reduction of computational effort per iteration 

step, provided the type of algorithm is properly chosen. And. most i~portant, 
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a problemstructure which can also be exploited for the construction of 

sharp bounds for the value function. As a consequence of these sharp 

bounds, the number of iteration steps can be kept remarkably low. 

The problemstructure in question is periodicity. Periodicity is one of the 

simplest forms of nonstationarity in Markov decision processes. It means 

that the transition probabilities and/or the rewards change cyclically 

over time, for instance with the days of the week or the seasons of the 

year. When modelling this feature, the model can be made stationary by 

incorporating the cycle phase in the state description. However, this gives 

an extra dimension to the state space and, hence, hampers computation con

siderably. 

Already in the early sixties CARTON [1963J and RIIS [1965J showed that 

periodicity is not such a problem as it seems to be at first sight by 

developing special versions of Howard's policy iteration algorithm for 

periodic Markov decision processes without and with discounting, respec

tively. 

In the present paper, it will be shown that the periodic structure can be 

exploited fully for a number of variants of the standard successive approxi

mations method. Usually, for large problems policy iteration is not a very 

efficient technique, since it requires the solution of a system of linear 

equations in each iteration step. However, for periodic problems, policy 

iteration seems to have the advantage of finiteness. Namely, procedures 

based on successive approximations require bounds for the value function 

as stopping criterion and the periodicity causes a bad convergence of these 

bounds. This is due to the fact that periodic transition matrices have extra 
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eigenvalues on the unit circle and the convergence rate is determined by 

the subradius of these matrices. To be more precise: for the discounted 

case this would make convergence very slow, and for the undiscounted case 

it would even prevent convergence of the bounds. A well-known technique 

to circumvent this difficulty is the use of the datatransformation intro

duced in SCHWEITZER [1971J, however, this transformation destroys the 

problemstructure which facilitated a considerable reduction of the amount 

of work per iteration step. Therefore, our aim will be to construct better 

bounds. The obvious way to obtain good bounds is to consider the embedded 

process with time period equal to the cycle length. This idea will appear 

to be very useful. 

Most of the technical results for the method of successive approximations 

(bounds, convergence) can already be found in SU and DEININGER [1972J. 

For the sake of completeness and accessibility the results are repeated 

here. The emphasis in this paper however, is more on the ideas behind the 

method, e.g. the intuitive understanding of why these methods converge so 

fast in practice, and on the comparison with various other methods . 

The set-up of this paper is the following. In section 2 the models and some 

preliminaries are given. Section 3 treats the iteration steps for various 

methods (discounted and undiscounted). In section 4 bounds for the value 

function in the discounted case are developed. The same LS done for the 

undiscounted case Ln section 5. Section 6 is devoted to the numerical 

evidence. 
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2. The model and some preliminaries. 

Consider an MDP with finite state space S :== {1,2, ••• ,N} and finite action 

space A with the following cyclic structure. The immediate rewards and the 

transition possibilities do not depend on the present state of the system 

and the chosen action only, but vary cyclically over time. The duration of 

the ayale is denoted by C. The stage within a cycle is called the ayale 

phase. 

If in state i € S action a E A is taken at a time point corresponding to 

cycle phase c, c == 1,2, .•. ,C, then there is an immediate reward r (i,a) . c 

and the system moves to state j with probability p (i,a,j), I p (i,a,j) = 1. 
c . c 

J 
Automatically the next phase is c + 1 (read 1 instead of C + 1). 

The model described above is in fact an instationary MDP and it will be 

referred to as the IMDP-model. 

The cyclic MDP can be fitted into a stationary model if the cycle phase 1S 

incorporated in the state description. This leads to a stationary MDP, 

further referred to as the SMDP, with state space S x {1,2, .•• ,C}, action 

space A, immediate rewards r«i,c),a) and transition probabilities 

p«i,c),a,(j,c'» with 

r«i,c),a) == r (i,a) 
c 

p«i,c),a,(j,c'» == p (i,a,j) if c' = c+ 1 
c 

== 0 elsewhere. 

It will be necessary to order the states in the SMDP. Therefore the states 

are renumbered 1,2, .•• ,NC, where state (i,c) receives number i+N(c-l). 
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For the SMDP there is only one type of strategies of interest, viz. the 

stationary strategies, or poZieies as they are called in the sequel, both 

in the discounted and in the undiscounted case. 

A policy f in the SMDP consists of C socalled phase poZieies and is denoted 

as (fl'f2, ... ,fC)' From the relation between the IMDP and the SMDP it is 

immediately clear that in the IMDP only the phase policies have to be con-

sidered, one for each phase. 

Now let us introduce some notations for (phase) policies. For any phase po-

licy f the one-stage reward vector r (f ) and the N x N transition matrix 
c c c 

P (f ) are defined by c c 

r (f )(i) = r (i,f (i» , c c c c 

P (f)(i,j) p (i,f (i) ,j) 
c c c 

i,j E S. 

Let f = (f1,f2, ••. ,fC) be a policy for the SMDP, then the reward NC-column

vector ref) and the NC x NC transition matrix P(f) are defined by 

ref) (k + (c - l)N) = r (k,f (k», 
c c 

P(f) (k + (c - ON , R, + cN) = p (k,f (k) ,R,), 
c c 

where R, + CN has to be read as i (k,t = 1, •.. ,N and c = 1, ••• ,C). All other 

T T T T P(f)(i,j) are defined to be O. So, r (f) = (r1 (f 1), r 2 (f2), ••• ,rC (fC» and 

o o 

P(f) = o o 

P (f ) 
c c o 
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Sometimes we write r (f) and P (f) instead of r (f ) and P (f ). c c c c c c 

Two criteria will be considered: total expected discounted rewards and 

average reward per unit of time. It will be assumed that the SMDP is come 

municating, or weaker, simply connected. The latter condition says that 

there is a subset of states that is reached under any strategy and wit-

hin this set any state can be reached from any other state. Further, 

it is assumed that the matrix pN (f) 1S aperiodic for all f. For the 

undiscounted case these assumptions guarantee the convergence of the 

proposed methods. For the discounted case they are irrelevant for the 

presentation, however, in that case the assumptions are vital for a 

fast convergence of the methods. 

For the SMDP for any policy f the total expected S-discounted reward 

function v(f) (S < 1) and the average reward function g(f) are defined 

by 
co 

v(f) I sn pn(f) ref) 
n=O 

T-1 
g(f) = lim T- 1 I pn(f) ref). 

T~ n=O 

* * The value v of the discounted SMDP and the gain g of the undiscounted 

SMDP are defined by 

* v 

* g 

max v(f) 
f 

= max g(f) 
f 

. *. From the communicatingness assumption it 1S clear that the ga1n g 1S a 

constant function, independent of initial state and phase. As we will see 

* in section 5 this enables us to obtain in a simple way bounds on g . 
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Let us denote by v the restriction of a function v on the state space 
c 

of the SMDP to the initial states corresponding to phase c: 

v (i) = v«i,c» = v(i + (c- l)N), i = J, ••• ,N. Then we can formulate c 

some elegant functional equations for the optimal value functions, 

* like for v , 

v 
c 

= max 
f 

{r (f) + SP (f)v I}' c c c+ 
c = 1,2, ••• ,C. 

Most computational methods for solving MDp1s (both for the discounted 

and for the undiscounted case) essentially consist of 3 elements, viz. 

(i) a policy improvement step, also called value iteration 

step 

(ii) a value approximation procedure 

(iii) a stopping criterion. 

Usually, the result of the value approximation procedure is used in the 

next policy improvement step. Let us suppose for the moment that v emerged 

as approximation for v*, or for a relative value function in the average 

reward problem, from the previous value approximation procedure. In the 

next section we use this approximation as input for the policy improve-

ment step. In sections 4 and 5 we will then come back to the value approxi-

mation procedure. 

3. Policy improvement. 

In this section the discounted and undiscounted case are treated simulta-

neously. For the undiscounted case, 8 has to be set equal to 1. 
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Let v ;;: {v }C 1 be the given estimate as mentioned at the end of the 
c c= 

preceding section, then the standard pre-Jacobi policy improvement step 

runs as follows: 

(3. 1) 
{

Find for c ;;: J,2, ••• ,C the vector Uc and a policy fc satisfying 

u ;;: r (f ) + SP (f)v 1 = max {r (f) + SPc (f)vc+1}' 
c c c c C c+ f C 

We also write u ;;: Uv with U the pre-Jacobi maximization operator. 

If one repeatedly applies the pre-Jacobi policy improvement step, n times 

say, then one is solving for each initial phase an n-period problem. In 

C 
the special case that v = {vc}c=l satisfies 

(3.2) v 
c = max {r (f) + SP (f)v I}' 

fCC c+ 
c = 1,2, •.. ,C-l 

we even have, writing v(k) = ukv, 

CQ,C+l-c) 
v 

c 
(-I'.C+2-c) = v = c 

«-1'.+ 1) C-c) 
= V 41 

C 

So actually each maximization is performed C times. 

Having noticed this, let us return to the instationary model. Here a 

C-period problem for initial phase 1 with terminal reward VI can be 

solved as follows: 

(3.3) 

Compute 

and subsequently for c ;;: C - 1, C - 2, ••. ,1 

w 
c 

;;: max 
f 

{r (f) + SF (f)w I}' c c c+ 
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The computation of wI from vI requires exactly the same amount of work 

as the computation of u from v according to (3.1). The computation of wI 

tells us how to act in a C-period problem for one initial phase whereas 

the pre-Jacobi step (3.1) only learns how to act in a J-period problem, 

though for any initial phase. 

Another way of looking at the improvement step (3.3) is to see it as a 

Gauss-Seidel improvement step in the SMDP. The general form of a Gauss-

Seidel step described in terms of the Gauss-Seidel maximization operation 

W reads as follows 

(Wv) (i) max {r (i. a) + S L p (i, a, j ) (Wv) (j) + 
a j:;:~i 

+ S L p(i,a,j)v(j)} . 
j<i 

(Usually the formulation is wi th j s i and j > i, but since as a res ul t of 

the way we renumbered the states in the SMDP there is a natural drift from 

states with low numbers to states with high numbers it is more useful to 

choose this version.) 

So Wv can be computed recursively, starting with the highest numbered state. 

For the SMDP under consideration we obtain, writing w = Wv, 

and 

w 
c 

= max 
f 

= max {r (f) + SP (f)w I}' 
fCC c+ 

c=C-J, ... ,I. 

As we see, the Gauss-Seidel maximization ~n the SMDP.yields exactly the same 

result as the pre-Jacobi cycle iteration (3.3) in the IMDP. 
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Taking a closer look at the outcomes of a sequence of pre-Jacobi improve

ment steps for an initial estimate v satisfying (3.2), one sees that one 

is in fact performing Gauss-Seidel improvements, only one is doing it C 

times instead of just once. As one may easily prove 

UnCW = ~+l • 

So, first applying W (to obtain an initial estimate v satisfying (3.2)) and 

then nC times U on the result yields the same answer as applying n+ 1 times 

the operation W. Thus, pre-Jacobi iteration is C times as expensive as 

Gauss-Seidel iteration. 

Both CARTON [1960] and RIIS [1965] apply in fact W as policy improvement 

procedure in their policy iteration algorithm. 

Since the Gauss-Seidel improvement step is clearly superior to the pre

Jacobi one, we will consider the value approximation step for the Gauss

Seidel step only. There could be one difficulty, namely that the bounds 

for the pre-Jacobi step are much better than for the Gauss-Seidel step, 

but, as we will show in sections 4 and 5, this is not the case. 

4. Value approximation: the discounted case. 

Let us first consider the discounted case (a < 1), s~nce it is the simpler 

one. Essentially, however, there is not much difference with the average 

reward case. 

In the introduction, successive approximations and policy iteration have 

been mentioned. In fact, these two methods are the extremes of a whole 
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range of methods with increasing accurateness in the value approximation 

step. Namely, for successive approximations there is no further approxi-

mation than the results of the policy improvement step and in the policy 

iteration case the value approximation step consists of the exact deter-

mination of v(f), where f is the policy for which the maxima in the 

policy improvement step are attained. The determination of v(f) requires 

the solution of a system of linear equations of the order of the number 

of states, here NC. Approaches with intermediate accuracy are obtained 

by specifying some integer A > 1 and taking an approximation for the 

value function. 

(4.1) 

where the operator W(f) is defined by 

and 

(W(f)v) = r (f) + SF (f)v l' c = C- 1, ... ,1 c c c c+ 

and where f is the maximizer emerging frm the preceding policy improvement 

step. 

Apparently, (Gauss Seidel) successive approximations would correspond to 

A = J and policy iteration corresponds to A = 00 (cf. Van NUNEN [1976J). 

In the policy iteration variant, this definition also gives an efficient 

iterative procedure for the approximation of v(f), viz. 

v(O) = Wv 

(4.2) v(n+1) = W(£)v(n) n = 0,1, ... 

only requiring a good stopping criterion. The choice of such a criterion 

is considered later in this section. 
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RIIS [1965] computes v(f) in a different way, using the fact that the next 

policy improvement step only requires v 1(f). vI (f) is the total expected 

discounted reward of the embedded Markov chain on the time points 

0, C, 2C, .•• with transition matrix P](f)P2(f)",Pc(f), reward function 

~ c-I 
L. S PI (f) ... P c-I (f)rc (f) 

c=l 

(empty products being one) and discountfactor SC. This approach, however, 

requires the prior computation of C-step transition probabilities and 

C-step rewards for some policy in each value approximation step. Therefore, 

such an approach is inefficient numerically. Note that the computation 

of v(n+I) from v(n) requires C times a product of an N x N matrix with 

an N vector. Even if a relatively large number (upto N) of iterations 

would be necessary, this would still be more efficient. For periodic 

problems, however, very often the process reaches some equilibrium after 

only a few cycles which means that the approximation of v(f) requires 

only a few steps of the form (4.2). This will become clear from the bounds 

that will be given hereafter. 

A . 
The computation of W (f)v is only part of the value approximation. If S is 

close to 1, S = 0,998 say, and - for instance - v = 0, then one needs about 

A = 2300 to obtain a relative error of 1 percent ln the approximation 

WA(f)v of v(f). Therefore, extrapolation is very important and for extra-

polation one needs good bounds. For simplicity, let us start by conside-

ring bounds for the standard case A = 1. The analogous result for A > 1 

will be stated later. 



- 14 -

Inspired by Macqueen's bounds for pre-Jacobi successive approximations, 

one may develop bounds for Gauss-Seidel iterations based on v and Wv. 

In the most efficient variants these bounds have the form, see PORTEUS 

[1975J 

Y1 
Wv + min(Wv - v) e ~ v(f) 

1 - Y 1 
* ~ v 

Y2 
~ Wv + max (Wv - v) e , 

1 - Y 2 

where Y
1 

and Y2 are the extreme contraction factors depending on the 

signs of min(wv - v) and max(Wv - v). In our case 

if min(Wv- v) < 0 

if min(Wv-v) > 0 

and 

if max(Wv - v) < 0 
Y2 

if max(Wv- v) > 0 • 

As one easily verifies, these bounds are always bad unless Wv-v is very 

close to zero. 

So, this type of extrapolation does not really give much extra. 

Usually, 1n other types of problems, the poor extrapolating properties of 

some successive approximation operator can be mended by inserting a 

pre-Jacobi step after several steps with the specific operator and basing 

the extrapolation on the pre-Jacobi step. Regrettably, for periodic 

problems, one pre-Jacobi step is not of much help, although it also does 

not give much work, namely 

suppose Wv w u = Uw 

then u w c = 1,2, .•• ,C- 1 c c 

Uc = Ucw1 . 
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So, in the case of monotone iteration this gives no extrapolation 

beyond u for the lower bound. 

A much better extrapolation may be obtained by treating the "phase values" 

* v separately. So, let w = Wv = W(f)v. First let us construct extrapo-c 

* lations for vI and vl(f) based on wI and vI' 

Observe that for all x and y and all policies h 

(W(h)x - W(h)y)1 

whence 

C C 
S min(x - Y) Ie::; (W(h)x - W(h)y) 1 ::; S max (x - y) 1 e • 

From this we get 

= lim (Wn(f)v) 1 = lim [nt (Wk+
I (f)v - Wk(f) v) 1 + VI} 

n-too n-><x> k=O 
n-l 

lim L SkCmin(W(f)v- v) Ie + VI 
n-too k=O 

C -1 
= v 1 + (I - S) min (Wv - v) 1 e • 

One may even show the slightly stronger result 

C C -1 
VI (f) ;::: (Wv) 1 + S (1 - S) min(Wv- v) 1 • e . 

Similarly, using that for all policies h one has W(h)v ::; Wv, one gets 

* C -1 v I = max v I (h) ::; v I + (1 - S) max (Wv - v) 1 • e • 
h 

* Next, the bounds for v (f) and v are easily obtained. 
c c 

v (f) 
c 

C-c+] C -1 
;::: 13 (I - S) min(Wv - v) 1 • e • 
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And for all h 

v (h) 
c 

So 

* C-c+l * ::; S max (v 1 - vI) 
C-c+l ::; S max (Wv - v) 1 • e • v - w 

c c 

Summarizing, we have the following result. 

Lemma 4.1. (cf. SU and DEINIGER [1972J). 

If w = Wv = W(f)v, then for c = 1,2, ••. ,C 

C-c+l 
w 

c + S C min (w 1 - vI) • e ::; v (f) 
c 

* ::; v 
c 

SC-c+l 
::;w + max(w

1
-v

1
)·e. 

c 1 _ SC 1 - S 

Now, also the construction of a stopping criterion is obvious. 

Lemma 4.1 can also be used if a value approximation step is used with A > 1, 

however, with some modification. Denote 

(4.3) w := Wv = W(f)v, A-I x = W (f)v, u = W(f)x . 

For v(f) the extrapolation can be obtained in exactly the same way as in 

lemma 4.1 if one assumes for the moment that in each state i there is only 

one action, viz. f(i). This yields the following result 

Lemma 4.2. 

Suppose A > 1 and v, w, x, u, f satisfy (4.3), then for all c = 1,2, .•. ,C 

SC-C+l 
u + C min ( u I - xl) e ::; v (f) 

c 1 _ 8 c 
::; u 

c 

SC-c+l 
+ 1 _ 8 C max ( u I - xI) e . 
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It will be clear that an upperbound for v* cannot be obtained from u and 

x but only from wand v. Note also that the lowerbound for v(f) in lemma 

4.2 is at least as good as the lowerbound in lemma 4.1. 

As remarked before, very often, due to the randomness of the process, an 

equilibrium is reached after only a few cycle iterations. This implies 

that after a few iterations the upperbounds in Lemmas 4.1 and 4.2 will be 

almost equal to the lowerbounds, since wI -vI and u
1 
-xl will both be 

nearly constant functions. 

5. Value approximation: the undiscounted case. 

As stated before, the undiscounted case ~s not essentially different from 

the discounted case. The numerical effect of the discountfactor is often 

overestimated. The essential aspect which determines the convergence rate 

is the time it takes to reach stochastic equilibrium. 

The first part of the value approximation step does not differ essentially 

from the first part in the discounted case. For some A ~ 1 and given v one 

determines (with S = 1) 

(5.1) w := Wv W(f)v, A-I x = W (f) v and u W(f)x . 

Then we can obtain upper- and lowerbounds for g(f) and g* as follows. Again 

let us first consider phase 1 as initial phase. Then, along similar lines 

as in section 4, 
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lim (CT)-l(WT(f)V)1 
T-+<» 

[

T-I 
lim (CT)-l I (Wk+l(f)v - Wk(f)v)1 
T-+<» k=O 

-1 
~ c min(w

1
-v

1
) -e _ 

Similarly for all policies h 

whence also 

And, if A > 1, then also 

Further, it is immediate that the bounds also hold for any other initial 

phase, since e.g. 

g (f) = P (f)P 1 (f) .• ,PC(f)gl (f) . c c c+ 

Summarizing, we have the following result. 

Theorem 5.1. (cf. SU and DEININGER [1972J). 

Let v, w,.x, y and f satisfy (5.1) for some A ~ 1. Then, for all c = 1,2, .•• ,C 

and 
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So, we can use the following successive approximation scheme: 

Choose v(O) . 

For n = 0,1, ..• determine wen) f(n), x(n) and v(n+I) such that 

(n) 
w 

until 

(n) 
x 

= Wv(n) = W(f(n»v(n) 

= WA- l (f(n»v(n) (n+ 1) 
v 

( (n) (n» . ( (n+l) _ x(n» 
max wI - vI - mln v 1 I 

where E is the desired accuracy. 

< £ 

To prove that the scheme converges one can look at the embedding of the 

process on phase 1. Then the simply connectedness guarantees convergence 

ofw(n) (n) d (n+l) (n) * d h th f 1 - vI an vI - xl to g e an, ence, e convergence 0 

the scheme. The convergence proof can be found for A = I in PLATZMAN 

[1977J and for A > 1 in Van der WAL [1980J or [1981, chapter 9J. 

The case A = 00, i.e. pure policy iteration, has to be formulated in a some-

what different way. If all P(f) are unchained, then the algorithm (without 

bounds) can be found in CARTON [1963J. For the case that some of the P(f) 

are multichained the general treatment of a Gauss-Seidel policy iteration 

algorithm (not just the periodic case) can be found in Van der WAL [1981, 

chapter 8J. 

As remarked in the preceding section, the value approximation step for pure 

policy iteration is rather costly. Though the argument there was given only 

for the discounted case it holds for the undiscounted case as well. However, 

if all P(f) are unchained (or at least those P(f) which result from the 

policy improvement steps) then the A = 00 case can be approximated very well 



- 20 -

by the finite A case. Namely, the convergence of WA(f)v - WA- 1(f)v to 

A gl(f) and of W (f)v to the relative value function (except for an additive 

constant) is determined by the subradius of the matrix P1(f)P2(f) ••• P
C

(f). 

The more randomness in the process, i.e. the smaller the subradius, the 

smaller A can be chosen. In the example treated in section 6 A = 2 already 

gives an excellent approximation. In fact what happens is that one is 

solving the system of equations for the relative value function, which 

has to serve as input for the policy improvement step, by successive 

approximations. 

6. A numerical example. 

The example considered here is a model of the control of hard cash in a 

local branch of a bank. The branch office faces the problem that on the one 

hand they don't want to run out of cash, whereas on the other hand hard 

cash in stock causes inventory costs due to the loss of interest. Cons ide-

ring the cash-inventory problem on a dayly basis the probabilistic structure 

is periodic. Usually, the weekly cycle will be dominant, but there may be 

different demands in different parts of the year. In the example we only 

consider the weekly cycle. For a more extensive description of a cash-

inventory problem, see WESSELS [1980J. The decision structure of the problem 

is the following. Each morning, at 10 o'clock say, one has to decide either 

to order some positive or negative amount of hard cash or to do nothing. 

Order costs do not depend on the order size, only the costs of the armored 

car are considered. Further, inventory costs are assumed to be linear and 

there is a relatively large cost for running out of stock. The demand 

varies with the day of the week. 
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In this formulation the model will be cyclic with cycle period 5. 

The size of the example 

- 80 states (cash levels) 

- 5 cycle phases 

- 50 decisions in each state (on the average) 

- 40 demand levels. 

Further the dayly discountfactor is equal to 0.999 and the desired relative 

accuracy equal to 0.001. 

We have considered 3 successive approximation methods. 

Method GSC: Gauss-Seidel improvement steps with A 

cycle bounds of lemma 4.1. 

and the 

Method PJ : Pre-Jacobi iteration with A = 1 and Mac Queen bounds 

Method GSB: Gauss-Seidel improvement steps with A = 1, bisection 

(if possible), according to BARTMANN [1979J and bounds 

according to PORTEUS [1975J. 

Below, the computation times in seconds are given for the B7700 computer 

of the Eindhoven University of Technology. 

Execution time 

GSC 1.1 

PJ > 100 

GSB 3.6 

Some remarks: 

- As already predicted PJ needs too many iterations (about 6900 days) to 

converge within a reasonable amount of time. 
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- The number of cycle iterations for GSC was only 2 (corresponding to 

10 days), so in this case taking A > 1 will have no effect. If the 

number of cycles the process needs to reach stochastic equilibrium is 

somewhat larger, then A > 1 might save some maximization operations. 

- Extension of GSC with a bisection option did not change anything. 

- Clearly the discountfactor has not attributed to the convergence of GSC, 

so for the undiscounted case the numerical efficiency of GSC could be 

expected to be the same, as it proved to be. For PJ one has to apply 

Schweitzer's datatransformation to do away with the periodicity and to 

get theoretical convergence. The number of iterations will be s till quite 

large. The bisection method is available for the discounted case only. 

- Pure policy iteration is relatively time consuming, since each value 

approximation requires the computation of the product P1(f) ••• PS(f) and 

the solution of a sys tem of linear equations of order 80. But, as remarked 

at the end of the previous section, the pure policy iteration case (A = 00) 

can be approximated very well by a finite A. In the example A = 2 already 

suffices. If one takes A = 2 then the execution time will be practically 

the same as for GSC. 
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