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ABSTRACT 

This paper deals with the problem of modeling computer systems. The most 
well known computer model is the central server model. The level of detail of 
this model is insufficient to cope with problems like channel contention. Furth
ermore, the solution methods to this model are all based on product form 
assumptions and thus cannot deal with problems like priority queuing and 
non-exponential workloads. In this paper it is shown. however, that. by using 
some heuristic extensions of the mean value analysis. one can develop a central 
server based modeling tool for the performance evaluation of computer sys
tems. which can cope with these problems. 
To reduce the computational complexity of the model. an aggregation method 
is introduced. For some aspects of computer performance. like channel conten
tion in case of disk units operating with rotational position sensing. and disk 
seek operations. more detailed models are proposed. 
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On. the Development of a Modeling Tool for the 
Performance Evaluation of Computer Systems * 

Rudo J. Wijbraruls 

1. INTR.ODUCI'ION 

For many years the central server model (see e.g. Buzen (8] ) is used as a simple model to 
describe computer systems. Its great simplicity and appealing form make it attractive to 
use this model in the performance evaluation of computer systems. The solution methods 
to evaluate performance characteristics of a system described by this model are all based 
on the product form assumptions (see Baskett. Chandy. Muntz & Palacios [4] ). These 
assumptions have their drawbacks on the fiexibility of the model. In practice the only case 
for which an exact analysis is possible. the central server model as we refer to it (see Figure 
1). is the case where we have a CPU (central processing unit) working with a processor 
sharing service discipline. and a number of first come first served operating disk units. At 
the disk units the jobs must have independently. identically and'exponentially distributed 
workloads. 

----c l111/0 
,..--If'cpu 

II J IIO 

Figure 1, : The primitive of the central server model 

The ease of implementing the central server model. the model needs very little informa
tion. makes it an excellent tool to get some first ideas on how certain system ~hanges 
would dect the system throughput. E.g. the influence of an addition of extra disk units 
to the system might be studied in this way. 
The ease of implementing is at the cost of the level of detail included in the model. which 
e.g. does not foresee in the communication network which connects the CPU with its back
ground memory. This communication network is an important aspect of the computer 
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system. If we increase the level of detail included in the model by introducing a communi
cation network. we get a picture of the computer system like Figure 2. In this figure the 
same configuration as in Figure 1 is depicted, but extended with a simple communication 
network. In practice the communication network may take a far more complicated shape . 

............................................... } · .. ·· .. _·····_· .... _· .. · .. ·1 

-.JIII~ yIlo=:l ! 
IIIICPU~III .JLIIIICHANNELJ'= .. ~·~·~··;·-i 

.............. _ ... _ .... __ ........ _ ......... ) ................................ ; 

Figure 2. : CPU-disk model with cJumnel-blocking 

There is no doubt that the communication network has a great iniluence on the system 
throughput: it might even be the system bottleneck. However. this iniluence is. through 
the VO workload. only implicitly accounted for in the central server model. 
To get a bener understanding of the iniluence of the communication network on the sys
tem performance. several. mostly iterative. models have been suggested in literature (e.g. 
[3] .[5] .[6] :[7] .[13] .[15] .[21] and [30]). The most popular models. which are treated in 
performance handbooks like Lavenberg [18] and Lazowska et at. [19]. first decompose the 
central server model into CPU and individual VO devices. For a given throughput the 
iniluence of the communication network on the 110 service times is estimated. Next. given 
the throughput and the 110 service times. the VO response times are estimated by treating 
each VO device as an MIGl1 queue (see e.g. Kleinrock [17]). In the second step of the itera
tive process a central server like model is constructed. where the VO devices are modeled 
as infinite server stations (no queuing). with service times equal to the response times just 
evaluated. This supplies a new estimate of the system throughput. which is used to make a 
new estimate of the I/O service times. etc .. 
For the large computer systems in use nowadays. the method just described can be very 
laborious. This in particular if we want to use the central server model as the first step in 
the decomposition-aggregation approach (see e.g. Chandy. Herzog & Woo [9] ,[10] and 
Courtois [11]) to estimate response times for terminal users in a computer-customer model 
like the one depicted in Figure 3. On the aggregated level of this model the computer sys
tem is treated as a single station with a queue dependent service rate. This service rate is 
estimated in a decomposition step. where the computer system is seen as a closed queuing 
system with a fixed population. For each possible popUlation an estimate of the cycle time 
in this system. and therewith the service rate. has to be made. 

A popular method for solving closed product form networks is the mean. va/:ue analysis 
(see Reiser & Lavenberg [22]). If the mean value scheme is used to solve the original cen
tral server model problem. one recursively gets the cycle times for all populations up to 
the maximum popUlation. This makes the mean value scheme an excellent tool for use in 
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Figure 3. : The cen:tral server model embedded into a larger system 

the decomposition-aggregation approach to the computer-customer problem we just men
tioned. 
One might ask whether it is possible to devise some kind of approximate mean value 
scheme for more detailed q ueuiog models, like the one depicted in Figure 2. This in order 
to be able to evaluate cycle time approximations more efficiently: recursively instead of 
iteratively. As will be d~onstrated in this paper. such an approach is indeed possible. 

It is suggested by the discussion above. that in some cases the accuracy of the central 
server model describing a computer system, is not sufficient. In some cases we will need to 
consider the system operations in more detail. implying more extensive models. The level 
of detail to be used depends in the :first place on the questions that have to be answered by 
the model. Of cause we want the model to answer the ordinar.Y bottleneck question: when 
does the system saturate with raising workloads. But we can think of other questions a 
performance analyst encounters nowadays. like "what is the impact on the system 
throughput if we ..... 

add more channels. controllers, disk units to the system 
change the 110 configuration (e.g. more balanced) 
use faster disk units 
use less, but bigger disk units 
reorganize scattered data sets on a disk 
observe a processor dropped out 
use CPU priorities 
observe a change in the workload 
etc. 

With a proper paging model. not discussed in this paper. the model must be able to esti
mate. the (nearly-) optimal multi programming levels for different classes of jobs (e.g. 
batch and terminal jobs). 
The level of detail we can use in our model is restricted by the information which is 
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available about the system. In practice it is hard to give a correct workload characteriza
tion. There is no doubt that the accuracy of the predicted performance through the model 
will suffer from a bad workload description. The problem of workload characterization. 
however. is beyond the scope of this paper. 

In this paper we concentrate on the central server model. The aim of this paper is to 
present guidelines on how a more detailed queuing analysis of a computer system could 
take place. We treat a two level hierarchical approach to the problems mentioned above. 
The model which is defined in this way may be embedded in a computer-customer model 
again. as indicated above. thus defining a three level hierarchical model. 
In Section 2 we treat the upper level of our approach. This level is based on the mean 
value analysis. We give heuristic extensions of the mean value scheme especially suited to 

the central server model. Extensions are proposed to deal with CPU priority queuing, non 
exponential I/O service times as well as a method to aggregate over different types of jobs. 
I/O service times are supposed to be population depende~t. In this way we can account for 
the ordinary central server model as well as for more detailed models like those considered 
in Section 3. 
In Section 3 the lower. and more detailed. level of our approach is treated. Depending on 
the system organization we give a number of approximative relations to evaluate I/O ser
vice times. in particular those of the disk units. We treat several ways in which the sys
tem I/O may be organized. but all situations are based on disk units operating with the 

. rotational position sensing feature. 
Thus we have defined a complex set of partly interchangeable relations. which allows us to 
answer all of the questions raised above. In Section 4 a short summary of this mean value 
scheme like approach is given. 

Although most ideas refiected in this paper were tested in one way or another. no numeri
cal results are presented in this paper. Results of the approximations will be published in 
companion papers ([24] .[25] ,[28] and[29]). 
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2. EXTENSIONS TO THE MEAN VALUE SCHEME 

An appealing solution method for the class of closed product form queuing networks. of 
which the central server model is an example. is found in the mean value algorithm 
(Reiser and Lavenberg [22]). The mean value algorithm consists of a set of recursive rela
tions with clear interpretations. First there are the relations for the throughput and the 
number of clients in the system. explained by Little's formula ([20]). Second. we have the 
response time relations. which can be interpreted in terms of what we shall call the arrival 
theorem. This theorem states that a client arriving at a station will observe a number of 
clients corresponding to the equilibrium number of clients. as if this arriving client doesn't 
make part of the system population. It is this arrival theorem which defines the recursion 
of the mean value scheme, It is shown in this section that this interpretation of the 
response time relations is a very fruitful one, if we want to construct heuristic extensions 
of the mean value scheme. 

This section is organized in the following way. In Subsection 2.1 we first introduce the 
principal notations used in this section. Furthermore, the mean value relations for the 
exact analysis of a product form central server model are treated. In Subsection 2.2 an 
extension of the mean value scheme to approximate the influence of non-exponential I/O 
workloads is discussed. In Subsection 2.3 a population dependent workload is defined. 
Thr~ugh this definition we can reftect the influence of e.g. the communication network. as 
will be shown in Section 3. on the system throughput. Subsection 2.4 is devoted to the 
problem of CPU priority scheduling. A recursive approximation method. again based on 
the mean value scheme. is discussed there. In Subsection 2.5. finally. the problem of the 
exploding state space. for problems where several types of clients are to be distinguished, 
is treated. An aggregation method is discussed there. 

2.1. The mean value relations 

In this section we introduce most of the notations used in the mean value relations as they 
occur in this paper. We treat the mean value relations from which the performance charac
teristics of a central server network can be calculated. The relations are defined in such a 
way that we can distinguish between several types of clients. In a separate subsection we 
give a well known approximation for the sojourn times of stations with a first come first 
served service discipline. This relation is often used in the mean value analysis to capture 
the situation where in contradiction with the product form assumptions the different types 
of clients have different. but still exponentially. distributed workloads. 

2.1.1. A sys"tem description 

The kind of network we consider. is the one depicted in Figure 4. The network consists of 
one or more CPUs and a number of disk units. Jobs. or clients as we call them interchang
ingly. circulating in the system are processed by a CPU and a disk unit alternately. The 
stations are assumed to give service according to a processor sharing or a first come first 



6 

served service discipline. In the latter situation the workload is assumed to be exponen
tially distributed. 

.----1111 DISK 1 

IIII CPU 1----, 

1---1111 DISK d 

1111 CPU C ---

1.....--1111 DISK D 

Figure 4. : A CPU-disk queuing network 

We distinguish between clients according to their routing through the network. and their 
workload description. We refer to a group of clients with a common routing and workload 
pattern as a type. 
If we wish to study the case with multiple CPUs. then we have to differentiate between 
clients according to their routing through the network. Once a job is assigned to a certain 
processor. it can never be processed. by other CPUs. As each individual client may visit. 
apart from its fixed processor. several disk units. the shape of the routing of such a client 
is again the shape of a central server model. Figure 1. So essentially. if we want to study 
the multi processor case, we are dealing with a mixture of several central server models. 
Referring to this observation we define a chain of clients to consist of those tyPes of 
clients sharing a common routing. 
Furthermore. jobs may differ with respect to their workload description. The types of 
clients with a common workload description are united in a class. 
Summarizing. this means that we differentiate between clients to get a multichaui queuing 
network. where each chain of clients is connected to exactly one CPU. Each CPU. however. 
may distinguish between several classes of clients. So the number of client types is at least 
equal to the number of CPUs ill the system. 

We will use the following notations for variables and parameters describing the system. 
Note that some of these are to be used as a function of the number of clients in the sys
tem: 

S mean sojourn time 

N mean number of clients at station 

A mean throughput 

n mean cycle time 
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p mean utilization 

w mean workload 

(T standard deviation of workload 

f visit frequency as related to the CPU,frequency, which is chosen to be 1 in each 
chain 

In :first instance we will use the indices: 

c CPU number, c = 1,2, .... C 

d disk number. d = 1.2 .... .D 

r client type. r = 1.2 •... .R 

To represent sets of indices we define: 

4> c set of types of clients visiting CPU c 

For those variables depending on the number of clients in the system. we will use a vector 
notation to describe the population: 

1£ population vector (k 1.k 2- .•. .kR) with kr representing the number of clients of 

type r : kr = O.1. ... .Kr 

J!z unit population vector (0.0 ....• 0.1.0 ....• 0) representing a system with a single 
client of type r 

Q the empty system 

2.1.2. The mean value algorit:hm 

We now consider the mean value algorithm for the class of product form queuing net
works just described. Let us :first look at the CPU sojourn time. We assume the CPU to 
handle its clients according to a processor sharing CPS) service discipline: the capacity of 
the processor is split up in fair parts which are assigned to each of the clients in queue. 
The mean sojourn time of a type r client at CPU c . assuming that this client is indeed 
dedicated to that CPU. in the situation with a population 1£ in the system. can be 
evaluated as: 

(1) 

In words this expression states that the service. which the arriving client requires. is 
slowed down proportional with the average number of clients present at the CPU. Accord
ing to the arrival theorem. this average equals the equilibrium number of clients at the 
CPU in the situation where one client of the arriving type is rem.oved from the system 
population. 
For the moment we assume that the jobs at the disk units are processed in their arrival 
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order; the first come first served (FCFS) service discipline. The mean value scheme allows 
stations operating FCFS if and only if the service times of all types of clients visiting that 
station have independent. identical and exponential distributions. The disk sojourn time 
equation is then given by: 

Sd.r IkJ = Wd + 1:Nd.r' [k. -£ ]Wd (2) 
r' 

So the service of an arriving client is delayed by the (remaining) service times of the 
clients present upon his arrival. This average number of clients again follows from the 
arrival theorem. 
From these sojourn times it is easy to get the throughput per type of client for population 
vector k . The throughput is evaluated by applying Little's result ([20D to the entire sys
tem as related to this specific type of client. The throughput for a type r client. which is 
defined to be equivalent to its CPU throughput. thus yields: 

(3) 

where the cycle time equals: 

Or [k.] = 1:1 c.r Sc.r [k.] + 1:1 d.r Sd.r [k.] (4) 
c d 

Note that, as the routing of each type of clients. apart from the disk units. is restricted to 
a single CPU. the :first summation in the cycle time equation (4) contains just a single 
nonzero term. 
The mean value scheme is completed with the evaluation of the average number of clients 
at each of the stations. Again by applying Little's formula. this time to the population at 
individual stations. we find: 

(5) 

and 

(6) 

With the throughputs of equation (3) we can find the utilizations at the various stations. 
E.g. the utilization of disk unit d due to the clients of type r according to Little's result 
satisfies: 

(7) 

With equations (1)-(6) we have defined the mean value scheme. It can be used to solve the 
performance characteristics for the maximum population recursively. This by initializing 
the recursions in (1) and (2) with a single cHent observing the empty system. 

2.1.3. Different workloads at a FCFS station 

The mean value algorithm does not allow FCFS stations where the clients of different 
types have different service time distributions. In the early days of the mean value algo
rithm this problem was recognized e.g. in Bard [2]. There an intuitively appealing approx
imation was suggested: compute sojourn times as if different workloads were allowed: 
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Sd,r I!.] = Wd,r + ENd,r' I!. -,§z ]Wd,r' (8) 
r' 

Another approximation which is often used in this case. is to assume that the service dis
cipline is PS. By assuming the station to work PS instead of FCFS. the error due to this 
approximation is then made in the formulation of the model instead of in the solution 
method. In some situations this might be easier to defend. 
In most situations both approximations do quite well. In the mean value scheme based 
approximation methods discussed in the next sections we will use. if we come upon this 
differing workload situation. the suggestion as in Bard [2]: equation (2) will be replaced by 
equation (8). 

2.2. Non exponential service times 

If we want to use the mean value algorithm to obtain exact results for a model of a com
puter system. then the defined FCFS operating stations are bound to have clients with an 
exponential workload distribution. As to our case. it is clear that we have non exponential 
workloads at the disk units. 
If one looks at the sojourn time equation (8) for disk units. one immediately recognizE's the 
correspondence to the sojourn time equation for an ordinary MIMI1 queue. Now what 
would happen if we replace equation (8) for an equation corresponding to the sojourn time 
equation of an MIGI! queue: 

(9) 

This equation certainly is not valid for extreme skewed distributions. If (1'2 is big as com
pared to w. it even might happen that. the -addition of a second client in the recursive 
scheme actually causes a drop in the throughput: a non consistent result. 
Usually. this inconsistency is prevented in practice. In practice most systems are organized 
in such a way that the disk units operate with a moderate coefficient of variation. let say 
between 0.5 and 1.5. To avoid a high degree of variability. high variability is usually at 
the cost of the overall system performance. the operations requiring a long service are 
divided into smaller ones. 

In Wijbrands [24] it is shown by numerical experiments that usually approximation (9) 
yields better results than an approximation which neglects the non exponentiality. Furth
ermore it is shown there that equation (9) is very beneficial when used in combination 
with the population depending disk service times. This last subject is treated in the next 
section. 

2.3. Population dependent disk service times 

In this section we introduce the concept of a population dependent disk service time. The 
disk service times have a strong relation with system utilization and popUlation. We 
assume that the sojourn time equations. as mentioned in the preceding sections. may be 
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altered to reflect this dependency by simply adding a population index to these service 
times. 

The mean value algorithm proves to be very robust against a population dependent varia
tion of the disk service time. In Wijbrands [24] this is shown by looking at some examples 
of a central server model with a number of identical disk units. The model is solved with 
the mean value algorithm. To study the effect of a population dependent workload. the 
disk workload is inflated in each recursion step with a certain percentage. In each recur
sion step the throughput of this approximation is compared with the throughput as com
puted through the ordinary mean value scheme where the updated disk service time is 
used. Even in the rather extreme case of a 20% increment of the disk workload in each 
recursion step. the figures differ less then 10% in almost any situation. 
We will exploit this robustness by evaluating the disk service times in the mean value 
scheme. In each recursion step we estimate the disk service time using the latest informa
tion. Again we base ourselves on the arrival theorem. which we assume to hold approxi
mately. The relations we may use to estimate the disk service time. will be explained in 
Section 3. 
So we get the following approximation to the disk sojourn time. for the case of a popula
tion dependent disk service time: 

Sd,r[&J = Wd,rr.!.-£.J + 1:Nd,r·Il.-£.Jwd,r·Il.-g..,] (10) 
r' 

In the examples used in Wijbrandc.; [24] .[26] and [27] it is shown that this approximation 
behaves extremely well in combination with the correction for service time variability 
mentioned in the preceding section: 

Sd,r Il.] = Wd,r Il. -~] + 1:Nd .r.Il.-~ Jwd ,r.1l. -g..,] 
r' 

(11) 

For reasons of simplicity. we will not mention this combination in the next sections. It is 
obvious. however. that whenever we propose a relation which appears as an extension of 
equation (10). we may define a similar extension to equation (11). 

Summarized. we have a mean value algorithm like scheme. with a body consisting of equa
tions (t). (10) or (11) instead of (2) and (3)-(6). plus the relations to be described in Sec
tion 3 to evaluate the disk service times. 

2..4. CPU with priority queuing 

CPU priority scheduling is very commonly used. This for instance to distinguish between 
batch jobs and interactive jobs. It seems more or less logical to give the interactive jobs 
priority over the batch jobs: interactive jobs are usually quite small and the terminal 
users generating jobs interactively are more response time sensitive then batch users. 
As to the evaluation of throughput in the case of priorities. we are bound to use approxi
mation methods in almost any case. Most of the approximation methods suggested in 
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literature are iterative and based on the so called sJuuJow approximation, first mentioned by 
Sevcik [23]. The idea behind this approximation method is to replace each priority station 
by a number of "shadow" stations. one for each priority level. The capacity of such a sha
dow station equals the capacity of the original station minus the capacity of that station 
which is used by clients of a higher priority level. To approximate this remaining capacity. 
one has to iterate: :first calculate the throughputs in the system without priorities. Then 
use these throughputs in a :first estimate of the capacities of the shadow stations. Next cal
culate the throughputs in the shadow model and use these throughputs to adjust the capa
cities, etc .. 
The results of shadow approximation like methods. e.g. Kaufman's algorithm [16], are 
often quite good. It is just that these methods need iteration. which is very disadvanta
geous if we consider the computer-customer model. that forces us to look further for 
other. recursive. approximations. 

We have tested several approximation methods, [25]. especially adapted to our central 
server model. What we propose here. is in essence a simple combination of the mean value 
algorithm and a shadow approximation. which yields quite promising results. We use the 
recursion of the mean value algorithm to estimate the remaining capacity of the CPU. All 
service times are adjusted for the loss of capacity due to the clients of higher priorities. 
This loss is assumed to be proportional to the CPU capacity the high priority clients need 
in the equilibrium situation. As to this equilibrium. again we assume that the arrival 
theorem still holds. 
Further we note that before the CPU can start to serve clients of the arriving type. all 
clients of higher priority present at the arrival instant (where we assume equilibrium 
again). have to :finish their work at the CPU. For a certain priority level we assume that 
the clients are processed according to the PS service discipline as usual. 
If we order the types of clients r.r = l.2 •... R in a declining order of priority. such that 
r = 1 yields the top priority. we can summarize the above considerations in: 

1 - 1: PeT' Et-~] 
r'E 4>c 
r' <r 

(12) 

Note that although in this formula we implicitly assume that different types of clients 
have different priorities, this is not an essential assumption for the algorithm. 

As to the sojourn time equation for the disk service. we suggest to exploit the special form 
of the central server model. We note that at the moment that a low priority client finishes 
its CPU c service. all types of clients r' of higher priority and assigned to this same CPU 
have to be in the I/O subsystem. This information can be used in the approximation of the 
!lumber of clients at a disk unit found upon arrival. In this case we assume that the equili
brium number of CPU clients of this type r' is spread over the disk units proportionally 
to the equilibrium number of type r' clients at each of these disk units. To formulate this 
approximation we use the following notation: 

,if r':t:r . or if r' and r are 

not assi.gned the same CPU 
(13) 

.elsewhere: r E cIIc 
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This notation leads to a new equation for the disk sojourn time: 

Sd,r £!.] = Wd,r £!. -§.,:] + "LNr d,r' Ik. -§.,: ]Wd,r' Ik. -§.,: 1 (14) 
r' 

We note that the observed disk utilization is affected in a similar way. 

2.5 R.educing the number of client types 

The complexity of the mean value algorithm is exponential in the number of client types; 
the number of recursion steps equals : 

ITC Kr + 1) - 1 (15) 
r 

This complexity is a problem itself. For instance. suppose we have a system consisting of 
four CPUs. each allowing a multiprogramming level of 11. For each CPU the number of 
clients. which is admitted. is divided into two groups: CPU access is allowed to maximally 
8 interactive jobs and to 3 batch jobs. The size of this configuration is not uncommon 
nowadays. For this system the number of recursion steps in the mean value scheme is 
approximately 1.7 million. As the mean value algorithm uses many popUlation dependent 
variables. it is possible that we will not only encounter problems in the number of calcu
lations. but in the memory usage of the algorithm as well. Furthermore. a large state space 
is hard to handle with in the decomposition approach to the computer-customer problem 
mentioned before. 
So the situation calls for some kind of aggregation. One of the problems in aggregation is 
that for each client one has to remember to which CPU the client was assigned. In this sec
tion we propose an approximation method to overcome this problem. The ideas used are 
closely related to those discussed in Van Doremalen [12]. 

Let us again look at the example of the four CPUs. Suppose the system is in fact based on 
a multi processor consisting of four tightly coupled CPUs which are operating on a com
mon main memory. From the point of view of a system user it doesn't matter to which of 
the CPUs his job is assigned. And indeed. up to a certain level the CPUs are interchange
able (they might have different capacities though). From the point of view of the instru
ment which distributes the access to the machine. the scheduler. there are only two instead 
of eight kind of jobs: batch jobs and interactive jobs. If we could reduce the number of 
client types in the mean value scheme to these two. then the number of recursion steps 
would reduce to 33 times 13 minus 1. equaling 428; a reduction with a factor of about 
four thousand as compared to the original model. 
Now let us assume that we can aggregate the jobs as indicated above. That is. we aggregate 
over 4 classes of clients to get a single type. In general we aggregate over the types 
r. r = 1.2 .... .R to get the aggregated types q. q = 1.2 ..... Q. We define: 

9 q set of types r aggregated to type q 

As a type q client may now visit several CPUs. we have to introduce a new CPU visit fre
quency: 
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,rE9q n <be (16) 

So we take the visit frequency proportional to the multi programming level of the CPU. 
Implicitly it is assumed that the scheduling algorithm used in the admission of jobs to the 
system. is constructed in such a way that on the average for each population the CPU 
assignment is done according to these frequencies. 

Now we can evaluate all mean value relations for a client originally of type r ,by looking 
at the situation where a client of the new type q is missing. The disk service times are to 
be evaluated for the original types r . as will be explained in the next sections. Implement
ing these aspects in the aggregated mean value scheme, we :find the following relations for 
the sojourn times. where now we use the notation 1£ for the popUlation vector 
(klka, ... ,kQ): 

Se,r It] = ( 1 + 1:' Nc ,r,[k. -.rq ])wc,r (17) 
r' E 4'c 

Sd,r[k.J = Wd,r[k.-.rqJ + ENd,r,[k.-.rq]wd,r'[k.-.rq] (18) 
r' 

The throughput of type r as part of the aggregated type q . and type r assigned to CPU c 
is estimated by: 

Ar [k.J = / c 1/ kq 
Sc,r [k.J + Ef d ,rSd,r I!J 

(19) 

d 

To get the approximation of the equilibrium number of clients at a station. Little's for
mula can be applied as in (5) and (6). 
The explicit calculation of the performance characteristics of the original types 
r. r = 1.2, ... .R • has the advantage that the approximation method for CPU priority queuing 
discussed in the preceding section can be applied in the aggregation case as well. 
Finally we put things together to get the main value of interest; the cycle time of the 
aggregated type of client q , which we may use in the computer-customer problem: . 

Oqlt] = E ~r[k.] (20) 
rE 4'q 

In general these cycle times seem to overestimate the cycle times of the original model. The 
error made by the aggregation increases with the number of CPUs in the system. This is 
explained as follows. A client of type r arriving at a station observes equilibrium. by 
assumption. as if he himseli is not part of the population present in the system. As all 
clients in type q are approximately equal. the removal of a type q client has the same 
effect on the overall disk performance as the removal of a type r client: equation (18) is 
approximately right. For the performance of a CPU c. however, the removal of a type q 
client has the same effect as a removal of about / C II clients of corresponding type r. Thus 
equation (17) overestimates the true sojourn time. This reasoning suggests the following 
improved sojourn time equation: 

(21) 
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where 

-/
1 

!!q = (0.0 ....• 0.-
/

1 
.0 •.... 0). single valued lor type q 

c~ c~ 

In some situations it might be required to use a similar adjustment to the sojourn time 
equations for the disk units. . 
If we denote by I x 1 the smallest integer equal to or larger than x. and by l x I the largest 
integer equal to or smaller than x. then expression (21) can be further stipulated by: 

1 
Nc.r [!. - I ] := 

c~ 

o 

1 
Nc.r[t--I ~] 

Cll 

1 1 I 1 I-I -1 - -I Nc.r[t -1-1 -J!!q] + 
ell Cli c~ 

I 1 1 I 1 -1-
1 

J Nc.r[t -1-
1 

1.~] 
II Cli ell 

1 
.kq<-I-

c~ 

k ~ 1 1. 
• q 7 -1-' -1- mteger 

C4 ell (22) 

. elsewhere 

We have to warn against at least one aspect of this "improved" equation. When we noted 
that (16)-(20) led to an overestimation of the cycle time. we referred to a particular case. 
If we look at the example mentioned in the beginning of this section again. the overestima
tion means e.g. that the cycle time for 8 interactive jobs calculated through (16)-(20) is 
overestimated as compared to the original situation where we have 4 times 2 interactive 
jobs. As the 8 jobs are distributed just on the average as 4 times 2 jobs. this comparison is 
not fair; the cycle time is convex in the number of clients. so the average cycle time of 8 
jobs in the system is higher than the cycle time of the average distribution. Of course this 
reasoning does not hold for the maximum population. 
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3. DISK WORKLOAD 

In this section we indicate how the disk workload. as it is to be used in equation (10)/(11) 
and others. can be approximated. There is a strong relation between the system 
configuration and organization on the one hand. and the workload characteri2ationon the 
other hand. Therefore we start in Subsection 3.1 with a brief description of the class of 
systems we consider. The emphasis is on the class of configurations where the disk. units 
operate with the RPS (Rotational Position Sensing) feature. 
The disk workload can be decomposed into six operations. In separate subsections. 3.2 to 
3.7. each of these operations is studied in detail. 

3.1. System operations 

In computer systems the CPU and its background memory are connected by a communica
tion network. In the systems we consider. we make a common distinction between three 
network elements; channels, control units (CUs) and head of string controllers (HSCs). A 
typical configuration could be the one depicted in figure 5. where the disk units are indi
cated by aD. 

CPU HSC ClCtd(l 
CHANNEL CU HSC (52i~(!j 

CHANNEL CU HSC a ~ ~(J 
CPU HSC ~8~~ 

Figure 5. : Exmnple of a system configuration· 

In principle a CPU can be connected to several channels. At the same time. a channel may 
be connected to several CPUs. The same applies to the number of interconnections between 
channels and CUs and for the interconnections between CUs and HSCs. As to the intercon
nections between HSCs and disk units. we restrict ourselves to the case where each disk 
unit is connected to exactly one HSC. A HSC can be connected to what we call a string of 
(i.e. several) disk. units though. 
In practice the number of interconnections between network elements is restricted. The 
situation depicted in Figure 5, where each channel is connected to exactly one CU and 
reverse. is a very common one. Here we see a first problem to be answered by the perfor
mance analyst. To establish contact between the CPU and a disk unit. there has to be a 
representative available from each of the three network elements. As there are usually far 
less channels. CUs and HSCs than there are disk units (network elema'lts are expensive). 
and as the number of interconnections between network elements is restricted. a 
cost/availability weighting has to be made in order to choose the optimal configuration 
layout. 
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Figure 6.: Schematic view on the disk unit 

Before we continue to describe the process of a disk access, we first discuss the disk organi
zation itself. The disk unit usually consists of several. typically up to twenty. disks. Data 
can be stored on both surfaces of the disks. For each surface there is one read/write head 
to perform the read/write operations. All these heads are assembled on a single disk arm. 
such that all heads have to move simultaneously. However. just a single head can be 
active at a time. 
On each surface. the information is stored in circular tracks . A data file may fill several 
of such tracks. Such data files are preferably stored on tracks which can be accessed with 
the disk arm in the same angular position (but using different heads though). Tracks 
which thus can be combined are called a cylinder. Each track itself can be subdivided 
again in sectars. which can be assigned to different data sets. 

Read an write operations require the same access process. In general we can describe this 
process by the following set of operations. 

(n Queue far disk service. To gain access to a certain disk unit. this disk unit first has 
to be available. So some queuing might occur. 

00 Queue far network. A set of network elements (a channel. a CU and a HSC) which 
logically connects the CPU with the considered disk unit. is called a path. As indi
cated above. it might happen that there is no path available. although the disk unit 
is ready to be used. Here again some queuing is possible. 

(iii) Send instructions. Now that the control is gained over both a path and the disk 
unit. the set of instructions can be send to the disk unit. This operation usually 
takes so little time that it can be neglected. 

Ov) Seek. One of the instructions sent to the disk unit tells the disk unit on which track 
the data are to be read/written. The seek operation brings the disk arm in the correct 
angular position so that the read/write head is above the proper track. During this 
operation there is no need to keep the control over the path connecting CPU and disk 
unit. This fact is exploited by temporarily releasing the path. such that the path. or 
parts of it. can be used for other jobs. 

(v) Latency. Mter the disk read/write head has moved to the right track. one has to 
wait until the proper sector has rotated under the read/write head. 
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(iv) Extra latency. In order to be able to send the data from the disk unit to the CPU in 
case of a read operation, or vice versa in case of a write operation, one has to have 
control over the path again. We distinguish between two ways in which this recon
nection can take place. Firstly. we have the systems where one has to reconnect 
through exactly the same path as was used to send the initial instructions. Secondly, 
we have the so called dynamic recan.nect. In that case it is possible to choose any 
path available which logically connects the disk unit with the CPU. If no path is 
available. data transmission is delayed for the period of a full disk revolution. until 
the read/write head is again in the proper position to send/receive. Then a new 
reconnection attempt is made. which again might fail. 
This way of reconnecting is called Rotational Position Sensing (RPS). 

(vii) Transmission. When finally the control is gained over the path. the data can be 
transmitted. This completes the disk access operation. 

In the system we are primarily interested in. we assume operations (iii) and (vii) to be the 
only ones during which a path is occupied. It is in this assumption that most deviations on 
this scheme of operations occur. Some systems reconnect immediately after the seek opera
tions. Other systems do not disconnect at all. thus avoiding the extra latency. In both 
cases this is at the expense of the network utilization. thus increasing the time spent queu
ing for the network. In some systems a cache memory is added to the CUs. In these sys
tems some information which is likely to be used in the near future is stored in a cache 
memory which allows very fast access. This reduces the number of disk accesses. but. as 
probably more data are transferred to the cache memory than there are needed. this is 
again at the expense of a higher network utilization. 

In the next sections we consider the operations 00-( vii) mentioned above in more detail. 
We assume all operations to be independent of each other. 

3.2. Queue for network 

The time spent waiting for a path to become available. (iO in the above. depends in the 
:first place on the utilization of the network elements; the utilization largely determines the 
probability that a wait occurs. These utilizations are determined by the outcome of the 
path selection algorithm; how often is a particular network element selected into the access 
path of a disk unit. In its turn again. the outcome of the path selection algorithm is likely 
to respond to the network utilization. The interactions between the selection algorithm and 
the network utilization lead to the probability that the paths. or a specific path. to a par
ticular disk unit are busy. We note that these interactions not only influence the initial 
network queuing. but also the extra latency. to be treated in Section 3.6. 
In this section we investigate the relation between the path selection algorithm and the 
network utilization. In Subsection 3.2.1 we concentrate on the outcome of the path selec
tion algorithm as based on the network utilizations. In Subsection 3.2.2 we study the sys
tem from the reversed point of view. In Subsection 3.2.3 we combine the insights gained in 
the two preceding subsections into the approximation of the first queuing delay due to net
work blocking. 
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3.2.1. The path selection algorithm. 

We refer to the case that there is more than just a single path leading to a particular disk 
unit as the rnultipathing case. In the case of multipathing we have to have some kind of 
selection algorithm in order to be able to choose a communication path whenever there is 
more than just a single path available. The author is not aware of any literature studying 
the performance of the many path selection algorithms one could think of. The apparent 
lack of literature on this subject probably has to do with the observation that the 
differences in the performance of selection algorithms is only small as long as a certain 
load balancing is attained. This argument is in particular true in the case that a dynamic 
reconnect is allowed. 

In this section we study the outcome of the path selection algorithm: the probability that a 
specific path to a particular disk unit is selected. Starting point is the utilization of the 
network elements. which is assumed to be given. We shall suggest two ways to estimate 
the effect of the selection algorithm on this path selection probability. 
We will use the following notations: 

h channel index. h = 1.2 .... Jl 

i CU index. i = 1.2 •... J 

j HSC index. j = 1.2 •... J 

Ph •i lj T 1:&:.1 the probability that. given a population k and given that a client of type r 
has control over HSC j. this type r client controls the network elements 
channel h and CU i; equals the path selection probability 

Bh •i Ij [!.] the probability that the channel and/or CU in the path channel h - CU t -
HSC j are/is busy. given a population!. and given that HSC j is available 

ah •i .j T Chronecker delta. yielding the value one jf a type r client is allowed to use . 
the path channel h - CU i - HSC j • and yielding zero otherwise 

Let us first have a look at the path selection algorithms used in practice. Most algorithms 
look like ·Choose path A until a request observes path A busy; proceed with path B. etc". 
or ·Choose path A. B. C •.... alternately. but skip if a request finds the path to be busy·. If 
no path is available. all algorithms will choose the first path to become available. Bard [3] 
concluded from these observations. that all selection algorithms indeed try to attain a cer
tain load balancing. The effect of this is that the path selection probabilities are about pro
portional to the probability of the path being free. This conclusion. noting that the selec
tion dilemma occurs only if the requested HSC is available. leads to the following formula 
to evaluate path selection probabilities: 

Ph"l" [!.]= Sh.i.j.r(l-Bh.iI}[!.-~]) (23) 
.J J T r,Sh'.r.j.r ( 1 - Bh , ,t' I) [!.-~] ) 

h' .i' 

Note that we avoid the problem of the interaction between path selection probabilities and 
network utilizations. by assuming again the arrival theorem to hold. So the path busy pro
babilities are evaluated in a former step of the recursion. 



19 

A second way of implementing the influence of the path selection algorithm in the model. 
is to assume that the path selection probabilities are independent of the system population. 
The idea to assign fixed values to the probabilities is based on the observation that in a 
fully balanced system all path selection probabilities will be equal. independent of the 
popUlation size. The system manager. knowing that a balanced system gives the best per
formance. will see to it that each string of disk units is used equally. In this way. the 
maintenance of the system yields the proposed fixed probabilities. Note that for a fully 
balanced system. equation (23) does fulftl this same property. So knowing that the system 
is almost balanced. we can just as well assign fixed values to the selection probabilities. 
thus saving a lot of computations. 
We may assign any value to the path selection probabilities. including measured values. 
This allows us to study the effect of different selection patterns on the moders outcome. 

3.2.2. The path busy probability 

In this section we present some ideas on how to estimate the path busy probabilities" Here. 
in contrast with the preceding section. the starting point is a given set of path selection 
probabilities. These probabilities might be calculated as indicated above. however. 
We base the computations in this section on an approximation for the conditional proba
bility that a path element is busy. In most situations these computations are not very 
straight forward. We distinguish between the case that a speciftc path is busy. and the case 
that all paths from a certain CPU to a certain HSC are busy. 

Let us suppose we want to compute the probability that a particular path is busy. and let 
us suppose that this path consists of two network elements A and B. This situation is dep
icted as a Venn diagram in Figure 7. 

a 

a : A&B free 
b : A busy. B free 
c : B busy. A free 
d : A&B busy serving the same client 

. e : A&B busy serving different clients 

Figure 7. : Venn diagram of the busy probabilities of 
two network elements, A and B 

To compute the probability that the path A-B is busy. we need to knew either the proba
bility of a. or each of the probabilities b to e. However. given the routing matrix and the 
throughput. we can only find the total utilization of A as the probability 
Pr (b U dUe ). the total utilization of B as Pr (c U dUe ). and the probability 
Pr (d ) that A and B are serving the same client. These three probabilities do not uniquely 
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determine Pr( a ) to Pr( e ) . 

Now let us assume that the following relation for the conditional probability that a path 
element is busy holds: 

Pr(A busy I B free) = 
Pr (A busy ) - Pr (A&:B busy serving the same client ) 

1 - Pr (A&:B serving the same client ) 
(24) 

where A and B may be interchanged. This relation determines the probability that A is 
busy and B is free. So together with the property that probabilities sum up to one. and the 
three relations which follow from the routing and throughput. we have defined a set of 
relations. which uniquely identifies Pr (a ) to Pr ( e ). 
The assumption made in (24) can be translated to: 

Pr( b ) 
Pr(A busy I B free) = Pr(a U b ) 

Pr( bUd U e ) - Pr( d ) = --'---l------:Pr-(-:-d~)--"---'-
Pr( b U e ) 

= ..;;;.l--~Pr......,(:-d--i-) (25) 

Note that the third term in this equation just uses the information available. The assump
tion is represented by the second equal sign and can be further stipulated as: 

Pr( b) _ Pr( e ) 
Pr( a U b ) - Pr( cUe) 

(26) 

In words equation (26) states that the probability that A is busy, given that B is not serv
ing a client visiting A, has the same value. independent of whether B is busy or not. This 
statement is true if we assume a kind of conditional independence. 

In the following we assume that equation (24) indeed holds. We define: 

P 1" ,i ,j 141£:.] the- probability that a client finds the path channel h - CU i - HSC j busy 
in at least one of its elements. given that disk unit d has no control over 
HSe j • and given a population k 

We can compute these probabilities by using their representation in terms of conditional 
probabilities. With "disk d free" we indicate that disk unit d is currently not using its 
HSe: 

Pl",i,i 14 [K,] = Pr( HSC j busy I disk d free) 

+ Pr( HSC j free I disk d free )Pr( CU i busy I HSC j free) 

+ Pr( HSC j free I disk d free )Pr( CU i free I HSC j free) 

Pr( c1u::utnel h busy I HSC j and CU i free) (27) 

Note that whenever HSe j is free. this automatically rules out the possibility that disk 
unit d is using this HSC. 
Now let us define: 

p".i J 1£:.] the fraction of time that path channel h - CU i - HSe j is utilized as such. 
given a population k 
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P j ,d I:k.J the fraction of time that HSC j is busy serving disk unit d • given population 
k 

These quantities can be computed from the path selection probabilities. the throughput and 
the transmission times. Using these definitions. we can express the probabilities used in 
(27). for a given population k as: 

L Pj,d' [!.] 
d';t!:d 

Pr (HSC j busy I disk d free ) = ------::--::-
1 - Pj,d [!.] 

(28) 

L PII',i,j'[!.] 
( ) 

II' J;t!:j 

Pr CU i busy I HSC j free = -1...:::----::I::-P-h'-,i -,J -=-[!.-="] (29) 

II' 

Pr ( c1um.nel h busy I Hse j and CU i free ) = 

L Ph ,i'j' [!.] 
j';t!: i.j' ;t!: j 

1 - LPII ,i.j' C!.1- L Ph ,j' ,j C!.] 
(30) 

j' j' ;t!: i 

It is easy to see that the number of computations may grow tremendously. Sometimes. 
however. it is possible 'to define equivalent communication networks using less network 
elements. We refer to the network elements of the same type as a layer. In Section 3.1 we 
defined our communication network as a three layer network; layers consisting of chan
nels. CUs and HSCs respectively. If we can reduce the number of layers by defining 
equivalent communication networks we may gain considerably on the number of computa
tions. For instance. in case we have a model like depicted in Figure 2. where the network 
consists of a single channel. equation (27) can be reduced to equation (28). Note that if we 
compute equation (29) and (30) in this case. these equations indeed yield zero. The same 
holds for the two layer network. where equation (30) reduces to zero automatically. Fig
ure 8 summarizes some of the major examples of one and two layer networks. with their 
equivalent three layer representation. 

In general. it is hard to give an expression for the probability that all paths are busy. In 
the case of a one layer network this probability equals PL as there is no multipathing pos
sible. In the two layer network. this probability equals the probability that the involved 
HSC is busy. plus the probability that the HSC is free. but all CUs are busy. Now let us 
define: 

P2d J' C!.] the probability that there is no path available from disk unit d to the CPU to 
which type r clients are assigned. given that disk unit d is currently not 
using its HSC. and given a population k 

If we assume that the control units operate independent from each other. then we can 
summarize the above for the two layer network as (disk unit d is part of string j ): 

P2d J' i:k.J = Pr (HSe j busy I disk d free ) 

+ 11 Pr( CU i busy I Hse j free) 
h,i 

8/l,1,J,r>O 

(31) 

If there are many paths allowed. the second term of this equation will vanish. independent 
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One layer networks: 

a) CPU-CHANNEL-CU-HSC I I I <-> CPU-CHANNEL I I I 
D D D D D D 

CU-HSC I I 

CPU-CHANNEL/ 

I 
D D D 

b) <=> CPU-CHANNEL I I I I I I 

~'CU-HSC D D D D D D 
j I b D D 

CPU---CHANNEL---CU", 

c) HSC I I I 

CPU-CHANNEL-cul 
D D D 

Two layer networks: 

CHANNEL-CU-HSC I I I 

CPU/ X D D D 
d) " / CHANNEL-CU-HSC I I I 

D D D 

CPU-CHANNEL-CU-HSC I I I 

X D D D 
e) 

CPU-CHANNEL-CU-HSC I I I 
D D D 

Three layer networks: HSC---r-r""""'t 

'CHANNEL-Cu1 I I J 
D D D 

cPU/ X Yasc---,--,--, 
Ii "CHANNELLeu.2\' 

'H SC--r--r-. 

I I I 
D D D 

g) 

I I I 
D D D 

CPU-CHANNEL-CU-HSC---rI-r"1 ..." XX D D D 

CPU-CHANNELLcu-HSC"""""-r"j """It 
D D D 

CPU 

<=> ""CHANNEL , / 
CPU/ 

D D 

CHANNEL-HSC 

CPU/. X <a> 

\CHANNELLHSC 

CPU-CHANNEL-HSC 

X' <=> 
CPU-CHANNEL-HSC 

Figure 8. : Some examples of one, two.and three layer comm:unication 
networks with their equivalents 

I 
D 

I I I 
D D D 

I I I 
D D D 

j I I 
D D D 

I I I 
D D D 
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of the validity of the independence assumption: all utilizations are presumably small. In 
the case we have a network type like depicted in Figure 8d. the approximation is not the 
best thinkable: as there are as many CUs as HSCs. and as each CU is connected to each 
HSC. HSC j free leaves automatically a free path. In this situation the correct approxima
tion would be the first term of equation (31). So if we C11Il recognize this situation, this 
will greatly improve the approximations. The case of Figure 8e is in fact a fixed routing 
problem. If it is bandIed by equation (31). it yields the same value,as equation (27). The 
same holds for the network types depicted in Figure 8a to Sc. 
Things grow even more complicated. if we look at the three layer networks. Here the pro
bability that all paths to HSC j are busy equals the probability that this HSC is busy. 
plus the probability that the HSC is free but all CUs are busy. plus the probability that 
the HSC and at least one of the CUs are free. but all the channels connected to the avail
able CU(s) are busy. The dependencies between the probabilities of all CUs or all channels 
being busy are that high that we feel that we can approximate the probability of all paths 
busy. by looking either at the situation of all CUs busy. or at'the case that all channels are 
busy. That is. we suggest the following approximation: 

where 

P2d ,r [:!J = Pr (HSC j busy I disk d free) 

+ max II Pre CU i busy I HSC j free). 

iE 1~811.1.J.r>01 

II Pr (channel h busy I HSC j free) (32) 

hE [~8h.l.J.r >01 

r. Ph ,t ,j' [t] 
i' ,j';o/I) 

Pr (channel h busy I HSC j free) = -1"";::'--=r.=-P-h -,j' -,J -::-[t-:;"] 
i' 

(33) 

If we look at the network type like depicted in Figure 8f. the availability of a CU 
automatically sets one of the channels free. In this situation equation (32) automatically 
reduces to (31), although in an unbalanced system a slight discrepancy may occur. 
The three layer network in Figure 8g has the HSC and the channel as bottlenecks: if the 
HSC is free. there is always a CU available. The channel. however. may be blocked 
through the clients of the other HSC. In fact equation (32) should reduce to an equation 
like (31). which in most cases proves true. 
If we apply equation (32) to the two layered networks. it yields. of cause. the same result 
as (31). So (32) can be applied in any case. 

Although we mentioned many types of communication networks in the above, we did not 
intend to give a complete list of the network types. In individual cases. it will always be 
possible to devise better approximations than those suggested above. 
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3.2..3. Path waiting time 

Most computer systems are organized in that way that a kind of priority is given to the 
commands sent to the disk units. That is. whenever a path becomes available. first all 
command queues are emptied before other jobs are executed by the network. This is done 
because the processing of these commands through the network hardly takes any time: 
there is no delay for the other jobs. where as the waiting time for the command jobs is 
reduced. 
So the path waiting time is reduced to the time spent waiting for the first path leading to 
the desired destination to become available. There are three arguments which indicate that 
this time is usually short. In the first place transmission times are mostly short: condi
tioned on the fact that one has to wait for a job in its transmission phase. this will prob
ably not be very long. In the second place. the system manager will see to it that the net
work utilizations remain low for performance reasons. due to which the probability that 
an actual wait occurs is reduced. In the third place. this probability of waiting for the net
work is influenced by the probability of queuing for the requested disk unit. If a client has 

to queue for disk service and the client in front of him uses a path which leads to him. 
this path will become available the moment this client finishes his service: so in that case 
there will be no queuing for the network. Due to this last point one may observe the 
somewhat surprising phenomenon that while the system is becoming more heavyly used. 

this does not iniluence the effective first wait for network. 

In the literature many authors analyzing computer systems with the MIGll decomposition 
approach. like Brandwajn [5] .[6] and [7]. neglect the time involved in waiting for a path. 
Arguments in favor of this are that one can account for this waiting in the arrival stream 
as well. or that this time is.relative small and thus can be neglected. As to this last argu
ment. we agree up to a certain level. The time spent waiting for a path is normally quite 
small. But if it is expected to be 2 msec. where as the total disk service time averages 40 
msec. it is still 5% of this service time; it seems wise to approximate the magnitude of the 
time spent waiting. It is not necessary to use detailed computations. since an error in the 
approximation will be a relative small error for the total disk service time. 

Now let us define: 

Wj 1.1 [!.] the mean service time (data transmission only) for a job at HSC j. given 
population k, conditioned to the fact the HSC is currently used for data 
transmission. but not by disk unit d 

sJ 1.1 [!.] idem, for the second moment 

These quantities can be computed from the transmission times per type of client and per 
disk unit. and the throughput of these combinations. Note that this service time has to be 
evaluated just once in the case that there is just a single type of client. 
Let us further define: 

Pd .4>c [!.] the utilization of disk unit d due to clients of all types r. r e ~c 

In case that the network includes paths which lead to several CPUs. this definition should 
be slightly adjusted. The defined utilization can be computed from the total workload per 
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type of client, their throughput and their routing. 
Now we can approximate the time spent waiting for a path to become available. w 1. for a 
client of type r (r E ~c). requesting for disk unit d as part of string j. This time is deter
mined by three factors; the probability that the occurrence of queuing for the required 
disk unit automatically yields a free path. the probability that all paths are busy. and the 
conditional service time at the required HSC: 

w ld.r [!.] = ( 1 - Pd .4>c[!.])P2d.r [!.]wj Id [!.] 

In the same way we approximate its variance 0"1 2 as: 

0"1d.r[!.P = (1- Pd.4>c[!.])P2d.r[!.]sj Id[!.] - w1d .r[!.P 

(34) 

(35) 

These approximations are based on the assumption that the utilization of the HSC has the 
biggest weight in the time spent waiting for a path. In the case that the HSC is free. but 
e.g. all CUs are blocked due to other operations. the conditional time spent waiting should 
be approximated by the time until the first CU becomes available: the minimum of a 

.:number of distributions. In the multi processor case things may be even more complicated 
if each CPU has its own set of network elements; It might occur that first the HSC is busy 
with a job of another CPU and later, when the HSC is released. all channels or CUs lead
ing to this HSC are busy. A primitive example of this is the network depicted in Figure 8e. 
where HSC and channel can be blocked alternately. 
Furthermore. we neglect the in1luence of the transmission time variance; the conditional 
wait is taken to be equal to the mean transmission time. 

3.3. Send instructions 

As was assumed earlier, the system spends a negligible time in sending instructions 
through the network; for each disk unit d and type of client r we assume this time w 2 
and its variance 0"22 to be zero: 

W 2d .r [!.] = 0 

0"2d.r [!.P = 0 

(36) 

(37) 

The set of instructions sent to the disk unit contains information about whether the opera
tion is a read or a write. which track has to be accessed. on which sector of the track the 
first data field is to be found. how many words there are to be transmitted. etc. 
In some systems this instruction set is split in two. The first set of instructions gives the 
information in order to execute the seek operation. The second set of instructions contains 
the remaining information needed for the data transfer. This last set is submitted immedi
ately after the seek operation, which requires an extra reconnect and another possible wait 
for the network. Again we see that this possible wait is often neglected in literature. This 
in accordance to the arguments given in the preceding section. 
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3.4 Seek 

In general it is reasonable to assume that all data are uniformly spread on the disk surface. 
Based on this assumption. we can approximate seek distances and, using some figures about 
the disk arm speed. the expected time a seek operation will take. 
The next two subsections consider the case where the seek operation is indeed based on this 
assumption. and the case where there is a slight dependency between seek and disk utiliza
tion. 

3.4.1. Seek time and distance 

The seek time depends on the arm acceleration and velocity. and the data distribution on 
the disks. Unless the data are reorganized from time to time. to store the data sets more 
compactly. the data probably appear to be uniformly distributed on the disk. 
Although this is not essential to the analysis. we here assume the data to be spread uni
formly. With this assumption the distribution of the seek distance X is easy to evaluate: 
writing m for the maximal seek distance, we find: 

sm-x 

Pr(X ~s) = f f --\-dy dx 
o 0 m 
$ 

= (2 m - x dx 
~. m 2 

sm 1 
+ ff---zdY dx 

Ox m 

(38) 

The disk arm is not moving at a constant velocity; each operation requires acceleration and 
deceleration. However, as acceleration is very fast, we can approximate the seek time by 
assuming a minimum seek time for acceleration purpose. and a constant time factor for 
the seek distance. Manufacturers of disk units often supply these characteristics instead of 
more complicated figures about seek velocity. This approximation is depicted in Figure 9. 

time t 

-- exact 
- - - approximate 

o m seek distance -

Figure 9. : seek time/distance graph 

With this approximation we get. using (38). the following result for the average seek time 
w3: 



SMAX - SMIN 
W 3d T [&.] = sMIN + 3 

For the seek variance cr32 we find: 

(SMAX - SMIN)2 
cr3d T [&.]2 = 18 
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(39) 

(40) 

If we compare seek times which are actually measured in the modeled system (note that 
we could use these results instead of (39) and (40) ) with the results suggested through 
(39). we may observe great discrepancies between them. Practice teaches us that in con
trast with the above assumption about uniformity. there is a large probability of a zero 

seek, the occurrence that the read/write operation needs no seek at all. This is due to the 
fact that successive seek operations may involve the same client and thus have a certain 
dependency. We will consider the possibility of a zero seek in the next section. 

3.4.2. Zero seeks and the dependency on system utilization 

It is common for performance reasons to store data close to each other: if it is possible on 
the same track, or at least on the same cylinder. The reason to store the data this way, is 

to minimize seek times. Once a data set has been accessed, there is a high probability. possi
bly over 50%. that data from the same data set are required in the very near future. If no 
other operations on that disk unit occur in between. and if the extra data required are on 
the same cylinder. then no seek operation is needed. Note that the observation that there is 
a high probability of a second access to a track. is nowadays used in introducing cache 
memories. In these memories. which allow very fast access. these extra data are stored 
beforehand. 
With a raising number of clients in the system. one will observe a declining probability of 
a zero seek (e.g. Atwood. MacLeod & Yu [1]): the probability of two clients interfering 
with each others operations on the same disk unit will raise. In several questions to be 
answered by a performance analyst. this observation is of crucial importance. For 
instance. what happens if we replace 10 disk units by 5 new disk units which are twice as 
big and twice as fast. or what do we gain by reorganizing the data on the disk unit in order 
to be able to exploit the reaccess probability of a data set. We suggest the following 
approximation to this effect. 
Again we base our approximation on the arrival theorem used in the mean value algo
rithm. Let us define: 

POd.,r the probability that a client of type r currently visiting disk unit d seeks infor
mation on the same disk-cylinder as in its preceding disk operdtion. 

So if there is just a single client in the system. the return probability PO equals the proba
bility of a zero seek. We get the following expression for the initial average seek time and 
its variance: 

(41) 

: and 
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cr3d ,r[Q]2 = ( i-POd ,r) 

I 2 (SMAX - SMIN)2 2sMIN (SMAX - SMIN) I [Q]2 
S MIN + 6 + 3 - W 3d ,r 0 (42) 

Remark again. that in the mean value scheme suggested in Section 2.3. we use in each 
recursion step for a particular type of client the disk workloads evaluated in a preceding 
recursion step. This preceding recursion is concerned with the current system population 
minus one client of the arriving type. 
Now let us consider the case where a population k is present in the system and let us fol
Iowa particular client of type r. If the tagged client. currently operating on disk unit d • 
visits the same cylinder as in its preceding disk operation. then we can approximate the 
time T. which passed between the preceding arrival and the current arrival of the tagged 
client at the disk unit by: 

(43) 

where type r is assigned to CPU c. 
To estimate the probability of a zero seek. we need to know the probability that other 
clients arrive in this period at the disk unit. We have already found an estimate of the 
arrival intensity of clients at the disk unit. by calculating the throughput. Now let us 
assume that the probability of an arrival of other clients between two successive visits of 
the tagged client is determined by a Poisson process (note that the number of cycleS until 
an arrival at the observed disk unit. is something like a geometrical distribution). Then we 
can approximate the seek time including the zero seek effect (see also Wijbrands [28]). 
neglecting the stochastics of T. by: 

(44) 

and 

0"3d,r 1£.]2 = ( 1 -POd,r€ -Td ,rlt]Ad,1'lt]) 

I (SMAX - SMIN)2 2sMIN (SMAX - SMIN) 
s2MIN + 6 + 3 (45) 

3.5. Latency 

,After the seek operation. the read/write head is positioned above the proper track. Before 
the actual read/write operation can be initiated. the read/write has to reach the beginning 
of the sector where the information starts. As the read/write head is now in a fixed posi
tion and the start position can be at any distance from the read/write head. we expect that 
it lasts about half a disk revolution before this position has rotated under the read/write 
head. If we denote the disk revolution time by RT. we get for the latency w 4: 

w4d ,rll.] = RTd/2 

and for its variance 0"42: 

(46) 

(47) 
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Most disk systems rotate at 60 Hz. so the latency will take on the average 8.3 msec. 
In most systems. the reconnection of the disk unit to the network has to take place shortly 
before the proper sector is under the read/write head. We will assume that the "remaining 
latency", the time between the reconnection and the actual data transmission. is included 
in the transmission time. 

3.6. Extra latency 

Shortly before the proper sector arrives in the right position for the data transmission. a 
reconnection attempt is made. If the communication network is not available to the disk 
unit at that moment. this results in the delay of the actual read/write operation; if the 
reconnection attempt is unsuccessful. the first sector to be read/written passes the 
read/write head and it will take a full disk revolution before this sector is in the proper 
position again. Meanwhile. no other reconnection attempts are made by ~he disk unit. As 
long as the proper sector is not in the transmission position. no data can be sent. So it is 
useless to take control over the network. as this will negatively inftuence the probability 
of success for the reconnection attempts of other disk units. Furthermore. this would pos
sibly prevent free disk units from getting started to serve newly arriving clients. 
So after a full revolution. one can start a new reconnection attempt. If we assume this 
attempt to have the same probability of failure as the initial reconnect ion attempt. then 
the data transfer will succeed after a geometrically distributed number of disk revolu
tions. Using this assumption. we find for the extra latency w 5 the follOWing two approxi
mations. If the dynamic reconnect is used. we get: 

P2a TlkJ 
w 5a T [!J = 1 _ P2

a 
T [!.] RTd (48) 

Otherwise we get: 

P ih ,i ,j la [i] 
~ Ph,i Ij T [i] 1 _ Pi .. [!J RTa 
Ad AdJld 

(49) 

°h.l.U>O 

where disk unit d is connected to HSC j. Variances 0'52 can be calculated in similar way. 
We find respectively: 

rJ.. 12 _ P2d T [!.] 2 
C'5d T JfJ - ( [!.])2 RT d (50) 1- P2aT k 

and 

In literature. it has been stated repeatedly (e.g. Bard [3] or Brandwajn[7]). that the proba
bility of a second failure to reconnect. conditioned on the :first failure. is higher than the 
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probability of failure for the initial reconnection attempt. Several "improvements" have 
been suggested to account for this observation. However we feel that. as it cannot be 
proved that these adjustments are in general more accurate than the ordinary geometric 
approximation, (48) to (51) will satisfy. 

3.7. Transmission 

Finally. we reached the position that the data transfer can take place. Most transmissions 
will hold just a few Kbytes of data. although this will depend on the application. With 
tracks which may be filled with ten or twenty Kbytes of data. this means a transmission 
time of just a few msec. 
There are certain operations. in particular the "search" command, where the exact address 
of the piece of information required. is not known in advance. Such an operation may take 
several disk revolutions. As high variability in transmission time decreases the overall per
formance of the system. most systems used nowadays have their search operations organ
ized in steps as much as possible. thus decreasing both the mean transmission time and its 
variability. 

Most calculations in the subsections of Section 3, would be a lot easier if the transmission 
time distributions were independent of the type of client and the disk unit. However we 
feel that in certain situations we have to differentiate between different clients and/or 
different disk units. Therefore we assumed in the preceding that the transmission time w 6 
is depending on both the type of client and the disk unit. The transmission time is not 
affected by the system's population and is defined as: 

(52) 

We assume these to be exponentially distributed. thus making a small concession to the 
comfort this offers to the preceding computations. So we get for the variances: 

0'6d.r~]2 = rr2 
d T (53) 

This completes the disk workload computations. 
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4. SUMMARY AND CONCLUSIONS 

In the preceding sections we presented two levels of a three level hierarchical approach to 
solve the computer-customer problem. In Subsection 4.1 the general outline of this 
approach is summarized and provided with some comments. In a second subsection we add 
some concluding remarks by indicating some of the problems left for further investiga
tions. 

4.1. The hierarchical approach 

In this paper we presented a three level hierarchical approach to solve the computer
customer problem. Two of these levels were treated in some detail. The third level. which 
consists of the decomposition of the computer and the customers. was left to the reader. 
A schematic reproduction of this three level approach is given in Figure 10. Each of the 
two levels considered in this paper consisted of several options to allow the analysis of a 
number of configurations. In this section we summarize these options and add some com
ments to them. 

In Section 2 some extensions to the mean value algorithm were discussed. At this point a 
choice has to be made. whether the detailed three level approach to the computer-customer 
problem is to be used. or whether we could do with the traditional two level solution to 
this problem. If we choose for the last option. the disk service times are considered to be 
independent of the system population. In particular this option is chosen if we lack more 
detailed information. or if we want to perform a very rough study of the system. In both 
of these situations. it is not likely that we want to use information about the varian~ of 
the disk service times. In the first case this information is probably not at hand. while in 
the second case the use of this information i~ in contradiction with the idea to perform a 
rough study of the system. So it might as well be assumed that the disk service times are 
exponentially distributed. 

The state space due to the number of recursion steps used in the (approximate) mean value 
scheme grows exponentially with the number of different types of clients introduced. 
Therefore it is wise to restrict the number of different types to two or three. For the prob
lem of a system with several CPUs an aggregation method was suggested in Section 2.5. 
We note that a similar approach. the aggregation aver chains of clients of the same CPU. 
can be very successful (see Van Doremalen [12]). Another aggregation method suggested 
in literature and especially adapted to the single· CPU system. is to aggregate all but one 
special type of client. For this special type oLclient the performance characteristics of 
interest can be computed by solving the model with the two types of clients. Next one can 
define another aggregation. separating another lype of client and continue to solve this 
model. 

A last extension of the mean value scheme was the approximation for CPU priority queu
ing. discussed in Section 2.4. We note that this method can be applied in the aggregation 
approach of Section 2.5 as well. 
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DECOMPOSmON-AGGREGA TION 
SOLUTION TO THE 

COl\1PUTER-CUSTOMER PROBLEM 

APPROXIMATE MVA 
SOLUTION TO THE 

CPU-DISK PROBLEM 

RECURSION 
STEP 

T 
l 

EVALUATION OF 
DISK SERVICE TIME 

Figure 10. : The hierarchical approach to the 
computer-cust01'Tf£r problem 

H we have chosen for the three level approach. the disk service times are considered to 
depend on the system population. In this case a correction for the non exponentialityof 
the disk service times as suggested in Section 2.3. is to be advised (see Wijbrands [24]). 
In each recursion step of the mean value approximation the disk service time and its vari
ance are evaluated. This evaluation. as described in Section 3. is based on the arrival 
theorem. which is assumed to hold approximately. This theorem states that a client arriv
ing at a station observes this station in equilibrium position as if this client was looking at 
the system from the outside. 

The disk workload is split up into six operations which are assumed to be independent. 
For each operation we can approximate the mean and va..Tiance of their service time using 
the arrival theorem. Summing over these six operations yields mean and variance of the 
total disk service time. 
For three of these operations. the seek. the latency and the transmission time, predefined or 
measured values will suffice. A fourth operation, send instructions. is assumed to take a 
negligible amount of time. 
For the seek operation a more detailed model was given. which consequently needs a more 
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detailed (measured) input. 
The operations "queue for network" and "extra latency" are evaluated with the help of spe
cial assumptions. These operations are strongly related with the structure of the communi
cation network and the network routing. As to the routing we can chose to define fixed 
routing frequencies. which was advised. or routing frequencies which are evaluated in each 
recursion step. 

4.2. For further investigations 

The arrival theorem proves to be a very fruitful starting-point in constructing heuristic 
approximation methods for the performance evaluation of computer systems. The power 
of these approximation methods was demonstrated in this paper. If we want to use the 
three level approach as the basis of a general computer performance evaluation tool. it 
would be nice if the class of computer systems which could be modeled with that tool. 
would somehow be broadened. For further investigations we mention the following ques
tions: 

The model already provides a more detailed look at the seek times. Is it possible to 
extend the model in such a way that it can incorporate a shortest seek time first ser
vice discipline at the disk units (see e.g. Hofri [14]). To answer this question we will 
have to gain more insight in the queue length distribution. 

The models treated in this paper are mostly based on a computer architecture where 
the disk units operate with the RPS feature. In many systems this feature is not. or 
just partly implemented. How can we deal with those problems. Perhaps one can 
derive a recursive equivalent of the solution proposed by Wilhelm [30]. 
As to the combination of both RPS and non-RPS operating disk units. it is clear that 
the geometrical concept of the extra latency has to be revisited. Possibly the increased 
second reconnect failure as suggested by Brandwajn [7]. gives a solution to this last 
problem. 

The use of cache memories between CPU and disk units increases rapidly. How is the 
use of these cache memories to be modeled. 

The disk unit service times were assumed to be population dependent. It is well 
known that an increasing popUlation. and therewith an increasing number of inter
rupts and overhead. causes a reduction of the effective processor speed. Is it possible 
to account for this effect with a similar approach as with the variable disk workload. 

The field of research comprising the performance evaluation and modeling of computer 
systems operates in a rapidly changing environment. Nearly every day new techniques are 
implemented. requiring new solutions to the modeling problem. Nevertheless. we hope that 
the ideas presented in this paper define a framework which can serve as a basis for the 
research to solve future problems. 
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GLOSSARY OF NOTATIONS 

Notation 

c 
d 

i 
j 
k 
kg 
k,. 
m 
Nc,l" [k.] 

Nd,l" [!J 
N" d,l"' [k. -!!r ] 

P Ih.i.j id [k.] 

q 
r 

RTd 
S 

Definition 

The probability that the channel and/or CU in the path channel 
h - CU i - HSC j are/is busy. given a population 1£ and given 
HSC j available 
CPU index. c = 1.2 ..... C 
Disk unit index. d = 1.2 •... .D 
Unit population vector (0.0 ..... 0.1.0 ..... 0) representing a system 
with a single client of the aggregated type q 
Idem. for type r 
Visit frequency for the aggregated type of client q to CPU c 
Idem. for a client of type r 
Idem, to disk unit d 

Channel index. h = 1.2 .... Jl 
Index CU. i = 1.2 .... J 
Index HSC. j = 1.2 •... J 
Population vector 
Number of clients of the aggregated type q. kq = O.1.. .. .Kq 
Idem, type r. kr = 0.1.. .. .K,. 
Maximum seek distance 
Equilibrium number of clients of type r at CPU c. given a sys
tem population 1£ 
Idem the disk unit d 

Average number of type r' clients at disk unit d found by an 
arriving type r client. given population 1£ and a priority service 
discipline at the CPUs 
The path selection probability; the probability that given a popu
lation k a client of type r • who has control over HSC j. will use 
channel h and CU i for its connection 
The probability of . 
The probability that a client of type r. currently visiting disk 
unit d. seeks information on the same disk cylinder as in its 
preceding disk operation 
The probability that the path channel h - CU i - HSC j is busy. 
given that disk unit d is currently not using HSC j. and given a 
population 1£ 
The probability that all paths accessible for a client of type r 
leading to disk unit d are busy. given that this disk unit is 
currently not using its HSC and given a population k 
Index of aggregated client type. q = 1.2 ..... Q 
Type of client. r = 1.2 •.... R 
Revolution time for disk unit d 

Seek distance 

Typical Page 
Reference 

18 

7 
7 

13 

7 
13 
8 
8 

18 
18 
18 

7 
13 

7 
26 

7 . 

8 
11 

18 

19 
27 

20 

21 

12 
7 

28 
26 



ITd.r 

Wd 

We.r 

WaT 
WdT'I!..-~] 

W 2a.r [k] 
w 3d T [!,] 
W 4d .r [!,] 
W 5d .r [!,] 
W 6d T fk.] 
Oh ,i J .r 

a'd.r' [k -~] 

CT2d T [k.] 
CT3d T fk.] 
CT4d .r fk.] 

Expected sojourn time at CPU c for clients of type r. given a 
population 1£ 
Idem, at disk unit d 
Second moment of the service time at HSC j . given population 1£. 
conditioned to the fact that disk unit d is currently not using 
this HSC (data transmission only) 
Maximum seek time 
Minimum seek time. given there is a seek 
The average time it takes for a type r client for a CPU visit and a 
disk unit d visit. in the situation with population 1£ 
Mean data transmission time at disk unit d for clients of type r 
Service time at disk unit d 
Service time of clients of type r at CPU c 
Idem at disk unit d 
Service time at disk unit d for a client of type r' as observed by 
an arriving type r client. given population 1£ 
The mean service time at HSC j • given population k . conditioned 
to the fact that disk unit d is currently not using this HSC . 
Expected first wait for the network. for a client of type r. visit
ing disk unit d in a situation with population k 
Idem, but time needed to send instructions 
Idem. but seek time 
Idem. but latency 
Idem. but extra latency 
Idem. but transmission time 
Chronecker delta. indicating whether or not a client of type r is 
allowed to use the path channel h - CU i - HSC j 

Set of types of clients assigned to CPU c 
Number of CPU visits for clients of type r. given a population 1£ 
(per time unit) 

The utilization of disk unit d due to clients of type r . r E 41 e 

Utilization of disk unit d due to type r clients. given a popula
tion k 
The fraction of time that path channel h - CU i - HSC j is util
ized as such. given a population 1£ 
The fraction of time that the HSC j is busy serving disk unit d. 

given population 1£ 
Standard deviation of the service time at disk unit d for clients 
of type r 
Standard deviation of the service time at disk unit d for clients 
of type r' as observed by an arriving type r client. given popula
tion k 
Standard deviation first wait for network. for a client of type r. 
visiting disk unit d in a situation with population k 
Idem. but for the time needed to send instructions 
Idem. but for the seek time 
Idem. but for the latency 
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Idem. but for the extra latency 
Idem, but for the transmission time 
Set of types of clients aggregated to type q 
Expected cycle time for the aggregated type of client q. given a 
population k 

Idem. for type r 
The empty system 
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