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Exploiting Seek Overlap 

by 

R.A. Geilleit* and J. Wessels** 

SUMMARY. 

In this paper it 19 demonstrated how with simple techniques it is 

possible to obtain insight into the effects of minor hardware alterations 

on the behaviour of a central computing facility. In the case described 

here the disks and disk control units formed the bottleneck. However, the 

only allowable alterations were in core size and central processor speed. 

The practical solution was to use such alterations in such a way that 

seek overlap was exploited as good as possible. 

O. INTRODUCTION. 

Computer performance evaluation techniques may be used for different types 

of planning purposes. In this paper we will consider a case of medium term 

planning. The problem we were faced with was the question of how the CDC

Cyber 72-16 system of the National Aero Space Laboratory in the Netherlands 

would be able to cope with an increasing interactive workload for another 

two years by executing only minor hardware changes. The allowed hardware 

changes comprised core extension and extension of central processor 

capacity. For pra~tical reasons no extensions with respect to the 1/0-

facilities were allowed and also software-based changes in facility use 

were not allowed. 

The type of problem naturally required a solution in a relatively short 

time. A solution was obtained "by modelling the system as a network of 

queues. This network of queues has been analyzed for several alternative 

hardware configurations applying decomposition and a home made iterative 

approach to account for the amount of overlap for seeks on disk units. 
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The alternative configurations have been evaluated by comparing the numbers 

of active terminal users which can reasonably be processed. Following 

Denning and Buzen [2J, this number has been defined as the saturation point 

(see section 2). 

An important point 1n an analysis like this is the reliability of its 

results. It has to be conceded that the modelling process is smoothing 

reality in a way that models .become nice and elegant but not really trust

worthy in a quantitative sense. In fact, we also analyzed some alternative 

models for the same problem and this supported our belief that the satu

ration points are very robust. The utilization rates are less robust but 

give a good indication, the response times are rather sensitive to model 

changes. 

In section 1 we will give a short problem description and the main features 

of the model. The analysis is treated in section 2 and in section 3 the 

results are presented and discussed. 
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1. THE PROBLEM AND ITS MODEL. 

The problem we are interested in makes it possible to consider only inter~ 

active jobs, since in the busy hours batch jobs don't get access. The 

system does not have a virtual memory, since in fact it lacks a really fast 

background.memory device. The background memory for interactive jobs solely 

consists of disk units. Jobs have to be swapped out of central memory com

pletely as soon as some interaction with terminals takes place. For reen

trance into the core the job has to join the memory queue. Therefore fig. 1 

gives the basic set-up for the model. 
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In principle the consumption of a computation time portion may also 

lead to swap-out and renewed joining of the memory queue. However, this 

occurs rather seldom and has hence been disregarded. 

fig. 1 

terminals memory 
queue 

central memory 

Basic set-up for job-flow model. 

In principle the jobs from the memory queue are swapped-in on a first-come

first-served basis. However, the available and required amounts of memory 

also have an influence : if the job from the head of the line does not fit, 

then its successor gets a chance, etc. Measurements show that on the 

average 4 programs fit together in core (together with system programs and 

required library procedures). 

Disk access is controlled by 2 disk control units which can work simulta

neously on different disk units. Both disk control units can handle all 

disk units. Disks are used for storage of programs. but also for data. 

A program which gets access to central memory is swapped-in from disk to 

core and then the execution by the central processor starts. The central 

processor divides its capacity over all programs in core which are ready 

for execut~on (processor sharing). If a program requires some data handling, 

then its execution is stopped until the data handling has been completed. 

After the completion of the execution the program is swapped-out until a 

new request arrives. This gives the job flow of fig. 2 for jobs in core. 



fig. 2 
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I ; 
~ disk 
~ units 

Job flow diagram for jobs in core. Jobs make several rounds 

through the central processor (CP) for execution and one of the 

disk control units (DC) for datahandling before leaving. 

For this type of situation a natural and well established (e.g. [lJ) 

approach would be to analyze core behaviour in a closed system and to use 

the results for the analysis of the traffic between the terminals and 

central memory (decomposition and aggregation). In this case the approach 

would lead to the model of fig. 3 for the closed model for behaviour of 

jobs in core and to the model of fig. 1 for the aggregated situation. 

fig. 3 A closed model for the behaviour of jobs in core. 

The alternative hardware configurations come down to several possibilities 

for the execution speed of the central processor and for the number of 

jobs which can be stored in central memory (core extension), So in principle, 

the aforementioned approach g~ves a way of analyzing the performance 

characteristics for several hardware configurations. 
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However, one difficulty which remains ~s due to the way the disk control 

units work. For simplicity we split-up the work a disk control unit has 

to do ~n 2 parts (for a more detailed description see Hunter [3J), viz. 

the seek and write/read (including latency) activities. During the seek 

the job has to wait, so - from the point of view of the job - the seek 

belongs to his service-time at the disk control unit. However, during this 

time the disk control unit can also help another job with its write/read 

activity or start seek activities for several other jobs as long as all 

the activities ~n which the two disk control units are involved regard 

different disk units. So, in fact, the work intensities of the disk control 

units depend heavily on the throughput (and conversely). 

2. THE ANALYSIS. 

Because of the mutual interdependence of work intensities for the disk 

control units and the throughput, we have chosen an iterative approach. 

Before giving the approach, we will first give some data to show the 

relevance. 

On the standard central processor, the execution of a job between two 

data handling operations requires an average of 20 ms if the job would 

not have to share the processor with other jobs. 

The alternative central processors are modelled by giving them a work

speed factor higher than the factor 1 for the standard processor; here 

we will consider the factors 1, 1.25, 2, 2.50. 

A seek requires on the average 30 ms, which is of the same order of 

magnitude as the average write/read operation which requires 33 ms. 

The time required for swapping is included in the average (a swap-in 

is a long read operation). 

These data show that the system would be well balanced if the disk unit 

would not bave to reserve any capacity for the seeks. However, if, on the 

other extreme, all seeks would have to be executed separately by the disk 

control units, then the disk control units would form a bottleneck for 

the system. So in practice the standard system will have a CP : DC workload 

proportion somewhere between 20 : 33 and 20 : 63 
2 2 
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In the standard system the seek overlap is relatively poor, since only 

an average of 4 jobs can be in core simultaneously. 

Extension of central memory (more jobs in core) would lead to better 

performance of the disk control units (more seek overlap) and the same 

holds for speeding up of the central processor. However, the question 

remains how much effect these changes will have. 

A very simple analysis shows already that the system might be rather 

sensitive to the prospective hardware changes. Namely, it is worthwhile 

to perform an analysis of the closed system of fig, 3 with a fixed number 

of jobs, with processor sharing and arbitrarily distributed CP service 

times (average workload wCp) and with FCFS-queue discipline with exponen

tially distributed DC service times (average workload w
DC

). For this 

analysis fig. 4 gives the CP utilization and therefore the troughput as a 

function of the system parameters. In fact the only relevant parameters are: 

t 100 

I 80 

60 

40 

20 

o 

p= k : the number of jobs in the system. 

p=1.2 

p=1.6 

p=3.0 

1 2 3 4 5 6 7 8 9 
k--~>~ 

• 4 CP utilization; the figure gives CP utilization for fixed values 

of p as a function of k. 
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Fig. 4 shows that for the relevant values of p (between .8 and 1.6 for 

ideal and no seek overlap respectively) and for k=4 the performance of 

the system is rather sensitive for variations in k and in p, which can 

be brought about by the relevant hardware changes. For example, core 

extension might bring k from 4 to 7. which would result in an essential 

increase of troughput for all relevant values of p, but it will moreover 

result in more seek overlap and therefore decrease of P. although it might 

increase cycletimes. Particularly in order to get grasp of the latter 

effects we execute an iterative analysis in which we analyze the closed 

system subsequently with varying values of WDC • Namely, choose in the n-th 

iteration 

and start (e.g.) with a =1. 
I 

The analysis with al=l correspondends to discarding seek overlap and 

blocking effects. Using the results of this analysis one can estimate the 

amount of seek overlap and blocking which corresponds to the resulting 

traffic intensities. This estimation procedure is relatively complicated~ 

Nevertheless, it only provides relatively rough estimations. The basis 

of the estimation procedure is the fact that the seek time for a particular 

seek request is only attributed to the effective DC service time of this 

seek until the same DC starts a new service in the form of another seek 

or a write/read operation. The average attributed effective seek time is 

estimated by averaging estimates for this part of the seek time for 

different distributions of jobs over the servers in the closed network. 

So, for a given distribution of the jobs, one needs - for instance - the 

frequency density of the time of a new arrival at the DC and the proba

bility that the seek for the new arrival will be blocked. Under some 

assumptions (for instance, for the form of the frequency density of the 

seek time)s one can construct such estimates. 

This estimation leads to a new value for a: a 2 < 1. After analyzing the 

system with wDC = a 2,30 + 33, again a new a ~s determined. Practically. 

this procedure appeared to converge. 

In this way we can analyze the closed system of fig. 3 for fixed numbers 

of jobs k including the seek overlap effect. 
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For some results, see table 1. These results show that in particular 

increase of k from 4 to 7 and acceleration of the central processor with 

a factor 2 stimulate the seek overlap considerably without serious effects 

on the average cycle time. 

For the analysis of the aggregated system a think time with average w
TH 

is introduced and the closed system of fig. 1 is analyzed with the follo

wing features 

= maximally 4 jobs may enter central memory; 
p 

each job requires an average of 20 CP-DC cyclesbegore leaving central· = 
memory. 

acceleration factor average cycle 
central processor 

(l 
time in ms 

ro- 1 .72 117 

k=4 1.25 .60 106 

2 .43 93 

I... 2.50 .37 89 

- 1 .44 170 

k=7 1.25 .31 151 

2 .15 132 

.... 2.50 .13 129 

table 1 some results of the iterative analysis of fig. 3 with wCp=20 rns 

in the standard configuration; an acceleration factor S for the 

central processor means that the effective value of wCP becomes 

2°/8• 

The preceding analyses .for k= 0,1,2,3,4 are used to obtain load dependent 

output rates for the aggregated server. For the case of extended core, the 

same procedure is executed with a maximum of 7 jobs in core. 

This exercise is repeated for different values of wCP corresponding to 

accelerated central processors (as in table 1) and it is also repeated 

for different numbers 0:1; terminals (w
TH

=15 s). 
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The analyses are used to determine for each hardware alternative (value 

of wCP ' 4 or 7 jobs allowed in core) a number of terminals which can 

reasonably be handled by the configuration. Here we use the concept of 

saturation point as advocated by Denning and Buzen [2J and as explained 

in fig. 5. 

r(M) 1 
r(l) 

-->~M 
M 

tig. 5 Saturation point for the number of terminals; for some hardware 

configuration the heavy line gives the average response time as 

function of M, the number of terminals; the straight line, which 

describes the asymptotic linear behaviour of the response time 

function, defines the saturation point M. The response time function 

is computed by the method mentioned above. 

3. RESULTS AND CONCLUSIONS. 

Some of the results of the analyses of the aggregated model. using the 

results of the iterative analysis of the model of fig. 3. are given in 

table 2. 

accel. factor response time saturation respon~e time CP-uti1. 
centro proc. for M=l ~n point M for Mati in in % 

seconds seconds 

1 1.66 28 3.57 60 

k=4 
'1.25 1.58 31 3.48 54 

2 1.46 35 3.16 39 

2.50 1.42 37 3.19 33 

1 1.66 34 3.68 73 

k==7 1.25 1.58 38 3.48 66 

2 1.46 43 3.16 47 

2.50 1.42 44 3.08 39 

DC-util 
in % 

89 

93 

96 

97 

93 

96 

98 -, 
99 
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Saturation point analysis of the aggregated system; K indicates 

the maximally allowed number of jobs in core and therefore is 
I 

related to the size of central memory; the first column gives 

the different alternatives for central processors and the 

second column gives the average response times if a job would 

have the system for itself; the third column gives the numbers 

of terminals for which the systems saturate; the other 3 columns 

give relevant performance data for the configurations with M 
terminals. 

It is again clear that k=7 (extended central memory) and acceleration 

factor 2 for the central processor allow considerably more terminals to be 

active (43 against 28 for the standard configuration) without a loss in 

average response time. The extremely high DC utilizations are not so 

strange if one observes that they also contain seek activities, although 

a substantially smaller fraction than in the standard case. 

So, it appears sensible to adapt the system so that the DC's are heavily 

used since in that case they work more efficiently. In fact the adapted 

system (e.g. k-7. acceleration fac.tor 2) shows a fair increase in capacity. 

The price to be paid for this capacity increase is a certain unbalance 

of the system, which will lead to instability and high variances. 

Note that the quotient of r(M) and r(l) in table 2 is approximately con

stant over the alternative configurations. 
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