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Abstract

Much research in database optimisation has been done for relational databases, especially SQL-
based relation databases. However, not much optimisation research has been performed on queries
for graph databases. This paper proposes methods to estimate the cardinality of a transitive closure
on a directed graph in graph databases, with the use of synopses. As these synopses are determined
in advance and are inexpensive to calculate, estimating the cardinality with them is much quicker
than calculating the entire closure. This estimation can then be used in multiple ways — including
an increased efficiency of the closure calculation itself.

Keywords: Graphs, databases, transitive closures, cardinality, estimation, algorithms, efficiency,
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1 Introduction

Traditionally, the focus of database optimisation always has been on relational databases, SQL-based
relation databases in particular. Consequently, research and implementations on efficient relational
operations are abundant. Graph databases are a more novel field, especially when compared to relational
databases. As a consequence, many of the operations required in graph databases are not yet (thoroughly)
optimised. Furthermore, graph databases yield new possibilities that relational databases do not provide,
meaning that a whole new arsenal of operations need to be written, optimised, and most importantly,
proven to work correctly. One such operation is computing the transitive closure of a graph, which
is relatively expensive. Such a closure may be computed to analyse specific vertices in the network.
However, for some use cases it may suffice to have only the total cardinality (i.e. ‘size’) of the closure.
If the cardinality of a transitive closure of a graph can be estimated relatively accurately — without
computing the entire closure — this can save time on computations when preciseness is not essential.
This paper focuses on such transitive closures, and hence the main research question is as follows:

What issues exist with present cardinality estimation methods for transitive closures on
graphs, and how can this estimation be improved?

Several methods of improving cardinality estimation are proposed. For this, currently existing meth-
ods for transitive closure computation are described, to then exploit these methods in an effort to improve
the cardinality estimation. This estimation may indicate the size of the closure before calculating it. Not
only can this already be useful information on its own — it can also be used as input to optimise al-
gorithms that compute the closure. Such estimations are also relevant in contexts beyond the graph
as an entity, for example, for analysis of individual vertices. An estimation that can be applied to an
entire graph is likely to be translatable to an algorithm that can estimate the transitive closure of an
individual vertex. Consequently, this can help computing the reachability set for the respective vertex,
or alternatively, the amount of reachable vertices grouped by distance. As it is often expensive to fully
calculate the transitive closure — not only for a whole graph, but also for an individual vertex — it is
fundamental to have a good estimator for its cardinality. As such an estimator is versatile, this is thus
worthwhile to improve.
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There are several approaches to this problem. Cohen (1997) approached this problem through the
perspective of reachability sets. This approach relies on randomisation. Here, the transitive closure
is computed by summing up the estimated reachability sets of each individual vertex. In the book of
Bonifati et al. (2018), however, no randomisation methods are used to estimate the closure. Instead,
graph synopses are taken as input to estimate the cardinality of a closure — including cardinalities for
individual distances — which results in a formula that can estimate not only the final closure size, but
can also report on intermediate results.

This paper introduces new frequency synopses for a graph, which extend the synopses already present
in the book of Bonifati et al.. By analysing transitive closure computations — whilst also taking the
synopsis values into account — the behaviour of such closures can be understood better. This analysis is
then used to propose new estimation formulae. Consequently, the performance of the proposed formulae
is analysed. This analysis depicts the strengths and weaknesses of the respective formulae. Finally, this
paper contains multiple proposals for improvements on these formulae, as well as cardinality estimation
for transitive closures in general.

1.1 Approach and structure

Section 2 explains the core concepts that lay the foundation of this paper. Graphs are explained in section
2.2, transitive closures in section 2.3, and the concept of a synopsis is described in section 2.4. Section
2.5 elaborates upon several algorithms to compute the transitive closure, which also show the necessity
of a cardinality estimator. Section 2.6 concludes the preliminaries, by describing methods to improve the
existing computation algorithms. These possible improvements are relevant for the estimation techniques
in section 3.

Section 3 elaborates on synopses — both on current solutions and new proposals. In section 3.1,
currently existing synopsis values are described. Based on the existing synopsis values, existing cardi-
nality estimation formulae are described in 3.2 along with their shortcomings. Then, in section 3.3, an
extension to the synopses (in section 3.1) is proposed. The synopsis values are then analysed on real
graphs in section 3.4. Based on this analysis, new cardinality estimation formulae are proposed in section
3.5. In this same section, the performance of the proposed formulae is analysed. Finally, in section 3.6,
the limitations of the current approach are described.

Section 5 elaborates on the strengths and weaknesses of the discussed approaches, as well as on
possible future work that can build upon this paper. Finally, section 6 contains a conclusion of the
paper.

2 Preliminaries

To understand the problem at hand, some core concepts must be explained first. Additionally, some
work already done in this field is discussed. These two combined lay the foundation for the rest of
this project. First, core concepts such as a graph and transitive closure are defined. After that, three
existing approaches of computing the transitive closure are explained and analysed. Understanding
the calculation structure of a transitive closure is important for predicting the cardinality ahead of the
calculations. Hence, for the purpose of possible cardinality estimation optimisations, these methods —
along with possible improvements — are described as well.

2.1 Notation

Table 1 shows the notation most commonly used in this paper.

Symbol Meaning Symbol Meaning
G Graph TC Transitive closure
E Set of edges of a graph |A| Size of A
V Set of vertices of a graph bxe Rounding of x to the nearest integer
P Set of distinct pairs in a graph ci Cardinality at path length i.
c cardinality ĉ predicted cardinality
d Path length (distance)

Table 1: Notation used in this paper
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2.2 Graph
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Figure 1: A simple directed graph with 7 vertices and 8 edges

Within the context of this paper, a graph G is defined as a set of vertices V , which may be connected
to other vertices by edges E. Formally, E is defined as E ⊆ V × V , which means that edges are pairs of
vertices coming from V . As E is a subset of V × V , not all pairs of vertices form an edge.

Graphs may be directed or undirected. A directed graph is analogous to a road network consisting of
one-way streets, in which the streets correspond to edges and vertices correspond to intersections. This
direction implies that if v1 is connected to v2 by an edge e, v2 is not necessarily connected to v1. In a
directed graph, if v1 and v2 are bidirectionally connected, this can only be the case when there are (at
least) two different edges between the two vertices.

Figure 1 depicts a directed graph. In the graph, vertex a is connected to vertex b through an edge.
The source of this edge (the marker-less side) is thus a, and the target is b. Vertex a is the source of
only one edge, therefore its out-degree is 1. Furthermore, no edges have a as their target, which means
that its in-degree is zero. The general degree of the vertex is equal to the out-degree plus the in-degree,
which in the case of vertex a is 1 + 0 = 1. Vertex b has 3 incoming edges (from a, c, and f respectively)
and 2 outgoing edges (towards d and g). Thus, its degree is 3 + 2 = 5.

As the edges in this graph have a direction, and as there are no other edges connected to a, vertex b
is not connected to vertex a. In an undirected graph, direction is disregarded. If v1 is connected to v2,
then by definition v2 is also connected to v1. This paper focuses on directed graphs.

2.3 Transitive closure

A transitive closure with respect to graphs refers to the interconnectivity of vertex pairs across the entire
graph. The formal definition is as follows:

Let V be a set of graph vertices, and let R ⊆ V × V be a binary relation containing vertex pairs of a
graph G. Suppose a, b, and c are vertices in V . Then, if a vertex pair (a, b) ∈ R, and (b, c) ∈ R, then by
transitivity it holds that (a, c) ∈ R. A transitive closure (R+) on a relationship R is then defined as the
smallest binary relation on V which contains R and is transitive.

In other words, a transitive closure (TC for short) is the smallest set of all source-target vertex pairs
(vs, vt) that can be obtained in a directed graph G. If a is connected with b by an edge, and b is connected
to c by an edge, then a is transitively connected to c as well. However, as this is a directed graph, the
opposite — namely that c is transitively connected to a — may not hold. A source-target tuple may be
supplemented by a value d, which denotes the shortest distance (path length) between vs and vt.

Example 2.1. For the graph in Figure 1, the transitive closure is determined as follows. The calculation
will be done by path length. The TC at distance 1 is equivalent to all the distinct source-target pairs of
the edges in the graph. Therefore, the closure contains the following tuples:

(a, b), (b, d), (b, g), (c, b), (c, d), (d, e), (e, f), (f, b)

As there are 8 (distinct) tuples, the cardinality of the closure is 8 at distance 1. To calculate the closure
at distance 2, the closure at distance 1 can be used as a base relation. By matching the targets of the
edge-tuples to the source of another tuple, the closure can be extended. In this instance, for example,
the target of (a, b) matches the source of (b, d), which yields the path a→ b→ d, resulting in the tuple
(a, d) at distance 2. All possible paths of distance 2 through this method are:

a→ b→ d
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a→ b→ g

b→ d→ e

c→ b→ d

c→ b→ g

c→ d→ e

d→ e→ f

e→ f→ b

f→ b→ d

f→ b→ g

Although this list yields 10 new paths, this does not automatically mean that the cardinality of the
closure increases by 10. For the closure, duplicates must be eliminated, and only new paths must be
considered. In this instance, the path c→ b→ d is not the shortest path from c to d — there is a direct
edge between the two (c, d). Therefore, the closure produces 9 new tuples at distance 2:

(a, d), (a, g), (b, e), (c, g), (c, e), (d, f), (e, b), (f, d), (f, g)

As the cardinality is cumulative, the cardinality at 2 is thus 8 + 9 = 17. When this progress is continued
for the rest of the closure, distance 3 yields 7 additional tuples:

(a, e), (b, f), (c, f), (d, b), (e, d), (e, g), (f, e)

And distance 4 yields these 6 tuples:

(a, f), (b, b), (d, d), (d, g), (e, e), (f, f)

As none of the paths having distance 5 (or higher) yield new pairs, this concludes the transitive closure.
Therefore, the total cardinality of this transitive closure is 8 + 9 + 7 + 6 = 30.

In theory, the maximum cardinality of a transitive closure with n vertices occurs when all vertices are
connected with all other vertices, including a reflexive connection to itself. Thus, each vertex is connected
to n vertices. Mathematically, the theoretical maximum cardinality for a graph is therefore Tmax = n2.
For the graph in Figure 1, Tmax equals 72 = 49, meaning that the cardinality of this graph is 30

49 ≈ 61.2%
of the maximum possible cardinality. It must be noted that the theoretical maximum as described here
only considers the amount of vertices in the network, and is thus a simplified formula. Depending on
other information of the graph, Tmax may be more tightly defined.1

2.4 Synopses

One characteristic that is shared upon all transitive closure calculation methods is that it is unknown
in advance how many pairs the transitive closure will yield. Although it is impossible to obtain the
cardinality with certainty before computing it, a qualitative estimation may decrease the time needed
to calculate the full closure. Depending on cardinality estimations, for example, different optimisations
may be made regarding the utilisation of the available computational resources.

Synopses can be used for such estimations. In essence, a synopsis ‘summarises’ the graph by looking
at properties of the graph which can be easily obtained (cheap to calculate). In turn, synopses can be
utilised to estimate the cardinality of a transitive closure. Furthermore, synopses might help to clarify
the behaviour of transitive closures. It is important that performing these estimations is faster than the
calculation itself Cohen (1997).

Section 3 elaborates upon synopses, and contains existing approaches to synopses. Furthermore,
extensions to the existing synopses are proposed for use in various cardinality estimation formulae.

1For a graph to reach the Tmax, the graph must be a complete cycle. This is only possible when a graph with n vertices
has at least n edges. If a graph has a lower edge count x than n, the cardinality cannot exceed x2.
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2.5 Existing algorithms for calculating transitive closures

Transitive closures can be computed in multiple ways. Firstly, there exists a semi-naive and a fully naive
algorithm Bonifati et al. (2018). However, more sophisticated methods exist too, such as WaveGuide. In
this section, the three aforementioned algorithms are explained, along with their possible shortcomings.

Most algorithms make use of a fixpoint. Computing a transitive closure is an iterative process, and
as it is unknown in advance how many iterations are needed, algorithms must be able to determine
when to terminate the calculation. Let C denote a transitive closure, and Ci an intermediate closure at
iteration i. The fixpoint is then reached when at i, Ci−1 \ Ci = ∅. In other words, if iteration i only
yields pairs have been discovered previously — and thus yields no new pairs — the fixpoint is reached
and the algorithm will terminate.

2.5.1 Naive approach

Conceptually, the naive approach works as follows:

Algorithm 1: NaiveTC(G)
Input: A directed graph G
Output: A transitive closure C

1 C0 ← B ; // First iteration of the closure is the base relation.

2 C1 ← join(B,C0)
3 i← 0
4 while Ci+1 \ Ci 6= ∅ do
5 i← i+ 1 ; // Increment i by one.

6 Ci+1 ← extend(Ci, B)

7 return B+ ← Ci+1

The first line initiates the base relation, after which the second line joins the base relation with itself.
From there on, a while-loop iteratively extends the cache, by continuously joining the current cache with
the base relation. This process runs so long as this iterative process yields new tuples for the cache.
This is ensured by line 4; the lack of new tuples is equivalent to adding an empty set to the cache (and
thus reaching a fixpoint). In addition to efficiency issues, this approach does not take into account any
possible duplicates which may exist in the joins, which may result in the calculation to never terminate.

2.5.2 Semi-Naive approach

Algorithm 2: SemiNaiveTC(G)
Input: A directed graph G
Output: A transitive closure C

1 C0 ← ∅
2 ∆R

0 ← B
3 i← 0
4 while Ci+1 \ Ci 6= ∅ do
5 Ci+1 ← cache(Ci,∆

R
i )

6 ∆i+1 ← crank(B,∆R
i )

7 ∆R
i+1 ← reduce(∆i + 1, Ci + 1)

8 Ci ← i+ 1 ; // Increment i by one.

9 return B+ ← Ci

The semi-naive approach solves one of problems of the naive approach by using a differential approach
(∆), which ensures that the closure strictly extends at a certain depth. This is achieved through the
crank and reduce functions. crank uses a breadth-first approach to extend the partial TC, and reduce

removes duplicate tuples by comparing the differential ∆i both to the differential itself and to the current
partial TC. This results in a differential belonging to the TC, ∆R

i , which is then added to the partial
closure. This approach ensures that duplicates are adequately dealt with. However, it is still a semi-naive
approach, since it does not consider any other computational optimisations.
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2.5.3 SMART TC

Algorithm 3: SMART TC(G)
Input: A directed graph G
Output: A transitive closure C

1 ∆R
0 ← init(B)

2 C0 ← ∆0

3 i← 0

4 while ∆R
i 6= ∅ do

5 ∆i+1 ← crank(∆R
i , Ci)

6 ∆R
i+1 ← reduce(∆i + 1, Ci)

7 Ci+1 ← cache(Ci,∆
R
i )

8 i← i+ 1 ; // Increment i by one.

9 return B+ ← Ci

The SmartTC algorithm approaches the closure computation differently than both naive approaches.
Rather than deepening the exploration of the closure by one distance at a time — thus making each
iteration of the algorithm correspond to exactly one d of the closure — the algorithm takes an exponential
approach. Let (v0, vd) be a pair corresponding to distance d, where v0 is the start of the shortest path, vd
the end of the path, and let any intermediate vertices be denoted by their position on the shortest path.
Then, the intuition behind the naive approach is that a pair can be transitively determined by joining
a pair of distance 1 (i.e. (v0, v1)) with a pair of distance d − 1 (i.e. (v1, vd)). However, the intuition
behind SmartTC is that a new pair can also be produced by joining any two pairs (v0, vx), (vx, vd), where
0 < x < d. Then, the distances of the two pairs sum up to d, as the distance of the first pair is x, the
distance of the second pair d− x, and thus x+ (d− x) = d.

By this logic, it is possible to expand the closure exponentially, by joining pairs produced at distance
d not just with distance 1, but with any pair that has been confirmed to be part of the TC up to this
point. This results in a ∆R

i+1 of all newly discovered pairs belonging to any distance d+1 ≤ x ≤ 2d. The
next iteration of the computation will then yield all pairs belonging to any distance 2d + 1 ≤ x ≤ 4d,
and so forth, until a fixpoint is found. This results in an algorithm with significantly fewer iterations
compared to the naive approach. Where a naive algorithm would require n iterations, SmartTC only
requires log2(n) iterations.

For a more visual example, the functioning of SmartTC can be explained using the TC computation
on Figure 1 as it was performed in Example 2.1. The first iteration of SmartTC (upon obtaining the
base relation) is identical to the one in Example 2.1, as the base relation is always needed to compute
the closure at d2. Nonetheless, its subsequent iteration is different, as it computes both d3 and d4. d3

is computed by joining d2 with d1, which is effectively the same as in the naive approach. d4, on the
other hand, is computed differently than in the naive approach. Rather than joining the base relation
(corresponding to d1) with d3 (which at that point is undetermined), the algorithm joins d2 with itself.
d3 is being determined at the same time as d4 due to the algorithm joining d2 with all known pairs
belonging to the TC up to that point (i.e. the pairs belonging to d1 and d2).

2.5.4 Other algorithms

There are other algorithms to compute the cardinality of a TC, but they are outside of the scope of the
paper. However, the intuition behind one of these algorithms, WaveGuide, is relevant. Rather than
using one specific join method for the entire closure — as is done by both the Naive, Semi-Naive,
and Smart algorithms — the WaveGuide algorithm uses planning to determine the optimal method
to calculate the cardinality at a certain depth d. Such planning can be optimised not only by knowing
the cardinalities of the distances that are already calculated (distances 1 to d − 1), but also by having
an estimation for the cardinality at d. Hence, the computation can benefit from an accurate estimator
to increase the efficiency of the computation algorithm itself.

2.6 Possible approaches to further improve transitive closure calculations

Along with the algorithms as defined by Bonifati et al. (2018), other approaches may improve the per-
formance of the TC calculation compared to the naive approach. Although this report does not concern
optimisation of transitive closure calculation itself — only indirectly through improving the cardinality
estimation — being aware of possible improvements in the calculations may lead to the discovery of ef-
ficient, more accurate cardinality estimations. Hence, below are some proposals on alternative methods
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to optimise transitive closure calculation algorithms.

2.6.1 Use intermediate cardinality results to optimise joins

Let R and S be two different relations. In case R and S are treated differently in a join to calculate
the cardinality at depth d, there are d− 1 possible combinations between relations R and S to calculate
the respective cardinality. The naive approaches only consider one such combination, i.e. dR = d − 1
and dS = 1 . This is conceptually similar to the WaveGuide algorithm, but more specifically tailored
towards the sizes of the tables being joined rather than the general cost calculation. This approach is
especially helpful if, for example, many paths in the closure have distance 1, but a sharp decrease as the
distance increases. Joining with d = 1 for each iteration is then rather inefficient. In other cases, the
peak of path lengths may lie at d = 2 or d− 3 instead, which again changes the optimal join.

This approach is particularly relevant to consider for a cardinality estimation if any patterns can
be inferred from the intermediate results. For example, if the intermediate results show a particular,
consistent decay rate, this may a possible factor to include in the cardinality estimator. Especially when
used in conjunction with an estimator, if the intermediate results show a different pattern than predicted,
this can be taken into account to adjust the computation. However, it must be noted that the input size
of the join is not the only factor that is important for the efficiency of the algorithm. The output size,
that is, how many rows the join for d yields, is also important.

2.6.2 Use source-target properties to reduce the amount of rows in cache

The concept behind this optimisation idea may be explained best by taking the semi-naive approach as
a basis. In this approach, the ‘cache’ consists of the partial closure. This cache is then used to iteratively
extend the transitive closure by including d+ 1 into the cache, until the fixpoint is reached. However, in
many cases, not all elements in the base relation are relevant for the computation of the closure beyond
the base relation itself. More specifically, even if duplicates are eliminated, properties of each individual
edge can still be used to further reduce the amount of edges needed for the calculation of the transitive
closure.

Let s be the source of an edge, and t the target of an edge. Suppose that there is a partial closure C
that contains all paths up to distance d. If C needs to be extended with the pairs yielded at d+ 1, this
can be achieved by using the closure of distance d as a base, and then joining it with the base relation
to yield all paths with distance d+ 1. Thus, a triple a = (s, t, d) may be joined with a triple b = (s, t, 1)
to yield a new triple c = (sa, tb, d+ 1), where sa denotes the source from a and tb the target of b.

For a triple (s, t, 1) to be useful in such a join, it must be able to extend a path. To extend a path, the
source vertex must have incoming edges. Thus, s must have an in-degree greater than 0. If a vertex has
an in-degree of 0, this implies that it can be exclusively the start of a path, and never an intermediate
vertex, nor a target vertex. In graph terminology, such a vertex is confusingly called a source — which
may be confused with the source of an edge — thus for disambiguation it will be called an origin in the
remainder of this paper. An origin is simply irrelevant to be considered in a base relation for joins with
any degree higher than one. To improve calculations at every other depth, edges with origin vertices can
simply be excluded and stored in another relation until they are needed for either duplicate elimination
or returning the final transitive closure.

Similarly, the out-degree of a vertex can be exploited for optimisations. If a triple (s, t, 1) has a
target t with out-degree 0, this implies that the respective vertex (a so-called sink) cannot be part of the
beginning or middle of a path. Suppose that a transitive closure is again calculated as described above.
If in triple c the vertex tb is a sink, this means that the respective triple is not relevant when calculating
d+ 2. This triple can thus be excluded from a join between all vertices with d+ 1 and all vertices with
d = 1 to form all distinct paths d+ 2. The respective calculations of in-degrees or out-degrees of vertices
can be performed by simply considering the base relation, and then counting the amount of occurrences
per vertex as source, and doing the same for the target. If a vertex occurs as a source but not as a target,
it has an in-degree of 0. Conversely, if a vertex occurs as a target but not as a source, it instead has an
out-degree of 0.

Finally, this property may be used in conjunction with the idea of a backwards transitive closure
calculation. If there is a significant imbalance between the amount of origins and the amount of sinks,
it may be beneficial to use the base relation at the start of a join rather than at the end.
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3 Cardinality estimation using synopses

In this section, the currently existing estimation techniques, as well as the proposed extensions to the
current arsenal are described. First, the currently existing techniques and synopses are explained, after
which new synopses and cardinality estimation formulae are proposed. Then, there is an analysis of the
accuracy of the respective formulae, as well as a discussion on the limitations of using synopses.

3.1 Currently existing estimation techniques

The synopsis values of Syn1 as defined by Bonifati et al. (2018) are listed below. All synopsis values
assume that the edges are labelled with the same label l.

out The number of vertices in a graph G which have an outgoing edge.

in The number of vertices in a graph G which have an incoming edge.

paths The number of paths (and thus the total amount of edges) in G.

pairs The number of distinct paths between vertex pairs in G.

As Bonifati et al. also considers transitive closures concerning more than one predicate — and which
also include concepts such as regular expressions — there is a second synopsis group named Syn2. These
synopses are not used in this paper, but are necessary for understanding the formula in section 3.2. Let
G be a graph which contains vertices a, b, and c, where a is connected to b through label l1, and b is
connected to c through l2. Then, Syn2 comprises the following synopses:

out The number of vertices in a graph G which have an outgoing path labelled with l1/l2. In this case,
a would qualify as an out-vertex.

in The number of vertices in a graph G which have an incoming path labelled with l1/l2 (c in this
example).

middle The number of vertices in a graph G which have an incoming edge labelled l1, and an outgoing
edge labelled l2, such as vertex b.

paths The number of paths in G labelled with l1/l2. a→ b→ c is such a path.

pairs The number of distinct vertex pairs in G connected with paths labelled as l1/l2.

one The number of paths with label l1 inG that go from a vertex in Syn2.out to a vertex in Syn2.middle.
In this case, the tuple (a, b) is part of one.

two The number of paths with label l2 in G that go from a vertex in Syn2.middle to a vertex in Syn2.in

(which (b, c) is part of).

3.2 Currently existing cardinality estimation formula

The currently existing formula, from Bonifati et al. (2018), is defined as follows:

|‖r/l1/l2‖G| =
d(t, ‖r/l1‖G) · l1/l2.middle

l1.in
·
‖r/l1‖G

d(t, ‖r/l1‖G)
·
‖l1/l2‖G

d(s, ‖l1/l2‖G)
(1)

As mentioned before, this formula is to be applied on a closure that concerns edges from more than one
label. To apply the formula on one label, l1 and l2 must thus be set to the same predicate, such that
l1 = l2. Furthermore — since the formula can be rewritten as one long fraction — it can be observed that
d(t, ‖r/l1‖G) exists both in the numerator and denominator of the formula and can thus be removed:

|‖r/l1/l2‖G| =
d(t, ‖r/l1‖G) · l1/l2.middle · ‖r/l1‖G · ‖l1/l2‖G

l1.in · d(t, ‖r/l1‖G) · d(s, ‖l1/l2‖G)
=
l1/l2.middle · ‖r/l1‖G · ‖l1/l2‖G

l1.in · d(s, ‖l1/l2‖G)
(2)

As can be seen in the analysis later on in section 3.5, the cardinality as estimated by this formula goes

towards infinity, as the formula to calculate d(s, ‖l1/l2‖G) contains the fraction l1/l2.middle
l1.in . See Bonifati

8



et al. (2018) for more details on the formula. When l1 = l2, the Syn2.middle synopsis is equivalent to
the size of vertex set V = Syn1.in ∩ Syn1.out. By set logic, VSyn1.in∩Syn1.out ⊆ VSyn1.in, meaning that
l1/l2.middle

l1.in ≤ 1. Consequently, as this fraction is present implicitly in d(s, ‖l1/l2‖G), as well as directly in

(2), the estimation trends towards infinity.2 Given that graphs are finite, the transitive closure is finite
too, which thus renders an estimation towards infinity unusable.

3.3 Proposed extensions

To improve upon the existing formula to estimate the cardinality of a TC, an extension to the afore-
mentioned synopsis Syn1 is proposed. This synopsis extension, Ext1, contains the following synopsis
values:

vertices |Vin ∪ Vout|.
The amount of vertices in the network. This is calculated as the distinct amount of vertices in the
union between Syn1.in and Syn1.out.

inout
Syn1.in

Syn1.out

The ratio between the amount of vertices with incoming edges with label l and vertices with
outgoing edges with label l.

outin
Syn1.out

Syn1.in

The inverse of inout, that is, the amount of vertices with outgoing edges with label l, divided by
the amount of vertices with incoming edges with label l.

maxmin max (inout, outin)

The highest of inout and outin. The maximum is taken to easily calculate the rate of imbalance
between receiving vertices and giving vertices. A great imbalance might imply a strong hierarchy
in the data, which could limit the cardinality of the transitive closure.

deg
|P |
|V |

or
Syn1.pairs

Ext1.vertices

The deg (average degree) is defined as the average amount of pairs per vertex. A higher deg may
imply a bigger transitive closure, since on average each vertex is directly connected to more vertices.

overlap
Syn1.in + Syn1.out− Ext1.vertices

Ext1.vertices
The overlap is defined as the amount of vertices that has both incoming and outgoing edges — also
known as middles — divided by the total amount of vertices. A very low overlap rate (overlap ' 0)
can imply a highly fragmented graph, with no or very few longer paths. A high overlap (overlap / 1)
may imply an abundance of smaller cycles, or the existence of a bigger cycle, since very few vertices
are origins or sinks.3

3.4 Analysis of calculated transitive closure cardinality

In section 2.5, multiple algorithms are to calculate a transitive closure, as defined by Bonifati et al.
(2018). In addition to analysis of the algorithms themselves, computing the TC on graphs may yield
insights as well. The goal of this analysis is to review the behaviour of the transitive closure, and
consequently, infer patterns that can be applied in a formula. For this analysis, the transitive closure
of several predicates in two graph databases, Yago2DB (Max-Planck-Institut für Informatik, n.d.) and
DBpedia (Institut für Angewandte Informatik e.V., n.d.), is analysed. From both databases, only those
predicates (and subgraphs) are considered with a transitive closure having a depth of at least 3.

The values of interest in this analysis are as follows:

1. The exact cardinality c at a distance d.

2Although the fraction
l1/l2.middle

l1.in
can equal 1, recursive application of the formula still leads to infinity when the

remainder of the formula (‖r/l1‖G · ‖l1/l2‖G) is greater than 1.
3see section 2.6.2 for the definition of origins and sinks.
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(a) Linear cardinality (b) Log-cardinality

Figure 2: Cardinality of a relationship (90200913) by distance, expressed in linear and log form.

2. The first-order division rate r′, that is,
cd

cd−1
the cardinality at d divided by the cardinality at d−1.

3. The second-order division rate r′′, which is the rate of acceleration of the cardinality decrease. In

a formula, this is
r′d
r′′d−1

.

4. All values from Syn1.

5. All values from Ext1.

6. The theoretical maximum cardinality of a closure Tmax

3.4.1 Division rates

The intuition behind including r′ and r′′ is best explained using Figure 2. In the figure, the cardinality
of relationship 90200913 — with the tag <influences> in Yago2DB — is depicted both in linear and log
form. On the log graph, there is a nearly straight line from the cardinality at d = 6 to the cardinality in
d = 22. Such a straight line implies that the rate of decrease at that range is consistent. In Table 3, r′ and
r′′ of this predicate are depicted, with emboldened a sequence of values in r′′ which consistently range
between 0.9 and 1.1. This further supports the hypothesis of consistent decrease. This phenomenon is
not unique to this predicate — Table 3 depicts a similar series for d′′ for another predicate (Haryana
Vikas Party, also from Yago2DB).

3.4.2 Other values of interest

Tables 4 and 5 depict the synopsis values from Syn1 and Ext1 for predicates 90200913 and 20139837,
as well as their respective Tmax. As both predicates have a differently shaped graph, it is of interest to
analyse whether there are any significant differences between their synopses. If so, these differences can
be considered when experimenting with cardinality estimation formulae.

It can be observed that the overlap rates for both predicates are roughly equal. However, maxmin
yields noticeable differences. For predicate 90200913, the dominant factor of maxmin is in. For predicate
20139837, out is more prevalent. Overall, the maxmin for 20139837 is around 30% higher than the one
for 90200913, which could indicate that the graph corresponding to predicate 20139837 has a stronger
hierarchy. Furthermore, predicate 90200913 has a significant higher average degree (deg) than predicate
20139837, namely 1.848 versus 0.760, which is a factor of approximately 1.848

0.760 ≈ 2.645. Alongside the
discrepancy in maxmin, this difference could be one of the driving factors behind the strictly decreasing
cardinality of the TC of predicate 20139837. Any other differences between synopses are directly related
to the size of the graphs rather than its structures.
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Distance New pairs r′ r′′

1 25819 – –
2 127625 4.943 –
3 456257 3.575 0.723
4 890003 1.951 0.546
5 991622 1.114 0.571
6 759671 0.766 0.688
7 493645 0.650 0.848
8 305747 0.619 0.953
9 191723 0.627 1.012
10 128965 0.673 1.073
11 90727 0.704 1.046
12 63978 0.705 1.002
13 49385 0.772 1.095
14 36726 0.744 0.963
15 26569 0.723 0.973
16 19257 0.725 1.002
17 14061 0.730 1.007
18 10569 0.752 1.029
19 7130 0.675 0.898
20 4580 0.642 0.952
21 2723 0.595 0.926
22 1450 0.533 0.896
23 561 0.387 0.727
24 158 0.282 0.728
25 12 0.076 0.270
26 0 0 0

Table 2: r′ and r′′ for predicate 90200913

Distance New pairs r′ r′′

1 3238 – –
2 2025 0.625 –
3 1673 0.826 1.321
4 1513 0.904 1.095
5 1437 0.950 1.050
6 1316 0.916 0.964
7 1242 0.944 1.031
8 1132 0.911 0.966
9 1038 0.917 1.006
10 974 0.938 1.023
11 893 0.917 0.977
12 778 0.871 0.950
13 626 0.805 0.924
14 456 0.728 0.905
15 289 0.634 0.870
16 158 0.547 0.863
17 77 0.487 0.891
18 38 0.494 1.013
19 25 0.658 1.333
20 16 0.640 0.973
21 10 0.625 0.977
22 4 0.400 0.640
23 2 0.500 1.250
24 0 0 0
25 – – –
26 – – –

Table 3: r′ and r′′ for predicate 20139837

Figure 3: Cardinality of predicate 20139837 by distance. Notice that unlike predicate 90200913, the peak
of the cardinality is strictly decreasing (and thus peaks at d = 1).

3.5 Proposed cardinality estimation formulae

Note: The formulations in this section use the following syntax bxe to denote that x is rounded to
the nearest integer — as is the default rounding method in most programming languages. Thus, as an
example, b19.44e is equal to 19 and b12.73e is equal to 13.

Let p be the amount of pairs (as defined in Syn1), m denote Ext1.maxmin, and i the depth of the closure.
Furthermore, let c denote the exact cardinality, ĉ the estimated cardinality, and ∆ci the amount of new
pairs at a depth i. Then, the first proposed cardinality estimation at depth i — named SimplePred —
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Name Value

pairs 25819
out 8056
in 9153
edges 26306
vertices 13968
inout 1.136
outin 0.880
maxmin 1.136
deg 1.848
overlap 0.232
Tmax 195 105 024

Table 4: Synopses for predicate 90200913

Name Value

pairs 3238
out 3166
in 2134
edges 3340
vertices 4259
inout 0.674
outin 1.484
maxmin 1.484
deg 0.760
overlap 0.244
Tmax 18 139 081

Table 5: Synopses for predicate 20139837

is defined as:

∆̂ci = bpi−1

m
e − 1 (3)

The second proposed formula, named EulerOne, is based on SimplePred. The most significant change
is a ‘bonus’ cardinality which decays based on the iteration (and thus distance). This is done to mimic
the usual trend of TCs where at low distances, the closure has a peak in cardinality, which decays as the
depth increases. In addition, the −1 at the end ensures that the estimation will eventually yield 0.

∆̂ci =

⌊
pi−1

m−
1

e · i

⌉
− 1 (4)

Both the EulerOne and SimplePred formulae are problematic if the maxmin synopsis of a graph is
very close to one (maxmin ' 1), as both graphs then have a very slight decrease. In the case that
maxmin = 1, EulerOne will result in a graph with a humongous estimate, which only decays after
many thousands of iterations. In the same case, SimplePred decays by 1 every iteration, as controlled
by the −1 at the end of (3).

3.5.1 Analysis of proposed formulae

Although the predictions are relatively accurate for some predicates, the relative simplicity of the esti-
mators does result in some shortcomings. The first graph analysed belongs to predicate 20139837 (which
corresponds to Haryana Vikas Party). Its cardinality estimation can be seen in Figure 4 (a), and its
total cardinality estimation of the TC in Table 6. As this graph is strictly decreasing, both SimplePred
and EulerOne are relatively accurate, with the estimators predicting 52% and 73% of the actual car-
dinality respectively. Next to the proposed formulae, estimator (1) from Bonifati et al. (2018) is also
visible in the figure, whose estimate sharply increases towards infinity after d = 2.

Predictor Estimation Ratio

SimplePred 9882 0.521
EulerOne 13887 0.732
Actual cardinality 18960 –

Table 6: Predicted cardinality versus actual cardinality for predicate 20139837

The predictions are much less accurate for predicate 90200913 (<influences>) — both estimators un-
derestimate the cardinality significantly. Although EulerOne does detect a peak, as depicted in Figure
4 (b), this peak is relatively low compared to the actual peak. The Simple and Euler estimators predict
around 5% and 11% of the actual cardinality respectively, as is shown in Table 7.
The third graph in this analysis has predicate 39421732, which corresponds to the property <clockwise>

in DBpedia. Here, something peculiar happens with the total cardinality estimation, which is depicted
in Figure 4 (c) and Table 8. SimplePred, as by nature of the formula, rightly predicts the strictly
decreasing graph (if the plateau at d = 8 and d = 9 is disregarded). However, it underestimates the
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(a) Predicate 20139837 (b) Predicate 90200913

(c) Predicate 39421732 (d) Predicate 39411680

Figure 4: Cardinality estimation formulae compared to the calculated cardinality

Predictor Estimation Ratio

SimplePred 214 891 0.0457
EulerOne 497 289 0.1058
Actual cardinality 4 698 963 –

Table 7: Predicted cardinality versus actual cardinality for predicate 90200913

cardinality. EulerOne, on the other hand, wrongfully expects a peak in the cardinality. Because of
this peak, it predicts a much higher overall value than SimplePred, and thus ends up closer to the true
cardinality. SimplePred predicts 37% of the true cardinality, whereas EulerOne predicts 120% of the
true cardinality — which is an overestimation of 20%. Depending on the use case, both predictors can
be considered sufficiently accurate, but there is room for improvement to fit to the intermediate results.

Predictor Estimation Ratio

SimplePred 685 0.374
EulerOne 2195 1.199
Actual cardinality 1830 –

Table 8: Predicted cardinality versus actual cardinality for predicate 39421732

Lastly, Figure 4 (d) and Table 3.5.1 depict the cardinality for predicate 39411680 — corresponding to
<followingEvent> in DBpedia. Once again the cardinality is strictly decreasing by distance, which
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SimplePred correctly matches (by nature), but which EulerOne does not predict. SimplePred
predicts 92% of the actual cardinality, and EulerOne predicts 378% of the cardinality (an overestimation
of 278%).

Predictor Estimation Ratio

SimplePred 95 155 0.916
EulerOne 392 187 3.776
Actual cardinality 103 871 –

Table 9: Predicted cardinality versus actual cardinality for predicate 39411680

When taking a closer look at the synopses for the four predicates, which are depicted in Tables 4, 5, 10,
and 11, it can be ascertained that with a maxmin < 1.1, EulerOne predicts a relatively steep curve.
For predicates 39421732 and 39411680 this prediction is wrong, as the degree is low for both (deg < 1).
Furthermore, the overlap of aforementioned predicates is relatively high, with a ratio of 0.825 and 0.713
respectively, especially when compared to the overlap of predicates 20139837 and 90200913. For all four
predicates however, this overlap is not close enough to either 0 or 1 to indicate a highly fragmented
graph or a strongly cyclic graph. Nevertheless, by not using any of the synopses in the estimation
formulae besides maxmin, potentially valuable information is not utilised.

Name Value

pairs 78
out 70
in 76
edges 78
vertices 80
inout 1.086
outin 0.921
maxmin 1.086
deg 0.975
overlap 0.825
Tmax 6400

Table 10: Synopses for predicate 39421732

Name Value

pairs 3492
out 3199
in 3316
edges 3492
vertices 3804
inout 1.037
outin 0.965
maxmin 1.037
deg 0.918
overlap 0.713
Tmax 14 470 416

Table 11: Synopses for predicate 39411680
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(a) 6 clusters, 2 vertices each (b) 4 clusters, 3 vertices each (c) Fully connected graph

Figure 5: Three graphs which share the exact same synopsis properties, yet have different cardinalities.

3.6 Limitations

Besides limitations on the estimators that occur because certain synopses are not used — thus as a result
of a simplified formula — there is also a limitation on using synopsis data in general for predicting the
cardinality of a TC. Consider Figure 5. In all three graphs depicted in this figure, the amount of vertices,
edges and pairs equals 12, as well as the Syn1 values Syn1.in and Syn1.out. Furthermore, Ext1.deg
and Ext1.maxmin are equal too, namely 1, as they fully depend on the aforementioned equal values.
However, the cardinality of the TC — denoted as c — of each of the three graphs differs significantly.
In the leftmost graph in Figure 5, each pair has a cardinality of 4, as each vertex is connected to its
‘companion’ and transitively to itself. As there are 6 such pairs, the total cardinality is:

c2 = 2 · 2 · 6 = 24

The middle figure contains 4 connected trios, each of which have a cardinality of 9 (3 vertices per trio,
connected with all vertices in the trio, thus 32 = 9). Thus, the total cardinality of the middle figure is:

c3 = 32 · 4 = 9 · 4 = 36

The last figure is a fully connected graph, in which each vertex is transitively connected to all other
vertices — including itself. As the graph has 12 vertices in total, the cardinality of the TC is therefore:

c12 = 122 = 144

Although this is a chiefly theoretical example, it depicts a severe limitation of synopses. It must be noted
that such identical values do not only occur in graphs with few vertices. Let n be the vertex count of
a graph. Then, this exact pattern can be generalised to any graph with 2|n and 3|n. The generalised
formula for the cardinality c of any graph with these patterns is:

pairs c2 = n
2 · 2

2 = 2n

trios c3 = n
3 · 3

2 = 3n

fully connected cn = n
n · n

2 = 1 · n2 = n2

Observe that although c2 grows linearly with n, cn grows exponentially. For example, at n = 1200, c2
equals 2400 whereas cn is then equal to 12002 = 1 440 000, once again with identical synopsis properties.
This pattern can be generalised even more, and be applied to any graph whose n count is not a prime
number. This limitation implies that an arbitrary set of synopsis values may correspond to multiple
graphs, which have a vastly different structure and therefore a vastly different value for c. Although
synopses may still be used to estimate the cardinality relatively accurately in most cases, Figure 5
depicts a generalisable example where the currently used synopses cannot differentiate graphs with a high
variance in cardinality. As such, cardinality estimation formulae may be optimised for the most occurring
patterns, but there will always be cases where any estimation formula will not yield a satisfactorily
accurate prediction.
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4 Cardinality estimation using middle analysis

In this section, an alternative approach to predicting the cardinality of a TC is described. Section 3.6
has shown that based on synopses alone, graphs with the same synopsis values can have vastly different
cardinalities, and that synopses on their own can thus provide no way of distinguishing them. These
issues lay the basis for this approach.

First, section 4.1 explains the issues in Chapter 3 in greater detail, after which possible solutions are
identified. Furthermore, the behaviour of the TC is analysed in section 4.2 through specific patterns —
including the ones depicted in section 3.6 — to deduct a possible estimation method. Then, section 4.3
describes an algorithm that can be helpful to estimate the cardinality of a TC. Finally, an estimation
formula is described and analysed based on this algorithm in section 4.4.

4.1 Problem description

Although synopses can give good information about the size of a graph and the general connectivity
in the graph as a whole, they fail — for the most part — to summarise properties which significantly
determine the total cardinality of a TC. These two properties are cycles and hotspots, as explained below:

Cycle A path that begin and end at one and the same vertex. As previously mentioned in section 3.6
(in the form of a fully connected graph), a cycle with |V | vertices has a cardinality of |V |2. Thus,
the larger a cycle is, the more significantly it raises the total cardinality of a TC.

Hotspot A vertex that has both a high in-degree and a high out-degree. More specifically, the product
of the in-degree and out-degree (in · out) of a hotspot is high. Because these vertices then act as a
broker within the graph, they significantly contribute to the total cardinality of a graph.

Rather than solely basing the cardinality estimation on synopses, it is therefore interesting to review other
methods for cardinality estimation. As a large share of the total cardinality of a closure is determined
by its peak — both its width, location, and height — it is therefore desirable to identify such a peak.
As synopses could not identify the prevalence of either cycles or hotspots, the objective is to explore a
means of quantification for either, as to improve the overall estimations.

In order to do so, it convenient to list the common properties of cycles and hotspots. Below, the important
properties of a cycle are enlisted:

1. To be part of a cycle, a vertex must have both an in-degree > 0 and an out-degree > 0. Thus, a
vertex cannot be an origin nor a sink, and must thus be a middle.

2. For cycles to have a significant effect on the cardinality, their size must be relatively large.

Similarly, hotspots rely on the following properties:

1. Similar to a cycle, for a vertex to be a hotspot, it must have both an in-degree > 0 and an out-degree
> 0. Thus, a vertex must be a middle.

2. In addition, both the in-degree and out-degree must be high (i.e. >> 0). Ideally, the in-degree and
out-degree do not deviate too much from each other, such that their square is as high as possible.

3. For hotspots to have a significant effect on the cardinality, it is also of importance that (most of)
its neighbours are also middles. Analogically, they should not act as the centre of a wheel, but
rather as a central station within a larger transport network.

As one may notice, there is an overlap between the important characteristics of a cycle and a hotspot,
namely the involvement of middles. In this section, these properties are explored and analysed with the
following methods:

1. Create isolated examples of graphs (so-called patterns), and identify the behaviour of the closure
on them (section 4.2).

2. Consider entire paths as info (middle or non-middle). Section 4.3 explores this idea.

3. Consider computations that can quantify the relative weight of hotspots. Together with the above,
section 4.4 describes such a method.

16



4.2 Cardinality analysis for cycles and hotspots

Several patterns are made and analyse to deduct its total cardinality, and the amount of new paths
per length. Several statistics are used for this analysis — though not all at the same time — and the
terminology is explained below.

Receiver A path which starts at an origin.

Sinker A path which ends at a sink.

Middle A path which does not start at an origin and does not end at a sink. This means that the path
can be extended at both directions.

Alpha-omega (αω) A path which starts at an origin and ends at a sink. Alternatively, a path that is
both a receiver and a sinker. If a path is an αω, it is final and cannot be a subset of any larger
paths.

The reason for the focus on these characteristics is due to the importance of middles, as explained in
section 4.1. By being able to define paths based on their source and target, it is easier to express their
importance in the total cardinality.

In the following subsections, small graphs (so-called patterns) are described which can help understand
the behaviour of the cardinality in larger graphs.

4.2.1 Cross

A cross is defined as an x-shaped graph in which each leg of the cross consists of two vertices. All legs
are connected to the centre vertex of the cross — either with an incoming or outgoing edge.

The default cross is defined as the 2 in, 2 out cross (2-x-2), in which all vertices go from left to
right, with the centre of the “x” functioning as the hotspot. Thus, the centre has two incoming edges
and two outgoing edges. Each “leg” of the cross has 2 vertices. Below is a graphical depiction of a cross.

Figure 6: A simple 2 in, 2 out cross (2-x-2)

Together with some variants of the cross, the cardinality of a (small) hotspot can be analysed. These
variants are described below, and in Figure 7 they are further depicted.

1 in, 3 out cross (1-x-3) Same as the normal cross, but with only one leg incoming to the centre, and
all other legs outgoing.

2 in, 2 out cross with a corner (2-x-2-corner) With the original cross as a basis, the top right
corner of the graph is now connected to the top left corner with two (new) intermediate vertices.
In addition, two intermediate vertices now also generate a path from the top right corner to the
bottom right corner. Note that this now creates a cycle between the centre, top right corner, and
top left corner.

2 in, 2 out roundabout (2-o-2) A similar structure as 2-x-3, but the centre vertex is replaced by
a cycle (roundabout) of 4 vertices. Each leg is connected to a different vertex in the cycle. This
means that in total there are 12 vertices.
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(a) 1-x-3 (b) 2-x-2-corner

(c) 2-o-2 (d) 1-o-3

Figure 7: Variants of the cross pattern.

1 in, 3 out roundabout (1-o-3) Same as the 2-o-2 but with an incoming leg being replaced by an
outgoing leg.

In Table 12 the cardinality for each of those graphs is depicted. Notice how for both 2-x-2 and 1-x-3

the cardinality per distance is strictly non-increasing, despite the presence of a vertex with a total degree
of 4. Only when multiple such vertices follow each other — either directly or with intermediate vertices
— the amount of new paths reaches a peak at a distance when d > 1. After reaching this peak, the
amount of new pairs for both 2-o-2 and 1-o-3 drops significantly for the subsequent distances (it is
roughly halved for each additional step). For 2-x-2-corner, in part due to the relatively long cycle, this
significant drop is deferred.

As a conclusion, a single “hotspot” on its own does not yield a surge in cardinality. It requires neigh-
bouring hotspots to cause a peak in cardinality to occur at a path length higher than one. Trivially, the
higher the degree of a “hotspot”, the higher the amount of paths in the base relation. The differences
in cardinality between 2-x-2 resp. 1-x-3 and 2-o-2 resp. 1-o-3 show that the total degree of a vertex
is not the most important indicator, but rather the product between the in-degree and out-degree (as
mentioned in 4.1).

To further emphasise the importance of the product, the indicator may be changed to the product
of the logs, i.e. log2 in · log2 out. Note however that — as log2 1 = 0 — the log-product ignores patterns
where a vertex with a high in-degree but out-degree 1 is connected to a vertex with in-degree 1 and a
high out-degree. Effectively, these two vertices together act as a singular hotspot, but the log-product
would completely disregard them.
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Distance 2-x-2 1-x-3 2-o-2 1-o-3 2-x-2-corner

1 8 8 12 12 14
2 8 7 12 12 15
3 8 6 13 13 16
4 4 3 16 15 16
5 0 0 10 8 15
6 - - 4 3 14
7 - - 1 1 12
8 - - 0 0 2
9 - - - - 0

Total 28 24 68 64 104

Table 12: Cardinality for cross-related graphs

(a) round-6 (b) glasses-6

(c) round-6-and-10 (d) cassette-6

Figure 8: Variants of the cycle pattern.

4.2.2 Cycle-related patterns

For cycles, all patterns are based on a simple cycle with 6 vertices (round-6), connected by 5 edges.
Beyond a simple circle, three variants are made. All four graphs together are depicted in Figure 8

Cycle with detour (round-6-and-10) This graph is based on round-6, but has a chain of 6 vertices
tied to it. This chain forms a secondary path between two vertices in the cycle which are on opposite
sides of the cycle (i.e. have distance 3 to each other). Figure 8 (c) shows a visual representation of
this graph.

Two cycles, one mutual crossing (glasses-6) Two identical copies of round-6, with two edges con-
necting the two cycles. The source of one edge is the target of the other edge, and vice versa, making
the connection bi-directional.

Two cycles, two one-directional crossings (cassette-6) Similar to glasses-6, except that the
cycles of 6 are connected in a slightly different way. This can be shown best with Figure 8. Where
glasses-6 connects both cycles through vertices 14 and 21 (in both directions, cassette-6 con-
nects the left cycle to the right with an edge between vertices 13 and 22, and in the other direction
through vertices 26 and 15. Although the resulting cardinality should be the same, the cardinality
distribution should differ.
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In Table 4.2.2, the cardinality is shown of the above graphs. Note that all round-6 has 6 vertices,
and the other graphs 12 vertices. round-6 shows that the cardinality of a cycle is constant, until the
path length matches the cycle length. After the that, the new paths drop to zero.

For the other graphs, the resulting cardinality is the same, but the distribution across path lengths
is varying. For round-6-and-10, the cardinality is relatively well distributed, with the peak lying at
c6 = 20. All distances except c11 yield a cardinality of at least 10. For glasses-6, both c5 and c6 are
maximum at 22 new paths. However, c7 is less than half of c5 and c6. Finally, cassette-6 has the
highest peak with c6 = 24. However, after this peak, any subsequent values of c are identical to the ones
of glasses-6.

Overall, the latter three graphs have the same cardinality (as they have the same amount of vertices),
and also the same amount of edges. Thus, although the total cardinality of a cycle (or a chain of cycles)
can be easily determined, the distribution of this cardinality depends on the exact connections between
the vertices.

In conclusion, round-6 a simple cycle yields a consistent amount of new paths, until the current
path length of the TC calculation matches the cycle length. Depending on how cycles are chained (or
branched) the distribution of paths by length may differ. As long as all vertices have connections to all
other vertices however, this will not have any effect on the final TC.

Distance round-6 round-6-and-10 glasses-6 cassette-6

1 6 13 14 14
2 6 14 18 16
3 6 15 18 18
4 6 16 20 20
5 6 18 22 22
6 6 20 22 24
7 0 13 10 10
8 - 12 8 8
9 - 11 6 6

10 - 10 4 4
11 - 2 2 2
12 - 0 0 0

Total 36 144 144 144

4.3 Middle and cycle analysis algorithm

The previous sections clearly suggested the importance of middles for the total cardinality of a TC.
Both cycles and hotspots are middles, and both may contribute significantly to the cardinality of a TC.
Assuming a uniform distribution of edges, the more middles are connected to each other, the more likely
it is that the cardinality of the TC will be high. In particular, it is of interest to be able to say something
about how far vertices are from a sink or origin, preferably with an efficient algorithm.

Algorithm 4 makes it able to analyse middles and cycles relatively efficiently. The purpose of this
algorithm is to iteratively remove the outer ends of the graph — that is, origins and sinks — until either
an empty graph remains, or a fixpoint is reached. This fixpoint — a residual of the original graph —
contains solely edges whose source and target are middles. This graph contains two kinds of edges and
vertices:

1. All vertices and edges that are part of a cycle.

2. All vertices and edges that connect two or more cycles with each other.

The final squeezed graph is of interest, as now the amount of cyclic edges and vertices have a tighter
upper-bound. All vertices that are not part of the squeezed graph are not part of a cycle, nor do they
connect any cycles. They can therefore be seen as branches. In addition to this property, any statistics
that can be derived from this residual can also be of interest.
Beyond the final residual graph itself, information about each iteration of the algorithm may be used as
well. At each iteration, it is relatively cheap to calculate the size of Ei and Mi (so |Ei| and |Mi|). This
data can be used to analyse how many vertices are close to the outer ends of the graph, and thus do not
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play a major role in the total cardinality.

Algorithm 4: MiddleSqueeze(G)
Input: A directed graph G that functions as the base relation
Output: A set of vertices V , and a set of edges E which are part of a subset of G. This subset

contains all cycles in the graph, and the vertices/edges that are part of a connection
between two cycles.

1 E0 ← {all edges in G } ; // First iteration is the base relation.

2 S0 ← {all sources in E0}
3 T0 ← {all targets in E0}
4 M0 ← S0 ∩ T0

5 i← 0
6 δ ←∞
7 while δ > 0 do
8 i← i+ 1 ; // Increment i by one.

/* All paths that do not contain any non-middles */

9 Ei ← {(s, t) | (s, t) ∈ Ei−1 ∧ s ∈Mi−1 ∧ t ∈Mi−1}
10 Si ← {all sources in Ei}
11 Ti ← {all targets in Ei}
12 Mi ← Si ∩ Ti
13 δ ← |Mi \Mi−1| ; // The reduction in middle vertices.

14 V ←Mi

15 E ← Ei

16 return V ;E

4.3.1 Example run

Figure 9: A graphical depiction of the squeeze algorithm.

Figure 9 shows an example of how the squeeze algorithm works. Except for the red vertices (origins
91, 92, and sinks 31, 3212, 3222), all vertices are middles. Thus, for the base graph, |M0| = 9, and for i1
9
13 vertices are middles. By taking these aforementioned vertices out of consideration, a second ‘layer’ of
origins and sinks can be determined. In this case, after the red vertices are removed, the orange vertices
(origin 1 and sinks 3211 and 3221) are non-middles. This makes |M1| = 7 (two vertices removed relative
to M0), and thus δ = 2. At the start of i2, 6

9 remaining vertices are therefore middles.
This process can be run iteratively until no middles remain (M = ∅, or until M reaches a fixpoint.

In this example, the middle/total ratio is i3 = 4
6 , i4 = 3

4 , and i5 = 3
3 . As now the amount of vertices stay

the same, a fixpoint is reached. This fixpoint consists of vertices 21, 22, 23 (the green vertices) which
together form a cycle.

Note that one iteration of the algorithm do not necessarily correspond to an increase of path length by
1. Because the algorithm trims both sources and sinks at once, this decrease of path lengths is anywhere
between 1 and 2. In the aforementioned graph, the longest paths have length 6, whereas the algorithm
took only 5 iterations to conclude a fixpoint was reached.
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4.3.2 Running time analysis

Line 1 of the MiddleSqueeze algorithm is simply a variable assignment (of the input). Lines 2-4 are
all linear relative to the amount of pairs in the graph. Line 2 goes through all pairs to find the set of
sources, and line 3 seeks the set of targets. Line 4 performs an intersection on those two sets which is
once again linear (take one set as a basis, then check per element the membership in the other set, which
takes constant time). Line 5 is trivially constant.

Then, inside the while-loop:

• Line 7 trivially takes constant time per iteration.

• Line 8 performs a linear scan through all paths to check for each path if the source exists in the
middle set (constant check) and if the target exists in the same middle check (also constant). As
it’s linear times constant, it is therefore a linear operation as a whole.

• Lines 9-11 are similar to lines 2-4 and are linear per iteration of the while-loop.

Then it remains to argue about the amount of iterations the while-loop needs before terminating.
Although in most cases this means that the amount of iterations is roughly half of the largest a-

cyclic path length, this is not necessarily the case. For example, if a cycle has path connected to it that
functions as a very long tail (meaning that the vertices are all in one direction), only one vertex of that
tail is removed per iteration of the while-loop. Thus, the worst case is this distance (expressed as dmax).
Thus, the runtime is O(Ebase ∗ dmax).

In general, this algorithm should only take a fraction of the time to calculate the full TC. An exception
to this is when the graph is a long chain of vertices, in particular with one cycle at either end (but not
both ends). Then, the dmax is roughly equal to Ebase making the final execution time O(E2

base). However,
this is a very specific case which arguably sparingly occurs in reality.

To ensure that such an algorithm will not yield an inefficient estimation algorithm however, one could
bound the maximum amount of iterations the while-loop will execute, for example to a fixed number or
log2Ebase. For this, the assumption is made that for larger graphs it is unlikely that the largest path is
anywhere near the total size of the graph.

4.3.3 Possible enhancements

This algorithm can be enhanced with several methods which should not be computationally expensive.
Two such enhancements are described below:

1. Cycle detection. The algorithm is capable of significantly reducing the amount of vertices that
are potentially in a cycle, but not yet able to determine the exact number of cyclic vertices, nor
conclude anything about the (average) size of such cycles.

2. Distinction between origin elimination and sink elimination. As mentioned previously, the al-
gorithm is least efficient when there is a large imbalance between sinks and origins. Possible
enhancements may take this imbalance into consideration, to be able to more accurately conclude
something about a chain of middles.

4.4 Use in cardinality estimation

Using the information provided by the synopses in sections 3.1 and 3.3, along with the intermediate
information and residual graph gathered from the algorithm in section 4.3, a new cardinality estimation
methods can be made, using properties related to middles as the core indicator.

From the synopses, the average in-degree and out-degree can be calculated by dividing the amount of

pairs by the amount of vertices (i.e. Ext1.deg, |P ||V | ). However, this formula assumes that the amount of

vertices with incoming edges is the same as the amount of vertices with outgoing edges, thereby ignoring
the notion of origins and sinks.

It is, however, possible to more specifically determine what the average degree is — given whether a
vertex is an origin, sink, or a middle. Let S ⊆ V be the set of all sources in a graph, and T ⊆ V be the
set of all targets in a graph. Then, M = S ∩ T defines the set of middles (which are both sources and
targets).

Let degin denote the average in-degree of a vertex within a set, and degout the average out-degree.
Then, it is possible to define degin and degout conditionally on T and S respectively. This is because by
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definition, any vertex v ∈ V ∧ v /∈ T is has an in-degree of 0 and is therefore an origin. Similarly, if a
vertex w ∈ V ∧w /∈ S, it is a sink and has an out-degree of 0. As for these vertices the exact cardinality
is known, they can be filtered from degin and degout to obtain a more realistic degree conditional on
being in S or T :

(degin | T ) =
|E|
|T |

(5)

(degout | S) =
|E|
|S|

(6)

When uniform distribution is assumed, these two formulae can be used to form the average degree of the
set of middles M , as M = S ∩ T . Thus:

(degin · degout | T ∩ S) = (degin · degout |M) =
|E|
|T |
· |E|
|S|

(7)

Example 4.1. Predicate 90200913 has 26306 edges, 8056 vertices with outgoing edges (i.e. non-sinks),
and 9153 edges with incoming edges (i.e. non-origins). Then (degin | T ) would be equivalent to 25819

9153 ≈
2.821 and (degout | S) = 25819

8056 ≈ 3.205. The product of these two values then becomes the expected
degree of a middle, given that a middle is both a non-sink and a non-origin. Hence, the expected
middle-degree for predicate 90200913 is 2.82 · 3.20 = 9.041.

Through Algorithm 4, information about the distribution of middles can be gathered. As for each
iteration it is known how many vertices are part of the residual and how many are remaining, it is known
how many middles are near an edge of a graph (and thus unlikely to contribute much to the cardinality).

Hence, a cardinality can be made that combines the middle-degree formula with the insights gained
from executing Algorithm 4.

4.4.1 Proposed formula

Let G be a graph, and let V be all vertices in G. Then, let q̂ be the expected reach of a vertex v ∈ V .
The reach is defined as the amount of distinct paths in the final TC which have v either as their source
or as their target. By (7), the average degree of a middle is determined. For vertices that are eliminated
in Algorithm 4, q̂ also has an upper-bound |V |. As explained in section 4.3, only vertices which are not
part of a cycle can be eliminated in the algorithm. Therefore, if v, w ∈ V and (v, w) is a source-target
pair in the TC, then (w, v) cannot be a source-target pair in that same TC, leading to this upper-bound
of |V |. This upper-bound is in place as to prevent a cardinality estimation trending towards infinity.
With this information, along with i denoting the iteration number of an execution of Algorithm 4, and
with M , S, and T defined as in section 4.4, q̂ can be defined as:

q̂ = min

(
(degin · degout |M)i, |V |

)
= min

((
|E|
|T |
· |E|
|S|

)i

, |V |

)
(8)

From (8) it can be derived that the upper-bound is reached when:

i ≥ log(degin·degout)
(|V |)

For each iteration of Algorithm 4, the variable δ is stored, which indicates the amount of middles that
got eliminated at iteration i. For a middle m ∈M to be eliminated in iteration i, it means that it took
i iterations of MiddleSqueeze for m to not be a middle anymore in its residual graph. Let k be the
total amount of iterations of an execution of MiddleSqueeze. By multiplying the amount of eliminated
middles per iteration (δi) with the q̂ of that iteration (denoted as q̂i), the contribution of that iteration
to the size of the TC can be estimated:

̂|TC| =
k∑

i=1

δi · q̂i (9)

Note that (9) does not make a prediction about the amount of new paths at a specific distance — unlike
the estimators in section 3.5. As the algorithm does not explicitly discriminate between sources and
targets when eliminating middles, no assumptions are made about total path lengths. With some future
enhancements, however, it may become possible to say something about the distribution of path lengths.
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4.4.2 Analysis of proposed formula

The MiddleSqueeze algorithm and its subsequent estimation formula (9) (to be named Squeeze for
comparison purposes) are run on the same graphs as in sections 3.4 and 3.5, in order to be able to
compare performance. Table 4.4.2 shows the estimated cardinality, actual cardinality, and the ratio
between the two. In addition, dmax depicts the longest (calculated) path length in the graph, whereas
imax depicts the amount of iterations it took for MiddleSqueeze to come to a fixpoint.

Predicate Estimation Actual cardinality Ratio dmax imax

20139837 3731 18960 0.1968 24 11
90200913 3 640 435 4 968 963 0.7326 26 21
39421732 529 1830 0.2891 54 26
39411680 896052 103871 8.627 228 138

Table 13: Estimated total TC cardinality based on squeeze algorithm

In the table, it can be observed that for the first three predicates, the estimator underestimates the
cardinality to roughly 20-75% of its actual size. The cardinality estimation of the largest TC (90200913)
is a lot more accurate compared to SimplePred and EulerOne (see section 3.5 for their respective
estimations). In terms of execution time, a Python implementation of Squeeze (including the associated
algorithm) takes 0.147 seconds to run for predicate 90200913, whereas the computation of the actual TC
takes 13.2 seconds.

The underestimation of the cardinality for these three predicates can be explained by the following
factors:

1. Cycles and their relative contributions are not taken into account. Neither are the middles that
connect cycles. Together, these two form the residual output of MiddleSqueeze.

2. Unlike SimplePred and EulerOne, this prediction does not take the maxmin into account. As
explained in section 3.5, the maxmin synopsis how mutually balanced the amount of receiving
vertices (i.e. |T |) is relative to the amount of giving vertices (i.e. |S|). In this case, this is not
taken into account, but only the expected reach from (8).

Contrary to the first three predicates, predicate 39411680 is overestimated with a ratio of roughly 6.2.
The most probable cause for this is the relatively high value for dmax. As can be seen in Figure 4
(d), the cardinality of this predicate has a rather long tail with a low cardinality. To some extent
this is related to the worst-case execution in section 4.3.2, except that dmax is still relatively small
asymptotically. For this predicate, q̂ = min(1.1495i, 3804), meaning that the upper-bound is reached
when i ≥ log1.1495(3804) ≈ 59.2. Hence, in this case, there are 79 iterations of the algorithm for which
q̂ = 3804, chiefly caused by this tail. This tail can also be seen when further analysing the αω for this
computation, as the αω for the highest path length equals 2 — whereas the second-highest path length
with an αω is 126.

Nevertheless, the ratio is below 10, meaning that in terms of orders of magnitude the estimation is
still relatively accurate.

5 Discussion

In this paper, several methods to estimate the cardinality of a transitive closure have been discussed.
Most use synopses, but another approach uses randomisation (Cohen, 1997). The predictor from Bonifati
et al. (2018) is intended to be used for cardinality estimations of TCs that concern a join of two predicates.
However, when the formula is applied on a simple closure — a closure that uses only concerns one label,
in this case by using the same label twice in the formula — the cardinality estimation trends to infinity
and is thus useless for estimating the (finite) cardinality.

Analysis of computed cardinality has shown some particular behaviour of the transitive closure. As
can be observed in Tables 2 and 3, along with Figures 2 and 3, once the graphs surpass their cardinality
peak, a series with a fairly consistent d′ and d′′ is visible. In both instances, the series end at a point
where the cardinality becomes small enough for any subsequent estimation errors to be negligible. The
presence of a consistent d′′ series may indicate that the cardinality estimation problem can be shifted to
a prediction for which path length cardinality peaks. Given that (3) does not take into account peaks at
all, and that (4) often mispredicts the magnitude of the peaks — and its corresponding distance — the
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peak estimation can be improved. Both formulae currently use only maxmin, but based on the analysis,
it can be concluded that the inclusion of overlap and/or deg may improve the estimation. For further
research, an estimation of the distance d which corresponds to the peak in cardinality is proposed, for
which the following formula is proposed as a starting point:

d̂∆cmax
=

⌊(
Ext1.deg

Ext1.maxmin

)2
⌉

(10)

Provided that the overlap of the respective graph is not small (for example, < 0.15), this estimation
should be relatively accurate, at the very least for all graphs and predicates mentioned in this paper.

Another issue with the cardinality estimation is described in section 3.6. Although the estimators
predict relatively well on some predicates, there exist graphs with greatly different TC cardinalities
that nevertheless share the exact same synopsis values. This is a fundamental problem when using the
synopses mentioned in this paper. One possible method for overcoming this problem is by performing
one or more randomised walks through the graph, similar to Cohen’s estimation method. In the paper of
Cohen (1997), the focus is on calculating reachability sets of all individual vertices — that is, calculating
how many vertices can be reached from a specific vertex. This estimation can also be applied conversely
— to determine how many vertices can reach a respective vertex — by reversing the directions of the
edges.

In Chapter 4, a different approach is taken towards the cardinality estimation of a TC. Rather than
focusing on synopsis or randomised walks, the focus is on middle vertices and their behaviour. Based on
an analysis of middles, an algorithm was made to help estimating the total cardinality of a TC. The pur-
pose of this algorithm is to determine to which extend middles are neighbouring middles, as to estimate
the reach of a specific middle. At this moment, this estimation is relatively simple yet extendable. For
example, the estimators formula (9) does not incorporate a correction for cycles. However, the output
of the algorithm (Algorithm 4) does allow for relatively cheap cycle-based optimisations. Furthermore,
possible future research could involve the notion of incorporating maxmin into this estimation. In section
5.1, the three estimators are compared in greater detail.

Cohen’s techniques rely on randomisation rather than synopses. These techniques can be applied for
a cardinality estimation of the TC, as this is equivalent to the sum of the size of all reachability sets.
Thus, a combination of a synopsis-based method and a randomised method may be of interest for future
research.

5.1 Comparison between estimators

Table 5.1 depicts a comparison of all cardinality estimators introduced in this paper. To this end, the
estimated cardinality for four predicates is shown, along with a ratio relative to the true cardinality for
each of the estimators.

Predicate Cardinality Squeeze Ratio SimplePred Ratio EulerOne Ratio

20139837 18960 3722 0.1963 9882 0.5212 13 887 0.7324
90200913 4 968 963 3 640 433 0.7326 214 891 0.0457 497 289 0.1058
39421732 1830 514 0.2808 685 0.3743 2195 1.199
39411680 103871 896025 8.626 95 155 0.9161 392 187 3.776

Table 14: Comparison between the tree cardinality estimators

All estimators have their strengths and weaknesses. The lowest expected/reality ratio is 0.0457, and
the highest ratio is 8.626. This means that all estimations on the predicates shown are within 1
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and 10 times the actual cardinality. In particular, all estimators are the closest to the actual value
for at least one predicate. Nevertheless, there are noticeable differences in how they are inaccurate.
By design, EulerOne always estimates higher than SimplePred, meaning that their if EulerOne
overestimates the cardinality, then SimplePred overestimates even more. Similarly, if SimplePred
underestimates the cardinality, then EulerOne underestimates as well. On the contrary, Squeeze
estimates independently, leading to different causes of inaccuracy.
Although the Squeeze estimator is not outstandingly more accurate than the other estimators, it is
probably the most useful for future work. The reasons for that are explained below:

1. The estimator has a much more thorough mathematical foundation than the other two estimators.
Furthermore, it uses the fundamental structures of graphs — such as middles and adjacency analysis
— more than the other two estimators.
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2. As a consequence, the inaccuracies of this estimator are much easier to clarify than with the other
estimators. In particular, the underestimations for the first three predicates are in line with the
expectation that the residual of Algorithm 4 is not taken into account.

3. The estimator is relatively easy to enhance, for example by performing cycle analysis on the residual
of Algorithm 4.

4. As the algorithm appears to estimate predicate 90200913 significantly more accurately than the
other estimators — the predicate with the highest closure size — this may indicate that the al-
gorithm scales well as the cardinality increases. This is important to consider, as an inaccurate
prediction for larger closures is more consequential than for relatively small closures such as pred-
icate 39421732.

5. The overestimation for predicate 39411680 is the result of a long tail in the graph. Before analysing
the accuracy of the estimator, it was already expected that this estimator would not cope well with
long tails. The overestimation of this predicate merely confirms that.

All of this comes with one major drawback, namely that the Squeeze estimator is more computationally
expensive than the other two estimators. However, in most cases, the execution time of the algorithm
is either negligible or takes only a fraction of the time of a full TC computation (as mentioned in
section 4.4.2). Another drawback is that at this point, Squeeze does not conclude anything about the
cardinality of specific path lengths, but as future work this should also not be too complicated to add.
In short, all estimators have some predicate for which they perform the best, but the performance of
Squeeze is the most explicable, whereas EulerOne is essentially a tuned version of SimplePred.

5.2 Other future work

Besides the future work proposals in the discussion above, there are several other research topics that
may be interesting to analyse. Some further ideas are described below.

• Identify other patterns alongside the one in Figure 5 that yield the same synopsis values yet highly
different cardinalities.

• Investigate new synopsis values (or algorithms) that can differentiate between graphs that cannot
be differentiated yet.

• Analyse whether is relevant for maxmin which one of Syn1.in or Syn1.out is the dominant factor.

• Rather than checking the total degree, analyse whether the ratio between the average in-degree and
out-degree can supplement the estimation algorithms. In addition, an analysis can be performed
on its relation to maxmin.

• Analyse whether disjoint vertex clusters can be found efficiently, and whether cluster analysis helps
estimating the TC size.

6 Conclusion

This paper concerns cardinality estimation for transitive closures on graphs. The state-of-the-art consists
of a formula intended for a closure on a regular expression containing multiple predicates, rather than
just one. However, it has several shortcomings, such as the tendency to trend to infinity as the path
length increases, whereas every finite graph has a finite transitive closure. This paper proposes additional
synopses, and using these synopses, additional cardinality estimation formulae. Analysis of cardinality
computations on multiple graphs show that, upon reaching a peak, the cardinality of the TC at a certain
distance decreases with a consistent rate, indicating that the cardinality estimation problem can possibly
be specified as a peak estimation problem.

Two of the proposed formulae exploit a newly proposed synopsis in the paper, maxmin, which denotes
the rate of imbalance between the amount of in-vertices (vertices with incoming edges), and out-vertices
(vertices with outgoing edges). A third formula uses an algorithm which performs analysis on middle

vertices (vertices with both incoming and outgoing edges) and its adjacent vertices. Although the
proposed formulae are simple, they form a solid basis for an improvement on cardinality estimations,
along with the provided synopses. The proposed formulae are relatively accurate on some graphs, but
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have shortcomings on others — mostly due to their simplicity. Some methods and synopses proposed
have as limitation that they are unable to discriminate between certain graph patterns, despite these
patterns yielding greatly different cardinalities. Another method is more mathematically founded, but
more expensive to compute. For that reason, it is proposed in the discussion to consider enriching the
synopsis-based cardinality estimation with one or more random walks through the graph, in an attempt
to distinguish graph patterns better. The middle-based cardinality estimation can be improved in similar
ways, for example by adding cycle detections.
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