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Abstract—SQL is a typical query language for performing
data analytics. Although its usage is ubiquitous, learners ex-
perience that query formulation in SQL is error-prone and
time-consuming. Prior research has shown that this is due to
low expressive ease, extensive training requirements and high
cognitive load, all of which present a significant burden for SQL
learners. Visual representations can assist learners to significantly
lower this burden. The current dominant paradigm aims to
facilitate SQL querying by helping users to avoid the syntax
of SQL. Such Visual Querying Systems (VQS), however, are
not effective for SQL learners as they hide the syntax of the
language during query formulation, rather than assisting learners
to write correct queries in SQL. Furthermore, training with
VQSs is system specific, which leads to system dependency for
learners. We argue that novices need support from Visual Query
Representation (VQR) solutions which, instead, help them in
learning how to write correct and portable SQL queries. In this
paper we present SQLVis, a VQR to support novice SQL users
in query writing. Our system represents the query as written in
SQL by the user, which can improve the SQL writing proficiency
of its users. Results of an in depth empirical study demonstrate
the significant value of SQLVis for learners.

Index Terms—Query languages, Visualization techniques and
methodologies, Computer Science education

I. INTRODUCTION

Data is commonly stored in relational databases. The most
popular language through which this data can be queried is
the Structured Query Language (SQL). Previous research has
shown that using SQL is difficult and error-prone [1], [10],
[21]. Extensive training is required before one can use SQL
effectively. In addition, the cognitive load of writing queries
is high [4], [28]. There are various aspects that may play a
role, for example: keeping the database schema in working
memory, the system only catching certain types of errors, low
expressive ease, and losing track of your query while writing
it [11], [28], [31]. These issues occur especially for novices,
which hinders the process of learning SQL.

Despite the high barrier to entry, SQL is ubiquitous [37], in
education and practice. To simplify the querying process, many
researchers have presented methods that allow for visual query
building, such that no knowledge of syntax is required for writ-
ing queries in SQL [22], [30], [35], [39]. Such Visual Querying
Systems (VQS) generate a query from a visual representation
constructed by the user. A VQS simplifies interactions with the
database by abstracting away from the language syntax, which

Fig. 1: A user query and its corresponding SQLVis visual-
ization. Tables are encoded as nodes, and constraints that link
tables together as edges. The returned attributes are highlighted
in orange, column based contraints in green.

leads to increased information throughput [8]. However, they
also increase system dependency, as a VQS obfuscates syntax
instead of supporting the learning of SQL.

Another approach to using visualizations to support query
formulation is to generate a representation from a written
query. This can either be done by annotating the result table,
or in the form of a separate visualization. We call the former
Visual Result table Representations (VRR), and various such
systems exist [9], [14], [23], [29]. However, this approach does
not scale well for queries involving many (or large) tables,
or queries with many results. In contrast, a Visual Query
Representation (VQR) is a visualization that represents the
query, without taking into account the result table. This has the
advantage that the representation is relatively small and more
structured than a representation on the result table. Figure 2
contains an overview of the three types of visual tools.

The VQR approach of query formulation and post-hoc
visualization, facilitates the learning of the query language.
In addition, a VQR supports the learner by visualizing the
meanings of SQL commands, keeping track of query formu-
lation, and relieving the user of the burden of keeping the
database schema in memory. Juxtaposing the representation
and the query can help the user understand the effect of using
various SQL clauses. So, contrary to the VQS approach, with a
VQR we can support the learner, while also familiarizing them
with SQL. For learners, a VQR is also preferable over a VRR
as the former is a more direct and compact representation.
Through all these advantages, a VQR can be a great aid in
database education and training.978-1-5386-5541-2/18/$31.00 ©2021 IEEE
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Fig. 2: (a) In a VQS, query text is implicit. (b) A VRR
is generated from user-defined SQL queries, and shows a
visual representation as a highlight on, or conjuction of,
(intermediate) result tables. (c) Similar to b, a VQR represents
the user-defined query, but do this disjoint from the result table.

VQR is a relatively new and novel approach, representing
a paradigm-shift from user to learner. To our knowledge,
QueryVis is the only prior VQR work [25]. In contrast to sup-
porting learners during query formulation, however, QueryVis
focuses on interpretation of existing queries. This leads to a
difference in design decisions that we present in Section III.
Our contributions. In this paper we present SQLVis1, a Visual
Query Representation for SQL learners. SQLVis leverages
a graph-based query representation. A graph structure for
VQR increases understanding by adding information, as SQLs
implicit relations in the data (through foreign keys) can be
confusing. SQLVis makes these foreign key relations explicit,
which lowers cognitive load.

We proceed first with grounding the design of SQLVis in the
literature on SQL- and graph visualization. When then analyze
SQLVis with respect to two research questions:
Q1 How do users assess SQLVis?
Q2 What is the effect of using SQLVis on the query formu-

lation process?
We evaluate Q1 and Q2 with a qualitative and a quantitative
study, which show that SQLVis is evaluated positively and
query formulation through SQLVis leads to fewer mistakes
than query formulation without SQLVis. We conclude with
pointers for future research building upon our contributions.

II. RELATED WORK

A. Visual representations and cognitive load.

In this section we give an overview of reasons why adding
a visual representation to a system can be beneficial. First
of all, a visual representation provides the opportunity to
apply parallel processing. This is possible due to the fact that
short-term memory gathers information through two separate
channels within working memory: the visuo-spatial sketchpad
and the phonological loop. The first presents the working
memory with visual input, the second propels verbal and
textual information. Both these information channels and the
working memory as a whole have a limited capacity. The
amount of working memory resources in use is called the
cognitive load. The concept that the chosen learning method
influences cognitive load was posed by Sweller [36].

1https://github.com/Giraphne/sqlvis

Queries in SQL are purely textual, processed in the phono-
logical loop. By adding a visual representation in the interface,
some load can be taken off the phonological loop by redis-
tributing it to the visuo-spatial sketchpad. This dual-coding of
information has a memory-enhancing effect through freeing
of resources [13], [20], [33]. This holds especially in cases
where the textual and visual data are highly related [19], close
together and present new information [33].

There are various ways in which a representation can
support data analysis: through parallel processing, as external
memory, and by imposing structure on the data [40]. Yung et
al. found that a visual representation helped their participants
focus on their attention on the most essential elements [42].

Visual representations can also aid the development of
appropriate mental models. Schnotz et al. found evidence
of a correspondence between the structure of a graphical
representation and its associated mental model [33]. There
also seems to be an effect of experience: as their knowledge is
typically fragmented [13] novices benefit from pictures in text
[33]. Much of the information presented to an expert is already
in their long-term memory and thus will not overwhelm them
[13]. However, incorrect pictures may confuse experts, thus
a representation needs to be appropriately designed [33]. The
integration of new information with existing knowledge is an
essential part of meaningful learning [26].

B. Representing SQL queries.
As research has shown that one of the main problems

in query formulation is high cognitive load [4], [28], SQL
can profit from this effect of visual representations. Indeed,
recent work has underscored the importance of further research
on visual support for query formulation [16]. High cognitive
load leads to errors in query formulation, with specific SQL
keywords that users make the most mistakes in. Examples of
difficulty-inducing concepts are aggregate functions such as
AVG, COUNT and MAX [7], [37], grouping constructs such
as GROUP BY and HAVING [1], [7], [23], [28], [37], and
concepts such as subqueries and negation [27], [37].

Subqueries can be difficult to understand due to their intrin-
sic nested nature. Queries can contain many levels of nesting,
making them hard to write, and even harder to understand.
For the visual representation of subqueries, there is a clear-
cut answer: delimiting each level of nesting and each subquery
within that with a box, nesting the boxes as the queries
are nested. This is supported by earlier research, such as
[38]. Another method is to represent nesting through directed
arrows, which indicate a reading order [17].

There is less consensus on the optimal way to represent
negation. It is relatively easy to show the presence of a
concept, but how does one show something that must not
be there? Earlier work suggest the use of complementary
colors, distinguishing between existing and not existing [24].
Others suggest different borders for different types of complex
operations (including conjunction and disjunction) [5], [17].
The most primitive form of negation through colors and
borders is the notion of a ‘cut’, as introduced by Peirce in
the 19th century [12]. Finally, negation can also be expressed
through the use of symbols such as ¬ or ∼ [12].

https://github.com/Giraphne/sqlvis


There are various aggregate functions available in SQL. All
correspond to mathematical functions that can be evaluated on
the data. They are always called on one or more columns in
the data, and thus it would make sense to highlight them there.
Thalheim developed Visual SQL [38], a representation of SQL
as boxes and connections. They define aggregation elements
as algebraic expressions that are added to the unit on which
the expression is applied. Similarly, Leventidis et al present
aggregates in the column of the schema that they are applied
on [25], similar to how they appear within the query.

Of all the SQL concepts, GROUP BY has been shown to
be one of the most difficult. As with aggregation, GROUP BY
is usually called on one (or more) columns within a table. We
therefore can apply the same principle here as before, either
the attribute can be highlighted, or we can add text. Where
Leventidis et al. chose to go with textual representations for
aggregation, for GROUP BY they go with a grey highlight
on the attribute [25]. In SAVI, Cembalo et al. also chose to
display GROUP BY as an highlight on the column they group
by [9]. Thalheim mentions that operations, such as GROUP
BY, are added to the units, but do not show an example [38].

Besides GROUP BY, JOIN is one of the concepts that
students make the most mistakes with. Joining tables is a very
abstract concept, as it creates relations between tables that are
only implicitly available in the data. A visual representation
of this concept can be beneficial, as the explicit drawing of
lines, or edges, shows in detail what is implicit in the JOIN
condition. These edges also present us with a medium for
displaying comparisons between attributes.

One of the most traditional forms of graphs to represent data
were Conceptual Graphs [34], which were used to represent
database schemas. Conceptual Graphs can be used as graph-
based knowledge representations, translating text into graphs,
which is similar to our application of SQLVis as a graph
translation of the SQL query.

Another system that is similar to SQLVis is QueryVis.
QueryVis is a system which simplifies the interpretation of
SQL queries by generating visual representations [25]. Their
representations are also graph-based, in the sense that each
table in the query becomes a separate entity, and there are
lines connecting them. The focus in their work is on query
interpretation (of existing queries), rather than on query com-
position. Our study focuses on query formulation, and the use
of visual representations to support this.

As discussed in the Introduction, various Visual Query-
ing Systems exist. These VQSs allow users to avoid writ-
ing queries textually, instead using visual representations or
highlighting data. They thus do not focus on representing
the queries themselves. Besides VQS, some Visual Querying
Languages exist. One example of a visual querying language is
QBE [43] which allows for querying databases through visual
tables. SQLVis has similarities to QBE in the visual sense, but
there are two significant differences. First, our representation
is styled as a graph, highlighting the implicit connections
between tables in a query by drawing them. Second, our rep-
resentation is intended as an educational support mechanism
and thus requires the users to write their own SQL queries
instead of generating the query from the visual representation.

C. Graph visualization principles.

As SQLVis is a graph-based VQR, the design is informed
by research on graph visualization.

The leading theory behind drawing static graphs are the
Gestalt principles, which represent basic elements of percep-
tion, e.g., elements with common features (such as color) are
often perceived as groups. Bennett et al. [3] distinguished
between principles for combination (similarity, continuation,
proximity) and principles for segregation (symmetry, orien-
tation). This use of rules guiding perception can aid in the
drawing of graphs as they present good aesthetics [3]. Ware et
al. [41] also focus on Gestalt principles in graph drawing.
They promote the principle of good continuation: paths in
graphs are better perceived if the nodes along the path form
a smooth continuous sequence and, furthermore, paths can be
emphasized if the line connecting them is curved [41].

In addition to Gestalt principles, graph visualization heuris-
tics have been proposed. These can be divided into categories
for node placement, edge placement and graph layout; further-
more, domain-specific heuristics can be applied [3]. Examples
of node placement include an even distribution of nodes and
the clustering of related nodes, as well as the maximization
of node orthogonality [3]. Spatial alignment within a graph
is important as it is one of the ways in which cognitive load
can be reduced [26]. Edge placement recommends that edges
should cross as little as possible, and maximum edge length
should be minimized while minimum edge length should be
maximized [3]. In addition, edge bends should be uniform.
There are various types of graph layout algorithms, including
force-directed layouts, attribute-based layouts and constraint-
based layouts [18]. A subset of constraint-based layouts are
the hierarchical layouts, of which Sugiyama’s is the most well-
known. A hierarchical layout fits SQL queries well, as there is
a hierarchy through the presence of subqueries. Additionally,
consistent layout is important because it can preserve the
mental map of the viewer [32]. This means that the location
of a node should stay the same throughout subsequent graphs,
supporting identification as the same node.

Interaction can also be a way to increase graph understand-
ing. One idea is that exploration may reveal insights that
were hidden in a static image [40]. Beck et al. [2] argue
that interaction with a graph can compensate for worse graph
design concerning visualization criteria. In the end, users are
essential to the visualization process; Tory et al. [40] therefore
argue for the application of human factors and a user-centered
design philosophy to be adopted in visualization design.

III. DESIGN

Building on the research literature, we designed SQLVis.
In this section we explain all aspects of SQLVis in light of
the research presented in Section II-B and Section II-C. Note
that SQLVis is a research prototype and therefore incomplete.
SQLVis handles all queries that students typically pose in their
homework, but lacks functionality for more complex actions,
such as view expansion, indexes and insert and delete queries.

Firstly, SQLVis is graph-based and explicitly shows the
relations between the tables that are only implicit in the



Fig. 3: SQLVis representation for a simple query (collapsed
on the left, expanded in the middle).

SQL query itself. All tables are represented as nodes, and
all relations are represented as edges. The nodes include the
name of the table they refer to, plus an alias in bold if that
was defined by the user (see Figure 1 and Figure 4b). SQLVis
also allows for interaction with the visualization to increase
exploration, as suggested by Tory et al. [40] and Beck et al.
[2]. Users of SQLVis can move the representation around,
and expand all of the nodes to show the table’s schema.
Our decision to display the schema horizontally, instead of
vertically as other authors have done, gives us more space to
add additional content in the tables.

SQLVis highlights any interactions of the query with the
table in green and orange (see Figure 3). This calls attention to
all elements from the SELECT and WHERE clause, including
any comparison values that are present in the query. These
highlights for SELECT are different from the approach by
Leventidis et al. in QueryVis [25], who chose to create a
separate view that includes everything in the SELECT clause.
SQLVis does not include such a view, as we do not focus on
the result table of the query, but rather on query formulation.

All complex SQL queries contain subqueries and other
types of nesting. To visualize these subqueries in the most
intuitive way, SQLVis draws boxes around these subqueries as
suggested by Thalheim [38]. To distinguish between different
subqueries on the same level, and nested subqueries on differ-
ent levels, SQLVis draws each level of nesting in a different
saturation (see Figure 4b). The use of these different colors
helps to give an immediate overview of the level of nesting in
the query. In case a subquery is negated, for example by using
NOT EXISTS or NOT IN, SQLVis displays this negation in
words. Other options, such as a different background color or
a border for the box led to a very cluttered representation.

Negation may also occur on conditions in the WHERE
clause. In that case, SQLVis takes the != or <> from the
query and display it in the schema with the text or numbers
of the condition, such as !=London in Figure 3.

Other elements that cause problems in query formulation are
aggregation and GROUP BY. For these two types of actions,
SQLVis highlights them in the column that they occur on.
This approach is similar to the suggestions by Thalheim [38]
and Leventidis et al. [25]. As there may be more than one
column used for grouping, SQLVis also includes a number that
indicates the grouping order. For an example, see Figure 4a.

As mentioned before, SQLVis applies a graph-based design
to explicitly show any implicit relations. This holds specifi-
cally for JOIN conditions, both those using the ON keyword,
and the implicit JOIN conditions in the WHERE clause. If
the JOIN keyword is used in the query, the JOIN type is also
displayed on the edge that contains the JOIN condition.

For the graph visualization principles, we apply as many

(a) A query to count the number
of purchases per customer

(b) A query to find stores
with all items in stock.

Fig. 4: Two representations of more elaborate queries, con-
taining groupby, aggregation and nested subqueries.

Gestalt principles of grouping in SQLVis as practically possi-
ble. After all, each graph represents a single query and thus
should be seen as a single entity. Nodes are drawn close
together and look the same in shape, size and color. The
SQLVis representation is drawn as symmetrical as possible,
with subqueries of the same depth drawn on the same level
in the graph. This also implies spatial alignment to reduce
cognitive load, as suggested by Mayer et al. [26].

Finally, we reflect on the concept of consistent layout as
explored by Purchase [32]. This is not applicable in SQLVis,
as there is no need to identify nodes: they are identified
automatically because they have their name on the face of
the node. Furthermore, subsequent questions consider different
tables in the database. SQLVis is consistent in the sense that
the same query leads to the same layout, it depends on the
order in which the tables are called in the query.

In light of the ontology of visual languages by Erwig et
al., SQLVis has the following characteristics typical of visual
languages: Graph[UnDirected, Labeled] syntactic appearance,
2D and text syntactic features, and [Dynamic] semantics [15].

Note that SQLVis does not support syntax errors: in that case
no AST can be parsed, which is required for building the VQR.
While visually highlighting syntax errors is straightforward,
the independent research question of how Visual Representa-
tions can best assist students when syntax errors occur is an
interesting challenge outside of the scope of this paper.

IV. QUALITATIVE STUDY - METHODOLOGY

With this first study, we aim to answer Research Ques-
tion Q1: How do users assess SQLVis? To gather feedback
on the potential value of the system, we ran a user study in



Questions

1 List all the product IDs of products that were bought by at
most two different customers.

2 List the customers (ID and name) who purchased on the same
date both a product with name ‘Onions’ and a product with
the name ‘Coffee’ (not necessarily at the same store).

3 List the IDs of customers that made a purchase at every store.
4 Find the name of the product that is sold for the highest price

(ever) and the name of the store that sold it for that price.

TABLE I: The query formulation problems for the participants
of the qualitative study.

Table name Attributes

customer cID, cName, street, city
store sID, sName, street, city
product pID, pName, suffix
shoppinglist cID, pID, quantity, date
purchase tID, cID, sID, pID, date, quantity, price
inventory sID, pID, date, quantity, unit-price

TABLE II: The database schema, primary keys underlined.

two parts: 20 minutes of query formulation with support of
SQLVis and an interview to discuss the design.
Participants. There were five participants with moderate
knowledge of SQL. All participants were male with ages
between 20 and 28. Their self-reported skill-level was 6 to 8 on
a scale from 1-10. The study took 40 minutes and participants
were compensated seven euros for participation.
Design. We designed a three-part study. First, we need our
participants to experience the system. For usage, we presented
them with four query formulation problems, and had them use
a system with integrated VQR to solve these problems. We
decided not to use a think-aloud method, as writing queries is
high in cognitive load, and the talking could disturb our users.
Therefore, we had them work undisturbed and discussed the
Representation afterwards in a semi-structured interview.
Procedure. At the start of the study, the participants were
welcomed and signed an informed consent form. We then
presented them with the workings of the query formulation
system and answered any questions they might have. They
sat down with a laptop to work on several query formulation
problems for approximately 25 minutes. See Table I for the
questions and the corresponding database schema in Table II.
Their interactions with the system were screen-recorded. After
getting to know the system, we finished with interview ques-
tions about the system, and any other questions or discussion
points the participants may have had.

V. QUALITATIVE STUDY - RESULTS

In this section we focus on the semi-structured interview.
In the interview, we asked the participants what their general
impression of the VQR was. Below we discuss some quotes
from our participants.

“[SQLVis] is a good idea. It is more organized than
looking at tables, you can see exactly the parts
you need instead of having to search through large
tables.” - participant 1

Our first participant is happy with the structure that SQLVis
brings. One advantage of the representation is that the nodes
can be expanded to show their internal schema. This can help
the user find the appropriate attributes to use within their query.

“The design makes sense, for example using high-
lights to show which columns you are selecting.” -
participant 2

The highlights are appreciated by our second participant.
Besides the node-link structure depicting the query’s implicit
relations, the highlights look at the specifics of the selections
and conditions. This helps to find any mistakes in the query
(for example using an incorrect table), and help the user to
finalize the query.

Participant 3 refers to the use of the VQR as a tool to keep
track of the current state of the query: has the user incorporated
all the elements they wanted and thus completed their query?

“I think [SQLVis] is a good idea, because you can
often lose track of what exactly you are [writing],
what columns you have selected etcetera. It helps
with that.” - participant 3

During query formulation, users need to keep track of many
aspects such as the database schema and which parts of the
question they have already translated. This causes a high
cognitive load. SQLVis shows all operators and operands of
the query in its current state, thereby lowering the cognitive
load associated with query formulation.

Participant 4 looks at this from another direction:
“SQLVis was fun to see but I have not used it a lot.
Mostly because the visualization only shows what
you already have, which does not help you move
forward.” - participant 4

Indeed, SQLVis will not assist the user by suggesting
elements to include. As we aim to support learning, we
encourage learners to formulate queries themselves rather than
automating part of the query formulation process.

Participant 4 was able to finish all four query formulation
problems. As the queries were easy for them, there was no
need to use SQLVis as a support mechanism. For struggling
students however, the value can be quite high.

“The VQR looks good but I didn’t really use it.
Mostly because I am not used to having such func-
tionality. If I were to become more familiar with the
system I think it could be helpful to find mistakes
in your queries. Finding mistakes is difficult for
complex queries.” - participant 5

Participant 5 highlighted the fact that as SQLVis was still
unfamiliar to them, they did not use it a lot. However, from
the introduction of it at the start of the study, they suggested
that it would be useful for finding mistakes in the query.
Summary. Overall our participants were positive about the
application of SQLVis as a support mechanism for query
formulation. The design was described as sensible, clear and
fun. Possible applications mentioned by participants include
finding mistakes and keeping track of query formulation. The
qualitative study, however, was too short for participants to get
used to incorporating it into the query formulation process.



Questions
query3 2 Select all distinct combinations of names and ids of customers who have both a shoppinglist and a purchase, both for

the same date in 2018.
query3 3 Select all different names and ids of the customers who never made a purchase at a store with the name ‘Kumar’. Also

include the customers who never made a purchase, but are still represented in the customer relation of our database.
query3 4 Select all different names and ids of customers who made at least one purchase at a store with the name ‘Kumar’ and

never a purchase at a store with a different name than ‘Kumar’.
query4 3 Write a SQL query for the following RA query: ΠsName,city(store) ÷ (Πcity(customer)

⋃
Πcity(store))

query4 4 List the names of all of those customers, and only of those customers, that spent an amount of money on any one date
that is at least 75% of the maximal amount of money ever spent by a single customer on a single day.

query4 5 Per city, how many customers living in the city have made at least one purchase from a store in London?

TABLE III: The questions for the quantitative study. The first number in the question name refers to the week they were posed.

VI. QUANTITATIVE STUDY - METHODOLOGY

In this second study, we aim to answer Research Ques-
tion Q2: What is the effect of using SQLVis on the query for-
mulation process? To answer this question we asked Bachelor
students taking our second-year databases course to write SQL
queries through Jupyter Notebooks. We divided the students in
two groups (a between-subjects protocol), using two different
notebooks: one plain (control group), and one that included
SQLVis as a Python package. Our participants were divided
over the groups by last name. This random division over the
groups should make sure that the groups are balanced in terms
of skills and demographics.
Design. To compare performance in an AB-test, we needed
to find a way to have people work on the same problems
in both conditions. The opportunity arose to use the authors’
institution’s second year introductory Databases course. To
analyze not only the final results, but all intermediate attempts,
we set up a Jupyter notebook. Students at the authors’ institu-
tion are familiar with writing SQL queries through Jupyter
notebooks at this point of the Bachelor program. This, in
combination with the flexibility that Python offers, is the
reason we went with notebooks. We created two similar
notebooks, both including the homework questions, with one
version including SQLVis. To invoke SQLVis, students can
call it’s visualize() method, which uses the database schema
and query text to generate a visual representation and displays
this directly below the code cell that contains the visualize()
call. Additionally, the notebooks logged all interactions of the
student, including timestamps.
Materials. Notebooks were offered for two different home-
work assignments in weeks 3 and 4 of the course. The note-
books contained cells with a description of how to participate,
the problem formulation for each of the problems, and room to
formulate answers. Students could use the notebooks locally.
Usage of the notebooks generated Python logs in separate files.
For the non-visual notebook, there was just one cell available
for each question, that allowed the participants to define and
execute a query at the same time. For the visual notebooks
(including SQLVis), there were three predefined types of cells:
define, visualize and execute. Execution of each of these cells
is logged as an action of correspondingly named type.

The query formulation problems included in the notebooks
are listed in Table III. This study used the same database
schema (Table II) as the qualitative study described above.
Procedure. Students were offered the study’s notebook
through the University’s Learning Management System

Non-visual Visual

Participant count 27 16
Total interactions 3377 2624
Total executed 3377 921
Count correct executed 174 111
Count incorrect executed 2216 496
Count error executed 960 310

TABLE IV: Statistics on query execution by our participants.

(LMS). They were informed through the LMS that the note-
books were uploaded, and received instructions on which
variant of the notebooks to use and how to submit. Upon
submission of their homework in the LMS, students were
asked to also submit any logs they may have generated. These
logs were then downloaded and organized.

VII. QUANTITATIVE STUDY - RESULTS

In this section we call the notebooks that include SQLVis
‘visual’, and the control condition ‘non-visual’. Answers can
be either correct (the result table of the attempt corresponds to
a pre-defined correct result table), incorrect (the result tables
do not correspond), or erroneous (the DBMS returns an error
upon execution of the query).

First, we’ll present general numbers on participation in
Table IV. The table shows that the groups were not equal in
size. However, the number of interactions with the notebooks
shows that the size of the data is adequate for analysis. As we
are evaluating performance in this study, we look at the four
different outcomes that a query could have: correct, incorrect,
producing an error, or resulting in a time-out. For both groups,
we see that incorrect answers are most common (65.6 and 53.9
percent), followed by errors (28.4 and 33.6 percent).

Correctness and attempts. To see how these correct an-
swers are distributed, we analyze per query and per participant
whether they found at least one correct answer for each
question. The results can be found in Figure 5. The proportion
of participants with a correct answer for the first question is
approximately equal. Then for query3 3 until query4 3, the
participants in the visual condition score better. It is interesting
to see that the majority of students were not able to find a
correct answer for query4 4 and query4 5. If we compare
this to the number of attempts made on each question, as
shown in Table V, we see a difference in behavior between
the non-visual and visual notebooks. The participants with
visual notebooks have more attempts on the first four questions
(given that they have less attempts overall), and much less
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Fig. 5: Counting the proportion of participants having at least
one correct answer per question.

attempts than the non-visual participants for the last two
questions. For the visual notebooks, there is an outlier on
query4 3 specifically, where a lot of attempts were made. This
is not due to any one participant, but an effect of increase over
multiple participants. In the other direction, query3 4 is an
outlier with low number of attempts in both conditions. This
may be due to the fact that the question is closely related to
the question before it. Participants could reuse parts of their
query to answer the question more quickly.

Statistical testing. We hypothesize that students using the
visual notebooks are more effective query formulators. This
means: more correct answers, fewer incorrect answers, and
fewer errors. Because of the differing group sizes, we test
this via proportion Z-tests. For the visual notebooks, we just
include the ’execute’ cells, as there is a duplicate-query effect
for define cells (which are counted as correct or incorrect too).

For correct answers, we have a proportion of 12.1 percent
for visual notebooks and a proportion of 5 percent for non-
visual notebooks. The null hypothesis asserts equal means,
but the calculation of a one-sided proportion z-test shows that
the proportion of correct answers for the visual notebooks
is significantly higher than that of the non-visual notebooks,
with a p-value of 4.35e-14. For incorrect answers, we have
a proportion of 53.8 percent for visual notebooks and a
proportion of 65.6 percent for non-visual notebooks. The null
hypothesis asserts equal means, but the calculation of a one-
sided proportion z-test shows that the proportion of incorrect
answers for the visual notebooks is significantly lower than
that of the non-visual notebooks, with a p-value of 2.7e-11. For
error-producing answers, we have a proportion of 33.6 percent
for visual notebooks and a proportion of 28.5 percent for non-
visual notebooks. The null hypothesis asserts equal means, but
the calculation of a one-sided proportion z-test shows that the
proportion of erroneous answers for the visual notebooks is
significantly higher than for the non-visual notebooks, with
a p-value of 0.001. The absence of advantage for the visual
condition can be explained by the fact that the representation
cannot be generated when the query contains a syntax error,
as parsing the query’s syntax tree fails in that case.

Higher efficiency can also be expressed in a lower number
of attempts. We compare the means via a t-test (again taking
only the ’execute’ interactions). The null hypothesis asserts
equal means. We take an alternative hypothesis that asserts
lower means for visual notebooks. We find that we can reject

Query q3 2 q3 3 q3 4 q4 3 q4 4 q4 5

Non-visual 460 587 299 686 696 649
Visual 149 142 101 242 147 140

TABLE V: Statistics on query execution by our participants.

the null hypothesis with a p-value of 0.01.
Finally, we can express efficiency in time taken to solve the

questions. We found that participants in the visual condition
took 2 hours and 4 minutes on average, participants in the
non-visual condition on average took 2 hours and 25 minutes
to finish the exercises. A t-test did not show a significant
difference between the conditions.

Error analysis. In short, participants in the visual note-
books had fewer attempts, more correct answers, fewer in-
correct answers, and more errors, than participants without
the visual representation. To gain more insights into these
errors, we undertook text processing on the errors returned
by the database system, to find out what the most common
types of errors were. In summary, the most common error
is the plain syntax error, which represents 58.5 percent of
errors in non-visual notebooks, and 33.5 percent of errors
for visual notebooks. Other noteworthy errors that are made
more in the non-visual notebooks are incomplete output: 3.75
versus 1.6 percent, and errors regarding the number of returned
columns not matching the number of expected columns: 7 vs
4.5 percent. For the visual notebooks, an error that occurs more
often is ambiguous column name: 5 percent for non-visual
notebooks vs 13.2 percent for visual notebooks. Participants
in both conditions have similar counts for no such column:
15.4 versus 16.4 occurrences.

Although the visual representation did not work in cases
of syntax errors, we can draw a parallel between the error
types and the visual representation usage, as query definition
is a process of refinement. For example, participants using
the visual representation might have a hard time with correct
column names as the visual representation extracts the correct
ones from the schema automatically. From the lower incidence
of general syntax errors, it seems that the participants in the
visual condition were more careful in their query formulation
and thus made more meaningful errors.

SQLVis usage. We define three different interactions in the
visual notebook: define, visualize and execute. Usage statistics
show that define was called 1037 times, execute was called
921 times and visualize was called 769 times. As the number
of define calls is higher than the number of execute calls, it
seems that the visualization helped in the refinement of query
formulation. The fact that using the visual representation was
optional, and our 16 participants chose to use it 769 times is
another indication of usefulness.

To analyze SQLVis quantitatively, we define helper patterns:
1) Execute a query, visualize this query, define a new query.
2) Visualize a query, define a new query, visualize this query.
3) Execute a query, define a new query, visualize this query.
4) Define a query, visualize this query, define a new query.

These patterns highlight the cases in which the visual represen-
tation is used as a tool for repair, verification or query building.
For all patterns, we require that they are subsequent attempts
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Fig. 6: The division of helper patterns over the homework
questions. The pattern types are identified by the first letter of
each action, so evd represents execute, visualize, define.

on the same question, the first found query was incorrect, and
they cannot include syntax errors as in those cases the visual
representation can’t be used for problem-solving purposes.

We first count the incidence of these helper patterns to-
gether: they occur 156 times in total. In Figure 6, they
are divided over their corresponding question and counted
by type. Helper pattern 1 was used most on query4 3 and
query4 5, helper pattern 3 was used most on query4 3, and
helper patterns 2 and 4 were used most on query3 2. Overall,
the highest incidence of repair patterns occurs for query3 2
and query4 3. As query4 3 requires a translation from the
Relational Algebra to SQL, the addition of an intermediate
representation might have been especially valuable for the
participants. For the pattern types themselves, we see that
pattern 3 is the most popular. This may be explained by the
order provided in the notebook: define, visualize, execute, of
which pattern 3 is a variant.

Diving deeper into these patterns, we investigated duration.
A pattern was only defined as such if it was shorter than fifteen
minutes, although we found that the maximum duration of
these patterns was close to six minutes. The average duration
was one minute and two seconds. We found a minimum
duration of zero seconds, which must result from the Run all
cells functionality in Jupyter. Therefore, we decided to exclude
all patterns of less than ten seconds. This led to a new mean
duration of one minute and fifteen seconds.

Another aspect of these helper patterns is the change in
query complexity. We define complexity as the number of
operators and operands in the query, an idea posed by Bowen
et al. [6]. We took each instance of the helper patterns and
calculated the difference in query complexity between the first
and the last query in the pattern of three. The scores where
then categorized by question and plotted in a box plot, see
Figure 7. We see that for the questions in week 3, the median
complexity difference is 0. For week 4, medians are above
0, with an average scores of 0.5 to 3.5. This means that on
average, at least one operator or operand was added to the
query. It seems that in week 4, the helper patterns on averaged
increased complexity of the queries, which means participants
were using SQLVis as query formulation support.

20 10 0 10 20
Difference

query3_2

query3_3

query3_4
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What is the difference in complexity 
 between queries within a helper pattern?

Fig. 7: The usage of helper patterns leads to new queries. What
is the difference in Bowen complexity score between the old
and the new query?

Summary. Our participants actively used SQLVis, with 769
calls to the visualize command. Participants using SQLVis
wrote significantly more correct queries than the control group,
and significantly fewer incorrect queries. SQLVis also facili-
tated efficiency, with a significantly lower number of attempts.
Our definition of helper patterns showed that our participants
used SQLVis as a tool for query formulation and verification.

VIII. CONCLUSION AND DISCUSSION

In this paper, we presented SQLVis, a Visual Query Rep-
resentation for supporting query formulation. We evaluated
SQLVis through both a qualitative and quantitative study. We
posed Research Question Q1: How do users assess SQLVis?
We found that our participants were positive about the design,
but had a difficult time applying it as the study was too short
to become familiar with SQLVis. We followed up by posing
Research Question Q2: What is the effect of using SQLVis on
the query formulation process? We found that our participants
actively used the visualization (769 calls) and in week 4 they
used SQLVis to build, repair and verify queries. This increased
usage in week 4 could be a reflection of the qualitative study,
where it took our users time to learn to take full advantage of
SQLVis. In addition, SQLVis users performed better in terms
of correctness when compared to the control group.

SQLVis has been built as a research prototype to analyze the
applicability and benefits of VQR systems for SQL education.
As we have found evidence that SQLVis has a positive effect
on the query formulation process, it provides a foundation for
future research. We close with three pointers for future work.
First, we highlighted in Section III that visual representation of
syntax errors to support learners is an important challenge for
further study. Second, our research was conducted at only one
institution, with students taking a single course. To diminish
the effect of the single lecturer, it would be interesting to run
our study in additional institutions. Finally, we have shown the
effect of using SQLVis on correctness and efficiency through
number of attempts. From prior literature we know this may
be due to parallel processing allowed by showing a visual
representation. It would be interesting to continue this work
by verifying the effect of SQLVis on cognitive load.
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[43] Moshé M. Zloof. Query by Example. In Proceedings of the May 19-22,
1975, National Computer Conference and Exposition, pages 431–438,
New York, 1975. IBM T.J. Watson Research Center.


	Introduction
	Related work
	Visual representations and cognitive load.
	Representing SQL queries.
	Graph visualization principles.

	Design
	Qualitative study - Methodology
	Qualitative study - Results
	Quantitative study - Methodology
	Quantitative study - Results
	Conclusion and Discussion
	References

