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Abstract

In this research we pursue a better understanding of deep reinforcement learning, specifically
actor-critic algorithms. We do this by providing mathematical descriptions of three algorithms
and comparing their performance in a simplified environment of the cooperative card game Hanabi.
Vanilla Policy Gradient outperforms Simple Policy Gradient and even Proximal Policy Optimiza-
tion, scoring an average of 24.4 out of 25 points in two-player self-play mode with 70.5% perfect
games. We seek beneficial algorithmic design options and hyperparameter settings, and find that
adding an entropy term to the objective function and using specific reward shaping increased the
learning pace in our experiments. Finally, in search for relevant game-theoretical properties of
Hanabi we provide a proof for the maximum length of a perfect game (71 turns) and any game
(89 turns).

The code belonging to this project can be found at:
gitlab.tue.nl/jim-portegies/student-projects/bram-grooten
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Chapter 1

Introduction

In everyday life, we humans are often communicating with each other to reach a common goal.
We have unconsciously been trained to recognize and interpret the beliefs of others, and compare
them with our own. We act as a multi-agent system that can often find near-optimal behaviour
without much effort.

In the future we probably have to collaborate not only with other humans, but with artificial
intelligent (AI) agents as well. According to a recent survey, AI researchers believe there is a 50%
chance of AI outperforming humans in all tasks in 45 years [16]. In order for this advance of AI to
turn out well for us, we think it is important that AI agents learn how to effectively communicate
with humans. Next to understanding our language, an AI should be able to sense our intentions
and beliefs.

Hanabi is a card game where such an ability to sense the intentions and beliefs of others can
greatly improve the outcome, making it a perfect testbed for the development of collaborative
algorithms. The game is cooperative and partially observable, which means that all players must
work together and communicate in a smart manner to get the highest possible score.

Figure 1.1: The card game Hanabi. Image from [1].
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CHAPTER 1. INTRODUCTION

1.1 Rules of Hanabi

To get a good grip of the game we will be talking about, we begin with an explanation of the
rules. In a game of Hanabi the goal is to get the highest possible score while playing together as
a group. It can be played with two to five players. All 50 cards are shuffled and put in the deck.
When there are two or three players, everyone gets 5 cards as an opening hand. In a four or five
player game, each player starts with 4 cards. The twist of Hanabi is the fact that each player may
not look at his or her own cards, but is able to see the cards of all other players.

Each card has a rank and a color. The possible ranks are 1, 2, 3, 4, 5 and the colors are red, blue,
yellow, green, white. The objective of the game is to form five stacks of cards, one of every color.
Each stack, or firework1, is built up with ranks from 1 to 5. A stack can be started by playing a
card with rank 1 on the table. Cards with higher ranks and the same color can subsequently be
played on top, but only if the rank of the card to be played is one higher than the stack’s current
number.

During the game, players take turns in clockwise order. In each turn, the active player has to
choose between three possible moves:

1. Give a hint.

2. Discard a card.

3. Play a card.

In order to obtain knowledge about the cards one is holding, players are allowed to give one hint
per turn, as long as there are hint tokens left over. The game starts with 8 of these tokens. To
give a hint, a player must choose one rank or one color, announce it, and point at all the cards
with this property in another player’s hand. A hint can only be given to one other player, and
only if that player has cards with the chosen property2. After the hint is given, one hint token is
taken out of the “communication budget”.

Players can retrieve hint tokens by discarding a card. They do so by announcing it and placing
one card on the discard pile. After this move, the player gets a new card from the deck and one
hint token is put back into the budget. Discarding cards can only be done if the budget is not full
already.

All players may observe the discarded cards. There are a certain number of cards for each color
and rank, so players may be able to deduce properties of their own cards with information from
the discard pile. For each color, there are three 1’s, two 2’s, two 3’s, two 4’s, and one 5. This gives
a total of 50 cards.

When playing a card, the player must announce that he or she is doing so, and put one card on
the table. If it fits correctly on one of the fireworks, the card has been played successfully. If it
does not, the card is placed on the discard pile and the group loses one life token. In either case,
the player gets a new card from the deck. Only when a 5 has been successfully played, the group
retrieves one hint token as a bonus (but never going over the maximum of 8).

The game starts with 3 life tokens. If there are none left, the game ends immediately and the
players score 0 points3. A game can also end by finishing all five fireworks and thus reaching 25
points, which is called a perfect game. If both of these options do not happen, the game comes to
an end when the bottom card of the deck is drawn. All players, including the one who emptied
the deck, get one more turn. The final score is the number of cards played successfully.

1Hanabi is Japanese for fireworks.
2In a variant players may hint: “You have zero red cards”, but we will not consider this a legal move.
3In another variant the score still equals the total of the fireworks in this case, but we do not use it.
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CHAPTER 1. INTRODUCTION

1.2 Simplified version

As a step on the way towards an algorithm that can play this collaborative, partially observable
game well, we will be using a simplified version of Hanabi in this research project. On top of that,
we will restrict ourselves to the two-player setting of the game. In the simplified version, players
are allowed to cheat by looking at their own cards. The partial observability is hereby greatly
reduced, as the only part of the game which remains hidden is the deck.

In the perfect information setting, where even the order of the cards in the deck is known to the
players, it has been proven that the problem of finding a winning play sequence (to get the perfect
score of 25 points) is NP-complete [7]. It should also be noted that not every initial configuration
of Hanabi has a winning play sequence at all: imagine for example the situation where all the
cards with rank 1 are on the bottom of the deck [42].

In Appendix B.1 we will come back to the full version of Hanabi, as described in Section 1.1, to
talk about possible ways to extend our algorithms to this domain. We hope that future research
finds some use in the directions provided.

1.3 Research questions

In this research our goal is to discover and describe the mathematics behind a couple of important
deep reinforcement learning algorithms, while also implementing these algorithms for Hanabi to
compare their performance. Three main algorithms will be analyzed: Simple Policy Gradient
(SPG), Vanilla Policy Gradient (VPG), and Proximal Policy Optimization (PPO).

The questions we want to answer in this report are the following:

1. How can we develop a deep reinforcement learning algorithm that can play a simplified
version of Hanabi well?

a) Which algorithm (SPG, VPG, or PPO) reaches the highest average score?

b) Which algorithmic design options and hyperparameter settings are beneficial to the
learning pace?

2. What are the mathematical descriptions of the deep reinforcement learning algorithms SPG,
VPG, and PPO?

3. What are game-theoretical properties of Hanabi relevant to the design of an algorithm?

In Chapter 2 we provide a brief overview of related work and the current state of the art. Chapter
3 presents a mathematical background for Hanabi and deep reinforcement learning. We go more
in depth into the algorithms SPG, VPG, and PPO in Chapter 4 to answer Question 2. In Chapter
5 we briefly describe the design process of our implementation. We present the experiments with
their setup and results in Chapter 6 to compare the different algorithms and hyperparameters,
answering Question 1. The last question is addressed in Chapter 7, where we prove certain
properties of Hanabi. In Chapter 8 we discuss the most important lessons learned and point to
directions for future research. We conclude the report in Chapter 9.
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Chapter 2

Related work

The challenge of designing a good Hanabi playing agent has been coined by a team of researchers
at DeepMind just last year, in their paper “The Hanabi challenge: A new frontier for AI research”
[8]. The paper served as a starting point for this research project. Our implementations build on
the Hanabi Learning Environment which they have set up [11].

Bard et al. [8] defined two separate domains in their Hanabi challenge paper, called self-play and
ad-hoc. In self-play an agent only plays with copies of itself, while in ad-hoc agents must be able
to play with a wide range of other agents or even human players. Most of the current literature
focuses on self-play, with a couple of exceptions. Our research also stays in the self-play domain,
but we are very curious to see what future research can bring for the ad-hoc setting.

Another important distinction is the approach used to program an agent for Hanabi. We separate
them into the categories: with or without machine learning. We call the agents that do not use
any learning method rule-based, and it turns out that they are still outperforming the learning
agents in many cases. In the following two subsections we will explore both approaches.

2.1 Rule-based agents

Within the rule-based regime there again exist two categories: bots that are based on human
Hanabi conventions such as [13], and bots that use hat-guessing strategies [10]. Both approaches
can achieve quite decent scores in self-play, but not in ad-hoc play.

The hat-guessing method is based on a mathematical game where players have to guess the color
of their own hat. In Hanabi players do not know the color (and rank) of their own cards, so this
called for similar strategies. By using modular arithmetic, a lot of information can be given with
a single hint, provided that all players follow the same algorithm.

Some of the best bots that use human conventions include SmartBot [30] and FireFlower [44]. The
state-of-the-art in self-play is held (for 3+ players) by a bot that uses the hat-guessing strategy,
called WTFWThat [45]. Its scores have been improved later on by the use of search methods [26].

Canaan et al. focus on the ad-hoc gameplay in their paper about creating agents that vary in be-
haviour [9]. They define two measures, risk aversion and communicativeness, with values between
0 and 1. By dividing both of these dimensions into 20 bins they defined 400 categories in which
a certain agent could be placed. The agents with high risk aversion (about 0.8) and moderate
communicativeness (0.5) performed best.

There has also been some research into the area of ad-hoc play between computers and humans.
In 2017 a paper by Eger et al. provides a few rule-based agents “designed to play better with a
human cooperator” [12], based on Grice’s communication theory [17] from the field of psychology.
Only the two-player version of Hanabi was used in this study, where one person would play with

4



CHAPTER 2. RELATED WORK

an agent. The 224 participants scored an average of 15.0 points with the best agent, although the
scores were widespread (standard deviation: 4.2).

2.2 Learning agents

For their overview paper, Bard et al. [8] applied two existing approaches of deep reinforcement
learning to the Hanabi Learning Environment which they provide. The Rainbow agent [19], which
combines improvements on Deep Q-Networks, scores an average of about 18.2 in self-play, taken
over all player modes (2, 3, 4, and 5). The Actor-Critic-Hanabi-Agent or ACHA, which Bard et
al. have built based on [27], performed better by getting an average score of 20.3. However, in
the ad-hoc case both agents had scores close to zero.

A team of researchers at Facebook has worked on self-play agents which they call Action Decoders.
In September 2019 the Bayesian Action Decoder (BAD) [14] set a new record for 2-player games
of Hanabi. Not much later, in December 2019, the team improved their bot with the Simplified
Action Decoder (SAD) [21], which drastically increased the scores among learned policies in self-
play for any number of players. The state-of-the-art for 3 to 5 players is still held by the rule-based
bot WTFWThat [45], but reinforcement learning is ahead in the 2-player domain, as shown in
Table 2.1.

The SAD agent provided a simple, yet elegant solution to the problem of updating beliefs during
the exploration phase. In this phase many random actions are taken, which can give misleading
information about the state of the game to other agents. Thus, only during training, the agents
were allowed to communicate their preferred action, while performing a different random action.
This simplified the Bayesian reasoning process.

The scores of SAD were further improved by the same research team through search methods [26].
The agents start off with a blueprint policy, which can be any strategy, also a learned one. In
every step of the game, the agents perform a search for the best action using many Monte Carlo
rollouts. This action can deviate from the blueprint policy. To make sure that the other agents
do not misinterpret the action taken, all agents redo the search of every other agent themselves,
using the same random seed (which is shared before the game starts). Agents now know whether
an action came from the blueprint policy or from search. This improved the state-of-the-art in
self-play for every number of players, see Table 2.2.

Table 2.1: An overview of agents in the self-play domain from both approaches:
rule-based at the top, learning methods at the bottom. Each entry shows the
mean score along with the standard error of the mean and the percentage of
perfect games. The best scoring agent in each regime is indicated in bold.
Data is taken from [8], except for the last row which comes from [21].

Agent 2P 3P 4P 5P

SmartBot [30]
22.99 ± 0.00
29.6%

23.12 ± 0.00
13.8%

22.19 ± 0.00
2.1%

20.25 ± 0.00
0.004%

WTFThat [45]
19.45 ± 0.03
0.28%

24.20 ± 0.01
49.1%

24.83 ± 0.01
87.2%

24.89 ± 0.00
91.5%

Rainbow [19]
20.64 ± 0.11
2.5%

18.71 ± 0.10
0.2%

18.00 ± 0.09
0%

15.26 ± 0.09
0%

ACHA [8]
22.73 ± 0.12
15.1%

20.24 ± 0.15
1.1%

21.57 ± 0.12
2.4%

16.80 ± 0.13
0%

SAD [21]
24.08 ± 0.01
56.09%

23.99 ± 0.01
50.37%

23.81 ± 0.01
41.45%

23.01 ± 0.01
13.93%
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CHAPTER 2. RELATED WORK

Table 2.2: The state-of-the-art agent in self-play for each number of players.
The (+s) indicates that all these agents use the search methods [26], which
increased their original scores. Data is taken from [26].

2P 3P 4P 5P

Agent SAD(+s) WTFWThat(+s) WTFWThat(+s) WTFWThat(+s)

Score
24.61 ± 0.01

75.5%
24.83 ± 0.006

85.9%
24.96 ± 0.003

96.4%
24.94 ± 0.004

95.5%
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Chapter 3

Background

In this chapter we provide a detailed formulation of the game in Section 3.1 and a brief mathem-
atical background of deep reinforcement learning (DRL) in Section 3.2. Together they form the
recommended prerequisite knowledge for the rest of the report.

3.1 Mathematical formulation of Hanabi

In this research we will approach the game from a mathematical perspective. We will thus give
some definitions of a Hanabi game, taken from [42] and changed slightly. They looked at the game
in a general sense, with arbitrary numbers of colors, players, etc.

Definition 1. An initial configuration of Hanabi is defined as a 7-tuple of the form H =
(n, k, p, h,D0,m0, l0). Denoting Cards(H) = {1, . . . , n} × {1, . . . , k}, we interpret the paramet-
ers in the following way:

1. n ∈ N is the number of available card ranks,

2. k ∈ N is the number of available card colors,

3. p ∈ N is the number of players,

4. h ∈ N is the hand size of every player,

5. D0 = (ci)
N
i=1 is an ordered finite sequence of elements ci ∈ Cards(H) with N ∈ N such that

p · h ≤ N forming the initial deck,

6. m0 ∈ N0 is the number of hint tokens initially available, and

7. l0 ∈ N is the number of life tokens initially available.

The classic game of Hanabi, as described in the rules above, would be H = (5, 5, p, h,D0, 8, 3)
with p ∈ {2, . . . , 5},

h =

{
5 if p ∈ {2, 3}
4 if p ∈ {4, 5}

and the initial deck D0 = (ci)
50
i=1 with the cards ci = (xi, yi) where xi denotes the rank and yi

denotes the color, shuffled uniformly random and being such that the following multisets have
these specific number of elements:

∀ color ∈ {1, . . . , 5} :
∣∣∣{ci = (1, yi) | ci ∈ D0, yi = color}

∣∣∣ = 3

∀ rank ∈ {2, 3, 4}, color ∈ {1, . . . , 5} :
∣∣∣{ci = (xi, yi) | ci ∈ D0, xi = rank, yi = color}

∣∣∣ = 2

7



CHAPTER 3. BACKGROUND

∀ color ∈ {1, . . . , 5} :
∣∣∣{ci = (5, yi) | ci ∈ D0, yi = color}

∣∣∣ = 1.

Next to an initial configuration, we need more definitions of elements within a Hanabi game, to
be able to define the complete state of a game later. From [42] we use:

Definition 2. Given an initial configuration of Hanabi H = (n, k, p, h,D0,m0, l0) we define the
following.

1. The remaining deck is a sequence D = (ci)
L
i=1 with ci ∈ Cards(H) for some L with 0 ≤ L ≤

N . When L = 0 we have have D = ∅, possible near the end of a game.

2. The discard pile is a sequence Z = (ci)
M
i=1 with ci ∈ Cards(H) such that 0 ≤ M ≤ N . At

the start of a game we have M = 0, giving us Z = ∅.

3. The hand of player i is a sequence hi = (cj)
h(t)

j=1 with cj ∈ Cards(H). The length of the

sequence, h(t), is usually equal to the initial hand size h, except maybe near the end of a
game. When the deck is empty it is possible that some players may have h(t) = h − 1. We
denote all hands by h = (h1, . . . , hp).

4. The fireworks fy = ((j, y))
νy
j=1 are strictly increasing sequences with respect to the order of

ranks denoted here by j. For every color y ∈ {1, . . . , k} there is one sequence which consists
of νy elements (j, y) ∈ Cards(H) for some 0 ≤ νy ≤ n. Initially we have νy = 0 for all y,
meaning fy = ∅. We denote all fireworks by f = (f1, . . . , fk). An example of a firework is
((1, 1), (2, 1), (3, 1)).

In the rest of this report, a single game of Hanabi will often be called an episode.

3.2 Deep Reinforcement Learning

By applying the power of neural networks to reinforcement learning, researchers have created tools
that are able to learn well performing policies for many different games [6]. We will first define
our setup of the reinforcement learning problem.

3.2.1 Reinforcement Learning

The reinforcement learning (RL) problem generally consists of an agent that needs to choose
actions inside a particular environment in order to maximize the expected total rewards that it
will receive. This interactive process is visualized in Figure 3.1. The environment is often modeled
as a Markov decision process (MDP) consisting of a state space, action space, transition function,
reward function, and sometimes an episode horizon and initial state distribution as well.

In the full version of Hanabi, we are dealing with a multi-agent reinforcement learning problem
with imperfect information, which needs an extension of the MDP. The mathematical framework

Figure 3.1: The interactive process of reinforcement learning [40].

8



CHAPTER 3. BACKGROUND

Table 3.1: Different mathematical frameworks (with examples of games in
parentheses).

single-agent multi-agent
identical rewards

multi-agent
different rewards

fully observable MDP
(PacMan, Tetris)

Dec-MDP or MMDP1

(Pandemic)
SG2

(Chess, Go)
partially observable POMDP

(Minesweeper)
Dec-POMDP
(Hanabi)

POSG3

(Poker)

of a Dec-POMDP (decentralised partially observable Markov decision process) is regularly used
for this [21]. Hanabi is perfectly fit for this setting, see Table 3.1. In Section B.1 of the Appendix
we go deeper into the Dec-POMDP for Hanabi, but we will not use it in the main body of this
report.

Since we will be working with the simplified version of Hanabi and stay in the self-play domain,
we can model our reinforcement learning problem as an MDP. We will now elaborate on the two
arguments why we can reasonably go from a Dec-POMDP for full Hanabi to an MDP in our case.

(i) In simplified Hanabi there is no partial observability anymore, because the private observa-
tions of all players are equal to the public information. This turns the Dec-POMDP into a
Dec-MDP, according to Table 3.1. To be complete: the order of cards in the deck is still
missing information, but we get around this by modelling the deck as part of the stochasticity
of the transition function.

(ii) To go from a Dec-MDP to an MDP, we must turn the multi-agent problem into a single-agent
one. We simply let one agent control all the players in the game, which is possible since all
players receive the same rewards and we stick to self-play.

Our MDP representing the simplified Hanabi environment becomes E = 〈S,A, T,R, η, ρ0〉. We
describe the elements of the 6-tuple below.

1. S is the finite set of states in which the environment can be.

2. A is the finite set of actions the agent can choose from. For a particular state s ∈ S,
some actions a ∈ A may be illegal. With Alegal(s) ⊆ A we denote the set of legal actions
corresponding to state s.

3. T : S × A → P(S) is the transition function, which is stochastic in our model of Hanabi.
The probabilities depend on the cards that are still in the deck. Since the deck is shuffled,
we assume a uniform distribution over the cards that are left.

4. R : S × A → R is the immediate reward function, which is deterministic. R is the set of
possible immediate rewards. As Hanabi is a collaborative game, the rewards are identical
for all players. They can be seen as a single reward signal going to our single controlling
agent. We initially choose the rewards to be the change in score of the Hanabi game. This
gives R = {+1, 0,−1,−2, . . . ,−24}, since an action that results in the loss of the third life
token makes the cumulative score go down to zero.

5. η is the horizon of the problem. Since the length of a Hanabi episode is not fixed, we define
our horizon to be infinite. We extend the state space S with one more state sEND, which is

1Multiagent Markov decision process.
2Stochastic game. Despite the name, the environment does not necessarily have to be stochastic.
3Partially observable stochastic game.
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an absorbing state with reward 0 in every time step, where all episodes reside once the game
is finished.

6. ρ0 ∈ P(S) is the initial state distribution at time step t = 0. Thus ρ0(s) gives the probability
of starting in state s, which is only non-zero for states corresponding to initial configurations
of Hanabi.

During an episode of Hanabi a stochastic sequence such as the following will appear:

(s0, a0, r1, s1, a1, r2, s2, a2, r3, . . .).

The state st ∈ S captures the configuration of the game at time step t. It contains the fireworks,
the hand of every player, the discard pile, the number of hint and life tokens left over, the remaining
deck size4 and the player who’s turn it is: st = (f ,h, Z,m, l, d, i). Each element may also have a
subscript t to clarify the time step if shown separately from st.

At every time step t an action at is taken by the agent, in which it must play or discard a card
from the hand of player it or give a hint about the cards of other players j 6= it. In simplified
Hanabi hinting for information is unnecessary, but it may still be a useful action in order to pass
and give the turn to another player.

Objective

The agent chooses actions by sampling from its policy π. This policy is allowed to be stochastic,
so we define π to be a function from states to probability distributions over the action space:

π : S −→ P(A)

with
π(s) = a

where a can be seen as a vector of action selection probabilities with length |A|. Next to this, we
will also use another notation throughout the report:

π(a|s) = p

where p ∈ [0, 1] denotes the probability of selecting action a in state s with policy π.5

In reinforcement learning the goal is to get as close as possible to the optimal policy π∗, which
maximizes the expected total return. The total return is given by g0 (or G0 when referring to the
random variable) where the return from time step t onward is given by

gt =

∞∑
k=0

γkrt+k+1 (3.1)

where γ ∈ (0, 1] is an optional discount factor. The infinite sum even converges when γ = 1 in
our case, as it is practically a finite sum. Every Hanabi game must terminate after a maximum of
89 turns6, after which the final absorbing state of our MDP produces a reward of 0 in every time
step.

Our objective function which we want to maximize is the expected total return:

J(π) = Eπ
[
G0

]
(3.2)

4Just the total number of cards left in the deck. This is public information in Hanabi.
5So technically, in that case we have that the function π is defined on a different domain: π : S ×A −→ [0, 1].
6See Lemma 4.
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where the expectation is over the whole trajectory of possible states, actions, and rewards in an
episode. Their respective random variables for time step t are given by St, At, Rt.

The objective function can also be written as

J(π) =
∑
s0∈S

ρ0(s0) vπ(s0) (3.3)

where vπ is the true value function for π defined as

vπ(s) = Eπ
[
Gt |St = s

]
. (3.4)

The optimal policy maximizes the objective function: π∗ = maxπ J(π).

3.2.2 Value-based

The objective function value J(π) for a particular policy π is generally unknown. It can be
estimated with prediction methods that often use a value function. Algorithms that use such an
estimated value function are called value-based.

There are two main types of value functions. The state value function vπ : S → R is defined as the
expected total return from state s onward, given that the agent will follow policy π. Its definition
is given in (3.4).

Another value function that agents could estimate is the state-action value function, often called
qπ(s, a) for the quality of a particular action. This maps from state-action pairs to real numbers,
qπ : S ×A→ R. It provides the expected total return from state s, given that the agent first takes
action a and follows policy π in all subsequent steps:

qπ(s, a) = Eπ
[
Gt |St = s,At = a

]
. (3.5)

Reinforcement learning algorithms that are purely value-based often determine and improve their
policy by acting greedily. This means their policy will select the action which has the highest
Q-value, where Q is the algorithm’s estimate of the true state-action value function.

To make sure that agents explore enough of the state space, an ε-greedy policy is also possible.
The agent then makes a random move with probability ε, and otherwise chooses the action that
maximizes expected return. The probability of selecting action a in state s becomes:

π(a|s) =

{
ε
|A| + 1− ε if a = arg maxa′ Q(s, a′)
ε
|A| otherwise

.

The state spaces of certain problems can be so large, that it is unpractical to store a value for
each state, let alone each state-action pair. In Hanabi the number of states is at least the number
of initial deck configurations, which is 50!/((3!)5(2!)15) ≈ 1056, intractable for tabular methods.
We would have to use a function approximator to represent our value function, so that we only
need to store the corresponding parameters or weights w. Our estimated value function becomes
V πw or Qπw, where w comes from the parameter space W .

When estimating a value function with V πw , the objective is to come as close as possible to the
true value function vπ. We can naturally define a cost function to minimize:

C(w) = Eπ
[
(vπ(S)− V πw(S))2

]
.

If we knew vπ we could compute the gradient of the cost function and use it for gradient descent
with step ∆w. The step size is determined (partially) by the learning rate α.

∆w = α∇wC(w)

11
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= −2αEπ
[
(vπ(S)− V πw(S))∇wV πw(S)

]
.

In stochastic gradient descent (SGD) a sample or batch of samples is used:

∆w = −2α (vπ(s)− V πw(s))∇wV πw(s). (3.6)

However, the true value function vπ(s) is unknown and not given to us by any supervisor. The
agent must learn from experience, and use this as a substitute target. There exist multiple
algorithms for this, of which we will describe a few briefly, based on [37].

In Monte Carlo (MC) learning the agent runs a full episode to gather experience, after which it
improves its value function (and then its policy with an ε-greedy update). For each visited state
st, the algorithm computes the corresponding return gt, giving it a set of “training data”:

〈s1, g1〉, 〈s2, g2〉, . . . , 〈sT , gT 〉.

The return gt from each “data point” 〈st, gt〉 is an unbiased estimator for vπ(st). It can be used
to train the function approximator with SGD:

∆w = α (gt − V πw(st))∇wV πw(st).

Temporal Difference (TD) learning speeds up the process by updating the value function after
every step, instead of waiting for the end of the episode. In TD(0) a one-step look-ahead is used
to form an estimator of vπ. We execute one action in the environment, store the received reward
and add our discounted value function of the next state: rt+1 + γV πw(st+1). Together this sum is
called the TD target, which we substitute for vπ in (3.6):

∆w = α
(
rt+1 + γV πw(st+1)− V πw(st)

)
∇wV πw(st).

TD(λ) provides a mix between MC and TD(0) by including information from all steps ahead. By
the use of eligibility traces this can still be done online, so there is no need to wait until the end
of an episode. The combined target named gλt is substituted for vπ:

∆w = α
(
gλt − V πw(st)

)
∇wV πw(st).

3.2.3 Policy-based

Another class of algorithms focuses on improving the policy π directly, without requiring a value
function to choose actions. This makes it easy to define a stochastic policy, which can be useful
or even optimal in partially observable environments [38].

Similar to the value-based approach above, we also parameterize our policy to cope with the large
state space. The function approximator that represents our policy is denoted by πθ, where the
parameters come from a separate parameter space: θ ∈ Θ.

We use the objective function J(πθ) as defined in (3.3). We want to find the optimal parameters
θ for the policy, such that J(πθ) is maximized. A useful optimization algorithm to approach this
problem with is gradient ascent. The gradient of J(πθ) which is needed for this algorithm can be
difficult to compute, but fortunately there exists a useful theorem:

Theorem 1 (Policy Gradient Theorem). Let J(πθ) be the expected total return of a policy πθ,
µπθ (x) be the discounted state distribution under policy πθ, and qπθ (s, a) be the true action-value
function under πθ. These functions are defined by:

J(πθ) =
∑
s∈S

ρ0(s) vπθ (s),

12
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µπθ (x) =

∞∑
k=0

γk P(Sk = x |πθ, ρ0),

qπθ (s, a) = Eπθ
[
Gt |St = s,At = a

]
.

Assume that γ ∈ (0, 1), the size of the action space |A| is finite, the action-value function is
bounded: |qπθ | ≤ Lq, and the gradients are bounded: ‖∇θvπθ‖ ≤ Lv and ‖∇θπθ‖ ≤ Lπ for some
Lq, Lv, Lπ ∈ R. Then we have:

∇θJ(πθ) =
∑
x∈S

µπθ (x)
∑
a∈A
∇θπθ(a|x) · qπθ (x, a).

Sutton and Barto prove this important theorem in their book on reinforcement learning [41, sec.
13.2]. Since their proof is quite compact, we attempt to write a more detailed version here. We
added more assumptions to the theorem, compared to [41], which we use in our proof. Some of
these assumptions might not be necessary when providing a different proof.

Before we prove the policy gradient theorem, we introduce two useful lemmas. We are going to
use shorthand notation in regards to the random variables St and At, representing the state and
action at time step t respectively. With π(a|s) we mean π(At = a |St = s) = P(At = a |π, St = s)
and P(s′ | s, a) is equal to P(St+1 = s′ |St = s,At = a), where the right time step index t should
be clear from context.

Lemma 2 (Reaching state sk). We let P(Sk = sk |π, ρ0) denote the probability of reaching state sk
under policy π in exactly k steps from the start of an episode. We have P(S0 = s0 |π, ρ0) = ρ0(s0)
and for k ≥ 1:

P(Sk = sk |π, ρ0) =
∑

s0,s1,...,sk−1∈S
a0,a1,...,ak−1∈A

ρ0(s0)

k−1∏
t=0

[
π(at|st) P(st+1 | st, at)

]
(3.7)

or in terms of the previous time step:

P(Sk = sk |π, ρ0) =
∑

sk−1∈S
ak−1∈A

P(Sk−1 = sk−1 |π, ρ0) π(ak−1|sk−1) P(sk | sk−1, ak−1). (3.8)

Proof of Lemma 2. We will use proof by induction for both equations. The notation P(Sk =
sk |π, ρ0) will be shortened to P(Sk = sk), but one should keep in mind that in every P(·) in this
proof, π and ρ0 are given.

For k = 0: P(S0 = s0) = ρ0(s0), as no actions or state transitions could have happened yet. The
probability of reaching state x in zero steps is equal to the value of the initial distribution ρ0(·)
at the state s0.

For k = 1, which is the base case of our induction proof on both (3.7) and (3.8), we have:

P(S1 = s1) =
∑
s0∈S

P(S1 = s1 |S0 = s0) P(S0 = s0)

=
∑
s0∈S

P(S1 = s1 |S0 = s0) ρ0(s0)

=
∑
s0∈S

∑
a0∈A

P(S1 = s1 |S0 = s,A0 = a0) P(A0 = a0 |S0 = s0) ρ0(s0)

13
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=
∑
s0∈S

∑
a0∈A

P(s1 | s0, a0)π(a0|s0) ρ0(s0)

=
∑
s0∈S
a0∈A

ρ0(s0) π(a0|s0) P(s1 | s0, a0)

=
∑
s0∈S
a0∈A

ρ0(s0)

0∏
t=0

[
π(at|st) P(st+1 | st, at)

]
(for (3.7))

=
∑
s0∈S
a0∈A

P(S0 = s0) π(a0|s0) P(s1 | s0, a0). (for (3.8))

Now let us assume that (3.7) holds for k = n, which we call our Induction Hypothesis (IH). We
will prove in this case that the same equation holds for k = n+ 1.

P(Sn+1 = sn+1) =
∑
sn∈S

P(Sn+1 = sn+1 |Sn = sn) P(Sn = sn)

=
∑
sn∈S

∑
an∈A

P(Sn+1 = sn+1 |Sn = sn, An = an) P(An = an |Sn = sn) P(Sn = sn)

=
∑
sn∈S

∑
an∈A

P(sn+1 | sn, an) π(an|sn) P(Sn = sn) (for (3.8))

IH
=
∑
sn∈S

∑
an∈A

P(sn+1|sn, an)π(an|sn)
∑

s0,..,sn−1∈S
a0,..,an−1∈A

ρ0(s0)

n−1∏
t=0

[
π(at|st)P(st+1|st, at)

]

=
∑

s0,..,sn−1,sn∈S
a0,..,an−1,an∈A

ρ0(s0)

n∏
t=0

[
π(at|st) P(st+1 | st, at)

]
. (for (3.7))

This concludes the proof by induction.

The next lemma gives an expression for the gradient of the state-value function: ∇θvπθ .

Lemma 3 (Unpacking ∇v). Let vπθ be the true value function for a policy πθ. Then we have:

∇θvπθ (s) =
∑
a∈A

[
∇πθ(a|s) qπθ (s, a) + πθ(a|s)

∑
s′∈S

P(s′ | s, a)γ∇θvπθ (s′)

]
.

Proof of Lemma 3. To keep notation simple, just like in [41] we leave it implicit in all cases that
π is a function of θ and all gradients are with respect to θ. We use the linearity of the gradient a
couple of times throughout the proof.

∇vπ(s) = ∇
∑
a∈A

π(a|s) qπ(s, a)

=
∑
a∈A
∇
[
π(a|s) qπ(s, a)

]
=
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)∇qπ(s, a)

]
=
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)∇

∑
s′∈S

∑
r∈R

P(s′, r | s, a)
(
r + γvπ(s′)

)]
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=
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)∇

∑
s′∈S

∑
r∈R

(
P(s′, r | s, a)r + P(s′, r | s, a)γvπ(s′)

)]

=
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)

∑
s′∈S

∑
r∈R

(
∇
[
P(s′, r | s, a)r

]
+∇

[
P(s′, r | s, a)γvπ(s′)

])]

=
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)

∑
s′∈S

∑
r∈R
∇
(
P(s′, r | s, a)γvπ(s′)

)]

=
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)

∑
s′∈S
∇
∑
r∈R

P(s′, r | s, a)γvπ(s′)

]

=
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)

∑
s′∈S
∇
(
P(s′ | s, a)γvπ(s′)

)]

=
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)

∑
s′∈S

P(s′ | s, a)γ∇vπ(s′)

]
.

Notice that both P(s′, r | s, a) and r do not depend on the policy parameters θ, which makes
∇θP(s′, r | s, a)r = 0. Also,

∑
r∈R P(s′, r | s, a) = P(s′ | s, a).

The proof of Lemma 3 shows how the gradient of the value function can be unpacked, such that
we look at a state one step further into the future (s′ follows from s). We will apply this lemma
multiple times in the proof of the policy gradient theorem.

Proof of the Policy Gradient Theorem (Theorem 1). We use the same notation as in the proof of
Lemma 3. We will apply Lemma 3 a few times, after which we use Lemma 2 to further simplify
the expression.

∇J(π) = ∇
∑
s∈S

ρ0(s) vπ(s)

=
∑
s∈S
∇
[
ρ0(s) vπ(s)

]
(by linearity of ∇)

=
∑
s∈S

ρ0(s)∇vπ(s) (ρ0 does not depend on θ)

=
∑
s∈S

ρ0(s)
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)

∑
s′∈S

P(s′ | s, a)γ∇vπ(s′)

]
(Lemma 3)

=
∑
s∈S

ρ0(s)
∑
a∈A
∇π(a|s) qπ(s, a)

+
∑
s∈S

ρ0(s)
∑
a∈A

π(a|s)
∑
s′∈S

P(s′ | s, a)γ∇vπ(s′)

=
∑
s∈S

ρ0(s)
∑
a∈A
∇π(a|s) qπ(s, a)

+
∑
s∈S

ρ0(s)
∑
a∈A

π(a|s)
∑
s′∈S

P(s′ | s, a)γ

·
∑
a′∈A

[
∇π(a′|s′) qπ(s′, a′) + π(a′|s′)

∑
s′′∈S

P(s′′ | s′, a′)γ∇vπ(s′′)

]
(Lemma 3)
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=
∑
s∈S

ρ0(s)
∑
a∈A
∇π(a|s) qπ(s, a)

+
∑
s∈S

ρ0(s)
∑
a∈A

π(a|s)
∑
s′∈S

P(s′ | s, a)γ
∑
a′∈A

∇π(a′|s′) qπ(s′, a′)

+
∑
s∈S

ρ0(s)
∑
a∈A

π(a|s)
∑
s′∈S

P(s′ | s, a)γ
∑
a′∈A

π(a′|s′)
∑
s′′∈S

P(s′′ | s′, a′)γ∇vπ(s′′)

=
∑
s∈S

ρ0(s)
∑
a∈A
∇π(a|s) qπ(s, a)

+
∑
s∈S

∑
a∈A

∑
s′∈S

ρ0(s) π(a|s) P(s′ | s, a) γ
∑
a′∈A

∇π(a′|s′) qπ(s′, a′)

+
∑
s∈S

∑
a∈A

∑
s′∈S

∑
a′∈A

∑
s′′∈S

ρ0(s) π(a|s) P(s′ | s, a) π(a′|s′) P(s′′ | s′, a′) γ2∇vπ(s′′)

=
∑
s

ρ0(s)
∑
a∈A
∇π(a|s) qπ(s, a) (Lemma 3)

+
∑
a,s,s′

ρ0(s) π(a|s) P(s′ | s, a) γ
∑
a′∈A

∇π(a′|s′) qπ(s′, a′)

+
∑

a,a′,s,s′,s′′

ρ0(s)π(a|s)P(s′ | s, a)π(a′|s′) P(s′′ | s′, a′) γ2
∑
a′′∈A

∇π(a′′|s′′) qπ(s′′, a′′)

+
∑

a,a′,a′′,s,s′,s′′,s′′′

ρ0(s)π(a|s)P(s′|s, a)π(a′|s′)P(s′′|s′, a′)π(a′′|s′′)P(s′′′|s′′, a′′)γ3∇vπ(s′′′)

Notice that the string of action selection probabilities π(a|s) and state transition probabilities
P(s′ | s, a) together form one probability. As shown in Lemma 2, this is the probability of reaching
a particular state x under policy π in exactly k time steps from the start of an episode, which we
denote by P(Sk = x |π, ρ0) or P(Sk = x) in short.

=
∑
s

P(S0 = s)
∑
a∈A
∇π(a|s) qπ(s, a)

+
∑
s′

P(S1 = s′) γ
∑
a′∈A

∇π(a′|s′) qπ(s′, a′)

+
∑
s′′

P(S2 = s′′) γ2
∑
a′′∈A

∇π(a′′|s′′) qπ(s′′, a′′)

+
∑
s′′′

P(S3 = s′′′) γ3∇vπ(s′′′)

=

2∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x)qπ(x, a) +

∑
s∈S

P(S3 = s)γ3∇vπ(s).

Now we have unpacked ∇vπ three times, but we can continue this arbitrarily often. Suppose we
have unpacked K times:

∇J(π) =

K−1∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x)qπ(x, a) +

∑
s∈S

P(SK = s)γK∇vπ(s).
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Then we can also unpack K + 1 times:

∇J(π) =

K−1∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a) +

∑
s∈S

P(SK = s)γK∇vπ(s)

=

K−1∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a) (Lemma 3)

+
∑
s∈S

P(SK = s)γK
∑
a∈A

[
∇π(a|s) qπ(s, a) + π(a|s)

∑
s′∈S

P(s′ | s, a)γ∇vπ(s′)

]

=

K−1∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a)

+
∑
s∈S

P(SK = s)γK
∑
a∈A
∇π(a|s) qπ(s, a)

+
∑
s∈S

P(SK = s)γK
∑
a∈A

π(a|s)
∑
s′∈S

P(s′ | s, a)γ∇vπ(s′)

=

K∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a)

+
∑
s∈S

∑
a∈A

∑
s′∈S

P(SK = s) π(a|s) P(s′ | s, a) γK+1∇vπ(s′)

=

K∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a) +

∑
s′∈S

P(SK+1 = s′)γK+1∇vπ(s′).

(by Equation (3.8))

To continue, we will take the limit as we want to unpack all ∇vπ.

∇J(π) = lim
K→∞

[
K−1∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a)︸ ︷︷ ︸

First term

+
∑
s∈S

P(SK = s)γK∇vπ(s)︸ ︷︷ ︸
Second term

]

We are allowed to split this limit if the limit of both terms exists, which we will check below.

= lim
K→∞

K−1∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a) + lim

K→∞

∑
s∈S

P(SK = s)γK∇vπ(s).

When looking at the second limit, we notice that∥∥∥∥∑
s∈S

P(SK = s)γK∇vπ(s)

∥∥∥∥ ≤∑
s∈S

P(SK = s)γK‖∇vπ(s)‖

≤
∑
s∈S

P(SK = s)γKLv

= γKLv
∑
s∈S

P(SK = s)
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= γKLv.

Thus we know that

0 ≤ lim
K→∞

∥∥∥∥∑
s∈S

P(SK = s)γK∇vπ
∥∥∥∥ ≤ lim

K→∞
γKLv = 0.

So we must have
lim
K→∞

∑
s∈S

P(SK = s)γK∇vπ(s) = 0.

Therefore,

∇J(π) = lim
K→∞

K−1∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a)

=

∞∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a). (3.9)

We may change the order of summation if the infinite sum of (3.9) converges absolutely. We will
prove this by showing that the absolute sum is bounded from above. Combined with the fact that
the absolute sum is an increasing sequence, this means that the sum must converge absolutely.

∞∑
k=0

∥∥∥∥∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x)qπ(x, a)

∥∥∥∥ ≤ ∞∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
‖∇π(a|x)‖ |qπ(x, a)|

≤
∞∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A

LπLq

=

∞∑
k=0

∑
x∈S

P(Sk = x)γk |A|LπLq

=

∞∑
k=0

γk |A|LπLq
∑
x∈S

P(Sk = x)

=

∞∑
k=0

γk |A|LπLq

= |A|LπLq
∞∑
k=0

γk

= |A|LπLq
1

1− γ
.

Therefore, we may change the order of summation and arrive at:

∇J(π) =
∑
x∈S

∞∑
k=0

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a)

=
∑
x∈S

µπ(x)
∑
a∈A
∇π(a|x) qπ(x, a).

This concludes the proof of the policy gradient theorem.
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The policy gradient as stated above has the µπ(x) term, which can be difficult to use in practice.
We can also compute ∇θJ(πθ) in a slightly different way, such that this term does not appear
anymore. Let us pick up the derivation of the policy gradient from Equation (3.9) and go in a
different direction. We have:

∇J(π) =

∞∑
k=0

∑
x∈S

P(Sk = x)γk
∑
a∈A
∇π(a|x) qπ(x, a)

=

∞∑
k=0

γk
∑
x∈S

P(Sk = x)
∑
a∈A
∇π(a|x) qπ(x, a)

=

∞∑
k=0

γkEXk∼pk

[∑
a∈A
∇θπθ(a |Xk) · qπθ (Xk, a)

]

where pk is the PMF representing the distribution over the reachability of possible states in
k steps, taking into account the environment’s transition probabilities and the policy’s action
selection probabilities. We proceed by multiplying and dividing by πθ, in order to create another
(conditional) expectation inside the existing one:

∇J(π) =

∞∑
k=0

γkEXk∼pk

[∑
a∈A

πθ(a |Xk)
∇θπθ(a |Xk)

πθ(a |Xk)
· qπθ (Xk, a)

]

=

∞∑
k=0

γkEXk∼pk

[∑
a∈A

πθ(a |Xk)∇θ log πθ(a |Xk) · qπθ (Xk, a)

]

=

∞∑
k=0

γkEXk∼pk

[
EAk∼πθ

[
∇θ log πθ(Ak |Xk) · qπθ (Xk, Ak)

∣∣∣Xk

]]
. (3.10)

This expression with two expectations turns out to be equivalent to one expectation over state-
action pairs (Xk, Ak). For ease of notation, we write g(X,A) = ∇θ log πθ(A |X) · qπθ (X,A) and
inspect the expectations of (3.10). It seems like the law of total expectation is applicable here,
but unfortunately we have a function g(X,A) which does not depend on A only. Let us expand
the expression:

EX
[
EA
[
g(X,A)

∣∣∣X]] =
∑
x∈S

P(X = x)EA
[
g(X,A) |X = x

]
=
∑
x∈S

P(X = x)
∑
a∈A

P(A = a |X = x) g(x, a)

=
∑
x∈S

∑
a∈A

P(X = x) P(A = a |X = x) g(x, a)

=
∑
x∈S

∑
a∈A

P(A = a,X = x) g(x, a)

=
∑

(x,a)∈S×A

P(A = a,X = x) g(x, a)

= E(X,A)

[
g(X,A)

]
We end up with:

∇J(π) =

∞∑
k=0

γk E(Xk,Ak)∼Pk

[
∇θ log πθ(Ak |Xk) · qπθ (Xk, Ak)

]
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where Pk is the joint PMF stemming from pk and πθ. We take the sum inside the expectation to
arrive at

∇J(π) = Eπ

[ ∞∑
t=0

γt · ∇θ log πθ(At |St) · qπθ (St, At)

]
(3.11)

where the expectation is over the whole trajectory of possible state-action pairs (St, At).

Note that multiple papers on reinforcement learning use the similar expression:

Eπ

[ ∞∑
t=0

∇θ log πθ(At |St) · qπθ (St, At)

]

as an expression for the policy gradient ∇J(π). This is shown by Nota and Thomas [29] to be
incorrect7 if γ 6= 1, as it leaves out the discount factor γt. Despite this error, this expression has
been used effectively in practice.

Now that we have found a neat expression for the gradient of our objective function, we want to
use it in order to improve our policy. The goal here is to adjust the current value of the parameters
θk such that the new values θk+1 produce a policy which performs better, meaning:

J(πθk+1
) ≥ J(πθk).

Updating the policy parameters is often done with the gradient ascent method:

θk+1 = θk + α ̂∇θJ(πθk) (3.12)

or more complex optimizers which generally build on the same principle.

Notice that the policy gradient has a hat in (3.12). That is because we do not know the true
state-action value function qπθ , so we can only use an estimate of the policy gradient in practice.
Section 4.1 on the Simple Policy Gradient algorithm will explain how we approximate the q-value.

3.2.4 Actor-Critic

Actor-Critic is a class of deep reinforcement learning algorithms which combine the strength of
policy-based methods and value-based methods. The policy is called the actor, since it acts in the
environment. The critic is often a value function, giving feedback to the actor on how good or
bad a particular action was.

By adding a critic, we can adjust the expression of the policy gradient to stabilize the learning
algorithm, without actually changing the value of the policy gradient. Let us first look into the
reason behind the change of expression, and then check that the value of the policy gradient
remains the same.

What is often used as a critic, is a second neural network which represents an approximate state
value function V πw with parameters w. The objective of this second network is to come as close
as possible to the true value function vπ. If we just append vπ to the expression for ∇J(π) given
in (3.11), we get

∇J(π)
?
= Eπ

[ ∞∑
t=0

γt · ∇θ log πθ(At |St) ·
(
qπθ (St, At)− vπθ (St)

)]
. (3.13)

7In fact, they show it cannot be a gradient of any function at all. This makes it unclear which objective is being
optimized.
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The question mark is added, because we do not know yet whether the equation still holds. We
will show this later. We now shorten the expression to:

∇J(π) = Eπ

[ ∞∑
t=0

γt · ∇θ log πθ(At |St) ·Aπθ (St, At)

]
(3.14)

where Aπθ , the advantage function, is defined as

Aπθ (s, a) = qπθ (s, a)− vπθ (s).

It indicates the advantage in value of taking action a from state s as compared to the average
return one would expect in state s. If Aπ(s, a) is positive, it means that choosing action a is
better than what our policy normally does in state s. So we want to adjust our policy parameters
θ such that the new πθ has a higher probability of selecting action a in state s. Vice versa for
Aπ(s, a) < 0.

For each state-action pair (s, a) the policy gradient in (3.14) consists of two parts:

(i) ∇θ log πθ(a|s) determines the steepest direction of the gradient such that the probability of
selecting action a in state s increases8,

(ii) Aπ(s, a) determines the length of the gradient vector and whether it should point in the
increase or decrease direction!

If Aπ(s, a) < 0, the policy gradient now adjusts the parameters such that the probability of
selecting action a is decreased. Without our addition of vπ in ∇J(π) this would not necessarily
be the case. For example, think of a state s where any action a results in a positive value for
qπ(s, a). Then for all actions a the probability of selecting a would be increased, even though we
would rather only increase the probability of selecting the optimal action.

Nevertheless, we still need to check whether we can remove the question mark from the expression
in (3.13). This is indeed the case, not just for the value function vπ(s), but for any so-called
baseline function b(s) which does not depend on an action a. A brief proof is given in [41, sec.
13.4], of which we will provide a more detailed version for the specific expression of ∇J(π) given
in (3.11).

We have that

∇J(π) = Eπ

[ ∞∑
t=0

γt∇θ log πθ(At |St) · qπθ (St, At)

]

= Eπ

[ ∞∑
t=0

γt∇θ log πθ(At |St) · (qπθ (St, At)− b(St))

]

= Eπ

[ ∞∑
t=0

γt∇θ log πθ(At |St) · qπθ (St, At)

]
− Eπ

[ ∞∑
t=0

γt∇θ log πθ(At |St) · b(St)

]
(3.15)

if it is true that

Eπ

[ ∞∑
t=0

γt∇θ log πθ(At |St) · b(St)

]
= 0. (3.16)

8Actually, we should say: “such that the log of the probability [. . .] increases”. However, since the log is a
monotonically increasing function, this is equivalent.
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We assume here that we are allowed to split the infinite sum, or in other words that both sums of
the expression in (3.15) converge. Let us confirm that (3.16) holds:

Eπ

[ ∞∑
t=0

γt∇θ log πθ(At |St) b(St)

]

=

∞∑
t=0

γt E(St,At)∼Pt

[
∇θ log πθ(At |St) b(St)

]
=

∞∑
t=0

γt
∑

st∈S,at∈A
P(St = st, At = at)∇θ log πθ(at|st) b(st)

=

∞∑
t=0

γt
∑
st∈S

∑
at∈A

P(St = st) P(At = at |St = st) ∇θ log πθ(at|st) b(st)

=

∞∑
t=0

γt
∑
st∈S

P(St = st)
∑
at∈A

πθ(at|st) ∇θ log πθ(at|st) b(st)

=

∞∑
t=0

γt
∑
st∈S

P(St = st) b(st)
∑
at∈A

πθ(at|st)
∇θπθ(at|st)
πθ(at|st)

=

∞∑
t=0

γt
∑
st∈S

P(St = st) b(st)
∑
at∈A

∇θπθ(at|st)

=

∞∑
t=0

γt
∑
st∈S

P(St = st) b(st)∇θ
∑
at∈A

πθ(at|st)

=

∞∑
t=0

γt
∑
st∈S

P(St = st) b(st)∇θ1

= 0.

Thus, we can indeed include a baseline function b(s) in the expression for the policy gradient.

One important question remains: if the value of the policy gradient does not change, why would
it help to include a baseline? We are still using the policy gradient to update the parameters, as
shown in (3.12).

The important detail in (3.12) is the fact that in practice we can only use an estimate of the policy
gradient. This estimate can vary quite a lot, being much higher or lower than the actual policy
gradient. By including V πw as a baseline this variance is reduced, which results in faster and more
stable policy learning [2].

The algorithms Vanilla Policy Gradient (VPG) and Proximal Policy Optimization (PPO) as de-
scribed in Sections 4.2 and 4.3 are both Actor-Critic algorithms that use a second neural network
to estimate vπ.
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Algorithms

In this chapter we describe three deep reinforcement learning algorithms. We will go into the
mathematics of each algorithm, and show how we have implemented it for Hanabi. We chose
these algorithms because we were curious to see how the actor-critic approach would perform in
this domain.

4.1 Simple Policy Gradient

The Simple Policy Gradient (SPG) algorithm is a method which directly adjusts the policy para-
meters to try to increase the value of the objective function. It is quite similar to the REINFORCE
algorithm by Williams [43], as they are both Monte Carlo, Policy Gradient Control methods. How-
ever, our implementation of SPG which is based on [3] performs one update to the parameters θ
after a certain batch of actions has been carried out, while REINFORCE updates the parameters
many times (an update for every time-step after it has played a full episode).

Whenever we update the parameters, we want to change their values in the direction of the steepest
ascent of the objective function, which is given by the policy gradient ∇θJ(πθ). This gives the
basic gradient ascent update step:

θk+1 = θk + α∇θJ(πθk).

In our implementations we use the slightly more complex update step provided by the Adam
optimizer [23], which stands for adaptive moment estimation. It uses estimates of the first and
second raw moment of the policy gradient.

To compute ∇θJ(πθk) we use the result of the policy gradient theorem shown in (3.11), repeated
here:

∇θJ(πθk) = Eπ

[ ∞∑
t=0

γt · ∇θ log πθk(At |St) · qπθk (St, At)

]
.

As this is an expectation over the states and actions within a trajectory, we can estimate its value
with a sample of such a trajectory. We run an episode of Hanabi, and collect the experience:
〈(s0, a0, r1), (s1, a1, r2), . . . , (sT−1, aT−1, rT )〉 where sT is the final absorbing state, after which no
action is necessary and all rewards are 0.

With this data, we compute gt as defined in (3.1) for every time step t as an unbiased estimate for
qπθk (st, at). Together with the gradient of the log probability of the chosen action, the estimate
of the policy gradient becomes:

̂∇θJ(πθk) =

T−1∑
t=0

γt∇θ log πθk(at|st) gt. (4.1)
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Depending on the batch size, we usually run multiple episodes and average over the outcomes of
(4.1) to get a lower variance estimate of the policy gradient. In our implementation, the batch
size indicates the minimum number of time steps of experience we want to collect, before doing a
parameter update step. After we reach this number, we let the current episode finish to complete
the batch of experience. For example, a batch size of 1000 contains about 17 episodes when the
agent plays well, as an episode then has an average length of about 60 time steps. In the beginning,
when the agent is still bad at playing the game, episodes are much shorter. Note that in the special
case of batch size 1, we always have one full episode of experience (not just 1 time step).

Let us define a batch B as the set {1, 2, . . . , j} of j episodes which have run in this epoch. Each
epoch collects one batch of experience after which it makes a parameter update to the policy
network. The total number of time steps in the batch is equal to TB = T1 + T2 + . . .+ Tj . When
the batch size is set to 1000, we often have TB ≈ 1020 as we let the last episode finish.

The estimate of the gradient that we use in our implementation now becomes:

˜∇θJ(πθk) =
1

TB

∑
i∈B

Ti−1∑
t=0

∇θ log πθk(at|st) gt.

Notice that we also excluded the γt term, even though we stated at the end of Section 3.2.3 that
this is incorrect. We discovered this relatively late in the project. The algorithm was still effective,
but we are curious what the effect of adding γt would have been.

Furthermore, we are taking the mean over all time steps, not just over the number of episodes, as
is done in [3, line 52] as well. This gives a scaled estimate for the gradient vector, but the direction
of the vector remains the same.

This gives the SPG algorithm shown in Algorithm 1.

Algorithm 1: Simple Policy Gradient

input: a differentiable policy parameterization πθ0 , learning rate α, discount factor γ
output: a (hopefully) improved policy πθk

1 for epoch k = 1, 2, . . . do
2 Collect a batch of experience Bk by running the current policy πθk in the environment.
3 Compute the discounted return gt for every collected time step t.
4 Estimate the policy gradient as

˜∇θJ(πθk) =
1

TBk

∑
i∈Bk

Ti−1∑
t=0

∇θ log πθk(at|st) gt

5 Perform the policy update with gradient ascent algorithm Adam, learning rate α.

6 end

A small optional addition to SPG is to renormalize the discounted returns gt before computing the
estimate of the policy gradient. This means we subtract the mean (g) and divide by the standard
deviation (σ) of all the discounted returns in the current batch. For each time step t the new value
g̃t is given by

g̃t =
gt − g
σ

.

In the implementation we add a tiny term (10−8) to the denominator to avoid dividing by zero.
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4.2 Vanilla Policy Gradient

The Vanilla Policy Gradient (VPG) algorithm is an actor-critic extension of SPG, since it includes
a second neural network for the critic. The critic is represented here by the approximate state
value function V πθw , which is trained alongside the policy network πθ. The idea behind adding a
critic, as explained in Section 3.2.4, is to get a better evaluation of the actions taken, and use it
in the expression for the policy gradient.

In order to get a good estimate of the true value function vπθ , we want to minimize the distance
|V πθw (s)− vπθ (s)| over all states s ∈ S. We define a loss function with the mean squared error as
the objective to minimize for V πθw :

L
(
V πθw

)
=

1

|S|
∑
s∈S

(
V πθw (s)− vπθ (s)

)2
. (4.2)

The gradient of this loss function is:

∇wL
(
V πθw

)
=

2

|S|
∑
s∈S

(
V πθw (s)− vπθ (s)

)
∇wV πθw (s).

Since the number of states |S| is enormous1 and we do not know the true value function vπθ , we
estimate this gradient with the data we collect by running a few episodes:

̂∇wL
(
V πθw

)
=

1

TB

∑
i∈B

Ti−1∑
t=0

(
V πθw (st)− gt

)
∇wV πθw (st). (4.3)

We use the discounted return gt as our target (estimate for vπθ (st)) when updating the parameters
w of our value function network.

Similar to [4], we update the value network multiple times per epoch, as opposed to the policy
network which we only update once per epoch.2 Our idea behind this is that the value function
needs to correspond to the current policy, which is changing every epoch. Therefore the value
network might need a few extra update iterations to keep track of the adjustments. The number
of value network updates per epoch is a hyperparameter which we usually set to 5.

Now that we have a good way to train our value function, we can use V πθw in our expression of
the policy gradient as shown in Section 3.2.4 to improve the training of our policy. We compute
an estimate of the advantage function for every collected time step t in our batch as follows:

Ât = gt − Vwk
(st) (4.4)

where the discounted return gt is our estimate of qπ(st, at), as it was in SPG as well.

In the pseudocode of VPG shown in Algorithm 2 below we will drop π from the notation of
V
πθk
wk for readability, but one should keep in mind that our value function network always tries to

approximate the value function corresponding to the current policy πθk .

1At least 1056, see Section 3.2.2.
2We have also tried updating the policy network multiple times per epoch, but this did not significantly improve

the algorithm.
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Algorithm 2: Vanilla Policy Gradient, adapted from [4]

input: a differentiable policy parameterization πθ0 , a differentiable value function
parameterization Vw0

, learning rates απ, αV , discount factor γ, number of value function
updates per epoch iV

output: a hopefully improved policy πθk

1 for epoch k = 1, 2, . . . do
2 Collect a batch of experience Bk by running the current policy πθk in the environment.
3 Compute the discounted return gt for every collected time step t.

4 Compute the advantage estimates Ât based on the current value function Vwk
for

every collected time step t:
Ât = gt − Vwk

(st)

5 Estimate the policy gradient as

˜∇θJ(πθk) =
1

TBk

∑
i∈Bk

Ti−1∑
t=0

∇θ log πθk(at|st) Ât

6 Perform the policy update with gradient ascent algorithm Adam, learning rate απ.
7 for iteration i = 1, 2, . . . , iV do
8 Estimate the gradient of the value function loss as

̂∇wL(Vwki
) =

1

TBk

∑
i∈Bk

Ti−1∑
t=0

(
Vwki

(st)− gt
)
∇wVwki

(st)

9 Perform the value function update with gradient descent algorithm Adam, learning
rate αV .

10 end

11 end

An optional adjustment to the basic version of VPG presented in Algorithm 2 is to use Generalized
Advantage Estimation (GAE). The GAE technique of Schulman et al. [35] estimates the advantage
of each action in more detail than the basic method in (4.4). They devised the following:

Â
GAE(γ,λ)
t =

∞∑
l=0

(γλ)lδVt+l (4.5)

where λ is a new hyperparameter in [0, 1] and δVt is defined as

δVt = rt + γVw(st+1)− Vw(st)

or in other words, the TD residual of Vw with discount γ [41]. To summarize briefly, GAE does
not only take the difference between all rewards coming after an action (gt) and the value function,
but instead uses all the TD residuals of the episode coming after action at. The weight factor λ
is used to establish how the importance of all these TD residuals is distributed. A value close to
1, such as λ = 0.95, is recommended by [35].

The adjustments necessary to the pseudocode of Algorithm 2 are:

• In line 3 the δVt needs to be computed for every collected time step t, instead of gt.

• Ât needs to be replaced by Â
GAE(γ,λ)
t in line 4 and 5, with the correct formula (4.5) in line

4.
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• In line 8 the target for the value network, which is now gt, gets replaced by: Â
GAE(γ,λ)
t +

Vwk
(st).

Notice that the new target, just like the old one, stays fixed throughout the iV number of value
function updates.

4.3 Proximal Policy Optimization

The actor-critic algorithm named Proximal Policy Optimization (PPO) [36] comes with a different
approach. In our previous algorithms, the small learning rate απ makes sure that the parameters
θ of our policy network cannot change much in one update. This means the new policy is close to
the old one in parameter space, but not necessarily in the space of action selection probabilities.
A little tweak to θ could change the action selection probabilities a lot.

PPO avoids this by ensuring that the new policy does not stray too far away from the old one in
terms of action selection probabilities. With a new hyperparameter ε, the incentive to increase
(or decrease) a certain action selection probability above 1 + ε (or below 1− ε) times the old one
is taken away. This is achieved by the clip function, defined for a < b as:

clip(x, a, b) =


b if x > b

x if a ≤ x ≤ b
a if x < a

.

This function is used to define a totally new objective for the policy. The classical reinforcement
learning objective of maximizing J(π) is replaced by:

maximize
θ

LCLIP(θ)

with
LCLIP(θ) = Eπ

[
min

(
r(θ)Âπθk , clip (r(θ), 1− ε, 1 + ε) Âπθk

)]
(4.6)

where the expectation is over state-action pairs (S,A) to be encountered, taking into account the
environment’s transition probabilities and the policy’s action selection distribution. Furthermore,
Âπθk = Âπθk (S,A) is any advantage function estimate, and r(θ) is the ratio between the new
policy and the old one:

r(θ) =
πθ(A |S)

πθk(A |S)
. (4.7)

In contrast to the previous two algorithms, instead of updating the policy parameters only once
per epoch, PPO performs multiple update iterations to the policy network per epoch. The old
policy, represented by πθk in the denominator of (4.7), is the policy used to collect the batch of
experience. It remains fixed throughout the update iterations of the current epoch. Only in the
first iteration, the new and old policy are the same.

Intuitively, in the ratio r(θ) we want that r > 1 for “good” actions, meaning where A > 0, such
that in our policy the probability of selecting these good actions increases. Similarly, for bad
actions (where A < 0) we would like to have r < 1. Suppose we have sampled one state-action
pair (s, a) from the environment, such that the objective becomes

LCLIP
1 (θ, s, a) = min

(
r(θ)Âπθk , clip (r(θ), 1− ε, 1 + ε) Âπθk

)
.

This single sample objective is shown in Figure 4.1, split into the cases of positive and negative
advantage.3 When A > 0 the algorithm is stimulated to increase LCLIP up to the point where

3To be complete: when A = 0 we do not want to change the policy, which is indeed what this objective function
achieves in that case (∀ θ : LCLIP(θ) = 0).
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Figure 4.1: Single sample LCLIP objective, taken from [36]. Keep in mind that
we are trying to maximize LCLIP. The red dot indicates where the update
iterations start (at r = 1, since the new and old policy are then the same).
The incentive for r to grow or shrink more than ε is taken away by the clip
function.

r = 1 + ε. After that the objective function is flat, giving a gradient of zero. For A < 0 we still
want to increase our objective LCLIP, but now up to the point where r = 1 − ε. Notice that in
both cases, if the policy updates go into the wrong direction of r for this particular state-action
pair, the incentive to go back remains no matter how far off the new policy is. This is achieved
by putting the min function in the objective.

In order to compute the gradient, let us consider possible values of the advantage estimate Âπθk ,
which we will continue to denote by A. Note that this estimate does not depend on θ but on the
old parameter values θk, and thus remains fixed throughout the update iterations. We separate
two cases:

• If A ≥ 0, we have

LCLIP
1 (θ, s, a) = min

(
r(θ)A, clip (r(θ), 1− ε, 1 + ε)A

)
= min

(
r(θ), clip (r(θ), 1− ε, 1 + ε)

)
A

= min
(
r(θ), 1 + ε

)
A

=

{
πθ(a|s)
πθk (a|s)A if r(θ) < 1 + ε

(1 + ε)A if r(θ) ≥ 1 + ε
.

This gives

∇θLCLIP
1 (θ, s, a) =

{∇θπθ(a|s)
πθk (a|s) A if r(θ) < 1 + ε

0 if r(θ) ≥ 1 + ε
.

Actually, the gradient at the point in θ-space where r(θ) = 1 + ε is undefined. For easier
implementation we define it to be 0.

• If A < 0, we have

LCLIP
1 (θ, s, a) = min

(
r(θ)A, clip (r(θ), 1− ε, 1 + ε)A

)
= max

(
r(θ), clip (r(θ), 1− ε, 1 + ε)

)
A

= max
(
r(θ), 1− ε

)
A
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=

{
πθ(a|s)
πθk (a|s)A if r(θ) > 1− ε
(1− ε)A if r(θ) ≤ 1− ε

.

This gives

∇θLCLIP
1 (θ, s, a) =

{∇θπθ(a|s)
πθk (a|s) A if r(θ) > 1− ε

0 if r(θ) ≤ 1− ε
.

Putting it all together, we have this expression for the gradient of the PPO objective, for one
sampled state-action pair:

∇θLCLIP
1 (θ, s, a) =


∇θπθ(a|s)
πθk(a|s)

A if
(A > 0 and r(θ) < 1 + ε) or

(A < 0 and r(θ) > 1− ε)
0 otherwise

. (4.8)

Note that it is essential for PPO to perform multiple update iterations on one batch of experience,
otherwise the clip function will never be used. In the first update the number of clipped state-
action pairs will be zero, since the new policy is then still equal to the old policy. This does not
mean that the gradient will be zero at the current parameters θk, so the policy does change for
the second iteration. That is the first moment where clipping can happen.

During each policy update we average over all the single sample gradients in the batch to get our
estimate for ∇θLCLIP(θ):

̂∇θLCLIP(θ) =
1

TBk

∑
i∈Bk

Ti−1∑
t=0

∇θLCLIP
1 (θ, st, at).

PPO also has a value function network, which we use to compute advantage estimates with the
same two methods as in VPG (choosing between the basic version or GAE). The symbol T Vt
shown in Algorithm 3 indicates the target of the value function network, which depends on the
chosen method. In the experiments of Chapter 6 it will always be indicated which one we applied.
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Algorithm 3: Proximal Policy Optimization, adapted from [5]

input: a differentiable policy parameterization πθ0 , a differentiable value function
parameterization Vw0

, learning rates απ, αV , discount factor γ, number of policy and
value function updates per epoch iπ, iV , clipping parameter ε

output: a hopefully improved policy πθk

1 for epoch k = 1, 2, . . . do
2 Collect a batch of experience Bk by running the current policy πθk in the environment.

3 Compute the advantage estimates Ât based on the current value function Vwk
.

4 for iteration i = 1, 2, . . . , iπ do
5 Estimate the LCLIP gradient as

̂∇θLCLIP(θki) =
1

TBk

∑
i∈Bk

Ti−1∑
t=0

∇θLCLIP
1 (θki, st, at)

6 Perform the policy update with gradient ascent algorithm Adam, learning rate απ.

7 end
8 for iteration i = 1, 2, . . . , iV do
9 Estimate the gradient of the value function loss as

̂∇wL(Vwki
) =

1

TBk

∑
i∈Bk

Ti−1∑
t=0

(
Vwki

(st)− T Vt
)
∇wVwki

(st)

10 Perform the value function update with gradient descent algorithm Adam, learning
rate αV .

11 end

12 end
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Chapter 5

Implementation

We have seen the three main algorithms in Chapter 4, but there is still a lot of designing and
tweaking to do before the algorithm learns to play well. Section 5.1 will talk about the early
design process and the choices we have made. For the larger design options and selection of
important hyperparameter settings we devised experiments, which will be presented in Chapter
6. The metrics that we record during the experiments are explained in Section 5.2.

5.1 Design process

One of the first steps one has to take when implementing a DRL algorithm is defining the input
and output of the neural network(s). In the first algorithm, SPG, we use one neural network
representing the policy, which has a certain state representation as input and selection probabilities
of actions as output. There are many ways in which the state (or observation, in the case of
partial observability1) can be represented as a vector of numbers. Similarly, the action set can be
represented in different ways as well.

We should note that in our implementation, the algorithm (or agent) controls both players in
Hanabi. Recall that we stick with the two-player setting for this report, as stated in Section 1.2.
We may sometimes use the agent as a synonym to the current player, but strictly speaking they
are not the same.

Initial input

When we tried to implement our first DRL algorithm, we included just two components of the
state information in the input vector: the firework stacks and the current player’s cards. The rest
of the state information was left out, to keep the input vector simple. We will often call the input
vector an observation vector or state representation.

Let us explain how we converted the two state components into numbers. The firework stacks
were represented by an integer in [0, 5] for each color. For each of the current player’s cards we
include a pair of integers in the order: (color, rank). We mapped each color to an integer, by the
mapping {(R 7→ 0), (Y 7→ 1), (G 7→ 2), (W 7→ 3), (B 7→ 4)}. We represented the ranks of the cards
by the values 0, 1, 2, 3, 4 instead of their actual values (1, 2, 3, 4, 5). In the example of Figure 5.1
the observation vector would look as follows:

[ 0, 0, 2, 1, 3︸ ︷︷ ︸
fireworks

, 0, 4, 4, 3, 0, 1, 3, 1, 2, 0︸ ︷︷ ︸
cards in hand

].

1And, as presented in Appendix B.1, it is probably a good idea to include more information than just the
current observation, such as some memory of previous observations, beliefs over your cards and (nested) beliefs of
other players.
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Figure 5.1: Example of a state. Player 1’s blue and white card are directly
playable. In simplified Hanabi players are allowed to view their own cards.

Notice that each firework stack just gets its current value in the observation vector, and that for
instance the R5 card is represented by the pair (0, 4).

Initial output

As output vector we provided the policy network with 10 nodes, representing the probabilities of
selecting a certain action. For each card in the player’s hand, it can choose to discard or play
that card, giving 10 actions in total. At first we thought including the hinting actions would be
unnecessary, since all information is available in the simplified version of Hanabi. This turned out
to be a mistake.

Showing playability

The initial setup described above did not work for SPG, so we tried an even simpler approach.
We acted as an oracle that tells the agent which cards are directly playable, and which are not.
In the example of Figure 5.1, we would produce the observation vector: [0, 1, 0, 1, 0] since the B4
and W2 cards can be played immediately. A few experiments that we have run with this input
vector, after adding some critical adjustments described below, are shown in Appendix A.1. As
soon as this setup worked, we stepped away from showing playability in the observation vector,
since we want our agent to recognize the playability of a card by itself.

Improved output

The algorithm was trying to perform illegal actions quite often. We realized that it was not allowed
to discard anything, because the hint tokens budget was always full at 8/8. The agent must give
a hint before it can discard.2 Thus, we included an 11th action node in the output vector, which
would result in giving a random legal hint. Our agent ignores the information of the hint, but it
was now able to use this action to lower the hint token budget and pass on the turn to the next
player.

Improved input

With the current input vector3 our agent is not able to observe whether discarding is legal or
not. For this we needed to include the hint token budget in the observation vector. We added

2See Section 1.1 for the rules of Hanabi.
3This holds for both the initial input and the input showing playability.
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the life tokens as well, such that the agent could directly observe some effect of playing a bad
card. Both quantities are converted to real numbers in [0, 1] to make sure they cover the same
range. Without normalization these ranges would differ ([0, 8] and [0, 3]) which is not beneficial
for gradient descent [20].

Illegal actions

The adjustment that finally made our SPG algorithm work was giving a negative reward to illegal
actions, such that it would learn not to choose them. If our agent chooses an illegal action, we save
the action in the experience batch along with the negative reward and the current observation.
However, we do not pass this action to the environment as it would give an error. This means we
leave the state of the environment unchanged: the agent will observe the exact same state in the
next time step. The hope is that due to the stochasticity of the policy, the agent will now select a
different (legal) action. Of course, it might happen that the agent chooses an illegal action many
times consecutively. If a certain maximum number of illegal actions have been selected by our
agent, we go straight to the policy update step without finishing the episode.4 In this way, the
algorithm usually quickly learns not to make illegal moves.

5.2 Recorded metrics

In this section we will give an overview of the metrics which we collected during our experiments.
Many of these metrics will occur in the graphs in Chapter 6. In most of these graphs the values
are presented by taking an average every 100 epochs, to make the graphs more readable.

The return is the undiscounted sum of rewards per episode:
∑T
t=1 rt, where T is the final step of

the episode. This is g0 from (3.1), with γ = 1. Notice that we use a discount factor of γ < 1 in
our objective during the experiments. This metric is a separate value, detached from the gt used
in (4.1) for example, just so we can keep track of the undiscounted sum of rewards.

The score is the actual outcome of the Hanabi game per episode. It is a value in {0, 1, . . . , 25}.
The fireworks metric is the sum of the firework stacks at the end of the game. This means it is
often equal to the score, except when all life tokens have been lost. Then the score will be 0, but
the fireworks can be anything in {0, 1, . . . , 24}5. When the fireworks go up during training, it is a
useful metric to see that the algorithm is actually learning something even though the score stays
at 0.

The lives metric shows how many life tokens were left at the end of an episode. At the start of
training this is often 0, until the algorithm discovers how to retain some life tokens.

With illegal actions we keep track of how many times the agent tried to perform an illegal move
during the epoch. Even for one episode there could be more illegal actions than the maximum
length of a Hanabi game6 since we keep the state of the game in place when the agent attempts
an illegal action (as explained in Section 5.1).

In the entropy metric we follow the entropy of our policy’s distribution. For a particular state s
it is computed as

∑
a∈A−π(a|s) log π(a|s). In the graphs the average entropy over all states in a

batch will be shown. These values are averaged again over every 100 epochs.

To plot the action probabilities we average over all policy distributions in a batch B, as in
1
|B|
∑
s∈B π(s), where π(s) represents the vector of action selection probabilities for state s. We

4We have set this maximum number of illegal actions equal to max(100, batch size). This makes sure that there
are at least 100 illegal actions in a batch when an episode is cut off because many illegal actions occurred, even
when the batch size is small.

5Not 25 in this case, as the game is finished when the 25th point is scored, leaving no opportunity to lose the
third life token.

6Which is 89, as shown in Section 7.1.
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only extract this once every 100 epochs (instead of taking an average again) to save computing
time.

In order to inspect how the value network is evolving, we keep track of the average output of the
network, along with the average target we train it towards. Just like the action probabilities, we
compute these metrics once every 100 epochs. The average value output of that particular epoch
is 1
|B|
∑
s∈B V (s). The average target is also computed over all states in a batch, and depends on

the type of target chosen, as explained in Section 4.2.

For PPO we have an extra metric called the clip fraction. This records how many of the state-
action pairs in a batch resulted in a clipped ratio, for the policy objective shown in (4.6). The
measured clip fraction is the total number of clipped state-action pairs, divided by the current
batch size. Per batch PPO makes multiple policy network update iterations, so we should add
that we measure the clip fraction at the last iteration. This often (but not always) has the highest
clip fraction of all iterations, since after more updates the new policy is likely differing even more
from the old policy (the one used to collect the experience of this batch).

A new metric we defined ourselves is called positional bias. We use this to track how large the
difference is in the policy’s preference for a particular card position relative to the others. The
algorithms often showed a bias towards certain card position. For example, it would play a card
from index 1 much more often than from index 3. To quantify this bias, we define

bg =
maxi,j∈Ag

(∣∣pi − pj∣∣)∑
k∈Ag

pk

where g can refer to any subset of actions and pi is the average probability of selecting action i
given the visited states of the current batch: pi = 1

|B|
∑
s∈B π(i|s). We track the positional bias

of two subsets: the five play actions and the five discard actions.

In words, the positional bias is the greatest distance between two action selection probabilities
within the same subset of actions. Also, we rescale this distance to a probability distribution on
this specific subset of actions only, to be able to fairly compare the play bias with the discard bias,
even if for example the agent discards much more than it plays.
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Experiments

In this chapter we will describe the experiments that we have run in order to answer the research
questions: Which algorithmic design options and hyperparameter settings are beneficial to the
learning pace? and Which algorithm reaches the highest average score? The different settings
that are being compared will be explained for each experiment. We directly show the results
within each section to conclude which options worked best.

Sections 6.1 and 6.2 contain experiments with only the SPG algorithm, while VPG and PPO are
added in Sections 6.3 and 6.4. In Section 6.5 we describe a final comparison between all three
algorithms.

6.1 Observation vectors

We devised a variety of possible observation vectors, of which we will compare the four most
important ones. To distinguish these different state representations, we refer to the length of the
observation vector. An overview is shown in Table 6.1.

Table 6.1: Overview of the various observation vectors we designed.

components of state information
length fireworks own cards other’s cards lives hints discards type

37 X X X X mix
62 X X X X X mix
136 X X X X X binary
186 X X X X X X binary

• Vector 37: the basics.

The information that the agent needs to determine which of her cards are playable, can
be fully observed from the state in simplified Hanabi. The current firework stacks and the
current player’s cards are sufficient. Thus, this observation vector contains these two pieces
of information. It also still holds the number of life and hint tokens left over.

The fireworks are represented by normalizing the current value of the stack for each color.
In the example of Figure 5.1 this becomes: [0, 0, 0.4, 0.2, 0.6]. For each of the player’s own
cards we include a one-hot encoding for the color, and a normalized value for the rank of
the card. For example, a Y4 card will be represented as [0, 1, 0, 0, 0, 0.6].

Notice that we subtract one from the rank of a card before normalizing it. The rank
representing input value is thus computed as rank−1

max rank , where the maximum rank is 5.
This means that this single input node of the neural network can only take on the val-
ues {0, 0.2, 0.4, 0.6, 0.8}, and not 1. Recognizing when a card is playable is easier now: a
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firework stack and a corresponding playable card should have the same value representing
their rank.

To complete the observation vector we concatenate all pieces together, while ensuring that
the order of the player’s cards is correctly maintained. This gives a length of 5+5 ·6+1+1 =
37. Recall that a player has 5 cards in her hand and that we include a normalized value for
the life and hint tokens.

• Vector 62: adding the discard pile.

This observation vector contains the same information as vector 37, with the addition of
the discarded cards. During a game of Hanabi, players are allowed to view the contents
of the discard pile. This can be helpful in deducing the possible cards in your own hand,
when playing the original version of Hanabi. In the simplified version it can still be useful to
determine which cards should not be discarded anymore (when there is only one duplicate
of a card left in the game).

We translate the discard pile into numbers in the following way. For each of the 25 unique
cards we include a normalized value representing the number of discarded copies of that
card. We group them per color, so for example the vector piece [0.667, 0, 0.5, 0, 0] indicates
that two rank 1 cards and one rank 3 card of a certain color are in the discard pile.1

• Vector 136: convert to binary.

As shown in Table 6.1 this observation vector contains the same components of the state in-
formation as vector 62. However, this vector represents all information with binary numbers
instead of real (normalized) values.

The firework stacks are now represented in thermometer style, with five binary numbers for
each color. For example, [1, 1, 1, 0, 0] means that the firework of a certain color is at rank 3.
For each of the player’s own cards we include a one-hot encoding for the color as well as the
rank. The Y4 card is now represented by the piece [0, 1, 0, 0, 0, 0, 0, 0, 1, 0]. The discard pile
is included with 10 binary values per color. For instance, [1, 1, 0, 0, 0, 1, 0, 0, 0, 0] means
that two rank 1 cards and one rank 3 card of a certain color have been discarded. Lastly, the
vector pieces [1, 1, 0] and [1, 1, 1, 1, 1, 0, 0, 0] indicate that there are 2 life tokens and 5 hint
tokens left. The total length of this observation becomes 5 · 5 + 5 · 10 + 5 · 10 + 3 + 8 = 136.

Since this is a larger input vector, the neural network has more connections to the first
hidden layer of which the weights can be tweaked. This could make it easier to train towards
desired behavior. More connections unfortunately also means a longer training time.

A different drawback can be the fact that the policy network might be less able to generalize
between states. For example, cards with rank 4 and 5 are closer related in gameplay than
cards with rank 1 and 5. A B5 card can be played directly after a B4 card. If our agent
has never played a B5 card before, we would still like it to generalize and output an almost
similar policy for the B5 card as for a B4 card. (Namely: do not play them at the beginning
of a game, but do so towards the end if possible.)

The information that B4 and B5 are similar cards was indirectly included in the normalized
rank values of vectors 37 and 62, because 0.6 and 0.8 are much closer than 0 and 0.8. In
vector 136 this is lost, since a different rank just means a different bit is turned on.

On the other hand, B4 and B5 are similar but definitely not the same card. They cannot
both be playable at the same time. It might be advantageous to try just the opposite of
vectors 37 and 62, and make the differences between cards clearer. That is the main idea
behind vector 136.

1There are three duplicates of a rank 1 card, but only two duplicates of a rank 3 card. The other ranks (of this
color) have not been discarded yet, in this example.
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Table 6.2: Settings of the experiments to compare the observation vectors.

37v62 62v136 136v186

Algorithm SPG SPG SPG
Representations

State 37 / 62 62 / 136 136 / 186
Action 11 11 11

Rewards
Successful play +1 +1 +3
Lost all lives −score −score −score
Illegal move −10 −0.5 −1
Lost one life 0 0 / −0.1 −0.1
Discard 0 0 0
Play 0 0 / +0.02 +0.02
Hint 0 0 / −0.02 −0.02
Discard playable 0 0 / −0.1 −0.1
Discard useless 0 0 / +0.1 +0.1
Discard unique 0 0 / −0.1 −0.1

Network architecture
Hidden layers [64] [64, 64] [128, 128, 64]
Activation function Tanh Tanh Tanh

Hyperparameters
Batch size 500 1000 1000
Entropy coefficient 0 0.01 0.01
Renormalize no yes yes
Discount factor 0.99 0.99 0.99
Learning rate 10−3 10−3 3 · 10−4

• Vector 186: adding the other player’s cards.

This observation vector is constructed in the same way as vector 136, with the addition of
the other player’s cards. In simplified Hanabi, observing the other player’s cards is much
less relevant than the knowledge of your own cards, but it could still be useful. For example,
if you have many playable cards and your companion has none, you might want to play a
card that makes one of her cards playable (e.g. you have a playable R2 and she has a R3).

We add the other player’s cards in the same manner as the current player’s cards in vector
136. This means the vector is extend by 5 · 10 binary values, becoming length 186.

The only component of state information that is not mentioned in Table 6.1 is the current deck
size. We excluded this small piece of information to keep the observation vectors simple. However,
it could still be a useful addition for future research as Hanabi players sometimes need to be careful
to make sure the deck is not emptied too quickly.

The mix and binary categorisations in the last column of Table 6.1 refer to the type of values
which are in the observation vector. Vectors 136 and 186 consist of only 0’s and 1’s, while the
others contain a mix of integer values and real values, but always inside the interval [0, 1].

We created these observation vectors at different times throughout the project. Unfortunately, we
have not run a single experiment where all four of the described observation vectors are used. We
will compare the different vectors in a pairwise manner. The settings of these runs can be seen
in Table 6.2. Note that the comparison of the observation vectors with length 62 and 136 is not
completely fair, as the reward settings of their respective runs differ.
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Figure 6.1: Observation vectors with length 37 and 62. Performance is similar
throughout training, with vector 37 having a slight advantage near the end.
See column 37v62 in Table 6.2 for the settings.

Results of Observation vectors

In general, all graphs presented in Figures 6.1, 6.2, 6.3 show a version of the SPG algorithm that
is beginning to learn how to play Hanabi. The differences in performance and learning speed are
not very large.

For the comparison of observation vectors 37 and 62 in Figure 6.1 the fireworks metric is used, as
we did not keep track of the scores yet at that point. These two metrics are often very close, as
explained in Section 5.2. Vector 37 seems to perform slightly better after 800,000 epochs, but we
continued our research with vector 62. This was because it includes information on the discard
pile, which we think is quite essential (especially near the end of a game).

Between vectors 62 and 136, shown in Figure 6.2, there is a larger difference in performance, with
62 having the upper hand. However, we continued with the observation vector of length 136 for
many future experiments. We assessed it as more promising for VPG and PPO, since it presents
the differences between distinct states clearer. Unfortunately, we have not tested vector 62 against
136 for VPG and PPO, which would have been an interesting experiment.

Observation vector 186 shows promising growth as well, as can be seen in Figure 6.3. When
we invented this vector near the end of the project we also tried it on VPG and PPO. These
experiments showed similar behaviour to Figure 6.3, with vectors 136 and 186 reaching about
equal scores. We decided to stick with vector 136 for faster training times.

Overall, it is difficult to say which observation vector performs best. It seems like the differences
are not very significant, and depend a lot on the algorithm and other settings used.
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Figure 6.2: Observation vectors with length 62 and 136. Vector 136 learns
more quickly, but seems to hit a plateau in this particular setting. See column
62v136 in Table 6.2 for the settings.
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Figure 6.3: Observation vectors with length 136 and 186. Both vectors work
well, with vector 186 showing promising growth. See column 136v186 in Table
6.2 for the settings.
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6.2 Stimulate exploration

Exploration is one of the key aspects of deep reinforcement learning algorithms that we struggled
with during our project. The stochastic policy of our algorithm often turned almost deterministic
rather quickly. A deterministic-like policy is acceptable if the agent is converging towards desired
performance. However, our agents were converging into low-entropy policies too quickly, while the
actions chosen were definitely not optimal yet.

Out of the five card positions (indices 0, 1, 2, 3, 4) our agent can choose to play or discard from,
it often converged to playing from only one position (for example, always choosing index 0). We
wanted to stimulate exploration, such that the agent would try out different card positions for a
much longer time during training.

Multiple ideas were tried, but we will present the details of the three main concepts. These are:
including an exploration term in the policy, adding an entropy term to the objective, and shuffling
the cards in the player’s hand. Other ideas are briefly described in Appendix B.2.

Exploration term

In this approach we add an exploration term2, ε ∈ [0, 1], to the action selection procedure of the
policy. The idea is drawn from the value-based ε-greedy algorithm. We wanted to try out if this
setup would work for a policy-based algorithm as well.

In our regular policy πθk the next action is sampled from the output of the policy network given
a particular state: at+1 ∼ πθk(st). With the added exploration term ε, this policy distribution
becomes:

πεθk(st) = Ulegal(st) · ε+ πθk(st) · (1− ε)

where Ulegal(st) is a (discrete) uniform distribution over all legal actions given state st. For a
specific action a (which is legal given the current state st) we have that the probability of selecting
a is:

πεθk(a|st) =
1

|Alegal(st)|
· ε+ πθk(a|st) · (1− ε)

For an illegal action i the probability is: πεθk(i|st) = πθk(i|st) · (1− ε) as it will not be selected by
the random exploration part of πεθk .

The effect of ε on πθk(st) is visualized in the diagrams of Figure 6.4. In this example we assume
to have a state where all 11 actions are legal3. All action selection probabilities that are under 1

11
are increased, while any probabilities above that threshold are decreased.

Entropy term

The fact that our policy was becoming almost deterministic during training, means that the
entropy of our policy’s distribution is very low. In order to stimulate more exploratory behaviour,
we included an entropy term in the objective. We define the entropy H of the policy π for a
certain state s as

Hπ(s) =
∑
a∈A
−π(a|s) log π(a|s). (6.1)

This means that the new objective becomes

Jnew(π) = Jold(π) + β · Eπ[Hπ(S)] (6.2)

2Note that this is a different ε than the ε used as the clipping parameter of PPO.
3Which is quite often the case: when the hint token budget is not equal to 0 or 8.
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Figure 6.4: Shifting probabilities with ε. In the new policy, action selection
probabilities are more spread out, to stimulate exploration. The labels are: d
for discard, p for play, and h for giving a hint. The numbers next to d or p
indicate from which index (position in the player’s hand) a card is chosen for
that action.

where Jold(π) can be the objective function of SPG, VPG, or PPO, and the expectation in the
second term is over all the states one may encounter using policy π, taking into account the
environment’s transition probabilities and the policy’s action selection probabilities. The entropy
coefficient β is a new hyperparameter to determine the importance of the entropy term.

Shuffling cards

We noticed that our agents often had a large positional bias (defined in Section 5.2) in choosing
the index for a play or discard action. The Hanabi Learning Environment (HLE) is made in such
a way that whenever a player is dealt a new card from the deck, the new card is added at the end
of the player’s hand. The other cards move up one position until the empty card slot is filled. We
think this way of dealing cards might introduce a bias in the way our agent chooses its actions.
We see it sometimes only playing and discarding from position index 0 or 1, while waiting for
playable cards to reach that position.

To test if it has any influence, we tried to reprogram the HLE such that new cards are put into
the empty slot directly. It turned out that this was more difficult than initially thought, so we
came up with a different approach. Each turn of the game the cards of the active player are now
shuffled. This means that the newly dealt card could be in any position in the player’s hand,
which hopefully decreases positional bias and increases performance.

Experiments

The settings of the experiments we ran to compare these three approaches are shown in Table 6.3.
Notice that for each approach we show a couple of runs: one which does not use the exploration
stimulus, and a few with different values for the relevant setting.
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Table 6.3: Settings of the experiments to compare the exploration stimuli.

Epsilon Entropy Shuffle

Algorithm SPG SPG SPG
Representations

State 62 62 62
Action 11 11 11

Rewards
Successful play +1 +1 +1
Lost all lives −score −score −score
Illegal move −10 −2 −0.5
All others 0 0 0

Network architecture
Hidden layers [64] [64] [64, 64]
Activation function Tanh Tanh Tanh

Hyperparameters
Batch size 500 500 1000
Renormalize no no yes
Discount factor 0.99 0.99 0.99
Learning rate 10−3 10−3 10−3

Exploration
Epsilon term4 0 0 0

0.5 (fast)
0.5 (slow)
0.05

Entropy coefficient 0 0 0.01
0.0001
0.01
0.1

Shuffle cards no no no
yes

Results of Stimulate exploration

The first experiment, in which we try to stimulate exploration by adding an ε term to the policy,
was not successful. Figure 6.5 shows that for any value of ε and the different decay strategies
(exponential, linear, no decay) that we tried, the fireworks did not increase, or only barely. We
decided to drop this approach.

One possible reason for the fact that this setup did not work could be that this RL algorithm is
now off-policy, while the backbone of the algorithm (SPG) expects an on-policy approach. This
approach is off-policy because the experience is collected using policy πεθk , while the updates are
to the network πθk .

Adding an entropy coefficient does seem to work, as shown in Figure 6.6. The scores and fireworks
for β = 0.01 are reaching the same level as the run without entropy stimulation (β = 0). From
Figure 6.7 is it clear that the mean entropy of the policy is decreasing less quickly when we use
a β > 0, which means that our agent has a greater chance of exploring. Also, the positional bias
stayed much lower (especially for discard actions) when using a not-too-small entropy coefficient,

4About the speed of decay: ε decays in an exponential manner: εt = ε0 ·f t, where f is a set decay factor and t is

the epoch number in this case. In the first run with ε > 0 (fast decay) it is equal to (0.001/0.5)(1/10
4) ≈ 0.9994 such

that ε is low (defined as 0.001) at epoch 104. In the next run (slow decay) we have f = (0.001/0.5)(1/10
6) ≈ 0.999994.

For the last run f = (0.001/0.05)(1/10
6) ≈ 0.999996.
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Figure 6.5: Non-zero values for the exploration term ε show similar behaviour:
not or barely increasing in performance. See column Epsilon in Table 6.3 for
the settings.

as presented in Figure A.2. This is another indication that our policy is not becoming deterministic
too quickly, which is what we were looking for. We decided to continue with β = 0.01 in our future
experiments.

To conclude the entropy experiment, Figure 6.9 displays histograms presenting the average action
selection probabilities of our agent’s current policy. It is clearly visible that the exploration is
hindered without an entropy stimulus, as that agent only plays from index 1 and 4. The play
probabilities of the agent with β = 0.01 are low, but at least they are all larger than 0.

Shuffling the cards did not help to improve the exploration of our agents. In fact, it did not work
at all, as shown in Figure 6.10. Whenever we shuffled the cards the score stayed at zero and the
fireworks did not increase either. We are not sure about the reason for this. There might be a
bug in the code or it could be the case that shuffling the cards is a bad idea in general. Either
way, we did not continue with this setup.
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Figure 6.6: Different values for the entropy coefficient β. No entropy term
(β = 0) still seems to work best, although β = 0.01 is very close. See column
Entropy in Table 6.3 for the settings.
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Figure 6.7: Entropy of the policy, with different values for the entropy coeffi-
cient β. As expected: the larger the entropy coefficient, the longer the entropy
stays high. See column Entropy in Table 6.3 for the settings.
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(b) Discard bias

Figure 6.8: Positional bias for different values of the entropy coefficient β. In
general we see that a larger entropy coefficient gives a lower bias. See column
Entropy in Table 6.3 for the settings.
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Figure 6.9: The action selection probabilities of our policy during epoch 53,250.
The probabilities are averaged over all ∼500 states encountered during the
epoch. The labels are: d for discard, p for play, and h for giving a hint. The
numbers next to d or p indicate from which index (position in the player’s
hand) a card is chosen for that action. New cards always enter the hand at
index 4, other cards slide to the left (one index lower) if necessary. Notice that
our agent often plays with the newest card, while discarding with the oldest.
Including an entropy term helps to spread out this positional preference. See
column Entropy in Table 6.3 for the settings.
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Figure 6.10: Shuffling cards in a player’s hand did not work, the agent cannot
learn how to increase its performance anymore. See column Shuffle in Table
6.3 for the settings.

6.3 Reward shaping

The game of Hanabi has a natural reward system in itself, as we can follow the score to measure
the performance of our agent. This gives a +1 reward for every successfully played card, and a
reward of −score when the last life token is lost (as the score goes down to zero in that case).

Aside from these standard rewards, we can tweak the reward function to encourage the agent
to take (what we think are) beneficial actions, and discourage bad actions. We must be careful
not to send the agent’s policy in a suboptimal direction, as our estimates of the helpfulness of a
particular action could be inaccurate. It can sometimes be better to let the agent figure out the
best behaviour by itself without extra reward shaping, as it might discover unknown beneficial
moves. On the other hand, reward shaping can assist the agent in getting to a good performance
more quickly [25].

In Table 6.4 we have provided an overview of the actions (that lead to certain results) of which
we have adjusted the rewards in some experiments. We will proceed with an explanation of the
non-standard rewards shown in the table. The illegal actions are dealt with in a special manner,
as explained in Section 5.1. Losing one life token is generally bad, but should not be punished too
much, as this could scare the agent to take a risky chance once in a while. Discarding, playing, and
hinting are neutral actions normally, but we noticed that our agent was hinting and discarding a lot
while playing only occasionally. We tried to motivate the agent to play more by giving this action
a small positive reward. Furthermore, we shaped the rewards corresponding to different outcomes
of a discard action more specifically. Discarding a card that was actually directly playable is
almost always a bad move, while getting rid of a useless card5 is often good. Lastly, discarding a
unique card6 is never advantageous when trying to reach the perfect score.

5For example, a card with a rank lower than or equal to the current firework stack of its color. Another
possibility: a card with a high rank which is not reachable anymore, since all duplicates of a certain lower rank in
the same color have been discarded.

6A card of which there is only one copy left in the game. All other duplicates are in the discard pile.
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Table 6.4: Different rewards used throughout the design and experimentation process.

Action Assessment Default reward Other rewards tried

Standard Hanabi rewards
Successfully played a card good +1 +2,+3,+5,+10,+100
Lost all life tokens bad −score −50

Non-standard rewards
Illegal action bad 0 −0.5, −1, −2, −10
Lost one life token bad 0 −0.1
Discard neutral 0 −0.02
Play neutral 0 +0.02
Hint neutral 0 −0.02
Discard playable bad 0 −0.1
Discard useless good 0 +0.1
Discard unique bad 0 −0.1

We will present a few experiments that use different reward functions. The settings of these
experiments are shown in Table 6.5. With the two runs in column A we try to answer the
question: Is it beneficial to apply extra7 reward shaping? The 3 · 4 runs in the columns under
B attempt to discover the best setting for the (arguably) most important reward: when a card
is successfully played. We do this separately for each of the three algorithms. Notice that the
settings in column B describe the first experiment where we use the algorithms VPG and PPO as
well, instead of only SPG.

Results of Reward shaping

In Figure 6.11 one can see that reward shaping is useful in our environment. Even though the
scores take a little longer to get off 0, the fireworks start developing early on and are not finished
yet. We kept using this extra reward shaping in our future experiments.

Figures 6.12, 6.13, 6.14 show the differences of the successful play rewards for SPG, VPG, PPO
separately. The results vary quite a lot per algorithm. In SPG and PPO the +5 reward works
best, while in VPG it is the worst. The reward of +100 seems to train well in VPG, but becomes
unstable near the end. In SPG and PPO this reward also had the most variation.

Some of the runs had so much variation in score, that it made the graphs unreadable.8 This is why
we made the graphs in Figures 6.12, 6.13, 6.14 smoother by averaging the results again over every
5000 epochs (instead of only 100 epochs). Keep in mind that the runs, especially with reward
+100, have large variations in performance. It is one of the reasons why we decided to continue
with +10 as our main reward for a successfully played card in the experiments to come.

7Extra, since we always still have the standard rewards and the necessary punishment for an illegal action.
8See Figure A.7 in the Appendix for a comparison.
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Table 6.5: Settings of the experiments to compare the reward functions.

A B

Algorithm SPG SPG VPG PPO
Representations

State 136 136 136 136
Action 11 11 11 11

Rewards
Successful play +1 +2 +2 +2

+5 +5 +5
+10 +10 +10
+100 +100 +100

Lost all lives −score −score −score −score
Illegal move −0.5 −1 −1 −1
Lost one life 0 / −0.1 −0.1 −0.1 −0.1
Hint 0 / −0.02 −0.02 −0.02 −0.02
Play 0 / +0.02 +0.02 +0.02 +0.02
Discard 0 0 0 0
Discard playable 0 / −0.1 −0.1 −0.1 −0.1
Discard useless 0 / +0.1 +0.1 +0.1 +0.1
Discard unique 0 / −0.1 −0.1 −0.1 −0.1

Network architecture
Hidden layers π [128, 64] [64, 64] [64, 64] [64, 64]
Activation function π Tanh Tanh Tanh Tanh
Hidden layers V - - [64, 64] [64, 64]
Activation function V - - Tanh Tanh

Hyperparameters
Batch size 1000 1000 1000 1000
Entropy coefficient 0.01 0.01 0.01 0.01
Renormalize yes yes yes yes
Discount factor 0.99 0.99 0.99 0.99
Learning rate π 10−3 10−3 10−3 10−3

Learning rate V - - 10−3 10−3

Update iterations π 1 1 1 5
Update iterations V - - 5 5
Advantage type - - GAE GAE
Lambda - - 0.95 0.95
Clipping parameter - - - 0.2
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Figure 6.11: Reward shaping seems to be beneficial, as its performance sur-
passes the plateau of the opposing setting. See column A in Table 6.5 for the
settings.
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Figure 6.12: Different rewards for a successful play, with SPG. Giving a +5
reward seems to work best, with +10 not far behind. See column SPG under
B in Table 6.5 for the settings.
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Figure 6.13: Different rewards for a successful play, with VPG. The +100
reward scores best, but shows unstable performance near the end. See column
VPG under B in Table 6.5 for the settings.
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Figure 6.14: Different rewards for a successful play, with PPO. The rewards
+2, +5, and +10 learn quickly, but all of them hit a certain plateau. See
column PPO under B in Table 6.5 for the settings.
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6.4 Deep networks

We started many experiment with relatively shallow networks, containing just a few hidden layers.
We were interested to see if deepening the neural networks would be beneficial for the performance
and learning pace. For VPG and PPO we extend both the policy network and the value network
up to 6 hidden layers. SPG only has a policy network, which we adjust similarly.

The type of the layers remains the same throughout the experiments, being fully connected linear
layers. The activation functions in between are all hyperbolic tangents (Tanh). The output layer
is the only exception: in the policy network it has a softmax activation to convert the output
values to action selection probabilities, in the value network it has the identity function. This
makes sure that the only node in the output layer of the value network can produce any number
in R.

The experiment settings are shown in Table 6.6. Each column represents 3 runs where one al-
gorithm is tried with different network sizes.

Table 6.6: Settings of the experiments to compare networks of different sizes.

Algorithm SPG VPG PPO

Representations
State 136 136 136
Action 11 11 11

Rewards
Successful play +10 +10 +10
Lost all lives −score −score −score
Illegal move −1 −1 −1
Lost one life −0.1 −0.1 −0.1
Hint −0.02 −0.02 −0.02
Play +0.02 +0.02 +0.02
Discard 0 0 0
Discard playable −0.1 −0.1 −0.1
Discard useless +0.1 +0.1 +0.1
Discard unique −0.1 −0.1 −0.1

Network architecture
Hidden layers π 4: [128(×3),64] 4: [128(×3),64] 4: [128(×3),64]

5: [128(×4),64] 5: [128(×4),64] 5: [128(×4),64]
6: [128(×5),64] 6: [128(×5),64] 6: [128(×5),64]

Hidden layers V - same as π same as π
Hyperparameters

Batch size 1000 1000 1000
Entropy coefficient 0.01 0.01 0.01
Renormalize yes yes yes
Discount factor 0.99 0.99 0.99
Learning rate π 3 · 10−4 3 · 10−4 3 · 10−4

Learning rate V - 3 · 10−4 3 · 10−4

Update iterations π 1 1 5
Update iterations V - 5 5
Advantage type - GAE GAE
Lambda - 0.95 0.95
Clipping parameter - - 0.2
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Figure 6.15: Different number of hidden layers, with SPG. The deeper the
network, the later the performance starts to increase. See column SPG in
Table 6.6 for the settings.

Results of Deep networks

In Figures 6.15, 6.16, 6.17 we can see that in general less layers give a better performance. However,
it could of course be the case that the deeper networks have the advantage in the long run but need
much more training to get there. It interesting to see that especially for PPO smaller networks
seem to work better.
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Figure 6.16: Different number of hidden layers, with VPG. Going from 5 to
6 hidden layers seems to be a larger difference than from 4 to 5. See column
VPG in Table 6.6 for the settings.
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Figure 6.17: Different number of hidden layers, with PPO. All network sizes
learn quickly, but 4 hidden layers works best. See column PPO in Table 6.6
for the settings.
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6.5 Comparing algorithms

In this final experiment we compare the best runs of each of the three algorithms: Simple Policy
Gradient (SPG), Vanilla Policy Gradient (VPG), and Proximal Policy Optimization (PPO). The
optimal design choices and hyperparameter settings have been set by the previous experiments.
The settings of the runs that we will compare are presented in Table 6.7.

Results of Comparing algorithms

The conclusion from the final comparison between the three algorithms shown in Figure 6.18 is
quite clear. VPG is the best working algorithm in our environment of simplified Hanabi, scoring
an average of 24.4 points. Although we might expect PPO to work better, as it is a newer and
arguably more sophisticated algorithm, the agent had hit a plateau around 20. The learning speed
of PPO was superior in the beginning, as you can see in Figure 6.19, but after around 105 epochs
VPG surpassed it. The learning pace of SPG was the slowest, but it is interesting to see that it
still has not stopped learning, and could perhaps even outperform PPO if we had continued the
experiment for another week.

The outcomes of the 1000 test trials that we ran with the best version of each algorithm are shown
in Table 6.8. Histograms of the scores of our best agents are presented in Figures 6.20, 6.21, 6.22.
The VPG agent achieves a lot of perfect games, while SPG and PPO struggle to reach 25 points.
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Figure 6.18: Comparing the three algorithms. VPG performs best, as PPO is
unable to surpass its plateau. SPG is still slowly but steadily increasing. See
Table 6.7 for the settings.
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Table 6.7: Settings of the experiments to compare the three algorithms.

Algorithm SPG VPG PPO

Representations
State 136 136 136
Action 11 11 11

Rewards
Successful play +3 +10 +1
Lost all lives −score −score −score
Illegal move −1 −1 −1
Lost one life −0.1 −0.1 −0.1
Hint −0.02 −0.02 −0.02
Play +0.02 +0.02 +0.02
Discard 0 0 0
Discard playable −0.1 −0.1 −0.1
Discard useless +0.1 +0.1 +0.1
Discard unique −0.1 −0.1 −0.1

Network architecture
Hidden layers π [128, 128, 64] [128, 128, 64] [128, 128, 64]
Hidden layers V - [128, 64, 32] [128, 64, 32]

Hyperparameters
Batch size 1000 1000 1000
Entropy coefficient 0.01 0.01 0.01
Renormalize yes yes yes
Discount factor 0.99 0.99 0.99
Learning rate π 3 · 10−4 3 · 10−4 3 · 10−4

Learning rate V - 3 · 10−4 3 · 10−4

Update iterations π 1 1 5
Update iterations V - 5 5
Advantage type - GAE GAE
Lambda - 0.95 0.95
Clipping parameter - - 0.2

Table 6.8: Metrics of 1000 test games after two million epochs of training. The
corresponding settings are shown in Table 6.7.

SPG VPG PPO

Mean score 18.37 24.38 20.50
Median score 18 25 21
Standard deviation 2.33 1.20 2.16
Perfect games 0.0% 70.5% 1.0%
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Figure 6.19: Comparing the three algorithms after just 105 epochs. PPO learns
very quickly, but is about to be outperformed by VPG. See Table 6.7 for the
settings.
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Figure 6.20: Scores of the SPG agent in 1000 test games after two million
epochs of training. Although some runs came close, no perfect games have
been played. See column SPG in Table 6.7 for the settings.
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Figure 6.21: Scores of the VPG agent in 1000 test games after two million
epochs of training. The agent reached the perfect score in about 70% of the
games. See column VPG in Table 6.7 for the settings.
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Figure 6.22: Scores of the PPO agent in 1000 test games after two million
epochs of training. In a little more than half the games the agent scored
higher than 20. See column PPO in Table 6.7 for the settings.
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Chapter 7

Game properties

In this chapter we will analyze some game-theoretic properties of Hanabi. When programming an
algorithm for a game such as Hanabi, it is useful to know how many turns a game can take, so
we include a proof of the maximum length of a game in Section 7.1. In Section 7.2 we adjust the
proof to the maximum length of a perfect game, for which we have a different answer than found
in literature. The number of possible hands of cards is computed in Section 7.3. This might be
useful information for algorithms that tackle the full version of Hanabi, where a belief over the
cards in the current player’s hand could be tracked. Finally, in Section 7.4 we show that many
Hanabi states can only be reached at one specific time step, which provides some insight in the
type of Markov decision process we are working with.

7.1 Maximum length of a game

In this section we will investigate the maximum length of a Hanabi game. With “a Hanabi game”
we mean a game of Hanabi according to the rules described in Section 1.1.

Proposition 4. The maximum length of a Hanabi game is 89 turns.

Proof. This proof consists of two parts. First we will show that there exists a Hanabi game of
length 89. After that we will prove that no Hanabi game can have a higher number of turns than
89.

Part 1. Take a Hanabi game of 2 players. At the start, each player has 5 cards so there are 40 cards
left in the deck. Suppose the players start the game by giving hints until all information tokens
are gone. This takes 8 turns. Then they start a pattern by alternating one discard action and one
hint action, continuing until the deck is empty. After the last discard action (which empties the
deck) there have been 40 discard actions, with 39 hints in between. Each player gets one more
turn, in which they could discard another card. This gives a total of 8 + 40 + 39 + 2 = 89 turns.

Part 2. In this part we will define a value Σt for a Hanabi game. We will show that it is impossible
for this value to increase during the game, from which the maximum number of turns follows. The
value Σt can be interpreted as the maximum possible number of total turns that is still reachable,
after time step t.

In a Hanabi game, we denote the current total number of turns taken by t, and the current deck
size after turn t by dt. The number of hint tokens left over after turn t, with the restriction that
these tokens can still be used before the deck is empty, is denoted by ct:

ct =

{
mt if dt > 0,

0 if dt = 0.
(7.1)
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Recall from Section 3.1 that mt is the number of hint tokens available, without any restrictions.
We add the restriction to ct here to differentiate between the situations before and after the deck
has been emptied. This is because once the deck is empty, hint actions cannot be used to stall the
game anymore. At that point, when dt = 0, there is a fixed maximum number of turns left, which
we denote by pt (initially equal to the number of players p).

We define one more value: ut, which we call the undisclosed hints. This value keeps track of how
many cards can still retrieve a hint token which could be used before the deck is empty. We have:

ut =

{
dt − 1 if dt > 0,

0 if dt = 0.
(7.2)

Every card that is played or discarded can retrieve a hint token. This can be done d0 times in
total and then the deck is empty. However, if the last card that empties the deck retrieves a hint
token, this token is only usable after the deck is empty. Thus, the value of ut is always one less
than the current deck size dt (except when the deck is already empty).

We will now look into the effect of different actions on the values of t, ct, dt, ut, and pt. A player
can choose three actions in each turn: play, discard, or hint. The effect of each action on the
different values is summarized in Table 7.1. Notice that with every play or discard action the
number of undisclosed hints decreases by one: ut = ut−1 − 1, as there is one less card available to
retrieve a hint token from. We denote this change as ∆ut = ut − ut−1. The special cases are:

• When a card with rank 5 is played successfully the number of hint tokens increases by one,
if the number of hint tokens is not already at its maximum.

• When the deck is emptied (by a play or discard action at dt−1 = 1), the value ct drops down
to zero. Any left over hint tokens cannot be used before the deck is empty, anymore. The
number of undisclosed hints is already at zero when dt−1 = 1, so it does not change.

• When the deck is already empty, any action only decreases pt by one (and increases t). It
has no influence on ct, dt or ut, which are all at zero already.

The value Σt is defined as the sum over all values included:

Σt = t+ ct + dt + ut + pt. (7.3)

Recall that Σt represents the maximum possible number of total turns that is still reachable, after
time step t.

Table 7.1: Effect of actions on the different values. The three exceptions at
the bottom have priority over the three standard actions at the top.

action ∆t ∆ct ∆dt ∆ut ∆pt ∆Σt
play +1 0 −1 −1 0 −1
discard +1 +1 −1 −1 0 0
hint +1 −1 0 0 0 0

play a rank 5 card successfully1 +1 +1 −1 −1 0 0
action that empties the deck +1 −ct−1 −1 0 0 ≤ 0
action when the deck is empty +1 0 0 0 −1 0

1Only if dt−1 > 1 (otherwise it counts as an action that empties the deck or happens when the deck is empty)
and mt−1 < 8 (otherwise it counts as a normal play action, since we do not gain a hint token with a rank 5 card if
the hint budget is already full).
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Thus, the value of Σt can never increase during a game. Furthermore, the values t, dt, pt, and mt

must always stay non-negative according to the rules of Hanabi. This also implies that the values
of ct and ut must always be non-negative, since mt and dt in (7.1) and (7.2) are non-negative and
integer. With this information, and from (7.3), we can conclude that we must always have t ≤ Σt.

Thus, the maximum value that t could possibly reach is equal to the value of Σ0 (before any action
has been taken). These starting values of Σt are shown for every possible number of players p in
Table 7.2. We always have c0 = 8, and with the number of players p = 2, 3, 4, 5 the initial deck
size after everybody has been given their opening hands is d0 = 40, 35, 34, 30 respectively.

Table 7.2: Starting values of Σt.

p 2 3 4 5

Σ0 89 80 79 72

As shown in Part 1, there is a particular sequence of actions in a Hanabi game, that gives the
outcome of Table 7.3.

Table 7.3: Possible values of t, ct, dt, ut, pt for a two-player game.

t ct dt ut pt Σt
start 0 8 40 39 2 89
end 89 0 0 0 0 89

Therefore, the maximum length of a Hanabi game is 89 turns.

7.2 Length of a perfect game

The maximum length of a perfect Hanabi game, where 25 points are scored, is 71 turns (not 65,
as stated briefly in [14]). We prove this in the following proposition.

Proposition 5. The maximum length of a perfect Hanabi game is 71 turns.

Proof. This proof consists of two parts. First we will show that there exists a perfect Hanabi game
of length 71. After that we will prove that no perfect Hanabi game can have a higher number of
turns than 71.

Part 1. Assume a two player Hanabi game. The initial deck size is 40. The players start out by
spending their 8 hints. Then they play 22 cards successfully, finishing four fireworks. This gives
them 4 extra hints, which they use immediately. The players now start a pattern of first discarding
one card, and then giving one hint. This can be done 17 times. Then 1 card is played successfully
that empties the deck. Both players have one more turn, in which they successfully play the rank
4 and 5 cards of the remaining firework. The number of turns is 8 + 22 + 4 + 17 · 2 + 1 + 2 = 71.

Part 2. In this part we will use the same values as defined in the proof of Proposition 4. We use
the fact that it is impossible for Σt to increase during the game, and show that it must decrease
to at most 71 for a game to finish in a perfect score.

To reach the perfect score, 25 cards must be played successfully. This means we need at least 25
play actions. In Table 7.1 it is shown that every play action decreases Σt by 1, aside from a few
exceptions. These exceptions are:
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(1) Play a rank 5 card successfully when the number of hint tokens is less than 8.

(2) Any action that empties the deck when the number of hint tokens is 0.

(3) Any action when the deck is empty.

These exceptions can all be play actions that do not decrease the value of Σt. Let’s try to keep
Σt as high as possible (as it represents the maximum number of turns we can reach) while still
scoring 25 points. For this we need to make sure as many play actions as possible are classified as
one of the three exceptions.

A perfect game can end before the deck is empty, on the deck-emptying move, or when it is already
empty. Let us investigate the maximum number of exception play moves in all cases.

If the game ends

• before the deck is empty: we can use exception (1) five times,

• on the deck-emptying move: we can use (1) four times, and must use (2) once,

• when the deck is empty: we can use (1) four times (not five, then the game would be over
already), we must use (2) once, and we can use (3) p number of times. Recall that p stands
for the number of players.

From all these cases, we see that the maximum possible number of exception play moves is 5 + p.
In a two player game, this would mean that 7 play moves do not decrease Σt, while the other
25− 7 = 18 do. The maximum number of turns in that case is 89− 18 = 71. Recall that 89 is the
starting value of Σt in the two player case, see Table 7.2.

Table 7.4: Maximum potential number of turns for each number of players.

number of players maximum value of Σt at end of perfect game

2 89− (25− (5 + 2)) = 71
3 80− (25− (5 + 3)) = 63
4 79− (25− (5 + 4)) = 63
5 72− (25− (5 + 5)) = 57

An overview of the maximum potential number of turns for different values of p is shown in
Table 7.4. We see that in the two player case this value is the highest, meaning that no perfect
Hanabi game can possibly be longer than 71 turns. In Part 1 we have shown that a perfect game
of this length is indeed possible. Therefore, the maximum length of a perfect Hanabi game is 71
turns.

7.3 Number of possible hands

The number of possible distinct hands for one player in Hanabi is equal to 9, 095, 150 when the
hand size h is 5 cards. Notice that this is a bit less than the naive estimation of 255 = 9, 765, 625
which only uses the fact that there are 25 unique cards. However, it is not possible to have more
than three duplicates of a card.

The order of the cards in a player’s hand matters, as players need to know specifically which
card to play. For instance, the hand (R1, R1, G3, G4, Y 2) is counted as a different hand than
(G3, R1, R1, G4, Y 2) even though the same cards are included.
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The calculation is shown in Table 7.5, where
(

5
2,2,1

)
= 30 according to the multinomial expression.

The numbers in the grouping column represent the number of duplicate cards. For example, 1-1-
1-1-1 means all cards are different, while 3-1-1 means there are three cards with the same color
and rank, and two other distinct cards.

Notice that there are 25 unique cards to choose from. When a card needs to be chosen twice, then
there are 20 unique possibilities: all ranks except the 5’s. And finally, there are only 5 unique
possibilities if a card is included in a hand three times: only the rank 1 cards.

Table 7.5: Number of possible hands in Hanabi when h = 5.

grouping hands

1-1-1-1-1 25 · 24 · 23 · 22 · 21

2-1-1-1
(

5
2

)
· 20 · 1 · 24 · 23 · 22

2-2-1
(

5
2,2,1

)
· 20 · 1 · 19 · 1 · 23

3-1-1
(

5
3

)
· 5 · 1 · 1 · 24 · 23

3-2
(

5
3

)
· 5 · 1 · 1 · 19 · 1

total 9,095,150

In the case when the hand size is 4, then the total number of possible hands is only 372,600 as
shown in Table 7.6. This is also less than the number one would get with the naive estimation:
254 = 390, 625.

Table 7.6: Number of possible hands in Hanabi when h = 4.

grouping hands

1-1-1-1 25 · 24 · 23 · 22

2-1-1
(

4
2

)
· 20 · 1 · 24 · 23

2-2
(

4
2

)
· 20 · 1 · 19 · 1 · 23

3-1
(

5
3

)
· 5 · 1 · 1 · 24 · 23

total 372,600

7.4 The time step of a state

Many states in the game of Hanabi can only be reached at a single fixed time step. Only the states
where the fireworks have been completed for some colors have a few extra time step possibilities.

Proposition 6. Any Hanabi state s which has no completed fireworks yet can only be reached at
precisely one specific time step t.

Proof. We prove this by taking an arbitrary Hanabi state without completed fireworks s, and then
computing its corresponding time step t, arguing that this is the only possible t for s.

Recall that in Section 3.2.1 we defined a Hanabi state to be of the form: s = (f ,h, Z,m, l, d, i).
The elements represent the current fireworks, hand of every player, discard pile, hint tokens, life
tokens, deck size, and current player.
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From the fireworks f we can see how many cards have been played successfully. Let us call this
number f . From the life tokens l we can compute how many cards have been played unsuccessfully.
Define: u = lmax − l = 3− l. This means the total number of play actions was: ap = f + u.

With u we can compute how many discard actions have taken place, as we subtract it from the
size of the discard pile: ad = |Z| − u.

We then compute the total number of hint actions taken by looking at the number of hint tokens
m and noting the fact that hint tokens were added with each discard action. No fireworks have
been completed yet, so this means no extra hint tokens have been added as a result of successfully
playing a rank 5 card. The total number of hint actions becomes: ah = ad+mmax−m = ad+8−m.
Note that discarding is illegal if m = mmax, so indeed every discard action produces a hint token.

Any actions in Hanabi can only be a play, discard, or hint action. This means that the total
number of turns taken to reach state s must have been: t = ap + ad + ah. It is impossible to reach
s in a different number of time steps t̂, as this would require a different number of play, discard
or hint actions, which would result in a different state ŝ.

If state s has some completed fireworks, then this argument does not hold. This is because a hint
token is added for every action that successfully plays a rank 5 card, except when the hint token
budget is already full at that moment. Whether or not this hint token was added in the past
cannot be read from the current state. Thus, a state with 2 finished fireworks for example, could
have had 0, 1, or 2 extra hint actions in the past.

63



Chapter 8

Discussion

In this chapter we will analyze unexpected results and describe what we could have done better.
We discuss these lessons in Section 8.1, while providing potential directions for future research in
Section 8.2.

8.1 Lessons learned

An unexpected result was the fact that VPG outperformed PPO in our experiments, despite PPO
being the newest algorithm of the two. Perhaps VPG really does work better for simplified Hanabi,
or possibly PPO did not reach its full potential. One of the reasons for the latter could be the
following. Early in our research project many hyperparameter were tweaked, and then left on their
best performing setting. Many of these parameters, such as the learning rate, discount factor, and
batch size, were set by trials of SPG or VPG. PPO was the last algorithm we implemented, for
which we have not repeated most of these hyperparameter searches. It could be the case that a
batch size of 1000 works great for VPG, but is actually not so effective for PPO.

One of the methods we should have used earlier in the project was to analyze the results of different
runs in the same graph, as they are shown in Chapter 6. This gives a clearer comparison of the
performance, instead of looking at many separate graphs.

During the project, there were many design options and hyperparameter settings that we tried,
often quickly jumping from the previous idea to the next. It would be a good strategy to go
through these trials in a more structured manner, and document their performance in an overview
table as we did near the end. This table is included in Appendix A.4.

It would have been better if we repeated a some more settings that we already tried before, as they
might have worked well in combination with new design options or new algorithms. For example,
we could have given observation vector 62 another chance, or tried out a different learning rate
for PPO.

During our experiments we learned that the batch size should not be too small. Setting it to 1000
environment steps means that usually about 10 to 20 episodes are played, which is apparently
what we needed. Increasing the batch size beyond that did not improve learning much, while it
did slow down the rate of subsequent policy updates of course, as it takes more time to collect
experience.

We noticed that Generalized Advantage Estimation (GAE) seems to work better in combination
with multiple policy update iterations per epoch. When using just one policy update iteration
per epoch, the basic advantage estimation worked at least as well for VPG. In PPO it is essential
to use multiple iterations, so we have not tried performing only one. This would have been an
interesting experiment to be able to check the theory.
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An important lesson from my supervisors is: do not be afraid to change some settings drastically.
You might discover a well working setting, even though you did not expect it to work. The
reward settings are an example of this. Make sure you are able to measure the performance of the
algorithm separately from the returns if you change the rewards a lot. It is difficult to compare
different reward settings if you do not have a separate performance measure. In our case we looked
at the Hanabi score or the firework stacks.1

8.2 Future research

We would love to see future students or other researchers continuing this project. To help them
forward, we provide a few potential directions.

First and foremost, it would be interesting to extend our algorithms to the full version of Hanabi.
Deep reinforcement learning algorithms have already been applied to Hanabi, as presented in
Section 2.2. However, the state-of-the-art is held by a purely value-based approach, so it would
be interesting to see if this performance can be reached with actor-critic algorithms as well. The
greatest challenge for this extension is the partial observability that comes into play. We provide
some advice on how to deal with this in Appendix B.1.

We believe that our work has set up a good starting point to continue with actor-critic algorithms
in the full version of Hanabi. Algorithms based on VPG or PPO could perhaps be contenders
for the state-of-the-art, if the necessary adjustments and additions are made. For example, our
observation vector needs to change such that the cards of the current player are not visible anymore.
The output vector of our policy network must increase in length to include probabilities for distinct
hint actions. Additionally, we advise to compute a belief of the current player in every time step
and include this in the observation vector. This belief can contain for example: the player’s own
cards, the next action of other players, and the belief of other players on their cards. Keeping a
memory of positive and negative hints received on a card may be helpful to compute the beliefs.

In the Deep Q-Network of Hu and Foerster [21] a clever trick is used to update these beliefs during
training. It can be difficult to form a belief when other agents are occasionally just making random
moves, due to their ε-greedy approach. So whenever an agent takes a random action, the other
agents now also observe its preferred action. They update their beliefs based on the latter. A
similar approach is possible for policy-based algorithms, where the preferred action can be defined
as the action with the highest selection probability (instead of the highest Q-value).

A separate option is of course to disregard the actor-critic approach, and focus on improving the
deep Q-learning algorithms of [19, 21]. In self-play these algorithms might be hard to beat, but
especially in the ad-hoc play domain there is quite some room for improvement. This domain
is much more difficult to grasp, as agents should be able to play well with a large variety of
teammates. Defining a clear and concrete way to measure the success of an agent in ad-hoc play
would also be a valuable contribution.

A less complicated, but still interesting extension would be to redesign our algorithms so that they
are applicable to the 3, 4, and 5 player setting of Hanabi as well, instead of only 2. In simplified
Hanabi this should not make much of a difference. However, in the full version this adds quite
some complexity in deciding which player the agent wants to give a hint to.

The rules of Hanabi are pretty strict when the 3 life tokens are lost: the score goes back to zero.
Perhaps it is better for a learning agent to relax this restriction, and leave the score at the current
fireworks. Some other papers do this as well, as explained in [8]. If you want to adhere to the
rules, a similar possibility would be to only remove the negative reward corresponding to a lost
third life token.

1We used the fireworks especially when all runs of an experiment lost 3 lives most of the time.
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There are still some design choices and hyperparameter settings that we have not adjusted a lot.
For example, we used linear, fully connected layers in all our experiments. It might be interesting
to try other types of layers or add sparsity to potentially increase the performance. Similarly, we
have not experimented with many activation functions. The Tanh function, often used in DRL,
worked better than ReLU for us. Other activation functions could be tried out as well.

Including the current deck size in the observation vector might help increase the performance near
the end of a game. We thought it was not important enough, but it might be the case that an
agent pays attention to this information when the deck is almost empty. It could be sufficient to
add one normalized value representing the current deck size divided by the maximum deck size.

Perhaps it would be beneficial to deal with illegal actions in a different way than we did. Giving
them a negative reward does not rule them out completely. Purely value-based algorithms such
as Deep Q-Networks can easily solve this by giving an illegal action a Q-value of negative infinity.
The analogous approach for policy-based algorithms would be: just make π(a|s) = 0 for all illegal
actions and renormalize the rest. However, this gave us an occasional error when the probabilities
of all the legal actions were zero. We are definitely curious for better ways to manage illegal
actions in policy-based algorithms.
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Chapter 9

Conclusions

The goal of this research was to gain a better understanding of deep reinforcement learning (DRL),
specifically actor-critic algorithms. We did this by mathematically describing the three algorithms
Simple Policy Gradient (SPG), Vanilla Policy Gradient (VPG), Proximal Policy Optimization
(PPO), and comparing their performance in a simplified version of Hanabi. Overall, our best
agent is able to play 70% perfect games in the two-player self-play setting.

In our research questions we asked:

1. How can we develop a DRL algorithm that can play a simplified version of Hanabi well?

2. What are the mathematical descriptions of the DRL algorithms SPG, VPG, and PPO?

3. What are game-theoretical properties of Hanabi relevant to the design of an algorithm?

For the properties of Hanabi, we have proven that the maximum length of any game is 89 turns,
while the maximum length of a perfect game is 71 turns. Furthermore, we showed that many
states in the Markov decision process representing Hanabi can only be reached at one specific time
step.

We provided a mathematical description of SPG, VPG, and PPO. In particular, we proved the
Policy Gradient Theorem in more detail than often found in popular texts, formalizing the repeated
unpacking of ∇v. The most important difference between VPG and PPO lays in the objective
function. VPG (and SPG) maximize the expected total return, while PPO uses a clip function to
restrict the policy from deviating too much. It is essential for PPO to update to the parameters
more than once per batch of experience, otherwise this clip function is never used.

Finally, we designed a DRL algorithm that can play simplified Hanabi well. We implemented
SPG, VPG, and PPO, after which we experimented with various algorithmic design options and
hyperparameter settings. The options that were beneficial include: stimulating exploration with
an entropy term, shaping the reward function to focus on playing cards successfully, and dealing
with illegal actions through negative rewards.

We noticed that including a value function estimator, which VPG and PPO have, works well as
they both outperform SPG. Our implementation of VPG achieves the highest average score of
24.4 out of 25, while PPO and SPG reached 20.5 and 18.4 respectively. Interestingly, the learning
pace of PPO was much better than that of VPG in the beginning, but VPG surpassed PPO in
performance after about 100 million environment steps.

We hope future research can extend our work to Hanabi matches with more than two players and
tackle the full version of the game, perhaps even in the complex ad-hoc setting.
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Appendix A

Extra experiments

Next to the experiments described in Chapter 6, we have run multiple other experiments. We
leave these out of the body of the paper since they do not answer the research questions posed in
Section 1.3. Nevertheless, we would still like to present a few interesting ones here.

A.1 Showing playability

In Section 5.1 we described a very simple observation vector which showed directly to the agent
which cards are playable. After also including the life and hint tokens in the vector this was our
first agent to finally score some points. The state of Figure 5.1 would now be represented as:

[0, 1, 0, 1, 0, 0.625, 0.667].

The different settings that we tried in the experiment with this playability vector can be seen in
Table A.1. All possible combinations of settings were tried, giving 4 · 2 · 2 = 16 runs in total. In
this experiment we were mostly interested in a discovering a well-working network architecture,
activation function, and batch size. The reward for an illegal move, the discount factor, and the
learning rate had been tweaked before, and were left on their best performing setting so far.

An example of a set of well working settings is shown in Figure A.1. The illegal moves quickly
go down in the first few epochs. After a while, about 25000 epochs in this case, the algorithm

Table A.1: Settings of the experiments with the playability observation vector.

Setting Chosen values

Algorithm SPG
Representations

State 7 (playability vector)
Action 11

Rewards
Successfully played a card +1
Lost all life tokens −score
Illegal move −10
All others 0

Network architecture
Hidden layers [16] / [32] / [16, 16] / [32, 32]
Activation function Tanh / ReLU

Batch size 1 / 500
Discount factor 0.99
Learning rate 10−3
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Figure A.1: The playability vector. After the agent learns to retain some life
tokens, the scores quickly rise up towards about 22. Settings of the experiment:
Hidden layers: [32]
Activation: Tanh
Batch size: 500

learns to retain life tokens until the end of an episode, such that the score ends up above 0.
That moment is quite a tipping point in the learning curve. After that, the score only improves
very gradually towards the potential maximum of 25. Notice that before the tipping point the
algorithm is already learning to play cards correctly, which we can see by the increasing fireworks.

When we decrease the batch size to 1 the SPG algorithm learns a bit less stable. The ReLU
activation function can sometimes be nearly as good as Tanh, see Figure A.2b. However, when
it is combined with a small batch size the algorithm becomes unstable, as shown in Figure A.2a.
When the batch size is small, the variance in the collected experience is higher, which might lead
to this behaviour.

The results show a preference for a bigger batch size and the hyperbolic tangent (Tanh) as the
activation function. The best number of layers and width of the layers remained an open question,
which we have looked into in the experiments of Section 6.4.
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Figure A.2: Comparison of activation functions in a policy network with one
hidden layer of size 32. ReLU and Tanh perform similarly on a larger batch
size, but ReLU is unstable when only one episode is played per epoch.

A.2 Supervised learning on a rule-based policy

In this experiment we took a completely different approach. Instead of using a reinforcement
learning algorithm, we applied supervised learning (SL) to the actions of our agent. This agent’s
goal is to imitate the examples provided by a rule-based (RB) teacher agent which we designed.
Using SL to learn desired behaviour in this way is also called imitation learning [34].

The parameters of the network of the SL-agent are randomly initialized, so for any state s the
outputted action selection probabilities are at first all pretty close to 1

11 , for example:

[0.085, 0.086, 0.080, 0.082, 0.105, 0.064, 0.103, 0.090, 0.088, 0.085, 0.132].

The RB-agent always outputs one action:

[0, 0, 0, 1, 0, 0, 0, 0, 0, 0, 0].

We act as if the rule-based agent always makes the optimal move. Thus, the SL algorithm tries
to tweak the network’s parameters such that its output is closer to the output of the RB-agent.
We measure this closeness by the mean squared error (MSE) loss function:

L(θ, s) =
1

|A|
∑
a∈A

(πθ(a|s)− π̃(a|s))2

where πθ is the SL-agent and π̃ is the RB-agent. The number of actions to choose from, given by
|A|, is 11 in our case.

The objective of our SL algorithm is to minimize this loss function for all states:

L(θ) =
1

|S|
∑
s∈S

L(θ, s)

which we would like to do by gradient descent. However, since computing the gradient of L(θ) is
intractable, it is often estimated by sampling a few states. In our case we just sample one state
and use that to estimate the gradient:

∇̂θL(θ) = ∇θL(θ, s) =
2

|A|
∑
a∈A

(πθ(a|s)− π̃(a|s))∇θπθ(a|s).
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Algorithm 4: Supervised Learning for Hanabi

input: a differentiable policy parameterization πθ0 , a teacher policy π̃, learning rate α
output: policy πθk which hopefully imitates π̃

1 Initialize the environment for a new episode.
2 for step k = 1, 2, . . . do
3 Select teacher action ak = π̃(sk).
4 Compute student policy vector πθk(sk).
5 Estimate the gradient with the MSE loss:

̂∇θL(θk) =
2

|A|
∑
a∈A

(πθk(a|sk)− π̃(a|sk))∇θπθk(a|sk)

6 Update parameters θk via the gradient descent algorithm Adam with learning rate α.
7 Act in the environment with the teacher action ak.
8 if episode is finished then
9 Initialize the environment for a new episode.

10 end

11 end

Table A.2: Settings of the supervised learning experiment.

Setting Chosen values

Algorithm Supervised Learning
Representations

State 37 / 62
Action 11

Network architecture
Hidden layers [32] / [64] / [32, 32] / [64, 64]
Activation function Tanh / ReLU

Learning rate 10−2/10−3/10−4/10−5/10−6

The SL algorithm we implemented is shown in Algorithm 4.

The settings that we tried out in this experiment are shown in Table A.2. We ran all possible
combinations of settings, giving 2 ·4 ·2 ·5 = 80 runs in total. We will only present a few interesting
results.

The SL algorithm could imitate the rule-based bot quite well and score around 21 points after
just 15 hours of training. The loss often decreased nicely, especially for the well working learning
rates 10−3 and 10−4, as shown in Figure A.3.
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Figure A.3: Comparison of different learning rates. The loss decreases most
quickly for 10−3 and 10−4. Other settings at:
State representation: 62
Hidden layers: [64, 64]
Activation: Tanh

The RB-agent scores an average of about 24.1 points, see Figure A.4. This shows that it is
probably not the optimal teacher agent, meaning that we cannot expect the SL-agent to perform
optimal either.
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Figure A.4: Scores of the rule-based agent in 1000 test games. 62.8% of the
games were perfect.
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Continue with reinforcement learning

We wanted to see if the parameters of the policy network learned by the supervised learning
algorithm could be improved by continuing with reinforcement learning (RL). We used the SPG
algorithm with the same settings as the SL algorithm in Table A.2, but with additional RL settings
shown in Table A.3. We only continued with learning rates 10−3 and 10−4.

Table A.3: Additional settings of the SL experiment continued with SPG.

Setting Chosen values

Algorithm SPG
Rewards

Successfully played a card +1
Lost all life tokens −score
Illegal move −10
All others 0

Batch size 500
Discount factor 0.99

The results were decent. Policy networks that did not score so high yet climbed in performance,
and the others continued to score high. Nevertheless, we notice some unstable performance for
learning rate 10−3 in Figure A.5. The smaller learning rate 10−4 is perhaps more suitable to
continue with.

4.1e+5 4.2e+5 4.3e+5 4.4e+5 4.5e+5 4.6e+5 4.7e+5
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Figure A.5: Comparison of different learning rates with continued RL train-
ing. Even though the performance of 10−4 was much lower coming out of the
SL experiment, the SPG algorithm quickly increases its score and keeps the
performance stable. With a 10−3 learning rate SPG shakes up and down much
more. Other settings are:
State representation: 62
Hidden layers: [64, 64]
Activation: Tanh

We tested the best agent of this experiment with 1000 games. See the results in Figure A.6.
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Figure A.6: Scores of the best agent in 1000 test games after continued training
with RL. Almost half of the games were perfect, but some games ended with
zero points. Settings:
State representation: 62
Hidden layers: [64, 64]
Activation: Tanh
Learning rate: 10−4
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A.3 More graphs

We present one graph in this section that belongs to the experiments of Chapter 6. It was not
quite readable due to large fluctuations in performance.
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Figure A.7: Different rewards for a successful play, with SPG. Average score
per 100 epochs. See Figure 6.12 in Section 6.3 for a more readable version of
this graph.

A.4 More results

In this section we provide a large table with settings and average scores of experiments that we ran
for a longer time (a few weeks). In the epochs column we show how many epochs the particular
run has finished.

These experiments have some settings in common, which we leave out of the large table. These
settings are shown in Table A.4. Also, none of these experiments use the epsilon approach for
exploration (described in Section 6.2), as we discovered early on that this did not work. None of
them shuffle the cards in the current player’s hand either, even though one experiment is called
shuf spg. That run was one of the few control runs that did not shuffle the cards. The shuf spg
experiment is the only exception to Table A.4. It used the default setting for all reward shaping
options.

The column iπ in the large table stands for the number of update iterations per epoch for the
policy network π. The highest average score for each algorithm (SPG, VPG, PPO) is shown in
bold. Note that these runs have not trained for an equal number of epochs. The names of the
experiments correspond to the names used in our code repository, available at:
gitlab.tue.nl/jim-portegies/student-projects/bram-grooten
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Table A.4: Settings which all experiments (except shuf spg) of the large table
below have in common.

Setting Value Value for shuf spg

Representations
Action 11 11

Rewards
Lost all lives −score −score
Lost one life −0.1 0
Hint −0.02 0
Play +0.02 0
Discard 0 0
Discard playable −0.1 0
Discard useless +0.1 0
Discard unique −0.1 0

Network architecture
Activation function π Tanh Tanh
Activation function V 1 Tanh -

Hyperparameters
Batch size 1000 1000
Entropy coefficient 0.01 0.01
Renormalize yes yes
Update iterations V 2 5 -
Discount factor 0.99 0.99
Clipping parameter3 0.2 -

1Only for VPG and PPO. SPG does not have a value network.
2Only for VPG and PPO.
3Only for PPO.
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name id epochs score suc. play ill. act. l.r. π hid. layers π iπ l.r. V hid. layers V adv. type λ obs. vec.

shuf spg 5 3212900 19,10 +1 −0.5 0.001 [64, 64] 1 - - - - 62
vpg fast 0 2935850 18,32 +1 −0.5 0.001 [64, 64] 1 0.001 [64, 64] basic - 136
vpg gae 0 2673400 20,15 +1 −0.5 0.001 [64, 64] 1 0.001 [64, 64] basic - 136
vpg gae 1 2649350 17,90 +1 −0.5 0.001 [64, 64] 1 0.001 [64, 64] gae 0.95 136
vpg gae 2 2598800 16,97 +1 −0.5 0.001 [64, 64] 1 0.001 [64, 64] gae 1.0 136
ppo gae 0 2704900 9,35 +1 −0.5 0.001 [64, 64] 5 0.001 [64, 64] no - 136
ppo gae 1 2644200 12,11 +1 −0.5 0.001 [64, 64] 5 0.001 [64, 64] basic - 136
ppo gae 2 2605200 12,71 +1 −0.5 0.001 [64, 64] 5 0.001 [64, 64] gae 0.95 136
vpg iters 0 2513500 10,73 +1 −0.5 0.001 [64, 64] 2 0.001 [64, 64] basic - 136
vpg iters 1 2455800 16,75 +1 −0.5 0.001 [64, 64] 2 0.001 [64, 64] gae 0.95 136
vpg iters 2 2536700 17,32 +1 −0.5 0.0001 [64, 64] 2 0.001 [64, 64] basic - 136
vpg iters 3 2481000 15,33 +1 −0.5 0.0001 [64, 64] 2 0.001 [64, 64] gae 0.95 136
vpg iters 4 2509400 20,60 +1 −0.5 0.0001 [64, 64] 5 0.001 [64, 64] basic - 136
vpg iters 5 2508600 20,40 +1 −0.5 0.0001 [64, 64] 5 0.001 [64, 64] gae 0.95 136
rew spg 0 2760800 13,79 +2 −1 0.001 [64, 64] 1 - - - - 136
rew spg 1 2656500 17,83 +5 −1 0.001 [64, 64] 1 - - - - 136
rew spg 2 2651800 15,43 +10 −1 0.001 [64, 64] 1 - - - - 136
rew spg 3 2741600 11,75 +100 −1 0.001 [64, 64] 1 - - - - 136
rew vpg 0 2296300 20,58 +2 −1 0.001 [64, 64] 1 0.001 [64, 64] gae 0.95 136
rew vpg 1 2267400 18,87 +5 −1 0.001 [64, 64] 1 0.001 [64, 64] gae 0.95 136
rew vpg 2 2284200 19,75 +10 −1 0.001 [64, 64] 1 0.001 [64, 64] gae 0.95 136
rew vpg 3 2308100 20,94 +100 −1 0.001 [64, 64] 1 0.001 [64, 64] gae 0.95 136
rew ppo 0 2398100 15,85 +2 −1 0.001 [64, 64] 5 0.001 [64, 64] gae 0.95 136
rew ppo 1 2405900 16,94 +5 −1 0.001 [64, 64] 5 0.001 [64, 64] gae 0.95 136
rew ppo 2 2426600 9,62 +10 −1 0.001 [64, 64] 5 0.001 [64, 64] gae 0.95 136
rew ppo 3 2621600 17,22 +100 −1 0.001 [64, 64] 5 0.001 [64, 64] gae 0.95 136
combi spg 0 2122900 15,53 +1 −1 0.0003 [128, 128, 64] 1 - - - - 136
combi spg 1 2109300 9,91 +1 −1 0.0003 [128, 128, 64] 1 - - - - 186
combi spg 2 2083500 17,46 +3 −1 0.0003 [128, 128, 64] 1 - - - - 136
combi spg 3 2069900 18,37 +3 −1 0.0003 [128, 128, 64] 1 - - - - 186
combi spg 4 2105700 17,47 +10 −1 0.0003 [128, 128, 64] 1 - - - - 136
combi spg 5 2095600 17,78 +10 −1 0.0003 [128, 128, 64] 1 - - - - 186
combi spg 6 2209600 17,34 +100 −1 0.0003 [128, 128, 64] 1 - - - - 136
combi spg 7 2196500 16,14 +100 −1 0.0003 [128, 128, 64] 1 - - - - 186



name id epochs score suc. play ill. act. l.r. π hid. layers π iπ l.r. V hid. layers V adv. type λ obs. vec.

combi vpg 0 2092900 21,54 +1 −1 0.0003 [128, 128, 64] 1 0.0003 [128, 64, 32] gae 0.95 136
combi vpg 1 2038100 22,39 +1 −1 0.0003 [128, 128, 64] 1 0.0003 [128, 64, 32] gae 0.95 186
combi vpg 2 2110500 24,12 +3 −1 0.0003 [128, 128, 64] 1 0.0003 [128, 64, 32] gae 0.95 136
combi vpg 3 2052400 23,28 +3 −1 0.0003 [128, 128, 64] 1 0.0003 [128, 64, 32] gae 0.95 186
combi vpg 4 2113300 24,22 +10 −1 0.0003 [128, 128, 64] 1 0.0003 [128, 64, 32] gae 0.95 136
combi vpg 5 2059700 23,12 +10 −1 0.0003 [128, 128, 64] 1 0.0003 [128, 64, 32] gae 0.95 186
combi vpg 6 3880800 15,38 +100 −1 0.0003 [128, 128, 64] 1 0.0003 [128, 64, 32] gae 0.95 136
combi vpg 7 3838000 14,80 +100 −1 0.0003 [128, 128, 64] 1 0.0003 [128, 64, 32] gae 0.95 186
combi ppo 0 1990800 18,03 +1 −1 0.0003 [128, 128, 64] 5 0.0003 [128, 64, 32] gae 0.95 136
combi ppo 1 2024800 20,50 +1 −1 0.0003 [128, 128, 64] 5 0.0003 [128, 64, 32] gae 0.95 186
combi ppo 2 2038300 18,95 +3 −1 0.0003 [128, 128, 64] 5 0.0003 [128, 64, 32] gae 0.95 136
combi ppo 3 2040200 20,06 +3 −1 0.0003 [128, 128, 64] 5 0.0003 [128, 64, 32] gae 0.95 186
combi ppo 4 2040200 18,78 +10 −1 0.0003 [128, 128, 64] 5 0.0003 [128, 64, 32] gae 0.95 136
combi ppo 5 2041800 19,26 +10 −1 0.0003 [128, 128, 64] 5 0.0003 [128, 64, 32] gae 0.95 186
combi ppo 6 3219600 12,61 +100 −1 0.0003 [128, 128, 64] 5 0.0003 [128, 64, 32] gae 0.95 136
combi ppo 7 2993500 5,86 +100 −1 0.0003 [128, 128, 64] 5 0.0003 [128, 64, 32] gae 0.95 186
big spg 0 989900 15,12 +10 −1 0.0003 [3 * 128, 64] 1 - - - - 136
big spg 1 1008900 14,49 +10 −1 0.0003 [3 * 128, 64] 1 - - - - 186
big spg 2 957300 14,09 +10 −1 0.0003 [4 * 128, 64] 1 - - - - 136
big spg 3 959100 12,26 +10 −1 0.0003 [4 * 128, 64] 1 - - - - 186
big spg 4 906700 12,04 +10 −1 0.0003 [5 * 128, 64] 1 - - - - 136
big spg 5 916600 11,87 +10 −1 0.0003 [5 * 128, 64] 1 - - - - 186
big vpg 0 1028200 21,95 +10 −1 0.0003 [3 * 128, 64] 1 0.0003 [128, 128, 64, 32] gae 0.95 136
big vpg 1 940700 22,50 +10 −1 0.0003 [3 * 128, 64] 1 0.0003 [128, 128, 64, 32] gae 0.95 186
big vpg 2 900400 18,87 +10 −1 0.0003 [4 * 128, 64] 1 0.0003 [3 * 128, 64, 32] gae 0.95 136
big vpg 3 885800 19,37 +10 −1 0.0003 [4 * 128, 64] 1 0.0003 [3 * 128, 64, 32] gae 0.95 186
big vpg 4 853500 15,74 +10 −1 0.0003 [5 * 128, 64] 1 0.0003 [4 * 128, 64, 32] gae 0.95 136
big vpg 5 843200 16,61 +10 −1 0.0003 [5 * 128, 64] 1 0.0003 [4 * 128, 64, 32] gae 0.95 186
big ppo 0 931400 19,43 +10 −1 0.0003 [3 * 128, 64] 5 0.0003 [128, 128, 64, 32] gae 0.95 136
big ppo 1 928300 16,11 +10 −1 0.0003 [3 * 128, 64] 5 0.0003 [128, 128, 64, 32] gae 0.95 186
big ppo 2 898200 17,18 +10 −1 0.0003 [4 * 128, 64] 5 0.0003 [3 * 128, 64, 32] gae 0.95 136
big ppo 3 882100 15,60 +10 −1 0.0003 [4 * 128, 64] 5 0.0003 [3 * 128, 64, 32] gae 0.95 186
big ppo 4 843800 16,26 +10 −1 0.0003 [5 * 128, 64] 5 0.0003 [4 * 128, 64, 32] gae 0.95 136
big ppo 5 836400 13,36 +10 −1 0.0003 [5 * 128, 64] 5 0.0003 [4 * 128, 64, 32] gae 0.95 186



Appendix B

Extra ideas

Throughout our research we have come up with many different ideas. We would like to share a
few promising ones that did not make it into the main body of the report here, to give future
researchers a head start. Section B.1 extends the views of Section 3.2 providing possible directions
to attack the challenges of imperfect information. In Section B.2 we list a few extra ideas that we
came up with to stimulate exploration.

B.1 Dealing with partial observability

In the methods described in Chapters 3 and 4, the current state st is used as input for the policy
and the value function. This is only possible when the agent is able to fully observe the state of the
environment at every time step. In the full version of Hanabi, players can only partially observe
the current state, so we need a different approach. Let us start by exploring single-agent partially
observable environments, after which we will extend to multi-agent problems, like Hanabi.

B.1.1 Single-agent partial observability

Partially observable reinforcement learning problems with a single agent are usually modelled
as a POMDP, which stands for partially observable Markov decision process. In this model the
underlying environment is still Markovian, meaning that the state transitions and rewards only
depend on the previous state and action. But the observations that the agent receives are not a
Markovian signal anymore, meaning that the probability of a certain next observation given only
the current observation, is not equal to the probability of that next observation given all previous
observations. A direct mapping from observations to actions is not sufficient for optimal behaviour
[39]. Memorizing previous observations and actions, in some concise manner, is therefore necessary.

If the problem is small, meaning there are only a couple of possible observations and actions in
each time step, then agents might be able to store their full action-observation history (AOH).
The AOH up to the current time step is given by: τt = (o0, a0, o1, a1, . . . , ot−1, at−1, ot), where ot
denotes the agent’s observation at time step t. The AOH τt comes from the set of all possible
AOHs at time t, denoted by Tt.

However, even in a small problem the size of Tt grows exponentially as the length of an episode
progresses: |Tt| = (|A| × |O|)t. Summarizing the AOH into something more compact would be
helpful. A solution that is often used for this, is defining a belief on the current state.
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A belief b in a POMDP is a probability distribution over the state space S given the current AOH:

b : Tt → P(S) with b(τt) =


P(St = s(1)|τt)
P(St = s(2)|τt)

...
P(St = s(|S|)|τt)

 .
The notation: b(st) = P(St = st|τt) is used to denote the belief in a specific state st. A policy
can now be based on the beliefs π : P(S)→ A. When we include the possible stochasticity of the
policy we get:

π : P(S)→ P(A).

When we examine the beliefs closely, it does not look like we have made any progress. The
beliefs still depend on the full action-observation history τt, meaning an agent must remember all
observations and actions. Fortunately, there is a useful lemma that eliminates this problem.

In a POMDP, the current belief bt only depends on the previous belief bt−1 and the new action-
observation pair (at−1, ot), as shown in Lemma 7. This means that keeping track of the belief over
the hidden environment state is a sufficient statistic for optimal decision making [22]. Oliehoek
et al. [33] explain it clearly: this belief is a lossless summary of the action-observation history, as
“it allows the agent to reach the same performance as an agent that would act optimally based
on the AOH”. If the observation function Ω and transition function T of the POMDP are known,
then this belief update can be computed.

Lemma 7 (Belief in a POMDP, cf. [22, sec. 3.3]). Let bt(s) = P(St = s|τt) be the probability of
being in state s given the full action-observation history τt at time step t. Then we have:

bt(st) ∝ Ω(ot | at−1, st)
∑

st−1∈S
T (st | st−1, at−1) bt−1(st−1).

Proof. We follow the proof shown in [24] in a similar manner.

bt(st) = P(St = st | τt)

= P(St = st | τt−1, At−1 = at−1, Ot = ot)

=
P(Ot = ot | τt−1, At−1 = at−1, St = st) P(St = st | τt−1, At−1 = at−1)

P(Ot = ot | τt−1, At−1 = at−1)
(Bayes’ theorem)

=

P(Ot = ot |At−1 = at−1, St = st)
∑
st−1∈S

(
P(St = st |At−1 = at−1, St−1 = st−1)

· P(St−1 = st−1 | τt−1)
)

P(Ot = ot | τt−1, At−1 = at−1)

=
Ω(ot | at−1, st)

∑
st−1∈S T (st | st−1, at−1) bt−1(st−1)

P(Ot = ot | τt−1, At−1 = at−1)

∝ Ω(ot | at−1, st)
∑

st−1∈S
T (st | st−1, at−1) bt−1(st−1).

Notice that in the last step of the proof the denominator was left out. Since we know that∑
s∈S b(s) = 1 (the individual beliefs over every state must add up to one), we do not need this
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normalizing factor to compute the new beliefs. Thus, we can calculate it using only the previous
belief and the new action-observation pair.

To show how one could calculate this, we first estimate the new beliefs for all states st using the
expression from Lemma 7:

∀ st ∈ S : b̃t(st) = Ω(ot | at−1, st)
∑

st−1∈S
T (st | st−1, at−1) bt−1(st−1)

after which we normalize these values to end up with a proper probability distribution:

∀ st ∈ S : bt(st) =
b̃t(st)∑
st∈S b̃t(st)

.

In a large state space S this is intractable. However, for a single-agent version of Hanabi1 it might
be doable since most of the states can be ruled out based on the observation. The agent’s own
hand is the only part of the state which remains hidden, giving at most 9, 095, 150 possible states
as shown in Section 7.3. When playing with 4 or 5 players, the hand size shrinks to four, leaving
only 372, 600 states. This is still quite a large number, but it can decrease further if hints are
given to the agent.

B.1.2 Multi-agent partial observability

Unfortunately, this useful property of the beliefs cannot easily be carried over to the multi-agent
extension of the POMDP, which is the Dec-POMDP. A belief only on the state of the environment
is not a sufficient statistic for optimal behaviour anymore [32], as an agent must also predict what
actions the other agents are going to take. In this setting it is not obvious what the beliefs should
be over, so we will discuss some options.

Since there are multiple agents, we now have a separate action-observation history τ it for each
agent i ∈ I. Some researchers have used all these AOHs directly. Nair et al. [28] built dynamic
programming algorithms based on beliefs over the entire observation history of all other agents.
Oliehoek et al. [32] try to improve the performance by clustering pairs of histories together if the
resulting joint beliefs are identical.2 As the size of the histories grows quickly, these solutions are
only applicable to very small problems. Even then, they can only run for a couple of time steps
before running out of memory. For example, in the Dec-Tiger problem they reached a horizon of
up to 7 time steps.

Zettlemoyer et al. [46] work with (infinitely) nested beliefs. These are beliefs based on different
levels of inference. The zeroth level belief for agent i at time step t, written bi,0t , is the same as
the single-agent belief shown in Section B.1.1. The first level belief captures a probability on the
current state (just like the zeroth level) but also keeps track of the zeroth level beliefs of other
agents: bi,1t = P(st, b

−i,0
t | τ it ), where the minus notation is used to denote all agents j 6= i. This

continues on higher levels, where the nth level belief depends on the (n− 1)th level beliefs of other
agents: bi,nt = P(st, b

−i,n−1
t | τ it ). When extended infinitely, written as bi,∗t it is a sufficient statistic

to predict the next infinitely nested belief bi,∗t+1. However, it is not necessarily a sufficient statistic
for optimal behaviour in the sense that it can replace the full AOHs of all agents.

There have been found sufficient statistics for acting optimally, such as the “multi-agent belief”
by Hansen et al. [18]. They have shown that a belief specified over states and future policies
of other agents is in fact a sufficient statistic in Dec-POMDPs. However, keeping track of the
possible future policies of all other agents is computationally infeasible in the case of Hanabi, as

1This can perhaps be set up by considering the other agents as part of the environment.
2A joint belief on a particular state s is the probability of being in that state, given the AOHs of all agents:

P(St = s
∣∣ τ1t , . . . , τ |I|t ).
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the number of joint policies in a Dec-POMDP [31] is

O

|A∗| |I|(|O
∗|η − 1)

|O∗| − 1


where I is the set of agents, A∗ and O∗ are the largest individual action and observation sets, and
η is the planning horizon.

Oliehoek et al. [33] look at the influence of certain factors of the state, if a state is able to be
factorized. They proceed by working only with the relevant factors of a state. In the spirit of
this idea, we propose a “partial belief” as an approximation, with factors that we think are the
most relevant for an agent in Hanabi. Recall that the current state of a Hanabi game is defined
as st = (f ,h, Z,m, l, d, i) in Section 3.2.1. Of this state, an agent can observe everything except
its own hand hj ∈ h.

The partial belief of agent j includes:

1. the agent’s own hand of cards: hj ,

2. the belief of other agents on their own hand,

3. the next action of other agents.

The number of possible hands is quite large, as shown in Section 7.3. Thus, it might be beneficial
to factorize this part of the state even further, into the possible colors and ranks of the separate
cards in an agent’s hand. For example, the specific belief about the color of the first card is
represented as follows:

b(color(c1)) =


P(color(c1) = R | τ it )
P(color(c1) = G | τ it )
P(color(c1) = B | τ it )
P(color(c1) = Y | τ it )
P(color(c1) = W | τ it )


which could be represented as Figure B.1 for example. Whenever a (color related) hint is given
to the agent, this distribution shifts. Working with beliefs over the beliefs of other agents is often
called Theory of Mind. It is used by the ToM-Hanabi agents developed by Fuchs et al. [15].

Dec-POMDP

We will describe a Dec-POMDP framework [31] which can be used to research the full version
of Hanabi. Hu and Foerster also assume this setup for Hanabi in their paper on the Simplified
Action Decoder [21]. Our Dec-POMDP is a 9-tuple representing the environment of Hanabi:
E = 〈I,S,A, T,R,O,Ω, η, ρ0〉. We describe the elements below.

1. I = {1, . . . , p} is the set of p agents.

2. S is the finite set of states in which the environment can be. The state st ∈ S captures the
full configuration of the game at time step t and is the same as the state defined for the
MDP in Section 3.2.1.

3. A = ×i∈IAi is the finite set of joint actions. At every time step a joint action a =
(a1, . . . , aN ) is taken. In our case, this contains “pass” actions for all agents, except for the
agent who’s turn it is: only ait is a regular Hanabi action.
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Figure B.1: An example of a belief about the color of one specific card.

4. T : S ×A → P(S) is the transition function, which is stochastic since we model the deck
as part of this function. The probabilities depend on the cards that are still in the deck.
Because the deck is shuffled, we assume a uniform distribution over the cards that are left.

5. R : S ×A→ R is the immediate reward function, where R is the set of possible immediate
rewards. The rewards are identical for all agents.3 We choose the rewards to be the change
in score of the Hanabi game. This gives R = {+1, 0,−1,−2, . . . ,−24}, since an action that
results in the loss of the third life token makes the cumulative score go down to zero.

6. O = ×i∈IOi is the finite set of joint observations. Any agent i cannot see the full state st,
but only receives the private observation oit ∈ Oi. All observations made during one time
step form the joint observation: ot = (o1

t , . . . , o
N
t ) ∈ O.

7. Ω : S ×A→ O is the deterministic observation function, which generates the observations.
In Hanabi, agents are able to observe the received rewards and the actions of all other agents.

8. η is the horizon of the problem. Since the length of a Hanabi episode is not fixed, we define
our horizon to be infinite. We extend the state space S with one more state sEND, which is
an absorbing state with reward 0 in every time step, where all episodes reside once the game
is finished.

9. ρ0 ∈ P(S) is the initial state distribution at time step t = 0. Thus ρ0(s) gives the probability
of starting in state s (which is only non-zero for states corresponding to initial configurations
of Hanabi). We assume the cards are shuffled and the players receive the correct number of
cards, as described in the rules of Hanabi in Section 1.1.

3Otherwise we would be in the setting of a POSG (partially observable stochastic game), which is a generalization
of Dec-POMDPs [31].
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B.2 Stimulating exploration

In Section 6.2 we described three approaches to stimulate exploration during training. These
main ideas were: changing the policy with an exploration term (ε), adding a entropy term to the
objective, and shuffling the cards in the current player’s hand. Next to these, we devised a couple
more ideas, which we have not researched extensively. They are briefly described below.

More life tokens

In order to give the agent more opportunity to learn about playing cards, we changed the envir-
onment in this experiment to have many more life tokens. In this way the agent can keep trying
to play cards, even though it fails many times. One could even let the number of life tokens decay
after a while to converge towards the 3 life tokens used in the rules of Hanabi.

The results in our experiments with this were slightly promising. One reason we stopped using
this approach however, was the fact that it is difficult to justly compare the performance of runs
with different numbers of life tokens.

Different action representation

The purpose of this experiment was to try out a different representation of the action space.
Instead of the 11 possible actions used before (discard index 0-4, play index 0-4, give a random
hint4), we now have 51 possible actions. They are given by the 25 unique cards that exist. Each
unique card has a corresponding discard and play action node, and there is still one extra node
for hinting.

The settings in this experiment did not perform well at all. A reason for this could be the fact
that there are many illegal actions in this case (all the unique cards that the current player does
not have in her hand).

When switching to the full version of Hanabi one would need to devise a different action repres-
entation than ours anyway, since it will be necessary to separate the different hint possibilities.

Regularization

In this experiment we added two regularization techniques in an effort to slow down the speed at
which our policies seemed to converge towards deterministic behaviour. The methods we applied
were dropout and weight decay. We used dropout rates of 0.5, 0.2, 0 and a weight decay parameter
of 0.01, 0.001, 0. Unfortunately they did not improve the performance. After plotting the actual
values of the weights in our networks it turned out they were not really growing unreasonably
large in the first place.

4In simplified Hanabi it does not really matter which hint you give. One could perhaps communicate about
which card should be played next, but we did not use this.
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