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Abstract

1

We present PDE-based Convolutional Neural Networks which are a
simplification of PDE-based Group Convolutional Neural Networks
without using the lifted layer of scales and orientations. In PDE-
based CNNs a layer is seen as a set of PDE-solvers in which the
Riemannian metrics are trainable parameters for the network. The
PDEs represent linear and morphological scale space operations in
which the anisotropies are defined by the metrics trained.
By testing these PDE-based CNNs on Vessel segmentation we show
that convection and dilation perform very strongly together. Further-
more, we show that erosion further benefits the model, but performs
worse than dilation alone. On the other hand, we show that diffusion
does not benefit the network and in fact harms its performance.
Using the best configurations for the DPE-based CNN we find that
scaling through channels is generally more beneficial than scaling
through layers. Adding rotated training data improves the perfor-
mance as well, but has a significant impact on the training time.
We then compare the best PDE-based models with conventional
CNNs to find out that although there is a parameter reduction over
conventional CNNs, it is not nearly as large as for PDE G CNNs.
Finally, we take a look at the training data and the labels provided
with it to recognize that many of the annotations are unreasonable
and point towards poor quality of the dataset. Many of the annotated
vessels do not appear within the input images.
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1. Introduction

Machine learning is a rapidly developing field used for many applications, such as for image pro-
cessing. Neural networks are a very powerful learning technique which can be used for classification
or processing of images. The variant called Convolutional Neural Network is used specifically to
process images through convolutions, which induce shift-invariance. Although these algorithms
are very powerful, they lack Mathematical interpretability because network weights have very lim-
ited geometric meaning, which makes it difficult to understand them. Additionally, CNNs require
a massive space of trainable parameters, which requires a large amount of training data to train.

PDE-based Convolution Neural Networks are a simplification of the already existing PDE Group
Convolution Neural Networks. Unlike its parent, PDE-based Convolutional Neural Networks do
not use the lifted space of scales and orientations, which allows PDE G CNNs to distinguish
between objects of different orientations. Instead it uses only the PDE-based structure for each
layer. This technique results in a model that allows for geometric interpretations based on these
PDEs and a significantly reduced number of trainable parameters needed compared to conventional
CNNs.

The PDEs represent the continuous equivalent of the image processing operations that are used
in these networks. The trainable parameters become the geometrically meaningful coefficients of
the PDE and therefore make room for the Mathematical interpretation. The four operations that
are used are convection, diffusion, dilation, and erosion. These are standard image processing
techniques. Convection allows for using transport in the network. Together with the fact that
the remaining operations are applied through convolutions, this induces shift-invariance in the
network. Diffusion is used to regularize the image, while dilation and erosion perform smooth
versions of max- and min-pooling respectively.

The parent network, PDE G CNNs was already shown to have very large gains over conventional
CNNs in terms of the required size of the training data and the number of trainable parameters. We
look at how the simplified networks in this report scale with respect to various methods and then
use these results to analyse whether they provide similar benefits. We try to determine whether
the parameter reduction over conventional CNNs is still sufficient to motivate using PDE-based
CNNs over PDE G CNNs to reduce the runtime complexity. To do this we test the networks
on Vessel segmentation and analyse their scalability and the best fitting configurations. We also
analyse the training data itself to motivate the performance results.
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2. PDE-based CNN theory

In this section we give a detailed explanation of the theory behind PDE-based Convolutional
Neural Networks. At the end of this section the reader should be able to understand the basic
concepts and entirely reproduce such a PDE-based CNN using libraries such as PyTorch.

2.1. Theory Overview

PDE-based CNNs are constructions which are meant ot reproduce and improve conventional
CNNs. They use four basic image processing operations defined through a set of PDEs. These
operations are convection, which shifts the image, diffusion which performs regularization, and
dilation / erosion which performs smooth max/min-pooling. Figure 1 gives an overview of the
operations occurring in a layer of the network. The units indicate the channels in the current
layer and the operations are applied consecutively on each channel separately. The output is then
forwarded to the next layer through affine combinations of these channels.

Figure 1: Visualization of a PDE-based CNN layer.

Throughout the sections that follow, we introduce theory related to such networks. Since PDE-
based CNNs are constructed on the basis of image processing techniques, we start by introducing
basic concepts of scale-space and kernels in section 2.2. These kernels determine the operation
that is applied on an image. Therefore, we follow this by imposing restrictions on the kernels in
section 2.3. This gives the basic structures upon which we build the PDE-based CNNs.

As is indicated by the name, PDE-based CNNs are defined by a set of PDEs. Therefore, in
sections 2.4 through 2.6 we introduce an interpretation of scale-space as a set of PDEs and give a
connection between linear and morphological systems. To provide a better understanding of the
operators used in these networks we give an introduction to LSI and morphological scale-space,
together with examples of their effects on sample images. In section 2.6 we conclude this by giving
a single PDE which represents the convection, diffusion, dilation, and erosion operations which
are used for PDE-based CNNs.

In section 2.7 we introduce Riemannian metrics used in differential geometry. This metric affects
the PDEs and serves as a parameter, which is trained by the PDE-based CNN in addition to
the convection vector. These Riemannian metrics are important as they allow us to introduce
anisotropy in the network, while using the standard PDEs for the isotropic operators. Following
this, in section 2.8 we discuss approximations to the solutions of the PDEs induced by these
Riemannian metrics. These approximations are important to motivate the construction of the
PDE-based CNNs.

Finally in section 2.9 we tie all of this theory together to construct the PDE-based CNN. No
theoretical motivation is given in this section anymore. The section is intended to allow readers
to gain enough understanding to implement such a network themselves.

2.2. Kernels and the Scale-space

In image processing, we apply operations onto an image through convolutions between the image
and a function referred to as a kernel. This kernel function entirely determines the operation that
is being performed on the image. These operations can serve to focus or spread out features in an
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image. An example of a Kernel used in Image Processing is the Gaussian Kernel given by

G(~x, t) =
1

4πt
e−
‖~x‖2
4t . (1)

for ~x ∈ R2. This kernel is used for diffusion, which regularizes the image. In the continuous world
we apply this operation on an image, f , through the integral convolution. For some fixed tfixed is
given by

g(~y ) := (f(·) ∗G(·, tfixed)) (~y ) =

∫
R2

f(~x)G(~y − ~x, tfixed)d~x. (2)

The parameter t which we have currently fixed, regulates the scale of the kernels. The scale
regulation of these kernels is visualized in figure 2. These images are heatmaps of a discretized
plot of the kernel at various scales. The brightness of the pixels indicates how high the value is.
From these images we can see that as the scale parameter increases, the mass of the Gaussian
kernels spreads out in the image.

Figure 2: Heatmaps of a discrete Gaussian kernel, plotted at different scales. Namely, t = 0.5, 1, 2
increasing from left to right.

By using this scale parameter, we give rise to what is commonly referred to as the scale-space.
The scale-space is a family of images along the parameter t. As the parameter t becomes larger,
the kernels increase in scale and the resulting images become smoother. This concept is visualised
in figure 3. This scale-space is what gives rise to the field known as Scale-Space theory and is an
integral part of image processing.

Figure 3: These images represent the Gaussian scale space at t = 0, 1, 3, 6. The images become
progressively smoother as t increases from left to right.

Finally, since we cannot use a continuous convolution on discrete images, we need to redefine what
it means to apply a kernel onto a digital image. We first note that in the discrete world we restrict
our kernels to a specific size and visualize them as a simple m × m matrix. Typically this size
is chosen based on the scale. It should be chosen such that the majority of the kernels mass fits
inside the bounds of this matrix as in figure 2. The discrete convolution is therefore known as the
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matrix convolution. Given some (2m+ 1)× (2m+ 1) kernel k and an n× n image f , the matrix
convolution operation is given as

g(x1, x2) = k ∗ f(x1, x2) =

m∑
i=−m

m∑
j=−m

k(i, j)f(x1 + i, x2 + j), (3)

where the indices of the kernel matrix are based on the center being (0, 0). In morphological
scale-space, which will be relevant later in this paper, we instead use something called the infimal
convolution. This convolution has a similar but different structure than this convolution used in
linear scale-space. Morphological kernels will also diverge and therefore rather than bounding the
large values inside of the matrix, the small values will need to bounded. The theory regarding
mathematical morphology will be introduced later in this chapter on PDE-based CNN theory.

2.3. Restrictions imposed on the kernels

In this section we impose some important physical conditions on our kernels that we want present
in our network. For this we follow the conditions imposed in [1]. We talk about a family of
operators Kt along the parameter t ∈ R+, which maps images f : R2 → R to a scale-space and
investigate the effect of the conditions that are imposed on them. Notice that we restrict ourselves
to integral operators such as the integral convolution mentioned in section 2.2. Following this we
take a closer look at the resulting family of kernels along the parameter α and discuss the available
range of values which satisfy basic axioms of scale-space.

2.3.1. Physical conditions

We begin by imposing linearity and shift-invariance on these operators. From linearity we find
that given some kernel function kt(~x, ~y) the operator must be of the form

(Ktf)(~x) =

∫
R2

kt(~x, ~y )f(~y )d~y. (4)

Shift-invariance imposes the condition that the operator Kt commutes with all translation opera-
tors. A translation operator is defined as Taf := f(x−a). The condition can be written explicitly
as TaKt = KtTa for all t and a. This condition enforces that the kernel is a function of the
difference ~x− ~y and therefore

kt(~x, ~y ) = kt(~x− ~y) (5)

for all ~x, ~y ∈ R2. From this we find that the operator Kt acting on f must be an integral
convolution operator with kt. We find that

(Ktf)(~x) = (kt ∗ f)(~x) =

∫
R2

kt(~x− ~y )f(~y )d~y. (6)

Furthermore, we impose conditions of mass-preservation, rotational-invariance, integrability, and
continuity. We enforce mass-preservation, or

∫
ktd~x = 1 to ensure that the filter does not change

a constant signal. The second condition, rotational-invariance or symmetry means that there is
no preferred direction for the filter. This can be interpreted as the kernel being dependent only
on the norm of the input vector ~x rather than the angle. Therefore, we assume there exists a
function Kt such that

kt(~x) ≡ Kt(‖~x‖). (7)

The integrability condition is fairly trivial and can be stated mathematically as kt ∈ L1. Finally,
continuity is assumed in both the parameters ~x and t separately from one another. This means
that given a fixed t, the function kt is continuous in ~x and vice versa.

The next condition we impose is the recursivity principle. This property imposes that the operator
be equal to the identity for t = 0 and should be additive. Mathematically speaking, this means
that

KtKs = Kt+s (8)
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for all t, s ∈ R+. Since we already proved that this operator must be an integral convolution, this
additive property translates to

kt ∗ ks = kt+s. (9)

We recall the Fourier transform maps convolutions in the spatial domain to products in the
frequency domain. Therefore, denoting by k̂t the Fourier transform of kt, we find that this property
becomes

k̂t · k̂s = k̂t+s. (10)

Since continuity is preserved through the Fourier transform, we know that k̂t must be continuous.
As stated in [1], from this it follows that k̂t must satisfy

k̂t(~ω) = e−g(~ω)t (11)

for some function g which is real-valued and rotationally invariant (recall this implies g(~ω) =

h(‖~ω‖) for some function h). Although it is not immediately clear why rotational invariance of k̂t
follows from rotational invariance of kt, it can be shown using polar coordinates as in section III
of [1]. Assuming that kt(~x) = Kt(r) where (r, θ) are the polar coordinates of ~x and (ρ, ψ) are the
ones for ~ω, the steps follow

k̂t(~ω) =
1

2π

∫ ∫
R2

e−i〈~x,~ω〉kt(~x)d~x

=

∫ ∞
0

Kt(r)
(

1

2π

∫ 2π

0

exp(−irρ cos(θ − ψ))dθ

)
rdr

=

∫ ∞
0

Kt(t)J0(rρ)rdr = Kt(ρ)

(12)

where

J0(z) =
1

2π

∫ 2π

0

exp(−iz cos(θ))dθ (13)

is the so called zeroth order Bessel function. The integral representation for Kt(ρ) in equation 12
is known as the Hankel-transform of Kt(r), whose inverse is given by

Kt(r) =

∫ ∞
0

Kt(ρ)J0(ρr)ρdρ (14)

Additionally the function g must be in L1 and therefore is both continuous and vanishes as the
norm diverges to infinity.

Since we have no information on what structure in a image we are looking for, it seems reasonable
to assume that the kernels should follow the principle of scale invariance. This principle implies
that there should be a fixed parent kernel, such that at different scales kt is just a rescaling of this
function by means of a rescaling-function ψ : R+ → R+. For 2-dimensional images, this translates
to

kt(~x) = k(~x, t) =
1

ψ(t)2
φ

(
~x

ψ(t)

)
. (15)

Since we assumed continuity of kt as a function of t we also require continuity of ψ. Seeing as this
function is interpreted as an indicator of the scale, we also assume that it is strictly increasing
with ψ(0) = 0 and psi(t) → ∞ as t → ∞. The multiplication by the rescaling function ψ is
necessary to make the integral∫

R2

k(~x, t)d~x =

∫
R2

1

ψ(t)2
φ

(
~x

ψ(t)

)
d~x =

∫
R2

φ(~x)d~x = 1 (16)

independent of the scale parameter t. Furthermore, notice that the rotational invariance of kt(~x)
implies that of φ. By adding this condition of scale-invariance we are at the following proposition
proven in [1].
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Proposition 2.1. Assuming that at each scale t ≥ 0 the kernel-function kt(x) ∈ L1(R2 is mass-
preserving, rotationally invariant (as a function of ~x) and continuous as a function ~x and t
separately.

If the family {kt | t ≥ 0} satisfies both the recursivity principle and the principle of scale-invariance,
then it is of the form

Kt(r) =

∫ ∞
0

exp
(
−atρ2α

)
J0(rρ)ρdρ, (17)

where kt(~x) = Kt(‖~x‖), α ≥ 0, and J0 is the zeroth order Bessel function. The corresponding

rescaling-function is therefore given by ψ(t) = t
1
2α . Equivalently, this means that the Fourier

transform of kt is given by

k̂t(~x) = Kt(‖~x‖) = exp
(
−at‖~x‖2α

)
. (18)

Note that from here onwards we ignore the parameter a in the expression for the kernel given in
the proposition. This parameter only serves to regulate how large the effect of changing the scale
parameter t is on the scale-space. However, since this is a continuous parameter and we imposed
scale-invariance on the kernels, we can ignore this parameter a and simply set it equal to 1. Notice
that the trivial case a = 0 leads to the identity operator, which we can ignore.

2.3.2. Restriction on alpha

Using only the conditions mentioned so far, the parameter α can be chosen arbitrarily as any
positive real number and are therefore left with an unbounded family of linear scale-space kernels.
To further restrict this range we impose the condition of positive on our kernels. This condition
ensures that given any non-negative image f ≥ 0, the blurred result, Ktf ≥ 0 is non-negative as
well. This condition restricts the parameter α to the interval (0, 1].

As shown in [2], whenever the parent kernel φ̂ is twice differentiable, we find that∫
R
x2φ(x)dx =

∫
R
φ(x)

(
∂2

∂ω2
exp(−iωx)

) ∣∣
ω=0

dx

=
√

2π

(
∂2

∂ω2
φ̂

)
(0).

(19)

Furthermore we know that in these cases we have φ̂′′(0) = 0. Since the function x2 is non-
negative and non-zero, this implies that the function φ must either be zero everywhere or negative
somewhere. Since twice differentiability of the Fourier transform holds whenever α > 1, we can
exclude all α outside of the interval (0, 1].

To show positivity of the kernels inside of this interval, we notice that for α = 1 we have the
Gaussian kernel. This kernel is known to be positive. Furthermore, kernels for α < 1 can be
represented by the equation

kαt =

∫ ∞
0

qαt (τ)k1
τdτ (20)

in which qαt is the inverse Laplace transform of

e−s
αt (21)

evaluated in τ . This function has a positive inverse Laplace transform and using positivity of qαt
we find that kαt is positive for all α ≤ 1.

2.4. Linear Shift-Invariant Scale-space

Linear Shift-Invariant scale-space, also referred to as LSI scale-sapce, is an important subset of
scale-space. Before reading this and the following sections, it is important to understand the def-
inition of scale-space. Given a representation f : R2 → R of an image as a continuous function, a
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scale-space representation of this image is an embedding into a family u(·, t) of gradually smoother
versions of the image, where the parameter t, referred to as the scale parameter previously, deter-
mines the amount of smoothing. As can be seen from the following definitions, an embedding is
not restricted to an integral convolution.

Definition 2.2. An embedding from X to Y is an injective continuous map f : X → Y which is
a homeomorphism between X and f(X) (where f(X) denotes the image).

Definition 2.3. A homeomorphism between from X to Y is a function f : X → Y that is
bijective, continuous, and continuously invertible.

Therefore, a scale-space is not restricted to being induced by an integral or a matrix convolution
operation as stated in section 2.2. In fact, in section 2.5 another example of scale-space is given
in which the embedding takes place through an operation called the infimial convolution.

This restriction to an integral convolution operation comes back when considering the subset of
linear and shift-invariant scale-spaces. To show how rich this space is, we give a few examples
of LSI scale-spaces and show their effect on the image used in figure 3. This figure is in fact
already an example of LSI scale-space as Gaussian scale-space is shift invariant and linear. It can
be represented through the initial value problem given by

∂tu(~x, t) = ∆u(~x, t)

u(~x, 0) = f(~x),
(22)

whose solution is given by equation 1. Another related example of LSI scale-space is the anisotropic
Gaussian scale-space. Here anisotropic means that the kernel is not uniform in every direction.
We determine the anisotropy of the kernel through a positive definite matrix D, which leads to
the initial value problem

∂tu(~x, t) = div(D∇u(~x, t))

u(~x, 0) = f(~x),
(23)

whose solution is the convolution of f with the kernel

k(~x, t) =
1

4π detD
exp

(
−~x

TD−1~x

4t

)
. (24)

The matrix D rotated and stretches the resulting kernel. This can be visualized in figure 4.
Using the anisotropic matrix D in figure 5 we can see the resulting scale-space at various scales.
Although the effect is minor, it is noticeable that the images are distorted diagonally due to
the anisotropy. This is a very important scale-space which is used in the final PDE-based CNN
construction. However, rather than using the PDE mentioned in 23 we achieve anisotropy by
changing the metric that defines the differential operators. This is a topic which will be discussed
more in depth in section 2.7.

Figure 4: Heatmaps of examples of discrete Anisotropic Gaussian kernel, plotted with scale t = 3.

From left to right the positive definite matrices used are D1 =

(
1 0
0 4

)
, D2 =

(
1 1
1 2

)
, and

D3 =

(
2 1
1 1

)
.
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Figure 5: Anisotropic Gaussian scale-space with positive definite matrix D =

(
1 1
1 2

)
at scales

t = 0, 1, 3, 5.

There are many more examples of LSI scale-spaces. Other examples of these scale-spaces are
Poisson, Alpha, Summed Alpha, Relativistic and more. Alpha scale-space will be an important
reoccurring scale-space in this report. It can be approximated by convex combinations of Poisson
and Gaussian scale-space depending on the parameter alpha that is given. The initial value
problem for this scale-space is

∂tu(~x, t) = −(−∆)αu(~x, t)

u(~x, 0) = f(~x).
(25)

Noticeably, when this parameter α is equal to 1 we get the previously mentioned Gaussian scale-
space. We discuss this scale-space again in section 2.6.

Now that we have motivated why we choose to consider LSI scale-space and given examples, we
can establish notation used to represent these spaces as evolution equations as done in [3]. We
first recall that the Fourier transform of a function u, denoted by û, is given by

û(~ω) := F [u] (~ω) :=

∫
R2

u(~x)e−2πi〈~ω,~x〉d~x, (26)

where 〈·, ·〉 denotes the inner product. The inverse Fourier transform is then given by

u(~x) = F−1 [û] (~x) :=

∫
R2

û(~ω)e2πi〈~x,~ω〉d~ω. (27)

We can now introduce some notation to define a general differential operation. The multi-index
ααα = (α1, α2) ∈ N2 has norm defined as |ααα| := α1 + α2 and given some vector ~v ∈ R2 we define
~vααα := vα1

1 vα2
2 . In this sense we can define the differential operator

∇αααu(~x) =

∫
R2

(2πi~ω)αααû(~ω)e2πi〈~x,~ω〉d~ω. (28)

We now define the general differential operator

P (~x,∇) =
∑
|ααα|≤k

cααα(~x)∇ααα, (29)

and furthermore the symbol of the operator P (~x,∇), denoted by p, defined as

p(~x, ~ω) =
∑
|ααα|≤k

cααα(~x)(i~ω)ααα. (30)

We define this symbol because when we apply the Fourier transform on an operator P (∇) with
constant coefficients cααα we find that

F [P (∇)u(·, t)] (~ω) = p(2π~ω)û(~ω, t). (31)
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Since we are looking at shift-invariant scale-spaces and we are using the differential operators
to represent these scale-spaces, we only consider constant coefficients cααα and therefore omit the
parameter ~x from P and p. We can now represent the scale-spaces through the evolution equations

∂tu(~x, t) = P (∇)u(~x, t) on R2 × (0,∞),

u(~x, 0) = f(~x) on R2,
(32)

in which f ∈ L2. Using the Fourier transform given in equation 31 we can simplify the above
Differential equation to the initial value problem

∂tû(~ω, t) = p(2π~ω)û(~ω, t)

û(~ω, 0) = f̂(~ω)
(33)

whose solution is given by
û(~ω, t) = f̂(~ω) · exp (p(2π~ω)t) . (34)

Using the property that products in the Fourier domain translate to integral convolutions in the
spatial domain, we find that the inverse Fourier transform of this solution gives us

u(~x, t) =
(
f(·) ∗ F−1 [exp (p(2π·)t)]

)
(~x). (35)

We can therefore use the symbol p to characterise the kernel with which we take the integral
convolution. This gives us a very strong basis to represent image processing operations through
differential equations. However, this only provides us with means to represent linear scale-spaces
as evolution equations. In the next section we will discuss morphological operations and then
provide a connection to the differential equations we discussed in section 2.6. This will give the
basis for PDE-based CNNs.

2.5. Morphological Scale-space

In this section we first introduce what morphological operations are and try to provide a good
intuition for the effect they have in image processing. We then define the morphological scale-space
and give an interpretation of it in terms of evolution equations we did in section 2.4.

2.5.1. Mathematical morphology

Mathematical morphology was originally developed for binary images and only later extended
to gray-scale functions. It consists of a set of operators that transform images according to the
size, shape, convexity, connectivity, and geodesic distance. The basic morphological operators
are dilation and erosion. To understand these operators, we take a look at an example of its
binary variant. As is indicated by the name, in the binary variant both the image and structuring
elements consists only of values in the set {0, 1}. In order to define dilation and erosion properly
in this context, we interpret both of the image and the structuring element as sets of points in
two coordinates. The set A defining the image, indicates which pixels have value 1. The set for
the structuring element, denoted by B can be interpreted similarly. We denote by U the set of all
points in the image.

In figure 6 we present a possible structuring element where the central point is seen to be (0, 0).
The black squares denote pixels with value equal to 1 and therefore contained in the set B. In this
case we have that B = {(0, 0), (0, 1), (1, 0), (0,−1), (−1, 0)}. We then start by applying erosion
using this structuring element on the image in figure 7.

Figure 6: An arbitrary structuring element which can be used for morphological operations.

12



The binary equation for erosion in terms of the sets A and B is given by

A	B := {z ∈ U |Bz ⊂ A}, (36)

where Bz denotes the shift of the set B by some point z ∈ U defined as

Bz = {b+ z|b ∈ B}. (37)

To interpret what this equation means we take a look at the structuring element labeled in red
in figure 7. We notice that in each position, the structuring element is contained entirely in the
set of black rectangles, which is equivalent to the set A. Whenever such a situation occurs, we
preserve the central pixel of the structuring element labeled with a red dot for the output. In this
way we can make sense of the condition Bz ⊂ A.

Figure 7: Examples of passing a structuring element, labeled in red, across a binary image. Pixels
with value equal to 1 are labeled in black, while other pixels are white. All structuring elements
are contained inside the set of black pixels.

After applying erosion on this image, the resulting output is given by figure 8, which only in-
cludes the pixels where the structuring functions was contained entirely inside the set A. We can
intuitively see that erosion thins objects in the image. If we consider that the connecting pixels
between the two rectangles is a false positive, erosion can be used to get rid of them. We could
also have used a simpler structuring element consisting of only two pixels stacked on top of each
other to keep a larger portion of either of the rectangles.

Figure 8: Output from applying erosion on the image depicted in the previous figure.

Dilation on the other hand acts in opposition to erosion. The equation for dilation in terms of the
sets A and B is given by

A⊕B := {z ∈ U | (Bs)z ∩A 6= ∅}, (38)

in which the superscript Bs denotes the symmetric of B, or the reflection, defined as

Bs = {x ∈ U | − x ∈ B}. (39)

We now apply dilation on the same image using the same structuring element in figure 6. Similarly
to erosion, we pass the structuring element across the entire image, testing out each point z ∈
U . However, rather than only considering positions at which the structuring element is entirely
contained in the pixel cluster A, we consider any points at which the structuring element has any
overlap with the set. In other words, positions in which (Bs)z ∩ A 6= ∅. Notice that since this
structuring element is symmetric and centered at (0, 0), the operation Bs has no effect. Therefore
positions depicted in figure 9 will all be included in the final output.
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Figure 9: Examples of passing a structuring element, labeled in red, across a binary image. Pixels
with value equal to 1 are labeled in black, while other pixels are white. All structuring elements
have a non-empty intersection with the set of black pixels.

Taking again the set of pixels at the center of the structuring element in each position, we get as
a result the image in figure 10. Therefore a dilation operation thickens objects in an image and
can get rid of false negatives. For example, if the image we are consider was meant to consist of
only one large rectangular object, then the output for dilation would fill in the false negatives.

Figure 10: Output from applying dilation on the image depicted in the previous figure.

The extensions of the dilation and erosion operations through the use of structuring functions and
the continuous definitions in 40 and 41 in the following section have the same intuitive effect. The
structuring elements, which used to be a set of pixels, now become structuring functions defined
like the continuous image f , as s : R2 → R. Although it is much more difficult to describe in words
exactly what this effect is for general structuring functions, we can show its effect on a gray-scale
image.

2.5.2. Morphological image processing

Morphological image processing was founded on the basis of Mathematical morphology. Unlike
operations in linear system theory which are defined by a kernel, morphological operations use
structuring functions. Given a structuring function s(x, t) and the same notation used in the
previous section, the dilation operation, denoted by ⊕, is defined as

(f(·)⊕ s(·, t)) (~x) := sup
~y∈R2

{f(~y )− s(~x− ~y )}. (40)

Using the same structuring function, the erosion operation, denoted by 	, is defined as

(f(·)	 s(·, t)) (~x) := inf
~y∈R2
{f(~y )− s(~y − ~x)}. (41)

In gray-scale morphology, we use structuring functions rather than structuring elements. An
example of such a function is given in figure 11. This structuring function is a diverging function
as |x| → ∞, which is common in gray-scale mathematical morphology. This structuring function
results in either max-pooling or min-pooling depending on whether it is applied through dilation
or erosion respectively.
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Figure 11: The heatmap is black when the pixel value is 0 and becomes brighter as the pixel values
get larger. This heatmap represents a structuring function used for dilation and erosion given by

s(~x, 10) =

{
0 for ‖~x‖ ≤ 10

∞ for ‖~x‖ > 10
.

In figure 12 this structuring function is applied onto a black and white image using equations 40
and 41. There is a clear difference between the effects of dilation and erosion. Taking a look at
the dilated image in the middle, we find that the darker patches of the image become spread out.
These patches correspond to values closer to 0, and therefore like the binary equivalent, dilation
reduces the ”false” positives in the image. On the other hand, the erosion image on the right
thickens the white patches in the image, which correspond to values close to 1. In other words, it
removes ”false” negatives.

Figure 12: Original black and white image of a woman followed by the dilated and then the eroded
version from left to right.

This is a very simple example of dilation and erosion on a gray-scale image. We can also choose
different structuring functions which diverge to infinity continuously such as the quadratic struc-
turing function given as an example in the following section. We can now continue by taking the
same steps as in section 2.4 to give a basis for mathematical morphology in terms of evolution
equations.

2.5.3. Evolution equation representation

Mathematical morphology is a system theory where the standard algebra (R,×,+) that is used
in linear system theory, and therefore also in LSI scale-space, is replaced with the morphological
min-plus algebra defined as Rmin = (R ∪ {+∞},+,min). This is important to note for the
connection between LSI and morphological scale-space and when discussing the interpretation of
morphological operations in terms of evolution equations following [3].

As presented in equation 23 of [3], we consider Hamilton-Jacobi equations of the type

∂tv = −H(∇v)

v|t=0 = f
(42)

as evolution equations that lead to morphological scale-spaces. In order to ensure that this dif-
ferential equation has a unique viscosity solution, we impose the condition that f is bounded and
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lower semi-continuous, in other words

f(x0) ≤ lim
x→x0

inf f(x) ∀x0
(43)

and that the function H is both convex and coercive. By coercive we mean to satisfy the condition
that

lim
|x|→∞

H(x)

|x|
=∞. (44)

As mentioned in the paper, the unique viscosity solution to these differential equations is then
given by the Hopf-Lax formula which is given by

v(~x, t) = min
~y∈R2

{
f(~y) + tH∗

(
~x− ~y
t

)}
, (45)

in which H∗ denoted the convex conjugate of the function H defined as

H∗(~x) := sup
~y∈R2

{〈~y, ~x〉 −H(~y)}. (46)

To learn more about how to arrive at this solution refer to [4]. Using the solution we presented,
we can define the structuring function as

s(~x, t) := tH∗
(
~x

t

)
= (tH)∗(~x). (47)

In order to write this solution more compactly and to relate morphological and LSI scale-space,
we define the infimal convolution as

(f � g)(~x) := inf
~y∈R2
{f(~y ) + g(~x− ~y )}. (48)

By comparing this infimal convolution to the discretized integral convolution, we find that this
convolution results from moving between the standard and the min-plus algebra. The summation
is replaced by a minimum. When returning to the continuous case, this minimum turns into an
infimum over R2. We can now rewrite the viscosity solution to the differential equation as

v(~x, t) = (f � s(·, t))(~x). (49)

We can now use this infimal convolution to define dilation and erosion in the context of evolution
equations. The equation for erosion is already quite similar to the infimal convolution. Using the
notation that s̄(x, t) = −s(−x, t), we find that erosion is simply

f 	 s = f � s̄. (50)

To give dilation in terms of the infimal convolution, we note that we can turn a supremum into
an infimum by adding a negative sign on the outside and the inside of the infimum operation.
Therefore we have that

f ⊕ s = − ((−f) � s) (51)

Therefore we sometimes consider the initial value of the evolution equation to be −f instead of
f and by choosing H according to s̄ or −s, we can represent both operations in this setting as
well. We now present some examples of structuring functions used in mathematical morphology
together with the respective evolution equations.

We start with an example that we already presented in section 2.5.2. This structuring function is
referred to as the flat disk and is given by

s(~x, t) =

{
0 for ‖~x‖ ≤ t
∞ for ‖~x‖ > t

. (52)
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The corresponding evolution equation for this structuring function is given by

∂tv = −‖∇v‖
v|t=0 = f.

(53)

As depicted in figure 11, these structuring functions consist simply of disks of radius t. As was
also mention in the preceding section, they act as a type of max-pooling or min-pooling over
the are determined by the disk. As in LSI scale-space, there are also anisotropic equivalents of
morphological operation. The anisotropic equivalent of the flat disk structuring function is given
by the equation

s(~x, t) =

{
0 for ~xTD−1~x ≤ t
∞ for ~xTD−1~x > t

. (54)

This anisotropic operation is also given by the evolution equation

∂tv = −‖D∇v‖
v|t=0 = f.

(55)

Like the anisotropy in LSI scale-space, this example is also important for PDE-based CNNs and is
discussed again in later sections. A similar example to the one given in the LSI scale-space section
is given in figure 13. As can be seen, the area over which the max/min-pooling is performed is
not shaped like a disk anymore. Instead it has taken on an oval shape.

Figure 13: Anisotropic flat disk structuring function. The anisotropy is induced by the matrix

D =

(
1 0
0 4

)
.

The last example of a structuring function we give, is the quadratic one. Unlike the previous ones,
the quadratic structuring function is a continuous one given by

s(~x, t) =
‖~x‖2

4t
, (56)

and the evolution equation

∂tv = −‖∇v‖2

v(~x, 0) = f(~x).
(57)

As visualized in figure 14, the quadratics structuring function is a continuously diverging function.

Figure 14: Quadratic structuring function at scale t = 1.
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2.6. Relevant Partial Differential Equations and their solutions

In this section we start by using the interpretation in terms of evolution equations and the infimal
convolution to formalize the connection between LSI and morphological scale-space. This enables
us to establish a set of PDEs to use represent the operations used in the PDE-based CNNs and
find their solutions. We discuss solutions for the convection, dilation, and erosion models. Since
no closed form solution exists for the alpha kernels used for diffusion, we instead present an
approximation consisting of convex combinations of Gaussian and Poisson kernels.

2.6.1. Connection between LSI and Morphological scale-sapce

In order to connect LSI and morphological scale-space via the integral and the infimal convolution,
the paper [3] proposes a new novel transformation called the Cramér-Fourier transform. This
transformation is based on the Cramér transform, which is given as

C [f ] := (logL [f ])
∗
, (58)

in which L denotes the Laplace transform defined as

L [f ] (~x) :=

∫
R2

f(~y )e〈~x,~y 〉d~y. (59)

As stated in [3], this transformation was originally used by Burgeth and Weickert in [5] to propose
a connection between linear and morphological systems. However, this transformation is too
restrictive as the Laplace transform is only finite for functions with exponential decay. Therefore,
to remedy this [3] proposed the Cramér-Fourier transform replacing the Laplace transform with
the Fourier transform. This transformation is given in the following definition.

Definition 2.4. Let f be a function with a real-valued and non-negative Fourier transform. Then
the Cramér-Fourier transform is given by

CF [f ] :=
(
− logF [f ]

( ·
2π

))∗
. (60)

This definition is very suitable because the kernels we are considering all have positive and real-
valued Fourier transforms. Additionally, as given and proved in Theorem 1 of [3], this transform
maps integral convolutions to infimal convolutions. This theorem is restated again below.

Theorem 2.5. Given two functions f and g which are proper, lower semi-continuous, and have
convex Cramér-Fourier transforms, the following equality holds

CF [f ∗ g] = CF [f ] � CF [g] . (61)

With this theorem we can relate LSI and morphological scale-space by taking the Cramér-Fourier
transform of both the image f and the kernel k. For example if we take some kernel k and the
identity element, the delta peak, as the image f in LSI scale-space given by the equation

δ(~x) =

{
1 for ~x = 0

0 for ~x 6= 0
, (62)

we get the corresponding morphological delta peak given by

χ(~x) =

{
0 for ~x = 0

∞ for ~x 6= 0
(63)

with structuring function CF [k]. For some LSI scale-space kernel given by the formula

k(~x, t) = F−1 [exp(p(2π·)t)] (~x) (64)

the corresponding morphological scale-space structuring function is given by

s(~x, t) = CF [k(·, t)] (~x) = (−tp(·))∗(~x). (65)

This leads to the second theorem proposed by [3].
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Theorem 2.6. Let u be the solution of the LSI scale-space evolution

∂tu = P (∇)u

u|t=0 = δ
(66)

where p(ω) and P (∇) denote the previously defined symbol and corresponding differential operator
with constant coefficients. Given some proper, lower semi-continuous, and convex p, the Cramér-
Fourier transform of u, denoted by v, is the unique viscosity solution of the morphological scale-
space evolution

∂tv = p(∇v)

v|t=0 = χ.
(67)

This theorem gives an explicit connection between LSI and Morphological scale-space. However,
rather than defining the corresponding scale-space with the transformed function CF [f ], we instead
use the following definition.

Definition 2.7. Assume some LSI scale-space evolution given by

∂tu = P (∇)u

u|t=0 = f.
(68)

Then the corresponding morphological scale-space evolution is defined with the Cramér-Fourier
transform of the LSI kernel and therefore the evolution equation is given by

∂tv = p(∇v)

v|t=0 = f.
(69)

2.6.2. Proposed PDEs and their solutions

We now present a set of PDEs which are used in the PDE-based CNN to represent convection,
dilation, erosion, and diffusion. All of which are necessary modules to give the network enough
flexibility to perform image processing. We go through each module consecutively and give the
chosen kernels and corresponding PDEs together with a motivation and a closed form solution, or
if need be an approximation. For the time being we ignore any anisotropic scale-spaces as they
will be induced by change of metric explained in section 2.7 and 2.8.

We begin with the convection module, which shifts the image by some vector ~c. Although this
does not induce a scale-space it is an important module to the network and can be represented
through a simple PDE. This is a common initial value problem which induces a shift based on a
time parameter t in the direction of the vector ~c. The PDE is given by

∂tw = −~c∇w
w|t=0 = f,

(70)

for which the solution is
w(~x, t) = f(~x− t~c). (71)

This can easily be seen through the method of characteristics. We compare this PDE to the chain
rule, given by

d

dt
w(~x(t), t) = ∂~xw

d~x

dt
+ ∂tw. (72)

The method of characteristics compares this chain rule to the original PDE to find that dw
dt = 0

and since ∂~x = ∇ that d~x
dt = ~c. This leads us to find that w(~x, t) is constant along any line

~x0 = ~x − ~ct defined by some point ~x0 ∈ R2. Thus by noticing the initial condition for t = 0 and
that in this case ~x = ~x0 we find that along all characteristic lines we have

w(~x, t) = f(~x0) = f(~x− ~ct). (73)
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Notice this does not dependent on which line (in other words, which point ~x0) is chosen, therefore
we can conclude that the proposed solution is in fact correct.

Next we look at the diffusion module, which uses LSI kernels for regularization. We therefore
consider the kernels discussed in section 2.4 and consider the conditions discussed in 2.3 to restrict
our choices. We use Alpha scale-space for diffusion because it is approximated by a convex
combination of Gaussian and Poisson scale-space based on a parameter α which is kept in the
range [1/2, 1]. This allows us to consider both scale-spaces and optimize the parameter α to get
the best experimental combination. The PDE for this scale-space is given by

∂tu = −(−∆)αu

u|t=0 = f.
(74)

Although there is a solution for α = 1/2, 1 there is no closed form solution for general α. There
is however, a proposed approximation for the solution, given in [6]. As we mentioned, this ap-
proximation is given by a convex combination of Gaussian and Poisson kernels. We denote the
Gaussian kernel by

kG(~x, t) =
1

4πt
exp

(
−‖~x‖

2

4t

)
(75)

and the Poisson kernel by

kP (~x, t) =
Γ
(

3
2

)
π3/2

· t

(t2 + ‖~x‖2)3/2
. (76)

By combining equations 15, 17, 23, and 28 from [6] we arrive at the approximation for the alpha
kernel

kαt (~x) = a(α) · kG(~x, tc1) + (1− a(α)) · kP (~x,
√
tc2) (77)

where we have that

c1 = Γ

(
1 +

1

α

)−1

, c2 =
√

2 · c1, (78)

and

a(α) =
3(−2 + (1 + 2α)c2)

(1 + 2α) · (3c2 − 2c1)
. (79)

We notice that when α = 1/2, we have c1 = 1/2, c2 = 1, and therefore a(1/2) = 0 and that for
α = 1, we have c1 = 1, c2 =

√
2, and therefore a(1) = 1. Thus we indeed have Gaussian and

Poisson scale-space for α = 1 and α = 1/2 respectively.

We continue with the dilation and erosion modules, which we already discussed in section 2.5. We
use the same structuring functions for both modules, which we choose based on the corresponding
evolution equations to the Alpha kernels used for diffusion. This is the poweroid structuring
function whose differential equation is given by

∂tv = −‖∇v‖2α

v|t=0 = f,
(80)

for which the solution are given in [3] as the closed form formula

sαt (~x) = t(2α− 1)

∥∥∥∥ ~x

2αt

∥∥∥∥ 2α
2α−1

. (81)

Similarly to the LSI scale-space variant, the poweroid converges to the flat disk structuring function
when α → 1/2 from above and is equal to the quadratic structuring function for α = 1. These
structuring functions are given in equations 52 and 56. The convergence to the flat disk can be
argued in two points. Considering first the range in which |x| ≤ t, we have that the term

∣∣ x
2tα

∣∣ is
≤ 1 and therefore the structuring function converges to 0. Considering the range |x| > t, we can
always choose a range [1/2,m) for α in which this same term is > 1 and therefore diverges. Since
it is an exponential function, we know it diverges faster than (2α − 1) converges. It is also easy
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to see that the suggested PDE 80 is equal to 53 when α = 1/2 and 57 when α = 1. The current
PDE applies dilation on the image, whereas changing the first minus sign to a plus sign will apply
erosion.

By taking the sum of each of these PDEs to result in one single initial value problem, we end up
with a PDE for which the solution applies each operation consecutively. This PDE is given by

∂tw = −c∇w − (−∆)αw ± ‖∇w‖2α

w|t=0 = f
(82)

whose solution is given by

w(~x, t) = − ((− ((f(· − t~c) ∗ kα(·, t)) � s̄α(·, t))) � (sα(·, t))) (~x). (83)

Notice that this is the consecutive application of convention, diffusion, dilation, and then erosion
on the image f .

2.7. Riemannian metrics

In this section we introduce the concept from Differential Geometry, namely Riemannian metrics
and how these metrics affect differential operators. To do this we start by explaining what Smooth
manifolds are and motivating the use of different metrics on these spaces. We then introduce
Riemannian metrics themselves and conclude by discussing the resulting derivatives.

2.7.1. Smooth Manifolds

Manifolds are the basic spaces which are central objects of study in differential geometry. They can
be described as spaces which are deemed ”locally” similar to Rn under the standard topology, also
known as the Euclidean space. A more concrete definition is given below using some topological
concepts.

Definition 2.8. We say that M is a topological n-manifold if it has the following three properties:

• M is a Hausdorff space, i.e. for any two points p, q ∈ M , there exist disjoint open sets
U, V ⊂M such that p ∈ U and q ∈ V .

• M is second countable, i.e. there exists a countable basis for the topology of M .

• Each point of M has a neighborhood that is homeomorphic to an open subset of the Eu-
clidean space.

The first two conditions ensure that the topology defined on M has similar properties to the
Euclidean topology. The most important take-away from this definition however, is the third
points which requires the so called local similarity to the Euclidean space. The definition of a
homeomorphism has already been stated in 2.3. What separates Smooth manifolds from any other
topological manifold, is that for each point in the space, there exists a neighborhood such that the
similarity is defined by a homeomorphism which is smooth. A function f is said to be smooth if
it infinitely differentiable. Since homeomorphism are symmetric, this smoothness applies to both
the function and its inverse. It is important to note that the Euclidean space itself is of course a
Smooth manifold itself as it satisfies the first two properties and is homeomorphic to itself through
the identity function.

A simple example of a Smooth 2-manifold is the surface of the sphere in 3 dimensions. As is
made clear by the notation, the surface of this sphere is locally homeomorphic to the space R2.
Similarly to our planet earth, when we look at it in a small neighborhood it appears flat as if it
was 2-dimensional plane. However, when we look at it from a distance it takes on the shape of a
sphere.
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Figure 15: Sphere 2-manifold with straight line function along the equator.

In differential geometry we define differential operators on such spaces. This can, for example,
allow us to interpret the line along the equator as in figure 15 as the constant function on the
2-dimension plane rather than a circle. When differentiating a constant function in the Euclidean
space, the derivative becomes the zero function. We want to define the metrics such that the
resulting derivatives function respectively to the shape of the smooth manifold.

2.7.2. Riemannian metrics

In order to avoid needing to give a deep theoretical background on Differential Geometry, we
discuss a simplified idea of a Riemannian metric. Rather than introducing it as a 2-tensor, we
view the metric tensor as an n×n matrix for which the elements can be defined uniquely for each
point p in a smooth manifold M . In this case the inner product between two vectors v, w ∈ TpM
resulting from a metric G = [gij ]ij is given by

〈v, w〉G = gijv
iwj (84)

where we use the Einstein summation notation to sum over the indices i and j. The space TpM
denotes the space of vectors which are tangent to the manifold M at the point p. This space can
be viewed as a copy of Rn with its origin being the point p. This inner product allows us to define
a norm by

‖v‖G =
√
〈v, v〉G. (85)

Since this is a metric defined on the space of tangent vectors to a point, this metric also induces a
new formula for the gradient. Let us denote by ∂i the standard partial derivatives of the Euclidean
space, then the gradient according to the metric G is given by

(∇Gf)i = gij∂jf, (86)

where the superscript in gij indicates that these are the elements of the inverse G−1 =
[
gij
]
ij

of

the metric. We will not motivate why this formula is correct and will instead go over an example.

The example we discuss are polar coordinates. To illustrate the most important detail, we compute
the gradient of some differentiable function f with respect to these coordinates. We assume the
metric tensor given by

G =

(
1 0
0 r2

)
(87)

where r denotes the coordinate for the norm. This matrix is diagonal and therefore has a trivial
inverse given by

G−1 =

(
1 0
0 1

r2

)
. (88)

By inserting this into the formula we find that

∇Gf = (∂rf,
1

r2
∂θf) (89)

as we expected.
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2.8. Local approximations of the PDE under a Riemannian metric

As we discussed in section 2.7, a metric tensor can be defined uniquely at each point of the space.
The metric tensor defines the derivative on the respective space and therefore also affects the
solution to any PDE. Solving these PDEs globally is difficult if not unfeasible, which is why we
approximate the solutions instead. By local approximations of the PDE we mean to solve the PDE
only in a neighborhood of a point in the image. This allows us to assume a constant metric around
the point and simplify the equation significantly into the anisotropic variants of the scale-spaces
discussed in sections 2.4 and 2.5. To start we first investigate the effect of the change in metric on
the LSI scale-space kernels. We then do the same for the morphological scale-spaces and conclude
by comparing the corresponding scale-spaces as defined by 2.7.

We start by introducing some notation. We denote by Gx the metric tensor, where the subscript
x denotes a point on the space. We do this since, as discussed in section 2.7, the metric is defined
point wise. Similarly, we denote by gx the determinant of Gx and by gijx the elements of the inverse
matrix G−1

x . With this notation we can investigate the effect on the LSI evolution equations.

As we established in section 2.6, we use Alpha scale-space for linear scale-space. Recall the
evolution equations for this scale-space are given in 74. The components affected by the change
of metric is the Laplace operator. The generalized version of this operator for an arbitrary metric
Gx is called the Laplace-Beltrami operator denoted by ∆Gx . Using the notation defined above,
the Laplace-Beltrami operator can be given in terms of the standard differential operators ∂i as

∆Gxf =
1√
|gx|

∂i

(√
|gx|gijx ∂jf

)
. (90)

This expression is difficult to use and requires computing the partial derivatives of the expression√
|gx|gijx . The local approximation solve the PDEs in a neighborhood of the point x. To do this,

we solve the PDE under the assumption that the metric is constant. This means we define a new
metric G = Gx for some fixed point x that we are concerned with. This allows us to significantly
simplify the expression for the Laplace-Beltrami operator to

∆Gf =
1√
|g|
∂i

(√
|g|gij∂jf

)
= gij∂i (∂jf) (91)

by noticing that since the term
√
|gx|gijx is now constant, it can be taken outside of the partial

derivative. Another important equality that directly follows from this is

∆Gf = div
(
G−1∇f

)
, (92)

where the divergence, or div, is defined by

divF = 〈∇, F 〉 = ∂x1F1 + ∂x2F2 (93)

where F is some vector field F = (F1, F2) defined by the scalar-valued functions F1 and F2. Notice
this definition is specifically for the case n = 2. An interesting thing to notice is that the equality
in equation 92 leads to the original PDE for alpha scale-space being rewritten as

∂tu = −
(
−div

(
G−1∇

))α
u (94)

under the influence of some matrix tensor G. Notice that the partial derivative in t is not affected
as we only consider changing the metric with respect to the parameters in ~x. We can further notice
that by taking D = G−1 (which we can do since the metric tensor G is constant and therefore
equivalent to a 2 × 2 matrix) and α = 1, this PDE is identical to the one given in equation 23.
Therefore, the regular Gaussian scale-space for α = 1 is transformed into the anisotropic Gaussian
scale-space, in which the anisotropy is defined by the metric G. In fact, this PDE is the evolution
equation representation of general anisotropic alpha scale-space. As we discussed in section 2.6,
the alpha scale-space does not have a closed form and neither does it’s anisotropic equivalent. We
can however solve for the kernels at α = 1/2 and α = 1 and use the same convex combinations
referenced in the aforementioned section.
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The solution for the anisotropic Gaussian evolution equation is already given in [3] and in our
report in equation 24 and is restated here as

k(~x, t) =
1

4πtdetG−1
exp

(
−~x

TG~x

4t

)
. (95)

Therefore we only need to consider the anisotropic Poisson scale-space. The evolution equation
for anisotropic Poisson scale-space is given by taking α = 1/2 and results in

∂tu = −
√
−div (G−1∇)u

u|t=0 = f.
(96)

The solution to this PDE is given by taking the integral convolution with the kernel

k(~x, t) =
Γ
(

3
2

)
π3/2 detG−1

t

(t2 + ~xTG~x)
3/2

. (97)

It is interesting to notice that, as already mentioned in section 2.7, the norm under a new metric
G is given by the formula ‖~x‖G =

√
~xTG~x. With the exception of the determinant of G−1 in

the denominator of the anisotropic Gaussian, this change is norm is the main difference in the
resulting kernels.

We now consider the morphological scale-spaces. For this we consider the gradient in terms of the
metric Gx, denoted ∇Gx . As we already discussed in section 2.7, this gradient is given by

(∇Gxf)
i

= gijx ∂jf. (98)

Recalling that the notation that gijx are the components of the inverse G−1
x , using this equation

we can easily see that
∇Gxf = G−1

x ∇f. (99)

As before, the PDEs are difficult to solve because we cannot easily compute the inverse of the
metric Gx for general x. Therefore, given a fixed point x we take the constant metric G = Gx as
before. Recall from section 2.6 we use the Poweroid structuring functions for our morphological
operations. We therefore consider the evolution equations under the new metric given by

∂tv = − (‖∇Gv‖G)
2α

(100)

which is equivalent to

∂tv = −
(
‖G−1∇v‖G

)2α
. (101)

This PDE is again equivalent to the anisotropic variant as we can confirm by taking α = 1/2 and
comparing the result to equation 54. The closed form formula for the structuring function of this
anisotropic PDE is given by

sαt (~x) = t(2α− 1)

(
~xTG~x

(2αt)2

) α
2α−1

. (102)

Identically to the LSI scale-space kernels, we notice again that the primary effect on the structuring
functions are the change in norm.

To conclude this section we remark that the anisotropic PDEs that result from the change in
metrics for LSI and morphological scale-space are corresponding according to definition 2.7. It
is also important to notice that we have left out the convection PDE from this section. This is
because we do not change the metric for this PDE. Instead we use the vector c which is already
sufficiently flexible to perform any shift we want.
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2.9. PDE-based Convolutional Neural Networks

In a high-level overview of PDE-based CNNS, these networks function as conventional CNNs
where each layer is viewed as a PDE-solver whose parameters are defined by a series of 2 × 2
matrix, which defines the Riemannian metric for each module and channel in the network. When
we refer to modules, we are specifically talking about convection, dilation, erosion, or diffusion.
The channels indicate the width of the network. This width can differ from one layer to another.

We view the network as first using convection to shift the image to a point of interest and then
using the constant metric defined by the network as the local approximation of the global Riemann
metric around this point. The network therefore trains n 2-dimensional vectors and n 2×2 constant
matrices on each layer, where n denotes the width of the network. On a single layer the PDE that
is being solved can be written in terms of the metric tensors Gk1 , G

k
2,± and the vector ~c k as

convection diffusion dilation/erosion

Φt(u) := W (·, t) =

{
∂tW = −~c k∇W − (−∆Gk1

)αW ± ‖∇Gk2,±W‖
2α

W |t=0 = u
.

(103)

Since we have scale-invariance we can use Φt=1 for the network. This follows from the fact that
the effective scale of these anisotropic scale-spaces is given by

teff =
t

(‖G‖∞)
2α . (104)

Therefore, the scale can be varied using the metric tensor as well as t. Fixing t = 1 does not
limit the scale of the kernels. Notice that in this PDE, the function u : R2 → R is the input for
channel k of the current layer. As in standard CNNs, this input is a linear combination of the
outputs from the previous layer. As we discussed in section 2.6, this PDE results in a consecutive
application of each operation. This can be written as

Φt=1(u) =
(
Φero
t=1 ◦ Φdil

t=1 ◦ Φdif
t=1 ◦ Φcon

t=1

)
(u), (105)

where we have

(Φcon
t=1(f)) (~x) = f(~x− ~c k)(

Φdif
t=1(f)

)
(~x) = (kαt=1 ∗ f) (~x)(

Φdil
t=1(f)

)
(~x) = − (sαt=1 � (−f)) (~x)

(Φero
t=1(f)) (~x) = (s̄αt=1 � f) (~x)

(106)

with structuring function and kernel as specified by equations 102 and 95 respectively. With
exception to the initial layer, which takes as input the original image f , and the final layer which
applies a Sigmoid function to give output in the correct range, the rest of the network is recursively
defined according to the above schematic.
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3. Experimentation with Vessel Segmentation

In this part of the report we discuss the results from applying PDE-based CNNs on Vessel Seg-
mentation and how they compare to the performance of conventional CNNs on these same images.
We start off by giving implementation details for our network, such as the default parameters and
the structure in terms of the loss function and modules used in each layer. After introducing this
setup we investigate the best model in section 3.1 by leaving some of our parameters free. The
models found in this section will be used as a basis for the comparison to conventional CNNs.
We compare their performance by scaling the channels and the layers used in either network. We
compare them through quantitative parameters such as the number of parameters needed, training
and testing time, and the test scores. We also include some quantitative comparisons by plotting
images which indicate the true positives (green), false positives (red), true negatives (white), and
false negatives (blue).

In the PDE-based CNN implementation, we always use the modules in the order we specified in
the theory portion of this report, namely convection, diffusion, dilation, and then erosion. Of
course the images we use are RGB images and therefore they have three channels. For this reason
the initial layer has a width of three. Following the image processing modules, we add a linear
module, which takes the output from 3 channels to some pre-defined number of c channels. We
interpret the value c as the width of our network. Therefore, when we say that we set the number
of channels equal to 12, we mean that we set c = 12. The linear combination is then followed
by batch normalization. The following layers have a similar structure, with the exception of two
Dropout modules and the fact that the linear combination maps c to c channels. In the final layer,
we take the output of c channels and reduce it down to a single channel by applying a Sigmoid.
The set of default parameters is further discussed in the introduction of section 3.1.

For the testing of the network performance we use three different metrics for scoring the success of
our network, namely the DICE score, the accuracy, and the AUC metric. The continuous equation
for the DICE metric is given by

DICEε(b̄, b) =
2 ·
∫
R2 b̄(x, y)b(x, y)dxdy + ε∫

R2 b̄(x, y)dxdy +
∫
R2 b(x, y)dxdy + ε

, (107)

in which
b̄ = Network(f) : R2 → [0, 1] (108)

and
b : R2 → {0, 1} (109)

are the output of the network and the label given for the image f . The factor ε is a smoothing
factor meant to prevent division by zero. In the applied version of this network we use a discretized
version of this metric, which quite simply replaces the integrals by sums over the coordinates xi
and yi. The complement of this metric together the square sum of the parameters is also used as
the loss function for the network.

The second metric, the accuracy, is defined as the fraction of correctly classified samples in the
output. Therefore, given a binary output and a binary label for the vessels, the accuracy returns
the number of pixels in which the binary value is equal divided by the total number of pixels. The
network currently provides a continuous output. To use the accuracy metric we take the default
threshold of 0.5. Essentially the output is rounded to the nearest integer. Notice that unlike the
DICE metric, the accuracy metric weighs false positives and false negatives equally. Therefore,
the best outputs according to the accuracy metric will have fewer false positives. Nonetheless, the
two metrics are very correlated to each other unlike the AUC metric which we now introduce.

The third and last metric, the AUC, is based on the ROC curve. It is the area under the ROC.
The ROC is a curve which has its domain and range in the interval [0, 1]. It plots the false positive
rate (FPR) against the true positive rate (TPR) at various threshold levels. The false positive
rate is given by

FPR = 1− TN

N
(110)
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where TN is the number of pixels correctly classified as zero and N is the number of zeros in the
label. Similarly the true positive rate is given by

TPR =
TP

P
(111)

in which TP is the number of pixels correctly classified as one, and P is the number of ones in the
label. To create the curve we compute the TPR and the FPR at various threshold levels. For
each of these threshold levels we plot a point, for which the x-coordinate is given by the FPR and
the y-coordinate is given by the TPR. The ROC curve is the curve which passes through each of
these points. The AUC metric is the area under this curve, or the integral over the range [0, 1].

The loss function for the network is defined using the complement of the DICE metric. Addition-
ally, to ensure that the parameters do not explode, we include a square sum of all these parameters.
We train the network in batches, which we can denote by fi, where the i ∈ I indexes a batch.
Then by defining b̄i as

b̄i = Network(fi) : R2 → [0, 1] (112)

and bi as the labels for the input fi, we find that the loos function is given by

loss(b̄i, bi) =
∑
i∈I

(
1−DICEε(b̄i, bi)

)
+ β

n∑
i=1

p2
i (113)

where n is the number of parameters in the network, pi denotes a specific parameter, and β is a
very small constant called the loss-multiplier.

3.1. Network Structure

In this section we investigate the structure of our network to determine the highest performing
model. This is necessary in order to have a basis for comparing PDE-based CNNs to conventional
CNNs and determine whether they have the same gain as their lifted layer equivalent PDE-based
G CNNs on M2.

We start by evaluating the models through purely quantitative means to narrow down our options
and then investigate some particularities qualitatively. Due to the definition of the loss function,
we mainly focus on the DICE metric. The main component being investigated in this section is
which of the four modules are worth including in the network and how much of them we should
include.

The default parameters for the networks are given in table 1 and are based on a previously tested
conventional CNN model. We use them in the conventional CNN to which we are comparing the
results of the PDE-based CNN in the upcoming sections. Although the parameter α has been
optimized in a previous project on PDE-based G CNNs in the lifted space of orientations, we test
multiple values in the interval [0.5, 1] to find out whether the simplification of PDE-based CNNs
performs better with a different α.

α 0.65
channels 12

layers 6
multiplier 0.005

γ 0.96
rate 0.01

epochs 75

Table 1: Default parameters for the PDE-based and con-
ventional CNNs. The rate is the learning rate which de-
termines the step size. The multiplier is the weight of the
square sum of the parameters in the loss. The parameter
γ reduces the learning rate as the epochs increase.

To gain a general idea of which modules perform well in the network, we start by running tests
in which the layers are uniform in 3.1.1. By this we mean, that if we decide to use convection in
the first layer, then we do the same for all of the following layers as well and vice versa. Due to
the unexpectedly low performance of the diffusion module, we perform additional tests in 3.1.2.
These tests involve restricting the range of kernels used by diffusion and changing the size of the
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kernel matrices. Following this, in 3.1.3 we investigate whether the default value chosen for α is
indeed the best choice for PDE-based CNNs. As we have already run various tests with diffusion,
we do not consider it in this section. Finally, in 3.1.4 we conclude by discussing the results of
testing many possible configurations of the best performing modules using α = 1 to determine the
best structure of the network. In the following sections we present summaries of our simulations,
such as the average score. The complete simulations can still be found in the appendices.

3.1.1. General module tests

To get an initial idea of which combination of the convection, dilation, erosion, and diffusion
modules work best in the network, we run five separate simulations. The initial tests done in this
section are restricted to network structures which have the same module structure across all layers
of the network. This does not include the number of channels used in our layers. The channels on
the first layer are fixed at three, due to the RGB structure of the input images, while the channels
on the remaining layers are set to the default. The sixth and last layer consists only of a Sigmoid.
Like the channels, the remaining parameters are set to the default values listed in 1. In table 2 we
present the means of all five simulations which we analyse in detail in this section. The individual
simulations are given in appendix A.

DICE ACC AUC con dil ero dif
0.5817 0.9303 0.7803 X
0.7744 0.9618 0.8846 X
0.7558 0.9588 0.8759 X X
0.7804 0.9629 0.8844 X
0.7672 0.961 0.8776 X X
0.7847 0.9633 0.892 X X
0.769 0.9608 0.8845 X X X
0.6073 0.9275 0.8196 X
0.603 0.9287 0.8021 X X
0.7774 0.9617 0.889 X X
0.76 0.9592 0.8749 X X X

0.7895 0.9642 0.8917 X X
0.7696 0.9612 0.8808 X X X
0.7871 0.9638 0.8912 X X X
0.77 0.9604 0.8868 X X X X

Table 2: Mean of five simulations in the appendix. Red indices are below the median, blue ones
are above. The black indices indicate the highest score, while the orange ones indicate the lowest
score.

By taking a quick first glance at the table we can see that the convection and diffusion modules
have a very low performance individually, whereas the other modules perform well. However,
unlike convection, diffusion consistently has a negative effect on any configuration. For example,
when comparing the second and third configurations listed in the table, we find that the dice score
goes down a significant amount of ≈ 0.02. A relatively significant difference can be noticed for
the other metrics as well. This same pattern follows in all the remaining combinations in table 2
as well as all tables in appendix A. It is not intuitive that regularization would fail to work well
on this network. This will be investigated in more detail in section 3.1.2 by adapting the loss
function to stabilize the kernels.

Taking a closer look at the convection-erosion combination and comparing it to erosion on its
own, we find that the difference in performance is very minimal. The same difference shows up
nearly everywhere else in the table. However, when dilation is included, such as in the dilation or
the dilation-erosion configurations we find that there is a significant positive effect when adding
convection. Convection can help the network apply anisotropies tailored to a specific vessel in the
image by shifting it to this point. Therefore, we can hypothesize that it would be wise to always
include convection in our model.
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Finally, we take a look at the best performing models. From the mean table and the individual
simulations in the tables listed in appendix A we find that the top three models are dilation-
erosion, convection-dilation, and convection-dilation-erosion. Each of these configurations include
dilation. This may be due to the fact that dilation dilates the thin vessels, which is helpful to the
final classification. Since we also find that in table 2 as well as nearly all individual simulations in
appendix A, the convection-dilation model has the highest performance, we are inclined to include
it in the final model. This is investigated in more detail in section 3.1.4.

In addition to this quantitative analysis, we perform a qualitative one by plotting the output of
the worst and best models according to the colouring scheme proposed in the introduction to the
experimentation section. We label true positives green, false positives red, true negatives white,
and false negatives blue. We start by presenting the two worst models, namely diffusion and
convection on their own in figure 16.

Figure 16: Color coded output from diffusion (on the left) and convection (on the right) models
with default parameters.

From this figure it appears that convection and diffusion do in fact perform quite similarly. The
output from diffusion appears to have somewhat fewer clusters of false positives and can therefore
be considered better. Generally diffusion is expected to have a better performance on these
images. Its failure to classify vessels in the image properly may be due the fact that regularization
is generally unstable. This could cause diffusion to get stuck in bad local minima and result in
irregular kernels. It may also be the case that the images that the network is being trained on
are already regularized, and therefore diffusion does not have much to contribute. This will be
further investigated in section 3.1.2. Regardless of this investigation, it is reasonable to exclude
diffusion from our network as it harms the performance of nearly all configurations.

On the other hand, convection performs better than expected. It contains fewer false positives
than the diffusion image and the vessels can be recognized in the classification as there are very
few false negatives. We can imagine that by applying some erosion on this image, we can remove
these false positives. With the exception of the boundary this would result in a good classification
similar to the ones in figure 17. It is however difficult to qualify its success when combined with
dilation. Intuitively, applying dilation on its own to the image in this figure would only serve to
enlarge the false positives and therefore reduce the score. However, this statement can be refuted
due to the possibility of negative affine combinations between the layers.

In figure 17 we present the two best models according to the table both with and without con-
vection. These models are all clearly quite similar. The differences lie almost entirely in the false
positives appearing around the root of the vessels. These models make it clear that although
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small, convection does contribute to the qualitative output of the network. The same can be said
for adding erosion to the network. The models become qualitatively better from left to right and
then top to bottom.

Figure 17: Colored coded output from the network. Images on the left represent models without
convection, while the images on the right do use convection. The images at the top use only
dilation, while the bottom ones use both dilation and erosion.

In the following sections we continue our investigation by presenting additional tests in which we
bound the diffusion kernel and try out multiple structures for dilation and erosion.

3.1.2. Weakness of Diffusion

Regularization is a very unstable operation, which makes it likely to run into local minima. How-
ever, it is unexpected that diffusion does not bring any contributions to the network and in fact
harms the scores of each configuration it is used in. Therefore we investigate the kernels generated
by the networks and test multiple methods to normalize them.

We start by plotting the kernels for each layer and channel in the network. Although we use a
kernel matrix size of 5× 5 by default, we plot the kernels on a 9× 9 grid to give a better view of
their shape. The kernels for a regular unbounded diffusion can be seen in figures 18 and 19. The
kernels in the first figure are quite similar to delta spikes, which is the identity operator in LSI
scale-space. Therefore they do not have much effect on the input. These are the most common
kernels in the current diffusion model, which would lead us to believe that it is optimal to have
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no diffusion. However, the kernels in 19 are highly irregular kernels which diverge. This leads us
to believe that the network finds bad local minima in which a small subset of the kernels diverge,
while the remaining kernel remain small in order to prevent the loss from becoming too large.
Such kernels are not desired and we wish to avoid them to stabilize regularization.

Figure 18: Common diffusion kernels present in the diffusion model that resemble delta spikes.

Figure 19: Irregular diffusion kernels present in the second layer of the diffusion model.

In order to bound the kernels we note that the scale of an anisotropic kernel is bounded both by
the scale parameter t and the matrix G which defines the anisotropy. We denote this effective
scale of the kernels by teff . Recall from equation 104 that the effective scale is given by

teff =
t

(‖G‖∞)
2α (114)

in which ‖·‖∞ denotes the max-norm. Therefore it appears logical to restrict the max-norm of the
inverse of the metrics used for diffusion. Since we require the loss function to be differentiable, we
cannot simply heavily penalize the loss whenever the max-norm exceeds a certain bound. Instead
we must assign a weight to the max-norm and add this to the loss function. Denoting this weight
by λ this results in a loss function given by

loss(b̄i, bi) =
∑
i∈I

(
1−DICEε(b̄i, bi)

)
+ β

n∑
i=1

p2
i + λ

m∑
i=1

‖
(
Gi1
)−1‖∞ (115)

where the superscript is used to index the matrices on each layer of the network and the subscript
denotes that this is the diffusion metric. Using a suitable value for λ, we can in fact generate
a network in which the kernels are bounded as in figure 20. However, a majority of the kernels
remain close to the delta spike such as the kernel in the middle.
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Figure 20: Kernel resulting from bounding the effective scale through the max-norm.

Rather than forcing the network to create small scale kernels, we want to bound the kernels from
above and below, giving them a suitable range of effective choices. To achieve this we try another
weighted coefficient, namely centering the metric G around the identity matrix I. To do this
we use the Forbenious norm, which is the square root of the sum of squares. This will therefore
ensure that each element of the matrix is centered around the identity matrix. If we were to use
the max-norm, this would not be the case. Thus we test a new loss function in which we replace
the last term by

λ

m∑
i=1

‖Gi2 − I‖F , (116)

where ‖·‖F denotes the Forbenious norm defined as

‖D‖F =

n∑
i=1

n∑
j=1

|dij |2, (117)

for some n×n matrix D. Using this term in the loss function we found that whenever λ becomes
large enough to force the majority of kernels to be bounded, the performance drops significantly
as well. This is reflected in table 3. When using a 5×5 kernel matrix, the unbounded kernels limit
to a single one in the first layer from the network for λ ≥ 0.3. When using 7× 7 kernel matrices
on the other hand, this is only the case for λ ≥ 0.5. The remaining kernels are all nearly identical
resembling the one presented in figure 21.

DICE ACC AUC size λ
0.5777 0.9292 0.775 5 0.1
0.5841 0.9295 0.7842 7 0.1
0.347 0.7972 0.7286 5 0.3
0.5771 0.9295 0.7839 7 0.3
0.3456 0.7794 0.7327 5 0.5
0.3327 0.7595 0.7307 7 0.5
0.341 0.7773 0.7291 5 0.7
0.323 0.7401 0.7287 7 0.7

Table 3: Scores for diffusion networks with kernels bounded through the Forbenious norm with λ
specified in the table. Red indices are below the median, blue ones are above. Black indices are
the maximum of the column, while orange ones are the minimum.
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Figure 21: Most common kernel for diffusion bounded by the Forbenious norm with λ = 0.5.

The kernel presented in this figure is the kernel resulting from using the identity metric with
α = 0.65. This indicates that the bound placed on the metric may be too sharp, forcing the
network to use a single kernel for the majority of the channels and layers. By analysing the term
we have added we notice that the Forbenious norm results in a weighted term around the identity
matrix which looks like the absolute value function depicted in figure 22. This would indeed force
the network to use a single non-penalized kernel instead of choosing from a range of kernels.

x

y

Figure 22: Plot of the absolute value shifted to the right.

In an attempt to improve diffusion we test one more option for the weighted term. We take
a similar choice to the previous term, but instead take the 6th power of the Forbenious norm.
Note that the function centered around 1 of the sixth power of the norm is given in figure 23.
Noticeably there is a range of values around 1 which have a value nearly equal to zero, while the
remaining values diverge to infinity very quickly. This should allow us to penalize only certain
kernels outside of the bounds. It is important to keep in mind that this penalization is extremely
large and the provided range may not be large enough to allow the network to choose delta spikes
in the network, thereby forcing unnatural behavior. Nonetheless it is an improvement upon the
previous range which gave no leeway.

x

y

Figure 23: Plot of the function x6 shifted to the right.
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Applying this idea on the term in the loss function, we arrive at the new equation

λ

m∑
i=1

(
‖Gi2 − I‖F

)6
. (118)

Unlike the previous loss function, this bound does not dramatically decrease the performance as
can be seen in table 4. The kernels are reasonably bounded from λ ≥ 0.2 onward and are no
larger than the kernels depicted in figure 24. There are still many kernels converging towards the
identity matrix, but some diversity is present.

DICE ACC AUC size λ
0.5661 0.9278 0.7623 5 0.1
0.575 0.9272 0.8062 7 0.1
0.5663 0.9258 0.7938 5 0.2
0.5739 0.9256 0.7844 7 0.2
0.5681 0.926 0.7825 5 0.3
0.5674 0.9273 0.7839 7 0.3

Table 4: Scores for diffusion networks with kernels bounded through the 6th power of the Forbe-
nious norm with λ specified in the table. Red indices are below the median, blue ones are above.
Black indices are the maximum of the column, while orange ones are the minimum.

Figure 24: Kernels appearing in the bounded diffusion models. The kernel on the left results from
a model with kernel size 7, while the other two come from a model using kernel size 5. These
kernels are plotted on a 9× 9 grid.

However, although qualitatively these networks produce an improved classification, the impact is
not large and still includes the boundary as well as many false negatives. This can be seen in the
example shown in figure 25. This example included by far the least number of false positives, but
suffered a larger amount of false negatives as can be seen by the thinner vessels.
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Figure 25: Colored coded output of diffusion network bounded through the 6th power of the
Forbenious norm using λ = 0.3.

In order to determine whether this bound effectively improves diffusion, we test it together with
combinations of convection, diffusion, dilation, and erosion. The results are given in table 5. From
these results it is clear that this bound has had a negative impact on the network. The results
are significantly worse than for unbounded diffusion. A possible explanation is that the network
could benefit from using only very little diffusion. Since the current range may not include delta
spikes, the network is forced to use a larger amount of diffusion which impacts it negatively.

DICE ACC AUC con dil ero dif
0.7550 0.9594 0.8658 X X X
0.7605 0.9596 0.8748 X X X
0.7403 0.9535 0.8804 X X X X

Table 5: Simulation 5 using default parameters to test combinations of each module. Red indices
are below the median, blue ones are above. The black indices indicate the highest score, while the
orange ones indicate the lowest score.

To ensure that neither Gaussian nor Poisson diffusion is the cause of such low scores, we test
unbounded diffusion with α = 1 and 0.5. This allows us to test them individually, rather than
using convex combinations, as is the case for α = 0.65. We test multiple configurations in which
we vary the value of α for diffusion independently of the other modules. These test are given in
table 6.

DICE ACC AUC con dil ero dif α
0.7681 0.9591 0.8878 X X X 0.5
0.766 0.9599 0.8823 X X X 1.0
0.7734 0.9621 0.8878 X X X 0.5
0.7692 0.8841 0.9614 X X X 1.0
0.605 0.9254 0.8104 X X 0.5
0.6055 0.9268 0.8063 X X 1.0
0.5799 0.9305 0.772 X 0.5
0.588 0.9314 0.7893 X 1.0

Table 6: All modules other than diffusion use α = 0.65. The value of α for diffusion is varied
according to the table. These simulations test unbounded diffusion.
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The results from this table indicate that when combined with other modules, using α = 0.5 is
better than using α = 1.0. In fact the results are an improvement on the simulations discussed
in section 3.1.1. However, the score is still worse when diffusion is included. The same holds
when using diffusion only at the start of the network (in the first two layers). On the other hand,
diffusion alone or combined with convection appears to perform better for α = 1.0. Nonetheless,
using diffusion alone or with only convection can never be powerful enough to create good models.
Thus these results have little meaning and it would be better to consider α = 0.5.

Since none of the models so far have been found to make diffusion beneficial to the network, it is
excluded from the model from here onwards.

3.1.3. Alpha tests

In this section we check whether α = 0.65 is indeed the most suitable choice for this network.
Given that diffusion was already shown to perform poorly in general, including three values of
α, namely α = 0.5, 0.65, 1, we will not include it in this section. Therefore we take the subset of
the simulations run in the previous section excluding diffusion and run them all for five different
values of α. Notice that we also exclude convection, as our best model will not consist purely of
this module. We choose to test α = 0.5, 0.65, 0.75, 0.85, and 1.0.

We start by taking a look at our first simulation using α = 0.5. This simulation is given in table
7. The scores in this table appear to be significantly lower than the scores achieved in section
3.1.1. None of the other values for α we have tested have given such low scores. For this reason,
we have chosen to exclude α = 0.5 from all of the remaining simulations.

DICE ACC AUC con dil ero
0.6478 0.9402 0.8228 X
0.5014 0.9129 0.7592 X X
0.5723 0.9278 0.7887 X
0.658 0.9456 0.8235 X X
0.6327 0.938 0.818 X X X
0.6965 0.95 0.8423 X X

Table 7: Simulations with α = 0.5. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

For the remaining values of α, we run four simulations each. The means of the four simulations
for α can be found in table 8. The simulations themselves are given in appendix A as in section
3.1.1. The scores in the table all appear quite similar. On the other hand, at closer inspection,
α = 0.65 perform consistently worse than the other α in the DICE metric. A similar pattern can
be seen in most of the indices for the other scoring metrics. We can also exclude α = 0.85, as
similarly to α = 0.65 its performance is more often worse than for both 0.75 and 1.0. However, the
two remaining values are incredibly similar and it is difficult to argue which of these is the more
optimal choice. As the values are so close together, regardless of which we choose the final model
will not change much. From the tables in appendix A, namely in 25, we can see that α = 1.0
achieves the two highest performances from all 16 simulations. Therefore, for the remainder of
this report we will use α = 1.0.
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α = 0.65
DICE ACC AUC con dil ero
0.774 0.9614 0.8845 X
0.7855 0.9635 0.8904 X X
0.7816 0.963 0.8829 X
0.7855 0.9637 0.8872 X X
0.7864 0.9635 0.8925 X X X
0.7784 0.9617 0.8883 X X

DICE ACC AUC con dil ero
0.7768 0.9624 0.8837 X
0.7903 0.9644 0.8938 X X
0.7836 0.9633 0.8892 X
0.7863 0.9638 0.8932 X X
0.7888 0.9638 0.9013 X X X
0.7798 0.9628 0.8878 X X

α = 0.75

α = 0.85
DICE ACC AUC con dil ero

0.7795 0.9627 0.8863 X
0.7874 0.9638 0.8923 X X
0.7807 0.963 0.8871 X
0.7856 0.9636 0.8889 X X
0.7865 0.9639 0.888 X X X
0.784 0.9635 0.8914 X X

DICE ACC AUC con dil ero
0.7785 0.9626 0.8856 X
0.7896 0.964 0.9006 X X
0.7823 0.9632 0.8841 X
0.7863 0.9636 0.8903 X X
0.7881 0.9634 0.8993 X X X
0.7793 0.9624 0.8928 X X

α = 1.0

Table 8: Average for the four simulations of each α in consideration. Blue indices are above the
median and red ones are below. Orange indices have the lowest score, while black ones have the
highest score.

It can also be made clear that α = 1 is better than α = 0.65 by looking at the standard deviation.
By using the table 25 for the four simulation using α = 1 we compute that the standard deviation
for the first two rows of the table is equal to ≈ 0.0026 and ≈ 0.0016 in the dice metric respectively.
This standard deviation is much smaller than the absolute difference between the mean scores with
the first two rows of α = 0.65. Therefore, with regards to the dice metric there is a statistically
significant difference between the two choices.

On the other hand, when comparing these standard deviations to the differences with α = 0.75,
more often than not the standard deviation is larger than the difference. This holds true for both
the first two rows when looking at the standard deviation computed earlier. Therefore, there is
no statistically significant difference between these two choices. A qualitative analysis does not
yield any additional information either as the outputs are far too similar.

3.1.4. Dilation and Erosion models

Up until this point we have only tested models in which we used the same configuration of modules
on each layer. In this section we test more specific structures of the network using convection,
dilation, and erosion. Notice that considering the results from section 3.1.3, we use α = 1.0 in
all of the tests that follow in this section. Since we have found that the effect of convection is
neutral, with the exception that it greatly benefits dilation, we use it on each layer for all of the
remaining simulations. In order to reduce the large number of configurations that need to be
tested we fix the first and the fifth layer in the network. Therefore, we only vary the structure of
layers two through four. In order to discuss specific structures of the network, we use a binary
notation to define the three varying layers. Given a single layer, we use a binary number of length
2 to denote whether we are using dilation and/or erosion. The first number is used for dilation,
while the second is used for erosion. Therefore, given a binary number 10, this indicates that we
use dilation but not erosion. In this manner we define the structure of the three layers through
a binary number of length 6. Given the binary value 101101 we use dilation in the second layer,
dilation and erosion in the third, and finally erosion in the fourth layer. As there is a significantly
large number of simulations, they are not all provided in this report. However, the results can be
found in a database on Kaggle here.

As we have mentioned, the network will use convection on each layer. Additionally, we use
dilation on both the first and the fifth layer as it has been proven to be a strong combination
with convection. This leaves three layers in which we can choose to use dilation, erosion, or a
combination of both. We start by running four simulations for each possible configuration under
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the predetermined assumptions. These simulations can be found at the previously mentioned
page as they are too large to present. As many configurations are scores above 0.79 in the dice
score, we eliminated all the ones which scored lower than this. Considering configurations which
obtained this score in each simulation, we are left with 110110, 111001, 111011, 111101, and 110011
as in table 9. These configurations also include all models which received the highest scores above
0.795.

DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7921 0.9645 0.8986 X X X X
0.792 0.9645 0.8974 X X X X

0.7931 0.9648 0.8976 X X X X X
0.7919 0.9646 0.8972 X X X X X
0.7909 0.9641 0.9004 X X X X

Table 9: Mean scores based on all nine simulations for each of these configurations. Blue indices
are above the median and red ones are below. Orange indices have the lowest score, while black
ones have the highest score.

In table 9 in addition to the four already existing simulation, we have run another five simulations
to take the mean of all nine combined. From these simulations we determine the configuration to
use in the comparison with conventional CNNs. Although it is possible to eliminate some of these
five configurations, the remaining ones are always extremely close in performance. Statistically
speaking, we cannot distinguish most of them from one another. Therefore we use configuration
111011 as it most often achieved a score above 0.795 and never scored below 0.79 as can be seen
in appendix A.3. Additionally this configuration achieved the highest average.

Before concluding this section, we run some additional simulations in which we vary the choice
of modules on the first and fifth layer while keeping the configuration 111011 on the intermediate
layers. We do this to ensure that our choice of dilation and dilation was in fact a good match.
However, we only run configurations in which either of these layers has only a single module
besides convection. The results can be found in table 10.

DICE ACC AUC first last
0.7912 0.9645 0.898 dil ero
0.7872 0.9641 0.8909 ero ero
0.7901 0.9643 0.8942 ero dil
0.7933 0.9649 0.9002 dil dil

Table 10: Simulation in which the modules on the first and last layers are varied between dilation
and erosion. Using the model defined by 111011.

This table indicates that taking dilation on the first and last layers was indeed a good choice.
It is possible that there may be some uncertainty in these results. However, at worst the other
configurations will have an equivalent performance.

3.2. Scalability of PDE-based CNNs

A neural network can be scaled in multiple ways, each of which will have a different effect on its
performance. The most intuitive of ways is to expand the network through either its width or its
length. This would mean either increasing the number of channels used in the middle layers, or
increasing the number of layers. Additionally, the network can also be scaled through the training
data that it is provided with. This can be done by adding rotated data points to expand the
training set. In this section we explore how the network scales through each of these methods.
We analyse these methods only through quantitative methods as the qualitative output is far too
similar between the different PDE-based CNN models discussed in this section.

38



3.2.1. Effect of adding channels

As we have already discussed before, the first layer must always be fixed to using three channels
to match the shape of the input data. However, the number of channels used in the layers between
the first and last layer can be chosen as we see fit by using linear combinations to connect the
layers. In this scalability portion we test out varying number of channels in the network. Namely
we choose to test a size of 12, 16, 18, and 20.

DICE ACC AUC test train params channels
0.7923 0.9646 0.8987 3.9559 5.945 1146 12
0.7931 0.9646 0.8972 4.1718 6.5849 1446 14
0.7946 0.9649 0.899 4.522 7.1959 1778 16
0.796 0.9652 0.8998 4.9269 7.7264 2142 18
0.7974 0.9653 0.9005 5.2862 8.4902 2538 20

Table 11: Mean of the six simulations for each choice of channels.

In table 11 we have the mean of the results from each simulation. From this table we can clearly
see that the number of parameters scales with the number of layers faster than linearly. On the
other hand, the running time can be heavily impacted by the environment in which the code is
running. Therefore, there is a lot of uncertainty in the training and testing times. While they
appear linear, such a conclusion cannot be made from this data. Therefore, without finding any
significant differences to the other scaling methods not conclusions can be drawn with regards to
the running time. The scores have less uncertainty than the running time, but nonetheless some
uncertainty is present. From the DICE score we can see that it increases quite consistently with
exception to the step from 12 to 14 channels. We discuss these results further when discussing all
three scalability methods together.

3.2.2. Effect of adding layers

Scalability via layers requires defining a structure for the additional layers. We do this scaling
in an intuitive manner. Recall the binary description of the best model in section 3.1.4, namely
111011. We scale the network three layers at a time and use this same structure consecutively. In
this manner we would describe the structure of a nine layer network through 111011 111011. We
run simulations for a network of size 6, 9, and 12.

DICE ACC AUC test train params layers
0.7912 0.9645 0.8985 3.7163 5.7530 1146 6
0.7952 0.9647 0.9016 5.3705 9.7426 1962 9
0.7928 0.9642 0.9005 6.87 13.46 2778 12

Table 12: Mean scores of the five simulations for the layers tests using the default value of 12
channels.

In table 12 the mean of the five simulations for each number of layers using only 12 channels is
presented. A strange pattern occurs in this table. The score increases from the 6 layer network to
the 9 layered one. However, the 12 layered network has a worse score again. This is unexpected.
Although many of the scores for the 12 layered network are above the 0.795 threshold, which
indicates it most definitely performs consistently better than a 6 layered network, there are still
very low scores in table 43 in the appendix. This may simply mean that the uncertainty in the
training is very high. The network performance may highly depend on the local minimum it finds.
However, we can also notice that many of the scores for the 9 layered network are higher than the
12 layered network through table 42 in the appendix.
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Figure 26: Plots of the scores for each metric across the training epochs for the best 12 layer and
12 channel simulation with 100 epochs.

DICE ACC AUC test train params layers channels
0.7953 0.965 0.8998 5.9184 11.2137 2482 9 14
0.7967 0.965 0.8996 7.7587 15.6855 3518 12 14
0.7981 0.9653 0.9019 6.7018 12.6799 3058 9 16
0.7988 0.9653 0.9044 8.5088 16.962 4338 12 16

Table 13: Mean scores over five simulations of networks with 9 and 12 layers and 14 and 16
channels.

To investigate this further we run an additional five simulations for the 9 and 12 layered networks
testing both 14 and 16 channel models. The mean results are presented in table 13. Comparing
these results with the results of the 6 layered network in the channel scalability section (3.2.1),
we see that for a higher number of channels the network does in fact improve consistently as the
layers increase. Another test case in table 56 using a 12 layered network with 20 channels confirms
this.

There is no clear explanation why using only 12 channels on a 12 layered network causes the average
performance to drop compared to the 9 layered network. It is possible that this model for some
reason takes longer to converge to the optimal score. However, running additional simulations
with 100 epochs showed no improvement. Although the average score was higher than that of a
6 layered network, the 12 layered network did not once give a score outside of the range of scores
seen for the standard network so far.

In figure 26 the plots for the score at each epoch is given for the best performing simulation of the
additional 12 layered network tests. Clearly for both the accuracy and the dice metrics, the score
appears to converge and thus likely adding more epochs will not improve the score any further.
The AUC metric has very little correlation with this two metrics. Since we are training the model
on the basis of the dice metric, the AUC plot becomes very hectic. Regardless, the score does not
appear to be improving for this metric either. To identify the problem with this model a detailed
investigation would be required, which will not be done in this report. Rather we focus on the
networks that do work by expanding the number of channels.

The effect on the number of parameters when combining the scaling through layers and channels
is significant. Comparing the standard 6 layered network with the 12 layered network using 16
channels, the parameters increase by a multiple of 4. The dice score on the other hand increases
by less than one percent. However, this slow increase may also be due to a ceiling being imposed
by the problematic annotations provided. This is discussed further in section 3.4.

The impact on the runtime of scaling through layers is clearly quite significant. The additional
need to increase the channels in the 12 layer model in order to get good results impacts the runtime
even more. Using a 12 layered network nearly triples the training time of the network compared
to the standard model.

40



3.2.3. Effect of adding rotated training images

In this section we test the scalability of the PDE-based CNN by adding rotated training data
and comparing the performance. To this end we generate n new copies of image with a randomly
generated rotation of up to π radians. We test multiple values for n and run three simulations
for each case. To get an understanding of the scalability in terms of training data we test values
n = 0, 3, 4, and 5. Although the vessel images already have an inherent rotation through the
orientation of the vessels, we expect the addition training data to improve the score of the network.

DICE ACC AUC test train params rotated
0.7921 0.9643 0.9001 3.7506 5.7669 1146 0
0.7939 0.9648 0.9029 3.7293 16.7294 1146 2
0.7939 0.9649 0.9043 3.7952 22.967 1146 3
0.7952 0.9649 0.9018 4.0528 31.7847 1146 4

Table 14: Means of the six simulation which expand the training set through rotated data points.

Adding rotated training data has by far the largest impact on the training time and no effect
on the testing time or parameters. This can be seen in table 14. It is of course very intuitive
why this would be the case. Adding extra data-points while keeping the same batch size requires
the backtracking algorithm to perform the same operations again for each of the new batches.
Therefore, doubling the amount of training data will also double the training time. On the other
hand, the testing data set remains unchanged we use the same network structure. Therefore, the
testing time and the parameters stay unchanged.

The effect on the training time is by far the largest of all scalability methods. Additionally, the
resulting performance benefits are not very large. The best model, with 4 additional rotations
exceeds the best score of the model without additional training images only twice and by a small
margin of 0.0004 in the dice score.

3.2.4. Summary

In this summary we compare the results of each scaling method and determine their benefits and
fall-backs. To do a complete analysis on the scalability methods, we perform additional tests in
which we test new combinations layers, channels, and training data.

From our discussion, when considering a weighted effect on all three components (test time, train
time, and parameters), it is clear that expanding the training data is the least effective scaling
methods. It has the most dramatic increase in running time, while also having the smallest effect
on the scores. This scaling method does have one benefit. This is the fact that both the testing
time and the parameters remain unaffected. Therefore, after training is complete, the models will
be as efficient to use as the standard model, while having an elevated performance. However, this
effect is not limitless and there is a limited amount of training data available. Additionally, there
may also be scenarios in which the training time is important to consider.

When considering the other two scalability methods, it is important to consider the parameter
increase, as this is linked to mathematical interpretability which is one of the main benefits
of PDE-based CNNs over conventional ones. When comparing these two scalability methods,
channels have a much more consistently increasing score than layers do. In table 15 we present
the results from section 3.2.2 for the 12 layered network and compare them to a 9 layered network
with an increased number of parameters.
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DICE ACC AUC test train params layers channels
0.7992 0.9656 0.8984 7.0891 12.7736 3690 9 18
0.7967 0.965 0.8996 7.7587 15.6855 3518 12 14
0.8025 0.9661 0.9024 7.7525 14.092 4378 9 20
0.7988 0.9653 0.9044 8.5088 16.962 4338 12 16

Table 15: Mean scores for comparison between scaling layers and channels.

Notice that both 9 layered tests outperform the 12 layered tests. Additionally, although the 9
layered networks use more channels, the top and bottom two rows indicate a very similar number
of parameters. It is also clear that the running time for the 9 layered networks is much better than
the running time for either of the 12 layered networks. Therefore, it is clear that scaling through
channels is important, and may be better than scaling through layers.

While scaling through channels may be more effective in terms of the parameters, it cannot achieve
the best models on its own. Scaling through a single methods will always have limits. Therefore,
using 9 layers and then scaling the channels accordingly should be an optimal choice.

3.3. Conventional versus PDE-based CNNs

In this section we perform a quantitative analysis to compare the performance of the conventional
CNN to that of the PDE-based CNN with respect to each metric. Although some qualitative
difference can be seen in the false positives between models that score above and blow 0.8 in
the dice score, the relevant comparisons in this section are simply far too similar. Therefore, we
avoid any qualitative analysis until the following section 3.4. Using the results from the scalability
analysis in 3.2, we make both a parametric and a runtime comparison between the two networks.
To to do this we use the results of table 16 for the conventional CNN with default parameters.

DICE ACC AUC test train params channels
0.8017 0.9662 0.896 1.9335 1.3849 12900 12
0.8021 0.9663 0.8958 1.9263 1.4497 17142 14
0.8033 0.9664 0.8975 1.9456 1.5279 21984 16
0.8047 0.9666 0.898 1.8972 1.6298 27426 18
0.8057 0.9668 0.8984 2.015 1.8006 33468 20

Table 16: Mean over five simulations of a conventional CNN model with varying channels.

3.3.1. Parametric comparison

In this section we make a comparison between the performance of conventional and PDE-based
CNNs on the basis of the parameters. We use the results found in the scaling section 3.2 to choose
a PDE-based CNN model which is has a roughly equivalent performance as the conventional CNN
with its default parameters.

The best model, both in terms of the scores achieved and the number of parameters required
with respect to this score would be the 9 layered model using 20 channels in table 15. By adding
training data, this model could be further improved, however we do not consider such scaling in
this section. The equivalent model for the conventional CNN would be the standard model with
14 channels. We define a model as equivalent when the mean DICE score comes within a 0.0005
margin.

Clearly the CNN model has significantly more parameters, numbering at nearly 4 times more
than the PDE-based CNN. Although this is a significant improvement, it is much weaker than the
lifted space of scales and orientation equivalent which reduces the parameter space by 10 times.
However, the effect is still significant enough to consider PDE-based CNN in the future.
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Taking a look at the effect of scaling the channels on the conventional CNN, we can see that the
parameters nearly double and triple for 16 and 20 channels compared to the 12 channel model. On
the other hand, the PDE-based CNN scales much more reasonably, increasing only by a half the
parameters needed in the 12 channel model when upgrading to 16 and 20 channels. Additionally,
the dice scores appear to increase by a similar margin for both the conventional and PDE-based
CNN models. This implies that through a sufficient increase in channels, the PDE-based CNN can
have a significantly smaller parameter space, numbering dozens of times smaller. It is important
to note that although the score is currently far from 100%, it may be approaching a ceiling due
to the annotation problems discussed in section 3.4. This may mean that the margin for the
conventional CNN may be superficial and could be larger in the case that such a ceiling did not
exist.

3.3.2. Runtime comparison

The runtime is computed using the average of the runtime of the batches for each epoch. The
runtime of all PDE-based CNN models is clearly significantly larger for both the testing and
training. Although a proper implementation of the PDE-based CNN is still likely to have a slow
runtime, the current extreme difference stems from the fact that the code used in this project is
not at all optimized. The conventional CNN is constructed using modules already existing in the
PyTorch library, whereas the PDE-based CNN modules (diffusion, dilation, erosion, convection)
need to be newly implemented. Not only is there overhead stemming from the fact that these
modules being implemented in Python rather than directly in C (as most python libraries are),
the Python code was not optimized itself either. Therefore, the running time of the PDE-based
models must be taken with a grain of salt.

Nonetheless, comparing tables 16 and 11 the conventional CNN test time scales much better
through the channels, likely even when considering an optimized implementation. On the other
hand, the step size for the PDE-based CNN is only four times larger than that of the conventional
CNN while the training time in general is nearly six times larger. Therefore, it is possible that a
PDE-based model may scale better in terms of both the parameters and the running time.

3.4. Annotation analysis

We now perform a qualitative analysis on the best models from the scalability section 3.2. We
compare the output to the annotations provided by the dataset by taking into account the original
input image. We do this analysis to determine why the PDE-based or conventional networks never
achieve dice scores far above 0.8. In the second part of this section we also make a comparison
with the output of PDE-based network on the space of lifted scales and orientation, M2 discussed
in [7] to see whether they experience the same problems. We also investigate how the output of
these M2 networks is qualitatively better than the networks in this report.

3.4.1. Annotations versus output

In this section we take a look at two outputs, one from the PDE-based CNN and another from
the conventional CNN. Additional examples for different models are given in appendix B. We
compare the classification of small vessels in the output to the annotations and the vessels in the
original image. As is shown in this section, many of the small vessels are practically invisible in
the original image and therefore cannot be expected to be identified by the network. This makes
us question the reliability of these annotations and whether another dataset should be used to
train these networks.

In figure 27 we give an example of the general form of the annotations provided with the input
image. The phenomenon discussed is difficult to see in this figure as it is not sufficiently zoomed
in, however we give a closer look in figures 29 and 31.
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Figure 27: Input image versus the corresponding true label.

In figure 28 we have the full output of a 12 layered network with 20 channels and a configuration
defined by 111011. This had a dice score above 0.8 and can therefore be considered among the
best PDE-based models in this report. In the output image it is rather clear that the classification
for thick vessels is very solid, whereas the thinnest vessels are not classified at all. In the following
figure we take a closer look at the small vessels.

Figure 28: Input and output of 20 channel and 12 layer network with network structure defined
by 111011. Additionally, it is trained with 2 new rotations for every training image.

Although some portions of these vessels are visible in the input images, it is indisputable that
a majority is entirely invisible even when looking at them up close. Taking a look at the first
example, the start of the vessel on the right is visible, however the middle appears completely
inexistent. Whether these vessels do in fact exist in the retina itself becomes irrelevant as they
simply cannot be detected through the use of image processing techniques. This same problem
cannot be said to exist for conventional CNNs, as they are not constructed on the basis of image
processing techniques. Conventional CNNs make use of ad-hoc non-linearities and a very large
number of parameters. Therefore, the operations performed on images can be random. However
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in the PDE-based CNN the network relies on techniques such as dilation and erosion. As we
discussed in the theory, we have chosen kernels that do not make changes to constant signals.
When no vessels are present, the image is practically constant in this neighborhood. Therefore a
PDE-based CNN cannot be expected to classify such vessels regardless of their existence. Thus
for PDE-based CNNs this dataset is not reasonable.

Figure 29: Invisible vessels in the input image on the left and the corresponding output from the
network using the model defined in the above figure.

On the other hand, conventional CNNs share the same problem. We present the full input and
output again in figure 30. Regardless of its high performance, the image is riddled with false
negatives.

Figure 30: Input and output of 20 channel conventional CNN model. Additionally, it is trained
with 2 new rotations for every training image.

In figure 31 we take another closer look at the thin vessels to check whether this is the same
problem that PDE-based CNNs experience. From the provided examples, it is clear that all of the
falsely classified vessels are invisible in the input image. The first example shows a vessel which is
completely invisible in the input image. Taking a look at the fourth example, it is possible to see

45



small parts of these vessels. However, it is incredibly difficult to see whether these are complete
or not. Since conventional CNNs fail to classify these types of vessels as well, the problem cannot
simply be due to drawbacks of image processing techniques. The annotations are likely of too low
quality. Considering different datasets, such as handwritten digit recognition, could yield much
higher results for both PDE-based and conventional CNNs due to the simplified labels.

Figure 31: Invisible vessels in the input image on the left and the corresponding output from the
network using the model defined in the above figure.

While a dataset can be expected to have some unreasonable data points and corresponding labels,
this vessel problem is present in every image of the dataset. This seriously limits the score and
cannot be beneficial for training.

3.4.2. Comparison with output of network on M2

In this section we present an example of the output of one of the models for the PDE-based G
CNN on the lifted space of scales and orientations. The same color scheme applies to this output
as the outputs of our PDE-based networks.

In the following figure 32 we compare the output of the new network to the standard network
established in this report. This means we use a network without any scaling through the training
data, layers, or channels.

At first glance, the most significant difference is the addition of some false positives in PDE-based
network. Taking a look at the false negatives the networks are nearly identical. The thin vessels
fail to be classified correctly in both models. The only difference in the false negatives is a thicker
vessel underneath the root on the right hand side of the images, likely due to the increased false
positives in our network. This further reaffirms our previous hypothesis that the networks fail to
perform better due to the unreasonable labels created for the training and testing data.

The PDE G CNNs mainly have a higher quality classification in the false positives that appear
between two close vessels. Our networks have a tendency to blur these vessels together whereas
the PDE G CNN manage to differentiate them, likely due to the lifting layer.
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Figure 32: Color coded output of lifted space of scales and orientations network on the left and
regular network without any scaling (through channels, layers, or training data) on the right.

There are very few other qualitative differences between the two models. Likely a very similar
qualitative output can be achieved through the scaled models discussed in this report. These
models however, require significantly more parameters than the PDE G CNN model.
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4. Future Work

The work in this project is by no means finished. There are still many alleys to explore for the
PDE-based CNNs. We discuss them in the order of the sections that they are related to.

The first option for future work is to look further into the issue with the Diffusion module. The
current final bound which is used may have an extreme effect and still punish relevant kernels far
too much. Therefore, another more uniform option would be to choose the p-norm. This model
could be tested with combinations of convection, dilation and erosion. By finding out whether
the kernels appear more often on the left-hand side of the interval (near the delta spike), it could
prove that diffusion is in fact bad for the network, even in small quantities. Another option would
be to test it using it only on the first or second layers, as regularization is much more useful
in the beginning. The diffusion model could also have benefited from further investigation into
the α parameter. Finally, another possibility would be to test the code for the diffusion module.
This could be done by adding high frequency noise to the training images. This would create a
necessity for diffusion at the start of the network. Therefore, adding diffusion to the first layer in
this scenario should only serve to improve the performance. If this is not the case, then there is
likely something wrong with the diffusion model.

Another option for future work is, considering the network structure section, the portion solely
on dilation and erosion could be tested more thoroughly. For example, dilation was always used
in both the first and last layer until the final configuration. Instead by running simulations for
all configurations (including varying the first and last layers) could give better confidence in the
final model. Additionally, tests could be performed for the alpha tests. The data supporting the
choice of α = 1 was not entirely sufficient and could have prompted additional simulations. By
running another dozen simulations it is likely that a clear difference could be observed.

Another consideration would be to test a model which is trained not through the dice metric, but
the accuracy metric or the AUC metric. While the accuracy metric is very correlated with the
dice metric, the AUC metric is not. Training using this metric could bring significantly different
results. Training with the accuracy metric would also change the results somewhat. In the way
that the dice metric is currently defined, it is more focused on false negatives than false positives.
Using the accuracy metric would most definitely reduce the number of false positives in the output.
However, it may also have a poor effect on the false negatives.

To get a better understanding of scalability of the PDE-based network through layers, further
investigation could be performed into the phenomenon occurring when using 12 channels and 12
layers. The phenomenon we are referring to is that in which the 12 layered network had a worse
performance that the 9 layered network for 12 channels only. Finding the reason behind this
could lead to better scaling methods and thus an improved model which better competes with the
conventional CNN.

Finally, testing the networks on another dataset which does not have problems in the labels could
give a more realistic view of the real performance of both the PDE-based and conventional CNNs.
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5. Conclusion

We start this report by introducing the theory of PDE-based CNNs, which are a simplification of
PDE G CNN without the lifted layer of scales and orientations. We described a family of linear
shift-invariant scale-spaces that is considered for these networks; an essential step to choosing and
defining the correct PDEs. These PDEs and their geometrically significant parameters serve as
a Mathematical interpretation of the network which give these trainable parameters geometric
meaning. This gives PDE-based CNNs a big advantage over conventional CNNs since meaning
can be extracted from the kernels and image processing techniques that are being trained. We
saw this, for example, in section 3.1.2, where the diffusion kernels were plotted and interpreted.
Interpretability of the network allows for understanding it, which can lead to a reduced risk factor
in applications such as medical imaging. Therefore, the networks do not have to be labeled as
black boxes anymore, which is a known problem for conventional CNNs.

Having introduced the theory we proceeded to testing these networks on Vessel segmentation. We
found that dilation works very well with convection and can be further improved by adding some
erosion to the model. The fact that dilation is more beneficial to the network than erosion is still
a mystery, as through the affine transformations present in the network one can be transformed
into the other. On the other hand, since the difference in performance is so small, it is possible
to consider that the elevated performance of dilation stems from operations occurring on the first
layer, in which no affine transformations have taken place yet. However, this would not explain
the benefit of the model 111011 over 111111 (recall the binary notation introduced in 3.1.4), or
using dilation rather than erosion in the final layer.

Using this best performing configuration we investigated the scalability of the network. We found
that PDE-based CNNs scale best through the channels, which is contrary to PDE G CNN that
scale better through layers. On the other hand, more tests could have been conducted to determine
the limits of these scales. It is likely that scaling through the channels would limit the network
sooner than scaling through the layers. However, this may be contradicted by the phenomenon
which occurred when running the model with 12 channels and 12 layers. Scalability through the
addition of rotated training sets was found to be effective as well. This result was not entirely
expected due to the inherent rotational invariance of Vessel images. In retinal images vessels
appear of many different orientations and scales. Additionally, the network is trained on cropped
data points, i.e. the full sized vessel images are cut into 64 smaller images, which compose the
training data. Each of these images can contain vessels of multiple orientations. From training on
these datasets the network can gain an inherent rotational invariance. It is possible that without
this phenomenon in vessel images, adding rotated training data could have had a larger benefit.
Conversely, the root of the vessel images changes in rotated data points which may be the reason
for the increased performance.

This scalability analysis on the PDE-based CNNs was then used to compare them to conventional
CNNs. As previously mentioned, we used a PDE-based model with 9 layers and 20 channels
in order to match the performance of standard conventional CNNs. These models still gave a
significant reduction on the number of trainable parameters needed in the network. However,
this benefit was significantly smaller than that of PDE G CNNs. Since PDE-based CNNs do still
have a reduced number of parameters, they are still worth considering in place of conventional
CNNs. Additionally, they have a reduced complexity over PDE G CNNs. We did discover that
the current PDE-based CNNs have a significantly higher running time than conventional CNNs.
However, this is due to the lack of optimization in our modules. Once an efficient implementation
is created, the running time could reduce significantly (at least 2 fold) and scale at a smaller
rate. This would bring PDE-based CNNs much closer to conventional CNNs, thereby making the
benefits far outweigh the penalty in terms of running time.

Following this comparison, we analysed the annotations to motivate the poor performance of
each of the CNN models. By plotting the color coded output we found that the smallest vessels
consistently appear as false negatives in the output. Furthermore, by analysing the input images
and comparing portions to the output, it was found that these thin vessels are virtually inexistent
in the input image. This indicates a poor quality of the training images. We found that the same
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problem appears for PDE G CNNs by providing an example of its output as well. By using a
better annotated dataset these scores would likely become significantly better. An example would
be to test these networks on handwritten number recognition. Such networks have very simple
annotations, consisting only of the number assigned to the input image. The main difference would
be that the same relative differences are observed for scores above 90% rather than below 81%.
However, a possible difference could result in the scalability analysis. Without a ceiling being
imposed around 81%, the performance of 12 layered networks may not be halted when using 12
channels.

To conclude, PDE-based CNNs can be a very powerful tool if the running time is optimized. This
optimization could lead to numerous applications in image processing, rather than simply medical
imaging.
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A. Simulation results

A.1. General model simulations

DICE ACC AUC con dil ero dif
0.5815 0.9302 0.7825 X
0.7734 0.9616 0.878 X
0.7573 0.9596 0.8671 X X
0.7792 0.9628 0.8755 X
0.7688 0.9611 0.8796 X X
0.7848 0.9629 0.8975 X X
0.7634 0.9603 0.8826 X X X
0.6108 0.929 0.8197 X
0.604 0.9267 0.8076 X X
0.7717 0.9599 0.8915 X X
0.7542 0.9575 0.8735 X X X
0.7913 0.9646 0.8928 X X
0.7718 0.9615 0.8778 X X X
0.7822 0.9632 0.8871 X X X
0.7675 0.9589 0.8882 X X X X

Table 17: Simulation 1 using default parameters to test combinations of each module. Red indices
are below the median, blue ones are above. The black indices indicate the highest score, while the
orange ones indicate the lowest score.

DICE ACC AUC con dil ero dif
0.5842 0.9303 0.7758 X
0.7791 0.9626 0.8889 X
0.7618 0.9598 0.8772 X X
0.7819 0.963 0.8941 X
0.7644 0.9606 0.8735 X X
0.7883 0.964 0.8986 X X
0.7668 0.9608 0.879 X X X
0.5988 0.9263 0.8149 X
0.604 0.9331 0.7946 X X
0.7757 0.9614 0.884 X X
0.7616 0.9601 0.8758 X X X
0.7854 0.9636 0.8899 X X
0.7686 0.9608 0.8807 X X X
0.7912 0.9646 0.8924 X X X
0.7703 0.9605 0.894 X X X X

Table 18: Simulation 2 using default parameters to test combinations of each module. Red indices
are below the median, blue ones are above. The black indices indicate the highest score, while the
orange ones indicate the lowest score.
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DICE ACC AUC con dil ero dif
0.5788 0.9299 0.7726 X
0.7736 0.962 0.883 X
0.7588 0.9594 0.8813 X X
0.7809 0.963 0.8831 X
0.7722 0.9619 0.884 X X
0.7787 0.9624 0.8847 X X
0.7648 0.9599 0.8817 X X X
0.6075 0.9269 0.8226 X
0.6005 0.9281 0.7994 X X
0.7823 0.9627 0.8933 X X
0.7572 0.9582 0.8869 X X X
0.7902 0.9643 0.8939 X X
0.7699 0.9614 0.8796 X X X
0.7871 0.9637 0.8939 X X X
0.7718 0.9613 0.8837 X X X X

Table 19: Simulation 3 using default parameters to test combinations of each module. Red indices
are below the median, blue ones are above. The black indices indicate the highest score, while the
orange ones indicate the lowest score.

DICE ACC AUC con dil ero dif
0.5827 0.9301 0.7819 X
0.7778 0.9623 0.8865 X
0.746 0.957 0.8687 X X
0.7828 0.9635 0.8846 X
0.7608 0.9601 0.8696 X X
0.7846 0.9633 0.8919 X X
0.7764 0.9614 0.8948 X X X
0.6116 0.9283 0.8234 X
0.6085 0.9298 0.8065 X X
0.775 0.9613 0.8837 X X
0.7596 0.9592 0.8712 X X X
0.7907 0.9644 0.8932 X X
0.7665 0.961 0.88 X X X
0.7861 0.9634 0.8953 X X X
0.7675 0.9607 0.8754 X X X X

Table 20: Simulation 4 using default parameters to test combinations of each module. Red indices
are below the median, blue ones are above. The black indices indicate the highest score, while the
orange ones indicate the lowest score.
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DICE ACC AUC con dil ero dif
0.5811 0.9309 0.789 X
0.7683 0.9606 0.8865 X
0.7551 0.9583 0.8854 X X
0.777 0.9623 0.8849 X
0.7698 0.9612 0.8811 X X
0.7873 0.9638 0.8875 X X
0.7735 0.9617 0.8846 X X X
0.6076 0.927 0.8173 X
0.5981 0.9261 0.8025 X X
0.7822 0.9631 0.8924 X X
0.7673 0.9611 0.867 X X X
0.7898 0.9644 0.8888 X X
0.7712 0.9612 0.886 X X X
0.7886 0.9643 0.8871 X X X
0.7727 0.9606 0.8926 X X X X

Table 21: Simulation 5 using default parameters to test combinations of each module. Red indices
are below the median, blue ones are above. The black indices indicate the highest score, while the
orange ones indicate the lowest score.

A.2. Alpha simulations

DICE ACC AUC con dil ero
0.7716 0.9599 0.8875 X
0.7792 0.9622 0.8865 X X
0.7784 0.9626 0.8747 X
0.7872 0.9639 0.8902 X X
0.7848 0.9635 0.8976 X X X
0.7824 0.9626 0.8881 X X

DICE ACC AUC con dil ero
0.7753 0.9612 0.8877 X
0.7905 0.9644 0.8929 X X
0.783 0.9628 0.8943 X
0.787 0.964 0.8903 X X
0.7856 0.9632 0.8953 X X X
0.7797 0.9629 0.8815 X X

DICE ACC AUC con dil ero
0.7748 0.9618 0.8821 X
0.7873 0.9638 0.8883 X X
0.7835 0.9633 0.8834 X
0.7862 0.9639 0.891 X X
0.7866 0.9636 0.8821 X X X
0.7728 0.9607 0.8887 X X

DICE ACC AUC con dil ero
0.7745 0.9625 0.8807 X
0.7852 0.9635 0.8939 X X
0.7814 0.9633 0.8793 X
0.7815 0.963 0.8774 X X
0.7888 0.9637 0.8948 X X X
0.7786 0.9607 0.8949 X X

Table 22: Simulations with α = 0.65. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.
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DICE ACC AUC con dil ero
0.779 0.9627 0.8828 X
0.7893 0.9643 0.8923 X X
0.7853 0.9634 0.8893 X
0.7866 0.964 0.8929 X X
0.7906 0.9644 0.9051 X X X
0.7804 0.9625 0.8888 X X

DICE ACC AUC con dil ero
0.7805 0.9627 0.8903 X
0.791 0.9646 0.893 X X
0.7846 0.9633 0.8928 X
0.7872 0.9639 0.8977 X X
0.7851 0.9634 0.9054 X X X
0.7795 0.9627 0.8871 X X

DICE ACC AUC con dil ero
0.7721 0.962 0.8799 X
0.7914 0.9643 0.9013 X X
0.7823 0.963 0.8889 X
0.786 0.9634 0.8895 X X
0.7882 0.9635 0.8958 X X X
0.781 0.9629 0.8938 X X

DICE ACC AUC con dil ero
0.7754 0.962 0.8816 X
0.7897 0.9645 0.8885 X X
0.7824 0.9633 0.8859 X
0.7856 0.9638 0.8928 X X
0.7913 0.9639 0.8988 X X X
0.7784 0.9632 0.8814 X X

Table 23: Simulations with α = 0.75. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

DICE ACC AUC con dil ero
0.7797 0.9621 0.8859 X
0.7901 0.9643 0.8954 X X
0.7803 0.9627 0.8815 X
0.7849 0.9636 0.8907 X X
0.7898 0.9646 0.8855 X X X
0.7803 0.9632 0.8838 X X

DICE ACC AUC con dil ero
0.7795 0.9628 0.8925 X
0.7834 0.9633 0.8879 X X
0.7858 0.9637 0.8968 X
0.7843 0.9632 0.8849 X X
0.7867 0.9641 0.89 X X X
0.7881 0.9637 0.8987 X X

DICE ACC AUC con dil ero
0.7764 0.9625 0.8804 X
0.7902 0.9641 0.8911 X X
0.7794 0.963 0.8849 X
0.7864 0.9636 0.8881 X X
0.7811 0.9628 0.8906 X X X
0.7813 0.9633 0.8927 X X

DICE ACC AUC con dil ero
0.7826 0.9631 0.8865 X
0.7861 0.9636 0.8947 X X
0.7774 0.9627 0.8851 X
0.7867 0.9639 0.8919 X X
0.7883 0.9644 0.8859 X X X
0.7864 0.9637 0.8905 X X

Table 24: Simulations with α = 0.85. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

DICE ACC AUC con dil ero
0.7746 0.9621 0.8859 X
0.7902 0.9643 0.8991 X X
0.7853 0.9636 0.8856 X
0.7871 0.9639 0.8913 X X
0.7848 0.9632 0.8914 X X X
0.7802 0.9628 0.8926 X X

DICE ACC AUC con dil ero
0.7791 0.9627 0.8882 X
0.792 0.9648 0.8999 X X
0.7794 0.9627 0.8826 X
0.7866 0.9637 0.8941 X X
0.7909 0.9643 0.8978 X X X
0.7745 0.9611 0.9002 X X

DICE ACC AUC con dil ero
0.7784 0.9626 0.8829 X
0.788 0.9632 0.8982 X X
0.7827 0.9633 0.8829 X
0.7852 0.9629 0.8873 X X
0.7917 0.9645 0.8999 X X X
0.7832 0.9631 0.8923 X X

DICE ACC AUC con dil ero
0.782 0.9631 0.8855 X

0.7882 0.9637 0.9054 X X
0.7819 0.9632 0.8854 X
0.7861 0.964 0.8887 X X
0.7849 0.9618 0.908 X X X
0.7791 0.9627 0.8861 X X

Table 25: Simulations with α = 1.0. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.
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A.3. Dilation and Erosion model simulations

DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7908 0.9645 0.8976 X X X X
0.7902 0.9638 0.8982 X X X X
0.7925 0.9648 0.8908 X X X X X
0.7939 0.9649 0.8992 X X X X X
0.7927 0.9644 0.9059 X X X X

Table 26: Simulation 1 of best models. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7934 0.965 0.8988 X X X X
0.7913 0.9641 0.8984 X X X X
0.7932 0.9644 0.898 X X X X X
0.7927 0.9647 0.8942 X X X X X
0.7911 0.9639 0.8984 X X X X

Table 27: Simulation 2 of best models. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7937 0.9646 0.9058 X X X X
0.7959 0.9652 0.8974 X X X X
0.7955 0.9651 0.8971 X X X X X
0.7927 0.9651 0.9002 X X X X X
0.7928 0.9644 0.9076 X X X X

Table 28: Simulation 3 of best models. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7949 0.9647 0.898 X X X X
0.7925 0.9646 0.9015 X X X X
0.7939 0.965 0.8966 X X X X X
0.7947 0.9649 0.9025 X X X X X
0.7917 0.9644 0.8996 X X X X

Table 29: Simulation 4 of best models. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7931 0.9648 0.8977 X X X X
0.7932 0.965 0.8902 X X X X
0.7951 0.9652 0.8984 X X X X X
0.7849 0.9634 0.894 X X X X X
0.7921 0.9642 0.9004 X X X X

Table 30: Simulation 5 of best models. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.
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DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7929 0.9645 0.9002 X X X X
0.794 0.9649 0.8932 X X X X
0.791 0.9647 0.9022 X X X X X
0.7939 0.9647 0.8974 X X X X X
0.7894 0.9641 0.8922 X X X X

Table 31: Simulation 6 of best models. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7899 0.964 0.9001 X X X X
0.7883 0.9641 0.9002 X X X X
0.7906 0.9644 0.897 X X X X X
0.7945 0.9648 0.8973 X X X X X
0.7912 0.9645 0.899 X X X X

Table 32: Simulation 7 of best models. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7897 0.9639 0.8916 X X X X
0.7919 0.9643 0.8998 X X X X
0.7925 0.9648 0.9014 X X X X X
0.7896 0.9644 0.9 X X X X X
0.7864 0.9631 0.9039 X X X X

Table 33: Simulation 8 of best models. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

DICE ACC AUC dil l2 ero l2 dil l3 ero l3 dil l4 ero l4
0.7907 0.9645 0.8975 X X X X
0.7906 0.9643 0.898 X X X X
0.7933 0.9646 0.897 X X X X X
0.7899 0.9644 0.8903 X X X X X
0.7904 0.964 0.8969 X X X X

Table 34: Simulation 9 of best models. Blue indices are above the median and red ones are below.
Orange indices have the lowest score, while black ones have the highest score.

A.4. Channel scaling simulations

DICE ACC AUC test train params channels
0.7925 0.9648 0.9035 3.876 5.8226 1146 12
0.7951 0.9648 0.8973 4.1481 6.5676 1446 14
0.7972 0.9654 0.9024 4.4355 7.0547 1778 16
0.7944 0.9648 0.8943 4.7548 7.4513 2142 18
0.7961 0.9647 0.9005 5.165 8.2325 2538 20

Table 35: Simulation 1 for each of the channels being tested.
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DICE ACC AUC test train params channels
0.7891 0.9641 0.8924 3.9416 5.8696 1146 12
0.7903 0.9643 0.8925 4.1667 6.622 1446 14
0.794 0.9648 0.8978 4.6616 7.4962 1778 16
0.798 0.9655 0.901 5.3345 8.5201 2142 18
0.7979 0.9653 0.9027 5.6976 9.2956 2538 20

Table 36: Simulation 2 for each of the channels being tested.

DICE ACC AUC test train params channels
0.7959 0.9651 0.9007 4.0532 6.1634 1146 12
0.792 0.9647 0.8917 4.0935 6.4354 1446 14
0.7932 0.965 0.8947 4.4675 7.1213 1778 16
0.7963 0.9654 0.9036 4.6821 7.3107 2142 18
0.8003 0.9659 0.8988 4.9676 7.9438 2538 20

Table 37: Simulation 3 for each of the channels being tested.

DICE ACC AUC test train params channels
0.7921 0.9647 0.8964 3.9672 6.0246 1146 12
0.7941 0.965 0.9006 4.2306 6.701 1446 14
0.7939 0.9644 0.9008 4.5178 7.2146 1778 16
0.7971 0.9656 0.9032 4.8288 7.4891 2142 18
0.7969 0.9654 0.8981 5.2848 8.5446 2538 20

Table 38: Simulation 4 for each of the channels being tested.

DICE ACC AUC test train params channels
0.7932 0.9649 0.9011 3.8077 5.7194 1146 12
0.7958 0.9644 0.9001 4.0714 6.3821 1446 14
0.7949 0.9651 0.9002 4.4801 7.0612 1778 16
0.7943 0.9649 0.8981 5.119 8.0064 2142 18
0.798 0.9655 0.9052 5.4859 8.7931 2538 20

Table 39: Simulation 5 for each of the channels being tested.

DICE ACC AUC test train params channels
0.7908 0.9642 0.8979 4.0897 6.0707 1146 12
0.7911 0.9644 0.9011 4.3201 6.8014 1446 14
0.7944 0.9646 0.8976 4.5694 7.2276 1778 16
0.7959 0.9649 0.8988 4.8419 7.581 2142 18
0.7951 0.9652 0.8978 5.1163 8.1313 2538 20

Table 40: Simulation 6 for each of the channels being tested.
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A.5. Layer scaling simulations

DICE ACC AUC test train params
0.7911 0.9643 0.9014 3.717 5.7553 1146
0.7892 0.9639 0.8946 3.7196 5.7302 1146
0.7953 0.9653 0.9037 3.7121 5.7287 1146
0.7894 0.9642 0.8964 3.72 5.7924 1146
0.7912 0.9646 0.8961 3.7132 5.7581 1146

Table 41: Five simulations of the PDE-based CNN model with 12 channels and 6 layers.

DICE ACC AUC test train params
0.7972 0.965 0.9054 5.2825 9.6914 1962
0.7963 0.9651 0.9017 5.2768 9.6257 1962
0.7959 0.9651 0.9014 5.2988 9.6543 1962
0.7958 0.9649 0.8986 5.6576 10.155 1962
0.7908 0.9634 0.9009 5.337 9.5864 1962

Table 42: Five simulations of the PDE-based CNN model with 12 channels and 9 layers.

DICE ACC AUC test train params
0.7955 0.9647 0.9021 6.9483 13.5517 2778
0.7945 0.9648 0.9008 6.837 13.4159 2778
0.7955 0.9651 0.8984 7.0012 13.683 2778
0.7878 0.9628 0.896 6.8575 13.3245 2778
0.7907 0.9634 0.9054 6.8646 13.3251 2778

Table 43: Five simulations of the PDE-based CNN model with 12 channels and 12 layers.

DICE ACC AUC test train params
0.7947 0.9645 0.9025 5.9042 11.2419 2482
0.7939 0.9648 0.9002 5.8394 11.1481 2482
0.7965 0.9655 0.8977 5.8333 11.0416 2482
0.795 0.965 0.902 5.9245 11.1629 2482
0.7963 0.965 0.8967 6.0908 11.4739 2482

Table 44: Five simulations of the PDE-based CNN model with 14 channels and 9 layers.

DICE ACC AUC test train params
0.7966 0.9648 0.8985 7.6804 15.6284 3518
0.7974 0.965 0.9028 7.6765 15.638 3518
0.7963 0.9649 0.8976 8.0304 16.1125 3518
0.7972 0.965 0.9016 7.7036 15.534 3518
0.7958 0.9651 0.8976 7.7025 15.5146 3518

Table 45: Five simulations of the PDE-based CNN model with 14 channels and 12 layers.
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DICE ACC AUC test train params
0.7988 0.9654 0.9038 6.4503 12.1955 3058
0.7998 0.9657 0.9031 6.4082 12.1285 3058
0.7957 0.965 0.8996 6.5843 12.2959 3058
0.7992 0.9656 0.9045 6.392 11.9538 3058
0.7969 0.965 0.8986 7.6741 14.8256 3058

Table 46: Five simulations of the PDE-based CNN model with 16 channels and 9 layers.

DICE ACC AUC test train params
0.7975 0.9653 0.9003 8.5007 17.0044 4338
0.8002 0.9651 0.9097 8.4991 17.0052 4338
0.7975 0.9652 0.901 8.5027 16.9465 4338
0.8009 0.9653 0.9101 8.5169 16.9286 4338
0.7978 0.9654 0.9007 8.5248 16.9255 4338

Table 47: Five simulations of the PDE-based CNN model with 16 channels and 12 layers.

A.6. Rotated training data scaling simulations

DICE ACC AUC test train params rotated
0.7946 0.9643 0.9071 3.7173 5.7232 1146 0
0.7918 0.9646 0.8993 3.6978 16.6494 1146 2
0.7935 0.9653 0.9051 3.7072 22.2029 1146 3
0.7943 0.9646 0.907 3.7228 28.05 1146 4

Table 48: Simulation 1 for each of the number of rotated images being tested. The number under
rotated indicates the number of rotations added per image in the training set.

DICE ACC AUC test train params rotated
0.7887 0.9632 0.8997 3.7745 5.7864 1146 0
0.7942 0.9651 0.8995 3.6978 16.6265 1146 2
0.7932 0.965 0.8986 3.7108 22.1515 1146 3
0.7951 0.9647 0.9022 3.8209 28.6672 1146 4

Table 49: Simulation 2 for each of the number of rotated images being tested. The number under
rotated indicates the number of rotations added per image in the training set.

DICE ACC AUC test train params rotated
0.7920 0.9644 0.9023 3.7175 5.7326 1146 0
0.7952 0.9648 0.9042 3.7006 16.6323 1146 2
0.7948 0.9647 0.9076 3.7111 22.1439 1146 3
0.7959 0.9651 0.901 3.9511 30.3059 1146 4

Table 50: Simulation 3 for each of the number of rotated images being tested. The number under
rotated indicates the number of rotations added per image in the training set.
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DICE ACC AUC test train params rotated
0.7922 0.965 0.8999 3.7459 5.7852 1146 0
0.7928 0.9649 0.9052 3.7001 16.6284 1146 2
0.7936 0.9647 0.9087 3.7092 22.1587 1146 3
0.7936 0.965 0.8947 4.3029 34.4248 1146 4

Table 51: Simulation 4 for each of the number of rotated images being tested. The number under
rotated indicates the number of rotations added per image in the training set.

DICE ACC AUC test train params rotated
0.7936 0.9647 0.8972 3.7811 5.8049 1146 0
0.7955 0.9649 0.9043 3.7018 16.6128 1146 2
0.7939 0.9646 0.9068 3.7088 22.1564 1146 3
0.7962 0.9652 0.9016 4.2654 34.4093 1146 4

Table 52: Simulation 5 for each of the number of rotated images being tested. The number under
rotated indicates the number of rotations added per image in the training set.

DICE ACC AUC test train params rotated
0.7917 0.9643 0.8942 3.7674 5.7691 1146 0
0.7936 0.9645 0.9052 3.878 17.2271 1146 2
0.7942 0.9648 0.8987 4.2239 26.9886 1146 3
0.7963 0.965 0.904 3.8614 30.2053 1146 4

Table 53: Simulation 6 for each of the number of rotated images being tested. The number under
rotated indicates the number of rotations added per image in the training set.

A.7. Additional scalability simulations

DICE ACC AUC test train params
0.7982 0.9653 0.8949 7.1546 12.878 3690
0.7998 0.9658 0.8977 7.0645 12.7177 3690
0.7995 0.9658 0.9024 7.0483 12.725 3690

Table 54: Multiple simulations for network using 9 layers and 18 channels.

DICE ACC AUC test train params
0.8034 0.9661 0.9052 7.6767 13.9459 4378
0.8022 0.966 0.9027 7.6698 13.9352 4378
0.802 0.9662 0.8994 7.911 14.3951 4378

Table 55: Multiple simulations for network using 9 layers and 20 channels.

DICE ACC AUC test train params rotated
0.802 0.9657 0.9016 10.6832 20.5432 6218 0
0.8061 0.9659 0.91 11.041 63.698 6218 2
0.807 0.9664 0.9069 10.5916 102.2732 6218 4

Table 56: Network using 12 layers and 20 channels with varying amount of training data.
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A.8. Conventional CNN simulations

DICE ACC AUC test train params
0.8014 0.9661 0.894 1.891 1.3733 12900
0.8014 0.9662 0.896 1.9411 1.3842 12900
0.8011 0.966 0.895 1.8728 1.3374 12900
0.802 0.9663 0.8995 2.0161 1.4349 12900
0.8023 0.9661 0.8953 1.9463 1.3949 12900

Table 57: Five simulations of the same conventional CNN model with 12 channels.

DICE ACC AUC test train params channels
0.8028 0.9663 0.897 1.9514 1.4833 17142 14
0.8033 0.9663 0.8974 1.9692 1.4683 17142 14
0.8019 0.9661 0.8953 1.948 1.4675 17142 14
0.8017 0.9663 0.8922 1.8662 1.4013 17142 14
0.8009 0.9662 0.897 1.8966 1.4281 17142 14

Table 58: Five simulations of the same conventional CNN model with 14 channels.

DICE ACC AUC test train params
0.8046 0.9665 0.8995 1.9613 1.5305 21984
0.8023 0.9663 0.8993 1.8949 1.489 21984
0.8027 0.9665 0.8919 1.9381 1.5137 21984
0.8027 0.9661 0.8982 1.9476 1.54 21984
0.8043 0.9665 0.8987 1.9861 1.5662 21984

Table 59: Five simulations of the same conventional CNN model with 16 channels.

DICE ACC AUC test train params channels
0.8055 0.9668 0.8979 1.9144 1.6407 27426 18
0.8061 0.9669 0.8988 1.8998 1.6287 27426 18
0.8037 0.9663 0.9006 1.9032 1.6296 27426 18
0.8036 0.9664 0.8949 1.8921 1.626 27426 18
0.8044 0.9665 0.8977 1.8767 1.6242 27426 18

Table 60: Five simulations of the same conventional CNN model with 18 channels.

DICE ACC AUC test train params
0.8058 0.9668 0.8966 1.9467 1.7318 33468
0.8062 0.9667 0.8996 1.9475 1.7247 33468
0.8049 0.9667 0.8993 2.1459 1.9052 33468
0.8064 0.9668 0.8979 1.9872 1.7903 33468
0.8051 0.9669 0.8986 2.0476 1.8512 33468

Table 61: Five simulations of the same conventional CNN model with 20 channels.

61



B. Invisible Vessel examples

Figure 33: Full scale input and output on the left and right respectively. The output is generated
by configuration 111011 with α = 1 and default parameters discussed in 3.1.4.

Figure 34: Invisible vessels in the input image on the left and the corresponding output on the
right. The output is generated by configuration 111011 with α = 1 and default parameters
discussed in 3.1.4.
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