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lnstrumental measures for perceived 
contrast, noise and sharpness in 
fluoroscopic sequences - status report 
W.M.C.J. van Overveld 

Summary 

In this report we describe our experiences with objective estimates of three perceptual attributes: 
contrast, noisiness and sharpness. The estimates are based on the work of Kayargadde [Kay95], 
but they are simplified and integrated with the multiscale approach already used at the Philips 
Research Laboratories in Aachen for noise reduction purposes. We have investigated the useful
ness (sensitivity and robustness) of the estimates for fluoroscopic sequences processed in differ
ent ways. 
We describe the measures and the effects they have on the selected test sequences. We discuss 
the results and suggest recommendations for improvements of the measures. 
Our main result is that the simplified measures are more stable and they correlate better with the 
perceived attributes, for the sequences we tried them on. More extensive tests should point out 
whether further improvement (particularly of the blur index) is necessary and possible. 
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1. lntroduction 

lt is known that brightness contrast, perceived noisiness and sharpness play an important role in 
the judgement of image quality for medical images (cf. [Ove94), (Ove95]). Objective measures for 
these three image attributes have been developed by Kayargadde and others (cf. [Kay95], 
[KM94], [KMR95], [KM96a], [KM96b], [Ove96a]). 
lf we have measures that give good predictions of perceived contrast, noisiness and sharpness. 
we can use these measures to automatically improve the appearance of images; i.e., to select an 
optimum parameter setting for an image enhancement algorithm based on the predictions. Note 
that such an automatic optimization would also require an image quality model, to predict the 
perceived quality from the perceived basic attributes contrast, noisiness and sharpness. A first 
attempt for such a quality model is given in [Ove96b]. 

The estimates for sharpness and noisiness as defined in [Kay95] are based on an image decom
position in terms of Hermite polynomials. This makes the computational complexity of these esti
mates quite high and makes the estimation algorithms unsuitable for real-time applications such 
as the automatic optimization of fluoroscopy sequences. 
Also, it appears that the original measures of [Kay95] are not always suitable for fluoroscopic 
images. In fact, the measures were developed for an entirely different kind of image (statie natu
ra! images with additive gaussian noise and ideal edges) so it is not surprising that they do not 
always give good results for fluoroscopic sequences. This is illustrated in Chapter 4. 

For this reason, we have modified the measures; to make them less complex and at the same 
time better suited to deal with the image characteristics generally found in fluoroscopy 
sequences. An added advantage of the modification is that we were able to write the estimation 
algorithms in a form very similar to that used in the multiscale noise reduction algorithms devel
oped at the Philips Research Laboratories in Aachen (PFL-A) (cf. [AK95]); specifically, the corre
lated gradient method. However, we could not profit from the computations done in those noise 
reduction algorithms to the extent we had hoped, for reasons explained in Chapter 3. Still, the 
similarity of the code suggests that hardware implementation of the estimation algorithms should 
be possible without too much effort, assuming that hardware implementation of the correlated 
gradient algorithm is feasible. 

Chapter 2 describes the three objective measures as developed by Kayargadde and Martens: 
contrast index, noise index and blur index. Chapter 3 describes how we changed the measures 
to make them simpler and better compatible with the PFL-A multiscale approach. 
In Chapter 4 we describe our experimental results: the objective measures described in Chap
ters 2 and 3 as computed on twelve test sequences and the corresponding responses given by 
human observers. 
These results lead to suggestions for further investigations and improvements of the measures. 
The conclusions and recommendations are mentioned in Chapter 5. 
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2. The contrast, noise and blur indices 

This chapter is devoted to a description of the three indices that are used as estimates of the per
ceived contrast, noisiness and unsharpness, respectively. More details can be found in [Kay95], 
[KM96a], [KMR95], [KM94] and [KM96b]. 
The computation of all three indices starts with a grey-value description of a digital image. This 
image is assumed to be displayed on a monitor with known grey-value to luminance characteris
tics, or it is printed on film using a hard copy unit with known grey-value to optical density charac
teristics. The image is assumed to be viewed in known lighting conditions, and in the case of 
hard copies, the luminance of the view box is also assumed to be known. All of these assump
tions are part of the "display model" (see Figure 1 ). Using this model, the luminance image can 
be computed from the grey-value image. 
The next step uses a model of the front end of the human visual system. This includes some blur 
(due toa combination of viewing distance and eye opties), which is modelled as a Gaussian blur
ring filter with spread b". Next, a compressive non-linearity transforms the values in the lumi
nance domain to an internal representation of brightness (some form of the Weber-Fechner law, 
or Stevens law, as it is called in psychophysical literature; in tact, the CIE lightness model is used, 
cf. [Hun78]). Finally, some internal noise is added with spread ncr At this stage (the output of the 
front-end model) we have arrived at a "brightness" image. The three different estimates of con
trast, noisiness and unsharpness are obtained on this representation of the image, as shown in 
Figure 1. 

.-----..... lum . .-----, g 
compressive 

grey-value image ~~ display model 1--~ eye opties ~~ non-linearity 

noise 

.---~1 analysis 1----1.,.,~ontrast inde~ 
bright- . , 'J 

ness I analysis .,( noise index) 

1----~1 analysis ., ( blur index ) 

FIGURE 1. Computation of contrast, noise and blur indices. 

The contrast index [KMR95] is based on the histogram of the brightness values. The (global) 
contrast index is defined as the inverse of the slope of the cumulative brightness histogram. In 
the case of a uniform brightness histogram, this index is proportional to the width of the bright
ness histogram, which is intuitively related to the perceived contrast. The slope of the cumulative 
histogram is computed using linear regression of the part of the histogram between 5% and 95%. 
For fluoroscopy images, it is necessary to consider only the true image contents inside the black 
shutters. This can be guaranteed by automatically detecting the shutters and excluding all pixel 
values belonging to shutters trom the histogram. Alternatively, one can extract a rectangular 
subimage from the original image, containing only image pixels inside the shutters. 

The noise index [KM96a] is based on Gaussian derivative analysis. At all image positions indi
cated by a square lattice, the image is convolved with a Gaussian window of a given spread aa. 
For the resulting windowed image, the derivatives in x- and y directions are computed. The gradi
ent amplitude !{11 is used to determine the noise variance. Under some assumptions (among oth
ers, that the image contains enough locally uniform regions), the peak of the distribution of !{11 
occurs at location p, which is the spread of the first-order derivative coefficients in uniform, noise
only regions. 
To get an estimate for non-white noise, the image is analysed using Gaussian windows of two dif
ferent spreads, say a1 and a2• Assuming that the noise can be regarded as a blurred version of 
white noise with standard deviation an, and this white noise is blurred by a Gaussian filter of 
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spread G = Ic it can be shown that 

(1) 

in which the subscript i takes the value 1 or 2, denoting the two different analysis windows. 
Thus we have two equations, allowing us to estimate both Gn and Ic. In fact, we can even analyse 
the image at more than two different scales and find the best fitting Gn and Ic tor all equations of 
the type (1) at the same time. 
Kayargadde and Martens have found that G n correlates well with the perceived noisiness, so that 
the noise index is based on this estimate. The estimated noise spread, which we will denote as ii 
is still an estimate of a physical parameter ( despite the tact that it is computed trom a brightness 
image). This can be transformed to an estimate of perceived noisiness through: 

(2) 

in which 110 is the spread of the intrinsic noise in the optical system and ïi is the estimated noise 
spread. Note that ïi includes an estimate of the internal noise because the brightness image 
used as input to the estimation algorithm already incorporates the internal noise. ln is called the 
noise index. 

The blur index ([KM94], [KM96b]) is also computed using Gaussian derivative operators. For an 
analysis window of a given spread Ga , the local derivatives in x- and y directions up to order 3 are 
computed. Using these derivatives, it is possible to estimate the five parameters that characterize 
an ideal edge blurred by a Gaussian filter: the distance dof the edge to the centre of the analysis 
window, its orientation 8, mean value Le and height M., and finally the spread of the blurring filter, 
Gb. Gb is an estimate for the blur of the given edge. More specifically, if the edge is modelled as an 
ideal step edge blurred using a gaussian blurring kemel, the edge can be written in terms of an 
error function: 

l!.L [xcos8 + ysin8 - d] 
edge(x, y, Le, l!.L, Gb, d, 8) = Le+ T · erf Gb · 

Then the derivatives/m.n-m of order n (order min x and order 11-m in y) in a position close to the 
edge can be written as 

J n! n-m . m 
f n-m,m = In ·cn-m)!m! · cos 8 · sm 8 

(3) 

(4) 

where the/,, are functions of Le , l!.L, d, Gb and Ga. lt can be seen that the orientation of the edge 
follows from 

(5) 

and after some calculation we find (cf. [KM94], [KM96b]) that the blurring spread Gb equals 

(6) 

The blur index is computed from the Gb estimates of the various edge locations in the image. In 
fact, only those estimates are used which can be considered as reliable: first of all, we must be 
sure that there is indeed an edge at the given location (by only considering local maxima of !/11 
and thresholding the amount of one-dimensional energy relative to the total energy), and sec
ondly, d and Gb should be comparable in size to Ga which can be ensured by setting a threshold 
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tor h, I / 1• 

Now a global estimate for the image blur, say b, can be obtained trom all "reliable" ab estimates, 
by minimizing the weighted error between the global estimate and each of the local ones. The 
weighting, with weight factor IJ ij2 , takes care of the confidence in the local estimates. 
The blur index tb is derived trom the "global blur" b in a way similar to the computation of the 
noise index: 

(7) 

where b" is the spread of the intrinsic blur in the optical system (which is also included in the esti
mate of b). 
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3. Modified objective measures 

We now describe how we changed the measures introduced in Chapter 2. Our main goal was to 
simplify the measures, to be able to use them fora real-time application. As a first simplification, 
we notice that the front-end model may be omitted from the computations. The display model 
together with the compressive non-linearity (see Figure 1) are replaced by the assumption that 
the display is perceptually linearized, meaning that equal changes in grey value invoke equal 
impressions of brightness difference. The other components (internal blur and noise) are omitted 
because we assume that external noise and blur are much larger than their internal counterparts, 
for the type of images discussed here. In that case the internal noise and blur will hardly affect 
the measures for perceived noise or blur. We can then replace the equations (2) and (7) by some 
straightforward compression mechanism like a logarithmic transformation, so that an increase in 
physical blur or noise (b or ii ) has less effect on the perceived attribute when the initial physical 
blur or noise is already large. 
The second motivation for the changes was the multiscale pyramid structure, enabling us to look 
at an image at different scales. As shown in the next chapter, a single analysis window width 
used in Kayargadde and Martens' blur estimation is not always sufficient. The noise estimation 
algorithm needs at least two window widths in any case. This already suggests that a multiscale 
approach might be beneficia!. 
An added advantage of the pyramid seemed to be that the subbands in the Laplacian pyramid 
could be considered as the second derivative of the image. Furthermore, in PFL-A's correlated 
gradient filtering method, the derivative of this subband image is calculated, so that we would 
have the third derivative at our disposal as well. This would be useful for the calculation of the 
blur index, assuming that the Gaussian derivatives needed there could be replaced by straight
forward derivatives. However, as we will see, we really need the directional information in the 
derivatives; the sum of the two components (which, in the case of the second derivative, would 
approximately correspond to the subband image) is not sufficient for our purposes. Thus we had 
to separately compute the derivatives anyway and could not benefit from the computations in the 
correlated gradient algorithm. 
We use a low-pass pyramid instead of the Laplacian pyramid (containing differences between 
low-pass images). In the low-pass pyramid, level O contains the original image. The image at 
level 11 (11 > 0) is obtained by low-pass filtering (using a 5 x 5 binomial filter) and subsampling by a 
factor 2 of the image at level 11-1. Thus the higher the level, the coarser the scale. 
The following subsections describe the three "new" instrumental measures for contrast, noise 
and blur. 

Contrast index 

The contrast index as described in the previous chapter took care of global contrast only. We 
know, however, that local contrast also plays a role in contrast perception, although the relativa 
importance of local contrast compared to global contrast is hard to quantify. Local contrast can 
be measured by measuring the amount of "activity" in an image on a relatively coarse scale. 
Activity can be defined in terms of energy (e.g., the squared highpass image) or the gradient 
amplitude. For simplicity, we just took the average amplitude of the gradient over all image pixels 
(that is, the pixels of a subimage inside the shutters). We refer to this as the "activity measure" at 
a given scale. 
lntuitively, it is clear that the finer the scale on which the activity measure is computed, the more 
noise will influence the measure. In fact, we can use the activity measure at the lowest level as a 
measure for noisiness (see below). When we move to higher levels in the pyramid (coarser 
scales), the influence of noise will be less and less because it is filtered out of the image, and at 
the highest level, the contrast measure will be more like the original contrast index. As shown in 
Figures 2 and 5 in the next chapter, the activity measure at level 3 is indeed very similar to the 
global contrast index for one of the two original sequences. Here we have to ignore the units on 
the y-axis; since perceived contrast is assessed on an interval scale only, any linear transforma
tion of the estimates is allowed. 
To include some local effects in our contrast measure, we suggest to take the activity measure at 
level 2. Further experiments on more images or image sequences should make the choice of the 
level (or combination of levels?) clearer. 
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Noise index 

As mentioned above, we can define a new measure for noisiness as the activity measure at level 
o. As shown in the next chapter, this works satisfactorily for the sequences we tried it on, and it is 
both more reliable and simpler than the noise index described in Chapter 2. 
There are other ways of estimating the noise in an image without using the Hermite transform, by 
using some kind of activity or energy measure. One such approach is described in [KA95]. There 
it is suggested to compute an energy image as the squared difference between a highpass 
image and the original, followed by a lowpass filter. When the energy histogram is considered per 
grey value (or rather, per bin of grey values) in the original image, then the peak of the energy 
histogram indicates the variance of the noise at the given range of grey values. 
From these noise estimates per grey value, we can compute an overall noise measure by choos
ing an appropriate weighting of the separate estimates over the grey values and the number of 
pixels occurring in that grey value bin. We can for instance assume that noise of a given standard 
deviation is equally visible independent of the grey value. This assumption is motivated by the 
perceptual linearization which is normally applied on the grey values of fluoroscopy images. 
The overall impression of noise is then determined by the standard deviations of the various 
parts in the image, but it could well be that larger standard deviations play a more important role. 
Carrying this to the extreme, the highest energy peak in any of the grey value bins might be used 
as a noise index. 
Another assumption could be that noise occurring in a large area plays a larger role than noise of 
the same standard deviation occurring in a smaller area, implying for instance a linear weighting 
with the number of pixels in the grey value bin. 
A crude estimate could be obtained by just taking the average energy of the whole image. This 
corresponds to taking the centre of mass of each histogram as an approximation for the location 
of the peak, and to a weight factor per peak equal to the number of pixels in the bin. 
Using this final approximation, the estimate obtained is very similar to the activity measure at 
level o. and it could be implemented in a similar way. The advantage of the "activity" approach is 
that it avoids the need for histogram computations and peak detection. Thus we propose to use 
the activity at level O as our new noise measure. 

Blur Index 

The blur index is the most complex one of the three instrumental measures. The above men
tioned simplifications that were possible for contrast and noise do not work for blur. For one thing, 
the blur estimation heavily relies on the gaussian derivatives which are used in equations (4)-(6). 
They are needed to compute the parameter ob occurring in equation (3). We do not have the 
gaussian derivatives at our disposal in our simplified method; however, we do have the "straight
forward" one-dimensional derivative operator, because this is already used for the contrast and 
noise measures. Thus we can assume that we can also use this "derivative" routine for the blur 
estimation. Repeated application of this routine gives us the first, second and third order deriva
tives in x and y. In the appendix it is shown that the ob estimation using gaussian derivatives is 
also possible with ordinary derivatives, and the resulting formulas are almost equal to those in 
[KM96b]. 
A second, more important problem is the fact that blur can only be estimated at edge locations. 
Thus we need to have an edge finding mechanism before being able to estimate the blur. Actu
ally, zero-crossings in the laplacian could be used for this (an approach which is also taken in 
computational theories of vision, cf. [HU88]), but experiments indicate that the subband images 
in the laplacian pyramid do not give sufficiently accurate indications of edge locations in our noisy 
images. Furthermore the results of the blur estimation appear to be highly dependent on the 
edge locations included (e.g., on the binomial filter used to create the subband images and the 
threshold used to detect a zero-crossing). 
We have implemented a simple edge detection routine using the first derivatives in x and y. The 
results are just as good ( or bad) as we obtained with the laplacian, but the derivatives are 
needed anyway in the estimation routines; the laplacian is only available when the blur estimation 
is combined with the multiscale noise reduction algorithm of PFL-A, which does not have to be 
the case in general. An edge was defined as a location where the x-component and/or the y-com
ponent of the gradient was locally maximum. Further criteria can be added, like the ones used by 
Kayargadde and Martens: the 1-dimensional energy should be a relatively large part of the total 
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energy. In fact, we found that adding this criterion does not make a significant difference tor our 
images. 
The other criterion used by Kayargadde and Martens is the relative size of the analysis window 
compared to the blurring spread. Thus reliable estimates for edges of a certain "blurredness" can 
only be obtained using a certain analysis window. In our case, this is taken care of by considering 
all levels of the pyramid. However, in the end we still have to choose for the blur measure at a 
certain pyramid level, or take a combination of estimates at different levels. This is further dis
cussed in the next chapters. Possible improvements of the edge finding routine are discussed in 
the final chapter. 
Combining all blur estimates of different edge locations into one estimate for the whole image is 
done by taking a weighted average. As in [KM96b], we use a weighting factor of Il ij2, implying 
that stronger edges give rise to more reliable blur estimates. 

lt should be noted that these methods only describe contrast, noise and blur estimates for a sin
gle image frame. How these measures for separate frames should be combined to overall meas
ures for a whole image sequence will also be a topic of discussion in the following chapters. 
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4. Experimental results: observers' responses versus objective measures 

In this chapter, we briefly recapitulate an experiment already described in [Bur96]. In this experi
ment, two fluoroscopy sequences were treated in six ways: with and without noise reduction 
(using a tempora! recursive filter), and with three different levels of contrast enhancement (none, 
harmonization, and contrast-limited adaptive histogram equalization (CLAHE)). The sequences 
are known as "xtv1" and "n431". "xtv1" is a very noisy sequence showing a spine and a catheter. 
A contrast injection takes place during the sequence. "n431" is a much less noisy barium study of 
the colon. There is some very rapid table motion during the first 20 frames of this sequence. 
Seven observers judged the sequences in a two-alternative forced choice experiment. For each 
pair of images shown in split-screen, an observer had to indicate which image had the highest 
contrast and which was the most noisy. The results were transformed to an interval scale using 
the variance stable rank method. Average results over all subjects are shown in Table 1 below. 

processing n431 contrast xtv1 contrast n431 noise xtv1 noise 

original 1.79646 1.24324 5.53543 6.13333 

harmonization 5.30088 5.29730 7.87402 8.20000 

CLAHE 10.0000 9.43243 10.0000 10.0000 

noise reduced 1.00000 1.00000 1.00000 1.00000 

noise red. + harmoniz. 4.42478 4.32432 1.42520 2.66667 

noise red. + CLAHE 9.28319 10.0000 4.82677 4.80000 

TABLE 1: Perceived contrast and noisiness scores tor fluoroscopy sequences with 
different levels of noise reduction and contrast enhancement. Adapted trom [Bur96]. 

We computed the instrumental measures for each of the 2x6 sequences, on a frame-by-frame 
basis. We have applied both the original measures and the new activity and blur measures. The 
sequences had 512 x 512 pixels per frame and 8 bit greyvalues. Sequence n431 had 47 frames, 
and our measures were computed for each frame (excluding the first and last frame trom the 
"original", i.e, unprocessed sequence, which had 49 frames). Sequence xtv1 had over 200 
frames, but we only used the first 150 frames which contained all of the interesting activity (some 
table motion and the contrast injection). In this case, the measures were only computed for the 
odd frames, using the assumption that the measures vary slowly with the frame number when 
there are no sudden changes in the sequence. 
We start with the original Kayargadde & Martens measures. One simplification was already intro
duced here, namely the tact that the "front end" (see Figure 1) was omitted and the indices were 
computed directly on the grey value images. Also, we did not apply the final step for the no_ise 
and blur index - the transformation of the physical estimates ii and b to In and Ib. As said, we did 
not use this step for the new measures, so we can only compare the estimates for ii and b in the 
two methods. Anyway, this step is just a monotonie transformation of the estimates, and we will 
only draw conclusions trom the order of the· estimates for the various sequences. 
The contrast index was computed exactly as explained in Chapter 2. The noise index was com
puted on a subimage: the centre square image of 366 x 366 pixels for "n431" and 340 x 340 pix
els for "xtv1". This size guarantees that all relevant information is contained in the subimage but 
the shutters are completely excluded trom it. We also rescaled the grey value range trom 0-255 
to 0-100, because the noise estimation routine expects a brightness image as input, and bright
ness values lie on a scale trom O to 100 in the CIE definition. 
The noise estimate was computed for five different scales; the spreads of the gaussian analysis 
windows were 1.0, 1.5, 2.0, 3.0 and 4.0 pixels, respectively. The analyses at these scales gave 
five estimates which were combined to a final estimate using a least-squares fitting routine. 
The blur estimates were computed on the same centre subimages as used for the noise esti
mates. Again we had to rescale the 0-255 grey value range toa 0-100 brightness range. In this 
case we used an analysis window of 2.0 pixels spread, which gave satisfactory results in earlier 
evaluations of the blur index. 
The results of these computations are shown in Figure 2 through 4. 
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FIGURE 2. Contrast indices (defined by Kayargadde and Martens) for sequence n431 and 
xtv1, as a function of frame number. Solid curves indicate sequences without noise reduction; 
dashed ones represent noise reduced sequences. The thinnest lines indicate "no contrast 
enhancement"; medium line width represents enhancement through harmonization, and the 
widest lines indicate histogram equalization (CLAHE). 
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FIGURE 3. Noise indices (defined by Kayargadde and Martens) for sequence n431 and 
xtv1, as a function of frame number. For further details, see the caption of Figure 2. 
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FIGURE 4. Blur indices (defined by Kayargadde and Martens) for sequence n431 and xtv1, 
as a function of frame number. For further details, see the caption of Figure 2. 

Before turning to the new measures, we discuss some of the results presented in Figures 2-4. 
Firstly, we see that the contrast index only gives a correct prediction of the perceived contrast tor 
sequence n431. Here, the term "correct prediction" should be taken with a grain of salt: tor the 
moment, we only consider ordinal relations between different processed versions (if the contrast 
index in Figure 2 is higher tor one version than tor another, the same order is tound tor the corre
sponding contrast scores in Table 1 ). One reason tor this is that we do not know the accuracy of 
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the numbers in Table 1 (due to the rather crude analysis method, we cannot obtain information of 
the standard deviation in the scores), so that we rather treat them on an ordinal scale than on an 
interval scale. Furthermore, we have to consider some kind of averaging over the contrast indi
ces for the 47 frames, to be able to compare the prediction with the scores from the experiment. 
Fortunately, the order of the contrast indices for the different versions is the same for each frame, 
so the order will still be the same after averaging. Thus, as long as we consider an ordinal com
parison only, we do not have to average over frames. We come back to this in Chapter 5. 
Given this intuitive definition of a "correct prediction", we conclude that the contrast index gives 
the right prediction for n431, but not for xtv1. Most notably, the harmonized sequences get lower 
indices than the sequences without contrast enhancement, which is opposite to the scores pre
sented in Table 1. This was in fact already noted by Bureau (cf. [Bur96]) for some isolated 
frames. The reason for this is not quite clear, but it implies that perceived contrast depends on 
the shape of the brightness distribution rather than on its width. In tact, recent experiments indi
cate that a localized version of the contrast index (cf. [Ove96a]) performs better: when the win
dow is small enough (32 pixels wide), the order of the indices is correct for both n431 and xtv1. 

The noise index poses some serieus problems for the image sequences we tried it on. For 
sequence n431, we observe some very unstable behaviour at least for two versions of the 
sequence: the noise reduced version either with histogram equalization or without contrast 
enhancement. In a few frames, it turns out that the noise estimate at one of the five analysis win
dow widths is extremely large, which heavily influences the final estimate based on curve fitting 
of the five different estimates. For the first 20 frames, however, the results seem quite acceptable. 
Again looking at ordinal relations only, we see that the noise index generally corresponds with the 
noisiness scores from Table 1 in this part of the sequence. 
For xtv1, the situation is even worse. Not only do we find quite large differences between neigh
bouring frames in a single sequence, but also the order of the noise indices is quite different from 
the order of the experimentally determined noise scores. Most of the time, the noise-reduced 
sequences have higher noise indices than their noisy counterparts! 
The strange results might be explained by the noise model used in the estimation algorithm. The 
intensity-independent white gaussian noise model probably does not apply to the low-dose fluor
oscopy images, and it is not clear how sensitive the algorithm is to such severe deviations in the 
noise characteristics. A much more detailed study of the noise index algorithm would be neces
sary to determine this. 

Finally, we see that the blur index is quite insensitive to the different types of processing. We can
not compare this to experimental results, because subjects were not asked to judge the sharp
ness. Actually, they were not asked to judge sharpness exactly because we expected that 
sharpness would not be affected by the processing. From an informal assessment of the 
sequences, no clear sharpness differences between different versions were found. 
There were however clear sharpness differences between the different parts of a single 
sequence, at least for the n431 case. The first part of the sequence looked much more blurred 
than the second part, because of the fast moving table. Thus the blur index for frames 0-20 
should be much higher than that for later frames. As seen in Figure 4, there is a peak in the blur 
index around frame number 17, but the earliest frames have very low blur indices. 
This is due to the choice of the analysis window: the window is too small to detect the extremely 
blurred edges that occur in the moving parts, so that the blur is not estimated correctly. When an 
analysis window with a spread of 5 pixels instead of 2 is used, the results are much closer to the 
visual impression. However, with this choice, sharp edges are not estimated accurately enough, 
so the algorithm does not work well for non-moving sequences. 
For xtv1, we notice that there are very strong differences between different frames. This instabil
ity can be due to the high noise level in this sequence; the blur index algorithm was never devel
oped for very noisy images, and possibly it is not robust for such noise levels. 

We now discuss the new instrumental measures as introduced in Chapter 3. All of these meas
ures were calculated on a 300 x 300 square subimage in the centre of the original 512 x 512 
image. Both the new blur measure and the activity measure were computed on four levels of the 
pyramid. As mentioned in Chapter 3, level O corresponds to the 300 x 300 full resolution image; 
level 1 corresponds to a 150 x 150 blurred and downsampled image, and so on. 
Results are shown in Figures 5 and 6 for the activity measure, and in Figures 7 and 8 for the blur 
measure. 
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FIGURE 5. Activity indices (as described in Chapter 3) for sequence n431, as a function of 
frame number, for tour pyramid levels. For details, see the caption of Figure 2. 
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FIGURE 6. Activity indices (as described in Chapter 3) for sequence xtv1, as a function of 
frame number, for tour pyramid levels. For details, see the caption of Figure 2. 
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FIGURE 7. Blur estimates (as described in Chapter 3) for sequence n431, as a function of 
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FIGURE 8. Blurestimates (as described in Chapter 3) for sequence xtv1, as a function of 
frame number. For details, see the caption of Figure 2. 
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Looking at the activity measures in Figures 5 and 6, we observe that the activity at level O is 
strongly influenced by the noise, and this influence gets smaller and smaller when we move to 
higher levels. Thus our prediction in Chapter 3 proves to be true. lndeed we see that tor each 
type of contrast enhancement, the level O activity is much lower tor the noise-reduced sequences 
than it is tor the noisy sequences, indicating that the prediction of perceived noisiness is "correct" 
in the ordinal sense. Note, however, that the correct ordering only holds when either the contrast 
enhancement level or the noise reduction level (i.e, "on" or "off") is fixed. For instance, the original 
n431 sequence has a lower noise estimate than the CLAHE-enhanced noise reduced version, 
but the original is judged slightly more noisy according to Table 1. 
Apart trom this, it is seen that the activity scores at level O (and in tact, at every level) are much 
more stable than the noise indices in Figure 3. 

With respect to contrast, the new measure also seems to work better than the original contrast 
index. The activity measures at level 2 and 3 are predominantly determined by the contrast 
enhancement, with just a small component of noise. This is very similar to the observers' impres
sion of contrast, which is also mostly, but not completely, based on the level of contrast enhance
ment. Again we find a "correct" prediction of the experimental findings, which was not the case 
for the contrast index when applied to sequence xtv1. 

For the blur measure shown in Figures 7 and 8, we have to be a bit more cautious with our con
clusions. For n431, the blur measure at level 1 gives a good description of the perceived 
unsharpness throughout the moving and statie parts of the sequence. The tact that we do not 
find this tor the blur measure at level O can be explained by the same arguments we used for the 
Kayargadde & Martens blur index (see Figure 4): at level 0, we are looking at a resolution which 
is too fine to be able to detect the strongly blurred edges in the moving part of the sequence. 
Higher levels in the pyramid thus correspond to larger analysis windows in the sense of [KM96b]. 
Level 1 seems to be the best choice here. For xtv1, on the ether hand, it is more difficult to decide 
which level gives the best prediction of the perceived blur. We also cannot say whether the 
Kayargadde & Martens measure is better or worse than any of the new measures, because we 
do not have any experimental evidence of the actual perceived blur. Still it seems that the new 
blur measures are slightly more stable, in terms of variations between frames. At level 1 we still 
see a clear difference between the noisy and noise-reduced sequences, which is much less at 
level 2. From informal assessments we know that the noise reduced sequences are perceived as 
slightly more blurry; but contrast enhancement also has an effect on the sharpness, in the sense 
that contrast enhancement also enhances sharpness a little. This effect seems to be about 
equally strong as the effect of noise reduction. Although the effect of noise reduction is found in 
Figure 8 at level 1 and 2, the effect of contrast is not found at all. We can only conclude that for 
this very noisy sequence, both the old and new blur estimation algorithm are not good enough. 
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5. Final remarks 

In this concluding chapter, we address some topics dealing with possible refinements or improve
ments of the measures. The first topic is the integration of the measures over the frames of a 
sequence. Up to now we have avoided the integration problem by considering the order of indi
ces only, and observing that this order was the same for most of the frames in a sequence. How
ever, if we really want to compare our objective measures with perceived attributes assessed on 
an interval scale, then we have to transform a series of indices per frame to one overall index for 
the whole sequence. This can be done in a number of ways. 
The first thing we have to consider is the compression that should be applied to the indices of the 
single frames. As mentioned in Chapter 3, the physical blur and noise estimates should be com
pressed to describe the perceived blur and noisiness. lt is not clear, however, how this compres
sion should look exactly. In the Kayargadde and Martens measures, the internal blur and noise 
levels were used to scale the estimated blur and noise before compression; we should do some
thing similar here. We could use the same definition of internal blur, but the definition of internal 
noise cannot be used directly, because we are not estimating a standard deviation of Gaussian 
noise in our case. For this, we would need an internal equivalent of the level 0 activity, for which 
we cannot make a reasonable choice. This has not yet been investigated and therefore we just 
use the estimates as they are at the moment. 1 

The second issue we have to deal with when integrating the measures over frames is the effect 
of tempora! inhomogeneity, or the weighting of each index per frame. We could apply a constant 
weight for all frames, but we could also apply some kind of Minkowski summation, using an expo
nent higher than 1. This way "strong" local effects (i.e., a high index found fora few frames) con
tribute more to the overall index than weaker effects. There is some evidence (cf. [RACE95)) that 
Minkowski summation is a useful description of the integration effect, although this was tested 
only for sequences which were much longer than the ones used in our experiment. Even there, a 
Minkowski exponent of 1 (i.e., equal weighting) gave quite good results. 
For now, we only consider the case of equal weights for all frames. Anyway, neither our experi
mental data nor our instrumental measures per frame are accurate enough to decide which inte
gration method is best - different integration methods give relatively small changes in the average 
indices. Table 2 below shows the averaged results for the new measures described in Chapter 3. 
We use the blur measure at level 1 as our blur index; the activity at level 0 as the noise index, and 
activity at level 2 as contrast index. 

processing n431 xtv1 n431 xtv1 n431 xtv1 
contrast contrast noise noise blur blur 

original 5.27538 4.34186 5.51336 5.25793 1.26956 1.28958 

harmonization 7.4686 5.34309 7.95189 6.83427 1.25948 1.26099 

CLAHE 9.32941 7.67423 10.0037 9.50388 1.26084 1.27752 

noise reduced 4.99319 4.17421 3.86072 2.9777 1.29561 1.39648 

noise red. + harm. 7.03197 5.07972 5.60409 3.84891 1.28119 1.35961 

noise red. + CLAHE 8.77782 7.3838 6.97985 5.37848 1.28577 1.37861 

TABLE 2: Averaged instrumental measures for contrast, noise and blur. 

To be able to compare the results for contrast and noise with the experimental scores listed in 
Table 1, we need to apply a linear sealing of either the results in Table 1 or those in Table 2, so 
that the two cover the same range. Due to the way the experiment was carried out (i.e. the two 
scenes were not directly compared), the results appearing in different columns may be scaled 
with different factors. Table 3 lists the results of Table 2 for contrast and noise, rescaled to a 
range of 1 to 1 0. For comparison, the corresponding results of Table 1 are shown in parentheses. 
From this we see that the numbers generally agree within an average margin of about 1.0. 

1. Note that this issue does not play a role for contrast: because the contrast measure is based on a bright
ness image, the compression (Weber-Fechner law) is already incorporated here. 
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processing n431 contrast xtv1 contrast n431 noise xtv1 noise 

original 1.586 (1.796) 1.431 (1.243) 3.421 (5.535) 4.145 (6.133) 

harmonization 6.138 (5.301) 4.006 (5.297) 6.994 (7.874) 6.318 (8.200) 

CLAHE 10.000 (10.000) 10.000 (9.432) 10.000 (10.000) 10.000 (10.000) 

noise reduced 1.000 (1.000) 1.000 (1.000) 1.000 (1.000) 1.000 (1.000) 

noise red. + harm. 5.232 (4.425) 3.328 (4.324) 3.554 (1.425) 2.201 (2.667) 

noise red. + CLAHE 8.552 (9.283) 9.253 (10.000) 5.570 (4.827) 4.411 (4.800) 

TABLE 3: lnstrumental measures tor contrast and noise trom Table 2 after rescaling. 
Experimental scores trom Table 1 are shown in parentheses. 

Next, we discuss some possible improvements of the noise index. The way noisiness is com
puted using the activity measure, we cannot avoid the tact that some of the signal information is 
included in the gradients, so that the activity does not measure noisiness alone but also part of 
the "signal strength". The reason tor computing the noise index this way is based on the assump
tion that there are many more homogeneous (i.e. noise-only) regions in the image than there are 
edge regions. Thus by averaging over the whole image, we hope to capture most of the noise 
and only a little of the signal. However, gradients due to signal are usually much larger than gra
dients due to noise, so that the signal may still play a significant role. 
We could get rid of (part of) the signal information by computing the activity only in homogeneous 
regions. Thus we would need to use the edge information (already used in the computation of the 
blur index) to decide on which gradients should be included in the average activity. 
At the same time, this would give us the opportunity to compute the contrast index by using 
selected gradients only. In this case, we would need the gradients corresponding to the signal 
rather than those corresponding to the noise. In other words, we would probably need the com
plement of the image locations used tor the noise index. This would make the contrast index less 
sensitive to variations in noise - although actually, the index is already quite insensitive to noise 
and some of that sensitivity should be kept because we know that perceived contrast also varies 
a little with noise. 

Both tor the blur index and tor the recommended improvements of the noise and contrast meas
ures, it is necessary to have a reliable estimate tor edge locations. There is certainly room tor 
improvement in our current edge finding routine. We have seen that very blurred edges are not 
always recognized, and also that large amounts of noise hamper the edge detection. Both prob
lems could be solved by detecting edges at higher levels of the pyramid. Level 2 or 3 seems to be 
appropriate tor this, at least tor the sequences used in our experiments The edge information 
should then be used on the original resolution (level 0) tor the noise and blur estimate. 
We could also follow the approach used in the correlated gradient algorithm of PFL-A, in which 
the gradients at different levels of the pyramid are combined to get more information about 
edges. 

A final topic tor discussion is the intended use of the instrumental measures. As mentioned in 
Chapter 1, we would like to apply the measures in an automatic optimization of image quality. 
Thus we could compute the measures on an incoming image, and base the processing of the 
image (e.g. the amount of noise reduction, sharpening and/or contrast enhancement) on those 
measures. ldeally, this requires a quality model like the one described in [Ove96b], in which qual
ity is a function of the three measures (in [Ove96b], the function is polynomial, but this is not 
essential). We could replace this by a set of fuzzy rules, describing which type of processing 
would be beneficia! if the blur index is "high" or the contrast index is "low", tor instance. 
In any case, a necessary requirement tor this is that the instrumental measures can be inter
preted on an absolute scale, independent of the image content. Thus, for instance, we need to 
know that a noise index of 5 always means that the noisiness is well above threshold and consid
ered to be annoying. At the moment, this does not seem to be the case, as can be illustrated by 
considering the noise indices in Table 2. We see that the noise index for n431 is higher than the 
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corresponding index for xtv1 , for every type of processing. Still the noise is much more conspicu
ous in the xtv1 sequence. This is one of the reasons for our recommendation to improve the 
noise index by removing the signal dependency: we know that n431 has much more prominent 
edges, so there may be more signal contributions in the activity measure at level 0. 
The absoluteness of the - possibly improved - measures should be verified by experiments in 
which perceptual attributes should be compared across sequences (or frames) with different 
image content. To our knowledge, that this has never been done up to now; even in category 
sealing experiments in which images from different scenes are presented in one session, sub
jects tend to use separate scales for different scenes. For the goal we have in mind, only direct 
comparison of different scenes may be used. 
lf we cannot ensure the absoluteness of the measures, then we can only use them in a more 
restricted sense. That is, we can try out different ways of processing of a single scene and com
pare the resulting measures. We can then pick out the version with the lowest blur index and 
assume that it is the sharpest one among them. However, finding the "best" version this way still 
requires some form of quality model. 
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Appendix 

In this appendix, we show the derivation of the blur index using derivatives up to the third order. 
The approach is similar to that followed in [KM96b], except tor the tact that we use straightfor
ward derivatives instead of Gaussian derivatives. 

As an abbreviation of equation (3), let the blurred edge signal be given by 

f(x, y, Le, llL, ab, d, 8) = S · erf(A), (8) 

in which s is the amplitude of the edge ("The edge strength") and A is the argument of the error 
function: 

A = xcos8 + ysin8-d 
CJb 

(9) 

Note that we ignore the average level of the edge, which does not affect the derivatives. We now 
calculate the first three derivatives off with respect to x. By definition, the first derivative of the 
error function, which we will call f, tor the moment, is given by: 

f, =of= S. exp(-A
2
)· oA ox 2 ox (10) 

Using standard calculus we find the second and third derivatives, h and IJ , as follows: 

(11) 

o
3 

( A
2
) 2 (i)A)

3 
IJ = -f = S · exp -- · ( A - 1) · - . ax 2 ox (12) 

Here 

oA cos8 
dx = ab 

(13) 

Using these definitions, it can be checked that 

(14) 

thus, with (13), 

(15) 

We only use this formula tor estimation of ab in cases where J1 significantly differs trom zero, i.e. 
in cases where the edge is not close to horizontal. lf the edge is close to horizontal, then the 
derivative in the y-direction will be larger (in absolute value) than the derivative in the x-direction. 
In that case we can use almost the same formulas, but all derivatives should be taken with 
respect toy instead of x. The only difference is that cos(8) is replaced by sin(8) in (13) and (15). 
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