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Abstract 

With the escalation of traffic-boosting applications, such as cloud computing, 

Internet of Things and high definition streaming, traffic bandwidth growth in 

data centers (DCs) exceeds that of wide-area telecom networks and even 

outpaces the bandwidth growth rate of electrical switch application-specific 

integrated circuits (ASICs). Due to the technical challenge to increase the pin-

density on the Ball Grid Array (BGA) packaging technique, current electrical 

switches are expected to hit the bandwidth bottleneck in two generations from 

now. To overcome the bandwidth bottleneck of electrical switches, switching 

the traffic in the optical domain has been considerably investigated as a future-

proof solution supplying unlimited bandwidth. Benefiting from the optical 

transparency, the optical switch with high bandwidth is independent of the bit-

rate and data-format of the traffic.  Moreover, migrating of the switching 

functionality from electrical to optical domain removes the power-consuming 

optical–electrical–optical (O-E-O) conversions and eliminates the dedicated 

electronics circuits for various-format modulation, hence, significantly 

decreasing cost and processing delay. 

Despite the promises held by the optical switching technique, there are still 

several challenges that need to be addressed to practically deploy optical 

switches in DC networks (DCNs). First, to fully utilize the nanoseconds-level 

hardware switching time, a fast control mechanism is required to configure the 

switch in nanoseconds time scale to fast forward the packets. Besides this, the 

controlling overhead should be independent of the network scale. Second, as no 

effective buffer exists in the optical domain, the conflicted packets at the optical 

switch would be dropped and this results in high packet loss. Thus, packet 

contention resolution is another unsolved challenge to complete the fast switch 

control. Third, in optically switched network, new physical connections are 

created every time the switch configuration changes. This implies that the 

receiver has to continuously adjust the local clock to properly sample the 

incoming packets and recover the data. The longer this process takes, the lower 

the network throughput will be, particularly for the intra data center scenarios 

where many applications produce short traffic packets. Four, the multi-tenant 

applications with various traffic flows impose their own set of heterogeneous 

requirements to the DC infrastructure. Thus, a reconfigurable and highly 
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flexible connectivity for DCN is required to provide the customized network 

frameworks to the various applications. 

The research work described in this thesis first focuses on the design, 

implementation and assessment of a fast (nanoseconds) and flexible optical 

switch and control system to overcome all the aforementioned challenges, 

enabling the practical deployment of fast optical switches in DCNs. A 

nanoseconds label control mechanism with the accurate time allocation is 

designed, where the switch controller not only computes the optical switch 

configuration to forward the data packets, but also allocates the central time to 

all the top of racks (ToRs) to enable the synchronous slotted mechanism. 

Moreover, an Optical Flow Control (OFC) technique employing the 

bidirectional transmission of the label signals and flow control signals has been 

proposed and investigated to prevent the packet contention that causes high 

packet loss. For the packet contended at the optical switch, fast retransmission 

of the electrically stored copy is realized, mitigating the issue of lack of the 

optical buffer. Additionally, to accelerate the clock and data recovery (CDR), 

the bidirectional label channels delivering the flow control signals are 

continuous links that are also used to distribute the clock from the controller to 

the ToRs to synchronize the system clock frequency. The clock is recovered 

from the continuous streaming of flow control signals by a conventional CDR 

receiver. The recovered clock is then employed to drive all the transceivers in 

the ToR. In this way, all the network transceivers have the clock with the same 

frequency, few nanoseconds are sufficient for the phase alignment of the 

receiver to recover the incoming data, eliminating the need of expensive burst 

clock recovery. All these novel techniques are implemented and experimentally 

assessed by the use of field programming gate array (FPGA) based ToR and 

switch controller, as well as the associated label channels and data channels, 

and optical switch prototype. Combing with the semiconductor optical amplifier 

(SOA) based optical switch prototype, a flow-controlled and clock-distributed 

optical DCN prototype running practical DC applications are built to 

experimentally validate these novel techniques featuring nanoseconds switch 

control and data recovery capability, and to investigate the network 

performance such as packet loss and latency. 

Moreover, a software-defined networking (SDN)-based control plane is built 

on top of the flow-controlled and clock-distributed optical switch network to 

facilitate the flexible network slicing, provisioning the flexible and virtual 

network interconnections. A dedicated SDN-enabled control interface has been 

developed for the FPGA-based ToRs and switch controllers. A control agent is 

used to bridge the SDN control plane and the underlying data plane, which 
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handles the extended OpenFlow protocol and the proprietary interface from the 

two entities, respectively. Programmable functionalities (e.g., network slicing 

configuration and load balancing) improving the network performance, 

therefore, can be supported by updating the look-up table and monitoring the 

statistic from the ToRs and switch controllers. The nanoseconds-controlled and 

SDN-enabled optically switched network is prototyped and the experimental 

assessments have shown flexible reconfigurations of network slicing with 

priority assignment, and automatic load balancing triggered by the monitoring 

of the traffic statistics. 

Based on the nanoseconds-controlled and SDN-enabled optical switch 

network, a reconfigurable data center network architecture ROTOS exploiting 

wavelength selective switch (WSS) and multiple transceivers at ToR is 

proposed and investigated. Triggered by the collected traffic volume of data 

plane, the deployed transceivers per link and the WSS at each ToR can be 

automatically and elastically configured to provide the adaptable optical 

bandwidth in real-time to the variable traffic matrix generated by the 

heterogeneous applications. This adaptive capacity at a finer granularity 

satisfies the variable traffic demand. The reconfigurable performance is 

evaluated by simulations with realistic data center traffic as well as experiments 

using photonic integrated wavelength selective switches (PIC-WSS) and the 

prototyped optical switch and control network. The cost and power 

consumption are studied and compared with the typical electrical DCNs such as 

Fat-Tree and Leaf-Spine to show the wide range of application prospects. 

Finally, to reduce the packet retransmissions of OFC mechanism and the 

head of line (HOL) blocking, a novel SDN enabled Optical Polling Flow 

Control (OPFC) technique for packet contention resolution in optical DCNs is 

designed and experimentally demonstrated. Based on the SDN controller, the 

buffer schedule sequences of each ToR can be automatically calculated and 

updated to provide a polling order to reduce the packet contention, thereby, 

decreasing the packet retransmission. Moreover, the FPGA-based ToRs can 

monitor in real-time the buffer occupation ratio and accordingly release the 

most-occupied buffer to reduce the HOL blocking. The experimental evaluation 

is carried out based on the prototyped nanoseconds-controlled and SDN-enabled 

optical switch network, proving the much lower packet loss and transmission 

latency compared with the OFC technique. Scalability investigation validates 

the OPFC technique could serve as a promising packet contention resolution in 

large-scale DCNs. 
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Chapter 1 Introduction 

 

 

1.1 Data Center 

A data center (DC) is a physical facility, dedicated space within a group of 

buildings that organizations use to process, store and disseminate large amounts 

of data. A data center's design is based on a network of computing and 

associated components, such as telecommunications and storage systems, that 

enable the delivery of housed applications and services [1]. DCs consist of 

servers, switches, storage systems, routers, firewalls and application delivery 

controllers. Because these components are unified operated to process and store 

the business-critical data, stability is critical in the design and build of data 

center. Together, they provide [2]:  

1) Computing resources. The servers provide the processing, local storage, 

memory and network connectivity to drive the services and applications that are 

the engines of a data center;   

2) Storage infrastructure. Data is the fuel of the data center. Storage systems are 

used to hold this valuable information;  

3) Network infrastructure. This connects servers, storage, data center services 

and external connectivity to end-user locations. 

Based on these infrastructures, data centers in the world of enterprise IT are 

designed to support business applications and services that include but not only 

limited to [3]: 1) Email and file-sharing; 2) Productivity applications; 3) 

Database and analytics; 3) Customer relationship management (CRM) and 

enterprise resource planning (ERP); 4) Communications and collaboration 

services; 5) Artificial intelligence, big data and machine learning. 

In the 5G era, modern data centers are very different than they were just a 

short time ago, triggered by the new emerging cloud computing, 5G smart 

services and Internet of Things (IoT) applications. In this era, the digital 

ecosystem chain covers centralized data center network, edge computing, and 

terminal-device and everything in between [4]. This requires the DC 
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infrastructure shifting from traditional on-premises physical servers to 

virtualized infrastructure that supports applications and workloads across pools 

of physical infrastructure and into a multi-cloud environment [5]. Moreover, the 

escalation of traffic-boosting applications and the scale out of powerful servers 

have significantly increased the traffic volume inside the DCs. As shown in 

Figure 1.1, by the end of the year 2021, annul global data center IP traffic is 

projected to reach 19.5 Zettabytes, which represents almost four-fold increase 

from the year 2016 [6]. About three-quarters of the business and consumer 

traffic flowing in data centers resides within the data center network. As the 

core hub of the digital ecosystem, data centers are phenomenally growing in 

complexity and size to evolve infrastructure with high network performance and 

to satisfy the keep- increasing traffic, playing the pivotal role in this innovative 

era and cross-generation evolutionary. 

1.1.1 Data Center Network Topology 

Data center network (DCN) is the process of establishing and interconnecting 

the entire physical and network-based devices and equipment within a data 

center facility. It enables a digital connection between data center infrastructure 

nodes and equipment to ensure that they can communicate and transfer data 

between each other and to an external network or Internet [7]. Existing DCN 

architectures are classified into two categories: server-centric and switch-centric 

architectures [8]. In server-centric DCNs, switch nodes are only used as cross-

connects, and routing intelligence is placed on servers, where multiple Network 

Interface Card (NIC) ports are used per server. In switch-centric DCNs, routing 

 
Figure. 1.1. Data center traffic growth and the destination distributions. 
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intelligence is placed on switch nodes and each server usually uses only one 

NIC port to connect to the network.  

The major advantage of switch-centric DCNs with the separation of  

computation and communication is that they are based on proven IP routing and 

forwarding technologies available in commodity switches (e.g., Ethernet 

switches), such as link-state routing, equal-cost multi-path (ECMP) forwarding, 

and IP broadcasting [9]. Although a number of architectures in server-centric 

design have been proposed exploiting low-cost switches, the switch-centric 

based architectures are the mainstream scheme for the DCNs [10]. For instance, 

the legacy multi-tier tree-like architecture continues to be the most widely 

deployed and the fat-tree and leaf-spine architectures being the most promising 

in terms of scalability, robustness and cost. All these architectures are switch-

centric design. 

The multi-tier design of DCNs comprises of tree or hierarchy of switches 

layers as depicted in Figure 1.2. The root of the tree forms the core switches 

layer, the middle tier forms the aggregation switches layer, and the leaves of the 

tree form the edge/access switches layer. The switches in access layer are low 

cost top of rack (ToR) switches which are Ethernet switches connecting servers 

in the same rack (typically 20-40 servers) through optical links. Multiple racks 

are grouped together into one cluster. The intra-cluster and inter-cluster 

communication are handled by layers of aggregation switches and core switches, 

respectively. As illustrated in Figure 1.1, these access layer switches are 

connected to the aggregation layer switches through optical links to forward 

intra-cluster traffic. The aggregation layer switches are connected to the core 

layer switches for the inter-cluster communication. One or more border core 

 
Figure. 1.2. Multi-tier tree-like data center network. 
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layer switches provide connectivity between data center network and Internet.  

This multi-tier tree-like architecture features high fault tolerance enabled by 

the extensive path diversity even under failures.  The main drawback of this 

tree-like design is that the oversubscription is less than 1:1 due to prohibitive 

costs. An oversubscription of 1:1 means that all servers communicate with other 

arbitrary servers at full bandwidth of their network interface [11]. Due to the 

linear increasing costs associated with the scaling of link bandwidth and the 

port density of conventional electrical switches, building a tree-like scheme 

with 1:1 oversubscription would be prohibitively expensive for large-scale 

DCNs [12]. Therefore, practical oversubscription in this topology typically 

ranges from 8:1 to 3:1. Under the high oversubscription, if more traffic is 

generated than the one that can be aggregated on the active link at the certain 

time, the large stocked traffic exceeding the routing table entries will 

significantly increase the transmission latency [13].  

As schematically illustrated in Figure 1.3, the fat-tree and leaf-spine data 

center network topologies have been evolved as the typical DCN architectures. 

The fat-tree topology supports the use of identical, commodity switches in all 

layers offering multiple-times cost reduction as compared to multi-tier tree-like 

architectures. As depicted in Figure 1.3 (a), each rack of severs is connected to a 

ToR switch, and ToR switches are connected to a set of aggregation switches. 

Then, aggregation switches in each cluster are connected to a set of core 

switches at the root of the fat-tree. Usually, ToR switches and aggregation 

switches in each cluster provide sufficient bandwidth for intra-cluster traffic, 

such that servers within the same cluster can communicate at full speed with 

each other [14]. In order to prevent congestion at a single port due to 

concentration of traffic to a subnet, two-level routing tables are used for the 

inter-cluster communication that spread outgoing traffic from a cluster evenly 

among core switches by using the low-order bits of the destination IP address 

[15]. 

 
Figure. 1.3. (a) Fat-tree and (b) leaf-spine data center network topology. 
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As a typical DCN topology, especial for the big data industry, the leaf-spine 

design has only two layers as shown in Figure 1.3 (b), the leaf switches layer 

and spine switches layer. The leaf layer consists of ToR switches that connect to 

servers of racks. The spine layer (made up of switches that perform routing) is 

the backbone of the network, where every leaf switch is interconnected with 

each-and-every spine switch. With such a spine-leaf architecture, no matter 

which leaf switch is connected to which server, its traffic always crosses the 

same number of devices to get to the other server (unless the other server is 

located on the same leaf). This approach keeps the latency at a predictable level 

because a payload only needs to hop to a spine switch and another leaf switch to 

reach its destination [16]. Another advantage is the ease of adding additional 

hardware and capacity. When oversubscription of links occurs, an additional 

spine switch can be added and uplinks can be extended to every leaf switch, 

resulting in the addition of interlayer bandwidth and reduction of the 

oversubscription [17].  

1.1.2 Data Center Traffic 

Variety of applications and services are deployed on data centers benefiting 

from the cost-effective and flexible access to scalable compute and storage 

resources [3]. Data center traffic is often a mix of several classes with different 

service priorities and application requirements, which intimately determines the 

topology, scale, and even the technology selection of the DCNs [18]. To this 

end, a full understanding of the data center traffic characteristics is extremely 

necessary before putting efforts into the topology identifying and technology 

selection. Traffic characteristics, such as flow types, size and arrivals are highly 

correlated with applications. Given such strong dependency on applications, it 

is relatively hard to draw a general conclusion about data center traffic. Some 

interesting findings include the following. 

Mix of Various Flow Types/Sizes: Traffic in data centers is a mix of various 

flow types and sizes [19]. A traffic flow here is specified as an established link 

between any two servers. Interactive flows which are created as a result of user 

interactions (e.g., generated by soft real-time applications such as Web search) 

can generate latency-sensitive flows that are usually short and should be 

delivered with high priority [20]. Examples include queries (2 to 20 KB) and 

short messages (100 KB to 1 MB) [21]. Throughput-oriented flows require 

consistent bandwidth, but they are not sensitive to delay. These flows may 

range from moderate transfers (1 MB to 100 MB) such as ones created by data 

parallel-computation jobs (e.g., MapReduce), to background long-running flows 

such as delivers large volumes of data across data center sites for data 
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warehousing [22]. Deadline flows have to be completed prior to some deadlines 

[23]. The flow size is either known or a good estimate can be typically drawn 

[24]. The deadline can be either soft or hard which implies how value of its 

completion drops as time passes [25]. A soft deadline implies that it is still 

profitable to complete the flow and that the value decreases as the time moves 

past and away from the deadline. A hard deadline means zero value once the 

deadline has passed.  

Unpredictable Traffic Matrix: The various applications and services running 

on a data center create many flows with different properties. Most flows are 

short (short flows here are usually considered to be less than 1 MB) and most 

bytes are delivered by large flows. The data center monitored in [13] shows that 

99% of flows are smaller than 100MB and more than 90% of bytes are in flows 

between 100MB and 1GB. The flow arrival rates and distributions are also 

determined by the data center applications. The inter-arrival time of median 

flows in Facebook’s DCs are between 2 ms to 10 ms for a single server (100 to 

500 flows per second) while Microsoft finds the median arrival rate for the 

intra-cluster traffic to be 100 flows per millisecond [20, 26]. Reference [27] 

reports between 100 to 10000 flow arriving at the switch per seconds in 

different private and educational data centers. Such variety flow arrival rate and 

majority flow of which being short can create an unpredictable and fluctuating 

traffic matrix which makes it hard to perform traffic engineering or capacity 

planning in long term scales to improve network performance. 

Traffic Burstiness: Burst is a common characteristic for data center traffic. 

Hardware offloading features, such as Interrupt Moderation and Large Send 

Offload that reduce CPU traffic load, can lead to higher burstiness [28]. 

Transport control features in software, such as TCP slow start, can also create 

bursty traffic by scheduling a large window of flows to be sent together [29]. In 

a bursty environment, packet loss has been found more frequent at the network 

edge nodes like ToRs due to higher burstiness [30]. Burstiness can also cause 

higher average queue occupancy in the network leading to increased flow 

completion time and increased packet drops due to buffers overflowed [21, 31]. 

In addition, highly bursty traffic can cause buffer space unfairness in shared 

memory switches if a switch port exhausts shared memory due to receiving long 

bursts [21]. 

Data center infrastructures can be shared by many tenants and applications 

offering various services to their consumers (end-users). Traffic control is then 

a necessary task in data center networks to efficiently use the resources and 

fairly share them. Knowledge of various traffic requirements and characteristics, 

as can be seen from the above empirical results, can help us design transport 
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protocols and even network topologies to more efficiently use network 

resources. 

1.1.3 Data Center Optics 

Modern data centers increasingly rely on high-bandwidth interconnects for 

delivering critical traffic among numerous servers, storage and computing 

resources [32]. Data center interconnection turned to optics almost a decade ago, 

and the recent acceleration in data center requirements is expected to further 

drive optics technologies deeper even into the systems architecture. New 

technologies have been proposed to improve network performance, many taking 

advantage of the high bandwidth density of optics and silicon photonics based 

optical interconnects [33]. 

Optical fiber cable will be the only network connectivity capable of 

supporting high-data rates and long-distance interconnections in typical network 

applications [32]. Multi-mode fiber (MMF) can work over a range of 300m 

down to 10m depending on the type of fiber chosen but is very limited on power 

budget, meaning the cable plant must be low loss. Benefitting from the Vertical-

Cavity Surface-Emitting Laser (VCSEL)’s low current threshold (power-

efficient) and easier mass fabrication (cost-efficiency) as well as circular output 

beam (easy coupling into optical fiber), the 850 nm VCSEL-based MMF 10 

Gb/s scheme is commonly used for the short reach (up to hundreds of meters) 

optical interconnects in data center applications [34]. However, the reach-

bandwidth of this scheme is ultimately limited by the modal dispersion [35]. 

The large-scale modern data centers require high data rate (>40 Gb/s) and long 

interconnection links (>300m) to accommodate the continuous increasing 

network traffic. High-power distributed feedback (DFB) lasers cooperating with 

single-mode fiber (SMF) is becoming more popular because it offers the usual 

fiber advantages - basically unlimited bandwidth and distance [36]. Unlike the 

parallel 10 Gb/s channels used with MMFs, SMFs use wavelength division 

multiplexing (WDM) to transmit multiple channels over one fiber at different 

wavelengths. Thus 40 Gb/s uses 4×10 Gb/s wavelengths and 100 Gb/s is 

achieved using 4×25 Gb/s wavelengths [37]. WDM transceivers cost more than 

parallel VCSEL transceivers at the current time, but the cabling cost is much 

lower and expected higher quantity usage will drive costs down. 

Silicon photonic platform leveraging complementary metal oxide 

semiconductor (CMOS) technology provides a strong promise to obtain a high-

bandwidth and power-efficient optical interconnect scheme [38]. The silicon 

photonics scheme features two major favorable characteristics: high refractive 

index difference between silicon and oxide which shrinks device dimensions 
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and improves integration density; non-hermetic packaging supported by silicon 

photonics materials which save both in cost and fabrication time [39]. The key 

functionalities in data center interconnection are lasing, modulation, wavelength 

multiplexing and detection. Silicon photonics solution provides these 

functionalities in a monolithic fashion except that lasing usually requires hybrid 

integration of III-V materials. Solutions in QSFP28 form factor (power < 3.5 W, 

35 pJ/bit) provided by silicon photonics have been commercially available [40]. 

Currently, hybrid laser is either achieved by bonding an III-V packaged DFB 

laser, or by bonding III-V material in the front end of line (FEOL) and then 

patterned by wafer-scale processing. The latter scheme suffers more technical 

challenges, but yields higher integration density and lower costs [41]. 

Germanium (Ge) waveguide electro-absorption modulator (EAM) has gained 

more attention over the years, yet silicon material itself also has the potential for 

low energy consumption modulators [42, 43]. Multiplexers made of silicon or 

silicon dioxide can well meet the demand of WDM channel spacing without the 

need for temperature control [44]. Ge detectors have been rather mature and 

reliable in the 1310 nm and 1550 nm communication bands [45]. To power the 

photonic integrated circuits (PICs), electrical drivers are normally fabricated 

separately and flip-chip bonded onto printed circuit board (PCB) or directly 

onto the optical chip. Higher integration level of silicon photonics is likely to 

have the PICs and the electrical drivers monolithically integrated on a single 

chip [46]. 

1.1.4 Requirements for Data Center Networks 

A data center is so much more than just a warehouse for servers. The modern 

colocation facility is a sophisticated data networking environment that offers 

tremendous possibilities to its customers, empowering them to build the 

infrastructure they need to push their business forward. When evaluating a data 

center’s capabilities, it’s important to measure them by a number of key data 

center design requirements that have a direct impact on performance. 

Capacity: Recently, the escalation of traffic-boosting applications and the scale-

out of powerful servers have significantly increased the traffic volume within 

the data centers. As reported in [6], the annual global data center traffic has 

reached 10.4 Zettabytes by the end of the year 2019. Consequently, each 

aggregation switching node in the data center networks has to handle multiple 

to hundreds of Tb/s traffic. In addition, the traffic inside the modern data centers 

is expected to increase in the 5G era with a very high compound annual growth 

rate. Consequently, future data centers require ultra-high capacity networks to 

interconnect the infrastructure resources [47]. 
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Scalability: Scalability is the ability to easily add or subtract compute or storage 

resources. In ‘the old days’ of on-premise data centers, scalability was 

incredibly costly, slow, and difficult to manage. In ‘the new days’ of 5G era, the 

majority of physical network access and routing network functions, as well as 

innovative applications such as cloud computing and machine learning are 

typically deployed in centralized large-scale cloud data center, while the 

Internet of Things (IoT) device access and corresponding application platforms, 

as well as diversified third-party applications are located at distributed small-

scale data centers [48]. Thus, the new scheme used to scale (add or subtract) the 

present built data centers to suit the new 5G fashion should be designed in a 

time-and-cost efficient manner. 

Flexibility: Flexibility is increasingly important because many applications and 

services are dynamically deployed that require elastic network resource to 

efficiently accommodate them in the data center. The promising strategy is to 

flexibly slice the infrastructures based on the virtualization technique in a fully 

operable and manageable way to map the various application requirements. For 

the virtualized data center network, each infrastructure component (such as 

computing, storage and network) and its connections can be virtually recreated 

to slice the network [49]. Supervisory software creates these virtual components 

as various applications are required. In addition, virtualization enabled flexible 

data center often requires less power and space than a traditional data center. It 

can also be simpler to automate and update than the traditional data center [50]. 

Intelligence: An intelligent engine that is easy to configure and use with high 

efficiency, combined with diverse domain knowledge and data models, is 

needed for modern data centers to quickly learn and extract targeted valuable 

information and strategies from the massive amounts of data generated by 

various applications. The intelligent engine enables the data centers to provide 

rich platform services and application programming interfaces (APIs) with pre-

integrated machine learning, deep learning, graphics engine, and search 

capabilities, as well as artificial intelligence (AI) services and APIs in common 

fields such as visual, voice and language processing. These intelligent platforms 

and general AI/machine learning services could work closely with the 

heterogeneous computing hardware such as graphics processing units (GPUs) 

and field-programmable gate arrays (FPGAs) to implement the application 

performance in-depth optimization [51]. 

Effectiveness and Efficiency: The traffic-boosting applications hosted in 

modern data centers impose stringent requirements in terms of packet loss, 

latency/jitter and throughput to the network infrastructure. For instance, the 

professional audio/video services and automatic driving applications require 

zero packet loss, low and bounded latency performance which is named 
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deterministic quality of service (QoS) [52]. In addition, a data center represents 

a significant investment with the huge costs of hardware and software 

installation. Moreover, the cost of a data center's power and cooling typically is 

more than the cost of the IT equipment inside it [53]. That's because today's 

data center component, including servers, switches and network-attached 

storage, packs more transistors on each chip and more power-hungry chips in 

the same or smaller footprint. With the aim to satisfy these stringent network 

performance, cost/power-efficient data center networks featuring high 

bandwidth, providing extremely lower packet loss and latency performance 

should be investigated to host a broad range of mission-critical and latency-

sensitive applications.  

1.1.5 Challenges for Current Data Centers 

Driven by the emerging of traffic-boosting applications and the scaling-out of 

powerful servers, more stringent requirements as abovementioned are imposed 

on the data centers. Current data center networks based on electrical switches 

are organized in a hierarchical topology, which is challenged by the bandwidth 

bottleneck and poor power efficiency to deliver the necessary and high quality 

of services [54]. 

Electrical Switch: Traffic bandwidth growth in data centers exceeds that of 

wide-area telecom networks and even outpaces the bandwidth growth rate of 

electrical switch application-specific integrated circuits (ASICs). Due to the 

inability to increase the pin-density on the Ball Grid Array (BGA) packaging 

technique, current electrical switches are expected to hit the bandwidth 

bottleneck in two generations from now (>25.6 Tbps) [55]. Despite new 

technologies based on multi-tier packaging, monolithic integration and Silicon 

Photonics (SiPh) are being investigated, a number of challenges have to be 

solved before these technologies become viable [56, 57]. For instance, the 

complexity of packaging a large number of fiber coupling and external laser 

sources, not to mention the high manufacturing costs (including both packaging 

and testing). Even if these challenges were able to be solved, these technologies 

will ultimately hard to keep increasing the transistor density limited by the 

CMOS scaling [58]. 

The electrical switches double their bandwidth at the same cost roughly for 

every two years accordingly to Moore’s law [59]. This allows data centers to 

keep up with the network bandwidth demands while maintaining the low and 

relatively steady network cost over the passing years (approximately 10% of the 

overall expenditure as network fabrics are heavily oversubscribed) [60]. 

However, the move towards traffic-boosting applications and powerful servers 
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will greatly boost the demands of network bandwidth. Meeting the requirements 

of higher network bandwidth especial for the aggregation switch nodes, would 

greatly inflate costs. 

Hierarchical Network Topology: One of the performance deteriorations 

appeared with hierarchical data center topology is oversubscription that could 

dramatically disrupt the network performance [12]. Oversubscription is the ratio 

between the servers’ bandwidth to the total uplink bandwidth at the access layer 

(ToR switch). Hence, as moving up to aggregation and core layers, due to the 

hierarchical network topology, the number of servers (and thus the bandwidth) 

sharing the uplinks’ bandwidth increases and, therefore, the oversubscription 

ratio also increases, resulting in bandwidth bottlenecks at aggregation/core 

layers. Oversubscription limits the server to server capacity, especial for servers 

locating in different clusters/pods, where the ratio exceeds 1:1. The bandwidth 

contesting leads to overloading switch buffers, which will in turn start dropping 

packets [14]. In addition, the buffer queuing and processing delay at the multi-

tier switches bring large latency for the inter-cluster traffic that a packet needs 

to traverse the aggregation and core switches to reach its destination. Another 

challenge introduced with hierarchical network topology is the lack of fault 

tolerance especially at the upper level switches due to the low physical 

connectivity. Hardware failures in the core or aggregation layers will result in 

sharp degrade of overall network performance. 

To interconnect the multi-tier switching nodes, the electrical-to-optical (E/O) 

and optical-to-electrical (O/E) conversions exist between switching layers, 

which thereby significantly increases the number of expensive transceivers and, 

hence, cost and power consumption [61]. Instead of the low-rate on-off keying 

(OOK) modulation, multi-level modulation such as pulse-amplitude modulation 

(PAM)-4 schemes are gradually employed in the data centers fueled by the 

demand for higher data-rate [62]. To process these format-dependent signals, 

dedicated parallel optics and electronic circuits are required at the front-end of 

the electronic switches. This introduces extra cost and power consumption in 

the hierarchical network topology. 

1.2 Optical Data Center Network 

Switching the traffic in the optical domain has been considerably investigated as 

a future-proof solution to overcome the bandwidth bottleneck of electrical 

switches. Benefiting from the optical transparency, the optical switching with 

high bandwidth is independent of the bit-rate and data-format of the traffic. 

Thus, optical switching supports much higher throughput than electrical 
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switches and at much lower latency due to the removing of electronic circuits 

for switching. In addition, WDM technology can be employed to boost the 

optical network capacity at a superior power-per-unit bandwidth performance. 

Moreover, the optical switches do not require any power-consuming E/O and 

O/E conversions, which significantly reduces the number of expensive 

transceivers and, hence, cost. All these benefits can be exploited to flatten the 

network topology and thus sidestepping the scaling wall of the hierarchical data 

center topology. 

1.2.1 Optical Switching Technologies 

To date, three main optical switching technologies have been investigated 

which resulted in increasing data transfer capabilities for the data center 

networks. 

Optical Circuit Switching (OCS): OCS has three distinct phases: circuit set-up, 

data transmission and circuit tear-down. One of the main features of OCS is its 

two-way reservation process in the phase of circuit set-up, where a source sends 

a request for setting up a circuit and then receives an acknowledgement back 

from the corresponding destination [63]. The overall transfers suffer from long 

set-up times relative to connection holding time, seriously deteriorating the 

network throughput. In addition, all data transmission of a connection in OCS 

network follow the same path, no statistical multiplexing of the client data can 

be achieved at any intermediate node. More specifically, bandwidth is allocated 

by one wavelength at a time, which is a coarse granularity. In practice, however, 

most modern applications require the sub-wavelength connectivity and these 

high-bit-rate applications often involve “traffic bursts” that last only a few 

milliseconds or less. Furthermore, since no buffering takes place, the capacity 

of the circuit path must equal the peak data rate, which can be orders of 

magnitudes higher than the average data rate, for bursty sources [64]. This 

results in the low bandwidth utilization for OCS-based data centers, especial for 

networks with many communication pairs with bursty traffic patterns. 

Optical Burst Switching (OBS): In OBS-based data center schemes, the source 

first sends a burst header (control packet) on a separate control channel (similar 

to a circuit set-up request) to reserve bandwidth (and configure switches) along 

a path for the burst (payload data), which, unlike OCS schemes, can be sent on 

a data channel without having to receive an acknowledgment first. After the 

burst sent out, another control signal (similar to the circuit tear-down signal) is 

sent to release the reserved bandwidth [65]. This implies that the offset time T 

between the burst header and the burst packets can be much less than the circuit 

set-up time, improving the network throughput. Benefitting from the one-pass 
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bandwidth reservation for the duration of actual data transfer, the OBS 

paradigm provides the sub-wavelength switching granularity. However, an 

important issue related to OBS one-way reservation (since OBS schemes 

generally do not need optical buffer) is how to deal with contention and reduce 

burst dropping [64]. Another important issue related to OBS using a non-zero 

offset time and long-time bandwidth reservation is the high end-to-end latency 

encountered by each burst, not fully supporting the bursty traffic patterns as 

well [66]. 

Optical Packet Switching (OPS): OPS paradigm uses in-band control 

information where the header follows the rest of the packet closely, so there is 

no reservation possible (thus decreasing the end-to-end latency) and the 

bandwidth can be utilized in the most flexible way [67]. OPS scheme is suitable 

for supporting bursty traffic since it allows statistical sharing of the channel 

bandwidth among packets belonging to different source and destination pairs. 

The packet payloads in OPS-based data centers remain in the optical domain, 

while its header may be processed electronically or optically (though the optical 

logic is very primitive). The generating and processing of fast header rely 

heavily on optical labeling techniques. To keep the percentage of the control 

overhead down, OPS-based data centers normally employ fast (nanoseconds 

reconfiguration time) optical switches based on semiconductor optical 

amplifiers (SOAs) or arrayed waveguide grating routers (AWGRs). Contention 

resolution is typically achieved by a combination of wavelength conversion, 

fiber-optic delay lines (FDLs) and, in rare cases, deflection routing[64]. 

Exploiting the WDM technique, the OPS paradigms significantly improve the 

network capacity where multiple streams of packets are multiplexed in the 

wavelength domain [68]. Benefitting from these features, OPS technologies 

offer a suitable solution for data center applications which requires on-demand 

transmitting the bursty and small data sets. 

1.2.2 Optical Switches: State-of-art 

To date, exploiting various building blocks, many solutions employing optical 

switches have been investigated [69], such as 3D micro-electrical mechanical 

switches (MEMS), Liquid Crystal on Silicon (LCoS) display matrices, micro-

ring resonators (MRRs), Mach-Zehnder interferometers (MZIs), tunable lasers 

and arrayed waveguide grating routers (AWGRs), and semiconductor optical 

amplifiers (SOAs). Determined by the exploited building blocks, switch 

reconfiguration time, as the main switch investigate parameter, can vary three 

orders of magnitude from milliseconds to nanoseconds, determining the 

granularity of a switch and therefore, its application.  
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Slow (milliseconds and microseconds) Optical Switches: Micro-electrical 

mechanical switches (MEMS) switches are micrometer-scale devices that rely 

on mechanical moving micro-mirrors to switch the optical signal from input 

ports to output ports [70]. An array of N2 micro-mirrors is needed to build a 

N×N direct switching MEMS switch. The area to lay the mirrors out and the 

mirror size limits the port-radix to N≤32. By steering a pair of micro-mirrors, 

indirect switching MEMS is implemented in a three-dimensional (3D) plane 

[71], which requires only 2N mirrors configurable to N discrete angles. The 

switch reconfiguration time (milliseconds magnitude) is strongly determined by 

the mirror response speed to the precise movement between these N discrete 

angles. Large scale (N=1100) 3D-MEMS switches [72] have been investigated 

with a 4 dB maximum insertion loss and commercial product with 25 ms 

reconfiguration time supports up to N=320 with a 3 dB maximum insertion loss 

[73].  

Liquid crystal (LC) technology can be used to switch light based on the LC’s 

birefringence to control the polarization of incident light [74]. For the liquid 

crystal on silicon (LCoS) technique, a large size of 1×N optical switch can be 

built by depositing a reflective array of LC cells on a silicon backplane [75]. At 

the LCoS optical switch, all channels focus on a pixel area depositing multiple 

phase-shifting LCs that collectively form a controllable linear phase grating (in 

the range 0 to 2π) to steer a reflected channel to an output port. Since each 

channel is switched separately, multiple channels can be selected and 

multiplexed into the same output port. Multiple 1×N switches can be stacked in 

a Spanke topology for N×N switching [76]. The reconfiguration time for this 

switch type is of the order of tens of milliseconds [77]. [78] demonstrates a 

1×40 LCoS switch with 8 dB insertion loss and -40 dB crosstalk.  

Micro-ring resonator (MRR) is waveguide topology that can exploit the 

thermo-optic effect for optical switching. A circular resonant cavity of 

micrometer-scale radius (r) can be formed by bending back a waveguide onto 

itself. When the optical path of the ring is an integer multiple (L) of the guided 

wavelength (λ), the ring starts resonating according to the principle of (2πr)·Ri 

= L·λ, where Ri is the effective refractive index of the ring [79]. For switching, 

multi-rings are placed between two bus waveguides for an optical signal, at the 

resonant wavelength, to be coupled from one waveguide to the other. Heating a 

ring changes its effective refractive index and shifts its resonant wavelength, 

thereby enabling wavelength-selective switching [80]. A silicon photonic 8×8 

switch, reconfigurable in the order of a few microseconds, is recently reported 

[81] with -16.75 dB average crosstalk and 8.4 dB average insertion loss.  

Fast (nanoseconds) Optical Switches: A Mach-Zehnder interferometer (MZI) 

waveguide exploiting electro-optic (EO) effect can perform fast switching by 
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changing the waveguide refractive index [82]. In a 2×2 MZI switch unit, a 

coupler divides the input optical signal to the two MZI arms. In the “on” state, 

the two arms are in anti-phase leading to constructive interference at the 

through waveguide. In the “off” state, the two MZI arms are in phase and a 

signal entering an input waveguide leads to destructive interference at the 

crossover waveguide, switching the input signal [83]. To date, the largest 

demonstrated silicon integrated MZI switch is 32×32 built in Benes topology 

with reconfiguration time of 1.2 ns and the high insertion loss (20.8 dB) and 

crosstalk (-14.1 dB) [84]. 

A passive router can be built based on a N×N arrayed waveguide grating 

(AWG), assuming wavelength tuning (N2 fixed wavelength transceivers or N 

wavelength tunable transceivers) is used at the input/output ports [85, 86]. In an 

AWG router (AWGR), each input port at the same time exploits the same N 

wavelengths to establish a strictly non-blocking all-to-all connectivity. 

Following the cyclic mechanism, the wavelengths from two adjacent input ports 

appear at the output ports cyclically rotated by one position. Hence, each output 

port could receive N wavelength channels, one from each input port. The input 

waveguides are spaced such that, on any phased array waveguide, signals of the 

same wavelength from N input ports, have an additional phase difference[85, 

86]. Signals are separated again at the output coupler and directed to different 

output ports. Switch reconfiguration time, which can be less than 10 ns, is 

determined by the time required for wavelength tuning [87]. A silicon AWGR 

with N=512 has been fabricated with a high inter-channel crosstalk of -4 dB 

[88].  

Semiconductor optical amplifier (SOA) can be used as an optical switch gate, 

the “on” state providing broadband amplification and the “off” state blocking 

the incident signal [89]. Based on a kind of broadcast-and-select (B&S) 

topology, N×N SOA-based optical switches can be implemented, where each 

switching path exploits an SOA gate. The input signal is split into N paths, in 

the B&S architecture, for broadcasting the input signal to all output ports. N 

parallel SOA gates are used to switch (“on” or “off”) the N paths signal, 

establishing an input-output port connection [90]. The broadcast operation of 

B&S architecture allows wavelength, space and time switching, and another 

benefit is that the SOA gain in “on” state inherently compensates the splitting 

and combining losses [91]. Additionally, the high “on”/“off” extinction ratio 

brings its excellent crosstalk suppression. Lossless, integrated 16×16 SOA 

switches with nanoseconds reconfiguration time have been fabricated [92, 93], 

based on smaller B&S switching modules interconnected in a three-stage Clos 

architecture. These features make SOA-based switch a suitable candidate for 

data center applications which requires fast and high-bandwidth transmission. 
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1.2.3 Optical Data Center Network: State-of-art 

Various optically switched architecture prototypes, based on the above optical 

switches, have been proposed to demonstrate the potential of optical data center 

networks. Optical data center networks are mainly classified into two categories 

based on the switching techniques used, the hybrid scheme, where optical along 

with the electrical switches are considered in the design to constitute the fabric 

interconnection, and the full optical network, where only optical switches (slow 

or fast) are employed.  

Hybrid Electrical/Optical Data Center Networks: A number of hybrid 

electrical/optical interconnecting architectures have been reported for data 

centers, such as Helios [94], HydRA [95], c-Through [96] and RotorNet [97]. 

The electrical (ToR) switches typically connect all the servers in a multi-level 

hierarchy and short reconfiguration time with large connectivity to handle 

small-size and bursty traffic patterns. The ToR are interconnected using both 

this down-link electrical packet-switched network and an up-link optical circuit-

switched network. The optical circuit-switched network, implemented by a 

single or an array of slow optical switches like MEMS, provides large capacity 

links for high-volume and slow-changing traffic. 

All the aforementioned prototypes need a centralized network scheduler to 

reconfigure the entire architecture, in response to the traffic dynamics. The 

central schedule requires network-wide demand estimation and resource 

schedule [97, 98]. Apart from the long optical switch (MEMS) reconfiguration 

time, ranging from microseconds to tens of milliseconds, the schedule and 

control introduce a significant extra processing latency. For instance, in order to 

achieve high resource utilization in Helios and c-Through, Edmond algorithm 

needs hundreds of milliseconds to converge to a network-wide matching [96]. 

Hence, the proposed architectures are better suited for non-bursty applications 

such as data migration and storage backup [95] where traffic is aggregated last 

more than a couple of seconds [94], to compensate the reconfiguration overhead. 

All Optical Data Center Networks: This category includes the proposals 

exploiting the slow (sub-millisecond/milliseconds) or fast (nanoseconds) optical 

switches. OSA and Proteus [99, 100], as the all-optical switching architectures 

are proposed, where the ToRs are connected to a central MEMS switch, through 

optical Mux/Demux. A key challenge here is the slow reconfiguration time 

including both hardware switching time (microseconds to tens of milliseconds) 

and controlling overhead (hundreds of microseconds to seconds) [98]. Mordia 

[98], Wavecube [101], RODA [102] and OPMDC [103] are all built based on 

wavelength selective switches utilizing either a ring topology or a multi-

dimensional cube structure. The limited port-count of wavelength selective 
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switch requires stacking and cascading multiple switches, deteriorating network 

performance in terms of packet loss, flexibility and latency. 

Fast network interconnecting like IRIS [104], DOS [105], Petabit [106], 

LIONS [107] and Hi-LION [108, 109] are reported based on AWGRs, of which 

the Petabit proposed a three-stage Clos network and Hi-LION demonstrates a 

mesh-like network exploiting both local and global AWGRs. The network 

performance and interconnecting scalability of the aforementioned proposals 

are strongly depended on the capability of wavelength tuning components such 

as tunable lasers or tunable wavelength converters. In addition, the wavelength-

related operation as a block on the road to deploy WDM technology to further 

scale the network capacity. SOAs working as switching gates, the OPSquare 

[110], HiFOST [111], Vortex [112], FOScube [113] and OSMOSIS [114] are 

proposed with SOA-based B&S, featuring of nanoseconds switching time. 

OPSquare uses a parallel-module switch architecture with distributed control 

and scales by adding more modules and wavelengths. There is only one 

switching stage, irrespective of the port-count, implemented in the modules. At 

most two-hop is enough for the traffic forwarding between any two different 

edge nodes [110]. Utilizing WDM and B&S stages, the OSMOSIS equips high-

capacity and low-latency forwarding of the synchronously arrived fixed-length 

optical packets. Scaling is limited by the data plane and control plane 

complexity [114]. The scheduler implementation spans multiple interconnected 

chips, increasing not only network complexity but also the latency.  

Given the bursty traffic features and high fan-in/out hotspots patterns in data 

center networks, slow optical switches providing static-like and pairwise 

interconnections would only be beneficial as supplementary switching elements. 

In contrast, fast optical switches with nanosecond-reconfigurable time can 

handle arbitrary traffic and can be deployed at any layer of the data center 

network. Considering this, fast optical switches-based network topologies 

supporting nanoseconds optical packet switching offers a potentially future-

proof solution for the fast and high-capacity data center networks. 

1.2.4 Technical Challenges 

The optics and networking communities have been extensively investigating 

optical switching techniques, especial for fast (nanoseconds) switching, for 

many years. Nevertheless, each community address the challenges and 

problems from their own perspective. The optics community focuses on 

developing technologies for individual devices and components [88, 92, 93] that 

achieve nanoseconds-level optical switching while devoting little attention to 

solve the network interconnecting challenges, e.g., flexible quality of service 
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(QoS) provisioning or scalable scheduling. In contrast, the networking 

community proposed a number of solutions that can scale the network 

interconnecting and address the system challenges such as demand estimation 

or network bandwidth reconfiguration [99, 101, 115]. Thus, the proposed 

solutions need to be integrated and, in some cases, need to be redesigned for the 

cases proposed independently by each community. Following, the main 

technical challenges for the build of fast optical switching data center networks 

are summarized. 

Fast and Scalable Switch Control: Despite the promises hold by the fast 

optical-switching, a nanoseconds-scale control mechanism is required for the 

switch control and fast forwarding of the data traffic [116]. Typically, an optical 

label or header is associated with the data packet, carrying the destination 

information of the data packet to be processed by the switch controller. Given a 

demand label matrix, the switch controller computes the optical-switch 

configuration and then forward the data packets [117]. Short switch 

reconfiguration time compromising both hardware switching time and 

controlling overhead is essential as it determines the network throughput and 

latency performance. Thus, to not inflate the flow completion time of short data 

packets and to fully utilize the nanoseconds-level hardware switching time, the 

controller should be able to handle the label signals and configure the switch in 

nanoseconds time scale. Besides this, the controlling overhead should be 

independent of the network scale. Given the scale of today’s data centers, which 

typically comprise a few thousand racks and hundreds of thousands servers, 

distributed switch control needs to be performed in parallel and independently 

for every optical switch, not network-wide scale schedule. In addition, for the 

label control mechanism, the edge nodes connected to the optical switch must 

be time-synchronized at a very fine granularity (ideally few nanoseconds) to 

align the label signals and corresponding data packets [118]. Even any 

inaccuracy in the time synchronization can be compensated with an accordingly 

sized interpacket gap, however, this would reduce the overall throughput. 

Therefore, the implementation of fast and scalable switch control requires a 

nontrivial amount of ingenuity and custom hardware support. 

Lack of Optical Memory: The lack of optical buffer is one of the main 

architectural differences between electrical switches and optical switches, of 

which the electrical switches employ random access memories (RAM) to buffer 

the data packets that lost the contention. Because no effective RAM exists in the 

optical domain, the conflicted packets at the optical switch would be dropped 

and thereby results in high packet loss [119]. Thus, to complete the fast switch 

control, packet contention resolution is one unsolved critical challenge that 

needs to be addressed. Despite several approaches have been proposed to 
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overcome such issue, based either on optical fiber delay lines (FDLs) [120], 

wavelength conversion [121] or deflection routing [122], none of them is 

practical for large-scale data center networks, due to the fixed buffering time 

(FDLs), extra hardware deployment (wavelength conversion) and management 

complexity (deflection routing). Label control with packet retransmission 

mechanism provides a promising solution to address the optical packet 

contention by pushing the buffer to the edge nodes (such as ToRs) in electrical 

domain [119]. To minimize the introduced retransmission delay, the optical 

switch should be employed relatively close to the edge nodes, which requires to 

flat the network topology. Moreover, an efficient scheduler is essential to 

intrinsically reduce the time-consuming packet retransmission. 

Fast Clock Data Recovery (CDR): Unlike the point-to-point synchronized 

connections between any paired electrical switches, optical switches create only 

momentary physical links between sources and destination nodes [123]. 

Therefore, in a packet-based optical switching network, where the clock 

frequency and phase of the data signal vary packet by packet, new physical 

connections are created every time the switch configuration changes. This 

implies that the receiver has to continuously adjust the local clock (frequency 

and phase) to properly sample the incoming packets and recover the data. As no 

valid data can be received before the CDR has completed, the longer this 

process takes (hundreds of nanoseconds for off-the-shelf transceivers), the 

lower the network throughput will be, particularly for the intra data center 

scenarios where many applications produce short traffic packets [124]. In [125], 

the technique of clock phase caching is used to accelerate the CDR locking at 

the receiver side. However, to adjust the clock phase interpolator for every 

packet, extra time at the transmitter side is required which significantly 

increases the interpacket gap time and whereby offsets the efficacy of short 

CDR time. Burst-mode CDR receivers with nanoseconds data recovery time 

based on over-sampling or gated oscillators have been extensively investigated 

[126]. These techniques, however, increase the complexity and cost of the 

transceiver design, and need to be re-evaluated for higher data rates, not suitable 

for large-scale data center networks. 

Reconfigurable Connectivity: The rapid growth of multi-tenant applications 

with various traffic flows impose their own set of heterogeneous requirements, 

such as bandwidth and forwarding priority, to the network infrastructure. These 

specific requirements dynamically change as the application switch-over. Thus, 

the reconfigurable and highly flexible connectivity is required in order to 

optimize the hardware resources, overcoming the limitation of currently 

deployed static and semi-automated control frameworks [127, 128]. One 

promising strategy is to virtualize the infrastructures in a fully operable and 
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flexible way by the software-defined networking (SDN) to enable such 

reconfigurable environments [129, 130]. The SDN control plane exploits an 

open, standard, vendor-independent and technology-transparent southbound 

interface to monitor and configure the underlying data plane. To facilitate the 

integration of SDN control plane, the components of data plane such as ToRs 

and optical switches should be compatible with the open interface exhibited by 

the SDN control plane. Given the specificity and characteristic of the optical 

switching network, proper extensions and customization on the open protocols 

(e.g., OpenFlow [131]) have to be performed and implemented. Moreover, 

efforts need to be made to develop various functional engines running at the 

SDN control plane to flexibly virtualize the optical infrastructure, supplying 

reconfigurable connectivity. 

1.3 Scope of the Thesis 

The research work reported in this thesis is mainly carried out around the topic 

of SDN-enabled and Nanoseconds Controlled Optical Switching System for 

Flexible and Fast Data Center Networks. Fast (nanoseconds) optical switch and 

control system is designed to provide low latency, high capacity, low packet 

loss and scalable optical packet switching data center networks. It also 

investigates the innovative architecture for reconfigurable network connectivity 

as well as the SDN control plane and network resources virtualization, and 

packet contention resolution technique. 

1.3.1 Novel Contributions to the Scientific Field 

The main contributions of this thesis include: 

• A fast label control mechanism with accurate time allocation, Optical Flow 

Control technique to solve the packet contention, and the clock distribution 

technique to fast recover the data are designed and implemented. Based on 

these novel techniques, a nanoseconds optical switch and control system is 

built and experimentally demonstrated to enable for the first time an 

optically switched data center network with nanoseconds switching 

capability and with packet contention resolution as well as nanoseconds 

clock and data recovery time with no deployments of burst-mode CDR 

receivers [116].  

• Based on the flow-controlled and clock-distributed switch and control 

system, a prototype of the optical DCN is built and experimentally 

demonstrated for the first time with the deployment of practical data center 

applications. Experimental assessments prove that the prototype can run the 
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application with the full Transmission Control Protocol (TCP) throughput 

and zero packet loss, provisioning high quality of service (QoS). 

• An OpenDaylight (ODL) based control plane and OpenStack based 

orchestration plane and the extended OpenFlow protocol, as well as the 

corresponding data plane interface, are designed and combined to build an 

SDN controller for the optical data center networks. Enabled by this SDN 

controller, the optical network can be automatically and flexibly sliced to 

provision differentiated QoS. The load balancing and the dynamic 

assignment of traffic forwarding priority are also implemented to further 

improve the network performance [115, 129]. 

• An SDN enabled reconfigurable optical data center network architecture is 

designed based on novel optical top of rack exploiting wavelength selective 

switch. The optical bandwidth per link can be automatically reallocated in 

real-time according to the variable traffic patterns, under the management of 

the deployed SDN controller. High network resource utilization and network 

performance are achieved with the adaptable and flexible network 

interconnections [127, 128, 132]. 

• A contention resolution scheme is designed for optical switching data center 

networks, achieving zero packet loss on the optical links. Enhanced by the 

SDN control plane, the proposed resolution scheme features the initiative to 

prevent contentions, and hence, reduce time-consuming packet 

retransmission. Moreover, the investigated scheme can release the most-

occupied buffer in time to alleviate the head-of-line (HOL) blocking, and 

then decrease the buffer-overflow caused packet loss [133].   

1.3.2 Outline of the Thesis 

The thesis is structured as follows. In Chapter 2, a nanoseconds optical switch 

and control system is designed to overcome the challenges of deploying fast 

optical switches presented in Section 1.2.4. The choice of each novel 

techniques, such as fast label control mechanism with accurate time allocation, 

Optical Flow Control technique to solve the packet contention, and the clock 

distribution technique to fast recover the data, is motivated by explaining the 

functionalities. Chapter 3 first demonstrates a prototype of the fast optical 

DCN based on the flow-controlled and clock-distributed optical switch and 

control system developed in Chapter 2. The principle of SOA based fast optical 

switch is also explained. Based on these, practical DC applications are deployed 

on this prototype network to validate the network performance. In Chapter 4, 

the developed SDN-enabled control/orchestration plane and the extended 

communicating protocol for the optical switching DCNs are explained in detail. 



22    Scope of the Thesis 

 

Incorporating with the SDN controller, the creation and optimization of the 

network slicing become directly programmable. The network reconfiguration, 

QoS guarantee through priority assignment and load balancing operation are 

validated with selected cases. In Chapter 5, the reconfigurable DCN 

architecture ROTOS exploiting the fast optical switches and the novel optical 

top of rack with wavelength selective switch is proposed. The suitability for DC 

applications is examined in both simulations and experiments. Scalability to a 

larger scale and higher capacity by employing WDM and more transceivers is 

investigated. The comparison in terms of cost expense and power consumption 

with respect to the typical electrically switched DCNs is carried out to validate 

the economic efficiency of ROTOS. Chapter 6 introduces the proposed Optical 

Polling Flow Control technique to mitigate the lack of optical buffer. The 

principle to solve the packet contention with less packet retransmission and 

head-of-line blocking is discussed. The network performance in terms of packet 

loss, server-to-server latency and network throughput is experimentally 

investigated based on the optical switch system and SDN control plane designed 

in Chapter 2 and Chapter 4, respectively. The scalability of the designed 

contention resolution scheme is also numerically evaluated based on the 

experimental results and parameters. The thesis concludes with Chapter 7, 

where the main results are summarized and an outlook on the future work is 

discussed.   



 

Chapter 2 Nanoseconds Optical Switch 

and Control System 

 

 
The electrically switched data center networks (DCNs) have intrinsic bandwidth 

bottleneck, requiring inefficient and power-consuming multi-tier switching 

layers to cope with the rapid growing traffic in data centers (DCs). With the 

benefits of ultra-large bandwidth and high-efficient cost and power 

consumption, switching traffic in the optical domain has been investigated to 

replace the electrical switches inside DCNs. However, the deployment of 

nanoseconds optical switches in DCNs remains a challenge due to the lack of 

corresponding nanoseconds switch control, the lack of optical buffers for packet 

contention, and the requirement of nanoseconds burst-mode clock and data 

recovery (CDR) receivers, as discussed in Section 1.2.4 of Chapter 1. With the 

aim of overcoming these challenges, a nanoseconds optical switching and 

control system has been designed and experimentally demonstrated in this 

Chapter to enable for the first time an optically switched DCN with 

nanoseconds switching capability and with packet contention resolution as well 

as no need of burst-mode CDR receivers 1.  

The Chapter is organized as follows. In Section 2.1 an Ethernet switch as the 

fundamental functional component for the switch and control system is 

designed and implemented by the field-programmable gate array (FPGA). 

Section 2.2 introduces the novel nanoseconds optical switch and control system, 

which consists of the label control mechanism with precise time allocation to 

synchronise the delivered packets, Optical Flow Control technique to solve the 

packet contention, as well as the clock distribution to achieve the fast CDR 

locking. The validations and assessments of the FPGA-implemented Ethernet 

switch and the designed switch and control system are discussed in Section 2.3. 

 

 
1 Parts of this chapter are based on the results published in [116]. 
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2.1 FPGA Implemented Ethernet Switch 

In an optical data center, each rack interconnects multiple computing servers. 

The top of rack (ToR) consists of an Ethernet switch to be placed on every rack 

and all the servers present in the rack to be connected to it. Based on the 

Ethernet Media Access Control (MAC) address, Ethernet frames destined to 

servers in the same rack (intra-rack traffic) are processed in this Ethernet switch 

and directly forwarded to the intra-rack servers. While frames destined to 

servers in different racks (inter-rack traffic) are processed at the switch and 

grouped as the optical data packet in the ToR. The ToR is connected to the 

 
Figure 2.1.  Schematic design of Ethernet switch. White blocks clocked at 

156.25 MHz, green blocks clocked at 250 MHz. 
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optical switches using one/few fibers to deliver the optical data packets. As the 

fundamental component in the developed nanoseconds optical switch and 

control system, the Ethernet switch is implemented by the FPGA in this section. 

A schematic representation of the Ethernet switch is shown in Figure 2.1. 

The lack of multiple write port memories in an FPGA removes a lot of possible 

switch architectures as options. A first in and first out (FIFO) based approach is 

used because it maps well to FPGAs and have the predictable behaviors. One 

feature added to the FIFOs, enabled by the choice for an open-source MAC 

block that uses coded FIFOs instead of intellectual property (IP) cores from 

FPGA vendors, is the ability to drop packets completely from the FIFO by 

resetting the write pointer to the start of the frame if an error is received. The 10 

Gb/s Ethernet interfaces employ a combination of the FPGA’s 10 Gb/s Ethernet 

Transceiver IP core and the 10 Gb/s MAC opensource IP core. The operating 

frequency of the switch is set to 250 MHz and packets from Figure 2.1 flows 

from the bottom to the top. If an error (usually due to the receiver buffer 

overflowed) occurs, the corrupted packet can be dropped at the buffering stage, 

providing that the FIFO's reading port has not reached the start of the frame in 

the FIFO. Otherwise, the packet cannot be completely dropped anymore. An 

error signal will be inserted with the last bytes of the frame, and the remainder 

of the packet will be dropped. 

The forwarding table for the MAC-addresses checking is implemented by D-

flip-flops, instead of a typical RAM module. This allows the lookup hardware 

to compare all stored MAC-addresses with the requested address in one clock 

cycle. Thus, the MAC-address lookup will take a fixed amount of cycles, one 

for the comparison, one for calculating the matching address, and one for to 

retrieve the destination port from the random-access memory (RAM). This 

guarantees the forwarding table achieving 250 million lookups per second, 

which is enough to support 16 10 Gb/s ports in the worst-case scenario of 

minimum size frames (64 bytes). Another critical design decision is the 

mechanism that the selectors and schedulers allocate requests from the packet 

processors. Ideally, they handle requests fairly and prevent starvation of any 

connected ports. To achieve this, the round-robin algorithm is used. This 

algorithm allocates at least a fair portion of available bandwidth to each port, 

preventing starvation to any ports. 

2.2 Fast Optical Switch and Control System 

The proposed nanoseconds optical switching and control system is 

schematically illustrated in Figure 2.2. In the proposed switch control system, N 
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racks are grouped into one cluster and each rack hosts H servers. Each ToR 

consists of one Ethernet switch and two network interface controllers (NICs). 

The ToR1 and switch controller are zoomed to show the detailed functional 

components. The system consists of the FPGA-based ToRs and the fast optical 

switch with corresponding FPGA-based switch controller. Data channels 

carrying the optical packets from ToRs are cross connected by the optical 

switch, and the label channels are used to connect the ToRs to the switch 

controllers. 

2.2.1 Label Control Mechanism 

At each rack, the Ethernet frames generated by the H servers are first processed 

by the FPGA-implemented Ethernet switch as implemented in Section 2.1. 

Based on the Ethernet MAC address, frames destined to servers in the same 

rack (intra-rack traffic) are directly forwarded to the intra-rack servers. While 

frames destined to servers in different racks (inter-rack traffic) are stored in the 

electrical RAM at each NIC. The copies of the stored frames are sent to the data 

packet processor which aggregates the Ethernet frames with the same 

destination to generate an optical data packet. Meanwhile, a corresponding 

 
Figure 2.2.  Nanoseconds optical switching and control system exploiting label control 

mechanism, Optical Flow Control technique and clock distribution mechanism. 
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optical label is generated at the label packet processor based on the ToR look-up 

table to indicate the destination information and forwarding priority of the 

optical data packet. The optical label (label request packet) is delivered to the 

switch controller via the label channel. After a small time-offset, the 

corresponding optical data packet is sent out to the optical switch via the data 

channel. Based on the received label requests, the switch controller resolves the 

packet contention, and then generates the control signals to reconfigure the 

optical switch. Note that the label requests also carry information of the packet 

priority, in case various quality of service should be provided. Benefiting from 

the parallel processing capability of FPGA, the label requests can be processed 

within a few clock cycles (nanoseconds) to implement the fast switching 

control. The optical data packets are then forwarded by the optical switch to the 

ToR destinations. 

2.2.2 Precise Time Allocation 

In the time-slotted optical packet switching network, the slotted optical packets 

generated by the ToRs have to arrive at the optical switches at the same time. 

 
Figure 2.3.  Signals exchanged between switch controller and ToRs. 
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This requires precisely unifying the time for all the ToRs. During the system 

initialization state as shown in Figure 2.3, each ToR sends the timestamp with 

initial time (TL1) to the switch controller via the label channels. The timestamps 

are processed at the controller and sent back to the source ToRs. The 

corresponding ToR records the time (TL2) when the timestamp is received. 

Based on the time offset (Toffset =TL2-TL1), and the processing delay (Tprocessing) 

inside the FPGA-based ToR and switch controller, the physical fiber 

transmission delay (Tfiber) of the label channel can be automatically measured as 

Tfiber=(Toffset-Tprocessing)/2. Thus, the switch controller sends the controller time 

(Tcontroller) to all the connected ToRs. Once the controller time is received at each 

ToR, the ToR time of (TToR) will be updated by compensating the received 

controller time with the measured fiber delay and the FPGA processing time 

(TToR=Tcontroller+Tfiber+Tprocessing/2). This mechanism guarantees all the ToRs with 

identical time reference inherited from the switch controller. Thus, the optical 

labels and optical data packets can be sent out aligned with the timeline, 

guaranteeing the synchronization of the optical labels at the switch controller 

and the data packets at the optical switch. 

2.2.3 Optical Flow Control Technique 

Considering the lack of optical buffer at the optical switches, an Optical Flow 

Control (OFC) technique is developed for resolving the packet contentions 

when multiple optical data packets have the same destination. Once contentions 

occur, the data packets with higher priority will be forwarded to the destination 

ToRs while the conflicted packets with lower priority will be forwarded to the 

ToRs with no destination request. This kind of packet forwarding mechanism 

guarantees the receivers at each ToRs to receive a continuous traffic flow at 

every time slot. The developed OFC technique is deployed on the bidirectional 

label channels between the switch controller and the ToRs. After the contention 

resolution, the switch controller sends back to each ToR an ACK signal 

(indicating packet successfully forwarded by the optical switch) or NACK 

signal (packet forwarded to the un-destined ToRs). Based on the received 

ACK/NACK signal, the ToR label packet processor will release the stored data 

packet from the electrical RAM (ACK signal) or trigger the data packet 

processor to retransmit the optical packet (NACK signal). 

2.2.4 Clock Distribution 

In the novel optical switch and control system, each of the bidirectional label 

channels is a continuous link not only used to send the label requests from ToRs 

to switch controller and the ACK/NACK signals from the switch controller to 
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the ToRs (Figure 2.3), but it is also used for clock distribution from the switch 

controller to the ToRs to  synchronize the system clock frequency. As shown in 

Figure 2.2, the onboard clock source of the switch controller is employed as a 

master clock to be distributed to the ToRs via the bidirectional label channels. 

At each NIC of the ToRs, the clock is recovered from the continuous 

ACK/NACK streaming by a conventional CDR receiver. The recovered clock is 

then employed to drive the transceivers (TRXs) of the optical data channels. In 

this way, the clock with the same frequency is distributed and used in all the 

ToRs not only to transmit the optical packets and the optical labels, but also to 

implement the nanoseconds recovery of the optical data packets. Indeed, once 

all the network ToRs have the clock with the same frequency, the receiver only 

needs to align the clock phase of the incoming data, which can be achieved 

within few tens of bits (few nanoseconds) preventing the need of a time-

consuming clock frequency recovery. It should be noted that the CDR circuits at 

the conventional receivers need to receive continuous data traffic to maintain the 

recovered clock with good quality. To guarantee this, the switch controller, 

which has the full vision of the traffic from the ToRs, exploits the multicast 

capability of the optical switch to forward packets to the un-destined ToRs to 

fill the empty slots.  

2.2.5 Scalability Investigation 

The system shown in Figure 2.2 considers only the single cluster operation. 

Large-scale multi-cluster optical DCNs can also be built based on this proposed 

nanoseconds optical switching and control system as structurally shown in 

Figure 2.4, where inter-cluster optical switch (ES) is employed to connect ToRs 

 
Figure 2.4.  Optical DCN based on the nanoseconds optical switching and control system. 
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locating in different clusters. The total N×N racks divided into N clusters in the 

large-scale optical DCN. The two NICs at each ToR can be divided into two 

categories: NIC of intra cluster (intra-NIC) and NIC of inter cluster (inter-NIC). 

The N N×N intra-cluster optical switches (IS) connecting the intra-NICs in the 

same cluster are dedicated for the intra-cluster traffic communication. The inter-

NIC of the i-th ToR in different cluster are interconnected by the i-th (1≤i≤N) 

inter-cluster optical switch (ES), which are responsible for the forwarding of 

inter-cluster traffic. Ethernet frames destining to servers located in the same 

cluster (intra-cluster) or different cluster (inter-cluster) are aggregated into 

optical data packets at intra-NICs or inter-NICs, respectively. Single-hop direct 

interconnection is provided by the intra-cluster switches (IS) for the intra-

cluster communication. For the inter-cluster communication, the optical data 

packet is first switched by the inter-cluster switch to the destined cluster and 

terminated to the corresponding interconnected ToR. The Ethernet switch of the 

ToR processes the received packet and checks the destination address. If the 

final destination is another ToR in the destined cluster, the packets will be 

forwarded to the intra-NICs and then delivered to the final ToR destination by 

the intra-cluster switch. Thus, at most two-hop is sufficient to forward the inter-

cluster traffic.  

As an instance shown in Figure 2.4, traffic from ToR1 in cluster1 destined to 

ToRM in cluster2 is first forwarded by the inter-cluster switch ES1 to the 

intermediate ToRN+1 in cluster 2. The ToRN+1 Ethernet switch, based on the 

destination address, forwards the data packets to the intra-NIC so that the 

packets are delivered to the ToRM. via the intra-cluster switch IS2. Note that the 

intra-cluster interconnect network (consisting of the intra-NICs and intra-cluster 

switch) and the inter-cluster interconnect network (consisting of the inter-NICs 

and inter-cluster switch) are two independent sub-networks as shown in Figure 

2.4 by the solid and broken links, respectively. Each sub-network has an 

independent optical switching and control system with its own label control 

mechanism, OFC technique and clock frequency distribution. This is important 

as the scalability of the optical switching and control system is per cluster scale 

and not for the whole DCN. This makes the proposed techniques fully 

distributed and scalable even for DCN with a very large number of ToRs.  

2.3 Experimental Evaluation 

2.3.1 Experimental Setup 
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The Ethernet switch has been firstly characterized using the SPIRENT Ethernet 

Test Center with four and eight ports connected as shown in Figure 2.5 (a). The 

SPIRENT emulating 4 or 8 servers generates 10 Gb/s Ethernet frames with 

variable and controllable load. The load is defined as the ratio of average 

occupied bandwidth on Ethernet links divided by the link capacity. Ethernet 

frames are generated between 64 and 1518 bytes with a controllable length 

(random or constant length). Note that the size of the transmitting and receiving 

buffers could be reconfigured by updating various bitfiles of the Ethernet switch.  

The experimental set-up illustrated in Figure 2.5(b) is built to assess and 

validate the performance of the nanoseconds optical switching and control 

system. The experimental switching and control system consist of 4 FPGA-

based (Xilinx XCVU095) ToRs implementing the functions of Ethernet Switch, 

intra-NIC and inter-NIC. The Ethernet interfaces at each ToR interconnect the 

SPIRENT Ethernet Test Center via 10.3125 Gb/s Ethernet links. One SOA-

based 4×4 optical switch with corresponding FPGA-based (Xilinx VC709) 

controller are utilized to interconnect all the ToRs. The data packets are 

delivered via the 10.3125 Gb/s data channels to the optical switch, which in turn 

forwards the packets to the destined ToRs configured by the FPGA switch 

controller. The 10.3125 Gb/s label channels efficiently implement the label 

 
Figure 2.5.  Proof-of-concept experiment for (a) Ethernet switch and (b) optical switch and 

control system. (c) Inset: optical data packets at the switch port and data packet pattern. 
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controlling mechanism, OFC technique and clock frequency distribution. The 

network analyzer (SPIRENT) generates the Ethernet frames with variable and 

controllable traffic load, and the size of Ethernet frames are generated randomly 

between 64 bytes and 1518 bytes with an average size of 792 bytes. The fiber 

length between ToRs and switch nodes are different to validate the 

synchronized slot mechanism and the robustness of the switching system.  

The format of the optical packet with 2600 bytes length is shown as the inset 

in Figure 2.5(c). It consists of a 32 bits preamble (including 8 bits start packet 

delimiter), 32 bits ToR source/destination address, 32 bits Cyclic Redundancy 

Check (CRC) sequence and the rest is the payload (aggregated Ethernet frames). 

The 32 bits ToR source/destination address is embedded for packet 

identification. The Cyclic Redundancy Check (CRC) is a 32-bit checksum 

calculated to provide error detection in the case of packet transmission collisions 

or link errors which could corrupt the data packet. The inter-packet gap (IPG) 

and the idle part of the payload are filled with pulse transition sequence 

(“1010…1010”) to maintain the continuous stream of data, similar as in the 

Ethernet protocol. 

 
Figure 2.6.  Packet loss for various buffer sizes and packet length as a function of traffic load. 
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2.3.2 Ethernet Switch Characterization 

One of the most important characteristics of Ethernet switch is the amount of 

packet loss it incurs. The packet loss of this FPGA-implemented Ethernet switch 

is calculated with the following Equation 2.1. 

 

             PacketsTransmitted Packets Received
PacketLoss

PacketsTransmitted

−
=      (2.1) 

 

The packet loss is measured by sending traffic streams with frames with a 

size of 64, 512, 1024, 1518 bytes at different loads. Packets with a random size 

between 64 and 1518 bytes with an average size of 792 bytes are also used to 

characterize the packet loss. Each measurement is taken over 20 seconds for the 

packets with 64 and 512 bytes, and 30 seconds for the other three packet sizes. 

The packet loss results are shown in Figure 2.6, in which the Figure (a), (b) and 

(c) illustrate the results from the switch with four ports connected and the 

switch shown in Figure (d) has eight ports connected to the SPIRENT. The 

receiving (Rx) buffers have sizes of 512, 4096, and 8192 bytes per FIFO, 

respectively and the transmitting (Tx) buffers have sizes of 8192, 4096, and 

8192 bytes per FIFO, respectively. 

Figure 2.6(a) shows that if the receiving buffer is not sufficient to hold a 

complete packet, the packet loss will be unacceptably high. For this 

configuration, only the packets with a size of 64 bytes show acceptable 

performance. In Figure 2.6 (b), one can see that having larger buffers (receiving 

buffers are increased to 4096 bytes) improves the network performance, but the 

packet loss is still high. A switch with buffer sizes of 8192 bytes shows 

excellent performance for the packet loss. Even at the load of 1.0, the value of 

packet loss is below 1E-4, which can be seen in Figure 2.6(c). An interesting 

result is that the measurement with random packet sizes has the highest packet 

loss. This is due to many small packets waiting for a few large packets and 

subsequently being dropped, increasing the number of lost packets significantly. 

Configuring the switch with eight ports, as shown in Figure 2.6 (d), the packet 

loss increases, especially for high load. This is because more input ports have to 

wait for multiple other ports when transmitting traffic to the same output port.  

The average end-to-end latency across the Ethernet switch has also been 

measured. The SPIRENT traffic analyzer measures the latency by adding a 

timestamp at the start of each packet (frame) and calculating the latency from 

this timestamp when it receives the packet.  The measured latency is shown in 

Figure 2.7 for the same configurations as in Figure 2.6. It is visible that the 

latency drops quickly when the load is below 0.95 for all packet sizes and 
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converges to the minimum 570 ns for loads of below 0.75. This can be 

explained by packets having to wait frequently for other packets at high load. 

While most buffers will be empty at low loads and packets can be processed 

immediately. In configurations with larger buffers, there will be more packets 

stored in the buffers, with lower packet loss as a result. This does, however, 

increase the latency for those packets. Because they will have to wait for the 

previous packets in the fuller buffers. Looking at Figure 2.7(d), one can see that 

the latency for this configuration is lower than the configuration in Figure 

2.7(d). This is due to the fact that more output ports decrease the congestion on 

one of them, making for lower average latency. 

The FPGA implemented Ethernet switch performs well when configures 

larger buffer and traffic load is lower than 0.95. It is not an optimal 

configuration because the FIFO structure forces the packets to wait for 

congested ports and the processor cannot start processing the next packet. This 

 
Figure 2.7.  Average end-to-end latency across Ethernet switch for various buffer sizes 

and packet length as a function of traffic load. 
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can be solved by adding multiple processors per receive port, or in an 

application-specific integrated circuit (ASIC) with multiport memory, where the 

packet processor can continue with looking up the next packet after assigning 

and storing the destination.  

2.3.3 Nanoseconds Switch Reconfiguration 

Based on the setup as illustrated in Figure 2.5(b), the fast label controlling 

mechanism with precise time allocation and the OFC technique of the proposed 

optical switch and control system are validated in this section. At the system 

initialization state, the timestamps used to measure the fiber delay and the 

allocated time used to unify the ToR time are monitored at the switch controller 

as depicted Figure 2.8(a). Once the ToRs have the unified time slot 

synchronization, ToRs transmit the label request signals that indicate the 

 
Figure 2.8.  Monitored timestamps and label signals at the FPGA-based switch controller and 

received optical traces at ToRs. 



36    Experimental Evaluation 

 

destination and forwarding priority of the associated data packets to the switch 

controller at every time slot. In this experimental case, the priority order of data 

packets is set as ‘1>2>3>4’ where packets with order ‘1’ have the highest 

priority. The FPGA-based switch controller resolves the contention according to 

the label requests and then sends the ACK (LabelResponse = LabelRequest) 

and NACK (LabelResponse ≠ LabelRequest) signal to the corresponding ToRs, 

respectively. The monitored traces in Figure 2.8(b) show that the label 

request/response signals and the optical data packets are synchronized at the 

switch controller and optical switch, respectively. This validates the 

implementation of the synchronous slotted mechanism based on the accurate 

time allocation.  

As the instance shown in Figure 2.8(b), in the time slot N, the label requests 

for ToR1 and ToR2 is 3 which indicates that the data packets from ToR1 and 

ToR2 are destined to ToR3. Given the higher priority, ToR1 packet is forwarded 

to the ToR3, while ToR2 packet with lower priority is sent to ToR2 just to 

maintain the continuous stream traffic (at ToR2 the packet will be dropped once 

verified that its destination is ToR3). ToR1 receives an ACK signal (see label 

response in Figure 2.8(b))) to release the stored packet in the electrical buffer, 

while ToR2 receives the NACK signal to trigger the packet retransmission. In 

the next time slot N+1, ToR1 sends out a new label request 2 while ToR2 sends 

again the label request 3 until receiving the ACK signal. The overall switching 

and control system is implemented in 43.4 ns, which consists of 12.4 ns label 

processing time, 3 ns switch driver delay, 6 ns switch rising time, 6 ns switch 

falling time and 16 ns margin time of the switch control signal with respect to 

 
Figure 2.9.  Data recovery time as the function of the inter-

packet gap length for three network cases. 
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the optical packet. The switching rising/falling time and margin time are 

schematically shown in Figure 2.8(c). 

2.3.4 Nanoseconds Clock and Data Recovery 

The ultra-fast clock and data recovery, exploiting the clock distribution and the 

filling empty slot protocol with pulse transitions insertion, is experimentally 

validated in this section. Figure 2.9 shows the data recovery time as function of 

the inter-packet gap (IPG). As a comparison, the data recovery time of the 

system with no distributed clock and no pulse transitions insertion (Case-A) is 

measured as the reference. For this case, around 970 ns are required to recover 

the correct data mostly due to the clock frequency recovery. With the proposed 

clock distribution, as it can be observed from the orange curve (Case-B: with 

distributed clock but without pulse transitions insertion) of Figure 2.9, the data 

can be correctly recovered within 6.206 ns for IPG less than 450 ns. However, 

the CDR circuit will start losing the lock when the IPG with no pulse transitions 

insertion is longer than 500 ns. Employing the novel clock distribution and the 

insertion of pulse transitions to fill empty IPG period (Case-C), the results show 

a constant 3.1 ns data recovery time regardless of the IPG length, and with no 

deployment of the burst-mode CDR receivers.  

2.3.5 Stability Investigation 

The stability assessment of the clock distribution and synchronization of the 

slotted mechanism and the effectiveness of the OFC technique is investigated 

 
Figure 2.10.  7 days packet loss rate measured on the optical link. 
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by monitoring the packet loss on the optical links of the switching network 

shown in Figure 2.10 that operated for several days at traffic load of 0.8. The 

number of sent out data packets to specific ToRs is recorded every day and the 

received packets at each specific ToR are counted as well. E.g., the total number 

of data packets delivered from ToR2, ToR3 and ToR4 to ToR1 is CT, and the 

count of correct packets after CRC checking at the destined ToR1 is CR. Thus, 

the packet loss rate on the optical link to ToR1 is calculated as (CT-CR)/CT. The 

packet loss on the loopback link from ToR1-TX to ToR1-RX without passing the 

optical switch is also measured as the reference. Figure 2.10 validates that the 

packet loss for all the ToRs is less than 3.0E-10 after 10 days running. 

Additionally, the packet loss for all the nodes maintains stable and the 

maximum fluctuation is less than 1.54E-10. The low and stable packet loss 

validates the accurate operations of the nanoseconds switching and control 

system based on the OFC technique, the slotted mechanism and the robustness 

of the clock distribution even when different fiber lengths are deployed between 

ToRs. 

2.4 Summary 

A nanoseconds optical switch and control system for optical DCNs based on the 

novel label control mechanism with precise time allocation, OFC technique, and 

the clock distribution to enable the nanoseconds data recovery is presented and 

experimentally demonstrated. As a fundamental component for the switch and 

control system, the Ethernet switch is also implemented by the FPGA. Optical 

label channels deliver the allocated time, the label signals for the nanoseconds 

packets forwarding, and the OFC signals to resolve the packet contention. 

Experimental results confirmed an overall 43.4 ns optical switching and control 

system operation, 3.1 ns data recovery time without deploying burst-mode CDR 

receivers, and a packet loss rate less than 3.0E-10 after 10 days of continuous 

and stable network operation. Those results pave the way to the practical 

deployment of high capacity and low latency optical DCN architectures based 

on distributed nanoseconds optical switches with the novel nanoseconds control 

system.



 

Chapter 3 A Prototype of Optical Data 

Center Network 

 

 
In this Chapter, the prototype of a nanoseconds optical data center network 

(DCN) with the capability to run practical DC applications is demonstrated and 

the network performance of this prototype is also experimentally investigated. 

Combining with the field programming gate array (FPGA) implemented top of 

rack (ToR) and switch controller, the network prototype including all the 

functionalities of a 4×4 semiconductor optical amplifier (SOA) based optical 

switch is demonstrated with the capability of deploying practical applications. 

By integrating the fast label control mechanism with precise time allocation, 

Optical Flow Control technique and clock distribution technique detailed in 

Chapter 2, network statistic study on the packet loss, latency and Transmission 

Control Protocol (TCP) throughput are also carried out to evaluate the 

capability of deploying practical applications. 

In the following, Section 3.1 introduces the SOA-based optical switch and 

networking principle used to build the network prototype. The detailed 

demonstration of the optical DCN prototype with deployment of practical DC 

applications is presented in Section 3.2. Section 3.3 provides the experimental 

assessments of this prototype to evaluate the network performance. 

3.1 Prototype Implementation 

The flow-controlled and clock-distributed optical switch system detailed in 

Chapter 2 is developed and verified at cluster scale.  In Chapter 2 we have 

already discussed that the proposed system architecture is fully distributed and 

scalable even for DCNs comprising a very large number of racks and servers, 

being independent of the network scale. Thus, the optical switch system can be 

applied to various optical switching DCNs architectures organized in parallel 

and independent clusters granularity. With the proposed fast switch control, 

packet contention and fast CDR locking, the flow-controlled and clock-
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distributed optical switch system designed in Chapter 2 enables the running of 

the practical DC services and applications. Thus, without loss of generality, a 

network cluster deploying the flow-controlled and clock-distributed optical 

switch system as schematically illustrated in Figure 3.1 has been used to detail 

the principle of the optical DCN prototype. The cluster groups N racks and each 

rack consists of H servers interconnected via the ToR. An SOA based optical 

switch and the corresponding controller are used to interconnect all the racks 

via the data channels and label channels, respectively.   

3.1.1 SOA Based Optical Switch 

Although semiconductor optical amplifier (SOA) shows less ideal transmission 

properties compared with the fiber amplifiers in terms of noise figure, lower 

saturation output power, and pattern dependence due to the short time constant 

[134], the SOA has advantages of low cost, small size, and high potential for 

photonic integration. Moreover, the coverage of low-loss transmission bands 

allows for the operation at 1300 nm, which is dispersion-free in standard single 

mode fiber. Therefore, in this networking prototype, the SOA has been used as 

the selecting gate element in the fast optical switches, to provide the fast (< 1 

ns) switching on/off operation and compensation to the broadcasting loss, as 

discussed in Section 1.2.2 of Chapter 1.  

 
Figure 3.1.  Network cluster deploying flow-controlled 

and clock-distributed optical switch system. 
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The schematic of the SOA-based N×N switch node with a modular structure 

is shown in Figure 3.2(a). The optical switch node interconnects N ToRs, and 

the traffic from each ToR is handled by one of the N independent modules. The 

data packets generated at the edge nodes are carried by M WDM channels, with 

wavelength centered at λ1, λ2, ..., λM, respectively. At the optical switch node, 

the packets are is fed into the 1×N optical switch. According to the destination 

information indicated by the label and the stored look-up table, the switch 

controller controls the 1×N optical switch to forward the packets to the right 

output port. Arrayed waveguide grating (AWG) are used at the switch output to 

group the traffic coming from the same edge node. Following this broadcast-

and-select structure, a simplified 4×4 SOA optical switch is fabricated, as 

shown in Figure 3.2(b), to build the network prototype. A 1×4 splitter first 

broadcasts the input signal to 4 paths, and the SOA gate (controlled by the 

control module) on each path selects the data packet appropriately by letting it 

through or blocking it. Multicast to all these 4 outputs is supported by this 

structure. Note that the parallel and independent operation of the module make 

the control complexity and the switching time (delay) of the entire switch 

independent of the port-count and equal to the switching time of a single 

module.  

3.1.2 Networking Principle 

The ToRs and switch controller in the built prototype are implemented by the 

FPGA. The functional blocks of the FPGA-based ToRs and switch controller 

 
Figure 3.2.  (a) Schematic of the N×N SOA based optical switch; (b) 4×4 

SOA optical switch prototype. 
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are illustrated in Figure 3.3, where the networking principle of the prototype is 

schematically detailed. At each rack, the grouped H servers are connected to the 

ToR by the server interfaces, and the Ethernet frames generated by the servers 

is first processed at the Ethernet switch. Based on the Ethernet MAC address, 

frames destined to servers in the same rack (intra-rack traffic) are directly 

forwarded to the intra-rack servers. While frames destined to servers in different 

racks (inter-rack traffic) are stored at the electrical random-access memory 

(RAM). The RAM is divided into various buffer blocks. The inter-rack traffics 

with the same rack destination are stored in the same buffer block. At each time 

slot, only one buffer block can be selected and the copy of the its stored traffics 

(Ethernet frames) will be grouped at the Data Packet Aggregator to generate an 

optical data packet. As shown in Figure 3.3, the aggregated optical data packet 

is delivered to the optical switch via the data channel. Meanwhile, the serial 

number of the selected buffer block is processed as the label request packet at 

the Label Processor, indicating the destination and forwarding priority of the 

aggregated data packet. Via the label channel, the label request packet 

associated with the data packet is sent to the switch controller. Given a demand 

label matrix, the switch controller checks the packet contention at the Central 

Controller and computes the optical-switch configuration at the Gate Manager. 

The calculated control signals configure the SOA-based switch and then 

forwards the data packets. Note that the label matrix can be processed within 

nanoseconds, being independent of the number of the label signals, benefiting 

from the parallel processing capability of FPGA-based switch controller. 

The network prototype works in a time-slotted mechanism to arrange the 

delivery of the data packets, decreasing the packet contentions. To align the 

data packets and the corresponding label requests, the time of ToRs is 

accurately synchronized from the switch controller in the prototype. The Time 

and Latency Management Center (Figure 3.3) in each ToR sends the timestamp 

carrying the initial ToR time (Ttx) to the switch controller via label channels. 

Processed at the Central Controller, the timestamps are sent back to the source 

ToRs, where the time (Trx) of receiving the timestamp is recorded. Based on the 

known signal processing delay at the FPGA-based ToR and controller, and the 

time offset (Trx-Ttx), the transmission delay on the label channels can be 

automatically calculated, even the length of the label channel fiber is various. 

Afterward, the switch controller allocates its time to all the connected ToRs via 

the label channels. Compensated with the measured fiber delay and the FPGA 

processing delay, the time of all the ToRs is synchronized and coherent from 

the controller. The synchronized time is then used to align the transmission of 

the data packets and label request packets at each time slot. 
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Packet contention occurs at the switch fabric whenever two or more packets 

from different source ToRs have the same output destination port at the same 

time slot. To prevent the packet contention caused packet loss at the switch 

node, the Optical Flow Control (OFC) protocol developed in Chapter 2 is 

implemented between the ToR nodes and switch nodes. Based on the received 

label matrix, the Central Controller checks the contention, where the data 

packets with higher priority will be forwarded to the destination racks while the 

contented packets with lower priority will be forwarded to the racks with no 

destination requesting. This packet forwarding mechanism guarantees the 

receivers of data channels continuously active, receiving the nonstop traffic 

 
Figure 3.3.  Networking principle of the network prototype. 
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flow at every time slot. After the label processing, the flow control 

(ACK/NACK) signals are generated at the Central Controller and sent back to 

the corresponding ToRs on the bidirectional label channels, as shown in Figure 

3.3. For the ToR receiving the ACK signal, which indicates the successful 

packet forwarding, the Label Processor will inform the Buffer Manager to 

release the corresponding stored Ethernet frames.  Instead, if the ToR receives a 

NACK signal, which indicates the packet is forwarded to the un-destined ToRs, 

the stored frames will be retransmitted under the control of Buffer Manager and 

Label Processor in the following time slot until receiving an ACK signal. 

Most time expensing at the clock and data recovery (CDR) is the adjusting 

of variation in clock-frequency to sample the incoming data. Thus, even if the 

optical switch system takes nanoseconds reconfiguration time (including both 

hardware switching time and control overhead), the network throughput will 

still be very low due to CDR locking time. To shorten the CDR time, the clock 

frequency distribution technique developed in Chapter 2 are implemented in 

this prototype. As shown in the FPGA-based switch controller of Figure 3.3, an 

onboard Clock Source is employed as a master clock to be distributed to the 

connected ToRs by the ACK/NACK signals. At each ToRs, the clock can be 

recovered from the continuous ACK/NACK streaming by a conventional CDR 

receiver. The recovered clock (Rx-CLK) is then employed to drive the 

transceivers (TRXs) of the data channels. In this way, the clock with the same 

frequency is distributed and used in all the ToRs not only to transmit the data 

packets and the label signals, but also to implement the nanoseconds recovery 

of the data packets. Indeed, once all the network ToRs have the clock with the 

same frequency, the receiver only needs to align the clock phase of the 

incoming data, which can be achieved within few tens of bits (few 

nanoseconds), without the time-consuming clock frequency recovery.  

 
Figure 3.4.  Data packet pattern in the demonstrated network prototype. 
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As discussed in Chapter 2, the CDR circuits at the conventional receivers 

need to receive continuous data traffic to maintain the recovered clock with 

good quality. To guarantee this, the switch controller in this prototype, which 

has the full vision of the traffic from the ToRs, exploits the multicast capability 

of the SOA based optical switch to forward contended packets to the un-

destined ToRs to fill the empty slots. Additionally, the inter-packet gap (IPG) 

and idle parts of the packets due to the lower traffic load are inserted with pulse 

transitions (“1010…1010”), as shown in Figure 3.4, to maintain the continuous 

stream of data, similar as in the Ethernet protocol. The generated Ethernet 

frames with the same destination are stored in the same buffer block at each 

FPGA-based ToR and are aggregated to form the data packet with a length of 

2600 bytes. Except for the payload (Ethernet frames), the data packet consists 

of various functional parts. First, the 3 bytes preamble consists of a sequence 

pattern of alternating 1 and 0 bits, allowing receivers on the data channel to 

easily synchronize their receiver clocks, providing bit-level synchronization. 

The start packet delimiter is the eight-bit value that marks the end of the 

preamble, which is the first field of a data packet, and indicates the beginning of 

the packet. The address of source/destination rack is embedded for packet 

identification. The Cyclic Redundancy Check (CRC) is a 32-bit checksum 

calculated to provide error detection in the case of packet transmission 

collisions or link errors which could corrupt the data packet. 

3.2 Prototype Demonstration 

Based on the aforementioned optical switch and networking principle, a 

prototype illustrated in Figure 3.5 is built to experimentally demonstrate and 

assess the optically switched network deploying the label control mechanism 

with time allocation, OFC technique and clock distribution. The prototype 

consists of 4 FPGA-based (Xilinx XCVU095) ToRs and each one equips with a 

10.3125 Gb/s data channel to deliver the data packets. One SOA-based 4×4 

optical switch with corresponding FPGA-based (Xilinx VC709) controller are 

utilized to interconnect all the ToRs. Three buffer blocks, where the buffer size 

is controllable and variable due to the reprogramming capability of FPGA, are 

deployed inside each ToR.  The FPGA-based ToR can monitor the occupation 

ratio (occupied bytes/overall buffer size) of each buffer block in real-time. At 

each time slot, the traffic stored in the most-occupied block will be selected to 

send out and the corresponding label request packet is also delivered to the 

switch controller via the label channel. The 10.3125 Gb/s label channels 

efficiently implement the label controlling mechanism with time allocation, 
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OFC technique and clock distribution technique. The label signals and flow 

control signals (ACK/NACK) are transmitted between the FPGA-based ToRs 

and the FPGA-based switch controller. The fiber length between ToRs and 

switch nodes are different to validate the synchronized slot mechanism and the 

robustness of the switching prototype. 

Transmission Control Protocol (TCP) is designed to ensure delivery of all 

packets and minimize packet loss. It is a connection-oriented protocol which 

ensures the quality of service by re-transmitting packets until all packets are 

received correctly. TCP throughput is extremely sensitive to packet loss and 

related with the round-trip time in the optical switching network. Since the TCP 

protocol is widely used to DCN applications, such as video streaming services 

and mission critical applications, the TCP throughput that dictates the network 

performance is an ideal parameter to evaluate the capability of running practical 

applications in the built optical switch network. 

Four servers (DELL R650) installing the Netdata as the network 

performance monitor and iPerf as the TCP traffic generator are employed in this 

setup to investigate the capability of running practical DCN applications 

(through TCP throughput monitoring). iPerf is a tool for creating TCP streams 

of specified bandwidth to various destinations in this setup. Netdata is 

 
Figure 3.5.  Prototype demonstration. 



A Prototype of Optical Data Center Network 47 

 

distributed, real-time, TCP performance monitoring tool for systems and 

applications. Netdata has a highly efficient database storing long-term traffic-

metrics for days, weeks, or months, all at 1-second granularity. Moreover, 

Netdata works in a master-slave mode, which helps the telemetry function 

implementation with distributed multiple servers. In this prototype, Netdata is 

installed on each server to monitor the real-time TCP bandwidth at both source 

servers and destination servers.  

The four servers are connected to four ToRs, as shown in Figure 3.5, and the 

server-generated TCP traffics are aggregated as the optical data packets at each 

ToR. The flow-controlled and clock-distributed optical switch system is 

deployed between the FPGA-based ToRs and optical switch node. Server_1, 

Server_2 and Server_3 work as the traffic source in this prototype, delivering 

the TCP traffic to the destination Server_4 on the common 10.3125Gb/s data 

channel. iPerf deployed in the source servers generates as much TCP traffic as 

possible to reach the maximum TCP throughput. Because the traffics from these 

3 servers share the 10.3125Gb/s data channel, only the traffics with the highest 

priority can reach the full (maximum) throughput of 3.25 Gb/s based on the 

theoretical calculating. The priority order of TCP packets in this setup is set as 

‘Server_1> Server_2> Server_3’, where packets from Server_1 have the highest 

priority. The distributed Netdata is used to monitor the real-time traffic trace of 

both the source servers (Server_1, Server_2 and Server_3) and the destination 

server (Server_4), respectively. The monitored traffic throughput in 120 

seconds is illustrated in Figure 3.6. Server_1 has a stable and full throughput of 

 
Figure 3.6.  Real-time TCP traffic monitored at servers for 120 seconds. 
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3.25 Gb/s, in line with the theoretical value. Due to the packet contention, the 

throughput of Server_2 and Server_3 is not stable, but the average throughput is 

still high than 2.5 Gb/s for Server_3 with the lowest traffic priority. The 

throughput of the Server_4 is the throughput sum of the three source servers, 

with no packet lost across the optically switched system. These results prove the 

built optical switching prototype can run the practical applications with a high 

quality of service (full throughput and zero packet loss). 

3.3 Experimental Evaluation 

To evaluate the network performance in terms of server-to-server latency and 

packet loss of the built prototype, the SPIRENT Ethernet Test Center emulating 

8 servers (2 servers per rack) as shown in Figure 3.7 is connected in this 

network, generating 10 Gb/s Ethernet frames with variable and controllable 

load. The load is defined as the ratio of average occupied bandwidth on 

Ethernet links divided by the link capacity. Ethernet frames are generated 

between 64 and 1518 bytes with a controllable length (random or constant 

length). Note that the SPIRENT Ethernet Test Center can flexibly configure the 

traffic ratio of intra-rack and inter-rack by customizing the destination MAC 

address of generated frames.   

 
Figure 3.7.  Experimental set-up for the network performance evaluation. 
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3.3.1 Bandwidth Utilization 

Benefitting from the deployment of label controlling mechanism with time 

allocation and the OFC technique. The label request signals and the optical data 

packets can be precisely synchronized at the switch controller and optical 

switch, respectively. This guarantees the stable implementation of the 

synchronous slotted mechanism. The overall switch and control time is 43.4 ns 

as measured in Chapter 2, which allows a short (43.4 ns) inter-packet gap (IPG), 

significantly improving the bandwidth utilization of data channel. To further 

improve the utilization, the CDR needs to be completed as fast as possible. With 

this aim, the built prototype distributes the clock from switch controller to all 

the connected ToRs, and the empty slot is inserted with pulse transitions. Thus, 

the data can be correctly recovered in 3.1 ns, as it can be observed from the 

receiver data of RX_Data in Figure 3.8. The receiver extracts the preamble (3 

bytes) and start packet delimiter (1 byte) within 1 clock cycle (3.1 ns). For this 

case (point a in Figure 3.8), the bandwidth utilization of data channel is 97.7%, 

where the data packet length is 2017 ns (2600 bytes), and the CDR time and the 

IPG is 3.1 ns and 43.4 ns, respectively. The CDR time of the system with no 

clock distribution is also measured as the reference. In contrast, around 906 ns 

are required to recover the correct data, mostly due to the time-consuming clock 

frequency adaption. Even with the short (43.4 ns) IPG, the bandwidth utilization 

is 51.7% (point b in Figure 3.8), wasting half of the available bandwidth. 

 
Figure 3.8.  Bandwidth utilization against inter-packet gap and 

CDR locking time. SPD: start packet delimiter. 
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3.3.2 Size Variation of Ethernet Frames 

With the implementation of label control mechanism with time allocation, 

Optical Flow Control technique and clock distribution, the network 

performance in terms of packet loss and server-to-server latency of the network 

prototype are also experimentally assessed under the various Ethernet frame 

size. The length (constant or random) of Ethernet frames can be customized at 

the SPIRENT Ethernet Testing Center. The random frames are generated 

between 64 bytes and 1518 bytes with an average size of 792 bytes. The size of 

each buffer block is 8192 bytes and size of aggregated data packet is 2600 bytes 

(2017 ns). The traffic ratio of intra-rack and inter-rack is set as 50%:50% to 

have an oversubscription of 1:1 at each ToR, where the SPIRENT emulates 2 

servers with 20 Gb/s down (Ethernet) link and the 10 Gb/s up (optical) link. The 

loss of packets has two reasons: buffer overflow at ToR and packet contention 

at the optical switch node.  

Figure 3.9(a) illustrates the packet loss performance as a function of the 

traffic load. The number (CTX) of sent out data packets to specific racks is 

recorded at each ToR and the received packets at the specific ToRs are counted 

(CRX) as well. Thus, the packet loss rate on the optical link can be calculated as 

(CTX - CRX)/ CTX. Figure 3.9(a) shows that the packet loss on the optical 

networks is less than 3.0E-10 at the high load. When the load is less than 0.6, 

there is no packet lost on the optical links. The negligible packet loss validates 

the accurate operations of the OFC technique which prevents the contention 

caused packet loss. The overall packet loss, consisting both the buffer overflow 

at the ToR and the packet contention on the optical network, are measured by 

the SPIRENT. As we can see from Figure 3.9(a), the frame of 512 bytes has the 

highest overall packet loss. This is due to relatively more frames of small size 

 
Figure 3.9.  (a) Packet loss ratio and (b) server-to-server latency for different Ethernet frame size. 
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are stuck by the head of line frame, subsequently being dropped once the buffer 

is overflowed. The system with high traffic load is more susceptible to lose the 

packet because a higher chance of burst traffics are generated to a buffer block 

in a certain time, causing the buffer overflowed. 

The average server-to-server latency across the switch network has been also 

measured. First it is important to know the fixed data processing delay across 

the SPIRENT and FPGA-based ToR. This is summarized in Table 3.1. The 

label processing delay at the FPGA-based ToR and switch controller is also 

illustrated in Table 3.2. These values are measured using the traffic analyzer 

and the intermediate steps with a logic analyzer inside the FPGA. The 

SPIRENT measures the latency by adding a timestamp at the start of each 

Ethernet frame and calculating the latency based on this timestamp when it 

receives the frame. The measured latency is shown in Figure 3.9(b) for the 

various size of Ethernet frames. It is visible that the latency drops quickly when 

the load is below 0.7 for all frame sizes. This can be explained by the time that 

the frames have to wait due to the head of line frames at the high load, while the 

buffers will be mostly empty at the low load and frames can be processed 

TABLE 3.1 DATA PROCESSING DELAY AT SPIRENT AND FPGA-BASED TOR 

PROCESSING BLOCKS DELAY (NANOSECONDS) 

SPIRENT (TX+RX) 120 

10G PCS/PMA (IP from Xilinx Ultrascale 

XCVU095) 

 

                                  TX path 79 

                                  RX path 88 

10G MAC (TX + RX) 228 

Ethernet Switch (TX to RX) 36 

Frame Buffering and Aggregating (Min/Max) 116/2348 

Data Packet Generating 152 

10G GTH (IP from Xilinx Ultrascale XCVU095)  

                                      TX path 79.2 

                                      RX path 87.8 

Data Packet Receiving 56 

Frame Buffering and Disaggregating (Min/Max) 56/2288 

Ethernet Switch (RX to TX) 36 

Fiber Transmission Delay (64 meters) 320 

TOTAL (MIN/MAX) 1454/5310 

    Optical packet duration: 2017 ns; Tx buffer block size: 8192 bytes; 

     Rx buffer block size: 4096 bytes; Ethernet frame size: 1518 bytes. 
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immediately. There are more packets conflicted at the switch node when the 

traffic load is high, which introduces extra packet retransmission delay required 

by the OFC technique, increasing the server-to-server latency. This is also the 

reason for Ethernet frames of 512 bytes suffering the highest transmission 

latency because more frames need to be retransmitted with respect to the big 

size frames, once the contention happens. 

3.3.3 Buffer Dimensioning 

The electrical buffer dedicated for the transmitter stores the Ethernet frames in 

case of retransmission. When the buffer is full, the newly arrived frames will be 

discarded. The buffer size is one of the most critical hardware dimensions as 

larger buffer can reduce the packet loss but at the expense of higher latency at 

higher load. Thus, the performances of the prototype of optical switching 

network as a function of the buffer size is investigated. The various size of 

buffer blocks (2048 bytes, 4096 bytes, 8192 bytes and 16384 bytes) are 

deployed in the FPGA-based ToR. To close to the real DCN operating 

environment, the Ethernet frames with random length (between 64 bytes and 

1518 bytes with an average size of 792 bytes) are generated and the traffic ratio 

of intra-rack and inter-rack is set as 50%:50%. As clearly shown in Figure 

3.10(a)(b), setting a larger buffer size improves the packet loss performance but 

at the expense of slightly larger latency. For load higher than 0.8, the packet 

TABLE 3.2 LABEL PROCESSING DELAY AT FPGA-BASED TOR AND SWITCH CONTROLLER 

PROCESSING BLOCKS DELAY (NANOSECONDS) 

Label Packet Generating (ToR) 25.6 

10G GTH (IP from Xilinx Ultrascale XCVU095) 

(ToR) 

 

                                            TX path 79.2 

                                            RX path 87.8  

10G GTH (IP from Xilinx Virtex VC709) 

(Switch Controller) 

 

                                                  TX path 145.6 

                                                  RX path 207.8 

Label Packet Receiving (Switch Controller) 25.6 

Contention Resolution and SOA Controlling 12.8 

Label Packet Generating (Switch Controller) 19.2 

Label Packet Receiving and Processing (ToR) 73.5 

TOTAL 677.1 
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loss is unavoidable and a larger buffer size does not help to significantly 

improve the performance. This is due to the heavy contentions and full buffer 

occupation caused by retransmissions. The latency performance becomes worse 

because the large buffer leads to longer waiting time in the queue and the packet 

retransmission causes the extra transmission delay. 

3.3.4 Traffic Distribution 

The system performances under different intra-/inter-rack traffic ratios are also 

analysed for the built optical switching network. The destination of the 

generated frames can be flexibly configured in the SPIRENT to set the various 

traffic ratio. Four traffic cases have been studied: A) 50% intra-rack traffic and 

50% inter-rack traffic (case-A); B) 65% intra-rack traffic and 35% inter-rack 

traffic (case-B). C) 85% intra-rack traffic and 15% inter-rack traffic (case-C); 

D) 100% intra-rack traffic and 0% inter-rack traffic (case-D). For the other 

hardware parameters, the buffer of 8192 bytes for each block is deployed in the 

FPGA-based ToR and the Ethernet frames with random length are generated in 

the SPIRENT.  

Figure 3.11(a)(b) shows the results of the packet loss and server end-to-end 

latency as a function of the load. As expected, the packet loss and latency 

performance degrade when the load increases due to the contention and high 

occupancy of the buffer. The increased ratio of inter-rack traffic could also 

deteriorate the system performance because of the data packet contention that 

causes retransmission and higher buffer occupation ratio. It can be seen that 

these four different intra-/inter-cluster traffic ratios give flat latency 

performances when the load is lower than 0.7. Zero packet loss and lower than 

3 µs server end-to-end latency are achieved for case-C (85% intra-rack traffic 

and 15% inter-rack traffic) with a load of 0.5. The latency is mainly contributed 

 
Figure 3.10.  (a) Packet loss ratio and (b) server-to-server latency for different buffer size. 
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by the processing and buffering time at the ToR, propagation delay and the 

retransmissions for the blocked data packet. Note that the traffics in data centers 

do not exceed 30% of the maximum network capacity for most of the time [135, 

136], the built optically switched prototype deploying the flow-controlled and 

clock-distributed switch system can effectively handle the traffic, featuring the 

fast switch control and data recovery capability. The performance can be further 

improved by employing multiple receivers and bundles of parallel fibers on the 

data channels in which case more packets can be forwarded and received at the 

same time [132]. 

3.4 Summary 

An optical DCN prototype based on the nanoseconds optical switch and control 

system designed in Chapter 2 and the fast SOA optical switch is built and 

experimentally investigated, where label control mechanism with accurate time 

allocation, OFC technique, and the clock distribution are implemented to 

guarantee the running of practical DC applications. Real servers, running the 

TCP traffic generating and monitoring tools, are connected in this network 

prototype, demonstrating for the first time the capability of running the practical 

DC applications with full TCP bandwidth. Experimental results confirm an 

overall 43.4 ns optical switch and control time, 3.1 ns data recovery, which 

implements the high bandwidth utilization of 97.7%. Less than 3.0E-10 packet 

contention caused packet loss and zero buffer overflow caused packet loss, as 

well as 3 µs server end-to-end latency, are achieved at the traffic load of 0.5. 

 
Figure 3.11.  (a) Packet loss ratio and (b) server-to-server latency for different intra/inter-cluster 

traffic ratios. 
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Those results validate the practical deployments of DC applications using the 

proposed prototype with high quality of service provisioning. 





 

Chapter 4 SDN Enabled Virtual 

Network Slicing for Optical DCNs  

 

 
As discussed in Chapter 1, various applications and services managed by 

multiple tenants have to co-exist over the same network infrastructure in optical 

data center networks (DCNs). The multi-tenant applications with various traffic 

flows impose their own set of heterogeneous requirements, particularly for 

packet loss and latency, to the network infrastructure, which requires dynamic 

quality of services (QoS) provisioning for each tenant. This calls out for 

developing the optical DCNs from the perspective of dynamic QoS supply. One 

promising strategy is to flexibly slice the infrastructures in a fully virtual way to 

map the various QoS requirements for different tenants.  

In this Chapter, a software-defined networking (SDN) control and 

orchestration plane is designed to manage the flexible slicing of the OPSquare 

DCN 2. OPSquare is a typical optical DCN architecture, based on moderate-

radix and buffer-less fast optical switches, where the parallel intra/inter-cluster 

switching networks feature with high capacity and low latency capabilities 

[110]. Based on the extended Open Flow (OF) protocol and Agents, and the 

OpenDayLight/OpenStack platforms with developed application engines, the 

flexible and automatic network slicing (NS) of OPSquare in support of 

application-to-application connectivity with appropriate QoS provisioning are 

implemented and experimentally investigated. Meanwhile, the forwarding 

priority can be assigned to the traffic flows associated with each NS, according 

to applications’ latency requirements. Moreover, statistics of data plane (e.g. 

counts of retransmitted and lost packets) are continuously monitored and 

reported to the SDN control plane to trigger, if necessary, the proper NS 

reconfigurations. Load balancing along with the NS reconfiguration is 

implemented to reduce packet loss, thus further enhance the required QoS 

supports. 

 
2 Parts of this chapter are based on the results published in [115, 129]. 
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The Chapter is organized as follows. Section 4.1 describes the OPSquare 

architecture and the implementation of this infrastructure data plane. The 

specific OpenDayLight/OpenStack control/orchestration plane and the OF 

extensions implemented to enable the communications between the SDN 

controller and the underlying OF Agents are presented in Section 4.2. The 

validations and assessments of the NSs provisioning and reconfiguration, 

differentiated QoS support via dynamic priority assignment, and automatic load 

balancing triggered by the statistics collection are discussed in Section 4.3. 

4.1 Fast Optical Switch Based Data Plane  

4.1.1 OPSquare DCN Architecture  

The OPSquare network comprising the distributed optical switches and the 

grouped clusters is shown in the data plane of Figure 4.1. The data plane 

consists of N clusters and each of them groups N racks.  K servers in each rack 

are interconnected via the FPGA-based top of rack (ToR). Two bi-directional 

optical links are deployed at each ToR to access the parallel inter- and intra-

cluster switching networks. The N N×N inter-cluster optical switches (ESs) and 

N N×N intra-cluster optical switches (ISs) are dedicated for the traffic 

forwarding of inter- and intra-cluster, respectively. The i-th ToR of each cluster 

is interconnected by the i-th ES, where i = 1, …, N. It is worth to notice that 

direct single-hop interconnection is supplied for ToRs located in the same 

cluster, while at most two-hop interconnections are sufficient to link ToRs 

residing in different clusters. This way, the multiple path connections among 

racks in the OPSquare architecture enable the implementation of load balancing 

techniques to enhance the required QoS (lower packet losses) as well as 

increase the network fault tolerance.  

 
Figure 4.1.  OPSquare DCN architecture built based on fast optical switches. 
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4.1.2 Implementation of OPSquare Network  

The physical implementation of OPSquare network is schematically illustrated 

in Figure 4.2. The server-generated Ethernet frames are processed at the 

Ethernet switch and grouped to generate the optical data packets. The label 

signals indicating the destination ports of the associate optical data packets are 

generated at the label network interface control (label_NIC). The label channels 

connecting with the label_NIC are deployed to forward the label signals 

between the FPGA-based switch controller and ToRs. Based on the forwarding 

lookup tables (LUTs) stored in the controller and the received label signals, the 

switch controller generates the enable signals of the switch gates to forward the 

optical data packets to the proper destinations. Packet contentions, i.e., optical 

packets from different ToRs destining to the same port of the optical switch, can 

happen due to the statistical multiplexing. To solve this, fast Optical Flow 

Control (OFC) protocol between ToRs and switch controllers is implemented 

on the label channels to prevent the contention caused packet loss as described 

in Chapter 2. The data packets are stored in the electrical buffer at ToRs waiting 

for the flow control signals (ACK/NACK) coming from the switch controller 

nodes. The packets assigned with higher priority are directly forwarded by the 

switches while the packets with lower priority will be retransmitted in case of 

 
Figure 4.2.  Detailed interconnections of OPSquare DCN. SBI: southbound interface; NIC: 

network interface control; PCIE: Peripheral Component Interconnect Express. 
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contentions. The ACK/NACK signals generated by the switch controllers are 

sent back to the ToRs for releasing the packets or requesting packet 

retransmission.  

To synchronise the data packets and label packets arriving at optical 

switches/controllers at the same time, identical time is necessary for all the 

ToRs to arrange the delivery of these packets. In the proposed OPSquare 

network, the time of the switch controller at each cluster is distributed on the 

label channels to all the connected ToRs to unify the network time (the details 

can be found in the Chapter 2). Moreover, the fiber propagation delay of each 

label channel can be automatically measured to compensate for the distributed 

time. Benefitting from these, the packets can be synchronised with less than 6 

ns jitter. With the modular feature of the OPSquare architecture, the network 

time distribution can be divided into cluster scale. At each cluster, the controller 

time is accurately distributed to all the ToRs on the independent label channels 

in a parallel way.  Hence, the number of ToRs at each cluster does not 

deteriorate the performance of time distribution mechanism. The 6 ns packets 

arriving jitter can be compensated by the interpacket gap. With all these packets 

synchronised, label controlling mechanism and OFC technique can work 

accurately to forward the data packets to the correct destined ToRs. 

The OpenDaylight (ODL) and OpenStack platforms are deployed as the base 

SDN controller and orchestrator, connecting the data plane by means of 

integrated Open Flow (OF) Agents implementing an extended OF protocol. 

Apart from the forwarding control of optical packets, the FPGA-based switch 

controllers report the counts of NACK signals indicating packet retransmissions 

to the SDN controller which, in turn, forwards them to the orchestrator for the 

full automation of network slicing (NS) deployment, featuring with dynamic 

flow priority assignment and automatic load balancing to decrease the 

transmission latency and packet loss.  

4.2 SDN-enabled Control and Orchestration Plane 

4.2.1 Extended Open Flow Protocol  

The OF Agents deployed on top of FPGA-based ToRs and switch controllers 

are mediation entities between the control plane and data plane. Cooperating 

with OF protocol, these Agents enable the communications between the 

southbound interface (SBI) of ODL controller and the Peripheral Component 

Interconnect Express (PCIE) interfaces of data plane as shown in Figure 4.2, 

whereby bridging monitor/report and configuration mechanisms at both sides.  



SDN Enabled Virtual Network Slicing for Optical DCNs 61 

 

In particular, the Agents translate the OF commands generated from the ODL 

controller into a set of FPGA implemented actions through the proprietary 

interfaces and vice versa. Therefore, the resource topology and traffic statistics 

of underlying data plane can be monitored and reported to the control plane, 

while on the other hand, based on this monitored information, the control plane 

is able to automatically configure the network interconnections by dynamically 

updating the forwarding LUTs. 

The OF protocol deployed between the data and the control planes is 

leveraged to carry abstract monitoring information and network configuration 

commands. OF allows migrating the network control function out of the data 

plane devices to the control plane, since it enables the manipulation of the 

forwarding LUTs of such network devices. To this end, a group of dedicated 

attributes and messages are defined by the OF protocol to implement the 

separation of control and forwarding. Based on the OF FeatureReq–FeatureRep 

command pair, the resource topologies of data plane (i.e. number of switch 

ports, switching technology, etc.) are collected by the control plane. Moreover, 

the ODL controller requests and collects the statistics of data plane via the OF 

command pair of StatsReq–StatsRep. The OF FlowMod commands conveying 

the operations (i.e. Flow creation, Flow modification or Flow deletion, etc) and 

flow characteristics (i.e. wavelength, load, etc.) are utilized to configure the 

connected hardware device and then the whole infrastructure. However, the 

present OF command specifications is customized for the electrical switches 

based DCNs, so modifications and extensions are required to enable the OF 

commands in the proposed optical OPSquare DCN. In the proposed work, 

ofb_capability attribute indicating the OPSquare optical switching features is 

added in the FeatureRep command, whereby the ODL controller can recognize 

the devices with optical features. Moreover, the ofp_match fields are extended 

to configure the OPSquare data plane by means of the FlowMod command. 

More specifically, as illustrated in Table 4.1, the optical flow and the used 

wavelength attributes extend the ofp_match to match the destined network slice 

along with the ToR and/or switch input port. The regular OUPUT action is used 

to indicate the outgoing port of the ToR and/or switch. The standard StatsReq–

TABLE 4.1: OF PROTOCOL EXTENSIONS TO SUPPORT THE OPSQUARE NETWORK 

Commands Attributes Extensions 

FeatureRep ofp_capability Add fast optical switching feature 

FlowMod ofp_match 
Add optical flow and the used wavelength attributes 

as new matching fields 
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StatsRep commands cope with the collection of statistics of data plane (counts 

of retransmitted and lost packets), no extension necessary. 

4.2.2 Control and Orchestration Plane 

To support the automatic network re-configurability and programmability, the 

ODL controller and an OpenStack-based orchestrator developed by our project 

partners from Universitat Politècnica de Catalunya are deployed on top of the 

data plane (Figure 4.3). The ODL platform is set as the base SDN controller 

connecting the IS/ES controllers and ToRs by means of integrated OF Agents 

and extended OF protocol.  

The data plane layout and physical distribution information is stored in the 

Topology Manager (TM) as shown in Figure 4.3. The Path Computation Engine 

(PCE) of the OpenStack-based orchestrator relies on network topological 

information from the TM to provide the ODL controller with a ToR-to-ToR 

path computation service for NS deployment. Based on this calculated ToR-to-

ToR path, the Optical Provisioning Manager (OPM) module sends the flow 

configuration (FlowMod) messages to the OF Agents, which configure the 

underlying devices (i.e., IS, ES and ToR) required to set up the specific network 

connectivity for NS provisioning and reconfiguration. Facilitated by the control 

plane and related protocols, once the NSs are provisioned, the traffic flows 

generated by the running applications are automatically classified, recognized 

and associated to the given NS. Flow transmission priority can be dynamically 

allocated to each NS according to the QoS requirements of hosted applications. 

Furthermore, the Monitoring Manager (MM) collects optical data plane 

 
Figure 4.3.  SDN-controlled and orchestrated OPSquare DCN. 
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statistics (counts of retransmitted and lost packets) and aggregates them into NS 

level metrics. Such aggregated information is collected by the Monitoring 

Engine (ME) of the Orchestrator to trigger the load balancing operations with 

benefits of the flexible path connections of OPSquare architecture whereby 

maintaining the expected low latency and packet loss. 

4.3 Experimental Evaluation 

Facilitated by the extended OF protocol and OF Agents, the Orchestration & 

Control plane enables the automatic operations of the connected OPSquare data 

plane. The automatic operations including NS provisioning and reconfiguration, 

priority allocation of application flows and load balancing according to the 

monitored statistics have been experimentally investigated. 

4.3.1 Experimental Setup 

The experimental set-up of the SDN-controlled and orchestrated OPSquare 

DCN is shown in Figure 4.4. It consists of 8 FPGA-based ToRs equipped with 

OF Agents grouped into 2 clusters. The FPGA-based ToRs interconnect the 

SPIRENT Ethernet Test Center at 10 Gb/s that generates Ethernet frames with 

variable and controllable load. The ToRs perform the statistical multiplexing of 

 
Figure 4.4.  Experimental set-up of SDN-controlled and orchestrated OPSquare network. 
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optical packets aggregating Ethernet frames with the same destination. The data 

packets are delivered by the ToRs via the 10 Gb/s intra-cluster data channel and 

inter-cluster data channel to the IS and ES, respectively. The optical switches in 

turn forward the packets to the destined switch ports according to the attached 

label signals carried by the label channels. 4 SOA-based ESs and 2 SOA-based 

ISs with corresponding FPGA-based switch controllers and OF Agents are 

utilized to interconnect all the racks. Meanwhile, the Optical flow control 

technique is implemented between the ToRs and switch controller to prevent the 

packet loss. Furthermore, the ODL based SDN controller is placed over the data 

plane to control the configuration of the infrastructure. The OpenStack based 

orchestrator implements the automatic resources management operations. 

4.3.2 NS Provisioning and Reconfiguration 

Figure 4.5 shows the concept of NS allocation and reconfiguration. Each NS 

comprises several virtual network functions (VNFs), which are deployed in the 

servers of the racks and interconnected through the optical network. The 

 
Figure 4.5.  NSs provisioning and reconfiguration. 
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distribution of the VNFs and the interconnection is computed at the 

orchestration layer according to the functional requirements of the applications 

to be run and the availability of the data center infrastructure resources (i.e. 

computation and network). In the example depicted in this figure, based on the 

monitored data plane topology and resource, the PCE assigns NS1, NS2, NS3 and 

NS4 over the experimental infrastructure. In particular, VNF1 and VNF2 of NS1 

are assigned into Rack-1 and Rack-8, respectively. Afterwards, the Optical 

Provisioning Manager coordinates with the PCE to configure the best path 

among racks to provide connectivity for the VNFs. In this case, the selected 

paths between ToR1 and ToR8 for NS1 is ToR1↔ES1↔ToR5↔IS2↔ToR8. The 

LUTs of connecting nodes are accordingly initialized by the control plane. E.g., 

for the first hop of data packets generated from Rack-1 to destination Rack-8 at 

ES1, the port request of the label signal is 1 which indicates the destined output 

port of data packets is 1 connected with the ToR5. After the packets arriving at 

ToR5, a new port request of 2 generated automatically according to the stored 

LUT at ToR5 will be delivered to IS2 to control the second hop of data packets 

to output 2 which destines for the ToR8.  

Once the tenant owning NS1 needs to run a new application requiring more 

infrastructure resource (VNF). The SDN control plane monitors and collects 

these requirements from the data plane. Path Computation Engine cooperating 

with the Topology Manager allocates the VNFs residing in Rack-6 to the new 

NS1 (NS1’). Based on that, the Optical Provisioning Manager module sends the 

FlowMod commands to the corresponding OF Agents, then the Agents execute 

the reconfiguration instructions for the switch controllers (ES1, IS2) and ToRs 

(ToR1, ToR5, ToR6 and ToR8) involved in the new NS1 (NS1’) to update the 

forwarding LUTs. It is worth to notice that, once the NSs provisioning is 

completed, application traffic is forwarded in the parallel intra-/inter-switching 

network, thus decoupling the data plane (switching at nanoseconds time scale) 

from the control plane (operating at milliseconds time scale). Moreover, 

exploiting the statistical multiplexing introduced by the OPSquare architecture, 

the servers, which host various VNFs, in the same rack can be allocated to 

different NSs. This optimizes the resources utilization of the optical data plane, 

leading to more application deployments. 

Figure 4.6 illustrates the time traces of IS2 for label signals and data packets 

along with LUTs updating from the NS1 (LUT) to the reconfigured NS1’ 

(LUT’). For the LUT of original NS1 at IS2, there are no entry routes to output 

Port-3 connecting with ToR6. Before the NS1 reconfiguration, data packets 

destined to ToR3 are blocked due to the absence of matching labels in the LUT. 

On the contrary, after the NS1 reconfiguration with the LUT updating, the data 

packets towards to ToR6 guided by the complemented label port request ‘3’ are 
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then correctly delivered. Note that, the transmission priority of traffic flows can 

be conveyed in the label signals as well. In this experimental case, the priority 

order of traffic flow is referenced as ‘1>2>3>4’ where higher priority meaning 

lower transmission latency. The application running in NS1 requires critical 

latency performance, whereby assigning priority ‘1’ to all the traffic flow of 

NS1. As can be observed from Figure 4.6, benefitting from the time distribution 

mechanism, the label signals of each time slot arrive at the switch controller 

synchronously for the forwarding decision. Controlled by the switch controller, 

the data packets can be precisely forwarded to the destining ToRs as shown by 

the monitored optical traces. 

 The time components required for the reconfiguration of network slice is 

counted considering the whole workflows. The procedure has been repeated ten 

times and the average processing time is 125 ms consisting of the requirements 

collection of data plane (NS1 requiring more VNFs), algorithms processing at 

SDN control plane (Rack-6 to be allocated to NS1) and LUT updating of 

infrastructure (LUT’ including Port-3). Moreover, the reconfiguration process 

does not affect other traffic flows, so data packets destined to ToR1 and ToR8 

and other NSs perform hitless switching during the NS1 reconfiguration until 

the new LUT’ updated. 

 
Figure 4.6.  Time traces for label signals and data packets before/after LUT 

updating (NS reconfiguration). 
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4.3.3 Dynamic Priority Assignment 

The proposed programmable OPSquare DCN features high resource utilization 

benefitting from the flexible NSs deployment. Nevertheless, as the traffic load 

increases, the traffic from different NSs may result in packet contentions at 

IS/ES nodes thus causing packet loss. The Optical Flow Control technique has 

been implemented to prevent packet loss associated with contentions. However, 

the retransmission of blocked packets deteriorates the server-to-server latency 

performance and furthermore, once the buffer is overflow, the incoming packets 

will be lost.  

To solve these issues, the transmission priority can be assigned to traffic 

flows during the NSs provisioning according to the QoS requirements of 

running applications. The flow with higher priority will be directly forwarded 

without retransmission thus avoiding transmission latency. In the SDN-enabled 

OPSquare architecture, the orchestrator computes the flow priority of NSs based 

on the QoS requirements of the applications to be run in the slice. Upon the 

computed priority order, the Optical Provisioning Manager allocates the flow 

priority to each NS by the extended OF FlowMod commands as shown in 

Figure 4.7(a). The proposed sliceable DCN provides 4 classes of priority to 

each NS. NS1 hosting the latency-sensitive applications is assigned with the 

highest priority ‘1’, while the lowest priority ‘4’ is allocated to NS4 where 

applications are latency insensitive. Following this rule, NS2 and NS3 are 

assigned with priority ‘2’ and ‘3’, respectively. The priority order of traffic flow 

 
Figure 4.7.  (a) OF FlowMod commands to assign packet priority; (b) OFC signals 

monitored at the controller of IS2. 
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is referenced as ‘1>2>3>4’. When contention happens, flows in NS1 with 

highest priority will be forwarded directly. It is worth to note that packet 

retransmissions can occur in traffic flows of NS1. In this case, conflicting 

packets of NS1 will be forwarded following the Round-robin mechanism. 

Figure 4.7(b) illustrates the Optical Flow Control signals (label signals and 

ACK/NACK) from and to these 4 NSs monitored at FPGA-based controller of 

IS2. IS2 connects ToR5, ToR6, ToR7 and ToR8 in the cluster-2. Servers in these 

racks belong to NS1, NS2, NS3 and NS4, respectively. At every time slot, the 

connected ToRs provide the label signals (NS_Label_Request) conveying the 

port destination and transmission priority of the associated data packets to the 

switch controller. Once packet contentions happen, the FPGA-based switch 

controller solves the contention according to the received port request and 

packets priority then sending ACK (NS_Label_Response = NS_Label_Request) 

and NACK (NS_Label_Response ≠ NS_Label_Request) signals to the 

connected ToRs. As shown in Figure 4.7(b), in case the ToR5,7,8 send packets to 

ToR6 through the switch output Port-3 of IS2, ToR5 of NS1 (highest priority) 

receives an ACK signal to release the stored packet, while ToR7 and ToR8 of 

 
Figure 4.8. (a) Packet loss (b) server-to-server latency versus traffic load for 4 NSs with specified 

priority; (c) Cumulative Distribution Function (CDF) of latency for 4 NSs at the load of 0.5. 

. 
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NS2 and NS4 get NACK signals to trigger the retransmission of the dropped 

packets. Thus, packets from ToR5 are directly forwarded to the destined port 

avoiding extra retransmission latency.  

Figure 4.8 shows the packet loss and mean server-to-server latency for all 

the considered 4 NSs with specific flow priority versus different traffic load. 

Server-to-server latency is defined as the mean transmission latency from the 

source server to the destination server for all the optical links in the sliced 

network. Traffic refers to Ethernet frames generated randomly between 64 and 

1518 bytes by the connected SPIRENT. After 24 hours of stable network 

operation, the packet loss and latency of the experimental network as a function 

of the traffic load has been recorded. The recorded packet loss and latency are 

taken for 10 minutes for each traffic load value ranging from 0.1 to 1. More 

than 1 billion Ethernet frames are generated for the measurements at each rack 

within the 10 minutes measurement time. The experiment has been repeated 5 

times and the mean packet loss and latency are calculated and shown in Figure. 

3.8. These results confirm no packet loss for NS1 up to load 0.7, while NS4 with 

the lowest priority achieves the acceptable packet loss (0.04) for the application 

with lower QoS requirement at the load of 0.4. Note that the packet loss of 

Figure 4.8(a) is caused by the buffer overflow under higher traffic load, not 

contributed by the packet loss at switch nodes, which has been prevented by the 

Optical Flow Control technique. The retransmissions observed for the blocked 

packets of NS assigned with lower priority lead to an extra latency. On the 

contrary, the highest priority guarantees the mean latency of around 4.8 μs at 

the 0.5 traffic load and thus a high QoS for NS1, which includes the 4.497 μs of 

buffer queuing time at the ToRs, 140 ns delay on the 2 × 14 m fiber as well as 

the FPGA processing time at TX and RX (163.5 ns). NS4 presents the mean 

latency of 38.12 μs at high load of 0.5, which is compatible with applications 

with best-effort QoS requirement.  The server-to-server latency for all the 

packets of the 4 NSs are counted when the traffic load is 0.5. The Cumulative 

Distribution Function (CDF) of server-to-server latency is shown in Figure 

4.8(c). The results indicate that the server-to-server latency of NS1 and NS2 (the 

two higher priorities) has low variation with respect to the mean value of 4.8 μs 

and 9.7 μs, respectively. As a comparison, the latency distribution of NS4 with 

the lowest priority is more dispersed, with latency distribution from 26 μs to 90 

μs. 

4.3.4 Load Balancing Triggered by the Monitored Statistics  

The control plane is also in charge of monitoring and collecting the statistics of 

the underlying data plane. As the load increases, the buffer overflow would 
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cause high packet loss. Based on the collected real-time information, the data 

plane enables the automatic adjustments of the link interconnections for loading 

balancing to ensure the required QoS performance.  

To this end, the OF StatsReq–StatsRep commands are utilized between the 

ODL controller and interconnected hardware, to report the statistics information 

to the control plane. In particular, the counts of the lost packet in this 

experiment, which affects the QoS significantly, due to overfill of the buffer are 

collected at FPGA-based ToRs. Meanwhile the FPGA switch controllers 

calculate the number of retransmission packets (packets retransmission causes 

an extra latency) that is essentially the number of NACKs signals. This 

monitored information of NS1 as shown in Figure 4.9(a) is reported to the 

corresponding OF Agents and then reported to the OpenStack orchestrator 

through the ODL controller. Once the Monitoring Engine detects that the 

packets losses at ToRs (the count of lost packets is 8368 in this case) are over a 

 
Figure 4.9. Monitored statistics automatically trigger the load balancing. 
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preventive packet loss threshold of 1E-5, Monitoring Engine automatically 

triggers the load balancing algorithm which generates an alternative path, to 

maintain the requested QoS. Triggered by the Monitoring Engine, the Optical 

Provisioning Manager coordinates with the PCE to calculate the new network 

connectivity (ToR1↔IS1 ↔ToR4↔ES4↔ToR8) between Rack-1 and Rack-8 for 

NS1. Once the new network connections are deployed, the packet loss will be 

below the threshold and the retransmitted packets are decreased as well as 

shown in Figure 4.9(c).  

The time evolution of the aggregated packet loss and latency for NS1 without 

load balancing are measured as shown in Figure 4.10(a). The experiments have 

been repeated 5 times and the repeatable results are similar with less than 

±3.7% deviations.  If control plane does not update any of the LUTs to support 

the new NS interconnection, packet loss and latency keep increasing due to 

accumulated packet contentions. In comparison, Figure 4.10(b) shows the 

network performance of NS1 after load balancing. Targeting a packet loss 

threshold of 1E-5, once the reported statistics tend to exceed this value, the 

traffic load on original interconnection of NS1 will be partly balanced to new 

connections implemented through the OF FlowMod commands. Therefore, 

packet loss below 1E-5 and server-to-server latency lower than 11.8 µs are 

achieved for high traffic load with load balancing operation.  

4.4 Summary 

An SDN-controlled and orchestrated OPSquare DCN enabling automatic NS 

configurations with dynamic QoS provisioning for multi-tenant applications has 

been experimentally investigated. The distributed and parallel data plane has 

been experimentally validated, deploying Optical Flow Control technique to 

 
Figure 4.10. Packet loss and latency performance without (a) and with load balancing (b). 
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prevent packet loss. At the control plane, the OF protocol is properly extended 

to support the optical switching characteristics of the OPSquare. OF Agents are 

employed upon the connected switching nodes to facilitate the information 

exchange between the control and data planes. The experimental assessments 

demonstrate that automatic NSs provisioning and reconfiguration are 

implemented to satisfy dynamic QoS requirement of each NS, based on the 

collected resource topology. Moreover, the dynamic NS deployment 

significantly improves infrastructure utilization efficiency.  Based on the 

functional abstractions of the data plane, the SDN control plane decouples the 

monitor and control operations from the underlying hardware without 

interfering the fast switching capability (nanoseconds) of optical switches. In 

addition, for NSs running applications with various latency requirements, flow 

priority can be dynamically assigned in the label field to prevent the packet 

retransmission caused latency performance degradation. Furthermore, the 

control plane is able to monitor the network performance by collecting real-time 

data plane statistics. The monitored statistics above the preventive threshold can 

automatically trigger the interconnections adjusting of NS. Therefore, the load 

balancing operations further enhance the QoS achieving packet loss below 1E-5 

and server-to-server latency lower than 11.8 µs network performance even at a 

load of 1.0. Overall, with the implementation of an SDN-controlled and 

orchestrated control plane, the optical OPSquare DCN can be automatically 

configured to provide dynamic NSs deployment with specialized QoS 

provisioning and high resource utilization. 

 

 



 

Chapter 5 ROTOS: A Reconfigurable 

Optical DCN Architecture 

 

 
Optical switching techniques featuring the fast and large capacity have the 

potential to enable low latency and high throughput optical data center networks 

(DCN) to afford the rapid increasing of traffic boosted by various applications. 

As discussed in Section 1.2.4 of Chapter 1, flexibility in the DCN is of key 

importance to provide adaptive and dynamic bandwidth to handle the variable 

traffic patterns generated by the heterogeneous applications while optimize the 

network resources. Aiming at improving the network performance and the 

system flexibility of optical DCNs, a novel optical DCN architecture named 

ROTOS based on reconfigurable optical top of rack (ToR) and fast optical 

switches is proposed and investigated in this Chapter 3. In the proposed DCN 

architecture, the novel optical flexible ToRs employing multiple transceivers 

(TRXs) and a wavelength selective switch (WSS) are reconfigured by the 

Software-defined networking (SDN) control plane. Based on the collected 

network traffic volume from the data plane, the deployed transceivers (TRXs) 

per link and the WSS at each ToR can be automatically and elastically 

configured to provide the adaptable optical bandwidth in real-time to the 

variable traffic matrix generated by the heterogeneous applications. This 

adaptive capacity at a finer granularity satisfies the variable traffic demand. 

The Chapter is organized as follows. In Section 5.1, the ROTOS DCN 

architecture and the schematic of the flexible optical ToR and optical switch are 

described. Numerical network performance assessments are shown and 

discussed in Section 5.2. Section 5.3 further validates the proposed network by 

experiments. The cost and power consumption of the ROTOS architecture is 

investigated in Section 5.4. 

 
3 Parts of this chapter are based on the results published in [127, 128, 132]. 
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5.1 ROTOS Data Center Network 

5.1.1 Network Architecture 

The ROTOS DCN architecture is shown in Figure 5.1. The novel optical 

flexible ToR has been developed for this architecture with respect to our 

previous proposed OPSquare DCN [110]. Elastic components inside the optical 

ToR are developed to support the dynamic reconfiguration of link 

interconnections, supplying flexible bandwidth and capacity between ToRs. As 

depicted in Figure 5.1, H servers are interconnected by one optical ToR at every 

rack, and one cluster groups N racks. The proposed DCN is divided into N 

clusters. Three categories of traffic (intra-ToR, intra-cluster, inter-cluster) are 

generated by the connected servers and the traffics are processed by the 

Ethernet switch at each ToR. The intra-ToR traffics are forwarded directly to 

the servers in the same rack. The intra-cluster traffics are delivered by the N 

N×N intra-cluster optical switches (IS) to the destined ToRs in the same cluster. 

The i-th N×N inter-cluster optical switches (ES) is utilized to connect the i-th 

ToR in each cluster for the inter-cluster communications (1≤i≤N). At most two-

hop communication is sufficient to forward the traffic between ToRs residing in 

different clusters. Benefiting from this cluster-based architecture, multi-path is 

supported for the connections of each pair ToRs, improving the network fault-

tolerance.  

 At each ToR, p and q transceivers (TRXs) with corresponding electrical 

buffers are deployed to connect the IS and ES for the intra-cluster and inter-

cluster communications, respectively. To automatically configure the 

allocations of p+q TRXs, the OpenDaylight (ODL) and OpenStack platforms 

are deployed as the SDN controller connecting the IS/ES controllers and ToRs 

by means of the extended Open Flow (OF) protocol and agents (the details can 

 
Figure 5.1. ROTOS data center network architecture. 
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be found in Chapter 4). The FPGAs-implemented ToRs can collect data traffic 

statistics (the traffic volume ratio of intra-cluster and inter-cluster link) and send 

such information through OF links to the SDN controller. On the other side, the 

SDN controller will update the set of actions of ToRs in real-time to 

automatically reallocate the number of p and q TRXs. E.g., if more intra-cluster 

traffic is generated by the newly deployed application, part of the q TRXs are 

reassigned by the flexible ToR to serve the intra-cluster traffic. The output 

number of different wavelengths (and thus the bandwidth per link) of the 

wavelength selective switch (WSS) will be reassigned accordingly to ES and to 

IS as well. Thus, the allocation of p and q can be dynamically assigned on-

demand according to desired oversubscription, capacity and intra-cluster/inter-

cluster traffic ratio. The bisection bandwidth of the ROTOS can be calculated as 

                           
2

2
bis opt

N
B q B=   ( )1 , 2q N                                 (5.1) 

Where
optB is the bandwidth of the deployed optical link. 

5.1.2 Flexible Optical ToR 

The functional blocks of the flexible optical ToR are shown in Figure 5.2. The 

server-generated Ethernet frames with variable destinations are first processed 

 
Figure 5.2. Schematic of the novel optical ToR. TX: Transmitter; RX: Receiver; 

WSS: wavelength selective switch; MUX: multiplexer. 
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(check the MAC address) by the Ethernet switch and forwarded accordingly to 

the IS and ES based on the switch’s forwarding table. If the MAC address of a 

received frame does not have a match in the switch’s forwarding table, the 

standard Ethernet frame forwarding scheme (through broadcasting) is used to 

send the frame to any destination ToRs physically reachable in the ROTOS 

network. Acknowledge signal will be sent back to the source ToR from the 

destination ToR to update the forwarding table.  

For the frames destining the servers in the same rack (intra-ToR), they will 

be forwarded directly at the Ethernet switch to the destined servers. While for 

the intra-cluster (IC) and inter-cluster (EC) communication, the frames will be 

forwarded to the electrical buffer associated with the p IC transmitter (TXs) or q 

EC TXs with different wavelength to be aggregated into the optical data 

packets. The buffer associated with the receiver is deployed inside the Ethernet 

switch. The p+q TXs define the total output bandwidth of the ToR to serve the 

IC and EC traffic. It is worth to notice that the traffic pattern and volume 

between the IC and EC links is variable as the variable applications are 

dynamically deployed. By elastically assigning the ratio of the total TXs 

associated with the IC and EC connections, the optical bandwidth of the IC and 

EC communications can be therefore adapted to the variable traffic on the IC 

and EC links. This is implemented by controlling the WSS to select which of 

the p+q TRXs will be switched at the two outputs of the WSS towards the ES 

and IS. To automatically configure the WSS and the allocations of p+q TRXs, 

the OpenDaylight (ODL) and OpenStack platforms are deployed as the SDN 

controller connecting the IS/ES controllers and ToRs by means of the extended 

Open Flow (OF) protocol and SDN agents. These SDN agents enable the 

communications between the ODL controller and FPGA-based ToR, whereby 

bridging monitoring/reporting and configuration mechanisms at both sides.  

These agents translate the OF commands generated from the ODL controller 

into a set of FPGA implemented actions through the proprietary interfaces and 

vice versa. In particular, the FPGAs-based ToRs can collect data traffic 

statistics (the traffic volume ratio of IC and EC link) and send such information 

through OF links to the SDN controller. On the other side, the SDN controller 

updates the set of actions of ToRs in real-time to automatically reallocate the 

number of p and q. E.g., if more IC traffic is generated by the newly deployed 

application, some of the q EC TRXs are reassigned by the flexible ToR to serve 

the IC traffic. The number of different wavelengths (and thus the aggregated 

bandwidth per link) at the WSS outputs will be reassigned accordingly to ES 

and to IS as well.  

The optical packets are stored in the electrical buffer at each optical ToRs. 

The copy of the optical packets will be delivered to the destination ToRs via the 
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IE/ESs by the wavelength-division multiplexing (WDM) optical links. An 

optical label indicating the destination information of the corresponding optical 

packet will be processed at the switch controller to accordingly manage the 

forwarding of the corresponding packet. Optical Flow Control (OFC) signals 

(ACK/NACK) generated at the ES/IS nodes are sent back to ToRs for releasing 

the packets back up in the electrical buffers or requesting for packets 

retransmission to solve the contention caused packet loss (the details can be 

found in Chapter 2). 

The reasons for deploying these configurable (the number of p and q can be 

tuned) transceivers at ToR is twofold. First, the link bandwidth between ToR 

and IS/ES can be flexibly scaled to provide the dynamic capacity channel for 

achieving the desired ToR oversubscription. The ToR oversubscription is 

defined here as the capacity ratio between the aggregated capacity of the servers 

and the optical capacity provided to the connected optical switches. When the 

oversubscription of 1:1 is targeted for the ToR connecting 40 servers at a speed 

of 20 Gb/s, the optical capacity provisioned by the p+q TRXs should be 800 

Gb/s. Second, by elastically tuning the allocation of p and q, the optical 

bandwidth between the ToR and optical switching network can be flexibly 

assigned on-demand according to the traffic ratio between the intra-cluster and 

inter-cluster. This allows to dynamically allocate more optical bandwidth to 

 
Figure 5.3. Schematic of the optical switch and controller. COM: Combiner. 
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support the applications with a large workload and to enable the 

interconnections of a large pool of servers locating in different racks. 

5.1.3 Fast Optical Switch Node 

The fast SOA-based optical switch illustrated in Figure 5.3 features a modular 

structure and the WDM traffic coming from the same ToR is processed at each 

module. The label signals are processed on-the-fly at the label extractor, while 

the data payloads are sent to the select and broadcast 1×N switch. With the 

extracted label bits, the switch controller resolves the packet contention and 

accordingly controls the SOA switch gates inside the 1×N switch for the packet 

payloads forwarding. OFC signals (ACK/NACK) after the contention resolution 

are generated at the switch controller and delivered back on the label channels 

to corresponding ToRs for the releasing or retransmission of stored packets. The 

SOA with nanoseconds switching speed can amplify the optical power to 

compensate for the broadcasting architecture caused splitting losses. The 

combiners at the output of the optical switch aggregate the identical wavelength 

to the same destining ToR. 

5.2 Numerical Investigation 

5.2.1 Simulation Setup 

The realistic DC traffic pattern reported in [27, 30, 137] is employed in this 

work to evaluate the ROTOS performance in an intra- and inter-cluster network 

environment. The traffic ratio of inter-cluster and intra-cluster is variable, due to 

the various services and applications with specific traffic characteristics. This 

requires the flexible network interconnections to support the dynamic 

bandwidth and capacity allocation between the intra- and inter-links. Table 5.1 

shows six kinds of traffic cases utilized to verify the elasticity of the proposed 

network. OMNeT++ simulation framework has been utilized to emulate the 

ROTOS network and investigate the performance ROTOS under the realistic 

six kinds of DC traffic.  

TABLE 5.1 INVESTIGATED TRAFFIC PATTERN 

Traffic 

Pattern 
CASE A CASE B CASE C CASE D CASE E CASE F 

Inter-cluster 12.5% 12.5% 37.5% 25% 0% 37.5% 

Intra-cluster 37.5% 25% 0% 25% 75% 12.5% 

Intra-ToR 50% 62.5% 62.5% 50% 25% 25% 
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 During the simulation, the servers are programmed to generate Ethernet 

frames with the length varying from 64 bytes to 1518 bytes at the load from 0 to 

1. The load is defined as the ratio of average occupied bandwidth on server 

links divided by the link capacity. The frames are sent out according to the 

specific inter-arrival-time parameters. The size Cumulative Distribution  

Function (CDF) and histogram of the Ethernet frames generated in this 

simulation platform are illustrated in Figure 5.4 following the Bimodal 

distribution [27, 30, 137]. 35% of the frames with size shorter than 200 bytes 

are generated as the control frames. More than 45% of the frames with the size 

longer than 1400 bytes are utilized to carry the real application information.  

Traffic flow is defined as the server-generated continuous Ethernet frames 

with the same destination within a certain period of time. The flow model is 

built based on the ON/OFF period length (with/without traffic flow generating), 

following the DC traffic behavior monitored in [30].  The length of traffic flow 

follows the model of the Pareto Type II distribution. This distribution is 

characterized by a shape parameter ε, scale parameter θ, and a threshold 

parameter xm, which is known as the tail index. The length CDF of the ON 

period is shown in Equation 5.2: 
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The mean length of the ON period can be calculated by Equation 5.3: 
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In our simulation model, we set the ε equaling to 0.9. The θ is 2746, and the xm 

is set to 64 bytes. This guarantees that 80% of the traffic flows are shorter than 

10 KB following the flow model reported in [30]. The OFF period is calculated 

by Equation 5.4. 

 
Figure 5.4. (a) Cumulative Distribution Function and (b) histogram of the Ethernet frame size. 
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Figure 5.5 presents the length CDFs of the ON/OFF periods. The length of 

ON periods has the same distribution regardless of the pre-defined traffic load 

during the simulation, while the gap time (the OFF period) between ON periods 

is proportional to the defined simulation load. The servers deployed in this 

simulation platform equips the identical network traffic volume. The traffic 

flows on each ON period are randomly destined to one of the possible servers 

under the dedicated traffic pattern.  

The Ethernet switch processes and forwards the Ethernet frames to the 

specific transceiver buffers based on the frame’s destination. As the measured 

switching time reported in [138], the destination processing time at each ToR is 

set as 80 ns regardless for the network scale. For the intra-cluster and inter-

cluster communication, the optical packets are stored in the 64-byte basic buffer 

units (Cells) associated with the intra/inter-cluster WDM transceivers. The 

number of the Cells occupied by the optical packets is defined by N = [L / 64], 

where L is the length (bytes) of the optical packet. The 1600-byte optical packet 

occupied 25 Cells is aggregated and transmitted in a fixed 256 ns time-slot (64 

bytes × 8 × 25 / 50 Gb/s). The time of the physical realization of switch 

controlling is port-count independent and the value is considered as 20 ns 

following the assessment results reported in [138]. The average distance 

between the ToR and ES/IS is 50 meters, the latency of which is translated into 

the round-trip time (RTT) by adding the delays introduced by the optical 

modules. Therefore, the RTT between the ToR and ES/IS is 560 ns, which 

includes transmission over the 2×50 m distance and 60 ns delay caused by the 

label processor as well as flow control operation [138]. The simulated ROTOS 

DCN deploying 23,040 servers is interconnected by 576 ToRs and the radix of 

 
Figure 5.5. Cumulative Distribution Function of the (a) ON and (b) OFF period l. ρ: traffic load. 
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IS and ES is 24. Each WDM transceiver equipping with 50 KB buffer performs 

at 50 Gb/s and therefore the ToR oversubscription (OV) is  
 

                                   H × BSERV / (p+q) × 50 Gb/s                                   (5.5) 

 

Where the H (40) is the number of servers grouped in the same ToR, and BSERV 

(10 Gb/s) is the operating rate of each server. 

5.2.2 Traffic Distribution 

Firstly, the impact of OV to server-to-server latency and packet loss has been 

investigated under a fixed traffic volume A (50% intra-ToR, 37.5% intra-cluster 

(IC) and 12.5% inter-cluster (EC) traffic) as illustrated in Table 5.1. Three kinds 

of WDM TRX allocation ((p = 6 and q = 2), (p = 4 and q = 1) and (p = 3 and q 

= 1)) are considered providing the optical link bandwidth of 400 Gb/s, 250 Gb/s 

and 200 Gb/s, and corresponding to the OV of  1:1, 1:1.6 and 1:2, respectively. 

The packet loss performance as a function of the traffic load for these 3 types of 

OV is reported in Figure 5.6(a). The results show that the increasing of optical 

bandwidth significantly reduces the packet loss. For OV case of 1:1.6, the 1.2E-

5 packet loss is achieved at a load of 0.4, while the packet loss is 2.1E-2 for 1:2 

OV at the same load of 0.4 due to the insufficient optical bandwidth. Scaling up 

 
Figure 5.6. Packet loss and server-to-server latency as a function of traffic load for (a) different 

oversubscriptions (OV); for (b) traffic pattern B with two TRX types; for (c) different traffic 

patterns with adaptable TRX types. 
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the OV to 1:1, this guarantees no packet loss for the load lower than 0.7. The 

average latency experiences downward trends with the increase of optical 

bandwidth as well. When the load is lower than 0.3, the networks equipping 

these three OV configurations have the same low latency. For OV equals to 1:1, 

less than 2.5 µs server to server latency is achieved at load of 0.6, benefiting 

from the high optical bandwidth provisioning. Results of Figure 5.6(a) indicate 

that allocating more WDM TRXs to provide high oversubscription (thus more 

optical bandwidth) can significantly improve the network performance.  

Secondly, the network performance of ROTOS network equipping with a 

fixed OV configuration of 1:1.33 has been investigated with flexible allocation 

of p and q. The traffic pattern B (62.5% intra-ToR, 25% intra-cluster and 12.5% 

inter-cluster traffic) and 2 TRX allocations: TRX-I (p = 3 and q = 3) and TRX-

II (p = 4 and q = 2) are employed in this assessment. The network performance 

in terms of packet loss and latency are shown in Figure 5.6(b) for these 2 TRX 

allocations. When the load is lower than 0.4, the packet loss and latency of 

network equipping with TRX-I is 3.6E-4 and 3µs, respectively. However, the 

network performance is dramatically deteriorated as the increasing of traffic 

load. This is because the optical bandwidth of the intra-cluster link of TRX-I (p 

= 3) is insufficient for supporting the high volume (25%) of intra-cluster traffic, 

while the optical bandwidth of inter-cluster of TRX-I (q = 3) is over-supplied 

for the 12.5% inter-cluster traffic. Dynamically reassigning the TRX type into 

TRX-II providing more intra-cluster bandwidth is more suitable for the 

employed traffic pattern B with heavy traffic on the intra-cluster links. Less 

than 5.8E-6 packet loss and 2.2 µs latency is achieved for TRX-II at a load 0.4. 

Therefore, dynamically assigning the number of p and q to provide adaptable 

bandwidth to intra-cluster and inter-cluster links according to the intra-cluster 

and inter-cluster traffic volume can improve the network performance. 

Thirdly, the network performance for the adaptable bandwidth provisioning 

has been investigated. The total number of TRXs deployed at each ToR is fixed 

to 6, meaning p+q=6. The number of p and q are assigned on-demand 

according to the intra-cluster and inter-cluster traffic ratio. Three types of traffic 

pattern are considered: case C (62.5% intra-ToR, 0% intra-cluster and 37.5% 

inter-cluster traffic), case D (50% intra-ToR, 25% intra-cluster and 25% inter-

cluster traffic), and case E (25% intra-ToR, 75% intra-cluster and 0% inter-

cluster traffic) as shown in Table 5.1. The TRXs deployed at each ToR for the 

intra-cluster and inter-cluster links can be dynamically allocated in the ROTOS 

DCN to provide the suitable bandwidth. Network performance in terms of 

packet loss and latency are illustrated in Figure 5.6(c). The assessment results 

show satisfied performance for these 3 kinds of traffic pattern when TRX 

configuration TRX-I (p = 3 and q = 3) is assigned for serving traffic of case C, 
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TRX-II (p = 4 and q = 2) for supporting the case D, and TRX-III (p = 6 and q = 

0) for traffic case E, respectively. When load is < 0.4, no packet is lost for these 

three cases and the latency is < 2 µs with adapting the adaptable optical 

bandwidth for the traffic case C, D and E. 

5.3 Experimental Evaluation 

Facilitated by the flexible configurations of the FPGA-based ToR and the SDN 

control plane, the optical bandwidth to ES and IS can be dynamically allocated 

according to inter/intra cluster traffic patterns. The reconfigurability of the 

network and the network performance in terms of packet loss and latency are 

experimentally investigated in this section. 

5.3.1 Experimental Setup 

The optical ToR employing a 40-λ 1×2 photonic integrated wavelength 

selective switch (PIC-WSS) is deployed in this experimental setup. The 

configuration of the 1×2 PIC-WSS with 100 GHz spaced 40 channels is shown 

in Figure 5.7. The WSS consists of one arrayed waveguide grating (AWG), 40 

single stage 1x2 Mach-Zehnder Interferometer (MZI) switches, and 39 

wavelength couplers on silica platform [139, 140]. The AWG is utilized as 

wavelength demultiplexing (for the WDM signal at the input port) as well as 

multiplexing (for the signal looped back after the MZI switches and wavelength 

couplers). The WSS adopts loop-back configuration for preventing center 

 
Figure 5.7. Structure of the photonic integrated 

wavelength selective switch. 
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wavelength mismatch and decreasing transmission loss and crosstalk caused by 

waveguide crossing. The input port WDM channels are demultiplexed by the 

AWG. Each separated channel is switched by the 1x2 MZI switch using 

thermo-optics effect to one of the two output ports in order to forward the signal 

to output port A or B of the WSS. The adjacent wavelength signals are coupled 

by corresponding wavelength coupler and looped back to the AWG, which is 

now operated as multiplexing. Therefore, the looped back signals will be 

forwarded to the output port A or output port B based on the selection made by 

the 1x2 MZI switch. The peak loss is less than 8.1 dB and the average crosstalk 

from the two output ports are −23.0 dB and −40.7 dB, respectively. 

The experimental set-up to validate the reconfigurable ROTOS network is 

shown in Figure 5.8. It consists of 3 FPGA-based ToRs and each one is 

equipped with 4 (p+q = 4) 10 Gb/s WDM TRXs (1541.30 nm, 1542.10 nm, 

1542.90 nm, 1543.70 nm). Two 4×4 SOA based optical switches are utilized to 

forward the IC and EC traffic, respectively. The mean value of the injected 

current into the SOA gates is 120 mA to compensate the 8.1dB losses of the 

PIC-WSS. The SOA based switch features nanoseconds reconfiguration time 

benefitting from the fast (3 nanoseconds) response time. The ODL and 

OpenStack based SDN control plane connects the switch controllers and the 

ToRs via the OF agents implementing the OF protocol. The SPIRENT Ethernet 

Testing Center emulating 24 servers at 10 Gb/s generates Ethernet frames with 

variable and controllable load. Ethernet frames are generated between 64 and 

1518 bytes with an average size of 792 bytes.  

 
Figure 5.8. Experimental set-up of the SDN enabled reconfigurable ROTOS network. 
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5.3.2 Bandwidth Reconfiguration 

The realistic DCN traffic volume (Traffic-A: 50% intra-ToR, 37.5% intra-

cluster (IC) and 12.5% inter-cluster (EC) traffics; Traffic-F: 50% intra-ToR, 

12.5% IC and 37.5% EC traffics) as shown in Table 5.1 are generated and 

employed in this assessment. For the demonstration of the dynamic optical 

bandwidth allocation for the application with Traffic-A model, in the initial 

configurations of the TRXs and the PIC-WSS (Case-1), the TRXs with λ1, 2 (q = 

2) and λ3, 4 (p = 2) are allocated by the SDN control plane to forward the traffic 

of EC and IC, respectively. The Ethernet switch inside the ToR1 monitors the 

traffic ratio (37.5% IC and 12.5% EC) and reports this information to the SDN 

control plane via the OF link. The monitored statistics is illustrated in Figure 

5.8. The SDN controller runs the Bandwidth Computing Engine using the 

monitored traffic volume and sends the OF commands within 125 milliseconds 

to ToR1 to provide more bandwidth for the IC communication (see Figure 5.8). 

Therefore, the ToR1 automatically reconfigures the PIC-WSS so that λ2 is now 

used to increase the IC bandwidth. For this new configuration (Case-2), the 

wavelength λ2, 3, 4 (p’ = 3) are connected with ToR2 providing more bandwidth 

to IC traffic, while the λ1 (q’ = 1) connects with the ToR3 for the EC 

communication. These optical bandwidth allocations are automatically operated 

under the management of the SDN control plane without manual operations.  

First, bit error rate (BER) measurements are performed to quantify possible 

signal degradation caused by the PIC-WSS. Figure 5.9 shows the BER curves 

and eye diagrams for the optical links between the ToR1, ToR2 and ToR3 for 

these two kinds of configuring cases (Case-1 and Case-2). Error free operation 

 
 

Figure 5.9. BER curves and eye diagrams for the optical links before (a) and after (b) the 

bandwidth reallocations. 
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has been obtained with less than 0.5 dB penalty at BER of 1E-9 before/after the 

optical link configurations. This confirms that the amplified spontaneous 

emission (ASE) noise of SOA gate and PIC-WSS cause a very limited 

deterioration. It is worth to notice that the inherent 8.1dB losses of PIC-WSS 

can be compensated by the SOA switch gates and thereby no Erbium-Doped 

Fiber Amplifier (EDFA) is required in this proposed reconfigurable DCN. 

The network performance (packet loss and server-to-server latency) for the 

Traffic-A model before and after the wavelength reconfiguration to validate the 

improvements of the flexible optical bandwidth is shown in Figure 5.10. For the 

fix IC link of Case-1, where the optical bandwidth is not adaptable for the 

traffic volume, the packet loss increases dramatically after 0.4 load and 0.12 

packet loss is measured at load of 0.8. Comparatively, the packet loss of the 

Case-2 after the automatic optical bandwidth reallocation to serve the traffic 

volume is 0.06 at the high load of 0.8 for both the IC and EC links. After 

reconfiguring λ2 to the IC link, the average network performance is significantly 

improved with respect to the Case-1. This is because the initial IC bandwidth of 

Case-1 (p = 2) is insufficient to support the high (37.5%) IC traffic volume, 

while the EC bandwidth (q = 2) is in excess for the 12.5% EC traffic. The 

adaptable bandwidth after the wavelength reallocations for the deployed 

application traffic model A decreases the packets buffer queuing time at the 

ToR. This also explains the 68.94% improvements of latency performance for 

IC link of Case-2 (1.91 µs) with respect to Case-1 (6.15 µs) at the load of 0.6.  

 
Figure 5.10. (a) Packet loss and (b) server-to-server latency for Traffic-A before and after the 

bandwidth reallocations. 
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To emulate the real network operation environment that deploys various 

applications with traffic pattern switchover, the Traffic-F (50% intra-ToR, 12.5% 

IC and 37.5% EC traffics) is generated by the SPIRENT Ethernet Testing 

Center to emulate the new application deployed and previous application 

(generating Traffic-A) switchover.  Following the same reconfiguration 

procedures from Case-1 to Case-2, the SDN control plane will monitor the 

change of the traffic ration and send OF commands to automatically reassign 

the optical bandwidth (from Case-2 to Case-3) to adapt the new traffic pattern F.  

For this new configuration (Case-3) of Traffic-B, the wavelength λ1 (p’’ = 1) is 

connected with ToR2 for the IC communication, while the λ2, 3, 4 (q’’ = 3) 

connects with the ToR3 providing more bandwidth to EC traffic.  

Figure 5.11 shows the packet loss and server-to-server latency for the 

Traffic- B model before (Case-2) and after (Case-3) the wavelength 

reconfiguration. With respect to fix Case-2 where the bandwidth is unmatched 

with the new traffic model B, the packet loss and latency performance of the 

reconfigured Case-3 with adaptable bandwidth provisioning improve one 

magnitude order and 80%, respectively, at the high load of 0.6. The network 

with interconnection of Case-3 achieves an average packet loss of 0.06 for the 

IC and EC links, and an average server-to-server latency of 5.0 µs.  The server-

to-server latency for all the optical packets of Case-2 and Case-3 are also 

counted when the load of Traffic B is 0.6. The Cumulative Distribution 

Function (CDF) of server-to-server latency is shown in Figure 5.12. The results 

indicate that the server-to-server latency of IC/EC links for the reconfigured 

Case-3 (with adaptable bandwidth allocation) have low variations with respect 

to the mean value of 1.85 μs and 2.43 μs, respectively. As a comparison, the 

 
Figure 5.11. (a) Packet loss and (b) server-to-server latency for Traffic-F before and after the 

bandwidth reallocations. 
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latency distribution of IC link for the fix Case-2 with insufficient optical 

bandwidth provisioning is more dispersed, with latency distribution from 3.5 μs 

to 50 μs. 

5.4 Scalability Investigation 

The network performance as a function of the ROTOS scalability with the novel 

ToR to implement the flexible optical bandwidth allocation has been 

numerically investigated. An OMNeT++ simulation platform of the DCN is 

implemented with the experimentally measured parameters. 16 (p + q = 16) 

WDM transceivers are deployed at each ToR and each transceiver equipping 

with 50 KB buffer operates at 25 Gb/s. 40 servers are grouped in the same rack 

and the server operating rate is 10 Gb/s. The Traffic-A, Traffic-F (Table 5.1) 

 
Figure 5.12. Cumulative Distribution Function (CDF) of 

experimental latency for two connections of Traffic F. 

 
Figure 5.13.  (a) Packet loss and server-to-server latency for different network scale; (b) Latency 

CDF of network deploying 40960 servers for two cases connections of Traffic F at load of 0.6. 
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and the adaptable TRX configuration Case-2 and Case-3 are used in the 

simulation model, respectively. The average packet loss ratio and server end-to- 

end latency as a function of number of servers are shown in Figure 5.13(a).  

The performance of the simulated network with the same server numbers (24) 

as the experimental setup has been investigated to validate the OMNeT++ 

simulation model. The packet loss and latency performance illustrate that the 24 

servers simulation (24-Sim) platform are matching with the 24 servers 

experimental (24-Exp) network. The numerical results validate average 11.7% 

performance degradation as the reconfigurable network scale from 2560 to 

40960 servers. The packet loss is less than 1E-6 and the end-to-end latency is 

below 3 µs at load of 0.3 for the large scale (40960 servers) network, which 

indicates the good scalability of the proposed reconfigurable optical DCN. The 

CDF of the network latency for 40960 servers and traffic pattern F has also 

been assessed for the inflexible (Case-2 and load 0.6) and reconfigured (Case-3 

and load 0.6) optical interconnections. The results shown in Figure 5.13(b) 

prove that 90% packets for the DCN with reconfigurable and adaptable optical 

bandwidth converges at the mean value. The latency of EC link with optical 

bandwidth provisioning of Case-2 distributes from 5 μs to 85 μs.  

TABLE 5.2 COST AND POWER CONSUMPTION OF THE DCN COMPONENTS 

TRANSCEIVERS COST($/(GB/)) POWER(W/(GB/)) 

SM_1 

QSFP_PSM 

QSFP_WDM 

7 

10 

12.5 

0.1 

0.0625 

0.0625 

MM_1 

MM_4 

50 Gb/s WDM 4 

1.5 

2 

15 

0.1 

0.0375 

0.04 

SWITCHING MODULES COST ($) POWER(W) 

 

Electrical 

Switch 

R≤128 

R = 256 

R = 512 

R = 1024 

20 per port 

10922 

65532 

131064 

2 per port 

614 

1690 

3276 

Optical 

Switch 

R = 8 

R = 16 

R = 48 

5000 

20000 

177100 

441 

985 

4443 

WSS 1×2 600 5 

SM_1: single mode and single channel, QSFP_PSM: single mode and 4 

dependent channels, QSFP_WDM: single mode and 4 WDM channels, 

MM_1: multi-mode and single channel, MM_4: multi-mode and four 

channels. 
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5.5 Cost and Power Consumption Analysis 

This section compares the cost and power consumption of the ROTOS DCN 

deploying different types of TRX configurations and electrical (Fat-Tree and 

Leaf-Spine) DCNs. In the calculation, the same number of servers for the three 

architectures has been considered with an equal contribution to the cost and 

power consumption. Different network scales deploying servers (1000, 10000 

and 100,000) operating at 10 Gb/s are explored. Moreover, all DCN 

architectures have the 1:1 oversubscription at the ToRs to have a fair 

comparison. As shown in Section 5.2 and 5.3, to efficiently improve the 

performance of the DCN, the TRXs of ROTOS network can be dynamically 

allocated to vary the link bandwidth and oversubscription as the requirements of 

various applications’ traffic pattern. Therefore, to have a comprehensive 

understanding of the cost and power consumption affected by the elastic 

number of TRXs, three types of TRX configuration ((TRX-A: p = 3 and q = 1), 

(TRX-B: p = 4 and q = 1) and (TRX-C: p = 6 and q = 2)) for the ROTOS 

architecture are considered for these calculations.  

TABLE 5.3 NUMBER OF COMPONENTS FOR BUILDING ELECTRICAL DCNS. 

1,000 SERVERS FAT-TREE LEAF-SPINE 

Electrical switch 
128 (16) L1 
128 (16) L2 
64 (16) L3 

25 (80) L1 
8 (128) L2 

TRX MM: amount (type) 4096(MM_1) 2048(MM_1) 

Total fibers: km (type) 122.9 (MMF) 102.4 (MMF) 

10,000 SERVERS  

Electrical switch 
512 (32) L1 
512 (32) L2 
256 (32) L3 

156 (128) L1 
19 (512) L2 

TRX MM: amount (type) 16384(MM_1)  

TRX SM: amount (type) 16384(SM_1) 19456(SM_1) 

Total fibers: km (type) 
819.2(MMF) 
1638.4(SMF) 

1945.6 (SMF) 

100,000 SERVERS  

Electrical switch 

2592 (72) L1 

2592 (72) L2 
1296 (72) L3 

1560 (128) L1 
98 (1024) L2 

TRX MM: amount (type) 186624(MM_1)  

TRX SM: amount (type) 
46656 

(QSFP_WDM) 

25088 

(QSFP_WDM) 

Total fibers: km (type) 
14930(MMF) 

11664(SMF) 
6272 (SMF) 

SM_1: single mode and single channel; MM_1: multi-mode and single channel; SMF: 

single mode fiber; QSFP_WDM: single mode and 4 WDM channels. 
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Table 5.2 reports the cost and power consumption of the network 

components deployed in the electrical and optical DCNs [141]. The costs 

depend on the DCN architecture and the technologies adopted, where single 

mode components are suitable for the optical DCNs and multimode components 

are the appropriate solution for the intra-rack communication. The cost of the 

multi-mode fiber (M MF) and the single-mode fiber (SMF) is 0.9 $/m and 0.3 

$/m, respectively. The cost and power consumption presented in Table 5.2 are 

counted from the current commercial components, which could be fluctuated 

with the adopting of novel technologies. 50 Gb/s transceivers are deployed in 

the ROTOS DCN. For Fat-Tree architecture, the fiber length of the second layer 

(L2) is between 20m and 100m, and the range of fiber length is from 100m to 

500m at the third layer (L3) for the large-scale DC (>10,000 servers). There are 

2 layers of the Leaf-Spine architecture, here which is denoted as L2. Table 5.3 

and 5.4 report all the network components (the amount and radix of the 

electrical and optical switches, the amount and type of transceivers, and the 

length and type of fibers) required to  interconnect 1000, 10,000 and 100,000 

servers by the electrical and the proposed ROTOS DCN architectures. 

TABLE 5.4 NUMBER OF COMPONENTS FOR BUILDING OPTICAL ROTOS DCNS. 

1,000 SERVERS 
ROTOS 

(TX-A) 

ROTOS 

(TX-B) 

ROTOS 

(TX-C) 

Electrical / Optical switch / 
WSS: amount (radix) 

     64 (60) ToR 
16 (8) FOS 

64WSS 

      64 (65) ToR 
16 (8) FOS 

64WSS 

     64 (80) ToR 
16 (8) FOS 

64WSS 

TRX SM: amount (type) 
256 

(50Gb/s) 
320 

(50Gb/s) 
512 

(50Gb/s) 

Total fibers: km (type) 12.8 (SMF) 12.8 (SMF) 12.8 (SMF) 

10,000 SERVERS  

Electrical / Optical switch / 

WSS: amount (radix) 

256 (60) 
ToR 

   32 (16) FOS 
256WSS 

256 (65) 
ToR 

    32 (16) FOS 
256WSS 

256 (80) 
ToR 

32 (16) FOS 
       256WSS 

TRX SM: amount (type) 1024 (50Gb/s) 1280 (50Gb/s) 2048 (50Gb/s) 

Total fibers: km (type) 102.4 (SMF) 102.4 (SMF) 102.4 (SMF) 

100,000 SERVERS  

Electrical / Optical switch / 
WSS: amount (radix) 

2304 (60) 

ToR 

    96 (48) FOS 
2304WSS 

2304 (65) 

ToR 

    96 (48) FOS 
     2304WSS 

2304 (80) 

ToR 

    96 (48) FOS 
      2304WSS 

TRX SM: amount (type) 
9216 

(50Gb/s) 
11520 

(50Gb/s) 
18432 

(50Gb/s) 

Total fibers: km (type) 1843.2 (SMF) 1843.2 (SMF) 1843.2 (SMF) 

   FOS: fast optical switch; ToR: top of rack; SMF: single mode fiber. 
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Figure 5.14 illustrates the normalized cost for various DCN architectures and 

network scales. As the network scaling out, the costs of the electrical DCNs is 

much higher than the proposed ROTOS optical DCN mainly because of the 

massive deployments of expensive electrical switches (ES). Due to the more 

usage of multimode components, the cost of Fat-Tree DCN is beyond other 

architectures. For the DCNs of three scales (1000, 10000 and 10000 servers), 

the ROTOS is the most cost-efficient with about 28.42% cost saving, especial 

for the DC interconnecting 1000 servers. Compared with Fat-Tree architecture, 

the ROTOS DCN equipped with TRX-A allocation has almost 50% cost saving. 

The cost of the ROTOS increases slightly from TRX-A to TRX-C with more 

deployment of transceivers. The normalized power consumption per server of 

the three DCN architectures is reported in Figure 5.14(b). The power 

consumption of large size (100,000 servers) Fat-Tree and Leaf-Spine networks 

is less than medium size (10,000 servers) benefitting from the employment of 

SM_WDM_4 TRXs. For the ROTOS, the average power consumption is 

34.95% less than the electrical switching networks due to the adopting of 

power-efficient optical switches. 

5.6 Summary  

The flexible and cost-effective optical DCN architecture based on the 

reconfigurable optical ToR and fast optical switches is proposed and 

experimentally assessed. Benefiting from the capability of elastic configuring 

the deployed TRXs and WSS, the proposed optical ROTOS architecture 

 
Figure 5.14.  (a) Normalized cost (b) Normalized power consumption per server of various DCN 

architectures. Wavelength selective switch (WSS); Multi-mode fiber (MMF); Single mode fiber 

(SMF); Multi-mode transceiver (MM TRX); Single mode transceiver (SM TRX); Fast optical 

switches (FOS); Electrical switch (ES). 
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supports the dynamic bandwidth allocation on-demand according to the various 

application traffic pattern. This allows for allocating adaptable bandwidth on 

specific links to support the interconnections of a larger pool of servers and to 

enable a large r application traffic load. Moreover, by dynamically deploying 

the TRXs at each ToR, the ROTOS DCN architecture provides variable path 

connections between ToRs, increasing network fault-tolerance and enabling the 

potential implementation of load balancing algorithm to optimize the system 

performance. 

By using the OMNeT++ under a realistic DC traffic model, the scalability 

and system performance in terms of latency, packet loss of the reconfigurable 

DCN as a function of the various traffic patterns are numerically assess. 

Numerical results show that by elastically allocating the TRXs with 50 KB 

buffer, the ROTOS DCN of 40,960 servers could properly adapt to different 

traffic patterns while maintaining less than 1E-6 packet loss and lower than 3 µs 

server-to-server latency at load of 0.3. 2 orders of magnitude decreasing for 

packet loss and 21.5% improvements for server-to-server latency performance 

are achieved for ROTOS, with respect to the static connecting DCNs. The 

experimental assessments validate that the dynamic optical bandwidth 

allocation does not introduce any distortion to the signals. The experimental 

network deployed the adaptable optical bandwidth to the traffic pattern achieves 

0.05 packet loss and 5.85 µs end-to-end latency at load of 0.8. With the 

elimination of a large number of electrical transceivers, the proposed 

reconfigurable architecture achieves 28.4% improvement for cost efficiency and 

35.0% improvement for power efficiency with respect to the Fat-Tree and Leaf-

Spine DCN. Therefore, the ROTOS architecture is a promising candidate for 

building the cost-effective DCN featuring high interconnection flexibility and 

network performance.  

 

 





 

Chapter 6 Optical Polling Flow 

Control for Contention Resolution 

 

 
In fast switching DCNs, packet contention occurs at the switch fabric whenever 

two or more packets at the same time slot and wavelength have the same output 

destination port. In electrical switches, the availability of electrical random-

access memory (RAM) is used to solve the contention. The conflicted packets 

are stored in the electrical RAM and delivered out when the destined output port 

becomes available. However, there is no equivalent optical RAM for optical 

switches and, thus, to build the optically switched DCNs, packet contention 

resolution is one of the unsolved critical challenge that needs to be addressed.  

In this Chapter, a novel software-defined networking (SDN) enabled Optical 

Polling Flow Control (OPFC) technique for packet contention resolution in 

optical DCNs is proposed and experimentally demonstrated 4 . A centralized 

SDN control plane discussed in Chapter 4 is built to calculate and update the 

buffer schedule sequences of each ToR. The calculated schedule sequence 

provides a polling order to reduce the packet contention, that means at each 

time slot, the selected buffer block that stores the packets to be sent out at each 

ToR is different from the selected buffer block in any other ToRs. The FPGA-

based ToRs can monitor in real-time the buffer occupation ratio (heavily related 

to the traffic load). If the occupation ratio of the selected buffer is above a pre-

defined threshold, the packets stored in the selected buffer block will be 

transmitted, preventing packet contention and thereby decreasing the packet 

retransmission. Otherwise, to overcome the head of line (HOL) issue, the 

packets stored in the most-occupied buffer blocks will be sent out. The buffer 

threshold can be dynamically reconfigured based on the real-time monitored 

traffic load at each ToR. Experimental assessments and numerical investigation 

of the scalability of OPFC technique have been carried on this Chapter. 

The Chapter is organized as follows. Section 6.1 describes the SDN-enabled 

Optical Polling Flow Control technique. In Section 6.2, the experimental 

 
4 Parts of this chapter are based on the results published in [133]. 
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demonstration and assessments of OPFC scheme are presented. The numerical 

assessments and analysis of the large-scale deployment of OPFC are shown in 

Section 6.3.  

6.1 Optical Polling Flow Control Technique 

Considering the short distances between the top of rack (ToR) nodes in a data 

center (DC), another class of contention resolution technique that exploits 

electrical RAMs at the ToR nodes is based on flow control (FC) with packet 

retransmission mechanism [142]. The typical FC protocol named Optical Flow 

Control (OFC) is proposed to deal with packet collisions and experimentally 

investigated in Chapter 2, where the acknowledgement (ACK) or negative 

acknowledgement (NACK) signals are generated at the switch controller and 

sent back to the ToRs to trigger the packets release from the electrical RAMs or 

retransmission of the conflicted packets, respectively. However, the 

retransmission of the packets in those FC techniques introduces extra traffic 

end-to-end (nondeterministic) latency and thereby deteriorates the network 

throughput. Besides the retransmission issue, the head-of-line (HOL) blocking 

phenomenon, that is the head-of-line packet could block the packets stored 

behind of it in the same buffer queue, could accelerate the buffer overflow and 

thus, cause a large number of packet loss [143]. Therefore, the packets stored in 

the buffer, especially for the most-occupied buffer, need to be released in time 

to maintain a relatively low occupation ratio and thus, prevents the packet loss. 

To solve this HOL problem, many buffer queuing and scheduling techniques 

have been proposed for electrical switching DCNs, such as dynamic switch 

buffer management (DSBM), dynamically allocated multi-queue (DAMQs) and 

destination-based buffer management (DBBM) [144-146]. However, these 

techniques designed for the electrical switching network are not suitable for 

alleviating HOL blocking in optically switched DCNs, where flow control 

techniques are exploited with packet retransmission mechanism. A Hybrid 

Polling Algorithm (HPACR) based on the OFC technique has been reported and 

numerically investigated, exploiting a no contention polling period to alleviate 

the packet contention and then to reduce the retransmission of conflicted 

packets [133]. However, HPACR does not solve the HOL issue which still 

impact on the packet loss. Therefore, a novel and effective technique that 

reduces both the packet retransmission and the HOL blocking in optical 

switching DCNs remains a critical issue to be solved. 
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6.1.1 Packet Contention in Optical DCNs 

The proposed Optical Polling Flow Control (OPFC) technique  for contention 

resolution is developed at cluster scale, and thus, it can be applied to many 

optical switching DCNs architectures organized in clusters, such as OPSquare, 

HiFOST and LIONS based on fast optical switches [127, 147-149], and 

OPMDC, EOFS and OSA based on wavelength selective switches [99, 103, 

150]. Without loss of generality, the operation of the proposed OPFC technique 

is demonstrated for the OPSquare topology as investigated in Chapter 4. The 

OPSquare network illustrated in Figure 6.1 consists of N clusters and each 

cluster includes N racks.  

In order to explain the OPFC technique, a cluster of the OPSquare has been 

used to show the operation of OPFC. As schematically illustrated in Figure 6.2, 

each cluster groups N racks and each rack consists of H servers interconnected 

via the ToR. At each rack, the Ethernet frames generated by the servers is first 

processed by the Ethernet switch inside the ToR as schematically shown in 

Figure 6.3(a). Based on the Ethernet MAC address, frames destined to servers 

in the same rack (intra-rack traffic) are directly forwarded to the intra-rack 

servers. While frames destined to servers in different racks (inter-rack traffic) 

are stored at the electrical RAM of the ToR. The inter-rack traffics with the 

same destination are stored in the same buffer block, which means that the 

traffics stored in the various buffer blocks have different destinations. As the 

diversified traffics generated by different applications have a variable volume 

for the different destination, the buffer occupation ratios (occupied bytes/buffer 

block size) of each block are different and varying over time. At each time slot, 

only one buffer block can be selected and the copy of its stored traffics 

(Ethernet frames) will be grouped to generate an optical data packet. As shown 

in Figure 6.2, the aggregated optical data packets are sent to the optical switch 

via the optical channels. Meanwhile, the optical label signals indicating the 

 
Figure 6.1.  OPSquare DCN architecture. IS: intra-cluster switch; ES: inter-cluster switch. 
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destination of the corresponding data packets are delivered to the switch 

controller via the label channels. Based on the received label signals, the switch 

controller checks the conflicted packets and accordingly generates the control 

signals to configure the optical switch for the forwarding of the packets [116, 

119].  

As we can see from Figure 6.3(a), multi-transceivers with WDM wavelength 

could be deployed at each ToR. The packet contention only occurs among the 

same wavelength from each ToR, e.g., λk from ToR1, ToR2…ToRN, 

respectively. Figure 6.3(b) demonstrates a case of packet contention for λ1 at the 

switch node. If packets from the buffer block-3 (which means with destination 

ToR3) of ToR1 and ToR2 are transmitted at the same time slot, only one packet 

can be delivered to the destination ToR3 (connecting to output port 3 of the 

optical switch), while the other packet is blocked by the optical switch. After 

processing the contention, the switch controller sends back flow control signals 

to the source ToRs. If the packet is forwarded by the switch, an ACK signal is 

sent to the corresponding ToR, otherwise, a NACK signal is sent back. The ToR 

that receives the ACK signal, which indicates the successful packet forwarding, 

can release the corresponding data from the electrical RAM.  Instead, if the ToR 

receives a NACK signal, which indicates the packet dropped due to the 

contention, the stored data will be retransmitted in the following time slot until 

receiving an ACK signal.  

The contended packets can be retransmitted and will be always delivered, 

but the retransmission will cause extra nondeterministic latency. Moreover, the 

 
Figure 6.2.  Cluster unit deploying the SDN 

control plane to enable the OPFC technique. 
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contended packet waiting for the retransmission is stored in the head of the 

buffer block. This prevents the transmission of the other frames, introducing the 

head-of-line (HOL) block. Therefore, the packets stored behind of the contented 

packet in the same block and the packets stored in the other buffer blocks are 

blocked, and this can accelerate the buffer overflow and thus the loss of a large 

number of packets, especially for the most-occupied buffer block. To reduce the 

packet retransmission and the extra latency, the packet retransmission 

(contention) have to be proactively reduced. In particular packets from the 

most-occupied buffer block should be released in time to reduce the HOL 

blocking and then the packet loss. 

6.1.2 Principle of OPFC Technique 

The Optical Polling Flow Control (OPFC) technique combined with a real-time 

SDN monitoring of traffic load schedules the ToRs buffer blocks to reduce the 

packet retransmission and prevent the HOL blocking. To implement the OPFC 

technique, the Open Flow (OF) protocol (discussed on Chapter 4) is deployed to 

connect the control plane and the data plane, as illustrated in Figure 6.2. 

Moreover, the field-programmable gate array (FPGA) is used to implement the 

ToRs and the switch controller. The FPGA-based ToRs and switch controller 

can monitor in real-time the count of buffer blocks and the number of ToRs as 

well as traffic load, and in turn report them to the SDN control plane via the OF 

agents. Based on this monitored information, novel application engines 

developed at the SDN controller schedule the buffer selection order for all the 

ToRs. Based on this calculated buffer selection order, packets stored in different 

buffer blocks (meaning different destinations) are selected at each ToR to send 

out at every time slot. Note that the buffer selection order is calculated at the 

 
Figure 6.3.  a) schematic of the top of rack; b) simplified packet contention model. 
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SDN control plane for the independent clusters, not for the overall network. 

This distributed control requires less computation time and simplifies the 

network reconfiguration, improving the scalability of the OPFC technique. 

The calculated buffer selection order is a polling sequence. The optical 

packets selected to be sent out at each rack are intrinsically destined to different 

ToRs at each time slot, thereby, preventing the packet contention. For the i-th 

ToR at time slot t, the calculated polling order '( , )P i t  is: 

                           ,'( , ) ( ) ( 1) 1 i 1, N t 1, LP i t i t mod L  = + + +                  (6.1) 

L is the count of buffer blocks for each transmitter. N is the number of ToRs at 

each cluster unit. Once the ToR receives the calculated polling order, it will first 

check the occupation ratio of the selected buffer block (occupied bytes/buffer 

block size) according to the polling order. If the occupation ratio ( '( , ))B P i t  is 

equal to or larger than the predefined threshold Bs ( ( '( , ))Bs B P i t ), the final 

block selected order ( , )S i t for the i-th ToR at time slot t, will be the same with 

the polling order '( , )P i t , that is  

                                                ( , ) '( , )S i t P i t=                                              (6.2) 

This is the polling order case. If all the buffer selection at each ToR follow this 

polling order case at time slot t, there will be no contended packets at the switch 

node (no packets need to be retransmitted) because all packets are destined to 

different racks (final selected buffer blocks are different from each other). If the 

occupation ratio ( '( , ))B P i t of the buffer block selected by the polling order is less 

than the threshold Bs ( ( '( , ))B P i t Bs ), the final selected block ( , )S i t  will be the 

j0-th block, which has the highest buffer occupation ratio (
0

( , ) ( ( , ))B j t Max B j t= ), 

that is  

                                      
     

0 0

,

( , ) , ( , ) ( ( , ))

,i 1, N t 1, L j 1, L

S i t j B j t Max B j t

  

= =
                     (6.3) 

The working mode from Equation 6.3 is the HOL order case. If the ToR follows 

this HOL order case at time slot t, the packets stored at the most-occupied 

buffer block will be sent out first. Thus, the most-occupied buffer block is 

released in time to alleviate the HOL blocking and then to prevent the overflow 

and consequently the packet loss. The threshold value Bs determines the case 

selection (polling order case or HOL order case). For the proposed OPFC 

technique, the value of Bs can be dynamically and in real-time reconfigured at 

the FPGA-based ToR based on the monitored traffic load. Exploiting the 

dynamic threshold reconfiguration, the proposed SDN-enabled OPFC technique 

can dynamically reduce both the packet retransmission (in polling order case) 

and HOL blocking (in HOL order case). It is worth to notice that the SDN 
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control plane decouples the operations of statistics monitoring and polling 

sequence updating from the underlying data plane without interfering the fast 

(nanoseconds) switching operations.  

As an example, the OPFC technique is deployed in a cluster with N=4 ToRs 

as proposed in Figure 6.3(b), and L equals 3 (L is the count of buffer blocks for 

each transmitter). Table 6.1 shows the working principle of the OPFC 

technique. All ToRs at time slot-1 and slot-3 work in polling order case, where 

the final selected block order ( , )S i t  is the same with the polling order '( , )P i t . 

This prevents the packet contention at these 2 slots, and consequently prevents 

packet retransmission. While for the ToR1 and ToR2 at time slot-2, the HOL 

order case is operated because the occupation ratio (15% and 6%, respectively) 

of the block selected by the polling order is less than the threshold. To alleviate 

the HOL blocking at the most-occupied buffer block, the packets in the 3rd and 

4th buffer blocks are selected to be sent out from ToR1 and ToR2, respectively. 

6.2 Experimental Evaluation 

6.2.1 Experimental Setup 

The set-up illustrated in Figure 6.4 is built to experimentally demonstrate and 

assess the OPFC technique. As benchmark, the network performance based on 

the OFC and HPACR techniques are also experimentally investigated. The 

setup consists of 4 FPGA-based (Xilinx Virtex UltraScale+ VU9P) ToRs and 

each one equips with a 10 Gb/s optical channel to deliver the optical data 

TABLE 6.1 WORKING PRINCIPLE OF OPFC TECHNIQUE. 

BUFFER BLOCKS 
TIME SLOT-1 TIME SLOT-2 TIME SLOT-3 

p’(i,t) b(j,t) s(i,t) p’(i,t) b(j,t) s(i,t) p’(i,t) b(j,t) s(i,t) 

ToR-1 

Port_2  24%   25%  2 31% 2 

Port_3 3 40% 3  33% 3  26%  

Port_4  10%  4 15%   17%  

ToR-2 

Port_1  4%  1 6%   8%  

Port_3  30%   32%  3 34% 3 

Port_4 4 41% 4  34% 4  27%  

ToR-3 

Port_1 1 60% 1  57%   61%  

Port_2  39%  2 42% 2  35%  

Port_4  73%   75%  4 77% 4 

ToR-4 

Port_1  32%   34%  1 37% 1 

Port_2 2 40% 2  33%   6%  

Port_3  30%  3 33% 3  36%  

P’(i,t): calculated polling order; B(i,t): buffer occupying ratio; S(i,t): final selected block order. 

The threshold value is set as 30%. 
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packets. Three buffer blocks of 4096 bytes each are deployed inside the ToR.  

The FPGA-based ToR can monitor the traffic load and the occupation ratio 

(occupied bytes/4096 bytes) of each buffer block in real-time. The buffer 

threshold value, determining the case selection (polling order case or HOL 

order case), is dynamically configured based on the real-time monitored traffic 

load. The 4×4 SOA based optical switch is deployed to interconnect these 4 

ToRs [116]. Label signals and flow control signals (ACK/NACK) are 

transmitted between the ToRs and the FPGA-based (Xilinx Virtex-7 VC709) 

switch controller. The switch controller configures the SOA based optical 

switch and checks possible packet contention. The number of forwarded packets 

and conflicted packets are also recorded at the switch controller and provided to 

the control plane. The switch controllers and the ToRs are connected to the 

OpendDayLight (ODL) and OpenStack (OS)-based SDN control plane 

discussed in Chapter 4 via the developed Open Flow (OF) agents. The Order 

Computation Engine is developed and deployed on the control plane to 

 
Figure 6.4.  Experimental set-up of switching cluster deploying SDN 

enabled Optical Polling Flow Control technique. 



Optical Polling Flow Control for Contention Resolution 103 

 

calculate the polling buffer selection sequence.  

The SPIRENT Ethernet Testing Center emulating 4 servers at 10 Gb/s 

generates Ethernet frames with variable and controllable load. The load is 

defined as the ratio of average occupied bandwidth on Ethernet links divided by 

the link capacity. Ethernet frames are generated between 64 and 1518 bytes 

with an average size of 792 bytes. The generated Ethernet frames with the same 

destination are stored in the same buffer block at each FPGA-based ToR and are 

aggregated to form the optical packet with a length of 2600 bytes. The optical 

packet consists of a 32 bits preamble, 32 bits ToR source/destination address, 

32 bits Cyclic Redundancy Check (CRC) sequence and the rest is the payload 

(aggregated Ethernet frames).  

 
Figure 6.5.  Monitored (a) OF signals at SDN control plane; (b) OF 

signals at OF agent; (c) label signals at switch controller of OPFC 

scheme; (d) label signals at switch controller of OFC scheme, when 

the threshold of the buffer occupying ratio is defined as 25%. 
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6.2.2 Packet Contention Ratio Investigation 

Based on the counts of forwarded packets (Fp) and conflicted packets (Cp) 

monitored at the FPGA-based switch controller, the packet contention ratio 

(PCR) is defined as Cp/Fp. In the OPFC technique, the ODL/OS control plane 

generates the polling sequences for the 4 ToRs to schedule the buffer block 

selection. The polling sequences of ToR1, ToR2, ToR3 and ToR4 are illustrated 

in Figure 6.5(a). As can be seen from these sequences (highlighted by the red 

box), there is no packet contentions at each time slot. Those sequences are 

delivered to the corresponding ToRs via the OF agents (Figure 6.5(b)). The 

final buffer selection order is updated accordingly based on the polling 

sequence and the monitored buffer occupation ratio. The measured packet 

contention ratio (PCR) with the OPFC technique is 7.62% (19257/252684) 

(Figure 6.5(c)). In case of the OFC technique, the monitored signals at the 

switch controller is shown in Figure 6.5(d) and the PCR is 30.48% 

(80062/262684), which is much higher than that obtained with the OPFC 

technique. 

Based on the count of the forwarded packets and conflicted packets 

monitored at the switch controller, the PCR measured as function of the traffic 

load with the OFC, HPACR and OPFC techniques is shown in Figure 6.6. The 

OFC network has a high PCR of 30.12% resulting from the random selection of 

the buffer blocks. With the polling period that reduces the packet contention, 

the HPACR scheme has a relatively low PCR with respect to OFC technique. 

The PCR measured with the OPFC technique is close to zero when the 

 
Figure 6.6.  Packet contention ratio (PCR) for OFC, HPACR and 

OPFC with different threshold defined for buffer occupying ratio. 
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threshold of the buffer occupation ratio is set as 1%. With this threshold (1% 

threshold) configuration, almost all the ToRs work in the polling order case. 

However, in this scenario (1% threshold), the packets stored in the most-

occupied buffer block are kept in the buffer and can generate an HOL block. 

This will cause a large number of packet loss, especially for the high traffic 

load.  

The threshold value determines the case selection (polling order case or 

HOL order case).  Changing the threshold from 5% to 50% (5%, 20%, 30%, 

50%, respectively), the average PCR increases because the ToRs gradually step 

into the HOL order case. When the traffic load is lower than 0.3, the ToRs 

configured with 20% threshold work in the HOL order case because most buffer 

occupation ratio are lower than the 20% threshold. With the increase of traffic 

load, the real-time buffer occupation ratio gradually exceeds the 20% threshold 

thereby, the ToRs operation change into the polling order case and decrease the 

packet contention probability. To alleviate the HOL blocking (release the most-

occupied buffer blocks) and to decrease the PCR at the same time, the FPGA-

based ToRs of OPFC scheme dynamically reconfigure the threshold value 

based on the monitored traffic load. Various threshold configurations have been 

experimentally investigated. Based on the network performance in terms of 

packet loss, server-to-server latency and throughput under the different 

threshold sets, the optimal sets of the threshold with the change of traffic load is 

settled as follows: For the load lower than 0.4, the threshold is set as 5% and the 

threshold is 20% for the load between 0.4 and 0.8; when the load is higher than 

0.8, the threshold value is reconfigured as 30%. The average PCR of OPFC 

scheme with dynamic threshold configuration is 4.7%. 

 
Figure 6.7.  Network performance in terms of (a) packet loss; (b) server-to-server latency for 

schemes of OFC, HPACR and OPFC techniques, respectively. 



106    Experimental Evaluation 

 

6.2.3 Network Performance Investigation 

The packet loss performance is then investigated as shown in Figure 6.7(a). The 

buffer blocks are rapidly overflowed for the OPFC scenario with 1% buffer 

threshold. This causes the highest packet loss with respect to other schemes up 

to a traffic load of 0.8. As the stored data can only be released as a response to 

an ACK signal, the frequent packet retransmissions in the OFC technique block 

the forwarding of the packets stored behind the retransmitted packet. A large 

number of packets are lost for this scenario especially for the high traffic load. 

The HPACR technique provides lower packet contention ratio compared with 

the OFC, but the lack of an effective mechanism to alleviate the HOL blocking 

still deteriorates the packet loss performance. With the SDN updated polling 

buffer selection order to reduce the packet retransmission and also with the 

capability to alleviate the HOL blocking  (by releasing the most-occupied 

buffer) following the variation of traffic load, the OPFC technique with 

dynamic threshold configuration has the best performance in terms of packet 

loss. The packet loss of 6.5E-3 is measured for dynamic threshold case at the 

0.6 traffic load. 

Figure 6.7(b) shows the experimental results of the server-to-server latency 

for the OPFC. OFC, and HPACR techniques. OFC has the worst latency 

performance due to the largest packet retransmission. The latency greatly 

increases for a load > 0.5, and 27.2 µs is measured at load of 0.9. The HPACR 

decreases of 42.3% the latency (8.85 µs) compared to the OFC (15.32 µs) at a 

load of 0.6 because the polling period reduces the packet contention and then 

the packet retransmission. The OPFC scenario with 1% buffer threshold also 

decreases the server-to-server latency with respect to the OFC technique.  

However, the long data queuing time especially at the buffers with the heavy 

 
Figure 6.8.  (a) Latency Cumulative Distribution Function (CDF) and (b) network throughput for 

schemes of OFC, HPACR and OPFC techniques, respectively. 
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traffic load still increases the overall latency. The OPFC with dynamic 

threshold configuration shows the best latency performance due to the fewer 

packet contentions and the rapidly buffer releasing. The OPFC technique 

achieves 7.7 µs server-to-server latency at the load of 0.6, improving 49.7% and 

12.5%, respectively, compared with the OFC technique (15.3 µs) and HPACR 

scheme (8.8 µs). 

The latency Cumulative Distribution Function (CDF) is shown in Figure 

6.8(a) for a traffic load of 0.5. The SPIRENT Ethernet Testing Center records 

the server-to-server latency for all the optical packets within one minute to 

measure the latency distribution performance. Due to the fewer packet 

retransmission (less unpredict latency), the server-to-server latency of OPFC 

based networks with dynamic threshold configuration has low variations 

(ranging from 6.8 μs to 9.2 μs) with respect to the mean value (7.4 µs). As a 

comparison, the latency distribution of OFC technique is more dispersed, with a 

latency ranging from 6.8 μs to 25.2 μs. The network throughput performance is 

also investigated and shown in Figure 6.8(b). The throughput baseline is used as 

a reference. The OPFC scheme with dynamic threshold provides the best 

throughput. With respect to the OFC and HPACR, the throughput of OPFC with 

dynamic buffer threshold at the load of 0.8 improves of 23.9% and 6%, 

respectively. 

 
Figure 6.9.  Network packet loss for different network scale 

deploying OFC, HPACR and OPFC technique, respectively. 

EXP: experiment; SIM: simulation. 
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6.3 Scalability Investigation 

To numerically investigate the operation of the OPFC scheme in large DC scale, 

an OMNeT++ simulation model is implemented based on the experimental 

parameters and measured results. The large-scale simulated optical DCN is built 

following the optical network architecture OPSquare [148], where the network 

is divided into the independent cluster units. 40 servers are grouped in one rack 

and each server operates at 10 Gb/s. The servers are programmed to generate 

Ethernet frames with the length varying from 64 bytes to 1518 bytes and with 

the carriable traffic load from 0 to 1. The Ethernet frames at each time slot are 

randomly destined to one of the possible servers. The size of the aggregated 

optical packets is 2600 bytes and the interval packets time is 200 ns.  According 

to the experimental measurements, the delay of the label processing and 

contention resolution is port-count independent and has been set as 43.4 ns in 

total. The fiber length between the ToR and switch nodes are 50 meters, 

therefore, the round-trip time (RTT) between the ToR and switch is 543.4 ns, 

which includes transmission delay over the 2×50 m distance and 43.4 ns 

controller processing delay. 8 WDM transceivers operating at 50 Gb/s are 

deployed at each ToR to maintain the same oversubscription (1:1) with the 

experimental setup. The size of each buffer block is 4096 bytes following the 

experimental parameters. Note that the OPFC scheme in this simulation model 

exploits the dynamic threshold. The threshold value is set as 5% when the load 

is lower than 0.4, 20% for load between 0.4 and 0.8, and 30% for the load 

higher than 0.8. 

 
Figure 6.10.  Server-to-server latency for different network 

scale deploying OFC, HPACR and OPFC technique, 

respectively. EXP: experiment; SIM: simulation. 
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 The network performance in terms of packet loss, server-to-server latency 

and network throughput as a function of number of servers from 4 to 40960 has 

been numerically assessed. The performance of the simulated network (-SIM) 

employing the same network configurations with the experiment (-EXP) has 

been investigated to validate the OMNeT++ simulation model. Results (Figure 

6.9 and 6.10) show that as the network scales from 4 to 40960 servers and load 

of 0.5, the packet loss increases from 2.1E-3 to 9.0E-3 and the average latency 

increases of 5.13 µs, which indicate the good scalability of the proposed OPFC  

technique. The numerical results also confirm that the OPFC technique 

significantly improve the performance in terms of latency, packet loss and 

network throughput with respect to the OFC and HPACR. The packet loss is 

less than 3.2E-3 and 6.5E-3 at load of 0.4 for the largescale DC (40960 servers) 

deployed OPFC and HPACR technique, respectively. The latency is 9 µs and 

10.09 µs for the OPFC and HPACR, respectively. Figure 6.11 shows that the 

OPFC improves of 20.24% the average network throughput than the HPACR 

technique for all the DC network scales.  

6.4 Summary 

A novel SDN-enabled packet contention resolution for optical switching DCNs 

is demonstrated and experimentally assessed. This scheme proactively prevents 

 
Figure 6.11.  Network throughput for different network scale 

deploying OFC, HPACR and OPFC technique, respectively. 

EXP: experiment; SIM: simulation. 
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the packet contention caused time-consuming packet retransmission. If the 

buffer occupation ratio is lower than the pre-defined threshold, the packets in 

the most-occupied buffer are delivered in time to alleviate the HOL blocking, 

and hence, reduce the buffer overflow caused packet loss. Based on the 

monitored traffic load, the buffer threshold in the proposed OPFC technique can 

be dynamically reconfigured. Experimental results validate that the packet 

contention ratio of OPFC (5.7%) with dynamic threshold configuration 

decreases 24.42% and 6.9% with respect to the schemes of OFC (30.12%) and 

HPACR (12.6%), respectively. A packet loss of 8.52E-3 and server-to-server 

latency of 7.7 µs at the load of 0.6 is measured for the OPFC technique. Those 

values are one order magnitude and 13.1%, respectively, better than the 

HPACR scheme. At the load of 0.6, the network throughput increases from 0.55 

(HPACR) to 0.59 (OPFC). Based on the experimental parameters and results, a 

simulation model is built to investigate the operation of the OPFC scheme in 

large DC. Numerical assessments prove the good scalability of the proposed 

OPFC technique where the packet loss only increases from 2.1E-3 to 9.0E-3 

and the average latency increases 5.13 µs as the network scaling from 4 to 

40960 servers. 

 

 



 

Chapter 7 Summary and outlook 

 

 

7.1 Summary 

The rapid development of traffic-boosting applications, such as cloud 

computing, Internet of Things and big data, are powered by massive data 

centers (DCs) hosting hundreds of thousands of servers. To accommodate the 

tremendous increase in amounts of traffic, the data center networks (DCNs) 

have to scale out to supply more bandwidth and deploy much more powerful 

servers to guarantee higher processing capabilities. To accommodate the 

increasing volume of traffic with high quality of service guarantee, architectural 

and technological innovations of the DCNs are required. In this respect, fast 

optical switching technology provides an attractive solution, by means of 

efficient statistical multiplexing, transparent high-capacity operations, and 

improving the power consumption by eliminating the O/E/O conversions as 

well as opaque switch front-ends. This motivates the research work described in 

this thesis, which is the design, implementation and assessment of a fast and 

flexible optically switched system for building a scalable optical DCN capable 

to deploy practical DC applications. The main objectives have been focused on 

improving the performance and overcoming the limitations exposed by the 

existing technologies: 

• Lack of fast (nanoseconds) switch control mechanism 

• Lack of practical optical buffer 

• Slow clock and data recovery 

• Inefficient network utilization and SDN incompatibility 

• Inflexible interconnections for realizing large-scale network 

• Extra latency introduced for packet contention resolution 

Promising results have been achieved by means of simulation analyses and 

experimental validations. In particular, the achievements made in this work are 

summarized as follows. 
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A fast label control mechanism allowing for the nanoseconds and distributed 

control has been designed for the fast semiconductor optical amplifier (SOA) 

optical switch node. The switching is based on broadcast-and-select structure, 

with the SOA as the gating element. The switch control is determined by the 

label signals via a bidirectional label channels, which are processed in parallel 

by the switch controller. Moreover, the time of the central switch controller is 

distributed to all the connected ToRs with automatic measurement and 

compensation of channel (fiber) delay to unify the network time, implementing 

an accurate synchronous slotted mechanism. In combination with the fast 

response of the SOA gates, such high parallelism of control leads to a 

configuration time of 43.4 ns, of which the label processing time is 12.4 ns. 

This fast control is of paramount importance to achieves a very short length of 

interpacket gap (IPG) to improve the network throughput. 

The lack of an optical buffer is one of the challenges for the optical 

switching technology. To overcome this issue, a novel resource-efficient 

Optical Flow Control (OFC) technique is proposed and investigated. The 

contention at the switch is resolved by retransmitting the packet stored in the 

electrical random-access memory (RAM), which is triggered by the flow 

control signal. Demonstration prototype with 4 10 Gb/s payload confirms less 

than 3.0E-10 packet loss at the optical network after 10 days operating. 

Additionally, the packet loss for all these 4 nodes maintains stable and the 

maximum fluctuation is less than 1.54E-10. The latency overhead is mainly 

contributed by the round-trip time (RTT), which can be minimized in the close 

environment of DCNs together with the nanoseconds control of optical switch. 

To further reduce the packet retransmissions of OFC scheme and to alleviate 

the head of line (HOL) blocking for packet stored in the electrical RAM, a 

novel SDN enabled Optical Polling Flow Control (OPFC) technique for packet 

contention resolution in optical DCNs is designed and experimentally 

demonstrated. Based on the central controller, the buffer schedule sequences of 

each ToR can be automatically calculated and updated to provide a polling 

order to reduce the packet contention, thereby, decreasing the packet 

retransmission. Moreover, the FPGA-based ToRs can monitor in real-time the 

buffer occupation ratio and accordingly release the most-occupied buffer to 

reduce the HOL blocking. Experimental results validate that the packet 

contention ratio of OPFC (5.7%) decreases 24.42% with respect to the schemes 

of OFC (30.12%). The overall packet loss of 8.52E-3 and server-to-server 

latency of 7.7 µs at the load of 0.6 is measured for the OPFC based network. At 

the same load, the network throughput increases from 0.5 (OFC) to 0.59 

(OPFC). Based on the experimental parameters and results, a simulation model 

is built to investigate the operation of the OPFC scheme in large DC. Numerical 
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assessments prove the good scalability of the proposed OPFC technique where 

the overall packet loss only increases from 2.1E-3 to 9.0E-3 and the average 

latency increases 5.13 µs as the network scaling from 4 to 40960 servers. 

In the fast label control system, each of the bidirectional label channels is a 

continuous link not only used to send the label requests from ToRs to switch 

controller and the flow control signals from the switch controller to the ToRs, 

but it is also used to distribute the clock from the switch controller to all the 

connected ToRs. In this way, all the transceivers of the ToRs are clocked with 

the same frequency and thereby, the receivers eliminate the time-consuming 

clock frequency recovery step. Moreover, to guarantee the CDR circuits active, 

the switch controller, which has the full vision of the traffic from the ToRs, 

exploits the multicast capability of the optical switch to forward packets to the 

un-destined ToRs to fill the empty slots. The experimental assessments show 

that this clock distribution technique achieves a constant 3.1 ns data recovery 

time regardless of the IPG length and with no deployment of the high-cost 

burst-mode CDR receivers. 

Implementing the fast label control mechanism with accurate time allocation, 

the OFC technique and the clock distribution, a prototype of fast optical DCN is 

demonstrated for the first time based on the 4×4 SOA optical switch. Four 

servers installing the Netdata as the network performance monitor and iPerf as 

the Transmission Control Protocol (TCP) traffic generator are employed in this 

prototype to investigate the capability of running practical DC applications 

(through TCP throughput monitoring). Full TCP bandwidth (identical with the 

theoretical calculation) and zero TCP packet loss are achieved to deploy DC 

applications. At the traffic load of 0.5, experimental investigations show 97.7% 

bandwidth utilization, zero buffer overflow caused packet loss and 3 µs server 

end-to-end latency for the demonstrated prototype. 

To fulfill the promises of facilitating virtualization and enhancing the 

network performance by providing simplicity, programmability and flexibility, 

software-defined networking (SDN) is penetrating in the optical DCNs. In light 

of this, an SDN-enabled control and orchestration plane with extended 

OpenFlow (OF) protocol has been developed and implemented for the 

prototyped flow-controlled and clock-distributed optical DCN. With the 

abstracted information and translation offered by the OF-agent, the SDN 

controller can flexibly slice the optical networks by updating the look-up table 

and monitoring the stored statistics of the data plane. Such SDN-enabled control 

interface is the key enabler to realize the SDN control framework for a 

programmable optical data center network. By exploiting the nanoseconds 

forwarding of hardware control and the decoupled SDN control, assessments 
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demonstrate the QoS guaranteed operation for the applications running in the 

optical switch-based sliced networks. 

Employing the nanoseconds-controlled and SDN-enabled optical switch and 

control system, a novel optical data center network architecture ROTOS has 

been proposed and investigated. The optical bandwidth of the ROTOS network 

can be automatically and dynamically allocated on-demand according to the 

various application traffic pattern. This allows for allocating adaptable 

bandwidth on specific links to provide the interconnections of a larger pool of 

servers and to support a higher application traffic load. Based on the realistic 

DC traffic pattern, an OMNeT++ simulation platform has been used to 

numerically investigate the network and scalability performance. Numerical 

results show that by elastically allocating the TRXs, the ROTOS network of 

40,960 servers could properly adapt to different traffic patterns while 

maintaining less than 1E-6 packet loss and lower than 3 µs server-to-server 

latency at load of 0.3. 2 orders of magnitude decreasing for packet loss and 

21.5% improvements for server-to-server latency performance are achieved for 

ROTOS, with respect to the static connected networks. The experimental 

assessments validate that the dynamic optical bandwidth allocation does not 

introduce any distortion to the signals. The experimental network deployed the 

adaptable optical bandwidth to the traffic pattern achieves 0.05 packet loss and 

5.85 µs end-to-end latency at load of 0.8. With the elimination of a large 

amounts of electrical transceivers, ROTOS architecture achieves 28.4% 

improvement for cost efficiency and 35.0% improvement for power efficiency 

with respect to the Fat-Tree and Leaf-Spine DCN.  

7.2 Outlook 

A nanoseconds-controlled and SDN-enabled optical switching system for fast 

and flexible optical data center network has been studied in this thesis. 

Promising results towards the fast control, flexible connection, high-throughput 

and low-latency switching capabilities have been shown with an optical DCN 

prototype. However, the true benefits over the electrical counterpart should be 

further characterized in a large-scale data center environment, which requires 

extra research efforts on optimizing all the elements to further improve the 

network performance. As such, several near-term challenges for network 

optimization as well as some interesting directions for future work are discussed 

in the following. 

Advance Buffer Control Mechanism: In the designed nanoseconds optical 

switch and control system, the data packets are stored in the electrical RAM to 



Summary and outlook 115 

 

prevent the packet contention that causes packet low. The deployed electrical 

RAM is divided into various blocks with identical size. Ethernet frames that 

have the same destination are stored and aggregated in the same buffer block. 

Traffic bursting is a typical situation for DC applications, and if such traffic is 

above the buffer block size in a certain time, the incoming traffic will be 

dropped. Such a burst is only microseconds long but still causes high packet 

loss. Enlarging the buffer length could alleviate the packet loss issue, but the 

contended packet stored at the head of the buffer block will prevent the release 

of the other packets in the buffer, thereby, the longer the buffer length, the 

longer the queuing delay. Thus, an advance buffer control mechanism is 

required to further improve the network performance. A shared memory design 

for frames with various destination buffering is one of the promising solutions. 

ToR using a shared-memory architecture provide all frames access to that 

memory at the same time in the form of shared buffers. All ingress frames are 

stored in a shared memory "pool" until the egress ports are ready to transmit. 

Buffer manager dynamically allocates the shared memory in the form of buffers, 

assigning more buffer for high amounts of burst traffic, allocating fewer buffers 

for frames with low load. To significantly improve the network performance, 

other advance buffer mechanisms should also be investigated to further 

decrease (even prevent) the packet loss and reduce the buffer processing delay. 

Advance Label Control: The bidirectional label channels carrying the label 

signals and flow control signals are exploited in the proposed nanoseconds 

optical switch and control system to implement the fast switch control, time 

allocation and flow control as well as the clock distribution. To further improve 

the utilization of the label channels and to provision differentiated quality of 

service (QoS), the label channels can be utilized to deliver more useful 

information apart from the destination request and priority implemented in this 

thesis. For instance, one lower speed (that means lower cost) label channel can 

be used to carry several (current and following) destination requests for data 

packets from multiple data channels in an asynchronous mode. This could boost 

the label processing capability at the switch controller since the controller 

knows more destination requests. This could also improve the transmission 

throughput since the coming packets can be transmitted immediately, do not 

need to follow the synchronous time slot. Moreover, heterogeneous requests can 

be delivered by the label signals to the switch controller to enable the dynamic 

QoS provisioning for DC applications with different requirements. Additionally, 

some functions of the SDN control and orchestration plane discussed in Chapter 

4 can be migrated to the FPGA-based switch controller, as the switch controller 

is a central controller for the network cluster. The configuration commands will 

be delivered by the flow control signals from the switch controller, not the SDN 
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controller, to the connected ToRs on the label channels. This advance 

mechanism would decrease the network configuration time from milliseconds 

(SDN controller) time scale to nanoseconds level (FPGA-based switch 

controller). 

O-band Operation: The research work presented in this thesis mainly focuses 

on the switching performance at the C-band, but the network architecture can be 

adapted to other wavelength bands by replacing the wavelength-dependent 

components (e.g., transceivers and SOA). O-band is one of the interesting 

operation bands, considering the commercial transceivers widely deployed in 

data centers and close-to-zero dispersion in the standard single-mode fiber at 

1310 nm, which is favorable especially targeting for future high date-rate 

applications. The continuous emergence of evolved technologies (e.g., silicon 

photonics) has also accelerated the development of low-power and low-cost 

1310 nm WDM optical interconnects [151]. To this end, a nanoseconds optical 

switch and control system functional at 1310 nm would be attractive for the 

early-stage test and verification of the benefits brought by the optical solutions. 

Although some preliminary studies have been carried out [152, 153], the 

assessments in a real O-band DCN with aforementioned challenges completed 

is needed. The results could be utilized to further enhance the performance of 

the nanoseconds optical switch and control system based DCNs.   

FPGA-to-ASIC Conversion: The ToRs and switch controllers demonstrated in 

this thesis are implemented by the FPGA. However, as device speeds increase, 

FPGAs experience a dramatic increase in power consumption over an 

application-specific integrated circuit (ASIC) design. This is largely due to how 

FPGAs are routed. An FPGA cannot be directly routed from point A to point B 

on a chip. Instead, a signal must be routed through many programmable routing 

switches and wire segments, each with considerable capacitive overhead, which 

causes an increase in power consumption. In addition, clocks are routed with 

predefined clock networks across the entire die, with oversized drivers to handle 

all potential clocking requirements. This large clock network has a sizeable 

capacitive load and will draw a substantial amount of power at higher 

frequencies. In the ASIC, clock drivers and networks are tailored to the specific 

clock network requirements and routed efficiently in metal layers. There is no 

unused logic in ASICs drawing power. The reduction in power usage by an 

ASIC allows the use of less complex packages, again helping reduce the overall 

cost of the product, as package costs can be a third or more of the device cost. 

FPGAs use leading edge technologies in order to obtain the same system 

performance as an ASIC in older technologies. A design implemented in an 

FPGA will have a larger die size due to the architecture and fabric, and due to 

the programmable logic and interconnect overhead. This not only increases the 
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overall power used in the FPGA but has a direct effect on the cost. For the same 

amounts of gates and RAM, an ASIC has a much smaller die size, and usually 

requires fewer levels of metal. This is due to more efficient custom routing used 

in an ASIC. The resource can also be accordingly customized in ASIC on 

demand of the design, e.g., a larger size of block RAM is required for the ToR. 

The smaller die size and fewer processing steps are the main cost advantages for 

the ASIC. By taking advantage of the superior density offered by an ASIC and 

possibly combining several FPGA designs onto a single chip with customized 

resource provisioning, additional benefits can be realized: reduced board size, 

improved performance and maximized cost and power savings. Additionally, in 

contrast to the programmable logic used in FPGAs, the hard-coding of the logic 

in an ASIC does not allow reprogramming of the device, thereby increasing 

security and reliability.  
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