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Heuristics for setting reorder levels in periodic review inventory systems 
with an aggregate service constraint 

Karel van Donselaar *, Rob Broekmeulen, Ton de Kok 
Department of Industrial Engineering and Innovation Sciences, Eindhoven University of Technology, PO Box 513, 5600 MB, Eindhoven, the Netherlands   
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A B S T R A C T   

Inventory managers are responsible for the trade-off between inventory holding costs and customer service. In 
this paper we consider a periodic review multi-item inventory system with exogenous lot-sizes and backordering. 
The objective is to minimize the total inventory holding costs subject to the constraint that the aggregate fill rate 
should be at least equal to a target level. The aggregate fill rate is a weighted average of the fill rates of all items 
in the assortment. We consider three ways of defining this aggregate fill rate: using generic weights, weights 
based on the average demand (volume) or weights based on the average (monetary) turnover. We show that the 
definition of the aggregate service can have huge effects on the performance of the system. So, inventory 
managers should be very careful on which definition to apply. We also derive four heuristics to determine the 
reorder levels for all items. One heuristic is very generic and can be applied to many problems including multi- 
item multi-echelon inventory systems and systems with a constrained aggregate ready rate. Since multiple as-
sumptions made to derive the heuristics are common assumptions made in the literature, we first test the ac-
curacy of these approximations using simulation. Next, we evaluate the heuristics based on data from a large 
international reseller. The heuristic based on the most accurate approximation performs best, is close to optimal 
and very efficient. Savings compared to no service level differentiation are large (up to 28.7%) and depend on the 
definition of the aggregate service.   

1. Introduction 

In practice many inventory managers are confronted with aggregate 
key performance indicators (KPI’s) imposed by senior management. 
Senior management uses these aggregate KPI’s to make tactical or 
strategic trade-offs and to evaluate the performance of inventory man-
agers. The inventory managers are responsible for translating these 
aggregate KPI’s into control parameters and performance indicators for 
individual items or stock keeping units (SKU’s). In this paper we study 
the problem how to determine the reorder levels (the decision variables) 
for individual SKU’s if the objective is to minimize the total inventory 
holding costs (or the total investment in inventories) for a set of SKU’s 
subject to an aggregate fill rate constraint. The fill rate is the most widely 
applied service measure in industry (Teunter et al., 2017). It is defined as 
the percentage of demand which can be delivered from stock. So, one 
minus the fill rate is the fraction of demand which is backordered. The 
aggregate fill rate is a weighted average of the fill rates of the individual 
SKU’s. In the literature two types of models exist which deal with the 
trade-off between the inventory levels and the fill rates: models which 

minimize inventory holding costs subject to a fill rate constraint and 
models which assign a backorder-cost to out-of-stock situations and then 
minimize inventory holding costs plus backorder costs (also known as 
penalty or shortage costs). Managers often prefer to set a service 
constraint (like a target fill rate) rather than to specify the backorder 
costs since those costs can be difficult to specify (Gardner and Dan-
nenbring, 1979; Schneider, 1981; Hopp et al., 1997). 

We assume an environment which is often encountered in practice: 
inventories are reviewed periodically, ordering is done in multiples of an 
exogenous lot-size (often set by the supplier) and if the inventory on 
hand is not sufficient to meet the demand, the unsatisfied demand is 
backordered. Demand is modelled as a continuous stochastic variable. 
To solve this multi-item problem, three main options exist. The first 
option is to decompose the multi-item problem into separate single-item 
problems by setting the target fill rate for each SKU equal to the target 
aggregate fill rate. The target fill rate per SKU determines the reorder 
level per SKU. This option is called ‘No service differentiation’ and is the 
simplest method to apply in practice. The second option is to classify 
SKU’s in a small number of groups (e.g. using an ABC-classification) and 
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to set the same target fill rate for all SKU’s in one group. While this 
approach dramatically limits the number of target fill rates which have 
to be optimized, it also introduces extra complexity since it implies that 
classification criteria have to be chosen, the number of groups have to be 
determined and the size of each group has to be determined. It is also 
shown that this classification approach leads to unnecessarily high costs 
(Teunter et al., 2017). The third option is to solve the original multi-item 
problem and find the optimal fill rates (and related reorder levels) per 
individual SKU. Although the third option is more complex to solve, the 
rewards are also higher. Teunter et al. (2017) showed in an empirical 
investigation for three real-life datasets (one warehouse for spare parts 
and two retailers) that the third option resulted in at least 10% savings 
relative to the second option and at least 27% savings relative to the first 
option. Sherbrooke (2004) reports a 46% reduction of inventory in-
vestment without an increase in number of backorders when applying 
the third option on 1.414 spare parts. De Schrijver et al. (2013) report 
12% savings when a wholesaler for pharmaceuticals implemented the 
second option and an additional 5% savings when they implemented the 
third option. 

In this paper we will develop and test four new heuristics using the 
third option to primarily solve the problem with an aggregate weighted 
fill rate constraint. We will consider three definitions for the weights: 
generic weights, weights proportional to the average demand of the 
SKU’s (called volume-based weights) and weights proportional to the 
average demand times the monetary value of the SKU’s (called turnover- 
based weights). 

The contribution of this paper is four-fold: First, multiple heuristics 
are developed for the multi-item service-level-constrained inventory 
problem with periodic review and exogenous lot-sizes. Our heuristics 
will be tested using an empirical dataset of a large international reseller. 
This test will also include a comparison of our heuristics with the greedy 
heuristic of Sherbrooke (2004), after we generalized and improved the 
greedy heuristic to better fit our problem. Second, our heuristics are 
based on a generic definition of the aggregate fill rate constraint and 
hence can be applied to all possible definitions. We will show for 
example the large impact of using volume-based or turnover-based 
weights in this definition. Compared to using no service differentia-
tion, the potential to reduce the total inventory value by applying the 
heuristics is large (8.1%) for turnover-based weights and very large 
(28.7%) for volume-based weights. Third, one of the heuristics pre-
sented is shown to be close to optimal and very efficient. Finally, mul-
tiple assumptions which are not only made in this paper to derive the 
heuristics, but which are also made in a wide range of models in the 
inventory control literature, are tested in a systematic way to quantify 
how the approximation error depends on each of the system parameters. 

The structure of the paper is as follows: The literature is reviewed in 
Section 2. In Section 3 the terminology and the model are introduced. In 
section 4 four heuristics are derived to solve the problem. The as-
sumptions made when deriving these heuristics are tested in Section 5. 
Then in Section 6, using a dataset from a large reseller, the performance 
of the four heuristics is compared. The paper ends with conclusions, 
managerial implications and suggestions for future research in Section 7. 

2. Literature review 

De Schrijver et al. (2013) review the literature dealing with aggre-
gate constrained inventory systems with independent multi-product 
demand. They classify the literature into five groups based on the 
following inventory policies: 1. Deterministic lead time demand, 2 
Newsvendor: a single period model with stochastic demand and penalty 
costs for ordering too much or too little, 3. Base-stock: an (s,Q) policy 
with Q = 1, this is relevant when ordering costs are negligible compared 
with other costs and frequently applied for spare parts. 4. (s,Q) policy: an 
order of size Q is placed as soon as the inventory position falls to or 
below the reorder point s. 5. (s,S) policy: an order is placed to reach the 
stock maximum level S as soon as stock falls to or below reorder point s. 

The papers in group 4 are dealing with an inventory policy which is 
immense popular in practice (De Schrijver et al., 2013) and closest to the 
policy we discuss in this paper, since it takes into account the effects of a 
lot-size Q which is larger than or equal to one unit. Only three papers 
within this group also explicitly include service measures (like the 
number of backorders) in their modeling compared to other papers 
which only consider total cost functions. Schrady and Choe (1971) 
minimize the time-weighted backorders subject to a constraint on the 
total inventory investment. The authors assume a continuous review 
system, make simplifications to the problem formulation and propose 
conversion of the problem to a sequence of unconstrained optimization 
problems using the SUMT technique. Unfortunately, their procedures 
prove to be tedious and expensive in large applications. Gardner and 
Dannenbring (1979) develop a Lagrangian model which minimizes the 
number of backorders subject to an investment constraint. The authors 
assume continuous review and make multiple simplifying approxima-
tions when modeling the average inventory and the average number of 
backorders. Hopp et al. (1997) assume a continuous review system and 
develop three Lagrangian heuristics to minimize the aggregate in-
ventory investment while satisfying a maximum order frequency and a 
minimum service level. To make their heuristics easily implementable 
they make simplifying assumptions when modelling the average in-
ventory and the average number of backorders, e.g. assuming demand is 
normally distributed with the standard deviation being equal to the 
square root of the average demand. 

From all contributions in groups 1, 2 3 and 5 in De Schrijver et al. 
(2013), the book from Sherbrooke (2004) is highlighted. Sherbrooke 
aims to maximize the system availability for assembled products (like 
aircrafts or production machines) subject to a budget constraint on the 
inventories for the spare parts needed for those assembled products. 
After showing for a continuous review system with base stock-ordering 
policy that minimization of total backorders is approximately equivalent 
to maximization of availability, Sherbrooke uses the marginal analysis 
technique (or ‘greedy heuristic’) to find the best solution. In this tech-
nique the reorder levels for the SKU’s are raised stepwise (in steps of 1 
unit). In every step the SKU is selected with the highest ratio ‘decrease in 
backorders (if the reorder level is increased with one unit) divided by 
increase in inventory (if the reorder level is increased with one unit)’. 
For this SKU the reorder level is raised with one unit. Then the ratio for 
this SKU is recalculated and again the SKU with the highest ratio is 
selected. This is repeated until the budget for the inventories does not 
allow any further increase of the reorder levels. As a simplification it is 
assumed that the inventory increases with one unit if the reorder level 
increases with one unit. Vaez-Alaei et al. (2018) apply this greedy 
heuristic to the multi-item problem of minimizing inventory costs sub-
ject to an aggregate weighted fill rate in the aircraft industry, assuming a 
continuous review system. One of their contributions is the generaliza-
tion of the greedy heuristic by also including lot-sizing effects when 
calculating the fill rates. Like many other authors, they use approxi-
mations to determine the inventory levels and the fill rates in their 
method. 

From the publications after 2013, we highlight the papers by Mill-
stein et al. (2014), Teunter et al. (2017) and Albrecht (2017) and the 
book by Silver et al. (2017). Teunter et al. (2017) propose a simple 
heuristic to determine the reorder levels in a multi-item system with the 
objective to minimize the total inventory subject to an aggregate fill rate 
with volume-based weights. They assume a continuous review system 
with exogenous lot-sizes. Since this is a recent and well performing 
heuristic, in this paper this heuristic will be adapted and generalized to 
make it fit for a periodic review system with an aggregate fill rate 
constraint with generic weights. Albrecht (2017) studies an 
assemble-to-order environment where the objective is to minimize the 
investments into safety stocks for components that are necessary for 
achieving a so-called order service level target. This order service target 
is calculated by weighting the fill rates of the single customer orders (for 
an assembled product, not for a component) with their demand rates and 
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unit backorder costs. They propose heuristics to solve this problem, 
using upper bounds and lower bounds. They assume continuous review 
and base-stock policies for the components. By assuming that each 
assembled product consists of exactly one component and by setting the 
backorder costs equal to one monetary unit, their problem is identical to 
the multi-item problem with an aggregate fill rate-constraint studied in 
Teunter et al. (2017). This shows that the problem in Albrecht (2017) is 
in fact more general. When transforming the general problem of 
Albrecht (2017) into the specific problem studied by Teunter et al. 
(2017), their solution method is exactly equal to the marginal analysis 
technique described in Sherbrooke (2004). 

Silver et al. (2017) and Millstein et al. (2014) are different in their 
way of modeling the multi-item problem by also explicitly considering 
different options to define the aggregate service. Silver et al. consider 
the option to define it as a turnover-weighted average fill rate (the 
weights are equal to the average demand times the monetary value of an 
SKU) and Millstein et al. (2014) define it as the profit-weighted average 
fill rate (the weights are equal to the average demand times the profit 
margin of an SKU), rather than the total backorders or the 
volume-weighted average fill rate (the weights are equal to the average 
demand of an SKU) used in other papers. In Silver et al. (2017) a solution 
procedure is provided for a continuous review system with demand 
having a normal distribution, after making additional simplifying as-
sumptions. They solve the problem by noting the equivalence between 
their problem and a set of single-item unconstrained problems with a 
cost objective function including fixed penalty costs per unit back-
ordered, which are the same for all items. Millstein et al. (2014) aim to 
classify the products in groups while setting the same fill rate target for 
each SKU within a group, rather than finding the optimal fill rate (or 
reorder level) for each individual SKU. 

The key takeaway from this literature review is that multiple papers 
address the multi-item problem with the trade-off between total in-
ventory costs and an aggregate service measure (like the number of 
backorders), but only a handful of papers consider this problem for an 
inventory system with fixed lot-sizes (rather than a system using a base- 
stock policy). Those few papers also assume a continuous review system, 
do not consider generic definitions of the aggregate fill rate, make 
multiple simplifying assumptions and/or are not very efficient. For the 
problem of minimizing the total inventory costs subject to an aggregate 
fill rate constraint for a periodic review multi-item system with exoge-
nous lot-sizes, this paper will generalize and test other heuristics avail-
able in the literature, which were developed for related problems, and is 
the first to find a heuristic which is both close to optimal and very 
efficient. 

3. Problem description, optimization model and terminology 

The problem addressed in this paper is to minimize the total in-
ventory holding costs for a set of items, subject to the restriction that a 
target aggregate fill rate is achieved. 

To construct a model for this problem, we define the following main 
variables: 

Decision variables: 
si: reorder level for SKU i 
λ: Lagrange multiplier. 
Input data: 
I: set of all items. 
fi(x): probability density function of demand per period for SKU i 
μi: average demand per period for SKU i 
σi: standard deviation of the demand per period for SKU i 
fi,t(x): probability density function (pdf) of demand per t periods for 

SKU i 
Fi,t(x) cumulative distribution function (cdf) of demand per t periods 

for SKU i 
hi: linear inventory holding costs (per unit period) for SKU i 
pi: linear penalty costs (per unit per period) for SKU i 

vi: value (or price) per unit for SKU i 
P*

2: target lower bound for the aggregate weighted fill rate 
Li: lead time for SKU i 
Ri: review period for SKU i 
Qi: lot-size for SKU i 
wi: weight factor for the fill rate of SKU i 
τ: arbitrary review moment 
Other variables: 
P2,i: fill rate for SKU i 
Xi: net stock at an arbitrary moment in time for SKU i 
X+

i : inventory on hand at an arbitrary moment in time for SKU i 
X−

i : backorders outstanding at an arbitrary moment in time for SKU i 
Xi(τ +L): net stock just after a potential delivery moment for SKU i 
Xi(τ + R + L): net stock just before a potential delivery moment for 

SKU i 
The problem addressed in this paper, in terms of these variables, is to 

minimize the total inventory holding costs for a set of items, denoted by 
I, subject to the restriction that the aggregate weighted fill rate should be 
at least equal to P*

2. The weight for SKU i in this restriction, wi, can be 
either generic, or volume-based (i.e. based on the average demand per 
period, μi) or turnover-based (i.e. based on the average demand per 
period times the value of the SKU, μivi). The objective function and the 
restriction for our problem, denoted by problem (P), can be written as a 
function of the inventory on hand (X+

i ) at an arbitrary moment in time 
and the fill rate (P2,i): 

Min
∑

i∈I
hiE
[
X+

i

]
(P)

s.t. 
∑

i∈I
wiP2,i ≥ P*

2 and 
∑

i∈I
wi = 1. 

For the two specific weights mentioned we have: wi = μi/
∑

k∈Iμk and 
wi = μivi/

∑
k∈Iμkvk. The decision variables here are the reorder levels. 

Both the expected inventory on hand and the fill rate are a function of 
the reorder level. To derive these functions, we first must study the 
dynamics of the net stock in a single-echelon periodic review system 
with lot-sizing and introduce extra notation and variables. The net stock 
is equal to the inventory on hand if the net stock is non-negative and the 
net stock is equal to minus the number of backorders outstanding if the 
net stock is negative. We consider an inventory system with the 
(R, s, nQ)-replenishment logic. This means that the system is reviewed 
every R periods and if at a review moment the inventory position (equal 
to the inventory on hand plus the planned deliveries minus the back-
orders) is below the reorder level s, a replenishment order is created 
which is the minimum integer multiple of a lot-size Q needed to raise the 
inventory position back to or above s. When analyzing the net stock, two 
different ways of monitoring the net stock will be used in this paper. In 
the first way the net stock is monitored continuously over time, using the 

Fig. 1. Example of a sample path of the inventory position and the inventory on 
hand for an (R, s, nQ) inventory system for an SKU with parameters R = 3, L =

1, μ = 7.5, s = 22 and Q = 48. 
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variable X. In the second way the net stock is monitored at two specific 
moments: just after and just before a potential delivery moment. In this 
second way of monitoring, we start analyzing the system (without loss of 
generality) at an arbitrary review moment, called τ. See Fig. 1 for an 
example. If an order is placed at this review moment, this order will 
arrive at time τ+ L, with L the lead time. The next review moment is R 
periods later, i.e. at time τ+ R. If at that moment an order is placed, this 
order will arrive at time τ+ R+ L. 

The time interval [τ+L, τ+R+L) is called the potential delivery 
cycle. The word potential is used to stress the fact that it is not guar-
anteed that each review moment an order is placed. Especially if the lot- 
size Q is larger than the average demand during the review period, there 
are multiple review moments when no order is placed. For example, in 
Fig. 1 an order is created at time τ, while no order is created at the next 
review moment, i.e. at time τ+ R. Within a potential delivery cycle the 
net stock just after a potential delivery moment is denoted by Xi(τ+L), 
and the net stock just before the next potential delivery moment is 
denoted by Xi(τ+R+L). In the heuristics derived below, demand per 
period is assumed to be continuous with probability density function 
f(x). Demand which cannot be satisfied from inventory on hand 
immediately is backordered. 

Using the notation explained above, we can now derive formulas 
which express the expected inventory on hand and the fill rate as a 
function of the reorder level for any SKU i. 

We first note that all planned deliveries which were present in the 
system at time τi (just after potential ordering) will have been delivered to 
the stock point before or at time τi + Li. Moreover, in the time interval 
[τi +Li, τi +R+Li) no deliveries are made (potential deliveries only occur 
at moments τi + Li and τi + Ri + Li, see Fig. 1). So for any t ∈ [Li,Ri + Li), 
the inventory on hand at time τi + t is equal to the inventory position at 
time τi (= IP(τi)) minus the demand during t periods if this is positive and 
zero otherwise. Therefore, the expected inventory on hand at period τi+ t 
is equal to E[X+

i (τi + t)] = E[(IPi(τi) − Di,t)
+
]. This can be rewritten into 

the following formula: 
For a periodic review system with (R,s,nQ)-logic, Hadley and Within 

(1963) proved that, if demand is continuous, IPi(τi)is equal to si + Δi, 
with Δi a stochastic variable which is uniformly distributed on the in-
terval [0,Qi]. So Δihas the pdf g(δi), with g(δi) = 1/Qi for 0 ≤ δi ≤ Qi and 
g(δi) = 0 elsewhere. This results in formula (2): 

E[IPi(τi)] = si + Qi/2 (2) 

Combining equations (1) and (2) provides the formula for the ex-
pected inventory on hand: 

E
[
X+

i (τi + t)
]
= si + Qi

/
2 − E

[
Di,t
]
+ E

[
X−

i (τi + t)
]

(3) 

Since the inventory on hand is highest at the beginning of the interval 
[τi +Li, τi +Ri +Li) and is lowest at the end of this interval, we approxi-
mate the expected inventory on hand at an arbitrary point in time as the 
average of the expected value of both: 

E
[
X+

i

]
≈
(
E
[
X+

i (τi + Li)
]
+E
[
X+

i (τi +Ri +Li)
])/

2 (4) 

So, when demand is i.i.d., then E[Di,t ] = tμi, with μi the average de-
mand per period, and we get: 

E
[
X+

i

]
≈ si +Qi

/
2 − (Ri / 2+ Li)μi 

+E
[
X−

i (τi + Li)
] /

2+E
[
X−

i (τi +R+ Li)
] /

2
(5) 

The expected backorders, E[X−
i (τi + t)], can be determined using the 

result of Hadley and Whitin (1963) again, when demand during t pe-
riods is continuous with pdf fi,t(x): 

E
[
X−

i (τi + t)
]
= E

[(
Di,t − IPi(τi)

)+ ]
= E

[(
Di,t − si − Δi

)+ ]

=

∫∞

− ∞

∫Qi

0

(x − si − δi)
+fi,t(x)g(δi)dδidx (6) 

The fill rate is equal to the percentage of demand delivered from 
stock. So, one minus the fill rate is equal to the increase in expected 
backorders in the interval [τi +Li, τi +Ri +Li) divided by the expected 
demand during that time interval. The increase in backorders is the 
number of backorders at the end of the interval minus the number of 
backorders at the beginning of the interval. This results in the following 
formula: 

P2,i = 1 −
E
[
X−

i (τi + Ri + Li)
]
− E

[
X−

i (τi + Li)
]

Riμi
(7) 

So the expected inventory on hand and the fill rate used in problem 
(P) can be calculated for any reorder level s by first calculating the ex-
pected backorders at time τi + Li as well as at time τi + Ri + Li, using 
formula (6) and then inserting these values into formulas (5) and (7). 

4. The four heuristics 

To solve problem (P) formulated in the previous section, four heu-
ristics will be derived in this section. The first heuristic solves a problem 
which is similar to problem (P), but which has a service constraint based 
on non-stockout probabilities rather than fill rates. Through this modi-
fication, a result which is available in the literature on multi-echelon 
systems can be used to solve this modified problem. Its solution pro-
vides an approximative solution to problem (P) and an additional 
advantage of this first heuristic is that it can easily be generalized to 
solve a large class of problems including multi-item multi-echelon in-
ventory systems, both for installation and echelon stock-based replen-

ishment policies. 
The second heuristic is based on the observation from the literature 

review that existing heuristics for multi-item systems with lot-sizing 
assume a continuous review system and make simplifying assump-
tions. For example, in many publications it is assumed that the expected 
inventories are a linear function of the reorder level. Most of these ap-
proximations can be prevented or improved by using exact results and 
close approximations for periodic review systems with lot-sizing, pub-
lished in Van Donselaar and Broekmeulen (2014). Those results will be 
used in the second heuristic. 

In many publications, e.g. Teunter et al. (2010) and Silver et al. 
(2017), it is suggested to transform results for continuous review sys-
tems into results for periodic review systems by replacing the demand 
during the lead time in the model by the demand during the lead time 
plus review period. The third heuristic is based on this idea and it can be 
viewed as a generalization of the heuristics presented in Silver et al. 
(2017) for related problems with continuous review and demand having 
a normal distribution function. 

Recently a heuristic has been developed by Teunter et al. (2017) 
which is both simple and performing well for a related problem. The 
fourth heuristic aims to further improve and generalize this heuristic to 
the problem presented in this paper. 

E
[
X+

i

(
τi + t

)]
= E

[(
IPi
(
τi
)
− Di,t

)+]
= E

[
IPi
(
τi
)
− Di,t +

(
Di,t − IPi

(
τi
))+]

=

E
[
IPi
(
τi
)]

− E
[
Di,t
]
+ E

[
X−

i

(
τi + t

)] (1)   
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As a common feature, all four heuristics transform problem (P) into a 
Lagrangian model. 

4.1. Heuristic H1 

To derive the first heuristic for problem (P), we solve a modified 
problem, called problem (Pmod). Problem (Pmod) only differs from prob-
lem (P) by defining the aggregate service as the weighted sum of non- 
stockout-probabilities rather than the weighted sum of fill rates. So, 
problem (Pmod) can be formulated as follows: 

Min
∑

i∈I
hiE
[
X+

i

]
(Pmod)

s.t. 
∑

i∈I
wiP(Xi ≥ 0) ≥ π* and 

∑

i∈I
wi = 1. 

Problem (Pmod) is identical to problem (P) for systems with contin-
uous review and continuous demand, since for those systems the fill rate 
is equal to the non-stockout probability, i.e. P2,i = P(Xi ≥ 0). For a pe-
riodic review system, the restriction in (Pmod) is an approximation of the 
restriction in (P). 

Problem (Pmod) can be rewritten as an unconstrained minimization 
problem by using a Lagrange multiplier: 

Min
∑

i∈I
hiE
[
X+

i

]
+ λ

{

π* −
∑

i∈I
wiP(Xi ≥ 0)

}
(
PLagr

)

This formulation yields untractable results, but tractable results can 
be derived by using the approximation P(Xi ≥ 0) ≈ 1 − E[X−

i ]/ μi. This 
approximation is based on the following reasoning. E[X−

i ] is the average 
backlog at an arbitrary moment in time. Assuming that the demand rate 
is constant over time and equals μi per time unit, the average duration of 
a stockout (expressed as a fraction of the time unit) is equal to E[X−

i ]/ μi. 
As this average duration of a stockout is equal to the probability that at 
any moment in time the inventory is negative, we find P(Xi < 0) ≈

E[X−
i ]/μi, from which the approximation above follows. Inserting this 

approximation into the unconstrained version of problem (Pmod), we find 
the following problem: 

Min
∑

i∈I
hiE[X+

i ] + λ{
∑

i∈I
(wi
/

μi)E[X
−
i ] − (1 − π*)}

(
Pappr)

A key result needed to solve this problem is provided by De Kok 
(2018), who shows that under mild conditions (see De Kok (2018), 
section 3.2.1) for most well-known multi-echelon inventory systems 
under most well-known inventory policies, the sum of holding and 
penalty costs is minimized by setting the non-stockout probability at an 
arbitrary (measurement) point in time equal to the Newsvendor fractile 
and to do this for all end-items in the system: 

P(Xk ≥ 0) = pk
pk+hk 

∀k ∈ Ω, with Ω the set of end-items in the multi- 
echelon system. 

This result also applies to problem (Pappr), after recognizing that the 
penalty costs in problem (Pappr) are equal topi = λwi/μi. Replacing the 
penalty costs in the Newsvendor fractile with these penalty costs pro-
vides the following equation, which holds for the optimal solution to 
problem (Pappr) and hence also provides an approximative solution to 
problems (Pmod) and (P): 

∀i∈ I : P(Xi ≥ 0) =
λwi/μi

λwi/μi + hi
(8)  

with formula (8) we derived the first heuristic for the single-echelon 
system studied in this paper. We note that this result can easily be 
extended to a related problem for multi-echelon systems. By reformu-
lating problem (Pmod) for a multi-echelon system where the objective is 
to minimize the inventory costs for all items (end-items and other items) 
subject to an aggregate weighted constraint on the non-stockout prob-
abilities for the end-items only, exact the same line of reasoning as 
applied above will result in formula (8) for all end-items in the multi- 
echelon system. 

4.2. Heuristic H2 

Heuristic H2 is less generic than H1, since we assume a periodic 
review single-echelon system. Using a Lagrange multiplier, problem (P) 
can be written as: 

Min
∑

i∈I
hiE
[
X+

i

]
+ λ

{

P*
2 −
∑

i∈I
wiP2,i

}

(9) 

In section 3 expressions were derived for the expected inventory on 
hand, the expected backorders and the fill rate for a periodic review 
system with(R, s,nQ)-logic. Those expressions were exact except for the 
expected inventory on hand, which was approximated by taking the 
expected inventory on hand at the beginning of a potential delivery 
cycle and the expected inventory on hand at the end of a potential de-
livery cycle. 

Using (5) and (7) to rewrite (9) gives formula (10): 
If we take the derivative of this function to si, and set this derivative 

equal to zero, we get: 

hi +
∂E
[
X−

i (τi + Ri + Li)
]

∂si

(
hi

2
+

λwi

μiRi

)

+
∂E
[
X−

i (τi + Li)
]

∂si

(
hi

2
−

λwi

μiRi

)

= 0

(11) 

In Appendix A we show that the derivative of E[X−
i (τi + t)], with 

t ∈ [Li,Ri + Li), is equal to 

∂E
[
X−

i (τi + t)
]

∂si
=P
(
X+

i (τi + t)> 0
)
− 1 (12) 

Combining (11) and (12) gives: 

P(Xi
+(τi + Ri + Li) > 0 )

P(Xi
+(τi + Li) > 0 )

=
λwi − hiμiRi/2
λwi + hiμiRi/2

(13)  

4.3. Heuristic H3 

For the third heuristic we first derive a formula for a system with 
continuous review and continuous demand and in the end translate this 
formula into a formula for a periodic review system. In the system with 
continuous review and continuous demand, the expected inventory on 
hand, E[X+

i ], is equal to E[X+
i ] = si + Qi/2 − Liμi + E[X−

i ]. With Gi(si) the 

Min
∑

i∈I
hi(si + Qi/2 − (Ri/2 + Li)μi) + λP*

2 − λ
∑

i∈I
wi +

∑

i∈I
E
[
X−

i (τi + Ri + Li)
]
(

hi

2
+

λwi

μiRi

)

+
∑

i∈I
E
[
X−

i (τi + Li)
]
(

hi

2
−

λwi

μiRi

)

(10)   
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loss function defined as Gi(si) =

∫∞

si

(x − si)fi,Li (x)dx and fLi (x) the 

pdf of the demand during the lead time, the fill rate is equal to 
P2,i = 1 − (Gi(si) − Gi(si +Qi))/Qi (see Silver et al., 2017). 

The objective function for the unconstrained optimization problem 
for the continuous review system is: 

This objective function is approximated by a simpler function by 
assuming E[X−

i ] = 0 and assuming Gi(si + Qi) = 0, in line with as-
sumptions made by Silver et al. (2017). 

Setting the derivative of the approximated objective function to si 
equal to zero, yields: 

hi + λwi
∂Gi(si)/∂si

Qi
= 0 (15) 

Using Leibnitz’s rule, we get ∂Gi(si)/∂si = Fi,Li (si) − 1, with Fi,Li (x) the 
cumulative distribution function for the demand during the lead time for 
SKU i. As a result, the optimal reorder level for the approximated 
objective function follows from: 

Fi,Li (si)= 1 −
hiQi

λwi
(16) 

According to Teunter et al. (2010) results derived for continuous 
review systems can be used to find approximations for periodic review 
systems by adding the undershoot to the lead time demand. The un-
dershoot is equal to the reorder level minus the net inventory at the 
moment a new replenishment order is created at a review moment. We 
use the demand during the review period as an approximation for the 
undershoot, similar to the approximation suggested by Silver et al. 
(2017) for periodic review base stock policies. Then the optimal reorder 
level for the approximated objective function in a periodic review sys-
tem follows from: 

Fi,Ri+Li (si)= 1 −
hiQi

λwi
(17) 

If wi = μi/
∑

k∈Iμk, this results in: 

Fi,Ri+Li (si)= 1 −
hiQi

λ′ μi
(18)  

with λ
′

= λ/
∑

j∈Iμj. This result is analogous to the result derived by 
Axsäter (2015) for a single-item unconstrained continuous review 
problem with normally distributed demand and with a cost function 
equal to the sum of the linear inventory holding costs and backordering 

costs, based on a linear cost per unit backordered (B2). By setting Ri = 0 
and B2 = λ/

∑
j∈Iμj, formula (18) turns into the formula derived by 

Axsäter (2015). That formula was also generalized to other demand 
distributions and used by Teunter et al. (2010) to find the criterium to 
define product classes in an ABC classification problem. 

4.4. Heuristic H4 

The fourth heuristic is an extension and generalization of the heu-
ristic proposed by Teunter et al. (2017) for the problem with a 
volume-based aggregate fill rate constraint. Their heuristic starts with 
the well-known result for continuous review systems having continuous 
demand, that the optimal fill rate for SKUi, P2,i , for a single-item 
problem with linear holding and penalty costs under a reorder point, 
order quantity inventory control policy is given by the newsvendor 
formula 1 − P2,i = hi/(pi + hi). They approximate the denominator with 
pi, by arguing that typically the penalty costs are much higher than the 
holding costs. Furthermore they assume that holding costs are a constant 
rate times the price of an SKU hi = αvi and penalty costs are a constant 
times the criticality of an SKU pi = bci, resulting in 

1 − P2,i ≈
αvi

bci
(19) 

Following their reasoning, but generalizing it to an aggregate fill rate 
constraint with weights wi, we use the definition of the aggregate fill rate 
constraint 1 − P*

2 =
∑

i∈I(1 − P2,i)wi and combine it with (19) to get an 
expression for α/b: 

α
b
=

(
1 − P*

2

)

∑
i∈I(viwi/ci)

(20) 

Combining (19) and (20) results in: 

1 − P2,i ≈
vi

ci

(
1 − P*

2

)

∑
j∈I

(
vjwj

/
cj
) (21) 

If criticality figures are hard to estimate in practice, Teunter et al. 
(2017) mention that one option is to use the same criticality for all 
SKU’s. Then the fill rate for SKU i can be found by solving 

1 − P2,i ≈

(
1 − P*

2

)
vi

∑
j∈I

(
vjwj

) (22) 

Teunter et al. (2017) recognize that in case minimum requirements 
for the fill rate per SKU are imposed and this is combined with using 

Table 1 
Formulas to find the reorder levels depending on the heuristic and the weight factor.   

Criterion Generic weights wi  Volume-based weights wi = μi/
∑

j∈Iμj  Turnover-based weights wi = μivi/
∑

j∈Iμjvj  

H1 P(Xi ≥ 0) = λ1wi/μi
λ1wi/μi + hi  

λ2

λ2 + hi
∑

j∈Iμj  

P*
2  

H2 P(Xi
+(τi + Ri + Li) > 0 )

P(Xi
+(τi + Li) > 0 )

=
λ3wi − hiμiRi/2
λ3wi + hiμiRi/2  

λ4 − hiRi/2
λ4 + hiRi/2  

λ5 − Ri/2
λ5 + Ri/2  

H3 Fi,Ri+Li (si) = 1 −
hiQi

λ6wi  
1 −

hiQi

λ7μi  
1 −

Qi

λ8μi  
H4 P2,i =

1 −
(1 − λ9)vi
∑

j∈I(vjwj) 1 −

(1 − λ10)vi
∑

j∈I
μj

∑
j∈Ivjμj  

1 −

(1 − λ11)vi
∑

j∈I
μj

∑
j∈Iv2

j μj   

Min
∑

i∈I
hiE
[
X+

i

]
+ λ

(

P*
2 −

∑

i∈I
wiP2,i

)

=
∑

i∈I
hi

(

si +
Qi

2
− Liμi + E

[
X−

i

]
)

+ λP*
2 −

∑

i∈I
λwi

(

1 −
Gi(si) − Gi(si + Qi)

Qi

)

(14)   
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(22), the actual aggregate fill rate will be higher than the target. Rather 
than using a trial-and-error procedure, we note that P*

2 in (22) is the 
single constant, whose value determines the fill rates for all SKU’s. As 
such it is like the Lagrange multiplier λ used in the other heuristics. The 
procedure to find the value for λ which results in the target fill rate is 
identical in all heuristics and will be explained at the end of this section. 

4.5. An overview of the four heuristics 

Table 1 provides the results for the four heuristics for the situations 
with generic weights, volume-based weights wi = μi/

∑
j∈Iμj and 

turnover-based weights wi = μivi/
∑

j∈Iμjvj. The results in the last two 
columns follow from replacing the generic weights in the third column 
by the specific weights. To get to the results for H1, H2 and H3 in the 
column with turnover-based weights, it is assumed that turnover-based 
weights are equivalent to using weights equal to wi = μihi/

∑
j∈Iμjhj 

which is true if the holding costs are equal to an internal rate times the 
value of the item. Note that when volume-based weights are used in H1, 
a lower service level will be given for more expensive items: P(Xi ≥ 0) =

λ
λ+
∑

j∈I
hjμj

. Also note that when turnover-based weights are applied in H1, 

the expression for the non-stockout probability becomes a value, which 
is the same for all SKU’s. Since we also know that the weighted aggre-
gate fill rate should be equal to the target P*

2, the optimal non-stock-out 
probability is equal to P*

2 for all SKU’s. In other words, no service level 
differentiation is applied when H1 is used with turnover-based weights. 

4.6. Finding the optimal reorder levels 

Each heuristic ended up with a formula per SKU which sets a certain 
criterium (specified in the second column of Table 1) equal to a function 

of a Lagrange multiplier λ and multiple input parameters for the SKU 
(specified in the third, fourth or fifth column in Table 1). Let ci,m(λ)be the 
function for SKU i which is specified by the value of λ and the other input 
variables, when heuristic Hm is used, with m = 1,…,4. Note that the set 
of reorder levels for all SKU’s is specified once a specific value for λ is 
selected, since each criterium is a function of the reorder level si. 

The procedure to find the reorder levels is as follows: For each 
heuristic the hybrid root finding algorithm of Van Wijngaarden-Dekker- 
Brent (Press et al., 1992) is used to find the value for λ where the 

aggregate fill rate is equal to the target level. For any given value for λ in 
this search procedure, again the algorithm of Van Wijngaar 
den-Dekker-Brent is used to find for each SKU the reorder level which 
ensures that the criterium in Table 1 matches the value for ci,m(λ). 

To apply the procedure above to find the optimal reorder levels, we 
need to know how each of the criteria in Table 1 depends on the reorder 
level. For H1 and H4, the fill rate is used as the criterium and formulas 
(7) and (6) are used per SKU to express the fill rate as a function of the 
reorder level. Note that this implies that for the implementation of H1 
we again approximate the non-stockout probability at an arbitrary point 
in time (the criterium for H1 mentioned in Table 1) with the fill rate, just 
as we did when developing H1. 

For the criterium of H2 we need an expression for the non-stockout 
probabilities at the beginning and at the end of a potential delivery 
cycle. The non-stockout probability at time τi + t, with t ∈ [L, L + R), 
can be derived, using again the result of Hadley and Whitin (1963) 
that IPi(τi) is equal to si + Δi, with Δi a stochastic variable which is 
uniformly distributed on the interval [0,Qi]. So Δi has the pdf g(δi), with 
g(δi) = 1/Qi for 0 ≤ δi ≤ Qi and g(δi) = 0 elsewhere. When demand 
during t periods is assumed to be continuous with pdf fi,t(x), we get:  

Table 2 
The five different assumptions made in the heuristics.   

Assumption Used 
in 

A1 P2,i/P(Xi ≥ 0) = 1  H1, 
H4 

A2 (1 − E[X−
i ] /μi)/P(Xi ≥ 0) = 1  H1 

A3 {(E[X+
i (τi + Li)] + E[X+

i (τi + Li + Ri)]) /2}/E[X+
i ] = 1  H2 

A4 Continuous review and E[X−
i ] = 0 and DLi replaced by DLi+Ri 

implying {si + Qi /2 − (Ri + Li)μi}/E[X+
i ] = 1  

H3 

A5 Continuous review, Gi(si +Qi) = 0 and fi,Li (x) replaced by fi,Li+Ri (x), 

implying {1 − Gi(si) /Qi}/P2,i = 1 with Gi(x) =

∫∞

si

(si − x)fi,Li+Ri (x)dx  

H3  

Table 3 
The values for the input parameters in the full factorial simulation experiment.  

Input parameter Levels 

Mean daily demand μ  {1, 20}
Coefficient of variation cv = σ/μ  {0.1, 0.5, 1, 2}
Tweedie parameter ρ  {1.1, 1.5, 1.9}
Scaled lead time L/R  {0.05, 1, 20}
Lot-size cover Q/μR  {0.05, 1, 20}

Target fill rate P*
2  {0.8, 0.9, 0.95, 0.99}

Table 4 
Accuracy of the approximations (in bold the parameter with lowest accuracy).  

Parameter Level A1 A2 A3 A4 A5 

All Average 0.976 0.953 1.014 0.716 − 0.224 
StDev 0.034 0.179 0.035 0.345 3.113 
Min 0.829 − 0.078 1.000 − 0.614 − 26.368 
Max 1.000 1.214 1.235 0.988 1.095 

Coefficient of 
variation cv  

0.1 0.998 1.036 1.040 0.383 0.132 
0.5 0.985 0.988 1.011 0.705 0.060 
1 0.970 0.935 1.003 0.845 − 0.231 
2 0.952 0.852 1.001 0.930 − 0.857 

Tweedie 
parameter ρ  

1.1 0.978 0.959 1.014 0.716 − 0.225 
1.5 0.976 0.953 1.014 0.716 − 0.224 
1.9 0.974 0.947 1.014 0.715 − 0.223 

Scaled lead-time 
L/R  

0.05 0.969 1.005 1.020 0.652 0.226 
1 0.973 0.993 1.016 0.687 0.088 
20 0.988 0.860 1.006 0.808 − 0.986 

Lot-size cover Q/

μR  
0.05 0.973 0.981 1.024 0.578 ¡2.481 
1 0.973 0.979 1.017 0.641 0.810 
20 0.983 0.899 1.000 0.928 0.998 

Target fill rate 
P*

2  

0.8 0.948 0.850 1.034 0.544 − 1.951 
0.9 0.973 0.968 1.014 0.707 − 0.250 
0.95 0.987 0.993 1.006 0.774 0.418 
0.99 0.998 1.000 1.001 0.838 0.887  

P
(
X+

i

(
τi + t

)
> 0
)
= P

( (
IPi
(
τi
)
− Di,t

)+
> 0
)
= P

(
si + Δi > Di,t

)
=

∫si+Qi

− ∞

∫Qi

max(0,x− si)

fi,t
(
x
)
g
(
δi
)
dδdx =

∫si+Qi

− ∞

fi,t
(
x
)
dx −

1
Qi

∫si+Qi

si

(x − si)fi,t(x)dx (23)   
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For H3, the criterium is the cumulative distribution function of de-
mand during the review period plus the lead time: 

Fi,Ri+Li (si)=

∫si

− ∞

fi,Ri+Li (x)dx (24) 

To make implementation of the heuristics easier, all criterium 
functions used in the description above are written in terms of functions 
which are standard available in Python or Excel if demand is gamma or 
normally distributed (see Appendix B). 

5. Testing the assumptions 

Table 2 shows which assumptions are made in which heuristic. 
The assumptions are written in terms of a ratio, which is assumed to 
be equal to one. For example, in the derivation of H1 we assumed 
P2,i = P(Xi ≥ 0). This is tested by calculating the ratio P2,i/ P(Xi ≥ 0) for 
every simulation experiment we will perform (see below) and then 
checking whether the average of this ratio is close to 1. By transforming 
all assumptions in such a ratio, the accuracy of different assumptions can 
be easily compared: the closer the average ratio is equal to 1, the more 
accurate the assumption. 

These assumptions are not unique for the specific problem we 
address in this paper. In many models in other papers and in textbooks, 
the same assumptions are made. Hence it is worthwhile to first inves-
tigate the accuracy of these assumptions, before testing the impact of the 
assumptions on the quality of the heuristics. To test the accuracy of these 
assumptions, a full factorial simulation experiment is performed. The 
input parameters are varied in a structural way, as shown in Table 3. 

The average demand is also varied, although this parameter is merely 
a scaling factor and hence is expected not to have an impact. Since the 
review period is normalized to one, the lead time L and lot-size cover 
Q /μ are expressed in terms of the review period in Table 3. Demand in 
the simulation follows a compound Poisson process with Gamma 
distributed demand per customer. This is equal to a Tweedie distribution 
with Tweedie parameter 1 < ρ < 2. Selecting a compound Poisson 
process, enables us to measure KPI’s like the ready rate at any moment in 
time during the simulation, while this Tweedie distribution converges to 
a Gamma distribution as the Tweedie parameter gets closer to 2. We 
have to choose the customer arrival rate and the two parameters for the 
Gamma distribution such that the mean and the standard deviation of 
demand during the review period are equal to μ and σ. To analyze the 
sensitivity of the results for the average customer demand, the Tweedie 
parameter is varied with values set at ρ = {1.1,1.5,1.9}. The customer 
arrival rate is equal to 1/{(2 − ρ)(σ/μ)2

}and the expected demand size is 
equal to (2 − ρ)σ2/μ. The reported values for the simulation are the 
averages from at least 10 replications. In each replication, the first 500 
periods were the warming-up periods and statistics are recorded for the 
last 20,000 periods. We replicated until we reached an absolute preci-
sion for the fill rate P2 ± 0.001 with 99% confidence. In each simulation 
all variables which are used in the approximations in the heuristics, 
summarized in Table 2, are measured. Examples of these variables are: 

E[X− ], E[X+], P2 and P[X> 0]. These simulated variables are used to 
calculate the ratios in Table 2. In Table 4, the average ratio, when 
averaged over a set of simulation experiments, is given. In the first row 
with numbers, the average ratio over all experiments is reported. This is 
followed by three rows describing the standard deviation, the minimum 
and the maximum of the ratio over all experiments. In the other rows the 
average is reported for the subset of all experiments in which one input 
parameter is kept constant. The assumptions related to the average in-
ventory are underlined in the top row. The assumptions made suggest 
that the average value for all ratios should ideally be equal to one. 

According to the results in Table 4, the Tweedie parameter has a very 
limited effect on the approximation errors. As expected, the average 
demand had no effect on the approximation error since it is just a scaling 
factor and hence related results are not included in Table 4. 

We first consider the approximations related to the expected in-
ventory, A3 and A4. While approximation A3 is performing very well, 
approximation A4 performs poorly. We recall that the approximation 
used in A3 is equal to formula (5): 

E
[
X+

i

]
≈ si +Qi

/
2

− (Ri / 2+ Li)μi + E
[
X−

i (τi +Li)
]/

2 + E
[
X−

i (τi +R+ Li)
]/

2 

The approximation used in A4 is: 

E
[
X+

i

]
≈ si + Qi

/
2 − (Ri + Li)μi 

So, the difference between these two approximations is equal to the 
Riμi/2 and a term which estimates the number of backorders. If the fill 
rate is very large, the second term is negligible and the difference can be 
approximated by Riμi/2, showing there is a structural bias in the esti-
mation of the expected inventory when A4 is used. But this bias is not 
dependent on the reorder level. So the derivative from the expected 
inventory on hand to si, which is used to find the optimal reorder levels, 
is not affected by this approximation error. The only error caused by this 
approximation error occurs when calculating the objective function 
based on this approximation for the expected inventory on hand. To 
avoid an unfair comparison among the four heuristics, after finding the 
optimal reorder levels with each heuristic, the value of the objective 
function for all heuristics is calculated using the same approximation 
(A3). Next, the approximations related to the service related KPI’s are 
evaluated. 

Approximation A1 performs good, except when P*
2 is low or when the 

demand uncertainty is high. When the 216 experiments with P*
2 = 80% 

are left out, the average ratio for A1 increases from 0.976 to 0.986. 
When in addition the 152 experiments with cv = 2 are left out, the 
average ratio for A1 increases to 0.990. 

Approximation A2 performs good, except when P*
2 is low or when the 

lead time is large. When the 216 experiments with P*
2 = 80% are left out, 

the average ratio for A2 increases from 0.953 to 0.987. When in addition 
the 216 experiments with L/R = 20 are left out, the average increases to 
1.009. 

The worst performing approximation is A5. The results in Table 4 
reveal that this approximation is especially bad for low Q/(Rμ) and low 
P*

2. Without the 288 experiments with Q/(Rμ) = 0.05, the average ratio 
for A5 for the remaining 576 experiments increases from − 0.220 to 

Table 5 
Descriptive data for reseller of consumables.  

34,621 
SKU’s 

Demand 
[units/ 
day] 

cv Lead 
time 
[days] 

Review 
period 
[days] 

Q/(Rμ)
[days]  

Relative 
price 

Min 0.01 0.01 1 1 0.01 0 
25% 0.17 1.06 5.39 5 1.5 0.34 
Median 0.80 1.89 6.31 5 4.46 1 
75% 3.31 2.0 10 5 13 3.09 
Max 4516.1 2.0 70 20 20,000 271 
Average 7.50 1.57 9.2 4.9 26.76 3.42 
StDev 47.82 0.51 8.54 1.77 226.88 7.08  

Table 6 
Descriptive data per demand class for reseller of consumables.  

Demand 
class 

Demand 
[units/ 
day] 

cv Lead 
time 
[days] 

Review 
period 
[days] 

Q/(Rμ)
[days]  

Relative 
price 

0–20% 0.04 1.71 8.78 4.85 95.4 7.71 
20–40% 0.27 1.95 9.04 4.91 16.53 4.03 
40–60% 0.84 1.72 9.17 4.85 9.03 2.69 
60–80% 2.62 1.42 9.19 4.83 6.17 1.66 
80–100% 33.82 1.02 9.83 4.89 3.39 0.81  
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0.904. When also the experiments with P*
2 = 80% are left out, the 

average ratio for the remaining 432 experiments becomes equal to 
0.940. So, while in the literature it is recognized that approximation A5 
works well if service levels are high and the lot-size is relatively large, 
our simulation experiment quantifies in more detail the impact on the 
accuracy depending on the levels of the input parameters. Silver et al. 
(2017, footnote p. 292) suggested for a continuous review system with 
demand having a normal distribution to only use the approximation A5 
if Q/(σ

̅̅̅
L

√
) > 1. If in our set only the 408 experiments with 

Q /(σ
̅̅̅̅̅̅̅̅̅̅̅̅
L + R

√
) > 1 are selected, the average ratio is 0.934. If we also 

exclude the experiments with P*
2 ≤ 90%, the average ratio is equal to 

0.964. 

6. Empirical investigation 

To test the relative performance of the heuristics, a dataset with 
34,621 SKU’s from a large reseller of non-food consumables is used. The 
dataset contains product parameters, inventory control parameters and 
weekly sales data for the period starting in week 1 in 2016 and ending in 
week 21 in 2019. Only 3.7% of all SKU’s have a seasonal pattern, with 
slightly higher sales in the month before Christmas and in the first four 
weeks of each year. To take out the effect of this non-stationarity in 
demand we selected the 13 weeks starting in week 9 and ending in week 
21 in 2019 to determine the average and standard deviation of the sales. 
Since the target aggregate fill rate for this company is 99%, we assume 
that the average demand is equal to the average sales. The dataset does 
not contain data on (weekly) inventory levels. Table 5 shows descriptive 
statistics for some key variables, including the coefficient of variation 
(cv). The data reveal that this company is selling a wide variety of SKU’s 
with input parameters which can be very different between the SKU’s. 

For example, the average demand varies between 0.01 and 4516 units/ 
day. The average Q/(Rμ) is equal to 26.76 but this is heavily skewed due 
to thousands of items with ultralow average daily demand. The median 
Q/(Rμ) is equal to 4.46. Due to confidentiality, the price is normalized 
on the median price. The reseller assumes demand is Gamma distrib-
uted. The top 20% of SKU’s having the highest average demand deter-
mine 90% of total sales in units and 68% of total turnover in euro’s. 
Likewise, the top 50% of skus determine 98% of total sales in units and 
91% of total turnover in euro’s. 

To show how parameters depend on the average demand, the SKU’s 
are first sorted on average demand and then divided in five classes. In 
Table 6, for each class the average value is calculated for multiple key 
variables. The lead time and review period hardly change when the 
average demand changes. However, the variables Q/(Rμ) and relative 
price strongly decrease if the average demand decreases. 

The reseller has set the target for the aggregate fill rate to 0.99 (both 
when using volume-based and turnover-based weights). Per SKU the 
reseller has imposed a minimum fill rate equal to 0.95. 

The four heuristics are tested using the data from this database, while 
considering four scenarios. The target aggregate fill rate is either set 
equal to 0.99, while imposing a minimum fill rate per SKU equal to 0.95, 
or it is set equal to 0.95 with a minimum fill rate equal to 0.80. The 
aggregate service constraint is either volume-based (wi = μi/

∑
j∈Iμj) or 

turnover-based (wi = μivi/
∑

j∈Iμjvj). 
To compare the performance of the four heuristics in a fair way, we 

first determined the optimal reorder levels per heuristic using the pro-
cedure described in Section 4.6. Next, for those reorder levels, the ex-
pected inventory on hand at time τi + t is calculated for all heuristics by 
using formulas (5) and (6) derived in Section 3. In this way the in-
ventories are all calculated in exactly the same way and in a way which 
is highly accurate. To see this, note that formula (6) is an exact 
expression and formula (5) is a very good approximation, as will be 
demonstrated below when we compare formulas (5) and (6) with 
Simpson’s rule. 

In Table 7, for each scenario and each of the heuristics, the increase 
or decrease in average total inventory value is reported compared to two 
benchmarks. In line with Teunter et al. (2017), the first benchmark is the 
standard method where all SKU’s have the same fill rate (No differen-
tiation). To facilitate a direct comparison between the heuristics, heu-
ristic H2 is used as a second benchmark. Table 7 reports the results for 
the comparison with No differentiation and Table 8 shows the results for 
the comparison with H2. Finally, Table 9 shows the number of SKU’s 
having a fill rate equal to the minimum fill rate. 

According to the results in Tables 7 and 8, the second heuristic (H2) 
performs best in all four scenarios. This is because this heuristic uses 
exact expressions for the service and only approximates the expected 
inventory. The difference between the best and the second-best heuristic 
is especially large when the weights are turnover-based and the target 
fill rate is low: this difference equals 8.8% when the target aggregate fill 
rate is equal to 0.95. Only when the senior manager in this company 
would decide to use volume-based weights while also aiming for a very 
high aggregate fill rate, heuristics H1, H3 and H4 are potential alter-
natives for H2 since then the increase in inventory is limited to 1.9%– 
2.8%. Although heuristic H4 performs reasonably well when weights are 
volume-based, it performs very bad (even much worse than applying no 
differentiation = H1) when weights are turnover-based. The computa-
tional complexity of all heuristics is comparable. 

To show that H2 is close to optimal, we also calculated the expected 
inventory for the reorder levels which were determined with H2, using 
Simpson’s rule: 

E
[
X+

i,Simpson

]
=

E
[
X+

i (τi +Li)
]
+4⋅E

[

X+
i

(

τi +
Ri
2 +Li

)]

+E
[
X+

i (τi +Ri +Li)
]

6
(25) 

Table 7 
Percentage inventory decrease compared to No Differentiation.  

Weight factor Target P2 Min P2 H1 H2 H3 H4 

μi  0.99 0.95 17.2 18.7 16.5 17.1 
0.95 0.80 26.0 28.7 22.8 24.8 

μivi  0.99 0.95 0 4.3 − 0.2 − 13.3 
0.95 0.80 0 8.1 − 0.6 − 20.3  

Table 8 
Percentage inventory increase compared to H2.  

Weight factor Target P2 Min P2 H1 H3 H4 

μi  0.99 0.95 1.9 2.8 2.0 
0.95 0.80 3.8 8.2 5.5 

μivi  0.99 0.95 4.4 4.7 18.4 
0.95 0.80 8.8 9.4 30.9  

Table 9 
Percentage of SKU’s at the minimum fill rate.  

Weight factor Target P2 Min P2 H1 H2 H3 H4 

μi  0.99 0.95 32 54 59 31 
0.95 0.80 36 64 47 30 

μivi  0.99 0.95 0 8 34 1 
0.95 0.80 0 27 28 2  

Table 10 
Percentage inventory increase compared to Simpson’s rule for H2.  

Weight factor Target P2 Min P2 % Increase in value % Increase in units 

μi  0.99 0.95 0.25 0.06 
0.95 0.80 1.30 0.30 

μivi  0.99 0.95 0.07 0.08 
0.95 0.80 0.38 0.45  
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Tests by Van der Heijden and De Kok (1998) showed that Simpson’s 
rule provides excellent approximations for the expected inventory. The 
average approximation error varies between 0.05% and 0.16% when the 
fill rate varies between 0.98 and 0.80. In Table 10 the approximation 
error is reported when comparing the total expected inventory (both in 
value and in units) based on the approximation used in H2 with the total 
expected inventory according to Simpson’s rule. The approximation 
error in value varies between 0.07% and 1.30% with an average equal to 
0.40%. The approximation error in units varies between 0.06% and 
0.45% with an average equal to 0.19%. Expensive items get a low fill 
rate when volume-based weights are used. Therefore, the approximation 
error in value is much higher than the approximation error in units when 
volume-based weights are used. 

We also applied a generalization of the marginal analysis technique 
proposed by Sherbrooke (2004), which has been introduced in Section 2. 
In this technique first the reorder levels for all SKU’s are set equal to the 
value which meets the minimum fill rate requirement imposed on that 
SKU. Then the reorder levels are increased stepwise. In every step, the 
reorder level of the SKU with the highest ratio wi(P2,i(s+ε) − P2,i(s))/
[hi(E[X+

i (s+ε)] − E[X+
i (s)])] is increased with step size ε. This process is 

repeated until the aggregate fill rate meets its target value. Note that the 
only two approximations in this procedure are the way the average in-
ventory is calculated (same approximation as used in H2) and the fact 
that the reorder levels are increased with a step size. When demand is 
discrete (like in Sherbrooke, 2004), a step size equal to 1 is applied. 
Since in this paper demand is modelled as a continuous variable, a small 
step size (equal to 0.1) is selected. This generalized marginal analysis 
technique resulted in 1.3% higher total inventory compared to H2, but 
the computation time was 17.5 times higher than the time needed for 
H2. The average computation time for H2 to solve the optimization 
problem for 34,621 SKU’s was 2.9 minutes on an Intel i5 desktop with 
MS Windows 10. This implies that H2 is also a very efficient heuristic. 

Service level differentiation turns out to be highly beneficial, espe-
cially when the weights are volume-based. Then the reduction in ex-
pected total inventory value, when using the best heuristic, is equal to 
18.7% (when P*

2 = 0.99) or 28.7% (when P*
2 = 0.95). These results are 

in line with earlier research results (e.g. Teunter et al., 2010). A new 
result is the fact that for turnover-based weights, the benefits are smaller 
but still substantial: Then the reduction in expected total inventory value 
is equal to 4.3% (when P*

2 = 0.99) or 8.1% (when P*
2 = 0.95). 

Another result is the fact that the percentage of SKU’s having the 
minimum fill rate as their optimal fill rate (see Table 9) is very high for 
the best heuristic, when weights are volume-based: 64% when P*

2 = 0.95 
and 54% when P*

2 = 0.99. Also when the weights are turnover-based, 
these percentages are substantial: 27% when P*

2 = 0.95 and 8% when 
P*

2 = 0.99. With H2, the SKU’s having the minimum fill rate typically are 
the more expensive items which also have a lower average demand. 
Another fact showing how skewed the optimal fill rates can be: if we 
consider the set using H2 with volume-based weights and P*

2 = 0.95and 
sort the SKU’s on price and then take the top 50%, then only 1.2% of 
those SKU’s will have an optimal fill rate larger than 90% (versus 32.3% 
of the SKU’s when turnover based weights are used)! 

Introducing service differentiation results in a large reduction of the 
total expected inventory value, but the resulting aggregate fill rate is no 

longer independent of the weights. For example, when the aggregate fill 
rate with volume-based weights is used to set reorder levels using H2 
and the target aggregate fill rate is 0.95, the resulting aggregate fill rate 
with turnover-based weights is only 0.85, hence much lower. This is 
caused by the fact that SKU’s with a high price will have a lower fill rate 
if the weights are volume-based compared to the situation when the 
weights are turnover-based. It is interesting to note that when the 
reorder levels are based on a turnover-based aggregate service target, 
the realized volume-based aggregate service is very similar to this target 
(0.946 when the turnover-based target equals 0.95), while this is not 
true the other way around (as observed with the 0.85 versus 0.95). 

The huge difference in performance between both definitions of the 
aggregate service is also reflected in the fact that the total expected in-
ventory value is much higher when using turnover-based weights 
compared to using volume-based weights: for H2, this value is 28.9% 
higher if the target is 0.99 and 17.8% if the target is 0.95. This implies 
that in a company management must think carefully how to define the 
target aggregate fill rate they aim for and how to define their objective 
function. 

To see how the benefits of service level differentiation depend on the 
variation in input parameters, we applied H2 to two additional datasets. 
These datasets are identical to the original dataset (D0) except for the 
price of the SKU’s which is set equal to 1 for all SKU’s in dataset D1 and 
the lot-size which is set equal to 1 for all SKU’s in dataset D2. The review 
period was not varied, since the variation in review period in the orig-
inal dataset is limited. The percentual decrease in inventory compared to 
No Differentiation is reported in Table 11. The results show that the 
benefits for D1 and D2 are like the effects for D0, except for D1 when 
volume-based weights are applied. This illustrates that in case volume- 
based weights are applied, the benefits of service level differentiation 
strongly depend on the variation in price within the assortment, while 
they do not strongly depend on the variation in the lot-size. 

Summarizing the results from the experiments, we conclude: 1. the 
benefits of service level differentiation can be very large (up to 28.7%), 
2. heuristic H2 is close to optimal and very efficient, 3. using volume- 
based weights can lead to low service levels for a very large part of 
the assortment, 4. using turnover-based weights leads to lower variation 
in service levels among the SKU’s, but also higher inventory costs, 5. the 
impact of using volume-based weights instead of turnover-based weights 
is very large, so a manager must carefully analyze the consequences 
when deciding how to define aggregate service in his/her company, and 
6. the benefits from service level differentiation depend strongly on the 
variation in price within the assortment (when volume-based weights 
are used) and less on the variation in lot-sizes. 

7. Conclusions, managerial implications and future research 

In this paper four new heuristics for setting reorder levels for indi-
vidual SKU’s have been derived and tested for a multi-item periodic 
review inventory system with exogenous lot-sizes, when the objective is 
to minimize the total inventory holding costs subject to an aggregate 
weighted fill rate constraint. The heuristics are generic since they can be 
applied to any logical set of weights, and for any continuous demand 
distribution. One of the heuristics (H2) performs close to optimal and is 
very efficient. Apart from testing the performance of the four heuristics, 
also the accuracy of the approximations used to develop these heuristics 
are tested. Those assumptions are often made in papers in this field, so 
the results of these tests can also be used by other scientists when 
deciding which assumptions to make when developing new models and 
heuristics. 

Based on the results of our empirical investigation (as summarized at 
the end of the previous section), senior managers responsible for the 
inventory costs and service levels in their company are advised to 
differentiate service levels at the SKU level (rather than not differenti-
ating the service level or classifying SKU’s in groups and setting service 
levels equal for all SKU’s in a group). The benefits from service 

Table 11 
Percentage inventory decrease compared to No Differentiation when H2 is 
applied on three datasets: D0 = original dataset; D1 = dataset with price equal to 
1; D2 = dataset with lot-size equal to 1.  

Weight factor Target P2 Min P2 D0 D1 D2 

μi  0.99 0.95 18.7 3.4 21.9 
0.95 0.80 28.7 6.9 31.7 

μivi  0.99 0.95 4.3 3.4 5.2 
0.95 0.80 8.1 6.9 8.1  
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differentiation at the SKU level reported in this paper are substantial and 
depend on the definition of the weights: up to 28.7% for volume-based 
weights and up to 9.0% for turnover-based weights. The senior man-
agers are also advised to be aware of the large impact of the exact way 
they define weights in their aggregate weighted fill rate. When using 
volume-based weights rather than turnover-based weights for example, 
the price of an SKU will have a relatively big impact on the service level 
provided to an individual SKU. This was illustrated when heuristic H2 
was applied to the SKU’s in the empirical dataset while the target 
aggregate fill rate was equal to 0.95 and the minimum fill rate required 
per SKU equal to 0.80. In this case using volume-based weights resulted 
in the fact that for half of the assortment (being the top 50% most 
expensive SKU’s) only 1.2% of those SKU’s will have an optimal fill rate 
larger than 90% (versus 32.3% of those SKU’s when turnover based 
weights are used). As a consequence, when using volume-based weights, 
a relatively large part of demand for SKU’s with a medium to high price 
will have to be backordered, while when turnover-based weights are 
used, the inventory costs can be substantially higher (28.9% higher 
compared to using volume-based weights when the target aggregate fill 
rate was set equal to 0.95). 

Although heuristic H1 did not perform best, it is very generic: it can 
be applied in a multi-echelon context and with a large range of different 
inventory replenishment policies. This heuristic performs good when the 
aggregate fill rate is volume-based. Heuristic H1 is also a good candidate 
to determine the reorder levels when the aggregate service would be 
defined as a weighted average of ready rates rather than fill rates. 

Future research can determine the effects on customer behavior 
when different service measures are applied, and new heuristics can be 
developed and tested for situations where the aggregate service measure 
is not based on the fill rate. Another option for future research is to 
analyze which definition of aggregate service is most relevant for which 
industry. E.g. in spare parts environments typically aggregate fill rates 
with volume-based weights are used since it has been shown that 
maximizing system availability is strongly related to minimizing the 
total number of backorders, while for wholesalers turnover-based 
weights may be more appropriate to avoid low service levels for the 
more expensive items. 

A limitation in this paper is that the ready rate was assumed to be 
equal to the fill rate when applying heuristic H1 and solving equation 
(8). In future research existing approximations, which have been 
developed for the ready rate, see e.g. (De Kok, 1991), can be applied to 
solve equation (8) and this might further improve the performance of H1 
when applied to models which are based on aggregate fill rate con-
straints. Another limitation is the fact that our main focus (and testing) 
was on single-echelon problems. Similar problems can be studied for 
multi-echelon systems and the performance of heuristic H1, which is 
already available for those systems, can then be evaluated with real-life 
data for multi-echelon systems. A final limitation is the fact that we 
assumed demand is continuous. It would be interesting and relevant to 
evaluate the performance of our heuristics and others in settings with 
discrete demand. Initial tests suggest heuristic H2 may also perform well 
in those settings.  

Appendix A. Determining the derivative of the expected backorders 

To find the derivative of E[X−
i (τi + t)], with t ∈ [L,R + L), we first rewrite formula (6), using the result of Hadley and Whitin that IPi(τi)is equal to 

si + Δi, with Δi a stochastic variable which is uniformly distributed on the interval [0,Qi]. So Δihas the pdf g(δi), with g(δi) = 1/Qi for 0 ≤ δi ≤ Qi and 
g(δi) = 0 elsewhere. We start with formula (6): 

E
[
X−

i (τi + t)
]
=

∫∞

− ∞

∫Qi

0

(x − si − δi)
+fi,t(x)g(δi)dδidx (6) 

After splitting up this integral in multiple parts and rewriting g(δi)we get: 

E
[
X−

i (τi + t)
]
=

1
Qi

∫si+Qi

si

∫x− si

0

(x − si − δi)fi,t(x)dδidx +
1
Qi

∫∞

si+Qi

∫Qi

0

(x − si − δi)fi,t(x)dδidx 

Integrating over δi gives: 

E
[
X−

i (τi + t)
]
=

1
Qi

∫si+Qi

si

1
2
(x − si)

2fi,t(x)dx +
∫∞

si+Qi

xfi,t(x)dx −
(

si +
Qi

2

) ∫∞

si+Qi

fi,t(x)dx (A.1) 

Now taking the derivative of E[X−
i (τi +t)] to si while using Leibnitz’s rule, we get: 

∂E
[
X−

i (τi + t)
]

∂si
= −

1
Qi

∫si+Qi

si

(x − si)fi,t(x)dx − 1 +

∫si+Qi

− ∞

fi,t(x)dx 

This expression is exactly equal to the non-stockout probability at time τi + t minus 1. To see this, note that using the results from Hadley and 
Whitin (1963), the non-stockout probability can be determined as follows: 

P
(
X+

i (τ + t)> 0
)
=P
(
si +Δi >Di,t

)
=

∫si+Qi

− ∞

∫Qi

max(0,x− si)

fi,t(x)g(δi)dδdx =

∫si+Qi

− ∞

fi,t(x)dx −
1
Qi

∫si+Qi

si

(x − si)fi,t(x)dx (A.2) 

So, we have: 

∂E
[
X−

i (τi + t)
]

∂si
=P
(
X+

i (τi + t)> 0
)
− 1 (A.3)  
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Appendix B. Transformation to formulas available in standard software 

To facilitate implementation in a software environment where the probability density function (pdf) and/or the cumulative distribution function 
(cdf) for the gamma or normal distribution are available (like in Python or Excel), below we transform the general expressions for E[X− (τ + t)], 
P(X+(τ+t)> 0) and FR+L(s) into specific expressions in terms of these pdf’s and cdf’s. Note that all formulas used in this paper are a function of one or 
more of these three general expressions. Starting point for the transformation are equations (A.1) and (A.2) in Appendix A, which are derived for 
E[X− (τ+t)] and P(X+(τ + t)> 0). 

If demand in t periods is gamma distributed, with mean αtβ and variance αtβ2, then the pdf is equal to f(x|αt , β) = xαt − 1

Γ(αt)βαt e− x/β with 
Γ(αt) =

∫∞
0 yαt − 1e− ydy, and cdf equal to F(x|αt ,β), then (A.1) and (A.2) can be rewritten as: 

E[X− (τ+ t)]=
(αt + 1)αtβ2

2Q
[F(s+Q|αt + 2, β) − F(s|αt + 2, β)] −

(
s + Q

Q

)

αtβF(s+Q|αt + 1, β)

+
sαtβ
Q

F(s|αt + 1, β) +
(s + Q)

2

2Q
F(s+Q|αt, β) −

s2

2Q
F(s|αt, β) +αtβ −

(

s+
Q
2

)

and  

P(X+(τ + t)> 0) = s+Q
Q F(s + Q|αt ,β) − s

Q F(s|αt ,β
)

− αtβ
Q [F(s + Q|αt + 1,β) − F(s|αt + 1,β)]. 

In addition, FR+L(s) can be written as follows: 

FR+L(s)=
∫s

− ∞

f (x|αR+L, β)dx=F(s|αR+L, β)

Since demand in t periods is gamma distributed with the mean equal to αtβ and the variance equal to αtβ2, αtandβ in the equations above can be 
solved from αtβ = tμ and αtβ2 = tσ2 when μ and σ are given. This yields β = σ2/μ and. α = tμ2/σ2 

When demand is normally distributed, the expected backorders can be calculated using formula (5.86) in (Axsäter, 2015), or alternatively the next 
formula: 

E[X− (τ+ t)]=
σt

2Q
(s+Q − μt)ϕ

(
s + Q − μt

σt

)

−
σt

2Q
(s − μt)ϕ

(
s − μt

σt

)

+
σ2

t + (s + Q − μt)
2

2Q
Φ
(

s + Q − μt

σt

)

−
σ2

t + (s − μt)
2

2Q
Φ
(

s − μt

σt

)

−

(

s+
Q
2
− μt

)

where Φ(.) and ϕ(.) represent the standard normal cdf and pdf. 
For normally distributed demand, the non-stockout probability at time τ + t and Fi,Ri+Li (si) can be calculated using these formulas: 

P(X+(τ + t) > 0 ) =
s + Q − μt

Q
Φ
(

s + Q − μt

σt

)

−
s − μt

Q
Φ
(

s − μt

σt

)

+
σt

Q

[

ϕ
(

s + Q − μt

σt

)

− ϕ
(

s − μt

σt

)]

FR+L(s)=Φ
(

s − μR+L

σR+L

)
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